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Introduction

Let me take you back to the year 400 BC in Ancient Greece. Around this time the first uses
of the scytale are recorded [Rus99]. The scytale, not much more than one of a set of two
similarly shaped wooden sticks, was a powerful encryption method in its day. The sender
would take a strip of parchment and wrap it around the stick at a previously decided
angle. He would then hold the stick horizontally and write his message by writing a
letter on each separate wrap of the parchment, rotating the stick when the line was full.
After unwrapping the parchment and assuming a significant message size, the message
would seems like random letters on a piece of paper. Only when the strip would reach the
holder of the second scytale and was wrapped around it at the same angle the message
would appear. A differently sized stick or a wrong angle and the message would stay
hidden. Attacks against this simple transposition cipher are to either brute-force the stick
and angle by simply trying all possible stick sizes and all possible angle combinations, or
to take the letters on the parchment and try to scramble them into a message that makes
sense.
Nowadays most people favor using cryptographic keys over sticks and more intricate
cryptographic algorithms than wrapping at an angle. Although this has made a lot of
people very angry and been widely regarded as a bad move [Ada82], it is the reality. This
opens up the door to new types of cryptographic attacks. Attack avenues can roughly be
divided into two categories: attacks on the theoretic algorithm by trying to recover the
key or message by using public information provided on the algorithm, and attacks on the
implementation of the algorithm, which look at the soft- or hardware specific properties.
In this thesis a wide range of cryptographic algorithms and attacks on them are covered and I do not discriminate against either type of attack. Sometimes even a combination of the two is applied. There is a common theme between the chapters in this thesis.
Algorithms usually introduce mathematical structures into the keys and messages. On
the one hand this is what keeps cryptography secure; in this structure decrypting an encrypted message with a private key is easy, without it supposedly very hard. It also often
aids the speed of the algorithm and decreases the size of the key, which are both important practical considerations. On the other hand these structures can aid in attacks on
the algorithm, which is the discussion topic in most thesis chapters.
This thesis is built up of two parts. For each part we will summarize its contents and
explain how it ties into the theme.

2

CONTENTS

Part I: Cryptanalysis of pre-quantum cryptography
In the first part of this thesis we focus on side-channel attacks. These attacks utilize the
physical properties of cryptographic implementations. For instance secrets may be hidden
in power output, EM radiation, timings or even sound. Such attacks usually result in a
chaotic heap of data. However the mathematical structures underlying the implemented
algorithm help us analyze this mess. Part I is built up as follows:
• Chapter 1 gives a short introduction to side-channel attacks and poses the research
questions that will be answered in Chapters 2, 3 and 4.
• Chapter 2 examines side-channel attacks on independent subkeys of a masterkey.
Our goal in this chapter is not to recover the masterkey, but instead we are given
the masterkey used in the implementation and asked to estimate its security against
an attacker trying to recover it. This question is an important one for security evaluation laboratories, that certify e.g. smartcards for consumer use. By combining
the side-channel information on each of the subkeys, we can construct a probability distribution on the keyspace of possible masterkeys. The mathematical structure
exploited in this chapter is the independence of the subkey probabilities. The
results of this chapter are based on the paper “Tighter, faster, simpler side-channel
security evaluations beyond computing power”, which was co-authored by Daniel
J. Bernstein and Tanja Lange [BLvV15].
• Chapter 3 looks at a cache-based side channel against the exponentiation inside
computing an RSA plaintext. This attack recovers what is called the square-andmultiply chain of the exponentiation algorithm. Translating this information directly into bits of the key does not allow its recovery, however by delving deeper in
the mathematical properties of the exponentiation algorithm we find more information. The mathematical structure that we exploit to do this is Markov chains
and renewal processes. The results of this chapter appeared in the CHES 2017
paper “Sliding Right into Disaster: Left-to-Right Sliding Windows Leak” [BBG+ 17],
which is co-authored by Daniel J. Bernstein, Joachim Breitner, Daniel Genkin, Leon
Groot Bruinderink, Nadia Heninger, Tanja Lange and Yuval Yarom.
• Chapter 4 considers a different type of side-channel that we call a social sidechannel. In Elliptic Curve Cryptography (ECC) an elliptic curve is chosen as a basis
for the cryptographic algorithm. To streamline discussions on which curve to pick,
standardization agencies pre-select a small group of curves that adhere to certain
acceptability criteria. In this chapter we investigate the likelihood of an attacker that
knows a (class of) curves with a secret weakness to use social engineering, i.e. a
social side-channel, to get their curve standardized. To analyze this probability we
use various mathematical structures related to elliptic curves. The paper “How to
Manipulate Curve Standards: A White Paper for the Black Hat” [BCC+ 15] on which
this chapter is based was published at SSR17. It was joint work with Daniel J. Bernstein, Tung Chou, Chitchanok Chuengsatiansup, Andreas Hülsing, Eran Lambooij,
Tanja Lange and Ruben Niederhagen.
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• Chapter 5 concludes the first part by summarizing the answers to the research
questions posed in Chapter 1. It includes a list of open problems that remain.
The paper “Kangaroos in Side-Channel Attacks” [LvVW14] is on this topic and cowritten by the author, but is not covered in this thesis. The structure exploited in this
paper was that of groups.

Part II: Cryptanalysis of post-quantum cryptography
In the second part of this thesis we focus on post-quantum cryptography. This branch
of cryptography studies cryptographic algorithms that are designed to be resistant to attackers in possession of a quantum computer. These computers are still only theoretical,
but if they become a reality, we need post-quantum cryptography to replace algorithms
currently used in our digital infrastructure. The remainder of this thesis focuses on mathematical cryptanalysis of a specific class of post-quantum cryptography: lattice-based cryptography. Note that all notation is reset from Chapter 6 onwards.
The outline for part 2 of this thesis is as follows:
• Chapter 6 introduces the preliminaries of lattice-based cryptography. It also describes common attacks on lattice-based cryptosystems. As in part I, the introductory chapter ends with an outline of the second part of the thesis in the form of the
research questions that are answered.
• Chapter 7 discusses a memory-flexible version of the meet-in-the-middle attack.
The meet-in-the-middle attack on the NTRU cryptosystem utilizes the structure of
NTRU keys to speed up a brute-force attack by a square-root factor. The problem
with this attack is that it also requires a lot of memory. Since computer memory is
often more expensive than computer power this is the bottleneck of the algorithm.
We develop a version of the meet-in-the-middle attack that uses a variable amount
of memory at the cost of using more operations. This attack uses the mathematical
structures of uniform distributions and random walks. This chapter is based on
the paper “Reduced memory meet-in-the-middle attack against the NTRU private
key” [vV16] which was published at ANTS-XI in 2014.
• Chapter 8 considers a quantum version of the hybrid attack on the lattice-based
LWE cryptosystem. The hybrid attack can be ‘quantum-fied’ by simply replacing
the key guessing by Grover’s algorithm, which works well on highly structured error (i.e. key) distributions. We instead replace it with a generalization of Grover’s
algorithm that performs better for errors of non-uniform distributions. In this chapter we utilize the mathematical structure of error probability distributions in LWE
cryptosystems. This work is based on the PQCRYPTO 2017 paper “A Hybrid Lattice
Basis Reduction and Quantum Search Attack on LWE” [GvVW17] with co-authors
Florian Göpfert and Thomas Wunderer.
• Chapter 9 examines ideal-lattice-based cryptosystems like Smart–Vercauteren. This
cryptosystem can be initialized over any number field and we specifically choose
the highly structured multiquadratic fields. We show that if the cryptosystem is
initialized over a field with many subfields, we can exploit this structure to recover
the key classically in quasi-polynomial time. This trumps the previously best known
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CONTENTS
classical attack which runs in sub-exponential time. Many mathematical techniques
are used in this chapter but the main structure that is being exploited is the huge
graph of subfields that is inherent in multiquadratic fields. This chapter is based
on the Eurocrypt 2017 paper “Short Generators Without Quantum Computers: The
Case of Multiquadratics” [BBdV+ 17], which is co-authored with Jens Bauch, Daniel
J. Bernstein, Henry de Valence and Tanja Lange.
• Chapter 10 is an intermezzo based on the observation that the techniques used
in Chapter 9 can not only be used to break cryptosystems, but also help in solving more fundamental number-theoretic problems. Specifically in this chapter we
use the subfield algorithms of Chapter 9 to compute classgroups of multiquadratic
fields. Although this chapter has nothing to do with cryptography, it definitely
exploits mathematical structures like the S-units and subfields of multiquadratic
fields. This chapter is based on a joint paper with Jean-François Biasse titled “Fast
multiquadratic class group computation” [BvV18], which is submitted to ANTS-XIII.
• Chapter 11, as a final chapter, introduces a new cryptosystem called NTRU Prime.
It is based on the NTRU system, but the main difference is replacing the cyclotomic
field over which it is initialized with a prime-degree large-Galois-group field. This
change is motivated by it taking tools, including the subfields of Chapters 9 and 10,
away from the attacker. Although these tools have not proven to break NTRU, it
similarly also seems better not to give prisoners a hammer (see e.g. [Kin79] why
this is a bad idea). This chapter is based on the paper “NTRU Prime: Reducing
Attack Surface at Low Cost” [BCLvV17]. This paper is joint work with Daniel J.
Bernstein, Chitchanok Chuengsatiansup and Tanja Lange.
• Chapter 12 serves as a conclusion for the second part of this thesis. It summarizes
the answers to the research questions that were given in Chapters 7 through 11.
It also offers possible future research directions in the form of an open problem
section.

The author also had a small hand in the paper “Creating Cryptographic Challenges
Using Multi-Party Computation: The LWE Challenge” [BBG+ 16] that relates to latticebased cryptography, but falls outside of the scope of this thesis.

PART I

CRYPTANALYSIS OF PRE - QUANTUM
CRYPTOGRAPHY

CHAPTER 1

Side-channels in pre-quantum cryptography

1.1 — Problem Description
Pre-quantum cryptography. We cannot imagine a world without cryptography anymore. Whether it is to protect our banking information, e-mail or phone calls, cryptography is a vital part of our digital infrastructure. Modern day cryptography is usually
split up into two phases. In the key exchange phase an algorithm such as Elliptic Curve
Diffie-Hellman key exchange (ECDH) or RSA is used to establish a shared secret key that
can be used in a symmetric encryption algorithm in the second phase. These algorithms
have been and continue to be well-studied, and have proven themselves to be secure if
instantiated with proper parameters and implemented securely.
Getting enough rope. In practice however, achieving these things is harder than it
seems. After a cryptographic primitive is deemed secure it first is transformed into a
cryptographic protocol. This step already introduces a lot of chances to screw up security.
Re-using keys, hard-coding nonces, bad look-up tables and many others destroy the strong
mathematical structure on which the cryptographic primitive was built. Then after a
protocol has been agreed on, it needs to be implemented. By now the protocol might be
so complicated that someone who does not know exactly what they are implementing
will easily include some mistake that can be exploited by an ill-intentioned attacker.
Physical side channels. Cryptographic attacks can roughly be divided into two classes.
The first of these is to mathematically analyze the underlying cryptographic algorithms
of an implementation. Some of these attacks will be discussed in part II of this thesis.
The second class consists of side-channel attacks. Contrary to trying to find flaws in the
mathematical structure of the primitive, or the functioning of the protocol, these attacks
take advantage of the physical implementation of a cryptographic operation. Examples of
these physical channels include measuring the power throughput of a device, measuring
EM-radiation, recording sound and the timing of all these measurements. For instance
suppose in an algorithm the public key is computed as gk mod p for some private key k,
generator g and prime p. Then we can imagine that this operation is a lot easier for the
key k = 1 then for k = 01100100011010010110001101101011. Still an implementation should take the same time for both operations, since otherwise an attacker can derive
information about the key. Often the physical information gathered by a side channel can
be aided by knowledge of the mathematical structure of the cryptographic key, primitive
or protocol to enhance the attack strength.
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Figure 1.1: SPA trace of a DES operation from [KJJ99].

Social side channels. There is an abundance of cryptography papers appearing every
day about the security of cryptographic primitives and protocols against all kinds of algorithmic and side-channel attacks. Attacks that will affect the users of cryptography more
directly however is a class of attacks that we will call social side-channel attacks. Common
examples of this are not shielding the touch pad when entering a pin code, leaving a note
with passwords lying around or responding to Nigerian prince e-mails written in bad English. Less common (and usually more speculative) cases could include big companies
fighting net neutrality, standardization agencies pushing broken cryptography and intelligence agencies sharing cryptographic attacks. These attacks are a lot harder to prevent,
and just as real of a threat.

1.2 — Side-channel attacks
In this section we introduce some background information on (physical) side-channel
attacks (SCA’s). Side-channel attacks can be applied to private keys as well as data being
processed, but from here on we will assume that the attacker is trying to recover the
private key.
1.2.1 – Simple power attacks. Simple power attacks (SPA [KJJ99]) are attacks where
we look at one measurement, i.e. trace, of a cryptographic operation and try to infer
information from it. In 1.1 we see an example of an SPA power measurement on a DES
operation.
We clearly see that a DES operation consists of some preliminary computations followed by 16 identical rounds and some wrap-up computations. For AES we would see
the typical 10, 12 or 14 rounds. Similar traces can be constructed from measuring EMradiation or acoustics. This however does not give any information yet on secret data
being processed.
1.2.2 – Statistical analysis of attack results. More information can be derived from
measuring multiple traces. Traces are often correlated to the data being processed, but
this correlation is small and measuring traces often comes with noise that hides this correlation. This can be solved by applying Differential Power Analysis [MOP07]. DPA consists
of 5 steps:
•
•
•
•

Step 1:
Step 2:
Step 3:
Step 4:

Choose an intermediate result of the executed algorithm
Measure traces of the power consumption, EM radiation, etc.
Calculate intermediate values under different key hypotheses
Map the intermediate values to hypothetical power consumption values
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• Step 5: Compare the hypothetical power consumption values with the power traces
The last step of this approach is performed by statistical analysis of the results. By
looking at the difference of means or the correlation coefficient between the hypothetical
power consumption and the actual power traces, we hope to see the comparison between
the hypothetical trace using the processed key in the actual power trace standing out from
the rest.
Example. In elliptic curve cryptography a public key is computed as Q = kP, where
k is a private key scalar and P is a point on the curve. This point can be computed with a
square-and-multiply sequence (where the multiply wording comes from a multiplicative
group). For k = binary(10) = 1010 this is Q = ((P2 )2 P)2 with sequence MSSMS.
Suppose we have power measurements of this computation. For the DPA attack we then
assume a power model of 1 for a square and 0 for a multiply. We then construct hypothetical power consumption values for all candidate keys 0 6 k 6 15. We can then compute
the correlation between each of these with the traces of the 10P computation, and hope
for a high correlation at k = 10.
1.2.3 – Template attacks. In the case where an attacker has access to an identical
device to the one he wishes to attack, there is an even stronger class of attacks called
template attacks. Instead of performing steps 1-4 of the DPA attack to get hypothetical
power consumption values, the device can be used to get the actual power consumption
information for the hypothetical keys. In this training phase a multivariate model for the
noise vector is derived. Then in the second phase this model is used to calculate the
probabilities of all key values given only a single trace of the key being attacked.
Template attacks have the advantage that the noise model becomes arbitrarily accurate when given more and more traces. A downside is that the training phase can become
very costly in time and effort.
1.2.4 – Key enumeration and rank estimation. The above techniques often do not
readily translate into a recovered private key. Rather they provide some probabilistic
distribution on the likelihood of (parts of) the key. To recover the key an attacker has
to combine this information with an appropriate key enumeration algorithm. Key enumeration takes as input the SCA data and then outputs key candidates in order of their
likelihood in light of the procured SCA information. They can then be checked for correctness against e.g. the public key or encrypted message. If the SCA attack was effective
the correct key will be found before the end of times.
A related concept to key enumeration is rank estimation. In the area of security evaluation the goal is to evaluate whether a given implementation like a chip or a payment
terminal is resistant to SCA’s. In rank estimation we are given the key that is used in
the implementation and asked to estimate when this key would be enumerated by an
attacker. If this rank is above 2λ for given security level λ the implementation is deemed
secure for deployment to the public.

1.3 — Research questions and outline
We now present the research questions that will be answered in the first part of this
thesis. These questions also serve as the outline of the next 3 chapters.
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Q1. Can rank estimation be improved for DPA attacks on DES and AES?
In [VCGS13], Veyrat-Charvillon, Gérard, and Standaert proposed a “Rank Estimation Algorithm” (REA) to estimate the difficulty of finding a secret key given side-channel information from independent subkeys, such as the 16 key bytes in AES-128 or the 32 key
bytes in AES-256. The lower and upper bounds produced by the algorithm are far apart
for most key ranks. The algorithm can produce tighter bounds but then becomes exponentially slower; it also becomes exponentially slower as the number of subkeys increases.
In [vV14] an extension is proposed for REA: the “Extended Rank Estimation Algorithm”
(EREA) adds a statistics phase to produce tighter bounds by using a confidence interval.
In Chapter 2 we investigate whether it is possible to develop an algorithm that is both
faster and has tighter bounds than REA and non-probabilistic unlike EREA.

Q2. How much does left-to-right sliding window exponentiation hurt security?
It is well known that constant-time implementations of modular exponentiation cannot use sliding window algorithms. If they do side-channel attacks leak information on
the square-and-multiply chain of the private key. However, software libraries such as
Libgcrypt, used by GnuPG, continue to use sliding windows. It is widely believed that,
even if the complete pattern of squarings and multiplications is observed through a sidechannel attack, the number of exponent bits leaked is not sufficient to carry out a full
key-recovery attack against RSA. Specifically, 4-bit sliding windows leak only 40% of the
bits, and 5-bit sliding windows leak only 33% of the bits. However these numbers do
not take into account that the bits carry a structure as the result of the sliding window
algorithm. Is it possible we can actually recover more bits than this? This possibility is
investigated in Chapter 3.

Q3. Could social side-channels enable standardization of a back-doored elliptic curve?
For Elliptic Curve Cryptography (ECC) there are infinitely many elliptic curves that could
be chosen as a basis for the key exchange algorithms. If anyone would just use their
own choice of curve, chaos would ensue. Therefore standardization agencies standardize
a small set of curves that can be chosen during e.g. TLS protocol negotiation.
Consider now the following scenario: (1) ECC is using a standardized elliptic curve
that was actually chosen by an attacker; (2) the attacker is aware of a vulnerability in
some curves that are not publicly known to be vulnerable.
In Chapter 4 we investigate the cost of an attacker to, given acceptability criteria of
the public for a standard, exploit a vulnerability and also the initial cost of computing
a curve suitable for sabotaging the standard. This initial cost depends heavily upon the
acceptability criteria used by the public to decide whether to allow a curve as a standard,
and (in most cases) also upon the chance of a curve being vulnerable.
Is it plausible that social side-channels could be used to manipulate the standardization of elliptic curves?

CHAPTER 2

Rank estimation with polynomials

2.1 — Overview
Context. Given an implementation which uses a cryptographic protocol that processes parts (subkeys) of a private key (master key) k∗ separately and independently,
one can try to derive information about the subkeys by looking at information that the
implementation leaks through side channels. For instance, in AES-128 [oSN01], we view
the 128-bit master key as being divided into 16 byte-sized subkeys that are separately processed in S-boxes. These bytes can be targeted independently by a side-channel attacks
as those that were discussed in Chapter 1.
The next step is to extract information from these measurements. By use of statistical
methods the measurements are converted into posterior probabilities for each of the values of each of the attacked subkeys. This gives the “meaningless” measurement values
a mathematical structure that we can exploit. To come back to AES-128, an attack of
an S-box leads to a probability distribution of the 256 possibilities for the subkey byte
that was processed in that S-box. If we are able to get these distributions for multiple
subkeys, then this information can be combined to find the master key: Calculate which
master key has the highest probability subkeys and check if this was the key used in the
implementation. If it was not, check the next most likely one, and the next, etc.
In this context the rank of a key is a natural number which indicates how many keys
have posterior probabilities higher than it. A key with rank 10 means the results of a
particular SCA indicate 9 keys are more likely to have been used in the implementation.
An attacker using the results would check at least 9 other keys before trying that one.
To determine which master keys are the most likely ones, we can use key enumeration
algorithms [JV03, Dic11, PvWdHW10, VGRS12]. These algorithms exploit the partial key
information to recover the used key as fast as possible. They take the subkey probability
distributions (from, for instance, an SCA) and then output master key candidates in order
of their posterior likelihoods.
A security evaluation should determine whether an implementation is secure against
such an attack. The goal of an evaluation is to determine whether a cryptographic implementation is secure against the computing power of malicious attackers by quantifying
how much time, what kind of computing power and how much storage a malicious attacker would need to recover the master key used. For some types of attacks evaluations
are straightforward: for mathematical cryptanalysis such as linear and differential cryptanalysis concrete results are known (see e.g. [Mat93] and the more extensive [Sel08]). In
many papers there are mathematical proofs for the number of ciphertexts that are needed
to recover key bits with a high success rate.
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Exact formulas for the probability of an attacker breaking the system, or the number of
plaintexts, ciphertexts or power traces needed to break a system are however not readily
available for other types of attacks. Side-channel attacks are among these attacks. If
one gets measurements on the subkeys of a master key, there are multiple methods of
converting them into probabilities. On top of this there are multiple methods to combine
the results on the subkeys into results on the master keys. After getting results from
a side-channel attack however, evaluations need to reach conclusions on the time and
hardware an attacker would need to break the implementation. Difficulties in such an
evaluation are discussed in, e.g., [SMY09] and [TPR13].
The key enumeration algorithms seem to give the conclusions: If it is possible to enumerate a key with a certain key enumeration algorithm using the posterior probabilities of
a certain SCA, then the encryption method was not secure. Otherwise it is secure against
this particular attack. The problem is that the feasibility of enumeration is dependent
on how the SCA measurements are converted into probabilities, what enumeration algorithm is used and the computing power at the attacker’s disposal. An attacker with a
laptop can enumerate a lot fewer keys than one with a million dollar computer cluster.
In [VCGS13] a “Rank Estimation Algorithm” (REA) was presented by Veyrat-Charvillon,
Gérard and Standaert (and subsequently an “Extended Rank Estimation Algorithm” (EREA)
was presented in [vV14]), offering a solution for this problem. While a key enumeration
algorithm gives the exact rank for all keys that are enumerated during the experiment
time, REA gives an estimate for the rank of a key, even if it is not enumerable. The purpose of REA is to determine bounds for how many master keys have a higher probability
than k∗ in the SCA results. This has two advantages for security evaluations: (1) obtaining bounds for keys that are beyond the evaluator’s computing power; (2) saving the
trouble of investing computer power in key enumeration.
REA works only if the subkeys attacked are independent. For a setting with discretelogarithm based schemes it is useful to estimate ranks also in the case that the attacked
subkeys are dependent. In [LvVW14] a method is described to estimate the rank in such
a setting. In this chapter however we will focus on the independent-subkey case.
In this Chapter we investigate whether we can use polynomial multiplication techniques to design a better algorithm for rank estimation.
Concurrent work. We note that concurrently to the work presented in this chapter,
a similar algorithm was published in [GGP+ 15]. Although the work in this chapter yields
similar results, the mathematical tools that were used are different and our method was
developed independently.
Outline. The remainder of this chapter is divided as follows. In Section 2.2 we review
which assumptions on side-channel attack results we make and introduce notation. We
also generalize the scope of the rank estimation problem and give the basic problem
we want to solve. In Section 2.3 introduce the PRO algorithm; Section 2.4 presents
experimental results.

2.2 — Background
2.2.1 – Side-channel attack results. In Chapter 1 we discussed various types of sidechannel attacks. The techniques in this chapter do not rely on the specifics of the sidechannel attack being performed or on the cryptographic protocol under attack. They do
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however assume a certain structure of the results of such an attack. We assume that the
protocol uses the secret key split up into subkeys and that the side-channel attack makes
use of this structure, in particular we assume that the subkeys are attacked independently.
For instance, in AES-256, a common attack is to attack the first 32 S-boxes in the substitution layers. These 32 S-boxes independently process 32 byte-sized subkeys of the
AES-256 key. We call the complete key used in the device under attack the master key.
For ease of exposition and notation we assume that for each subkey there are v possibilities, but the algorithms can be generalized to subkeys of unequal size. We call the
number of subkeys the dimension d of the attack. Again, the algorithms can be rewritten
to incorporate some dependencies between the subkeys, but it is easier to explain the
concepts without them. We assume the result of an SCA will assign likelihood values to
all v subkeys of each of the d dimensions. From these values we can derive which subkeys are more likely a part of the master key used in the implementation according to the
measurements. For example, a typical Differential Power Analysis attack [KJJ99] against
AES-256 would produce likelihood values for each of the 256 possibilities for subkey 0,
likelihood values for each of the 256 possibilities for subkey 1, and so on through subkey
31.
We convert these values assigned to each subkey to probabilities. There are multiple
ways in which this can be done. In [PvWdHW10] for instance the authors simply scale the
values for each of the d subkeys: Each of the v subkey values is divided by the maximal
value of that subkey to normalize the results. In [VCGS13] it is proposed to create a
stochastic model for each key and then use a Bayesian extension to create a probability
mass function. In [MOW14] another approach is taken. They first convert attack results
into a positive-valued vector and only then normalize the scores to add up to 1. In this
paper we will assume similar scaling to [PvWdHW10], but we instead divide by the sum
of the subkey values, to have the probabilities of the v possibilities of a subkey add up to
1.
These assumptions lead to the following notation. The collection of all possible master
keys is called the key space K. A master key k ∈ K can be rewritten as the concatenation
of its d subkeys. Each of these representations has a likelihood probability derived from
the SCA measurements. For REA it is necessary that the posterior probabilities are ordered
per subkey. We will denote the probability of the j-th most probable choice for the i-th
(j)
(j)
subkey by pi . The j-th most likely choice for the i-th subkey is denoted by ki . This
(j )

(j )

(j )

(j )

means that key k = k1 1 | . . . |kd d has posterior probability p = p1 1 · · · · · pd d . We will
see later that we do not need this ordering for PRO. There we will make use of multisets,
instead of ordered lists.
We can now introduce the concept of a rank for key estimation attacks. The rank
of a key k, rank(k), is defined as 1 plus the number of master keys that have a higher
posterior probability than k. The rank of a key used in an implementation indicates how
secure it is against the performed attack. Note that in this definition if we have more than
one key with the same probability, then they have the same rank, and as a consequence
there are ranks that none of the keys have. The rank here reflects the minimum effort an
attacker would have to do to recover the key. We could also define the rank as the number
of master keys that have a higher or equal posterior probability than k. This definition
states the worst case effort an attacker would have to do. We assume that the number of
keys with equal probabilities is small compared to the scale of ranks and thus negligible,
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but the difference between these definitions should be noted.
If the rank of a key k∗ is high, then there are a lot of keys an attacker would try
before it. If it is high enough, then an attacker will exhaust his resources before reaching
the key. The exact definition of ‘high enough’ depends on the evaluation target; e.g.,
Common Criteria level 4 requires security against a qualified attacker meaning that 240
computation is fully within reach and ranks of used keys need to be above 280 .
2.2.2 – Geometrical representation. To explain the algorithms in this paper, we will
use a graphical representation of the key space of which a simple case of d = 2 is depicted
in Figure 2.1.

Figure 2.1: A graphical representation of the key space

In this figure we see two subkeys k1 and k2 along the axes of the graph. The choices
for them are both ordered by probability. In the x-y plane each square uniquely represents
(j) (i)
a key k1 |k2 , which is the concatenation of two subkeys. For this figure we include on
the z-axis the probability of each key to illustrate the gradual differences of probabilities
in the space.
The blue key represents the key k∗ used in the implementation that was attacked.
The green keys are those with a higher probability than k∗ , the red those with a lower
probability. These are respectively equal to the keys with lower and higher rank than k∗ .
2.2.3 – Key enumeration. Now that we have all the ingredients we want to use them
to determine the rank of a key. We can look at this problem in two ways. The first is
black box key enumeration. Here we attack an implementation for which we do not know
the key that was used. To recover it we do a side-channel attack and want to utilize the
results to try keys in order of likelihood.
In the graphical representation this would mean starting at the top-left square and using the corresponding key to decipher a ciphertext (or some equivalent check that verifies
the key). If this does not yield the desired results, then we try squares one by one, in or-
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der of their probabilities until one corresponding key does work. This would mean trying
all the green squares, until we reach the blue square, which will decipher the ciphertext.
The rank of k∗ is then equal to the number of keys we tried.
The difficulty in deciding which key to check next is that we have to compute and
store the probabilities of the keys that might be the next key. If we naively continue to
enumerate the number of possibilities grows and eventually becomes too large to store.
Smarter key enumeration algorithms were presented in [PvWdHW10] and [VGRS12];
their goal is to work through the candidate keys in the best possible way while keeping
storage costs to a minimum.
In white-box rank estimation we know the correct key k∗ each time we run the device
or implementation and want to know how easy it would be on average to find k∗ based on
side-channel information. With “estimation” we mean we want an interval which contains
the rank of k∗ with a certain confidence level. Of course we could take the same approach
as in black box key enumeration. We do a side channel attack on the implementation,
apply the enumeration technique of [PvWdHW10] or [VGRS12] to the results and count
the number of steps until we reach k∗ . However, these approaches easily exhaust the
available time and memory. In the remainder of this paper we will first state the Rank
Estimation Problem and then look at algorithms that estimate the rank of a given key k∗
without enumerating all the keys ranked higher (or lower).
2.2.4 – The Rank Estimation Problem. We wish to estimate the number of keys with
rank lower than a given key. To make this more explicit we first discuss the underlying
problem that needs to be solved.
Probability Product Problem. Given a multiset P of multisets S containing reals in the
open interval (0, 1), and given p∗ , compute
X
Y
count(P, p∗ ) =
1[p∗ <
s].
p∈

Q

S∈P

S

s∈p

In this problem definition, multisets are unordered lists that can contain duplicates.
They will be discussed more extensively in Section 2.3.1. The vectors p indexing the
sum in the definition of the count function consist of one element from each multiset
S; the count function counts the number of these vectors whose product of coefficients
evaluate to a value higher than p∗ . For large sets P and S calculating count can become
infeasible.
The Probability Product Problem is a generalization of the rank estimation problem.
For rank estimation the multiset P consists of d subkey probability distributions S. Each
distribution S is itself a multiset of probabilities for the values of each subkey, which
resulted from for instance a side-channel attack. The other input p∗ is the probability of
the master key k∗ used in the implementation. The output count(P, p∗ ) is exactly the
number of master keys that have a higher probability than k∗ in the SCA results, i.e., the
∗
∗
rank of k∗ minus 1. In this setting we
(k∗ ).
Qrefer to count(P, p ) as rank(P, p ) = rank
∗
∗
Enumeration of all p with p < s∈p s reveals the exact value of rank(P, p ) but is
often too slow to be feasible. The remainder of this paper considers much faster methods
to determine tight lower and upper bounds for the rank function. These algorithms are
explained in the context of SCA results, but the reader should keep in mind that they can
also be applied to the more general form of the Probability Product Problem.
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2.3 — Polynomial Rank Outlining Algorithm (PRO)
This section presents our new Polynomial Rank Outlining Algorithm (PRO) that computes arbitrarily tight lower and upper bounds on key ranks.
We draw an analogy between computing the rank of a key k∗ and computing a numbertheoretic function traditionally called Ψ(x, y). By definition Ψ(x, y) is the number of ysmooth integers 6x; here a y-smooth integer is an integer whose prime decomposition
contains no primes greater than y. The analogy is easy to see: the number of y-smooth
integers 6x is the number of products 6x of powers of primes 6y; the rank of k∗ is the
number of products >pk∗ of subkey probabilities, i.e., the number of products <1/pk∗
of reciprocals of subkey probabilities.
PRO is inspired by an algorithm from Bernstein [Ber02] that computes arbitrarily tight
lower and upper bounds on Ψ(x, y). The rest of this section explains how PRO works.
2.3.1 – Ingredients of PRO. We begin by introducing the concepts used in PRO, in
particular the concepts of multisets and generalized polynomials. The latter is similar to
the concept of a generalized power series used in [Ber02], but is simpler since it has only
finitely many terms.
A multiset is defined as a generalization of a set. Where in a set each element can
appear only once, there can be multiple instances of identical members in a multiset.
There is no standard, concise and unambiguous notation for multisets. In this paper we
will use the notation of a sum of multisets of 1 element. A multiset M containing the
elements a, b, b, c will be denoted as {a} + {b} + {b} + {c}.
As an example of a multiset, consider a subkey that has values 0, 1, 2, 3, 4 with probabilities 1/12, 1/2, 1/12, 1/12, 1/4 respectively. The multiset of probabilities is the multiset {1/12} + {1/2} + {1/12} + {1/12} + {1/4}, which is the same as the multiset {1/12} +
{1/12} + {1/12} + {1/4} + {1/2}. The multiplicity of 1/12 in this multiset is 3, the number
of occurrences of 1/12.
We can then also define the addition of two multisets. Let M1 , M2 be two multisets,
then
X
X
{m1 } +
{m2 }
M1 + M2 =
m1 ∈M1

m2 ∈M2

is the addition between these two multisets. The multiplicity of m in M1 + M2 is the
sum of the multiplicity of m in M1 and the multiplicity of m in M2 . We also define the
product between multisets as follows:

M1 · M2 =

X

{{m1 } + {m2 }} .

m1 ∈M1 ,m2 ∈M2

The product thus consists of multisets of size 2 with combinations of an element in
M1 and an element in M2 . The multiplicity of {{m1 } + {m2 }} in M1 · M2 is the product
of the multiplicity of m1 in M1 and the multiplicity of m2 in M2 . The multiplication can
easily be extended to the product of more multisets.
For example, consider a second subkey that has values 0, 1, 2 with probabilities 1/3, 1/2, 1/6
respectively. The multiset M2 of probabilities is {1/6}+{1/3}+{1/2}. The sum M1 +M2 ,
where M1 is the previous example {1/12} + {1/12} + {1/12} + {1/4} + {1/2}, is {1/12} +
{1/12} + {1/12} + {1/6} + {1/4} + {1/3} + {1/2} + {1/2}. The product M1 · M2 is the
following multiset, where for conciseness we abbreviate 1/2 as 2 etc.:
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{{12}+{6}} + {{12}+{6}} + {{12}+{6}} + {{4}+{6}} + {{2}+{6}}
+ {{12}+{3}} + {{12}+{3}} + {{12}+{3}} + {{4}+{3}} + {{2}+{3}}
+ {{12}+{2}} + {{12}+{2}} + {{12}+{2}} + {{4}+{2}} + {{2}+{2}}
We emphasize that order does not matter, and that this is the same multiset:

{{12}+{6}} + {{12}+{6}} + {{12}+{6}} + {{12}+{3}} + {{12}+{3}}
+ {{12}+{3}} + {{12}+{2}} + {{12}+{2}} + {{12}+{2}} + {{6}+{4}}
+ {{6}+{2}} + {{4}+{3}} + {{4}+{2}} + {{3}+{2}} + {{2}+{2}}.
Lastly we note that one can create multisets of multisets just like one can create sets of
sets. The product of two multisets
Pis an example of this. Given multisets M1 , . . . , Md ,
one can build the multiset M = i=1,...,d {Mi } containing those d multisets. Note that
by definition M is unordered and can contain duplicate multisets.
A generalized polynomial is a function F : R → R such
P that F(r) 6= 0 for only finitely
many r ∈ R. The reader should visualize F as the sum r∈R F(r)xr , where x is a formal
variable. Generalized polynomials are added, subtracted, and multiplied as suggested by
this sum: the sum F+G of two generalized polynomials F and G is defined by (F+G)(r) =
F(r) + G(r), the difference FP
− G is defined by (F − G)(r) = F(r) − G(r), and the product
FG is defined by (FG)(r) = s∈R F(s)G(r − s).
The distribution
of a generalized polynomial F, denoted as distr F, is the function that
P
maps h to r6h F(r). Distributions satisfy several useful rules:

(distr(−F))(h) = −(distr F)(h),
(distr(F + G))(h) = (distr F)(h) + (distr G)(h),
X
F(s)(distr G)(h − s).
(distr(FG))(h) =
s∈R

Lastly, we define a partial ordering 6 on generalized polynomials: we say that F 6 G
if (distr F)(h) 6 (distr G)(h) for all h Q
∈ R. If F1 , .Q
. . , Fn , G1 , . . . , Gn satisfy Fi 6 Gi and
n
Fi (r) > 0 and Gi (r) > 0 for all i then n
i=1 Fi 6
i=1 Gi ; see [Ber02]. We will use this
result in the next subsection.
2.3.2 – Outlining the ranks. Recall that d is the dimension of the attack, i.e., the
(j)

number of subkeys that were attacked; that ki

is the jth most likely value for the ith

(j)
pi

subkey; and that
is the probability of this value.
In the Polynomial Rank Outlining Algorithm (PRO) we can simplify this notation. The
ordering of the probabilities was important for REA, because of its use of a geometrical
representation. With PRO we do not need ordered probabilities and therefore we will
represent the probabilities resulting from the SCA as multisets. More specifically, as in
Section 2.2.4, we assume that an attack on d independent subkeys results in a multiset
P of d multisets S of subkey probability distributions. Given the probability p∗ of the
implemented key k∗ we want to bound the function:

X

rank(P, p∗ ) =
p∈

Q
S∈P

1[p∗ <
S

Y
s∈p

s].
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PRO separately creates lower and upper bounds for this function. We will explain how
to calculate the upper bound; the lower bound is constructed similarly. We first define
the following functions on probabilities. Let α be a positive real number; we will obtain
tighter bounds by increasing α, so we call α the “accuracy parameter”. The function
˜· : (0, 1) → R is defined as:
p̃ = α · log2 (1/p),
and the function · : (0, 1) → Z is defined as:

p = bα · log2 (1/p)c = bp̃c .
We now have the nice
Q property that if the probability p is the product of the subkey
probabilities in p ∈ S∈P S then
X
bα · log2 (1/s)c .
p̃ = α · log2 (1/p) > bα · log2 (1/p)c >
(2.1)
s∈p

With these definitions in mind we define a generalized polynomial FP as follows:
X
YX
FP =
xp̃ =
xs̃ ,
p∈J

S∈P s∈S

P

Q
Q
where J =
p∈ S∈P S {
s∈p s} is the multiset of all master key probabilities. In other
words, FP is a generalized polynomial which contains one term xp̃ for each master key
with probability p.
We have now rewritten the problem of counting probabilities larger than p∗ to finding
the number of terms in a generalized polynomial that have an exponent smaller than p̃∗ :
Using the notation introduced above, rank(k∗ ) = rank(P, p∗ ) = distr(FP )(p̃∗ ). We do
not mean to suggest that counting these terms one by one is feasible: for example, for a
key of average rank in AES-128, if we neglect equal exponents, this would mean counting
∼ 2127 terms, which is infeasible. To solve this problem we will create a generalized
polynomial G meeting three goals: first, G has far fewer terms than F; second, G > F;
third, the gap between G and F becomes arbitrarily small as α increases. We define G as
follows:
YX
GP (x) =
xs .
S∈P s∈S

P
Note
this consists only of integer powers of x. Now, because of (2.1), s∈S xs >
P that
s̃
s∈S x , so GP > FP .
In particular, (distr GP )(p̃∗ ) > (distr FP )(p̃∗ ) = rank(P, p∗ ). We have thus created
an upper bound for the rank of k∗ . Similarly, if we replace the function · by a function, · :
(0, 1) → Z with p = dp̃e, we obtain a lower bound for rank(k∗ ). How tight these bounds
are, will be discussed below. PRO is stated in Algorithm 2.3.1.
2.3.3 – Example. Suppose we have pre-processed attack results on 4 subkeys that are
2 bits in size. This example is displayed in Table 2.1.
We assume that the key used in the attacked device is the key 10000101 with α ·
log2 (1/p∗ ) ≈ 23.57.
The polynomial FP will evaluate to almost 256 terms and we will not expand it here. The
lower and upper bound polynomials however evaluate to:
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Algorithm 2.3.1: Polynomial Rank Outlining Algorithm (PRO)
Data: Subkey distributions P, the key probability p∗ and an accuracy parameter α
Result: An interval I = [I1 ; I2 ] containing rank(P, p∗ )
1 begin
Q
P
2
GP (x) ← S∈P p∈S xp
Q
P
3
HP (x) ← S∈P p∈S xp
4
I1 ← distr HP (p̃∗ )
5
I2 ← distr GP (p̃∗ )
6
return I

Subkey
1
2
3
4

00
0.12
0.9
0.1
0.41

01
0.13
0.03
0.2
0.39

10
0.24
0.02
0.3
0.11

11
0.51
0.05
0.4
0.09

P
Polynomial s∈S xs̃ (α = 4)
x12.24 + x11.77 + x8.24 + x3.89
x0.61 + x20.24 + x22.58 + x17.29
x13.29 + x9.29 + x6.95 + x5.29
x5.15 + x5.43 + x12.74 + x13.9

Table 2.1: P for a toy example.

HP(x) =

x64 +2x63 +2x62 +2x61 +3x60 +4x59 +5x58 +5x57 +7x56 +10x55 +11x54 +9x53 +9x52 +11x51 +14x50
+8x49 +9x48 +14x47 +12x46 +9x45 +5x44 +11x43 +9x42 +5x41 +5x40 +4x39 +6x38 +5x37 +x36 +3x35
+8x34 +7x33 +2x32 +x31 +6x30 +4x29 +x28 +2x27 +7x26 +6x25 +x24 +2x23 +2x22 +2x21 +2x18 +2x17

GP(x) =

x60 +2x59 +2x58 +2x57 +3x56 +4x55 +5x54 +5x53 +7x52 +10x51 +11x50 +9x49 +9x48 +11x47 +14x46
+8x45 +9x44 +14x43 +12x42 +9x41 +5x40 +11x39 +9x38 +5x37 +5x36 +4x35 +6x34 +5x33 +x32 +3x31
+8x30 +7x29 +2x28 +x27 +6x26 +4x25 +x24 +2x23 +7x22 +6x21 +x20 +2x19 +2x18 +2x17 +2x14 +2x13

Underlined are the terms whose coefficients sum up to distrHP (p̃∗ ) and
distrGP (p̃∗ ). The result of the algorithm is therefore [I1 ; I2 ] = [10, 26].
2.3.4 – Margin of error. Now that we have shown that we can create a bound, we
can analyze how tight it is. The size of the interval resulting from Algorithm 2.3.1 is
directly dependent on α. The larger α is, the fewer distinct values s and s, where s ∈ S
and S ∈ P, will evaluate to the same integer and the more distinct monomials G and H
will have. We will show how to derive an upper bound for the upper bound. A lower
bound for the lower bound is derived analogously. Let, for each S ∈ P,

S = min(s/s̃),
s∈S

then we can define:

E=

X
S∈P




X
{S · s̃} .
s∈S

(2.2)

(2.3)
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Then, because it holds that

∀S ∈ P : ∀s ∈ S : S · s̃ 6 s,
it follows that

YX
E∈E e∈E

Q

Q

xe >

YX

xs .

S∈P s∈S

Q
Let p = s∈p s for some p ∈ S∈P S, then we define p∗ = s∈p sS , where the S
are such that s ∈ S. Then distr(FP )(p̃∗ ) > distr(GP )(p̃∗ ), which means that we have an
upper bound for the rank upper bound.
Similarly we can replace the min in Equation 2.2 by a max{} and the functions · in
Equations 2.2 and 2.3 by · , to find a lower bound of distr(FP )(p̃∗ ) for the rank lower
bound.
Computing this upper bound for the upper bound is expensive. However, we can
derive information from this upper bound without actually computing it: we simply compute the values S . We see that these values are directly dependent on the accuracy
parameter α.
∗

lim S = lim min(s/s̃) = lim min

α→∞

α→∞ s∈S

α→∞ s∈S

bα · log2 (1/s)c
= 1.
α · log2 (1/s)

The error margin does not give an indication of how many keys the interval contains,
but it does give an indication of what probability the keys in the interval have. For the
p∗ defined above the rank interval computed by PRO will at most contain all ranks of the
keys with probabilities between p∗ and p∗ .
We will see in Section 2.4 that in practice the bounds of the interval are closer to
distr(FP (x)) than to the maximum error bounds.
2.3.5 – PRO in the graphical representation. We can use the 2-dimensional representation of Section 2.2.2 to visualize the bounds produced by PRO. We again take the
squares representing the keys but now we color them a bit differently. The blue key k∗
with probability p∗ still represents the key used in the attack. The red area are the keys
k for which it holds that bα log2 (1/s1 )c + bα log2 (1/s2 )c > p̃∗ , where s1 and s2 are the
probabilities of the subkeys used. The green area are the keys k for which it holds that
dα log2 (1/s1 )e + dα log2 (1/s2 )e < p̃∗ . The grey area consists of the remaining keys. An
example of this is shown in Figure 2.2.
To give an upper bound for the rank of k∗ we want to count the number of keys in the
green and grey areas. This is however infeasible for high key ranks, so we simplify the
space to speed up this process. By combining subkeys that are close to each other, where
the definition of close is dependent on α, we can count boxes filled with a known number
of keys. In Figure 2.3 we see this for our previous example, using the value α = 4.
Note that due to the inversion of the probabilities in the algorithm, the ‘mountain’
structure of the key space is also inverted. To determine bounds for the rank, we have to
count the keys in the non-red boxes. We compute a lower bound by counting (boxes of)
green keys.
In this geometrical representation we also see the distance between the lower and
upper bound as the grey area. This is the area we estimate with the error . The larger
α is, the smaller the grey area is and the tighter our bounds are.
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Figure 2.2: Geometrical representation of the key space with the grey area.

Figure 2.3: Simplified geometrical representation using α = 4.

2.4 — Experimental results
We took for our DPA attack results the subkey correlation scores for AES-128 provided by by security evaluation lab Brightsight BV on a smart card using AES-128 and
derived probabilities for each dimension/subkey combination by scaling the values of
their highest peak. We ran the PRO algorithm on differently ranked keys chosen from
the DPA results to be logarithmically spread over the interval [20 , 2128 ] and were determined experimentally to have rank approximately 20 , 24 , 221 , 227 , 234 , 239 , 242 , 246 , 248 ,
253 , 257 , 260 , 266 , 276 , 280 , 283 , 292 , 297 , 2102 , 2107 , 2112 , 2119 , 2125 , 2127 and 2128 . Of these
keys the actual key used in the smart card during the attack was one of rank ∼ 2125 . We
ran the algorithms on a single core of an AMD FX-8350 Vishera 4.0GHz CPU of the Saber
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cluster [Ber14a].
2.4.1 – Performance results. In Figure 2.4 we see the resulting log-difference in bounds
for some values of α, as well as the time it took.

Figure 2.4: The difference between the log2 upper and lower bound for different values of α.

The time it takes to calculate the bounds scales with the accuracy parameter. The
log-difference between the lower and upper bound seems to decrease by approximately
the factor by which we increase the accuracy parameter, with the exception of the very
low ranks. This is similar to the REA results where the keys with low rank also behaved
more erratically. The slight overhead for the other ranks is mostly the time to count the
coefficients of the polynomial.
We can adapt Algorithm 2.3.1 a bit to give a different representation of the results by
inputting the smallest probability master key produced by the side-channel attack for p∗
and computing G and H not only for p̃∗ , but also for all values of p. We can then convert
these integers back to ranges of probabilities. For our experiments with α = 4, 16, 64 this
resulted in Figure 2.5.

Figure 2.5: Graphical representation of all side-channel results.
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We see that the higher the value of α, the smoother the graphs are. A higher α means
fewer probabilities fall into the exponent of one term of the polynomial. PRO’s ability to
create such a graph for all probabilities is unmatched by REA. REA can only do evaluations
for one key at a time.
We now compare the results of PRO with the REA results from [VCGS13]. The first
major difference is the overall speed. Even after 100 seconds the average log difference
between the upper and lower bound for REA is above 4. With an accuracy parameter
of α = 29 , which means a running time of only 7 seconds, all our tested keys had a log
distance below 4.
The shape of the graph is also a major difference. While the most ‘difficult’ keys
for REA were the ones with rank ∼ 280 , for the PRO algorithm the estimate is the least
accurate (in the log distance) for the lowest ranks. This is explained by the methodologies
of the algorithms. As stated before, for REA the most difficult ranks are those in the middle
of the graphical representation. For PRO the lower ranked keys are represented by just
a few terms of the power series. We might need to choose a rather high value for α for
these keys to be spread across different polynomial terms which improves the bounds.
The new method also seems to suffer only negligibly from the decline in convergence
that we see in REA. With the old method initial convergence is very fast; large boxes
can be cut from the graphical representation. After this first phase however the space
starts to consist of more and more smaller and smaller boxes. This means that less can
be cut after each iteration of the algorithm. In PRO the desire for a more accurate bound
translates into choosing a higher accuracy parameter. If we assume uniformly spread
probabilities and we double α then the grey area in Figure 2.2, which consists of keys
bounded by floors and ceilings of α log2 (1/pi ), will decrease as the grey boxes get split
up and change color. Of course the keys are not uniformly spread and the convergence
will thus not be constant, but it will not stagnate as much as for the rank estimation
algorithm.
We move on to experiments for the error bound of our bounds. For a key of rank ∼ 280
the results are shown in Figure 2.6.
We see that using the error from Equation (2.3) results in pretty wide margins for the
bounds found by PRO. We therefore reran our test replacing the maximal and minimal
error in the calculations by the average error. This resulted in a much better approximation of the bounds, but we can see these are no longer strict lower and upper bounds for
the interval resulting from PRO. It might however be a better indication for an evaluator
of which accuracy parameter α he should take to reduce his running time.
We can now compare the REA results to the results of the new algorithms. To this end
we have graphed comparable timescales for all the algorithms in Figure 2.7.
These results imply that PRO outperforms REA for most of the possible ranks. For the
ranks where REA works better, it is unlikely that one would use an algorithm to derive
the rank in the first place, because it will be clear that the implementation is broken (the
subkeys of k∗ all have very high probability and the key can be enumerated within a few
seconds).
Finally we investigate the effect of the number of subkeys on the running time and
the bounds produced by PRO. To do this we pick uniformly random probabilities for bytesized subkeys and look at the time it takes PRO to construct the bounds for the key with
the highest rank. This is the key for which the most work needs to be done by PRO, and
as a side effect produces bounds for all lower-ranked keys. The resulting time for PRO
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Figure 2.6: The estimated error versus the actual bound for a key with rank(k) ∼ 280 . Here lb means the
lower bound and ub the upperbound.

is shown in Figure 2.8. The tightness of the PRO bounds is shown in Figures 2.9 and
Figure 2.10 for keys of two different ranks, as discussed below.
Sage automatically uses fast polynomial multiplication, which takes time essentially
linear in the polynomial degree and essentially linear in the size of the polynomial coefficients. Increasing α produces a linear increase in the polynomial degree and does
not increase the size of the coefficients. Increasing the number of subkeys produces a
linear increase in the polynomial degree and in the size of the coefficients. The performance measurements show a close-to-linear effect of α on the running time, and a
worse-than-linear effect of the number of subkeys on the running time. (Two possible
ways to improve this scaling: first, work with lower-precision approximations to the coefficients, either accepting approximations as output or using interval arithmetic to obtain
rigorous bounds; second, use power-series logarithms as in [Ber02].) It is not difficult to
extrapolate the running times for larger attacks, although we observed some slowdowns
for very large 2048-bit keys (256 subkeys) with α = 213 because Sage ran out of RAM and
began swapping. Contrary to REA, PRO cannot output any result until the algorithm is
run completely. The accuracy parameter α should thus also be limited to feasible running
times.
Figure 2.9 shows the bounds produced by PRO for the key with the lowest rank, i.e.,
the key where each subkey has rank 1. Figure 2.10 shows the bounds produced by PRO
for an intermediate key where each subkey has rank 5. These figures, like Figure 2.4,
show that the bounds produced by PRO are better for keys with larger ranks. In each
case, for fixed α, the distance between the log2 bounds grows linearly with the number
of subkeys attacked. Halving this distance seems to require quadrupling α in Figure 2.9
but merely doubling α in Figure 2.10.
Figure 2.11 shows the lower and upper bounds for all key ranks for α = 24 , α =
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Figure 2.7: The log difference between the bounds of REA (black), EREA (red) and PRO (blue). Top: Runtimes
with sub-10-second performance; ∼ 7s. for PRO with α = 29 ), ∼ 8s. for EREA with 5s. REA/220 samples and
10s. for the REA. Bottom: Runtimes with sub-2-minute performance; ∼ 106s. for PRO with α = 213 ), ∼ 108s.
for EREA with 100s. REA/28 samples and 106s. for the REA.

26 , α = 28 , and α = 210 for 64 byte-sized subkeys (and thus a 512-bit master key).
Computing all of these bounds took less than 30 seconds, less than the time needed for
preprocessing REA on just 16 byte-sized subkeys.
For 256 byte-sized subkeys (equivalent to an attack on the bytes of RSA-2048), PRO
with α = 213 produces lower and upper bounds of 0 and 65.3 (where the correct answer
is 0) for the log rank of the master key where each subkey has rank 1, and, more interestingly, reasonably tight lower and upper bounds of 1027.82 and 1029.08 for the log
rank of the master key where each subkey has rank 5. These computations took under
5 hours. If we compare the bounds resulting from measurement results in Figure 2.5 to
the distance in bounds produced by uniform subkey distributions in Figure 2.9, we see
that bounds for higher ranked keys and on non-uniformly distributed subkeys are even
tighter.
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Figure 2.8: The number of attacked subkeys versus the running time of PRO for several values of α.

Figure 2.9: For several values of α: The number of attacked subkeys versus the bounds produced by PRO for
the master key of rank 1.

2.4.2 – Comparison. There are some advantages to REA. For extremely small ranks
the algorithm performs better than PRO, even if we take preprocessing time into account.
On the other hand, in side-channel attacks in which the result is so significant, the exact
rank will also be clear from the results and there is no need for a rank estimation. For
those small ranks we can enumerate to the key in under a second and an evaluator should
in any case first check whether p∗ is overwhelmingly large.
Another advantage of REA is the ability to interrupt the algorithm to get a result
and even continue an estimation at a later time. If the algorithm has been run and the
remaining space has been stored, then continuing the algorithm when a better estimate
is necessary is easily done. This also holds for taking more samples in EREA. If during
an evaluation PRO is used and a better estimate is wanted at a later time, the algorithm
needs to be rerun with a higher α. Also, if PRO is terminated before finishing, then there
are no results. On the other hand, if the cost of continuing REA is more than the cost of
running PRO from scratch, then this is obviously not an advantage for REA.
The extension of REA, the Extended Rank Estimation Algorithm (EREA) [BLvV15],
is also a reason to pick REA over PRO. EREA outperforms PRO for quick estimates (and
also for very small key ranks), at least if we ignore the initial preprocessing: Using as few
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Figure 2.10: For several values of α: The number of attacked subkeys versus the bounds produced by PRO for
the master key where each subkey has rank 5.

Figure 2.11: Graphical representation of uniform random side-channel results on a master key of 64 subkeys.

as 28 samples and a 99.9% confidence level, the estimate can be improved in very little
time. Convergence of sampling has a very fast initial convergence and it does not have
the overhead of operations like multiplication of polynomials. We see this in Figure 2.7.
In this case however the interval of which we know with 100% certainty that it contains
the rank is very large. We have not found a way to do similar sampling for PRO.
PRO has larger advantages. For one it does not need the combining of dimensions to
get good results. This preprocessing for REA took us over 40 seconds, a time in which
PRO already gives a good result. Of course, EREA needs the same preprocessing as REA.
Furthermore, as conjectured in [vV14], REA and EREA scale very poorly to more
subkeys, such as the 32 subkeys in AES-256. Combining dimensions would take longer
and the resulting space would be higher dimensional. For AES-128, [VCGS13] reduces
the natural 16-dimensional attack space to 5 dimensions. For AES-256, a 32-dimensional
attack space would be reduced to 11 dimensions if the same approach is used. This
is still a very large dimension, and REA scales very badly with the dimension. RSA2048 seems completely unfeasible for REA. For PRO the scaling is much better, as shown
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in Figures 2.8 and 2.10. The time to calculate the bounds for a certain α and the log
difference between the bounds are only a few times larger for AES-256 than for AES128. This matches theoretical expectations. Probabilities in AES-256 will on average be
the squares of probabilities of AES-128 keys. This means that the degrees of G and H
approximately double. This causes the doubling of the time needed to calculate G and H
and the number of keys represented by each term to be squared.
The last advantage of the PRO method we wish to re-iterate is the remaining space or
grey area. With the rank estimation algorithm this can have a lot of shapes, depending
on the way the cutting points are chosen. This also means that one cannot say anything
certain about the probabilities of the keys remaining in the interval. With PRO, as we saw
in Section 2.3.5, the keys that lie within the bounds have certain properties. Using the
error margin from Section 2.3.4 we can even give concrete probabilities which certainly lie
outside of the interval. This algorithm thus gives a lot better indication of the remaining
space. As we saw in Figure 2.5 we can adapt Algorithm 2.3.1 to handle all possible keys
at once in a black-box fashion, allowing the key holder to quantify the security of a strong
secret key without disclosing the key to the evaluator.

CHAPTER 3

Sliding right into disaster

3.1 — Overview
Context. Modular exponentiation in cryptosystems such as RSA is typically performed
starting from the most significant bit (MSB) in a left-to-right manner. More efficient implementations use precomputed values to decrease the number of multiplications. Typically these windowing methods are described in a right-to-left manner, starting the recoding of the exponent from the least significant bit (LSB), leading to the potential disadvantage that the exponent has to be parsed twice: once for the recoding and once for
the exponentiation.
This motivated researchers to develop left-to-right analogues of the integer recoding
methods that can be integrated directly with left-to-right exponentiation methods. For
example, the only method for sliding-window exponentiation in the Handbook of Applied Cryptography [MvOV96, Chap 14.6] is the left-to-right version of the algorithm.
Doche [Doc05] writes “To enable ‘on the fly’ recoding, which is particularly interesting
for hardware applications” in reference to Joye and Yen’s [JY00] left-to-right algorithm.
Given these endorsements, it is no surprise that many implementations chose a leftto-right method of recoding the exponent. For example, Libgcrypt implements a leftto-right exponentiation with integrated recoding. Libgcrypt is part of the GnuPG code
base [Gpga], and is used in particular by GnuPG 2.x, which is a very popular implementation of the OpenPGP standard [CDF+ 07] for applications such as encrypted email and
files. Libgcrypt is also used by various other applications; see [Gpgb] for a list of frontends.
It is known that exponentiation using sliding-window methods leaks information,
specifically the pattern of squarings and multiplications, through cache-based side-channel
attacks. However, it is commonly believed that for window width w only about a fraction
2/(w + 1) bits would leak: each window has 1 bit known to be 1, and each gap has on
average 1 bit known to be 0, compared to w + 1 bits occupied on average by the window
and the gap.
Libgcrypt 1.7.6 resists the attacks of [LYG+ 15, GPPT15], because the Libgcrypt maintainers accepted patches to protect against chosen-ciphertext attacks and to hide timings
obtained from loading precomputed elements. However, the maintainers refused a patch
to switch from sliding windows to fixed windows; they said that this was unnecessary to
stop the attacks. RSA-1024 in Libgcrypt uses the CRT method and w = 4, which according to the common belief reveals only 40% of all bits, too few to use the key-recovery
attack [HS09] by Heninger and Shacham. RSA-2048 uses CRT and w = 5, which according to the common belief reveals only 33% of all bits.
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In this chapter we investigate whether this common belief is actually correct for the
left-to-right recoding: can we learn more bits from this recoding?
Targeted software and hardware. We target Libgcrypt version 1.7.6, which is the
latest version at the time of writing this paper. We compiled Libgcrypt using GCC version
4.4.7 and the -O2 optimization level. We performed the attack on an HP-Elite 8300
desktop machine, running Centos 6.8 with kernel version 3.18.41-20. The machine has
a 4-core Intel i5-3470 processor, running at 3.2 GHz, with 8 GiB of DDR3-1600 CL-11
memory.
Outline. This chapter is build up as follows. In Section 3.2 the necessary background
information is provided on RSA and sliding window exponentiation. After this we explain
in Section 3.3 how a cache-based side channel attack can be applied to recover the square
and multiply chain of a sliding window exponentiation implementation. In Section 3.4
we show what extra bits can be found by exploiting the sliding left-to-right algorithm.
First we look at bit recovery rules that intuitively show what extra bits can be found.
Then we look at a more comprehensive, but slightly less intuitive, algorithm to find the
complete set of bits that can be found from the structure of the pattern of squarings and
multiplications. In Section 3.5 the intuitive algorithm is analyzed and experimentally
verify that using these rules we can recover some RSA keys. Lastly, in Section 3.6, we look
at a pruning algorithm that recovers even more RSA keys. The analysis of this algorithm
is outside the scope of this thesis, but can be found in [BBG+ 17].

3.2 — Background
3.2.1 – RSA-CRT. RSA signature key generation is done by generating two random
primes p, q. The public key is then set to be (e, N) where e is a (fixed) public exponent
and N = pq. The private key is set to be (d, p, q) where ed ≡ 1 (mod φ(n)) and
φ(n) = (p − 1)(q − 1). RSA signature of a message m is done by computing s =
h(m)d mod N where h is a padded cryptographically secure hash function. Signature
verification is done by computing z = se mod N and verifying that z equals h(m). A
common optimization for RSA signatures is based on the Chinese Remainder Theorem
(CRT). Instead of directly computing s = h(m)d mod N directly, the signer computes
sp = h(m)dp mod p, sq = h(m)dq mod q (where dp and dq are derived from the
secret key) and then combines sp and sq into s using the CRT. The computations of sp
and sq work with half-size operands and have half-length exponents, leading to a speedup
of a factor 2–4.
3.2.2 – Sliding Window Modular Exponentiation. In order to compute an RSA signature (more specifically the values of sp and sq defined above), two modular exponentiation operations must be performed. A modular exponentiation operation gets as
inputs base b, exponent d, and modulus p and outputs bd mod p. A common method
used by cryptographic implementations is the sliding window method, which assumes
that the exponent d is given in a special representation, the windowed form. For a window size P
parameter w, the windowed form of d is a sequence of digits dn−1 · · · d0 such
n−1
that d = i=0 di 2i and di is either 0 or an odd number between 1 and 2w − 1.
Algorithm 3.2.1 performs the sliding window exponentiation method, assuming that
the exponent is given in a windowed form, in two steps: It first precomputes the values of
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Algorithm 3.2.1: mod_exp (b, d, p)
Input: Three integers b, d and p where dn · · · d1 is a windowed form of d.
Result: a ≡ bd (mod p).
2
1 b1 ← b, b2 ← b mod p, a ← 1
/* precompute table of small powers of b
w−1
2 for i ← 1 to 2
− 1 do
3
b2i+1 ← b2i−1 · b2 mod p

7

for i ← n to 1 do
a ← a · a mod p
if di 6= 0 then
a ← a · bdi mod p

8

return a

4
5
6
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w

b1 mod p, b3 mod p, · · · , b2 −1 mod p for odd powers of b. Then, the algorithm scans
the digits of d from the most significant bit (MSB) to the least significant bit (LSB). For
every digit, the algorithm performs a squaring operation (Line 5) on the accumulator
variable a. Finally, for every non-zero digit of d, the algorithm performs a multiplication
(Line 7).
3.2.3 – Sliding Window Conversion. The representation of a number d as (sliding)
windows is not unique, even for a fixed value of w. In particular, the binary representation of d is a valid window form. However, since each non-zero digit requires a costly
multiplication operation, it is desirable to reduce the number of non-zero digits in d’s
sliding windows.
Right-to-Left Sliding Windows. One approach to computing d’s sliding windows (with
fewer non-zero digits) scans d’s binary representation from the least significant bit (LSB)
to the most significant bit (MSB) and generates d’s sliding windows from the least significant digit (right) to the most significant digit (left). For every clear bit, a zero digit is
appended to the left of the windowed form. For each set bit, a non-zero digit is appended
whose value is the w-bit integer ending at the current bit. The next w − 1 digits in the
windowed form are set to be zero digits. The scan resumes from the leftmost bit unused
so far. Finally, any leading zeroes in the window form are truncated.
For example, let w = 3, and d = 181, which is 1 0 1 1 0 1 0 1 in binary. The windows
are underlined. This yields the sliding window form 10030005.
Left-to-Right Windowed Form. An alternative approach is the left-to-right windowed
form, which scans the bits of d the most to least significant bit and the windowed form
is generated from the most significant digit to the least significant one. Similar to the
right-to-left form, for every scanned clear bit a zero digit is appended to the right of the
windowed form. Since we require from digits to be odd, when a set bit is encountered
the algorithm cannot simply set the digit to be the w-bit integer starting at the current
bit. Instead, it looks for the the longest integer u that has its most significant bit at the
current bit, terminates in a set bit, and its number of bits k is at most w bits long. The
algorithm sets the next k − 1 digits in the windowed form to be zero, sets the subsequent
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digit to be u and resumes the scan from the next bit unused so far. As before, leading
zeroes in the sliding window form are truncated.
Using the d = 181 and w = 3 example, the left-to-right sliding windows are
1 0 1 1 0 1 0 1 and the corresponding windowed form is 500501.
Left-to-Right vs. Right-to-Left. While both the methods produce a windowed form
whose average density (the ratio between the non-zero digits and the total form length) is
about 1/(w+1), generating the windowed form using the right-to-left method guarantees
that every non-zero digit is followed by at least w − 1 zero digits. This is contrast to the
left-to-right method, where two non-zero digits can be as close as adjacent. As explained
in Section 3.3, such consecutive non-zero digits can be observed by the attacker, aiding
key recovery for sliding window exponentiations using the left-to-right windowed form.
3.2.4 – GnuPG’s Sliding Window Exponentiation. While producing the right-to-left
sliding window form requires a dedicated procedure, the left-to-right form can be generated “on-the-fly” during the exponentiation algorithm, combining the generation of
the expansion and the exponentiation itself in one go. The left-to-right sliding window
form [MvOV96, Algorithm 14.85], shown in Algorithm 3.2.2, is the prevalent method
used by many implementations, including GnuPG.
Every iteration of the main loop (Line 5) constructs the next non-zero digit u of the
windowed from by locating the location i of leftmost set bit of d which was not previously
handled (Line 7) and then removing the trailing zeroes from di · · · di−w+1 . It appends
the squaring operations needed in order to handle the zero digits preceding u (Line 13)
before performing the multiplication operation using u as the index to the precomputation table (thus handling u), and keeping track of trailing zeroes in z.

3.3 — Recovering the square and multiply chain
In this section we will show how an attacker can recover the square-and-multiply
sequence of the private RSA key used by Libgcrypt.
3.3.1 – The Side-Channel Attack. To demonstrate the vulnerability in Libgcrypt, we
use the Flush+Reload attack [YF14]. The attack, which monitors shared memory locations for access by a victim, consists of two phases. The attacker first evicts a monitored
location from the cache, typically using the x86 clflush instruction. He then waits for a
short while, before measuring the time to access the monitored location. If the victim has
accessed the memory location during the wait, the contents of the memory location will be
cached, and the attackers’ access will be fast. Otherwise, the attacker causes the contents
to be retrieved from the main memory and his access takes longer. By repeating the attack,
the attacker creates a trace of the victim accesses to the monitored location over time. Flush+Reload has been used in the past to attack modular exponentiation [YF14,ABF+ 16],
as well as other cryptographic primitives [YB14, BvdPSY14, vdPSY15, AIES14, BHLY16]
and non-cryptographic software [ZJRR14, GSM15].
Mounting the Flush+Reload attack on Libgcrypt presents several challenges. First, as
part of the defense against the attack of [YF14], Libgcrypt uses the multiplication code to
perform the squaring operation. While this is less efficient than using dedicated code for
squaring, the code reuse means that we cannot identify the multiply operations by probing
a separate multiply routine. Instead we probe code locations that are used between the
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Algorithm 3.2.2: mod_exp(b, d, p) (Left-to-right)
Input: Three integers b, d and p where dn · · · d1 is the binary representation of d.
Output: a ≡ bd (mod p).
2
1 b1 ← b, b2 ← b , a ← 1, z ← 0
/* precompute table of small odd powers of b
*/
w−1
2 for i ← 1 to 2
− 1 do
3
b2i+1 ← b2i−1 · b2 mod p
4

i←n

/* main loop for computing bd mod p
5
6
7

8
9
10

11
12
13
14
15
16
17

*/

while i 6= 1 do
z ← z + COUNT_LEADING_ZEROS(di · · · d1 )
i ← i − COUNT_LEADING_ZEROS(di · · · d1 )
/* i is the leftmost unscanned set bit of d */
l ← min(i, w)
u ← di · · · di−l+1
t ← COUNT_TRAILING_ZEROS(u)
/* remove trailing zeroes by shifting u to the right
*/
u ← SHIFT_RIGHT(u, t)
for j ← 1 to z + l − t do
a ← a · a mod p

a ← a · bu mod p
i←i−l
z←t

/* notice that u is always odd */

return a

operations to identify the call site to the modular reduction.
The second challenge is achieving a sufficiently high temporal resolution. Prior sidechannel attacks on implementations of modular exponentiation use large (1024–4096
bits) moduli [YF14, ZJRR12, LYG+ 15, GST14, GPPT15], which facilitate side-channel attacks [Wal03]. In this attack we target RSA-1024, which uses 512-bit moduli. The operations on these moduli are relatively fast, taking a total of less than 2500 cycles on average
to compute a modular multiplication. To be able to distinguish events of this length, we
must probe at least twice as fast, which is close to the limit of the Flush+Reload attack and
would results in a high error rate [ABF+ 16]. We use the amplification attack of [ABF+ 16]
to slow down the modular reduction. We target the code of the subtraction function used
as part of the modular reduction. The attack increases the execution time of the modular
reduction to over 30000 cycles.
Our third challenge is that even with amplification, there is a chance of missing a
probe [ABF+ 16]. To reduce the probability of this happening, we probe two memory
locations within the execution path of short code segments. The likelihood of missing
both probes is small enough to allow high-quality traces.
Overall, we use the Flush+Reload attack to monitor seven victim code location. The
monitored locations can be divided into three groups. To distinguish between the exponentiations Libgcrypt performs while signing, we monitor locations in the entry and exit
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Figure 3.1: Libgcrypt Activity Trace.

of the exponentiation function. We also monitor a location in the loop that precomputes
the multipliers to help identifying these multiplications. To trace individual modular
multiplications, we monitor locations within the multiplication and the modular reduction functions. Finally, to identify the multiplication by non-zero multipliers, we monitor
locations in the code that conditionally copies the multiplier and in the entry to the main
loop of the exponentiation. The former is accessed when Libgcrypt selects the multiplier
before it performs the multiplication. The latter is accessed after the multiplication when
the next iteration of the main loop starts. We repeatedly probe these locations once every 10000 cycles, allowing for 3–4 probes in each modular multiplication or squaring
operation.
3.3.2 – Results. To mount the attack, we use the FR-trace software, included in
the Mastik toolkit [Yar16]. FR-trace provides a command-line interface for performing
the Flush+Reload and the amplification attacks we require for recovering the squareand-multiply sequences of the Libgcrypt exponentiation. FR-trace waits until there is
activity in any of the monitored locations and collects a trace of the activity. Figure 3.1
shows a part of a collected activity trace.
Recall that the Flush+Reload attack identifies activity in a location by measuring the
time it takes to read the contents of the location. Fast reads indicate activity. In the figure,
monitored locations with read time below 100 cycles indicate that the location was active
during the sample.
Because multiplications take an average 800 cycles, whereas our sample rate is once
in 10000 cycles, most of the time activity in the multiplication code is contained within
a single sample. In Figure 3.1 we see the multiplication operations as “dips” in the multiplication trace (dotted black).
Each multiplication operation is followed by a modular reduction. Our side-channel
amplification attack “stretches” the execution of the modular reduction and it spans over
more than 30000 cycles. Because none of the memory addresses traced in the figure
is active during the modular reduction, we see gaps of 3–4 samples between periods of
activity in any of the other monitored locations.
To distinguish between multiplications that use one of the precomputed multipliers
and multiplications that square the accumulator by multiplying it with itself, we rely
on activity in the multiplier selection and in the exponentiation loop locations. Before
multiplying with a precomputed multiplier, the multiplier needs to be selected. Hence
we would expect to see activity in the multiplier selection location just before starting the
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Figure 3.2: Distribution of the number of errors in captured traces.

multiplication, and due to the temporal granularity of the attack we are likely to see both
events in the same sample. Similarly, after performing the multiplication and the modular
reduction, we expect to see activity in the beginning of the main exponentiation loop.
Again, due to attack granularity, this activity is likely to occur within the same sample
as the following multiplication. Thus, because we see activity in the multiplier selection
location during sample 431 and activity in the beginning of the exponentiation loop in the
following multiplication (sample 435), we can conclude that the former multiplication is
using one of the precomputed multipliers.
In the absence of errors, this allows us to completely recover the sequence of square
and multiplications performed and with it, the positions of the non-zero digits in the
windowed representation of the exponent.
However, capture errors do occur, as shown in Figure 3.2. To correct these, we capture
multiple traces of signatures using the same private key. On average there are 14 errors in
a captured trace. We find that in most cases, manually aligning traces and using a simple
majority rule is sufficient to recover the complete square-and-multiply sequence. In all of
the cases we have tried, combining twenty sequences yielded the complete sequence.

3.4 — Structures in the square and multiply sequence
In this section, we show how to recover the bits of the secret exponent, assuming
that the attacker has access to the square-and-multiply sequence of Algorithm 3.2.2 (see
Section 3.3). At a high level, our approach consists of two main steps. In the first step, we
show how to directly recover some of the bits of the exponent by analyzing the sequence
of squaring and multiplication operations performed by Algorithm 3.2.2. While this step
is capable of directly recovering around 48% of the bits of dp and dq for 1024-bit RSA
with w = 4, the number of remaining unknown bits required for a full key recovery attack
is still too large to brute force. Thus, in the second step we apply a modified version of the
techniques of [HS09] in order to recover the remaining exponent bits and obtain the full
private key. In Section 3.4.1, we set w = 4 which is the window size used by Libgcrypt
for 1024-bit RSA.
3.4.1 – Analyzing the square and multiply sequence. Assume the attacker has access to the sequence S ∈ {s, m}∗ corresponding to the sequence of square and multiply
operations performed by Algorithm 3.2.2 executed on some exponent d. Notice that the
squaring operation (Line 13) is performed once per bit of d, while the multiplication operation is performed only for some exponent bits. Thus, we can represent the attacker’s
knowledge about S as a sequence s ∈ {0, 1, 1, x, x}∗ where 0, 1 indicate known bits of
d, x denotes an unknown bit and the positions of multiplications are underlined. For
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x→1
Rule 1: 1x 1x
→ 1xi 10w−i−1 for i = 0, · · · , w − 2
Rule 2:
xxx11 → 1xx11
i w−1
Rule 3:
1x x
1 → 10i xw−1 1
for i > 0
Rule 0:

i

w−i−1

Figure 3.3: Rules to deduce known bits from a square-and-multiply sequence

y ∈ {0, 1, 1, x, x} we denote by yi the i-fold repetition of y.
Since at the start of the analysis all the bits are unknown, we convert S to the sequence
s as follows: every sm turns into a x, all remaining s into x. As a running example, the
sequence of squares and multiplies S = smsssssssmsmsssssm is converted into D1 =
xxxxxxxxxxxxxx. To obtain bits of d from D1 , the attacker applies the rewrite rules in
Figure 3.3.
Rule 0: Multiplication bits. Because every digit in the windowed form is odd, a multiplication always happens at bits that are set. Applied to D1 we obtain
D2 = 1xxxxxx11xxxx1.
Rule 1: Trailing zeros. Algorithm 3.2.2 tries to include as many set bits as possible in
one digit of the windowed form. So when two multiplications are fewer than w bits apart,
we learn that there were no further set bits available to include in the digit corresponding
to the rightmost multiplication. Rule 1 sets the following bits to zero accordingly. Applied
to D2 we obtain D3 = 1xxxxxx11000x1.
Rule 2: Leading one. If we find two immediately consecutive multiplications, it is
clear that as Algorithm 3.2.2 was building the left digit, there were no trailing zeroes in
u = di · · · di−l+1 , i.e. t = 0 in Line 10. This tells us that the bit w − 1 positions to the
left of 1 is set. Applied to D3 we obtain D4 = 1xxx1xx11000x1.
Rule 3: Leading zeroes. Every set bit of d is included in a non-zero digit of the windowed form, so it is at most w − 1 bits to the left of a multiplication. If two consecutive
multiplications are more than w bits apart, we know that there are zeroes in between.
Applied to D4 we obtain D5 = 10001xx11000x1.
Larger Example. Consider the bit string

0100001111100101001100110101001100001100011111100011100100001001.
The corresponding sequence of square and multiply operations (using w = 4) evolves as
follows as we apply the rules:

xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
x1xxxxxxx1xxx1xxxx1xxx1xx1xxxx11xxxxx1xxxxxx1x1xxxxx1xx1xxxxxxx1
x1xxxxxxx1xxx1xxxx1xxx1xx10xxx11000xx1xxxxxx1x100xxx1xx10xxxxxx1
x1xxxxxxx1xxx1xxxx1xxx1xx101xx11000xx1xxxxxx1x100xxx1xx10xxxxxx1
x10000xxx1xxx10xxx1xxx1xx101xx11000xx1000xxx1x100xxx1xx10000xxx1.
Out of the 64 bits, 34 become known through this analysis.
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Iterative Application. The previous examples shows that by applying rules iteratively,
we can discover a few more bits. In particular, for a window where a leading one is
recovered (Rule 2), one may learn the leading bit of the preceding window. Reasoning
back from an application of Rule 2 in the example above gives 3 more known leading
bits:

x10000xxx1xxx101xx11xx11x101xx11000xx1000xxx1x100xxx1xx10000xxx1.
This iterative behavior is hard to analyze and occurs rarely in practice. Therefore the
following analysis disregards it. Note that the algorithm of Section 3.4.3 does use the
additional bits.
Completeness. The iterative application of these rules recovers almost all knowable
bits, which is sufficient for our application. We present an alternative approach that is
less intuitive and direct, but is complete in the sense that it recovers all knowable bits. In
this section we explain for w = 4 why there are more bits to be learned.
3.4.2 – Learning all learnable bits. Section 3.4.1 describes how to learn some bits of
the secret exponent, given the sequence of square and multiply operations performed by
Algorithm 3.2.2, using four simple rewrite rules. It turns out that one can learn further
bits using a stateful algorithm. Consider, for example, the bit string

10011010101010101010101010000010001,
producing the sequence
ssssmsssmssssmssssmssssmssssmssmssssssmssssm
which is first converted to

xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
and then rules 0–3 recover these bits:

xxx1xx10xx1xxx1xxx1xxx1x100xxx1xxx1
a ↑ b

c

d e

But every bit sequence leading to the above sequence of squares and multiplies must
have a 1 in the position marked with an arrow and a 0 to the left of it.
To see why the most significant bit of the multiplier for multiplication b must be there,
consider the alternatives. It cannot be one bit earlier, as then it would be included in the
window for a. It also cannot be later, i.e. a multiplication with 3 or 1, as then the same
would hold for c, and hence d, which is not possible, as otherwise the multiplication at
d would include the 1 at e.
These missed opportunities are rare (although this leads to 9 bits in the degenerate
example chosen above) and do not significantly affect the efficiency of the pruning, but
in the interest of completeness, we provide an algorithm to recover these additional bits
and prove that it finds all bits whose values can be known with certainty.
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Possible window widths. We can find out all knowable bits if we keep track of the possible widths of the multiplier of each observed multiplication. Consider a multiplication
at position i = 5, i.e. xxxx1xxxxx. For w = 4, this corresponds to one of four cases:
Case 1:
Case 2:
Case 3:
Case 4:

x1xx1xxxxx,
xx1x10xxxx,
xxx1100xxx,
xxxx1000xx,

multiplier width:
multiplier width:
multiplier width:
multiplier width:

4
3
2
1

The key idea is now that multipliers do not overlap. More precisely, if the multiplier
of the multiplication at position i has width mi and the multiplier of the multiplication
at position j has width mj (with i > j), then

i + mi − w > j + m j .
From this, we can derive a simple linear-time algorithm that calculates the possible
multiplier widths for each multiplication. We define
m−
i to be the smallest possible width of the multiplication at position i, and
m+
i to be the largest possible width of the multiplication at position i.
Let M = {k0 , k1 , . . . , kn } be the positions of the multiplications, with k0 > · · · > kn .
Then

1,
if i = n
−
mki =
max{(}1, ki+1 + m−
+
w
−
k
)
,
otherwise,
and
i
ki+1

w,
if i = 0
m+
ki =
+
min(w, ki−1 + mki−1 − w − ki ), otherwise.
Note that m− can be calculated going from right to left, while m+ can be calculated
going from left to right.
Given m− and m+ , we can calculate all the knowable bits of the input sequence. Let
us represent this by bi ∈ {0, 1, x}, defined as follows:


1, if i ∈ M



1, else if j + m− − 1 = i = j + m+ − 1 for some j ∈ M
j
j
bi =
+
−

−
1
6
i
6
j
+
m
x
,
else
if
j
+
m

j
j − 1 for some j ∈ M


0 otherwise.
The first case corresponds to Rule 0 in Section 3.4.1 (last bit), the second to Rule 2
(first bit) and the last case to Rules 1 and 3 (trailing and leading zeroes).
Theorem 3.1. This algorithm is correct and complete.
This means not only that the input sequence has bit i set according to bi , but also that
if bi = x, then there are two input sequences that produce the given sequence of squares
and multiplies and differ at bit i. In other words: All knowable bits are known.
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Example. For the input above, with w = 4, we learn
Input:
m− :
m+ :
bi :

xxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxxx
4 3 3
3 3
3 1
1
1
4 3 3
3 3
3 1
3
3
1xx11x101x101x101x101x101000xx10xx1.

Self-information. Calculating m+ and m− not only allows us to read off all knowable
bits, it also allows us to calculate the number of input sequences that produce the given
sequence of squares and multiplies.
We define the function f(i, z) to be the number of colliding sequences for the output
including the window at position ki , under the additional constraint that the earliest 1
occurs at position z. This function is recursively defined (and admits to a straight-forward
efficient dynamic programming implementation). The base case is f(i, z) = 1 for i > n,
otherwise we have
m+
k

f(i, z) =

Xi

[ki + m − 1 6 z] · 2max{(}0,m−2) · f(i + 1, ki + m − 1 − w)

m=m−
ki

where
• the sum iterates over all possible multiplier widths at this position,
• the characteristic function selects those where the first 1 of the window is after z,
• the power of two takes into account the unknown bits in this window,
• and the recursive call goes to the next window, updating the constraint on the next
allowed 1.
The total number of colliding sequences is then f(0, l), where l is the length of the
f(0,l)
input, and the self-information of the sequence is Is = − log ps = − log 2l .
Example. For the example above, this yields 1408 possible input sequences, a selfinformation of 24.5, and hence 0.70 bits of self-information per bit of input. Note that
1408 is not simply two to the number of x’s: not all assignments to the unknown bits
yield this sequence of squares and multiplies.
3.4.3 – Full RSA Key Recovery from Known Bits. Once we have used the recovered sequence of squares and multiplies to derive some information about the bits of the
Chinese remainder theorem coefficients dp = d mod (p − 1) and dq = d mod (q −
1), we can use a modified version of the branch and prune algorithm of Heninger and
Shacham [HS09] to recover the remaining unknown bits of these exponents to recover
the full private key.
The algorithm will recover the values dp and dq from partial information. In order
to do so, we use the integer forms of the RSA equations

edp = 1 + kp (p − 1)
edq = 1 + kq (q − 1)
which these values satisfy for positive integers kp , kq < e.
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RSA Coefficient Recovery. As described in [IGI+ 16, YGH16], kp and kq are initially
unknown, but are related via the equation (kp − 1)(kq − 1) ≡ kp kq N mod e. Thus we
need to try at most e pairs of kp , kq . In the most common case, e = 65537. As described
in [YGH16], incorrect values of kp , kq quickly result in no solutions.
LSB-Side Branch and Prune Algorithm. At the beginning of the algorithm, we have
deduced some bits of dp and dq using Rules 0–3. Given candidate values for kp and kq ,
we can then apply the approach of [HS09] to recover successive bits of the key starting
from the least significant bits. Our algorithm does a depth-first search over the unknown
bits of dp , dq , p, and q. At the ith least significant bit, we have generated a candidate
solution for bits 0 . . . i − 1 of each of our unknown values. We then verify the equations

edp = 1 + kp (p − 1) mod 2i
edq = 1 + kq (q − 1) mod 2i
pq = N mod 2

(3.1)

i

and prune a candidate solution if any of these equations is not satisfied.
Analysis. Heuristically, we expect this approach to be efficient when we know more
than 50% of bits for dp and dq , distributed uniformly at random. [HS09, PPS12] We
also expect the running time to grow exponentially in the number of unknown bits when
we know many fewer than 50% of the bits. From the analysis of Rules 0–3 above, we
expect to recover 48% of the bits. While the sequence of recovered bits is not, strictly
speaking, uniformly random since it is derived using deterministic rules, the experimental
performance of the algorithm matched that of a random sequence.
Experimental Evaluation for w = 4. We ran 500,000 trial key recovery attempts for
randomly generated dp and dq with 1024-bit RSA and w = 4. For a given trial, if the
branching process passed 1,000,000 candidates examined without finding a solution, we
abandoned the attempt. Experimentally, we recover more than 50% of the bits 32% of
the time, and successfully recovered the key in 28% of our trials. For 50% or 512 bits
known, the median number of examined candidates was 182,738. We recovered 501 bits
on average in our trials using Rules 0–3; at this level the median number of candidates
was above 1 million.
Experimental Evaluation for w = 5. We experimented with this algorithm for 2048-bit
RSA, with w = 5. The number of bits that can be derived unconditionally using Rules 0–3
is around 41% on average, below the threshold where we expect the Heninger-Shacham
algorithm to terminate for 1024-bit exponents. The algorithm did not yield any successful
key recovery trials at this size.

3.5 — Analysis of bit recovery rules
In this section we analyze the number of bits we are theoretically expected to recover
using Rules 0–3 described in the previous section. The analysis applies to general window
size w and the bit string length n.
3.5.1 – Renewal processes with rewards. We model the number of bits recovered as
a renewal reward process [Ros83]. A renewal process is associated with interarrival times
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X = (X1 , X2 , . . . ) where the Xi are independent, identically distributed and non-negative
variables with a common distribution function F and mean µ. Let
n
X

Sn =

Xi , n ∈ N,

i=1

where S = (0, S1 , S2 , . . . ) is the sequence of arrival times and

Nt =

∞
X

1(Sn 6 t), t ∈ R+

n=1

is the associated counting process. Now let Y = (Y1 , Y2 , . . . ) be an i.i.d. sequence associated with X in the sense that Yi is the reward for the interarrival Xi . Note that even
though both X and Y are i.i.d., Xi and Yi can be dependent. Then the stochastic process

Rt =

Nt
X

Yi , t ∈ R+ ,

i=1

is a renewal reward process. The function r(t) = E(Rt ) is the renewal reward function.
We can now state the renewal reward theorem [ME78]. Since µX < ∞ and µY < ∞ we
have for the renewal reward process

Rt /t → µY /µX as t → ∞ with probability 1,
r(t)/t → µY /µX as t → ∞.
This is related to our attack in the following way. The n bit locations of the bit string
form an interval of integers [1, n], labeling the leftmost bit as 1. We set X1 = b + w − 1,
where b is the location of the first bit set to 1, that is, the left boundary of the first window.
Then the left boundary of the next window is independent of the first b + w − 1 bits. The
renewal process examines each window independently. For each window Xi we gain
information about at least the multiplication bit. This is the reward Yi associated with
Xi . The renewal reward theorem now implies that for bit strings of length n, the expected
Y
number of recovered bits will converge to nµ
µX .
3.5.2 – Recovered bit probabilities. In the remainder of this section we analyze the
expected number of bits that are recovered (the reward) in some number of bits (the
renewal length) by the rules of Section 3.4. Then by calculating the probability of each
of these rules’ occurrence, we can compute the overall number of recovered bits by using
the renewal reward theorem. Note that Rule 0 (the bits set to 1) can be incorporated into
the other rules by increasing their recovered bits by one.
Some observations. We begin with some intuition on bit string probabilities. The first
observation is that in a uniformly random bit string, each bit follows a Bernoulli distribution and is independent of all other bits. This means also that at every point the probability
that the next x bits are zeroes (followed by a 1) is P[x] = 1/2x+1 . The average reward Rt
is the average number of windows Nt times average reward µy per window. At the left
boundary of a new window, before sliding back, the first bit is a one, while the others are
uniformly distributed. The effective window has length w with probability 1/2 (last bit
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is a 1), w − 1 with probability 1/22 of length w − 1 (last bits are 10) and so on. For each
of the rules in the previous section we will analyze the probability that the rule applies,
the average renewal length, and the average reward gained.
Rule 1: Trailing zeroes. The first rule applies to short windows. Recall that we call a
window a “short window” whenever the length between between two multiplications is
less than w − 1.
Let 0 6 j 6 w − 2 denote the length between two multiplications. (A length of w − 1
is a full-size window.) The probability of a short window depends on these j bits, as well
as w − 1 bits after the multiplication: the multiplication bit should be the right-most 1-bit
in the window. The following theorem gives the probability of a short window.
Theorem 3.2. Let X be an interarrival time. Then the probability that X = w and we have
a short window with reward Y = w − j, 0 6 j 6 w − 2 is

pj =

1+

Pj

i=1 2
2j+w

2i−1

.

Proof. To prove this theorem, we first make two observations. The first observation is that
given a substring of the multiplication chain, the attack recovers a bit independently from
bits that are more than w − 1 positions away. Given a set bit in the bit string, its position
in the window that contains it determines whether or not it can be recovered. This only
depends on the values of the w − 1 bits before it and after it. This means that after a
renewal, we can calculate the probability of seeing a string of j > 0 zeroes followed by a
short window by looking at the set of size j + w bitstrings.
|Cj |
The second observation is that this probability pj is equal to 2j+w
where |Cj | is equal
to the number of elements in

Cj = {x0 , . . . , xj−1 1y0 . . . yw−2 |xk , y` ∈ {0, 1}; 0 6 k 6 j − 1, 0 6 ` 6 w − 2},
that is, the set of j + w bitstrings which after the side-channel attack will show an 1 at
position j. We will now prove our theorem by induction. For the base case, let j = 0,
then the w − 1 bits after the multiplication should be the all-zero bitstring. This means
C0 = 1 and p0 = 21w .
Suppose we now have for j > 0

|Cj | = 1 +

j
X

22i−1 ,

i=1

and therefore we have the following recursive formula

|Cj | = |Cj−1 | + 22j−1 .
Then by conditioning on the first bit x0 we get

Cj+1 ={x0 . . . xj 1y0 . . . yw−2 |xk , y` ∈ {0, 1}}
={0|x1 . . . xj 1y0 . . . yw−2 |xk , y` ∈ {0, 1}}
∪ {1|x1 . . . xj 1y0 . . . yw−2 |xk , y` ∈ {0, 1}}
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Since when x0 = 0, we get the same conditions as in the case of a window of size j,
we have
|{0|x1 . . . xj 1y0 . . . yw−2 |xk , y` ∈ {0, 1}}| = |Cj |.
In the case that x0 = 1, we have to count the set

{1|x1 . . . xj 1y0 . . . yw−2 |xk , y` ∈ {0, 1}}
and this will always have multiplication bit 1 at position j + 1 if y0 , . . . , yw−j−2 are an
all-zero string, which leaves 2j · 2j+1 = 22j+1 possibilities for the remaining bits xi an yi .
Pj+1
This means that |Cj+1 | = |Cj | + 22j+1 = 1 + i=1 22i−1 , from which our theorem
follows.
We see in the proof that the the bits yw−j−1 , . . . , yw−2 can take any values. Also
since bit yw−j−2 = 0 is known, we have a renewal at this point where future bits are
independent.
Rule 2: Leading one. As explained in Section 3.4.1, this rule means that when after
renewal an ultra-short window occurs (a 1 followed by w − 1 zeroes) we get an extra bit
of information about the previous window. The exception to this rule is if the previous
window was also an ultra-short window. In this case the 1 of the window is at the location
of the multiplication bit we would have learned it anyways and therefore we do not get
extra information. As seen in the previous section, an ultra-short window occurs with
probability p0 = 1/2w . If an ultra-short window occurs after the current window with
window-size 1 6 j 6 w − 1, we therefore recover (w − j) + 1 bits (all bits of the current
window plus 1 for the leading bit) with probability pj p0 and (w − j) with probability
pj (1 − p0 ).
Rule 3: Leading zeroes. The last way in which extra bits can be recovered is the leading
zeroes. If a window of size w − d is preceded by more than d zeroes, then we can recover
the excess zeroes. Let X0 be a random variable of the length of a bit string of zeros
until the first 1 is encountered. Then X0 is geometrically distributed with p = 1/2. So
P[X0 = k] = (1/2)k · (1/2) = (1/2)k+1 . This distribution has mean µX = 1.
Let Xw be a random variable representing the length of the bit string from the first 1
that was encountered until the multiplication bit. For general window length of w, we
have

1
k = 1,
w−1
P[Xw = k] = 2 1
k > 1.
2w−k+1
Now the distribution of the full bit string is the sum of the variables X0 and Xw . We
Pmin(k,w)
have that P[X0 + Xw = k] = i=1
P[Xw = i] · P[X0 = k − i].
Notice that this rule only recovers bits if the gap between two multiplications is at least
w − 1. This means that these cases are independent of Rule 1.
There is a small caveat in this analysis: the renewal length is unclear. In the case that
we have a sequence of zeroes followed by a short window of size j < w, we are implicitly
conditioning on the w − j bits that follow. This means we cannot simply renew after the
the 1 and since we also cannot distinguish between a short and regular window size, we
also cannot know how much information we have on the bits that follow.
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Table 3.1: Summary of bit information recovered from different patterns

Rule
1

Pattern
Window size 1 < j < w

2
3

Window size j = 1
ub window size > w
lb window size > w

Probability
pj (1 − p0 )
pj p0
p0
P[X + Y = k]
P[X + Y = k]

Renewal length
w
w
w
N
N

Recovered bits
(w − j)
(w − j) + 1
w
R
R

We solve this by introducing an upper and lower bound. For the upper bound the
number of recovered bits remains as above and the renewal at X0 + w. This is an obvious
upper bound. This means that for a sequence of zeroes followed by a short window of
size j, we assume a probability of 1 of recovering information on the w − j bits that follow
the sequence. We get an average number of recovered bits of

R=

∞
X

min(k,w)

k=w

i=1

X

(k − i + 1) · P[Xw = i] · P[X0 = k − i],

and a renewal length of

N=

∞
X

min(k,w)

k=w

i=1

X

(k + w − i) · P[Xw = i] · P[X0 = k − i].

For the lower bound we could instead assume a probability of 0 of recovering information on the w − j bits. We can however get a tighter bound by observing that the bits
that follow this rule are more likely a 0 than a 1 and we are more likely to recover a 1
at the start of a new window than a 0. Therefore we bound the renewal at X0 + Xw and
throw away the extra information.
For the lower bound on the number of recovered bits this gives the following expectation

R=

∞
X

(k − w + 1) · P[X0 + Xw = k],

k=w

and a renewal length of

N=

∞
X

min(k,w)

k=w

i=1

X

k · P[Xw = i] · P[X0 = k − i].

We summarize the results in Table 3.1.
From this, we can calculate the expected renewal length for fixed w, by summing over
all possible renewal lengths with corresponding probabilities. We can do the same for the
expected number of recovered bits per renewal. Finally, we are interested in the expected
total number of recovered bits in an n-bit string. We calculate this by taking the average
number of renewals (by dividing n by the expected renewal length) and multiplying this
with the number of recovered bits per window. Since we have upper and lower bounds
for both the renewal length and recovered bits for Rule 3, we also get lower and upper
bounds for the expected total number of recovered bits.

3.5. ANALYSIS OF BIT RECOVERY RULES

45

right-to-left
left-to-right (known bits)
left-to-right (self-information)
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Distribution of information recovered (w = 4)
Figure 3.4: The sequence of squares and multiplies of left-to-right windowed exponentiation contains much
more information about the exponent than from exponentiation in the other direction, both in the form of
known bits (red) and information-theoretic bits (green). Recovering close to 50% of the information about the
key allows an efficient full key recovery attack.

3.5.3 – Recovered Bits for Right-to-Left. The analysis of bit recovery for right-toleft exponentiation is simpler. The bit string is an alternation of X0 and Xw (see Rule 3),
where Xw = w and X0 is geometrically distributed with p = 1/2. Therefore the expected
renewal length N and the expected reward R are

N=

∞
X
(w + i) · P[X0 = i] = w + 1
i=0

and

R=

∞
X
(1 + i) · P[X0 = i] = 2.
i=0

Then by the renewal reward theorem, we expect to recover

2n
w+1

bits.

3.5.4 – Experimental Verification. To experimentally validate our analysis, we sampled n-bit binary strings uniformly at random and used Algorithm 3.2.2 to derive the
square and multiply sequence. We then applied Rules 0–3 from Section 3.4.1 to extract
known bits.
Case n = 512, w = 4. Figure 3.4 shows the total fraction of bits learned for right-toleft exponentiation compared to left-to-right exponentiation, for w = 4, over 1,000,000
experiments with w = 4 and n = 512, corresponding to the our target Libgcrypt’s implementation for 1024-bit RSA.
On average we learned 251 bits, or 49%, for left-to-right exponentiation with 512bit exponents. This is between our computed lower bound of βL = 245 (from a renewal
length of N = 4.67 bits and reward of 2.24 bits on average per renewal) and upper bound
βU = 258 (from a renewal length of N = 4.90 bits and reward of 2.47 bits per renewal).
2n
The average number of recovered bits for right-to-left exponentiation is 204 ≈ w+
bits,
1
or 40%, as expected.
Figure 3.5 shows the distribution of the number of new bits learned for each rule
with left-to-right exponentiation by successively applying Rules 0–3 for 100,000 expo2n
nents. Both Rule 0 and Rule 3 contribute about 205 ≈ w+
bits, which is equal both
1
to our theoretical analysis and is also the number of bits learned from the right-to-left
exponentiation. The spikes visible in Rule 3 are due to the fact that we know that any
least significant bits occurring after the last window must be 0, and we credit these bits
learned to Rule 3. The number of bits learned from this final step is equal to n mod w,
leading to small spikes at intervals of w bits.
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Figure 3.5: We generated 100,000 random 512-bit strings and generated the square and multiply sequence with
w = 4. We then applied Rules 0–3 successively to recover bits of the original string. We plot the distribution
of the number of recovered bits in our experiments.
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Figure 3.6: We generated 100,000 random 1024-bit strings and generated the square and multiply sequence
with w = 5. We then applied Rules 0–3 successively to recover bits of the original string and plot the distribution
of the number of new bits recovered for each rule. Compared to the w = 4 case, we learn a lower fraction of
bits in this case.

Case n = 1024, w = 5. For n = 1024 and w = 5, corresponding to Libgcrypt’s
implementation of 2048-bit RSA, we recover 41.5% of bits, or 425, on average using
Rules 0–3. This is between our lower bound of βL = 412 (from a lower bound average
renewal length of N = 5.67 bits, and expected 2.29 bits on average per renewal) and
upper bound of βU = 436 (from an average renewal length of N = 5.89 bits with an
average reward of 2.51 bits per renewal). Note that the reward per renewal is about the
same as in the first case (n = 512, w = 4), but the average renewal length is higher. This
means that we win fewer bits for this case.
In Figure 3.6 we plot the frequency of the number of recovered bits per rule in 100, 000
experiments, applied in order. Note again that Rule 0 and Rule 3 combined contribute
2n
bits, which is what we would expect in theory.
about w+
1

3.6 — RSA key recovery from squares and multiplies
The sequence of squares and multiplies encodes additional information about the
secret exponent that does not translate directly into knowledge of particular bits. A first
example of this kind of conditional information is a variant of the trailing zeros rule.
Consider again w = 4 and we have learned the following substring

xxx1x1 x2 x3 1x5 ,
and suppose x1 = 0. Then the only way the parsing could have occurred such that x4 = 1
is if this sequence was followed by an unset bit (x5 = 0). If however x1 = 1, then no
information is gained on x5 . A similar reasoning follows for any 1 followed by a short
window.
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A second type is a variant of the leading one rule. Consider the following substring

x1 x2 x3 1x5 1xx,
and suppose x5 = 1. Then the only way the 1 is in position 4 and thus not x5 = 1, is if
the window’s left boundary is at x1 . Therefore x1 must be 1. We can gain information on
the options for the left boundary of the first window if it is followed by any short window.
In this section, we give a new algorithm that exploits this additional information by
recovering RSA keys directly from the square-and-multiply sequence. This gives a significant speed improvement over the key recovery algorithm described in Section 3.4, and
brings an attack against w = 5 within feasible range.
3.6.1 – Pruning from Squares and Multiplies. Our new algorithm generates a depthfirst tree of candidate solutions for the secret exponents, and prunes a candidate solution
if it could not have produced the ground-truth square-and-multiply sequence obtained
by the side-channel attack. Let SM(d) = s be the deterministic function that maps a bit
string d to a sequence of squares and multiplies s ∈ {s, m}∗ .
In the beginning of the algorithm, we assume we have ground truth square-andmultiply sequences sp and sq corresponding to the unknown CRT coefficients dp and
dq . We begin by recovering the coefficients kp and kq using brute force as described
in Section 3.4.3. We will then iteratively produce candidate solutions for the bits of dp
and dq by generating a depth-first search tree of candidates satisfying Equations (3.1)
starting at the least significant bits. We will attempt to prune candidate solutions for dp
or dq at bit locations i for which we know the precise state of Algorithm 3.2.2 from the
corresponding square and multiply sequence s, namely when element i of s is a multiply
or begins a sequence of w squares. To test an i-bit candidate exponent di , we compare
s 0 = SM(di ) to positions 0 through i − 1 of s, and prune di if the sequences do not match
exactly.
3.6.2 – Algorithm Analysis. We analyze the performance of this algorithm by computing the expected number of candidate solutions examined by the algorithm before
it recovers a full key. Our analysis was inspired by the information-theoretic analysis
of [PPS12], but we had to develop a new approach to capture the present scenario.
Let ps = Pr[SM(di ) = s] be the probability that a fixed square-and-multiply sequence
s is observed for a uniformly random i-bit sequence di . This defines the probability
distribution Di of square-and-multiply sequences for i-bit inputs.
In order to understand how much information a sequence s leaks about an exponent, we will use the self-information, defined as Is = − log ps . This is the analogue
of the number of bits known for the algorithm given in Section 3.4. As with the bit
count, we can express the number of candidate solutions that generate s in terms of
Is : #{d | SM(d) = s} = 2i ps = 2i 2−Is . For a given sequence s, let Ii denote the selfinformation of the least significant i bits.
Theorem 3.3 (Heuristic). If for the square-and-multiply sequences spi and sqi , we have
Ii > i/2 for almost all i, then the algorithm described in Section 3.6.1 runs in expected
linear time in the number of bits of the exponent.
Sketch. In addition to pruning based on s, the algorithm also prunes by verifying the
RSA equations up to bit position i. Let RSAi (dp , dq ) = 1 if (edp − 1 + kp )(edq − 1 +
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Self-information for two 512-bit exponents
Figure 3.7: We attempted 500,000 key recovery trials for randomly generated 1024-bit RSA keys with w = 4.
We plot the distribution of the number of candidates tested by the algorithm against the self-information of the
observed square-and-multiply sequences, calculated using the algorithm in 3.4.2 and measured in bits. The
histogram above the plot shows the distribution of self-information across all the trials.

kq ) = kp kq N mod 2i and 0 otherwise. For random (incorrect) candidates dpi and dqi ,
Pr[RSAi (dpi , dqi ) = 1] = 1/2i .
As in [HS09], we heuristically assume that, once a bit has been guessed wrong, the
set of satisfying candidates for dpi and dqi behave randomly and independently with
respect to the RSA equation at bit position i.
Consider an incorrect guess at the first bit. We wish to bound the candidates examined
before the decision is pruned. The number of incorrect candidates satisfying the squareand-multiply constraints and the RSA equation at bit i is
#{dpi , dqi } 6 #{dpi | SM(dpi ) = spi } · #{dqi | SM(dqi ) = sqi } · Pr[RSAi (dpi , dqi ) = 1]

= 2i 2−Ii · 2i 2−Ii · 2−i = 2i−2Ii 6 2i·(1−2c)
with Ii /i > c for somePc > 1/2.
P
In total, there are i #{dpi , dqi } 6 i 2i·(1−2c) 6 1/(1 − 21−2c ) candidates.
But any of the n bits can be guessed incorrectly, each producing a branch of that size.
Therefore, the total search tree has at most n · (1 + 1−211−2c ) nodes.
A similar argument also tells us about the expected size of the search tree, which
depends on the collision entropy [R6́1]
X
Hi = − log
p2s
s∈{s,m}i

of the distribution Di of distinct square-and-multiply sequences. This is the log of the
probability that two i-bit sequences chosen according to Di are identical.
For our distribution Di , the Hi are approximately linear in i. We can define the
collision entropy rate H = Hi /i and obtain an upper bound for the expected number of
examined solutions, the proof of which is outside the scope of this thesis, but can be found
in [BBG+ 17, Appendix E]:
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Theorem 3.4. The expected total number of candidate solutions examined for n-bit dp an
dq is
"
#


X
1 − 2n·(1−2H)
.
E
#{dpi , dqi } 6 n 1 +
1 − 21−2H
i

Entropy calculations. We calculated the collision entropy rate by modeling the leak as
a Markov chain. For w = 4, H = 0.545, and thus we expect the algorithm to comfortably
run in expected linear time. For w = 5, H = 0.461, and thus we expect the algorithm to
successfully terminate on some fraction of inputs. More details on this calculation can be
found in [BBG+ 17, Appendix D].
3.6.3 – Experimental Evaluation for w = 4. We ran 500,000 trials of our sequencepruning algorithm for randomly generated dp and dq with 1024-bit RSA and plot the
distribution of running times in Figure 3.7. For a given trial, if the branching process
passed 1,000,000 candidates examined without finding a solution, we abandoned the
attempt. For each trial square-and-multiply sequence s, we computed the number of bit
sequences that could have generated it. From the average of this quantity over the 1
million exponents generated in our trial, the collision entropy rate in our experiments is
H = 0.547, in line with our analytic computation above. The median self-information
of the exponents generated in our trials was 295 bits; at this level the median number
of candidates examined by the algorithm was 2,174. This can be directly compared to
the 251 bits recovered in Section 3.5, since the self-information in that case is exactly the
number of known bits in the exponent.
3.6.4 – Experimental Evaluation for w = 5. We ran 500,000 trials of our sequencepruning algorithm for 2048-bit RSA and w = 5 with randomly generated dp and dq
and plot the distribution of running times in Figure 3.8. 8.6% of our experimental trials
successfully recovered the key before hitting the panic threshold of 1 million tries. Increasing the allowed tree size to 2 million tries allowed us to recover the key in 13% of
trials. We experimentally estimate a collision entropy rate H = 0.464, in line with our
analytic computation. The median self-information for the exponents generated in our
trials is 507 bits, significantly higher than the 425 bits that can be directly recovered using
the analysis in Section 3.4.
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Figure 3.8: We attempted 500,000 key recovery trials for randomly generated 2048-bit RSA keys with w = 5,
and plot the distribution of search tree size by the self-information. The vertical line marks the 50% rate at
which we expect the algorithm to be efficient.

CHAPTER 4

Manipulating BADA55 curves

4.1 — Overview
4.1.1 – Context. More and more Internet traffic is encrypted. This poses a threat to
our society as it limits the ability of government agencies to monitor Internet communication for the prevention of terrorism and globalized crime. For example, an increasing
number of servers use Transport Layer Security (TLS) as default (not only for transmissions that contain passwords or payment information) and also most modern chat applications encrypt all communication. This increases the cost of protecting society as it
becomes necessary to collect the required information at the end points, i.e., either the
servers or the clients. This requires agencies to either convince the service providers to
make the demanded information available or to deploy a back door on the client system respectively. Both actions are much more expensive for the agencies than collecting
unprotected information from the transmission wire.
Fortunately, under reasonable assumptions, it is feasible for agencies to fool users into
deploying cryptographic systems that the users believe are secure but that the agencies
are able to break.
In this chapter we don a black hat and investigate what social side channels can be
used to attack elliptic curve based cryptosystems. There are infinitely many choices of
elliptic curves for those systems and by manipulating the people that decide which ones
become standard use, an ill-willing entity might push a curve with an unknown secret
weakness. In this chapter we look standardization procedures and curve generation algorithms and investigate in which extend this is a possibility.
DISCLAIMER: Note that outside this section, we systematically adopt the attacker’s
perspective. First, in case this is not obvious to the reader, we do not actually endorse
the attacker’s perspective. Our goal in analyzing the security of systems is to prevent attacks. Second, this chapter analyzes the possibilities of backdooring curves under various
conditions. We are not making any statements about whether such an attack has actually
been carried out.
4.1.2 – Elliptic-curve cryptography. Elliptic-curve cryptography (ECC) has a reputation for high security and has become increasingly popular. For definiteness we consider
the elliptic-curve Diffie–Hellman (ECDH) key-exchange protocol, specifically “ephemeral
ECDH”, which has a reputation of being the best way to achieve forward secrecy. The
literature models ephemeral ECDH as the following protocol ECDHE,P , Diffie–Hellman
key exchange using a point P on an elliptic curve E:
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1. Alice generates a private integer a and sends the ath multiple of P on E.
2. Bob generates a private integer b and sends bP.
3. Alice computes abP as the ath multiple of bP.
4. Bob computes abP as the bth multiple of aP.
5. Alice and Bob encrypt data using a secret key derived from abP.
There are various published attacks showing that this protocol is breakable for many
elliptic curves E, no matter how strong the encryption is. See Section 4.2 for details.
However, there are also many (E, P) for which the public literature does not indicate any
security problems. Similar comments apply to, e.g., elliptic-curve signatures.
This model begs the question of where the curve (E, P) comes from. The standard
answer is that a central authority generates a curve for the public (while advertising the
resulting benefits for security and performance). 1 This does not mean that the public
will accept arbitrary curves; our main objective in this paper is to analyze the security
consequences of various possibilities for what the public will accept. The general picture
is that Alice, Bob, and the central authority Jerry are actually participating in the following
three-party protocol ECDHA , where A is a function determining the public acceptability
of a standard curve:
−1. Jerry generates a curve E, a point P, auxiliary data S with A(E, P, S) = 1. (The
“seeds” for the NIST curves are examples of S; see Section 4.4.)
0. Alice and Bob verify that A(E, P, S) = 1.
1. Alice generates a private integer a and sends aP.
2. Bob generates a private integer b and sends bP.
3. Alice computes abP as the ath multiple of bP.
4. Bob computes abP as the bth multiple of aP.
5. Alice and Bob encrypt data using a secret key derived from abP.
We analyze the consequences of Jerry cooperating with an eavesdropper Eve to break
the encryption used by Alice and Bob.
The central question is how Jerry can use his curve-selection flexibility to minimize
the attack cost. Obviously the cost cA of breaking ECDHA depends on A, the same way
that the cost cE,P of breaking ECDHE,P depends on (E, P). One might think that, to
evaluate cA , one simply has to check what the public literature says about cE,P , and then
minimize cE,P over all (E, P, S) with A(E, P, S) = 1. The reality is more complicated, for
three reasons:
1. There may be vulnerabilities not known to the public: curves E for which cE,P is
smaller than indicated by the best public attacks. Our starting assumption is that
Jerry and Eve are secretly aware of a vulnerability that applies to a fraction  of
all curves that the public believes to be secure. The obvious strategy for Jerry is to
standardize a vulnerable curve.
2. Some choices of A limit the number of curves E for which there exists suitable
auxiliary data S. If 1/ is much larger than this limit then Jerry cannot expect any
vulnerable (E, P, S) to have A(E, P, S) = 1. We show that, fortunately for Jerry,
this limit is much larger than the public thinks it is. See Sections 4.5 and 4.6.
1
See, e.g., ANSI X9.62 [Ac99] (“public key cryptography for the financial services industry”), IEEE P1363 [In00], SECG [Cer00b], NIST FIPS 186 [Na00], ANSI X9.63 [Ac01], Brainpool [EC05], NSA Suite
B [Na05], and ANSSI FRP256V1 [Ag11]. Note that this paper is not a historical review of which standards
have been sabotaged and which have not; it is a sabotage cost assessment and a guide for manipulating future
standards.
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Data regarding what
public will not accept

Data regarding what
public will accept



Plausible model of
public acceptability criterion A

Hypothesized fraction 
of acceptable curves
that are secretly weak


/ Analysis of security
of ECDHA

Figure 4.1: Data flow in this paper. The available data regarding public acceptability is stratified into five different models of the public acceptability criterion A, considered in Sections 4.3, 4.4, 4.5, 4.6, and 4.7 respectively,
with five different shapes of the auxiliary curve data S. The security of each A is analyzed for variable .

3. Other choices of A do not limit the number of vulnerable E for which S exists but
nevertheless complicate Jerry’s task of finding a vulnerable (E, P, S) with A(E, P, S) =
1. See Section 4.4 for analysis of the cost of this computation.
If Jerry succeeds in finding a vulnerable (E, P, S) with A(E, P, S) = 1, then Eve simply
exploits the vulnerability, obtaining access to the information that Alice and Bob have
encrypted for transmission.
Of course, this could require considerable computation for Eve, depending on the
details of the secret vulnerability. Our goal in this chapter is not to evaluate the cost of
Eve’s computation, but rather to evaluate the impact of A and  upon the cost of Jerry’s
computation.
For this evaluation it is adequate to use simplified models of secret vulnerabilities. We
specify various artificial curve criteria that have no connection to vulnerabilities but that
are satisfied by (E, P, S) with probability  for various sizes of . We then evaluate how
difficult it is for Jerry to find (E, P, S) that satisfy these criteria and that have A(E, P, S) =
1.
The possibilities that we analyze for A are models built from data regarding what the
public will accept. See Figure 4.1 for the data flow. Consider, for example, the following
data: the public has accepted
(1)√
, sin√
( 2) , √
. . . , sin(64)
√ √ without
√
√ √ complaint the constants sin
3
3
3
3
in MD5, the constants√ 2, 3, 5, 10 in SHA-1, the constants 2, 3, 5, 7 in SHA2, the constant (1 + 5)/2 in RC5, the constant e = exp(1) in Brainpool, the constant
1/π in ARIA, etc. All of these constants are listed in [Wik15a] as examples of “nothing up
my sleeve numbers”. Extrapolating from this data, we confidently predict that the public
would accept, e.g., the constant cos(1) used in our example curve BADA55-VPR-224 in
Section 4.5. Enumerating a complete list of acceptable constants would require more
systematic psychological experiments, so we have chosen a conservative acceptability
function A in Section 4.5 that allows just 17 constants and their reciprocals.
The reader might object to our specification of ECDHA as implicitly assuming that
the party sabotaging curve choices is the same as the party issuing curve standards to be
used by Alice and Bob. In reality, these two parties are different, and having the first party
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exercise sufficient control over the second party is often a delicate exercise in finesse. See,
for example, [Kel03, CFN+ 14].
4.1.3 – Outline. Section 4.2 reviews the curve attacks known to the public and analyzes the probability that a curve resists these attacks; this probability has an obvious
impact on the cost of generating curves. Section 4.3, as a warm-up, shows how to manipulate curve choices when A merely checks for these public vulnerabilities. 4.4 shows
how to manipulate “verifiably random” curve choices obtained by hashing seeds. 4.5
shows how to manipulate “verifiably pseudorandom” curve choices obtained by hashing “nothing-up-my-sleeves numbers”. 4.6 shows how to manipulate “minimal” curve
choices. 4.7 shows how to manipulate “the fastest curve”.

4.2 — Pesky public researchers and their security analyses
One obstacle Jerry has to face in deploying his backdoored elliptic curves is that public
researchers have raised awareness of certain weaknesses an elliptic curve may have. Once
sufficient awareness of a weakness has been raised, many standardization committees
will feel compelled to mention that weakness in their standards. This in turn may alert
the targeted users, i.e., the general public: some users will check what standards say
regarding the properties that an elliptic curve should have or should not have.
The good thing about standards is that there are so many to choose from. Standards evaluating or claiming the security of various elliptic curves include ANSI X9.62
(1999) [Ac99], IEEE standard P1363 (2000) [In00], Certicom SEC 1 v1 (2000) [Cer00a],
Certicom SEC 2 v1 (2000) [Cer00b], NIST FIPS 186-2 (2000) [Na00], ANSI X9.63 (2001)
[Ac01], Brainpool (2005) [EC05], NSA Suite B (2005) [Na05], Certicom SEC 1 v2 (2009)
[Cer09], Certicom SEC 2 v2 (2010) [Cer10], OSCCA SM2 (2010) [St10a, St10b], ANSSI
FRP256V1 (2011) [Ag11], and NIST FIPS 186-4 (2013) [Na13]. These standards vary in
many details, and also demonstrate important variations in public acceptability criteria,
an issue explored in depth in later sections.
Unfortunately for Jerry, public criteria have become so widely known that all of the
above standards agree upon them. Jerry’s curves need to satisfy these criteria. This means
not only that Jerry will be unable to use these public attacks as back doors, but also that
Jerry will have to bear these criteria in mind when searching for a vulnerable curve.
Perhaps the vulnerability known secretly to Jerry does not occur in curves that satisfy
the public criteria; on the other hand, perhaps this vulnerability occurs more frequently
in curves that satisfy the public criteria than in general curves. The chance  of a curve
being vulnerable is defined relative to the curves that the public will accept.
This section has three goals:
• Review these standard criteria for “secure” curves, along with attacks those pesky
researchers have found. Jerry must be careful, when designing and justifying his
curve, to avoid revealing attacks outside this list; such attacks are not known to the
public.
• Analyze the probability δ that a curve satisfies the standard security criteria. This
has a direct influence on Jerry’s curve-generation cost. Two particular criteria,
“small cofactor” and “small twist cofactor”, are satisfied by only a small fraction
of curves.
• Analyze the probability that a curve is actually feasible to break by various public
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attacks. It turns out that there are many probabilities on different scales, showing
that one should also consider a range of probabilities  for Jerry’s secret vulnerability. Recall that  is, by definition, the probability that curves passing the public
criteria are secretly vulnerable to Jerry’s attack.
Each curve that Jerry tries works with probability only δ. The number of curves that
Jerry can afford to try and is allowed to try depends on various optimizations and constraints analyzed later in this chapter; combining this number with δ immediately reveals Jerry’s overall success chance at creating a vulnerable curve that passes the public
criteria, avoiding alarms from the pesky researchers.
4.2.1 – Warning: math begins here. For simplicity we cover only prime fields here.
If Jerry’s secret vulnerability works only in binary fields then we would expect Jerry to
have a harder time convincing his targets to use vulnerable curves, although of course he
should try.
Let E be an elliptic curve defined over a large prime field Fp . One can always write
E in the form y2 = x3 + ax + b. Most curve standards choose a = −3 for efficiency
reasons. Practically all curves have low-degree isogenies to curves with a = −3, so this
choice does not affect security.
Write |E(Fp )| for the number of points on E defined over Fp , and write |E(Fp )| as
p + 1 − t. Hasse’s theorem (see, e.g., [Sil09]) states that |E(Fp )| is in the “Hasse interval”
√
√
√
√
[p + 1 − 2 p, p + 1 + 2 p]; i.e., t is between −2 p and 2 p.
Define ` as the largest prime factor of |E(Fp )|, and define the “cofactor” h as |E(Fp )|/`.
Let P be a point on E of order `.
4.2.2 – Review of public ECDLP security criteria. Elliptic curve cryptography is based
on the believed hardness of the elliptic-curve discrete-logarithm problem (ECDLP), i.e., the
belief that it is computationally infeasible to find a scalar k satisfying Q = kP given a random multiple Q of P on E. The state-of-the-art public algorithm for solving the ECDLP√is
Pollard’s rho method (with negation), which on average requires approximately 0.886 `
point additions. Most publications require the
√ value ` to be large; for example, the SafeCurves web page [BL15] requires that 0.886 ` > 2100 .
Some standards put upper limits on the cofactor h, but the limits vary. FIPS 1862 [Na00, page 24] claims that “for efficiency reasons, it is desirable to take the cofactor
to be as small as possible”; the 2000 version of SEC 1 [Cer00a, page 17] required h 6 4;
but the 2009 version of SEC 1 [Cer09, pages 22 and 78] claims that there are efficiency
benefits to “some special curves with cofactor larger than four” and thus requires merely
h 6 2α/8 for security level 2α . We analyze a few possibilities for h and later give examples
with h = 1; many standard curves have h = 1.
Another security parameter is the complex-multiplication field discriminant (CM field
discriminant) which is defined as D = (t2 − 4p)/s2 if (t2 − 4p)/s2 ≡ 1 (mod 4) or
otherwise D = 4(t2 − 4p)/s2 , where t is defined as p + 1 − |E(Fp )| and s2 is the largest
square dividing t2 − 4p. One standard, Brainpool, requires |D| to be large (by requiring
a related quantity, the “class number”, to be large). However, other standards do not
constrain D, there are various ECC papers choosing curves where D is small, and the
only published attacks related to the size of D are some improvements to Pollard’s rho
method on a few curves. If Jerry needs a curve with small D then it is likely that Jerry
can convince the public to accept the curve. We do not pursue this possibility further.
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All standards prohibit efficient additive and multiplicative transfers. An additive transfer reduces the ECDLP to an easy DLP in the additive group of Fp ; this transfer is applicable when ` equals p. A degree-k multiplicative transfer reduces the ECDLP to the
DLP in the multiplicative group of Fpk where the problem can be solved efficiently using
index calculus if the embedding degree k is not too large; this transfer is applicable when
` divides pk − 1. All standards prohibit ` = p, ` dividing p − 1, ` dividing p + 1, and `
dividing various larger pk − 1; the exact limit on k varies from one standard to another.
4.2.3 – ECC security vs. ECDLP security. The most extensive public list of requirements is on the SafeCurves web page [BL15]. SafeCurves covers hardness of ECDLP, generally imposing more stringent constraints than the standards listed in Section 4.2.2; for
example, SafeCurves requires the discriminant D of the CM field to satisfy |D| > 2100 and
requires the order of p modulo `, i.e., the embedding degree, to be at least (` − 1)/100.
Potentially more troublesome for Jerry is that SafeCurves also covers the general security
of ECC, i.e., the security of ECC implementations.
For example, if an implementor of NIST P-224 ECDH uses the side-channel-protected
scalar-multiplication algorithm recommended by Brier and Joye [BJ02], reuses an ECDH
key for more than a few sessions,2 and fails to perform a moderately expensive input
validation that has no impact on normal usage,3 then a twist attack finds the user’s secret
key using approximately 258 elliptic-curve additions. See [BL15] for details. SafeCurves
prohibits curves with low twist security, such as NIST P-224.
Luckily for Jerry, the other standards listed above focus on ECDLP hardness and impose very few additional ECC security constraints. This gives Jerry the freedom to choose
a non-SafeCurves-compliant curve that encourages insecure ECC implementations even
if ECDLP is difficult.
From Jerry’s perspective, there is some risk that twist-security and other SafeCurves
criteria will be added to future standards. In this chapter we consider the possibility
that Jerry is forced to generate twist-secure curves; it is important for Jerry to be able
to sabotage curve standards even under the harshest conditions. Obviously it is also
preferable for Jerry to choose a curve for which all implementations are insecure, rather
than merely a curve that encourages insecure implementations.
Twist-security requires the twist E 0 of the original curve E to be secure. If |E(Fp )| =
p + 1 − t then |E 0 (Fp )| = √
p + 1 + t. Define ` 0 as the largest prime factor of p + 1 + t.
SafeCurves requires 0.886 ` 0 > 2100 to prevent Pollard’s rho method; ` 0 6= p to prevent
additive transfers; and p having order at least (` 0 − 1)/100 modulo ` 0 to prevent multiplicative transfers. SafeCurves also requires various “combined attacks” to be difficult;
this is automatic when cofactors are very small, i.e. when (p + 1 − t)/` and (p + 1 + t)/` 0
are very small integers.
4.2.4 – The probability δ of passing public criteria. This subsection analyzes the
probability of random curves passing the public criteria described above.
We begin by analyzing how many random curves have small cofactors. As illustrations
we consider cofactors h = 1, h = 2, and h = 4. Note that, for primes p large enough to
2
[CFN+ 14, Section 4.2] reports that Microsoft’s SChannel automatically reuses “ephemeral” keys “for two
hours”.
3
[JSS15] reports complete breaks of the ECC implementations in Bouncy Castle and Java Crypto Extension,
precisely because those implementations fail to validate input points.
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pass a laugh test (at
√least 224 bits), curves with these cofactors automatically satisfy the
requirement 0.886 ` > 2100 ; in other words, requiring a curve to have a small cofactor
supersedes requiring a curve to meet minimal public requirements for security against
Pollard’s rho method.
Let π(x) be the number of primes p 6 x, and let π(S) be the number of primes p
in a set S. The prime-number theorem states that the ratio between π(x) and x/ log x
converges to 1 as x → ∞, where log is the natural logarithm. Explicit bounds such
as [RS62] are not sufficient to count the number of primes in a short interval I = [x−y, x],
but there is nevertheless
√ ample experimental evidence that π(I) is very close to y/ log x
when y is larger than x.
The number of integers in I of the form `, 2`, or 4`, where ` is prime, is the same as
the total number of primes in the intervals I1 = [x − y, x], I2 = [(x − y)/2, x/2] and
I4 = [(x − y)/4, x/4], namely

π(I1 ) + π(I2 ) + π(I4 ) ≈

y
y/2
y/4
+
+
=
log x
log (x/2)
log (x/4)

X
h∈{1,2,4}

y/h
.
log(x/h)

√
√
= 4 p to see that the number of such integers in the
Take x = p + 1 + 2 p and y P
√
√
Hasse interval is approximately h∈{1,2,4} (4 p/h)/(log ((p + 1 + 2 p)/h)). The total
√
number of integers in the Hasse interval is almost exactly 4 p, so the chance of an integer
in the interval having the form `, 2`, or 4` is approximately
X
1
.
(4.1)
√
h log ((p + 1 + 2 p)/h)
h∈{1,2,4}

This does not imply, however, that the same approximation is valid for the number of
points on a random elliptic curve. It is known, for example, that the number of points on
an elliptic curve is odd with probability almost exactly 1/3, not 1/2; this suggests that
the number is prime less often than a uniformly distributed random integer in the Hasse
interval would be.
A further difficulty is that we need to know not merely the probability that the cofactor
h is small, but the joint probability that both h and h 0 = (p + 1 + t)/` 0 are small. Even
if one disregards the subtleties in the distribution of p + 1 − t, one should not expect
(e.g.) the probability that p + 1 − t is prime to be independent of the probability that
p + 1 + t is prime: for example, if one quantity is odd then the other is also odd.
Galbraith and McKee in [GM00, Conjecture B] formulated a precise conjecture for the
probability of any particular h (called “k” there). Perhaps the techniques of [GM00] can
be extended to formulate a conjecture for the probability of any particular pair (h, h 0 ).
However, no such conjectures appear to have been formulated yet, let alone tested.
To collect facts we performed the following experiment: take p = 2224 − 296 + 1 (the
NIST P-224 prime, which is also used in the following sections), and count the number
of points on 1000000 curves. Specifically, we took the curves y2 = x3 − 3x + 1 through
y2 = x3 − 3x + 1000001, skipping the non-elliptic curve y2 = x3 − 3x + 2. It is conceivable that the small coefficients make these curves behave nonrandomly, but the same
type of nonrandomness appears naturally in Section 4.7, so this is a relevant experiment.
Furthermore, the simple description makes the experiment easy to reproduce.
Within this sample we found probability 0.003705 of h = 1, probability 0.002859
of h = 2, and probability 0.002372 of h = 4, with total 0.008936 ≈ 2−7 . We also
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found, unsurprisingly, practically identical probabilities for the twist cofactor: probability
0.003748 of h 0 = 1, probability 0.002902 of h 0 = 2, and probability 0.002376 of h 0 = 4,
with total 0.009026.
For comparison, Formula (4.1) evaluates to approximately 0.011300 (about 25% too
optimistic), built from 0.006441 for h = 1 (about 74% too optimistic), 0.003235 for
h = 2 (about 13% too optimistic), and 0.001625 for h = 4 (about 32% too pessimistic).
In our sample we found probability 0.000049 that simultaneously h ∈ {1, 2, 4} and
h 0 ∈ {1, 2, 4}. This provides reasonable confidence, although not a guarantee, that the
events h ∈ {1, 2, 4} and h 0 ∈ {1, 2, 4} are statistically dependent: independence would
mean that the joint event would occur with probability approximately 0.000081, so a
sample of size 1000000 would contain 649 such curves with probability under 0.0001.
We found probability 0.000032 ≈ 2−15 of h = h 0 = 1. Our best estimate, with the
caveat of considerable error bars, is therefore that Jerry must try about 215 curves before
finding one with h = h 0 = 1. If Jerry is free to neglect twist security, searching only for
h = 1, then the probability jumps by two orders of magnitude to about 2−8 . If Jerry is
allowed to take any h ∈ {1, 2, 4} then the probability is about 2−7 .
These probabilities are not noticeably affected by the SafeCurves requirements regarding the CM discriminant, additive transfers, and multiplicative transfers. Specifically,
random curves have a large CM field discriminant, practically always meeting the SafeCurves CM criterion; none of our experiments found a CM field discriminant below 2100 .
We also found, unsurprisingly, no curves with ` = p. As for multiplicative transfers: Luca,
Mireles, and Shparlinski gave a theoretical estimate [LMS04] for the probability that for
a sufficiently large prime number p and a positive integer K with log K = O(log log p) a
randomly chosen elliptic curve E(Fp ) has embedding degree k 6 K; this result shows that
curves with small embedding degree are very rare. The SafeCurves bound K = (`−1)/100
is not within the range of applicability of their theorem, but experimentally we found that
about 99% of all curves had a high embedding degree > K.
4.2.5 – The probabilities for various feasible attacks. We now consider various feasible public attacks as models of Jerry’s secret vulnerability. Specifically, for each attack,
we evaluate the probability that the attack works against curves that were not chosen to
be secure against this type of attack. Any such probability is a reasonable guess for an 
of interest to Jerry.
At the low end is, e.g., an additive transfer, applying only to curves having exactly p
points. The probability here is roughly p−1/2 : e.g., below 2−100 for the NIST P-224 prime.
At the high end, most curves fail the “rho” and “twist” security criteria; see Section 4.2.4. But this does not mean that the curves are feasible to break, or that the
breaking cost is low enough for Jerry to usefully apply to billions of targets. These security criteria are extremely cautious, staying far away from anything potentially breakable
by these attacks. For example, ` ≈ 2150 fails the SafeCurves security criteria but still
requires about 275 elliptic-curve operations to break by the rho attack, costing roughly
100 million watt-years of energy with current hardware, a feasible but highly nontrivial
cost. A much smaller ` ≈ 2120 would require about 260 elliptic-curve operations, and
breaking 230 targets by standard multiple-target techniques would again require about
275 elliptic-curve operations. Even smaller values of ` are of interest for twist attacks.
The prime-number theorem can be used to estimate the probabilities of various sizes
√
of ` as in Section 4.2.4, but it loses applicability as ` drops below p. To estimate the prob-
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Figure 4.2: Largest prime factor versus the probability. Blue: The regular curves E. Orange: The twists of the
curves E. Black: The Dickman estimate. Orange is more visible than blue because orange is plotted on top of
blue.

ability for a wider range of ` we use the following result by Dickman (see, e.g., [Gra08]).
Define Ψ(x, y) as the number of integers 6 x whose largest prime factor is at most y;
these numbers are called y-smooth integers. Dickman’s result is then as follows:

Ψ(x, y) ∼ xρ(u)

as x → ∞,

where x = yu .

Here ρ, the “Dickman ρ function”, satisfies ρ(u) = 1 for 0 6 u 6 1 and −uρ 0 (u) =
ρ(u − 1) for u > 1, where ρ 0 means the right derivative. It is not difficult to compute
ρ(u) to high accuracy.
We experimentally verified how well ` adheres to this estimate, again for the NIST
P-224 prime. For each k we used the Dickman rho function to compute an estimate for
the number of integers in the Hasse interval whose largest prime factor has exactly k bits:
√
√
√
√
Ψ(p+ 1 + 2 p, 2k )−Ψ(p+ 1 − 2 p, 2k )−Ψ(p+ 1 + 2 p, 2k−1 )+Ψ(p+ 1 − 2 p, 2k−1 ).
√
We divided this by 4 p (the size of the Hasse interval) to obtain the black graph in
Figure 4.2. We also experimentally computed (for a somewhat smaller sample than in
Section 4.2.4) the fraction of curves where ` has k bits, and the fraction of curves where ` 0
has k bits, shown as blue and orange dots in Figure 4.2. The dots are below the right end
of the graph in Figure 4.2 for the reasons explained in Section 4.2.4; for smaller values
of ` the estimate closely matches the experimental data.
About 20% of the 224-bit curves have ` < 2100 , producing a tolerable rho attack
cost, around 250 elliptic-curve operations. However, ρ(u) drops rapidly as u increases
(it is roughly 1/uu ), so the chance of achieving this reasonable cost also drops rapidly
as the curve size increases. For 256-bit curves the chance is ρ(2.56) ≈ 0.12 ≈ 2−3 . For
384-bit curves the chance is ρ(3.84) ≈ 0.0073 ≈ 2−7 . For 512-bit curves the chance is
ρ(5.12) ≈ 0.00025 ≈ 2−12 .
We now switch from considering rho attacks against arbitrary curves to considering
twist attacks against curves with cofactor 1. For a twist attack to fit into 250 elliptic-curve
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p

k = 30

k = 40

k = 50

k = 60

k = 70

k = 80

−15.74

−8.382

−4.752

−2.743

−1.560

2−0.8601

P-224 prime

2

P-256 prime

2−20.47

P-384 prime

2

−42.10

P-521 prime

2−68.64

2

2

2

2

2−11.37

2−6.730

2−4.132

2−2.551

2−1.557

−25.51

−16.65

−11.37

−7.977

2−5.708
2−11.81

2

2−43.34

2

2

2

2−29.57

2−21.16

2−15.63

Table 4.1: Estimated probability that an elliptic curve modulo p has largest twist prime at most 22k and second largest twist prime at most 2k , i.e., that an elliptic curve modulo p is vulnerable to a twist attack using
approximately 2k operations. Estimates rely on the method of [BP96] to compute asymptotic semismoothness
probabilities.

operations, the largest prime ` 0 dividing p + 1 + t must be below 2100 , but also the secondlargest prime dividing p + 1 + t must be below 250 ; see generally [BL15]. In other words,
p + 1 + t must be (2100 , 250 )-semismooth. Recall that an integer is defined to be (y, z)semismooth if none of its prime factors is larger than y and at most one of its prime factors
is larger than z. The portion of the twist attack corresponding to the second-largest prime
is difficult to batch across multiple targets, so it is reasonable to consider even smaller
limits for that prime.
We estimated this semismoothness probability using the same approach as for rho
attacks. First, estimate the semismoothness probability for p + 1 + t as the semismoothness probability for a uniform random integer in the Hasse interval. Second, estimate the
semismoothness probability for a uniform random integer using a known two-variable
generalization of ρ. Third, compute this generalization using a method of Bach and Peralta [BP96]. The results range from 2−6.730 for 256-bit curves down to 2−29.57 for 521-bit
curves. Table 4.1 shows the results of similar computations for several sizes of primes
and several limits on feasible attack costs.
To summarize, feasible attacks in the public literature have a broad range of success
probabilities against curves not designed to resist those attacks; probabilities listed above
include 2−4 , 2−8 , 2−11 , 2−16 , and 2−25 . It is thus reasonable to consider a similarly broad
range of possibilities for , the probability that a curve passing public security criteria is
vulnerable to Jerry’s secret attack.

4.3 — Manipulating curves
Here we target users with minimal acceptability criteria: i.e., we assume that A(E, P, S)
checks only the public security criteria for (E, P) described in Section 4.2. The auxiliary
data S might be used to communicate, e.g., a precomputed |E(Fp )| to be verified by the
user, but is not used to constrain the choice of (E, P). Curves that pass the acceptability criteria are safe against known attacks, but have no protection against Jerry’s secret
vulnerability.
4.3.1 – Curves without public justification. Here are two examples of standard curves
distributed without any justification for how they were chosen. These examples suggest
that there are many ECC users who do in fact have minimal acceptability criteria.
As a first example, we look at the FRP256V1 standard [Ag11] published in 2011 by
the Agence nationale de la sécurité des systèmes d’information (ANSSI). This curve is
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y2 = x3 − 3x + b over Fp , where
b
p

=
=

0xEE353FCA5428A9300D4ABA754A44C00FDFEC0C9AE4B1A1803075ED967B7BB73F,
0xF1FD178C0B3AD58F10126DE8CE42435B3961ADBCABC8CA6DE8FCF353D86E9C03.

Another example is a curve published by the Office of State Commercial Cryptography
Administration (OSCCA) in China along with the SM2 algorithms in 2010 (cf. [St10b,
St10a]). The curve is of the same form as the ANSSI one with

b
p

=
=

0x28E9FA9E9D9F5E344D5A9E4BCF6509A7F39789F515AB8F92DDBCBD414D940E93,
0xFFFFFFFEFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFF00000000FFFFFFFFFFFFFFFF.

Each curve E is also accompanied by a point P. The curves meet the ECDLP requirements4 reviewed in Section 4.2. The only further data provided with these curves is data
that could also have been computed efficiently by users from the above information.
Nothing in the curve documentation suggests any verification that would have further
limited the choice of curves.
4.3.2 – The attack. The attack is straightforward. Since the only things that users
check are the public security criteria, Jerry can continue generating curves for a fixed p
(either randomly or not) that satisfy the public criteria until he gets one that is vulnerable
to his secret attack. Alternatively, Jerry can generate curves vulnerable to his secret attack
and check them against the public security criteria. Every attack (publicly) known so far
allows efficient computation of vulnerable curves, so it seems likely that the same will
be true for Jerry’s secret vulnerability. After finding a vulnerable curve, Jerry simply
publishes it.
Of course, Jerry’s vulnerability must not depend on any properties excluded by the
public security criteria, and there must be enough vulnerable curves. Enumerating 27
vulnerable curves over Fp is likely to be sufficient if Jerry can ignore twist-security, and
enumerating 215 vulnerable curves over Fp is likely to be sufficient even if twist-security
is required. See Section 4.2.
Even if Jerry’s curves are less frequent, Jerry can increase his chances by also varying
the prime p. To simplify our analysis we do not take advantage of this flexibility in this
section: we assume that Jerry is forced to reuse a particular standard prime such as a
NIST prime or the ANSSI prime. We emphasize, however, that the standard security
requirements do not seriously scrutinize the choice of prime, and existing standards vary
in their choices of primes. Any allowed variability in p would also improve the attack in
Section 4.5, and we do vary p in Section 4.6.
4.3.3 – Implementation. We implemented the attack to demonstrate that it is really
feasible in practice. In our implementation the same setting as above is adopted and even
made more restrictive: the resulting curve should be of the form y2 = x3 − 3x + b over
Fp , where p is the same as for the ANSSI curve. The public security criteria we consider
are all the standard ECDLP security criteria plus twist security, and we further require
that both cofactors are 1.
Of course, as explained in the introduction, we will not include any actual secret
vulnerability in this white paper. We instead use a highly structured parameter b as an
4
But not the SafeCurves requirements. Specifically, FRP256V1 has twist security 279 , and the OSCCA curve
has twist security 296 .
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p = 0xF1FD178C0B3AD58F10126DE8CE42435B3961ADBCABC8CA6DE8FCF353D86E9C03 # standard ANSSI prime
k = GF(p)
def secure(A,B):
n = EllipticCurve([k(A),k(B)]).cardinality()
return (n.is_prime() and (2*p+2-n).is_prime()
and Integers(n)(p).multiplicative_order() * 100 >= n-1
and Integers(2*p+2-n)(p).multiplicative_order() * 100 >= 2*p+2-n-1)
A = p-3 # standard -3 modulo p
B = 0xBADA55BADA55BADA55BADA55BADA55BADA55BADA55BADA55BADA55BADA55BD48
if secure(A,B):
print 'p',hex(p).upper()
print 'A',hex(A).upper()
print 'B',hex(B).upper()
#
#
#
#

output:
p F1FD178C0B3AD58F10126DE8CE42435B3961ADBCABC8CA6DE8FCF353D86E9C03
A F1FD178C0B3AD58F10126DE8CE42435B3961ADBCABC8CA6DE8FCF353D86E9C00
B BADA55BADA55BADA55BADA55BADA55BADA55BADA55BADA55BADA55BADA55BD48
Figure 4.3: A procedure to generate the new BADA55-R-256 curve.

artificial model of a secret vulnerability. We show that we can construct a curve with such
a b that passes all the public criteria. In reality, Jerry would select a curve with a secret
vulnerability rather than a curve with our artificial model of a vulnerability, and would
use a trustworthy curve name such as TrustedCurve-R-256.
Our attack is implemented using the Sage computer algebra system [SD15]. We
took 0x5AFEBADA55ECC5AFEBADA55ECC5AFEBADA55ECC5AFEBADA55ECC5AFEBADA55EC as
the start value for b and incremented b until we found a curve that meets the public
security criteria. This corresponds to Jerry iteratively checking whether curves that are
vulnerable to the secret attack fulfill the public criteria.
As a result we found a desired curve, which we call BADA55-R-256, with

b = 0x5AFEBADA55ECC5AFEBADA55ECC5AFEBADA55ECC5AFEBADA55ECC5AFEBADA5A57
after 1131 increments within 78 minutes on a single core of an AMD CPU.5 One can easily
check using a computer-algebra system that the curve does meet all the public criteria. It
is thus clear that users who only verify public security criteria can be very easily attacked,
and Jerry has an easy time if he is working for or is trusted by ANSSI, OSCCA, or a similar
organization.

4.4 — Manipulating seeds
Section 4.3 deals with the easiest case for Jerry that the users are satisfied verifying public security criteria. However some audiences might demand justifications for the
curve choices. In this section, we consider users who are suspicious that the curve parameters might be maliciously chosen to enable a secret attack. Empirically many users are
satisfied if they get a hash verification routine as justification; see, e.g., ANSI X9.62 [Ac99],
5

Note that a lucky attacker starting from

0xBADA55BADA55BADA55BADA55BADA55BADA55BADA55BADA55BADA55BADA55BADA is able to
find the following secure parameter already within 43 minutes after only 622 increments:
b = 0xBADA55BADA55BADA55BADA55BADA55BADA55BADA55BADA55BADA55BADA55BD48.
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IEEE P1363 [In00], SEC 2 [Cer10], or NIST FIPS 186-2 [Na00]. Hash verification routines
mean that Jerry cannot use a very small set of vulnerable curves, but we will show below
that he has good chances to get vulnerable curves deployed if they are just somewhat
more common.
4.4.1 – Hash verification routine. As the name implies, a hash verification routine
involves a cryptographic hash function. The inputs to the routine are the curve parameters
and a seed that is published along with the curve. Usually the seed is hashed to compute
a curve parameter or point coordinate. The ways of computing the parameters differ but
the public justification is that these bind the curve parameters to the hash value, making
them hard to manipulate since the hash function is preimage resistant6 . In addition the
user verifies a set of public security criteria. We focus on the obstacle that Jerry faces and
call curves that can be verified with such routines verifiably hashed curves.
We would not expect Jerry’s marketing to use the phrase “verifiably hashed”: it is
better to claim that the curves are totally random (even though this is not what is being
verified) and that these curves could not possibly be manipulated (even though Jerry is
in fact quite free to manipulate them). For example, ANSI X9.62 [Ac99, page 31] speaks
of “selecting an elliptic curve verifiably at random”; SEC 2 [Cer10, copy and paste: page
8 and page 18] claims that “verifiably random parameters offer some additional conservative features” and “that the parameters cannot be predetermined”. NIST’s marketing
in [Na00] is not as good: NIST uses the term “pseudo-random curves”.
Below we recall the curve verification routine for the NIST P-curves. The routine is
specified in NIST FIPS 186-2 [Na00].
Each NIST P-curve is of the form y2 = x3 − 3x + b over a prime field Fp and is
published with a seed s. The hash function SHA-1 is denoted as SHA1; recall that SHA-1
produces a 160-bit hash value. The bit length of p is denoted by m. We use bin(i) to
denote the 20-byte big-endian representation of some integer i and use int(j) to denote
the integer with binary expansion j. For given parameters b, p, and s, the verification
routine is:
1. Let z ← int(s). Compute hi ← SHA1(si ) for 0 6 i 6 v, where si ← bin((z +
i) mod 2160 ) and v = b(m − 1)/160c.
2. Let h be the rightmost m − 1 bits of h0 ||h1 || · · · ||hv . Let c ← int(h).
3. Verify that b2 c = −27 in Fp .
To generate a verifiably hashed curve one starts with a seed and then follows the same
steps 1 and 2 as above. Instead of step 3 one tries to solve for b given c; this succeeds for
about 50% of all choices for s. The public perception is that this process is repeated with
fresh seeds until the first resulting curve satisfies all public security criteria.
4.4.2 – Acceptability criteria. One might think that the public acceptability criteria
are defined by the NIST verification routine stated above: i.e., A(E, P, s) = 1 if and only if
(E, P) passes the public security criteria from Section 4.2 and (E, s) passes the verification
routine stated above with seed s and E defined as y2 = x3 − 3x + b.
However, the public acceptability criteria are not actually so strict. P1363 allows
y2 = x3 + ax + b without the requirement a = −3. P1363 does require b2 c = a3 where
c is a hash as above, but neither P1363 nor NIST gives a justification for the relation
6
If Jerry has a back door in the hash function this situation is no different than in Section 4.3, so we will
not assume this feature.
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b2 c = a3 , and it is clear that the public will accept different relations. For example, the
Brainpool curves (see Section 4.5) use the simpler relations a = g and b = h where g and
h are separate hashes. One can equivalently view the Brainpool curves as following the
P1363 procedure but using a different hash for c, namely computing c as g3 /h2 where
again g and h are separate hashes. Furthermore, even though NIST and Brainpool both
use SHA-1, SHA-1 is not the only acceptable hash function; for example, Jerry can easily
argue that SHA-1 is outdated and should be replaced by SHA-2 or SHA-3.
We do not claim that the public would accept any relation, or that the public would accept any choice of “hash function”, allowing Jerry just as much freedom as in Section 4.3.
The exact boundaries of public acceptability are complicated and not immediately obvious. We have determined approximations to these boundaries by extrapolating from
existing data (see, e.g., Section 4.5), and we encourage Jerry to carry out large-scale
scientific surveys, while taking care to prevent leaks to the public.
4.4.3 – The attack. Jerry begins the attack by defining a public hash verification routine. As explained above, Jerry has some flexibility to modify this routine. This flexibility
is not necessary for the rest of the attack in this section (for example, Jerry can use exactly
the NIST verification routine) but a more favorable routine does improve the efficiency of
the attack. Our cost analysis below makes a particularly efficient choice of routine.
Jerry then tries one seed after another until finding a seed for which the verifiably
hashed curve (1) passes the public security criteria but (2) is subject to his secret vulnerability. Jerry publishes this seed and the resulting curve, pretending that the seed was
the first random seed that passed the public security criteria.
4.4.4 – Optimizing the attack. Assume that the curves vulnerable to Jerry’s secret
attack are randomly distributed over the curves satisfying the public security criteria.
Then the success probability that a seed leads to a suitable curve is the probability that
a curve is vulnerable to the secret attack times the probability that a curve satisfies the
public security criteria. Depending on which condition is easier to check Jerry runs many
hash computations to compute candidate b’s, checks them for the easier criterion and
only checks the surviving choices for the other criterion. The hash computations and
security checks for each seed are independent from other seeds; thus, this procedure can
be parallelized with an arbitrary number of parallel computing instances.
We generated a family of curves to show the power of this method and highlight the
computing power of hardware accelerators (such as GPUs or Xeon Phis). We began by
defining our own curve verification routine and implementing the corresponding secret
generation routine. The hash function we use is Keccak with 256-bit output instead of
SHA-1. The hash value is c = int(Keccak(s)), and the relation is simply b = c in Fp .
All choices are easily justified: Keccak is the winner of the SHA-3 competition and much
more secure than SHA-1; using a hash function with a long output removes the weird
order of hashed components that smells suspicious and similarly b = c is as simple and
unsuspicious as it can get. In reality, however, these choices greatly benefit the attack:
the GPUs efficiently search through many seeds in parallel, one single computation of
Keccak has a much easier data flow than in the method above, and having b computed
without any expensive number-theoretic computation (such as square roots) means that
the curve can be tested already on the GPUs and only the fraction that satisfies the first
test is passed on to the next stage. Of course, for a real vulnerability we would have to
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import binascii
import simplesha3
hash = simplesha3.keccakc512 # SHA-3 winner with 256-bit output
p = 2^224 - 2^96 + 1 # standard NIST P-224 prime
k = GF(p)
def secure(A,B):
n = EllipticCurve([k(A),k(B)]).cardinality()
return (n.is_prime() and (2*p+2-n).is_prime()
and Integers(n)(p).multiplicative_order() * 100 >= n-1
and Integers(2*p+2-n)(p).multiplicative_order() * 100 >= 2*p+2-n-1)
def str2int(seed):
return Integer(seed.encode('hex'),16)
A = p-3
S = '3CC520E9434349DF680A8F4BCADDA648D693B2907B216EE55CB4853DB68F9165'
B = str2int(hash(binascii.unhexlify(S))) # verifiably random
if secure(A,B):
print 'p',hex(p).upper()
print 'A',hex(A).upper()
print 'B',hex(B).upper()
#
#
#
#

output:
p FFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFF000000000000000000000001
A FFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFEFFFFFFFFFFFFFFFFFFFFFFFE
B BADA55ECFD9CA54C0738B8A6FB8CF4CCF84E916D83D6DA1B78B622351E11AB4E

Figure 4.4: A procedure to generate the new “verifiably random” BADA55-VR-224 curve. Since the hash output
is more than 256 bits, we implicitly reduce it modulo p.

add the cost of checking for that vulnerability, but minimizing overhead is still useful.
Except for the differences stated above, we followed closely the setting of the NIST
P-curves. The target is to generate curves of the form y2 = x3 − 3x + b over Fp , and
we consider 3 choices of p: the NIST P-224, P-256, and P-384 primes. (For P-384 we
switched to Keccak with 384-bit output.) As a placeholder “vulnerability” we define E
to be vulnerable if b starts with the hex-string BADA55EC. This fixes 8 hex digits, i.e., it
simulates a 1-out-of-232 attack. In addition we require that the curves meet the standard
ECDLP criteria plus twist security and have both cofactors equal to 1.
4.4.5 – Implementation. Our implementation uses NVIDIA’s CUDA framework for
parallel programming on GPUs. A high-end GPU today allows several thousand threads
to run in parallel, though at a frequency slightly lower than high-end CPUs. We let each
thread start with its own random seed. The threads then hash the seeds in parallel. After
hashing, each thread outputs the hash value if it starts with the hex-string BADA55EC. To
restart, each seed is simply increased by 1, so no new source of randomness is required.
Checking whether outputs from GPUs also satisfy the public security criteria is done by
running a Sage [SD15] script on CPUs. Since only 1 out of 232 curves has the desired
pattern, the CPU computation is totally hidden by GPU computation. Longer strings, corresponding to less likely vulnerabilities, make GPUs even more powerful for our attack
scheme.
In the end we found 3 “vulnerable” verifiably hashed curves: BADA55-VR-224, BADA55VR-256, and BADA55-VR-384, each corresponding to one of the three NIST P-curves. See
Figures 4.4, 4.5, and 4.6. Of course, as in Section 4.3, Jerry would use a secret vulnera-
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import binascii
import simplesha3
hash = simplesha3.keccakc512 # SHA-3 winner with 256-bit output
p = 2^256 - 2^224 + 2^192 + 2^96 - 1 # standard NIST P-256 prime
k = GF(p)
def secure(A,B):
n = EllipticCurve([k(A),k(B)]).cardinality()
return (n.is_prime() and (2*p+2-n).is_prime()
and Integers(n)(p).multiplicative_order() * 100 >= n-1
and Integers(2*p+2-n)(p).multiplicative_order() * 100 >= 2*p+2-n-1)
def str2int(seed):
return Integer(seed.encode('hex'),16)
A = p-3
S = '3ADCC48E36F1D1926701417F101A75F000118A739D4686E77278325A825AA3C6'
B = str2int(hash(binascii.unhexlify(S))) # verifiably random
if secure(A,B):
print 'p',hex(p).upper()
print 'A',hex(A).upper()
print 'B',hex(B).upper()
#
#
#
#

output:
p FFFFFFFF00000001000000000000000000000000FFFFFFFFFFFFFFFFFFFFFFFF
A FFFFFFFF00000001000000000000000000000000FFFFFFFFFFFFFFFFFFFFFFFC
B BADA55ECD8BBEAD3ADD6C534F92197DEB47FCEB9BE7E0E702A8D1DD56B5D0B0C
Figure 4.5: A procedure to generate the new “verifiably random” BADA55-VR-256 curve.

bility rather than our artificial “vulnerability”, and would use the name TrustedCurve-VR
rather than BADA55-VR.
As an example, BADA55-VR-256 was found within 7 hours, using a cluster of 41
NVIDIA GTX780 GPUs (http://blog.cr.yp.to/20140602-saber.html). Each GPU
is able to carry out 170 million 256-bit-output Keccak hashes in a second. Most of the instructions are bitwise logic instructions. On average each core performs 0.58 bitwise logic
instructions per cycle while the theoretical maximum throughput is 0.83. We have two
explanations for the gap: first, each thread uses many registers, which makes the number
of active warps too small to fully hide the instruction latency; second, there is not quite
enough instruction-level parallelism to fully utilize the cores in this GPU architecture. We
also tested our implementation on K10 GPUs. Each of them carries out only 61 million
hashes per second. This is likely to be caused by register spilling: the K10 GPUs have
only 63 registers per thread instead of the 255 registers of the GTX780. Using a sufficient
amount of computing power easily allows Jerry to deal with secret vulnerabilities that
have smaller probabilities of occurrence than 2−32 .

4.5 — Manipulating nothing-up-my-sleeve numbers
There are some particularly pesky researchers who do not shut up even when provided
with a verification routine as in the previous section. These researchers might even think
of the powerful attack presented in the previous section.
In 1999, M. Scott complained about the choice of unexplained seeds for the NIST
curves [Sco99] and concluded “Do they want to be distrusted?” In the same vein the German ECC Brainpool consortium expressed skepticism [EC05, Introduction] and suggested
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import binascii
import simplesha3
hash = simplesha3.keccakc768 # SHA-3 winner with 384-bit output
p = 2^384 - 2^128 - 2^96 + 2^32 - 1 # standard NIST P-384 prime
k = GF(p)
def secure(A,B):
n = EllipticCurve([k(A),k(B)]).cardinality()
return (n.is_prime() and (2*p+2-n).is_prime()
and Integers(n)(p).multiplicative_order() * 100 >= n-1
and Integers(2*p+2-n)(p).multiplicative_order() * 100 >= 2*p+2-n-1)
def str2int(seed):
return Integer(seed.encode('hex'),16)
A = p-3
S = 'CA9EBD338A9EE0E6862FD329062ABC06A793575A1C744F0EC24503A525F5D06E'
B = str2int(hash(binascii.unhexlify(S))) # verifiably random
if secure(A,B):
print 'p',hex(p).upper()
print 'A',hex(A).upper()
print 'B',hex(B).upper()
#
#
#
#

output:
p FFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFEFFFFFFFF0000000000000000FFFFFFFF
A FFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFEFFFFFFFF0000000000000000FFFFFFFC
B BADA55EC3BE2AD1F9EEEA5881ECF95BBF3AC392526F01D4CD13E684C63A17CC4D5F271642AD83899113817A61006413D
Figure 4.6: A procedure to generate the new “verifiably random” BADA55-VR-384 curve.

using natural constants in place of random seeds. They coined the term “verifiably pseudorandom” for this method of generating seeds. Others speak of “nothing-up-my-sleeves
numbers”, a nice reference to magicians which we will take as an inspiration to our endeavor to show how Jerry can play this system. We comment that “nothing-up-my-sleeves
numbers” also appear in other areas of cryptography and can be manipulated in similar
ways, but this paper focuses on manipulation of elliptic curves.
4.5.1 – The Brainpool procedure. Brainpool requires that “curves shall be generated
in a pseudo-random manner using seeds that are generated in a systematic and comprehensive way”. Brainpool produces each curve coefficient by hashing a seed extracted from
the bits of e = exp(1). This first curve cannot be expected to meet Brainpool’s security
criteria, so Brainpool counts systematically upwards from this initial seed until finding a
curve that does meet the security criteria. Brainpool uses a similar procedure to generate
primes.
We have written a Sage implementation, emphasizing simplicity and clarity, of the
prime-generation and curve-generation procedures specified in the Brainpool standard [EC05,
Section 5]. For example, Figure 4.7 (designed to be shown to the public) uses Brainpool’s
procedure to generate a 224-bit curve. The output consists of the following “verifiably
pseudorandom” integers p, a, b defining an elliptic curve y2 = x3 + ax + b over Fp :

p = 0xD7C134AA264366862A18302575D1D787B09F075797DA89F57EC8C0FF
a = 0x2B98B906DC245F2916C03A2F953EA9AE565C3253E8AEC4BFE84C659E
b = 0x68AEC4BFE84C659EBB8B81DC39355A2EBFA3870D98976FA2F17D2D8D
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import hashlib
# for a PRNG, SHA-1 is standard and sufficiently secure
def hash(seed): h = hashlib.sha1(); h.update(seed); return h.digest()
seedbytes = 20 # 160-bit size for seed, determined by SHA-1 output size
# 224-bit prime p produced by very similar procedure, shown in separate file
p = 0xD7C134AA264366862A18302575D1D787B09F075797DA89F57EC8C0FF
k = GF(p); R.<x> = k[]
def secure(A,B):
if k(B).is_square(): return False
n = EllipticCurve([k(A),k(B)]).cardinality()
return (n < p and n.is_prime()
and Integers(n)(p).multiplicative_order() * 100 >= n-1)
def int2str(seed,bytes): # standard big-endian encoding of integer seed
return ''.join([chr((seed//256^i)%256) for i in reversed(range(bytes))])
def str2int(seed):
return Integer(seed.encode('hex'),16)
def update(seed): # add 1 to seed, viewed as integer
return int2str(str2int(seed) + 1,len(seed))
def fullhash(seed):
return str2int(hash(seed) + hash(update(seed))) % 2^223
def real2str(seed,bytes): # most significant bits of real number between 0 and 1
return int2str(Integer(floor(RealField(8*bytes+8)(seed)*256^bytes)),bytes)
nums = real2str(exp(1)/16,7*seedbytes) # enough bits for all curve sizes
S = nums[2*seedbytes:3*seedbytes] # previous bytes are used for 160 and 192
while True:
A = fullhash(S)
if not (k(A)*x^4+3).roots(): S = update(S); continue
S = update(S)
B = fullhash(S)
if not secure(A,B): S = update(S); continue
print 'p',hex(p).upper()
print 'A',hex(A).upper()
print 'B',hex(B).upper()
break
#
#
#
#

output:
p D7C134AA264366862A18302575D1D787B09F075797DA89F57EC8C0FF
A 2B98B906DC245F2916C03A2F953EA9AE565C3253E8AEC4BFE84C659E
B 68AEC4BFE84C659EBB8B81DC39355A2EBFA3870D98976FA2F17D2D8D

Figure 4.7: An implementation of the Brainpool standard procedure [EC05, Section 5] to generate a 224-bit
curve.

We have added underlines to point out an embarrassing collision of substrings, obviously
quite different from what one expects in “pseudorandom” strings.
What happened here is that the Brainpool procedure generates each of a and b as
truncations of concatenations of various hash outputs (since the selected hash function,
SHA-1, produces only 160-bit outputs), and there was a collision in the hash inputs.
Specifically, Brainpool uses the same seed-increment function for three purposes: searching for a suitable a; moving from a to b; and moving within the concatenations. The first
hash used in the concatenation for a was fed through this increment function to obtain
the second hash, and was fed through the same increment function to obtain the first
hash used in the concatenation for b, producing the overlap visible above.
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A reader who checks the Brainpool standard [EC05] will find that the 224-bit curve
listed there does not have the same (a, b), and does not have this overlap. The reason for
this is that, astonishingly, the 224-bit standard Brainpool curve was not actually produced
by the standard Brainpool procedure. In fact, although the reader will find overlaps in
the standard 192-bit, 256-bit, 384-bit, and 512-bit Brainpool curves, none of the standard
Brainpool curves below 512 bits were produced by the standard Brainpool procedure. In
the case of the 160-bit, 224-bit, 320-bit, and 384-bit Brainpool curves, one can immediately demonstrate this discrepancy by observing that the gap listed between “seed A”
and “seed B” in [EC05, Section 11] is larger than 1, while the standard procedure always
produces a gap of exactly 1.
A procedure that actually does generate the Brainpool curves appeared a few years
later in the Brainpool RFC [LM10] and is reimplemented in Figure 4.8. For readers who
do not enjoy playing a “spot the differences” game between Figures 4.7 and 4.8, we
explain how the procedures differ:
• The procedure in [LM10] assigns seeds to an (a∗ ab∗ b)∗ pattern. It tries consecutive
seeds for a until finding that −3/a is a 4th power, then tries further seeds for b
until finding that b is not a square, then checks whether the resulting curve meets
Brainpool’s security criteria. If this fails, it goes back to trying further seeds for a
etc.
• The original procedure in [EC05] assigns seeds to an (a∗ ab)∗ pattern. It tries consecutive seeds for a until finding that −3/a is a 4th power, then uses the next seed
for b, then checks whether b is a non-square and whether the curve meets Brainpool’s security criteria. If this fails, it goes back to trying further seeds for a etc.
Figure 4.9 shows our implementation of the procedure from [LM10] for all output
sizes, including both Brainpool prime generation and Brainpool curve generation. The
subroutine secure in this implementation also includes an “early abort” (using “division polynomials”), improving performance by an order of magnitude without changing
the output; Figure 4.7 omits this speedup for simplicity. Our implementations also skip
checking a few security criteria that have negligible probability of failing, such as having
large CM field discriminant (see Section 4.2); these criteria are trivially verified after the
fact.
We were surprised to discover the failure of the Brainpool standard procedure to generate the Brainpool standard curves. We have not found this failure discussed, or even
mentioned, anywhere in the Brainpool RFCs or on the Brainpool web pages. We have
also not found any updates or errata to the Brainpool standard after [EC05]. One would
expect that having a “verifiably pseudorandom” curve not actually produced by the specified procedure would draw more public attention, unless the public never actually tried
verifying the curves, an interesting possibility for Jerry. We do not explore this line of
thought further: we assume that future curves will be verified by the public, using tools
that Jerry is unable to corrupt.
The Brainpool standard also includes the following statement [EC05, page 2]: “It is
envisioned to provide additional curves on a regular basis for users who wish to change
curve parameters regularly, cf. Annex H2 of [X9.62], paragraph ‘Elliptic curve domain
parameter cryptoperiod considerations’.” However, the procedure for generating further
“verifiably pseudorandom” curves is not discussed. One possibility is to continue the
original procedure past the first (a, b) pair, but this makes new curves more and more
expensive to verify. Another possibility is to replace e by a different natural constant.
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import hashlib
# for a PRNG, SHA-1 is standard and sufficiently secure
def hash(seed): h = hashlib.sha1(); h.update(seed); return h.digest()
seedbytes = 20 # 160-bit size for seed, determined by SHA-1 output size
# 224-bit prime p produced by very similar procedure, shown in separate file
p = 0xD7C134AA264366862A18302575D1D787B09F075797DA89F57EC8C0FF
k = GF(p); R.<x> = k[]
def secure(A,B):
n = EllipticCurve([k(A),k(B)]).cardinality()
return (n < p and n.is_prime()
and Integers(n)(p).multiplicative_order() * 100 >= n-1)
def int2str(seed,bytes): # standard big-endian encoding of integer seed
return ''.join([chr((seed//256^i)%256) for i in reversed(range(bytes))])
def str2int(seed):
return Integer(seed.encode('hex'),16)
def update(seed): # add 1 to seed, viewed as integer
return int2str(str2int(seed) + 1,len(seed))
def fullhash(seed):
return str2int(hash(seed) + hash(update(seed))) % 2^223
def real2str(seed,bytes): # most significant bits of real number between 0 and 1
return int2str(Integer(floor(RealField(8*bytes+8)(seed)*256^bytes)),bytes)
nums = real2str(exp(1)/16,7*seedbytes) # enough bits for all curve sizes
S = nums[2*seedbytes:3*seedbytes] # previous bytes are used for 160 and 192
while True:
A = fullhash(S)
if not (k(A)*x^4+3).roots(): S = update(S); continue
while True:
S = update(S)
B = fullhash(S)
if not k(B).is_square(): break
if not secure(A,B): S = update(S); continue
print 'p',hex(p).upper()
print 'A',hex(A).upper()
print 'B',hex(B).upper()
break
#
#
#
#

output:
p D7C134AA264366862A18302575D1D787B09F075797DA89F57EC8C0FF
A 68A5E62CA9CE6C1C299803A6C1530B514E182AD8B0042A59CAD29F43
B 2580F63CCFE44138870713B1A92369E33E2135D266DBB372386C400B

Figure 4.8: An implementation of a procedure that, unlike Figure 4.7, actually generates the brainpool224r1
curve.

4.5.2 – The BADA55-VPR-224 procedure. We now present a new and improved verifiably pseudorandom 224-bit curve, BADA55-VPR-224. BADA55-VPR-224 uses the standard NIST P-224 prime, i.e., p = 2224 − 296 + 1.
To avoid Brainpool’s complications of concatenating hash outputs, we upgrade from
the deprecated SHA-1 hash function to the state-of-the-art maximum-security SHA3-512
hash function. We also upgrade to requiring maximum twist security: i.e., both the cofactor and the twist cofactor are required to be 1.
Brainpool already generates seeds using exp(1) = e and generates primes using
arctan(1) = π/4, and MD5 already uses sin(1), so we use cos(1). We eliminate Brain-
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import sys
import hashlib
# for a PRNG, SHA-1 is standard and sufficiently secure
def hash(seed): h = hashlib.sha1(); h.update(seed); return h.digest()
seedbytes = 20
# 160-bit size for seed, determined by SHA-1 output size
def int2str(seed,bytes): # standard big-endian encoding of integer seed
return ''.join([chr((seed//256^i)%256) for i in reversed(range(bytes))])
def str2int(seed):
return Integer(seed.encode('hex'),16)
def update(seed): # add 1 to seed, viewed as integer
return int2str(str2int(seed) + 1,len(seed))
def real2str(seed,bytes): # most significant bits of real number between 0 and 1
return int2str(Integer(floor(RealField(8*bytes+8)(seed)*256^bytes)),bytes)
sizes = [160,192,224,256,320,384,512]
S = real2str(pi/16,len(sizes)*seedbytes)
primeseeds = [S[i:i+seedbytes] for i in range(0,len(S),seedbytes)]
S = real2str(exp(1)/16,len(sizes)*seedbytes)
curveseeds = [S[i:i+seedbytes] for i in range(0,len(S),seedbytes)]
for j in range(len(sizes)):
L,S = sizes[j],primeseeds[j]
v = (L-1)//160
def fullhash(seed,bits):
h = hash(seed)
for i in range(v): seed = update(seed); h += hash(seed)
return str2int(h) % 2^bits
Figure 4.9: Part 1 of 2: A complete procedure to generate the Brainpool standard curves. Continued in Figure 4.10.

pool’s contrived, complicated7 search pattern for a: we simply count upwards, trying
every seed for a, until finding the first secure (a, b). The full 160-bit seed for a is the
32-bit counter followed by cos(1). We complement this seed to obtain the seed for b,
ensuring maximal difference between the two seeds.
Figure 4.11 is a Sage script implementing the BADA55-VPR-224 generation procedure.
This procedure is simpler and more natural than the Brainpool procedure in Figure 4.8.
Here is the resulting curve:

a

=

b

=

0x7144BA12CE8A0C3BEFA053EDBADA555A42391AC64F052376E041C7D4AF23195E
BD8D83625321D452E8A0C3BB0A048A26115704E45DCEB346A9F4BD9741D14D49,
0x5C32EC7FC48CE1802D9B70DBC3FA574EAF015FCE4E99B43EBE3468D6EFB2276B
A3669AFF6FFC0F4C6AE4AE2E5D74C3C0AF97DCE17147688DDA89E734B56944A2.

4.5.3 – How BADA55-VPR-224 was generated: exploring the space of acceptable
procedures. The surprising collision of Brainpool substrings had an easy explanation:
two hashes in the Brainpool procedure were visibly given the same input. The surprising
appearance of the 24-bit string BADA55 in a above has no such easy explanation. There
7

As shown in Section 4.5.1, even Brainpool didn’t get these details right.
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while True:
p = fullhash(S,L)
while not (p % 4 == 3 and p.is_prime()): p += 1
if 2^(L-1) - 1 < p and p < 2^L: break
S = update(S)
k = GF(p)
R.<x> = k[]
def secure(A,B):
E = EllipticCurve([k(A),k(B)])
for q in [2,3,5,7]:
# quick check whether q divides n, without computing n
for r,e in E.division_polynomial(q).roots():
if E.is_x_coord(r): return False
n = E.cardinality()
return (n < p and n.is_prime()
and Integers(n)(p).multiplicative_order() * 100 >= n-1)
S = curveseeds[j]
while True:
A = fullhash(S,L-1)
if not (k(A)*x^4+3).roots(): S = update(S); continue
while True:
S = update(S)
B = fullhash(S,L-1)
if not k(B).is_square(): break
if not secure(A,B): S = update(S); continue
print 'p',hex(p).upper()
print 'A',hex(A).upper()
print 'B',hex(B).upper()
sys.stdout.flush()
break
Figure 4.10: Part 2 of 2: A complete procedure to generate the Brainpool standard curves. Continued from
Figure 4.9.

are 128 hexadecimal digits in a, so one expects this substring to appear anywhere within
a with probability 123/224 ≈ 2−17 .
The actual explanation is as follows. We decided in advance that we would force
BADA55 to appear somewhere in a as our artificial model of a “vulnerability”. We then
identified millions of natural-sounding “verifiably pseudorandom” procedures, and enumerated (using a few hours on our cluster) approximately 220 of these procedures. The
space of “verifiably pseudorandom” procedures has many dimensions analyzed below,
such as the choice of hash function, the length of the input seed, the update function
between seeds, and the initial constant for deriving the seed: i.e., each procedure is defined by a combination of hash function, seed length, etc. The exact number of choices
available in any particular dimension is relatively unimportant; what is important is the
exponential effect from combining many dimensions.
Since 220 is far above 217 , it is unsurprising that our “vulnerability” appeared in quite
a few of these procedures. We selected one of those procedures and presented it as
Section 4.5.2 as an example of what could be shown to the public. See Figure 4.12 for
another example8 of such a procedure, generating a BADA55-VPR2-224 curve, starting
8
Presenting two examples with the same string BADA55 gives the reader of this paper some assurance that
we did, in fact, choose this string in advance. Otherwise we could have tried to fool the reader as follows:
generate a relatively small number of curves, search for an interesting-sounding string in the results, write the
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# SHA-3 standard at maximum security level

p = 2^224 - 2^96 + 1 # standard NIST P-224 prime
k = GF(p)
seedbytes = 20
# standard 160-bit size for seed
def secure(A,B):
n = EllipticCurve([k(A),k(B)]).cardinality()
return (n.is_prime() and (2*p+2-n).is_prime()
and Integers(n)(p).multiplicative_order() * 100 >= n-1
and Integers(2*p+2-n)(p).multiplicative_order() * 100 >= 2*p+2-n-1)
def int2str(seed,bytes): # standard big-endian encoding of integer seed
return ''.join([chr((seed//256^i)%256) for i in reversed(range(bytes))])
def str2int(seed):
return Integer(seed.encode('hex'),16)
def complement(seed): # change all bits, eliminating Brainpool-type collisions
return ''.join([chr(255-ord(s)) for s in seed])
def real2str(seed,bytes): # most significant bits of real number between 0 and 1
return int2str(Integer(RealField(8*bytes)(seed)*256^bytes),bytes)
sizeofint = 4
# number of bytes in a 32-bit integer
nums = real2str(cos(1),seedbytes - sizeofint)
for counter in xrange(0,256^sizeofint):
S = int2str(counter,sizeofint) + nums
T = complement(S)
A = str2int(hash(S))
B = str2int(hash(T))
if secure(A,B):
print 'p',hex(p).upper()
print 'A',hex(A).upper()
print 'B',hex(B).upper()
break
#
#
#
#
#
#

output:
p FFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFF000000000000000000000001
A 7144BA12CE8A0C3BEFA053EDBADA555A42391FC64F052376E041C7D4AF23195EBD8D83625321D452E8A0C3BB0
A048A26115704E45DCEB346A9F4BD9741D14D49
B 5C32EC7FC48CE1802D9B70DBC3FA574EAF015FCE4E99B43EBE3468D6EFB2276BA3669AFF6FFC0F4C6AE4AE2E5
D74C3C0AF97DCE17147688DDA89E734B56944A2

Figure 4.11: A procedure to generate the new “verifiably pseudorandom” BADA55-VPR-224 curve. Compare
Figure 4.8.

from e instead of cos(1). We could have easily chosen a more restrictive “vulnerability”.
The structure of this attack means that Jerry can use the same attack to target a real
vulnerability that has probability 2−17 , or (with reasonable success chance) even 2−20 ,
perhaps even reusing our database of curves.
In this section we do not manipulate the choice of prime, the choice of curve shape,
the choice of cofactor criterion, etc. Taking advantage of this flexibility (see Section 4.6)
would increase the number of natural-sounding Brainpool-like procedures above 230 .
Our experience is that Alice and Bob, when faced with a single procedure such as
Section 4.5.2 (or Section 4.5.1), find it extremely difficult to envision the entire space
of possible procedures (they typically see just a few dimensions of flexibility), and find
previous sections of this paper to target that string (rather than BADA55), and pretend that we had chosen this
string in advance.
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import simplesha3 # Keccak, the SHA-3 winner
hash = simplesha3.keccakc1024 # maximum security level: 512-bit output
seedbytes = 64 # maximum-security 512-bit seed, same size as output
p = 2^224 - 2^96 + 1
k = GF(p)

# standard NIST P-224 prime

def secure(A,B):
n = EllipticCurve([k(A),k(B)]).cardinality()
return (n.is_prime() and (2*p+2-n).is_prime()
and Integers(n)(p).multiplicative_order() * 100 >= n-1
and Integers(2*p+2-n)(p).multiplicative_order() * 100 >= 2*p+2-n-1)
def int2str(seed,bytes): # standard little-endian encoding of integer seed
return ''.join([chr((seed//256^i)%256) for i in range(bytes)])
def str2int(seed):
return sum([ord(seed[i])*256^i for i in range(len(seed))])
def rotate(seed): # rotate seed by 1 bit, eliminating Brainpool-like collisions
x = str2int(seed)
x = 2*x + (x >> (8*len(seed)-1))
return int2str(x,len(seed))
def real2str(seed,bytes): # most significant bits of real number between 0 and 1
return int2str(Integer(floor(RealField(8*bytes+8)(seed)*256^bytes)),bytes)
counterbytes = 3 # minimum number of bytes needed to guarantee success
nums = real2str(exp(1)/4,seedbytes - counterbytes)
for counter in xrange(0,256^counterbytes):
S = int2str(counter,counterbytes) + nums
R = rotate(S)
A = str2int(hash(R))
B = str2int(hash(S))
if secure(A,B):
print 'p',hex(p).upper()
print 'A',hex(A).upper()
print 'B',hex(B).upper()
break
#
#
#
#
#
#

output:
p FFFFFFFFFFFFFFFFFFFFFFFFFFFFFFFF000000000000000000000001
A 8F0FF20E1E3CF4905D492E04110683948BFC236790BBB59E6E6B33F24F348ED2E16C64EE79F9FD27E9A367FF6
415B41189E4FB6BADA555455DC44C4F87011EEF
B E85067A95547E30661C854A43ED80F36289043FFC73DA78A97E37FB96A2717009088656B948865A660FF3959
330D8A1CA1E4DE31B7B7D496A4CDE555E57D05C

Figure 4.12: A procedure to generate the new “verifiably pseudorandom” BADA55-VPR2-224 curve. Compare
Figure 4.11.

it inconceivable that the space could have size as large as 220 , never mind 230 . This is
obviously a helpful phenomenon for Jerry.
4.5.4 – Manipulating bit-extraction procedures. Consider the problem of extracting a fixed-length string of bits from (e.g.) the constant e = exp(1) = 2.71828 . . . =
(10.10110111 . . .)2 . Here are several plausible options for the starting bit position:
• Start with the most significant bit: i.e., take bits of e at bit positions 21 , 20 , 2−1 ,
2−2 , etc.
• Start immediately after the binary point: i.e., take bits of e at bit positions 2−1 ,
2−2 , etc. For some constants this is identical to the first option: consider, e.g., the
first MD5 constant sin(1) = 0.84 . . ..

4.5. MANIPULATING NOTHING-UP-MY-SLEEVE NUMBERS

75

• Start with the most significant nibble: i.e., take bits of e at bit positions 23 , 22 , 21 ,
20 , 2−1 , 2−2 , etc.
• Start with the most significant byte: i.e., take bits of e at bit positions 27 , 26 , 25 ,
etc.
• Start with the byte at position 0. In the case of e this is the same as the fourth
option. In the case of sin(1) this means prepending 8 zero bits to the fourth option.
These options can be viewed as using different maps from real numbers x to real numbers
y with 0 6 y < 1: the first map takes x to |x|/2blog2 |x|c , the second map takes x to x−bxc,
the third map takes x to |x|/16blog16 |x|c , etc. Brainpool used the third of these options,
describing it as using “the hexadecimal representation” of e. Jerry can use similarly brief
descriptions for any of the options without drawing the public’s attention to the existence
of other options. We implemented the first, second, and fourth options; for an average
constant this produced slightly more than 2 distinct possibilities for real numbers y.
 kJerry
 can easily get away with extracting a k-bit integer from y by truncation (i.e.,
2 y ) or by rounding (i.e., 2k y ). Jerry can defend truncation (which has fundamentally lower accuracy) as simpler, and can defend rounding as being quite standard in
mathematics and the physical sciences; but we see no reason to believe that Jerry would
be challenged in the first place. We implemented both options, gaining a further factor
of 1.5.
Actually, Brainpool uses the bit position indicated above only for the low-security 160bit Brainpool curve (which Jerry can disregard as already being a non-problem for Eve).
As shown in Figure 4.9, Brainpool shifts to subsequent bits of e for the 192-bit curve,
then to further bits for the 224-bit curve, etc. Brainpool uses 160 bits for each curve
(see below), so the seed for the 256-bit curve (which Jerry can reasonably guess would
be the most commonly used curve) is shifted by 480 bits. This number 480 depends on
how many lower security levels are allocated (an obvious target of manipulation), and
on exactly how many bits are allocated to those seeds. A further option, pointed out
in [Mer14] by Merkle (Brainpool RFC co-author), is to reverse the order of curve sizes;
the number 480 then depends on how many higher security levels are allocated. Yet
another option is to put curve sizes in claimed order of usage. We did not implement any
of the options described in this paragraph.
4.5.5 – Manipulating choices of hash functions. The latest (July 2013) revision of
the NIST ECDSA standard [Na13, Section 6.1.1] specifically requires that “the security
strength of a hash function used [for curve generation] shall meet or exceed the security
strength associated with the bit length”. The original NIST curves are exempted from this
rule by [Na13, footnote 2], but this rule prohibits SHA-1 for (e.g.) new 224-bit curves.
On the other hand, a more recent Brainpool-related curve-selection document [Mer14]
states that “For a PRNG, SHA-1 was (and still is) sufficiently secure.”
Jerry has at least 10 plausible options for standard hash functions used to generate
(e.g.) 256-bit curves:
• SHA-1. “We follow the Brainpool standard. What matters is preimage resistance,
and SHA-1 still provides more than 2128 preimage resistance.”
• SHA-256. “The trusted, widely deployed SHA-256 standard.”
• SHA-384. “SHA-2 at the security level required to handle both sizes of Suite B
curves.”
• SHA-512. “The maximum-security SHA-512 standard.”
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• SHA-512/256. “NIST’s standard wide-pipe hash function.”
• SHA3-256. “The state-of-the-art SHA-3 standard at a 2128 security level.”
• SHA3-384. “The state-of-the-art SHA-3 standard, at the security level required to
handle both sizes of Suite B curves.”
• SHA3-512. “The maximum-security state-of-the-art SHA3-512 standard.”
• SHAKE128. “The state-of-the-art SHA-3 standard at a 2128 security level, providing
flexible output sizes.”
• SHAKE256. “The state-of-the-art SHA-3 standard at a 2256 security level, providing
flexible output sizes.”
There are also several non-NIST hash functions with longer track records than SHA-3. Any
of RIPEMD-128, RIPEMD-160, RIPEMD-256, RIPEMD-320, Tiger, Tiger/128, Tiger/160,
and Whirlpool would have been easily justifiable as a choice of hash function before 2006.
MD5 and all versions of Haval would have been similarly justifiable before 2004.
Since we targeted a 224-bit curve we had even more standard NIST hash-function options. For simplicity we implemented just 10 hash-function options, namely the following
variants of Keccak, the SHA-3 competition winner: Keccak-224, Keccak-256, Keccak-384,
Keccak-512, “default” Keccak (“capacity” c = 576, 128 output bytes), Keccak-128 (capacity c = 256, 168 output bytes), SHA3-224 (which has different input padding from
Keccak-224, changing the output), SHA3-256, SHA3-384, and SHA3-512. All of these
Keccak/SHA-3 choices can be implemented efficiently with a single code base and variable input parameters.
4.5.6 – Manipulating counter sizes. The simplest way to obtain a 160-bit “verifiably
pseudorandom” output with SHA-1 is to hash the empty string. Curve generation needs
many more outputs (since most curves do not pass the public security criteria), but the
simplest way to obtain 2b “verifiably pseudorandom” outputs is to hash all b-bit inputs.
Hash-function implementations are often limited to byte-aligned inputs, so it is natural to restrict b to a multiple of 8. If each output has chance 2−15 of producing an
acceptable curve (see Section 4.2) then b = 16 finds an acceptable curve with chance
nearly 90% (“this is retroactively justified by our successfully finding a curve, so there
was no need for us to consider backup plans”); b = 24 fails with negligible probability
(“we chose the smallest b for which the probability of failure was negligible”); b = 32 is
easily justified by reference to 32-bit machines; b = 64 is easily justified by reference to
64-bit machines.
Obviously Brainpool takes a more complicated approach, using bits of some natural
constant to further “randomize” its outputs. The standard way to randomize a hash is to
concatenate the randomness (e.g., bits of e) with the input being hashed (the counter).
Brainpool instead adds the randomness to the input being hashed. The Brainpool choice
is not secure as a general-purpose randomized hash, although these security problems
are of no relevance to curve generation. There is no evidence of public objections to
Brainpool’s use of addition here (and to the overall complication introduced by the extra
randomization), so there is also no reason to think that the public would object to the
more standard concatenation approach.
Overall there are 13 plausible possibilities here: the 4 choices of b above, with the
counter on the left of the randomness; the 4 choices of b above, with the counter on
the right of the randomness; the counter being added to the randomness; and 4 further
possibilities in which the randomness is partitioned into an initial value for a counter (for

4.5. MANIPULATING NOTHING-UP-MY-SLEEVE NUMBERS

77

the top bits) and the remaining seed (for the bottom bits). We implemented the first 9 of
these 13 possibilities.
4.5.7 – Manipulating hash input sizes. ANSI X9.62 requires >160 input bits for its
hash input. One way for Jerry to advertise a long input is that it allows many people to
randomly generate curves with a low risk of collision. For example, Jerry can advertise
• a 160-bit input as allowing 264 curves with only a 2−32 risk of collision;
• a 256-bit input as allowing 264 curves with only a 2−128 risk of collision; or
• a 384-bit input as allowing 2128 curves with only a 2−128 risk of collision.
All of these numbers sound perfectly natural. Of course, what Jerry is actually producing
is a single standard for many people to use, so multiple-curve collision probabilities are of
no relevance, but (in the unlikely event of being questioned) Jerry can simply say that the
input length was chosen for “compatibility” with having users generate their own curves.
Jerry can advertise longer input lengths as providing “curve coverage”. A 512-bit input will cover a large fraction of curves, even for primes as large as 512 bits. A 1024-bit
input is practically guaranteed to cover all curves, and to produce probabilities indistinguishable from uniform. Jerry can also advertise, as input length, the “natural input block
length of the hash function”.
We implemented all 6 possibilities listed above. We gained a further factor of 2 by
storing the seed (and counter) in big-endian format (“standard network byte order”) or
little-endian format (“standard CPU byte order”).
4.5.8 – Manipulating the (a, b) hash pattern. It should be obvious from Section 4.5.1
that there are many degrees of freedom in the details of how a and b are generated: how
to distribute seeds between a and b; whether to require −3/a to be a 4th power in Fp ;
whether to require b to be a non-square in Fp ; whether to concatenate hash outputs from
left to right or right to left; exactly how many bits to truncate hash outputs to (Brainpool
uses one bit fewer than the prime; Jerry can argue for the same length as the prime “for
coverage”, or more bits “for indistinguishability”); whether to truncate to rightmost bits
(as in Brainpool) or leftmost bits (as in various NIST requirements; see [Na13]); et al.
For simplicity we eliminated the concatenation and truncation, always using a hash
function long enough for the target 224-bit prime. We also eliminated the options regarding squares etc. We implemented a total of just 8 choices here. These choices vary in
(1) whether to allocate seeds primarily to a or primarily to b and (2) how to obtain the
alternate seed (e.g., the seed for a) from the primary seed (e.g., the seed for b): plausible options include complement, rotate 1 byte left, rotate 1 byte right, and four standard
versions of 1-bit rotations.
4.5.9 – Manipulating natural constants. As noted in Section 4.1, the public has accepted dozens of “natural” constants in various cryptographic functions, and sometimes
reciprocals of those constants, without complaint.
√ √ √Our√implementation
√started with just
17 natural constants: π, e, Euler gamma, 2, 3, 5, 7, log(2), (1 + 5)/2, ζ(3), ζ(5),
sin(1), sin(2), cos(1), cos(2), tan(1), and tan(2). We gained an extra factor of almost 2
by including reciprocals.
Jerry could be creative and use previously unused numbers such as numbers derived
from some historical document or newspaper, personal information of, e.g., arbitrary
celebrities in an arbitrary order, arbitrary collections of natural or physical constants and
even a combination of several sources. For example, NewDES [Wik15b] derives its S-Box
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from the United States Declaration of Independence. If the public accepts numbers with
such flimsy justifications as “nothing-up-my-sleeves numbers” then Jerry obviously has as
much flexibility as in Section 4.4. We assume that the√public is not√quite as easily fooled,
3
8
and similarly that the public would not accept 703e( 30+4π)/9 sin( 16) as a “nothing-upmy-sleeve number”.
4.5.10 – Implementation. Any combination of the above manipulations defines a
“systematic” curve-generation procedure. This procedure outputs the first curve parameters (using the specified update function) that result in a “secure” curve according to the
public security tests. However, performing all public security tests for each set of parameters considered by each procedure is very costly. Instead, we split the attack into two
steps:
1. For a given procedure fi we iterate over the seeds si,k using the specific update
function of fi . We check each parameter candidate from seed si,k for our secret
BADA55 vulnerability. After a certain number of update steps the probability that
we passed valid, secure parameters is very high; thus, we discard the procedure
and start over with another one. If we find a candidate exhibiting the vulnerability,
we perform the public security tests on this particular candidate. If the BADA55
candidate passes, we proceed to step 2.
2. We perform the whole public procedure fi starting with seed si,0 and check whether
there is any valid parameter set passing the public security checks already before
the BADA55 parameters are reached. If there is such an earlier parameter set, we
return to step 1 with the next procedure fi+1 .
The largest workload in our attack scenario is step 2, the re-checking for earlier safe
curve parameters before BADA55 candidates. The public security tests are not well suited
for GPU parallelization; the first step of the attack procedure is relatively cheap and a
GPU parallelization of this step does not have a remarkable impact on the overall runtime.
Therefore, we implemented the whole attack only for the CPUs of the Saber cluster and
left the GPUs idle.
We initially chose 8000 as the limit for the update counter to have a very good chance
that the first secure twist-secure curve starting from the seed is the curve with our vulnerability. For example, BADA55-VPR-224 was found with counter just 184, and there
was only a tiny risk of a smaller counter producing a secure twist-secure curve (which we
checked later, in the second step). In total ≈233 curves were covered by this limited computation; more than 218 were secure and twist-secure. We then pushed the 8000 limit
higher, performing more computation and finding more curves. This gradually increased
the risk of the counter not being minimal, something that we would have had to address
by the techniques of Section 4.6; but this issue still did not affect, e.g., BADA55-VPR2-224,
which was found with counter 28025.

4.6 — Manipulating minimality
Instead of supporting “verifiably pseudorandom” curves as in Section 4.5, some researchers have advocated choosing “verifiably deterministic” curves.
Both approaches involve specifying a “systematic” procedure that outputs a curve.
The difference is that in a “verifiably pseudorandom” curve the curve coefficient is the
output of a hash function for the first hash input that meets specified curve criteria, while
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a “verifiably deterministic” curve uses the first curve coefficient that meets specified curve
criteria. Typically the curve uses a “verifiably deterministic” prime, which is the first prime
that meets specified prime criteria.
Eliminating the hash function and hash input makes life harder for Jerry: it eliminates the main techniques that we used in previous sections to manipulate curve choices.
However, as we explain in detail in this section, Jerry still has many degrees of freedom.
Jerry can manipulate the concept of “first curve coefficient”, can manipulate the concept
of “first prime”, can manipulate the curve criteria, and can manipulate the prime criteria,
with public justifications claiming that the selected criteria provide convenience, ease of
implementation, speed of implementation, and security.
In Section 4.5 we did not manipulate the choice of prime: we obtained a satisfactory
level of flexibility in other ways. In this section, the choice of prime is an important
component of Jerry’s flexibility. It should be clear to the reader that the techniques in this
section to manipulate the prime, the curve criteria, etc. can be backported to the setting
of Section 4.5, adding to the flexibility there.
We briefly review a recent proposal that fits into this category and then proceed to
work out how much flexibility is left for Jerry.
4.6.1 – NUMS curves. In early 2014, Bos, Costello, Longa, and Naehrig [BCLN16]
proposed 13 Weierstrass and 13 Edwards curves, spread over 3 different security levels.
Each curve was generated following a deterministic procedure (similar to the procedure
proposed in [BHKL13]). Given that there are up to 10 different procedures per security
level we cannot review all of them here but [BCLN16] is a treasure trove of arguments to
justify different prime and curve properties and we will use this to our benefit below.
The same authors together with Black proposed a set of 6 of these curves as an
Internet-Draft [BBC+ 14] referring to these curves as “Nothing Up My Sleeve (NUMS)
Curves”. Note that this does not match the common use of “nothing up my sleeves”;
see, e.g., the Wikipedia page [Wik15a]. These curves are claimed in [LC14] to have
“independently-verifiable provenance”, as if they were not subject to any possible manipulation; and are claimed in [BBC+ 15] to be selected “without any hidden parameters,
reliance on randomness or any other processes offering opportunities for manipulation
of the resulting curves”. What we analyze in this section is the extent to which Jerry can
manipulate the resulting curves.
4.6.2 – Choice of security level. Jerry may propose curves aiming for multiple security levels. To quote the Brainpool-curves RFC [LM10] “The level of security provided by
symmetric ciphers and hash functions used in conjunction with the elliptic curve domain
parameters specified in this RFC should roughly match or exceed the level provided by
the domain parameters.” Table 1 in that document justifies security levels of 80, 96, 112,
128, 160, 192, and 256 bits. We consider the highest five to be easy sells. For the smaller
ones Jerry will need to be more creative and, e.g., evoke the high cost of energy for small
devices.
4.6.3 – Choice of prime. There are several parts to choosing a prime once the security
level is fixed.
Choice of prime size. For a fixed security level α it should take about 2α operations to
break the DLP. The definition of “operation” leaves some flexibility. The choices for the
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bit length r of the prime are:
• Exactly 2α, see e.g., [BCLN16].
• Exactly 2α − 1, see e.g., [BCLN16].
• Exactly 2α − 2, see e.g., [BCLN16].
p
• Exactly 2α + 1 to make up for the loss of π/4 in the Pollard-rho complexity.
p
• Exactly 2α + 2 to really make up for the loss of π/4 in the Pollard-rho complexity.
..
.
• Exactly 2α + β to make up for the loss through precomputations for multi-target
attacks.
• Exactly 2α − 3 to make arithmetic easier and because each elliptic-curve operation
takes at least 3 bit operations.
• Exactly 2α − 4 to make arithmetic easier and because each elliptic-curve operation
takes at least 4 bit operations.
..
.
• Exactly 2α − γ to make arithmetic easier and because each elliptic-curve operation
takes at least 2γ/2 bit operations.
These statements provide generic justifications for 8 options (actually even more, but
we take a power of 2 to simplify). In the next two steps we show how to select different primes for each of these requirements. If the resulting p has additional beneficial
properties these generic arguments might not be necessary, but they might be required
if a competing (and by some measure superior) proposal can be excluded on the basis
of not following the same selection criterion. If Jerry wants to highlight such benefits
in his prime choice he may point to fast reduction or fast multiplication in a particular
redundant representation with optimal limb size.
Choice of prime shape. The choices for the prime shape are:
• A random prime. This might seem somewhat hard to justify outside the scope of
the previous section because arithmetic in Fp becomes slower, but members of the
ECC Brainpool working group published several helpful arguments [LMSS14]. The
most useful one is that random primes mean that the blinding factor in randomizing
scalars against differential side-channel attacks can be chosen smaller.
• A pseudo-Mersenne prime, i.e. a prime of the shape 2r ± c. The most common
choice is to take c to be the smallest integer for a given r which leads to a prime
because this makes reduction modulo the prime faster. (To reduce modulo 2r ± c,
divide by 2r and add ∓c times the dividend to the remainder.) See, e.g., [BCLN16].
Once r is fixed there are two choices for the two signs.
• A Solinas prime, i.e. a prime of the form 2r ± 2v ± 1 as chosen for the Suite B
curves [Na05]. Also for these primes speed of modular reduction is the common
argument. The difference r − v is commonly chosen to be a multiple of the word
size. Jerry can easily argue for multiples of 32 and 64. We skip this option in our
count because it is partially subsumed in the following one.
• A “Montgomery-friendly” prime, i.e. a prime of the form 2r−v (2v − c) ± 1. These
curves speed up reductions if elements in Fp are represented in Montgomery representation, r − v is a multiple of the word size and c is less than the word size.
Common word sizes are 32 and 64, giving two choices here. We ignore the flexibility of the ± because that determines p modulo 4, which is considered separately.

4.6. MANIPULATING MINIMALITY

81

There are of course infinitely many random primes; in order to keep the number of options reasonable we take 4 as an approximation of how many prime shapes can be easily
justified, making this a total of 8 options.
Choice of prime congruence. Jerry can get an additional bit of freedom by choosing
whether to require p ≡ 1 (mod 4) or to require p ≡ 3 (mod 4). A common justification
for the latter is that computations of square roots are particularly fast which could be
useful for compression of points, see, e.g., [EC05,BCLN16]. (In fact one can also compute
square roots efficiently for p ≡ 1 (mod 4), in particular for p ≡ 5 (mod 8), but Jerry
does not need to admit
√ this.) To instead justify p ≡ 1 (mod 4), Jerry can point to various
benefits of having −1 in the field: for example, twisted Edwards curves are fastest when
a = −1, but completeness for a = −1 requires p ≡ 1 (mod 4).
If Jerry chooses twisted Hessian curves he can justify restricting to p ≡ 1 (mod 3) to
obtain complete curve arithmetic.
4.6.4 – Choice of ordering of field elements. The following curve shapes each have
one free parameter. It is easy to justify choosing this parameter as the smallest parameter
under some side conditions. Here smallest can be chosen to mean smallest in N or as
the smallest power of some fixed generator g of F∗p . The second option is used in, e.g.,
a recent ANSSI curve-selection document [FPRE15, Section 2.6.2]: “we define . . . g as
the smallest generator of the multiplicative group . . . We then iterate over . . . b = gn for
n = 1, . . . , until a suitable curve is found.” Each choice below can be filled with these
two options.
4.6.5 – Choice of curve shape and cofactor requirement. Jerry can justify the following curve shapes:
1. Weierstrass curves, the most general curve shape. The usual choice is y2 = x3 −
3x+b, leaving one parameter b free. For simplicity we do not discuss the possibility
of choosing values other than −3.
2. Edwards curves, the speed leader in fixed-base scalar multiplication offering complete addition laws. The usual choices are ax2 + y2 = 1 + dx2 y2 , for a ∈ {±1},
leaving one parameter d free. The group order of an Edwards curve is divisible by
4.
3. Montgomery curves, the speed leader for variable-base scalar multiplication and
the simplest to implement correctly. The usual choices are y2 = x3 + Ax2 + x,
leaving one parameter A free. The group order of a Montgomery curve is divisible
by 4.
4. Hessian curves, a cubic curve shape with complete addition laws (for twisted Hessian). The usual choices are ax3 + y3 + 1 = dxy, where a is a small non-cube,
leaving one parameter d free. The group order of a Hessian curve is divisible by 3,
making twisted Hessian curves the curves with the smallest cofactor while having
complete addition.
The following choices depend on the chosen curve shape, hence we consider them
separately.
Weierstrass curves. Most standards expect the point format to be (x, y) on Weierstrass
curves. Even when computations want to use the faster Edwards and Hessian formulas, Jerry can easily justify specifying the curve in Weierstrass form. This also ensures
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backwards compatibility with existing implementations that can only use the Weierstrass
form.
The following are examples of justifiable choices for the cofactor h of the curve:
• Require cofactor exactly 1, as in Suite B and Brainpool.
• Require cofactor exactly 2, the minimum cofactor that allows the techniques of
[BHKL13] to transmit curve points as uniform random binary strings for censorship
circumvention.
• Require cofactor exactly 3, the minimum cofactor that allows Hessian arithmetic.
• Require cofactor exactly 4, the minimum cofactor that allows Edwards arithmetic.
• Require cofactor exactly 12, the minimum cofactor that allows both Hessian arithmetic and Edwards arithmetic.
• Take the first curve having cofactor below 2α/8 . This cofactor limit is standardized
in [Cer10] and [Na13]. (This cofactor will almost always be larger than 12.)
• Take the first curve having cofactor below 2α/8 and a multiple of 3.
• Take the first curve having cofactor below 2α/8 and a multiple of 4.
• Take the first curve having cofactor below 2α/8 and a multiple of 12.
• Replace “cofactor below 2α/8 ” with the SafeCurves requirement of a largest prime
factor above 2200 .
On average these choices produce slightly more than 8 options; the last few options sometimes coincide.
The curve is defined as y2 = x3 − 3x + b where b is minimal under the chosen
criterion. Changing from positive b to negative b changes from a curve to its twist if
p ≡ 3 (mod 4), and (as illustrated by additive transfers) this change does not necessarily
preserve security. However, this option makes only a small difference in our final total,
so for simplicity we skip it.
Hessian curves. A curve given in Hessian form (and chosen minimal there) can be
required to have minimal cofactor, minimal cofactor while being compatible with Edwards
form, cofactor smaller than 2α/8 , or largest prime factor larger than 2u . This leads to 8
options considering positive and negative values of d. Of course other restrictions on the
cofactor are possible.
Edwards curves. For Edwards curves we need to split up the consideration further:
Edwards curves with p ≡ 3 (mod 4). Curves with a = −1 are attractive for speed but
are not complete in this case. Nevertheless [BCLN16] argues for this option, so we have
additionally the choice between aiming for a complete or an a = −1 curve.
A curve given in (twisted) Edwards form (and chosen minimal there) can be required
to have minimal cofactor, minimal cofactor while being compatible with Hessian form,
cofactor smaller than 2α/8 , or largest prime factor larger than 2u (and the latter in combination with Hessian if desired). This leads to at least 8 choices considering completeness;
for minimal cofactors [BCLN16] shows that minimal choices for positive and negative values of d are not independent. To stay on the safe side we count these as 8 options only.
Edwards curves with p ≡ 1 (mod 4). The curves x2 + y2 = 1 + dx2 y2 and −x2 + y2 =
1 −dx2 y2 are isomorphic because −1 is a square, hence taking the smallest positive value
for d finds the same curve as taking the smallest negative value for the other sign of a.
Jerry can however insist or not insist on completeness. Justifying non-completeness if the
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smallest option is complete however seems a hard sell.
Because 2p + 2 ≡ 4 (mod 8) one of the curve and its twist will have order divisible
by 8 while the other one has remainder 4 modulo 8. Jerry can require cofactor 4, as the
minimal cofactor, or cofactor 8 if he chooses the twist with minimal cofactor as well and
is concerned that protocols will only multiply by the cofactor of the curve rather than by
that of the twist. The other options are the same as above. Again, to stay on the safe side,
we count this as 8 options only.
Montgomery curves. There is a significant overlap between choosing the smallest Edwards curve and the smallest Montgomery curve. In order to ease counting and avoid
overcounting we omit further Montgomery options.
Summary of curve choice. We have shown that Jerry can argue for 8 + 8 + 8 = 24
options.
4.6.6 – Choice of twist security. We assume, as discussed in Section 4.2, that future
standards will be required to include twist security. However, Jerry can play twist security
to his advantage in changing the details of the twist-security requirements. Here are three
obvious choices:
• Choose the cofactor of the twist as small as possible. Justification: This offers
maximal protection.
• Choose the cofactor of the twist to be secure under the SEC recommendation, i.e.
h 0 < 2α/8 . Justification: This is considered secure enough for the main curve, so
it is certainly enough for the twist.
• Choose the curve such that the curve passes the SafeCurves requirement of 2100
security against twist attacks. Justification: Attacks on the twist cannot use Pollard
rho but need to do a brute-force search in the subgroups. The SafeCurves requirement captures the actual hardness of the attack.
Jerry can easily justify changes to the bound of 2100 by pointing to a higher security level
or reducing it because the computations in the brute-force part are more expensive. We
do not use this flexibility in the counting.
4.6.7 – Choice of global vs. local curves. Jerry can take the first prime (satisfying
some criteria), and then, for that prime, take the first curve coefficients (satisfying some
criteria). Alternatively, Jerry can take the first possible curve coefficients, and then, for
those curve coefficients, take the first prime. These two options are practically guaranteed
to produce different curves. For example, in the Weierstrass case, Jerry can take the curve
y2 = x3 − 3x + 1, and then search for the first prime p so that this curve over Fp satisfies
the requirements on cofactor and twist security. If Jerry instead takes y2 = x3 − 3x + g as
in [FPRE15, Section 2.6.2], p must also meet the requirement that g be primitive in Fp .
In mathematical terminology, the second option specifies a curve over a “global field”
such as the rationals Q, and then reduces the curve modulo suitable primes. This approach is particularly attractive when presented as a family of curves, all derived from
the same global curve.
4.6.8 – More choices. Brainpool [EC05] requires that the number of points on the
curve is less than p but also presents an argument for the opposite choice:
To avoid overruns in implementations we require that #E(GF(p)) < p. In
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connection with digital signature schemes some authors propose to use q > p
for security reasons, but the attacks described e.g. in [BRS] appear infeasible
in a thoroughly designed PKI.

So Jerry can choose to insist on p < |E(Fp )| or on p > |E(Fp )|.
4.6.9 – Overall count. We have shown that Jerry can easily argue for 4 (security level)
·8 (prime size) ·8 (prime shape) ·2 (congruence) ·2 (definition of first) ·24 (curve choice)
·3 (twist conditions) ·2 (global/local) ·2 (p ≶ |E(Fp )|) = 294912 choices.
4.6.10 – Example. The artificial “vulnerability” that we have used throughout this
paper, namely BADA55 appearing in a curve coefficient, is obviously incompatible with
taking that coefficient to be minimal in the usual ordering. We would be happy to accept
the following type of challenge as an alternative: a third party provides us with a unstructured prime number n > 250 ; we find a curve so that the hexadecimal representation of
` modulo n ends in BAD, a condition having probability 2−12 .

4.7 — Manipulating security criteria
An unfortunate recent trend is to introduce top performance as a selection requirement. This means that Alice and Bob accept only the fastest curve, as demonstrated by
benchmarks across a range of platforms. The most widely known example of this approach is Bernstein’s Curve25519, the curve y2 = x3 + 486662x2 + x modulo the particularly efficient prime 2255 − 19, which over the past ten years has set speed records for
conservative ECC on space-constrained ASICs, Xilinx FPGAs, 8-bit AVR microcontrollers,
16-bit MSP430X microcontrollers, 32-bit ARM Cortex-M0 microcontrollers, larger 32-bit
ARM smartphone processors, the Cell processor, NVIDIA and AMD GPUs, and several generations of 32-bit and 64-bit Intel and AMD CPUs, using implementations from 23 authors.
See [Ber06, GT07, CS09, BDL+ 12, BS12, LM13, MC14, SG14, Cho15, DHH+ 15, HSSW15].
The annoyance for Jerry in this scenario is that, in order to make a case for his curve,
he needs to present implementations of the curve arithmetic on a variety of devices, showing that his curve is fastest across platforms. Jerry could try to falsify his speed reports,
but it is increasingly common for the public to demand verifiable benchmarks using opensource software.
Jerry can hope that some platforms will favor one curve while other platforms will
favor another curve; Jerry can then use arguments for a “reasonable” weighting of platforms as a mechanism to choose one curve or the other. However, it seems difficult to
outperform Curve25519 even on one platform. The prime 2255 − 19 is particularly efficient, as is the Montgomery curve shape y2 = x3 + 486662x2 + x. The same curve is
also expressible as a complete Edwards curve, allowing fast additions without the overhead of checking for exceptional cases. Twist security removes the overhead of checking
for invalid inputs. Replacing 486662 with a larger curve coefficient produces identical
performance on many platforms but loses a measurable amount of performance on some
platforms, violating the “top performance” requirement.
In Section 4.6, Jerry was free to, e.g., claim that p ≡ 3 (mod 4) provides “simple
square-root computations” and thus replace 2255 − 19 with 2255 − 765; claim that “compatibility” requires curves of the form y2 = x3 − 3x + b; etc. The new difficulty in this
section is that Jerry is facing “top performance” fanatics who reject 2255 − 765 as not pro-
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viding top performance; who reject y2 = x3 − 3x + b as not providing top performance;
etc.
Fortunately, Jerry still has some flexibility in defining what security requirements to
take into account. Taking “the fastest curve” actually means taking the fastest curve
meeting specified security requirements, and the list of security requirements is a target
of manipulation.
Most importantly, Jerry can argue for any size of `. However, if there is a faster curve
with a larger ` satisfying the same criteria, then Jerry’s curve will be rejected. Furthermore, if Jerry’s curve is only marginally larger than a significantly faster curve, then Jerry
will have to argue that a tiny difference in security levels (e.g., one curve broken with
0.7× or 0.5× as much effort as another) is meaningful, or else the top-performance fanatics will insist on the significantly faster curve.
The choice of prime has the biggest impact on speed and closely rules the size of
`. For pseudo-Mersenne primes larger than 2224 the only possibly competitive ones are:
2226 − 5, 2228 + 3, 2233 − 3, 2235 − 15, 2243 − 9, 2251 − 9, 2255 − 19, 2263 + 9, 2266 − 3, 2273 +
5, 2285 − 9, 2291 − 19, 2292 + 13, 2295 + 9, 2301 + 27, 2308 + 27, 2310 + 15, 2317 + 9, 2319 +
9, 2320 + 27, 2321 − 9, 2327 + 9, 2328 + 15, 2336 − 3, 2341 + 5, 2342 + 15, 2359 + 23, 2369 −
25, 2379 − 19, 2390 + 3, 2395 + 29, 2401 − 31, 2409 + 29, 2414 − 17, 2438 + 25, 2444 − 17, 2452 −
3, 2456 + 21, 2465 + 29, 2468 − 17, 2488 − 17, 2489 − 21, 2492 + 21, 2495 − 31, 2508 + 15, 2521 −
1. Preliminary implementation work shows that the Mersenne prime 2521 − 1 has such
efficient reduction that it outperforms, e.g., the prime 2512 − 569 from [BCLN16]; perhaps
it even outperforms primes below 2500 . We would expect implementation work to also
show, e.g., that 2319 + 9 is significantly faster than 2320 + 27, and Jerry will have a hard
time arguing for 2320 + 27 on security grounds. Considering other classes of primes,
such as Montgomery-friendly primes, might identify as many as 100 possibly competitive
primes, but it is safe to estimate that fewer than 80 of these primes will satisfy the topperformance fanatics, and further implementation work is likely to reduce the list even
more. Note that in this section, unlike other sections, we take a count that is optimistic
for Jerry.
Beyond the choice of prime, Jerry can use different choices of security criteria. However, most of the flexibility in Section 4.6 consists of speed claims, compatibility claims,
etc., few of which can be sold as security criteria. Jerry can use the different twist conditions, the choice whether p < |E(Fp )| or p > |E(Fp )|, and possibly two choices of cofactor
requirements. Jerry can also choose to require completeness as a security criterion, but
this does not affect curve choice in this section: the complete formulas for twisted Hessian and Edwards curves are faster than the incomplete formulas for Weierstrass curves.
The bottom line is that multiplying fewer than 80 primes by 12 choices of security criteria
produces fewer than 960 curves. The main difficulty in pinpointing an exact number is
carrying out detailed implementation work for each prime; we leave this to future work.

CHAPTER 5

Conclusions and open problems

Answered research questions
We now revisit the research questions posed in Chapter 1.
Q1. Can rank estimation be improved for DPA attacks on DES and AES?
The previous algorithm for rank estimation, REA, is an iterative algorithm, where in each
iteration the bounds for the rank are improved. After a fast initial convergence, tighter
bound can only be achieved by a statistical extension of the algorithm (EREA). In Chapter 2 we introduces the “Polynomial Rank Outlining Algorithm” (PRO), which uses polynomial multiplication to calculate lower and upper bounds for the ranks of all keys; fast
methods for polynomial multiplication have been researched thoroughly. Unlike REA,
PRO is a non-iterative algorithm, where the tightness of bounds depends on an accuracy
parameter chosen in advance. For most key ranks PRO gives much faster and tighter
bounds. We have therefore improved rank estimation for DPA attacks.
Q2. Does left-to-right sliding window exponentiation hurt security?
In Chapter 3 we showed that indeed the common belief is incorrect for the left-to-right
recoding: this recoding actually leaks many more bits than previously estimated. We
analyze the reasons that left-to-right leaks more bits than right-to-left and extensive experiments show the effectiveness of this attack. We further improve the algorithm by
Heninger and Shacham to make use of less readily available information to attack RSA2048, and prove that our extended algorithm efficiently recovers the full key when the
side channel leaks data with a self-information rate greater than 1/2.
An attacker learning the location of multiplications in the left-to-right squarings-andmultiplications sequence can recover the key for RSA-1024 with CRT and w = 4 in a
search through fewer than 10000 candidates for most keys, and fewer than 1000000
candidates for practically all keys. Note that RSA-1024 and RSA-1280 remain widely
deployed in some applications, such as DNSSEC. Scaling up to RSA-2048 does not stop
our attack: we show that 13% of all RSA-2048 keys with CRT and w = 5 are vulnerable
to our method after a search through 2000000 candidates.
To illustrate the real-world applicability of this attack, we demonstrate how to obtain
the required side-channel data (the pattern of squarings and multiplications) from the
modular-exponentiation routine in Libgcrypt version 1.7.6 using a Flush+Reload [YF14,
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YB14] cache-timing attack that monitors the target’s cache-access patterns. The attack
combines a small number of traces (at most 20) using the same secret RSA key, and does
not depend on further front end details.
We have therefore concluded that left-to-right sliding window exponentiation does
hurt security significantly. We have disclosed this issue to the Libgcrypt maintainers,
who fixed the side-channel vulnerability in version 1.7.8, released June 29, 2017. The
vulnerability has been assigned CVE-2017-7526.

Q3. Could social side-channels enable standardization of a backdoored elliptic curve?
In Chapter 4 we questioned whether it is plausible that an attacker Jerry with influential
powers in standardization agencies could get an elliptic curve of his own choice standardized. By looking at various curve generating procedures that adhere to acceptability
criteria, we calculated the probability of (1) generating a curve that is secure according to
the criteria and (2) that it has some secret (fictional) vulnerability that can be exploited.
We showed the importance of accurately modeling the actual acceptability criteria:
i.e., figuring out what the public can be fooled into accepting. For example, we showed
that plausible models of the “Brainpool acceptability criteria” allow the attacker to target a
one-in-a-million vulnerability and that plausible models of the “Microsoft NUMS criteria”
allow the attacker to target a one-in-a-hundred-thousand vulnerability.
This means it is a realistic scenario that if there exists an ill-intentioned Jerry with the
listening ear of a standardization agency, he could be able to push a backdoored elliptic
curve into a standard. We do not have a solution for this problem, except believing in the
good intentions of standardization agencies and the perseverance of pesky researchers to
find unknown vulnerabilities in standardized elliptic curves.

Open problems
We end part I of this thesis by posing some open problems that remain after the questions answered in Chapters 2 through 4.

Q1. How do rank estimation methods compare?
As was mentioned in Chapter 2 a concurrent work [GGP+ 15] appeared with a similar
algorithm to the PRO algorithm, but based on the convolutions of bins. Subsequent
work on rank estimation includes algorithms based on e.g. graphs [MMOS16] and histograms [PSG16].
It would be interesting to see how they compare and what the pros and cons of each
method are. It is for instance very likely that if the PRO algorithm and [GGP+ 15] would
be implemented in the same language and use the same data structures, they boil down
to the same algorithm. Similarly optimizations presented in [PSG16] might also apply
to the PRO algorithm. It would be more of a challenge to see if the graph algorithm
of [MMOS16] could be put in a polynomial jacket, but this would also be an interesting
direction of research.
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Q2. Could rank estimation be applied for (partial) square-and-multiply sequences?
In Chapter 3 we saw an attack on RSA where the full square-and-multiply sequence was
recovered through a cache-based side-channel attack. It was mentioned that ∼ 20 traces
were needed for the full sequence. The self-information or search tree size of Section 3.6
can be re-interpreted as the remaining keyspace or key rank of Chapter 2. In Chapter 3
the focus lies on the percentage of keys found, but from a security evaluation perspective
it would be interesting, given Flush+Reload attack results on a specific key, to calculate
the key rank/tree size for this key. This would get more mathematically interesting if
there is only 1 trace available and there is more uncertainty in the model. This might
enable us to apply the model of [LvVW14, Section 3.1].
Q3. Are there other forms of social side-channels?
That there is morality in cryptographic work was already posed in [Rog15]. The quantification of the amount of damage someone can do if they are not chained down by such
things as principles is a more tangible question. In Chapter 4 we coined the term social
side-channel for these types of “attacks” on standardization procedures. This begs the
question on whether there are more examples of these attacks. A similar attack might
hold for prime generation for RSA. A more interesting question is if there is a less obvious
type of social attack.

PART II

CRYPTANALYSIS OF POST- QUANTUM
CRYPTOGRAPHY

CHAPTER 6

Lattices in post-quantum cryptography

6.1 — Problem Description
Post-quantum cryptography. Algorithms discussed in Part I of this thesis like RSA
and ECC are, if properly parameterized, well-implemented and unbackdoored, secure
and widely used in the world. Future advances in technology might compromise this
pretty picture: the rise of quantum computers. Theoretically quantum computers can
run algorithms that classical computers cannot; a large part of cryptography on the Internet like RSA, DSA and ECDSA will be broken. If quantum computers become reality in
10, 15 or even 30 years, we need an alternative. Post-quantum cryptography is a collective
of cryptographic algorithms that so far have withstood the magical powers that quantum
computers are posed to have. The main classes of cryptosystems in post-quantum cryptography are hash-based cryptography, code-based cryptography, lattice-based cryptography
and multivariate-quadratic-equations (MQ) cryptography (see [BBD08]). In Part II of this
thesis we will focus on the mathematical structure of lattice-based cryptography.
Lattices. A set L ⊂ Rn is called a lattice L of dimension n if


L = L(B) :=

x∈R |x=
n

n
X


αi bi , with αi ∈ Z ,

i=1

for some R-linearly independent set {b1 , . . . , bn } ⊂ Rn . Such a set is called a basis of the
lattice L. The basis is usually represented by a matrix B = (b1 , . . . , bn ), where the basis
vectors are the rows of the matrix. Note that there are infinitely many possible bases for
a lattice. For two bases B and B 0 there exists a unimodular matrix U such that B = UB 0 .
The successive minima λi , 1 6 i 6 n, are the smallest real numbers ri such that L has i
linearly independent vectors the longest of which has Euclidean length ri . The length of
the shortest vector of L is therefore equal to the first successive minimum λ1 (L).
The determinant det(L) of a lattice L is defined as det(L) = |det(B)|, where B is some
basis of L. This definition is independent of the choice of the basis. The Hermite delta δ
of a basis B = (b1 , . . . , bn ) is defined via kbn k > · · · > kb2 k > kb1 k = δn det L1/n . The
Gram-Schmidt orthogonalization B∗ of the basis B are vectors {b∗1 , . . . , b∗n } ⊂ Rn such that
b∗i := π{b∗1 ,...,b∗i−1 }⊥ (bi ), where πB 0 is the projection orthogonal to the lattice spanned by
the vectors of B 0 . This basis has the property that all basis vectors are orthogonal to each
other, which can simplify calculations in the lattice.
In e.g. [Pei16] a more extensive overview of lattice definitions can be found.
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The shortest vector problem (SVP). One of the fundamental problems on lattices is
the shortest vector problem. There are some variations of this problem, but in this thesis
we will use the following.
Definition 6.1 (SVP). Given a basis B of a lattice L, find an s ∈ L(B) such that ksk =
λ1 (L) = minv∈L(B)\0 kvk, where k·k is the Euclidean norm.
In small dimensions the shortest vector can easily be found. For high dimensions however it is known that given a random basis for a random lattice this is an NP-hard problem
under randomized reductions [Ajt98,Mic98]. The Euclidean length of the shortest vector
can be approximated by the Gaussian Heuristic

r
λ1 (L) ≈

n
det L1/n ,
2πe

where n is the dimension of the lattice.
Another variant of the SVP problem that we will need later is the approximate shortest
vector problem.
Definition 6.2 (SVPγ ). Given a basis B of a lattice L and an approximation factor γ > 1,
find an s ∈ L(B) such that ksk < γλ1 (L) = γ minv∈L(B)\0 kvk.
An variant of SVPγ is to find the shortest vector λ1 (L), given the fact that second
shortest vector λ2 (L) > γλ1 (L). We will refer to this variation as uSVP (unique-SVP).
For a bounded factor γ this problem remains NP-hard [Mic98].
A related problem to SVPγ is the Approximate Shortest Independent Vectors Problem
(SIVPγ ): Given L, find n linearly independent lattice vectors all of which have length at
most γλn (L).
The closest vector problem (CVP). A problem related to the SVP is the closest vector
problem.
Definition 6.3 (CVP). Given a basis B of a lattice L and a target vector t ∈ Rn , find an
yL(B) such that ky − tk = minv∈L(B) kv − tk.
The approximate closest vector problem is defined analogously to that of SVPγ and
denoted by CVPγ . If the target t is guaranteed to be within a distance γλ1 (L) of L we
call the problem the Bounded Distance Decoding Problem (BDD).

6.2 — Lattice-based cryptography
6.2.1 – Ideal-lattice-based cryptosystems. All cryptosystems we are concerned with
in this thesis are ideal-lattice-based cryptosystems. In their basic form, these cryptosystems are set-up as follows. Suppose we have some ring R = Z[α] for some algebraic
integer α ∈ K with K a number field. Usually R is taken to be the ring of integers OK .
A secret key is generated by choosing a short element g, where short means that NK:Q g
is smaller than some bound B. Given a basis of R we can then easily compute one of the
infinitely many choices for a basis B as a Z-module for the principal ideal gR. The public
key is then the Hermite Normal Form (HNF) of B.
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The security of these cryptosystems lies in the fact that computing g from a basis of gR
is a computationally hard problem in number theory. Recovering g from HNF(B) is equivalent to finding a short vector in the lattice spanned by the rows of HNF(B). Examples of
cryptosystems that follow this concept are the Smart–Vercauteren cryptosystem [SV10],
the 2009 homomorphic encryption system of Gentry [Gen09b] and the Gentry–Halevi
cryptosystem [GH11].
Other ideal-lattice-based cryptosystems of interest are NTRU and (Ring-)LWE. They
will be explained in the next sections.
6.2.2 – NTRU. NTRU [HPS98] is a ring-based public key cryptosystem. The original
proposal works over the ring R = Zq [X]/(Xn − 1) in which elements can be represented
by vectors in Zn
q and multiplications with powers of X are computationally cheap vector
rotations. The integers q and n are system parameters.
Keys in this system are generated as follows. The user chooses two random small
polynomials f, g ∈ R. We represent the elements of R by coefficients in the interval
[−q/2, q/2) and small in this context means that the coefficients of f and g are much
smaller than the average q/4. The user then computes the public key as

h ≡ f−1 g ∈ Zq [X]/(Xn − 1).
Note that since f, g ∈ R, the result is also in R and, as is common for NTRU, we will
assume the coefficients to be centralized to lie in the aforementioned interval. Ring elements will be denoted by regular typesetting f and the corresponding vectors in Zn
q by
f.
Besides n and q, the original NTRU cryptosystem has additional parameters df and dg
determining the structure of f and g: they are respectively elements of the sets L(df , df −
1) and L(dg , dg ), where

L(d, t) = {F ∈ R|F has d coefficients equal to 1, t equal to −1, all others 0}.
Proposals for system parameters vary [HHHW09, HSW05, HS03, HPS+ 15] and can also
use binary or product form polynomials, which are defined as A1 · A2 + A3 , where the
Ai are ternary polynomials.
NTRU is part of the lattice-based cryptography class, because the problem of recovering the private keys f, g can be embedded into a lattice problem. Saying h = g/f ∈
Zq [X]/(Xn − 1) is the same as saying hf + qk = g in R for some polynomial k; in other
words, there is a vector (k, f) of length 2n such that

k



 qI 0
f
= k
H I


f B= g


f ,

where H is a matrix with the i’th row vector corresponding to Xi · h mod Xn − 1 and I is
the n×n identity matrix. We will call L(
√B) the NTRU lattice. This lattice has determinant
qn . The vector (g, f) has norm at most 2n. The Gaussian heuristic states that
q the length
pn
1
of the shortest vector in a random lattice is approximately πe det B 2n = nq
πe , which
√
is much larger than 2n, so we expect (g, f) to be the shortest nonzero vector in the
lattice. Therefore the security of NTRU is related to solving SVP.
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6.2.3 – Learning With Errors. The Learning with Errors (LWE) problem was introduced by Regev [Reg05] and has been the foundation of many cryptographic constructions [Reg05,Pei09,PW11] since. The LWE cryptosystem parameters are positive integers
$

n, m, q ∈ Z, a distribution De on Zm and a distribution Ds on Zn . Let s ← Ds , A be
$
chosen uniformly at random from Zm×n
, e ← De . The private key now consists of s and
q
e. The public key is computed as (A, b = As + e mod q). The LWE problem is the problem
of recovering s, given (A, b). Popular choices for the distributions Ds and De are small
uniform distributions or the discrete Gaussian distribution Dσ , which is defined as


y2
$
∀y ∈ Z : Pr[x = y|x ← Dσ ] ∼ exp − 2 .
2σ
We use the following common approach [MR09,BG14,APS15] to transform an LWE problem into a lattice-based problem. Consider the d-dimensional lattice

L = {x ∈ Zd : (A|Im | − b)x = 0 mod q},
where d = n + m + 1. Given a square basis matrix for the lattice, with high probability
we have det(L) = qm [MR09]. Since b = As + e, the vector v = (s, e, 1) ∈ Zd is a vector
in the lattice L. Provided v is sufficiently short (again, this is typical for LWE instances),
this leads to a uSVP problem in the lattice L.
A well-known variant of the LWE system is Ring-LWE [LPR13]. In the Ring-LWE system
a ring R = Z[X]/f(X) is introduced, where usually f(X) = Xn − 1 [Mic07] or f(X) =
k
X2 + 1 [LMPR08]. The latter choice of f(X) results in rings in the cyclotomic field Q(ζ2k ),
where ζn is the root of the n’th cyclotomic polynomial. The secret s is now a short element
drawn randomly from Rq = Zq [X]/f(X), the matrix A of before is now a uniformly
random vector a ∈ Rq and the public key is computed as (a, b = s · a + e mod q), where
e ∈ χ is usually drawn from a discrete Gaussian distribution. Advantages of Ring-LWE
are reduced key sizes and a speed-up in performing multiplications. It is unclear whether
the additional algebraic structure also harm security by opening up new attack avenues.
Examples of schemes based on (Ring-)LWE are the key-exchange schemes New Hope
[ADPS16] and Frodo [BCD+ 16], and the R-BinLWEenc [BGG+ 16] and
Lindner-Peikert [LP11] encryption schemes.

6.3 — Solving lattice problems
6.3.1 – Algorithms for solving SVP. There are a variety of algorithms for solving the
shortest vector problem. The first class of algorithms consists of enumeration algorithms.
First proposed in the 1980’s [Poh81, Kan83, FP85], enumeration performs an exhaustive
search for the shortest vector by looking through integer linear combinations of the basis
vectors. For small dimensions enumeration algorithms work well and many improvements have been made in recent years [PS08, GNR10], but for very large dimensions the
performance of enumeration algorithms is slightly superexponential and is known to be
sub-optimal.
The second class of enumeration algorithms is based on constructing the Voronoi cell
of a lattice [AEVZ02, MV10a, Vou11].
The third class uses discrete Gaussian sampling [ADRS15]. These algorithms are randomized algorithms and take time 2n+o(n) .
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The last class is that of sieving algorithms [AKS01b, AKS01a]. The first algorithms in
this field [NV08,MV10b] had heuristic running time 20.415n+o(n) and space 20.293n+o(n) .
The most recent work on lattice sieving [BDGL16] has pushed the heuristic complexity for
both down to 20.292n+o(n) . The provable sieving algorithms of Pujol and Stehlé [PS09]
solve dimension-n SVP in time 22.465n+o(n) and space 21.233n+o(n) . We see that under
heuristic assumptions, sieving is asymptotically much faster than other methods, but requires more memory.
6.3.2 – Lattice basis reduction algorithms. The algorithms discussed in the previous
section have the drawback that they do not give a (large) advantage for the approximate
vector problem. In this section we look at algorithms that solve γ-SVP for some γ. Lattice
basis reduction algorithms are algorithms to, given a “not-nice” basis B of a lattice, find
a “nice” basis B 0 that spans the same lattice. The nice-ness here is usually evaluated in
the size of the norms of the basis vectors and/or their orthogonality to each other. The
Lenstra–Lenstra–Lovàsz (LLL) lattice basis reduction algorithm [LLL82, NV10] is the most
commonly used of these algorithm. It runs in provable polynomial time O(n6 log3 (B))
for full-rank lattices of dimension n, where B is the Euclidean norm of the largest basis
vector. Theoretically LLL achieves a basis of Hermite factor δ ≈ 1.0746, however in
practice it performs much better and has been experimentally shown to reach a Hermite
factor of approximately 1.0219 [GN08].
To get below this Hermite factor we can use the Block Korkine Zalatarev (BKZ) lattice
basis reduction algorithm [Sch87,SE94] or its improved version BKZ 2.0 [CN11a,CN11b].
This algorithm has a parameter β as input that is commonly called the block size. For
β = 2, BKZ is identical to LLL. For higher values of β, BKZ gives a trade-off between
the running time of the algorithm and the quality of the reduction. It works by reducing the problem to β-dimensional sublattices Lβ , then using an SVP algorithm to find
a shortest vector in the sublattice and using this vector to improve the original basis.
The larger the block-size, the better the quality of the basis, but since the SVP algorithm takes superexponential time in the dimension β, the longer the algorithm takes
until termination. Currently the fastest method for finding short vectors in high dimensions is BKZ using enumeration to solve SVP in Lβ [CN11b]. Estimating the runtime of
BKZ is a hard task and the estimates of realistic running time vary in the literature (see
e.g. [GN08, LP11, CN11a, ACF+ 15b]), but the running time is at least slightly superexponential in the blocksize. To give an intuition, in [ACF+ 15b] the running time tBKZ is
estimated as
0.009
− 27,
log2 tBKZ =
log22 δ
where as before δ is the Hermite factor and β is assumed to be chosen optimally. It
is possible to combine the advantages of lattice-basis reduction and enumeration. This
hybrid attack will be extensively discussed in Chapters 8 and 11, so we will omit a full
description here.
6.3.3 – Attacks on the ring structure. In the most basic form ideal-based cryptosystems are broken by recovering the secret key g from a representation of the ideal gR. In
recent paper, this attack is done in two stages:
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1. Find some generator h of gR, i.e. solve the Principal Ideal Problem (PIP) [EHKS14,
BS16]
2. Reduce this generator to a short generator, which hopefully equals g [CGS14]

For the first stage, the best known pre-quantum attacks [BEF+ 17] reuse ideas from NFS,
the number-field sieve for integer factorization, and take subexponential time in the field
degree. Quantumly, using an algorithm of Biasse and Song [BS16], building upon a unitgroup algorithm of Eisenträger, Hallgren, Kitaev, and Song [EHKS14], this stage can be
done in polynomial time in the field degree.
The standard approach for the second stage of the attack is to solve a CVP problem
in the Dirichlet log-unit lattice. This is speculated to generally be a hard problem, but
for cyclotomic fields this was shown to not be the case. In [CGS14] it was shown that
CVP in the log-unit lattice of a cyclotomic field can be solved by the LLL lattice-basis
reduction algorithm due too the comparatively short private key g. A detailed analysis of
the cyclotomic log-unit lattice basis appeared in a followup paper [CDPR16] by Cramer,
Ducas, Peikert and Regev. The algorithm in [CGS14] for the second stage does not rely
on quantum computers, and its effectiveness is easily checked by experiments [Sch15].
Choosing the ring of ring-LWE or NTRU to be a cyclotomic one also introduced possible
attacks on the subrings [CLS16, EHL14, CIV16b] or subfields [Ber14b, ABD16]. However,
due to their more complex nature, these attacks do not apply to recommended parameter
sets of NTRU or ring-LWE (yet), even when those are instantiated over cyclotomic rings.
The algebraic attack strategies of [Din10, AG11, ACF+ 15a] take subexponential time
to √
break dimension-n LWE with the error e being drawn from a distribution with width
o( n), and polynomial time to break LWE with constant width. On top of this, these
attacks require many encryptions, whereas typical cryptosystems such as NTRU and NTRU
Prime (see Chapter 11) provide far less data to the attacker. When these attacks are
adapted to cryptosystems that provide only 2n samples, they end up taking more than
20.5n time, even when the noise is limited to {0, 1}.

6.4 — Research questions and outline
We are now ready to present the research questions that are answered in the second
part of this thesis. These questions are also the outline of the remainder of this thesis.

I. Can we reduce the memory requirement of the hybrid attack?
The hybrid lattice-basis reduction and enumeration attack against NTRU is most commonly used on NTRU by using the meet-in-the-middle technique for the enumeration.
This technique gives a square root speed-up with respect to enumeration, but pays for
this with needing a lot memory. Memory requirement is in practice usually more expensive than computations. In Chapter 7 we investigate whether it is possible to get a
time-memory trade-off for meet-in-the-middle attacks on NTRU. If this is possible then the
cost of computer memory and computer power can be balanced.
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II. Can we speed up the hybrid attack by using quantum algorithms?
The motivation for post-quantum cryptography is that a quantum computer breaks most
of pre-quantum cryptography. Research is also looking into how a quantum computer
could be used to speed up attacks on post-quantum cryptography. In Chapter 8 we look
at the hybrid attack from a quantum perspective: Can a quantum algorithm be used to
speed up the hybrid attack? Specifically, we look at an LWE cryptosystem with a Gaussian
distribution of the errors. It was shown in [BHMT02] that quantum algorithms can be
used in an optimal way to search elements of a set that follow a given distribution to find
an element of the set of which the probability is unknown. We investigate whether this
can be used in a quantum hybrid attack.

III. Can algebraic structure be used to attack a cryptosystem?
The core of part two of this thesis is described in Chapter 9. Cryptosystems like those of
Smart–Vercauteren [SV10], Gentry [Gen09b] and Gentry–Halevi [GH11] were shown to
be broken in polynomial time quantumly when instantiated over cyclotomic fields. The
mathematical structure of cyclotomic fields was exploited to break it. There are different
classes of fields that can be investigated to see what structure of fields can weaken cryptography. To do this we investigate how we can break cryptography based on the highly
structured class of multiquadratic fields and analyze the complexity of the algorithms.

IV. Can algebraic structure be used to compute (S-)class groups?
The techniques that we apply to attack the multiquadratic cryptosystems mentioned in
Question III are techniques that also can be applied to computationally hard number
theoretic problems like computing (S-)units and (S-)classgroups. As an intermezzo from
cryptography, in this chapter we will investigate how we can speed up the computation
of these objects in multiquadratic fields.

V. Can we protect ourselves against attacks on mathematical structures?
In this thesis it is posed that certain mathematical structures hurt cryptography instead of
aiding it. It has been shown (e.g. in Chapter 9) that algebraic attacks have broken certain
cryptographic systems. Although they are not a threat to proposed parameters sets, they
are a realistic concern. One option to avoid algebraic attack is to not use ideal lattices
or cryptosystems based on algebraic rings. This however increases key size or decreases
encryption speed by more than is desirable. In Chapter 11 we investigate whether how
to create a cryptosystem that reduces the attack surface against known and unknown
attacks on the number theoretic structure of a cryptosystem, while still maintaining a
decent speed and key size.

CHAPTER 7

Reduced memory meet-in-the-middle attack

7.1 — Introduction
Context. In Chapter 6 we introduced the NTRU cryptosystem and showed how to see
it as a lattice-based system. An attack on NTRU not considered in Chapter 6 is Odlyzko’s
meet-in-the-middle attack. In a CRYPTO 2007 paper [How07] by Howgrave-Graham it
is said regarding this attack:
“Odlyzko’s attack on the ees251ep6 parameter set will require too many operations
(295.8 modular additions) and/or too much storage (294 bits) to be feasible, and hence the
parameter set is more than adequate for a k = 80 security level. Of these two constraints
the storage requirement is by far the larger obstacle in today’s hardware.”
The requirement of 294 bits of storage would mean that at a conservative estimate of
a $25 1TB Hard Drive, this attack would cost over 50 quadrillion dollars.
In this chapter we will investigate whether it is possible to apply low-memory search
techniques introduced by [vOW99] to the meet-in-the-middle attacks against the NTRU
private key. If htis is possible then we could use a variable amount of memory for
Odlyzko’s attack against the NTRU private key, an option that does not seem to have
been considered before.
Outline. In Section 7.2 we will describe how a meet-in-the-middle attack can be
mounted to find the NTRU private key. We also explain how a low-memory search for
collisions works in meet-in-the-middle attacks as described in [vOW96]. In Section 7.3
we describe how we can use this collision search in the meet-in-the-middle attack against
the NTRU private key to achieve the reduction in the required memory. In Section 7.4
we analyze some mathematical aspects of the attack. We look at the number of rotations
of a key that have the correct form to be found by the attack and the probability that
one of those rotations cannot be detected by the collision search. This section is ended
with a heuristic for the estimated running time of the attack. In Section 7.5 we verify
the analysis by running simulated attacks implemented in the computer algebra system
Sage [SD15].
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7.2 — Background
7.2.1 – Odlyzko’s meet-in-the-middle attack. The original description of a meet-inthe-middle attack on NTRU is attributed to Odlyzko and first described in [HGSW03].
We will follow the description and notation of [How07]. The goal of a general meetin-the-middle attack is to find specific elements x ∈ S1 , x 0 ∈ S2 of which it is known
that F1 (x) = F2 (x 0 ) ∈ S for some functions F1 : S1 → S, F2 : S2 → S. There may be
more solutions to the equation, also known as collisions, but usually a specific solution is
sought. This solution is called the golden collision [vOW99].
In NTRU this idea can be applied by splitting the search space of the possible private
keys into two parts and searching through them separately to find the full private key.
Recall that the private key polynomials f and g are polynomials of degrees n − 1. Recall
also that the NTRU cryptosystem has additional parameters df , dg that are small compared to n. For simplicity, we will also assume d = df = dg although they can be chosen
differently.
Searching for the key f is split up by looking for polynomials f1 in the set F1 of polynomials of degree at most n/2 − 1 and polynomials f2 in the set F2 which only contain
terms of degree between n/2 and n − 1. For f = f1 + f2 it holds that

h = (f1 + f2 )−1 g
f1 · h = g − f2 · h.

(7.1)

This implies that the correct pair of f1 and f2 will only differ by a binary vector after
multiplication with the public key h. All rotations of the keys f and g will be a solution
to this equation, because h = (xi f)−1 xi g for 0 6 i 6 n − 1. Therefore the mean value
theorem implies the search can be restricted to f1 , f2 with (almost) equal number of ones.
Without the g term the search would boil down to a simple collision search of drawing
elements f1 , f2 and computing f1 · h, f2 · h until we find a match. We are however not
searching for a collision, but a near-collision, because g has 2dg non-zero terms.
To search for near-collisions an auxiliary function a(x) is needed. This function takes
a vector of length n and in each coordinate xi returns 1(xi > 0). If g does not cause
the coordinates of −f2 · h to change sign, i.e. a(−f2 · h) 6= a(−f2 · h + g), we have that
a(f1 · h) = a(−f2 · h).
The attack then works as follows. We generate elements fi from the sets F1 and F2
and store them in a hash table according to their auxiliary function values, or addresses,
ai until a collision is found. For colliding values fi , fj we check if (fi + fj ) · h is binary.
If it is we almost certainly found the private key f. This algorithm is summarized in
Algorithm 7.3.1.
There is a probability that g does change the sign of −f2 h (see more on this in Section 7.4.1). This can be taken into account by storing f2 in each address that could be
achieved by all possible values of g.
The expected number of loops before a collision is found [HGSW03] is a constant
multiple of



1 n/2
.
L= √
n d/2

(7.2)
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Algorithm 7.2.1: meet-in-the-middle(F, h)
Input: Key space F = F1 ⊕ F2 and public key h ∈ R
Result: Private keys f, g ∈ F
1 L ← Enumerate all f2 ∈ F2 and store (f2 , a(−f2 · h))
2 while not found do
3
f1 ←R F1
4
c ← a(f1 · h)
5
if c ∈ L for some f2 then
6
if (f1 + f2 ) · h ∈ F then
7
return f = (f1 + f2 ), g = (f1 + f2 ) · h

If we assume the computations of f1 · h and f2 · h require nd/2 operations each and

2
that each f1 or f2 takes log2 (2 n/
) space to store, then this attack requires expected
d/2

2
time ndL/2 and expected space log2 (2 n/
)L. Note that the expected time is a lower
d/2
bound, since it does not take into account the computation of (f1 + f2 ) · h after a collision.
The described attack does not take into account the possibility of g changing the
address. If we do do this the space complexity needs to be multiplied by the average
number of addresses that fi · h can have after adding a sparse, binary g.
7.2.2 – Parallel collision search. Parallel collision search [vOW94] is a method to
search for colliding values x, x 0 in the function values F(x), F(x 0 ) for a given function
F : S → S. Its techniques are based on Pollard’s rho method [Pol78] and try to find the
collisions by creating deterministic sequences.
Let D be a nonempty subset of S and let θ = |D|/|S|. We call points in this set
the distinguished points. We then create sequences in S, also called trails, by picking a
random point x0 ∈ S and computing xi = F(xi−1 ) until a point xt ∈ D is detected. Note
that the expected value of t is θ1 . For each trail we store the triples (x0 , xt , t). Whenever
we find two triples (x0 , xt , t), (x00 , xt0 0 , t 0 ) with xt = xt0 0 and x0 6= x00 we have found a
collision. These trails can be re-run from their starting values to find the steps xi 6= xj
for which F(xi ) = F(xj ). It can then be checked if this is the golden collision we were
looking for.
This method can fail in one of two ways. It can happen that a sequence gets stuck in a
cycle of which none of the points are distinguished. This risk can be managed by setting
a maximal sequence length after which it is highly likely that a distinguished point has
been found, for instance 20/θ. The second type of hazard is called a Robin Hood. This is
whenever one trail hits the starting point of another trail. Such an occurrence does not
lead to a collision, but can be easily detected. The occurrence is also highly unlikely.
In [vOW96] and subsequently [vOW99] the application of collision search to, among
others, meet-in-the-middle attacks was shown. We deviate slightly from [vOW99]’s description, but the idea and heuristic running times remain the same. We define two functions mentioned before in the description of the meet-in-the-middle attack as F1 : S1 → S
and F2 : S2 → S and we wish to find x, x 0 such that F1 (x) = F2 (x 0 ). Assume without loss
of generality that |S1 | > |S2 |.
To apply parallel collision search to meet-in-the-middle attacks, we construct a single
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function F which has identical domain and codomain to do the collision search on. This
function is constructed from the functions F1 and F2 as follows. Let I be a large enough
interval of postive integers [0, . . . , I) (|I| > |S1 |) and let h1 : I → S1 and h2 : I → S2
be functions which map elements of the interval to elements of respectively S1 and S2 .
There are many options for these functions but they should map to each element in the
codomain with (almost) uniform probability.
Now let G : S → I × {0, 1} be a mapping that maps elements from the codomain of the
Fi to elements of I and a bit selector. A n-bit hash function in which the most significant
bit is split off and |I| = 2n−1 is a good example for G. The function F : I×{0, 1} → I×{0, 1}
defined by F(x, i) = G(Fi+1 (hi+1 (x))) is now a function of equal domain and codomain
in which collision search can be performed. Note that even though |I| can be as large as
we want, only |S| = |S1 | + |S2 | different values of the interval will be used.
The (almost) uniform codomain stipulation, as well the requirement for a large interval I, makes finding a surjective G improbable and it can occur that none of the paths
lead to the golden collision. A way out of this is to vary F. For instance different hash
functions for G could be used, or the hi could be randomized.
7.2.3 – Complexity of parallel collision search. Assuming there is one golden collision, the following (heuristic) running time for the attack is given.
Heuristic 7.1. (From [vOW99]) Let F : S → S and w > 210 the number of triples (x0 , xt , t)
that can be
p stored. Then the (conjectured) optimum proportion of distinguished points is
θ ≈ 2.25 w/|S|, and one should generate about 10w trails per version of F. The expected
number of iterations of F required to complete a meet-in-the-middle attack using these parameters is (2.5|S|3/2 /w1/2 )r, and the expected number of memory accesses is 4.5|S|.
With ‘a version of F’ we mean that the function needs to be varied to increase the
probability of success and r is the time required for a function iteration. This attack time
scales linearly with the number of processors used (limited to at least one iteration per
processor).
In [vOW99] p
it is noted that with a small variation of the described attack, it can also
be run in (7|S1 | |S2 |/w)r. Although this is an improvement when S2 is much smaller
than S1 , we will focus on cases where 1 < |S1 |/|S2 | < 2.

7.3 — The reduced memory meet-in-the-middle algorithm
In this section we describe how to apply low-memory search for golden collisions to
the NTRU cryptosystem that was explained in Section 6.2.2.
7.3.1 – Iteration function. To apply collision techniques we first need a function F,
of equal domain and codomain in which f1 and f2 collide. Let H be a hash function. This
can be any function with codomain larger than the keyspace of the NTRU private key that
is being attacked. We will denote the codomain of this hash function by I = I × {0, 1}.
If the space F1 is the space of possibilities for f1 and F2 the space of possibilities for
f2 , then |I| > max{|F1 |, |F2 |}. There exists an easy surjective function that maps elements
from an interval I to elements in either of the spaces F1 and F2 :

C i : I → Fi
x → detcomb(x mod |Fi |),
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where i = 1, 2 and detcomb is a function that deterministically assigns the integer x
to a vector fi in {0, 1}n which corresponds to a ring element fi ∈ Fi . The problem of
assigning deterministic indices to binary sequences of fixed length and fixed weight d is
well known in combinatorial literature (e.g. [Leh60]). An algorithm for the application of
data compression can be found in [Lyn66, Dav66, Sch72, Cov73]. Note that if |F1 | = |F2 |,
then elements in both sets have a one-to-one correspondence by division by xn/2 . This
can be useful for efficient implementation.
We define

F1 : [0, I) → {0, 1}n
x → a(I1 (x) · h)
F2 : [0, I) → {0, 1}n
x → a(−I2 (x) · h),
where as before a is an address function and

G : {0, 1}n → I
x → (H(x) mod |I|) × MSB(H(x)),
where MSB denotes the most significant bit. The address function a, which is independent
of i could also be moved to the G function. In theory we want to map uniformly onto
I. In practice, taking |I| = max{|F1 |, |F2 |} there is a large risk of H mapping to the same
values after reduction modulo |I|. To avoid these ‘fake’ collisions we took |I| = |F1 | · |F2 |,
which seems to solve this problem. The function we will use for the collision search is
now defined as

F:I→I
(x, i) → G(Fi+1 (x)).
7.3.2 – The algorithm. The function F can now be used for a collision attack as follows. We define a distinguishing property D on I and create trails starting from x0 ∈ I
chosen at random. We run trails until they reach a distinguished point in xt ∈ D and then
store the triple (x0 , xt , t) in a hashlist, where t is the number of function iterations until
the distinguished point was reached. When the memory is full we do not append new
values to the hashlist, but instead replace a random triple. Upon a collision (x0 , xt , t),
(x00 , xt0 , t 0 ) the trails are re-run to find the collision point (this can be done efficiently
by storing t and t 0 ). It is then checked if it is a golden collision, and if it is, the key
f = f1 + f2 is returned. If a collision is non-golden, we replace (x0 , xt , t) with (x00 , xt0 , t 0 )
in the hashlist. After producing 10w points we delete the hashlist and start from scratch
after randomizing H by appending a new random seed to the addresses that are hashed.
This algorithm is summarized in 7.3.1, where findcollision re-runs the trails to find
polynomials at the collision point.

7.4 — Analysis of the algorithm
This section will present the analysis of the new attack of which aspects are also
applicable to Odlyzko’s meet-in-the-middle attack. We will end with an estimated running
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Algorithm 7.3.1: reduced-memory-meet-in-the-middle(F, h, F, D)
Input: Key space F = F1 ⊕ F2 , public key h ∈ R, iteration function F and
distinguished points D
Result: Private keys f, g ∈ F
1 |I| ← |F1 | · |F2 |
2 S ← [0, |I|) × {0, 1}
3 L ← hashlist
4 while not found do
5
6
7
8
9
10
11
12
13
14
15

$

x0 ← S
t = 0 while x0 ∈
/ D do
t←t+1
xt+1 ← F(x0 )
if L(xt ) 6= ∅ then
(x00 , t 0 ) ← L(xt )
(f1 , f2 ) ← findcollision(x0 , t, x00 , t 0 )
if (f1 + f2 ) · h ∈ F then
return f = (f1 + f2 ), g = (f1 + f2 ) · h
else
L(xt ) ← (x0 , xt , t)

time for our new reduced memory meet-in-the-middle attack. To ease the readability of
the analysis, in this section we will assume that n and d are even, such that |F1 | = |F2 | =

n/2
= |S|/2. All statements can be generalized to odd cases by adding b c and d e in the
d/2
appropriate places.
7.4.1 – Success probability. As mentioned before, the meet-in-the-middle attack will
work if g does not cause the addresses of the parts to change sign. To solve this problem
we could store each sample f1 in all boxes it could fall into if g were to change the address.
In our reduced memory meet-in-the-middle algorithm it is possible, but not practical to
take this into account. To this end we analyze the probability that g changes the sign.
Lemma 7.2. Suppose f and g are randomly chosen of degree at most n− 1 with d coefficients
set to 1. Under the assumption that the public key h is uniformly distributed over R = Zq [X]/
(Xn − 1), the probability that −f2 h has the same address as g − f2 h in Equation (7.1) is

(1 −

d
d n
) ≈ e− q .
nq

Proof. If g is randomly chosen with d ones, then the probability that an entry of g can
change a sign is d/n. If we assume that the public key h is uniformly distributed over
R = Zq [X]/(Xn − 1), then each entry of h is uniformly distributed over [0, q]. Multiplying
f2 and h can be seen as summing over d/2 rotations of h. Since the rotations are uniform
we get a sum of uniform distributions modulo q, which is again uniform. Therefore we
assume that −f2 · h, where f2 has d/2 ones, is uniformly distributed over R. Since only if
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−f2 · h has a 0 coordinate and g has 1 in the same coordinate will cause an adress change
d
for one specific entry of the adress to change
for g − f2 · h, we have a probability of nq
d n
sign. Then the probability of having identical adresses is (1 − nq
) and from combining
x
x n
−n
this with the approximation (1 − n ) ≈ e , the lemma follows.
If q ≈ 2/3n and d ≈ n/3 then this boils down to a probability of exp−1/2 ≈ 0.61.
From the mean value theorem we know we always have a rotation of f that has d/2
ones in its first n/2 coordinates. To get a better estimate of our running times we first
present a heuristic which estimates how many rotations have this form.
Heuristic 7.3. Let f be a polynomial of degree at most n − 1 with binary coefficient vector f.
Define a correct form of f as a rotation f(i) = xi f, 0 6 i < n, that has d/2 ones in the first
n/2 coordinates of f(i) . Then the average number of correct forms for f can be approximated
by
√
n 2
√ .
(7.3)
πd
Proof. Let f be of degree at most n− 1 with d coordinates equal to 1. Then the probability
that f has d/2 ones in its first n/2 coordinates is
n/2 2
d/2
 .
n
d



Pr[X = d/2] =

(7.4)

Then because each f has n rotations, if we assume independence, we have an approximate
number of n · Pr[X = d/2] rotations. This is not an equality, because we neglect the cases
in which f has overlapping rotations. We can approximate this quantity as follows

n · Pr[X = d/2] ≈

n


n/2 2
d/2

n
d

2
√
2
d/2 d/2
( n/
−
1
/
2
)
e
2πd
d/2


√
≈n·
· n
( d − 1/ 2) d e d
πd
√
n 2πd
=
√πd
n 2
=√ .
πd


Here the first approximation applies Equation (7.4) and the second approximation uses
Stirling’s Approximation.
As [HGSW03] discovered experimentally, this is more than
parameters.

√
n rotations for common
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7.4.2 – Heuristic performance. We can now estimate how many collisions we need
to find before we find a golden collision.
Lemma 7.4. Under the assumption that Heuristic 7.3 is correct, when mounting a meet-in d √ 1/2
|S|
πd
the-middle attack we expect to find a golden collision after 2 · e q · n√
collisions.
2
|S|2

Proof. The number of unordered pairs of elements in S is close to 2 . For each of these
1
pairs the probability that they map to the same value in S by F is |S|
. This means that the
total number of collisions is approximately equal to
d
−q

√
n 2
√
πd

·
on average e
the lemma follows.

|S|
.
2

By Heuristic 7.3 and Lemma 7.2

of them are golden. By combining this with the birthday paradox,

The next lemma shows, as [vOW96] argues intuitively, that analysis that assumes
infinite memory capacity does not suffice.
Lemma 7.5. Let θ be the fraction of distinguished points and assume they are distributed
uniformly over S. Furthermore assume each one has equal probability of being reached.
Then if paths are run until the memory of w points is full, an expected
w

1 − e θ2 |S|
1

1 − e θ2 |S|
collisions have been found.
Proof. Suppose there are i distinguished points in the memory. The average walk length
is 1/θ, so the expected number of points covered by these i distinguishing points is i/θ.
Let xi be a new path. The probability that this path does not hit any of the paths leading
up to the distinguished points is then


1/θ
i
− i
1−
≈ e θ2 |S| .
θ|S|
i

This gives an expected e θ2 |S| collisions at the point where i memory elements are filled.
Therefore when the allotted memory of w points is full the expected number of collisions
that have occurred is
w
w−
X1  1 i 1 − e θ2 |S|
2
e θ |S| =
.
1
1 − e θ2 |S|
i=0

Of course the above lemma does not take into account that in reality some paths are
more likely to be hit than others. It should however serve as a good estimate. A similar
analysis implies that if the memory is full with w points then a new collision is found
θ|S|
after every w paths. Using the above lemmas we can now derive a heuristic running
time and memory requirement for the reduced memory meet-in-the-middle attack.
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Heuristic 7.6. Let w be the number of triples (x0 , xt , t) for which
there is available
memory.
p
p
Let D be a set of distinguished points with |D|/|S| = θ = α w/|S| = 2.25 w/|S|.
Then the algorithm is expected to run in

v
u n n/2
u2
t d d/2
L∗ = 5r
,
d
nwe− q

(7.5)

operations, where r is the number of operations needed for a function evaluation of F.
Proof.
p As was notedpin [vOW96] a simple analysis leads to a cost per detected collision
of α |S|/w + 2/α |S|/w. In Lemma 7.4 we proved that we need on average γ =
 d √ 1/2
|S|
· e q · √πd
collisions before we find a golden one, which means a runtime of
2
2n
p
p
γ · (α |S|/w + 2/α |S|/w) function iterations if the memory is full.
There are multiple problems with this heuristic time. If the memory is not yet full, the
running time per collision is longer. In Lemma 7.5 we saw that a number of collisions are
already found during the filling of memory. On top of this, not all distinguished points
have the same probability of being hit.
Therefore
p we use the experimentally found formula of [vOW96] that for
θ = 2.25 w/|S|
qthe expected running time to find a golden collision is slightly overes|S|3
timated as 2.5r w . This is however an estimate for the case where there is only one
2
n(n/
d/2 )

2

d

e− q golden
( )
collisions can be found. We get an estimated number of function evaluations of

golden collision. In Lemmas 7.3 and 7.2 it was shown that on average



e

d
−q

n

2.5 

n
d


n/2 2
d/2

−1/2 s





(2

n/2
d/2


)3

w

n
d

v
u n n/2
u2
t d d/2
=5
,
d
nwe− q

which concludes our proof.
The cost for each function iteration of F will be slightly higher than the cost of F 0 in
each loop of the classic meet-in-the-middle attack. We argue that it will not make a large
difference:
• Both F and F 0 compute a product of nd/2 operations.
• Both F and F 0 compute an address by checking n bits in n operations
• F first computes detcomb of an integer. The function performs at most n/2 steps
and at each step there is a comparison, a multiplication and a division. We therefore
require a computational cost of 1.5n. Since the random sampling of an element in
F 0 will also incur at least n operations, it only makes a small difference.
• In F a (not necessarily cryptographic) hash function H is evaluated, which is not
used in F 0 . The number of operations this requires depends on the hash function
that is used and can be optimized based on the sample space.
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As for the storage costs, assuming the parameter choices of Heuristic 7.6, each triple
(x0 , xt , t) has the following storage requirements.
Total Storage = storage(x0 ) + storage(xt ) + storage(t)

= |S| + |S|θ +

20
θ

|S|
√
α w
p

p
= |S| + α w|S| +

n/2
d/2



The total storage per triple is therefore approximately 2 log2
have b bits of memory available, we should choose w ≈

b
2
2 log2 (n/
d/2 )

bits. Therefore if we

.

7.5 — Performance of the algorithm
We implemented tests and the attack in the computer-algebra system Sage [SD15]
and ran it on a single core of an AMD FX-8350 Vishera 4.0GHz CPU of the Saber cluster [Ber14a].
7.5.1 – Rotations. First we verified the correctness of Heuristic 7.3. Counting the
number of correct rotations of 100000 random keys, we observed that the number is
independent of q. For the dependence on n and d we graph the results in Figure 7.1.

Figure 7.1: Theoretical (dashed) and experimental average (solid) of “good” rotations of 100000 random secret
keys. The results for setting the parameter d equal to 6, 8, 10, 12, 14, 16, 18 and 20 are shown in respectively
red, blue, green, brown, yellow, orange, purple and black.

We see that the experimental results of the number of rotations of the right form
converge to the theoretic estimate.
7.5.2 – Probability of failure. Next we verified the validity of Lemma 7.2. For n = 37
we generated 100000 random keys f and g for different values of q and d. We then
checked if g − f2 h had a different address from f1 h. The results are displayed in Figures 7.2 and 7.3.
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Figure 7.2: Theoretical (dashed) and experimental average (solid) of the probability of g not changing the address of 100000 random secret keys with n = 37 and varying d. The results for setting q equal to 17, 23, 31, 41
and 47 are shown in respectively red, blue, green, orange and black.

Figure 7.3: Theoretical (dashed) and experimental average (solid) of the probability of g not changing the
address of 100000 random secret keys with n = 37 and varying q. The results for setting the parameter d
equal to 6, 8, 10, 12, 14, 16 and 18 are shown in respectively red, blue, green, brown, yellow, orange and black.

We see that Lemma 7.2 predicts the probability well and that the assumption that the
coefficients of −f2 h can be modeled as uniformly distributed is realistic. We also observed
that for larger n, the value of n no longer significantly influences the probability.
7.5.3 – Algorithm performance. Although on average there are multiple rotations of
a key f that have d/2 ones in each half of its vector f, it can happen that a chosen key has
only a very small number of correct rotations. If this is the case it can happen that our
algorithm does not find the key at all, because g might change all possible addresses.
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In the experiments to measure the performance of the attack algorithm we picked a
prime n, q ≈ (2/3)n, d ≈ (1/3)n and varied the number of triples w that could be
stored. As advised in [vOW96] we took
number of distinguished points as D = 1/θ
r the

p


2c
2e
+ dn/
and randomized the step
with θ = 2.25 w/|F1 + F2 | = 2.25 w/ bn/
d/2
d/2
function F after every 10w distinguished points. If a distinguished point was to be added
to a full memory, we deleted a random entry. We ran the algorithm until at least 20 times
the value predicted by Heuristic 7.6.
We looked at the number of evaluations of F and the success probability of the algorithm. On each set of parameters we ran 1000 attacks, each time taking a fresh random
f and g. The results are given in Table 7.1.
n

q

d

w

Success

Experimental

L∗ (Eq. 7.5)

L (Eq 7.2)

23
23
23

17
17
17

8
8
8

24
26
28

0.53
0.50
0.53

12.82
11.61
10.56

12.85
11.85
10.85

6.40
6.40
6.40

31
31
31
31

19
19
19
19

10
10
10
10

26
28
210
212

0.44
0.45
0.45
0.42

16.02
14.59
14.60
13.44

16.48
15.48
14.48
13.48

9.35
9.35
9.35
9.35

37
37
37
37

23
23
23
23

12
12
12
12

210
212
214
216

0.50
0.46
0.49
0.46

18.70
17.59
16.13
15.99

18.38
17.38
16.38
15.38

11.85
11.85
11.85
11.85

43
43
43

29
29
29

14
14
14

214
216
218

0.55
0.55
0.56

20.57
18.95
18.68

20.26
19.26
18.26

14.39
14.39
14.39

Table 7.1: Table with the results of 1000 trials for each set of parameters. For each set the experimental
successrate and (log2 ) runtime (in number of loops), as well as the theoretic (log2 ) runtime (Equation (7.5))
and the classic meet-in-the-middle (log2 ) runtime and storage capacity (Equation (7.2)) are given.

We see that there is a high variance in the results; the expectation is that the first
version of F will find the solution, if it does not then it takes on average 10w|D| steps to
get another chance. If our algorithm uses approximately the same memory as required
on average by the classic meet-in-the-middle attack, it uses more iterations. As noted
before however, both L and L∗ do not take collision checks into account, which for some
parameter choices would take less time in our algorithm.
We also see that a decrease of factor 4 in memory capacity leads to an increased the
runtime by a factor 2, which we expected from Equation 7.5. Note that this increase is
limited by the search space. Increasing the allotted memory above |F1 + F2 | is no longer
useful. We see this by allowing the storage of 216 triples for the n = 37 set and 218 and
for the n = 43 set, which surpasses the size of the search space.
Although there is a bit of fluctuation in the success rate with varying w, this seems to
be due to the sample size. The values do seem to correlate with the probability of g not
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changing the address of a single rotation. Equation 7.2 gives values of 0.625, 0.591, 0.592
and 0.617 for the parameters of respectively n = 23, 31, 37 and 43. Although this is not
very strong evidence, it leads us to believe that this probability will remain similar as long
as q ≈ 2d.
7.5.4 – Reduced memory hybrid attack. The hybrid lattice-basis reduction and meetin-the-middle attack [How07] mentioned in Section 6.3.2 works by taking the NTRU lattice and applying lattice-basis reduction to part of the matrix and then applying a meetin-the-middle approach to the remaining key space. Again we omit the details which will
be treated in Sections 8.2.1 and 11.5.3. It will be shown that it is possible to apply the
reduced memory meet-in-the-middle algorithm to reduce the memory requirement for
the hybrid attack.
For the ees251ep6 parameter set of NTRU, [How07] estimated a storage cost of
265.6 after applying the lattice reduction phase of the hybrid attack with 256.7 loops of the
algorithm. We conjecture that if the attack had to be run with only 1TB storage available,
then using a similar attack as described in this paper could be mounted at the expense of
only a factor ∼ 213 more running time.
We leave the details of the attack for possible future research, but if we do a quick
analysis and we have a cap on the memory of w triples, then, using Heuristic 7.1, the
running time ofp
the collision search on the meet-in-the-middle phase of the hybrid attack
is equal to 2.5r (2H(p) /n)3 /w. Here r is the time for one iteration of the step function,
which we will assume to be 1 multiplication, and H(p) is the entropy of the search space
calculated by Equation 9 of [HPS+ 15], which is conservatively reduced by a factor n to
take rotations into account.
The ees251ep6 parameter set from [How07] by now is outdated. We conclude this
Chapter by looking at the currently advised parameters and what the results of this paper
could mean for them. The parameters currently in the EEES #1 standard for NTRU and
their security analysis can be found in [HPS+ 15]. We summarized the results in the first
6 columns of Table 7.2. The hybrid mitm memory req. is the memory requirement for
the meet-in-the-middle phase of the hybrid attack against the NTRU secret key, the direct
mitm memory req. is the memory needed for mounting a meet-in-the-middle attack on
the entire key space of NTRU.
sec.
goal
112
128
192
256

N

q

401
439
593
743

2048
2048
2048
2048

sec.
est.
116
133
193
256

hybrid mitm
memory req.
117
133
204
279

direct mitm
memory req.
145
147
193
256

memory
cap
109
125
189
252

operation
count
119
136
199
262

Table 7.2: An overview of NTRU parameters. All security and memory values are log2 values.

The first thing we observe is that for the larger parameter sets, the classic meet-in-themiddle outperforms the hybrid attack and in this case the results of this paper are directly
applicable. Secondly, the assumption in these security estimates is that memory is equal
to running time, i.e. storing an element in the attack and doing one multiplication are of
equal cost in deciding the security level. However one might consider other metrics.
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If we take into account the estimate of [BL14], we have that 270 bytes of storage is
approximately 1500 times as expensive as 280 floating point operations. This trend is
reinforced by the fact that a year of computing power on a c4.8xlarge of the Amazon
EC2 Cloud gives you 260 operations and 236 bits of storage for under 3000$ (0.34$ per
hour). On top of this memory access can be much slower than computation e.g. sorting n
numbers uses energy proportional to n1.5 while their computation is slightly superlinear
in n. If we thus conservatively assume that a bit is at least 210 times as expensive as an
operation, then using a dollar metric will change the operation/memory proportion that
will minimize the cost of the attack. Another argument is that the amount of storage
available might be limited, due to either cost or availability. Previous security analysis
did not suggest that in this case an attack can still be mounted.
As an example, suppose we cap the memory at storing 210 times fewer triples than
the number of operations needed for the attack. For the above parameters we re-ran
the parameter generation algorithm of [HPS+ 15] with the heuristic running times given
in this chapter. The results are given in the rightmost two columns of Table 7.2. The
memory cap indicates the amount of triples that can be stored for either the hybrid or
direct meet-in-the-middle attack on the NTRU secret key. The operation count estimates
how many operations are required to find the when we have such a memory cap.

CHAPTER 8

Quantum hybrid attack

8.1 — Overview
Context. In Section 6.2.3 we introduced the LWE cryptosystem. In order to evaluate the concrete post-quantum security levels of LWE-based schemes, cryptanalysts must
evaluate the best known algorithms to solve the underlying LWE problem. We discussed
classical attacks like enumeration, sieving and BKZ. The evaluation of these schemes must
however not only consider classical attacks, but also attacks by adversaries with quantum
computing power. So far the only existing quantum attacks on LWE are classical attacks
(see e.g. [APS15]) where the basis reduction subroutine is replaced by quantum basis
reduction.
In this chapter we present a new quantum attack on LWE: the quantum hybrid attack [GvVW17]. The attack is based on Howgrave-Graham’s classical hybrid attack
[How07], which combines lattice basis reduction techniques such as LLL and BKZ with
guessing techniques such as brute-force or meet-in-the-middle attack. In its original form
the classical hybrid attack was designed to break the NTRU cryptosystem, but has recently
been applied to instances of LWE with highly structured error distributions such as binary
or ternary errors [BGPW16, Wun16].
The idea to turn the hybrid attack into a quantum hybrid attack by replacing the classical guessing phase with Grover’s search algorithm [Gro96] was sketched in Schanck’s
thesis [Sch15], but is in its original form only practical for highly structured (e.g., uniform) NTRU keys. A straightforward application of this idea to LWE Hybrid Attacks would
therefore only be practical for LWE with small (uniform) error such as binary or ternary
errors.
In this chapter we investigate whether we can replace it with a generalization of
Grover’s quantum search algorithm by Brassard–Hoyer–Mosca–Tapp [BHMT02]. With
this generalization, the hybrid attack would be applicable for LWE with arbitrary error
distribution, which would be particularly suitable for LWE instances in recent cryptographic proposals.
Outline. In Section 8.2 we introduce the classical hybrid attack. Then in Section 8.3
we explain our improved quantum hybrid attack for LWE instances with arbitrary secret and error distributions. We then analyze the runtime complexity and optimize it
over the choice of the attack parameters in Section 8.4. We apply the new attack to
the LWE key-exchange schemes New Hope [ADPS16] and Frodo [BCD+ 16], and the RBinLWEenc [BGG+ 16] and Lindner-Peikert [LP11] encryption schemes, and compare it to
the runtime estimations for existing attacks given by the LWE estimators [APS15, SB17].

116

CHAPTER 8. QUANTUM HYBRID ATTACK

The result of this is presented in Section 8.5.

8.2 — Background
8.2.1 – Classical hybrid attack. One approach of solving LWE problems is the classical hybrid attack [BGPW16, Wun16], also referred to as the hybrid attack wherever
the classical context is clear. The first step is to transform the LWE problem instance
A ∈ Zm×n
, b = As + e ∈ Zm
q
q , into a uSVP instance. Note that a “short” s is necessary for
this transformation to be possible. This is however a requirement that is typical for LWE
instances. The resulting uSVP instance can then be solved with the hybrid attack.
We saw in Section 6.2.3 we can transform an LWE problem into uSVP by considering
the d-dimensional lattice

L = {x ∈ Zd : (A|Im | − b)x = 0 mod q},
where d = n + m + 1. Since b = As + e, finding the very short vector v = (s, e, 1) ∈ Zd is
a uSVP problem in the lattice L. In order to apply the Hybrid Attack to the uSVP instance
we need to compute a basis B 0 of L of the form


B C
B0 =
∈ Zd×d ,
(8.1)
0 Ir
for some integer r < m, n. Wunderer [Wun16] showed that with high probability such a
basis of L exists and can be found efficiently from A and b.
The main idea of the hybrid attack is then to split the short vector v into two parts
v = (v` , vg ) with v` ∈ Zd−r and vg ∈ Zr . We then have that
 
  

v`
x
Bx + Cvg
v=
= B0
=
,
vg
vg
vg
for some vector x ∈ Zd−r , which implies v` − Bx = Cvg . Note that Bx is a lattice vector
in the lattice spanned by B, and v` is a short vector. Consequently, if vg is known, we
can recover v` by solving BDD in the lattice spanned by B with target vector Cvg . We can
then loop through guesses for vg and check if a guess is correct (and if so recover v` ) by
solving the corresponding BDD.
8.2.2 – Babai’s algorithm for bounded distance decoding. To solve the BDD problem we use Babai’s nearest plane algorithm [Bab86]. Nearest plane runs in polynomial
time, but in order to achieve a high success probability it requires a lattice basis of sufficiently good quality. This in turn has to be generated by an exponential time lattice basis
reduction step. This makes nearest plane suitable for the hybrid attack. For every guess
of vg we have to solve one BDD instance. Every one of these instances is applied with
respect to the same lattice spanned by B with a different target vector. However the most
time-consuming step lattice basis reduction step of Nearest Plane is independent of the
target vector. Consequently, we can precompute a good basis of the lattice spanned by
B before looping over the possible guesses of vg . We can balance the time spent on the
lattice basis reduction phase and on the guessing phase to obtain the optimal running
time.
As was already shown by Howgrave-Graham [How07], the guessing phase of the attack can be sped up using meet-in-the-middle techniques. However, this approach has
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three main drawbacks. First, it is only practical for highly structured LWE instances such
as LWE with binary or ternary error distribution [Wun16]. Second, its memory requirements are huge [vV16] (see also Chapter 7). Third, the probability that collisions are actually recognized can be extremely small [Wun16]. Our quantum hybrid attack, outlined
in the next section, eliminates all three drawbacks of the meet-in-the-middle approach.

8.3 — The quantum hybrid attack
We now introduce our new Quantum Hybrid Attack. The main idea is to use quantum search algorithms to speed up the guessing part of the classical Hybrid Attack. This
section is structured as follows. We give a brief summary of Grover’s quantum search algorithm and its modified version developed by Brassard–Hoyer–Mosca–Tapp [BHMT02]
in Section 8.3.1. In Section 8.3.3 we show how to use this quantum search algorithm
inside the Hybrid Attack to obtain a new Quantum Hybrid Attack.
8.3.1 – Amplitude amplification. Grover’s algorithm is a quantum algorithm that can
speed up searching in unstructured databases [Gro96]. Given a function f : S → {0, 1}
for some finite set S, we call Sf := {x ∈ {0, 1}d | f(x) = 1} the set of marked
p elements.
Grover’s algorithm allows to find an element x ∈ Sf in approximately π4 · |S|/|Sf | evaluations of f (without any further knowledge about f), while classical algorithms require
an average number of evaluations in the order of |S|/|Sf |. The runtime of Grover’s search
algorithm is independent of how the marked elements have been chosen. The drawback
is that additional information about the choice of the marked elements is not used.
A generalization of Grover’s search algorithm that can utilize the probability distribution on the search space was presented by Brassard–Hoyer–Mosca–Tapp [BHMT02].
Their generalization uses an additional algorithm A for sampling from some distribution
on the search space S.
Theorem 8.1 ([BHMT02], Theorem 3). There exists a quantum algorithm QSearch with
the following property. Let A be any quantum algorithm that uses no measurements (i.e., a
unitary transformation), and let f : S → {0, 1} be any Boolean function. Let a denote the
$

initial success probability of A (i.e., a = Pr[f(x) = 1, x ← A]). The algorithm QSearch
−1
finds a good
√ solution using an expected number of applications of A, A and f which are
in Θ(1/ a) if a > 0, and otherwise runs forever.
The quantum algorithm A can be constructed as follows: Given an arbitrary (efficient) probabilistic sampling algorithm, it can be easily transformed into a deterministic
algorithm that gets random bits as input. This algorithm in turn can be transformed into
a quantum algorithm. Instantiating this quantum algorithm with the uniform distribution
as superposition for the input bits leads to the wanted algorithm A.
Note that the complexity of the algorithm is only given asymptotically. This is only
necessary because the probability a is unknown. We now show that the hidden constant
is indeed small and we can ignore the Landau notation Θ in our runtime estimates.
8.3.2 – The Landau constant. In [BHMT02] two different results are given about amplitude amplification: one for known probability a, one if a is unknown. For amplification
with unknown a the result is an asymptotic one. This gives a way to group algorithms into
complexity classes, but is of limited value for runtime estimations on concrete instances,
since the constant factor is unknown. We therefore introduce the following lemma
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Heuristic 8.2. Let a ∈ [bmin , bmax ] be the success probability as defined in Theorem 8.1.
The algorithm QSearch find a good solution with probability p > 1/2 after k iterations,
where
bmax
.
32k+2 >
bmin
Proof. For known a the success probability of the quantum amplification algorithm after
m rounds is shown in [BHMT02] to be

p = sin2 ((2m + 1)θa )
with θa > 0 such that sin2 (θa ) = a.
Let p > 1/2. Then sin((2m + 1)θa ) >

√1
2

and

1
3
π 6(2m + 1)θa 6 π
4
4

π
6
4( 2m + 1)


π
sin2
6
4(2m + 1)

θa
a

3π
4(2m + 1)


3π
6 sin2
4( 2m + 1)

6

So if p > 1/2, and for large m, we can approximate the bounds by
 2

π
9π2
a∈
,
64m2 64m2

(8.2)

Assume now that a ∈ [bmin
, bmax ]. iIf we find a sequence of rounds m0 , . . . , mk
S h π2
2
, we can find a solution as follows. We start
such that [bmin , bmax ] ⊆ i 64m2 , 649π
m2
i

i

with running the algorithm for m0 rounds. If this succeeds, we found a solution. If not,
we run the algorithm for m1 rounds, and so on. After the last run (with mk rounds) at
least one of the algorithm calls had a success probability of at least 1/2, so the overall
success probability is at least 1/2.
2
To find this sequence, we start with selecting m0 such that 649πm2 = bmax , which is
0

√ 3π
. The other mi are then defined iteratively by selecting mi+1
8 bmax
9π2
π2
such that 64m2 = 64m2 , which is equivalent to mi+1 = 3mi , which in turn leads directly
i+1
i
2
to mi = 3i+1 8√bπ . The second condition of our sequence is that 64πm2 6 bmin . A
max
k
.
simple calculation shows that this is equivalent to 32k+2 > bbmax
min

equivalent to m0 =

If a is sampled from a Gaussian distribution, we have


x2
Pr[a = x] = c exp − 2 ,
2σ
which leads directly to bmax = c. With overwhelming probability, only elements smaller
than 14σ get sampled, so we set


(14σ)2
bmin = c exp −
= c exp(−98).
2σ2
Consequently, we require 32k+2 >

c
c exp(−98)

= exp(98), which is satisfied for k > 45.
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8.3.3 – The quantum hybrid attack. We now describe our new quantum hybrid attack (Algorithm 8.3.2). We use the notation NPB (t) to indicate that Nearest Plane is called
on the target vector t and input basis B. Inputs for the quantum hybrid attack are an LWE
instance (A, b) ∈ Zm×n
× Zm
q
q , the LWE error distribution De , and the attack parameters
r, δ. The algorithm first transforms the LWE instance into a uSVP instance as described
in Section 8.2.1 and then runs QSearch with the function defined by Algorithm 8.3.1.
Algorithm 8.3.1: fA,b,B,C (wg )

1
2
3
4
5
6

Input: LWE instance (A, b), matrices B and C derived from that instance (see (8.1)
in Section 8.2.1) and a target vector wg
Result: 1 if wg results in a solution, 0 otherwise
w` ← NPB (Cwg )
Set (s 0 , e 0 , 1) = (w` , wg )
if As 0 + e 0 = b and s 0 , e 0 are small then
return 1
else
return 0

In Section 8.4.2 we will show it is not optimal to use the error distribution for the
sampling algorithm A to find the solution. Instead we use the transformed distribution
Definition 8.3. Let X be an arbitrary distribution with support S. We write T (X) for the
distribution implicitly defined by
2

$

∀a ∈ S : Pr[a = b|b ← T (X)] = P

xa3
2

,

3
c∈S xc

where xy is the probability of sampling y ∈ s from the distribution X. The quantum
hybrid attack is summarized in Algorithm 8.3.2. Recall from e.g Chapter 7 that the hybrid
attack is split up into applying basis reduction to part of the lattice and applying a guessing
approach to the remaining key space. The attack parameter r indicates the guessing
dimension in (8.1) and the parameter δ is the Hermite delta used for basis reduction
algorithms.

8.4 — Analysis of the attack
We now analyze the runtime complexity of the Quantum Hybrid Attack and show how
to minimize it over all choices of attack parameters.
8.4.1 – Success probability. If NPB (Cvg ) = v` , we have fA,b,B,C (vg ) = 1 with overwhelming probability and QSearch recovers vg . An approximation of the probability
that NPB (Cvg ) = v` is given in [BGPW16, Wun16]

p≈

d−r
Y
i=1

1−

2
1 1
B( (d−r)−
, 2)
2

Z max{−ri ,−1}

!
2

(1 − t )
−1

d−r−3
2

dt .

(8.3)
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Algorithm 8.3.2: quantumhybrid(A, b, De , δ, r)
m
Input: LWE instance (A ∈ Zm×n
, b ∈ Zm
q
q ), error distribution De on Z , and
attack parameters δ ∈ R>1 , r ∈ N, r < m, n
1
2
3
4
5
6
7

$

Let D be the distribution of the last r entries of the vector (x, 1), where x ← De ;
Set A to be a quantum algorithm without measurements for the distribution T (D);
1
L ← {x∈ Zm+n+
: (A|Im | − b)x = 0 mod q} (with basis B 0 ) ;

B C
B0 ←
;
0 Ir
B ← BKZδ (B);
vg0 ← QSearch(fA,b,B,C , A);

return (NPB vg0 , vg0 );

where B(·, ·) denotes the Euler beta function,

ri =

Ri
2 kvl k

for all i ∈ {1, . . . , d − r},

and R1 , . . . , Rm−r denote the lengths of the Gram-Schmidt basis vectors corresponding
to the basis B.
If the components of the LWE error have a discrete Gaussian distribution with standard deviation σ, this approximation can be replaced by the more efficiently computable
formula
√ !
d−r
Y
Ri 2
,
(8.4)
Pr [NPB (Cvg ) = v` ] =
erf
σ
i=1

given in [LP11].
8.4.2 – Number of loops in Qsearch. We now calculate the expected number of
applications or loops of f, A and A−1 in the quantum hybrid attack. We show how the
choice of the sampling algorithm A influences the number of loops, how to minimize this
number over all possible choices of A, and that our choice in Algorithm 8.3.2 is in fact
optimal. In the following, let S = supp(D) be a finite set. The support S is the search
space of our quantum algorithm. Let A be the initial sampling algorithm used in the
Quantum Hybrid Attack and A be the distribution with support S corresponding to A.
According to Theorem 8.1, for a fixed target element x ∈ S the expected number of loops
√
in the Quantum Hybrid Attack is roughly ( ax )−1 . However, since the marked element
(and its probability) is not known, we can only estimate the expected number of loops

L(A) = L ((ax )x∈S ) =

X dx
√ .
ax

(8.5)

x∈S

In order to minimize the runtime of the quantum search we must determine the optimal distribution A that minimizes the number of loops L(A). We first minimize the
expected number of loops over all possible choices of A. Without loss of generality we
assume S = {1, . . . , k} for some k ∈ N. We minimize the expected number of loops by
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minimizing the function

L : (0, 1)k → R,

(a1 , . . . , ak ) 7→

k
X
di
√ ,
ai

(8.6)

i=1

in k variables a1 , . . . , ak ∈ (0, 1) under the constraint

a1 + . . . + ak = 1,
where d1 , . . . , dk ∈ (0, 1) are fixed. Lagrange multipliers find the minimum of L under
these constraints as
2
di3
ai = P
2 .
k
3
j=1 dj
Plugging this into Equation (8.6) gives a minimal number of loops of

X

Lmin =

2
3

dx

! 32
.

(8.7)

x∈S

Note that in our quantum hybrid attack, the support S consists of independent components, i.e. S = Sr0 for the attack parameter r ∈ N, 0 6 r 6 d, and D = Pr for some
probability distribution P. In this case Equation (8.7) is equivalent to


Lmin = 

X

r  32
2
3

py   .

(8.8)

y∈S0

Comparison with Grover’s search algorithm. If the distribution D is the uniform
distribution, then the complexity of Qsearch matches the one of Grover’s search algorithm
!3
!3
! 23
2
X 2 2
X  1 3 2
p
1
Lmin =
dx3
=
= |S| 2
= |S|.
|S|
|S| 3
x∈S

x∈S

For a differently structured search space, QSearch gives a much better complexity. As an example we examine the distribution binomial distribution D on the set S =
{−16, . . . , 16}r used in New Hope [ADPS16]. Then |S| = 33r and using Grover’s search
algorithm in the quantum hybrid attack gives as the number of loops
√
LGrover = 33r ≈ 22.52r .
In comparison, in our quantum hybrid attack we have

Lour =

32
X

i=0

2
3

pi

!r ! 23
≈ 21.85r ,

where pi =

 
32
· 2−32 .
i

For r = 200 entries that are guessed during the quantum hybrid attack this amounts to
a speedup factor of 2134 of our approach over using Grover’s algorithm. This example
showcases the significant improvement of our quantum hybrid attack over one that is
simply using Grover’s search algorithm.
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8.4.3 – Total runtime. We can now estimate the total runtime of the quantum hybrid attack by estimating the individual cost of one Qsearch loop, the precomputation
(i.e., lattice basis reduction) cost, and combining them with Equation 8.7. The resulting
runtime formula must then be optimized over all possible attack parameters.
The cost of the function f is dominated by the cost of one Nearest Plane call, which
was experimentally found to be roughly k2 /21.06 bit operations, where k is the dimension
of the lattice (in our case k = d − r), see [HHHW09]. 1 We assume that compared to
this cost, the cost of the algorithm A and A−1 can be neglected.
For the precomputation cost of lattice basis reduction we need to determine the running time of BKZ to achieve a of quality δ. According to [Che13, APS15], the minimal
block size b needed by BKZ to achieve a certain Hermite delta δ can be determined via
the relation
δ = (((πb)1/b b)/(2πe))1/(2(b−1)) .
We assume that the number of tours t with block size b is as given in the LWE estimator [APS15, SB17]. Then the precomputation cost of BKZ with block size b in the
(d − r)-dimensional lattice is roughly Tred = t(d − r)TSVPb , where TSVPb denotes the
number of operations to solve SVP in dimension b.
As discussed in Section 6.3.1, the main two methods to solve SVP are enumeration
and sieving. For the quantum hybrid attack, we compare with existing attacks under two
different basis reduction assumptions.
In the first model (called quantum-sieving) we assume that memory consumption of
sieving is not any impediment, sieving scales as predicted to higher dimensions and can be
sped up with quantum computers as proposed by Laarhoven–Mosca–van de Pol [LMvdP15]
with a runtime complexity of

TSVPb = 20.265b+16.4 .
From an attacker’s point of view this is an optimistic prediction (see also Section 11.5.5),
so the number derived in this model can be seen as a lower bound on the hardness of the
LWE instances.
The second model, (enumeration), assumes that sieving is not practical compared to
enumeration for dimensions of cryptographic size and uses an interpolation of Albrecht–
Player–Scott [APS15] based on runtimes of enumeration given by Chen and Nguyen [CN11a]
instead. The predicted number of operations necessary to solve SVP in dimension b is
given by
TSVPb = 20.27b ln(b)−1.019b+16.10 .
This methodology leads to higher runtime estimations for both the existing attacks and
the quantum hybrid attack.
Using these estimates we obtain that the total runtime of the quantum hybrid attack
is given by
Tred + Thyb
,
Ttotal =
p
1
In [HHHW09], Hirschhorn, Hoffstein, Howgrave-Graham and Whyte conservatively assume that if one
has to perform multiple Nearest Plane calls with the same lattice basis (as it is the case in the Quantum Hybrid
Attack), one can reduce this cost to k/21.06 bit operations using precomputation. However, since this speedup
has not been confirmed in practice, we do not assume this linear cost for our runtime estimates. Note that
assuming the linear cost instead of the quadratic one would lower the runtime of the Quantum Hybrid Attack.
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where

Thyb =

X

2
3

dx

! 32
· (d − r)2 /21.06 ,

x∈S

Tred is the runtime of basis reduction, and p is the success probability as given in Equation 8.3.
The total runtime of the attack Ttotal depends on the attack parameters r and δ and
must therefore be optimized over all such choices.

8.5 — Performance of the attack
In this section, we present concrete runtime estimates of our Quantum Hybrid Attack against the New Hope [ADPS16] and Frodo [BCD+ 16] key exchange schemes (Section 8.5.1) and the Lindner-Peikert [LP11] (Section 8.5.2) and R-BinLWEenc [BGG+ 16]
(Section 8.5.3) encryption schemes. For the comparison, we always selected the maximal
number of LWE samples available for the Quantum Hybrid Attack.
8.5.1 – New Hope and Frodo. We analyze and optimize the runtime of the Quantum Hybrid Attack against the New Hope [ADPS16] and Frodo [BCD+ 16] key exchange
schemes and compare our results to the security levels produced by the LWE estimator
for LWE instances with limited number of samples [SB17]. Note that the LWE estimator
handles LWE instances with Gaussian distribution, while the distributions of New Hope
and Frodo are only approximations of such. Therefore we compare the results of our
quantum hybrid attack to the LWE estimator using the approximated Gaussian distributions. To obtain a fair comparison, we also use the approximated Gaussian distributions
to determine the success probabilities according to Equation (8.4).
Table 8.1 shows that the Quantum Hybrid is significantly faster if enumeration is used
as basis reduction subroutine. If we assume that quantum-sieving is practical and behaves
as predicted [LMvdP15], the quantum hybrid and the existing attacks are comparable (see
Table 8.2).
Attack
Dual Embedding
Decoding
Quantum Hybrid

New Hope
1346
833
725

Frodo-592
446
—
254

Frodo-752
485
—
310

Frodo-864
618
—
377

Table 8.1: Quantum security estimates for New Hope and Frodo using enumeration as SVP oracle. Table shows
the base-two logarithm of the expected running time.

Note that for both the quantum hybrid attack and the LWE estimator the results differ
substantially from the claimed security levels of the schemes [ADPS16, BCD+ 16]. New
Hope’s and Frodo’s security level claims are respectively 199, 94, 103 and 128 bits of
security. This is not surprising, since in the spirit of guaranteeing secure post-quantum
parameter sets [ADPS16] and [BCD+ 16] aim for highly conservative security estimates.
8.5.2 – The Lindner-Peikert encryption scheme. Lindner and Peikert [LP11] introduced an LWE-based encryption scheme. For the Lindner-Peikert LWE-based encryption scheme [LP11], in [ACF+ 13] asymptotic instantiations are given. We analyze such
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Attack
Dual Embedding
Decoding
Quantum Hybrid

New Hope
389
380
384

Frodo-592
173
—
171

Frodo-752
184
—
189

Frodo-864
219
—
221

Table 8.2: Quantum security estimates for New Hope and Frodo using quantum-sieving as SVP oracle. Table
shows the base-two logarithm of the expected runtime.

runtime (log2 )

1,500

Decoding
Dual Embedding
Quantum Hybrid

1,000

500

256 320 384 448 512 576 640 704 768 832 896 960 1,024

n (dimension of secret)
Figure 8.1: Quantum security estimates for Lindner-Peikert parameter using enumeration as SVP oracle. Figure
shows the base-two logarithm of the expected runtime.

instances for dimensions ranging from 256 to 1024. Note that theoretically, the discrete Gaussian distributions used in the Lindner-Peikert encryption scheme have infinite
support, while our analysis requires finite support. Using a standard tailbound argument [LP11] one can show that with overwhelming probability the absolute value of
Dσ is bounded by 14σ. We therefore assume the distributions Dσ have finite support
{−d14σe, . . . , d14σe}.
As Figure 8.1 shows, the quantum hybrid attack outperforms all existing attacks for
enumeration as SVP oracle. Again the gap between the attacks nearly vanishes when
quantum-sieving is used (see Figure 8.2), but the quantum hybrid attack seems to benefit
from a slightly better asymptotic complexity.

8.5.3 – The R-BinLWEenc encryption scheme. So far all instances considered either
use Gaussian errors or approximations of such. However the classical hybrid attack is
most efficient on LWE with binary error [BGPW16, Wun16]. In order to compare the
classical and the quantum hybrid attack, we investigate the hardness of LWE instances
with binary error as used in [BGG+ 16] for their Lindner-Peikert-like encryption scheme.
The runtime of the classical hybrid attack on binary LWE instances was estimated
in [Wun16]. For our comparison we use their security overestimates, since their underlying assumptions match the ones in this work.
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runtime (log2 )
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Decoding
Dual Embedding
Quantum Hybrid

300
200
100
256 320 384 448 512 576 640 704 768 832 896 960 1,024

n (dimension of secret)
Figure 8.2: Quantum security estimates for Lindner-Peikert parameter using quantum-sieving as SVP oracle.
Figure shows the base-two logarithm of the expected runtime.

Attack
Classical hybrid estimates (enumeration SVP oracle)
Quantum hybrid (enumeration SVP oracle)
Quantum hybrid (quantum-sieving SVP oracle)

Set-I
99
82
79

Set-II
90
75
73

Set-III
197
167
140

Table 8.3: Quantum security estimates for R-BinLWEenc. Table shows the base-two logarithm of the expected
runtime.

CHAPTER 9

Short generators in multiquadratic fields

9.1 — Overview
Context. We saw in Section 6.3.3 that a class of cryptosystems like the Smart–
Vercauteren [SV10], Gentry [Gen09b] and Gentry–Halevi cryptosystem [GH11] can be
attacked by the following steps given a basis for an ideal gR, recovering the short ring
element g ∈ R. For cyclotomic fields this problem was shown to be classically subexponentially hard, and quantumly polynomial time breakable.
There are many other lattice-based cryptosystems that are not broken by the Biasse–
Song–Campbell–Groves–Shepherd attack. For example, the attack does not break a more
complicated homomorphic encryption system introduced in Gentry’s thesis [Gen09a,Gen10];
it does not break the classic NTRU system [HPS98]; and it does not break the BCNS
[BCNS15] and New Hope [ADPS16] systems. But the simple problem of finding g given
gR remains of interest for several reasons.
1. It is an interesting problem to determine whether the cryptosystem in [Gen09b]
completely broken, or is merely broken for some special number fields.
2. Most cryptosystems today are chosen for their pre-quantum security levels; the rise
of quantum attacks has certainly not eliminated the interest in RSA and ECC, and
also does not end the security analysis of Gentry’s system.
3. The problem of finding a generator of a principal ideal has a long history of being considered hard. It is fifth on a list of five “main computational tasks of algebraic number theory” in [Coh93, page 214]. Smart and Vercauteren describe their
key-recovery problem as an “instance of a classical and well studied problem in
algorithmic number theory” and point to the Buchmann–Maurer–Möller cryptosystem [BMM00] a decade earlier relying on the hardness of this problem.
4. This problem has been reused in various attempts to build secure multilinear maps,
starting with the Garg–Gentry–Halevi construction [GGH13]. This construction has
been shown flawed (see, e.g., [CHL+ 15, CLLT16]), but there is a clear pattern of
this problem appearing in the design of advanced cryptosystems. It needs to be
understood whether this problem can be a plausible foundation for security.
5. Even when cryptosystems rely on more complicated problems, it is natural for cryptanalysts to begin by studying the security of simpler problems. Successful attacks
on complicated problems are usually outgrowths of successful attacks on simpler
problems.
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It is natural to ask whether quantum computers play an essential role in this polynomialtime attack. It is also natural to ask whether the problem of finding g given gR is weak for
all number fields, or whether there is something that makes cyclotomic fields particularly
weak.
In this chapter we investigate a specific class of number fields for weaknesses against
pre-quantum attacks. The number
we target
such as the
√ √ fields
√ that
√ are
√ √
√ multiquadratics,
√
2,
3,
5,
7,
11,
13,
17,
19
)
,
or
more
generally
degree-256
number
field
Q
(
√
√ √
any Q( d1 , d2 , . . . , dn ). Sometimes we impose extra constraints for the sake of simplicity: for example, in a few steps we require d1 , . . . , dn to be coprime and squarefree,
and in several steps we require them to be positive.
Why multiquadratics. Automorphisms and subfields play critical roles in several
strategies to attack discrete logarithms. These strategies complicate security analysis, and
in many cases they have turned into successful attacks. For example, small-characteristic
multiplicative-group discrete logarithms are broken in quasipolynomial time; there are
ongoing disputes regarding a strategy to attack small-characteristic ECC; and very recently pairing-based cryptography has suffered a significant drop in security level, because of new optimizations in attacks exploiting subfields of the target field. See, e.g.,
[BGJT14], [GG16], and [KB16].
Do automorphisms and subfields also damage the security of lattice-based cryptography? We chose multiquadratics as an interesting test case because they have a huge number of subfields, presumably amplifying and clarifying any impact that subfields might
have upon security.
A degree-2n multiquadratic field is Galois: i.e., it has 2n automorphisms, the maximum possible for a degree-2n number field. The Galois group, the group of automorphisms, is isomorphic to (Z/2)n . The number of subfields of the field is the number of
subgroups of (Z/2)n , i.e., the number of subspaces of an n-dimensional vector space over
F2 . The number of k-dimensional subspaces is the 2-binomial coefficient

 
n
(2n − 1)(2n−1 − 1) · · · (21 − 1)
= k
,
k 2 (2 − 1)(2k−1 − 1) · · · (21 − 1)(2n−k − 1)(2n−k−1 − 1) · · · (21 − 1)
2

which is approximately 2n /4 for k ≈ n/2. This turns out to be overkill from the perspective of our attack: as illustrated in Figures 9.3 and 9.4, the number of subfields we
use ends up essentially linear in 2n .
Further implications: progress in attacking Ideal-SVP. As we have seen in Chapter 6, SVPγ is the problem of finding, in a given lattice Λ, a nonzero vector whose length
is at most γ times the length of the shortest nonzero vector in the lattice.
Micciancio and Goldwasser wrote in 2002 [MG02] that “To date, the best known polynomial time (possibly randomized) approximation algorithms for SVP and CVP achieve
worst-case (over the choice of the input) approximation factors γ(n) that are essentially
exponential in the rank n” (emphasis added). The same approximation factors are fea-
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tured on the right side of a picture displayed, for example, by Regev in 2010 [Reg10]:

Micciancio wrote in 2013 [Mic13] that there is a “smooth trade-off between running time
and approximation: γ ≈ 2O(n log log T/ log T ) ”. Taking a polynomial run time T produces
the same essentially exponential approximation factor γ. Taking an exponential run time
T produces a√polynomial approximation factor γ. In the middle is a run time T of the
form exp(Θ( n ln n)), i.e., exp(n1/2+o(1) ), producing an approximation factor of the
same form.
A new attack taking polynomial time—or quantum polynomial time—to reach an
exp(n1/2+o(1) ) approximation factor would be tremendous progress, shredding the standard tradeoff picture and jumping halfway to the exp(no(1) ) (e.g., polynomial) approximation factors commonly used in cryptography. For comparison, a similar jump to
exp(n1/2+o(1) ) in the time for integer factorization was followed by a jump to exp(n1/3+o(1) ),
and the underlying algorithms broke widely used RSA key sizes. A similar jump in the
time for small-characteristic multiplicative-group discrete logarithms was followed by a
jump to exp(n1/3+o(1) ), and then exp(n1/4+o(1) ), and then exp(no(1) ), more specifically
quasipolynomial.
This impressive jump to an exp(n1/2+o(1) ) approximation factor is exactly what has
happened for SVP for an important class of lattices, namely ideals for various cyclotomic
fields. SVPγ restricted to this class of inputs is typically called “Ideal-SVPγ ” or “approximate Ideal-SVP” or simply “Ideal-SVP”.
This jump began with the Biasse–Song–Campbell–Groves–Shepherd attack. This attack was initially described as handling an even more restricted type of input, namely
ideals with short generators, and for this case it reaches an exp(no(1) ) approximation factor. Principal ideals very rarely have short generators. However, the same attack works
for arbitrary principal ideals, provided that one allows an exp(n1/2+o(1) ) approximation
factor. See [CDPR16, Theorem 6.5] for a variant of this attack.
Most ideals in cyclotomic rings are not principal. However, Cramer, Ducas, and
Wesolowski recently [CDW17] used the Biasse–Song–Campbell–Groves–Shepherd attack
as a subroutine to break worst-case Ideal-SVP inputs, again with an exp(n1/2+o(1) ) approximation factor, again for various cyclotomic fields, under plausible assumptions.
This history illustrates the general point that successful attacks are usually outgrowths
of successful attacks on simpler problems. From a cryptanalyst’s perspective, ideals of the
form gO are a natural and important example of ideal lattices, and they are an obvious
starting point even if the objective is to handle more general ideals. In this chapter we
explore the case of “simple” multiquadratic fields.
Outline. In Section 9.2 we first discuss some general properties of multiquadratic
fields. The remainder of this chapter is constructed as a bottom-up structure. In Section 9.3 we look at the low-level field problem of recognizing and constructing squares in
number field. After this a preliminary step in the attack (see Section 9.4) is to compute a
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full-rank subgroup of “the unit group of” the number field (which by convention in algebraic number theory means the unit group of the ring of integers of the field): namely, the
subgroup generated by the units of all real quadratic subfields. We dub this subgroup the
set of “multiquadratic units” by analogy to the standard terminology “cyclotomic units”,
with the caveat that “multiquadratic units” (like “cyclotomic units”) are not guaranteed
to be all units. In the next step (the rest of Section 9.4) we go far beyond the multiquadratic units: we quickly compute the entire unit group of the multiquadratic field.
We then go even further (Section 9.5), quickly computing a generator of the input ideal.
The generator algorithm uses techniques similar to, but not the same as, the unit-group
algorithm.
Finally in Section 9.6 we take advantage of the pre-quantum-ness of our algorithm
and do experiments to verify the heuristic running times and success probability of our
algorithm.

9.2 — A Multiquadratic Cryptosystem
9.2.1 – Multiquadratic fields. A multiquadratic field is, by definition, a field that can
√
√
be written in the form Q( r1 , . . . , rm ) where (r1 , . . . , rm ) is a finite sequence of rational
√
√
numbers. The notation Q( r1 , . . . , rm ) means the smallest subfield of C, the field of
√
√
complex numbers, that contains r1 , . . . , rm .
√
When we write r for a nonnegative real
√ number r, we mean specifically the nonnegative square
root
of
r
.
When
we
write
r for a negative real number r, we mean
√
√
specifically
i
−r
,
where
i
is
the
standard
square
root of −1 in C; for example, −2
√
√
√
not affect the definition of Q( r1 , . . . , rm ), but many
means i 2. These choices do √
other calculations rely on each r having a definite value.
Theorem 9.1. Let n be a nonnegative integer.QLet d1 , . . . , dn be integers such that, for each
nonempty subset J ⊆ {1, . . . , n}, the product j∈J dj is not a square. Then the 2n complex
Q p
numbers j∈J dj for all subsets J ⊆ {1, . . . , n} form a basis for the multiquadratic field
√
√
space. Furthermore,
for each √
j ∈ {1, . .√
. , n} there is a
Q( d1 , . . . , dn ) as a Q-vector √
√
unique field
automorphism
of
Q
(
d
,
.
.
.
,
d
)
that
preserves
d
,
.
.
.
,
dn except for
1
n
1
p
p
mapping dj to − dj .

√
√
Proof. Q( d1 , . . . , dn ) is a multiquadratic field by definition.
√For n =√0 the basis statement is easy: the only number is 1 (from J = {}), and
Q( d1 , . . . , dn ) = Q. The automorphism statement is vacuous. Assume from now on
that n > 1, and induct on n.
Q p
The inductive hypothesis states that the 2n−1 complex numbers j∈J dj for all sub√
√
sets J ⊆ {1, . . . , n − 1} form a basis for K = Q( d1 , . . . , dn−1 ) as a Q-vector space; and,
for
unique field
p automorphism σj of K that preserves
√ each j√∈ {1, . . . , n − 1}, there is a p
d1 , . . . , dn−1 except for mapping dj to − dj .
P
Q p
Note that an element x =
dj ∈ K satisfies σk (x) = x if and only if
J xJ
j∈J
xJ = 0 whenever k ∈ J. Similarly, x satisfies σk (x) = −x if and only if xJ = 0 whenever
k∈
/ J. Hence a nonzero x satisfies the n − 1 conditions σ1 (x), . . . , σn−1 (x) ∈ {x, −x} if
and only if there is exactly one subset J for which xJ 6= 0: this set J is the set of indices k
for which σk (x) = −x.
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√
as the K-vector space √a + b dn : a, b ∈ K . Note that the field
√Define L √
Q( d1 , . . . , dn ) contains K and
dn , so it contains L.
√
Suppose that L = K. Then dn ∈ K; i.e., x2 = dn for some x ∈ K. Hence σk (x)2 =
σk (dn ) = dn for each k. The only
each σk (x) must
p roots of dn are x and −x, so
Q
Q square
2
d
for
a
single
set
J
.
Hence
x
be
x
or
−x
,
so
x
has
the
form
x
j
J
j∈J dj = dn , so
j∈J
J
Q
j∈J∪{n} dj is a square, contradicting the non-squareness hypothesis.
√
Hence the K-dimension of L is at least 2. But (1, dn ) generates L over K; so it
must
L is a field: for√multiplication observe that (a +
√ of L. Furthermore,
√ be a K-basis
0
0
0
0
)
=
(aa
+
bb
d
)
b dn )(a 0 + b 0 d√
n
n + (ab + ba ) dn , and for division observe
√that
2
2
any nonzero a + b dn has nonzero
D
=
a
−
b
d
and
reciprocal
a/D
−
(b/D)
dn .
n
√
√
√
By
construction
L
contains
Q
(
d
,
.
.
.
,
d
)
and
d
,
so
it
also
contains
1√
n−1
n
√
√
√
√
Q( d1 , . . . , dn ). Thus Q( d1 , . . . , dn ) = L. Multiplying 1, dn by the above Qbasis of K produces the claimed Q-basis of L.
√
√
For each j ∈ {1, . . . , n − 1}, the
is a field
j (b) dn p
√ map a√+ b dn 7→ σj (a) + σp
automorphism of L that preserves d1 , . . . , dn except for mapping dj to − dj ; and
√
√
√
√
a + b dn 7→ a√− b dn√is a field automorphism of L that preserves d1 , . . . , dn−1
while mapping dn to − dn . Finally,
follows from the fact that specifying
√ uniqueness
√
how a field
automorphism
acts
on
d
,
.
.
.
,
d
also
specifies how it acts on each basis
1
n
p
Q
element j∈J dj .
√
√
Consequently Q( d1 , . . . , dn ) is a degree-2n number field.
Theorem 9.2. Every multiquadratic field can be expressed in the form of Theorem 9.1 with
each dj squarefree.

√
√
Proof. We show by induction
on m
√
√ that any field Q( r1 , . . . , rm ) with rational r1 , . . . , rm
can be expressed as Q( d1 , . . . , dn ) for some admissible d1 , . . . , dn , i.e., some squarefree d1 , . . . , dn meeting the hypotheses of Theorem 9.1. For m = 0 simply take n = 0.
√
√
For m > 1, write K√= Q( r√
1 , . . . , rm−1 ). The inductive hypothesis states that K
can be expressed as Q( d1 , . . . , dn ) for some admissible d1 , . . . , dn . All that remains
√
is to prove the same for K( rm ).
√
If rm = 0 then K( rm ) = K and we are done. Otherwise write rm as N/D for
2
nonzero integers
√ N, D, and
√ then write ND√as s dn+1√for a squarefree integer dn+1 .
√
rm = ND/D = s dn+1 /D, so K( rm ) = K( dn+1 ).
Now Q
If
j∈J dj is non-square for all J ⊆ {1, . . . , n + 1} then we are done. Otherwise
Q
d
j∈J j is square for some J ⊆ {1, . . . , n + 1}. The admissibility of d1 , . . . , dn√forces
n + 1 ∈ J, in turn forcing dn+1 to be a square √
divided by some of d1 , . . . , dn , so dn+1
is an integer divided by an element of K, so K( dn+1 ) = K and again we are done.
9.2.2 – Fast arithmetic in multiquadratic fields. There are well-known polynomialtime algorithms that perform basic arithmetic operations (addition, subtraction, multiplication, division, and square root) on elements of number fields represented in a standard way. See, e.g., [Coh93]. These algorithms are readily available in the Sage [SD15]
computer-algebra system. However, to analyze the attack algorithm of this chapter, we
need to specify performance in more detail than “polynomial time”. In [BBdV+ 17], on
which this chapter is based, the cost of basic arithmetic in multiquadratic fields is analyzed. This is however outside the scope of this thesis.
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Basic arithmetic operations on B-bit numbers in Z take time essentially B, where
“essentially” suppresses lower-order factors such as log B. For general multiquadratics
there are two important cost parameters: N = 2n , the degree of the multiquadratic field;
and B, the number of bits in the largest integer used. Each algorithm needed for our
attack takes time bounded by essentially Ne B for some algorithm-specific exponent e.
For basic arithmetic in multiquadratic fields, we use the results of [BBdV+ 17] on this
exponent as given. They are summarized in Table 9.1.
Operation
Addition and subtraction
Multiplication
Norm
Exact division
Square root
Computing quadratic characters

Complexity
O(NB)
O(NB)
O(NB)
O(NB)
O(Nlog2 3 B)
O(NB)

Table 9.1: An overview of operation costs for multiquadratic fields. All suppress lower order factors such as
log B and n.

9.2.3 – A multiquadratic cryptosystem. To generate realistic targets for our attack,
we have implemented a Gentry-style cryptosystem using multiquadratic fields. The cryptosystem defined by Smart and Vercauteren [SV10, Section 3.1, “The Scheme”] uses
Z[x]/F for any “monic irreducible polynomial” F ∈ Z[x]. The cryptosystem does not
actually require the ring Z[x]/F to be the ring of integers of the
√ field.
√
Take d1 , . . . , dn as in Theorem 9.1. The algebraic integer√ d1 + · · · +√ dn is a root of
a unique monic irreducible polynomial√
F ∈ Z[x]. √
Explicitly, d1 + ·√· · + dn has exactly
√
2n distinct conjugates in the field Q( d1 , . . . , dn ), namely µ1 d1 + · · · + µ√
n dn
n
where µ1√
, . . . , µn ∈ {−
√ 1, 1} , so
√ F is the product of the linear polynomials x − (µ1 d1 +
∈ Q( d1 , . . . , dn )[x], and deg F = 2n . The field Q[x]/F is isomorphic
· · · +√
µ n dn ) √
to Q( d1 , . . . , dn ).
The Smart–Vercauteren cryptosystem repeatedly generates a short secret element g of
Z[x]/F until finding that q, the absolute value of NQ[x]/F:Q (g), is a prime number. There
is then a unique ring homomorphism ϕ : Z[x]/F → Z/q that takes g to 0. The public key
in the cryptosystem is the pair (q, r) where r = ϕ(x), i.e., r is a root of g(x) modulo q.
The ideal generated by q and x − r in Z[x]/F is the same as the ideal generated by g.
Gentry’s original cryptosystem did not require q to be prime, but it worked with a
much larger, much slower representation for the public ideal generated by g. Smart–
Vercauteren suggested instead using the classic “two-element representation” of an ideal,
and in particular computing r via standard algorithms to find roots of polynomials in
the field Z/q. Gentry–Halevi, in the special case of power-of-2 cyclotomics, suggested
constructing ϕ in a different way that works efficiently for any squarefree q (and for
some other q’s; the main failure cases are norms divisible by squares of small primes),
avoiding the many iterations needed to find a prime.
Here
adaptation of the Gentry–Halevi idea. View g as an element
√
√ is a multiquadratic
√
of Z[ d1 , . . . , dn ]. As before, let q = NQ(√d1 ,...,
√ dn ):Q (g) . Compute
NQ(√d1 ,...,√dn ):Q(√d1 ) (g), obtaining some a + b d1 with a, b ∈ Z. If gcd {b, q} > 1,
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start over with a new g. (Note that ±q = a2 − b2 d1 , so any prime dividing both b
and q must also divide a, but then the square of the prime divides q; in other words,
this restart will not happen if q is squarefree.)
If
√ gcd {b, q}
√ = 1, find
√ k, ` ∈ Z with
√
[ d1 , . . . , dn ], so it divides
kb + `q √
= 1. Now g√divides both a√+ b d1 and q d1 in Z√
k(a + b d1 ) + lq d1 = ka +√ d1 ; i.e.,
√ the image of d1 in Z/q is exactly −ka.
d
,
.
.
.
,
dn , and define r as the sum of the images of
Similarly
compute
the
images
of
2
√
√
d1 , . . . , dn .
The messages encrypted by Smart–Vercauteren are short elements m of Z[x]/F. The
ciphertext c corresponding to m is simply ϕ(m) ∈ Z/q. Addition and multiplication of
messages, up to some limit, are simply addition and multiplication of ciphertexts in Z/q.
Given c, the receiver lifts c to {0, 1, . . . , q − 1}, computes c/g in the field Q[x]/F,
rounds coefficients to integers to obtain an element of Z[x]/F, multiplies by g, and subtracts from c. It is easy to see that this produces m if each coefficient of m/g ∈ Q[x]/F is
strictly between −1/2 and 1/2.
Smart and Vercauteren choose the “short” in g longer than the “short” in m with
the goal of limiting each coefficient of m/g in this way. Beware that Silverberg later
pointed out a flaw in the Smart–Vercauteren size analysis, creating decryption failures if
some coefficients of 1/g happen to be larger than expected; the easiest fix is for the key
generator to check the coefficients of 1/g and restart if necessary.
9.2.4 – Attacks on multiquadratic Smart–Vercauteren. In this section we will give a
preview of how our attack performs in comparison to the traditional attack techniques of
LLL and BKZ. In the next sections we will then describe how our attack works and report
a more elaborate version of the performance of our attack.
We follow Smart–Vercauteren’s suggestion of N as a power of the target security level
λ, specifically λ2+o(1) . Concretely, Smart and Vercauteren suggested N = 8192 for 2100
security using cyclotomics. These suggestions were based on conventional lattice-basisreduction attacks. We now adapt the analysis of such attacks to multiquadratics, showing
that N ∈ λ2+o(1) provides ample security asymptotically.
Accurate analysis of BKZ performance for cryptographic sizes is difficult, but existing
estimates suggest that our cryptosystem is extremely difficult to break by these attacks
for the same N = 8192. The first attack target is the secret√key g. The public key I = gR
is specified
√ as its norm q and the image ci mod q of each di modulo I. A ring element
f0 + f1 d1 + · · · is in I if and only if f0 + f1 c1 + · · · is a multiple of q, i.e., if and only if
(f0 , f1 , . . .) is some combination of the rows of the matrix


q
0
Λ=
,
−c IN−1
where c ∈ (Z/q)N−1 consists of the products
√ of all nonempty subsets of ci . It is natural to multiply the columns by weights (1, d1 , . . .), obtaining a matrix
of determinant
√
q(d1 · · · dn )N/2 whose row space contains the short vector (g0 , g1 d1 , . . .).
Quantitatively, the cryptosystem takes each component of this vector as a random
number between p
−G and G for some large G, so the vector is expected to have length
approximately G N/3. For comparison, as we will see in Section 9.6.3, ln |q| is exp
pected to be approximately N ln(G N/3) + Nc where c ≈ −0.63518 is a univerp
N/2 1/N
sal constant,
the average of ln |N|
)
≈ γG N/3 where
√
√ . Hence (q(d1 · · · dn )
γ = d1 · · · dn exp c ≈ 0.52984 d1 · · · dn .
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In short, this short vector is smaller than the N’th root of the determinant by a factor
γ. Note that, since we have limited each di to quasipolynomial in N, this approximation
factor is also quasipolynomial in N.
Smart and Vercauteren also considered, as a better attack target, the plaintext message
m. As mentioned above, m needs to be somewhat shorter than g for reliable decryption
(several bits shorter in our experiments), correspondingly increasing the factor γ, but the
factor is still quasipolynomial.
The standard estimate is that, in time 2λ , the smallest approximation factor reachable
by BKZ (for most lattices) is asymptotically exponential in (N log λ)/λ. For Smart and
Vercauteren this is exponential in λ1+o(1) , since N ∈ λ2+o(1) . For comparison, the target
approximation factor γ is far smaller: it is exponential in (log N)O(1) , i.e., exponential in
(log λ)O(1) , which is far smaller than exponential in λ1+o(1) . Reaching this approximation
2+o(1)
factor with BKZ takes time 2λ
, obviously very poor scalability for an attack when
the target security level is 2λ .
The reason that Smart and Vercauteren take N so large is to allow much shorter mes1+o(1)
sages m: specifically, they allow m to be shorter than g by a factor as large as 2λ
.
1+o(1)
This reduces the security against BKZ to 2λ
. From this perspective, the difference
between cyclotomics and multiquadratics is only a minor difference in the allowable gap
between m and g.
We can also see the poor scalability of BKZ by looking at concrete values of N. If we
assume a multiquadratic field of the first n primes bigger than respectively 1, n and n2 ,
then after computing the approximation factor γ, we need lattice-basis reduction on Λ
with a Hermite factor as shown in the following table:
n

4

5

6

7

8

1/N
δ1 = γ1
1/N
δn = γn
1/N
δn2 = γn2

1.1359

1.1064

1.0732

1.0475

1.0293

1.2542

1.1706

1.1204

1.0725

1.0460

1.4107

1.2964

1.1849

1.1157

1.0686

n

9

10

11

12

13

1/N
δ1 = γ1
1/N
δn = γn
1/N
δn2 = γn2

1.0176

1.0105

1.0061

1.0034

1.0019

1.0264

1.0150

1.0084

1.0048

1.0027

1.0402

1.0231

1.0133

1.0074

1.0041

Experiments from [GN08] show that the LLL algorithm gives a Hermite factor of
1.0219 for most lattices. LLL has comparable performance to our algorithm (see also
Figure 9.1), but is conjectured
√ √ √ to√not√find the
√ secret
√ n = 10. In a sample size
√ key
√ beyond
of 1 on the field Q( 2, 3, 5, 7, 11, 13, 17, 19, 23), the LLL attack returned
a key of norm approximately 29729.6 NL:Q (g), where g is the secret key, in 11.1 days. For
comparison,
the next
on the field
√ √ √our√attack,
√ described
√
√ sections,
√ in √
√
Q( 2, 3, 5, 7, 11, 13, 17, 19, 23, 29) took 4.3 days.
For BKZ the estimates of realistic running time vary in the literature (see e.g. [GN08,
LP11,CN11a,ACF+ 15b]). For this purpose we will use the approach of [ACF+ 15b], which
estimates the running time of BKZ as
log2 tBKZ2.0 =

0.009
log22 δ

− 27.
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Figure 9.1: Experimental running times for LLL (red) and our attack (blue) compared to estimated BKZ running
times (black). Experimental data was averaged over 1000 random keys for the field consisting of the first n
consecutive primes after n2 .

Using this estimate, in Figure 9.1 we graph the running times of an LLL attack on Λ,
along with the result of our attack, which will be described in more detail in Section 9.6.1.
Beware that this BKZ estimate is not meaningful for δ above 1.0219 (i.e., for n 6 10),
and also does not account for the large sizes of our input coefficients, which is presumably
why our observed LLL time is far above this BKZ estimate.
We see that our attack is conjectured to outperform BKZ greatly from around n =
11. For smaller multiquadratic fields this cross-over point is even earlier: e.g., for the
multiquadratic field consisting of the first n primes, the intersection occurs at n = 10.

9.3 — Recognizing squares
This section
explains
how to recognize squares in a multiquadratic field
√
√
L = Q( d1 , . . . , dn ), which will be vital in our attack of the multiquadratic cryptosystem. The method does not merely check whether a single element u ∈ L is a
square: given nonzero u1 , . . . , ur ∈ L, the method identifies the set of exponent vectors (e1 , . . . , er ) ∈ Zr such that ue1 1 · · · uer r is a square.
The method that we use was introduced by Adleman [Adl91] as a speedup to the
number field sieve for factoring integers. The idea is to apply a group homomorphism
χ from L× to {−1, 1}, or more generally from T to {−1, 1}, where T is a subgroup of
L× containing u1 , . . . , ur . Then χ reveals a linear constraint, hopefully nontrivial, on
(e1 , . . . , er ) modulo 2. Combining enough constraints reveals the space of (e1 , . . . , er )
mod 2. One choice of χ is the sign of a real embedding of L, but this is a limited collection
of χ (and empty if L is complex). Adleman suggested instead taking χ as a quadratic
character defined by a prime ideal. There is an inexhaustible supply of prime ideals, and
thus of these quadratic characters. This is what we will use.
9.3.1 – Computing quadratic characters. Let q be an odd prime number modulo
which all the di are nonzero squares. For each i, let si be a square root of di modulo
q. The map Z[x1 , . . . , xn ] → Fq defined by xi 7→ si and reducing coefficients modulo q
induces a homomorphism
. . . , xn ]/(x21 − d1 , . . . , x2n − dn ) → Fq , or equivalently a
√ Z[x1 , √
homomorphism ϕ : Z[ d1 , . . . , dn ] → Fq .
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√
√
Let P be the kernel of ϕ. Then P is a degree-1 prime ideal of Z[ d1 , . . . , dn ] above
q, i.e., a prime ideal of prime norm q. Write OL for the ring of integers of L; then P
extends to a unique degree-1 prime ideal of OL . The map ϕ extends to the set Rϕ of
all u ∈ L having nonnegative valuation at this prime ideal. For each u ∈ Rϕ define
χ(u) ∈ {−1, 0, 1} as the Legendre symbol of ϕ(u) ∈ Fq . Then χ(uu 0 ) = χ(u)χ(u 0 ),
since ϕ(uu 0 ) = ϕ(u)ϕ(u 0 ) and the Legendre symbol is multiplicative. In particular,
χ(u2 ) ∈ {0, 1}.
More explicitly: Given a polynomial u ∈ Z[x1 , . . . , xn ]/(x21 − d1 , . . . , x2n − dn ) represented as coefficients of 1, x1 , x2 , x1 x2 , etc., first take all coefficients modulo q to obtain
u mod q ∈ Fq [x1 , . . . , xn ]/(x21 − d1 , . . . , x2n − dn ). Then substitute xn 7→ sn : i.e., write
u mod q as u0 + u1 xn , where u0 , u1 ∈ Fq [x1 , . . . , xn−1 ]/(x21 − d1 , . . . , x2n−1 − dn−1 ),
and compute u0 + u1 sn . Inside this result substitute xn−1 7→ sn−1 similarly, and so on
through x1 7→ s1 , obtaining ϕ(u) ∈ Fq . Finally compute the Legendre symbol modulo q
to obtain χ(u).
We assume that each coefficient of u has at most B bits, and choose q to have nO(1)
bits. Reasoning for the validity of this choice can be found in [BBdV+ 17], but falls outside
of the scope of this thesis. Then the entire computation of χ(u) takes time essentially NB,
mostly to reduce coefficients modulo q. The substitutions xj 7→ sj involve a total of O(N)
operations in Fq , and the final Legendre-symbol computation takes negligible time.
9.3.2 – Recognizing squares using quadratic characters. Let χ1 , . . . , χm be quadratic
characters. Define T as the subset of L on which all χi are defined and nonzero. Then
T is a subgroup of L× , the intersection of the unit groups of the rings Rϕ defined above.
Define a group homomorphism X : T → (Z/2)m as u 7→ (log−1 χ1 , . . . , log−1 χm ).
Given nonzero u1 , . . . , ur ∈ L, choose m somewhat larger than r, and then choose
χ1 , . . . , χm randomly. Almost certainly u1 , . . . , ur ∈ T ; if any χi (uj ) turns out to be
undefined or zero, simply switch to another prime.
Define U as the subgroup of T generated by u1 , . . . , ur . If a product π = ue1 1 · · · uer r
is a square in L then its square root is in T so X(π) = 0, i.e., e1 X(u1 ) + · · · + er X(ur ) = 0.
Conversely, if X(π) = 0 and m is somewhat larger than r then almost certainly π is a
square in L, as we now explain.
The group U/(U ∩ L2 ) is an F2 -vector space of dimension at most r, so its dual group
Hom(U/(U ∩ L2 ), Z/2) is also an F2 -vector space of dimension at most r. As in [BLP93,
Section 8], we heuristically model log−1 χ1 , . . . , log−1 χm as independent uniform random elements of this dual; then they span the dual with probability at least 1 − 1/2m−r
by [BLP93, Lemma 8.2]. If they do span the dual, then any π ∈ U with X(π) = 0 must
have π ∈ U ∩ L2 .
Computing X(u1 ), . . . , X(ur ) involves mr ≈ r2 quadratic-character computations,
each taking time essentially NB. We do better by using remainder trees to merge the
reductions of B-bit coefficients mod q across all r choices of q; this reduces the total time
from essentially r2 NB to essentially rN(r + B).
We write EnoughCharacters(L, (v1 , . . . , vs )) for a list of m randomly chosen characters
that are defined and nonzero on v1 , . . . , vs . In higher-level algorithms in this paper, the
group hv1 , . . . , vs i can always be expressed as hu1 , . . . , ur i with r 6 N+
√ 1, and we choose
m as N + 64, although asymptotically one should replace 64 by, e.g., N. The total time
to compute X(u1 ), . . . , X(ur ) is essentially N2 (N + B). The same heuristic states
that
√
these characters have probability at most 1/263 (or asymptotically at most 1/2 N−1 ) of
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viewing some non-square ue1 1 · · · uer r as a square. Our experiments have not encountered
any failing square-root computations.

9.4 — Computing units
In this section we use the square-recognition techniques of the previous section to
compute the unit group O×
L of a multiquadratic field L. For simplicity we assume that L is
real, i.e., that L ⊆ R. Note that a multiquadratic field is real if and only
real,
√
√ if it is totally
i.e., every complex embedding L → C has its image in R. For L = Q( d1 , . . . , dn ) this
is equivalent to saying that each dj is nonnegative.
Like Wada [Wad66], we recursively compute unit groups for three subfields Kσ , Kτ ,
Kστ , and then use the equation u2 = NL:Kσ (u)NL:Kτ (u)/σ(NL:Kστ (u)) to glue these
× 2
groups together into a group U between O×
L and (OL ) . At this point Wada resorts to
brute-force search to identify the squares in U, generalizing an approach taken by Kubota
in [Kub56] for degree-4 multiquadratics (“biquadratics”). We reduce exponential time to
polynomial time by using quadratic characters as explained in Section 9.3.2.
9.4.1 – Fundamental units of quadratic fields. A quadratic field is, by definition, a
√
degree-2 multiquadratic field; i.e., a field of the form Q( d), where d is a non-square
integer.
√
Fix a positive non-square integer d. Then L = Q( d) is a real quadratic field, and
the unit group O×
L is


. . . , −ε2 , −ε, −1, −ε−1 , −ε−2 , . . . , ε−2 , ε−1 , 1, ε, ε2 , . . .
×
for a unique ε ∈ O×
L with ε > 1. This ε, the smallest element of OL larger than 1, is
the normalized
fundamental
the normalized fundamental unit is
√
√ unit of OL . For example,
√
1 + 2 for d = 2; 2 + 3 for d = 3; and (1 + 5)/2 for d = 5.
The size of the normalized fundamental unit ε is √
conventionally measured by the
regulator R = ln(ε). A theorem by Hua states that R < d(ln(4d) + 2), and experiments
√
suggest that R is typically d1/2+o(1) , although
it is often much smaller. Write ε as a+b d
√
with a, b ∈ Q; then both 2a and 2b d are very close to exp(R), and there are standard
algorithms that compute a, b in time essentially R, i.e., at most essentially d1/2 . See
generally [Len02] and [Wil02].
For our time analysis we assume that d is quasipolynomial in N, i.e., log d ∈ (log N)O(1) .
Then the time to compute ε is also quasipolynomial in N.
Take, for example, d = d1 · · · dn , where d1 , . . . , dn are the first n primes, and write
N = 2n . The product of primes 6y is approximately exp(y), so ln d ≈ n ln n =
(log2 N) ln log2 N. As a larger example, if d1 , . . . , dn are primes between N3 and N4 ,
and again d = d1 · · · dn , then log2 d is between 3n2 and 4n2 , i.e., between 3(log2 N)2
and 4(log2 N)2 . In both of these examples, d is quasipolynomial in N.
There are much faster algorithms that compute ε as a product of powers of smaller
elements of L. There is a deterministic algorithm that provably takes time essentially
R1/2 , i.e., at most essentially d1/4 ; see [BB94]. Heuristic algorithms take subexponential
time exp((ln(d))1/2+o(1) ), and thus time polynomial in N if ln(d) ∈ O((log N)2− );
see [Buc90, Abe94, Coh93, Vol00]. Quantum algorithms are even faster, but we focus on
pre-quantum algorithms in this chapter.
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9.4.2 – Units in multiquadratic fields. Let d1 , . . . , dn be integers satisfying the conditions √
of Theorem
√ 9.1. Assume further that d1 , . . . , dn are positive. Then
L = Q( d1 , . . . , dn ) is a real multiquadratic field.
This field has N− 1 = 2n − 1 quadratic subfields, all of which are real. Each quadratic
subfield is constructed
as follows: take onepof the N − 1 nonempty subsets J ⊆ {1, . . . , n};
Q
define dJ =
j∈J dj ; the subfield is Q( dJ ). We write the normalized fundamental
units of these N − 1 quadratic subfields as ε1 , . . . , εN−1 .
The set of multiquadratic units of L is the subgroup h−1, ε1 , . . . , εN−1 i of O×
L ; equivalently, the subgroup of O×
L generated by −1 and all units of rings of integers of quadratic
subfields of L. (The “−1 and” can be suppressed except for L = Q.) A unit in OL is not
necessarily a multiquadratic unit, but Theorem 9.4 states that its N’th power must be a
multiquadratic unit.
N−1
The group O×
by Dirichlet’s unit theorem. For N >
L is isomorphic to (Z/2) × Z
2 this isomorphism takes the N’th powers to {0} × (NZ)N−1 , a subgroup having index 21+n(N−1) . The index of the multiquadratic units in O×
L is therefore a divisor
Q aof
21+n(N−1) . One corollary is that ε1 , . . . , εN−1 are multiplicatively independent: if εj j =
1, where each aj ∈ Z, then each aj = 0.
Lemma 9.3. Let L be a real multiquadratic field and let σ, τ be distinct non-identity automorphisms of L. Define στ = σ ◦ τ. For ` ∈ {σ, τ, στ} let K` be the subfield of L fixed by `.
×
×
Define U = O×
Kσ · OKτ · σ(OKστ ). Then
×
2
(O×
L ) 6 U 6 OL .
×
×
×
×
Proof. O×
Kσ , OKτ , and OKστ are subgroups of OL . The automorphism σ preserves OL , so
×
×
×
σ(OKστ ) is a subgroup of OL . Hence U is a subgroup of OL .
×
For the first inclusion, let u ∈ O×
L . Then NL:K` (u) ∈ OK` for ` ∈ {σ, τ, στ}. Each
non-identity automorphism of L has order 2, so in particular each ` ∈ {σ, τ, στ} has order
2 (if στ is the identity then σ = σστ = τ, contradiction), so NL:K` (u) = u · `(u). We
thus have
NL:Kσ (u)NL:Kτ (u)
u · σ(u) · u · τ(u)
=
= u2 .
σ(NL:Kστ (u))
σ(u · στ(u))

Hence u2 = NL:Kσ (u)NL:Kτ (u)σ(NL:Kστ (u−1 )) ∈ U. This is true for each u ∈ O×
L , so
2
is
a
subgroup
of
U
.
(O×
)
L
In the following theorem, for groups G and H, let us denote G being a subgroup of H
by G 6 H.
Theorem 9.4. Let L be a real multiquadratic field of degree N. Let Q be the group of
× N/2
multiquadratic units of L. Then O×
6 Q if N > 2. In both
L = Q if N = 1, and (OL )
× N
cases (OL ) 6 Q.
Proof. Induct on N. If N = 1 then L = Q so O×
L = h−1i = Q. If N = 2 then L is a real
h−
i
quadratic field so O×
=
1,
ε
=
Q
where
ε
1
1 is the normalized fundamental unit of L.
L
Assume
from
now
on
that
N
>
4.
By
Theorem
9.2, L can be expressed as
√
√
Q( d1 , . . . , dn ) where d1 , . . . , dn are positive integers meeting the conditions of Theorem 9.1 and N = 2n .
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√
√
of L that √
preserves d1 , . . . , dn except for negating
√ Define σ as the automorphism√
dn . The field Kσ fixed by σ is Q( d1 , . . . , dn−1 ), a real multiquadratic field of degree
N/2. Write Qσ for the group of multiquadratic units of Kσ . By the inductive hypothesis,
N/4
(O×
6 Qσ 6 Q.
Kσ )
√
√
. . . , dn except for negating
Define
τ as the automorphism of L that
√ preserves
√ d1 , √
√
dn−1 . Then
√ the field
√Kτ fixed
√ by τ is Q( d1 , . . . , dn−2 , dn ), and the field Kστ fixed
by στ is Q( d1 , . . . , dn−2 , dn−1 dn ). Both of these are real multiquadratic fields of
N/4
N/4
degree N/2, so (O×
6 Q and (O×
6 Q. The automorphism σ preserves Q,
Kτ )
Kστ )
×
N/4
so σ(OKστ )
6 Q.
×
×
×
2
By Lemma 10.7, (O×
L ) 6 OKσ · OKτ · σ(OKστ ). Simply take (N/4)’th powers:
N/2
N/4
N/4
N/4
(O×
6 (O×
· (O×
· σ(O×
6 Q.
L)
Kσ )
Kτ )
Kστ )
9.4.3 – Representing units: logarithms and approximate logarithms. Sections 9.4.4
and 9.4.5 will use Lemma 10.7, quadratic characters, and square-root computations to
obtain a list of generators for O×
L . However, this is usually far from a minimal-size list of
generators. Given this list of generators we would like to produce a basis for O×
L . This
×
means a list of N − 1 elements u1 , . . . , uN−1 ∈ O×
such
that
each
element
of
O
L
L can be
eN−1
eN−1
e1
written uniquely as ζue1 1 · · · uN−
where
ζ
is
a
root
of
unity;
i.e.,
as
±u
·
·
·
u
1
1
N−1 . In
×
other words, it is a list of independent generators of OL /{±1}.
A basis u1 , . . . , uN−1 for O×
L is traditionally viewed as a lattice basis in the usual
sense: specifically, as the basis Log u1 , . . . , Log uN−1 for the lattice Log O×
L , where Log
is Dirichlet’s logarithm map. Let σ1 , σ2 , . . . , σN be (in some order) the embeddings of
L into C, i.e., the ring homomorphisms L → C. Since L is Galois, these are exactly the
automorphisms of L. Dirichlet’s logarithm map Log : L× → RN is defined as follows:
Log(u) = (ln |σ1 (u)|, ln |σ2 (u)|, . . . , ln |σN (u)|).
This map has several important properties. It is a group homomorphism from the multiplicative group L× to the additive group RN . The kernel of Log restricted to O×
L is the
cyclic group of roots of unity in L, namely {1, −1}. The image Log(O×
)
forms
a
lattice
of
L
rank N − 1, called the log-unit lattice.
N
Given units u1 , . . . , ub generating O×
L , one can compute Log(u1 ), . . . , Log(ub ) in R ,
N
and then reduce these images to linearly independent vectors in R by a chain of additions and subtractions, obtaining a basis for the log-unit lattice. Applying the corresponding chain of multiplications and divisions to the original units produces a basis for O×
L.
However, elements of R are conventionally represented as nearby rational numbers.
“Computing” Log(u1 ), . . . , Log(ub ) thus means computing nearby vectors of rational numbers. The group generated by these vectors usually has rank larger than N − 1: instead
of producing N − 1 linearly independent vectors and b − (N − 1) zero vectors, reduction
can produce as many as b linearly independent vectors.
One can compute approximate linear dependencies by paying careful attention to
floating-point errors. An alternative is to use p-adic techniques as in [BF12]. Another
alternative is to represent logarithms in a way that allows all of the necessary real operations to be carried out without error: for example, one can verify that ln |σ1 (u)| >
ln |σ1 (v)| by using interval arithmetic in sufficiently high precision, and one can verify
that Log u = Log v by checking that u/v is a root of unity.
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We instead sidestep these issues by introducing an approximate logarithm function
ApproxLog as a replacement for the logarithm function Log. This new function is a group
N
homomorphism from O×
L to R . Its image is a lattice of rank N − 1, which we call the
approximate unit lattice. Its kernel is the group of roots of unity in L. The advantage of
ApproxLog over Log is that all the entries of ApproxLog(u) are rationals, allowing exact
linear algebra.
To define ApproxLog, we first choose N linearly independent vectors
ApproxLog(ε1 ), . . . , ApproxLog(εN−1 ), (1, 1, . . . , 1) ∈ QN ,
where ε1 , . . . , εN−1 are the normalized fundamental units of the quadratic subfields of L
as before; (1, 1, . . . , 1) is included here to simplify other computations. We then extend
the definition by linearity to the group h−1, ε1 , . . . , εN−1 i of multiquadratic units: if

u=±

N−
Y1

e

εj j

j=1

P

then we define ApproxLog(u) as j ej ApproxLog(εj ). Finally, we further extend the
×
N
definition by linearity to all of O×
L : if u ∈ OL then u is a multiquadratic unit by Theorem 9.4, and we define ApproxLog(u) as ApproxLog(uN )/N. It is easy to check that
ApproxLog is a well-defined group homomorphism.
For example, one can take ApproxLog(ε1 ) = (1, 0, . . . , 0, 0),
ApproxLog(ε2 ) = (0, 1, . . . , 0, 0), and so on through ApproxLog(εN−1 ) = (0, 0, . . . , 1, 0).
eN−1
Then ApproxLog(u) = (e1 /N, e2 /N, . . . , eN−1 /N, 0) if uN = ±εe1 1 εe2 2 · · · εN−
1 . In other
words, write each unit modulo ±1 as a product of powers of ε1 , . . . , εN−1 ; ApproxLog is
then the exponent vector.
We actually define ApproxLog to be numerically much closer to Log. We choose a
precision parameter β, and we choose each entry of ApproxLog(εj ) to be a multiple of 2−β
within 2−β of the corresponding entry of Log(εj ). Specifically, we build ApproxLog(εj )
as follows:
• Compute the regulator R = ln(εj ) to slightly more than β + log2 R bits of precision.
• Round the resulting approximation to a (nonzero) multiple R 0 of 2−β .
• Build a vector with R 0 at the N/2 positions i for which σi (εj ) = εj , and with −R 0
at the remaining N/2 positions i.
The resulting vectors ApproxLog(ε1 ), . . . , ApproxLog(εN−1 ) are orthogonal to each other
and to (1, 1, . . . , 1).
Each unit in Algorithms 9.4.1 and 9.4.2 is implicitly represented as a pair consisting
of (1) the usual representation of an element of L and (2) the vector ApproxLog(u). After
the initial computation of ln(εj ) for each j, all subsequent units are created as products
(or quotients) of previous units, with sums (or differences) of the ApproxLog vectors;
or square roots of previous units, with the ApproxLog vectors multiplied by 1/2. This
approach ensures that we do not have to compute ln |σ(u)| for the subsequent
units u.
√
As mentioned in Section 9.4.1, we assume that each quadratic field Q( d) has log d ∈
(log N)O(1) = nO(1) , so log R ∈ nO(1) . We also take β ∈ nO(1) , so each entry of
ApproxLog(εj ) has nO(1) bits. One can deduce an nO(1) bound on the number of bits in
any entry of any ApproxLog vector used in our algorithms, so adding two such vectors
takes time nO(1) N, i.e., essentially N.
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Algorithm 9.4.1: UnitsGivenSubgroup(L, (u1 , . . . , ub ))
Input: A real multiquadratic field L; elements u1 , . . . , ub of O×
L such that
2
(O×
)
⊆
hu
,
.
.
.
,
u
i
.
1
b
L
Result: Generators for O×
L /{±1}.

6

χ1 , . . . , χm ← EnoughCharacters(L, (u1 , . . . , ub ))
M ← [log−1 (χk (uj ))]16j6b,16k6m
S ← BASIS(LEFTKERNEL(M))
for i = 1, . . . , #S do
Q S
si ← j uj ij , interpreting exponents in Z/2 as {0, 1} in Z
√
v i ← si

7

return u1 , . . . , ub , v1 , . . . , v#S

1
2
3
4
5

9.4.4 – Pinpointing squares of units inside subgroups of the unit group. Algorithm 9.4.1, UnitsGivenSubgroup, is given generators u1 , . . . , ub of some group U
×
×
2
with (O×
L ) 6 U 6 OL . It outputs generators of OL /{±1}.
The algorithm begins by building enough characters χ1 , . . . , χm that are defined and
nonzero on U. Recall that m is chosen to be slightly larger than N.
For each u ∈ U define X(u) as the vector (log−1 (χ1 (u)), . . . , log−1 (χm (u))) ∈ (Z/2)m .
2
If u ∈ (O×
L ) then X(u) = 0. Conversely, if u ∈ U and X(u) = 0 then (heuristically, with
2
overwhelming probability) u = v2 for some v ∈ L; this v must be a unit, so u ∈ (O×
L) .
The algorithm assembles the rows X(u1 ), . . . , X(ub ) into a matrix M; computes a
basis S for the left kernel of M; lifts each element (Si1 , . . . , Sib ) of this basis to a vector
Sib
i1
of integers, each entry 0 or 1; and computes si = uS
1 · · · ub . By definition X(si ) =
× 2
Si1 X(u1 ) + · · · + Sib X(ub ) = 0, so si ∈ (OL ) . The algorithm computes a square root
vi of each si , and it outputs u1 , . . . , ub , v1 , v1 , . . . , v#S .
×
To see that −1, u1 , . . . , ub , v1 , v2 , . . . generate O×
L , consider any u ∈ OL . By definieb
e1
× 2
2
2
2
tion u ∈ (OL ) , so u ∈ U, so u = u1 · · · ub for some e1 , . . . , eb ∈ Z. Furthermore
X(u2 ) = 0 so e1 X(u1 ) + · · · + eb X(ub ) = 0; i.e., the vector (e1 mod 2, . . . , eb mod 2) in
(Z/2)b is in the left kernel of M. By definition S is a basis for this left kernel, so (e1 mod
2, . . . , eb mod 2) is a linear combination of the rows of S modulo 2; i.e., (e1 , . . . , eb ) is
some (2f1 , . . . , 2fb ) plus a linear combination of the rows of S; i.e., u2 is u21f1 · · · u2bfb
times a product of powers of si ; i.e., u is ±uf11 · · · ufbb times a product of powers of vi .
Assume that the inputs u1 , . . . , ub have at most B bits in each coefficient. Each of the
products s1 , s2 , . . . is a product of at most b inputs, and thus has, at worst, essentially bB
bits in each coefficient. Computing the character matrix M takes time essentially bN(b +
B); see Section 9.3.2. Computing S takes O(N3 ) operations by Gaussian elimination over
F2 ; one can obtain a better asymptotic exponent here using fast matrix multiplication, but
this is not a bottleneck in any case. Computing one product si takes time essentially bNB
with a product tree, and computing its square root vi takes time essentially bNlog2 3 B.
There are at most b values of i. Our application of this algorithm has b ∈ Θ(N). The costs
are essentially N3 + N2 B for characters, N3 for kernel computation, N3 B for products,
and N2+log2 3 B for square roots.
These bounds are too pessimistic, for three reasons. First, experiments show that
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√ √
√
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√ √
√ √
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√
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√
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√
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√
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√
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√
Q( 1105)

Q
Figure 9.2: All subfields for a multiquadratic field of degree 8.

products often have far fewer factors, and are thus smaller and faster to compute. Second,
one can enforce a limit upon the output size by integrating the algorithm with lattice-basis
reduction (see Section 9.4.5), computing products and square roots only after reduction.
Third, we actually use the technique for divisions in [BBdV+ 17] to compute products of
powers.
9.4.5 – A complete algorithm to compute the unit group. Algorithm 9.4.2 computes a basis for O×
L , given a real multiquadratic field L.
As usual write N for the degree of L. There is no difficulty if N = 1. For N = 2, the
algorithm calls standard fundamental unit computation algorithms for quadratic fields
that were already mentioned in Section 9.4.1. For N > 4, the algorithm calls itself
recursively on three subfields of degree N/2; merges the results into generators for a
× 2
subgroup U 6 O×
L such that (OL ) 6 U; calls UnitsGivenSubgroup to find generators for
×
OL ; and then uses lattice-basis reduction to find a basis for O×
L . A side effect of latticebasis reduction is that the basis is short, although it is not guaranteed to be minimal.
×
×
Lemma 10.7 defines U = O×
Kσ · OKτ · σ(OKστ ) where σ, τ are distinct non-identity
automorphisms of L. The three subfields used in the algorithm are Kσ , Kτ , and Kστ .
×
×
The recursive calls produce lists of generators for O×
Kσ /{±1}, OKτ /{±1}, and OKστ /{±1}
respectively. The algorithm builds a list G that contains each element of the first list; each
element of the second list; σ applied to each element of the third list; and −1. Then G
generates U. As a speedup, we sort G to remove duplicates.
We cache the output of Units(L) for subsequent
(without saying so explicitly in
√ √ reuse
√
Algorithm
9.4.2).
For
example,
if
L
=
Q
(
2,
3,
5
)
,
then
the three subfields might
√ √
√ √
√ √
be √
Q( 2, 3), Q( 2, 5), and Q( 2, 15), √
and the next level of recursion involves
Q( 2) three times. We perform the Units(Q( 2)) computation once and then simply
reuse the results the next two times.
The overall impact of caching depends on how σ and τ are chosen (which is also not
specified
in Algorithm
9.4.2). We use the following specific strategy. As usual write L as
√
√
Q( d1 , . . . , dn ), where d1 , . . . , dn are integers meeting the conditions
of Theorem
√ √
√ 9.1.
Assume that 0√< d1√< · · · < √
dn . Choose
σ
and
τ
such
that
K
=
Q
(
d
,
d
,
.
.
.
,
dn−1 )
σ
1
2
√
and Kτ = Q( d1 , d2 , . . . , dn−2 , dn ). We depict the original set of subfields and the
used set of subfields for N = 8 in Figures 9.2 and 9.3. The resulting set of subfields for
N = 16 is shown in Figure 9.4. Notice that, in Figures 9.3 and 9.4, the leftmost field in
each horizontal layer is a subfield used by all fields in the horizontal layer above it.
With this strategy, the recursion reaches exactly 2n−`+1 − 1 subfields of degree 2` ,
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√ √
√
K = Q( 5, 13, 17)
√ √
Q( 5, 221)

√ √
√ √
Q( 5, 13) Q( 5, 17)
√
Q ( 5)

√
Q( 13)

√
Q( 65)

√
Q( 17)

√
Q( 85)

√
Q( 221)

√
Q( 1105)

Q
Figure 9.3: How to pick subfields for the recursive algorithm for multiquadratic fields of degree 8.
√ √
√
√
K = Q( 5, 13, 17, 29)
√ √
√
Q( 5, 13, 17)
√ √
Q( 5, 13)

√ √
Q( 5, 17)

√ √
√
Q( 5, 13, 29)
√ √
Q( 5, 29)

√ √
Q( 5, 221)

√ √
√
Q( 5, 13, 493)
√ √
Q( 5, 377)

√ √
Q( 5, 493)

√ √
Q( 5, 6409)

√
√
√
√
√
√
√
√
√
√
√
√
√
√
√
Q( 5) Q( 13) Q( 17) Q( 29) Q( 65) Q( 85) Q( 145) Q( 221) Q( 377) Q( 493) Q( 1105) Q( 1885) Q( 2465) Q( 6409) Q( 32045)
Q

Figure 9.4: How to pick subfields for the recursive algorithm for multiquadratic fields of degree 16.

√
√
√
namely the subfields of the form Q( d1 , . . . , d`−1 , D) where D is a product of a
nonempty subset of {d` , . . . , dn }. With a less disciplined strategy, randomly picking 3
subfields of degree N/2 at each step, we would instead end up with nearly 3n−` subfields
of degree 2` . “Nearly” accounts for accidental collisions and for the limited number of
subfields of low degree.
Applying Pohst’s modified LLL algorithm [Poh87] to the vectors ApproxLog(u1 ), . . . ,
ApproxLog(ub ) would find b − (N − 1) zero vectors and N − 1 independent short combinations of the input vectors. The algorithm is easily extended to produce an invertible
b × b transformation matrix T that maps the input vectors to the output vectors. (The
algorithm in [Poh87] already finds the part of T corresponding to the zero outputs.) We
could simply use the entries of any such T as exponents of uj in our algorithm. It is
important to realize, however, that there are many possible choices of T (except in the
extreme case b = N − 1), and the resulting computations are often much slower than
necessary. For example, if u3 = u1 u2 , then an output u1 /u2 might instead be computed
1000
as u1001
u999
.
1
2 /u3
We instead apply LLL to the matrix A shown in Algorithm 9.4.2. This has three
effects. First, if H is chosen sufficiently large, then the right side of A is reduced to
b − (N − 1) zero vectors and N − 1 independent short combinations of the vectors
H · ApproxLog(u1 ), . . . , H · ApproxLog(ub ). (We check that there are exactly b − (N − 1)
zero vectors.) Second, the left side of A keeps track of the transformation matrix that is
used. Third, this transformation matrix is automatically reduced: short coefficients are
found for the b − (N − 1) zero vectors, and these coefficients are used to reduce the
coefficients for the N − 1 independent vectors.
An upper bound on LLL cost can be computed as follows. LLL in dimension N, applied
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Algorithm 9.4.2: Units(L)
Input: A real multiquadratic field L. As a side input, a parameter H > 0.
Result: Independent generators of O×
L /{±1}.
1
2
3
4
5
6
7
8
9

10

11
12
13
14

if [L : Q] = 1 then
return ()
if [L : Q] = 2 then
return the normalized fundamental unit of L

σ, τ ← distinct non-identity automorphisms of L
for ` ∈ {σ, τ, στ} do
G` ← Units(fixed field of `)
G ← −1, Gσ , Gτ , σ(Gστ )
(u1 , . . . , ub ) ← UnitsGivenSubgroup(L, G)


1 0 . . . 0 H · ApproxLog(u1 )
0 1 . . . 0 H · ApproxLog(u2 ) 


A ← . . .

..
. . ...

 .. ..
.
0 0 . . . 1 H · ApproxLog(ub )
A 0 ← LLL(A), putting shortest vectors first
for i = 1, . . . , N − 1where N = [L : Q] do
Q
A0
wi ← 16j6b uj b−(N−1)+i,j
return w1 , . . . , wN−1

to integer vectors where each vector has O(B) bits, uses O(N4 B) arithmetic operations
on integers with O(NB) bits; see [LLL82, Proposition 1.26] (and for lower exponents
see, e.g., [NS16]). The total time is bounded by essentially N5 B2 . To bound B one can
bound each H · ApproxLog(· · · ). To bound H one can observe that the transformation
matrix has, at worst, essentially N bits in each coefficient (see, e.g., [vdK98]), while the
required precision of ApproxLog is essentially 1, so it suffices to take essentially N bits in
H. The total time is, at worst, essentially N7 .
Our experiments show much better LLL performance for these inputs. We observe
LLL actually using very few iterations; evidently the input vectors are already very close
to being reduced. It seems plausible to conjecture that the entries of the resulting transformation matrix have at most nO(1) bits, and that it suffices to take H with nO(1) bits,
producing B bounded by nO(1) . The total time might be as small as essentially N3 , depending on how many iterations there are.

9.5 — Finding generators of ideals
With the ability to compute the unit group of a multiquadratic field L, we now present
the main contribution of this chapter: a fast pre-quantum algorithm to compute a nonzero
g in a multiquadratic ring, given the ideal generated by g. Again, for simplicity we focus
on the real case. The algorithm takes quasipolynomial time under reasonable heuristic
assumptions if d1 , . . . , dn are quasipolynomial.
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The algorithm reuses the equation g2 = NL:Kσ (g)NL:Kτ (g)/σ(NL:Kστ (g)) that was
also used for unit-group computation in Section 9.4. To compute NL:K (g), the algorithm
computes the corresponding norm of the input ideal, and then calls the same algorithm
recursively.
The main algebraic difficulty here is that there are many
√ generators of the same ideal:
one can multiply g by any unit, such as −1 or 1 + 2, to obtain another generator.
What the algorithm actually produces is some ug where u is a unit. This means that the
recursion produces unit multiples of NL:Kσ (g) etc., and thus produces some vg2 rather
than g2 . The extra unit v might not be a square, so we cannot simply compute the square
root of vg2 . Instead we again use the techniques of Section 9.3, together with the unit
group computed in Section 9.4, to find a unit u such that u(vg2 ) is a square, and we then
compute the square root.
9.5.1 – Ideals and their norms. Let L be a real multiquadratic field of degree N =
√
√
√
√
2 . Let R be an order inside L, such as Z[ d1 , . . . , dn ] inside Q( d1 , . . . , dn ). Our
algorithm does not require R to be the ring of integers OL , although its output allows
arbitrary units from the ring of integers; i.e., if the input is a principal ideal I of R then
the output is some g ∈ OL such that gOL = IOL . Equivalently, one can (with or without
having computed OL ) view I as representing the ideal IOL of OL .
We consider three representations of an ideal I of R:
• One standard representation is as a Z-basis ω1 , ω2 , . . . , ωN ∈ R, i.e., a basis of I
as a lattice.
• A more compact standard representation is the “two-element representation” (α1 , α2 )
representing I = α1 R + α2 R, typically with α1 ∈ Z. If R 6= OL then I might not
have a two-element representation, but failure to convert I to a two-element representation reveals a larger order.
• Our target cryptosystem in Section 9.2.3 uses
√ another√representation that works for
many, but certainly not all, ideals of R = Z[ d1 , . . . , dn ]: namely, (q, s1 , . . . , sn ) ∈
Zn+1 , where each sj is a√nonzero square root √
of dj modulo q and where q is odd,
representing I = qR + ( d1 − s1 )R + · · · + ( dn − sn )R.
Our algorithm works with any representation that allows basic ideal operations, such as
ideal norms, which we discuss next. Performance depends on the choice of representation.
Let σ be a nontrivial automorphism of L, and let K be its fixed field; then K is a
subfield of L with [L : K] = 2. √
Assume that
√ σ(R) = R, and let√S be the√order K ∩ R
. . . , dn ] and σ preserves
inside K. √
For example, if R √
= Z[ d1 ,√
√
√d1 , . . . , dn−1 while
negating
d
,
then
S
=
Z
[
d
,
.
.
.
,
d
]
;
if
R
=
Z
[
d
,
.
.
.
,
d√n ] and σ
1√
n−
√
√1
√1
√ n
√ preserves
d1 , . . . , dn−2 while negating dn−1 , dn , then S = Z[ d1 , . . . , dn−2 , dn−1 dn ].
The relative norm NL:K (I) is, by definition, Iσ(I) ∩ K, which is the same as Iσ(I) ∩ S.
This is an ideal of S. It has two important properties: it is not difficult to compute; and if
I = gR then NL:K (I) = NL:K (g)S. See, e.g., [Coh99].
Given a Z-basis of I, one can compute a Z-basis of NL:K I by computing {ωi · σ(ωj ) :
1 6 i 6 j 6 N}, transforming this into a Hermite-Normal-Form (HNF) basis for Iσ(I),
and intersecting with S. A faster approach appears in [Bel04]: compute a two-element
representation of I; multiply the two elements by a Z-basis for σ(I); convert to HNF form;
and intersect with S, obtaining a Z-basis for NL:K I. This takes total time essentially N5 B.
n
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Algorithm 9.5.1: IdealSqrt(L, h)
× 2
Input: A real multiquadratic field L; an element h of O×
L · (L ) .
×
×
2
Result: Some g ∈ L such that h/g ∈ OL .
1
2
3
4
5
6
7
8
9

u1 , . . . , uN−1 ← Units(L)
u0 ← −1
χ1 , . . . , χm ← EnoughCharacters(L, (u0 , . . . , uN−1 , h))
M ← [log−1 χj (ui )]06i6N−1,16j6m
V ← [log−1 χj (h)]16j6m
[e0 , . . . , eN−1 ] ← SOLVELEFT(M, V)
Q e
u ← j uj j , interpreting exponents in Z/2 as {0, 1} in Z
√
g ← uh
return g

The (q, s1 , . . . , sn ) representation
√
√ allows much faster norms, and is used in our software.
The
norm
to
Z
[
d
,
.
.
.
,
dn−1 ] is simply (q, s1 , . . . , sn−1 ), and the norm to
1
√
√
√
Z[ d1 , . . . , dn−2 , dn−1 dn ] is simply (q, s1 , . . . , sn−2 , sn−1 sn ).
9.5.2 – Computing a generator of I from a generator of I2 . Assume now that we
have a nonzero principal ideal I ⊆ OL , and a generator h for I2 . To find a generator
g for I, it is sufficient to find a square generator for I2 and take its square root. To this
2
end we seek a unit u ∈ O×
L such that uh = g for some g. Applying the map X from
Section 9.3.2 to this equation, we obtain

X(uh) = X(g2 ) = 2X(g) = 0.
Therefore X(u) = X(h).
We start by computing X(h) from h. We then compute a basis u1 , . . . , uN−1 for O×
L,
and we define u0 = −1, so u0 , u1 , . . . , uN−1 generate O×
.
We
then
solve
the
matrix
L
equation


X(u0 )
 X(u1 ) 


[e0 , e1 , . . . , eN−1 ] 
 = X(h)
..


.
X(uN−1 )
Q ej
for [e0 , e1 , . . . , eN−1 ] ∈ (Z/2)N and set u =
j uj . Then uh is (almost certainly)
a square, so its square root g is a generator of I. This algorithm is displayed as Algorithm 9.5.1.
The subroutine SolveLeft(M, V) solves the matrix equation eM = V for the vector
e. One can save time by precomputing the inverse of an invertible full-rank submatrix of
M, and using only the corresponding characters.
Note that for this computation to work we need a basis of the full unit group. If we
2
2
instead use units v1 , . . . , vN−1 generating, e.g., the group U = (O×
L ) , and if h = vg for
×
some v ∈ OL − U, then uh cannot be a square for any u ∈ U: if it were then h would
be a square (since every u ∈ U is a square), so v would be a square, so v would be in U,
which is a contradiction.
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Algorithm 9.5.2: ShortenGen(L, h)
Input: A real multiquadratic field L, and a nonzero element h ∈ L. As a side
input, a positive integer parameter β.
Result: A short g ∈ L with g/h ∈ O×
L.
1

2

3
4
5
6

u1 , . . . , uN−1 ← Units(L)


ApproxLog(u1 )


..


.
M←



ApproxLog(uN−1 )
1
1
...
1
1
v ← approximation
to Log(h) within 2−β in each coordinate


e ← −vM−1
N−1
g ← hue1 1 · · · ueN−
1
return g

There are several steps in this algorithm beyond the unit-group precomputation. Characters for u0 , . . . , uN−1 take time essentially N3 + N2 B and can also be precomputed.
Characters for h take time essentially N2 + NB. Linear algebra mod 2 takes time essentially N3 , or better with fast matrix multiplication; most of this can be precomputed,
leaving time essentially N2 to multiply a precomputed inverse by X(h). The product of
powers takes time essentially N2 B, and the square root takes time essentially N1+log2 3 B,
although these bounds are too pessimistic for the reasons mentioned in Section 9.4.4.
9.5.3 – Shortening. Algorithm 9.5.2, ShortenGen, finds a bounded-size generator
g of a nonzero principal ideal I ⊆ OL , given any generator h of I. See Section 9.6.5 for
analysis of the success probability of this algorithm at finding the short generators used
in a cryptosystem.
Recall the log-unit lattice Log(O×
L ) defined in Section 9.4.3. The algorithm finds a
lattice point Log u close to Log h, and then computes g = h/u.
In more detail, the algorithm works as follows. Start with a basis u1 , . . . , uN−1 for
O×
L . Compute Log h, and write Log h as a linear combination of the vectors
Log(u1 ), . . . , Log(uN−1 ), (1, 1, . . . , 1); recall that (1, 1, . . . , 1) is orthogonal to each Log(uj ).
Round the coefficients in this combination to integers (e1 , . . . , eN ). Compute u =
N−1
ue1 1 · · · ueN−
1 and g = h/u.
The point here is that Log h is close to e1 Log(u1 ) + · · · + eN−1 Log(uN−1 )+
eN (1, 1, . . . , 1), and thus to Log u + eN (1, 1, . . . , 1). The gap Log g = Log h − Log u is
between −0.5 and 0.5 in each of the Log(uj ) directions, plus some irrelevant amount in
the (1, 1, . . . , 1) direction.
Normally the goal is to find a generator that is known in advance to be short. If
the logarithm of this target generator is between −0.5 and 0.5 in each of the Log(uj )
directions then this algorithm will find this generator (modulo ±1). See Section 9.6.3 for
further analysis of this event.
The algorithm actually computes Log h only approximately, and uses ApproxLog uj
instead of Log uj , at the expense of marginally adjusting the 0.5 bounds mentioned above.
Assume that h has integer coefficients with at most B bits. (We discard the de-
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Algorithm 9.5.3: QPIP(Q, I)
Input: Real quadratic field Q and a principal ideal I of an order inside Q
Result: A short generator g for IOQ
1 h ← FindQGen(Q, I)
2 g ← ShortenGen(Q, h)
3 return g

nominator in Q
any case:
coefficient p
of (1, 1, . . . , 1).) Then
p it affects only the irrelevant P
|σj (h)| 6 2B i (1 + |di |), so ln |σj (h)| 6 B ln 2 + i ln(1 + |di |). By assumption
each di is quasipolynomial in N, so ln |σj (h)| 6 B ln 2 + nO(1) .
To put a lower bound on ln |σj (h)|, consider the product of the other conjugates of
h. Each coefficient of this product is between −2C and 2C where C is bounded by essentially NB. Dividing this product by the absolute norm of h, a nonzero integer, again
produces coefficients between −2C and 2C , but also produces exactly 1/σj (h). Hence
ln |1/σj (h)| 6 C ln 2 + nO(1) .
In short, ln |σj (h)| is between essentially −NB and B, so an approximation to ln |σj (h)|
within 2−β uses roughly β + log(NB) bits. We use interval arithmetic with increasing
precision to ensure that we are computing Log h accurately; the worst-case precision is
essentially NB.
Finding a lattice point close to a vector, with a promised bound on the distance, is
called the Bounded-Distance Decoding Problem (BDD). There are many BDD algorithms
in the literature more sophisticated than simple rounding: for example, Babai’s nearestplane algorithm [Bab86]. See generally [Gal12].
Our experiments show that, unsurprisingly, failures in rounding are triggered most
frequently by the shortest vectors in our lattice bases. One cheap way to eliminate these
failures is to enumerate small combinations of the shortest vectors.
9.5.4 – Finding generators of ideals for quadratics. We now have all the ingredients
for the attack algorithm. It will work in a recursive manner and in this subsection we will
treat the base case.
Recall from Section 9.4.1 that there are standard √
algorithms to compute the normalized fundamental unit ε of a real quadratic field Q( d) in time essentially R = ln(ε),
which is quasipolynomial under our assumptions. There is, similarly, a standard algorithm to compute a generator of a principal ideal of OQ(√d) in time essentially R + B,
where B is the number of bits in the coefficients used in the ideal. We call this algorithm
FindQGen.
There are also algorithms that replace R by something subexponential in d; see [Vol04],
[BV07], and [BJS10b]. As in Section 9.4.1, these algorithms avoid large coefficients by
working with products of powers of smaller field elements, raising other performance
questions in our context.
Algorithm 9.5.3, QPIP, first calls FindQGen to find a generator h, and then calls
ShortenGen from Section 9.5.3 to find a short generator g. For quadratics this is guaranteed to find a generator with a minimum-size logarithm, up to the limits of the approximations used in computing logarithms.
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Algorithm 9.5.4: MQPIP(L, I)
Input: Real multiquadratic field L and a principal ideal I of an order inside L
Result: A short generator g for IOL
1 if [L : Q] = 1 then
2
return the smallest positive integer in I
3
4
5
6
7
8
9
10
11
12
13

if [L : Q] = 2 then
return QPIP(L, I)

σ, τ ← distinct non-identity automorphisms of L
for ` ∈ {σ, τ, στ} do
K` ← fixed field of `
I` ← NL:K` (I)
g` ← MQPIP(K` , I` )
h ← gσ gτ /σ(gστ )
g 0 ← IdealSqrt(L, h)
g ← ShortenGen(L, g 0 )
return g

9.5.5 – Finding generators of ideals for multiquadratics. Algorithm 9.5.4 recursively finds generators of principal ideals of orders in real multiquadratic fields. The
algorithm works as follows.
Assume, as usual, that d1 , . . . , dn are positive integers
meeting
the conditions of The√
√
orem 9.1. Let L be the real multiquadratic field Q( d1 , . . . , dn ) of degree N = 2n . Let
I be a principal ideal of an order inside L, for which we want to find a generator.
If N = 1 then there is no difficulty. If N = 2, we find the generator with the QPIP
routine of the previous section. Assume from now on that N > 4. As in Section 9.4.5,
choose distinct non-identity automorphisms σ, τ of L, and let Kσ , Kτ , Kστ be the fields
fixed by σ, τ, στ respectively. These are fields of degree N/2.
For each ` ∈ {σ, τ, στ}, compute I` = NL:K` (I) as explained in Section 9.5.1 and call
MQPIP(K` , I` ) recursively to compute a generator g` for each I` OK` . Notice that if g is
a generator of IOL , then g`(g) generates I` OK` , so g` = u` g`(g) for some u` ∈ O×
K` .
Therefore
gσ gτ
uσ gσ(g)uτ gτ(g)
1
=
= g2 uσ uτ σ(u−
στ ),
σ(gστ )
σ(uστ gστ(g))
so that h = gσ gτ /σ(gστ ) is a generator of I2 OL . Now use IdealSqrt to find a generator
of IOL , and ShortenGen to find a bounded-size generator.
Table 9.2 summarizes the scalability of the subroutines inside MQPIP. Many of the
costs are in precomputations that we share across many ideals I, and these costs involve
larger powers of N than the per-ideal costs. On the other hand, the per-ideal costs can
dominate when the ideals have enough bits B per coefficient.

9.6 — Performance of the algorithm
This section reports experiments on the timing and the success probability for our
algorithm of our software: specifically, the number of seconds used for various operations
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Precomp?
yes
yes
yes
yes
yes
yes
no
no
no
no
no

Subroutine
units for all quadratic fields
characters of units (in UGS, IS)
linear algebra (in UGS, IS)
basis reduction (in Units)
products (in UGS, Units)
square roots (in UGS)
generators for all quadratic fields
characters for h (in IS)
linear algebra for h (in IS)
products (in IS, SG, MQPIP)
square roots (in IS)

Cost
NB
N3 + N2 B
N3 without fast matrix multiplication
N7 ; experimentally closer to N3
N3 B
N2+log2 3 B
NB
N2 + NB
N2
N2 B
N1+log2 3 B

Table 9.2: Complexities of subroutines at the top and bottom levels of recursion of MQPIP. Logarithmic factors
are suppressed. B is assumed to be at least as large as regulators. “UGS” means UnitsGivenSubgroup; “IS”
means IdealSqrt; “SG” means ShortenGen. “Precomp” means that the results of the computation can be reused
for many inputs I.

in the Sage [SD15] computer-algebra system on a single core of a 4GHz AMD FX-8350
CPU, rounded to the nearest 0.0001 seconds.
9.6.1 – Timings to compute the unit group and generators. First we look at the
timing of our algorithms. For comparison, we also explored the performance of multiquadratics using Sage’s tower-field functions, Sage’s absolute-number-field functions, and
Sage’s ring constructors. The underlying polynomial-arithmetic code inside Sage is written in C, avoiding Python overhead, but suffers from poor algorithm scalability. Sage’s
construction of degree-2 relative extensions (in towers of number fields or in towers of
rings) uses Karatsuba arithmetic, losing a factor of 3 for each extension, with no obvious
way to enable FFTs. Working with one variable modulo F produces good scalability for
multiplication but makes norms difficult.
We see the difference in scalability in the unit-group computation, as shown in Table 9.3. Our algorithm uses 2.33 seconds for degree 16, 6.61 seconds for degree 32,
23.30 seconds for degree 64, 93.02 seconds for degree 128, etc., slowing down by only
a moderate factor for each doubling in the degree. Sage’s internal C library uses under 5
seconds for degree 32, but we did not see it successfully compute a unit group for degree
64.
Table 9.3 also shows that our short-generator algorithm has similar scaling to our unitgroup algorithm, as one would expect from the structure of the algorithms. As inputs
we used public keys from a Gentry-style multiquadratic cryptosystem; see Section 9.2.
The number of bits per coefficient in this cryptosystem grows almost linearly with 2n ,
illustrating another dimension of scalability of our algorithm. For analysis of the success
probability of the algorithm as an attack against the cryptosystem, see the next section.
The dimensions we used in these experiments are below the N = 8192 recommended
by Smart and Vercauteren for 2100 security against standard lattice-basis-reduction attacks, specifically BKZ. However, as we saw in Section 9.2 the Smart–Vercauteren analysis shows that BKZ scales quite poorly as N increases. Our attack should still be feasible
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2n
8
16
32
64
128
256

tower
0.05
0.48
6.75
>700000

absolute
0.03
0.24
4.73
>700000

new
0.90
2.33
6.61
23.30
93.02
463.91

new2
0.92
2.28
6.49
22.97
100.01
650.92

new3
0.91
2.39
7.36
37.51
1560.49
31469.23

attack
0.07
0.20
0.56
1.51
4.95
27.95

attack2
0.07
0.19
0.54
1.45
5.18
30.91
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attack3
0.07
0.19
0.51
1.51
7.29
100.65

√
√
Table 9.3: Observed time to compute (once) the unit group of Q( d1 , . . . , dn ); and to find a generator for
the public key in the cryptosystem presented in Section 9.2. The “tower” column is the time used by Sage’s
tower-field unit-group functions (with proof=False) with d1 = 2, d2 = 3, d3 = 5, etc.; for n = 6 these
functions ran out of memory after approximately 710000 seconds. The “absolute” column is the time used by
Sage’s absolute-field unit-group functions (also with proof=False), starting from the polynomial F defined
in Section 9.2. The “new” column is the time used by this paper’s unit-group algorithm. The “new2” column
replaces d1 , . . . with the first n primes >n. The “new3” column replaces d1 , . . . with the first n primes >n2 .
The “attack”, “attack2”, and “attack3” columns are 0.001 times the total time to find generators for 1000 public
keys, including precomputation of the unit group.

for N = 8192, and a back-of-the-envelope calculation suggests that N ≈ 220 is required
for 2100 security against our attack.
9.6.2 – Success probability of the algorithm. After determining the speed of our
algorithm, we now evaluate the success probability of our algorithm recovering the secret
key g in a Gentry-style multiquadratic cryptosystem.
The specific system that we target is the system defined in 9.2.3; the same √
system
used
for
timings
of
Table
9.3.
The
secret
key
g
in
this
cryptosystem
is
g
+
g
d1 +
0
1
√
√ √
√
√
g2 d2 + g3 d1 d2 + · · · + gN−1 d1 · · · dn , where g0 , g1 , g2 , . . . are independent
random integers chosen from intervals
p
p
p
p
[−G, G], [−G/ d1 , G/ d1 ], [−G/ d2 , G/ d2 ], . . . .
The distribution within each interval is uniform, except for various arithmetic requirements (e.g., g must have odd norm) that do not appear to have any impact on the performance of our attack.
In the remaining section of this chapter we present heuristics and experiments for
the expected size of Log g, on the basis Log ε1 , . . . , Log εN−1 for the logarithms of multiquadratic units, a sublattice of the log-unit lattice, as well as on the full log-unit lattice.
We end with presenting an easier-to-analyze way to find g when Log ε1 , . . . , Log εN−1 are
large enough.
9.6.3 – MQ unit lattice: heuristics for Log g. Write UL for the group of multiquadratic
units in L. Recall that UL is defined as the group h−1, ε1 , . . . , εN−1 i, where√ε1 , . . . , εN−1
are√the normalized fundamental units of the N − 1 quadratic subfields Q( D1 ), . . . ,
Q( DN−1 ).
The logarithms Log ε1 , . . . , Log εN−1 form
basis for the MQ unit lattice Log UL . This
√ a√
is an orthogonal basis: for example, for Q( 2, 3√
), the basis vectors
√ are (x, −x, x, −x),
(y√, y, −y, −y), and (z, −z, −z, z) with x = ln(1 + 2), y = ln(2 + 3), and z = ln(5 +
2 6). The general pattern (as it was in 9.4.3) is that Log εj is a vector with Rj = ln εj
at N/2 positions and −Rj at the other N/2 positions, specifically with Rj at position i if
and only if σi (εj ) = εj .

152

CHAPTER 9. SHORT GENERATORS IN MULTIQUADRATIC FIELDS

One consequence of orthogonality is that rounding on this basis is a perfect solution
to the closest-vector problem for the MQ unit lattice. If 0 is the closest lattice point to
Log g, and u is any multiquadratic unit, then rounding Log gu produces Log u. One can
decode beyond the closest-vector problem by enumerating some combinations of basis
vectors, preferably the shortest basis vectors, but for simplicity we skip this option.
Write cj for the coefficient of Log g on the j’th basis vector Log εj ; note that if each
cj is strictly between −0.5 and 0.5 then 0 is the closest lattice point to Log g. Another
consequence of orthogonality is that cj is simply the dot product of Log g with Log εj
divided by the squared length of Log εj ; i.e., the dot product of Log g with a pattern of
N/2 copies of Rj and N/2 copies of −Rj , divided by NR2j ; i.e., Y/(NRj ), where Y is the
dot product of Log g with a pattern of N/2 copies of 1 and N/2 copies of −1.
We heuristically model g0 as a uniform random√real number
√ from the interval [−G, G];
g1 as a uniform random real number from [−G/ d1 , G/ d1 ]; etc. In this model, each
conjugate σi (g) is a sum of N independent uniform random real numbers from [−G, G].
For large N, the distribution of this sum is close
p to a Gaussian distribution with mean 0 and
variance G2 N/3; i.e., the distribution of (G N/3)N, where N is a normally distributed
random variable with mean
p 0 and variance 1. The distribution of ln |σi (g)| is thus close
to the distribution of ln(G N/3) + ln |N|.
Recall that Log(g) is the vector of ln |σi (g)| over all i, so Y is ln |σ1 (g)| − ln |σ2 (g)| +
· · · modulo anpirrelevant permutation of indices. The mean of ln |σ1 (g)| is close to the
mean of ln(G N/3) + ln |N|, while the mean of − ln |σ2 (g)| is close to the mean of
p
− ln(G N/3) − ln |N|, etc., so the mean of Y p
is close to 0. (For comparison, the mean of
the sum of entries of Log(g) is close to N ln(G N/3) + Nc. Here c ≈ −0.6351814227 is
a universal constant, the average of ln |N|; the difference −2c − ln(2) is Euler’s constant.)
To analyze the variance of Y , we heuristically model σ1 (g), . . . , σN (g) as independent.
Then the variance of Y is the variance of ln |σ1 (g)| plus the variance of − ln |σ2 (g)| etc.
Each term is close to the variance of ln |N|, a universal constant V ≈ 1.2337005501,
√
so the variance of Y is close to VN. √
The deviation
of Y is thus √
close to VN, and the
√
deviation of cj = Y/(NRj ) is close to V/( NRj ) ≈ 1.11072/( NRj ).
To summarize, this model predicts that the coefficient of Log g on the jth basis
√ vector Log εj has average approximately 0 and deviation approximately 1.11072/( NRj ),
1/2+o(1)
where Rj = ln εj . Recall that Rj typically grows as Dj
.
9.6.4 – MQ unit lattice: experiments for Log g. The experiments in Figure 9.5 confirm the predictions of Section 9.6.3. For each n, we took 10 possibilities for n distinct
primes d1 , . . . , dn below 2n2 . For each corresponding multiquadratic field, there are
N− 1 red crosses (sometimes overlapping). For each D in {d1 , d2 , d1 d2 , . . . , d1 d2 · · · dn },
one of these N − 1 crosses is at horizontal position D. The vertical position is the observed average absolute coefficient of Log g in the direction √
of the basis
√ vector corresponding to D, where g ranges over 1000 secret keys for the Q( d1 , . . . , dn ) cryptosystem.p
There is√also a blue circlep
at the same horizontal position and at vertical position
1.11 2/π/( N · ln εD ); here 2/π accounts for the average of |N|.
For all experiments we see a similar distribution in the blue circles (predictions) and
the red crosses p
(experiments).
We can even more strongly see this by rescaling the x-axis
√
from D to 1.11 2/π/( N · ln εD ), where εD is again the normalized fundamental unit
√
of Q( D). This rescaling of the crosses is shown in Figure 9.6.
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(a) n = 4

(b) n = 6

(c) n = 8
Figure 9.5: Red crosses: For n = 4, 6, 8,
√ the observed average absolute coefficient of Log(g) in the direction
of the basis vector corresponding to Q( D). Blue circles: Predicted values.
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Figure 9.6: Rescaling of the experiments of Figure 9.5, including n ∈ {4, 5, 6, 7, 8}.

Figure 9.7: Curves: n = 2, 3, 4, 5, 6, 7, 8. Horizontal axis: d1 , specifying n consecutive primes d1 , . . . , dn .
Vertical axis: Observed probability, for 10000 randomly drawn secret keys g in the cryptosystem, that Log g is
successfully rounded to 0 in the MQ unit lattice.

After exploring these geometric aspects of the MQ unit lattice, we ran experiments
on the success probability of rounding in the lattice. Figure 9.7 shows how often Log(g)
is rounded to 0 (by simple rounding without enumeration) in our basis for the MQ unit
lattice.
This graph shows a significant probability of
√ failure if d1 and n are both small. Fields
that contain the particularly short unit (1 + 5)/2 seem to be the worst case, as one
would expect from our heuristics. However, even in this case, failures disappear as n
increases. The success probability seems to be uniformly bounded away from 0, seems
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n
average log2 ||u∗ || for UL
average log2 ||u∗ || for O×
L
average log2 (#(O×
L /UL ))

3
1.113
0.961
5.730

4
1.623
1.543
17.230

5
2.338
2.240
43.560

6
2.953
2.825
108.140

7
3.504
3.340
255.200

155
8
4.089
3.989
580.960

Table 9.4: Experimental comparison of the MQ unit lattice Log(UL ), with basis formed by logarithms of the
fundamental units of the quadratic subfields, and the full unit lattice Log(O×
L ), with basis produced by Algorithm 9.4.2. For each dimension 2n , UL and O×
were computed for 100 random multiquadratic fields
L
√
√
L = Q( d1 , . . . , dn ), with di primes bounded by 2n2 . First row shows the average over these fields of
∗
log2 ||u ||, where ||u∗ || is the length of the smallest Gram–Schmidt vector of the basis for UL . Second row
×
shows the same for O×
L . Third row shows the average of log2 of the index of Log(UL ) in Log(OL ).

n
psuc (L1 )
psuc (Ln )
psuc (Ln2 )

3
0.122
0.203
0.784

4
0.137
0.490
0.981

5
0.132
0.648
1.000

6
0.036
0.936
1.000

7
0.001
0.631
1.000

8
0.000
0.423
1.000

Table
attack success probabilities for various multiquadratic fields. By definition Lj =
√ 9.5: Observed
√
Q( d1 , . . . , dn ), with di the first n consecutive primes larger than or equal to j; and psuc (Lj ) is the
fraction of keys out of 1000
 trials that were successfully recovered without any enumeration by our attack on
field Lj . Table covers j ∈ 1, n, n2 .

to be above 90% for all fields with d1 > 7 and n > 4, and seems to be above 90% for all
fields with n > 7.
9.6.5 – Full unit lattice: experiments for Log g. Analyzing the full unit lattice is
difficult, so we proceed directly to experiments. We first numerically compare the MQ
unit lattice basis to the full unit lattice basis. The results of this are shown in Table 9.4.
0.3N
The index of Log(UL ) in Log(O×
.
L ) seems to grow as roughly N
In Table 9.5 we see the total success probability of the attack, with public keys provided as inputs, and with each successful output verified to match the corresponding
secret key times ±1. The success probability is measured for 1000 trials after one precomputation. We noticed for (n, j) = (7, 7) that running 1000 trials after another precomputation produced a significantly different success probability, presumably because
random choices in the precomputation produced a significantly different basis. An attacker can try several precomputations and keep the one that achieves the maximum
observed success probability.
We see that as the size and the number of the primes grow, the success probability
increases, as was the case for the MQ unit basis. Specifically for the first n primes after
n2 the success probability seems to rapidly converge towards 1.
9.6.6 – Full unit lattice: an alternative strategy. The following alternative method
of computing g is easier to analyze asymptotically, because it does not require understanding the effectiveness of reduction in the full unit lattice. It does require d1 , . . . , dn
to be large enough compared to N, say larger than N1.03 , and it will obviously fail for
many smaller di where our experiments succeed, but it still covers a wide range of real
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multiquadratic number fields.
The point of requiring d1 , . . . , dn to be larger than N1.03 is that, for sufficiently large
N and most such choices of d1 , . . . , dn , the n corresponding regulators ln(ε) are heuristically expected to be larger than N0.51 , and the remaining regulators for d1 d2 etc. are
heuristically expected to be even larger. The coefficients of Log g on the MQ unit basis
are then predicted to have deviation at most 1.11072/N1.01 ; as was shown before.
Compute, by our algorithm, some generator gu of the public key I. From Theorem 9.4
we know that uN is an MQ unit. Compute N Log gu and round in the MQ unit lattice.
The coefficients of N Log g on the MQ unit basis are predicted to have deviation at most
1.11072/N0.01 , so for sufficiently large N these coefficients have negligible probability of
reaching 0.5 in absolute value. Rounding thus produces Log(uN ) with high probability,
revealing Log(gN ) and thus ±gN . Use a quadratic character to deduce gN , compute the
square root ±gN/2 , use a quadratic character to deduce gN/2 , and so on through ±g.
One can further extend the range of applicability of this strategy by finding a smaller
exponent e such that ue is always an MQ unit. Theorem 9.4 says N/2 for N > 2. By
computing the MQ units for a particular field one immediately sees the minimum value
of e for that field; our computations suggest that N/2 is usually far from optimal.

CHAPTER 10

Classgroups of multiquadratic fields

10.1 — Overview
√
√
Context. As in Chapter 9, let L = Q( d1 , . . . , dn ) be a real multiquadratic number
field. Let S be a set of prime ideals of L. The S-unit group USQof L is the set of elements
ep
α ∈ L such that there exists e ∈ Z|S| satisfying αOL =
where OL is the
p∈S p
maximal order of L. The computation of the S-unit group is a fundamental problem in
computational number theory with many applications.
In this chapter we investigate developing a faster algorithm for the computation of
certain S-unit groups in real multiquadratic fields. Techniques in this chapter are based on
techniques of Chapter 9. The main motivation for the development of this algorithm is the
computation of the ideal class group of OL . The computation of Cl(OL ) can be be trivially
deduced from the knowledge of an S-unit group where the classes of S generated Cl(OL ).
The computation of the ideal class group is one of the four major tasks in number theory
postulated by Zassenhaus (together with the computation of the unit group, the Galois
group and the ring of integers). In 1968, Shanks [Sha69, Sha72] proposed an algorithm
relying on the baby-step giant-step method to compute
the class number
and the regulator


of a quadratic number field in time O |∆|1/4+ , or O |∆|1/5+ under the extended
Riemann hypothesis [Len82]. Then, a subexponential strategy for the computation of
the group structure of the class group of an imaginary quadratic extension was described
in 1989 by Hafner and McCurley [HM89]. The expected running time of this method is
√
√
√
L∆ (1/2, 2 + o(1)) = e( 2+o(1)) log |∆| log log |∆| .
Buchmann [Buc90] generalized this result to the case of an arbitrary extension, obtaining
a heuristic complexity bounded by L∆ (1/2, 1.7 + o(1)). This complexity is valid for fixed
degree N and ∆ tending to infinity. Practical improvements to Buchmann’s algorithm
were presented in [CDO97] by Cohen, Diaz Y Diaz and Olivier. Biasse described an algorithm for computing the ideal class group and the unit group of O = Z[θ] in heuristic
complexity bounded by L∆ (1/3, c) for some c > 0 valid in certain classes of number
fields. In [Bia14, BF12], Biasse and Fieker showed that there was a heuristic subexponential algorithm for the computation of the ideal class group in all classes of number
fields. The methods of [BF14] can be specialized to the case of cyclotomic fields for a
better asymptotic complexity [BEF+ 17]. The computation of the ideal class group is also
the subject of study in the context of quantum computing. It was recently proved (under the GRH) by Biasse and Song that there is a quantum polynomial time algorithm for
the computation of the ideal class group of an arbitrary field [BS16]. The most efficient
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practical implementations of algorithms for the computation of the ideal class group are
either based on the quadratic sieve [BJS10b,Bia10,BJS10a,BJ10] for quadratic fields and
on the number field sieve [BF12] for number fields of higher degree.
The computation of S-units is also instrumental in the resolution of norm equations
with the method of Simon [Sim98]. Indeed, it is the bottleneck of the resolution of
NL/K (x) = y where L/K is a Galois extension. This computational problem is closely
related to Hilbert’s 10th problem, for which there is no known efficient general solution.
Outline. The remainder of this chapter is built up as follows. First in Section 10.2
we will recall some notations for number fields and introduce the theory of S-units. Then
in Section 10.3 we will first give a high-level description of our algorithm to compute
S-units. In the sections that follow we delve into the details. First in Section 10.4 we go
into a modification of the algorithms described in Section 9.3, to compute the group of
squares of units and their square root. In Section 10.5 we describe a general algorithm
to compute the ring of integers of a multiquadratic number field, which is a step that
was not necessary in the algorithms of Chapter 9. In Section 10.6 we give a recursive
algorithm to compute the S-unit group of a multiquadratic number field. We end this
chapter by giving some applications of this algorithm in Section 10.7.

10.2 — Preliminaries
We will briefly repeat the number field notations that we also saw in Chapter 9. We
then introduce the theory of class groups and S-units. Note that for general number fields
K we will usually denote the degree with n, while for specifically multiquadratic number
fields its degree is denoted by N = 2n .
10.2.1 – Number fields. A number field K is a finite extension of Q. A number field
has r1 6 n real embeddings (σi )i6r1 and 2r2 complex embeddings (σi )r1 <i62rQ
(coming
2
in r2 pairs of conjugates). The norm of an element x ∈ K is defined by N(x) = i σi (x).
Its ring of integers OK has the structure of a lattice of degree n = [K : Q]. The field K
is isomorphic to OK ⊗ Q. Let (αi )i6n such that OK = ⊕i Zαi , then the discriminant of
0
K is ∆ = det2 (T2 (αi , αj )), where T2 is the Hermitian form on K
pR defined by T2 (x, x ) :=
P
0
|∆|, and the size of the
i σi (x)σi (x ). The volume of the fundamental domain is
input of algorithms working on an integral basis of OK is in O(log(|∆|)). The literature
on class group computation presents complexities in terms of log(|∆|), which measures
the size of OK .
10.2.2 – Units of OK . Elements u ∈ OK that are invertible in OK are called units.
Equivalently, they are the elements u ∈ OK such that (u)OK = OK and also such
that N(u) = ±1. We will denote the rank of the unit group of OK by r, it then has
the form O×
K = µ × h1 i × · · · × hr i where µ are roots of unity (torsion units) and
the i are non-torsion units. Such (i )i6r are called a system of fundamental units
of OK . Units generate a lattice L of rank r in Rr+1 via the embedding x ∈ K 7−→
Log(x) := (ln(|σ1 (x)|), · · · , ln(|σr+1 (x)|)) where the complex embeddings (σi )i6n are
ordered such that the first r = n/2 ones are not each others conjugates. The signature of
the field K is the pair (r1 , r2 ) where r1 is the number of real embeddings of K and r2 is
the number of pairs of complex embeddings of K. The volume R of L is an invariant of K
called the regulator. The regulator R and the class number h (see Section 10.2.4) satisfy
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√

P
lims→1 ((s − 1)ζK (s)) , where ζK (s) = a N(1a)s is the usual ζ-function
hR =
associated to K and |µ| is the cardinality of µ, the group of torsion units. This allows
us to derive a bound h∗ in polynomial time under GRH that satisfies h∗ 6 hR < 2h∗
( [Bac95]).
|µ| |∆|
2r1 (2π)r2

10.2.3 – Multiquadratic fields. In this chapter we will need some more properties of
multiquadratic fields then we have already seen in Chapter 9. For completeness, we first
repeat the definition of a multiquadratic field.
Definition 10.1. Let d1 , d2 , . . . , dn be squarefree integers that are multiplicatively inde×
× 2
pendent
√ squares (i.e. they are independent in Q /(Q ) ). The field L =
√ modulo
Q( d1 , . . . , dn ) is called a multiquadratic field and has degree N = 2n over Q. Its Galois
group Gal(L/Q) is isomorphic to (Z/2Z)n .
√
When n = 1, the field L = Q( d1 ) is simply called a quadratic field. Like in the
previous chapter, we again focus on real multiquadratic fields, that is, those that satisfy
∀i 6 n, di > 0. The discriminant of a real multiquadratic field is given by an explicit
formula. This is useful for the computation of its maximal order.
√
√
Qs
m
Lemma 10.2. Let L = Q( d1 , . . . , dn ) a multiquadratic field as given above and j=1 pj j
Qn
n−1
be the factorization of i=1 di . Then ∆(L) = (2r p1 · p2 · · · ps )2
where

0 di ≡ 1 mod 4 (∀ 1 6 i 6 n)



2 p = 2 and p ≡ 1 mod 4 (∀ 2 6 i 6 n) or
1
i
r=

p
=
6
2
and
∃
i s.t. pi ≡ 3 mod 4
1



3 otherwise
Proof. This follows from Theorem 2.1 of [Sch89].
If we take d1 , d2 , . . . , dn to be the first n primes, then their product is the primorial
pn # ≈ e(1+o(1))n log n . Combining this with Lemma 10.2 gives ln ∆(L) ≈ Nn log n =
N log N log2 N.
I
where I ⊆ OK is an (integral) ideal
10.2.4 – Class groups. Structures of the form d
of the ring of integers of K and d > 0 are called fractional ideals. They have the structure
of a Z-lattice of degree n = [K : Q], and they form a multiplicative group I. Elements of
I admit a unique decomposition as a power product of prime ideals of OK (with possibly
negative exponents). The norm of integral ideals is given by N(I) := [OK : I], which
extends to fractional ideals by N(I/J) := N(I)/N(J). The norm of a principal (fractional)
ideal agrees with the norm of its generator N(xOK ) = |N(x)|. The principal fractional
ideals P of K are a subgroup of P and the ideal class group of OK is defined by Cl(OK ) :=
I/P. We denote by [a] the class of the fractional a in Cl(OK ) and by the class number h
the cardinality of Cl(OK ) which is a finite group. In Cl(OK ) we identify two fractional
ideals a, b if there is α ∈ K such that a = (α)b. This is denoted by a ∼ b.

10.2.5 – How to compute class groups. The best asymptotic algorithms to compute
the ideal class group of OK follow the general framework of the algorithm of Hafner
and McCurley [HM89] (subsequently generalized by Buchmann [Buc90] and BiasseFieker [BF14]). Let B > 0 be a smoothness bound and define a factor base as B :=
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{prime ideals p with N(p) 6 B}. We compute a generating set of the lattice L of all the
vectors (e1 , . . . , em ) ∈ Zm with m := |B| such that ∃α ∈ K s.t. (α)OK = pe1 1 · · · pemm .
Definition 10.3 (Relations).
Let S = {p1 , . . . , ps } be a set of prime ideals of K. For a
Q
ei
principal ideal (α) =
16i6s pi , we denote the relation corresponding to the principal
ideal (α) by RS,K ((α)) = (α, e). The relations of K for the set S form a multiplicative group
in the α and an additive group in the e. denoted by RS (K).
When B > 12 ln2 |∆|, the classes of ideals in B generate Cl(OK ) under the GRH [Bac90,
Th. 4]. Therefore, (B, Λ) is a representation of the group Cl(OK ) and the search for a
generating set of the relations RS (K) for S = B is equivalent to computing the group
structure of Cl(OK ). Indeed, the morphism
Zm

ϕ

−−−−→

(e1 , . . . , em ) −−−−→

Q

I
i

pei i

π

−−−−→ Cl(OK )
,
Q
ei
−−−−→
i [ pi ]

is surjective, and the class group Cl(OK ) is isomorphic to Zm / ker(π ◦ ϕ) = Zm /L.
10.2.6 – S-class groups and S-unit groups. Let S = {p1 , · · · ps } be a finite set of prime
ideals of the number field K. We say that x ∈ K is an S-integer if its valuation vp (x) > 0
for all p ∈
/ S. The set of S-integers is a ring denoted by OK,S . The ring of S-integers has
a subgroup UK,S (or US if the field of definition is understood) of elements x ∈ K such
that its valuation vp (x) = 0 for all p ∈
/ S. The group of S-units is finitely generated:
US = µ(K) × hη1 i × · · · hηr+s i, for som S-units η + i ∈ K. The rank of its torsion-free
part equals r + s where r is the rank of the torsion free part of the unit group UK . Let
IS be the group of fractional ideals of OK,S , and PS its subgroup of principal ideals. We
define the S-class group by ClS (OK,S ) = IS /PS .

10.3 — High level description of the algorithms
We present
algorithm to compute the S-unit group of a real multiquadratic
√ a new √
field L = Q( d1 , . . . , dn ) for a set of prime ideals S such that each for each p ∈ S,
all pσ are in S for all σ ∈ Gal(L/Q). This recursive approach reuses the S-unit groups
of three different subfields of L. It is based on the technique of Chapter 9 for solving
the principal ideal problem and computing the unit group. For an appropriate choice of
S, computing the S-unit group yields the class group of L, and can be used to solve the
discrete logarithm in Cl(OL ). I can also be used to compute general S-unit and S-class
groups.
10.3.1 – S-unit groups using subfields. Let L be a multiquadratic class group and let
σ and τ be two distinct non-trivial automorphisms of L. Let στ := σ ◦ τ and let K` be the
subfield of L fixed by ` ∈ {σ, τ, στ}. Let S be a set of prime ideals of L stable by the action
of Gal(L/Q), and for each ` ∈ {σ, τ, στ} define S` := {p ∩ K` | p ∈ S}. We recover a
generating set of RS (L) from generating sets of RSσ (Kσ ), RSτ (Kτ ), and σ(RSστ (Kστ )).
Our result follows from two crucial observations:
1. The subset U of RS (L) generated by the subfield relations RSσ (Kσ ), RSτ (Kτ ), and
σ(RSστ (Kστ )) has finite index of the form 2k for some k 6 [L : Q]. More specifically, U contains all the squares of relations in RS (L).
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2. There is an algorithm that efficiently produces elements of U that are squares of
relations in RS (L), and then computes their square root.
When the recursive tree reaches a quadratic subfield Kσ of L, it uses the subexponential
algorithm of Simon [Sim98, Sec. 1.2] to return the Sσ -unit group.
Algorithm 10.3.1: High level description of recursive S-unit computation of L
Input: Real multiquadratic field L , set of primes S stable under the action of
Gal(L/Q)
Result: A basis for RS (L).
1 if [L : Q] = 2 then
2
Use the method of [Sim98, Sec. 1.2] to compute a basis L of RS (L)
3
return L
4
5
6
7
8
9
10
11
12

σ, τ ← distinct non-identity automorphisms of L
for ` ∈ {σ, τ, στ} do
K` ← fixed field of `
L` ← basis of RS` (K` )
L ← Lσ ∪ Lτ ∪ σ(Lστ )
Find a basis L2 of the lattice of relations generated by L that are squares.
L2 ← square roots of the elements in L2 .
L ← basis of the lattice generated by L ∪ L2 .
return L

10.3.2 – Applications. Our S-unit group computation readily allows us to compute
the ideal class group of the maximal order of a multiquadratic field L. Indeed, all we
need to do is to compute S = {p | N(p) 6 12 ln2 ∆(L)} and use Algorithm 10.3.1 to
find a basis (α1 , e1 ), . . . , (αk , ek ) of RS (L). Then let L := Ze1 + . . . + Zek . We have
Cl(OL ) ' Zk /L. Following the approach of [Sim98, Sec.1.2], we can also compute Sclass groups and S-unit groups. We give more details in Section 10.7.

10.4 — S-units of quadratic fields
√
In this section, we assume that L = Q( d) for d > 0 a squarefree integer. The
calculation of the S-unit group for S a set of prime ideals of L is done by using the approach
of Simon [Sim98, Sec. 1.2]. Together with the subexponential strategy for computing the
ideal class group derived from the Hafner-McCurley √
algorithm [HM89], the S-unit group
Õ( ln d)
of L can be computed in time Poly(Size(S)) × e
. These algorithms have been
extensively studied, in particular in [HM89, Buc90, BF14, Sim98]. Therefore, we only
give a brief sketch that focuses on the run time and the format of the output.
√
10.4.1 – Computing the class group. First, let B ∈ eÕ( log d) be a smoothness
√
bound and p1 , . . . , pk be the ideals of L with norm less than B. Note that k ∈ eÕ( log d) .
The computation of Cl(OL ) starts with the collection of δ1 , .Q
. . , δl for some l ∈ Õ(k) such
ai,j
that for all i 6 l there exist (ai,1 , . . . , ai,k ) with (δi ) =
. The δi and the ai,j
j pj
are all polynomial in the size of d. Then there are unimodular matrices U ∈ GLl (Z) and
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V ∈ GLk (Z) such that


d1




SNF(A) = UAV =  (0)



..

(0)



dk




,



.

( 0)
where SNF(A) denotes the Smith Normal Form of A. The unimodular matrices U, V can
be found in polynomial time [Sto00] (in the dimension and the bit size of the entries of
A), and their entries have polynomial size in the dimension
of A and the bit size of its
√

coefficients. This means that log(|U|), log(|V|) ∈ eÕ( log d) where |U| denotes a bound
on the absolute values of the entries of U. Let L ⊆ Zk be the lattice
by the
Qgenerated
v
rows of A. Then Cl(OL ) ' Zk /L ' Z/d1 Z ⊕ . . . ⊕ Z/dk Z. For gj := i6k pi i,j we have
Q
ui,j
Cl(OL ) ' h[g1 ]i × . . . × h[gk ]i. In addition, let βi :=
j6l δj√ , for i 6 k. We have
Õ( log d)
i
gd
.
i = (βi ). Overall, the complexity of this calculation is in e
10.4.2 – Computing the S-unit group. Let S be a set of primes q1 , . . . , qs of L. To
get the S-class group and the S-unit group we add extra relations to L. More specifically, we need to identify the classes of Cl(OL ) that are represented by a product of
primes in S with the trivial class of ClS (OL,S ). The ideal class of each of the
√ elements

of S can be represented as a product of the classes of the gi . In time eÕ( log d) (and
polynomial in log(N(
Q qix))), one can find polynomial size x1 , · · · , xk and βi+k ∈ L such
that qi = (βi+k ) j pj j with standard methods derived from [HM89]. Then for each
Q
vi0 ,j
j, we have pj =
where the vi0,j are the coefficients of V −1 , we readily find
i6k gi
√
vectors ei ∈ Q
Zk with entries having polynomial size in k (that is in eÕ( log d) ) such that
e
qi = (βi+k ) j6k gj i,j . The vectors ei are precisely the new additions needed to expand
L. We get a new relation matrix



( 0)

d1




 ( 0)

B=

 e1,1

 .
 ..
es,1

..

.

dk
...

e1,k
..
.

...

es,k







.






As for the computation of Cl(OL ), the SNF of B gives the elementary divisors of the cyclic
decomposition of ClS (OK,S ). Meanwhile, let w1 , · · · , w1+s be a basis for the left kernel of
B (in general the dimension is r+s where r is the rank of the unit group of L). This kernel
is found in polynomial
time in the dimension of B and the size of its entries, that
√ is in
√
time Poly(s)·eÕ( log d) . The entries of the kernel vectors have size in Poly(s)·eÕ( log d) ,
and UQ
S = µ × hγ1 i × . . . × hγ1+s i, where µ = {±1} are the torsion units of OL and
w
γi := j6k+s δj i,j .
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√
Proposition 10.4. Let d > 0 be a squarefree integer, L = Q( d) and S be a set of prime
ideals of√L with |S| = s. Then the S-unit group algorithm of [Sim98, Sec. 1.2] returns
size elements δi ∈ L and s + 1 vectors ci with entries of size
l ∈ eÕ( log d) polynomial
√
Q
c
Õ( log d)
in Poly(s) · e
such that the s + 1 elements γi := j6l δj i,j generate the S-unit
√
group of L. The overall complexity of this procedure is in Poly(Size(S)) · eÕ( log d) where
the size of S is in O(s · maxp∈S log(N(p))).

10.5 — Computation of the maximal order
For a theoretical analysis, some algorithms such as the computation of Cl(OK ) describe the ring of integers OK of the field K as the input. This way, the calculation of OK
can be seen as a separate problem. However, for practical purposes, an algorithm may
only have the field K as input. In general, the computation of the maximal order is a
subexponential problem because it requires the factorization of the conductor f of Z[θ]
where θ is such that K = Q(θ). Fortunately,
√
√ the computation of the maximal order of a
real multiquadratic field L = Q( d1 , . . . , dn ) can be done in polynomial time, if we
assume knowledge of d1 , . . . , dn .
For multiquadratic fields where the di are primes we can simple write down the ring
of integers (see e.g. [CIV16a]). This does not work for non-prime di and therefore we
present a more general method. Our method for computing OL relies on the results of
Schmal [Sch89]. We have explicit formulae to compute the integral basis of an order O
whose conductor is only divisible by 2. The enlargement of this order at p = 2 is then
done following the usual method [Coh93, Sec.6.1.3].
Algorithm 10.5.1: Computation of the maximal order of L
√
√
Input: Real multiquadratic field L = Q( d1 , . . . , dn ) = Q(θ).
Result: An integral basis for OL .
1 b1 ← 1, w1 ← 1
2 for i 6 n do
3
for j 6 2i−1 do
4
gj,i ← gcd(bj , di )
2
5
b2i−1 +j ← bj di g−
p j,i
6
w2i−1 +j ← b2i−1 +j
7
8
9
10
11

O ← Zw1 + · · · + Zw2n
while O is not 2-maximal (check with [Coh93, Th. 6.1.4]) do
Compute U ∈ Z[X] following [Coh93, Th. 6.1.4 (3)] with p = 2
O ← O + 12 U(θ)
return a basis of O

Proposition 10.5. Algorithm 10.5.1 returns the maximal order of L and runs in polynomial
time in the field degree N = 2n .
Proof. According to [Sch89, Prop. 2.1], the discriminant of the maximal order of L is
n−1
( 2r p 1 . . . p s ) 2
where the pi are the prime divisors of the dj and r ∈ {0, 2, 3}. Mean-
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while, according to [Sch89, Lemma 3.1], the discriminant of O computed in Step 7 is
2n−1
22n p1 . . . ps
. This means that the conductor of O is only divisible by 2. Then
Step 8 follows from the approach of [Coh93, Sec.6.1.3] where we only need to handle
the maximality at p = 2. This latter step happens modulo 2, and Steps 1 to 7 clearly
run in polynomial time. Therefore the whole procedure is correct and runs in polynomial
time.

10.6 — Recursive computation of S-units
Let S be a set of prime ideals in L that is invariant under the action of Gal(L/Q)
(that is, ∀p ∈ S, ∀σ ∈ Gal(L/Q) : pσ ∈ S). In this section, we introduce a recursive
method for finding a generating set
Qof RS (L) which is the group of elements of the form
RS,L (α) = (α, e) such that (α) = pi ∈S pei i . Our strategy consists in deriving the S-unit
group in L from that of three subgroups of L. When we reach the leaves of this recursion
tree, we use the methods of Section 10.4 for computing the S-unit group directly on the
quadratic field.
10.6.1 – Lifting relations. To compute RS (L), we use relations from the subfields
Kσ , Kτ and Kστ ) where σ, τ ∈ Gal(L/Q) and S` , K` are defined in Section 10.3.1. Therefore, given relations in a subfield Kσ of L, we need to be able to efficiently compute the
corresponding relations in L.
√
√
Theorem 10.6. Let L = Q( d1 , . . . , dn ) be a multiquadratic field. Let Kσ be a (multi)quadratic subfield of L fixed by σ ∈ Gal(L/Q), Sσ = {pi }i6s where pi are prime ideals
of Kσ , and S = {Pk ⊂ L | ∃i 6 s, Pk ∩ Kσ = pi }. Let RSσ ,Kσ (α) = (α, e) be
a relation in RSσ (Kσ ). Then (α, eL ) ∈ RS (L) with eL = (e1 f1 |e2 f2 | . . . |es fs ), where fi
Q
f
satisfies pi OL = j6gi Pkii,,jj .
Q
Proof. Let α ∈ Kσ such that (α) = pi ∈S pei i . Each prime ideal pi ∈ Kσ factors in L as
Q
f
pi OL = j6gi Pkii,,jj , where the Pki,j are the prime ideals of L such that Pki,j ∩ Kσ = pi
and the fi,j are the corresponding ramification indices. Therefore, we have
Y Y ef
Y
Pkii,ji,j .
(α)OL =
pei i OL =
pi ∈S

pi ∈S j6gi

Thus (α, (e1 f1 |e2 f2 | . . . |es fs )) is the relation corresponding to α in RS (L).
Let us denote the relation (α, eL ) ∈ RS (L) by RS,L (α). Given the straightforward
correspondence between RSσ ,Kσ (α) ∈ RS (Kσ ) and its lift in RS (L), we identify these
two elements. The set RS (L) is also equipped with a natural group structure given by
(α1 , e1 ) + (α2 , e2 ) := (α1 · α2 , e1 + e2 ). We define the index of a subgroup U of RS (L) as
that of the subgroup of US of the α such that there exists e with (α, e) ∈ U.
√
√
Lemma 10.7. Let L = Q( d1 , . . . , dn ) be a multiquadratic field and let S be a set of
prime ideals of L that is invariant under the action of Gal(L/Q). Let σ, τ ∈ Gal(L/Q) be two
different non-identity isomorphisms, and define S` , K` of ` ∈ {σ, τ, στ} as in Section 10.3.1.
Let U be the group generated by RSσ (Kσ ) ∪ RSτ (Kτ ) ∪ σ(RSστ (Kστ )), where

σ(RSστ (Kστ )) := {RSτ ,Kτ (σ(α)) | ∃e, (α, e) ∈ RSστ (Kστ )}.
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Then (RS (L))2 ⊆ U ⊆ RS (L), where (RS (L))2 denotes the relations of the form (α2 , 2e)
where (α, e) ∈ RS (L).
Proof. From Theorem 10.6, we know that the relations in RSσ (Kσ ), RSτ (Kτ ) and RSστ (Kστ )
lift naturally to relations in RS (L). Moreover, σ maps elements of Kστ to Kτ , and since
S is invariant under the action of σ, a relation is mapped to another relation (modulo a
permutation of the coeficients of the exponent vector). So the action of σ on RSστ (Kστ )
is well defined, and U ⊆ RS (L).
For the other inclusion, let (α, e) ∈ RS (L). For each ` ∈ {σ, τ, στ}, `(α) decomposes as
a product of ideals in S` . Therefore, there are vectors e` such that for each `, (`(α), e` ) ∈
RS` (K` ). Moreover,

α · σ(α) · α · τ(α)
NL:Kσ (α)NL:Kτ (α)
=
= α2 ,
σ(NL:Kστ (α))
σ(α · στ(α))
hence (α2 , 2e) = (σ(α), eσ ) + (τ(α), eτ ) − σ((στ)(α), eστ ) is a linear combination of
relations in R(Kσ ), R(Kτ ) and σ(R(Kστ )), so (R(L))2 ⊆ U.
10.6.2 – Representation of elements and square roots. The lifting U of the relations in three different subfields yields a set of relations containing all the squares of the
relations in RS (L). We need to solve two tasks:
1. Identification of a generating set of the squares of U.
2. For each square (α2 , 2e) found in (1): computation of (α, e).
These tasks were accomplished for units in L in Chapter 9. The representation of
these units in a degree N field was a a product of powers of the N quadratic units. For
the computation of S-units, the representation as a product depends on the size of S and is
therefore more computationally taxing. To compute the roots of the squares, we therefore
take a slightly different approach here, that avoids having to compute the element α from
α2 by computing the quadratic characters from the factorization of α as a product of
powers of the quadratic relations directly.

p-th roots with saturation. Let us identify U ⊆ RS (L) with the elements α ∈ US such
that ∃e, (α, e) ∈ U. Let b > 0 such that (US : U) = b. For any prime p|b there is some
α ∈ US \ U such that αp ∈ U. The saturation technique of Biasse and Fieker [BF12]
can be used to find elements in US that are not in U. Fix the prime p. For any prime
ideal Q ∈
/ S such that p|N(Q) − 1 we define the map φQ : U → F∗Q /(F∗Q )p mapping
S-units into the multiplicative group of the residue class field FQ := OK /Q modulo p-th
powers. The Cebotarev theorem [Ceb26] guarantees that if α ∈ U is not a p-th power,
there will be some Q such that φQ (α) is non-trivial, i.e. α is not a p-th power modulo
Q. To find p-th powers, we now simply intersect ker φQ for sufficiently many Q. The
elements α ∈ U/ (∩ ker φQ ) will√have a p-th root in US but not in U. Suppose (α, e) ∈ U
with α ∈ U/ (∩ ker φQ ), then ( p α, e/p) is a new relation that reduces the index of the
lattice of currently found relations in RS (L).
Using quadratic characters for p = 2. When looking for square roots, we can use
quadratic characters to find elements in elements α ∈ U/ (∩ ker φQ ) by following the
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same approach as in Section 9.3. We recall this approach here. The map

φQ : Z[x1 , . . . , xn ]/(x21 − d1 , . . . , x2n − dn ) ' Z

hp

d1 , . . . ,

p i
dn −→ FQ

is defined by xi 7→ si where si is a square root of di modulo Q. Elements of US have
non-negative valuation
/ S. We can use the characters defined in Section 9.3

 at Q for Q ∈
φQ (α)
Q

∈ {−1, 0, 1}. When α is a square, we have χQ (α) = 1. To find
squares, we find the α ∈ US such that χQi (α) = 1 for i 6 m where m is large enough.
This boils down to the search for a kernel element of the linear map

by χQ (α) :=

X

US −−−−→

Z/2Z × . . . × Z/2Z

α −−−−→ log−1 (χQ1 (α)) , . . . , log−1 (χQm (α))

.

If α is a square, then necessarily X(α) = (0, . . . , 0). On the other hand, if X(α) =
(0, . . . , 0), there is a non-zero probability that α might not be a square. Given generators
α1 , . . . , αk of U, we can find a generating set of the squares of elements of US . This
contains the squares of elements αk+1 , . . . , αk+l of US such that αk+1 , . . . , αk+l generate
US . We obtain these squares by finding the kernel of the matrix A = (X(αi )) ∈ Zk×m .
Representation of the elements. We compute S-units in the quadratic fields by directly
applying the subexponential algorithm of [Sim98, Sec. 1.2]. As
√we saw in Section 10.4,
the output of the computation in each quadratic field Kl := Q( dl ) for l 6 N := 2n is a
set of s + 1 elements γi that are represented by vectors of exponents ei and k √
elements
Q
ei,j
Õ( dl )
αj such that γi =
δ
.
The
δ
have
polynomial
size,
while
k
∈
e
and
j
j6k j
√

the entries of ei have size in Poly(s) · eÕ( dl ) . In our algorithm these products are
never evaluated in L, but it is easy to see that √by linearity, one can evaluate X(γi ) =
P
Õ( d)
where Q := maxi N(Qi ) and d :=
j6k ei,j X(δj ) in time Poly(s, m, log Q) · e
maxl dl .
When working in a subfield K of L of degree Nι = 2ι for 2 6 ι 6 n, we represent
the elements α ∈ UK,S as products of the γσ
i for σ ∈ Gal(L/Q) and i 6 (s + 1)Nι
where γj+1 , . . . , γj+(s+1) generate the S-unit group of the j-th quadratic subfield. Each
lifting involves square roots. We do not evaluate the product of the γi , nor the square
roots. Instead, to represent α ∈ UK,S , we use the vector c ∈ ZNι such that α =
Q
 1
σ
σ ci 2ι−1
(γ
)
. Under this representation, the product of two elements, the image
i,σ
i
under a morphism σ ∈ Gal(L/Q) and the computation of√the square root are straightforward operations with complexity in Poly(s, N, C) · eÕ( d) where C is an upper bound
on the size of the coefficients of the exponent vectors c. On the other
it is more
Q hand,
σ ci
(γ
)
complicated to compute X(α). For each Qi , we can compute φQi
in time
i,σ
i

Poly(s, N, log Q) · eÕ(

√
ln d)

. Evaluating a 2ι−1 -th root of this value in FQi has the same
complexity. However, there are 2ι different possible roots, and it is impossible to tell
which one is the image of α under the map φQi without actually evaluating the product
(and square roots) defining α (something we cannot afford for complexity reasons). To
circumvent this, we choose the Qi such that all of the different 2ι−1 -th roots in FQi have
the same Legendre symbol for 2 6 ι 6 n. To do this, we need to ensure that −1 is a
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Algorithm 10.6.1: S-UnitsGivenSubgroup(K , α1 , . . . , αk )
√
√
Input: Real multiquadratic field K ⊆ Q( d1 , . . . , dn ) , α1 , . . . , αk such that
U2K,S ⊆ hα1 , . . . , αk i
Result: Generators of UK,S /{±1}
n
1 χ1 , . . . , χm ← characters defined by Qi with 2 | (N(Qi ) − 1 for i 6 m.


2 A ← log−1 (χi (αj ))
∈ Fm×k
.
2
i6m,j6k

6

V ← Basis (LeftKernel(A))
for i = 1, . . . , #V do
Q V
vi ← j αj ij .
√
β i ← vi

7

return α1 , . . . , αk , β1 , . . . , β#V

3
4
5

2n−1 -th power in FQi . This is ensured when there is a primitive 2n -th root of unity in
FQi , or equivalently, when 2n | (Qi − 1).
In the description of Algorithm 10.6.1, we identify field elements and their representation described above. As previously mentioned, all squares map to elements of
LeftKernel(A), but there is a chance that elements from LeftKernel(A) do not arise as
the map of a square in K. In this case, the element si calculated in Step 5 is not a square,
and the (formal) square root computed in Step 6 does not correspond to any element in
K. The probability of success of Algorithm 10.6.1 derives from a standard heuristic used
for the computation of square roots in the Number Field Sieve algorithm [BLP93, Sec. 8].
This argument was also used for computing units of multiquadratic fields in Section 9.3.
Let U := hα1 , . . . , αk i/{±1}. The rank of U/(U ∩ K2 ) is at most s + r where r is the rank
of the unit group of K and s := |S|. Therefore, the dual Hom U/(U ∩ K2 ), F2 is an F2
vector space of dimension at most r + s. Assuming that log−1 χQ1 , · · · , log−1 χQm are
independent uniform random elements of this dual, they span the dual with probability
at least 1 − 1/2m−r−s by [BLP93, Lem. 8.2]. In that case, X(α) = 0 implies α ∈ U ∩ K2 .
Note that when we enforce the restriction, 2n | (Qi − 1) for i 6 m, elements divisible by
2 will always be in the kernel of the log−1 χQi , therefore the heuristic according to which
the log−1 χQi i6m span the dual only makes sense when no element in U is divisible by
2, which is ensured when S does not contain any ideal above 2.

√
√
Heuristic 10.8. Let K be a multiquadratic subfield of L = Q( d1 , . . . , dn ), and let S be
a set of prime ideals of K that does not contain any ideal above 2. Let α1 , . . . , αk be elements
generating U2K,S and let U := hα1 , . . . , αk i/{±1} Then morphisms of the form log−1 χQi

where 2n | (N(Qi ) − 1) are uniformly distributed in Hom U/(U ∩ K2 ), F2 .
√
√
Proposition 10.9. Let K be a multiquadratic subfield of L = Q( d1 , . . . , dn ), and let
S be a set of prime ideals of K that does not contain any ideal above 2. Let α1 , . . . , αk
be elements generating U2K,S . Let r be the rank of the unit group of K and let s := |S|.
√

Then the run time of Algorithm 10.6.1 is in Poly(s, m, N, C, log Q) · eÕ( ln d) where m
is the number of characters, N = 2n , Q = maxi6m Qi , C is an upper bound on the bit
size of the coefficients of the vectors defining the αi and d = maxi6n di . Algorithm 10.6.1
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returns a generating set of UK,S with probability at least 1 − 1/2m−r−s under Heuristic 10.8.
Moreover, the size of the coefficients defining the βi is bounded by kC.
10.6.3 – Overall procedure. We now have all the ingredients to specify the details of
√
√
our recursive method to compute the S-unit group of L = Q( d1 , . . . , dn ) for a set of
prime ideals S invariant under the action of the Galois group of L.
Algorithm 10.6.2: MQSunits for S stable under Gal(L/Q)

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17

Input: Real multiquadratic field L , set of prime ideals S stable under Gal(L/Q).
Result: A basis of the relations RS (L).
S0 ← {p1 , . . . , ps } where ∀i 6 s, ∃p ∈ S : pi | p.
if [L : Q] = 2 then
Λ ← basis of RS (L) using [Sim98, Alg. I.1.2].
return Λ

σ, τ ← distinct non-identity automorphisms of L
for ` ∈ {σ, τ, στ} do
K` ← fixed field of `
S ← {p ⊆ K` | ∃e ∈ Z, p ∈ S0 N(p) = pe }
Λ` ← MQSunits(K` , S)
ΛU ← Λσ ∪ Λτ ∪ σ(Λστ )
Λ := {(α1 , e1 ), . . . , (αk , ek )} ← SunitGivenSubgroup(L, ΛU ) (Alg. 10.6.1)
A ← (ei )i6k
 
Compute U ∈ GLk (Z) such that UA = (H0) is the HNF of A. Hi is the row i of H.
Q
U
For i = 1, . . . , s: βi ← j6k αj i,j
Compute a basis w1 , . . . , wr of the left kernel of A
Q
w
For i = 1, . . . , r: βs+i ← j6k αj i,j
return (β1 , H1 ), . . . , (βs , Hs ), (βs+1 , 0), . . . , (βs+r , 0)

√
√
Theorem 10.10. Let L = Q( d1 , . . . , dn ) be a real multiquadratic field of degree N and
S be a set of prime ideals of L stable under Gal(L/Q) that does not contain any ideal above
2. Then under Heuristic 10.8, the elements β1 , . . . , βr+s returned by Algorithm 10.6.2
generate the torsion free part of US with probability 1 − 21N . The asymptotic complex√
ity of Algorithm 10.6.2 is in Poly(Size(S), log(∆)) · eÕ( log d) where Size(S) = s ·
maxp∈S log(N(p)), ∆ = disc(L), and d := maxi6n di .
Proof. The run time of Algorithm 10.6.2 is essentially ruled by that of Algorithm 10.6.1
and by the cost of Steps 12 and 14. Moreover, the cost of the ideal arithmetic involved
in the lifting of the relations is in Poly(Size(S), log(∆)). The probablity of success of
N
1
N
the overall algorithm is at least 1 − 2m−r−s
∼ 1 − 2m−r−s
where r is the rank of the
unit group of L. Therefore, a choice of m ∈ Poly(N, s) can ensure that the probability
of success is at least 1 − 21N . With such a choice of m, we can also ensure that Q ∈
Poly(N, s). Finally, the bit size C of the coefficients of the representation of the elements
in the relations only increase by a polynomial factor at every stage of the algorithm. In
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Algorithm 10.6.1, it gets multiplied by k 6 3(s + r), while
√ in Steps 12 and 14, the
log d)
. Moreover, the runtime

Õ(
coefficients of U and of the wi are in Poly(s, log(∆))
√ ·e

of Steps 12 and 14 is also in Poly(s, log(∆))·eÕ(

log d)

, which proves the statement.

The result of Algorithm 10.6.2 can be certified in polynomial time under the Generalized Rieman Hypothesis if the prime ideals in S generate the ideal class group of L.
This is the case in all the applications that are considered in Section 10.7, including the
computation of arbitrary S-unit groups. The only way Algorithm 10.6.2 can fail is if Algorithm 10.6.1 identifies non-squares as squares. If this is the case, then the set of relations
returned by Algorithm 10.6.2 contains elements that are not in RS (L). Let h0 := det(H)
and R0 be the volume of the lattice generated by Log(βi ) for i = s + 1, . . . , s + r. If the
result is correct, then h0 = h is the class number of OL while R0 = R is the regulator
of L. If not, then h0 R0 6 21 hR (i.e. RS (L) is a finite index subgroup of the output of
Algorithm 10.6.2). An estimate for hR can be found in polynomial time under the GRH
by using the mehods of [Bac95].
Proposition 10.11. Under the GRH, the result of Algorithm 10.6.2 can be certified in polynomial time if S includes a generating set of the ideal class group of OL .

10.7 — Applications of the S-unit computation algorithm
The S-unit group computation of Section 10.6 can be used to compute ideal class
groups, S-class groups, and (arbitrary) S-unit groups.
10.7.1 – Ideal class group computation. As explained in Section 10.2.5, the computation of Cl(OL ) can be done by searching for a basis of the relations between a generating
set of the classes of Cl(OL ). Once such a generating set is found, then the strategy is the
same as in [HM89], which was sketched in Section 10.4.
Algorithm 10.7.1: Computation of Cl(OL )

1
2
3
4
5
6

Input: Real multiquadratic field L.
Result: Class group of OL .
Compute S := {p | N(p) 6 12 ln2 (∆(L)) , p - 2}.
(α1 , H1 ), . . . , (αs , Hs ), (αs+1 , 0), . . . , (αs+r , 0) ← output of Algorithm 10.6.2
Define H with rows Hi for 1 6 i 6 s + r


 
SNF(H)
Compute U, V such that U (H0) V =
with SNF(H) = diag(ci )i6s
( 0)
Q
Vi,j
For j 6 s, define gj := i6s pi
return hg1 i × . . . × hgs i, Z/c1 Z × . . . × Z/cs Z

√
√
Proposition 10.12. Let L = Q( d1 , . . . , dn ) be a real multiquadratic field of degree
N an discriminant ∆. Under the GRH, Algorithm 10.7.1 successfully√returns the ideal
class group of OK with probability 1 − 21N in time Poly(log(∆)) · eÕ( log d) where d =
maxi6n di . The result of Algorithm 10.7.1 can be certified in polynomial time in log(∆).
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Corollary 10.13. When d = maxi6n di satisfies log(d) < log(log(∆))c for some constant
c < 2, then Algorithm 10.7.1 returns the ideal class group of OL with probability 1 − 21N in
polynomial time in log(∆).
We showcase the effect of our algorithm on classes of multiquadratic fields with small
di √
by the
of the
√ computation
√
√
√
√ class group of the degree 64 multiquadratic field L =
Q( 5, 13, 17, 29, 37, 41) and its subfields. We implemented Algorithm 10.7.1
and ran experiments on a single core of a HP ZBook 15 Mobile Workstation (Core i7
4800MQ - 16 GB RAM) and a single core of a AMD FX-8350 Vishera 4.0GHz CPU of the
Saber cluster at Technische Universiteit Eindhoven (32 GB RAM), both running version
7.5.1 of Sage [SD15]. This implementation was based on the one of Chapter 9. The
results can be found in Table 10.1.
Although slower for small degrees, our method is the only implementation that is able
to compute the class group of multiquadratic fields of degree more than 32. Our algorithm
is parallelizable on several levels: subtrees of the recursion tree are independent, as well
as computations modulo the (Qi )i6m . Therefore, we anticipate that a parallel version of
our algorithm could reach degrees 128, 256 and 512.
Degree
of L
8
16
32
64

Alg. 10.7.1
(Zbook)
69.5
437
3020
2.91 · 104

Alg. 10.7.1
(Saber)
99.9
648
5027
4.0 · 104

Sage
(Saber)
0.25
0.91
77.7
> 8.5 · 105

Cl(OL )
trivial
C4 × C4
C2 × C4 × C48
9
4
3
C2 × C4 × C8 × C16 × C48 × C240

Table 10.1: Comparison of Algorithm 10.7.1 with Sage. The classgroups were computed for the degree N = 2n
multiquadratic number fields L that consist of Q adjoined with the firs n primes pi ≡ 1 mod 4. For the Sage
computation we used the class_group(proof = False) method. The running times are in seconds.

10.7.2 – S-class group and S-unit group computation. Algorithm 10.6.2 computes
the S-unit group with the restriction that S contains all conjugates of any p ∈ S under the
action of Gal(L/Q). As shown in Section 10.4, the S-class group boils down to the search
for the lattice of relations between Q
the generators (gi )i6s0 of Cl(OL ) which we enlarge
x
with new relations of the form qj ∼ i6s0 gi i,j . The SNF of this enlarged relation lattice
gives the elementary divisors of the S-class group while its kernel reveals the S-unit group.
Here, our only restriction on S is that it does not contain ideals above 2.
Proposition 10.14. Algorithm 10.7.2 is correct and returns the S-class group and the√
S-unit
group with probability 1 − 21N where N = [L; Q] in time Poly(Size(S), log(∆))·eÕ(
where ∆ = disc(L), and d := maxi6n di .

log d)

10.7. APPLICATIONS OF THE S-UNIT COMPUTATION ALGORITHM

Algorithm 10.7.2: S-class group and S-unit group computation
Input: Real multiquadratic field L and a set S of prime ideals of L that does not
contain ideals above 2.
Result: S-unit group and S-class group of L
2
1 Compute S0 := {p | N(p) 6 12 ln (∆) , p - 2} for ∆ = disc(L)
σ
2 S0 ← S ∪ {q | q ∈ S, σ ∈ Gal(L/Q)}.
3 (α1 , H1 ), . . . , (αs0 , Hs0 ), (αs0 +1 , 0), . . . , (αs0 +r , 0) ← output of Algorithm 10.6.2
 


SNF(H)
H
4 Compute U, V such that U
with SNF(H) = diag(di )i6s0
(0) V =
( 0)
Q
L
Vi,j
5 For j 6 s0 , define gj :=
(here, Cl(OL ) ' i6k h[gi ]i)
i6s0 pi
0
−1
6 V ← V
For each j 6 s, find j0 6 s0 such that qj = pj0
Q
xi,j0
0
0
7 xj ← (V1,j , . . . , Vs ,j ) (here qj =
)
i6s0 gi
0
0 0
H
8 Let M =
(xi )i6s
9
10
11
12

diag(di0 )i6s0 ← SNF(M). Compute a basis w1 , . . . , ws of the left kernel of M
Q
w
For i 6 s αi0 ← j6s0 αj i,j .
0
For 1 6 i 6 r: αi+s
← αs0 +i (the (αi0 )s<i6r+s generate UL )
0
return hα10 i × . . . × hαs+r
i, Z/d10 Z ⊕ . . . ⊕ Z/ds0 0
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NTRU Prime

11.1 — Overview
Context. Several ideal-lattice-based cryptosystems have been broken by recent attacks that exploit special structures of the rings used in those cryptosystems. We have
discussed some of these attacks in Chapters 7, 8 and 9. The same structures are also
used in the leading proposals for post-quantum lattice-based cryptography, including the
classic NTRU cryptosystem and typical Ring-LWE-based cryptosystems.
This chapter investigates efficiently implementable, high-security prime-degree largeGalois-group inert-modulus ideal-lattice-based cryptography. We recommend the features
prime-degree, large-Galois-group and inert-modulus, because they take various mathematical tools away from the attacker. A short summary of choices for ideal-lattices (see
also Figure 11.1):
• “NTRU Classic”: Rings of the form (Z/q)[x]/(xp − 1), where p is a prime and q is a
power of 2, are used in the original NTRU cryptosystem [HPS98], and are excluded
by our recommendation.
• “NTRU NTT”: Rings of the form (Z/q)[x]/(xp + 1), where p is a power of 2 and
q ∈ 1 + 2pZ is a prime, are used in typical “Ring-LWE-based” cryptosystems such
as [ADPS16], and are excluded by our recommendation.
• “NTRU Prime”: Fields of the form (Z/q)[x]/(xp − x − 1), where p is prime, are
used in this chapter, and follow our recommendation.
We define a public-key cryptosystem “Streamlined NTRU Prime 4591761 ” using this
field, aiming for the standard design goal of IND-CCA2 security at the standard 2128 postquantum security level. This chapter will analyze design choices for a cryptosystem, analyze attacks against it and analyze the performance of its implementation.
Outline. The remainder of this chapter is organized as follows. In Section 11.2 we
will first voice our concerns regarding the mathematical structures used in common recommendations for lattice-based post-quantum cryptosystems. Then, in Section 11.3 we
present our recommendation, the Streamlined NTRU Prime cryptosystem, that addresses
these concerns; in Section 11.4 we discuss the design considerations for this cryptosystem. In Section 11.5 we discuss the security of Streamlined NTRU Prime, which leads to
the parameter set generation algorithm of Section 11.6. Finally, we shortly discuss the
speed of the implementation in Section 11.7.
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send m + hr for small m, r and public h in ring R (“NTRU”)


cyclotomic,
2-power index,
split modulus
(“NTRU NTT”)


cyclotomic,
prime index,
2-power modulus
(“NTRU Classic”)


large Galois group,
prime degree,
inert modulus
(“NTRU Prime”)


random m


random m


random m


key h = e + Af
for small e, f,
public A
(“Noisy Product
NTRU NTT”)

Lyubashevsky–
Peikert–Regev
cryptosystem
[LPR13]



key h = e/f
for small e, f
(“Noisy Quotient
NTRU Classic”)


original NTRU
cryptosystem
[HPS98]


key h = e + Af
for small e, f,
public A
(“Rounded
Product
NTRU Prime”)

“NTRU LPRime”


round hr to m + hr
(“Rounded
NTRU Prime”)
key h = e/f
w
for small e, f
(“Rounded
Quotient
NTRU Prime”)


“Streamlined
NTRU Prime”

Figure 11.1: Terminology in this chapter for selected branches of the NTRU family tree. This chapter introduces
the NTRU Prime branch. Streamlined NTRU Prime is specified and analyzed in detail as a case study.

11.2 — Motivations for a new cryptosystem
Practically all proposals for ideal-lattice-based cryptography use cyclotomic rings such
as Z[x]/(x1024 + 1). These rings have many automorphisms, such as x 7→ x3 . Typical
encryption proposals work specifically in cyclotomic quotient rings such as (Z/12289)[x]/
(x1024 + 1), allowing further nontrivial ring homomorphisms such as x 7→ 7.
In February 2014 Bernstein [Ber14b] was first publically recommended to change
the choice of rings in ideal-lattice-based cryptography. Part of our recommendation in
this chapter is to switch from cyclotomic rings to new rings very far from having any
non-identity automorphisms: specifically, rings of the form Z[x]/(xp − x − 1). Another
part of the recommendation is to use quotient fields such as (Z/4591)[x]/(x761 − x − 1),
eliminating further nonzero homomorphisms. In this section we extensively elaborate on
this recommendation.
11.2.1 – Cryptographic risk management. An important part of the cryptographer’s
job is to extrapolate beyond known attacks (just like other scientists formulating theories
beyond current knowledge), with the goal of making the safest decisions about an unclear
future. For example:
• Dobbertin, Bosselaers, and Preneel wrote in 1996 [DBP96] that “it is anticipated
that these techniques can be used to produce collisions for MD5” and recommended
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switching to other hash functions. This was long before the MD5 attack by Wang
and Yu [WY05].
• Many discrete-logarithm experts recommended prime fields (see, e.g., [Ecr05, page
25]) long before recent attacks such as [Jou13] against small-characteristic finitefield discrete logarithms.
• Many discrete-logarithm experts specifically recommend prime-field ECDL over smallcharacteristic ECDL (see, e.g., [Ecr05, page 62]), even though none of the efforts to break small-characteristic ECDL have been successful (see the recent survey [GG16]).
• Experts frequently recommend one unbroken system over another unbroken system
of similar speed, saying that possible attack strategies against the first system are
better understood.
• Bernstein’s general recommendation included, as a special case, switching the Smart–
Vercauteren system from the old rings to the new rings. This came before the
polynomial-time quantum attacks against the system using the old rings.
History shows that this approach, despite its uncertainties, produces much better security than merely asking what has already been broken.
Bernstein’s recommendation to change the choice of rings was, and is, a broad recommendation for ideal-lattice-based cryptography: it applies to Smart–Vercauteren, to
NTRU, to Ring-LWE-based cryptosystems, etc. We suggest the name “NTRU Prime” for
cryptosystems obtained in this way from NTRU or from Ring-LWE. Here “NTRU” refers to
a central idea used in all of these cryptosystems, namely sending m + hr where m, r are
small secrets and h is public; and “Prime” reflects the fact that our modifications eliminate
several different types of factorizations.
We emphasize that normal NTRU parameters are not affected by any of the known
attacks discussed in this section. The same holds for cyclotomic Ring-LWE. However, we
are skeptical of the notion that the most recent papers are the end of the attack story.
There is widespread agreement on the general goal of removing unnecessary algebraic structure from cryptography. As an example, the common recommendation of prime
fields for DL takes various operations (in particular, automorphisms) away from attackers, and all available evidence is that this rescues some fraction of DL systems without
enabling any new attacks. This provides ample justification for the recommendation,
not merely in the cases where there are already known attacks (such as FFDL) but also in
other cases (such as ECDL). Similarly, our recommendation of the new rings takes various
operations (again, in particular, automorphisms) away from attackers, and all available
evidence is that this rescues some fraction of lattice-based systems without enabling any
new attacks. This provides ample justification for the recommendation, not merely in
the cases where there are already known attacks (such as Smart–Vercauteren) but also in
other cases (such as NTRU).
Of course, one could speculate that our recommendation does not help security. Recent papers [ABD16, KF17] broke some “overstretched NTRU assumptions” using the old
rings, but Kirchner and Fouque [KF16] extended this attack to all rings, and one could
speculate that all attacks against the old rings can be somehow adapted to the new rings.
One could even speculate that our recommendation somehow hurts security.
However, the state of the art in cryptanalysis points in the opposite direction to these
speculations. Some systems are unbroken with rings that comply with the recommendation and broken with rings that do not comply with the recommendation; there is nothing
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the other way around. We successfully and publicly predicted this situation in advance
as a consequence of worrisome structure, specifically unnecessary ring homomorphisms.
Ideas for improving security usually hurt performance; see Section 11.2.5. If following our recommendation makes lattice-based systems much more expensive, then one
has to ask whether using the increased costs in other ways, such as larger lattice dimensions, would produce a larger security benefit. But our performance results show that
Streamlined NTRU Prime is competitive with, and in some ways even better than, previous lattice-based public-key cryptosystems.
We again emphasize that we are not saying that standard NTRU parameters are known
to be broken in a way rescued by NTRU Prime. We are saying that taking unnecessary
ring homomorphisms away from the attacker is reducing the attack surface. NTRU Prime
provides a less structured alternative to NTRU Classic and NTRU NTT, the same way
that prime-field FFDL/ECDL have always provided less structured alternatives to smallcharacteristic FFDL/ECDL.
11.2.2 – Case study: the Campbell–Groves–Shepherd attack. As a case study we
look at the Campbell–Groves–Shepherd attack [CGS14] that was already briefly mention
in Section 6.3.3. The preprint describes a lattice-based cryptosystem named “Soliloquy”
that the authors say they privately developed in 2007, and then claims a polynomialtime quantum key-recovery attack against this system. As mentioned briefly in [CGS14],
the key-recovery problem for this system is identical to the key-recovery problem for the
Smart–Vercauteren system that was discussed in Section 9.2.
As a reminder, in these systems everyone shares a standard monic irreducible polynomial P ∈ Z[x] with small coefficients. Smart and Vercauteren [SV10, Section 7] take
power-of-2 cyclotomic polynomials, such as the polynomial x1024 + 1, but [SV10, Section 3] allows more general polynomials (as was seen in Chapter 9), and [CGS14] allows
any cyclotomic polynomial. The receiver’s public key consists of an integer α and a prime
number q dividing P(α). Note that qR+(x−α)R is a prime ideal of the ring R = Z[x]/P;
the receiver’s secret key is a small generator g ∈ R of this ideal.
As we saw in Section 6.3.3, the first stage of the attack finds some generator of the
ideal, expressed as a product of powers of small ring elements. Biasse and Song questioned the claimed performance of the algorithm for this stage (and these claims were not
defended by the authors of [CGS14]) but subsequently presented a different polynomialtime quantum algorithm for this stage; see [BS15] and [BS16]. Even without quantum
computers, well-known techniques complete this stage in subexponential time.
The second stage of the attack reduces the generator to a small generator (either g or
something else that is just as good for decryption, such as −g). This is a decoding problem
in log-unit lattice (see Section 9.4.3). One normally expects decoding problems to take
exponential time, but for cyclotomic polynomials P (under certain technical assumptions)
one can efficiently write down a very short basis for the log-unit lattice. This basis consists
of logarithms of various “cyclotomic units”, as explained very briefly in [CGS14] and
analyzed in detail in the followup paper [CDPR16] by Cramer, Ducas, Peikert, and Regev.
For example, for P = x1024 + 1, the ring R contains (1 − x3 )/(1 − x) = 1 + x + x2 , and
also contains the reciprocal (1 − x)/(1 − x3 ) = (1 − x2049 )/(1 − x3 ) = 1 + x3 + · · · + x2046 ;
so (1 − x3 )/(1 − x) is a unit in R, a typical example of a cyclotomic unit.
This attack was originally stated as an attack specifically against principal ideals with
short generators. However, Cramer, Ducas, and Wesolowski [CDW17] recently used this
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attack as a subroutine in a polynomial-time quantum attack against a broader problem.
For cyclotomic fields (again under certain technical assumptions), given any nonzero
ideal,
√ the Cramer–Ducas–Wesolowski attack finds a vector whose length is within a factor

2Õ( deg P) of the length of the shortest nonzero vector. This is a tremendous improvement compared to the 2Õ(deg P) from previous attacks against the same problem. This
attack makes further use of cyclotomic structure to find a nearby principal multiple of
the input ideal, and then applies the original attack to find the shortest generator of this
principal ideal.
11.2.3 – Mathematical specification of our recommendation. We recommend taking a standard monic irreducible polynomial P whose degree is a prime p, and whose
Galois group is as large as possible, isomorphic to the permutation group Sp of size p!.
Most polynomials of degree p have Galois group Sp , and we specifically suggest the small
polynomial P = xp − x − 1, which is irreducible and has Galois group Sp ; see [Sel56]
and [Osa87]. Furthermore, in contexts using moduli (such as NTRU and Ring-LWE), we
recommend taking a prime modulus q that is inert in R, i.e., where P is irreducible in
(Z/q)[x], i.e., where (Z/q)[x]/P is a field. This happens with probability approximately
1/p for a random prime q; see Table 11.1 for many examples of acceptable pairs (p, q).
One way to define the Galois group is as the group of automorphisms of the smallest field that contains all the complex roots of P. Consider, for example, the field Q(ζ)
where ζ = exp(2πi/2048). The notation Q(ζ) means the smallest field containing both
Q and ζ; explicitly, Q(ζ) is the set of complex numbers q0 + q1 ζ + · · · + q1023 ζ1023 with
q0 , q1 , . . . , q1023 ∈ Q. The complex roots of P = x1024 + 1 are ζ, ζ3 , ζ5 , . . . , ζ2047 , all of
which are in Q(ζ), so Q(ζ) is the smallest field that contains all the complex roots of P.
There are exactly 1024 automorphisms of this field (invertible maps from the field to itself
preserving 0, 1, +, −, ·). These automorphisms are naturally labeled 1, 3, 5, . . . , 2047; the
automorphism with label i maps ζ to ζi , so it maps ζj to ζij . In other words, automorphism i permutes the complex roots of P the same way that ith powering does; the Galois
group is thus isomorphic to the multiplicative group (Z/2048)∗ .
NTRU traditionally takes P = xp − 1 with p prime and q a power of 2, typically
2048. These choices violate our recommendation in several ways. First of all, xp − 1
is not irreducible. One can tweak NTRU to work modulo the cyclotomic polynomial
Φp = (xp − 1)/(x − 1), but this polynomial does not have prime degree. Furthermore,
the Galois group of Φp has size only p− 1, vastly smaller than (p− 1)!. Also, the modulus
q is not prime.
Ring-LWE-based systems typically take P = xp + 1 where p is a power of 2 and q is a
prime in 1 + 2pZ. These choices also violate our recommendation in several ways. The
polynomial P is irreducible, but it does not have prime degree. Furthermore, its Galois
group has size only p, vastly smaller than p!. The modulus q is prime, but P is very far
from irreducible modulo q: in fact, it splits into linear factors modulo q.
11.2.4 – How the recommendation reduces attack surface. In Chapter 9 we saw
the pre-quantum quasipolynomial-time attack by [BBdV+ 17] finds short generators of
ideals in a large class of multiquadratic rings. This attack exploits the fact that a multiquadratic field has many subfields. The degree of the field is a multiple of the degree of
every subfield, so by taking a prime degree we obviously rule out any such attack: the
only subfields of Q[x]/P are Q and the entire field Q[x]/P.
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To understand why we also require very large Galois groups, consider the suggestion
from [ABD16] to use the field Q(ζ + ζ−1 ) with ζ = exp(2πi/2p), where both p and
(p− 1)/2 are prime. This field has prime degree (p− 1)/2 and thus stops subfield attacks.
It does not, however, stop the attack of [CGS14]: one can easily write down a very short
basis consisting of logs of cyclotomic units in this field, such as (ζ3 − ζ−3 )/(ζ − ζ−1 ).
More generally, if a number field of prime degree p has a Galois group of size p then
the field is a subfield of a cyclotomic field. Even more generally, the Kronecker–Weber
theorem states that any “abelian” number field is a subfield of a cyclotomic field. This
might not enable an attack along the lines of [CGS14] if the cyclotomic field has degree
much larger than p, but we do not think that it is wise to rely on this.
Of course, prohibiting minimum size p is not the same as requiring maximum size p!;
there is a large gap between p and p!. But having a Galois group of size, say, 2p means
that one can write down a degree-2p extension field with 2p automorphisms, and one can
then try to apply these automorphisms to build many units, generalizing the construction
of cyclotomic units. From the perspective of algebraic number theory, the fact that, e.g.,
(ζ3 − ζ−3 )/(ζ − ζ−1 ) is a unit is not a numerical accident: it is the same as saying that
the ideal I generated by ζ − ζ−1 is also generated by ζ3 − ζ−3 , i.e., that I is preserved
by the ζ 7→ ζ3 automorphism. This in turn can be seen from the factorization of I into
prime ideals, together with the structure of Galois groups acting on prime ideals—a rigid
structural feature that is not specific to the cyclotomic case.
Having a much larger Galois group means that P will have at most a small number of
roots in any field of reasonable degree. This eliminates all known methods of efficiently
performing computations with more than a small number of automorphisms.
It is of course still possible to compute a minimum-length basis for the log-unit lattice,
but all known methods are very slow. Cohen’s classic book “A course in computational
algebraic number theory” [Coh93, page 217] describes the task of computing “a system of
fundamental units” (i.e., a basis for the log-unit lattice) as one of the five “main computational tasks of algebraic number theory”. One can compute some basis in subexponential
time by techniques similar to the number-field sieve for integer factorization, but for almost all P the resulting basis elements will not be very short and will not be close to
orthogonal, and finding a very short basis takes exponential time by all known methods.
Finally, we choose q as an inert prime so that there are no ring homomorphisms from
(Z/q)[x]/P to any smaller nonzero ring. The attack strategies of [EHKS14], [ELOS15],
and [CLS16] start by applying such homomorphisms; the attacks are restricted in other
ways, but we see no reason to provide homomorphisms to the attacker in the first place.
The examples from [ELOS15] were shown in [CIV16b] to be breakable in a simpler
way without homomorphisms (some noise components turn out to always be 0); but,
as pointed out in [CLS16, Section 2.2] (see also [CIV16a, Section 5]), many other examples have been broken by homomorphisms without being broken by the algorithm
from [CIV16b] or any other known attacks. It is sometimes claimed that “modulus switching” makes the choice of q irrelevant, but an attacker switching from q to another modulus
will noticeably increase noise, interfering with typical attack algorithms.
11.2.5 – Worst-case-to-average-case reductions. We now consider an argument against
our NTRU Prime recommendation: specifically, an argument that using cyclotomic fields
with split modulus (i.e., with P splitting into linear factors in (Z/q)[x]) is desirable for
security, whereas we recommend against this choice.
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The argument begins with statements from Lyubashevsky, Peikert, and Regev [LPR13]
that the Ring-LWE problem—with cyclotomic P, split q, and a wide error—has “very
strong hardness guarantees” and in turn provides a “truly practical lattice-based publickey cryptosystem with an efficient security reduction”. These statements allude to a reduction
• from any attack algorithm against the cryptosystem
• into an algorithm to solve the worst case of a “hard” SVP-like ideal-lattice problem.
This reduction is, internally, the composition of three theorems, first producing an algorithm to attack Decision-Ring-LWE, then producing an algorithm to attack Search-RingLWE, and finally producing an algorithm to attack SIVPγ . There is a polynomial time
reduction between solving SIVP√nγ and SVPγ [MG02].
These statements and theorems have created a common belief that some “truly practical” lattice-based cryptosystems are guaranteed to be secure. The particular cryptosystems that are subjected to this belief have cyclotomic P (occasionally generalized to Galois
P) and split q. The belief is not directly contradicted by, e.g., attacks against the Smart–
Vercauteren system: no theorems of this type have been proven for that system.
A more extreme argument against NTRU Prime—and against NTRU and Ring-LWEbased systems—is the argument that one should actually use the original LWE problem.
This argument begins with similar theorems, but this time the (quantum) reduction (introduced by Regev [Reg05]) applies to different LWE-based cryptosystems, and ends with
the worst case of SVPγ and SIVPγ lattice problem. If all relevant parameters are equal
then this problem is clearly at least as difficult to break as the worst case of an SVP-like
ideal-lattice problem, since ideal lattices are a special case of lattices.
We have four counterarguments to both of these arguments. First, asymptotic attacks
against SVP have improved dramatically in the last few years, reducing the asymptotic
security level of d-dimensional lattices from approximately 0.41d bits to approximately
0.29d bits. This does not mean that there is any loss of security in, e.g., NTRU (see also
Section 11.5.5), but it calls into question the notion that SVP has been thoroughly studied.
Second, even in the extreme context of LWE, the lattice problems that the problems are
being reduced to are not the classic SVP problem. The same issue is even more obvious in
the context of Ring-LWE: ideal-lattice problems are considerably more complicated, and
less attractive to cryptanalysts, than truly well-known problems such as SVP.
Third, the reduction being performed are not tight. It is not true that the cryptosystems have been proven to be as difficult to break as the indicated hard problems. Even
if one assumes that there are no better attacks against the hard problems than the attacks known today, the reduction does not guarantee a reasonable cryptographic security
level for any reasonably efficient cryptosystem. We have not found any paper proposing
a specific lattice-based cryptosystem for which the conversion is meaningful.
Our work analyzing the tightness of this conversion is less detailed than an independent analysis recently posted [CKMS16, Section 6] by Chatterjee, Koblitz, Menezes, and
Sarkar. The analysis in [CKMS16] features an astonishing 2504 tightness gap for reasonable LWE parameters.
Fourth, even if the conversion were tight, switching to these “provable” cryptosystems would impose considerable costs. One example of these costs is quantified in the
analysis of [CWB14]. Another example of these costs is implicit in the security analysis
of [ADPS16]: the Ring-LWE parameters in [ADPS16] are not chosen to ensure the hardness of Ring-LWE, but merely to ensure hardness against attacks using the very small
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number of output samples actually provided by the cryptosystem. Secure parameters
for Ring-LWE would be more expensive. Using these costs to take larger parameter in a
non-“provable” cryptosystem would straightforwardly increase security against all known
attacks. switching to “provable” cryptosystems at the same cost means reducing security
against known attacks.
Notice that none of these four counterarguments are questioning the correctness of
the proofs of the aforementioned theorems. The core problem is that, even if the theorems
are correct exactly as stated, there are severe restrictions in what the theorems actually
say.

11.3 — Streamlined NTRU Prime
This section specifies “Streamlined NTRU Prime”, a public-key cryptosystem. The next
section compares Streamlined NTRU Prime to alternatives.
We emphasize that Streamlined NTRU Prime is designed for the standard goal of
IND-CCA2 security, i.e., security against adaptive chosen-ciphertext attacks. A server can
reuse a public key any number of times, amortizing the costs of key generation and key
distribution. The cost of setting up a new session key, including post-quantum server authentication, is then just one encryption for the client and one decryption for the server.
This gives Streamlined NTRU Prime important performance advantages over unauthenticated key-exchange mechanisms such as [ADPS16].
We submitted our complete implementation to eBACS [BL] for benchmarking. However, we caution potential users that many details of Streamlined NTRU Prime were first
published in May 2016 and still require careful security review. We have not limited ourselves to the minimum changes that would be required to switch to NTRU Prime from an
existing version of the NTRU public-key cryptosystem; we have taken the opportunity to
rethink and reoptimize all of the details of NTRU from an implementation and security
perspective. We recommend NTRU Prime, but it is too early to recommend Streamlined
NTRU Prime.
11.3.1 – Parameters. Streamlined NTRU Prime is actually a family of cryptosystems
parametrized by positive integers (p, q, t) subject to the following restrictions: p is a
prime number; q is a prime number; t > 1; p > 3t; q > 32t + 1; xp − x − 1 is irreducible
in the polynomial ring (Z/q)[x].
We abbreviate the ring Z[x]/(xp − x − 1), the ring (Z/3)[x]/(xp − x − 1), and the
field (Z/q)[x]/(xp − x − 1) as R, R/3, and R/q respectively. We refer to an element of R
as small if all of its coefficients are in {−1, 0, 1}. We refer to a small element as t-small
if exactly 2t of its coefficients are nonzero, i.e., its Hamming weight is 2t.
Our case study in this paper is Streamlined NTRU Prime 4591761 . This specific cryptosystem has parameters p = 761, q = 4591, and t = 143. The following subsections
specify the algorithms for general parameters (see Section 11.6) but the reader may wish
to focus on these particular parameters. In [BCLvV17] reference code can be found for the
complete algorithms for key generation, encapsulation, and decapsulation in Streamlined
NTRU Prime 4591761 , using the Sage [SD15] computer-algebra system.
11.3.2 – Key generation. The receiver generates a public key as follows:
• Generate a uniform random small element g ∈ R. Repeat this step until g is invertible in R/3.
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• Generate a uniform random t-small element f ∈ R. (Note that f is nonzero and
hence invertible in R/q, since t > 1.)
• Compute h = g/(3f) in R/q. (By assumption q is a prime larger than 3, so 3 is
invertible in R/q, so 3f is invertible in R/q.)
• Encode h as a string h. The public key is h.
• Save the following secrets: f in R; and 1/g in R/3.
The encoding of public keys as strings is another parameter for Streamlined NTRU
Prime. Each element of Z/q is traditionally encoded as dlog2 qe bits, so the public key is
traditionally encoded as pdlog2 qe bits. If q is noticeably smaller than a power of 2 then
one can easily compress a public key by merging adjacent elements of Z/q, with a lower
limit of p log2 q bits. For example, 5 elements of Z/q for q = 4591 are easily encoded
together as 8 bytes, saving 1.5% compared to separately encoding each element as 13
bits, and 20% compared to separately encoding each element as 2 bytes.
11.3.3 – Encapsulation. Streamlined NTRU Prime is actually a “key encapsulation
mechanism” (KEM). This means that the sender takes a public key as input and produces
a ciphertext and session key as output. Specifically, the sender generates a ciphertext as
follows:
• Decode the public key h, obtaining h ∈ R/q.
• Generate a uniform random t-small element r ∈ R.
• Compute hr ∈ R/q.
• Round each coefficient of hr, viewed as an integer between −(q − 1)/2 and (q −
1)/2, to the nearest multiple of 3, producing c ∈ R. If q ∈ 1 + 3Z, as in our case
study q = 4591, then each coefficient of c is in

{−(q − 1)/2, . . . , −6, −3, 0, 3, 6, . . . , (q − 1)/2}.
If q ∈ 2 + 3Z then each coefficient of c is in

{−(q + 1)/2, . . . , −6, −3, 0, 3, 6, . . . , (q + 1)/2}.
• Encode c as a string c.
• Hash r, obtaining a left half C (“key confirmation”) and a right half K.
• The ciphertext is the concatenation C c. The session key is K.
The hash function for r is another parameter for Streamlined NTRU Prime. We encode
r as a byte string by adding 1 to each coefficient, obtaining an element of {0, 1, 2} encoded
as 2 bits in the usual way, and then packing 4 adjacent coefficients into a byte, consistently
using little-endian form. We hash the resulting byte string with SHA-512, obtaining a
256-bit key confirmation C and a 256-bit session key K.
The encoding of ciphertexts c as strings c is another parameter for Streamlined NTRU
Prime. This encoding can be more compact than the encoding of public keys because
each coefficient of c is in a limited subset of Z/q. Concretely, for q = 4591 and p = 761,
we use 32 bits for each 3 coefficients of c and a total of 8120 bits (padded to a byte
boundary) for c, saving 16% compared to the size of a public key, 18% compared to
separately encoding each element of Z/q as 13 bits, and 33% compared to separately
encoding each element of Z/q as 2 bytes. Key confirmation adds 256 bits to ciphertexts.
11.3.4 – Decapsulation. The receiver decapsulates a ciphertext C c as follows:
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• Decode c, obtaining c ∈ R.
• Multiply by 3f in R/q.
• View each coefficient of 3fc in R/q as an integer between −(q− 1)/2 and (q− 1)/2,
and then reduce modulo 3, obtaining a polynomial e in R/3.
• Multiply by 1/g in R/3.
• Lift e/g in R/3 to a small polynomial r 0 ∈ R.
• Compute c 0 , C 0 , K 0 from r 0 as in encapsulation.
• If r 0 is t-small, c 0 = c, and C 0 = C, then output K 0 . Otherwise output False.
If C c is a legitimate ciphertext then c is obtained by rounding the coefficients of hr
to the nearest multiples of 3; i.e., c = m + hr in R/q, where m is small. All coefficients
of the polynomial 3fm + gr in R are in [−16t, 16t] by Theorem 11.1 below, and thus in
[−(q − 1)/2, (q − 1)/2] since q > 32t + 1. Viewing each coefficient of 3fc = 3fm + gr as
an integer in [−(q − 1)/2, (q − 1)/2] thus produces exactly 3fm + gr ∈ R, and reducing
modulo 3 produces gr ∈ R/3; i.e., e = gr in R/3, so e/g = r in R/3. Lifting now
produces exactly r since r is small; i.e., r 0 = r. Hence (c 0 , C 0 , K 0 ) = (c, C, K). Finally,
r 0 = r is t-small, c 0 = c, and C 0 = C, so decapsulation outputs K 0 = K, the same session
key produced by encapsulation.
Theorem 11.1. Fix integers p > 3 and t > 1. Let m, r, f, g ∈ Z[x] be polynomials of
degree at most p − 1 with all coefficients in {−1, 0, 1}. Assume that f and r each have at
most 2t nonzero coefficients. Then 3fm + gr mod xp − x − 1 has each coefficient in the
interval [−16t, 16t].

Pp−1
Proof. We first show that fm has coefficients in [−4t, 4t]. Let f = i=0 fi xi , a ternary
Pp−1
i
polynomial of exactly 2t terms. Let m =
i=0 mi x a ternary polynomial. Now we
Pp−1
rewrite fm as i=0 fi (xi m). Since this sum adds at most 2t terms of each degree, it just
remains to be shown that the coefficients of xi m are all in the range [−2, 2]. To show this
we observe that xm ≡ mp−1 + (m0 + mp−1 )x + m1 x2 + · · · + mp−2 xp−1 mod xp − x − 1,
which has coefficients in the range [−1, 1], except |m0 + mp−1 | may be 2. Generalizing
this, for 2 6 i < p, we get xi m ≡ mp−i +(mp−i +mp−i−1 )x+· · ·+(mp−2 +mp−1 )xi−1 +
(mp−1 +m0 )xi +m1 xi+1 +· · ·+mp−i−1 xp−1 mod xp −x− 1 with coefficients in [−2, 2].
Similar reasoning for gr implies that each coefficient of gr mod xp − x − 1 is in [−4t, 4t].
Hence each coefficient of 3fm + gr mod xp − x − 1 is in [−16t, 16t].
A similar bound can be proven for if we take smallness to mean the coefficients of a
ring element are in {−d, . . . , d}.
Theorem 11.2. Fix integers p > 5 and t > 1. Let m, r, f, g ∈ Z[x] be polynomials of
degree at most p − 1 with all coefficients in {−d, . . . , d}. Assume that f and r each have at
most 2t nonzero coefficients. Then dfm + gr mod xp − x − 1 has each coefficient in the
interval [−8(d3 + d2 )t, 8(d3 + d2 )t].
Proof. Analogous to that of Theorem 11.1.

11.4 — Considerations in the design of Streamlined NTRU Prime
There are many different ideal-lattice-based public-key encryption schemes in the literature, including many versions of NTRU, many Ring-LWE-based cryptosystems, and
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now Streamlined NTRU Prime. These are actually many different points in a highdimensional space of possible cryptosystems. We give a unified description of the advantages and disadvantages of what we see as the most important options in each dimension,
in particular explaining the choices that we made in Streamlined NTRU Prime.
Beware that there are many interactions between options. For example, using Gaussian errors is incompatible with eliminating decryption failures, because there is always
a small probability of large samples combining with large values. Using truncated Gaussian errors is compatible with eliminating decryption failures, but requires a much larger
modulus q. Neither of these options is compatible with the simple tight KEM that we use.
11.4.1 – One ring to rule them all. The choice of cryptosystem includes a choice
of a monic degree-p polynomial P ∈ Z[x] and a choice of a positive integer q. As in
Section 11.3, we abbreviate the ring Z[x]/P as R, and the ring (Z/q)[x]/P as R/q.
The choices of P mentioned in Section 11.1 include xp − 1 for prime p (NTRU Classic);
p
x + 1 where p is a power of 2 (NTRU NTT); and xp − x − 1 for prime p (NTRU Prime).
Choices of q include powers of 2 (NTRU Classic); split primes q (NTRU NTT); and inert
primes q (NTRU Prime).
Of course, Streamlined NTRU Prime makes the NTRU Prime choices here. Most of
the optimizations in Streamlined NTRU Prime can also be applied to other choices of P
and q, with a few exceptions noted below.
11.4.2 – The public key. The receiver’s public key, which we call h, is an element of
R/q. It is invertible in R/q but has no other obvious public structure.
11.4.3 – Inputs and ciphertexts. In the original NTRU system, ciphertexts are elements of the form m + hr ∈ R/q. Here h ∈ R/q is the public key as above, and m, r are
small elements of R chosen by the sender.
Subsequent systems labeled as “NTRU” have generally extended ciphertexts to include
additional information, for various reasons explained below; but these cryptosystems all
share the same core design element, sending m + hr ∈ R/q where m, r are small secrets
and h is public. We suggest systematically using the name “NTRU” to refer to this design
element, and more specific names (e.g., “NTRU Classic” vs. “NTRU Prime”) to refer to
other design elements. We refer to (m, r) as “input” rather than “plaintext” because in
any modern public-key cryptosystem the input is randomized and is separated from the
sender’s plaintext by symmetric primitives such as hash functions.
In the original NTRU specification [HPS98], m was allowed to be any element of
R having all coefficients in a standard range. The range was {−1, 0, 1} for all of the
suggested parameters, with q not a multiple of 3, and we focus on this case for simplicity
(although we note that some other lattice-based cryptosystems have taken the smaller
range {0, 1}, or sometimes larger ranges).
Current NTRU specifications such as [HPS+ 15] prohibit m that have an unusually
small number of 0’s or 1’s or −1’s. For random m, this prohibition applies with probability
<2−10 , and in case of failure the sender can try encoding the plaintext as a new m, but
this is problematic for applications with hard real-time requirements. The reason for
this prohibition is that the original NTRU system gives the attacker an “evaluate at 1”
homomorphism from R/q to Z/q, leaking m(1). The attacker scans many ciphertexts
to find an occasional ciphertext where the value m(1) is particularly far from 0; this
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value constrains the search space for the corresponding m by enough bits to raise security
concerns. In NTRU Prime, R/q is a field, so this type of leak cannot occur.
Streamlined NTRU Prime actually uses a different type of ciphertext, which we call
a “rounded ciphertext”. The sender chooses a small r as input and computes hr ∈ R/q.
The sender obtains the ciphertext by rounding each coefficient of hr, viewed as an integer
between −(q − 1)/2 and (q − 1)/2, to the nearest multiple of 3. This ciphertext can be
viewed as an example of the original ciphertext m + hr, but with m chosen so that each
coefficient of m + hr is in a restricted subset of Z/q.
With the original ciphertexts, each coefficient of m + hr leaves 3 possibilities for
the corresponding coefficients of hr and m. With rounded ciphertexts, each coefficient
of m + hr also leaves 3 possibilities for the corresponding coefficients of hr and m,
except that the boundary cases −(q − 1)/2 and (q − 1)/2 (assuming q ∈ 1 + 3Z) leave
only 2 possibilities. In a pool of 264 rounded ciphertexts, the attacker might find one
ciphertext that has 15 of these boundary cases out of 761 coefficients; these occasional
exceptions have very little impact on known attacks. It would be possible to randomize
the choice of multiples of 3 near the boundaries, but we prefer the simplicity of having
the ciphertext determined entirely by r. It would also be possible to prohibit ciphertexts
at the boundaries, but as above we prefer to avoid restarting the encryption process.
More generally, we say “Rounded NTRU” for any NTRU system in which m is chosen deterministically by rounding hr to a standard subset of Z/q, and “Noisy NTRU”
for the original version in which m is chosen randomly. Rounded NTRU has two advantages over Noisy NTRU. First, it reduces the space required to transmit m + hr; see, e.g.,
Section 11.3.3. Second, the fact that m is determined by r simplifies protection against
chosen-ciphertext attacks: see Section 11.4.5.
11.4.4 – Key generation and decryption. As we saw in Section 6.2.2, in the original
NTRU cryptosystem, the public key h has the form 3g/f in R/q, where f and g are secret.
Decryption in original NTRU computes fc = fm + 3gr, reduces modulo 3 to obtain fm,
and multiplies by 1/f to obtain m.
The NTRU literature, except for the earliest papers, takes f of the form 1 + 3F, where
F is small. This eliminates the multiplication by the inverse of f modulo 3. In Streamlined
NTRU Prime we have chosen to skip this speedup for two reasons. First, in the long run
we expect cryptography to be implemented in hardware, where a multiplication in R/3 is
far less expensive than a multiplication in R/q. Second, this speedup requires noticeably
larger keys and ciphertexts for the same security level, and this is important for many
applications, while very few applications will notice the CPU time for Streamlined NTRU
Prime.
Streamlined NTRU Prime changes the position of the 3, taking h as g/(3f) rather
than 3g/f. Decryption computes 3fc = 3fm + gr, reduces modulo 3 to obtain gr, and
multiplies by 1/g to obtain r. This change lets us compute (m, r) by first computing r and
then multiplying by h, whereas otherwise we would first compute m and then multiply by
1/h. One advantage is that we skip computing 1/h; another advantage is that we need
less space for storing a key pair. This 1/h issue does not arise for NTRU variants that
compute r as a hash of m, but those variants are incompatible with rounded ciphertexts,
as discussed in Section 11.4.5.
More generally, we say “Quotient NTRU” for NTRU with h computed as a ratio of two
secret small polynomials. An alternative is what we call “Product NTRU”, namely NTRU
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with h of the form e + Af, where e and f are secret small polynomials. Here A ∈ R/q is
public, like h, but unlike h it does not need a hidden multiplicative structure: it can be, for
example, a standard chosen randomly by a trusted authority (see Chapter 4 for reasons
why this sentence may be interpreted sarcastically), or output of a long hash function
applied to a standard randomly chosen seed, or (as proposed in [ADPS16]) output of a
long hash function applied to a per-receiver seed supplied along with h as part of the
public key.
An observant reader might note here that Product NTRU is identical to the R-LWE
cryptosystem described in Section 6.2.3. We wish to make the point in this section that
these concepts are very much related. Product NTRU does not allow the same decryption
procedure as Quotient NTRU. The first Product NTRU system [LPR13], sends d + Ar as
additional ciphertext along with m + hr + M, where d is another small polynomial, and
M is a polynomial consisting of solely 0 or bq/2c in each position. The receiver computes
(m + hr + M) − (d + Ar)f = M + m + er − df, and rounds to 0 or bq/2c in each position,
obtaining M. Note that m + er − df is small, since all of m, e, r, d, f are small.
The ciphertext size here, two elements of R/q, can be improved in various ways. One
can replace hr with fewer coefficients, for example by simply summing batches of three
coefficients [PG13], before adding M and m. Rounded Product NTRU rounds hr + M to
obtain m+hr+M, rounds Ar to obtain d+Ar, and (to similarly reduce key size) rounds
Af to obtain e + Af. Decryption continues to work even if m + hr + M is compressed to
two bits per coefficient. “NTRU LPRime” is an example of Rounded Product NTRU Prime
in which r is chosen deterministically as a hash of M.
A disadvantage of Product NTRU is that r is used twice, exposing approximations
to both Ar and hr. This complicates security analysis compared to simply exposing an
approximation to hr. State-of-the-art attacks against Ring-LWE, which reveal approximations to any number of random public multiples of r, i.e. samples, are significantly faster
for many multiples than for one multiple. Perhaps this indicates a broader weakness, in
which each extra multiple hurts security.
Quotient NTRU has an analogous disadvantage: if one moves far enough in the parameter space [KF16] then state-of-the-art attacks distinguish g/f from random more
efficiently than they distinguish m + hr from random. Perhaps this indicates a broader
weakness. On the other hand, if one moves far enough in another direction in the parameter space [SS11], then g/f has a security proof.
We find both of these issues worrisome: it is not at all clear which of Product NTRU
and Quotient NTRU is a safer option. We see no way to simultaneously avoid both types
of complications. Since Quotient NTRU has a much longer history, we have opted to
present details of Streamlined NTRU Prime, an example of Quotient NTRU Prime.
11.4.5 – Padding, KEMs, and the choice of q. In Streamlined NTRU Prime we use
the modern “KEM+DEM” approach introduced by Shoup [Sho01]. This approach is much
nicer for implementers than previous approaches to public-key encryption. For readers
unfamiliar with this approach, we briefly review the analogous options for RSA encryption.
RSA maps an input m to a ciphertext me mod n, where (n, e) is the receiver’s public
key. When RSA was first introduced, its input m was described as the sender’s plaintext. This was broken in reasonable attack models, leading to the development of various schemes to build m as some combination of fixed padding, random padding, and
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a short plaintext. This turned out to be quite difficult to get right, both in theory (see,
e.g., [Sho02]) and in practice (see, e.g., [MSW+ 14]), although it does seem possible to
protect against arbitrary chosen-ciphertext attacks by building m in this way.
The “KEM+DEM” approach, specifically Shoup’s “RSA-KEM” in [Sho01] (also called
“Simple RSA”), is much easier:
• Choose a uniform random integer m modulo n. This step does not even look at the
plaintext.
• To obtain a shared secret key, simply apply a cryptographic hash function to m.
• Encrypt and authenticate the sender’s plaintext using this shared key.
Any attempt to modify m, or the plaintext, will be caught by the authenticator.
“KEM” means “key encapsulation mechanism”: me mod n is an “encapsulation” of
the shared secret key H(m). “DEM” means “data encapsulation mechanism”, referring
to the encryption and authentication using this shared secret key. Authenticated ciphers
are normally designed to be secure for many messages, so H(m) can be reused to protect
further messages from the sender to the receiver, or from the receiver back to the sender.
It is also easy to combine KEMs, for example combining a pre-quantum KEM with a postquantum KEM, by simply hashing the shared secrets together.
When NTRU was introduced, its input (m, r) was described as a sender plaintext m
combined with a random r. This is obviously not secure against chosen-ciphertext attacks.
Subsequent NTRU papers introduced various mechanisms to build (m, r) as increasingly
convoluted combinations of fixed padding, random padding, and a short plaintext.
It is easy to guess that KEMs simplify NTRU, the same way that KEMs simplify RSA;
we are certainly not the first to suggest this. However, all the NTRU-based KEMs we
have found in the literature (e.g., [Sta05] and [Sak07]) construct the NTRU input (m, r)
by hashing a shorter input and verifying this hash during decapsulation; typically r is
produced as a hash of m. These KEMs implicitly assume that m and r can be chosen
independently, whereas rounded ciphertexts (see Section 11.4.3) have r as the sole input.
It is also not clear that generic-hash chosen-ciphertext attacks against these KEMs are as
difficult as inverting the NTRU map from input to ciphertext: the security theorems are
quite loose.
We instead follow a simple generic KEM construction introduced in the earlier paper [Den03, Section 6] by Dent, backed by a tight security reduction [Den03, Theorem
8] saying that generic-hash chosen-ciphertext attacks are as difficult as inverting the underlying function:
• Like RSA-KEM, this construction hashes the input, in our case r, to obtain the session key.
• Decapsulation verifies that the ciphertext is the correct ciphertext for this input,
preventing per-input ciphertext malleability.
• The KEM uses additional hash output for key confirmation, making clear that a
ciphertext cannot be generated except by someone who knows the corresponding
input.
Key confirmation might be overkill from a security perspective, since a random session
key will also produce an authentication failure; but key confirmation allows the KEM to
be audited without regard to the authentication mechanism, and adds only 3% to our
ciphertext size.
Dent’s security analysis assumes that decryption works for all inputs. We achieve
this in Streamlined NTRU Prime by requiring q > 32t + 1. Recall that decryption sees

11.4. CONSIDERATIONS IN THE DESIGN OF STREAMLINED NTRU PRIME

187

3fm+gr in R/q and tries to deduce 3fm+gr in R; the condition q > 32t+ 1 guarantees
that this works, since each coefficient of 3fm + gr in R is between −(q − 1)/2 and (q −
1)/2 by Theorem 11.1. Taking different shapes of m, r, f, g, or changing the polynomial
P = xp − x − 1, would change the bound 32t + 1; for example, replacing g by 1 + 3G
would change 32t + 1 into 48t + 3 and changing the coefficient range gives the bound
in Theorem 11.2.
In lattice-based cryptography it is standard to take somewhat smaller values of q. The
idea is that coefficients in 3fm + gr are produced as sums of many +1 and −1 terms, and
these terms usually cancel, rather than conspiring to produce the maximum conceivable
coefficient. However, this idea led to attacks that exploited occasional decryption failures;
see [HNP+ 03]. It is common today to choose q so that decryption failures will occur with,
e.g., probability 2−80 ; but this does not meet Dent’s assumption that decryption always
works. This nonzero failure rate appears to account for most of the complications in the
literature on NTRU-based KEMs. We prefer to guarantee that decryption works, making
the security analysis simpler and more robust.
11.4.6 – The shape of small polynomials. As noted in Section 11.4.3, the coefficients
of m are chosen from the limited range {−1, 0, 1}. The NTRU literature [HPS98, HSW05,
HHHW09,HPS+ 15] generally puts the same limit on the coefficients of r, g, and f, except
that if f is chosen with the shape 1 + 3F (see Section 11.4.4) then the literature puts this
limit on the coefficients of F. Sometimes these ternary polynomials are further restricted
to binary polynomials, excluding coefficient −1.
The NTRU literature further restricts the Hamming weight of r, g, and f. Specifically, a
cryptosystem parameter is introduced to specify the number of 1’s and −1’s. For example,
there is a parameter t (typically called “d” in original NTRU papers) so that r has exactly
t coefficients equal to 1, exactly t coefficients equal to −1, and the remaining p − 2t
coefficients equal to 0. These restrictions allow decryption for smaller values of q (see
Section 11.4.5), saving space and time. Beware, however, that if t is too small then there
are attacks; see our security analysis in Section 11.5.
We keep the requirement that r have Hamming weight 2t, and keep the requirement
that these 2t nonzero coefficients are all in {−1, 1}, but we drop the requirement of an
equal split between −1 and 1. This allows somewhat more choices of r. The same comments apply to f. Similarly, we require g to have all coefficients in {−1, 0, 1} but the
distribution is otherwise unconstrained.
These changes would affect the conventional NTRU decryption procedure: they expand the typical size of coefficients of fm and gr, forcing larger choices of q to avoid
noticeable decryption failures. But we instead choose q to avoid all decryption failures
(see Section 11.4.5), and these changes do not expand our bound on the size of the coefficients of fm and gr.
Elsewhere in the literature on lattice-based cryptography one can find larger coefficients: consider, e.g., the quinary polynomials in [DDLL13], and the even wider range
in [ADPS16]. In [SS11], the coefficients of f and g are sampled from a very wide discrete Gaussian distribution, allowing a proof regarding the distribution of g/f. However,
this appears to produce worse security for any given key size. Specifically, there are no
known attack strategies blocked by a Gaussian distribution, while the very wide distribution forces q to be very large to enable decryption, producing a much larger key size
(and ciphertext size) for the same security level. Furthermore, wide Gaussian distribu-
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tions are practically always implemented with variable-time algorithms, creating security
problems, as illustrated by the successful cache-timing attack in [BHLY16].

11.5 — Security of Streamlined NTRU Prime
In this section we adapt existing pre-quantum NTRU attack strategies to the context
of Streamlined NTRU Prime and quantify their effectiveness. In particular, we account
for the impact of changing xp − 1 to xp − x − 1, and using small f rather than f = 1 + 3F
with small F.
11.5.1 – Meet-in-the-middle attack. In Section 7.2.1 we saw Odlyzko’s meet-in-themiddle attack on original NTRU. Recall it works by splitting the space of possible keys F
into two parts such that F = F1 ⊕ F2 . Then in each loop of the algorithm partial keys are
drawn from F1 and F2 until a collision function (defined in terms of the public key h)
indicates that f1 ∈ F1 and f2 ∈ F2 have been found such that f = f1 + f2 is the private
key. We compare the complexity of this
Prime.
 attack
 to that of streamlined
NTRU
p
2t
The number of choices for f is pt p−t
in
NTRU
Classic
and
2
in
Streamlined
t
2t
NTRU Prime. A first estimate is that the number of loops in the algorithm is the square
root of the number of choices of f. However, we also saw in Section 7.2.1 that we have to
take key rotations into account; i.e. in NTRU Classic a key (f, g) is equivalent to all of the
rotated keys (xi f, xi g) and to the negations (−xi f, −xi g), and the algorithm succeeds
if it finds any of these rotated keys. The 2p rotations and
negations are almost always
√
p 2
√
distinct, and we saw in Heuristic 7.3 that on average πt of them split into an f1 ∈ F1
and√an f2 ∈ F2 . Taking the negatives into account produces a speedup factor very close
to 2p.
The structure of the NTRU Prime ring is less friendly to this attack. Say f has degree p − c; typically c is around p/2t, since there are 2t terms in f. Multiplying f
by x, x2 , . . . , xc−1 produces elements of F, but multiplying f by xc replaces xp−c with
xp mod xp − x − 1 = x + 1, changing its weight and thus leaving F. It is possible but rare
for subsequent multiplications by x to reenter F. Similarly, one expects only about p/2t
divisions by x to stay within F, for a total of only about p/t equivalent keys, or 2p/t when
negations are taken into account. We have confirmed these estimates with experiments.
One could modify the attack to use a larger set F, but this seems to lose more than
it gains. Furthermore, similar wraparounds for g compromise the effectiveness of the
p
collision function. To summarize,
√ the extra term in x − x − 1 seems to increase the
attack cost by ap
factor around t, √
compared to NTRU Classic; i.e., the rotation speedup
is only around 2p/t rather than 2p.
On the other hand, somep
keys f allow considerably more rotations. We have decided to
assume a speedup factor of 2(p − t), since we designed some pathological polynomials
f with that many (not consecutive) rotations in the set. For random r the speedup is much
smaller. This means that the number of loops before this attack is expected to find f is
bounded by
s  ,
p 2t p
L=
2
2(p − t).
(11.1)
2t
In each loop, t vectors of size p are added and their coefficients are reduced modulo
q. We thus estimate the attack cost as Lpt. The storage requirement of the attack is
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approximately L log2 L. We can reduce this storage by applying the reduced-memorymeet-in-the-middle that was discussed in Chapter 7. In this case we can reduce the
√storage
capacity by a factor s at the expense of increasing the running time by a factor s.
11.5.2 – Streamlined NTRU Prime lattice. As with NTRU we can embed the problem
of recovering the private keys f, g into a lattice problem. Saying 3h = g/f in R/q is the
same as saying 3hf+qk = g in R for some polynomial k; in other words, there is a vector
(k, f) of length 2p such that

k



 qI 0
f
= k
H I


f B= g


f ,

where H is a matrix with the i’th vector corresponding to xi · 3h mod xp − x − 1 and I is
the p × p identity matrix. We will call B the Streamlined NTRU Prime√public lattice basis.
This lattice has determinant qp . The vector (g, f) has norm at most 2p. The Gaussian
heuristic states that the length of the shortest vector in a random
lattice is approximately
√
√
√
det(B)1/(2p) πep = πepq, which is much larger than 2p, so we expect (g, f) to be
the shortest nonzero vector in the lattice.
Finding the secret keys is thus equivalent to solving the Shortest Vector Problem (SVP)
for the Streamlined NTRU Prime public lattice basis. The fastest currently known method
to solve SVP in the NTRU public lattice is the hybrid attack, which we discuss below.
A similar lattice can be constructed to instead try to find the input pair (m, r). However, there is no reason to expect the attack against (m, r) to be easier than the attack
against (g, f): r has the same range as f, and m has essentially the same range as g.
Recall that Streamlined NTRU Prime does not have the original NTRU problem of leaking
m(1). There are occasional boundary constraints on m (see Section 11.4.3), and there is
also an R/3 invertibility constraint on g, but these effects are minor.
11.5.3 – Hybrid security. We saw in Section 8.2.1 how to perform a hybrid attack
against LWE (now also known as Product NTRU). This is also the best know attack against
the NTRU lattice. Even though the attack is similar the one on Product NTRU, for completeness and to establish notation for the security analysis, we briefly go through the
hybrid attack on Streamlined NTRU Prime. Recall that the attack works in two phases:
the reduction phase and the meet-in-the-middle phase.
Applying lattice-basis-reduction techniques will mostly reduce the middle vectors of
the basis [Sch03]. Therefore the strategy of the reduction phase is to apply lattice-basis
reduction, for example BKZ 2.0 [CN11a], to a submatrix B 0 of the public basis B. We
then get a reduced basis T = UBY :



qIw
 ∗
∗

0
T0
∗

0
0

Iw 0





Iw
= 0
0

0
U0
0

0
0

Iw 0



qIw
·  ∗
∗

0
B0
∗

0
0

Iw 0



Iw
· 0
0

0
Y0
0

0
0


.

Iw 0

Here Y is orthonormal and T 0 is again in lower triangular form.
In the meet-in-the-middle phase we can use a meet-in-the-middle algorithm to guess
options for the last w 0 coordinates of the key by guessing halves of the key and looking
for collisions. If the lattice basis was reduced sufficiently in the first phase, a collision
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resulting in the private key will be found by applying a rounding algorithm to the halfkey guesses. More details on how to do this can be found in [How07].
To estimate the security against this attack we adapt the analysis of [HPS+ 15] to the
set of keys that we use in Streamlined NTRU Prime. Let w be the dimension of Iw and w 0
be the dimension of Iw 0 . For a sufficiently reduced basis the meet-in-the-middle phase
will require on average

 0

X
1
a w
log2 (2(p − t)) +
2
v(a) log2 (v(a))
(11.2)
−
a
2
0
06a6min(2t,w )

work, where the log2 (2(p − t)) term accounts for equivalent keys and
0
0
22t−a p−w
2−a p−w
2t−a
2t−a


v(a) =
.
=
p
22t 2pt
2t

(11.3)

The quality of a basis after lattice reduction can be measured by the Hermite factor δ =
||b1 ||/det(B)1/p . Here ||b1 || is the length of the shortest vector among the rows of B. To be
able to recover the key in the meet-in-the-middle phase, the (2p−w−w 0 )×(2p−w−w 0 )
matrix T 0 has to be sufficiently reduced. For given w and w 0 this is the case if the lattice
reduction reaches the required value of δ. This Hermite factor has to satisfy
log2 (δ) 6

(p − w) log2 (q)
1
−
.
(2p − (w + w 0 ))2 2p − (w 0 + w)

(11.4)

We use the BKZ 2.0 simulator of [CN11a] to determine the best BKZ 2.0 parameters,
specifically the “block size” β and the number of “rounds” n, needed to reach a root
Hermite factor δ. To get a concrete security estimate of the work required to perform BKZ2.0 with parameters β and n we use the conservative formula determined by [HPS+ 15]
from the experiments of [CN11b]:

Estimate(β, p, n) = 0.000784314β2 + 0.366078β − 6.125 + log2 (p · n) + 7. (11.5)
This estimate and the underlying experiments rely on “enumeration”; see Section 11.5.5
for a comparison to “sieving”. This analysis also assumes that the probability of two halves
of the key colliding is 1. We will also conservatively assume this, but a more realistic estimate can be found in [Wun16]. Using these estimates we can determine the optimal w
and w 0 to attack a parameter set and thereby estimate its security.
Lastly we note that this analysis is easily adaptable to generalizing the coefficients
to be in the set {−d, −(d − 1), . . . , d − 1, d} by replacing base 2 in the exponentiations
in Equations 11.1, 11.2 and 11.3 with 2d. In this case however the range of t should
decrease according to Theorem 11.2.
11.5.4 – Algebraic attacks. The attack strategy of Ding [Din10], Arora–Ge [AG11],
and Albrecht–Cid–Faugère–Fitzpatrick–Perret √
[ACF+ 15a] takes subexponential time to
break dimension-n LWE with noise width o( n), and polynomial time to break LWE
with constant noise width. However, these attacks require many LWE samples, whereas
typical cryptosystems such as NTRU and NTRU Prime provide far less data to the attacker.
When these attacks are adapted to cryptosystems that provide only (say) 2n samples,
they end up taking more than 20.5n time, even when the noise is limited to {0, 1}. See
generally [ACF+ 15a, Theorem 7] and [Lyu16, Case Study 1].
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11.5.5 – A note on sieving algorithms in BKZ. The security estimates in Section 11.5.3
rely on enumeration algorithms [Poh81, FP85, Kan83, HPS+ 15]. As was seen in Section 8.4.3 an estimate can be made for BKZ using a sieving algorithm for the SVP oracle
instead of enumeration. In this section we elaborate why we chose not to do this for our
Streamlined NTRU Prime security estimate.
For very large dimensions, the performance of enumeration algorithms is slightly
super-exponential and is known to be suboptimal. The provable sieving algorithms of Pujol and Stehlé [PS09] solve dimension-β SVP in time 22.465...β+o(β) and space 21.233...β+o(β) ,
and more recent SVP algorithms [ADRS15] take time 2β+o(β) . More importantly, under
heuristic assumptions, sieving is much faster. The most recent work on lattice sieving
(see [BDGL16, Laa15]) has pushed the heuristic complexity down to 20.292...β+o(β) .
Simply comparing 0.292β to enumeration exponents suggests that sieving could be
faster than enumeration for sizes of β of relevance to cryptography. However, this comparison ignores two critical caveats regarding the performance of sieving. First, a closer
look at polynomial factors indicates that the o(β) here is positive. Consider, e.g., [BDGL16,
Figure 3], which reports a best fit of 20.387β−15 for its fastest sieving experiments. The
comparison in [MW15] takes this caveat into account and concludes that the sieving cutoff is “far out of reach”.
Second, sieving needs much more storage as β grows: at least 20.208...β+o(β) bits
of storage, again with positive o(β). Furthermore, sieving is bottlenecked by random
access to storage, and this random access also becomes slower as the amount of storage
increases. The slowdown is approximately the square root of the storage in realistic cost
models; see, e.g., [BK81].
Enumeration fits into very little memory even for large β. In [KSD+ 11] it was shown
that enumeration parallelizes effectively within and across GPUs. An attacker who can
afford enough hardware for sieving for large β can instead use the same amount of hardware for enumeration, obtaining an almost linear parallelization speedup.
We do not mean to suggest that the operation-count ratio should be multiplied by
the sieving storage (accounting for this enumeration speedup) and further by the square
root of the storage (accounting for the cost of random access inside sieving): this would
ignore the possibility of a speedup from parallelizing sieving. “Mesh” sorting algorithms
√
such as the Schnorr–Shamir algorithm [SS86] sort n small items in time just O( n),
which is optimal in realistic models of parallel computation; these algorithms can be used
as subroutines inside sieving, reducing the asymptotic cost penalty to just 20.104...β+o(β) .
However, this is still much less effective parallelization than [KSD+ 11].
This cost penalty for sieving is ignored in measurements such as [MBL15] and [BDGL16,
Figure 3], and in the resulting comparisons such as [MW15]. These measurements are
limited to sieving sizes that fit into DRAM on a single computer, and do not account for
the important increase in memory cost as β increases. Another way to see the same issue
would be to scale sieving down to a small enough size to fit into GPU multiprocessors; this
would demonstrate a sieving speedup for smaller β, for fundamentally the same reason
that there will be a sieving slowdown for larger β.
In the absence of any realistic analyses of sieving cost for large β, we have decided to
omit sieving from our security estimates. There is very little reason to believe that sieving
can beat enumeration inside any attack that fits within our 2128 security target.
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Algorithm 11.6.1: Determine parameter sets for security level above `.

1
2
3
4
5
6
7
8
9

10
11

Input: Upper bound qb for q, range [p1 , p2 ] for p, lower bound ` for security level
Result: Viable parameters p, q and t with security level λ.
p ← p1 − 1 (the prime we are currently investigating)
while p 6 p2 do
p ← nextprime(p)
Q ← viableqs(p, qb )
for q ∈ Q do
t ← min b(q − 1)/32c , bp/3c
λ1 ← mitmcosts(p, t)
if λ1 > ` then
Find w, w 0 , β, n such that BKZ-2.0 costs are approximately equal to
meet-in-the-middle costs in the hybrid attack.
λ2 ← max{hybridbkzcost, hybridmitmcost}
return p, q, t, min λ1 , λ2

11.6 — Parameters
Algorithm 11.6.1 searches for (p, q, t, λ), where λ is Section 11.5’s estimate of the prequantum security level for parameters (p, q, t). For example, we used Algorithm 11.6.1
to find our recommended parameters (p, q, t) = (761, 4591, 143) with estimated prequantum security 2248 . We expect post-quantum security levels to be somewhat lower
(e.g., [LMvdP15] saves a factor 1.1 in the best known asymptotic SVP exponents), and
lattice security remains a tricky research topic, but there is a comfortable security margin
above our target 2128 .
In the parameter generation algorithm the subroutine nextprime(i) returns the first
prime number >i. The subroutine viableqs(p, qb ) returns all primes q larger than p
and smaller than qb for which it holds that xp − x − 1 is irreducible in (Z/q)[x]. The
subroutine mitmcosts uses the estimates from Equation (11.1) to determine the bitsecurity level of the parameters against a straightforward meet-in-the-middle attack. To find
w, w 0 , β, n we set w to the hybridbkzcost of the previous iteration (initially 0) and do
a binary search for w 0 such that the two phases of the hybrid attack are of equal cost. For
each w 0 we determine the Hermite factor required with Equation (11.4), use the BKZ-2.0
simulator to determine the optimal β and n to reach the required Hermite factor and use
Equations (11.5) and (11.2) to determine the hybridbkzcost and hybridmitmcost.
Note that this algorithm outputs the largest value of t such that there are no decryption
failures according to Theorem 11.1 and that no more than 2/3 of the coefficients of f are
set. Experiments show that decreasing t to t1 linearly decreases the security level by
approximately t − t1 .
The results of the algorithm for qb = 20000, [p1 , p2 ] = [465, 970], and ` = 128 can
be found in Table 11.1. The estimated pre-quantum security level is 2λ . Parameter sets
with λ < 128 are omitted. Key size is computed as |k| = dp log2 (q)e (see Section 11.3.2).
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11.7 — Performance
In this section we summarize the performance of the implementation of Streamlined
NTRU Prime on multiple Intel Haswell CPUs. The full details of this implementation
are outside of the scope of this thesis. They, along with a Sage reference implementation and details on optimizing the multiplication speed and key exchange, can be found
in [BCLvV17].
11.7.1 – Speed. Before our work, the state of the art in implementations of latticebased cryptography was the November 2015 paper “Post-quantum key exchange: a new
hope” [ADPS16] by Alkim, Ducas, Pöppelmann, and Schwabe, using about 40000 Haswell
cycles for NTRU NTT multiplication. An update of [ADPS16] in August 2016 announced
31000 cycles for NTRU NTT multiplication. Most of the implementations before [ADPS16]
are, in our view, obviously unsuitable for deployment because they access the CPU cache
at secret addresses, taking variable time and allowing side-channel attacks.
Like our paper, [ADPS16] and [LN16] target the Haswell CPU, require constant-time
implementations, and aim for more than 2128 post-quantum security. Unlike our paper,
[ADPS16] follows the tradition from NTRU and Ring-LWE [LPR13] of using cyclotomic
rings. More precisely, [ADPS16] is an example of Product NTRU NTT, using the ring
(Z/q)[x]/(xp + 1) with p = 1024 and q = 12289 = 12 · 1024 + 1.
A disadvantage of requiring the lattice dimension p to be a power of 2, as in [ADPS16],
is that security levels are quite widely separated. In [ADPS16] there is a claim of “94
bits of post quantum security” for one dimension-512 system; we are not aware of any
dimension-512 system that is claimed today to reach the standard 2128 post-quantum security target. Jumping to the next power of 2, namely p = 1024, means at least doubling
key sizes, ciphertext sizes, encryption time, etc. This severe discontinuity in the securityperformance graph means that [ADPS16] is unable to offer any options truly comparable
to the better-tuned p = 743 in “ntruees743ep1” (see [Kum14]) or p = 761 in this
paper. Of course one can view p = 1024 as an additional buffer against the possibility of
improved attacks; but dimension is only one contributing factor to security, and size does
matter.
The conventional wisdom is that, despite the large p, rings of the type used in [ADPS16]
are particularly efficient. These rings allow multiplication at the cost of three numbertheoretic transforms (NTTs), i.e., fast Fourier transforms over finite fields, with only a
small overhead for pointwise multiplication. This multiplication strategy relies critically
on choosing an NTT-friendly polynomial such as x1024 + 1 and choosing an NTT-friendly
prime such as 12289. Tweaking the polynomial and prime, as we recommend, would
make the NTTs several times more expensive.
We do much better by scrapping the NTTs and multiplying in a completely different
way. NTRU Prime multiplication uses Karatsuba’s method for its multiplication. This
approach does not need NTT-friendly polynomials, and it does not need NTT-friendly
primes. The resulting multiplication speed is slightly faster than in [ADPS16] and [LN16],
and the sizes are smaller.
We are not saying that the NTRU Prime rings have zero cost. In [HRSS17] 11722
cycles for NTRU Classic multiplication were announced, specifically multiplication in the
ring (Z/q)[x]/(xp − 1) with p = 701 and q = 8192, again using a combination of
several layers of Karatsuba’s method and Toom’s method. The power-of-2 moduli in NTRU
Classic avoid the cost of reducing modulo medium-size primes. These moduli force a
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Figure 11.2: Comparison of multiplication results. “Rec” means that the ring follows this paper’s recommendation to reduce attack surface. “Cons” means that the software runs in constant time. “Cycles” is approximate
multiplication time on an Intel Haswell. All rings are used in public-key cryptosystems designed for at least
2128 post-quantum security. The estimated pre-quantum security levels are 2248 for Streamlined NTRU Prime
4591761 ; 2256 for ntruees743ep1; 2281 for New Hope; not stated in [HRSS17].

moderate discontinuity in the security-performance graph, but it seems likely that taking
(Z/q)[x]/(xp − 1) with prime q would be slightly faster than NTRU Prime at every security
level.
Currently an NTRU Prime multiplication takes approximately 28682 cycles. We summarize this comparison in Figure 11.2.
11.7.2 – Key exchange size. Our speed comparison in Section 11.7.1 focused on the
cost of multiplication: in the last section of this chapter we summarize the consequences
for the client and server in a key exchange.
Fundamentally, [ADPS16] and this paper are actually taking two completely different
approaches to securing communication. Both approaches support the most urgent goal
of post-quantum cryptography, namely encrypting today’s data in a way that will not be
decrypted by future quantum computers. Both approaches also support server authentication, so that the client will not be fooled into encrypting data to a “man in the middle”
rather than the server. However, the details and costs of these two approaches are quite
different.
In the first approach, the server’s long-term identifier is a public key for a signature
system. To start a secure session, the client and server perform an unauthenticated postquantum key exchange (as in [ADPS16]), obtaining a shared secret key used to authenticate and encrypt subsequent messages by standard symmetric techniques. The server
signs a hash of the key exchange, so the client knows that it is talking to the server; this is
what stops the “man in the middle”. At the end of the session, the client and server erase
the shared secret key.
In the second approach, the server’s long-term identifier is a public key for an encryption system. To start a secure session, the client sends a ciphertext to the server. Decryption provides both the client and the server with a shared secret key used to authenticate
and encrypt subsequent messages; see our discussion of KEMs in Section 11.4.5. The
client knows that it is talking to the server since nobody else has the shared secret key.
The second approach is less expensive for several reasons:
• In the first approach, the client cost is signature verification plus the client side of
unauthenticated key exchange. In the second approach, the client cost is merely
one public-key encryption.
• In the first approach, the server cost is signature generation plus the server side of
unauthenticated key exchange. In the second approach, the server cost is merely
one decryption.
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Figure 11.3: Bandwidth used by different techniques of authenticated-server key exchange, assuming client
already knows server’s long-term key. In first line, long-term key is encryption key; client sends ciphertext;
session key is hash of plaintext. In second line, server also sends short-term encryption key; client sends another ciphertext to that key; session key is hash of two plaintexts. In third line, short-term encryption key is
generated by client rather than server. In fourth line, long-term key is signature key, and server signs hash of
unauthenticated key exchange.

• In the first approach, the network traffic is a signature plus unauthenticated key
exchange. In the second approach, the network traffic is merely one ciphertext.
An attacker who steals physical server hardware has a copy of the server’s long-term
secret key. The attacker can pose as the server for as long as this key is valid: often 90
days, often much longer. Furthermore, if the key is an encryption key, then the attacker
can decrypt any previously recorded ciphertexts for this key. The low-cost encryption
approach described above does not provide fast key erasure: there are many ciphertexts
encrypted to the server’s long-term key, and the plaintexts expose useful information. It
is possible to add key erasure to the sketched approach, for details see [BCLvV17]. See
Figure 11.3 for a comparison of the bandwidth of various techniques for authenticatedserver key exchange.
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q
3911
5689
6089
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8627
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10939
11087
15271
15359
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11003
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t
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122
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131
190
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192
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λ
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129
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148
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155
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178
175
173
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46
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175
227
46
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201
230
233
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236
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161
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λ
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174
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181
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178
169
199
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179
166
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191
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213
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8745
9387
9905
9455
9601
7929
8053
8867
9460
9608
9628
9963
10224
9094
9873
10236
9802
9908
10076
10397
10528
9571
10000
10407
10501
8699
8938
7737
8981
9649
9799
10161
10344
10410
10483
8113
9131

p

761

769

773

787
797
809

811

823

827

829

853

857
859
863

881
883
887

907

919

929
937
941
947
953
967

q
4591
7883
13829
14107
19001
1433
6599
17729
877
2099
8317
9811
13757
4243
1259
1801
6113
14107
8543
10457
11831
14083
4513
8069
11197
7219
9767
13159
19081
1657
12227
13037
14107
9721
12377
15511
5167
13367
14797
12487
17203
1523
4111
8779
3217
7673
15733
8089
14639
13007
7727
8807
12109
15467
17389
11827
13933
14771
12953
14011
18229
1823
12401
2521
10781
3917
6343
8237
16693
8243

Parameters
t
143
246
253
253
253
44
206
256
27
65
257
257
257
132
39
56
191
269
266
270
270
270
141
252
274
225
275
275
275
51
276
276
276
284
284
284
161
285
285
286
286
47
128
274
100
239
293
252
294
295
241
275
302
302
302
306
306
306
309
309
309
56
312
78
313
122
198
257
317
257

λ
248
248
233
232
225
162
251
231
131
190
252
247
239
240
158
187
265
254
269
263
260
255
255
275
267
276
273
264
254
183
267
265
263
285
278
272
274
278
275
280
272
182
263
293
248
300
284
302
287
292
311
313
304
297
293
311
306
304
313
310
302
206
318
239
324
282
322
333
316
338

|k|
9258
9851
10468
10490
10817
8063
9758
10854
7558
8531
10066
10251
10628
9485
8208
8749
10176
11152
10593
10829
10974
11177
9992
10681
11070
10601
10961
11317
11760
8866
11256
11333
11427
11300
11597
11875
10572
11747
11872
11690
12087
9125
10361
11306
10265
11370
12283
11463
12219
12123
11715
11886
12303
12622
12776
12434
12652
12729
12692
12797
13149
10150
12742
10634
12606
11303
12038
12397
13367
12580

Table 11.1: Viable parameter sets produced by Algorithm 11.6.1 for qb = 20000, [p1 , p2 ] = [465, 970], and
` = 128.

CHAPTER 12

Conclusions and open problems

As a final chapter of Part II of this thesis, we revisit the research questions posed in
Chapter 6. For each question we briefly summarize how it was answered in Chapters 7
through 11. We end with posing some open questions that we are left with and that might
be subjects for future research.

Answered research questions
The following are questions answered by the work in this thesis.
I. Can we reduce the memory requirement of the hybrid attack?
In Chapter 7 we showed that indeed this is possible. Where previously the prevalent
theory was that a time-memory trade-off was not possible due to the “near” part of nearcollision search, we constructed an iteration function that does make it possible to apply
the techniques of Oorschot and Wiener’s collision search to the meet-in-the-middle attack
on NTRU. We showed that the memory requirement
for the meet-in-the-middle attack can
√
be reduced with a factor c at a penalty of c in the speed of the attack. We extrapolated
from these results how the same techniques apply to the hybrid attack.
II. Can we speed up the hybrid attack by using quantum algorithms?
In Chapter 8 we looked at the hybrid from a quantum perspective; can a quantum algorithm be used to speed up the quantum attack? We showed that specifically when LWE
errors are sampled from a non-uniform distribution a generalized Grover algorithm can
be used to search for the secret key. We documented the details of such an attack and
analyzed the optimal attack parameters. We then showed that for some parameter sets
the quantum hybrid attack is faster than a classical hybrid attack. However, the difference
in attack speeds might not be worth the price of a quantum computer.
III. Can algebraic structure be used to attack a cryptosystem?
Chapter 9 is the magnum opus of this thesis. Previously it was known that for cryptosystems like Smart–Vercauteren polynomial time attacks could be constructed quantumly when instantiated over cyclotomic fields. We showed that when a cryptosystem
like Smart–Vercauteren is instantiated over multiquadratic fields, they are broken classically in quasi-polynomial time. While the proofs are heuristic, the fact that the attack is
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classical meant that we could show that we could break cryptosystems up to degree 210
in our implementation. The main insight of the chapter is that the subfield structure of a
multiquadratic field helps to solve problems recursively.

IV. Can algebraic structure be used to compute (S-)class groups for multiquadratic fields?
In Chapter 10 we saw that using the subfield structure of multiquadratic fields L, we
could give a polynomial time algorithm for the computation of the ring of integers, create
a heuristic algorithm for the computation of Cl(OL ) in quasi-polynomial time in the log
discriminant of L. as well as develop a heuristic algorithm for the computation of the Sclass group and the S-unit group in quasi-polynomial time. In the case where the adjoined
square roots are small compared to the deteminant of the field, these last algorithms even
run in heuristic polynomial time.

V. Can we protect ourselves against attacks on mathematical structures?
We saw in all previous chapters that mathematical structures can be used to improve
attacks on cryptographic systems. In Chapter 11 we first identified what properties of
number fields seem to weaken cryptosystems. We also identify properties that have not
been shown yet to be used in a realistic attack, but that we are concerned of to one day
weaken cryptography. We then presented a cryptosystem that reduced the attack surface
against all these attacks. We analyzed its security to give concrete parameter sets and for
one use case, showed that despite paying some price for less structure, the system is still
fast and has a comparatively good key size.

Open problems
We end part II of this thesis with some possibilities for future research directions.

Q1. How can we use side-channel attacks in lattice-based cryptography?
Lattice-based cryptography implementations are still in its infancy. There has been some
research into side channel attacks on it (see e.g. [BHLY16]), but as more and more implementations pop up, there will be more targets for this line of research. What would
be particularly interesting is solving lattice problems like SVP and CVP based on partial
side channel information. If a partial short vector (lets say d bits) is known, then a ndimensional lattice problem can simply be reduces to a n − d-dimensional one. However,
suppose that there is an attack that gives you a probability distribution, is enumeration
by probability then the best approach? Or are there other types of partial side channel
information that lead to interesting structure in the problem?

Q2. Are there other (classes of) fields for which Smart–Vercauteren is broken?
In Chapter 9 we saw that for the class of multiquadratic fields we can classically compute
the short generator g from a basis of gR in quasipolynomial time. Multiquadratic fields

199
were chosen by their highly structured nature, but there might be other classes of fields
that have this structure. The attack techniques from Chapters 9 and√10 would
for instance
√
carry over to cubic fields. We could define multicubic fields as Q( 3 d1 , 3 d2 , . . . ) i.e. the
rationals adjoined with some cube roots of squarefree numbers. Just like there exist
fundamental quadratic units for quadratic fields, there are two fundamental units for
totally real cubic fields and one for complex cubic fields.
A somewhat more complex type of units that might be used are elliptic units. These
units can be computed in extensions of imaginary quadratic fields. Is it also possible to
use these to find the full unit group of such fields?

Q3. Can the subfields of cyclotomic fields be used to weaken security?
Whereas the previous open problem was about finding fields for which principal ideal
problems can be broken, from a security standpoint it might be more interesting to see
if fields that are being proposed for lattice-based cryptography can be (partially) broken.
For cyclotomic fields we can also draw subfield graphs like the ones in Chapter 9. Using
subfields of cyclotomic fields Q(ζ) is not a new idea. For instance in [BEF+ 17] they use
the totally real subfield Q(ζ + ζ−1 ) to solve the principal ideal problem. It would be
interesting to see if using more than one subfield can aid in recovering generators of
ideals faster.

Q4. Can knowledge of the classgroup be used to speed up lattice attacks?
In [Bia17] the precomputation of the classgroup is used to solve the principal ideal problem. This applies to the basic form of ideal lattice-based systems sketched in Section 6.2.1.
It would be interesting to apply this to the more intricate systems like NTRU, Ring-LWE
or even NTRU Prime. Given one of these systems and some property of the ring/field
they are defined over, like the classgroup, can we speed up the lattice attack on a public
key? This line of attack would follow the reasoning that if all public keys on the Internet
are of the same cryptosystem over the same field, it might be lucrative to do this one time
pre-computation of a class group.

Q5. Can we solve ideal lattice-based problems by embedding them in larger fields?
In this thesis we mainly looked at the mathematical structure of subfields. It is also
possible to embed problems in superfields. For instance the principal ideal problem in
a multiquadratic field of degree 2n can be embedded in one of degree 2n+1 by simply
adjoining another independent square root to the field. For multiquadratic this does not
seem to make much sense. However in a Google Group discussion [Ber15] posed the
idea that for NTRU with public key h in a ring R = Q[X]/(Xn + 1), one can embed the
problem in a quadratic extension S = R[Y]/(Y 2 − r) for a nonsquare r ∈ R. Namely
the ideal (Y + h)R + qR is an ideal of S. Some work has gone into trying to figure out
whether this can help us to recover the secret key (f, g) from h, but the problem was not
resolved. It would be interesting to put more work into this.

Summary

Exploiting Mathematical Structures in Cryptography
The purpose of cryptography is to protect our communication channels from spying or
modification by ill-willed entities. Nowadays, cryptography is everywhere. Whether you
are visiting a secure website, paying by debit or credit card or messaging on your phone;
most of it is protected, i.e. encrypted, with cryptographic algorithms. The foundation
of the security of encryption lies in mathematics. Certain mathematical problems, such
as factoring or discrete logarithms, have the property that solving them is believed to be
hard unless you have knowledge of some secret information: a secret key. This secret
key can be used in combination with a cryptographic algorithm to encrypt your internet
traffic, payment information or messages such that only the owner(s) of the secret key
can decrypt the information. However, basing security on mathematics also introduces
mathematical structure in encryptions and secret keys. To assess the security of cryptographic algorithms we can use different mathematical techniques to try to recover the
message or secret key from an encrypted message. If the best known attack against an
algorithm would cost an estimated 2λ operations, we say that it has a λ-bit security level.
Relying on this for guarantees on security, means trying to figure out the best attack. In
this thesis I investigate which mathematical structures that appear in cryptography are
exploitable and might harm security instead of aiding it.
Part I: Cryptanalysis of pre-quantum cryptography. In the first part of the thesis the focus lies on the mathematical structures arising from side channel attacks on pre-quantum
cryptography. A side channel of a cryptographic algorithm is a way to gather information besides looking at the encrypted data. Examples are using the power consumption
or EM radiation of the device the algorithm is implemented on, or even the timings of
cache memory. The data gathered in this way is often too big or too incomplete to recover
meaningful data about the secret key. However, using the mathematical structure of the
secret key in combination with the data, we can process the side channel information
and gain more information about the key. In the last chapter of this first part we extend
the concept of a side channel attack and consider an attack by manipulating standards.
To ease communication the type of algorithms that are used are standardized by a standardization agency. We consider a purely hypothetical ill-willed agency that wants to use
its influence in pushing a certain type of algorithm with a certain structure that they can
break. We look at the degrees of freedom this agency has to convincingly propose the
structure they want.

Part II: Cryptanalysis of post-quantum cryptography. More and more research is going
into the development of a quantum computer. Although such a device would be a huge
leap in physics research, for cryptography it would be a disaster of epic proportions. A
quantum computer is not simply a fast computer, but can exploit certain structures in math
problems very well. Specifically it can factor and solve discrete logarithm problems in only
a fraction of the time it took before. This breaks an integral part of the cryptography that
we currently rely on in the digital infrastructure. Post-quantum cryptography hopes to fix
this problem by developing new cryptographic algorithms that rely on hard problems that,
to the best of our knowledge, a quantum computer cannot break. One class of these new
algorithms is lattice-based cryptography. To determine the security level for lattice-based
systems, we need to determine the best attacks against them. Because they are so new
however, the attacks are still improving. In the second part of this thesis we investigate
how lattice structures can be attacked.
In the first two chapters we investigate two new attack avenues on lattice-based systems. These attacks are based on the fact that the lattices on which they are based are
not random, but have a specific structure. Using this we are able to create a time-memory
trade-off for one type of attack. In the second approach we took a pre-quantum attack
on a system and investigated how a quantum computer might aid in attacking it.
There are many aspects to developing new cryptosystems. Users want them to be fast
as well as having small keys that can easily be stored or sent. To improve on both new
systems are sometimes use lattices based on rings or fields. These rings and fields reduce
the key size and increase the speed because of their nice structure, but it is unclear if or to
what extent they harm security. This thesis investigates a specific class of fields that could
be used in cryptographic systems, and show that their structure harms security greatly.
First a strawman cryptosystem is attacked in quasi-polynomial time that was conjectured
to be exponentially hard. Then, as an intermezzo, we show that the same structure can
be used to solve the presumably hard computation of S-units and class groups of this class
of fields. Lastly, we propose a new cryptosystem: Streamlined NTRU Prime. This latticebased system is a variant of an already known system. Streamlined NTRU Prime is still
based on a field for speed, but the field is chosen in such a way that attacks that exploit
the field structure, as far as we know, can no longer be performed in quasi-polynomial
time.
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