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Abstract
Hospitals are seeking for ways to find information that supports them in their decision making on
managing treatments of diseases, based on the value-based healthcare paradigm (Porter & Teisberg,
2006). In this research, a method with tools and techniques, containing four actions was developed to
analyze which treatment variants can be distinguished for a group of patients with a certain diagnosis,
which (un)desirable drivers trigger the manifestation of such variants, what the differences are between
those variants in terms of treatment, and whether each of these variants is legitimate from a value-based
healthcare perspective. The work indicates which process and data mining techniques can be used to
perform these analyses, and what their pros and cons are for different types of users (i.e. how
knowledgeable they are). This method is novel because it not only indicates the steps that can be taken,
it also indicates which tools and techniques lend themselves best for this purpose. Using the method
provides the hospital with information on the existing treatment variants, what drives the variants, how
they differ, and how they perform in terms of the value these deliver to patients, in terms of quality of
outcomes. An accompanying case study did not yet provide the results that were aimed for, but future
recommendations and identified pitfalls are discussed for follow-up research.
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Management summary
Hospitals are seeking for ways to find information that supports them in their decision making on
managing treatments of diseases, based on the value-based healthcare paradigm. Literature is not
providing tools or methods that deliver such information. In this research, a method containing tools and
techniques for performing four actions was developed to analyze (see the figure below)
action 1: which treatment variants can be distinguished for a group of patients with a certain diagnosis,
action 2: which (un)desirable drivers trigger the manifestation of such variants,
action 3: what the differences are between those variants in terms of treatment, and
action 4: whether each of these variants is legitimate from a value-based healthcare perspective.

Approach: abstract form of the method for identifying undesired medical treatment variants

This method is novel because it not only indicates the steps that can be taken, it also indicates which tools
and techniques lend themselves best for this purpose. Using the method leads to answers about whether
variants should be reduced or can be retained. It indicates for every analysis (called action) which data,
techniques and tools can be used, and is developed and demonstrated by means of a case study. The
techniques that are combined in the method to perform the analyses are from the fields of process and
data mining, and the value-based healthcare paradigm.
The definition of a treatment variant is established as “the behavior captured in a process model that can
be discovered from a cluster that was outputted by a clustering algorithm, where each cluster represents
such a variant”. Variants occur due to operational (how), product/service (what) and customer (who)
variations in the process of treating a patient.
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In the first action of the method the clusters of treatment processes are determined, using one of three
suitable trace clustering algorithms: the Quality Threshold Clustering (QTC) algorithm, the Self Organizing
Map (SOM), or the DWS-mining algorithm. Their pros and cons are investigated and provided to the reader
as a decision aid.
It is important to understand what an identified variant drives. Eliciting these drivers is central in the
second action in the method: determine variant drivers. To perform this task, one can use subgroup
discovery (SD), provided in a tool Cortana. A SD algorithm seeks for rules that describe the largest subset
of cases that belong to a cluster. One can evaluate a case on a low number of conditions and, given that
the case adheres to these conditions, state with a certain level of certainty whether the case will belong
to the cluster or not.
Complementary to eliciting variant drivers, one should find out what exactly the differences between the
process variants are, in terms of process executions. The third action determine variant differences is
aimed at finding these differences. The used techniques are imperative and declarative process model
discovery. For the imperative process model discovery task, one can use the genetic algorithm (Alves de
Medeiros et al., 2008), or the heuristic-mining algorithm (Weijters et al., 2006). For declarative process
discovery, depending on the desired perspective one can select the MINERful plugin or the DPILMiner.
Imperative models model all possible behavior explicitly, while declarative model only the constraints of
every process execution. Both types can be used for comparison techniques, to gain insights in the
differences. This is important because when a treatment variant is identify as illegitimate, one needs to
know how treatment behavior should be changed in order to get aligned with other (legitimate) treatment
variants.
When variant drivers and variant process models (and their differences) are determined the last action,
determine variant legitimacy, can be executed. To do so, the most obvious way is to first determine which
variants have undesired drivers and then check what the relevant differences are between the variant’s
process model(s) with undesired drivers and the rest of the process models. Drivers can be judged on their
desirability, by answering whether the variation that is driven by a particular driver is in the interest of
the patient. Clusters with (the most) undesired or unclassified drivers are compared with other clusters in
terms of the value that is delivered to the patient. Value is defined as the quality of outcomes that are
achieved, divided by the costs that are incurred to achieve that quality by Porter and Teisberg (2006). To
do so, one needs data about the costs and relevant quality indicators for treatment of a certain diagnosis.
In some cases, these indicators are already established by external organizations.
If either a variant with lower quality of outcome with equal costs or a variant higher costs with an equal
quality of outcomes compared to other variants is encountered (or worse, higher costs together with
lower quality of outcomes), one can conclude that this is treatment variant is inefficient, and preferable
should be reduced. An interactive visualization of the method is shown here: https://tinyurl.com/ycxftgfs.
The method has not proven to add value yet: there are currently still too many drawbacks and inaccuracies
that require future research. These include a high threshold to use the method, because of the
unintegrated techniques and required knowledge of process and datamining to set parameters correctly,
and the lack of better process model comparison techniques to yield valuable insights.
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1 Introduction
With the increasing demand for healthcare, hospitals are looking for ways to optimize their care processes
in order to increase efficiency, while guaranteeing the quality of the care. Together with demand, costs
are also rising, which forms another challenge in the healthcare landscape (cf. Martin, Lassman,
Washington & Catlin, 2012). To face these challenges, healthcare organizations are embracing care
process management as a strategic asset to improve the organizational performance (Kaymak, Mans, Van
der Steeg & Dierks, 2012). One of the disciplines that can help with gaining insight and process knowledge
about the clinical processes is process mining (Van der Aalst, Weijters & Maruster, 2004). It is a discipline
consisting of techniques to discover process models based on data from event logs. The process mining
discipline has been gaining more attention since the turn of the century, and literature has numerous
examples nowadays of studies in healthcare with process mining (Rojas, Munoz-Gama, Sepulveda &
Capurro, 2016). Similarly, data mining is a discipline that focusses on pattern discovery and extraction
where huge amount of data is involved. The healthcare sector produces enormous data quantities that
hold complex information relating to patients and their medical conditions. Process and data mining
techniques are not obvious in the healthcare sector, but according to Patel and Patel (2016) data mining
has an infinite potential to utilize healthcare data more efficiently and effectually.
More and more hospitals aim for a value-based healthcare system (Wilson, Gole, Mishra & Mishra, 2016).
The main principle in the value-based healthcare (VBHC) paradigm, developed by Porter and Teisberg
(2007), is to seek for the highest (patient) value. Value is defined as the quality of outcomes achieved,
relative to the amount of money spent to achieve this quality, see Equation 1. Health outcomes are clinical
outcomes, complications, duration of rehabilitation, (increased) quality of life and the patient’s
experience with the treatment journey. According to Porter and Teisberg (2007), healthcare providers
focus too little on delivery of this value, leading to inefficiencies and wrong goals that are pursued. To
prevent erosion of value one can either increase the outcomes while keeping the costs constant, or
decrease cost without doing concessions to the outcomes. In practice, hospital management often
persuades the second option. In that way costs can be saved by reducing rework and other inefficiencies.
𝐕𝐚𝐥𝐮𝐞 =

𝐐𝐮𝐚𝐥𝐢𝐭𝐲 𝐨𝐟 𝐨𝐮𝐭𝐜𝐨𝐦𝐞𝐬
𝐂𝐨𝐬𝐭𝐬 𝐨𝐟 𝐝𝐞𝐥𝐢𝐯𝐞𝐫𝐢𝐧𝐠 𝐭𝐡𝐞 𝐨𝐮𝐭𝐜𝐨𝐦𝐞𝐬

Equation 1 Value (Porter & Teisberg, 2007)

In this research, a means for tracking down treatment inefficiencies is developed, by focusing on
treatment processes of patients with the same diagnosis and to analyze these. If there are multiple
treatment variants for similarly diagnosed patients, one should determine which variants there are (which
can difficult because not all diseases have standardized well-documented care pathways), in order to
analyze them. On one hand, one should find what the differences between variants are, because if it turns
out that some treatment variants should be reduced, one needs to know which treatment behavior should
be changed in order to get aligned with legitimate treatment variants. On the other hand, one should
question whether each variant is legitimate. To determine the latter, two things should be elicited: first,
the origin of the choices made during treatment that result in different treatment variants needs to be
found. Understanding why and based on what the different treatment variants are used is critical to judge
the desirability of a variant. Second, it should be determined whether the (undesired) treatment variants
actually lead to lower delivered value. If the latter is the case, it allows a healthcare manager to combat
7

inefficiency. The goal of this research is to develop a method to perform all of these actions. Eventually,
the challenges and questions that are formulated can be posed for every diagnosis that is treated in the
hospital. Therefore, a proposed solution should be usable for any diagnosis.
The method for tackling the posed challenge is developed in the upcoming chapters. This report is
structured as follows: Chapter 2 describes the approach that is used for the development of the
deliverable of this research: the method. Chapters 3 and 4 will give an outline of which questions are
answered, and how the research is performed. To ensure that the reader is able in order to understand
the research, relevant background information on the process and data mining domains is discussed in
Chapter 5. The research and development efforts are explained in chapters 6 to 10. In Chapter 6 it is
discussed what the concept of variant entails, and how it is defined for the purpose this research.
Moreover, it is discussed what the origin of variants can be. In Chapter 7 the first action of the method is
discussed: grouping the treatment processes of patients. In Chapter 8 the origin of the grouping, and how
this can be extracted is discussed. Then, in Chapter 9, the contents of these groups in terms of treatment
activities is looked at more in-depth. Bringing the information of Chapters 8 and 9 together, the legitimacy
of the different groups of treatments is scrutinized in Chapter 10, in order to determine whether such
treatment processes should be retained or reduced. Finally, in Chapters 11 and 12 conclusions and a
discussion are given, respectively, followed by recommendations on future research and the most
important lessons learned in Chapter 13.
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2 Solution approach
A good starting point for research is always the currently existing literature on (parts of) the problem that
needs to be solved, which is discussed in Section 2.1. Then, taking this work into account, a framework
that serves as an approach for designing the sought artefact is proposed in Section 2.2.

2.1 Of-the-shelve solutions
In an initial literature search, there were no papers found that describe a ready-made solution for the
challenged described in the introduction: a tool that is useful in value-based healthcare strategies by
tackling cost inefficiencies after identifying undesired treatment variants does not exist. This means that
a solutions needs to be designed, which is the aim of this research: designing a method.
Contrary to the lack of of-the-shelve solutions, there are papers that do describe parts of the problem:
they either describe how process variants can be found (e.g. Folino, Guarascio & Pontieri, 2015; Hompes,
Buijs, Van der Aalst, Dixit & Buurman, 2015), how to compare these variants (e.g. Dijkman, Dumas &
García-Bañuelos, 2009; Van Dongen, Dijkman & Mendling, 2008), or how to explain them (Milani, Dumas
& Matulevičius, 2012). These papers are grounded in the domains of process mining and data mining,
which will be one of the major inputs of this research. Therefore, a combination of process mining and
data mining techniques will be proposed to develop the method (i.e., the deliverable of this research).
With process mining techniques, process models can automatically be extracted from event logs, enabling
process analysis on performed activities in the treatment path of patients. Data mining techniques aim to
explain (and predict) an outcome variable, based on multiple input variables. A certain treatment variant
can be considered as an outcome variable, where available patient and treatment data can be considered
as input variables. The domains are described more in-depth in the theoretical background (Chapter 5)
and throughout the chapters that explain the use of such process and data mining tools.

2.2 Proposed solution
To give the reader an idea of the envisioned method, see Figure 1. Figure 1 visualizes the method in
abstract form, called the approach. The approach is based on previous experience with process and data
mining, and concretizing it is expected to lead to answers that support healthcare managers in their
decision making on managing treatments of diseases. The aim of this research is therefore to concretize
the approach, evolving it to a method. The approach shows four actions (blue squares) and in- and outputs
for these actions. On the left side of the action the required input in terms of data is described and on the
right side the required input in terms of technique(s). Below the squares the expected output is described,
which forms the input for the next action.
The first action (determine treatment variants) is to identify the treatment variants clusters that are
present for a given diagnosis, i.e. how can the patients be grouped into groups that show similar treatment
processes within these groups. Then, there are two actions that can be performed in parallel, or in any
preferred order: determine the variant drivers (i.e. the variables that cause the existence of different
treatment variants, and how the cases of treatment that belong to such variant can be described) and
determine differences between the variants, in terms of the treatment the patients receive. The output of
these two actions form input for the last action: determine the legitimacy of the distinguishable variants.
9

Going through this method for a diagnosed patient group should lead to identification of the present
treatment variant clusters (Chapter 7), based on which variables these variants originate (Chapter 8), the
differences between the treatment variants (Chapter 9), and whether their occurrences should be
reduced or retained (Chapter 10).

Figure 1 Approach: abstract form of the method for identifying undesired medical treatment variants
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3 Research questions
In order to tackle the problem described in the introduction, and to develop the method with the
approach as a starting point, a set of research questions (RQs) is formulated. Answering these questions
enables the development of the method. The questions are in line with each step of the method.
So far, the term ‘treatment variant’ (i.e. ‘process variant’, or just ‘variant’) is used without exactly stating
what it entails. There are multiple definitions possible, and concretizing this concept has implications for
the answers to other research questions. Thus, the term variant should be defined unambiguously.
RQ 1: What is the definition of a process variant?
The method that is delivered as a final product of this research, describes how to combine process and
data mining techniques for a particular purpose. However, a requirement to use mining algorithms of any
kind is that certain data has to be available. In the quest to find explanatory variables for a variable that
needs to be explained, i.e. the target variable, it should first be determined what variables could be
explanatory variables, in order to take them into account in the analysis. Since the available data in
hospital information systems is usually enormous and very widespread, but it is not always known in
advance which data is present, it is better to identify types of variables that are probably desirable to take
into account in analyses. If these are identified, it is easier to decide for each variable whether it should
be taken into account in the analysis or not.
RQ 2: What are the types of characteristics that can produce variants according to literature?
Once definitions and relevant variable types are set, the in-depth analysis on how process data should be
analyzed to identify the variants in the treatment process is started. In other words:
RQ 3: Using process mining techniques, how can variants be best identified in a treatment process?
Note that, in order to answer this question, multiple sub questions should be answered, for example about
which algorithm and which tool should be used, depending on available data and process related affairs.
When process variants are identified, the next step is to identify the characteristics (i.e. variables) that
trigger the manifestation of the treatment variants.
RQ 4: Using data mining techniques, how can be determined best based on which characteristic(s) the
identified variants are created?
When it is known what these decision variables are, new insights are gained. However, it is still unknown
what the real differences in the treatment process are between variants. To find out, the different variants
need to be visualized and analyzed.
RQ 5: Using process mining techniques, how can be determined best which differences there are in terms
of treatment process between the variants?
After answering this question, it is not only possible to pinpoint the triggers for different variants, but also
their differences compared to other variants. However, there is still not enough information to deal
appropriately with the identified variants (i.e. reduce or retain). Therefore, it should first be determined
what makes a variant legitimate or illegitimate.
RQ 6: Given the influencing characteristics, how can be determined whether the identified variants are
legitimate or not?
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4 Research design
The research design is based on an already existing research cycle, discussed in the next section (2.1).
Performing the research in this cycle format requires literature, expert domain knowledge and getting
hands-on experience with tools and techniques in the form of a case study. The format is realized by
performing the research at the TU/e, but in collaboration with a healthcare organization (Section 2.2). The
case study (diagnosis and therapy of patients with mitral valve disease) that will be used for the
development is briefly discussed in Section 2.3.

4.1 Research cycle
The proposed research design is based on the reflective redesign methodology, written by Van Aken,
Berends and Van der Bij (2012). In the reflective redesign methodology the first step is to formulate a
general business phenomenon (a type of business problem), and to rule out that there are existing
solutions in literature (which was already recognized in Chapter 2). Then, after performing a case study
for a specific field problem, this solution is generalized by academic reflection.
The research design for this research is illustrated in Figure 2. In the introduction the general business
phenomenon (step 1) is stated. Steps 2 and 3 form the problem solving cycle (also by Van Aken et al.,
2012) to perform the case study. There will be a lot of iteration between the steps 3 and 4, which indicates
the interaction between the case study (specific) and the method that is designed (generic). While
performing the case study on mitral valve disease, the approach should evolve into a method, which is
done step by step in line with the actions the method will contain (explained in the approach, Chapter 2).
For every action, literature is consulted first, and then a selected technique is tested on the case study.
Eventually, after developing and testing each action of the approach, the result is the method, together
with future research suggestions. The arrow between step 5 and 2 indicates the possibility to re-iterate
over the cycle for further development of the method. However, this is out of scope in this research.

Figure 2 Research design (based on reflective redesign cycle by Van Aken et al., 2012)
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4.2 Healthcare organization
This research is executed in collaboration with an academic hospital, located in the south of The
Netherlands. One of the major departments in hospital is the center that focusses on heart and vascular
diseases. The center contributes in terms of medical knowledge and experts to understand the medical
domain better, and provides a case study and corresponding data that is used for the development of the
method.

4.3 Case study: mitral valve disease (MVD)
The case study that is performed in this research focusses on patients with mitral valve disease (MVD).
MVD refers to irregular conditions of the mitral valve, a heart valve that is located between the two left
chambers of the heart (Turi, 2004). It keeps blood flowing properly in one direction from the left atrium
to the left ventricle and prevents it from flowing backward. When the mitral valve does not function as it
should, the heart does not pump enough blood out of the left ventricular chamber to supply the body
with oxygen-filled blood. MVD can lead to life-threatening heart failure or irregular heartbeats, when left
untreated. It can be diagnosed by listening to the heart with a stethoscope. However, the cardiothoracic
surgeon needs a lot of information about the patient’s mental and physical state in order to determine
the best therapy: repair or replace the valve, via open-heart surgery or minimally invasive techniques.
4.3.1 Treatment process data
The available process data for this case study contains data of 294 patients that were treated between
2013 and 2016. The data contains all activities that were registered for billing purposes, containing
approximately 260,000 recorded events, forming a set of more than 1,100 event classes present. This was
reduced to 32 event classes, selected on their relevance with respect to the treatment of disease and
frequency of occurrence. For a more elaborate description of the process and the cleaning process the
reader is referred to Appendix I.
4.3.2 Case related data
Case data that is available for the case study can be categorized into five categories (NHR, 2018):
i) identifying variables (date of birth, patient number, etc.);
ii) patient characteristics (length, weight, chronic lung diseases, etc.);
iii) intervention variables (intervention date, planned activities, surgeon, realized activities, etc.);
iv) outcome variables from hospitalization (kidney failure, deceased in hospital, ventilation, etc.); and
v) outcome variables from follow-up period (rethoracotomy, reinterventions, etc.).
The organization needs data for administration and treatment, and keeps data that it gathers for external
authorities that monitor the quality of care for MVD patients. Only data that is expected to somehow
influence the treatment process is taken into account.
Data is gathered in different stages in the patient trajectory: some information is present when the patient
comes in, other information is known only after surgery. Moreover, this can differ from patient to patient
for a certain piece of information. For an overview of the available data, see Appendix II.
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5 Theoretical background
A basic understanding of the areas of process and data mining is key for understanding this research. To
give the reader a brief introduction of the proposed process and data mining techniques before going into
the research design, these topics will be discussed first by means of a high-level overview of techniques.

5.1 Data mining
The goal of data mining is to extract information from a data set and transform it into an understandable
structure for further use, by discovering patterns. It involves methods at the intersection of machine
learning, statistics, and database systems. Data mining techniques can be classified as clustering
algorithms, classification algorithms, and regression algorithms. Clustering algorithms are focused on
finding homogeneous groups of data points in a given data set. Each of these groups is called a cluster and
can be defined as a region in which the density of objects is locally higher than in other regions (Likas,
Vlassis & Verbeek, 2003). A well-known example hereof is K-means clustering. Classification is aimed at
predicting a variable that belongs to a certain class. Examples are the decision tree, K-nearest Neighbors
(KNNs) and support vector machines (SVMs). A famous example of a classification problem is the e-mail
spam classification that is used in our e-mailboxes. Regression algorithms focus on predicting a variable
that has a certain (continuous) value. Two of the simplest regression algorithms are linear regression and
logistic regression. A simple example of a regression problem is predicting product sales, based on season,
segment and product price. Books that describe data mining techniques extensively are that of Han, Pei
& Kamber (2011) and Witten, Frank, Hall & Pal (2016).

5.2 Process mining
The field of process mining is much younger than that of data mining, and comprises a set of techniques
for automatically identifying, analyzing and improving (business) processes. Arguably, process mining is a
subcategory of data mining, but for the sake of simplicity the data mining discipline discussed in the
previous section and the process mining discipline are seen as two separate disciplines here.
Process mining techniques are based on so-called event logs. The events are grouped according to a
corresponding process instance, in this case a patient. The set of activities that was performed for one
patient is called a trace. An overview of process mining types is shown in Figure 3. It shows that data that
is coming from information systems can be used for navigation, auditing and cartography process mining
activities. Orthogonally to these process mining activities, there are different perspectives onto a process
that can be used. Going through all combinations of process mining activities and perspectives is out of
scope here, but the ones that are most frequently used and well-known will be discussed here. Process
discovery, conformance and enhancement are the most common types of process mining (Van der Aalst,
2011). Process discovery constructs a process model from an event log, while process conformance
techniques analyze the compliance of an event log to an already existing process model and process
enhancement automatically improves process models according to an event log, for example by using
clustering algorithms that cluster the traces first, and creating process models for each of these clusters
separately. The most used perspectives for healthcare processes are the control-flow, organizational and
performance perspective, focusing on the order of events, resources that perform the activities and the
time between activities/total processing time, respectively (Cremers, 2017).
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Figure 3 Process mining framework (extracted and adapted from Van der Aalst, 2011)

Process mining has several advantages over survey-based process discovery, such as the use of clinical
protocols, or simply questioning actors (doctors and nurses etc.) about how they believe the process is
executed. The advantage of process mining over these methods is that in process mining it is examined
how the process is actually executed in practice, and not how it should be executed (which is the case for
protocols) or how is perceived to be executed (according to actors). Process mining is based on data from
real processes so the mined process models reflect the processes as they really are and not as they are
meant to be. Therefore, it can be used to find differences between the designated process and the de
facto process. Besides, it is possible to discover implicit knowledge about the processes that is unknown
to the actors. Moreover, process mining aims to be less time-consuming and costly, because the actors
do not need to be involved.
15

6 Process variants
In the chapters up until here, the concept ‘variant’ was used multiple times, without stating what this
concept exactly entails. The first research question (What is the definition of a process variant?) was posed
to clarify this concept, and set a suitable definition for this research.
There are multiple definitions that can be found in literature on a conceptual level, which are discussed
in the first section. Such definitions are also employed in trace and sequence clustering algorithms, which
are used to enhance process models that are to be discovered by first clustering the set of traces into
multiple clusters, and then discovering a process model for each of these clusters, rather than one single
large and complex process model, as briefly discussed in Section 5.2. Every clustering algorithm uses its
own (slightly different) definition, which is discussed in the Section 6.2. Then, after elaborating on possible
definitions, the most suitable definition for the purpose at hand will be stated in section 6.3. Section 6.4
discusses literature that explains how these variants are triggered.

6.1 Literature on the concept process variant
While conducting a literature review, it became clear that the term variant is defined in many different
ways. Some definitions are more formal and concrete than others. For example, in software development
researchers have defined variants of a process model as “similar-but-different” from each other (Dalgarno
& Beuche, 2007, p. 4), i.e. they have at least one feature in common and one feature in which they differ
(Becker & Delfmann, 2007). Obviously, such a definition is not really formal. Moreover, it is a problematic
definition because one often finds at least one commonality or invariant between two objects (Böhring,
Reijers and Smirnov, 2014). Also, this definition considers similarity between process models, rather than
process execution forms.
In their research for a so-called process variant generator, Tealeb, Awad and Galal-Edeen (2016) state that
each process variant constitutes an adjustment of a reference or basic process model to specific
requirements. These specific requirements are context-based, coming from either internal or external
factors, that require the business process model to be flexible, and therefore should be the base for
variants (El-Mohamdy, 2017). In the works of Tealeb, Awad and Galal-Edeen (2016) and Li (2010), the
authors point to the ADEPTflex framework for these adjustments (Reichert, 1998). The framework proposes
“a complete and minimal set of change operations which support users in modifying the structure of
running WF (workflow, red.) instances, while preserving their correctness and consistency” (p. 95). The
three most basic change operations are DELETE, INSERT and MOVE for an activity that can take place in
the process. These operations are also used in the commonly used Provop approach for modeling and
managing process variants (Hallerbach, Bauer, & Reichert 2010; Aysolmaz, Yaldiz & Reijers, 2016). Li
(2010) indicates this implies that variants can be defined either as the executions of the same set of
activities, but in a different order (or in parallel instead of sequentially), or executions of a different set of
activities. In other words, every process execution trace that differs in terms of its executed set of tasks
or the order of these tasks compared to the known traces yields a new process variant. However, this
approach would lead to a (potentially large) set of process ‘models’ that is nothing more than a set of
linear process models without any splits or joins, since each unique trace has its own model, only including
that order of tasks that is seen in the (unique) trace.
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To overcome the problem of introducing a large set of models, each describing only one trace, there are
also modelling approaches that model variants as models that represent a smaller sub-set of all possible
process executions, and therefore usually multiple unique traces instead of only one trace. Such an
approach produces a set of process models that allow for multiple different process executions within a
model, but still containing multiple models, and is aptly named the multi-model approach. This reduces
complexity (too many process execution options in one model) and redundancy and problems for
maintainability (too many models describing one type of process execution) at the same time (Hallerbach,
Bauer & Reichert, 2010b). This is achieved by pursuing as much reuse of existing process models (or parts
of them) as possible. Therefore, extending existing (variant) models is preferred over creating another
variant model. This would mean that, for example, skipping a certain tasks from an existing process variant
is implemented as a dummy task for skipping in the already existing process variant model, instead of
creating a new process variant model that does not depict that particular task. This is implemented in the
Provop (PROcessVariants by OPtions) approach (Hallerbach, Bauer & Reichert, 2008). They suggest that
the basic process could be modeled based on the most frequent execution trace, and perform INSERT,
DELETE, MOVE and MODIFY (i.e. change attributes of process elements) operations from the ADEPTflex
framework to create variants, as mentioned earlier.
Milani, Dumas, Ahmed and Matulevičius (2016) go one step further to reduce complexity and redundancy
and maintainability problems: they use the terms ‘families of business process variants’ to describe an
even more aggregated form of the multi-model approach. The core idea is to incrementally construct a
decomposition of the family of process variants into sub-processes. At every level of the process model
decomposition, it is determined whether the sub-process should be modelled in a consolidated manner
(one sub-process model for all variants or for multiple variants), or in a fragmented manner (one subprocess model per variant). This is done for each sub-process. These decisions are taken based on two
parameters: (i) the business drivers for the existence of a variation in the business process; and (ii) the
degree of difference in the way the variants achieve the business goal(s) of the process, called syntactic
drivers. These drivers are identified and assessed for their relative strength (which driver is the strongest
driver for business process variations?). Based on the drivers and the number of sub processes that can
be modeled, similarity assessment of variants takes place. This assessment is in case of the work of Milani
et al. (2016) done by stakeholders or experts that have in-depth knowledge about the business processes.

6.2 Definitions for the concept process variant in process clustering algorithms
The syntactic drivers are also used in trace and sequence clustering algorithms. There are numerous
clustering algorithms for traces (chain of activities) or sequences (chain of elements, initially used in bioinformatics). The difference between trace and sequence clustering algorithms is that trace clustering
algorithms aim to extract features from the cases that produce traces and divide the set of traces based
on those features, whereas sequence clustering algorithms focus on the sequential behavior of traces
(Rebuge & Ferreira, 2012). In some cases the most frequent behavior is considered to be the regular
behavior, and other clusters are considered as the variants of the process.
Sequence clustering algorithms, which have their origin in the bioinformatics domain, have later been
used to structure traces for process mining purposes (Ferreira, Zacarias, Malheiros, & Ferreira, 2007;
17

Malheiros, 2007). Based on first-order Markov chains, clusters are made by letting the user inputting how
many clusters are desired, and use probability calculations based on those Markov chains to determine in
which cluster the trace should belong. The algorithm will not be discussed in depth here, but the main
message is that a variant would be defined by similarity of the trace to the other traces, yet the number
of variants a process model would have would depend on the user. This latter condition was later dropped
in the work of Hompes, Buijs, Van der Aalst, Dixit and Buurman (2015).
The purpose of trace clustering is to divide the traces in an event log into multiple sub-event logs with the
idea that for these event logs better process models can be discerned with existing process discovery
techniques. The Trace Clustering algorithm plugin made by Song, Günther and Van der Aalst (2008) build
upon the assumption that there are a number of tacit process variants for certain environments (e.g.
healthcare) as a consequence of the flexibility of that environment. In such environments single cases
differ significantly from one another. The authors present a trace clustering methodology which
implements a “divide-and-conquer” approach in a systematic manner. It applies distance metrics based
on different sets of features that each have their own perspective on the case, in order to measure relative
distance of two traces. This is used for data clustering algorithms in order to divide the traces into clusters.
Again, the details of the algorithm are not discussed here, but the bottom line is that the concept of a
variant is operationalized here by groups of traces that form a variant are categorized based on their
mutual similarity in terms of their attributes.
Another trace clustering algorithm proposed in literature is the context-aware trace clustering algorithm
(Jagadeesh Chandra Bose & Van der Aalst, 2009). Clustering in this case is based on context-aware factors,
expressed by the generic edit-distance. The edit-distance between two sequences is defined as “the
minimum number of edit operations needed to transform one sequence into the other, where an edit
operation is an insertion, deletion or substitution of an element” (p. 3). The algorithm therefore clusters
the traces, similarly to the other clustering algorithms, based on their similarity to other traces. Note how
this algorithms (implicitly) builds on the work of the ADEPTflex framework mentioned earlier.
There are other clustering techniques proposed after 2009, such as the technique that combines trace
clustering and text mining, the so-called active trace clustering algorithm (both from De Weerdt, Vanden
Broucke, Vanthienen and Baesens, 2012; 2013), the heterogeneous information network approach (Ngoc
Chan, Nonsung, & Gaaloul, 2016), and the compound trace clustering technique (Sun, Bauer & Weidlich,
2017). All these techniques are based upon the assumption that an event log holds multiple process
variants, regardless of how these variants are exactly defined.

6.3 Definition for a process variant
There are quite some papers in literature that use the term variant in their formulation of matters. This
can be divided in literature about process modeling, and literature about process discovery, which is either
describing the processes manually or generating the processes automatically from an event log,
respectively. Lion’s share of these papers do not formulate concretely what is understood with the word
‘variant’. However, derived from the previous section, it is fair to say that there are two main views on
the concept of a variant. First, in modelling business processes a variant is most often defined as a process
execution that differs from other executions in terms of the order of tasks that is performed, or in the set
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of tasks that is performed (or both), related to the ADEPTflex framework mentioned multiple times
(Reichert, 1998). This is the most strict definition that has and can be given of a process variant, because
it is free from interpretation and not dependent on the used technique or algorithm or approach. Second,
in the process discovery literature, a variant is explained as the (group of) process execution trace(s) that
can be found in a separate cluster after using a clustering technique.
The aim of the research question “What is the definition of a process variant?” was to understand how
the process variants in an event log can be determined, in order to categorize the ‘bundles’ of patients
that enter the treatment process. Although one usually prefers a strict definition, the following definition
is expected to fit better here: “the behavior captured in a process model that can be discovered from a
cluster that was outputted by a clustering algorithm, where each cluster represents such a variant.” This
is because treating each unique trace as a different variant leaves no room for quantitative analysis nor
does it lead to comprehensible process models and therefore does not support the aim of the research.

6.4 Process variant drivers
Besides a definition of a process variant, it is also important to understand what the origin of such a
process variant is. The second research question (What are the types of characteristics that can produce
variants according to literature?) is about the types of characters that can produce a variant. Milani,
Dumas and Matulevičius (2012) use the term ‘variation drivers’ in their paper that answers the following
research question: “How can variation points and their drivers be identified from a given collection of
process models?” (p. 137). These variation drivers are an important part of the information that are to be
found in this research. A variation driver, or driver for short, is defined by Milani et al. as a parameter or
criterion that is used at a split in the process model to distinguish between its branches. The authors used
the framework of Rummler and Ramais (2010) and overlaid the W-questions (how, what, where, who and
when) to obtain a system for orthogonally classifying variation drivers, see Figure 4.

Figure 4 Framework for business variation drivers (Milani et al., 2012)

In their framework for variation drivers, the authors present a classification, containing the following
categories for possible drivers: operational (how), product/service (what), market (where), customer
(who) and time (when). This framework is made for businesses in general. Unfortunately, a similar
framework does not exist for the healthcare domain specifically. Given that this research work focusses
on the healthcare domain, it therefore makes sense to map this framework to domain specific driver
categories. Thereto, a derivation for the healthcare domain is made by interpreting the general business
as a hospital. Note that the categories market and time are not relevant here, because they are not linked
to value based healthcare, nor are they expected to influence the treatment process for patients.
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6.4.1 Operational variations
Milani et al. (2012) describe operational variations as differences between the designed processes to
manufacture products or services by the business. In other words: how things are done in order to
manufacture or deliver the product or service. In terms of healthcare, this will often concern a service,
namely diagnosing and treating the patient in order to get rid of or reduce the extend of a medical
condition. An example: a patient can be diagnosed and treated for mitral valve stenosis. The treatment
can be done in various ways (implanting a new artificial valve, or repairing the current dysfunctional valve).
The number of days that the patient needs to recover is also related to how the service is delivered. This
can be different for each patient, but the delivered service is similar: treatment for stenosed mitral valve.
6.4.2 Product/service variations
The hospital mainly delivers services to patients (not products), however, the terms will be used
interchangeably here, both meaning a service. There is a very extensive collection of services that the
hospital can provide. This also means that there are lot of definitions or interpretations for the word
“product/service”. For this research, it is chosen to use the definition for a product that is also used for
the financial administration of the hospital, called the DOT system (Nederlandse Zorgauthoriteit, 2017).
DOT is a system that uses the DBC classification for all the care that is provided in Dutch hospitals. It is
chosen here because the Dutch government obliges every hospital to perform this administration,
implying that this information is available for all hospitals in the Netherlands. In a nutshell, the DOT system
and DBC classification work as follows. The DBC classification (Dutch abbreviation for diagnosis treatment
combinations), classifies all “packages of care”, consisting of diagnosis and treatment for all diseases. In
the DOT system, the hospital registers which activities were performed for a patient and sends this –
together with the diagnosis- to an external authority, which derives which DBC product (the package of
diagnosis and treatment) can be invoiced to the insurer of the patient. There is a balanced degree of
flexibility: there are for example multiple different DBCs that could be delivered to patients with the same
diagnosis, because therapy can depend on the characteristics of the patient. However, within the
boundaries of one single DBC product, patients might have a different number of bed days in the hospital.
The latter is irrelevant for the imbursement, as each DBC product is based on an average for a diagnosis
treatment combination.
6.4.3 Customer variations
The main driver for variations in the process in this category is the customer: customers are treated or
managed by a different process, based on certain attributes or characteristics of the customer, while the
same product or service is offered. For a hospital this would entail treating two patients differently, based
on, for example, their age or gender. Also more complex information can be related to customer
variations, such as medical history or genetic predispositions of the patient. Finally, if patients are referred
from other hospitals, the available information in their medical history is also significantly different
compared to other patients, e.g. medical imaging results might not be available because it was already
made in the previous hospital.
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6.5 Reference hospital information system
In the work of Mans Van der Aalst & Vanwersch (2015) the authors describe a reference hospital
information system (HIS), which can function as an overview of available (event) data in an representative
HIS and where to find this data in the HIS. The reference model is described in terms of a UML class
diagram and consists of 122 classes, grouped into six categories:
1) general patient and case data: general data about the patient and the cases that are executed
for them, i.e. the illnesses that are treated;
2) process steps (further grouped into medication, patient transport and radiology): information
about all steps that are performed for patients;
3) document data: medical data that are saved in the context of steps that are performed;
4) organization and buildings: organizational and building related structure;
5) nursing plans: plans for the care that is given by nurses to patients, and
6) pathways: the definition of standardized treatment protocols.
Looking for data that might explain variation as discussed in the previous section, operational and
product/service drivers might be found in process steps, while customer drivers might be found in the
general patient and case data. Taking these two categories into account might shorten the search effort
for the right data severely. Note that event data itself should not be part of the data that is used to seek
for drivers: event data is only used in the next steps to cluster the traces (i.e. patient treatments).

6.6 Conclusion
To conclude, the definition of a treatment variant is established as “the behavior captured in a process
model that can be discovered from a cluster that was outputted by a clustering algorithm, where each
cluster represents such a variant”. The types of data that can explain the existence of treatment variants
(called variant drivers) are either operational, product/ service or customer related. These types of data
should be gathered from the hospital information system when one intends to use this method, where
operational and product/service drivers might be found in the process steps category, while customer
drivers might be found in the general patient and case data category.
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7 Clustering treatment processes using process instance clustering
Given the conclusion in Chapter 6 that process variants
can be identified as process models that follow from
traces that are clustered with a process instance
clustering algorithm, it is critical to select the appropriate
clustering algorithm. This chapter answers the third
research question (Using process mining techniques, how
can variants be best identified in a treatment process?)
by describing the selection process to pick this algorithm,
corresponding to the first action of the approach (Figure
5). The dataset with process data from the case study will
be used as input data. After describing how a trace
clustering algorithm can be selected, the application of
the selected clustering algorithm will also be discussed.

Figure 5 Action 1 of the method: Determine process
variants

7.1 Process instance clustering algorithm preselection
There are a lot of clustering algorithms in literature. To get a head start in reviewing these, the work of
Thaler, Ternis, Fettke & Loos (2015), is used here, who performed the most extensive benchmarking
review of twenty clustering algorithm papers, after categorizing them all with the help of a morphological
box1. The morphological box that was used by Thaler et al. (2015) categorizes the algorithms based on
five different aspects (i.e., objective, representation, distance measure, cluster approach and availability
of implementation), deriving eight different characteristics to describe the algorithms.
Since the work of Thaler et al. was published in 2015, a number of clustering algorithm papers that are
published in 2015 or later were not taken into account, nor does the list of twenty algorithms seem to be
complete and representative for the time up to 2015 (despite their fairly extensive literature search).
After searching literature for clustering algorithms, seven additional papers with a suggested clustering
algorithm were found: Jung (2009); Accorsi & Stocker (2011); Hompes, Buijs, Van der Aalst, Dixit & Buurman (2015); Hompes, Verbeek & Van der Aalst (2015); De Koninck & De Weerdt (2016); Chatain, Carmona
& Van Dongen (2017); De Koninck, Nelissen, Baesens, Vanden Broucke, Snoeck & De Weerdt (2017).
For this research, the free availability of a cluster algorithm implementation (sometimes called plugins) is
a prerequisite, since writing the software is considered to be out of scope, and spending monetary
resources for software licensing is undesirable because of the explorative nature of this research. Due to
this prerequisite, not all papers reviewed in Thaler et al. algorithms and the additional seven papers
mentioned above are applicable. Therefore, the set of papers is adjusted by dropping the unimplemented
or not freely available implemented cluster algorithms. An overview of the remaining papers is given in
Table 1, where IDs 1 to 8 are from Thaler et al. (2015) and IDs 9 to 13 from the additional papers. The
discarded papers are listed in Appendix III: twelve papers from the work of Thaler et al. (2015) and two
from the additional papers.

1

In the morphological box, entities are divided into their fundamental elements, and for each element, the form of the entity is
identified. The purpose of this method is to compare instances in a relevant and practical way that could lead to new insights.
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Cluster approach
Year

Prime
objective

Trace
representation

1

Greco, Guzzo,
Pontieri & Sacca

2006

Variant
identification

Abstract

2

Alves de
Medeiros et al.

2008

Reducing
Complexity

3

Song, Günther &
Van der Aalst

2008

4

Veiga & Ferreira

5

Category

No. of
clusters*

Euclid

Partitioning

u

ProM 5.2
DWS Mining

Abstract

Euclid

Partitioning

p

ProM 5.2
DWS Mining

Reducing
Complexity

Abstract

Euclid, Hamming, Jaccard,
Correlation, Edit-distance
with variable costs

Partitioning,
Hierarchical, Density,
Neural Network

d

2010

Reducing
Complexity

Abstract

Markov chain

Partitioning

p

De Weerdt et al.

2012

Reducing
Complexity

Abstract

Euclid

Partitioning

p

ProM 6.2
ActiTrac

6

De Weerdt et al.

2013

Reducing
Complexity

Abstract

Euclid and other

Partitioning

p

ProM 6.2
ActiTrac

7

Ferreira et al.

2007

Concrete

Markov chain

Partitioning

p

Microsoft SQL
Server 2005

8

Van Dongen &
Adriansyah

2010

Concrete

Other

Partitioning

p

9

Hompes et al.

2015

Abstract

Markov chain

Partitioning

u

10

Jung

2009

Abstract

Jaccard, Cosine

Hierarchical

u

11
12
13

Hompes,
Verbeek & Van
der Aalst
De Koninck & De
Weerdt
De Koninck et al.

Variant and
outlier
identification
Reduce
complexity
Variant and
outlier
identification
Reduce
Complexity

Distance measure

2015

Decomposition

Concrete

Other

Partitioning

p

2016

Reduce
complexity

Abstract

Euclid, other

Partitioning

p

2017

Reduce
complexity

Abstract

Other

Partitioning

p

Availability

ProM 5.2
Trace
Clustering
ProM 5.2
Sequence
Clustering

ProM 5.2
Fuzzy Miner
ProM 6.7
Markov Trace
Clustering
ProM 5.2
Log Clustering
ProM 6.5
ActivityCluster
ArrayCreator
ProM 6.2
ActiTrac-MO
ProM 6.2
ActiTraCSemiSup

Pros / Cons
Efficient; prevents overgeneralization /
Only Heuristic Miner can be used;
requires predefined number of clusters
Efficient; prevents overgeneralization /
Only Heuristic Miner can be used;
requires predefined number of clusters
No required predefined number of
clusters (some algorithms); large
variety of options / - / Requires predefined number of
clusters
- / Poor performance: c-1 clusters with
1 trace and 1 cluster with all other
traces
- / Poor performance: c-1 clusters with
1 trace and 1 cluster with all other
traces
- / Not freely available
- / Returned clusters cannot be further
analyzed
- / Poor performance: 1 cluster with all
traces, or only clusters with 1 trace
- / Implementation not working
- / Returned clusters cannot be further
analyzed
- / Implementation not working
- / Implementation not working

* p = predefined, u = undefined, d = depending on other parameters
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Table 1 Morphological box for freely available, implemented clustering algorithms (based on Thaler et al., 2015)

Source

ID

Starting the exploration of papers with implemented algorithms, it turned out that Jung (2009, Log
Clustering, ID 10); De Koninck & De Weerdt (2016, ActiTraC-MO, ID 12) and De Koninck et al. (2017,
ActiTraC-SemiSup, ID 13) do not have a working implementation. Moreover, the implementation of
Ferreira et al. (2007, Microsoft SQL Server 2005, ID 7) is discarded because it is not freely available. Then,
checking the functionality of the algorithms, the algorithms belonging to the papers of Van Dongen &
Adriansyah (2010, Fuzzy Miner, ID 8) and Hompes, Verbeek & Van der Aalst (2015, Activity Clusters for
Decomposed Process Discovery, ID 11) were also dropped, because the resulting clusters are not available
for further analysis. All these papers are greyed out in Table 1.
As result, the works that are taken into account in this analysis are that of Greco et al. (2006, ID 1); Alves
de Medeiros et al. (2008, ID 2); Song, Günther & Van der Aalst (2008, ID 3); Veiga & Ferreira (2010, ID 4);
De Weerdt et al. (2012, ID 5); De Weerdt et al. (2013, ID 6) and Hompes, et al. (2015, ID 9).

7.2 Clustering algorithm testing
The first selection of the algorithm implementations to further downsize the set of eligible algorithms is
based on a simple hands-on experience with the implementation, using process data from an exemplary
mitral valve disease patients group2 and using a trial-and-error strategy with the respect to the different
parameter settings. For the sake of clarity, the order of discussed algorithms is different from Table 1.
The Markov Clustering plugin in the ProM framework from Hompes et al. (2015, ID 9), shows a poor
performance. Clustering on activity occurrence and activity frequency, with standard parameters results
in a single cluster, containing all traces. Alternating the expansion and inflation parameters, the algorithm
creates a huge amount of clusters that each holds a single trace. See Figure 6. Each cluster is visualized by
a circle. Clusters are connected if they are related to one another. Ideally, the visualization would show
clusters that not only vary in size (the bigger, the more traces are contained in a cluster), but are also
divided in meta clusters, visualized by the clusters pointing in a certain direction from the origin in the
two-dimensional plane, which is clearly not the case here.

Figure 6 Resulting clusters from Markov Clustering plugin in ProM 6.7 (Hompes et al., 2015)
2

The data is gathered over a different (partly overlapping) time-frame, and only the activities of the cardiothoracic
surgeon are taken into account here (whereas patients might also be treated by a cardiologist for MVD diagnosis).
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From the same paper, another plugin that takes into account the time perspective (‘Cluster traces over
time using Markov Clusters’) was also developed. However, it does not make sense to use this plugin,
because there is no reason to suspect that the patient trajectories (traces) structurally change over time.
There is not a single trace form that occurs more than once in the dataset, so structural changes over time
-solely depending on time- would be highly improbable.
The ActiTrac plugin from De Weerdt et al. (2012; 2013, IDs 5 and 6), implemented in ProM 6.2, shows
similar behavior: the clustering algorithm produces C-1 clusters which contain only a single trace, and one
cluster with the rest of the traces, where C is the manually predefined number of clusters that is allowed.
Moreover, if the settings are changed to an infinite maximum of clusters, the algorithm defines the same
amount of clusters as there are traces, each containing one trace, indicating that the algorithm is not able
to correctly cluster the traces.
The other three remaining algorithm plugins – Trace Clustering (Song, Günther & Van der Aalst, 2008),
DWS Miner, based on the papers of Greco et al. (2006) and Alvest de Medeiros et al. (2008) and Sequence
Clustering (Veiga & Ferreira, 2010) – are all implemented in ProM 5.2 and function good enough in a first
hands on experience to apply further testing, and will be discussed more in-depth.
The Trace Clustering plugin (ID 3) offers the user to select one of eight different clustering algorithms,
based on one of six different distance measures. In theory, this leads to 6 x 8 = 48 different combinations
to perform clustering on the data. Yet, Quality Threshold Clustering (QTC) is the only algorithm that does
not require a predefined (maximum) number of clusters, making it more preferable. Nevertheless, if the
maximum number of clusters is set sufficiently high, the Self Organizing Map (SOM) outputs fewer clusters
than the maximum, because apparently a lower number of clusters is better than the maximum.
Therefore, one could argue that the algorithm determines the ideal number of clusters by itself, in such
cases, which is also acceptable for this purpose. Yet, it is not known whether this could lead to
‘overclustering’: it is imaginable that the clustering algorithm will output more clusters than is necessary
in reality, to enforce the (purposefully high) number of clusters that was set as a parameter. For both
clustering algorithms the Euclidean Distance as distance measure works best because it returns the
smallest number of clusters, larger than one. This is desirable because a lot of clusters holding only few
traces would deteriorate the understandability and strength of the analysis. For both algorithms also
profile configurations must be set: indicating from a list of ten profiles (a kind of perspectives) which
profiles must be taken into account for the clustering task.
The DWS Miner plugin (IDs 1 and 2) generates a model with the Heuristics Miner. If overgeneralization is
discovered, the log is partitioned/clustered in smaller clusters using K-means clustering, repeating this
method if necessary multiple times (Veiga & Ferreira, 2010). The maximum number of clusters should be
defined in advance. Again, this is not known, but it can be set to a sufficiently high number to let the
algorithm more or less decide where the right level of aggregation is found. Besides the number of
clusters, a lot of other parameters must be set (requiring a user to have more advanced knowledge): for
the clustering task one needs to set sigma (minimum fraction of occurrences), feature relevance threshold
(occurrences not being part of another pattern), and the maximum number of clusters per split, length of
features (patterns), splits and number of features.
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The Sequence Clustering plugin (ID 4) also seems useful. Yet, the number of clusters has to be determined
again before starting the algorithm, which is not known. However, the trick of setting the number of
clusters sufficiently high in order to let the algorithm decide what the best number of clusters is, is not
applicable here. The predefined number of clusters is always outputted (unless it is higher than the
number of traces obviously). Therefore, it was decided to drop this algorithm in the selection process.
The only two clustering plugins that remain candidates to be used in the clustering process are the DWS
Miner plugin (ProM 5.2) and the Trace Clustering plugin (ProM 5.2), of which the Quality Threshold
Clustering (QTC) algorithm and the Self Organizing Map (SOM) algorithm are suitable.

7.3 Clustering algorithm selection
For the sake of demonstration, a selection test for the three remaining algorithms is performed, with the
exemplary dataset from the previous section. The test is based on complexity, and was also performed by
Thaler et al. (2015), based on Melcher (2012). These measures are the number of arcs (A) and nodes (N),
coefficient of connectivity (CNC), cyclomatic number (CN) and density (∆) as metrics. Higher numbers
indicate higher model complexity. Then, according to Occam’s razor, (“one should not increase the number
of entities required to explain anything beyond what is necessary”), the simplest model is most desirable.
See Table 2. The parameter space for the DWS Miner is very large. Only two possible parameter variations
are tested here, and parameters from the QTC and SOM algorithm are kept at their default values. For
the QTC and SOM clustering algorithms both distance metrics were set to the Euclidean distance, as
discussed in the previous section. For each line, the lowest number is in bold. In Table 2 the QTC algorithm
returns the lowest values in most lines, making it the most suitable algorithm for clustering the data.
Table 2 Complexity measurement after log clustering with different approaches (based on Thaler et al., 2015). #c Denotes the
number of produced clusters. DWS A-B-C-D denotes the maximum A) number of clusters per split; B) length of features; C)
number of splits and D) number of features.

QTC (Eucl. dist.)

|A|

|N|
|𝐴|

CNC = |𝑁|
CN = |𝐴| − |𝑁| + 1
|𝐴|

∆ = |𝑁|∗(|𝑁|−1)

#c
min
avg
max
min
avg
max
min
avg
max
min
avg
max
min
avg
max

5
5
33,60
89
6
15,80
30
0,83
2,13
2,97
0
18,80
60
0,17
0,14
0,10

SOM (Eucl. dist.)
7
24
38,14
74
18
20,29
29
1,33
1,88
2,55
7
18,86
46
0,08
0,10
0,09

DWS 4-5-2-2
7
14
38,86
85
14
21,00
29
1,00
1,85
2,93
1
18,86
57
0,08
0,09
0,10

DWS 5-5-5-10
10
10
35,40
85
10
18,70
27
1,00
1,89
3,15
1
17,70
59
0,11
0,11
0,12
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It must be noted that the test was applied here to rather specific data: if the dataset was more structured,
or the process at hand would be shorter for example, another algorithm might have come out better than
the other algorithms. Moreover, the test does not take into account the size of the outputted clusters: if
there is one cluster holding the majority of the traces and several other clusters just holding one trace,
while traces are varying a lot, the goal of making suitable clusters that describe different variants is not
achieved. However, if the latter is the case, one can repeat the clustering algorithm for the biggest cluster,
and consider the clusters with only one trace as outliers.
When testing all three algorithms is too time consuming, one can also intuitively pick a clustering
algorithm. A summary of the algorithms’ characteristics that is based on the test is given in Table 3, stating
the algorithm, the number of parameters that must be set, whether in-depth clustering knowledge is
required, whether the number of outputted clusters must be set, the speed of the algorithm and whether
the algorithm will repeat itself automatically when the level of complexity is too high after a clustering
iteration. They are ranked with respect to the preferability (depending on these characteristics), assuming
that the user is not an expert in process mining.
Table 3 Summary of preselected clustering algorithms with parameters, pros and cons, ranked on the number of parameters

Rank

Algorithm

1
2

QTC
SOM

3

DWS
Miner

Number of
parameters
Low
Low

Clustering knowledge
required?
No
No

High

Yes (large parameter
space)

Number of clusters
required?
No
Yes (potential risk of
‘overclustering’)
Yes

Speed

Repetition

Fast
Slow

Manually
Manually

Fast

Automatically

7.4 Application of the clustering algorithm to the MVD case study
In this section, the clustering algorithm that is believed to be the most suitable algorithm is applied to
the case study. First, the parameter settings of the algorithm for the case study are discussed, then the
results that are obtained after applying the algorithm are discussed.
7.4.1 Parameter settings
The QTC algorithm in ProM 5.2 was applied to the set of the mitral valve patients group of the case study
(221 traces), because it was tested on similar data as the best performing clustering algorithm. Clusters
were formed based on five profiles of the traces, similar to the test setup that was used in the previous
section. A profile is a set of related items which describe the trace from a specific perspective. The used
item here are the number of times events take place in a trace, similarity based on patterns within traces,
similarity based on patterns with flexible ordering within traces, performance (i.e. the number of events
in a trace, and the average, minimum, maximum and median time between events) and transitions (i.e.
direct following relations). Note that timestamps of activities are only taken into account for the
performance item. The patterns and flexible ordering patterns items only take the order of activities into
account. For a further explanation the reader is referred to the plugin’s corresponding paper (Song,
Günther & Van der Aalst, 2008). These clustering bases were selected because they are in line with the
main objective of this study: understanding why patients with the same diagnosis get different treatment
activities. Different can be defined in terms of one or more of these five aspects.
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7.4.2 Results
Applying the clustering algorithm results in 6 clusters. The first cluster contains by far the most traces: 209
out of the 221 traces, i.e. almost 95%. The other five clusters contain the other 5%, containing 4, 4, 2, 1
and 1 trace(s), respectively. This means that the 209 traces are somehow more similar to each other, than
the other remaining 12 traces in the other clusters. One could state that the 209 traces are mainstream,
whereas the other 12 are outliers or exceptions. Looking at the traces in these clusters, this is true: they
either have an disproportionately high or low number of activities. If the clustering algorithm is applied
again, but now to the trace set of the largest cluster, containing 95% of the traces from the original set, a
similar output is generated. From the 209 traces, 191 traces (91%) are in the first cluster. The other 18
traces are scattered over 8 other minority clusters. Apparently, these 18 traces are more different from
the other 191 traces than the rest. Note that the biggest cluster is getting more homogeneous for every
iteration that is made, so more and more cases that are somehow more exceptional get discarded from
the biggest cluster. Therefore, the clustering algorithm will be repeated for the biggest cluster until the
biggest clusters contains less than 80% of all traces in that iteration, i.e. more than 20% of the trace set is
formed by variants (instead of exceptions). Using two more iterations on the largest clusters, results in a
more scattered result: 41 clusters are formed, of which the top five biggest clusters holds 49 (29%), 21
(12%), 11 (6%), 10 (6%) and 10 traces (6%), of the 176 traces in total. This indicates that the outliers that
were relatively exceptional there were present in earlier iterations are filtered out now, and the remaining
traces are divided over clusters based on smaller differences (i.e. smaller Euclidean distances), for example
presences or absence of a small set of activities, or a slightly different order of activities. The clusters will
be used as input for the data mining task: do treatment processes from a different cluster have different
characteristics? This will be explored in Chapter 8. First, alternative clustering strategies and which
characteristics are desirable will be discussed.

7.5 Alternative clustering strategy
The set of traces that is used as an example in this study shows a high degree of variability: every trace is
unique in terms of activities and their order. This means it is hard to extract a standard path or at least a
mainstream path that is followed in most traces. Clustering the traces is therefore a difficult task. This
problem probably often occurs in healthcare processes, because the process is following the patient,
opposite to processes where the customer follows the process. In the latter it is often the case that there
is a predefined (set of) path(s) and steps that can be taken in the process. The opposite is true for patient
treatment: the doctor(s) and patient together decide what the next best step is, and only for a part of the
treatments there is a protocol that describes to some extend what should or should not happen.
Moreover, variety is not only caused by the (medical) conditions of the patient. It also originates from
how patients arrive at the hospital: some patients are referred from another hospital and already made
medical images at the referring hospital, others start the process in a specialized hospital. Besides, the
hospital also treats emergency patients who go directly into surgery, without any medical imaging.
Treatment processes before surgery might also vary due to comorbidities of the patients, and so on.
Simplifying the clustering task is reached by making sure the traces are more similar. In order to increase
similarity between traces, one can decide to rescope the process:
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1. Increase the abstraction level to make sure that the process executions are more alike; or
2. Discard a part of the process.
7.5.1 Increase the abstraction level
Abstracting from activities discards information, but it leads to more similar traces. For example: most
traces show multiple medical imaging activities in their process, because multiple medical images are
necessary to prepare the surgery well. Yet, for the purpose of this research, it is irrelevant which photo is
taken first, and which is taken later, as long as they are all delivered to the treating specialist. Therefore,
instead of showing these imaging activities as separate activities, the activities could be aggregated to
‘medical imaging’. Unfortunately, this is not possible for this dataset, because there also other activities
that take place between the imaging activities, from which one should not abstract.
7.5.2 Discard a part of the process
A second strategy is to discard a part of the process, or cut the process in half and perform two analyses.
This could be useful when parts of the traces are similar but not the traces as a whole. For the example
dataset traces could be cut in half just before surgery (or just after surgery), because part of the traces
might have the same activities and order until surgery, and have different activities after surgery,
depending on the state of the patient. This idea is not new, it is for example described by Mans,
Schonenberg, Song, Van der Aalst & Bakker (2009).
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8 Eliciting variant drivers using data mining
As discussed in the approach chapter, the resulting
clusters from the trace clustering efforts are used as
input for the second phase of the method: data
mining. In this step the reason(s) for the distribution
of traces over the different clusters is sought, called
drivers. This is done after answering the fourth
research question (Using data mining techniques,
how can be determined based on which characteristics the identified variants are created?), see Figure 7.
To recap: the patient specific data will be used (not
the process data), together with the cluster number
resulting from the clustering action. First the
preferred data mining algorithm is discussed. There- Figure 7 Action 2 of the method: Determine variant drivers
after, it is used to execute the determine variant drivers action for the case study. The output of the action
are the variables that explain the clustering of the patient treatment processes, i.e. the variant drivers.

8.1 Data mining algorithm and tool selection
The field of data mining is vast. To illustrate: a simple search query with the words “Data mining” in the
ScienceDirect literature database returns more than a quarter million results. To severely shorten the
search for the best algorithm, an assistant professor in Data Mining with a doctorate in Computer Science
was interviewed to get advise on the right data mining algorithm, based on the present data and the
purpose of the data mining effort. He advised the discipline of subgroup discovery (Wrobel, 1997). In
subgroup discovery (SD), it is assumed that a so-called population of individuals (objects, customer, etc.)
and a property of those individuals deemed interesting, are given. SD will then try to discover the
subgroups of the population that are statistically “most interesting”, i.e. are as large as possible and have
the most unusual statistical (distributional) characteristics with respect to the property of interest
(Wrobel, 2001). see Figure 8. In layman’s terms: finding rules (expressed in case characteristics) that
describe the largest subset of cases (yellow) that belong to a target cluster (blue). For a further explanation
on how SD works, the reader is referred to the work of Herrera, Carmona, González and del Jesus (2011).

Figure 8 Illustration of subgroup discovery algorithm
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The algorithm is considered to be suitable here because the output of the algorithm is intuitive: it outputs
(a set of) rules to which a certain subgroup of the cases adhere, and states that with a certain percentage
of certainty the cases within this group indeed have a given characteristic (in this case a cluster number).
Although this means that maybe not all future cases might be applicable for at least one subgroup, it does
tell the user for which rules a case is (probably) in a cluster. This prevents overfitting. For example, if a
decision tree would be used, all cases should belong to a bin, which would probably result in a lot of
branches for this dataset, since there is so much variety. A decision tree with a lot of branches is very hard
to communicate or utilize in practice, because reading and understanding it is time consuming. A tool that
provides this algorithm freely and that was recommended by the expert is the tool Cortana3.

8.2 Parameters
For the subgroup discovery a large set of parameters should be set. The most important ones are the
refinement depth (number of concatenated rules that describe one subgroup), minimum and maximum
coverage (number of cases that belong to the subgroup), maximum number of subgroups, quality metric
and obviously the target characteristic (i.e. cluster) to find the subgroups for.
For the sake of communicability, the refinement depth should be as low as possible. The default quality
measure is called Weighted Relative Accuracy (WRAcc, Klösgen, 1996), which is arguably the most popular
quality measure in subgroup discovery (Duivesteijn & Knobbe, 2011). It is defined as the weighted relative
accuracy of a rule, and can be computed as follows (Equation 2):

𝑾𝑹𝑨𝒄𝒄(𝑹) =

𝒏(𝑪𝒐𝒏𝒅) 𝒏(𝑻𝒂𝒓𝒈𝒆𝒕𝒗𝒂𝒍𝒖𝒆 ∙𝑪𝒐𝒏𝒅)
(
𝒏𝒔
𝒏(𝑪𝒐𝒏𝒅)

−

𝒏(𝑻𝒂𝒓𝒈𝒆𝒕𝒗𝒂𝒍𝒖𝒆 )
𝒏𝒔

)

Equation 2 𝑾𝑹𝑨𝒄𝒄(𝑹)

Where 𝑛𝑠 is the total number of cases, 𝑛(𝐶𝑜𝑛𝑑) the number of cases which satisfy the conditions
determined by the antecedent part of the rule, 𝑛(𝑇𝑎𝑟𝑔𝑒𝑡𝑣𝑎𝑙𝑢𝑒 ∙ 𝐶𝑜𝑛𝑑) the number of cases which satisfy
the conditions and also belong to the value for the target variable in the rule, and 𝑛(𝑇𝑎𝑟𝑔𝑒𝑡𝑣𝑎𝑙𝑢𝑒 ) are all
the cases of the target variable. WRAcc can theoretically assume values between −0.25 and 0.25. With
significance level α = 10% a subgroup needs to have a WRAcc of at least 0.054 to reject the null hypothesis
that it is a false discovery, with α = 5% a subgroup needs to have a WRAcc of at least 0.068, and with
α = 1% a value of at least 0.093 (Duivesteijn & Knobbe, 2011).
The probability that a case in a subgroup indeed falls within the preselected cluster (so the true positives
rate) should be as high as possible. This is not a parameter, but an outcome. It is positively related to the
quality of the cluster, but more intuitive than the quality measure.

8.3 Application of the data mining algorithm to the MVD case study
The case specific data that was introduced in Section 4.3.2 is used to apply the algorithm to the case study.
Only data that is expected to somehow influence the treatment process is taken into account. Since the
number of clusters found in Section 7.5 is rather large, the following strategy is proposed: clusters from
the final iteration that contain at least ten traces (i.e. 4.5% of 221 traces) are analyzed here, i.e. the biggest
five clusters. Together, the five clusters hold 101 traces (45.7% of 221 traces). First the parameter settings
3

http://datamining.liacs.nl/cortana.html
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from the plugin will be discussed, and thereafter the results will be discussed, to finish with a conclusion.
The five biggest clusters are referred to as cluster A (biggest) to cluster E (smallest).
8.3.1 Parameter settings
For the case study, parameters were set in agreement with the medical specialist. The refinement depth
was set to 3, for the sake of communicability. The minimum and maximum coverage are kept at default,
i.e. 2 and 100% of the cases. The cluster number was changed for every output that was retrieved. A
minimum acceptable probability to make the rule useful of 0.85 is reasonable according to the medical
specialist.
8.3.2 Results
When the parameters are set to find subgroups for cases that fall in clusters A to E with a maximum of
three concatenated conditions, it generates output is displayed in Table 4 to Table 8. For every cluster
there are at most five rules displayed. They are ranked on quality, measured by the WRAcc value. The
algorithm’s output shows overlap: it sometimes shows a rule of the form “A = x AND B = y AND C = z” and
“A = x AND C = z AND B = y” as the next rule. These ‘duplicates’ are discarded. The duplicate rules are
essentially harmless and can be explained by the strategy the algorithm uses for finding subsets: beam
search4 (Xu, Fern & Yoon, 2009). Also, when the rules use variables that are numeric, it can happen that
rules like “A = x AND B = y AND C = z” and “A = x’ AND B = y AND C = z” are both outputted. Since the
second rule only shifts the threshold of that rule, but has a quality that is less, it is also discarded. In the
case of cluster C, this resulted in only one unique rule.
Table 4 Output rules Cortana for cases in cluster A

No

Depth

Coverage

Quality

Probability

Positives

1

3

91

0.0550

0.35

32

2

3

64

0.0538

0.41

26

3

3

88

0.0534

0.35

31

4

3

88

0.0534

0.35

31

5

3

74

0.0533

0.38
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Conditions
Pulmonary hypertension = 'No' AND
Post surgery use of anticoagulant = '1' AND
Readmission IC / PACU = '0'
Diagnosis 3 = 'Not assigned' AND
BHN category = 'Mitral valve repair' AND
Lowest temperature <= 34.0
Pulmonary hypertension = 'No' AND
Post surgery use of anticoagulant = '1' AND
Additive score <= 8.0
Pulmonary hypertension = 'No' AND
Post surgery use of anticoagulant = '1' AND
Aortic clamping time <= 181.0
Pulmonary hypertension = 'No' AND
Post surgery use of anticoagulant = '1' AND
Perfusion duration <= 219.0

4

Beam search performs a level-wise search guided by the defined quality measure (WRAcc(R) in this case). On each
level, the best-ranking ω patterns are refined to form the candidates for the next level (in this research ω is set to
50). This means that although the search will be targeted, it is less likely to get stuck in a local optimum, because at
each level alternatives are being considered. However, it can also result in the algorithm going through different
leads that end up with the same conditions that are posed in a different order, obviously leading to the same result.
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Table 4 (cluster A) shows that the variables pulmonal hypertension and post surgery use of anticoagulant
are often present as conditions. A pulmonal hypertension is an abnormally high blood pressure in the
lungs, and the use of blood thinners (anticoagulant) is standard procedure after surgery, but does not take
place when the patient deceases during surgery for example. Furthermore, a readmission IC/PACU is an
admission at a high or medium care unit after the patient has left the IC where it was brought after
surgery. So, cluster A holds relatively uncomplicated patients: no abnormally high blood pressure, no
deaths during surgery and no readmissions to IC or PACU.
Table 5 Output rules Cortana for cases in cluster B

No

Depth

Coverage

Quality

Probability

Positives

1

3

104

0.0366

0.16

17

2

3

74

0.0343

0.19

14

3

3

124

0.0338

0.15

18

4

3

137

0.0335

0.14

19

5

3

137

0.0335

0.14

19

Conditions
Urgency = 'Elective' AND
Serum creatinine level <= 98.0 AND
Perfusion duration <= 223.0
Urgency = 'Elective' AND
Serum creatinine level <= 110.0 AND
Aortic clamping time <= 110.0
Urgency = 'Elective' AND
Serum creatinine level <= 115.0 AND
ECC Cannulation = 'Classic cannulation'
Urgency = 'Elective' AND
Serum creatinine level <= 115.0 AND
Aortic valve surgery = '0'
Urgency = 'Elective' AND
Serum creatinine level <= 115.0 AND
Aortic valve implant = 'None'

The rules in Table 5 (cluster B) mainly build on a certain serum creatinine level (the level of creatinine in
the human body associated with the renal function) and the urgency of the patients. The latter can have
three values: elective, urgent, or emergency. The perfusion duration is the duration that the patient is
artificially perfused (by means of a heart-lung machine), expressed in minutes. Aortic clamping time
indicates how long the aorta was clamped, which is part of the procedure for the heart-lung machine. The
ECC cannulation method describes how the heart-lung machine was attached to the body. Finally, the
patients in cluster B had no aortic valve surgery, and therefore also no aortic valve implant.
Table 6 Output rules Cortana for cases in cluster C

No

Depth

Coverage

Quality

Probability

Positives

1

3

50

0.0373

0.22

11

Conditions
Serum creatinine level <= 100.0 AND
Serum creatinine level >= 75.0 AND
Length of stay IC/PACU <= 1.0

Cluster C (Table 6) can be described by patients with a serum creatinine level between 75 and 100 μmol/L
(which holds for roughly one third of the dataset), and a length of stay at the IC/PACU of at most a day.
For cluster D (Table 7) the additive score and aortic clamping time are most important. Where in cluster
B the clamping time was below 110 minutes, the clamping time here is above 95 minutes. In other words,
it is likely that in cluster D there are patients who need multiple interventions. However, a higher aortic
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clamping time could also be invoked by surgery complications, or the fact that a less experienced surgeon
needs more time to perform a procedure, or when certain educational activities take place during the
surgery to train new specialists. However, an additive score higher than 5 implies a “high-risk patient”
(Karthik et al., 2004), so it is more likely that the patients in cluster D needs multiple interventions.
Table 7 Output rules Cortana for cases in cluster D

No

Depth

Coverage

Quality

Probability

Positives

1

3

78

0.0243

0.12

9

2

3

80

0.0240

0.11

9

3

3

82

0.0236

0.11

9

4

3

83

0.0234

0.11

9

5

3

83

0.0234

0.11

9

Conditions
Additive score >= 5.0 AND
Aortic clamping time >= 95.0 AND
Active endocarditis = '0'
Additive score >= 5.0 AND
Aortic clamping time >= 95.0 AND
Rhythm problems = '0'
Additive score >= 5.0 AND
Aortic clamping time >= 95.0 AND
Chronic lung disease = '0'
Additive score >= 5.0 AND
Aortic clamping time >= 95.0 AND
Earlier valve surgery = '0'
Additive score >= 5.0 AND
Aortic clamping time >= 95.0 AND
Aortic valve replacement = '0'

Repetitive conditions for cluster E (Table 8) are an additive score of at least 4, no complications during
surgery, and a lowest temperature that is at most 34 degrees Celcius. The patient’s body is cooled on
purpose during surgery, because it leads to a reduction in metabolic rate and oxygen consumption, giving
the surgeon more time (Kirklin & Barratt-Boyes, 1993). When a longer aortic clamping time than 60
minutes is expected, this is standard procedure. In other words, the patients in cluster E will not have
short surgeries. When the blood circulation is completely stopped, patients are being cooled even further
to temperatures as low as 25 degrees Celcius.
Table 8 Output rules Cortana for cases in cluster E

No

Depth

Coverage

Quality

Probability

Positives

1

3

62

0.0230

0.13

8

2

3

88

0.0225

0.10

9

3

3

66

0.0223

0.12

8

4

3

90

0.0221

0.10

9

5

3

68

0.0219

0.12

8

Conditions
Additive score >= 4.0 AND
No complication = '1' AND
Lowest temperature <= 34.0
Perfusion duration <= 188.0 AND
Lowest temperature <= 34.0 AND
Serum creatinine level >= 74.0
Additive score >= 4.0 AND
No complication = '1' AND
Serum creatinine level <= 122.0
Additive score >= 4.0 AND
Lowest temperature <= 34.0 AND
Perfusion duration <= 188.0
Additive score >= 4.0 AND
No complication = '1' AND
Cardiac re-operation = '0'
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8.2.3 Conclusion
Strictly speaking, the only statistically valid rule that can be found in the presented output is the first rule
for cluster A with WRAcc = 0.0550, when significance level α = 10%. Recall that a subgroup needs to have
a WRAcc of at least 0.054 to reject the null hypothesis that it is a false discovery when α = 10%, so it can
be concluded that the first rule for cluster A returns statistically sound a discovery of a subgroup. The rest
of the discovered rules is not statistically valid. Moreover, all rules for cluster A show a probability
between 35 and 42% for a trace to indeed be in cluster A, which is far below the sought 85%. For the rules
in Table 5 to Table 8, these scores are even lower, eroding the relevance of the rules. Observing the poor
quality of the subgroup discovery results, one can seriously doubt the division of traces over the clusters
on one hand, and the explaining nature or discriminative power of the variables in the dataset on the
other hand.
Enhancing the clustering of traces by using the discussed alternative strategies in Section 7.5 (increase the
abstraction level or discard a part of the process) is not possible for this case study. Abstraction was
already applied in the data preparation phase and further abstraction would leave too little differences
between the traces. Moreover, discarding a part of the process is not desirable since the health outcomes
and costs for each clusters will be compared, which is not possible if different parts of a process execution
of the process would belong to different clusters. For example, if the execution traces were cut in half and
divided into a pre surgery process and a post surgery process, and both sets of (sub)traces would be
clustered, cost and outcome comparisons between cluster are not possible anymore if the pre surgery
process from a patient is in another cluster than the post surgery process.
If it would be assumed that the clustering of the traces can be explained by the available data, the only
way to increase the quality of the rules is to increase the number of concatenated conditions that can be
used to describe a subgroup. Yet, this would decrease the communicability of results, so this is not tested
here. Therefore, the current results (discussed in the previous section) are accepted as the output of this
action.
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9 Identifying treatment process differences using process mining
In this chapter the method action determine
variant differences will be discussed, see Figure 9.
This is done by answering the fifth research
question (Using process mining techniques, how
can be determined best which differences there
are in terms of treatment process between the
variants?). This is important because if it turns
out that certain treatment variant should be
reduced, one must know which treatment behavior should change in order to align with other
treatment variants. The input technique is
process mining discovery, which is the most
frequently used purpose of process mining in
Figure 9 Action 3 of the method: Determine variant differences
healthcare (Cremers, 2017), and the required
data are the traces (i.e. process data) from each cluster, defined in the first action. First, a process mining
algorithm preselection will be made. Then, the algorithms from the preselection will be discussed more
in-depth. After discussing selection criteria, the most suitable algorithm for the case study will be applied.
Input for this process mining step are the variants and their corresponding traces, and the output should
be the differences between the process models for the clusters.
There are dozens of process mining algorithms, that each have their own characteristics and pros and
cons. The task that the algorithm should perform for the proposed method is to discover the underlying
process of all the patient cases in each cluster. There are two purposes for the discovered process models:
1. Find out which activities are more often present in one variant than in the other;
2. Find out which differences in the order of activities in the process execution there are.
For the first purpose, an imperative process model should be mined for each cluster, which will be
discussed in the next section (9.1). For the second purpose, a declarative process model should be mined
for each cluster, because it mines for rules with regard to the order of activities that always hold for traces
within a set, instead of mining all possibilities. This will be discussed in Section 9.3. To not confuse the
reader, the application of the imperative process mining algorithms to the case study at hand will be done
directly after section 9.1, in section 9.2. Then, in Section 9.3 the declarative process model algorithms will
be discussed, followed by the application to the case study in Section 9.4.

9.1 Imperative process models
Imperative process models are process models that describe all possible behavior during process
execution. This also implies that behavior other than the modeled behavior, is not allowed. The majority
of process mining algorithms in literature is made for this type of models (Rovani, Maggi, De Leoni & Van
der Aalst, 2015). In this section it is first discussed what suitable imperative process discovery algorithms
there are, and how one can select an algorithm (9.1.2), together with the correct tool (9.1.3). Then, in
9.1.4 different ways to mutually compare imperative process models are explored.
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9.1.1 Process mining algorithm preselection
Like the clustering task in Chapter 7, the starting point for discovering the prescriptive process models is
formed by a literature review: that of Lang, Burkle, Laumann and Prokosch (2008) on process mining
discovery algorithms in healthcare. There are multiple process mining literature reviews that focus on
process mining in healthcare (cf. Yang & Su, 2014; Kurniati, Johnson, Hogg & Hall, 2016; Rojas et al., 2016;
Cremers, 2017), but the review of Lang et al. is the only review found that also independently tested the
reviewed discovery algorithms on their performance in discovering healthcare processes, making their
literature review unique and most suitable for use here.
A drawback of the literature review of Lang et al. (2008) is that it is relatively old: it has been ten years
since the publication of the article, and new progress in the process mining field has been made since
then. However, testing new process algorithms here as extensively as Lang et al. did is out of scope, so
the choice for a process mining algorithm here is restricted to the analyzed and assessed algorithms by
Lang et al. (2008): the α-algorithm (Van der Aalst, Weijters & Maruster, 2004); the α++-algorithm (Wen,
Wang & Sun, 2006); the heuristic-mining algorithm (Weijters, Van der Aalst, & Alves de Medeiros, 2006);
the DWS-algorithm (Greco et al., 2004, 2006); the multiphase-algorithm (Van Dongen & Van der Aalst,
2005); the genetic-mining algorithm (Alves de Medeiros, 2006), and the theory-of-regions-based
algorithm (Van der Aalst, Rubin, Van Dongen, Kindler & Günther, 2006).
In this article, there are a number of requirements for the (output of) process discovery algorithm that
are also applicable in this specific context. The algorithm should output a process model that displays
truth to reality in contents, be able to handle noise and incompleteness, model sequences, forks, and
concurrency correctly, be able to handle loops, repetitive activities and different start and end points
(called fuzzy entry and end points by Lang et al.). See Table 9, which is the outcome table in the work of
Lang et al. (2008). The last criterion of Lang et al. is not taken into account here, because it focusses on
process types and variants, which is already tackled in the past chapters, and therefore is redundant.

Weijters et al.
(Heuristic-miner)

Greco et al.
(DWS-algorithm)

Alves de Medeiros
(Genetic algorithm)

Van der Aalst et al.
(Multiphase miner)

Van der Aalst et al.
(Region miner)

Truth to reality in contents
Noise and incompleteness
Sequences, forks, and concurrency
Loops
Repetitive activities
Fuzzy entry and end points
Process types and variants

Wen et al.
(α++ algorithm)

Assessment criterium

Van der Aalst et al.
(α algorithm)

Table 9 Summary of the evaluation results (“+” for met, “–“ for unmet, and “+/– “ for partly met), based on Lang et al. (2008)

–
–
–
–
–
–
–

+
+/–
+
+
–
+/–
–

+
+
+
+
–
+
–

+
+
+
+
–
+
+

+/–
+
+
+
+/–
+
–

–
–
+
–
–
–
–

–
–
–
–
–
–
–
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Based on these requirements the heuristic-mining algorithm from Weijters et al. (2006), the DWSalgorithm from Greco et al. (2004, 2006) and the genetic algorithm from Alves de Medeiros (2006) are the
three best candidates, because they score the most “+”-s. These will be discussed in the next section.
9.1.2 Process mining algorithm selection
The pros and cons of the three preselected algorithms for the process mining discovery tasks will be
discussed in the following sections, followed by a conclusion on how one should select an algorithm.
9.1.2.1 Heuristic-mining algorithm
The heuristic-mining algorithm from Weijters et al. (2006) is a mining algorithm that expresses the main
behavior of a log, i.e. not all details and exceptions are taken into account when creating the process
model. To do so, it considers the order of the events within a case and the frequency of relations, i.e. the
frequency with which an activity A is followed by an activity B. The algorithm is praised by Lang et al.
(2008) for its ability to only show behavior that is true to reality, which is not common for every discovery
algorithm. It uses three thresholds:
1. Dependency threshold: the ratio of all occurrences of A followed by B compared to all A’s?
2. Positive observations threshold: how often should A followed by B occur at least in the event log?
3. Relative to best threshold: how much can the acceptable dependency measure variate from the
best observed dependency measure?
These thresholds empower a user to create a model that either focusses on all possible behavior and
therefore create a model that includes all log traces but with a relatively low fitness5, or to focus on the
mainstream behavior and therefore create a model that is easy to understand and show order out of
chaos. However, a challenge here is that the user has to ‘play’ with the three parameters until one gets
an ‘acceptable’ process model, and it requires pretty detailed knowledge of process to make sensible
decisions for these parameter values. Moreover, another downside of the heuristic-mining algorithm
indicated by Lang et al. (2008) is that it performs bad with respect to repetitive activities: it will generate
a loop structure for activities that are performed twice. This is problematic because a loop indicates that
the behavior can be repeated for any amount of times, which is not true for the observed behavior where
an activity was only performed twice and not three, four or an infinite amount of times.
9.1.2.2 DWS-algorithm
The DWS-algorithm from Greco et al. (2004, 2006) is different from other algorithms because it aims to
produce a modular representation of the process by singling out relevant variants explicitly with a
clustering technique. In a nutshell, the DWS-algorithm uses the heuristic-mining algorithm to construct
the initial process model and is then iteratively refined and clustered with a k-means algorithm.
For the purpose at hand, i.e. visualizing the processes of the different clusters, it is not desirable that the
algorithm outputs a tree of process models for a single cluster as input, because it would add unnecessary
complexity which impedes comprehensibility. In fact, the clustering task that is incorporated in the DWS5

Fitness is a measure to assess the quality of a process model. It is measured by how well the trace log can be
replayed by the process model. There are different fitness measures, see Buijs, Van Dongen & Van der Aalst (2012).
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algorithm has already been performed in a previous action (Chapter 7), so if the DWS-algorithm is fully
deployed here with cluster a cluster as input, it would create process models for sub clusters from the
input cluster. Yet, what is needed here is just a single process model for a cluster that is inputted. One
could enforce a single process model as output using the parameters that can be set by the user for the
DWS-algorithm plugin, but this implies that the optimization step of adding an aggregation level is
skipped. The only thing that remains is the initial process model, constructed by the heuristic-mining
algorithm. So, the result would be similar to the result of the heuristic-mining algorithm. Therefore, this
algorithm is discarded as candidate here.
On an side note, one might wonder why one would not use the DWS-algorithm from the start of this
project, even before the clustering action, since the DWS-mining algorithm combines the clustering and
process discovery action into one user deed. However, the DWS-algorithm does not provide a clustering
base that is as sophisticated as that of the Trace Clustering plugin, as discussed in Section 7.4, so it would
result in lower quality process models eventually.
9.1.2.2 Genetic algorithm
The genetic algorithm uses a guided evolution of potential process models to find the best fitting one for
a given dataset. After initialization with the heuristic-mining algorithm, the algorithm uses the concepts
elitism, crossover and mutation to build the population elements of the next genetic generation (Van der
Aalst, Alves de Medeiros & Weijters, 2005). Elitism entails that a percentage of the fittest individuals in
the current generation is copied into the next generation. Crossover and mutation are the basic genetic
operators. Crossover creates new individuals (offspring) based on the fittest individuals in the current
population. So, crossover recombines the fittest material in the current population in the hope that the
recombination of useful material in one of the parents will generate an even fitter population element.
The mutation operation will change some minor details of a population element. The hope is that the
mutation operator will insert new useful material in the population. The algorithm stops when: (i) it finds
an individual whose fitness is 1; or (ii) it computes 𝑛 generations, where 𝑛 is the maximum number of
generation that is allowed; or (iii) the fittest individual has not changed for 𝑛⁄2 generations in a row.
A characteristic of the algorithm is that it optimizes by using the fitness measure. In other words, it will
prefer a model that includes more uncommon behavior present in the log over model simplicity by
discarding uncommon behavior present in the log. Its major drawback is that it requires a lot of computing
power compared to the heuristic-mining algorithm and the DWS-algorithm (Van der Aalst, 2011). the
required computing power increases with the increasing number of activities. This is aggravated by
untrained users: one can request a very extensive search for the best process model by using meticulous
parameter settings (which is a rather ‘save’ solution when the user is not well-trained in using the
algorithm). However, using such parameters drastically increases the number of activities and therefore
the required computing power.
9.1.2.2 Conclusion
For the imperative process model discovery task, one can use the genetic algorithm or the heuristic mining
algorithm. Given that the genetic algorithm starts with the heuristic-mining algorithm for initialization, it
should end up with a process model that is better in terms of fitness than that of the heuristic-mining
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algorithm, since the genetic algorithm uses optimization steps. However, the right selection depends on
how time-consuming the effort can be (the required computing power for the genetic algorithm is higher),
and whether the focus should be on fitness of the process model or the main process: when the traces in
a cluster show a high degree of similarity, the fitness of the model (containing most of the encountered
behavior, but no more than that) is important, yet, when the traces in the cluster would form a spaghetti
model, discovering the main process is more important, because a spaghetti models does not allow for
analysis. A summary of the pros and cons of each algorithm is given in Table 10. The use of the DWSmining algorithm is discouraged in this context, due to the incorporated clustering task, as discussed
earlier. Both the genetic and the heuristic-mining algorithm are implemented in ProM 5.2, but the
heuristic-mining algorithm is also implemented in Disco, which has more attractive and intuitive visual
representations.
Table 10 Summary of preselected process discovery algorithms with parameters, pros and cons, ranked on preferability

Rank

Algorithm

Parameters

1

Genetic
algorithm

- elitism rate
- crossover rate
- mutation rate

2

Heuristicmining
algorithm

- dependency threshold
- positive observations
threshold
- relative to best threshold

Discarded

DWSalgorithm

Not discussed

Pros
- further enhances process
model created with
heuristic-mining algorithm
- easy to use
- only show behavior that is
true to reality
- focusses on the main
process instead of
outputting spaghetti models
Not discussed

Cons
- requires a lot of
computing power

- requires in-depth
knowledge for parameter
settings
- performs bad with
respect to repetitive tasks
- outputs a process model
tree for clusters

9.1.3 Software selection
Given the two options from the previous section, there are two software options that could apply here.
The genetic algorithm is implemented as a plugin in ProM 5.2. This is the only known open-source
implementation out there that can be used for the purpose. The heuristic-mining algorithm however is
implemented in both Prom 5.2 and in Disco, a more commercial tool. The latter also has an academic
license available for scholars, and is built upon academic literature. The ProM implementation enables
the users to use the thresholds that were discussed earlier in the previous section. These are transparent
an rather straightforward. The Disco implementation however allows for abstraction by enabling the user
to choose a specific level of detail that should be shown in the process model. The activities or paths (read:
arcs between activities) that are less common then can be left out gradually. Yet, the visualization of the
ProM implementation is much less attractive than that of the Disco implementation: the ProM
implementation is a black and white visualization with single size arcs, that shows a lot of numbers to give
the reader extra information, whereas the Disco implementation uses color indications for the frequency
of the activity and varies thickness of arcs to show frequency of the transitions. Moreover, it adds artificial
start and end point.
9.1.4 Imperative process model comparison
Comparing the process models is important, because one needs to know what should be changed to align
with other treatment variants when a treatment variant should be reduced because it is not legitimate.
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Moreover, in itself, it can be worthwhile to see how these treatments are executed, and to check whether
there these treatment process models deviate from the perceived treatment models of professionals.
However, the latter is not performed in this research because it is not in the scope of this research.
There is quite some literature on imperative process model comparison and similarity. A part of this
literature is discussed here, to give the reader a brief overview of the work that has been executed in this
area. The concepts and techniques that are discussed here in chronological order are delta analysis (i.e.
inheritance of behavior, change regions, visual comparison), discussed by Van der Aalst, 2005; model
comparison (i.e. text, structural and behavioral similarity), discussed by Dijkman et al. 2009; and trace
alignment (Jagadeesh Chandra Bose & Van der Aalst, 2010). Finally, alternatives not discussed in literature
are discussed. One should keep in mind the aim of imperative process model comparison in this research:
find out which activities and behaviors are more or less frequent in a variant.
9.1.4.1 Delta analysis
Van der Aalst (2005) uses the term delta analysis for comparing a mined process model with a predefined
process model representing the system. Although Van der Aalst (2005) compares a mined model with a
predefined model, essentially it does not matter which two models are compared with this technique, it
is applicable for any combination of process models. Van der Aalst suggest three approaches for this. The
first approach he discusses is inheritance of behavior (Basten & Van der Aalst, 2001; Van der Aalst &
Basten, 2001). This approach identifies the Greatest Common Divisor (GCD) and the Least Common
Multiple (LCM) of two or more processes (Van der Aalst & Basten, 2001), using the definitions in the work
of Basten and Van der Aalst (2001). The GCD describes the behavior all process models agree on, whereas
the LCM is the most compact process model which is still a subclass of all process models, i.e. enabling all
executions that would be possible in one of the process models. It provides insight in overlaps and discrepancies between process models. However, the work has no implementation. The second approach is to
calculate change regions (Ellis, Keddara & Rozenberg, 1995; Van der Aalst, 2001). When a model would
be transformed into another model, there are parts of the model that are changed. The change regions
are those regions that are affected by the transformation from one model to another, and therefore are
extensions of the changed parts. In other words, the syntactically affected parts of the processes are
extended with the semantically affected parts of the processes to yield change regions. Yet, this is a rather
complex and non-trivial calculation, and considered to be out of scope here. Also, again, the work is solely
theoretical and not implemented in practice, and therefore not useful for the purpose at hand. Thirdly,
Van der Aalst (2005) suggests to use a visual comparison of the process models to spot differences
between two or more process models. One can compare the process models to see which activities are
present or absent in each of the models, and how these activities are connected to each other.
Work that actually was implemented by researchers, is the measurement of equivalence of process
models, verified on the basis of equivalence of event logs (Kleiner, 2005). The Inter-active process
evolution (InterPoL) tool was especially designed to demonstrate the delta analysis technique. InterPoL is
a Java-based tool from the University of Ulm that supports delta analysis with workflow logs. Yet, the tool
is not available anymore and therefore not usable in this respect. Moreover, it would only show
discrepancies between an event log and a given model, representing the system. To apply it to this
research, one would have to compare an event log from one cluster with a mined model from another
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cluster, which will by definition deviate from one another (otherwise the traces would be in the same
cluster). In itself, this is not bad. However, since the cluster’s traces can show a lot of differences within
one cluster even already, it would make the comparison to another cluster’s process model troublesome,
because there would be a lot of deviations that occur few times, not leading to unambiguous conclusions.
The delta analysis work was later further developed by Esgin and Senkul (2011), who present a hybrid
quantitative approach to measure the similarity between the process models, based upon structural
similarity and behavioral similarity. Still, the output of the metric is measure between 0 and 1 on how
similar the models are. Moreover, the metric was not implemented.
9.1.4.2 Model comparison
Dijkman et al. (2009) argue that there are three types of model comparison: i) Text similarity: based on a
comparison of the labels that appear in the process models (task labels, event labels, etc.), using either
syntactic or semantic similarity metrics, or a combination of both. This is useful when comparing process
models that can have activities that have slightly different names or use synonyms, to explain the same
process; ii) Structural similarity: based on the topology of the process models seen as graphs, possibly
taking into account text similarity as well; iii) Behavioral similarity: based on the execution semantics of
process models, i.e. how process models are executed and what the resulting traces look like.
In the variant’s process models there is no ambiguity in a syntactical sense: if the activities are the same,
then the label is also exactly the same, making the first type of model comparison irrelevant here. The
second type of similarity, structural similarity, compares the topology of the process models. This is often
measured by an edit graph distance (inspired) measure (Dijkman et al., 2009). However, this metric
measures the distance between two models, expressed in some score between 0 and 1, depending on the
amount of graph change operations that are needed before aligning with the other model (cf. Van
Dongen, Dijkman and Mendling, 2008). Another example of systematic process model comparison is the
work of Montani, Leonardi, Quaglini, Cavallini and Micieli (2014). They modified an already existing
structural similarity metric (Dijkman, Dumas & García-Bañuelos, 2009) by exploiting domain knowledge,
process mining outputs and statistical temporal information, meant to make the metric more suited to
the medical domain. However, their work was implemented in a stand-alone Java tool, and reproducing
this work is out of scope here. What is more, is that the quest here is to find what these differences exactly
are, which is not expressed via these metrics. They only express how different the models are.
The same problem arises when the behavioral similarity (type iii) is assessed. Take for example the work
of Van der Aalst, Alves de Medeiros and Weijters (2006). The authors argue that most equivalence notions
result in a binary answer (i.e., two processes are equivalent or not), which is not useful because in reallife applications one needs to differentiate between slightly different models and completely different
models. To overcome this, rather than directly comparing two models, Van der Aalst et al. compare the
process models with respect to some typical behavior. Thereto, they introduce the concepts of fitness,
precision and recall, which are measures to express how well the behavior of a certain event log can be
replayed on a process model. Yet, the output is a score for behavioral precision and recall, but it does not
give an indication of where the discrepancies between the log behavior and the model are.
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9.1.4.3 Trace alignment
Trace alignment can be used to identify the discrepancy between two or more execution traces of a log
(Jagadeesh Chandra Bose & Van der Aalst, 2010). However, trace alignment only allows for alignment of
traces, and not for process models. This is not desirable because the aim here is to compare process
models that are a result of mining event logs with traces belonging to a particular cluster.
9.1.4.4 Alternatives
It is out of scope to develop a tool for this purpose. Other alternative ways to compare process models
that were not found in literature, but intuitively make sense are a frequency analysis, which compares the
frequency (and absence) of activities between cluster’s traces, and an domain expert opinion to take
context into account and compare the patients that are related to process executions behavior.
9.1.4.4 Conclusion
To come to conclusions, there appears to be no implemented technique in literature that automatically
discovers the differences between mined process models, and outputs these (rather than some
differentness measure). Therefore, the way to perform this task is by using visual inspection as suggested
by Van der Aalst (2005), and perform frequency analysis and include expert opinion.

9.2 Application of the imperative process discovery algorithm to the MVD case study
For the application of the found algorithms and comparison methods, an algorithm selection is performed,
together with a brief explanation for the tool selection. Moreover, an underpinning for the used
parameters is given. Then, results (in the form of imperative process models) from these decisions and
the case study data are presented, and compared.
9.2.1 Algorithm selection
For the case study, it is decided to use the heuristic-mining algorithm. The traces in the clusters are
expected to show a lot of variance, indicating that one should focus on the main process model, rather
than a high fitness score of the model. The tool Disco will be used, as the hospital is less familiar with
reading process models, so extra visual indications will add to the understandability of the model.
9.2.2 Parameter settings
The behavior of the clusters will be divergent. Although the traces within one cluster should have more
similarity between them than those of the whole event log, recall that there are still no two traces that
are exactly the same within the log and therefore within the clusters. Therefore, showing all behavior in
a cluster will still lead to a spaghetti model, which is not desirable. Disco’s standard setting is to set the
Activities slider to 100% (show all the activities that are encountered in the log), and set the Paths slider
to 0% (purely focus on the most common behavior). Since all activities would be shown, their input and
output arcs would also be shown, even when they do not belong to the main behavior. Therefore, the
Activities slider is set to 50%, in order to show only relevant activities and paths.
9.2.3 Results
The resulting process models are drawn in Figure 10 to Figure 14. Every model has an artificial start and
end point (green arrow at the top and red square at the bottom). The numbers within the activity squares
and on the arrows indicate how often the activity or transition took place in the cluster’s traces,
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respectively. Note that some transitions that were rare are not visualized, but the numbers are not
adjusted to the absence of these activities and transitions; they present the absolute frequencies.
However, it has to be noted that the activities that were too rare to display are not shown in the process
models, nor are their frequency numbers. These are traces that cannot be fully executed with the process
models due to their activities, but these activities are out of scope for this analysis, since they are too rare.
The models are analyzed from three perspectives: visual and frequency comparison and expert opinion.
For the third perspective, the process models were shown to a medical specialist, specialized in cardiothoracic surgery, who tried to give a possible description of the patients for each of the clusters, based on
the process models.
9.2.3.1 Visual comparison
Comparing the models in Figure 10 to Figure 14 on the next pages visually, there are numerous differences
that become visible. Among others, comparing clusters A and B, after the Pre-operative MDC there are
quite some patients in cluster A that skip the pre-operative ECG, pre-operative consult and pre-operative
screening, which is not the case for patients in cluster B. Moreover, there are quite some patients in
cluster B that skip the pre-operative IC step, which is not the case for patients in all the other clusters.
Why this is the case is not known. Pre-operative IC is an administrative activity: the patient is not sent to
the IC in reality (unless it is very urgent), but the bed is already ‘reserved’ for the patient in the information
system. Something else that is quite remarkable, is that the process model of cluster C shows the activity
pre-operative CT, and the activity occurs quite often: on average 2.64 times per patient. Only the process
model of cluster E has this activity also. However, although there are a lot of differences that can be
spotted, most of these differences are not very insightful, because they only consider few patients, not
allowing for concrete conclusions drawn from these models. On the other hand, striking differences that
can be spotted in these process models hardly get any meaning, because the medical implications or
reasons for these situations are not understood by the researcher.
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Figure 10 Process model cluster A

Figure 11 Process model cluster B
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Figure 12 Process model cluster C

Figure 13 Process model cluster D
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Figure 14 Process model cluster E
Table 11 Frequency per patient for all clusters, colored darker for a higher value in each row

Activity name
Pre-operative MDC
Pre-operative ECG
Pre-operative Consult
Pre-operative Screening
Pre-operative Hospitalization
Pre-operative X-ray
Pre-operative IC
Pre-operative CT
Pre-operative External Imaging
Pre-operative CAG
Surgery
Post-operative IC
Post-operative ECG
Post-operative Consult
Post-operative X-ray
Post-operative Echo TTE
Total number of activities

Cluster A

Cluster B

Cluster C

Cluster D

Cluster E

0.94
0.63
0.86
0.53
1.02
0.88
0.90
0.00
0.00
0.00
1.08
1.12
0.73
0.16
1.14
0.92
10.91

1.48
1.19
1.86
0.90
1.05
1.05
0.62
0.00
0.00
0.00
1.05
1.48
0.33
0.00
1.48
0.71
13.20

1.45
1.27
2.45
1.00
1.00
1.18
0.91
2.64
0.00
0.00
1.00
1.00
0.00
0.00
1.18
1.18
16.26

1.36
1.00
1.82
0.55
1.00
0.73
0.91
0.00
0.00
0.00
1.00
0.91
0.00
0.00
1.00
0.55
10.83

1.70
0.00
0.70
0.40
1.00
0.80
0.50
1.00
0.50
0.30
1.10
1.60
0.00
0.00
1.70
0.70
12.00
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9.2.3.2 Frequency comparison
In the frequency of occurrence for the activities that can be found in process models are stated, see Table
11. The count of the activities present in the process models are divided over the number of traces (i.e.
patients), to find the average number of times an activities was performed for a patient in a certain cluster.
This leads to non-trivial insights. The most distinct insights are:
1.
2.
3.
4.
5.

patients with post-operative ECGs or consults are generally cluster A patients;
cluster C patients have clearly more pre-operative CTs and consults than other cluster patients;
cluster E patients never have an pre-operative ECG;
patients with pre-operative external imaging or CAGs are in cluster E;
patients in cluster E have the most activities in their treatment process.

9.2.3.3 Expert opinion
Cluster A (Figure 10) could be patients who are referred to the hospital from other hospitals in the region,
who have to wait for their surgery. The expert explains that this might explain why some patients ‘skip’
the pre-operative MDC (multi-disciplinary consult without patient): in reality the patients were discussed
a long time ago, such that the trajectory of that MDC is not within the scope of the dataset. They wait at
home for their surgery, and when it is their time, they start immediately with a pre-operative ECG. The
data confirms that more than 90% of the patients in this cluster are referred from another hospital. The
loop between pre-operative hospitalization and x-ray might come from the previous x-ray being outdated,
due to the waiting process. Given that these patient are waiting throughout their process they must have
urgency level ‘elective’, or they might have gotten the urgency level ‘urgent’ during the process, to speed
things up. Indeed, 94% of the patients was at the time of surgery denoted as ‘elective’ or ‘urgent’.
Cluster B patients (Figure 11) are expected to be patients that have a history at the pulmonologist
according to the expert. These patients often get an extra consult to rule out any other lung pathologies
that must be known as part of the pre assessment of the patient. This also explains the loop with the preoperative x-ray: x-rays are often used by the specialists to assess the lungs, and possible unexpected
outcomes will be shared with the patient in a consult. However, the dataset does not contain information
about whether a patient has a history at the pulmonologist, so this cannot be confirmed with the data.
Cluster C (Figure 12) shows a lot of pre-operative CT scans. CT scans are made to check what the best way
of entering the heart is when the required interventions allow for surgery via a catheter (entering the
heart via the vessels), or via the side of the chest (called minimal invasive). Such interventions could be
placing a mitraclip or mitral valve plasty for supporting the mitral valve. Advantages of such techniques
over the classical method of completely opening the sternum are reduced morbidity and hospital stay
(Rajiah & Schoenhagen, 2013). Looking at the data, all patients in cluster C indeed got a mitral valve plasty.
Cluster D (Figure 13) shows few unexpected behavior: it appears to be a normal (happy flow) process. The
medical specialist was not able to characterize this cluster of patients, based on their process executions.
Cluster E (Figure 14) concerns patients that are similar to patients in cluster A: referred patients that wait
for surgery and ‘loop’ multiple times in the first part of the pre-operative process. However, they seem to
differ from cluster A patients in a sense that these patients lack part of their medical imaging when these
48

patients are referred to the academic hospital. In such cases, the patient could be sent back to the
referring hospital to supplement these imagery, leading to repetitions of the MDC activity. The data
confirms that each of the patients in cluster E are patients that are referred from other hospitals.
9.2.4 Conclusion
The three types of comparison lead to different conclusions, some of them reinforcing others. The ones
that are strengthened by each other are the following conclusions.
1. There are quite some patients in cluster A that skip the pre-operative ECG, pre-operative consult
and pre-operative screening (visual comparison). This could be patients who are referred to the
hospital from other hospitals in the region, who have to wait for their surgery (expert
comparison). therefore, this execution of the process is not concerning.
2. The process model of cluster C shows the activity pre-operative CT very often (visual comparison),
indeed more than in other clusters (frequency comparison), which might be explained by the
required interventions of these patients that are minimal invasive or transcatheter interventions.
It is interesting to see that the process of this -rather new- intervention technique appears to run
quite smoothly: the process is by far the most structured model.
3. cluster E patients never have pre-operative ECGs, but bring other pre-operative external imaging
(frequency comparison) which probably relates to the fact that they are referred from other
hospitals who should do pre-operative ECGs and other medical imagery (expert comparison).
Again, this execution of the process is not concerning.
These insights are the first part of the output of the process mining action, called determine variant
differences in the method that was proposed earlier. The second part will come from declarative process
model analysis.
9.2.5 Evaluation
It can be stated that it is quite difficult to compare these process models visually: only cluster C has rather
strict behavior, but for the other models there not a clear happy flow that is followed by the majority of
the patients. This makes comparison difficult. Especially since it is known that the pre-surgery does not
have a strict order for the activities: the order of medical imaging activities for example is relatively
arbitrarily. This introduces loops in most of the process models, which do not really useful insights.
Besides, striking differences that can be spotted in these process models do not have any meaning to the
researcher, because the medical implications or reasons for these situations are not understood, leaving
useless insights. Moreover, in the frequency analysis, there were few outspoken conclusions that could
be drawn that always held. Note that one even needs to take into account that not all behavior was
analyzed, only the most frequent behavior in every cluster. With respect to the expert opinion: this is
perceived to be very helpful. A medical can bring more medical background and experience to the table.
Most importantly, implication of the presence of activities (such as CT-scans) and the match between
what the specialist sees in practice (patient volumes have a type of surgery, or being referred) and the
patterns that are shown in the process models are valuable. However, future research could definitely
add to this understanding by developing a method to pinpoint differences in process models, rather than
a score or distance measure on how different the models are.
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9.3 Declarative process models
Declarative approaches only depict the behavioral constraints under which a process instance can unfold
in its execution: the process can be executed in all possible ways as long as these constraints are
respected, the process instance is considered as valid (Maggi, Mooij & Van der Aalst, 2011). Declarative
process models therefore allow for more flexibility and are more suitable for describing healthcare
processes that are highly unpredictable and unstable (Rovani, Maggi, De Leoni & Van der Aalst, 2015).
9.3.1 Declarative languages
For discovering declarative process models, the variety of algorithms and tools is much smaller than that
of imperative process models. Declarative languages like ConDec (Pesic, Schonenberg, & Van Der Aalst,
2007; Pesic & Van der Aalst, 2006), Dynamic Condition Response (DCR) graphs (Hildebrandt, Mukkamala,
Slaats & Zanitti, 2013) or Declarative Process Intermediate Language (DPIL) (Zeising, Schönig, & Jablonski,
2014) can be used to represent these models. Another language can be found within the framework called
Enterprise Modeling using Business Rules, Agents, Activities, Concepts and Events (EM-BrA2CE). However,
the framework does not include a graphical representation so it is not discussed further here. The ConDec
language is nowadays referred to as ‘Declare’ in literature, and used interchangeably (Westergaard, 2011).
As an illustration, this language will be discussed more in-depth here. Other languages are similar in terms
of structure and often also in terms of semantics (Schönig & Jablonski, 2016). The explanation is largely
adopted from the work of Montali (2010) and that of Van der Aalst & Pesic (2006).
9.3.1.1 Declare
Declare is a constraint-based and declarative language. Declare models are open: activities can be freely
executed, unless they are subject to constraints. This choice has a twofold impact. First, a declare model
typically accommodates many possible executions, improving flexibility. Second, the language provides
abstractions to explicitly capture not only what is required, but also what is forbidden, i.e., negative
business constraints. In this way, the set of possible executions does not need to be expressed
extensionally and models remain compact: models specify the desired and undesired events, leaving
unconstrained all the courses of interaction that are neither desired nor undesired. Declare constraints
are grouped into four types of constraints (called ‘templates’):
Existence constraints: unary cardinality constraints expressing how many times an activity can or must be
executed during the execution of the process;
Relation constraints: binary constraints which impose the presence of a certain activity when some other
activity is performed, possibly imposing also constraints of the order between them;
Negation constraints: the negative version of relation constraints, and are employed to explicitly forbid
the execution of a certain activity when some other activity is performed;
Choice constraints: n-ary constraints expressing the need of executing some activities belonging to a set
of possible choices, independently of the other constraints.
An example of a simple declarative model is shown in Figure 15. It shows four existence templates,
considering the number of times an activity is executed, and three relation constraints (of which one is a
negative constraint, i.e. a negation constraint), considering the number of times an activity is executed in
combination with another activity. The process shown in Figure 15 can be executed in any order of A, B,
C and D, as long as it adheres to the seven constraints that are drawn as arcs and numbers.
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Figure 15 Example of simple Declare model with explanation of constraints (adopted from Van der Aalst & Pesic, 2006)

Note that the relation constraints show different levels of strictness with respect to the ordering: the
constraint between C and D says something about the presence of activities, but the response constraint
between A and B also says something about the order of the activities: A is always eventually followed by
B. The alternate response constraint (not shown in Figure 15) is even stronger: after executing A, B should
always be executed before A is executed again. If the later would be the case, a slightly different graphical
notation is used. See Figure 16a. One degree stronger is also possible: chain response (see Figure 16b). In
chain response an execution of A should always directly be followed by an execution of B.

Figure 16a Declare template Alternate response

Figure 16b Declare template Chain response

For all types of relational response constraints, there are similar constraints for in the form of relational
precedence constraints (“every execution of B is preceded by an execution of A”) and relational succession
constraints (“every execution of A is followed by an execution of B and vice versa”). Moreover, for every
constraint that is discussed so far, there are the negation constraints as mentioned earlier. Finally, there
are choice constraints that describe the execution of n out of m activities, denoted with a diamond
between the activities.
9.3.2 Declarative mining algorithms and tools
One of the first built tools to automatically discover such declarative models from an event log was the
Test Driven Modeling Suite (TDMS), implemented in the Cheetah Experimental Platform (CEP) (Zugal,
Pinggera & Weber, 2011). However, the implementation is not publicly available. Similarly, Schönig,
Rogge-Solti, Cabanillas, Jablonski and Mendling (2016) introduced a declarative mining approach that
works on event data that is stored in relational databases by querying the log with conventional SQL,
called SQLMiner. The approach is not implemented to a (user-friendly) programming-free tool.
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Tools that are publicly available and implemented in the ProM Framework are DeclareMiner (Maggi et al.,
2011), MINERful (Di Ciccio, Schouten, De Leoni & Mendling, 2015) and UnconstrainedMiner (Westergaard,
Stahl, & Reijers, 2013). These implementations merely focus on control-flow and data. From these two,
the MINERful approach has shown to be the most efficient algorithm to discover control-flow constraints
using the Declare language (Schönig, Cabanillas, Jablonski & Mendling, 2015). According to Westergaard
et al. (2013), UnconstrainedMiner ties in terms of speed with the MINERful++ algorithm (which is
employed in the MINERful approach in ProM), even though it mines more and more complex constraints.
Contrary to the ProM implementations, the resource-aware DPILMiner focusses more on an organizational perspective (Schönig et al., 2015). They authors wrote the DpilMiner application to implement their
work, connected to the DPIL Framework (Schönig & Zeising, 2015).
Given the information above, the selection of a declarative process mining tool can be brought down to
selecting one of the following three implementations: UnconstrainedMiner (Westergaard et al., 2013),
MINERful (Di Ciccio et al., 2015) or DPILMiner (Schönig et al., 2015). Other approaches are not
implemented, not available or not programming-free. Note that the latter requirement adheres to the
user of this method, which is a healthcare manager, not an IT-specialist or computer scientist. Comparing
the UnconstrainedMiner and the MINERful tools, they differ in a sense that the latter one has been used
far more in benchmarks (among others for comparing some of the earlier mentioned tools, stating that
the MINERful tool is the status quo) and it is implemented in a later version of ProM than the
UnconstrainedMiner. Therefore, the MINERful plugin would be preferred over the UnconstrainedMiner.
To come to conclusions: depending on the desired perspective (control-flow and data versus resources)
one can select the MINERful plugin or the DPILMiner, respectively.
9.3.3 Declarative process model comparison
No academic work of comparing two declarative process models was found in literature. Therefore, a
method for comparing these process models is developed here. Since reading the declarative process
models with respect to execution order is less intuitive compared to imperative process models (Fahland
et al., 2009; Pichler et al., 2012), the constraints can also be summarized in a table for comparison. Some
constraints will be trivial, for example: healthcare processes are often processes with a pre surgery part,
a surgery and a post surgery part. That all pre surgery activities will take place before surgery and before
post surgery activities (and vice versa) is common sense, so such constraints might be filtered out in order
to create a more comprehensible overview of constraints that describe the process execution. Then, these
sets of constraints can be compared in a number of ways.
First of all, the number of constraints that are present for different declare process models says something
about the rigidness of the execution of the process: if there are a lot of constraints, it means the process
execution should fulfill a lot of constraints, impeding a lot of potential process executions. Therefore, a
declarative process model with a lot of constraints will show a simple complementary imperative process
model, since only few behaviors are allowed. Secondly, the table of constraint does not only allow for
comparison of the number of constraints of each model, it enables the user to spot differences in the set
of constraints that is present for each declarative model. Thirdly, there can be differences in the strength
of the constraints, for example a response constraint versus an alternate response, or a chain response.
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9.4 Application of the declarative process discovery algorithm to the MVD case study
In this section the theory that was discussed in Section 9.3 will be applied to the running case study: mitral
valve disease. An algorithm is selected and the used parameter settings will be discussed. Then, the results
will be presented and a discussion of the results will be given. Finally, an evaluation of the use of the
algorithms and techniques will be given.
9.4.1 Algorithm selection
For the example case with mitral valve disease patients, it is decided to use MINERful implementation
rather than the DPILMiner, since the process models that will be discovered here should focus on a
control-flow perspective (and not on an organizational perspective). Recall that the aim is to find
(differences between) process models of process execution between clusters.
9.4.2 Parameter settings
The MINERful ProM plugin has four parameter settings: Support, Confidence and Interest factor which are
all values between 0 and 1, and the Skip Negative Constrains checkbox. Support is the number of
fulfilments divided by either (i) the number of traces in the log, in the case of existence constraints like
Init(a), or (ii) the number of occurrences of the activations (in the case of relation constraints like
Response(b, c)). Confidence is the product of the support and the fraction of traces in the log where either
(i) the constrained activity occurs (existence constraints), or (ii) the activation occurs (relation constraints).
Interest Factor is the product of confidence and the fraction of traces in the log where either (i) the
constrained activity occurs (existence constraints), or (ii) the target occurs (relation constraints). Negative
Constraints can be skipped when the process is characterized by parts with a rigid structure. In that case
the discovered model may blow up in term of presence of negative constraints. Therefore, analysts are
provided with an option to not considering negative constraints, thus increasing the readability of the
discovered models.
For this case study the support parameter was set at default value of 0.95, because a high degree of
certainty is required (if the constraint is triggered, how often is it fulfilled?). The confidence parameter is
set to 0.85 for the following reason: if it would be set to 0.95, it would mean that for every trace in the
cluster the constraint has to occur. This will rarely be the case however, so one deviating trace is accepted.
The confidence should be the product of the support, multiplied by the ration of the number of traces in
the cluster minus 1, divided by the number of traces in the cluster. Clusters D and E hold the lowest
number of traces, i.e. 10, so the confidence for all clusters is set to 0.95 * (10-1)/10 = 0.855, rounded
down to 0.85. The interest factor is left at the default value of 0.25, since this is irrelevant for the matter,
and will not influence the outcomes. Finally, the skip negative constraints checkbox is checked, again in
line with the default setting. This is done because the number of constraints would drastically increase in
case it would be turned off (i.e. negative constraints would also be outputted).
9.4.3 Results
Mining each cluster of cases results in five different declarative process models. The process model for
cluster A is shown in Figure 17 as an illustration. In Figure 17 the relevant constraints are also highlighted.
What ‘relevant’ entails and what that means is discussed next. The other four declarative process models
can be found in Appendix IV.
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Figure 17 Declarative process model for cluster A with highlighted relevant constraints

As proposed in Section 9.3.3, the relevant constraints are summarized in Table 12 and 13. The trivial (i.e.
non-relevant) constraints are left out: this means that the order constraints between pre-operative
activities and the surgery, between pre-operative activities and post-operative activities, and between
surgery and post-operative activities are left out. In other words, with respect to relational constraints,
only constraints within the pre-operative process part and within the post-operative process part are
considered. The constraints are ordered by their template types (second column): these are existence,
absence, co-existence, responded existence, response, precedence, succession and alternate precedence.
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Pre-operative MDC
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Pre-operative ECG
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Pre-operative Consult
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Pre-operative X-ray
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Table 12 Present declarative constraints per cluster, ordered per template (continues next page)
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1..*: X
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always at
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●

Pre-operative IC

●

Pre-operative Hospitalization

●

●
●

Surgery

●

Pre-operative Screening

●

●

0..1: X
happens
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most once
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28

Response Responded
existence
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23
24
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26
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Co-existence

Table 13 Present declarative constraints per cluster, ordered per template (continued)
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Pre-operative IC

Pre-operative Hospitalization
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Pre-operative IC

Pre-operative CAG

Pre-operative Screening

Pre-operative MDC
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Pre-operative Screening
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Pre-operative MDC

●

Pre-operative Hospitalization

Pre-operative Consult

●

Pre-operative Screening

Pre-operative Hospitalization

●

32
33
34
35
36
37
38

41
42
43
44
45
46

Succession

31

Alternate precedence
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Pre-operative MDC
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●
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●
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●
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●
●

When X is
executed, it
has to be
preceded by Y
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9.4.3.1 Existence and absence constraints
With respect to existence and absence of the surgery activity, it becomes clear that patients in clusters A,
B, D and E have at least one surgery, but might have more surgeries, whereas patients in cluster C have
at most one surgery, i.e. no double surgeries within their treatments. In this case it will always mean that
the patient has exactly one surgery, because every patient in the dataset has at least one surgery6. It
implies that all other clusters hold patients that underwent a second surgery, which is remarkable.
Another interesting insight on the top part of the table is that clusters D and E show not a single existence
(or absence) constraint except for the presence of a surgery. In other words, there is not a single activity
that is executed in at least 90% of the traces in these clusters. So even within these clusters, there is still
a high degree of variability among the traces. Recall from the imperative process model comparison
(Section 9.2.3.3). that patients from cluster E were expected to be referred patients who already got
medical imaging in their referring hospital, which can explain part of the variability. Furthermore, it is
striking that only cluster B holds patients that always got an X-ray after surgery, although this is standard
procedure. Patients do get X-rays right after surgery to see and check the development of undesired
conditions (these are not taken into account here), but they should also get a two-directional X-ray before
they leave the hospital, which is not reflected by the declarative process models. It is not known why
these X-rays are not shown in the declarative model: it might be a lack of registration, or some patients
indeed do not get an X-before they leave the hospital. The latter could be the case when the patient is
sent back to the referring hospital to be taken care of after surgery (so he is not discharged from the
referring hospital yet). In such a scenario, the X-ray will not be found in the data set.
9.4.3.2 Co- and responded existence
With respect to the co-existence constraints, there are two clear patterns. First, it holds that for cluster B
patients the three activities pre-operative consult, X-ray and hospitalization are either all executed, or
none of them is executed. In this case, these three are all executed (at least once), because the existence
constraints show that each of these activities is executed in each trace at least once. Second, the coexistence constraints for cluster C show that the activities pre-operative X-ray consult, ECG, MDC,
screening and hospitalization are either executed all together (in any order), or none of them is executed.
Again, since there are multiple existence constraints for this set of activities, all the mentioned activities
will be executed at least once for each patient. Remarkably, these are all constraints between preoperative activities, and no post-operative activities. This suggests that there is more structure in the preoperative phase compared to the post-operative phase. Finally, there is one post-operative co-existence
constraint in cluster B between the X-ray activity and IC.
Regarding the responded existence constraint (“if A is executed, B is also executed at some point, before
or after A”), the responded existence of pre-operative MDC and pre-operative IC only holds for cluster D
patients. In practice, it means that if patients are discussed during a multidisciplinary consult (between
several different specialists), the patient will also be admitted to the IC before surgery, which is done to
prepare the patient for surgery, not because it’s state is critical. It is notable that this only holds for cluster
6

Note that the MINERful plugin does not use the so-called exactly_n template. If it would use those templates, an
“exactly 1” constraint would have been more appropriately here.
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D patients, since one would expect that this relation would occur more often, given that a pre-operative
MDC and a pre-operative IC admission are relatively standard.
9.4.3.3 Relational constraints
Looking at the bottom four sections of Table 13 – describing the response, precedence, succession and
alternate precedence constraints – there are three patterns visible. One in the precedence constraints,
one in the set of succession constraints, and one in the alternate precedence constraint set.
First, in the precedence constraints part, it becomes clear that for the post-operative process part in
cluster A the occurrence of an Echo TTE, X-ray and ECG are always preceded by an IC admittance. Actually,
this is not surprising at all: going to the IC after surgery is more or less standard procedure, so all medical
imaging that follows after a surgery will be preceded by an IC admittance. Why such constraints are
missing for other clusters can be explained by the parameter settings: only constraints that are triggered
(and satisfied) in at least 90% of the traces in the cluster are taken into account. This means that for the
smaller clusters (C, D and E) such constraints will not appear in Table 13 when there are at least two traces
that do not trigger or satisfy the triggered constraint.
The second pattern can be found among the succession constraints: all these constraints belong to cluster
C. The constraints state that if the patient is discussed in an MDC, they have to undergo an x-ray, preoperative screening and hospitalization (after the MDC). This can be explained by the fact that only
patients who actually underwent surgery for their mitral valve disease are taken into account in the
dataset, so patients who did not underwent surgery are excluded. Ultimately, there is not really a nontrivial insight that can be gained from these constraints, except for the fact that these patients are
apparently only x-rayed after they were discussed in the MDC (but before surgery). Seemingly, the
decisions on whether or not to suggest surgery and what kind of surgery, which is discussed during an
MDC, do not depend on the x-ray. This was confirmed by the medical specialist, who explained that an xray is standard procedure before surgery to check for patient conditions such as an enlarged heart muscle,
partly dysfunctional heart, or other heart, lung or bone related peculiarities that should be taken into
account during surgery. Yet, given that the hospital uses this as a standard procedure, it is surprising that
only cluster C is found to have an existence constraint with respect to this activity (number 2 in Table 12).
Possible explanations are either referred patients that already had a recent x-ray in their referring hospital
that is reused, or the expectation that an x-ray would not lead to any additional insights, like stated in the
recent work of Baimatova and Singh (2017), who say that a procedural pre-operative x-ray for cardiac
surgery is “outdated and providing little useful additive information”. The latter would however be in
conflict with procedures, and the work of Baimatova and Singh focusses on cardiac surgery which only
partly overlaps with the field of cardiothoracic surgery, so this is unlikely.
The third pattern is in the alternate precedence constraints: there are eight constraints of which six
describe the order of events for cluster C patients. The six constraints for cluster C enforce that if the
patient got a pre-operative screening or pre-operative IC admittance, the patients has been hospitalized
before, and therefore the patient got an ECG and a consult and was discussed in an MDC before
hospitalization. One can state there is more structure in cluster C than in other clusters.
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9.4.4 Conclusion
To recap the declarative process model comparison effort, the following statements can be made:
1. Patients in cluster C only have one surgery. Recall from the imperative model comparison that this
cluster concerns patients with a minimally invasive procedure, which is associated with lower risks for
the patients. These two things could be related to each other, implying that minimally invasive surgery
relates to fewer re-surgeries. However, this cannot be confirmed by the few amount of cases that is
available in the dataset of this case study.
2. Traces in clusters D and E show a high variability with respect to their set of activities, which is can be
confirmed by the imperative process models which allow for a lot of different behavior. This might
partly be explained by the cluster E patients who are referred from another hospital, and do not have
a given set of pre-surgery medical imaging documents with them when they are referred.
3. There is more structure in the pre-operative sub process than in the post-operative sub process, which
confirms what was already known: the pre-surgery does not have a strict order for the activities.
4. Patients in cluster C always get an pre-operative X-ray because they are suspected of heart, lung or
bone related peculiarities that should be taken into account during surgery.
5. There is more structure in cluster C than in other clusters. This is in line with the fact that the
imperative process model of this cluster is very simplistic, allowing for few behavior.
9.4.5 Evaluation
Comparing these to the findings in the imperative process discovery effort, one can see some overlap
between the imperative and declarative process models, especially with respect to the similarity of the
traces. For example, cluster C shows a simple imperative process models, but a declarative with a lot of
constraints, as would be expected. However, true connections between the models can hardly be made,
these remain suggestions.
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10 Legitimacy of variants using driver classification and value-based healthcare
As explained earlier, the outcomes of the second
and third process step provide the input for the
fourth and final action of the method: Determine
variant legitimacy, see Figure 18. This is also questioned in the sixth research question: Given the
drivers, how can be determined whether the
identified variants are legitimate or not? The work
of Porter & Teisberg (2006) on value-based healthcare is also used for this action. In short, variants
which have differences in treatment processes
(action 3) that are based on drivers (action 2) that
are not desirable (e.g. treating doctor, referring
hospital, etc.), are tested to see whether they lead
to worse patient outcomes per euro that is spent.
This should lead to the conclusion whether a
process variant should be retained or reduced. The Figure 18 Action 4 of the method: Determine variant legitimacy
confrontation of variation drivers and variant process differences is discusses in Section 10.1. Then in
Section 10.2, value-based healthcare analysis is discussed. Finally, this will be applied to the case study.

10.1 Variant drivers and variant differences
The identified variant drivers (Chapter 8) and differences (Chapter 9) form the input for confrontation of
variation drivers and variant differences. Inputs from the previous two actions can be used in two ways:
A. First determining which variants have undesired drivers and then check what the relevant differences
are between the variant’s process model(s) with undesired drivers and the rest of the process models;
B. First determining which relevant differences there are between variant’s process models and then
check whether they have undesired drivers. This might sound inefficient, but even when all drivers
are perfectly sound in terms of desirability, understanding why there are notable differences between
variants also increases understanding of the way patients are treated, which can be valuable in itself.
For both ways, the variant drivers that were identified in action 2 of the method should be assessed on
whether these drivers are desirable drivers. In order to do so, one can first classify the drivers according
to the framework that was drawn in Chapter 6. To recap, variant drivers can be categorized into five
groups, which are operational (how), product/service (what), customer (who), market (where) and time
(when), of which the latter two can be discarded because they are not relevant for healthcare as discussed
in Section 6.4. Only product/service and customer drivers are always desired variant drivers according to
the medical expert, because they form an ‘external influence’ on the treatment path; i.e. these are factors
that are given and cannot (easily) be changed by medical professionals, and the treatment should always
adapt to such drivers. However, operational drivers might be desired, but could also be undesired. In
general, to determine whether the operational driver is desirable, one should answer the question: “are
differences in treatment paths of patients with similar conditions caused by this driver desirable?” The
answer of a desirable driver should always be “yes, because it is in the interest of the patient.”
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Still, in some cases it is impossible to state whether the operational driver is desired or undesired. For
example: the perfusion time during surgery is known to be related to health outcomes of patients such as
morbidity and mortality (Salis et al., 2008). Patients that had a higher perfusion time probably therefore
have a different post surgery treatment path. However, it is not known from the data why a patient has a
higher perfusion time: this could be the result of not one but multiple interventions, but could also be the
result of complications or less experienced surgeons, or educational activities during surgeries, as
discussed earlier in Section 8.3.3. It is unknown whether the higher perfusion time is a due to a
product/service variation (multiple interventions, in the interest of the patient) or an operational variation
(complication or teaching, not necessarily in the interest of the patient) and if the variation triggered by
the driver is desirable or not.

10.2 Value-based healthcare
Once variant process differences that result from undesirable variant drivers are identified, one should
test if these differences actually lead to a worse outcome in terms of value-based healthcare. The valuebased healthcare paradigm was briefly discussed in the introductory chapter. It will be discussed more indepth first, before explaining how it can be used in this setting.
10.2.1 Strategies
In 2007, Porter and Teisberg publish an article that answers the following question: “If one were to design
a system focused on value and on rewarding innovation that advances medicine, what would that system
look like?” (Porter & Teisberg, 2007, p. 1103). They argue that the healthcare system has the wrong kind
of competition, and should be reformed. The healthcare’s dysfunctional competition is zero sum: one
player’s win is another’s loss. Physicians, hospitals and in health plans costs are ‘reduced’ by shifting them
to others. Each player in the system gains not by increasing patient value, but by taking value away from
someone else. Porter and Teisberg state that competition should be based on value, rather than on costs.
When competition is based on value, industry participants focus on enhancing the quality of their
products and services and the efficiency with which they are produced. Competition over value (quality
outcomes per dollar spent) would produce multiple winners: patients would get better care, physicians
would be rewarded for excellence, and costs borne by health plans and society would be contained.
In their answer to the earlier posed question, they define three main strategies to change the future of
healthcare: (1) The goal must be value for patients, (2) Medical practice should be organized around
medical conditions and care processes and (3) Results, i.e. risk-adjusted outcomes and costs, must be
measured and followed up. Value for patients would be the only goal that aligns the interests of patients,
physicians, health plans, employers, and government. To make dramatic progress in improving value,
health care delivery needs to be restructured. For patients, their medical condition is what matters.
Organizing care around medical conditions, rather than specialties or procedures, is therefore key to
improving value to patients. Effective care for a medical condition usually requires the combined and
coordinated efforts of multiple physicians and other health professionals.
10.2.2 Measuring value
Value is measured by quality of outcome, divided by the costs of achieving that quality, which are both
required data to perform this analysis. Quality of outcome is expressed in five different aspects: patient
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outcomes, service satisfaction, overall medical satisfaction, medical complications and surgery complications. If these outcomes and the costs of activities for a patient group that belongs to a certain treatment
variant can be measured, one can compare the added value per euro spent from one variant to another
in a quantitative manner, i.e. it can be tested whether treatment variants with undesirable variant drivers
actually perform worse in terms of quality than process variants with desirable variant drivers.

10.3 Application of the legitimacy test to the MVD case study
To test the legitimacy, the first strategy described in Section 10.2.1 (i.e. first identifying undesired variant
drivers and then check for variant process differences) will be applied here. In the next section the
undesired variant drivers are identified. Then, the differences in process models are discussed. Finally, the
clusters with undesired variant drivers will be scrutinized with respect to the costs that are made and
outcomes that are achieved for patients in these clusters.
10.3.1 Assessing desirability of variant drivers
To assess the desirability of the elicited variant drivers, it should be questioned whether the drivers can
be labeled as product/service or customer drivers, or as one of the other categories. The labeling of the
drivers is not a straightforward process. In order to identify whether a driver is a product/process driver,
or an operational driver, the definition of a product must be known. In Section 6.4.2 it was described that
the definition for a service is the definition that is also used for the financial administration of the hospital.
It is based on the DBC classification for all the care that is provided in Dutch hospitals. The DBC
classification classifies all care products, consisting of diagnosis and treatment. For patients that are
studied in this case study, the following product categories are defined, based on the weight of the
intervention: 1 intervention, no CABG; 2 interventions, 3 interventions; 4 or more interventions.
Therefore, every driver that can be linked to the determination of the DBC product that is delivered, is
identified as a product/service driver. Such drivers are binary variables indicating a planned intervention,
e.g. “aortic valve surgery”. Also, every driver as a result of the treatment process that is not a
product/service driver, should be an operational driver, as it refers to how the product is delivered. Finally,
drivers that relate to the patients and their medical history are customer drivers. See Table 14 for all
drivers that appeared as a condition in one or more rules describing the clusters (in alphabetic order),
classified as a driver type. Expert opinion was used in some cases to determine the type of driver.
10.3.1.1 Undesired drivers
In Table 14 there is one driver that is classified as undesired driver: Post-operative use of aspirin/
anticoagulant. This driver describes to some extend when a case is in cluster A. It is classified as undesired
here because the use of aspirin/anticoagulant is a standard procedure after surgery. The fact that there
are cases where this is not used (i.e. cases that are not in cluster A) in itself is undesirable, so this is an
undesired driver of variation. Anticoagulant therapy is one of the cornerstones to prevent complications
after valvular heart surgery (Head, Bogers & Kappetein, 2011). It is unknown why there are patients (more
than 11% of the population) that are not treated with aspirin or anticoagulant after surgery. However, it
does not help much to identify illegitimate treatment paths, since the SD rule that uses the driver states
that patients in cluster A do get anticoagulants, and it is not known how the cases who do not get
anticoagulant are distributed over other clusters and the group of discarded cases.
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Table 14 Classification and frequency of drivers that were used as a condition in one or more of the rules and clusters

Driver (condition in rule)
Additive Euroscore
AVR (Aortic Valve Replacement)
Diagnosis 3
Active endocarditis
Aortic valve surgery
Aortic valve implant
Cardiac re-operation
Chronic lung disease
ECC (Extracorporeal circulation) cannulation
Earlier valve surgery
No complication
Readmission at IC/PACU
Post-operative use of aspirin/anticoagulant
Pulmonary hypertension
Rhythm problems
Serum creatinine level
Urgency
Length of stay IC/PACU
Aortic clamping time
BHN Patient category
Lowest temperature during surgery
Perfusion duration

Cluster
A B C D E Driver category
1

5 4 Customer
1
Product/service
1
Customer
1
Customer
1
Product/service
1
Product/service
1 Operational
1
Customer
1
Operational
1
Customer
3 Operational
1
Operational
4
Operational
4
Customer
1
Customer
5 2
2 Customer
5
Customer
1
Operational
1 1
5
Product/service or operational
1
Product/service
1
3 Product/service or operational
1 1
2 Operational

Desirability
Desirable
Desirable
Desirable
Desirable
Desirable
Desirable
Desirable
Desirable
Unknown
Desirable
Desirable
Desirable
Undesirable
Desirable
Desirable
Desirable
Desirable
Unknown
Unknown
Desirable
Unknown
Unknown

10.3.1.2 Unclassifiable drivers
There are also five drivers of which the desirability cannot be determined: ECC Cannulation, Length of
stay IC/PACU, Aortic clamping time, Lowest temperature during surgery and Perfusion duration. These
are all drivers, that to some extend explain why a case is (not) in cluster A, B, C, D or E (3, 3, 1, 5 and 5
times outputted as a driver, respectively). ECC cannulation is the technique that is used to connect the
patient to the heart-lung machine. This could be the classical method, the ‘left-left bypass’ method, or
other non-conventional methods (besides not employing the heart-lung machine at all). These nonconventional methods are employed for minimally-invasive surgeries. Minimally-invasive techniques are
still relatively new, and are therefore classified as ‘other non-conventional methods’ in registrations. This
occurs relatively often in academic hospitals, for the sake of medical science and progression of treatment
quality. Reasons for a minimally-invasive procedure can be related to the status of the patients (age,
vitality, etc.), the required interventions (only one required intervention) and the probability that a
reoperation is necessary within ten years. A reason for using the classical method is because the surgeon
prefers such a method because he is more experienced in this type of cannulation. With these different
explanations, it is not known whether the variation in treatment processes due to the variation in ECC
cannulation types is desirable. The same holds for the length of stay in the IC or PACU: the variation in
length of stay at the IC or PACU might be explained by the needs and speed of recovery or patients, or by
the bed availability of the ward in the hospital or referring hospital. A fully occupied ward might result in
a delay in the transfer of patients from the IC to the ward. This could also work the other way around:
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something the hospital is forced to transfer patients from the IC to the ward because of incoming patients
at the IC who are in a bigger need of intensive care. The latter could lead to a worse recovery of the patient
who was, transferred to the ward. The aortic clamping time was discussed before in Section 8.2.3: the
duration of clamping the aortic is negatively related to the renal function (Wahlberg, DiMuzio & Stoney,
2002), and depends on the experience of the surgeon, the number of interventions that have to take place
and whether or not complications or educational activities occur during surgery. It is not known what
causes higher clamping times so the driver cannot be classified as desired or undesired. For the lowest
temperature during surgery and the perfusion time the same story holds: their durations are negatively
related to the risks and outcomes of the patients, but higher durations can be explained with the same
reasons for those of aortic clamping time and therefore cannot be classified as desired or undesired.
Since clusters D and E relatively have the most drivers in their subgroup discovery rules that cannot be
classified as desirable or undesirable (both 67%), and therefore having the biggest potential of adhering
to undesirable rules, they will be compared in terms of health outcomes and costs with the other three
clusters.
10.3.1.3 Frequently recurring drivers
What is also interesting in Table 14, on a more evaluating tone, is that there are three drivers that appear
relatively often: the Additive Euroscore (10 times), the Serum creatinine level (9 times) and the Aortic
clamping time (7 times). The additive Euroscore (European System for Cardiac Operative Risk Evaluation)
is a method of calculating predicted operative mortality for patients undergoing cardiac surgery, serum
creatinine level is the level of creatinine in the human body associated with the renal function, and the
aortic clamping time is the time that the aorta is being clamped. Their discriminative power could be
explained from a medical perspective and from a data perspective. Medically, all three items are
associated with surgery outcomes: the euroSCORE estimates the risk of death, the level of serum creatine
is a predictor for chances of survival after cardiothoracic surgery such as mitral valve surgery (Lassnigg et
al., 2004), and a higher aortic clamping time is related to a higher risk of renal insufficiency (Wahlberg,
DiMuzio & Stoney, 2002). Negative outcomes might lead to a different post surgery treatment process,
which might explain the discriminative power of these drivers. From a data perspective, these three
drivers are different from most other drivers in a sense that they are all numeric variables, whereas most
other drivers are binary or nominal variables. This means that the possibilities to define a set, based on
this driver, are larger than those of binary and nominal values (which have only as many possibilities as
the cardinality of the data of those drivers).
10.3.2 Variant process differences
From the previous section it was concluded that clusters D and E shall be scrutinized further, since these
clusters had the highest number of variant drivers that cannot be classified as desirable. From Chapter 9,
it is known from the imperative process models that cluster E patients never have pre-operative ECGs,
but bring other pre-operative external imaging which probably relates to the fact that they are referred
from other hospitals who should do pre-operative ECGs and other medical imagery. The traces in cluster
D did not really show behavior that could be labeled as strange, deviating or peculiar. From the declarative
process models it also became clear that traces in clusters D and E show a high variability with respect to
their set of activities.
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These ‘differences’ for cluster D are not really helpful; there are no patterns that might be altered when
it becomes clear that the variant is not effective in terms of quality. It is mainly the simplicity of the trace
that makes it typical. However, this might suggest that activities are missing. For cluster E, the lack of the
pre-operative ECG activity and the presence of the pre-surgery external medical imaging are recognizable
characteristics of the process execution, which might be altered if it turns out that the variant does not
result in an acceptable quality.
10.3.3 Outcome metrics
For the case study with mitral valve disease, the five different aspects’ metrics are translated into concrete
metrics by an organization called Meetbaar Beter, a Dutch organization which act as a platform to
compare outcome data from different academic hospitals for a set of heart diseases, in order to increase
quality of treatment of these diseases. It published nine metrics (Meetbaar Beter, 2017), which are:
1.
2.
3.
4.
5.
6.
7.
8.

120-day mortality: patient deceases within 120 days after surgery
1-year mortality: patient deceases within 365 days after surgery
Long-term survival: patient deceases within 5 years after surgery
Quality of life: SF36-2 or SF12-2 survey of patient health, measured before and after surgery
Surgical re-exploration: rethoracotomy within 30 days after surgery (bleeding, cardiac problems, etc.)
Cerebral infarction: presence of stroke (CVA) within 72 hours after surgery
Deep sternum wound infection: presence of infection within 30 days after surgery
Mitral valve insufficiency: presence of insufficiency between first post-surgery echocardiogram and
3 months after surgery
9. Mitral valve reintervention: presence of mitral valve reintervention and the time between surgery
and reintervention
Unfortunately, not all these data are present for all patients. For some variables, some or even the
majority of the patients is scored as ‘unknown’. Moreover, the Meetbaar Beter institute only requires
these data for isolated mitral valve patients, i.e. patients that had a mitral valve surgery and no other
interventions during that same surgery, such as CABG (bypass surgery) or MAZE (for cardiac arrhythmia).
Yet, in this case study, patients that have multiple interventions in the same surgery session. Therefore,
the focus in this case study will only be on the variables that are available for all patients in the data set.
These are 120-day mortality (no. 1), surgical re-exploration (no. 5), cerebral infarction (no. 6) and deep
sternum wound infection (no. 7).
10.3.2 Outcomes and costs
Averaging the occurrences of the outcome indicators returns the rate (or probability) per patient per
cluster, as shown in Table 15. The average cost per patient per cluster are also given. The data in Table 15
are visually represented in Figure 19. Also, the minimum and maximum encountered costs per cluster are
given, together with the median value. The median costs are presented because the average costs per
patients in cluster would be disproportionately high, since cluster 4 holds a patient that costed almost €
120,000; which is well above the average cost price of patients that are in one of the five clusters: € 25,487.
Therefore, presenting the median makes more sense here.
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Table 15 Rates per outcome indicator per cluster and the average costs per patients per cluster

Cluster

#

1
2
3
4
5

49
21
11
10
10

120-Day
mortality
4.1%
0.0%
9.1%
20.0%
20.0%

Surgical reexploration
2.0%
4.8%
0.0%
30.0%
0.0%

Cerebral
infarction
6.1%
4.8%
0.0%
0.0%
0.0%

Sternum wound
infection
0.0%
0.0%
0.0%
0.0%
0.0%

Average costs
€ 21,757
€ 22,229
€ 21,243
€ 29,035
€ 29,232

10.3.3 Results
Something that stands out are the high 120-day mortality rate and the surgical re-exploration rate of
cluster D: three out of the ten patients had surgical re-exploration and two out of the ten patients
deceased within 120 days after surgery. The latter is also the case for cluster E. Also, clusters D and E are
more or less similarly expensive, whereas clusters A, B and C are arguably less expensive and about the
same cost level.

Outcomes and costs for each cluster
120-Day mortality
Minimum costs

Surgical re-exploration
Maximum costs

Cerebral infarction
Median costs

Sternum wound infection

30%

€ 120000
€ 110000

25%

€ 100000
€ 90000

20%

€ 80000

Rate

€ 70000
15%

€ 60000

30%

€ 50000
10%

20%
€ 29,035
€ 22,229

€ 21,757
6%

5%
4%

2%

0%

0%

5% 5%

9%

€ 40000

20%
€ 29,232

€ 21,243

€ 30000
€ 20000
€ 10000

0%

0% 0% 0%

0% 0%

0% 0% 0%

0%

€
Cluster A (49 pat.)

Cluster B (21 pat.)

Cluster C (11 pat.)

Cluster D (10 pat.)

Cluster E (10 pat.)

Figure 19 Graphical representation of outcomes and costs per patient for each cluster

10.3.4 Conclusion
The clusters D and E were further scrutinized because these clusters had the most drivers in their subgroup
discovery rules that could not be classified as desirable or undesirable (both 67%), and therefore had the
biggest potential of adhering to undesirable rules. Although it is not possible to assign weights or an order
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to the negativity of each outcome variable, if it would be assumed that every negative outcome is equally
bad it shows that the lowest patient value is arguably generated for patients in clusters D and E: these
clusters have the highest cumulative complication rates, and at the same time show the highest costs.
One can think of several reasons why the latter two clusters perform worse than the first three. First, the
patient might have been very ‘weak’ even before the start of the treatment, and therefore had higher
risks of worse outcomes. Second, the medical condition of the patient could have been misjudged, which
is imaginable because patients can be extremely complex, and so are their high-risk surgeries, which are
always performed with high precautions. Then, if negative outcomes manifest, additional treatment can
be very costly, such as IC and special medication. Other than weak or complex initial patient conditions,
high costs could also be incurred by inefficient and repeating treatment activities. The real motive for the
lower value that is delivered per euro that is spent cannot be identified here.
What can be concluded from this research is that the patients that belong to clusters D and E perform
worse in terms of value-based healthcare compared to clusters A, B and C. Therefore, healthcare
managers should wonder what can be done to reduce these variants. Looking at the variant drivers (the
most important ones were the drivers in the first rules: Additive score >= 5.0 AND Aortic clamping time >=
95.0 AND Active endocarditis = '0' for cluster D, and Additive score >= 4.0 AND No complication = '1' AND
Lowest temperature <= 34.0 for cluster E) both groups are partly defined by drivers that cannot be known
up front, such as clamping time and the presence of complication during surgeries. This means that these
patients cannot be distinguished up front at the start of the treatment process, and therefore specialists
cannot act to prevent these treatment process executions. In other words, the research does not provide
actionable results. To tackle this, an alternative strategy is discussed in the next section.

10.4 Decision mining
Within one cluster of patients, one can zoom in even more on the process behavior. Instead of looking for
variant drivers, one can swap around the method and pick a splitting point manually in the process that
can actually be influenced by the medical specialist and try to explain why some patients follow different
paths after that splitting point than others. Every outgoing arc in from the split in the process model then
forms one of the clusters. This comes down to the concept of decision mining, or synonymously called
decision point analysis. Decision mining can be described as the effort to understand the control-flow of
a trace in a single decision point, based on data attributes (Rozinat & Van der Aalst, 2006). In this way,
one can manually search for decisions in the process that influence the treatment process eventually in
terms of value per euro spent. A medical specialists might be helpful in identifying interesting decision
points: there might be decisions that are difficult to make, or activities that are skipped in some traces. It
could be interesting to find out why some traces add this activity and other traces omit it. For decision
mining purposes Rozinat and Van der Aalst developed a ProM plugin, called Decision Miner (2006). It is
out of scope to go further in-depth into the matter here, but it can be labeled as future research.
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11 Conclusion
Hospitals are seeking for ways to find information that supports them in their decision making on
managing treatments of diseases, based on the value-based healthcare paradigm. Competing on value is
the only way the healthcare sector can improve, to control costs without doing concessions to the quality
of outcomes according to Porter and Teisberg. Literature is not providing tools or methods that deliver
such information. In this research, a method containing tools and techniques to perform four actions was
developed to analyze
1.
2.
3.
4.

which treatment variants can be distinguished for a group of patients with a certain diagnosis,
which (un)desirable drivers trigger the manifestation of such variants,
what the differences are between those variants in terms of treatment, and
whether each of these variants is legitimate from a value-based healthcare perspective.

Using this method leads to answers about whether variants should be reduced or can be retained. It
indicates for every analysis (called action) which data, techniques and tools can be used, and is developed
and demonstrated by means of a case study. The techniques that are combined in the method to perform
the analyses are from the fields of process and data mining, and the value-based healthcare paradigm. In
this chapter each research question is revisited, to discuss conclusions about all elements that had to be
researched to come to the developed method. The last section will discuss the method as a whole.

11.1 Definition and reasons for a treatment variant
Before starting analyzing treatments, the definition of a treatment variant must be clear. It would be very
time-consuming to compare each unique encountered treatment process, and to analyze it in terms of its
value. Moreover, it does not allow for generalization, since unique treatment processes can be very rare.
Therefore, the encountered treatment processes should be grouped into treatment variants: ‘bundles’ of
treatment processes that are somewhat similar, which allows for mutual comparison between groups.
Yet, to seek for these variants, the definition must be more exact. In Chapter 6 it is defined as “the behavior
captured in a process model that can be discovered from a cluster that was outputted by a clustering
algorithm, where each cluster represents such a variant”.
To enhance the search for reasons of these variants to exist, literature was consulted on types of data that
might explain these variants, and where to find such data. It is found that variants occur due to operational
(how), product/service (what) and customer (who) variations in the process of treating a patient. In the
hospital information system the operational and product/service variations drivers are expected to be
found in data that considers process steps, while customer variation drivers might be found in the general
patient and case data, following the grouping of Mans, Van der Aalst & Vanwersch (2015). How these
variants are discovered and analyzed follows from the method that is discussed in the next four sections.

11.2 Determine process variants
In the first action of the method the clusters of treatment processes (called traces interchangeably here,
based on the process mining jargon) are determined, using a trace clustering algorithm. Given the
requirements of a freely available, implemented algorithm, research shows that the clustering task can
be performed with the Quality Threshold Clustering (QTC) algorithm or the Self Organizing Map (SOM),
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both available in the Trace Clustering plug in ProM 5.2 by Song, Günther & Van der Aalst (2008), or the
DWS-mining algorithm, also available in ProM 5.2 (Greco et al., 2006; Alves de Medeiros et al., 2008). One
can either perform a test based on complexity measures from Melcher (2012) and check which algorithm
results in the least complex clusters, or pick an algorithm by weighing the pros and cons of each algorithm
into account. See Table 16, which ranked the algorithms with respect to the preferability (depending on
these characteristics), assuming that the user is not an expert in process mining.
Table 16 Summary of preselected clustering algorithms with characteristics

Rank

Algorithm

1
2

QTC
SOM

3

DWS
Miner

Number of
parameters
Low
Low

Clustering knowledge
required?
No
No

High

Yes (large parameter
space)

Number of clusters
required?
No
Yes (potential risk of
‘overclustering’)
Yes

Speed

Repetition

Fast
Slow

Manually
Manually

Fast

Automatically

The QTC algorithm is the only algorithm that does not require the user to input the number of cluster up
front, which is a very powerful feature compared to other algorithms, because often the number of
clusters is not known. The SOM algorithm is similar, but is slower and requires the user like the DWS
algorithm to input the number of clusters. If this is set sufficiently high, one can work around this number
because the algorithm will output a smaller number of clusters if this is desired. Both the QTC and SOM
algorithm must be repeated manually when the output of the clustering effort is not good enough (for
example when there is one cluster holding more than 80% of the traces, and a few other clusters holding
few traces); the DWS algorithm will automatically repeat itself to overcome this. However, the parameter
settings are far more elaborate and difficult to set for untrained users, making the algorithm less suitable.
The distribution of traces over the clusters will form the input for the next two actions: determine variant
drivers and determine variant differences.

11.3 Determine variant drivers
It is important to understand what an identified variant drives: which case characteristics (i.e. drivers) are
unique for such a variant and therefore describe the cases belonging to a variant. Eliciting these drivers is
central in the second action in the method: determine variant drivers. To perform this task, one can use a
technique called subgroup discovery. A tool that provides this algorithm freely is the tool Cortana. A
subgroup discovery algorithm seeks for rules - expressed as conditions that are based on case
characteristics - that describe the largest subset of cases that belong to a cluster. The algorithm will
maximize the similarity between the adhering subgroup of cases, and the targeted subgroup (the set of
cases that actually belong to a cluster in reality), bounded by a maximum of concatenated conditions
formulated in the rule that can be formulated to describe the adhering set of cases. If the number of
conditions is kept low, the output of the algorithm is intuitive: one can evaluate a case on a low number
of conditions and, given that the case adheres to these conditions, state with a certain level of certainty
whether the case will belong to the cluster or not. The identified drivers form input for the fourth action:
determine legitimacy of variants, which entails assessing the desirability of drivers, to see which variant
should be analyzed further in terms of legitimacy.
68

11.4 Determine variant differences
Complementary to eliciting variant drivers, one should find out what exactly the differences between the
process variants are, in terms of process executions. The third action determine variant differences is
aimed at finding these differences. As mentioned earlier, the traces in the defined clusters in the first
action form the input for this third action. The used technique is process model discovery, which is split
into imperative and declarative process model discovery. Imperative models model all possible behavior
explicitly, while declarative model only the constraints of every process execution. Both types of process
models can be used for different comparison techniques, to gain insights in the differences. This is
important because when a treatment variant is identify as illegitimate, one needs to know how treatment
behavior should be changed in order to get aligned with other (legitimate) treatment variants. Therefore,
the output of this action are the process models and the differences between the cluster’s process models
(both types).
11.4.1 Imperative process models
For the imperative process model discovery task, one can use the genetic algorithm (Alves de Medeiros
et al., 2008), or the heuristic-mining algorithm (Weijters et al., 2006), depending on how well-trained the
user is, how time-consuming the effort can be and whether the focus should be on fitness of the process
model or the main process. The genetic algorithm consumes more time but is easier to set the parameters,
whereas the heuristic-mining algorithm is quicker but requires more process mining knowledge. With
respect to the focus of the model: when the traces in a cluster show a high degree of similarity, the fitness
of the model (containing most of the encountered behavior, but no more than that) is important.
However, when the traces in the cluster would form a spaghetti model, discovering the main process is
more important, because a spaghetti models does not allow for analysis. Both are implemented in ProM
5.2, but the heuristic-mining algorithm is also implemented in Disco, which has more attractive and
intuitive visual representations. This is summarized in Table 17.
Table 17 Summary of preselected process discovery algorithms with parameters, pros and cons, ranked on preferability

Rank Algorithm

Parameters

1

Genetic
algorithm

- elitism rate
- crossover rate
- mutation rate

2

Heuristicmining
algorithm

- dependency threshold
- positive observations
threshold
- relative to best threshold

Pros

Cons

- further enhances process
model created with
heuristic-mining algorithm
- easy to use
- only show behavior that is
true to reality
- focusses on the main
process instead of
outputting spaghetti models

- requires a lot of computing
power

- requires in-depth knowledge for parameter settings
- performs bad with respect
to repetitive tasks

Comparison of imperative process models can be done by three types of comparison that are complementary and look at the process models from a different perspective:
- a visual comparison (looking at the execution behavior),
- a frequency analysis (looking into the average frequencies of activities per trace in a cluster), or
- a domain expert (looking at the cases to identify a scenario that results in the observed behavior).
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11.4.2 Declarative process models
For declarative process discovery, depending on the desired perspective (control-flow and data versus
resources) one can select the MINERful plugin (Di Ciccio et al., 2015) or the DPILMiner (Schönig & Zeising,
2015), respectively. These algorithms are implemented, freely available and programming-free. The
MINERful plugin is implemented in the ProM framework, version 6.7, and employs the homonymous
language Declare. The DPILMiner is implemented in the DPIL Framework.
To compare these declarative models, the constraints for each cluster can be summarized in a table, which
allows the user to spot three types of patterns in the sets of constraints. First, the table gives insight in
the number of constraints per cluster model, which is related to the rigidness of the models. second, it
allows to spot differences between sets of constraints for each declarative model. Thirdly, there can be
differences in the strength of the constraints, for example a response constraint versus an alternate
response, or a chain response.

11.5 Determine variant legitimacy
When variant drivers and variant process models (and their differences) are determined the last action,
determine variant legitimacy, can be executed. In this action the legitimacy of the variants is assessed. To
do so, the most obvious way is to first determine which variants have undesired drivers and then check
what the relevant differences are between the variant’s process model(s) with undesired drivers and the
rest of the process models.
Drivers can be judged on their desirability. A desirable driver is a driver that triggers variation in the
treatment of the patient that is accepted in the medical domain. The latter depends upon whether the
variation that is caused is in the patient’s interest. Product/service and customer drivers (discussed in
Chapter 6) are always desirable: variation in treatment based upon what is done for the patients or the
characteristics of this patients is accepted (and even strived for) in healthcare. However, operational
drivers, relating to how care is delivered, can either be desirable or undesirable, and in some cases it is
not even possible to judge from the data whether the variation was desired.
Clusters with (the most) undesired or unclassified drivers are compared with other clusters in terms of
the value that is delivered to the patient. Value is defined as the quality of outcomes that are achieved
(compared to the pre-surgery situation), divided by the costs that are incurred to achieve that quality by
Porter and Teisberg (2006). To do so, one needs data about the costs and relevant quality indicators for
treatment of a certain diagnosis. In some cases, these indicators are already established by external
organizations. Then average of the quality indicators per cluster can be compared with the average costs
per cluster. If either a lower quality of outcome with equal costs or higher costs with an equal quality of
outcomes is encountered (or worse, higher costs together with lower quality of outcomes), one can
conclude that this is treatment variant is inefficient, and preferable should be reduced.

11.6 Method as a whole
To conclude this research, the solution approach as discussed is evolved into a method with concrete
definitions, steps, tools and techniques (from the fields of process and data mining), for every action of
that method. An interactive visualization of the method is shown here: https://tinyurl.com/ycxftgfs.
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12 Discussion
Due to the explorative nature of this research, there were a lot of unforeseen challenges and pitfalls that
were discovered. Moreover, in a lot of cases, workarounds had to be invented. These drawbacks usually
became visible while testing the techniques with the case study, and were in some examples already
discussed in the main text. In this chapter the limitation of the method as a whole are discussed.

12.1 Added value of the method not proven
One of the first drawbacks of the research that can be mentioned is the fact that the case study did not
underpin the added value of the method: there were no statistically sound results that prove that the
method is useful for the hospital. This is due to a combination of factors: the clusters of patients could not
be well-defined by the subgroup discovery algorithm, the differences between the processes were rather
vague, and, most importantly, the clusters were too small to draw solid conclusions about the differences
in delivered value. Moreover, even if the latter was possible, one could still pose the following question:
recall that clusters D and E were more expensive on average and showed worse outcomes, but can it be
concluded that the hospital truly performed worse in terms of value for these patients? It might be the
case that higher costs were incurred because the patient got complications, not because inefficient
treatment was applied. Yet, the patient outcomes are bad because the patient got negative outcomes.
This would mean that the only way to prevent these cases from happening is to prevent the manifestation
of negative outcomes, of which it can be assumed the hospital is already striving for.
One could even argue that the method, as it is delivered here, is a self-fulfilling prophecy: imagine patients
who get a certain complication after surgery. For these patients the treatment behavior will alter, because
extra care activities are needed for treating the complication. Then, the clustering algorithm is likely to
cluster on these activities, since they are unique for patients with that type of complication. In the driver
analysis, probably only characteristics that are related to the complication will be returned, since these
are unique for the cluster. In the legitimacy analysis, they will come out at as illegitimate because there
are high costs and a bad quality of outcomes. However, reducing this variant is impossible, because the
medical specialist does not have the option of not treating the complication. Even if the drivers for that
cluster would point to a set of initial patient conditions very clearly, which can be evaluated from the start
of the treatment, one cannot state that the treatment variant should be reduced, because not treating
these patients is usually not an option. Therefore, the method will point to something that was known up
front, without bringing any added value.
To overcome these problems, the researcher could decide to only cluster on pre-operative data. This
would be valid when it is assumed that the pre-operative phase has enough discriminative power.
Moreover, the data for driver elicitation should only contain initial conditions of the patient and the
treatment: in that case there is a predictive value when the patient comes in, making the change of
treatment variants actionable for hospitals/specialists. A specialist might identify the patient to be in a
cluster which is illegitimate, and can alter the treatment in order to align with a legitimate treatment
variant that has shown to deliver better value. In this case, there would actually be an added value in using
the developed method.
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12.2 Method as a whole
Apart from the results from the case study, one could also criticize the structure of the method itself. The
structural flaws are discussed here briefly.
12.2.1 Structure of the method
Although every action of the method is grounded in scientific literature, in Chapter 2 it was stated that
the structure of the approach as a whole was based on previous experience; it is not grounded in theory.
Strictly speaking, one might argue that actions 2 and 3 (determine variant drivers and differences) should
be performed after the legitimacy test (comparing the delivered value). In that case, only the variants that
perform bad have to be scrutinized. It was stated that, even if variants with undesirable drivers performed
similarly well on the legitimacy test, there is no reason to reduce the occurrence of such a process variant.
One can wonder then why the driver elicitation action is performed before testing the legitimacy, and not
the other way around. One can state the same for the variant’s differences analysis.
12.2.2 Dependence upon clustering algorithm
Moreover, it is fair to say that the success of this method highly depends on the clustering task that is
performed in the beginning: if the process data is ‘wrongly’ clustered (whatever that might entail), it might
become very difficult to find the variant drivers and the process differences. In future efforts to perform
such an analysis, it might be worthwhile to also manually cluster the traces based on an indication of a
medical expert, i.e. which groups of patients are expected to be more similar with respect to the
treatment path? Note that the latter was not possible in the case study: the medical specialist was not
able to answer this question, simply because every patient is unique, which is a commonly heard phrase.
12.2.2 Dependence upon domain expert
Besides depending highly upon the quality of the clustering algorithm, there is also a strong dependency
upon the domain expert in this type of research. As shown in the case study, understanding the data and
medical jargon, implications and, most important, medical decision making is extremely complex. While
performing this research and frequently discussing the matter with the medical expert, it turned out that
the decision making on how to treat a patient, and understanding the course of events and care activities
is far from trivial. There are numerous (medical) circumstances that lead to treatment as it is extracted
from the database.
12.2.3 Dependence upon data quality
Although this is not a new phenomenon, also in this research the data quality and availability has shown
to be utmost importance. During the research, a number of problems with respect to the data have been
encountered. Data was gathered from 2013 till 2016. A small selection of these problems are the
following: activities were administered differently in the cases that took place in 2013 than those of 2016;
activities or relevant information was only registered in free text, duplicate activities were found, data
was missing, new surgery techniques were introduced while there was no suitable way to register data
considering these techniques, etc. These defects force the researcher to create workarounds, or to
perform a lot of manual labor. This is not expected to be different in other applications of the method,
making the method less attractive to use.
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12.2.3 Usability of the method
Something else that might make the method less attractive to use, is the required knowledge of process
and data mining. Even though this research takes away a lot of (literature) research work from the user
of the method, it is not sure whether a layman is able to use this, because the algorithm, tool and
parameter selection remains work for the user, which can be complex matter to the user. Moreover, there
are parts in the method that are not straightforward, such as the subgroup discovery and the declarative
process discovery, which is also hard to communicate to co-workers. Besides, there are still four analyses
that have to be performed by the user, which might be perceived as a burden. If future research would
be carried out, some of these analysis should be integrated, to lower the threshold of using it.
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13 Future research and lessons learned
If a researcher were to continue this work, the following sections gives leads can be used as a starting
point for further research. The section thereafter describes pitfalls that other researchers hopefully do
not step into.

13.1 Future research
Some of the recommendations for future research were already given in the previous chapter, such as
making the techniques in the method more integrated. Other things that would be worthwhile to
investigate is more support for the user in setting algorithm parameters. In this research, the parameters
were only explained, but there was no elaboration on how to set them, other than the demonstration in
the case study.
Other future research could be to go more in-depth on how the quality of outcomes for the patients can
be weighted. In the case study, all outcome metrics weighted equally heavy while one may argue that
deceasing within 30 days after the surgery is worse than having a surgical re-exploration in that same
timeframe. To make the value comparison (i.e. legitimacy test) more sophisticated, one can simply ask a
medical expert to weigh these complications, or perform literature research to get to a better metric.
Moreover, future research could have great added value when it would focus on automatically discovering
differences in process models, and pinpointing these rather than a score or distance measure on how
different the models are. In this research the ways to perform this task were rather poor (see 9.2.5).
Finally, research can be performed on how to proceed with outcomes that are not actionable. For example
because cluster’s drivers cannot be found, or because the drivers cannot be evaluated at the start of the
treatment process. Section 10.4 very briefly discusses the technique decision mining. This might be
valuable if this method would be further developed, because it allows a researcher or user to zoom in on
one particular decision in the process execution, which might be interesting. What kind if data is required,
what the pros and cons are of such technique, and how it could be applied in this method are all questions
that could be answered in future research.

13.2 Lessons learned
As mentioned a couple of times now, finding variant drivers that do not belong to characteristics of the
case or patient that cannot be evaluated at the start of the treatment process or be related back to initial
conditions of the patients, is useless. There is a very simple solution for this: do not take them into account
in the analysis, unless the characteristics can be predicted by data that can be evaluated at the beginning
of the process.
Something else that is worthwhile noting, related to the traces in the process data, is the expectation to
find a main process while discovering the process model. In the case study of this research, there was not
a single trace that occurred twice, while there dataset contained more than 200 traces. This is obviously
related to the immaturity of the treatment process, and the impact of comorbidities and the lack of a
standardized care pathway or protocol, but especially in high-risk patient specific, surgeries this seems to
be a commonality. This can seriously impede the clustering and process mining activities.
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Appendix I – Process data description
The available process data for this case study contains data of 294 patients that were treated between
2013 and 2016. The data was extracted from the hospital information system, where the selection
criterion of mitral valve stenosis was made. It contains all activities that were registered for billing
purposes, containing approximately 260,000 recorded events, forming a set of more than 1,100 event
classes present. This was reduced to 32 event classes, selected on their relevance with respect to the
treatment of disease and frequency of occurrence. For example, some activities like taking blood samples
or nursing activities were discarded because they are daily standard routing, which is not relevant for this
case study. The set of activities was further cleaned by consulting a medical expert who could explain the
meaning of activities, and whether these were relevant for the treatment and whether the activities were
repetitive in nature. 74 Cases were discarded because their records were far from complete.
Data was gathered as follows. A patient has a ‘trajectory’ (a sort of track record) for each specialism that
is treated by at any given time, in which all activities performed for the patient are registered. The
maximum timespan of a trajectory is finite according to law, which results in the initiation of a new
trajectory for that patient when the previous trajectory exceeded the maximum time length. The
trajectories between 2013 and 2016 that were open for cardiothoracic surgery during the time of surgery
are taken as a starting point, and (partly) overlapping other trajectories from the cardiologist specialism
are matched to also take these activities into account, as mitral valve disease patients are often treated
by a combination of those two specialisms. Also, IC-days are registered separately in side trajectories,
which are also extracted from the information systems within the boundaries of the main mitral valve
disease trajectory.
The process data includes patient numbers, trajectory numbers, activities, timestamps, acting (sub)
departments, the diagnosis of the patient, costs of the activity, and classifications of the activities, not
further used here. A conversion was made to filter and merge activities, resulting in 32 different event
classes. For each activity it was determined whether this happened pre- or post-surgery, in order to
differentiate between these types of activities.
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Appendix II – Case data description
This is an overview of the raw data. Almost al All names of data attribute start with a code. CTC stands
for Cardio Thoracic Surgery, the specialism. BHN (external organization), BES (medical dossier), OKC
(operating theatre complication registration) indicate where the data originates from.
Overview of the raw data

Attribute
Patiënt
Volgnr. verrichting
CTCBHN Aantal anastomoses arterieel
CTCBHN Aantal Distale anastomoses veneus
CTCBHN Acceptatiedatum
CTCBHN Actieve endocarditis
CTCBHN Aorta ascendens
CTCBHN Aortachirurgie
CTCBHN Aortaklepchirurgie
CTCBHN Aortaklepimplantaat
CTCBHN Aortaklepprocedure
CTCBHN Arm- of beenwondprobleem
CTCBHN Arteria radialis
CTCBHN Arteriële graft
CTCBHN CABG
CTCBHN Cardiac assist device
CTCBHN Cardiale heroperatie
CTCBHN Cardiochirurgie anders dan geïsoleerde CABG
CTCBHN Chronische longziekte
CTCBHN Circulatie-arrest
CTCBHN Correctie hartaneurysma
CTCBHN CVA met restletsel
CTCBHN CVA zonder restletsel
CTCBHN Datum van overlijden
CTCBHN Diabetes behandeld met insuline
CTCBHN ECC Canulatie
CTCBHN ECC type
CTCBHN Eerdere aortachirurgie
CTCBHN Eerdere cardiochirurgie
CTCBHN Eerdere coronairchirurgie
CTCBHN Eerdere klepchirurgie
CTCBHN Eerdere overige cardiochirurgie
CTCBHN Eerdere PCI
CTCBHN Extracardiale arteriële vaatpathologie
CTCBHN Gastro-intestinale complicaties
CTCBHN Gebruik van IMA
CTCBHN Geen complicatie
CTCBHN Geïsoleerde CABG
CTCBHN Geplande interventie
CTCBHN Heropname IC / PACU
CTCBHN Instabiele angina pectoris
CTCBHN Interventiedatum

Cardinality
221
231
4
5
199
2
4
2
2
4
2
1
1
2
2
4
2
2
2
1
3
2
2
18
2
4
3
1
2
2
2
2
2
2
1
2
2
2
3
2
1
221

Type
numeric
numeric
numeric
numeric
nominal
binary
nominal
binary
binary
nominal
nominal
binary
binary
binary
binary
nominal
binary
binary
binary
binary
nominal
binary
binary
nominal
binary
nominal
nominal
binary
binary
binary
binary
binary
binary
binary
nominal
binary
binary
binary
nominal
binary
binary
nominal
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CTCBHN Interventiejaar
CTCBHN Interventiemaand
CTCBHN Interventienummer
CTCBHN Interventieweek
CTCBHN Kritieke preoperatieve toestand
CTCBHN Leeftijd obv interventiedatum
CTCBHN Longinfectie
CTCBHN Longingreep
CTCBHN LV-functie
CTCBHN Mitralisklepimplantaat
CTCBHN Mitralisklepprocedure
CTCBHN nierfalen
CTCBHN Nierfunctie
CTCBHN nieuwe hartoperatie tijdens dezelfde opname
CTCBHN NYHA klasse
CTCBHN Overige cardiochirurgie
CTCBHN Overige niet-cardiale ingreep
CTCBHN Overleden in ziekenhuis
CTCBHN Perioperatief myocardinfarct
CTCBHN PM/ICD ingreep
CTCBHN Postop- gebruik van aspirine / plaatjesaggregat.
CTCBHN Postop- gebruik van lipiden / cholesterolverlagen.
CTCBHN Postoperatief gebruik van bètablokkers
CTCBHN Preoperatief gebruik van bètablokkers
CTCBHN Pulmonale hypertensie
CTCBHN Recent myocardinfarct
CTCBHN Respiratoire insufficiëntie
CTCBHN Rethoracotomie
CTCBHN Ritmechirurgie
CTCBHN Ritmeproblemen
CTCBHN Sepsis
CTCBHN Serum kreatinine > 200
CTCBHN Serum kreatinine gehalte
CTCBHN Slechte mobiliteit
CTCBHN Sluiten hartruptuur
CTCBHN Spoedoperatie
CTCBHN Sternumwondprobleem
CTCBHN Thoracale aortachirurgie
CTCBHN Tricuspidalisklepchirurgie
CTCBHN Tricuspidalisklepprocedure
CTCBHN Urgentie
CTCBHN Urineweginfectie
CTCBHN Vasculaire complicaties
CTCBHN Veneuze graft
CTCBHN Verblijf IC / PACU
CTCBHN Verblijfsduur IC/PACU
CTCBHN Verlengde beademing
CTCBHN Zwaarte van de ingreep
CTCBHN/OKC LIMA
CTCBHN/OKC RIMA

4
47
231
52
2
170
2
2
5
3
2
2
3
2
5
2
2
2
2
1
2
2
2
2
3
2
2
4
2
2
2
2
79
2
2
2
1
2
2
2
3
2
2
2
2
19
2
4
2
2

numeric
nominal
nominal
numeric
binary
nominal
binary
binary
nominal
nominal
nominal
binary
nominal
binary
nominal
binary
binary
binary
nominal
binary
binary
binary
binary
binary
nominal
binary
binary
nominal
binary
binary
binary
binary
numeric
binary
nominal
binary
nominal
binary
binary
nominal
nominal
binary
binary
binary
binary
numeric
binary
nominal
binary
binary
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CTCBES Angina pectoris
CTCBES AVR
CTCBES AVR en Supracoronaire aorta asc.
CTCBES Bentall
CTCBES CABG
CTCBES Checkbox Overig
CTCBES Datum echocardiografie
CTCBES Diabetes mellitus
CTCBES Diabetes mellitus therapie
CTCBES Diagnse 1
CTCBES Diagnse 2
CTCBES Diagnse 3
CTCBES Dialyse
CTCBES Gewicht
CTCBES Lengte
CTCBES LV functie %
CTCBES MVR/MVP
CTCBES neurologische disfunctie
CTCBES Re-operatie
CTCBES Serum kreatinine > 200
CTCBES Serum kreatinine gehalte
CTCBES Sluiten ASD
CTCBES TVP
CTCBES Verwijzend centrum
CTCBES Voorgeschiedenis met CVA / TIA
Aantal interventies
CTCBES Additieve score
CTCBES Euroscore 2
CTCBES Logische score
CTCOKC Aorta klemtijd
CTCOKC Aortaklepvervanging
CTCOKC Assistent 1
CTCOKC Assistent 2
CTCOKC Assistent 3
CTCOKC Bentall
CTCOKC BHN categorie
CTCOKC BHN verrichting
CTCOKC Laagste temperatuur
CTCOKC Mitraalklepplastiek
CTCOKC Mitraalklepvervanging
CTCOKC Operateur
CTCOKC Operateur 2
CTCOKC Perfusie duur
CTCOKC Tricuspidaalklepplastiek
CTCOKC Type ingreep 1
CTCOKC Type ingreep 2
CTCOKC Type ingreep 3
CTCOKC Type ingreep 4
CTCOKC Type klep aorta
CTCOKC Type klep bentall

4
2
2
2
2
2
154
2
4
12
14
12
2
56
46
46
2
2
2
2
89
1
2
7
2
5
14
166
181
127
2
19
15
4
2
9
30
10
2
2
14
9
147
2
5
9
7
5
4
4

nominal
binary
binary
binary
binary
binary
nominal
binary
nominal
nominal
nominal
nominal
binary
nominal
numeric
nominal
binary
binary
binary
binary
numeric
binary
binary
nominal
binary
numeric
numeric
nominal
nominal
numeric
binary
nominal
nominal
nominal
binary
nominal
nominal
numeric
binary
binary
nominal
nominal
numeric
binary
nominal
nominal
nominal
nominal
nominal
nominal
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CTCOKC Type klep mitraal
CTCOKC Type plastiek MVP
CTCOKC Type plastiek TVP
Geslacht
Land
Ontslagdatum Ziektegeval
Cluster

3
156
6
2
3
212
6

nominal
nominal
nominal
nominal
nominal
nominal
nominal
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Appendix III – Not implemented cluster algorithms: morphological box
* p = predefined, u = undefined, m = maximum defined
Cluster approach
ID

Source

Year

Prime objective

Trace
representation

Distance measure

Category

No. of
clusters*

Availability

1

Greco et al.

2004

Variant identification

Abstract

Euclid

Partitioning

m

-

2

Greco et al.

2005

Hierarchization

Abstract

Euclid

Partitioning

p

-

3

Folino et al.

2009

Variant identification,
reduce complexity

Abstract

Euclid

Partitioning

m

-

4

Jagadeesh Chandra
Bose & Van der Aalst

2009

Reduce complexity

Concrete

Edit-distance with
variable costs

Hierarchical

u

-

5

Jagadeesh Chandra
Bose & Van der Aalst

2010

Reduce complexity

Abstract

Euclid

Hierarchical

u

-

2011

Outlier identification

Abstract

Markov chain

Density

u

-

2011

Reduce complexity

Abstract

Euclid, Cosine

Hierarchical

u

-

8

Folino et al.
Marchetto & Di
Francesco-marino
Rebuge & Ferreira

2012

Variant identification

Concrete

Markov chain

Partitioning

m

-

9

Luengo & Sepúlveda

2012

Variant identification

Abstract

Hierarchical

u

-

10

Lee et al.

2013

Variant identification

Abstract

Euclid, other
Hamming, Jaccard,
Correlation, Cosine

Hierarchical

u

-

11

Ekanayake
et al.

2013

Reduce complexity,
Decomposition,
Hierarchization

Abstract

Euclid, other

Hierarchical

u

-

12

Montani & Leonardi

2014

Variant identification

Concrete

Edit-distance with fixed
costs and with variable
costs, other

Hierarchical

u

-

13

Accorsi & Stocker

2011

Variant identification

Concrete

Hierarchical

u

-

14

Chatain, Carmona &
Van Dongen

2017

Reduce complexity

Abstract

Partitioning

u

-

6
7

Edit-distance
with fixed costs
Euclid, Hamming,
Jaccard, other
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Appendix IV – Declarative process models

Declarative process model cluster A

Declarative process model cluster B
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Declarative process model cluster C

Declarative process model cluster D

89

Declarative process model cluster E

90

