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Summary
Robust needle detection and visualization for 3D ultrasound
image-guided interventions
Ultrasound (US) imaging is broadly used to visualize and guide the interventions
involved with percutaneous advancing of a needle or a catheter to a target inside
the patient’s body typically carried out through small incisions. Despite its broad
usage, accurate US imaging and tracking of the tip for instrument advancement is
extremely challenging, which explains that considerable failure rates (≈25–50%)
and complications (≈5–15%) are still being reported. In order to continuously visualize the needle and its tip during these interventions, an extensive multi-fold
hand-eye coordination of the instrument and US transducer is required to continuously align the instrument to be coinciding within the narrow viewing plane
of 2D US transducers. This continuity is only achieved when the transducer is
manipulated to search in the volumetric space for the best needle viewing plane,
while performing the intervention. Consequently, advancing the needle without
having a proper view of the needle tip can potentially damage structures that
are not visible in the US image. Besides the previous coordination problems, US
imaging intrinsically has a number of limitations and challenges, such as low
signal-to-noise ratio, anisotropy, imaging artifacts and the distorted appearance
of medical instruments, which further complicate the interpretation of the image
data. To facilitate physicians, multiple technological solutions have been developed, i.e. needle guides, electromagnetic tracking systems, tip-sensing solutions,
and optical needle localization. However, these technologies generally introduce
additional limitations like extra equipment and even more skills for operation.
This thesis proposes a solution based on 3D US transducers with a computeraided instrument-tracking system that can overcome these limitations and
strongly simplify the equipment usage, while offering an improved view of the
needle based on using conventional needles, signal generation and transducers.
In the proposed system, after positioning the transducer to identify the target and
obtain the best image quality, the instrument is conveniently placed in the larger
3D US field of view and the processing unit automatically detects and visualizes
the entire instrument. Thereby, the physician can give full attention to the intervention quality, patient comfort, target identification, and focus on maintaining
the correct needle trajectory and tip placement. To this end, the work in this thesis concentrates on developing robust and effective image processing techniques
i
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to detect and localize any typical needle within the acquired 3D US data and
provide a fast visualization of the best needle viewing plane.
The research presented in this thesis involves four methodological stages.
First, we start with studying the optimal system design and developing dedicated pre-processing techniques to normalize the appearance of the needle due
to the trapezium-shaped radiation US field and the variation in US reflection for
different inclination angles of the needle. Second, 3D space-frequency transformations with rotational sensitivity are designed to model the needle shape and
brightness, and detect the 3D voxel representation of the needle in the 3D US volumes. Third, several methodologies are developed based on utilization of deep
learning frameworks, i.e. convolutional and fully convolutional neural networks,
to increase the detection robustness for a successful localization when the needle
is only partially acquired. Finally, in order to enable needle finding in cases where
the needle is steep and virtually invisible in the data, we propose a novel method
to exploit the shadowing patterns created by the needle in the US data.
In the first part of this thesis, pre-processing algorithms are designed in Chapter 3, using contrast-limited adaptive histogram equalization and a geometrycorrecting polar signal transform. Substantial reduction in the variance of needle
voxels intensity is achieved, which improves the robustness of following automated detection systems. Furthermore, several key methodologies have been
studied for realization of an image-based needle detection system in 3D US
data. The analysis has shown that directionally-sensitive Gabor wavelets generate most informative and discriminative features and substantially improve the
accuracy and directional sensitivity of the results.
Subsequently, Chapter 4 proposes a second stage, which optimizes the implementation of individual processing steps to fully exploit the Gabor wavelet
transformation and adds a post-processing stage for improving regional coherence of the needle detection and robust localization. Construction of 3D Gabor
wavelet transformation according to a novel design measures the needle orientation within the 3D data coordinate system, yielding on average 84% recall at 35%
precision. The needle discrimination is further improved by a coherent voxel labeling system, structured as a post-processing step, which uses conditional random fields to improve the F-1 score by 48% on the average. The localized needle
after fitting an elongated needle model by means of the RANSAC algorithm, create an average localization error of 0.70 mm for ex-vivo and 0.64 mm for patient
in-vivo datasets.
The third processing stage studied in this thesis described in Chapter 5, exploits deep learning methodologies to detect needle voxels with high precision
by modeling the shape and context information. Several architectures of the convolutional neural networks are developed based on multi-slice 2.5D data modeling and trained with a hard-negative mining strategy to deal with highly imbalanced data. The proposed techniques achieve a 25% increase in F-1 score over
the state-of-the-art feature-based detection algorithms. As a result, the needle
can be accurately localized with tip errors of less than 0.7 mm when it is only
inserted for the length of 5 mm and 10 mm in high-resolution and low-resolution
ii
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transducers, respectively. Therefore, the system is able to accurately detect short
needles, enabling the physician to correct inaccurate insertions at early stages.
The fourth processing level introduced in Chapter 6 provides an alternative
to the first processing stages and concerns an indirect localization of the needle
plane from its shadowing traces in the volume, rather than using the needle reflections itself. This contribution is formed by a novel method for detecting the
needle shadow in the US data by redesigning the Gabor wavelet transformation
and adding Hessian matrices for delineating the shadow area. For both ex-vivo
and in-vivo datasets, an average tip localization accuracy of 0.35 mm is achieved.
This solution is not only accurate but also solves the difficulty of localization of
virtually invisible needles inserted at very high inclination angles.
To support real-time operation, experiments have shown that the shadowbased needle detection performs over 25 times faster than the conventional Gabor
wavelet transformation, while a new special algorithm called coronal 2D Gabor
can offer a factor of 60 reduction in computation time, bringing the execution
speed already in the sub-second domain. Additionally, it has been found that
parts of our proposed solution can be reused for the detection of other rigid instruments, such as catheters by extended modeling. The developed techniques
improve the convenience and safety of US-guided interventions, which can establish new clinical applications and benefit to a broad group of physicians, hospitals and clinical centers. By providing a continued optimal view of the needle
during the intervention using 3D US data volumes, the manual needle-probe coordination is minimized, yielding a safer and more accurate placement of the
needle to the benefit of patients and physicians. Moreover, simplified use of US
potentially facilitate more smooth learning procedures for young physicians to
perform accurate interventions.

iii

Samenvatting
Robuuste naalddetectie en visualisatie voor 3D ultrasound
beeldgestuurde interventies
Echografie (ultrasound) wordt in het algemeen gebruikt om interventies te
visualiseren die geassocieerd zijn met percutane procedures van een naald of een
katheter en om deze te begeleiden middels kleine incisies naar een specifieke lichaamslokatie van de patiënt. Ondanks het brede gebruik van deze technologie,
zijn nauwkeurige echografie en het volgen van de punt van de injectienaald voor
verdere ontwikkeling uitdagende onderwerpen, wat verklaart dat nog steeds
aanzienlijke uitvalpercentages (≈25–50%) en complicaties (≈5–15%) worden gemeld. Om de naald en de naaldpunt tijdens deze interventies continu te visualiseren, is een specifieke meervoudige hand-oogcoördinatie nodig van het instrument en de ultrasone omzetter (transducer), waarbij het instrument voortdurend
samenvalt met en zichtbaar is in het relatief smalle visualisatievlak van 2D ultrasound transducers. Deze continuı̈teit in zichtbaarheid wordt alleen bereikt
wanneer de transducer wordt gemanipuleerd om in de volumedata te kunnen
zoeken naar het beste vlak voor naaldvisualisatie tijdens de interventie. Als gevolg hiervan kan het voortbewegen van de naald zonder een goed zicht te hebben
op de naaldpunt mogelijk weefselstructuren beschadigen die niet zichtbaar zijn
in het ultrageluidsbeeld. Naast de genoemde coördinatieproblemen, heeft ultrageluid intrinsiek een aantal beperkingen, zoals een lage signaal-ruisverhouding,
anisotropie, beeldvormingsartefacten en een vervormde weergave van medische
instrumenten, wat de interpretatie van beeldgegevens verder bemoeilijkt. Om
artsen te faciliteren, zijn verscheidene technologische oplossingen ontwikkeld,
bijvoorbeeld naaldgeleiders, elektromagnetische volgsystemen, oplossingen met
naaldpuntsmeting en systemen voor optische naaldlokalisatie. Deze technieken
leiden meestal tot extra beperkingen, zoals extra toegevoegde apparatuur en/of
nog meer benodigde vaardigheden voor gebruik.
Dit proefschrift beschrijft interventies op basis van 3D-ultrasound transducers met een computergebaseerd volgsysteem voor de injectienaald, dat deze beperkingen reduceert en het gebruik van de apparatuur sterk vereenvoudigt, terwijl het een beter zicht op de naald biedt, met gebruik van conventionele naalden,
signaalgeneratie en transducers. In het nieuwe systeem wordt, na het plaatsen
van de transducer om het doelgebied te identificeren en met de beste beeldkwaliteit, het instrument op geschikte wijze geplaatst in het grotere 3D ultrasound
v
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beeldveld en de nieuwe verwerkingseenheid detecteert en visualiseert het volledige instrument automatisch. Hierdoor kan de arts zijn volledige aandacht geven
aan de interventiekwaliteit, het comfort van de patiënt, de identificatie van het
doelgebied en zich concentreren op het juiste naaldtraject en de precieze plaatsing van de naaldpunt. Het proefschrift focusseert zich daarom op de ontwikkeling van robuuste en effectieve beeldverwerkingstechnieken voor het detecteren
en lokaliseren van een typische interventienaald in gemeten 3D-echografiedata
en een snelle berekening van het optimale beeldvlak voor de naaldvisualisatie.
Het onderzoek omvat vier methodologische stadia. Het eerste stadium bestudeert het optimale systeemontwerp en het ontwikkelen van speciale voorbewerkingen om de weergave van de naald te normaliseren vanwege het trapeziumvormige stralingveld en de variatie in reflectie voor verschillende inclinatiehoeken van de naald. In het tweede stadium worden driedimensionale (3D) ruimtefrequentietransformaties met oriëntatiegevoeligheid ontworpen om de naaldvorm en helderheid te modelleren en de 3D-voxelrepresentatie van de naald in de
3D-ultrageluidvolumes te detecteren. Als derde stap worden verschillende methoden ontwikkeld voor het gebruik van kunstmatige intelligentie, d.w.z. convolutionele en volledig convolutionele neurale netwerken, om de robuustheid
van de detectie met succesvolle naaldlokalisatie te vergroten, wanneer de naald
slechts gedeeltelijk in de data aanwezig is. Tenslotte, om het vinden van de naald
mogelijk te maken in gevallen waarbij de naald steil wordt ingevoerd en vrijwel
onzichtbaar is in de echografiedata, beschrijft het proefschrift een nieuwe methode om het schaduwpatroon te gebruiken dat door de naald in de ultrasounddata wordt veroorzaakt.
In het eerste deel van dit proefschrift in Hoofdstuk 3 worden algoritmen
met voorbewerkingen (pre-processing) ontworpen, gebruikmakend van adaptieve, contrastbeperkende histogramegalisatie en een polaire signaaltransformatie met geometriecorrectie. Dit systeem realiseert een aanzienlijke vermindering
van de intensiteitsvariantie van de naaldvoxels, hetgeen de robuustheid van de
daaropvolgende geautomatiseerde detectiesystemen verbetert. Verder zijn verschillende basismethoden bestudeerd voor de realisatie van een beeldgebaseerd
naalddetectiesysteem voor 3D ultrasounddata. De analyse heeft aangetoond dat
richtingsgevoelige Gabor-wavelets de meest informatieve en onderscheidende
kenmerken genereren en ook de nauwkeurigheid en richtingsgevoeligheid van
de resultaten aanzienlijk verbeteren.
Vervolgens wordt in Hoofdstuk 4 een tweede fase voorgesteld, die de implementatie van afzonderlijke verwerkingsstappen optimaliseert om de Gaborwavelettransformatie ten volle te benutten en die tevens een nabewerkingsfase
toevoegt voor het verbeteren van de regionale coherentie van de naalddetectie en
zijn robuuste lokalisatie. De constructie van de 3D Gabor-wavelettransformatie
meet volgens een nieuw ontwerp de naaldoriëntatie binnen het driedimensionale datacoördinatensysteem, wat gemiddeld 84% detectiescore oplevert met
een nauwkeurigheid van 35%. Deze detectie wordt verder verbeterd met behulp
van een coherent voxel-labelsysteem als nabewerkingsstap, dat een conditioneel
waarschijnlijkheidsmodel gebruikt om de F-1 score met gemiddeld 48% te verbevi
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teren. Na gebruik van een langwerpig naaldmodel en het RANSAC-algoritme,
vindt naaldlokalisatie plaats met een gemiddelde lokalisatiefout van 0,70 mm
voor ex-vivo data en 0,64 mm voor in-vivo data van de patiënt.
De derde fase in Hoofdstuk 5 is gebaseerd op kunstmatige intelligentie om
naaldvoxels met hoge precisie te detecteren door de vorm- en contextinformatie te modelleren in lerende netwerken. Verschillende architecturen voor convolutionele neurale netwerken zijn ontwikkeld op basis van 2.5D datamodellering met meervoudige datavelden, die zijn getraind met een speciale strategie
(“hard negative datamining”) om sterk ongebalanceerde datasets te kunnen gebruiken. De voorgestelde technieken resulteren in een toename van de F-1 score
met 25%, ten opzichte van de reeds bestaande feature-gebaseerde detectiealgoritmen. Hierdoor kan de naald nauwkeurig worden gelokaliseerd met naaldpuntlokalisatiefouten van minder dan 0,7 mm bij een injectielengte van slechts 5 mm
met gebruik van transducers met hoge resolutie, en een fout van minder dan
10 mm bij transducers met lage resolutie. Met deze techniek is het systeem in
staat om korte naalden toch nauwkeurig te detecteren, waardoor de arts al in een
vroeg stadium onnauwkeurige injecties kan corrigeren.
Het vierde deel in Hoofdstuk 6 biedt een alternatief voor het systeem en betreft een indirecte lokalisatie van het naaldvlak door gebruik van de schaduwsporen van de naald in het volume in plaats van de naaldreflecties zelf. Deze bijdrage
omvat een nieuwe methode voor het detecteren van de naaldschaduw in de ultrasounddata door de Gabor-wavelettransformatie opnieuw te ontwerpen en de
Hessian matrix toe te voegen voor het afbakenen van het schaduwgebied van de
naald. Voor zowel ex-vivo als in-vivo data wordt een gemiddelde lokalisatienauwkeurigheid van 0,35 mm bereikt. Deze oplossing is niet alleen nauwkeurig, maar
lost ook het probleem op voor lokalisatie van vrijwel onzichtbare naalden in de
data die met zeer hoge inclinatiehoeken worden geı̈njecteerd .
Voor de real-time werking van het naalddetectie- en lokalisatiesysteem hebben aanvullende experimenten aangetoond dat de schaduwgebaseerde naalddetectie meer dan 25 keer sneller wordt uitgevoerd dan de conventionele Gaborwavelettransformatie, terwijl het nieuw ontworpen coronale 2D-Gaboralgoritme
zelfs een reductiefactor 60 in de berekeningstijd biedt, resulterend in een uitvoeringstijd binnen 1 seconde. Bovendien is gebleken dat delen van de voorgestelde oplossing kunnen worden hergebruikt voor de detectie van andere, stijve
instrumenten zoals katheters, door een uitgebreidere instrumentmodellering. De
ontwikkelde technieken verbeteren het gemak en de veiligheid van ultrageluidgestuurde interventies, waarmee nieuwe klinische toepassingen kunnen worden
gerealiseerd en bieden een voordeel voor een brede groep artsen, ziekenhuizen
en klinische centra. Door het voortdurend optimaal zicht op de naald tijdens
de interventie met behulp van bewerkte 3D echografiedatavolumes, wordt de
handmatige naaldinjectiecoördinatie tot een minimum beperkt, wat een veiliger
en nauwkeuriger plaatsing van de naald oplevert ten voordele van patiënten en
artsen. Bovendien leidt het vereenvoudigde gebruik van echografie mogelijk tot
betere leerprocedures voor jonge artsen om nauwkeurige interventies te kunnen
uitvoeren.
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Introduction
1.1

Image-guided interventions

The rising demand on more effective treatments, imposed by demographic and
economic trends asks for smart healthcare systems and procedures. An essential
element in current healthcare practice is the rapid development of novel and improved medical imaging systems to precisely visualize the biological, anatomical,
and functional activities inside the human body. These advancements have made
it possible to guide the surgical instruments inside the patient body without an
open incision and only through a needle puncture or using a catheter. These
approaches, known as minimally-invasive interventions, are now increasingly
being adopted in the majority of surgical disciplines to lower complication risk,
minimize post-operative pain and narcotic use, reduce hospital stay and its associated costs, and expedite return to regular activities. Image guidance provides
the opportunity to adapt the administered dose of the delivered medicine, selectively according to the target shape, size, and position, in ways that could not be
considered previously [1]. Another key driver in healthcare is the impact of computers and digital data to offer improved quality of diagnosis and treatment by
assisting in clinical decisions and procedures. Advanced signal processing systems are enhancing the use of medical imaging technologies, both by improving
the data quality and by increasing the understanding of the image contents.
The relevance of medical imaging in healthcare and the amount of medical
data is growing rapidly with several percentages each year. Continuous developments in medical imaging have produced a collection of modern methods, which are enabling novel applications in major new areas of high impact.
Among those, X-ray computed tomography (CT) has revolutionized the imaging possibilities in 1970s, by generating 3D scans of the whole body with such a
high precision to extract quantitative measures from. Shortly after, magnetic resonance imaging (MRI) was invented exploiting non-ionizing radiations, which
1
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provided comparable spatial resolutions, but at a considerably higher contrast,
especially for soft tissues. Both techniques have been remarkably improved over
the years and are extensively used in every modern hospital. The scale of measurements is now extended from centimeters to micrometers, while providing a
more clear and detailed look to the anatomical structures. Ultrasound (US) is
yet another non-invasive technology, which uses harmless high-frequency sound
waves to create real-time depth maps. The application of US for medical diagnosis was first introduced in the 1940s, by letting the sound wave portrait into
the flesh and capturing its reflections. Since then, US imaging has been subject to
substantial enhancements in its imaging resolution, portability, and affordability.
High-quality images can now be made on virtually any mobile platform using
commercially available hand-held probes.
Among those imaging modalities, US is at the forefront of intervention guidance, mainly thanks to its broad acceptance, wide use, availability and harmlessness [2]. This real-time and portable aid, which does not bring any radiation
hazard for the patient, is shown to improve accurate placement of the medical
instrument, such as a needle [3]. Furthermore, US offers the unique advantage
of flexibility in exploiting a broad range of available transducers, specific for a
large variety of medical diagnosis and therapeutic applications. US equipment
are feasible to support guidance in virtually any setting, including the operating room, radiology suite, patient examination room, and emergency medical
units [4]. Consequently, the benefits of US guidance are well established in a
wide range of interventional procedures, such as aspiration and biopsy [5, 6], ablation [7, 8] and prenatal diagnosis and therapy [9]. Moreover, in regional anesthesia and critical care, substantial evidence shows US guidance improves nerve
block quality by decreasing the amount of needle passes, procedure time, local
anesthetic volume and systemic toxicity of peripheral nerve blocks [10, 11, 12], as
well as improving the safety and success rate of central venous cannulation [13].
These significant advantages may be overwhelmed by the potential for complications, especially during the learning curve, which sometimes can lead to
serious morbidity [14, 15]. The previously mentioned benefits can only be realized when the needle tip is kept in view during the intervention, which requires
considerable training and practice [16]. Furthermore, intrinsic limitations of US
data quality, such as high levels of noise, attenuation, and imaging artifacts make
the interpretation of anatomical structures difficult. Figure 1.1 shows a typical situation for the needle guidance, depicting the extensive multi-fold coordination
of the needle and US transducer. During this procedure, the clinician inserts the
needle with one hand, and searches for it in the body by manipulating the probe
in the other hand, while simultaneously looking at the viewing display and not
at the hands. Improvement of the intervention quality, as well as substantial reduction in the amount of injected medicine, can be achieved by ensuring that the
needle is always visible to the clinician, immediately and conveniently.
This thesis is focusing on realizing this property of always having needle visibility, thereby improving the ease of use and enabling accurate interventions to
the benefit of physicians and patients. The technical implementation is based on
2
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Figure 1.1 Utilization of US to guide the needle intervention. (a) The clinical situation showing the multi-fold coordination of 1 the needle, 2 ultrasound transducer, while
3 looking at the US screen (Courtesy of Philips Ultrasound). (b) schematic representation of guiding a needle using US for vascular cannulation, depicting an example situation,
where the needle tip is outside the imaging plane and is approaching the artery instead of
the vein, as a result of the poor needle-transducer alignment.
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adding advanced image analysis and signal processing solutions, while utilizing
standard surgical and imaging equipment.

1.2

Ultrasound guidance of needles

The difficulty of needle visualization during US-guided interventions arise from
the limited field of view and dynamic nature of US imaging. These aspects impose an extensive multi-fold coordination of the needle and US transducer to continuously keep track of the needle. Consequently, advancing the needle without
adequate visualization of the needle tip is the most commonly made mistake during US-guided procedures [17, 18], which may result in unintentional vascular,
neural, or visceral injury [19, 20]. Therefore, carrying out a successful operative
outcome during minimally-invasive interventions, is an invaluable surgical skill
that can only be achieved after extensive training and practice [21, 22].
In search of the “Holy Grail” of US-guided interventions, to provide miraculously rapid and successful outcomes [23], various technologies have been developed that help aligning the needle and US probe or facilitate visualization of the
needle tip. These solutions concern a wide variety of technologies from simple
mechanical apparatus to advanced robotic arms.
Needle tracking techniques
Two conventional techniques are commonly used to visualize the needle during
ultrasound-guided interventions: (1) in-plane approach, with the needle visualized longitudinally as a bright line, requiring a perfect alignment of the needle and ultrasound plane; and (2) out-of-plane approach where the needle is inserted perpendicular to the US plane and is visualized as a bright dot. In both
techniques, visibility of the needle directly affects the quality of the intervention,
particularly in the vicinity of echo-rich regions, such as bones and soft tissues.
Needle echogenicity in US data is affected by several factors, such as needle diameter, insertion angle, and the bevel side of the tip [24]. Recent developments
of echogenic needles can improve the visibility by redirecting the reflected waves
towards the transducer [25], using indentations on the needle shaft [26], or polymer coatings [27]. Nevertheless, they can add undesired imaging artifacts [28].
Mechanical needle guides provide strict alignment of the needle within the US
plane to shorten procedure times, by allocating one entry point at a pre-defined
position and angle to the user [29, 30]. However, because of the lack of depth
control and inability to adjust needle trajectory during the penetration, carotid
punctures are still reported [31].
Optical tracking devices can facilitate better needle maneuverability than mechanical guides, by overlaying the needle’s expected trajectory on the viewing display, which is predicted by tracking specific markers [34] using cameras
mounted on a stand [32], or on the US probe [33]. Nevertheless, deflections of
the needle cannot be predicted and a direct line-of-sight should be maintained
during the procedure, which limits the applicability of optical tracking.
4

1.2. Ultrasound guidance of needles
Electromagnetic tracking makes use of attached sensors to the needle and the
US probe to localize the needle tip and/or shaft, by excitation from an external
magnetic field generator [35]. However, the accuracy of these sensors can be
severely degraded by electromagnetic field interference and disturbances [36].
Ultrasonic device tracking involves a miniature US sensor or actuator that is
incorporated into the needle, to localize its position with respect to the imaging
probe [37]. The localization is based on time delays associated with the US signal
received by a passive, or propagated by an active US element on the needle [38,
39]. Typical choices for such elements are fiber-optic hydrophones integrated into
the needle [40], and piezoelectric co-polymer sensors [41, 42].
Robot-assisted procedures can provide more stable and precise probe handling [43], or manipulate the probe using a servo controller [44]. Alternatively,
the needle itself can be controlled [45], together with the US probe [46], to perform insertions along the designated path.
Although these techniques have achieved great technological advancements,
they have not yet become integrated with standard clinical procedures. Additional devices, limited accuracy, high costs, required specific skills, and low
availability are the main reasons that are hindering the adoption of these external guidance solutions in most of the clinical procedures. In contrast, the desired clinically applicable solution should be simple and convenient to perform,
affordable and yet highly valuable for patients, and mostly be based on the standard devices and equipment. Alternatively, signal processing systems are able to
satisfy these requirements, by ensuring that the needle is fully visualized at all
times, despite the manual movements for navigation and other interactions.
The potential of signal processing
Image-based needle tracking is one of the highly sought techniques, which can minimize the manual needle-probe coordination, while preserving the use of conventional needle, signal generation and transducers [47]. These methods are
performed solely based on signal and image processing techniques and are able
to provide improved representations of the needle. Therefore, enhanced shape
and contrast of the needle can be achieved by reducing the US-specific noise and
imaging artifacts. Furthermore, by continuous detection and tracking of the needle in the US data, these techniques will strongly support the guidance, showing
a continuous maximum view of the needle during the intervention. For the optimal intervention support and minimum manual manipulation of the probe, a
3D transducer can be used, which considerably simplifies the placement of the needle within the acquisition field of view [48].
In order to develop such systems, advanced processing techniques should be
designed to understand specific shape characteristics of the needle to find it in the
US field. This information should be in the form of representative and discriminative models to allow for a robust detection and separation from other similar
structures in the data. Moreover, it is essential to integrate US-specific domain
knowledge into the decision-making process of the developed techniques.
5
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Despite several studies in the past two decades have aimed at creating robust systems for image-based instrument detection, the previously mentioned
high requirements are hampering high-quality system development. Most of the
present and preceding studies either fall short in validating on realistic datasets,
use highly echogenic [49] and modified tools [50], or require specific acquisition
conditions, such as limited frame-to-frame movements [51]. Nevertheless, the
rapid advances in signal processing and artificial intelligence can overcome the
various challenges and provide novel solutions for optimal intervention support.

1.3

The era of artificial intelligence

Technological advancements in digital electronics, once predicted by Gordon
Moore in 1965 [52], have powered the growth of computing systems in an exponential rate. Consequently, digital signal processing techniques have experienced
impressive developments in efficiency, extent and intelligence. Applied to medical imaging, computationally complex processing operations are now possible
to be executed seamlessly in real-time, thereby significantly increasing the clinical value of imaging modalities. Signal processing methods, such as de-noising,
contrast enhancement, and compounding have become standard components of
imaging devices, which improve the intrinsic signal quality for accurate analysis.
This outstanding growth in the computational power of processing systems
in the past years, married with the increasing number of high-quality, more affordable and more accessible sensors for data acquisition, have emerged the new
era of artificial intelligence. Today, advanced signal processing systems and smart
devices have been deeply integrated within the daily lives of millions of people
in forms of digital assistants, virtual consultants, automated service providers,
and advanced driver-assistance systems, etc.
Rapid progress in artificial intelligence (AI) is paving its way into domains
with more societal impact, such as medicine and healthcare. Several key areas
have already witnessed revolutionizing developments ranging from clinical data
management [53], through cancer diagnosis assistance [54], to medication and
drug development [55]. Ultimately, advanced digital processing systems can facilitate more people benefiting from more effective and genuine healthcare, by
assistance in intensive and highly delicate clinical tasks, continuous smart monitoring, personalized treatment and medicine, and so on.
Embedding intelligence in medical imaging systems can even create a greater
impact by providing more accessible diagnosis and treatment solutions to improve the health of patients. Particularly in US imaging, assistance in correct acquisition of clinical images and their interpretation extends the effective usage of
this modality to novices and non-expert practitioners . Moreover, the advanced
processing of the US data during the intervention guidance can deliver the ease
of use and simplify the required operating skills. Therefore, safe and successful
interventions can be performed at a faster pace, which would enable more care
givers to cater more patients in less time.

6
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Advanced and robust processing solutions for accurate tracking of interventional
instruments under US guidance, provide substantial improvements to the quality, accessibility, and suitability of minimally-invasive procedures. The most essential limitation of conventional 2D US imaging is its thin planar beamforming
field, which imposes extensive bi-manual manipulation of the probe in search for
fine structures in the 3D space. Consequently, during needle-based procedures,
it is highly probable that the needle is not completely captured within the imaging plane and therefore becomes only partially imaged in the data. As a result,
the application of image-based needle tracking techniques will be mostly limited to cases of perfect alignment with the US imaging plane and consequently,
the probe manipulation is not necessarily improved. Nevertheless, increasingly
available 3D US transducers can overcome this limitation, while the optimal scanplane with maximum needle visibility is automatically detected and visualized
to the medical specialist [56]. This thesis focuses on developing robust processing solutions for needle localization and visualization in 3D US data volumes,
enabling simplified manual coordination of the imaging equipment.
Development, design, and applicability of such an intervention support system are subject to both technical and clinically related challenges, which require
to be adequately identified and addressed. First of all, physical properties of US
imaging introduce intrinsic quality-degrading limitations into the acquired data,
such as speckle noise, clutter, anisotropy, and imaging artifacts. As a result, the
appearance of medical instruments in US will be distorted, which would complicate the interpretation of the data. These properties are mainly related to the
concepts of limited spatial resolution, interface reflections, and acoustic shadowing [57]. Moreover, the signal-to-noise ratio (SNR) in the acquired US data is
very poor, which further creates ambiguity in the data. Reflections of US waves
at interfaces between fluid, fat, muscle, and connective tissues, create speckled
echogenic regions that reduce the visual contrast and make it difficult to distinguish the needle from the background [58]. Lastly, typically acquired US data is
rich in echogenic structures that may locally resemble the needle and make the
automated detection difficult. It is also possible that depending on the needle
angle and type, the intensity of needle voxels in the acquired data becomes even
lower than that for structures such as bone, tendon, fascia, and muscle fibers [59].
In the following, the most important clinically related considerations necessary
for this study are summarized.
A.

Data acquisition and gold standard collection

The most important reason for the evident lag in the progress of AI in the healthcare domain in comparison with other fields is the higher ethical and technological limitations for gathering vast amounts of clinical datasets. Medical imaging
systems are considerably less available, and their throughput is extremely slow
compared to a camera, which limits the data acquisition rate. Furthermore, acquiring clinical data for development of new techniques usually involves uncom7
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mon and immature procedures that would be normally avoided for the sake of
patient safety. Besides, the protection of the patient privacy by not disclosing disease and treatment details to the public, is a major concern and subject to ongoing
debates. Moreover, the gold standard data that is essential for AI developments
can only be provided by highly skilled medical specialists, which is usually not
possible to be crowd-sourced.
All the mentioned points have made the medical data an “expensive” asset and motivated the researchers to opt for simulated experiments (in-silico),
or controlled and in-phantom experiments (in-vitro), and in-animal and cadaver
tests (ex-vivo), especially until the last five years. As a result, the progress of
developing reliable automated techniques is mostly hampered by the lack of representative datasets and validation challenges.
B.

Evaluation and performance criteria

Automated assistance and guidance systems for healthcare are usually aiming
at improving decisions, procedure quality and treatment accuracy. Therefore,
although evaluating the performance of intermediate stages of the system is important in development, the direct contribution to patient health may be unclear,
not visible or not measurable. As a result, it is important to evaluate and compare
the system with respect to its intended use in the clinical practice.
Moreover, the performance of such systems is usually compared against the
decisions made by medical specialists, which may be subject to variabilities
among different experts. Therefore, defining the performance criteria for a clinically valuable solution should be objective and quantitatively measurable.
C.

Applicability, execution speed, and user-friendliness

Clinical solutions designated for instrument guidance are subject to strict requirements imposed by the type of clinical intervention. One of the major considerations in an intervention is to achieve the optimal outcome in the shortest time
possible, to minimize risks of complications, such as infections, neuropathy, and
nausea. Therefore, the applicability of an intervention support system has a direct relation to how well it fits into the standard clinical procedure, by not obstructing the workflow, and assisting in decision making and device handling.
An important aspect of these requirements is the ability of the system to execute
in real-time, to avoid any delays in any stage of the intervention. Moreover, any
additional complexity for operating the system should be minimized, such that
the process is maximally automated with a user-friendly setup and a minimum
of required input actions, while ensuring that the user is in control.
D.

Reliability and confidence

For a physician, coherency in making decisions and knowing the uncertainty regarding individual cases are essential in finding appropriate treatment strategies in high-risk situations. In contrast, the decisions of automated processing
8
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systems are not always accompanied with the probability of correctness. Therefore, quantitative quality metrics regarding the confidence level associated with a
given decision can provide reliability and credibility to the system. Knowing the
risk of error permits the physicians to review the system decisions and identify
system breaking points prior to integrating them into specific clinical cases.
E.

Motivated decision-making process

In order to reduce the possible negative impact, both patients and clinicians deserve to know the reason behind certain system decisions. Being able to open the
“black box” and explain the specific actions, by means of analyzing evidence, intermediate steps, and supporting statistics, can build trust in the true value of the
system in improving patient care. More importantly, by promoting transparency
and creating tools that provide detailed audits for the actions of the system, responsibility and accountability measures can be implemented.

1.5

Problem statement and research questions

The observed technical and clinical challenges in developing a robust imagebased tracking system defines the following problem statement of this thesis.

Problem statement
The objective is to design and develop robust processing algorithms to
localize a needle within the acquired 3D ultrasound data volumes, and
show its optimal view to the medical specialist. The algorithmic framework should be fully automated and be able to perform in near real-time
execution speed to provide optimal guidance to the intervention.

Research questions
From the above problem statement, specific research questions (RQ) can be derived, which are formulated below.
RQ1. System design and basic components for needle detection
In order to design a functioning system that is robust to the acoustic properties
of US data, specific algorithmic components and key methodologies should be
identified. The main responsibilities of such a system include developing algorithmic steps to improve the data quality prior to automated analysis, and making a fundamental choice between several key methodologies for discriminating
the needle from other echogenic and bright structures in the data. Therefore, the
following research questions are formed.

9
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RQ1a. Which pre-processing methods prior to automated analysis can best
enhance the data and effectively handle the inconsistent needle shape
and brightness in different acquisition settings?
RQ1b. What are the most discriminative features and characteristics of a needle in the noisy ultrasound data that can potentially lead to a robust
localization?
RQ2. Modeling 3D needle shape and orientation in clinical US data
Realistic clinical 3D US data contains several echogenic structures, such as tendon
and fascia that can locally create shape features comparable to the needle. Therefore, it is necessary to build full 3D shape descriptors of structures in multiple
orientations to facilitate a robust separation. This leads to the following research
questions.
RQ2a. Is it possible to model the discriminative shape features of medical
instruments using the accumulated responses of voxels to wavelet
transformations with directional sensitivity?
RQ2b. Does co-relating individually detected voxels and examining how
they are globally arranged lead to increased detection score?
RQ2c. In what way can the 3D position and orientation of the needle be
localized from the voxel-level detections?
RQ3. Early needle detection and robustness in intervention guidance
During needle interventions, successful automated detection of the needle immediately after insertion is necessary to allow the physician identify and correct
at an early stage any misalignment of the needle and the target. This reduces
needle passes and improves health outcome. The increased robustness can be
mainly achieved by being able to relax the assumptions that the needle is a long
and elongated structure in the data. In order to realize this capability, the following research questions are formulated.
RQ3a. How accurate should the voxel detection be and how can it improve
to facilitate robust and accurate localization of very short needles?
RQ3b. Is it possible to create more straightforward and self-contained needle
descriptors that can provide more effective analysis tools and potentially improve the detection accuracy?
RQ3c. Can a detection algorithm, based on RQ3a and RQ3b, be developed
using deep learning methods in the context of needle detection in
3D US data? Does this technique provide more meaningful semantic
modeling and improve robustness against suboptimal and inconsistent intra-volume needle visibility?
10
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RQ4. Reliable detection of steep and virtually invisible needles
A non-echogenic needle that is inserted with a high inclination angle in the tissue,
reflects the majority of US beams away from the probe. Consequently, the needle
will be virtually invisible in the ultrasound data and its acoustic features will be
missing. Nevertheless, indirect information regarding the acoustic energy change
in the data caused by the needle, can lead to correct localization of the needle,
even when it is virtually invisible in the data. This leads to the research questions
stated below.
RQ4a. Is it possible to exploit the acoustic energy loss in the volume, caused
by the needle to localize the needle itself in 3D US data, acquired from
different transducers?
RQ4b. How can we ensure a robust detection of the needle “shadow cast”
and distinguish that from other attenuated regions? Is this also possible in challenging interventional conditions, when the acquisition
settings and probe contact can be suboptimal?

1.6

Contributions

The scientific and technical contributions of this thesis can be linked into four
categories, which are summarized below.

1.6.1

Contributions to choosing the optimal framework

For detecting an instrument in the US data, an alternative approach is proposed
based on the space-frequency characteristics. Therefore, specific Gabor wavelets
are designed, which yield substantial improvement in accuracy and directional
sensitivity of the results, compared to the commonly used techniques.
Furthermore, novel pre-processing techniques are developed to normalize the
visibility and geometry of structures. Our proposed normalization technique has
substantially decreased the variance of needle voxels intensity and shape, achieving an average standard deviation of 0.040 using a 6-bin intensity histogram
(Chapter 3). Moreover, several enhancement methods were evaluated, showing
that the vesselness filtering can best improve the needle contrast.

1.6.2

Contributions to space-frequency analysis

In order to robustly extract needle voxels from the noisy input US data, several
algorithmic stages are proposed for three complexity levels of data. First, the
irrelevant structures are filtered out based on their second-order edge information. Second, a novel 3D Gabor wavelet transformation has been designed and
tailored to optimally respond to needle voxels. Finally, a multi-resolution Gabor
transformation is introduced, which matches the wavelets periodicity with half
of the needle diameter to improve the classifier sensitivity to the needle shape.
11
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The classification of Gabor-wavelet features using a linear classifier has
achieved on average 86.3% recall at 22.3% precision for ex-vivo data and 82.1%
recall at 47.8% precision for in-vivo dataset. Moreover, exploiting Gabor wavelets
in multiple resolutions for classification has improved the precision by 40% at a
high recall rate of 75% (Chapter 4).
The coherency in classification is achieved by enlarging the inferencing scope
that is initially limited to the receptive field of Gabor wavelets. Using a fullyconnected conditional random field (CRF) for this purpose, has improved the F-1
scores by another 48% on the average.
Lastly, the position and orientation of the needle axis is extracted after fitting
a proposed model of the needle to the classified voxels, by means of the random
samples consensus (RANSAC) algorithm. The proposed system achieves an average needle localization error of 0.70 mm for ex-vivo data and 0.64 mm for in-vivo
dataset of patients.

1.6.3

Contributions to deep learning analysis

Two deep learning architectures are proposed for a robust needle detection in
cases of both a shorter needle and an inconsistent needle visibility. A patch-based
convolutional neural network (CNN) is used to classify needle voxels using triplanar orthogonal views. This was enabled by proposing an iterative training
of the network parameters by bootstrapping with hard-negative samples. Our
proposed network achieves a 80% F1-score for ex-vivo data (Chapter 5).
Semantic modeling of the 3D context information is achieved using multi-slice
fully convolutional networks (FCN). Compact and efficient modeling is achieved
by employing three consecutive 2D slices, extracted at each lateral and elevational position, which constructs 2.5D representations of the needle. This architecture achieves 84% F1-score in datasets of porcine leg that are acquired with
a low-resolution phased-array transducer. These results show a strong semantic
modeling of the needle context in challenging situations, where the intensity of
the needle is inconsistent and even partly missing (Chapter 5).
Quantitative analysis of the localization error with respect to the needle length
has shown tip localization errors of less than 0.7 mm for needles being only
10 mm long inside the data, acquired when using a phased-array low-resolution
transducer. Therefore, the system is able to accurately detect needles that have
just inserted into the patient’s body, which facilitates the physicians to correct
any inaccurate insertions at early stages of the intervention.

1.6.4

Contributions to needle shadow analysis

Novel detection systems are proposed to efficiently and robustly localize the needle in cases of extreme US signal loss, which impede the visual characteristics of
the needle in the acquired data. For this purpose, a new design of the 3D Gabor
wavelets is introduced for optimal sensitivity to thick dark planar structures with
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specific widths. This method has shown to be successful and achieves an average
needle-tip localization error of 0.3 mm for both ex-vivo and in-vivo datasets.
Furthermore, in order to limit the computational complexity, we propose to
detect shadow traces in a limited set of 2D coronal planes. This offers a factor
of 12 reduction in computation time. The analysis of the dependency of needle
angle and length on the needle-tip position error shows that the detection error is
stabilized for the horizontal needle length of 12.5 mm or longer. The advantage of
the proposed method is that the detection still works for high inclination angles
of the needle up to 70◦ , which considerably improves the robustness (Chapter 6).
The resulting cross-section of the corresponding to the in-plane view, completely shows the entire needle. This creates a high clinical value, since by ensuring that the needle and its tip are always visible to the interventionist, the risk of
puncturing vital and undesired structures will be virtually eliminated.

1.7

Outline and scientific background

In this section, an overview of the chapters presented in this thesis and the related
publication background are provided. The structure of this thesis is visualized in
Figure 1.2, which is briefly summarized now. Chapter 2 provides a technical introduction to image-based needle tracking systems and discusses common individual algorithmic components for the analysis of volumetric data. Next, Chapter 3 identifies key methodologies for the design of a needle detection system in
3D US data, followed by Chapter 4, which presents contributions and algorithms
for realization of a robust and generic technique. More challenging data-related
interventional conditions are addressed in Chapters 5 and 6, while the conclusions and future work are discussed in Chapter 7. The individual chapters are
summarized below, including references to the corresponding publications.
Chapter 2. This chapter first presents a high-level system overview and then
provides details the algorithmic components for constructing image-based needle tracking systems. Therefore, basic signal transformation and processing techniques for needle detection are introduced, such as Hough transform, line filtering and Gabor transformation. Moreover, application of these methods as feature
vectors in machine learning is discussed. Next, linear classification techniques
based on linear discriminant analysis and support vector machines are detailed.
As an alternative, parametric forms of features and classifiers are introduced in
the framework of convolutional neural networks. Then, post-processing methods
are described and finally, the validation techniques and metrics used throughout
this thesis are defined.
Chapter 3. This chapter concentrates on general challenges and considerations
for the design of a US-based needle detection algorithm. As part of the design,
several pre-processing approaches are proposed to regularize and enhance the
input US data. Next, methodological principles for detecting rigid objects in
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Chapter 1: Introduction
Chapter 2: Technical introduction to image-based needle tracking systems
Machine learning

Indirect
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Shape
and context
modeling

Shape
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Signal transformation and processing
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Shadow-based localization
Shadow enhancement
Needle shadow detection in 3D
Localization from 2D coronal planes

Chapter 7: Conclusions

Figure 1.2 Structure of the chapter organization in the present thesis.

3D US volumes are investigated and a fundamental choice for the optimal detection technique is made between several key methodologies.
The findings of this chapter were published in IEEE ICIP conf. (2014) [C-9].
Chapter 4. The focus of this chapter is to develop a full processing system based
on space-frequency analysis to robustly model discriminative shape features of
medical instruments. After presenting the related work, the chapter is divided
into two major parts of voxel classification and needle localization. Subsequently,
experimental results are provided on the introduced classification and localization approaches in several phantoms, tissues and patient data.
The main contribution of this chapter regarding a robust and generic system
design was published in a journal publication in IEEE TMI (2017) [J-3]. Furthermore, the presented individual sub-systems are presented as international con-
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ference contributions in SPIE Medical Imaging (2015) [C-7], SPIE Machine Vision
(2015) [C-6], and SPIE Medical Imaging (2018) [C-2].
Chapter 5. This chapter investigates the contribution of CNN architectures to
improve the detection performance in complex and noisy 3D US data, aiming at
addressing more challenging situations. For this purpose, after discussing the
state-of-the-art, patch classification using CNN is presented that performs based
on triplanar orthogonal views. Next, an end-to-end dense segmentation using
FCN is proposed in multi-view thick slices. Subsequently, experimental results
for both patch classification and dense segmentation methods are presented, as
well as the final accuracy of the needle localization using both methods.
The contributions of this chapter were published in journal publication in
IJCARS (2018) [J-2] that is a follow up of a publication in MICCAI conference
(2017) [C-4].
Chapter 6. This chapter addresses a novel technique to exploit the shadow
traces in the volume to localize steep and virtually invisible needles. First, a
brief overview of related work on US shadow detection is provided. Then four
algorithmic components are proposed for (1) regularization and enhancement of
the needle shadow, (2) shadow detection methods based on 3D structures, (3) alternative methods for needle shadow detection based on selective processing of
2D coronal cross-sections, and (4) needle plane localization from the shadow. The
proposed methods are be robust and fast and readily suited for the clinical intervention support. Performed experiments and results are presented with a focus
on computational complexity, localization error, and limitations of the system.
The contributions of this chapter are partly presented in IEEE IUS conference (2016) [C-5], and is under review considering journal publication IEEE
TBME [J-1]. Furthermore, the proposed methods in this chapter have resulted
in two patent applications filed in 2016 [P-1] and 2017 [P-2].
Chapter 7. The final chapter summarizes the achieved results and addresses
the research questions by discussing the associated contributions. Furthermore,
this chapter provides reflections on the clinical value of the system and a brief
discussion on possible combinations of the proposed methods to achieve even
higher robustness.
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2

Overview of image-based needle
tracking systems
2.1

Introduction

This chapter summarizes state-of-the-art techniques and recent developments for
image-based detection and tracking of needles in US data. As discussed in the
previous chapter, we focus on signal processing solutions that are generic to typical and non-specialized needles, allow for a seamless integration with the existing
acquisition systems, and introduce minimal or no change to the clinical workflow.
In the design of such systems, several main components can be identified, which
are commonly used in different techniques. For example, since the echogenicity
and linearity of the needle yield important discriminative information, the majority of the methods use a standard or tailored signal transformation to enhance
and exploit such features. Nevertheless, as the complexity of processed data increases to be more representative of the challenging intervention conditions, additional techniques are introduced to robustly distinguish the needle from other
echogenic structures in suboptimal imaging settings.
In the field of image-based needle detection and tracking, techniques can be
grouped into different levels of maturity based on the comprehensiveness of addressing the challenges in clinical data and constraints of the assumed situation.
This results in two different technology areas:
1. Signal transformation and model matching. Carefully constructed processing
chains were common in earlier studies, which gradually enhance and localize the needle in several stages. Individual stages are mainly exploiting the
higher intensity values, elongated shape, or movement patterns of a needle.
2. Machine learning and prediction. For more challenging data where the needle is less echogenic, reflections of other structures complicate the detec17
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tion. Therefore, more descriptive and discriminative predictors are modeled based on larger sets of appearance features.
Although the traditional methods have introduced solutions for simplified and
largely constrained datasets, the proposed methodologies can lay important
groundwork for developing robust needle tracking systems for live intervention
support. Therefore, the technology overview in this chapter starts with describing the generic architecture of a needle tracking system that can address several
levels of challenges, based on the choice of individual methods at each stage.
Afterwards, the proposed approaches for each algorithmic subsystem are introduced that are also commonly used in the various chapters of this thesis.
The sequel of this chapter is organized as follows. Section 2.2 first introduces
a generic image-based detection system and different algorithmic components
for each stage of the system. In Section 2.3, methodologies based on signal transformation and processing are discussed. Next, Section 2.4 introduces common
features for extraction of discriminative information to be used by classification
techniques presented in Section 2.5. Parametric forms of features and classifiers,
which can be efficiently trained from the data are introduced in the framework of
convolutional neural networks in Section 2.6. Then, post-processing methods are
described in Section 2.7 and validation techniques are introduced in Section 2.8.
Finally, a brief summary and conclusion are presented in Section 2.9.

2.2

System architecture

In a generic image-based needle tracking system, descriptive and discriminative
acoustic characteristics of the needle are processed to enhance, detect, and/or visualize the needle in the US data. As the complexity of data increases towards
more realistic test situations, auxiliary information from multiple sources should
be considered for a robust and accurate performance, which is mostly done by
a learned predictor to create higher-level models of the needle. The mentioned
two steps of signal transformation and machine learning form the principal functional stages of an automated detection system entirely or in part. The schematic
diagram of this system architecture is depicted in Figure 2.1, including the additional training stage and post-processing to localize the needle in the 3D volume.
As shown, any automated detection system consists of a training stage of
some sort, which constructs models and decision criteria, based on available
training data and a-priori information. The training stage can simply involve
identification of distinguishing characteristics of the object of interest, e.g. higher
intensity of the needle, or its elongated and cylindrical shape. Alternatively, in
a machine learning framework, training involves derivation of specific classification algorithms and parameters to achieve the highest detection rate. Based on
the extracted models and constructed knowledge in the training stage, the needle
can be detected and tracked in the input data. The testing stage of such a system
can be divided into three main functional steps, aiming at the following tasks:
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Training data
a-priori info

Input
data

Training

Signal transform.
Feature extraction

Needle models

Machine learning
and prediction

Training stage:
construct needle models

Post-processing

Needle
position /
orientation

a-priori info

Figure 2.1 System architecture of a generic image-based needle tracking system.

1. Signal transformation / feature extraction. The medical input signal is generally not suitable for automated detection of objects in its initial acquired
form. Appropriate enhancement and normalization of the input is necessary, as well as extraction of smooth, invariant and discriminative representatives, to discard redundant and irrelevant data for detection.
2. Machine learning and prediction. The transformed input signal is used for
matching the needle models learned in the training stage. This can involve
simple thresholding and voting strategies, or classifying the extracted feature vectors in a machine learning framework.
3. Post-processing. The outcome of a classifier or a signal-processing chain requires further analysis to extract the correct position and orientation of the
needle among several candidates.
The following sections will briefly introduce most commonly used techniques
for each stage, as well as novel and appealing methodologies for a robust needle
tracking system.

2.3

Signal transformation and processing

Generally, the intensity of the instrument is assumed to be higher than the surrounding tissues in the US field. Therefore, early instrument detection studies
were trying to exploit signal processing techniques for detecting high-intensity
values and transitions (gradients) in the US data. Methods based on local intensity variance [47], intensity thresholding [50, 60], and edge detection [61] have
been commonly used to detect or pre-select the needle pixels from the background tissue. Nevertheless, the elongated shapes of instruments motivate the
use of line detection techniques, such as Hough [62] and Gabor transformation [63], to increase the discriminating performance of the algorithm in the presence of other echogenic structures in the data. Although the application of Gabor
transformation for instrument detection was proposed almost a decade later than
the Hough transform, both techniques were considered a break-through when
introduced and were quickly adopted in most of their following studies. In this
19
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Figure 2.2 (a) Parametric representation of a line in the 2D (x, y) domain and (b) the
representation of such line as a point in the Hough space.

section, both methods are briefly introduced with considerations regarding their
usage and design.

2.3.1

Hough and Radon transform

The Hough transform was first introduced as a method of efficiently detecting
complex patterns of points in binary image data and is widely applied to detect
straight lines in digital images. As the needle can be detected as a bright linear structure in the data, the Hough transform have been a strong preference for
detecting the needle in early studies [62, 64, 65]. Detection is achieved by determining the parameters that characterize the pattern and transforming the input
space to produce compact features in a space of possible parameter values. In
case of line detection, the Hough transform can be defined with a mutual constraint between image pixels (x, y), and parameter points (m, c), where m and c
are the slope and the intercept of a line, respectively. The transform corresponds
to a one-to-many mapping from an image pixel (x̂, ŷ) to a set of possible parameter values, given by the relation fH , such that
fH ((x̂, ŷ) , (m, c)) = ŷ − mx̂ − c = 0.

(2.1)

Therefore, a straight line detection problem in the image space will be converted
into a local peak detection problem in the parameter space.
Since the (m, c) parameterization has a singularity for lines with large slopes,
i.e. m → ∞, Duda and Hart [66] suggested that straight lines can be most usefully
parameterized by the distance d and orientation θ of the normal vector to the line
from the image origin, as:
x cos θ + y sin θ = d,
(2.2)
where x and y are bound to the size of the image. Figure 2.2 shows an example
of a binary image and the parameter lines produced by transforming the image
pixels into the parameter space.
In the 3D space, a line ` (or a needle) can be represented with the 4-tuple
(α, β, u, v) [67], where α and β are components of the unit orientation vector b
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>

in spherical coordinates that is defined as b = (sin α sin β, cos α sin β, sin α) . We
define u and v to be coordinates of the intersection of line ` and x-z plane (y = 0).
Therefore, the 3D Hough transform for detecting a needle in the US volume can
be realized by calculating the parameters α, β, u, and v of all straight lines passing through the binarized volumetric space and accumulating them in the R4
parameter domain.
Several studies have introduced to apply the Radon transform, as so-called
parallel integral projection in the domain of needle detection [68]. It is worth
mentioning that the Radon transform is a generalized form of Hough transform
mathematically defined on a continuous parameter space by:
ZZZ


>
fR (c, b) =
I (x, y, z) δ c − b · (x, y, z) dx dy dz,
(2.3)
I

where the Dirac delta function δ (.) forces an integration of voxel intensities I
along a line defined by offset c = (u, 0, v) and unit orientation vector b. The
mapping of Hough and Radon transform will be exactly the same, provided that
similar voxel discretization is used and d is chosen to be the line offset instead of
distance to origin.

2.3.2

Gabor transformation

Gabor’s theory introduces a fundamental way of quantifying the information
carrying capacity of a signal and provides a basis for the representation of signals as a combination of elementary functions [69]. Gabor elementary functions
provide optimal signal expansions in terms of time and frequency by maximizing the simultaneous resolution in both domains. In the Gabor expansion, the
signal having the lower limit of possible uncertainty is the modulation product
of a harmonic oscillation with a Gaussian-form pulse. Daugman carried out a
neurophysiologically plausible analysis of the uncertainty relation of Gabor elementary functions as 2D signal-analyzing filters [70]. These results led to a vast
adoptation of Gabor filters in the image processing domain, such as edge detection and texture classification [71, 72]. Moreover, detection of 2D rigid objects is
successfully developed based on the invariance properties of Gabor features in
preserving pose and orientation information [73].
An elementary 2D Gabor signal can be represented as:




y2
1 x2
+
+
j2πf
x
,
(2.4)
G (x, y) = exp −
0
2 σx2
σy2
where f0 is the center frequency of the filter and σx and σy are the effective bandwidths of the filter (as standard deviations) in horizontal and vertical directions,
respectively. In the 3D space, the filter in Eq. (2.4) is generalized to:




1 x2
y2
z2
G (x, y, z) = exp −
+ 2 + 2 + j2πf0 z ,
(2.5)
2 σx2
σy
σz
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where σx = σz /γx , σy = σz /γy , and parameters γx and γy are the spatial aspect
ratios of the Gaussian envelope in horizontal and vertical directions, respectively.
The standard deviation of the Gaussian function σz is calculated from the desired
half-response spatial frequency bandwidth B [74] as:
r
ln 2 2B + 1
1
·
.
(2.6)
σz =
f0 π
2 2B − 1
The odd and even components of the Gabor filter can be derived as follows:



y2
z2
1 x2
+
+
. sin (2πf0 z),
(2.7)
Go (x, y, z) = exp −
2 σx2
σy2
σz2



1 x2
y2
z2
Ge (x, y, z) = exp −
+
+
. cos (2πf0 z),
(2.8)
2 σx2
σy2
σz2
which will result in real transformations. The odd filter Go can be used as an edge
detector, while the even filter Ge concentrates on measuring symmetric patterns
in the data, such as a line. Similarly, since a needle cross-section appears as a
circular and symmetric structure in the US data, we mainly use Eq. (2.8), which
denotes the even-symmetric component of the Gabor filter. The 3D Gabor filter
can now be used to generate a complete filter bank for 3D data volumes as:
Gφ,θ (x, y, z) = Ge (x0 , y 0 , z 0 ) ,

(2.9)

where the rotated coordinate system is defined as:
x0 = x cos θ − y sin θ,
y 0 = x cos φ sin θ + y cos φ cos θ − z sin φ,
z 0 = x sin φ sin θ + y sin φ cos θ + z cos φ.

(2.10)

For the purpose of instrument detection, the central frequency of the sinusoidal plane wave f0 is specified as f0 = 1/2di , where di is the diameter of the
instrument [73]. Furthermore, γy is chosen to be a positive number much smaller
than unity to increase the sensitivity of Gabor filters to elongated instrument voxels. The 3D Gabor transformation is calculated from the convolution of the filter
kernel Gφ,θ with the volume I (x, y, z).

2.4

Feature extraction techniques

Straightforward signal processing chains are often unable to robustly detect and
track medical instruments in more challenging US data from clinical interventions. Therefore, to model richer and more advanced representations of the instrument, several measures can be combined in the form of a feature vector to be
used in a machine learning and classification sequence. One of the first applications of this framework is introduced by Uherc̆ı́k et al. [75], which exploits linefiltering features combined with intensity values. This section briefly presents
implementation details of these features and then elaborates on a more discriminative features of Hierarchical Model-X (HMAX), which form the basis of the
system introduced in Chapter 4.
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2.4.1

Line-filtering features

Line filtering (vesselness filtering) is based on examination of the Eigenvalues of
the Hessian matrix to enhance 1D linear structures by analyzing the local principal curvatures of the data elements [76]. The Eigenvalue decomposition of the
Hessian matrix extracts three orthonormal vectors by mapping a spherical neighborhood onto an ellipsoid whose axes are along the same direction of the Eigenvectors with their lengths corresponding to the magnitudes of the respective
Eigenvalues. Therefore, local widths of structures are derived from second-order
directional derivatives along the principal directions of the structures. Given a
volume I(x, y, z), its Hessian matrix at voxel (x, y, z) is


∂ 2 I/∂x∂x ∂ 2 I/∂x∂y ∂ 2 I/∂x∂z




(2.11)
Hs (x, y, z) =  ∂ 2 I/∂y∂x ∂ 2 I/∂y∂y ∂ 2 I/∂y∂z  .


∂ 2 I/∂z∂x ∂ 2 I/∂z∂y ∂ 2 I/∂z∂z
The partial derivatives in Eq. (2.11) are computed as a convolution with derivatives of an isotropic 3D Gaussian kernel at scale s, which corresponds to the approximate diameter of the instrument [76]. Therefore, the second derivative of
the Gaussian function (Figure 2.3(a)) is the filtering kernel to construct elements
of the Hessian matrix Hs .
The directions given by the Eigenvectors of the Hessian matrix, υk , are along
the principal directions of a structure at (x, y, z) and the magnitudes of the respective Eigenvalues |λ1 | ≤ |λ2 | ≤ |λ3 | are reciprocally corresponding to local widths
of the structure. In case of a needle, this means that λ1 is related to the Eigenvector in the primary orientation of the needle, whereas λ2 and λ3 are related to the
Eigenvectors in the plane perpendicular to the needle direction. In the presence
of acoustic clutter, the needle is overlaid by diffused echoes [77] and surface representations are irregular. However, the global shape of the instrument can still
be detected [75] and similar to the cylindrical structures [76], a voxel from the
instrument in the 3D US volume must satisfy the following conditions:
λ1 ≈ 0,

λ2  0,

λ3  0.

(2.12)

Frangi et al. [76] proposed a combination of Hessian Eigenvalues to obtain a
probabilistic estimate of vesselness according to Eq. (2.12), which is defined as:
(
)!
(
)!
(
)!
RA 2
RB 2
S2
V = 1 − exp − 2
exp − 2
1 − exp − 2
,
(2.13)
2αf
2βf
2cf
where
RA =

|λ2 |
,
|λ3 |

|λ1 |
RB = p
,
|λ2 λ3 |

S2 =

X

λ2k ,

(2.14)

k

and parameters αf , βf and cf , control the contributions of RA , RB and S, to the
final vesselness value, respectively. Since the needle is acquired in the US data as
a bright structure on dark background, V is set to zero when λ2 ≥ 0 or λ3 ≥ 0 .
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(a)

(b)

Figure 2.3 (a) Second-order derivative of a 3D Gaussian kernel, and (b) even-symmetric
component of a 3D Gabor kernel.

As shown in Figure 2.3(b), the Gabor filter kernel can be made very similar
to the second derivative of the Gaussian. However, the Gabor transform extracts
richer information from the oscillation frequencies of the data. At each point,
localized frequencies as well as discontinuities are gathered from all directions
of the neighborhood [78]. Moreover, the design of the Gabor wavelets can be
adjusted to be sensitive to the shape of specific objects for a discriminant analysis. Nevertheless, the Gabor transform is computationally expensive and efficient
implementations are necessary to allow for real-time execution.

2.4.2

Hierarchical Model-X (HMAX) features

In the HMAX model, a hierarchy of increasingly complex and invariant features
is developed, which is motivated by the feedforward path of object recognition
in the mammalian visual cortex [79]. The system overview of constructing the
HMAX features is depicted in Figure 2.4. As shown, the simplest model consists
of four layers of computational units, where simple layers of template matching,
alternate with complex units of max-pooling, thereby introducing gradual invariance to scale and translation. Since the size of instruments in the US data is fixed
and known, we only consider the construction of position-tolerant features using
HMAX systems. The details of the processing steps for obtaining HMAX features
are listed below:
Position-tolerant features
1. S1: Gabor transformation using Eq. (2.9) at multiple orientations, to extract low-level features, i.e. gratings, bars and edges,
2. C1: max-pooling locally over S1 responses to become invariant to distortions and small shifts in the data,
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Figure 2.4 System diagram of the HMAX classification system.

Component-tuned features
3. S2: template matching of trained dictionary features onto C1 maps, to
extract higher-level features according to the stored models,
4. C2: max-pooling globally over each of the S2 responses to achieve component and object-tuned units.
The learning process of creating the feature dictionary is achieved using a
sampling process by extracting a large pool of prototypes of various sizes and
at random positions from a target set of data. Serre et al. have shown that it
is possible to perform robust object recognition with a universal vocabulary of
features learned from natural images [80].

2.5

Machine learning and prediction

The goal in classification is to take an input vector x and to assign it to one of
K discrete classes Ck , where k = 0, ..., K − 1. In the most common scenario, the
classes are taken to be disjoint, so that each input is assigned to one and only one
class. The input space is thereby divided into decision regions whose boundaries
are called decision boundaries. In the case of instrument detection, classification
concerns of a two-class problem, such that K = 2 and C1 represents the instrument class and C0 represents the background.

2.5.1

Linear discriminant analysis

In linear models for classification, the decision surfaces are linear functions of
the input vector x and hence are defined by (D − 1)-dimensional hyperplanes
within the D-dimensional input space. Therefore, the decision boundary is a
simple feature threshold for one-dimensional data, a line for two-dimensional
data and a hyperplane for multi-dimensional data.
The simplest representation of a linear discriminant function is obtained by
taking the inner product of the input vector x and the normal of the decision
hyperplane as:
y (x) = w> x + b,
(2.15)
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where w is called a weight vector, and b is the bias or threshold. Classification is
achieved when an input vector xn is assigned to class C1 if y (xn ) ≥ 0 and to class
C0 , otherwise.
Training a linear classification model can be performed using a generative
training technique, in which the class-conditional densities p (x|Ck ) and the class
priors p (Ck ) are modeled and used to compute posterior probabilities p (Ck |x)
through Bayes’ theorem. An example of such an approach is Linear Discriminant
Analysis (LDA), which is closely related to Fisher’s Linear Discriminant [81]. Assuming a normally distributed probability density function for each class with a
shared covariance matrix N (µk , Σ), the decision boundary is determined as:
w = Σ−1 (µ0 − µ1 ) .

(2.16)

Consider having N training samples, where each sample n is represented by a
multi-dimensional feature vector xn ∈ RD and binary class label kn ∈ {0, 1}.
We denote the prior class probability p (C0 ) = π, so that p (C1 ) = 1 − π. The
classification parameters can be determined by maximizing the logarithm of the
likelihood function:
p (k|π, µ0 , µ1 , Σ) =

N
Y

kn

[πN (xn |µ0 , Σ)]

1−kn

[(1 − π) N (xn |µ1 , Σ)]

,

(2.17)

n=1
>

where k = (k1 , ..., kN ) , yields:
N
1 X
kn xn ,
N0 n=1

(2.18)

N
1 X
(1 − kn ) xn ,
N1 n=1

(2.19)

µ0 =

µ1 =
1
Σ=
N

(

)
X

>

(xn − µ0 ) (xn − µ0 ) +

n∈C0

X

>

(xn − µ1 ) (xn − µ1 )

,

(2.20)

n∈C1

and Nk denotes the total number of training data points in class Ck .
Since LDA assumes a Gaussian distribution of the classes, the obtained decision boundary will not be optimal and the performance is not robust to outliers.
Therefore, in order to apply such models to more complex problems, it is possible
to adapt the basis functions to the data, which is addressed next.

2.5.2

Support vector machine

In support vector machines (SVM), kernel functions are first defined that are centered on the training data points and map inputs x, directly onto decisions after
being evaluated at a subset of the training data points [82]. An important property of SVM is that, although the training involves nonlinear optimization, the
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Figure 2.5 Conceptual example of the decision boundary (solid black lines) for (a) LDA
and (b) linear SVM classifiers.

determination of the model parameters corresponds to a convex optimization
problem, and so any local solution is also a global optimum. Furthermore, the
number of kernel functions in the resulting models is generally much smaller
than the number of training points.
Using the kernel transformation of a two-class discriminative SVM, the classification function of Eq. (2.15) becomes
y (x) = w> φ (x) + b,

(2.21)

where φ (x) denotes a fixed feature-space transformation of the input feature vector x. The classification is according to the sign of y (xn ) and the corresponding
target values of tn ∈ {−1, +1}, such that tn = +1 for points having y (xn ) ≥ 0
and tn = −1 for points having y (xn ) < 0.
Training is achieved through the concept of the margin, which is defined to be
the smallest distance between the decision boundary and the training samples.
In order to obtain the optimal classification, the decision boundary is chosen to
be the one for which the margin is maximized by optimizing the parameters w
and b. Thus the maximum-margin solution is found by solving:




1
arg max
min tn w> φ (xn ) + b
.
(2.22)
kwk n
w,b
Since the distance from any point xn to the decision surface remains unchanged
after rescaling, for the training points that are closest to this surface, we set:

tn̂ w> φ (xn̂ ) + b = 1.
(2.23)
This active constraint will make the decision boundary to only be affected by this
subset that are referred to as support vectors. Therefore, the optimization prob−1
lem of Eq. (2.22) simply requires that we maximize kwk , with the constraint
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that each training sample should be located at the correct side of the decision
boundary, satisfying:

tn w> φ (xn ) + b ≥ 1, ∀n.
(2.24)
Minimization of kwk is achieved by a quadratic programming technique for the
following optimization problem:


1
2
kwk ,
(2.25)
arg min
2
w,b
subject to the constraint from Eq. (2.24). An example of a SVM decision boundary
for linear classification is shown in Figure 2.5(b), depicting the training samples,
support vectors, and the decision margin of 2/kwk.
In order to classify new data points using the trained model, we evaluate the
sign of y (x) defined by Eq. (2.21). In case of choosing a linear kernel function,
this yields to a vector multiplication identical to Eq. (2.15), which leads to a very
fast test-time performance. Therefore, in Chapter 4, we will use both LDA and
linear SVM for classification of feature vectors and compare their performances.

2.6

Convolutional neural networks

As an alternative to fixed basis functions for classification, parametric forms of
nonlinear basis functions can be used in which the parameter values are learned
from the raw data. Therefore, the detection system can be trained in an end-toend framework to simultaneously learn the parameters for both feature extraction and classification steps, as depicted in Figure 2.6. The feed-forward neural
network, also known as the multi-layer perceptron forms the basis of the most successful models of this type. In a multi-layer architecture, learning is achieved
at multiple levels of representation, obtained by composing simple but nonlinear modules that each transform the representation at one level (starting with
the raw input) into a representation at a higher, slightly more abstract level [83].
Therefore, complex and highly abstract patterns can be constructed in terms of
less abstract ones. Furthermore, higher layers of representation are generally invariant to most irrelevant variations of the input and only amplify aspects of the
input that are important for discrimination [84].
Neural networks were believed to suffer from lack of generalization and tendency to overfit to the training data until around 2006 [85, 86, 87]. It was shown
that layers of feature detectors created using an unsupervised neural network
could result remarkably well after fine-tuning the network using standard backpropagation with labeled data. Increase in computational power of Graphics Processing Units (GPUs), which were convenient to program, and the vast amount of
available data rapidly made neural networks one of the most popular techniques
in machine learning and artificial intelligence. In particular, convolutional neural
networks (CNNs) [88, 89] achieved a dominant practical success mainly thanks
to their easier training and better generalization properties. This generalization
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Figure 2.6 System architecture of a detection system based on neural networks.

comes from generic filtering of the data at various scales (and kernels) and selection of pattern by nonlinear elements.
The remainder of this section starts with describing the feed-forward neural networks that are the core parametric functions of CNNs. Next, training the
network parameters is discussed that is possible using maximum likelihood optimization of a nonlinear problem. Afterwards, convolutional networks are elaborated that enable scaling neural networks to large grid-structured data. Finally,
several widely used architectures within the deep learning framework are briefly
introduced as design and configuration guidelines.

2.6.1

Neural networks

In a neural network, the output at each layer can be defined as M linear combinations of the input x as:
aj = wj> x + bj ,
(2.26)
where j = 1, ..., M , w represents the weights and b denotes the biases. The quantity a is referred to as the activation and is followed by a differentiable, nonlinear
activation function of:
zj = h (aj ) .
(2.27)
These hidden units correspond to the outputs of the basis functions. The transfer function h (.) is generally chosen to be a sigmoidal function, such as the
hyperbolic tangent function, h(a) = tanh (a), the logistic sigmoid function,
h(a) = 1/(1 + exp(−a)), or the rectified linear unit (ReLU), h(a) = max{0, a}.
In a multi-layered perceptron (MLP), a series of the functional transformations of
Eq. (2.26) and Eq. (2.27) are applied at several layers. A three-level network takes
the form:






y (x, w, b) = h w(3)> h w(2)> h w(1)> x + b(1) + b(2) + b(3) ,
(2.28)
where the superscripts (1), (2) and (3) indicate that the corresponding parameters
are in the first, second and third layer of the network, respectively, and so on. For
simplicity, the bias parameters are absorbed into the set of weight parameters, by
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Figure 2.7 Network diagram for the three-layer neural network corresponding to
(1)
(2)
Eq. (2.28). The links from additional input and hidden variables x0 , z0 , and z0 represent the bias parameters. Arrows denote the direction of information flow through the
network during forward propagation.

defining additional input and hidden variables x0 and z0 , so that the output of
Eq. (2.28) is referred to as: y (x, w). Figure 2.7 depicts the representation of this
function in form of a network diagram [82].

2.6.2

Network training

A simple approach for determining the network parameters is to minimize a cost
function E(x) by altering x. For example, given a training set comprising input
vectors {xn }, where n = 1, ..., N , together with a corresponding set of target
vectors {tn }, a cost function can be defined by taking the negative logarithm of
the likelihood, which gives the cross-entropy in the form of:
E(w) = −

N
X

tn ln y (xn , w),

(2.29)

n=1

so that minimizing the cost function causes maximum likelihood estimation. The
cost function may also include regularization terms to avoid overfitting, such as
a weight decay added to the linear regression cost function to obtain:
2

E(w) = λ kwk −

N
X

tn ln y (xn , w),

(2.30)

n=1

where λ is a value chosen ahead of time that controls the strength of our preference for smaller weights. This results in solutions that have a smaller slope, or
having weights on fewer features. Therefore, by controlling the complexity of the
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model, we aim at finding the best fitting model, which may be a large model but
has been regularized appropriately [90].
Because of the nonlinearity of neural networks, most cost functions become
non-convex and cannot be optimized in a closed form. Therefore, neural networks are usually trained by using iterative, gradient-based optimizers that
merely drive the cost function to a very low value, rather than linear equation
solvers used to train convex optimization algorithms with guaranteed global convergence, e.g. SVMs.
In the cost function space as a function of the weights, a small step in the
weight space from w to w + δw changes the error function to δE ' δw> ∇E (w),
where the vector ∇E (w) points to the direction of largest rate of increase of the
cost function. Therefore, by making a small step in the direction of −∇E (w), the
cost reduces until the gradient vanishes, which can be a local minimum, maximum, or a saddle point. However, the error function typically has many local
minima that are not optimal and many saddle points surrounded by very flat
regions, which makes optimization difficult, especially when the input is multidimensional. Therefore, in a functional application of neural networks, we usually settle for finding a value of E that is very low but not necessarily minimum
in any formal sense.
Optimization of a continuous nonlinear function can be achieved by choosing
an initial value w(0) for the weight vector and then iteratively moving through
the weight space in the direction of the negative gradient of cost function:

w(τ +1) = w(τ ) − η∇E w(τ ) ,
(2.31)
where τ is the iteration step, and the parameter η > 0 is known as the learning
rate. After each update, the new weight vector is obtained by re-evaluating the
gradient on the whole training set, batches of data or only one data point (also
known as stochastic gradient descent) and then the process repeats itself.
In order to derive the gradient values, let us first consider the output of each
hidden unit in a network, which computes a weighted sum of its inputs as:
aj =

D
X

wji zi ,

(2.32)

i=1

where zi is the activation of a unit, or input, that sends a connection to unit j,
wji is the weight of that connection, and D is the dimensionality of the data
points. Evaluation of the derivative of En with respect to a weight wji can be
derived by applying the chain rule for partial derivatives as:
∂En ∂aj
∂En
=
.
∂wji
∂aj ∂wji

(2.33)

Using Eq. (2.32) and by introducing an error notation δ, we obtain:
∂En
∂aj
= δj
= δj zi .
∂wji
∂wji

(2.34)
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Figure 2.8 Illustration of the calculation of δj for hidden unit j by back-propagation of δ1 to δk , which
receive connections from unit j. The blue arrow
denotes the direction of information during forward
propagation, and the red arrows indicate the backward propagation of error information.
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wij
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δ1

In order to calculate the δj for hidden units, the chain rule is again used to obtain:
δj ≡

X ∂En ∂ak
∂En
=
,
∂aj
∂ak ∂aj

(2.35)

k

calculating the sum of all units k to which unit j sends connections, as shown in
Figure 2.8. Substituting the definition of δ and using Eq. (2.32) and Eq. (2.27), the
following back-propagation formula is derived:
X
δj = h0 (aj )
wkj δk ,
(2.36)
k

where δk is the cost of the last layer of the network, derived from Eq. (2.30). The
value of δj for all of the hidden units can be evaluated by recursively applying
Eq. (2.36). The derivative of the total cost function E, with respect to the network
wights can finally be obtained by repeating the above steps and summation over
all N data points as:
N
X
∂E
∂En
=
.
(2.37)
∂wji
∂w
ji
n=1
While M controls the number of parameters in the hidden units of the network, it can be adjusted towards the best predictive performance for an optimum
balance between underfitting and overfitting. However, in practice, overfitting
due to poor local minima in the cost function are rarely a problem with appropriate regularization techniques, large networks, and large datasets. Therefore,
recently researchers tend to increase M and “go deeper” as far as the amount of
training data and computational power allow them to go.

2.6.3

Convolutional networks

Convolutional networks [89], also known as convolutional neural networks
(CNNs) are a specialized kind of neural networks for processing data that have
a known grid-like topology, e.g. time-series or image data. These networks combine three architectural concepts to ensure applicability to aforementioned types
of data: (1) local receptive fields, (2) weight sharing, and (3) spatial or temporal
sub-sampling. We will now briefly discuss the motivations for these choices.
1. Local receptive fields. Strong local correlations between the data points in
an image (or a time-frequency representation of speech) is ignored in the
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neural networks. This effectively means that the input variables can be presented in any (fixed) order to the network without affecting the outcome of
the training. On the contrary, well-known advantages lie in extracting and
combining local features, such as edges, corners, etc., prior to recognizing
spatial or temporal objects. Convolutional networks force the extraction of
local features by restricting the receptive fields of hidden units to be local.
2. Weight sharing. Number of variables (pixels/voxels) in the data is often
large, about several thousands for a typical image, which results in several
tens of millions of weights, already in the first layer of a network. Furthermore, local features that are useful in one region are likely to be useful
across the entire data, for instance if the same object is translated. Therefore, sharing weights across the space achieves shift invariance by avoiding
separate detectors to be learned for various positions of the same object and
drastically reduces the amount of parameters.
3. Sub-sampling. Merging semantically similar features into one feature will
allow the representations to vary slightly when elements in the previous
layer vary in position and appearance. This is achieved by sub-sampling,
also widely known as pooling, that aggregates the neighboring values using
typically the max or mean operation (see Subsection 2.4.2). While spatial
pooling produces invariance to translation, it is also possible to learn other
transformations by pooling over the outputs of the hidden units [91].
The typical structure of a CNN is shown in Figure 2.9, comprising convolutional, pooling, and fully-connected layers. Each unit in a layer receives inputs
from hidden units of a small neighborhood in the previous layer. Local receptive
fields allow each unit to extract elementary visual features, which are then combined by the subsequent layers in order to detect higher-order features. Considering an image, the learned features in the first layer of units typically represent
the presence or absence of edges at particular orientations in the image. The second layer typically detects motifs by spotting particular arrangements of edges,
regardless of small variations in the edge positions. The third layer may assemble
motifs into larger combinations that correspond to parts of familiar objects, and
subsequent layers would detect objects as combinations of these parts.
In the convolutional layer, units with shared weights are organized in the
form of a plane and construct a feature map for different parts of the data. The
evaluation of units activations is equivalent to a convolution operation on the
previous layer with the kernel of weights transformed by the sigmoidal nonlinearity of Eq. (2.27). A complete convolutional layer is composed of several feature
maps corresponding to different weight vectors.
The pooling layer reduces the resolution of the feature map using max or
mean operations, which then reduces the sensitivity of the output to shifts and
distortions. Successive layers of convolutions and pooling are typically alternated resulting in increased selectivity of features and invariance of the representation. This style of architecture is similar to alternating simple and complex
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Figure 2.9 Diagram illustrating of a simple CNN architecture with two convolutional, two
pooling and two fully-connected layers. The alternating convolution and pooling layers is
comparable to simple (S) and complex (C) cells of the HMAX system (Subsection 2.4.2).

cells of HMAX systems discussed in Subsection 2.4.2 that is stated to resemble
the receptive-field profile of mammalian visual cortex [79].
At the end of the convolutional stream of the network, a fully-connected MLP
is usually added, where weights are no longer shared. The whole network is
trained by minimizing the cost function using back-propagation and updating
the weights based on the gradients of the cost function. This involves a slight
modification of the usual back-propagation algorithm to ensure that the sharedweight constraints are satisfied.
Convolutional networks provide an elegant solution to prepare neural networks become scalable to a very large size. This approach has been the most successful for the 2D image domain and is increasingly being adapted to the 3D volumetric domain using methods, such as extracting multiple cross-sections from
3D patches.

2.6.4

Deep learning architectures

When a CNN contains multiple hidden layers, it is considered a deep network
and its application in machine learning is referred to as deep learning. The key
benefit of deep learning, as also of neural networks, is its ability to learn hierarchal multi-level feature layers from the data to optimize the objective outcome.
As the complexity of the problem grows, deep learning can make major advances
over hand-crafted heuristics to capture all the relevant information in the input
using a general-purpose learning procedure.
Among the most widely used models, a 19-layer model often referred to as
VGG very deep 19 [92] is particularly popular because of its relatively low memory demand during inference. It benefits from the increased receptive field of
stacked small kernels to represent a similar function of a single large kernel with
less parameters. More complex forms of building blocks that consist of convolutions with different kernel sizes are introduced in a 22-layer so-called Inception
network [93], and its extension to a 42-layer network, referred to as Inception v3.
Training deeper models is shown to be possible effectively, for up to a 152-layer
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network or deeper in ResNet architectures that use shortcut connections to skip
one or more layers [94].

2.7

Post-processing and fitting

The outcome of the classification stage leads to scattered pixels/voxels, as a
coarse estimate of the needle position and orientation. Therefore, appropriate
post-processing techniques are used to first, reduce outliers and generate a more
dominant structure for detection, and second, extract the needle coordinates by
fitting a model onto the detected points. Improving the classification results is
mostly achieved using binary morphology operations and examining the global
shape of each cluster of points using principal component analysis [47]. Afterwards, the needle model is localized using the random sample consensus, which
is the most common technique for fitting the instrument model in noisy datasets.

2.7.1

Random sample consensus

In many practical situations, the detection is not error-free and outliers can
severely disturb the following estimations. Particularly, localization of an instrument in the US data involves processing of a highly noisy environment to
distinguish subtle profile variations of structures, based on the received signals
from the interfaces between different media. Therefore, any detection algorithm
is expected to contain a certain level of outliers, which demands a robust estimation to allow for an accurate localization. A general and successful estimator
that is able to cope with large outlier proportions is the random sample consensus (RANSAC) [95]. The algorithm is based on the limited support that an outlier
receives from other data points, if it is used to calculate a model.
For a simple case of fitting a line on a set of 2D points, RANSAC works as
follows: two of the points are selected randomly and define a line. The support
score for this line is obtained by the number of points within a distance threshold. The random selection is repeated several of times and the line with highest
support score is the most robust fit. The points within the threshold distance to
this line are the inlier set and constitute the consensus set. This paradigm can be
extended to fitting any model on any D-dimensional data points to be consistent
with any selection of support criteria.
The number of iterations should be high enough to ensure that the largest
consensus was reached at least once. However, it is also computationally infeasible and even unnecessary to try every possible combination of samples. Instead,
the decision to stop selecting new samples can be based upon the expected number of iterations N , to ensure with a probability p (usually chosen as 0.99), that
at least one of the random subset of s data points is free from outliers. If e is the
probability of all selected data points in the current selection to be inliers, defined
as the ratio of selected points to the total number of data points, then at least N
iterations are required as:

N = log (1 − p) / log 1 − e2 ,
(2.38)
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which will be updated at every iteration based on the obtained e ratio. The algorithmic steps of using RANSAC to robustly fit a model to a dataset S can be
summarized as the following steps:
Algorithmic steps of RANSAC
Step (1): Randomly select a sample of s data points and fit a model.
Step (2): Determine the set of data points Si , which result in support
score less than threshold t based on the current model. The set
Si is the consensus set of the sample and defines the inliers of S.
Step (3): Recalculate N using Eq. (2.38).
Step (4): If N trials have been passed, re-estimate the model using all the
points in the largest consensus set Si and terminate.
Step (5): If N trials have not been passed, repeat from Step (1).

M

2.8

Validation

Evaluating the performance of the developed automated systems is essential
with respect to their designated tasks. Especially in the medical domain, having
a reliable performance indication is necessary for representing the generalization
ability of the system. That is, given a new and unseen data, the question is how
confident the prediction outcome will be. Only in rare cases the task is so explicit that a theoretical argument is expected to suffice. More often, a so-called
ground-truth dataset is used, for which the absolute correct outcome of the task is
known. Therefore, quantifying the performance is possible by showing that the
results are reproducible in various acquisition conditions and clinical variations
to be expected [96].
In the context of machine learning, training refers to the procedures in development and parameter selection of an algorithm and testing refers to a final step
to estimate the performance of the algorithm. An appropriate selection of the
dataset used for each stage can reveal unbiased information regarding the generalization ability of the algorithm for predicting the unseen data. While the main
principle of a validation methodology is to make training and testing data distinct, efficient use of what generally is a limited amount of data should be made.
Most common techniques for this purpose are introduced below.
Half-half: As the name suggests, this method is based on randomly splitting
the available data into two halves of training and testing data for evaluating the
performance. The algorithm is trained once on the first half and tested on the
second half, and also once vice versa as the second trial. The overall performance
metric is calculated as the average of performance estimates from the two trials.
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The system parameters and sub-algorithms that are tuned in the first trial and
used for training on the first subset should remain fixed in the second trial, while
training on the second subset, for an unbiased measurement.
Leave-one-out: In this approach, also referred to as leave-one-out crossvalidation (LOOCV), one sample is left-out during the training, which is used
for testing the performance. For the dataset of size N , this procedure is repeated
N times, such that the test performance is measured on all samples. The overall
performance is estimated as the average across the N single-item tests.
N-fold cross-validation: This method is a generalization of the leave-one-out
approach, in which a pre-determined percentage split of the data into training
and testing sets is used. The dataset is split randomly into N equal-size sets, in
which one set is iteratively used for testing and all other sets for training. The
N different test sets would not have any data elements in common, although the
training sets would have. Similar to LOOCV, the overall performance metrics
are calculated as the average across the N tests. The N-fold cross-validation is
most suitable for situations, where in addition to the error rate, an estimate of the
variance in the performance metric is also important.
In order to quantify the performance of an automated system, several error
metrics can be employed, based on the type of the task to be a detection, a segmentation or a measurement problem. The following two subsections will discuss performance analysis techniques appropriate to each of these types of problems in the context of needle and instrument tracking.

2.8.1

Voxel detection performance

In binary classification systems, appropriate error metrics involve the relative
frequency of correct and incorrect decisions by defining true positive, false positive,
true negative, and false negative instances. In these terms, the positive or negative
refers to the decision made by the detection algorithm and the true or false adjectives refer to the decision agreement with the ground-truth states. Thus, in
the context of instrument voxel detection, a true positive (TP) indicates that the
detection algorithm has correctly labeled a voxel as part of the needle. A false
positive (FP) indicates that the detection algorithm has wrongly labeled a voxel
to belong to the needle. A true negative (TN) indicates that the detection algorithm has correctly labeled a background voxel. A false negative (FN) indicates
that the detection algorithm has wrongly labeled a background, while it was part
of the needle. These definitions are summarized in Figure 2.10.
Additional higher-level performance metrics can be derived from these simpler performance metrics, i.e. recall, precision, and specificity, that are stated as
fractions between 0 and 1. The recall of a detection algorithm, also referred to as
sensitivity, indicates how frequently a needle voxel is detected where it actually is
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Figure 2.10 Definition of true and false positives and negatives in binary classification.

a needle voxel. The precision, also referred to as the positive predictive value, measures how frequently a needle voxel detection is actually a needle. The specificity
refers to how frequently a background voxel is detected when no needle exists.
These metrics can be computed as:
TPs
,
TPs + FNs
TPs
,
Precision =
TPs + FPs
TNs
Specificity =
.
TNs + FPs
Recall =

(2.39)
(2.40)
(2.41)

The ideal detection algorithm would have a value of 1 (or 100 percent) for all
recall, precision and specificity metrics, which in order would imply detecting a
needle voxel where one exists, always correctly labeling a voxel as needle, and
never falsely labeling a voxel as needle in the background. As it can also be
deduced from Eq. (2.40) and Eq. (2.41), the latter two conditions are closely related, and a higher specificity always means a better precision. Nevertheless, in
datasets with highly imbalanced positive and negative classes, one of the two
metrics provides better means of correctness for the performed task. For example, when the positive class is outnumbered by the negative class, even very
impressive-looking specificity of 0.9 or higher can sometimes be not high enough
to ensure limited false detection.
In the typical situation, greater recall (or sensitivity) can be gained by accepting lower precision (or specificity), and vice versa. Therefore, comparison of
different system performances using only one of the metrics is generally meaningless. Nevertheless, this can be achieved with the so-called F-1 score, which
combines the two metrics using the weighted average of recall and precision.
Furthermore, F-2 and F-0.5 scores are also used to weight recall higher than precision and vice versa, respectively. In its general form, F-β can be defined as:

F-β = 1 + β2 ·
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(β2

Precision · Recall
.
· Precision) + Recall

(2.42)
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Figure 2.11 Example of (a) Precision-Recall (PR) and (b) Receiver Operating Characteristics (ROC) curves.

The space of possible trade-offs between the recall and precision can create
a Precision-Recall curve with recall on the horizontal axis, and precision on the
vertical axis. Similarly, the Receiver Operating Characteristics (ROC) curve summarizes the relation between the sensitivity and specificity of an algorithm. The
ROC curve is typically plotted with the TP fraction (Sensitivity) on the vertical
axis and the FP fraction (1 − Specificity) on the horizontal axis. An example of
a typical PR and ROC curves is shown in Figure 2.11. As shown, the ideal operating point is the upper right corner in the PR space, and it is the upper left
corner in the ROC space. For numerically describing and comparing the PR and
ROC, it is common to use the Area under the curve (AUC), which integrates the
performance over all the operating points.

2.8.2

Needle segmentation quality

The outcome of a voxel-based detection system can be considered as a segmented
volume, where the detected voxels compose the interior of the object of interest.
However, in contrast to a typical image segmentation problem in computer vision, which aims at decomposing the entire image/volume into regions of similar
content, the objective here is to identify every instance of a needle in the volume,
while the rest of the data remains undifferentiated. Therefore, the quality of this
segmentation task can be measured as the similarity of the segmented region to
the ground-truth instrument. For a binary segmented mask X and a groundtruth mask Y , the similarity metric of Intersection over Union (IoU), also known
as Jaccard similarity coefficient, is defined as:
IoU =

|X ∩ Y |
area of overlap
=
,
area of union
|X ∪ Y |

(2.43)

where |X| represents the cardinality of set X. The IoU metric is closely related to
the F-1 score, but penalizes instances of false detection more.
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2.8.3

Needle localization accuracy

The overall accuracy of a needle tracking system is how close the approximated
needle coordinates are to the ground-truth needle. Therefore, several distance
metrics are defined to assess the localization accuracy of the needle position, as
depicted and summarized in Figure 2.12.
εvp

ε2

εv

ε1

εtp

ε1 + ε2
εp =
2

Needle axis accuracy
Notation
εv
εp

Description
Needle orientation error
Needle position error

Needle plane accuracy
Notation
εvp
εtp

Description
Plane orientation error
Needle-tip position error

Figure 2.12 Illustration of the accuracy evaluation metrics and their summary. Yellow and
black lines show the ground-truth and detected needles, respectively.

As shown in Figure 2.12, the needle position error (εp ) is calculated as the
average of the point-line distances between the two end-points of the groundtruth axis and the detected axis. The needle orientation error (εv ) is the angle
between the detected and the ground-truth orientation vectors. Furthermore,
several distance metrics are defined based on the accuracy of the detected needle
plane. The needle-tip position error (εtp ) is calculated as the point-plane distance
of the ground-truth needle tip and the detected needle plane. The plane orientation error (εvp ) is the angle between the normal vectors of the detected and the
ground-truth planes.

2.9

Conclusions

This chapter has presented an introductory overview of common techniques for
image-based detection and tracking of needles in US data. Different algorithmic
components for the analysis of volumetric data have been introduced.
• Hough and Radon transform. The higher intensity values of an instrument
compared to its surroundings motivate the usage of so-called intensity-based
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techniques that accumulate voxel intensities over several directions. As a
result, structures having the desired geometry, such as a line or a plane can
be more conveniently localized in the transformed Hough domain.
• Line filtering. The cylindrical shape assumption of instruments are exploited
in vesselness and line-filtering techniques by analyzing the local principal
curvatures of the data structures. Therefore, selective enhancements are
achieved for the voxels belonging to a linear, flat or a blob-like structure.
• Gabor transformation and HMAX systems. The hierarchy of oriented Gabor
wavelets followed by sub-sampling operators are effective to extract specifically designed shape features at different levels of complexity and invariance. The resulting space is then highly selective to the space-frequency characteristics, specified in the design criteria that is suitable for discriminating
subtle shape characteristics.
• Linear classification methods. When the extracted features are well discriminative, simple classifiers such as LDA and linear SVM, can make sufficiently accurate decisions, while being computationally efficient.
• Convolutional neural networks. Higher hierarchal levels of modeling is possible by learning from the data itself. Therefore, improved discriminative
performance is mostly achieved when using CNN architectures to model
the differences present in the data at more abstract levels.
• Random sample consensus. Modeling and localization of the instrument in a
noisy situation should be done using only a consensus set that is free from
outliers. This forms the basis of the RANSAC that can be extended to fit
any model to the data points consistent with any consensus criteria.
The performance of the developed detection systems are evaluated to represent
the generalization ability and applicability of the system for new and unseen
datasets. Several validation techniques have been introduced in this chapter that
will be used extensively in the upcoming chapters of this thesis. According to the
objective of each processing stage, voxel detection performance, needle segmentation quality or needle localization accuracy are measured and reported.
The presented algorithmic components are selectively used to create robust
image-based needle detection and tracking systems for 3D US data, aiming at
challenging intervention conditions. These systems can be divided into three
technology areas, according to the following components and methodologies.
1. We will start with feature extraction and explore strong capabilities of
Gabor transformation to reveal the position of the needle among other
echogenic structures. The needle diameter and the consistent orientation of
voxel gradients along its length are two dominant features of needle voxels
that can be effectively exploited using directionally-sensitive wavelets.
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2. SVM and similar machine learning techniques are attractive as they can
learn more complex features and their combinations. Moreover, such linear
classification methods are computationally efficient and facilitate real-time
and fast executions.
3. Deep learning techniques may be an attractive approach for learning highlevel representations of complicated structures in e.g. 3D voxel data to better separate noise from instrument voxels. Furthermore, the use of generic
CNNs can be tailored with additional modeling to learn specific characteristics of needles or instruments.
In the next chapter (Chapter 3), key methodologies for constructing such a robust system are evaluated and pre-processing approaches are introduced to enable
an effective automated analysis. Afterwards, algorithmic details and design criteria for realization of a complete and robust needle detection system are further
explored in Chapter 4.
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3

Needle detection system design
3.1

Introduction

In Chapter 2, we have provided an overview of several state-of-the-art algorithmic elements and main stages of an image-based needle tracking system. This
chapter is dedicated to identifying key methodologies to realize the design of a
robust automated system for needle detection in 3D US data. US imaging intrinsically has a number of limitations and challenges, such as low signal-to-noise
ratio, speckle noise, clutter, anisotropy, imaging artifacts and the distorted appearance of medical instruments, which complicate the interpretation of the data.
Moreover, detection of typical needles in the US data is challenging due to several reasons. First, reflections from several echogenic structures in the US data
degrade the contrast of the needle and make detection difficult. Second, the visibility of the needle varies to a large extent for different positions and angles of
the needle, acquisition frequency and beamforming, and the surrounding tissue
and adjacent organs or structures. Third, intra-acquisition variability in the shape
and intensity of needle parts adds to the complexity. Due to these intrinsic properties of US and artifacts, specific algorithmic components need to be designed
to normalize the data and extract stable and discriminative acoustic features for
needle detection.
The objective of this chapter is to design a needle detection system that is robust to the cluttered and complex data representation in 3D US volumes. Therefore, the requirements of a basic needle detection system should be satisfied by
identifying effective denoising techniques and investigating on how to handle
inconsistent needle appearance in different beamforming patterns and its largely
varying brightness. Furthermore, we need to make a fundamental choice between several key methodologies for detecting the needle based on its intensity
or its spectral characteristics. In more detail, the following requirements of such
a needle detection system are addressed.
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Figure 3.1 System overview for needle detection in 3D US data, followed in this chapter.

1. Variable needle shape and intensity. The quality and beamforming conditions
of the acquired US data are not immediately qualified for automated analysis. The presence of imaging artifacts and inconsistencies in the imaging
geometry and visibility of the needle add to the variability in the needle
shape and intensity. Consequently, the detection system should be robust
to larger intra-class variance. Therefore, to avoid performance loss, appropriate pre-processing of US data quality and beamforming is essential (Section 3.2).
2. Cluttered and inconsistent appearance. Detection of rigid objects, such as
a needle in the US data, and discriminating it from other echogenic organs and structures cannot be achieved by simple brightness and onedimensional shape assumptions. In the US data, appearance of a needle is
cluttered and inconsistent, which requires the detection analysis to be tolerant to noise and variations in the data. Nevertheless, the needle detection has
to be sensitive to the discriminative features of the needle to robustly localize it surrounded by similar echogenic structures in the presence of noise
(Section 3.3).
In order to identify processing principles that can satisfy the introduced design requirements, the following major system components are considered by
introducing associated challenges and necessary design criteria (see Figure 3.1).

Pre-processing US data
As discussed, pre-processing is an essential stage in our system to regularize,
normalize and enhance the input US data prior to automated segmentation and
localization. However, this requirement varies for different approaches and objectives. We identify three characteristics of the acquired US data that impose ad44
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ditional standardization and enhancement processes to improve the performance
of the proposed automated detection systems.
• Intensity variance. Natural inter-subject tissue variations and the variability introduced by different equipment, operators, and gain settings, reduce
tissue comparability in the acquired US data. This intensity variance challenges the learning-based automated methods, as they usually assume the
data from different sources have similar appearance. Therefore, in order to
improve the compatibility of the acquired data with our proposed methods,
intensity normalization is necessary (Subsection 3.2.1).
• Beamforming pattern. In the curved and phased-array transducers, the US
beamlines fan out radially. Therefore, the density of scan lines decreases
with depth, which degrades the lateral and elevational resolutions. Furthermore, the propagation pattern of a shadowed region is in the same direction as the attenuated beamlines. Therefore, maintaining the beamlines
to be linearly propagated ensures resolution consistency with depth as well
as unified beamforming patterns (Subsection 3.2.2).
• Speckle noise and acoustic clutter. Speckle noise and acoustic clutter are the
primary factors that limit the detectability of small, low-contrast structures
in US data. Therefore, they are mostly aimed to be filtered out without
affecting important features of the acquired data (Subsection 3.2.3).
We further study these characteristics throughout this chapter in terms of principles and limitations. We propose specific pre-processing techniques to improve
the performance of our methodologies in the needle localization framework.

Needle detection in US data
Detection of rigid objects such as a needle or a catheter in US data is generally
performed assuming that their intensity is higher than the surrounding tissues.
Alternatively, the movement of the needle is used in some studies by observing intensity changes in needle-based interventions. These movements can be
caused by oscillatory motion of the stylus [97], or associated with displacement
and strain of nearby tissue [98]. However, we aim here at detection in static 3D
volumes, which allows for arbitrary inter-volume movements of the transducer
or the patient. The needle can be localized in a single US volume by detecting its
voxels based on the following two principles.
• Intensity domain characteristics. The higher grayscale values of needle voxels can be specifically exploited for detection using projection techniques.
Accumulating the voxel intensities on the orientation planes of the data
cube [62] or possible parallel lines [68] amplifies the needle’s occurrence in
the acquired data. These techniques are only applicable when the needle is
the only echogenic structure in the projection path, which mostly cannot be
satisfied in interventional conditions (Subsection 3.3.1).
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• Space-frequency domain characteristics. The combination of gradient values in
the vicinity of the needle creates a specific sinusoidal frequency and phase
content. This information is related to the shape and width of the needle
and can be exploited to detect a needle more robustly in the noisy US data.
Methods such as Gabor transformation [63] and phase grouping [99] are
shown to be useful in extracting these properties for a robust needle detection (Subsection 3.3.2).
In order to identify detection principles that are suitable for a robust needle detection in noisy US data, we perform initial experiments on a limited set of data.
The evaluation of these experiments will expose advantages and limitations of
each method in different situations and will provide the basis for designing a
robust needle detection methodology.
The sequel of this chapter consists of two sections. First, several pre-processing
approaches are proposed and their individual performance in regularizing and
enhancement of the input data is evaluated in Section 3.2. Next, methodological principles for detecting rigid objects in 3D US volumes are investigated and
their performances are evaluated in Section 3.3. Finally, Section 3.4 concludes this
chapter by providing the key findings for the needle detection system design.

3.2

Processing ultrasound data quality and beamforming

In this section, first a novel technique for normalization of the needle contrast
variability and its appearance is introduced to improve the performance of the
supervised detection (Subsection 3.2.1). Next, beamline regularization techniques and their performance are elaborated (Subsection 3.2.2). Finally, methods for enhancement of targets in US data are presented and their performances
are compared with state-of-the-art in terms of contrast and contrast-to-noise ratio (CNR) (Subsection 3.2.3).

3.2.1

Intensity normalization

In an automated segmentation and localization method, it is very important that
the analyzed samples are represented similarly for the same structures. However,
in US data processing, the acquired data are highly dependent on the relative
position and orientation of the reflecting structures to the US beams. Furthermore, natural subject-to-subject tissue variations and the variability introduced
by different equipment, operators, and imaging settings, add to the variations in
structure appearances. Therefore, the intensity of structures and/or objects in the
acquired data have to be normalized based on the same reference model, e.g. to
obtain a histogram featuring a normalized Gaussian distribution [100].
Intensity normalization is realized using a transformation, which maps the
intensity of a data point into a new value depending on global or locally adaptive criteria, such as frequency information [101] or intensity histograms in the
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Figure 3.2 Processing steps of CLAHE-based intensity normalization in 3D US data.

regions of interest [102]. Due to the frequency characteristics of speckle noise in
US data, normalization with respect to the frequency distribution decreases the
CNR of objects of interest. In this work, we propose to normalize the intensity of
all visible structures including the needle, based on Contrast Limited Adaptive
Histogram Equalization (CLAHE) [103]. In this approach, the image or volume is
divided into non-overlapping regions of equal size and then a mapping function
is calculated for each region based on its cumulative intensity distribution. The
mapping functions are intended to normalize the intensity histograms of each
region considered. The following paragraph will provide a brief overview of
processing steps of CLAHE in achieving the locally adaptive intensity normalization.
Algorithm for intensity normalization — CLAHE for 3D US: The processing
steps of the CLAHE-based intensity normalization are depicted in Figure 3.2.
In the first step, a clipping level is calculated to avoid noise enhancement. In
US data, the signal-to-noise ratio (SNR) is low and the intensity histogram is
largely skewed towards lower values. Therefore, intensity transformations will
result in undesirable enhancement of noise by mapping close grayscale values
to significantly different ones. Thus, limiting the contrast enhancement is necessary and is achieved by clipping the histogram and redistributing the clipped
amount equally among all histogram bins to maintain the intensity range. The
second step identifies a 3D grid in the volume, and calculates a mapping function
mi,j,k (n) for the region surrounding the grid point (i, j, k). This mapping function transforms the intensity value n to a new value corresponding to the desired
cumulative distribution FZ and is defined as:
mi,j,k (n) = FZ−1 (Fi,j,k (n)) ,

(3.1)

where Fi,j,k ∈ [0, 1] is the cumulative distribution function in region (i, j, k) and
FZ−1 is the inverse of FZ . Finally, the mapping function mx,y,z for each voxel
(x, y, z) is calculated, using a trilinear interpolation of the six closest neighboring
grid points mi,j,k in 3D that surround the considered voxel.
M
Evaluation: The contribution of our proposed intensity normalization is studied by comparing the histogram values and intensity deviation of the instrument
voxels before and after applying CLAHE processing. We evaluate the performance of different mapping functions such as uniform, Gaussian and Rayleigh
in enhancing the visibility of the needle in cases of steep insertion angles. As
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Figure 3.3 Eight-bin histogram of instrument voxels (top) prior to intensity normalization
and (bottom) CLAHE processed. For identifying the optimal normalization, the highest 6
intensity bins are considered, which correspond to the instrument voxels that are brighter
than at least one-fourth of the intensity range. The average of standard deviations is then
0.041, 0.040 and 0.046 for uniform, Gaussian and Rayleigh distributions, respectively.

the brightness variations of the instrument are maximal with linear array transducers, we use the ex-vivo data acquired from chicken breast using a 5–13 MHz
linear array transducer. This dataset consists of 20 volumes with 17G and 22G
needles at a voxel size of approximately 0.2 mm/voxel.
As shown in Figure 3.3, after adaptive histogram normalization, variations
in the brightness of instrument voxels are considerably decreased (bottom part).
The three studied mapping functions show comparable behavior in normalizing
the histogram of instrument voxels. The Gaussian function reaches the smallest
standard deviation and is therefore most suited for intensity normalization of our
data. Therefore, the proposed histogram equalization normalizes the visibility of
structures and thus the needle within it, leading to a high-quality needle detection, which is to a large extent independent of the acquisition settings and needle
angle.

3.2.2

Beam-line regularization

In this section, the effect of curved and phased-array beamforming patterns is
investigated on the resolution parameters and the predictability of beamline directions. Using a 3D US transducer, the axial, lateral and elevational resolutions
of the acquired data are different in most cases. This difference results in inconsistent characteristics and asymmetric representation of structures in the three principal spatial dimensions. For example, a needle cross-section is not symmetrical
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and because of the higher axial than the lateral resolution, it appears horizontally
stretched in the acquired data, as depicted in the bottom-middle subfigure of
Figure 3.4. The amplitude and degree of this deformation also varies with depth,
due to two following principles in the ultrasound data acquisition.
(i) Beam width of the generated US waves varies along the beam path. Therefore, the highest resolution occurs over the focal zone and degrades when
the distance to the probe increases. However, in the state-of-the-art commercial devices, beam-width consistency is improved by methods such
as multiple focal zones, aperture growth and synthetic aperture imaging.
Therefore, in our work, we do not attempt to improve it further and assume the effective beam width to remain consistent with depth.
(ii) Density of scan lines decreases with depth in the curved and phased-array
transducers. Therefore, the lateral and elevational resolutions also decrease
with depth. As a result, the needle cross-section is symmetric and circular
at shallow depths and is deformed and ellipsoid at deeper positions (see
Figure 3.4). In this section, we aim at correcting for this cause of resolution
degradation to minimize the depth-related deformations.
In order to maintain the resolution parameters consistent with depth, we
propose a regularization method to ensure the consistency while using different transducers, the data is continuously regularized for needle detection to a
standard case. Therefore, the needle shape remains consistent and beamlines
propagate in a regulated direction. For this purpose, we introduce a transformation to create parallel beamlines, while being perpendicular to coronal planes
and the transducer surface that is comparable to the beamforming of linear array
transducers.
Depth-independent density of scan lines is achieved by transforming the data
from a hypothesized pyramidal to a rectangular field. This way, the cylindric
form of needles can be restored, increasing the uniformity in data. Although this
transform reverses the predictable deformation of the instrument cross-section, it
also deforms other objects in the volume, as well as the instrument straightness
(see Figure 3.4). Therefore, after enhancement and selection of the instrument
voxels, the volume is transformed back to the original coordinate system.
Algorithm for beamline transformation: The processing steps for calculating
the beamline transformation are described in Algorithm 3.1. The transformation is achieved by first deriving the coordinates of the virtual origin of radiation (xo , yo , zo ) and then mapping the voxel coordinates (x, y, z) from the spherical to the Cartesian coordinate system. As shown in Figure 3.4, the radial distance ρ changes in the vertical direction (axial) and polar angles ω and ψ in horizontal directions (lateral and elevational, respectively).
Evaluation: In order to evaluate the contribution of this stage, the output of
the vessel enhancement filtering applied to the beamline transformed data is
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Figure 3.4 Visualization of the composite beamlines. Left: in longitudinal and transverse
views with respect to the probe. Middle: depicting the original beamlines and instrument.
Right: the transformed beamlines and instrument. Effective beam widths are assumed to
remain consistent with depth.

studied. For this purpose, 3D US data is acquired using a phased-array 2–
7 MHz transducer, which contains a catheter placed at 15 pre-defined positions
in water using a holder. For visualization purposes, an artificial compound volume is constructed by accumulating all 15 volumes resulting from the various
catheter positions into one volumetric data field. Figure 3.5(a) shows the transverse slice through the middle of this volume, while crossing the catheter tips.
As shown, with a phased-array transducer, deformation of the catheter increases
with depth as the lateral and elevation resolutions decrease. Therefore, vessel
enhancement filtering is unable to produce high responses for deeply positioned
catheters. However, after transforming the beamlines to a rectangular field (see
Figure 3.5(c)), the actual cylindrical section of the catheter is restored to be enhanced by vesselness filtering.
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Algorithm 3.1: Beam-line transformation
input : input volume
output: beamline regularized volume
ξ ← input volume ;
V ← Zeros();
// Initialize volume of all zeros
(xo , yo , zo ) ← FindR(ξ);
// Find Virtual Origin of Radiation
for (x, y, z) ∈ ξ do
x0 ← x − xo ;
y 0 ← y − yo ;
z 0 ← z − zo ;
p
ρ ← x02 + y 02 + z 02 ;
ω ← arctan(z 0 /y 0 ) ;
p
ψ ← arctan(x0 / y 02 + z 02 ) ;
V (ρ, ω, ψ) ← ξ (x, y, z) ;
end
ξr ← Interp3D(V );
// Perform trilinear Interpolation
return ξr
M

3.2.3

Enhancement and noise reduction

Speckle is a form of multiplicative and locally correlated noise generated from
overlapping the scattering echoes [104]. This creates a granular artifact in the
acquired data that limits the contrast resolution. Conventional US images also
exhibit acoustic clutter, which arises from sidelobes, grating lobes and multipath reverberation. Clutter typically overlays structures by diffused echoes and
also degrades image contrast [77]. Modified US image-formation methods, such
as apodization [105], adaptive beamforming [106] and short-lag spatial coherence [107] are shown to reduce the acoustic clutter. As also explained in Subsection 3.2.2, in our work, we assume that the data acquisition is improved in
state-of-the-art commercial devices. Therefore, in order to remain generic and
compatible with most of the existing acquisition devices, we do not attempt any
modification of the beamforming techniques.
Primitive denoising techniques such as mean and median filtering [108, 61]
are used, which assumes the speckle noise to have the same characteristics as
those of impulse noise. Methods based on anisotropic diffusion [109, 110] smooth
the data to minimize the speckle effect, while enhancing important features such
as edges. However, they are limited in retaining fine features such as small
structures and lesions. Wavelet-based speckle reduction methods can potentially
provide a better separation of signal and noise with a multi-scale analysis approach [111]. Further improvement in speckle reduction is achieved by combining the nonlinear diffusion and wavelet shrinkage [112]. Nevertheless, approaches based on wavelet transforms are not adequately able to preserve edges
and structural similarities. The other popular method, optimized Bayesian non-
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Figure 3.5 Beam-line transformation of a compound volume, constructed from 15 deliberately positioned catheters; (a) transverse cross-section shows deformation of deep
catheters; (b) corresponding vesselness values decrease with depth; (c) cross-section of
the transformed volume; and (d) depth-independent vesselness responses in the transformed volume.

local means (OBNLM) [113], is based on statistics of patches for a non-local recovery of homogeneity among the pixel intensities, which could be an uncertain
property in the US images contaminated with speckle noise. Moreover, selective
feature enhancement extensions [114] tend to create artificial and manipulated
appearance of edges and structures.
Despite the limitations of noise reduction techniques for clinical use, they can
be useful for instrument detection purposes by enhancing the instrument visibility. Information regarding the cylindrical structure of surgical instruments can
be used to enhance their appearance, while reducing the imaging artifacts. Based
on the assumption that medical instruments and in particular needles are locally
one-dimensional straight structures in the US field, their appearance can be enhanced by Hessian-based line filtering methods [75], or employing the secondorder derivative of Gaussian filters [115].
Evaluation: In order to identify the optimal denoising techniques for improved
needle detection, the performance of the existing algorithms, which can be ben-
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Figure 3.6 Visual examples of enhancement on cross-sections of the needle.

eficially exploited for our purpose is investigated. The following state-of-the-art
denoising techniques are considered to enhance the instrument in the volume:
1. Median filtering with different window sizes,
2. OBNLM [113] algorithm with different smoothing coefficients,
3. Vesselness filtering of Eq. (2.13) at different scales.
Figure 3.6 shows visual examples of the enhancement results for two types of
needles in the chicken breast dataset. Furthermore, we evaluate these methods
based on median and vesselness filtering in terms of contrast (C) and contrast-tonoise ratio (CNR), which are defined using the following equations [107]:

C = 20 log10 I¯i /I¯o ,
(3.2)
s
CNR =

2
I¯i − I¯o
,
σi2 + σo2

(3.3)

where Ī and σ denote the mean and standard deviation of the intensity, and
subscripts o and i refer to voxel sets outside and inside of the needle, respectively.
The contrast and CNR of the needle before and after applying the enhancement
techniques are reported in Table 3.1.
As shown, the median filtering increases the CNR at the cost of decreasing the
contrast and OBNLM slightly improves both CNR and contrast. Contrarily, the
vesselness filtering is sensitive to the tubular structures with their diameter in a
specified range. Therefore, in cases of an approximate match between the filter
scale and the needle diameters, intensities of the needle voxels are enhanced,
while discarding speckles and small non-tubular bright structures. Therefore, we
use both median and vesselness filtering in the needle detection system design.
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Table 3.1 Contrast and CNR of the needle in datasets of chicken breast, containing 0.72mm and 1.47-mm thick needles at a 0.20-mm voxel size. Numerical values of the tolerance
indicate the standard deviation of the metrics.

Contrast (dB)

CNR

Original

1.73 ± 0.71

0.45 ± 0.04

Median filter (window 3×3)
Median filter (window 5×5)
Median filter (window 7×7)
Median filter (window 9×9)

1.71 ± 0.71
1.57 ± 0.73
1.40 ± 0.73
1.20 ± 0.71

0.54 ± 0.05
0.63 ± 0.06
0.67 ± 0.07
0.65 ± 0.08

OBNLM (smoothing 0.3)
OBNLM (smoothing 0.5)
OBNLM (smoothing 0.7)
OBNLM (smoothing 0.9)

1.77 ± 0.72
1.77 ± 0.72
1.77 ± 0.73
1.76 ± 0.75

0.48 ± 0.19
0.48 ± 0.20
0.50 ± 0.20
0.51 ± 0.21

Vesselness filter (scale 3)
Vesselness filter (scale 5)
Vesselness filter (scale 7)
Vesselness filter (scale 9)

11.74 ± 1.02
13.03 ± 1.40
10.98 ± 1.76
6.85 ± 1.75

0.61 ± 0.07
0.85 ± 0.13
0.77 ± 0.13
0.53 ± 0.07

3.3

Detecting rigid objects in ultrasound data

This section investigates two main principles for robust detection in US data of
rigid objects, such as a needle or a catheter. The first type of methods is designed
to respond the high-intensity range of objects, such as projection and the Hough
transform (Subsection 3.3.1). The second set of principles is related to the shape
and width of a needle or a catheter, exploiting the space-frequency characteristics of structures (Subsection 3.3.2). The geometry of the coordinate system and
definition of data axes used in this chapter are depicted in Figure 3.7, for 3D US
data acquired from linear-array and phased-array transducers.

3.3.1

Intensity-domain characteristics

Medical instruments such as a needle or a catheter are mostly appearing in US
data in a higher intensity range than the surrounding tissues. For localization of
such rigid objects in a 3D data volume, a popular technique is to detect peaks
in the accumulations of voxel intensities using parallel projections. Projection is
usually achieved by calculating the average values of 3D voxels in a given direction. In order to identify the maximum projection values, the following methods
are widely used in the prior work.
Subsequent projections: Localization of a needle [64] or a catheter [116] in the
3D data space can be achieved by subsequent projections towards the axes of
the data cube, followed by detection in each resulting 2D image [62]. For this
approach, the approximate horizontal angle of the needle with respect to the
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Figure 3.7 Geometry and definition of the coordinate system for the acquired US data
from (a) linear-array transducers and (b) phased-array transducers.

transducer should be known for applying the optimal sequence of projection directions. Furthermore, in the process of projection, the needle intensity will be
suppressed after averaging the voxel values on parallel lines. Therefore, we only
apply projection with the maximum intensity of the voxels to preserve the voxel
values corresponding to the needle. In the projected image, we detect large intensity changes using the Prewitt operator, and subsequently apply the Hough
transform to detect the most dominant line in the image, which is expected to
correspond to the projected needle. A subsequent projection or sectioning is performed in a direction non-parallel to the first projection and the needle is detected
in the resulting image. The detected lines and their corresponding projection vectors define two planes in the 3D volume that cross one another at the coordinates
of the needle axis.
M
3D Hough/Radon transform: Alternatively, projection can be applied to identify the maximum intensity in the projections towards discretized possible needle
angular and offset (intercept point) domain [68, 117]. This technique is referred
to as parallel integral projection (PIP), which is the generalized form of the 3D
Hough transform. By applying the parallel projection transformation on a 3D
dataset for a given set of projection planes with different orientations, the voxel
values I (x) are accumulated along the projection P (α, β, u, v), which is defined
as a function of the 2D offset (u, v) and the projection direction determined by
two angles (α, β). Angles α and β are rotation angles around the z-axis and x-
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axis (see Figure 3.7), respectively. This projection is expressed as:

X 
>
P (α, β, u, v) =
I R(α, β) · (u, τ, w) ,

(3.4)

τ ∈R

where R(α, β) is the projection matrix, defined by the direction of the projection
vectors. In cases of a needle being perpendicular to the projection planes, the
resulting plane will contain a high-intensity peak. Therefore, the needle axis `n ,
is localized at the maximum projected value among all the planes and oriented
perpendicular to its corresponding plane, defined as:
n
o
>
`n = x ∈ ξ, t ∈ R : x = R(αm , βm ) · (um , vm , t)
,
(3.5)
where
(um , vm , αm , βm ) = arg max P (u, v, α, β) ,

(3.6)

3

and ξ is the volumetric data in R space. Maximizing P is achieved by first obtaining (u, v) values that maximize the projection for each (α, β) pair and then
globally maximize this for all (α, β) values.
M
Both sets of the techniques rely on the needle to be the most dominant
echogenic structure in the data and simplify the shape constraints of the needle by projecting the 3D volume to 2D planes. This assumption is very simplistic
and will not be satisfied in most of the interventional settings, as busy echogenic
structures such as muscle fascia and nerve bundles are mainly present in the close
proximity of the needle. In the next subsection, we look into detection techniques
that model the shape of the instruments in addition to their intensity.

3.3.2

Space-frequency domain characteristics

Using a directionally-sensitive spectral transformation, the sinusoidal frequency
and phase content of specific parts of data can be determined. As the approximate diameter of typically used tools is known, this information can be used as apriori input to localize the needle or the catheter in the data. Moreover, such spectral transformations are not sensitive to noisy artifacts and small echogenic structures present in the US data. Therefore, directionally-sensitive wavelet transformations such as a Gabor transformation of Eq. (2.8) can be used to discriminate
rigid tools from other high-intensity structures in the data such as bones and
fascia [63]. Furthermore, Gabor transformation represents local distributions of
the energy and phase content as a function of frequency, in which both are used
as discriminative features for needle detection [118, 119]. In our analysis, we
consider the even component of Gabor wavelet convolutions, forming a spacefrequency domain representation of the data. In Chapter 2, we have explained
that when taking the even components, the Gabor wavelet becomes a real transformation and concentrates on measuring symmetric patterns in the data. This
aligns well with the nature of the needle reflections in US imaging, so that the
needle measurement becomes more discriminative.
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Table 3.2 Acquistion conditions of the evaluation data for general methods comparison.*

Vol.
1
2
3

Needle specifications and settings
Diameter

Steepness angle

Length

Volume size
(x × y × z)

1.47 mm (17G)
1.47 mm (17G)
0.72 mm (22G)

18◦
30◦
26◦

25 mm
30 mm
16 mm

38.3×26.3×35.7 mm
38.3×26.3×35.7 mm
38.3×28.6×31.6 mm

* All three volumes acquired from chicken breast at a voxel size of 0.2 mm/voxel
Gabor transformation: In the spectral space, the needle is represented as an
ellipsoid instead of a noisy elongated structure. Furthermore, the ellipsoid representing the needle in the spectrum space has the same orientation as the needle
in the original data. Therefore, determination of the primary axis of the needle
leads to fast calculation of the needle position in the inverse transform of the data.
In order to study the feasibility of exploiting such space-frequency information
for detecting a needle, we opt for a simple processing of the transformed Gabor
data. For this purpose, we use Gabor wavelets of several orientations with discretization steps of 15◦ , having their oscillation frequency and bandwidth tuned
to the diameter of the needle. The convolution results of the designed filter bank
are thresholded and the largest connected components are identified. We assume
that the needle is a long, straight and elongated structure in the volume and therefore will generate a large area with high values in the spectral space.
M

3.3.3

Performance comparison

In this section, we compare the robustness of the presented concepts in localization of the needle in complex US data. Therefore, we are mainly interested
in observing the general performance of each method in extracting discriminative information from the raw data that should be used for an accurate localization. For this purpose, we apply three ex-vivo US volumes acquired from chicken
breast that create different difficulty levels. The properties of each volume are
summarized in Table 3.2 and the ground-truth needle cross-sections are shown
in Figure 3.8.
Figure 3.9 shows the projection outcomes and the detected needle projections
in the dataset. Two projection methods based on averaging and maximum projections of the 3D US volumes are evaluated and their results are shown in the first
two rows of Figure 3.9. As shown, although the maximum projection can better
reveal the needle in the first data, none of the two methods are able to preserve
the needle in all cases. As a consequence, the Hough-based line detection fails
to detect the needle in the projected image, making the subsequent localization
steps unsuccessful.
The results of the parallel integral projection (PIP) needle localization are
shown in Figure 3.10 for angle quantization steps of 5◦ for α and β. The pro-
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(a)

(b)

(c)

Detected Hough
lines

Maximum
projection

Average
projection

Figure 3.8 Ground-truth needle sections of the evaluation data for general methods comparison. (a), (b) and (c) are from data volumes 1, 2 and 3 in Table 3.2, respectively. The
needle occurrence is marked by the yellow arrowheads below the needle.

(a)

(b)

(c)

Figure 3.9 Examples of subsequent projection for needle detection in 3D US volumes for
(a) successful detections, (b) (c) unsuccessful detections. Blue, magenta and cyan lines
depict the first-, second- and third-highest responses of the Hough transform, respectively.
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Figure 3.10 Examples of PIP maximization for needle detection in 3D US volumes. Each
row shows (left) the maximization of the angle function with discrete steps of 5◦ , and
(middle and right) the corresponding axes identified by first-, second- and third-highest responses depicted with blue, magenta and cyan lines, respectively. The left-bottom corner
of block N marks the projection angle pair, i.e. the values, corresponding to the groundtruth needle.

jection maps for the three volumes are depicted at the left side of the figure. For
each volume, the three highest local maxima are marked in the projection map,
as well as the angle corresponding to the ground-truth needle. The two figures at
the right side show the axis locations corresponding to the maximum projection
angles. As shown, the needle can be correctly identified in the data Vol. 1 as the
strongest response in the projection map. In Vol. 3, the length and diameter of the
needle are smaller and the background is cluttered, which together decrease the
localization certainty to the third-highest response. More importantly, in Vol. 2,
the intensity of needle voxels is lower than of other structures to the level that
PIP is no longer able to maximize the intensities and recover needle location.
Examples of the Gabor wavelet responses to structures in the volume are
shown in Figure 3.11. The applied Gabor wavelets are sensitive to the intensity, diameter and the elongated structure of the needle. Therefore, as can be
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(a)

(b)

(c)

1

2

3

1

2

3

1

2

3

Figure 3.11 Examples of the highest three Gabor responses for (a) Vol. 1, (b) Vol. 2,
and (c) Vol. 3. For each volume, images at the top of a row-pair show the Gabor waveletdomain representation, while the bottom image of a row-pair depicts the corresponding
volume cross-section (the colors have the same meaning as in Figure 3.10).
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Table 3.3 Qualitative comparison of key methodologies for needle detection in 3D US.
Score is calculated by counting the number of stars.

Vol. no.

Intensity domain
Subsequent projections
3D Hough/Radon transform
Space-frequency domain
Gabor transformation
FF

Sensitivity

Precision

1

2

1

2

3

123

FF

−

F

F

FF

F

FF

FF

−
−

−

FF

F

−

6
8

FF FF FF

FF

F

F

F

11

3

is very good, F is sufficiently good, and − is poor performance

Efficiency

Score

Method

/ 14

seen in Figure 3.11(b), despite the poor visibility of the needle, the Gabor filtering creates strong responses comparable to the responses of better visible needles
(Figure 3.11(a) and Figure 3.11(c)).

3.3.4

Evaluation of results

The analysis presented in this section serves as a mean to select the key methodology and design criteria of an automated system capable of detecting rigid objects
such as a needle in the 3D US data. The major characteristics for discriminating
a needle or a catheter can be identified by the higher grayscale value of the voxels and their defined shape and diameter. Therefore, we have explored multiple
techniques based on these two approaches and performed initial experiments to
determine the advantages and limitations of each method.
In order to exploit the intensity-domain characteristics of rigid objects, projection techniques are well explored in the literature. Methods based on subsequent
projections can be easy to realize and fast to compute, but they require the needle
to be visible in the data with intensities well above the rest of the volume (see
Figure 3.9). Parallel integral projection is more robust to weakly visible needles,
since the accumulation of the voxel intensities along the needle can create an amplified response (see Figure 3.10). Nevertheless, as these methods cannot model
the 3D shape information, they perform poorly in the presence of echogenic structures such as a bone or fascia.
Detection methods based on space-frequency domain analysis perform more
reliably in the presence of clutter and echogenic structures in the volume and are
more robust to weakly visible needles. The major benefit of such techniques is
their capability to model shape and principal dimensions of the structures.
The summary of our qualitative comparison is shown in Table 3.3. We compare the methods based on qualitative measures of sensitivity (detection rate),
specificity (correct rejection) and computational efficiency. The sensitivity grade
of two stars is assigned when the needle response is among the top-three hits, one
star when the needle response is not a hit and a minus when the needle is totally
61

3. N EEDLE DETECTION SYSTEM DESIGN
obscured and cannot be retrieved. The specificity grade of two stars is assigned
when non-needle responses are correctly rejected at the first hit, one star when
rejected at the second or third hits, and a minus when not rejected in the top
three hits. As shown, the Gabor transformation outperforms the methods that
are based on the intensity characteristics in overall comparison. Furthermore, it
is very sensitive in all the evaluated cases and it is sufficiently specific to the needle voxels. Nevertheless, calculation of the responses to multiple orientations of
the wavelet transform is computationally complex and parallel processing may
be necessary for real-time execution.

3.4

Conclusions

The primary focus of this chapter is on identifying key methodologies for realization of a robust needle detection system for 3D US data. We have addressed
design considerations of the two main components of such systems to (1) preprocess the US data and (2) detect rigid objects or instruments such as a needle.
The first component is necessary to normalize the visibility and geometry of the
structures and enhance the data prior to automated analysis. Regularization of
the data to represent the structures based on the same reference improves the
performance of detection systems, as the object variations for which the system
needs to be robust against, will be reduced. The second component is studied
based on two different detection principles. In 3D US volumes, a needle can
be detected either from the intensity-domain characteristics by its higher brightness, or from the space-frequency domain features by exploiting its shape and
size constraints. The outcomes and findings of each stage are briefly addressed
below.
A.

Pre-processing US data quality and beamforming

The proposed pre-processing methods are performed at three steps aiming at
enhancement and regularization of data according to the performance degrading
factors identified in US imaging. These steps consist of normalization of intensity
variance, regularizing the beamforming pattern, and removing the speckle noise.
Intensity normalization. The inconsistency in the brightness of similar structures
in different datasets is minimized for improving the performance of automated
detection algorithms. This is achieved using an adaptive region-based histogram
equalization technique called CLAHE. The contribution of this stage is analyzed
based on the intensity histograms of needle voxels before and after applying
CLAHE. We have shown that our proposed normalization of the histograms is
substantially decreasing the variance of needle voxels intensity, achieving an average standard deviation of 0.040 in a 6-bin histogram.
Beamline regularization. The decreasing density of scan lines with depth in a
phased-array transducer will change the resolution parameters and distort the
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symmetric section of a needle or a catheter. We have introduced an algorithm to
convert the beamlines of a 3D volume to a new space, in which its coordinates
represent the scan angle of the steered beams. Therefore, the resulting volume
will be comparable to the native acquisition of phased-array data before interpolation on a space grid, which has consistent beam density with depth. Experiments with the vesselness measure have shown the ability of this transformation
in recovering the circular section of a catheter even for large depths.
Enhancement and noise reduction. Speckle and clutter limit the interpretation of
US data and degrade the performance of automated analysis methods. We have
applied several quality enhancement algorithms to increase the detectability of
a needle in the presence of US noise. A large variability in the results of median filtering is observed, which achieves an improvement in contrast-to-noise
ratio (CNR), but can simultaneously decrease the contrast. The state-of-the-art
speckle and/or noise reduction methods based on optimized Bayesian non-local
means (OBNLM) perform more stable with subtle improvements in both CNR
and contrast. Interestingly, a standard implementation of vesselness filtering outperforms both median filtering and OBNLM techniques and achieves substantial
improvements in noise reduction. Although not suitable for visualization of US
data, this technique can be attractive for noise reduction prior to automated analysis and localization of objects.
B.

Needle detection in US data

Because of the complexity of needle detection in US data, we need to identify
its most discriminative features that can potentially lead to a robust localization.
These features have to be robust to the noise in the data and inconsistent appearance of the needle, while being sensitive to the needle acoustic signature against
nearby echogenic organs and structures. We have explored three methodologies
based on two needle characteristics: intensity signature and spectral response.
It was shown that the detection methods that are purely sensitive to the higher
intensity values of a needle are not robust to more realistic ex-vivo conditions.
Projection methods are only suited for very bright needles in an uncluttered background. Furthermore, Radon-based methods such as PIP cannot detect needles
in the lower intensity range and they are computationally very demanding. The
weak performance of intensity-based methods can be explained by their inability
to model the 3D shape information, while intensity cannot be discriminating in
the vicinity of busy echogenic reflections typical in interventional settings.
Detection methods that can model both intensity and shape characteristics of
the needle are considered using a Gabor wavelet transformation. Experiments
in challenging ex-vivo datasets have shown the ability of Gabor wavelets to reveal the position of a needle, where the intensity-based methods fail. In all
three test volumes, using a Gabor filter bank with angular quantization of 15◦
and a design that is specific to needle spectral signature, the needle is detected
within the largest three responses of the filter bank. The discriminative power
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of such wavelet transformations is resulting from the most discriminating needle
features. The needle diameter and the consistent orientation of voxel gradients
along its length are two dominant features of needle voxels that are effectively exploited in this set of methods and reveal the position of the needle amongst other
echogenic structures. Qualitative evaluation has shown considerably higher sensitivity and specificity of Gabor analysis compared to the intensity-based techniques.
After successful detection of the needle in static 3D US volumes, tracking of
the needle is implemented by repeated detection with sufficient time resolution.
Therefore, when realizing the real-time operation, this will result in detection
per volume in a 3D+time US sequence, which allows for arbitrary inter-volume
movements.
In this chapter, key methodologies for designing a robust needle detection
system in 3D US data are evaluated and identified. Several evaluation metrics
are used for both pre-processing and needle detection stages, which suggest the
choice for the main processing principles of such a system. In the first stage, US
data are pre-processed by algorithms such as CLAHE, beamline transformation
and vesselness filtering for regularization of input volumes and suppression of
noise. However, the major finding of this chapter is related to the design of the
main needle detection methodologies. It was shown that space-frequency characteristics of needle voxels are the most informative and discriminative features for
its detection. Experiments with directionally-sensitive Gabor wavelets generated
appealing results to be explored further for a robust detection of the needle in the
US data. The next chapter (Chapter 4) concerns the implementation of individual processing steps to optimally exploit the information of Gabor wavelets for a
robust and accurate localization of needles in complex and noisy 3D US data.
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C HAPTER

4

Space-frequency analysis for
needle detection
4.1

Introduction

The previous chapter (Chapter 3), has explored fundamental methods to create
an image-based automated system for distinguishing the needle in 3D US data.
For this purpose, dedicated pre-processing methods have been presented and
multiple approaches have been evaluated for detecting the position and orientation of the needle in the US data. We have shown that a wavelet transformation
with directional sensitivity creates amplified responses on instrument data points
along one of the possible orientations of the transform. This approach can be perfect only if the frequency characteristics of the needle voxels are unique in the
data. However, this is usually not the case in realistic 3D US data and data points
from other echogenic structures such as tendon and fascia, can locally create comparable frequency signatures. In order to create more robust analysis, it is necessary to build 3D shape descriptors, based on the accumulation of space-frequency
characteristics along multiple directions. In this manner, other structures that locally match the spatial frequency of needle voxels at a certain orientation can be
removed by filtering, as they create different shape features.
In this chapter, we aim at modeling the discriminative shape features of medical instruments, using the accumulated responses of voxels to wavelet transformations with directional sensitivity. Therefore, each voxel is represented by its
widths in several orientations, which describe the shape of the structures. As
a result, discriminative features are selected and created, which enable robust
detection of needle voxels among other echogenic structures in the complex US
data. Further analysis is performed to localize the instrument with respect to the
data origin. From the detected voxel situation, the 3D position and orientation
vector of the needle are extracted by elegant model-fitting approaches.
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Feature implementation and
voxel classification

Needle localization and
optimization

Vesselness filtering

Coherent labeling

Subsection 4.3.1
3D US
input
volume

Gabor transformation
Subsection 4.3.2
Multi-resolution Gabor
Subsection 4.3.3
Section 4.3

Subsection 4.4.1
Localization

Needle axis
coordinates

Subsection 4.4.2
Model optimization
Subsection 4.4.3
Section 4.4

Figure 4.1 Block diagram of the proposed needle detection system.

Here, we aim at developing classification and model-fitting algorithms that
are (1) robust to the presence of other echogenic structures in the vicinity
of the needle, (2) sufficiently generic to several needle and tissue types, and
(3) suited for real-time realization when implemented in efficient programming
and mapped on parallel multi-core computing platforms. In order to achieve
these goals, we address the following challenges and propose specific methods
for improving the performance towards a robust detection and localization system (see Figure 4.1). The space-frequency analysis for needle detection consists
of the following two main stages.
1. Feature extraction and voxel classification of the needle are performed to preselect the candidate voxels that are likely belonging to the needle. Supervised modeling and classification of needle voxels prior to localization steps
removes the unnecessary information in the volume, which will increase
the detection accuracy and limit the computational complexity. Several discriminative features for classification are designed and elaborated for the
optimal voxel detection performance in Section 4.3.
2. Needle localization and optimization in the 3D US volume are possible from
the labeled voxels. The detected needle voxels in the 3D US volume lead to
a scattered 3D voxel pattern, in which occurrence of the misclassified voxels is inevitable. Advanced inference and model fitting steps are proposed
to localize the needle in the full 3D US volume. Finally, the detected needle
position is refined based on the original voxel values to achieve the maximum localization accuracy. Implementation details of the localization steps
are presented in Section 4.4.
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Challenges of feature extraction and voxel classification
In order to robustly extract needle voxels from the noisy input US data, several
algorithmic stages are proposed to perform in three complexity levels of data.
Each level aims at eliminating the voxels that have high intensity values and
depending on their shape and structure, decrease the localization robustness to
a certain degree. We now briefly discuss below the challenges and objectives
associated with each processing level.
• Suppressing small bright structures is done based on their shape. A large
portion of hyperechoic and hypoechoic structures1 in the acquired US data
form complex curvatures. A simple and effective technique to discard the
irrelevant structures is to filter them out based on their second-order edge
ratios by means of the vesselness measure (Subsection 4.3.1).
• Discriminating the needle shape is necessary for robust detection in complex
tissue types that create two-dimensional straight and echogenic structures
in the acquired US data, such as fascia and muscle, and connective tissues.
For this purpose, we examine the localized frequencies of each position
gathered from all directions of the neighborhood using the Gabor transformation, and then extract the frequency patterns that correspond to the
needle (Subsection 4.3.2).
• Sensitivity to needle cross-sectional size can be potentially used as extra feature to assist in distinguishing the needle from one-dimensional structures
that may locally resemble the needle shape, such as fascicles. Therefore,
multiple frequencies are analyzed at each location using a multi-resolution
Gabor analysis, to improve the classification sensitivity to the needle diameter (Subsection 4.3.3).

Challenges of needle localization and optimization
Localization of the needle from the classified labels is performed in a multi-stage
approach. These stages include, first, improving the labeling coherence, second,
localizing the needle in 3D, and finally, adjusting the localized model.
• Coherency in voxel labeling is not imposed after independent classification of
voxels, where only a local proximity is considered for extracting the features. Therefore, a joint labeling strategy is used to take into account the
global/non-local relation between the classification scores of voxels at the
regional level and to enforce the labeling coherence (Subsection 4.4.1).
• Robustness to outliers is achieved by fitting the needle model on the labeled
voxels using the RANSAC algorithm (Subsection 4.4.2).
1 Hyperechoic structures are appearing as high-intensity (white) values, and hypoechoic structures are appearing as mid-intensity (gray) values in the data.
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• Refining the localization for voxel-level accuracy is required, as several processing stages remove sharp edges that are required for accurate localization in noisy US data. We achieve this by re-using the original voxel values
for locally adjusting the needle position and orientation (Subsection 4.4.3).
The sequel of this chapter is as follows. First, the state-of-the-art methods
are discussed in Section 4.2. Next, Section 4.3 explores several approaches for
a robust needle voxel detection, based on classification of vesselness and Gabor
features. Then, Section 4.4 presents the processing steps to improve the labeling coherency and localize the needle from the classified voxels. Subsequently,
Section 4.5 provides experimental results on the introduced classification and localization approaches in several phantoms and tissues. Finally, discussion on the
system performance and conclusions are provided in Section 4.6.

4.2
4.2.1

Related work
Feature extraction for needle voxel classification

In the first stage of the needle detection framework, we need to model the differences between the needle and other echogenic structures. Generally, the intensity
of the needle voxels is assumed to be higher than the surrounding tissues in the
US field. Therefore, intensity values and gradients can be used as discriminative
features for pre-selection of the data using thresholding [50], edge detection [61]
and phase grouping [99]. However, depending on the needle angle and type, the
intensity values of needle voxels in the acquired data varies and in some situations, it can be even lower than those of structures such as bone, tendon, and
fascia. As discussed in Chapter 3, modeling the shape of the needle is necessary
for a robust classification. In order to create a discriminative model of the needle shape, we study several descriptors. This involves features such as Frangi’s
line filtering [76], Gabor [63], and log-Gabor features [118], to create a data representation that is invariant to small changes in brightness and appearance. The
model of the needle is then used to classify voxels or groups of voxels into needle
or non-needle classes.

4.2.2

Needle localization in 3D US volume

After labeling needle voxels in the 3D US volume, position and orientation of
the needle are to be extracted from the candidate needle point cloud. However,
because of the noisy nature of US data and clutter, classification of needle voxels will not be ideal and therefore the resulting detection will also contain falsely
labeled voxels and outliers. Line detection techniques such as Hough [99] and
Radon transform [118], can be used in this situation to identify the most dominant linear structure in the data and assume it to be part of the needle. However,
because these methods lack accurate shape modeling mechanisms, they simplify
3D shape information by obscuring structural details and cannot achieve accurate localization results. In RANSAC, however, the 3D shape form of the object
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Figure 4.2 Block diagram of the proposed steps for selection of candidate voxels.

is modeled, as well as its diameter [75]. Furthermore, RANSAC also enables a
real-time performance on a GPU [120]. In order to improve the accuracy and
robustness of localization, it is important to limit the number of falsely detected
voxels prior to the model fitting stages. For example, this can be done using morphological operations [47], principal component analysis [115] or a multi-scale
RANSAC [121]. In this work, we propose to use an advanced inference method
to eliminate falsely detected voxels using conditional random fields (CRF).

4.3

Feature implementation and voxel classification

As a first stage in space-frequency analysis for needle detection, we select the
candidate voxels that are likely to belong to the needle prior to the tool-axis estimation. Selection of candidate voxels is performed based on supervised classification of discriminative features extracted from pre-processed voxel values, as
discussed in Chapter 3. As depicted in Figure 4.2, this is achieved using a threestep approach to first perform space-frequency analysis, second process this information to create a discriminative feature vector for each voxel, and finally classify the feature vectors into needle or non-needle classes. In this section, the only
assumption we start with for the feature extraction is the cylindrical section of
the considered needle. It will become clear later that this assumption is sometimes too simple to offer a reliable detection, so that additional processing will be
added to eliminate outliers and better forecast the dominant needle structure.
Let us first work on the cylindrical shape assumption and exploit that for
initial detection. For this purpose, a discriminative model of the needle is constructed from the locally extracted features. To select the correct voxels for needle
detection, different descriptors are used to create a discriminative representation
of the needle that is invariant to small changes in shape, size and brightness. For
this purpose, we study the implementation of different descriptors based on the
raw voxel values (I), vesselness filtering values (subscript L), and Gabor transformation responses (subscript G). Furthermore, in order to improve the classification results, the size of the needle is also modeled, using the multi-resolution
Gabor transformation (subscript MG). The following subsections, elaborate on
the implementation details of feature vectors based on vesselness values, FL , Gabor transformation, FG , and multi-resolution Gabor transformation, FMG .
69

4. S PACE - FREQUENCY ANALYSIS FOR NEEDLE DETECTION

US
volume

Position-tolerant
features
S1

Voxel selection
(x0 )

C1

Rotation-invariant
features
G1

G2

Gabor
features
at x0

Figure 4.3 Block diagram of feature vector implementation based on Gabor transformation
— FG (x0 ), and multi-resolution Gabor transformation — FMG (x0 ) (S1: simple features,
C1: complex features, G1: Gabor shape features, G2: rotation-invariant features).

4.3.1

Vesselness features

Obtaining the feature vector elements is straightforward for the vesselness values. The implementation is based on the line filtering technique proposed
in [122]. For each voxel x0 in the volume ξ, the corresponding vesselness measure
V (x0 ) is calculated from Eq. (2.13). The classification feature vector is obtained
from the combination of intensity and the calculated vesselness values and is denoted by: FL (x0 ) = (I (x0 ) , V (x0 )).

4.3.2

Gabor transformation features

As discussed in Chapter 3, the conventional needle detection techniques accumulate voxel intensities via projection onto to the orientation planes of the data
cube [62] or parallel lines [68] to identify the largest accumulations. Therefore,
this technique is not able to model the form of structures and cannot distinguish
the one-dimensional and high-order shapes. Instead, we have chosen a new approach to use the wavelet transformation with directional sensitivity [63], so that
the instrument response is concentrated along one of the possible orientations of
the transform. We opt for using Gabor wavelet at several orientations to construct
discriminative shape descriptors for a robust needle detection in US data.
A.

Motivation for the chosen architecture

In order to exploit the discriminative shape information of needles, the 3D Gabor
transformation of Eq. (2.8) is designed to become specific to frequency components corresponding to the needle diameter at matching orientations. Overview
of the processing steps for implementation of discriminative features from Gabor
transformation is depicted in Figure 4.3. Our chosen architecture is mainly based
on the combination of the HMAX object recognition system [80] and invariant
Gabor-filter-based recognition [123].
In the noisy US data, extracted features need to be tolerant to small shifts
in position, as the speckle and clutter distort voxel values and objects boundaries. Therefore, in the HMAX system [80], a max-pooling operation is proposed
to preserve the discriminating spectral information, while reducing the sensitivity to slight spatial misalignments. Furthermore, the dimensions of objects used
for classification are modeled based on their fundamental frequencies, which is
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shown to be robust against noise [123]. These features are modified to be consistent for different orientations of an object and consequently the needle.
B.

Description of the solution

As shown in Figure 4.3, the first part of our approach is adapted from the first
simple (S1) and complex (C1) layers of the HMAX system, which creates positiontolerant features that are well suited for object recognition in clutter. Next, the
processing voxel (x0 ) or sets of voxels are selected for implementation of feature vectors for classification. Finally, discriminative shape (G1) and rotationinvariant features (G2) are formed based on spatial dimensions of objects, which
are extracted from their fundamental frequencies over several orientations.
By adding tolerance to the position, local features will be robust to small shifts
of the needle in the data. Additionally, by ensuring invariance in rotation, local
features will be fully recovered irrespective of the orientation of the needle.
The details of the processing steps for obtaining Gabor features are depicted
in Figure 4.4 and are listed below.
Position-tolerant features
1. S1: 3D Gabor transformation,
2. C1: max-pooling over S1 responses,
Rotation-invariant features
3. G1: collecting C1 responses from all filter directions,
4. G2: circular shifts of G1 feature matrix.
C.

Implementation details

As shown in Figure 4.4, in the first layer of the model (S1), a bank of Gabor filters
is applied to the input data, similarly to HMAX system. In US data acquisition,
the diameter of a specific needle is fixed by the resolution parameters. Therefore,
in contrast to HMAX systems, we do not seek scale invariance for the needle and
construct the Gabor filter bank with one scale specified by the needle diameter.
Therefore, a real 3D Gabor transformation can be defined using Eq. (2.9) as:



1 x02
y 02
z 02
Gφ,θ (x, y, z) = exp −
+
+
. cos (2πf0 z 0 ),
(4.1)
2 σx2
σy2
σz2
S1φ,θ = Gφ,θ ∗ I (ξ) ,

(4.2)

where the symbol ∗ denotes a convolution operation and (x0 , y 0 , z 0 ) are voxel coordinates in the rotated coordinate system according to Eq. (2.10). The transformation of Eq. (4.2) is calculated for the wavelets periodicity, f0 , corresponding to
half of the needle diameter, and for several φ and θ angles to cover all possible
orientations of the needle.
In the second layer of the model (C1), the maximum responses for each filter
orientation are calculated in a local subsampling volume of size ws 3 around each
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Figure 4.4 Implementation of feature vectors based on Gabor transformation (FG ). The
values m and n are the total number of covered φ and θ angles, respectively.

voxel, thereby substituting the original transformation values. This is done to obtain spatial invariance and tolerance to slight shifts in the position of the needle,
while important shape information is magnified.
After extracting the position-tolerant features, additional processing is performed to implement feature vectors that are invariant to needle orientation,
while being specific to the needle shape. Therefore, in the third layer of the
model, a feature matrix G1x0 is formed for each voxel or groups of voxels, by
collecting the values of C1 responses from all filter directions. For structures having approximately the same diameter of the target needle, the maximum value
of G1 corresponds to the direction of that structure. Therefore, operations for
rotation-invariant search can be defined as column-based and row-based circular
shifts corresponding to the rotation of the object around the location x0 .
In the last layer of the model (G2), we perform circular shifts in the matrix,
G1x0 , so that the maximum value is located at the center of the matrix, G2x0 .
For needle voxels, we expect that this value corresponds to the matched direction of the Gabor wavelet and needle orientation. Finally, the response matrix is
reshaped to form a feature vector FG (x0 ), that is based on the Gabor transformation analysis for each voxel.
Moreover, we define two more feature vectors based on combinations of vesselness measure and Gabor tranformation, for which we evaluate the voxel classification performance. If x0 ∈ ξ, the additional feature vectors are denoted by:
FC (x0 ) = (V (x0 ) , FG (x0 )), which is the combination of vesselness filtering and
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Figure 4.5 Implementation of feature vectors based on multi-resolution Gabor (FMG ).
The value p is the total number of scales, and m and n are the total number of covered φ
and θ angles, respectively.

Gabor transformation and FE (x0 ) = (I (x0 ) , V (x0 ) , FG (x0 )), which is the combination of intensity values, vesselness filtering and Gabor transformation.

4.3.3

Increased sensitivity of multi-resolution Gabor features

In Subsection 4.3.2, we have fixed the aperture of the Gabor wavelets to correspond to the needle diameter, while for detecting specific objects in US data,
scale tolerance is not required. This assumption is valid for object detection only
when the object boundaries are clear and variations in the brightness are limited.
Otherwise, inconsistent responses of Gabor transformation in different acquisition settings decrease the discriminating power of the features. Furthermore,
as discussed in Chapter 3, the Gabor responses related to the first harmonics of
the width of the structure will show maximum response because of the energy
concentration when the wavelength of the Gabor filter matches twice the needle
diameter, as well as at the odd multiplies of the first harmonic. Therefore, singleresolution Gabor feature vectors are unable to distinguish structures with widths
equal to odd multiples of the original structure width. In this subsection, we
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Figure 4.6 Spatial frequency half-magnitude isosurfaces of a Gabor filter bank based
on Eq. (2.5), where b = 2, γx = 1, γy = 0.2. The filter bank is constructed for θ = 0
to represent limited rotation angles around the z-axis. (a) Filter bank at 4 scales and 6
angles for φ in the vw-plane. (b) Filter bank at φ = 0 in the uw-plane. The blue isosurfaces
correspond to a single-resolution filter bank of f0 = 1/20 [1/pixel].

introduce a multi-resolution Gabor analysis to increase the sensitivity of feature
vectors to the needle diameter in noisy and complicated US data.
Similarly to the Subsection 4.3.2, the processing steps for obtaining multiresolution Gabor features consist of implementation of position-tolerant features
(S1 and C1) and rotation-invariant features (G1 and G2). However, algorithmic
details of the layers are slightly different. The main differences are in obtaining
S1 features using a multi-resolution Gabor filter bank and in creating orientationinvariant G2 features, while being scale-specific.
As shown in Figure 4.5, in the first layer (S1), a multi-resolution Gaborwavelet filter bank is derived from Eq. (2.5) to make filters at different frequencies behave as scaled versions of each other. This allows for extraction of extra
features for classifying needle voxels from different scales. At multiple frequencies, the transformation should be normalized by the maximum response at each
scale [73]. Therefore, a normalized 3D Gabor transformation can be defined for
specific orientation angles φ and θ, and central frequency f0 as:
S1φ,θ,f0 =

γx γy
√ Gφ,θ,f0 ∗ I (ξ) ,
σ3 π3

(4.3)

where the symbol ∗ denotes a convolution operation. The response of the S1 layer
is the collection of the results of Eq. (4.3) for several orientation angles and central
frequencies that are defined in the filter bank. An example of the frequency halfpeak isosurfaces of a multi-resolution Gabor filter bank is illustrated in Figure 4.6.
In the second layer (C1), Gabor responses are sub-sampled in the spatial domain to be more tolerant to shift and size of the needle. This is done for each filter
scale and orientation, by taking the maximum response in a local spatial volume
of size ws 3 around each voxel. In the next layer (G1), C1 responses for m×n orientations and p central frequencies (filter scales) form a 3D response array G1x0
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of size m×n×p for each voxel or sets of voxels in the volume ξ. Therefore, the
first and second dimensions of G1 represent different angular sensitivities and
the third dimension represents different scales of Gabor filters.
In the last layer of the model (G2), feature vectors are made invariant to the
needle orientation, while being scale-specific. Therefore, we only apply circular shifts to the first and second dimensions of the response array G1 and keep
the third dimension positions unaltered. For this purpose, from G1x0 , we first
extract the element from the third dimension that corresponds to the central frequency of a needle. This results in a 2D response matrix with rows and columns
representing different angular responses of the Gabor filters sensitive to the needle diameter. In this 2D matrix, we identify the column-based and row-based
circular shifts that are required for locating the maximum value at the center of
the 2D array. Then, these shifts are applied to the first and second dimensions of
the original G1x0 matrix. In the resulting 3D array G2, the values corresponding
to the needle orientation are located at the center of the first and second dimensions, while the third dimension is specific to different scale sensitivities. Finally,
the response matrix is reshaped to form a 1D feature vector FMG based on the
multi-resolution Gabor transformation for each voxel or set of voxels.

4.3.4

Classification of the extracted features

Having the voxel representations and descriptors from the above approaches, a
classifier is trained to model the discriminative features between the voxels belonging to the needle and other regions. We evaluate two well-known algorithms
for classification of voxel structures: Linear Discriminant Analysis (LDA) and
Linear Support Vector Machine (LSVM). As discussed in Chapter 2, LDA is a generative method that assumes a Gaussian mixture distribution for each class and
maximizes the inter-class variance relative to the intra-class variance. LSVM is
a discriminative model that separates the samples by finding a hyperplane such
that the separation margin is maximized.
Both of the methods are fast and have good generalization capability. Training
of the classifiers is achieved using sets of balanced positive and negative data
points, while being evaluated based on a leave-one-out cross-validation approach
to make training and testing volumes distinct. We set the misclassification costs
equal for all classes and use uniform prior probabilities when evaluating their
classification accuracies and comparing their performances.
After the classification of individual voxels or groups of voxels into needle
or non-needle labels, further analysis is performed to increase the coherency of
labeling and extract the position and orientation of the needle in 3D.

4.4

Needle localization and optimization

In the previous section, we have introduced several discriminative features for
classifying the needle voxels, based on the assumption of the cylindrical sec75
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tion of the needle. As US data are formed from reflections of the US beams at
the boundary of medium interfaces, the physical shapes of structures do not
necessarily agree with their acquired shapes in US data. Furthermore, qualitydegrading factors, such as speckle and acoustic clutter cause needle edges to become irregular, which undermines the needle cylindrical section assumption. As
a result, the occurrence of the misclassified voxels in the detection results is inevitable because of the relatively simple cylindrical shape assumption.
In order to increase the robustness of the detection and facilitate accurate needle localization, we continue with three processing steps, which will be elaborated in this section. First, we assign voxel labels based on relations between the
voxels. Second, non-elongated connected regions are eliminated and the model
of a straight needle is fitted to the resulted point cloud. Finally, localization accuracy is improved based on voxel-level intensity values.

4.4.1

Coherent labeling of needle voxels

The detected situation leads to scattered voxels, which are classified independently, by analyzing feature vectors that are extracted within a spatial proximity. In contrast, a joint labeling strategy alleviates the classification inconsistency
and enforces the labeling coherence. For this purpose, hidden Markov models (HMMs) are widely used that define a joint probability distribution p (X, V)
over pairs of temporal or spatial observation sequences, X, and their corresponding label sequences V. If the sequences are of length S, for
 a set of K possible labels, calculating the optimal prediction requires O K S probability evaluations
to enumerate all possible observation sequences. This task is usually impractical
when using rich local features and complex observation dependencies. Therefore, the observation instants are assumed to only depend on the adjacent labels,
which can lead to reduced performance.
A solution to this problem is to directly model the conditional distribution
p (V|X) using conditional random fields (CRF) in form of the undirected graphical model [124]. The primary advantage of CRF is their conditional property,
which relaxes the strong independence assumptions and avoids the label bias
problem in HMMs. Such models can use arbitrary features of X, including pairwise potentials on neighboring data points to jointly assign voxel labels to temporal or spatial sequences of data. Nevertheless, the modeling behavior of adjacency
CRF structures is limited to short-range neighboring connections, which results
in excessive smoothing of labeled data boundaries. Therefore, a fully-connected
CRF can achieve more accurate semantic labeling by establishing pair-wise potentials on all pairs of data points in the data sequence. The high computational
complexity of inference in such models can be substantially reduced using an
internal iterative filtering procedure, which effectively compromises on the full
connectivity of the data points. Therefore, the inference can be performed in
O (Si), where i is the number of iterations until convergence.
As shown in Figure 4.7, we propose to add a 3D CRF model, constructed on
a fully-connected graph. In such a model, label assignments are not only condi76
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Figure 4.7 Block diagram of the coherent labeling stage using 3D CRF models.

tioned to the neighborhood of the voxel, but also to all other voxels in the volume.
Furthermore, additional information such as the spatial distance between pairs of
voxels and discriminative features are added in the form of a similarity criterion
to perform inference for label assignment.
Figure 4.8 depicts the detailed block diagram of the implementation steps for
coherent labeling. After feature extraction and classification of needle voxels performed in Section 4.3, the relevant feature dimensions are selected to be used
as similarity criteria between the voxels. Then, in the inference stage, the intensity values, classification scores and selected features are used to generate a more
dominant and coherent structure for the needle detection. We now present the
implementation details of feature selection and CRF inference stages.
A.

Fully-connected 3D conditional random fields

A CRF model is constructed over a complete undirected graph, whose nodes represent the voxels in the US volume [124]. If the input volume ξ having S number
of voxels x ∈ ξ, form the set of observations X = {I (x1 ) , I (x2 ) , ..., I (xS )},
we define a random field for the labels assigned to the voxels over a set of random variables V = {V1 , V2 , ..., VS }, where each random variable is assigned
a label from the set of {needle, non-needle, void }. Therefore, for each voxel
xi = (xi , yi , zi ) in the volume, its intensity value is denoted by I (xi ) and its
label by Vi = v or simply by vi .
The distribution of (X, V) is a CRF if the random variables V conditioned on
X satisfy the Markov property. This CRF is characterized by a Gibbs distribution,
1
specified as p (V = v|X) = Z(X)
exp(−E(v|X)), where E (v) denotes the energy
S
of the configuration v ∈ V and Z (X) is the partition function [124]. In a fullyconnected CRF, the corresponding energy of a label assignment v is given by:
X
X
E (v|X) =
ψu (vi ) +
ψp (vi , vj ),
(4.4)
i

i<j

where i and j range from 1 to S. The unary energy component ψu (vi ) measures the cost of the voxel xi taking the label vi , and the pairwise energy component ψp (vi , vj ) measures the cost of assigning labels vi , vj to the voxel pair xi , xj
simultaneously. In our model, the unary component is the classification score
that is computed independently for each voxel, described in Section 4.3. Therefore, the label assignment of the unary component is done without considering
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Figure 4.8 Detailed implementation of coherent labeling using 3D CRF models.

the consistency in the voxel labels. The pairwise energies, however, provide a
data-dependent smoothing term that encourages assigning similar labels to voxels with similar properties. The pairwise potentials are modeled as weighted
Gaussians in the form of:
ψp (vi , vj ) = µ(vi , vj )

M
X

[w(m) .k (m) (fi , fj )],

(4.5)

m=1

where each k (m) for m = 1, ..., M , is a Gaussian kernel applied to feature vectors.
For a voxel xi , the feature vector fi can be any combination of the spatial location,
raw voxel values, or any other voxel attributes such as directional features, as
defined by Eq. (4.7) and Eq. (4.8). The term w(m) is the contribution weight of each
kernel k (m) and the function µ(vi , vj ) is a label-compatibility function, according
to the Potts model [125]. This compatibility function imposes a fixed penalty if
nearby voxels with similar properties are assigned to different labels, by:

0 if vi = vj
µ(vi , vj ) =
(4.6)
1 otherwise
B.

Feature selection

In order to model the similarity between pairs of voxels, we calculate the difference between their corresponding values in several feature domains weighted by
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Figure 4.9 Example of the sorted χ2 scores for dimensions of Gabor features G (xi ).

Gaussian kernels. The most straightforward properties of the voxels to be used
as features are 3D voxel coordinates xi (x, y, z) and the raw voxel values I (xi ).
Therefore, an intensity-sensitive appearance kernel can be defined as:
!
2
2
|x
−
x
|
|I
(x
)
−
I
(x
)
|
i
j
i
j
k (1) = exp −
−
,
(4.7)
2σα2
2σβ2
which assigns a lower cost to nearby voxels with similar intensities being in the
same class. The degree of proximity and intensity similarity are controlled by
parameters σα and σβ , respectively.
In addition to the similarity of intensity values defined in Eq. (4.7), we use
the responses of the 3D Gabor filter bank introduced in Section 4.3.2, as extra
features. The responses of the first simple layer of the HMAX system represent
directionally-sensitive spatial frequency information that can improve the modeling of the pairwise similarity. These responses are collected for each voxel xi
over all wavelet orientations of the filter bank to form the feature vector G (xi ).
To this end, the directionally-sensitive appearance kernel is defined as:


|xi − xj |2
|G (xi ) − G (xj ) |2
k (2) = exp −
−
,
(4.8)
2σγ2
2σδ2
where σγ and σδ control the degrees of nearness and direction similarity. We use
grid search on a holdout validation set to learn the contributions of k (1) and k (2) ,
and kernel parameters σα , σβ , σγ , and σδ .
The drawback of using G features in Eq. (4.8) is its large amount of redundant
information that is spread over different feature dimensions. Assuming a Gabor
filter bank constructed with an angular spacing of 15 degrees for both 3D rotation
angles θ and φ, in the interval [0, 180) degrees, the resulting feature vector will be
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Figure 4.10 Example of (a) the tip reverberation artifact (TRA) and (b) the corresponding
vesselness filter result showing enhanced artifacts and increased probability (in color) of
false detections.

of length 144, which drastically increases the computational complexity. Therefore, we remove non-informative information in the feature domain by selecting
the most important dimensions of G, using a supervised univariate feature selection method. For doing so, we measure the χ2 score between each dimension
of the feature vector and the unary energy component ψu to obtain their dependence and consequently the informativeness of the feature.
An example of the sorted obtained χ2 scores is shown in Figure 4.9, depicting
the importance of each dimension of the Gabor feature vector G (xi ) for obtaining
the classification scores. As can be observed, there is a smooth reduction in the
importance level of the features. This can be explained as the directional Gabor
features are computed by linearly changing the angular parameters of the filters.
Therefore, in order to select an optimal number of features, we only consider
the computational complexity of the algorithm and assign two subsets of top-5
G5 (xi ) and top-10 G10 (xi ) feature vectors to each voxel xi .
After the inference in such a CRF model, we obtain a segmented volume with
three classes referring to needle, non-needle and void regions.

4.4.2

RANSAC for needle localization

The labeled volume consists of scattered voxels for which we have to apply intelligent filtering using the RANSAC algorithm. This will generate a more dominant structure for the instrument detection without outliers. Furthermore, reverberation artifacts and a few other structures in the data may locally appear as
parts of a medical instrument. Figure 4.10 shows an example of such region with
a so-called tip reverberation artifact (TRA) at the catheter tip in water [126]. Although the TRA strength can vary, it always appears adjacent to the instrument
on the opposite side of the US beams origin, reproducing the cylindrical shape of
the instrument. Therefore, a simple labeling method such as vesselness filtering
enhances the TRA and increases the probability of a false detection.
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In order to detect the instrument axis in the presence of outliers, we first examine the detections based on size and shape of blobs fitted on the classified voxels.
Falsely detected voxels are usually scattered and rarely form connected regions
that can resemble a needle. Then, we fit a model of the needle to the remaining
voxels using the RANSAC algorithm [95]. The needle model can be represented
by a straight cylinder having a fixed diameter. In cases of large instrument deflection, the model can be adapted to define a parabolic segment.
Using the RANSAC algorithm, the arbitrary linear model ` that contains the
most inliers is chosen to be the location of the needle. Whether or not a voxel
x1 is an inlier can be determined by computing its Euclidean distance from the
model d (x1 ; `). Since the needle diameter is in the order of 1–2 mm (e.g. 1.5 mm
for a 17G needle), we set a detected voxel as an inlier, if its distance to the model
is less than 2 mm. The needle segment is defined as a part of a straight line by:

`ns = x ∈ ξ, x1 ∈ ξ, ξ ∈ R3 , t ∈ R, v ∈ R3 : x = x1 + vt .
(4.9)
The straight-line constraint is a rule from an instrument model applied to the
detected voxels that are located only within the volume ξ. By taking other model
rules such as maximum thickness, curvature, shape, the type of instrument can
be varied and the system can be tuned to detect another type of instrument. For
example, we could exchange the straight-line constraint by a parabolic segment
for localizing a deflected needle or a curved catheter [127].
Algorithm for RANSAC model fitting: The algorithmic steps for estimation
of the needle model from the detected voxels consist of the following steps.
Algorithm 4.1: RANSAC needle model fitting
input : detected needle labels V
output: fitted needle segment `ns
i←0;
Vn ← Zeros();
// Initialize volume of all zeros
p ← 0.99;
// Probability of choosing an outlier-free sample
repeat
(x1 , x2 ) ← RandomSample2(V); // Randomly select 2 voxels
`i ← {x ∈ ξ, t ∈ R : x = x1 + (x2 − x1 ) t} ;
Vi ← PointLineDistance(V, `i ) < 2 mm ;
if Count(Vi ) > Count(Vn ) then
Vn ← Vi ;
`ns ← `i ;
e = Count(Vn )/Count(V);
// Proportion of inliers
end
i←i+1;
N ← log (1 − p)/ log (1 − e2 ) ;
until i 6 N ;
return `ns
M
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Figure 4.11 Example of gradient descent search pattern for three iterations, black dots
indicate the locations with minimal error, gray dots indicate the search points.

4.4.3

Gradient descent model optimization

In the proposed framework for needle detection, several stages will degrade the
localization accuracy, when sharp edges of structures are removed by earlier processing steps. For example, the enhancement steps and the Gaussian kernel function of the Hessian method and Gabor transformation that is convolved with the
input data will smoothen the edges and blur the data. Furthermore, the needle
labeling is performed at a super-voxel level, which removes the voxel-accurate
localization capability. Therefore, detection results need to be adjusted locally
and optimized for higher accuracy.
Optimization of the position of the model is performed with a Gradient Descent strategy to find the needle axis `n , which locally contains the voxels with
maximum the intensities I. Figure 4.11 depicts an example of the iterative search
pattern for the gradient descent error normalization. The needle axis is localized
at the minimum detection error, E (`), defined as:
E (`) = 255 −

1X
I (x) ,
L

(4.10)

x∈`

where L is the length of the line `. The maximum range value of I is 255, which
is reduced with the average intensity of `.
After successful detection of the needle axis 2D cross-section of the volume is
visualized that corresponds to the in-plane view of the needle. This plane contains the entire needle and it is also perpendicular to coronal planes. This maximized in-plane visualization ensures that while advancing the needle, the entire
instrument is visualized and any misalignment of the needle and target can be
corrected without maneuvering the transducer.
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4.5

Experimental results

In order to evaluate the performance of our proposed methods in detecting the
needle voxels, we perform a number of experiments on in-vitro, ex-vivo, and invivo patient 3D US data volumes. In order to prove the robustness and adaptability of the methods, datasets are acquired with different transducers and ultrasound devices. Ground-truth data is created by manually annotating the voxels belonging to the needle. For each method and each type of data, we perform cross-validation to strictly separate the training and testing data. The average performances are reported on Receiver Operating Characteristic (ROC) and
Precision-Recall (PR) spaces.
This section first presents properties and specifications of the evaluation
dataset and then continues with the classification results of single-resolution vesselness and Gabor features. Next, the contribution of features calculated based
on multi-resolution Gabor transformation are evaluated. Finally, the accuracy of
the proposed coherent labeling and localization techniques is evaluated.

4.5.1

Dataset specifications

Six types of US datasets are used in this section to evaluate the performance of
voxel classification and needle localization techniques. Their properties and specifications are summarized in Table 4.1. A unique code is assigned to each dataset
using T, X, and V prefixes, denoting in-vitro, ex-vivo, and in-vivo tissue types used
for data acquisition, respectively.

4.5.2
A.

Voxel classification performance

Single-resolution analysis

The capability of the classifiers to distinguish needle voxels from other tissue
structures results from the discriminative power of the extracted features. We
evaluate the performance of features based on the vesselness filtering [122], FL ,
our proposed features based on single-resolution Gabor transformation, FG , and
feature vectors based on the combinations of the two, FC and FE . The implemented feature vectors are classified using the LDA and LSVM classifiers, which
are simple and suitable for fast analysis of a large set of data points.
Evaluation is performed on several datasets, consisting of T1, X1, X2, V1,
and V2, for an in-depth analysis of needle appearance under different circumstances. We perform leave-one-out cross-validation (LOOCV) for each dataset
to make training and testing data completely distinct at each trial. The values
in Table 4.2 are the raw classification results in the full-size volume without any
post-processing or removal of the isolated detections. The column with feature
FL [122] serves as state-of-the-art for comparison.
After a noisy voxel classification, a high recall rate is required to be able to
detect and localize the needle from its shape and length. Therefore, in evaluating the single-resolution engineered features, we aim at high recall values and
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Table 4.1 Properties and specifications of US datasets used for evaluation in this chapter. T, X, and V prefixes, denote in-vitro, ex-vivo, and in-vivo tissue types used for data
acquisition, respectively.

Code

Description

T1.

In-vitro data from Polyvinyl alcohol (PVA) cryogel phantom with a 0.6mm thick electrode consisting of 8 volumes [75], acquired with a curved
array 5–8 MHz transducer. Each volume contains 156×204×156 voxels
(lat.×ax.×elev.) at a resolution of approximately 0.44 mm/voxel.

X1.

Ex-vivo data from chicken breast with a 1.47-mm thick (17G) needle consisting of 10, volumes acquired with a linear array VL13-5 (5–13 MHz)
transducer. Each volume contains 168×160×156 voxels (lat.×ax.×elev.)
at a resolution of approximately 0.22 mm/voxel.

X2.

Ex-vivo data from chicken breast with a 0.72-mm thick (22G) Echogenic
(Pajunk, Sonoplex, Germany) needle consisting of 10 volumes, acquired
with a linear array VL13-5 (5–13 MHz) transducer. Each volume contains
168×184×136 voxels (lat.×ax.×elev.) at a resolution of approximately
0.22 mm/voxel.

X3.

Ex-vivo data from chicken breast with a 1.47-mm thick (17G) needle consisting of 12 volumes, acquired with a linear array VL13-5 (5–13 MHz)
transducer. Needles are inserted with a limited rotation angle (±10◦ )
around the US axial axis and varying steepness angles, ranging from 25◦
to 40◦ . Each volume contains 360×236×184 voxels (lat.×ax.×elev.) at a
resolution of approximately 0.17 mm/voxel.

V1.

In-vivo data from popliteal fossa with a 0.72-mm thick (22G) Echogenic
(Pajunk, Sonoplex, Germany) needle consisting of 5 volumes, acquired
during popliteal nerve block intervention with a linear array VL13-5
(5–13 MHz) transducer. Each volume contains 188×208×204 voxels
(lat.×ax.×elev.) at a resolution of approximately 0.20 mm/voxel.

V2.

In-vivo data from axillary fossa with a 0.72-mm thick (22G) Echogenic
(Pajunk, Sonoplex, Germany) needle consisting of 4 volumes, acquired
during axillary nerve block intervention with a linear array VL13-5
(5–13 MHz) transducer. Each volume contains 192×204×156 voxels
(lat.×ax.×elev.) at a resolution of approximately 0.20 mm/voxel.
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employ the F-2 score, which weights recall higher than precision, as defined by:
F-2 score = 5 ·

Precision · Recall
.
4 · Precision + Recall

(4.11)

During these experiments, parameters for feature extraction methods are identified by an exhaustive search to deliver the best classification performance. The
Gabor filter banks are constructed with an angular spacing of 15◦ for both φ and θ
rotation angles, which results in FG having a size of 144.
As shown in Table 4.2, the classification performance of LSVM is clearly superior to LDA. Therefore, for a comparative analysis of the features, we only show
the performance curves of LSVM classifiers. The in-vitro classification performance of LSVM for different feature vectors is shown in Figure 4.12. The PVA
cryogel phantoms mainly consist of uniform non-echogenic structures, which
create a low complexity in distinguishing the instrument. As shown, in these
datasets, the classification performance is improved in cases of combined vesselness and Gabor-based features, since few other structures in the volume have a
cylindrical shape. However, adding intensity values for constructing FE slightly
degrades the performance.
The classification performances for the ex-vivo datasets that are acquired in
chicken breast, are shown in Figure 4.13. In these cases, vesselness features, FL ,
perform very poorly compared to Gabor results. Furthermore, combinations of
vesselness and Gabor show degraded performances compared to Gabor alone.
This can be explained by the increased complexity of detecting the instrument in
these datasets. In chicken-breast phantom, muscle fascicles appear as small linear features and are difficult to locally distinguish from voxels belonging to a thin
needle. Therefore, as shown in Figure 4.13, the performance for the 0.72-mm needle is degraded compared to the thicker 1.47-mm needle. As a result, intensity
and vesselness values are unable to capture the discriminative information between needle voxels and other vessel-like structures. However, the Gabor-based
features, FG , are tuned to a pre-defined frequency range, which corresponds to
the diameter of the needle. This ability to extract the shape information of the
object in different orientations increases the discriminative information and significantly improves the performance.
Figure 4.14 presents the classification performance for in-vivo patient datasets.
As shown, the overall performance degrades slightly. This is due to different
preferences for the acquisition parameters, such as gain and frequency, which
vary amongst medical specialists for different patients and lighting conditions.
Therefore, the intensity of the needle and its surroundings are subject to variation
per physician, which increases the complexity of the automated detection.
In the dataset of axillary fossa, the ROC performance of the vesselness features FL is improved compared to the chicken breast dataset. The reason can be
explained by the extra easily distinguishable structures in patient scans, e.g. bone
and artery. Therefore, the false positive rate is considerably reduced, but the precision still remains low. Nevertheless, the classification performance improves
significantly when Gabor-based features are combined with vesselness.
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Table 4.2 Average classification performance of single-resolution engineered features. Recall is set where the highest F-2 occurs. Performance scores in each dataset corresponding to the highest F-2 are in bold.

X1

T1

Reca.
Prec.
Spec.

Reca.
Prec.
Spec.

Reca.
Prec.
Spec.

35.5
1.5 ± 0.6
91.3 ± 2.2

11.8
3.7 ± 1.9
97.6 ± 0.7

12.4
1.6 ± 0.4
95.5 ± 1.3

67.0
32.1 ± 6.8
98.7 ± 0.4

FL [122]

75.8
51.9 ± 17.1
99.2 ± 0.6

70.5
39.9 ± 16.4
97.8 ± 1.6

64.3
21.6 ± 7.8
95.6 ± 1.8

72.9
44.5 ± 10.1
98.7 ± 0.5

81.7
39.0 ± 6.6
98.6 ± 0.5

FG

70.7
52.3 ± 20.8
99.2 ± 0.5

67.9
23.0 ± 8.2
97.8 ± 1.0

60.3
22.5 ± 8.6
96.0 ± 2.1

68.7
39.3 ± 7.1
98.9 ± 0.7

80.0
42.7 ± 7.9
98.8 ± 0.5

FC

69.9
53.4 ± 21.1
99.2 ± 0.6

61.7
22.8 ± 8.3
98.4 ± 0.7

63.1
22.0 ± 8.2
97.4 ± 0.9

69.7
38.4 ± 6.7
99.0 ± 0.5

80.3
38.8 ± 7.6
98.7 ± 0.5

FE

26.5
15.2 ± 8.1
99.4 ± 0.2

17.6
0.7 ± 0.2
92.8 ± 1.9

14.2
0.3 ± 0.1
92.5 ± 1.0

83.4
0.4 ± 0.1
20.3 ± 2.3

67.5
26.1 ± 6.0
98.5 ± 0.5

FL [122]

82.7
57.0 ± 19.3
98.8 ± 1.0

81.5
38.6 ± 14.4
97.0 ± 2.4

80.9
36.2 ± 12.5
95.3 ± 2.1

91.7
52.3 ± 10.9
97.8 ± 1.7

79.0
37.3 ± 6.2
98.1 ± 1.1

FG

77.0
55.6 ± 14.6
99.6 ± 0.3

73.6
28.3 ± 11.0
96.4 ± 2.0

90.6
27.4 ± 10.9
90.1 ± 5.5

85.9
55.5 ± 8.6
98.7 ± 1.1

78.3
41.1 ± 9.0
98.3 ± 1.0

FC

75.0
57.7 ± 15.0
99.6 ± 0.3

66.9
23.1 ± 10.7
97.3 ± 1.3

73.6
28.9 ± 10.4
97.4 ± 1.0

86.6
54.1 ± 8.3
98.9 ± 0.9

74.6
41.1 ± 8.5
98.5 ± 0.9

FE

Linear Support Vector Machine (LSVM)

X2
Reca.
Prec.
Spec.
26.5
18.6 ± 4.4
99.7 ± 0.1

Linear Discriminant Analysis (LDA)

V1
Reca.
Prec.
Spec .

Dataset

V2
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Figure 4.12 Performance curves for in-vitro dataset obtained by LOOCV.
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Figure 4.13 Performance curves for ex-vivo datasets obtained by LOOCV. (a) and
(b) ROC and (c) PR curves shown for X1 data — chicken breast with 17G needle. (d)
and (e) ROC and (f) PR curves shown for X2 data — chicken breast with 22G needle.
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Figure 4.14 Performance curves for in-vivo patient datasets obtained by LOOCV. (a) and
(b) ROC and (c) PR curves shown for V1 data — popliteal fossa. (d) and (e) ROC and
(f) PR curves shown for V2 data — axillary fossa.
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Table 4.3 Leave-one-out cross-validation classification performance in X3 dataset from
chicken breast. Recall is set at 75%. Values corresponding to the best precision are bold.

Frequency set
f0 [1/voxels]

Prec.

Spec.

1
1
1
1
1

{1/5}
{1/10}
{1/20}
{1/30}
{1/40}

13.4 ± 2.6
16.4 ± 3.7
22.6 ± 5.6
8.8 ± 1.8
7.2 ± 1.4

81.8 ± 4.2
87.1 ± 2.9
89.4 ± 2.6
68.3 ± 7.7
77.5 ± 4.0

13.9 ± 2.7
18.1 ± 4.2
22.2 ± 5.4
6.4 ± 1.1
5.0 ± 0.6

82.8 ± 4.1
87.5 ± 3.2
89.7 ± 2.4
71.6 ± 6.7
63.8 ± 5.0

2
2
2
2

{1/5, 1/10}
{1/10, 1/20}
{1/20, 1/40}
{1/40, 1/80}

15.6 ± 3.0
20.7 ± 3.9
21.8 ± 2.7
13.2 ± 2.2

85.0 ± 3.5
88.9 ± 2.7
92.3 ± 1.5
85.6 ± 2.3

19.7 ± 4.1
28.7 ± 5.8
19.2 ± 1.4
10.7 ± 1.0

86.2 ± 3.7
91.3 ± 2.3
92.7 ± 0.7
84.9 ± 1.6

3
3
3

{1/5, 1/10, 1/20}
{1/10, 1/20, 1/40}
{1/20, 1/40, 1/80}

16.8 ± 3.8
29.6 ± 5.1
23.5 ± 3.0

82.1 ± 6.4
93.8 ± 1.4
92.9 ± 1.4

23.1 ± 5.4
25.3 ± 4.1
19.2 ± 1.4

84.4 ± 6.6
93.8 ± 0.9
92.7 ± 0.7

4
4
4

{1/5, 1/10, 1/20, 1/40}
{1/10, 1/20, 1/40, 1/80}
{1/15, 1/30, 1/60, 1/120}

23.4 ± 3.6
32.1 ± 5.8
27.1 ± 4.2

92.7 ± 1.3
94.4 ± 1.2
94.0 ± 1.0

23.9 ± 2.9
26.5 ± 4.0
23.7 ± 3.1

93.8 ± 0.9
94.3 ± 0.8
93.8 ± 0.8

nf0

LDA

Linear SVM
Prec.
Spec.

As discussed, the performance of the studied methods varies among different datasets. This is largely due to the fact that the combination of each tissue,
instrument and acquisition parameters clearly adds to the complexity for the supervised detection system. Depending on these combinations, a specific solution
exists for each application that is optimal for distinguishing the instrument from
other objects and the surrounding environment. Therefore, the dataset and instrument need to be a-priori identified for choosing the best performing method.
B.

Multi-resolution Gabor analysis

We have evaluated and compared the performances of the single-resolution and
multi-resolution approaches on a challenging ex-vivo dataset of X3, where the
needle insertion angles are varying from 25◦ to 40◦ . In this part, we reduce
the computational complexity by limiting the number of filter orientations in
Eq. (4.3). Therefore, we place the needle such that the rotation angle around the
axial axis is limited but the insertion angle (around the elevational axis) is varied.
Classification performances of feature vectors for LDA and LSVM classifiers
are studied, both from a single-resolution or a multi-resolution analysis with the
Gabor-wavelet filter bank, to evaluate their discriminative power for these analysis conditions. For measuring the performance, we employ the recall and precision metrics and perform leave-one-out cross-validation. As discussed in the
previous section, in cases of non-ideal voxel detection, high recall values are re90
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Figure 4.15 (a) ROC and (b) PR performance curves of catheter detection in in-vitro
datasets of silicon heart obtained by LOOCV.

quired for the classification to allow for correct detection and localization of the
needle from its shape and length. Nevertheless, false detections should be limited
as far as possible with respect to the number of needle voxels. For this reason, we
aim at high recall values and set the recall to 0.75.
For a fixed recall rate of 0.75, we have measured the classification precision
in the full volume when using single-resolution compared to multi-resolution
Gabor transformations. The results are shown in Table 4.3. As shown, LDA and
LSVM classifiers perform very similar to each other with a slight outperformance
of LDA in most of the cases. Furthermore, the best performance when nf0 = 1
(single-resolution analysis) is for f0 = 1/20, corresponding to a needle diameter
of approximately 10 voxels, which in the X3 dataset, equals to 1.7 mm.
In a multi-resolution analysis, the classification performance highly depends
on the choice of central frequencies of the filter bank. Here, the frequency combination of {1/10, 1/20, 1/40, 1/80} outperforms the single-frequency analysis by
40% improvement in the voxel classification precision. Figure 4.6 shows the
frequency half-peak isosurfaces of this filter bank. As can be observed, singleresolution filters only cover a portion of the frequency space, where useful information for a discriminative classification also lies in other frequency domains.
C.

Generalization to catheter detection

The proposed system is designed such that it remains generic enough to be applied to several medical instruments and transducer types. Therefore, a new instrument, such as a catheter can be learned by the system for automated localization in the 3D US volumes. For this purpose, initial experiments are performed
on in-vitro data from a silicon heart, representing cardiac ablation circumstances.
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Table 4.4 Leave-one-out cross-validation performance of the coherent CRF labeling in the
full volumes. Recall is set such that the F-2 is maximal. Best performances are in bold.

Dataset

Baseline

I

3D CRF
G5

G10

X1

F-1
F-2
IoU

55.0 ± 6.8
60.6 ± 6.1
40.9 ± 7.2

49.3 ± 7.6
57.6 ± 6.3
36.1 ± 7.7

65.2 ± 8.1
58.6 ± 8.3
52.7 ± 8.1

70.9 ± 6.7
67.1 ± 6.9
58.5 ± 7.7

X2

F-1
F-2
IoU

21.2 ± 6.5
28.1 ± 6.6
13.3 ± 4.4

23.6 ± 6.0
26.3 ± 4.8
14.6 ± 4.1

42.9 ± 10.4
44.8 ± 8.9
31.4 ± 9.1

34.8 ± 11.1
36.6 ± 9.7
26.3 ± 9.8

A 2.3-mm thick catheter is inserted 50 times in a silicon heart and data is acquired
using a 2–7 MHz 3D transesophaegal echocardiography (TEE) transducer.
In this framework, voxel classification is performed based on the vesselness and Gabor transformation features that are sensitive to the diameter of the
catheter. Furthermore, a model of the catheter considering its diameter is used
for localization and optimization. Figure 4.15 shows the leave-one-out crossvalidation performance curves of an LSVM classifier in the full 3D US volumes.
As shown, the vesselness features FL achieve reasonable performance and the
results are improved in cases of their combination with Gabor-based features. In
this type of dataset, the catheter is placed within blood-mimicing fluid and the
main challenge is to distinguish the cathater from the heart tissue, which rarely
form linear structures. Therefore, vesselness filtering is able to distinguish the
catheter voxels in most of the cases and contribute to the overall performance
compared to only using the FG features.

4.5.3
A.

Needle localization accuracy

Coherent labeling of needle voxels

Evaluation is performed on ex-vivo X1 and X2 datasets, which are acquired from
chicken breast. For investigating the performance of our proposed approach, we
evaluate the voxel classification quality before and after applying the introduced
CRF model. In order to do so, we measure the F-1, F-2 and Intersection over
Union (IoU) scores. As we aim at high recall values, F-2 score can reflect that, by
weighting recall higher than precision. Furthermore, IoU scores are interesting to
compare, as they penalize instances of false classification more than the F-1 score.
Table 4.4 shows the average performance for the baseline and the proposed CRF
approaches for the two datasets. A linear SVM classifier, which is trained on
3D Gabor features, FG , is used for the baseline labels. In all experiments, the
number of iterations for mean field variational inference is fixed to 20.
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Table 4.5 Average performance of the proposed system in detecting the instrument axis
in full volumes of 3D US.

Dataset
T1

Instrument
diameter

Feature
vector

εp

εv

Time* (min)

0.60 mm

FC

0.49 mm

2.9◦

3.37

◦

X1
X2

1.47 mm
0.72 mm

FG
FG

0.74 mm
0.65 mm

4.4
3.7◦

2.68
2.56

V1
V2

0.72 mm
0.72 mm

FG
FG

0.60 mm
0.68 mm

2.2◦
3.7◦

3.39
2.13

* Measured in MATLAB on a 3.7-GHz quad-core CPU
In conclusion, the 3D CRF model with G10 features significantly improves the
performance compared to the baseline. When using only voxel intensities, I, in
the CRF model the results do not improve the label annotation.
B.

Localization of needle axis

Although the voxel-wise labeling is not perfect, the a-priori information regarding the global shape of the instrument and clustering the detected voxels assist
for the correct axis estimation. In this section, we evaluate the final error of our
proposed system in estimating the instrument axis. After transforming the classified voxels back from the rectangular to the original pyramidal field, the position
and orientation of the instrument in 3D are estimated and optimized for the minimum axis detection error of Eq. (4.10).
Similar to the voxel-wise classification evaluation, we perform leave-one-out
cross-validation to separate training and testing data. The LSVM classifier and
feature vectors with the highest F-2 scores are used for classification in each
dataset. Table 4.5 shows the performance of our proposed system in detecting
the instrument. The instrument position error (εp ) is calculated as the average of
the point-line distances between the two end-points of the ground-truth axis and
the detected axis. The orientation error (εv ) is the angle between the detected and
the ground-truth orientation vectors.
As reported in Table 4.5, the detection position error is always less than the
diameter of the instrument, which shows a very good detection accuracy. Computational cost of the proposed system highly depends on the size of the data
and complexity of the feature extraction. As shown in Table 4.5, the complete
system takes approximately 2–4 minutes to execute in MATLAB without any programming optimization. Although the measured runtime does not immediately
reflect the applicability of the system to real-time instrument detection, several
approaches are proposed in Section 4.6 for improving the speed with respect to
the performance. Nevertheless, implementation in efficient programming languages or parallel computation methods certainly facilitate faster executions.
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(a) 17G Needle inserted in chicken breast tissue (X1 data)

(b) 22G Needle inserted in chicken breast tissue (X2 data)
Figure 4.16 Examples of (left) detected candidate needle voxels in the full volume and
(right) detected needle planes in 3D US. Yellow lines show the position of ground-truth
needles and red lines represent detected needle axes using the Gabor features, FG . The
middle insert picture provides a magnified view of the distance between the ground-truth
needle and the detected needle at the needle tip.

Figure 4.16 and Figure 4.17 show a few examples of the detected planes in 3D
US containing the needle for ex-vivo and in-vivo datasets, respectively. As shown,
after a careful selection of the feature extraction method, a simple classification
technique such as linear SVM can reliably detect and extract the instrument voxels in the volume. Although this classification (shown at the left) is noisy, the
a-priori information regarding the global shape of the instrument leads to the correct instrument axis estimation. The detected cross-section contains the optimal
view of the tool that is visualized without manually maneuvering the transducer.
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(a) 22G Needle inserted in the popliteal fossa of a patient (V1 data)

(b) 22G Needle inserted in the axillary fossa of a patient (V2 data)
Figure 4.17 Examples of (left) detected candidate needle voxels in the full volume and
(right) detected needle planes in 3D US. Yellow lines show the position of ground-truth
needles. Red lines represent detected needle axes using the Gabor features, FG . The
middle insert picture provides a magnified view of the distance between the ground-truth
needle and the detected needle at the needle tip.
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4.6

Conclusions

In this chapter, we have developed robust and generic methods to detect and localize needle position and orientation in noisy 3D US volumes representing challenging intervention situations. Detection and localization of the needle among
other echogenic structures in the acquired data are performed, which are based
on space-frequency characteristics of regions, which were described in the previous chapter. In this framework, we have introduced the novel design and usage
of a directionally-sensitive wavelet transformation as shape descriptors to distinguish needle voxels from other structures that locally have similar frequency
characteristics.
The architecture of our solution consists of two main stages: (1) classification
of needle voxels and (2) localization of needle coordinates. In the first stage, each
voxel or sets of voxels in the input volume are classified based on the discriminative features extracted at each position. The classification of Gabor-wavelet
features achieves on average 86.3% recall at 22.3% precision for ex-vivo data and
82.1% recall at 47.8% precision for an in-vivo dataset. Moreover, classification features are extracted at multiple shape-sensitivity levels for additional robustness
to each complexity level of structures. We have shown that exploiting Gabor
wavelets in multiple resolutions for classification improves the precision by 40%
at a high recall of 75%. In the second processing stage, the coherency in the classification results is enforced and the needle is localized by verifying the needle
model on the labeled voxels. Inferencing a fully-connected CRF model for this
purpose further improves the F-1 scores by another 48% on the average.
The final stage of processing covers the needle-axis extraction by fitting a proposed model of the needle to the classified voxels by means of the RANSAC
algorithm. The position and orientation of the estimated instrument axis are optimized by minimizing the detection error. The proposed system achieves an
average needle localization error of 0.70 mm for ex-vivo data and 0.64 mm for an
patient in-vivo dataset. It is evident that the position errors of localized needles
are less than the diameter of the needle. Therefore, the resulted cross-section of
the volume corresponding to the in-plane view of the needle, completely shows
the entire needle. This creates a high clinical value, since by ensuring that the
needle and its tip are always visible to the interventionist, the risk of puncturing
vital and structures lying outside the image plane will be virtually eliminated.
The main contributions of this chapter regarding the system usage and clinical aspects are threefold: (1) a system solution that is purely based on image
processing techniques using existing transducers and instruments, (2) a novel
design of the 3D Gabor transformation, which extracts instrument voxels in the
volume, and (3) an in-depth analysis of medical instruments under different circumstances, which leads to a generic identification system that can learn new
instruments to be used in a broad set of interventions.
1. System/procedure implementation: The proposed sytem facilitates accurate
clinical interventions under a broad range of circumstances. The described
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validation of the robustness for in-vivo datasets acquired from patients not
only proves clinical feasibility but also yields a high clinical value for intervention support.
2. 3D Gabor transformation: For classification of the instrument voxels, several
feature vectors are proposed including a novel 3D Gabor wavelet transformation, which is designed to be sensitive to the instrument diameter.
A thorough comparison is made for the classification in all datasets at the
voxel level, which shows the elevated contribution of the proposed Gabor
transformation with respect to discriminative power.
3. In-depth analysis of conditions: The optimal choice of methods at each stage
for the intended US-guided procedure has been studied. For cardiac ablation, where the catheter is placed within blood, limited linear structures
occur in the volume apart from the catheter itself. Therefore, vesselness
filtering is able to distinguish the instrument from other heart tissue. In
contrast, in regional anesthesia, the needle is inserted into muscular tissue,
where muscle fascicles appear frequently surrounding the instrument, so
that detection becomes complicated. Therefore, Gabor transformation is required to benefit from the precise space-frequency analysis leading to better
classification performance.
Further improvements are still possible. For example, the high computational
complexity of 3D Gabor transformations remains a challenge and needs to be addressed for embedding this technology as a real-time application. However, there
are multiple techniques to modify the chosen approach towards real-time operational performance. One technique is to limit the number of processed voxels
by analyzing the optimal sub-sampling factors, limiting the search region and/or
incorporating a coarse-fine search strategy. Furthermore, the number of 3D convolution operations can be reduced by optimizing the complexity of the filter
bank with respect to the estimation accuracy. Besides, conventional ways of optimizing algorithms and parallel computing options are also possible. This will
already improve the operational speed by an order of magnitude or more.
Moreover, increasing the voxel classification accuracy will reduce the false
positives, which relaxes the length and elongated shape assumptions for the needle localization stage and will facilitate successful detection of very short needles. In order to achieve this, individual system elements and features proposed
in this chapter need to be modified and redesigned for elevated sensitivity to
several needle types and increased specificity to other echogenic structures that
locally or globally resemble the needle. Nevertheless, more straightforward and
self-contained descriptors for classification will provide more effective analysis
tools for increasing the accuracy of the system. In the next chapter (Chapter 5),
we will investigate alternative detection methodologies based on deep learning
techniques to improve the detection precision for accurate localization of needles
that are only partially inserted in the tissue.
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5

Deep learning for needle detection
5.1

Introduction

The previous chapter has presented a novel needle detection and localization
system, based on the discriminative space-frequency characteristics of structures
and robust modeling of the needle in the detected voxel situation. Voxel detection
is performed based on classification of voxel responses to Gabor transformations
with several directional sensitivities, which models the needle diameter and the
consistent orientation of voxel gradients along the needle length. Afterwards, the
needle axis is localized from the classified voxels by adjusting the detections and
RANSAC model fitting. Although the system demonstrates very high localization accuracy in challenging ex-vivo and in-vivo datasets, it mainly concerns the
cases where the needle is already inserted in the volume up to a considerable
length, while the imaging settings are optimized by the operator to acquire an
acceptable and consistent visibility of the needle.
However, for the desired clinical support, the mentioned presumed conditions cannot be always satisfied during an intervention. In contrast, a clinicallyvaluable needle tracking system should be able to localize short needles that are
just been inserted into the tissue, where the acquisition parameters are not optimal with respect to the needle visibility. These two practical challenges raised
during interventional settings can be formulated as follows.
1. Shorter needle lengths. During an intervention, any misalignment of the needle trajectory and the target is crucial to be detected as soon as the needle
is entering the body. Therefore, misdirection of the needle can be corrected
at early stages to reduce needle passes and improve the health outcomes.
However, confidence and accuracy of the needle localization decreases with
shorter needle lengths, since the elongated shape constraint on the voxel
structure cannot be satisfied anymore. Furthermore, with the small number of needle voxels, false detections become more dominant in the data,
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which makes the localization stage less reliable. As a result, for a successful localization of short needles, it is necessary to ensure a high detection
precision at a low false negative rate in labeling and extracting the needle
voxels (Section 5.3).
2. Inconsistent needle visibility. In a clinical setting, acquisition parameters and
the position of the US transducer are changed by the operator to obtain an
acceptable image quality with respect to both needle and target. Therefore, in the framework of our proposed solution, prior to the detection
and visualization of the needle, the transducer position and acquisition parameters can be suboptimal for the needle visibility. Furthermore, using
curved-array, sector-array, and phased-array transducers, the angular beam
steering results in varying beam angles with different parts of the needle.
Therefore, the needle visibility is higher when the beam direction is more
perpendicular to the needle and it decreases with larger incident angles to
the point of becoming virtually invisible. The inconsistent needle visibility
degrades the performance of voxel classification and should be addressed
by better modeling of the contextual information (Section 5.4).
In order to be robust to these situations, we aim to construct self-contained descriptors of a needle in 3D US volumes using deep learning methods, which can
more efficiently model the discriminating features for labeling the needle voxels.
However, standard deep learning architectures are not readily applicable to such
applications, mostly due to the following technical challenges.
• Imbalanced classes. In a typically acquired US dataset volume, a needle occupies only a small portion of the volume, which makes the positive and
negative classification classes highly imbalanced. In such cases, the loss of
the network acts in favor of correctly classifying the majority class. Therefore, the network cannot be effectively trained to be sensitive to the needle
voxels, while being precise in rejecting the majority class of non-needle voxels (Subsection 5.3.1).
• Complex 3D data modeling. The increased amount of network parameters
in cases of using 3D convolution kernels adds to the complexity of data
modeling and the trained models tend to overfit the training data if the
dataset is not large enough. However, acquiring large in-vivo 3D US clinical
datasets containing a needle is hardly possible, since 3D transducers are not
yet part of the standard interventional procedures (Subsection 5.4.1).
Because of the mentioned structural difficulties of deploying deep learning for
needle detection in 3D US, major modifications are required in the design of the
standard architectures for an optimal modeling of the needle in these situations.
Therefore, we propose novel modifications and supplementary steps for the proposed system architectures in this chapter, to effectively address the discussed
technical challenges.
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Figure 5.1 System overview of deep learning methods deployed in this chapter.

In this chapter, we use two deep learning architectures for a robust needle
detection for the cases of both a shorter needle and an inconsistent needle visibility. As shown in Figure 5.1, convolutional neural networks (CNN) are used for
classification of needle voxels from their patch representations, to achieve high
precisions at low false negative rates. Furthermore, we extend these network architectures to a semantic modeling of the 3D needle context, using multi-view
thick-sliced fully convolutional networks (FCN). We will show that the proposed
system based on CNN successfully performs the detection when only a short
part of the needle is inserted into the patient’s body, while context modeling using FCN improves the robustness particularly in cases of invisible needle parts,
thereby yielding an early and precise correction of inaccurate insertions. For clarity, we emphasize here that we detect the plane where the needle and its tip are
maximally visible, but do not explicitly detect the needle tip. This localization
processing is done individually for every data volume. For a 3D+time US sequence, this would effectively mean repeated detection for every volume.
The remainder of this chapter is organized as follows. First, the state-of-theart methods are presented and discussed in Section 5.2. Next, the patch classification method using CNN in triplanar orthogonal views is described in Section 5.3.
Section 5.4 presents details of an end-to-end dense segmentation in multi-view
thick slices using FCN. Subsequently, experimental results for both patch classification and dense segmentation methods, as well as the final accuracy of the
needle localization using both methods, are presented in Section 5.5. Finally, the
chapter is concluded with a short summary on the obtained results in Section 5.6.

5.2

Related work

The applications of deep learning models in US data processing have mainly focused on frame labeling and segmentation of fetal images [128, 129, 130]. Some
studies have also demonstrated limited results on vessel segmentation [131], thyroid nodule classification [132], carotid plaque classification [133], and breast lesion diagnosis [134]. The major challenge of applying deep learning techniques
to US images is related to the anisotropy in intensity and shape of structures for
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different acquisition settings, presence of artifacts and clutter that create blurry
edges, and largely imbalanced datasets in most applications. Although the performances of deep learning techniques are degraded in US data, existing architectures from natural and medical imaging domains can be modified with respect
to the unique properties of US imaging for their successful adaptation.

5.2.1

Patch classification

The needle detection stage can be formulated as a segmentation task in 3D US
volumes by identifying the set of voxels that composes the interior of the needle
in the volume. One of the main approaches in segmentation of images with deep
learning is based on patch-trained CNN models [135]. In this method, a voxelwise classification is used to label the voxels of the object of interest in a sliding
window fashion. Different variants of this network include the use of different
patch sizes as inputs to a multi-scale network [136], extraction of multi-view orthogonal slices from the 3D volume to input the multichannel network [137, 138]
and the combination of multi-scale and n-view slicing as the representation for
each patch [139]. The main drawback of patch-based classification methods is,
however, their deficiency in modeling of the context, since the receptive field of
the network is limited for labeling each voxel.
The most straightforward solution to increase the context for network inference is by increasing the input patch sizes, which will reduce the localization
accuracy. Therefore, a trade-off is enforced between patch sizes for richer needle
context information and localization accuracy. Larger patches reduce the localization accuracy as the change in the data content is not significant with small
shifts, while small patches limit the network to infer only based on parts of the
needle. Consequently, multi-scale networks can model both local and context information from down-scaled representation in addition to high resolution local
information [140]. However, the amount of parameters and memory requirements of the network will significantly increase because classifying each voxel in
a sliding window fashion results in orders of magnitude of redundant calculations.

5.2.2

Semantic segmentation

As an alternative to patch training, semantic segmentation methods can generate
dense prediction maps by omitting the use of fully-connected layers. Examples
of such networks are FCN [141, 142] and context modeling by employing atrous
convolutions [143, 144]. Although integrating atrous (or dilated) convolutions
in the deep layers of the network increases the field of view and preserves the
spatial dimensions, applying convolutions in a large number of high-resolution
feature maps is computationally expensive. However, original FCN architectures
can simultaneously exploit the global and local information in the data and remain more memory efficient, by introducing skip connections from higher resolution feature maps to the deconvolutional layers [145].
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Initial attempts of applying FCN architectures on US data are presented for
fetal heart segmentation in 2D US [146]. Further improvement is shown for segmentation of fetus, gestational sac and placenta in 3D US volumes by integrating
the sequential information [130]. However, the drawbacks of using such 3D+time
models are: (1) the exponentially increased computational complexity of 3D convolution operations, (2) a very large dataset is required for training the increased
number of network parameters, and (3) the sequential modeling that will be suboptimal in the early timesteps after large movements of the transducer or subject.
In this chapter, we start with patch-based classification techniques using CNN
architectures and extend it to create semantic FCN models. We modify these
architectures to be robust against the data-specific challenges earlier discussed.
Therefore, 3D needle voxel and context information can be modeled effectively
to achieve high detection precision at a low false negative rate.

5.3

Patch classification using CNN

The block diagram of the proposed patch-based classification technique is shown
in Figure 5.2(a). A CNN model is trained to robustly classify the needle voxels in
the 3D US volumes from other echogenic structures, such as bones and muscular
tissues. Our voxel-classification network predicts the label of each voxel from the
raw voxel values in the local proximity. In a 3D volume, this local neighborhood
can simply be a 2D cross-section in any orientation, multiple cross-sections, or a
3D patch. Here, we use three orthogonal cross-sections centered at the reference
voxel, which is a compromise with respect to the complexity of the network. We
extract triplanar cross-sections of 21×21 pixels, which provides sufficient shape
information and still remains spatially accurate.

5.3.1

Handling imbalanced classes

Our dataset is significantly imbalanced, due to the small size of a needle compared to the full volume, i.e. approximately only 1 voxel out of 3,000 voxels in
a volume belongs to the needle (see Table 5.1, containing also voxel sizes). This
is common in representation of an instrument in 3D US volumes. Therefore, in
order to avoid a prediction bias towards the majority class, we down-sample the
negative training data to match the number of needle samples. For an informed
sampling of the negative (non-needle) set, we propose an iterative bootstrapping
scheme [147], referred to as hard-negative mining, to achieve the maximum precision by re-training the network using the hardest negative samples. Figure 5.3
shows an example of how iterations of an informed sampling can increase the
precision of the network.
It is worth noting that commonly used methods for imbalanced data, such
as weighted loss function, do not necessarily improve precision. This is mainly
because the majority of our negative set consists of “easy” samples that can be
classified beyond the model’s margin and will influence the loss in their favor.
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Figure 5.2 Block diagram of (a) proposed patch-classification approach using CNN and
(b) architecture scheme of the applied CNN.

Hard-negative mining for classifier training: The proposed training consists
of four main steps that are iterated until the classification error converges:
Algorithmic steps of hard-negative mining
Step (1): The negative training data is uniformly sampled from the nonneedle set to match the number of training needle patches.
Step (2): The network is trained with the sub-sampled training set.
Step (3): The trained network classifies the original imbalanced data.
Step (4): Misclassified false positives are harvested as the hardest negative (non-needle) samples to update the network.
Step (5): The original negative training data is sampled only from the
voxels in the vicinity of the harvested set to match the number
of training needle patches.
Step (6): Repeat from Step (2) until the classification error converges.

M
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Latent variable 1

Latent variable 2

Latent variable 2

(a) Feature-space representation of an imbalanced dataset

Latent variable 1

(b) Random negative sampling

Latent variable 1

(c) Most-aggressive negative sampling

Figure 5.3 Conceptual example of the iterative sampling strategy to increase the precision
of the network. The red circles represent the positive data points, gray and blue triangles
are the negative and sampled data points, respectively, and the dashed line represents
the decision boundary of a classifier.

5.3.2

CNN architecture and training

For our experiments, we evaluate two CNN architectures based on shared convolutional (ShareCNN) and independent convolutional (IndepCNN) filters. In
ShareCNN, a single convolutional filter bank is trained for the three input planes
to have the same set of filters for all the planes. In IndepCNN, three sets of filter banks are trained independently, each to be convolved with one of the three
planes. As depicted in Figure 5.2(b), both architectures consist of four convolutional layers having 32, 48, 64 and 96 filters of 3×3 kernel size, three pooling
layers, three fully-connected layers having 128, 64 and 2 neurons, and one softmax layer. Convolution layers are stacked together followed by rectified linear
units (ReLU) [148] activation functions. According to the given number of filters,
ShareCNN and IndepCNN architectures have 2,160 and 6,480 parameters in their
convolutional layers, respectively. In both architectures, extracted feature maps
after the last convolutional layer are concatenated prior to the fully-connected
layers [137].
CNN training settings: The training set consists of three cross-sections extracted from the middle of the data patch. Training patches are rotated arbitrarily
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by 90◦ steps around the axial (z) axis to improve the orientation invariance. The
CNN parameters are trained using stochastic gradient descent (SGD) and the
categorical cross-entropy cost function. Furthermore, for optimization of the network weights, we divide the learning rate by the exponentially weighted average
of recent gradients, which is referred to as Root Mean Square Propagation (RMSProp) [149]. Initial learning rates are chosen to be 10−4 and 10−5 for train and
update iterations, respectively. In order to prevent overfitting, we implement the
dropout approach [150] with a probability of 0.5 in the first two fully-connected
layers. The trained network computes a label per voxel indicating whether it
belongs to the needle or not.

5.4

Semantic segmentation using FCN

As discussed in Section 5.1, semantic segmentation of a needle using FCN architectures are more interesting than patch classification, as the context information are modeled, whereas the spatial dimensions are preserved. Furthermore, in
contrast to the patch-based methods, where redundant processing of voxels is inevitable, FCN models are more computationally efficient because they exploit the
one-time extracted features to simultaneously label all the data points using deconvolutional networks. Figure 5.4(a) depicts the block diagram of the proposed
semantic segmentation.

5.4.1

Effective 3D data modeling

Our method is based on decomposing the 3D volume into 2D cross-sections for
labeling the needle parts and reconstructing the 3D needle labels from the multiple views to realize an effective modeling of the 3D shape information. As a
result, in our approach, the number of parameters in the convolution kernels decreases exponentially compared to the 3D kernels and consequently the network
requires fewer training samples and executes faster. The 2D cross-sections are
selected in multiple directions and perpendicular to the coronal planes. Since
in a 3D US volume the needle can enter the field of view from either the lateral
or elevational directions, we consider both cross-sections perpendicular to both
axes. The segmentation outcome of each cross-section is mapped onto its corresponding position in 3D. Afterwards, the resulting probability volume from the
two directions are combined together using multiplicative averaging, to create
the final labeling outcome in 3D.
In order to exploit the 3D structural information in our model, instead of only
using 2D planar data, we opt for processing the consecutive cross-sections before and after the processing plane as additional inputs to the network. In this
study, we add two additional cross-sections and evaluate several spacing gaps
dt , amongst them. Therefore, as shown in Figure 5.4(b), a three-channel input to
the network is formed from the 2.5D (thick slice) US data at a specific position,
which is used to create a 2D segmentation map of the processing cross-section.
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Figure 5.4 Block diagram of (a) proposed semantic segmentation approach using FCN
and (b) architecture scheme of the applied FCN.

5.4.2

FCN architecture and training

Figure 5.4(b) depicts the FCN architecture used in our system comprising
two stages of convolution and deconvolution networks. As shown, the fullyconnected layer is substituted with unpooling and (de)convolution layers to construct dense labeling maps with the same size as the input. Therefore, the receptive field of the network is equal to a window of 32×32 pixels, which achieves a
large context modeling at the same inference resolution of the input image.
Inspired by ShareCNN, we use shared convolution filters (ShareFCN) for both
lateral and elevational planes. The convolution network is identical to the design
of the VGG very deep 19 layer CNN [92]. Convolution layers are stacked together
followed by ReLU activation functions. The deconvolution network consists of
three unpooling masks of 2, 2 and 8 pixels, respective deconvolution layers having 512, 256 and 2 filters with 3×3 kernel size, and one softmax layer. As discussed, the network takes a three-channel 2D input and the output layer indicates
the class-assignment probability for each pixel in the processing cross-section.
FCN training settings: The training set consists of three-channel cross-sections
extracted with a gap of dt mm in both elevational and lateral directions. The training volumes are augmented by 10 arbitrary rotations around the axial (z) axis,
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prior to extraction of the cross-sections. Therefore, several views of the needle
are used to train the network, including in-plane, out-of-plane and cross-sections
with partial visibility of the needle. Similar to our approach presented in Section 5.3, we down-sample the negative training data, which are the cross-sections
that do not contain parts of the needle, to match the number of cross-sections
from the needle. However, since the initial training samples are not highly imbalanced, we do not perform the bootstrapping of Subsection 5.3.1 for training
the FCN parameters. We have trained the network parameters using SGD update with a batch size of one sample and applying the softmax cross-entropy cost
function. The learning rate is adaptively computed using the ADAM optimization method [151] with an initial learning rate equal to 1 · 10−4 . Furthermore,
dropout layers with a probability of 0.85 are added to the layer numbers 17 and
18 of the convolution network.

5.5

Experimental results

This section, first presents properties and specifications of the evaluation dataset.
Afterwards, the classification performance of patch-based needle classification
using CNN is evaluated. Next, needle segmentation results in the 3D US volume
using FCN are discussed. Finally, the localization error of the full processing
chain is evaluated aiming to achieve accurate performance for shorter and partly
invisible needles.

5.5.1

Dataset specifications

The evaluation dataset consists of four types of ex-vivo US data acquired from
chicken breast and porcine leg, acquired using a VL13-5 transducer (motorized
linear-array) and a X6-1 transducer (phased-array). Our experiments with two
types of transducers investigate the robustness of the proposed methods in several acquisition settings and various transducers. Properties and specifications
of our dataset are summarized in Table 5.1. The data of chicken breast from a
linear-array transducer are the same as X1 and X2 described in Table 4.1. Similar
to our notations in Table 4.1, we use the prefix X to denote the ex-vivo tissue type.

5.5.2

Patch-classification evaluation

The dataset from chicken breast (X1 and X2) is used to evaluate the performance of the proposed patch classification method. We perform five-fold crossvalidation for each transducer across the 20 ex-vivo 3D US volumes. For each fold,
we use four subsets for training and one subset for testing, to make the training
and testing data completely distinct.
The capability of the network to transform the input space to meaningful features is visualized using a multi-dimensional scaling that projects the representation of feature space onto a plane. For this purpose, we applied t-distributed
Stochastic Neighbour Embedding (t-SNE) [152] to the first fully-connected layer
of the network. The result of the multi-dimensional projection of the test set in
108

5.5. Experimental results

Table 5.1 Properties and specifications of US dataset used for evaluation in this chapter.
The X prefix denotes ex-vivo tissue type used for data acquisition.

Description

X1.

Ex-vivo data from chicken breast with a 1.47-mm thick (17G), as described
in Table 4.1 at a voxel size of approximately 0.2 mm/voxel.

X2.

Ex-vivo data from chicken breast with a 0.72-mm thick (22G), as described
in Table 4.1 at a voxel size of approximately 0.2 mm/voxel.

X4.

Ex-vivo data from porcine leg with a 1.47-mm thick (17G) needle consisting of 10 volumes acquired with a phased array X6-1 (1–6 MHz) transducer. Each volume contains 452 × 280 × 292 voxels (lat.×ax.×elev.) at a
voxel size of approximately 0.36 mm/voxel.

X5.

Ex-vivo data from porcine leg with a 0.72-mm thick (22G) needle consisting of 10 volumes acquired with a phased array X6-1 (1–6 MHz) transducer. Each volume contains 452 × 280 × 292 voxels (lat.×ax.×elev.) at a
voxel size of approximately 0.36 mm/voxel.

Latent variable 2

Code

Latent variable 1

Figure 5.5 Multi-dimensional projection of voxels in the test set using the t-SNE algorithm.
Red and blue points represent needle and non-needle voxels, respectively.
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Table 5.2 Average voxel-classification performances in full volumes of chicken breast,
X1+X2 data (%). Numerical values of the tolerance indicate the standard deviation of the
metrics.

Method

Recall

Precision

Specificity

F-1 score

Gabor Transformation †

47.1

48.2

-

53.7

‡

76.3 ± 5.8
78.4 ± 5.3

83.2 ± 5.6
64.7 ± 4.8

99.98 ± 4e-5
99.97 ± 6e-5

78.5 ± 5.3
66.1 ± 4.9

ShareCNN
IndepCNN ‡
†
‡

Two models trained separately for each needle (averaged)
Single model trained directly for both needles

one of the folds is depicted in Figure 5.5, where close points have similar characteristics in the feature space. As shown, the two clusters are clearly separated
based on the features learned by the network.
The performances of our proposed methods are evaluated and shown in Table 5.2, listing recall, precision and specificity metrics. Furthermore, we compare
the results with our Gabor-based approach of Chapter 4, which is based on supervised classification of voxels of their responses to hand-crafted Gabor wavelets.
As shown, both shared CNN and independent CNN architectures outperform
the Gabor features, yielding a 25% improvement on F-1 score. Furthermore,
ShareCNN achieves a higher precision than IndepCNN at approximately similar recall rate. The degraded performance of IndepCNN can be explained by the
large increase in the number of network parameters in our small-sized data.
Figure 5.6 shows examples of the classification results for 17G and 22G needles in chicken-breast data. As shown in the left column, detected needle voxels
correctly overlap the ground-truth voxels, which results in a good detection accuracy. Furthermore, example patches from true and false positives are visualized,
which show a very high local similarity. Most of the false negative patches belong
to the regions with other nearby echogenic structures, which distort the appearance of the needle.

5.5.3

Semantic segmentation evaluation

This subsection evaluates the performance of the proposed semantic segmentation method on both datasets from chicken breast (X1 and X2) and porcine leg (X4
and X5). The data of porcine leg are acquired using a phased-array transducer, in
which the needle appearance will be more inconsistent due to the varied reflection angles of the backscattered beams. Similar to our evaluation in Section 5.5.2,
we perform five-fold cross-validation separately for each transducer across its 20
volumes and use four subsets for training and one subset for testing.

110

5.5. Experimental results
True positives

False positives

False negatives

17G needle (X1)
Linear-array transducer
5–13 MHz

(a)
True positives

False positives

False negatives

22G needle (X2)
Linear-array transducer
5–13 MHz

(b)
Figure 5.6 Examples of classification results in (a) X1 and (b) X2 data. (Left) Triplanar orthogonal patches classified as true positive, false positive, and false negative. (Right) Detected needle voxels in 3D shown in red and ground-truth voxels in green.

A.

Data representation in 2.5D

As discussed in Section 5.4, we use a three-channel input to the FCN network for
better modeling of the 3D structures from 2.5D (thick slice) US data. The three
channels consist of parallel cross-sections, having a dt -mm gap between them.
In this section, we investigate the contribution of our multi-slicing approach for
increasing the segmentation accuracy of individual cross-sections and identify
the optimal gap dt for each type of data and needle.
Figure 5.7 depicts the bar chart of the measured improvement of the F-1 scores
for each dataset and choice of dt compared to one-channel single-slice input. The
F-1 scores are calculated after cross-validation of the predictions on parallel crosssections to the lateral and elevational axes. As shown, adding extra consecutive
cross-sections for segmentation of the needle increases the performance in all the
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Figure 5.7 Improvements of F-1 scores for each choice of dt , which is the gap between
the consecutive slices used as input images to the three channel FCN network.

cases. However, when the distance dt becomes too large, the visible structures
in the extracted cross-sections cannot be co-related to each other any longer, so
that the performance gain will decrease. As shown in Figure 5.7, the spacing
values of 1.6 mm and 2.4 mm yield the highest improvement in the F-1 score,
while the results for 2.4 mm are more stable. Therefore, we choose dt = 2.4 mm
as the optimal spacing between the consecutive cross-sections and use it in the
following experiments.
B.

Voxel segmentation performance

Our proposed method based on dense needle segmentation in multi-slice thick
US planes is evaluated in terms of recall, precision and specificity. Table 5.3 shows
the obtained voxel-wise performances on both chicken breast and porcine leg
datasets. As shown, the proposed ShareFCN architecture, achieves high recall
and precision scores in both chicken breast and porcine leg datasets.
To study the performance of our trained networks in segmenting needle voxels, we visualize the response of the intermediate feature layers to needle crosssections. For this purpose, the reconstructed patterns from the evaluation set that
cause high activations in the feature maps are visualized using the Deconvnet, as
proposed by Zeiler et al. [153]. Fig. 5.8 shows the input stimuli that creates largest
excitations of individual feature maps at several layers in the model, as well as
their corresponding input images. As shown, both networks trained for VL13-5
and X6-1 transducers improve the discriminating features of the needle and remove the background as the network depth increases. However, it is interesting
to notice the different modeling behavior of the network in convolution layers 12,
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Table 5.3 Average voxel-classification performance of semantic needle segmentation in
the full volumes (%). Numerical values of the tolerance indicate the standard deviation of
the metrics.

Method

Dataset

Recall

Precision

Specificity

F-1 score

ShareFCN ‡

X1+X2
X4+X5

89.6 ± 4.2
87.9 ± 4.2

79.8 ± 5.5
83.0 ± 3.7

99.97 ± 1e-4
99.99 ± 1e-5

80.0 ± 4.7
84.1 ± 3.4

‡

Single model trained directly for both 17G and 22G needles

20 and 21 for the two transducers. In the dataset acquired using the VL13-5 transducer, the higher frequency range creates more strong shadow castings below the
needle in the data. Therefore, as it can be observed in Fig. 5.8(a), the trained network additionally models the dark regions in layers 12 and 20 and fuses them to
the shape and intensity features extracted in the shallower layers of the network.
Figure 5.9 and Figure 5.10 show examples of the segmentation results in crosssections perpendicular to the lateral and elevational axes. As shown, the segmentation is very accurate for all the cases of a needle being entirely visible in a
cross-section, partially acquired or being viewed from the out-of-the-plane crosssections. In particular, Figure 5.10(b) depicts a case of a needle with a relatively
large horizontal angle with the transducers, which results in the needle being partially acquired in all the processed cross-sections. As it can be seen, visible parts
of the needle at each cross-section are successfully segmented and after combining the results, the needle voxels are recovered and detected in 3D.

5.5.4

Axis estimation accuracy

Because of the high detection precision achieved with both ShareCNN and ShareFCN approaches, estimation of the needle axis is possible even for short needle
insertions. The localization from the detected voxel situation is done as described
in the standard system design using the methods of Section 4.4. The accuracy of
our proposed ShareCNN and ShareFCN methods in localizing the needle axis are
evaluated as a function of the needle length as portrayed by Figure 5.11. We use
two measurements for defining and evaluating spatial accuracy. The needle-tip
error (εtp ) is calculated as the point-plane distance of the ground-truth needle tip
and the detected needle plane. The orientation error (εv ) is the angle between the
detected and the ground-truth needle.
As shown in Figure 5.11(a) and Figure 5.11(b), both ShareCNN and ShareFCN
methods perform accurately in the datasets of chicken breast, reaching a needletip error εtp of less than 0.7 mm for needle lengths of approximately 5 mm or
larger. In both approaches, the orientation error εv shows more sensitivity to
shorter needles and varies more for the 22G needle, which is more difficult to
estimate, compared to a thicker needle. Furthermore, for the ShareCNN method,
voxels in the first 2 millimeters are undetectable, as the minimum distance of the
extracted 3D patches from volume borders corresponds to half of a patch length.
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Figure 5.8 Visualization of features reconstructing the input image from the trained model (a) for the VL13-5 transducer and (b) for the X6-1
transducer. The reconstruction of the input image is shown by using only the highest activated features after the convolutional layers 2, 4,
8, 12, 20, 21, and 22. Note the information flow (so-called skip connections) from the convolution layer 8 to 21 and from 12 to 20, to fuse
coarse and fine appearance information. The ground-truth needle is marked with yellow arrowheads in input images.
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Figure 5.9 Examples of segmentation results in (a) X1 and (b) X2 data. Images at the top row are input cross-sections to the network and
images at the bottom row are the segmentation results. Volumes at the right side show the segmented needle voxels after combining the
results from both lateral and elevational directions in red and the ground-truth voxels in green.
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17G needle (X1)
Linear-array transducer
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5.5. Experimental results
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17G needle (X4)
Phased-array transducer
1–6 MHz

22G needle (X5)
Phased-array transducer
1–6 MHz

Figure 5.10 Examples of segmentation results in (a) X4 and (b) X5 data. Images at the top row are input cross-sections to the network
and images at the bottom row are the segmentation results. Volumes at the right side show the segmented needle voxels after combining
the results from both lateral and elevational directions in red and the ground-truth voxels in green.
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Figure 5.11 Needle-tip position error (εtp ) and orientation error (εv ) as a function of the
needle length. Dashed lines represent standard deviation of the measured values.

In the datasets of porcine leg, the voxel size is reduced to 0.36 mm due to the
lower acquisition frequency of the phased-array transducer. Therefore, longer
lengths of the needle are required for accurate detections. As shown in Figure 5.11(c), for needles of approximately 10 mm or longer, the εtp reduces to
0.7 mm and 0.6 mm for 17G and 22G needles, respectively. In contrast to the
datasets of chicken breast, the εv is generally larger for short 17G needles in
porcine leg. Most importantly, in all of the experiments, the needle-tip error,
εtp , remains lower than 0.7 mm. This shows that after insertion of only 5 mm
for higher-resolution linear-array transducers and 10 mm for lower-resolution
phased-array transducers, the needle tip will be always visible in the detected
plane, since these distances are smaller than the thickness of US planes.

5.5.5

Evaluation of results

From comparing the results reported in Table 5.2 and Table 5.3, it can be concluded that the performance of ShareFCN is comparable and only slightly better that patch-based ShareCNN on chicken breast data (from higher-resolution
linear-array transducer) in terms of the F-1 score. However, a major benefit of
dense segmentation using ShareFCN is related to the data from lower-resolution
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phased-array transducers. The lower resolution of such transducers distorts the
appearance and obscures structure details of a needle. In these cases, training
a discriminative model of the needle requires deeper and more complex convolutional networks, which increases the computational complexity. Therefore,
more computationally efficient networks, such as our proposed ShareFCN, are
preferred to patch classification methods.
Furthermore, as discussed in Section 5.1, the US beam steering angle of a
phased-array transducer varies for each region in the field of view. Consequently,
US reflections from different parts of a needle will vary largely, such that a considerable portion of the needle shaft can be virtually invisible in the data. Therefore,
the receptive field of a convolutional network needs to be large enough to model
the contextual information from the visible parts of the needle. In a patch-based
classification technique, a larger receptive field can be achieved by e.g. increasing
the patch size, increasing the number of convolution and max-pooling layers, or
employing normal or atrous convolutions with larger kernel sizes. In all of these
methods, the computational complexity increases exponentially as more redundant calculations have to be computed for adjacent patches, while the spatial
accuracy decreases as small shifts of patches cannot be translated to two different
classes. Therefore, we opt for the more efficient FCN technique to create dense
segmentation maps of larger regions from the salient information extracted in the
hidden layer of the network.
Our Python implementations of the proposed patch classification and semantic segmentation methods take on the average 74 µs and 0.5 µs for each voxel,
respectively, (1180 ms and 15 ms for each 2D cross-section) on a standard PC
with a GTX TITAN X GPU. Therefore, when implementing a full scan to process
all voxels and cross-sections in the volume, patch classification executes in 4–5
minutes, whereas semantic segmentation takes only 2–3 seconds. Nevertheless,
further optimization is possible using conventional techniques, such as a coarsefine search strategy with a hierarchical grid.
The performance of our proposed networks are required to be evaluated
in even more challenging in-vivo datasets with suboptimal acquisition settings,
which remains as future work. Due to the complexity of clinical data, such as
varying acquisition settings, suboptimal focal depth and imperfect contact of the
transducer with skin, larger datasets need to be acquired for training more sophisticated networks. Moreover, further analysis is required to limit the complexity of CNN architectures with respect to the performance in order to be able
to embed this technology as a real-time application.

5.6

Conclusions

This chapter has focused on addressing the challenging requirements that are
imposed in the interventional settings. In order to realize a clinically valuable
needle tracking system, it is necessary to be robust to shorter needle lengths and
inconsistent needle visibility. Therefore, we have introduced a novel image processing system for detecting needles in 3D US data, which achieves quite high
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precision at a low false negative rate. This high precision is achieved by applying patch-based convolutional neural networks trained with the hard-negative
mining strategy. Furthermore, we have proposed an improved modeling of the
context information in 3D US data to handle the cases where the needle is partly
invisible. The context information data are modeled in the system using multiview thick-sliced fully convolutional networks.
The convolutional neural networks proposed in this chapter are modified and
adapted to be robust against the imbalanced classes and complex 3D data modeling. We propose an iterative training of the network parameters by bootstrapping with hard-negative patches to still achieve a high detection precision when
the classes are highly imbalanced. Furthermore, in order to reduce the number
of network parameters and facilitate efficient training iterations, we propose a
novel modeling of the 3D data using a 2.5D representation of the structures by a
multi-slice cross-sectioning scheme.
Our proposed patch classification and semantic segmentation systems are
evaluated on several ex-vivo datasets and outperform classification of the handcrafted features presented in Chapter 4, achieving 78% and 80% F-1 scores in the
chicken-breast data, respectively. This shows the capability of CNN in modeling
more semantically meaningful information in addition to simple shape features,
which substantially improves needle detection in complex and noisy 3D US data.
Furthermore, our proposed needle segmentation method based on 2.5D US information achieves 84% F-1 score in datasets of porcine leg that are acquired with
a low-resolution phased-array transducer. These results show a strong semantic
modeling of the needle context in challenging situations, where the intensity of
the needle is inconsistent and even partly invisible.
Quantitative analysis of the localization error with respect to the needle length
shows that the tip error is less than 0.7 mm for needles of only 5 mm long and
10 mm long at voxel spacing of 0.2 mm and 0.36 mm, respectively. Therefore, the
system is able to accurately detect short needles, enabling the physician to correct
inaccurate insertions at early stages in both high-frequency and low-frequency
transducer data. Furthermore, the needle is visualized intuitively by its in-plane
view while ensuring that the tip is always visible, which eliminates the need for
advanced manual coordination of the transducer.
Although in this chapter we have shown an effective modeling of needle voxels for accurate localization in challenging interventional settings, parts of the
needle are still required to be visible in the data for a successful detection. More
specifically, the proposed methods are based on detecting acoustic signatures of
needle voxels that are related to the intensity values or the gradients. However,
when a non-echogenic needle is inserted with a high inclination angle in the tissue, the majority of US beams hitting the needle are reflected away from the probe
and will not be detected by the transducer. Therefore, the whole needle will be
virtually invisible in the ultrasound data and the localization based on needle appearance will fail. The next chapter (Chapter 6) focuses on correct localization of
needles inserted with a large inclination angle in 3D US from indirect information
in the data, involving the attenuation patterns rather than the needle itself.
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6

Localization and visualization of
invisible needles
6.1

Introduction

The previous three chapters (Chapter 3, 4 and 5) have focused on needle detection in 3D US volumes from the local and contextual discriminating acoustic
properties of the needle in US data. Although robust and accurate localization
performance have been achieved in challenging interventional settings, yet an
extreme backscattered signal loss from the needle can result in an unsuccessful
detection. This phenomenon can be caused by larger attenuation of US beams
depending on the intermediate tissue and transition interfaces. Therefore, the
intensity and gradient values become obscured in the acquired data, which drastically impedes the needle appearance. Moreover, when the needle is inserted
with a steep angle (more vertically oriented), the reflections of the US signal from
the needle are directed away from the transducer and remain undetectable.
This phenomenon explains why most detection systems are limited to shallow insertion angles, as the needle becomes virtually invisible in the US data at
steep angles, i.e. above 40◦ . In such complicated cases, indirect information, such
as intensity changes caused by needle movement, can reveal the position of the
needle in the US data [97]. These intensity changes can be caused by the presence of the needle itself, which reflects the US signal, whereas the tissue beneath
the needle has lower visibility due to the supressed US signal being blocked by
the needle. Therefore, below the needle the signal is weak or even lost, which is
called “the shadow of the needle”. In this chapter, we aim to exploit this difference of the acoustic energy in the data caused by the needle, to find the location
of the needle itself. Despite the poor visibility of the needle in certain cases, the
shadow of the needle is more consistently present in the data, which makes it
possible to find the needle from indirect and global information in challenging
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cases of virtually invisible needles. In order to effectively find the needle in the
3D US data from the shadowing patterns, we address the following key issues.
1. Shadow geometry and contrast. The shadow of a needle is formed because
of the lack of received US beams by the transducer and is registered to the
same coordinates of the missing beamlines. Consequently, the geometry
and the contrast of a shadowed region are directly influenced by the insonification angle, beam width, and image formation methods. Therefore,
regularization of beamforming and enhancement of the shadow area are
necessary for effective detection of the shadowed region, based on its available a-priori geometry and propagation features (Section 6.3).
2. Robust needle shadow detection. In US data acquired from in-vivo tissue, the
intensity of hypoechoic lesions can be comparable to the shadow of the
needle and other hyperechoic structures create several shadowed regions
in the data. In order to robustly distinguish the shadow of a needle from
other darker regions, several unsupervised methods are proposed and investigated (Section 6.4).
3. Computational complexity. Contrary to the needle itself, its shadow is present
in a larger portion of the volume. This property can be used for selective
and more efficient processing of the data for needle visualization. Selective
cross-section processing is proposed to limit the computational complexity
for enabling the real-time detection application (Section 6.5).
4. Correct needle visualization. Depending on the transducer type and beamforming pattern, the location of the needle shadow will be different with
respect to the needle position. Therefore, refined analysis is required for
correct localization of the needle from its shadow coordinates (Section 6.6).
Taking into account the above criteria, we propose the system of Figure 6.1
for a robust and fast visualization of invisible needles in the 3D US volumes. The
main stages of this system consist of (1) dedicated pre-processing techniques for
regularization of data acquired using both phased- and linear-array transducers,
(2) novel methods for localization of the needle shadow as a thick-planar region
in 3D or in a limited set of 2D coronal cross-sections, and (3) localization and
visualization of the needle plane in the volume from its shadowing patterns.
The remainder of this chapter is structured as follows: First, Section 6.2 provides a brief overview of related work on US shadow detection. Then, preprocessing methods are presented in Section 6.3 for regularization and enhancement of the needle shadow. Next, Section 6.4 details the processing steps of the
shadow detection methods based on 3D structures. The chapter continues with
alternative methods for needle shadow detection based on selective processing
of 2D coronal cross-sections in Section 6.5. Section 6.6 provides the analysis for
correct needle plane localization from its shadow. Finally, Section 6.7 presents the
performed experiments and results. Lastly, Section 6.8 provides discussions on
the proposed methods and Section 6.9 concludes the chapter.
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Figure 6.1 Block diagram of the proposed needle plane localization system based on
exploiting shadowing using 3D shadow structures or coronal 2D shadow traces.

6.2

Related work

Acoustic shadow in the US data is considered mainly in the literature as a qualitydegrading artifact that hides indicative features for clinical diagnosis [154] and
also limits the performance of image processing techniques such as segmentation, registration [155, 156] and 3D reconstruction [157]. Nevertheless, several
studies have shown important clinical features driven from the shadow, which
provide useful information for detecting calcifications, gallstones and bone structures [158], lesions [159] and discriminating benign tumors [160]. However, because of the challenging detection of attenuation coefficients from the noisy US
data, limited studies have addressed automated detection of the shadowing patterns and they mostly concern analysis of 2D B-mode images1 .
Automated detection of the shadow region is typically achieved by analysis of
the intensities to detect relatively dark and empty regions in the data. Initial studies introduced simple thresholding of the local skewness maps [159] and supervised classification of feature vectors based on intensity, texture, Gabor and gradient values [161]. Improvements on shadow estimation have been achieved by
integrating the constraints of US data acquisition, such as the geometry of beamforming and image-line formation of curved-array transducers. Consequently,
intensity values are accumulated along the US scanlines and a gradient value of
the accumulations larger than a threshold indicates a strong reflector, which is
usually followed by the shadow [156]. Furthermore, the correlation of the sampled scanlines is modeled with a heuristic exponential function that has resulted
in an improved detection reliability [155, 162]. In a hybrid approach, the shadow
is detected only when the signal distribution after a large intensity break in the
scanline is statistically compliant with an estimated noise model [157]. However,
the choice of the underlying statistical model should be chosen with care and be
based on data representation that is typical for the desired application [163].
1 The

B-mode (brightness mode) image refers to a two-dimensional ultrasound image.
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Figure 6.2 System overview of the proposed parallel choices for needle localization system based on shadowing using 3D shadow structures (top red path), or coronal 2D shadow
traces (bottom blue dashed path).

Mari and Cachard [164] have shown the first attempts of using shadow for
tool localization in the US data. In their work, shadow is used to estimate the
depth of penetration of the tool and therefore, does not allow for a full determination of the position of the tool in space. Alternative methods are based on
a graph-based energy-minimization approach, using random walks for estimation of the attenuated pixels [163]. The obtained attenuated region is serving as
a confidence map and applied to applications such as US compounding [165],
US-based visual servoing [166] and is adapted to 3D for tubular-structure detection [167] and soft-target tracking [168]. Recently, Mwikirize et al. [169] have
shown a needle restoration model in 2D US images, based on signal attenuation
maps tailored with phase content of 2D Gabor transformations. However, their
method assumes the needle to be the only structure creating acoustic shadow in
the acquired data and therefore cannot localize the needle in the 3D US volume.
In this chapter, we propose novel approaches to detect the needle plane from its
shadowing traces in the volume and evaluate their robustness in cases of steep
needle angles, as well as their computational complexity. We develop robust
and fast methods to detect and localize the shadow casting of the needle among
other attenuated regions in the volume. Figure 6.2 depicts the overview of our
proposed system consisting of two parallel choices of a method for needle plane
localization.

6.3

Shadow regularization and enhancement

During acquisition of US images, the transmitted beams passing through the tissue around the needle are selectively attenuated (see Figure 6.3). First, this is due
to the fact that at the needle surface, a great portion of waves is reflected back
to the probe (Number (1) in Figure 6.3(a)). Second, depending on the effective
beam width, signal energy passing around the needle is weak (Number (2) in
Figure 6.3(b)). Third, the US beams encountering the curved surface of the needle at a tangential angle are scattered and refracted (Number (3) in Figure 6.3(b)).
Finally, in cases of large insertion angles, the needle reflects the majority of US
beams away from the probe, so that backscattered beams remain undetected by
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Figure 6.3 Illustration of the US beam reflection pattern at needle interface, which creates
shadowing below the needle.

the transducer [170] (Number (4) in Figure 6.3(a)). Therefore, due to the energy
loss of various of those reflections, a shadow is formed below the needle.
Figure 6.4 depicts different shadowing patterns of a needle in a gelatin phantom with linear-array and phase-array beamforming. As shown, the shadow of
a needle is a 3D plate-like structure and therefore dominant and distinguishable
within a larger portion of the 3D US volume. This property can significantly increase the robustness of an automated detection compared to directly searching
for the needle, which is visible only in a small part of the volume. Nevertheless, the propagation pattern and contrast of the shadow highly depend on the
transducer acquisition frequency, beam profile and steering direction.
In order to successfully exploit the shadowing effect for a robust detection, we
introduce two pre-processing steps to first regularize the needle shadow propagation according to the a-priori information of the acquisition devices and second,
enhance the contrast of shadowed regions in the volume.

6.3.1

Shadow geometry regularization

As the needle shadow is caused by the attenuation of US beams, the shadow
is formed on the image lines corresponding to the same set of attenuated beam
axises. Therefore, based on the beamforming pattern, the needle shadow prop-
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Perspective view

Coronal view

(a)

(b)
Figure 6.4 Propagation pattern of the needle shadow in gelatin phantom for (a) linear
array and (b) phased-array beamforming. The shadow is annotated with a dark plane and
needle with a yellow cylinder. Figures at the left show the isometric view and at the right
depict the coronal view.

agates towards an a-priori direction. As shown in Figure 6.4, this pattern can be
predicted given the type of the transducer, i.e. linear, curved or phased array.
In order to regularize the shadow patterns for automated detection of needle shadow, we propose to transform the pyramidal field of view resulting from
phased-array transducers to a rectangular field of view, as proposed in Subsection 3.2.2 for resolution compensation. The transformed beamlines are parallel
and perpendicular to the transducer surface, which can be considered comparable to the beamforming resulting from linear-array transducers. Transformation is achieved according to Algorithm 3.1 by first deriving the coordinates of
the virtual origin of the radiation (xo , yo , zo ) and then mapping the voxel coordinates (x, y, z) from the spherical to the Cartesian coordinate system. As shown in
Figure 6.5, the radial distance ρ changes in the vertical direction (axial), and polar angles ω and ψ in horizontal directions (lateral and elevational, respectively).
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Figure 6.5 Effect of beamline regularization on linear structures.

This conversion is defined by the following equations:
ρ=

p

x02 + y 02 + z 02 ,


ω = arctan

z0
y0

x0


,

ψ = arctan

p

y 02 + z 02

!
,

(6.1)

where x0 = x − xo , y 0 = y − yo , and z 0 = z − zo .
Effect on linear structures: The result of this transformation for linear structures is depicted in Figure 6.5. As shown, a line is converted to a parabolic segment in ω-ρ planes. However, in ω-ψ planes, the result can be considered as linear
for |ω| < π/4 and |ψ| < π/4, which is a typically used range for the beam steering
angles (e.g. a 100◦ range and a 90◦ range are used in beamforming of the X6-1
probe, for ω and ψ angles, respectively). Therefore, after transformation of a volume containing a straight needle, the cross-section containing the entire needle
remains planar and not bended. We will discuss in Section 6.6 that after the detection of needle shadow in the transformed volume, the coordinates of shadow
voxels are transformed back to the geometry of the original coordinate system
for correct visualization of the needle plane.
M
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Figure 6.6 Normalized (a) contrast (C) and (b) contrast-to-noise ratio (CNR) values as a
function of the window size of moving average processing in the axial direction. Dashed
lines represent the corresponding standard deviation values.

6.3.2

Shadow contrast enhancement

Depending on the width of US beams at the needle depth, a small portion of energy may propagate beyond the needle from its surrounding tissue. Therefore,
for a narrower beam width at the needle depth, a stronger shadow is formed.
The beam width at the target depth specifies the elevational resolution and is
determined by transducer aperture size and acquisition frequency. It is worth
noting that increasing the acquisition frequency and forming focused beams can
generally increase the contrast of needle shadow, by improving the elevational
resolution. Here, we aim at emulating this effect by decreasing the axial resolution of the acquired data to artificially improve the elevational resolution ratio
relative to the axial resolution.
After the beam steering is regularized, shadowed image lines will be perpendicular to the coronal planes (see Figure 3.7). Therefore, in coronal cross-sections
at different depths, a shadowed region appears as a dark region at the corresponding positions. For this reason, accumulating the intensity values of a limited number of coronal planes in the axial direction will improve the contrast
of the shadow by smoothing the surrounding regions that contain both highand low-intensity voxels. This process can be realized with a one-dimensional
moving average filter in the axial direction, which effectively enhances the contrast of the shadow. However, if the averaging filter aperture contains a large
set of planes, the contrast between the shadow and surrounding areas can be
degraded. Therefore, we examine several window sizes for the moving average
filter and identify the optimal settings for best shadow enhancement.
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Figure 6.7 Overview of the proposed methods for needle shadow detection in 3D.

Evaluation: In order to define the performance of the enhancement approach,
we measure the contrast (C) and contrast-to-noise ratio (CNR), using the following equations [107]:
s
2

I¯o − I¯i
¯
¯
C = −20 log10 Ii /Io , CNR =
,
(6.2)
σo2 + σi2
where I¯ and σ denote the mean and standard deviation of the intensity, and subscripts o and i indicate voxel sets outside and inside of the needle shadow, respectively. Figure 6.6 shows C and CNR values in ex-vivo chicken-breast data as a
function of the window size, normalized with respect to the original volume. As
shown, the value of C increases with larger window sizes. Since our proposed enhancement method which is a moving average filter of coronal planes, decreases
the intensity of voxels, an increase in C leads to a steeper decrease in I¯i compared
to I¯o . However, CNR values measure the absolute intensity difference of the needle shadow and its surroundings normalized by the noise, which better reflects
the detectability of the needle shadow. Therefore, as shown in Figure 6.6(b), the
optimal window size for shadow enhancement is chosen to be 1.5 mm, which
achieves the maximum normalized CNR for both 17G and 22G needles. This
choice is better motivated than the more flat curves of the signal in Figure 6.6(a).

6.4

Needle shadow detection in 3D

As discussed earlier, the shadow of a needle is characterized as a dark planar
structure in the 3D US volume. After regularization of the shadow geometry and
enhancing its contrast, we can localize the needle shadow plane in the volume,
as depicted in Figure 6.7. In this section, three techniques are proposed to detect a thick slice directly from 3D structures (Section 6.4.1), or by first detecting
shadow voxels using Hessian matrix (Section 6.4.2) and Gabor transformation
analysis (Section 6.4.3). Throughout this chapter, the shadow plane corresponds
to the plane, which contains the maximum shadow voxels. For simplicity, we
use the same coordinate system notations of (x, y, z) for data from linear-array
transducers, as well as for the regularized data from phased-array transducers.
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Figure 6.8 (a) Parametric representation of a plane constrained to be perpendicular to
the coronal planes in 3D and (b) the representation of such plane as a point in the Hough
space. Intensity values of the points with the same x and y coordinates in the 3D space
are accumulated on the same line in the Hough space (θ, d).

6.4.1

Shadow plane detection using Hough transform

As discussed in Chapter 3, multiple needle detection techniques are based on the
Radon or Hough transform to localize a bright linear or curved structure in 3D,
by selecting the maximum projection of the binarized volume along different directions [65]. However, such techniques are not robust in the presence of other
highly echogenic objects in the field of view, due to the small size of the needle
compared to the full volume. Nevertheless, the shadow of a needle creates more
impact within the 3D US volume, which increases the possibility of being detected using the same projection-based techniques, such as Radon transform and
similarly Hough transform. Therefore, in order to detect the shadow plane, we
use the Hough transform to localize a dark slice in 3D that is perpendicular to the
transducer surface and thus to coronal planes.
For detecting the shadow plane, which is perpendicular to the coronal plane,
a 2D Hough transform can be directly extended to 3D for detection of such constrained planes. As the shadow plane is darker than other regions, we perform a negative thresholding prior to applying the Hough transform. We define a Hough transform according to Figure 6.8 to map each point in the 3D
space (x, y, z) onto an angle-intercept of possible plane coordinate space (θ, d),
specified by:
x cos θ + y sin θ = d,
(6.3)
where parameters θ and d define a plane in 3D that is perpendicular to the coronal planes, but can vary in its orientation angle θ around the axial (z) axis and
shifted over a distance d. The resulting space is a 2D Hough matrix, where the
binarized2 intensity values on the considered planes are accumulated on their
corresponding θ and d. Therefore, the maximum value in the Hough matrix of a
negative thresholded volume is assumed to represent the shadow plane.
2 The
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binary data consists of zeros and ones only.

6.4. Needle shadow detection in 3D

v3
z
λ1
λ2
λ3

Figure 6.9 Local principal directions of the needle shadow in 3D.

6.4.2

Hessian matrix analysis for shadow detection

The needle shadow can be characterized also by its local widths and orientation,
computed via Eigenvalue analysis of the Hessian matrix [76]. The directions
given by the Eigenvectors vk of the Hessian matrix of Eq. (2.11) are along the
principal directions of a structure, while the magnitudes of the respective Eigenvalues |λ1 | ≤ |λ2 | ≤ |λ3 | are reciprocally corresponding to local widths of the
structure. Therefore, a needle shadow in 3D is described by small λ1 and λ2 that
are related to the Eigenvectors in the shadow plane, and a large λ3 that is related
to the width of the shadow, while v3 is perpendicular to the shadow plane.
Furthermore, as discussed previously and defined by Eq. (6.3), the plane that
represents the shadow is perpendicular to the coronal planes. Therefore, the third
Eigenvector v3 = (v13 , v23 , v33 ) of the Hessian matrix corresponding to the needle shadow voxels, is constrained to be perpendicular to the normal of coronal
>
planes, satisfying: v3 · (0, 0, 1) ≈ 0 and subsequently v33 ≈ 0.
Inspired by the Frangi’s vesselness measure [76], as presented in Subsection 2.4.1, we propose a function to extract the needle shadow D, based on the
discussed criteria (captured by RA and RV ) and the second-order volume structureness S, expressed as:




2
2
2
2
2
2
D = e−RA /2αd e−RV /2νd 1 − e−S /2cd ,
(6.4)
p
RA =

|λ1 λ2 |
,
|λ3 |

RV = v33 ,

S2 =

X

λ2k ,

k

where RA , RV and S correspond to measures of largest cross-sectional asymmetry, perpendicularity to coronal planes, and degree of image volume structure,
respectively. The parameters αd , νd and cd control the sensitivity of the filter to
the mentioned terms. The Eigenvalues of the Hessian matrix are derived at scale
s corresponding to the width of the shadow plane, which can be determined from
the diameter of the needle itself. Since the Eigenvalues for a voxel on the needle
shadow are positive (opposed to Frangi), D is set to zero when λ2 ≤ 0 or λ3 ≤ 0 .
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Figure 6.10 Even-symmetric component of the designed 3D Gabor kernel with θ = 0,
b = 2, and γy = γz = 1/3. The horizontal plane is a coronal plane.

6.4.3

3D Gabor transformation for shadow detection

The needle shadow in 3D US data is a transition of voxel values in elevational
and/or lateral direction over a narrow space. Therefore, a space-frequency analysis designed for low axial and high elevational (and/or lateral) frequencies can
enhance the shadow. In order to robustly exploit this information, we use the
Gabor wavelet transformation with directional sensitivity, so that the shadow of
the needle is amplified along one of the possible orientations of the transform.
For this purpose, we specifically modify the design of a 3D Gabor transformation
of Eq. (2.8) to become sensitive to dark planar structures, oriented perpendicular
to the coronal planes. This novel modified transformation is defined as:
(
!)
2
2
2
1 x0
y0
z0
Gθ (x, y, z) = − exp −
+ 2 + 2
. cos (2πf0 x0 ),
(6.5)
2 σx2
σy
σz
>

>

(x0 , y 0 , z 0 ) = Rz (θ) · (x, y, z) ,
r
ln 2 2B + 1
1
·
,
σx =
f0 π
2 2B − 1

(6.6)
(6.7)

where σy = σx /γy , σz = σx /γz , and parameters γy and γz are the spatial aspect
ratios of the Gaussian envelope in lateral and axial directions, respectively. The
matrix Rz (θ) is the 3D rotation matrix around the axial (z) axis for θ degrees.
Similar to Eq. (2.8), B is the half-response spatial frequency bandwidth and is
used to calculate the standard deviation of the Gaussian function σx . Figure 6.10
shows an example of a 3D Gabor kernel designed using Eq. (6.5) for detecting
shadow voxels in the volume.
To detect the location and orientation of the needle shadow in the volume,
3D Gabor transformations are calculated from the convolution of the filter kernel Gθ with the volume (see Figure 6.11). The transformation is considered for
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6.5. Needle shadow detection in 2D coronal planes

Connected
components
Needle shadow

Figure 6.11 Detailed block diagram of the proposed needle shadow detection using 3D
Gabor transformation. The asterisks represents the filtering operation.

several θ angles to cover possible orientations of the needle shadow and consequently the needle. Responses of the filter bank are then thresholded and the
connected components are extracted for each orientation, sorted based on their
size in voxels. The largest connected component is selected as the needle shadow
plane. In cases of a bended needle, more than one connected component can be
selected to form parts of the needle shadow plane from several orientations [171].
3D Gabor filter-bank design: The central frequency of the sinusoidal plane
wave f0 is specified as f0 = 1/2ds , where ds is the width of the shadow plane,
which is assumed to be approximately equal to the needle diameter. Parameters
γy and γz are chosen to be positive numbers much smaller than unity to increase
the sensitivity to planar shadow structures. Therefore, Gabor filters are created
such that the direction of the sinusoidal plane waves is parallel to the normals of
possible needle shadow planes. We change the value of the half-response spatial
frequency bandwidth B, and evaluate the performance of shadow detection for
different settings of B and γ = γy = γz in Subsection 6.7.2. The rotation angles θ
are considered for a wide range of possible needle horizontal angles and chosen
from -45◦ to +45◦ with an angular spacing of 15◦ .
M

6.5

Needle shadow detection in 2D coronal planes

As an alternative to the proposed methods in Section 6.4, the shadow of the
needle can also be detected as a dark linear structure in coronal cross-sections.
Performing filtering operations in 2D images demands much less computations
compared to 3D, which makes our proposed method more suitable for real-time
applications, provided that the needle localization accuracy remain high. We propose several techniques and identify the optimal settings for 2D processing.
The proposed 2D approach is depicted in Figure 6.12, which is performed by
detecting the shadow traces in a series of coronal cross-sections and mapping the
results back to 3D for needle plane localization. We first introduce our approach
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Pre-processed
input data for
shadow detection
Total planes
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plane
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Needle shadow detection in
2D coronal planes
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2D Hough transform — Method 6.5.1
Frangi line filtering — Method 6.5.2

Window size wd
Depth location zd

2D Gabor transformation — Method 6.5.3

Needle plane
localization

Figure 6.12 Processing steps of the proposed methods for needle shadow detection in
2D coronal planes.

to select most informative 2D planes for shadow trace detection and then briefly
discuss possible methods for the detection of dark linear structures in 2D images.
A.

2D coronal plane extraction

The planes to be extracted for automated detection of needle shadow traces
should be chosen in such a way that the needle shadow appears clear and unobstructed. As discussed in Subsection 6.3.1, the shadow is formed below the
needle when the US beam source is above the needle, and continues the same
path of US beamforming. As the US beamlines are regularized to be parallel
with respect to each other, in coronal cross-sections the beams will be perpendicular to the those planes, which results in a strong and consistent shadow trace
in that plane (see Figure 6.13). However, due to the attenuation of US beams
in the whole volume, regions at larger distance from the transducer are darker,
obscuring the shadow of the needle. Besides, due to the presence of other attenuating or not-reflecting structures at different depths, the shadow of the needle
may be obscured in a coronal cross-section at specific depths. Therefore, in order
to increase the robustness and confidence of the method, we choose a set of N
equally-spaced coronal cross-sections in the pre-defined window size of wd mm
located at distance zd mm from the transducer. In Subsection 6.7.4, we evaluate
the performance of our system for several choices of N , wd and zd .
B.

Methods for detecting needle shadow traces in 2D

In coronal cross-sections below the needle, a shadowed region resulting from
the needle appears as an ellipsoid, which is darker than its surroundings (see
Figure 6.13). Therefore, using simple detection techniques of linear structures,
shadow of the needle can be identified. Here, we consider the following methods:
Method 6.5.1. 2D Hough transform is used to detect a line in the processing
cross-section that is binarized with a negative threshold.
Method 6.5.2. Frangi line filtering is applied to the extracted cross-sections to
enhance dark vessel-like structures [76] and the resulting image
is binarized to extract coordinates of needle shadow traces.
134

6.6. Needle plane localization

Needle plane
localization
in 3D

Pre-processed
3D US volume
2D coronal plane
extraction

Needle shadow
traces in 3D

Section 6.6

Needle shadow detection
in 2D coronal planes

Figure 6.13 Detailed block diagram of the proposed needle shadow detection in 2D.

Method 6.5.3. 2D Gabor transformation that is sensitive to dark elongated structures is computed for several wavelet orientations. In each
cross-section, responses of the negative Gabor transformation
are thresholded and the connected components are extracted.
The largest connected component is selected as the needle
shadow trace at the processing depth.
As shown in Figure 6.13, the detected needle shadow traces from 2D crosssections are mapped to 3D at corresponding coordinates of the extracted crosssections. The needle plane is then localized from the needle shadow voxels in 3D
and the data acquisition geometry (Section 6.6).

6.6

Needle plane localization

The shadow traces detected in the previous stages (Section 6.4 and Section 6.5)
are used to determine the needle plane. For a correct visualization, the detected
voxels are transformed back to the geometry of the original coordinate system
using the same conversion parameters as applied in Subsection 6.3.1. The inplane view of the needle is then identified as the 2D cross-section of the volume,
which contains the full-length needle and its tip. In order to ensure that this plane
completely visualizes the needle, it should satisfy two requirements: (1) the plane
should contain the maximum shadow of the needle and (2) the plane should be
aligned with the direction of beamforming.
A.

Maximum shadow localization

The first requirement is resolved by identifying the shadow plane with the maximum number of voxel inliers using the RANSAC [95] algorithm. The set of inliers is determined by computing the Euclidean distance of the detected shadow
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voxels from the shadow model, which is defined as a plane in 3D by:

f = x ∈ ξ, x1 ∈ ξ, n ∈ R3 : n · (x − x1 ) = 0 ,

(6.8)

where x1 is one 3D point within the plane and n is a nonzero vector perpendicular to the plane. Solving Eq. (6.8) alone cannot satisfy the second requirement
and further constraints need to be imposed.
B.

Beamforming alignment

For the second requirement to align with beamforming, it is necessary to identify
the image lines of the attenuated beams and/or the origin of beam steering to
be contained in the visualized plane. Due to the different beam steering of a
linear-array and a phased-array transducer, we need to consider the following
two cases.
1. Linear-array transducer. In this case, all the beamlines are steered to be perpendicular to the coronal planes and therefore, the origin of radiation is
placed at infinity. Thus, the needle plane containing the attenuated beams
is perpendicular to the coronal planes and its normal satisfies: n3 = 0. The
model of Eq. (6.8) then becomes:
n1 (x − x1 ) + n2 (y − y1 ) = 0

and

n1 2 + n2 2 = 1.

(6.9)

2. Phased-array transducer. When using a curved, sector or phased-array transducer, the US beamlines fan out radially. Therefore, in order to include the
attenuated beams in the needle plane, the apex of the beams should be located within the fitted plane. This constraint is satisfied by choosing x1 as
the virtual origin of the probe (xo , yo , zo ), turning the model of Eq. (6.8) to:
n1 (x − xo )+n2 (y − yo )+n3 (z − zo ) = 0

and

n1 2 +n2 2 +n3 2 = 1. (6.10)

After successful localization of the needle plane, the cross-section of the volume is created by interpolation of the voxel values on the detected needle plane
coordinates. This 2D image contains the full-length needle and the tip, which is
visualized to the medical specialist.
Parameter settings of the localization system: Summary of the proposed algorithmic steps for localizing the needle plane based on the shadowing patterns in
3D US, is depicted in Figure 6.14. As shown, after pre-processing of the volume
for regularization and enhancement of the needle shadow, six choices of methods
are possible, which creates a trade-off between several levels of robustness versus computational complexity. Settings of the key parameters and design motivations for each stage are summarized in the figure. Section 6.7 provides detailed
evaluations based on the chosen parameters in terms of voxel-level performance,
localization accuracy, complexity analysis, and robustness of methods.
M
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Figure 6.14 Summary of the proposed algorithmic steps for localizing the needle plane in 3D US based on the shadowing patterns.
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6.7

Experimental results

Evaluations of the proposed methods presented in this section are divided into
five stages: description of the dataset used for evaluation (Section 6.7.1), voxelwise performance of Hessian and Gabor-based methods to identify the best performing parameters (Section 6.7.2), evaluation of the localization accuracy, success rate and execution time (Section 6.7.3), optimization of the execution time by
detection in 2D coronal planes (Section 6.7.4), and finally analyzing the influence
of the needle angle and length on the localization accuracy (Section 6.7.5).

6.7.1

Dataset specifications

We perform the evaluation on 3D US datasets acquired from chicken-breast phantom and in-vivo data acquired from patients. We exploit the controlled phantom
data using two needle types and several needle angles to study the performance
of our system in different acquisition settings. Furthermore, we use the in-vivo
dataset, as it represents more challenging intervention conditions and possibly
suboptimal acquisition settings. Details of specifications and acquisition settings
of each dataset used in the following subsections, are summarized in Table 6.1.

6.7.2

Voxel-wise needle shadow detection

After regularization and enhancement of the needle shadow, it is detected in the
3D US volume. From the proposed approaches, Hessian analysis and 3D Gabor
are based on detection of the needle shadow voxels. Therefore, the voxel-based
detection performance directly influences the final localization accuracy. In order
to characterize these methods with respect to their parameters, we evaluate them
based on voxel detection accuracy. Figure 6.15 depicts the average voxel-based
performance in color coding of the two methods for ex-vivo and in-vivo datasets
as a function of their design parameters. The performance is evaluated using the
F-1 score, which is the harmonic average of recall and precision. As shown, by
an educated choice of parameters, an improved performance can be achieved for
each method, regardless of the type of dataset. For the Hessian matrix parameters
νd and αd , the values of 0.3 and 0.6 are chosen, respectively, and for the 3D Gabor
parameters B and γ, the values of 1.5 and 0.4 are chosen, respectively.
The average performance of the proposed methods corresponding to the
best performing parameters is compared with the baseline approach of negative
thresholding and shown in Table 6.2 and Table 6.3. As reported, simple thresholding performs poorly in exposing the shadow voxels. The Hessian-based shadow
detection performance is acceptable for localization of the needle shadow after
model-based post-processing techniques. However, due to the complexity of the
in-vivo dataset, i.e. varying acquisition settings, suboptimal focal depth and imperfect contact of the transducer with skin, the performance of the Hessian-based
shadow detection is decreased compared to the ex-vivo dataset. The proposed
method based on 3D Gabor wavelets clearly outperforms the Hessian matrix,
both in overall accuracy and the stability of detection results.
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Table 6.1 Properties and specifications of US dataset used for evaluation in this chapter.
The X and V prefixes denote ex-vivo and in-vivo tissue types, respectively.

Code

Description

X1.

Ex-vivo data from chicken breast with a 1.47-mm thick (17G) needle, as
described in Table 4.1 at a resolution of approximately 0.2 mm/voxel.
Needles are inserted in the tissue for 12 mm to 27 mm with varying steepness angles ranging from 10◦ to 30◦ .

X2.

Ex-vivo data from chicken breast with a 0.72-mm thick (22G) needle, as
described in Table 4.1 at a resolution of approximately 0.2 mm/voxel.
Needles are inserted in the tissue for 10 mm to 28 mm with varying steepness angles ranging from 5◦ to 50◦ .

X6.

Ex-vivo data from chicken breast with a 1.47-mm thick (17G) needle consisting of 10 volumes acquired with a linear array VL13-5 (5–13 MHz)
transducer. Each volume contains 168×184×136 voxels (lat.×ax.×elev.)
at a resolution of approximately 0.22 mm/voxel. Needles are inserted in
the tissue with varying steepness angles ranging from 30◦ to 70◦ .

V3.

In-vivo data from popliteal fossa with a 0.72-mm thick (22G) Echogenic
(Pajunk, Sonoplex, Germany) needle extended from V1, consisting of
8 volumes acquired during popliteal nerve block intervention with a linear array VL13-5 (5–13 MHz) transducer, at a resolution of approximately
0.20 mm/voxel. Needles are inserted in the tissue for 18 mm to 30 mm
with varying steepness angles ranging from 0◦ to 30◦ .

V4.

In-vivo data from axillary fossa with a 0.72-mm thick (22G) Echogenic
(Pajunk, Sonoplex, Germany) needle extended from V2, consisting of
8 volumes acquired during axillary nerve block intervention with a linear array VL13-5 (5–13 MHz) transducer, at a resolution of approximately
0.20 mm/voxel. Needles are inserted in the tissue for 10 mm to 30 mm
with varying steepness angles ranging from 5◦ to 40◦ .

V5.

In-vivo data from supraclavicular fossa with a 0.72-mm thick (22G)
Echogenic (Pajunk, Sonoplex, Germany) needle, consisting of 5 volumes
acquired during supraclavicular nerve block intervention with a linear
array VL13-5 (5–13 MHz) transducer, at a resolution of approximately
0.20 mm/voxel. Needles are inserted in the tissue for 19 mm to 30 mm
with varying steepness angles ranging from 15◦ to 30◦ .
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(a) Hessian matrix F-1 score vs. parameters νd and αd .
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(b) 3D Gabor F-1 score vs. parameters B, and γ = γy = γz .
Figure 6.15 Color-coded average F-1 scores of Hessian matrix and Gabor-based shadow
detection as a function of design parameters. Blue indicates a low F-1 score and yellow
refers to a high F-1 score.
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Table 6.2 Average performance of shadow-voxel detection in ex-vivo dataset (X1+X2)
corresponding to the highest F-1 score. Tolerance values indicate the standard deviation
of the metrics.

Dataset

Thresholding

Hessian matrix

3D Gabor

X1
(17G needle)

Reca.
Prec.
Spec.

79.3 ± 1.2
1.7 ± 0.2
48.8 ± 4.9

44.9 ± 5.8
45.5 ± 6.3
99.4 ± 0.2

78.9 ± 2.5
86.8 ± 2.7
99.9 ± 0.1

X2
(22G needle)

Reca.
Prec.
Spec.

75.5 ± 2.5
1.7 ± 0.3
34.6 ± 3.0

35.9 ± 6.8
46.8 ± 6.8
98.0 ± 0.1

68.3 ± 3.1
95.9 ± 2.8
99.9 ± 0.0

Table 6.3 Average performance of shadow-voxel detection in in-vivo dataset (V3+V4+V5)
corresponding to the highest F-1 score. Tolerance values indicate the standard deviation
of the metrics.

Dataset

Thresholding

Hessian matrix

3D Gabor

V3
(Popliteal fossa)

Reca.
Prec.
Spec.

79.9 ± 2.5
1.3 ± 0.2
45.5 ± 4.6

49.6 ± 9.7
12.7 ± 5.2
90.5 ± 3.2

76.2 ± 4.8
95.4 ± 3.2
99.9 ± 0.0

V4
(Axillary fossa)

Reca.
Prec.
Spec.

87.0 ± 1.9
1.2 ± 0.2
23.8 ± 2.1

21.3 ± 8.3
25.9 ± 4.6
99.1 ± 5.9

79.1 ± 3.9
96.3 ± 1.6
99.9 ± 0.0

V5
(Supraclavicular
fossa)

Reca.
Prec.
Spec.

85.1 ± 3.3
1.4 ± 0.3
29.7 ± 5.2

24.7 ± 14.6
11.3 ± 2.6
98.2 ± 0.8

75.3 ± 8.2
96.2 ± 2.3
99.9 ± 0.0

6.7.3

Accuracy of needle plane localization

The accuracies of our techniques in localizing the needle shadow plane are now
evaluated. For this purpose, the regularized and enhanced volumes are processed with the Hough transform, Hessian matrix and 3D Gabor transformation
using the optimal settings identified in Subsection 6.7.2. The final localization accuracy is measured based on the coordinates of the needle shadow plane, which
is transformed back to the geometry of the original coordinate system.
Table 6.4 shows the performance of our proposed methods in detecting the
in-plane view of the needle (the shadow) for each dataset. Each method is executed for 25 trials on each volume in the dataset and the performance metrics
are averaged for each type of data. We use three metrics for defining and evaluating the spatial accuracy. The needle-tip position error (εtp ) is calculated as
the point-plane distance of the ground-truth needle tip and the detected needle
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V3
(Popliteal fossa)

X2
(22G needle)

X1
(17G needle)

Hough transform
Hessian matrix
3D Gabor

Hough transform
Hessian matrix
3D Gabor

Hough transform
Hessian matrix
3D Gabor

Hough transform
Hessian matrix
3D Gabor

Method

0.68 ± 0.59
0.42 ± 0.27
0.39 ± 0.23

0.25 ± 0.17
0.54 ± 0.36
0.40 ± 0.30

0.28 ± 0.22
0.56 ± 0.50
0.27 ± 0.24

0.21 ± 0.18
0.30 ± 0.39
0.25 ± 0.18

0.15 ± 0.14
0.18 ± 0.20
0.34 ± 0.28

εtp (mm)

1.68
1.21
1.33

0.49
1.85
1.44

0.65
1.98
0.93

0.56
1.90
0.94

0.51
1.86
1.57

max εnp (mm)

2.65 ± 2.57
2.48 ± 1.34
1.71 ± 1.03

0.98 ± 0.47
3.14 ± 2.43
2.50 ± 2.04

0.85 ± 0.51
2.58 ± 1.78
1.48 ± 0.71

2.04 ± 2.90
2.39 ± 3.2
1.34 ± 1.10

0.70 ± 0.87
1.17 ± 1.43
2.06 ± 1.56

εvp (◦ )

3.16 s
9.73 s
13.28 s

2.35 s
9.82 s
11.73 s

2.28 s
10.69 s
11.54 s

2.85 s
11.57 s
13.67 s

1.40 s
8.11 s
10.72 s

Time*

80%
58%
100%

75%
97%
100%

62.5%
96%
100%

100%
99.2%
100%

100%
100%
100%

Success

Table 6.4 Average performance of the proposed methods in detecting the needle plane in full volumes of 3D US. Tolerance values indicate
the standard deviation of the metrics.

V4
(Axillary fossa)

Hough transform
Hessian matrix
3D Gabor

Dataset

V5
(Supraclavicular fossa)

* Measured in MATLAB on a 3.7-GHz quad-core CPU
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Figure 6.16 Performance of the proposed methods for each type of dataset in terms of
needle-tip position error (εtp ) and success rates.

shadow plane. The maximum position error (max εnp ) is the maximum perpendicular distance between the ground-truth needle and the detected plane. The
plane orientation error (εvp ) is the angle between the normal vectors of the detected and the ground-truth planes. We define a successful trial when max εnp is
smaller than 2 mm and exclude the failed trials from evaluation of position and
angle error. Figure 6.16 depicts a summary of the measured εtp and success rates
for each method and dataset.
Execution time: As shown in Table 6.4, the execution time for the Hough transform is the fastest and in the ex-vivo dataset, it outperforms other methods in
the localization accuracy. However, for the in-vivo dataset, performance of the
Hough transform is inconsistent and it fails in up to 62% of the trials. Localization based on 3D Gabor achieves slightly lower localization accuracy that is due
to the quantized orientations of the Gabor wavelets. Nevertheless, as shown in
Figure 6.16, it successfully localizes the needle shadow plane in all of the trials,
while preserving a very low variance in detection accuracy. Figure 6.17 shows
examples of the needle planes that are successfully detected using the proposed
3D Gabor approach.
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(a) Popliteal fossa (V3)

(b) Axillary fossa (V4)

(c) Supraclavicular fossa (V5)
Figure 6.17 Examples of the detected needle (shadow) planes using the proposed 3D
Gabor approach in in-vivo patient datasets. The needle occurrence is marked by the
yellow arrowheads just below the needle.
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Table 6.5 Comparison of the state-of-the-art methods in localizing a steep 17G needle in
chicken breast. Tolerance values indicate the standard deviation of the metrics.

Method
3D Gabor shadow detection
Coronal 2D Gabor shadow
3D Gabor needle detection

εtp (mm)

εvp (◦ )

Time*

Success

0.35 ± 0.27
0.47 ± 0.34
1.08 ± 0.37

3.89 ± 2.03
1.63 ± 1.48
4.33 ± 2.08

12.04 s
0.17 s
289 s

100%
100%
26%†

* Measured in MATLAB on a 3.7-GHz quad-core CPU
†
Failed for needles with steepness angle of > 40◦

6.7.4

Detection accuracy and speed in 2D coronal planes

As discussed in Section 6.5, the shadow of the needle can be also detected from
coronal cross-sections using 2D techniques. Therefore, we extract a set of N
equally-spaced coronal cross-sections in the window of wd mm located at a depth
of zd mm. The average performances of the proposed methods in in-vivo patient
datasets are shown in Figure 6.18 for the best choices of cross-sectioning settings.
As can be noticed from the data, similar to the 3D case, the 2D Gabor method
outperforms the 2D Hough transform and Frangi’s line filtering in success rate
and stability of detections. Although the Hough transform is considerably more
efficient in computations, it fails in 10% of the trials due to the complex nature of
the in-vivo data. This dataset is acquired under intervention conditions and suffers from variable acquisition settings and suboptimal coupling of the transducer
and patients’ skin.
Table 6.5 shows the performance of the proposed localization techniques in
comparison with the system presented in Chapter 4 to localize the needle in static
3D US volumes. Furthermore, it is evident that the localization accuracy of applying 2D Gabor in coronal cross-sections is slightly lower than 3D Gabor in the
full volume. This is because it is not possible to exploit the complete information
available in the 3D volume that can be employed for increasing the localization
accuracy. Nevertheless, skipping processing of the unnecessary and redundant
information, the computational complexity is significantly decreased by a factor
of 60 at the cost of a slight increase in the position error.

6.7.5

Influence of needle angle and length on accuracy

The detection performance of the shadow in the US volume is influenced by the
needle angle and its length. In this subsection, we identify the effect of these
main influencing factors on the overall performance of our proposed method.
The accuracy of our proposed 3D Gabor method is evaluated for various insertion angles and lengths of the needle. For this purpose, we have acquired 3D US
ex-vivo data from chicken breast using a 5–13 MHz motorized linear-array trans-
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Figure 6.18 Average performance of the proposed methods based on detection in 2D
coronal planes and their corresponding interfacing settings in in-vivo patient datasets.
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Figure 6.19 Dependency of the needle-tip position error (εtp ) of the proposed 3D Gabor
method to (a) needle angle and length, and (b) needle shadow length.

ducer (X6 dataset). This dataset consists of 10 trials of a standard 17G needle,
inserted with various steepness angles (30◦ –70◦ ).
Figure 6.19(a) shows the needle-tip position error with respect to the needle
angle and its length. As shown by the fitted surface, for steeper needles, longer
lengths are necessary for an accurate localization. This is because the length of the
needle shadow is determined by the projection of the needle on coronal planes,
which will be shorter for steeper insertion angles. Therefore, we calculate the
needle shadow length as: needle length × cos(needle angle) and evaluate the localization accuracy as a function of the shadow length (see Figure 6.19(b)). As
can be observed, the needle-tip position error can reduce to a small value of approximately 0.3 mm when the shadow length is longer than 12.5 mm.

6.8

Discussion

In Subsection 6.3.2, the shadow enhancement was evaluated on the basis of the
metrics of contrast and contast-to-noise ratio. This has helped us to choose a
decent parameter setting for the operation of the detection system, but we cannot
claim optimality here on the basis of this experiment. The behavior of the chosen
parameters does not fully agree with the observed results in the experiments.
This is partially indicated by the smoothness of the obtained curves, particularly

147

6. L OCALIZATION AND VISUALIZATION OF INVISIBLE NEEDLES
for the contrast. The choice of these metrics could be reconsidered to further tune
towards optimality.
Although the proposed method has shifted the robustness of the point of operation towards a larger range compared to the existing method, the experiments
have revealed that the obtained robustness improvement still has its limitations.
The key aspect is that sufficient needle length should be inside the tissue when
the inclination angle is high. Detecting the needle itself versus its shadow are
methods that are partly complimentary to each other, which suggests that it may
be interesting to combine them in an overall approach. Such an approach might
very well be even more robust than what we have achieved in the reported experiments.

6.9

Conclusions

This chapter has presented a novel detection system to efficiently and robustly
localize the needle in cases of extreme US signal loss, which impedes the visual
characteristics of the needle in the acquired data. In a wide variety of needle
interventions, the target structure is deep and therefore, a more steep (more perpendicular to the skin) needle insertion angle drastically weakens the reflected
US signal. Hence, detection of needle voxels in such cases is not anymore feasible based on the intensity and gradient information, as those characteristics are
severely degraded and the needle is virtually invisible in the data. Alternatively,
our method exploits indirect indications of the location of the needle from the
shadowing traces of different structures in the volume.
In order to effectively find the needle in the 3D US data from the shadowing
patterns, we address the following key issues. As a method for needle shadow
detection, we first regularize the US beamlines to be able to apply the same detection processing chain to the datasets for both linear and phased-array transducers. The regularized data is then further processed using our proposed shadowenhancement technique, which is based on moving projection in axial direction.
The optimal orientation and location of the needle plane is extracted after detection of the needle shadow in the Gabor-transformed data.
In order to localize the shadow of a needle, we have evaluated several approaches, based on detecting dark thick planar structures in the volume. Quantitative evaluation based on the tip-localization error and success rate show a high
robustness and localization accuracy of our proposed 3D voxel-based Gabor approach especially for in-vivo patient datasets, while other methods show limited
success rate. The Gabor method achieves a voxel classification recall of 68%–
79%, with a precision of 87%–96%, while the Hessian method achieves 36%–45%
recall with 45%–46% precision in an ex-vivo dataset. The performance difference
of Gabor is explained by its ability to extract more complete information of the
gradients. Besides this, the Gabor transformation offers directional sensitivity
over a larger range of scale than the Eigenvalue analysis of Hessian matrices.
Furthermore, in order to limit the computational complexity, we have proposed detection in 2D coronal planes, which offers a factor of 60 reduction in
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computation time. Moreover, in comparison with the results of the state-of-theart methods, the 3D Gabor approach outperforms the method presented in Chapter 4 in robustness and localization accuracy, reaching an average tip-localization
error of only 0.35 mm. Finally, the analysis of the dependency of needle angle
and length on the needle-tip position error shows that detection error is stabilized for the horizontal needle length of 12.5 mm or longer. The advantage of the
proposed method is that the detection still works for high inclination angles of
the needle up to 70◦ , which considerably improves the robustness.
The obtained results demonstrate the robustness of the proposed image-based
localization technique to maximally visualize the needle in 3D US data volumes.
During US-guided interventions, failures and complications can still occur, due
to the intrinsic limitations of the US data quality and the challenging multi-fold
needle-transducer coordination. Therefore, continuous visualization of the fulllength needle and its tip during the entire intervention procedure, minimizes
the unintentional punctures and incorrect needle-tip placements. The achieved
sub-millimeter needle-tip localization accuracy, even for very steep and virtually
invisible needles, proves the applicability of the proposed techniques when the
target structure is deep and the needle is more difficult to image.
Moreover, computationally efficient implementations of the proposed detection
system are presented, which will enable a seamless tracking and visualization
of the needle at nearly real-time frame rates. The proposed coronal 2D Gabor
technique is readily accessible for integration in a broad range of interventions
and applicable to the majority of US devices, while other techniques require further optimization for a real-time performance. The proposed image-based system facilitates the easy use of 3D transducers, while applying unaltered imaging
components and generic needles.
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7

Conclusions
This thesis has presented techniques for the robust detection and visualization
of needles in 3D ultrasound data volumes. In this chapter, the contributions and
conclusions presented in individual chapters to realize this system are summarized and answers are provided for the research questions posed in Chapter 1.

7.1

Conclusions on the individual chapters

Chapter 2. This chapter presents an extensive overview of the common techniques and methodologies for image-based detection and tracking of needles in
US data. We have introduced signal transformation techniques of which the Gabor transform seems attractive because of its multi-dimensional feature measurements (scale, frequency, orientation). We have introduced relevant feature extraction techniques, such as vesselness filtering and HMAX descriptors. For classification, machine learning techniques as SVM and deep learning are found suitable
for learning complex structures and discerning those from background. Furthermore, background to neural networks and back-propagation are provided. The
RANSAC algorithm is introduced for model fitting and extracting the needle orientation and position in the 3D volume. Finally, commonly applied evaluation
metrics, such as recall, precision, F-1 and F-2 scores are presented.
Chapter 3. This chapter identifies the key methodologies for realization of a
needle detection system for 3D US data. For this purpose, the first complete system is developed that consists of the pre-processing and instrument detection
stages. Normalization of the visibility and shape of structures are achieved using
the CLAHE algorithm, which shows substantial reduction in the variance of needle voxels intensity, achieving an average standard deviation of 0.040 in a 6-bin
histogram. Furthermore, enhancement methods, such as vesselness filtering are
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used to improve the contrast of the instrument and reduce noise, thereby achieving a factor two improvement in CNR of needle voxels.
In the second stage, several needle detection methodologies have been studied, including intensity-domain and space-frequency domain features. This analysis has been based on subsequent projections, 3D Radon transform, and Gabor
transformation. It was shown that directionally-sensitive Gabor wavelets generate most informative and discriminative features and substantially improve the
accuracy and directional sensitivity of the results.
Chapter 4. This chapter concerns the implementation of individual processing
steps to optimally exploit the space-frequency information for an accurate localization. We have developed generic methods by introducing a novel design
and usage of 3D Gabor wavelets, to detect and localize needle position and orientation in noisy and complicated 3D US volumes. The classification of Gaborwavelet features achieves on average 86.3% recall at 22.3% precision for ex-vivo
and 82.1% recall at 47.8% precision for in-vivo datasets. Moreover, we have shown
that exploiting Gabor wavelets in multiple resolutions for classification improves
the precision by 40% at a high recall rate of 75%. Additionally, the overall coherency in the classification is improved and the needle is localized by verifying
the needle model on the position of the labeled voxels. We have proposed to use
a fully-connected CRF model for this purpose, which improves the F-1 score by
another 48% on the average. Subsequently, the model of an elongated needle is
fitted to the detected voxels by means of the RANSAC algorithm. The proposed
complete system achieves an average localization error of 0.70 mm for ex-vivo and
0.64 mm for in-vivo patient datasets.
Chapter 5. In this chapter, for the purpose of detecting short needles and improved robustness, we have investigated the contribution of deep learning techniques in improving the detection robustness, as well as the context modeling. To
this end, we have trained patch-based CNNs with a hard-negative mining strategy, based on two different architectures (IndepCNN and ShareCNN). The 3D
volume was partitioned into orthogonal 2D slices to accommodate for multi-slice
learning of the data. Evaluation of several ex-vivo datasets produces outperforming classification results, compared to the handcrafted features, achieving a F-1
score of 79% on average in the chicken breast data. Furthermore, a new architecture based on multi-slice FCNs was exploited to implement effective context
modeling and thereby support semantic needle segmentation. This architecture
improves handling of the cases where the needle is partly invisible, by making
use of a 2.5D data representation. Our proposed FCN method achieves 84% F-1
score in datasets of porcine leg that are acquired with a low-resolution phasedarray transducer, where the intensity of the needle is inconsistent and even partly
invisible. Quantitative analysis of the localization error with respect to the needle length shows that the tip error is less than 0.7 mm for needles of only 5-mm
length and 10-mm length at a voxel spacing of 0.20 mm and 0.36 mm, respectively. This enables that the system can successfully localize short needles that
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just have been inserted into the tissue. This feature enables to correct any misdirection of the needle at an early stage, and potentially reduces needle passes.
Chapter 6. In this chapter, a novel detection system is presented to robustly
localize the virtually invisible needles, which is indirect and localizes the needle plane from the shadowing traces below the needle. As a method for needle
shadow detection, we first regularize and enhance the shadowed regions to increase their contrast, which on average achieves a factor of 1.2 improvement in
the CNR of shadow voxels. The optimal orientation and location of the needle
plane is then extracted after detection of the maximum needle shadow in the
Gabor-transformed data.
Additionally, a new design of the 3D Gabor wavelets is introduced for optimal sensitivity to thick dark planar structures with specific widths. Quantitative evaluation based on the needle-tip localization error and success rate show
a high robustness and localization accuracy of our proposed approach especially
for in-vivo patient datasets. The Gabor method achieves a classification recall
of 75%–79%, with a precision of 95%–96% for shadow voxels. Furthermore, the
complete processing chain for needle plane localization shows to be successful
in all trials and reaches an average needle-tip localization error in the range of
0.25 mm–0.40 mm for both ex-vivo and in-vivo datasets.
Furthermore, we have proposed detection in 2D coronal planes, which offers a
factor of 12 reduction in computation time. Moreover, for shorter needle lengths,
the detection error is stabilized to approximately 0.3 mm when the horizontal
needle length reaches 12.5 mm. Extensive evaluation on the ex-vivo data have
shown the capability of our proposed method in still detecting the needle with
very high inclination angles of up to 70◦ .

7.2

Discussion on the research questions

We will now discuss the proposed methods and solutions with respect to the
research questions formulated in Section 1.5.
RQ1. System design and basic components for needle detection
RQ1a. Which pre-processing methods prior to automated analysis can best enhance the
data and effectively handle the inconsistent needle shape and brightness in different acquisition settings?
Our proposed pre-processing method consists of the following three steps.
First, the results in Chapter 3 showed that the inconsistency of the brightness of
structures can be minimized using an adaptive region-based histogram equalization technique called CLAHE. This achieves a stable average standard deviation
of 0.040 using a 6-bin histogram. Second, beamline regularization leads to recovering the circular section of an instrument and results in strong vesselness
outcome throughout the volume. Third, the optimal enhancement and noise re-
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duction is obtained using the vesselness filtering, which achieves a factor of two
improvement in CNR of needle voxels.
RQ1b. What are the most discriminative features and characteristics of a needle in the
noisy ultrasound data that can potentially lead to a robust localization?
It was shown in Chapter 3 that detection methods that are purely sensitive to
the higher intensity values of a needle are not robust to more realistic ex-vivo conditions. The weak performance of intensity-based methods is explained by their
inability to model the 3D shape information, while they fail to separate needle
voxels in the vicinity of busy echogenic reflections, which are typical in interventional settings. However, Gabor wavelet transformations exploit both intensity,
spectral and directional information and clearly reveal the position of a needle.
Qualitative evaluation shows considerably higher sensitivity and specificity of
Gabor analysis, compared to the intensity-based techniques.
RQ2. Modeling 3D needle shape and orientation in clinical US data
RQ2a. Is it possible to model the discriminative shape features of medical instruments
using the accumulated responses of voxels to wavelet transformations with directional
sensitivity?
In Chapter 4, several feature vectors are proposed for classification of instrument voxels, including a novel 3D Gabor wavelet transformation, which is sensitive to the instrument diameter. A thorough comparison is made for the classification in all datasets at the voxel level, which shows the elevated contribution
of the proposed Gabor transformation with respect to discriminative power. The
classification of Gabor-wavelet features achieves on average 86.3% recall at 22.3%
precision for ex-vivo data and 82.1% recall at 47.8% precision for an in-vivo dataset.
Moreover, exploiting Gabor wavelets in multiple resolutions for classification improves the precision by 40% at a high recall rate of 75%.
RQ2b. Does co-relating individually detected voxels and examining how they are globally
arranged lead to increased detection score?
The coherency in the classification results are enforced in Chapter 4, by using
a joint labeling strategy that considers similarity metrics to jointly assign voxel
labels. For inferencing, we have introduced a fully-connected CRF model, which
has achieved an improvement in the F-1 score by 48% on the average, while considerably alleviating the labeling inconsistency.
RQ2c. In what way can the 3D position and orientation of the needle be localized from
the voxel-level detections?
Extraction of the needle axis in the volume is possible by fitting a proposed
model of the needle to the classified voxels using the RANSAC algorithm. In
Chapter 4, such a system achieves an average needle localization error of 0.70 mm
for ex-vivo data and 0.64 mm for an in-vivo patient dataset. It is measured that
the position errors of localized needles are less than the diameter of the needle,
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which results in a well-defined volume cross-section with an aligned orientation
containing the complete needle.
RQ3. Early needle detection and robustness in intervention guidance
RQ3a. How accurate should the voxel detection be and how can it improve to facilitate
robust and accurate localization of very short needles?
The developed deep learning architecture presented in Chapter 5 is tuned to
improve the robustness of the detection system, by ensuring a high detection precision at a low false negative rate in extracting the needle voxels. The increased
robustness allows to relax the length and elongated shape assumptions for the
needle localization. When doing so, it facilitates successful detection of very short
needles. Quantitative analysis of the localization error with respect to the needle
length have shown that an 80% F-1 score can lead to needle-tip localization errors
of less than 0.7 mm for needles with an insertion length of only 5 mm.
RQ3b. Is it possible to create more straightforward and self-contained needle descriptors that can provide more effective analysis tools and potentially improve the detection
accuracy?
CNN architectures offer a more effective and straightforward modeling of the
needle, as described in Chapter 5. It was found that a reduction of the number
of training parameters facilitates more efficient training. Furthermore, training
with the hard-negative mining strategy resulted in an improvement of the discriminative capability of the used networks. Moreover, a novel FCN model of
the 3D data is achieved using multi-slice images, which are combined into 2.5D
structural representations, and this approach has obtained an 80% F-1 score with
the ex-vivo data.
RQ3c. Can a detection algorithm based on RQ3a and RQ3b be developed using deep
learning methods in the context of needle detection in 3D US data? Does this technique
provide more meaningful semantic modeling and improve robustness against suboptimal
and inconsistent intra-volume needle visibility?
It is shown in Chapter 5 that deep learning frameworks can be successfully
applied to the needle detection in 3D US data and achieve even more robust performance compared to the hand-crafted features. Two deep learning architectures are studied (CNN and FCN), which appear to be robust for needle detection in cases of both a shorter needle and for an inconsistent needle visibility.
Patch-based CNNs trained with a hard-negative mining strategy have achieved
78% and 80% F-1 scores with the ex-vivo data. Furthermore, our needle segmentation methods based on a multi-slice FCN architectures achieve an even higher
84% F-1 score in datasets of porcine leg that are acquired with a low-resolution
phased-array transducer. These results confirm a semantically meaningful modeling capability of the network, by correct and robust segmentation of the needle
voxels even in the challenging situations of distorted, inconsistently visible and
partly invisible needles.
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RQ4. Reliable detection of steep and virtually invisible needles
RQ4a. Is it possible to exploit the acoustic energy loss in the volume, caused by the needle
to localize the needle itself in 3D US data, acquired from different transducers?
In a wide variety of needle interventions, the targeted structure is deep and
therefore, a more steep (more perpendicular to the skin) needle insertion angle
drastically weakens the reflected US signal. Hence, detection of needle voxels in
such cases is not anymore feasible when it is based on the missing intensity and
gradient information. In Chapter 6, it was shown that the shadow of a needle
is registered to the same coordinates of the beamlines that are obstructed by the
needle. Therefore, based on the available a-priori acquisition geometry and propagation features, the needle plane is localized using the needle shadow under
the needle, which achieves an average needle-tip localization error of 0.25 mm–
0.40 mm for both ex-vivo and in-vivo datasets. Furthermore, the analysis of the
dependency of needle angle and length on the needle-tip position error shows
that the detection error is less than 0.30 mm when the horizontal needle length is
12.5 mm or longer. In conclusion, the needle shadow can be successfully used to
localize the needle itself with a similar high accuracy than the other methods.
RQ4b. How can we ensure a robust detection of the needle “shadow cast” and distinguish
that from other attenuated regions? Is this also possible in challenging interventional
conditions, when the acquisition settings and probe contact can be suboptimal?
In order to robustly find the correct shadow of the needle, the analysis of
Chapter 6 has evaluated several approaches, based on detecting thick dark planar
structures with specific widths. The correct width of the dark planar structures
was found by a novel design of the Gabor wavelets that is different from the
one used for the needle itself. The thickness of the plane associates with the
wavelength of the new wavelet, whereas the aspect ratio is stretched to match
with the size of the shadow area. The resulting Gabor detection system obtains
a voxel classification recall of 68%–79%, with a precision of 87%–96% using the
ex-vivo dataset. Furthermore, evaluation with the in-vivo dataset, consisting of 21
volumes acquired from patients during the intervention, shows a recall of 75%–
79%, with a precision of 95%–96%. These results indicate that the obtained extra
robustness capturing the shadow properties is maintained.

7.3

Utilization and outlook

The rapid growth and advancements in signal processing and artificial intelligence are increasingly enabling the automation of more sophisticated and complicated tasks in nearly every domain. US imaging is one of the key modalities of
medical imaging and can substantially benefit from this trend, as is emerging for
applications already, such as fetal and cardiac monitoring. Image guidance for
minimally-invasive interventions is another important application of US, which
can become potentially easier and safer using smart assistance systems. The research presented in this thesis has proposed several solutions for automated lo156
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calization of a needle in 3D US data volumes acquired with high-frequency and
low-frequency transducers. It was shown that the developed algorithms are robust and highly accurate in the data of high-frequency transducers, which proves
their feasibility and enables their integration for live intervention support in the
near future. Nevertheless, because of the more complicated detection task in the
data of low-frequency transducers, the developed algorithms are mainly relying
on deep learning approaches, which are more computationally complex. Therefore, further optimization is required for a real-time and robust performance in
the data of low-frequency transducers.
The computational complexity of the proposed systems has a direct influence
on the applicability of the developed approaches in clinical intervention support.
A seamless detection and tracking of the needle is essential to avoid any delays in
any stage of the intervention. For this purpose, faster implementations of the proposed shadow-based approach have been studied, which are suited for the data
of high-frequency transducers. We have proposed detection in a limited number
of 2D coronal planes, which offers a factor of 12 reduction in computation complexity, achieving 1–2 seconds execution time. Considering the limited refresh
rate of US transducers, a real-time execution of about 10–15 Hz is required for
the live intervention support.
Accelerating the execution speed of the proposed methods is mainly possible
using two approaches. First, algorithmic optimization and limiting unnecessary
computations can achieve a factor of 2–25 acceleration. This gain is achievable,
provided that the adopted method is implemented in an efficient programming
language and executed on a suitable computing platform. In the second approach, computation tasks are parallelized to allow for simultaneous processing
of a vast amount of data by thousands of computing cores (e.g. in a GPU). With
an efficient mapping of the developed algorithms for parallel computing, an acceleration of 50 times or more can be achieved. Furthermore, the capacity of the
parallel computing platforms are exponentially increasing every year, which will
soon make the real-time execution of computationally demanding algorithms,
such as 3D deep convolutional neural networks, feasible in the coming years.
Integration of our solutions into existing and standard ultrasound platforms
is possible with several options. The most straightforward solution is to utilize
a standalone computer that executes the algorithms simultaneously with the US
device and processes the streamed US data to perform the analysis. This setup
can be miniaturized by adopting a standard embedded processing board and
using compact screens. Alternatively, the proposed methods can be directly implemented and integrated into the acquisition and image-formation processing
chains of the US device and even become available as software updates. More
interestingly, the growing availability of portable US systems potentially delivers
the improved needle guidance to mid-range clinical centers, mobile and emergency medical services.
The required computational power for realization of the proposed methods is
expected to be widely available on high-end ultrasound devices. Accelerated and
multi-core processing units are facilitating successful integration of the majority
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of developed techniques to be compatible with a wide variety of US devices.
Nevertheless, more computationally efficient methods, such as the 2D shadowbased techniques, are readily available for implementation in standard computing platforms to enable a seamless tracking and visualization of the needle at near
real-time frame rates. Still, ever-increasing computational capacity of mobile processors, as well as fast development and availability of on-board embedded units
with pre-programmed convolution modules will make such computer-aided applications more affordable and accessible to the majority of ultrasound devices.
At the end, we briefly reflect on the clinical aspects of our research, since eventually the developed systems should be utilized to benefit the patients. With
more availability and portability of US systems, a larger proportion of patients
in hospitals and even regional medical centers can potentially benefit from safer
and more successful minimally-invasive interventions. The proposed solutions
in this thesis are solely based on processing the conventional US images acquired
from standard and typically used needles. Therefore, when the 3D US system and
transducers are available, additional operating costs of having improved, accurate and safe needle-based procedures are virtually zero. Furthermore, the need
for having external tracking devices and equipment is eliminated, which guarantees smooth integration in the workflow without obstructions in the work field.
Nevertheless, some people may argue the higher purchasing price of 3D US
transducers at the introduction phase and that this may still hinder a rapid adoption of the proposed methods. At the stage of reasoning about clinical value of
this system, it is far better not to talk about price any more but about the usefulness of the solution. The absolute extra costs of 3D transducers are directly annihilated by certain practical benefits and integrated savings for overall healthcare.
For example, in anaesthesiology applications for heavy cardiac surgery, the solution from this thesis allows to use only a fraction of the anaesthetic medicine
because of the ability to inject at the right place and with a higher accuracy. As a
consequence, the patient recovers much more quickly after the surgery. This will
save hospital days, which reduces overall healthcare costs and also improves the
patient well-being. Such an outcome makes the discussion about costs irrelevant
and fuels the consideration that the proposed technology should become available as soon as possible and be used by a wide range of physicians. Hence, the
proposed solution is also for the broad community of practitioners and novices
rather than the much smaller group of highly-skilled specialists. Generalizing the
previous case in a broad sense, by equipping the care providers with accurate and
robust tracking systems that ensure a convenient, simplified and continuous visualization of the needle inside the body, the application of accurate needle-based
interventions will be substantially increased. The improved accuracy and safety
of the intervention will enhance the health of more patients in many countries of
the world.
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Nomenclature
Acronyms
AI
AUC
B-mode
C
C1
CLAHE
CNN
CNR
CRF
CT
FCN
FN
FP
GD
GPU
HMAX
HMM
IndepCNN
IoU
LDA
LOOCV
LSVM
MLP
MRI
OBNLM
PIP
PR

Artificial Intelligence
Area Under the Curve
Brightness mode
Contrast
Complex cells
Contrast Limited Adaptive Histogram Equalization
Convolutional Neural Network
Contrast-to-Noise Ratio
Conditional Random Field
Computed Tomography
Fully Convolutional neural Network
False Negative
False Positive
Gradient Descent
Graphics Processing Unit
Hierarchical Model-X
Hidden Markov Model
Independent-weight Convolutional Neural Network
Intersection over Union
Linear Discriminant Analysis
Leave-One-Out Cross-Validation
Linear Support Vector Machine
Multi-Layered Perceptron
Magnetic Resonance Imaging
Optimized Bayesian Non-Local Means
Parallel Integral Projection
Precision Recall
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N OMENCLATURE
PVA
RANSAC
ReLU
RMSProp
ROC
S1
SGD
ShareCNN
ShareFCN
SNR
SVM
TEE
TN
TP
TRA
t-SNE
US

PolyVinyl Alcohol
RANdom SAmple Consensus
Rectified Linear Unit
Root Mean Square Propagation
Receiver Operating Characteristics
Simple cells
Stochastic Gradient Descent
Shared-weight Convolutional Neural Network
Shared-weight Fully Convolutional neural Network
Signal-to-Noise Ratio
Support Vector Machine
TransEsophaegal Echocardiography
True Negative
True Positive
Tip Reverberation Artifact
t-distributed Stochastic Neighbour Embedding
Ultrasound

Notations
A>
A−1
∇E
F (x)
∂I/∂x
Ī
Io
Ii
mx,y,z
N (µ, σ)
O(n)
p (x)
p (x|y)
σi
σo
kwk
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Transpose of A
Inverse of A
Gradient of function E
Cumulative distribution function of X ≤ x
Partial derivative of I with respect to x
Mean of intensity values
Average of intensity outside of the target
Average of intensity inside of the target
Mapping function for voxel (x, y, z)
Normally distributed probability density function with mean µ and
standard deviation σ
Computational complexity equals n arithmetic operations
Probability of X = x
Conditional probability of X = x given Y = y
Standard deviation of intensity inside of the target
Standard deviation of intensity outside of the target
L2 norm of vector w

Nomenclature

Symbols
α, β
B
b
αf , βf , cf
αd , νd , cd
c
C
δ(.)
δj
d
d (x0 ; `)
dt
di
ds
D
E
εv
εp
εvp
εtp
f0
FL
FG
FMG
FC
FE
G
Go
Ge
Gθ
Gφ,θ
γx , γy , γz
Hs
k (1)
k (2)

First and second components of the unit orientation vector in the
spherical coordinate system
Half-response spatial frequency bandwidth of the Gabor filter
Classifier bias, also referred to as threshold
Threshold values in Frangi’s vesselness measure
Threshold values in shadow extraction filter
Offset of a line in 2D
Predicted class label
Dirac delta function
Error of hidden unit j, also referred to as cost of j
Euclidean distance of a line or the needle to the data origin
Euclidean distance of voxel x0 to the line `
Gap between the consecutive slices in 2.5D (thick-slice) modeling
Diameter of the instrument
Width of the needle shadow
Needle shadow extraction filter
Error function, also referred to as cost function
Needle orientation error
Needle position error
Plane orientation error
Needle-tip position error
Sinusoid center frequency of the of the Gabor filter
Vesselness filtering features
Gabor transformation features
Multi-resolution Gabor transformation features
Combined vesselness and Gabor features
Combined intensity, vesselness and Gabor features
Gabor filter
Odd component of the Gabor filter
Even component of the Gabor filter
Rotated even component of the Gabor filter around z axis
Rotated even component of the Gabor filter around x and z axes
Spatial aspect ratio of the Gabor filter spread along principal axes
Hessian matrix computed at scale s
Intensity-sensitive appearance kernel
Directionally-sensitive appearance kernel
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N OMENCLATURE
λk
`
`n
`ns
L
m
f
µ(vi , vj )
i
n
(ω, ρ, ψ)
φ, θ
P
ψp
ψu
R(α, β)
s
S
σα , σβ
σγ , σδ
σx , σy , σz
t
u, v
vk
Rz
N
V
V
I
w
w(m)
ws
χ2
x
(x, y, z)
(xo , yo , zo )
ξ
z
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Eigenvalues of the Hessian matrix where |λ1 | ≤ |λ2 | ≤ |λ3 |
Model of a generic line
Model of the needle axis
Model of the needle segment within the volume
Length of the line `
Slope of a line
Model of a generic plane
Label-compatibility function between vi and vj
Number of iterations for CRF model inference
Normal vector of a plane
Coordinates of a voxel in beamline transformed data
Rotation angles about x and z axes, respectively
Projection operation
Pairwise energy component
Unary energy component
Projection matrix, defined by the direction of α and β
Scale of the 3D Gaussian kernel for gradient extraction
Total number of voxels in the volume ξ
Thresholds on proximity and intensity similarity, respectively
Thresholds on nearness and direction similarity, respectively
Standard deviation of the Gabor filter spread along principal axes
Classification target value
Offset values of a line in 3D
Eigenvectors of the Hessian matrix
Rotation matrix around the z axis of the Hessian matrix
Number of coronal cross-sections for 2D shadow detection
Voxel class label
Vesselness measure of Frangi, also referred to as line filtering
Voxel intensity values
Classifier weight vector
Contribution weight of each kernel k (m)
Window size of local spatial neighborhood for maxpooling
Chi-squared score
Coordinate vector of a voxel in 3D data, xn = (xn , yn , zn )
Coordinates of a voxel in 3D data
Coordinates of the virtual origin of radiation
Input volume
Activation function
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