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Abstract
In recent years, critical infrastructures in various countries have been targeted by cyberattacks.
The most famous example of such an attack is Stuxnet. Stuxnet is a piece of malware designed to
limit the pace of Iranian uranium enrichment by manipulating the control software running in
the embedded control system (ECS) of a uranium enrichment plant. Following Stuxnet, various
attacks against ECS devices have been reported, including attacks on the Ukraine electrical grid
that caused a nationwide blackout and the targeting of ECS devices in a refinery in Saudi Arabia.
This thesis consists of two parts.
In the first part, we examine ECS security from an attackerfis perspective. Our most notable
contribution in this respect is the engineering of a new kind of attack that previously had not
been understood and that takes advantage of a specific feature of embedded devices, namely, reconfigurability at the hardware level. In this part, we also evaluate the effectiveness of so-called
“emulation-based intrusion detection systems,” which are currently considered sophisticated intrusion detection systems against advanced persistent threats (APTs). Our research shows not
only that their effectiveness is limited but also how attackers can adapt their payloads to avoid
detection by such systems.
In the second part, we examine ECSs from a defender’s perspective, and we introduce two
new protection mechanisms that operate at the device (host) level. These mechanisms are designed to prevent the attacker from gaining access to the ECS device using memory corruption
vulnerabilities. The suggested mechanisms introduce for the first time the possibility of effectively applying “control-flow integrity” checks to resource-poor and time-constrained devices
such as PLCs. At a low level, these techniques also take advantage of some architecture-specific
features. We evaluate these techniques and show that they are effective and not easy to bypass.
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Samenvatting
In de afgelopen jaren zijn de vitale infrastructuren in diverse landen het doel geweest van cyberaanvallen. Het bekendste voorbeeld van zo’n aanval is Stuxnet. Stuxnet is een kwaadaardig software programma (malware) dat is ontworpen om het Iraanse uraniumverrijkingsprogramma
te vertragen door het manipuleren van het aansturingsprogramma dat draait in een Embedded Control System (ECS) van een uraniumverrijkingsfabriek. Na Stuxnet zijn diverse andere
aanvallen op ECS-apparaten gerapporteerd, onder andere aanvallen op het Oekraı̈ense elektriciteitsnetwerk, die voor een nationale stroomstoring zorgde, en aanvallen op ECS-apparaten in
een raffinaderij in Saudi-Arabië.
Dit proefschrift bestaat uit twee delen.
In het eerste deel kijken we naar de beveiliging van ECS vanuit het oogpunt van de aanvaller. Onze belangrijkste bijdrage op dit vlak is het ontwikkelen van een nieuwe aanval die
voorheen nog niet begrepen werd en die gebruik maakt van een specifiek kenmerk van embedded systems, namelijk hun herconfigureerbaarheid op hardware niveau. In dit deel evalueren
we ook de effectiviteit van zogenaamde “emulation-based intrusion detection systems”, welke tot
op de dag van vandaag worden beschouwd als geavanceerde intrusion detection systems tegen
Advanced Persistent Threats (APT’s). Ons onderzoek toont niet alleen aan dat hun effectiviteit
beperkt is, maar ook hoe aanvallers hun kwaadaardige data (payloads) kunnen aanpassen om
detectie te voorkomen.
In het tweede deel kijken we naar ECS’s vanuit het oogpunt van de verdediger, en introduceren we twee nieuwe beveiligingsmechanismen, toepasbaar op het apparaat zelf. Deze mechanismen zijn ontworpen om te voorkomen dat de aanvaller toegang krijgt tot het ECS-apparaat
door memory corruption kwetsbaarheden. De voorgestelde mechanismen introduceren voor
het eerst de mogelijkheid om op een effectieve manier “control-flow-integrity” controles toe te
passen op minder krachtige en in de executietijd beperkte apparaten, zoals PLC’s. Op het laagste niveau maken deze technieken ook gebruik van eigenschappen specifiek voor de gebruikte
computerarchitectuur. We evalueren deze technieken en we laten zien dat ze effectief zijn en
niet eenvoudig te omzeilen.
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Chapter 1
Introduction
1.1

Critical Infrastructure

Critical infrastructure (CI) plays an essential role in our lives. The term critical infrastructure
defines critical assets, technologies, systems, facilities and services that are essential to a functioning society, national security and economy. According to the United States Department of
Homeland Security, CI can be divided into the following 16 sectors [141]:
• Chemical Sector

• Financial Services Sector

• Commercial Facilities Sector

• Food and Agriculture Sector

• Communications Sector

• Government Facilities Sector

• Critical Manufacturing Sector
• Dams Sector

• Healthcare and Public Health Sector
• Information Technology Sector

• Defense Industrial Base Sector

• Nuclear Reactors, Materials, and Waste
Sector

• Emergency Services Sector

• Transportation Systems Sector

• Energy Sector

• Water and Wastewater Systems Sector

Today, with the rise of Industry 4.0 and the growing connectivity of CI through the Internet, there is a broader attack surface that we need to protect. At the same time, there are
an increasing number of threat actors who are capable of targeting CI. While interconnecting
every critical system through the Internet alone raises concerns, these concerns are further
elevated when we consider that most computers used within CI are not even close to the industry standards for computer security. Therefore, protecting CI requires that nations pay greater
attention to cyber security to secure their vital national security interests.
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1.2

Industrial Control Systems

The most crucial element of a CI is its control network, which is called an industrial control
system (ICS) network. The ICS consists of control systems that provide real-time information
about the status of the industrial process and allows the operators to control the physical process
in an automated manner. Generally, as illustrated in Figure 1.1, we can divide an ICS network
into the following domains:
• General IT network: a generic network (typically Windows-based computers) that provides enterprise services for office employees, such as an active directory, printing services and a web server.
• Supervisory control and data acquisition (SCADA): a network where engineers control
and monitor the physical process. This network usually consists of a) general-purpose
supervisory computers to monitor the industrial process and b) various embedded systems such as programmable logic controllers (PLCs), safety instrumented systems (SISes),
human-machine interfaces (HMIs), remote-terminal units (RTUs) and phasor measurement units (PMUs).
• Operational technology (OT): OT usually controls the actual physical process. It consists
of basic analog or digital devices such as actuators and sensors and, depending on the
physical process, other industrial components such as motors and pumps.

SCADA Domain
Operational Technology Domain
IT Domain/Corporate Lan

Database Server

Active Directory

Web Services

Internet

PLC

Firewall/IPS

Historian Server

Webserver

File Server

PLC
Actuator

Firewall/IPS

Operator
Console

Generator

Engineering
Workstation

Figure 1.1: A typical industrial control system network.

1.2.1

Embedded Control System in ICS

An embedded control system (ECS) describes a family of embedded devices that are used for
process automation in an ICS network. By the end of 1968, and with the manufacturing boom
2
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in the industry, there was a demand to move from traditional relays and electrical switches
to a faster and more reliable way of controlling physical processes. This demand, combined
with the lack of reliability, robustness and serviceability of relays and switches, led to the introduction of ECSs such as programmable logic controllers (PLCs), remote-terminal units (RTUs),
digital protective relays (DPRs), intelligent electronic devices (IEDs), recloser controllers, safety
instrumented systems (SISs) and phasor measurement units (PMUs).
Among all ECS devices, PLCs are one of the most (if not the most) critical ECS devices in
the industry [43]. PLCs can control almost all the crucial elements of an industrial process and
are considered the ’brain of modern industrial control systems’ [43]. This status motivates the
focus of this thesis, in which we discuss the security of programmable logic controllers as an
example of ECS devices.
The first generation of PLCs ran a basic software on a microcontroller. With the growing
complexity of the industrial processes and later with the demand for integration of electrical
communication, such as Ethernet/IP and providing real-time I/O responses, vendors had to
use more advanced hardware and software in their ECSs to provide robust control of physical
processes.
The demand for real-time I/O responses led to the use of real-time operating systems (RTOSs)
in ECSs. We will further discuss the security of RTOSs in Chapter 2 of this thesis. RTOS allows
an ECS vendor to include only a specific set of OS binaries that are essential to the designated
ECS task. For example, if an ECS device never uses the file system, the vendor could quickly
remove it from the component list of the RTOS; such flexibility and robustness never existed in
general-purpose computers.

1.3

Targeted Attacks Against Critical Infrastructures

In recent years, critical infrastructures in various countries have been targeted by cyber attacks.
The most famous example of such an attack is Stuxnet [137]. Stuxnet is a piece of malware that
was designed to limit the pace of Iranian uranium enrichment capabilities development. Stuxnet
came in two variants [118, 119]. The first variant was used to overpressure the exhaust valves
within the centrifuge cascades while suppressing the pressure controllers. The second variant
of Stuxnet manipulated the centrifuge rotor speeds by modifying the frequency of the variable
speed drive (VSD) to cause damage in the cascade of interconnected centrifuges.
While Stuxnet started by countering nuclear proliferation, it ended up opening the door
to the proliferation of cyber weapons technology [119]. Following Stuxnet, various targeted
attacks against critical infrastructures have been reported, including the following examples:
• In November 2011, CrySyS Lab [25] reported Duqu, a computer malware that was reusing
various components of the Stuxnet binaries and was capable of gathering information
from various targets, including industrial control systems [42].
• In August 2012, MAHER (The National Computer Emergency Response Team of Iran), reported that a malware named Flame was targeting various computer systems in Iran [37].
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The Flame malware was used to target Iranian oil terminals [93] and was capable of gathering information from its targets.
• In September 2012, the Shamoon malware [170] was used to target over thirty thousand
computers in Aramco (a Saudi Arabian oil company) and RasGas (a Qatar-based liquefied
natural gas company). The Shamoon malware wiped data from the target computer hard
drive and overwrote the master boot record (MBR) of the target machines, rendering them
unusable.
• In June 2014, Symantec reported that an APT named DragonFly used a malware named
Havex to target various energy firms in Europe and USA [48]. Interestingly, the developers of the Havex malware implemented a specific sniffer for OPC ICS protocols. OPC is
an industrial protocol that allows Microsoft Windows applications to communicate with
ECS devices. The malware used the OPC protocol to gather information about ECS devices within industrial control networks and sent the collected data back to its command
and control (C&C) servers. Additionally, the DragonFly actor compromised three ICS
vendor websites and replaced their legitimate control software with the infected one.
• BlackEnergy is another malware that was used to target ICSs. While it was originally
designed to execute denial of service attacks, it evolved into a modular malware that
can execute multiple tasks, including sniffing, spamming and targeting ICS networks. In
December 2015, a variant of the BlackEnergy malware was used to target the Ukrainian
electrical grid [110], leaving 1.4 million people without electricity for several hours. This
incident was not the last time that the Ukrainian power grid was targeted by attackers.
• In July 2017, the CRASHOVERRIDE malware was used to target the Ukrainian electrical grid [64]. The difference between CRASHOVERRIDE and other malware is that it
is specifically designed to target electrical grids to cause blackouts. This feature makes
CRASHOVERRIDE the second malware after Stuxnet that was designed only to target
cyber-physical systems [64]. The main target of CRASHOVERRIDE is transmission-level
substations. Transmission-level substations usually consist of electrical transformers that
interconnect two different transmission voltages. CRASHOVERRIDE targets the substations with different modules. These modules either manipulate the I/O pins of ECS devices, execute a DoS against the digital relays of substations or completely wipe the ICS
configuration files to cause a blackout in the grid.
• Finally, the Triton malware was used to target safety ECS devices in an oil refinery plant
in Saudi Arabia [104]. Unlike the attacks mentioned above, the attackers did not implement their malicious payload through a Windows-based workstation, even though they
had access to one. Instead, they decided to write their entire payload specifically for a
PowerPC-based ECS device in the target plant. They used the engineering workstation
only as a platform to upload the malicious binary to the ECS. The Triton malware is the
first example of attackers directly implementing their malware within ECS devices instead of Windows machines.
4
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1.4

Security of ECS Devices

Generally, when attackers target a network, they take an attack path of least resistance. Various security shortcomings within ECSs combined with the increasing number of protection
mechanisms deployed in general-purpose computers make ECS devices among the least resistant machines within an ICS network. We can identify the following reasons that ECS devices
are among the least resistant devices in an ICS network:
1. The myth of the air-gapped network ECS devices were generally assumed to operate
in an air-gapped network, which is not accessible to attackers and therefore is a trusted
network. This assumption greatly impacted the adaptation of security features in ECSs.
When vendors consider the risk of operating in a highly exposed environment, they improve the security technologies deployed in their devices, as, for example, they do in
gaming consoles or smart cards. In contrast, ECS devices were assumed to operate in
a trusted environment with few known computers connected to them; thus, there were
no security considerations for them. This includes basic features such as authentication.
However, as we observed with Stuxnet, even when targeted devices are operating in an
air-gapped network, the attacker can still reach the target by other means such as USB
drives or rogue human operators. We believe that Stuxnet changed the myth of the airgapped network for vendors. A few vendors started to implement basic security features
such as authentication (as, for example, we see with the introduction of the Siemens
S7-1500 family in 2013) for ECS devices. However, these basic security features are not
enough for present-day threats against ECS devices.
2. Security through obscurity For years, ECS vendors achieved security via obscurity [194].
For example, the majority of ECS vendors either obfuscate or encrypt their firmware to
prevent an understanding of their software flaws. Therefore, there was no strong motivation to adapt the protection mechanisms that existed in general-purpose computers.
However, security via obscurity is not effective in the current threat landscape. ECS devices usually are connected to the Internet or to the business network of a company [194],
which means they are easily accessible to attackers. Furthermore, the attackers’ understanding of the obscured hardware, software or protocols of ECS devices is improving
with time.
Additionally, more ECS vendors are currently using standard protocols or OSs with which
attackers are more familiar. For example, current attackers can find the operating system
that is running in an expensive ECS device through a cheap wireless router. As the obscurity of ECS devices fades, there will be further security evaluation of their software.
Considering that embedded software development in general is dominated by the C and
C++ languages [91], which are not safe languages [168], it is not unlikely that attackers
will be able to find vulnerabilities in ECS devices.
Furthermore, as we discuss in the Chapter 2, the OSs of embedded systems in general
lack proper exploit mitigation. This lack means that once an attacker finds a vulnerability
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within an ECS device, there is no way to prevent or complicate exploitation. This situation is the opposite of the recent trend of deploying various types of mitigation within
general-purpose computers, such as Microsoft Control Flow Guard, Intel User-Mode Instruction Prevention or Intel Control-flow Enforcement Technology (CET), which have
made exploitation scenarios much more complicated than they were a decade ago.
3. Certification issues Some ECS devices, such as SIS controllers, are required to attain
certain certificates for operating in safety-critical applications. To receive such certificates, ECS vendors must redesign certain hardware or software features in their controllers. For example, SIS devices must have triple-modular redundant (TMR) design in
their hardware or implement IEC 61511 and IEC 61508 and safety integrity level (SIL)
standards in their software. Achieving those certificates is expensive and time consuming for the vendors. Adaptation of existing security mechanisms for ECS devices means
that the vendor must re-engineer their existing software or hardware implementations
and reapply for the same certificate. This process is costly and can have a negative impact
on the adaptation of protection mechanisms within ECS devices.
4. Patching and maintenance issues
In many cases, there is no universal patch management standard to patch or upgrade
ECS devices within ICS networks, as we see with general-purpose computers. Additionally, due to the real-time requirements of certain physical processes, it is not possible to
apply patches because they make the ECS device either reboot or unresponsive during
the patching process. Furthermore, ECS devices have a very rare patching time window,
meaning that they cannot be updated as regularly as general-purpose computers. One
can argue that utilities could have redundant ECS devices to be able to patch them without losing control over physical processes, but this is an expensive solution, especially
because ECS devices are generally pricey. Therefore, ECS devices usually are not as upto-date as general-purpose computers. This means that it is not unusual to find an ECS
device in a plant that has an old known vulnerability. This situation makes ECS devices
interesting targets for attackers.
5. Lack of universal virtual memory support
While memory protection units (MPUs) or memory management units (MMUs) are universally available in general-purpose computers, as we will show in Chapter 2, some ECS
devices lack an MMU or MPU. An MMU and MPU can provide user and kernel space isolation. Therefore, protection mechanisms that rely on separation between the user and
kernel space cannot operate in environments that lack an MMU or MPU. Currently, there
is no proposal for a protection mechanism within embedded devices that can operate securely when there is no separation between the user space and kernel space. When an
attacker successfully exploits a process in an ECS device without an MMU or MPU, in
contrast to a general-purpose computer, she takes full control of it.
6. Lack of Host-based Intrusion Detection Systems In contrast to general-purpose computers, there are generally no extra layers of protection with an anti-virus program or
6
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host-based intrusion detection system (HIDS) in embedded systems. In addition, as we
discuss in Chapter 5, there are further requirements for protection mechanisms applicable to ECS devices that make implementing them more complex. Furthermore, even
if an ECS vendor deploys more advanced security features in their ECS devices, as we
demonstrate in Chapter 5 of this thesis, attackers can still bypass those features.
When we consider all these shortcomings together, a simple cost-benefit analysis for the
attacker makes ECSs a target within a critical infrastructure network.

1.5

Aim

The aim of this thesis is to improve the security of ECS devices.
To achieve our aim, we first must understand how effective the present ECS defenses are
and how an attacker could evade them. To this end, we devise new attacks and new evasion
techniques. In the second part of the thesis, we propose new protection mechanisms, demonstrate their effectiveness and show that they pose a notable hindrance to attackers, significantly
reducing their chances of exploiting ECS devices.

1.6

Research Questions

Our work towards better security for ECSs must start from an analysis of how secure (or insecure) the present ECSs actually are. It is generally known that the operating systems (OSs)
used in embedded devices do not have the same security measures as general-purpose OSs such
as Windows, Linux and MacOS. For instance, they generally do not implement address space
layout randomization (ASLR) or executable space protection (ESP), which are key mechanisms
in mitigating the consequences of potential vulnerabilities. Because of this role, ASLR and ESP
are called exploit mitigation mechanisms. Now, the world of embedded systems counts a myriad
of different OSs, some of which are extremely different from each other in terms of capabilities and in terms of the exploit mitigation mechanism that they implement. Our first research
question addresses the problem of determining what is the actual security position of present
ECSs by analyzing the security of their OSs.
Research Question One What is the state of exploit mitigation within embedded systems?
After we establish the security baseline of ECSs, we turn our investigation to the defense
mechanisms with the aim of showing how they can be evaded. We start from network-based
protection systems, in particular, from emulation-based network intrusion detection systems [153]
(EBNIDSs). The reason for this choice is that emulation-based systems constitute an increasingly popular tool for the protection of networks and in principle offer the best protection
against malware injections for networks where ECSs are also present. This technology detects
shellcode “passing by” in the network traffic by extracting and then emulating suspicious payloads and analyzing the execution they generate. Focused on the behavior of the potential attack
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and not on the knowledge of how a specific attack works, emulation-based network intrusion
detection systems can detect exploits (including 0-day) without relying on signatures, which
gives them a great advantage compared to standard signature-based, network-based intrusion
detection systems, which are notoriously ineffective in industrial control system networks. Indeed, industrial control system asset owners are increasingly deploying emulation-based network intrusion detection systems (known in the industry as hypervisor-based systems) to detect
intrusions against their networks. Therefore our second research question is as follows:
Research Question Two How effective are emulation-based network intrusion detection systems in practice in protecting computer networks?
After investigating the effectiveness of emulation-based network intrusion detection systems, we turn our attention to host-based intrusion detection systems (HIDSes) for embedded
control systems. The existing host-based intrusion detection systems for ECS devices usually
try to achieve two objectives. The first objective is to detect function hooking attempts (a technique often used by malware and rootkits), while the second is to verify the integrity of the
executable codes of the firmware to ensure that there is no unwanted malicious code running
inside the ECS. Our research question focuses on how to create an attack that is stealth with
respect to these mechanisms.
Research Question Three Is there a generic way to bypass host-based protection mechanisms
that are applicable to embedded control systems?
The second part of the thesis will then concentrate on improving defense mechanisms for
ECSs. To this end, we work at the operating system level, where embedded systems lack the
protection mechanisms to detect or block control-flow hijacking attempts such as memorycorruption and code-reuse attacks. Basically, when an attacker tries to subvert a system (either
by injecting new code or making the system execute different paths using pieces of the existing
code), he needs to alter the “control flow” of the system. In fact, control-flow integrity (CFI)
protection has been an extremely active research area for general-purpose computers. The current CFI protection systems, however, cannot be applied to embedded control systems because
ECS resources are generally too restricted. In fact, the diversity in the size and resources of
embedded systems makes it impossible to design a one-size-fits-all solution that can be applied
to all of them. The research question is therefore as follows:
Research Question Four Can we provide a flexible protection mechanism against memorycorruption and code-reuse attacks for embedded control systems that considers their diversity in
available resources?
Next, we want to consider the fact that many ECSs are employed in (production) environments where being in real time is of crucial importance; this situation does not match well
with the presence of host-based detection mechanisms, which necessarily cause overhead in
the code execution. Many of the existing memory-corruption mitigation designs are absolutely
incompatible with the real-time requirements, which leads to our last research question.
8
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Research Question Five Can we devise a code-reuse mitigation system that meets the real-time
requirements of embedded control systems?

1.7

Thesis Overview and Contributions

We start the thesis by illustrating the state of the art in exploit mitigation systems for embedded devices (Chapter 2.1). We then create an inventory of the presence of three major exploit
mitigations in 42 embedded operating systems and 72 embedded hardware families. This information is essential to understand the current state of the security technologies available for
embedded devices and ECSs in particular. The content of the Chapter 2 is from the following
(submitted) paper:
• µArmor: Hardening Deeply Embedded Systems Against Memory Corruption Exploitation, Ali Abbasi, Jos Wetzels, Sandro Etalle, Thorsten Holz, 2018 (Submitted).
In Chapter 3, we introduce two attacks against the operation technology domain in a water
purification and distribution plant. We validated the practicality of those attacks with a water
utility company in Europe. The content of Chapter 3 is from the Deliverable 2.3 of the PREEMPTIVE project [157], which was written by the author of this Ph.D. thesis and is part of the
following publication:
• Stealth Low-Level Manipulation of Programmable Logic Controllers I/O by Pin Control
Exploitation, Ali Abbasi, Majid Hashemi, Emmanuele Zambon and Sandro Etalle, Proceedings of the 11th International Conference on Critical Information Infrastructures Security, October 10-12, 2016, Paris, France.
We then discuss the limitations of EBNIDSs and how an attacker can bypass them (Chapter 4). We show that EBNIDSs suffer from both implementation shortcomings and intrinsic
limitations. The content of this chapter appeared in the following publication:
• On Emulation-Based Network Intrusion Detection Systems, Ali Abbasi, Jos Wetzels, Wouter
Bokslag, Emmanuele Zambon, and Sandro Etalle, Proceedings of the 17th International
Symposium on Research in Attacks, Intrusions and Defences (RAID), September 17-19,
2014, Gothenburg, Sweden.
In Chapter 5, we discuss how to evade the existing host-based intrusion detection systems
applicable to ECS devices, such as PLCs. The importance of the contribution is in the introduction of a completely new kind of attack, which we call a pin control attack. This attack takes
advantage of the typical PLC architecture and can bypass all existing protection mechanisms.
The attack exploits specific hardware limitations within the PLC to silently manipulate its I/O
operations. The content of this chapter appeared in the following publication:
Embedded Control Systems Binary Security
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• Stealth Low-Level Manipulation of Programmable Logic Controllers I/O by Pin Control
Exploitation, Ali Abbasi, Majid Hashemi, Emmanuele Zambon and Sandro Etalle, Proceedings of the 11th International Conference on Critical Information Infrastructures Security, October 10-12, 2016, Paris, France.
We then propose our two main defensive contributions to prevent memory-corruption and
code-reuse attacks (e.g., buffer overflow, heap overflow, return-oriented programming, use after
free). Our two defensive systems are also strong preventive measures to stop attackers from
gaining access to the ECS device and executing the pin control attack introduced in Chapter 5.
In Chapter 6, we suggest a configurable code-reuse mitigation for embedded devices. This mitigation is adjustable based on the available resources of the embedded device. The content of
this chapter appeared in the following publication:
• µShield: Configurable Code-Reuse Attacks Mitigation for Embedded Systems, Ali Abbasi, Jos Wetzels, Wouter Bokslag, Emmanuele Zambon, Sandro Etalle, 2nd International
Workshop on Security of the Internet of Everything, August 2017, Helsinki, Finland.
Finally, in Chapter 7 of this thesis, we provide a compiler-based control-flow integrity for
real-time ECS devices named ECFI. The ECFI provides exploit mitigation for real-time programmable logic controllers and induces 1.5% overhead to the PLC runtime. The content of this
chapter appeared in the following publication:
• ECFI: Asynchronous Control Flow Integrity for Programmable Logic Controllers, Ali Abbasi, Thorsten Holz, Emmanuele Zambon, and Sandro Etalle, Proceedings of the 33nd
Annual Conference on Computer Security Applications (ACSAC), 2017, Orlando, Florida,
USA.

1.8

About The Title of This Thesis

It is now a recurrent pattern that as soon as security is improved at a certain layer of computer
or network architecture, attackers upgrade their strategy by moving one layer down. Then,
defenders also must go one layer down to protect against the attack in the new layer. We call
this pattern the race to the bottom. For example, following the introduction of various exploit
mitigation measures for mobile OSs, attackers started to target hardware chips such as NFC
or 4G modems inside the mobile devices instead. This action effectively made it possible for
attackers to hack mobile OSs while avoiding the existing exploit mitigations [17, 217]. Following
this move, the defenders deployed mitigations inside their hardware chips as well [162].
When we apply this reasoning to industrial control networks, the lower layer that will often
be attacked in the future is the embedded control system. Within the embedded control system,
the ”lower layers” are the memory layout and – one layer lower – the processor configuration.
In this thesis, we undertake a trip down, in increasingly lower layers in the ICS architecture, to
discover new attacks and defense methods: a race to the bottom.
10
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Chapter 2
State of the Art on Embedded Systems
Exploit Mitigations
If brute force doesn’t solve your
problems, then you aren’t using enough.
Anonymous

2.1

Introduction

The term embedded systems covers a large number of different devices that are dedicated to a
specific purpose, as opposed to the world of general-purpose computing, which includes desktop and server computers. A smaller family of embedded devices that usually rely on 8-, 16or (at the higher end of the spectrum) 32-bit micro-controllers are called deeply embedded systems [115]. Deeply embedded systems often lack user interfaces or have uncommon ones and
tend to run extremely minimal OSs (often with real-time capabilities) or no OS at all.
In this chapter of the thesis, we present what to the best of our knowledge is the first quantitative evaluation of exploit mitigation adoption and dependency support among popular embedded operating systems and hardware. The results of our quantitative evaluation reflect the
current embedded state of the art, allowing us to identify clear gap areas existing in exploit
mitigation for ECS devices.

2.1.1

Establishing a Minimum Baseline

When establishing a minimum exploit mitigation baseline for embedded systems, we are interested in defining an absolute minimum set of mitigations that should reasonably be expected
to be present in all modern embedded systems. Because of the sheer diversity of embedded
systems, we do not select our baseline by strict criteria. Instead, we require them only to be
adaptable across the embedded spectrum and not to rely on any specialized hardware feature
that is not commonly present in COTS embedded hardware. The minimum embedded exploit
Embedded Control Systems Binary Security
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mitigation baseline that we selected comprises executable space protection (ESP), address space
layout randomization (ASLR) and stack canaries. These mitigations were selected because they
are complementary and have been integrated into virtually all modern general-purpose OSs
and development toolchains, including those widely used in the embedded world. As such,
they are well understood and can reasonably be considered the absolute minimum in modern
exploit mitigations.

2.2

Embedded OS Mitigation and Dependency Support

Unlike the general-purpose computer world, which is dominated by a relatively small handful
of operating systems with roughly similar capabilities, we evaluated 42 popular embedded operating systems to present an overview of the current state of embedded OS mitigation adoption.
Our selection aims to be a representative sample of embedded operating systems and includes
those listed by the UBM Embedded Markets Study [197] and various studies of embedded operating systems [15, 68, 95, 169, 214] as well as some of the most popular mobile operating
systems [136].
We evaluated our OS selection for exploit mitigation and dependency support through a
combination of vendor surveys, documentation consultation, and experimental validation. Detailed results are reported in Tables 2.3 and 2.4 and aggregated results in Tables 2.1 and 2.2.
Note that we consider a mitigation or feature supported iff it is supported by the OS for at least
some (but not necessarily all) platforms.
Since this is a quantitative assessment, it neither evaluates the quality of the implementation
nor whether the feature is enabled by default; as such, the assessment is an optimistic one.
In addition, we mark an OS as providing a cryptographically secure pseudo-random number
generator (CSPRNG) iff provided pseudo-random number generator (PRNG) functionality is
advertised or the OS can be reasonably assumed to provide secure random number generation
functionality.

2.2.1

Embedded Hardware Feature Support

Von Neumann vs Harvard
Before we can discuss the hardware features support for exploit mitigations in embedded systems, we first must consider that there are essentially two main processor architectural styles:
Harvard and Von Neumann. The Harvard CPU architecture has separated instruction and data
buses, thus allowing operations on them to run simultaneously while physically separating
signals and storage for code and data memory [71]. In contrast, the Von Neumann CPU architecture has only one bus, which is used for both data transfers and instruction fetches; thus,
any value in memory can be executed or interpreted as data [71].
12
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Table 2.1: Overview of embedded OS exploit mitigation support.
OS vs. Mitigation
ESP ASLR Stack Canaries
All evaluated OSs
20/42 13/42
17/42
Non-Mobile
16/36 8/36
12/36
Non-Linux/Windows/BSD 7/27 1/27
3/27
Deeply Embedded
3/20 0/20
1/20

Table 2.2: Overview of embedded OS exploit mitigation dependency support.
OS vs. Mitigation
All OSs
Non-Mobile
NonLinux/Win/BSD
Deeply Embedded

Memory
Protection
34/42
29/36

Virtual
Memory
21/42
16/36

OS
CSPRNG
20/42
15/36

20/27

5/27

6/27

13/20

0/20

1/20

Hardware Feature Support
The embedded world features a wide range of different processor architectures and ’core families’ with different capabilities. To establish an overview of common embedded hardware capabilities, we select several core families and map their architectural style and MPU, MMU and
hardware ESP support capabilities.
We evaluated 78 different core families for hardware dependency support. Of the core family
members, 57 were based on Von Neumann architecture, and 21 were based on Harvard architecture. An overview of the supported feature detailed results is reported in Tables 2.6 and 2.7.
We consider a feature supported if it is supported by all members of a given core family and
absent if it is not supported by any of them. Any variation with regard to dependency support
is denoted by ∼ and omitted from the aggregated results. Our selection of core families aims to
be a representative sample of core families belonging to major architectures and vendors in the
embedded space across industry verticals and includes, among others, the most popular core
families listed by recent UBM Embedded Markets Studies [197] and EDN reader surveys [76].

2.2.2

Quantitative Analysis Results

Among the embedded OSs surveyed, we can distinguish two major clusters in terms of capabilities and purposes:
• High-end: These OSs are aimed at the higher end of the embedded spectrum and offer
virtual memory capabilities as well as often being POSIX-compliant. They include mobile
OSs (e.g., Android or iOS), lightweight versions of OSs common in the general-purpose
world (such as Linux, Windows or BSD) and OSs such as QNX or VxWorks.
• Low-end: These OSs are aimed at deeply embedded systems, often have real-time capabilities and do not offer virtual memory support. As such, there is usually no separation
between user space and kernel space, and instead of isolated processes, there tends to
Embedded Control Systems Binary Security
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Table 2.3: Detailed embedded OS exploit mitigation adoption. Red for mobile embedded OSs,
white for regular embedded OSs and gray for deeply embedded OSs.
OS
BlackBerry OS
iOS∗
Sailfish OS∗
Ubuntu Core∗
Yocto Linux∗
OpenWRT∗
µClinux∗
NetBSD∗
ScreenOS
QNX
INTEGRITY
Cisco IOS
Zephyr
Nucleus
Kadak AMX
RTEMS
Micrium µC/OS1
DSP/BIOS
LiteOS
ARM mbed
Nano-RK

ESP
X
X
X
X
X
X
X
X
×
X
X
×
X
×
×
×
X
×
×
X
×

ASLR
X
X
X
X
X
X
×
X
×
X
×
×
×
×
×
×
×
×
×
×
×

∗

Can.
X
X
X
X
X
X
X
X
×
X
×
×
X
×
×
×
×
×
×
×
×

OS
Android∗
Win 10 Mob.∗
Tizen∗
Brillo∗
Windows Embedded∗
Junos OS∗
CentOS∗
IntervalZero RTX∗
Enea OSE
VxWorks
RedactedOS 2
eCos
ThreadX
NXP MQX
Keil RTX
freeRTOS
TI-RTOS
TinyOS
RIOT
Contiki
Mantis

ESP
X
X
X
X
X
X
X
X
×
X
×
×
×
×
×
×
×
×
×
×
×

ASLR
X
X
X
X
X
×
X
×
×
×
×
×
×
×
×
×
×
×
×
×
×

Can.
X
X
X
X
X
X
X
X
×
×
×
×
×
×
×
×
×
×
×
×
×

Embedded OS based on Windows, Linux or BSD.
A µC/OS-II kernel version with ESP support is available via a Micrium partner,
2 Due to the sensitive nature of RedactedOS, we have received it on the condition of anonymity for
the vendor. RedactedOS is a real-time OS that is being used primarily for avionics and aerospace
applications.
1

Table 2.4: Detailed embedded OS exploit mitigation dependency support for memory protection (MPROT), virtual memory (VMEM) and random number generator (RNG). Red for mobile
embedded OSs, white for regular embedded OSs and gray for deeply embedded OSs.
OS
Android∗
Win 10 Mob.∗
Tizen∗
Ubuntu Core∗
Yocto Linux∗
OpenWRT∗
µClinux∗
NetBSD∗
ScreenOS
QNX
INTEGRITY
Cisco IOS
Zephyr1
Nucleus
Kadak AMX
RTEMS
Micrium µC/OS
DSP/BIOS
LiteOS
ARM mbed
Nano-RK
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MPROT
X
X
X
X
X
X
X
X
X
X
X
×
X
X
×
×
X
X
X
X
×
∗

VMEM
X
X
X
X
X
X
X
X
X
X
X
×
×
×
×
×
×
×
×
×
×

RNG
X
X
X
X
X
X
X
X
X
X
X
X
×
×
×
×
×
×
×
×
×

OS
iOS∗
BlackBerry OS
Sailfish OS∗
Brillo∗
Windows Embedded∗
Junos OS∗
CentOS∗
IntervalZero RTX∗
Enea OSE
VxWorks
RedactedOS
eCos
ThreadX
NXP MQX
Keil RTX
FreeRTOS
TI-RTOS
TinyOS
RIOT
Contiki
Mantis

MPROT
X
X
X
X
X
X
X
X
X
X
X
×
X
X
X
X
X
X
X
×
×

VMEM
X
X
X
X
X
X
X
X
X
X
X
×
×
×
×
×
×
×
×
×
×

RNG
X
X
X
X
X
X
X
X
×
×
X
×
×
×
×
×
×
×
×
×
×

Embedded OS based on Windows, Linux or BSD.
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Table 2.5: Overview of hardware dependency support in Von Neumann core families.
Von Neumann Mitigation Support
MPU
MMU
Hardware ESP

Support
6/51 (11.8%)
24/51 (47.1%)
22/51 (43.1%)

Table 2.6: Core family dependency support in Harvard (H) and Von Neumann (N) architectures.
We consider a feature supported if it is supported by all members of a given core family and
absent if it is not supported by any of them. Any variation with regard to dependency support
is denoted by ∼ and omitted from the aggregated results.
Core Family
ARM
ARM1
ARM2
ARM3
ARM6
ARM7
ARM7T
ARM7EJ
ARM8
ARM9T
ARM9E
ARM10E
ARM11
ARM Cortex-A
ARM Cortex-R
ARM Cortex-M
PIC
PIC10
PIC12
PIC16
PIC18
PIC24
dsPIC
MIPS32
PIC32MX
PIC32MZ EC
PIC32MZ EF
PIC32MM
PowerPC
PPC e200
PPC e300
PPC e500
PPC e600
PPC 403
PPC 401
PPC 405
PPC 440
PPC 740
PPC 750
PPC 603
PPC 604
PPC 7400

Arch.

MPU

MMU

ESP

N
N
N
N
N
N
N
N
N
N
N
N
N
N
N

×
×
×
×
×
∼
×
×
∼
∼
×
∼
×
X
∼

×
×
×
×
×
∼
×
X
∼
∼
X
∼
X
×
×

×
×
×
×
×
×
×
×
×
×
×
X
X
X
X

H
H
H
H
H
H

×
×
×
×
×
×

×
×
×
×
×
×

×
×
×
×
×
×

N
N
N
N

×
×
×
×

×
X
X
X

×
×
X
X

N
N
N
N
N
N
N
N
N
N
N
N
N

∼
×
×
×
×
×
×
×
×
×
×
×
×

∼
X
X
X
×
×
X
X
X
X
X
X
X

X
X
X
X
×
×
X
X
X
X
X
X
X
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Table 2.7: Core family dependency support in Harvard (H) and Von Neumann (N) architectures
II

1

2

16

Core Family
x86
Intel Atom Z34XX
Intel Quark X10XX
Intel Quark µC1
SuperH
SH-1
SH-2
SH-3
SH-4
AVR
ATtiny
ATmega
ATxmega
AVR32
AVR32A
AVR32B
8051
Intel MCS-51
Infineon XC88X-I
Infineon XC88X-A
m68k
NXP M683XX
NXP ColdFire V1
NXP ColdFire V2
NXP ColdFire V3
NXP ColdFire V4
NXP ColdFire V5
TriCore
Infineon TC11xx
Infineon AUDO Future
C166
Infineon XE166
Infineon XC2200
MSP430
MSP430x1xx
MSP430x2xx
MSP430x3xx
MSP430x4xx
MSP430x5xx
MSP430x6xx
MSP430FRxx
Blackfin
Analog Blackfin2
ARC
Synopsys ARC EM
Synopsys ARC 600
Synopsys ARC 700
RL78
Renesas RL78/G1x
Renesas RL78/L1x
RX
Renesas RX200
Renesas RX600

Arch.

MPU

MMU

ESP

N
N
N

×
×
×

X
X
X

X
X
X

N
N
N
N

×
×
×
×

×
×
X
X

×
×
×
×

H
H
H

×
×
×

×
×
×

×
×
×

N
N

X
×

×
X

×
×

H
H
H

×
×
×

×
×
×

×
×
×

N
N
N
N
N
N

×
×
×
×
×
×

×
×
×
×
X
X

×
×
×
×
×
×

H
H

×
×

∼
×

×
×

N
N

X
X

×
×

X
X

N
N
N
N
N
N
N

×
×
×
×
×
×
X

×
×
×
×
×
×
×

×
×
×
×
×
×
×

N

X

×

×

H
H
H

∼
∼
×

×
×
∼

×
×
×

H
H

×
×

×
×

×
×

H
H

∼
∼

×
×

×
×

Intel Quark Microcontrollers (D1000/C1000/D2000)
Although the documentation mentions an MMU, it does not support address translation (and thus does
not allow for virtual memory), which is why we consider it an MPU for our purposes.
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be only a kernel running a limited set of tasks. Examples are RTOSs such as ThreadX,
RTEMS, Micrium µC/OS and TinyOS.
From the results shown in Tables 2.1 and 2.2, we can observe that all mobile OSs have support for every exploit mitigation in our baseline, as do most Linux, BSD, and Windows-based
OSs. Aside from those and QNX, almost all other OSs lack support for any mitigations whatsoever. We can also see that while memory protection support is almost universally present,
virtual memory and OS CSPRNG support is almost universally lacking in the low-end OSs aimed
at deeply embedded systems. From these observations, we can conclude that exploit mitigation
adoption (and the underlying dependency support) is generally present only in the high-end
embedded OSs that derive from Linux, BSD or Windows.
When it comes to the hardware core families surveyed, as described in section 2.2.1, we can
see that less than half of the (Von Neumann) core families in our selection have MMU support.
A small minority of core families have MPU support (MPU was supported in 6 of 51 in the Von
Neumann architecture), leaving just under half of the Von Neumann core families in our selection without the necessary hardware support for memory protection and over half without
the hardware support required for virtual memory. This lack of MPU and MMU support makes
sense for the more constrained end of the spectrum such as MCUs, which have support only
for integrated memory and no support for external memory. Similarly, less than half of the Von
Neumann core families in the selection have hardware ESP support, meaning ESP can be implemented only via software emulation in these systems. As observed by Michael Barr [23], the
UBM Embedded Markets study [197] and other observers [45], the embedded world is undergoing a trend towards the deployment of 32-bit CPUs (and for most high-end embedded systems
even 64-bit CPUs [186]) over the traditionally used 8- or 16-bit CPUs. Since most popular 32-bit
architectures are Von Neumann, this trend has security implications, though they may be offset
by the fact that certain modern CPU architectures offer hardware ESP support (e.g., ARMv6+,
MIPS32r3+, x86, etc.).

2.3

Challenges in Exploit Mitigation Adaptation for Embedded Systems

In order to explain the gaps in embedded exploit mitigation adoption demonstrated in section 2.2, we now discuss the challenges faced by embedded systems developers for integrating
mitigation into their software. Based on this discussion, we will identify a series of open problems in the field of embedded exploit mitigations. We discuss these open problems to understand why a mitigation is not available even though the required hardware features exist or
why hardware features are missing in practice.

2.3.1

Development Practices & Cost Sensitivity

Embedded systems development practices and design cultures are different [113] from those in
desktop or web application development. Compared to the general-purpose world, the embedEmbedded Control Systems Binary Security
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ded world is heavily fragmented [204]. This fragmentation leads to the following issues:
Lowest Common Denominator Vendors at the top of the chain, such as chip or embedded
operating system vendors, often cater to highly diverse customers and as such are bound by
the demands (in terms of capabilities, overhead and cost increases) of their most constrained
customers.
Fragmented Security Requirements No single entity oversees the entire software development life cycle; therefore, there is no coherent single set of security requirements.
Incentive Issues While there might be a strong case for certain security measures when
considering the end product as a whole, there is usually little incentive on the part of individual vendors and manufacturers who are just a single link in a much longer chain. Embedded
systems markets are often characterized [72, 203] by a heavy focus on time to market (earlier
market introduction tends to mean deeper market penetration and hence higher potential revenue) and novel features: since embedded systems are designed for a specific purpose rather
than general-purpose computing, vendors often differentiate themselves on the basis of price
and specific features rather than generic capabilities unrelated to the specific utility of the end
product. As a result, there is little incentive to integrate security measures if they are not already
present by default.
Cost Sensitivity Embedded systems are often highly cost sensitive [73]; they tend to be produced in large quantities, and therefore, even small cost increases per unit rapidly amount to
large overall production cost increases. In addition, for the cheaper products, a cost increase
of a single component soon amounts to a higher percentage of the total system cost, making it
harder to justify such an increase, especially for something often as hard to quantify as improved
security.

2.3.2

Resource Constraints

It is a well-known fact that embedded systems generally face significant resource constraints [72]
since they are designed with a specialized, dedicated purpose rather than aiming to provide
general-purpose capabilities. As such, all resources considered superfluous to this task are
eliminated to reduce production costs, which results in limitations on code and data memory, processing power and hardware capabilities. Embedded software, in turn, is designed to
be efficient and have a minimal footprint in order to meet these constraints given the limited
room for overhead. These constraints include code storage size, memory size, processing power
and power consumption. An example of the impact of the aforementioned constrains on exploit
mitigation is power consumption. This constraint immediately conflicts with security measures
that introduce power consumption overhead (e.g., due to being computationally intensive or requiring ’power-hungry’ hardware).
18
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2.3.3

Safety, Reliability & Real-Time Requirements

Embedded systems tend to have specific requirements related to safety, reliability and real-time
computation [74]:
Safety & Reliability Some embedded systems have stringent safety and reliability requirements that require the certification of any security measures upon their introduction and require them to be robustly reliable (e.g., to maintain availability). This means, for example, that
exploit mitigations for these embedded systems must avoid the invocation of alert policies that
violate safety and reliability (such as abruptly terminating critical software upon detection of
attacks [13]).
Timeliness Many embedded systems are subject to varying degrees of hardness real-time
requirements and use real-time operating systems (RTOSs) to accommodate these requirements.
As such, security measures for those systems must respect those requirements [13]. However,
such requirements might inherently conflict with certain exploit mitigation designs or their dependencies. Consider, for example, ASLR and its dependency on virtual memory. Traditionally,
the use of virtual memory in real-time operating systems has been avoided due to timing analysis complications [159]. Virtual memory poses predictability problems regarding worst-case
execution time (WCET) analysis largely because of two issues [159, 160]:
1. Address Translation: Mapping virtual to physical addresses is commonly done using
a translation look-aside buffer (TLB), a memory cache that is part of the MMU and stores
recent address translations. However, address translation timings are hard to predict
because a) not all mappings are cached in the TLB, leading to cache misses requiring a
subsequent page table lookup, and b) the TLB is shared among different processes.
2. Paging: Since physical memory is shared among different processes, and any physical
page may be selected for replacement by the paging algorithm, predicting whether a virtual memory reference results in a page fault is difficult. In addition, paging makes memory access timings dependent on TLB and cache contents, increasing unpredictability.
Finally, page faults may incur significant overhead, rendering a system non-responsive
for too long.
Various hardware-/software-based proposals for real-time compatible virtual memory exist [132,
159, 160], but to the best of our knowledge, none of these have been adopted by popular RTOSs
due to significant performance penalties or hardware cost increases.

2.3.4

Hardware & OS Limitations

As a result of the embedded cost sensitivity and resource constraints discussed above, embedded
hardware and operating systems often lack the features upon which modern security measures
depend. We will briefly discuss the implications of these limitations for the future embedded
adoption of the exploit mitigations in our baseline and identify some related open problems.
Embedded Control Systems Binary Security
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MPUs, MMUs & Hardware ESP
As shown in Table 2.5, less than half of the surveyed embedded core families have hardware
ESP support. While 32-bit processors are clearly gaining increasing traction within the embedded world and are even displacing 8- and 16-bit processors [23], smaller 8-bit processors
continue to dominate a significant portion of the embedded space. While many modern 32-bit
processors tend to have Von Neumann architecture, and while many popular architectures in
this category have hardware ESP support (e.g., ARMv6+, MIPS32r3+), others do not. This situation will leave a segment of embedded devices without hardware ESP support, which is an
open problem. Additionally, while Table 2.2 shows that the majority of embedded operating
systems offer memory protection support, not all embedded hardware offers the underlying
features required to allow the OS to make use of this support. Table 2.5 shows that only 47.1%
of all surveyed core families have MMU support, and only 11.8% have MPU support, which
leaves 41.1% unable to accommodate memory protection. Due to cost sensitivity, as discussed
in section 2.3.1, embedded systems manufacturers are unlikely to migrate to costlier higherend processors with MPU/MMU support mainly for security reasons; therefore, this situation
leaves us with the open problem.
Virtual Memory
As discussed earlier, real-time requirements and lack of MMU support adversely affect embedded virtual memory adoption. While Table 2.2 shows that 50% and 44.4% of all analyzed systems
and all non-mobile embedded operating systems, respectively, offer virtual memory support,
this proportion drops to a mere 18.51% if we eliminate the Linux-, BSD- and Windows-based
OSs. When it comes to deeply embedded systems, virtual memory support is altogether absent.
One must also note that even if an embedded OS offers virtual memory support, diskless embedded systems cannot use it to extend RAM since this function would requiring swapping to
disk. All these constraints are so intrinsically tied to the embedded space that it is highly unlikely that we will see universal virtual memory adoption; therefore, the lack of alternatives to
ASLR suitable for embedded systems without virtual memory remains an open problem.
Advanced Processor Features
Many modern security measure proposals rely on advanced processor features to offset otherwise unacceptable overhead penalties. Such features range from support for trusted computing
(e.g., ARM TrustZone), complication of kernel-mode exploitation, isolation of code and data
regions in memory and pointer bounds checking to features utilized to support control-flow
integrity (CFI) as well as cryptographic hardware acceleration.
When it comes to embedded systems, the problem with security measures that rely on such
advanced processor features is that they are available only on the newest and most high-end
architectures. Even among the more high-end embedded-oriented processors, such as the Intel
Atom or the ARMv8-based CPUs, the vast majority of these features are unsupported. Additionally, such advanced processor features are not likely to be adopted by any embedded-oriented
processors other than the most high-end ones anytime soon, considering the corresponding
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cost increase. Therefore, any proposal for embedded security measures seeking widespread
adoption will need to avoid relying on such advanced processor features.
OS CSPRNGs
Secure randomness plays a fundamental role in the wider security ecosystem, not only for
cryptographic purposes but also as a dependency upon which exploit mitigations rely. Since
the design and implementation of a CSPRNG are not a trivial affair, the provision of secure
randomness can be considered an important OS service. However, as shown in Table 2.2, OS
CSPRNG support is far from universal in embedded operating systems. This lack is particularly visible in the non-Linux-, non-BSD- and non-Windows-based operating systems and is
even more so in those aimed at deeply embedded systems. Porting existing OS CSPRNG designs
from the general-purpose world to the embedded world, even from a GP-oriented version to an
embedded-oriented version of the same operating system, is far from trivial for various reasons
that we describe below.
OS & Hardware Diversity As discussed earlier in this work, the embedded world is heavily
fragmented. The fact that embedded operating systems often seek to cater to platforms with
much more divergent capabilities than their general-purpose counterparts means it is difficult
to identify universally available, suitable entropy sources. So while a sizable body of work exists
around the design of embedded random number generators, these designs are generally very
domain-specific, as they rely on entropy sources (e.g., sensor values [75] and radio and GPS
data [80]) present only in specific embedded devices.
Resource Constraints The resource constraints discussed in section 2.3.2 also impact embedded PRNG design. Limited processing power, memory and code size constraints translate to
a need for lightweight cryptography [138]: small, fast algorithms that still offer the appropriate
degree of security. In addition, power consumption constraints necessitate a PRNG design that
avoids constant entropy collection, especially considering that many battery-operated deeply
embedded devices preserve battery life by spending most of their time in standby mode waiting
for event- or time-based activation.
Low-Entropy Environment Perhaps the biggest hurdle in embedded PRNG design is the
fact that embedded systems are generally a low-entropy environment since they are designed
for specific, limited tasks. In the general-purpose world, where one can assume that most systems have user peripherals and disks, one can use the associated system events (e.g., keystroke
timings, mouse movements) as a source of entropy. But as most embedded systems are headless
and/or disk-less and have no user interaction, this approach is not an option.
Ideally, this problem would be solved by having an omnipresent, on-chip true random number generator (TRNG) available, but considering embedded cost sensitivity issues, this solution
is not realistic. Thus, in practice, one sees many workarounds of dubious quality, which tend
to lead to security issues of their own. Common and insecure approaches are to use personalization data (e.g., device MAC addresses or serial numbers) as seed entropy [70] or to rely on
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manufacturer-supplied initial entropy, sometimes in the form of a so-called seed file. However,
care must be taken that these seed files are unique per device, unpredictable and secret. This
approach still leaves various problems for embedded systems, such as dealing with disk-less
nodes and not being applicable to the first system boot (which is often when embedded devices
generate their long-term cryptographic keys).

2.4

Conclusion

In this chapter, we investigated the state of the art of OS security for embedded systems in general. The results of this investigation also apply to ECS devices since they most often run a similar OS while operating in a different environment. To evaluate existing mitigations within ECS
devices, we have presented the first quantitative study of exploit mitigation adoption in a representative selection of embedded operating systems and have shown that embedded systems
exploit mitigations significantly lag behind those in the general-purpose world. The resulting
ease of exploitation of memory-corruption vulnerabilities and notoriously prolonged vulnerability exposure windows in the embedded world are cause for concern. We have presented how
hardware and OS limitations and performance constraints contribute to an imposing series of
constraints for developers of embedded exploit mitigations and ECS to overcome.
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Chapter 3
A Process Specific Attack
Then there is the man who drowned
crossing a stream with an average depth
of six inches.
W.I.E. Gates

3.1

Preface

ICSs are interconnected systems which encompass, IT, SCADA networks and networks in the
OT domain. As a result, attacking ICS has consequences that are beyond the Confidentiality,
Integrity, and Availability (CIA) triad as we know in general IT domain.
To illustrate how an attack on an OT domain can unfold, in this chapter we describe two
OT attacks against water utilities which we designed with the help of water providers in the
Netherlands. For the sake of brevity, we have put the description of the physical process in the
water treatment plant in Appendix A.2.

3.2

Attacking Water Utilities

In general, we can identify two main goals for any attack against water utilities. These two goals
are either to disrupt the water delivery service and as a result prevent people from getting water
or to poison the water with potentially severe consequences on the health of the people or the
environment.
During our analysis we had interview sessions with water utility experts. We identified the
water distribution network as one of the most likely target for attackers who want to disrupt the
water delivery service. This is motivated by the observation that blocking the water treatment
would not have direct consequences on the water delivery due to the presence of reservoirs at
the end of the treatment chain, which provide a buffer of days in which the problem can be
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fixed and water treatment be restored and the redundancy of water treatment facilities, which
can exceptionally produce more water to serve the area affected by the disruption.
As an example of how attackers may achieve the second goal (i.e., poisoning the water), in
our interview sessions with water utility experts we have developed another attack scenario. In
this scenario, the water purification process is manipulated to either suspend key steps needed
to keep the purification mechanisms functional or to alter the pH of the water after purification
to an unacceptable level for the company SLAs (Service-level Agreements). In both cases, the
water control mechanisms also need to be manipulated in order to avoid detection.
In the rest of this section we are going to describe two possible cyber-attack scenarios
against a drinking water treatment and distribution utility. In the first scenario, attackers aim
at destroying the water distribution pipes. In the second scenario, attackers aim at poisoning
the water by altering its pH level. Note that the validity of both attacks was confirmed by a
water utility company in the Netherlands.

3.2.1

Disrupting the Water Distribution Pipes

The water distribution network consists of pipes, water tanks and pumps, and is instrumented
with multiple sensors, such as pressure sensors and meters. Several components of the water
distribution network are controlled by the water distribution automation system. Figure 3.1
depicts the elements of a typical water distribution network and its automation system.
Water pressure is one of the elements which is controlled by the water distribution automation system. Other important elements are water temperature, water discharge and the status
of valves. Water pressure can be used by attackers to destroy the distribution network pipes
and prevent people from receiving drinking water. Most water utilities distribute water to end
users with a standard pressure, which is regulated by SLAs. Since pressurizing the water is a
costly process, water utilities try to distribute water with the lowest possible pressure allowed
by their SLAs. During our interviews with water utility experts, we were told of an incident
in which a pressure sensor broke down. During the breakdown, the pressure in the pipes at
the end of the water purification plant raised beyond normal levels. This could have caused
serious problems if plant operators had not noticed the break down in time and manually decreased the pipe pressure. While this incident was caused by equipment failure and could be
noticed by operators, a cyber-attacker capable of manipulating the sensor pressure and at the
same time altering/blocking the alarms generated by the control PLCs could use this method
to cause severe damage to the distribution network.
Description of Water Pipes Disruption Attack
One possible technique to disrupt water distribution pipes is based on creating a so-called water
hammer effect. A water hammer effect (or hydraulic shock) is a pressure surge or wave caused
when a fluid in motion is forced to stop or change direction suddenly. A water hammer effect
commonly occurs when a valve closes suddenly at an end of a pipeline system, and a pressure
wave propagates in the pipe. This pressure wave can cause major problems, ranging from noise
and vibration to pipe collapse. When a pipe is suddenly closed at the outlet (downstream),
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Figure 3.1: A typical water distribution network.

the mass of water before the closure is still moving, thereby building up high pressure and a
resulting shock wave. In domestic plumbing this is experienced as a loud banging, resembling a
hammering noise. An underwater test explosion conducted by General Electric [1] in the SL-1
nuclear reactor vessel caused the water to accelerate upwards through 0.76 m of air before it
struck the vessel head at 49 m/s with a pressure of 680 ATM (69,000 kPa). This pressure wave
caused the 12,000 kg steel vessel to jump 2.77 meter into the air before it dropped into its prior
location.
To mitigate this problem, water utilities equip the pipeline with shock absorbers and air
traps. In addition, besides the physical countermeasures against the water hammer effect, the
water distribution automation system has built-in safety logic to prevent actions that could
cause a water hammer effect. However, both the physical countermeasures and the automation
system are not designed to counter the effects of an intentional attack. In case safety controls
are lost during a cyber-attack, valves can be controlled to cause a water hammer effect that can
break the pipes in the distribution network.
Figure 3.2 depicts the attack graph that describes this attack scenario. We assume the attacker has gained access to at least one machine within the process control network of the
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Figure 3.2: Attack graph describing the water distribution pipe destruction scenario

water distribution automation system. Once this target is reached, the next step consists of
interacting with the PLC that controls the distribution network.
In order to force field equipment to misbehave, an attacker could (a) exploit weaknesses in
the existing control and safety logic of the PLC, (b) completely change the logic itself or (c)
directly modify the output image area or the I/O signals directed to field devices.
In the following four paragraphs we describe the paths in our attack tree, which describe
how a water hammer effect can be generated by attacking the PLC in each of the three ways
described above.
• Attack path 1 The first attack path (marked 1 in Figure 3.2) mimics the behavior of Stuxnet.
Attackers deploy a malware which infects the software SCADA software which communicates with the PLC. The malware contains a pre-compiled malicious version of the PLC
logic, which causes key valves in the water distribution network to close as rapidly as
possible, thus causing a water hammer effect. The malware replaces the original PLC
logic by exploiting the re-programming capabilities of the SCADA software itself. This
path describes a highly targeted attack, in which attackers have prior knowledge about
the distribution network and about the automation system, and more in detail its PLC
control and safety logic.
• Attack path 2 The second attack path describes a similar technique to the one used in
path 1, but this time the malicious PLC logic is dynamically generated by the malware,
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instead of the attacker. An example of how such a malware could be built is described by
McLaughlin et al. in [129]. Attackers deploy a malware which can infect any computer
in the process control network which con communicate with the PLCs. The malware
automatically maps the control instructions in a PLC to an attacker-provided specification of the target control system behavior. This mapping recovers sufficient semantics of
the PLC’s internal layout to instantiate malicious PLC code. The knowledge of the targeted control system will be used by the malware to create and use an incremental model
checking algorithm to map a few field devices at a time, until a mapping is found for all
adversary-specified devices. At this point, a the malware can compile malicious version
of the PLC logic and upload it to the PLC.
The network protocol used by the programming workstation to communicate and configure PLCs can be used to upload this payload. Since these protocols are unauthenticated,
and anybody with network access to the PLC and knowledge of the protocol can misuse the protocol functionalities. An example of these vulnerabilities is demonstrated by
Beresford against Siemens PLCs in [5]. Beresford uncovered a slew of vulnerabilities in
Siemens industrial control systems, including a hard-coded password, which could allow
attackers to reprogram the PLC logic and even lock out legitimate administrators.
• Attack path 3 The third attack path consists of getting system level access into the PLC
using a Remote Code Execution (RCE) exploit. Once the exploit is executed, the malicious
code running in the PLC with system level access can directly control the I/O to remote
field devices, in particular valves, causing them to close as rapidly as possible to generate
the water hammer effect. Although, to the best of our knowledge, an RCE exploit has
never been used against PLCs, security analysts indicate that PLCs have vulnerabilities
that could allow remote code execution [6], making this scenario plausible. An RCE exploit would provide the attacker the ability to not only directly manipulate field devices
from the PLC RAM, but also becoming more stealth making its detection extremely hard.
In fact, such malware could easily control the PLC scan cycle, and the memory of the PLC
in order to report fake values to the SCADA and HMI software, rather than the modified
ones. In addition, even an in-depth analysis of the PLC logic would find it untouched,
giving the impression that nothing is wrong in the PLC.
• Attack path 4 The fourth attack path consists of exploiting possible weaknesses in the control and safety logic of the PLC by faking measurement values. In this scenario, attackers
connect to the PLC and send messages to overwrite process variables in the memory of
the PLC. In more detail, these write messages will target either setpoints or sensor readings that influence the internal logic of the PLC that regulate the closing of valves. The
modified variable values will trick the PLC logic itself into issuing signals the field devices
to close valves as quickly as possible, thus causing a water hammer effect. This scenario
is made possible by the combination of two distinct vulnerabilities. First, the unauthenticated protocol used by the SCADA software to control PLCs allows attackers to overwrite
the PLC memory. In our lab experiments we have checked many PLC brands and confirmed that, if messages are sent fast enough, it is possible to overwrite also the value of
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input variables (e.g., sensor measurements), and not only the value of setpoints or intermediate memory locations. Secondly, attackers are supposed to know the PLC logic and
leverage mistakes in the PLC logic that can be misused to trick the PLC in issuing the a
too quick close signal to the valves in the field.
Regarding the stealthiness of the attack path, all of the attacks rely on attacking the SCADA
station infection. To remain hidden attacker needs to suppress various protection mechanism [124, 215] in an SCADA station.
Contrary, the attacker in the fourth path does not need to modify PLC logic, or suppress any
protection system when he deploy Pin Control Attack. We will discuss about the Pin Control
Attack in Chapter 5.

3.2.2

Water Poisoning

The history of water poisoning dates back to 2500 years ago [86] and, although one could imagine that modern labs would detect large-scale water poisoning immediately, water poisoning
still is a target for terrorists. Multiple incidents were reported over the years being the consequence of intentional water poisoning. In 1984 a minority religious group contaminated the
Dallas city water supply tank with salmonella. This caused over 750 cases of infection [67]. In
1992 lethal concentration of potassium cyanide was reportedly discovered in the water tanks
of a Turkish Air Force compound in Istanbul. The PKK Kurds claimed credit for the attack [86].
In 2002 the Italian police arrested four Moroccans, allegedly planning to contaminate the water
supply system in Rome with a cyanide-based chemical. The attack would have targeted buildings that included the United States embassy [4]. In 2002 FBI authorities arrested an Al-Qaida
operative with documents containing instructions on how to poison water sources. The FBI
National Infrastructure Protection Center (NIPC) reported that the Al-Qaida terrorist network
has gathered information about water utility companies, which remotely control their water
treatment and distribution network. Following that, the FBI issued a warning to all utility companies about the security of their control system [3].
Despite all the reported attacks (or attempts), water poisoning attacks by terrorism did not
cause more casualties than those suffered because of an unintentional incident happened in the
US. The Milwaukee cryptosporidium outbreak caused the death of 104 people and 403000 infection cases, with an estimated damage amounting to ∼96.2 million dollars [2]. Cryptosporidium
is a family of protozoans that can cause gastrointestinal illness with diarrhea. Although the
Milwaukee water purification plant had a working water quality control system to prevent distributing contaminated drinking water, the system failed to detect the contaminant pathogens
because of three main reasons. First, the water quality control unit was sampling the quality
water every 8 hours: this sampling rate is not frequent enough for preventing contaminated
water being distributed. Second, the water quality control was checking for active bacteria
or viruses and not for this family of protozoans. Third, engineers lost control of the filtration
process. In fact, indications of an abnormal change in water turbidity were ignored and contaminated water was distributed even in presence of ineffective purification. Water turbidity
is an indicator of the concentration of particles of all kinds (such as protozoans) suspended in
28

Embedded Control Systems Binary Security

CHAPTER 3. A PROCESS SPECIFIC ATTACK
the water. Even after the Milwaukee outbreak, other incidents were reported regarding individuals poisoned by drinking public water infected by the cryptosporidium pathogen, both in
developed or developing countries [20, 79, 108].
Based on this brief overview of past incidents and attacks regarding water poisoning, we
can safely assume that there is a concrete possibility for this attack scenario to be realized in
practice. We later confirmed the possibility of this attack in an interview with a water utility
company.
Description of The Attack
There are two important steps in the water purification process which could be targeted by
a cyber water poisoning attack: (a) water disinfection and (b) balancing the water pH level.
In this section we describe an attack scenario in which water is poisoned by tampering either
the water disinfection process or the pH level balancing steps. Figure 3.3 illustrates the attack
graph.
The disinfection and water filtering processes have been chosen for our attack scenario
because of their importance in guaranteeing that water is not contaminated. Subverting other
processes, such as water sedimentation or screening is not equally important when proper
disinfection and filtration are still in place.
A naive water poisoning attack can easily fail for a variety of reasons. First and foremost,
if the poisonous substance alters the color or smell of the water the end users will spot the difference and avoid drinking the poisoned water. Therefore, any water poisoning attack should
result in the water appearing substantially unaltered in color, smell, and other organoleptic
properties. Secondly, since water purification is vital for public health, there is a constant monitoring and sampling of water in the purification plants, which can spot the poisoning (water is
monitored and sampled even in purification facilities where the quality of the water is considered good at the source). Thirdly, even with full control of the automation system, an attacker
would not be able to poison the water, if the water is pure at the source.
Therefore, for the cyber-attack to be successful we must assume that either the water is
naturally infected at the source (e.g., it is taken from a polluted river), or it has been physically
poisoned by attackers. Furthermore, for a successful result of attack paths 1, 2 and 3 we assume
that the infected water will not be detected by standard analysis. In more detail, we assume
that the water sampling and analysis only checks for dangerous bacteria and viruses and ignore
other families of parasites, since those would be detected by water turbidity controls (similar
to the incident at the Milwaukee facility [2]).
Similarly to destroying the water distribution pipes attack, to subvert the water disinfection
and filtering processes, an attacker needs to either (a) exploit weaknesses in the existing control
and safety logic of the PLCs controlling the processes, (b) change the logic in the PLCs or (c)
directly modify the output image area or the I/O signals directed to field devices.
• Attack path 1 In the first path (marked 1 in Figure 3.3) the attacker drops a malware in
the process control network to infect the SCADA server which communicates with both
the PLCs controlling the amount of chlorine or ozone injected in the water and the PLCs
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Figure 3.3: Attack graph describing the water poisoning attack scenario

responsible for turbidity control in the water filtration step. According to our abovementioned assumptions, the water is infected at the source (either naturally or by the
attacker) by e.g., protozoan microorganisms. In order for the poisoning attack to succeed, these protozoans need to pass the sand filtration step, which is meant to reduce
the number of the contaminant pathogens in the water. Therefore, attackers need to first
manipulate the logic that decides when to clean the sand filters based on the measured
turbidity of the water. The concentration of particles in the water is measured by turbidity sensors. When the sand filter becomes dirty, the number of particles increases,
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thus increasing water turbidity. If turbidity sensors deliver the correct information, the
turbidity increase is detected and sand filters are back washed. The malware changes the
logic of the PLCs that monitor turbidity with a pre-compiled malicious logic, which ignores the condition of sand filters being dirty (high turbidity rate) and continues using
the dirty sand filters for a limited amount of time (to avoid being detected by operators).
The dirty sand filter will let the contaminant microorganisms pass the filter. Once the
microorganisms pass the filtration process, the malware should also change the logic of
the PLCs controlling the disinfection process with a pre-compiled malicious logic. This
logic reduces the dosage of chlorine (reducing the chlorine dosage in the water will also
infect the distribution pipes and let the microorganisms live longer) and/or the amount
of ozone blowed (in order to make the water environment suitable for proliferation of
protozoans). As illustrated in the attack graph, a successful attack requires manipulating
both the turbidity control and the dosage of chlorine/ozone in the water. As a result,
end users will receive poisoned water. This attack requires an accurate knowledge of the
process of water purification in the plant and of the logic of PLCs controlling the purification process. The attack also requires knowledge of the right amount of time needed
to manipulate the turbidity control data. Attackers can reprogram the PLC logic using a
software exploit against the SCADA softwares similar to the one employed in Stuxnet.
• Attack path 2 In the second attack path we deem modifications to the water purification
process similar to the ones described in attack path 1. The main difference between the
two paths is the way the attacker will overwrite the PLC logic. In this path, attackers
install a malware in one of the hosts of the process control network. The malware maps
all the control instructions of the different PLCs. By using predefined specifications by the
attacker, the malware finds PLCs responsible for turbidity control and control of chlorine
and ozone dosage. While mapping targeted PLCs, the malware monitors the increasing
rate of turbidity values in the water in order to know when the sand filters need back
washing. Then the malware generates two new malicious control logics, one for the
turbidity control and another for the disinfection control, synchronized with each other
by the timing estimation. The malware uploads this logic to both (group of) PLCs. An
example of an attack based on the timing against a process is described by Krotofil et
al. in [116].
• Attack path 3 In the third attack path we also deem the modifications to the water purification process similar to the ones described in attack path 1. In this case, however,
attackers who own one of the hosts in the control network get system level access to the
PLCs responsible for controlling the turbidity and disinfection processes by exploiting a
Remote Code Execution (RCE) vulnerability in the targeted PLCs. This privileged access
allows attackers to read and modify any memory area of the PLCs. This means that the
attacker can control all the PLCs I/Os. Attackers manipulate the scan cycle of PLCs to
ignore the changes in water turbidity. Similarly, attackers change the I/O values of the
PLCs to reduce the dosage of ozone and chlorine. For the attack to be successful, attackers
need to have acquired a deep knowledge of the process, and to know which values have
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to be changed and which PLCs should get targeted by the RCE exploit. Detection of such
attack will be extremely hard, even in presence of integrity check procedures, since the
logic the PLCs run will look unaltered.
• Attack path 4 In the fourth attack path we present a different type of water poisoning,
consisting of altering the water pH level. We have to mention that this kind of poisoning
would not have consequences on the health of end users, but would have financial and
reputation consequences. In fact, while the increase or decrease of the water pH level
cannot be significant enough to harm humans because of the volume of water involved,
utilities must keep the pH level within boundaries specified in Service Level Agreements
(SLAs) because of the use of water in chemical industries which need stabilized pH level.
Also, water with a low enough pH for a long period of time would decrease the life time
of the pipes in the distribution network because of corrosion.
In this attack we assume that because of unauthenticated protocols used for the SCADA
server and engineering computers to PLC communications, attackers can continuously
overwrite the PLC variables reporting pH sensors readings. As a result, the PLCs logic
will be faked in order to take the wrong actions agains changes in the water pH level. To
increase the pH level, attackers will fake pH sensor readings with a level lower than the
actual one. As a consequence, the PLC logic will cause the release of calcium in the water
(e.g., during flocculation) to correct the supposedly low pH level. To obtain a lower-thanallowed pH level, attackers have to rely on the assumption that water at the source is more
acid than what SLAs allow (e.g., rain water has a pH level of around 5), since there is no
injection of acid substances in the water purification process, while chemical compounds
such as chlorine (in disinfection) or calcium (in flocculation) will increase the water pH
level. If water at the source is too acid, then attackers can alter the pH measurements,
making them appear normal, in order to trick the PLC logic and prevent the release of
calcium in the water to correct the pH level.
Similar the the previous attack, the attacker in the third path will remain hidden. The only
thing the attacker has to do is to manipulate the turbidity censor or pH readings with an attack
(we will discuss about it in Chapter 5) and reduce the dosage of the chlorine or ozone injected
to the water.

3.3

Conclusion

In this Chapter, we tried to discuss multiple possible paths an attacker can choose in a SCADA
domain to carry out his attack in an OT domain. For demonstration, we investigated the physical industrial process in water distribution and a water purification plant. Based on the information gathered in our investigation [157] we investigate all possible generic paths to cause
two severe attacks: A. cause an explosion in a water distribution network pipes using water
hammer attack and B. contaminating water purified in a purification plant utility. In the next
chapter we will discuss how an attacker can use a new technique to remain stealth while car32
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rying attack against OT domain and in the same time bypass all existing Host-based Intrusion
Detection System (HIDS) in an ECS.
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Chapter 4
Evading Emulation-based Network
Intrusion Detection Systems
There is no security on this earth; there
is only opportunity.
Douglas MacArthur

4.1

Introduction

Emulation-based network intrusion detection systems (EBNIDSs) were introduced by Polychronakis et al.[151] to identify the presence of (possibly polymorphic) shellcode in network
communication. The original motivation for introducing a new kind of NIDS was to overcome
the limits of signature-based NIDSs, which by definition can identify only known shellcodes
and are easily circumventable, e.g., by using polymorphism.
The main idea behind EBNIDSs is to check whether a given payload is actually malicious by
trying to execute it in an instrumented environment and determining whether the execution
is possible and shows signs of being malicious. EBNIDSs work by turning the payload of a
suspected network flow into a sequence of instructions and by simulating these instructions
to determine what they actually do. The resulting behavior is then analyzed with the help of
specific heuristics.
Since the introduction of EBNIDSs, we have seen growing interest in this field, with a number of new proposals introduced over a relatively short time span [66, 92, 153, 155, 183, 189].
The importance of EBNIDSs for the purpose of this thesis lies in the fact that they can detect
encrypted shellcodes without relying on signatures, which on paper seems to be the perfect
solution for protecting ICS networks. To assess the appropriateness of EBNIDSs for protecting
ICS networks, in this chapter, we investigate the actual practical effectiveness of EBNIDSs, in
particular as follows:
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Figure 4.1: Overview of emulation-based intrusion detection system functionalities
• we illustrate how EBNIDSs work by introducing three abstraction layers that allow us to
describe all the approaches proposed so far.
• we investigate and question the actual effectiveness of EBNIDSs by providing evidence
that EBNIDSs have intrinsic limitations that make them evadable using standard coding
techniques.
To substantiate the second point, we introduce simple coding techniques to exploit the implementation and design limitations of EBNIDSs and show that they allow attackers to completely
evade state-of-the-art EBNIDSs. Finally, we prove that it is possible to write a shellcode that
evades EBNIDSs even in the presence of a (theoretically) more complete implementation of the
pre-processor and the emulator. In particular, we show that it is still possible to evade both the
emulation phase and the heuristics engine of EBNIDSs. These evasion techniques do not leverage the implementation bugs of EBNIDSs (e.g., instruction set support) but exploit limitations
in the concept of emulation and in the design of heuristics detection patterns.
We stress that we do not include in the research intrusion detection systems that rely on a
precise memory image of the target, such as Argos [155], because they are intrinsically different
from EBNIDSs; indeed, they are considered host-based (rather than network-based) NIDSs.

4.2

Detecting Shellcode on Emulation-Based NIDSs

In general, EBNIDSs detect encrypted shellcodes based on the following three steps: (1) preprocessing, (2) emulation and (3) heuristic-based detection (see Figure 4.1). We will now describe each of these steps in detail.
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4.2.1

Pre-processing

The main motivation for a pre-processing step is related to performance: emulation is resource
consuming, and it would not be feasible to emulate in real time all the possible sequences of
bytes extracted from the network. Therefore, the pre-processing step consists of inspecting
network traffic, extracting the subset of traffic to be further investigated and transforming (disassembling) it into an emulatable sequence of bytes. Disassembly refers to a technique through
which machine instructions are extracted from the network streams. Zhang et. al. [223] propose a technique to identify which subset(s) of a network flow may contain shellcode by using
static analysis. The proposed technique works by scanning network traffic for the presence of
a decryption routine, which is part of any polymorphic shellcode. The authors assume that any
shellcode must at some point use some form of GetPC instruction (such as CALL or FNSTENV)
in order to discover its location in memory. There is only a limited amount of ways to obtain
the value of the program counter, and by means of static analysis, the seeding instructions for
the GetPC code (e.g., CALL or FNSTENV instructions) are identified and flagged as the start
of a possible shellcode. Although some of the early EBNIDSs (e.g., the approach proposed by
Polychronakis et. al. [151]) do not implement the pre-processing step, follow-up extensions all
include some form of pre-processing.

4.2.2

Emulation

The emulation step consists of running potential shellcode in an emulated and instrumented
CPU or operating system environment. Instrumentation allows tracking of the behavior of
the emulated CPU during execution. In order to allow the inspection of traffic in real time,
emulation is constrained by execution time, which compromises the implementation of emulators. Software-based emulators generally support only a subset of all hardware-supported
instructions for a restricted number of hardware architectures. As an example, the approaches
proposed by Polychronakis et. al. in [151, 152] support a subset of x86 instructions that do not
include floating point (FPU), MMX, and SSE instructions, which are commonly available in
modern CPUs or GPUs. In addition, the emulator does not know about the execution environment of the potential target of the shellcode (i.e., the machine on which the shellcode could
run). For these reasons, it is not always possible to reliably emulate all shellcodes. To overcome this problem, Polychronakis et. al. propose to employ a generic memory image [153]. By
means of the generic memory image, the emulator can read and jump to generic data structures
and system calls, but still with no guarantee that the values present at certain locations in the
memory will correspond to the values in the target memory.

4.2.3

Heuristic-Based Detection

The heuristic-based detection step consists of examining the execution trace produced by the
emulator searching for known patterns of shellcode execution. If such patterns are found, the
suspected network data are flagged as a shellcode, and an alert can be generated by the EBNIDS.
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Three basic heuristics have been proposed over time to identify patterns of polymorphic shellcode in execution traces (see[151, 152]):
1. GetPC code: any shellcode must at some point obtain its own address in memory to
read its own body and obtain environmental information since such information cannot
be known prior to execution. This procedure is known as GetPC code. In its simplest
form, the GetPC code consists of invoking CALL or FSTENV instructions. A heuristic to
detect shellcode using GetPC code is built by searching for the GetPC seeding instructions
and then ensuring the termination of the execution trace of the code emulated starting
from the GetPC instructions.
2. Payload read: the decryption routine of polymorphic shellcode needs a large number of
memory accesses to read the encrypted payload. On the other hand, non-malicious code
shows a limited frequency of unique memory reads. A heuristic to detect polymorphic
shellcode is built by observing in an execution trace some form of GetPC code followed
by a number of unique memory reads that exceed a so-called payload reads threshold
(PRT ).
3. WX instructions: the decryption routine of polymorphic shellcode must write the decrypted instructions to memory. Executed instructions residing at memory addresses that
were previously written are called WX instructions (write-execute instructions). A decrypted shellcode consists of such WX instructions, which may be allocated in a different
memory area than that of the encrypted shellcode. A heuristic to detect polymorphic
shellcode based on these observations consists of checking whether, at the end of an
execution trace, the emulator has performed W unique writes and has executed X WX
instructions, in which case the payload is flagged as a non-self-contained polymorphic
shellcode.
An extended set of heuristics is proposed in [153] to identify the presence of shellcode in
arbitrary data streams. These runtime heuristics (which cover only Windows shellcodes) are
based on “fundamental machine-level operations that are inescapably performed by different
shellcode types” and are implemented in a prototype called Gene. Each runtime heuristic in
Gene is composed of several conditions that should all be satisfied in the specified order during
the execution of the code for the heuristic to yield true.
1. Kernel32.dll base address resolution: most shellcodes require interaction with the
OS through the system call interface or user-level API. In order to call an API function,
the shellcode must first find its absolute address in the address space of the process. Kernel32.dll provides two functions (LoadLibrary and GetProcAddress) for this. Thus, a common fundamental operation in all the above cases is that the shellcode must first locate
the base address of kernel32.dll. Gene has heuristics that recognize two methods (using
the process environment block or backwards searching) of obtaining the kernel32.dll base
address. This particular heuristics focuses on behavior specific to Windows shellcode.
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2. SEH-based GetPC code: when an exception occurs, the system generates an exception
record that contains the information needed to handle it. In particular, the exception
record contains the program counter (PC) value at the time that the exception was triggered. This information is stored on the stack. A shellcode can register a custom exception handler, trigger an exception, and then extract the absolute memory address of the
faulting instruction. Gene has a heuristic that detects any shellcode installing a custom
exception handler, including polymorphic shellcode that uses SEH-based GetPC code.
3. Process memory scanning: some software vulnerabilities allow only a limited amount
of code to be injected, usually not enough for a fully functional shellcode. In most cases,
though, the attacker has the ability to deploy a second, much larger payload that will be
stored at a random memory location (e.g., in a buffer allocated in the heap). The (firststage) shellcode then needs to scan the address space of the process and search for the
second-stage shellcode (also known as the egg), which can be identified by a long-enough
characteristic byte sequence. This type of first-stage payload is known as egg-hunt shellcode. Blindly searching the memory of a process in a reliable way requires a method of
determining whether a given memory address is valid and readable. Gene has a heuristic
that recognizes shellcode attempts to retrieve information about paged memory through
structured exception handler (SEH) and syscall-based scanning methods.

4.3

Evading EBNIDSs

In this section we present a number of evasion techniques that can be applied to ensure that
polymorphic shellcodes are not detected by state-of-the-art EBNIDSs. We present the evasion
techniques based on the type of weakness in an EBNIDS that we exploit to avoid detection. We
identify two types of weaknesses: (1) implementation limitations and (2) intrinsic limitations.
While we acknowledge that the first type of weakness could be mitigated by investing more
time and resources in the implementation of the EBNIDS (e.g., by a major security vendor),
we believe that intrinsic limitations cannot be permanently fixed with the current design of
EBNIDSs: There will always be an emulation gap that can be exploited to avoid detection. Given
a target system T and an emulator E (integrated into the EBNIDS) seeking to emulate T, the
emulation fidelity is determined by E’s capacity to a) behave as T (e.g., by ensuring that CPU
instructions behave the same way or the same API calls are available) and b) have the same
context as T at any given moment (e.g., the same memory image, CPU state, and user-dependent
information). We define the emulation gap as the behavior or information present in T but not
in E. An attacker who is aware of this gap can use it to construct shellcode (e.g., an encoder),
integrating this information in such a way that the shellcode will run correctly on T but not on
E and thus avoiding detection.
We conduct a series of practical tests consisting of implementing the different evasion techniques1 and testing whether state-of-the-art EBNIDSs are capable of detection. These tests will
also indicate the feasibility of implementing the different evasion techniques. We select Libemu
1

The authors plan to release all the implemented techniques as Metasploit plugins.
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and Nemu as our test EBNIDSs because they are broadly used as detection mechanisms as part
of large honeynet projects [96, 127].
Libemu [19] is a library that offers basic x86 emulation and shellcode detection using GetPC
heuristics. It is designed to be used within network intrusion prevention/detection and honeypots. The detection algorithm of Libemu is implemented by iteratively executing the preprocessing, emulation and heuristic-based detection steps for each instruction, starting from
an entry point identified by GetPC code seeding instructions. This process resembles the typical fetch-decode-execute cycle of real CPUs. Instruction decoding is handled by the libdasm
disassembly library, while the emulation and heuristic-based detection steps are the core of the
library implementation. We use Libemu in its default configuration, in which shellcodes are
detected only by means of the GetPC code heuristic described in section 4.2. We download
Libemu (version 0.2.0) from the official project website and use the pylibemu wrapper to feed
our shellcodes to the EBNIDS.
Nemu is a stand-alone detector with the built-in capability to process network traces both
online and offline (e.g., from PCAP traces) as well as raw binary data to detect shellcode. Similar to Libemu, the detection algorithm of Nemu is implemented iteratively by applying preprocessing, emulation and heuristic-based detection for each instruction. In addition, in this
case, instruction decoding is handled by the libdasm disassembly library, while the emulation
and heuristic-based detection steps are the core of the tool implementation. We received Nemu
from the author in 2014. When carrying out our tests, we noted that the version of Nemu that
we received includes all the heuristics described in section 4.2 except the one for detecting WX
instructions and also includes the additional heuristics related to resolving the kernel32.dll address and SEH-based GetPC code introduced in Gene [153]. The author confirms our findings.
In more detail, a GetPC code heuristic is first used to determine the entry point of the shellcode.
During emulation, eight individual heuristics detect kernel32.dll base address resolution (seven
targeting the process environment block resolution method and one targeting the backward
searching resolution method), and one heuristic detects self-modifying code using the payload
read threshold. Finally, a combination of the process memory scanning and SEH-based GetPC
heuristics is used after detection as a second-stage mechanism to reduce the number of false
positives.
To verify our evasion techniques, we first collect a set of samples that trigger the detection of both Libemu and Nemu. For Libemu, we create a simple shellcode consisting of GetPC
instructions followed by a number of NOP instructions. For Nemu, we use eight shellcodes
provided by the author as sanity tests, each triggering one of the kernel32.dll heuristics. In
addition, we write a simple self-modifying shellcode to trigger the payload read heuristic. To
do so, we encode a plain shellcode by XORing it with a random key and prepending a decoder
that first performs a GetPC and then extracts the encoded payload on the stack and executes it.
We then verify that both Libemu and Nemu can detect the shellcodes we created.
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4.3.1

Evasions Exploiting Implementation Limitations

Limitations of the Pre-processor Implementation
In most EBNIDSs, static analysis is applied in the pre-processing step to determine which sequences of bytes should be emulated [183, 189, 223]. This approach makes these EBNIDSs susceptible to anti-disassembly techniques aimed at preventing the pre-processor from correctly
decoding the shellcode instructions.
For example, the EBNIDS presented in [223] proposes a hybrid approach that first uses static
techniques to detect a form of GetPC code and then applies two-way traversal and backward
data-flow analysis to pinpoint likely decryption routines that are then passed on to an emulator. Based on this approach, disassembly starts from the GetPC seeding instruction, and upon
encountering an instruction that could indicate conditional branching or memory-writing behaviors, backward data-flow analysis is applied to obtain an instruction chain that fills in all the
required variables. Conditional branching, self-modifying code and indirect addressing (using
runtime-generated values) can be used to prevent this process from succeeding.
Although the authors state that self-modifying code or indirect addressing is unlikely to
appear before the GetPC code (since this would require a base address for referencing), we
argue that this is not the case. First, it is possible for an attacker to construct the shellcode on the
stack in a dynamic fashion, including the GetPC code. Second, the attacker can avoid the GetPC
seeding instructions altogether and construct the entire shellcode on the stack. This approach
would require a full emulation for detection, since it would be unfeasible to statically detect
GetPC seeding instructions contained in a self-modifying code, especially if the instructions are
encoded using a randomized key. In the absence of the capacity to detect seeding instructions,
subsequent analysis will fail as well.
Based on these observations, we create a shellcode encoder that consists of XORing the
shellcode with a random key and prepending a decoder armored with anti-disassembly GetPC
code. To build the anti-disassembly GetPC code, we adapt four existing techniques proposed
by Branco et. al. [32] and Sikorski et. al. [185] for preventing malware analysis:
1. Use of garbage bytes and opaque predicates: the insertion of garbage bytes after the socalled opaque predicate instructions confuses some disassemblers into taking the bytes
immediately after such an instruction as the starting point of the next instruction. Opaque
predicates are logical tautologies or contradictions that are constructed in such a way
that their nature cannot be easily determined without evaluating them. For example,
(GetUserID() xor 0x0A0A) is opaque for any evaluation of it that does not know the result
of GetUserID() beforehand, and an attacker can construct this when specifically targeting
a user with id 0x0A0A.
2. Flow redirection to the middle of an instruction: certain instructions are crafted to contain
other instructions in the middle of their opcodes. During execution, the code flow is redirected to the middle of the instructions to execute those “hidden” inside. This approach
requires full emulation for proper disassembly.
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Garbage Byte
Nemu 9/9
Libemu 0/1

Flow Redirect Push/Pop Math Code Transposition
9/9
8/9
8/9
1/1
0/1
1/1

Table 4.1: Anti-disassembly techniques detection rate
3. Push/pop-math stack-constructed shellcode: instead of executing instructions directly, the
opcodes are XORed with a static value and pushed onto the stack, and control is transferred to the stack. Thus, full emulation is required to obtain the instructions.
4. Code transposition: a piece of code is split into separate parts and rearranged in a random
order, tied together with several jumps. In addition, instead of returning to the original
destination of a call operation (a characteristic of GetPC code), the destination pushed
onto the stack by the call operation is modified by the appropriate offset.
We evaluate these anti-disassembly techniques against Nemu and Libemu by encoding our
test shellcodes with the anti-disassembly encoder described above. If the anti-disassembly encoder works, the pre-processor cannot correctly identify the GetPC code, and the shellcode
analysis will stop without triggering alerts.
Table 4.1 shows the results of the tests. While we could bypass Libemu using garbage bytes
and push/pop math techniques, Nemu has better detection in most cases, with the only successful evasion technique being code transposition and push/pop math in one case. We believe
this success occurred because Nemu did not properly disassemble all the instructions of our
armored decoder. This failure impacts the emulation of such instructions, eventually preventing the correct execution of the decoding routine. As a result, the decoded shellcode cannot
be completely emulated, which causes the failure of heuristics that require the observation of
a large number of instructions to trigger. However, we consider this case exceptional, and in
general, we conclude that the evasion techniques were ineffective against Nemu.
Limitations of the Emulator Implementation
Unsupported Instructions
Most EBNIDSs do not provide full emulation capabilities and emulate only a subset of the full
instruction set. For example, the approaches presented by Polychronakis et. al. in [151, 152] use
libdasm as a disassembler and implement a subset of the IA-32 instruction set, including most
general-purpose instructions but no FPU, MMX or SSE instructions.
It is possible for an attacker to construct a shellcode that incorporates instructions not covered by the limited emulators, therefore causing emulation to stop when such instructions are
encountered and thus preventing the heuristic-based detection. Additionally, it is possible to
use the results of non-emulated instructions as an integral part of a self-modifying routine.
In addition to emulating only a subset of the IA-32 instruction set, all emulators provide
only a subset of the complete system functionality, including syscall emulation, virtual memory and the presence of process images. These limitations in the implementation of system
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FPU FNSTENV FPU FNSAVE MMX SSE
Nemu
9/9
0/9
0/9
0/9
Libemu
1/1
0/1
0/1
0/1

OBSOL
0/9
0/1

Table 4.2: Unsupported instructions evasion detection rate
functionality emulation can be abused by an attacker in order to thwart successful emulation
and thus detection.
Based on these observations, we create a shellcode encoder that consists of XORing the
shellcode with a random key and prepending a decoder made with instructions that are not
supported by some types of emulators. In more detail, we create five versions of the decoder,
each using different types of instructions:
1. FPU instructions (using FNSTENV).
2. FPU instructions (using FNSAVE).
3. MMX instructions.
4. SSE instructions.
5. Instructions considered obsolete or undocumented by some disassemblers and emulators,
such as salc or xlatb instructions.
We evaluate these anti-disassembly techniques against Nemu and Libemu by encoding our
test shellcodes with the anti-disassembly encoder described above. If the encoder works, the
emulator cannot correctly execute the GetPC code, and the shellcode analysis will stop without
triggering alerts.
Table 4.2 summarizes the test results. With the FNSTENV FPU instruction as the only exception, all the other instruction sets prevented the emulator from successfully emulating the
decoder and detecting the shellcodes.
Emulator Detection
Emulator detection refers to a class of techniques that shellcodes can use to detect if they are
run within an emulator. This approach relies on certain behavioral quirks present in all available emulators. A good example of these quirks is the method proposed in [152], in which the
emulator initializes all eight of its general-purpose registers to hold the absolute address of the
first instruction of each execution chain. This method introduces a detection vector, since this
situation is highly unlikely to arise in a real-world scenario. While setting the stack pointer to
point to the beginning of the shellcode certainly does not affect its correct execution, the shellcode could include emulation detection tricks that check the stack data preceding the shellcode
(using the ESP as the base). The preceding data could be checked for valid stack frames or,
better yet, data known to reside on the stack of the vulnerable program. This check can be
performed through hardcoded addressing or through egg-hunting. The emulator would have
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Nemu
Libemu
native

Opaque instructions
6.80
44.07
0.148

Intensive loop
9.08
75.20
2.10

Integrated loop
37.81
173.49
0.30

RDA
52.90
177.56
0.68

Table 4.3: Difference in actual runtime (in milliseconds) between Nemu, Libemu and native
CPU.
to construct a legitimate program stack and mirror the vulnerable program to avoid detection.
A final limitation is that in various exploitation scenarios, including casual stack overflows, the
EBP registers are overwritten by the 4 bytes preceding the new instruction pointer, yet the emulator initializes EBP to hold the shellcode base address. In this way, an attacker could include
4 bytes crucial to the successful execution of the shellcode before the new instruction pointer
that the emulator would not properly handle. Research on emulator detection [78, 163] has
shown that even mature, well-developed and maintained system emulators often provide only
a subset of the functionality of the emulated platform or display behaviors that allow attackers
to detect their presence. The examples we provided in this chapter are specific to the tested
EBNIDS emulators, but the general principle is the same: any difference in the emulated environment compared with the target environment offers an attacker opportunities for evasion.
Since we are dealing with network-based IDSs, the emulator’s ability to completely mirror the
context part of the target environment in particular will be infeasible for scalability reasons.
We propose three techniques to detect that the shellcode is being executed in Libemu or
Nemu. In the case of Libemu, all general-purpose registers are initialized to the same value,
something that virtually never occurs in a genuine exploited process. In the case of Nemu,
all general-purpose registers are initialized to static values, even though the author mentions
that they are initialized to the address of the execution trace [153]. Additionally, for Nemu,
the CPUID instruction is decoded but not emulated. Usually, the CPUID instruction returns a
CPU vendor string in certain registers when called. Nemu does not set these registers, hence
providing a reliable opportunity for detection. The third technique against all types of emulators
is a timing attack. Since emulators perform more slowly than the actual CPU that they seek
to emulate, we can measure the timing difference for executing a series of instructions. We
implement a timing attack using relative performance (instead of absolute performance, which
is highly hardware dependent) and execute two series of instructions (a NOP loop vs. a more
intensive arithmetic loop) and take their ratio as a measure. In emulated environments, the
ratio will be far higher than in non-emulated environments. Table 4.3 shows an example of
the runtime difference between Nemu, Libemu and a native CPU when executing four different
types of operations (see section 4.3.2 for a description of the operations).
We create a shellcode encoder that consists of XORing the shellcode with a random key
and prepending a decoder armored with emulator detection code. Specifically, the value of the
decryption key is determined by the emulator detection code: if the shellcode is being emulated,
the key will be incorrect, and the decoding will fail. Both Libemu and Nemu are unable to detect
the modified shellcodes.
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Figure 4.2: SEH scanning technique for resolving the base address of kernel32.dll
Limitations of Existing Heuristics
Evasion of Kernel32.dll Base Address Resolution Heuristics
We design two techniques to bypass the kernel32.dll base address resolution heuristics of Nemu.
An attacker needs to use only one of the following techniques to bypass Nemu.
The first technique consists of walking the safe exception handler (SEH) chain until a pointer
to ntdll.dll is found (see Figure 4.2). We scan the entire stack until we find a frame with value
0xFFFFFFFF, which precedes the pointer to the OS SEH record lying in ntdll.dll. To ensure that
a valid OS SEH pointer is found (and not some random 0xFFFFFFFF value), we compare the
pointer value to the frame located 16 bytes away from it, which is always the return address of
the top stack frame. Depending on the Windows version, this address points either to ntdll.dll
or kernel32.dll. Once we find an address in ntdll.dll, we perform a backward scan from the
discovered location until we encounter the PE header structure. We recognize this structure
because its starting bytes are 0x4D, 0x5A (MZ in ASCII). The address of the PE header structure
is the base address of any mapped library. Therefore, we now have a pointer to the base address
of ntdll.dll. By using this information, we can call the LdrLoadDLL function inside ntdll.dll. We
use the LdrLoadDLL function to load kernel32.dll and from there call the LoadLibraryA function
inside kernel32.dll. It is worth mentioning that within different versions of the Windows OS,
the distance between functions is static (even in the case of enabled ASLR, which holds true for
all global return addresses).
The second technique works more reliably. In the x86 architecture, the EBP register points
to the current stack frame. Each stack frame starts with a pointer to the previous stack frame,
all the way to the top stack frame. In Windows, processes are created by the operating system
using the NtCreateProcess API, which stores a pointer to ntdll.dll on the top stack frame as the
return address. Therefore, by walking the stack frames from the current stack frame to the top
stack frame, we have a pointer to ntdll.dll. We use this information in the same way described
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for the previous technique.
We use these two techniques to create two shellcodes that call the LoadLibrary function
inside kernel32.dll and obtain the kernel32.dll base address. We then feed these shellcodes to
Nemu, which does not trigger an alert. The reason that Nemu fails in the detection is that none
of the eight different kernel32.dll base address resolution heuristics in Nemu trigger based on
the operations that we carry out. Specifically, we do not access any of the FS addresses (which
are Nemu triggers), we do not perform memory reads on kernel32.dll (which is also a trigger
for Nemu) and we do not access or modify any of the SEH handlers. Finally, we note that
Nemu does not even seem to properly implement stack frames. In fact, EBP always points to
unreadable memory.
Evasion of GetPC Code Heuristics
Both Libemu and Nemu use the GetPC code heuristic to identify a shellcode. Both Libemu
and Nemu approach GetPC code detection in the same way, by checking whether the program
counter is somehow stored in a memory location by means of a so-called seeding instruction
subsequently read from that memory location. In practice, this means scanning for seeding
instructions (for both systems, only CALL and FSTENV/FSAVE are considered seeding instructions), emulating the trace and determining whether the stored address is somehow read and
used.
We implement two different techniques to obtain the start address of the shellcode without
triggering these GetPC heuristics. Our first technique, called stack scanner, works only with exploits in which the shellcode ends up on the stack (and therefore is limited in scope). It works by
scanning upward from the stack pointer (into the used stack space) until a randomized marker
is recognized. When the randomized marker is recognized, its address is saved and serves as
the start address of the shellcode. The second technique, called stack constructor, works in all
exploit scenarios and involves converting any given payload to a stack-constructed payload.
The payload is divided into blocks of 4 bytes that are pushed onto the stack in reverse order before a jump is made to the ESP register (thus executing the instructions pushed onto the stack).
Since the shellcode is now located on the stack, the ESP register (which points to the top of the
stack) is also the current EIP; hence, we know the shellcode starting address without resorting
to any seeding instruction or reading a pushed/modified address from a memory location. We
use these two techniques to create two shellcodes capable of performing a GetPC operation.
We then feed these shellcodes to both Libemu and Nemu. As expected, none of them triggers
an alert.
Evasion of Payload Read Heuristics
Nemu includes a heuristic for detecting self-modifying code called payload read threshold
(PRT). The heuristic consists of imposing a threshold on the number of unique read operations executed by the payload combined with the presence of GetPC code. To circumvent this
heuristic, Bania et.al [22] propose to use syscalls to execute read operations instead of reading
directly in the payload shellcode. We implement a shellcode using this approach and note that
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although the technique has been public since 2009, the Nemu heuristic has not been updated
to detect it. Notably, Nemu has another heuristic that imposes a threshold on the number of
syscalls and could in principle be triggered when this kind of evasion is used. However, the
heuristic was designed to detect egg hunting; therefore, the threshold imposed on the number
of syscalls is far higher than the number of syscalls needed in the evasion payload. For this
reason, even this second heuristic is ineffective against our implementation.
Evasion of WX Instructions Heuristics
A threshold of WX instructions is proposed as a heuristic in [152]. When a given piece of
suspected input exceeds this threshold, a heuristic flag is triggered. As stated by Skape in [187],
virtual mapping can be used to circumvent this heuristic. This method involves mapping the
same physical address to two different virtual addresses, using one for writing operations and
the other for execution, thus disqualifying the code from being composed of WX instructions.
To be able to perform virtual mapping, the shellcode must invoke OS APIs, and this step could
trigger the kernel32.dll heuristic. However, an attacker can combine this technique with the
technique to resolve the kernel32.dll base address proposed above and thus avoid triggering
the corresponding heuristic.
Evasion of Process Memory Scanning Heuristics
An attacker could scan for a known fragment of instructions from the target code. Linn et. al. in
[125] already introduced an attack that scans for a 17-byte sequence that forms the first basic
block of the execve system call. Alternatively, an attacker could generate a hash and then iterate through the suitable code region and check the retrieved data against the hash. In this way,
an emulator would have to brute force the hash to determine what code fragment to prepare,
which cannot be done in a reasonable amount of time. Additionally, an attacker could construct
(part of) the decryption key from code fragments obtained through hash-based searching.

4.3.2

Evasions Exploiting on Intrinsic Limitations

Limitations of the Emulator
Fragmentation
So-called swarm or fragmentation attacks [44] are a class of attacks in which an attacker can
create the shellcode decoder in the target process memory space using multiple instances of
the attack, with each instance writing a small segment of the decoder at a designated location.
After building the decoder in this fashion, the last attack instance hijacks the control of the
attacked process to start the execution of the decoder while simultaneously including the shellcode cipher text. As such, swarm attacks could be considered a form of fragmented egg-hunting
attacks. Swarm attacks can defeat all three components of EBNIDSs. The task of conducting
static analysis for part of the decoder in the pre-processor stage would be severely complicated.
Additionally, due to the fact that there is no fully valid shellcode present in any of the attack
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instances, the emulator is never capable of emulating the decoder; hence, no heuristics are
triggered. Attackers should take care, however, to keep the attack instances small and/or polymorphic enough to avoid triggering signature matching. Swarm attacks present a challenge to
EBNIDSs but have the downside of being applicable only in specific exploitation scenarios (e.g.,
the application must keep all the different pieces of the shellcode in memory until the last piece
of the shellcode is sent). Because of this downside, we could not easily build a test to evaluate
this evasion technique.
Limitations of Faithful Emulation
Non-self-contained Shellcode
It is possible for a shellcode to use code or data of the target system as execution instructions
and hence to become dependent upon the state of the target machine. Such code is called nonself-contained and can involve the absence of classic heuristic triggers such as GetPC code or
payload reads. Such code poses a problem for EBNIDSs, which lack knowledge of the target machine state. Code that depends on a particular machine state for successful execution requires
not only full emulation of instructions but also access to a potentially unknown amount of
host-based information. While this might be relatively easy to implement in host-based IDSs,
for EBNIDSs, it is unscalable to retain up-to-date information about all possible target hosts
in a network. The approaches in [151, 152, 153, 183, 189, 223] are all susceptible to armoring
techniques involving some form of non-self-contained shellcode.
In addition, it is possible to generalize the principle of non-self-contained shellcode to the
idea of return-oriented programming (ROP). ROP involves re-using instructions or data in the
memory of the target application to compose an instruction sequence that performs the operations required by the attacker. Program data or code preceding a RET instruction is often
chained to execute the desired behavior. As such, an attacker can seek out a sequence of instructions terminated by a RET instruction and note their addresses. The actual shellcode would
then consist of a series of PUSH operations pushing these addresses onto the stack, followed
by a final RET transferring control to the first ROP-chain segment. Thus, the actual shellcode
transferred would not contain any of the malicious instructions that the attacker intends to
execute.
The increasing proliferation of randomization techniques complicates matters and potentially renders non-self-contained shellcode fragile, as mentioned in [223]. An example of these
techniques is address space layout randomization (ASLR), which randomizes the base address
of loaded libraries and position independent executables (PIEs), which are compiled to be executable regardless of the base address at which they are loaded and thus have a randomized
image base. ASLR is enabled by default in modern operating systems. This, however, presents
no problem when the ROP code is located in a program loaded at a static image base.
Even the latest efforts introduced in Nemu to address code reuse techniques in EBNIDSs
[152] are unable to fully cope with non-self-contained shellcode. Nemu is outfitted with the
program image of a real, albeit arbitrary, Windows process in order to enable more faithful
emulation. However, this solution only partially mitigates the problem, since attackers can
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craft shellcodes that target only a specific OS version (and, e.g., language pack) or a specific
application.
To test the performance of Libemu and Nemu in detecting non-self-contained shellcode, we
modify our test shellcodes by dynamically building the entire GetPC code and the shellcode
decoder out of ROP gadgets. Since these gadgets are present only at the target addresses on
particular versions of a system (e.g., they vary from OS versions, service packs and language
packs), any emulator that does not supply the correct image should not be able to execute this
code. The fact that addresses vary between versions does not constitute a problem, as addresses
are static within each version. An attacker could build a database of addresses with the desired
gadgets for each target platform, much as Metasploit modules often do. Since ASLR is enabled
in most operating systems for many libraries that are compiled with ASLR-compatible support,
we ensure shellcode stability by leveraging the fact that ASLR varies the base addresses but not
offsets of instructions from the base address. We therefore build a database of offsets, instead
of addresses, and have the shellcode resolve the base address of the target library first. We
gather the gadgets from ntdll.dll on x86 under Windows 7 and resolve the base address through
the stackframe-walking technique explained in section 4.3.1 to avoid triggering heuristics. We
gather these gadgets using the RP++ tool [7]. It should be noted that our shellcode does not fully
consist of ROP gadgets (only the GetPC and decoder stub); therefore, the shellcode still faces
traditional difficulties when dealing with an ASLR+DEP-protected system. However, though
most major applications and system libraries are compiled with ASLR support, this is not always
the case, and an attacker can often still rely on static addresses from either the non-ASLRenabled target application image itself or libraries compiled without ASLR support loaded by the
target application. To bypass ASLR/DEP, our shellcode would need to be modified by having the
address-resolving stub consist of ROP gadgets located in a non-ASLR-enabled image or library
and subsequent ROP gadgets derived from offsets to the resolved base address or by resolving
the library base address by using the SEH walk technique described in section 4.3.1. We found
that neither Libemu nor Nemu was capable of detecting our non-self-contained shellcode. In
principle, recent approaches proposed for detecting ROP-based shellcode [154] could be more
effective than Nemu and Libemu in detecting our bypasses. However, the open question of
verifying the effectiveness of such new approaches still remains.
Execution Threshold
Real-time intrusion detection imposes the need to evaluate whether input is malicious within
a reasonable amount of time. Shellcodes that take a large amount of time to be emulated pose
a problem. Long loops have long been used as an anti-debugging technique, and some of the
detection techniques [151, 153, 189] use infinite loop detection and smashing or pruning to
reduce the impact of execution threshold exceeding code. However, it is possible to employ
techniques that force any emulator to spend a certain amount of time before being able to
execute the actual shellcode.
One such technique is the use of random decryption algorithms (RDAs), as described by
Kharn [111]. RDAs essentially employ encryption routines without supplying the decryption
key and force the self-decrypting code to perform a brute-force attack on itself, thus creating a
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time-consuming decryption loop. An attacker could employ strong cryptographic algorithms
and use a reduced key space that can be brute forced in a timeframe that is acceptable for
execution but not for detection. A more sophisticated approach, albeit a more complex and
implementationally limited one, is the use of time-lock puzzles (TLPs) [140, 167]. TLPs are
cryptographic problems consisting of a cipher text encrypted using a strong cipher and a puzzle that requires a series of sequential, non-parallelizable operations to retrieve the key. The
authors of EBNIDS approaches almost invariably state that if attackers start to employ evasion
techniques aimed at exceeding execution thresholds, their method would still be useful as a
first-stage anomaly detector since the appearance of loops exceeding the threshold in random
code is rare. However, even if all streams exceeding execution thresholds were passed on to a
second-stage analysis engine, the problem of having to perform unacceptably time-consuming
operations remains, forbidding analysis by second-stage engines as well and leaving undecided
the question of whether the examined code is malicious.
We modify our test shellcodes to evade EBNIDSs by exceeding their execution thresholds
based on four techniques:
1. Opaque loops: we generate a loop that takes a long time to perform seemingly necessary operations (such as the calculation of certain values for code-branching operations
used later), while in reality, the checks and calculation it performs are so-called opaque
predicates (i.e., they always result in the same value and code flow). Preceding the GetPC
stub and decoder with such a loop allows ’linear’ emulators to time out before they can
reach the triggering code.
2. Intensive loops: similar to opaque loops, intensive loops employ instructions (e.g., FPU
or MMX instructions) that are costly to emulate because they take a longer time to execute
in an emulated environment than on the target host. Again, this loop is prepended to the
actual payload.
3. Integrated loops: in contrast to opaque and intensive loops, the behavior of this stalling
code is actually required for proper execution of the payload. The encoder key and the
instructions of the GetPC code are split up in a loop-based calculation that takes a long
time. The shellcode will have to execute this code to obtain the key for proper decryption
of the payload as well as the instructions of the GetPC code.
4. Random decryption algorithm: in this technique, the payload is encrypted with a
random key. The shellcode attempts to brute force the key and, after each attempt, checks
the decrypted body against a hash value. The original RDA implementation [111] still
needs plain-text GetPC code to determine the address of the encrypted payload body. In
our implementation, we generate a second RDA key, XOR the GetPC instructions with
the key and modify the decoder to first decrypt the GetPC as well.
Table 4.4 shows the results of our tests. Libemu cannot detect any of the modified shellcodes.
However, the shellcodes modified with the first two techniques (opaque and intensive loops)
could all be detected by Nemu. This finding is expected and is due to the fact that Nemu searches
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Nemu
Libemu

Opaque loop
9/9
0/1

Intensive loop
9/9
0/1

Integrated loop
0/9
0/1

RDA
0/9
0/1

Table 4.4: Detection of execution threshold evasion techniques against Libemu and Nemu
for potential shellcode entry points at every byte position within a payload, and the execution
of the stalling code is not required for the execution of the shellcodes. However, by examining
the source code, we observe that Libemu should apply the same technique and therefore should
in principle be able to detect the same shellcodes. We believe the failure in detection has to do
with an implementation issue that is unrelated to the concept of an execution threshold. None
of the shellcodes modified with the integrated loops and RDA techniques are detected since the
proper execution of the shellcode depends on the results of the execution of the stalling code.
Context keying
Information about the target host can be used as a cryptographic key to encrypt and decrypt the
shellcode. This technique is known as context-keyed payload encoding (CKPE) armoring and
has been proposed by Aycock et. al. to prevent the analysis of malware [87]. EBNIDS approaches
[151, 152, 153, 183, 189, 223] are susceptible to evasion through CKPE armoring. The benefits
of CKPE, compared to non-self-contained shellcode, are greater stability, lower complexity and
less effort on the part of the attacker.
Proper use of CKPE prohibits successful emulation of the shellcode by the EBNIDS and thus
reduces the problem of evasion to ensure that the CKPE routine remains undetected. Strong
CKPE armoring involves producing a polymorphic key generator stub and decoder as well as
avoiding the use of traditional hallmarks of self-decoding shellcode such as GetPC code or WX
instructions. A context-based payload encoder is available in the Metasploit framework. Unfortunately, the Metasploit CKPE encoder can be detected by EBNIDSs since it includes GetPC
code in the generated shellcode.
We improve the Metasploit CKPE encoder by adding a non-cryptographically secure hashing function that generates a hash based on the key and XORs 4 bytes of GetPC code with it
before pushing it to the stack and transferring control to it. In this way, the GetPC code is
executed only if the key extracted by the system (which depends on context) hashes to the
right value. We use CPUID information, values present at static memory addresses, system
time and file information for context-dependent key generation in our tests as keys with which
we encode our test shellcodes. Both Libemu and Nemu are not capable of detecting any of the
modified shellcodes.
Hash armoring
A special case of CKPE is hash armoring [18]. Hash armoring uses a cryptographic hash function with a context-based key to hash an (arbitrary) salt. The technique consists of checking
whether the resultant hash value for a given salt contains the instructions to be armored (called
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the run). Given a run, the armoring routine brute forces all possible salts until a suitable hash
is found, returning the positions between which the run is located to the hash together with
the salt to form a triple. This technique is repeated for the entire malicious body, resulting in
a collection of such triples. The unarmoring routine simply obtains the context-based key (in
the correct environment) and concatenates the salt, generating the hash and extracting the run.
The process is repeated for all triples, thus (re)generating the original shellcode.
We implement this technique by creating a modified version of the context CPUID Metasploit key generator stub with modified GetPC code, similar to our CKPE implementation. The
unarmoring routine consists of extracting the runs from the hashes obtained by combining the
extracted context key with the information in the triples. Similar to the method we used for
context keying, we use CPUID information, values present at static memory addresses, system time and file information as context keys with which we armor our test shellcodes. Both
Libemu and Nemu are not capable of detecting any of the modified shellcodes.

4.4

Conclusions

In this chapter, we have shown how EBNIDSs work, and we have demonstrated that they suffer
from important limitations. In particular, we have shown that all three steps of emulation-based
detection (namely, pre-processing, emulation, and heuristic-based detection) have limitations
that make it relatively simple for an attacker to circumvent detection. We tested two common
EBNIDSs for a proof of concept, and the tests showed that it is possible to evade both systems
in all the detection steps.
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Chapter 5
New Class of Attacks on ECSs
Insecurity by design is not a
vulnerability.
Anonymous

5.1

Preface

In the previous chapter, we discussed the effectiveness of emulation-based network intrusion
detection systems (EBNIDSs). In this chapter, we go one more layer down and discuss the
effectiveness of existing host-based intrusion detection systems (HIDSs) that are applicable to
ECS devices.
Therefore, in this chapter, we introduce a new class of attack that targets specifically designed ECS devices and exploits their lack of certain hardware features. This new class of attack
bypasses all existing HIDSs to stealthily manipulate physical processes controlled by ECSs.

5.2

Introduction

Embedded systems are often employed in mission-critical systems that must be both reliable
and secure. In particular, it is important that their input/output (I/O) is stable and secure [114],
as this is the way they interact with the outside world.
Digging into their architecture, we know that the I/O interfaces of embedded systems (e.g.,
GPIO, SCI, USB), are usually controlled by a so-called system on a chip (SoC), an integrated
circuit that combines multiple I/O interfaces. In turn, the pins in an SoC are managed by a
pin controller, a subsystem of the SoC through which pin multiplexing or the input or output
mode of the pins can be configured. One of the most peculiar aspects of a pin controller is that
its behavior is determined by a set of registers: by altering these registers, one can dramatically change the behavior of the chip. This feature is exploitable by attackers, who can tamper
with the integrity or the availability of legitimate I/O operations, factually changing how an
embedded system interacts with the outside world.
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Based on these observations, in this chapter, we introduce a novel attack technique against
embedded systems, which we call a pin control attack. As we demonstrate in the chapter, the
salient features of this new class of attacks are as follows:
First, the attack is intrinsically stealth. The alteration of the pin configuration does not generate any interrupt, thus preventing the OS from reacting to it. Second, it is entirely different in
execution from traditional techniques, such as the manipulation of kernel structures or system
call hooking, which are typically monitored by anti-rootkit protection systems. Finally, it is
viable. It is possible to build a concrete attack using it.
To demonstrate these points, in section 5.3, we describe the state of the art of attacks against
and defenses for embedded devices. We then discuss the parameters of an applicable hostbased defensive solution for PLCs in Section 5.4. In section 5.5, we describe a methodology for
bypassing two defensive solutions for embedded devices.
We demonstrate the attack capabilities offered by a pin control attack, together with the
minimal requirements for carrying out the attack, in section 5.7. We argue that the attack
capabilities include blocking communication with a peripheral device, causing physical damage
to the peripheral device and manipulating the values read or written by legitimate processes.
We show how pin control can be exploited when the attacker either does or does not have
kernel-level or root access.
To demonstrate the feasibility of our attack technique, in section 5.8, we describe the practical implementation of an attack against a programmable logic controller (PLC) environment by
exploiting the runtime configuration of the I/O pins used by the PLC to control a physical process. This approach allows the attacker to reliably take control of the physical process normally
managed by the PLC while remaining stealth to both the PLC runtime and the operators monitoring the process through a human-machine interface, a goal much more challenging than
simply disabling the process control capabilities of the PLC, which would be enough to lead
to potentially catastrophic consequences. The attack does not require modification of the PLC
logic (as proposed in other publications [130, 131]) or traditional kernel tampering or hooking
techniques, which are normally monitored by anti-rootkit tools.
We present two variations of the attack implementation. The first enables an extremely
reliable manipulation of the process at the cost of requiring root access. The second slightly
relaxes the requirement of reliable manipulation while enabling the manipulation to be achieved
without root access.
Finally, in section 5.8.6, we discuss potential mechanisms to detect/prevent pin configuration exploitation. Because the pin configuration occurs legitimately at runtime and owing to
the lack of proper interrupt notifications from the SoC, it seems nontrivial to devise monitoring techniques that are both reliable and sufficiently lightweight to be employed in embedded
systems.
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5.3
5.3.1

Background
Attack Techniques

The attack techniques used against embedded devices can be divided into three categories: (i)
firmware modification attacks, (ii) configuration manipulation attacks and (iii) control-flow attacks.
• Firmware modification attacks: in recent years, a number of firmware modification attacks against embedded devices have been researched and discussed. Cui et al. [51]
demonstrated how the HP-RFU firmware update protocol can be exploited to allow adversaries to inject malicious firmware into HP printers. Traynor et al. [199] showed how
to recursively compromise embedded devices and use them to create a network of malicious devices by manipulating their firmware. Wegner [209] demonstrated how to install
a backdoor into Siemens office telephone communication devices by exploiting a vulnerability in their firmware verification system. Basnight et al. [24] illustrated the feasibility
of executing arbitrary code in a PLC by exploiting the firmware update feature. Finally,
Peck et al. [147] showed how to exploit the Ethernet module of a PLC by uploading malicious firmware to it.
• Configuration manipulation attacks: these attacks allow an adversary to modify critical
configuration parameters of an embedded device to force it to misbehave. For example, an
anonymous security researcher with the nickname PT [158] demonstrated how to obtain
access to a private branch exchange (PBX), an embedded device used for telephone systems, by exploiting a vulnerability in the proprietary authentication protocol used by one
vendor. A special case of configuration manipulation attacks concerns programmable devices, such as PLCs. PLCs can be programmed to control a physical process by following
the logic specified by the user. In this case, the attack consists of uploading a malicious
logic to alter the manner in which the process is controlled. Falliere et al. [77] reported
that the Stuxnet malware was used to manipulate the logic of PLCs from a programming
station to subvert part of the uranium enrichment process at Natanz (Iran). In [130, 131],
McLaughlin et al. introduced two techniques for the dynamic generation of a malicious
PLC control logic. To the best of our knowledge, the techniques proposed by McLaughlin
et al. are, for the moment, limited in their practical applicability and have never been used
in real-world attacks.
• Control-flow attacks: in general, this category of attacks consists of manipulating the execution flow of a running process. This manipulation is typically achieved by exploiting
a stack/heap overflow or use-after-free vulnerability, which allows the execution of arbitrary code by an adversary. Jump- and return-oriented programming (JOP and ROP) are
considered control-flow attacks. Recent research has illustrated the possibility of controlflow attacks in embedded devices. For example, Beresford [26] presented multiple protocol vulnerabilities in Siemens PLCs that can allow an adversary to perform a remote code
execution attack. Wightman demonstrated that Schneider Electric PLCs are vulnerable
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to buffer overflow attacks [100, 211]. Heffner [143, 164, 165] presented multiple memory
corruption vulnerabilities in home routers.
Although several techniques have been proposed to detect or prevent control-flow attacks on general IT systems, this class of attacks remains one of the most dangerous.
Effective countermeasures that are simultaneously applicable in the domain and not circumventable by adversaries have yet to be developed. For example, Schuster et al. [176]
evaluated several detection techniques for control-flow attacks [40, 82, 144] and claimed
that attackers can bypass them using the code sequence within the executable modules of
the target program. Davi et al. [57] introduced several techniques for bypassing detection
techniques for control-flow attacks in multiple system security products [82, 133, 144].
Specifically, they showed not only that adversaries can find sufficient ROP gadgets within
a program’s binary code but also that by using long loops of NOP gadgets, they can create
a long gadget chain and thereby break detection mechanisms for control-flow attacks.

5.3.2

Detection Techniques

We distinguish three main categories of techniques that have been proposed in the literature
for host-based detection of attacks in embedded systems: (i) firmware integrity verification, (ii)
memory verification and (iii) control-flow integrity.
• Firmware integrity verification: verifying the integrity of firmware allows the detection
or prevention of firmware modification attacks. Such verification can be performed by
the host when storing new firmware or at runtime.
Adelstein et al. [14] introduced a firmware-signing method that consists of a “certifying
compiler” for firmware. The compiler allows the firmware to be verified by checking
certain properties of the execution flow, memory and stack integrity in the firmware at
runtime. Zhang et al. [219] introduced IOCheck, a framework to verify at runtime the
integrity of firmware and the I/O configuration of computer I/O peripherals. After a
(assumed trusted) BIOS boot, IOCheck leverages the system management mode of x86
CPU architectures to perform integrity checks that can be either executed at random
polling intervals or driven by specific events. Finally, Duflot et al. [65] introduced NAVIS,
a framework to detect firmware integrity manipulation in the memory of a network card
by inspecting the memory accesses performed by the NIC processor against a model of
expected behavior based on the memory layout profile of the adapter. A memory access
that is outside the NIC memory profile is interpreted as an attempt to manipulate the NIC
firmware.
• Memory verification: these techniques verify the integrity of executable code in memory
at runtime. The most common technique for memory verification is attestation, which is
used for low-power embedded devices.
Attestation is a challenge-response technique that allows an external application (the verifier) to verify the integrity of (parts of) the state of a system (the prover) against malicious
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modifications. Attestation techniques typically require the availability of dedicated hardware (e.g., a trusted platform module). However, because of the practical limitations of
embedded devices, certain works have focused on the development of purely softwarebased attestation techniques.
Seshadri et al. [181] introduced SWATT, a software-based attestation technique that can
remotely verify the runtime memory contents of embedded devices and discover malicious modifications. SWATT uses a challenge-response protocol to remotely control the
memory content of the embedded devices. LeMay et al. [122] proposed an ad hoc static
kernel for smart meters that can cryptographically sign every new firmware version uploaded to a device. The signature is sent to the verifier to attest that the current (and
previous) firmwares loaded on the smart meter are legitimate and integer. Armknecht
et al. [16] introduced a framework for evaluating the security of software-based remote
attestation techniques. The authors discussed the security properties of common basic
cryptographic functions, such as pseudo-random number generators (PRNGs) and hash
functions, when used for attestation purposes. They also discussed the possibility of leveraging time as a verification parameter to strengthen the security of an attestation scheme.
In an approach different from that of memory attestation frameworks, Cui et al. [50] proposed a new host-based deployment mechanism for embedded devices running operating
systems, which they called a symbiotic embedded machine, or symbiote. The mechanism
is specifically designed to inject intrusion detection functionality into the firmware of
such devices and to verify the integrity of the executable parts. A symbiote is a code
structure embedded in a piece of firmware that can closely co-exist with arbitrary host
executables in a mutually defensive arrangement, sharing computational resources with
its host while simultaneously protecting the host against exploitation and unauthorized
modification. The symbiote is embedded in a randomized fashion to protect itself from removal, and the execution context of the symbiote is separated from that of the operating
system to make it more resistant to adversaries. The authors demonstrated the deployment of a symbiote in the Cisco IOS firmware, with a low performance penalty and with
no impact on the router’s functionality. Symbiotes cannot continuously monitor the entire firmware but rather set specific watchpoints and monitor certain executable locations
of the firmware.
Reeves et al. [166] introduced a host-based intrusion detection system for embedded devices that leverages a built-in kernel tracing framework to identify anomalies in syscalls.
The system is constructed by learning, for each monitored syscall, a list of known good
source addresses. During detection, the system checks that when a certain syscall is invoked, the source of the call is on the safe list. Although its detection capabilities are
limited, the approach also imposes limited overhead on the system, which makes it suitable for deployment in embedded devices such as those used in power grids (RTUs, IEDs
and PLCs).
• Control-flow integrity:
Abad et al. [8] introduced a hardware-assisted CFI system for embedded devices. The sysEmbedded Control Systems Binary Security
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tem employs a dedicated hardware component to compare the control flow of the embedded device firmware at runtime to the CFG. The graph is constructed by disassembling the
binary of the application to be protected. However, the method proposed for constructing the CFG does not consider indirect control-flow transfers (e.g., indirect function calls);
therefore, the approach is incomplete and prone to certain types of control-flow attacks in
which the adversary manipulates the control flow of the target application by changing
the values of data memory areas. For example, the adversary may first spray the heap
memory with shellcode instructions and then overwrite the value of a function pointer to
point to a random heap address, which may contain the shellcode. Francillon et al. [81]
proposed a hardware-assisted protection mechanism for AVR microcontrollers against
control-flow attacks. The mechanism consists of separating the stack into a data stack
and a control stack. The control stack is hardware-protected against unintended or malicious modifications (i.e., those not performed by call or ret instructions). Finally, Davis
et al. [56] proposed a hardware-assisted CFI scheme that uses the hardware to confine
indirect calls. This CFI scheme is based on a state model and a per-function CFI labeling
approach. In particular, the CFI policies ensure that function returns can transfer control
only to active call sides (i.e., return landing pads of currently executing functions). Furthermore, indirect calls are restricted to targeting the beginning of a function, and finally,
behavioral heuristics are used to address indirect jumps. To the best of our knowledge,
no CFI system for ECSs exists in the literature.

5.4

Detection Mechanisms Applicable to PLCs

Not all of the defensive techniques described in Section 5.3.2 are practically applicable to embedded control devices such as PLCs. We consider five primary parameters to determine which
defensive solutions are, in fact, practical. These parameters are as follows:
• Designed for embedded systems running an OS: there is a group of embedded devices,
called low-end embedded devices, that do not have an operating system (OS). Devices
that run microcontroller-based processors (such as AVR or ATMEL) can be considered
low-end embedded devices. However, most ECS devices have a real OS. Therefore we
consider only approaches that target embedded devices with a real OS.
• No hardware modification: the performance limitations make it difficult to introduce a
complete host-based security mechanism for ECS. Most of the solutions described in section 5.3.2 attempt to overcome these limitations by first considering the hardware modifications of the embedded devices, thus making those solutions less attractive.
• No virtualization required: the majority of embedded processors do not support hardware virtualization. Therefore, any implementation that relies purely on virtualization
technologies cannot be considered a solid solution for ECSs.
• Limited performance overhead: As we discussed in section 1.5, ECS devices are extremely
heterogeneous in terms of processing power (which can be very low). Therefore, we
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do not accept protection mechanisms that induce significant memory or CPU overhead.
As observed by Szekeres et al. [195], protection mechanisms are likely to experience
widespread adoption if their average performance overhead is between 5% to 10%. Thus,
we consider 10% overhead the maximum acceptable performance overhead for applicable
protection mechanisms.
• Overhead based on worst-case scenario: as mentioned earlier, performance characteristics play a huge part in determining whether security mechanisms are likely to be
adopted. ECS devices usually have real-time constraints. Therefore, we consider not average performance overhead values but the worst-case overhead. If we consider only the
average performance overhead of a real-time ECS device, and it exceeds its average-case
overhead bounds during a process control operation, then the solution is unsuitable and
potentially dangerous for system availability. Therefore, it is essential to consider only
the worst-case overhead as an acceptable performance overhead in an ECS.
Based on the parameters, we identify two host-based detection mechanisms that, unlike
most of the techniques described in section 5.3.2, possess both of the desired qualifications.
These host-based detection systems are Autoscopy Jr. [166] and Doppelganger [50].
These solutions are practically applicable, and because of their practical approach, they
were adopted in the industry immediately upon their introduction [49, 166]. However, these
approaches also exhibit certain weaknesses. Understanding these weaknesses assists us in designing better host-based solutions for embedded devices.
• Autoscopy Jr.: Autoscopy Jr. is a kernel control-flow monitoring system that searches
for control-flow anomalies caused by function hooking in the kernel [166]. Autoscopy
Jr. incurs only 5% CPU overhead, which is a significant achievement for a host-based
detection system for embedded devices. Autoscopy Jr. specifically searches for kernel
attacks in which the malicious code manipulates a function pointer. When a process
calls a function with a manipulated pointer, the call is diverted to the malicious function
instead of a legitimate one. The malicious function can then decide either to never call the
original function or to call the legitimate function with a manipulated input. Autoscopy
Jr. operates in two phases:
1. Learning phase: in the learning phase, Autoscopy Jr. installs a character device
driver that allows it to access the kernel memory by invoking ioctl(). Next, Autoscopy Jr. uses the device driver to monitor direct and indirect function calls and
their corresponding return addresses. Afterward, it saves the return addresses of
these functions, with certain runtime information (such as function arguments), to
a data structure called the trusted location list (TLL). It then uses the TLL during the
detection phase.
2. Detection phase: during the detection phase, Autoscopy Jr. uses the previously installed device driver to monitor function calls. When a function that is listed in TLL
is called, Autoscopy Jr. verifies the function address against the TLL entry for the
same function. If the function address is not found in the TLL, it generates an alert.
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Figure 5.1: Structure of embedded device firmware controlled by Doppelganger
• Doppelganger: Doppelganger is a host-based intrusion detection solution for embedded
devices. It can detect both kernel- and application-level attacks in embedded devices.
Doppelganger first analyzes the firmware of the embedded device to detect live code regions therein. Live code regions are executable parts of the firmware. Once Doppelganger
detects the executable area of the memory, it randomly inserts its symbiotes (watchpoints)
into the detected live code areas. Doppelganger symbiotes contain a CRC32 checksum of
the randomly selected live code regions.
Doppelganger adds its symbiote manager at the beginning of the firmware. The symbiote
manager can be regarded as a debugger that runs the firmware of the embedded system.
The symbiote manager causes Doppelganger to run in a different context of the OS to
make it resistant to attacks against its runtime. During the firmware execution, every
time the symbiote manager detects a symbiote in memory, it stops the execution process
(treating it as a breakpoint) and compares the current CRC32 checksum of the memory
area with the symbiote checksum. If the checksum does not match, Doppelganger considers this finding evidence of a code modification attack and does not allow the processor to
continue running the code. Figure 5.1 depicts the structure of embedded device firmware
consisting of a symbiote manager and symbiotes.

5.5

Methodology for Evading Defensive Mechanisms

Both Autoscopy Jr. and Doppelganger provide practical host-based intrusion detection mechanisms for embedded devices with little performance overhead that can be applied to PLCs.
Autoscopy Jr. detects kernel control-flow violations, and Doppelganger detects code modifications at runtime. However, both the Autoscopy Jr. and Doppelganger approaches suffer from
certain shortcomings. These shortcomings can be divided into three types, each of which applies to at least one of the two approaches.
• Static referencing: both Autoscopy Jr. and Doppelganger use static references to verify
the execution flow or the integrity of an executable code region. Static referencing is
comparable to signature-based approaches. If an attacker avoids the explicitly defined
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Figure 5.2: Typical function hooking
references, he can evade detection. The static references in Autoscopy Jr. are the entries
of the TLL. In Doppelganger, the static references are the symbiotes.
None of these references can be modified during runtime. Autoscopy Jr. requires an
additional learning phase to add more entries to the TLL, and Doppelganger requires the
recreation of the firmware to insert additional symbiotes. These requirements limit the
capabilities of both Doppelganger and Autoscopy Jr.: if an attacker inserts malicious code
into locations that are not considered among the static references, then this malicious
code cannot be detected.
• Function hooking: in general, there are two types of function hooks: code hooks and data
hooks [124, 205]. Both types of hooks are illustrated in Figure 5.2. In code hooking, an
attacker can divert function calls by modifying executable parts of the kernel, such as the
.text section. If the attacker wishes to hook the function call doWriteOperation(), as illustrated in Figure 5.2, he modifies the executable instructions that call doWriteOperation()
to instead call its hook.
In data hooking, the attacker does not manipulate executable instructions; instead, he
modifies the function pointers in the system call table (or similar tables, such as the system
service dispatch table) to call their hooks. The system call table consists of pointers to
system call functions. If an attacker modifies a function pointer, and that function is then
called by a process, the OS calls the hook function instead of the original function.
Unfortunately, Autoscopy Jr. detects only data hooks and is unable to prevent code hooking attacks. Moreover, because Autoscopy Jr.’s approach to detecting data hooking is not
complete, an attacker can define his own versions of functions and call them separately.
Autoscopy Jr. does not generate alerts for such unknown function calls since they are not
functions that are listed in the TLL.
• Dynamic memory: Doppelganger sets its watchpoints prior to execution in the static
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executable parts of the firmware to be protected. We can compare the Doppelganger
detection mechanism to code hooking detection mechanisms. Code hooking detection
mechanisms search for modifications in the static parts of a kernel or application. This
approach is very similar to that of Doppelganger. Since it monitors only the static executable parts of the memory, Doppelganger is vulnerable to dynamic memory modification attacks (e.g., heap overflows). Doppelganger cannot detect any attack originating
from dynamic memory.
The authors of Doppelganger claim that in their future research, it might be possible to
verify the integrity of dynamic memory. Although verifying the integrity of dynamic
memory might be possible, we argue that the detection mechanism they propose cannot
be extended to dynamic memory since it is based on static information (the CRC checksum of the memory area). Therefore, it is not a straightforward extension to also monitor
the content of dynamic memory.
Using a loadable kernel module (LKM) is one of the methods an attacker can use to gain
access to the kernel space to install a rootkit. The kernel uses vmalloc() to allocate
LKMs in the heap area of the memory, which is dynamic memory. This type of allocation
makes the executable instructions of a rootkit invisible to Doppelganger because it is not
searching in dynamic memory.
Doppelganger, in its current implementation, can be bypassed when an attacker inserts
malicious code into a part of the memory that contains dynamic contents. We call these
parts of the memory dynamic content memory.
Dynamic content memory regions are memory regions that are statically allocated but
whose contents can change dynamically. As a result, Doppelganger cannot create a
checksum of these memory regions. An example of dynamic content memory is threadlocal storage (TLS). At the beginning of the execution of a process, the OS allocates a fixed
chunk of memory for the TLS, but the TLS contents are used as dynamic content memory
for temporary variables and data during the process. If an attacker inserts malicious code
into the TLS and executes it from the TLS, Doppelganger will not be able to detect this
malicious code execution because of the dynamic nature of the TLS.
One might assume that a combination of Autoscopy Jr. and Doppelganger could provide
sufficient protection to detect both data hooking and code hooking. However, we have found
that it is possible to craft an attack that will go unnoticed even when the two approaches are
used in combination.

5.6

Pin Control in Embedded Systems

In an embedded SoC, pins are bases that are connected to the silicon chip. Each pin individually
and within the group is controlled by a specific electrical logic with a particular physical address
called a register. For example, ”output enabled” logic means that the pin is an output pin,
and ”input enabled” logic means that the pin is an input pin. In modern embedded systems,
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these logic registers are connected to ”register maps” within an SoC and can be referenced by
the operating system (OS). These ”register maps” are a mere translation of physical register
addresses in the SoC to referenceable virtual addresses in the OS. The concept of controlling
these mapped registers with software is called pin control. Pin control consists mainly of two
subsystems, namely, pin multiplexing and pin configuration. Pin multiplexing allows use of
a pin for different purposes by means of an electrical switch that changes the pin connection
from one peripheral controller to another. Pin configuration is a process in which the OS or an
application must prepare the I/O pins before using them. These two concepts are widely used
in embedded systems and are part of the fundamental design within the software and hardware
architecture of both modern SoCs and OS kernels.

5.6.1

Pin Multiplexing

Embedded SoCs usually employ hundreds of pins connected to the electrical circuit. Some of
these pins have a single defined purpose. For example, some provide only electricity or a clock
signal. Since different equipment vendors with diverse I/O requirements will use these SoCs,
the SoC manufacturer produces its SoCs to use a certain physical pin for multiple mutually
exclusive functionalities, depending on the application [109]. The concept of redefining the
functionality of the pin is called pin multiplexing and is one of the necessary specifications
of the SoC design [85, 207]. For example, the SoC shown in Figure 5.3 has multiplex pins for
JTAG/SPI, SPI/GPIO, MMC/GPIO and I2C/GPIO.
In Figure 5.3, each multiplex pin gives a vendor options to choose between those two functionalities. Regarding the interaction of pin multiplexing with the OS, SoC vendors recommend
multiplexing the pins only during startup since there is no interrupt for multiplexing. However
the user still can multiplex a pin at runtime, and there is no limitation on that.

5.6.2

Pin Configuration

Embedded SoC I/Os (e.g., ARM, MIPS or PowerPC) are controlled with a pin-based approach and
must be configured; otherwise, they cannot function properly. The configuration can be divided
into two groups: configuration at boot time and configuration at runtime. We briefly describe
both of these configuration types and show an example of an application for each of them. Due
to the diverse types of configuration, it is impossible to mention them all individually.
• Pin configuration at boot time: the boot-time configurations can be divided into two
groups: safety-/filtering-related configuration and functionality-related configuration. A
safety/filtering-related configuration is used because the pins in the circuit board might
receive a fluctuating electrical current that can cause damage to the circuit board or make
the I/O readings inaccurate. This type of configuration regulates such fluctuation. Therefore, the OS or boot-loader usually enables them during the system boot time. The other
group of pin configuration at system boot time is pin functionality configuration. Before
the applications use the pins, the OS must prepare the pin I/Os at boot time. Wiping all
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Figure 5.3: Part 1 shows the side view of an SoC. Part 2 shows the design of multiple multiplex
pins with different I/O peripherals. Part 3 shows how SoC peripherals are located inside an SoC
and how one multiplex pin is connected to two peripherals.
previously written configuration data on pin registers can be an instance of such configurations. During boot time, the kernel writes to all I/O configuration-related registers
with nulls (zero) to make them ready for the next configuration stages (e.g. runtime configuration). Once the previous settings are wiped from the pin registers, the kernel will
configure them with its preferred I/O configuration settings.
• Pin configuration at runtime: once the system boots up, the I/O pins can be configured
by applications or the drivers that use them. For instance, the I/O pins in a PLC that are
used for reading and writing values must be configured. The PLC must set pins that are
used for reading to input mode and pins that are used for controlling/writing values to
output mode. Depending on the device and the scenario in which they are used, pins can
be reconfigured any number of times during runtime.
Similar to pin multiplexing, there is no interrupt for pin configuration.

5.6.3

How the OS Configures Pins

In what follows, we assume that the embedded system runs a modern operating system (either
an RTOS or a Unix-based OS) with a memory management unit (MMU). The pin configuration
process starts by initializing the multiplexing features of the pins. Pin multiplexing is usually
done by the boot-loader. The boot-loader first maps the I/O multiplexing registers to virtual
addresses and then writes the configuration details to these addresses. In some cases in which
the kernel does the multiplexing, it just receives a pointer from the boot-loader containing the
memory address at which configuration details for pin multiplexing are located. During kernel
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startup, the configuration registers related to multiplexing are mapped, and the configuration
details are applied. Eventually, the kernel removes the configuration details from the kernel
memory space.
Once the initial multiplexing setup is finished, the start-up configuration of the pins is initiated. Once again, the configuration starts by mapping the physical address of registers related
to pin configuration at runtime to virtual addresses. However, this time, a device driver performs the task. After the mapping, the driver writes appropriate configuration details to the
virtual addresses that are mapped to the physical configuration registers in the SoC.

5.6.4

Security Concerns Regarding Pin Control

The pin control process raises two security concerns: (1) a pin can be multiplexed or reconfigured at runtime while another process is using it, and (2) interrupt and interrupt handlers are
lacking for both pin multiplexing and pin configuration. If the multiplexing or configuration of
a pin changes, neither the driver nor the application will notice it, and they will continue their
tasks.
For example, assume that an application uses a particular peripheral controller connected to
a pin with a particular multiplexing setup. At one point, another (second) application changes
the multiplexing setup of the pin used by the first application. Once the pin is multiplexed, the
physical connection to the first peripheral controller is disconnected. However, since there is
no interrupt at the hardware level, the OS will assume that the first peripheral controller is still
available. Thus, the OS will continue to carry out the write and read operations requested by
the application with no error. A similar problem exists in pin configuration at runtime. If a pin
(e.g., GPIO) that is set to output mode is reconfigured to input mode by a second application,
the driver or kernel will assume that the pin is still in the output mode and attempt the write
operation without reporting an error. The processor ignores the write operation (since the pin
is in input mode) but will not give any feedback to the OS that the write operation was ignored.
We brought these security concerns to the attention of the Linux kernel ”pin control subsystem” group, which confirmed our findings but could not suggest a viable solution that did
not require expensive artifacts such as ARM TrustZone or TPMs.

5.7

Pin Control Attacks

In this section, we describe a new type of attack that targets PLCs based on the methodology
described in section 5.5. A pin control attack basically consists of misusing the pin control
functionalities of the embedded system at runtime. An attacker can either block communications with peripherals, cause physical damage to communications or manipulate values read or
written to/from a peripheral by a legitimate process.
To block communications with a peripheral, an attacker can simply change the multiplexing features of a pin and physically terminate the connection. Thus, while an application is
interacting with a peripheral, an attacker modifies the multiplexing registers of the SoC and
activates the second peripheral, thus physically disconnecting the first peripheral.
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To cause physical damage, an attacker can use a combination of pin configuration and pin
multiplexing. For example, a pin that can be multiplexed between a memory management
controller (MMC) and a pulse-width modulation (PWM) controller can be targeted to cause
physical damage. If the pin is multiplexed to be used as an MMC controller, an attacker can
multiplex the pin to connect it to a PWM controller and modify the PWM controller to push
a significant pulsing electrical current toward the memory controller, causing the memory to
burn.
The ultimate use of a pin control is to manipulate read or write operations to a peripheral.
Such an attack can have significant consequences since it can be used to alter the way in which
an embedded system interacts with (and possibly controls) the outside world. This alteration
can be accomplished by misusing pin configuration. Therefore, we call this particular kind
of attack a pin configuration attack. In a pin configuration attack, the attacker will change the
mode of the pins from input to output and vice versa to control what a legitimate process writes
or reads from the pins. Because a pin configuration attack is the most complex variant of a pin
control attack, we show its viability by providing a practical implementation in section 5.8.
Finally, the novelty of our attack lies in the fact that to manipulate the physical process, we
do not modify the PLC logic instructions or firmware [24, 26, 51, 130, 131]. Instead, we target
the interaction between the firmware and the PLC I/O. This can be achieved without leveraging
traditional function hooking techniques and by placing the entire malicious code in dynamic
memory (in the rootkit version of the attack), thus circumventing detection mechanisms such
as Autoscopy Jr. and Doppelganger. Additionally, the attack causes the PLC firmware to assume
that it is interacting with peripherals, while in reality, the connection between the I/O pins and
the PLC process is being manipulated.

5.7.1

Threat Model

In terms of modifying the pin configuration, we envision an attacker with a system privilege
that gives her access to the pin configuration registers. An attacker outside the kernel space
can gain access to these registers by using interfaces such as /dev/mem or a driver call or via
exported kernel object file system (sysfs). In particular, the root user has access to all of these
interfaces.
Unlike in personal computers, most services and applications run as root in embedded systems (mostly to improve performance by reducing syscall requests). Several vulnerabilities have
been discovered in applications running as root in embedded systems [26, 28, 61, 88, 200].
It is worth mentioning that root access is not always required to access the pin configuration
registers. Due to performance limitations and the need for I/O access for certain applications,
many non-root users can still access I/O registers. For example, a PLC runtime that does not
run as root still has the required privileges to modify the pin configuration registers to function
properly.
For the detection part of our work, we assume that the attacker cannot tamper with operating system (kernel) functions and data structures but can still use dynamic memory to insert
a malicious code and tamper with the I/O configuration. The attacker can also write her own
version of the kernel functions, if needed, and call them separately to avoid HIDSs. This ap66
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proach, however, requires a very high level of effort and would likely be the last resort for an
attacker.
The attacker, depending on the attack implementation, may need different running privileges on the target system to conduct the attack. Generally speaking, the minimum privilege
required is the privilege level of the PLC runtime, which has access to the I/O configuration
registers. As discussed earlier, many security advisories have shown that PLCs have vulnerabilities that could lead to malicious code execution and may affect PLC runtime software as well.
Thus, obtaining the same PLC runtime privilege level is feasible on real systems. We assume
that the attacker knows both the physical process controlled by the target system and the mapping between the I/O configuration and external sensors and actuators. The former is typically
known by the attacker, who has reasonably studied the target before conducting the attack.
For example, in the Stuxnet attack [77], the attackers had a very deep knowledge of the target
system and physical process. The latter is provided by a knowledge of the PLC logic, which,
as said earlier, already accompanies the mapping between I/O interfaces and control variables
used by the logic. Furthermore, the research presented in [129] shows that it is possible to infer
the structure of the devices connected to the PLC and used by the logic, factually lowering the
bar for an attacker, since she no longer needs a prior knowledge of the I/O mapping.

5.8

A Pin Control Attack in Practice

In this section, we describe the practical implementation of an attack against a programmable
logic controller (PLC) environment by exploiting the configuration of the I/O pins used by the
PLC to control a physical process.
PLCs play a significant role in the industry since they control and monitor industrial processes in critical infrastructures [105]. For this reason, the successful exploitation of a PLC
can affect the physical world and, as a result, can have serious consequences for the safety of
equipment and human life [114]. For example, an adversary may manipulate the value of tank
pressure sensors in a pressure-sensitive boiler, thus leading to the explosion of the boiler, or,
similar to Stuxnet, change the frequency of the variable speed drives of centrifuges in a uranium enrichment facility, leading to damage of the centrifuge cascades. Consequently, one of
the main objectives when attacking a PLC is to manipulate the physical process by intercepting
the signals received from sensors and altering those sent to the actuators controlled by the PLC
in such a way that the PLC has no way to tell that its communication with the I/O is being manipulated. This manipulation can be achieved by pin control exploitation without leveraging
traditional function hooking or kernel data structure modification techniques [21].
Generally speaking, an attacker can manipulate the PLC read and write operations to its
I/Os by leveraging the configuration of pins as follows:
1. For write operations: if the PLC software attempts to write a value to an I/O pin that is
configured as output, the attacker reconfigures the I/O pin as input. The write operation
will not succeed, but the PLC software will be unaware of the failure.
2. For read operations: if the PLC software attempts to read a value from an I/O pin that
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is configured as input, the attacker can reconfigure the I/O pin as output and write the
value that he wishes to feed to the PLC software in the reconfigured pin.
We implement this strategy in two variants of the attack. In the first variant, we assume
that the attacker has root access to the PLC. In the second variant, we assume that the attacker
has the same access level as the PLC software. In this section, before discussing the technical
implementation of the attack, we discuss in more detail how a PLC generally works and how
the specific environment in which we built our attack is set up.

5.8.1

PLC Operations

The main component of a PLC firmware is a software called the runtime. The runtime interprets
or executes the process control code known as the logic. The logic is a compiled form of the
PLC’s programming language, such as function blocks or ladder logic. Ladder logic and function
block diagrams are graphical programming languages that describe the control process. A plant
operator programs the logic and can change it when required. The logic is therefore dynamic
code, whereas the runtime is static code.
The purpose of a PLC is to control field equipment (i.e., sensors and actuators). To do so, the
PLC runtime interacts with its I/O. The first requirement for I/O interaction is to map the physical I/O addresses (including pin configuration registers) into memory. As described earlier, the
drivers, kernel or PLC runtime map the I/O memory ranges. Additionally, at the beginning of
logic execution, the PLC runtime must configure the processor registers related to pin configuration in order to set the appropriate mode (e.g., input or output) of each I/O according to the
logic.
After pin configuration, the PLC runtime executes the instructions in the logic in a loop (the
so-called program scan). In a typical scenario, the PLC runtime prepares to execute the logic
at every loop by scanning its inputs (e.g., the I/O channels defined as inputs in the logic) and
storing the value of each input in the variable table. The variable table is a virtual table that
contains all the variables needed by the logic: setpoints, counters, timers, inputs and outputs.
During the execution, the instructions in the logic manipulate only the values in the variable
table; every change in the I/O is ignored until the next program scan. At the end of the program
scan, the PLC runtime writes the output variables to the related part of the mapped memory,
which eventually is written to the physical I/O by the kernel. Figure 5.4 depicts the PLC runtime
operation, the execution of the logic, and its interaction with the I/O.
A PLC typically consists of separate digital and analog inputs and outputs. Because PLCs
are digital systems, they cannot control analog input and output without additional hardware
components. Digital-to-analog converters (DACs) for analog outputs and analog-to-digital converters (ADCs) for analog inputs form part of the analog interface of a PLC. These components
read or write analog values by converting them to or from digital outputs or inputs to allow the
PLC to interact with its analog interfaces. The DACs and ADCs are not separate components
of the PLC but rather an integral part of the PLC circuit board. One can argue that the basis of
I/O interaction in PLCs is digital. Analog control is simply a conversion of digital signals into
analog signals or analog signals into digital signals.
68

Embedded Control Systems Binary Security

CHAPTER 5. NEW CLASS OF ATTACKS ON ECSS
Runtime

Logic

Read Inputs

Physical I/O

Variable Table
(VT)
Inputs

Inputs from
I/O

Read/Write
VT

Logic
Program

Update
Outputs

Read/Write I/O
Set Points

Outputs to I/O

Outputs

Figure 5.4: Overview of PLC runtime operation, the PLC logic and its interaction with the I/O

5.8.2

Environment Setup

Target Device and Runtime
To mimic a PLC environment, we choose a Raspberry Pi 1 model B as our hardware because
of the similarity of the CPU architecture, available memory, and CPU power to a real PLC.
The Raspberry Pi 1 uses a Broadcom BCM2835 single-core processor with a clock speed of
700 MHz. As runtime, we used the CODESYS platform. CODESYS is a PLC runtime that can
execute ladder logic or function block languages on proprietary hardware and provides support
for industrial protocols such as Modbus and DNP3.
Currently, more than 260 PLC vendors use CODESYS as the runtime software for their
PLCs [61]. The combination of features offered by the Raspberry Pi and the CODESYS runtime
make such a system an alternative to low-end PLCs.
The Raspberry Pi includes 32 general-purpose I/O pins, which represent the PLC’s digital
I/Os. These digital I/Os can also control analog devices by means of various electrical communication buses (e.g., SPI, I2C, and Serial) available for the Raspberry Pi with external hardware
such as ADC or DAC circuit boards. Figure 5.5 depicts our target platform connected to multiple
analog and digital I/Os via ADC and DAC controllers.
The Logic and the Physical Process
We use pins 22 and 24 of the Raspberry Pi to control our physical process. In our control logic,
we declare pin 22 to be the output pin and pin 24 to be the input pin. In the physical layout, our
output pin is connected to an LED, and our input pin is connected to a button. The electrical
current is disconnected when the button is pressed and reconnected when the button is released.
From the perspective of the runtime, if no one is pressing the button, the input pin has a value
of True, whereas if someone is pressing the button, the pin has a value of False.
The pseudocode for the logic that controls these two I/Os is illustrated in algorithm 1. According to our logic, the LED turns on or off every five seconds. If someone is pressing the
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Figure 5.5: Target platform connected to multiple I/O interfaces
Table 5.1: I/O memory map in the BCM2835 processor
Operation

Size of a pin in the register

Address of Pin 0

Address of Pins 22 and 24

Input/Output mode register

3 bits

0x20200000

0x20200002

SET register

1 bit

0x2020001C

0x2020001C

READ register

1 bit

0x20200034

0x20200034

button, the LED simply maintains its most recent state until the button is released, at which
time the LED begins again to turn on and off every five seconds.
Interaction Between the Virtual I/O Registers and the Runtime
To understand how the CODESYS runtime interacts with the two pins, we briefly describe how
virtual I/O registers operate in a BCM2835 processor (the one used in the Raspberry Pi). The
virtual I/O registers are simply I/O address ranges in the processor memory that perform different types of I/O operations. The operation types, the memory sizes, and the physical addresses
of the three virtual I/O registers related to read, write, and I/O configuration operations in the
BCM2835 processor are summarized in Table 5.1.
The three virtual I/O registers that are used in our logic are as follows:
1. Input/output mode register: this register sets pins to input or output mode. Each pin in
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Algorithm 1 Logic for our representative physical process
1: Input ← P in24
2: Output ← P in22
3: function MainLogic(C)
4:
while True do
5:
Read Input
6:
while Input is TRUE do
7:
function Switch State(output, five seconds)(C)
every 5 sec, States are High or Low.
8:
end function
9:
end while
10:
if Input False then
11:
Hold the hold the state of the output
12:
else if Go to first While then
13:
end if
14:
end while
15: end function

. Read I/O

. switching I/O state

this register has three bits of space. The first bit of each pin’s bit space defines whether
the pin is used for input or output. If the first bit for a pin is set to 0, then the pin is an
input pin. If the first bit is set to 1, then the pin is an output pin. The CODESYS runtime
cannot change the value of a pin in input mode; it can only read from it. Even if CODESYS
writes a value to an input-mode-enabled pin, the operation has no physical effect and is
ignored by the processor. However, the CODESYS runtime can change the value of a pin
when the pin is in output mode. The input/output mode address range begins at offset
0x2020000 and ends at address 0x20200002. For pin 22, bits 6 to 8 of address 0x20200002
are used.
2. SET register: if a pin is declared an output pin in the input/output mode register, then
every write operation related to that pin in the SET register address can immediately set
the pin to high or low. High means that the Raspberry Pi directs an electrical current to
the pin, and low means that the electrical current is disconnected from the pin. Every pin
in this register has a 1-bit space. Assuming that pin 22 is in output mode, setting a value
of “0” or “1” in bit 21 (bit 0 for pin 1, bit 21 for pin 22) of this register causes pin 22 to
be set high or low (turning the LED on or off), respectively. The physical address for this
I/O register is 0x2020001C.
3. READ register: the CODESYS runtime can read the values of the pins from the READ
register. Every pin in this register has a 1-bit space. The values in the READ register have
a direct relation to the values in the SET register. For example, if the CODESYS runtime
writes a value of “1” to the SET register associated with pin 22 when this pin is configured
as output mode, then the READ register value for the corresponding pin is updated to “1”
as well.
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Figure 5.6: A search for the address of pin 22 and a write operation to it

We illustrate how the CODESYS runtime interacts with virtual I/O registers by describing a
write operation for pin 22 (see Figure 5.6). Read operations follow a similar procedure. During
the startup of the CODESYS runtime, the OS maps the addresses of the I/Os into the CODESYS
thread-local storage (TLS). Once the I/Os are mapped, the mapped I/O addresses are recorded
in the page table and in a cache called the translation look-aside buffer (TLB). The page table
is a structure in which the OS maintains the list of mapped physical addresses and their corresponding virtual addresses for the process. The page table can become so large that searching
it can be time-consuming for the OS. To avoid this scenario, the OS also uses a cache for the
page table, the TLB.
After our logic is uploaded to the Raspberry Pi, the CODESYS runtime evaluates the I/O
configuration specified in the logic to determine which pins are designated input or output.
Pins 22 and 24 are designated output and input, respectively. Because pin 22 is declared an
output pin in our logic, CODESYS performs a write operation in the input/output mode register
and sets bits 6 to 8 of offset 0x20200002 to 100. To execute this write operation, the CODESYS
runtime asks for the virtual address of 0x20200002. The OS looks up the virtual address of
0x20200002 (mapped address of 0x20200002) in the TLB and page table. In our environment,
this address is located as expected in the TLS memory area of the CODESYS runtime with value
0xB6FCD01A. Once CODESYS has retrieved the virtual address, it writes to it and continues
operations. CODESYS then assumes that the I/O configuration sequence was successful and
that the I/O pins are ready to use.
The CODESYS runtime then begins to execute the logic. When the logic updates the value
for pin 22 to “1” (high) to turn on the LED, the CODESYS runtime writes a value of “1” to
bit number 21 of the address 0x2020001C in the SET register. However, CODESYS needs to
know the virtual address of 0x2020001C. Therefore, the CODESYS runtime looks in the TLB
and page table for the mapped address of 0x2020001C. In our case, the address was located at
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0xB6FCD034. Once the OS finds the virtual address, a value of “1” is written to the register, and
a success result is returned to the calling function. The CODESYS runtime then updates the I/O
state in the SCADA or human-machine interface (HMI) software and reports that pin 22 is high
(the LED is on).

5.8.3

Attack Implementation with Root Access

To be able to accurately tamper with the control flow set in the logic, we must be able to intercept each read and write operation of the CODESYS runtime. However, if we were to use
conventional function hooking techniques (e.g hooking the CODESYS functions responsible
for reporting the I/O status) or modify the integrity of the code in the PLC (e.g., modify the
codes of the runtime or kernel data structure), most control-flow and code integrity security
mechanisms would be able to detect and block our attempts. Therefore, we leverage the processor debug registers for interception. Debug registers were introduced to assist developers
in analyzing their software, and all new processors with various different architectures (ARM,
Intel, and MIPS) have such registers. These registers allow the hardware breakpoints to be set to
specific memory addresses. Once an address that is in a debug register is accessed by a process,
the processor interrupt handler is called, and customized code can be executed.
Unfortunately, for PLCs running a modern OS with a memory management unit, setting
debug registers requires root access. This access can be achieved by leveraging default passwords, through a control-flow attack against the PLC runtime, or through a firmware modification attack [24, 51, 147, 199]. Regarding default passwords, several reported vulnerabilities
suggest that some PLCs provide shell access with default root passwords [27, 62]. An attacker
could simply log in to these devices using the default password and execute the attack. Using
a control-flow attack, the attacker can gain access at the same level as the PLC process. As described earlier, previous research has revealed that various PLCs run their runtime as the root
user by default [26, 61]. In case the PLC runtime is vulnerable to control-flow attack but is not
running as root, the attacker needs a privilege escalation vulnerability to gain root access to the
PLC. Finally, by installing rogue firmware in the PLC, the attacker can infect every binary in
the PLC. This method can give the attacker complete leverage over the PLC operating system.
We also assume that the attacker knows the physical process (by means of reading the
existing logic in the PLC) and is aware of the mapping between the I/O pins and the logic.
The PLC logic might use various inputs and outputs to control its process; thus, the attacker
must know which input or output must be modified to affect the process as desired. The work
presented by McLaughlin et al. [130, 131] can be used to discover the mapping between the
different I/O variables and the physical world.
As the first stage of our attack, we set the mapped I/O addresses to the debug register and
intercept every write or read operation of the CODESYS runtime. When the PLC runtime wants
to read from or write to the I/O pins, the processor halts the process and calls the attacker interrupt handler. The handler performs the I/O manipulation by exploiting the pin configuration
functionality, as discussed earlier. Figure 5.7 depicts this process.
For our experiment, we implement the attack in a loadable kernel module (LKM). Once our
LKM module is loaded, it checks the CPU information of the machine and matches it against a
Embedded Control Systems Binary Security

73

CHAPTER 5. NEW CLASS OF ATTACKS ON ECSS
Manipulate Read

Manipulate Write

1. Put I/O Address
into Debug
register

1. Put I/O Address
into Debug
register

read(I/O, Pin)

write(I/O, Pin)

2. Intercept Read
Operation from I/O

2. Intercept Write
Operation to I/O

3. Set Pin to
Output Mode

3. Set Pin to Input
(write-ignore)

4. Write Desired
Value to Output

write() continue...

read() continue....
Pin Control Attack actions
PLC runtime actions

Figure 5.7: Steps of the pin control for read and write manipulation

hard-coded list of CPUs and their I/O memory ranges. As mentioned above, the I/O addresses
of the BCM2835 processor begin at 0x20200000. Using this information, the LKM looks in the
OS page table for a process ID and a virtual address that are mapped to the physical address
0x20200000. Because the target pins are known in advance (in our case, pin 22), the correct
register address for the SET, READ, and input/output mode registers can be easily calculated.
To manipulate write operations, the LKM inserts the virtual address from the SET register
associated with pin 22 (0xB6FCD034) into the BCM2835 processor’s debug register and installs
its custom interrupt handler. When the CODESYS runtime requests a write operation to pin 22
(for example, let us assume that it writes a value of 0 into the SET register to turn off the LED),
our custom exception handler is called. The exception handler changes the state of pin 22 from
output mode to input mode by writing the values “000” to bits 6 to 8 of the input/output mode
register in 0xB6FCD01A. After changing the state of pin 22, the processor allows the CODESYS
runtime to execute its command. CODESYS attempts to write the desired value and returns a
success result even if the value is not set in the register, as the pin’s mode has been switched to
input. At this point, our LKM has full control over the CODESYS I/O operations and can freely
decide whether to allow an I/O state change.
To manipulate read operations on pin 24, the rootkit inserts the virtual address from the
READ register associated with pin 24 into the debug register and installs its custom exception
handler. Once CODESYS accesses the virtual address from the READ register to read the value
from the pin, the exception handler executes. The exception handler first sets pin 24 as an
output pin by writing the values “100” to the related bits of the input/output mode register and
then writes the desired value for pin 24 into the SET register. The LKM then returns control to
the CODESYS runtime, which will read the value written in the I/O register by the exception
handler instead of the real value.
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With this technique, we were able to successfully alter the physical process described in
section 5.8.2. We modified the process by allowing the PLC to turn the LED on pin 22 on and
off only every ten seconds instead of every five. Additionally, the read manipulation made the
button in our physical layout ineffective. We could hold the last state of the LED by giving fake
read input values to the runtime and make the runtime assume that someone was pressing the
button when that was not the case.
Overhead of Attack with Root Access
Embedded devices typically have limited resources for the operations they execute. This is the
case for PLCs as well. While in general performance, overhead is not an issue for the attacker, it
can be when a PLC controls processes that are time critical. If in such processes the performance
overhead causes significant delay in the I/O speed, the delay can reveal the attack. For this reason, we evaluated the performance overhead imposed by this attack on our selected hardware
(Raspberry Pi 1 model B). Regarding CPU overhead, based on our evaluation, the rootkit-based
pin control attack on average incurs 5% CPU overhead for the manipulation of write operations
and 23% CPU overhead for the manipulation of read operations. Read operation manipulation
imposes a higher CPU load for two reasons. First, the PLC runtime environment reads the values from the I/O multiple times per second, thereby significantly increasing the CPU overhead,
whereas the number of I/O write operations depends only on the logic (in our case, every five
seconds). Second, read manipulation requires two instructions (setting the pin to output mode
and writing to it), whereas write manipulation requires only one instruction (setting the pin to
input mode). Figure 5.8 depicts the CPU overhead incurred by the manipulation of read and
write operations in a rootkit-based pin control tack. The additional CPU overhead is not an
important concern for the attacker, but it creates anomalies in the power consumption of the
victimized device.
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To understand the impact of a rootkit-based pin control attack on control operations, we
evaluated the I/O speed fluctuations in our selected setup (Raspberry Pi with CODESYS runtime
running our sample logic). Figure 5.9 depicts the fluctuation of the I/O speed with and without
our rootkit implementation. On average, the speed at which our hardware could write to the I/O
(without our rootkit) was 3.97 milliseconds. When the rootkit manipulated the I/O (intercepted
the I/O write operation and wrote the same value), the average speed of the I/O increased to
4.01 milliseconds.
The difference in I/O speed with and without rootkit is insignificant. Additionally, in a
normal state (with no rootkit operating), the I/O speed has a fluctuation similar to that when
our rootkit is executing a pin control attack.
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Figure 5.9: I/O speed with and without rootkit

5.8.4

Attack Implementation Without Root Access

The previous implementation of the attack allows precise tampering with the I/O values in the
logic. However such precision comes at the cost of the high privilege requirements and the nonnegligible performance overhead due to the usage of debug registers (which causes the call of
the hardware interrupt handlers of the SoC). By slightly relaxing our precise I/O modification
requirement, we can create a second implementation of the attack that has better performance
and does not require root/kernel access but is still able to manipulate the physical process as
desired.
The requirement for this second implementation is that the attacker has the same access
privileges as the PLC runtime. This requirement is achievable, for example, by exploiting a
memory corruption vulnerability that allows code execution, such as a buffer overflow [26,
27, 103, 211]. Such a remote code execution vulnerability is known to affect the CODESYS
runtime [212]. In addition, similar to our previous implementation, we assume that our application already has access to the logic (since the logic will be inside the PLC) and knows the I/O
mapping of the process.
76

Embedded Control Systems Binary Security

CHAPTER 5. NEW CLASS OF ATTACKS ON ECSS
The Malicious Code
Starting Time Calculation
Loop
Read the I/O
Input
every 4
millitsecond

/dev/mem
Reconfigure the
I/O Pins
Write
Manipulate

Exported
Kernel Object
File System

Outputs

device driver
Read the I/O
Output every 4
millisecond

Read
Manipulate

Inputs

Logic

PLC
Runtime

Physical I/O Pin

Figure 5.10: Overview of pin configuration attack without root access using the exported kernel
objects, /dev/mem and a legitimate device driver

The new implementation consists of an application written in C that can be converted and
used by exploiting the vulnerability mentioned above. The application can use /dev/mem, sysfs,
or a legitimate driver call to access and configure the pins. In our target platform, the CODESYS
runtime uses the /dev/mem for I/O access; therefore, our attack code uses the same I/O interface.
Figure 5.10 depicts the steps that our application takes to execute the attack. The application
first checks whether the processor I/O configuration addresses are mapped in the PLC runtime.
The list of all mapped addresses is available systemwide in various locations for any user space
application (e.g., via /proc/modules, or /proc/$pid/maps). If in any extraordinary circumstance
the physical I/O addresses are not mapped, our application can map the I/O base address of our
target platform at 0x20200000.
To manipulate write operations, the application needs to know a reference starting time.
This is the relative time at which the PLC runtime writes to the pin. While the application
knows the logic and is aware that there is a write operation to pin 22 every five seconds, it
does not know at what second the last write operation happened. This can be easily found by
monitoring the value of pin 22. Once the application intercepts the correct reference starting
time, it will carry out two tasks for every write operation in the logic. First, immediately before
the reference starting time (which is when the PLC runtime will start writing its desired original
value to the I/O), the application reconfigures the pin to input mode. The CODESYS runtime
then attempts to write to the pin. However, the write operation will be ineffective, since the
pin mode is set to input. Our application then switches the pin mode to output and writes the
desired value to it.
For manipulating read operations, the application changes the state of the pin from input
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to output and writes to it constantly with the desired value.
With this implementation, we could successfully manipulate the process. The LED would
turn on and off every ten seconds instead of every five. Additionally, we could completely
control input pin 24 and make its value 0 or 1 whenever we wanted while the CODESYS runtime
was reading our desired value.
This implementation is significantly more lightweight than our previous one and causes
only a two percent CPU overhead without any differences between the read and write operations.
There is, however, a small chance that a race condition may occur during read manipulation.
For example, assume that we have a sensor connected to an input-enabled pin in the PLC. If
this sensor updates the value of the pin immediately after our application does, and the PLC
runtime reads the value right after this occurs, then the actual value will be reported instead of
the attacker’s intended value. In our tests, however, this race condition never occurred.

5.8.5

Attack Implementation in a Real-World PLC

As we did for Raspberry Pi, we analyzed a real-world PLC and considered the attack possibilities on this system. This section is from the technical report we released about possibilities for
detecting pin control attack [10]. The provided PLC is a PFC200 750-8202 model from the Wago
vendor. It runs a Linux kernel with the RT-preempt patch, which gives it hard real-time capabilities. In particular, the system runs the following kernel version on an ARMv7 architecture:
Linux PFC200-4106BA 3.18.13-pfcxxx-02.00.02_00+14-rt10 #1 PREEMPT RT armv7l GNU/Linux

Furthermore, Wago allows complete (root/kernel) access to its system, and users can even program their own PLC runtime [46]. Different kinds of I/O modules can be attached to this PLC.
For our analysis, we attached a digital I/O module to the communication bus. The PLC and I/O
modules are based on an AM3517 SoC from Texas Instruments and an XE164 SoC from Infineon
Technologies, respectively. The digital I/O module has 16 different pins, 8 for input and 8 for
output, and we connected a button as input and an LED as output, obtaining the system shown
in Fig. 5.11.
The PLC runtime environment is the e!RUNTIME provided by Wago, which is based on
CODESYS. Using the Wago e!COCKPIT engineering software, we programmed a simple logic
that toggles the value of the LED every 500 ms only when the button is not pressed (high
input). If the button is pressed, the LED is turned off until the button is released. The logic, in
structured text (ST) language, is shown in Fig. 5.12. It assumes a scan cycle of 10 ms and uses a
software counter to achieve the timing of 500 ms. The picture also shows the mapping between
the variables and the I/O pins of the external module. In contrast to the Raspberry Pi system
behavior, here, the outputs are updated on every scan cycle even if the value has not changed
during the previous 10 ms. Given this system, we started the analysis of the PLC runtime to
better understand the overall architecture.
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Figure 5.11: Wago PLC system used for experiments
PLC e!RUNTIME Analysis
The Wago implementation uses a communication bus between the PLC and I/O named KBUS.
It is implemented as a kernel driver whose code is available as kernel patches included in the
board support package (BSP). KBUS is basically a serial bus built upon the serial peripheral
interface (SPI) protocol and used together with direct memory access (DMA) to perform faster
transfers. The PLC runtime uses the driver through ioctl calls to send and receive inputs and
outputs at each scan cycle, as reported below.
[...]
04:10:01.545185
04:10:01.545831
04:10:01.546293
04:10:01.549585
04:10:01.550047
04:10:01.550508
[...]

clock_gettime(CLOCK_MONOTONIC, {122, 590121662}) = 0
clock_gettime(CLOCK_REALTIME, {1335924601, 545923773}) = 0
ioctl(11, _IOC(_IOC_WRITE, 0x4b, 0x01, 0x18), 0xb54a47d0) = 4
clock_gettime(CLOCK_REALTIME, {1335924601, 549739477}) = 0
clock_gettime(CLOCK_MONOTONIC, {122, 595045151}) = 0
nanosleep({0, 3785000}, NULL) = 0

The code shows one PLC scan cycle, which is basically made of an ioctl call, plus the corresponding calls needed to achieve the timing of 10 ms (clock_gettime and nanosleep functions). Each ioctl call from the user space is directed to the internal kbus_ioctl function of
the KBUS driver.
The operations performed at each scan cycle are outlined in the scheme of Fig. 5.13, which
shows the results of our reverse engineering analysis on Wago PLC e!RUNTIME. From a quick
look at the chart, we immediately deduce that the complexity is much greater than that of
the CODESYS runtime for Raspberry Pi. The important difference between CODESYS and
e!RUNTIME is that the former performs I/O by directly mapping physical addresses and reading from (or writing to) I/O pins, while the latter must transfer data to the external I/O module.
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Figure 5.12: PLC logic loaded into Wago PLC
Thus, e!RUNTIME uses its I/O pins to communicate with I/O modules by means of the KBUS
driver interface.
KBUS is an abstraction layer built upon different lower-level drivers, basically, GPIO, SPI
and DMA. The main operation of the KBUS driver is managed through the kbus_ioctl call. The
first argument (11) is the file descriptor number related to the /dev/kbus0 file, which allows
the kernel to forward the request to the KBUS driver. The second argument contains different
information used by the driver to select the specific subfunction. In our case, the request is for
a data transfer, and the third argument (0xb54a47d0) is a pointer to a struct kbus_data. The
data structure contains, among other members, a pointer to a transmit buffer (tx_buf), a pointer
to a receive buffer (rx_buf) and a buffer length. Since tx_buf and rx_buf are actually pointing
to the same buffer used for both directions, only one length is required. In our configuration,
with the digital I/O module alone, the buffer contains at least 2 bytes: one for input pins and one
for output pins (8 bits each). Thus, every ioctl call serves both as read and write operation. On
each call, the input part of the buffer is filled in by the KBUS driver, while the output related to
the previous scan cycle is written to the bus. From the new input obtained, the logic computes
new output values, waits for the necessary time, and calls ioctl again with the updated buffer.
Below, we report the output of one of our kprobes to show the actual content of the buffer
during a call to ioctl:
ioctl: len = 2, bytes = [0x40, 0x00]

The first byte indicates that the PLC logic is sending a 1 to the second output pin (0x40) to
turn on the LED. The second byte represents the input value related to the previous scan cycle,
which will be overwritten by the KBUS driver during the current call. In the above case, 0x00
means that all the digital input lines were low.
Each I/O operation begins with a call to gpio_set_value, which writes on a GPIO pin,
indicating to the I/O module that a transfer is starting. The pin used for this purpose is the
GPIO pin 97, i.e. pin 1 of the GPIO bank 4 (each bank controls 32 pins). The value written
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Figure 5.13: PLC I/O operations executed for each scan cycle
into the pin is 0, since the signal is active low. Afterward, the data buffer is encapsulated in
an SPI message, starting an SPI transfer. The SPI interface leverages four pins of the AM3517
SoC: two for data input and output (master output slave input (MOSI) and master input slave
output (MISO)), one for synchronization (serial clock (SCL)) and one for chip select (slave select
(SS)). The PLC SoC is the SPI master, and, according to our actual configuration, the digital I/O
module is the only SPI slave available. The transfer is delegated to the DMA controller, while the
current thread, which corresponds to the PLC runtime thread, goes to sleep in a wait condition
(wait_for_completion). Each DMA transfer uses an interrupt to signal when it is completed
or whether some error occurred. Further analysis is required to understand the behavior of a
DMA transfer and its corresponding IRQ handler, but that analysis goes beyond the purpose of
this thesis. Our best guess is that the DMA handler resets the initial GPIO pin and wakes up
the PLC runtime thread.
Another interesting feature of the KBUS driver is that it exposes a write operation to the
Embedded Control Systems Binary Security

81

CHAPTER 5. NEW CLASS OF ATTACKS ON ECSS
user through which it is possible to enable/disable the above interrupt. The e!RUNTIME makes
use of this system call to disable the interrupt while a new logic is uploaded into the PLC and
then re-enables it before starting the logic. If a new logic appears, together with a new I/O
configuration, the interrupt is disabled because the runtime must reprogram the I/O module
and the KBUS interface according to the new requirements.
PLC Attack
We crafted three different attacks that are able to break the I/O communication without e!RUNTIME
noticing anything and without hooking any function. The first two attacks are about pin configuration and pin multiplexing. From the previous analysis, we know that pin 97, multiplexed
as GPIO and configured as output, is used by KBUS to send the transfer start signal. If we either
multiplex the pin or configure it differently, we are able to prevent e!RUNTIME from reading
and writing values to the I/O. This implementation demonstrates that an I/O attack is perfectly
applicable to real-world PLCs. In fact, this version enables the attacker to succeed by performing only one of the operations defined for a pin control attack: disabling the output. Actually,
since read and write are performed within the context of the same SPI transfer, the input is also
disabled at the same time. However, this is irrelevant because in any case, the PLC logic cannot
write to output independent of the input. Whether this operation may allow the attacker to
alter the physical process is highly variable case by case. For instance, in our target system, we
proved that by repeating the attack every 50 ms with a trivial script, we were able to modify
the logic behavior: the LED output started to blink every 50 ms instead of the original 500 ms.
Furthermore, we found another interesting attack vector that leverages the interrupt line used
by the DMA controller and the write interface provided by the KBUS driver. Our experiments
show that if this interrupt is masked while the PLC logic is running, the system is not able to
read/write the I/O, thus obtaining the same effect as the previous implementation. Although
it is still very simple, this kind of attack, which we call an IRQ configuration attack, has some
similarities to the pin control attack, such as the stealthiness and the hardware-level target.
The PLC runtime is not able to notice our attacks; no failures or errors are reported, and no
function hooks are required. For both attack versions, the CPU overhead depends on the actual
implementation since the attacker can decide at which frequency to disable/enable the I/O.
Generally speaking, the overhead should be reasonably low because only one instruction is
needed to do/undo the attack, which is typically translated into two or three processor instructions.
We believe that more sophisticated attacks are possible since the basic hardware concepts
are still valid for a real PLC. The only difference is that in this particular case, I/O pins are used as
part of more complex protocols (SPI, DMA, etc.), and they are multiplexed to the corresponding
controllers inside the SoC. Therefore, to understand how each pin is used and to obtain more
elaborate attacks (e.g., faking data via GPIO bit bang), further research is required.
To conclude our analysis, we briefly describe the implementation of our attacks on the Wago
PLC. The pin configuration and pin multiplexing attacks are basically the same as for the Raspberry Pi system. They can be executed in both kernel and user variants, requiring the corresponding privilege level. One important difference is that e!RUNTIME does not have its own
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mapped virtual addresses in the user space because the I/O is managed in kernel space by the
KBUS driver. Thus, we distinguish two cases:
• kernel-side attack: the attacker can either remap the I/O physical addresses taken from
the AM3517 manual [106], or reuse the addresses already mapped by the pin control
subsystem;
• user-side attack: the attacker can request only a new mapping to the kernel because no
other available mappings exist in the user space.
Reusing already mapped addresses is theoretically feasible because the control registers are
actually mapped into the kernel, as reported by the output below.
root@PFC200-4106BA:~ cat /proc/iomem
[...]
48002030-48002267 : pinctrl-single
48002a00-48002a5b : pinctrl-single
[...]

However, the attacker must know the kernel virtual addresses (e.g., by looking at page tables)
to gain access to the mapped registers.
Finally, for our IRQ configuration attack, we implemented it in two different variants as
well: kernel side and user side.
Kernel Side This version requires root privileges since it is designed as a loadable kernel
module. The module leverages the disable_irq function provided by the Linux kernel, which
requires the interrupt line number to disable. Thus, the attacker must know the target system
model, but no knowledge of the PLC logic or of the I/O mapping is required because the system
uses the same configuration independent of the current logic. We found the interrupt line number by inserting a kernel probe for the disable_irq function and triggering the PLC runtime
to disable the interrupts while loading a new logic.
User Side This version requires at least the same privilege level for the PLC runtime, which
is able to enable/disable the interrupt with the following operations (from strace):
[...]
04:09:46.008222 open("/dev/kbus0", O_RDWR) = 11
[...]
04:09:46.009237 write(11, "\x01\x00\x00\x00", 4) = 0
[...]
04:09:46.070565 write(11, "\x00\x00\x00\x00", 4) = 0
[...]

Writing a 1 into the /dev/kbus0 file disables the interrupt, while a 0 enables it. We can implement the attack by emulating these PLC runtime operations from the user space. The effect of
this second variant is the same as that of the kernel module, but it requires less privilege and it
could be exploited through a remote code execution vulnerability of the PLC runtime, which is
again based on CODESYS [99, 101].
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5.8.6

Suggestions for Detecting a Pin Control Attack

While the pin control attack that we implemented was stealth to the CODESYS runtime, one
might believe that it is relatively simple to devise countermeasures that could detect and possibly block pin control attacks. In this section, we enumerate five such possible countermeasures
and discuss their effectiveness and practical applicability to embedded systems.
1. Monitoring the mapping of pin configuration registers: an attacker must use the virtual
addresses of the pin configuration registers to write to them. To do so, the attacker must
either map the physical registers herself or use already mapped addresses. In the first case,
a defender could monitor the mapping of pin configuration registers by hooking critical
mapping functions such as mmap() or ioctl(). However, an attacker could implement her
own version of mmap() or ioctl(), thus bypassing the monitoring point. Additionally, in an
embedded device that is already using the target I/O, an attacker can use the pin register
address already mapped by the application or kernel.
2. Monitoring the change of pin configuration registers: a defender may detect our attack
by monitoring the frequency at which pin configuration registers are changed. This approach may be challenging for two reasons. First, since changes in configuration registers
do not generate interrupts, an attacker could be able to bypass monitoring mechanisms.
For example, to avoid performance overhead, the value of configuration changes, which
must be checked in a loop, could be monitored at a certain frequency (e.g., every second).
This would give the attacker a window of opportunity to modify the configuration within
the checking window. Second, since pins are reconfigured legitimately, it may be difficult
to tell with reliable accuracy whether a sequence of changes is legitimate.
3. Monitoring the use of debug registers: one could argue that the usage of debug registers
in our first implementation of the attack could be easily detected. For example, by monitoring the processor debug registers, one could detect the point in our first attack implementation at which we set a breakpoint to the access of the I/O registers. However,
in our experiments, we noticed that constantly monitoring all processor debug registers
(i.e., with a loop) can cause a non-negligible CPU overhead. This possibility makes such
an approach unattractive for embedded systems, which are always resource constrained.
4. Monitoring performance overhead: because of the performance overhead imposed by our
first implementation of the attack, we could employ approaches based on monitoring
the power consumption of embedded systems, such as those proposed in [90], to detect
the attack. However, as our second implementation demonstrates, other approaches can
impose a significantly smaller CPU overhead, which would probably go unnoticed. In
addition, other pin control attacks presented in section 5.7 require merely a single configuration or multiplexing operation with practically no CPU overhead.
5. Using a trusted execution environment: the reliable solution to prevent all pin control attacks would be to run a microkernel in a trusted zone (e.g., an ARM TrustZone) within the
kernel and verify the write operations to the pin configuration registers with a dynamic
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key. However, as confirmed by the Linux kernel pin control subsystem group, using an
ARM TrustZone for I/O operations would cause significant performance overhead.

5.9

Discussions of Pin Control Attack

As discussed in section 5.7, the pin control attack cannot be detected by Autoscopy Jr. or Doppelganger. We verified this claim by testing the pin control attack against the current implementation of Autoscopy Jr. Unfortunately, the authors of Doppelganger were unable to provide
us with their implementation for our test. Autoscopy Jr. does not detect this type of attack
because no data hooking is performed in a pin control attack. We argue that Doppelganger
is also unable to detect a pin control attack because no modification of the static parts of the
memory (e.g., code hooking) is performed in such an attack; instead, as described in section 5.8,
the entirety of the malicious code is loaded into the dynamic memory, which is not monitored
by Doppelganger.
Several characteristics of a pin control attack should be considered in terms of their practical
implementation. Therefore, in this section, we first discuss the hardware knowledge required
in the rootkit version of the attack.

5.9.1

Hardware Knowledge

In section 5.8, we used the physical addresses of the I/O pins to find their mapped virtual addresses. Moreover, in our rootkit implementation, we had knowledge of all the physical I/O
register addresses. However, this is not the case for all types of processors. For example, certain PLC processors are proprietary. In this case, an attacker must perform the additional step of
determining the physical addresses of the I/O pins of interest. This necessity does not stop statesponsored attackers. Detecting the I/O addresses that are used in either drivers or applications
is straightforward. Unix-based operating systems provide I/O address ranges in /proc/modules
for kernel drivers or in /proc/$pid/maps (where $pid is the PLC runtime process ID) for applications for I/O mapping. Nevertheless, detecting the I/O register addresses is a complicated task.
Again, attackers who wish to target PLCs to attack critical infrastructures will investigate their
targets sufficiently to determine this information. One solution for obtaining this I/O register
information is to first decompile the available PLC logic within the PLC memory and search for
I/O read/write operations and then monitor the read/write operations involving the mapped addresses retrieved from the OS (e.g., /proc/modules or /proc/$pid/maps). An attacker can begin
looking for the I/O input/output mode registers by monitoring the PLC runtime environment
when it is starting up. Additionally, from the decompiled logic, the attacker can be aware of
the timing of the cycle of read and write operations in a specified I/O memory range. By monitoring read/write operations in that memory area (e.g., using debug registers), the attacker can
identify the I/O read/write registers.
Embedded Control Systems Binary Security

85

CHAPTER 5. NEW CLASS OF ATTACKS ON ECSS

5.10

Related Work

Various studies have addressed attacks against embedded systems. For example, a significant
stream of research has explored the manipulation of the firmware of embedded systems [24,
51, 147, 199]. Another relevant stream of research has instead explored memory corruption
vulnerabilities in embedded systems [26, 53, 211]. However, to the best of our knowledge, there
are no other studies that discuss the security implications of the pin control system in embedded
devices.
Part of our work bears some similarities to system management mode (SMM) rootkits [69,
171, 191] for X86 architectures. These rootkits tap the system I/O similarly to our approach in
our pin configuration attack. However, while the goals are similar, the ways of reaching them
are different. For example, the modification of the system I/O in SMM causes interrupts that
need to be suppressed by SMM rootkits, typically by attacking kernel interrupt handlers. In
our case, this operation is not needed due to the lack of interrupts for pin multiplexing and
configuration.
Among the studies that focus on protecting embedded systems, a stream of research focuses on firmware verification [14, 65, 219]. Another stream of research focuses on detecting
kernel-level attacks by monitoring syscall/function hooking techniques and kernel data structure manipulation [50, 112, 117, 166, 208].
None of the existing detection mechanisms monitor I/O memory ranges, and specifically
I/O configuration registers.

5.11

Conclusions

In this chapter, we first examined the current state of host-based detection techniques for embedded devices, with a particular focus on programmable logic controllers. We found that current practical host-based intrusion detection techniques for embedded devices suffer from three
major shortcomings. First, they ignore the control of dynamic memory when verifying memory
contents. Second, they do not apply effective practical control-flow measures owing to performance limitations. Finally, they rely mostly on static references to protect embedded devices.
In the second part, we proposed a new type of attack that leverages these weaknesses, and we
showed that it can be used by adversaries to manipulate the physical process in such a way
that the PLC runtime and SCADA applications are unaware of the manipulation. This finding
is interesting and relevant since current detection techniques are not effective against this new
type of attack or any type of attack that exploits the weaknesses discussed in section 5.5.
Due to the reliance of pin control attack on hardware, we believe that the best protection
approach is to prevent attackers from gaining access to ECS devices. One of the open problems
for ECS devices that attackers can exploit to gain access is control-flow hijacking. To detect
control-flow hijacking attacks in general-purpose computers, the study [9] has suggested the
concept of control-flow integrity (CFI). We believe that in any attack against embedded control
devices, control-flow integrity measures will act as another defense-in-depth mechanism and
pose a notable barrier to attackers, thus reducing their success rate.
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Chapter 6
Configurable Code-Reuse Attack
Mitigation for Embedded Systems
Life would be so much easier if we only
had the source code.
Anonymous

6.1

Introduction

Control-flow hijacking represents one of the major attack vectors against computer systems in
the past two decades. Given the impact of control-flow attacks on general-purpose computers [81], most operating systems adopted the executable space protection (ESP, also known as
NX, W ⊕ X, or DEP) mechanism [41, 120] together with address space layout randomization
(ASLR). To overcome these exploit mitigation approaches, a new exploitation technique named
return-oriented programming (ROP) [182] was proposed, which allows an attacker to circumvent
ESP.
To address this problem, Abadi et al. suggested the concept of control-flow integrity (CFI)
as a general defense against ROP attacks [9]. CFI ensures that the program execution passes
through only approved execution paths taken from the software’s control-flow graph (CFG). To
achieve this object, at each indirect jump/call and return instruction, the destination address
is checked to determine whether it follows a valid path in the CFG [30]. Following Abadi
et al. [9], various researchers have suggested different CFI policies and implementations for
general-purpose computers [40, 198, 201, 213, 221].
Similar to in general-purpose computers, an attacker can use ROP and ROP-like techniques,
such as Ret2ZP [97], to overcome exploit mitigation mechanisms in embedded systems. However, embedded systems are much more diverse in terms of resources and availability; thus, CFI
system requirements and specifications are different for general-purpose computers.
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In this chapter, we focus on protecting embedded devices from control-flow hijacking techniques such as buffer overflow, heap exploitation, use-after-free and return-oriented programming (ROP). These attacks exploit an important class of vulnerabilities.
Indeed, in the recent security literature, we find a number of approaches addressing memory corruption attacks in embedded systems [55, 94, 148]. Here, we depart from the previous
approaches because from the start, we want to consider the following three constraints that we
argue are of crucial importance in the ecosystem of embedded systems:
First, embedded systems are extremely heterogeneous in terms of processing power (which
can be very low), available resources and responsiveness requirements. Therefore, a memory
protection solution must address these issues by providing flexible protection based on the
performance specification of the embedded system.
Second, vendors of various embedded equipment tend to procure third-party software that
is available only in a commercial off-the-shelf (COTS) binary form without access to the source
code.
Third, the hardware landscape of embedded systems is much more diverse than that of
general-purpose computers, and we cannot expect embedded systems already in production to
be retrofitted with upgraded hardware. In general, one cannot rely on the presence of any particular hardware, hardware-facilitated functionality or hardware-specific features for a memory
corruption mitigation approach in embedded systems.
In this chapter, we introduce µShield, an open source [12] code-reuse mitigation system
for embedded binaries. µShield addresses the diversity of performance and requirements (the
first constraint) by providing configurable protection policies that can be tailored to the specific
system. In addition, µShield protects COTS binaries without relying on the control-flow graph
and can work with a hardware-agnostic cryptographically secure shadow stack.
To the best of our knowledge, no memory corruption mitigation approach for embedded
systems addresses all the limitations mentioned above. Finally, to evaluate µShield, we choose
ARM architecture due to its wide application in the embedded world.

6.2

Background

In the past decade, the research community has suggested two different approaches to address
memory corruption vulnerabilities in both general-purpose computers and embedded systems.
The approaches are as follows:
• Behavior-based heuristics: there have been various proposals to detect control-flow hijacking by leveraging the execution behavior of exploit characteristics, such as heapspraying detection [84] and detection of specific payload behaviors such as external library loading or stack pivots.
• Control-flow integrity: CFI is a technique that places restrictions on control-flow transfers to make runtime control-flow conform (with various degrees of accuracy) to the
intended program control-flow. The seminal work by Abadi et al. [9] proposed a finegrained analysis and enforcement scheme that unfortunately incurred high overhead.
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This drawback led to the proliferation of CFI proposals seeking to address performance
overhead through various trade-offs. However, CFI systems also have limitations, as we
describe in section 6.2.1.

6.2.1

Related Work

Since one of the constraints that we described for embedded systems protection is COTS
support, in Table 6.1, we list the initial selection of COTS binary supporting solutions
against several of the other criteria imposed by our environment, as outlined in section 6.1. In the table, the term hardware-agnostic indicates whether a solution relies on
features specific to particular hardware (e.g., Intel’s LBR). The term CFG reliance indicates
whether a solution requires CFG extraction from the protected binary in question in order
to function. The term bypassed shows that bypasses for the work have been constructed
under attacker models equal to or weaker than the one presented in section 6.2.2 in either
academic work or practical exploitation. With regard to performance overhead, we rely
on the worst overhead reported by the authors of each work or measured by Burow et
al. [34].
Solution
kBouncer [144]
ROPdefender [54]
DROP [38]
ROPstop [107]
PathArmor [201]
BinCFI [220]
CFCI [221]
MoCFI [55]
O-CFI [134]
Lockdown [146]
CET [145]

Hardware-agnostic
No (LBR)
Yes
Yes
Yes
No (LBR)
Yes
Yes
Yes
No (Intel MPX)
Yes
No (Intel CET)

CFG Reliance
No
No
No
Yes
Yes
No
No
Yes
Yes
No
No

Bypassed
Yes
No
Yes
No
No
Yes
No
No
No
No
No

Worst. overhead
6%
200%
530%
19.1%
27.3%
42%
83%
1106.8%
11%
273%
Unreported

Table 6.1: Platform applicability in surveyed solutions
As shown in Table 6.1, none of the surveyed solutions meets all the criteria. One interesting conclusion that can be drawn is that there seems to be a triangular trade-off between
hardware-agnosticism, security and performance overhead, with the best-performing solutions either being hardware-facilitated or lacking in offered security.

6.2.2

Threat Model

Our attack scenario consists of control-flow hijacking memory corruption attacks under a minimum system security baseline. The minimum system security baseline consists of deploying
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existing readily available exploit mitigation techniques such as NX, ASLR, stack canaries and
full RELRO to our protected application.
We assume a powerful attacker model in which the attacker has an arbitrary info-leak primitive and a vulnerability that allow them to overwrite control-flow elements (e.g., return addresses, function pointers). While most modern security mechanisms assume that the attacker
cannot arbitrarily read memory, under our attacker model, the attacker can bypass those mechanisms (e.g., by using the info leak to bypass stack cookies and ASLR [29]) provided that she
can construct a code reuse payload to bypass nonexecutable (NX) memory protection.
*-Oriented Programming (XOP)
We use the term “*-oriented programming” (XOP) to refer to exploitation techniques that make
use of code reuse in general. Taxonomically, code-reuse attacks can be divided into returnoriented programming (ROP), jump-oriented programming (JOP) [31], and call-oriented programming (COP) [35]. Given our target architecture (ARM) (where there are no dedicated call,
return or jump instructions but rather direct and indirect branching instructions), we can conflate ROP, JOP and COP into the single category of XOP with few problems.

6.3 µShield Design
6.3.1

Design Overview

µShield offers two levels of security, basic and advanced, on a per-application configurable basis.
µShield consists of three core components:
1. Setup module: the setup module checks whether the system meets the minimum baseline requirements and harvests instrumentation points from a given application for the
runtime protection module (RPM) configuration file.
2. Kernel protection module (KPM): the KPM offers the basic protection level in the form
of behavior-based heuristics and coarse-grained backward-edge CFI. It is implemented
as a kernel module hooking a variety of security-sensitive system calls. Upon hooks
invocation, the KPM executes its heuristic.
3. Runtime protection module (RPM): The RPM offers the advanced protection level in
the form of fully precise backward-edge CFI and coarse-grained forward-edge CFI. It
is implemented as an LD PRELOAD library instrumenting function prologues and epilogues to implement a shadow stack (for backward-edge CFI) and code pointer calls to
implement dynamic function call validation (for relaxed forward-edge CFI).
Figure 6.1 illustrates the deployment of µShield on a target system.
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Embedded Device
User Space

Embedded Application
...
Instrumentation Points1
....

Function entry/return &
Dynamic calls

Runtime Protection
Module (RPM)
Shadow Stack
Code Pointer Call
Validation

Instrumentation Points2

Hooked Syscalls
Kernel Protection Module (KPM)

Kernel Space

XOP Heuristics

Figure 6.1: High-level illustration of a µShield deployment

6.3.2

Detection Mechanisms

The detection mechanisms of the KPM and RPM are based on behavior-based heuristics and
CFI policies. Generally speaking, the former offer inferior security coverage but impose less
overhead, while the latter offer better security coverage with more overhead. For this reason,
we adopt behavior-based heuristics in our basic protection component (the KPM) to allow users
to enable only the KPM for the most lightweight variant of µShield. Given the strict overhead
constraints for embedded systems and the lack of access to the source code of target applications
(and hence our limited ability to extract accurate CFGs), we choose coarse-grained CFI in our
advanced component (the RPM).

6.3.3

Kernel Protection Module

The minimum security baseline is essential for the KPM. The restrictions imposed by the minimum security baseline force the adversary to exploit vulnerabilities using a limited set of patterns that is well known to the KPM. This situation allows us to employ a lightweight monitoring approach, which triggers inspection only at specific points during the execution of an
application using a limited set of heuristics.

Stack Pivot Detection
The first heuristic for the KPM is stack pivot detection that checks whether the stack pointer
points outside designated stack memory areas. Stack pivots are often required for the successful
exploitation of heap-based vulnerabilities or scenarios in which there is insufficient control over
the local stack frame for an attacker to achieve her goals. The stack pivot detection heuristic
represents an additional barrier for attackers, who would need to craft an XOP-based bypass
for this mechanism in the form of a copy-loop [60], a nontrivial effort in practice.
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Stack Frame Integrity Walker
The coarse-grained backward-edge CFI in the KPM is implemented in the form of a stack frame
integrity walker. As part of calling conventions, functions are allocated a local stack frame
containing, among other things, a return address to the caller. To facilitate debugging and error
reporting, many applications require the ability to unwind stack frames, that is, to walk a chain
of nested function calls backward from the current frame all the way to the top of the stack.
The most common and stable way to facilitate this ability is through the presence of frame
pointers, which are present in every local stack frame and constitute a pointer to the previous
stack frame, resulting in a linked list that can be walked upward. It is thus possible to inspect
a local stack frame, walk the chain upward and inspect all return addresses along the way. Our
walker does just this and, for every return address encountered, decides whether it is valid,
meaning it is preceded by a branch-with-link (BL) instruction (the ARM equivalent of a call).
As per calling convention, every function call must return to an address preceded by such an
instruction, and a violation of this convention indicates CFI has been subverted. In this case, we
raise an alert. In addition, return addresses are not allowed to point to stack or heap memory.
This principle is known as branch precedence [82] and has been part of other coarse-grained
CFI solutions.
However, our approach is completely different from the work in [82]. First, existing branchprecedence heuristics check only the current stack frame for a branch-preceded return address.
µShield instead validates the return address of the entire stack frame chain. Second, heuristics
based on [82] can be bypassed by means of so-called trampoline gadgets (also known as callret [57], call-site [89] and invocation gadgets [175]). To address this issue, some CFI solutions
use length-based heuristic gadget classifiers and raise an alert if more than N sequences of less
than M instructions are spotted (i.e., N gadgets). Such classifiers can be bypassed by using
heuristic breakers such as long-NOP and termination gadgets [35, 57]. Our work instead seeks
to identify trampoline gadgets by checking whether a return address has a call/indirect-branchwith-link and return-type instruction within N instructions from the gadget start. If so, we mark
it as a trampoline gadget. Once more than M trampoline gadgets have been detected, we raise
an alert. We found N=5 and M=2 to be ideal values that do not produce false positives. Evading
this heuristic would require attackers to use less than M trampoline gadgets, exposing them to
regular branch-precedence checks in the process. Note that this heuristic constitutes only our
lightweight protection for devices that simply cannot afford fine-grained CFI.

6.3.4

Runtime Protection Module

Backward-edge CFI Using Shadow Stack
A shadow stack is a (fully precise) CFI enforcement mechanism for backward-edge stack-stored
control flow (i.e., validating return paths when return addresses are stored on the stack). It
works by effectively maintaining a “shadow copy” of the program’s call stack and synchronizing it during control flow by instrumenting function calls and returns with shadow stack handlers. µShield uses a parallel shadow stack [52] for the program stack, meaning that all stack
operations of the program are synchronized with our shadow stack. In µShield, the function
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call handler pushes the return address on the shadow stack, while the function return handler
checks the top of the shadow stack against the return address.
Forward-edge CFI
In addition to the backward-edge CFI offered by the shadow stack, we include in the RPM a
(relaxed) forward-edge CFI mechanism for dynamic code pointer calls that uses a function prologue validation heuristic. The heuristic validates whether the call destination is a valid function prologue. The coarse-grained nature of this measure means that some degree of security is
traded for performance and applicability. Since forward-edge CFI relies on a precise approximation of the intended application CFG, and our environmental constrains impose a binary-only
solution without reliance on CFG extraction, we opt for a coarse-grained CFI that considers
any function prologue (but only valid function prologues) a valid control-flow destination for
dynamic code pointer calls.

6.3.5

Theoretical Analysis of CFI Mechanisms

Using the theoretical taxonomy provided by Burow et.al. [34], we obtain the following security
qualifications for the CFI aspects of our solution:
• KPM: Backward-edge (D), CF.1, SAP.F.0, SAP.B.1
• RPM: Backward- and forward-edge (D), CF.1/CF.5, SAP.F.1a , SAP.B.2
The comparison provided by Burow et.al. [34] can provide an overview of µShield compared
to other CFI solutions. We conclude that our KPM provides minimalistic backward-edge CFI,
while our RPM provides minimalistic forward-edge CFI but highly precise backward-edge CFI
(which, in addition, is not hampered by hardware limitations).

6.4 µShield Implementation Details
This section discusses the technical details and caveats of the µShield prototype that we built.
The source code of the µShield prototype has been made publicly available on GitHub [12].

6.4.1

Setup Module

The setup module consists of the following subsystem:
• Harvesting function prologues and epilogues: We identify all functions in the target binary. We search prologues and epilogues for the register-saving and register-restoring instructions, which, respectively, save and restore the return address from the stack. These
addresses are added to a configuration file for use by the RPM.
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• Harvesting code pointer call sites: We identify all functions in the target binary. Within
the function body, we search for register-relative branch-with-link (i.e., BLX Rx) instructions, which is how ARM represents dynamic code pointer calls. These addresses are
added to a configuration file for use by the RPM.
We implement the setup module in our prototype using two different underlying frameworks: IDAPython, which is built on top of IDA Pro, and the Angr [184] framework. In both
cases, identification of functions is done heuristically without requiring reliable CFG extraction,
and both frameworks can work with COTS binaries without debugging information.

6.4.2

Kernel Protection Module

Syscall Hooking
The KPM time of check is set to (a subset of) syscall invocations. We do this by fetching the
system call table address and replacing the entries to be hooked with the addresses of our hook
functions while storing the original addresses so that they can be called by the hook functions.
Stack Pivot Detection
The KPM operates in kernel space. Therefore, it can inspect the virtual memory areas (VMAs) of
a protected process as well as stack-related information (such as stack top address, etc.) from the
memory management subsystem and the register values in the current program state. We use
this information to check whether the current stack pointer value lies within a VMA, qualifying
as a stack area. If not, we detect a stack pivot exploit.
Stack Frame Integrity Walker

STACKFRAME N
[return address]
[@next frame]
(...)
STACKFRAME ...
[return address]
[@next frame]
(...)
StackFrame 0
[return address]
[@next frame]
(...)

No

Branch-Preceded?

Raise Alert
Yes

Yes

Trampoline?

Yes

No

count(trampoline)++

OK

count(trampoline)>
threshold?

No

Figure 6.2: Stack frame integrity walker
The walker is illustrated in Figure 6.2. It walks the chain of stack frames from the current
stack frame up to the topmost frame and, along the way, checks whether the return addresses
contained within them are valid. If the walker encounters an invalid return address, an alert is
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raised. Furthermore, it counts the number of return addresses that qualify as trampoline gadgets(comprising call-ret pair [57] and call site [89]), and if the count exceeds a certain threshold,
it raises an alert. This part of our heuristic was specifically designed to address attacks in which
an attacker crafts payloads consisting of gadgets that are branch preceded, thus illegitimately
qualifying as valid return sites [57, 89]
We consider a return address valid if and only if it does not point to the stack or heap
and is branch-with-link-preceded. In addition, we consider an address a trampoline gadget (or
dispatcher/call-site gadget [89]) if and only if it contains, within a threshold of N instructions
from its start, an indirect branch-with-link instruction (or semantic equivalent) followed within
M instructions by any indirect branch.

Maximum Walking Depth We walk the stack frame chain upward until a threshold depth
of N (where N is larger than the deepest function nesting we can reasonably expect), after which
we terminate. We do this to prevent attackers from executing a denial of service attack through
crafting self-referential stack frames that would cause an infinite loop in kernel space.

Chain-walking Complications Walking the chain of stack frames can be tricky depending
on the system circumstances. The ideal scenario is one in which binaries are compiled with
frame pointer support (what we term FP compliance), in which case we can simply take the
frame pointer (FP) register, look up the stack frame, and walk a linked list backward to the top.
Developers have argued against the omission of frame pointers for decades [33] since they
are required for efficient stack trace calculations. FP compliance until recently was also mandatory for compliance with the embedded application binary interface (EABI). Alternatively, µShield
can use binary debugging information or static backward data flow reconstruction using static
analysis (although this approach is suboptimal) to complete the chain walking.

6.4.3

Runtime Protection Module

Instrumentation
Our instrumentation approach is completely native to the RPM and does not rely on any preexisting frameworks, since these either do not offer ARM support (e.g., static instrumenting
such as DynInst or PEBIL) or come with significant overhead (e.g., dynamic instrumentation
such as Valgrind, DynamoRio, or PIN).
Our approach consists of identifying the function’s main routine start point, instrumenting
it to set up the shadow stack and subsequently taking all the instrumentation points identified
by the setup module and instrumenting them (with detour hooks) to redirect control flow to our
shadow stack handler and code pointer call handler routines. These routines are implemented
in the ARM assembly and are designed to be as lightweight as possible to limit overhead.
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Shadow Stack
In order to provide fully precise backward-edge CFI, we implement a lightweight checking parallel shadow stack, as illustrated in Figure 6.3. We instrument the first instruction of the program’s main routine to call a shadow stack setup handler, which allocates a memory area that
serves as a dedicated shadow stack located at a fixed offset from the stack pointer. As the program executes, the shadow stack synchronizes with the regular stack, thus avoiding the need
to walk the entire shadow stack to check for valid return addresses (as is the case with regular
shadow stacks). This parallel approach allows us to avoid the problems that plague implementations of traditional shadow stacks [54, 222]. While our current prototype does not support
multithreading, there is no reason that µShield cannot be extended to support multithreading
by using multiple dedicated shadow stacks for each thread.

PUSH {..., LR}

Instrumented
Function
B prologue_handler

...

....

POP {..., PC}

B epilogue_handler

Stack

Shadow Stack

[ret_address]

[ret_address]

...

(NULL)

[ret_address]

[ret_address]

Regular Function

Prologue Handler
STR LR, [SP+shadow_offset]
PUSH {..., LR}
B back

Epilogue Handler
...
LDR Rx, [SP+ret_offset]
LDR Ry, [SP+shadow_offset]
CMP Rx, Ry
BNE raise_alert
POP {...,PC}

Figure 6.3: Checking and parallel shadow stack
We instrument all function prologues and epilogues to detour to shadow stack prologue
and epilogue handlers (fully implemented in assembly). The prologue handlers take the return
address (stored in the link register (LR)) and write them to the shadow stack (i.e., the memory
address at a fixed offset from the current stack pointer).
Cryptographically Enforced Shadow Stack Variant
Since most shadow stack proposals and implementations do not address the issue of securing the shadow stack itself, Mashtizadeh et al. [128] have proposed cryptographically enforced
CFI (CCFI), which stores the keyed message authentication code (MAC) tag as a combination
of the shadow stack address and the original return address to the shadow stack rather than
the original return address itself. The shadow stack prologue handler calculates the tag as
*tag = MAC(return address | shadow address | ..., secret key)* and stores it to
the shadow stack. The epilogue handler simply takes the intended return address of a function,
calculates the corresponding tag, compares it against the stored tag on the shadow stack and
raises an alert upon mismatch. The shadow stack address is included with the return address to
prevent attackers from swapping two tags on the shadow stack (similar to replay protection).
With this approach, even an attacker capable of manipulating the shadow stack itself cannot
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hijack the control flow without being able to forge a MAC entry, a problem that is reducible to
the cryptographic security of the MAC.
However, the CCFI approach [128] does not meet our criteria since it is neither hardware
agnostic (it relies on the x86 AES-NI extension) nor binary COTS compatible (it requires sourcecode access). We adapted CCFI to meet our criteria by implementing a binary-COTS-compatible
version in our shadow stack prologue and epilogue handlers using a customized software-only
implementation of the lightweight Chaskey-8 [135] MAC algorithm for ARM that consists of
only 166 instructions. In addition, we omit any information beyond return address and shadow
stack address from the MAC to improve performance. Given that the security of the MAC rests
on the secrecy of the key, it is important that it does not leak to the attacker. Therefore, the key
is stored in a large register (e.g., NEON or VFP on ARM or XMM on x86) that is not used by the
program or is otherwise arranged so that it can never leak to the program state.
Code Pointer Call Validation
To provide a form of forward-edge CFI, we instrument all code pointer calls and all indirect
register-relative branches and check whether they point to a valid function prologue. This is a
“relaxed” form of CFI since it does not restrict an attack in redirecting hijacked code pointers,
but it does restrict them to target valid function prologues rather than any XOP gadget.
We leverage the fact that our minimum security baseline guarantees that all functions are
compiled with stack cookie support. This means that each function prologue will contain a sequence of instructions setting up the stack cookie and storing it on the stack, which we will use
as an instruction signature for validating function prologues. Thus, given a target code pointer
call destination address, we can check whether we find the above instruction sequence within
threshold instruction bound N and, if not, raise an alert. The number of false negatives here is
minimal, as the first instruction in the sequence consists of the loading of a rarely referenced
static address located in the program images .bss segment (the stack cookie storage address)
followed by a dereference and storing instruction.
In addition, we impose no branch instructions of any kind between the above instructions to
prevent attackers from targeting potential gadgets that, for whatever reason, happen to conform
to the above form or gadgets located less than N instructions before a valid function prologue.
The code pointer call validation restricts function calls to legitimate function prologues
rather than only intended ones. As such, it rules out the targeting of arbitrary gadgets but
leaves room for an attacker to swap arbitrary function calls. An attacker who wishes to extend this ability into crafting an actual gadget chain would need to use entry-point gadgets (EP
gadgets) [89], which consist of a sequence of instructions starting at a legitimate function entry point and ending with an indirect branch. EP gadgets thus begin at allowable destinations
for control transfers. While an attacker could use EP gadgets to bypass our code pointer call
validation heuristic, he would need to craft an entire chain consisting only of EP gadgets since
all code pointer calls are instrumented with our forward-branch validation code. In addition,
our instrumentation of function prologues and epilogues means that within such an EP gadget chain, any executed prologue would need to be matched with a corresponding epilogue to
prevent shadow-stack mismatches from raising an alert, which implies that EP gadgets can be
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executed only as chains of fully executed functions rather than the cobbled-together segments
that usually constitute gadgets. As such, we consider the practical exploitation of this weakness
to be highly complicated if not practically infeasible in most cases. Given the extremely low
overhead impact of this measure, we consider this weakness to be acceptable, especially in light
of the security offered by our backward-edge CFI.

6.5
6.5.1

Evaluation and Discussions
Performance Evaluation

We performed the overhead evaluation on a Raspberry Pi 1 Model B+, which features an 800
MHz single-core ARM1176JZF-S CPU and 512MB RAM, running the Raspbian Jessie Lite Linux
distro with Linux kernel 4.1. To reduce system noise, which could interfere with benchmarking,
we ensured that tests were run on a “bare-bones” system with no services or applications apart
from core system processes running alongside the tests.
For historical reasons, most authors working on CFI tend to use the SPEC [192] CPU benchmarking suite to measure performance overhead. However, we cannot adopt this approach to
evaluate µShield for several reasons.
First, existing work in the area of memory corruption mitigation tends to measure its overhead against applications representative of an average-case usage scenario. This approach is
unsuitable for our purposes since an overhead indication in such an average-case scenarios
tends to vary wildly from the overhead experienced in worst-case outlier scenarios.
Second, our hardware (a Raspberry Pi) does not satisfy the minimum hardware requirement
of SPEC. SPEC requires 1 GB of RAM in a 32 bit CPU, while our Raspberry Pi provides only 512
MB of memory. As an alternative to SPEC benchmarks, in addition to the applications that we
selected to represent worst-case scenarios, we choose the SciMark2 [156] scientific computing
benchmarking suite since its functionality is integrated as part of SPEC but does (unlike the full
SPEC suite) meet the requirements of our platform.
Constrained Overhead Test
We refer to our overhead testing suite as the constrained overhead test (COT). The COT consists
of the following components.
• SciMark2 [156]: a benchmark for scientific and numerical computing designed by NIST.
SciMark has been integrated as part of SPEC.
• lshw: a Linux tool that gathers information about the hardware present in the system.
lshw executes a series of syscalls to obtain low-level information about hardware capabilities, which makes it suitable as a test for the frequent invocation of our KPM heuristics.
• primes: a demonstration program that is shipped with the GNU Multiple Precision (GMP)
arithmetic library that computes a list of all primes between two given numbers using a
prime number sieve, with a large number of function calls in every execution.
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Benchmark
SciMark2
overhead
lshw
overhead
primes
overhead
nqueens
overhead

No Protection
27.105
16.946
10.126
4.105
-

KPM
27.240
0.50%
16.955
0.06%
10.139
0.13%
4.106
0.02%

KPM + RPM FE
27.089
0.06%
17.009
0.38%
10.169
0.42%
4.105
0.00%

KPM + RPM BE
28.359
4.63%
19.260
13.65%
10.698
5.65%
4.112
0.16%

KPM + Full RPM
28.199
4.04%
19.373
14.33%
10.835
7.00%
4.112
0.17%

Table 6.2: Worst-case CPU overhead overview for KPM, KPM plus RPM forward-edge (FE),
KPM plus RPM backward-edge (BE) and KPM plus full RPM protection
• nqueens: a simple program that recursively solves the n-queens problem commonly used
as part of CPU performance benchmarking suites such as the Phoronix Test Suite [150].

Overhead Figures
Each component of the COT was tested with four different configurations of µShield to gain
insight into the performance overhead imposed by the individual and combined components.
These configurations are
1. Unprotected
2. KPM only
3. KPM + RPM forward-edge protection
4. KPM + RPM backward-edge protection
5. KPM + full RPM protection
To minimize random bias, each benchmark was run 50 times per configuration. Memory
overhead was measured for the RPM in all applicable configurations but not for the KPM (due
to technical complications). However, since the KPM does not allocate any memory on the
heap nor allocate any stack variables of significant size, we can consider its imposed memory
overhead negligible. Table 6.2 reports an overview of CPU overhead measurements for the
entire COT, while Table 6.3 reports memory overheads.
The results show that for the benchmarking suite SciMark2, we remain below 4.7% performance overhead at all times. For the selected worst-case scenarios, the imposed CPU overhead
tends to stay below 14.4%. When only basic-level security is enabled (in the form of the KPM),
the CPU overhead always remains equal to or below 0.5%, with the bulk of the overhead of full
protection being due to the RPM backward-edge CFI (in the form of its shadow stack). This
result does, however, strengthen our argument for a modular solution design in which vendors
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Benchmark
SciMark2
overhead
lshw
overhead
primes
overhead
nqueens
overhead

No Protection
10791
26547
10835
10833
-

KPM
10799
0.07%
26475
-0.27%
10860
0.23%
10826
-0.06%

KPM + RPM FE
10810
0.17%
26729
0.68%
10858
0.21%
10858
0.24%

KPM + RPM BE
10859
0.63%
27475
3.49%
10872
0.35%
10806
-0.24%

KPM + Full RPM
10830
0.36%
27382
3.14%
10858
0.22%
10795
-0.35

Table 6.3: Memory overhead for KPM, KPM plus RPM forward-edge (FE), KPM plus RPM
backward-edge (BE) and KPM plus full RPM protection
using applications closer to such a scenario of extreme recursion could decide to opt to drop
the RPM backward-edge CFI, which, as shown in Table 6.2, results in dropping virtually all of
the imposed overhead. Measured memory overheads, as outlined in Table 6.3, are negligible in
all cases with an observed maximum of 3.49%.

6.6

Conclusions

In this chapter, we presented a new code-reuse mitigation system for resource-constrained embedded devices named µShield. µShield considers the general constraints imposed by embedded
systems, such as performance limitations, lack of fully featured hardware or COTS binaries. Our
evaluation shows that µShield can detect the memory corruption attacks defined in our scope
and have acceptable performance overhead under worst-case scenarios. Based on our evaluation, we can argue that despite the limitations in embedded systems, it is feasible to have a
protection mechanism for devices with a different level of resources.
Finally, the configurable protection policies and nonintrusive detection approach of µShield
paves the way to address stricter availability requirements, such as timeliness for the embedded
systems, as we discuss in the next chapter.
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Chapter 7
Real-Time Friendly Compiler-Based CFI
for PLCs
With experience, one learns the
standard, scientific way to compute the
proper size for the stack: Pick a size at
random and hope.
Jack Ganssle

7.1

Introduction

Among ECS devices, programmable logic controllers (PLCs) play a major role in critical infrastructures. PLCs are real-time embedded systems that control physical industrial processes via
their I/O interfaces. Due to their sensitive role in controlling industrial processes, successful
exploitation of a PLC can affect the physical world and, as a result, can have severe consequences. Despite their importance in terms of the safety and security of industrial processes,
PLCs are as vulnerable to control-flow attacks as (most) other systems [102]. As in generalpurpose computers, control-flow hijacking attacks such as ROP are one of the key techniques
that an attacker can use to obtain system level access to a given PLC. Due to a lack of protection
mechanisms inside a PLC, gaining system-level access to it can pave the way for attackers to
silently manipulate industrial processes without being detected using techniques such as the
pin control attack, which was described in Chapter 5. Despite such attack vectors, to the best
of our knowledge, no CFI solution for real-time PLCs has been devised. The existing CFI approaches for other noncritical embedded systems or general-purpose computers cannot work
for a PLC.
As described in the National Institute of Standards and Technology (NIST) 800-82 guideline,
any security measurement for PLCs must also consider the availability and real-time requirements of the system [193]. In this respect, the most important constraints are as follows, as
indicated by Puschner et al. [161]:
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• No usage of loops without boundary of time or iteration.
• Usage of direct or indirect recursive calls.
• No usage of function variables.
• No usage of nonrecoverable exceptions.
• No usage of asynchronous interrupts.
To date, all the existing CFI systems use recursive function calls and unbounded loops for
control-flow verification. Therefore, the currently existing CFIs do not meet the minimum preconditions to be applied in real-time environments.
In this chapter, we present the design and implementation of ECFI, a real-time friendly
control-flow verification system. The term real-time friendly means that the system satisfies
the above conditions. Additionally, to address the environmental requirements of the PLC,
ECFI considers the availability and timeliness of the PLC more important than the security of
the PLC. Finally, ECFI separates the checking routine from the real-time application to improve
the timeliness of the combination of the two. ECFI is a fine-grained CFI approach that protects
both the forward edges and backward edges of the control-flow graph. ECFI consists of a nonconditional simple instrumentation code and a separated asynchronous shadow stack that is
implemented as a ring buffer combined with a checking routine. This architecture allows the
PLC OS to schedule runtime CFI checks according to the PLC’s real-time constraints.
We underline that a real-time friendly system is an important step towards a full real-time
CFI, but it does not provide full real-time guarantees. To do so, we should also carry out a
worst-case execution time (WCET) analysis to calculate the maximum execution time (MAXT)
in the worst-case scenario. In the case of a hard real-time application, ECFI requires redesign,
as we discuss in section 7.8.
To test ECFI, we implemented it in a real-world industrial PLC. We used ECFI to protect a
PLC runtime application that reads I/O inputs, executes PLC control logic, updates the outputs,
and provides a Modbus TCP server for the SCADA server. In addition to considering basic realtime constraints, our prototype implementation induces a moderate 1.5% CPU overhead. Our
prototype implementation of this concept supports the ARM architecture. We focus especially
on ARM-based devices since a large share of PLCs use ARM processors [177].
Maintaining the availability and timeliness requirement of the PLC comes at a cost. In our
case, to preserve the real-time properties of the PLC, we devoted the CFI checker to a separate
process that has lower priority. Using this feature of ECFI, an attacker can force a process to
“starve” by keeping the CPU busy (e.g., by using a DoS attack) and then overwrite the shadow
stack with normal values that do not raise any alert. However, we designed a strategy that
mitigates this attack possibility. In a real-time system, the range of CPU cycles consumed by
the tasks is both small and predictable. Thus, ECFI monitors the CPU cycles consumed per
PLC scan cycle to detect an attack against the shadow stack. To evaluate this strategy, we
constructed an ROP chain to attack our shadow stack and overwrite the control-flow metadata
with fake but acceptable values. At the same time, we executed a DoS attack against the PLC
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that consumed all the CPU resources of the device. Our prototype implementation was still
able to detect the shadow stack overwrite and raise an alert for this attack.

7.2

Background

Before explaining the technical details of our approach, we briefly discuss the necessary background information needed to understand the rest of the chapter.

7.2.1

Programmable Logic Controllers

Programmable logic controllers (PLCs) are a family of embedded devices that are used in critical
industrial environments. Usually, these environments mandate soft or firm real-time control
over an industrial process. Failing to execute multiple I/O operations in a timely manner may
result in the failure of an industrial process, which leads to unacceptable consequences. To
overcome this problem, the majority of PLCs are equipped with RTOSs to execute their tasks
in a predictable manner. For example, a PLC that operators use in a sewer network must be
able to react in real time to changes in the water level caused by rainfall. In a power plant, a
PLC-like device must react to an out-of-phase generator by controlling a generator breaker on
a milliseconds scale.
Generally speaking, a PLC runs a software called the runtime that controls its primary task,
I/O operations. The runtime software interprets or executes another code known as the control
logic. The control logic is a compiled form of the PLC’s programming language, such as structured text, function block diagram (FBD), or ladder logic. FBDs and ladder logic are graphical
programming languages that describe the control logic of a given industrial process. The PLC
runtime usually prepares the control logic execution by scanning the inputs and storing them in
the variable table and then updating the outputs. A sequence consisting of reading the inputs,
executing the control logic code, and updating the outputs is called the program scan cycle. The
PLC program scan is an infinite loop and runs indefinitely. The variable table is a virtual table
that contains all the variables needed by the control logic: setpoints, counters, timers, inputs
and outputs. During the program scan cycle, every change in the I/O of the PLC is ignored until
the next program scan cycle. Figure 7.1 depicts the PLC runtime operation, the running of the
logic, and its interaction with the I/O.
One of the most common architectures used for PLCs is the ARM architecture [177]. For
example, various models of PLCs manufactured by vendors such as Allen-Bradley, Schneider
Electric, Honeywell, and WAGO PLCs are using the ARM architecture [177].

7.2.2

PLC Logic

There are two types of PLC logic: bytecode based and binary based. In bytecode-based logic,
the bytecode is executed by the PLC runtime with a just-in-time (JIT) compiler. An example of
a PLC runtime that executes bytecode is the Siemens S7 series PLC runtime. In binary-based
logic, the logic program is first converted to a binary and then uploaded to the PLC. The PLC
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PLC Runtime
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001

Figure 7.1: Overview of PLC runtime operation in a program scan cycle and its interaction with
the I/O

runtime then executes the binary inside the PLC. An example of such a PLC runtime is the 3S
Codesys runtime, which is currently used by more than 261 PLC vendors [61], including ABB,
Schneider-Electric, Beckhoff, Wago, Mitsubishi, and Bosch. In this chapter, we focus only on
PLCs that use binary logic in their runtime. However, a similar approach used in RockJIT [139]
can also be used to protect bytecode-based PLC logics.

7.2.3

PLCs and Real Time

PLCs can be divided into the three following categories based on how well the predictability of
their execution time is guaranteed:
• Hard real time if the delayed task means a system failure.
• Firm real time if the delayed task that the PLC executes is not useful anymore, but the
delayed task does not necessarily mean a system failure.
• Soft real time if the delayed task that the PLC executes is still useful, and the delayed operation does not necessarily result in a system failure, but the service quality is degraded
significantly.
In this thesis, we seek to design a CFI system that is soft and firm real-time friendly.
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7.2.4

Control-Flow Hijacking Attacks on the ARM Architecture

Utilizing complex memory corruption attacks such as return-oriented programming (ROP) against
the ARM architecture is slightly different than utilizing such attacks against the Intel x86 architecture. The major differences are as follows:
• Passing function argument: the first four function arguments within the ARM architecture are being passed via the r0 to r3 registers. In an ROP attack scenario, an attacker
must find gadgets that copy the values from the stack to the function argument registers.
• Memory alignment: since an attacker must move function arguments to the registers,
she must find gadgets that perform such operations. However, the number of such gadgets compared to the number in the Intel x86 architecture is limited due to the memory
alignment enforced in ARM, which significantly reduces the number of ROP gadgets.
• Return to caller via specific register: the link register(LR) in ARM holds the return address
to the caller function. In Intel X86, there is no specific register to hold the return address.
• Direct modification of program counter: in the ARM architecture, an attacker can directly copy a value from a register to the program counter PC. Hence, an attacker can use
instructions that copy values to the PC to hijack the control flow of the application.
In the ARM architecture, once the attacker finds reliable gadgets to move function arguments
to the registers, she can start the ROP chain by pushing the gadget addresses to the stack and
diverting the control flow. To divert the control flow, the attacker can overwrite the return
address in the $LR/FP registers or modify an indirect function call register. Figure 7.2 depicts
locations where an attacker can hijack the control flow in the ARM architecture. For example,
as illustrated in Figure 7.2, if an attacker can control the stack to which $LR,$FP or $R1 points,
she can hijack the control flow of the application.
We can generalize control-flow hijacking techniques in the ARM architecture in two groups:
1. Backward-edge hijacking can occur when the attacker takes control of the LR or R11
registers at the function epilogue. When the attacker controls these two registers, and the
execution of the current function finishes, the attacker-controlled value will be copied to
the PC due to the execution of the ARM function epilogue. As a result, the attacker can
eventually control the PC.
2. Forward-edge hijacking can occur in the ARM architecture. In direct PC manipulation, the
attacker needs an instruction that copies a value from a general-purpose register to the
PC. The POP LR, PC to PC instruction can usually be found in function epilogues (e.g.,
POP R11, PC), and it is one form of direct PC manipulation. Other forms of direct PC
manipulation are, for example, popping stack frame pointer and PC from full descending
stack using the LDMFD instruction (LDMFD SP!, R11,PC) and loading memory address to
the PC using the LDR or ADR (only in ARM mode) instructions (LDR PC, Rx or ADR PC,
Rx). As illustrated in Figure 7.2, once the POP instruction at offset 0x8470 is executed,
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Figure 7.2: Possible locations for ARM control-flow hijacking attacks

and if the attacker can control the value to which register R11 points, then she can divert
the control flow of the application. Figure 7.3 depicts an example of direct modification
of PC in ARM.

7.2.5

Attacker Model

Since a PLC is a computer device that is mostly used in the operational technology (OT) domain of an industrial control system (ICS), we cannot describe our attacker model just in the
traditional IT domain that is usual in other CFI research. Instead, we divide our attacker model
into two parts: the OT and the IT domain.
OT Attacker Model:
In this thesis, we do not consider adversaries who do not understand the behavior of the target
process and do not want to carefully manipulate the physical process. An adversary who wants
to cause a naı̈ve attack can achieve her objective simply by overwriting the return address of
a memory corruption vulnerability to a nonvalid memory address, thus terminating the PLC
runtime (DoS attack) and causing the PLC to lose control of the physical process. No CFI system
can cope with such an attack. Instead, in our attacker model, we assume an adversary whose
objective is to exploit the PLC to carefully manipulate an industrial process. We believe that
in the majority of attacks that manipulate the physical process, there will be a delay between
infection of the PLC and manipulation of the physical process for two reasons:
• Delay caused by infecting multiple types of equipment: once an attacker gains access to
an industrial network, depending on the complexity of the physical process, she might
need to infect more than one industrial equipment device, such as a PLC, to be able to
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•
•
•
•
•
•
•
•

.text:0000844C vuln_subroutine called by main()
;
.text:0000844C
.text:0000844C src
= -0x18
.text:0000844C dest
= -0x10
.text:0000844C
.text:0000844C
PUSH
{R11,LR} <========
.text:00008450
ADD
R11, SP, #4
;
.text:00008454
SUB
SP, SP, #0x18
;

CODE XREF: main+30p

•
•
•
•
•

.text:00008458
.text:0000845C
.text:00008460
.text:00008464
.text:00008468

Store R0 (user_input)
buffer = R3 = R11 + 0x10
dest buffer
src user_input
strcpy(buffer, user_input)

STR
SUB
MOV
LDR
BL

R0, [R11,#src]
R3, R11, #-dest
R0, R3
R1, [R11,#src]
strcpy

;
;
;
;
;

PUSH TO STACK(prologue)
R11 = SP + 4
allocate local stack space

• .text:0000846C
SUB
SP, R11, #4
• .text:00008470
POP
{R11,PC} <======== POP TO PC (epilogue)
• .text:00008470 ; End of function vuln_subroutine

Figure 7.3: Example of direct modification of PC in ARM

manipulate the process. Therefore, in this step, the attacker will infect multiple devices
before executing the attack. Indeed, an examination of the German steel mill cyber attack
reported by BSI (Bundesamt fur Sicherheit in der Informationstechnik) [83, 121] and the
Stuxnet [77] attack shows that the attackers had to infect multiple devices (e.g., infecting
both operational PLCs and fail-safe PLCs) before executing the attack.
• Delay caused by process and I/O mapping: as described by McLaughlin et.al. [130], even
if an attacker takes complete control of a PLC, she still faces two challenges. First, the
attacker must gain knowledge of the control system behavior, and second, the attacker
must recover the semantics of PLC memory locations that are mapped to physical I/Os to
execute process manipulation. SABOT [130] can generate such a payload and recover the
mapping of the system automatically, assuming that attacker is fully aware of the control
system behavior. However, it needs time to process and model the PLC behavior to be able
to recover the mapping of the I/O interfaces and the PLC memory. The Stuxnet case [77]
demonstrates that the attackers were recording the process control data for weeks after infection before they started their actual process manipulation. A similar technique
(infect, wait, then manipulate) was used in the Ukrainian power grid blackout [98, 210].
IT Attacker Model:
In this thesis, we assume an attacker who tries to hijack the control flow of a vulnerable realtime PLC runtime using an ROP attack. We also assume that the PLC has a modern RTOS with
MMU support and contains exploit mitigation techniques such as ASLR, NX, and stack cookies,
but the attacker can bypass such defenses using an information-leak primitive within the PLC
runtime. Our CFI approach must be able to detect any attempts at arbitrary code execution in
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a protected application/service inside the PLC according to the defined scope of the attack.

7.3

ECFI Design

Here, we present ECFI, our CFI enforcement system that was designed and tested for PLCs.

7.3.1

Design Considerations for CFI in a PLC

Generally speaking, we can divide any protection mechanism into active and passive forms. In
the case of an active protection mechanism, the system will prevent the attack upon detecting
it, while in the case of passive protection, the system raises an alert about the attack. In a CFI
context for a PLC, active protection means that the PLC runtime is terminated upon detection
of a control-flow violation. Passive detection in a PLC means that the CFI system raises an
alert upon detecting a control-flow violation without any intervention. Below, we describe the
parameters for designing a CFI solution for PLCs:
Availability: to the best of our knowledge, all existing CFI implementations for embedded
systems act as an active protection system and if such an implementation is deployed in a PLC,
terminating the PLC runtime process upon detection of control-flow hijacking would violate the
availability requirement of the PLC. In case of a false positive, an active protection system could
therefore cause a dumb disruption in a critical infrastructure. One can rightfully argue that this
problem is an engineering issue and that existing CFI systems can be fixed to act as passive
protection systems. To maintain the availability of the PLC, ECFI acts as a passive protection
system. While ECFI can serve as an active protection system (by activating a related flag in the
checker), we do not enable active protection by default except when the process requires such
an intrusive approach in an industrial environment.
Timeliness: the real-time properties of a PLC are measured by predicting its execution time.
Any CFI implementation that uses conditional branches, exception handlers, or loops can significantly complicate the predictability of the execution time [161] in the PLC program. To
address this issue, a CFI approach must perform a complex worst-case execution time analysis.
Otherwise, the entire PLC software must be considered unpredictable and thus non-real-time,
which is unacceptable. A review of the two existing well-known CFI systems for embedded systems, namely, MoCFI [55] and CFR [148], shows that they use conditional branches [55, 148],
exception handlers [55] and unbounded loops [148], which makes them unsuitable for a realtime PLC. ECFI does not use such instructions in its instrumentation code.
Additionally, in existing CFI systems, the CFG verification mechanism is always part of the
application and does not run in a separate process. Due to the usage of conditional branches,
language level exception handlers and unbounded loops in the CFI, the PLC process will not be
real-time anymore without further modification. For a real-time PLC (either soft or firm), the
highest-priority task is the actual control program that executes the process (so-called program
scan cycle), while the lower-priority task is the CFG verification. In traditional approaches,
108

Embedded Control Systems Binary Security

CHAPTER 7. REAL-TIME FRIENDLY COMPILER-BASED CFI FOR PLCS

Application
Source
Code
1

Application
Assembly
Code
2

Instrumented
Application

Generate
CFG

CFG

4
Compile

Instrumentation
Instructions

Injecting
Instrumentation
Instructions
(CPI Module)
3

Ring Buffer
Shadow Stack

CFI Checker and
CPU Cycles
Monitoring
5

Figure 7.4: Simplified design of ECFI

the PLC functions call/return must wait until the CFG verification system decides whether a
control-flow violation occurred. ECFI separates the CFG verification process from the protected
runtime to avoid the complex execution time analysis and avoid the priority inversion problem.
As mentioned before, ECFI considers the availability and timeliness requirement of the realtime PLC more important than the security of the PLC and thus makes compromises to address
those requirements.

7.3.2

General Principles of Operations

ECFI is a compiler-level CFI approach that injects instrumentation instructions into the existing
assembly code of the application during the compilation phase. Figure 7.4 depicts a high-level
overview of the architecture of ECFI. The system consists of five modules:
1. Instrumentation instructions to copy the real control-flow data to the ring buffer.
2. A code parser injector (CPI), which parses the application’s assembly code and adds instrumentation instructions to the code.
3. A ring buffer shadow stack that stores the runtime control-flow data.
4. A control-flow graph that contains the correct execution path of the application.
5. A checker that verifies the control-flow information with the CFG.

7.3.3

Instrumentation Instructions

The instrumentation instructions are a set of instructions that copy the control-flow values to
the ring buffer shadow stack. Our code does not contain any conditional branches, loops, function pointers, direct and indirect recursions, or exception handlers. Since a PLC runtime must
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be real-time, it is essential to have instrumentation instructions that have a predictable worstcase execution time. Therefore, we made the computation of the worst-case execution time
in our instrumentation instructions feasible by following the recommendations of Puschner
et.al [161] for real-time applications using CPU cycles.

7.3.4

Instrumentation Injector

There are two locations in the execution flow of the ARM-based application where an attacker
can hijack the control flow: first, by modifying the register value in the indirect function call (indirect branches) and second, by modifying return address values immediately before the return
instruction (returns). Therefore, these two locations must be instrumented, and the program
execution flow information must be passed to the ring buffer shadow stack before the actual call
or branch occurs. The instrumentation injector will parse the assembly code of the application
and insert the instrumentation instructions into those two locations.
Indirect branches In the ARM architecture, indirect function calls are performed by the BLX
instruction. The BLX instruction calls a value in a register (e.g., BLX r3) where the register
value is dynamically calculated at runtime. The indirect branch destination will be passed to
our shadow stack for verification (see Figure 7.5). We do not control the destination of direct
branches since the direct branches have a hard-coded destination in the application binary,
and it would be impossible for an attacker to hijack the control flow immediately before direct
branches.
Note that we consider all instructions that directly modify the program counter (PC) in the
ARM architecture to be indirect branches (e.g., LDR PC, RegX).
Returns Another way to hijack control flow in the ARM architecture is when the function
or the basic block (BB) returns. The return address will be pushed onto the stack and will be
recovered at the end of the function epilogue. If an attacker manages to overwrite the stack
value that holds the return address, she can obtain control of the execution flow of the PLC
runtime. Therefore, ECFI monitors all function returns in the PLC.

7.3.5

The Ring Buffer and Checker Design

To ensure that the PLC runtime remains real-time, we need to design a protection system that
does not disrupt the real-time execution of the PLC runtime. We designed our ring buffer
shadow stack, which is a shared memory, to be lock-free and asynchronous. This design makes
it possible for the RTOS to halt the ECFI system whenever another important PLC task such as
I/O operations needs resources, while the ECFI checker process runs on a lower priority. The
ring buffer shadow stack is a fixed-size shared memory region that is accessible to the real-time
application and control-flow checker subsystem. Whenever the CPU executes an instrumented
BB, the BB writes the destination or return address, combined with their respective identification number, to the ring buffer. In this thesis, we call the identification number HotsiteID.
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Figure 7.5: Ring buffer shadow stack design

Finally, the ring buffer acts as a shared memory that is accessible to both the checker application and the protected PLC runtime. The ring buffer is created with group permission (via
S IWGRP and S IRGRP).
Checker Application The checker application is a non-real-time program running as a separate process with a lower priority (compared to the protected PLC runtime application). Instead of invoking the instrumentation instructions every time it writes to the shadow stack,
the checker will wait for the operating system to allocate system resources. The checker then
reads the data from the shadow stack, copies the data to its dynamic memory, and evaluates the
control-flow data using the CFG. By default, the checker application will not terminate the PLC
runtime upon the detection of a control-flow hijacking attack (while we have a flag in ECFI to
kill the process). Instead, it generates a log regarding the attack, which a plant operator can
read. To securely store the log files, the checker application runs under a different user (while
being in the same user group as the PLC runtime) and the log files are only writable/readable
by that user; therefore, they are not accessible by the PLC runtime user.
Lock-Free Design Two features of our shadow stack make our approach real-time friendly.
First, during write or read operations, no locking is enforced on the shadow stack. Consequently, while the shadow stack is being written, the checker application can read it at the
same time. By not locking the shadow stack, we try to avoid the common priority inversion
problem in real-time systems caused by resource/memory locking.
Second, our shadow stack allows memory overwrite. This means that if there are no resources available for the checker to execute, and the shadow stack becomes full, the real-time
application is allowed to overwrite previously written control-flow data. Therefore, at the end
of the ring buffer, there is no forced call of the checker to free the shadow stack (by reading its
values). However, this feature can be used by the attacker to overwrite the ring buffer.
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Ring Buffer Protection An attacker may want to take advantage of the ring buffer lockfree mechanism for attack concealment. To do so, she can, for example, perform a denial of
service (DoS) attack against the PLC to increase its CPU usage. Once the CPU usage increases,
the checker application verifies the control flow of the PLC runtime less frequently (or halts
completely until resources are again available). In the meantime, the attacker can exploit the
ring buffer by overwriting it with fake values. However, since a PLC is a real-time machine,
the attacker’s capabilities can be limited by monitoring the number of CPU cycles performed
in every PLC program scan cycle. In addition, for an attacker to remain stealth, the DoS attack
should not be prolonged, since DoS attacks would diminish the PLC’s ability to update I/O
values in a timely manner. Anomalous behavior of PLC I/Os might be detected by the PLC
operator. Therefore, the attacker can execute a DoS attack only during a very short period, e.g.,
for a few seconds.
As described in section 7.2, PLCs execute a control logic program in a program scan cycle.
Due to the real-time nature of PLC runtime, the number of CPU cycles used in every program
scan cycle is limited and predictable. Therefore, with the help of a learning mode, it is possible
to establish a pattern of normal CPU cycle usage in a PLC program scan. The learning mode
captures worse CPU cycle usage in the PLC scan cycle. We can then compare the number of
CPU cycles consumed by the PLC runtime during the program scan with the values extracted
in the learning mode. In the case of significant contradiction (more than 10 percent) between
the worst CPU cycle usage in a PLC program scan cycle in the learning mode and in runtime,
ECFI raises an alert. To calculate the number of CPU scan cycles consumed in a PLC program
scan, we use the performance monitoring unit (PMU) of the ARM architecture. Note that ECFI
does utilizes the PMU not to detect control-flow violations but to detect possible malicious
overwrites in the ring buffer.

Adaptive Scheduling in RTOS Adaptive scheduling is a concept in RTOS in which the OS
scheduler guarantees a certain amount of resources (e.g., CPU cycles) to an application when
a resource constraint occurs. Adaptive scheduling is not new in the RTOS domain [63]. Since
adaptive scheduling can guarantee a certain amount of CPU cycles by setting a threshold (e.g.,
20%) for the checker application, we can reduce (but not totally eliminate) the chance of a ring
buffer overwrite and increase the number of checking operations at the time of high CPU load
in a PLC. We discuss using adaptive scheduling to eliminate the possibility of deceiving ECFI
by overwriting the ring buffer in section 7.5.4.

7.4

ECFI Implementation Details

Based on the design described in the previous section, we present several technical details of
our implementation.
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7.4.1

Target Platform

As a basis for our prototype implementation, we choose a WAGO PFC200 750-8202 PLC. It is
a modular PLC with a 600MHz single-core 64 bit ARM Cortex A8 CPU and 256 megabytes of
RAM and a WAGO 750-1506 8-channel digital I/O module attached to it. The WAGO PLC runs
on Pengutronix Real-Time Linux with a PREEMPT RT Kernel 3.18.13.
For the PLC runtime, we could not use the Codesys runtime (standard WAGO PLC runtime)
since the vendor informed us that they could provide the source code only to the original equipment manufacturers (OEMs). Therefore, we choose the OpenPLC [142] runtime. OpenPLC is
the first fully functional standardized open-source PLC runtime with real-time responses.
OpenPLC has several components, including a graphical integrated development environment (IDE) called PLCOpen. PLCOpen is used for writing structured text (ST) control logics on
a PC and transferring the resultant binary logic generated by the MatIEC compiler [190] to the
PLC. Additionally, OpenPLC runs a NodeJS web interface for SCADA servers to retrieve and
visualize data from the PLC runtime. Finally, OpenPLC includes a PLC runtime engine executing uploaded control logic within the PLC. Similar to the Codesys runtime, OpenPLC converts
the ST language control logic to a binary file on a programming (engineering) station before
uploading it to a PLC.

7.4.2

CFG Generation and HotsiteID

CFG Generation
ECFI uses the compiler to generate an accurate CFG of the PLC runtime and the control logic.
The result gives us a complete CFG that can cover the entire control flow of the PLC runtime
and control logic.
ECFI CFG Metadata Injection
To cope with ASLR, during the CFG generation, ECFI also analyzes the instrumented OpenPLC
runtime and extracts BB offsets and function addresses and the distance between each BB via
the symbols table of the application binary. The extracted information is added to the CFG. We
use this information later to calculate all valid function relative addresses for CFG checking.
The updated graph is reprocessed, and an identification number named HotsiteID is added to it.
The HotsiteID is a unique ID of instrumented basic blocks. Each BB has a unique HotsiteID that
will be used by the code parser injector (CPI) module of ECFI to determine its instrumentation
location. In addition, the HotsiteID is used by our checker application to immediately determine
the location of the application execution flow in the CFG.

7.4.3

Instrumenting OpenPLC

In our approach, we perform instrumentation of the PLC runtime at the compile time. This
task does not require the high-level code of the application (e.g., C code); instead, we use the
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assembly code of OpenPLC. It is worth mentioning that since ECFI does not require the highlevel source code of the application, it makes it feasible to use ECFI as a binary-based CFI
solution in the future. In ECFI, we instrument every indirect function call and function return
address in the OpenPLC assembly code (see also Figure 7.6).
Instrumentation Instructions The instrumentation instructions are a set of light ARM assembly instructions that pass the control flow information to our ring buffer. We developed the
following three types of instrumentation instructions:
• The setup code is an assembly code injected immediately after the function prologue in
main(). This code makes the ring buffer shadow stack (created by the checker) accessible
in the application memory. Once the ring buffer becomes accessible, the setup code passes
the main() address to the ring buffer. Using the main() address combined with the
metadata of our CFG, ECFI can calculate all other function addresses. The calculation of
all other function addresses is an essential task when the PLC OS has an implementation
for ASLR.
• Function epilogue instrumentation instruction (backward-edge monitor): the function
epilogue instrumentation instruction passes values of the frame pointer(FP) or $LR registers (depending on the function epilogue generated by the compiler) and the HotSiteID
to the ring buffer shadow stack.
• Indirect function call instrumentation instruction (forward-edge monitor): the indirect
function call instrumentation instruction passes the call target destination to the ring
buffer alongside the HotsiteID. The HotSiteID is added by the CPI module to the assembly
code of the PLC runtime at the next stage.
Code Parser Injector The code parser injector (CPI) component parses the ARM assembly
code of the application to select the locations at which to inject instrumentation code. The
CPI will also take care of relocation data by inserting a new label for program variables into
the assembly code. In particular, within the application assembly code, the CPI locates the
function epilogues for backward-edge monitoring and indirect function calls for forward-edge
monitoring. In addition, the CPI searches for any instructions that modify the PC. Figure 7.6
illustrates the locations where the CPI module inserts instrumentation instructions.
• In the ARM architecture, we identify indirect function calls by spotting a BLX instruction.
Once the CPI identifies an indirect branch, it first reads the register used by the instruction
for the indirect function call. This register can be different in the program assembly code
(it can be r3, r2, etc). Therefore, the CPI module updates the instrumentation instructions
according to the register used for the indirect function call. The CPI also inserts the
HotsiteID that corresponds to the BB using the information in the CFG.
• The instructions that modify PC directly are instrumented with the same code that is used
for indirect function calls.
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Instrumentation In ARM Architecture
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Figure 7.6: ARM application instrumentation by CPI module
• For returns, the CPI looks for various type of instructions that are being used in the ARM
assembly. In particular, ECFI looks for LDMFA, BX LR, or POP R11, PC instructions. Once
ECFI finds the desired instructions, it updates the instrumentation instructions with the
register that holds the return address. The return address register can be different in
different functions. For example, for passing the return address to the ring buffer, we
replace the LR with a R11 or vice versa, depending on the assembly code generated by
the compiler for the function epilogue.
Finally, the CPI module searches for the beginning of the main function and inserts the
setup code immediately after the function prologue.

7.4.4

Ring Buffer and CFG Check

The ring buffer consists of three parts: the read offset, the write offset, and the actual data
buffer. The read offset contains information about the location where the checker has to read
the data from the ring buffer. The read offset is maintained by the checker application, which
also holds a copy of the last read buffer in its internal memory. The write buffer is maintained by
the instrumentation instruction. The performance counter offset contains the number of CPU
cycles in every PLC program scan cycle and is managed by the instrumentation instructions
inside the OpenPLC runtime. The buffer size is 1024 bytes. This allows the instrumentation
instruction to write 128 times to the buffer before the checker needs to run and read it. There
is no enforcement for the checker to run even after 128 times (due to real-time requirements).
Initialization of the Ring Buffer Once the CFG checker executes, it creates the ring buffer
shadow stack. Then, the checker loads the CFG that contains the destination targets and controlEmbedded Control Systems Binary Security
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flow data. Subsequently, the checker replaces the source addresses with previously generated
HotsiteID numbers inside its internal memory. In the next step, the checker application reads
the main function address from the shadow stack and calculates base addresses for all functions
via previously calculated offsets from the application binary (using CFG metadata). The function
base addresses are utilized by the checker to calculate all valid return addresses and indirect
function calls destination addresses from the determined HotsiteID. This initial process makes
our CFG verification faster.
CFG Checks At this stage, the checker is ready to read any data forwarded to the ring buffer
and to verify it with the target addresses listed in the checker. Every time the OS runs the
checker, the checker will read all written values in the ring buffer and verify the destination or
return addresses.
The entire process of write and read operations is illustrated in Figure 7.7. In the first step,
the instrumentation instruction will write the control-flow data (the HotSiteID and destination or return address) to the shadow stack, but the operating system does not yet have the
resources to initiate the checker application (see Figure 7.7.A). While the checker waits for the
resources, the PLC runtime continues its tasks (executing control logic), and the instrumentation instruction will write the control-flow data to the ring buffer and update the write offset
(Figure 7.7.B). Once the resources become available, the checker application runs and reads every data in the ring buffer up to the location to which the write offset points (Figure 7.7.C). At
this stage, the checker verifies the control-flow data with the CFG or waits until the resources
become available again.
Since ECFI does not block overwrites to the ring buffer and does not forcefully run the
checker once the ring buffer becomes full, this creates an attack surface. To detect malicious
overwrites to the ring buffer (e.g., during a DoS attack), ECFI uses the ARM PMU capabilities.
We precalculate the range of CPU cycle in every program scan cycle of the PLC runtime. Each
time the checker runs, it reads all the written values of the CPU cycles of the PLC and divides
them by the number of PLC program scan cycles carried out by the PLC. To determine how
many scan cycles were carried out by the PLC runtime while the checker process was waiting
for resources, we use the system time. Every time the ECFI checker checks the CFG, it stores
the system time in its internal buffer. In the next round of checks, the checker first obtains the
current time and then reads the previously stored time from its internal buffer. The checker
then divides the elapsed time into the duration of the program scan cycle in the PLC, which
is a fixed value (e.g., the program scan cycle happens every 5 milliseconds). The checker at
this point knows how many PLC program scan cycles were executed since the last check. The
checker then reads the PMU values for the CPU cycles consumed since the previous check and
divides them by the number of CPU cycles executed in the PLC (since the last check). The
checker then compares this value with our acceptable CPU cycle count per program scan cycle.
If the value is higher than our acceptable range, it raises an alert for ring buffer overwrite.
Calculating the accurate range of the CPU cycle is achievable in the PLC environment,
where the PLC OS is a real-time system, compared to other operating systems. To calculate
an acceptable PLC program scan cycle, we store CPU cycles of one thousand iterations of our
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Figure 7.7: Ring buffer update procedure

logic. It is important to note that we do not use the PMU counters to detect control-flow attacks
against the PLC runtime. Instead, we use it to detect malicious overwrites to the ring buffer
shadow stack. Additionally, it is worth mentioning that we do not set up any interrupt handlers
for the CPU cycle event.

7.5

Evaluation

Unlike general-purpose computers and other embedded systems CFI, we do not represent our
evaluation based on average performance overhead. Instead, we use worst observed overhead
in multiple runs for our evaluation. The general average-performance overhead does not necessarily mean the satisfaction of system timeliness. For example, SPEC is an industry standard
benchmarking tool that is extensively employed in most CFI systems to evaluate their performance overhead. However, SPEC provides an average performance penalty and no worst-case
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performance of the application. Additionally, we cannot even use SPEC for our target PLC
due to its hardware limitations. Our WAGO PFC PLC contains 256 MB of RAM and a 64 bit
ARM CPU, while the minimum RAM requirements of SPEC in a 64 bit CPU is two gigabytes.
Therefore, in our work, it is impossible to use SPEC to benchmark the WAGO PLC.

7.5.1

Performance Overhead

We follow two paths to evaluate performance overhead in ECFI. First, we use the CPU cycles
used by our application, which is a common practice in real-time systems [47, 123]. Second, we
use the SciMark2 [156] scientific computing benchmarking suite designed by NIST as another
benchmarking suite since its functionality was integrated as part of SPEC but did (unlike the
full SPEC suite) meet the requirements of our platform.
Algorithm 2 Simple Control Logic
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:

Input ← P in25
Output ← P in22
while True Do do
Read Input
while Input is TRUE and Input ¿ 100 do
A, B, C = Randomint
D, = A + B + C
function PWM IO(22)
IO := 1.5 + 0.5 ∗ SIN (t)
t := t + D
end function
end while
if Input ¡ 100 then
A = 0.1
B = 0.01
C = 0.001
D =A−B−C
function PWM IO(22)
IO = 0.7 + 0.2 ∗ Sin(t)
t=t+D
end function
GoT oF irstW hile
else if Go to First While then
end if
end while

. Temprature Sensor Readings
. ServoMotor PWM

. Update Pulse Width Modulation I/O

. Set Point
. Set Point
. Set Point
. Set Point

To evaluate our performance overhead with CPU cycles, we used perf [59], which was the
only available benchmarking tool in our PLC firmware. Using perf, we calculated the CPU
cycles of OpenPLC in each PLC scan cycle using the control logic illustrated in Algorithm 2.
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Table 7.1: ECFI performance overhead including worst and average CPU cycles overhead for
protected and unprotected OpenPLC runtime
Logic
Simple Logic
SHA-2 Logic

worst unprotected
67836
90521

worst
protected
68906
98046

average unprotected
53912
81383

average
protected
54184
86913

average protected %
0.55%
6.8%

worst protected %
1.57%
8.3%

code overhead %
8.6%
20.8%

Table 7.2: ECFI worst performance overhead in 50 individual runs using NIST SciMark2 benchmark.
SciMark2
No Protection
Protected
Overhead %

FFT
8.69
8.98
3.34%

SOR
33.19
33.32
0.4%

Sparse matmult
6.24
6.41
2.7%

Monte Carlo
11.18
11.51
2.9%

LU
19.71
19.99
1.4%

Composite Score
15.81
16.05
1.52%

This control logic involves all analog and digital I/O interfaces of the PLC and performs basic
arithmetic operations. We then instrumented the OpenPLC runtime and our simple control
logic code and used the perf tool to calculate the CPU cycles. Table 7.1 shows the worst CPU
cycle and average CPU cycles for protected (instrumented) and unprotected OpenPLC runtime
running our logic. The table shows that ECFI using simple logic imposes at worst 1.5% overhead.
However, the basic control logic represents only the simple operation of the PLC. To demonstrate the worst scenario of performance overhead in ECFI, instead of executing a control logic
that at most involves several IF conditions, we created a logic binary that follows a complex
path of SHA-2 hash calculation. We break our new logic (SHA-2 hash calculator) into smaller
functions to increase the number of instrumentation points (the locations at which the CIP module injects instrumentation code). Breaking the SHA-2 hash generator into smaller functions
caused a significant code overhead, as illustrated in Table 7.1.
We then compared the CPU cycles of our application with and without instrumentation
code, as shown in Table 7.1. While it is unrealistic to assume that the PLC logic calculates
expensive hash functions (especially when we have broken it into multiple smaller functions),
we followed this approach to evaluate the worst possible overhead in our ECFI implementation.
As illustrated in Table 7.1, ECFI had an 8.3% worst-case overhead in a SHA-2 hash function
calculation. Table 7.2 illustrates generic worst CPU overhead of ECFI in 50 individual runs
using SciMark2. The results show that overall, ECFI (composite score) induces approximately
1.5% performance overhead.
Finally, we used the baseline of the worst CPU cycle (98,046) as a basis for detecting ring
buffer overwrites in the SHA-2 control logic (note that we use a different baseline for each
logic). As mentioned earlier, any attempt by the attacker to overwrite the ring buffer that must
involve a denial of service attack will increase the number of CPU cycles. This issue is discussed
in section 7.5.3.

7.5.2

Checker Performance Overhead

We evaluated the checker performance overhead for nearly 1000 iterations and computed its
CPU cycles. We could identify that our checker imposed approximately 2.52% CPU cycle overEmbedded Control Systems Binary Security
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head. The performance of the checker does not include the initial target calculation after receiving the main function address (to cope with ASLR) since it will happens only once at the
beginning of the application execution.

7.5.3

Vulnerable Application and Detection Capabilities

To evaluate our detection capabilities, we intentionally placed two vulnerable functions within
the OpenPLC runtime. First, the OpenPLC contains a simple function that is never called in
the OpenPLC call graph. The attacker will try to hijack the control flow toward this function.
We use the first function only to determine the capabilities of ECFI for simple stack overflow
attacks. In the second example, we have a function that contains a trivial stack buffer overflow vulnerability. We tried to hijack the control flow and perform an ROP attack against the
OpenPLC. The objective in the second example was to execute a system-level command using
the system() function in libc. To write our ROP payload, we need to use ROP gadgets. In
our example, we use two instructions in the seed48() function as ARM gadgets to prepare a
function argument for the system() function. In both examples, ECFI was able to detect the
control-flow violation and identify the function that diverted the control flow (via HotsiteID).

7.5.4

Attacking the Ring Buffer

As described earlier, there is a possibility that the attacker will try to overwrite the ring buffer
after performing an ROP attack by somehow flooding the system with performance-intensive
tasks. We evaluate our PMU measurements to see how ECFI reacts to an attacker who tries to
overwrite our ring buffer with his desired value in the PLC program scan cycle. We wrote a
payload to overwrite 32 bytes of ring buffer (the last four entries in the buffer) after controlflow hijacking with valid control-flow data while the PLC was under heavy requests and its
CPU was fully in use.
It is important to mention that our ROP payload contained only two instructions: one to
copy the write values and destination address (ring buffer address) to the registers and another
to use an STR gadget to overwrite the last four entries of the buffer (each entry contains the
destination address and HotSiteID).
However, we could not fool the checker application. The checker raised an alert for both
control flow hijacking and a ring buffer overwrite attack. The reason for the detection of controlflow hijacking is that even though the PLC runtime was under a heavy load, the RTOS was randomly allocating some resources to the checker. This situation caused our ring buffer overwrite
to be unsuccessful since we could not fully overwrite the buffer before the checker verified the
integrity of the control-flow data. In addition, the checker raised another alert for the extra CPU
cycles consumed by the attack payload (the DoS attack and two gadgets) that was overwriting
the ring buffer. The average CPU cycles consumed by the PLC (caused by the combination of
the DoS attack and overwriting the ring buffer with two gadgets) was 28,565 CPU cycles (worst
scenario 32,026 and minimum 24,927 in 1,000 iterations). We set the baseline for the CPU cycle
counts in our checker to the worst observed protected runtime CPU cycles of our logic, which
were 68,906 (as illustrated in Table 7.1). The extra 29,000 CPU cycle clearly suggested that there
120

Embedded Control Systems Binary Security

CHAPTER 7. REAL-TIME FRIENDLY COMPILER-BASED CFI FOR PLCS
was an overwrite to the ring buffer shadow stack. As a result, ECFI raised an alert for ring buffer
overwrite. Using PMU to detect a ring buffer overwrite makes ECFI unaffected by attacks based
on flushing buffers against CFI approaches [176].
Having adaptive scheduler in RTOSs makes attacks against the ring buffer even more complicated since the checker application will always have a guaranteed percentage of the CPU
cycles within the RTOS. Assuming that a PLC runtime runs an RTOS with an adaptive scheduler, the uncertainty for the attacker to overwrite the shadow stack before the checker reads
the data will be even higher. It is safe to assume that once the RTOS has an adaptive scheduler,
ECFI does not need extra protection for ring buffer overwrites.

7.6

Limitations

False Positive There is a possibility that ECFI will generate a false positive for an attack
targeting a shadow stack overwrite. We imagine that this issue may occur when we have an
unpredicted input that was not expected in the PLC logic variable setpoints. If during the sampling of CPU cycles in a PLC scan cycle we do not spot this specific input, there is a possibility
that the PLC logic will follow a path that was never modeled during our learning mode. As a
result of this unexpected input, the CPU cycle count will significantly change, and ECFI will
raise an alert for a ring buffer overwrite attack that is not true. However, this problem will
not be significant in the industrial control domain. Significant fluctuations in the I/O readings
are always being monitored by the SCADA servers as well. Therefore, the plant operator can
correlate between abnormal I/Os and an alert for an attack against the ring buffer raised by
ECFI.
Another possibility for false positive is when we have inconsistency for control-flow data
due to non-atomic reads of buffer elements.
Nonatomic Read on Ring Buffer With ECFI, we cannot guarantee that during the write operation, the checker application does read all the control-flow data from the ring buffer while
the write operation occurs. The reason is that the checker read operation of the control-flow
data is nonatomic (consisting of two parts, namely, HotsiteID and destination branch or return).
This can lead to a data race and a consequent false positive since once the checker application
reads the first part of the control-flow data, namely, the HotsiteID, and before it reads the destination branch from the ring buffer, there might be multiple write operations from the real-time
application that surpass the ring buffer twice or more (e.g., entirely overwrite all content in the
ring buffer).
Additionally, we cannot 100% guarantee that in all cases, we will preserve the timelessness
of the runtime. This issue makes ECFI more compatible with firm and soft real-time software
than with hard real-time systems in which the 100% guarantee is required.
It is worth mentioning that one can bound the duration of read operations by doing atomic
read, which is supported in ARM v8.
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Delay of Control-flow Violation Detection ECFI has no major delay in detecting controlflow violations. However, if there are no resources available at the moment, ECFI does delay
raising the alert. This delay based on our evaluation, is only on a millisecond/nanosecond scale.
Considering our attacker model, the delay between infection of the PLC and exploitation of the
physical process in an industrial network will be far greater than the millisecond/nanosecond
scale. The alert generated by ECFI will give the operator an opportunity to start manual safety
overrides of the physical process before the attacker initiates the exploitation stage.

7.7

Related Work

Previous studies introduced tailored CFI for high-end embedded devices, such as mobile phones,
namely, MoCFI [55] and CFR [148]. MoCFI [55] is a CFI for embedded systems that enforces
CFI on the ARM architecture. MoCFI analyzes the binary of an iOS app to extract its CFG. At
load time, MoCFI inserts trampolines into a runtime component before each jump. This runtime component then checks each jump target against the CFG. Finally, MoCFI uses exception
handlers and loops in its CFG verification, making it unsuitable for a real-time PLC. In contrast,
CFR [148] is a fine-grained CFI instrumentation technique for ARM-based iOS devices. CFR
injects its monitoring code into the iOS apps during compilation by using an LLVM add-on.
Such an approach eliminates the need for the disassembly and construction of a CFG. Similar
to MoCFI, CFR uses extensive loops for CFG verification and, as a result, cannot be used in a
PLC with real-time constraints.
Other CFI solutions focused more generically on embedded systems with a specific family
of CPUs [178, 213], but none has tackled the challenge of developing an enforcement approach
for PLCs. CFIMon [213] leverages the pervasively available hardware support for performance
monitoring units (PMUs) in commercial processors to detect control-flow deviation in a running
application. CFIMon was never intended to be a CFI for embedded systems, but since similar
hardware functionalities (PMU) exist for most of the embedded processors, we consider it a CFI
for embedded systems. However, the CFIMon approach was found to be unreliable due to its
significant numbers of false negatives and false positives [218].
Finally, DisARM [94] is a tailored control-flow monitoring system for ARM-based devices.
It is unclear how DisARM manages the dynamic branches since it patches only statically referenced addresses within the application.

7.8

Conclusion

From a practical viewpoint, we believe that the most interesting attack techniques against PLCs
are control-flow hijacking attacks. Indeed, when we consider the existing attacks and defenses
for PLCs, we find control-flow hijacking attacks more relevant since no defense has been devised
for this family of attacks against PLCs. Therefore, in this thesis, we introduce the first PLCcompatible CFI approach that respects the real-time requirements of the PLC.
With ECFI, we tried to design a CFI system that is real-time friendly. However, we did not
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provide the common evaluation practices for real-time systems, such as worst-case execution
time analysis. In ECFI, we assume that the system integrator will perform this task. While
we can expect that ECFI can be integrated into a soft or firm real-time software with modest
engineering effort, ECFI in its current form cannot protect PLCs with the hard real-time requirement. To address those PLCs, we must redesign the ECFI checker application and consider how
the ring buffer is shared between real-time and non-real-time tasks using probabilistic analysis.
One possible solution would be to start the checker application at a fixed periodic interval with
atomic read operations. Another alternative would be to divide the checker application into
two separate tasks: a real-time task that reads only the content of the ring buffer and copies
it to a second buffer and a non-real-time task that verifies the integrity of the control flow of
the application. Additionally, various analyses such as scheduler analysis, probabilistic analysis, and WCET are required to ensure that no task deadlines are missed. With respect to our
evaluation, ECFI shows that it is feasible to deploy traditional control-flow protection mechanisms in a PLC with real-time constraints and limited hardware. We believe that in any attack
against PLCs, control-flow integrity verification measures will pose a notable hindrance to attackers, significantly reducing their success rate and adding a barrier against postexploitation
techniques such as the pin control attack [11].
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Chapter 8
Conclusion and Future Research
In this chapter, we outline the contributions of our work. We then discuss future research
directions.

8.1

Summary of Contributions

Embedded control system devices are widely used in critical infrastructure to control cyberphysical systems. With the rise of the Internet-of-Things and Industry 4.0, ECSs are becoming
increasingly interconnected with the rest of the world, including with cyber-attackers. Just like
any computer, these devices have vulnerabilities that can be exploited. Being pervasive and often used in critical applications, ECSs are an interestingly attractive target. This is confirmed by
the growing number of attacks we have witnessed on them. Manufacturers that historically did
not have worry about the security of their products now face a challenging situation: “fixing”
millions of legacy systems and “adding” security features to devices that are often very poor in
terms of computational and power resources.
In this thesis, our goal was to address this situation. First, we demonstrated that embedded
control system devices have important and not yet understood security weaknesses which are
not addressed by existing protection mechanisms. Secondly, we designed two novel host-based
protection systems, showing that they are very effective in protecting ECSs of different types
in countering e.g., memory corruption attacks.
To understand the current state of the art on the security mechanisms actually implemented
in the numerous embedded OSs that are available for ECS devices, our first research question
was:
Research Question One What is the state of exploit mitigation within embedded systems?
To answer this question, in Chapter 2 we have presented the first quantitative study of exploit mitigation adoption in embedded operating systems, showing that to date there is a wide
gap between the security of general-purpose OSs and the security of OSs for embedded systems.
Additionally, we have indicated how the intrinsic limitations and performance constraints typical of embedded systems impose a number of constraints to the adoption of exploit mitigation
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technologies.
We then started looking into the question of how effective are emulation-based network
intrusion detection system in protecting industrial control system networks. As explained in
the Chapter 4, emulation-based network intrusion detection system seem on paper the ideal
solution to detect malware “on the wire” (even 0day) and their are becoming an increasingly
popular technology for protecting the critical infrastructure. Therefore our second research
question was the following:
Research Question Two How effective are emulation-based network intrusion detection system in practice in protecting computer networks?
In Chapter 4 we showed that emulation-based network intrusion detection systems suffer
from some important limitations. In particular, we have shown that all three steps of emulationbased detection (namely, pre-processing, emulation, and the heuristic-based detection) have
limitations that make it relatively simple for an attacker to circumvent the detection. We tested
two common emulation-based network intrusion detection systems as a proof of concept, and
we showed that it is possible to evade both systems in all the detection steps. From the foundational viewpoint, we believe that the most interesting limitations are those regarding emulation
and the heuristic-based detection. Indeed, we have demonstrated that even assuming a bug-free
pre-processor and emulator, emulation can still be hindered and heuristic-based detection can
be easily bypassed by a skilled attacker. From the practical viewpoint, on the other hand, we
think that the weaknesses resulting from the discrepancy between the emulated environment
and the intended target of the shellcode is the easiest one to exploit for an attacker. Our results
show that a sufficiently skilled attacker could armor his shellcode to bypass all investigated
approaches or, even worse, develop an easy-to-use library to provide other attackers with such
an addition to their arsenal.
Afterwards, we turned our attention to host-based protection, where we looked at how to
bypass altogether all host-based protection mechanisms existing for embedded systems. Our
next research question was:
Research Question Three Is there a generic way to bypass host-based protection mechanisms
that are applicable to embedded control systems?
The results, reported in Chapter 5 show that current practical host-based intrusion detection
techniques for embedded control system devices suffer from three major shortcomings. Firstly,
they ignore the control of dynamic memory when verifying memory contents. Secondly, they
do not (cannot) apply effective practical control-flow measures due to performance limitations.
Finally, they mostly rely on static references. We then introduced and demonstrated a new class
of attacks named Pin Control Attack that leverages those shortcomings to remain stealthy, and
we have shown that it can be used by adversaries to manipulate the physical process in a way
that the programmable logic controller runtime and the SCADA applications are unaware of
the manipulation. This attack leverages the typical inner architecture of ECSs.
We then turned our attention to the actual protection of ECS. To this end, we worked at
Operating System level, where Embedded Systems lack the protection mechanisms to detect
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or block control-flow hijacking attempts like memory-corruption and code-reuse attack. The
research question we addressed was:

Research Question Four Can we provide a flexible protection mechanism for embedded control systems against memory-corruption and code-reuse attacks that takes into consideration their
diversity in available resources?
To answer this question, in Chapter 6 we have presented a new code-reuse mitigation system for resource-constrained embedded devices named µShield. µShield is a protection scheme
with configurable security policies and a non-intrusive detection approach. µShield specifically
considers the general constraints imposed by embedded systems such as performance limitations, lack of fully featured hardware or commercial off-the-shelf binaries. Our evaluation
shows that µShield can detect memory corruption attacks and have acceptable performance
overhead under worst case scenarios. Based on our evaluation, we can argue that despite the
limitations in embedded systems, it feasible to have a host-based protection mechanism for
devices with limited resources.
At last, we want to consider the fact that many ECSs are employed in (production) environments where being real-time is of crucial importance; while µShield deploys a non-intrusive
detection approach, it cannot be applied to embedded control system devices with real-time
constraints. Therefore, our last research question was the following:

Research Question Five Can we devise a code-reuse mitigation system that meets the real-time
requirements of embedded control systems?
To answer this question, in Chapter 7 we introduced the first non-blocking, real-time compatible and fine-grained CFI system for PLCs named ECFI. ECFI considers the I/O operations
of the PLC devices as the highest priority and respects its real-time requirements. We started
by investigating how a PLC controls its I/O interfaces and why controlling the I/O is a crucial
task for the PLCs. Considering the PLCs requirements, we suggested how a PLC CFI solution
must look like. We then looked into a common embedded architecture that is being used on
PLCs and discussed on how an attacker can hijack the control flow of the PLCs runtime. We
then proposed a new CFI design, which is based on a non-blocking shadow stack. ECFI protects
both forward and backward edges of the PLC runtime control-flow graph.
Summarizing, this thesis presents two types of results. On one hand, we demonstrated
weaknesses within embedded control system devices and industrial control system network
which can be exploited by attackers, and introduced new attacks and evading techniques. On
the other hand, we follow a defense-in-depth strategy and devised new protection schemes
for ECSs. We developed various protection schemes to limit attacker opportunities on its path
toward exploiting ECS devices.
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8.2

Limitations of Our Approaches and Possible Improvements

There is no detection mechanism that is completely watertight, and our proposal is no exception. In particular, µShield can not detect Control-Flow Bending (CFB) attack [36]. In CFB, an
attacker uses control-flow hijacking attack to call standard system libraries (e.g., libc) to corrupt only data but not the code-pointers, while adhering to the security policies defined in the
CFG. While we do not directly address the CFB, we designed the ECFI to be able to cope with
it. ECFI can be extended to become context-sensitive CFI [201] which is an effective way to
detect CFB. On the other hand, ECFI suffers from another attack named Counterfeit ObjectOriented Programming (COOP) [174]. COOP is an attack targeting forward-edge control-flow
integrity using C++ virtual functions as gadgets. Because of this, ECFI approach is limited to
programs written in C language which is not an object-oriented language and thus lack any
virtual function.

8.2.1

Future Protection Schemes for ECS

The security of general-purpose computers is (obviously) more sophisticated than the the ECS
devices and will be ahead of those devices for the foreseeable future. Thus the future research
direction for ECS devices protection must include the adaptation of existing protection mechanism for general-purpose computers while considering three specific ECS requirements. These
requirements are:
• Real-time compatibility
• Limited overhead
• Hardware agnosticism
Based on this observation we can identify various open problems for ECS devices security
which are addressed in the general-purpose computer but require significant redesign to be able
to be adaptable for ECS devices.
As discussed in earlier, ECFI is written for devices programmed with the C language and is
ineffective against one recent attack devised to exploit the memory structure of C++ programs.
Therefore, there is a need for a protection mechanisms for programs written in object-oriented
programming languages which can also preserve the real-time requirement of ECS. TypeArmor [202] is a protection binary-based CFI mechanism against COOP which was developed for
general-purpose computers. We believe that future work can include a binary-based real-time
compatible CFI system which can also detect COOP attack for applications written in objectoriented programming languages.
Additionally, in this thesis, we did not address ECS devices which contain Just-in-time (JIT)
compilers. To be specific, various PLC devices are using JIT compiler for executing controllogic. However, there is a specific class of attack against JIT-compilers named JIT-ROP [188]
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which currently is an open problem in ECS devices running JIT compilers (e.g., Siemens devices). Techniques such as Execute-only Memory (XOM) [39] and Destructive Code Reads
(DCR) [149, 196] can be used to address this issue while preserving real-time features of the
ECS devices.
Finally, another future research direction would be detection mechanisms for data-only attacks. Data only attack do not hijack the control-flow of the application instead they direct
the control-flow to a legitimate node within the CFG by altering input data of the application.
Recent research on the general-purpose computer systems address this issue by using various
randomization techniques [58]. A similar protection scheme is required for ECS devices as well.

8.2.2

Fuzzing Approaches for ECS

One research direction that we did not pursue in this thesis is vulnerability discovery for ECS
devices. One of the effective ways for vulnerability discovery is Fuzzing. Fuzzing is a form of
executing the software in thousands iteration while providing random or unexpected input to
the functions. Based on that random input a fuzzer can observe whether a program crashes
with specific input. Some of these crashes can be a security vulnerability. Today In generalpurpose computers domain there are many fuzzers such as American Fuzzy Lop (AFL) [216],
LibFuzzer [179] and OSS-Fuzz [180]) exist. These tools have shown exceptional results on finding hundreds of vulnerabilities within Microsoft Windows, Apple MacOS, and GNU Linux.
However, there are certain limitations within ECS devices which makes it hard to apply
existing fuzzers to them. We can categorize those limitations to the following groups:
• Source Code Requirements: various existing fuzzers for general-purpose computers
require source code access. These fuzzers use their source code access to add softwarebased tracing functionality to the application which is being fuzzed (by means of instrumenting the code). Using this approach the fuzzer can provide smarter inputs to the
application and monitor the path which application follow per input. Effective fuzzing
tools such as American Fuzzy Lop AFL [216], LibFuzzer [179] and OSS-Fuzz [180] all require source code of the application to instrument it for code coverage-guided fuzzing.
Accessing to source code is usually not an option for ECS devices.
• Proprietary Software/OS Without Documentation: in general-purpose computer domain, some research suggested dynamic binary instrumentation for fuzzing binaries when
there is no source code available. For example, AFL-Unicorn [206] can fuzz generalpurpose applications without requiring the source code. However, AFL-Unicorn and all
other dynamic binary instrumentation techniques heavily rely on internal knowledge of
the OS and the software. This knowledge usually does not exist in ECS devices due to
proprietary software being used in them.
• Relying on Hardware Features: some recent fuzzing tools in general-purpose computers now rely on hardware features (such as Intel Process Tracing) to further increase the
fuzzing speed [173]. The hardware functionalities with similar performance such as Intel
PT does not exist in embedded architectures.
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Based on the mentioned observation there is an open challenge for ECS devices fuzzing
which needs to be addressed in the future.
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Appendix A
Water Purification and Wastewater
Treatment Process
A.1

Drinking Water Purification Process

Drinking water treatment involves industrial-scale processes to provide water of a quality that
is acceptable for humans to drink and industry to use. Drinking water sources are subject
to contamination and require appropriate treatment to remove disease-causing agents. Public
drinking water systems use various methods of water treatment to provide safe drinking water.
Figure A.1 provides an overview of the different steps involved in the water purification process.

Pre-Treatment

Coagulation
Flocculation

Water
Sedimentation

Water
Filtration

Water
Disinfection

Figure A.1: Drinking water treatment process overview
The process consists of five main steps: pretreatment, coagulation & flocculation, sedimentation, filtration and disinfection. However, not all drinking water treatment facilities implement all the abovementioned steps. The quality of the water before treatment determines which
steps are needed and to what degree each step is applied.
Water pretreatment Pretreatment prepares the water for the flocculation process and is
depicted in Figure A.2. Pretreatment consists of pumping water, applying multiple screening
filters, storing water, and prechlorination or ozonization. The process starts by pumping the
water from the reservoir to a screening system. During the screening step, first, large objects
are removed by using mash screening; then, smaller objects are removed by cascading. This
two-step process is called screening. The water then flows to the predisinfection step. In this
step, the chlorine or ozone gas is injected into the water. After predisinfection, the pH level of
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the water must be adjusted. While the pH level is adjusted, the water undergoes an aeration
step: air is blown in to remove iron and manganese from hard water.
Mash Screen
Remove Larger Objects

Pumping
Pump the water from
the reservoir

Screening

Pre-Disinfection
Chlorine or Ozone

pH Adjustment

Aeration

Cascading
Remove Smaller
Objects

Figure A.2: Drinking water pretreatment process overview

Coagulation and Flocculation Coagulation and flocculation consist of separating the suspended solids from the water and are depicted in Figure A.3. Coagulation destabilizes the particle’s electrical charges, while flocculation increases the particle size from that of submicroscopic microflocs to that of visible suspended particles. The process starts by adding alum to the
mix tank. The flash mix, or rapid mix, process occurs immediately after coagulation chemicals
(alum) are added to the raw water. Coagulation chemicals are used to attract particles together
that will not readily settle or filter out of the water. Some examples of coagulation chemicals
include aluminum sulfate and various polymers.

Flash Mixer

Add Alum in
the Tank

Flocculation

Figure A.3: Drinking water coagulation and flocculation process overview

Water sedimentation After flocculation, the water and floc go to a clarifier tank and from
there move slowly through large basins known as sedimentation, or settling, basins (see Figure A.4). The water moves very slowly through these basins due to their large size. This allows
the floc to settle to the bottom of the basin. Clear water above the floc layer (referred to as treatment residuals) flows out of the sedimentation basin and to the filters. Removal of particles in
the sedimentation basin improves the operation of the filters that comprise the next treatment
process after sedimentation.
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Sedimentation
Basin

Clarifier Tank

Figure A.4: Drinking water sedimentation process overview
Water filtration Water filtration consists of filtering water through sand and is depicted in
Figure A.5. The remaining objects of suspended matter are trapped in the sand bed. In the filtration process, water flows on top of the sand and passes through the bed until it is collected at
the bottom in underdrains. Filtered water flows from the underdrains into filtered water reservoirs. In sand filtration, a backwashing mechanism is used to remove trapped particles. To keep
water treatment filters functional, they must be cleaned periodically to remove particulates.
Back
Washing

Granular
Activated
Carbon
Filtration

Sand
Filtration

Filtered
Water
Reservoir

Figure A.5: Drinking water filtration process overview

Water disinfection The water disinfection process removes, deactivates or kills pathogenic
microorganisms and is depicted in Figure A.6. Microorganisms are destroyed or deactivated
by using chlorine, carbon or ozone. This step starts by disinfection using ozone gas or GAC
filtration. Chlorine is also used to maintain the disinfection of the water for a longer period.
After disinfection, the water pH level is adjusted to make it drinkable by humans. Finally, water
flows to a reservoir tank to be pumped to the end users.
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Figure A.6: Drinking water disinfection process overview
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A.2

Wastewater Treatment

Wastewater treatment is the process of removing contaminants from wastewater, including
household sewage and runoff. It includes physical, chemical, and biological processes to remove
physical, chemical and biological contaminants. Its objective is to produce an environmentally
safe fluid waste stream and solid waste that is suitable for disposal or reuse. Figure A.7 provides
an overview of the different steps involving in the wastewater treatment process. The process
consists of five main steps: pretreatment, primary treatment, secondary treatment, sludge treatment and tertiary treatment. However, not all wastewater treatment facilities implement all the
abovementioned steps. The quality of the wastewater before treatment determines which steps
are needed and to what degree each step is applied.
Pre
Treatment

Primary
Treatment

Secondary
Treatment

Sludge
Treatment
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Treatment

Figure A.7: Wastewater treatment process overview

Pretreatment The preliminary treatment or pretreatment is depicted in Figure A.8 and starts
with an influent pumping station sending sewage to the screening step. The screening step is
used to protect the downstream process from objects that could cause disturbance and maintenance issues. The screening step can either be fine screening or bar screening depending on
the type of sewage. Fine screening filters smaller objects by means of a series of vertical steel
bars spaced between 1 and 12 millimeters apart. Bar screening employs a mechanical filter to
remove large objects, such as rags and plastics, from wastewater. The filter consists of a series
of vertical steel bars spaced between 25 and 75 millimeters apart. Pretreatment may include a
sand or grit channel or chamber, where the velocity of the incoming sewage is adjusted to allow
the settlement of sand, grit, stones, and broken glass. These particles are removed because they
may damage pumps and other equipment. For small sanitary sewer systems, grit chambers may
not be necessary, but grit removal is desirable at larger plants.
Primary treatment The primary treatment is depicted in Figure A.9 and involves removing suspended solid waste and reduce its biochemical oxygen demand (BOD) – the amount of
oxygen that microorganisms must consume to break down the organic material present in the
wastewater. The process starts in an aeration tank with air blowers, which blow air into the
tank. The blowing process increases dissolved oxygen, which stimulates the growth of aquatic
organisms. Primary treatment can reduce BOD by 20 to 30 percent and suspended solids by
up to 60 percent. After air blowing, the water goes to the primary sedimentation tanks. The
primary sedimentation tanks are usually equipped with mechanically driven scrapers that continually drive the collected sludge toward a hopper in the base of the tank, where it is pumped
to sludge treatment facilities.
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Figure A.8: Wastewater pretreatment process overview
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Figure A.9: Wastewater primary treatment process overview
Secondary treatment (activated sludge) The secondary treatment is depicted in Figure A.10
and uses biological processes to catch the dissolved organic matter. Microbes consume the organic matter as their food, converting it into carbon dioxide, water, and energy. Most municipal
plants treat the settled sewage liquor using aerobic biological processes. Blowing air into the
aeration tank helps to break down the organic portions. After some hours, the water goes to a
tank for settling. To remove the bad taste of the water, air blowers provide air for the denitrification process (with a controlled level of oxygen). Nitrogen is removed through the biological
oxidation of nitrogen from ammonia to nitrate (nitrification), followed by denitrification, the
reduction of nitrate to nitrogen gas. Nitrogen gas is released into the atmosphere and thus
removed from the water. Finally, the water goes again to a settling tank.
Aeration Tank

Secondary
Sedimentation
Tank

Denitrification

Sedimentation
Tank

Figure A.10: Wastewater secondary treatment process overview

Sludge treatment Sludge treatment is a process to dispose of the sludge produced during
sewage treatment and is depicted in Figure A.11. Thickening is usually the first step in sludge
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treatment because it is impractical to handle thin sludge, a slurry of solids suspended in water. Thickening is usually accomplished in a tank called a gravity thickener. A thickener can
reduce the total volume of sludge to less than half the original volume. An alternative to gravity thickening is dissolved-air flotation. With this method, air bubbles carry the solids to the
surface, where a layer of thickened sludge forms. Sludge digestion is a biological process in
which organic solids are decomposed into stable substances. Digestion reduces the total mass
of solids, destroys pathogens, and makes it easier to dewater or dry the sludge. Digested sludge
is inoffensive, having the appearance and characteristics of a rich potting soil. Digested sewage
sludge is usually dewatered before disposal. Drying takes place through a combination of evaporation and gravity drainage through sand. A piping network built under the sand collects the
water, which is pumped back to the head of the plant. During the sludge treatment, methane
gas produced by the sludge in the digestion tank can be used for electricity generation.
Heating sludge
in Digester Tank

Pre-Thickening Tank

Dossolved Air
Flotation Thickening

Sludge
Thickening

Combined Heat &
Power Plant

Sludge
Digestion

Sludge
Dewatering

Electricity
Generation

Figure A.11: Wastewater sludge treatment process overview

Tertiary treatment Tertiary treatment is depicted in Figure A.12 and involves removing
stubborn contaminants that secondary treatment was not able to clean up. Wastewater effluent
becomes even cleaner in this treatment process through the use of stronger and more advanced
treatment systems. In this process, the floc is added to the water in a flash mixer, and the
remaining pieces settle in a sedimentation tank; the water then goes to the sand filter and, after
passing this step, is disinfected by UV light or chlorination.
Add Floc
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Sand Filtration
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Disinfect

Figure A.12: Wastewater tertiary treatment process overview
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[80] Aurélien Francillon and Claude Castelluccia. Tinyrng: A cryptographic random number
generator for wireless sensors network nodes. In Modeling and Optimization in Mobile,
Ad Hoc and Wireless Networks and Workshops, 2007. 21
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Slowinska, Herbert Bos, and Cristiano Giuffrida. Practical context-sensitive CFI. In ACM
Conference on Computer and Communications Security (CCS), 2015. 87, 89, 128
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