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Summary

Access to data is continually getting cheaper and faster, which generates many
opportunities for exploring new Machine Learning approaches for knowledge
acquisition. In particular, sensors such as cameras enable video data from unusual and unconstrained perspectives as the first person view allowed by wearables or mounted cameras in vehicles. However, learning to represent the content of such videos also implies numerous challenges, as most of the data are
not structured and have high dimensionality. Developing techniques to learn
directly from data of such kind is an essential goal in Machine Learning and
has many applications particularly in video and signal processing or robotics.
Additionally, building knowledge from sequences of sensory inputs is a problem
highly related to the learning process of natural agents and thus to the understanding of cognition in general.
Hence, this dissertation focused on how to represent or conceptualize data
content from observations of sequential inputs such as video. That implies learning representations of what is being observed directly from data. Thus, the
learning process cannot rely on externally given information such as segmentation or classification targets; but relevant knowledge should emerge directly
from observations in an unsupervised way. However, unsupervised approaches
comprise a more laborious task due to the many possible forms in which data
can be represented. One way to limit those possibilities is to define representational structures that profit from the relationship between content and its dynamics. In particular, the relation between visual content and the behavior of an
agent is a relevant source of information to describe or represent visual inputs in
many scenarios. When such a relationship exists, it is possible to constrain the
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analysis and make some assumptions about the meaning of what is observed,
while still avoiding the need for externally given semantic knowledge about the
content. Moreover, the relations between data content and behaviors driving
its evolution can also be argued to constitute a central feature in the learning
process of natural agents.
Therefore, the primary objective of this work has been to define how to
represent or conceptualize, in an unsupervised way, data content that evolves
concerning the behavior of an agent.
In Chapter 3, a literature review is carried out to determine how representations should be understood and how to translate that into the implementation
of learning algorithms. It was inquired what are the current views in the cognitive sciences regarding conceptual representations, and how that influences the
understanding of learning and the development of algorithms in Artificial Intelligence. A criticism towards approaches associated with computational views of
cognition describing the acquisition of concepts as based on learning by matching sensory data to specific categories or symbols was found in the literature
and linked to different approaches in Artificial Intelligence. On the other hand,
learning algorithms based on generative models were argued to support ideas
of conceptual representations as flexible, distributed and context-dependent,
which are in line with the dynamic aspects of embodied and grounded cognition. Such views are well represented by the postulates of Active Inference,
which describe action and perception as a process based on hierarchical generative models.
The idea of representational structures based on generative models are becoming more relevant in Machine Learning and can be used to address the main
challenges that arise from the current views in the cognitive sciences. Currently,
the most promising methods for learning representations in an unsupervised
way are based on generative models. In particular, schemes combining probabilistic models with deep learning merge benefits such as structured representations and flexible features extracted automatically. Hence, in this dissertation,
a Bayesian account of Active Inference is used as the basis to design neural networks that are to embed the causes of data content and the dynamics causing
observed changes. Thereby, representations are built as probability distributions
that encode the properties and variance of data and dynamically adapt to it.
Based on the described notions, Deep learning models designed and trained
to incorporate knowledge about the environment where the actions of an agent
take place are developed. In Chapter 4, existing variational methods are explored, their limitations described, and possible ways to address them proposed.
In Chapter 5, the integration of temporal relations as the main component in
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the estimation of the representational states are explored to describe the content
and its dynamics in a single process. A representational structure is defined as
a hierarchical generative model with two levels, one representing the content,
and the second one integrating temporal relations. In Chapter 6, a higher representational level is added to the hierarchical generative models to explicitly
represent the dynamics of data in more stable states with lower dimensionality.
The specific scenarios considered for the evaluation of the methods presented are the analysis of video data from cameras mounted on autonomous
navigating agents, and the estimation of activities based on observations of people’s motion, both situations with a constrained amount of possible actions. In
particular, the relation between visual content and the behavior of an agent is a
relevant source to describe or represent the data in cases such as the first-person
view videos where what is captured is generally highly related to the actions of
the agent or person holding the camera.
Results show that deep learning models designed to embed these ideas provide a way of describing sequential data by representing it through an active
process and in terms of hidden causes of content and actions determining its
changes. Given the generality of the approach presented, it allows learning
without application-specific knowledge regarding the data being used and produces interpretable representations that are easily linked to natural categories
associated with the action context of the data. The representations built are
shown to be adequate and provide better interpretability. The adequateness is
argued by the capability of the model to reproduce data with accuracies comparable to state of the art methods. The interpretability is reflected in how
data is mapped into latent spaces. Such mapping is done regarding the specific
situation or task where actions take place, and not regarding the general characteristics of observations as other approaches may do. For instance, in video
data, frames are not discriminated only by the visual similarity in general, but
concerning the meaning of the visual content for a given situation or action
context.
Similarly, the methods proposed allow constructing knowledge directly from
observations in an unsupervised way, and to explicitly model the dynamics of
emergent representational states, which serves to segment temporally sequential data regarding the action-context. These results are argued to indicate the
feasibility of the approach to implement the idea of conceptual representations
as situated and dynamic phenomena. Moreover, the presented representational
structure poses a path for addressing the challenge of learning interpretable
representations from high dimensional data.
Further, given the considered relation where the evolution of data directly
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depends on the actions of an agent, the models presented are potentially applicable to different domains where such constraints are satisfied. In particular,
it can be a basis for research involving more complex interactions between the
agent and the environment, or even including multiple agents. Similarly, the
methods provide processes that can enable the generation of data samples, and
particularly for reproducing behaviors of observed agents.
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Chapter 1
Introduction
Access to data is continually getting cheaper and faster, which generates many
opportunities for learning and discovering knowledge from it. In particular, the
technological advances and the lower prices that these allow regarding sensors
such as cameras, enable video data from unusual and unconstrained perspectives, such as the first person view allowed by wearables or mounted cameras
in vehicles. However, that also implies numerous challenges, as most of the
video data captured in such a way are not structured and have high dimensionality. That makes processing it expensive and complicated since no strong
assumptions about it can be made due to the unconstrained characteristics of
the capturing mechanism.
Developing techniques for learning directly from such kind of data is thus
a relevant task, as it would allow to build knowledge in context and profiting
from the relationship between data, how it is generated, and the meaning of
what is observed. In particular, the relation between visual content and the
behaviour of an agent is a relevant source to describe or represent the data, as
it is the case for first-person view videos where what is captured is generally
highly related to the actions of the agent or person holding the camera.
The link between the content of what is sensed and the behaviour of the
agent poses an opportunity to learn automatically from the data as it constrains
the analysis and allows to make some assumptions about the meaning of what
is observed. Therefore, the primary objective here is to define how to represent
or conceptualize in an unsupervised way data content that evolves regarding
the behaviour of an agent.
In that goal, it is clear that the problem of building knowledge is defined
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regarding how to represent or conceptualize what is observed. In the considered
case, that means to create representations of what is observed from its relation
to the behaviour of an agent.
The link to the idea of conceptual representations entails that the problem
addressed is not only relevant because of its technical implications for profiting
from ever growing data sources; but also because it focuses on the role of representing as a central point in defining learning and intelligence. In particular, it is
important to note that the way in which a representational process is explained
shapes the way in which algorithms are specified; primarily through the definition of what is relevant to be learned and how. Thus, it is essential to inquire
about the underlying understanding of learning behind a specific approach to
the problem of knowledge creation and representation, and how changes in
such definition imply further challenges for the development of technical solutions, but can also provide new ways to approach the problem and define new
solutions.

1.1

Conceptual representations

As will be elaborated in chapter 3, there is a trend in cognitive sciences to describe the representational process as a dynamic one, and conceptual representations as flexible, distributed and context-dependent structures. Thereby, some
traditional approaches that aim at representing data through specific semantics
or static symbol-like structures are challenged, along with the understanding of
learning and cognition underlying such views.
Regarding the design of intelligent artificial agents, it is possible to find many
examples of methods based on imposed and somehow arbitrary semantics or
symbolic structures; a general example is the algorithms for supervised learning that aim at mapping input data to given symbolic sets. One driver of that
is, for example, viewing reasoning as a way of symbolic manipulations and as
an isolated mechanism in between separated perception, reasoning and action
processes. It is important to note though, that the very idea of categorization is
not to be neglected, nor its relevance; however, categorization is to be understood more as an emergent phenomenon rather than as the primary mechanism
for learning.
It could be argued that the ideas of learning based on categorizing or mapping data to specific semantics arise from computer technologies and the metaphorical notion of brains functioning as a computational model. Nonetheless, given
some advances in the understanding of cognition, fundamental changes have
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emerged under the postulates of grounded and embodied cognition where a
strict separation between action, perception and reasoning seems to vanish.
Thus, it is necessary to define what kind of approach can be used as a link between the mentioned notions about concepts and possible technical implementations of learning algorithms. A relevant line of thought to face that challenge
is the Active Inference or the Free Energy principle [1, 2], which proposes a
plausible and implementable model of cognition based on generative models
connecting the dynamic characteristics of concepts as well as the integration of
perception and action in a single process.
Some approaches and models in Artificial Intelligence and particularly on
Machine Learning share some of the dynamic characteristics of concepts mentioned and relate to some postulates of Active Inference [3–8]. However, the
way in which such ideas are interpreted shapes the way in which they are implemented; so, as will be further developed throughout the next chapters, there are
challenges to be addressed to benefit from algorithms aligned with the defined
characteristics of concepts and principles as the ones of Active Inference.

1.2

Representation learning

From a more practical perspective, the problem of creating knowledge from
the observation of data can be interpreted as the development of methods for
representation learning. Machine Learning, in general, focuses on algorithms
that can learn from data and make predictions on it without being explicitly
programmed to do so. Such algorithms can be supervised or unsupervised. In
the former, data is modelled by mapping an input space to a known output
space. In the latter, inferences are drawn from data sets consisting of input data
without any known target or labelled responses. Representation learning is a
primary task related to both kinds of algorithms and allows a system to discover
adequate or useful representations for a given application automatically and
directly from raw data. This problem is relevant as most data processing problems can be performed more efficiently when the right representations are used.
When it comes to unsupervised representations learning, usually the goal is to
discover low-dimensional features that capture underlying structures of usually
high-dimensional input data.
Most practical Machine Learning, and recently Deep Learning applications,
have been driven by supervised methods dependent on large labelled datasets;
which, in general, is a costly process due to the need for labelling. Unsupervised learning algorithms, on the other hand, do not require labelled data and
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can constitute a more general approach than supervised ones because they explore feature spaces to represent data without the restrictions of given targets
or labels. However, that can also pose challenges as evaluating learning outcomes becomes more subjective given the lack of simple goals or objectives;
Equally, there is always the risk for algorithms creating non-relevant or even
trivial representations if the learning process is not appropriately defined.
Notwithstanding, natural agents, such as humans, seem to create representations in an unsupervised fashion, or from sparse and dynamic goals, and not
from isolated observations. That implies that an essential source of information
to build adequate representations of the world lays on the temporal relations
causing the evolution of content in general, and regarding the agent and its actions in particular. Such fact further motivates the focus on unsupervised representations learning from sequential data or time series as a primary mechanism
for the definition of a representational structure.
Moreover, sequential data also benefits learning as it imposes an order on
the observations that must be preserved when building representations. That
helps to guide the construction of knowledge through a more coherent path,
reducing thus possible configurations and the risk of non-relevant solutions.
Consequentially, it fosters more interpretable representational states. Additionally, analyzing sequential data is a relevant task with many applications in fields
like signal and video processing, or robotics, given that most sensor data is captured as temporal arrays; that makes any solution for learning representations
from sequential data applicable to diverse domains.

1.3

Building knowledge from sequences of sensory
data

Broadly, a general procedure for describing sequential data can be achieved by
understanding the content of samples of the sequence, and how such content
changes over time. That is, generating representations for each samples and
for their temporal relations or dynamics. One general way to describe the content may consist of some process where features of interest are extracted or
classified, or by segmenting the data according to predefined criteria. The dynamics, in turn, can be learned from the evolution of the content throughout
observed sequences. Notably, in the case of video data, that process can imply
segmenting the content of frames regarding a given semantics that represents
the objects or areas that are considered to be of interest for the application at
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hand. Then, such segmentation could be used to analyze the dynamics of the
data by inferring temporal relations about how the such segmentation change
over time.
That approach can be powerful and useful for many applications. However,
some limitations can arise if its implementation requires a significant amount of
previous knowledge to describe the semantics to segment or classify the input
data. Moreover, such approach aligns with ideas of a representational process
based on learning through categorizing sensed data into static symbols, which in
general would not allow a dynamic and flexible representational process since
its capabilities can be constrained by the specific semantics used.
In general, the disconnection implicit in such approach due to the separation between analog sensory data and symbolic representations poses a specific
challenge for defining a single learning structure and process; particularly regarding the need for an external definition to set the interaction between the
analog and symbolic parts. Thus, the goal is to achieve representational structures without the division between analog and symbolic information flows; That
is, achieve self-organization through an unsupervised process grounded on the
sensory system.
One main requirement for that is building the knowledge to describe the
data with unsupervised methods, which comprises a more difficult task due to
the many possible forms in which data can be represented. One way to limit
those possibilities is by defining representational structures based on information about how data is generated. In the case considered here, relations between
content and behaviours driving its evolution turn out to be a good source of information to define a representational structure, and to constrain what is to be
learned.
Specifically, a representational structure can be defined regarding the behaviours driving changes in the perceived data. Under such schema, representations can be determined as dynamic states that variate to align with the evolution of observations. Thus, internal states will change to infer the dynamics
of data and the best way to interpret it; with which perception can be described
regarding the adaptive process of anchoring periods with similar dynamics to
specific cognitive states. That is, dynamic conceptual representations are defined in terms of hidden causes that describe different ways of perceiving what
is being sensed.
As mentioned before, there is a direct connection between such aimed structures and architectures by the postulates of Active Inference through their definition based on generative models. In Active Inference, the goal is to dynamically determine the parameters of a generative model that best describes and
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predicts the sensed data. Similarly, the structure regarding the link between
content and actions as a source of information corresponds to a generative
model where data content and temporal relations depend on hidden dynamic
states that are to be inferred from the evolution of sensory inputs.
Based on these notions, this work will focus on how to define representational
structures based on generative models, profiting from the mentioned relation between data content and behaviours driving its evolution. The specific scenarios
considered are the analysis of video data from cameras mounted on autonomous
navigating agents, and the estimation of activities based on observations of people’s motion, both situations with a constrained amount of possible actions.
Efforts to address main challenges described have been developed with methods based on latent variable models or recurrent neural networks.
The methods based on latent variable models make assumptions about the
sequences and introduce latent variables to model the hidden dynamics of the
data, learning thus to estimate the best mapping between observations and hidden states. A relevant example of the latent variable models are the Linear
Dynamic Systems (LDS), which assume an autoregressive process in the hidden
space [9]. In particular, LDS with switching variables allow having diverse generative models among which the system can switch over time to better match
the characteristics of data; thus providing greater representational capabilities.
Meanwhile, recurrent neural networks embed temporal relations in hidden
features by building representations through non-linear parametric functions.
Given the flexibility and scalability of deep neural networks, they can overcome
many restrictions on input and output data that can arise with other approaches.
Moreover, they act as highly flexible function approximators, which allows generating more complex and robust representations and dynamic models. Equally,
the assumption of independence between consecutive samples is broken when
training these networks, which enables to model varying length sequences and
capture long-range dependencies. Particularly, when using Long Short-Term
Memory hidden units, more powerful and complex relations can be learned.
When it comes to training, the latent variable models might require variational inference methods based on sampling; In many cases, challenges can
emerge as the marginalization of some variables result intractable, or due to
optimization objective functions to be highly non-convex causing very high computational costs. On the other hand, recurrent neural networks exploit the unknown structure in the input distribution to discover useful representations.
Moreover, they can be optimized with back-propagation through time if provided with enough data samples, which means that they can also handle more
complex objective functions. Nonetheless, such flexibility can as well lead to
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non-interpretable solutions or highly non-linear models that are too complex
for the data being modelled, and that can over-fit the training data.
One way to alleviate some of the problems with neural networks is by applying the right regularization, which can arise from the definition of the model.
Given the advantages that variational models can bring, developing a neural
network architecture based on a variational formulation can lead to solutions
where the benefits of the two models are merged. Thus, that approach is used
here to profit the mentioned advantages, but also to propose models that can
be related to arguments in the Active Inference regarding plausible models of
cognition and conceptual representations.
That aligns with the state of the art [10–19], as the most promising methods
for learning representations in an unsupervised way are based on generative
models, and particularly on schemes combining deep learning with probabilistic models. Such methods aim at merging benefits from both approaches such as
structured representations and flexible features extracted automatically. Moreover, that kind of models can also be linked to the cognitive sciences through the
ideas of Active Inference, where action and perception are described as a process based on hierarchical generative models. As mentioned before, that link is
relevant as can be extended to several prominent views about conceptual representations as described earlier. Hence, in this dissertation, a Bayesian account
of Active Inference is used as a framework to design Neural Networks to build
representations as probability distributions that encode the properties and variance of data and dynamically adapt to it, while encoding a meaning that makes
sense for an action context and not for unrelated imposed semantics.
Therefore, in this dissertation, it is inquired whether such approach can yield
adequate and interpretable representations, particularly for data regarding actions of natural or artificial agents. Different generative models based on the
ideas proposed and on state of the art methods are explored. The capability for
data generation is assessed as well as the manifold formed in the latent space
regarding the task evaluated and the temporal relations considered for the representational structures. The aim is to analyze how adequate and interpretable
the representations formed are. The adequateness is argued by the capability
of the model to reproduce data in relation to state of the art methods. The
interpretability, in turn, is evaluated based on how data is mapped into latent
spaces.
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1.4

Main questions

The main question to be addressed is:
• How to represent or conceptualize data content that changes over time
regarding the behaviour of an agent?
Therefore, the problem at hand is limited by the kind of data that is to be
used. It always has to be related to the behaviour of an agent, either because
changes in the capturing of data occur concerning the agent’s behaviour (as in
the first-person view videos), or because what is captured includes the agent,
and thus its behaviours. The first step to address such question is to define
what it means to represent or conceptualize, and how that can be used as the
basis for developing methods to approach the problem at hand; hence, a first
sub-question is stated.
• What are the current views in the cognitive sciences regarding conceptual
representations, and how that influences the understanding of learning
and the development of algorithms in artificial intelligence?
To address that question the current views in the cognitive sciences regarding conceptual representations and their influence on the understanding of
learning are to be explored through a literature review, from which the relation
between central notions on conceptual representations and the development of
algorithms in artificial intelligence is to be determined. Then, the most feasible
approaches are to be delimited to define how they relate to existing methods in
machine learning and, and what kind of challenges they pose for an implementation.
Once such framework has been elaborated, where a general definition of
what is meant by conceptual representations, it is necessary to define what that
implies and which are the best methods to address the principal question. In
particular, it is relevant to inquire about approaches that allow connecting theoretical notions and functional implementations to have a learning mechanism
that constructs adequate representations through self-organization. Thus, some
specific sub-questions are defined to drive a technical solution.
• What are the requirements of a representational process, and how to satisfy them with a method that achieves self-organization through an unsupervised and grounded process by which knowledge is structured from
streams of sensory information?

1.5 Outline
• How to define stable concepts about observed data in terms of its dynamics, through the estimation of specific configurations inside the representational structure?
To address these questions feasible dynamic representational structures based
on generative models that align with the postulates of active inference are defined with the relation between data content and its evolution as a basis. It is to
be evaluated if a proposed method following such lines can build relevant and
interpretable representations, and segment sequential data temporally through
relevant hidden states representing its dynamics.

1.5

Outline

In chapter 2 some preliminary definitions are given. In chapter 3 a review on
conceptual representations is presented where the discussion focuses on how
concepts are defined from the cognitive sciences in general, how that impacts
the ideas learning, reasoning and cognition, and how that consequently affects
the design of artificial learning agents. Such review frames this research and
gives a clear background for the design of representational structures. In chapter 4, taking the ideas exposed about representations, the state of the art in
deep generative models are presented, and their principles used to define new
methods that can address the challenges posed for the approach here presented.
In chapter 5 those ideas are extended to avoid strong dependencies of the variational part of the model and deterministic observation of or recursion processes.
In chapter 6 the techniques are further developed to generate representations
that not only embed knowledge about the immediate link between perceived
data and its dynamics, but that generalize for more extended periods representing data in terms of causes of its dynamics and not only of the content at each
time step.
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Chapter 2
Preliminaries
In this chapter, some general concepts that are to be used in the rest of the
dissertation ar briefly explained.
Artificial Neural network An artificial neural network (NN) is a model based
on a coarse abstraction of the functioning of natural neural networks. They are
formed by simple elements called neurons which receive a set of input values
coming from other neurons or the input to the network. To calculate the output
of a neuron, its inputs are weighted by some learned parameters and the sum
of such weighted inputs is passed through a non-linear activation function. The
most common activations are the rectified linear unit or ReLu defined as f (x) =
max(αx, x) with α in [0, 1), though small values between 0 and 0.1 are normally
used for α. Other activations are the sigmoid function or t anh . A bias term
is used to ensure that the activations are not always zero-centred; such term
is added to the sum of weighted inputs. Then, the activation or output o of a
neuron is given by o = f (W x + b), where W is a weights matrix, x is an input
vector, and b is the bias term. In general, an NN is formed by different layers
of aligned neurons, which receive as input the activation of the neurons in the
preceding layer. If temporal dependencies are considered, each neuron can get
as input its output value in a previous time step. In that case, the network is
denominated as recurrent. For an illustration see figure 2.1.
Back propagation and stochastic gradient descent The Backpropagation algorithm [20] is typically used to learn the values of the weights and biases, or
parameters of a NN. It is a gradient descent optimization algorithm that works
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by propagating gradients of an error function with respect to the network’s
parameters. The error, or loss function should be expressible in terms of the
outputs of the neural network and as the average of the losses over different examples. Equally, the activation function in the neurons should be differentiable
everywhere. The parameters are then updated with the gradient calculated
with respect to the output loss, which is achieved using the chain rule. Given
the mentioned characteristics of the loss and activation functions, the gradients
with respect to the parameters of a layer l can be defined in terms of the activations of the following l + 1 layer, and thus propagated backwards; hence the
name of the algorithm.
The changes to the NN parameters are not normally applied directly with
the value of the calculated gradient, instead a factor called learning rate is multiplied to it before updating the parameters.
When the gradient to update the parameters is given by the average over
the gradients calculated for a set of random inputs, then the process is called
stochastic gradient descent (SGD). For such process, if the set of random inputs
used does not comprehend the whole data set, then it is called a batch.
The back propagation algorithm and SGD my present some problems for
converging, like oscillations around optimal values, or getting stuck in local
minima. To cope with some of these problems a traditional method is to use
some momentum in the gradient from one iteration to the other; that is to
conserve an inertia in the direction of the last gradient, and combine it with the
new one. A more recent, and significantly better option for SGD is the Adam
algorithm [21]. In Adam,the way weights are updated and the learning rate
change during training, in opposition to the traditional approaches where these
stay constant. To achieve that, a learning rate is maintained for each parameter
and separately adapted as learning unfolds.
Convolutional neural networks Convolutional neural networks (CNN) are
designed to process data that come in the form of arrays such as images or
signals. The CNN is efficient and capable of learning relevant representations
due to having local connections, shared weights and multiple layers. Moreover,
a CNN profits from the fact that in data, such as images, there are local statistics
that are invariant to location [22].
A CNN is composed of a series of convolution operations followed by nonlinear activations. Each layer processes local patches in feature maps of the
previous layer through a set of weights called filter banks. A bias term is added
to the sum of the product between a filter and the input feature maps, and the
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Figure 2.1: Illustration of a nueral network. An example network with three fully
conected layers is depicted; it has two hidden layers with size 4 and and
output with size 2. The input is as well of size 2.

result is passed through a non linear activation function such as ReLu (rectified
linear unit, i.e. f (z) = max(0, z)), sigmoid or t anh . Since different filters are
applied to the same feature maps, the output of a layer is composed by a stack
of feature maps. For each map in a layer, a single filter bank is shared for all the
units in the output map.
Each convolutional layer detects motifs or patterns on its input maps, or on
the input array in the case of the first layer. The size of a feature map with
respect to the ones in the previous layer is to be reduced either by a pooling
operation or by applying the convolution with some specific stride.
Such multilayer approach benefits from a common property of many signals,
and particularly of images, of being composed hierarchically in the sense that
higher-level features are constructed from more simple ones in lower levels. In
figure 2.2, a sample architecture of a CNN and its description can be found.
In the example in figure 2.2, after three convolutional layers a fully connected
one processes the output of the last convolution. A fully connected layer gets
as input all the outputs of the convolution, and all of them feed each neuron in
the fully connected layer, hence the name.
A CNN is trained through back propagation, updating all the weights in the
filter banks together.
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Figure 2.2: General illustration of a CNN. From left to right, the input array, in this
case a set of 2D feature maps (for a RGB image three 2D arrays); three
convolutional layers, each one defined by a filter bank with specific size and
producing a given number of feature maps as an output. The output of the
last convolution is normally reshaped into a vector form and processed by a
fully connected layer.

Dropout and Batch Normalization Dropout and Batch Normalization are
regularization techniques that mainly aim at avoiding over-fitting during training. Dropout [23] refers to a process in which some units in a neural network
are dropped, that, is their activation is ignored by setting it to zero during the
training phase. The units to be dropped are chosen randomly for each iteration.
So, at each training stage, individual nodes are dropped out with probability 1-p
or kept with probability p. One way to interpret this method is that the training process diverse networks are being trained in parallel, each with different
specializations.
Batch normalization [24] aims at increasing the stability of the training process of NN. The method works by normalizing the each component of the input
of a layer through the subtraction of the mean of a batch and dividing the result
by the standard deviation of the same batch. During training the mean and the
standard deviation are calculated from the batch, but to perform such operations during inference a mean and standard deviation parameters are learned
from the data, which are updated with each batch during the training phase.
That process results in an scaling and shifting of the activation outputs.
However, that normalization on the input of a layer may change what the layer
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itself can represent, thus a scaling and shifting learn parameters γ and β are
used so that the operation can be invertible if it is the optimal solution, or
shifted ia zero mean input could generate the network to under-perform. So,
the a normalized input would be given by:
B N (x) = γx̂ i + β

Where: µ =

m
m
1 X
x i − µi
1 X
x i , σ2 =
(x i − µ)2 and x̂ i = p
m i =1
m i =1
σ2 + ²

Generative model A generative model refers to a structure where what is
learned is a joint probability distribution of hidden variables representing data,
and the conditional distribution of the data given a hidden state. That is, a
generative model not only learns descriptions of the data but also how data
is generated from them. For example, the observed data X is to be modelled
in terms of a set of latent variables Z , and the conditional distribution that
generates X from Z . In general, that situation can be expressed as estimating
the distribution p(X , Z ) = P (X |Z )P (Z ).
So, in opposition to discriminative models in which a mapping between X
and Z is found, for example in a classification task; in the generative model the
way in which the data is actually generated has to be described or learned.

Auto-encoder An auto-encoder is a NN architecture used for unsupervised
learning, where representations for a data set are learned, normally leading to
a dimensionality reduction. Auto-encoders can be thought of as formed by two
main parts, a encoder, and a decoder. The encoder transforms the input to a
representational code or encoding, while the decoder learns a generative model
through the process of reconstructing the input from the code produced by the
encoder. That can be described in terms of two functions f and g , where the
encoder is defined in terms of a function as y = f (x), where x is an input and
y the code produced. The decoder in turn is defined as x 0 = g (y), where x 0 is
the reconstructed input. Thus, the goal is to minimize the difference between x
and x 0 for each x in the data set. As a consequence of such process, a relevant
encoding y should be created for each x which allows its reconstruction, and
thus is unique and representative.
An illustration of a simple auto-encoder can be seen in figure 2.3
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Figure 2.3: Illustration of an auto-encoder.

Bayesian network A Bayesian network is a probabilistic model that represents
a set of variables and their conditional dependencies through a directed acyclic
graph. When the dependencies are considered regarding the time domain, a
Dynamic Bayesian Network (DBN) can be define. A DBN relates variables to
each other over adjacent time steps. In such a way, the model is changing
over time, and the dependencies as well, thus the behaviour of the network is
dynamic, hence the name.
In figure 2.4, an example of a DBN can be found. Each node represents
latent variables, or states described by a probability distribution, and the arrows
represent conditional dependence. So, for example, the variable x t depends on
z t , which in turn is dependent of z t −1 and s t ; and so forth.

Figure 2.4: Illustration of a DBN. The circles represent latent variables, and the arrows
represent dependencies. As can bee seen in this example, there are temporal
and top-down dependencies. The dynamics of the lower levels are dependent
on the states of variables in higher levels.
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With a Bayesian network, and particularly with a DBN, a generative model
can be easily expressed. In fact, the example in figure 2.4 describes a hierarchical generative model.

Chapter 3
Conceptual representations
in natural and artificial agents
In this chapter, the current views in the cognitive sciences regarding conceptual representations are described, and the effect of such views on the definition of reasoning and learning is analyzed; Particularly, relationships between
the ideas on concepts and development of algorithms in artificial intelligence
are described. Some guidelines for defining concepts are given, and then it
is evaluated which approaches can be used to propose feasible technical implementations that align with the current understanding of concepts. Finally,
it is analyzed how the most feasible approaches relate to existing methods in
machine learning, and what kind of challenges they pose.

3.1

Introduction

To interpret the world and appropriately act on it, an agent needs to solve a
dynamic and situated problem that implies structuring and representing the environment. To that end, it is necessary to define mechanisms for constructing
knowledge and processing information. In this chapter, those mechanisms are
directly related to conceptual representations due to their central role in understanding how information is structured and used by an intelligent agent.
In particular, there is a strong connection between the definition of conceptual representations and the understanding of intelligence, learning, reasoning
and behaviours generation in general. Therefore, a definition of concepts is a
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central topic for describing algorithms in artificial agents as it is to understand
cognition in general.
Many approaches to design intelligent artificial agents assume specific and in
many cases arbitrary semantics or symbolic sets for learning and processing representations. For example, the sensed world is segmented regarding restricted
and given semantics like classes or symbolic sets, to then make decisions according to such classification. However, the disconnection implicit in an approach
based on the separation between analog sensory data and symbolic representations poses significant challenges for defining a single learning structure and
process. Especially, that approach requires a specific and non-trivial mechanism
to set the interaction between the analog and symbolic parts.
A driver for approaches based on such separation between analog sensory
data and symbolic representations is viewing reasoning as based on the manipulation of symbols and as an isolated mechanism in between separated perception and action processes, which is a standard view in the most traditional
version of the so-called action-perception cycle. Moreover, it could be argued
that such ideas about reasoning and intelligence arise from computational technologies and the metaphor of brains functioning as a computational model.
Nonetheless, the development of neurosciences and brain studies shows a shift
in the understanding of cognition, which brings along the need for changing
views on these topics. Especially, fundamental changes have emerged under
the postulates of grounded and embodied cognition. Such ideas follow empirical evidence suggesting definitions of conceptual representations as dynamic,
flexible and context-dependent.
Embodied cognition (EC) research is notably relevant for defining conceptual representations as it challenges the idea of behaviour as a consequence
of internal algorithms performed on symbol-like structures. Instead, EC sees
cognition as an active coupling between body and environment centred on action [25]. As exposed by Anderson [26], EC postulates go against the Cartesian
claims distinguishing mind and body, and beyond the manipulation of abstract
representations. Hence, cognition is understood as laying on the interaction
with the environment. In that sense, cognition uses the world as its own model
and simplifies cognitive tasks by creating representational structures grounded
in the sensorimotor system and oriented towards the agent’s needs and actions.
Regardless of these shifts in the views on cognition from different branches
of the cognitive sciences (CS), a persistence of former but settled views on conceptual representations and cognition can be evidenced in the attitude towards
intelligence and learning. That applies in particular to many approaches to artificial intelligence (AI) and robotics where symbolic sets are used as the basis for
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learning. Though a change can also be observed in such fields, the adoption of
different views into actual technical applications is not trivial, nor always seen
as necessary. Notably, new notions of concepts may still need to be further elaborated to be translated into theories and practice in intelligent systems beyond
current efforts.

3.2

Concepts

A definition of concepts is relative to the perspective and discipline from which
they are studied given the lack of a general a prior structures to constrain the
study of concepts itself [27].
One widespread understanding has associated them with the meaning of
objects, events or abstract ideas. In particular, some lines of thought see language and meaning as the core for concepts, which are in turn described as
systematically linked to words, and being stored in networks of symbol-like representations [28] [29]. Such notions imply a focus on modularity and symbolic
representations, which in fact have significantly influenced diverse subfields of
AI. Notably, those prevailing views link intelligence and reasoning to isolated
processes that manipulate crisp symbols imposed on perception by the problem’s definition. Regardless of their inherent limitations, such approaches are
widespread, settled, and useful in very delimited applications.
Moreover, definitions of concepts based on symbols are implicitly related
to the rise of a particular discussion known as the symbol grounding problem (SGP). Roughly, the SGP inquiries on how the meaning of symbols can
be anchored to the perceptual inputs, mainly with no initial symbolic structure, meaning or semantics. That is a challenging problem broadly explored
in robotics and intelligent systems as described by Coradeschi et al. [30]. To
some authors, it is still an open issue [31], though to others it is not relevant
as long as one is interested in intelligent behaviour under constrained scenarios [32]. On the contrary, other authors state that the SGP cannot be solved;
particularly Fields [33] shows an equivalence of the SGP definition to quantum
system identification problems known to be unsolvable.
Independently of the SGP, concepts have repeatedly been defined concerning categorization processes as forming parts of information bodies in long-term
memory. That idea has been developed from a group of proposals very similar
among them, in which categories are equated to concepts. These ideas can be
organized into three main groups: The rule-based theories [34], where a concept is described by a set of rules applied to some specific features measured

21

22

Conceptual representations in natural and artificial agents
from data. The Prototype based views [35], which defines if a sample belongs
to a class depending on its comparison to stored prototypes calculated from previously seen instances. And, the exemplar-based views [36], where membership
to a category is determined by the similarity to stored examples of a class seen
beforehand.
Those ideas, have evolved throughout time but remain substantially stable
in their principles. They are sometimes considered as fundamental [37] [38],
and the process of categorization has been stated as the main mechanism of cognition [39]. In particular, in technical implementations, the ideas of prototypes
tend to be prevalent, as many learning mechanisms are defined regarding the
categorization of observed features. That is, in fact, a main driver of the supervised learning algorithms, where the goal is to match input data to pre-defined
symbol sets.
Another approach to concepts aiming at a third way between symbolic and
connectionist perspectives are the conceptual spaces presented by Gärdenfors
[40] [41]. He proposes them as a basis for concepts and meaning, arguing
that representations emerge from geometrically constructed ranges in different
features spaces of specific modalities. This approach presents a more dynamic
view, though the main idea arguably resembles some principles of prototype
accounts translated into geometrical spaces, and to the definition of categories.
These ideas develop over the notion of cognition as a process based on symbolic manipulation, and where categories can be seen as stable symbols to which
meaning can be attached. As such, those ideas have been extensively adopted in
AI and robotics, but, as mentioned by Machery [37], they fail to explain all the
known phenomena in the different branches of CS. In consequence, the need
for crisp symbols as valid representational structures is currently an idea being
challenged. Especially, Barsalou [42] states that such views should be reevaluated or replaced under a framework focused on simulation, situated action, and
bodily states.
In general, the idea of categorizing the content of sensory data is a relevant
feature for interpreting and acting in the world. Nonetheless, the interpretation of that fact into a definition of learning as the refining of a categorization
process leads to issues as the SGP, or limitations that appear for a learning algorithm under such notions. In particular, a learning process along those lines will,
for example, relay on predefined classes and samples properly labelled under a
specific classification schema, which cannot account for a dynamic learning process. Nonetheless, a definition of concepts and how these are formed should not
neglect categories as an emergent phenomenon that is relevant and consequent
with the very idea of conceptualization, but should not reduce learning and
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concept formation to a classification or categorizations process in itself.

3.2.1

Understanding concepts form behavioural and neuroimaging studies

Kiefer and Pulvermüller present a relevant work regarding empirical evidence
about concepts [43]. They make a systematic review of behavioral and neuroimaging studies focusing on the definition of concepts from the structural and
neural basis of conceptual memory. For their analysis they frame the discussion
under four dimensions:
(i) amodal versus modality-specific, (ii) localist versus distributed,
(iii) innate versus experience-dependent, and (iv) stable versus flexible
These dimensions are briefly summarized as follows: In amodal theories, concepts are detached from sensorimotor systems, whereas in modality-specific
approaches concepts are indeed grounded in such systems. In the second dimension, localist approaches consider concepts as coded by a single representational unit, while in distributed theories each concept is coded by multiple
units usually activated in parallel. For the third dimension, the innate approaches assume concepts formation as based on apriori specializations of brain
areas, while experience-dependent approaches assume that concepts are formed
through experience. Finally, flexibility refers to concepts responding dynamically to contextual constraints, while stable representations consider concepts
as situational-invariant entities.
Kiefer and Pulvermüller [43] conclude that concepts might be flexible, experiencedependent, modality-specific, and distributed across sensory and motor systems.
In particular, for them, flexibility implies a relevant factor in adapting to diverse situations. They argue that action information contributes to conceptual
processing depending on learning experiences since sensory and motor interactions shape conceptual memories. Accordingly, concepts should be understood
as flexible mental entities whose features are activated depending on situational
constraints. That is, the activation of representational units can vary depending
on the context, by being more or less sensitive to specific features. Moreover,
the meaning of such representations is to be determined by the action context,
or situated task in which an agent is involved. These notions had been also mentioned before by Friston et al. [44], who describes that the function of a neuron,
or neuronal population is dynamic and context-sensitive, where context is de-
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fined in higher level structures, and modulates neural activity in a top-down
process.
Along those lines, Gur [45] argues in favor of flexible and distributed representations by focusing on the visual cortex. He argues against a structure
that converges in expert cells since, to him, such approach ignores not only the
perceptual reality but also the parallelism as a brain’s chief characteristic from
which efficiency and significant abilities arise. Thus, a representation should be
composed of the parallel and dynamic activation of different units at a given
level, and not of a single one.
Moreover, Fernandino et al. [46] defend a parallel representation of concepts encoded in activation patterns of different modalities. They suggest that
all modality-specific attributes contribute to the representation of concrete concepts with relative relevance depending on the demands of a given task. Similarly, Ghio et al. [47] evidence that specific representational contents may be associated with different categories with consistent responses sparsely distributed
across the cortex. That suggests a process in which responses to particular features are more or less constant, but the way in which they are integrated or processed may vary or evolve with the task and the context. That is also supported
by van Dam et al. [48], who state that representations are flexible, characterized
by relative perceptual activations and dependent on contextual constraints.
Regarding phenomena usually associated with symbolic processes as is the
case of language, Lebois et al. [49] review evidence of words not having conceptual cores, stating that context-dependent activation of semantic information is
the norm and that even main word features are task dependent. Which further
shows that also if the functionality of a representation can be described as symbolic, as in the case of words, the underlying representational mechanism does
not change and can be as well described as dynamic and distributed.
An important idea also accounting for distributed and dynamic representations are the notions of functional networks in the brain. Such ideas are central
to current neuroimaging studies and aim at mapping functionalities to network
structures instead of isolated regions [50]. The assumption is that processing
tasks are carried out by diverse regions simultaneously. Then functionalities
emerge dynamically from the activities of the whole network rather than by
isolated and sequential computations.
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3.2.2

Embodied and grounded cognition in relation to concepts

The shift from more computational views on cognition to others based on embodiment and grounding has had significant implications for the understanding
of concepts and intelligence. To better frame that, the goal of this section is
to describe recent works regarding the definition of embodied and grounded
cognition and the impacts of such approaches.
In [25] Wilson and Golonka review the definition and consequences of EC.
To define it, they highlight the differences between EC and behaviorist views,
which are a psychological explanation of behaviors as reflections of internal algorithms produced on demand. In turn, EC replaces internal control and explicit
representations with carefully built bodies perceptually coupled to particular environments. So, they argue that in general, abstract conceptual representations
of objects are not needed since they can be replaced by the dynamics of the
actions related to them in a specific situation.
The notion of situated information implicit in such definition relates to the
definition of context exposed by Dourish [51], who under the framework of the
human-computer interaction research, describes context as an emerging and
dynamic property dependent on interactions. Such definition opposes to other
views that describe context as a form of information that is delineable, stable
and separable from the activity being carried out. The more dynamic definition by Dourish has led to better solutions due to in inherent adaptability. His
proposals are linkable to the understanding of conceptual representations and
especially to the notion of flexibility since, as in the case of context, concepts are
enacted during an interaction, and the scope of features in a representational
process is dynamic.
Similarly, such dynamism is supported by Engel et al. [52], who argue that
the cognitive processes should be studied primarily concerning their role in action generation as a capacity for creating structure. That is, a cognitive agent is
to be immersed in his/her task domain so that the system states acquire meaning by their role in the context of action.
In fact, Engel et al. [52] suggest that attention and perceptual decision
making may be described as biases on sensory processing imposed by action
contexts. In that sense, activity patterns cannot be taken as encoding actioninvariant descriptions of objects and scenes, but as supporting the capability of
structuring contexts. Equally, regarding object concepts, Engel et al. stated that
Knowing what an object is does not mean to possess internal de-
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scriptions of this object, but to master sets of sensorimotor skills and
possible actions that can be chosen to explore or utilize it.
All of that implies that there may not be such a thing as a context-neutral description of object features, as would be claimed by more traditional views on
concepts. The meaning of representations of observed objects is to be dependent on the actions, or on the task.
Simulation and grounding
Here the notion of simulation of sensorimotor information is further developed
in order to highlight its relevance for conceptual acquisition and processing.
Barsalou elaborates on the role of simulation [42] arguing that bodily states
somehow limit EC. He claims that even though such states are necessary for
learning, cognition often proceeds independently of the body. He refers to simulation as the reenactment of sensorimotor modalities. That notion is considered
as the fundamental part of knowledge representation and conceptual processing
in what is known as grounded cognition (GC).
From the GC views [42] concepts are situated. That means that the situation is imagined or simulated during conceptual processing. Thus, building a
concept implies representing situational and contextual information as a fundamental part of it. In other words, a conceptual representation cannot be
context-agnostic by default. Wilson had highlighted this in relation to EC before [53]. She stresses the relevance of replacing notions about cognition previously seen as abstract, with theories that explain evidence showing off-line EC
as a widespread phenomenon in the brain.
A systemic approach, linkable to simulation, is the Convergence-Divergence
Zones proposed by Damasio [54]. That model presents a view of how information might be integrated in the brain, which can relate to the formation of
concepts. The convergence zones consist of units that bind modality-specific
information in a distributed and hierarchical way, with more complex representations in higher levels. The divergence, in turn, refers to activations reflected
down to more modality-specific areas. This yields to the capability of reenacting
previous experiences during processing in a simulation-like way.
Also along the lines of simulation, metaphors have been seen as ways to
build different levels of representational abstractions. Gallese and Lakoff [55]
argue about the embodiment of conceptual knowledge through a mapping within
the sensorimotor system, and under the principle that imagination and action use a shared neural substrate. In their view, understanding is a context-
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dependent imagination phenomenon. They state that if language is the expression of concepts, then it should use the same brain structures used in perception
and action. And therefore, a disembodied and symbolic account of concepts
would imply an implausible duplicate of premotor circuits in different parts of
the brain. Such notions may equally presume that concepts are built out of
cognitive primitives that are themselves sensorimotor; something also stated by
Wilson [53].
Lakoff [56] takes that further suggesting that language is grounded, and
all processing is done through metaphors and simulation in the sensorimotor
systems. Thus, under such notions, not all conceptual processing is necessarily based on language-like symbols and rules. Consequently, systems based on
the idea of reasoning as expressible through language might be trying to mimic
only some easy to measure consequences of a more dynamic underlying process. That may suggest reasons for why some accounts of the SGP emerge, and
why approaches focused on language-like symbols would not be addressing the
subjacent mechanism of cognitive processing itself, but just its expressible consequences.

3.2.3

Active Inference

Active Inference refers to a line of thought elaborated by Friston [1] [57] [58]
[2], which relates to the ideas of basing cognition on simulation. Active Inference proposes that the main function of the brain is to minimize free energy
or suppress prediction error. The approach tries to explain how agents achieve
stability by restricting themselves to a limited number of internal states. Such
stability is to be achieved by minimizing a free energy function of internal states
representing beliefs about hidden causes of what is perceived from the environment the agent interacts with. In particular, Friston suggests that motor control
has a role in reducing uncertainty and can be understood as fulfilling prior proprioceptive expectations.
Active Inference, which is a corollary of the Free Energy Principle, is mainly
inspired by the predictive coding [59] and the ideas about the predictive minds
[60], in which top-down information carries predictions about lower levels,
while feed-forward connections carry residual errors. These ideas have been
addressed in different ways as mentioned in [61], being the main differences
the form of the model and the criteria used to fit the model. The models can
be Gaussian as in the free energy principle, a sequence of samples from a time
series as in [62], or a set of basis functions as in [59]. Fitting the model, on the
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other hand, can be achieved by minimizing the sum of squared error, the free
energy, or the KL divergence.
In the predictive coding approach, updating internal states is the only mechanism through which prediction error can be reduced. On the other hand, in
Active Inference actions are considered as another mechanism for doing so,
since minimizing prediction error can as well be achieved by changing the environment in such a way that it matches expectations. Moreover, actions can
also be understood as internal changes that modify the way in which hidden
causes evolve, therefore affecting how predictions are made, including those
for proprioception.
Under the Active Inference views, both the internal states and the prediction signals are considered as probabilistic; thus, the predictions can be seen
as probability distributions over possible states from which prediction error is
calculated. Equally, the internal states represent beliefs over probable causes of
the state of the world.
To illustrate the core idea behind Active Inference, in figure 3.1 a coarse
schematic description is presented. In such architecture, the internal states represent hidden causes of lower levels and are used to generate predictions about
them. The lowest level predicted corresponds to the input or sensory data. The
prediction error is calculated by comparing such predictive signals to information coming up from sensations, or from internal states in lower levels.
The uppermost level of the architecture in figure 3.1 is trying to estimate
causes of lower level states in terms of how these change over time. As a result
of such predictions, the evolution of hidden causes in levels below and their
predictions vary, since the update of the states in one level depends also on the
predictions made by the one above it. The estimation process in the upper level
can be understood as taking internal actions that change the dynamics of lower
ones. Therefore, what is perceived as actions actually executed on the environment are only reflexes based on the prediction error about proprioceptive
signals. But the way in which such reflexes are produced depends on the evolution of the internal changes in beliefs in the upper level; that is, the internal
actions.
Then, representations can be determined as dynamic states that variate as
a consequence of actions which, in this context, can be defined not necessarily
as a movement or a physical act, but as a change in internal cognitive states
that are to infer the evolution of data and the best way to interpret it. In that
sense, perception is determined regarding periods in the sequence that can be
described by specific dynamics, each of which is anchored by a cognitive state.
So, diverse states determine different ways of perceiving and thus of repre-
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Figure 3.1: A schematic illustration of Active Inference where both action, proprioception, and sensory data are predicted. The internal states (green circles) are
updated based on the propagation of prediction error (red arrows). In general, the uppermost level is predicting how lower level states should change
over time. Changes in such upper level can be understood as internal actions
changing the dynamics of the system. Therefore, the actual actions executed
in the environment are a reflex produced by prediction error regarding proprioception, and are proportional to de difference between the predicted and
the actual proprioception inputs.

senting what is sensed, in other words, dynamic conceptual representations are
defined in terms of such states. In particular, a specific state and its corresponding dynamics my imply a given set of movements to be enacted as part of the
expected evolution of data; that determines a concrete way in which action
and perception in the traditional way can be understood as parts of the same
process.
In many scenarios, approaches based on predictive activations as a way of
simulation respond to the main characteristics of concepts described so far, and
can be connected to the principles of embodied cognition [63], as well as to
problems in Artificial Intelligence and Robotics [64]. In that kind of architec-
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tures, representations emerge dynamically from an active interaction of all the
elements in a network. The process is not static but depends on the evolution
of the situation and what is perceived. Thus, the forming elements of conceptual representations are flexible, context-dependent and ultimately related to
actions. Equally, all sensory information is intrinsically related and grounded by
an ongoing integration of different modalities based on simulations, understood
in this case as predictions.
In general, the ideas of Active Inference are of high relevance given that they
unify empirical results with a plausible neural mechanism. Moreover, given the
dynamic nature of the approach, it can account for an alternative way to go
beyond the idea of concepts as symbols, and of cognition as a symbolic process.
Under this view, the whole process of perceiving and acting is merged into a single system. That is, concepts are related to the acquisition of action-perception
relations as part of a single process from which the representations of the world
emerge as an active interaction with it. Such capabilities are solely achieved by
actively minimizing uncertainty.
As mentioned in [65], ideas based on predictive coding theory advocate
for representationalism over anti-representationalism. That is argued to be
the case, since these theories could unify the conception of cognition and explain specific cognitive phenomena while, at the same time, embedding representational characteristics in the notion that brains are minimizing uncertainty
through the use of generative models, which are in turn thoroughly representational systems.

3.3

Delimiting the definition of the concepts and
their nature

Based on the ideas introduced so far some remarks about concepts can be made.
No clear-cut definition of concepts can be easily stated; however, it can be delimited based on a broader notion of their central role processing information
to act in the world. Thus, the characteristics of concepts to be described should
be seen from their role in the discussion about knowledge creation, information processing, and reasoning. In particular, in this framework learning is seen
more as concerned with grounding the possibilities of action in a given situation, while reasoning, or conceptual processing as regarding the emergence and
enactment of such possibilities in context.

3.3 Delimiting the definition of the concepts and their nature

3.3.1

Characteristics of concepts and conceptual processing

Here a framework is proposed consisting of a set of framing characteristics about
concepts and conceptual processing. They are elaborated to delimit the way in
which information is to be used in a learning system. That implicitly delineates
as well what a conceptual representation cannot be reduced to.
The framework proposed consists of three main groups of characteristics
delimiting the capability of a system to form and process concepts.
Format and flexibility:
• A concept should not be limited to a particular situation-invariant unit but

represented by diverse adapting units dynamically arranged depending on
context.
• The forming elements of a concept have variable contributions depending

on context.
• The relevance of forming elements of a concept and their influence on

processing are to be dynamic and dependent on the evolution of an active
interaction with the environment.
Formation and elicitation:
• Concepts arise from context-specific ignitions of dynamically recruited fea-

ture arrays, where activations are primed by situations and driven by dynamic guidelines that evolve with experience.
• Concepts cannot be stated as pre-specified or stable entities but instead as

occasioned by a given activity and situation inside which they are actively
produced, maintained and enacted.
• Forming of a concept should be achieved through experience and inter-

action, and only constrained by the agent’s body and information coming
from its internal states, motion, or sensory data.
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Grounding:
• Concepts should be constituted from perception but in relation to the role

of action in the evolution of sensory data.
• Recall is based on the simulations of situated modality specific informa-

tion.
• Multi-modal integration implies a process beyond the association of inde-

pendent learning results in different modalities.

3.4

Concepts and learning in artificial systems

In this section, implicit notions and underlying assumptions on cognition, learning, and concepts in AI and robotics are analyzed from the ideas presented so
far. In particular, computational modeling and implementations that relate to
notions of concepts, grounding, or embodiment, are reviewed. It is important
to stress that the focus here is on the underlying ideas concerning concepts,
cognition, and intelligence, and not on contributions of the works to particular
problems, functionalities or other specific research agendas.

3.4.1

Categorization as the mechanism of learning

In the reviewed papers the idea of learning concepts as an equivalent to maping
sensory data to classes or symbolic representations seems to be widespread.
A prominent contribution along the lines of cognitive modeling come from
Sun and colleagues. They have developed CLARION [66], a hybrid cognitive
architecture aiming at psychologically plausible models of knowledge representation and processing. For it, the discussion over localist and distributed representations is considered, and qualities of both stressed. In particular, CLARION
presents different processing and learning schema for the two kinds of representations, but the symbolic ones are understood as concepts. They argue on
the relevance of such dual view [66] by stating that symbolic representations
can be shown to be psychologically and computationally significant. Thus, they
claim that both kinds of representations might be needed to explain the full
range of cognition.
For example, in an architecture based on CLARION [67], a specific separation of the representational spaces is used to achieve structured knowledge for
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deductive and analogical reasoning. In that approach, there is a clear separation between localist and distributed accounts based on two different processing
mechanisms. Thus, the two functionalities are not integrated into a unified system, but pattern matching is used to go from one to the other. That exemplifies a
transformation from distributed representations to localist ones due to the need
that arises from understanding reasoning and conceptual processing as isolated
from the sensorimotor system.
Proposals based on the CLARION have been shown to explain many psychological phenomena, but do not account for a distributed integration of perception and reasoning or for the characteristics of concepts exposed in section
3.3. Notably, CLARION is substantially focused on language-based and logiccentered measures and capabilities, and thus the system is forced to respond
with explicit and symbol-like representations to ensure transparency. Regarding interaction, Sun [66] points out its relevance in CLARION as a vital part
of the acquisition of symbolic representations, but a general connection to the
embodiment and grounding of concepts is missing. In particular, an exhaustive
relation to perception, as elaborated for the simulation accounts for processing
is still not clear.
Minai and colleagues have proposed similar approaches based on symbolic
classification [68]. They present a neurodynamical system for the formation
of categories based on the extraction of contextually relevant features. In that
work, concepts are delimited by sets of features shared by the members of a
class. Such features can be re-utilized independently of context but learned
contextually through their occurrence in different categories. That idea is concerned with contextual learning. Nonetheless, it is focused on the creation of
classes for isolated processing independent of the interaction with the environment.
Those are examples mostly focused on the categorization approaches to
learning, but without much emphasis on embodiment and grounding. Other
methods have focused more on those notions, but the way they are implemented varies broadly. Approaches range from systems with clear separation
between control and reasoning (for example ACT-R/E [69]), to more advanced
ones where motion is an essential part of learning. Some approaches hold similarities in the way they address learning as they try to link amodal symbolic
representations or particular states to the consequences of actions [70] [71], or
to patterns of sensorimotor information [72] [73]. Also, intrinsic motivations
and interaction with humans have been used as a central part of learning and
exploration [74].
When analyzing those works, it is clear that there is a predominant symbolic
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understanding of concepts. In general, classification or categorization is central,
though in some approaches it is implicit in the design of experiments, or in
the training data. For example, in the case of motion information, patterns
may be considered as pre-specified and restricted to symbolic categories in the
training samples. Consequently, the movement would be used not as a part of
the concept creation, but as an isolated pattern to be classified; which does not
account for embodiment or grounding, nor for a dynamic learning process.
Another way to impose tacit knowledge about what is being learned is by
using sensors where the meaning or ontology of the perceived data is given
beforehand. That is, there is only one possible meaning the data can have independently of the task or situation in which the agent might be. For instances, a
sensor that detects predefined relevant objects in an image, or a distance sensor.
Notably, in [73] learning is constrained to a set of human instructions by
the usage a particular set of movement categories, and thus forces the result towards symbols representing such patterns. That is more explicit in [74], where
sets of basic modular actions and rules are classified for the communication
between otherwise isolated modules.
With similar underlying principles, the proposals in [75] [76] [77] use dynamic field theory to achieve behaviors that are indeed dynamically adapting to
the situation and are, in principle, grounded in the sensorimotor systems. They
reach these results by acting on targets sensed as activations in the neural fields
which represent objects or proto-objects. In other words, the dynamics are performed on top of implicit assumptions about the environment as the way objects
are differentiated from the background, or how such information is translated
to a position in an otherwise unconstrained space. Consequently, the actual sensory processing is not related to actions, nor enacted depending on context, and
thus there is no effective multi-modal integration to structure the environment
dynamically. On the contrary, there is a processing carried out on activations
with a predefined meaning or ontology.
A more prominent body of work has been developed around the Adaptive
resonance theory (ART) proposed by Grossberg and colleagues [78] [79]. A
primary focus in ART is the so-called stability-plasticity dilemma, which deals
with the problem of how to actively update knowledge while not losing essential memories. Grossberg et al. face that by proposing the "match learning",
which only occurs if a sufficient match is found between bottom-up information
and top-down expectations. In the case of a match, the category is refined to include the new information. When a memory search does not match any known
category, a process is activated to learn a new one. Thus, ART is in line with
the ideas of simulation and stresses on the relevance of integrating bottom-up
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and top-down flows of information for an active perception process. Equally,
it has the advantages of representing actively as in the case of Active Inference
approaches. Nonetheless, the ART architecture does not explicitly present the
benefits of probabilistic inference and focuses on the idea of categorization as
a primary goal of perception, thus leaving out the flexibility and dynamism expected for conceptual representations.
In sum, in the proposals based on ART processing is not grounded in action,
nor necessarily situated or contextual. In that sense, representations will only
correspond to categories based on feature prototypes, and will not necessarily
depend on their relation to the action context or the intrinsic goals of the agent.
These examples show how closely related the ideas of concepts and learning
are, but more importantly, what the implications of such relationships might be.
A particular interpretation of learning and processing might lead to the development of approaches that implicitly generate unovercomeable constraints. Here
it is argued that the need for symbols leads to constraining learning by the predefinition of either categories or ontologies in the input data. One reason why
this is problematic is that one cannot assume that real sensory data contains
specific semantics in itself. Thus, the only way to solve a problem under such
assumptions is by manipulating the sensory data in accordance with the prespecified constrains. However, that does not mean that the imposed definition
is to be always sufficient or optimal.
Thus, the main problem comes from how raw sensory data is to be transformed into useful representations; and the fact that problems arise when the
representational format aimed at is based on symbols. Along those lines, Mirolli
[80] states that EC is not in contrast with all representations but only with the
symbolic ones. He elaborates the idea by designing a task that cannot be solved
without some kind of internal representation. His conclusions aim at a reconciling point in line with many of the postulates presented here. Similarly, in [81]
pezzulo et al. argue on how contradictory explanations of cognitive phenomena from computational an embodied views can actually be bridged through
approaches based on generative models.

3.4.2

Generative models

Given the central role of simulation in cognitive processing, a primary problem
to be addressed is how to link such simulations to dynamic representations. It
has been mentioned that Friston’s ideas on Active Inference [1,2,57,58] explain
plausible mechanisms for empirical results concerning the role of simulation
and active representations on cognitive processes. As described in section 3.2.2,
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Active Inference proposes an explanation of how agents achieve stability by
minimizing a free energy function that represents beliefs about unknown causes
in the environment.
A significant problem is how a model based on such notions can be learned.
The Active Inference ideas are based on probabilistic generative models (GM),
and mainly on Bayesian ones. These ideas are argued to offer the best option
for unifying mind and action through a concrete and implementable mechanism
as is mentioned regarding [82, 83]. Similarly, in [8, 84] Friston et al. propose
an implementation of the Active Inference based on message passing based on
factor graphs show the plausibility of the method both in the brain circuits and
technical implementations based on graphical models.
Some advantages of probabilistic inference include rapid learning, contextual reactions, and causality [85]. Some relevant variational applications include hierarchical models, as the ones in [3,86,87], where the focus is on Gaussian processes and how to stack them in a single model. Some other implementations use mixed techniques to construct cognitive systems like the ones elaborated by Regazzoni and colleagues [4, 5, 88]. They have worked on Bayesian
approaches for developing cognitive systems that learn temporal relations to
make active inferences, also based on switching models for activity recognition
as in [6, 7]. With these proposals, significant improvements in accuracy and
performance in signal processing tasks have been achieved, with particular importance for video analysis.
Such kind of solutions focuses on structuring knowledge and building inferences through GMs. However, some limitation may arise as in such approaches
the parameters of the GM have to be defined in advance, or the escalation to
high-dimensional input data is not trivial due to the need of processes such as
Monte Carlo sampling. That can make the connection from raw data to the
representations on which inferences are made to be dependent on separated
learning stages. Therefore, a central challenge is the unification of those two
processes; that is, learn the whole GM from streams of raw high-dimensional
sensory data.
It is crucial then, to address the mentioned integration in the inference process as an active and emergent relation from which behavior and reasoning can
arise. Proposals as the ones in [89] or more recently [90] take that into account, but assume that a parametrized GM is given. To overcome the need for
fully pre-specified GMs, these should be learned from sensory data and as a way
of self-organization. So, for example, the different configurations that the GM
can have, and how these change over time (internal actions) should be learned
from data and executed dynamically instead of through a pre-defined selection
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mechanism.
To address that, in [91] Tani has presented a set of works that build higherorder cognition directly connected to the sensorimotor systems. The results link
motion of a robot, to the fulfillment of expectations and prediction error minimization. Such expectations and the constitutionality of sensorimotor relations
in internal states are learned from the continuous flow of information through
the sensorimotor system, and concerning a given task. In [92, 93] those ideas
are extended to dynamic interactions through inference of probabilistic states.
The network is trained by reducing prediction error, though internal updates
are not based on it.
Such models are trained based on the construction of various abstraction
levels with different time scales. Those implementations present a limitation in
that some preprocessing is used by imposing an ontology or specific semantics
on the input data. For example, the position of a tracked object is assumed as
an input to the system, implying that the agent relies on a symbolic representation that is not related to its learning process but on top of which it performs
all its reasoning. Part of such limitation is addressed in [94], where Hwang and
colleges have included convolutional neural networks in the architecture. That
change allows the system to process raw sensory data, overcoming the mentioned impositions, though the rest of the limitations persist. Such approach is
similar to the one in [95], where convolutional LSTM layers are stacked in a
predictive coding schema in which the prediction error is propagated upwards,
while the activations of each layer are used in the processing of the one below.
That approach has been extended in [96] to include control inputs, and integrate them in the prediction process. Those architectures get good predictive
capabilities at the input level, though the upper layers do not always encode
any further information. That can happen because the prediction error used as
input to a layer above is also fed-back to the recursion of the layer at which
it is produced. Thus, the activation of higher levels does not always add any
new information, and the predictive capabilities can be achieved only with the
lowest level of the hierarchy.
Tani, together with Friston and Haykin, had argued in [97] that the core
ideas in those works represent a way to define self-organizing dynamic structures trained via interactive learning between the top–down intentional process
of acting on the physical world, and the bottom-up recognition of perceptual
reality. With such process, the contents of the created compositional hierarchies
remain naturally grounded in the ongoing flow of perceptual reality; which
shows a way to address many of the challenges posed here.
Tani’s works may differ from the postulates by Friston though, in that the
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internal states generated are not treated in probabilistic terms and that the
prediction error is used during training as part of the objective function to be
minimized, but not as the input to the network for inference. Equally, predictions about future states are made deterministically both in training and testing,
which implies that the system does not model variability in data nor considers probabilistic relations and biases between internal states and actions. In
general, Tani focuses on a principle of compositionality concerning the actions
executed, which slightly differs from a focus on actively parameterizing a generative model to match the evolution of data. The later would be a more general
approach and could also account for processing beyond the execution of actions
on the environment, to the active analysis of sequential data in general.
Deep generative models
A set of approaches focused on learning generative models, and on the capability of creating realistic samples come from the deep learning (DL) community.
The development of such methods represents a shift from discriminative models
as a way of overcoming the need for labeled data in supervised methods or as a
way to addressing goals such as building more biologically plausible DL methods. Equally, some attempts look for bringing together the inference capabilities
of probabilistic models and the generalization advantages of neural networks.
Deep GM have been developed as a tool for unsupervised learning. These
include works ranging from deep belief networks and restricted Boltzmann machines as reviewed in [98], to adversarial training methods based on the ideas
of generative adversarial networks (GAN) [99]. Lately, some efforts have been
focused on training probabilistic GM based on back-propagation as an alternative to maximum likelihood methods and processes like Gibb’s sampling. For
example, in [100] it is proposed a method based on different layers of latent
variables which learn the transition operator of a Markov chain to estimate distributions of data.
Along those lines, Kingma and Welling [10], and Rezende et. al. [11], have
merged advantages of DL and Bayesian inference into a single architecture and
a unique learning process. They introduced general-purpose methods capable
of generating realistic samples along with inferences about input information in
terms of continuous latent variables. With those methods, generative and recognition models are trained simultaneously through back-propagation. In [12–14]
those proposals are extended through iterative process for the estimation of the
distribution, and can mimic processes such as foveation and attention for inference and generation of static inputs such as images. Moreover, in [101],
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a connection between variational methods and adversarial training has been
proposed, opening the possibility for a unified view of the main deep learning
methods for generative models (VAE and GAN).
In [15, 16] the authors have explored the inclusion of latent variables over
the hidden states of a recurrent network with the aim of extracting temporal
dependencies of data sequences for inference and generation.
Though relevant connections can be found between deep GM and the ideas
of Active Inference, further steps have to be taken to achieve self-organizing
capabilities that can actively process information, and which can dynamically
define the GM to adapt to the evolution of data. Such limitations also come
from the goals of the methods, which in general are focused mainly on the
reconstruction of the input data, but not on the abstraction of it in terms of its
evolution and the hidden causes of its dynamics.

3.5

Conceptual processing as a dynamic and emergent phenomena

In this chapter, ideas of concepts and conceptual processing have been explored
from different views in an attempt to frame a relevant part in the discussion
about cognition and its influence in the development of AI. A general relation between the ideas of conceptual representations and the understanding
of cognition and intelligence has been highlighted. In such regard, categorization based approaches to concepts match the computational views of cognition,
while ideas of concepts as flexible, distributed and context-dependent better account for the dynamic aspects of embodied and grounded cognition. In particular, the capabilities of reproducing the environment and processing situations
based on predictions have been argued to be crucial for more dynamic views
on concepts, and have been linked to the idea of an adaptive representational
process under the light of Active Inference and predictive coding.
Such discussion has led to the simple yet relevant notion, that a precise
semantics should not be imposed on any particular data. On the contrary, sufficient and dynamic representations to appropriately interpret the environment
in a given situation should emerge from experience and within the agent’s constraints, needs, and perspective.
In particular, limitations can emerge when trying to build learning as the
realization of stable symbolic representations since encapsulating all possible
inputs into crisp symbols can easily grow in complexity, while it can be hard to
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ensure that it is sufficient for the task at hand. Moreover, imposing a semantics
or assuming a given ontology in the sensor capabilities on which processing is
to occur limits the learning possibilities of the agent. However, that does not
neglect categories, or the fact that these tend to emerge naturally and become
essential in phenomena such as language; the problem though, emerges when
categorization is defined as the main learning mechanism and not as an emergent phenomena.
Moreover, the capability of representing the environment and dynamically
adapt to a situation implies that a dependency on previous states is crucial to
have a dynamic interpretation of the environment. In consequence, interpreting
the world is to be achieved as a dynamic process, where perception depends on
the evolution of observations.
Translating all of these notions into technical implementations supposes different challenges. In particular, a system should acquire sufficient representational capabilities that allow to predict future states and define the actions to be
taken in a specific situation to maintain high certainty about what is being observed. That requires the acquisition of grounded representations to work in an
unsupervised manner, and the learning process to be the same independently of
the task. Moreover, given that skills such as predicting future states and producing adequate actions are task-dependent, no general characteristics of elements
in the environment can be assumed, which further excludes supervised learning schemas where externally given symbol-like structures about data can be
regarded as part of the grounding process.
In general, that implies a hard technical problem due to the many possible forms in which data can be represented when no constraints are posed.
Nonetheless, the problem is at least partially constrained, as in the ideas that
have been presented, there is always an inherent relation between action and
the evolution of sensory data. Thereby, to define a representational mechanism,
it must be assumed that situated behaviors are always related to the content of
sensory inputs. In the case of learning from streams of data, like video where
the behaviour of an agent is involved, the meaning of sensed data is linked to its
evolution over time by means of how an agent behaves in that specific context.
In the following chapter, that problem is addressed by developing methods
based on deep generative models defined under the notions of Active Inference,
and in particular for sequential where content changes over time regarding the
behaviour of an agent.
The main points from this chapter regarding the representations to be built
and the representational structure needed are:
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• Reproducing the environment and processing situations based on predictions is a central capability in a dynamic representational process.
• Structures based on generative models, such as Predictive Coding and
Active Inference, present the most feasible options to implement the ideas
presented.
• Sufficient and dynamic representations to appropriately interpret the environment in a given situation should emerge from experience and within
the agent’s constraints, without external imposition of learning targets.
• Categorization is an emergent phenomena and not the main learning goal.
• To constrain the learning problem while addressing the requirements mentioned, a representational structure can be defined regarding situated behaviors that are always related to the content of sensory inputs.
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Representing through
generative models
Given the ideas elaborated in chapter 3, the technical requirements and challenges to address the problem of representing unlabelled sequential data produced or captured regarding the actions of an agent are analyzed under the light
of the state of the art in Machine Learning, and particularly of Deep Learning.
The aim is to define feasible structures that would allow implementations
that align with the understanding of conceptual representations exposed. That
is done by defining algorithms for unsupervised representation learning to describe sequential data. In particular, dynamic representational structures based
on generative models are explored and evaluated. The presented methods are
centered on the relation between data content and behaviors driving its evolution. Specifically, deep generative models are evaluated and defined to build
techniques that align with the general ideas of Active Inference.
In the first part of this chapter, generative models in deep learning are explored, then some modifications of such methods are proposed as the basis for
further developing the idea of dynamic representations. To evaluate the proposed methods, specific scenarios are set where no assumptions about any given
semantics in the sensory data are made; only a particular task executed by an
agent is considered out of which the model is to dynamically construct useful
representations to reproduce and predict the observed data.
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4.1

A model for conceptual learning and processing

The models here proposed are inspired by Active Inference. As elaborated before, in an architecture based on Active Inference such as the one shown in figure 3.1, the upper levels try to estimate future states in the lower ones, which
implies estimating how these change over time. As a result of changes in the
estimation of hidden causes in the upper levels, the evolution of the ones below
and their predictions vary.
The process of changing the estimation of hidden states in the uppermost
level can be understood as taking internal actions that change the dynamics of
the states in lower levels; Such process is different to executing actions on the
environment, which are to be produced as reflexes based on the prediction error
about proprioceptive signals. In that sense, an architecture with only internal
action commands can also be defined under this paradigm. In such case, the
adaptation of the system to the environment depends on the internal actions
and how they change the evolution and predictions of the system, without the
need for acting on the environment to satisfy expectations.
To develop machine learning algorithms based on such process, it is necessary to define a GM that can be learned or parametrized directly from data.
As has been shown in [10, 11, 13, 14, 16], continuous variational representations can be constructed directly from data with end-to-end training through
back-propagation. In particular, in [15,16,19,102] ways to include time dependencies on the inference process has been introduce, so that the updates of the
latent variables are dependent on previous states. Moreover, those methods allow learning the transition, observation, and generation models altogether from
data in an end-to-end fashion. The ideas of such methods are thus here used to
define models based on the ideas of Active Inference.
Other models along the lines of Active Inference have been developed in the
work of Tani and colleagues [92–94, 97]. However, in those approaches, both
the representational states and the predicted data are not determined as probabilistic; while the definition of upper levels is achieved through leaky states,
which can be interpreted as a way of low-pass filtering information coming
from lower levels to ensure more stability or less variance over time. Though,
the ideas of Tani are closer to Active Inference, the goal of his work is based
on the compositionality of the actions executed, but not on an estimation of the
dynamic models explicitly regarding the content of sensory data. The difference
would lie in the kind of representations achieved, which is one case would be
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related deterministically to the action, whereas in the second case, the meaning
of a hidden state would be dependent on the content of the sensory data as
well.

4.1.1

Variational methods in deep learning

A central part of the models presented is based on variational methods in deep
learning. In particular, the ideas of the variational auto-encoders (VAE) as proposed by Kingma and Welling [10], are to be used as it represents the main
method for merging variational methods with Deep Learning techniques. Besides, for the first analysis presented, the reasoning behind variational recurrent
neural networks (VRNN) is also taken into account, as there extend the ideas
of VAE to recurrent networks. Therefore, a general introduction of those methods is provided here (for further details, please refer to the original works [10]
and [15]).
Variational Auto-Encoders
ªN

The algorithm proposed for the VAE in [10] considers a data set X = x (i ) i =1
consisting of i.i.d. samples, which are assumed to be generated by some hidden
process involving an unobserved continuous random variable z . That is, a GM
of the form p(x, z) = p(x|z)p(z). In such random process, it is assumed that a
value z (i ) is generated from a prior p θ∗ (z), and consecutively, a x (i ) is generated
from a conditional distribution p θ∗ (x|z). In such models, the prior and the conditional distributions are assumed to come from probabilistic families p θ (z) and
p θ (x|z) respectively, differentiable almost everywhere with respect to z and to
the parameters θ describing them. However, a big part of the process is hidden,
so the true parameters θ ∗ and the values of z (i ) for each sample are unknown.
The objective of the VAE then is to estimate those parameters through a process
based on an optimization method such as stochastic gradient descent (SGD).
To that aim, a recognition model qφ (z|x) is introduced as an approximate
of the posterior p θ (z|x) and defined by the parameters φ. It is to estimate the
values of z (i ) for each data sample in X . That way, the model consists of a probabilistic encoder qφ (z|x), and a probabilistic decoder p θ (x|z), which parameters
φ and θ are to be learned jointly. Both the coder and the decoder can be learned
then by a flexible function approximation technique such as a neural network.
To maximize the likelihood of p θ (x (i ) ) for each point in X , the variational
lower bound is to be optimized with respect to φ and θ . In the general case,
©
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such lower bound is expressed as
³

h

´

L(θ, φ, x (i ) ) = −D K L qφ (z|x (i ) )||p θ (z) + Eqφ (z|x (i ) ) l og (p θ (x (i ) |z)))

i

However, optimizing that lower bound through a direct Monte Carlo gradient estimation can be problematic. Therefore, the so called re-parametrization
trick is introduced by Kingma and Welling [10]. The random variable z̃ ∼ qφ (z|x)
is re-parametrized using a differentiable transformation g φ (², x) with the auxiliary noise variable ² ∼ p(²), so that z̃ = g φ (², x). Specifically, a sample z is calculated as
z̃ = µz + σz ²

with ² ∼ N (0, I )
Given that definition, some L Monte Carlo estimations can be performed to
optimize an approximation of the lower bound defined as:
L̃B (θ, φ, x (i ) ) = −D K L qφ (z|x (i ) )||p θ (z) +
³

´

i
L h
1X
l og (p θ (x (i ) |z (i ,l ) )))
L l =1

In the implementation of a VAE here considered,¡p θ (z|x) ¢is assumed to be
form by independent Gaussian distributions as: z ∼ N z|µz , Σz . Given the inde2
pendence assumption
£
¤ Σz z= d i ag (σz ),zand the parameters of the distribution are
estimated as µz , σz = ϕ (x), with ϕ approximated via a NN; that is, the conditional qφ (z|x) corresponds to the output of ϕz . The prior p(z) is assumed as a
set of independent normal distributions p θ (z) ∼ N (0, I ). A probabilistic decoder
ϕx (z̃) estimating the conditional p θ (x|z) is also approximated via a NN. To have
a graphical description of the VAE see figure 4.1.
Variational Recurrent Neural Networks
The VRNN as presented in [15] extends the VAE to add temporal dependencies
for inferring z at time t . That is done by encoding the sequence with a RNN
based on LSTM units [103]. In general, in a RNN a sequence of data points
X T = (x 1 , x 2 , ...x T ) is represented in terms of internal states h t , which are updated at each time step from the input data point x t and the previous internal
state h t −1 , in the form of f φ (x t , h t −1 ); where f is a function defined by the parameters set φ. In most cases, in an RNN h t is used to produce an output that
approximate p θ (x t |x <t ) = g (h t −1 ) with g being a parametrized function. However, the VRNN aims at making the parameters of such distribution explicit in
terms of the latent variables z t as in the VAE. Then, in the VRNN the estimated
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Figure 4.1: Illustration of the architecture implementing the VAE. The orange boxes represent NN, and the green circle the random variable z . The blue arrow represents a sample from z

distribution is to depend on previous states and observations. To achieve that,
the probabilistic encoder approximates p θ (z t |z <t , x <t ) and the decoder approximates p θ (x t |z ≤t , x t ). For a graphical description see figure 4.2.
Prediction In the implementation considered in [15], the prior p θ (z) is not
assumed to be a standard Gaussian distribution as in a VAE, but instead as an
estimated prior dependent on the previous states as:
z t ∼ N(µo,t , Σ2o,t )

where [µo,t , Σo,t ] = ϕo (h t −1 ), with ϕo approximated by a NN. As before, Σo,t is
considered to be diagonal.
Similarly, the generative part given by the posterior p θ (x t |z ≤t , x <t ) will be
expressed as:
x t |z t ∼ N(µx,t , Σ2x,t )
where [µx,t , Σx,t ] = ϕx (z t , h t −1 ), with ϕx a function dependent on the prior of z t
and the recurrent state in the previous time step, and which is approximated
by a NN. So the re-parametrization trick is also applied over the prior, which is
sampled to generate the corresponding distribution parameters for the expected
input.
The time dependencies taking into account all previous time steps of such
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Figure 4.2: Illustration of the VRNN. Orange boxes represent NN denoted by ϕ; green
circles represent latent variables (z ); dark blue boxes represent the input or
its prediction. z 0 denotes a prior distribution.

posteriors are due to the fact that the update function of the RNN is given by
h t = f θ (x t , z t , h t −1 )

, which encodes the sequence.
Inference For inference, the approximate posterior qφ (z t |x ≤t , z <t ) is defined
as
z t |x t ∼ N(µz,t , Σ2z,t )
where [µz,t , σz,t ] = ϕθz (x t , h t −1 ) is approximated by the function ϕz .
Trainig Thereby, the VRNN optimizes for the parametrized generative model
factorized as:
p θ (x ≤T , z ≤T ) =

T
Y
t =1

p θ (x t |z ≤t , x <t )p θ (z t |x <t , z <t )

Following the logic in VAE, the objective function is expressed as
"
Eqφ (z≤T |x≤T )

T
X
t =1

#
¡

¢

−D K L q φ (z t |x ≤t , z <t )||p θ (z t |x <t , z <t ) + l og (p θ (x t |z ≤t , x <t ))

4.2 Overcoming limitations of the VRNN
Other methods have used similar approaches to the VRNN, by merging RNN
with latent variable representations. In [104] the latent variables are to encode
sequences from the output of a hierarchical structure based on deterministic recurrent units; thus, the model does not encode the characteristics of data points
directly in the latent variables. Similarly, in [105] the representation generated
by an LSTM at the las step of a sequence is encoded in a latent variable to
reproduce the input data in a semi-supervised process designed for text classification. These methods result relevant for other kinds of applications, given the
compression of sequences into latent variables, but is not in line with the goals
here reason why they are not considered in the following analysis.

4.2

Overcoming limitations of the VRNN

The VRNN as described in [15] solve part of the problem at hand as allow to
represent temporal relations in data through a generative process. However,
there is a tight coupling between the stochastic and the deterministic parts of
the model, that is, the latent representations z and the LSTM. Similarly, there is
no relation to the prediction error as an element for updating the internal states.
Those characteristics condition the kind or representations being learned, as
well as the processing cycle. Thus, a first step here is to evaluate the relevance
of those issues for the over all representational process, and define how to addresses them.
The usage of prediction error as an input can be evaluated directly, however
to evaluate and address other issues two additional models are proposes as
follows.
S-VRNN: Decoupling deterministic and stochastic information flows
As mentioned, one main issue with the VRNN is the strong coupling between
the deterministic and the stochastic parts of the model. Such tight relation
can cause the system to use more information from the deterministic states
of the RNN than from the stochastic ones, or even to not store any relevant
information in the latent variables z . That can be the case, as the regularization
imposed by the KL-divergence does not affect the recurrent states of the LSTM,
and thus the latent variables z can easily collapse to a trivial solution where the
KL-divergence is minimal. To test that, a VRNN is modified to predict input data
X from the stochastic states Z only; such model is denoted as S-VRNN and is
described below (a visual description can be found in figure 4.3).
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Prediction in the S-VRNN The main difference with the VRNN is that in
the S-VRNN the input data is estimated by the posterior p(x t |z t ) instead of
p(x t |z ≤t , x <t ). As in the VRNN, the prior p θ (z) is assumed to be estimated from
the previous states as:
z t ∼ N(µo,t , Σ2o,t )
where [µo,t , Σo,t ] = ϕo (h t −1 ), with ϕo approximated by a NN. As before, Σo,t is
considered to be diagonal.
The generative part is given by the posterior p θ (x t |z ≤t ), which will be expressed as:
x t |z t ∼ N(µx,t , Σ2x,t )
where [µx,t , Σx,t ] = ϕx (z t ), with ϕx a function dependent on the prior of z t , and
which is approximated by a NN. That represents the main difference with the
VRNN, which concerning the implementation implies that the function ϕx takes
as input only a sample z̃ t from the prior and not the recurrent state h t −1 for
predicting x t .
Inference in the S-VRNN For inference, the same process as in the VRNN is
used, the approximate posterior qφ (z t |x ≤t , z <t ) is defined as
z t |x t ∼ N(µz,t , Σ2z,t )

where [µz,t , σz,t ] = ϕθz (x t , h t −1 ) is approximated by the function ϕz .
Training of the S-VRNN The S-VRNN optimizes for the parametrized generative model is factorized as:
p θ (x ≤T , z ≤T ) =

T
Y
t =1

p θ (x t |z ≤t )p θ (z t |x <t , z <t )

Following the logic in a VAE, the objective function is expressed as
"
Eqφ (z≤T |x≤T )

T
X
t =1

#
¡
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−D K L q φ (z t |x ≤t , z <t )||p θ (z t |x <t , z <t ) + l og (p θ (x t |z ≤t ))

PS-VRNN: Isolate the representational process
Removing the dependency on the recurrent states of the LSTM in the S-VRNN
model can force the storage of all the hidden causes of observations in the latent

4.2 Overcoming limitations of the VRNN
space, and therefore it can allow to model data by also inferring its variability
and handling possible perturbations in the sensors. Nonetheless, the generation
process based on the predicted prior of z implies dealing not only with the
variability inherent to the input data but also with the prediction uncertainty of
the model. Therefore, the generation process is noisier and thus, the accuracy
is lower.
One way to address that is to learn the generative model from the updated
latent variables after the observation, and focus on predicting future states
only in the latent space. In that way, the generation of input data is given
by p θ (x t |z ≤t , x ≤t ). So the re-parametrization trick is applied over the posterior
after the observation as in a VAE. That model, as described below, is denoted as
PS-VRNN, of which a visual description can be found in figure 4.3.
Prediction in the PS-VRNN The prediction, is performed in the latent space
and thus deals only with p θ (z t +1 |z ≤t , x ≤t ) which is parametrized by a function
ϕo (h t ). Thus there is no prediction of the input data X as in the VRNN and
S-VRNN. The generative part is carried out after the update or inference process
and not as part of the prediction.
Inference in the PS-VRNN For inference, the same process as in the VRNN is
used, the approximate posterior qφ (z t |x ≤t , z <t ) is defined as
z t |x t ∼ N(µz,t , Σ2z,t )

where [µz,t , σz,t ] = ϕθz (x t , h t −1 ) is approximated by the function ϕz .
However, this inference is followed by a generative process given by the
posterior p θ (x t |z ≤t ), which will be expressed as:
x t |z t ∼ N(µx,t , Σ2x,t )

where [µx,t , Σx,t ] = ϕx (z t ), with ϕx a function dependent on the posterior of z t ,
estimated through the inference process. So the re-parametrization trick is also
applied over the posterior as in the VAE, that is for predicting x t the function ϕx
takes as input only a sample z̃ t from the posterior distribution. That represents
the main difference with the VRNN and the S-VRNN.
Training of the PS-VRNN In the PS-VRNN, the loss function changes since
the prediction accuracy is to be measured regarding the divergence between
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the predicted prior and the updated posterior yielding:
"

L = Eqφ (z≤T |x≤T )

T
X
t =1

#
¡

¢

−D K L p θ (z t |x <t , z <t )||q φ (z t |x ≤t , z ≤t ) + l og (p θ (x t |z ≤t ))

Figure 4.3: Schematic of the S-VRNN (left) and the PS-VRNN (right).

4.3

Data and experiment description

The scenario in which the models are tested is a navigation task in a simulated environment. The navigating agent has as sensory inputs the video from
a mounted camera. The agent is to navigate by avoiding obstacles, but without any particular goal position. So, the data is generated by the agent while
navigating based on a predefined navigation algorithm.
Given this simulation, the training is performed on sequences of sensory
data. A training sample at time t corresponds to the captured RGB image from
the mounted camera and could contain a vector with the control information
for the transition from the previous frame at t − 1 to the current one, which
will result useful for evaluation later one. Thus, a set of T frames is organized
as a single training sequence. For generating this data, the Webots simulating
platform [106] was used.
Two different data sets are created, the visual characteristics of both are
similar, but the spatial distribution and orientation of the objects in the scene
are different. In both cases, the positions are random and do not respond to any
particular functionality.
Out of the two data sets, 1100 sequences are used for training, and 250 for
testing. In both cases, the sequences are of length 25 and are fed to the models
in mini-batches of size 16 sequences.

4.3 Data and experiment description

Figure 4.4: Samples images from the mounted camera of the simulated robot.

The images are normalized by projecting the values of their pixel components to the range [−1, 1].
VRNN architecture The VRNN used as the baseline to evaluate the models
proposed is presented here. The implementation of the VRNN as depicted in
figure 4.5 is defined by all the NN denoted by ϕ as in the description in section
4.1.1. In particular, ϕi n is a CNN that processes the input images, and ϕx is
a NN based on deconvolution (transposed convolution) operations [107]. It is
assumed that the architecture of the kernels for the convolutions in ϕx and ϕi n
are equivalent though learned independently.

Figure 4.5: General description of the VRNN architecture. Orange boxes represent NN
denoted by ϕ; green circles represent latent variables z (the prior distributions are denoted as z 0 ); dark blue boxes represent the input or its prediction.
The LSTM is depicted in gray. Left, the information flow and NN involved in
the inference and update of the recurrent states. Right, the information flow
and NN involved in the prediction step, including the estimation of the prior
and generation of expected inputs.
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ϕz and ϕo are implemented using three fully connected layers. Each contains
three layers, two of a given size denoted by an hyper parameter r si ze , and the
last one with double the size of the representational states z to produce the

means and variances of the distribution. In the implementation used for the
experiments here, that output is implemented as two distinct layers, one for the
means and the other for the variances, and both with the size of z and the same
input (see figure 4.6). The size of the internal states of the LSTM is set to be
r si ze as well.

Figure 4.6: Illustration of the network used for the functions as ϕz and ϕo . It is formed
by three fully-connected layers. The two hidden layers have size r si ze , while
the outputs µ and σ are calculated separatedly, both with size D z (the dimensionality of the latent states).

The same elements are used for the S-VRNN and PS-VRNN with the corresponding modifications.
CNN architecture The first elements defined to implement a VRNN and
the models proposed are the recognition and the generator networks (ϕi n and
ϕx ). To that aim, the work in [108] is taken into account. That work focuses
on learning representations through adversarial training using CNN and GAN,
and is considered to be useful because it has been proved to be work for generating natural images. Equally, the architecture proposed in that work has been
trained with adversarial networks which is a much more unstable training algorithm than the ones used here. Further, given the difference in complexity
between the images used in [108] and the ones to be used in this section (gen-
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erated by a simulator), the number of filters in the convolutions are reduced by
a magnitude chosen heuristically; in this case, a quarter of the sizes proposed
in [108]. Figure 4.7 shows a general description of the CNN. It is composed
of four convolutional layers. The output of the last convolution is arranged in
the form of a vector and multiplied by a leaned matrix to reduce it to a lower
dimensionality, in this case the size of r si ze . For the generative part, the architecture is the same, but the flux of information goes from the representations
back to the image plane; that is, from right to left in figure 4.7. The generation
is based on transposed convolutions (or deconvolution) with stride.

Figure 4.7: General description of the CNN used for the observation and generation models. It consists of four convolutional layers with 32, 128 and 256 filters respectively. The size of the filers is 4 by 4 for the first convolution and 5 by
5 for the rest. The output is estimated through a fully connected layer that
takes as input the output of the last convolution. Each convolutional operation is carried out with a stride of size 2. The most left cuboid represents the
input image for the recognition case, and the output for the generation.

Size of representations A first step is to define an adequate size for the
representations. To that end, a test is set to determine which size works better
for a VAE with the CNN architecture described for the VRNN in the encoder and
the decoder. The data used is the same to be employed for evaluating the models proposed as described below. In the VAE, the only difference between the
architectures of the encoder and the decoder is that tow fully connected layers
compose the output for the encoder, one calculating the means and the other
the variances; while the input to the decoder is a sample from the estimated
distribution.
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The results of such comparison are shown in figure 4.8. Different sizes were
tested as D z = 2n , with n ranging from 1 to 10. It can be seen that the best
results are achieved for the sizes above 100, where the image reconstruction
loss, measured by the negative log-likelihood, is lower and the Kullback-Leibler
divergence also decreases. The differences in loss measures for all point after
size 64 are not that significant for the increase in size. Thus, under this criteria,
the best size of the representations z is 128.

Figure 4.8: Comparison of test losses for different representation sizes in a VAE. Three
magnitudes are depicted, the total loss and its composing parts, the loglikelihood of the predicted data and the KL divergence.

For this test, as well as for the experiments in the following sections, dropout
[23] was used as regularization with a rate of 50%. The dropout was applied
after all the convolutions, and for all the deconvolutions except for the last one
in the decoder. Equally, dropout was applied for all the hidden fully connected
layer in the ϕ functions, thus not on their inputs and outputs of such NN. Furthermore, the value of r si ze has been set to 256.
The algorithm used for optimization is Adam [21]. The default parameters
proposed in [21] are used.

4.4 Results

4.4
4.4.1

Results
Using prediction error as an input

A comparative test has been carried out to evaluate the validity of using prediction error as an input. A VRNN has been trained using input images,
and¢a sec¡
ond one using as input the prediction error calculated as E x,t = µx,t − x t /σx,t ,
where x t is the input, and µx,t and σx,t define the predicted distribution. A
comparative graph of the evolution of the validation loss over training epochs
for the two models is shown in figure 4.9. Equally, a comparative evaluation of
the trained models on test data is shown in table 4.1.
The results show a relative advantage of using prediction error as the input
since the likelihood of generated images is improved, while the convergence
as well is slightly faster. In general, it could be argued that the better results
achieved with the prediction error are because the model can profit from richer
temporal relations, as it not only takes into account error at each time step
as part of the objective function but also its consequences in future steps are
back-propagated through time.

Figure 4.9: Comparison of validation loss over the training epochs, for a VRNN model
trained in one case with images as inputs, and a second one with prediction
error as input.
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Input

MSE

log p(x|z)

KL
divergence

Images
Prediction error

0.054
0.04

0.47
0.93

0.0016
0.001439

Table 4.1: Average prediction accuracy in terms of MSE and log likelihood, and KL divergence of two VRNN, one trained with images as input, and a second one
with prediction error as inputs.

4.4.2

S-VRNN

A VRNN and a S-VRNN have been trained on the same data, then the relevance
of the information stored in the latent variables is evaluated. That is achieved
by applying noise to the samples of p θ (z t |x ≤t , z <t ) when updating the LSTM, and
to the samples from p θ (z t |x ≤t , z ≤t ) when generating future inputs. The noise is
added in the same way as when training with the re-parametrization trick; that
is, z̃ = µz,t + (σz,t )α², with ² ∼ N(0, I ) and α a noise factor defined by a scalar.
The results of this comparison are shown in figure 4.10. It can be seen that
the log-likelihood of the predictions made by both networks are affected by the
noise in the update of LSTM in similar ways, though the impact is not significantly relevant. On the contrary, regarding the noise injected for the generation
part, the error increases dramatically for the S-VRNN architecture, as expected.
The VRNN, in turn, is not affected much by that noise; there is a diminished
accuracy with higher noise factors, but the difference is not significantly high.
That proves that in the VRNN, the most significant information is stored in the
deterministic part of the network, and particularly in the LSTM. To further test
this hypothesis, the dependency of the VRNN on the values of the recurrent
states h t is tested. In the chart on the bottom of figure 4.10 the dependency
on h t is depicted. Such results are achieved with a similar procedure as before.
A noise factor is multiplied by the standard deviation of the values of h t in a
given batch and time step. The results show how there is a greater dependency
on h t as with even lower values of noise the predictions are significantly degraded. Those results are supported by other analysis on the VRNN and similar
methods, which have shown such kinds of limitations as mentioned in [109].

4.4 Results

Figure 4.10: Comparison of the changes in log-likelihood of the predicted images for
the test data when applying noise to samples of z for the generation of
predicted inputs (noise on prior of z ), and for the update of the LSTM (noise
on z ). The top left chart shows the changes for the regular VRNN model,
while the top right chart depicts the case for S-VRNN where predictions
only depend on the value of z and not on h . The perturbations are applied
with independent noise factor to the values of z for the prediction and the
update of the LSTM. The middle charts depict the same comparison as in
top graphs, but the networks have been trained and tested with prediction
error as input. The bottom chart shows the dependency of the accuracy on
the values of h t for the VRNN; the noise is applied during the update of the
recurrent states of the LSTM.
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This experiment shows that by removing the dependency on h t of the generation process forces the network to store all relevant information about the
input data in the latent states z .
Moreover, the higher degradation due to perturbations on h t can be also
explained by the fact that such states are not trained to explicitly encode variability as is the case of the latent variables. That would imply that the best way
to encode the transition models and time dependencies is in the stochastic part
of the model and not through an auxiliary deterministic component as is the
case of the LSTM in the VRNN.
On the other hand, however, the reconstruction achieved with the S-VRNN
gets also affected due to having to deal with the variability of data as well as
with the uncertainty about predictions. Then, even if the latent variables are
encoding the central part of the information about the sequence, the generative
process is degraded as shown in table 4.2.
Model

MSE

log p(x|z)

KL
divergence

VRNN
S-VRNN

0.0541
0.0796

0.4719
0.3202

0.0016
0.0113

Table 4.2: Average prediction accuracy in terms of MSE and log likelihood, and KL divergence for a VRNN and a S-VRNN.

4.4.3

PS-VRNN

The PS-VRNN is compared to the previously evaluated models as shown in table
4.3. There, it can be seen that a better performance is achieved with the PSVRNN as the generative part is not affected by the uncertainty in the transition,
so better representations can be created while still learning to predict future
states. Also, it can be seen that the KL-divergence is higher, but the lower values
found in the VRNN can be explained by the low dependency of the prediction on
the latent variables. Such decoupling allows representations that do not need to
change considerably in time and thus the priors are more similar to the updated
values in the VRNN than in the S-VRNN or the PS-VRNN.
Similarly, the higher KL-divergence in PS-VRNN with respect to S-VRNN can
be explained, as the prediction capabilities of the model are not improved, but
the complexity of the representations is higher as these do not include the uncertainty of the transition. In other words, in the S-VRNN, both the prediction
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and the updated versions of z are storing less information, which is reflected on
the reconstruction capabilities, but in turn makes the prediction somehow less
demanding, which is reflected on the lower KL-divergence.
The PS-VRNN undermines the capability of using the prediction error as
an input, but reveals a possible path to make predictions, and thus learning
about the dynamics of observations directly in the latent space. One way to
address the constraints caused by this model is to think of z as an observation
for the rest of a model with a second layer of latent variables as hidden state
learning about the dynamics of such pseudo-observations (z t ); in such case the
prediction error would be related to estimated z t values and not to the input
itself. That would make the process also more efficient and faster as there is
no recursion involved in the convolutional parts of the model dealing with the
processing and generation of images.
Model

MSE

log p(x|z)

KL
divergence

VRNN
S-VRNN
VRNN (error as input)
S-VRNN (error as input)
PS-VRNN predicting Z

0.0541
0.0796
0.04
0.0709
0.0499

0.4719
0.3202
0.93
0.4095
0.7710

0.0016
0.0113
0.0014
0.0185
0.0288

Table 4.3: Average prediction accuracy in terms of MSE and log likelihood, and KL divergence of the VRNN, the S-VRNN wit normal inputs as well as with prediction
error as input; and in the last row the results for the PS-VRNN.

4.5

Conclusions

Deep variational methods have been shown to be useful for unsupervised representation learning [10, 11, 13–16, 16, 19, 102]. Nonetheless, the inclusion of
latent variables into recurrent networks has been challenging, as in many cases
information in such variables gets ignored as has been shown in this section 4.2.
In particular, the VRNN has been an attempt to merge LSTM with variational representations to encode uncertainty about the represented sequences.
However, the VRNN can run into problems for storing relevant information in
the latent variables as it was determined by the experiments in 4.2. In the
literature [12, 104, 110] that problem has been associated with optimization
challenges for similar methods. It is then related to the fact that in early stages
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of the training process, an approximate posterior of the kind q(z|x) carries little
information about a data point x. Thus, it becomes easy for the model to approximate that posterior to be the prior p θ (z), avoiding then any regularization
cost due to the KL-Divergence.
One way to address that problem could be to weaken the decoder using
dropout to force some information into latent codes [110], but that solution can
be task-dependent, and thus not always working [109]. In section 4.2, it was
shown that a direct modification of the VRNN architecture can be introduced
to address that issue. That solution forces all the information in the latent
variables to be used for the reconstruction, which then ensures that the latent
variables cannot collapse to a trivial solution. That method, however, affects
the reconstruction capabilities as the representations are embedding uncertainty
about data and the transitions simultaneously, while avoids a dependence of the
reconstruction on previous states in a deterministic form.
The predictive capabilities have been then reinterpreted to address that
problem. In section 4.2 it has been proposed that prediction should focus on the
latent variables. To that aim, the reconstruction is learned from the posterior
distribution of z after the observation, while the prediction is focused only on
generating the right prior distribution for the next time step. Then, it is shown
that predictions in the latent space can be used to improve the performance of
the representations. However, the mechanism that is proposed undermines the
possibility to use prediction error as an input, which has been used successfully
to improve the results of all the methods introduced as well as of the VRNN.
Since the limitation for using the prediction error as an input emerges as a
consequence of having an architecture with only one level of hidden causes, it is
argued that a primary goal of further development is to generate similar results
with an additional level of hidden variables. Such second level can benefit
from updating the internal states regarding the prediction error in the lower
representational states.
Moreover, as all the architectures in this chapter maintain a clear connection
between the deterministic and the stochastic part for the model for the prediction capabilities, it is necessary to determine whether it is possible to achieve
similar results when the prediction capabilities are only dependent on the latent
state. That, in turn, may imply to remove long-time relationships as the ones
encoded in the LSTM, and focus more on the relation of adjacent time steps,
more similar to the case of a Bayesian network.
In table 4.4, a general comparison of the architectures discussed in this chapter is presented.
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Architecture

Characteristics

VRNN

Have good
reconstruction
capabilities in
terms of the log
likelihood of
x t |x ≤t , z ≤t . The
prediction
nonetheless, is
mainly dependent
on the LSTM.

S-VRNN

The latent
variables are to
stored all the
information
regarding the
predicted input x t ,
as the
reconstruction of
x t only depends on
the prior of z t .
That implies that z t
represents x t and
not the whole
sequence.

PS-VRNN

Predictions are
focused on the
latent variables,
and not on the
reconstruction of
the inputs, which
allows building
better
representations.

Latent variables
and prediction
The information
stored in the latent
variables z tends to
be irrelevant, as z
is ignored during
training. The
prediction of x is
then based on the
deterministic
relation embedded
in the LSTM.
A bottleneck
around the latent
variables z is
created, forcing the
prediction to be
performed in the
latent variables
and not through a
deterministic
process, which
allows to store
relevant
information in z ,
but affects the
quality of the
predictions.

Latent variables z
represent the
inputs, not the
sequence.

Prediction error
propagation

Using prediction
error as an input is
possible and has
been shown to
improve the results
and training
process.

Using prediction
error as an input is
possible and
slightly improves
the prediction
results.

Directly using
prediction error as
an input is not
possible.

Table 4.4: General comparison of the methods presented and evaluated in this chapter.

Chapter 5
Predicting in the latent space
In this chapter, the ideas presented in 4 are further developed with the aim
of modeling data and its dynamics, while avoiding a coupling between the deterministic mechanism in the recursion embedding temporal relation and the
stochastic part of the model, particularly regarding the prediction and input
reconstruction processes.
As shown in the last chapter, the best way to make use of the latent variables
was to model each data point and not the sequence itself, which is achieved by
forcing the reconstruction of the input data from a sample of the latent variable
only, and not using the internal state of the LSTM for that purpose. That thus
implies that modeling the temporal relations of data should be achieved through
a process that is to work directly on the latent representation z t , and therefore
is to deal with the uncertainty of the representations.
In this chapter, the process of modeling the temporal relations of data is
going to be performed first in terms of recurrent connections between the variables z t , and in a second stage, by the introduction of another level of latent
variables a .

5.1

Internal states and hidden causes

The architectures presented so far are based on the VRNN and therefore inherited some of the flaws of such model. Notably, in a VRNN the inference
and generation processes are tight together through the LSTM, which in turn
avoids a clear separation between the stochastic and the deterministic parts of
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the model. Moreover, the transition process is directly affected by the input in a
deterministic way as both the prior estimation and the inference of the posterior
depend on the recurrent state h t .
In this section, the goal is to propose a model where the recognition and
generation processes are only connected through the latent variables, which
creates a clear distinction between the stochastic and the deterministic parts of
the model. In particular, the goal is to make the transitions dependent on the
stochastic representations.

5.1.1

One time dependencies

To remove the dependencies on deterministic recursions, an architecture without the LSTM is to be proposed. That implies having time dependencies only
based on the immediately previous time step. To that aim, the recursive model
is defined taking into account a system inspired by Bayesian filtering, and assuming markovianity. That is, the model does not focus on the whole sequence
Q
in terms of p θ (x ≤T , z ≤T ) = Tt=1 p θ (x t |z ≤t , x <t )p θ (z t |x <t , z <t ) as the VRNN does,
but in terms of p θ (z t |a t )p θ (a t |a t −1 ) instead.
Regardless of such separation, the training process is still based on sequences
by using back-propagation through time; what changes is the analysis and therefore the definition of the loss function. A general graphical description of the
model is presented in 5.1.
This architecture is denoted as PF-NN, standing for predictive filter neural
network.

Figure 5.1: Illustration of the PF-NN model, which is described by the latent variables Z ,
their time dependencies, and the generation of X from Z .

5.1.2

Prediction

The idea behind S-VRNN presented in the previous chapter is modified to have
one-time dependencies by replacing the LSTM with transition models generated

5.1 Internal states and hidden causes
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dynamically from the observations. In particular, those transition models are
considered to be linear so that there is an explicit dependency on the measured
data X through the transition operator. Thus, the prior and the predicted input
are defined as
z t +1 |z t , x t ∼ N(µzo ,t +1 , σzo ,t +1 )

where
with

µzo ,t +1 = A t µz,t
A t = ϕµo (E x,t )

and σzo ,t +1 = ϕσo (E x,t , σz,t )

and

¡
¢
E x,t = µxo ,t − x t /σxo ,t

x t +1 |z t +1 ∼ N(µxo ,t +1 , σxo ,t +1 )

with

(5.1)

[µxo ,t +1 , σxo ,t +1 ] = ϕx (z t +1 )

(5.2)

The information flow of the network is depicted in figure 5.2. As in the SVRNN, the reconstruction or generation is based on a sample of the prior, here
the posterior distribution z t +1 |z t , x t .

5.1.3

Inference

In this case, the inference process implies integrating the prior and the information from the observation.
z t |z t −1 , x t ∼ N(µz,t , σz,t )

with

µz,t = ϕµz (E x,t , µz,t , σz,t )

and σz,t = ϕσz (x t , σz,t )

5.1.4

Loss function

Following the same idea of the VAE and the VRNN, the loss function is defined
for each time step as
Lt = Eqφ,θ −D K L qφ (z t |x t )||p θ (z t |x t −1 , z t −1 ) + l og (p θ (x t |z t ))
£

¡

¢

¤

As it can be seen, the form of the loss function is the same as before, but
since there is no LSTM encoding the sequence, the expression changes to define
the loss regarding the relation between two time steps only. Nonetheless, in
terms of the implementation, the expression of the loss function remains the
same, because the measurements for the reconstruction loss and for the KLdivergence in the previously introduced models do not directly depend on the
internal states of the LSTM.
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Figure 5.2: Schematic of the information flow of the PF-NN model. The observations are
used to update hidden causes and produce the prior (marked as z 0 ) through
an estimated transition model. The input is reconstructed from a sample of
the updated hidden variable.

5.1.5

Evaluation

A PF-NN is trained with the same data as the previously introduced models to
test and compare the accuracies. The primary goal is to prove whether the
Markovian assumption is enough to model the sequences and reconstruct the
data. Results are shown in table 5.1.
Model

MSE

log p(x|z)

KL
divergence

PF-NN
S-VRNN
PS-VRNN

0.0537
0.0796
0.0499

0.737
0.3202
0.7710

0.013
0.0113
0.0288

Table 5.1: Average prediction accuracy in terms of MSE and log likelihood, and KL divergence of the PF-NN, the S-VRNN wit normal inputs, and the PS-VRNN.

The results indicate that the PF-NN achieves accuracy levels that are comparable with the one from the PS-VRNN, while the KL-divergence is improved.
That shows that the assumption about learning temporal relations of adjacent
data points is enough to embed the dynamics of the data.
Nonetheless, the prediction in the PF-NN is still having a direct connection
to the input data in a deterministic way through the creation of the transition
model. The best way to address that is to separate as well such process by gen-

5.2 Separating the dynamics of hidden causes from input data
erating the transition model from samples of latent variables, or better, seeing
z as an observation of another level of hidden states encoding the dynamics.

5.2

Separating the dynamics of hidden causes from
input data

So far, it has been shown that a model focused on one-time step relations can
model data adequately; however, the PF-NN model is still depending on a deterministic function of the input for estimating the transition model. Thus, a
second level of internal states is defined to address those issues.
In the model to be presented here, z t acts as an observation of the second
level, and then the dynamic model is going to depend on z and not directly on
the input x . As in PS-VRNN, z is learned through a structure based on a VAE,
so the reconstruction of an input x t is performed from a sample of z t and not of
its predicted prior. This model is to be denoted as SPF-NN, where the ’S’ refers
to the separation between the dynamics and the input image through the latent
variables z . For an illustration see figure 5.3.

Figure 5.3: The SPF-NN model is described by the encoding or pseudo-observations z t
and the hidden states a t .

In the SPF-NN model, the hidden states a t are to embed the dynamic relation
of the observations given a specific situation. A transition model governing the
dynamics of a t is inferred dynamically from a sample z̃ t at each time step. Then,
as in the PS-VRNN, the predictions are performed in the latent space; so, the
parameters of a prior z t is what is predicted and not the input data x t directly.
SPF-NN is related to the work in [17], where the transition model is actively
generated from the observations, the previous state and external control signals.
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In that work, the transition models are produced as a linear combination of
K different possible transition matrices that are in turn learned from data. In
particular, the observation model is set to produce transition parameters instead
of inferring hidden variables directly. A similar idea had been explored in [111],
on which part of this work is based; there, a transition model is dynamically
generated from the input data and an actively produced control signal.
Similarly, in [18], a model based on Kalman filters is presented, where a
VAE is used to generate a latent representation of observations, which in turn
are used as a pseudo-observations for a latent variable encoding the dynamics
of data. Such approach allows producing representations for predicting future
states given an external control signal, or for composing missing points in the
latent space without the need of generating data at the observation level. However, the learning is not based on reconstruction or prediction error of the data
itself, as in [19], where the same principle is used; instead the goal is to create latent variables that allow adequate labeling. That is, the learning is based
on a predefined label target. Those approaches update hidden causes through
Kalman smoothing, which limits them to low dimensional representations, and
thus to not so complex input data; that is so, since such process can become
computationally expensive when high dimensional matrices are used, mainly
when it is necessary to calculate their inverse for the prediction and update
steps, as for the KL-divergence on batches of sample data.
Contrary to those approaches, here the transition models are not constrained
to a given set of classes, as the goal is not to achieve some labeling. Moreover,
the transition models are constructed dynamically through a nonlinear function
to generate a model that is not limited to a predefined number of possibilities.
That allows unconstrained learning and the creation of knowledge without a
specific semantics as it would be given by a predefined number of possible transition models or classification targets.
For a general description of the information flow in the model see figure 5.4.

5.2.1

Prediction

During prediction, a sample z̃ t is used to estimate the transition model of a , and
thus the prior p θ (a t +1 |a t , z t ), from which the hidden causes of the next expected
input is estimated as p t het a (z t +1 |a t +1 ). Thus, the generative model for time t + 1
given the hidden states a t and z t is expressed as
p θ (z t +1 , a t +1 |a t , z t ) = p θ (z t +1 |a t +1 )p θ (a t +1 |a t , z t )

5.2 Separating the dynamics of hidden causes from input data

Figure 5.4: The information flow in the SPF-NN model is described by the encoding or
pseudo-observations z t and the hidden states a t . The observation is encoded
in z t , which is used to update the hidden states a t . A transition model is
defined from a sample z̃ t . The predicted z t0 +1 is calculated directly form a
sample of p(a t0 +1 |a t , z̃ t ).

As before, all the latent variables are considered to be Gaussian of the form:
¡
¢
z t +1 |a t +1 ∼ N µzo ,t +1 , Σ2zo ,t +1
¡
¢
a t +1 |a t , z t ∼ N µao ,t +1 , σ2ao ,t +1

For z t the parameters are estimated as
£
¤
µzo ,t +1 , Σzo ,t +1 = ϕzo (ã t +1 )

For the hidden states a t , a lineal transition model is considered, for which a
matrix A t is generated from z̃ t , while the variances are estimated through a
separated function taking into account Σa,t and Σz,t .
µao ,t +1 = A t µa,t

and σao ,t +1 = σa,t +ϕσao (σa,t , z̃ t ) with

A t = ϕ A (z̃ t ) (5.3)

As all the hidden states have been considered as independent Gaussians following the implementations proposed for the VRNN and the VAE in [10, 15], then
Σa,t , Σz,t , and the transition matrix A t are to be diagonal.

5.2.2

Inference

For inference, the hidden states a t are updated given the previous recurrent
state a t −1 and the causes z t , which in turn are estimated from the observations
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x t . That is expressed as estimating q φ (a t , |z t , a t −1 ), which corresponds to the
update of the hidden variables a t given the new evidence. z t is estimated from
the observations x t , though it can be seen as given for the rest of the model since
the encoding of the input is to be independent of the dynamic part described
regarding the states a .
Such separation between z and the dynamic part a implies that for training
the only gradient that is back-propagated to the input x t is the one regarding
the KL-divergence calculated for z .
The distributions are defined as:
¡
¢
a t |z t , a t −1 ∼ N µa,t , Σ2a,t
¡
¢
z t |x t ∼ N µz,t , Σ2z,t

Both Σz,t and Σa,t are diagonal. For a t |z t , a t −1 , and all the parameters are
calculated by two separated functions as
µa,t = µao ,t + ϕµa (Σz,t , Σao ,t , y t )
Σa,t = Σao ,t − ϕ

Σa

with

y t = µz,t − µzo ,t

(Σz,t , Σao ,t )

That resembles the form of a Kalman update, though in general, as it is
approximated by nonlinear functions, it can achieve more flexible models. In
particular, the update based on prediction error is expressed through the value
of y t , which measures the difference between the prediction and the updated
value after the observation.
£
¤
The parameters of z t , as in the case of a VAE are estimated as µz,t , σz,t =
ϕz (x t ).
A more detailed description of the model concerning the NN used at each
step can be found in figure 5.4.
A particular implementation of this model is defined with linear functions
for ϕσa and ϕµa . Such linear functions are to update the prior given the new information in z regarding the relationship between the uncertainty or estimated
variance Σzo and the updated Σz . To that end, a matrix K t is defined, which is
to be diagonal. Such matrix is then defined as
Kt =

δσ2z,t
δσ2zo,t + δσ2zo,t

Where δσzo,t = δσzo,t J and δσz,t = σz,t J , with J being the Jacobian of σzo,t with
respect to ã t .

5.2 Separating the dynamics of hidden causes from input data
Moreover, the prediction of the expected values of z is carried out in terms
of a matrix H as:
µzo t = µao,t H

Then, the updates of a given its prior and the pseudo-observation z are given
as:
µa,t = µa,t + K t y t H T
σa,t = σao,t − σao,t K − t

The matrix K t is disconnected from the gradient during training; that is, it
is taken as an external input for the rest of the network. This definition is used
because it enforces changes on the update process that avoid the convergence
to trivial solutions such as copying the posterior of a t as the prior of a t +1 , which
can easily happen, in particular regarding the estimation of the variance. Thus,
defining an update in terms of K t serves as an additional way of regularization.
An overall diagram of the information flow can be found in figure 5.5.

5.2.3

Training

Following the logic used before, the loss function is calculated in terms of the
log probability of the reconstruction starting from p θ (z t +1 , a t +1 |a t , z t ) as follows:
Z
l og p θ (z t +1 |a t , z t ) = l og

p θ (z t +1 , a t +1 |a t , z t ) d a
Z

p θ (z t +1 , a t +1 |a t , z t )q φ (a t +1 |z t +1 , a t )

da
q φ (a t +1 |z t +1 , a t )
¸
·
p θ (z t +1 , a t +1 |a t , z t )
= l og Eqφ
q φ (a t +1 |z t +1 , a t )
·
¸
p θ (z t +1 , a t +1 |a t , z t )
≥ Eqφ l og
q φ (a t +1 |z t +1 , a t )
·
¸
p θ (z t +1 |a t +1 )p θ (a t +1 |a t , z t )
= Eqφ l og
q φ (a t +1 |z t +1 , a t )
·
¸
£
¤
q φ (a t +1 |z t +1 , a t )
= Eqφ l og p θ (z t +1 |a t +1 ) − Eqφ l og
p θ (a t +1 |a t , z t )
£
¤
= Eqφ l og p θ (z t +1 |a t +1 )
£
¤
− D K L q φ (a t +1 |z t +1 , a t )||p θ (a t +1 |a t , z t )
(5.4)
= l og
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Figure 5.5: A detailed information flow in the SPF-NN model. The different networks
defined in the text with ϕ names are illustrated as the orange boxes, and
the latent variables as green circles. a 0 and z 0 denote prior or predicted
distributions.

In equation 5.4 it is shown that the likelihood p θ (z t +1 |a t ) can be expressed in
terms of l og p θ (z t +1 |a t +1 ) and the KL-divergence between qφ (a t +1 |z t +1 , a t ) and
p θ (a t +1 |a t , z t ). The expression l og p θ (z t +1 |a t +1 ) represents the likelihood in relation to the estimated distribution for z t +1 |x t +1 given the data x t +1 . In that sense,
it can be expressed as the difference between the two distributions in terms of
their divergence as: l og p θ (z t +1 |a t +1 ) = D K L [p θ (z t +1 |a t +1 )||p ζ (z t +1 |x t +1 )]
Thus the overall loss function to be minimized for a single time step is given
by
Lt = D K L [p θ (z t +1 |a t +1 )||p ζ (z t +1 |x t +1 )]
£
¤
+ D K L q φ (a t +1 |z t +1 , a t )||p θ (a t +1 |a t , z t )

(5.5)

5.3 Results
As before, all the parts of the network are regularized using Dropout [23],
except for the VAE for z , for which Batch Normalization is used [24] for all the
convolutional layers.

5.3

Results

As has been stated before, all the results with the methods presented are evaluated regarding their reconstruction capabilities, and regarding the interpretability of the representations created.

5.3.1

The size of a and the need for a dynamic transition
model

One main hyperparameter that affects the performance of the SPF-NN model is
the dimensionality of hidden states a . Such size will be denoted as D a , while
the dimensionality of the latent states z will be denoted as D z . The effect of
the value of D a on the performance of the model is then to be evaluated by
comparing how the loss function changes regarding that hyper-parameter.
A test to compare the learning with different values of D a is set. In general,
D a is assumed to be lower or equal than D z , since the goal is to generalize
the data in a higher level with lower dimensionality. Thus, values for D a are
evaluated as D a = D z /(2n ), with n raging from 1 to 4. The maximum n is 4
as for that value and higher ones the model does not converge. Moreover, the
SPF-NN model proposed is compared to a model where the transition matrix A t
is not generated dynamically, but a single matrix learned from data, is used for
all the transitions.
The results regarding the loss function are shown in figure 5.6, where the
KL-divergence for z and a are plotted. A good result is assumed to provide low
values for both divergence measures. A low divergence for a may imply either
a good prediction or the collapse of the posterior and prior distributions to a
trivial solution. Thus, a low value in such measure is relevant if there is also a
low value in the KL for z .
These results confirm that a single matrix can store the dynamics of the
training data if the size of the representations is big enough. However, the
performance is always better with a dynamic definition of A t . In particular,
when the size of a is lower than 32, a dynamic definition of the transition model
would be necessary.
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Nonetheless, it was also possible to detect that A can also collapse to a trivial
solution when it is fixed. In that case, µao,t +1 is merely a copy of µa,t , which can
be achieved, for example, by setting A to be an identity matrix. Such kind of
solutions can occur if the difference µa,t − µa,t −1 is low due to a smooth change
in the parameters of a distribution, or if the variance of the posterior is high
enough to minimize the divergence measure even if the difference in the means
is higher.
That gets clearer when observing the expression for the KL-divergence, which
in the Gaussian case is:
K L a = l og (σa,t /σao,t ) + ((σ2ao,t + (µao,t − µa,t )2 )/(2σ2a,t ) − 1/2

. From that expression, it is clear that the gradient used to updated the parameters of ϕ A is modulated by the value of σa,t .
To test whether the dynamic models are collapsing to a trivial solution such
as A t = I , a distribution p aux parametrized by µa,t −1 and σa,t is compared
through the KL-divergence to the prior p(a t |a t −1 , z t −1 parametrized by µao ,t +1
and σao ,t +1 ; the result of such comparison is denoted as k1. Similarly, the KLdivergence between the posterior (parametrized by µa,t −1 and σa,t ) and the
estimated prior (µao ,t +1 and σao ,t +1 ) is calculated; that comparison is denoted
as k2. Then, the measure used to compare the solutions given by each of the
models is defined as αI = (k1 − k2)
Thus, if the prior is loser to p aux than to the posterior, is because a trivial
solution is found and µao,t +1 is calculated by copying µa,t . The results of this
experiment are shown in table 5.2, which show that the solutions found with
the fixed matrix tend to set A to be an identity matrix. This measure is defined,
instead of just comparing A to an identity matrix because the behavior of some
components of the matrix may not be equals to I , but the overall result given
the update functions could be similar to the case of A t = I .
To further test the hypothesis, a simpler measure is presented in table 5.3,
where the mean and standard deviation of the absolute values of the matrix
over all the testing set are compared. The results show an apparent tendency
for the fixed matrix to converge to the identity, though some variations in the
values exist. In the case of the dynamic definition of A t , the values are more
spread between 0 and 1.

5.3 Results

Figure 5.6: Comparison of different values of D a on the horizontal axis (size of a), and
KL-divergence on the vertical axis; on the top the values correspond to the
KL-divergence of the predicted z and the updated one, whereas on the bottom, the KL-divergence correspond to the one regarding the variables a .

With these two measures it is clear that a dynamic definition of A t is necessary to get better results in general, and particularly better prediction capabili-
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ties.
Da

SPF-NNfixed

SPF-NN

4
8
16
32

−0.1
−0.115
−0.07
−0.694

6e − 8
0.05
0.137
0.036

Table 5.2: Values for the al pha I measure for the two models and different values of D a .
Values below zero are associated with a more trivial solution, while higher
positive values are associated to better prediction capabilities.

Da
4
8
16
32
64

SPF-NN-fixed
mean
std

SPF-NN
mean
std

0.63
1.03
1.04
0.991
1.004

0.003
1.017
0.75
0.78
0.84

0.22
0.007
0.013
0.12
0.16

0.014
0.084
0.27
0.19
0.25

Table 5.3: Mean and standard deviation of the absolute values of the matrix A t , for the
cases of a dynamic definition and a fixed matrix, and for different values of
Da.

5.3.2

Analyzing results from the loss function

The same data used for the previously presented methods are used for training,
and the loss and its composing parts are utilized as evaluation criteria.
The results in table 5.4 show that the SPF-NN achieves the best image reconstruction, though the KL-divergence for z is not as low as in the other models.
Nonetheless, when the KL-divergence for a is analyzed, the results are not far
from the KL-divergence of the other models. That makes sense as it is that divergence what is measuring the predictive capabilities of the model in the latent
space, whereas the divergence for z in the SPF-NN measures something slightly
different than in the rest of the models. In particular, separating the VAE produces a higher accuracy than predicting from a prior, but that also means that
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the representations in z are more complex in this case. Thus, reconstructing z
from a lower dimensionality becomes more challenging.
Model
VRNN
S-VRNN
VRNN-E
S-VRNN-E
PS-VRNN
PF-NN
SPF-NN

MSE

log p(x|z)

0.0541
0.0796
0.04
0.0709
0.0499
0.0537
0.0354

0.4719
0.3202
0.93
0.4095
0.7710
0.737
0.893

KL z
0.0016
0.0113
0.0014
0.0185
0.0288
0.013
0.563

KL a
−
−
−
−
−
−
0.0313

Table 5.4: Average prediction accuracy in terms of MSE and log likelihood, and KL divergence of the VRNN, the S-VRNN with normal inputs as well as with prediction
error as input (VRNN-E and S-VRNN-E), the PS-VRNN, the PF-NN and the SPFNN. The last column to the right contains the KL divergence for the second
level of latent variables (a ), which only applies to the SPF-NN

In general terms, one can conclude that assuming some Markovian property
is valid and enough for modeling the kind of data used. Equally, using z t as
a pseudo-observation for the dynamic part of the model allows better results.
The removal of fully-deterministic components in the model, in turn, shows to
be beneficial for the overall performance.
In figure 5.7 some sample images are shown along with their corresponding
reconstructions for the SPF-NN model; the mean and the variance of the reconstructions are shown in two different images. With these examples, it is possible
to have an illustration of the meaning of the results in table 5.4. Moreover, the
visualization of the variance allows seeing where the most uncertainty in the
predictions lies. In this case, the edges, and particularly the areas where there
are walls and sky close to each other are the most uncertain ones.
The SPF-NN model avoids the use of prediction error at the input level which
has been shown to be beneficial. Nonetheless, the central role of the prediction
error is maintained as the update of the hidden states a is defined regarding
prediction error. Moreover, the advantages mentioned in [18] hold true, as
there is no need to produce an image to make a prediction, and avoiding the
calculation of prediction error at the input level reduces the computational cost
of the model. Given that the results of the SPF-NN are better or comparable to
the other models evaluated, not calculating prediction error at the input level
is considered as beneficial. Moreover, the fact that the estimation of z at the
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end can be separated from the rest of the model facilitates a separated training
process and allows dropping the generative part of the VAE once it has been
trained.

Figure 5.7: Sample images from the dataset aligned over time with the corresponding
reconstructions using the SPF-NN. The top row contains the original images, the middle one contains the reconstruction means, and the bottom row
shows the variance of the predictions. For the variance, white represents
higher values and black lower ones.

5.3.3

Relation to control information

The data used so far is limited to the visual input of the agent, but the information about the control signals to produce the observed behaviors is also
available and can be used to illustrate the kind of information stored in the
representations.
In figure 5.8, the values of µa,t and µz,t over time are plotted in the two
graphs on the top. Similarly, samples of the input images and the corresponding
control signals can be found in the bottom of the figure. All the values are
aligned over time. That allows to see how the dimensionality reduction from z
to a changes how data is represented.

5.3 Results

Figure 5.8: From top to bottom, the values of µa,t over time (denoted values of a on the
figure), the values of µz,t (values of z on the figure), sample images from the
mounted camera (input), and differential speed applied to the wheels of the
moving vehicle (agent). All the graphs are aligned in time, and the pictures
placed concerning their appearance in the sequence. The two graphs on the
top (µa,t and µa,t ) present the evolution of the corresponding values in three
axes. The vertical one corresponds to the component of the representation,
the horizontal axis is time, and the third one is the normalized value depicted
by the color (ranging from red (value of 1) to green (−1) passing through
blue (0)). In the bottom, the control signals corresponding to the normalized
values of the velocity applied to each of the two wheels of the vehicle (left
and right). The values are normalized between 0 and 1; where 1 corresponds
to the maximum speed, and 0 to no speed applied.
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In particular, the values of z tend to be sparse, and not so coherent among
them; which in some cases generates components of z to be unused, or to hold
low amount of relevant information, which is a known drawback of the VAE
given the prior used. On the contrary, the values of a change more coherently
and the sparsity is related to different segments or general visual characteristics
of the video. More importantly, the values in the latent space in a are organized
in such a way that samples that appear close in time are represented with similar
codes, so their meaning is related to their appearance in the sequence and not
solely to the visual characteristics. That makes the representational states a
more interpretable than z .
By comparing the latent states over time with the control signals generating the observed behavior, it is easy to see a correlation between the gradual
changes in a and the curving behaviors caused by the differential velocity in the
wheels. Such relation is also observable regarding the content of the images
and the appearance of certain obstacles. That can be further observed in figure
5.9, where the component of a that better correlates to the differential speed of
the wheels is plotted along with such speed itself.

Figure 5.9: The differential speed of wheels compared to the component of a that better
correlates with it.

A more robust visualization of the information stored in the latent variables
can be achieved through a Principal Component Analysis (PCA) over the components of the latent states. The main PCA components of a are compared to

5.3 Results
the control signals in figure 5.10, where it can be seen a similar result as with
the correlated component, where the different behaviors like curving and going
straight are clustered in similar and smoothly changing states in a .
The behavior of latent states, consequence of the self-organization process,
relates to the visual characteristics of the images, which in turn is associated
to the control signal. However, as the variables a is also time-dependent in
their definition in opposition to the variables z , their values are organized under that constraint, as has been assumed from the beginning. In other words,
these results show the effect of the assumption about the relationship between
data content and the behavior of the agent as a way of limiting the possible
learning outcomes. In this case, that is achieved through the definition of the
representational structure.

Figure 5.10: The speed of the wheels compared to the two first PCA components of a .

To visualize the difference in how a stores the information compared to z ,
in figure 5.11 a comparison of the two main PCA components of both z and a
are plotted. As it can be seen, and as it is to be expected, a achieves a more
stable and filtered version of the information stored in z , but also in a lower
dimensionality. Thus, the a is as extracting the relevant information from z
and ignoring the components with less information as in the PCA process, but
through the filtering mechanism.
Moreover, the first two PCA components for a explain 67% and 24% of the
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variance, while for z the first two components explain 31% and 12% in average
over the testing set. That indicates that the way in which information is represented in a is more coherent and distributed across its components, but also that
some variance stored in z is ignored as may not contain relevant information for
a representation where the temporal relation is enforced. That, in turn, can also
explain the diminished accuracy in prediction capabilities regarding the image
reconstruction from the predicted z .

Figure 5.11: The two first PCA components of z and a compared.

The way in which a organizes the information can be further visualized in
figures 5.13 and 5.12 where the images corresponding to visual input over time
are organized through the first two PCA components of a and z respectively. In
figure 5.12 it can be seen how the states z clusters, as expected, the images concerning visual similarities; which in many cases is associated with the control.
Nonetheless, as seen in figure 5.13, the variables a reorganize the inputs more
coherently, in which the temporal relations are strongly dominant, and thus the
behaviors are very correlated to the way in which the information is organized.
For example, in the upper right corner of image 5.13 the curving behavior is
clearly separated, while in the center-bottom the images are more related to
going-straight behaviors.

5.3 Results

Figure 5.12: Sample input images organized according to the first two PCA components
of z .
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Figure 5.13: Sample input images organized according to the first two PCA components
of a .

5.3.4

Further evaluation

These results show that a conceptualization of obstacles is achieved with the
values of a through the changes in dynamic models to match the evolution of
data. Furthermore, the way in which representations are structured is highly
dependent on the temporal relations, which makes the hidden states more co-

5.3 Results
herent and allow to represent data content concerning the observed dynamics,
that is, the action context rather than only regarding the visual features.
iCab
The tests presented here are focused in a real scenario with images taken from
a vehicle with a mounted camera, evaluating thus the capability of the schema
to perform well in real situations and beyond the simulated one.
For evaluating this model, a perimeter monitoring task has been considered.
The scenario is a square, where the task is to perimeter the area by maintaining
the vehicle close to the border, or as far from the center as possible. Thus, one
round contains four curves, in this case to the left as the turns are completed
anticlockwise. In this scenario, the infrastructure is static as only the vehicle
moves. Thus, the causal relations between the environment and the human
driving can be assumed to be space and time-invariant. During training, the
system observes its sensory data and the control commands while a human performs the task; based on that, the system constructs a sufficient representational
mechanism to encode the observed behavior.
Platform description The vehicle used to compose the data set is the iCab (Intelligent Campus Automobile). It is a golf cart model E·Z·GO TxT. The steering
wheel has been removed and substituted by a motor encoder system. A microcontroller replaced the electronics, and the throttle has been disconnected to allow movement to be controlled by PWM commands directly to the motor driver.
The brake pedal is still working along with an electrical motor to decelerate.
Figure 3 shows the sensors in the iCab. Two computers connected by Ethernet
wire through a 4G router are employed to process the information collected.
The software used is Robot Operating System (ROS) Kinetic Kame version under Ubuntu 16.04 LST. The architecture description and the communication
scheme are described in [112].
Data set A mounted camera gives the sensory data in the car, and the control is
composed of the steering angle and the speed applied to the wheels. The dataset
is created by gathering sensor and odometry information. Sampling rates of the
user data are 10 Hz for velocity and steering, and 20 Hz for the images. Two
data sets are taken (training and testing); they are different rounds in the same
space and with the same goal.
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Layer
1
2
3
4
5

Filter size
4
5
5
4
3

by 4
by 5
by 5
by 5
by 3

Number
of filters
32
64
128
256
512

Table 5.5: Description of the convolutional layer used to construct the coder and the
decoder for the SPF-NN used to model the data form the iCab.

Training data preprocessing The video stream from the left camera is used
as input to the system. The grey images are resized initially to 120 by 160
pixels. Then, data augmentation techniques are used. For the images, random
translations are applied by randomly selecting an initial point for cropping, with
which a final size of 90 by 120 is reached. The same cropping is applied to all
the images in a single batch.

CNN The convolutions used for the coder and the decoder are defined as described in table 5.5. D a in the results shown below is set to 32, while D z is set
to 512.

Figure 5.14: Samples of the images taken by th mounted camera in the iCab. It can
be seen, from left to right and top to bottom, a situation in which the car
approaches a corner and takes a curve.

5.3 Results

Figure 5.15: Comparison of the values of a over time, and the control commands driving the car (steering and velocity). Two periods where curving happens
(50-150 and 400-500) are marked with vertical lines, and some components of a that are considered to be relevant to segment those periods are
highlighted with horizontal lines.

Results After training the SPF-NN model, the outcome is analyzed regarding
the relation between states a and control commands (steering and velocity).
In figure 5.15 such comparison is found; 600 time steps are visualized, with
the normalized values of a displayed on the top, and the normalized control
commands on the bottom. It is possible to see that some states are related to
the curving behaviors (periods 50-150 and 400-500) as the ones marked by
the horizontal lines over the states graphics. Similarly, the periodicity in the
images, like the pattern on the floor or the columns around, are reflected in
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some components of a which increase and decrease periodically.
These results are more visible if only a few components of a are analysed;
to that aim, the two components that better correlate to either the steering or
the velocity are found, and their normalized values are plotted along with the
control signals in figure 5.16. In that plot, it is clear that the two components
are aligned with the steering, though the second one (green) is also more stable
and fluctuates similarly as the velocity. On the other hand, the first component (orange) presents strong changes in the areas where curving is executed,
and periodic behaviors are present all the time, which, as mentioned before,
correlate with the visual characteristics of the images.

Figure 5.16: Comparison of the components of a that better correlate with the control,
plotted along with the velocity and the steering commands over time.

These results are relevant as they show how the model is generating states
that embed information about the behavior from the input images and their
temporal relations. This example remains rather simple, and the results can be
expected due to the apparent differences between frames in the curving periods
with respect to the rest of the frames. However, the representations created in
a are abstracting such characteristics and organizing the manifold in a more
coherent and interpretable way that what would be achieved with only the representations z build by the VAE. To show that, in figure 5.17 the components in
z that better correlate to the control are compared to the ones in a and with the
control signals.

5.3 Results

Figure 5.17: On the top graph, the components of a and z that better correlate with the
control are plotted over time. On the bottom, the components of z along
with the velocity and the steering commands over time.

In figure 5.17, it can be seen that some components in z do correlate with
the control, though they are less stable and fluctuate much more, further exemplifying the abstraction that is achieved by the representations in a . The
states a take into account the temporal relations constructing thus stable and
interpretable representations, isolating unknown causes of observed data such
as the control commands generating the dynamics of observations.
To get a more robust measure, as in section 5.2, the first two PCA components of a are compared to the control in figure 5.18; where similar results to
the ones described before can be observed. In particular, it is clear that the
corners of the square on which the vehicle navigates are separated with higher
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values of both PCA components, which in turn relate to the control signals.

Figure 5.18: The speed of the wheels compared to the two first PCA components of a .

Learning from the observation of an agent
In this section, a dataset regarding the observation of an agent acting is used.
In such dataset, a person sitting at a table passes an object to other persons,
or place it on defined points on the table. Schydlo has introduced the dataset
in [113].
More specifically, the scenario is a table with four marked spots on it, and
four participants sat around it. Only one participant is fully visible and is the
one performing the actions. That person performs six different actions that
consist of sequences of movements as handing a ball to someone else, placing
the ball on a marked spot, or resting both hands on the table. Sequences of
those sub-actions are classified as the ground-truth, and the initial time of each
action has been labelled in the dataset. The six actions are performed randomly
in sequences.
The SPF-NN method has been trained with these video sequences; the size
of z has been set to D z = 512, while the size of a to D a = 32. The filters used
for the convolutions in the coder and the decoder of the VAE part of the model
are defined as presented in table 5.6. Comparative results for different D a are
shown in table 5.7.

5.3 Results

93

Layer

Filter size

1
2
3
4
5
6

4
5
5
5
5
5

by 4
by 5
by 5
by 5
by 5
by 5

Number
of filters
64
128
256
512
1024
1024

Table 5.6: Description of the convolutional layer used to construct the fist layer in the
model when using the action prediction data set presented in [113].

Da

loss

MSE

16
32
64

−1.6949
−1.7384
−1.9082

0.00868
0.00815
0.00758

l og p(x|z)
2.3239
2.3884
2.3773

KLa
0.0108
0.0104
0.0103

KLz
0.5394
0.5654
0.3809

Table 5.7: Comparison of loss measures for different sizes of a (D a ). The size of z is
set to 512. The magnitudes compared are the overall loss of the model, the
MSE of the reconstruction, the log likelihood of the reconstructed image, the
KL-divergence for the states a , and the KL-divergence for z .

In figure 5.19, the values of µa,t are plotted over time, and some sample
frames aligned with the graph to show the correlation between the representations and the content of the video. During the period presented the person
starts with both hands on the table, to then pass the ball to the person on his
left, go back to the initial position, and finally receive the ball back and place
it on the spot right in front of him. Some numbers along the graph have been
placed manually to mark some relevant moments. Number 1 corresponds to the
start position, with the two hands on the table; before number 1 another action
was being performed, and the person was returning to the center. Between 1
and 2, the ball is taken and passed to the person on the right side of the frame.
From 2 to 3 the person returns to the center; then, starts to move again to receive the ball back by 4. From 4 to 5 the person brings the ball to the center
and places it in the marked spot in front of him. Then, from 5 to 6 the initial
position is adopted for a moment to start another action by 7.
With the example in figure 5.19 it can be seen how the values that the components of a take and cluster together different frames both regarding similar
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Figure 5.19: Example of the evolution of µa,t regarding the content of images. The
case of a having 32 components is compared to the actions that can be
observed in the video in a period corresponding to 200 frames. Seven points
of interest are marked on the graph to facilitate the explanation in the main
text. The two vertical yellow lines mark changes in the ground-truth data,
from one labeled action to another.

visual characteristics and proximity in time. Moreover, it is also possible to
appreciate that such clustering process also allows separating different situations with similar visual characteristics. For example, the values around 2 and
4 represent very similar frames, as correspond to the moments in which the
ball passes from one hand to the other. Nonetheless, the values are in similar
ranges but can also be set apart, showing that the model is encoding relevant
information about the different actions in different ways.
As can be seen from the yellow vertical lines marking changes in labels of
the ground-truth, the model groups information regarding the motion patterns
forming the actions, but of course, it does not explain the data concerning the
given labels in the data set, since those correspond to an arbitrary semantics.
Nonetheless, the changes in ground-truth align with changes in the states of representations generated by the model. That shows its capability for segmenting
the data in relevant sections.

5.3 Results

Figure 5.20: Frames segmented by color from the separation provided by the values of
µa,t . The frames are organized chronologically and goes from left to right
and top to bottom. The separation is performed manually and is intended
as a way of visualization of the results. The color of the frames change as
there is a significant change on the values of µa,t . The yellow lines in the
second and the ninth frames correspond to changes in action defined in the
ground-truth.

To further evaluate these segmentations, the values of all the components
of µa,t are visualized in figure 5.21 along with marks from the ground-truth.
Each mark, denoted by a vertical line, correspond to a change in the motion
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of the hand of the person moving the object. That is, the lines determine the
change between actions such as move the object to a specified position, pass the
object, receive the object, or stay still with both hands on the table. Such marks
have been set manually, following the mentioned definition of the movements.
Consequently, the results are compared to a ground-truth defined through a
natural semantics useful to describe the observed actions verbally.

Figure 5.21: Example of the evolution of µa,t over time along with marks denoting the
change in actions defined manually. The leters a, b and c correspond to
examples of the areas where the changes in actions match the characteristics of the representations; the middle of a relatively steady period (a), the
beginning of such a steady period (b), and areas where values of µa,t are
changing the most (c).

Each of such movements corresponds to different transition models but similar visual characteristics over time. In figure 5.21 that can be seen in the relation
between the hidden states and the marked changes of action; Moreover, the vertical lines correspond to either the middle of a relatively steady period (example
denoted by a), the beginning of a such a steady period (b), or middle positions
where values of µa,t are changing the most (going from low to high values or
vice-versa; example denoted by c in the figure).
Following such logic, it is possible to define how the components of µa,t
correlate with the changes of action defined as a ground-truth. To that end,
the correlation between the ground-truth and the absolute value of the first and
the second derivative of each component of µa,t is calculated. The first and the
second derivatives are used as corresponding to both cases mentioned for the
marks in figure 5.21 (changes between steady periods and maximum change
rates).

5.4 Conclusions

Figure 5.22: Example of the evolution of µa,t along with marks denoting the change in
actions defined manually. The vertical axis corresponds to the normalized
values of µa,t (in blue), and the horizontal axis is time. The red plot corresponds to the ground-truth marks, each peak denotes a change of action.

With such process, a component with high correlation can be drawn and
used for visualizing the behavior of the representations regarding the defined
ground-truth, as is depicted in figure 5.22. It can be better seen how the marked
variations in actions are aligned with the changes of the representational state,
demonstrating the coherence and relevance of the representations constructed
by the model. Equally, this shows that adding the higher representational level
(a ) yields better interpretability of the knowledge constructed in an unsupervised way.

5.4

Conclusions

The aim in this chapter was to model data and its dynamics through a structure
in which the recursion embedding temporal relations is only dependent on the
latent states, and not on the deterministic part of the model. To that aim two
steps were carried out; in the first one, the PF-NN model was introduced, with
which the ideas in chapter 4, and particularly of the S-VRNN, were used to
propose a model with which it was tested whether a Markovian assumption
was valid.
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The results of the test carried out with the PF-NN indicate that it achieves
accuracy levels that are comparable with the one from the PS-VRNN, while the
KL-divergence is improved. That implies that the assumption about a Markovian property in the data is enough to model it, and more importantly that the
recursion embedding the dynamics of the model can be implemented on the
latent states.
The prediction in the PF-NN, nonetheless, is still having a direct connection
to the input data in a deterministic way through the creation of the transition
model from the inputs X . Then, a new model is presented (SPF-NN), which
generates the transition model form a sample of a latent variable encoding the
input, and modeling thus the temporal relations in a second level of hidden
states. That allows modeling the dynamics in the transition of the second level
(a ), while the first one (z ) acts as a pseudo-observation.
With the SPF-NN model, the dynamics of data are entirely dependent on latent variables, thus achieving the decoupling addressed. Moreover, the prediction capabilities are also focused on the latent space, but allow the propagation
of prediction error from the bottom level to the upper one, which addresses the
problem that arose with the PS-VRNN and was persistent in the PF-NN.
In general, the way in which representations are structured in the SPF-NN
is highly dependent on the temporal relations, which makes the hidden states
more coherent and allow to represent data content concerning the observed
dynamics; that is, to represent regarding the action context, rather than only
regarding the visual features.
Moreover, it has been shown that the dimensionality reduction from z to
a not only implies a reorganization of information into a coherent way in line
with the temporal dependencies of data, but also that the process extracts information from the most relevant and informative components of z . Such process
thus yields to more stable, and therefore interpretable representations. Though
the stability is related to the smoothness in changes over time, the resulting
configurations of the representational states in a can allow further structuring
of the information to enable interpretable segmentation of data regarding the
meaning of content in the action-context.
In table 5.8, a general comparison of the architectures discussed in this chapter is presented.
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Characteristics
• There is a single
level of latent variables at which single samples are encoded by taking into
account the input
and the temporal
relations simultaneously.
• The prediction error is calculated at
the input level and
is used to update
the predicted latent
variables.

• Two levels are defined, one modeling the input data,
and a second embedding the information about data
and its dynamics.
SPF-NN

• The prediction error
is used for updating the second level
a , regarding the predicted prior of z and
the parameters estimated from the input data x .

Advantages

Limitations

It models the
dynamics of data
in terms of the
transition in
single time steps.

The transition
models are
estimated in a
deterministic way
from the input
data. There is no
explicit
representation of
the dynamics.

It models each
sample and the
dynamic relations
in two different
levels, with which
there is no
deterministic
relation between
the input and the
estimated
transition model.

There is no error
propagation at
the input level,
but only between
z and a . There is
no explicit
representation of
the dynamics.

Table 5.8: General comparison of the methods presented and evaluated in this chapter.

Chapter 6
Modeling temporal relations
Given that in the previously presented models (PF-NN and SPF-NN) one main
drawback is that, though the temporal relations are central in the representations, these are not explicitly modeled or represented. Thus, in this chapter, the
goal is to define methods for learning states representing different dynamics of
the GM and to determine the mechanisms to estimate such states.
As mentioned in chapters 3 and 4, in a hierarchical GM as described regarding the Active Inference ideas, the higher levels are to define the dynamic
evolution of lower ones. In particular, for the SPF-NN, the characteristics of a
GM can be set to variate regarding a higher-level state that changes the transition model of the hidden states a . The way in which such higher-level states are
to change over time can be understood as a form of internal actions that let the
model go from certain characteristics to others.
It is evaluated whether the methods proposed yield adequate and interpretable representations, particularly for data regarding actions of natural or
artificial agents. Further, the ability of the defined representational structures
for segmenting data temporally through relevant hidden states is examined.

6.1

Internal actions

A model addressing these goals is to estimate causes of changes in sensation
by reducing uncertainty about them. Such process is interpreted as taking internal actions to change hidden causes of sensations or the observations x , as
elaborated in [114]. An interpretation of this from the active inference can be
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achieved if actions are not defined as changing the environment directly, but as
changing the evolution of hidden internal states, and thus the way predictions
are made. That is related to the idea of reenactment for recognition, where the
same systems are to be used for acting and processing in a specific situation.
Thus, even if the actions are imagined and not executed, the internal mechanism is the same, and the consequences of actions occur as changes in the
dynamics of internal states.
Such interpretation is depicted in figure 6.1, where actions over η π are taken
to change the behavior of internal states µa , and therefore of the prediction of
causes of observations µz .
That model aims to determine the best actions to be taken to reduce uncertainty about the causes of observed data in a dynamic way.
A relevant feature of the values of η π , is that they should be more stable than
the hidden causes in lower levels. The models in chapter 4 are meant to embed
the knowledge regarding the link between perceived data and actions implicitly,
but in many cases, even if the sensory inputs are changing, the meaning of the
content of observations over time is almost the same; thus, the corresponding
representational states should also be more stable over time.

Figure 6.1: An example of a generative model based on an interpretation of active inference. It is described by the perceptual hidden internal states µz describing the causes of sensations x , and a hidden control state µa defined as
µa = η π + w π , where w π is a Gaussian perturbation.

6.1 Internal actions
General model
A general description of the model proposed is presented in figure 6.2. The
main characteristic of this model is that the dynamics are determined by π̃t ,
which can be thought as drawn from a learned action policy and is what defines
how the hidden states a t are to change over time. Then, for each situation
where data evolves differently, there is a π̃t that better determines the evolution
of data. The goal of the system is then to define the value of π̃t so that it
can best explain the observed data, or reduce the uncertainty about its causes.
From the DBN interpretation, π can be seen as a switching variable dynamically
determining the transition model of the hidden states.

Figure 6.2: General illustration of the internal actions model. It is described by the encoding or pseudo-observations z t , the hidden states a t , and the transition
policies defined by πt .

The goal, in general, is to determine the best π̃t given the evidence. One way
to address that would imply having a set of different models, each described by
one of the possible values of π, and choose the best model to explain the data at
a given point. That would limit the model to a specific set of possible dynamics,
and the estimation more complicated, as would imply the marginalization over
all possible transition models to determine the best one at a given point in time.
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To avoid such process, a specific π̃t can be estimated from the input data or
the hidden states a t and z t . Such method would allow adapting the dynamics
from the observations, avoiding then the problem of estimating the best values
over a set of priors. In other words, the best π̃t to explain the data is approximated by a learned function of the hidden states.
Such process follows the idea of the VAE, and particular of estimating the
posterior of the hidden causes given the observation through an encoder, which
allows performing the re-parametrization trick. Moreover, the process proposed
allows to generate a more stable representation of the data and to reduce the
dimensionality of the representations further, since the size of π is to be lower
than the one of a .

6.2

Action policies encoding transition models

In the approach presented in section 5.2, a transition model is actively produced
form a sample of z t ; in this section such transition model is to be encoded
in higher level representations, so that internal actions can be understood as
changes in such level. Thus, the variable π is to represents the transition model
to be used, and is calculated form a sample of z t and a sample form a t . That
process generates an information bottle-neck that forces the variable π to represent the transition model in a lower dimensionality, which leads the network
to find solutions that are more stable and generalize better the dynamics of the
data. A general illustration of the model can be found in figure 6.3
As before, in this model z t can be seen as an encoding, or pseudo-observation,
which estimates a representation of x t , and captures its variances. That is done
in the way of a VAE and is a process that can be partially independent of the
dynamic part, and so the VAE on which it is based can be trained independently.

6.2.1

Prediction

During prediction, a transition model for a is calculated from a sample π̃t , and
is used to estimate the prior p θ (a t +1 |a t , π̃t ), from which the hidden causes of
the next expected input is estimated as p t het a (z t +1 |a t +1 ). Thus, the generative
model for time t +1 given an action π̃t and the hidden state a t can be expressed
as:
p θ (z t +1 , a t +1 |a t , πt ) = p θ (z t +1 |a t +1 )p θ (a t +1 |a t , π̃t )

6.2 Action policies encoding transition models
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Figure 6.3: The information flow in the internal actions model described by the encoding
or pseudo-observations z t , the hidden states a t , and the transition policies
defined by πt . The observation is encoded in z t , which is used to update
the hidden states a t . Both a t and z t are used to estimate the best πt , which
defines the transition model for the prediction of a t +1 . The predicted z t +1 is
calculated directly form a sample of a t +1 |a t , π̃t

All the latent variables are considered to be Gaussian of the form:
¡
¢
z t +1 |a t +1 ∼ N µzo ,t +1 , Σ2zo ,t +1
¡
¢
a t +1 |a t , π̃t ∼ N µao ,t +1 , Σ2ao ,t +1

With both Σ2ao ,t +1 and Σ2zo ,t +1 diagonal.
For z t the parameters are then estimated from a sample ã 0 t +1 of the prior as
£
¤
µzo ,t +1 , σzo ,t +1 = ϕzo (ã 0 t +1 )

For the hidden states a t , a lineal transition matrix is generated from π̃t and the
variances are estimated through a separated function taking into account Σa,t
and πt .
µao ,t +1 = A t µa,t

and

Σao ,t +1 = ϕΣao (Σa,t , π˜t )+Q

with

A t = ϕ A (π̃t )

and Q
(6.1)

learned from data.

106

Modeling temporal relations
The transition model in equation 6.1 limits the prediction by forcing it to be
linear with respect to the expectations µa,t . As a result, the values of π have
to variate in accordance to such linear model, which is less flexible in general
than a completely non-linear model of the kind µao ,t +1 = ϕao (µa,t , π̃t ). Then,
separating the most relevant dynamic modes in the data becomes necessary for
the NN model to converge.
The expected values of z is carried out in terms of a matrix H as:
µzo t = µao,t H

6.2.2

σzo ,t +1 = ϕzo (ã o,t +1 )

Inference

For inference, the hidden states a t are updated given the previous recurrent
state a t −1 , and the causes z t estimated from the observations x t . Equally, the
best value of πt is estimated from samples of a t and z t . The first part is expressed as estimating qφ (a t , |z t , a t −1 ), which corresponds to the update of the
hidden variables a given the new evidence. z t is estimated from the observations x t , though it can be defined as given for the rest of the model. The
distributions are defined as:
¡
¢
a t |z t , a t −1 ∼ N µa,t , (Σ2a,t )
¡
¢
z t |x t ∼ N µz,t , (Σ2z,t )

The values of π̃t |a t , z t are determined from samples of the hidden states as
π̃t = ϕπ (ã t , z̃ t ). For a t |z t , a t −1 , the parameters are calculated by two separated
functions as µa,t = µao ,t + ϕµa (µz,t , σz,t , σao ,t ) and σa,t = ϕ£σa (σz,t , σ¤ao ,t −1 ). The
parameters of z t , as in the case of a VAE are estimated as µz,t , σz,t = ϕz (x t ).
As before, the implementation used is based on the matrix K t =

δσ2z,t
2
δσzo,t +δσ2zo,t

;

Where δσzo,t = δσzo,t J and δσz,t = σz,t J , with J being the Jacobian of σzo,t with
respect to ã t . Given that the prediction of the expected values of z is carried
out in terms of a matrix H , the updates of a given its prior and the pseudoobservation z are given as:
µa,t = µa,t + K t y t H T
σa,t = σao,t − σao,t K t

An illustration of the information flow in the proposed architecture can be
found in 6.4.

6.2 Action policies encoding transition models
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The format of π

The way in which the model has been presented, assumes that at each time step
π̃t is estimated; nonetheless, no specific format has been defined for such state,
which implies there is no specific regularization regarding the shape of such
states. Thus, each state π̃t is defined as a normalized lineal combination of all
its components; which is achieved through a Softmax function.
The Softmax activation function is defined for each component in π̃t as π̃i ,t =
e π̂i ,t
π
P π̂ j ,t , where π̂t = ϕ (ã t , z̃ t ). So, the value of each π̃i ,t is to be a value between
j

e

0 and 1; in that sense, the values can be seen also as a distribution over possible
states represented by the components of π̃i ,t .

The main advantage of this activation is that it enforces a competition between the different components, and thus, the network is driven to reduce the
amount of states, since changing one component affects the others. Such idea is
in line with the notions of Active Inference, where the amount of internal states
is to be minimized to achieve stability.

6.2.4

Training

Following the logic used before, the loss function is calculated in terms of the
log probability of the reconstruction starting from p θ (z t +1 , a t +1 |a t , π̃t ) as follows
Z

p θ (z t +1 , a t +1 |a t , π̃t ) d a

Z

p θ (z t +1 , a t +1 |a t , π̃t )q φ (a t +1 |z t +1 , a t )

l og p θ (z t +1 |a t ) = l og
= l og

da
q φ (a t +1 |z t +1 , a t )
¸
·
p θ (z t +1 , a t +1 |a t , π̃t )
= l og Eqφ
q φ (a t +1 |z t +1 , a t )
·
¸
p θ (z t +1 , a t +1 |a t , π̃t )
≥ Eqφ l og
q φ (a t +1 |z t +1 , a t )
·
¸
p θ (z t +1 |a t +1 )p θ (a t +1 |a t , π̃t )
= Eqφ l og
q φ (a t +1 |z t +1 , a t )
·
¸
£
¤
q φ (a t +1 |z t +1 , a t )
= Eqφ l og p θ (z t +1 |a t +1 ) − Eqφ l og
p θ (a t +1 |a t , π̃t )
£
¤
£
¤
= Eqφ l og p θ (z t +1 |a t +1 ) − D K L q φ (a t +1 |z t +1 , a t )||p θ (a t +1 |a t , π̃t )

(6.2)
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In equation 6.2 it is shown that the likelihood p θ (z t +1 , a t +1 |a t , π̃t ) can be expressed in terms of l og p θ (z t +1 |a t +1 ) and the KL-divergence between qφ (a t +1 |z t +1 , a t )
and p θ (a t +1 |a t , π̃t ). As before, the expression l og p θ (z t +1 |a t +1 can be expressed
as the distance between the two distributions in terms of divergence: D K L [p θ (z t +1 |a t +1 )||p ζ (z t +1
As a result, the loss function of the dynamic part of the model, assuming z as
observations, is given by:
Lt = D K L qφ (a t |z t , a t −1 )||p θ (a t |a t −1 , π̃t −1 ) + D K L [p θ (z t |a t )||p ζ (z t |x t )] (6.3)
£

¤

Figure 6.4: A detailed information flow diagram of a model based on action policies
inference. It corresponding to the implementation of the internal actions
model described in the main text.

6.2.5

Evaluation

The values of π in relation to a and control signals To evaluate the relation
between the values of π, the control signal and the values of the hidden states a ;

6.2 Action policies encoding transition models
a model is trained, with the same characteristics as in section 5.2 for the lower
levels, and adding the higher variables π with a dimensionality of 2. Moreover,
as it was shown in chapter 5, the model can collapse to a single and trivial
transition model of the kind A t = I . To address that problem, here the transition
function has been modified to be µao ,t +1 = A t µa,t + A t . That modification forces
the network to use more than one transition model to avoid divergence; so it
can be as a further regularization.
In figure 6.5 a comparative graph can be found. In the bottom plot, the
values of the principal component of π is normalized and plotted along with
the normalized velocity applied to the wheels over time. In the middle, some
sample frames are shown, aligned with the rest of the signals over time. On the
top, the values of the hidden states a are shown aligned in time with the other
signals.

Figure 6.5: On the bottom, the values of the main component of π compared to the
speed of wheels, and aligned with sample frames. On the top, the normalized
values of a over time.

From the bottom graph, it can be seen that the behavior of the values of
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the component of π corresponds to a segmentation of the actions sequences
given by the control signal. In this particular example the behavior of the agent
between times 20 and 60, which corresponds to turning around when a wall is
reached; which is represented by relatively constant values of π. That period
is clearly separated from the rest, where the actions are more related to open
spaces, though some variations can be seen, which are related to some obstacles
and the realignment of the direction to the most open space visible.
When comparing the bottom and the top graphs, it can be seen that π is
extracting relevant information from a and generating a lower dimensionality
representation that is highly correlated to the task, and thus segments the data
regarding the action-context.
Predictive behaviours In figure 6.6, the normalized values of the principal
component of πt are compared to the normalized values of the differential speed
of the agent. In that plot, the relation between πt and the behaviors is more
clear, but also, it is possible to se how a predictive capabilities emerges, as the
values of the principal component of π are not only changing in in relation to
the curving actions, but are actually predicting them. That is a relevant result,
as shows that the knowledge embedded in πt is not only relating immediate
relation, but is separating periods regarding the content concerning its meaning
from different distances. That is, it is not only about the relation between image
and action, but the actual meaning of the images regarding an action, even if
such it is not being executed at the time of the observation.
To further measure the prediction achieved by π, in figure 6.7 the average
correlation between the principal component of π and the absolute value of the
differential speed of the wheels are evaluated over the test data set in sequences
of size 60. As it can be seen in the graph, there is an anticipation, with the peak
of the correlation appearing five time steps to the left with respect to the autocorrelation.

6.3

Predictive grounding architecture

In this section, a model denominated as predictive grounding architecture (PGA)
is presented. As introduced before, internal states π̃t used to determine the best
transition models, are drawn from a distribution πt , which in this case, and
inspired by the predictive capabilities observed in the previous section, are to
be learned regarding the prediction of future states. In PGA, πt is to encode

6.3 Predictive grounding architecture

Figure 6.6: Comparison of the average correlation between the principal component of
π and the absolute value of the differential speed of the wheels.

the expected changes in the hidden internal states from a state or input at a
particular time step t .
The mechanism by which πt is estimated is a learned function with the target
of predicting future hidden states. To that aim, a learning schema inspired by
deep reinforcement learning [115] is presented.
As a result of this process, it is expected that important elements in the
environment are actively interpreted. It is assumed that if a PGA achieves low
prediction error, then the architecture is building sufficient internal states to
describe the data in a given task.

6.3.1

Model description

The lower level of the architecture is described as in chapter 5, though the
transition is to be affected by the variables π.
During prediction, a transition model for a is calculated from a sample π˜t t ,
thus yielding the prior p θ (a t +1 |a t , πt ), from which the hidden causes of the next
expected input is estimated as p t het a (z t +1 |a t +1 ). Thus, the generative model for
time t + 1 given the hidden states a t and z t is expressed as
p θ (z t +1 , a t +1 |a t , πt ) = p θ (z t +1 |a t +1 )p θ (a t +1 |a t , πt )
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Figure 6.7: In blue, the average normalized values of the correlation between the principal component of π and the absolute normalized value of the differential
speed of the wheels. In red, the normalized values of the autocorrelation of
the differential speed of the wheels.

As before, all the latent variables are considered to be Gaussian of the form:
¡
¢
z t +1 |a t +1 ∼ N µzo ,t +1 , Σ2zo ,t +1
¡
¢
a t +1 |a t , πt ∼ N µao ,t +1 , σ2ao ,t +1

For z t the parameters are estimated as
£
¤
µzo ,t +1 , Σzo ,t +1 = ϕzo (ã t +1 )

For the hidden states a t , a lineal transition model is considered, for which a
matrix A t is generated from π̃t , while the variances are estimated through a
separated function taking into account Σa,t and Σz,t , which are both considered
to be diagonal.
µao ,t +1 = A t µa,t

and

σao ,t +1 = σa,t +ϕσao (σa,t , π̃t )

with

A t = ϕ A (π̃t ) (6.4)

Since all the hidden states have been considered as independent Gaussians following the implementations proposed for the VRNN and the VAE in [10, 15],
the transition matrix A t is to be diagonal.

6.3 Predictive grounding architecture
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Inference For inference, the hidden states a t are updated given the previous
recurrent state a t −1 and the causes z t , which in turn are estimated from the
observations x t . That is expressed as estimating qφ (a t , |z t , a t −1 ), which corresponds to the update of the hidden variables a t given the new evidence. As in
chapter 5, z t can be seen as given for the rest of the model since the encoding
of the input is to be independent of the dynamic part described regarding the
states a .
The distributions are defined as:
¡
¢
a t |z t , a t −1 ∼ N µa,t , Σ2a,t
¡
¢
z t |x t ∼ N µz,t , Σ2z,t

Both Σz,t and Σa,t are diagonal. For a t |z t , a t −1 , and all the parameters are
calculated by two separated functions
µa,t = µao ,t + K t y t
Σa,t = Σao ,t − ϕ

Σa

with

K = ϕµa (Σz,t , Σao ,t )

y t = µz,t − µzo ,t

(Σz,t , Σao ,t )

The parameters of z t , as in the case of a VAE are estimated as µz,t , σz,t =
ϕz (x t ).
A more detailed description of the model in terms of the NN used at each
step can be found in figure 6.8.
£

¤

Second representational level The latent variables a encode direct actionperception relations that occur in a single time step. It is necessary to predict further in time to build more general descriptions of data, and to infer
environment-behavior relations. Nonetheless, at time t , no information about
future states can be assumed since the agent only has access to its sensory inputs
and internal states. Hence, such knowledge about the future must be incrementally acquired with experience.
To address that, an algorithm inspired by deep reinforcement learning [115]
is presented. First the evolution of observations is expressed in terms of the
difference between two following states, where ∆z t = z̃ t +1 − z̃ t . Thus, for τ time
steps, the final state would be z̃ t +τ = z̃ t + ∆z τ . In general:

∆z τ = ∆z t +

τ
X
i =1

(∆z t +i )

(6.5)
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If τ is assumed to be big with respect to the length of the common actions in the
task at hand, the attempt to predict the exact value of ∆z τ from the information
at time t would have high levels of uncertainty. Thus, instead of predicting the
difference to a final state, one would like to estimate the expected value and
encode the uncertainty in the variance. Then, to estimate the expected value
of the ∆z τ , the method introduced in [115] for deep reinforcement learning is
adapted to the problem at hand. First,an exponential discount factor γ < 1 is
introduced in the sum of equation 6.5. In that way, lower weight or relevance
is given to predictions further in time. That yields:

∆z τ = ∆z t +

τ
X

(γi ∆z t +i )

(6.6)

i =1

In equation 6.6 ∆z τ can be interpreted as the expected state change for a
specific interaction given the information at time t . As in [115], the higher γ
is, the further in time the states are being predicted, and thus more uncertainty
included.
Letting such value be approximated by a function ψ(x t ) = ∆z τ , and using
equation 6.6 then
ψ(z t , a t ) = ∆z t +

Pτ

i
i =1 (γ ∆z t +i )

and ψ(z t +1 , a t +1 ) = ∆z t +1 +

Thus:
ψ(z t +1 , a t +1 ) =

τ+1
X

Pτ

i
i =1 (γ ∆z t +1+i ).

(γi −1 ∆z t +i )

i =1

ψ(z t +1 , a t +1 ) =

Adding

∆z t
γ

τ
1X
(γi ∆z t +i ) + γτ ∆z t +τ+1
γ i =1

to both sides of the equation yields:

Ã
!
τ
X
∆z t
1
i
ψ(z t +1 , a t +1 ) +
=
∆z t + (γ ∆z t +i ) + γτ ∆z t +τ+1
γ
γ
i =1

By rearranging the expression in terms of ψ(z t , a t )
ψ(z t +1 , a t +1 ) +
ψ(z t +1 , a t +1 ) =

∆z t ψ(z t , a t )
=
+ γτ ∆z t +τ+1
γ
γ

1
(ψ(z t , a t ) − ∆z t ) + γτ ∆z t +τ+1
γ
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ψ(z t , a t ) = ∆z t + γψ(z t +1 , a t +1 ) − γτ+1 ∆z t +τ+1

Given the assumption of a large τ, the last term of the right side can be
neglected, and thus the sum in 6.6 be replaced by γψ(z t +1 , a t +1 ) yielding:
ψ(z t , a t ) = ∆z t + γψ(z t +1 , a t +1 )

(6.7)

The recursion in equation 6.7 could be directly used to train a NN with dynamic programming as in [115]. Nonetheless, as the variable πt is to encode the
relations between input data and predicted states, then the prediction should
be expressed as:
ψ(πt ) = ∆z t + γψ(πt +1 ) with πt = φπ (z t , a t )

(6.8)

¡
¢
to be distributed as πt |z t , a t ∼ N µπ,t , d i ag (σ2π,t ) , where
£ πt is ¤considered
µπ,t , σπ,t = ϕπ (x t ). Then µπ,t corresponds to ψπ (x t ), and σπ,t encodes the men-

tioned variability.

6.3.2

Training

The training process is as well divided into two parts. For the first two levels
(z and a ) the objectives optimized through SGD are given by the KL divergence

Figure 6.8: Information flow in the predictive grounding architecture.
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for z t and a t . That is done by minimizing the following loss for every sample
training sequence of T time steps:
Lt = D K L [p θ (z t +1 |a t +1 )||p ζ (z t +1 |x t +1 )]
£
¤
+ D K L q φ (a t +1 |z t +1 , a t , πt )||p θ (a t +1 |a t , πt )

(6.9)

The training concerning the second representational level is performed simultaneously, and optimizes ϕπ . The process is based on the algorithm presented in [115] for deep reinforcement learning and is carried out by means
0
0
of two different sets of networks, namely ϕπ and ϕψ , and ϕπ and ϕψ , used to
optimize
0

ϕψ (πt ) = ∆z t + γϕψ (π0t +1 )
0

Where πt +1 = ϕπ (z t , a t ) and π0t +1 = ϕπ (z t +1 , a t +1 ).
0
0
The weights of ϕπ and ϕψ are kept constant for k time steps, during which
the weights of ϕπ and ϕψ are updated to maximize l og (p θ (ψt |πt ); that is, the
0
likelihood of the distribution p θ (ψt |πt ) generating ∆z t + γϕπ (π0t +1 ) given z t and
0
0
a t . After k steps, the weights from ϕπ and ϕψ are copied to ϕpi and ϕψ respectively.

6.3.3

Evaluation

Prediction and causes representation
The prediction capabilities achieved by the PGA captures relevant relations between content and behavior with a certain degree of anticipation. To show
that, in figure 6.10 the value of the principal component of the expected values
of πt over time (orange) is compared to the control signals and the principal
component of µa,t (blue).
In the upper graph of figure 6.10, the values of the principal component of
πt (orange) over a sequence of 200 time steps is compared to the differential
speed of the wheels in the same period. In the lower graph of the figure, the
same component of πt is compared the equivalent component in µa,t . In the
most upper part of figure 6.10, snapshots from the visual inputs are arranged
in time to visualize the internal states interpreted as causes inferred concerning
the actual elements in the environment.
The comparisons in the graphs show how πt stably separates different action
concepts such as turning or going straight. In particular, the stability of the
plotted component is evident in comparison to the different representational

6.3 Predictive grounding architecture

Figure 6.9: Implementation schematic of the predictive grounding architecture. Orange
boxes represent NNs, green circles are variational representations, and dark
blue boxes correspond to inputs, either measured or estimated.

states in µa,t related to the turning actions (periods roughly from 25 to 75, and
150 to 200 in figure 6.10). Those states of µa,t are grouped in more stable
representations by πt which predicts and generalizes movement sequences over
time.
Comparing also to the snapshots in the upper part of figure 6.10, it can
be seen how higher values can be semantically related to obstacles or walls in
the example. The corresponding motion reactions are predicted several time
steps in advance by πt . In other words, the network is learning to represent
elements and anticipate their consequences from different distances, and not
only in their immediacy. That could be relevant also for more complex agents
that may need to prepare actuators when anticipating a motion in advance,
or can be interpreted as a way of planning. However, more importantly, this
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shows the emergence of a semantic-like representation directly from streams of
sensorimotor data. Those results can also be interpreted as a filtering capability
over the state space of a t , which relates to a representational space of causes
for the observed behaviors.
To further evaluate the prediction capability of πt , a cross-correlation between ψ(πt ) + µz,t and µz,t is compared to the auto-correlation of the last. In
figure 6.11 (left), it can be appreciated that the center of the cross-correlation
is shifted to the left, meaning an anticipation effect. Moreover, the wider peak
shows the encoded uncertainty. All graphs in figure 6.11 are the result of averaging a total of 100 sequences of size 100 in the test data.
A similar analysis is performed to determine a value of τ for a given γ. The
cross-correlations between ψ(πt )+µz,t and µz,t , as before, are compared for dif-

Figure 6.10: Upper part, the normalized differential speed of wheels (blue), and the
normalized principal component of πt (orange). In the bottom part, the
principal component of µa,t (blue) and πt (orange), both normalized. The
upper pictures relate the graphs to the visual input over time.

6.3 Predictive grounding architecture
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ferent values of τ. The cross-correlation of the two signals are compared, in one
case µz,t +τ , for a given τ > t and µz,t are used; on the second case, the predicted
0
µz,τ = µz,t +ψ(πt ) and µz,t are compared. For all possible τ > 0 in a test sequence
the arg-max of the cross-correlations is determined. Then, the maximum value
for the cross-correlation value is used to choose among the measured distances
to determine τ, which is calculated for all the test sequences and the results are
averaged to get a mean τ for the set. That process is repeated for PGA with
different values of γ. The test is defined this way in particular because there
is a periodicity in the values of µz,t , particularly given the characteristics of the
visual input. Thus, the cross-correlation for some values of τ may present a
peak closer to zero; and as the real value of τ is not known, it is assumed that
lower values may be related to such periodicity. The results appear in figure
6.11 (right). For the range of γ evaluated an almost linear relation is found.
0

In figure 6.11, the values for marked as predicted refers to the signal µz,τ
and the expected ones refer to the signal µz,t +τ .

Figure 6.11: Left: normalized auto-correlation of µz,t (orange), and normalized crosscorrelation between ψ(πt ) + µz,t and µz,t (blue). Right: maximum distance
between auto-correlation and cross-correlation peaks for different values of
gamma. The values of µz,τ are compared to predicted ones generated as
ψ(πt ) + µz,t .
0

Predicted refers to the signal µz,τ , and expected refer to the signal µz,t +τ .
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Motivational spots in crowd dynamics
To understand the behavior of moving entities in a given environment, one
should be capable of predicting their motion accurately, that is, modeling their
dynamics. In a setting where different behaviors can arise, one can assume
that each of them corresponds to different motivational states of the observed
entities. Here, those motivations are understood as goal positions where entities
seek to arrive. The method presented is used to build prediction models based
on that idea, where π is to estimate the dynamics caused by each motivational
spot.
This problem can be framed under the framework of surveillance systems,
where interpreting how different regions that compose a monitored environment relate to observed behaviors is vital to improving prediction and awareness [116,117]. To that aim, it is sound to assume that there are causal relations
between the behavior of entities in a specific scene and the elements present in
it. Furthermore, when observing crowds, it can also be assumed that the dynamics of moving entities are governed by cognitive behaviors [118,119]. Thus, the
effects exerted on entities by a particular spot, or area in the environment can
be estimated through observing the motion of the entities. Such environmental
spots could be, for example, bodies being avoided, or open paths attracting the
entities.
Thereby, each observed motion is understood as the result of forces that elements in the environment exert on moving entities. Accordingly, observing the
motion of various entities can reveal how the causes evolve throughout a typical interaction in a given environment. The spots are then defined dynamically
since as the interaction between a particular entity and the environment develops, the spots conducting the dynamics of the moving entity can also change.
For example, an agent may be attracted by a specific area in the scene, but at a
given time, the area of interest can change to different spots.
In general, a point in the environment attracting an entity at a given time is
understood as a motivational point. Thus, locating such motivators can give useful information for training models that more accurately predict the future positions of new observed entities and for detecting potential abnormalities when
groups of new agents start following dynamics that deviate from the normal
motion and motivations.
Dataset A simulated dataset based on moving agents that cross a scene to
reach a common objective is considered. Additionally, while moving entities
cross the environment, they must avoid an obstacle localized in the center of
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the scene. A couple of velocity fields related to the effect that attractive and
repulsive objects exert on moving entities are considered to model the motion
of agents. Accordingly, an attractive velocity field is defined as:
³
(||X −X 0 ||2 )2 ´
α0
~
rˆ0
v at t r act = β0 + e

where X is the agent position, β0 represents the velocity with which agents
arrive to the final destination ( X 0 ). α0 defines how agents change their velocities
as they approach to the attractive point, and rˆ0 indicates a radial symmetry in
the direction of X 0 . Similarly, the repulsive velocity force is defined as:
³
(||X −X 1 ||2 )2 ´
α1
~
v r epul se = − β1 + e
rˆ1

where β1 represents the minimum velocity with which an agents is repelled
from X 1 . α1 defines how agents are deviated as they approach the repulsive
object and rˆ1 indicates a radial symmetry in the direction of X 1 . In the tested
scenario, parameters are set as follows: β0 = 0.4, β1 = 1.6, X 0 = (0, 20), X 1 = (0, 0),
α0 = 400, α1 = 1000.

Figure 6.12: Layout of the produced training data. Entities move from bottom to top in
the scene while avoiding an obstacle in the middle.

A layout of the scene is shown in figure 6.12, where the trajectories of sample
entities are depicted. The final training data is generated by repeating this
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process twice with different starting points and objectives. One as depicted in
figure 6.12, and the second with the same configuration but rotated 90 degrees.
In that way, there are areas where the entities have similar velocity, even if they
are moving towards different final points.
Results
Motivation estimations In figure 6.13 an example illustrates how dynamic
motivations (red) are estimated from measurements (green). Each green point
represents a single entity in a specific time step, and each of them has its corresponding motivational point in the same image. The example depicted shows
a situation in which entities enter the scene at the bottom, and exit it through
a single output area concentrated in the middle of the upper side. During the
trajectory, entities are avoiding an obstacle in the middle of the scene, either
moving right or left (see figure 6.12).
The trajectories of all entities where aligned on time, but the figure 6.13
shows only four different time steps where all entities are depicted as they appear in their respective trajectories at a particular time given the alignment.
Thus, from left to right and top to bottom, the figure can be read as temporal evolution of all the entities moving together along with their motivational
points. That can be interpreted as a dynamic clustering of entities based on their
position and velocity at a given time. The dynamical estimation of motivations
is performed with a γ = 0.9.
The effect of motivation on the dynamic model The effects of motivations on the estimations of the hidden causes are evaluated by the training the
model with and without the motivations, and with two different values of γ. The
results are shown in figure 6.14, where it can be appreciated that the dynamicsNN converges faster when using motivations, but the difference is more significant for γ = 0.95. That also suggests that the dynamic model is learning to use
the motivation information to make better predictions, as well as to estimate
the causes of observed data, which is precisely the intended purpose. Then, the
further in time the motivations are estimated (higher γ), the more useful the
information becomes to the estimation of the dynamics of an entity.
These results show that the method provides a way to model an environment
directly from observing the movement of entities in it. Moreover, it encodes the
relations between motivations and the motion dynamics of moving entities.
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Figure 6.13: Anticipation example. Green corresponds to current position of entities,
and red to the estimated motivation.

Results show that the model adapts the dynamic models describing the motion of an entity concerning estimated motivations while the observed interaction evolves. Such capability facilitates a complete analysis of data without
the need of clustering or separating it regarding, for example, trajectory classes
or activities. That can be particularly useful for anomaly detection since unexpected changes in motivations over time could easily be interpreted as anomalies. However, that would require an additional analysis on the evolution of
motivations.
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Figure 6.14: Comparison of the evolution of loss over 20 training epochs for the causes
and dynamic model. Three cases are considered, when no motivation network is used, and when motivation is used with γ = 0.9 and γ = 0.9.

6.4

Conclusions and future work

In this chapter, methods for constructing grounded representations were introduced, through which action-environment couplings inherent to a given task
are internalized in stable states representing the dynamics of observed data.
To that aim, in the methods presented the different representational levels have a direct relation to the sensory data, allowing for processing different
abstraction levels in parallel while linking them through the estimations of dynamic models, or the generation of predicted future states. The dependency of
the state transition on the states π connect to the idea of conceptual representations as situated and dynamic phenomena, since building such link implies
capturing an action-environment coupling that holds meaning in the context of
the task at hand. Moreover, the training is entirely related to experience as it
does not require to have specific information about the future to learn to encode
predictions.
The results show the capability of the approach to segment sequential data,
and build semantic-like representations that are interpretable and relate to the
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action in a way in which the meaning is grounded, and could be associated to
the idea of embodied knowledge.
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Chapter 7
Discussion and Conclusions
The increasing access to data provides opportunities for building new knowledge and exploring AI approaches that might allow to enhance our understanding of learning. However, building knowledge from growing bodies of data
implies numerous challenges at the same time, as most data are not structured
and are high dimensional. In this dissertation, it has been stated that one way to
address this is to profit from the relationship between data, how it is generated,
and the meaning of what is observed through a given sensor. In particular, in
the case of video data, the relation between visual content and the behavior of
an agent is a relevant source of information to describe or represent such data.
That is argued to be so, as the link between the content of what is sensed and
the behaviors of an agent constrains the analysis and allows to make some assumptions about the meaning of what is observed. Herby, the primary objective
of this dissertation has been to define how to represent or conceptualize, in an
unsupervised way, data content that clearly evolves in relation to the behavior
of an agent.
To that aim, unsupervised methods to learn dynamic representations through
generative models and inspired by the postulates of Active Inference and Predictive Coding have been developed. Models based on Deep Learning techniques
combining Recurrent Neural Networks and Variational Inference have been developed for learning representations in an unsupervised way.
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7.1
7.1.1

General discussion
Representations

In chapter 3, a review on conceptual representations has been presented, where
the discussion focused on how concepts are defined from the cognitive sciences
in general, how that impacts the understanding of learning, reasoning, and
cognition, and how that consequently affects the design of artificial learning
agents. Such review has framed the research and set the background for the
design of representational structures on the rest of the chapters. In particular,
the review addressed the questions on how data is to be represented, especially
when its content changes over time regarding the behavior of an agent.
In that review two approaches to describe conceptual representations have
been compared, on one side, ideas describing the acquisition of concepts as
based on learning by matching sensory data to specific categories have been
associated to computational views of cognition, while approaches describing
concepts as flexible, distributed and context-dependent have been linked to dynamic aspects of embodied and grounded cognition. The last group represents
the more accepted views currently. In particular, the role of simulation and
the idea of cognitive processes as based on predictions have been argued to be
crucial for definitions of concepts as dynamic structures, and have been linked
to the notion of an adaptive representational process under the light of Active
Inference and Predictive Coding.
From that perspective, adequate and dynamic representations to appropriately interpret the environment in a given situation should emerge from experience and within the agent’s constraints. However, such approach does not neglect categories or their relevance, but it emphasizes that these should emerge
as a consequence of the self-organization process and thus should not be seen
as the primary goal or mechanism for learning.
Moreover, it is argued that representational structures should acquire sufficient capabilities that allow to predict future states and adapt to the situation
actively. That implies that the acquisition of grounded representations is to
work in an unsupervised manner, and the learning process must be the same
independently of the task. Thus, no general characteristics of what is present
in the environment can be assumed, as that would mean that the solution is
task dependent; that further excludes supervised learning schema where externally given symbol-like structures about data are provided, or where specific
ontologies on the sensors can be regarded as part of the grounding process.

7.1 General discussion

7.1.2

Implementation

Once the characteristics of representations are summarized, the challenges that
they pose were addressed by defining methods that achieve self-organization
through an unsupervised and grounded process by which knowledge is structured from streams of sensory information. Above all, the techniques presented
are set to build stable representations of the observed data regarding its dynamics, through the estimation of specific configurations inside a representational
structure. Moreover, given that the main approach to link the exposed ideas
about representations and technical implementation has been the ideas of Active Inference, the solutions proposed are based on generative models.
In chapter 4, the state-of-the-art methods in deep generative models are
presented, and their principles are used to define methods that can address the
challenges posed by the presented ideas about representations. The proposed
solutions address the limitations of other approaches regarding the inclusion of
latent variables into recurrent networks, which is a main challenge given the
dynamic characteristics of the models aimed at. It is determined that to create relevant representations the deterministic and stochastic parts of a model
must be decoupled and that some improvements in the training process can
be achieved with the use of prediction error to update internal states. Such
ideas are used in chapter 5, where the aim was to model data and its dynamics
through a structure in which the recursion embedding temporal relations is only
dependent on the latent states, and not on the deterministic part of the model.
It has been shown that assuming a Markovian property in the data is enough
to represent it, while the recursion embedding the dynamics of the model can
be implemented on the latent states. Similarly, by introducing a second representational level the representation of the dynamics of data was made entirely
dependent on latent variables, thus achieving the decoupling addressed. Moreover, the prediction capabilities are also focused on the latent space, but allow
the propagation of prediction error from the bottom level to the upper one.
In general, the results suggest that with the introduction of a second representational level makes the hidden states more coherent and allow to represent
data content concerning the observed dynamics. Therefore, representations include the action context, and not only the visual features. Moreover, it has
been shown that the dimensionality reduction achieved by this second representational level extracts information from the most relevant and informative
components of the lower level, yielding thus to more stable, and therefore interpretable representations. Though the stability is also related to the smoothness
in data changes over time, the resulting configurations of the representational
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states in the second level can allow further structuring of the information to
enable temporal segmentation of data regarding the meaning of content in the
action-context.
In chapter 6 the techniques have been further developed to not only embed
knowledge about the link between consecutive perceived data points, but to
generalize for more extended periods representing data regarding causes of its
dynamics. In the methods proposed, the dependency of the evolution of the
two lower representational levels on an upper one π, connects to the idea of
conceptual representations as situated and dynamic phenomena, since building
such link implies capturing an action-environment coupling that holds meaning
in the action-context of the task at hand. Moreover, the training is entirely
related to experience as it does not require to have specific information about
the future to learn to encode predictions. Results of the experiments carried
out show that the method allow describing sequential data by representing it
through an active process and regarding hidden causes of content and actions
determining its changes. The representations built by such models are shown
to be adequate and provide better interpretability, which is reflected in how the
dynamics of data is mapped into particular states.
The explored methods incorporate predictive capabilities and elements of
Active Inference, which not only offers solutions for specific unsupervised learning problems but also links the results to relevant ideas in cognitive science.
Further, given that the considered action-environment relation is inherent to
applications where the generation of data directly depends on the actions of an
agent, the methods presented are potentially applicable to different domains
where such constraints are satisfied. Specifically, it can be a basis for research
involving more complex interactions between the agent and the environment,
or even including multiple agents.
In general, the developed methods represent a way to explore data from
which not much knowledge is available. That learning process is to be interpreted regarding the organization of information coherently and in relation to
the action-context of data. Similarly, the self-organization capabilities of the
methods can be of useful for pre-training tasks, or as feature extractors that are
relevant for the task domain of the data, or similar tasks. Moreover, the results
could be extended to generate data samples, and particularly for reproducing
behaviors of observed agents under the ideas of action generation exposed in
the Active Inference theory; that is, as a mechanism for learning to interpret the
world and act on it according to the action-context or task on which the training
is performed. Some methods to address this have been presented in [111, 120]
under the framework of this dissertation.

7.2 Limitations and future work

7.2

Limitations and future work

The methods introduced present several advantages, and could be the basis for
new applications where knowledge is to be discovered regarding the relations
between content and its dynamics; Nonetheless, the present study has some
limitations. In particular, the models were not tested for transfer learning capabilities, but is easy to hypothesize that the knowledge acquired is only valid
for the specific task domain on which it is trained. Such limitation, however, is
embedded in the definition of representations on which the models are based,
and it thus can be seen as a technical limitation in the broad sense, but it is not
necessarily a drawback in the context of this dissertation. Possible future work
though, could include the evaluation of the advantages that more levels could
have in building more abstract representations, especially if the agent is trained
with data from more than one task. In that case, an additional level could propose, which would infer the situation at a given time in terms of specific tasks.
Furthermore, a recurrent limitation arises from the measurement of performance, which has been addressed through the reconstruction capabilities, and
the characteristics of the latent states over time; Nonetheless, those measures
can be limiting, particularly regarding the interpretability of the representations, as it can become subjective. That could be improved if the methods are
applied to problems in which such features become relevant. An example could
be a situation including the communication with other agents, where stable an
coherent representational states might be essential.
Similarly, the Active Inference ideas relate to the construction of knowledge
through the active exploration of the environment, thus learning the relation
between action and perception. In that sense, the presented approaches are
missing the connection between the action generation as part of the inference
process. Though that is not the goal of this dissertation, as the main aim is to
learn from sequential data, extending the methods proposed in that direction
could be of high relevance.
Moreover, tests have been carried out in scenarios where there is an explicit
and clear relation between data content and the behavior of an agent. Nevertheless, the achieved capabilities hold in general for data content with similar
coherent relations. Thus, an appropriate direction for future work would be to
test the potential of the methods here proposed on other kinds of sequential
data that may not have such strong and explicit links between content and the
actions of an agent, but where some temporal relations of a similar kind can be
assumed.
All these possible paths for future work show how the achieved results in
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this thesis represent a relevant ground for developing learning algorithms that
create representations from sequential data in an unsupervised way. In particular, learning through a self-organizing mechanism, and by producing coherent
representational states that are in line with a specific action-context yields a sufficiently general ground for exploring in different directions and applications.
Moreover, the methods introduced address a main challenge regarding the
quality and interpretability of the representations learned, which is a very relevant and extended challenge in many Machine Learning methods, specially
when these are based on Deep Learning techniques or aim at unsupervised
learning. The methods presented propose a more natural representational structure, and deal with high dimensional data while yielding more interpretable representations and clear learning processes; but more importantly, that is achieved
without the need for pre-specified models of the data being represented beyond
the assumption about an action-content relationship.
Finally, the mentioned relation between the development of the understanding of cognition, learning and even reasoning are intertwined with the representational view of the mind, and particularly with how representations and the
representational process are defined. In this thesis, the problem of learning from
data has been thus analyzed from that perspective, moving away form a view of
reasoning under which agents learn to process the world from externally given
definitions or semantics to describe data; here, self-organizing mechanisms are
proposed instead, which learn to infer the meaning of observed data from general and natural assumptions about how it is created.

7.3

Conclusions

Addressing the problem of how to represent or conceptualize data content that
changes over time regarding the behaviour of an agent has been the main goal
of this dissertation.
The first step to address such problem was to determine how representations
should be understood and how that can be translated into the implementation
of learning algorithms. It is assumed that the cognitive sciences can provide
relevant views on the topic; thus, it was inquired what are the current views
in the cognitive sciences regarding conceptual representations, and how that
influences the understanding of learning and the development of algorithms in
artificial intelligence. In that regard, it can be stated that:
• The understanding of cognition, learning and reasoning are intertwined

7.3 Conclusions
with how representations and the representational process are defined.
• Current views support ideas of conceptual representations as flexible, distributed and context-dependent.
• Many approaches in Artificial Intelligence differ from current views in cognitive sciences, as have been influenced by the idea of learning as the
process of matching sensory data to static categories or symbols, and reasoning as a process based on the manipulation of such symbols.
• Learning algorithms based on generative models are becoming more relevant in Machine Learning, and in some cases are in line with the definition
of learning as a dynamic process, and of representations as flexible and
context-dependent.
To frame the development of methods addressing the problem at hand, and
to take into account the ideas mentioned above as guiding principles, specific
properties were defined and suitable approaches identified:
• Reproducing the environment and processing situations through a predictive mechanism is a central capability in a dynamic representational
process.
• The most feasible options to implement a dynamic and flexible representational structure are based on generative models, such as Predictive Coding
and Active Inference.
• Categorization is an emergent phenomenon and should not be the target
of a learning process.
Based on the above statements, the proposed methods are centered on generative models to align with the general ideas of Active Inference. In particular,
generative models in deep learning were explored and modifications were proposed as the basis for further developing the notion of dynamic representations.
Equally, the dynamics of data is defined to be central for conceptualizing data,
and so temporal relations are to be included in a representational structure.
Then, form the evaluation of different models defined to achieve these characteristics, it was concluded that:
• Using structures with recurrent deterministic functions, such as an LSTM,
help to yield good reconstruction results but will impede to also data sequences in latent variables.
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• Modeling the dynamics of data should be separated from modeling single
data points in different latent variables.
• When prediction error can be used as an input it may improve the results
and training processes.
• Latent variables highly dependent on the temporal relations yield more coherent states and allow to represent data content concerning its dynamics
or action-context.
With the aim of representing data regarding its relation to the actions causing its evolution, methods in which the temporal relations are explicitly modeled or represented were proposed. From the results achieved it can be stated
that:
• Explicitly modeling the dynamics of data in a variable embedding meaning
implicit in the action context allows an implementation of the idea of
conceptual representations as situated and dynamic phenomena.
• Embedding the dynamics of data explicitly in a variable turns out to produce adequate and interpretable states.
• The emergent representational states embedding the dynamics of data
allow to segment temporally sequential data regarding the action-context
of the task in an unsupervised way.
In this work, methods for learning in an unsupervised way from the actionperception link embedded in data have been presented by bridging ideas of
cognitive science and the implementations of learning algorithms. The main
advantage of this is that given the generality of the approach, it allows learning
without application-specific knowledge regarding the data being used, and produces interpretable representations that are easily linked to natural categories
associated to the action context of the data. Moreover, the proposed representational structures deal with high dimensional data, with which a path towards
addressing the challenge of learning interpretable representations is proposed.
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