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1

Introduction

Smart devices are silently filling every corner of our modern way of life and humans are relying
more and more on this technology in many areas. We are reaching a stage in which we are no
longer aware of their existence or role in our daily tasks, a sign that this technology has attained
a level of maturity.
However, just like any other piece of human technology, smart devices are prone to failure.
Engineers try to limit the types of failure that are inadvertently introduced during design. As
smart devices become more complex and as they move on to more critical applications, such as
areas which may involve human safety or finance, relying on ad hoc methods to find these errors
becomes unacceptable. Ensuring the correctness of software in such areas is very difficult in
particular, due to the complexity of software design and the unpredictable nature of interactions
between hardware and software.
What we need are smart devices which are dependable. Dependability is the ability of a system to always deliver its intended level of service to its users [86]. Dependability is a very broad
requirement for a system and can be broken down into several other (broad) desired qualities for
a system, which often include reliability, availability, safety and security.
In the field of software design, software verification, which is the act of ensuring the correctness of software, is used to tackle this problem. Software verification often starts by building
a mathematical model of the essential features of software behaviour and then translating the
requirements (or criteria) for its intended correct behaviour. Then the mathematical model of
the software is verified against the requirements to check its correct behaviour. Here often software verification tools are used to show the correctness of behaviour. The method of verifying
correctness using mathematical models is called model checking and the tools are called model
checkers.
Often model checkers perform verification by visiting every possible state of the model and
in each state examine the events or actions that might happen. This requires a great deal of
memory and processing to be done, since the state space may contain thousands or even millions
of possible states. If the system under investigation has multiple components, or involves many
variables, it can easily lead to situations where visiting every possible state becomes impractical.
This ubiquitous and well-known problem in model checking is called state space explosion,
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Figure 1.1: A molecule in a gas system. On the microscopic level, the molecules each have a
momentum, while on the macroscopic level, the system shows qualities such as pressure.
which is a major limiting factor for the applicability of software verification. In response to this,
a plethora of methods have been proposed to reduce the overall size of the models, which are
called reduction techniques. But software never stops growing in complexity, or size, and there
is always a need for more effective methods of state space reduction.

1.1

Scalable methods of analysis and verification

In many branches of science, scientists have been dealing with systems which consist of billions
of particles for years. A physicist for example, can talk about the hydrogen molecule and the
hydrogen gas and explain the way interactions between two hydrogen molecules leads to large
scale properties of the ensemble. A chemist can explain the reaction of two molecules while also
being able to calculate the speed at which a mole of a particular compound is synthesized in a
factory. An ecologist may track the events in the life of a single animal, while also arguing about
the balance of species in that certain area.
In physics (statistical mechanics), this general approach in analysing systems is formulated
as follows:
Theory
Microscopic Laws ←→ Macroscopic Properties,
in which the microscopic laws or details are essential characteristics of individuals and how
they interact. The macroscopic properties are externally observable characteristics of the system
which emerge as a result of interactions between individuals, and the theory consists of mathematical methods and supporting theorems which allow the translation of the details of individuals’
behaviour to characteristics of the system, usually with the help of some statistical averaging.
What seems to be the common approach in the above examples from different branches of
science is the following:
Theory

Individual Behaviour −→ Population Property.
A major question is whether a theory can be invented to generalize these methods and subsequently extend this approach to our field of interest: clouds of smart devices. In particular, the
analysis of systems in which a large number of smart devices cooperate and communicate with
each other.
In recent years, a lot of attention has focused on developing techniques which follow this
approach. These methods specifically target the analysis of systems which consist of a large
number of similar components. These techniques can be called scalable methods of analysis,
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which are becoming very popular in analysing the performance of large systems. We call these
methods scalable since they do not substantially suffer in performance with an increase in the
size of the system, on the contrary, sometimes they even improve in terms of accuracy as the
size increases. With these scalable methods, the complexity of analysing a system becomes
completely independent of the number of components in the system and remains fixed.
Currently, the most popular approaches are those which transform a population of identical
individuals with discrete state spaces to a continuous approximation. This continuous approximation is a dynamical system, a time-dependent function, which expresses how the states of
the individuals within the population evolves over time. Let’s explain this approach with an example from epidemiology, which studies the dynamics of how infectious diseases spread in a
population, or how computer worms spread in a network.
Epidemic model (see also [67]) Consider a population of N individuals. From each individual
we are only interested in how it responds to exposure to a disease. This can be summarized by the
transition system in Figure 1.2, which is an extended version of the SIR model. As you can see,
an individual is in one of four states: susceptible, infected, activated (in which certain symptoms
appear and the individual can infect other individuals in the population) and recovered. The
changes in an individual’s state are shown by transitions, each corresponding to an action or an
event. Here as analysers, we choose to focus only on how fast each transition happens. We call
these quantities the rates of transitions. For a particular transition i, the rate ri can be derived
from the average time T i that the transition i takes to occur, as follows:
ri =

1
.
Ti

Susceptible
loss of immunity

Recovered

infection

recovery

recovery

Infected

activation
Activated

Figure 1.2: Model of an individual in the epidemic model
In this model, we consider the following rates:
• ρi : the speed at which a susceptible individual becomes infected, when in contact with
activated individuals,
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• ρr1 : the speed at which an infected individual recovers,
• ρa : the speed at which an infected individual develops symptoms,
• ρr2 : the speed at which an activated individual recovers,
• ρl : the speed at which a recovered individual loses immunity.
We can use these rates to build a set of ordinary differential equations (ODEs), as follows:

dxS (t)
dt
dxI (t)
dt
dxA (t)
dt
dxR (t)
dt

= −ρi · xS (t) · xA (t) + ρl · xR (t)
= −ρa · xI (t) − ρr1 · xI (t) + ρi · xS (t) · xA (t)
= −ρr2 · xA (t) + ρa · xI (t)
= −ρl · xR (t) + ρr1 · xI (t) + ρr2 · xA (t)

What is remarkable about these differential equations is that according to a theory of the
approximation of Markov processes [73] (also called mean field approximation, or deterministic
approximation), if the solution of these differential equations is the continuous-time function
x(t) = (xS (t), xI (t), xA (t), xR (t)), then each of the numbers N xS (t), N xI (t), N xA (t) and N xR (t)
approximates the number individuals in each state at time t (the theorem is presented in detail in
Chapter 3). This is by considering that the initial condition of the differential equation, matches
the initial number of individuals in each state. Additionally, this approximation becomes very
precise when the size of the population is large.
It is also worth mentioning that this set of differential equations is relatively simple to solve
and in fact given enough time it can be solved by a human with a moderate knowledge of the
related techniques. However, if we consider a system consisting of only 100 nodes, an explicit
representation of the population model will have 4100 states, which can only be analysed with
the help of computers. But it is questionable whether the same can be done for even larger
populations and that is what makes the approximation techniques important.
It would be desirable to use this powerful method of approximation to understand large systems of smart devices as well, however, the problems which arise in the interaction (communication) of such devices are often somewhat different in nature and need the development of specific
techniques. In the next section, we visit one such problem to discuss the main aim of this thesis.

1.2

Large wireless networks

Smart devices can accomplish impressive tasks through cooperation. In such scenarios, some
smart devices collect data, while some process them and then determine what kind of action
needs to be done in response. In general in any system, the more data the devices collect and the
more processing power they have, the more calculated and effective their decisions and actions
will be. Therefore, in many areas there is a need for ever larger and more complex networks of
smart devices.
The internet-of-things (IoT) encapsulates a considerable number of such devices into manageable and easy to develop platforms. The devices which are mostly sensors and actuators,
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will span a wide range of applications, including health, security, industry and transportation. In
other words, smart devices are now reaching areas where they can be involved in safety-critical
scenarios. This means that they should exhibit a sufficient degree of dependability. It should be
mentioned that the scenarios discussed in IoT often require hundreds or even thousands of nodes
to cooperate.
If the devices described above use wireless communication, they are often within one or more
wireless sensor networks (WSNs). In IoT, local networks are almost always wireless and they
are taken to be very dense and large. 5G, a bundle of technologies which is expected to power
the realization of IoT, foresees massive scenarios for wireless sensor networks [92]. In particular,
the use case for massive machine type communications (mMTC) of IMT 2020-5G sets a target
of hundreds of thousands [5] per square kilometre.
The need to understand large WSNs is crucial, since the patterns which emerge when wireless networks grow large are not easily predictable. Protocols are often designed by considering
the interaction of a few nodes and are sometimes initially not intended to be used in such large
contexts, and therefore the designs need to be done such that the emergent behaviours are predictable. Moreover, it is clear there is a need to analyse whether these designs are scalable and
can cope with the new conditions. Scalability is the ability of a system or technology to operate
at a certain performance level when experiencing an increase in the number of elements of the
system [86]. The number of the elements of a system is referred to as the size of the system. In a
wireless network, the number of nodes connected in the network would be the size of the system.
In the analysis of large wireless networks, performance measures such as delays (e.g. end-toend delay), efficiency and probability of failure are collected to understand how the performance
scales with an increase in the size of the network. Scalability analysis is a type of performance
analysis formulated as follows: given a specification of the system and a measure of how it
performs, what is the relationship between the performance measure and the size of the system.
The result of this analysis could be a formula which characterizes the rate of growth (or decline)
in performance in relation to the system size.
One might wonder whether the techniques discussed in the previous section can be employed
in scalability analysis of wireless network protocols. We clarify the different aspects of this idea
by using an example.
Wireless lighting Consider a network of N identical light bulbs equipped with wireless transceivers, arranged in a hallway. Each light bulb is capable of communicating with k neighbours in
its vicinity (or neighbourhood). The behaviour of each wireless node is very simple, if it receives
a command, with some strategy (for example, with probability p) it broadcasts the command in
its own vicinity. The goal is to have a wireless switch somewhere in the room, which sends the
“turn on” or “turn off” command to switch on or switch off all the lights in the hallway, with the
switch only being within range of a few lights in the network.
In this example, the performance measures in the analysis can be one of the following:
• The probability that some of the lights will not turn on if a “turn on” command is issued,
• The average time it takes for all the lights in the hallway to receive a command.
Both of these properties demand viewing the population as a single entity, which is also the
way an observer will perceive the events in the system. These properties are shaped by how
individuals in the network interact, which is partially specified by the protocol with which they
interact and partially by physical phenomena that govern wireless communication, such as:
1. Limited range of communication: due to power attenuation and fading phenomena, transmissions can be received only locally.
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2. The topology of the network: the role nodes play in how the population behaves are not
the same.
3. Interference: transmissions that occur in the same locality at the same time result in collisions (which means the receiver may miss the involved packets).

(a) The transmission of a packet from a node to its neighbour

(b) The spread of a command through the network

Figure 1.3: A system of wireless lighting in a hallway.
As illustrated in Figure 1.3, the way we have formulated these properties lends itself to the
general approach described in Section 1.1, with a clear relation between microscopic interactions
and macroscopic properties. However, in this case a few hidden characteristics in the specification can be challenging to model:
• Often in wireless networks, the local interaction of a few nodes affects the behaviour of
the whole population by effectively changing the mode of operation. For example, in the
transmission and capture of packets, the probability of packet capture with one interfering
signal is vastly different from the probability for two interfering signals. In the lighting
example, the delay in the lights turning on is very dependent on how the first nodes that
receive the command behave. The same also applies to the probability of all the lights
turning on.
• Accurately modelling physical phenomena, such as the build-up of interference and reception of packets despite interference because of the difference in amplitude, demands
special attention.
• In the example in Figure 1.3, location diversity is an important factor and nodes are not
truly identical.
An effective and truthful model of how the large network behaves will take these peculiarities
into account. In this thesis we try to address these exact issues and find ways in which the scalable
methods of analysis can be applied to the analysis of WSNs.
Research context The work described in this thesis was conducted within the EU project
DEWI [2], which was funded by the ARTEMIS Joint Undertaking [1]. The project involved
58 partners including key industrial and academic institutes and aimed at providing novel solutions for wireless connectivity and interoperability [86] in smart cities and infrastructures. Within
this project, the research included in this thesis was mainly focused on the problem of scalability
in general and scalability of wireless building networks in particular.
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This research applied to two concerns in particular:
• Efficient WSN design for deployment and maintenance costs reduction, with a focus on
SW/HW co-design and wireless standards, and
• Building interoperability which addresses the dependability and scalability of WSNs in the
context of interoperability.
This in total included the following activities:
DEWI ACT. 1 Analysis of lighting control scenarios in which rapid response of a large set of
light sources is important: in this case, the wirelessly controlled lights have to respond within
a specific latency and with low outage probabilities. The statement of the problem in such an
analysis was already given in our wireless lighting example.
DEWI ACT. 2 Validation and assessment of the interoperability and coexistence with other
networks: interoperability refers to the ability of networks located in the same area to coexist
and cooperate. With regards to this topic the focus of our research is on coexistence, which is
the research into how the existence of separate networks in the same location and the use of the
same spectral resources (frequency bands) affects their performance.
DEWI ACT. 3 Testing the severity of ultra-short range propagation in very dense networks: This
research is focused on the evaluation of performance for realistic, measurement-based models
of short-range propagation, the build-up of interference, channel sensing and message traffic
models. Moreover, the evaluation of coexistence and interoperability is crucial to the evaluation
of dense networks. In this setting the existence of potentially thousands of nodes is foreseen,
however it was beyond the requirements of the project.

1.3

Contributions of this thesis

This thesis contributes in several ways to the research of understanding large WSNs. Here we
briefly mention some of these contributions:
1. Measuring and monitoring the dynamics of WSNs: we show that many interesting measures in monitoring the performance of WSNs, such as the communication delay, throughput, packet loss ratio and probability of success can be directly derived from the results of
a mean field (or deterministic) analysis. What is new in our approach is that one can see
how these measures dynamically evolve in response to internal and external influences.
These kinds of observations are missing from steady state or stability analysis, which has
been the predominant method in using mean field approximations to analyse WSNs.
2. Automation of scalable methods of analysis for wireless networks: the mean field approximation approach, or methods inspired by its results have been previously applied to the
analysis of large wireless networks. However, automating these methods for the analysis
of WSNs have not been considered. This is in contrast to the existence of multiple process algebras for modelling and analysis of wireless network protocols, such as the algebra
for wireless networks (AWN) [39], the stochastic restricted broadcast process theory (SRBPT) [49], etc., and also a handful of tools to carry out deterministic analysis of stochastic
population models, such as GPA [98], the PEPA Eclipse plug-in [106], Carma [59] and
PALOMA [40]. In this thesis, we take clear steps to develop methods which can be adopted later to create tools for specifying and verifying WSN protocols on large networks.
Some of these activities include: the discussion on the generation of population processes,
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the discussion on numerical calculations of approximations and discussions on relevant
phenomena such as interference, packet reception, carrier sensing, location diversity and
the patterns chosen to model each of them.
3. Methods to improve approximation accuracy: in this thesis we discuss and introduce new
methods to improve the accuracy of approximations, namely the Poisson and binomial
moment closures. We use a range of simple examples, as well as more complex examples
to validate their accuracy and we show when they perform best. In some cases we see
improvements of relative errors from 40% down to 4%. We show that these techniques can
be effectively used in the context of approximating WSNs with deterministic, continuous
processes. The developed techniques are general and are not limited to the analysis of
WSNs.
4. Relevance of analysis results in understanding networks: finally and in line with the above
item, we show time and again in this thesis that the results derived via these methods is
highly relevant to the contemporary questions regarding the performance of WSNs, e.g.,
coexistence of Wi-Fi and ZigBee networks.

1.4

Contents of this thesis

In what follows, we give an outline of the contents of this thesis. The chapters in this thesis can
be broadly divided into two parts. The first part which are chapters 2−4, deals with the discussion of a general method of analysis, which constitutes a more careful mathematical treatment
of analysing large systems in general. The second part which are chapters 5−7, relates the discussed method of analysis to the domain of WSNs, which contains more discussions of wireless
communication. The detailed description of what comes in each chapter is as follows:
Chapter 2: Preliminaries In the first part of the thesis, we focus our discussions on the theory
by using terms coming from the fields of probability theory and real analysis. As some of the
terms are not widely used in engineering disciplines and might carry a specific meaning different
from their popular interpretation, we present them in this chapter. A reader sufficiently familiar
with probability theory may skip this chapter and in general readers may skip this chapter at first
and then come back to it whenever they need exact definitions of terms.
Chapter 3: Mean field approximation and independence In this chapter, the mean field theory of Markov processes is presented in detail, along with an explanation of its application to a
network with a simple protocol. The main results are given in Corollary 3.2.1 and Theorem 3.3.1,
which constitute important parts of the mean field theory. The discussion on asymptotic independence is then given, with the result presented in Corollary 3.4.1. The final parts of the chapter
present the motivation for the discussion that comes in the following chapter. This chapter is
based on the ASMTA 2017 paper “The Mean Drift: Tailoring the Mean Field Theory of Markov
Processes for Real-World Applications” [104] with co-authors Jan Friso Groote and Jean-Paul
M.G. Linnartz.
Chapter 4: Moment closures In this chapter, the concept of moment closures is presented,
which is a technique to approximate the expected behaviour of stochastic processes. Two of
the proposed moment closures: the Poisson and binomial moment closures are presented and
compared to other methods over a range of examples, to show that in many situations they can be
accurate. The contents of this chapter have been published as a technical report titled “First-order
Moment Closure Approximations for Middle-Sized Systems with Non-linear Rates” [101].
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Chapter 5: A case study for lighting networks This chapter begins by a discussion of interference in wireless communication and then proceeds to show that a pattern of behaviour called
bistability in ALOHA networks can be also observed by using the equations which approximate
the behaviour of the ALOHA network. Then, a more detailed discussion of channel sensing,
location diversity and noise is presented. Through the example of a lighting network, we then
show how all these features of wireless communication can be considered together to derive
meaningful results regarding the performance of WSNs. This work is based on the IEEE SCVT
2015 paper “Continuous approximation of stochastic models for WSNs” [103] with co-authors
Jan Friso Groote and Jean-Paul M.G. Linnartz.
Chapter 6: A study of coexistence of ZigBee and Wi-Fi networks In this chapter, a common topic of research in wireless communication is chosen to be analysed. The coexistence
of ZigBee and Wi-Fi is a very common problem in many IoT applications. Here, we build a
continuous approximation of the ZigBee network and measure its performance with respect to
different external Wi-Fi communication patterns. In our results, we explain why using only the
clear channel rate and ignoring the pattern of Wi-Fi transmissions can be misleading in finding
correct strategies to improve the coexistence of these networks. Our methods which capture time
variations are suitable in studying the performance of non-stationary networks and systems. The
work in this chapter is based on the paper “Dynamic Performance Analysis of IEEE 802.15.4
Networks Under Intermittent Wi-Fi Interference” published in the proceedings of IEEE PIMRC
2018 conference [105], and is co-authored by C. Papatsimpa and Jean-Paul M.G. Linnartz.
Chapter 7: Ad hoc methods of scalability analysis In this chapter, a very different approach
is taken for analysing the scalability of WSNs. In this discussion, the main goal is to show that
often, starting with the analysis of a large network is not necessary and by careful investigation of
a few nodes and using more traditional methods, design issues which undermine the scalability
of the network can be detected. This chapter is based on the MARS 2017 paper “Modelling and
Verification of a Cluster-tree Formation Protocol Implementation for the IEEE 802.15.4 TSCH
MAC Operation Mode” [102] co-authored by Jan Friso Groote and C. Dandelski.
Chapter 8: Conclusion In this chapter, the conclusions of the research that led to this thesis
are reiterated. We discuss the research questions that shaped this thesis at each stage and then
mention parts of this research that may be extended or improved by further work. We pose
several new research questions towards the end.
Appendix A: Proofs All the proofs to the lemmas and theorems which have appeared in
Chapters 3 and 4, are presented in detail.
Appendix B: ODEs In this part, the ordinary differential equations (ODEs) which are used in
the analyses of Chapter 4 are presented.
Appendix C: Complete mCRL2 model of the cluster formation protocol In this part, the
mCRL2 model used in the analysis presented in Chapter 7 is presented.

Chapter

2

Preliminaries

For the purpose of keeping this thesis as self-contained as possible, in this chapter we give essential definitions and basic concepts which will be needed in the next chapter. A reader who is
familiar with the ideas of mean field approximation, and is familiar with the general theory of
Markov processes, may proceed to chapter 4.
In the definitions related to probability theory we rely mostly on [64]. The definitions of
independence, conditional expectations and the law of large numbers are from [15]. Several
properties of Poisson point processes and martingales are according to [74]. For the definitions
and theorems related to real analysis (including the Lebesgue integral) we refer mainly to [94],
except that the statement of the Grönwall’s inequality is based on [74].

2.1

Probability theory

In what follows, we will use the following notations in the text. Let T be a totally ordered set.
We use the notation {Xt : t ∈ T } to show a sequence of objects indexed by set T . The notation
R≥0 = [0, ∞) is used to refer to the set of non-negative real numbers. In the same manner, Q≥0 is
the set of non-negative rational numbers.
To make a clear distinction between superscripts and exponentiation, we write X N to denote
“X raised to the power N” and X (N) to denote “X annotated by N”.

2.1.1

Measures and probability

Let X be a set, and d : X × X → R be a function which for all x, y ∈ X satisfies the following
properties:
• d(x, y) ≥ 0, where d(x, y) = 0 if and only if x = y,
• d(x, y) = d(y, x) (symmetry),
• For all z ∈ X, d(x, y) ≤ d(x, z) + d(z, y) (triangle inequality),

12

Preliminaries

Then d is called a distance function or a metric, and the pair (X, d) is a metric space.
A σ-algebra ΣX on a set X is a set of subsets of X which contains the empty set ∅ and is
closed under the complement, countable union and countable intersection of subsets. The pair
(X, ΣX ) is called a measurable space.
Let X and Y be sets. Consider the function f : X → Y, f −1 : 2Y → 2X is a set mapping for
which for B ∈ 2Y ,
def
f −1 (B) = {x ∈ X | f (x) ∈ B}.
f −1 (B) is often called the source of B.
Definition 2.1.1 (Measurable Function). Let (X, ΣX ) and (Y, ΣY ) be measurable spaces, and let
f : X → Y be a function. For all B ∈ ΣY , and the set mapping f −1 , if
f −1 (B) ∈ ΣX ,
f is called a ΣX /ΣY -measurable function.
When the exact shape of the σ-algebras are not of concern or already clear in a context, one
may also refer to these functions as ΣX -measurable or just measurable.
Let (X, ΣX ) and (Y, ΣY ) be measurable spaces. Let f : X → Y be a function. Then the induced
σ-algebra of f , denoted by σ( f ) is the smallest σ-algebra A ⊆ ΣX which makes f measurable.
Let (X, ΣX ) be a measurable space. A measure on (X, ΣX ) is defined as a function µ : ΣX →
R≥0 which satisfies the following two properties:
• µ(∅) = 0,
• For all countable collections of pairwise disjoint sets {Ei }∞
i=1 in ΣX :
∞

∞
[  X

µ  Ek  =
µ(Ek ).
k=1

k=1

Based on the definition of measures, we define Lebesgue integrals, which are indispensable
tools in modern probability theory. Let (X, ΣX ) be a measurable space and let µ : ΣX → R≥0 be a
measure. Let A ∈ X, for x ∈ X the indicator function 1A : X → R≥0 is defined as
(
1
if x ∈ A
def
1A (x) =
0
if x < A.
For the boolean domain, we define 1 : B → R≥0 , which for b ∈ B,
(
1
if b true
def
1(b) =
0
if b false.
by

RGiven a measure µ on the measurable space (X, ΣX ), the Lebesgue integral of 1A is denoted
1 dµ which is
X A
Z
def
1A dµ = µ(A).
X

More generally, for natural number n let A1 , . . . , Am ∈ ΣX be sets, and let c1 , . . . , cm ∈ Rn≥0
P
be real vectors. A function S : X → Rn≥0 where S = k ck 1Ak is called a simple function. The
Lebesgue integral of S is
Z
X
def
S dµ =
ck µ(Ak ).
X

k
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For an arbitrary function f : X → Rn≥0 define
Z

f dµ = sup
def

(Z

)
S dµ : 0 ≤ S ≤ f pointwise, S simple
X

X

and
Z

f dµ = inf
def

(Z

X

The Lebesgue integral
which case

)
S dµ : S ≥ f pointwise, S simple .
X

R
X

f dµ exists ( f is Lebesgue integrable) if
Z

f dµ =

def

X

R
X

f dµ =

R
X

f dµ < ∞, in

Z
f dµ.
X

We now define the Lebesgue integral of signed functions. Let f : X → Rn . There exist functions
f1 , . . . , fn such that for x ∈ X,
f (x) = ( f1 (x), . . . , fn (x)).
For 1 ≤ i ≤ n define the sequence of functions fi+ and fi− which satisfy



 fi (x) if fi (x) > 0,
+
fi (x) = 

0
otherwise
and
fi− (x)




− fi (x) if fi (x) < 0,
=

0
otherwise.

Accordingly, define the functions f + : X → Rn≥0 and f − : X → Rn≥0 as
f + (x) = ( f1+ (x), . . . , fn+ (x)) and f − (x) = ( f1− (x), . . . , fn− (x)).
def

def

The Lebesgue integral of a signed function f is
Z
Z
Z
def
+
f dµ =
f dµ −
f − dµ,
X

X

X

which exists only if each of the integrals on the right hand side of this equation exist.
We have now introduced enough basic concepts to start discussing probability measures. For
the measurable space (X, ΣX ), a measure P : ΣX → R≥0 is called a probability measure if it
satisfies the property P(X) = 1.
Definition 2.1.2 (Probability Space). A triple (Ω, F , P) is called a probability space in which:
• Ω is a sample space, often containing all the possible outcomes of some experiment.
• F ⊆ 2Ω is a set of events, which forms a σ-algebra over the set Ω.
• P is a probability measure defined over the measurable space (Ω, F ).
In a probability space (Ω, F , P), each element E ∈ F is called an event. An event E occurs
almost surely if P(E) = 1.
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2.1.2

Random variables and processes

Definition 2.1.3 (Random Elements and Random Variables). Let (Ω, F , P) be a probability
space, and let (S , ΣS ) be a measurable space. A measurable function X : Ω → S , is called a
random element in S . When S = R, X is called a random variable.
If S = Rn for some n > 0, X is called a random vector. The concept of a random vector is
in a way a generalization of the concept of a random variable. In the discussion that follows we
often use the term random variable to refer to both.
A random element X from (Ω, F ) to (S , ΣS ) defines (induces) a new measure P ◦ X −1 on
(S , ΣS ), which for B ∈ ΣS satisfies
(P ◦ X −1 )B = P{ω ∈ Ω : X(ω) ∈ B}.
The function (P ◦ X −1 ) is again a probability measure on space (S , ΣS ), called the probability
distribution (or law) of X.
Here it is appropriate to briefly introduce the concept of constant random elements. Let
(S , ΣS ) be a measurable space and for some x ∈ S let δ x be a probability measure on S which for
A ∈ ΣS is defined as



1, if x ∈ A,
δ x (A) = 

0, if x < A.
Then the measure δ x is called the Dirac measure centred on x. Let X : Ω → S be a random
element. If for some x ∈ S , δ x is the probability distribution of X then X is called a constant (or
deterministic) random element.
Let X : Ω → S and Y : Ω → S be random elements. Then X and Y are equal in distribution
d
(denoted by X = Y) if and only if for all B ∈ ΣS ,
(P ◦ X −1 )B = (P ◦ Y −1 )B.
The expected value or expectation E[X] of a random variable X : Ω → Rn is defined as
Z
Z
E[X] =
X dP =
x d(P ◦ X −1 ),
Ω

Rn

if the Lebesgue integral exists.
Remark. The latter Lebesgue integral sums over the space Rn according to the measure defined
by the probability distribution of X. In the literature, the integral is almost always written as
Z
x (P ◦ X −1 )(dx).
Rn

In the rest of the text, we will follow this convention.
For a function f : Rn → Rm the expectation E[ f (X)] is defined as:
Z
E[ f (X)] =
x(P ◦ ( f ◦ X)−1 )(dx).
Rm

Remark. Let X : Ω → Rn be a random variable, and let A ⊆ Rn . We define the special operator
P as follows:
P{X ∈ A} = E[1A (X)].
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Let X : Ω → Rn be a random variable. The conditional expectation of X with respect to a
σ-algebra D ⊆ F , written as E[X | D], is a D-measurable function which satisfies the condition
Z
Z
E[X | D] dP =
X dP, for all D ∈ D.
D

D

The random variable E[X | D] which satisfies these equations is unique [15].
Consider a random element Y : Ω → S . Given the induced σ-algebra of Y, σ(Y) ⊆ F , the
conditional expectation of X given Y is a σ(Y)-measurable function E[X | Y] satisfying
E[X | Y] = E[X | σ(Y)].
Let (Ω, F , P) be a probability space. The distinct events E1 , . . . , En ∈ F are mutually independent if, and only if,


\  Y

P(Ei ).
P  Ei  =
i≤n

i≤n

For a sequence of σ-algebras Ci ⊆ F , where i ∈ {1, . . . , n}, the σ-algebras are mutually independent if all sequences A1 , . . . , An where Ai ∈ Ci are mutually independent.
For i ∈ {1, . . . , n} let Xi : Ω → S be random elements. The random elements Xi are mutually
independent if the sequence of σ-algebras σ(Xi ) are mutually independent.
We now possess all the tools to present the following important result regarding the summations of independent and identically distributed (i.i.d.) random variables.
Theorem 2.1.1 (The Weak Law of Large Numbers). For 1 ≤ i ≤ n let Xi be mutually independent, and identically distributed random variables (i.i.d.’s), with E[Xi ] = η. Let S n = X1 + . . . + Xn .
Then for any real constant ε > 0,
S

n
lim P
− η ≥ ε = 0.
n→∞
n
Next, we define stochastic processes.
Definition 2.1.4 (Stochastic Processes). Let (Ω, F , P) be a probability space. Let (S , ΣS ) be a
measurable space and let T be a totally ordered index set. Let S T = { f : T → S } be the class of
functions from T to S , and let U ⊆ S T , where (U, ΣU ) is a measurable space. A random element
X : Ω → U is called a stochastic or random process in S .
The elements of U are often called paths or sample paths. However, stochastic processes are
more commonly defined as follows.
For t ∈ T consider the set of all evaluation mappings (functionals) πt : S T → S where
πt ( f ) = f (t), and define X(t) = πt ◦ X. Clearly, for each t, X(t) : Ω → S . Based on [64]
(Lemma 1.4 and Lemma 2.1), since X is measurable and πt are functions, for each t, X(t) is also
measurable and is a random element in S .
Therefore we may also specify an S -valued stochastic process X by a sequence of random
elements {X(t) : t ∈ T }. We write X(t, ω) when we talk about the value of X(t) for a specific
outcome ω ∈ Ω. The index set T usually denotes time, and is either discrete (T = N) or
continuous (T = R≥0 ).
In practice it is important to switch between the two notions of a stochastic process and
employ both intuitions. For Markov processes, they are often specified using the notion of a
sequence of random variable, while, when discussing their behaviour they are viewed as functionvalued random elements.
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Markov processes

Let T be a totally ordered set, called the time domain. Consider the probability space (Ω, F , P).
For a stochastic process we formalize the idea of information known at time t ∈ T as follows.
Definition 2.1.5 (Filtration). Let {Ft } be a sequence of σ-algebras, where Ft ⊆ F . If the sequence is increasing i.e., for all s, t ∈ T , s ≤ t implies F s ⊆ Ft , then {Ft } is called a filtration.
Let S be a set and let {Ft } be a filtration. An S -valued stochastic process {X(t) : t ∈ T } is
{Ft }-adapted if and only if for each t ∈ T , Ft is the smallest σ-algebra for which X(t) is Ft /ΣS measurable i.e., Ft = σ(X(t)). For s ≤ t the relation F s ⊆ Ft implies that for all s ≤ t, X(s) is
also Ft /ΣS -measurable.
Definition 2.1.6 (Markov Processes). Let S be a set. An S -valued {Ft }-adapted stochastic process {X(t) : t ∈ T } is a Markov process if for s, t ≥ 0 and any function f : S → Rn ,
E[ f (X(t + s)) | Ft ] = E[ f (X(t + s)) | X(t)].
The above property is called the Markov property. If X(t) also has the property that for all
x ∈ S,
E[ f (X(t + s)) | X(t) = x] = E[ f (X(s)) | X(0) = x]
(2.1)
then X(t) is called a time-homogeneous Markov process.
In what follows we mention some ideas from the theory of Feller semigroups [64], which will
be used in our proofs. Let v ∈ S be an initial state, f : S → Rn be a function, and {Tt : t ∈ R≥0 }
be a sequence of unary linear operators. A time-homogeneous Markov process X(t) corresponds
to the sequence {Tt }t≥0 if for all t ≥ 0,
Tt f (v) = E[ f (X(t)) | X(0) = v].
Based on the Markov and time-homogeneity properties, for s, t ≥ 0 the operators {Tt }t≥0
satisfy
T s+t f (v) = Tt T s f (v).
As such, {Tt }t≥0 is called an operator semi-group. It follows that the initial state v and the
linear operators {Tt }t≥0 partially characterize the evolution of the stochastic process {X(t) : t ∈ T }
throughout time.
Let S be a set and let T = N. Let {X(t) : t ∈ T } be a time-homogeneous Markov process in
S , X(t) is also called a discrete-time Markov chain (DTMC). As a special case of {Tt }, consider
the map Pt : S × S → [0, 1], which for i, j ∈ S is defined as
Pt (i, j) = P{X(t) = j | X(0) = i}.
In which we have taken f (X(t)) = 1{ j} (X(t)). The time-homogeneity implies that for t ≥ 0
and every i, j ∈ S , the map Pt satisfies
Pt = (P1 )t ,
which is called the Chapman-Kolmogorov equation, and the map P = P1 is called the transition
map or the transition matrix of X(t).
Let time T = R≥0 be continuous. Let {X(t) : t ∈ T } be a time-homogeneous Markov process.
For the corresponding linear operator {Tt }t≥0 the infinitesimal generator A is a mapping which
maps a function f : S → R in its domain to g : S → R (hence g is unique) and satisfies
A f = g = lim+
t→0

Tt f − f
.
t

(2.2)

2.1. Probability theory
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For such a pair ( f, g) ∈ A the following equation always holds [73]:
Z t
Tt f − f =
T s g ds.

(2.3)

0

For a full discussion on the above equation, also see Dynkin’s formula [64].

2.1.4

Martingales and stopping times

Definition 2.1.7 (Martingales). Let {X(t) : t ∈ T } be an {Ft }-adapted stochastic process. Then
X(t) is a martingale if for s ≤ t,
E[X(t) | F s ] = X(s),
almost surely.
For T discrete, X(t) is a discrete-time martingale if for any t ∈ T it satisfies
E[|X(t)|] < ∞ , E[X(t + 1)|X(0), . . . , X(t)] = X(t)
Or equivalently,
E[X(t + 1) − X(t)|X(0), . . . , X(t)] = 0

(2.4)

In a similar manner, a submartingale is a process X(t) which for s > 0 satisfies
E[X(t + s) | Ft ] ≥ X(t).
with the implication that every martingale is also a submartingale.
Martingales are important due to the fact that despite their generality they satisfy a number of
interesting properties. In this text we use one such result called the norm inequality from Doob
[64], which we state in the following form.
Lemma 2.1.1 (Doob’s Inequality). Let {X(t) : t ∈ T } be a submartingale taking non-negative
values, either in discrete or continuous time. Assume that the process is right continuous with
left limits everywhere. Then, for any constant c > 0,
(
)
E[X(T )]
P sup X(t) ≥ c ≤
.
c
0≤t≤T
Based on Doob’s inequality, for integer α ≥ 1 the following inequality is derived in [38]
(Proposition 2.2.16):
# 
"
α α
E sup X(t)α ≤
E[X(T )α ].
(2.5)
α−1
0≤t≤T
Definition 2.1.8 (Stopping Times). Let {X(t) : t ∈ T } be a {Ft }-adapted process. A random
variable τ : Ω → T is an {Ft }-stopping time if for all t ∈ T , the event {τ ≤ t} is an element of Ft .
In simple terms, the condition means that for a stopping time τ it must be always possible to
determine whether it has occurred by a time t ∈ T or not, only by referring to the events in Ft .
X(τ) is the state of process X(t) at the random time τ.
Let X(t) be an S -valued stochastic process and let A ⊆ S . An example of a stopping times is
• τA = min{t ∈ T : X(t) ∈ A} is called the hitting time of A: the first time in which the event
A occurs.
While the following is not a stopping time:
• τA = max{t ∈ T : X(t) ∈ A}: the last time in which the event A occurs.
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2.1.5

Poisson point processes

Before introducing Poisson processes, we draw a link between Bernoulli trials and the so-called
Poisson distributions, using the following approximation theorem.
Theorem 2.1.2 (Poisson Limit Theorem). Let n ∈ N, and for 1 ≤ i ≤ n let Zi be a sequence of
i.i.d. random variables, where each Zi takes value 1 with probability p and 0 with probability
1 − p.
If
n → ∞, p → 0, while np → λ where 0 ≤ λ  ∞,
then


 n




λk

X
→ e−λ .
Zi = k
P




k!
i=1

We now define counting processes. Consider a set of points (representing events or arrivals)
randomly located on the real line R≥0 , which represents time. We define the process that counts
the number of such points in the interval [0, t], t ∈ R≥0 . In the following assume T = R≥0 .
Definition 2.1.9 (Counting Processes). A N-valued stochastic process {N(t) : t ∈ T } is a counting
process if:
1. P{N(0) = 0} = 1
2. For 0 ≤ s ≤ t, N(t) − N(s) is the number of points in the interval (s, t].
Any counting process is non-negative, non-decreasing and right-continuous.
Definition 2.1.10 (Independent Increments). Let {N(t) : t ∈ T } be a counting process, and let
t0 , t1 , . . . , tn ∈ T be increasing times in which t0 = 0. We say N(t) has independent increments if
and only if for all i ∈ {1, . . . , n} the random variables
N(ti ) − N(ti−1 )
are mutually independent. In addition, N(t) is stationary if for equally distanced t0 , . . . , tn the
increments N(ti ) − N(ti−1 ) are equal in distribution.
Definition 2.1.11 (Time-homogeneous Poisson Processes). Let λ > 0. A stationary counting
process {N(t) : t ∈ T } is called a time-homogeneous Poisson process, or simply a Poisson
process with rate or intensity λ if it satisfies the following additional properties:
• N(t) has independent increments.
• Almost surely, in an infinitesimal time interval dt at most one point occurs with probability
λdt.
For a Poisson process, the number of observations over the interval (s, t] is discrete and is
distributed according to a Poisson distribution
(λ(t − s))k −λ(t−s)
e
.
k!
Intuitively speaking, since a step in continuous time satisfies dt → 0, and in intervals of size
dt almost surely only 0 or 1 points may occur, one can think of the process in any interval (s, t]
as an infinite sequence of Bernoulli trials and then apply the Poisson limit theorem to derive the
above probability.
P{N(t) − N(s) = k} =

2.2. Continuity and convergence
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The Poisson process {Y(t) : t ∈ T } with λ = 1 is called the unit Poisson process. Let N(t) be
a Poisson process with Λ(t) = E[N(t)] and Λ(0) = 0. The following relation holds between N(t)
and the unit Poisson process
N(t) = Y(Λ(t)).
(2.6)
For a unit Poisson process we have E[Y(t)] = t. A compensated unit Poisson process Ỹ(t) is
defined as
Ỹ(t) = Y(t) − t,
For which for all t ∈ T ,
E[Ỹ(t)] = 0.
Based on (2.4) and due to the independent increment property, Ỹ(t) is a martingale, since for any
s < t with s, t ∈ T ,
h
i
E Ỹ(t) − Ỹ(s) | F s = E[Y(t) − Y(s) | F s ] − (t − s)
= E[Y(t − s) | F s ] − (t − s) = 0.

2.2

Continuity and convergence

In this section we quickly review a number of useful results in the field of real analysis, as the
proofs we give later heavily rely on them.
Definition 2.2.1 (Right Continuous Functions with Left Limits). Let f : R → Rn be a function.
Then f is a right continuous function with left limits (càdlàg1 ) if and only if for every x ∈ R,
• f (x−) = lima→x− f (a) exists, and
def

• f (x+) = lima→x+ f (a) exists and f (x+) = f (x).
def

Definition 2.2.2 (Lipschitz Continuity). A function f : Rn → Rn is (globally) Lipschitz continuous on Rn if, and only if,
∃L ∈ R.∀x1 , x2 ∈ Rn . | f (x2 ) − f (x1 )| ≤ L |x2 − x1 |.
For a Lipschitz continuous function f , we call the constant L found above the Lipschitz
constant. If a function f has bounded first derivatives everywhere on Rn , it is guaranteed to be
Lipschitz continuous.
Theorem 2.2.1 (Picard-Lindelöf Theorem). Let f be a Lipschitz continuous function in Rn , and
consider the following ordinary differential equation:
d
x(t) = f (x(t)) , x(t0 ) = x0 ,
dt
then for some  > 0, there exists a unique solution x(t) to the initial value problem on the interval
[t0 − , t0 + ].
Lemma 2.2.1 (Grönwall’s Inequality). Let f be a function that is bounded and integrable on the
interval [0, T ], if
Z T
f (T ) ≤ C + D
f (t)dt
0

then
f (T ) ≤ CeDT .
1 continue

à droite, limite à gauche
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Definition 2.2.3 (Uniform Convergence). Let { fn } be a sequence of functions on set S . We say
the sequence converges uniformly to function f if,
lim sup| fn (x) − f (x)| = 0,

n→∞

x

that is, the speed of convergence of fn (x) to f (x) does not depend on x.
If the sequence of functions { fn } are continuous and converge uniformly to f , then the limiting
function f is continuous as well.
Theorem 2.2.2 (Lebesgue Dominated Convergence Theorem). Let { fn } be a sequence of measurable functions on set S , which converge to measurable function f . Let g be an integrable
function such that for all n and for all x ∈ S : | fn (x)| ≤ |g(x)|. Then f is integrable and
Z
lim | fn − f | = 0.
n→∞

S

Finally, we give several notions of convergence for random variable, and quickly overview
their relations.
Definition 2.2.4 (Convergence in L p , in Probability and in Distribution). Let {Xn } be a sequence
of random variables, and X be a random variable. Then for p ∈ N>0 , {Xn } converges to X in L p
or p-th moment if,


lim E |Xn − X| p = 0,
n→∞

we say {Xn } converges in probability to X if for any  > 0,
lim P {|Xn − X|} = 0,

n→∞

and we say {Xn } converges in distribution to X if for all x ⊂ Rm ,
lim (P ◦ Xn )−1 x = (P ◦ X)−1 x.

n→∞

Convergence in L2 is also called convergence in mean-square. If possible, proving convergence in mean-square is very useful, since it implies convergence in probability, which in turn
implies convergence in distribution. In this sense convergence in distribution is also often referred to as weak convergence.

Chapter

3

Mean Field Approximation and Independence

In this chapter we mathematically set up the theory which allows us to move from a discrete-time
Markov model for individuals to population processes, and from there to a system of ordinary
differential equations called the mean field approximation. We provide an approximation theorem, and discuss the conditions under which the approximation theorems apply. Subsequently
we show an important result, namely the propagation of chaos and the asymptotic independence
of individuals in the population process. This latter result inspires us in the next chapters to
explore ways to approximate population processes with an arbitrary size, and with more general
behavioural properties.

3.1

Introduction

Population processes are stochastic models of systems which consist of a number of similar
agents (particles)[73]. When the impact of each agent on the behaviour of the population is
similar to other agents, it is said that the population process is a mean field interaction model
[11]. It is possible to apply a symmetric reduction on the state space of these types of processes
and gain some efficiency in their analysis. Mean field approximation refers to the continuous,
deterministic approximations of the behaviour of such processes in their first moment, when the
number of agents grows very large.
We identify the current challenge as the problem of analysing middle-sized systems: systems
which are so large that they suffer from state space explosion, but not large enough such that they
can be accurately analysed by common approximation methods. In this chapter we present the
mean field approximation in a way that facilitates the evaluation of these middle-sized systems.
We also present another major result of this theorem, namely the propagation of chaos, which
provides the basis for the discussion in the following chapter.
This chapter is organized as follows. Section 3.2 describes the family of mean field interaction models, and the derivation of their deterministic approximations. We then state Theorem 3.2.1 and Corollary 3.2.1, which provide the basis for stating the main results. Finally, in
Section 3.4 we present the idea of propagation of chaos, and how it inspires the research in the
following chapters.
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3.2

Mean field approximation

In this section, we present the stochastic model of a system and its mean field approximations.
For the most part, our notation agrees with [11]. A list of objects appearing in the mathematical
discussions that follow are given in Table 3.1.

3.2.1

Agent processes and the clock independence assumption

Let the set T = N be discrete and let parameter N ∈ N≥1 be the system size. The elements
of
T are calledo time-slots. Let S = {1, . . . , I} be a finite set of states. For i ∈ {1, . . . , N}, let
n (N)
Xi (t) : t ∈ T be S-valued discrete-time time-homogeneous Markov chains (DTMCs). Each
stochastic process Xi(N) (t) describes the behaviour of agent i in the system with N agents.
Take each process Xi(N) (t) to be described by a transition map Ki : SN × S → [0, 1]. In each
time-slot (indexed by members of T ), the process chooses the next state s ∈ S with probability
Ki (~v, s), where the vector of states ~v ∈ SN is the state of the entire system (including agent i’s
current state).
There are generally two ways in which we can relate the time-slots across the processes in
such a system:
1. The time-slots are fully synchronized and the N processes simultaneously update their
states.
2. Processes have independent time-slots, which occur at the same rate over sufficiently long
intervals of time.
The two approaches may lead to systems with different behaviours (see the remark below).
For a discussion on the approximation of systems with simultaneous update (or synchronous
DTMCs) refer to [23, 77]. Our discussion is about systems with independent time-slots, since
this assumption allows us to embed the discrete-time description of agents’ behaviours in a
continuous-time setting.
Formally, the type 2 behaviour can be stated as follows. For two processes i and i0 where i ,
0
i , if process i does a transition in an instant of time then process i0 almost never does a transition
simultaneously. Here we say that these systems satisfy the clock independence assumption.
Technically, we enforce the clock independence assumption through scaling the duration of
time-slots and modifying agent transition probabilities as follows. Let D ∈ N≥1 be the time
resolution, and let  ∈ Q≥0 be a positive rational number (a probability) defined as  = D1 . Let
TG ⊆ Q≥0 be the countable set
TG = {0, , 2, . . .} .
We call the set TG the system or global time, as opposed to the agent or local time T . Next, let
the probability of an agent doing
a transitionoin a time-slot be . In this new setting, for 1 ≤ i ≤ N
n
define stochastic processes X̂i(N) (t) : t ∈ TG , each with transition maps K̂i : SN × S → [0, 1],
such that for all ~v ∈ SN and s ∈ S,



if s , ~vi ,
 Ki (~v, s)
K̂i (~v, s) = 

(1 − ) +  Ki (~v, s) if s = ~vi .
In the new setting, let E be the event that agent i does a transition in a time-slot, and E 0
be the event that agent i0 , i does a transition exactly in the same time-slot in TG . Then by
independence of agent transition maps
P{E 0 |E} = P{E 0 } = .

3.2. Mean field approximation

Table 3.1: Table of objects and their short description.
T =N
TG ⊆ Q≥0
D ∈ N≥1
 = D1
N ∈ N≥1
S = {1, . . . , I}
n (N)
o
Xi (t) : t ∈ T
K
n i (N)
o
X̂i (t) : t ∈ TG
K̂
ni
o
Y (N) (t) : t ∈ TG
K (N)
∆
n
o
M (N) (t) : t ∈ TG
K̂ (N)
P(N)
1
P(N)
s,s0
Q(N)
n s,s0
o
M̄ (N) (t) : t ∈ R≥0
n
o
W (N) (t) : t ∈ TG
F̂ (N)
F (N)
Φ ⊆ {g : R≥0 → ∆}
F∗
ρN
εN
F̃ (N)
s,s0
F̃ (N)

Points corresponding to local time-slots
Points on the real line corresponding to global time-slots
Time resolution = number of global time-slots in a unit interval
Length of a global time-slot
System size = number of agents
State space of agents, with I ∈ N states
Process corresponding to agent i, with i ∈ {1, . . . , N}
Transition map of Xi(N) (t)
Modified process corresponding to agent i
Transition map of X̂i(N) (t)
Process for the system of N agents, on SN
Transition map of Y (N) (t)
Set of occupancy measures
Normalised population process on ∆(N) ⊂ ∆
Transition map of M (N) (t)
n
o

Transition map of the agent model X̂1(N) , M (N) (t) : t ∈ TG
Agent transition map, with s, s0 ∈ S
Infinitesimal agent transition map, with s, s0 ∈ S
Normalised population process with continuous paths
Object (agent) state-change frequency in interval [0, t]
Expected instantaneous change in system state
Drift of the normalized population process
Set of deterministic approximations
n
o
The limit of the sequence of drifts F (N)
The probability measure induced by Y (N) (t)
The empirical measure derived from Y (N) (t)
The Poisson mean of intensity from s to s0 with s, s0 ∈ S
The mean drift of the normalised population process
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Observe that the clock independence assumption is satisfied as D → ∞ (i.e.,  → 0),
lim P{E 0 |E} = 0.

D→∞

Remark. A condition under which systems with simultaneous updates and the clock independence assumption show divergent behaviours is when agent processes are not aperiodic. In such
cases the system satisfying the clock independence assumption becomes aperiodic, while the
system with simultaneous updates is not aperiodic.
n
o


Let Y (N) (t) : t ∈ TG be a stochastic process with states Y (N) (t) = X̂1(N) (t), . . . , X̂N(N) (t) . The
process Y (N) (t) represents the behaviour of the entire system, and is a time-homogeneous discretetime Markov process with transition map K (N) : SN × SN → [0, 1] in which for ~v, ~v 0 ∈ SN :
K (N) (~v, ~v 0 ) =

N
Y

K̂i (~v, ~v 0i ) .

i=1

3.2.2

Mean field interaction models

In this part we define mean field interaction models [11], which comprise the class of processes
Y (N) (t) for which we find the mean field approximations.
Let π : {1, . . . , N} → {1, . . . , N} be a bijection. The function π is called a permutation over
the set {1, . . . , N}. Additionally, for a vector ~v = (s1 , . . . , sN ) define π(~v) as

π(~v) = sπ(1) , . . . , sπ(N) .
Definition 3.2.1 (Mean Field Interaction Models [11]). Let Y (N) (t) be the process defined earlier,
and let π be any permutation over the set {1, . . . , N}. If for all ~v, ~v 0 ∈ SN ,
K (N) (~v, ~v 0 ) = K (N) (π(~v), π(~v 0 ))
holds, Y (N) (t) is called a mean field interaction model with N objects.
It follows from the above definition that entries in K (N) may depend on the number of agents
P

~ s = 1 ∧ ∀s.~
~ ∈ RI : s∈S m
ms ≥ 0
in each state, but not on the state of a certain agent. Let ∆ = m
be a set of vectors, which we call the space of occupancy measures. For a system of size N, take
P

~ s = 1∧∀s.(~
~ s ∈ N) . The set ∆(N) ⊂ ∆ is
~ ∈ RI : s∈S m
m s ≥ 0∧ N m
the countable subset ∆(N) = m
~ ∈ ∆(N) and i ∈ S the
an alternative representation of the state space of the system, in which for m
~ i expresses the proportion of agents that
value m
n are in state i. For
o a mean field interaction model
we define the normalized population process M (N) (t) : t ∈ TG on ∆(N) such that for s ∈ S,
M s(N) (t) =


1 X  (N)
1 X̂n (t) = s ,
N 1≤n≤N

(3.1)

where 1 is an indicator function1,2 . Using the fact that Y (N) (t) is a mean field interaction model,
it is possible to move back and forth between processes Y (N) (t) and M (N) (t). In the following
discussion we illustrate this fact. A reader interested only in the result of this discussion may
skip this part and proceed to the definition of the agent transition map Q(N) .
1 Indicator

functions are defined in Chapter 2.
any system of size N, we should be careful about the occupancy measures that refer to invalid/meaningless
states, since the set ∆ is uncountable.
2 For

3.2. Mean field approximation
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~,m
~ 0 ∈ ∆(N) be occupancy measures. Let ~v ∈ SN be a vector defined as
Let m
~
Nm

~
Nm

z }|1 {
z }|I {
~v = (1, . . . , 1, . . . , I, . . . , I) ,
`

z }| {
where the notation s, . . . , s shows a sequence of length ` in which all the elements have value
~ 1 elements with value 1, N m
~ 2 elements with value 2, and so
s. Thus the vector ~v consists of N m
forth. Consider the set V 0 where
~0
Nm

~0
Nm

z }|1 {
z }|I { o
n
V 0 = ~v 0 ∈ SN | ∃ π.(~v 0 = π(1, . . . , 1, . . . , I, . . . , I)) .
~ 0 after
The set V 0 is the set of all possible configurations of the process Y (N) (t) which translate to m
(N)
(N)
(N)
(N)
normalization. For process M (t) we define the new transition map K̂ : ∆ × ∆ → [0, 1],
X
~ 0) =
K (N) (~v, ~v 0 )
K̂ (N) (~
m, m
~v 0 ∈V 0

n
o
Similarly, we define the process (X̂1(N) (t), M (N) (t)) : t ∈ TG which models the behaviour of an
~,m
~0 ∈
agent in the context of a mean field interaction model, and call it the agent model. Let m
(N)
0
∆ be occupancy measures and s, s ∈ S be states, define the vector
~ −1
Nm

~
Nm
~
Nm
s
z }|
{
z }|1 {
z }|I {
~v = (s, 1, . . . , 1, . . . , s , . . . , s , . . . , I, . . . , I).

Consider the set V 0 of all vectors in which the first agent moves to state s0
~0
Nm

~0
Nm

z }|1 {
z }|I { o
n
0
0
N
0
0
0
V = ~v ∈ S | (~v 1 = s ) ∧ ∃ π.(~v = π(1, . . . , 1, . . . , I, . . . , I)) .
The transition map of the agent model is the function P(N)
: S × ∆(N) × S × ∆(N) → [0, 1]
1
defined as follows:
P


~ 0s0 ≥ 1 and N m
~ s ≥ 1,
 ~v 0 ∈V 0 K (N) (~v, ~v 0 ) if N m
(N)
0
0
~,s ,m
~ )=
P1 (s, m

0
otherwise.
0
Based on P(N)
1 , for s, s ∈ S we also define the probability
X
~ , s0 , m
~ 0 ),
P(N)
m) =
P1(N) (s, m
s,s0 (~
~ 0 ∈∆
m

~ ∈ ∆(N) .
that an agent moves from state s to state s0 , in the context m
0
0
For each s, s ∈ S where s , s , the expected proportion of the agents that are in state s at
time t and move to state s0 over a unit time interval [t, t + 1] is
!
D
X
D−i
D  (N) i 
i
P s,s0 (~
m) 1 − P(N)
m)
= D P(N)
m).
s,s0 (~
s,s0 (~
i
i=0
By taking the clock independence assumption into account, for s , s0 define the functions Q(N)
s,s0 :
(N)
(N)
~ ∈ ∆ satisfy
∆ → R≥0 which for m
Q(N)
m) = lim D P(N)
m).
s,s0 (~
s,s0 (~
D→∞
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Note that due to the construction of the probabilities P(N)
m), for s , s0 the limit always exists
s,s0 (~
(N)
(i.e., it is in the interval [0, 1]). The mapping Q is called the infinitesimal agent transition map,
which can be interpreted as a transition rate matrix, meaning that for an agent in state s the time
until it moves to state s0 converges to an exponentially distributed random variable with mean:
1
.
Q(N)
s,s0

The time instants in the set TG are discrete. However,
as we see
n
o later in the approximation
it is necessary to observe the population process M (N) (t) : t ∈ TG at continuous times t ∈ R≥0 .
n
o
Based on M (N) (t) we define a new stochastic process M̄ (N) (t) : t ∈ R≥0 with new sample paths
which are right-continuous functions with left limits (càdlàgs). For t ∈ R≥0 the process M̄ (N) (t)
satisfies
M̄ (N) (t) = M (N) ( bDtc) .
To illustrate how one derives the mean field approximation of a system, we use a running
example in this and the following sections. In the example of this section we start from an
informal specification of an agent behaviour, and derive the transition map of the corresponding
normalized population process.
Example 3.2.1. Consider a network of N nodes (agents) operating on a single shared channel.
The network is saturated, meaning that all the nodes always have messages to transmit. A node
can be in one of the states S = {1, 2, 3}. In state 1 a node is waiting, and with probability
p1 it decides to transmit a message, in which case it moves to state 2. In state 2, the node
engages in communication. All communications start with the transmission of a message, and
a successful communication is then marked by the receipt of an acknowledgement, whereas a
failed communication ends in a time out. Both cases occur in the space of a single time-slot.
If the communication succeeds, the node moves back to state 1 and waits to transmit the next
message, and if it fails, the node moves to state 3 in which it tries retransmitting the message. A
node in state 3 retransmits the message with probability p2 .
The probability of a successful communication is inverse-exponentially related to the number
of transmitting nodes, which is the number of nodes in state 2. To be more precise, if n2 ∈ N
nodes are using the channel, then the success probability is
p s (n2 ) = α−n2 ,

(3.2)

Where the parameter α is an abstraction for the physical properties of the medium and the topology of the network. A diagram representing the behaviour of each node is given in Figure 3.1.
1 − p1

1 − p s (n2 )

1 − p2

p1
1

3

2
p s (n2 ))

p2

Figure 3.1: The behaviour of a node in Example 3.2.1. The number of transmitting nodes is n2 .
PN
Let ~v ∈ SN be the state of the network, with n2 nodes in state 2. Then n2 = k=1
1{2} (~vk ).
Let s ∈ S be the next state of a node i (1 ≤ i ≤ N), based on the description above the transition
matrix for this node is


1 − p1 p1

0


Ki (~v, s) =  p s (n2 ) 0 1 − p s (n2 )


0
p2
1 − p2
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where the row is determined by the element vi (current state) and the column by s.
We use the clock independence assumption to compose the population process. To extend
this assumption to the description of our radio network, we implicitly assume that the duration of
message transmission is exponentially distributed, i.e., since the transitions are memoryless, the
sojourn time of individuals in states is exponentially distributed. The modified transition matrix
for node i is



1 −  p1  p1
0


Ki (~v, s) =  p s (n2 ) 1 −   (1 − p s (n2 ))


0
 p2
1 −  p2
In which the probability of success and failure have been scaled by a factor . The composed
system is a mean field interaction model. This is due to the definition of value n2 , which does not
depend on states of specific nodes, but rather on the aggregate number of nodes in state 2.
P

~ ∈ R3 : i m
~i =
Consider the normalized population model with occupancy measures ∆ = m
~ ∈ ∆(N) ; then using (3.1) when the system
1 ∧ ∀i.~
mi ≥ 0 and the corresponding subset ∆(N) . Let m
~ the total number of communicating agents is Nm2 . For an agent in state s the rate of
is in state m
moving to an state s0 , s is given by:
 (N)


m) = p1 ,
Q(N)
m) = p s (n2 ) ,
Q1,2 (~
2,1 (~
(3.3)

(N)
(N)

Q (~
m) = p2 .
2,3 m) = 1 − p s (n2 ) , Q3,2 (~
The map Q(N) derived here defines the stochastic behaviour of an agent in the population
process. In the sections that follow, we use this map to derive the mean field approximation of
the population process.

3.2.3

Drift and the time evolution of the process M̄ (N) (t)

In this section we define the drift as a way to characterize the behaviour of the normalized population process M̄ (N) (t) in its first moment.
(N)
0
Define W s,s
0 (t) as the random number of objects which do a transition from state s to state s
in the system at time t ∈ TG , i.e.,
(N)
W s,s
0 (t + ) =

N
X
n
o
1 X̂k(N) (t) = s, X̂k(N) (t + ) = s0 .

(3.4)

k=1

The instantaneous changes of the system M (N) (t) can be tracked by the following random process:
M (N) (t + ) − M (N) (t) =

X

(N)
W s,s
0 (t + )

s,s0 ∈S,s,s0

N

(~e s0 − ~e s )

where ~e s is a unit vector of dimension I with value 1 in position s. Then the expected value of
the instantaneous change is the function F̂ (N) : ∆(N) → RI where
h
i X
~ =
~ s P(N)
F̂ (N) (~
m) = E M (N) (t + ) − M (N) (t) | M (N) (t) = m
m
m)(~e s0 − ~e s ).
s,s0 (~
s,s0 ∈S

The drift is the function F (N) : ∆(N) → RI defined as
X
~ s Q(N)
F (N) (~
m) = lim DF̂ (N) (~
m) =
m
m)(~e s0 − ~e s ).
s,s0 (~
D→∞

s,s0 ∈S,s,s0
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In the above formula, we may use F (N)
m) to represent the summand
s,s0 (~
~ s Q(N)
m
m),
s,s0 (~
which we call the intensity of transitions from s to s0 .
Below, we present properties that the drifts may or may not satisfy, and are of interest in our
discussion.
Smoothness: For all N ≥ 1, there exist Lipschitz continuous functions F̄ (N) : ∆ → RI which for
~ ∈ ∆(N) satisfy: F̄ (N) (~
all m
m) = F (N) (~
m).
Boundedness: For all N ≥ 1, F (N) are bounded on ∆(N) .
Limit existence: Assuming smoothness, the sequence of drifts {F (N) } converges uniformly to a
bounded function F ∗ : ∆ → RI .
In the literature, the single term density dependence is often used to refer to boundedness
and limit existence [72].
Remark. The smoothness assumption appears in more or less the same shape throughout the
literature. However our version is slightly more restrictive, since it allows us to skip some discussions regarding topological spaces. Moreover, in the contexts where it is clear that smoothness
holds, we overload the name F (N) to refer to the function F̄ (N) instead.
Essentially, the drift extends the vector representing the expected instantaneous changes into
the unit time interval. Using drift, one can express how the expected value E[ M̄ (N) (t)] will evolve
over time, a fact which we formally express through the following proposition.
Proposition 3.2.1. For the process M̄ (N) (t), and its bounded drift F (N) the following equation
holds
Z t h
h
i
i
E M̄ (N) (t) | M̄ (N) (0) − M̄ (N) (0) =
E F (N) ( M̄ (N) (s)) | M̄ N (0) ds.
0

Proof. A sketch of the proof is as follows (the complete proof is in Appendix A). For the identity
function f : ∆ → ∆ the pair ( f, F (N) ) belongs to the set A of infinitesimal generators of M̄ (N) (t).
This then implies that the pair satisfies Dynkin’s formula, as given in the equation above.

In its differential form, the equation above suggests that the expected trajectory of the process
M̄ (N) (t) is a solution of the following system of ordinary differential equations
h
i
d h (N) i
E M̄ (t) = E F (N) ( M̄ (N) (t))
(3.5)
dt
h
i
with the initial value M̄ (N) (0). In practice the term E F (N) ( M̄ (N) (t)) is difficult to describe. Indeed, one of the reasons why we are interested in the mean field approximation is to avoid the
exact calculation of the distribution of the random process M̄ (N) (t). In Sectionh3.4 we ipropose a
way to approximate the right hand side of (3.5) by expressing it in terms of E M̄ (N) (t) , without
explicitly giving the error bounds.
In the following example, we continue towards a mean field approximation for the system
defined in example 3.2.1.
Example 3.2.2. We use the maps Q(N)
s,s0 given by (3.3) to derive the drift of the system described
in Example 3.2.1. A simple substitution gives the following drift


 −m1 p1 + m2 p s (Nm2 ) 


F (N) (~
m) =  −m2 + m1 p1 + m3 p2 
(3.6)


−m3 p2 + m2 (1 − p s (Nm2 ))
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~,m
~ 0 ∈ ∆:
It can be shown that the inequality below is always satisfied for m
~0 −m
~ ,
F (N) (~
m0 ) − F (N) (~
m) ≤ m
which proves that F (N) are√Lipschitz continuous on ∆. In the same manner, it can be shown that
~ ∈ ∆, |F (N) (~
for all m
m)| ≤ 3.
Therefore it is safe to assume that F (N) satisfies both smoothness and boundedness. Addi~ ∈ ∆ we have
tionally, for any p1 , p2 > 0 and m




−p1 m1


F ∗ (~
m) = lim F (N) (~
m) = −m2 + p1 m1 + p2 m3 
(3.7)


N→∞
−p2 m3 + m2
which shows that limit existence is also satisfied.

3.2.4

Approximations of mean field interaction models

In Section 3.2.2 we saw how a population process which satisfies the clock independence assumption can be derived. In Section 3.2.3 we derived the drift from the population process, and
introduced some conditions (smoothness, boundedness and limit existence) which can hold for
the drift. In this section, we explain how the drift satisfying all these conditions can be used to
derive a deterministic approximation for the behaviour of the population process.
Definition 3.2.2 (Deterministic Approximations). For N ≥ 1, let F (N) be a drift for which
smoothness holds. Let {g : R≥0 → ∆} be the class of functions from R≥0 (continuous time)
to ∆. Then Φ ⊂ {g : R≥0 → ∆} is the set of deterministic approximations for which every φ ∈ Φ
at time t ∈ R≥0 satisfies the following system of ordinary differential equations (ODEs):
d
φ(t) = F (N) (φ(t)).
dt
Consider φ(0) = φ0 to be the initial condition. According to smoothness and based on
the Picard-Lindelöf theorem (Theorem 2.2.1) since F (N) is Lipschitz continuous, there exists a
unique solution to the above system of ODEs. Therefore in the set Φ there is a unique element φ(N) (t) which satisfies φ(N) (0) = φ0 , called the deterministic approximation for which the
following theorem holds.
n
o
Theorem 3.2.1 (Mean Field Approximation, cf. [11], Theorem 1). For N ≥ 1, let M̄ (N) (t) be
n
o
a sequence of normalised population processes. Let F (N) be the corresponding drifts which
n
o
satisfy smoothness and boundedness. Let φ(N) (t) be the corresponding sequence of deterministic approximations. Then there exist real constants c1 , c2 > 0 for which for any time horizon
T ∈ R≥0 ,


sup M̄ (N) (t) − φ(N) (t) ≤ exp(c1 T ) M̄ (N) (0) − φ0 + M(N) (T )
0≤t≤T
(N)

in which M

and:

(T ) is a stochastic process satisfying the following conditions
h
i
E M(N) (T ) = 0
h
i c2 T
.
E M(N) (T )2 ≤
N
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Proof. This is the sketch of the proof in Appendix A, which itself is an excerpt from a proof
in [73]. Using a number of earlier results, it can be shown that the time evolution of the population
process can be captured by a summation of unit Poisson processes, dependent on the drift. This
is called the Poisson representation of the population process.
Next, these unit Poisson processes are decomposed into a summation of their expectation
and compensated unit Poisson processes. Compensated Poisson processes are martingales with
expectation 0. In this case, using Doob’s inequality and boundedness, the maximum
of the noise
 
generated by these processes is shown to be bounded by a term of the order O NT . Then by using
smoothness and applying Grönwall’s inequality, the first inequality is derived.

Assuming that limit existence holds, define the limit system of ODEs as: φ0 (t) = F ∗ (φ(t))
with initial condition φ0 . The following result is a direct consequence of Theorem 3.2.1.
Corollary 3.2.1. Consider the assumptions of Theorem 3.2.1, and assume limit existence holds.
Let φ∗ (t) be the solution to the corresponding limit system of ODEs. Moreover, assume that
2
limN→∞ M̄ (N) (0) − φ0 = 0. Then for any finite time horizon T < ∞,
"
lim E sup M̄

N→∞

(N)

(t) − φ (t)
∗

2

#
= 0.

0≤t≤T

Proof. Based on Theorem 3.2.1, it can be shown that for T < ∞ and at time t ≤ T as N → ∞ the
error in the approximation of M̄ (N) (t) by φ(t) almost surely tends to 0.

Remark. Based on Theorem 3.2.1 proving convergence in mean is straightforward, meaning
that for all T ,
#
"
lim E sup M̄ (N) (t) − φ∗ (t) = 0.
N→∞

0≤t≤T

In the following example, we derive the limit system of ODEs for the system discussed in
Example 3.2.2 and describe its solutions.
Example 3.2.3. Consider the drift given in (3.7). The limit system of ODEs for the system
described in Example 3.2.1 is
d
d
d ∗
φ1 (t) = −p1 φ∗1 (t) , φ∗2 (t) = −φ∗2 (t) + p1 φ∗1 (t) + p2 φ∗3 (t) , φ∗3 (t) = p2 φ∗3 (t).
dt
dt
dt
∗
Obviously the solution to the above
 equations
 heavily depends on the initial values φ (0), but the
p2
1
system has a global attractor at 0, 1+p2 , 1+p2 .

3.3

Intermezzo: density dependent population processes

In the literature, population processes are often specified without referring to the behaviour of
individuals and thus the specification finds a more brief form. In this part we deviate from the
common notations adopted in this chapter and introduce the population processes in this way,
and reproduce a well-known result for a class of such processes, which in essence states the
same result as in Corollary 3.2.1.
The alternative is as follows. Let N ∈ N be the total number of individuals (components),
and let S = {s1 , . . . , sI } be a finite set of species (component types) in a population. Define the
population process as the continuous-time Markov process {X (N) (t) : t ∈ R≥0 } on space ∆(N) (with
∆(N) ⊂ ∆ for all N ∈ N), and let X0(N) ∈ ∆(N) be its initial state.
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The behaviour of the population process is given by a set of K ∈ N transitions J = { j1 , . . . , jK }.
For each transition j ∈ J, we define ~v j ∈ ZI as the change vector of transition j, and φ j : ∆ → R≥0
as the transition rate. These specify the impact of the transition j on the population of the species
and the speed of the transition respectively. In notations for mass-action kinetics in chemical
reaction networks, transitions denote reactions, while entries of the change vector denote stoichiometric coefficients.
The result in Corollary 3.2.1 extends to this definition of population processes, with quite
similar assumptions. For each j ∈ J, define function β j : ∆ → R, which for δ ∈ ∆ satisfies
δ
.
φ j (δ) = Nβ j
N
We define the drift as
F(x) =

X

v j φ j (x).

j∈J

Given the initial condition x(0), consider the solution x(t) to the following system of differential
equations
dx
(t) = F(x(t)).
dx
We distinguish a sub-class of population processes, called density dependent population processes which satisfy the following properties:
P
1. j∈J |v j | supδ∈∆ β j (δ) < ∞.
2. F is Lipschitz continuous.
The following theorem states that N x(t) approximates the expected behaviour of density dependent population processes X (N) (t):
Theorem 3.3.1 (See [73], Theorem 8.1). Let {X (N) (t)} be a sequence of density dependent popu(N)
lation processes, then given limN→∞ X N(0) = x(0), we have
lim sup |X (N) (t) − x(t)| = 0

N→∞ 0≤t≤τ

almost surely, for all τ > 0.

3.4

Propagation of chaos and the asymptotic independence

Corollary 3.2.1 justifies the use of drift for finding the approximation in cases where the number
of agents N is unboundedly large. However, for bounded N the upper bound on the error found
by Theorem 3.2.1 rarely satisfies one’s expectations. In this section we explore the possibility of
using the alternative ODEs in (3.5). We explain the notion of propagation of chaos, and explain
how it inspires the discussion which follows in Chapter 4.
For a set E let M(E) denote the set of probability measures on E. Let the set S be defined as
in Section 3.2.1, and for s, s0 ∈ S define the distance between s and s0 as



0, if s = s0
0
d(s, s ) = 

2, if s , s0 ,
which makes the pair (S, d) a metric space, with the implication that SN is also metrizable which
allows the definition that follows.
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Definition 3.4.1 (ρ-chaotic Sequence). Let ρ ∈ M(S) be a probability measure. For N ≥ 1, the

sequence ρN of measures, each in M(SN ), is ρ-chaotic iff for any natural number k and bounded
functions f1 , . . . , fk : S → R,
Z
lim

N→∞

SN

f1 (~v1 ) f2 (~v2 ) . . . fk (~vk )ρN (d~v) =

k Z
Y
i=1

fi (s) ρ(ds).

S

In short, a chaotic sequence maintains a form of independence in the observations of separate
agents in the limit. In the literature this independence is often called the propagation of chaos,
and in the context of Bianchi’s analysis the decoupling assumption.
In the rest of this discussion, consider the finite instant in time t ∈ R≥0 and its close counterpart τ ∈ TG with τ = bDtc. Recall the non-normalized mean field interaction model at time
τ, Y (N) (τ) = X̂1 (τ), . . . , X̂N (τ) , which is a random element in SN . For N ≥ 1, let ρN ∈ M(SN )
be the laws (probability distributions) of Y (N) (τ). We now state a theorem proven by Sznitman [51, 100]. For the random element ~v in SN define the empirical measure εN , a random
element in M(S), as follows:
N
1 X
δ~v
(3.8)
εN (~v) =
N i=1 i
~vi . In what follows we always assume ~v = Y (N) (τ),
where δ~vi is the Dirac measure centred
 on point

and hence write εN instead of εN Y (N) (τ) . The following is known as Sznitman’s result in the
literature.

Theorem 3.4.1 (See [100], Proposition 2.2). The sequence ρN of measures is ρ-chaotic if and
only if the sequence of empirical measures {εN } converges to δρ , that is
ρN ◦ ε−1
N → δρ .
Based on the above theorem, it has been shown that the result of Corollary 3.2.1 implies that
propagation of chaos also occurs in the sequence of distributions of mean field interaction models
Y (N) (τ) (see also Corollary 2 of [11], and a review of similar results in [36]).
Corollary 3.4.1. Let φ∗ (t) satisfy Corollary 3.2.1. Let µ ∈ M(S) be a measure which for all

points i ∈ S satisfies µ(i) = φ∗i (t), then the sequence ρN of distributions of Y (N) (τ) is µ-chaotic.
Proof. Based on Theorem 3.2.1 and by using Markov’s inequality, it can be shown that the
distribution of occupancy measures M̄i(N) (t) converge to a Dirac measure centred at φ∗ (t). Based

on Theorem 3.4.1, this then shows that the sequence ρN is µ-chaotic.

Let the measure µ be defined as in Corollary 3.4.1. We show how the above result can be
used by considering an example. The probability of agent 1 being in state i and agent 2 not being
in state i in Y (N) (τ), is as follows
n (N)
o Z
(N)
P X1 (t) = i ∧ X2 (t) , i =
1(~v1 = i)1(~v2 , i)ρN (d~v) .
SN

Since {ρN } is a µ-chaotic sequence, based on Definition 3.4.1,
n
o
lim P X1(N) (t) = i ∧ X2(N) (t) , i = φi (t)(1 − φi (t)) ,
N→∞

which means that the probability of finding the agents in the above configuration is asymptotically independent.
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Next, for k ∈ {0, . . . , N}, we are interested in finding the probability
n
o
P N M̄i(N) (t) = k ,
n
o
in the stationary regime, given that the distributions of Y (N) (τ) form a µ-chaotic sequence.
One might propose that using the fact that Y N (τ) is a mean field interaction model (is symmetric [100]),
!Z
n
o
N
(N)
P N M̄i (t) = k =
1(~v1 = i) . . . 1(~vk = i) 1(~vk+1 , i) . . . 1(~vN , i) ρN (d~v) ,
k SN
however as the number of functions considered on the right hand side tends to be of the same
size as N and not constant, definition 3.4.1 cannot be used. Despite this problem, the above idea
inspires us to propose the following approximation by assuming that all the agents in such a
system become asymptotically independent:
!
n
o
N−k
N  (N) k 
P N M̄i(N) (t) = k ≈
φi (t) 1 − φ(N)
.
(3.9)
i (t)
k
In the context of Bianchi’s analysis, see [110] for an implicit application of a similar approximation.
We might further extend this idea. Let B(k; N, p) denote the probability density function of
a Binomial random variable with parameters N and p ∈ [0, 1]. Let f : ∆ → R be a function
which acts on the random variable M̄ (N) (t). A major convenience in using the above terms is
their mutual independence in the limit, which at time t ∈ R≥0 allows the approximation of the
expected value of f ( M̄ (N) (t)) as
h

E f ( M̄

(N)

! 
N−(k1X
+...+kI−1 )
N
i X



k1
kI
(t)) ≈
...
f
,...,
B k1 ; N, φ(N)
(t) . . . B kI ; N, φ(N)
I (t) . (3.10)
1
N
N
k =0
k =0
1

I

Example 3.4.1. For the system described in Example 3.2.1 we find the drift by considering the
independence assumption, and by using the drift F (N) described in (3.6). The calculated drift
takes the relatively simple shape which follows:


 −m1 p1 + m2 (1 − m2 + m2 )N 
α




(N)
F̃ (~
m) = 

−m2 + m1 p1 + m3 p2


−m p + m 1 − (1 − m + m2 )N 
3 2

2

2

This can be used to construct the following system of ODEs:

N

φ(N)
(t) 
d (N)
(N)
(N)
(N)
2

φ = −φ1 (t)p1 + φ2 (t) 1 − φ2 (t) +
dt 1
α 
d (N)
(N)
(N)
φ = −φ(N)
2 (t) + φ1 (t)p1 + φ3 (t)p2
dt 2

N 

(N)


 
φ
(t)
d (N)

 
φ3 = −φ(N)
(t)p2 + φ(N)
(t) 1 − 1 − φ2(N) (t) + 2
3
2
dt
α  

α

(3.11)
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Figure 3.2: Comparison between the proportion of nodes in the back-off state at time t = 1000
(φ(N)
3 (1000)) for different network sizes N, based on a transient analysis of the Markov models
(the solutions of the Chapman-Kolmogorov equations) and a mean field analysis by the ODEs
incorporating the drift in (3.6) and ((3.11)).
Let α = 2, p1 = 0.008 and p2 = 0.05 and let the initial condition be φ0 = (1, 0, 0), i.e., all the
nodes are initially in state 1. In Figure 3.2 the results of solving the ODEs for different values
of N are given, and are compared with results from the simulation of the population Markov
models. Observe that regardless of the size of the system, the approximations derived by the two
methods closely match one another.
We observe that despite the limited applicability offered by definition 3.4.1, in this specific
example the approximations following from (3.11) offer excellent alternatives for the analysis of
the behaviour of the population process. In the following chapter, we further formalize and more
carefully investigate this idea.

3.5

Related work

Several ODEs derivable by mean field approximations were first proposed for concrete cases in
various areas of study, e.g., from as early as the 18th century in population biology, where models
such as the predator-prey equations and the SIR equations are being used to describe the balance
of species in an ecosystem and the dynamics of epidemics respectively [12, 33].
Since then, general theorems have been proven which show the convergence of the behaviour
of population processes to solutions of differential equations. The proofs follow roughly the
same steps which generally rely on Grönwall’s lemma and martingale inequalities [31], or more
recently, by using Stein’s method [112, 48]. One of the first generalized approximation theorems
was given by Kurtz [71]. The theory gives conditions which define a family of such models
called density dependent population processes, and finds their deterministic approximations by a
theorem which is generally called the law of large numbers for standard Poisson processes [38].
The mean field theory of Markov processes is increasingly being applied in the fields of
computer science and communication engineering. In the field of communication engineering and starting with Bianchi’s analysis of the IEEE 802.11 DCF protocol [13, 14], much research has focused on discussing the validity of the so-called decoupling assumption in this
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analysis [18, 110, 95, 27]. Several general theorems have also been proposed which target the
analysis of generic as well as computer and communication systems [11, 77, 99, 21, 76]. In the
field of computer science the initial application of the approximations was intuitively motivated
by methods such as fluid and diffusion approximations of queueing networks [58]. These have
resulted in the development of methods and tools to automate the analysis of mean field models,
with extensive progress in the context of the stochastic process algebra PEPA [57, 56, 23] among
others [22]. Since still a large family of models are deemed unsuitable for this fluid approximation analysis [57, 91], there are sometimes attempts for introduction of more robust approaches
based on the same theory, e.g., in [10] where the authors use a set of extended diffusion approximations to derive precise approximations of stochastic Petri Net models.
More recently, a refined method of approximation was proposed for steady state analysis
based on the mean field method, which provides a way to approximate the error terms by using
the Jacobian and the Hessian of the drift in the fixed point [48]. This results in accurate approximations of the behaviour even when the number of individuals in relatively small (N ≈ 10).
The assumption of independence in individual’s transitions is frequently used in the literature
to simplify analysis, as in the case of analysis of IEEE 802.11 by Bianchi, but also more recently,
e.g., in [87, 84].

3.6

Summary

In this chapter, we only used the most essential and trivial concepts to build the mean field
approximations. Several decisions were made to achieve this goal: the choice of discrete-time
Markov processes to specify the agent behaviour, a detailed discussion on time, the discussion on
the derivation of transition maps, and the presentation of the convergence result in two clear steps
(following [11]). In our opinion, this attitude was essential in promoting a correct understanding
of the theory.
Our presentation is unique in our opinion, since we provide a construction procedure for
population processes, and a presentation for mean field approximation theorems which resemble
that of [11], but the style of our proofs (presented in appendix A) are more akin to the proof
in [73].
The research of this chapter was to present a tractable mathematical models to represent
scenarios involving wireless sensor network protocols deployed on a network with a large number
of nodes or links. This is for the most part fulfilled by Corollary 3.2.1, in general. The condition
N → ∞ in Corollary 3.2.1 means that as the number of individuals in a system grow larger,
the accuracy of the mean field approximation improves. This indicates that for the analysis of
large networks, this can be a promising method of analysis. However, more obstacles need to be
overcome before the approximation in its crude form can be applied to the analysis of arbitrary
wireless network protocols.
In (3.10) we applied a version of the superposition principle on the drift. The method may be
used to cope with the ambiguous meaning of fractions which appear in the arguments of functions
originally defined on discrete domains, as they essentially interpolate the value of the function
by interpreting occupancy measures as binomial distributed random variables. In this chapter we
did not manage to precisely relate these to the underlying theory of mean field approximations.
In particular we didn’t provide bounds on the errors of such an approximation.
In the next chapter we see that the binomial moment closure is inspired by the construction
of (3.10) (the term “moment closure” will be more carefully defined in the next chapter).
Parts of the contents of this chapter have been included in the following publication.
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Chapter

4

Moment Closures

In this chapter we consider the problem of approximating the behaviour of middle-sized population models involving non-linear rates, and for this purpose the concept of moment closure
approximations is presented. This allows us to generalize the ideas proposed with mean field
approximation. We introduce two new moment closure approximations, namely the binomial
and Poisson moment closure approximations. By using a number of case studies, each with a
very different non-linear behaviour, we show that they have the potential to accurately represent
the expected behaviour of these models. We also compare the two approximation methods to
the mean field and higher-order moment closure approximations in terms of applicability and
accuracy, to derive conclusions regarding their strengths and drawbacks.

4.1

Introduction

The method we presented in the previous chapter, the mean field approximation (often also called
the fluid flow analysis), provides asymptotically exact descriptions of the expected behaviour of
the population process in the form of a simple deterministic process, which is the solution to
a system of ordinary differential equations (ODEs). However, as the statement of the theorems
show, a few conditions should be satisfied by the model before the approximation results apply.
In particular, if the population of a species is not large enough and the behaviour of individuals is expressed as non-linear functions of the state of the population, the mean field approximation is not guaranteed to give accurate results. The presence of both of these properties in a
model can lead to very inaccurate approximations. A popular approach to tackle this problem is
to derive the exact system of ODEs from the Kolmogorov forward equations of the population
process, and to approximate them with moment closures. Moment closures are used to control
the dimensions of the model (number of ODEs), by expressing higher-order moments in terms of
lower-order moments. These often rely on assumptions about the distribution of the population
at each point in time.
This chapter is organized as follows. In Section 4.2 we propose a new way to directly define
population processes as an alternative to defining individual behaviours first and then deriving it.
We then describe the exact characterization of the transient behaviour of population processes,
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the concept of moment closures, and the Poisson and binomial moment closure approximations.
Next in Section 4.3, we give descriptions of the models that we use for investigating the effectiveness of the moment closure approximations. Then in Section 4.4 we discuss the results of
the evaluation, and try to identify patterns associated with improvements in approximation. We
conclude this chapter by giving a brief summary of the results in Section 4.5.

4.2

Moment closure approximations

In the previous chapter, we introduced methods to analyse the behaviour of population processes
based on the concept of the drift of a stochastic process. In this section, we refer to the theory
which allows a more general representation of the behaviour of population processes. We then
discuss several assumptions which simplify these general and often intractable representations,
and provide new tools for the analysis of population processes.

4.2.1

Population processes and master equations

The notations for specifying population processes was presented in chapter 3. Here for the sake
of self-containment we will briefly repeat the necessary notations and the concepts again. Let
N ∈ N be the total number of individuals (components), and let S = {s1 , . . . , sI } be a finite set of
species (component types) in a population. Define the population process as the continuous-time
P
Markov process {X (N) (t) : t ∈ R≥0 } on space ∆(N) = {~v ∈ {0, N}I : i vi = N}, and let X0(N) ∈ ∆(n)
be its initial state. Moreover, define the space ∆ ⊂ (R≥0 )I such that for all N ∈ N, ∆(N) ⊂ ∆ holds.
The behaviour of the population process is given by a set of K ∈ N transitions J = { j1 , . . . , jK }.
For each transition j ∈ J, we define ~v j ∈ ZI as the change vector of transition j, and φ j : ∆ → R≥0
as the transition rate.
The probability P(~x, t) of the population process being in state ~x ∈ ∆(N) at time t is given by
the Kolmogorov forward equation (or master equation)
∂P(~x, t) X
φ j (~x − ~v j )P(~x − ~v j , t) − φ j (~x)P(~x, t).
(4.1)
=
∂t
j∈J
Note that the expected number of components in state i ∈ S at time t, or E[Xi(N) (t)], can be
calculated by
X
~xi P(~x, t).
E[Xi(N) (t)] =
~x∈∆(N)

This insight can be used to calculate equations for different aspects of the behaviour of the population, which for the first moment behaviour gives rise to equations [19]
dE[Xi(N) (t)] X
=
v ji E[φ j (X (N) (t))]
dt
j∈J

(i ∈ S ).

(4.2)

Equations (4.2) are exact, meaning that their solution exactly describes the expected behaviour of the population process X (N) (t). However, in general the value of the terms E[φ j (X (N) (t))]
cannot be determined without extra information regarding the distribution of X (N) (t) or alternatively, regarding other moments of behaviour.
One

 special case is when φ j is a linear function on
∆, in which case E[φ j (X (N) (t))] = φ j E[X (N) (t)] . Then, equations (4.2) become the system of
ODEs:


dE[Xi(N) (t)] X
=
v ji φ j E[X (N) (t)] .
(4.3)
dt
j∈J
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Although the system of ODEs in (4.3) only gives exact solutions for linear transition rates, in
many cases it can be still considered as a sufficient approximation of the first moment behaviour.
Specifically, it has been shown that for a class of models called density dependent population processes the approximation results in asymptotically exact solutions over finite time horizons [73],
with numerous experiments showing that it performs sufficiently well for finite N.

4.2.2

Non-linear rates and moment closure approximations

The system of ODEs in (4.3) is what we have called the mean field approximation of the population process. But it can be also referred to as a first-order moment closure [50, 55] of equation
(4.2), since it only refers to first moments E[Xi(N) (t)]. However, in case any of the functions φ j
in (4.2) are non-linear, the term E[φ j (X (N) (t))] may also be approximated by referring to (multiple) other higher-order moments. For example for transition j ∈ J, let the associated rate be
φ j (~x) = xi2 , where xi is the population of species i ∈ S , then
E[φ j (X (N) (t))] = E[X (N) (t)2 ],
in which E[X (N) (t)2 ] can be calculated by deriving its corresponding differential equations from
the Kolmogorov forward equations in (4.1). However, the new equations may in turn refer to
other (potentially higher-order) moments. In general, this process can lead to an infinite number
of coupled ODEs.
In essence, moment closures cut the chain of dependency by rewriting higher-order moments
in terms of lower-order moments, based on some assumption. In case of the first-order moment
closure, the assumption is


E[φ j (X (N) (t))] ≈ φ j E[X (N) (t)] .
It is possible to employ other moment closure approximations, which usually rely on the
assumption that the population follows a certain distribution at each point in time, e.g., normal [55], log-normal [96] or beta-binomial [70]. Here, we describe the normal moment closure
approximation, together with its assumptions and its application.
The normal moment closure assumes that the population is multivariate normal at each point
in time [55]. By the application of the following theorem, this assumption provides a way to find
second-order moment closure approximations of (4.2).
~ be multivariate normal with I dimensions,
Theorem 4.2.1. (Isserlis’ theorem cf. [63]). Let X(t)
with mean ~µ and covariance matrix Σ. Let Y1 , . . . , Yn be zero-mean random variables selected
(with possible duplicates) from {(X1 (t) − µ1 ), . . . , (XI (t) − µI )}, then:



if n odd
0,
E[Y1 . . . Yn ] = 
(4.4)
PQ


E[Yi Y j ], if n even
where the sum-product refers to the sum over all possible partitionings of indices 1, . . . , n into
pairs i, j, where each summand is the product of (n/2) joint second moment terms.
For example, by assuming that X (N) (t) is multivariate normal and by using the Isserlis’ theorem one can reason that:
E[X1(N) (t)3 ] = 3E[X1(N) (t)2 ]E[X1(N) (t)] − 2E[X1(N) (t)]3 ,
or that:
E[X1(N) (t)4 ] = 6E[X1(N) (t)2 ]E[X1(N) (t)]2 + 3E[X1(N) (t)2 ] − 5E[X1(N) (t)]4 + 3E[X1(N) (t)]2 .
In the following sections, we apply the normal moment closure approximations to our case studies and compare their accuracy to Poisson and binomial moment closures.
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4.2.3

Binomial and Poisson moment closures

One of the main tools used in this thesis for the performance evaluation of wireless sensor networks is the Poisson and binomial moment closures. The binomial moment closure has been
considered before, and is inspired by the idea of asymptotic independence of individuals in equilibrium, in population models [104], as we saw in Section 3.4. We also consider the Poisson
moment closure, since the Poisson distribution is related to both normal and binomial distributions via well-known approximation theorems.
These two moment closures assume that at each point in time:
1. the populations of species (component types) are pairwise independent, and
2. the population of each species (component type) is Poisson / binomial distributed.
In other words the Poisson moment closure states that if at time t, E[X (N) (t)] = ~x, the probability
of having k individuals of species s is:
n
o
xk
Pr X s(N) (t) = k = e−xs s ,
k!
and similarly, the binomial moment closure states that at each time t,
!
n
o
x s N−k
N  x s k 
(N)
1−
.
Pr X s (t) = k =
N
k N
Moreover, the probability of having k s individuals of species s and k s0 of species s0 is
n
o
n
o n
o
(N)
Pr X s(N) (t) = k s ∧ X s(N)
(t) = k s Pr X s(N)
0 (t) = k s0 = Pr X s
0 (t) = k s0 .
Going back to (4.2), consider the transition j ∈ J with rate φ j which depends on species s,
and assume E[φ j (X (N) (t))] = x. Then in case of Poisson moment closure we get the equations
dE[Xi(N) (t)] X
=
v ji φ̂ j (X (N) (t))
dt
j∈J

(i ∈ S ),

where in case of Poisson moment closure
φ̂ j (X (N) (t)) =

N
X
k=0

φ j (k) e−xs

xks
,
k!

(4.5)

and in case of binomial moment closure
φ̂ j (X (N) (t)) =

N
X
k=0

φ j (k)

!
N  x s k 
x s N−k
1−
.
k N
N

(4.6)

This leads to a first-order moment closure approximation. This approach is different from the normal moment closure which thanks to Theorem 4.2.1 has an elegant way of relating higher-order
moments to first and second-order moments. However, as we show in later sections, for specific
communication patterns the Poisson moment closure approximations have a simple closed form
and for the rest, they can still be used for numerical solutions.
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Properties of binomial and Poisson moment closures w.r.t. drift

Here we briefly revisit the concept of drift introduced in Section 3.2.3, to show how the moment
closure techniques can be translated, and to demonstrate some properties of the binomial and
Poisson moment closure which makes them suitable tools for the analysis of population processes. We first put the moment closures in the same setting as the drift. For the occupancy
~ ∈ ∆, the binomial mean of the intensity of transitions from state s to s0 , is the function
measure m
(N)
F̃ s,s0 : ∆ → R where:
F̃ (N)
m) =
s,s0 (~

∞
X
k1 =0

...

∞
X

F (N)
s,s0

kI =0

!
kI
k1
~ 1 ) . . . B(kI ; N, m
~ I) .
,...,
B(k1 ; N, m
N
N

(4.7)

The Poisson mean of intensities are also defined in a similar manner:
F̃ (N)
m)
s,s0 (~

=

∞
X
k1 =0

...

∞
X
kI =0

F (N)
s,s0

!
kI
k1
~ 1 ) . . . Poisson(kI ; N m
~ I) .
,...,
Poisson(k1 ; N m
N
N

(4.8)

Subsequently, the mean drift F̃ (N) : ∆ → RI is defined as:
X
F̃ (N) (~
m) =
F̃ (N)
m)(~e s0 − ~e s ).
s,s0 (~
s,s0 ∈S

The mean of intensities (both binomial and Poisson) and the mean drift have the following
properties:
~ s α, where α is a constant or a term m
~ j for some j ∈ S, then F̃ (N)
• If F (N)
m) = m
m) =
s,s0 (~
s,s0 (~
(N)
F s,s0 (~
m).
~ ∈ ∆.
• F̃ (N) (~
m) is defined for all m
• Given smoothness and boundedness of the drift, F̃ (N) is both Lipschitz continuous and
bounded on ∆.
Based on the derivation of probabilities (3.9), it is easy to see that at time t < ∞ we have:
h
i


E F (N) ( M̄ N (t)) ≈ F̃ (N) φ(N) (t) .
i
h
Moreover, based on (3.10), E M̄ N (t) ≈ φ(N) (t), with which the following system of differential
equations can be derived from (3.5):


dφ(N)
(t) = F̃ (N) φ(N) (t)
dt

(4.9)

with the initial condition φ(N) (0) = M̄ (N) (0).
In case of the Poisson mean of intensities, our construction gives better approximations as
the system size N grows, if the models satisfy one of the conditions of density dependence. Here
we update the smoothness criteria discussed in Section 3.2.3, as follows.
Smoothness (2): For all N ≥ 1, there exists a Lipschitz continuous function F̄ : ∆ → RI which
~ ∈ ∆(N) satisfies: F̄(~
for all m
m) = F (N) (~
m).
The convergence is demonstrated by the following theorem.
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n
o
n
o
Theorem 4.2.2. For N ≥ 1, let F (N) be the sequence of drifts, and F̃ (N) be the corresponding
sequence of mean drifts, constructed using the Poisson mean of intensities. Assume that the drifts
~ ∈ ∆,
satisfy smoothness (2) and boundedness. Then for all m
lim F̃ (N) (~
m) = F ∗ (~
m)

N→∞

almost surely.

4.3

Description of non-linear models

In this section we present the details of 3 non-linear models, each of which exhibits a specific
non-linear behaviour (rate). Here our primary aim would be to demonstrate the application of
moment closure approximations in the derivation of alternative ODEs for the analysis of population models. In Section 4.4 we employ the same models to compare their usefulness in improving
the accuracy of approximations for the expected behaviour of populations.

4.3.1

The client-server model

The client-server model is widely discussed in the context of the PEPA process algebra (e.g.,
[60, 57]). In the literature there are various specifications of this model. The following is the
simplest specification which exhibits the properties interesting to us. The model consists of Nc
clients and N s servers. Initially, the servers are idle and the clients do some local tasks, which
they stop with rate r p . Once a client stops its task, it sends a request to one of the idle servers, to
which the server responds. This transaction occurs with rate rc on the client’s side and with rate
r s on the server’s side. Subsequently, the servers moves on and locally log the transaction with
rate rl and the client proceeds with its local tasks. For this model, a good performance indicator
is the number of clients that are waiting to be served.
Here we follow the population-based semantics of PEPA for defining the transitions of the
client-server population process [107]. Let S = {p, c, i, l} be the set of states, representing client
processing, client requesting, server idle and server logging respectively. Let (X p , Xc , Xi , Xl ) be
the number of individuals in each state, based on the above description define the transitions:
~ = rp Xp.
• Clients stop their local task: v j0 = (−1, 1, 0, 0) with φ j0 (X)
~ = min(rc
• Clients and servers engage in request-response: v j1 = (1, −1, −1, 1) with φ j1 (X)
Xc , r s Xi ).
~ = rl Xl .
• Servers finish logging: v j2 = (0, 0, 1, −1) with φ j2 (X)
The term min(rc Xc , r s Xi ) expresses the fact that in one-to-one interactions the speed of a transactions are controlled by the slowest component type involved, and are proportional to the number
of participating components.
In the mean field approximation, the terms E[min(rc Xc , r s Xi )] appear according to the approximation:
E[min(rc Xc , r s Xi )] ≈ min(rc E[Xc ], r s E[Xi ]).
(4.10)
As discussed in [91, 57] the accuracy of this approximation depends on the parameters of min.
Given that the function min(x, y) is a concave function and using Jensen’s inequality, for general
random variables X and Y we have:
E[min(X, Y)] ≤ min(EX, EY).
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However, the function min is also piece-wise linear, and as long as the solution remains strictly
on the linear parts, the approximation (4.10) performs well. In function min(x, y), the point x = y
at which the transition between behaviours occurs is appropriately called a switch point [57].
The underlying intuition is that for a function min which operates close to switch points, by
tiny changes of the parameters the “modes” of behaviour will switch and drastically change.
Therefore, for a population process which operates close to this point, infinitesimal fluctuations
caused by random individual events lead to divergent behaviour.
The normal moment closure tackles this problem by proposing the use of the so-called minnormal closure [55]. This uses a result which states that for bivariate normal random variables X
and Y,
 EX − EY 
 EY − EX 
 EY − EX 
+ EYΦ
− θφ
,
E[min(X, Y)] = EXΦ
θ
θ
θ
where θ = (Var[X] − 2Cov[X, Y] + Var[Y])1/2 , and Φ and φ are the CDF and PDF of the standard
normal distribution [24].
As for the Poisson and binomial moment closures, to the best of our knowledge no closed
form is known for the minimum function. However, directly plugging the sum (4.5) in the equations results in equations that can be numerically solved.

4.3.2

Multi-packet reception model (MPR)

Multi-packet reception (MPR) is a phenomenon which occurs in wireless communication. Consider a wireless receiver and multiple wireless transmitters in range of the receiver. If the transmitters transmit a packet at the same time, because of location diversity and power attenuation,
there is a chance that one of the transmitters can capture the receiver by having a signal strong
enough to stand out, with the capture probability becoming smaller as the number of transmitters
increase.
The specification of the model we consider is as follows. Consider N wireless nodes, each
attempting to communicate to wireless receivers. We assume the number of receivers to remain
constant. Initially the nodes are in the processing state, and they generate a new packet with
probability pg , and move to a transmit state. While in the transmit state, a node will succeed with
probability 2−Xt , where Xt is the total number of transmitters, and move back to the processing
state. If a transmitter fails, it will subsequently move to the back-off state. A node in backoff state will retry transmission with probability pr . In this model, the number of nodes in the
backlog state can be used to measure the performance of the network.
For the corresponding population model, let S = {p, t, b} be the set of states, with (X p , Xt , Xb )
the number of individuals in each state. The transitions of the model would be:
~ = pg X p .
• Nodes generate packets: v j0 = (−1, 1, 0) with φ j0 (X)
~ = Xt 2−Xt .
• Nodes succeed in transmitting packets: v j1 = (1, −1, 0) with φ j1 (X)


~ = Xt 1 − 2−Xt .
• Nodes fail in transmitting packets: v j2 = (0, −1, 1) with φ j2 (X)
~ = pr Xb .
• Nodes retry transmission: v j3 = (0, 1, −1) with φ j3 (X)
In general, calculation of the success probability is much more complex (as we discussed
in chapter 5). However, for the purposes of this chapter the simple model of an exponentially
diminishing probability (2−Xt ) captures the essence of this phenomenon.
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The transition rates φ j1 and φ j2 have simple closed forms with the Poisson moment closure
approximation, since using (4.5), for large enough N
~ =
φ̂ j1 (X)

N
X

∞

k2−k e−Xt

k=0

Xtk X −k −Xt Xtk
Xt Xt
'
k2 e
= e− 2 .
k!
k!
2
k=0

Similarly, for the binomial moment closure approximation we get
~ = Xt
φ̂ j1 (X)

(1 − Xt /2N)N
.
2 − Xt /N

For the normal moment closure, it is possible to use Taylor’s expansion and Isserlis’ theorem
to derive
~ = 2−EXt ·
φ̂ j1 (X)

"

− log 2 Var[Xt ]
·
2

p
p
(2 cosh(− log 2 Var[Xt ]) − log 2 Var[Xt ] sinh(− log 2 Var[Xt ]))
#
+ EXt log2 2 Var[Xt ] · cosh(− log 2Var[Xt ]) ,
(4.11)
however as we will discuss in Section 4.4, this term does not fully represent the behaviour.

4.3.3

Queue model

The next model we look at is a system of N servicing queues, each with a one place buffer, as
presented in [16]. Clients arrive according to a Poisson distribution, and we assume that the
intensity of arrivals scales with the system size as Nra . Upon arrival a client joins the shortest
queue. At each point in time a queue can be in one of 3 states: idle (state 0), serving with an
empty buffer (state 1), or serving with a waiting client (state 2). The service time of a queue is
exponential, and regardless of the number of waiting clients always has rate r s . The number of
queues with a full buffer is a good performance indicator for this model.
Let S = {0, 1, 2}, and let X0 , X1 and X2 denote the number of nodes in each state, based on
the above description define the transitions:
~ = Nra 1[X0 >
• Arriving clients go to idle servers if any exist: v j0 = (−1, 1, 0) with φ j0 (X)
1
0].
• If no idle servers exist, arriving clients go to servers with empty buffers if any exist: v j1 =
~ = Nra 1[X0 = 0 ∧ X1 > 0].
(0, −1, 1) with φ j1 (X)
~ = r s X1 .
• Servers with empty buffers serve clients: v j2 = (1, −1, 0) with φ j2 (X)
~ = r s X2 .
• Servers with full buffers serve clients: v j3 = (0, 1, −1) with φ j3 (X)
The terms 1[X0 > 0] and 1[X0 = 0 ∧ X1 > 0] ensure that arriving clients always join the
shortest queue available. However, these same terms lead to non-linearity in (4.2). Moreover,
1 The

indicator function 1[c] evaluates to 0 if c is false, and 1 if c is true.
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Table 4.1: Overview of experiments and their parameters
Experiment set

Parameters

Nc = 10000, N s ∈ {2, . . . , 12},
r p = 0.06, r s = 500, rc = 2, rl = 120
Nc ∈ {50, 100, 150}, N s = 50, r p = 0.5,
symmetric client-server
r s = 14, rc = 10, rl ∈ {0.5, 0.7, 1.0, 1.2, 1.5}
N = 500, pr ∈ {0.005, 0.01, 0.02},
large network with MPR
pg ∈ {0.005, 0.008}, xb (0) ∈ {0, 500}, xt (0) = 0
N = 50, pr ∈ {0.005, 0.01, 0.02},
small network with MPR
pg ∈ {0.005, 0.008}, xb (0) ∈ {0, 50}, xt (0) = 0
queues
N = 100, ra ∈ {1, 1.5, 2, 2.5}, r s ∈ {1.5, 2, 2.5},
(saturated & unsaturated)
(x0 (0), x1 (0)) ∈ {(0.1, 0.1), (0.5, 0.3)}
asymmetric client-server

Set size
11
15
12
12
24

since these terms are not Lipschitz continuous2 , the mean field approximation is not guaranteed to
find accurate results. However, in [20], a family of such population processes are investigated and
conditions under which the mean field approximation can be found are given. In our experiments,
we chose the parameters such that these conditions are met so that the mean field approximations
exist.
The communication model for the queue model results in relatively simple terms in case of
using Poisson moment closures. For j0 and j1 this approximation will result in:
~ = Nra (1 − e−X0 ),
φ̂ j0 (X)

~ = Nra e−X0 (1 − e−X1 ),
φ̂ j1 (X)

and with the binomial approximation, in:




~ = Nra 1 − (1 − X0 /N)N , φ̂ j1 (X)
~ = Nra (1 − X0 /N)N 1 − (1 − X1 /N)N .
φ̂ j0 (X)
Note that for large N the Poisson and binomial closure terms approximately have the same values.

4.4

Evaluation and comparison

In this section, for the client-server model and MPR model described in 4.3, we compare the
results of analysis done by mean field approximation, normal moment closure, and Poisson and
binomial moment closures. For the queue model, we will only compare the mean field approximation with the Poisson and binomial moment closures. Moreover, based on the simulation results
for each case we test the accuracy of the assumptions regarding distributions. An overview of all
the experiments and their corresponding parameters is given in Table 4.1.

4.4.1

Error requirements and calculation

In the experiments described in the following sections, the discrete event simulations were all
carried out with 50,000 replications. This was mostly due to the fact that in models with smaller
2 A function f : R → R is (universally) Lipschitz continuous, if for a constant L ∈ R, for all a, b ∈ R, | f (b) − f (a)| <
L |b − a| holds.
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Table 4.2: The average times for evaluating the performance of the client-server models (in
seconds)
experiment
mean field normal closure Poisson closure binomial closure simulation
asymmetric case
64.2
981.6
756.4
305.9
48180
symmetric case
2
8
40.1
22.5
784

populations, putting requirements on the relative error of samples of the performance measures
quickly leads to a huge number of simulations.
In this part, we only calculate the error of the performance evaluation indicators, i.e., the
number of requesting clients in the client-server model, the number of nodes in backlog in the
MPR model, and the number of full queues in the queue model. Let x(t) be the approximation of
the performance indicator at time t, and s(t) the estimated mean according to simulations. The
error of the approximation x at time t is the relative error
Err x (t) =

|x(t) − s(t)|
.
s(t)

For a set of experiments with various parameter settings leading to simulation results s1 , . . . ,
sk and approximations x1 , . . . , xk derived by the same approximation method, Err x (t) indicates
the average of errors Err x1 , . . . , Err xk at time t.

4.4.2

Client-server model

For the evaluation of the client-server model we run two experiments. The first set of experiments are inspired by [91] to specifically test the accuracy of the moment closure approximations around the switch points in the asymmetric case, i.e., when the number of clients is large
(Nc = 10000) and the number of servers is small (N s ∈ {2, . . . , 12}). In these experiments we
only varied the number of servers.
The second set of experiments refer to the symmetric case, in which the number of clients
and servers have the same scale (Nc ∈ {50, 100, 150}, N s = 50). In these experiments we vary
the number of clients and the parameter rl (servers’ logging rate). In both sets of experiments,
we chose the parameters in a way that for some configurations the models pass through or stay
around the switch points.
As indicated earlier, the terms E[min(X, Y)] do not have a closed form in case of binomial
and Poisson moment closures. For these cases, we solve the ODEs by truncating insignificant
terms and employing a method of dynamic programming which substantially improved the performance of the numerical solver. For this study, we found the GPA tool [98] to be an efficient
tool for the simulations. In Table 4.2 we compare the average run-time for solving the ODEs and
the simulations.
The maximum errors in Table 4.3 and the curves for the average relative errors through time in
Figure 4.1 show that in general using one of the closure approximations improves the accuracy
of the performance measures. Overall, the min-normal closure approximation results in more
reliable results. As can be seen, the Poisson and binomial moment closure approximations tend
to cluster together in terms of accuracy, with the Poisson approximation performing slightly
better on average.
Apart from these general remarks, in the asymmetric case the Poisson closure approximation
shows the best performance, while in the symmetric case the min-normal closure approximation
gives the best results. It is worth mentioning that in the asymmetric case and for parameters
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Table 4.3: The maximum and average errors of each approximation in the client-server models
mean field
normal
Poisson closure binomial closure
max
avg
max
avg
max
avg
max
avg
asymmetric case 43.09% 5.59% 31.83% 4.68% 4.12% 0.93% 9.7% 2.25%
symmetric case 49.68% 6.76% 9.52% 0.75% 36.28% 5.28% 36.92% 5.4%
experiment

(a)

(b)

Figure 4.1: Average relative error in the number of waiting clients, in the (a) symmetric case,
and the (b) asymmetric case, for different moment closure approximations.
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Table 4.4: The maximum and average errors of each approximation in the MPR models
experiment
N = 500
N = 50

mean field
normal
Poisson closure binomial closure
max
avg
max
avg
max
avg
max
avg
8.22% 1.66% 10.04% 3.92% 11.61% 6.24% 3.47% 0.25%
81.68% 63.95% 43.86% 28.78% 12.84% 5.33% 7.52% 0.95%

N s ∈ {6, . . . , 12}, the solution of the ODEs leads to negative second moments, in which case an
analysis by the GPA tool [98] also faces errors. Thus, as also reported in [65], the results derived
by the GPA tool are often unstable and unreliable. which points to a limitation of the normal
moment closure with these configurations.
In the asymmetric cases, the inaccuracy of the Poisson and binomial distributions can be
attributed to the insufficient representation of the long tail that can be seen in, e.g., the histogram
in Figure 4.2(a). This spread of data can only be well captured by considering the second order
moments, however, note that the moderate skewness is captured by neither of the approximations.
In contrast, and probably by chance, the histogram in the asymmetric cases (e.g., Figure 4.2(b))
are better captured by the Poisson approximation.

4.4.3

MPR model

In the multi-packet reception model the non-linear behaviour is highly dependent on the size of
the system, therefore it would not be insightful to look at aggregate results coming from systems
with different sizes. For the evaluation of the MPR model we run two series of experiments, one
with a relatively small number of nodes (N = 50), and another one with a larger number of nodes
(N = 500). In each case we vary the retry probability pr and the initial number of nodes in the
back-off and idle states.
For N = 500 employing the normal moment closure approximation in (4.11) gave relatively
acceptable results. However, for N = 50, the formula performs poorly resulting in negative
values for the occupancy of states. This could be due to the way (4.11) is calculated, which
involves a Taylor’s expansion of term Xt 2−Xt around point 0. However, a more careful definition
of the function would be



Xt 2−Xt Xt > 0,


0
Xt ≤ 0,
which does not have a second derivative at point 0, and cannot be represented accurately by a
Taylor’s series. For this reason, for N = 50, we replaced (4.11) with an explicit calculation of


the expected value of the terms E Xt 2−Xt assuming that Xt is truncated normal with 0 ≤ Xt ≤ N.
Both experiments support the choice of binomial distribution as the most reliable moment
closure approximation, as supported by Figure 4.3 and the histograms in Figure 4.4. The histograms in Figure 4.4(a) also shows that the term (4.11) underapproximates the capture probability
of the transmitter, which could be due to the fact that for a small number of expected transmitters
the left tail of the normal distribution goes into negative values of Xt . With the use of truncated
normal approximation in Figure 4.4(b), the accuracy improves.
Note that as the model gets large, the mean field equations also become an accurate method of
approximation. However, one could argue that an infinitely large MPR model is not interesting;
as it is easy to see that the non-linear term Xt 2−Xt tends to zero as N gets large, and most of the
nodes will be eventually trapped in backlog.
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(a)

(b)

Figure 4.2: Empirical distribution of the number of waiting clients (a) for Nc = 100, N s = 50,
rl = 1.0. (b) for Nc = 10000, N s = 5, and the assumed approximations in the equilibrium. The
vertical dashed line marks the centre of mass in the samples from simulations.
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(a)

(b)

Figure 4.3: Average relative error in the number of nodes in backlog, for (a) N = 500, and (b)
N = 50, for different moment closure approximations.
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(a)

(b)

Figure 4.4: Empirical distribution of the number of nodes in backlog (a) for N = 500, (b) for
N = 50, and the assumed approximations in the equilibrium.
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Table 4.5: The maximum and average errors of each approximation in the queue models
mean field
Poisson closure binomial closure
max
avg
max
avg
max
avg
unsaturated queues 0.63%
0.8% 0.63% 0.8% 0.63% 0.8%
saturated queues 178681% 1809% 294% 34.89% 294% 34.90%
experiment

4.4.4

Queue model

Moment closure approximations are not only applied to improve the accuracy of the approximation, but also to make it possible to produce some results in case the mean field ODEs do not
satisfy the necessary assumptions for the existence and uniqueness of a solution. The transitions
of the queue model as described in Section 4.3, lead to mean field models which generally belong
to this class of differential equations.
In [20], conditions under which the ODEs of the queue model satisfy a unique reliable solution are analysed. However, we find that even in situations where unique reliable solutions theoretically exist, numerical solvers tend to be unstable. For the queue models, we created two class
of parameters, one with numerically stable mean field equations, which were solved by either
VODE or lsoda libraries. The other class were the models with numerically unstable mean field
equations, which were solved by the StiffnessSwitching methods of the Mathematica tool. By
examining the simulation results (for N = 100 queues), we observed that the numerically stable
models correspond to unsaturated queues, while for the numerically unstable models, the queues
tend to be saturated (have full buffers most of the time).
For numerically stable mean field approximations, we found all the three approximation
methods: mean field, Poisson and binomial to be equally accurate. Despite initial fluctuations, all
the methods tend to rest below 0.1% error as the simulations reach a seeming equilibrium state.
These confirm the conclusions of [20]. In most of the time points, we found that the simulations
show a tendency to exhibit two peaks, as exhibited by the histogram in Figure 4.6(a).
For numerically unstable mean field approximations, none of the other approximation methods can be trusted. In long-term where the simulations reach an equilibrium state, the error still
remains very large (around 50%). By looking at the histogram in Figure 4.6(b), the inaccuracy could be attributed to under-representation of the many rare events in which the queues can
empty their buffers, momentarily leading to an unsaturated system. Here, choosing a suitable
fat-tailed distribution would have led to better approximations.

4.5

General observations

Based on the evaluations and comparison in Section 4.4, we can derive some general observations
which follow:
1. In most cases applying any moment closure approximation other than the mean field approximation gives more accurate results. This is more specifically the case when the system size is small.
2. Even for the same system, the choice of parameters significantly affects the accuracy of a
moment closure approximation.
3. In the absence of information regarding the actual distribution of populations at a point in
time, adding higher moments to the equations does not lead to a progressive improvement
of results.
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(a)

(b)

Figure 4.5: Average relative error in the number of queues with full buffers, for (a) unsaturated
queues (numerically stable), and (b) saturated queues (numerically unstable), for Poisson and
binomial closure approximations.
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(a)

(b)

Figure 4.6: Empirical distributions for the number of idle queues (a) for the unsaturated system
(b) for the saturated system, and the assumed approximations in the equilibrium.
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4. All approximations are at their poorest around the boundaries of the system.
In the models with parameters considered in this study, the binomial moment closure had
the best overall reliability. Despite the promising appearance of Isserlis’ theorem, in practice we
found that it is difficult to automate the normal moment closure for arbitrary non-linear models,
e.g., in the MPR model (Section 4.3.2) the resulting ODEs led to big errors, and in the queue
model (Section 4.3.3) the method is awkward to apply. In contrast, the Poisson and binomial
moment closures can be effectively employed in numerical calculations.

4.6

Related work

The inaccuracy of mean field approximation for models with non-linear rates have been the topic
of many publications. Most notably it has been shown, e.g, in [91] where the authors conclude
that for a client-server model (which is the same as the asymmetric client-server model we have
considered) the fluid flow analysis is insufficient, and that identifying the class of systems with
this problem is generally difficult.
To solve this problem, there have been attempts to improve the accuracy by introducing more
robustness to the mean filed approximation. For example, solutions based on Kurtz’ diffusion
approximations have been shown to have better convergence. However, they suffer from some
technical difficulties when the model gets close to its boundaries, and although there have been
attempts to overcome these problems, e.g., by jump-diffusion approximations [10], this method
does not seem to have been adopted by the performance modelling community, probably due to
their general complexity. More recently, in [48], a method more suitable for automation was proposed which can be potentially used in analysis tools, although it targets the particular problem
of finding stability points using the mean field method.
There are numerous studies to identify the best fitting assumptions for certain models [75,
70], as well as discussions of general approaches to generate the system of ODEs and their
moment closures [55, 41, 57, 50]. The identification of the best moment closure approximation
for approximating many biological and chemical populations has been and will continue to be a
major area of research.

4.7

Summary

In this chapter our main aim was to introduce and then investigate the effectiveness of Poisson
and binomial moment closure approximations, both of which provide an additional means of
approximation by only referring to first-order moments. They serve to purposes in our analyses:
dealing with fractions in the argument of functions originally defined on discrete domains, and
improving the accuracy of approximation for non-linear rates.
We showed that despite their simplicity, in many cases they significantly outperform mean
field approximation, while in some cases they are more accurate than second-order moment
closure approximations such as the normal moment closure. By considering vastly different
behavioural patterns in our experiments, we also show that the accuracy of the approximations
heavily depends on the underlying properties of the population process.
At the end of this investigation, we are in a position to verify whether the binomial and
Poisson moment closures lead to accurate results for every model. Based on what we observed in
both the analysis of the MPR model and the queue model, we saw that the Poisson and binomial
moment closure approximations can have varying degrees of accuracy, and in some cases perform
worse than the mean field approximation itself.
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However, we observed that for small and moderately sized population, the results coming
from these two moment closure approximations are much more reliable than mean field approximation and as such they prove to be very useful.

Chapter

5

A Case Study for Lighting Networks

Stochastic analysis of wireless sensor networks becomes exceedingly hard as the number of nodes
in a network grows large. In this chapter we intend to address this issue by modelling large
networks by dynamical systems rather than explicit Markov models, based on the methods we
explored in the previous chapters. We first verify the suitability of Mean-Field Approximation by
analysing ALOHA, and by both studying a discrete model and a system of differential equations.
We then discuss modelling techniques in order to express characteristics of a network running a
CSMA/CA protocol, which solves a common challenge in lighting applications.

5.1

Introduction

The Internet of Things requires the connection of many nodes in the future, which results in
Wireless Sensor Networks (WSNs) with a very large number of nodes. The analysis of such
systems dates from 1970’s but still many problems have not been solved. In particular, the
behaviour of such networks under heavy traffic loads requires improvements. Typical theoretical
studies can only cover a limited number of aspects, while conclusions derived from simulations
of these networks are often difficult to generalize.
In this part we aim at developing methods which bring about a better understanding of the
overall health of large networks. In the past, such analyses have been presented, e.g. [83, 108],
but these studies modelled ALOHA, which is a specific radio protocol that supports communication from many nodes to a single central base station. We witness a need to model the network
protocols in more detail [30]. Today ALOHA-type protocols are no longer popular, however they
constitute the baseline of any MAC layer protocol with media sharing, with most protocols often improving the general ALOHA protocol with extra scheduling or carrier sensing, and taking
advantage of its assumptions.
In the preceding part of this thesis, we observed that the mean field theory and associated
approximations can be a powerful methods, and in this chapter we aim to extend the approach in
[83], [108] and [80]. Two of the most important ways in which the approximations improve the
explicit Markov chain analyses are that they do not depend on the size of the network, even so,
they gives better approximation when the numbers are very large; and that with more complex
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protocols the size of the model only grows linearly with the number of states of Markov models
of individuals (nodes).
We first show that our approximations reconfirm the results in [26] and [108], and then we
show that using the dynamical systems (ODEs) is a suitable method for modelling sensor networks. We show an important behaviour which occurs in networks, called bistability, i.e., the
situation where the network may stay for some time period in a good state with favourable performance but will quite easily go to an undesirable state in which many nodes keep repeating
packets, but their transmissions are lost because of mutual interference. In the mean time, we
dive deep into the physical phenomena which lead to this complex behaviour surrounding signal interference. Then, we move on to a treatment of other phenomena which occur in wireless
communication, namely carrier sensing, location diversity and existence of noise. We use the
example of a lighting network to present the modelling challenges.
The contents of this chapter are as follows: in Section 5.2, we look at a simple network with a
single receiver and present the explicit modelling approach for slotted ALOHA. In Section 5.2.3
an application of the our approximations to a network running the slotted ALOHA protocol is
presented in a simple setting. In Section 5.3, we consider a lighting network using CSMA/CA in
the MAC layer and extend our theory, and then compare the results to a simulation from [28].

5.2

Modelling Slotted ALOHA with a single receiver

For our first case study, we consider an ALOHA network with a single receiver antenna and
multiple transmitter terminals scattered around it. The communication is according to the slotted
ALOHA protocol, in short described by the following set of rules [7, 93]:
• Whenever a terminal has a packet to send, it sends it at the start of the next timeslot.
• If the packet is successfully received, the receiver responds with an acknowledgement at
the end of the same timeslot.
• If the packet could not be delivered due to interference, the terminal tries resending the
packet indefinitely, until successful.
• While sending a packet, new packets are not generated.
Based on this specification, a Markov chain model for each transmitter terminal is as in Figure 5.1. State O is the state in which the terminal is idle and waits for a packet to be generated.
The slotted configuration of the protocol means that if a packet is not generated (with probability
1 − po ) the terminal stays in the same state until the next timeslot. If a packet is generated, in
state T the terminal tries to transmit the packet. A packet is successfully received by the receiver
with probability q. If a packet is received by the receiver, then at the end of the same timeslot an
acknowledgement is delivered to the terminal with probability 1, and subsequently the terminal
moves back to the idle state O. Otherwise, the terminal moves to the backlog state R where in
each timeslot it tries to retransmit the packet with probability pr , until it is successful.
(1 − q)

po
O

T
q

R
pr

Figure 5.1: A discrete time Markov chain for an ALOHA terminal.
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Capture model

In a WSN an increase in the number of transmitters trying to send data simultaneously increases
the chances of interference between the signals. In this section, we are going to use results from
[108] to better express the notion of interference in networks. Despite interference, in wireless
networks there is always a chance for one of the signals to be strong enough to capture a receiver.
The probability q, the probability of successfully delivering a packet heavily depends on
the number k of packets being transmitted simultaneously in a timeslot. Therefore we use the
function q(k) to show the probability of a sample packet being successfully delivered among
these k packets, which is expressed as
q(k) = k · P{packet capture | (k − 1) interfering signals},

(5.1)

since any of the k packets has a chance of getting through, and these probabilities are mutually exclusive, meaning that it is not possible for two or more packets to capture the receiver
simultaneously.
In this study, we take the physical attributes (e.g., transmit power) of transmitter terminals
to be identical. Therefore the only factor affecting the probability of success q is proximity of a
transmitter terminal to the receiver with respect to other contender transmitters in the network,
and the physical properties of the receiver and the radio communication channel. We express
the scattering pattern of transmitters around the receiver as a probability density function f (r),
henceforth called the spatial distribution, which gives the probability of a transmitter being at
distance r from the receiver.
The physical parameters considered are as follows. Parameter z is the power threshold factor
which reflects the minimum signal-to-interference+noise ratio (SINR) that is needed for successful reception: when facing i − 1 interfering signals, the power of a successfully received signal
should always exceed the power of the joint i − 1 interfering signals by z. Parameter β is the
power attenuation exponent, showing path-loss: as distance r increases the signal gets weaker
according to r−β .
We reuse a result from [108] which states that for Rayleigh fading channels, the capture
probability can be expressed as a product of survival probabilities for individual k − 1 interferers
as:
Z ∞ Z ∞
(k−1)
f (r)
q(k) = k ·
dr
f (rt )drt ,
(5.2)
β
0
0 1 + zrt r −β
in which the inner integral is over r, the distance of the sample transmitter terminal from the
receiver antenna, and the outer integral is over rt , the distance of interferers, all distributed according to the spatial distribution f .
We assume that the spatial distribution function f (r) can have two patterns. A uniform f (r)
is:
(
2r for 0 ≤ r ≤ 1,
f (r) =
(5.3)
0 for r > 1.
Which is the probability of the node being on a circle with radius r around the receiver, where r
is taken to be a normalized distance. A log-normal f (r) is ([108]):
f (r) = √

β

n β2 log r2 o
exp −
,
2σ2d
2πrσd

(5.4)

where σ2d is the spatial logarithmic variance.
For nodes uniformly distributed in a circle with unity radius around a receiving node, f (r) =
2r for 0 < r < 1 and 0 otherwise. This model has the (unrealistic) property that limi→∞ q(i) = 1z ,
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Prob. of successful receive

thus non-zero, while any practical system will yield zero throughput if infinitely many packets are
transmitted simultaneously. Therefore, the log-normal distribution is more realistic, in the sense
that no node can be infinitely close to the receiver and hence the probability of capture when the
number of nodes is very high will actually go to zero, which is preferred. This guarantees that
most nodes are distributed at a reasonable distance from the receiver, with a small number being
very close and a small number being very far which is similar to the distribution of motes within
a locality (e.g. a building).
In Figure 5.2 a comparison between q(k) for a log-normal and uniform spatial distributions is
given. We use this model both in the explicit analysis based on the Markov model (the remainder
of this section), as well as in the mean field analyses that follow (Section 5.2.3).
1
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Figure 5.2: Theoretical probability of one packet capturing the receiver, for two different assumptions on the spatial distribution of nodes. The two distributions are: uniform node density
inside a circle around the receiver (+), and log-normal node density (5.4) around the receiver (◦).
The probability of capture with log-normal spatial distribution tends to 0 as the number of nodes
increases, which models the real situation more accurately.

5.2.2

Network model

Based on the Markov chain given for a single node, we construct the Markov counting process
for the number of nodes in the backlog state R in a network of N nodes, as in Figure 5.3. We
take n as the number of nodes in backlog, where 0 ≤ n ≤ N. The probability πm,n of going from
a state with m nodes in backlog to a state with n nodes in backlog is calculated according to the
current state of the network [83]:



0
if m < n − 1



Pn n i

(N−n)
n−i


−p )
· i=1 i · pr · (1 − pr ) · qi
if m = n − 1
(1
 N−n  o
n
πm,n = 

N−m−1
m−n Pn
n−i
i

·
(1
−
p
)
·
p
·
·
(1
−
P
)
·
p
·
if
m ≥ n.

o
r
o
r

i=0 i
N−m





N−m

(1 − po ) · (1 − qi+m−n ) + m−n+1 · po · qi+m−n+1
Similarly, in [108], for a state n the throughput S n is calculated as follows:
Sn =

N−n
X
k=0

!
!
n
X
N−n
n
k
N−n−k
· po · (1 − po )
·
· prj · (1 − pr )n− j · q( j + k)
N−n−k
j
j=0
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Figure 5.3: Process counting the number of nodes in backlog (state R in Figure 5.1) in a network
of N nodes.

Figure 5.4: The drift (curve), which crosses the t-axis in three points. Of these two are stable
equilibrium points of the system (hence, the system is bistable). The transient time distributions
at time t1 = 500 (circles) and time t2 = 5000 (squares), reach their highest probabilities in these
two points.
Based on the Markov process 5.3, a phenomenon called stability in ALOHA type networks
can be studied. For this purpose, a derived quantity called drift is introduced (which is defined
differently, but coincides with the concept introduced in Chapter 3). The drift expresses the
dynamic behaviour of the ALOHA network. The drift dn of a network with n nodes in backlog is
dn , (N − n) · po − S n .

(5.5)

A system is in equilibrium in state n wherever dn is zero, and an equilibrium point n∗ is stable if
for some n0 in the vicinity of n, dn0 > 0 for n0 < n∗ and dn0 < 0 for n0 > n∗ . In ALOHA systems,
for some probabilities po and pr , it is possible to have two stable points, which in this case means
the network may swing from a favourable state with little contention to an undesirable state with
a large number of nodes in backlog, but stays for prolonged periods of time in each state.
In Figure 5.4 such a behaviour is demonstrated for a network with N = 100, q(i) with lognormal spatial distribution, po = 0.0045 and pr = 0.08. Here using transient analysis, we see
that a network starting from a “good" state evolves into a system trapped in a “bad" state after a
number of steps.
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5.2.3

The approximation of slotted ALOHA networks with a single receiver

A result of mean field approximation, as well as derivations based on Kolmogorov forward equations for population processes, is that the set of approximating ODEs can be directly derived
from the Markov chain describing a single component’s process. For this purpose we classify
p
the transitions of form i →
− j of Figure 5.1, and associate each to the following terms in the
ODEs. Let x̂i be the portion of nodes in state i:
• Transitions with constant probability p:
p · x̂i
We now introduce the terms associated with capture probability q(k). In the mean-field approximation model the number of nodes in each state i: N · x̂i is a real value (since the approximation
is continuous). This means that there are states with fractions of nodes in a component’s state.
However, functions like q(k) in the explicit model do not cover this domain, but rather the domain
of discrete random variables. Therefore we Poisson moment closure interpretation of these real
numbers. The number λ = N · x̂i indicates the frequency of transmitters visiting (or staying in)
state i in each timeslot. By taking λ as the mean number of transmitters, we calculate the average
value of the function q for this number by using (4.8):
q̃(λ) =

∞
X

q(k) ·

k=0

λk −λ
e .
k!

(5.6)

Prob. of successful receive

Applying this to the capture probability q for log-normal spatially distributed transmitters, we
1
q (capture probability)
piecewise linear interpolation
q̃ (Poisson average)
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Figure 5.5: Two methods of finding the probabilities of capturing the receiver. The points ◦ are
probabilities q, and the curve is the Poisson moment closure approximation.
get the continuous function q̃ as illustrated in Figure 5.5. Consequently, for transmit state we
propose the following terms:
• “successful transmission” transitions:

1
· q̃ N · x̂i
N
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• “failed transmission” due to interference
x̂i −


1
· q̃ N · x̂i
N

The existence and uniqueness of solutions to the generated ODEs are guaranteed due to the
discussion in Section 4.2.4. Moreover the dependence of the terms on changes in the system size
will vanish as N → ∞ (since terms are of the order O(N −1 )). In the definition of q̃(λ) each term
λi −λ
i! e , and its derivative are Lipschitz continuous everywhere, moreover the number of terms in
the summation is always constant.
Using the terms introduced above, we generate the set of ODEs as demonstrated in Table 5.1
directly from the Markov chain in Figure 5.1. We take N = 100, po = 0.08 and pr = 0.0045
Table 5.1: System of ODEs for the slotted ALOHA network


1
d x̂O
(t) = −po · x̂O (t) + · q̃ N · x̂T (t)
dt
N

 1

d x̂T
1
(t) = − x̂T (t) − · q̃ N · x̂T (t) − · q̃ N · x̂T (t) +
dt
N
N
po · x̂O (t) + pr · x̂R (t)


d x̂R
1
(t) = −pr · x̂R (t) + x̂T (t) − · q̃ N · x̂T (t)
dt
N
and solve the system of ODEs. Each step in the Markov chain is taken to be 1 ms. Therefore
1
packet generation on average takes 0.08
= 12.5 ms and packet retransmit is after a back-off of
1
0.0055 = 180 ms on average.
Assuming that z = 10, β = 4 and σd = 2, we calculate q̃ according to a log-normal spatial
distribution. The end result is the behaviour seen in Figure 5.7. Here, by starting from two
different initial conditions x̂O = 1 and x̂T = 1 respectively, the solution of the system would
be different, meaning that in finite time horizons the system has two different states in terms of
throughput. The stable points are close to those found by the explicit model: in the first stable
point the number of nodes in backlog is 6.6 which is precise, and in the second point this is 85.3
while in the explicit model this is 94. These results already indicate that the approximation has
preserved the bistability properties which we expect in the transient case. However, note that
these ODEs are not suitable to analyse the stationary regime of such a system. In Figure 5.6 we
indeed see that the system has a unique stationary distribution, which cannot be determined by
observing the results of the ODE analysis alone.
In comparison, a system solved with an interpolation of q(i) gives much less precise solutions
of 0 and 62.4 which are far from the solutions of the explicit model. Therefore q̃(i) gives a much
better approximation.

5.3

Approximation of large lighting CSMA/CA networks

The previous section confirmed that ODE approximations give results very close to the explicit
Markov model. This encourages the use of the mean field theorem for analysis of more complicated protocols where the analysis of population models is not tractable.
We consider a lighting system, as described in [28]. The nodes in the lighting system are
controlled by commands from a user, which is delivered to each node in the network according
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Figure 5.6: The steady state distribution together with the drift of the ALOHA network. Despite
the fact that the drift exhibits a favourable stable equilibrium point with a low number of nodes
in backlog, the mass of the steady state distribution is at the right-hand side, meaning that in the
long run the network spends a substantial amount of time in a saturated state.

0.8

0.6
xT (0)=1
xO (0)=1

0.4

0.2

t
200

400

600

800

1000

1200

Figure 5.7: Numerical solution for the ODEs for the slotted ALOHA network. The straight curve
shows the portion of nodes in backlog state for the initial condition x̂O = 1 (all the nodes start
from the idle state) and the dashed curve for x̂R = 1 (all the nodes start in the backlog state). The
two curves hint at the bistable property of the slotted ALOHA networks in the transient time.
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to a flooding scheme. Whenever a command is issued by the user, it is broadcast by a node
in the network and then it is repeated by all receivers so that other nodes further away receive
the packet. In this case the command is for the lights to turn on. The behaviour of each node
controlling a lighting component is given in Figure 5.8. In the beginning, all nodes are in an Off1
state. One of the nodes is directly connected to a switch and is in state Off2 . Whenever this node
receives the command, it moves to state Send and checks to see if the channel is idle. If it finds the
1
channel idle, it proceeds to transmit. The transmit takes ptrans
time units, and then the node ends
the procedure. For all the other nodes, they receive the command and move to Backoff where
they wait and then check to see if the channel is idle. If it is busy, they wait again and retry,
until they either succeed in transmitting or reach a time out. In order to clarify the behaviour

Off1
pswitch

Off2

1 − pidle

Send

1 − ptrans

Transmit

pwait

Backoff
1 − pwait − ptimeout

pidle

⊥msg

ptrans

ptimeout

End

Figure 5.8: The Discrete Markov chain model for a lighting node in a network using the
CSMA/CA protocol. The light attached to a switch starts its operation from the off1 state and all
the other nodes from the off2 state. The ratio of the probabilities ptimeout and 1 − pwait − ptimeout
approximates the number of pickoffs
of the transitions for the carrier sensing capability, we consider that at any instant in time the
probability pidle is either zero or one, based on the presence of nodes in the transmit state t. In the
explicit model (network Markov chain) the general term is written using an indicator function:
pidle = 1 − 1≥1 (N · x̂t )
Here again we apply (4.8) to derive the Poisson moment closure of this term, and to also deal
with values from the real domain. We define the following function:
1̃≥1 (N · x̂t ) = 1 − e−N· x̂t
p

As before, we propose a set of terms, each associated with transitions i →
− j in the Markov chain,
with x̂i the portion of nodes in state i:
• Receive transmissions of type m (with passive rate “⊥m "), assuming that x̂t is the number
of nodes transmitting message type m in the network:
ptrans · q̃( x̂t ) · x̂i .
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• Assuming that carrier sensing is done in state i, two transitions are introduced: the term
for the transition associated with finding the channel busy is:

1̃≥1 N · x̂t · x̂i
and the term for the transition associated with finding the channel idle is:


1 − 1̃≥1 N · x̂t · x̂i

We maintain that the above flows are Lipschitz continuous and bounded, and moreover their
dependence on changes in the system size will vanish as N → ∞ (so that the mean field approximation becomes exact).

5.3.1

Node location classification and noise

In this section we attempt to model the locations of nodes more realistically. In particular we try
to model the fact that packets have to propagate across a network in which nodes have location
diversity.
We consider a grid of lights, arranged in a rectangle (for example in lighting of a hall). We
consider them to belong to (only) one of α different regions Ri inside the rectangle, where i ∈ N
and 1 ≤ i ≤ α. From a receiver’s point of view, the rest of the nodes in the same region are
scattered around it with some (log-normal) spread of distances.
The location of a node in another region R j of the network is only modelled by the constant
distance ri j between the centre of masses of the two regions Ri and R j , thus ignoring statistical
distance variations (which lead only to relatively small variations of received signal strength).
For the distance between any two nodes from (non-identical) regions i and j we take ri j = r ji .
r14
r13
r12
R1

R3

R2

R4

Figure 5.9: Lighting grid with 4 regions, with the distances ri j .
We consider the probabilities p ji that a ‘test’ packet transmitted by a sender node in R j captures a receiver node in Ri . Let k j be the number of nodes in region R j which are transmitting.
The probability p ji is roughly calculated using r ji as follows:
• If Ri , R j , we have k j favourable signals from distance ri j and sets of kl interferers from
distance ril . Using the product-rule for capture probabilities over Rayleigh fading channels
[108], we get:
n "
 1 k j −1 Y
zriβj #kl
·
1− β
p ji = k j ·
z+1
zri j + rilβ
l=1,l, j
For the case where ki > 1 this value is close to 0.
• If Ri = R j , by considering the interference coming from outside of R j we have:
pii = q(ki ) ·

n "
Y
1−
l=1,l,i

zriiβ
zriiβ + rilβ

#kl
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where rii is the average distance between the transmitter and the receiver nodes in Ri , which
we already have taken as the mean of the log-normal distribution.
As stated before, the above probabilities should be readjusted using (4.8). Since the population
in each state is independent from populations of other states in Poisson moment closure, we may
replace each term in the products with its Poisson moment closure. Thus by taking a Poisson
average and applying the series expansion of exponential functions, the following formulas are
derived for real values:
(
)
n
Y
−zriiβ
p̃ii = q̃(λi ) ·
exp
· λl
zriiβ + rilβ
l=1,l,i
)
(
n
 −z · λ  Y
−zriiβ
j
· λl
p̃ ji = λ j · exp
exp
z + 1 l=1,l, j
zriiβ + rilβ
in which λ j and λl would be the number of transmitters in regions R j and Rl respectively.
We assume a network with α regions. For a receiver, let ptrans be the probability that there is
a transmission of favourable nature. Since the probabilities of receiving packets from different
regions are mutually exclusive we propose a new term for the case of receiving a packet in
region Ri :
!
α
X
p ji · x̂i .
ptrans ·
(5.7)
j=1

Finally, we assume the presence of a receiver noise floor (a background noise). We consider the
fluctuations of the noise to be of relatively high frequency with respect to the transmitter signals,
and therefore for the noise to have a fixed power PN [79]. The term (5.7) is thus a case when the
i
power of the noise floor is very small PN ∼ 0. Given the signal-to-noise ratio snr = power
PN , the
probability that a signal from a terminal at distance ri j fails to exceed the noise floor is:
(
pNi j = exp −

zriβj )
snr

Which by the application of the product-rule is multiplied with (5.7) to derive the probability of
receive in the presence of noise.

5.3.2

Results

We consider a network of n = 400 nodes [28], each running the protocol presented in Figure 5.8.
The nodes are evenly distributed between 4 regions, and we consider r12 = r23 = r34 = 2
and r13 = r24 = 4, r14 = 6. The distribution of nodes inside a region is log-normal. We take the
1
and xOff2 = 399
maximum number of back-off retries to be 3. In the initial condition xOff1 = 400
400 .
We take the noise level to be snr = 30dB. We build a system of ODEs of size 4 × 6 (number
of regions times the number of states). The solution for the system of ODEs is presented in
Figure 5.10. Using these results, we can measure the average latency (for the nodes to turn on).
If we consider the portion of nodes which have moved message and moved out of the Off state
until time t to be represented by curve 1 − ( x̂off1 (t) + x̂off2 (t)), we can use the following formula to
calculate the average latency:
Z ∞ 
d x̂Off1
d x̂Off2 
t· −
(t) −
(t) dt.
(5.8)
dt
dt
0
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Figure 5.10: The solution for the simple flooding protocol

Latency (s)

We consider networks with maximum back-off retry parameters from 1 to 5 and then calculate the
average latency. The results of these measurements are given in Figure 5.11. The measurements
follow the same increasing pattern as [28], which shows that MFT has been able to preserve the
behavioural properties of the network.

0.06
0.05
0.04
1

2

3

4

5

Number of back-off retries

Figure 5.11: Average latency (in seconds), calculated for number of back-off retries 1 to 5.
The packet loss ratio can be also calculated by using the idea of diagnostic variables1 , as
follows. Suppose we have α regions. For a region Ri , we consider x̂ri (t) to be the number of
nodes ready to receive packets and x̂ti (t) to be the number of nodes ready to transmit packets. In
order to study the packet loss ratio (PLR) we add a diagnostic variable to the system of ODEs to
measure the total number of packets transmitted (ntot ):
α

X 
d ntot (t)
= p send · N ·
x̂ti
dt
i=1
In order to calculate the number of packets successfully delivered (nsuc ), we first define the following term:

pri j (t) = p̃i j · 1̃>0 N · x̂r j (t) ,
(5.9)
which is the probability of a packet coming from Ri being received in R j at time t. For a fixed
region Ri these probabilities are not mutually exclusive, since a single packet can be received by
multiple receivers, however it can be reasoned that these events are mutually independent. We
1 The term probe also describes the purpose of this idea very well. However, in order to avoid confusion with stochastic
probes, here we choose a different term.
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use the operator ⊕ to denote the sum of probabilities of independent events2 . We introduce the
following diagnostic variable for the total number of successful receives:
!
α M
α
X
d nsuc (t)
= p send ·
pri j .
dt
i=1 j=1
From which the packet loss ratio (%) until time T is given by:
PLR = 100 ·

5.4

nsuc (T )
.
ntot (T )

(5.10)

Related work

The mean field theory of Markov processes was first formally described for communication systems in [11]. Attempts to apply these approaches to protocols in communication networks are
made in e.g., [9]. Apart from these more formal and more structured approaches, deterministic
approximations have been applied to the analysis of exponential back-off algorithms in communication protocols [14, 18], and to the study of end-to-end delay and throughput in ad hoc
networks together with non-equilibrium methods which focus on networks with a specific topology [97]. A particular application of mean field analysis to analysis of WSNs with a simplified
interference model was considered in [54].
Special models in which gossiping protocols are considered together with spatial diversity
and mobility are treated in previous work [69], and has been also automated [9]. The modelling of spatial properties of models, in particular the spatial diversity and mobility has received
special attention in the context of the EU project “A Quantitative Approach to Management and
Design of Collective and Adaptive Behaviours” or QUNATICOL [46, 45], in which Collective
Adaptive Systems (CAS) fit within our descriptions of population systems, and can be modelled
by population processes. In this framework, the techniques we applied on spatial representation
can be categorized as a discrete space aggregation technique.

5.5

Summary

In this chapter, we verified that the deterministic approximations with the Poisson moment closure can be used to model wireless networks. We found that signal capture models that interpolate
discrete number of transmissions according to a Poisson distribution give accurate results for our
comparison. We also showed that qualities such as bistability can be demonstrated with comparative accuracy using this approximation. Moreover, we provided ways to approximate the packet
loss ratio and latency with formulas (5.10) and (5.8) respectively.
In the context of deterministic approximations, we demonstrated practical ways to calculate
relevant metrics for the performance analysis of networks. Moreover, we showed some properties
of WSNs which could be modelled. We further extended the framework to analyse broadcasting
protocols. The extension includes a more detailed model of network topology, carrier sensing,
and noise. We found that qualities such as average latency and packet loss ratio can be measured
directly from the solution to ODEs. Thus we found ways to derive insights and compare different
protocols and strategies employed in a network using a modelling approach of low complexity.
All these developments expand our ability to model phenomena commonly occurring in wireless sensor networks which positively contribute to a more clear picture towards knowing whether
2 For

P1 , P2 probabilities of independent events, we have: P1 ⊕ P2 = P1 + P2 − P1 P2 .
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the deterministic approximation help in answering relevant questions regarding wireless sensor
networks.
The contents of this chapter has been included in the following publication.
• M. Talebi, J. F. Groote, and J.P.M.G. Linnartz. Continuous approximation of stochastic
models for wireless sensor networks. In Communications and Vehicular Technology in the
Benelux (SCVT), 2015 IEEE Symposium on, pages 1–6. IEEE, 2015.

Chapter

6

A Study of Coexistence of ZigBee and Wi-Fi Networks

The diversity and density of wireless networks operating in the same area and through the same
medium will dramatically increase in the future. Therefore the study of coexistence between
different protocols is more relevant than ever. In particular, coexistence of commonly adopted
protocols such as IEEE 802.15.4 (ZigBee) and IEEE 802.11 (Wi-Fi) has gained a lot of attention. In this area, besides research which study the effectiveness of channel switching, the results
in literature currently fall into two categories: experimental or simulation results with a few
nodes and networks, and analytical results which are either asymptotic (e.g., using Bianchi’s
assumption) and/or stationary. In contrast, here we present an analytical framework in which a
comprehensive study of dynamic influence of Wi-Fi interference on ZigBee networks of arbitrary
size becomes possible. We first present an application of mean field approximation to an intractable Markov model of ZigBee networks. We then use this modelling approach to compare the
effect of several Wi-Fi transmission patterns on ZigBee performance. This is in line with our discussion in previous chapters, and we aim to demonstrate how a relevant problem in architectural
design of WSNs can be addressed.

6.1

Introduction

Coexistence is the ability of two or more devices to operate (almost) independently on the
same communication network, possibly with same communication protocol, without interfering with the operation of other devices on the network. In recent years, two of the most widely
used protocols for industrial and domestic applications, namely, IEEE 802.11/Wi-Fi and IEEE
802.15.4/ZigBee, are increasingly being collocated in the same environs. Therefore, it has become important to study the coexistence of ZigBee and Wi-Fi.
In this chapter, we develop a methodology with which we model a (moderately) large ZigBee network, and study its performance in the presence of Wi-Fi traffic. Here we model Wi-Fi
behaviour using a time-dependent function, operating in parallel with the ZigBee network. We
then do a very precise and systematic measurement of performance indicators such as delay,
throughput and packet failure rate, for the ZigBee network in order to study the effects of Wi-Fi
interference on ZigBee networks.
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But first, we start with a precise description of the IEEE 802.15.4 MAC layer protocol.

6.2

Description of the protocol and the Markov model

In this section we describe the model of a ZigBee network consisting of K > 0 ZigBee nodes,
operating in the presence of a Wi-Fi station. We use a time in-homogeneous Markov model to
accurately model the IEEE 802.15.4 MAC layer operations with a simplified description of the
upper layers. Wi-Fi is modelled as a stochastic process operating autonomously and in parallel
with the network.

6.2.1

Single node Markov model

We assume that ZigBee nodes have identical behaviour and all follow the description given below. We take a multi-level approach to represent the behaviour of the ZigBee protocol, following [84]. Figure 6.1 shows a high-level representation of the IEEE 802.15.4 MAC layer specification by a discrete time, time-inhomogeneous Markov model. The timeslots of the model are
the size of a back-off unit, which is T bs = 0.32 ms. A detailed description of the model follows:
the MAC layer behaviour starts in state Idle. A node in state Idle generates a new packet with
probability q, abstracting the processes operating on the network layer and above. The node
subsequently tries to transmit the packet. The sequence of transitions starting from the packet
generation event until the return to state Idle signifies the life cycle of a single packet submitted
to the MAC layer. We assume that during the time that the MAC layer is processing a packet, no
new packets are generated.
Upon submission of a packet to the MAC layer, the node goes into a back-off, which consists
of a sequence of random delays each followed by an attempt to access the shared channel. If
the channel is sensed idle in any of the maximum number of attempts N, the node subsequently
attempts to transmit the packet. Otherwise the packet is dropped (channel access failure) and the
node returns to the Idle state.
Following a packet’s transmission, the node awaits an acknowledgement from the receiver
(the receiving process is not modelled). If an acknowledgement is received, the node returns
to the Idle state. Otherwise, a retry for transmitting the packet is initiated. Up to R retries are
allowed in total. If all of these retries fail, the packet is dropped (transmission failure) and the
node returns to the Idle state.
The back-off process of retry r, where 0 ≤ r ≤ R, is described in Figure 6.2. For 0 ≤ n ≤ N,
in each stage Br,n we define the back-off window as the interval [1, Wn ] in which Wn is the backoff window size, defined as Wn = 2max(BE+n,MAX_BE) . A node entering stage Br,n first waits for
a random time uniformly chosen from the back-off window [1, Wn ], after which it senses the
shared channel. Let s(t) be the probability of the channel being busy at time t, then:
s(t) = P{a ZigBee node transmitting ∪ Wi-Fi transmitting at t}.
If the channel is sensed idle, the node proceeds to transmit the packet. Otherwise the node moves
to the next back-off stage (n + 1), each time exponentially increasing the size of the back-off
window until a maximum back-off exponent MAX_BE is reached. If the channel is sensed busy
for a total of N times, channel access fails and the packet is dropped, as explained earlier.
The transmit stage follows a successful channel access attempt. The transmit stage of retry r
(0 ≤ r ≤ R), is described in Figure 6.3. For 0 ≤ ` ≤ L where L is the number of timeslots for
transmitting a packet, each state T r,` denotes the successful transmission of L − ` parts (chunks)
of the packet, and Cr,` the failed transmission of L − ` parts of the packet. Failure in transmitting
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Figure 6.1: Markov model of the ZigBee 802.15.4 MAC layer transmitter.
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Figure 6.2: Markov model of the component Backoffr , in which “input” is the rate of the input transition,
and s are time-variant probabilities of sensing the channel busy.
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Figure 6.3: Markov model of the component Transmitr , in which “input” is the rate of the input transition,
and c are time-variant probabilities of collision.

a packet occurs due to collisions. Since in our model we study the effect of intermittent Wi-Fi
transmission on the performance of a ZigBee network, the collisions can be either caused by
Wi-Fi stations, or other ZigBee stations, therefore the probability of collision at time t is:
c(t) = P{two or more ZigBee nodes transmitting ∪ Wi-Fi transmitting at t}.
Previous theoretical studies often ignore the ZigBee cross-interference. However, we deem it
essential, as in our model we are able to model a large number of nodes in the network and
collisions between ZigBee packets influence the performance of the network.

6.2.2

The mean field model

The Markov model of a ZigBee node as defined in Section 6.2 can be rather large, e.g., in case
of R = 3, N = 4, it consists of 515 states. Moreover, we are interested in the transient analysis of
a network consisting of many ZigBee nodes under Wi-Fi interference. In this case the Markov
model of the entire network can quickly become intractable, e.g., if we are dealing with 30
ZigBee nodes, the entire state space is of the order 1081 .
Thus we propose using the mean field analysis method to contain this complexity. With the
mean field method we generate a set of ordinary differential equations (ODEs) to study the transient behaviour of the ZigBee network. The dimensions of this system of ODEs is independent
of the number of nodes in the network, and is equal to the number of states in a single ZigBee
node. A complete statement of the above theorem and its proof are given in [104]. Since our
specification of the coexistence model involves the definition of a time-variant Wi-Fi component, this leads to time-variant collision and sensing probabilities. Therefore, for the mean field
approximation, we invoke a variant of the standard approximation theorem, given in [99].
In what follows we present the system of ordinary differential equations (ODEs) which represent the mean field model of the ZigBee network, which are based on the single node Markov
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model presented in Figure 6.1. The equations presented follow the multi-level approach taken in
Section 6.2. We first give the ODEs for a back-off component Br,n (see Figure 6.2). Let the size
of the n-th back-off window be a random number uniformly chosen from the interval [1, Wn ] and
let S I (t) denote the input process and γ the rate of the input transition. Then
d
Dr,n,Wn −1 (t) =
dt
d
Dr,n,Wn −2 (t) =
dt
..
.
d
Dr,n,0 (t) =
dt

γ
S I (t) − Dr,n,Wn −1 (t)
Wn
γ
S I (t) + Dr,n,Wn −1 (t) − Dr,n,Wn −2 (t)
Wn
γ
S I (t) + Dr,n,1 (t) − Dr,n,0 (t)
Wn

where Dr,n,0 (t) (with rate 1) is the output process. Next, are the equations that describe the
transmission process of retry r. Let S I (t) denote the input process, γ the input rate, and s(t) the
probability of the channel being busy at time t. Then
d
T r,L (t) = γ S I (t) − T r,L (t)
dt
d
T r,L−1 (t) = (1 − c(t)) T r,L (t) − T r,L−1 (t)
dt
d
Cr,L−1 (t) = c(t) T r,L (t) − Cr,L−1 (t)
dt
..
.
d
T r,0 (t) = (1 − c(t)) T r,1 (t) − T r,0 (t)
dt
d
Cr,0 (t) = c(t) T r,1 (t) − Cr,0 (t)
dt
in which Cr,0 (t) and T r,0 (t) are output processes (each with rate 1).
Finally, let S I (t) denote the input process and γ the input transition rate. The equation for the
Idle state is
d
S Idle (t) = γ S I (t) − g S Idle (t),
dt
where S Idle (t) is the output process, with rate g. Based on the above description of ODEs for
other components, the combined term γS I (t) can be specified as
γS I (t) = CR,0 (t) +

R
X

s(t) · Br,N (t) + T r,0 (t)

r=0

The probabilities of collision (c(t)) and sensing the channel busy (s(t)) depend on the number
of nodes currently transmitting as well as the Wi-Fi activity. The number Ntr (t) of ZigBee nodes
transmitting at time t is random. The distribution of Ntr (t) can be derived with an explicit analysis
of the Markov model, which in our case is a computationally difficult task. However, given the
solution of the ODEs in 6.2.2 we know
 L−1

R X
X


 T r,` (t) + Cr,` (t) + T r,L (t).
E[Ntr (t)] =
(6.1)
r=0

`=0
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Let Wi-Fi(t) be the status of Wi-Fi at time t. Using the indicator function1 we define the probability S (t) of sensing the channel busy as
S (t) = 1 [Wi-Fi(t) + Ntr (t) ≥ 1] .
Then, s(t) = E[S (t)] is the expected probability of sensing the channel busy. Therefore:
s(t) = E [1 [Wi-Fi(t) + Ntr (t) ≥ 1]] .
The right hand side can be calculated by relying on the approximation
E [1 [Wi-Fi(t) + Ntr (t) ≥ 1]] ≈ 1 [Wi-Fi(t) + E[Ntr (t)] ≥ 1] .
However, this probability is not guaranteed to be continuous at each time t, since e.g., a sudden
change in the number of transmitting nodes can significantly change its value, and based on the
Picard-Lindelöf theorem compromise the existence and uniqueness of a solution to the ODEs.
To resolve this issue, we propose the use of the Poisson moment closure. The Poisson moment
closure assumes that at each time t the measures X(K) (t) are Poisson distributed. Taking Wi-Fi
transmissions to be deterministic, this results in the following approximation:
s(t) ≈ Wi-Fi(t) + (1 − Wi-Fi(t))(1 − eE[Ntr (t)] ).
In the same manner, we calculate c(t), the expected probability of collision as


c(t) ≈ Wi-Fi(t) + (1 − Wi-Fi(t)) 1 − (1 + E[Ntr (t)])eE[Ntr (t)] .

(6.2)

(6.3)

To further ensure the continuity of s(t) and c(t) we assume that Wi-Fi status changes (which are
either 0 → 1 or 1 → 0) are smooth over a duration of 64 µsecs.2

6.3

Performance Analysis

Our goal is to study the dynamic relation between Wi-Fi transmissions and the performance of
ZigBee network. To this end, in this section we first present the performance metrics used in this
study, and then study the response of performance metrics such as MAC layer delay and packet
failure to different patterns of Wi-Fi transmission behaviour.

6.3.1

Performance metrics

For studying the performance of the ZigBee network, several performance metrics are commonly
used: packet delay, packet failure rate, backlog and throughput. Regrettably, in general it is not
possible to adequately describe the performance of the network by focusing on only one of these
measures, e.g., by attempting to minimize the delay one may unintentionally increase the packet
loss. Yet, the state occupancy probabilities fully describe the internal "health" of the network.
Below we present the definitions of the external performance metrics and show how these directly
follow from the state probabilities.
A key aspect that we address in this analysis is that we see the performance metrics as nonstationary random variables. For instance, for a packet entering the MAC-layer of a transmitter
at deterministic time t, and successfully delivered at random time t0 , the delay Dt experienced
boolean value b, the indicator function 1[b] is defined as 0 if b = False and 1 if b = True.
be more specific, we set the step size of the numerical solver to 0.2 time units (thus 0.064 msec.).

1 For
2 To
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Figure 6.4: A backoff state with two outgoing transitions: s denotes the time-variant probability of sensing the channel busy, E x the time we exit state Bx , and Ay and Az the times we enter states T y and Bz
respectively.
by the packet is a random variable that takes on the value t0 − t, where the distribution of Dt is
a function of t, with the randomness being due to the random number of back-offs and random
collisions. The common practice in many analyses is that if a packet is dropped and is never
delivered to the receiver, then Dt is undefined or alternatively taken to be ∞. Moreover, for
statistical purposes such as average delay or the distribution of delays, we omit data points with
undefined values. Thus delay-related values are all conditional on the successful delivery of
packets.
Next we explain the calculation of packet delay. In order to adequately address the subtleties
of non-stationarity of random variables we need to introduce a few formal mathematical notations. Consider the continuous time domain R≥0 . For sample space Ω, let T : Ω → R≥0 be a
random time with PDF fT , and let h : R≥0 → R be a function over time. We define
Z +∞
h(T ) =
h(t) fT (t)dt.
0

Moreover, we define the filtering operator ×, such that for T and h defined as above (T × h) is a
random time with distribution
fT (t) · h(t)
f(T ×h) (t) =
h(T )
(if h(T )=0, then T × h is undefined). In our measurements the function h is either the sensing
function s or collision function c. The filtering operator is used to express conditional branching
in a stochastic setting. To demonstrate the purpose of this operator we give an example below.
Consider the single state model presented in Figure 6.4 with two outgoing transitions, each
activated in cases the channel is sensed busy (with time-variant probability s(t)) or idle (with
time-variant probability 1 − s(t)) respectively. The time E x at which a packet exits state Bx
is random, with PDF f x . If the packet exits at time t, it ends up in state Bz with probability
f x (t) · s(t). Otherwise, it will end up in state T y with probability f x (t) · s0 (t), where s0 (t) = 1 − s(t).
The total probabilities of the packet moving to states Bz and T y respectively are
Z +∞
s(E x ) =
s(t) f x (t)dt, and
0

s0 (E x ) =

Z

+∞

s0 (t) f x (t)dt.

0

Thus, the normalized resulting distributions, for random times Ay and Az at which the packet
arrives in states T y and Bz respectively, are
Ay = E x × s, and
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Az = E x × s0 .

As the MAC layer service time is random (due to random back-offs and random collisions)
the packet delay Dt is a random time whose value depends on the duration of random back-offs,
the probability of sensing the channel busy (s(t)) and the probability of collision (c(t)). Let each
variable EC denote the random time at which a packet exits component C. We calculate the
packet delay recursively by the rules that follow. For 0 ≤ r ≤ R and 0 ≤ n ≤ N, define random
variables:
Xr,n ∼ U[1, Wn ].
The random times at which a sample packet generated at time t exits the back-off processes are
EIdle = t,



EIdle + T bs · Xr,0 ,
r = 0, n = 0




EBr,n = 
E
+
T
·
X
,
r
, 0, n = 0
bs
r,0

 Cr−1,0




 EBr,n−1 × s + T bs · Xr,n , r , 0, n , 0
The random times at which the sample packet exits the transmission states are



EBr,n + T bs , for each n with probability p1 (n),




ETr,` = 
for ` = L






 ETr,`+1 × (1 − c) + T bs ,
for ` , L
where p1 (n) is the conditional probability
Pr{Channel sensed idle at n-th stage}
Pr{Channel sensed idle at some stage}
Q
(1 − s(EBr,n )) n−1
i=0 s(E Br,i )
=
.
QN
1 − n=0
s(EBr,n )

p1 (n) =

For the collision states:



ETr,`+1 × c + T bs ,
for ` = L









ETr,`+1 × c + T bs , with probability p2 (`),




ECr,` = 
for ` , L






E
+
T
,
with
probability
p3 (`),
C
bs

r,`+1




for ` , L
where p2 (`) is the conditional probability
Pr{Collision in the transmission of chunk ` + 1}
Pr{Collision in any previous chunk}



QL
c(ETr,`+1 ) k=`+2
1 − c ETr,k


 ,
=
QL
1 − k=`+1
1 − c ETr,k

p2 (`) =

and p3 (`) is
Pr{Collision in the transmission of chunks > ` + 1}
Pr{Collision in any previous chunk}



PL−1
QL
i=`+1 c(ET r,i+1 )
k=i+2 1 − c ET r,k



=
.
QL
1 − k=`+1
1 − c ETr,k

p3 (`) =
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Based on the above random times define the probability of collision in retry r as
PC (r) = 1 −

L
Y

(1 − c(ETr,` )),

`=1

and the probability of back-off survival in retry r as
PS (r) = 1 −

N
Y

s(TBr,n ).

n=0

Using the above probabilities the packet delay, conditional on successful delivery of the
packet is
 r−1

 R
X
Y



PS (k)PC (k) − t.
(6.4)
Dt =  ETr,0 · PS (r) 
r=0

k=0

Next, we calculate the packet failure probability at time t, which is the probability of failure
in delivering a sample packet submitted to the MAC layer at time t. The packet delay and failure
rate each provide partial insights into how well the network performs, and should be often read
together.
As the name suggests, the ZigBee network’s backlog at time t is defined as the total number
of nodes in each of the back-off components at time t.
Lastly, the throughput of the network provides a summary of the network’s performance
over a long-term period. The throughput is defined as the average number of packets that are
successfully delivered in a second.
Following the solution of the system of ODEs given by the mean field approach, calculating the network’s backlog at time t is straightforward. Referring to the parameters defined in
Section 6.2.2, we have
R X
N W
n −1
X
X
Backlog(t) =
Dr,n,i (t).
(6.5)
r=0 n=0 i=0

It is also possible to calculate the packet failure probability at time t, which is the probability
of failure in delivering a sample packet submitted to the MAC layer at time t. The packet failure rate is calculated as the summation of packet drop probability PD and transmission failure
probability PT F . The packet drop probability (due to the back-off process) is
 r−1
 N
R Y
X
 Y


PD (t) =
PS (k)PC (k)
s(EBr,i ),
(6.6)
r=0

i=0

k=0

and transmission failure occurs when all of the R + 1 transmissions fail, therefore:
PT F (t) =

R
Y

PS (k)PC (k).

(6.7)

k=0

Since the above events are mutually exclusive, the packet failure rate is then
PPF (t) = PD (t) + PT F (t).

(6.8)

The packet delay and failure rate each provide partial insights into how well the network performs, and should be often read together.
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Lastly, the throughput of the network provides a summary of the network’s performance
over a long-term period. The throughput is defined as the average number of packets that are
successfully delivered in a second. The solution of the ODEs can be again used to derive the
throughput of the network. Let [0, τ] ⊂ R≥0 be the time interval over which the system of ODEs
is solved, with τ sufficiently large. The throughput is defined as

Z  R

1 τ X
S =
 T r,0 (t) dt,
τ 0 r=0
which informally, is the rate at which packets go through the last transmission success states of
the transmit components (T r,0 ).

6.3.2

Modelling Wi-Fi interference

We assume that the Wi-Fi transmission process is oblivious (blind) to the ZigBee operation, a
common assumption which is often made due to the 802.11 timing requirements and transmit
power asymmetry between ZigBee and Wi-Fi [61, 114]. Our primary goal for introducing a WiFi model is to study the effect of the characteristics of its interference on ZigBee performance.
Previous works typically use the clear channel rate (CCR) as metric for channel quality. The clear
channel rate is defined as the quality of the channel as perceived by the MAC layer of the ZigBee
nodes, i.e., the fraction of time the channel is free from Wi-Fi transmissions regardless of the
exact pattern of Wi-Fi transmissions. In this work, due to the nature of our modelling approach,
we have great freedom in explicitly modelling the pattern of Wi-Fi transmissions. As such, we
consider several patterns of Wi-Fi transmission, namely, periodic, with Markovian arrivals, and
bursty and/or self-similar.
Periodic: The periodic Wi-Fi transmission is the simplest pattern considered. In this model we
assume that Wi-Fi is repeated over a period T as follows:



0 , if t mod T < (T · CCR),
WiFi(t) = 

1 , if t mod T ≥ (T · CCR),
in which CCR is a number from range [0, 1] and denotes the clear channel rate.
Markovian arrivals: In this pattern in each time-step dt, if the Wi-Fi is active we assume a
probability Poff dt of Wi-Fi becoming inactive, and if Wi-Fi is inactive we assume a probability
Pon dt of Wi-Fi becoming active. The transmission can be then split into two processes of the
off and on periods. The holding times for each of these processes are geometric distributed, but
as the step size dt is taken to be small they resemble exponentially distributed random variables.
Fixing the probability Pon and a CCR, the probability Poff is chosen as follows:
Poff = CCR ·

Pon
1 − Pon

Log-normal packets: In [35] a comprehensive study of patterns in Wi-Fi transmission and interference is presented. In Figure 6.5 we reproduce a result by this paper, in which the empirical
distribution of Wi-Fi packet lengths and gaps between packet are given. We fit a number of distributions to the empirical distribution by the method of least squares, according to which the
log-normal distribution with parameters µ p = −1.54 and σ p = 1.429 was found to be the best
candidate.
The empirical data provided in [35] support the hypothesis that the length of gaps between
packets are also log-normal distributed. Then, given CCR ∈ (0, 1) we can calculate the parameters of the gaps’ distribution by using our knowledge of packet lengths’ distribution. For a
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Figure 6.5: The empirical distribution of packet lengths [35], and the fitted log-normal distribution.
given CCR associated with a sufficiently long observation period, the parameter µg of the gap’s
distribution is
!
σ2p − σ2g
1 − CCR
− ln
,
(6.9)
µg = µ p +
2
CCR
in which we have fixed the parameter σg = 1.47.
Pareto white gaps: It has been long noted that traffic in Ethernet networks is statistically
self-similar, i.e., regardless of the scale of sampling, Ethernet transmissions follow a similar
distribution overlayed by some noise [78]. Predictably, Wi-Fi traffic also seems to show selfsimilarity [114]. The construction of gaps in these patterns can be done by random holding times
described by heavy tail distributions. We take a Pareto distribution with parameter 1 ≤ α ≤ 2 for
this purpose [78], as
  α
t


, t > tm ,
 mt
Pr {gap ≥ t} = 

1
, t ≤ tm ,
where tm is the smallest possible gap. By taking the packet lengths to be log-normal distributed
as before, and by fixing a CCR, the parameter α can be calculated as


CCR · exp µ p + σ2p /2
λ
α=
, with λ =
,
λ − tm
1 − CCR
in which λ denotes the average gap length. Below a table of α-values for respective CCR is
presented.
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Figure 6.6: Wi-Fi patterns generated according to (from top to bottom): periodic scheme,
Markovian arrivals, log-normal arrivals, and Pareto white gaps, all with CCR = 0.9.
CCR
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9
0.9999

α
1.938
1.274
1.143
1.088
1.057
1.037
1.024
1.014
1.006
1.0001

Both the log-normal and Pareto gap distributions lead to patterns typical of bursty traffic, with
the Pareto distribution showing denser transmission bursts separated by wider gaps. We tested
the validity of these patterns by capturing a few hours of Wi-Fi traffic in an office environment
and a library, both of which resembled patterns generated according to Pareto white gaps. In
Figure 6.6, for each discussed distribution a randomly generated traffic pattern is given.

6.3.3

Effect of the Wi-Fi transmission pattern on network performance

In this section we use the relevant performance metrics to study the effect of Wi-Fi transmission
patterns discussed in Section 6.3.2, on the performance of the ZigBee network. We define the
packet success rate as λsucc = 1 − λPF , where λPF is the average packet failure rate. Unless
otherwise stated, in the results presented, we assume that the ZigBee network consists of K = 30
nodes, with offered load of Kq = 300 packets/sec. The starting back-off exponent is BE = 3,
maximum back-off exponent is MAX_BE = 5 and packet length is L = 4 (corresponding to 1.28
ms).
Figure 6.7, compares the corresponding performance metrics (success rate, throughput, nodes
in backlog and delay) under different CCR and different Wi-Fi transmission patterns (s.a. periodic, Markovian, log-normal and Pareto). The Wi-Fi transmission patterns are randomly generated, and a number of replications are used to find the expected response of the ZigBee network.
For the IEEE 802.15.4 the default parameter values R = 3 and N = 4 are chosen.
As can be seen, under the same CCR, the Wi-Fi patterns have a major influence on the
performance of the ZigBee network. In fact, in terms of packet success rate, randomness and
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burstiness of Wi-Fi transmissions tend to lead to better ZigBee performance. The difference
between performances remain large for high CCR values, which based on experiments is the
region in which Wi-Fi networks operate most of the time (e.g. residential areas have CCR> 90%
for nearly 90% of the times. [35]). It is also notable that none of the resulting curves resembles
the S-shaped curves which frequently appear in steady state coexistence studies [35, 84].
The analysis of success rates seems to indicate that bursty Wi-Fi traffic is in general more
favourable. It appears that the availability of large gaps between Wi-Fi transmissions plays a
significant role on the ZigBee network performance. This is confirmed by the fact that the bursty
transmission patterns lead to an improvement in throughput. During the wide gaps, ZigBee nodes
can transmit a large number of packets, most of which are delivered after 0 or few transmission
retries. However, looking at the curves for average delay, we see that this is at the expense of
more delay in the packet transmissions. The bursts suppress transmission of some packets for a
long time, and incur large delays which lead to a higher average packet delay.
A part of our modelling approach is the consideration of cross-interference between ZigBee
nodes which degrades the performance of the network. This impact is already large in a moderately large network (10 nodes). Thus, neglecting the dynamic interaction among ZigBee nodes
will give overly optimistic predictions. This is the case in most of the performance studies of
coexistence of ZigBee and Wi-Fi up until now.

6.4

Related work

In order to evaluate the performance of IEEE 802.15.4 network, several approaches, based on
simulations and experiments [42, 68, 62], have been proposed. A large portion of the existing
analytical models for the performance evaluation of IEEE 802.15.4 are based on modelling the
stochastic behaviour of a device as a discrete time Markov chain. This analysis is similar in form
to the well-known formulation of Bianchi and its variants [14, 25, 37] for the IEEE 802.11 standard. The key difference lies in the main approximation assumption on the independence of carrier
sensing probabilities, which determines when the nodes become active to listen the channel. One
of the first such analytical evaluations for the IEEE 802.15.4 was provided in [90] for slotted
channel access mechanism and simple star topology. This work was later extended to account
for the acknowledgement mechanism [89]. Modified versions of this work include performance
analysis for different types of topologies and multi-hop transmissions [82] or consideration of
unsaturated traffic conditions [85]. These models mainly focus on internal interference within
the network and ignore the effect of external interference, especially from Wi-Fi.
Some research on coexistence are based on experimental studies [34, 8, 88], while some focus mainly on the power differences and large differences in the time constants for accessing
the channel of the two protocols [113]. The current research continuous the approach in [84],
in which an accurate Markov chain model for evaluating the effect of external interference on a
multi-node IEEE 802.15.4 (ZigBee) network is presented. This model is also inspired by Bianchi’s work and focuses on the analysis of success rate and delay during the CSMA mechanism
of the protocol.
The analysis we presented in this chapter, involved time-inhomogeneous transition probabilities. The entire model, consisting of the discrete state population model of the ZigBee network
and the Wi-Fi transmissions (as a function of time), can be called a hybrid Markov population
model, which are generally treated in [99]. In our analysis, the Wi-Fi transmissions where taken
to be independent of the state of ZigBee, but in reality the two networks evolve together and can
influence each other.
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Figure 6.7: (Average) success probability, delay, link throughput and back-off size for clear
channel rate (CCR) and different Wi-Fi patterns.
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Figure 6.8: Success probability in case of ZigBee cross-interference or in case of only Wi-Fi
interference, for Markovian Wi-Fi transmissions.

6.5

Summary

In this chapter we presented a comprehensive method of analysing the coexistence of ZigBee
and Wi-Fi networks. To the best of our knowledge, this is one of the first analysis methods in
this area to explicitly model the dynamic interaction of ZigBee and Wi-Fi networks. We support
the necessity of this approach by the discussion in Section 6.3.3, in which we saw that the Wi-Fi
traffic patterns have a major influence on the performance of ZigBee. We conclude that taking a
characteristic of the Wi-Fi traffic such as the clear channel rate alone does not lead to a correct
understanding of the effect of Wi-Fi on the performance of ZigBee.
The study of coexistence via simulations could be very difficult, the effects that limit the
capacity of ZigBee traffic in such cases can be computationally demanding to simulate, and are
not easy either to model or to replicate. On the other hand, test beds can be also difficult to
build and to maintain for such tasks. In the face of such difficulties, a reliable method of analysis
which helps in building a first impression of the performance of ZigBee is invaluable. It is with
this view, that we propose the use of deterministic approximations for such purposes.
We saw how a time-dependent external influence can be modelled alongside the deterministic
model. In addition, we saw the generation of such patterns, and the use of simulation methods
beside deterministic approximation of large WSNs. Our method of analysing coexistence showed
a high potential for being automated. A rudimentary version of this implementation has already
been done within the boundaries of this research.
Parts of the contents of this chapter have been included in the following publication.
• M. Talebi, C. Papatsimpa, and J.P.M.G. Linnartz. Dynamic performance analysis of ieee
802.15.4 networks under intermittent wi-fi interference. In The 11th IEEE International
Symposium on Personal, Indoor and Mobile Radio Communications. IEEE, 2018.

Chapter

7

Ad hoc Methods of Scalability Analysis

Besides continuous and deterministic approximations of stochastic descriptions of wireless networks, there are a plethora of other methods which can be applied in the study of scalability of
wireless networks. In this chapter, we demonstrate an ad hoc method of scalability analysis by
analysing a procedure used in the initialization of a specific wireless sensor network. We do so
by examining an implementation for the formation of a cluster-tree topology in a network which
operates on top of the TSCH MAC operation mode of the IEEE 802.15.4 standard. The correct
and efficient execution of this procedure can be challenging in the face of many uncertainties
present in ad hoc wireless networks. We show how both the mCRL2 language and tool-set help
us in identifying scenarios where the implementation does not form a proper topology. More
importantly, our analysis leads to the conclusion that the cluster-tree formation algorithm has a
super linear time complexity. So, it does not scale well to large networks.

7.1

Introduction

The IEEE 802.15.4 protocol standard is used for low-rate and low-powered Personal Area Networks (PANs). The IEEE 802.15.4e standard was released in 2012 to extend the IEEE 802.15.4
protocol to overcome limitations in performance and reliability [4, 32]. This extension was
subsequently incorporated into the IEEE 802.15.4 standard in 2015, and among other changes
introduces the Time-Slotted Channel Hopping (TSCH) MAC operation mode, with the goal of
ensuring reliability by providing more structure to wireless communication, as well as scalability
and robustness by channel hopping [6].
In the TSCH mode, robustness against noise and interference is provided by a mechanism
for channel hopping in consecutive units of time called time-slots, and the reliability is provided
by communicating according to a deterministic schedule over time-slots. The schedule is created by higher-layer protocols on the PAN coordinator, which is also in charge of initiating and
maintaining the PAN.
For multi-hop applications, a logical structure is maintained which is called a topology, and
is often a cluster-tree. This structure is used for multi-hop routing and often also for creating
schedules. However, as networks become larger and/or denser the problem of designing an
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algorithm for forming the cluster-tree efficiently becomes non-trivial, and ensuring its correctness
becomes difficult.
A problem is that the IEEE 802.15.4 protocol standard is not explicit about many of the operational details of the protocol, including the cluster-tree formation algorithm. Therefore, in our
research we used the description of an early implementation [29] and investigated its correctness
using the mCRL2 tool-set [3, 52]. Our findings were in line with results of simulations by the
designers, with substantial saving of time in case of verification compared to simulations. Some,
but not all, observations were incorporated in later implementations.
In order to investigate the implementation, we first model the lower layers (including the
IEEE 802.15.4 TSCH mode protocol) in mCRL2. This model is presented in Section 7.2.2. We
then model the cluster-tree formation protocol operating on TSCH. This model is quite large and
can be found in Appendix C. We formally analyse correctness using the mCRL2 model checker.
We subsequently present a full argument on the scalability of the algorithm, based on the results
derived by verification.
From our analysis we derived a number of guidelines on how to design a better cluster-tree
formation protocol (in Section 7.6). But we do not devise such an alternative protocol, as the
purpose of this discussion is to show that with relatively little effort formal methods can be
of great help in gaining insight into the scalability of protocols used in the realm of wireless
networks.

7.2

Modelling the TSCH MAC operation mode

In this section we introduce the service of the TSCH MAC layer as specified in [6]. We also
sketch how we model protocols which use this MAC protocol (at the upper layers). We leave out
the details of the channel hopping procedure from the TSCH MAC layer. The channel hopping
procedure is an essential part of TSCH, which provides scalability and reliability in communication. However, as the correctness of the channel hopping procedure is not a concern here, we
abstract away all of the related concepts.
In what follows we first give an informal specification for the TSCH MAC operation mode
in Section 7.2. Then, in Section 7.2.2 we show how the informal descriptions can be formally
encoded.

7.2.1

The TSCH MAC operation mode

In IEEE 802.15.4, 16 channels are available for communication. The TSCH MAC operation
mode is time-slotted, and divides time into equally sized chunks called time-slots. For each timeslot on each channel a node can be either a receiver, a transmitter, or not involved (e.g., if it is
sleeping).
In TSCH, time-slots have two types: they are either dedicated, meaning that only one transmitter and one or more receivers are involved, or they are shared, meaning that there can be
zero, one or more transmitters attempting to transmit a frame and multiple receivers listening. In
terms of operation, these two types are not mutually exclusive and their main difference is in their
flexibility. In a dedicated time-slot, the transmitter is known based on the schedule, whereas in
the shared time-slots transmitters may dynamically decide to transmit on the channel. In shared
time-slots, conflicts between transmitters are resolved using CSMA-CA.
For communicating over time-slots, nodes must share a common schedule, which is designed
such that their frames do not collide. Otherwise, collisions are a possibility. Let us assume that
in a time-slot node A is the transmitter (TX) and node B is the receiver (RX), according to the
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Figure 7.1: A slot-frame with n time-slots and communication between a transmitter and a receiver.
schedule. The events occurring in the time-slot are as follows: at the beginning of the time-slot
both A and B wait for a time period. After waiting, first B starts listening on the channel, then A
becomes active and transmits its message. When A is done transmitting the message, it stops and
waits for some time. Next, B stops listening and waits. After some time node A starts listening on
the channel. Then B becomes active and if it has succeeded in receiving the frame, it transmits an
acknowledgement. If not, it does no action. After a while (before the start of the next time-slot)
A stops listening. In this way by the end of the time-slot, A and B reliably know the outcome
of the communication. Also note that listening starts before the expected transmission time and
ends sometime after to allow possible synchronisation imperfections.
In TSCH, nodes have a common understanding of time (i.e., nodes have synchronized clocks)
, and agree on schedules. The schedules are repeated over slotframes, which are a collection of
time-slots. A summary of these concepts and their relations is given in Figure 7.1.

7.2.2

The two-layered model

In this section we outline the formal specification of the general behaviour of the network as
a two-layered model, with one representing the physical and the TSCH operation mode of the
MAC layer of the protocol stack, and the other representing the upper layers. At the same time,
we also introduce the mCRL2 formal specification language for specifying and verifying the
behaviour of concurrent systems [3].
For the specification of the behaviour the following data types are needed. Let Message_Type
be a sort which at least contains the element EMPTY. The inclusion of the element EMPTY is due to
the fact that in our approach in modelling broadcasting, in each time-slot we require every node
to submit a message to the physical layer. Define:
sort Message = struct message(src : N, channel : N, type : Message_Type, data : List(N));
Traffic = List(Message);
The above sort statement defines custom data types. The sort Message stands for a structured
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sort, which can be constructed using the function message applied to the elements that follow.
The element src in message is the identifier of the transmitter of the message which belongs to
the set of natural numbers, channel is the channel over which the message is transmitted, again
belonging to the set of natural numbers, type is the type of the message, and data is a list of
data carried by the message (payload), which belongs to the set of lists (sequences) of natural
numbers.
The sort Traffic is a list of messages. This models all the messages coming from all the
sources travelling over all the channels at a certain point in time in the network.
Constants and functions are defined using the map statement:
map MAX_ID : N;
NUM_OF_CHANNELS : N;
The above statement defines two constants with values from the set of natural numbers, as mappings with zero arguments. We use the constant MAX_ID to indicate that 1, . . . , MAX_ID are identifiers of processes in the network, and the constant NUM_OF_CHANNELS indicates that the channels
available are 1, . . . , NUM_OF_CHANNELS.
Based on the informal specification given in Section 7.2, the behaviour of the network depends on the type of time-slots (dedicated or shared). Here, we only define the behaviour for
dedicated time-slots.
We model the physical and MAC layers of the network in a general fashion, such that it
applies to any protocol implemented over the dedicated time-slots of TSCH. This is done using
the process TSCH. The main purpose of defining this process is to model the peculiarities of
phenomena such as broadcasting and collisions using mCRL2.
We model the transmission and receiving of messages using the following act statement:
act

corecv, recv, received : Message;
cosend, send, sent
: Message;

Actions represent events occurring in the system, and are the building blocks in defining the
behaviour of processes. The action received indicates that a message has been received in the
MAC layer and is handed over to the upper layer. Concretely, the MAC layer performs a corecv
action and the upper layer performs a recv which synchronise into the received action. Similarly,
the action sent means that the upper layer indicates that the MAC layer must send a message.
This action is the result of the synchronisation of actions send by the upper layer and cosend by
the MAC layer.
The synchronisations are made explicit by a communication set C:
C = {recv|corecv → received, send|cosend → sent}.
A synchronisation can only take place when both constituent actions are ready and have the same
data and message type. The communication operator ΓC is used in the process to indicate that
these communications are possible. The operator ∇V only allows actions in the set V to happen.
It can be used to enforce communications by only allowing the result of a synchronisation and not
the constituent actions. Concretely, when applying ∇{sent,received} the result is that actions cosend
and send cannot be performed independently and must communicate to sent. The same applies
to corecv, recv and receive.
Assuming that the process TSCH describes the physical and MAC layers and the processes
Node describe the upper layer, a TSCH network with n = MAX_ID nodes is specified by the
process Network:
proc Network = ∇{sent,received} ΓC (TSCH k Node(1, c1 , d1 ) k . . . k Node(n, cn , dn ));
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In the following two sections, we give the details on how processes TSCH and Node are
specified.
7.2.2.1

Specification of the TSCH process

In this section, we specify the behaviour of the physical and the MAC layers using the mCRL2
language, as the process TSCH. We start out with the TSCH process.
We first define the following functions which enable us to manipulate the traffic in the network:
map findId
: N#Traffic → Message;
findChannel : N#Traffic → Traffic;
The function findId accepts a node identifier and a list of messages (Traffic), and returns the first
message from a node with the mentioned identifier in this list, only if such a message exists.
The function findChannel accepts a channel number and a list of messages, and returns a list
of messages sent on a certain channel. We specify the behaviour of TSCH using two processes
TSCH 1 and TSCH 2 .
The process TSCH 1 represents the first stage of the events on the physical layer. In this stage,
TSCH 1 collects from each node i a message to be sent (using the action cosend) and adds it to
the sent transmissions str such that it will be transmitted in the second stage.
proc TSCH 1 (i : N, str : Traffic) =
(i ≤ MAX_ID)
P
→ c:N,d:List(N) cosend(message(i, c, d)) · TSCH 1 (i + 1, str C message(i, c, d))
^ TSCH 2 (1, str, removeCollision(1, str));
The notation c→p^q stands for the if-then-else. The operator C is used to put an element at
the end of a list. Note that every node should send a message. Nodes which are only listening,
communicate EMPTY messages to the TSCH in this stage.
While transmitting messages, collisions may occur on the physical layer. A collision occurs
over a channel c if there are at least two messages m1 and m2 which are on the same channel c. In
case of a collision on channel c, none of the messages sent over channel c are readable and therefore they need to be removed when the sent transmissions become the received transmissions in
TSCH. This behaviour is described using a function removeCollision:
map removeCollision : N#Traffic → Traffic;
var tr1 : Traffic; chann : N;
eqn removeCollision(chann, tr1 ) =
if (chann ≤ NUM_OF_CHANNELS,
if (#( f indChannel(chann, tr1 )) ≈ 1,
removeCollision(chann + 1, tr1 ) C head(findChannel(chann, tr1 )),
removeCollision(chann + 1, tr1 ) C message(0, chann, EMPTY, 0)),
[]);
The function removeCollision processes all the messages in the traffic over all channels, and
for each channel determines which message is broadcast. The message is then added to the list
of results. In case of collision on a channel c, an EMPTY message over c is added to the resulting
list.
In the second stage, the process TSCH 2 checks the channel each node i is operating on using
the expression channel(findId(i, str)), and picks a message from that channel in the list rtr and
delivers it to the node.
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proc TSCH 2 (i : N, str : Traffic, rtr : Traffic) =
corecv(head(findChannel(channel(findId(i, str)), rtr)))·
((i < MAX_ID) → TSCH 2 (i + 1, str, rtr) ^ TSCH 1 (1, []));
Upon finishing this stage, the behaviour changes back to process TSCH 1 . The process TSCH
which represents the complete behaviour of the lower layers is then defined as:
proc TSCH = TSCH 1 (1, []);
7.2.2.2

General specification of process Node

The general structure of the processes Node is as follows:
proc Node(id : N, ch : N,
 d : Data) =
P
i∈I γi (d) → send(message(id, ch, ti , gi (id, d))·
P
0
id0 :N,t0 :Message_Type,d0 :Data (id ≤ MAX_ID) →

recv(message(id0 , ch, t0 , d0 )) · Node(id, σi (ch, d), δi (ch, d))
+

P
j∈J γ j (d) → send(message(id, ch, EMPTY, [])·
P
0
id0 :N,t0 :Message_Type,d0 :Data (id ≤ MAX_ID) →
0
0 0
recv(message(id , ch, t , d )) · Node(id, σ0j (ch, d, id0 , d0 ),

δ0j (ch, d, id0 , d0 ))
In the process Node, the number id is the identifier of the node. The parameter ch is the channel
the node operates on. The parameter d of sort Data is a place holder for the rest of the state of a
node. In the concrete description of Node, d is replaced by 7 concrete parameters.
Each process Node represents a wireless node with a single antenna which at any time can
only be in a transmit mode or a receive mode, based on which the behaviour of a node is split
into two main parts, represented by the two summations.
The set I is a finite set of indices i of all conditions γi under which the custom-defined
protocol transmits a message. Similarly, the set J is the set of indices j of all conditions γ j under
which the custom-defined protocol waits for a message. The first summation (choosing over set
I) represents the behaviour of nodes in the transmit mode. In this mode, if condition γi with data
d holds, the node sends a message of type ti over ch, containing data gi (id, d). The antenna is
passively exposed to any signal occurring over channel ch and this is reflected by the subsequent
recv action, which records the messages broadcast at the same time over the operating channel.
However, being in transmit mode, the node cannot react to this message. Therefore the values of
functions σi and δi which determine the next state of the node are not affected by the received
data.
The second summation (choosing over set J) shows the behaviour of nodes in the receive
mode. In this mode, a node does not transmit any messages. This particular behaviour is shown
by a send action of a message of type EMPTY over channel ch. The send action is only to inform
the TSCH process of the value of ch. The main part of the behaviour is then expressed by the
recv action. Functions σ0i and δ0i express the change to the state of the node based on the received
data and the previous state.
Note that despite the fact that two communications occur in each time-slot in TSCH, namely
transmission of a frame and its acknowledgement, we do not explicitly enforce them in our
model. Therefore the user-defined protocol may choose to include the acknowledgement in its
behaviour by specifying two rounds of communication per time-slot, or to leave the acknowledgements out.
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The cluster-tree formation protocol

In this section, we specify the cluster-tree formation protocol using mCRL2, and then we present
the results of the verification of this protocol which shows the flaws in its design.

7.3.1

Informal specification

A slot-frame in the cluster-tree formation protocol consists of 12 time-slots, out of which two
are reserved for the operation of the cluster-tree formation protocol. The idea is that the protocol
establishes and maintains a cluster-tree topology in these two time-slots while the network is
doing its normal operation in the rest of the time-slots.
Nodes can have one of four types. They can be either a cluster head (CH), a cluster slave
(CS), a tentative cluster head (TCH), or a free node (FN). In the scenarios that we are interested
in, the network starts with one cluster head node and the rest are free nodes. The original cluster
head is a gateway node receiving commands from an external source, and it initiates the clustertree formation protocol.
The cluster-tree formation protocol takes a distance based approach. For each node, nodes
in its broadcast range fall into two categories: close nodes, and other nodes in range. A node
estimates the distance of another node based on its received signal strength (RSSI). Upon receipt
of a message, a node measures the power of the signal, and compares it to a power threshold and
determines the category of the transmitter.
Cluster heads in the network are connected to each other (they form a tree) in a setting in
which every cluster head has one parent and a number of children. The original cluster head is
an exception and has no parent. Based on this a cluster head is assigned a tier, which shows its
distance from the original cluster head, with the original cluster head being assigned tier 0. In
addition, each cluster head operates on only two channels: one to communicate with its parent
cluster head, and one to communicate with its children. We call these channels the parent channel
and the assigned channel respectively.
A cluster head broadcasts a BEACON message on its assigned channel to advertise its presence
in the network, according to the scheme that follows. Cluster heads with even-numbered tiers advertise on the first time-slot reserved for cluster-tree formation in a slot-frame, and cluster heads
with odd-numbered tiers advertise on the second time-slot reserved for cluster-tree formation.
Therefore every cluster head gets the chance to advertise once in each slot-frame. The BEACON
message includes the tier of the transmitter node.
The message is received by all the nodes which are within transmission range, and are listening on the assigned channel of the cluster head. When a free node receives the message, it
estimates its distance from the transmitter, and if it is close then it sends an ASSOCIATE message in response and requests to become a cluster slave. A cluster slave operates on the same
channel as its parent. Otherwise if the node is not close to the cluster head, it responds with a
BEACON_ACK to the request, and the cluster head then sends an ACK_RESPONSE message which
contains a wait_time.
When an ACK_RESPONSE message is received by a free node, it becomes a tentative cluster
head. A tentative cluster head scans other channels one by one (staying in each for 2 time-slots)
until either wait_time expires, or it receives a BEACON from a cluster head which is close and
has the same tier. In such a case the node becomes a cluster slave of the close cluster head, as
previously explained. This is to achieve approximately the smallest tree in the network which
covers all of the nodes.
If a tentative cluster head fails to find a close cluster head and wait_time expires, it moves
back to the channel of its parent and listens for a BEACON message. This time it sends an
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ASSOCIATE message in response and requests to become a child cluster head. The parent then
forwards this message to the original cluster head. The original cluster head finds a suitable and
possibly unoccupied channel, and sends an ASSOCIATE_ACK message containing the assigned
channel to the sender of the request, which is then forwarded to the tentative node, officially
granting it the status of a cluster head.
We assume that the network is strongly connected, meaning that for each two distinct nodes
A and B in the network it is possible to deliver a message from A to be B in one or more hops.
The main requirements that the above protocol should satisfy in such a network is the following:
• Eventually every node in the network becomes either a cluster head or a cluster slave.
Below we present our method to check this property.

7.3.2

Formal specification of the cluster-tree formation protocol in mCRL2

In this section we explain how the cluster-tree formation protocol introduced in Section 7.3.1 can
be formally specified. Based on the informal specification, we define data types Node_Type and
Message_Type as follows:
sort Node_Type = struct CLUSTER_HEAD | TENTATIVE | CLUSTER_SLAVE | FREE;
Message_Type = struct EMPTY | BEACON | BEACON_ACK | ACK_RESPONSE | ASSOCIATE |
ASSOCIATE_ACK;
Next, we model the physical topology of the network using the distance of nodes with respect
to each other and by declaring the functions inRange and inClose.
map inRange : N#N → B;
inClose : N#N → B;
For two node identifiers A and B the value of the term inClose(A, B) is true if and only if node A
is within range of node B, and is closer than the threshold. The term inRange(A, B) is true, if and
only if node A is within range of node B but farther away than the threshold.
Using these data types, and the general definition of a TSCH node, the basic declaration of
the process modelling a node is:
proc Node(id : N, ch : N, type : Node_Type, pid : N, pc : N, children : List(Pair), tier : N,
state : N, timeslot : N)
In this process, if a node is of type cluster head or cluster slave, pid is the identifier of the parent
of the node and pc is the channel over which the parent of the node operates. Given type Pair
which defines any pair of natural numbers, a cluster head keeps a record of all its children and
their assigned channels as a list of pairs of natural numbers. The parameter tier is the tier of
the cluster head or cluster slave and state is the internal state of the node which in general holds
information such as the node’s history and what the node should do next. Finally, timeslot is the
information regarding the clock of the node, which is used by the node to keep its actions in sync
with the rest of the network.
We model a TSCH network in which the original cluster head is initialised to the state:
Node(1, 1, CLUSTER_HEAD, 0, 0, [], 0, 0, 0),
and every other node with identifier n ∈ {2, . . . , MAX_ID} is initialised to: Node(n, cn , FREE, 0, 0, [],
0, 0, 0), where cn is a channel number, chosen based on a scenario of interest. The process
Network given in Section 7.2.2 then models a network of n nodes running the cluster-tree formation protocol.

7.3. The cluster-tree formation protocol
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Verification of the cluster-tree formation protocol in mCRL2

We want to verify the property: “eventually every node in the network is either a cluster head or
a cluster slave”. In order to check the state of the whole network throughout its operation, we
introduce a new action increase. In the specification of the process Node, every time the type of
the node changes to CLUSTER_HEAD or CLUSTER_SLAVE, the action increase is performed. Then
the property “eventually every node in the network is either a cluster head or a cluster slave”
can be expressed as “for every possible computation at some finite point in the future the action
increase has occurred MAX_ID − 1 times”. This statement formulated in the modal µ-calculus
looks as follows:


(7.1)
µX(n : N := 1). [increase]X(n + 1) ∧ [increase]X(n) ∧ htrueitrue ∨ (n ≈ MAX_ID)
For a network of 3 nodes, we manually generated all the topologies in which the network is
strongly connected. For all those cases, we verified the Network process against property (7.1)
using the mCRL2 model checker. The tool-set generated a number of counterexamples for the
property.
Below we present three basic scenarios in which the network does not behave as desired. In
our representation of topologies that follow, we use dashed lines to show two nodes being in
range and full lines to show two nodes being close. Moreover, we give the type of the nodes by
annotating them by CH, CS, F and T which stand for cluster head, cluster slave, free and tentative
respectively.
Collision of acknowledgements. In the cluster-tree formation protocol whenever a free node receives a BEACON message, it responds
with an acknowledgement right away. However, in the physical topology given to the right, since the BEACON is sent by broadcast, there
could be more than one node responding on the same channel, and
this leads to collision.
Collision of associate messages. Once a tentative cluster head
reaches the time-out without finding a closer cluster head, it returns
to the parent channel and sends an associate message to the parent.
However, in the physical topology given here it is likely that two
nodes send associate messages at the same time to the same cluster
head. This leads to a collision, and in such a case the specification
does not state how the tentative cluster heads should proceed.

CH

F

F

CH

T

T

Narrow bridge problem. Consider the physical topology to the right,
in which the connection of the original cluster head to the rest of the
CH
nodes in the network is only possible through a close node. In this
case, the direct child of the cluster head becomes a cluster slave. SubCS
sequently since the cluster slave does not send out BEACON messages
in its vicinity, the rest of the network never joins the tree. This problem arises due to the fact that the condition for becoming a cluster
F
slave does not take the importance of the position of a node into account.
For certain topologies, the narrow bridge problem is inevitable for every possible execution.
Moreover, given some fixed topologies and the initial conditions in which all nodes start on the
same channel, collision of acknowledgements is also inevitable for every possible execution.
This means that in these cases, there is no execution of the protocol in which a full cluster-tree is
achieved.
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Scalability of the cluster-tree formation protocol

The main problem with the cluster-tree formation protocol however is its performance. In this
section we give an argument for how the performance scales when the number of nodes in the
network grows, by finding lower bounds on the termination time of the cluster-tree formation
protocol. In order to proceed with our investigation we consider topologies in which the narrow
bridge problem does not arise, and we solve the issue of collision of acknowledgements by
changing the protocol as follows. After a free node receives a BEACON message, it does not
acknowledge it, but instead it generates a random waiting time. If the cluster head is close, the
free node waits for the random time and then it associates with the cluster head and becomes a
cluster slave. Otherwise, it directly changes its type to tentative and follows the procedure we
earlier specified.
In the next step we take some of the witnesses of property (7.1), i.e., paths in the state space
over which the property holds, and we calculate the amount of time it takes for the procedure to
complete in a network of three nodes, with the physical topology given in Figure 7.2a. In order
to find witnesses we use the lpsxsim tool, which given a linearised mCRL2 process specification
allows the manual generation of traces. Using this tool and our knowledge of the protocol we
look for the smallest sequence of actions for which property (7.1) is satisfied.
Let MAX_ID = 3, NUM_OF_CHANNELS = 3 and the minimum time for nodes to remain tentative
be 2. We find an initial configuration for which the network model satisfies property (7.1), and
has the smallest trace for a witness. In the witness we find the minimum time for the formation of
the cluster is 8 time-slots. In the setting of a slot-frame which reserves 2 out of 12 time-slots for
cluster-tree formation and maintenance, this means that the cluster-tree formation takes at least
3 slot-frames to complete. Suppose that a time-slot is 120 milliseconds long, then it takes 5760
milliseconds for the algorithm to form a tree.
We now give our argument on how performance scales for larger networks. First, consider a
tentative node with id = A which wants to join a cluster head in tier t. Since every association
needs to be handled by the original cluster head, the cluster head on tier t has to forward the
association request to its parent on tier t − 1, and so forth until it reaches the original cluster
head. In the same manner the association response needs to travel back to node A. However, in
case other requests arrive at a cluster head which is involved in this process at the same time, the
performance of the protocol quickly deteriorates. Therefore for a node at tier t the association
procedure takes at least 2t to complete.
For simplicity consider the physical topology to be according to a balanced binary tree of
height h. An example of such a network is given in Figure 7.2b, in which node 1 is the original
cluster head. The edges in this tree indicate the pairs of nodes that are in range of each other.
The tree structure resulting from the protocol in such a case is identical to the physical topology.
We decompose the balanced binary tree into triples of nodes, as shown in Figure 7.2b. Let
0 < i < h, each triple consists of a parent with node height i−1 and its children with node height i.
Consider a point in the execution of the cluster-tree formation protocol in which the parent node
has already joined the network but its two children are still free. Using the witness we derived
earlier, we see that excluding the messages ASSOCIATE and ASSOCIATE_ACK the minimum time
required for message exchange inside the triple (BEACON message and tentative waiting time) is
5 time-slots. Therefore, following our earlier observation for a single node with node height i,
the time for the completion of the procedure is 5 + 2i, and for two nodes this time is 5 + 4i.
Consider the ideal case in which: all messages avoid collisions, every cluster head is involved
in at most one association at a time and every free node listens on the channel of its future parent
exactly as soon as the parent sends a beacon. Since in a balanced binary tree the number of nodes
with node height i < h is exactly 2i , the association of all the nodes with height i takes 5 + 2i+1 i
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(a) A simple network of 3
nodes, with node 1 the original cluster head and node 2
and 3 free nodes
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(b) A network with a balanced binary tree topology with height h = 3. The
number of nodes on level i of the tree is 2i , except for i = 3. The triples used in
our scalability argument are encircled by dashed lines.

Figure 7.2: Scalability analysis of a network with 3 nodes and a network corresponding to a
binary tree.
time-slots to complete.
There is one exception for simultaneous handling of associations which happen in the two
separate sub-trees of the original cluster head. In this case two associations which arrive at the
original cluster head only within 2 time-slots from each other can be processed by the original
cluster head. By using this insight the minimum time for association of all nodes of height i
becomes 7 + 2i i.
And lastly, we know that a balanced binary tree of height h has at least 1 node with node
height h, therefore the lower bound on the number of time-slots needed for the formation of the
cluster-tree in such a topology is given by the formula:
5 + 2h +

h−1 
X

7 + 2i i



(7.2)

i=1

As an example, consider a network with 500 nodes. A balanced binary tree with 500 nodes
has height h = 8. This means that the formation of the cluster-tree in such a network takes at least
27 minutes to complete in the extremely ideal case. With the introduction of collisions, random
back-offs, and the increase of the number of channels, this time increases substantially.
Based on the lower bound given by (7.2), we conclude that for a network of n nodes the
optimal time for the execution of the cluster-tree formation protocol is Ω(n log(n)), and hence
super linear.

7.4

Further details on modelling and verification

The activities of modelling and verification of the cluster-tree formation protocol was done in a
period of five weeks, with approximately 100 hours of effort. This included becoming familiar
with the domain and consultation with the designers and domain experts. The generated state
spaces are so small that tool effort for verification is negligible.
The complete models used in verification can be found in Appendix C.
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7.5

Related work

When discussing cluster-trees, we are essentially referring to spanning trees, in which each node
is a vertex in the tree, and for every pair of node identifiers (A,B) there is a unique path between
the node with identifier A and the node with identifier B in the tree. The problem of forming
a cluster-tree is directly related to the distributed minimum spanning tree (MST) algorithms in
an asynchronous setting [81]. However, several assumptions by distributed MST algorithms are
in conflict with the situation in WSNs: links between nodes should be reliable, meaning that
no collisions or message losses occur, and processes on nodes should have complete knowledge
regarding the neighbours of the node. Moreover, in some versions of the distributed spanning
tree algorithm the leader or the root node is elected during the course of execution [44, 47], while
in the algorithms we consider the root node is fixed.
The general strategy in distributed spanning tree algorithms is to start with a spanning forest,
and consistently merge trees until eventually a single spanning tree is formed [81]. However, in
IEEE 802.15.4 due to the existence of a single initiator an essentially different approach is taken
which forms a tree by a series of waves (i.e., floodings) sent through the network. Therefore,
the algorithm presented here fits the definition of echo algorithms in the theory of distributed
algorithms [43].
To our knowledge there have been relatively few attempts to rigorously verify the IEEE
802.15.4 protocol up until now. Recently, in [66] the authors used the UPPAAL framework
to analyse inconsistencies in slot allocation in an implementation of the distributed synchronous multi-channel extension (DSME) mode of the IEEE 802.15.4 MAC layer protocol. Earlier,
in [53] the authors modelled a part of the IEEE 802.15.4 protocol specification using the MODEST language to investigate the influence of clock precision on energy consumption. In any case,
the work in this chapter is one of the first to formally analyse parts of the TSCH operation mode.

7.6

Summary

We showed how specification and verification of a network protocol by the mCRL2 language
and tool-set can give insights into the operation of wireless network protocols. Remarkably, by
only modelling a few number of nodes (3 nodes in our case) we were able to detect issues in
the protocol design such as scalability. The key message here is that by modelling on a suitable
abstraction level and with a sufficient number of components, one can effectively reason about
the performance and correctness of wireless network protocols.
In the light of this observation, often the answer to the question: “Is the analysis of the entire
network necessary?”, would be that the analysis of the entire population is not necessary, and the
designer can observe major issues by the careful, yet simple examination of the interaction of a
few nodes.
On a more practical note, based on our findings, we formulate a number of guidelines which
can help in the general design of protocols using the IEEE 802.15.4 TSCH MAC layer operation
mode:
• Broadcast messages should not be acknowledged (which is already common knowledge).
• Any other sort of communication triggered by single shared events (like a broadcast),
should use back-off schemes or channel sensing strategies to promote robustness.
The following guidelines are specific to the design of an improved cluster-tree formation protocol:
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• A node should collect information regarding its neighbours before becoming a cluster
slave.
• To achieve better performance, the cluster-tree formation should be done during a dedicated, intensive period with no slot-frame, in which only cluster-tree formation messages
are exchanged.
• The association requests should not be forwarded one by one to the original cluster head.
The contents of this chapter has been included in the following publication.
• M. Talebi, J. F. Groote, and C. Dandelski. Modelling and verification of a cluster-tree
formation protocol implementation for the IEEE 802.15.4 TSCH MAC operation mode.
arXiv preprint arXiv:1703.06572, 2017.
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8

Conclusion

The chapters as presented here, do not closely reflect the chronological ordering of the stages
of this research. As such, this is a suitable place to explain the history of this research and the
reasons why certain directions were chosen.
The first part conducted in this research is the discussion on bistability of ALOHA networks,
as presented in Section 5.2. Here, the aim was to generate a set of differential equations with
which the bistability feature of ALOHA networks could be studied. The equations showed properties which could indicate the bistability, but as the discussion in [11] indicates, they are not
a reliable tool for stability analysis. However, through this research representation of terms
for interference and packet reception were produced which allowed the analysis that follows in
Chapter 5.
This research also included an ad hoc introduction of a Poisson averaging technique, which
improved our approximations in our measurements of the ALOHA network and the lighting
example in Chapter 5. Another consequence of this research was the realization that the limitations of the mean field approximation are important issues to be explored. Both reasons inspired
the study of the proof for the mean field approximation, together with its assumptions and consequences, which are presented in Chapter 3. In the course of this proof it became clear that the
accuracy of the Poisson averaging technique does not directly follow from the proof.
However, a new technique emerged from a consequence of the theory, which was the asymptotic independence of individuals resulting from the propagation of chaos. This inspired a technique involving binomial averaging of terms. We set out to show where and when the two
techniques (Poisson and binomial averaging) perform best, and to find out if there are cases in
which these two techniques perform worse than the mean field approximation. This shaped the
research that led to the introduction of binomial and Poisson moment closure approximations,
presented in Chapter 4.
Within the DEWI project, other methods which were not based on the mean field analysis
were explored. Here a cluster-tree formation protocol (at the time called CIDER) was proposed to
solve the control, set-up and maintenance issues of lighting networks. We proposed that by using
the verification tool mCRL2, and by analysing the interactions of a few nodes in this network,
we can reason about the correctness and scalability of this protocol. The results of this research
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are presented in Chapter 7.
Finally, with the formation of a reliable foundation for the analysis methods, we proceeded to
analyse an important question in the design of WSNs. Coexistence of Wi-Fi and ZigBee networks
have been the subject of many research papers. Despite this, there are not many methods which
help the study of the dynamic interaction between these two protocols. With the mean field
method, we provided a method for deriving such results, and showed that not only the clear
channel rate, but the exact pattern of Wi-Fi transmission are influential in the performance of the
ZigBee network. With this research we also established the relevance of the mean field method
in the study and analysis of WSNs.

8.1

The big picture

As the research in this thesis progressed, a vision grew of how the described methods can be put
together to create solutions for the analysis of large wireless networks. This vision is presented
in Figure 8.1. Ideally, this vision leads to the development of a tool or a methodology which
specifically addresses the modelling and verification of large WSNs, and can become part of a
larger, more general suite aimed at their analysis.
As can be seen in Figure 8.1, an analysis activity starts with a full specification of the model,
together with the properties which the model should satisfy. The full specification can be further
broken down to the specifications of:
• Spatial information: specification about the location of wireless nodes with respect to each
other. This information can be abstract and in itself described by a random distribution,
for example, as presented in Section 5.3.1.
• Communication model: the communication model refers to the collection of the modelling
choices to represent the physical phenomena which occur in a network, most of which have
been presented in Chapter 5. The phenomena which have been explained in this thesis
belong to the following set: interference, multi-packet reception, noise, carrier sensing
and time-slotted communication.
• Protocol specification: is the high-level specification of a protocol’s operation. In this
thesis, the specifications are possible from MAC-layer and above. In total we discussed
some protocols in detail: ALOHA, CSMA/CA with RTS/CTS, and the time-slotted channel hoping mode of the IEEE 802.15.4 protocol.
• Time-variant environment specification: In some cases, the external environment which
surrounds a WSN is itself time-variant and its evolution impacts the operation of the WSN.
In Chapter 6 we investigated a well-known example of this problem, namely, of a WSN
operating in the presence of another WSN which is oblivious to its communications.
In this thesis, we concluded our discussion on the methods of approximation in Chapter 4.
Here we presented a generalisation of all methods of transforming stochastic models of systems
with a large number of components to deterministic models. That is why in Figure 8.1, we only
refer to moment closure approximation. The result of the application of this methods is a set
of ordinary differential equations or ODEs, which can be numerically (or sometimes explicitly)
solved to derive the approximation of the expected behaviour of the large model, in the form of
the evolution of occupancy measures over time (curves).
The properties are derived from the requirements on the performance of the WSN. In order
to check the properties, from each property two products are derived: the set of performance
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Figure 8.1: A vision of the techniques described in this thesis, incorporated into an analysis
process.
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metrics to calculate, and the criteria with which the measurements are evaluated. The calculation
of performance metrics can be in the form of introduction of diagnostic variables as explained
in Section 5.3.2 (in which discussed the calculation of the average latency and packet loss ratio),
or in the form of calculations based on the solutions, i.e. the occupancy measures over time, as
we saw in Section 6.3. The set of possible performance metrics and their definitions are given in
Section 6.3.1.
In examining this big picture, we can identify a number of places where there is still ambiguity on how the process will be realized. These are addressed in the next section.

8.2

Future directions

The research presented in this thesis, although in itself unprecedented, leaves room for many
topics and techniques to be developed. In the course of this research some ideas existed which
were never fully investigated. Here, we present some of the ideas on how the work in this thesis
can be expanded.
1. It is necessary to accurately model influential local events in the context of large wireless
networks. In certain applications of WSNs, for instance in lighting, some small local events
are very influential in the eventual outcomes. Therefore methods such as the deterministic
approximations, or other methods which look at the stationary regime or long term averages do not perfectly capture these effects. As such, there is a need to be able to model
massive networks, while identifying local failures. We gave an instance of such methods
in Chapter 7, but this method is far from becoming automated. Exploration of such methods and potential generalizations of the methodology could substantially improve future
analyses.
2. The discussion regarding the choice of a moment closure approximation which best captures the dynamics of a model, can be further refined by considering more examples. First,
a system for broadly describing the dynamic interaction of agents is necessary, such that
these properties can be then mapped to guidelines on their approximation. In Chapter 4
we inferred some general results based on a few experiments, and we saw how some properties of the system such as having a small number of agents communicating with a large
number of agents, or having a saturated system, can affect the accuracy of moment closure
approximations. We expect that a well-designed methodology is needed in order to allow
general and more reliable derivation of conclusions.
3. New algorithms to optimise different aspects of MAC layer communication are continuously being proposed (see [17] for some algorithms proposed for 5G applications). Currently, most of these solutions become part of standards with little to no verification, and
often based on anecdotal evidence that comes from simulations or small test beds. The
commonly used strategy in order to avoid further problems (or rather blame) is to leave
out key details in specifications and leave them to implementations, which gives rise to
many interpretations, and subsequently inconsistencies and error prone software. For example, we believe the latest amendments to the IEEE 802.15.4 protocol’s TSCH operation
mode to fall in this category.
4. Theoretically, there has been little investigation of when to trust the results of a hybrid
analysis (in which communication between deterministic approximations of the population model and continuously varying time-dependent models occur, see Chapter 6). In

8.2. Future directions
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our opinion, the primary problem lies with metastability: it is well-known that if the vector space of the dynamical system is prone to develop multiple attractors with certain
parameter sets, then the mean field analysis cannot be used to reason about the stationary regime [11]. Based on this, we believe that with time-varying interactions, there is
a possibility that the results of the deterministic analysis in the hybrid configuration will
significantly diverge over time in such systems.
5. In our opinion, every model used in this thesis can be significantly improved by considering
a more refined model of the topology/locations of nodes in the network. Mobility and
location diversity are essential concepts in the performance evaluation of wireless sensor
network protocols, and are expected to play a more important role due to the development
of the physical characteristics of smart devices, for example since their power consumption
decreases and they can be employed in more scenarios involving mobility.
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Appendix

A

Proofs

Detailed proofs for the theorems and corollaries follow.

Appendix A.1.

Proof of Proposition 3.2.1

Proposition 3.2.1. For the process M̄ (N) (t), and its bounded drift F (N) the following equation
holds
Z t h
h
i
i
E M̄ (N) (t) | M̄ (N) (0) − M̄ (N) (0) =
E F (N) ( M̄ (N) (s)) | M̄ N (0) ds.
0

Proof. For proving this proposition, we first prove the following lemma.
Lemma A.1.1. Let N ≥ 1 be a natural number, and { M̄ (N) (t) : t ∈ TG } be a normalized population process satisfying the clock independence assumption. Let {Tt : t ∈ T } be a sequence of
linear operators, which for functions f : ∆(N) → ∆(N) and t ∈ T satisfy:
h
i
~ .
Tt f (~
m) = E f ( M̄ (N) (t)) | M̄ (N) (0) = m
then given the infinitesimal generator A of M̄ (N) (t), for the identity function f we have A f = F (N) .
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Proof. Given that  = D1 , and using (2.2)
h
i
E M̄ (N) (t) | M̄ (N) (0) − M̄ (N) (0)
A f = lim
t→0
t
h
i
h
i
(N)
(N)
E M̄ (t) − M (bDtc) | M (N) (0) + E M (N) (bDtc) | M (N) (0) − M (N) (0)
= lim
t→0
t
h
i
P
(N)
(N)
0 + bDtc
E
M
(
s)
−
M
(
(s
−
1))
| M (N) ( (s − 1))
s=1
= lim
t→0
t
PbDtc (N) (N)
F̂ (M ( (s − 1)))
= lim s=1
t→0
t
PbDtc
(N)
(N)

F
(M
( (s − 1)))
= lim s=1
.
t→0
t
Based on the definition of M̄ (N) (t) the numerator can be written as
Z Dt
bDtc
X
 F (N) (M (N) ( (s − 1))) =
F (N) ( M̄ (N) ( s)) ds
0

s=1

Z

Dt

F (N) ( M̄ (N) ( s)) ds.

−
bDtc

F (N) satisfies boundedness. The range of the second integral is at most 1 time units regardless of
the relation of D and t, and since  → 0, the second term is 0, in which case


R Dt
(N)
(N)
F
M̄
(
s)
 ds
0
A f = lim
t→0
t


Rt
(N)
(N)
F
M̄
(r) dr
0
= lim
t→0
t


(N)
(N)
=F
M̄ (0) = F (N) (~
m).



Thus, we have proven that f, F
equation holds:
h

E M̄

(N)

(t) | M̄

(N)

i

(N)



(0) − M̄

∈ A, and subsequently according to (2.3) the following

(N)

(0) =

Z

t


i
h

E F (N) M̄ (N) (s) | M̄ N (0) ds.

0



Appendix A.2.

Proof of Theorem 3.2.1

n
o
Theorem 3.2.1 (Mean Field Approximation, cf. [11], Theorem 1). For N ≥ 1, let M̄ (N) (t) be
n
o
a sequence of normalised population processes. Let F (N) be the corresponding drifts which
n
o
satisfy smoothness and boundedness. Let φ(N) (t) be the corresponding sequence of deterministic approximations. Then there exist real constants c1 , c2 > 0 for which for any time horizon
T ∈ R≥0 ,


sup M̄ (N) (t) − φ(N) (t) ≤ exp(c1 T ) M̄ (N) (0) − φ0 + M(N) (T )
0≤t≤T

A.2. Proof of Theorem 3.2.1
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in which M(N) (T ) is a stochastic process satisfying the following conditions
h
i
E M(N) (T ) = 0
and:

h
i c2 T
E M(N) (T )2 ≤
.
N

Proof. The following proof and the proof for Corollary 3.2.1 are largely based on a similar proof
in [38] which has been repeated in many other work. Here, our main goal is to give a simple
enough version of the proof, yet without big unexplained leaps.
(N)
Given the random processes W s,s
0 (t) defined in Section 3.2.3 and satisfying (3.4), define
(N)
Z s,s0 (t) as the total random number of agents taking a transition from state s ∈ S to s0 ∈ S in the
time interval [0, t]
bDtc
X
(N)
(N)
Z s,s
W s,s
0 (t) = lim
0 (i ),
D→∞

i=1

(N)
then the definition of the intensity of transitions from s to s0 (also ultimately based on W s,s
0 (t))
implies that
Z t
h (N) i


(N)
E Z s,s0 (t) = N
F (N)
(s) ds.
(A.1)
s,s0 M̄
0

(N)
Z s,s
0 (t)

The process
is Markov in TG , and its sample paths are increasing functions which are
right-continuous with left limits.
(N)
We now present a result given in [73] (Theorem 7.1). For each process Z s,s
0 (t) associated with
0
an intensity from s to s , assume an increasing Markov jump process (a counting process) N(t)
for which E[N(t)] = ct for some c ∈ R≥0 . Then Following [111], the process N(t) is a Poisson
(N)
process. Moreover, following [109, 73], since the processes Z s,s
0 (t) and N(t) are Markov (in T G
and in R respectively), and increasing, for t ∈ TG there exist stopping times τ(t) which satisfy
(N)
Z s,s
0 (t) = N(τ(t)).

(A.2)

Essentially, these stopping times maintain the equality of the values over the discrete jumps of
processes.
Combining (A.1) and (A.2) we write
Z t


(N)
E [N(τ(t))] = N
F (N)
M̄
(s)
ds.
0
s,s
0

Let {Y(t) : t ∈ R} be a unit Poisson process (see Section 2.1.5). Using (2.6) we may exchange
time and intensity to write N(τ(t)) in terms of unit Poisson processes as N(τ(t)) = Y(E[N(τ(t))]),
so we may rewrite (A.1) as
Z t

 !
(N)
(N)
(N)
Z s,s
(t)
=
Y
N
F
M̄
(s)
ds .
(A.3)
0
s,s0
0

Note that for the process M̄ (N) (t) we have
M̄ (N) (t) = M̄ (N) (0) +

X
s,s0 ∈S×S

1 (N)
Z 0 (t) (e s0 − e s ),
N s,s
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which combined with (A.3) results in the following well-known format, often called the Poisson
representation of the population process:
!
Z t
X
1
(N)
(N)
(N)
(N)
Yk N
Fk ( M̄ (s))ds (e s0 − e s ).
M̄ (t) = M̄ (0) +
(A.4)
N
0
k=(s,s0 )∈S×S
For all pairs k = (s, s0 ) ∈ S × S consider the process
!
!
Z t
Z t
Z t
Ỹk N
Fk(N) ( M̄ (N) (s))ds = Yk N
Fk(N) ( M̄ (N) (s))ds − N
Fk(N) ( M̄ (N) (s))ds,
0

0

0

which is a compensated unit Poisson process and hence a martingale (see Section 2.1.5). From
here
M̄ (N) (t) = M̄ (N) (0)
X
+

"
!
#
Z t
Z t
1
(N)
(N)
(N)
(N)
Ỹk N
Fk ( M̄ (s))ds + N
Fk ( M̄ (s))ds (e s0 − e s )
N
0
0
0
k=(s,s )∈S×S
!
Z t
Z t
X
1
(N)
(N)
(N)
Ỹk N
Fk ( M̄ (s))ds (e s0 − e s ) +
F (N) ( M̄ (N) (s))ds.
= M̄ (0) +
N
0
0
0
k=(s,s )∈S×S

In this decomposition, the process
µ(N) (t) =

X
k=(s,s0 )∈S×S

1
Ỹk N
N

Z
0

t

!
Fk(N) ( M̄ (N) (s))ds (e s0 − e s )

is a martingale and using (2.5) (Doob’s inequality) for α = 2 we have
"
#
i
h
(N) 2
E sup µ (t) ≤ 4 E µ(N) (T )2 ,
t≤T

but based on boundedness, Fk(N) are bounded, say by constant A, which implies
"
#
h
i 4 X
(N) 2
ei AT.
E sup µ (t) ≤ 4 E µ(N) (T )2 ≤
N i∈S
t≤T
Set c2 = 4A|I|. Next, we write the system of ODEs in its integral form:
Z t


φ(N) (t) = φ(0) +
F (N) φ(N) (s) ds.
0

For T ≥ 0,
sup M̄ (N) (t) − φ(N) (t) ≤ M̄ (N) (0) − φ(N) (0) + sup µ(N) (t)
t≤T

t≤T

+ sup
t≤T
(N)

Z

t

Z
F (N) ( M̄ (N) (s))ds −

0

t

F (N) (φ(N) (s))ds
0

(0) − φ(N) (0) + sup µ(N) (t)
t≤T
Z t
+ sup
F (N) ( M̄ (N) (s)) − F (N) (φ(N) (s)) ds.

≤ M̄

t≤T

0

A.3. Proof of Corollary 3.2.1
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Since according to assumptions each intensity Fk(N) is Lipschitz continuous, say by constant
Lk , there exists a constant L = max(Lk : k ∈ S × S), for which
Z t
(N)
(N)
(N)
(N)
(N)
sup M̄ (t) − φ (t) ≤ M̄ (0) − φ (0) + sup µ (t) + L sup
M̄ (N) (s) − φ(N) (s) ds
t≤T

t≤T

≤ M̄ (N) (0) − φ(N) (0) + sup µ(N) (t) + L
t≤T

t≤T
T

Z

0

0

sup M̄ (N) (t) − φ(N) (t) ds.
t≤s

Let f (T ) = supt≤T | M̄ (N) (t) − φ(N) (t)|, using Grönwall’s inequality (Lemma 2.2.1)
!
sup M̄

(N)

(t) − φ

(N)

(t) ≤ exp(LT ) M̄

(N)

(0) − φ

(N)

(0) + sup µ

(N)

(t) .

t≤T

t≤T

Setting c1 = L, M(N) (T ) = supt≤T µ(N) (t) and c2 as found earlier then proves the theorem.

Appendix A.3.



Proof of Corollary 3.2.1

Corollary 3.2.1. Consider the assumptions of Theorem 3.2.1, and assume limit existence holds.
Let φ∗ (t) be the solution to the corresponding limit system of ODEs. Moreover, assume that
2
limN→∞ M̄ (N) (0) − φ0 = 0. Then for any finite time horizon T < ∞,
#
"
2
lim E sup M̄ (N) (t) − φ∗ (t) = 0.
N→∞

0≤t≤T

Proof. In what follows we consider the assumptions of Corollary 3.2.1 to hold. Our presentation
takes several properties of topological spaces for granted, with the understanding that detailed
proofs are available to the reader and we are allowed to avoid discussions aimed at overcoming
such difficulties.
Lemma A.3.1. Let the sequence of drifts {F (N) } converge uniformly to the bounded function F ∗ ,
that is
lim sup F (N) (~
m) − F ∗ (~
m) = 0.
N→∞ m
~ ∈∆(N)

Then the sequence of solutions {φ(N) } of respective ODEs converges to φ∗ (t), the solution of the
limit system of ODEs:
lim φ(N) (t) = φ∗ (t).
N→∞

Proof. Let φ(N) (t) be the solution of the initial value problem φ0 (t) = F (N) (φ(t)) with φ(0) =
φ(N) (0) = φ0 at time t ∈ R≥0 . It is possible to make the following assertions based on the uniform
convergence assumption:
lim sup F (N) (φ(N) (t)) − F ∗ (φ(N) (t)) = 0 ⇒

N→∞

t

lim sup φ0(N) (t) − F ∗ (φ(N) (t)) = 0.

N→∞

t

The second limit implies that as N → ∞ at every point t ∈ R≥0 , φ(N) (t) is a solution to the limit
system of ODEs. Given that limN→∞ φ(N) (0) = φ∗ (0) = φ0 and F (N) are Lipschitz, the existence
and uniqueness of the solution implies that for all t,
lim φ(N) (t) = φ∗ (t).

N→∞
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We now return to the proof of Corollary 3.2.1. Using Theorem 3.2.1


sup M̄ (N) (t) − φ(N) (t) ≤ exp(c1 T ) M(N) (T ) + M̄ (N) (0) − φ0 ,
0≤t≤T

therefore

2
2
sup M̄ (N) (t) − φ(N) (t) ≤ exp(c1 T )2 M(N) (T ) + M̄ (N) (0) − φ0 ,
0≤t≤T

and by taking the expectations of both sides
"
#


2
2
(N)
(N)
E sup M̄ (t) − φ (t) ≤ exp(c1 T )2 E[M(N) (T )2 ] + M̄ (N) (0) − φ0
0≤t≤T
!
1
2
(N)
2
≤ exp(c1 T ) c2 T + M̄ (0) − φ0 .
N
Hence since M̄ (N) (0) converges to φ0 in mean-square, for T < ∞,
"
#
2
(N)
(N)
lim E sup M̄ (t) − φ (t) = 0,
N→∞

0≤t≤T

which based on Lemma A.3.1, implies that
"
#
2
(N)
∗
lim E sup M̄ (t) − φ (t) = 0.
N→∞

0≤t≤T



Appendix A.4.

Proof of Corollary 3.4.1

Corollary 3.4.1. Let φ∗ (t) satisfy Corollary 3.2.1. Let µ ∈ M(S) be a measure which for all

points i ∈ S satisfies µ(i) = φ∗i (t), then the sequence ρN of distributions of Y (N) (τ) is µ-chaotic.
Proof. If we show that
ρN ◦ ε−1
N → δµ ,

(A.5)

then based on Theorem 3.4.1 the sequence must be µ-chaotic. Observe that according to Markov’s
inequality for any c > 0 and every A ⊆ S,


EN |εN (A) − µ(A)|
(A.6)
PN {|εN (A) − µ(A)| ≥ c} ≤
c
where EN and PN denote values calculated according to measure ρN . By (3.1) (definition of
M (N) (t)) and definition of µ,


N
 1 X




lim EN |εN (A) − µ(A)| = lim E 
δY (N) (t) (A) − µ(A) 
i
N→∞
N→∞
N i=1


I
I
 X

X

∗
= lim E 
M (N)
(t)1(
j
∈
A)
−
φ
(t)1(
j
∈
A)

j
j
N→∞
j=1
j=1
 I

X

(N)
∗

M j (t) − φ j (t) 1( j ∈ A) .
≤ lim E 
N→∞
j=1

A.5. Proof of Theorem 4.2.2
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n
o
According to Theorem 3.2.1 and Corollary 3.2.1, for all t < ∞, M̄ (N) (t) converges to φ∗ (t) in
both mean and mean square, therefore for every A ⊆ S,

 I

X
∗
 = 0.
M (N)
(t)
−
φ
(t)
1(
j
∈
A)
lim E 
j
j

N→∞
j=1

Based on (A.6) for any c > 0 and every A ⊆ S,
lim PN {|εN (A) − µ(A)| ≥ c} = 0,

N→∞

which implies that for t < ∞, εN converges in probability to constant random element µ. Since
convergence in probability implies convergence in distribution, we have shown that the measure

ρN ◦ ε−1
N converges to δµ .

Appendix A.5.

Proof of Theorem 4.2.2

n
o
n
o
Theorem 4.2.2. For N ≥ 1, let F (N) be the sequence of drifts, and F̃ (N) be the corresponding
sequence of mean drifts, constructed using the Poisson mean of intensities. Assume that the drifts
~ ∈ ∆,
satisfy smoothness (2) and boundedness. Then for all m
lim F̃ (N) (~
m) = F ∗ (~
m)

N→∞

almost surely.
Proof. In order to make the proof shorter and simpler to follow, we first make an (optional)
assumption, which follows. A proof applying to the general mean drift defined in Section 4.2.4
would use the same ideas.
Simplicity: For each s, s0 ∈ S, there is one j ∈ S for which Q(N)
m) = Q(N)
m j ~e j ), i.e., the
s,s0 (~
s,s0 (~
(N)
~.
value Q s,s0 is only determined by entry j of an occupancy measure m
(N)
Suppose that Q(N)
s,s0 satisfies simplicity, fixing j. The Poisson mean of the intensity F s,s0 is the
function F̃ (N)
s,s0 : ∆ → R, where

~s
F̃ (N)
m) = m
s,s0 (~

N
X
k=0

Q(N)
s,s0

!
k
~e j fPoisson (k; N m
~ j ).
N

(A.7)

~ ∈ ∆ for which F (N)
We first prove that for all m
m) is defined
s,s0 (~
lim F̃ (N)
m) = lim F (N)
m),
s,s0 (~
s,s0 (~

N→∞

N→∞

almost surely.
Based on the assumptions of the theorem, simplicity holds, fixing a j such that F (N)
m) =
s,s0 (~
(N)
F s,s0 (m~ j ~e j ). For 1 ≤ k ≤ N define the sequence of i.i.d. Poisson random variables Xk , with rate
~ j . Define:
m
N
X
SN =
Xk .
k=1
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~ j:
Then S N is Poisson distributed with rate N m
P {S N = k} =

e−N m~ j
~ j )k
(N m
k!

(A.8)

Following the weak law of large numbers (Theorem 2.1.1), for any ε > 0,

 S
N
~ j ≥ ε = 0.
−m
(A.9)
lim P
N→∞
N
n
o
Take an arbitrarily small value ε > 0. For N → ∞, the set 0, N1 , . . . , N(1+ε)
is dense in the
N
~oj ∈ [0,
interval [0, 1 + ε].
n 1] and the above
o set is dense, there exists a largestk non-empty
n Since m
~j < ε
for which for all k1 ≤ ki ≤ km , Ni − m
neighbourhood kN1 , . . . , kNm ⊂ 0, N1 , . . . , N(1+ε)
N
holds. Given such a subset, based on (A.9)
(
)
S N  k1
km 
lim P
∈
,...,
= 1,
N→∞
N
N
N
which then implies
lim

N→∞

km
X

P{S N = k} = 1.

(A.10)

k=k1

Next consider the limit:
lim F̃ (N)0 (~
m)
N→∞ s,s

~s
= lim m
N→∞

∞
X

Q(N)
s,s0

k=0

! −N m~ j
e
k
~e j
~ j )k ,
(N m
N
k!

~ ∈ ∆, Q(N)
since for all m
m) ≤ 1 (is finite), based on (A.8) and (A.10),
s,s0 (~
~s
lim F̃ (N)
m) = lim m
s,s0 (~

N→∞

N→∞

km
X
k=k1

Q(N)
s,s0

! −N m~ j
e
k
~e j
~ j )k , a.s.
(N m
N
k!

Moreover, since the interval 2ε is arbitrarily small, and according to assumption Q(N)
s,s0 is Lipschitz
(N)
ki
~
~
e
)
'
Q
(~
m
e
).
This,
together
with
limit
existence
continuous; for all k1 ≤ ki ≤ km , Q(N)
(
0
0
j j
s,s
s,s N j
implies that
~ s Q(N)
lim F̃ (N)
m) = lim m
m j ~e j )
s,s0 (~
s,s0 (~

N→∞

=

N→∞
F ∗s,s0 (~
m),

a.s.

Given boundedness, the dominated convergence theorem implies
X
lim
F̃ (N)
m) (~e s0 − ~e s ) = F ∗ (~
m), a.s.
s,s0 (~
N→∞

s,s0 ∈S,s,s0

which given the definition of the mean drift proves the statement of the theorem.



Appendix

B

ODEs of the Models

For a description of the parameters which appear in the following ODEs, please refer to the
description of the models in Section 4.3.
Table B.1: The first-order ODEs for the client-server model.

dx0
(t) = − min(rc x0 (t), r s x2 (t)) + r p x1 (t)
dt
dx1
(t) = min(rc x0 (t), r s x2 (t)) − r p x1 (t)
dt
dx2
(t) = − min(rc x0 (t), r s x2 (t)) − r p x1 (t) + rl x3 (t)
dt
dx3
(t) = min(rc x0 (t), r s x2 (t)) − r p x1 (t) − rl x3 (t)
dt
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Table B.2: Additional ODEs for the second moment client-server model (also see [57]).

dx00
(t) = −2 min(rc x00 (t), r s x02 (t)) + min(rc x0 (t), r s x2 (t)) + 2r p x01 (t) + r p x1 (t)
dt
dx11
(t) = −2 min(rc x01 (t), r s x12 (t)) + min(rc x0 (t), r s x2 (t)) − 2r p x11 (t) + r p x1 (t)
dt
dx22
(t) = −2 min(rc x12 (t), r s x22 (t)) + min(rc x0 (t), r s x2 (t)) + 2rl x23 (t) + rl x3 (t)
dt
dx33
(t) = −2 min(rc x03 (t), r s x23 (t)) + min(rc x0 (t), r s x2 (t)) − 2rl x33 (t) + rl x3 (t)
dt
dx01
(t) = min(rc x00 (t), r s x02 (t)) − min(rc x01 (t), r s x12 (t)) − min(rc x0 (t), r s x2 (t))
dt
− r p (x01 (t) + x11 (t) − x1 (t))
dx02
(t) = − min(rc x00 (t), r s x02 (t)) − min(rc x12 (t), r s x22 (t)) + min(rc x0 (t), r s x2 (t))
dt
+ r p x12 (t) + rl x03 (t)
dx03
(t) = min(rc x00 (t), r s x02 (t)) − min(rc x03 (t), r s x23 (t)) − min(rc x0 (t), r s x2 (t))
dt
+ r p x13 (t) − rl x03 (t)
dx12
(t) = − min(rc x01 (t), r s x12 (t)) + min(rc x12 (t), r s x22 (t)) − min(rc x0 (t), r s x2 (t))
dt
− r p x12 (t) + rl x13 (t)
dx13
(t) = min(rc x01 (t), r s x12 (t)) + min(rc x03 (t), r s x23 (t)) + min(rc x0 (t), r s x2 (t))
dt
− r p x13 (t) − rl x13 (t)
dx23
(t) = min(rc x12 (t), r s x22 (t)) − min(rc x03 (t), r s x23 (t)) − min(rc x0 (t), r s x2 (t))
dt
− rl (x23 (t) − x33 (t) + x3 (t))
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Table B.3: The second-order ODEs for the MPR model.

dx0
(t) = f (x1 (t), x11 (t)) − pg x0 (t)
dt
dx1
(t) = −x1 (t) + pg x0 (t) + pr x2 (t)
dt
dx2
(t) = x1 (t) − f (x1 (t), x11 (t)) − pr x2 (t)
dt
dx00
(t) = f (x1 (t), x11 (t)) + 2x0 (t) f (x1 (t), x11 (t)) + pg x0 (t) − 2pg x00 (t)
dt
dx11
(t) = pg x0 (t) + x1 (t) + pr x2 (t) − 2x22 (t) + 2pg x01 (t) + 2pr x12 (t)
dt
dx22
(t) = − f (x1 (t), x11 (t)) + x1 (t) − 2x2 (t) f (x1 (t), x11 (t)) + pr x2 (t) − 2pr x22 (t) + 2x12 (t)
dt
dx01
(t) = (x1 (t) − 1) f (x1 (t), x11 (t)) − pg (x00 (t) − x01 (t) − x0 (t)) − x01 (t) + pr x02 (t)
dt
dx02
(t) = −(x0 (t) + x2 (t)) f (x1 (t), x11 (t)) − (pg + pr )x02 (t) + x01 (t)
dt
dx12
(t) = f (x1 (t), x11 (t)) − x1 (t) − x1 (t) f (x1 (t), x11 (t)) − pr x2 (t) + x11 (t) + pr x22 (t)
dt
+ pg x02 (t) − (1 + pr )x12 (t)

Table B.4: The Poisson moment closure ODEs for the MPR model.

x1 (t)
dx0
(t) = e(−1− 2 ) − pg x0 (t)
dt
dx1
(t) = −x1 (t) + pg x0 (t) + pr x2 (t)
dt
x1 (t))
dx2
(t) = x1 (t)(1 − e(−1− 2 ) − pr x2 (t)
dt

Table B.5: The binomial moment closure ODEs for the MPR model.

!N−1
x1 (t)
x1 (t)
dx0
(t) =
1−
− pg x0 (t)
dt
2
2N
dx1
(t) = −x1 (t) + pg x0 (t) + pr x2 (t)
dt

!N−1 


dx2
x1 (t)
x1 (t)

 − pr x2 (t)
(t) = x1 (t) 1 −
1−
dt
2
2N
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Table B.6: The second-order ODEs for the queue model.

dx0
(t) =r s x1 (t) − ra 1(x0 (t) > 0)
dt
dx1
(t) =r s x2 (t) − r s x1 (t) + ra 1(x0 (t) > 0) − ra 1(x0 (t) = 0)1(x1 (t) > 0)
dt
dx2
(t) = − r s x2 (t) + ra 1(x0 (t) = 0 ∧ x1 (t) > 0)
dt
dx00
(t) =2r s x02 (t) + r s x0 (t) − 2ra x0 (t) + ra 1(x0 (t) > 0)
dt
dx11
(t) =2r s x12 (t) + r s (x1 (t) + x2 (t)) − 2r s x11 (t) + ra 1(x0 (t) > 0 ∨ x1 (t) > 0)
dt
+ 2ra (x1 (t)1(x0 (t) > 0) − x1 (t)1(x0 (t) = 0 ∧ x1 (t) > 0))
dx22
(t) = − 2r s x33 (t) + r s x2 (t) + ra (2x2 (t) + 1)1(x0 (t) = 0 ∧ x1 (t) > 0)
dt
dx01
(t) =ra (x0 (t)1(x0 (t) > 0) − x1 (t)1(x0 (t) > 0) − x1 (t)1(x0 (t) = 0 ∧ x1 (t) > 0)
dt
− 1(x0 (t) > 0)) + r s (x02 (t) + x11 (t) − x01 (t) − x1 (t))
dx02
(t) =r s (x12 (t) − x02 (t)) + ra (x0 (t)1(x0 (t) = 0 ∧ x1 (t) > 0) − x2 (t)1(x0 (t) > 0))
dt
dx12
(t) =ra ((x1 (t) + x2 (t) − 1)1(x0 (t) = 0 ∧ x1 (t) > 0) + x2 (t)1(x0 (t) > 0))
dt
+ r s (x22 (t) − 2x12 (t) − x2 (t))
Table B.7: The Poisson moment closure ODEs for the queue model.

dx0
(t) = r s x1 (t) − ra (1 − e−x0 (t) )
dt
dx1
(t) = r s x2 (t) − r s x1 (t) + ra (1 − e−x0 (t) ) − ra e−x0 (t) (1 − e−x1 (t) )
dt
dx2
(t) = −r s x2 (t) + ra e−x0 (t) (1 − e−x1 (t) )
dt
Table B.8: The binomial moment closure ODEs for the queue model.

dx0
x0 (t) N
(t) =r s x1 (t) − ra (1 − (1 −
) )
dt
N
dx1
x0 (t) N
(t) =r s x2 (t) − r s x1 (t) + ra (1 − (1 −
) )
dt
N
x0 (t) N
x1 (t) N
− ra (1 −
) (1 − (1 −
) )
N
N
dx2
x0 (t) N
x1 (t) N
(t) = − r s x2 (t) + ra (1 −
) (1 − (1 −
) )
dt
N
N

Appendix

C

Complete mCRL2 Model of the Cluster Formation Protocol

The following is the mCRL2 specifications of the IEEE 802.15.4e TSCH MAC operation mode
which corresponds to the descriptions in sections 7.3.1 and 7.2.2.
1
2
3
4
5
6
7
8
9
10
11
12
13

s o r t Pair = struct pair( first : Nat , second : Nat);
PairList = List(Pair);
Node_Type = struct CLUSTER_HEAD | TENTATIVE | CLUSTER_SLAVE | FREE;
Message_Type = struct EMPTY | BEACON | BEACON_ACK | ACK_RESPONSE |
ASSOCIATE | ASSOCIATE_ACK ;
Mode = struct SENDING | RECEIVING | NOT_RESPONDING | RESPONDING |
ACTIVE_WAITING | PASSIVE_WAITING |
ACTIVE_REQUESTING_CHANNEL | PASSIVE_REQUESTING_CHANNEL |
SENDING_CHANNEL_REQUEST | ACTIVE_ADDING | PASSIVE_ADDING ;
% Data A ( waiting time or request originator ), data B (tier or channel )
Message = struct message (src: Nat , channel : Nat , type: Message_Type ,
dest_id : Nat , data_a : Nat , data_b : Nat);
Traffic = List( Message );

14
15

map

NUM_OF_CHANNELS , MAX_ID : Pos;
Max_Tiers , Max_WaitTime : Pos;
Max_DataA , Max_DataB : Pos;
Nodes_InRange : PairList ;
Nodes_Close : PairList ;
% InRange_Nodes and Close_Nodes are disjoint
inRange : Nat#Nat -> Bool;
inClose : Nat#Nat -> Bool;
% Returns sublist of messages on the channel
findChannel : Nat# Traffic -> Traffic ;
% Returns the first message with the mentioned id
findId : Nat# Traffic -> Message ;
% Replaces colliding packets with an EMPTY message
removeCollision : Nat# Traffic -> Traffic ;

var

a,b: Nat;
tr1: Traffic ;
m1 ,m2: Message ;
chann : Nat;
index1 : Nat;

16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
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eqn

NUM_OF_CHANNELS = 3;
MAX_ID = 3;
Max_WaitTime = 2;
Max_Tiers = 3;
Max_DataA = max( Max_WaitTime , MAX_ID );
Max_DataB = max(Max_Tiers , NUM_OF_CHANNELS );
% Topology specified manually
Nodes_InRange = [pair (1 ,2) ,pair (1 ,3)];
Nodes_Close = [];
inRange (a,b) = (pair(a,b) in Nodes_InRange ) ||
(pair(b,a) in Nodes_InRange );
inClose (a,b) = (pair(a,b) in Nodes_Close ) || (pair(b,a) in Nodes_Close );
findChannel (chann , []) = [];
findChannel (chann , m1 |> tr1) = if (( channel (m1)== chann && type(m1)!= EMPTY )
, (m1 |> findChannel (chann ,tr1))
, ( findChannel (chann ,tr1)));
findId (index1 , m1 |> tr1) = if(src(m1)== index1 ,m1 , findId (index1 ,tr1));
% removeCollision : if there are more multiple messages on the same channel
% or no messages , remove them and put an empty message in the channel .
removeCollision (chann ,tr1) = if( chann <= NUM_OF_CHANNELS ,
if(#( findChannel (chann , tr1)) == 1,
removeCollision ( chann + 1,tr1) <| head( findChannel (chann , tr1)),
removeCollision ( chann + 1,tr1) <| message (0,chann ,EMPTY ,0 ,0 ,0)
),[]);

act

corecv ,recv , received : Message ;
cosend ,send ,sent: Message ;
nop , increase ;

35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60
61
62
63
64
65
66
67
68

% Node: models the RLL protocol .
% (id , channel , node type , parent id , parent channel , children , tier ,
%
( remaining ) waiting time , mode of operation , destination id ,
%
current timeslot count )

69
70
71
72
73
74
75
76
77
78
79
80
81
82
83
84
85
86
87
88
89
90
91
92
93
94
95

proc Node(id: Nat , ch: Nat , type: Node_Type , pid: Nat , pc: Nat ,
children : PairList , tier: Nat , wait_time : Nat , mode: Mode ,
dest_id : Nat , timeslot : Nat) =
(type == CLUSTER_HEAD ) -> (
% Sending a BEACON message
(mode == SENDING ) -> (
(( tier mod 2) == timeslot ) ->
(
send( message (id ,ch ,BEACON ,0,0, tier)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) .
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
RECEIVING ,0, timeslot )
)))))
)
<>
(
send( message (id ,ch ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
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sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) .
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
RECEIVING ,0, timeslot )
)))))
)
)
+
% Waiting BEACON_ACK from FREE nodes ,
% Or ASSOCIATE from TENTATIVE / FREE nodes :
% TENTATIVE requesting to become CH if data2 =0
% FREE requesting to become CS if data2 =1
(mode == RECEIVING ) -> (
send( message (id ,ch ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) . (
( msg_type1 == BEACON_ACK && dest1 == id) -> (
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
RESPONDING ,id1 ,( timeslot +1) mod 2)
)
<>
(
( msg_type1 == ASSOCIATE && dest1 == id) -> (
( data2 == 0) -> (
(tier == 0) -> (
Node(id ,ch ,type ,pid ,pc ,pair(data1 ,
((# children +1) mod NUM_OF_CHANNELS )+1) |>
children ,tier ,wait_time , ACTIVE_ADDING ,id1 ,
( timeslot +1) mod 2)
)
<>
(
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
ACTIVE_REQUESTING_CHANNEL ,data1 ,
( timeslot +1) mod 2)
)
)
<>
(
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
SENDING ,0 ,( timeslot +1) mod 2)
)
)
<>
(
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
SENDING ,0 ,( timeslot +1) mod 2)
)
)
)
)))))
)
+
% Responding to a request to become a CH
% The new cluster head will be on (tier+1)
(mode == RESPONDING ) -> (
% A random timeout in response
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sum n: Nat . ((n < Max_WaitTime ) && (n >= 1)) -> (
send( message (id ,ch , ACK_RESPONSE ,dest_id ,n,tier+1)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 < Max_WaitTime ) -> (
sum data2 : Nat . ( data2 < Max_Tiers ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) .
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
RECEIVING ,0, timeslot )
)))))
)
)
+
% Waiting a BEACON message from parent CH
(mode == PASSIVE_REQUESTING_CHANNEL ) -> (
send( message (id ,ch ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) .
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
ACTIVE_REQUESTING_CHANNEL ,dest_id ,( timeslot +1) mod 2)
)))))
)
+
(mode == ACTIVE_REQUESTING_CHANNEL ) -> (
send( message (id ,pc ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,pc ,msg_type1 ,dest1 ,data1 , data2 )) . (
( msg_type1 == BEACON && id1 == pid) ->
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
SENDING_CHANNEL_REQUEST ,dest_id , timeslot )
<>
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
PASSIVE_REQUESTING_CHANNEL ,dest_id , timeslot )
)
)))))
)
+
% ASSOCIATE request to parent on behalf of child
(mode == SENDING_CHANNEL_REQUEST ) -> (
send( message (id ,pc ,ASSOCIATE ,pid ,dest_id ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,pc ,msg_type1 ,dest1 ,data1 , data2 )) . (
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
ACTIVE_WAITING ,dest_id ,( timeslot +1) mod 2)
)
)))))
)
+
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% Waiting for ASSOCIATE_ACK from parent CH
(mode == ACTIVE_WAITING ) ->
(
send( message (id ,pc ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,pc ,msg_type1 ,dest1 ,data1 , data2 )) . (
( msg_type1 == ASSOCIATE_ACK ) ->
Node(id ,ch ,type ,pid ,pc ,pair(dest_id , data2 )|>children ,
tier ,wait_time , PASSIVE_ADDING ,dest_id ,
timeslot )
<>
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
PASSIVE_WAITING ,dest_id , timeslot )
)
)))))
)
+
(mode == PASSIVE_WAITING ) ->
(
send( message (id ,ch ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) . (
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
ACTIVE_WAITING ,dest_id ,( timeslot +1) mod 2)
)
)))))
)
+
% Adding a node as a CH on the lower tier:
% The node is added to the list of children ,
% And is assigned a new channel
(mode == ACTIVE_ADDING ) -> (
send( message (id ,ch , ASSOCIATE_ACK ,dest_id ,
second (head( children )),first (head( children )))) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) . (
(tier == 0) ->
increase . Node(id ,ch ,type ,pid ,pc ,children ,tier ,
wait_time ,RECEIVING ,0, timeslot )
<>
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
SENDING ,0, timeslot )
)
)))))
)
+
(mode == PASSIVE_ADDING ) ->
(
send( message (id ,ch ,EMPTY ,0 ,0 ,0)) .
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sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) . (
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
ACTIVE_ADDING ,dest_id ,( timeslot +1) mod 2)
)
)))))
)
)
+
(type == FREE) -> (
% Waiting to receive a BEACON message :
% Join as a CS if close enough ,
% Join as a TENTATIVE CH if not so close
% (Note: has to listen on the right channel )
(mode == RECEIVING ) -> (
send( message (id ,ch ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) . (
( msg_type1 == BEACON && inRange (id1 ,id)) -> (
Node(id ,ch ,type ,id1 ,ch ,children ,tier ,wait_time ,
RESPONDING ,id1 , timeslot )
)
<>
(
( msg_type1 == BEACON && inClose (id1 ,id)) ->
increase . Node(id ,ch , CLUSTER_SLAVE ,id1 ,ch ,[],tier ,
wait_time , PASSIVE_WAITING ,0, timeslot )
<>
Node(id ,ch ,type ,pid ,0, children ,tier ,wait_time ,
NOT_RESPONDING ,0, timeslot )
)
)
)))))
)
+
% Beacon was not received on the right channel
% Move to the next channel and listen again
(mode == NOT_RESPONDING ) -> (
send( message (id ,ch ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) .
Node(id ,( ch mod NUM_OF_CHANNELS )+1,type ,pid ,0, children ,
tier ,wait_time ,RECEIVING ,0,
( timeslot +1) mod 2)
)))))
)
+
% Send the request to become a TENTATIVE CH
(mode == RESPONDING ) -> (
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send( message (id ,ch , BEACON_ACK ,dest_id ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 < Max_WaitTime ) -> (
sum data2 : Nat . ( data2 < Max_Tiers ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) .
Node(id ,ch ,type ,pid ,0, children ,tier ,wait_time ,
ACTIVE_WAITING ,0 ,( timeslot +1) mod 2)
)))))
)
+
% Wait the ack response to become a TENTATIVE CH:
% If no response , move back
% Otherwise become TENTATIVE ,
%
data1 =’wait_time ’ and data2 =tier number
(mode == ACTIVE_WAITING ) -> (
send( message (id ,ch ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 < Max_WaitTime ) -> (
sum data2 : Nat . ( data2 < Max_Tiers ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) . (
( msg_type1 == ACK_RESPONSE && dest1 == id
&& inRange (id1 ,id)) -> (
Node(id ,( ch mod NUM_OF_CHANNELS )+1,TENTATIVE ,id1 ,ch
,children ,data2 ,data1 , PASSIVE_WAITING ,0, timeslot )
)
<>
Node(id ,ch ,type ,pid ,0, children ,tier ,wait_time ,
NOT_RESPONDING ,0, timeslot )
)
)))))
)
)
+
(type == TENTATIVE ) -> (
% Waiting for a BEACON message
% If no BEACON , channel +1 and wait_time -1
% Otherwise , instantly join it as a CS
(mode == PASSIVE_WAITING ) -> (
send( message (id ,ch ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) .
( wait_time > 0) -> (
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
ACTIVE_WAITING ,0 ,( timeslot +1) mod 2)
)
<>
Node(id ,pc ,type ,pid ,pc ,children ,tier ,0, RECEIVING ,0,
( timeslot +1) mod 2)
)))))
)
+
(mode == ACTIVE_WAITING ) ->
(
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send( message (id ,ch ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) .
( msg_type1 == BEACON ) -> (
( inClose (id1 ,id) && tier == data2 ) ->
increase . Node(id ,ch , CLUSTER_SLAVE ,id1 ,ch ,[],tier ,
wait_time , PASSIVE_WAITING ,0, timeslot )
<>
(
( timeslot == 0) ->
Node(id ,( ch mod NUM_OF_CHANNELS )+1,type ,pid ,pc ,
children ,tier ,abs( wait_time -1) ,
PASSIVE_WAITING ,0, timeslot )
<>
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
PASSIVE_WAITING ,0, timeslot )
)
)
<>
(
( timeslot == 0) ->
Node(id ,( ch mod NUM_OF_CHANNELS )+1,type ,pid ,pc ,
children ,tier ,abs( wait_time -1) ,
PASSIVE_WAITING ,0, timeslot )
<>
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
PASSIVE_WAITING ,0, timeslot )
)
)))))
)
+
% No closer CH found
% Move to parent ’s channel and wait for BEACON :
% If BEACON received , send a request to become CH
(mode == RECEIVING ) -> (
send( message (id ,ch ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) .
( msg_type1 == BEACON && id1 == pid) -> (
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
RESPONDING ,id1 , timeslot )
)
<>
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
NOT_RESPONDING ,0, timeslot )
)))))
)
+
(mode == NOT_RESPONDING ) -> (
send( message (id ,ch ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
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sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) .
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
RECEIVING ,dest_id ,( timeslot +1) mod 2)
)))))
)
+
% Request to become CH , by ASSOCIATE message
(mode == RESPONDING ) -> (
send( message (id ,pc ,ASSOCIATE ,pid ,id ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) .
Node(id ,ch ,TENTATIVE ,pid ,pc ,children ,tier ,0,
ACTIVE_REQUESTING_CHANNEL ,0 ,( timeslot +1) mod 2)
)))))
)
+
% Wait for a response for request to become CH:
% If ASSOCIATE_ACK received become CH ,
%
assigned channel = data2
% Otherwise wait ...
(mode == ACTIVE_REQUESTING_CHANNEL ) -> (
send( message (id ,pc ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,pc ,msg_type1 ,dest1 ,data1 , data2 )) . (
( msg_type1 == ASSOCIATE_ACK ) -> (
Node(id ,data2 , CLUSTER_HEAD ,pid ,pc ,[],tier ,0,
RECEIVING ,0, timeslot )
)
<>
Node(id ,ch ,type ,pid ,pc ,children ,tier ,0,
PASSIVE_REQUESTING_CHANNEL ,0, timeslot )
)
)))))
)
+
(mode == PASSIVE_REQUESTING_CHANNEL ) -> (
send( message (id ,pc ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,pc ,msg_type1 ,dest1 ,data1 , data2 )) . (
( msg_type1 == ASSOCIATE_ACK ) -> (
Node(id ,data2 , CLUSTER_HEAD ,pid ,pc ,[],tier ,0,
SENDING ,0 ,( timeslot +1) mod 2)
)
<>
Node(id ,ch ,type ,pid ,pc ,children ,tier ,0,
ACTIVE_REQUESTING_CHANNEL ,0 ,( timeslot +1) mod 2)
)
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)))))

523

)

524

)
+
% Cluster slaves are passive
(type == CLUSTER_SLAVE ) -> (
send( message (id ,ch ,EMPTY ,0 ,0 ,0)) .
sum id1: Nat . (id1 <= MAX_ID ) -> (
sum msg_type1 : Message_Type . (
sum dest1 : Nat . ( dest1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
recv( message (id1 ,ch ,msg_type1 ,dest1 ,data1 , data2 )) . (
Node(id ,ch ,type ,pid ,pc ,children ,tier ,wait_time ,
ACTIVE_WAITING ,0, timeslot )
)
)))))
)

525
526
527
528
529
530
531
532
533
534
535
536
537
538
539
540
541

;

542
543
544
545
546
547

% Dedicated TSCH mode: models the physical layer of a network of size ’MAX_ID ’,
% with ’NUM_OF_CHANNELS ’ channels .
% Each round of communications is done in 2 stages :
% stage 1) SEND stage : Get all the messages from all the nodes and put them
%
in a list. Detect collisions .

548
549

proc TSCH = TSCH1 (1,[]);

550
551
552
553
554
555
556
557
558
559
560
561
562
563
564
565
566
567
568
569
570
571
572

proc TSCH1 (i: Nat , str: Traffic ) =
(i <= MAX_ID ) -> (
sum ch1: Nat . (ch1 <= NUM_OF_CHANNELS ) -> (
sum msg_type1 : Message_Type . (
sum dest_id1 : Nat . ( dest_id1 <= MAX_ID ) -> (
sum data1 : Nat . ( data1 <= Max_DataA ) -> (
sum data2 : Nat . ( data2 <= Max_DataB ) -> (
cosend ( message (i,ch1 ,msg_type1 ,dest_id1 ,data1 , data2 )) . (
TSCH1 (i+1,str <| message (i,ch1 ,msg_type1 ,dest_id1 ,data1 , data2 ))
)
)
)
)
)
)
)
<>
(
nop .
TSCH2 (1,str , removeCollision (1, str))
)
;

573
574
575

% stage 2) RECEIVE stage : For each node , see what channel it has and deliver
%
the message on the channel .

576
577
578
579
580
581
582
583

proc TSCH2 (i: Nat , str: Traffic , rtr: Traffic ) =
(i <= MAX_ID ) ->
(
(#( findChannel ( channel ( findId (i,str)),rtr)) >= 1) ->
corecv (head( findChannel ( channel ( findId (i,str)),rtr))) .
TSCH2 (i+1,str ,rtr)
<>

137
corecv ( message (0, channel ( findId (i,str)),EMPTY ,0 ,0 ,0)) .
TSCH2 (i+1,str ,rtr)

584
585

)
<>
(

586
587
588

nop .
TSCH1 (1,[])

589
590
591

)

592
593

;

594
595
596

% The network initially consists of 4 processes : one cluster head node , two free
% nodes , and one process representing the physical layer .

597
598
599
600
601
602
603
604
605
606
607
608

i n i t hide ({ nop},
allow ({ received ,sent ,nop ,increase ,alert1 ,alert2 ,write1 , write2 },
comm ({ send| cosend ->sent ,recv| corecv ->received },
Node (1, 1, CLUSTER_HEAD , 0, 0, [], 0, 0, SENDING , 0, 0)
|| Node (2, 1,FREE , 0, 0, [], 0, 0, RECEIVING , 0, 0)
|| Node (3, 1,FREE , 0, 0, [], 0, 0, RECEIVING , 0, 0)
|| TSCH
)
)
)
;

Summary

Scalable Performance Analysis of Wireless Sensor Networks
The problem of state space explosion is one of the main challenges in verifying the correctness
of software designs. This problem extends itself to the analysis and verification of wireless
sensor network protocols as well. As such, there have been many developments for tackling
this specific problem, one of which is the employment of the mean field approximation. The
mean field approximation and its generalisation, the moment closure approximation (together
called deterministic approximations), have been widely used in the analysis of stochastic models
involving a large number of identical components.
This thesis deals with the application of deterministic approximations to the performance
analysis of wireless sensor networks. In particular, the analysis focuses on MAC layer protocols
such as ALOHA and CSMA/CA, the latter being the main focus of the research. In the first part
of the thesis we lay the mathematical foundations of the applied techniques. We give a detailed
description of the mean field approximation theorem and provide a proof on the proposed error of
the approximation. Next, generalizations of this approximation technique, which are commonly
called the moment closure approximations, are discussed. We introduce the Poisson and binomial
moment closure approximations. An investigation of the accuracy of several moment closure
approximations then follows, in which we conclude that binomial and Poisson moment closures
can be accurate ways of approximating the behaviour of systems, and we study the properties of
the models which affect this accuracy.
In the second part of the thesis we employ the methods above to analyse the performance of
MAC layer protocols. We first consider a simple ALOHA network, and then move to a more
complex lighting network involving a simple CSMA/CA communication model. Through this,
we explore the challenges to model the phenomena that are present in wireless communication:
i.e. interference (in carrier sensing and multi-packet reception), noise and spatial diversity. Next,
we move to a thorough study of coexistence of ZigBee and Wi-Fi networks by developing a
system of differential equations which captures the dynamics of the ZigBee network, and we
compare the results with data from a real test bed to show the validity of the analysis. The
third part of the thesis briefly discusses a more ad hoc study of scalability of a wireless network
protocol, to show that investigating the interaction of a few nodes can often lead to deep insights
about how protocols scale.
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