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Abstract
Efficient manufacturing of products has become more important than ever. Manufacturing systems that produce these products are becoming increasingly complex. They
need to be flexible to quickly adapt to changing market demands. Products need to be
produced faster, while ensuring their quality. All these constraints make the design
of present-day manufacturing systems a true challenge. Achieving the economic
and quality goals of manufacturing requires the use of a sophisticated controller that
directs the scheduling of operations in the system and handles on-line changes in
the production process. The controller functions as the brains of the system, and
controls its behavior. The work of this thesis is motivated by the challenges faced by
ASML in designing such controllers for optimal wafer logistics in the various types
of lithography machines. These systems manipulate silicon wafers with extreme
accuracy at high throughput. The market demands continuous improvement of
the accuracy of the imaging, which implies the use of more sophisticated hardware
having more resources and actions. This increase leads to a larger solution space in
which an optimal controller needs to be found. Designing these optimal controllers is
no longer easily feasible by manual effort. Therefore, scalable techniques are needed
that can generate an optimal controller from a system model automatically.
This thesis introduces a model-based method for the design of optimal supervisory controllers. Model-based design methods enable design-time qualification
of controller designs, and allow analysis and optimization of the design before
going towards implementation. The method covers the stages of system modeling,
controller synthesis, performance optimization, and implementation of a functionally
correct and throughput-optimal controller.
The first contribution of the thesis is a formal modeling approach to compositionally specify both functional and timing aspects of the system. Functional aspects can
be considered orthogonally to timing aspects and are specified using two abstraction
levels; higher-level activities and lower-level actions that are executed on system
resources. The full system behavior is modeled by activities and their possible orderings. An activity consists of atomic system actions and dependencies among those
actions. Activities describe deterministic system operations, that abstract from the
different execution orders of internal actions and their timing. The timing semantics
of activities is captured using matrices in (max,+) linear algebra. These matrices
express the relationships between the availability times of the system resources, and
the release times of the resources after executing the activity. As a result, the controller
design can be performed on a much smaller state space compared to an explicit
model where timing and actions are present. The supervisory controller makes the
iii
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scheduling choices by influencing the execution order of activities. Requirements
on allowed activity orderings are specified modularly using a network of automata
that are synchronized using multiparty synchronization. From the formal model, a
maximally-permissive controller can be synthesized that enforces the requirements
upon the system.
Since the timing behavior of the activities is also part of the specification, the
supervisory controller can be analyzed and optimized for performance. For fullycontrollable systems, we use existing optimization techniques to find a throughputoptimal supervisory controller. The second contribution of this thesis is a controller
optimization technique for partially-controllable systems, where the system behavior
can be influenced by external actors. We use a game-theoretic approach to find a
control strategy that guarantees maximum throughput.
The third contribution is a partial-order reduction technique to reduce the size
of the synthesized supervisory controllers and improve scalability for the controller
synthesis and optimization steps. The reduction exploits the redundancy in the state
space of the synthesized controller with respect to functional aspects (controllability
and nonblockingness) and timing aspects (throughput and latency).
The contributions are validated on the ASML wafer logistics case study and
on xCPS, a prototype platform to emulate flexible manufacturing systems. For
both case studies, we have made models and generated a throughput-optimal
controller. The throughput-optimal controller design for xCPS has been translated to
a controller implementation that interacts with the xCPS API to control the physical
machine. This illustrates the full approach from system design to implementation.
We have experimentally validated that the modeling approach makes it possible
to exploit structure in the models, and thereby allows for faster controller analysis
and optimization. The partial-order reduction technique makes it possible to further
improve scalability of the approach.

Samenvatting
Het efficiënt produceren van producten is tegenwoordig belangrijker dan ooit. De
productiesystemen die hier voor nodig zijn worden steeds complexer. Een van de
redenen hiervoor is dat ze flexibel genoeg moeten zijn om snel in te kunnen spelen op
veranderingen in de marktvraag. Daarnaast wordt de gevraagde productiesnelheid
steeds hoger, terwijl de kwaliteit van ieder product gegarandeerd moet blijven. Deze
eisen zorgen ervoor dat het ontwerpen van hedendaagse productiesystemen een
hele uitdaging is. Een belangrijke component in dit ontwerpproces is de supervisory
controller die verantwoordelijk is voor het plannen van de taken in het systeem
en het afhandelen van veranderingen in het productieproces tijdens productie. De
controller is in zekere zin het brein van het systeem dat het gedrag beïnvloedt en
coördineert.
Het onderwerp van dit proefschrift is sterk gerelateerd aan de uitdagingen die
ASML heeft bij het ontwerpen van optimale controllers voor de waferlogistiek in
lithografiesystemen. Zulke systemen printen microchips op siliciumwafers met
extreme precisie en hoge productiesnelheid. De markt vraagt naar een steeds hogere
precisie in het printen, wat er voor zorgt dat steeds meer verfijnde hardware nodig
is met extra componenten en acties. Dit leidt tot een steeds grotere zoekruimte
waarin een optimale controller gevonden moet worden. Het handmatig ontwerpen
van deze optimale controllers is een haast onmogelijke taak geworden. Daarom
zijn er schaalbare technieken nodig die een optimale controller automatisch kunnen
genereren vanuit een formeel systeemmodel.
Dit proefschrift introduceert een model-gebaseerde methode voor het ontwerpen
van optimale supervisory controllers. Model-gebaseerde ontwerpmethoden maken
het mogelijk om tijdens het ontwerpproces al te kunnen bepalen of de controller
bepaalde eisen waar kan maken. Daarnaast kan het ontwerp geanalyseerd en geoptimaliseerd worden voordat er een implementatie gemaakt is. De methode omvat de
volgende ontwerpstadia; systeemmodelleren, controller-synthese, productiesnelheidoptimalisatie en implementatie van een functioneel correcte en optimale controller.
De eerste bijdrage van de thesis is een formele modelleermethode om zowel
functionele als tijdsgerelateerde aspecten van het systeem vast te leggen. De functionele aspecten kunnen afzonderlijk van de tijdsaspecten worden bekeken. Ze
worden vastgelegd middels twee abstractieniveaus; hoog-niveau activiteiten en laagniveau acties die uitgevoerd worden op de systeemcomponenten. Het volledige
systeemgedrag wordt gemodelleerd als een verzameling activiteiten en de mogelijke
volgordes waarin deze activiteiten kunnen voorkomen. Een activiteit bestaat uit
atomaire systeemacties en afhankelijkheden tussen deze acties. Activiteiten bev
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schrijven deterministische systeemtaken die abstraheren van zowel de verschillende
volgordes waarin de interne acties uitgevoerd kunnen worden als de tijdsduur van
deze acties. De tijdskarakterisatie van activiteiten wordt beschreven in matrices
in lineaire (max,+) algebra. Deze matrices leggen de relaties vast tussen de tijd
waarop systeemcomponenten beschikbaar zijn, en de tijd waarop de component
weer beschikbaar komt na het uitvoeren van de activiteit. Door de abstracties kan
de controller ontworpen worden in een kleinere ontwerpruimte vergeleken met de
situatie waar de acties en de tijd per actie expliciet individueel beschreven worden.
De supervisory controller beïnvloed het productieproces door te bepalen welke
activiteiten worden uitgevoerd en in welke volgorde. Toegestande volgorden van
activiteiten worden vastgelegd in een netwerk van compacte eindigetoestandsautomaten. Vanuit het formele model wordt een minst-beperkende controller uitgerekend
die alle functionele eisen afdwingt op het systeem.
De tweede bijdrage van deze thesis is een controller-optimalisatietechniek voor
systemen die deels controlleerbaar zijn. In zulke systemen kan het gedrag beïnvloedt
worden door externe actoren, zoals een eindgebruiker die bepaalt in welke volgorde
producten het systeem binnen komen. We gebruiken een spel-gebaseerde aanpak om
een besturingsstrategie te vinden die een maximale productiesnelheid garandeerd
onder alle mogelijke invloeden die de externe actoren kunnen uitoefenen. Bestaande
optimalisatietechnieken kunnen gebruikt worden voor systemen die volledig controlleerbaar zijn.
De derde bijdrage is een reductietechniek die redundantie in niet-vastgelegde
volgordes van activiteiten uitbuit om de grootte van de uitgerekende supervisory
controller te verkleinen. Dit heeft een positief effect op de schaalbaarheid van het
uitrekenen. De reductieregels zijn hierbij zo gekozen dat zowel de functionele
aspecten als de tijdsaspecten van de controller behouden blijven in de kleinere
controller.
De bijdragen zijn gevalideerd op een deel van de waferlogistiekcontroller in
een lithografiemachine van ASML en daarnaast op het xCPS platform, een prototypesysteem voor het nabootsen van flexibele productiesystemen. Voor beide case
studies hebben we modellen gemaakt en een optimale controller uitgerekend. Het
optimale controllerontwerp voor xCPS is vertaald naar een controllerimplementatie
die samenwerkt met de xCPS API om de fysieke machine te besturen. Deze case
study illustreert de volledige aanpak van systeemontwerp tot implementatie. We
hebben experimenteel gevalideerd dat de modelleringsaanpak het mogelijk maakt
om structuur in de modellen uit te buiten, waardoor snellere controlleranalyses
mogelijk zijn om zo de schaalbaarheid van de aanpak verder te verbeteren.
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1

Introduction

In the late 18th century, the Industrial Revolution caused a big shift in the way goods
were manufactured. Instead of producing items manually, manufacturers began
using dedicated machines to produce higher quantities in less time. At the start of
the 20th century, these dedicated machines were integrated into a manufacturing
system combined with tools and people to create assembly lines for mass production.
The first famous example was the assembly line of Ford to manufacture the Model T
automobile. Due to the assembly line and the streamlining of the production process,
where each factory worker had to perform only one task, the Model T became the
cheapest car on the market at the time. The second revolution came when production
was not only large in volume, but also in variety. Because there was no longer a
shortage of production capacity, the market started to demand more variety in the
available options [121]. The products being manufactured started changing rapidly
with the increase of technological innovations since the 1980s. The shift implied
going from analog to digital, which had a big impact on the electronics industry. The
product architecture of many electronic products changed from integral to modular,
accompanied by shorter product life cycles. An important driver of this change was
that the number of transistors in a chip doubled approximately every two years [82]
as predicted by Moore’s law. More transistors per chip meant that more computing
power has become available to electronic products, leading to the exponential growth
that has been met ever since. Next to volume and variety, delivery time also became
an important requirement, due to the shorter product life cycles.
Large volumes, variety and short delivery times meant that new types of manufacturing systems were required; systems that were much more flexible such that they
could adapt quickly to changes in the market while still producing large quantities
of products as fast as possible. One of the fundamental challenges in such systems
1
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is that flexibility and productivity are often conflicting objectives. High-speed
manufacturing of products is typically found in assembly lines where the variability
is very limited, if present at all. This allows full optimization of all machines and
tailoring of the process for the production of one specific type of product. Flexibility,
on the other hand, requires manufacturing systems that are not tailored towards
just one product, but can produce distinct products using the same set of machines.
This means that the machines in the system focus on adaptability, rather than fully
optimized towards the production of one type of product.

1.1

Flexible manufacturing systems

In recent decades, flexible manufacturing systems have been posed as a solution to
achieve a high degree of product variety as well as high productivity. These systems
are composed of versatile machines that are capable of performing a wide range of
operations. These machines are connected by a generic material handling system
to allow for the production variability. One of the main challenges in such systems
is the optimization of their productivity. Each product can have its own life cycle
through the system, and many products are handled simultaneously. Because of
the flexibility, operations on the product can often be handled by many machines,
leading to a huge number of scheduling and assignment decisions to be made.
The flexible manufacturing systems of today are evolving into complex cyberphysical systems (CPSs) that show a tight coupling between cyber-aspects, such as
embedded control software, and physical aspects for example related to thermal
processes and mechanics such as robot movements. This poses an additional
challenge since more fine-grained actions in the system are needed, leading to a big
increase in the number of actions that need to be scheduled. Next to this, additional
actions are also required to compensate for disturbances in physical aspects to reach
the high precision levels that are required.
An example of such complex CPSs are the lithography machines of ASML which
we use as a carrier example in this thesis. In these machines, products can enter and
leave the system at multiple places, which makes the system flexible. Moreover, there
are many scheduling decisions related to the movement of products. A lithography
system is used to print microcircuit patterns on silicon wafers. The system filters
light through a blueprint of a microchip pattern and prints the pattern on the
photosensitive layer of the silicon wafer. Before printing, the size of the pattern
is decreased with optical elements such as lenses. This printing step is called exposure
of the wafer. After exposure, the excessive silicon on the wafer is etched away
to obtain the next layer of the chip structure. To get the full three-dimensional
structure of the chip, this process must be repeated hundreds of times. Each layer
must be printed with very high precision. The wavelength of the light that is used
for exposure has the biggest impact on the precision with which the patterns can
be printed. With the newest generation of machines, wavelengths in the extreme
ultraviolet (EUV) spectrum are used. As a result, chip structures can be printed
in the nanometer range. To enable the use of EUV, a vacuum needs to be created,
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because EUV radiation is absorbed by air. As a consequence, more physical-actions
and cyber-actions are needed.
When the layers are stacked, it is important that they are sub-nanometer aligned,
because otherwise the chip might become defective. The positioning deviation that
occurs between two layers is called the overlay. To minimize the overlay error, the
wafer is first measured to detect any deformations on the surface of the wafer. These
deformations are then taken into account and compensated for as much as possible
in the exposure step. One of the causes of wafer deformation is the temperature of
the wafer. When the temperature changes, it affects the shape of the wafer (especially
when operating in the nanometer range) causing more deformations. Therefore,
before measurement and exposure, each wafer is pre-aligned and conditioned. The
pre-alignment ensures that the wafer has the proper orientation, and is needed to
minimize the overlay error. The conditioning ensures that the wafer has precisely the
right temperature, to ensure that the shape of the wafer is the same in each exposure
step. To minimize the overlay, it is crucial that the wafer arrives at the lens at exactly
the right time, referred to as just-in-time wafer delivery.
To obtain higher exposure precision and lower overlay, more expensive and
more complex hardware is needed. For instance, to allow a vacuum environment,
load locks are needed that have a vacuum pumping system and venting. Also, an
additional robot is needed that operates inside the vacuum besides the robot(s) in
the atmospheric part. Each such hardware component comes with a large number of
cyber-actions and physical-actions that needs to be scheduled.
The same trend can be seen in other complex CPSs as well, for example in electron
microscopes that produce precise images with a granularity of individual atoms, and
professional printers that are able to print a full Ph.D. thesis every minute, while
guaranteeing high print quality. To guarantee this quality at a higher throughput,
more components are needed for appropriate heating and cooling of paper sheets.
Also here, each of these components accounts for many additional actions that need
to be scheduled.

1.2

Design of supervisory controllers

Flexible manufacturing systems are typically continuously operated to maximize
production in terms of processed products (wafers, sheets, images) per time unit. The
productivity of the system is not only limited by the physical design of the system,
but also by the control software that operates on the system and is in charge of the
product routing. There are often strict orderings in which the operations should be
executed on the product, and the controller needs to ensure that all products that
are in the system can go through their production steps. At runtime, the system
must be able to adapt to changing customer recipes, and for each such a recipe the
system might need to adapt its operational strategy. These recipes are uncontrollable
inputs that the system must react to. To maximize the productivity of the system, a
supervisory controller is needed that dispatches the actions in each operational mode
at the right moment. The actions must be executed in the right order and at the right
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times to ensure that timing constraints are met, for instance, the just-in-time wafer
delivery. When dispatching the physical actions, operational constraints should
be met, for instance, that robots operating in a shared space never collide. Due to
the flexible nature of the system, there are often multiple valid alternatives for the
transportation of products. At any decision point, the supervisory controller must
make a choice that is both safe and most beneficial for maximizing productivity. An
important consideration here is that the productivity might also be influenced by
the uncontrollable inputs. To give productivity guarantees, these inputs must also
be taken into account. An example of this can be found in the ASML lithography
machines. Each wafer that is exposed in the system is placed on one of the two
chucks. Since there can be very small differences in the two chucks, there can also be
a small deviation in the positioning of the wafer, which has an impact on the overlay.
To mitigate this problem, the user can specify that the same chuck should always be
used for the same wafer. The supervisory controller then needs to ensure that the
correct actions are scheduled such that this is guaranteed.
The productivity of continuously operating systems is typically expressed with
throughput and latency metrics. Throughput describes the system performance in the
long run, for instance, the number of products produced by the system per hour.
Latency describes the temporal distance between certain events, for instance, the
amount of time that passes between the moment that a product enters the system
and leaves the system. Usually, system productivity can only be measured at a later
stage in the development process, once the system is assembled. This has a direct
impact on the efficiency of the system design trajectory, and the system cost, since
physical prototyping is typically very expensive. A model-based design approach
to performance engineering [58] can be used to address these issues. In such an
approach, formal models are created that capture the system behavior under the
various scenarios of execution. By adding timing information, performance analysis
techniques can be used to predict the system performance, find bottlenecks, and
explore design alternatives at an early stage in the design process.
An important challenge in these techniques is scalability, because the solution
space of these models grows very quickly for many industrial applications. The
scalability challenge manifests itself also in the design of the controller itself. There
are many requirements that the controller should enforce on the system. Besides
that, many requirements typically also have overlap in the system operations they
consider. Manual design of the supervisory controller for such systems directly is
an error-prone and tedious job, and does not provide a scalable solution. Instead, a
synthesis-based design approach [93, 94] can be used, where the system itself and
the requirements are modeled by the designer. From this specification, a supervisory
controller can be synthesized that is guaranteed to enforce all requirements on the
system.
This thesis describes a model-based design approach for synthesizing supervisory control software that guarantees safe behavior of the system and optimizes
productivity in terms of throughput. The approach covers the stages of system
modeling, generation of the controller, controller optimization, and implementation
of the optimal controller.

1.3. State of the art
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State of the art

In the last few decades there has been a lot of research on synthesis techniques
for supervisory controllers [119] to improve scalability. However, applications
of these techniques to realistic industrial applications are few in number. One
reason is that scalability to large industrial applications remains to be a challenge,
despite the progress made. It is however also for a part caused by the fact that
the goal is nearly always to deliver a maximally-permissive controller, that does
not disallow any behavior that satisfies the functional requirements. This ensures
that all valid control strategies remain and that the most beneficial one in terms
of non-functional requirements such as maximizing productivity can be chosen.
The field of supervisory control theory is however mostly focused on guaranteeing
the functional requirements, abstracting from the timing aspects. There are only a
few approaches that consider the combination of functionality and performance for
partially-controllable systems, where external inputs can impact the performance
that can be achieved [92, 100, 103]. Considering the combination of both functionality
and performance can have a significant impact on scalability, since there is no reason
to first compute the maximally-permissive controller.
The ease of modeling a system is another aspect that is very important when
considering complex systems. As described in the previous section, manual design
of the supervisory controller is not feasible, due to the large set of requirements
and the complex system dynamics that should be taken into account. Instead, a
modular approach is needed, where the requirements and the system dynamics
can be specified in small concise models. The designer should be able to specify
requirements individually, and add them to the model while having the guarantee
that it has no impact on all other requirements. The composition of all these models
then forms the specification that is used for synthesis of a supervisor. Several
industrial case studies have shown the benefits of using such a compositional
modeling technique [91, 95, 106], where the sensors and actuators are modeled as
concise automata, as well as the requirements. To ease reasoning about the system,
the designer should also be able to consider the timing aspects separate from the
functional aspects. For example, when specifying ordering constraints on system
operations, the timing of the actions involved are not of importance.
For performance analysis of fully-controllable systems, there are many techniques
available including timed automata [5], timed Petri nets [18], (max,+) automata [49],
scenario-aware data flow (SADF) [52], and constraint-based models found in the
job-shop domain [86]. For partially-controllable systems, typically game-theoretic
approaches are used [15, 19, 92]. Most of these approaches work on a flat state space,
at the level of actions rather than system operations. As the number of actions grows
very quickly in modern-day manufacturing systems, the timed state-space of the
supervisory controller at this level becomes too big to fit in memory. This leads
to scalability problems in the performance analysis of the supervisory controller.
Instead, performance analysis techniques are needed that can abstract parts of the
system behavior, while preserving the underlying timing dynamics. Dataflow models
with a semantics in (max,+)-algebra [50] illustrate that timing aspects of functionally
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deterministic behavior can be concisely abstracted in matrices. The models can be
analyzed efficiently for performance properties. These techniques may form a basis
for performance optimization of supervisory controllers as well.
Existing analysis and optimization techniques for timed systems in most cases
are not able to exploit redundancy in the model. In manufacturing systems, there
are often many components operating in parallel, and if there is no interaction
between these components, any interleaving of their actions has the same timing
behavior. In model checking, partial-order reductions [33] are available that exploit
such interleavings preserving functional aspects such as deadlock and temporal
logic properties. Timing related aspects such as latency and throughput however,
received little attention so far [17, 78, 122]. Partial-order reduction techniques provide
a promising basis for improving scalability of supervisory controller synthesis.
In nearly all approaches to transform a supervisory controller to a controller
implementation, a PLC platform is considered [123]. In case of ASML, the execution
of actions is not performed on such a platform. Rather, an event-driven programming
architecture is used, for which there are no readily available translations yet. It is expected that supervisory controllers will be implemented in embedded software more
frequently in complex CPSs. So it is interesting to investigate such implementations.

1.4

Problem statement

The main problem being dealt with in this thesis can be briefly summarized as
follows:
Problem Statement Generate throughput-optimal supervisory controllers in a
scalable way.
The research challenges that arise in the design of throughput-optimal supervisory
controllers are summarized in the following questions.
The first step is how to model the system and the application in a modular,
compositional way, capturing both functional and timing-related aspects. Modularity
makes it possible to model system aspects in isolation. The composition of the
system aspects encompasses the complete system. This enables understanding
of the architecture and reasoning about the role of individual parts of the model.
Compositionality refers to the property that functional aspects can be considered
orthogonally to timing aspects. A big advantage of such an approach is that the
controller design with respect to functional correctness can be performed on an
abstract model that does not encompass the timing aspects.
RQ1 How to model the functional and timing aspects of flexible manufacturing systems in a
modular, compositional way?
To maximize productivity of the system, we need to find performance-optimal
control choices in any given system state. We consider each system state, since the
system might need to react to uncontrollable events. The second research question
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considers how to analyze a given supervisory controller for throughput and latency,
and additionally how to find a throughput-optimal controller.
RQ2 How to analyze and optimize supervisory controllers with respect to performancerelated aspects?
The composition of these models for industrial-size systems typically gets large
very quickly. Reduction techniques are needed to make the synthesis step of the
supervisory controller more scalable, by generating a reduced composition from the
same input model. The reduced composition needs to preserve all the aspects of
interest. Furthermore, synthesis on the full composition and reduced composition
should yield supervisors that guarantee the same system performance.
RQ3 How to improve scalability of synthesis and optimization of supervisory controllers?
Once we have a model of a throughput-optimal supervisory controller, we need
to translate this model to a controller that interacts with the hardware. The main
challenge here is to create a controller that dynamically dispatches activities to the
system and is able to react to changes in the environment. As target platform, we
consider an event-driven programming architecture.
RQ4 How to translate a (throughput-optimal) supervisory controller model to a controller
on an event-driven programming architecture that dispatches activities to a physical
platform, and is able to react to inputs from the environment?

1.5

Contributions

Fig. 1.1 gives a high-level overview of the model-based approach for performance
analysis and optimization described in this thesis. The first step in any model-based
engineering framework is describing the platform (plant) (step 1) and the application
(requirements) (step 2). From this formal specification, a supervisory controller can
be generated (step 3). In this step, scalability is typically an issue. Therefore, a
partial-order reduction technique is used that can compute a reduced composition
before applying synthesis. As a result, a smaller supervisory controller can be
obtained. By adding the timing information (step 4), we obtain a timed supervisory
controller which can be optimized for performance (step 5). The performance-optimal
controller can then be translated into an optimal controller that dispatches actions to
the physical platform (step 6).
This thesis has five major contributions that each contribute in one or more of
these steps. The first contribution of this thesis is the formal modeling approach
for the specification of both the platform and the application. The second and
third contribution are performance analysis techniques of systems expressed using
the modeling method in the setting of fully-controllable and partially-controllable
systems. The fourth contribution is a partial-order reduction to improve scalability
of the performance analysis and optimization techniques. The fifth contribution

1

8

Chapter 1. Introduction

platform model

application model

supervisory controller

LR_PickFromInput_*
LR_PickFromCond_*
LR_PickFromDrill_*
free

occ

LR_PutOnCond_*
LR_PutOnDrill_*

LR_PickFromInput_0
LR_PickFromInput_4

1

LR_PickFromInput_1

LR_PickFromInput_2

3

LR_PickFromInput_3
atLR

LR_PickFromInput_i

LR_PickFromDrill_i

partial-order
reduction &
automatic
synthesis

LR_PutOnDrill_i

LR_PickFromCond_i

LR_PutOnCond_i
atINOUT

Condition_i

UR_PutOnCond_i

Drill_i

atCOND

atDRILL

UR_PickFromCond_i
UR_PutonDrill_i

UR_PutOnOutput_i

1

LR

platform modeling
UR

R
CL
H
CL

UR_PickFromDrill_i

4

timing expansion:
max-plus algebra

Z

CL

Environmen
t

Z
R
IN

atUR

application modeling

R
CL

Z

2

COND

DRILL

OUT

5

generate
dispatcher

optimization:
game theory

6
optimal action dispatching

Controller

throughput-optimal controller

timed supervisory controller

Figure 1.1: Overview of the model-based performance optimization approach.

describes how a throughput-optimal supervisory controller can be translated into a
controller that interacts with the system platform.
Contribution 1: Formal modeling approach The first contribution of this thesis
is a formal modeling approach (step 1 and step 2 in Fig. 1.1) to compositionally specify
functional and timing aspects of the system, related to RQ1. The system behavior
is specified using high-level activities and lower-level actions. Activities describe
deterministic system operations, that abstract from the different execution orders of
internal actions and their timing. This abstraction helps scalability (related to RQ3),
since the supervisory controller does not need to consider all action interleavings.
The timing semantics of activities is captured using matrices in (max,+) linear algebra.
These matrices express the relationships between the availability times of the system
resources, and the release time of the resources after executing the activity. Plants
capture the possible activity sequences, and requirements describe constraints on
allowed activity orderings. Both plants and requirements are described in the form
of finite-state automata. Given the specification a maximally-permissive supervisory
controller can be synthesized (step 3 in Fig. 1.1) that ensures that all requirements are
satisfied in the system. The timed behavior of the system is captured in a (max,+)
state space, obtained from the supervisory controller and the (max,+) matrices (step
4 in Fig. 1.1). The modeling approach has been incorporated in a tool that is now
used by system engineers of ASML and VDL to design various parts of the wafer
logistics platform. The first contribution has been published in:
• B. van der Sanden, J. Bastos, J. Voeten, M. Geilen, M. Reniers, T. Basten, J. Jacobs,
and R. Schiffelers. Compositional specification of functionality and timing of
manufacturing systems. In R. Drechsler and R. Wille, editors, 2016 Forum on
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Specification and Design Languages, FDL 2016, Bremen, Germany, September 14-16,
2016, pages 1–8. IEEE, 2016
• B. van der Sanden, M. Reniers, M. Geilen, T. Basten, J. Jacobs, J. Voeten, and
R. Schiffelers. Modular model-based supervisory controller design for wafer
logistics in lithography machines. In T. Lethbridge, J. Cabot, and A. Egyed,
editors, 18th ACM/IEEE International Conference on Model Driven Engineering
Languages and Systems, MoDELS 2015, Ottawa, ON, Canada, September 30 - October
2, 2015, pages 416–425. IEEE Computer Society, 2015
Contribution 2: Controller performance analysis for controllable systems. Since the
timing semantics are expressed in (max,+) algebra, we can use existing throughput
analysis techniques to do performance analysis of the supervisory controller, partially
solving RQ2. It also allows us to find a throughput-optimal controller for controllable
systems (step 5 in Fig. 1.1). The latency analysis technique is a new contribution of this
thesis. In addition to the actual throughput and latency values, it is also important to
find a corresponding activity sequence. To improve system performance, one needs
to find the critical paths in terms of resource dependencies in this activity sequence.
The actions on this critical path are bottlenecks, and give insight into how the system
should be adapted to improve performance.
The throughput analysis techniques are taken from [37, 52]. The latency analysis
and critical-path analysis are new contributions. The latency analysis has been
published in:
• B. van der Sanden, M. Geilen, M. Reniers, and T. Basten. Partial-order reduction
for performance analysis of max-plus timed systems. In 18th International
Conference on Application of Concurrency to System Design, ACSD 2018, Bratislava,
Slovakia, June 24-29, 2018. IEEE Computer Society, 2018
Contribution 3: Controller performance analysis for partially-controllable systems. In
many flexible manufacturing systems, the controller has only partial control over the
system behavior. There is often variation in the type of input products and timing
of actions to which the controller needs to respond. The third contribution presents
a game-theoretic approach to find a control strategy that guarantees maximum
throughput considering the behavior of the environment, together with contribution
2 solving RQ2. The optimal controller strategy is found by translating the problem to
a ratio game, and finding an optimal strategy in this game (step 5 in Fig. 1.1). Several
algorithms are evaluated in terms of scalability. This contribution has been published
in a technical report:
• B. van der Sanden, M. Geilen, M. Reniers, and T. Basten. Solving ratio games:
Algorithms and experimental evaluation. Technical Report ESR-2018-03, Eindhoven University of Technology, Department of Electrical Engineering, Electronic Systems, 2018
Contribution 4: Partial-order reduction. The fourth contribution is a partial-order
reduction technique to reduce the size of the composition of plant and requirement
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automata (step 3 in Fig. 1.1). As a consequence, controller synthesis and analysis can be performed on a smaller model, improving scalability of the approach.
The reduction exploits the redundancy in the model with respect to functional aspects (controllability, nonblockingness, and least-restrictiveness) and timing aspects
(throughput and latency). Together with contribution 1, this contribution gives an
answer to RQ3. The reduction technique has been published in:
• B. van der Sanden, M. Geilen, M. Reniers, and T. Basten. Partial-order reduction for performance analysis of max-plus timed systems. Technical Report
ESR-2018-01, Eindhoven University of Technology, Department of Electrical
Engineering, Electronic Systems, 2018
• B. van der Sanden, M. Geilen, M. Reniers, and T. Basten. Partial-order reduction
for performance analysis of max-plus timed systems. In 18th International
Conference on Application of Concurrency to System Design, ACSD 2018, Bratislava,
Slovakia, June 24-29, 2018. IEEE Computer Society, 2018
• B. van der Sanden, M. Geilen, M. Reniers, and T. Basten. Partial-order reduction
for synthesis and performance analysis of supervisory controllers. submitted
Contribution 5: Controller implementation. An optimal supervisory controller
is translated to a controller that dynamically schedules activities and responds to
external inputs (step 6 in Fig. 1.1). The last contribution gives such a translation for
models expressed in the formal modeling method. As a target platform we consider
an event-driven programming architecture. The translation is illustrated using the
xCPS platform, an assembly line emulator, that assembles different types of input
pieces. A throughput-optimal controller design for xCPS is translated to a controller
that interacts with the xCPS API to control the physical machine. This illustrates the
full approach from system design to implementation. This translation has not been
published before and is a new contribution.

1.6

Thesis outline

The remainder of this thesis is organized as follows. Chapter 2 introduces the
mathematical concepts and notation that is used throughout the thesis. Chapter 3
introduces a formal modeling method to model all possible behaviors of the system
and the requirements that the controller needs to guarantee. Chapter 4 describes
performance analysis of controllers for controllable systems, and Chapter 5 extends
the analysis towards partially-controllable systems. The ratio game algorithms that
are used for the analysis in this setting are given in Chapter 6. To improve the
scalability of the approach, Chapter 7 describes a partial-order reduction technique
that preserves both functional and performance aspects. Chapter 8 discusses how the
supervisory controller can be translated to a controller that dynamically schedules
activities. Chapter 9 concludes this thesis and gives recommendations for future
work.

2

Preliminaries
This chapter introduces the necessary mathematical concepts and notation used
throughout the thesis. Section 2.1 starts with the concepts that play a role in
supervisory controller theory. Section 2.2 describes max-plus algebra that is used
to describe the timing behavior of the system. Section 2.3 introduces ratio games
that are used to find optimal controller strategies in a setting where the environment
might counteract.

2.1

Supervisory controller synthesis

Supervisory control theory [93, 94] is a method to automatically synthesize a supervisor that restricts the behavior of a system, modeled as the uncontrolled plant, to a given
requirement. A requirement describes the allowed behaviors of the plant. Both the
plant and the requirement are typically modeled using a composition of automata.
The supervisor is required to be controllable with respect to the plant, which means
that it should not disable uncontrollable behavior. We refer to the composition of the
supervisor and the plant as the controlled system. The controlled system should be
nonblocking such that from every reachable state, a marked state can be reached. In
addition, it is typically required that the supervisor is least restrictive, which means
that it restricts the system as little as possible while still being controllable and
nonblocking.
All possible behavior that can occur in the plant is captured in activities. Alphabet
Act is a set containing all these activities. For the purpose of supervisory control,
set Act is partitioned into two disjoint subsets; set Actc of controllable activities
and set Actu of uncontrollable activities. Controllable activities can be enforced by
11
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the supervisor (e.g. actuator commands), while uncontrollable activities cannot be
inhibited by the supervisor (e.g. changing sensor values). Set Act∗ contains all finite
strings of the form σ = abc · · · of activities from Act, including the empty string ε.
An uncontrollable activity is typically denoted by u. Finite-state automata are used
to describe sequences of activities.

2

Definition 2.1. A finite-state automaton is a tuple A = hS, ŝ, Sm , Act, Ti, where S is the
finite set of states, ŝ ∈ S is the initial state, Sm ⊆ S is the set of marked states, Act is the
finite alphabet of activities, and T ⊆ S × Act × S is the transition relation.
Marked states are typically used to represent the completion of certain (sub-)
a
tasks. The transition relation is written in infix notation s1 −
→ s2 if hs1 , a, s2 i ∈ T,
ε
σa
and is extended to strings in Act∗ by letting s −
→∗ s for all s ∈ S, and s −→∗ s0 if
σ ∗ 00
a
s−
→ s and s00 −
→ s0 for some s00 ∈ S, σ ∈ Act∗ , and a ∈ Act. Let s −
→∗ s0 hold if
σ ∗ 0
∗
m
s−
→ s for some σ ∈ Act . Let A = hS, ŝ, S , Act, Ti be a finite-state automaton. Set
a
enabled(s) = { a ∈ Act | ∃s0 ∈ S : s → s0 } contains all activities that are enabled in s.
a
a
An automaton A is called deterministic if s −
→ s0 and s −
→ s00 imply s0 = s00 . In this
σ
thesis, we assume that automata are deterministic. Given s −
→∗ sq , we write σ(s) to
denote state sq reached after executing string σ from s.
To reason about least-restrictiveness of a supervisor, we introduce the notion of a
subautomaton, where a subset of the states and transitions is selected, and the union
of automata.
Definition 2.2 (Subautomaton). Let A1 = hS1 , ŝ, S1m , Act, T1 i and A2 =
hS2 , ŝ, S2m , Act, T2 i be two automata with the same alphabet Act and initial state ŝ.
Automaton A1 is a subautomaton of A2 , denoted A1  A2 , iff S1 ⊆ S2 , T1 ⊆ T2 ,
and S1m = S1 ∩ S2m .
We require that S1m = S1 ∩ S2m to ensure that marking in A1 is consistent with
marking in A2 . We define the union of automata in the following way.
Definition 2.3 (Union of automata). Let Ai = hSi , ŝ, Sim , Act, Ti i, i ∈ I be a set of
automata all having the
and initial state.
DS same alphabet
E The union of these automata is
S
S
S
m
defined as i∈ I Ai =
i ∈ I Si , ŝ, i ∈ I Si , Act, i ∈ I Ti .
Finite-state automata can be composed using synchronous composition.

Definition 2.4 (Synchronous composition). Given automata A1 = hS1 , ŝ1 , S1m , Act1 , T1 i
and A2 = hS2 , ŝ2 , S2m , Act2 , T2 i, we define the synchronous composition A1 k A2 = hS1 ×
S2 , hsˆ1 , sˆ2 i, S1m × S2m , Act1 ∪ Act2 , T12 i, where
A

A

A

a

A

A

A

hs1 , s2 i →12 hs10 , s20 i if A ∈ Act1 ∩ Act2 , s1 →1 s10 , s2 →2 s20 ;
hs1 , s2 i →12 hs10 , s2 i if A ∈ Act1 \ Act2 , s1 →1 s10 ;

hs1 , s2 i →12 hs1 , s20 i if A ∈ Act2 \ Act1 , s2 →2 s20 .
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We can assume, without loss of generality, that the alphabets of automata are
equal. If two automata are to be combined that do not use the same alphabet, then
they can be extended to their united alphabet. An automaton using alphabet Act is
a
extended to alphabet Act0 ⊇ Act by adding self-loops s −
→ s for every state s ∈ S
and every activity A ∈ Act0 \ Act. Let A1 and A2 be the automata to be composed,
and let A10 and A20 be the automata extended to the united alphabet, then A1 k A2 is
identical to A10 k A20 .
The behavior of an uncontrolled system is represented by a plant automaton P . A
supervisor Asup is added to ensure that the controlled system, formed by P k Asup ,
is nonblocking [94].
Definition 2.5 (Nonblockingness). An automaton A = hS, ŝ, Sm , Act, Ti is nonblocking iff, for every state s ∈ S such that ŝ →∗ s it holds that s →∗ sm for some sm ∈ Sm .
Since we assume that Asup  P , it follows that P k Asup = Asup , and as a
consequence P k Asup is nonblocking iff Asup is nonblocking. A supervisor is also
required to be controllable with respect to the plant it needs to control, such that the
supervisor does not disable any uncontrollable activity that the plant defines after a
sequence allowed in the composition.
m , Act, T i and A
=
Definition 2.6 (Controllability). Let P = hSP , ŝP , SP
P
m
hSA , ŝA , SA , Act, TA i be finite-state automata, and let Actu ⊆ Act be the set of
uncontrollable activities. A is controllable with respect to P iff, for every string σ ∈ Act∗ ,

→∗A s and ŝP −→∗P s0 for some
every state s ∈ SA , and every U ∈ Actu such that ŝA −
σ

σU

U

s0 ∈ SP , it holds that s −
→ A s00 for some s00 ∈ SA . Any state s that satisfies this property is
called a controllable state, and is otherwise called an uncontrollable state.

The union of controllable and nonblocking subautomata of a given automaton is
again controllable and nonblocking [45]. A subautomaton is least-restrictive when it
contains all the subautomata that satisfy both properties.
Definition 2.7 (Least-restrictiveness). Let A, A0 be two automata. Define predicate
CN (A0 , A) that is true iff A0  A and A0 is nonblocking and controllable with respect
to
A. The supremal controllable and nonblocking subautomaton of A is supCN (A) =
S
0
0
CN (A0 ,A) A . Subautomaton A is least restrictive with respect to A if and only if
0
A = supCN (A).
A supervisor Asup can be automatically generated from a specification with a
network of plant automata P , and requirement automata R using synthesis. The requirement automata can be translated to plant automata, to treat them uniformly [45].
Therefore, we can assume as input a network of only plant automata P . Given P ,
calculating Asup = supCN (P ) for P is called synthesis. The synthesis algorithms to
compute a supervisor Asup are based on fixed-point computations [85, 94]. In each
iteration, blocking states are removed from where no marked state can be reached.
As a consequence, other states can become “bad” states, when they are blocking
themselves or uncontrollable. Bad states are identified and removed iteratively, until
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B
U
A
Figure 2.1: Example of a finite-state automaton.

2
no more such states remain in the resulting supervisor. A first candidate of the
supervisor is obtained by computing the composition of the plant automata in P .
Then, this candidate is refined by removing states and transitions until we obtain a
valid supervisor Asup with Asup  P .
To visualize automata, we use circles for states, full and dashed labeled arrows
for controllable and uncontrollable transitions, and incoming arrows for initial states.
Marked states are colored gray. Fig. 2.1 shows an example of an automaton with
two states. Initially activities U and B are enabled. After executing U, a new state is
entered. Here, activity A is enabled. After executing A, the automaton goes back to
the initial state.

Extended finite automata The original supervisory control theory framework [93,
94] has been generalized to extended finite automata [79] that can be used to model
the plants and requirements. An extended finite automaton [101] is an augmentation
of a finite automaton with data variables that can be used in guard formulas and
variable updates on transitions. It also enables the use of state variables, that indicate
whether an automaton A is in a certain state s with proposition A.s. Using extended
finite automata, requirements can often be formulated more concisely [101, 106].
Instead of using automata to express requirements or plant behavior, one can also
use state-based expressions [74]. These expressions state the conditions under which
an activity is allowed to occur. Say that we want to express the requirement that
activity A is only allowed to occur if conditions c1 and c2 are both satisfied. Fig. 2.2
shows the requirement captured in an automaton in Fig 2.2a, and the state-based
requirement in Fig. 2.2b. Further extensions can be used to write down invariants to
state that an activity can only occur in certain combinations of states, or that the value
of a data variable must always lie in a certain range [108]. These latter extensions are
not used in this thesis.
A when c1 ∧ c2
(a) Finite-state automaton

A ⇒ ( c1 ∧ c2 )
(b) Expression

Figure 2.2: State-based requirement formulated as automaton or expression.
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Max-plus algebra

In discrete-event systems, there is an important subclass of systems where only
synchronization and delay play a role in the system execution, and no nondeterminism or choice. Synchronization means that a new operation starts as soon
as all preceding operations have been finished, and the execution of an operation
takes a fixed timing delay. This class of systems can be modeled by max-plus algebra,
which is a linear algebra that has maximization and addition as its basic operations.
Maximization can be used to model synchronization and addition can be used to
model the delay. By describing this subclass of systems in max-plus algebra, we get
descriptions that are linear, since the start time of the operations can be described by
linear equations in (max,+) algebra. Discrete-event systems that have synchronization
but no non-determinism are therefore called (max,+) linear systems. Such systems
can be used to express the timing semantics of formalisms such as Synchronous
Data Flow (SDF) graphs [50], and Timed-Event Graphs (TEGs) [25, 56], an important
subclass of timed Petri nets.
The (max,+) operators max and addition are defined over the set R−∞ = R ∪
{−∞}. The max and + operators are defined as in usual algebra, with the additional
convention that −∞ is the unit element of max: max(−∞, x ) = max( x, −∞) = x,
and the zero-element of addition: −∞ + x = x + −∞ = −∞. Addition distributes
over the maximum operator: x + max(y, z) = max( x + y, x + z).
Since (max,+) algebra is a linear algebra, it can be extended to matrices and
vectors in the usual way. Given m × p matrix A and p × n matrix B, the elements of
the resulting (max,+) matrix multiplication A ⊗ B are determined by: [ A ⊗ B]ij =
p

max([ A]ik + [ B]kj ). Adding a constant c to a matrix A yields a new matrix A + c with
k =1

elements [ A + c]ij = [ A]ij + c. For any vector x, k xk = maxi xi denotes the vector
norm of x. For vector x, with k xk > −∞, we use norm( x) to denote x − k xk, the
normalized vector, such that norm( x) = 0. We use 0 to denote a vector with all
zero-valued entries.

2.3

Ratio games

A ratio game [20] is a two-player infinite game, played on a finite double-weighted
directed graph, where each edge e has two associated non-negative weights w1 (e)
and w2 (e). In each turn of the game, two players, Player 0 and Player 1, move a
pebble on some vertex in the game over some edge to an adjacent vertex. Player
0 wants to maximize the ratio of the sums of the weights w1 and w2 in the limit of
the infinite path, whereas Player 1 wants to minimize this ratio. Ratio games are a
generalization of mean-payoff games [42], where the value of a game is given by the
average per move of a single edge weight. If all edge weights w2 (e) have value 1,
then the ratio game reduces to a mean-payoff game.
We define game graphs and strategies adhering to the notation of [19, 20, 23].
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Weighted graphs A weighted graph G is a tuple (V, E, w1 , . . . , wn ), consisting of a
finite set V of vertices, a set E ⊆ V × V of edges, and weight functions wi : E → W,
where W can be either N, Z, or R depending on the type of game, assigning weights
to edges. For ratio games, weighted graphs are used with two weight functions, i.e.
w1 and w2 , that assign these weights to each edge in E. The codomains of the weight
functions will be clear from the context. We assume that weighted graphs are total,
which means that for each v ∈ V, there exists a v0 ∈ V such that (v, v0 ) ∈ E.
A finite path p in G is a sequence of at least two vertices v0 v1 . . . vn such that
(vi , vi+1 ) ∈ E for all 0 ≤ i < n, provided n ≥ 1. A cycle in G is a finite path
p = v0 v1 . . . vn such that v0 = vn . A cycle v0 v1 . . . vn is reachable from v in G, if there
exists a path u0 u1 . . . um in G such that u0 = v and um = v0 . A path v0 v1 . . . vn in G
is acyclic, if vi 6= v j for all 0 ≤ i < j ≤ n. The weight of a path v0 v1 . . . vn with respect
to weight function wi is given by ∑nj=−01 wi (v j , v j+1 ). A cycle in G is nonnegative, if
its weight is at least 0. The maximal weight W in a weighted graph is defined by
W = max{wi (e) | e ∈ E, i ∈ {1, . . . , n}}.
Game graphs A game graph Γ is a tuple (V, E, w1 ,. . . , wn , hV0 , V1 i), where G Γ =
(V, E, w1 , . . . , wn ) is a weighted graph and hV0 , V1 i is a partitioning of V into the
set V0 of Player-0, and the set V1 of Player-1 vertices. An infinite game is played by
two players who move a pebble along the edges of the graph G for infinitely many
rounds. In each round, if the pebble is on some vertex v ∈ Vi , it is moved by player i
along an edge (v, v0 ) ∈ E to a new vertex v0 ∈ Vj , where it is player j’s turn, which
may be the same player or the opponent. Let V ∗ and V ω denote the set of finite
and infinite sequences over V. A play π = v0 v1 . . . ∈ V ω is an infinite sequence of
vertices such that (vi , vi+1 ) ∈ E for all i ≥ 0. A strategy for player i, is a function
σ : V ∗ Vi → V, such that for all finite paths v0 v1 . . . vn with v0 . . . vn−1 ∈ V ∗ and
vn ∈ Vi , we have (vn , σ (v0 v1 . . . vn )) ∈ E. We denote by Σi the set of strategies for
player i. A strategy σ for player i is memoryless if σ ( pv) = σ ( p0 v) for all sequences
p and p0 and vertex v. We denote by ΣiM the set of memoryless strategies of player
i. A play v0 v1 . . . is consistent with strategy σ for player i, if v j+1 = σ (v0 v1 . . . v j ) for
all j ≥ 0, where v j ∈ Vi . Given an initial vertex v ∈ V, the outcome of two strategies
σ0 ∈ Σ0 and σ1 ∈ Σ1 in v is the (unique) play outcome(v, σ0 , σ1 ), that starts in v and
is consistent with both σ0 and σ1 . Given memoryless strategy σi ∈ ΣiM for player
i, we denote by GσΓi = (V, Eσi , w1 . . . wn ) the weighted graph obtained by removing
all edges (v, v0 ) ∈ E, such that v ∈ Vi and v0 6= σi (v). Given memoryless strategies
σ0 ∈ Σ0M and σ1 ∈ Σ1M , we denote by GσΓ0 ∪σ1 = (V, Eσ0 ∪σ1 , w1 . . . wn ) the weighted
graph obtained by removing all edges (v, v0 ) ∈ E such that v ∈ Vi and v0 6= σi (v).
A ratio game is an infinite game played on a game graph with two weights, where
two players try to optimize the ratio value of the play. Player 0 wants to maximize
the ratio value, and Player 1 wants to minimize the ratio value.
Definition 2.8 (Ratio game [20]). A ratio game (RG) is an infinite game played on a
game graph Γ = (V, E, w1 , w2 , hV0 , V1 i), with w1 , w2 : E → R≥0 . The ratio of a play
π = v0 v1 . . . ∈ V ω is the long-run average ratio of the sums of weights w1 and w2 , defined
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as follows
Ratio(π ) = lim lim inf
m→∞ l →∞

∑il=m w1 (vi , vi+1 )
.
1 + ∑il=m w2 (vi , vi+1 )

The value secured by strategy σ0 ∈ Σ0 in a vertex v is
Val(v, σ0 ) = inf Ratio(outcome(v, σ0 , σ1 )),
σ1 ∈Σ1

and the optimal value of a vertex v in Γ for Player 0 is
Val(v) = sup inf Ratio(outcome(v, σ0 , σ1 )).
σ0 ∈Σ0 σ1 ∈Σ1

Strategy σ0 is optimal if Val(v) = Val(v, σ0 ) for all v ∈ V. The secured and optimal
value are defined analogously for strategies of Player 1.
The outer-most limit in the definition of Ratio(π ) ensures that only the average
behavior in the limit of the infinite path π is relevant. The infimum limit is needed
because the sequence of quotients for l → ∞ can diverge for some plays. To avoid
division by zero, 1 is added to the denominator of the ratio function. This does
not influence the value Ratio(π ) if ∑i∞=0 w2 (vi , vi+1 ) is infinite. Note that a path
corresponding to an infinite play always exists, since we assume the game graph to
be total.
Theorem 2.1 (Optimal memoryless strategies [20]). Ratio games have optimal memoryless strategies. Let Γ = (V, E, w1 , w2 , hV0 , V1 i) be a RG. For each vertices v ∈ V, we
have
Val(v) = sup inf Ratio(outcome(v, σ0 , σ1 ))
σ0 ∈Σ0 σ1 ∈Σ1

= inf sup Ratio(outcome(v, σ0 , σ1 )),
σ0 ∈Σ0 σ1 ∈Σ1

and there exist memoryless strategies σ0 ∈ Σ0M and σ1 ∈ Σ1M such that
Val(v) = Val(v, σ0 ) = Val(v, σ1 ).
This means that ratio games are memoryless determined, i.e., memoryless strategies
are sufficient for optimality, and the optimal (maximal) value that Player 0 can
achieve is equal to the optimal (minimal) value that Player 1 can achieve. Uniform
optimal strategies exist for both players, which means that a unique memoryless
strategy can be used to achieve the optimal values, independent of the starting vertex.
Fig. 2.3 shows an example of a ratio game.
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1, 1
v1

v0
3, 1
2, 3 2, 3
3, 1

1, 1

= v1 ,
= v3 ,
= v0 ,
= v1 ,

Val(v0 )
Val(v1 )
Val(v2 )
Val(v3 )

=
=
=
=

5
6
5
6
5
6
5
6

v3

v2

2

σ0 (v0 )
σ1 (v1 )
3, 3 σ1 (v2 )
σ0 (v3 )

1, 3
Figure 2.3: Ratio game with v0 , v3 ∈ V0 and v1 , v2 ∈ V1 . Each edge is annotated with the
weights w1 and w2 . Edges that are not used by the strategy are dashed.

3

System modeling
In this chapter a formal modeling approach is introduced, shown in Fig. 3.1, to
compositionally specify both functional and timing aspects of the system. This
chapter is based on the work previously published in [115] and [110]. Systemlevel behavior can be captured compactly by identifying high-level end-to-end
deterministic system operations, such as the transportation of a product between
two processing units, or the assembly of distinct products into composite products.
The full system behavior can be modeled by so called activities and their possible
orderings. Activities are specified as directed acyclic graphs, which consist of (1) a
set of lower-level atomic actions executed on resources, and (2) a set of dependencies
among the actions. Orderings among activities are enforced through resource claims
and releases. This allows concurrent execution of actions of different activities that
do not share resources, including actions of activities that are sequentially ordered.
The modeling concept of activities allows one to abstract from the different
execution orders of internal actions and their timing. The timing semantics of
activities is captured using matrices in (max,+) linear algebra. These matrices express
the relationships between the availability times of the system resources, and the
release time of the resources after executing the activity. As a result, the controller
design can be performed on a much smaller state space at activity level compared to
an explicit model where timing and actions are present. The supervisory controller
makes the scheduling choices by influencing the execution order of activities.
Functional requirements on allowed activity orderings are modularly and
concisely specified using (max,+) automata. A (max,+) automaton is a conventional
automaton, where the timing semantics of each activity in the automaton is described
by a (max,+) matrix. Requirements can be used to describe product life cycles and
safety constraints [115]. Next to the requirements, there are plant models that describe
19
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3
Figure 3.1: Overview of the formal modeling approach.

the behavior that the system can exhibit. Properties of each part of the system can
be modeled in isolation, and the composition forms the complete system model.
The modular approach enables understanding of the architecture, and reasoning
about the system in terms of the requirements that are imposed upon it. In the
early phases of designing a system, requirements are subject to change and often
multiple iterations are needed to obtain the final set of requirements. Having these
requirements captured in a modular way allows one to quickly add, adapt, or remove
requirements while leaving the rest of the model unaltered. This yields a maintainable
system design that is easy to extend and modify. The composition of these automata
is characterized using multiparty synchronization, where execution of shared events
among different automata is synchronous. Multiparty synchronization makes sure
by definition that an activity can only be executed if all involved parties are able
to execute the activity. This has the advantage that it allows one to modularly
add requirements restricting when a certain activity is allowed to occur. When
using asynchronous communication, like channels or broadcasts, this is not the case.
When using channels, communication between the plant and requirements is done
pairwise. If we have more than two components sharing some activity, guards are
needed to ensure that the activity is enabled in all components. Moreover, a chain of
synchronizations is needed to make sure that all components execute the activity. The
guards are also required when using a broadcast mechanism. It must be guaranteed
that all receiving parties are available when executing some activity.
Controller design can be performed on the activity level, abstracting from the
internals (actions) of activities. This means that at the controller level, there is
no redundant interleaving from different execution orders of fine-grained actions.
Furthermore, we abstract from the timing of actions. As a result, the state space of the
controller is much smaller compared to an explicit model where timing and actions
are present.
For performance analysis and optimization of the supervisory controller the
dynamic semantics (the timing behavior) is also captured in the modeling approach.

3.1. Modeling concepts
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Figure 3.2: Schematic overview of the concepts in our formal modeling approach. The system
is modeled using resources consisting of a number of peripherals, which can execute actions.
Activities describe deterministic operations in the system. A supervisory controller controls
the system by influencing the order of activity execution.
The dynamic semantics of activities is expressed using matrices in (max,+) linear
algebra. These matrices abstract from the internal graph structure, which has again
an advantage in terms of scalability. Activity sequences are captured by (max,+)
automata [49] and the dynamic behavior is represented by a (max,+) state space.
These automata combine matrices with choices in the ordering of activities. Finding
a throughput-optimal controller corresponds to finding optimal control choices in
the state space, which will be described in Chapters 4 and 5.
The remainder of this chapter is structured as follows. Section 3.1 describes the
formal modeling approach. The approach is subsequently illustrated on two case
studies. Section 3.2 first illustrates the approach on an imaginary manufacturing
system that is easy to understand. Section 3.3 then shows how the approach is
applied to an industrial case study, related to the control of the wafer logistics in
lithography machines. Section 3.4 describes related work, and Section 3.5 concludes.

3.1

Modeling concepts

In this section, we introduce the formal semantics of our modeling approach. First
we focus on describing all possible machine behaviors. Then, we describe activities
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and activity sequences that capture useful system operations.
We view the system as consisting of a set of peripherals. Each of these peripherals
can execute actions. The complete set of actions describes all behavior that the
machine can exhibit. Peripherals are aggregated into resources, which can be claimed
and released. As an example, consider a robot resource that can move products. This
robot has a number of peripherals that can perform actions, such as a clamp that can
hold or release a product, or a robot motor to move the robot.
In manufacturing systems there are often operations of coordinated actions, that
describe a scenario of deterministic behavior. For instance, picking up a product
and placing it on another processing station, or performing a fixed operation on the
product. These entire operations are modeled as single activities, consisting of a fixed
set of actions and dependencies among them. A supervisory controller influences the
order in which activities can be executed, but not the order of actions in an activity.
Fig. 3.2 gives a schematic overview of the modeling concepts and the different layers.
In the next sections we describe the static and dynamic semantics of both activities
and activity sequences.

3.1.1

Static semantics

The following sets define the basic elements of our model:

A of actions, with typical elements a ∈ A;
• set P of peripherals, with typical elements p ∈ P;

• set

• set R of resources, with typical elements r ∈ R.

P

We assume a function R : → R, such that R( p) is the resource containing p.
Given the basic elements of the language, we now introduce the notion of an
activity, and define its structure. As a running example, we have the three activities
shown in Fig. 3.3. Activities are directed acyclic graphs (DAGs), consisting of a set of
actions executed on resources, and dependencies among those actions. Nodes refer
to either an action executed by a peripheral, or a claim or release of a resource. In
Fig. 3.3, nodes are annotated with their mapping, and the value in the node is the
execution time. The colors indicate peripheral actions included in a certain activity.
Definition 3.1. An activity is a DAG ( N, →), consisting of a set N of nodes and a set
→ ⊆ N × N of dependencies. We write a dependency ( a, b) ∈ → as a → b, We assume a
mapping function M : N → × ∪ R × {rl, cl }, which associates a node to either a pair
( a, p) referring to an action a executed on a peripheral p; or to a pair (r, v) with v ∈ {rl, cl },
referring to a claim (cl) or release (rl) of resource r. Nodes mapped to a pair ( a, p) are called
action nodes, and nodes mapped to a claim or release of a resource are called claim and
release nodes respectively. Let →+ denote the transitive closure on →.

A P

We assume a number of constraints that ensure that activities can be statically
checked for proper resource claiming. These constraints are however not strictly
necessary for timing analysis.
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• All nodes mapped to the same peripheral are sequentially ordered to avoid
self-concurrency:
(∀n1 , n2 ∈ N, a1 , a2 ∈ , p ∈ | n1 6= n2 =⇒
(( M(n1 ) = ( a1 , p) ∧ M(n2 ) = ( a2 , p)) =⇒ (n1 →+ n2 ∨ n2 →+ n1 )))

A

P

Note that there is never a dependency from a node to itself, i.e. n1 6→+ n1 , since
the graph is acyclic by Def. 3.1.

• Each resource is claimed not more than once:
(∀n1 , n2 ∈ N, r ∈ R | ( M(n1 ) = (r, cl ) ∧ M(n2 ) = (r, cl )) =⇒ n1 = n2 )
• Each resource is released not more than once:
(∀n1 , n2 ∈ N, r ∈ R | ( M(n1 ) = (r, rl ) ∧ M(n2 ) = (r, rl )) =⇒ n1 = n2 )
• Every action node is preceded by a claim node on the corresponding resource:
(∀n1 ∈ N, a ∈ , p ∈ , r ∈ R | ( M(n1 ) = ( a, p) ∧ R( p) = r ) =⇒
(∃n2 ∈ N | M(n2 ) = (r, cl ) ∧ n2 →+ n1 ))

A

P

• Every action node is succeeded by a release node on the corresponding
resource:
(∀n1 ∈ N, a ∈ , p ∈ , r ∈ R | ( M(n1 ) = ( a, p) ∧ R( p) = r ) =⇒
(∃n2 ∈ N | M(n2 ) = (r, rl ) ∧ n1 →+ n2 ))

A

P

• Every release node is preceded by a claim node on the corresponding resource:
(∀n2 ∈ N, a ∈ , r ∈ R |
M(n2 ) = (r, rl ) =⇒ (∃n1 ∈ N | M (n1 ) = (r, cl ) ∧ n1 →+ n2 ))

A

• Every claim node is succeeded by a release node on the corresponding resource:
(∀n1 ∈ N, a ∈ , r ∈ R |
M(n1 ) = (r, cl ) =⇒ (∃n2 ∈ N | M (n2 ) = (r, rl ) ∧ n1 →+ n2 )).

A

For each activity, we define the set of resources it uses, which is needed in the
later definition of sequencing activities.
Definition 3.2 (Resources of Activity). Given activity Act = ( N, →), we define set
R( Act) = {r ∈ R | (∃n ∈ N | M(n) = (r, cl ))}.
Multiple activities can be composed into a combined activity using the sequencing
operator. Given the set of shared resources, it removes intermediate release and
claim nodes on these resources, and properly links the dependencies. This form of
sequencing is similar to the notion of weak sequential composition [96], where a
dependency relation is defined over the actions of a given system. Actions that are
not dependent, when they execute on different resources and have no precedence
constraint, do not have to wait for each other to execute.
Definition 3.3 (Sequencing Operator). Given two activities Act1 = ( N1 , →1 ) and
Act2 = ( N2 , →2 ) with N1 ∩ N2 = ∅, we define Act1 · Act2 as activity Act1·2 =
( N1·2 , →1·2 ). Let R1∩2 = R( Act1 ) ∩ R( Act2 ) denote the set of resources used in both
activities.

3
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3
Figure 3.3: Activities A, B, C, and D.

Figure 3.4: Activity B · A · D.
Define the set of corresponding release nodes in N1 and claim nodes in N2 as
rl1∩2 = {n1 ∈ N1 | (∃r ∈ R1∩2 | M (n1 ) = (r, rl ))} and cl1∩2 = {n2 ∈ N2 | (∃r ∈
R1∩2 | M (n2 ) = (r, cl ))}, respectively.
Activity Act1·2 = ( N1·2 , →1·2 ) is now defined as follows:
N1·2 = ( N1 ∪ N2 )\(cl1∩2 ∪ rl1∩2 )

→1·2 = {(ni , n j ) | ni →1 n j ∧ n j 6∈ rl1∩2 } ∪
{(ni , n j ) | ni →2 n j ∧ ni 6∈ cl1∩2 } ∪

{(n1 , n2 ) | (∃nrl ∈ rl1∩2 , ncl ∈ cl1∩2 , r ∈ R1∩2 |
n1 →1 nrl ∧ ncl →2 n2 ∧ M(nrl ) = (r, cl ) ∧ M (ncl ) = (r, cl ) )}.
Fig. 3.4 shows how activities B, A, and D, shown in Fig. 3.3, are composed to
activity B · A · D using the sequencing operator. Note that the sequencing operator is
associative.
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Dynamic semantics

So far, we have described the structure of activities and the way they can be composed.
In order to do performance analysis, we need to introduce timing information. We
do so on action level, activity level, and activity sequence level. For performance
analysis, we assume that a fixed timing is assigned to each action. For worst-case
and best-case performance analysis we assign either the maximum or minimum
execution time.
Definition 3.4 (Execution time of an action). We assume a function T :
maps each action to its fixed execution time.

A → R≥0 that

Definition 3.5 (Execution time of a node). We define a function T : N → R≥0 that maps
each node to a fixed execution time, given a node n ∈ N in activity ( N, →):
(
T ( a) if M (n) = ( a, p)
T (n) =
0
otherwise.
We use (max,+) algebra to capture the dynamic semantics of activities in a concise
way. Two essential characteristics of the execution of an activity are synchronization;
when a node waits for all its incoming dependencies to finish, and delay; when
an action execution starts, it takes a fixed amount of time before it completes. To
formalize synchronization we need a notion of predecessor nodes.
Definition 3.6 (Predecessor nodes). Given activity ( N, →) and node n ∈ N, we define
the set of predecessor nodes:
Pred(n) = {nin ∈ N | nin → n}.
Since actions are executed on resources, we assume a resource time stamp vector
γ : R → R−∞ . The vector represents the system state in terms of resource availability.
Each entry γ(r ) corresponds to the availability time of the resource r in the system.
These entries are used to determine when resources are available, and hence can be
claimed. All entries in the initial vector are assumed to be zero, to indicate that all
resources are available upon start of the system.
Definition 3.7 (Start and completion time of a node). Given activity Act = ( N, →)
and resource time stamp vector γ, we can define the start time start(n) and completion time
end(n) for each node n ∈ N:

 γ (r )
if M (n) = (r, cl )
start(n) =
end(nin ) otherwise
 max
nin ∈ Pred(n)

end(n) = start(n) + T (n).

Action a can start as soon as all predecessor actions have completed execution.
Note that the start and end times for each node are uniquely defined, due to the
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structural properties of activities. After execution of activity Act = ( N, →) we get a
new resource time stamp vector γ0 , where each entry is defined as follows:
0

γ (r ) =

3

(

γ (r )
end(n)

if r 6∈ R( Act)
if r ∈ R( Act) ∧ M(n) = (r, rl ) for some n ∈ N.

The start time of each node n depends on the time that all predecessors in the
activity have finished execution, and this is in term determined by the moment
that the resources became available. Using (max,+) algebra, we can formulate the
end time end(n) as a (max,+) linear equation in terms of these resource availability
times. Since addition distributes over the maximum operator, we can write it in a
normal form end(n) = maxri ∈R (γ(ri ) + ti ) for some ti ∈ R−∞ . Note that ti = −∞
for any resource that is not used in the activity. The timing behavior of an activity
can be captured in a (max,+) matrix, by combining the (max,+) linear equation of all
resources. This matrix describes the release time of each system resource in terms of
when the resources are available at the start of executing the activity.
Consider activity A, characterized by a (max,+) matrix M A . Then, given a resource
time stamp vector γ, the new vector γ0 is given by γ0 = M A ⊗ γ. An algorithm for
computing the activity matrices automatically can be found in [50, Algorithm 1].
Example 3.1 ((max,+) characterization). Consider activity A, shown in Fig. 3.3, with
T ( a) = 1, T (b) = 2, T (c) = 3 and T (d) = 1, where R = {r1 , r2 }, R( p1 ) = R( p3 ) = r1 ,
and R( p2 ) = r2 . We start with a resource time stamp vector γ = [r1 , r2 , r3 ] T . The (max,+)
expressions related to the ending time of the nodes are as follows:
end(cl (r1 )) = γ(r1 )
end(cl (r2 )) = γ(r2 )
end( a) = max(end(cl (r1 ))) + T ( a) = γ(r1 ) + 1
end(b) = max(end(cl (r2 ))) + T (b) = γ(r2 ) + 2
end(c) = max(end( a), end(b)) + T (c)

= max(γ(r1 ) + 1, γ(r2 ) + 2) + 3
= max(γ(r1 ) + 4, γ(r2 ) + 5)
end(d) = max(end(b)) + T (d) = γ(r2 ) + 3
end(rl (r1 )) = end(c) = max(γ(r1 ) + 4, γ(r2 ) + 5)
end(rl (r2 )) = end(d) = γ(r2 ) + 3.
The (max,+) characterization of end(rl (ri )) for any ri can be written in the normal form
ri = maxr j ∈R (γ(r j ) + t j ) for some ti ∈ R−∞ . Note that t j = −∞ for any r j ∈ R \ R( A).
Written in normal form, we get:
end(rl (r1 )) = max(γ(r1 ) + 4, γ(r2 ) + 5)
end(rl (r2 )) = max(γ(r1 ) + −∞, γ(r2 ) + 3).
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5

3
M A = −∞
−∞ −∞
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−∞

−∞ .
0

Each entry [ M A ]ij captures the longest path in terms of total execution time from the
claim of resource j to the release of resource i. The same constants are found in the (max,+)
characterization of end(rl (ri )) for each resource ri . The value is −∞ if there is no dependency.
Resource r3 is not used in activity A, which means that there are no dependencies to other
resources. Therefore, [ M A ]3,i = −∞ and [ M A ]i,3 = −∞ for i ∈ {1, 2}. To keep the value of
the resource availability time of r3 , [ M A ]3,3 = 0.
Given γ, the new vector γ0 is computed as follows:
 


4
5
−∞
γ (r1 )

 

3
− ∞  ⊗  γ (r2 ) 
M A ⊗ γ = −∞
−∞ −∞
0
γ (r3 )

 

max(4 + γ(r1 ), 5 + γ(r2 ), −∞ + γ(r3 ))
γ 0 (r1 )

 

= max(−∞ + γ(r1 ), 3 + γ(r2 ), −∞ + γ(r3 )) = γ0 (r2 ) .
max(−∞ + γ(r1 ), −∞ + γ(r2 ), 0 + γ(r3 ))
γ 0 (r3 )
For example, given starting vector γ = [0 1 4] T , γ0 is computed as:

  
0
4
5
−∞

  
3
− ∞  ⊗ 1
M A ⊗ γ = −∞
−∞ −∞
0
4

  
max(4 + 0, 5 + 1, −∞ + 4)
6
  

= max(−∞ + 0, 3 + 1, −∞ + 4) = 4 .
max(−∞ + 0, −∞ + 1, 0 + 4)
4

Each matrix row represents the release time of a resource in terms of the resources used.
As an example, consider the first row of matrix M A . This row describes the release time of
resource r1 , expressed in terms of when resources r1 , r2 and r3 are available at the start of
executing A. In the execution of activity A, there is a timing delay of 4 time units between
the claiming of resource r1 and the subsequent release of resource r1 . Similarly, a delay of 5
is present between the claiming of resource r2 and the release of r1 . There is no dependency
between the availability times of resource r3 and the release of resource r1 , indicated by −∞.
This can also be seen in the structure of activity A (Fig. 3.3), since resource r3 is not involved
in the execution.
Fig. 3.5 shows the Gantt charts corresponding to the execution of activity A for
two different starting resource availability vectors. Thick edges are used to indicate
the time at which resources are claimed and released by the activity. The light gray
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Figure 3.5: Gantt charts of executing activity A with different resource availability times.
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Figure 3.6: Gantt chart of activity sequence C · A · D given starting vector γ = [0, 0, 0] T .
area denotes that the resource is not yet available, and the light yellow areas indicate
that the resource is claimed but no action is being executed on it.
The timing semantics of an activity sequence is defined in terms of repeated
matrix multiplication. Note that alternatively, the timing can also be computed
by first composing all activities using the sequencing operator (Def. 3.3). The
matrix multiplication is however more efficient, since each activity matrix has to be
computed only once and repeated matrix multiplication scales logarithmically [4].
Lemma 3.1 ((max,+) dynamics of an activity sequence). Let Act1 and Act2 be two
activities, then M Act1 · Act2 = M Act2 ⊗ M Act1 .
Fig. 3.6 shows the Gantt chart induced by activity sequence C · A · D. Note that
activities are pipelined on the resources. For instance, activity D starts before activity
A is fully completed and activity A starts at the same time as activity C since they do
not share resources.

3.1.3

Plant and requirement models

The capabilities of the system and the imposed requirements are modeled in a
modular, compositional way using (max,+) automata. Each automaton describes
part of the system behavior in terms of (possibly infinite) activity sequences that are
either possible in the case of a plant model, and allowed in case of a requirement
model.
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Definition 3.8 ((max,+) automaton (adapted from [49, 51])). A (max,+) automaton
A = hS, ŝ, Act, reward, M, T i is an automaton where S is a finite set of states, ŝ ∈ S is the
initial state, Act is a set of activities, function reward : Act → R≥0 quantifies the amount
of progress per activity, function M maps each activity to its associated (max,+) matrix of
A

size |R| ×|R|, and T ⊆ S × Act × S is the transition relation. Let s → s0 be a shorthand for
hs, A, s0 i ∈ T. It is assumed that A is deterministic, which means that for any s, s0 , s00 ∈ S
A

A

and A ∈ Act, s → s0 and s → s00 imply s0 = s00 .

Let A = hS, ŝ, Act, reward, M, T i be a (max,+) automaton. An activity A ∈ Act
A

is said to be enabled in a state s ∈ S if s → s0 for some s0 ∈ S. Set enabled(s) =
A

{ A ∈ Act | ∃s0 : s → s0 } contains all activities enabled in s. State s is a deadlock state
if enabled(s) = ∅. Since A is deterministic, for any activity A ∈ enabled(s), there
is a unique A-successor of s, denoted by A(s). For an activity sequence A1 . . . An ,
the resulting state is defined inductively as ( A1 )(s) = A1 (s) if A1 ∈ enabled(s),
and ( A1 . . . An An+1 )(s) = An+1 (( A1 . . . An )(s)) if An+1 ∈ enabled(( A1 . . . An )(s)).
Otherwise, ( A1 . . . An+1 )(s) is undefined.
A (max,+) automaton is an ω-automaton [107] that accepts infinite ω-words over
Act. There are no specific acceptance conditions on these words, so any infinite word
that conforms to a sequence of transitions starting in the initial state is accepted. A
possible behavior of the (max,+) automaton is described in a run. An infinite run ρ of
A is an infinite, alternating sequence of states and activities:
ρ = s0 A1 s1 A2 s2 A3 . . . such that s0 = ŝ and si+1 = Ai+1 (si ) for all i ≥ 0.
Given run ρ, let ρ[..i ] denote prefix s0 A1 . . . si , and let ρ[i, j] = si Ai+1 . . . s j denote
a run fragment from state si until s j . Furthermore, let ρ[i ] denote state si in ρ.
We use the term (max,+) automaton to emphasize that the timing semantics of
the automaton is expressed in (max,+) algebra. Note that the original definition
in [49] does not consider rewards, but this extension is considered for instance in
Weakly-Consistent Scenario-Aware Data Flow [51]. It allows for a refined, explicit
specification of progress.
The plant and requirement models are composed using multiparty synchronization. We refer to this network of (max,+) automata as a max-plus timed system.
Multiparty synchronization and max-plus timed systems are defined in the following
way.
Definition 3.9 (Multiparty synchronization). Given (max,+) automata
A1 = hS1 , ŝ1 , Act1 , reward1 , M1 , T1 i and A2 = hS2 , ŝ2 , Act2 , reward2 , M2 , T2 i, we define
the multiparty synchronization A1 k A2 = hS1 × S2 , hsˆ1 , sˆ2 i, Act1 ∪ Act2 , reward1 ∪
reward2 , M1 ∪ M2 , T12 i, where

A
A
A

0 0
0
0


hs1 , s2 i →12 hs1 , s2 i if A ∈ Act1 ∩ Act2 , s1 →1 s1 , and s2 →2 s2
T12 =

A

A

hs1 , s2 i →12 hs10 , s2 i if A ∈ Act1 \ Act2 and s1 →1 s10


A
A

0
0
 h s1 , s2 i →
12 h s1 , s2 i if A ∈ Act2 \ Act1 and s2 →2 s2 .
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(a) Network of three requirements.
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(b) Composition of the requirements.

Figure 3.7: Requirements model.

3

It is assumed that for each activity A ∈ Act1 ∩ Act2 , reward1 ( A) = reward2 ( A) and
M1 ( A) = M2 ( A).
Definition 3.10 (Max-plus timed system). A max-plus timed system M is described by
M = A1 k · · · k An with (max,+) automata Ai and multiparty synchronization operator
k. It is assumed that all matrices have the same dimensions of |R| ×|R| and that functions
rewardi and Mi with i ∈ {1, . . . , n} are equal on the same activities.
Fig. 3.7a shows three requirements on allowed orderings of activities A, B, C, and
D. The requirements specify that activity D can only occur alternately with activities
A, B and C. The requirements synchronize on activity D that is present in all models.
As a result, activities A, B and C can occur in an arbitrary interleaving after which
only activity D can be executed, after which they become again enabled.
A (max,+) automaton containing all allowed activity sequences can be obtained
by computing the composition of the network of plant and requirement automata
and possibly a controller automaton. The controller can be created manually, or
be obtained as a result of supervisory controller synthesis. An example is shown
in Fig. 3.7b, that is the composition of the three requirements of Fig. 3.7a. In the
domain of supervisory controller synthesis, often the term synchronous composition
is used rather than multiparty synchronization. They are the same in the sense that
execution of shared events among multiple automata is synchronous.

3.1.4

Normalized (max,+) state space

Given a controller in the form of a (max,+) automaton, a corresponding (max,+) state
space can be generated for performance analysis of the controlled system.
Definition 3.11 (Normalized (max,+) state space (adapted from [52])). Given (max,+)
automaton A = hS, ŝ, Act, reward, M, T i with matrices of size |R| ×|R|, we define the
normalized (max,+) state space S = hC, ĉ, Act, ∆, M, w1 , w2 i as follows:
|R|

• set C = S × R−∞ of configurations that consist of a state and a normalized (resource
availability) vector;

3.2. Example: Twilight manufacturing system

31

• initial configuration ĉ = hŝ, 0i;
• a labeled transition relation ∆ ⊆ C × Act × C that consists of the transitions in the
A

set {hhs, γi, A, hs0 , norm(γ0 )ii | s −
→ s 0 ∧ γ 0 = M ( A ) ⊗ γ };

• function w1 that assigns a weight w1 (c, A, c0 ) = reward( A) to each transition
hc, A, c0 i ∈ ∆;
• function w2 that assigns a weight w2 (c, a, c0 ) = M ( A) ⊗ γ to each transition
hc, A, c0 i ∈ ∆ with c = hs, γi.
Each configuration hs, γi refers to both a state s and a resource availability
vector γ. Consider a transition hhs, γi, A, hs0 , γ0 ii. We start from configuration
hs, γi, and execute activity A on the transition hs, A, s0 i in the automaton. The
total added execution time to the schedule is given by M( A) ⊗ γ , and recorded
in weight w2 . The new normalized resource time stamp vector γ0 is computed
as γ0 = norm( M( A) ⊗ γ). The state space records only the normalized resource
availability vectors, since only the relative timing differences affect the future
behavior, not their absolute offset. Furthermore, it is a necessary condition to keep
the state space finite.
The normalized (max,+) state space contains all the necessary information for
performance analysis and optimization of the system. The techniques that can be
used for throughput and latency analysis are described in Chapters 4 and 5.

3.2

Example: Twilight manufacturing system

In this section we show how the modeling approach can be used to model and analyze
the Twilight system [110], shown in Fig. 3.8, which is an imaginary manufacturing
system that processes balls according to a given recipe. This manufacturing system is
a simplification of the product handling model that has been created at ASML, using
similar kinds of peripherals and resources. We use the Twilight system and a set of
variants throughout the thesis as a running example. In the next section we show
how the same modeling method can be used to create models for the ASML case
study.
The Twilight system contains four resources. First, there are two robots to
transport balls; the load robot (LR) and the unload robot (UR). Each robot has a
homing position; LR on the left corner, and UR on the right corner. The other two
resources are processing stations; the conditioner (COND) to ensure a right ball
temperature, and the drill (DRILL) to drill a hole in a ball. Both robots have three
peripherals; a clamp (CL) to pick up and hold a ball, an R-motor (R) to move along
the rail, and a Z-motor (Z) to move the clamp up and down. Since each robot can
reach both processing stations, there is a collision area (CA). Both processing stations
have a clamp (CL). The conditioner has a heater (H), to heat a ball. The drill has an
R-motor (R) to rotate the drill bit, and a Z-motor (Z) to move the drill bit up and
down.
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Figure 3.8: Manufacturing system example (Twilight system) with two robots and two
production stages.
LR_PickFromInput
LR_PutOnCond
LR_PickFromCond
LR_PickFromDrill

LR_PutOnDrill
UR_PickFromDrill
UR_PickFromCond
UR_PutOnDrill

UR_PutOnCond
UR_PutOnOutput
Condition
Drill

Table 3.1: Activities in the Twilight system.
Each ball processed by the system follows the same life cycle. First, a ball is
picked up at the input buffer by the load robot. Then it is brought to the conditioner
and processed. Next, the item is transported by either one of the robots to the drill,
where it is drilled. Finally, the drilled ball is transported to the output buffer.

3.2.1

Activities

In the Twilight system, there are two activities that process balls: Condition and Drill.
For transportation of the balls, there are two types of activities: picking up a ball by a
robot (PickFrom), and releasing a ball (PutOn) by a robot (LR or UR) on a product
location. The complete set of activities is shown in Table 3.1. The structure of all
activities, and the timing of the actions can be found in Appendix C. As an example
of a transport activity consider LR_PickFromInput that models the operation to pick
a product from the input station by the load robot.
Each activity is modeled by specifying the actions involved and the dependencies
among these actions. As an example, consider activity LR_PickFromCond
shown in Fig. 3.9, in which the load robot picks a ball from the conditioner. In
this activity we use the special resource CA that models the physical collision area
above COND and DRILL. As long as one robot has claimed this resource, the other
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Figure 3.9: Activity LR_PickFromCond.

robot cannot enter. Robots always return to their safe home position before ending a
robot activity. Using a homing position guarantees safety, but might not result in a
throughput-optimal system. More refined activities allow more scheduling freedom
by the controller, which can be used to improve the maximal achievable throughput.
We will not consider such refinements here. The plant and requirements are modeled
as (max,+) automata, that are composed using multiparty synchronization. As
mentioned before, each activity involves the transport or processing of a ball.
We model the system in two different ways; with product identifiers and without
product identifiers. The first modeling style is more general, since requirements can
be formulated in terms of the specific products. For example, we can keep track of
which operations have been performed on a product, and execute these operations
in arbitrary orderings. Furthermore, we can model requirements over multiple
products, such as a first-in first-out requirement that states that products enter and
leave the machine in the same order. When products have their own routes through
the system, we need to keep track of the location of each individual product, which is
achieved using the product identifiers. In the model without product identifiers, we
cannot enforce that multiple operations are executed on a product in arbitrary order.
Therefore, this modeling style is mostly suited for a fixed product flow, where the
freedom is in the scheduling of robots that can move a product to the next production
station. Requirements can be written down more locally, and as a result these models
allow for better reductions to be achieved using partial-order reduction as shown in
Chapter 7. The first modeling style for the Twilight system is described in the next
section, and the second style is described in Section 3.2.3. In Section 3.2.4 we compare
our modeling method with an explicit way of modeling using finite-state automata
with timing, to show the benefits of our approach with respect to scalability.

3.2.2

Modeling with product identifiers

In the model with product identifiers, we explicitly model the ball instances in the
system by adding an identifier i in the activity name suffix. By adding this identifier
to the model, we always know the associated ball instance on which an operation is
performed. This makes it straightforward to model requirements like first-in first-out
input/output behavior, and life cycle requirements for each product.
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LR_PickFromInput_3
LR_PickFromInput_4
LR_PickFromInput_2
LR_PickFromInput_0
LR_PickFromInput_1
Figure 3.10: Plant: product order.
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Condition_i

LR_PutOnDrill_i

LR_PickFromDrill_i
LR_PickFromCond_i
UR_PutOnCond_i
UR_PutOnDrill_i

atDrill
Drill_i

UR_PickFromCond_i
UR_PickFromDrill_i
UR_PutOnOutput_i
atUR
Figure 3.11: Plant: product location.
An infinite product stream is simulated using five ball instances (see Fig. 3.10),
induced by the resource capacity of the system (see also [115]). Products enter
the system in the order induced by their indices, and as soon as a product leaves
the system, the index is used for the next product that enters the system. Given
an activity Act involving a product and set I of product identifiers, we define set
Act_∗ = { Act_i | i ∈ I } of activities that are all copies of the same activity Act.
For each ball we model the location in the system and the enabled activities,
shown in Fig. 3.11. For instance, if a ball is at the drill (state labeled atDrill), the
system can perform the Drill activity on this ball, or pick it up by one of the robots.
This modeling style allows us to identify exactly on which product an operation is
carried out, and allows the formulation of requirements concerning specific products.
Each ball is required to follow the same life cycle. This requirement is modeled
using an automaton shown in Fig. 3.12 for each product instance i. Moves are
explicitly encoded to ensure that balls always move forward in the system. Note that
there is still scheduling freedom to choose the robot that is used to transport a ball
from the conditioner to the drill. This choice might have an impact on the overall
system performance.
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Condition_i
LR_PickFromCond_i

UR_PutOnOutput_i
UR_PickFromDrill_i

LR_PutOnDrill_i

UR_PickFromCond_i
UR_PutOnDrill_i

Drill_i

Figure 3.12: Requirement: product life cycle.
LR_PutOnCond_∗
UR_PutOnCond_∗
free
occ

LR_PutOnDrill_∗
UR_PutOnDrill_∗
free
occ

LR_PickFromCond_∗
UR_PickFromCond_∗

LR_PickFromDrill_∗
UR_PickFromDrill_∗

(a) Product location COND

(b) Product location DRILL

LR_PickFromInput_∗
LR_PickFromCond_∗
LR_PickFromDrill_∗
free
occ

UR_PickFromInput_∗
UR_PickFromCond_∗
UR_PickFromDrill_∗
free
occ

LR_PutOnCond_∗
LR_PutOnDrill_∗

UR_PutOnCond_∗
UR_PutOnDrill_∗

(c) Product location LR

(d) Product location UR

Figure 3.13: Requirement: maximum product capacity for each resource.
To avoid ball collisions, we add an automaton that captures the product capacity
for each resource, shown in Fig. 3.13. These automata ensure that after picking up a
ball by a robot, it must first be released before the next ball can be picked. In the same
way, we avoid putting two balls on the conditioner or the drill at the same time.
Given the set of activities, and the requirements, we use supervisory controller
synthesis [93, 94] to obtain an automaton of all allowed activity sequences. By using
synthesis, the automaton is guaranteed to be deadlock-free and functionally correct
with respect to the modeled requirements. The resulting automaton after synthesis is
shown in Fig. 3.14.

3.2.3

Modeling without product identifiers

In this section, we describe a variant of the model presented in the previous section.
Since the product flow is fixed, we can also use this second way of modeling on
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Figure 3.14: Synthesized supervisor for the Twilight example (245 locations and 510
transitions).

the Twilight example. In the adapted model we remove the life cycle and location
automata of each product. Instead, we use a set of automata that ensure that products
are always moved forward in the production process shown in Fig. 3.16. We also
enforce that a product is processed before being picked up from the processing
station, shown in Fig. 3.17. Since we do not keep track of the precise location of
each product, we also remove the product identifiers. The adapted location state
automata are shown in Fig. 3.15. The synthesized supervisor using this modeling
style is strongly bisimilar to the supervisor synthesized using the approach described
in the previous section, after removing the instance identifiers. This means that both
supervisors allow exactly the same system behavior.
This modeling style can be used for describing production processes where
products always move forward in the process, and where it is not needed to uniquely
identify the product that arrives at a certain processing station. An advantage of
this approach is that the requirements can be written down more locally, related
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Figure 3.15: Location state automata.
LR_PickPrdFromInput
LR_PutPrdOnDrill

UR_PickPrdFromInput
UR_PutPrdOnDrill

LR_PickPrdFromCond
LR_PutPrdOnCond

UR_PickPrdFromCond
UR_PutPrdOnCond

(a) Load robot move products forward

(b) Unload robot move products forward

Figure 3.16: Enforce moves forward in the production process.

to a single processing station. Because requirements are more local, there is less
synchronization on the same activities between automata compared to the other
modeling style. As we see in Chapter 7, this has a big advantage in the reductions
that we can achieve for faster analysis and optimization of the supervisor. The other
model is still of interest when there are no ordering constraints on the operations that
are performed on each product, and for specifying requirements between products
such as first-in first-out constraints on the input/output behavior of the system.

3.2.4

Action-level modeling using finite-state automata

We have also modeled the Twilight system described in Section 3.2.2 explicitly using
finite-state automata with timing, to verify the benefit of our modeling approach
with respect to scalability. This benefit arises from the abstraction of the actions in
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(a) Condition when a product is put

(b) Drill when a product is put

Figure 3.17: Products need to be processed when they arrive at the processing station.
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LR_PutPrdOnCond(claimLR, releaseLR, claimC, releaseC, claimCA, releaseCA)
f 1 = false, f 2 = false
claimLR
(LR.XY,moveToAboveCond_s)

f 3 = false
claimC when f 1

claimCA

(C.CL,clamp_s)

releaseCA when f 2

(LR.XY,moveToAboveCond_e)
(LR.XY,moveToAtCond_s)
(LR.XY,moveToAtCond_e) do f 1 := true

(C.CL,clamp_e) do f 3 := true
releaseC

(LR.CL,unclamp_s) when f 3
(LR.CL,unclamp_e)
(LR.XY,moveToAboveCond_s)
(LR.XY,moveToAboveCond_e) do f 2 := true
(LR.XY,moveAboveIn_s)
(LR.XY,moveAboveIn_e)
releaseLR

Figure 3.18: Template for activity LR_PutPrdOnCond.

activities. In the full model, there is explicit interleaving of all actions contained in
activities. Note that the full model contains the same schedules, since we only unfold
the interleaving of low-level actions.
To obtain the action-level model, we use the transformation described in the
remainder of this section. The transformation we describe works directly for a
supervisor that is acyclic. In a supervisor with cycles, it is possible to keep dispatching
activities to the system, without starting the execution of actions. To resolve this
issue and allow a generalization of the transformation to a setting with cycles, a limit
can be put on the number of activities that is dispatched and not yet executed.
The behavior of each activity is modeled using a set of automata. Fig. 3.18
shows the template of activity LR_PutPrdOnCond, where some actions are abstract
variables. The activity template can be instantiated by filling in the abstract variables
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Condition

Condition
(a) Supervisor before transformation

LR_PickPrdFromInput_1

Condition_1

Condition_0
(b) Supervisor after transformation

Figure 3.19: Transformation of the supervisor.

q = []

LR_PutPrdOnCond_0 do q := q + [0]
LR_PutPrdOnCond_0_clConditioner when ¬empty(q) ∧ q[0] = 0 do q := q[1:]
Condition_0 do q := q + [1]
Condition_0_clConditioner when ¬empty(q) ∧ q[0] = 1 do q := q[1:]
Condition_1 do q := q + [2]
Condition_1_clConditioner when ¬empty(q) ∧ q[0] = 2 do q := q[1:]

Figure 3.20: Resource queue for the resource Conditioner.

with concrete actions to indicate the specific claim and release actions for this activity
instance. These instances are used to enforce the correct order in activity execution
per resource. Each automaton contains the actions for a specific resource that is used
by the automaton. The dependencies between actions on different resources are
enforced by the use of variables. For instance, the load robot can unclamp once the
conditioner has finished clamping, indicated by variable f 3 being set to true. The
peripheral actions are local within the activity template, and do not synchronize with
other activity instances. Also note that an activity instance can be executed only once.
An identifier is added to each occurrence of an activity in the supervisor as shown
in Fig. 3.19. For each occurrence, the activity template is instantiated in the following
way:
LR_PutPrdOnCond_0 = LR_PutPrdOnCond(
LR_PutPrdOnCond_0_clLR, LR_PutPrdOnCond_0_rlLR,
LR_PutPrdOnCond_0_clC, LR_PutPrdOnCond_0_rlC,
LR_PutPrdOnCond_0_clCA, LR_PutPrdOnCond_0_rlCA).
The supervisor describes the order in which activities can be dispatched to the
system. To ensure that this order is respected at the resource level, we use a list q as
is shown in Fig. 3.20. This list is used to model a FIFO queue for each resource that
describes in which order the activity instances can start using this resource. Each
activity instance is given a unique identifier that can be added to this queue. For
example, activity instance LR_PutPrdOnCond_0 has unique identifier 0, and can
be added to the end of the queue with q := q + [0]. When the first element in the
queue is LR_PutPrdOnCond_0, q[0] = 0, and we can remove this first element using
q : = q [1 : ].
As a case study, we consider the Twilight model described in Section 3.2.2, where
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LR_PickPrdFromInput_0

LR_PickPrdFromInput_1

Figure 3.21: Plant that models that two products are inputted.
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we add the automaton shown in Fig. 3.21 that encodes that two products are inputted.
The supervisor of this model contains 39 states and 60 transitions, and the (max,+)
state space contains 105 configurations and 147 transitions. Exploration of the full
timed supervisor state space using CIF3 [108] for the explicit model ran out of
memory after an hour on an Intel i7-6700 CPU and 16GB of available virtual memory.
We found out that the full state space of this small model contains at least 11 million
states. This shows the huge state space reduction that can be achieved by the
(max,+) state space, compared to a state space with full interleaving of actions. The
experiment shows the benefit of our formal modeling approach, where analysis can
be done within a few seconds.

3.3

Example: ASML wafer logistics controller

This section describes an industrial case study involving the control of the wafer
logistics in lithography machines that are created by ASML. Lithography machines
are used in the production process of integrated circuits or chips. They manipulate
silicon wafers by exposing them to a light source with nano-scale precision. The
integrated circuits are built in a cyclic proces, where in each cycle a layer of
conducting nano-structures is created. On average, a chip contains more than 30
of these layers. After exposure, the chips are post-processed and finally split into
integrated circuits.
An important component in the machine is the wafer logistics controller. This
controller has to make sure that operations are carried out on wafers in accordance to
their life cycle. Furthermore, it has to ensure correct resource claiming and avoidance
of wafer collisions. The wafer routing scheme in the machine is depicted in Fig. 3.22.
Wafers are fed into the system from a track (TR). The system itself consists of two
operational areas; the wafer stage and the wafer handler. In the wafer stage, wafers are
put on a chuck to perform the measurement and exposure operations. There are two
chucks in the wafer stage, where wafers are measured and exposed in parallel. These
two chucks are CH0 and CH1. A chuck has either an expose or measure function,
depending on whether the chuck is below the exposure lens or not. The chuck
currently having a measure or exposure function is denoted by M, or E, respectively.
After one wafer has been measured and another has been exposed, a chuck swap is
executed. The exposed wafer returns to the wafer handler, and a new wafer is put
onto the chuck for measurement. The life cycle of a wafer in the machine consists of
conditioning, alignment, measurement and exposure.
The wafer handler is responsible for performing a number of pre-exposure steps on
the wafers, and routing wafers from the track to the wafer stage and back. The wafer
handler consists of two robots, the load robot (LR) and unload robot (UR), and process
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and storage locations. At the storage unit bottom (SUB), the wafer is conditioned. This
process secures that the temperature of the wafer is within a specific range. At the
pre-aligner (PA), a wafer is aligned such that the exact orientation and positioning of
the wafer is known for exposure. From the discharge unit (DU), wafers can be picked
up by the track.
Because immersion lithography is used, a wafer must always be present on the
exposure chuck to avoid loss of resist-water from the water layer below the lens.
Sometimes there can be a disturbance in the track, which means that delivery of the
next production wafer takes slightly longer. Dummy wafers can be inserted into the
wafer flow that can be placed on the exposure chuck to keep it occupied. Locations
CTC0 and CTC1 are the storage locations for these dummy wafers.

3
CTC0

DU

LR

TR

PA

M

E

wafer stage

track
SUB

CTC1

UR

wafer handler

Figure 3.22: Wafer routing possibilities.
In Sections 3.3.1 and 3.3.2 we model the plants and requirements using the same
two modeling approaches, with and without product identifiers, as were used to
model the Twilight system. In the model with product identifiers, we can enforce all
requirements that are present in the specification for nominal behavior. In the model
without product identifiers, we cannot enforce all requirements. For example, the
FIFO ordering with respect to the track cannot be captured, and products cannot
be assigned to a specific chuck for measurement and exposure. The modeling style
is however suitable for nominal behavior where each wafer follows the same lifecycle, and always moves forward in the production process in the same way. The
model allows larger reductions to be achieved using partial-order reduction since
requirements are written down more locally.

3.3.1

Modeling with product identifiers

In this section, we describe the full wafer logistics model for nominal behavior of the
system that captures all allowed movements of products and requirements that need
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to be enforced. Since we consider only nominal behavior, we make some important
assumptions. First, we assume operations on a wafer are assumed to never fail. In
reality, operations such as wafer alignment may fail and wafers are returned to the
track unexposed. With respect to the track, we assume that it is always ready to
deliver or pick-up a wafer. In reality, there might be hick-ups in the track leading to
uncertainty in the delivery times.
Observer automata are used to observe whether certain activities occur and upon
observing update their state. They do not restrict the occurrence of this activity. This
is achieved by adding self-loops to all states where the activity does not trigger a
state transition in the observer. These loops are colored gray in the figures.
In the remainder of this section we first describe the interface of the resources
containing the provided activities and how we model the wafers. Then we describe
the plant and requirement automata.
Resources Given an activity A involving a wafer, we define set A_? = { A_i ∈ Act |
i ∈ I } containing the copies for each wafer instance, where I denotes the finite set of
wafer identifiers. These identifiers are used in the same way as in Section 3.2.2 for
the Twilight system. Activities not involving a wafer do not have a wafer identifier.
One such an activity is a chuck swap. For each resource, we define the activities that
it provides. As an example, consider resource CH0 with activities CH0_Measure,
CH0_Expose, chuckSwap, LRtoCH0, CH0toLR, and CH0toUR. The corresponding
plant automaton is given in Fig. 3.23.
CH0_Measure_?, CH0_Expose_?, chuckSwap, LRtoCH0_?,
CH0toLR_?, CH0toUR_?
Figure 3.23: Plant Interface_CH0: activities provided by resource CH0.
An activity set A_? on a transition means that a transition is present for each
activity in the set. For example, a transition with A_? and I = {1, 2, 3} translate to
transitions for activities A_1, A_2, and A_3.
For the track we define the additional uncontrollable activities assignCH0,
assignCH1 and assignNoChuckDed. The function of these activities is explained in
the next paragraph.
Wafers For each wafer we need to keep track of the status in the life cycle and the
current position in the system. In the given system it is also possible that a wafer
arriving later in the system can overtake a wafer that was already in the system.
Therefore, wafers with their identifiers are an explicit part of the model. This also
means that the wafers are an explicit part in the synthesis of the supervisor. Because
there are nine resources in the machine, at most nine wafers can be present in the
system at any point in time. Since there are two dummy wafers in the system, seven
production wafers and two dummy wafers are modeled. In this way, an infinite
stream of wafers can be simulated using this finite number of wafers.
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Each wafer is given a unique identifier. Given n production wafers, the production
wafers have identifiers 0, . . . , n − 1, and the two dummy wafers have identifiers n
and n + 1. Therefore, the set of wafer identifiers is I = {0, . . . , n + 1}.
Plant and requirement automata Fig. 3.24 shows a decomposition of the model
into the plant and requirement automata. In this overview we have abbreviated
Interface_r to I_r, and ReqOccupied_r to R_r for each resource r. The top part shows
the models for the wafers in the system. For each production wafer j there are seven
automata, and for each dummy wafer k there are four. The bottom part shows the
models related to the resources in the system.

3

ReqFIFO
WaferPlant j

AssignChuckDed j

ReqLifeCycle j

ObsChuckDed j

ObsAligned j

ReqChuckDed j

WaferPlant k
···

ObsAligned k
ReqAligned k
ReqStayInSystem k

ReqAligned j

ReqWaterLoss
Req LR

Req CH0 Req SUB

Req DU

Req UR

Req CH1 Req PA

Req TR

Req CTC0 Req CTC1

ChuckDedAssignment
PositionChucks

WaterLoss

I LR

I CH0

I SUB

I DU

I UR

I CH1

I PA

I TR

ActionsChucks
I CTC0

I CTC1

Figure 3.24: Overview of the automata in the model.
Each activity that involves a wafer contains the index of the specific wafer. For
instance, activity TRtoDU_i denotes the move of wafer i from resource TR to resource
DU. For each wafer we model the location of the wafer, the operations that can be
performed on the wafer and the order in which these operations should be carried
out. Wafers that are not present in the machine are assumed to reside in the track.
For each wafer we have to keep track of its position in the system, and the
operations that can be executed on it. Fig. 3.25 shows the abstract plant model for a
production wafer i. To get the plant automaton, each transition between two resource
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states should be annotated with the corresponding move activity. For example, the
transition between DU and TR is annotated with activity DUtoTR_i.
CH0_Measure_i
CH0_Expose_i

CTC0

DU

3

TR

CH0

LR

PA_Align_i

PA

SUB

UR

CH1

SUB_Cond_i
CTC1

CH1_Measure_i
CH1_Expose_i

Figure 3.25: Plant WaferPlant_i: model position of production wafer i.
Each production wafer goes through the same life cycle of conditioning,
alignment, measurement, and exposure. Measurement and exposure can be done
on either one of the chucks. After exposure, the wafer must be returned to the track.
The alignment accuracy can be lost during the wafer movement.
Fig. 3.26 shows the wafer life cycle requirement. Wafer i enters the system
after ending activity TRtoSUB. Then the processing steps of the wafer needs to be
performed in order, after which the wafer leaves the system.
CH0_Expose_i,
CH1_Exposure_i
CH0_Measure_i,
CH1_Measure_i

DUtoTR_i

PA_Align_i
PA_Align_i

TRtoSUB_i

SUB_Cond_i
Figure 3.26: Requirement ReqLifeCycle_i: life cycle of wafer i.
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If an aligned wafer is picked up by the load robot and put on any resource but
one of the chucks, the alignment of the wafer is lost and needs to be redone. If the
unload robot picks up the wafer, the alignment is always lost. When any activity in
set M is executed after finishing the alignment, and before the measurement step, the
alignment needs to be redone. Given the routing possibilities (cf. Fig. 3.22), we have
M = {LRtoDU_i, LRtoPA_i, LRtoCTC0_i, CH0toUR_i, CH1toUR_i, PAtoUR_i,
SUBtoUR_i, CTC1toUR_i}.

Two automata are used to capture that only aligned wafers are allowed to enter
the wafer stage. An observer automaton, shown in Fig. 3.27, keeps track of the
alignment status of the wafer without restricting the behavior of the plant. After
an alignment, a transition is made to state aligned, and when an activity from M
occurs, the alignment is lost, and the state in the automaton becomes not_aligned. A
requirement enforces the constraint that a wafer must be aligned before it can be
sent to the wafer stage, shown in Fig. 3.28. The wafer is only aligned if the observer
automaton ObsAligned_i for wafer i is in state aligned, meaning that proposition
ObsAligned_i.aligned is true.
M
not_aligned

aligned
M

PA_Align_i
PA_Align_i

Figure 3.27: Plant ObsAligned_i: alignment status of wafer i.
LRtoCH0_i, LRtoCH1_i ⇒ ObsAligned_i.aligned

Figure 3.28: Requirement ReqAligned_i: only aligned wafers can be sent to the wafer stage.
As described in the beginning of this section, the integrated circuits on a wafer
are built in a cyclic process. Because the chucks might be physically slightly different,
there is the possibility that this can cause an overlay error. Therefore, there is
an option to enable a mode called chuck dedication. When in this mode, before
a wafer is entering the system, the track tells the supervisor whether the chuck
should be measured and exposed on CH0 or CH1. Activities assignCH0 and
assignCH1 respectively are introduced for this purpose. Activity assignNoChuckDed
is introduced for no chuck dedication.
The assignment to a chuck is done before a wafer enters the system. This modeled
as a plant model shown in Fig. 3.29.
After a wafer leaves the system, the chuck dedication is reset. When the simulated
wafer enters the machine again it is assumed to be a new wafer, for which the
assignment must again be done. In this way, we can simulate any sequence of
assignments of wafers to the chucks.
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assignCH0_i
assignCH1_i
assignNoChuckDed_i
TRtoSUB_i
Figure 3.29: Plant AssignChuckDed_i: chuck assignment is done before entering the system.

3

To model the chuck dedication, an observer and requirement model are
introduced. The observer, shown in Fig. 3.30, keeps track of the chuck dedication
status. A variable stores the chuck dedication status, which is updated when the
chuck dedication is set using an assignment. The requirement, shown in Fig. 3.31,
enforces that measurement and exposure are only allowed on a dedicated chuck.

DUtoTR_i
DUtoTR_i

not_assigned

assignCH0_i,
assignCH1_i,
assignNoChuckDed_i
assigned

assignCH0_i dedication := DedicatedToCH0,
assignCH1_i dedication := DedicatedToCH1,
assignNoChuckDed_i dedication := NoChuckDed
Figure 3.30: Plant ObsChuckDed_i: chuck dedication status of wafer i.

CH0_Measure_i, CH0_Expose_i ⇒
ObsChuckDed_i.assigned ∧ (dedication = DedicatedToCH0 ∨ dedication = NoChuckDed)
CH1_Measure_i, CH1_Expose_i ⇒
ObsChuckDed_i.assigned ∧ (dedication = DedicatedToCH1 ∨ dedication = NoChuckDed)

Figure 3.31: Requirement ReqChuckDed_i: measurement and exposure are only allowed on a
dedicated chuck.
A dummy wafer has roughly the same plant model as a production wafer with
the difference that alignment is the only operation that can be performed on the
wafer. Also, both dummy wafers start on either one of the chucks instead of starting
at the track.
For a dummy wafer there is no life cycle of actions or chuck dedication
requirement. However, the requirement that only aligned wafers are allowed to enter
the wafer stage also holds for dummy wafers (cf. Figures 3.27 and 3.28). Furthermore,
the dummy wafers are initially aligned because they start on one of the chucks.
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DUtoTR_i ⇒ false

Figure 3.32: Requirement ReqStayInSystem_i: dummy wafer i is never sent to the track.
We have an additional requirement that dummy wafers are never sent to the track,
shown in Fig. 3.32.
For each resource in the wafer handler or wafer stage, we define a requirement
automaton that keeps track of whether the resource contains a wafer or not. When
starting an activity that moves a wafer to the resource under consideration, the status
becomes occupied. After completion of an activity that takes a wafer from the resource,
the resource becomes free again. This requirement is shown in Fig. 3.33.

3

CH0toLR_?
CH0toUR_?
free

occupied
LRtoCH0_?

Figure 3.33: Requirement ReqOccupied_CH0: wafer place status of resource CH0.
In the wafer stage, there are two chucks that can hold a wafer. A chuck is either at
the expose side, where a wafer can be exposed, or at measure side for measurement
of the wafer. When at measure side, wafers can also be loaded from and unloaded
to the wafer handler. The physical position of the chucks can be swapped using a
chuck swap. The plant model shown in Fig. 3.34 keeps track of the physical positions
of the chucks. This information is used by the plant shown in Fig. 3.35 to specify the
possible actions on each of the chucks at any point in time.
chuckSwap
atExpose
atMeasure
chuckSwap
(a) PositionCH0

chuckSwap
atExpose
atMeasure
chuckSwap
(b) PositionCH1

Figure 3.34: Plant PositionChucks: physical position of the chucks.
The loss of resist-water from the water layer below the lens is captured using
an uncontrollable activity waterLoss. This activity can occur when the chuck below
the lens does not contain a wafer, shown in the plant model in Fig. 3.36. Using a
requirement we can model that this activity is never allowed to occur, see Fig. 3.37.
The interface between the wafer handler and the track adheres to a FIFO
requirement. Wafers enter the system in order, and must leave the system in the
same order. Fig. 3.38 shows this requirement for n − 1 production wafers.
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CH0_Measure_?, CH0toLR_?, CH0toUR_?, LRtoCH0_? ⇒ PositionCH0.atMeasure
CH0_Expose_? ⇒ PositionCH0.atExpose
CH1_Measure_?, CH1toLR_?, CH1toUR_?, LRtoCH1_? ⇒ PositionCH1.atMeasure
CH1_Expose_? ⇒ PositionCH1.atExpose

Figure 3.35: Plant ActionsChucks: actions possible on the chucks.
waterLoss ⇒
(PositionCH0.atExpose ∧ ReqOccupied_CH0.free) ∨
(PositionCH1.atExpose ∧ ReqOccupied_CH1.free)

3

Figure 3.36: Plant WaterLoss: when no wafer is below the lens, resist-water can be lost.
Assignment of the chuck dedication to a wafer is only done for the wafer that is
next to be sent to the system. This behavior is modeled as a plant automaton shown
in Fig. 3.39.

3.3.2

Modeling without product identifiers

In a similar fashion as described in Section 3.2.3, we have also created a variant of
the ASML wafer logistics model. In this model we look at the nominal behavior of
the system and enforce that products are always moved forward in the system. We
restrict the model to a setting without explicit requirements for chuck dedication,
because in the adapted modeling style we do not have the position information for
each wafer and therefore cannot enforce a FIFO ordering or chuck dedication in
terms of product identifiers. We also remove the related dummy wafers. We assume
that products are conditioned on the SUB and pre-aligned on the PA. The resulting
supervisor allows only a continuous stream of production wafers, that each follow
the same life cycle. The behavior of this supervisor is contained in the supervisor
that is generated for the more general model described in the previous section.
Fig. 3.40 shows the plant model of each resource. At the processing stations SUB
and PA, we enforce that once a product is put, it must be processed before it can
be picked up. The position of the chucks is modeled in the automaton shown in
Fig. 3.41. Products are only allowed to be moved forward in the production process,
which is enforced by the requirement shown in Fig. 3.42. Fig. 3.43 models the wafer
stage requirements that enforce the alternating between the measure and expose
operations on each chuck, and that there are no redundant chuck swaps.
Given the plant and requirements models shown in Figs. 3.40 to 3.43, we can
synthesize a supervisor that enforces the requirements on the plant. The resulting
waterLoss ⇒ false

Figure 3.37: Requirement ReqWaterLoss: the loss of resist-water is not allowed.
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TRtoSUB_n-1

DUtoTR_n-1
TRtoSUB_2

TRtoSUB_0

DUtoTR_2
DUtoTR_0

TRtoSUB_1
(a) In-order

DUtoTR_1
(b) Out-order

Figure 3.38: Requirement ReqFIFO: FIFO ordering with respect to the track.
assignCH0_n-1,
assignCH1_n-1,
assignNoChuckDed_n-1
TRtoSUB_n-1
assignCH0_0,
assignCH1_0,
assignNoChuckDed_0
TRtoSUB_0
assignCH0_1,
TRtoSUB_1
assignCH1_1,
assignNoChuckDed_1

3
assignCH0_3,
assignCH1_3,
assignNoChuckDed_3
TRtoSUB_2
assignCH0_2,
assignCH1_2,
assignNoChuckDed_2

Figure 3.39: Plant ChuckDedAssignment: chuck dedication assignment is only done for the
wafer that is next to be sent to the system.
supervisor after synthesis is shown in Fig. 3.44. We were not able to compare the
supervisor with the supervisor for the other model, since the latter one could not be
synthesized due to scalability issues.

3.4

Related work

Scenario-Aware Data Flow (SADF) [52] has a similar separation of concerns with
respect to functionality and timing. This formalism uses the same model of
computation, (max,+) automata to perform throughput analysis. It is possible to
convert a model in our formalism to an SADF model. As studied in [13], each activity
can be mapped onto an SDF scenario, and the (max,+) automaton corresponds to the
FSM in SADF. Note that an SDF scenario is more general than an activity, since it can
also contain cycles.
Other well known formalisms used for modeling and performance analysis of
manufacturing systems are timed automata [5], timed Petri nets [18], and job shop
scheduling with precedence constraints [48]. Timed automata extended with game
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TracktoSUB

URtoPA

SUBtoUR

PAtoLR

SUB_Conditioning

(a) Plant model SUB

3

PA_Prealign

(b) Plant model PA

URtoDU

PAtoLR

SUBtoUR,
CH0toUR,
CH1toUR

DUtoTrack

LRtoCH0, LRtoCH1

URtoPA, URtoDU

(c) Plant model DU

(d) Plant model LR

CH0_Measure,
CH0_Expose

LRtoCH0
CH0toUR

(e) Plant model UR

LRtoCH1
CH1toUR

(f) Plant model CH0

CH1_Measure,
CH1_Expose

(g) Plant model CH1

Figure 3.40: Plant models.

CH0_Measure,
CH1_Expose,
CH0_2_UR, LR_2_CH0

chuckSwap

chuckSwap

CH1_Measure,
CH0_Expose,
CH1_2_UR, LR_2_CH1

Figure 3.41: Plant: wafer stage.
URtoDU

CH0toUR, CH1toUR

SUBtoUR

URtoPA

(a) UR forward move

PAtoLR

LRtoCH0, LRtoCH1
(b) LR forward move

Figure 3.42: Requirement: enforce moves forward in the production process.
theory, timed games [15], allow synthesis of a controller ensuring safe behavior and
reaching a final state eventually. Timed Petri nets allow performance analysis by
associating delay bounds with each place in the net [62]. In both formal models,
specification of timing and functionality aspects is not compositional. Instead, a
system with actions, activities and resources is typically specified as described in
Section 3.2.4, which supports the claim of a similar type of scalability issues. In job
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CH0toUR
LRtoCH0

CH0_Expose
CH0_Measure

LRtoCH1
chuckSwap

(a) Requirement: life cycle CH0

CH0_Measure,
CH0_Expose,
CH1_Measure,
CH1_Expose

CH1toUR

chuckSwap

chuckSwap

CH1_Expose
CH1_Measure

chuckSwap

(b) Requirement: life cycle CH1

chuckSwap

chuckSwap

CH0_Measure,
CH0_Expose,
CH1_Measure,
CH1_Expose

(c) Requirement: disallow redundant chuck swaps

Figure 3.43: Wafer stage requirements.

shop scheduling, finding an optimal controller is typically considered as a constraint
satisfaction problem. Here, all dependencies on job (activity) level and operation
(action) level are encoded using constraints. In this formulation, there is also no
separation of concerns with respect to functionality and timing.
Modeling system operations as graphs is also done in other domains. For instance
in real-time systems [102], where also deadlines and bounded inter-arrival times of
actions play a role. However, activities are assumed to be independent, which means
that there is no way to specify dependencies among the activities, which we do by
means of the (max,+) automata.
Our framework also resembles partial-order automata [117], where each transition
corresponds to a set of partially-ordered traces. In our case, each activity transition in
the (max,+) automaton also corresponds to a DAG describing multiple allowed traces.
However, in partial-order automata, after each transition follows a synchronization
point, which means that there is no weak-sequencing per resource.

3.5

Conclusions

In this chapter we have introduced a formal modeling approach for describing
system-level activity models. Activities capture deterministic operations of the
system and allow abstracting from the different execution orders of internal actions
and their timing. As a result, the controller design can be performed on a much
smaller state space compared to an explicit model where all action interleavings
and their timing are present. We validated this on the Twilight system, where the
normalized (max,+) state space was very small, but the size of the state space of the
explicit model could no be computed.
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3

Figure 3.44: Synthesized supervisor for the ASML example (2190 states and 6969
transitions).

Functional requirements related to safety aspects and the production planning
are formulated on the activity level using a network of automata. This modular
approach yields a maintainable system design that is easy to extend and modify. We
considered two modeling styles to model the requirements. In the first approach,
we considered a model with product identifiers. This makes it possible to formulate
requirements between products such as first-in first-out (FIFO) constraints on the
input/output behavior of the system, and explicitly encoding the life cycle of each
product. In the second approach, we modeled the system without having explicit
product identifiers. This style can be used when considering nominal behavior, where
each product always moves forward in the direction from one processing station to
the next one, and where there are no requirements among products. An advantage
of this approach is that requirements can be written down more locally, related to
a single processing station. As a consequence, there is less synchronization on the
same activities between automata compared to the other modeling style, which has a
big advantage on the state-space reductions that can be achieved, as is described in
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Chapter 7. A disadvantage is that not all requirements can be written down (such as
FIFO) using this style.
In the next chapters we consider performance analysis and optimization of
systems that are modeled using the formal modeling approach. The analysis and
optimization can both be performed on the level of the normalized (max,+) state
space, thereby also benefiting from the activity abstraction.

3

4

Controller performance analysis for
controllable systems

In the previous chapter we described a formal modeling approach to capture systemlevel behavior. With the same modeling approach, a controller can be modeled that
ensures that the system meets the desired functional requirements. Besides having
to meet functional requirements, the controlled system often also needs to adhere to
timing constraints and guarantee optimal system performance. Therefore, it is crucial
to have techniques that allow performance analysis of the designed controller. In this
chapter, we consider performance analysis of such controllers, where we restrict the
scope to controllable systems. Part of this chapter is based on the work previously
published in [112]. The generalization to partially-controllable systems, where the
environment can influence the system behavior, is discussed in Chapter 5, since for
this setting different analysis techniques are needed.
Performance aspects that are mostly of interest for manufacturing systems with
a continuous product stream are throughput and latency metrics. In this chapter,
we consider the analysis of these two properties. Throughput describes the system
performance in the long run, for instance the number of products produced by the
system per hour. Latency describes the temporal distance between certain events,
for instance the time between the start and end of processing a product. Analysis of
these aspects is performed on the normalized (max,+) state space of the controlled
system, that captures the timing behavior. In system performance analysis, one is
often interested in obtaining guarantees on the worst-case system performance, as
well as finding the best-case performance that can be achieved. Besides the specific
value, we want to know a corresponding repeatable activity sequence that yields
this value. The execution time of such an activity sequence is determined by the
55
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longest sequence of actions that need to be performed. This sequence is referred
to in literature as a critical path. The length of each such a critical path is equal to
the total execution time. Improving the system performance can be done by first
finding a throughput-optimal activity sequence, and subsequently finding the critical
paths, and improving the bottleneck actions on this path. By reducing the timing of
these actions, the bottlenecks are removed and the overall system performance can
be improved. We introduce a new critical path analysis technique, that operates on
the activity level. Given an activity sequence that is executed from a given system
state, we find the critical dependencies in the (max,+) matrices and intermediate time
stamp vectors, and in a compositional way combine the critical path information
per activity to obtain the full set of critical paths. This approach makes it possible to
perform critical path analysis faster, abstracting from all internal action interleavings.
The remainder of this chapter is structured as follows. First, in Section 4.1, we
formalize the behavior of a normalized (max,+) state space, and give some useful
properties. Then, we consider throughput and latency analysis in Sections 4.2 and 4.3
on this (max,+) state space, as well as critical-path analysis in Section 4.4. Section 4.5
describes how to obtain a throughput-optimal controller for fully-controllable
systems. Section 4.6 illustrates the algorithms on the Twilight system. Section 4.8
gives related work, and Section 4.9 concludes this chapter.

4.1

Preliminaries

As described in the previous chapter, the timing characterization of the system is
described in the form of a normalized (max,+) timed state space. The behavior of a
(max,+) state space S is captured by set R(S) of all allowed runs. A run ρ ∈ R(S) is
an infinite, alternating sequence of configurations and activities:
ρ = c0 A1 c1 A2 c2 A3 . . . such that c0 = ĉ and ci+1 = Ai+1 (ci ) for all i ≥ 0.
Given run ρ, we define run prefix ρ[..i ] = c0 A1 . . . ci , run fragment ρ[i, j] =
ci Ai+1 .N
. . c j from configuration ci until c j , and ρ[i ] = ci . We also define vector
γ̄n = ( nk=1 M ( Ak )) ⊗ 0, which is the resulting resource availability vector after
executing activities A1 . . . An without normalization. These vectors can be derived
from the normalized (max,+) state space.
Theorem 4.1. Let S be a (max,+) state space, and ρ = c0 A1 c1 A2 c2 A3 . . . be a run in S
−1
with ci = hsi , γi i. Then, for each n ≥ 0 it holds that γ̄n = ∑nk=
0 w2 ( ck , Ak +1 , ck +1 ) + γn .
Proof. Proof by induction over n. First consider the base case n = 0. Then, γ¯0 =
γ0 = 0. Now, consider the induction step. As induction hypothesis assume γ¯n =
−1
∑nk=
0 w2 ( ck , Ak +1 , ck +1 ) + γn .
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Then:
n

∑ w2 (ck , Ak+1 , ck+1 ) + γn+1

k =0

=

n −1

∑ w2 (ck , Ak+1 , ck+1 ) + w2 (cn , An+1 , cn+1 ) + γn+1

k =0

= {Def. 3.11}
n −1

∑ w2 ( c k , A k +1 , c k +1 ) +

k =0

M ( An+1 ) ⊗ γn + M ( An+1 ) ⊗ γn

− M( An+1 ) ⊗ γn

=

n −1

∑ w2 (ck , Ak+1 , ck+1 ) + M( An+1 ) ⊗ γn

k =0

= {c + M ⊗ γ = M ⊗ (γ + c)}
M ( A n +1 ) ⊗

n −1

∑ w2 (ck , Ak+1 , ck+1 ) + γn

k =0

= {induction hypothesis}

M ( A n +1 ) ⊗  (

=(

n
+1
O
k =1

n
O

k =1

!



M( Ak )) ⊗ 0

M( Ak )) ⊗ 0

= γn¯+1

Example 4.1. Consider the normalized (max,+) state space shown in Fig. 4.1, and the
execution of activity sequence ABC starting from the initial state. This corresponds to some
run ρ that starts with run fragment ρ[0, 3] =
 
 
 
 
0
0
0
0
  A,5
  B,1
  C,0
 
hs1 ,0i −−→ hs2 ,−2i −→ hs3 , 0 i −→ hs4 , 0 i.
0
−5
−6
−2

The vector in each configuration without normalization can now be computed using
Theorem 4.1; γ¯0 = γ0 = 0 and
γ¯1 = 0 + 5 + [0, −2, 5]| = [5, 3, 0]|

γ¯2 = 0 + 5 + 1 + [0, 0, −6]| = [6, 6, 0]|

γ¯3 = 0 + 5 + 1 + 0 + [0, 0, −2]| = [6, 6, 4]| .
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Figure 4.1: Normalized (max,+) state space of the (max,+) automaton as shown in Fig. 3.7b.
Transitions are annotated with the corresponding activity and w2 value. Activity C has
reward 1, and activities A, B, and D have reward 0.

Fig. 3.6 shows the same availability times of 6,6, and 4 for resources r1 , r2 , and r3 after
executing ABC.

In some cases, the normalized (max,+) state space might be infinite [52]. The
state space is guaranteed to be finite, if for every activity sequence u allowed by
the (max,+) automaton and any k ≥ 0, there is some m > k such that the matrix
Mu(k) ⊗ · · · ⊗ Mu(m−1) contains no entries −∞ [52]. This means that a complete
resource-to-resource synchronization has been achieved. A sufficient condition for
this is that the claim of each resource is linked to the claim of each other resource
via the resource dependencies of the activities over each cycle in the automaton.
Johnson’s algorithm [63] can be used to enumerate all simple cycles in the state space.
The worst-case complexity of this algorithm is O((|C | +|∆|)(n + 1)), where |C | is the
number of configurations, |∆| is the number of transitions, and n is the number of
simple cycles. Each such cycle can then be checked for proper resource-linking. In the
remainder of this thesis, we assume that the (max,+) state spaces under consideration
are finite. In the (max,+) automaton shown in Fig. 3.7b, each cycle involves activities
A, B, C, and D, and the resource claims of r1 , r2 and r3 are mutually dependent; r1 to
r2 by activities A and B, and r1 (and through it also r2 ) to r3 by activity D. Therefore,
the corresponding state space shown in Fig. 4.1 is finite.

4.2. Throughput
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Throughput

The system performance in the long run is described by the throughput value, for
instance the number of products produced by the system per hour. We quantify the
throughput of a run as the ratio between the total reward (sum of w1 weights) and
the total execution time (sum of w2 weights).
Definition 4.1 (Ratio value of a run). The ratio of a run ρ = c0 A1 c1 A2 c2 A3 . . . is the
ratio of the sums of weights w1 and w2 , defined as follows
∑il=0 w1 (ci , Ai+1 , ci+1 )
.
∑il=0 w2 (ci , Ai+1 , ci+1 )

Ratio(ρ) = lim sup
l →∞

We define the ratio value of a run fragment ρ[i, j] as
j

Ratio(ρ[i, j]) =

∑ k = i w1 ( c k , A k +1 , c k +1 )
j

∑ k = i w2 ( c k , A k +1 , c k +1 )

.

The system throughput is determined by the possible ratio values over all infinite
runs on some state space S .
Minimum throughput We can quantify a guarantee on the minimum throughput
of the system by the minimum ratio value achieved by any of those runs:
τmin (S) = min Ratio(ρ).
ρ∈R(S)

If S is finite, each infinite run eventually reaches a recurrent configuration. Each
reachable simple cycle in this state space allows for a periodic execution of the system.
Since S has a finite number of simple cycles (where no repetition of transitions is
allowed), we can determine the minimum ratio value of the graph from a minimum
cycle ratio (MCR) analysis [37]. The MCR over all cycles in S , say cycles(S), is defined
in the following way:
MCR(S) =

min

c∈cycles(S)

Ratio(c) = τmin (S).

Example 4.2 (Minimum cycle ratio). Consider the normalized (max,+) state space S
shown in Fig. 4.1. Recall that activity C has a reward of 1, and activities A, B, and D have a
reward of 0. In this way, the ratio relates to the number of C occurrences per time unit. The
minimum cycle ratio MCR(S) = 1/8, which can for instance be found in the following cycle
corresponding to the execution of (CBAD )ω :
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Figure 4.2: Gantt chart of C · B · A · D given starting vector γ = [4, 0, 4] T .
The other periodic executions where B precedes A, i.e. ( BACD )ω and ( BCAD )ω , have
the same minimum cycle ratio value.

4

The algorithms that are used to find the MCR value can be adapted to also return
a corresponding simple cycle with this value. Let run fragment ρc = c0 A1 c1 A1 . . . ck
correspond to such a simple cycle, with c0 = ck . Then, after executing one iteration of
the cycle starting from configuration c0 , the system ends up in the same normalized
resource availability vector γ0 . Viewed mathematically, resource vector γ0 is an
eigenvector [56] for the matrix M Ak ⊗ · · · ⊗ M A1 . The eigenvalue of this matrix
corresponds to the total time delay d = Σik=−01 w2 (ci , ci+1 ).
Example 4.3 (Eigenvector of matrix MCBAD ). Consider again the cycle corresponding to
the execution of (CBAD )ω with starting resource availability vector γ = [4, 0, 4] T . Then,
after executing CBAD, we get the same resource availability vector, with an offset of 8
corresponding to the total activity delay. Fig. 4.2 shows this visually in the corresponding
Gantt chart.

Maximum throughput The minimum throughput value is useful to give guarantees on the performance on the system. For optimizing the system, we are interested
in finding the maximum throughput that can be achieved by the system. Analogously
to the definition of minimum throughput, this value is captured as the maximum ratio
value that can be achieved:
τmax (S) = sup Ratio(ρ).
ρ∈R(S)

To find the maximum ratio value in the state space, one can again use an MCR
analysis, but on an adapted state space. In the state space, all weights w1 and w2
need to be switched. Then, the reciprocal of the MCR value yields the maximum
ratio value.
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Latency

In general, latency is the time delay between a stimulus and its effect. In the domain
of manufacturing systems, it is important to know the minimum and maximum
latency between the moment that a product enters and leaves the machine. In the
ASML system an important latency value is the time between finishing exposure and
handing over the product to the track. After exposure, the wafer should be returned
to the track for development of the wafer within a certain time range to ensure its
quality.
In the context of the activity modeling framework, we define the latency in
terms of the temporal distance that separates the resource availability times of a
resource at the start of two activities Asrc and Asnk . In the state space, consider
some run ρ = c0 A1 c1 A2 . . . with ci = hsi , γi i containing run fragment ρ[i, j + 1] =
ci Ai+1 . . . c j A j+1 c j+1 , with Ai+1 = Asrc and A j+1 = Asnk . Then we define the startto-start latency λ between the resource availability times of resource r in γi and γj
as
λ(ρ, i, j, r ) = [γ̄j ]r − [γ̄i ]r .
We use a definition based on resource availability times, because this information
is directly available in the (max,+) state space. The temporal distance between the
start of two actions can also be determined from the resource availability times in
the state space, by slightly adapting the corresponding activities that contain the
actions. Assume action instances a and f in activities Asrc and Asnk . To determine the
start-to-start latency between a and f , we slightly transform activities Asrc and Asnk .
We illustrate the approach for Asrc , the transformation for Asnk is analogous. First,
we add a new action s a to Asrc , using the same resource as a, that does not take time.
We remove the incoming dependencies from a and add them to s a . Then we add a
dependency from s a to a. Next, we add a new resource rl and a dependency from the
claim node of resource rl to s a , and from s a to the release node of rl . In this way, we
encode the start time of action a in terms of the resource availability of resource rl .
The transformation is illustrated graphically in Fig. 4.3.
Example 4.4 (Latency). Consider again the execution of activity sequence ABC starting
from configuration c0 in the (max,+) state space shown in Fig. 4.1. Suppose we want
to compute the start-to-start latency between the resource availability times of r1 in γ¯0
(start of activity A) and γ¯2 (start of activity C). Recall from Example 4.1 that γ¯0 = 0 and
γ¯2 = [6, 6, 0]| . The latency is computed as
 
 
6
0
 
 
λ(ρ, 0, 2, r1 ) = [γ¯2 ]r1 − [γ¯0 ]r1 = [6]r1 − [0]r1 = 6.
0
0

We assume that the occurrences of Asrc and Asnk activities are related. In any run,
for any k > 0, the k-th occurrence of Asrc is paired with the k-th occurrence of Asnk . We
refer to such a pair of related activities as a source-sink pair. Let getOccurrence(ρ, A, k)
be a function that returns the index of the k-th occurrence of activity A in run ρ.
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(rl , cl )

(rl , rl )
sa

a
(a) Before transformation

a

(b) After transformation

Figure 4.3: Adaptation of an activity to measure the start time of action a in terms of the
availability time of resource rl .
The start-to-start latency for resource r in ρ with source-sink pair Ai+1 = Asrc and
A j = Asnk in run fragment ρ[i, j + 1], is equal to λ(ρ, i, j, r ).
Minimum latency The minimum start-to-start latency in a run ρ is obtained by
considering all source-sink pairs in this run:

4

λmin (ρ,Asrc , Asnk , r ) = inf λk (ρ) where
k >0

λk (ρ) = λ(ρ, i, j, r ),
i = getOccurence(ρ, Asrc , k), and
j = getOccurence(ρ, Asnk , k).
Definition 4.2 (Minimum latency). Given normalized (max,+) state space S , the
minimum start-to-start latency of resource r with source-sink pair Asrc , Asnk in S is found
by taking the minimum latency over all runs in the state space:
λmin (S) =

inf λmin (ρ, Asrc , Asnk , r ).

ρ∈R(S)

Maximum latency In the same way as for determining the minimum latency, the
maximum start-to-start latency in a run is obtained by looking at all source-sink
pairs:
λmax (ρ,Asrc , Asnk , r ) = sup λk (ρ)
k >0

Definition 4.3 (Maximum latency). Given normalized (max,+) state space S , the
maximum start-to-start latency of resource r with source-sink pair Asrc , Asnk in S is found
by taking the maximum latency over all runs in the state spaces of all c ∈ Csrc :
λmax (S) = sup λmax (ρ, Asrc , Asnk , r ).
ρ∈R(S)

Computing the latency To compute the minimum and maximum latency in a
(max,+) state space S , we first transform it to a new (max,+) latency state space
Sλ , where we add the instance number of activities Asrc and Asnk to the state. This
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(a) Normalized (max,+) state space S .

(b) Latency state space Sλ .

Figure 4.4: Example of the transformation to a latency state space. Transitions are annotated
with the corresponding activity and w2 value.
makes all the information that we need for latency analysis explicit in the state space.
Each state s is extended to hs, i, ji, where i and j are the number of Asrc and Asnk
occurrences seen on any run to the corresponding configuration. If i = j, then all
Asrc activities have matched to an Asnk activity, and i and j are reset to 0. In this way,
we can identify source-sink pairs based on local information only. The minimum and
maximum latency values in Sλ are the same as in S since both state spaces encode
exactly the same set of activity sequences, and the corresponding runs in S and Sλ
have the same intermediate vectors and transition weights.
Lemma 4.1. Let S be a (max,+) state space, and let Sλ be the corresponding latency state
space. Then λmin (S) = λmin (Sλ ) and λmax (S) = λmax (Sλ ).
Let Csrc and Csnk denote the sets of configurations that have respectively Asrc and
Asnk in their enabled set:
Csrc = {ci ∈ Cλ | Asrc ∈ enabled(ci )}

Csnk = {ci ∈ Cλ | Asnk ∈ enabled(ci )}.
It is assumed that Sλ is consistent with respect to the matching of source-sink
pairs. Sλ is consistent if (i) there is no reachable configuration hhs, i, ji, γi ∈ Cλ ,
where i > |Csrc |, and (ii) that always j ≥ i. For condition (i), if such a configuration
exists, then an arbitrary number of Asrc activities can be executed before executing a
Asnk activity, leading to an unbounded maximum latency value of ∞. For condition
(ii), we assume that in realistic systems, a sink activity can only occur if there was a
corresponding source activity earlier in the execution.
As an example, consider the state space S shown in Fig. 4.4a, which is transformed
to the latency state space Sλ shown in Fig. 4.4b. Suppose that we want to find the
minimum latency from source activity A enabled in configuration c0 = hhs0 , 0, 0i, γ0 i
to a corresponding sink activity B. The matching sink activities B in Sλ are enabled
in configurations c1 = hhs1 , 0, 0i, γ1 i and c2 = hhs2 , 2, 0i, γ2 i. Note that the value of
i = 0 in c0 matches the value of j = 0 in c1 and c2 .
To compute the minimum or maximum latency value given source activity Asrc
enabled in a configuration csrc ∈ Csrc , we only need part of the latency state space.
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Given a configuration csrc in Sλ , we define a restricted latency state space Sλ,csrc , that
contains only the relevant transitions.
Definition 4.4 (Restricted latency state space). Let Sλ = hC, ĉ, Act, ∆, M, w1 , w2 i be
a latency state space, and let csrc = hhs, isrc , jsrc i, γi ∈ Csrc with source activity Asrc ∈
enabled(csrc ). To compute the minimum or maximum latency from Asrc to any matching
sink, we need to compute a restricted latency state space Sλ,csrc for csrc defined in the
following way: Sλ,csrc = hCλ,csrc , csrc , Act, ∆λ,csrc , M, w1 , w2 i where ∆λ,csrc is the smallest
set that satisfies the following inference rule (1):

(hhs, i, ji, γi, A, hhs0 , i0 , j0 i, γ0 i) ∈ ∆, i ≥ isrc , j0 ≤ isrc
(1)
(hhs, i, ji, γi, A, hhs0 , i0 , j0 i, γ0 i) ∈ ∆λ,csrc
,

4

and Cλ,csrc = {c ∈ C | csrc −
→∗λ,csrc c} contains all configurations reachable from csrc
by transitions in ∆λ,csrc . In the restricted state space, only transitions remain where the
source instance is at least isrc and the sink instance at most isnk . Starting from csrc as initial
configuration, the reachable part of this state space contains precisely the information that is
needed to compute the latency of all sinks matching to the source at csrc .
The following lemma shows that the restricted latency state space for a given
occurrence of a source activity on a run indeed preserves the path to the matching
sink activity on the same run.
Lemma 4.2. Let ρ ∈ R(Sλ ) be a run in Sλ with k-th source-sink pair of Asrc and Asnk
such that l = getOccurence(ρ, Asrc , k) and m = getOccurence(ρ, Asrc , k). Then, Sλ,cl
contains run fragment ρ[l, m].
Proof. Let cl = hhsl , i, ji, γl i for some i, j ≥ 0 and cm = hhsm , i0 , j0 i, γm i. For any
configuration c p = hhsm , î, ĵi, γm i on run ρ with l ≤ p ≤ m it holds that î ≥ i and
ĵ ≤ i. All these transitions, as well as all configurations ch with i ≤ h ≤ j on run
fragment ρ[i, j] are preserved by Def. 4.4.
To compute the minimum latency for a given source activity Asrc ∈ enabled(c)
to any matching sink activity in any run passing through c, we use a shortest path
algorithm S HORTEST PATH (S , c) that given (max,+) state space S and configuration
c ∈ C returns a function shortest(c0 ) with the shortest path from c to each
configuration c0 ∈ C. As shortest path algorithm, one could use for instance Dijkstra’s
algorithm [41] or Bellman-Ford [16, 46]. The path weight is defined in terms of total
w2 weight. Given configuration csrc = hhssrc , i, ji, γsrc i with Asrc ∈ enabled(csrc ), let
sinks(Sλ , csrc ) denote the set of all configurations in Sλ where a matching sink activity
is enabled.
Now, we first consider the latency in a run for a specific source-sink instance
pair. Let ρ ∈ R(Sλ ) be a run with i = getOccurence(ρ, Asrc , k ) and j =
getOccurence(ρ, Asrc , k ) for some k > 0 such that ρ[i ] = csrc and ρ[ j] = csnk for
some csnk ∈ sinks(Sλ , csrc ). The latency can then be computed directly from the state
space, by rewriting the latency definition in terms of the total w2 -weight on run
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fragment ρ[i, j] and the starting and ending vectors γi and γj :
λ(ρ, i, j, r ) = [γ̄j ]r − [γ̄i ]r




j −1

=  ∑ w2 ( c k , A k +1 , c k +1 ) + [ γ j ] r  −
k =0

=

i −1

∑ w2 (ck , Ak+1 , ck+1 ) + [γi ]r

k =0

!

j −1

∑ w2 (k, k + 1) + [γj ]r − [γi ]r .

k =i

The minimum latency from Asrc ∈ enabled(csrc ) to a matching sink activity
Asnk ∈ enabled(csnk ) with csnk ∈ sinks(Sλ , csrc ) in latency state space Sλ is then given
by
λmin (Sλ , csrc , csnk , r ) = S HORTEST PATH (Sλ,csrc , csrc )(csnk ) + [γsrc ]r − [γsnk ]r .
The minimum latency for Asrc ∈ enabled(csrc ) over all matching sink activities in
Sλ is then given by
λmin (Sλ , csrc , r ) =

min

csnk ∈sinks(Sλ ,csrc )

λmin (Sλ , csrc , csnk , r ).

Lemma 4.3. Let S be a (max,+) state space and Sλ be the latency state space, and let
Asrc ∈ enabled(csrc ) be a source activity enabled in configuration csrc . Then the minimum
latency in S to any matching sink activity is given by
λmin (S) = min λmin (Sλ , csrc , r ).
csrc ∈Csrc

To compute the maximum latency, we use the same notation as introduced before
for computing the minimum latency. Instead of a shortest path algorithm, we now
need a longest path algorithm. Let L ONGEST PATH (S , csrc ) be an algorithm that
returns a function longest(c0 ) with the longest path (in terms of total w2 path weight)
from configuration csrc to each configuration c0 ∈ C. Before computing the longest
paths, we check whether there is a cycle in the restricted latency state space Sλ,ci for
each ci ∈ Csrc . In that case, the maximum latency is unbounded and subsequently,
the maximum latency value is ∞. Otherwise, the restricted latency state space is
acyclic and we can compute the maximum latency using a longest path algorithm
for a DAG. The maximum latency from Asrc ∈ enabled(csrc ) to a given matching
Asnk ∈ enabled(csnk ) with csnk ∈ sinks(Sλ , csrc ) in latency state space Sλ is then given
by
λmax (Sλ , csrc , csnk , r ) = L ONGEST PATH (Sλ,csrc , csrc )(csnk ) + [γsrc ]r − [γsnk ]r .
The maximum latency for Asrc ∈ enabled(csrc ) over all matching sink activities in
Sλ is then given by
λmax (Sλ , csrc , r ) =

max

csnk ∈sinks(Sλ ,csrc )

λmax (Sλ , csrc , csnk , r ).
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Lemma 4.4. Let S be a (max,+) state space and Sλ be the latency state space, and let
Asrc ∈ enabled(csrc ) be a source activity enabled in configuration csrc . Then the maximum
latency in S to any matching sink activity is given by
λmax (S) = max λmax (Sλ , csrc , r ).
csrc ∈Csrc

4.4

4

Critical-path analysis

To optimize system performance, it is important to be able to detect bottlenecks in the
system. These bottlenecks determine the maximum throughput that the system can
achieve. By finding the bottlenecks, and reducing their execution time, the overall
system performance can be improved. In the context of our modeling framework,
we consider bottleneck actions. During system execution, these actions all lie on
the critical path of which the total execution time of those actions adds up to the
maximum delay. A path and critical path in the context of an activity is defined in
the following way.
Definition 4.5 (Path in an activity). Given activity A = ( N, →), let ∆( A) denote the
set of all maximal paths of nodes π = n1 . . . nk such that ni → ni+1 for each 1 ≤ i < k,
6→ n1 , and nk 6→. For each path π = n1 . . . nk ∈ ∆( A), we define the execution time as
end(π ) = end(nk ).
Definition 4.6 (Critical path in an activity). Let A = ( N, →) be an activity with
set of paths ∆( A). Path π = n1 . . . nk ∈ ∆( A) is a critical path iff end(π ) =
maxπ 0 ∈∆( A) end(π 0 ) and end(ni+1 ) = start(ni ) for 1 ≤ i < k.
All actions that lie on at least one of the critical paths are called critical actions.
Definition 4.7 (Critical node, critical action). Let A = ( N, →) be an activity with set of
paths ∆( A), and n ∈ N be a node. Node n is a critical node if n = ni for some critical path
π = n1 . . . nk ∈ ∆( A). We refer to the corresponding action of node n as a critical action.
To consider the critical paths in an activity sequence, we first define the execution
of such a sequence.
Definition 4.8 (Activity sequence execution). Let σ = A1 . . . An be an activity sequence,
and γ0 be the starting vector. Then the execution of σ is defined as γ0 A1 γ1 . . . An γn such
N
that γi = ij=1 M A j ⊗ γ0 .
The critical paths in an activity sequence execution are found by looking at the
critical paths in the corresponding concatenated activity. In the concatenation, each
resource release is connected to the subsequent resource claim in the next activity that
uses this resource. Note that this definition is different from the activity sequencing
operator in Def. 3.3, since concatenation does not remove the intermediate resource
release and claim nodes, but rather adds an additional dependency between them.
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Definition 4.9 (Activity concatenation). Given two activities Act1 = ( N1 , →1 ) and
Act2 = ( N2 , →2 ) with N1 ∩ N2 = ∅, we define the concatenation of Act1 and Act2 ,
denoted as Act1 ; Act2 , as an activity Act1;2 = ( N1;2 , →1;2 ).
Let R1∩2 = R( Act1 ) ∩ R( Act2 ) denote the set of resources used in both activities.
Define the set of corresponding release nodes in N1 and claim nodes in N2 as
rl1∩2 = {n1 ∈ N1 | (∃r ∈ R1∩2 | M (n1 ) = (r, rl ))} and cl1∩2 = {n2 ∈ N2 | (∃r ∈
R1∩2 | M (n2 ) = (r, cl ))}, respectively.
Activity Act1;2 = ( N1;2 , →1;2 ) is now defined as follows:
N1;2 = N1 ∪ N2

→1;2 = →1 ∪ →2 ∪ {(nrl , ncl ) |
(∃nrl ∈ rl1∩2 , ncl ∈ cl1∩2 , r ∈ R1∩2 | M(nrl ) = (r, rl ) ∧ M(ncl ) = (r, cl )}.
Note that since a resource can be claimed and released more than once in activity Act1;2 ,
it does not meet all static constraints as specified in Section 3.1.1.
A critical path in an activity sequence execution is defined in the following way.
Definition 4.10 (Critical path in an activity sequence execution). Let γ0 A1 γ1 . . . An γn
be an activity sequence execution. Let A = A1 ; . . . ; An be the concatenated activity. Path
π = n1 . . . nk is a critical path in execution of the activity sequence iff π ∈ ∆( A) and π is a
critical path in A.
An obvious approach to find all critical paths in an activity sequence execution is
to first compute the corresponding concatenated activity and subsequently all critical
paths. There is however another more efficient approach, where we compute all
critical paths without first computing the concatenated activity. In this approach,
in the first step, we need only the (max,+) matrices and the resource time stamp
vectors. Using this information, we find the critical dependencies between claim and
release nodes for each activity in the sequence. In the second step, we derive the
critical path segments for each such critical dependency. These segments correspond
to the longest paths between the corresponding resource claim and release node. The
critical paths in the activity sequence execution are then obtained by combining the
critical path segments. To illustrate the approach we use activities A1 and A2 , shown
in Fig. 4.5, and the execution of A1 · A2 given starting vector γ0 = [0, 1] T , of which
the Gantt chart is shown in Fig. 4.6.
In our example, we have the following vectors and matrices:
" # "
# " # "
#
" #
0
4
5
5
2 3
7
.
,
,
,
, and
1
−∞ 3
3
2 1
4
γ0

M A1

γ1

M A2

γ2

During the execution of the activity sequence, vector γk specifies for each
resource i the availability time as γk (i ) and vector γk+1 captures the availability
of each resource after executing activity Ak+1 . A critical resource entry in vector γk+1
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Figure 4.5: Activities A1 and A2 .
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Figure 4.6: Gantt chart of A1 · A2 given starting vector γ0 = [0, 1] T .
determines the maximum delay for the execution of the activity sequence up to
activity Ak+1 .
Definition 4.11 (Critical resource entry). A critical resource entry in vector γ is an
entry i for which it holds that
γ(i ) = kγk = max γ( j).
j

In vector γ2 , γ2 (r1 ) is a critical resource entry, since it has the highest availability
time of 7. The value of each (critical) resource entry in γk+1 is determined by the
resource dependencies defined in matrix M Ak+1 and the values in the previous vector
γk . In matrix M Ak+1 , entry M Ak+1 (i, j) is the length of the longest path (in sum of
action execution times) from resource entry j to resource entry i. The entries in M Ak+1
that determine the value of each entry γk+1 (i ) in γk+1 are called critical dependencies.
Definition 4.12 (Critical dependency). Consider the execution of activity sequence σ =
A1 . . . An with starting vector γ0 . A critical dependency in M Ak+1 for resource entry
γk+1 (i ), is any entry M Ak+1 (i, d) for which it holds that
γk+1 (i ) = M Ak+1 (i, d) + γk (d) = max( M Ak+1 (i, j) + γk ( j)).
j

The critical dependency to γ2 (r1 ) is M A2 (r1 , r1 ). This can also be seen from the
Gantt chart, since action e on resource r1 can only start once the previous action c
on r1 has finished. As a consequence, resource entry γ1 (r1 ) is critical in vector γ2 .
In matrix M A1 we find two critical dependencies to γ1 (r1 ), namely M A1 (r1 , r1 ) and
M A1 (r1 , r2 ). This can also be seen from the Gantt chart, since action c can only start
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(b) Critical path segments of activity A2

Figure 4.7: Critical paths segments of A1 and A2 in the execution of A1 A2 with starting
vector γ0 = [0, 1] T .
once actions a and b are finished, which happens at precisely the same time. As a
result, both γ0 (r1 ) and γ0 (r2 ) are critical in γ0 .
Given a critical dependency in a matrix, we can find all corresponding critical
path segments in the corresponding activity.
Definition 4.13 (Critical path segment). Let M A be the (max,+) matrix of activity A =
( N, →) with critical dependency M A (i, d). A critical path segment for entry M A (i, d) is
a path π = n1 . . . nk ∈ ∆( A) such that n1 = ncl , nk = nrl , M (ncl ) = (d, cl ), M (nrl ) =
(i, rl ), and start(ni+1 ) = end(ni ) for each 1 ≤ i < k.
The critical path segments in our running example are shown in Fig. 4.7. Now,
consider an activity sequence execution γ0 A1 γ1 . . . An γn with concatenated activity
A = A1 ; . . . ; An , where γk+1 (i ) is a critical resource entry. If the corresponding
release node (ri , rl ) ∈ Nk+1 is a critical node in A, then all corresponding critical path
segments are on the critical path of A, as formalized in the following lemma.
Lemma 4.5. Let γ0 A1 γ1 . . . An γn be an activity sequence execution, and let Ak+1 =
( Nk+1 , →k+1 ) with 1 ≤ k + 1 ≤ n be an activity in this sequence with matrix M Ak+1 . Let
M Ak+1 (i, d) be a critical dependency for resource entry γk+1 (i ). If (ri , rl ) ∈ Nk+1 is a critical
node in A = A1 ; . . . ; An , then for each critical path segment πc = n1 . . . nk ∈ ∆( Ak+1 )
corresponding to M Ak+1 (i, d) it holds that there exists a critical path π ∈ ∆( A) such that
π = π 0 πc π 00 for some π 0 ∈ ∆( A1 ; . . . ; Ak ) and π 00 ∈ ∆( Ak+2 ; . . . ; An ).
To find all critical paths in an activity sequence execution, we first find all critical
dependencies. Consider the execution of activity sequence σ = A1 . . . An with
starting vector γ0 . Then, given vector γn and critical resource entry e, we can find
all critical dependencies (e, d) in M An . Starting from γn (d), we can find the critical
dependencies for each matrix M Ak with 1 ≤ k ≤ |σ |.
Given the critical dependencies for each matrix in the sequence, we can construct
the critical paths of the overall activity sequence. Say we have activities Ak =
( Nk , →k ) and Ak+1 = ( Nk+1 , →k+1 ) with 1 ≤ k < |σ| and two critical dependencies
M Ak (d, c) and M Ak+1 (e, d). Dependency M Ak (d, c) has a set of critical path segments
from a node nk,c ∈ Nk to nk,d ∈ Nk with M (nk,c ) = (c, cl ) and M (nk,d ) = (d, rl ).
Similarly, dependency M Ak+1 (e, d) has a set of critical path segments from a node
nk+1,d ∈ Nk+1 to nk+1,e ∈ Nk+1 with M(nk+1,d ) = (d, cl ) and M (nk+1,e ) = (e, rl ).
These sets of paths are connected by adding a dependency between nk,d and nk+1,d .
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Figure 4.8: Critical paths in the execution of A1 · A2 given starting vector γ0 = [0, 1]| .

Since T (nk,d ) = T (nk+1,d ) = 0, this does not influence the timing behavior of the
overall execution. Fig. 4.8 shows the critical paths for our running example.

4

4.5

Optimal controller

Until now, we have considered only the analysis of both latency and throughput. In
this section, we also consider the problem of finding a performance-optimal controller.
For the case studies we consider, maximum throughput is the most important
objective. Therefore, we consider only the goal of finding a throughput-optimal
controller. Using the techniques described in Section 4.3, the minimum latency of this
controller can be compared against a latency requirement. Optimizing both latency
and throughput simultaneously is a multi-objective optimization problem that is
outside of scope of this thesis.
The throughput-optimal controller is obtained by creating an automaton that
contains a transient simple path from the initial state in the system to the optimal
cycle, the cycle itself, and a simple path from some state on the cycle to a marked state.
The precise path that is chosen has no impact on the throughput that is achieved,
since the throughput is determined solely by the cycle that is chosen. Typically,
marked states are used to indicate a stable system state. For example, when all
resources are free, and the system is in an idle state. The existence of a path from a
state on the cycle to a marked state is guaranteed by the nonblockingness property of
the generated supervisory controller. By adding this path, the resulting throughputoptimal controller is also nonblocking. Controllability of the controller is guaranteed
by the assumption that the system is fully controllable. Maximally-permissiveness
of the controller is lost as soon as one of its transitions or states is removed. In the
supervisory controller, there might be multiple simple cycles that have the same
optimal ratio value. Combining multiple optimal control strategies might lead to
a sub-optimal control strategy, because additional cycles can be introduced with a
lower ratio value. This is illustrated in Fig. 4.9, where optimal controllers S1 and
S2 are combined into a new controller that allows a cycle with a lower minimum
ratio value. Therefore, it is in general not possible to find a maximally-permissive
throughput-optimal controller.

4.6. Example: Twilight manufacturing system
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(a) Optimal controller S1
with MCR(S) = 1/2.

D, 0, 4
h i
hs2, 0 i

(b) Optimal controller S2
with MCR(S) = 1/2.

E, 1, 2
h i
hs0, 0 i

A, 1, 1

B, 0, 1

h i
hs1, 0 i
D, 0, 4

C, 0, 3
h i
hs2, 0 i

(c) Combination of S1 and S2
with MCR(S) = 0.

Figure 4.9: Figures 4.9a and 4.9b show two throughput-optimal controllers. The combination
shown in 4.9c is not throughput-optimal having a lower MCR value.

4.6

Example: Twilight manufacturing system

In this section we consider again the Twilight manufacturing system as described
in Section 3.2.2 to illustrate the performance analysis techniques described in this
chapter. To goal is to obtain a throughput-optimal controller for this system, and
analyze the bottlenecks using the critical-path method. Next to that we analyze the
maximum latency in this controller between the moments that a product is picked
up from the input buffer and outputted at the output buffer.
To obtain a least-restrictive supervisory controller for the system, we use
supervisory controller synthesis. This gives us the supervisory controller shown
in Fig. 4.10a that enforces all the requirements that are described in Section 3.2.2,
containing 245 states and 510 transitions. By adding the timing information, we can
compute the normalized (max,+) state space of the controller, shown in Fig. 4.10b.
This state space contains 1194 configurations and 2389 transitions.
By using an MCR analysis algorithm we find the best-case throughput and
worst-case throughput of the controlled system, and the activity sequence on the
corresponding simple cycle. We assume that a reward of 1 is assigned to activity
UR_PutPrdOnOutput, and a reward of 0 to the other activities. In this way we
quantify the throughput of the system as the total number of products produced
by the system per time unit. Fig. 4.11 gives the best-case and worst-case cycle with
throughput values of 0.0337 and 0.0261 products per second, or alternatively put 2.02
and 1.56 products produced per minute. In the best-case cycle, there is an optimal
interleaving of using either the load robot or unload robot to transport a product
from the conditioner to the drill station. In the worst-case cycle, as expected, always
the slower load robot is picked, leading to a lower throughput. The corresponding
cycles in the state space can be translated to a cycle in the synthesized supervisory
controller. Note that this does not need to be a simple cycle, since a cycle in the state
space might correspond to multiple cycles in the untimed supervisory controller.
Fig. 4.10a shows the cycle in the supervisory controller, highlighted in green. Fig. 4.12
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(a) Synthesized supervisory controller (245 states and 510 transitions). The green
cycle is an optimal activity sequence and the red cycle is a worst-case activity
sequence.

(b) Normalized (max,+) state space of the supervisory controller (1194 configurations and 2389 transitions).

Figure 4.10: Supervisor controller for the Twilight system.
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worst-case cycle
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Figure 4.11: Best-case and worst-case cycle in the Twilight manufacturing system.

Figure 4.12: Gantt-chart of the optimal schedule.

shows the corresponding Gantt chart for the optimal schedule.
Critical-path analysis can be used to find the bottleneck actions in the system,
shown in Fig. 4.13. Here, we see that the system performance can be improved by
decreasing the processing time at the conditioner or the drill station, or improving
the speed of the load robot.
We also want to find the latency between the moment that a product is fed into
the system, and outputted as a finished product. We introduce a new resource
rl that is added to activities LR_PickPrdFromInput and UR_PutPrdOnOutput, as
shown in Fig. 4.14. The latency is measured between the moment that a product is
clamped from the input buffer and released at the output buffer. Fig. 4.15 shows the
Gantt-chart corresponding to three iterations of the best-case cycle starting in the
steady-state of the system. Latency analysis in this cycle gives a minimum latency
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Figure 4.13: Critical path analysis in the optimal schedule.

4

Figure 4.14: Transformed activities LR_PickPrdFromInput and UR_PutPrdOnOutput to
measure the latency between when a product enters the system and leaves the system using
resource rl .
of 52.91 seconds and a maximum latency of 63.79 seconds for producing a product.
The latency for the products produced in the cycle are given in the table. From the
Gantt-chart and the table, one can see that the latency values occur in turn repeatedly.

4.7

Example: ASML wafer logistics controller

As a second case study, we consider throughput analysis on the wafer logistics
controller model, as described in Section 3.3. The least-restrictive supervisory
controller for this model is shown in Fig. 3.44. The (max,+) state space of this
controller did not fit in memory (8GB), as we will also see in Section 7.5. Therefore,
we first applied partial-order reduction to obtain a smaller supervisor that preserves
all possible throughput values of the system. The (max,+) state space of this controller
contains 69659 configurations and 97702 transitions. In this state space, we find the
repeatable activity sequences that yield the best-case and worst-case performance.
We assume that a reward of 1 is assigned to activity DU_2_Track, and a reward of 0
to the other activities.
Fig. 4.11 shows the best-case and worst-case repeatable activity sequence with
throughput values of 0.0641 and 0.0164 products per second, or alternatively put 213
and 59.3 finished wafers per hour. In the best-case cycle, both chucks are used for

4.7. Example: ASML wafer logistics controller
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product

time (rl , cl ) in Asrc
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latency

i
i+1
i+2
i+3
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40.99 s
90.51 s
104.78 s

79.63 s
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143.42 s
168.58 s
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52.91 s
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Figure 4.15: Latency analysis in the best-case cycle.

best-case cycle
CH1_Expose
CH0_Measure
CEX
SUB_2_UR
UR_2_PA
PA_Prealign
DU_2_Track
Track_2_SUB
SUB_Conditioning
CH1_2_UR
UR_2_DU
LR_2_CH1
PA_2_LR

worst-case cycle
CH0_Expose
CH1_Measure
CEX
SUB_2_UR
UR_2_PA
PA_Prealign
DU_2_Track
Track_2_SUB
SUB_Conditioning
CH0_2_UR
UR_2_DU
LR_2_CH0
PA_2_LR

LR_2_CH1
CH1_Measure
CEX
CH1_Expose
CEX
CH1_2_UR
UR_2_DU
DU_2_Track
Track_2_SUB
SUB_Conditioning
SUB_2_UR
UR_2_PA
PA_Prealign
PA_2_LR

Figure 4.16: Best-case and worst-case cycle in the wafer logistics controller.
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measuring and exposure, and the unload robot movements are scheduled at the best
possible time with respect to the operations on the other resources. In the worst-case
cycle, only one of the chucks is used, and the other chuck contains a wafer that never
leaves the chuck. This is safe behavior in the system, since always a wafer is present
below the lens. There are no explicit requirements that a wafer exposure occurs
on each chuck within some fixed time frame. Note that the latency between two
occurrences of activity CH1_Exposure is in this case unbounded, since it does not
occur in the cycle.

4.8

4

Related work

Performance analysis Performance-related questions for fully-controllable systems
are typically addressed using discrete-event simulation, hybrid discrete/continuoustime simulation, or model checking; see for example [7, 57, 60, 61, 75].
Discrete-event simulations are performed on discrete-event systems [26]. These
systems are discrete-state, event-driven systems, whose state evolution depends
entirely on the occurrence of asynchronous discrete events. The activity formalism
used in this thesis is also a discrete-event system, where activities can be considered
as events. Examples of widely used modeling formalisms include (finite-)state
automata, Petri nets [81], max-plus algebra [6], (hybrid) process algebra [8, 36], and
modal logic [97]. A well-known tool for discrete-event simulation is SimEvents [34],
part of Simulink [75], that is widely used in industry.
Hybrid discrete/continuous-time simulations capture the system events, but also
the dynamics of the relevant physical aspects in differential equations. An advantage
here is that the timing information for performance analysis can be directly derived
from the model itself. For complex CPS however, these simulations become time
consuming. It is often practically intractable to cover many design alternatives
through these detailed simulations. Therefore, they are less suitable for exploring
large design spaces and giving optimality guarantees. Examples of tools that allow
specification of hybrid models include Modelica [47], Ptolemy II [24], CyPhySim [68],
CIF [108] and Simulink [75], the industrial state-of-practice tool for specifying and
analyzing hybrid systems.
Model checking [90] is a technique that allows the exhaustive exploration of a
model to prove or refute a property of interest. It is therefore a suitable technique to
provide performance guarantees. In [57], for example, model checking is used
to design controllers for a wafer scanner that avoids deadlocks and optimizes
throughput. A disadvantage of model checking is that is does not scale well to
the level of modern CPS, with many behaviors and large state spaces [120]. For
model checking, typically discrete-event models are used. However, there is also
model checking for discrete-event models that are augmented with information
about random or probabilistic behavior. A well-known model for this are Markov
chains or Markov Decision Processes. A probabilistic model checker can be used to
give guarantees on quantitative properties of these models. An example of this is the
PRISM [67] tool.
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Performance-optimal controller synthesis There has also been some initial work
in synthesis of an optimal controller directly from the specification. In [118] a
controller is synthesized for fully-controllable systems that minimizes the total
makespan. Each event is executed on a set of resources, that are all claimed and
released at the same time. Compared to our work, there is no mechanism to
abstract from deterministic parts of the system behavior while maintaining the
pipelined execution on resources. The problem of optimal supervisory control is also
related [22, 73, 87], where the aim is to find a supervisor that can drive a deterministic
plant from the initial state to a state within a target set with minimum cost, usually
defined as a sum weight. Again, the optimization is targeted at optimizing finite
rather than infinite sequences.
Critical path analysis Critical path analysis is used a lot in the field of project
management and planning to find the expected completion time (makespan) and
the criticality of certain tasks (bottleneck analysis). Critical Path Method (CPM) [65]
is used for a setting with deterministic execution times, and Program Evaluation
and Review Technique (PERT) [70] for stochastic execution times. In both methods,
typically the criticality of paths is considered, but not the criticality of paths. Due
to the timing variations of actions, the critical paths of the system can vary given
different timing values. To analyze which actions are often on the critical path, a
criticality index can be associated to each action [14]. Then, the execution times is
sampled to see for each action how often it is on a critical path. The sampling is done
using a Monte-Carlo method to obtain an acceptable estimation error.
In our framework, we can use the same critical path analysis techniques for a
given activity sequence. First, we need to sequence all activities in the sequence into
one activity. Then, we can perform traditional critical path analysis techniques on
this activity, by adding the timing information of the actions. A disadvantage here is
that we first have to compute the full sequenced activity. In the approach described
in Section 4.4, we can first determine the critical path segments at the resource level,
using just the information about the claim and release times of resources. The set of
critical paths can then be computed based on this information, which makes it not
necessary to first compute the full sequenced activity.

4.9

Conclusions

This chapter has described analysis techniques to do performance analysis of
supervisory controllers for controllable systems. An approach is given to find the
both worst-case and best-case throughput and latency. Moreover, a critical path
analysis technique is introduced to efficiently find critical paths in the execution of an
activity sequence. The actions on this critical path give insight in where the system
can be adapted to improve performance. In the next two chapters we generalize
the setting to partially-controllable systems. First, Chapter 5 introduces the analysis
techniques for partially-controllable systems. For the analysis, ratio games are used,
which are explained in detail in Chapter 6.

4

5

Controller performance analysis for
partially-controllable systems
In the previous chapter we considered a setting where the full system behavior
can be controlled by the supervisory controller. This assumption is however too
strong for realistic systems where the behavior is also influenced by external actors,
which we refer to as the environment. We refer to this more general class as partiallycontrollable systems. In these systems, we can use the same techniques as described
in the previous chapter to find the minimum and maximum possible throughput of
the system. In a partially-controllable system, however the maximum throughput
can typically not be guaranteed, since the environment may disturb the optimal
periodic execution. For instance, when the environment influences the duration of
operations or the moment when products enter the machine. In this setting, we want
to optimize the throughput under all possible behavior of the environment. The
goal is to compute a robust optimal controller that maximizes throughput while
taking these environmental influences into account. This chapter is based on work
previously published in [114]. This computation is described in Section 5.1, and
illustrated on the Twilight system in Section 5.2. Related work is given in Section 5.3,
and Section 5.4 concludes.

5.1

Robust optimal controller

In a partially-controllable setting, we want to find a robust optimal controller that
optimizes throughput under worst-case influences of the environment. This means
that the throughput value is guaranteed, irrespective of the choices made by the
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environment. To guarantee this throughput, the controller chooses the best activity
to execute next, given all possibilities in a given configuration. To formalize this
notion, we need to know when these choices are made. In a configuration, both
controllable and uncontrollable activities might be enabled, and information is
needed to know whether the supervisory controller can dispatch a controllable
activity or that the supervisory controller should wait for an uncontrollable activity
to occur. In our models, we ensure that these issues have been resolved, and that
in each configuration either controllable or uncontrollable activities are enabled,
denoted by sets Actc and Actu . Since throughput is defined on infinite runs, we
require that the supervisory controller is total. This means that each state has at least
one outgoing transition. This property holds for all supervisory controllers of the
Twilight and ASML models described in Chapter 3. Note that in general, supervisory
controller synthesis does not automatically guarantee this, since marked states do
not need to have outgoing transitions.

5

Let S = hC, ĉ, Act, ∆, M, w1 , w2 i be a normalized (max,+) state space of a
supervisory controller where C is partitioned to hCc , Cu i of controllable and
uncontrollable configurations where either only controllable or uncontrollable
activities are enabled, i.e. enabled(c) ⊆ Actc for each c ∈ Cc and enabled(c) ⊆ Actu
for each c ∈ Cu . We refer to configurations in Cc and Cu as controllable and
uncontrollable configurations respectively. If a configuration c has no enabled
activities, we consider it as a controllable configuration. This choice has no impact
on the throughput value of any configuration in S , since the throughput value is
determined on cycles, and no cycle can be reached from configuration c.
If the partitioning is not guaranteed by the model, it can also be obtained by
giving priority of uncontrollable behavior over controllable behavior. This is a
natural choice, since a characteristic property of a controller is that it may not block
uncontrollable behavior. To obtain a partitioning, one can use the transformation
as shown in Fig. 5.1. In configuration c0 , there are two controllable activities A
and B enabled and two uncontrollable activities U1 and U2 , as shown in Fig. 5.1a
We introduce a new uncontrollable activity τ ∈
/ Act, which is the “pass” activity.
No resources are used by this activity, and a reward of 0 is assigned. This implies
both weights on any transition with τ are 0, and subsequently have no effect on the
computed throughput value. We introduce a new configuration c̄ and transition
τ
c−
→ c̄, such that it can be reached via the “pass” activity. Transitions from c with a
controllable activity are removed from c and added to c̄. In the example, transition
A

A

B

B

→ c3 and transition c0 −
→ c4 . Transitions with
c0 −
→ c3 becomes c¯0 −
→ c4 becomes c¯0 −
uncontrollable activities are maintained at the original configuration. The result is
shown in Fig. 5.1b. The following definition formally describes this transformation.
Definition 5.1 (Transformation to a partitioned state space). Let S =
hC, ĉ, Act, ∆, M, w1 , w2 i be a normalized (max,+) state space of a supervisory controller
where C is partitioned to hCc , Cu i of controllable and uncontrollable configurations. Let
p
p
S p = hC p , ĉ, Act ∪ {τ }, ∆ p , M, w1 , w2 i be the transformed normalized (max,+) state space,
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Figure 5.1: Partitioning of a normalized (max,+) state space with competing controllable and
uncontrollable activities. Fig. 5.1a shows the original state space. Fig. 5.1b shows the state
space after partitioning configuration c, with optimal choice A for the controller. Fig 5.1c
shows the resulting robust optimal controller.
where
C p = C ∪ {c̄ = hs̄, γi | c = hs, γi ∈ C }

∆ p = {hc, A, c0 i ∈ ∆ | A ∈ Actc } ∪ {hc, τ, c̄i | c ∈ C } ∪

{hc̄, U, c0 i | hc, U, c0 i ∈ ∆, U ∈ Actu },

and for each transition hc, A, c0 i ∈ ∆ p with c = hs, γi,
p

w1 (c, A, c0 ) = reward( A), and
p

w2 (c, A, c0 ) = M( A) ⊗ γ .
Given a normalized (max,+) state space S , we define a controller strategy that
selects one controllable activity in each configuration c ∈ Cc . In a similar way we can
define an environment strategy for each configuration c ∈ Cu .
Definition 5.2 (Controller and environment strategy). Let S
=
hC, ĉ, Act, ∆, M, w1 , w2 i be a normalized (max,+) state space where C is partitioned
to hCc , Cu i of controllable and uncontrollable configurations. A controller strategy σc for S
is a function σc : Cc → Act such that for all c ∈ Cc we have σc (c) ∈ enabled(c). We denote
by Σc the set of all controller strategies. An environment strategy σu for S is a function
σu : Cu → Act such that for all c ∈ Cu we have σc (c) ∈ enabled(c). We denote by Σu the
set of all environment strategies.

Given a controller strategy σc , we denote by Sσc = hC, ĉ, Act, ∆σ , M, w1 , w2 i the
restricted state space obtained by removing all transitions (c, A, c0 ) ∈ ∆ from ∆σ
where c ∈ Cc and c0 6= σc (c). The throughput τmin (S , σc ) that is guaranteed in S by
the control strategy σc corresponds to the minimum ratio found in the restricted state
space:
τmin (S , σc ) =

min

ρ∈R(Sσc )

Ratio(ρ).
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A robust optimal controller is a controller that corresponds to a strategy that
yields the highest ratio value.
Definition 5.3 (Robust optimal controller). Let S = hC, ĉ, Act, ∆, M, w1 , w2 i be a
normalized (max,+) state space where C is partitioned to hCc , Cu i of controllable and
uncontrollable configurations. A robust optimal controller for S is a controller that
has a strategy σc ∈ Σc yielding the highest possible ratio value
τpc (S , σc ) = max τmin (S , σc0 ).
σc0 ∈Σc

5.1.1

5

Translation of a supervisory controller to a ratio game

The goal is now to compute a robust optimal controller given some normalized
(max,+) state space S with a partitioning hCc , Cu i. We compute the controller
strategy using a game-theoretic approach where the controller is one player, and
the environment is its adversary player. To play the game, we translate S to a game
graph S Γ = hC, ∆, w1 , w2 , hCc , Cu ii. Both players have their own optimal strategy.
The controller chooses one controllable activity in each configuration in Cc using
a strategy σ0 ∈ Σ0 to maximize the throughput value that can be achieved. The
environment in its turn chooses one uncontrollable activity in each configuration
in Cu using a strategy σ1 ∈ Σ1 with the goal of minimizing the throughput of the
system.
To compute the strategies for both players we use a policy-iteration algorithm.
The policy-iteration algorithm scales best for large game graphs, as is described in
Chapter 6. In this algorithm, both players start with an initial strategy and these
strategies are then iteratively improved until both strategies σ0 and σ1 become optimal
memoryless strategies (see also Theorem 2.1). When both strategies are optimal,
an equilibrium is reached. Solving the ratio game S Γ yields optimal memoryless
strategies, for which it holds that for each configuration c, the optimal ratio value
Val(c) that is ensured is equal to
Val(c) = sup inf Ratio(outcome(c, σ0 , σ1 ))
σ0 ∈Σ0 σ1 ∈Σ1

= inf sup Ratio(outcome(c, σ0 , σ1 )).
σ0 ∈Σ0 σ1 ∈Σ1

5.1.2

Translation of an optimal strategy to a robust optimal controller

The result of the ratio game is an optimal strategy for the controller and the
environment, where in each state they choose one activity. To translate this result to
a robust optimal controller, we do not assume any strategy σ1 from the environment,
since the controller needs to be able to react to any uncontrollable activity that
might occur. Adding these uncontrollable activities will not have an impact on
the throughput guarantee of the controller, because otherwise the strategy of the
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(a) Controller S

(b) Robust-optimal controller Sσ0

Figure 5.2: Controller S is nonblocking, whereas Sσ0 is blocking.
environment would not have been optimal. We only enforce the controller strategy
σ0 in the state space.
Theorem 5.1. Let S be a normalized (max,+) state space with a partitioning hCc , Cu i of
controllable and uncontrollable configurations, and let S Γ be the corresponding game graph.
Let σ0 be an optimal memoryless strategy in S Γ . Then Sσ0 is a robust optimal controller.
Proof. Optimal strategy σ0 ensures that for each configuration c ∈ C and optimal
strategy σ1 , the value that is ensured in S Γ is given by
Val(c) = sup inf Ratio(outcome(c, σ0 , σ1 )).
σ0 ∈Σ0 σ1 ∈Σ1

In Sσ0 , no strategy σ1 is assumed. Let σ10 be any environment strategy, then clearly
Ratio(outcome(c, σ0 , σ10 )) ≥ inf Ratio(outcome(c, σ0 , σ̂1 ))
σ̂1 ∈Σ1

= Ratio(outcome(c, σ0 , σ1 )).

If the transformation of Def. 5.1 has been used, the resulting controller still
contains the special τ-transitions. For example, in the normalized (max,+) state space
shown in Fig. 5.1b, the optimal choice of the controller in configuration c¯0 is A. To
obtain the robust optimal controller, we need to abstract from the τ-transitions. For
this we use a natural projection [26] P : Act ∪ {τ } → Act. This erases all τ-transitions,
and maps the transitions of each configuration c̄ back to the original configuration c.
The result of this transformation applied to our example yields the robust optimal
controller shown in Fig. 5.1c.
Because we keep all uncontrollable activities that are enabled in each reachable
state, the resulting robust optimal controller is still controllable with respect to the
plant model.
Theorem 5.2. Let S be a controller and Sσ0 be a robust-optimal controller. If S is controllable
with respect to a plant P , then Sσ0 is controllable with respect to a plant P .
The optimal strategy does not guarantee that the configurations in the robustoptimal controller are nonblocking. An example is shown in Fig. 5.2. Nonblockingness of the robust-optimal controller can be checked using a nonblocking check, for
instance using the algorithm described in [80].
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UR_PutPrdOnOutput_∗_s,
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UR_PutPrdOnDrill_∗_s,
UR_PickPrdFromDrill_∗_s

s1
UR_Maintenance_s

s2

···

s9

UR_Maintenance_s
UR_Maintenance_s

Figure 5.3: Enforce that maintenance occurs after at most ten activities.
As in the case of fully-controllable systems, the resulting controller is not
maximally-permissive. By enabling more controllable activities, the throughput
that can be guaranteed might be lower in the same way as is described in Section 4.5.

5.2
5

Example: Twilight manufacturing system

To illustrate the analysis of partially-controllable systems, we consider a number of
variants of the Twilight system. We start from the Twilight system as described in
Section 3.2.3 with the difference that each activity is modeled with a controllable
dispatch and an uncontrollable outcome. In the plant models, each dispatch is
directly followed by the set of outcomes before a next dispatch is enabled. We refer
to this Twilight model as the base model.
TW1-Maintenance_UR In TW1-Maintenance_UR, we extend the base model with
a requirement that the unload robot needs maintenance after at most ten activities,
shown in Fig. 5.3. The controller can choose the most beneficial moment to execute
this maintenance. The most beneficial moment is as soon as a finished product has
been brought to the output, and the load robot can move the next product from the
conditioner to the drill station.
TW1-Calibration_Drill In TW1-Calibration_Drill, we extend the base model with
a requirement that the drill unit needs to be recalibrated after at most ten activities.
Again, the exact moment can be chosen. The most beneficial moment to perform
the drill recalibration is when there is still a product at the drill. This is because the
total time needed by the unload robot to drop the previous product and pick the
next product from the drill is longer then performing the drill operation and the drill
recalibration.
TW1-Assignment_LU In TW1-Assignment_LU, we take the base model and
extend it with a requirement that the transport of a product within the system
from the conditioner to the drill station has to be assigned to a fixed robot. This
requirement is shown in Fig. 5.5. The assignment to each product is done before the
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Figure 5.4: Enforce that drill recalibration occurs after at most ten activities.
LR_PickPrdFromCond_i_s,
LR_PutPrdOnDrill_i_s
SetLR_i_s

SetUR_i_s

LR_PutPrdOnOutput_i_s
UR_PutPrdOnOutput_i_s
UR_PickPrdFromCond_i_s,
UR_PutPrdOnDrill_i_s

Figure 5.5: Enforce that the product movements are done with the assigned robot.
product is picked up from the input station, as shown in Fig. 5.6, and in a fixed order
as shown in Fig. 5.7.
TW1-Assignment_LUX In TW1-Assignment_LUX, we take TW1-Assignment_LU,
but extend it also with an option that the robot is left unassigned. This gives the
models shown in Figures 5.8, 5.9, and 5.10.

5.3

Related work

In the literature, there are various other approaches that can be used to find
throughput-optimal supervisory controllers for partially-controllable systems.
Su et al. [103] look at the synthesis problem to find a maximally permissive
supervisor with minimum makespan given a fixed batch size of products. First, the
maximally-permissive supervisor is generated. Then, a tree automaton is constructed
that encodes all the possible strings and their completion times. From this tree
SetLR_i_s, SetUR_i_s
LR_PickPrdFromInput_i_s
Figure 5.6: Enforce that the robot assignment is set before a product is picked up from the
input buffer.
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SetLR_n-1_s,
SetUR_n-1_s

SetLR_2_s,
SetUR_2_s

SetLR_0_s,
SetUR_0_s

SetLR_1_s,
SetUR_1_s
Figure 5.7: Plant that models the order of product assignment.

SetLR_i_s

LR_PickPrdFromCond_i_s,
LR_PutPrdOnDrill_i_s
UR_PutPrdOnOutput_i_s
UR_PutPrdOnOutput_i_s
SetLRUR_i_s

SetUR_i_s

5

UR_PutPrdOnOutput_i_s

UR_PickPrdFromCond_i_s,
UR_PutPrdOnDrill_i_s,
LR_PickPrdFromCond_i_s,
LR_PutPrdOnDrill_i_s

UR_PickPrdFromCond_i_s,
UR_PutPrdOnDrill_i_s
Figure 5.8: Enforce that the product movements are done with the assigned robot.
automaton, a permissive supervisory controller is obtained by removing all paths
with a non-optimal makespan while preserving nonblockingness and controllability
with respect to the system. This approach is not scalable for larger problems, because
the tree automaton grows exponentially in size in the worst-case. In the max-plus
state space that we use, possible redundancy in substrings with the same timing
information can be encoded more efficiently.
Shehabinia et al. [100] consider a language-based framework for the synthesis
of a throughput-optimal controller that optimizes the number of concerned actions
per time unit. This work is the first to consider the combination of addressing both
maximal permissiveness and throughput. Given a maximally permissive supervisory
controller, it explores all refinements of this controller and to find the supremal subcontroller that optimizes throughput and minimizes the transient. Finding this
SetLR_i_s, SetUR_i_s, SetLRUR_i_s
LR_PickPrdFromInput_i_s
Figure 5.9: Enforce that the robot assignment (LR, UR, or unassigned) is set before a product
is picked up from the input buffer.
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Figure 5.10: Plant that models the order of product assignment.
sub-controller is done using a brute-force approach, which is not scalable for large
models. In contrast, our approach scales better towards larger graphs, but does not
yield a permissive control strategy.
In [92] a game-theoretic solution is used to find a throughput-optimal controller
by translating the problem to a mean-payoff game. Throughput is defined as the
limit-average weight of the generated sequences, and the goal is to maximize this
value under any execution of the system. Here, the players are the controller and the
controlled system. The controller can disable controllable events, and the controlled
system executes one of the events that is enabled. Note that this is a different mapping
than the one that is used in this chapter. A finite-memory throughput-optimal
supervisory controller is computed that enables as many sequences as possible. This
controller is not necessary unique.
There are also approaches that consider controller optimization for partiallycontrollable systems in a stochastic setting. Uppaal Stratego [38] provides a synthesis
technique to compute a safe strategy for systems modeled by stochastic hybrid
games. Using random simulation and reinforcement learning, this strategy can be
optimized to a local optimum. Compared to the approach presented in this chapter,
no guarantees are given on global optimality of the computed solution. PRISMgames [29] is a closely related approach that uses stochastic games as modeling
formalism. Here, multi-objective strategies can be synthesized that guarantee a
maximal throughput with a high probability.
In this chapter we consider performance analysis of a supervisory controller that
is given as a (max,+) automaton. In [116] this is generalized to a setting of (max,+)
automata that also have variables to capture system feedback from lower abstraction
levels. Updates are used to change the value of these variables and guards can be
used to specify that an activity can only be executed if a variable has a certain value.
Using this mechanism, one can for instance specify a variable that encodes the time
difference between the claiming of two resources. A guard can then be formulated
that states that the time difference must be bounded by some constant.
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Conclusions

This chapter introduces a technique to find a controller in a setting of partiallycontrollable systems that maximizes the throughput of the system given worst-case
environmental influences. To compute this controller, a game-theoretic approach is
presented where the problem is translated to finding an optimal strategy in a ratio
game. Algorithms to solve such a ratio game are presented in the next chapter, and
they are compared in terms of running times to see which algorithm performs the
best in practical cases.

5

6

Ratio games
6.1

Introduction

The previous chapter described an approach to find a control strategy that guarantees
maximum throughput considering the behavior of the environment. The optimal
strategy is found by translating the problem to a ratio game, and finding an optimal
strategy for this game. This chapter introduces algorithms to find such strategies, and
shows that the policy-iteration algorithm is the one that scales best to large graphs.
This chapter is based on the work previously published in [114].
The current state-of-the-art method to solve ratio games is the algorithm by
Bloem et al. [19, 20]. This algorithm finds an optimal strategy by reduction to a
series of mean-payoff games, that are solved using the algorithms from ZwickPaterson [124] (Fig. 6.1 ZP conversion). This approach is however very inefficient
for larger graphs. Recently, more efficient algorithms have been introduced to solve
mean-payoff games [23, 27, 28]. In this chapter, we introduce two new algorithms to
solve ratio games by adapting existing algorithms for mean-payoff games to ratio
games (highlighted in green in Fig. 6.1). The first algorithm is a reduction from
ratio games to energy games (Fig. 6.1 EG conversion), adapted from [23], using the
Value-Iteration algorithm [23]. This algorithm has a lower worst-case complexity
bound than the ZP conversion algorithm. The second algorithm is an adapted version
of the policy-iteration algorithm (Fig. 6.1 Policy Iteration) for mean-payoff games
described by Chaloupka [27, 28]. The policy-iteration algorithm has a higher worstcase complexity than the ZP conversion algorithm, but it directly solves ratio games
and turns out to be much faster on most practical cases.
In real-world applications, execution times and costs are often not natural
numbers, but rather real numbers. Therefore, we adapt all algorithms for ratio
89
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ZP conversion [20]

uses

Policy Iteration
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Mean-Payoff Games
generalization
Zwick-Paterson [124]

Policy Iteration [27, 28]

generalization
EG conversion [23]

uses

Energy Games
uses
Value-Iteration [23]

Figure 6.1: Games and conversions used for solving ratio games. ZP conversion is an existing
algorithm, extended for real-valued weights, and Policy Iteration and EG conversion shown
in green are new algorithms, both for natural-valued and real-valued weights.
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games also for real numbers, implemented with floating point representations. This
extension is also a novel contribution with respect to solving mean-payoff games,
where typically only natural numbers are considered. The algorithms using real
numbers fit more naturally to the problem domain, but yield an approximate solution,
due to the rounding errors in floating point arithmetic. We derive an upper bound
on the difference between the computed ratio values and the optimal ratio values.
In contrast, the algorithms for natural numbers provide an exact answer. All the
developed algorithms are evaluated on an extensive test set, which includes synthetic
game graphs and game graphs that are used for throughput optimization in variants
of the Twilight system, described in Section 5.2.
In the remainder of this chapter, Section 6.2 describes the problems that we solve
for a given ratio game. Then, the algorithms are described. Section 6.3 introduces
the reduction to mean-payoff games, Section 6.4 the reduction to energy games,
and Section 6.5 the policy iteration algorithm. The algorithms are compared by
experimental evaluation described in Section 6.6. The experiments show that the
policy-iteration algorithm has the best average performance. The same observations
were made in the related field of parity games. These games can also be solved by
policy-iteration algorithms, which perform better than value-iteration algorithms in
practice [44,98]. Despite having better complexity bounds, value-iteration algorithms
often display the worst-case complexity on practical examples [98]. Section 6.7
concludes this chapter with a brief summary. The complexity bounds of all algorithms
that are evaluated are given in Appendix A. The pseudo code of these algorithms is
given in Appendix B.
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W

Problem

N

Value
Strategy

R≥0

Value
Strategy

N

Value
Strategy
Value
Strategy

R≥0
Policy Iteration (PI)

N
R≥0

Value
Strategy
Value
Strategy

O(|V |3 ·W 2 ·| E|·log(|V |·W ))
O(|V |4 ·W 2 ·log(||VE|| )·| E|·log(|V |·W ))
O(|V |2 ·W 2 ·| E|·ρ−1 )
O(|V |3 ·W 2 ·log(||VE|| )·| E|·ρ−1 )

O((log(|V |) + log(W ))·|V |2 ·W 2 ·| E|)
O((log(|V |) + log(W ) + log(ρ))·|V |2 ·W 2 ·| E|)
O((log(|V |) + log(W ) + log(ρ))·|V |2 ·W 2 ·| E|)
O((log(|V |) + log(W ) + log(ρ))·|V |2 ·W 2 ·| E|)
O(|V |10 ·| E|· W 3 )
O(|V |9 ·| E|· W 3 ·ρ−2 )
O(|V |10 ·| E|· W 3 )
O(|V |9 ·| E|· W 3 ·ρ−2 )

Table 6.1: Complexities of the algorithms described. “Value” stands for the value problem,
and “Strategy” for the optimal strategy synthesis problem. Derivations of the complexities
are given in Section A. For real-weighted graphs (W = R≥0 ), a parameter ρ is used that
denotes the smallest difference when comparing ratios.

6.2

Problems in ratio games

In this chapter we consider the following two problems for a ratio game
(V, E, w1 , w2 , hV0 , V1 i):
1. Value Problem. For each vertex v ∈ V, compute the optimal value Val(v).
2. Optimal Strategy Synthesis Problem. Given any vertex v ∈ V, construct an
optimal uniform strategy from v for both players.
The value problem can be used to find a ratio guarantee, by inspecting the
achievable ratio in each system state. This can be used to give a throughput guarantee.
The optimal strategy synthesis can be used to find a controller that achieves the
best possible ratio, for instance to guarantee throughput-optimality under external
influences. We also define the decision problem, which is used in some approach as
an ingredient to solve the value problem:
3. Value Decision Problem. Given threshold q ∈ Q, for each vertex v ∈ V, decide if
Val(v) ≥ q.
In the next sections, we describe algorithms to solve the problems defined.
Complexities of these algorithms are given in Table 6.1. Proofs for the complexity
values can be found in Section A.
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Reduction to mean-payoff games

The current state-of-the art method to solve ratio games is a reduction to multiple
mean-payoff games [20] (Fig. 6.1, ZP conversion), and uses the Zwick-Paterson
algorithm [124] to solve the mean-payoff games. The reduction is given only for
natural-valued weights. We extend the reduction to work also for real-valued weights.
The method consists of three ingredients; solving the value decision problem, solving
the value problem, and solving the optimal strategy synthesis problem.
Value decision problem An important ingredient in this approach is a decision
procedure on vertex values in ratio games. Given a positive ratio ba ∈ Q≥0 and a
vertex v ∈ V, this procedure compares Val(v) to ba . First, we create a mean-payoff
game ΓMPG = (V, E, w, hV0 , V1 i) with payoff function w(e) = b · w1 (e) − a · w2 (e) ∈
Z from ratio game Γ = (V, E, w1 , w2 , hV0 , V1 i). Let Val(v) be the value in ratio game
Γ, and ValMPG (v) be the value in ΓMPG (for a definition, see [23]). Now Val(v) ≥ ba iff
ValMPG (v) ≥ 0.
The crucial observation here is the following equivalence. Given a positive ratio
a
,
we
can compare this ratio to the cycle ratio of some cycle c = v0 . . . vn with n > 0,
b
and rewrite it to a decision on a mean-payoff value:
Σin=−01 w1 (vi , vi+1 )

Σin=−01 w2 (vi , vi+1 )

6

⇔
⇔

≥

a
b

bΣin=−01 w1 (vi , vi+1 ) − aΣin=−01 w2 (vi , vi+1 )
bΣin=−01 w2 (vi , vi+1 )

≥0

Σin=−01 (b · w1 (vi , vi+1 ) − a · w2 (vi , vi+1 ))
≥ 0.
n

Value problem Given this decision procedure, we can compute the optimal value
of each vertex. We compute Val(v) for each vertex v ∈ V by a binary search on the
set of possible outcomes. For natural-valued weights, we get an exact answer, and
for real-valued weights, we can obtain an approximation within some desired bound
ρ of the actual value.
Optimal strategy synthesis problem The optimal strategy synthesis problem can
be solved using the group testing technique [124], and the procedure that computes
the optimal value of each vertex. For each vertex, the algorithm iteratively eliminates
half of the outgoing edges and recomputes the value of the vertex. If the value stays
the same, the optimal strategy does not need to use any of the removed edges. Else,
one of the edges in the removed edges is an optimal edge. Either way, we can restrict
the attention to half of the outgoing edges. This procedure is repeated until an edge
corresponding to an optimal strategy is found.
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Reduction to energy games

There are more efficient algorithms to find optimal strategies in mean-payoff games,
than the group testing technique described in Section 6.3. Among the algorithms
with the lowest complexity bounds there is a reduction to energy games (Fig. 6.1, EG
conversion and Value-Iteration). We generalize this algorithm for ratio games (Fig. 6.1,
EG conversion), and also introduce the reduction for real-valued weights next to
natural-valued weights. The algorithm solves both the value problem and the optimal
strategy synthesis problem at the same time, which improves the performance
significantly compared to the method in Section 6.3. This algorithm has a lower
worst-case complexity bound than the policy iteration algorithm, but is slower on
average.
Before describing the algorithm, we first introduce energy games, which are used
to solve the decision problem. Similar to ratio games and mean-payoff games, energy
games also have optimal memoryless strategies [21].
Definition 6.1 (Energy game). An energy game (EG) is an infinite game played on a
game graph Γ = (V, E, w, hV0 , V1 i), with w : E → R, where the goal of Player 0 is to
construct an infinite play v0 v1 . . . ∈ V ω such that for some initial credit c ∈ R:
j

c + ∑ w(vi , vi+1 ) ≥ 0 for all j ≥ 0.

(6.1)

i =0

Given an initial credit c, play π = v0 v1 . . . is winning for Player 0 if it satisfies
Equation (6.1); otherwise it is winning for Player 1. A vertex v ∈ V is winning for
Player i, if there exists an initial credit c and a winning strategy for Player i from v
for credit c. Player 0 essentially needs to ensure that all cycles that can be formed by
Player 1 have nonnegative weight.
Energy games can be solved efficiently by finding an energy progress measure [23].
An energy progress measure is a function f : V → R such that for all (v, u) ∈ E:
f (v) ≥ f (u) − w(v, u). Value f (v) is a sufficient credit to ensure that all reachable
cycles from a given vertex in a graph are nonnegative. A special value > is used
to denote when the value f (v) for some v becomes larger than the absolute sum of
all negative-weighted edges. If f (v) 6= > on vertex v, then Player 0 has a winning
strategy from v, provided an initial credit f (v).
Decision problem The Value-Iteration algorithm [23] can be used to find an energy
progress measure, thereby solving the energy game. Although the description
assumes weights in Z, the algorithm can be adapted for weights in R. This algorithm
is used as an ingredient to solve mean-payoff games in [23]. The algorithm performs
a binary search on the set of possible outcomes of the game to find the value Val(v)
for each vertex v in the graph. This is done in terms of multiple resolutions to the
decision problem, to compare the value of a vertex with a given threshold.
Consider a threshold value ν ∈ Z, and assume n > 0. Then, we can use the
following observation to convert the decision problem for mean-payoff games to
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the decision problem for energy games [23]; given v ∈ V, decide if v is winning for
Player 0. The crux here is the following equivalence, assuming n > 0:
Σin=−01 w1 (vi , vi+1 )
≥ ν ⇔ Σin=−01 (w1 (vi , vi+1 ) − ν) ≥ 0.
n
We generalize this approach to ratio games, using a similar equivalence. Given
a ratio ba , we can compare this ratio to the cycle ratio of some cycle v0 , . . . , vn with
n > 0, and rewrite it to a decision on an energy game value:
Σin=−01 w1 (vi , vi+1 )
Σin=−01 w2 (vi , vi+1 )

≥

a
b

⇔

Σin=−01 (b · w1 (vi , vi+1 ) − a · w2 (vi , vi+1 )) ≥ 0.

Solving the energy game gives an energy progress measure f . For any v ∈ V, if
f (v) 6= >, Player 0 has a winning strategy from v in the energy game, and it follows
that Val(v) ≥ ba in the ratio game.

6

Value and optimal strategy synthesis problem The optimal strategy synthesis
problem for ratio games with natural-valued weights is solved by adapting
Algorithm 2 in [23]. The adapted algorithm is given in Algorithm B.3 in Section B.
This algorithm performs a binary search on the set of possible outcomes S =
{ ba | 0 ≤ a ≤ |V | · W, 0 < b ≤ |V | · W } ∪ {∞}, to find the value of each vertex
v ∈ V. Given an interval [l, r ], it first determines m = (l + r )/2, and considers the
two intervals [l, m] and [m, r ]. Since m may not be a value in S, we instead consider
intervals [l, a1 ] and [ a2 , r ], where a1 , a2 ∈ S. Value a1 ∈ S is the largest value in S
satisfying a1 ≤ m, and a2 ∈ S is the smallest value in S satisfying a2 ≥ m. Then,
we perform four reductions to decisions on energy games, to determine partition
(V<a1 , V≥a1 , V≤a2 , V>a2 ). This partition classifies the vertices by their payoff values
for Player 0. For instance, set V≥ a1 contains all vertices from which Player 0 secures a
payoff at least a1 in the game. In case v ∈ V≥ a1 ∩ V≤ a2 , we know that Val(v) = a1 = a2 .
The optimal strategy for vi ∈ Vi is given by σi (vi ) = v j , where v j is any outgoing
successor vertex consistent with the progress measure. In the recursive steps, we
consider the smaller subgraphs G< a1 = (V< a1 , E  V< a1 ) and G> a2 = (V> a2 , E  V> a2 ),
where E  U = E ∩ (U × U ), the restriction of E to U.
When w1 , w2 ∈ R, we perform a binary search in S using a parameter ρ that
specifies the smallest difference when comparing ratios. At each step, we split a
given interval [l, r ) into two intervals [l, m) and [m, r ), with m = (l + r )/2. Given
m, we perform a reduction to a decision on an energy game, to find vertex partition
(V<m , V≥m ) on all vertices in V, where v ∈ V<m if Val(v) < m, and v ∈ V≥m if
Val(v) ≥ m. Then, we only consider the subgraphs G<m and G≥m . If the width of
interval [l, r ) is smaller than ρ, we can set the value Val(v) = (l + r )/2 for each vertex
v in the subgraph, and determine an optimal strategy.
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Policy iteration

Dhingra and Gaubert [39] introduce a policy-iteration algorithm to compute optimal
strategies for both players in mean-payoff games. The algorithm iteratively improves
the strategies of both players, until both strategies become optimal. An improved
algorithm is given by Chaloupka [28] for natural-valued weights, which we adapt to
solve ratio games. We also extend the algorithm to work with real-valued weights.
For natural-valued weights, given vertex v, we define the ratio value r (v) =
r (v) N /r (v) D , where the greatest common divisor of integers r (v) N and r (v) D is 1,
to refer to the numerator r (v) N and denominator r (v) D of the ratio value r (v). For
real-valued weights, we define r (v) D = 1, and use only the nominator to store the
ratio.
The policy-iteration algorithm for ratio games starts with arbitrary memoryless
strategies σ0 ∈ Σ0M and σ1 ∈ Σ1M for players 0 and 1 respectively. Given current
strategy σ0 , Player 1 finds an optimal strategy σ10 to be played against σ0 , using
multiple strategy improvement iterations if needed. Then, Player 0 can make a single
iteration to improve its strategy to σ00 , after which it is the turn of Player 1 again. The
convergence proof of the algorithm requires Player 1 to compute its optimal answer,
which makes the policy-iteration algorithm asymmetric [35, 39].
Evaluation and Value Propagation In each iteration, the strategy is first evaluated
and then improved. Given current strategies σ0 and σ1 , we obtain graph Gσ0 ∪σ1 ,
where each vertex has one outgoing edge, chosen by the strategies. Each vertex in
this graph has a unique path to a unique cycle. In each such cycle, one vertex is
picked as a selected vertex.
Evaluation produces two vectors of size |V |; distance vector d and ratio vector r,
where d ∈ N N and r ∈ QV for natural-valued weights, and d ∈ RV and r ∈ RV for
real-valued weights. Given vertex v ∈ V, r (v) is the cycle ratio of the unique cycle
reached from v in Gσ0 ∪σ1 , and d(v) is the distance of v to the cycle. This distance is
computed as the weight of the unique simple path from v to a selected vertex on
the cycle, where each edge has a weight according to the following weight function
w0 : w0 (v, u) = r (u) D · w1 (v, u) − r (u) N · w2 (v, u). Recall that for real-valued weights
r (u) D = 1, and r (u) N is used to store the ratio value. The distance vector is used
to select between alternatives with identical ratios. After computing d and r, the
strategy is improved, which is described next.
Strategy Improvement Player 0 Player 0 improves strategy σ0 , so that for each
vertex v ∈ V, the unique cycle reachable from v in Gσ0 ∪σ1 has the maximum ratio
among all cycles reachable from v in Gσ1 . Moreover, among cycles with identical
cycle ratios, the one with the shortest distance to the cycle is selected. To improve
the strategy, given a vertex v ∈ V0 , each edge (v, u) ∈ E is checked to see whether it
satisfies the strategy improvement condition of Player 0:
r (v) < r (u)

∨

(r (v) = r (u) ∧ d(v) < d(u) + w0 (v, u)).
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(a) Initial strategies.
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(b) Player 1 updates strategy:
σ1 (v1 ) ← v3 and σ1 (v2 ) ← v3 .

(c) Player 0 updates strategy:
σ0 (v2 ) ← v0 .

Figure 6.2: Illustration of the policy-iteration algorithm. Each node is annotated with
distance d and ratio r using (d, r ). Fig. 6.2c shows the optimal strategies.
· ∑e
δ1 = ρ
p1
p2
δ2 = ρ
·∑

∈p1

v0

w 2 (e)

v1

ratio r1

|r1 − r2 | ≤ ρ

e∈ p

2

w2 (e)

v2

ratio r2

Figure 6.3: The relative error ρ in the precision of the ratio values leads to a distance
approximation error of δ1 for path p1 and δ2 for path p2 . The distances are therefore compared
using a total relative error margin of 2 · max(δ1 , δ2 ).

6
If yes, then σ0 (v) is set to u. If multiple edges satisfy the condition, one with the
highest r (u)-value is selected, that improves the strategy the most. Then, the values
of r and d are updated and Player 1 may improve her strategy.
Strategy Improvement Player 1 Given vertex v ∈ V1 , each edge (v, u) ∈ E is
checked to see whether it satisfies the strategy improvement condition of Player 1:
r (v) > r (u)

∨

(r (v) = r (u) ∧ d(v) > d(u) + w0 (v, u)).

The strategy improvement technique of Player 1 is similar to the improvement
technique of Player 0, but is repeated until there is no more improvement in the given
round. If strategy σ1 is improved, the algorithm lets Player 0 improve his strategy
σ0 again for one iteration. This process is repeated until both players cannot update
their strategies. In that case strategies σ0 and σ1 are optimal, and r (v) = Val(v) for
each v ∈ V. An illustration of the policy-iteration algorithm is given in Fig. 6.2.
Implementation The pseudo code of the policy-iteration algorithm is given in
Algorithm B.5. Some care needs to be taken in the implementation for real-valued
weights, to ensure convergence and termination of the policy-iteration algorithm.
In the implementation of this algorithm, ratio values are stored as floating-point
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numbers. The precision of these values is determined by machine precision µ,
which gives an upper bound on the relative error due to rounding in floating point
arithmetic. We use a parameter ρ > µ, that specifies the upper bound on the relative
error when comparing ratios. If the ratios are within this bound, we consider them
equal.
In the distance calculation, we assume that the ratio is accurate up to a relative
error bound of ρ. In the w0 computation, this floating-point ratio is multiplied with
the w2 weights of the edges on the path. Since r (v) D = 1 for the real-valued weights,
this multiplication is the only source of errors in the w0 computation. We introduce a
variable δ that keeps track of the error in the distance approximation, illustrated in
Fig. 6.3. When comparing the distance values of two paths p1 and p2 , we take into
account the error margin of both distance values, δ1 and δ2 , and compare distances
considering them equal when the difference does not exceed 2 · max(δ1 , δ2 ).
Each iteration of the algorithm guarantees that we improve the strategy of both
players. Upon termination of the algorithm, we know that the approximation is
stable, and the difference between the computed ratio values and the optimal ratio
values is bounded by ε = 2ρ ·|V | · max (w2 )/mcm(w2 ) + ρ ·|V |, where max (w2 ) is
the maximal w2 weight in the graph, and mcm(w2 ) is the minimum w2 cycle mean in
the graph. In practice, first a check needs to be done to ensure that mcm(w2 ) > 0.
Theorem 6.1. If a player does not update its strategy (i.e., the improvement condition does
not apply to any vertex) then the strategy is ε-optimal against the standing strategy of the
opponent, where ε = 2ρ ·|V | · max (w2 )/mcm(w2 ) + ρ ·|V |, where max (w2 ) is the maximal
p
w2 weight in the graph, and mcm(w2 ) = min{(1/p) · ∑i=1 w2 (ei ) | c = (e1 , . . . , e p ) is a
cycle in the graph}, is the minimum w2 cycle mean in the graph.
Proof. We need to prove that if the current strategy of the player is not ε-optimal,
then there is some vertex for which the improvement condition holds.
Assume that the strategy is not ε-optimal. Assume w.l.o.g. that the player is
maximizing the cycle ratio (Player 0). Then there is a vertex u, such that the current
strategy leads to a cycle with ratio r, while there is a reachable cycle, say c, with a
ratio r 0 such that r 0 − r > ε.
Assume (towards a contradiction) that the improvement condition does not hold in
any vertex of the player. Then along any path in GσΓ1 (the game graph containing for
the adversary only the edges corresponding to the standing adversary strategy), the
ratios r (v) are ρ-non-increasing (values cannot increase by more than ρ) (otherwise
the improvement condition would hold for the source vertex of such an edge).
In particular, this implies that on any cycle in GσΓ1 , all ratios of adjacent vertices
are ρ-equal. For any vertex v reachable from the original vertex u, we know that
r (v) ≤ r + ρ ·|V | < r 0 − ε + ρ ·|V |. In particular we know that this holds for all
vertices on cycle c. (Note that given the definition of epsilon, this is strictly smaller
than r 0 .)
Now consider all edges on the cycle c, going backward, and starting from some
vertex v(0), in which the standing strategy decides to deviate from cycle c (clearly
there must be such a node, otherwise the ratio r (v) would be equal to r 0 and r (v) < r 0 ).
We will use v(k) to denote vertex number k in this cycle, counting backward, r (k) the

6

98

Chapter 6. Ratio games

current ratio of vertex v(k), d(k ) the current distance of vertex v(k ) and wi (k + 1, k)
the weight i of the edge from v(k + 1) to v(k ). We denote by δk the error margin used
to compare the distance value of v(k), given the path towards the selected node in the
current strategy. Since the maximum length of such a path is |V | − 1, we can bound
δk by δk ≤ δ = ρ ·|V | · max (w2 ). If the edge we follow along the cycle is compliant
with the current strategy, then d(k + 1) = d(k) + w0 (k + 1, k) = d(k) + w1 (k + 1, k) −
r (k)w2 (k + 1, k). If the edge is not in the strategy, then, since the improvement
condition does not hold: d(k + 1) ≥ d(k ) + w1 (k + 1, k ) − r (k)w2 (k + 1, k) − 2δ.
Following along the cycle c, assumed to be of length n, we reach the conclusion that
d ( n − 1) ≥ d (0) +

n −2

n −2

k =0

k =0

∑ w1 (k + 1, k) − ∑ r(k) · w2 (k + 1, k) − (n − 1) · 2δ.

Note that the sums range from k = 0 to k = n − 2, i.e., the whole cycle except for
the last edge from v(0) to v(n − 1). We can now check the improvement condition
on the edge from v(0) to v(n − 1). The improvement condition holds only if:
d(0) < d(n − 1) + w1 (0, n − 1) − r (n − 1)w2 (0, n − 1) − 2δ.

Hence, only if,
d(n − 1) > d(0) − w1 (0, n − 1) + r (n − 1)w2 (0, n − 1) + 2δ.

We know that the real cycle ratio of c is r 0 > r (k) + ε − ρ ·|V | for all k. Therefore:
∑ e ∈ c w1 ( e )
> r (k) + ε − ρ ·|V | for all k, and
∑ e ∈ c w2 ( e )
∑ w1 (e) > ∑ (r(src(e)) + ε − ρ ·|V |) · w2 (e),

6

e∈c

e∈c

where src(e) is the source vertex of edge e. Thus:
d ( n − 1) ≥ d (0) +

= d (0) +

n −2

n −2

k =0

k =0

∑ w1 (k + 1, k) − ∑ r(k) · w2 (k + 1, k) − (n − 1) · 2δ
∑ w1 (e) − w1 (0, n − 1)

e∈c

−

!

∑ r(src(e)) · w2 (e) − r(n − 1) · w2 (0, n − 1)

e∈c

> d (0) +

− (n − 1) · 2δ

∑ (r(src(e)) + ε − ρ|V |) · w2 (e) − w1 (0, n − 1)

e∈c

−

!

∑ r(src(e)) · w2 (e) − r(n − 1) · w2 (0, n − 1)

e∈c

= d(0) − w1 (0, n − 1) + r (n − 1) · w2 (0, n − 1)
+ (ε − ρ ·|V |) · ∑ w2 (e) − (n − 1) · 2δ.
e∈c

!

!

− (n − 1) · 2δ

6.6. Experimental evaluation

99

In order to arrive at the required contradiction, we also need to show that (ε − ρ ·
|V |) · ∑e∈c w2 (e) − (n − 1) · 2δ ≥ 2δ. Here, we use that ∑e∈c w2 (e) ≥ n · mcm(w2 ).

(ε − ρ ·|V |) · ∑ w2 (e) − (n − 1) · 2δ ≥ 2δ
e∈c

(ε − ρ ·|V |) · ∑ w2 (e) ≥ n · 2δ
e∈c

ε − ρ ·|V | ≥ n · 2ρ ·|V | · max (w2 )/ ∑ w2 (e)
e∈c

ε ≥ 2ρ ·|V | · max (w2 )/mcm(w2 ) + ρ ·|V | ,
which follows from the definition of ε. So the improvement condition must hold for
node v(0). This is the required contradiction. We conclude that if the improvement
condition does not hold anywhere, then the strategy is ε-optimal.

6.6

Experimental evaluation

We evaluate the runtime performance of the three algorithms on various types
of graphs. All algorithms are implemented in Java, as closely as possible to the
original formulation. The game graphs are stored and manipulated (for example for
constructing subgraphs) using the freely available JGraphT graph library [84]. To
run the experiments, we used a computer with Linux with a 2.70GHz Intel i5-4310M
CPU processor, and we allocated 4GB of heap space to Java.
To test various classes of graphs, we used two synthetic graph generators and
a set of application graphs. The same synthetic graph generators are also used by
Chaloupka [28] to assess the performance of algorithms solving mean-payoff games.
Synthetic graphs To generate synthetic sparse graphs, we use the graph generator
SPRAND [31]. Given the number V of vertices and the edge ratio m > 1, SPRAND
generates a random graph of V vertices and at most V · m edges, where V − 1
edges make up a Hamiltonian cycle. Each edge e on the Hamiltonian cycle satisfies
w1 (e) = 1 and w2 (e) = 1 and the other edges have weights w1 and w2 picked
uniformly at random from the interval given by [1, W ], given a maximal weight W.
To test the algorithms, we use graphs with m = 4, denoted as SPRAND-4, which are
also used in [28]. The vertices are randomly distributed among the two players.
To generate more structured, dense graphs, we use the graph generator TOR [30].
This family consists of 2-dimensional grids with wrap-arounds, where each vertex is
connected by an edge to its top neighbor and an edge to its right neighbor. Weights
are chosen uniformly at random given a range [1, W ].
We vary the number of vertices between 0 and 100 to check the performance on
small graphs, where the weights are chosen in the interval [1, 10], so W = 10. We also
test larger graphs up to 50, 000 vertices with weights from [1, 50] to investigate the
scalability. For each test configuration, we generate 25 random graph instances. The
results show the average execution time of the algorithms over these 25 runs. The test
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Name

Graph complexity

TW1-Maintenance_UR
TW1-Calibration_Drill
TW1-Assignment_LU
TW1-Assignment_LUX

Runtime (in sec)

|V |

| E|

W

PI-N

EG-N,ZP-N

53,021
45,334
121,445
980,567

84,305
73,260
183,124
1,515,469

70
100
70
70

2.89
1.73
4.56
48.85

>3600
>3600
>3600
>3600

Table 6.2: Experimental results for the Twilight graphs.
set contains both natural-weighted graphs, and real-weighted graphs. The naturalweighted graphs can be solved by all algorithms, but the implementation using
floating-point numbers yields an approximate answer. To compare the results of the
numerical floating-point algorithms with the exact algorithms, we use ρ = 1/(|V |2 ).
This ρ is the smallest possible difference between two values of different vertices.
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Application graphs To test realistic application graphs, we created a number of
variants of the Twilight system as described in Section 3.2. An optimal controller
for this system maximizes throughput in terms of processed products over the total
executing time. We use the variants of the Twilight challenge described in Section 5.2.
In the description of the experimental results, we abbreviate the policy-iteration
algorithm as PI, the reduction to energy games as EG, and the Zwick-Paterson
algorithm as ZP. We use N and R to indicate the algorithm for natural-valued weights
and real-valued weights respectively. Fig. 6.4 shows the results for natural-weighted
synthetic graphs. Note that we can interpret natural-valued graphs also as realvalued graphs. Figs. 6.4a and 6.4c show that ZP is the least scalable on all input
games. Although the complexity bound of PI is worse than the bound of EG, in
practice, PI is much faster. It scales up to 50,000 vertices with a running time of a few
minutes, shown in Figs. 6.4b and 6.4d.
We also performed experiments on real-valued graphs, with ρ = 10−5 . Here
we found that ZP-R and EG-R are on average slower than their counterparts ZPN and EG-N, which can be seen in Fig. 6.5a and Fig. 6.5b. This is because of the
ρ-approximation, that causes a much deeper recursion depth. When working with
natural numbers, we know exactly when to stop, since the minimal distance between
two values is known.
PI does not use recursion to find ratio values within ρ, but rather updates the
strategies of both players till these strategies become optimal. For small ρ-values,
PI-R will make the same choices as PI-N when comparing ratios. This leads to a
similar runtime for different small ρ-values, shown in Fig. 6.4b. Therefore an ρ-value
close to the machine precision can be chosen, with no additional penalty on the
running time of PI, to obtain a more accurate approximation.
Table 6.2 shows the results for the Twilight examples, resembling realistic graphs.
EG and ZP were unable to deal with these graphs within an hour. PI can find optimal
strategies in all application graphs.
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Conclusions

We have introduced two new algorithms to find optimal strategies for ratio games.
The energy-game conversion algorithm uses a reduction to energy games, and the
policy-iteration algorithm directly operates on the ratio game. The current state-ofthe-art uses a reduction to mean-payoff games and the group testing technique to
find an optimal strategy.
All algorithms for ratio games we present can be used on both natural numbers
and real numbers. For natural numbers, the algorithms can find an exact solution,
but they are not always a realistic abstraction of the problem domain. Therefore, we
also designed algorithms that can deal with real numbers, which fits more closely to
domains where execution times and costs are typically real numbers. This extension
is also a new contribution to solve mean-payoff games with real-valued weights. We
carried out an experimental study to evaluate the algorithms on both synthetic graphs
and application graphs that relate to throughput optimization in manufacturing
systems. In all cases, the policy-iteration algorithm turned out to be the fastest solver,
outperforming the other two algorithms by several orders of magnitude.
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Figure 6.4: Experimental results of running the algorithms on natural-weighted synthetic
graphs.
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Figure 6.5: Experimental results on real-weighted synthetic graphs, where ρ = 10−5 .
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Partial-order reduction for controller
analysis and optimization

The previous chapters described various techniques for performance analysis and
optimization of supervisory controllers. One of the main challenges in the synthesis,
analysis, and optimization of supervisory controllers is the impact of state-space
explosion. Partial-order reduction is a well-established technique that tries to
alleviate this issue [88, 89]. The idea is to exploit redundancy in the composition
with respect to functional aspects (controllability and nonblockingness) and timing
aspects (throughput and latency) to obtain a reduced composition of the plant and
requirement automata, while preserving the properties of interest. Synthesis, analysis
and optimization of the controller can then be performed on smaller models, helping
in scalability.

7.1

Approach

Fig. 7.1 shows the proposed partial-order reduction approach. The approach
described in this chapter is based on the work previously published in [113], [112]
and [111]. As described in Chapter 3, the system is modeled using a composition
of plant and requirement automata. For the techniques described in this chapter,
it is convenient to treat all automata in the same way. Therefore, we transform
all requirements into plant automata using a plantify transformation [45]. This
transformation can be applied without affecting the result after synthesis. Therefore,
the considered input model P consists of a composition P1 , . . . , Pk of plant automata.
Synthesis can be applied to this model to obtain a supervisor Asup . In our setting,
105
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P = P1 k · · · k P k
POR
P0
synthesis
0
≈ f ,p
Asup

Asup

0
Ssup

Ssup

≈p

synthesis

Figure 7.1: Partial-order reduction approach.
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we assume that this supervisor is a subautomaton of the plant. Using partial-order
reduction (POR), a reduced plant P 0 is computed on which synthesis can be applied
to obtain a reduced supervisor A0sup . POR essentially preserves only one behavior
(string) among any set of equivalent behaviors under some well-defined notion of
equivalence. The conditions on the reduction guarantee that A0sup is both functionally
and performance-wise equivalent to Asup , denoted A0sup ≈ f ,p Asup . Considering
the functional aspects, this ensures that A0sup is nonblocking iff Asup is nonblocking,
A0sup is controllable with respect to P iff Asup is controllable with respect to P , and
A0sup is least-restrictive to Asup under an adapted notion of least-restrictiveness that
considers redundancy. The equivalence also guarantees that the performance aspects
(throughput and latency) are preserved in the corresponding state spaces Ssup and
Ssup0 , which is denoted by Ssup ≈ p Ssup0 . Note that least-restrictiveness in the setting
of partial-order reduction needs to take the independence relation into account,
since only representatives of equivalent strings are preserved by the reduction. By
adding additional conditions to the equivalence relation, other aspects of interest
can be preserved. For example, one can add conditions to the reduction to preserve
temporal properties formulated in logics like LTL\ (next-time-free Linear-time
Temporal Logic) [72] and CTL∗\ (next-time-free Computation Tree Logic) [32].
The remainder of this chapter is structured as follows. To formalize the required
equivalence conditions and independence relation, we start with a bottom-up
approach at the (max,+) state space level. Section 7.2 describes the conditions on this
level to preserve performance aspects. Section 7.3 lifts the conditions for preserving
performance aspects to the level of the (max,+) automaton, and adds conditions to
also preserve functional aspects. Section 7.4 then introduces an on-the-fly reduction
that uses local conditions to compute a reduced composition automaton directly
from a network of (max,+) automata. The reduced state space can be computed
from the reduced composition automaton. The experimental evaluation described
in Section 7.5 shows the effectiveness of the reduction technique. Related work is
described in Section 7.6 and conclusions are given in Section 7.7.
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Figure 7.2: Normalized (max,+) state space of the (max,+) automaton shown in Fig. 3.7b.
The reduced state space is shown with thick transitions. Transitions are annotated with the
corresponding activity and w2 value. Activity C has reward 1, and activities A, B, and D
have reward 0.

7.2

Partial-order reduction on a normalized (max,+)
state space

Performance analysis of the supervisory controller is performed on the corresponding
normalized (max,+) state space. In this section, we consider the conditions that are
needed on a reduction function to preserve throughput and latency properties.
As a running example, we use the same (max,+) state space as in Section 4.1,
shown in Fig 7.2. This statespace is obtained from the (max,+) automaton shown in
Fig. 3.7b. The reduced (max,+) state space that is obtained after reduction should be
performance-equivalent to the full (max,+) state space, defined as follows.
Definition 7.1 (State-space equivalence). Two normalized (max,+) state spaces S and
S 0 are performance-equivalent, denoted S ≈ p S 0 iff τmin (S) = τmin (S 0 ) and λmax (S) =
λmax (S 0 ).
In the state space, there can be redundancy with respect to multiple runs that
have the same ratio value. Part of this redundancy is caused by the interleaving
of ratio-independent activities that have no mutual influence. The first property is
the classical notion of independence: in every configuration where A and B are
both enabled, the execution of one activity cannot disable the other activity, and the
resulting configuration after executing both activities in any order is the same. The
second property requires that the sum of the weights w1 and w2 of the corresponding
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transitions of A and B is the same. This ensures that both paths have the same
impact on the ratio value. The third property requires that activities A and B do not
share resources. As an example, consider the initial configuration of the state space
shown in Fig. 7.2. One can verify that in this configuration, activities A and C are
ratio-independent. Activities A and B however are ratio dependent, since they share
resources.
Definition 7.2 (Ratio independent). Let S = hC, ĉ, Act, ∆, M, w1 , w2 i be a (max,+) state
space, c ∈ C be a configuration, and A, B ∈ enabled(c) be activities enabled in c. Activities
A and B are ratio independent in c iff they satisfy the following conditions:
1. if A, B ∈ enabled(c), then B ∈ enabled( A(c)),
A ∈ enabled( B(c)), and AB(c) = BA(c);
2. wi (c, A, A(c)) + wi ( A(c), B, AB(c)) =
wi (c, B, B(c)) + wi ( B(c), A, BA(c)) for i ∈ {1, 2};

3. R( A) ∩ R( B) = ∅.

Two activities are ratio dependent iff they are not ratio independent.
We reduce the size of the state space by removing redundant interleaving of
ratio-independent activities that lead to multiple equivalent runs with the same ratio
value. To formalize this equivalence, we first define the equivalence of run prefixes.
Two run prefixes are equivalent iff their corresponding activity sequences can be
obtained from each other by repeatedly commuting adjacent ratio-independent
activities. Given prefix ρ[..m] = c0 A1 . . . Am cm of some run ρ, let ρm denote the
activity sequence A1 . . . Am .

7

Definition 7.3 (Equivalence of run prefixes). Let S = hC, ĉ, Act, ∆, M, w1 , w2 i be a
(max,+) state space. Strings σ, τ ∈ Act∗ are equivalent [76] in a configuration c, denoted
σ ≡c τ, iff there exists a list of strings υ0 , υ1 , . . . υn , where υ0 = σ, υn = τ, and for each
0 ≤ i < n, υi = ῡABυ̂ and υi+1 = ῡBAυ̂ for some ῡ, υ̂ ∈ Act∗ and activities A, B ∈ Act
such that A and B are ratio-independent in ῡ(c).
Definition 7.4. Prefixes ρ[..m] and σ [..m] of runs ρ and σ starting in configuration c are
equivalent, denoted ρ[..m] ≡c σ[..m], iff ρm ≡c σm as defined in Def. 7.3.
Throughput is defined as a limit on prefix ratios of infinite runs. To define
equivalence of runs in terms of throughput, we need to consider run prefixes with a
bounded difference in the number of activities following those prefixes.
Definition 7.5 (Equivalence of runs). Let ρ and σ be two runs in S =
hC, ĉ, Act, ∆, M, w1 , w2 i. We define ρ  σ iff there exists a d ∈ N such that for all
n ≥ 0 it holds that ρ dn σ. We define ρ dn σ iff there exists some k ≥ n, run prefixes ρ[..k]
and ρ̂[..k ] with ρ̂k ≡ĉ ρk such that ρ̂k = σn · τ for some τ, and k − n ≤ d. Runs ρ and σ are
equivalent, denoted ρ ≡ σ, iff ρ  σ and σ  ρ.

Two finite runs ρ and σ are equivalent if ρ dn σ for 0 ≤ n ≤ ρ and σ dn ρ for
0 ≤ n ≤ |σ |, where d = max (|σ | ,|τ |).
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Figure 7.3: Illustration of Def. 7.5.
Example 7.1. Consider run ρ with activity sequence ( ABCD )ω in the full state space. We
want to construct an equivalent run σ in the reduced state space, i.e., a run that satisfies
ρ dn σ for all n ≥ 0 and some d ≥ 0. Consider the case for n = 2, shown in Fig. 7.3a. Then,
we need to match two (n) activities of ρ to the first two activities of σ in the reduced space.
The prefix consisting of the first two activities of ρ, AB, is not a valid run fragment after
reduction. In the reduced space the independent activity C must be performed first. Run ρ̂,
equivalent to ρ and identical to σ for n = 2 activities can be constructed by moving C to the
front. ρ and σ must be such that this can be done for any n ≥ 0. The general case is shown
in Fig. 7.3b. Moreover, it is crucial for the preservation of throughput that the length k that
one needs to consider in ρ to find the first n activities of σ exceeds n by maximally a finite
number d, independent of n.
The following two theorems show that equivalent runs with the same ratio value
indeed have the same throughput and latency values.
Theorem 7.1 (Equivalent runs have the same throughput). Let ρ and σ be runs. If
ρ ≡ σ, then Ratio(ρ) = Ratio(σ ).

dn

Proof. Since ρ ≡ σ, by Def. 7.5, we have ρ
σ for n ≥ 0. This means that there
exists a k ≥ n, and run ρ̂ such that ρ̂k = σn · τ for some τ, and k − n ≤ d.
The maximum difference between wi (ρn ) and wi (σn ) for i ∈ {1, 2} and any n ≥ 0
is bounded by the maximum total wi sum of suffix τ, whose length is bounded by d.
Let k i denote the maximum total wi sum of τ, i.e. the maximum total wi sum over all
simple cycles in the graph:
wi (ρn ) ≤ wi (σn ) ≤ wi (ρn ) + k i for some k i ≥ 0.
Since lim supn→∞ wi (ρn ) = ∞ for i ∈ {1, 2}, the constant k i can be ignored, and
we obtain the following result:
Ratio(ρ) = lim sup
n→∞

w1 ( ρ n )
w (σn )
= lim sup 1 n = Ratio(σ).
n
w2 ( ρ )
n → ∞ w2 ( σ )
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Theorem 7.2 (Equivalent runs have the same latency). Let ρ, σ ∈ R(S). Let Asrc and
Asnk be any source-sink pair, and let r be the resource for which we want to calculate the
start-to-start latency. If ρ ≡ σ, then λmax (ρ, Asrc , Asnk , r ) = λmax (σ, Asrc , Asnk , r ).
Proof. Consider any source-sink pair instance k in run ρ with latency λk (ρ) =
λ(ρ, i, j, r ) = [γ̄j ]r − [γ̄i ]r for some 0 ≤ i < j. Furthermore, let λk (σ) = λ(σ, m, n, r )
for some 0 ≤ m < n. The order of Asrc and Asnk activities in σ is the same as in run ρ,
since R( Asrc ) ∩ R( Asnk ) 6= ∅ and activities Asrc and Asnk are ratio-dependent in any
configuration. The corresponding run fragments ρ[i, j] and σ [m, n] start with the k-th
occurrence of Asrc and end with the k-th occurrence of Asnk .
Let l = max ( j, n). Since ρ ≡ σ, also ρ dl σ for some d ∈ N and there exists some
ρ̂ and k ≥ l such that ρk ≡ ρ̂k = σl · τ for some τ. Prefix ρ̂k is obtained from ρ by
repeatedly commuting ratio-independent activities. We need to show that each such
swap has no influence on the latency of source-sink pair instance k. Let A, B be any
pair of such activities, ratio-independent in some configuration cs .
First, consider the case where both A and B are different from Asrc and Asnk . Let
γ̄j be the resource vector of interest. Assume that s ≤ j, since for s > j, obviously the
swap has no impact on the value. Since A, B are ratio-independent, their matrices
commute, and therefore the value of γ̄j remains the same:
j
O

M ( Ak ) ⊗ 0

j
O

M ( Ak )⊗ M ( As+1 )⊗ M ( As ) ⊗

k = s +2

s −1
O

M ( Ak ) ⊗ 0

j
O

M ( Ak )⊗ M ( As )⊗ M ( As+1 ) ⊗

s −1
O

M( Ak ) ⊗ 0.

γ̄j =

k =1

=

=
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k = s +2

k =1

k =1

Now assume a swap of activities Asrc and B, ratio-independent in configuration
ρ
cs . Assume that Asrc = As+1 in run ρ, and B = Aσs+1 in run σ. We need to show that
[γ̄s ]r = [γsσ¯+1 ]r , where γsσ¯+1 is the resource vector after executing B from configuration
cs . Since Asrc and B are ratio-independent, resource r is not used by B. This means
that the resource availability time before and after executing B stays the same for
resource r. This implies that [γ̄s ]r = [γsσ¯+1 ]r . A similar reasoning can be used for the
case where Asnk and B are swapped, and when B is executed first in run ρ instead of
in run σ. Since the resource availability vectors corresponding to the start of the k-th
occurrences of Asrc and Asnk are the same, we conclude that λk (ρ) = λk (σ ) for any
k ≥ 0. It follows that λmax (ρ, Asrc , Asnk , r ) = λmax (σ, Asrc , Asnk , r ).
To reduce the (max,+) state space, we introduce a reduction function and state
the conditions that should be imposed on this reduction to ensure that for each run
in the full (max,+) state space there exists an equivalent run in the reduced (max,+)
state space. We refer to these conditions as ample conditions and call a reduction that
satisfies the ample conditions an ample reduction.

7.2. Partial-order reduction on a normalized (max,+) state space
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Definition 7.6 (State space reduction function). A reduction function reduce for a
(max,+) state space S = hC, ĉ, Act, ∆, M, w1 , w2 i is a mapping from C to 2Act such that
reduce(c) ⊆ enabled(c) for each configuration c ∈ C. We define the reduction of S induced
by reduce as the smallest (max,+) state space S 0 = hC 0 , ĉ0 , Act0 , ∆0 , M0 , w10 , w20 i that satisfies
the following conditions:
• C 0 ⊆ C, ĉ0 = ĉ, Act0 = Act, ∆0 ⊆ ∆, M0 = M;
• for every c ∈ C 0 and A ∈ reduce(c), (c, A, A(c)) ∈ ∆0 ,
w10 (c, A, A(c)) = w1 (c, A, A(c)), and w20 (c, A, A(c)) = w2 (c, A, A(c)).
Definition 7.7 (Ample conditions state space). Let ample be a reduction function on a
(max,+) state space that satisfies the following conditions:
(R1) Non-emptyness condition: if enabled(c) 6= ∅, then ample(c) 6= ∅.
(R2) Ratio-dependency condition: For any configuration c0 ∈ C 0 and run
c0 A1 c1 A2 . . . Am cm with m ≥ 1 in S , if activity Am and some activity in ample(c0 )
are ratio dependent in c0 , then there is an index i with 1 ≤ i ≤ m with Ai ∈
ample(c0 ).
Condition (R1) ensures that the reduction does not introduce new deadlocks.
Condition (R2) implies that starting from some configuration ci , any activity in
ample(ci ) remains enabled as long as no activity in ample(ci ) has been executed. It
should be noted that in contrast to the ample conditions of Peled [88], there is no
cycle condition needed in our setting. This condition is typically needed to ensure
that an independent activity that is enabled in every configuration on a cycle is not
postponed indefinitely from executing. Since we require that the (max,+) state space
is finite, on each cycle a complete resource-to-resource synchronization has been
achieved (see also Section 4.1). As a consequence, every resource is used by at least
one of the activities on the cycle. This means, by the third condition in Def. 7.2,
that any activity that is enabled in every configuration on the cycle will be ratio
dependent with at least one of the activities on the cycle. Therefore, condition (R2)
above implies that no additional cycle condition is needed.
To illustrate the ample conditions, consider again initial configuration c0 = hs1, 0i
in the state space shown in Fig. 7.2. One can verify that ample sets { A, B} and {C }
both satisfy conditions (R1) and (R2). Note that { B} is not a valid ample set, since in
the full state activity A is enabled, and A and B are ratio-independent in c0 .
Lemma 7.1 (adapted from [9, Lemma 8.15]). Let ρ[i, j] = ci Bi ci+1 . . . Bj c j be a run
fragment in S . If ample(ci ) satisfies condition (R2) and { Bi , . . . , Bj } ∩ ample(ci ) = ∅,
then all activities A ∈ ample(ci ) are ratio-independent of { Bi , . . . , Bj }. In addition, we have
A ∈ enabled(ck ) for i < k ≤ j.
As stated by the following theorem, an ample reduction ensures that for each run
in the (max,+) state space, we can find an equivalent run in the reduced (max,+) state
space.
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Theorem 7.3 (Equivalent runs). Let S = hC, ĉ, Act, ∆, M, w1 , w2 i be a finite normalized
(max,+) state space, and S 0 be the reduced (max,+) state space induced by ample function
ample. Then for each run ρ ∈ R(S), there exists a run σ ∈ R(S 0 ) with ρ ≡ σ.
Proof. Let ρ ∈ R(S) be some run in S . Now, we need to show that there exists an
equivalent run σ ∈ R(S 0 ) such that ρ  σ and σ  ρ.
First, we show that there exists a run σ ∈ R(S 0 ) such that ρ  σ. To this end, we
first define σn recursively as follows:
σ0 = ε
σn+1 = σn · A, where A ∈ ample(ρ[n]) is the first
such activity in ρ[n..].

We now prove that such an activity A can be found in ρ[n..] = cn B1 cn+1 B2 . . .,
with cn = ρ[Sn]. Let R0 ⊆ R denote the set of resources used by activities in ample(cn ),
i.e. R0 = A∈ample(cn ) R( A). Since the normalized (max,+) state space is finite,
eventually we always reach a cycle, and on this cycle there is at least one activity that
uses one of the resources in R0 that is also used by some activity A ∈ ample(cn ). Let
A = Bm be the first such activity.
F
Let σn for each n ≥ 0 be constructed using this procedure, and let σ = n≥0 σn .
|C |

We now prove that ρ n

σ for all n ≥ 0 by induction on n. As a base case,
|C |

consider n = 0. Then, obviously σ0 = ρ0 = ε satisfies ρ 0

σ. As induction

|C |
n

7

hypothesis assume that ρ
σ. This means that there exists a k ≥ n, and ρ̂k ≡ ρk
k
n
such that ρ̂ = σ · τ for some τ, and k − n ≤ |C |. In the construction, we find
some l ≥ n + 1, such that σn+1 = σn · A, τ 0 = B1 . . . Bm−1 and ρ̃l = σn+1 · τ 0 . By
Lemma 7.1, A = Bm ∈ ample(cn ), and Bm is ratio-independent with B1 . . . Bm−1 ,
which means that AB1 . . . Bm−1 ≡ B1 . . . Bm−1 A. The value of m (and subsequently
also the length of τ 0 ) is bounded by the maximum simple cycle length in the state
space, i.e. m ≤ |C |. Since σn ≡ ρ̂n and AB1 . . . Bm−1 ≡ B1 . . . Bm−1 A, we have that
|C |

ρ̃l ≡ ρl . By the principle of induction, ρ n σ for all n ≥ 0.
|C |
n

Since ρ
σ for all n ≥ 0, run σ satisfies ρ  σ. The fact that σ  ρ, follows from
the observation that each run σ ∈ R(S 0 ) is also a run in R(S). Therefore, we have
shown that for each run ρ ∈ R(S), there exists a run σ ∈ R(S0 ) such that ρ ≡ σ.
From Theorems 7.2 and 7.3, it immediately follows that an ample reduction
preserves throughput and latency aspects.
Corollary 7.1. Let S be a finite normalized (max,+) state space, and S 0 the reduced (max,+)
state space induced by an ample reduction according to Def. 7.7. Then τmin (S) = τmin (S 0 )
and λmax (S) = λmax (S 0 ), and therefore S ≈ p S 0 by Def. 7.1.
Remark 7.1. In the definition of ratio-independence, we check whether activities share
resources, rather than whether their matrices commute. The following counter-example shows
that checking the latter is not sufficient to guarantee the same performance properties in the
reduced state space.
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(b) τmin (S 0 ) = 3/2

Figure 7.4: Normalized (max,+) state space S and the reduction S 0 that is valid considering
an independence relation based on matrix commutation.
Consider two activities A and B, that both use the same resource, with matrices M A = [1]
and MB = [2]. Assume that the reward for both activities is 1. Let S be a normalized (max,+)
state space as shown in Fig. 7.4. Now say that we replace condition (3) in Def. 7.2 by
M A ⊗ MB = MB ⊗ M A . As a result, activities A and B are now ratio-independent, rather
than ratio-dependent in the configurations in S . State space S 0 shown in Fig. 7.4b is a valid
ample reduction of S under the adapted definition. However, the minimum throughput is not
preserved, since τmin (S) = 1 and τmin (S 0 ) = 3/2 because activity A can not happen any
more without at least one activity B occurring first.

7.3

Partial-order reduction on a (max,+) automaton

The previous section described the notion of ratio-independence and the conditions
that are needed to preserve latency and throughput aspects in the (max,+) state space.
In this section, we lift these conditions to the level of a (max,+) automaton, such
that we do not have to first compute the full state space. We now also consider the
properties of nonblockingness, controllability and least-restrictiveness.
To illustrate the reduction on (max,+) automaton level, we use the (max,+)
automaton P shown in Fig. 7.6e, with the activities that are shown in Fig. 7.5.
Activities E and U are new, and the other activities are the same as in Fig. 3.3.
Automaton P is the synchronous composition of plant models P1 k P2 k P3 k P4
shown in Fig. 7.6.
By applying partial-order reduction on P , we get a reduced plant P 0 . The
supervisor A0sup that is synthesized for this reduced model will typically not be
least-restrictive with respect to plant P . Therefore, we introduce a new notion of
reduced least-restrictiveness, that defines that at least one representative for each string
in the marked language of supervisor Asup is preserved in the reduced supervisor
A0sup . For now, we assume a generic equivalence relation on strings, based on an
independence relation I between activities in a given state. Activities A and B are
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Figure 7.5: Running example: activities A,B,C,D,E, and U.
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(e) Composition P = P1 k P2 k P3 k P4 .
The reduced composition P 0 is shown
with thick transitions.
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shown with thick transitions.

Figure 7.6: Running example: (max,+) automata P1 , P2 , P3 , and P4 , and the composition.
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independent in state s iff ( A, B) ∈ I (s). In this section, we introduce the notion
of resource-independence that lifts the ratio-independence notion of the previous
section to the level of a (max,+) automaton. Two strings are equivalent iff they can be
obtained from each other by repeatedly commuting adjacent independent activities.
Definition 7.8 (String equivalence). Let A = hS, ŝ, Sm , Act, reward, M, T i be a (max,+)
automaton. Strings σ, τ ∈ Act∗ are equivalent [76] in a state s, denoted σ ≡s τ, iff there
exists a list of strings υ0 , υ1 , . . . υn , where υ0 = σ, υn = τ, and for each 0 ≤ i < n,
υi = ῡABυ̂ and υi+1 = ῡBAυ̂ for some ῡ, υ̂ ∈ Act∗ and activities A, B ∈ Act such that
( A, B) ∈ I (ῡ(s)).
A subautomaton is reduced least-restrictive iff for each path to a marked state in
the full automaton we can find an equivalent path to the same marked state in the
subautomaton.
Definition
7.9
(Reduced
least-restrictiveness).
Let
A1
=
hS1 , ŝ1 , S1m , Act1 , reward1 , M1 , T1 i and A2 = hS2 , ŝ2 , S2m , Act2 , reward2 , M2 , T2 i be
two (max,+) automata such that A1  A2 . Automaton A1 is reduced least-restrictive with
σ0

respect to A2 iff for every path ŝ −
→∗A2 sm with sm ∈ S2m in A2 there exists a path ŝ −
→∗A1 sm
m
0
with sm ∈ S1 in A1 such that σ ≡ŝ σ .
σ

In our running example, plant P 0 is reduced least-restrictive with respect to P ,
since it preserves a representative path to the marked state s8 . The order of activities
A, B and C is not important to reach these states. This redundant interleaving can be
exploited by the partial-order reduction to obtain a smaller plant.
Using partial-order reduction, we find a reduced plant P 0 that preserves the
functional aspects with respect to the full plant P . Synthesis on this reduced plant
then yields a reduced supervisor A0sup , that should be functionally-equivalent to the
supervisor Asup for the full plant P , defined as follows.
Definition 7.10 (Functional equivalence). Let P be a plant and A0sup and Asup be
supervisors for P . We define A0sup . f Asup iff
1. if Asup is nonblocking then A0sup is nonblocking,
2. if Asup is controllable with respect to P then A0sup is controllable with respect to P ,
and
3. A0sup is reduced least-restrictive with respect to Asup .

We define A0sup ≈ f Asup iff A0sup . f Asup and Asup . f A0sup .
To reuse existing partial-order reduction techniques, we want to remove the need
to identify the marked states with special set Sm . Instead, we add a self-loop with a
special controllable activity ω to indicate marked states.
Definition 7.11 (ω-extension). Let A = hS, ŝ, Sm , Act, reward, M, T i be a (max,+)
m , Act , reward , M , T i be the ω-extension of A
automaton. Let Aω = hSω , ŝω , Sω
ω
ω
ω ω
ω
m }.
with ω ∈
/ ActA , Actω = ActA ∪ {ω } and Tω = TA ∪ {sm −
→ s m | s m ∈ SA
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We replace nonblockingness by the notion of ω-reachability, that uses the ω-selfloops instead of the marked state labeling.
Definition 7.12 (ω-reachable). Let A = hS, ŝ, Sm , Act, reward, M, T i be a (max,+)
automaton. A is ω-reachable if from each reachable state s ∈ S (i.e. ŝ −
→∗ s), there
σ ∗
exists a string σ that leads to a state sω (i.e. s −
→ sω ) where we can execute ω (i.e.
ω ∈ enabled(sω )).

Proposition 7.1 (ω-reachable iff nonblocking). Let A = hS, ŝ, Sm , Act, reward, M, T i
m , Act , reward , M , T i be the ωbe a (max,+) automaton. Let Aω = hSω , ŝω , Sω
ω
ω
ω ω
extension of A with ω ∈
/ ActA . Then A is nonblocking iff Aω is ω-reachable.
Proof. Straightforward, using the definitions of ω-reachability and nonblockingness.
The resource-independence relation is needed to preserve the performance
aspects in the reduction.
Definition 7.13 (Resource-independent activities). Given (max,+) automaton A =
hS, ŝ, Sm , Act, reward, M, T i and state s ∈ S, activities A, B ∈ enabled(s) are resource
independent in s iff they satisfy the following conditions:
• B ∈ enabled( A(s)) and A ∈ enabled( B(s));
• AB(s) = BA(s);
• R( A) ∩ R( B) = ∅;
Two activities are resource dependent, iff they are not resource independent.

7

As an example, consider state s1 in Fig. 7.6e. Activities A and B are resourcedependent in s1 since they both use resource r2 and are resource-independent with
activity C.
If two activities are resource independent in some state in the (max,+) automaton,
then they are also ratio independent in the corresponding configurations in the
underlying state space. When two activities are resource independent, it holds that
R( A) ∩ R( B) = ∅. In this case their corresponding (max,+) matrices commute,
which means that M A ⊗ MB = MB ⊗ M A . As a result, the resulting normalized
vector after multiplication is the same, and the sum of the weights w1 and w2 is
the same, independent of the execution order. We formalize the relation between
resource independence and ratio independence in a number of steps. First we show
that if for activities A and B it holds that R( A) ∩ R( B) = ∅, then their corresponding
(max,+) matrices commute.
Definition 7.14 (Commuting matrices). Two (max,+) matrices M A and MB are said to
commute iff M A ⊗ MB = MB ⊗ M A .
Lemma 7.2 (Resource independence implies commuting matrices). Let A and B be
activities with corresponding matrices M A and MB . If R( A) ∩ R( B) = ∅, then M A ⊗
MB = MB ⊗ M A .
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If the (max,+) matrices of two activities commute, then the resulting normalized
vector in the (max,+) state space is the same.
Lemma 7.3. Consider (max,+) matrices M A , MB and vector γ. If M A and MB commute,
then the resulting normalized vector after multiplication in the normalized (max,+) state
space is the same.
Proof.
norm( MB ⊗ norm( M A ⊗ γ))

= MB ⊗ ( M A ⊗ γ − k M A ⊗ γk) − MB ⊗ ( M A ⊗ γ − k M A ⊗ γk)
= MB ⊗ M A ⊗ γ − k M A ⊗ γ k − k MB ⊗ M A ⊗ γ k + k M A ⊗ γ k
= MB ⊗ M A ⊗ γ − k MB ⊗ M A ⊗ γ k
= {using M A ⊗ MB = MB ⊗ M A }
M A ⊗ MB ⊗ γ − k M A ⊗ MB ⊗ γ k
= { same steps in reverse direction }
norm( M A ⊗ norm( MB ⊗ γ)).
Given resource-independent activities, the sum of the weights for both w1 and w2
after execution are the same, independent of the execution order.
Lemma 7.4. Let c be a configuration and A, B be resource-independent activities. Then, the
sum of weights w1 and w2 of the paths after execution of both A and B starting from c is the
same, independent of the relative order of A and B.
Proof. For weight w1 : trivial. For weight w2 :
w2 (c, A, A(c)) + w2 ( A(c), B, AB(c))

= k M A ⊗ γ k + k MB ⊗ norm( M A ⊗ γ) k
= k M A ⊗ γ k + k MB ⊗ ( M A ⊗ γ − k M A ⊗ γ k) k
= {using M A ⊗ (γ − c) = M A ⊗ γ − c}
k M A ⊗ γ k + k MB ⊗ M A ⊗ γ − k M A ⊗ γ kk
= {using k γ − c k= k γ k − c}
k MB ⊗ M A ⊗ γ k
= k M A ⊗ MB ⊗ γ k
= { same steps in reverse direction }
w2 (c, B, B(c)) + w2 ( B(c), A, BA(c)).

Theorem 7.4 (Resource-(in)dependent implies ratio-(in)dependent). Let A =
hS, ŝ, Sm , Act, reward, M, T i be a (max,+) automaton and let s ∈ S be a state with activities
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A, B ∈ enabled(s). Consider any configuration c = hs, γi in the underlying normalized
(max,+) state space. If A and B are resource-(in)dependent in s, then they are ratio(in)dependent in c.
Proof. We consider the cases that A and B are resource-independent and resourcedependent in s.
For the first case, assume that A and B are resource independent in s. To prove
that A and B are ratio independent in c, we show that the three conditions stated
in Def. 7.2 hold. The first part of condition 1 follows directly by independence of A
and B. The second part requires a unique configuration c0 = hs0 , γ0 i after executing
A and B in arbitrary order. The fact that the same state s0 is reached follows from
the independence of A and B, and that the same resource availability vector γ0 is
reached follows from Lemma 7.3. Condition 2 requires that the sum of the weights
for both w1 and w2 is the same, independent of the execution order. This follows
from Lemma 7.4. Condition 3 requires that A and B have no resources in common,
which follows directly from the definition of resource independence.
For the second case, assume that A and B are resource dependent in s. This
means that one of the three conditions in Def. 7.2 is violated. First consider the case
that condition 1 is violated. Then B ∈
/ enabled( A(s)) or A ∈
/ enabled( B(s)). In any
configuration c = hs, γi for any vector γ it follows that also B ∈
/ enabled( A(c)) or
A∈
/ enabled( B(c)), meaning that A and B are ratio dependent in c. Now consider
the case that condition 2 is violated. Then AB(s) 6= BA(s), and therefore also
AB(c) 6= BA(c), by Def. 3.11, meaning that A and B are ratio dependent in c. Finally,
consider the case where condition 3 is violated, i.e. R( A) ∩ R( B) 6= ∅. Then by
condition 3 of Def. 7.2 it directly follows that A and B are ratio dependent in c.
A reduction function on a (max,+) automaton is defined in the following way.

7

Definition 7.15 ((max,+) automaton reduction function). A reduction function reduce
for a (max,+) automaton A = hS, ŝ, Sm , Act, reward, M, T i is a mapping from S to 2Act
such that reduce(s) ⊆ enabled(s) for each state s ∈ S. We define the reduction of A induced
0
by reduce as the smallest (max,+) automaton A0 = hS0 , ŝ0 , Sm , Act0 , reward0 , M0 , T 0 i that
satisfies the following conditions:
• S0 ⊆ S, ŝ0 = ŝ, Act0 = Act, T 0 ⊆ T;
• for every s ∈ S0 and A ∈ reduce(s), hs, A, A(s)i ∈ T 0 , reward0 ( A) = reward( A),
and M0 ( A) = M ( A).
To preserve functional and performance properties, we impose the following
ample conditions on a reduction function of a (max,+) automaton.
Definition 7.16 (Ample conditions (max,+) automaton). Let ample be a reduction
function on a (max,+) automaton that satisfies the following conditions:
(A1) Non-emptyness condition: if enabled(s) 6= ∅, then ample(s) 6= ∅.
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(b) Plant P2 with a reduction yielding P20 that
satisfies all conditions except condition (A5.2).

Figure 7.7: Examples why conditions (A5.1) and (A5.2) are needed.
(A2) Dependency condition: For any state s0 ∈ S0 and run s0 A1 s1 A2 . . . Am sm with
m ≥ 1 in A, if activity Am and some activity in ample(s0 ) are resource dependent in
s0 , then there is an index i with 1 ≤ i ≤ m with Ai ∈ ample(s0 );
(A3) Controllability condition: ample(s) ⊇ enabled(s) ∩ Actu ;
(A4) Nonblockingness condition: ample(s) ⊇ enabled(s) ∩ {ω };
(A5.1) Synthesis condition 1: If A ∈ ample(s) and enabled( A(s)) ∩ Actu 6= ∅ then
ample(s) = enabled(s);
(A5.2) Synthesis condition 2: For A, B ∈ enabled(s), if enabled( AB(s)) ∩ Actu 6= ∅,
then A ∈ ample(s) ⇔ B ∈ ample(s).
Condition (A1) ensures that the reduction does not introduce new deadlocks.
Condition (A2) implies that starting from some state s, any activity in ample(s)
remains enabled as long as no activity in ample(s) has been executed. Condition (A3)
ensures that all uncontrollable activities in the enabled set remain in the ample set to
avoid that they become disabled by the reduction. Condition (A4) ensures that in the
reduced automaton the marked states can still be identified. Note that ω behaves
like an uncontrollable activity, since it must remain in the ample set. We have chosen
it to be a controllable activity however, since we do not want ω to have an impact on
the synthesis conditions (A5.1) and (A5.2), and subsequently on the reductions that
can be achieved. Condition (A5.1) and (A5.2) ensure that if a path to a marked state
is present in the supervisor, then an equivalent path is also present in the reduced
supervisor.
Example 7.2. Consider state s1 in the (max,+) automaton shown in Fig. 7.6e. Activities A
and B are resource dependent in s1 and resource independent with activity C. Uncontrollable
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activity U is not enabled by activity A, B or C. Ample sets {C } and { A, B} both satisfy
conditions (A1) till (A5.2).
To illustrate the necessity of conditions (A5.1) and (A5.2), consider the plants
shown in Fig. 7.7. Fig. 7.7a shows plant P1 , where the reduction satisfies conditions
(A1) till (A4) and (A5.2). Condition (A5.1) is not satisfied, since uncontrollable activity
U is enabled after A, but ample(s1 ) 6= enabled(s1 ). Synthesis on P10 yields an empty
BA

supervisor, whereas synthesis on P1 yields a supervisor with path s −→ s4 to marked
state s4 . If condition (A5.1) is satisfied, both A and B are in the ample set of s1 , since
state s2 might become a blocking state, and the alternative path to s4 is preserved.
To illustrate the need for condition (A5.2) consider plant P2 shown in Fig. 7.7b.
Here, the reduction yielding P20 satisfies conditions (A1) till (A5.1), but not condition
(A5.2); activity U ∈ enabled( BC (s1 )), but only C is present in the reduction, and
not B. The result after synthesis on P2 is all transitions that are not in the ample
reduction, whereas synthesis on the reduced plant P20 yields an empty supervisor
since states s9 and s10 are not marked.
Ample conditions (A2), (A5.1) and (A5.2) ensure a stronger notion of dependence
between any two activities A, B ∈ enabled(s) then the resource-dependence, which
we refer to as uncontrollable-dependence. In this dependence we additionally
require that no uncontrollable activity is enabled in s, A(s), B(s), and AB(s). This
dependency relation is needed to preserve a representative of each path to a marked
state in supervisor Asup also in reduced supervisor A0sup . We use these conditions
rather than the stronger dependency relation, because the conditions can be checked
efficiently using local information as we will see in the next section. To check the
stronger dependency relation, we need to explore states s, A(s), B(s), and AB(s)
and compute the enabled set in each of these states to check whether there are
uncontrollable activities enabled.

7

Definition 7.17 (Uncontrollable-independent activities). Given (max,+) automaton
A = hS, ŝ, Sm , Act, reward, M, T i and state s ∈ S, activities A, B ∈ enabled(s) are
uncontrollable independent in s iff they satisfy the following conditions:
• B ∈ enabled( A(s)) and A ∈ enabled( B(s));
• AB(s) = BA(s);
• R( A) ∩ R( B) = ∅;
• enabled(s) = enabled( A(s)) ∩ Actu = enabled( B(s)) ∩ Actu =
enabled( AB(s)) ∩ Actu = ∅
Two activities are uncontrollable dependent, iff they are not uncontrollable independent.
The following lemma shows that conditions (A2), (A5.1), and (A5.2) guarantee
that each activity in the ample set is uncontrollable independent with all activities
outside the ample set.
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Lemma 7.5. Let ample(s) ⊆ enabled(s) be an ample set that satisfies conditions (A2),
(A5.1), and (A5.2). Then for activities A, B ∈ enabled(s) with A ∈
/ ample(s) and B ∈
ample(s), it holds that A and B are uncontrollable independent in s.
Proof. We show that enabled(s) = enabled( A(s)) ∩ Actu = enabled( B(s)) ∩ Actu =
enabled( AB(s)) ∩ Actu = ∅. The fact that A and B are independent can be shown
from condition (A2).
• enabled(s) = ∅ : Assume that there exist an uncontrollable activity U ∈
enabled(s) ∩ Actu . Since A ∈ enabled(s) \ ample(s), by condition (A2), U and
A must be independent in s, and therefore also U ∈ enabled( A(s)). Then, the
same reasoning applies as in the case that enabled( A(s)) ∩ Actu 6= ∅.
• enabled( B(s)) ∩ Actu = ∅ : Suppose towards a contradiction that
enabled( B(s)) ∩ Actu 6= ∅. Then by condition (A5.1), ample(s) = enabled(s),
contradicting that A ∈
/ ample(s).
• enabled( A(s)) ∩ Actu = ∅ : Assume that there exist an uncontrollable activity
U ∈ enabled( A(s)) ∩ Actu . Then we distinguish the cases where either U ∈
/
enabled( B(s)) or U ∈ enabled( B(s)).
In case U ∈
/ enabled( B(s)), activity B is dependent with U in s, and by condition
(A2) it follows that A ∈ ample(s), contradicting the assumption that A ∈
/
ample(s).
In case U ∈ enabled( B(s)), by condition (A5.1) it follows that ample(s) =
enabled(s) contradicting that A ∈
/ ample(s).
• enabled( AB(s)) ∩ Actu = ∅ : Suppose towards a contradiction that
enabled( AB(s)) ∩ Actu 6= ∅. Then according to condition (A5.2), activities
A and B must be either both in or not in the ample set. This contradicts the
assumption that A ∈
/ ample(s) and B ∈ ample(s).
Given reduction function ampleA on a (max,+) automaton A
=
hS, ŝ, Sm , Act, reward, M, T i, we define reduction function ampleS on the
corresponding (max,+) state space S = hC, ĉ, Act, ∆, M, w1 , w2 i in the following
way: for any c ∈ C with c = hs, γi and s ∈ S, define ampleS (c) = ampleA (s). The
following lemma proves that an ample reduction at (max,+) automaton level is also
an ample reduction at (max,+) state space level, thereby preserving the performance
aspects.
Lemma 7.6. Let A = hS, ŝ, Sm , Act, reward, M, T i be any (max,+) automaton with
corresponding state space S = hC, ĉ, Act, ∆, M, w1 , w2 i. Let ampleA be an ample reduction
on A that yields A0 with corresponding state space S 0 . Let ampleS be an corresponding
ample reduction on S that yields state space Ŝ , then Ŝ = S 0 .
Proof. To illustrate the approach, consider the following figure.
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A
S

ampleA

ampleS

A0
Ŝ = S 0

For each s ∈ S, it holds that enabledS 0 (s) = ampleA (s). For each configuration
c ∈ C with c = hs, γi we have enabledS 0 (c) = enabledA0 (s) by Def. 3.11. Also,
enabledS (c) = enabledA (s) by Def. 3.11, and enabledŜ (c) = ampleS (c) = ampleA (s)
by definition of ampleS . This implies that enabledŜ (c) = enabledS 0 (c) for each
configuration c ∈ C. Since the set of enabled activities is the same, the set of
ˆ =
configurations and transitions in both Ŝ and S 0 is also the same. Also Act0 = Act
0
0
0
Act, M = M̂ = M, and wi = ŵi = wi for i ∈ {1, 2}. This proves that Ŝ = S .
Lemma 7.7. If ample reduction ampleA on A satisfies conditions (A1) and (A2), then the
corresponding ample reduction ampleS on the corresponding state space S satisfies (R1) and
(R2).
Proof. Condition (R1) follows directly from (A1). By Lemma 7.4, if activities are
resource (in)dependent in s, then they are also ratio-(in)dependent in any c with
c = hs, γi. Combined with the definition of ampleS , (R2) now also follows from
(A2).
An ample reduction on a (max,+) automaton preserves the minimum throughput
and maximum latency values in the underlying state space.

7

Theorem 7.5 (Ample reduction on the (max,+) automaton yields an equivalent state
space). Let A be any (max,+) automaton with corresponding state space S . Let ample be an
ample reduction on A satisfying conditions (A1) and (A2) that yields A0 with corresponding
state space S 0 . Then S ≈ p S 0 .

Proof. Let ampleS be the corresponding ample reduction on S that yields state space
Ŝ . By Lemma 7.6, Ŝ = S 0 . Since ampleA satisfies conditions (A1) and (A2), by
Lemma 7.7, ampleS satisfies conditions (R1) and (R2). By Corollary 7.1, this implies
that τmin (S) = τmin (S 0 ) and λmax (S) = λmax (S 0 ). Therefore, if ampleA satisfies (A1)
and (A2), then the minimum throughput and maximum latency values are preserved
in the reduced state space S 0 , and by Def. 7.1, S ≈ p S 0 .
The following theorem shows that if a reduction satisfies conditions (A1) to (A4),
then the reduction is reduced least-restrictive; for each path to a marked state in
the full automaton we can find an equivalent path to the same marked state in the
reduced automaton.

Theorem 7.6 (Ample reduction preserve least-restrictiveness). Let A =
hS, ŝ, Sm , Act, reward, M, T i be a (max,+) automaton that has been extended with ω-selfloops. Let Ar = hSr , ŝ, Srm , Act, Tr i be the reduced (max,+) automaton induced by ample
σ
reduction ample. Let s ∈ Sr and let ρ = s −
→∗A sm be a path in A with σ ∈ Act∗ and
σ0

sm ∈ Sm . Then in Ar , there exists a path ρr = s −
→r∗ sm with σ0 ∈ Act∗ and ρ ≡ ρr .
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Proof. Let ρ = s −
→∗ sm be some path in A. Now, we need to show that there exists a
τ ∗
path ρr = s −
→r sm in Ar such that ρ ≡ ρr . First, we show that ρ n ρr for all n ≤ ρ .
We define ρrn recursively as follows:
σ

ρ0r = ε
ρrn+1 = ρrn · A, where A ∈ ample(ρ[n]) is the first
such activity in ρ[n..].

B ··· B2

1
We prove that such an activity A can be found in ρ[n..] = sn −−−−
→ sm . We
distinguish the cases ω ∈ enabled(s) and ω ∈
/ enabled(s). First consider the case
where ω ∈ enabled(s). Then by condition (A4) also ω ∈ ample(s), which means
that we can choose A = ω. Now consider the case where ω ∈
/ enabled(s). We know
ω
that sm −
→ and since ω ∈
/ enabled(s), ω is dependent with all activities in enabled(s).
Since enabled(s) 6= ∅, by condition (A1) also ample(s) 6= ∅. By condition (A2), it
follows that there exists some Bm ∈ ample(sn ). Let A = Bm be the first such activity.
Let ρrn for each 0 ≤ n ≤ ρ be constructed using this procedure. We now prove
that c ≤ ρ and ρ n ρr for all 0 ≤ n ≤ ρ by induction on n. As a base case,
consider n = 0. Then, obviously ρ0r = ρ0 = ε satisfies ρ 0 ρr . As induction
hypothesis assume that ρ n ρr . This means that there exists a k ≥ n, and ρ̂k ≡ ρk
such that ρ̂k = ρrn · τ for some τ, and k − n ≤ ρ . In the construction, we find some
l ≥ n + 1, such that ρrn+1 = ρrn · A, τ 0 = B1 . . . Bm−1 and ρ̃l = ρrn+1 · τ 0 . By Lemma 7.1,
A = Bm ∈ ample(sn ), and Bm is resource independent with B1 . . . Bm−1 in sn , which
means that AB1 . . . Bm−1 ≡sn B1 . . . Bm−1 A. The value of m (and subsequently also
the length of τ 0 ) is bounded by the length of ρ, i.e. m ≤ ρ . Since ρrn ≡ ρ̂n and
AB1 . . . Bm−1 ≡ B1 . . . Bm−1 A, we have that ρ̃l ≡ ρl . By the principle of induction,
ρ n ρr for all n ≥ 0.
Since ρ n ρr for all n ≥ 0, path ρr satisfies ρ  ρr . The fact that ρr  ρ, follows
from the observation that each path ρr ∈ A0 is also a path in A. Therefore, we have
shown that for each path ρ in A, there exists a path ρ0 in A0 such that ρ ≡ ρr .

Theorem 7.7 (Ample conditions preserve nonblockingness and controllability). Let
A be a (max,+) automaton that has been extended with ω-self-loops, and let A0 be the
reduced (max,+) automaton induced by reduction function ample. Let A be nonblocking and
controllable with respect to A. If ample satisfies conditions (A1), (A2), (A3), and (A4) then
A0 is nonblocking and controllable with respect to A.

Proof. First we show that A0 is nonblocking. By Prop. 7.1, this is equivalent to
showing that A0 is ω-reachable. Let s ∈ S0 be any reachable state in A0 , such that
τ
τ
ŝ −
→∗A0 s for some τ ∈ Act∗ . Then, also ŝ −
→∗A s since A0  A. Since A is nonblocking,
it is also ω-reachable. Therefore, there exists a path ρ = s −
→∗A sm for some σ ∈ Act∗
σ

σ0

such that ω ∈ enabled(sm ). By Theorem 7.6, there exists a path ρr = s −
→∗A0 sm in A0
0
∗
for some σ ∈ Act with ρ ≡ ρr .
We also need to show that A0 is controllable with respect to A. Let σ ∈ Act∗ and
U

0 ,
U ∈ Actu , and let s, s0 ∈ SA such that ŝ −
→∗A0 s and ŝ −
→∗A s −
→A s0 . Since s ∈ SA
σ

σ
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Algorithm 7.1 Synthesis algorithm SUP CN, adapted from [85]
1: proc SUP CN(P = hS, ŝ, Sm , Act, T i)
2:
k ← 0, X k ← S
3:
repeat
4:
i ← 0, N0k ← Sm ∩ X k
5:
repeat
6:
Nik+1 ← Nik ∪ {s ∈ X k | s → s0 , s0 ∈ Nik }
7:
i ← i+1
8:
until Nik = Nik−1
9:
N k ← Nik

10:
11:
12:

13:
14:
15:
16:
17:
18:
19:
20:
21:

. compute the nonblocking states

j ← 0, B0k ← X k \ N k
repeat

. compute the bad states

U
→ s0 , s0 ∈ Bkj , U ∈ Actu }
Bkj+1 ← Bkj ∪ {s ∈ X k | s −
j ← j+1
until Bkj = Bkj+1

Bk ← Bkj

X k +1 ← X k \ B k
until X k = X k−1
if ŝ ∈ X k then
return h X k , ŝ, Sm ∩ X k , Act, T ∩ ( X k × Act × X k )i
else
return h∅, ∅, ∅, ∅, ∅i

and condition (S3) holds in s, we have that U ∈ ample(s). By Def. 7.16, then also
U

ŝ −
→∗A0 s −
→ A0 s0 , proving that A0 is controllable with respect to A.
σ

7

To prove reduced least-restrictiveness of the reduced supervisor, we need a
definition of the synthesis procedure, shown in Algorithm 7.1.
In the same way as for resource-independence, we use the uncontrollableindependence to formalize an equivalence between finite paths. We use ≡s,u to
denote the equivalence relation using the uncontrollable-independence relation
σ
τ
starting from a state s. Two paths ρ = s −
→∗ s0 and ρ0 = s −
→∗ s0 are uncontrollable0
independent, denoted ρ ≡s,u ρ iff σ ≡s,u τ. Equivalent paths have the same timing
behavior, and show the same behavior in a Gantt chart. Moreover, the influences of
uncontrollable activities in both paths are exactly the same, since the independence
only considers permutations of controllable activities that do not enable or disable
other uncontrollable activities.
Lemma 7.8. Let ρ[i, j] = ci Bi ci+1 . . . Bj c j be a run fragment in S . If ample(ci ) satisfies
condition (A2), (A5.1) and (A5.2) and { Bi , . . . , Bj } ∩ ample(ci ) = ∅, then all activities
A ∈ ample(ci ) are uncontrollable-independent of { Bi , . . . , Bj }. In addition, we have A ∈
enabled(ck ) for i < k ≤ j.
Theorem 7.8 (Ample reduction preserves a path to each marked state). Let A =
hS, ŝ, Sm , Act, reward, M, T i be an automaton that has been extended with ω-self-loops.
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Let Ar = hSr , ŝr , Srm , Actr , rewardr , Mr , Tr i be the reduced automaton induced by ample
σ
reduction ample. Let s ∈ Sr and let ρ = s −
→∗A sm be a path in A with σ ∈ Act∗ and
τ
sm ∈ Sm . Then in Ar , there exists a path ρr = s −
→r∗ sm with τ ∈ Act∗ and σ ≡s,u τ.
Proof. The proof follows the same structure as the proof of Theorem 7.6, using
Lemma 7.8 rather than Lemma 7.1.
An interesting observation is that all uncontrollable-equivalent paths in the
plant are preserved after synthesis. This means that the notion of uncontrollableequivalence is robust under synthesis.
Lemma 7.9 (Synthesis preserves all uncontrollable-equivalent paths). Let ρ = ŝ −
→∗
sm be a path in a plant P . If ρ is a path in Asup = SUP CN (P ), then all equivalent paths
ρ0 ≡ŝ,u ρ in P are also paths in Asup .
σ

Proof. Let ρ = ŝ −
→∗ sm with ρ0 ≡ŝ,u ρ be any equivalent path in P . Since ρ is a path
in Asup , we know that for each state si on path ρ it holds that si ∈ N k and si ∈
/ Bk for
each k ≥ 0.
For path ρ0 to be in supervisor Asup , we must have that s j ∈ N k for each state s j
on ρ0 and k ≥ 0. Towards a contradiction, assume that s j ∈ Bk for some s j on ρ0 and
k ≥ 0. We distinguish the case that s j is some state on path ρi or is not a state on path
ρi .
τ

• s j = ρ[i ] for some i ≥ 0: in this case we have an immediate contradiction,
since ρ[i ] ∈ N k for all k ≥ 0. If ρ[i ] would have been removed by the synthesis
algorithm, then path ρ would also not have been present in Asup .
• s j 6= ρ[i ] for all i ≥ 0: since ρ0 ≡ŝ,u ρ, path ρ0 is obtained from ρ by
permuting uncontrollable-independent activities. Therefore, there is a state
B1 ...B

l ∗
s̃. Since s̃ ∈ N k for all
s̃ = ρ[k] for some k ≥ 0, for which s j −−−→
k ≥ 0, state s̃ is nonblocking, and therefore also s j is initially nonblocking.
For each state B1 . . . Bm (s) with 1 ≤ m ≤ l on this path, we have that
Actu ∩ enabled( B1 . . . Bm (s)) = ∅, which means that this state is never be
added to set Bk for any k ≥ 0 in line 12 during execution of SUP CN(P ), leading
to the required contradiction.

The following theorem shows that for each path in the full supervisor Asup , there
exists an equivalent path in the reduced supervisor A0sup .
Theorem 7.9 (Existence of an equivalent path in the reduced supervisor). Let P be a
plant, and let P 0 be the reduced plant after applying an ample reduction on P . Let Asup =
supCN (P ) be the supervisor after applying synthesis on P , and A0sup = supCN (P 0 ) be
the reduced supervisor after applying synthesis on P 0 . Let ρ = ŝ −
→∗Asup sm be a path in
σ
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Asup with σ ∈ Act∗ and sm ∈ Sm . Then in A0sup there exists a path ρ0 = ŝ −
→∗A0
τ

τ∈

Act∗

and ρ ≡ŝ,u

sup

ρ0 .

sm with

Proof. Let ρ = ŝ −
→∗Asup sm be any path in Asup to a marked state. Since Asup  P ,
path ρ is also a path in P . By Theorem 7.8, there exists at least one equivalent path
τ
ρ0 = ŝ −
→∗ sm in P 0 with ρ0 ≡ŝ,u ρ. We need to show that this path is also present in
A0sup , which means that it is not removed during synthesis on P 0 .
σ

A state s is not removed during synthesis using Algorithm 7.1 if s ∈ N k and
s∈
/ Bk for each iteration k ≥ 0 in the algorithm. Since ρ is a path in Asup , for each
state s on ρ it holds that s ∈ N l and s ∈
/ Bl for each l ≥ 0 in the synthesis on P . To
0
0
show path ρ is present in Asup , we need to show that all states s0 on ρ0 are initially
nonblocking in P 0 , i.e. s0 ∈ N 0 at the start of synthesis on P 0 , and during synthesis
no state is added to set Bk for some k ≥ 0.
Path ρ0 can be obtained from ρ in steps ρ = ρ0 → ρ1 → . . . → ρn = ρ0 by
repeatedly commuting uncontrollable-independent activities. Consider the step
from ρi to ρi+1 , where we permute two activities A and B that are uncontrollableindependent in state si . We first show that for all states s0 in ρi+1 , s0 is initially
nonblocking. Let
AB

ρi = ŝ −
→∗ si −→∗ s̄ −
→∗ sm , and
BA

ρi+1 = ŝ −
→∗ si −→∗ s̄ −
→∗ sm .

7

Since s̄ −
→∗ sm is also in ρi+1 , we know that all states on path segment ρi+1 [s̄, sm ]
are initially nonblocking. Since s̄ is nonblocking, all states before s̄ on path ρi+1 are
also initially nonblocking. By induction on the number n of permutations needed to
transform ρ into ρ0 , ρn = ρ0 , and all states in ρ0 are initially nonblocking.
Now, we show that no state s0 on path ρ0 is added to set Bkj+1 for some k, j ≥ 0 on
line 12 of SUP CN(P 0 ). Suppose towards a contradiction that there is a state sb ∈ Bkj
U

such that s0 −
→ sb and U ∈ Actu . We know that ρ0 is also a path in plant P and in
Asup by Lemma 7.9. Since Asup is controllable with respect to P , U ∈ enabled(s)
in Asup and sb ∈ Ssup . If now sb ∈ Bl for some l ≥ 0 in the synthesis of P , then sb
would not be present in Ssup , leading to a contradiction. Therefore, state s0 is not
added to Bkj for any k, j ≥ 0 in the synthesis on P 0 .
By combining these two parts, we conclude that no state s0 of path ρ0 is removed
during synthesis on P 0 , and as a result, path ρ0 is also present in A0sup .

The main result of this section is that the reduced supervisor obtained with
synthesis after applying POR is functionality-wise equivalent to the full supervisor.
This is proven in the next theorem. In our running example, the reduced supervisor
A0sup shown in Fig. 7.6f is also functionality-wise equivalent to the full supervisor
Asup , i.e. A0sup ≈ f Asup .
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Theorem 7.10 (Reduced supervisor is functionality-wise equivalent to the full
supervisor). Let P be a plant, and P 0 the reduced plant obtained by an ample reduction
that satisfies Def. 7.16. Let Asup be the supervisor with Asup = supCN (P ), and A0sup be
the reduced supervisor with A0sup = supCN (P 0 ). Then A0sup ≈ f Asup .
Proof. We first show that A0sup . f Asup .
Controllability First we show that A0sup is controllable with respect to P . Consider

any string σ ∈ Act∗ and state s ∈ SA0sup such that ŝ −
→∗A0
σ

sup

s. Let enabledA (s)

denote the enabled set in state s in (max,+) automaton A. Since by Theorem 7.7,
P 0 is controllable with respect to P , enabled0P (s) ∩ Actu = enabledP (s) ∩ Actu .
Synthesis guarantees that A0sup is controllable with respect to P 0 , which means
that enabledAsup (s) ∩ Actu = enabled0P (s) ∩ Actu . Therefore, enabledAsup (s) ∩ Actu =
enabledP (s) ∩ Actu .
Nonblockingness Nonblockingness of A0sup is guaranteed by the synthesis algorithm.
Reduced least-restrictiveness Supervisor A0sup is reduced least-restrictive with
respect to supervisor Asup , if for each path ŝ −
→∗Asup sm in Asup with σ ∈ Act∗ and
σ

sm ∈ Sm , there exists a path ŝ −
→∗A0
τ

sup

sm in A0sup with σ0 ∈ Act∗ and σ ≡ τ. This

follows by Theorem 7.9.
Now we show that Asup . f A0sup . By definition of synthesis, Asup is controllable

with respect to P , and nonblocking. By Lemma 7.9, for each path ρ = ŝ −
→∗ s0 in
τ ∗ 0
0
Asup , there is a path ρ = ŝ −
→ s with σ ≡ŝ,u τ. If σ ≡ŝ,u τ, then also σ ≡ŝ τ by
definition of ≡ŝ,u and ≡ŝ .
σ

7.4

On-the-fly reduction

The previous section gives sufficient conditions for a reduction function on a single
plant automaton to preserve controllability, nonblockingness, and reduced leastrestrictiveness as well as performance properties in the corresponding (max,+) state
space. For an efficient reduction, we avoid first computing the full composition of
the (max,+) automata. Rather, we use sufficient local conditions on the network of
(max,+) automata specifying a system and its requirements to compute a reduced
composition on-the-fly.
Given max-plus timed system M = A1 k · · · k An and A = {Ai | 1 ≤ i ≤ n},
the ample function selects a set ample(s) in each state s of the composition, such that
the ample conditions (A1) till (A5) are met. The ample set is induced by a cluster
C ⊆ A, and
computed as ample(s) = enabledC (s) = enabled(s) ∩ Act(C), where
S
Act(C) = Ai ∈C Acti denotes the set of activities that occur in C and Acti is the
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alphabet of automaton Acti . A cluster that ensures that the ample conditions are
met is called a safe cluster. This cluster-inspired ample approach, inspired by [12],
is a generalization of the traditional on-the-fly method of Peled [88] that selects the
enabled activities enabledi (s) = enabled(s) ∩ Acti of one automaton Ai as ample set if
possible, while exploring a state s = hs1 , s2 , . . . , sn i. Otherwise, all enabled activities
in s are selected as ample set. In an experimental evaluation, we found that this
approach did not yield any reduction on most of the models described in Section 7.5.
Therefore, we consider the generalization of the approach to clusters.
We need some additional notation to formally define a safe cluster. First, we
define a projection to consider the local state πC (s) in a cluster C ⊆ A:
π Ai ( s ) = s i

πC (s) = hπAc (s), . . . , πAc (s)i where C = {Ac1 , ..., Ack },
1

k

and for all 1 ≤ j < k, c j < c j+1 .

Given local state πC (s), enabled(πC (s)) denotes the set of activities that are
enabled in the composition of precisely the automata in C . Note that enabledC (s) ⊆
enabled(πC (s)), since the latter might contain activities that are enabled in the
local state of the cluster-composition, but disabled in the global composition due
to an automaton outside the cluster that disables the activity. We only consider
independence of activities among automata, and not within the same automaton.
The former can be checked locally, whereas the latter requires an exploration on
the internal transition structure. We treat activities inside the same automaton as
dependent.
Definition 7.18 (Cluster safety). Let C ⊆ A be any cluster, and s be a state in the
composition. Cluster C is safe in s if the following conditions are satisfied.

7

(C1) if enabled(s) 6= ∅, then enabledC (s) 6= ∅;
(C2.1) for any A ∈ enabledC (s) and B ∈ Act(A) \ Act(C), ( A, B) ∈ I (s);
(C2.2) for any A ∈ enabled(πC (s)), if A ∈ Acti then Ai ∈ C ;
(C3) enabledC (s) ⊇ enabled(s) ∩ Actu ;
(C4) enabledC (s) ⊇ enabled(s) ∩ {ω };
(C5.1) if A ∈ enabledC (s) and enabled( A(s)) ∩ Actu 6= ∅ then enabledC (s) =
enabled(s);
(C5.2) for A, B ∈ enabled(s) if enabled( AB(s)) ∩ Actu
enabledC (s) ⇔ B ∈ enabledC (s).

6= ∅, then A ∈

Condition (C2.1) requires that each enabled activity in enabledC (s) is independent
in s with any activity outside Act(C). Condition (C2.2) requires that each activity in
enabled(πC (s)) does not occur outside of the cluster. Together, these two conditions
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ensure that no activity A ∈ Act(A) \ enabledC (s), dependent on some activity
in enabledC (s), becomes enabled by executing only activities outside the cluster.
Condition (C3) ensures that uncontrollable activities are always preserved. Condition
(C4) ensures that ω, if enabled, is preserved. Conditions (5.1) and (5.2) ensure that if
a path to a marked state remains after synthesis on the full composition, then also
an equivalent path remains after synthesis on the reduced composition. We define a
cluster-inspired ample reduction through a safety condition M on a max-plus timed
system:
Definition 7.19 (Cluster-inspired ample reduction). A cluster-inspired ample reduction
ample for a max-plus timed system M = A1 k · · · k An is a mapping from S =
S1 × . . . × Sn to 2Act such that ample(s) = enabledC (s) for some cluster C ⊆ A, and
satisfies the following condition:
(M) Cluster-safety condition: for any state s, ample(s) = enabledC (s) where C is
safe in s.
The reduction of M is defined using Def. 7.15.
Theorem 7.11. Let ample be a cluster-inspired ample reduction on M = A1 k · · · k An .
Then ample satisfies conditions (A1), (A2), (A3), (A4), (A5.1), and (A5.2).
Proof. Consider any state s in the composition of A1 k · · · k An . First consider
the case where enabled(s) = ∅. Then by Def. 7.19 ample(s) = ∅, and conditions
(A1) and (A2) are satisfied. Now assume that enabled(s) 6= ∅, and let ample(s) =
enabledC (s), where C is any safe cluster in s. Since cluster C is safe, by Def. 7.18 it
satisfies conditions (C1), (C2.1) and (C2.2). We need to show that enabledC (s) satisfies
conditions (A1) and (A2).
Condition (A1) follows directly from the definition. We prove condition (A2) by
contraposition. Assume that condition (A2) does not hold. This means that there
A

A

A3

A

exists a finite run fragment ρ = s →1 s1 →2 s2 → . . . sn−1 →n , where A1 . . . An−1 are
resource-independent with ample(s) = enabledC (s), and An is resource-dependent
with some activity in enabledC (s).
Since An is resource-dependent with some activity in enabledC (s), by condition
(C2.1), An ∈ Act(C). Moreover, we have An ∈
/ enabledC (s). Since activities
A1 . . . An−1 are resource-independent with ampleC (s), A1 . . . An−1 ∈ Act(A) \
Act(C) and they do not affect the state of C , which means that πC (s) does not
change in the first n − 1 steps. As An ∈ enabled(sn−1 ), An ∈ enabled(πC (s)). We
also have that An ∈
/ enabledC (s), since otherwise An ∈ enabledC (s), contradicting
our assumption. This means that An becomes enabled in πC (s) by executing one
of the activities in set A1 , . . . , An−1 . Since A1 , . . . , An−1 are activities outside of C ,
there must be some Ai with 1 ≤ i ≤ n − 1 that enabled An , which can only happen
if An occurs outside of cluster C by definition of synchronous composition. This
contradicts condition (C2.2).
Conditions (A3), (A4), (A5.1), and (A5.2) follow directly from conditions (C3),
(C4), (C5.1), and (C5.2).

7

130

Chapter 7. Partial-order reduction for controller analysis and optimization

Algorithm 7.2 Algorithm to compute a safe cluster.
1: proc C OMPUTE C LUSTER(s, candidate)
2:
A ← candidate; C ← ∅; processed ← ∅
3:
if ω ∈ enabled(s) then
4:
return A
5:
for U ∈ enabled(s) ∩ Actu do
6:
C ← C ∪ {Ai | U ∈ Acti }

7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:

7

while A 6= ⊥ do
processed ← processed ∪ { A}
if A ∈ enabled(s) then
if A ∈ U then
return A
C ← C ∪ {Ai | A ∈ Acti }
for B ∈ { D ∈ Act | R( D ) ∩ R( A) 6= ∅} do
if B ∈
/ Act(C) then
C ← C ∪ [Ai | B ∈ Acti ]. f irst()
if A ∈
/ enabled(s) ∧ A ∈ enabled(πC (s)) then
for Ai ∈ A do
if A ∈ Acti ∧ Ai ∈
/C∧A∈
/ enabled(si ) then
C ← C ∪ {Ai } ; break
if enabled(πC (s)) \ processed > 0 then
A ← [enabled(πC (s)) \ processed]. f irst()
else
A←⊥
return C

In each state in the composition, we compute a safe cluster starting from a
candidate activity. To check whether an activity might enable an uncontrollable
activity, we introduce a new set U , defined as follows:

U=

[

Ai ∈A

{ A ∈ Acti | U ∈ enabled( A(s)), U ∈ Actu , s ∈ Si }.

This set can be generated a priori from the network of automata. The reduction
will be most effective if this set U is small, and not effective if it contains all activities.
Note that the set is an over-approximation. After executing some activity A ∈ U ,
an uncontrollable activity U might still be disabled by some other automaton, even
though A enables it locally.
Algorithm 7.2 shows the algorithm to compute a safe cluster in a state. The
algorithm starts with ensuring that conditions (C3) and (C4) are met. If the enabled
set contains ω, then all automata that have ω in their alphabet (all automata) are
added to the cluster, and the algorithm can immediately return set A. If not, then
for each enabled uncontrollable activity, all automata that have this activity in the
alphabet are added to the cluster (lines 5-6). The remainder of the algorithm checks
for each activity enabled in the current cluster C whether condition (C2.1) or (C2.2)
is violated. The algorithm starts with initial candidate activity A. If A is enabled
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in the composition, we add all automata that contain A and add an automaton for
each dependent activity outside the current cluster. This ensures that condition
(C2.1) is satisfied for activity A and the cluster obtained after executing lines 9-15. If
A ∈ U , then A might enable an uncontrollable activity, and condition (C5.1) or (C5.2)
might get violated. When A is enabled within the current cluster, the full enabled
set is returned as ample set by the algorithm. If A is enabled in the composition of
automata in the cluster, but not in the full composition, then we add an automaton
that causes A to be disabled in the full composition. This ensures that condition
(C2.2) is satisfied for A for the cluster obtained after executing lines 16-19. Notation
[Ai | B ∈ Acti ] to denotes a list comprehension, and function f irst() picks the first
element from a list. After handling the activity, we check whether there are other
activities that are locally enabled in the new cluster and not yet processed (line 20-23).
The algorithm continues until all locally enabled activities are processed.
Theorem 7.12. Let s be a state in the composition, and A be the candidate activity. Then,
C OMPUTE C LUSTER (s, A) returns a cluster that is safe in s.
Proof. Let C1 denote the cluster after executing lines 5-6. Set enabled(πC1 (s)) contains
all uncontrollable enabled activities from enabled(s) ∩ Actu and the special activity
ω if it is enabled in state s. This means that conditions (C3) and (C4) are satisfied for
C1 and any superset of C1 .
Now, consider activity A and let Ck denote the value of C at line 8, and Ck+1 the
new cluster after executing lines 8-23. We show that conditions (C2.1) and (C2.2)
hold for A in Ck+1 and any superset of Ck+1 . We consider two cases:
• case A ∈ enabled(s): Ck+1 contains all automata Ai with A ∈ Acti (added at
line 12), which means that condition (C2.2) is satisfied for A. Since there are
no automata outside Ai with A, condition (C2.2) holds also for any superset
of Ck+1 . After executing lines 13-15, there is no resource-dependent activity
outside cluster Ck+1 , which means that condition (C2.1) is satisfied. It suffices to
add only one automaton with such an activity to the cluster to satisfy condition
(A2.1), since then this resource-dependent activity becomes part of the cluster.
Condition (C2.1) is also satisfied in any superset of Ck+1 .
• case A ∈
/ enabled(s) ∧ A ∈ enabled(πC (s)): after executing lines 17-19,
condition (C2.1) trivially holds since A ∈
/ enabled(s). Since A ∈
/ enabled(s)
and A ∈ enabled(πC (s)), there exists at least one automaton Ai ∈
/ Ck where
A ∈
/ enabled(πi (s)). Let Ck+1 = Ck ∪ {Ai }, obtained at line 19. Then
A ∈
/ enabled(πCk+1 (s)), which means that condition (C2.2) holds. Since
Ai ∈ Ck+1 , A will remain disabled in any superset of Ck+1 .
After executing lines 8-19 for activity A, conditions (C2.1) and (C2.2) hold for A
and keep holding for any extension to the cluster.
In line 10 we check whether A ∈ U . If this is the case, then possibly an
uncontrollable event becomes enabled in state A(s), and the set of all automata
is returned. This guarantees that condition (C5.1) is never violated. Furthermore,
it guarantees that condition (C5.2) is never violated, since it guarantees that no
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uncontrollable activity becomes enables after executing A and subsequently some
other resource-independent activity from s.
Upon termination of the algorithm, we obtain some cluster Cl where conditions
(C1) till (C5.2) hold for each activity in enabled(πCl (s)). From this it follows that Cl is
safe in s.
In each state in the composition, there are often multiple valid safe clusters.
Heuristics can be used to select a cluster that likely leads to a large reduction. One
approach, shown in Algorithm 7.2, is to select a safe cluster that yields the smallest
ample set in each state. A safe cluster is computed starting from each activity in the
enabled set as a candidate, and then the smallest cluster is selected. This heuristic
often performs well [53], because it allows to prune most enabled transitions. A
disadvantage is that a safe cluster needs to be constructed starting from each enabled
activity as candidate. When the enabled sets become larger, this leads to a significant
runtime overhead due to the computations of the enabled sets at each iteration of
the algorithm. Algorithm 7.3 is an alternative approach, that selects only one activity
as a candidate using a heuristic. First, it checks whether enabled(s) contains ω or
an uncontrollable activity. Since they will always be in the ample set, they are a
good candidate choice. Otherwise, an activity is selected that does not occur in
automata that have locally enabled activities that are also in enabled(s), since this
implies that the ample set will become larger. We add a weight of |Pω | ·|Act|, since
this is the maximum total sum of locally enabled activities. In a similar way we want
to minimize the number of other activities that are enabled within the cluster, since
possibly automata need to be added where these are not enabled. To find the best
candidate, a weight is computed for each activity in enabled(s) based on these two
properties, and the activity with the minimum weight is selected.

7

Algorithm 7.3 Algorithm to select a candidate activity.
1: proc S ELECT C ANDIDATE(s, A)
2:
if ω ∈ enabled(s) then
3:
return ω
4:
else if Actu ∩ enabled(s) 6= ∅ then
5:
return [Actu ∩ enabled(s)]. f irst()
6:
else
7:
return min A∈enabled(s) G ET W EIGHT ( A, s, A)
1: proc G ET W EIGHT(A, s, A)
2:
w←0
3:
for Ai ∈ A do
4:
if A ∈ Acti then
5:
for B ∈ enabled(si ) do
6:
if B ∈ enabled(s) then
7:
w ← w + |A| ·|Act|
8:
else
9:
w ← w+1
10:
return w
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Example 7.3. Consider initial state s1 in the composition of P1 k P2 k P3 k P4 , shown in
Fig. 7.6. We show how Algorithm 7.2 computes a valid ample set for s1 . Assume that C is
the candidate activity. First, the algorithm checks whether ω or uncontrollable activities are
enabled, which is not the case in state s1 . Then, the algorithm checks whether C might enable
an uncontrollable activity. Since C ∈
/ U , this is not the case. Since C is enabled, we add
all automata with C (line 12) to cluster C , i.e. P2 . Activity C is resource independent with
activities A, B, and U that are not in the cluster alphabet, so we do not need to add another
automaton to the cluster at line 15). There are no other activities enabled within the local state
πC (s1 ) of the cluster, so we skip lines 17-19. Since we processed all activities and C = ⊥,
cluster C is returned. This yields ample(s1 ) = enabledC (s1 ) = enabled(s1 ) ∩ Act(C) =
{ A, B, C } ∩ {C, D, E} = {C }.

7.5

Experimental evaluation

To test the effectiveness of the on-the-fly reduction, we use a set of models without
data variables available from the Supremica [3] tool, the ASML model described in
Section 3.3.2, and five variants of the Twilight system as described in Section 3.2. The
first variant (TW1) is the model described in Section 3.2.2. Here, the life cycle and
location of each product is explicitly modeled. The second variant (TW2) is the model
described in Section 3.2.3, where we remove these product-location and life-cycle
automata, and instead use a set of automata that ensure that products are always
moved forward in the production process. In TW3, we extend TW2 with a polish
station, where each product undergoes a polish and drill step after the condition step
but not in a fixed order. To analyze the scalability of synthesis with partial-order
reduction, we also used a variant of TW3, TW3-10s, where the number of processing
stations is increased to 10 (versus 2 in the standard model). In TW4, we fix the order
so that a product is always first conditioned, then drilled, and then polished.
We use two heuristics for computing ample sets; AllCandidates that tries all
candidate activities to find the smallest ample set, and SmartCandidate that selects
a candidate activity using Algorithm 7.3. All experiments are performed with a
2.40GHz Intel i5-6300U CPU processor, with 4GB of heap space allocated to Java to
run the algorithms.
In the experimental evaluation, we consider the reductions that can be achieved
while preserving only functional or performance aspects, as well as preserving both.
In the models taken from the Supremica tool, there is no accompanying specification
of the resources that are used by each activity. Therefore, we assume that activities do
not shares resources, effectively preserving only functional aspects. For the Twilight
models and the ASML model, we do have the activity models and therefore also
consider the reductions that preserve performance aspects. The functional aspects
can be ignored by making all activities controllable, and removing all marked states
from the specification. In the remainder of this section, we give the results for the
three classes of experiments.
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automata composition
full

|S|

AllCandidates heuristic

SmartCandidate heuristic

| T | TP (ms) TS (ms) % of |S| % of | T | % of TP % of TS % of |S| % of | T | % of TP % of TS

CirTab
442
1357
52.5
31.6
IntPrCyc 65280 277441 6229.9 4746.6
RoCell
4741
21107 2071.2 660.6
Volvo
8871
29230 3919.0 518.4
Welding
198
544
16.3
35.6
VelBal
372
775
22.0
40.8
TW1
1280
2171 322.0
61.0
TW2
63
132
1.6
13.1
TW3
343
761
14.4
29.3
TW4
318
776
15.9
36.7
TW3-10s 1887381 10907298
X
X
ASML
2412
7662 174.9 394.6

72.9%
0.0%
93.4%
83.9%
0.0%
9.1%
0.5%
34.9%
48.4%
30.8%
96.9%
86.1%

76.5% 155% 376%
0.8% 216% 387%
98.0%
10%
35%
93.6% 169% 1287%
7.0% 198% 194%
20.5% 155% 171%
0.6% 1661% 9193%
50.0% 394% 148%
67.0% 220% 162%
47.8% 602% 327%
98.9%
X
X
94.0%
82%
62%

72.9%
0.0%
90.6%
52.6%
0.0%
9.1%
0.5%
33.3%
42.6%
29.6%
96.2%
65.5%

76.5%
0.8%
97.0%
73.8%
5.7%
20.5%
0.6%
47.0%
59.0%
42.9%
98.6%
83.7%

84% 249%
131% 283%
3%
14%
125% 974%
179% 180%
131% 165%
819% 4440%
206% 122%
143% 130%
237% 174%
X
X
64%
50%

Table 7.1: Reductions achieved on our test set preserving functional aspects. |S| is the
number of states and | T | is the number of transitions. The reductions achieved for the states
and transitions are shown in the columns % of S and % of T respectively. TP is the total time
needed for computing the composition and TS is the total time needed to apply synthesis on
the model. The highest reductions are highlighted in bold.
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Reduction preserving only functional aspects Before applying the partial-order
reduction for preserving functional aspects, we compute set U to check whether a
reduction is possible. For the following models in our test set, U contains all activities:
DosingTank, MachineBufferMachine, TankProcess, AutomaticCarParkGate, TransferLine, and TransferLine3. No reductions are possible on these models. Table 7.1 shows
the results of the on-the-fly reduction where reductions are possible. The following
abbreviations have been made for sake of compactness of the table; CircularTable
to CirTab, IntertwinedProductCycles to IntPrCyc, RobotAssemblyCell to RoCell,
VolvoCell to Volvo, WeldingRobots to Welding, and VelocityBalancing to VelBal. The
highest reductions are achieved in the models VolvoCell and RobotAssemblyCell.
In these models, all activities are controllable and plants describe local parts of the
system. This leaves a lot of redundant interleavings of controllable activities, that can
be exploited to obtain a smaller composition. A similar reasoning is applicable
to models TW2, TW3, and TW4. The reduction for model TW1 is very small,
because there is a lot of activity synchronization by the product-location and life-cycle
automata. Recall condition (C2.2), that requires that each enabled activity in the
local state of a safe cluster must be independent with activities outside the cluster.
During state-space exploration of model TW1, the algorithm often needs to add
product-location or life-cycle automata to the cluster to satisfy this condition (C2.2);
this limits reduction possibilities. The reduction for TW2, TW3, and TW4 is much
larger, since we do not explicitly model the product-location and life-cycle automata.
For TW3-10, we had to compute the full state space on a server with much more heap
space. Therefore, we have no running times on the same hardware, indicated by an
X, and cannot compare the running times. In the ASML model we see that a large
reduction of 86.1% can be achieved, since all activities in this model are controllable
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automata composition
full

|S|

|T|

TW1
1280 2170
TW2
63 128
TW3
343 759
TW4
318 768
ASML 2412 7662

AllCandidates heuristic

SmartCandidate heuristic

|S| % of |S|

|S| % of |S|

1257
34
151
139
435

1.8%
46.0%
56.0%
56.3%
82.0%

| T | % of | T |
2124
44
209
202
582

2.1%
65.6%
72.5%
73.7%
92.4%

1257
34
148
139
1493

1.8%
46.0%
56.9%
56.3%
38.1%

| T | % of | T |
2124
44
206
202
2598

2.1%
65.6%
72.9%
73.7%
66.1%

normalized (max,+) state space
AllCandidates heuristic

full

|C |

|∆|

|C | % of |C |

TW1
3585 6120 3554
TW2
379 756
149
TW3
4949 10655 1507
TW4 18792 40957 5280
ASML
X
X 258058

|∆| % of |∆|

0.9% 6058
60.7%
207
69.5% 2261
71.9% 7785
X 354132

SmartCandidate heuristic

|C | % of |C |

1.0%
3554
72.6%
145
78.8%
1475
81.0%
5280
X 1126426

|∆| % of |∆|

0.9%
6058
61.7%
199
70.2%
2211
71.9%
7785
X 1880512

1.0%
73.7%
79.2%
81.0%
X

Table 7.2: Reductions achieved on the Twilight models and the ASML model preserving
performance aspects. The highest reductions are highlighted in bold.
and requirements are formulated in a local fashion.
As expected, the AllCandidates heuristic yields similar or better reductions than
the SmartCandidate heuristic in terms of states and transitions that remain in the
composition by selecting the smallest safe cluster in each state. However, there is
a significant runtime overhead in computing the reduced composition (TP ) with
AllCandidates due to heavy computations involved in Algorithm 7.2. This overhead
is much lower for SmartCandidate, because we run Algorithm 7.2 only once in each
state in the composition. The additional runtime induced by the computations in
SmartCandidate is in most cases a factor of 2 to 3. We also considered the total time TS
needed to apply supervisory controller synthesis. For the heuristics, TS includes time
TP that is needed to compute the reduced composition. For AllCandidates, the median
additional synthesis runtime overhead is a factor of 3.3, and for SmartCandidate
it is a factor 2.3. Again, in almost all cases, the partial-order reduction induces
some runtime overhead. Note that in practice the bottleneck in synthesis is not the
runtime, but the memory that is needed to store the composition. This means that
for scalability, the most important metrics are the reductions that can be achieved in
terms of the number of states and transitions.
Reduction preserving only performance aspects Table 7.2 shows the reduction for
the Twilight models and the ASML model preserving only performance aspects. Note
that the number of transitions is slightly lower compared to the models in Table 7.1
since there are no ω-loops to identify marked states. In all models a reduction is
achieved. The reduction for TW1 is very small compared to the reductions of the
other models for TW2, TW3, and TW4 because of the same reasons as before. The
reductions are larger than for the case where only functional aspects are preserved.
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automata composition
AllCandidates heuristic

full

|S|
TW1
TW2
TW3
TW4
ASML

1280
63
343
318
2412

SmartCandidate heuristic

| T | TP (ms) TS (ms) % of |S| % of | T | % of TP % of TS % of |S| % of | T | % of TP % of TS
2171
132
761
776
7662

234.5
1.3
11.0
23.9
195.6

54.8
11.4
31.2
27.8
317.5

0.5%
33.3%
27.1%
29.6%
80.4%

0.6% 2334% 10205%
46.2% 1084% 527%
39.8% 604% 340%
44.3% 368% 487%
91.4% 122% 108%

0.5%
31.7%
21.9%
27.4%
39.6%

0.6% 1177% 5249%
44.7% 502% 295%
32.2% 334% 274%
39.6% 200% 339%
67.2% 118% 127%

normalized (max,+) state space
AllCandidates heuristic

full

|C |

|∆|

|C | % of |C |

TW1
2967 5277 2959
TW2
282 564 200
TW3
3282 7136 2169
TW4 11637 26147 8018
ASML
X
X 69659

0.3%
29.1%
33.9%
31.1%
X

|∆| % of |∆|
5261
332
3848
14907
97702

SmartCandidate heuristic

|C | % of |C |

0.3%
2959
41.1%
206
46.1%
2266
43.0%
8283
X 1022464

|∆| % of |∆|

0.3%
5261
27.0%
344
31.0%
4175
28.8% 16068
X 1690309

0.3%
39.0%
41.5%
38.5%
X

Table 7.3: Reductions achieved on the Twilight models and the ASML model preserving both
functional and performance aspects. The highest reductions are highlighted in bold.

This is because the processing stations can operate concurrently, and no paths to
marked states need to be preserved. For the ASML model however, the reductions are
smaller than for preserving only functional properties because a lot of activities share
resources. The size of the normalized (max,+) state space could not be computed,
because there was not sufficient memory available. For the ASML model, the
AllCandidates heuristic performs much better than the SmartCandidate heuristic.

7

Reduction preserving both functional and performance aspects Table 7.3 shows
the results of the reduction that preserves both functional and performance aspects.
The reduction for TW1 is very small compared to the reductions for the other
Twilight models. This observation is in line with the results for the aspects in
isolation. The reduction preserving both functional and performance aspects yields
a larger composition than the reduction preserving only functional aspects. This is
as expected, because for preserving performance aspects we use a stronger notion
of dependence and take into account the reduced least-restrictiveness with the ωself loops. For the ASML model a reduction of 80.4% has been achieved using the
AllCandidates heuristic. The normalized (max,+) state space of the full ASML model
could not be computed due to insufficient memory being available.

7.6

Related work

The literature contains some related work on applying partial-order reduction
techniques to preserve functional aspects and timing aspects in isolation, as well as
the combination of both.

7.6. Related work

7.6.1
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Functional aspects

The application of partial-order reduction techniques in the domain of supervisory
control theory has been investigated by Shaw [99] who introduces an on-the-fly
model checking approach for checking both controllability and nonblockingness.
Because the aim is model checking rather than synthesis, the conditions that are
needed are different from the ones used in this chapter. For example, for checking
controllability, a reduction might remove uncontrollable events from a plant model
that are independent with controllable events. This is not valid if one wants to apply
synthesis in a subsequent step.
The approach described in this chapter can be used to obtain a smaller supervisory
controller for the given plant. There have been other approaches to construct
a reduced nonblocking supervisor. Dietrich et al. [40] impose three sufficient
conditions on a restricted supervisor to preserve nonblockingness. Morgenstern
and Schneider [83] propose a stronger notion of nonblockingness called forceable
nonblockingness. Given a plant, a controller is forceable nonblocking if every (in)finite
run of the controlled system visits a marked state. This means that a marked state
will be reached, no matter how the plant behaves, whereas in the original setting,
the plant only has the possibility to reach a marked state. They provide a synthesis
algorithm that directly computes such a controller. Huang and Kumar [59] describe
an approach to generate a controller under the traditional notion of nonblockingness.
Instead of refining a supervisor, there is also a technique to find a smaller equivalent
supervisor [104] that preserves maximally permissiveness. A supervisor typically
has information about the enabling and disabling of events, and information to keep
track of the plant evolution. The latter may contain redundancy because the plant
also contains such evolution information. The technique exploits this presence of
redundant information to obtain a smaller supervisor. Compared to our approach,
all approaches except the last one do not ensure a property of least-restrictiveness.
Also, it is not straightforward to combine these reduction techniques with preserving
other aspects of interest, such as performance-related properties. In partial-order
reduction this is straightforward, by adding the sufficient conditions to the reduction
function and adapting the notion of event-dependence used. The last approach does
guarantee least-restrictiveness, but performance analysis of the supervisor is only
possible after first computing the controlled plant, which might become very large.

7.6.2

Timing aspects

There has been some initial work in applying partial-order reduction techniques
to timed systems. Bengtsson et al. [17] apply standard partial-order reduction on
timed automata for reachability analysis. These automata execute asynchronously,
in their own local time scale, and synchronize their time scales on communication
transitions. This work has been extended by Minea [78] to perform model checking
for an extension of LTL, that can express timing relations between events. Hansen
et al. [55] consider an abstraction technique, that can be used to abstract from the
precise ordering in which independent events took place, leading to independence
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also in the timed state space (the zone graph). The abstraction can be chosen based on
the properties that need to be verified on the model. Yoneda et al. [122] investigated
partial-order reduction for timed Petri nets, that allows the verification of similar
timing relations. Theelen et al. [105] use bisimulation reduction to reduce the size
of the state space of an SADF graph before performing performance analysis. A
disadvantage of this approach is that the full state space needs to be constructed
before applying the reduction. Katoen et al. [64] use confluence reduction in the
setting of SADF to remove redundant interleaving that arises from the execution
of independent concurrent actions. The reduction preserves functional properties
related to model checking, as well as performance aspect, and can be performed onthe-fly. The reduction does not take into account the synthesis properties considered
in this chapter.

7.7

7

Conclusions

In this chapter, we presented a partial-order reduction technique for a network
of (max,+) automata specifying a plant and its requirements to obtain a smaller
composition, while preserving controllability, nonblockingness, and reduced leastrestrictiveness, as well as throughput and latency in the underlying timed state
space. This reduction helps in performance analysis and optimization of supervisory
controllers, since less memory is needed to store the supervisor that is obtained after
synthesis and for the timed state space. The technique is inspired by an existing
cluster-based ample set reduction for non-timed systems. The reduced composition
is computed by exploiting the structure of the concurrent (max,+) automata and
information about the (in)dependence relation among activities. Sufficient conditions
are derived to compute a reduced composition that preserves all properties of interest.
The experimental evaluation shows that the partial-order reduction technique
can be successfully applied to models that have uncontrollable activities enabled in a
small set of all system states, and where automata describe local parts of the system.
The reductions that can be achieved are highly dependent on the structure of the input
model, the amount of synchronization on activities among automata, and the extent
to which activities use the same resources. In our models, the partial-order reduction
technique successfully exploits redundant interleaving related to processing stations
that can perform operations on products in parallel, and movements of the robots
that can be executed simultaneously.

8

Implementation
This chapter presents an approach to translate a supervisory controller into a
controller that directs the execution of activities on the physical platform in realtime. The transformation is applicable to platforms that provide an event-driven
programming architecture to interact with the hardware. In such an architecture,
there is a main event-loop that continuously checks for the occurrence of events
such as user inputs or changes in sensor values. Event handlers can be linked to
the loop to perform an action when an event occurs. The event handler itself does
not check whether the event occurs, but registers to a callback for the event. In each
iteration of the event-loop, all events that occur are registered. For each event that
occurs, all event handlers that are registered to the event are invoked. We consider
an architecture with two types of callbacks; sensor callbacks and period callbacks.
Sensor callbacks are used to notify an event handler that a sensor value has changed.
Periodic callbacks are used to notify an event handler periodically that some fixed
amount of time has passed.
In the setting of our activity framework, the event handlers correspond to
functions that invoke actions. Actions can be related to hardware actuations, or
waiting for changes in sensor values. The controller maintains a schedule of the
activities that are executing, and still need to be executed. While the system is
operating, activities can be dynamically added to this schedule. As a case study, we
use the xCPS platform [1,2], which is an assembly line emulator where different types
of input pieces need to be assembled. The controller is linked to the xCPS application
programming interface (API) that abstracts from the hardware details. This interface
provides an event-driven programming architecture with sensor callbacks, period
callbacks, and a main event-loop. The contents presented in this chapter have not
been published elsewhere, and as such are a new contribution of this thesis.
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The remainder of this chapter is organized as follows. Section 8.1 describes
the controller that dispatches activities to the system and how the corresponding
schedule in terms of actions is executed. Section 8.2 illustrates the approach on the
xCPS platform. Section 8.3 gives related work and Section 8.4 concludes this chapter
with a short summary.

8.1

Controller

In this section we describe how a supervisory controller can be translated into a
controller. Such a controller can dynamically dispatch activities to the system and
execute the actions in the schedule while enforcing the dependencies.

8.1.1

Schedule

The controller uses a schedule to keep track of the activities that must be executed.
The schedule contains all the corresponding action instances and dependencies of
these activities. Activities can be added to the schedule at run-time. Executing
the schedule means that actions are dispatched to the system as soon as all its
predecessors in the schedule have finished execution. Once an activity has been
fully executed, all actions and dependencies corresponding to this activity can be
removed from the schedule. In this section we describe how activities are added to
and removed from the schedule.
Adding an activity to the schedule

8

Initially, the schedule is empty, as shown in Fig. 8.1a. An empty schedule consists
of a release vertex for each of the resources. A function latestRelease is used to keep
track of the latest release vertex in the schedule for each resource. We add an activity
to the schedule by connecting each claim vertex of a resource in the activity to the
last release vertex in the schedule of the same resource. This is illustrated in Fig. 8.1b,
where we add activity A. Note that the static semantics of each activity as described
in Section 3.1.1 ensure that each resource that is claimed is also properly released.
Therefore in the schedule, each claim vertex is always directly preceded by a release
vertex. Fig. 8.1c shows the schedule where activities C and D have been subsequently
added.
Removing an activity from the schedule
An important consideration when implementing the controller is the memory usage.
Most memory is consumed to store the schedule that is being executed. We keep
the memory usage limited by removing activities from the schedule that have fully
completed their execution. A special data structure called a scheduled activity is used
to keep track of the corresponding activity for each vertex in the schedule, and all
non-release vertices as well as the release vertices that belong to this activity.

8.1. Controller

(a) Empty schedule.
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(b) Schedule with activity A.

(c) Schedule with activity A, C, and D.

8
(d) Schedule with activities C and D, where activity A has been removed.

Figure 8.1: Adding activities to the schedule and removing them.
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An activity is completed when all the release vertices of the activity have been
executed. Then, vertices of this activity instance which have outgoing dependencies
can be removed from the schedule. Fig. 8.1d shows the schedule of Fig. 8.1c, where
activity A has been removed.
When we add an activity to the schedule, we also create a corresponding instance
of a scheduled activity. When all vertices of the scheduled activity have finished
execution, then all vertices except the release vertices can always be removed. The
release vertices can only be removed if they have at least one successor in the schedule.
This is needed to guarantee that at any point during execution, resources are properly
released, and the schedule ends with a release vertex for each resource.

8.1.2

8

Scheduler

The scheduling of actions in the schedule is done by the scheduler of the controller.
During execution of the schedule, each vertex has an execution status. Set running
stores the vertices that are currently executing, and set f inished stores the vertices
that have finished their execution. At any point in time, we also need to keep track
of the frontier. The frontier represents the current state of execution of the schedule.
Set f rontier stores the vertices that are currently (ready to start) executing, or are at
the end of the schedule.
Initialization of the schedule is done using the function INITIALIZE (Algorithm 8.1). This function creates a dummy activity “InitRelease” that contains a
release vertex for each resource in the system. At the end of the initialization,
function SCHEDULE F RONTIER (Algorithm 8.2) is called to update the frontier of the
schedule.
A scheduled activity sa of activity A is created by calling function CRE ATE S CHEDULED A CTIVITY (allVertices, releaseVertices, A), where A is the activity
name, allVertices is the set of all vertices in the schedule corresponding to A, and
releaseVertices is the set of all vertices in the schedule corresponding to A. The
sets allVertices and releaseVertices are stored in the scheduled activity, and can be
retrieved using sa.allVertices and sa.releaseVertices respectively.
Algorithm 8.1 Initialization of the controller and schedule.
1: proc INITIALIZE
2:
releaseVertices ← {v | action(v) = release(r ) ∧ r ∈ R}
3:
sa ← CREATE S CHEDULED A CTIVITY(releaseVertices, releaseVertices, ”InitRelease”)
4:
for ∈ releaseVertices do
5:
add v to schedule
6:
latestRelease(r ) ← v, where action(v) = release(r )
7:
scheduledActivity(v) ← sa
8:
9:

10:

for v ∈ releaseVertices do
f rontier.insert(v)
SCHEDULE F RONTIER

8.1. Controller
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Function SCHEDULE F RONTIER checks for each vertex in the frontier set, whether
it is ready to be executed (all incoming vertices are in f inished), and not yet
running (v ∈
/ running and v ∈
/ f inished). If so, the vertex is scheduled using
SCHEDULE (v) (Algorithm 8.3). In this function, the vertex is added to set running
that contains all vertices that are currently executing. The corresponding action
is invoked using EXECUTE(v) (Algorithm 8.4). Upon completion, the function
notifies the controller that it has finished execution using the callback to function
NOTIFY R EADY (v) (Algorithm 8.5). Note that v is a separate argument, since the
function is not immediately called in the function.

Algorithm 8.2 Scheduling the frontier of the schedule.
1: proc SCHEDULE F RONTIER
2:
for v ∈ f rontier do
3:
if v ∈
/ running and v ∈
/ f inished and all incoming vertices are in f inished then
4:
SCHEDULE(v)

Algorithm 8.3 Schedule a vertex of the schedule.
1: proc SCHEDULE(v)
2:
running ← running ∪ {v}
3:
EXECUTE (v)

Once the action of a vertex has been executed, the status of the vertex is updated.
Function NOTIFY R EADY(v) removes vertex v from the sets running and f rontier and
adds it to set f inished. Then, it adds all successor vertices that are currently in the
schedule to the set f rontier, and schedules the new frontier. If v relates to a release
vertex, we invoke function CLEANUP S CHEDULE(v) (Algorithm 8.6) to clean up the
schedule.
An activity can be removed from the schedule if all the corresponding actions
have finished executing. Since an activity always ends with release vertices, we only
need to check whether all vertices related to these release vertices have finished. If
so, we first remove the release vertices of the previous activity. Then, we remove the
incoming dependencies from all vertices not related to a resource release. Finally, we
remove these vertices from the schedule and from the set f inished.
Function SCHEDULE A CTIVITY(A) (Algorithm 8.7) is used to add an activity A to
the schedule. First, a topological ordering of the activity is computed. This ordering
guarantees that the claim vertices are properly linked to the release vertices that
are already present in the schedule. Then, all vertices and dependencies are added
and the scheduled activity is created. After adding the activity to the schedule,
SCHEDULE F RONTIER (Algorithm 8.2) is invoked to check whether there are new
vertices that can be executed.

8
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Algorithm 8.4 Execute the action corresponding to a vertex of the schedule.
1: proc EXECUTE(v)
2:
execute function action(v)
3:
ADD C ALLBACK( NOTIFY R EADY ,v)

Algorithm 8.5 Vertex v has finished execution, update the status of v
1: proc NOTIFY R EADY(v)
2:
running ← running \ {v}
3:
f rontier ← f rontier \ {v}
4:
f inished ← f inished ∪ {v}
5:
add all successors to f rontier
6:
SCHEDULE F RONTIER
7:
if action(v) = (r, rl ) then
8:
CLEANUP S CHEDULE (v)

8.1.3

Executing the (max,+) automaton

The controller executes the (max,+) automaton of the supervisory controller and
adds activities to the schedule. For deterministic execution of the automaton, we
require that in each state there is at most one controllable activity enabled. We also
require that in a state there are either controllable or uncontrollable activities enabled.
Note that this requirement is already satisfied for the throughput-optimal controllers
described in Chapters 4 and 5. The controller should also guarantee that marked
states are visited infinitely often, which can be checked with a nonblocking check
on the controller as also described in Chapters 4 and 5. If there is a single activity
enabled, then the activity can be added immediately to the schedule. If there are
multiple (uncontrollable) activities enabled, then the controller needs to wait till
one of these activities occurs. The model should be validated to ensure that indeed
always one of these uncontrollable activities will eventually occur. The occurrence
of an uncontrollable event can for instance be linked to user input or a change in a
sensor value.

8

8.2

Case study: xCPS

To validate the approach described in the previous section, we use the xCPS (eXplore
Cyber-Physical Systems) platform [1, 2], see Fig. 8.2, which is an assembly line
emulator that can be used for research and education in the CPS domain. The
products that are used in the system are cylindrical pieces, tops and bottoms, of
different colors, shown in the bottom left corner in Fig. 8.2. In our case study, we use
xCPS to compose tops and bottoms into composite products, like the two products
shown on the top.
Fig. 8.3 gives a schematic overview of the layout of xCPS. The platform consists
of one storage area, two gantry arms, six conveyor belts, two indexing tables, and
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Figure 8.2: xCPS – an assembly line emulator.
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Algorithm 8.6 Execute the action corresponding to a vertex of the schedule.
1: proc CLEANUP S CHEDULE(v)
2:
sa ← scheduledActivity(v)
3:
if sa.releaseVertices \ f inished 6= ∅ then
4:
return
5:
for v ∈ sa.allVertices do
6:
if action(v) = (r, cl ) and v has incoming dependencies then
7:
remove all direct predecessors of v
8:
9:
10:
11:
12:
13:

if action(v) 6= (r, rl ) then
remove all incoming dependencies of v from the schedule
for v ∈ sa.allVertices do
if action(v) 6= (r, rl ) then
remove v from the schedule
f inished ← f inished \ {v}

several actuators and sensors. The storage area is a grid where 25 pieces can be stored.
Six stopper actuators in strategic positions along the conveyor belts can stop the
movement of pieces, even when the conveyor belts keep running. This creates buffers
on the belts that can accumulate pieces. Switches enable route changes for individual
pieces. xCPS has a turner to flip top or bottom pieces, which can be used if pieces
arrive in the wrong orientation. Moreover it has two actuators for the assembly and
disassembly of pieces. The pick & place actuator can clamp a top piece on conveyor
belt 3 and combine it with a complementary bottom piece on indexing table 2. The
separator can disassemble a composite piece into its two constituent pieces. xCPS
has 15 sensors that can detect the presence of a piece, but cannot distinguish the
type or color. Tops and bottoms enter the machine at the top right, on conveyor belt
1. Pieces can arrive in correct orientation or flipped. Composite products leave the
machine at the bottom right, via conveyor belt 5.

8.2.1

8

xCPS API

The interaction with the xCPS electronics goes via a set of electronic PCI/PCIexpress output/input cards. To abstract from the mapping and the cards, xCPS
has an API. It provides the available atomic actions as functions, abstracting from
the implementation details. Timing behavior is added in the form of a polling
mechanism that uses callback methods to specify how the system should respond
to (external) actions. The API provides two types of callbacks; periodic callbacks
and sensor callbacks. A periodic callback add_timed_callback(o f f set, ∆t, f ), shown
in Fig. 8.4a, invokes a function f periodically with a period ∆t and initial offset
offset. Every time f is invoked, it returns either true or f alse. If the return value
is true, the function is scheduled again after a time delay of ∆t, and otherwise it
is not scheduled again. Sensor callbacks can be used to invoke a function f every
time the sensor value of s becomes high, using add_sensor_high_callback(s, f ), or
low, using add_sensor_low_callback (s, f ), shown in Figures 8.4b and 8.4c respectively.
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Algorithm 8.7 Add an activity to the schedule.
1: proc SCHEDULE A CTIVITY(A = ( N, E))
2:
L ← TOPOLOGICAL S ORT ( A)
3:
releaseVertices ← ∅
4:
allVertices ← ∅
5:
for n ∈ L do
6:
v ← new vertex with action(v) = action(n)
7:
node(v) ← n
8:
add v to schedule
9:
allVertices ← allVertices ∪ {v}
10:
if action(v) = (r, cl ) then
. connect resource claim with the latest release vertex
11:
add dependency from vertex latestRelease(r ) to vertex v
12:
else if action(v) = (r, rl ) then
13:
releaseVertices ← releaseVertices ∪ {v}
14:
15:

16:
17:
18:
19:
20:
21:
22:

for v ∈ releaseVertices do
latestRelease(r ) ← v
for v1 , v2 ∈ allVertices do
if (node(v1 ), node(v2 )) ∈ E then
add dependency from vertex v1 to vertex v2

sa ← CREATE S CHEDULED A CTIVITY ( allVertices, releaseVertices, A)
for v ∈ allVertices do
scheduledActivity(v) ← sa
SCHEDULE F RONTIER

The sampling frequency determines the time delay between the actual sensor change
and when function f is invoked. At each sampling time, all sensor values are checked
and if they are changed, the corresponding callbacks for this sensor are invoked.

8.2.2

Resources, peripherals, and actions

The xCPS model we consider contains the following resources that can be claimed
and released; stopperi with i ∈ {1, . . . , 6}, belti with i ∈ {1, . . . , 6}, switchi with
i ∈ {1, . . . , 4}, pickplace, indextable1, indextable2, arm1, arm2, turner, and separator.
The actions in the model closely correspond to the actions that are provided by the
xCPS API. All actions provided by the xCPS API are near-instantaneous, since they
correspond to the switching of signals. For example, for the turner, the actions are
to activate the gripping or release a product, and moving up and down the gripper
arm. Several actions have been added however that do have a notion of time. In
the previous chapters we considered a fixed worst-case timing abstraction for each
action to give guarantees on the throughput of the controller. In the xCPS model, we
have the option of choosing either a fixed timing after which an action completes, or
relying on a sensor signal to indicate that an action has completed. Fig. 8.5 shows
how sensor guards and timing delays can be realized using actions provided by the
xCPS API. In Fig. 8.5a, an action f on resource r1 is shown that can start its execution
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(c) Sensor callback: add_sensor_low_callback(s, f ).

Figure 8.4: Callbacks provided by the xCPS API.

8

as soon as the signal of sensor s turns high. To link it to the API, we transform this
into two actions as shown in Fig. 8.5b. The first action f _s sets a sensor callback on
s, such that action f _s finishes as soon as the sensor signal turns high. Immediately
after, action f can be executed. Fig. 8.5c shows action f on resource r1 that has a
timing delay of ∆t. In the transformation we replace this action again by two actions;
f and f _t depicted in Fig. 8.5d. Action f is extended with a timed callback that is
added at the end. Upon completion of this callback, the specified delay has passed
and action f _t can be executed. This can for instance be used for letting one piece
pass by a stopper. The stopper is disabled, and a timed callback is set that guarantees
that the piece has passed. After this action, the stopper can be enabled to stop the
next pieces from passing.

8.2.3

Activities

We define five activity scenarios, assuming the manufacturing goal of assembling
pieces, the input variation, and the system dynamics:
1. Top (a top piece with proper orientation arrives as input at belt 1);
2. Flipped Top (a top piece with incorrect orientation arrives as input at belt 1);
3. Bottom (a bottom piece with proper orientation arrives as input at belt 1);

8.2. Case study: xCPS
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(a) Guard on sensor value.

(b) Guard on sensor value replaced with sensor
callback.

(c) Finish action after a delay of ∆t.

(d) Finish action is triggered as a separate
action f t .

Figure 8.5: Transformations of guards and timing delays into actions that can be linked to
the xCPS API.
4. Initialize (initialization of the system);
5. Shutdown (shutdown of the system).
The activity selection related to a piece is triggered by the identification of the
type of piece at input time (top, flipped top, or bottom).
Fig. 8.6a shows the Top activity. When the sensor detects the piece, stopper1 is
disabled to let the piece go through. Then, it is enabled again to stop the next piece
from entering. To ensure that a top piece is never pushed onto the indexing table,
we claim stopper3 and switch2. Sensors sensor4 and sensor5 respectively detect that
the top piece has passed. Because of the pipelining of actions per resource, it would
otherwise be possible that a Flipped Top or Bottom activity is scheduled afterwards.
When executing this activity, it would incorrectly assume that the detected piece is
not a Top piece.
The Flipped Top activity is depicted in Fig. 8.6b. After releasing the piece by
stopper1, the piece is stopped by stopper2. Then, the turner flips the piece. When the
turner is up again, stopper2 released the piece, and we ensure that the piece passes
sensor4 and sensor5, to ensure that the piece is not pushed onto the indexing table.
The Bottom activity is shown in Fig. 8.6c. Again, the piece is released by
stopper2. When the piece now passes sensor5, switch2 is enabled after a fixed
time sensor5passingdelay, to ensure that the piece is precisely in front of switch2.
While the piece is traveling on belt1 and belt2, the pick&place unit can already pick
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(a) Top activity.

(b) Flipped Top activity.

8

(c) Bottom activity.

Figure 8.6: Top, Flipped Top, and Bottom activities.
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(b) Shutdown activity.

(a) Initialization activity.

Figure 8.7: Initialization and shutdown activities.
up a top piece and hold it above the indexing table 2. After the bottom piece is
pushed onto the indexing table 2, the indexing table is turned until it is aligned with
the pick&place unit, and then the top piece is assembled with the bottom piece. The
combined piece stays on the indexing table and is moved out of the indexing table
after two new Bottom activities have been executed.
The initialization and shutdown activities are given in Fig. 8.7. The initialization
ensures that the stoppers used in activities Top, Flipped Top, and Bottom are initially
disabled. The belts are turned on, and are not stopped during the assembly process.
In the shutdown activity of the xCPS system all belts are stopped. Since we assume a
continuous production of pieces, the top and bottom pieces that are already on the
belt or indexing table stay.

8.2.4

Requirements

To ensure a correct assembly process, we need to enforce a number of requirements
on the system. First, the system should be initialized before pieces may enter the
system, and a shutdown needs to be done at the end. This is modeled with the
requirement shown in Fig. 8.8a. The maximum capacities of the buffers should also
be considered that store the individual pieces. The indexing table can hold at most
two unassembled bottom pieces, and the belt segment after the pusher until the
pick&place can hold at most six top pieces.
Fig. 8.8b shows the plant model that keeps track of the number of top pieces in
the system. Initially, there is one top piece at the pick&place unit and no bottom
pieces at the indexing table. The assembly operation with the pick&place unit is part
of the Bottom activity. To ensure that an assembly is always possible, we enforce that
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Initialize

Shutdown

Flipped Top, Top, Bottom
(a) Enforce initialization before allowing pieces to enter, and enforce a shutdown at
the end.

c=1
Bottom do c := c − 1

Flipped Top, Top do c := c + 1

(b) UnassembledTops: observer to keep track of the number of top pieces in the
system that are not yet matched to a bottom piece.

Bottom when UnassembledTops.c > 0
(c) Enforce that there is a (flipped) top piece in the system for every bottom that is
inputted. Note that UnassembledTops.c refers to variable c in UnassembledTops.

Flipped Top, Top when UnassembledTops.c < 6
(d) Enforce the buffer capacity for top pieces. Note that UnassembledTops.c refers
to variable c in UnassembledTops.

Figure 8.8: Requirements for the xCPS case study.

there is a (flipped) top piece in the system for every bottom that is inputted, shown
in Fig. 8.8c. We also enforce the buffer capacity for the top pieces, shown in Fig. 8.8d.

8

To ensure that there is a free place on the indexing table capacity, the assembly
and the turn of the indexing table should be finished before the next bottom piece
arrives at the pusher. This should be taken care of in the inter-release time of two
consecutive pieces at the input. Because the belts are continuously running, the
inter-release time should also be at least the time that the switch needs to push a
bottom piece onto the indexing table and retract. This guarantees that bottom pieces
can always be pushed to the indexing table and top pieces can pass the switch to
belt 3. The controller for xCPS obtained by after synthesis of the models depicted in
Figs. 8.8b to 8.8d is shown in Fig. 8.9.
All algorithms in Section 8.1 have been implemented in C++. Also, all xCPS
actions that occur in the activities shown in Figs. 8.6 and 8.7 have been implemented
as functions that can be executed in E XECUTE(v) for any vertex v. To test the
implementation, we have generated a number of activity sequences that are allowed
by the controller shown in Fig. 8.9. Each such activity sequence has been dispatched
to the system, and we have validated on the platform that all actions are properly
executed in the correct order.

8.3. Related work
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c=1
Initialize

Bottom when c > 0 do c := c − 1
Top, Flipped Top when c < 6 do c := c + 1

Shutdown

Figure 8.9: Controller for xCPS.

8.3

Related work

In the literature, there are various formal approaches for the synthesis and
implementation of controllers. Most of these are related to implementation in
programmable logic controllers (PLCs). A PLC cyclically reads and stores the inputs,
executes the program, and updates the outputs. The period may either be constant
or variable. In each cycle, the new output signals are computed based on the current
inputs and the current state of the PLC.
A majority of the formal approaches is based on supervisory control theory [123].
To implement a generated supervisor, there are various concerns that need to be
addressed [43]. An important aspect is the difference between signals and events.
A change in the value of a signal is registered by the PLC as an event, and care
has to be taken that the software does not skip over an arbitrary number of states
within the same PLC scan cycle. This problem is caused by the cyclicity of the PLC
implementation. Another consideration is that signals are only read at the start of
each cycle. If multiple signals change their value during such a cycle, then in the next
cycle they are recognized as simultaneous events regardless of the exact timing. In
the xCPS platform, the sensors are also read with a fixed frequency, and this problem
might also occur. Since the control is performed assuming this fixed signal data, it
may be the case that the wrong transitions is chosen; assume that in a state there is a
controllable event and an uncontrollable event related to the signal. Based on the data,
the signal did not change, and the controllable event is chosen. However, during
the scan cycle, the value does change, and the uncontrollable event is also generated.
Then, a choice has to be made whether to choose the uncontrollable or controllable
event. In most solutions, priority is given to uncontrollable events [40, 54, 71]. In this
chapter, we assume that these choices between controllable and uncontrollable events
have been resolved. The choice between uncontrollable events in the case study
of xCPS we consider is related to the type of input piece arriving, and is therefore
related to the same sensor. Handling the feedback from the other sensors at action
level is independent, and can be done in an arbitrary order.
As described in Section 8.1.3, we assume that in each state of the controller either
controllable or uncontrollable activities are enabled, and we let the controller interact
directly with the system. In [10], the controller does not interact directly with the
system, but instead via an intermediate supervisory control layer that enforces the
safety constraints. This separation has the advantage that it also allows for manual
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operation of the system, and that there is a clear distinction between enforcing safety
constraints from task dependent constraints to complete certain running tasks in
an optimal way. The same two layers can also be incorporated in the approach
described in this chapter, by letting the throughput-optimal controller interact with
the synthesized supervisory controller that guarantees safety in the system.
The activity modeling framework in this thesis is inspired by the control structure
used by ASML, which is partially described in [109]. A similar structure is present,
where activities are dispatched to the system, and added to the schedule that is being
executed. A dedicated component executes the schedule by dispatching actions to
the corresponding subsystems, and processing the feedback from these subsystems.

8.4

Conclusions

This chapter presents an approach to translate a supervisory controller to a controller
that dynamically schedules activities on the system, while keeping track of the
current state in the schedule and the (max,+) automaton. The approach can be used
for platforms that provide an event-driven programming architecture, with a callback
mechanism that provides sensor callbacks and periodic time-triggered callbacks.
The controller can schedule any activity that conforms to the static constraints as
described in Section 3.1.1 onto a set of system resources. The precise implementation
of the actions and activities depends on the platform. To validate the approach,
we have used the xCPS platform. The implemented controller interacts with the
xCPS API to execute an assembly process that accepts different input pieces and
combines them into composite pieces. The capabilities of the xCPS platform have
been abstracted into actions that can be used in the design of the activities. Timing
abstractions of actions have been replaced with sensor feedback or time-triggers
that indicate whether an action has finished. The controller takes into account the
requirements that enforce buffer capacities and proper initialization and shutdown
of the system. The approach has been validated on the xCPS platform. We have
successfully executed various activity sequences to validate that the assembly process
is executed in accordance with the specification.
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Conclusions and future work
9.1

Conclusions

The demands for higher system productivity and more flexibility in manufacturing
systems keeps increasing. As a result, there is also an increasing trend in the number
of physical actions and cyber actions that need to be scheduled. The supervisory
controller that is in control of scheduling these actions plays a key role in this. Such a
controller needs to optimize the system productivity, while guaranteeing safe system
behavior and a proper scheduling of the system operations. Usually, the productivity
of the controlled system can only be measured at a later stage in the development
process, once the system has been assembled. This has a big impact on the efficiency
of the system design trajectory and the system cost, since physical prototyping is
typically very expensive. This thesis describes a model-based design approach
for designing supervisory control software that optimizes system productivity and
guarantees safe system behavior. The performance of the controlled system can be
analyzed without the need to first create physical prototypes of the system. The
approach answers the research question of how to model, analyze and optimize
throughput-optimal supervisory controllers for flexible manufacturing systems. The
problem statement can be broken down into its primary aspects to provide solutions
for the constituent subproblems.
In the first contribution, we introduce a new modeling method to model
functional and timing aspects of flexible manufacturing systems in a modular,
compositional way. This modeling method answers RQ1, as formulated in Section 1.4.
Activities are used to abstract from end-to-end deterministic system operations, that
makes it possible to reason about the system behavior on a higher level of abstraction.
The timing behavior of the system execution can be analyzed by abstracting the
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timing behavior of each activity to the impact per system resource that is used. These
abstractions have a big advantage in scalability of the synthesis and optimization
steps of the controller. The modeling approach has been incorporated in a domainspecific modeling tool that is now used by system architects at ASML.
The second contribution are techniques for throughput and latency analysis of
controllable systems expressed in the formal modeling approach. The bottleneck
actions in the optimal controller can be identified using a new critical path analysis
technique. First, the critical resource dependencies are identified on the activity level,
and then based on this the critical paths can be constructed. In this way, the critical
paths can be found efficiently.
The third contribution of the thesis is a controller analysis technique for partiallycontrollable systems. For these systems, a controller can be computed that guarantees
the maximum throughput that can be achieved under worst-case influences of
the environment. The controller is found by translating the problem to a ratio
game, where an optimal control strategy has to be found. This strategy can then be
translated back to an optimal controller. Together with the second contribution, this
contribution answers RQ2. In the analysis we did not consider stochastic execution
times, since all analysis techniques are there to give guarantees about the minimum or
maximum performance. However, it could be interesting to also consider a stochastic
setting to evaluate the average-case behavior of the system.
The fourth contribution is a partial-order reduction technique to further improve
scalability of the approach. From the model, a reduced composition is computed that
preserves both functional and timing properties in the controller that is generated.
The experimental results show that significant reductions can be achieved for systems
that are modeled with local requirements, and that have many controllable activities
and few uncontrollable activities. This contribution gives an answer to RQ3 about
how to improve scalability of synthesis and optimization. In a setting with many
uncontrollable activities, the partial-order reduction does not seem to be a good
fit. More research is needed to find additional techniques that help improving
scalability of the full approach, and are applicable also to systems that do have many
uncontrollable events.

9

The last contribution is a method to translate a supervisory controller to a
controller implementation that can dynamically schedule activities and respond
to external triggers such as different types of products that are inputted to the system.
The translation has been implemented and validated on the xCPS platform, where
the controller steers an assembly process of different types of input pieces, and reacts
to the varying orders in which these products can arrive. This contribution answers
RQ4 for platforms with similar characteristics as the xCPS platform. To fully answer
RQ4, one should also consider other platform architectures, the most important one
being a PLC platform, since this is still heavily being used in industry.

9.2. Future work
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Future work

This thesis provides a framework for the modeling, analysis, optimization, and
implementation of supervisory controllers. There are various ways to extend
the approach towards more expressiveness and scalability, which are interesting
directions for future work. The most important academic research questions are
related to scalability of the approach, whereas the expressiveness-related questions
are more important for adaption of the technique by industry.
Throughput-optimal controller synthesis In the current approach, first a (reduced)
maximally-permissive supervisory controller is generated, and then the (max,+) state
space is computed to find a throughput-optimal controller. An open question is
whether the synthesis algorithm could be extended to generate a throughput-optimal
controller directly, without first computing the (reduced) maximally-permissive
controller. Note that the partial-order reduction technique already avoids computing
the maximally-permissive controller, and rather computes a reduced maximallypermissive controller that contains performance-equivalent paths and cycles. To
extend the synthesis algorithm with the optimization step, it should detect paths and
cycles that will dominate other paths and cycles with respect to maximal achievable
performance in an early stage.
Approximate analysis All the techniques described in the thesis yield exact results
in terms of system performance. To make the (max,+) analysis faster, one can consider
rounding of the availability times in the resource vector. This reduces the size of
the state space, but also results in an approximate throughput value. An interesting
question is how big the state space reductions are that can be achieved, and what the
approximation error is that is encountered as a result. Such an approximate analysis
can help in scalability of the analysis step for partially-controllable systems with
many uncontrollable activities, for which the partial-order reduction technique is not
such a good fit.
Symbolic analysis techniques The method presented in this thesis uses finite-state
automata to express requirements on activity orderings. An interesting question is
whether the framework can be generalized to EFAs, where also variables with guards
and updates can be used without flattening the model to finite-state automata. This
can have a big impact on scalability of the overall approach, making it possible to
analyze and optimize bigger industrial-size systems. The main challenge here is to
lift the algorithms for performance analysis and optimization to EFAs, such that the
(max,+) state space can be analyzed symbolically, for instance by using an encoding
in binary decision diagrams [66].
Modeling The requirements in the formal modeling method are used to enforce
orderings among activities. An interesting extension to consider is the ability to
model also ordering requirements between actions of different activities, and ensure
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that these requirements are satisfied. Also for industrial adoption of the approach,
this extension is important. For example, it allows one to enforce that picking a
product in one activity is always followed by a release of a product in another
activity, without another picking action in-between. The requirements on action
level can be automatically translated to ordering requirements on activities, and
taken into account in the supervisory controller synthesis step. Since the action-level
requirements can be translated to activity-level requirements, the same synthesis,
analysis, and optimization techniques can be used.
Representing the controller The throughput-optimal controller in the partiallycontrollable setting is represented by an automaton that can get very large for
complex systems. This has implications in terms of implementation, because the
controller will typically be implemented in software or in a PLC. Simplification of the
controller might be necessary to fit the controller in memory. Besides implementation
challenges, there is also the question on how to make the result insightful for domain
experts. For instance, in which system states does the controller prefer one robot over
the other, or if multiple activities are enabled whether the same activity is always
chosen. Finding good ways to represent the throughput-optimal controller in an
insightful way is crucial for industrial adaptation of the technique.
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A

Ratio game algorithms: complexity
analysis
In this appendix, we derive the complexity bounds of the three algorithms presented
in Chapter 6. First, we introduce some general results about ratio games that are
used in the complexity analysis of the algorithms.

A.1

Preliminaries

The maximal weight W of a ratio game is defined by W = max{wi (e) | e ∈ E, i ∈
{1, 2}}. This weight plays a role in the set of possible ratio values, and in the
complexity bounds of the algorithms. For the algorithms operating on real-valued
graphs, we introduce a parameter ρ, that determines the upper bound on the relative
error when comparing ratios.
The following results describe the possible values for any play. They follow directly from the memoryless determinacy of ratio games, as provided by Theorem 2.1.
Proposition A.1. Let Γ = (V, E, w1 , w2 , hV0 , V1 i) be a RG. For all vertices v ∈ V, and for
all memoryless strategies σ0 ∈ Σ0M for Player 0, the value Val(v, σ0 ) secured by σ0 in v is at
least ba with 0 ≤ a ≤ |V | · W and 0 < b ≤ |V | · W, if and only if all cycles reachable from v
in the weighted graph G Γ (σ0 ) have a ratio at least ba .
Proposition A.2 ( [20]). Let Γ = (V, E,
n w1 , w2 , hV0 , V1 i) be a RG. The outcome
o Val(π ) of

any play π of Γ is in the value set S =

a
b

| 0 ≤ a ≤ |V | · W, 0 < b ≤ |V | · W ∪ {∞}. If

w1 , w2 : E → N, this set is finite and has size |S| = O(|V |2 · W 2 ).
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The outcome Val(π ) only considers the weights in the limit, so only cycles in the
play are relevant, which is also reflected in Proposition A.1. The cycle length can vary
from 1 to |V |, and the costs w1 and w2 per edge from 0 to W, so the costs per cycle
vary from 0 to |V | · W, for both the numerator and the denominator of the outcome
Val(π ). If denominator b = 0, Val(π ) = ∞. In the remainder of this appendix, we
give the complexity bounds of the algorithms presented in Chapter 6.

A.2

Reduction to mean-payoff games

Lemma A.1 (Value decision problem [20]). Let Γ = (V, E, w1 , w2 , hV0 , V1 i) be a RG
with maximal weight W. Given a ratio ba with 0 ≤ a ≤ |V | · W and 0 < b ≤ |V | · W, we
can decide whether a state v ∈ V has value Val(v) = ba , Val(v) < ba or Val(v) > ba by a
reduction to a decision for a mean-payoff game. If w1 , w2 : E → N, this can be done in
O(|V |3 · W 2 ·| E|) time, and if w1 , w2 : E → R≥0 in O(|V |2 · W 2 ·| E| · ρ−1 ).
Proof. (Sketch) Create a mean-payoff game Γ MPG = (V, E, w, hV0 , V1 i) with payoff
function w(e) = b · w1 (e) − a · w2 (e). Let Val(v) be the value in Γ, and Val MPG (v) be
the value in Γ MPG . Now, Val(v) ≤ ba implies Val MPG (v) ≤ 0, and Val(v) ≥ ba implies
Val MPG (v) ≥ 0.
The decision in the mean-payoff game for natural weights can be made in O(|V |2 ·
0
W ·| E|) [124], where W 0 is the maximal weight in the mean-payoff game. Since,
W 0 ≤ b · W ≤ |V | · W 2 , we get a complexity bound of O(|V |3 · W 2 ·| E|). In the
derivation, the observation is used that the distance between the threshold 0 and the
closest rational number with a denominator of size at most n is 1/n.
For real-valued weights, we determine an estimate vk on the value that is within
ρ of the actual value in O(k · | E|), using Theorem 2.1 in [124], and setting k =
2 ·|V | · W 0 · ρ−1 . This yields a complexity bound of O(|V |2 · W 2 ·| E| · ρ−1 ). Here, the
closest distance is determined by ρ, instead of the fixed value 1/n.
Theorem A.1 (Value problem [20]). Let Γ = (V, E, w1 , w2 , hV0 , V1 i) be a RG with
maximal weight W. Val(v) for each state v ∈ V can be computed in O(|V |3 · W 2 ·| E| ·
log(|V | · W )) if w1 , w2 : E → N, and in O(|V |2 · W 2 ·| E| · ρ−1 ) if w1 , w2 : E → R≥0 .
Proof. For natural weights, use the decision problem from Lemma A.1 to perform
a binary search on the possible values S \ {∞}. If the ratio is greater than |S| · W,
it is infinite. For real-valued weights, use the result of Lemma A.1, which gives an
outcome within ρ of the actual value.
Theorem A.2 (Optimal strategy synthesis problem [20]). Let Γ
=
(V, E, w1 , w2 , hV0 , V1 i) be a RG with weights w1 , w2 : E → N and maximal
weight
W.
Optimal memoryless strategies
for both players can be found in


 
| E|
4
2
O |V | · W · log |V | ·| E| · log(|V | · W ) .

A.3. Reduction to energy games
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Proof. Using Proposition A.2 in a binary search over values S \ {∞}. The value of
each state v ∈ V, can be computed in O(|V |3 · W 2 ·| E| · log(|V | · W )). The group
testing technique can be applied to compute optimal positional strategies with
O(|V | · log(||VE|| )) value computations.
Theorem A.3. Let Γ = (V, E, w1 , w2 , hV0 , V1 i) be a RG with weights w1 , w2 : E → R≥0
andmaximal weight W. Optimal memoryless
strategies for both players can be found in

 
O |V |3 · W 2 · log ||VE|| ·| E| · ρ−1 .
Proof. Using Lemma A.1, the value of a vertex v ∈ V can be computed in O(|V |2 ·
W 2 ·| E| · ρ−1 ) if w1 , w2 : E → R≥0 . The group testing
techniqueof [124] can be used to

 
| E|
compute optimal positional strategies with O |V | · log |V |
value computations.

A.3

Reduction to energy games

Lemma A.2 (Value decision problem). Let Γ = (V, E, w1 , w2 , hV0 , V1 i) be a RG with
maximal weight W and w1 , w2 : E → R≥0 . Given a ratio ba with 0 ≤ a ≤ |V | · W and
0 < b ≤ |V | · W, we can decide whether a state v ∈ V has value Val(v) = ba , Val(v) < ba or
Val(v) > ba by a reduction to a decision for an energy game in O(|V |2 · W 2 ·| E|) time.
Proof. (Sketch) Create an energy game Γ EG = (V, E, w, hV0 , V1 i) with edge weights
w(e) = b · w1 (e) − a · w2 (e). Let Val(v) be the value in Γ, and ValEG (v) be the value in
Γ EG . Now, Val(v) ≤ ba implies ValEG (v) ≤ 0, and Val(v) ≥ ba implies ValEG (v) ≥ 0.
The crucial observation here is the following equivalence. Given a ratio ba , we
can compare this ratio to the cycle ratio of some cycle c = vi , . . . , vn with n > 0, and
rewrite it to a decision on an energy game value:
Σin=−01 w1 (vi , vi+1 )
Σin=−01 w2 (vi , vi+1 )

≥

a
⇔ Σin=−01 (b · w1 (vi , vi+1 ) − a · w2 (vi , vi+1 )) ≥ 0.
b

The decision in the energy game can be made in O(|V | · W 0 ·| E|) [124], where W 0
is the maximal weight in the energy game. Since, W 0 ≤ b · W ≤ |V | · W 2 , we get a
complexity bound of O(|V |2 · W 2 ·| E|).
Theorem A.4 (Value and optimal strategy synthesis problem). Let Γ RG =
(V, E, w1 , w2 , hV0 , V1 i) be a RG with weights w1 , w2 : E → N and maximal weight W.
Optimal memoryless strategies for both players can be found in O((log(|V |) + log(W )) ·
|V |2 · W 2 ·| E|).
Proof. The maximal distance between two values in S is |V | · W − (1/(|V | · W )), and
the minimal distance is 1/((V − 1) · V ). Therefore, the height of the tree of recursive
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calls is bounded by O

log



(|V |·W −(1/(|V |·W )))
1/((V −1)·V )

!


≤ O log(|V | · W ) . Since each

reduction to a decision on an energy game is bounded by O(|V |2 · W 2 ·| E|), we obtain
a running time of O((log(|V |) + log(W )) ·|V |2 · W 2 ·| E|).
Theorem A.5. Let Γ RG = (V, E, w1 , w2 , hV0 , V1 i) be a RG with weights w1 , w2 : E →
R≥0 and maximal weight W. Optimal memoryless strategies for both players can be found
in O((log(|V |) + log(W ) + log(ρ)) ·|V |2 · W 2 ·| E|).
Proof. The maximal distance between two values in S is bounded by |V | · W, and
the minimal distance consideredis ρ ≤ 1. 
Therefore,
height of the
tree of
 the




|V |·W
−
1
recursive calls is bounded by O log
. Since
= O log |V | · W · ρ
ρ
each reduction to a decision on an energy game is bounded by O(|V |2 · W 2 ·| E|), we
obtain a running time of O((log(|V |) + log(W ) + log(ρ−1 )) ·|V |2 · W 2 ·| E|).

A.4

Policy iteration

Theorem A.6 (Value and optimal strategy synthesis problem). Let Γ RG =
(V, E, w1 , w2 , hV0 , V1 i) be a RG with weights w1 , w2 : E → N and maximal weight
W. Optimal memoryless strategies for both players can be found in O(|V |14 · | E| · |W |4 ).
Proof. This bound is calculated following the derivation in [28]. We first derive
upper bounds on the values on the vectors r and d. For ratio values, ri (v) ≤ |V | · W
for v ∈ V. The distances are computed by the weight function w0 (u, w) = r (v) D ·
w1 (u, w) − r (v) N · w2 (u, w). Given the maximal length |V | − 1 of a simple path, the
maximal weight of this path is bounded by (|V | − 1) · ((|V | · W ) · W ) ≤ |V |2 · W 2 .
Value di (v) for some v ∈ V is increased only if the ratios of two cycles were the same.
The number of times a new cycle is formed with the same ratio value is bounded by
|V | [27]. So di (v) ≤ |V |3 · W 2 for v ∈ V.
In each iteration of PI-N, either ri increases or di increases. If ri increases, it does
so by at least 1/(|V | · (|V | − 1)). Given the maximum ratio value of |V | · W, and the
fact
 that wehave |V | ri (v)-values, the number of iterations in which ri increases is

O |V |4 · W . If ri does not increase, di increases, and it must increase by at least
1/(|V| · W ). Therefore,
the number of iterations between two increases of ri is always

5
2
in O |V | · W . Together, the number of iterations of the while loop in PI-N is in


O |V |9 · W 3 .


In MCT, the number of iterations where ri decreases is O |V |4 · W . The number
of iterations where di decreases is always O (|V |). In this situation, the algorithm
computes minimum-weight paths in |V | passes over the edges. So the complexity of
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MCT is O |V |5 ·| E| · W . Combined, the complexity of PI-N is O |V |14 ·| E| · W 4 .
Theorem A.7. Let Γ RG = (V, E, w1 , w2 , hV0 , V1 i) be a RG with weights w1 , w2 : E →
R≥0 and maximal weight W. Optimal memoryless strategies for both players can be found
in O(|V |8 · | E| · |W |3 · ρ−3 ).
Proof. This bound is calculated following the derivation in [28]. We use the same
bounds on vector entries in r and d as in the proof of Theorem A.6. For the ratio
values ri (v) ≤ |V | · W for v ∈ V. For the distance values di (v) ≤ |V |3 · W 2 for v ∈ V.
In each iteration of PI-R, either ri increases or di increases. If ri increases, it does
so by at least ρ. Given the maximum ratio value of |V | · W, and the fact
 that we have


|V | ri (v)-values, the number of iterations in which ri increases is O |V |2 · W · ρ−1 .
If ri does not increase, di increases, and it must increase by at least
 ρ. Therefore,

the number of iterations between two increases of ri is always in O |V |3 · W · ρ−2 .


Together, the number of iterations of the while loop in PI-N is in O |V |5 · W 2 · ρ−2 .


In MCT, the number of iterations where ri decreases is O |V |2 · W · ρ−1 . The
number of iterations where di decreases is always O (|V |). In this situation, the
algorithm computes minimum-weight
paths

 in |V | passes over the edges. So the
3
−
1
complexity of MCT is O |V | ·| E| · W · ρ
. Combined, the complexity of PI-R is


O |V |8 ·| E| · W 3 · ρ−3 .

B

Ratio game algorithms
This appendix contains the pseudo code of all algorithms presented in Chapter 6 to
solve ratio games.
Algorithm B.1 Zwick-Paterson, w1 , w2 ∈ R (ZP-N).

1: proc ZP-N-G ET S TRATEGY(Γ = (V, E, w1 , w2 , hV0 , V1 i))
2:
require: w1 , w2 ∈ N ensure: S : V → V is an optimal strategy
3:
val ← C OMPUTE VALUES (Γ)
4:
Eout (v) ← list of all outgoing edges of v
5:
s ← Eout (v)
6:
foreach v ∈ V do
7:
S(v) ← F IND O UTGOING E DGE ((Γ, v, val (v), Eout (v), 1, s)
8:

return S

1: proc F IND O UTGOING E DGE(Γ, v, val, edges, l, r)
2:
if l = r then
3:
return edges[l ]
4:
else
5:
middle ← b(l + r )/2c
6:
Esub ← Γ( E) ∩ {edges[i ] | l ≤ i ≤ middle}
7:
Γsub ← S UBGRAPH(Γ, Esub )
8:
values ← C OMPUTE VALUES (Γsub )
9:
if values(v) = val then
10:
. there is a positional optimal strategy that does not
11:
use any of the removed edges
12:
F IND O UTGOING E DGE (Γ, v, val, edges, l, middle)
13:
else
14:
F IND O UTGOING E DGE (Γ, v, val, edges, middle, r )
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1: proc C OMPUTE VALUES(Γ RG )
2:
require: w1 , w2 ∈ N ensure: val (v) is the optimal value for v ∈ V
3:
foreach v ∈ V do
4:
val (v) ← C OMPUTE VALUE (Γ RG , v, 0, V · W )
N
N
1: proc C OMPUTE VALUE(Γ RG , v, ll D , rr D )
 N

N
N
m
2:
← 12 ll D + rr D . split the range in two halves
mD

3:

4:
5:
6:
7:
8:
9:
10:
11:
12:

m1 ←

a1
b1
a2
b2

← max{ ba | 1 ≤ a, b ≤ |V | · W ∧
min{ ba

lN
lD
rN
rD

≤ middle}

m2 ←
←
| 1 ≤ a, b ≤ |V | · W ∧
≥ ba ≥ middle}
Γ MPG = (V, E, a2 · w1 − a1 · w2 , hV0 , V1 i)
(V<m1 , V=m1 , V>m1 ) ← T HREE WAY PARTITION (Γ MPG , m1 )
if v ∈ V=m1 then
return m1
else if v ∈ V<m1 then
N
C OMPUTE VALUE(Γ RG , v,|V | , ll D , m1 )
else. v ∈ V>m1
N
C OMPUTE VALUE(Γ RG , v,|V | , m2 , rr D )

1: proc T HREE WAY PARTITION(Γ MPG = (V, E, w, hV0 , V1 i), ν)
2:
3:
4:
5:
6:
7:

8:
9:
10:
11:

k ← 4 ·|V |3 ·|W |
est ← C OMPUTE E STIMATES(Γ MPG , k)
if V ≤ 2 then . avoid division by zero
δ←0
else
δ ← 1/(2 ·|V | ·|V − 1|)
smaller ← {v ∈ V | est(v) < ν − δ}
equal ← {v ∈ V | vν − δ ≤ est(v) ≤ ν + δ}
larger ← {v ∈ V | vest(v) > ν + δ}
return (smaller, equal, larger )

Algorithm B.2 Zwick-Paterson, w1 , w2 ∈ N (ZP-R).

1: proc ZP-R-G ET S TRATEGY(Γ = (V, E, w1 , w2 , hV0 , V1 i, ρ))
2:
require: w1 , w2 ∈ R
3:
ensure: S : V → V is an optimal strategy
4:
val ← C OMPUTE VALUES (Γ, ρ)
5:
Eout (v) ← list of all outgoing edges of v
6:
s ← Eout (v)
7:
foreach v ∈ V do
8:
S(v) ← F IND O UTGOING E DGE ((Γ, v, val (v), Eout (v), 1, s, ρ)
9:

return S

1: proc F IND O UTGOING E DGE(Γ, v, val, edges, l, r, ρ)
2:
if l = r then
3:
return edges[l ]
4:
else
5:
middle ← b(l + r )/2c
6:
Esub ← Γ( E) ∩ {edges[i ] | l ≤ i ≤ middle}
7:
Γsub ← S UBGRAPH(Γ, Esub )
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8:
9:
10:
11:
12:
13:
14:

values ← C OMPUTE VALUES (Γsub , ρ)
if (values(v) − val ) < ρ then
. there is a positional optimal strategy that does not
use any of the removed edges
F IND O UTGOING E DGE (Γ, v, val, edges, l, middle)
else
F IND O UTGOING E DGE (Γ, v, val, edges, middle, r )

1: proc C OMPUTE VALUES(Γ RG , ρ)
2:
require: w1 , w2 ∈ R
3:
ensure: val (v) is the optimal value for v ∈ V
4:
foreach v ∈ V do
5:
val (v) ← C OMPUTE VALUE (Γ RG , v, 0, V · W, ρ)

1: proc C OMPUTE VALUE(Γ RG , v, l, r, ρ)
2:
m ← (l + r )/2 . split the range in two halves.
3:
Γ MPG = (V, E, a2 · w1 − a1 · w2 , hV0 , V1 i)
4:
(V<m , V=m , V>m ) ← T HREE WAY PARTITION (Γ MPG , m, ρ)
5:
if v ∈ V=m then
6:
return m
7:
else if v ∈ V<m then
8:
C OMPUTE VALUE(Γ RG , v,|V | , l, m, ρ)
9:
else . v ∈ V>m
10:
C OMPUTE VALUE(Γ RG , v,|V | , m, r, ρ)

1: proc T HREE WAY PARTITION(Γ MPG = (V, E, w, hV0 , V1 i), ν, ρ)
2:
k ← (2 ·|V | ·|W |)/ρ
3:
est ← C OMPUTE E STIMATES(Γ MPG , k)
4:
δ←ρ
5:
smaller ← {v ∈ V | est(v) < ν − δ}
6:
equal ← {v ∈ V | ν − δ ≤ est(v) ≤ ν + δ}
7:
larger ← {v ∈ V | est(v) > ν + δ}
8:
return (smaller, equal, larger )
1: proc C OMPUTE E STIMATES(Γ MPG = (V, E, w, hV0 , V1 i), k)
2:
foreach v ∈ V do
3:
val0 (v) ← 0
4:
for i ← 1 to k do
5:
foreach v ∈ V
 do
6:

valk (v) =


 max {w(v, u) + valk-1 (u)}
v,u∈ E


 min {w(v, u) + valk-1 (u)}
v,u∈ E

7:
8:
9:
10:
11:
12:

foreach v ∈ V do . compute estimates
if k = 0 then
est(v) ← valk (v)
else
est(v) ← valk (v)/k
return est

if v ∈ V0
if v ∈ V1
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Algorithm B.3 Energy game reduction, w1 , w2 ∈ R (EG-R).
1: proc EG-R(Γ = (V, E, w1 , w2 , hV0 , V1 i), f l , l, r)
2:
require w1 , w2 ∈ R
3:
m ← (l + r )/2 . split the range in two halves
4:
if |r − l | < ρ then
5:
foreach v ∈ V do
6:
val (v) ← l
7:
if v ∈ V0 then
8:
S(v) ← min{ f l (u) | (v, u) ∈ E}
9:
else
10:
S(v) ← max{ f l (u) | (v, u) ∈ E}

11:
12:
13:
14:
15:
16:
17:
18:
19:
20:

21:
22:

return (S, val )
else
. determine V≥m ( f m (v) 6= >), V<m ( f m (v) = >)
f m ← S OLVE EG (Γ EG = (V, E, w1 − m · w2 , hV0 , V1 i))
V<m ← {v | f m (v) = >}
V≥m ← {v | f m (v) 6= >}
. recursive calls
Γ< ← (V<m , E  V<m , w1  V<m , w2  V<m ,
hV0 ∩ V<m , V1 ∩ V<m i)
(Sl , vall ) ← EG-R(Γ< , f l , l, m)
Γ≥ ← (V≥m , E  V≥m , w1  V≥m , w2  V≥m ,
hV0 ∩ V≥m , V1 ∩ V≥m i)
(Sr , valr ) ← EG-R( f , Γ≥ , f m , m, r)
return (Sl ∪ Sr , vall ∪ valr )

1: proc S OLVE EG(Γ EG = (V, E, w, hV0 , V1 i))
2:
. See pseudo code in [23]

Algorithm B.4 Energy game reduction, w1 , w2 ∈ N (EG-N).
N
N
1: proc EG-N(Γ = (V, E, w1 , w2 , hV0 , V1 i), ll D , rr D )
2:
require w1 , w2 ∈ N


3:

4:
5:

6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

mN
mD

←

m1 ←

m2 ←

1
2
a1
b1
a2
b2

lN
lD

←
←

+

rN
rD

max{ ba
min{ ba

. split the range in two halves
| 1 ≤ a, b ≤ |V | · W ∧

| 1 ≤ a, b ≤ |V | · W ∧

lN
lD
rN
rD

≤

≥

mN
}
mD
a
mN
b ≥ mD }

. determine V≥a1 ( f (v) 6= >), V<a1 ( f (v) = >)
f 1 ← S OLVE EG (Γ1EG = (V, E, b1 · w1 − a1 · w2 , hV0 , V1 i))
. determine V≤a1 , V>a1
f 2 ← S OLVE EG (Γ2EG = (V, E, a1 · w2 − b1 · w1 , hV1 , V0 i))
. determine V≥a2 , V<a2
f 3 ← S OLVE EG (Γ3EG = (V, E, b2 · w1 − a2 · w2 , hV0 , V1 i))
. determine V≤a2 , V>a2
f 4 ← S OLVE EG (Γ4EG = (V, E, a2 · w2 − b2 · w1 , hV1 , V0 i))

foreach v ∈ V do
if f 1 (v) 6= > ∧ f 2 (v) 6= > then
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16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:

val (v) ← a1
if v ∈ V0 then
S(v) ← min{ f 1 (u) | (v, u) ∈ E}
else
S(v) ← max{ f 1 (u) | (v, u) ∈ E}
if f 3 (v) 6= > ∧ f 4 (v) 6= > then
val (v) ← a2
if v ∈ V0 then
S(v) ← min{ f 3 (u) | (v, u) ∈ E}
else
S(v) ← max{ f 3 (u) | (v, u) ∈ E}
V< a1 ← {v | f 1 (v) = >}
V> a2 ← {v | f 4 (v) = >}

. recursive calls
Γsub1
RG ← (V< a1 , E  V< a1 , w  V< a1 , hV0 ∩ V< a1 , V1 ∩ V< a1 i)
lN
EG-N(Γsub1
RG , l D , a1 )
Γsub2
RG ← (V> a2 , E  V> a2 , w  V> a2 , hV0 ∩ V> a2 , V1 ∩ V> a2 i)
rN
EG-N(Γsub2
RG , a2 , r D )

1: proc S OLVE EG(Γ EG = (V, E, w, hV0 , V1 i))
2:
. see pseudo code in [23]

Algorithm B.5 Policy Iteration (PI), based on [28].
1: proc PI-N(Γ = (V, E, w1 , w2 , hV0 , V1 i))
2:
require: w1 , w2 ∈ N
3:
ensure: σi : Vi → V is an optimal strategy for player i, ri (v) is the optimal value for
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:

v ∈ V.
i ← −1
improvement ← true
d − 1 ← 0V
r −1 ← − ∞ V
σ00 ← arbitrary positional strategy of player 0
σ10 ← arbitrary positional strategy of player 1
while improvement do
i := i + 1
. improve positional strategy of player 1, update vectors
(di , ri , σ1i+1 ) ← MCT(Γ, σ0i , σ1i , di−1 , ri−1 )
σ0i+1 ← σ0i
improvement ← f alse
. improve positional strategy of player 0
foreach (v, u) ∈ E ∩ V0 × V do
if ri (v) < ri (u) ∨ (ri (v) = ri (u) ∧ di (v) <
di (u) + ri (u) D · w1 (v, u) − ri (u) N · w2 (v, u)) then
σ0i+1 (v) ← u
improvement ← true
return (ri , σ0i , σ1i )
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1: proc MCT(Γ, σ0i , σ1i , di−1 , ri−1 ))
2:
. modified algorithm of Cochet-Terrasson et al. [27]
3:
t ← −1
4:
improvement ← true
5:
6:
7:
8:

9:
10:
11:
12:
13:
14:
15:
16:

σ0i,0 ← σ0i
while improvement do
t ← t+1
(di,t , ri,t ) ← E VALUATE S TRATEGY ( Gσi ∪σi,t , di−1 , ri−1 )
0

1

σ1i,t+1 ← σ1i,t
improvement ← f alse
foreach (v, u) ∈ E ∩ V1 × V do
. improve positional strategy of player 1
if ri,t (v) > ri,t (u) ∨ (ri,t (v) = ri,t (u) ∧ di,t (v) >
di,t (u) + ri,t (u) D · w1 (v, u) − ri,t (u) N · w2 (v, u)) then
i,t+1
(v) ← u
σ1
improvement ← true
return (di,t , ri,t , σ1i,t )

1: proc E VALUATE S TRATEGY(G, di−1 , ri−1 )
2:
. EvaluateStrategy [27]: evaluation of a strategy
3:
(Vs , ri,t ) ← F IND C YCLES I N R ESTRICTED G RAPH ( Gσi ∪σi,t )
0

4:
5:

1: proc F IND C YCLES I N R ESTRICTED G RAPH(Gσi ∪σi,t )
0

2:
3:
4:

5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:

1

(di,t , ri,t ) ← C OMPUTE D ISTANCES ( G, Vs , ri,t , di−1 , ri−1 )
return (di,t , ri,t )
1

S←∅
foreach v ∈ V do
visited(v) ← ⊥
foreach v ∈ V do
if visited(v) = ⊥ then
u←v
while visited(u) = ⊥ do
visited(u) ← v
u ← successor (u)
if visited(u) = v then
. cycle found; find smallest vertex and cycle ratio
vs ← u
x ← successor (u)
cw1 ← w1 (u, successor (u))
cw2 ← w2 (u, successor (u))
while x 6= u do
if x < vs then . smaller vertex found
vs ← x
cw1 ← cw1 + w1 (u, successor ( x ))
cw2 ← cw2 + w2 (u, successor ( x ))
x ← successor ( x )
ri,t (vs ) ← cw1 /cw2
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24:
25:

S ← S ∪ {vs }
return (S, ri,t )

1: proc C OMPUTE D ISTANCES(Gσi ∪σi,t , S, ri,t , di−1 , ri−1 )
2:
3:

4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:

foreach v ∈ V do
visited(v) ← f alse
foreach u ∈ S do
if ri−1 (u) = ri,t (u) then
di,t (u) ← di−1 (u)
else
di,t (u) ← 0

0

1

visited(u) ← true
foreach v ∈ V do
if ¬visited(v) then
u←v
while ¬visited(u) do
visited(u) ← true
s.push(u)
u ← successor (u)
while ¬s.empty() do
x ← s.pop()
ri,t ( x ) ← ri,t (u)
di,t ( x ) ← di,t (u) + ri,t (u) D · w1 ( x, u) − ri,t (u) N · w2 ( x, u)
u←x
return (di,t , ri,t )

Algorithm B.6 Policy Iteration, w1 , w2 ∈ R (PI-R), based on [28].

1: proc PI-R(Γ = (V, E, w1 , w2 , hV0 , V1 i))
2:
require: w1 , w2 ∈ R
3:
ensure: σi : Vi → V is an optimal strategy for player i, ri (v) is the optimal value for

4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:

v ∈ V.
i ← −1
improvement ← true
d − 1 ← 0V
ω − 1 ← 0V
r −1 ← − ∞ V
σ00 ← arbitrary positional strategy of player 0
σ10 ← arbitrary positional strategy of player 1
while improvement do
i := i + 1
. Improve positional strategy of player 1, update vectors.
(di , ri , σ1i+1 , ωi ) ← MCT(Γ, σ0i , σ1i , di−1 , ri−1 , ωi−1 , ρ)
σ0i+1 ← σ0i
improvement ← f alse
. Improve positional strategy of player 0.
foreach (v, u) ∈ E ∩ V0 × V do
δ ← max(ωi (v), ωi (u) + w2 (v, u)) · ρ
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20:
21:
22:
23:
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if ri (v) <ρ ri (u) ∨ (ri (v) =ρ ri (u) ∧ di (v) <2δ
di (u) + ri (u) D · w1 (v, u) − ri (u) N · w2 (v, u)) then
i +1
σ0 (v) ← u
improvement ← true
return (ri , σ0i , σ1i )

1: proc MCT(Γ, σ0i , σ1i , di−1 , ri−1 , ωi−1 , ρ))
2:
. Modified algorithm of Cochet-Terrasson et al. [27]
3:
t ← −1
4:
improvement ← true
5:
6:
7:
8:

9:
10:
11:
12:
13:
14:
15:
16:
17:

σ0i,0 ← σ0i
while improvement do
t ← t+1
(di,t , ri,t , ωi,t ) ← E VALUATE S TRATEGY ( Gσi ∪σi,t , di−1 , ri−1 , ωi−1 , ρ)
0

1

σ1i,t+1 ← σ1i,t
improvement ← f alse
foreach (v, u) ∈ E ∩ V1 × V do
. improve positional strategy of player 1
δ ← max(ωi,t (v), ωi,t (u) + w2 (v, u)) · ρ
if ri,t (v) >ρ ri,t (u) ∨ (ri,t (v) =ρ ri,t (u) ∧ di,t (v) >2δ
di,t (u) + ri,t (u) D · w1 (v, u) − ri,t (u) N · w2 (v, u)) then
i,t+1
(v) ← u
σ1
improvement ← true
return (di,t , ri,t , σ1i,t , ωi,t )

1: proc E VALUATE S TRATEGY(G, di−1 , ri−1 , ωi−1 , ρ)
2:
. EvaluateStrategy [27]: Evaluation of a strategy.
3:
(Vs , ri,t ) ← F IND C YCLES I N R ESTRICTED G RAPH ( Gσi ∪σi,t )
0

4:
5:

1

(di,t , ri,t , ωi,t ) ← C OMPUTE D ISTANCES ( G, Vs , ri,t , di−1 , ri−1 , ωi−1 , ρ)
return (di,t , ri,t , ωi,t )

1: proc C OMPUTE D ISTANCES(Gσi ∪σi,t , S, ri,t , di−1 , ri−1 , ωi−1 , ρ)
2:
3:

4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

foreach v ∈ V do
visited(v) ← f alse
foreach u ∈ S do
if ri−1 (u) =ρ ri,t (u) then
di,t (u) ← di−1 (u)
ωi,t (u) ← ωi−1 (u)
else
di,t (u) ← 0
ωi,t (u) ← 0

visited(u) ← true
foreach v ∈ V do
if ¬visited(v) then
u←v
while ¬visited(u) do
visited(u) ← true
s.push(u)

0

1
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18:
19:
20:
21:
22:
23:
24:
25:

u ← successor (u)
while ¬s.empty() do
x ← s.pop()
ri,t ( x ) ← ri,t (u)
di,t ( x ) ← di,t (u) + ri,t (u) D · w1 ( x, u) − ri,t (u) N · w2 ( x, u)
ωi,t ( x ) ← ωi,t (u) + w2 ( x, u)
u←x
return (di,t , ri,t )

C

Twilight activities
This appendix contains all activities and activity matrices of the Twilight system as
described in Section 3.2. The matrix rows respectively correspond to resources Drill,
Conditioner, Unload Robot, Load Robot, and Collision Area.
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Figure C.1: Drill activity and matrix.
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Figure C.2: Condition activity and matrix.
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0

The following two tables contain the timing values of all peripheral actions. The
timing for the movement actions of the robots is calculated based on the current
robot position and the target position.

187

188

Appendix C. Twilight activities



0
−∞
−∞

−∞
−∞

−∞
0
−∞
−∞
−∞

−∞
−∞
0
−∞
−∞

−∞
−∞
−∞
0
−∞

Figure C.3: LR_PickPrdFromInput activity and matrix.
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Figure C.4: LR_PutPrdOnCond activity and matrix.
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Figure C.5: LR_PutPrdOnDrill activity and matrix.
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Figure C.6: LR_PickPrdFromCond activity and matrix.
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Figure C.7: LR_PickPrdFromDrill activity and matrix.
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Figure C.8: UR_PutPrdOnCond activity and matrix.
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Figure C.9: UR_PutPrdOnDrill activity and matrix.
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Figure C.10: UR_PickPrdFromCond activity and matrix.
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Figure C.11: UR_PickPrdFromDrill activity and matrix.
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Figure C.12: UR_PutPrdOnOutput activity and matrix.

peripheral

action

LR.C
LR.C
UR.C
UR.C
Conditioner.C
Conditioner.CL
Conditioner.CL

clamp
unclamp
clamp
unclamp
condition
clamp
unclamp

timing peripheral action
1.0
3.0
2.0
1.0
5.0
0.25
0.2

Drill.DL
Drill.DL
Drill.ZR
Drill.ZR
Drill.CL
Drill.CL

on
off
moveUp
moveDown
clamp
unclamp

timing
0.5
0.5
2.102
1.283
0.25
0.2

Table C.1: Timings for the (un)clamp, drill, and condition actions.

LR.XY peripheral
from

to

AboveIn
AtIn
AboveIn
AboveCond
AtCond
AboveCond
AboveIn
AboveDrill
AtOutDrill
AtDrill
AtOutDrill
AboveDrill

AtIn
AboveIn
AboveCond
AtCond
AboveCond
AboveIn
AboveDrill
AtOutDrill
AtDrill
AtOutDrill
AboveDrill
AboveIn

UR.XY peripheral
timing from
1.478
1.478
1.447
1.478
1.478
1.447
2.447
0.901
1.078
1.078
0.901
2.447

AboveOut
AtOut
AboveOut
AboveCond
AboveOut
AboveCond
AtCond
AboveDrill
AtOutDrill
AtDrill
AtOutDrill
AboveDrill

to
AtOut
AboveOut
AboveCond
AboveOut
AboveDrill
AtCond
AboveCond
AtOutDrill
AtDrill
AtOutDrill
AboveDrill
AboveOut

timing
1.223
1.223
1.689
1.689
1.474
1.223
1.223
0.901
1.032
1.032
0.901
1.474

Table C.2: Timings for the movement actions.
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