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Introduction

CHAPTER 1
INTRODUCTION
More and more communication is nowadays performed using wireless networks:
mobile phone telecommunication, robots or other devices that communicate via
Bluetooth, and so on. The optimization of such wireless communication systems
gives rise to many challenging algorithmic questions. Most problems studied in
this thesis are inspired by this type of questions.
The first question we study is inspired by the problem of assigning frequencies
to base stations in a mobile phone network. In the mobile phone telecommunication case, the locations of the base stations are given, together with the range
within which they can serve customers. Since typically the ranges overlap, if
a customer stands within the range of two different base stations that use the
same frequency, then interference occurs and the customer cannot communicate
with either of the two base stations. On the other end of the spectrum, if all base
stations use a different frequency, the frequency range needed is large and hence
costly or even not available at all. We therefore want to assign a frequency to
each base station such that in any location within the range of at least one device,
it is possible to communicate with at least one base station without suffering
from interference.
The second problem is inspired by the problem of minimizing power consumption in wireless communication networks. Here one is given a collection
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of devices that can send information to other devices within their transmission
range. A device can then communicate with another one via other devices, that
is the devices form a communication network and a device can send a message to
another one if there is a path from the former to the later device. To ensure connectivity between devices, it is obviously possible to have each device transmit to
each other device by assigning large ranges. However this is not desirable as the
power cost needed for such ranges can be too high, forcing, for instance, football
robots to carry heavy batteries that would slow them down. On the other hand,
if the ranges are too small, two robots might not be able to communicate with
one another. We hence want an assignment of ranges that maintain a certain
connectivity while minimising the energy cost.
Both problems have been studied extensively in the static setting, where
all objects (base stations, in the case of the frequency-assignment problem, or
devices in a wireless communication network) are present at all times and have a
fixed location. In this thesis, we study these problems in various dynamic settings
where this assumption cannot be made: objects can be turned on or shut down,
or be moving over time. As the set of objects changes, the solution needs to be
updated too. Since changing the range or the frequency of a base station means
a loss of communication, we would like to do as few changes as possible. We
define four types of dynamic settings.
. We call a setting online if new objects can appear over time, but no objects
disappear. Moreover, the objects do not move. In the online setting, we
have to update the solution at each arrival of a new object, and decisions
are irrevocable. For the frequency assignment problem this means that
once a base station receives a certain frequency, it will keep that frequency
forever. In the range assignment problem this means that once we assign a
certain range to a device, we can never decrease that range later on (but
increasing the range is allowed).
. The semi-dynamic (or: insertion-only) setting is similar to the online setting,
in that objects can only appear and do not move. The difference is that,
in the semi-dynamic setting, decisions are not irrevocable. In particular,
in the semi-dynamic frequency assignment problem we can change the
frequencies of a number, given as a parameter, of base stations when a new
one arrives.
. The fully dynamic setting extends the previous one by allowing deletions,
that is objects disappearing over time. Note that, as in the semi-dynamic
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case, decisions are not irrevocable. Typically, this is necessary to obtain
good solutions. In the frequency assignment problem, for instance, if
updating some frequencies upon a deletion were not allowed, then any
two ranges that overlap must receive different frequencies. Otherwise, by
deleting all the other ranges, interference would occur in the intersection
of the two ranges.
. We finally call a setting kinetic if all the objects are present from the start,
but they are allowed to move over time. In this case, we can use a timeslicing approach, and discretise the movement of the objects. In which
case, we update the solution at each time step. However, this approach
is wasteful as during most time steps, nothing significant changes. We
therefore only change the solution at certain events as proposed by Basch,
Guibas, and Hershberger [10]. In the case of the frequency assignment
problem, we define events when two objects start or stop intersecting, and
allow a fixed number of updates upon these events.
The main results of this thesis concern the dynamic versions, i.e., semidynamic, and fully dynamic, of the frequency assignment problem. These results
can be found in Chapters 2 and 3 (and are summarized in more details below).
While the online version of the frequency assignment problem has already
received considerable attention, the online version of the range assignment
problem has not. Therefore, instead of tackling the dynamic versions of the
range assignment problem, we do a first step in this direction by studying the
online version, in Chapter 4. Finally, Chapters 5 and 6 look at certain coloring
problems related to the frequency assignment problem.
A more detailed plan overview of the thesis is given below.

1.1 Dynamic Conflict-Free Colorings
We first define conflict-free colorings, which were introduced by Even et al. [27]
and Smorodinsky [39] to model the frequency assignment problem. Let S be
a set of objects in the plane, representing the communication ranges of the
base stations whose frequencies need to be assigned. For a point q ∈ R2 , let
Sq := {S ∈ S | q ∈ S} be the subset of objects containing q. A coloring
col : S → N of the objects in S—here we identify colors with non-negative
integers and frequencies with colors—is said to be conflict-free (with respect to
points) if for each point q with Sq 6= Ø there is an object S ∈ Sq whose color is
unique among the objects in Sq .

3

4

Introduction
Next we define two other types of colorings: unimax colorings, which are
a special type of CF-coloring that is often convenient to work with, and nonmonochromatic colorings, which are often used as a tool to construct CF-colorings.
A coloring is called unimax (we talk about a UM-coloring for short) if for each
point q, the object with the highest color (seen as an integer) in Sq is unique.
Moreover, a coloring is called non-monochromatic (NM for short) if for each q
with |Sq | > 2, not all objects of Sq use the same color. Note that any UM-coloring
is CF, and any CF-coloring is also NM. See Figure 1.1 for an illustration of these
colorings.

1.1.1 Previous Work
Conflict-free colorings have received a lot of attention since they were introduced
by Even et al. [27] and Smorodinsky [39]; see the overview paper by Smorodinsky [41], which surveys the work up to 2010. We review the work most relevant
to our results.
Even et al. proved that it is always possible to CF-color a set of disks in the
plane using O(log n) colors, and that Ω(log n) colors are needed in the worst
case. However, disks are an approximation of real world ranges; it is therefore

q

Figure 1.1. On the left, a NM-coloring of disks in the plane that uses two colors. On the
right, a CF-coloring of the same set of disks with three colors. Note that the left
coloring is not conflict-free because the indicated point q is not contained in a
disk with a unique color. Note also that the right coloring is not necessarily
UM: it is a UM-coloring if and only if red is the lowest color.
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interesting to consider other objects. The authors extended the result to sets
of translates of any given centrally symmetric polygon. Later, Har-Peled and
Smorodinsky [31] further generalized the result to regions with near-linear
union complexity. Alon and Smorodinsky [4] also studied the case of shallow
disks and showed that if the ply of the set is at most k, then O(log3 k) colors
suffice.
Instead of defining a CF-coloring of objects with respect to points, as we
did above, one can also consider the dual version. Here one is given a set P
of n points in the plane, and a (possibly infinite) family F of ranges, and the
goal is to assign a color to each points in P such that the following holds: for
each range r ∈ F, the set Sr := {p ∈ P | p ∈ r} contains at least on point p of
color different from the other points in Sr . This dual version was also studied
by Even et al. [27]; they showed it is possible to CF-color points using O(log n)
colors with respect to disks, or with respect to scaled translations of a centrally
symmetric convex polygon. Moreover, Ajwani et al. [3] showed how to CF-color
points with respect to rectangles; the bound however goes up to O(n0.382 ).
Above we considered CF-colorings in a geometric setting, but they can also
be defined more abstractly. A CF-coloring on a hypergraph H = (V, E) is a
coloring of the vertex set V such that, for every (non-empty) hyperedge e ∈ E,
there is a vertex in e whose color is different from that of the other vertices in e.
Smorodinsky’s survey [41] also gives an overview of results on CF-colorings in
this abstract setting.
The basic geometric version mentioned above—coloring objects in R2 with
respect to points —can be phrased in terms of hypergraphs by letting the objects
be the node set V and, for each point q in the plane, creating a hyperedge
e := Sq . Similarly, for the dual setting, we let V be the point set and, for each
range r in F, we create a hyperedge e := Sr . Another avenue for constructing a
hypergraph H to be colored is to start with a graph G, let the vertices of H be the
nodes of G and create hyperedges for (the sets of vertices of) certain subgraphs
of G. For example, Pach and Tardos [35] considered the case where hyperedges
are all the node neighborhoods. For this case, Abel et al. [2] recently showed
that a planar graph can always be CF-colored with only three colors, if we allow
some nodes to be uncolored. (Otherwise, we can use a dummy color, increasing
the number of colors to four.) As another example, we can define the hyperedges
to be induced by all paths in the graph. This setting is equivalent to an older
notion of node ranking [13], or ordered coloring [33].
Recall that CF-colorings are used to model interference-free frequency assignments in a cellular network. When a base station in the network fails, the
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resulting assignment may no longer be interference-free. This leads to the study
of k-fault-tolerant CF-colorings, where we want min(k + 1, |Sq |) objects from Sq
to have a unique color. In other words, a k-fault-tolerant CF-coloring allows the
deletion of k objects without losing the conflict-free property. Cheilaris et al. [16]
studied k-fault-tolerant CF-colorings of pionts in R1 with respect to intervals, and
presented a polynomial-time algorithm with approximation ratio 5 − k2 for the
problem of finding a CF-coloring with a minimum number of colors. For k = 0—
that is, the regular CF-coloring—the algorithm gives a 2-approximation. Horev
et al. [32] studied the 2-dimensional case and proved a O(k log n) bound for
disks and, more generally, pseudo-disks and regions with linear union complexity. They also showed that O(k log2 n) colors suffice for axis-parallel rectangles,
and that simple closed Jordan regions with union-complexity at most O(n1+α ),
with α > 0, admit a coloring with O(knα ) colors.
To increase coverage or capacity in a cellular network it may be necessary
to increase the number of base stations. This led Fiat et al. [18] to study online
CF-colorings. Here the objects to be CF-colored arrive over time, and as soon as
an object appears it must receive a color which cannot be changed later on. For
CF-coloring points with respect to intervals in R1 , they proposed a deterministic
algorithm using O(log2 n) colors as well as two randomized algorithms, one
of which is using at most O(log n log log n) colors in expectation and always
producing a valid coloring. Later, Chen et al. [17] improved the bound with an
algorithm using an expected O(log n) colors. Chen et al. [19] also considered
the 2-dimensional online problem in the dual setting, i.e., coloring points with
respect to geometric ranges. They showed that for ranges that are half-planes,
unit disks, or bounded-size rectangles—i.e. rectangles whose heights and widths
all lie in the range [1, c], for some fixed constant c— one can obtain an online CFcoloring using O(log n) colors with high probability. For bounded-size rectangles
they also presented a deterministic result for online coloring, using O(log3 n)
colors. Bar-Noy et al. [7] provided a general strategy for online CF-coloring of
hypergraphs. Their method uses O(k log n) colors with high probability, where k
is the so-called degeneracy of the hypergraph. Their method can for instance
be applied for points with respect to half-planes, in which case it uses O(log n)
colors. This implies, from the result by Chent et al. [19], the same result for unit
disks with respect to points. Bar-Noy et al. [7] also introduced a deterministic
algorithm for points with respect to intervals in R1 if recolorings are allowed.
Their method uses at most n − log n recolorings in total, thus their method
uses less than one recoloring per insertion on average; they did not obtain a
worst-case bound on the number of recolorings for an individual insertion. Note
that the results for online colorings in R2 are rather limited: for the primal
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version of the problem—online CF-coloring objects with respect to points—there
are essentially only results for unit disks or unit squares (where the problem is
equivalent to the dual version of coloring points with respect to unit disks and
unit squares, respectively). Moreover, most of the results are randomized.

1.1.2 Our Results
We introduce the fully dynamic variant of the CF-coloring problem, which generalizes and extends the fault-tolerant and online variants. Here the goal is to
maintain a CF-coloring under insertions and deletions. It is easy to see that if we
allow deletions and we do not recolor objects, we may need to give each object
in S its own color. (Indeed, any two intersecting objects must have a different
color when all other objects are deleted.) Using n colors is clearly undesirable.
On the other hand, recoloring all objects after each update—using then the same
number of colors as in the static case—is not desirable either. Thus the main
question is: which trade-offs can we get between the number of colors and the
number of recolorings?
In this thesis, we propose algorithms that recolor at most a given number
of objects upon each event, while maintaining a low number of colors. The
number of colors and the number of recolorings per event is then a trade-off.
We present such dynamic CF-coloring algorithms for various settings in R1 and
in R2 . We furthermore provide a lower bound for the 1-dimensional case, which
immediately implies a lower bound for the 2-dimensional problem as well. Next
we discuss our results in more detail.
In Chapter 2, we are given a (dynamic) set S of intervals in R1 , which we
want to color such that for any point q ∈ R1 the set S(q) of intervals containing q
contains an interval with a unique color. This version of the problem can be
used to model the case where the base stations are located along a highway,
for instance. For this reason, 1-dimensional range and frequency assignment
problems have already been studied in various settings [7, 16, 28]. In the static
setting, coloring intervals is rather easy: a simple procedure yields a conflict-free
coloring with three colors, see Section 1.4. The dynamic version turns out to be
much more challenging.
We prove lower bounds on the possible tradeoffs between the number of
colors used and the worst-case number of recolorings per update: for any
algorithm that maintains a conflict-free coloring on a sequence of n insertions of
intervals with at most c(n) colors and at most r(n) recolorings per insertion, we
must have r(n) > n1/(c(n)+1) /(8c(n)). This implies, for instance, that for O(1/ε)
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colors we need Ω(εnε ) recolorings per updated, and with only O(1) recolorings
per update we must use Ω(log n/ log log n) colors.
We then present several algorithms that achieve bounds close to our lower
bound. All bounds are worst-case, unless specifically stated otherwise. First, we
present two algorithms for the case where the interval endpoints come from
a universe of size U . One algorithm uses O(log U ) colors and two recolorings
per update; the other uses O(logt U ) colors and O(t) recolorings per update in
the worst case, where 2 6 t 6 U is a parameter. We then extend the second
algorithm to an unbounded universe, leading to two results: we can use O(logt n)
colors and perform at most O(t logt n) recolorings per update for any fixed t > 2,
or we can use O(1/ε) colors and O(nε /ε) recolorings, amortized, for any fixed
ε > 0.
We then turn our attention to kinetic conflict-free colorings. Here the intervals
do not appear or disappear, but their endpoints move continuously on the real
line. At each event where two endpoints of different intervals cross each other,
the coloring may need to be adapted so that it stays conflict-free. One way to
handle this is to delete the two intervals involved in the event, and re-insert
them with the new endpoint order. We show that a specialized approach is much
more efficient: we show how to maintain a conflict-free coloring with four colors
at the cost of three recolorings per event. We also show that on average Θ(1)
recolorings per event are needed in the worst case when using only four colors.
An overview of the results can be seen in Table 1.1. The results from Chapter 2
appeared in
M. de Berg, T. Leijsen, A. Markovic, A. van Renssen, M. Roeloffzen,
and G. J. Woeginger. Fully-dynamic and kinetic conflict-free coloring
of intervals with respect to points. To appear in: International Journal
on Computational Geometry and Applications (special issue on the
28th International Symposium on Algorithms and Computation, ISAAC
2017).
In Chapter 3 we turn our attention to dynamic CF-coloring of objects in R2 . We
give an algorithm for CF-coloring unit squares using O(log n) colors and O(log n)
recolorings per update. Note that Ω(log n) is a lower bound on the number of
colors for a CF-coloring of unit squares even in the static case, so the number of
colors our fully dynamic method uses is asymptotically optimal. We also present
an adaptation for bounded-size rectangles which uses O(log2 n) colors, while
still using O(log n) recolorings per update. The method also extends to arbitrary
rectangles whose coordinates come from a fixed universe of size U , yielding

1.1 Dynamic Conflict-Free Colorings
Lower Bound

Objects

Colors
Ω

General Intervals
Kinetic Intervals
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log n
log log n
1
ε

O
4





Upper Bound

Recolorings

Colors

Recolorings

O(1)

O(logt n)

O(t logt n)

ε

Ω(εn )
Θ(1)

1
ε

O
4



O

nε
ε



3

Table 1.1. Bounds on the dynamic CF-coloring problem for intervals in R1 . The first
two rows show, on the left, two applications of our lower bound on the semidynamic case, depending if we fix the number of colors or the number of
recolorings and two of our algorithms on the right. The lower bounds are for
the semi-dynamic case. The last row shows lower and upper bounds for the
kinetic case.

O(log2 U log2 n) colors, still at the cost of O(log n) recolorings per insertion or
deletion. These constitute the first results on fully-dynamic CF-colorings in R2 .
Note that the lower bounds of Chapter 2 hold for the 2-dimensional problem as
well, in particular in all of the cases mentioned above.
We finally give two general approaches that can be applied in many cases.
The first approach uses a static coloring to solve insertions-only instances. It can
be applied in settings where the static version of the problem admits a unimax
coloring with a small number of colors. The method can for example be used
to maintain a CF-coloring for pseudodisks with O(log3 n) colors and O(log n)
recolorings per insertion, or to maintain a CF-coloring for fat regions. This is the
first result for the semi-dynamic CF-coloring problem for such objects: previous
online results for coloring objects with respect to points in R2 only applied to
unit disks or unit squares. We extend the method to obtain a fully-dynamic
solution, when the static solution allows what we call weak deletions. We can
apply this√technique for instance to CF-coloring points with respect to rectangles,
using O( n log2 n) colors and O(log n) recolorings per insertion and O(1) recolorings per deletion. For comparison, recall that Ajwani et al. [3] showed how to
statically CF-color points with respect to rectangles using O(n0.382 ) colors. An
overview can be seen in Table 1.2. The results from Chapter 3 appeared in
M. de Berg, A. Markovic. Dynamic conflict-free colorings in the plane.
To appear in: Computational Geometry: Theory and Applications.
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Objects

Number
of Colors

Recolorings
per Insertion

Recolorings
per deletion

Unit Squares

O(log n)

O(log n)

O(log n)

O(log n)

O(log n)

O(log n)

O(cf(n) log2 n)

O(log n)

N/A

O(log n)

N/A

O(log n)

O(r(8n) + 1)

O(log n)

1

2

Bounded Ratio Rectangles
Arbitrary Objects
Disks in R

2

Arbitrary Objects
Points w.r.t. Rectangles

3

O(log n)
O

P
`
i=0



cf(2i ) log n

√
O( n log3 n)

Table 1.2. Overview of the results in Chapter 3. The first two rows represent results on
specific cases. The next two rows show the general technique used to create
semi-dynamic CF-colorings using static CF-colorings with cf(n) colors for n
objects; and an example of an application of that technique. The last two
rows show how to create fully-dynamic CF-colorings out of static CF-colorings
with cf(n) colors for n objects when they allow weak deletions costing r(n)
recolorings; and again an an example of an application of that technique.

1.2 Online Range Assignment
In the static range assignment problem, we are given a set of devices modelled
as points in some space. Typically, the space is considered to be a d-dimensional
Euclidean space for d > 1. We then are asked to assign ranges, typically disks,
to these devices so that the devices satisfy a certain connectivity property while
minimising the cost incurred by the ranges. More precisely, the range assignment
problem is defined as follows.
Let S = {p0 , . . . , pn−1 } be a set of n points in Rd . For an assignment r :
S → R>0 , let Gr be the directed graph on the vertex set S obtained by putting a
directed edge from a vertex pi to a vertex pj if d(pi , pj ) 6 r(pi ), that is if pj is
included in the disk Dpi := B(pi , r(pi )) representing the transmission range of pi .
We call Gr the communication graph on S induced by the range assignment r.
Figure 1.2 shows an illustration of a communcation graph. The cost of a range

1.2 Online Range Assignment
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assignment r is then defined as
costα (r) :=

X

r(v)α ,

v∈S

where α > 1, is called the distance-power gradient. In practice, α typically
varies from 1 to 6, see the book by Pahlavan and Levesque [36] for more details.
We then want to minimise that cost while ensuring one of the four following
connectivity properties:
. Strong Connectivity: Gr must be strongly connected;
. h-Hop Strong Connectivity: for each two devices pi and pj , there must be a
path of length at most h from pi to pj in Gr ;
. Broadcast: given a source p0 ∈ S, the graph Gr must contain an arborescence rooted at p0 ;
. h-Hop Broadcast: given a source p0 ∈ S, the graph Gr must contain an
arborescence rooted at p0 of depth at most h.

1.2.1 Previous Work
For a survey of results on all four of the variants, see the survey by Clementi
et al. [23]. We only review results of the broadcast range assignment problem

p3
p1

p4

p2
p0

Figure 1.2. Example of a communication graph Gr on five devices, represented by the
points, defined by the range assignment r, represented by the disks.
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as it is the only one we study in the dynamic setting. It is easy to see that the
broadcast range assigment problem can be solved optimally in a trivial manner
when α = 1 by placing a single disk of radius max06i6n d(p0 , pi ) on the source p0 .
Clementi et al. [22] showed a polynomial time algorithm for the 1-dimensional
problem when α 6 2. Moreover, Clementi et al. [21] showed it is NP-hard to
compute a minimum range assignment for α 6 2 in R2 , and for any α > 1
when d > 2. Clementi et al. [22], Clementi et al. [21], and Wan et al. [42] also
showed that the problem can be aproximated within a factor c · 2α for any α > 2
and for a certain constant c. Furthermore, Clementi et al. [21] showed that
for any d > 2 and for any α > d, there is a function f : N × R → R such that
the problem can be approximated within a factor f (d, α) in the d-dimensional
Euclidian space. Wieselthier, Nguyen, and Ephremides [43] showed that in two
dimensions, it is NP-hard to approximate within a factor of 3α/2 2α when α 6 2.
Later, Fuchs [29] showed that in two dimensions, the problem is NP-hard for
so-called well-spread instances for any α > 1; and in dimension at least 3, the
problem is NP-hard to approximate within a factor of 51/50 when α < 2.

1.2.2 Our Results
In Chapter 4, we make the first step towards a dynamic solution to the online
broadcast problem. In online algorithms, the standard scenario is that decisions
are irrevocable. For the range assignment problem this means that we are not
allowed to decrease the range of any of the devices. This is essentially the same
as allowing only one range to be updated after an insertion (since decreasing a
range without increasing another range does not seem very useful). In our online
problem, at time 0 we only have the source p0 , and at time i, for i = 1, . . . , n,
we insert the device pi . We define Si := {p0 , . . . , pi } for each i = 0, . . . , n
and S := Sn . We are then asked to provide a valid range assignment ri : Si → R+
at each time i = 1, . . . , n such that for each i = 0, . . . , n − 1, and each j 6 i, we
have ri (pj ) 6 ri+1 (pj ). We analyse three simple algorithms. First, we define for
any pj with j = 1, . . . , n − 1, its nearest point nn(pj ).
. N EAREST-N EIGHBOR (NN for short): upon insertion of a point pj for j =
1, . . . , n, if pj is not yet covered by the current set of disks, we increase
the radius of nn(pj ) to rj (nn(pj )) := dist(pj , nn(pj )) and use the ranges
of rj−1 for the other points. Otherwise, we do not change any of the
ranges.

1.2 Online Range Assignment
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. 3-N EAREST-N EIGHBOR (3-NN for short): upon insertion of a point pj for j =
/ ∪i<j B(pi , rj (i)), we set the radius
1, . . . , n, if pj is not covered, that is pj ∈
of the nearest point nn(pj ) to rj (nn(pj )) = 3 · dist(pj , nn(pj )) and use the
ranges of rj−1 for the other points. Otherwise, we do not change any of
the ranges.
. C HEAPEST I NCREASE (CI for short): upon insertion of a point pj for j =
1, . . . , n, if pj is not covered, that is pj ∈
/ ∪i<j B(pi , rj (i)), we compute the
cost of increasing any one disk to include pj and use the cheapest, while
keeping the other disks unchanged. Otherwise, we do not change any of
the ranges.
Figure 1.3 illustrates the three algorithms.

pk
pj
pi

Figure 1.3. Upon insertion of pj , both NN and 3-NN choose pk = nn(pj ) as center of
the new disk of radius respectively dist(pk , pj ) and 3 dist(pk , pj ), while CI
(depending on the given value of α) might choose to increase the disk centred
on pi .

Sleator and Tarjan [38] first suggested the so-called competitive ratio to
analyse the performance of an online algorithm by comparing it to an optimal
offline strategy, that is, a strategy that knows the instance in advance and can
make the best decision at each point in time by knowing the future. Let OPT(S)
be the cost of instance S with such an optimal offline strategy. We say an online
algorithm ALG is c-competitive if there is a constant a such that for any instance S,
the cost of ALG is at most c · OPT(S) + a.
We prove that even for d = 1 and α = 2, no online algorithm can achieve a
competitive ratio arbitrarily close to 1. More precisely, no online algorithm can
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Competitive ratio of NN and CI
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√
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√
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α
Figure 1.4. Competitive ratio of in the plane as a function of α. The red and green lines
plot the upper bound for NN and CI. The orange line is a lower bound for
NN.

beat a competitive ratio of around 1.58. For d = 1 and α = 2, we show that NN
and CI have a competitive ratio of 2, and that this is tight for NN.
For d = 2, we prove that the competitive ratio of NN and CI is at least 6(1 +
√ √
2 α
) ) ' 6(1 + 0.52α ) for any α > 1. In particular, for α = 2, we obtain 7.6
( 6−
2
and for α = 3, we obtain 6.83. We also prove that the competitive ratio of
NN is O(1) (more precisely, it is at most 322) for α = 2; the competitive ratio
2α −3
∗
of NN and CI is bounded from above by Fα = α 2α−1
−α when 2 < α < α ,
∗
∗
with α = arg min Fα ' 4.3, and by Fα∗ ' 12.94 when α > α . Note that the
lower bound for NN for α∗ is approximately 6.34. Figure 1.4 depicts all these
bounds.
We finally show that the competitive ratio of 3-NN is at least 14.11 and at
most 81 for α = 2.

1.3 Other Colorings
We finally look at two related but more abstract static coloring problems.
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1.3.1 Conflict-Free Colorings on Tree Spaces and Planar Network
Spaces
In Chapter 5, we consider (static) NM- and CF-colorings of connected subspaces
of trees or networks seen as 1-dimensional spaces. Recall that in two dimensions,
CF-coloring disks can be done using O(log n) colors [27, 39], however in one
dimension, it can be done using only 3 colors as explained in Section 1.4. The
question then arises: are there more settings for which the number of colors
does not depend on the number n of objects (provided n is large enough)? To
find such settings, we consider network spaces: 1-dimensional spaces with the
topology of an arbitrary graph. It is convenient to view a network space G as
being embedded in R2 , although the embedding is actually immaterial. In this
view the nodes of G are points in R2 , and the edges are simple curves connecting
pairs of nodes and otherwise disjoint. We consider two special types of network
spaces, tree spaces and planar network spaces, whose topology is that of a tree
and a planar graph, respectively, see Figure 1.5.
We investigate the number of colors needed to CF- or NM-color a set S of
n objects in a network space, where we consider various classes of connected
objects. (Here CF- and NM-colorings are defined as above: in a CF-coloring, for
any point p ∈ G the set Sp := {o ∈ S | p ∈ o} of objects containing p should have
an object with a unique color when it is non-empty, and in an NM-coloring the
set Sp should not be monochromatic when it consists of at least two objects.)
In particular, we consider balls on G—the ball centered at p ∈ G of radius r is
defined as B(p, r) := {q ∈ G | dist(p, q) 6 r}, where dist is defined in the space G
and not the embedding in R2 — and, for tree spaces, we also consider arbitrary

T

T

q

Figure 1.5. On the left, a tree space T with a general subtree, on the right the same tree
space with a ball centred at q.
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2
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4

4
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Table 1.3. Overview of the results in Chapter 5. The first two rows represent the folklore
method explained in Section 1.4. The rest of the table uses the the following
parameters: k, the number of leaves of the tree space; t, the number of
internal nodes (of degree at least 3) of any (tree or planar network) space; `,
the maximum number of leaves of any tree to color. To avoid cluttering the
statements, we omit the trivial bound of the number of objects to be colored.

connected subsets as objects. Note that, if the given network space is a single
(non-closed) curve, then our setting, both for balls and for connected subspaces,
reduces to coloring intervals in R1 . The main question we want to answer is:
How does the maximum number of colors needed to NM- or CF-color a set S of
objects in a tree or network space depend on the complexity of the space and of
the objects to be colored?
tree,trees
We define the CF-chromatic number Xcf
(k, `; n) as the minimum number of colors sufficient to CF-color any set S of n trees of at most ` leaves each, in
tree,trees
a tree space of at most k leaves. The NM-chromatic number Xnm
(k, `; n) is
defined similarly. Rows 3 and 4 in Table 1.3 give our bounds on these chromatic
numbers. Notice that the upper bounds do not depend on n. In other words, any
set of trees in a tree space can be colored with a number of colors that depends
only on the complexity of the tree space T and of the trees in S. (Obviously the
number of objects, n, is an upper bound on these chromatic numbers as well. To
avoid cluttering the statements, we usually omit this trivial bound.) We also study
balls in tree spaces. Here it turns out to be more convenient to not use k (the
number of leaves) as the complexity measure of T , but t, the number of internal

1.3 Other Colorings
tree,balls
nodes of T . We are interested in the chromatic numbers Xcf
(t; n) and
tree,balls
Xnm
(t; n). Rows 5 and 6 of Table 1.3 state our bounds for these chromatic
numbers.
After studying balls in tree spaces, we turn our attention to balls in planar network spaces. Our bounds on the corresponding chromatic numbers
planar,balls
planar,balls
Xcf
(t; n) and Xnm
(t; n) are contained in row 7 and 8 of Table 1.3.
The results from Chapter 5 appeared in

B. Aronov, M. de Berg, A. Markovic, G. Woeginger. Non-monochromatic
and conflict-free coloring on tree spaces and planar network spaces.
COCOON 2018.

1.3.2 Coloring of Squares and Rectilinear Polygons
Finally, in Chapter 6, we look at a more traditional coloring of squares and
rectilinear polygons in the plane. Let S = {P1 , . . . , Pn } be a set of geometric
objects in the plane. The intersection graph induced by S is the graph whose
nodes correspond to the objects in S and where there is an edge (Pi , Pj ) if
and only if Pi and Pj intersect. If the objects in S are closed and have disjoint
interiors, then the intersection graph is called a contact graph. It has been shown
that the class of contact graphs of discs is the same as the class of planar graphs:
any contact graph of discs is planar and any planar graph can be drawn as a
contact graph of discs [34]. By the Four-Color Theorem [5] this implies that any
contact graph of disks is 4-colorable. More generally, contact graphs of compact
objects with smooth boundaries are planar, and so they are 4-colorable.
We are interested in coloring contact graphs of squares and rectilinear polygons. (Unless explicitly stated otherwise, whenever we speak of squares or
rectilinear polygons we mean axis-parallel squares and axis-parallel rectilinear
polygons.) Contact graphs of squares are different from contact graphs of smooth
objects, because four (interior-disjoint) squares can all meet in a common point,
see Figure 1.6 for an example. Thus the obvious embedding of such a contact
graph—where we put a node at the center of each square and we connect the
centers of two touching squares by a two-link path through a touching point—is
not necessarily plane.
Eppstein et al. [26] studied colorings of contact graphs of squares for the
special cases where the squares form a quadtree subdivision, that is, the set
S of squares is obtained by recursively subdividing an initial square in four
equal-sized quadrants. They proved that any such contact graph is 6-colorable
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and they gave an example of a quadtree subdivision that requires five colors.
(They also considered the standard variant where two squares that only touch in
a single vertex are not considered neighbours.)
We start by studying the computational complexity of coloring contact graphs.
We show that already for a set of unit squares, it is NP-complete to decide if the
contact graph is 3-colorable.
Next we study the chromatic number of various classes of contact graphs.
Recall that the obvious embedding of the contact graph of squares need not be
plane. We first prove contact graphs of unit squares can have a Km as a minor
for an arbitrarily large m and, hence, need not be planar. Nevertheless, contact
graphs of unit squares are 4-colorable and finding a 4-coloring is quite easy, so
our NP-completeness result on 3-coloring completely characterizes the computational complexity of coloring unit squares. Contact graphs of arbitrarily-sized
squares are not always 4-colorable—the quadtree example of Eppstein et al. [26]
requiring five colors shows this. We prove that the chromatic number of the class
of contact graphs of arbitrarily-sized squares is at most 6. In fact, we prove that
any contact graph of a set of rectilinear polygons is 6-colorable. (Even more
generally, contact graphs of polygons whose interior angles are strictly greater
than 2π/5 are 6-colorable.) Thus we obtain the same bound of Eppstein et al.,
but for a much larger class of objects. Moreover, for this class the bound is tight.
To prove our result, we characterize contact graphs of rectilinear polygons as a
certain subset of 1-planar graphs, which are known to be 6-colorable [14]. The
results from Chapter 6 appeared in
M. de Berg, A. Markovic, G. Woeginger. Colouring contact graphs of
squares and rectilinear polygons. EuroCG 2016.

G
Figure 1.6. Contact graph of squares with the underlying squares. Note that squares that
intersect in a single point are also linked by an edge, creating crossings.

1.4 Preliminaries

1.4 Preliminaries
As mentioned earlier, the main results in this thesis are about (dynamic) CFcolorings. In our algorithms for this problem, we regularly make use of a
folklore technique called the chain methods, to color intervals in R1 in a nonmonochromatic or conflict-free fashion. This serves as a warm up but is also
used as a tool in a few chapters. We first explain the NM chain method, that
uses at most two colors (red and green). We order the intervals left-to-right by
their left endpoints (in case of ties, we take the longest interval first) and color
them in this order using the so-called active color which is defined as follows.
We start with green as the active color. We color the first interval, then change
the active color to red. We then use the following procedure: we color the next
interval I in the ordering using the active color, then if the right endpoint of I is
not contained in any other already colored interval, we change the active color
from red to green or green to red.
To obtain a CF-coloring the chain method proceeds as follows. First, the
interval with the leftmost left endpoint—in case of ties, the longest such interval—
is colored green. Next, the following procedure is repeated until we get stuck:
Let I be the interval colored last. Among all intervals whose left endpoint lies
in I and that are not contained in it, color the one extending farthest to the right
red (if I is green) or green (if I is red). This creates a chain of alternating green
and red intervals. Each remaining interval is now either completely covered
by the already colored intervals, or it lies completely to the right of them. The
former intervals are given a dummy color (grey), the latter intervals are colored
by applying the above procedure again. Figure 1.7 shows a NM- and CF-coloring
of an example instance.
I Lemma 1.1. There is a NM-coloring of intervals on a line using two colors,

Figure 1.7. Both chain methods applied to the same instance. The top coloring is nonmonochromatic, and the bottom one is conflict-free.
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and a CF-coloring using three colors.
Proof. We prove the latter coloring is conflict-free; the proof for the NM-coloring
is similar. Consider a point p contained in an interval. It is clear that p is contained
in either a red or a green interval. We suppose without loss of generality it is
contained in a red interval I0 = [a0 , b0 ]. We show it is not contained in another
red interval. Let us suppose by contradiction that it is contained in another
red interval I1 = [a1 , b1 ] with a1 > a0 . Then p must also be contained in a
green interval I2 = [a2 , b2 ], with a1 > a2 > a0 . Moreover, we have that b2 < b1 .
Thus, I2 starts in I0 and extends further than I1 , hence should have been chosen
to be colored green, which is a contradiction. Therefore, p is always contained
in at most one red interval, and similarly, in at most one green interval, and is
always contained in a green or in a red interval. Thus the coloring is conflict-free.
J
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CHAPTER 2
DYNAMIC AND KINETIC
CONFLICT-FREE COLORING
OF INTERVALS
WITH RESPECT TO POINTS
In this chapter, we start our study of dynamic conflict-free colorings by considering the problem of coloring intervals with respect to points. In the next chapter,
we then turn our attention to 2-dimensional variants of the problem. In the 1dimensional variant, we are given a (dynamic) set S of intervals in R1 , which we
want to color such that for any point q ∈ R1 the set S(q) of intervals containing q
contains an interval with a unique color. This version of the problem can be
used to model the case where the base stations are located along a highway,
for instance, and 1-dimensional range and frequency assignment problems have
already been studied in various settings [7, 16, 28]. Moreover, the lower bounds
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that we prove hold for the 2-dimensional problem as well. In the static setting,
coloring intervals is rather easy: the chain method, explained in Section 1.4,
yields a conflict-free coloring with three colors. The dynamic version turns out
to be much more challenging.
In Section 2.1 we prove lower bounds on the possible tradeoffs between the
number of colors used and the worst-case number of recolorings per update:
for any algorithm that maintains a conflict-free coloring on a sequence of n
insertions of intervals with at most c(n) colors and at most r(n) recolorings per
insertion, we must have r(n) > n1/(c(n)+1) /(8c(n)). This implies that for O(1/ε)
colors we need Ω(εnε ) recolorings per update, and with only O(1) recolorings
per update we must use Ω(log n/ log log n) colors.
In Section 2.2 we then present several algorithms that achieve bounds close to
our lower bound. All bounds are worst-case, unless specifically stated otherwise.
First, we present two algorithms for the case where the interval endpoints
come from a universe of size U . One algorithm uses O(log U ) colors and two
recolorings per update; the other uses O(logt U ) colors and O(t) recolorings per
update in the worst case, where 2 6 t 6 U is a parameter. We then extend the
second algorithm to an unbounded universe, leading to two results: we can use
O(logt n) colors and perform at most O(t logt n) recolorings for any fixed t > 2,
or we can use O(1/ε) colors and O(nε /ε) recolorings (amortized) for any fixed
ε > 0.
Next, in Section 2.3 we consider the online setting, where intervals arrive
one by one and recolorings are not allowed. Abam et al. [1] observed that for
this setting there is a lower bound of log n on the number of required colors.
They also provide an upper bound of O(log3 n) for general instances, as well as
an upper bound of log n when all intervals are nested and contain the origin.
We provide an upper bound of log n on nested intervals even if not all of them
contain the origin. We also use the result of Bar-Noy et al. [7] to provide a
non-deterministic algorithm on any instance (non-nested) with O(log n) colors
with high probability.
Finally, in Section 2.4 we turn our attention to kinetic conflict-free colorings.
Here the intervals do not appear or disappear, but their endpoints move continuously on the real line. At each event where two endpoints of different intervals
cross each other, the coloring may need to be adapted so that it stays conflict-free.
One way to handle this is to delete the two intervals involved in the event, and
re-insert them with the new endpoint order. We show that a specialized approach
is much more efficient: we show how to maintain a conflict-free coloring with
four colors at the cost of three recolorings per event. We also show that on
average Θ(1) recolorings per event are needed in the worst case when using only

2.1 Lower bounds for semi-dynamic conflict-free colorings
four colors.

2.1 Lower bounds for semi-dynamic conflict-free colorings
In this section we present lower bounds on the semi-dynamic (insertion only)
conflict-free coloring problem for intervals. More precisely, we present lower
bounds on the number of recolorings necessary to guarantee a given upper bound
on the number of colors. We prove a general lower bound and a stronger bound
for so-called local algorithms. The general lower bound uses a construction where
the choice of segments to be added depends on the colors of the segments already
inserted. This adaptive construction is also valid for randomized algorithms, but
it does not give a lower bound on the expected behavior.
I Theorem 2.1. Let ALG be a deterministic algorithm for the semi-dynamic
conflict-free coloring of intervals. Suppose that on any sequence of n > 0 insertions, ALG uses at most c(n) colors and r(n) recolorings per insertion, where
r(n) > 0. Then r(n) > n1/(c(n)+1) /(8c(n)).
Proof. We first fix a value for n and define c := c(n) and r := r(n). Our
construction will proceed in rounds. In the i-th round we insert a set Ri of ni
disjoint intervals—which intervals we insert depends on the current coloring
provided by ALG. After Ri has been inserted (and colored by ALG), we choose
one of the colors used by ALG for Ri to be the designated color for the i-th round.
We denote this designated color by ci . We will argue that in each round we can
pick a different designated color, so that the number of rounds, ρ, is a lower
bound on the number of colors used by ALG. We then prove a lower bound on ρ
in terms of n, c, and r, and derive the theorem from the inequality ρ 6 c.
To describe our construction more precisely, we need to introduce some
notation and terminology. Let Ri := {I1 , . . . , Ini }, where the intervals are
numbered from left to right. (Recall that the intervals in Ri are disjoint.) To each
interval I = Ij we associate the set I e := (a, b), where a is the right endpoint
of I, and b is the left endpoint of Ij+1 if j < ni and +∞ if j = ni , that is, I e
represents the empty space to the right of I. We call (I, I e ) an i-brick. We define
the color of a brick (I, I e ) to be the color of I, and we say a point or an interval
is contained in this brick if it is contained in I ∪ I e . Recall that each round Ri has
a designated color ci . We say that an i-brick B := (I, I e ) is living if the following
two conditions are met:
. I has the designated color ci ;
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IG

IG0
···

group G of 4r intervals from living bricks
first interval in next group G0
Figure 2.1. Example of how the intervals are created when r = 2. The designated color
ci−1 is red, and the grey rectangles around them indicate living (i − 1)-bricks.
e
The grey rectangle around IG indicates the brick (IG , IG
). Note that IG0
extends further to the right.

. if i > 1 then both I and I e contain living (i − 1)-bricks.
A brick that is not alive is called dead and an event such as a recoloring that
causes a brick to become dead is said to kill the brick. By recoloring an interval I,
ALG can kill the brick B = (I, I e ) and the death of B may cause some bricks
containing B to be killed as well.
We can now describe how we generate the set Ri of intervals we insert in the
i-th round and how we pick the designated colors. (Note that the designated
color of a round is fixed once it is picked; it is not updated when recolorings
occur.) We denote by Ri∗ the subset of intervals I ∈ Ri such that (I, I e ) is a living
i-brick. Note that Ri∗ can be defined only after the i-th round, when we have
picked the designated color ci .
1. The set R1 contains the n2 intervals [0, 1], [2, 3], . . . , [n − 2, n − 1], and the
designated color c1 of the first round is the color used most often in the
coloring produced by ALG after insertion of the last interval in R1 .
∗
2. To generate Ri for i > 1, we proceed as follows. Partition Ri−1
into groups
∗
of 4r consecutive intervals. (If |Ri−1 | is not a multiple of 4r, the final
group will be smaller than 4r. This group will be ignored.) For each
group G := I1 , . . . , I4r we put an interval IG into Ri , which starts at the
left endpoint of I1 and ends slightly before the left endpoint of I2r+1 ; see
Figure 2.1 for an illustration.

The designated color ci is picked as follows. Consider the coloring after
the last interval of Ri has been inserted, and let C(i) be the set of colors
assigned by ALG to intervals in Ri and that are not a designated color from
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a previous round—we argue below that C(i) 6= Ø. Then we pick ci as the
color from C(i) that maximizes the number of living i-bricks.
We continue generating sets Ri in this manner until |Ri∗ | < 4r, at which point
the construction finishes. Below we prove that in each round ALG must introduce
a new designated color, and we prove a lower bound on the number of rounds
in the construction.
B Claim. Let B = (I, I e ) be a living i-brick. Then for any j ∈ {1, . . . , i} there is a
point qj ∈ I ∪ I e that is contained in a single interval of color cj and in no other
Si−1
interval from `=1 R` . Moreover, there is a point qj ∈ I ∪ I e not contained in
Si−1
any interval from `=1 R` .
Proof. We prove this by induction on i. For i = 1 the statement is trivially true,
so suppose i > 1. By definition, both I and I e contain living (i − 1)-bricks, B
e
and B . Using the induction hypothesis we can now select a point qj with the
desired properties: forSj = i we use that B contains a point that is not contained
e
i−1
in any interval from `=1 R` , for j < i we use that B contains a point in an
Si−1
interval of color cj and in no other interval from `=1 R` , and to find a point not
Si−1
e
contained in any interval from `=1 R` we can also use B .
C
Now consider the situation after the i-th round, but before we have chosen
the designated color ci . We say that a color c is eligible (to become ci ) if
c 6= c1 , . . . , ci−1 , and we say that an i-brick (I, I e ) is eligible if its color is eligible
and I and I e both contain living (i − 1)-bricks (if i > 1). Note that due to some
recolorings, some of the newly inserted intervals might not contain any living
brick and hence can never be living no matter the designated color; the next
claim shows that at most half intervals inserted this round are eligible.
B Claim. Immediately after the i-th round, at least half of the i-bricks are eligible.
Proof. Consider an i-brick (I, I e ). At the beginning of the i-th round, before we
have actually inserted the intervals from Ri , both the interval I and its empty
space I e contain 2r living (i − 1)-bricks. As the intervals from Ri are inserted,
ALG may recolor certain intervals from R1 ∪ . . . ∪ Ri−1 , thereby killing some
of these (i − 1)-bricks. Now suppose that ALG recolored at most 2r − 1 of the
intervals from R1 ∪ . . . ∪ Ri−1 that are contained in I ∪ I e . Then both I and I e
still contain a living (i − 1)-brick. By the previous claim and the definition of a
conflict-free coloring, this implies ALG cannot use any of the colors cj with j < i
for I. Hence, the color of I is eligible and the i-brick (I, I e ) is eligible as well.
It remains to observe that ALG can do at most rni recolorings during the i-th
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round. We just argued that to prevent an i-brick from becoming eligible, ALG
must do at least 2r recolorings inside that brick. Hence, ALG can prevent at most
half of the i-bricks from becoming eligible.
C
Recall that after the i-th round we pick the designated color ci that maximizes
the number of living i-bricks. In other words, ci is chosen to maximize |Ri∗ |. Next
we prove a lower bound on this number. Recall that ρ denotes the number of
rounds.
B Claim. For all 1 6 i 6 ρ we have |Ri∗ | > n1 /(8rc)i − 1.
∗
Proof. Since ALG can use at most c colors, we
 ∗have |R1 | > n1 /c. Moreover, for
i > 1 the number of intervals we insert is |Ri−1 |/4r . By the previous claim
at least half of these are eligible. The eligible intervals have at most c different
colors, so
ci to be the most common color among them we see that
 if∗ we choose

|Ri∗ | > |Ri−1
|/4r /2c. We thus obtain the following recurrence:

  ∗
|Ri−1 |/4r


if i > 1,


2c
∗
(2.1)
|Ri | >



 n1
if i = 1.
c

We can now prove the result using induction.
 ∗




|Ri−1 |/4r
1
n1
n1
∗
|Ri | >
>
·
− 1 /4r − 1
>
− 1.
2c
2c
(8rc)i−1
(8rc)i
C
Finally we can derive the desired relation between n, c, and r. Since n1 = n/2
and ni+1 < ni /2 for all i = 1, . . . , ρ − 1, the total number of insertions is less
than n. The construction finishes when |Ri∗ | < 4r. Hence, ρ, the total number
of rounds, must be such that n/(2(8rc)ρ ) − 1 6 |Rρ∗ | < 4r, which implies
ρ > log8rc (n/(8r + 2)) > log8rc n − 1. The number of colors used by ALG is at
least ρ, since every round has a different designated color. Thus c > log8rc n − 1
and so n 6 (8rc)c+1 , from which the theorem follows.
J

Two interesting special cases of the theorem are the following: with r =
O(1) we will have c = Ω (log n/ log log n), and for c = O(1/ε) (for some small
fixed ε > 0) we need r = Ω (εnε ). Note that the theorem requires r > 0.
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1

2

3

I
4

5

Figure 2.2. Example of a signature. The set S(I) contains the segments labeled 1,2,3,4,5.
The signature of I is h2, 1, 3, 4, 5, green, red, NIL, red, orangei.

Obviously the Ω (log n/ log log n) lower bound on c that we get for r = 1 also
holds for r = 0. For the special case of r = 0—this is the standard online version
of the problem—we can prove a stronger result, however: here we need at least
blog nc + 1 colors—see Section 2.3. This bound even holds for a nested set of
intervals, that is, a set S such that I ⊂ I 0 , I 0 ⊂ I, or I ∩ I 0 = Ø for any two
intervals I, I 0 ∈ S. We also show that a greedy algorithm achieves this bound for
nested intervals.
Local algorithms. We now prove a stronger lower bound for so-called local algorithms. Intuitively, these are deterministic algorithms where the color assigned
to a newly inserted interval I only depends on the structure and the coloring
of the connected component where I is inserted—hence the name local. More
precisely, local algorithms are defined as follows.
Suppose we insert an interval I into a set S of intervals that have already
been colored. The union of the set S ∪ {I} consists of one or more connected
components. We define S(I) ⊆ S to be the set of intervals from S that are in the
same connected component as I. (In other words, if we consider the interval
graph induced by S ∪ {I} then the intervals in S(I) form a connected component
with I.) Order the intervals in S(I) ∪ {I} from left to right according to their left
endpoint, and then assign to every interval its rank in this ordering as its label.
(Here we assume that all endpoints of the intervals in S(I) ⊆ S are distinct.
It suffices to prove our lower bound for this restricted case.) Based on this
labelling we define a signature for S(I) ∪ {I} as follows. Let λ1 , . . . , λk , where
k := |S(I)| + 1, be the sequence of labels obtained by ordering the intervals
from left to right according to their right endpoint. Furthermore, let ci be the
color of the interval labeled λi , where ci = NIL if the interval labeled i has not
yet been colored. Then we define the signature of S(I) ∪ I to be the sequence
sig(I) := hλ1 , . . . , λk , c1 , . . . , ck i; see Figure 2.2.
We now define a semi-dynamic algorithm ALG to be local if upon insertion of
an interval I the following holds: (i) ALG only performs recoloring in S(I), and
(ii) the color assigned to I and the recolorings in S(I) are uniquely determined
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by sig(I), that is, the algorithm is deterministic with respect to sig(I). Note
that randomized algorithms are not local. Also note that when a set of disjoint
intervals is inserted into an initially empty set, a local algorithm will give each
interval the same color. Thus the algorithms we present in the next section are
not local, as the coloring depends on a global tree structure.
To strengthen Theorem 2.1 for the case of local algorithms, it suffices to
observe that the intervals inserted in the same round must all receive the same
color. Hence, the factors c in the denominators of Inequality (2.1) disappear,
leading to the theorem below. Note that for r(n) = O(1), we now get the lower
bound c(n) = Ω(log n).
I Theorem 2.2. Let ALG be a local algorithm for the semi-dynamic conflict-free
coloring of intervals. Suppose that on any sequence of n > 0 insertions, ALG uses
at most c(n) colors and r(n) recolorings per insertion, where r(n) > 0. Then
r(n) > n1/(c(n)+2) − 2.
Proof. We first fix a value for n and define c := c(n) and r := r(n). Similar to
the previous construction, this construction also proceeds in rounds. In the i-th
round we insert a set Ri of ni disjoint intervals. We will argue that in each round
ALG picks a different color, so that the number of rounds, ρ, is a lower bound on
the number of colors used by ALG. We then prove a lower bound on ρ in terms
of n, c, and r, and derive the theorem from the inequality ρ 6 c.
In the i-th round, we insert the following intervals:
1. The set R1 contains the n2 intervals [0, 1], [2, 3], . . . , [2n − 2, 2n − 1]. Since
all intervals are disjoint, the local information ALG can use for each interval
consists only of that single interval. Hence, since ALG is deterministic, it
colors all intervals in R1 with the same color.
2. To generate Ri for i > 1, we proceed as follows. Partition Ri−1 into groups
of r + 2 consecutive intervals. (If |Ri−1 | is not a multiple of r + 2, the final
group will be smaller than r + 2. This group will be ignored.) For each
group G := I1 , . . . , Ir+2 we put an interval IG into Ri , which starts at the
left endpoint of I1 and ends slightly before the left endpoint of Ir+2 . Since
local information for ALG for each of these intervals is the same and ALG
is deterministic, it colors all intervals of Ri using the same color and the
output signature of S(I) is the same for all I ∈ Ri .
We continue generating sets Ri in this manner until |Ri∗ | < r + 1, at which point
the construction finishes. Note that if Rρ−1 consists of exactly r + 1 intervals, we
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cannot apply the above construction as it is. In this case, Rρ consists of a single
interval which starts at the left endpoint of I1 and ends at 2n − 1, that is the new
interval contains every other interval.
By construction, for each interval I in Ri , for i ∈ {1, . . . , ρ}, and for each
j ∈ {1, . . . , i} there is a point q that is contained in a single interval of Rj and in
no other interval from R1 ∪ · · · ∪ Ri . Moreover, the rightmost point of I is not
contained in any interval from R1 ∪ · · · ∪ Ri . Furthermore, since for each newly
inserted interval I ALG can only recolor r of the intervals that I intersects, there
exists a set of intervals I1 , · · · , Ii−1 such that for every Ij in this set, Ij ∈ Rj ,
Ij is contained in Ij+1 (Ii = I), and Ij is not recolored by ALG. Hence, these
properties remain valid during the insertion process.
B Claim. For all 1 6 i 6 ρ we have |Ri | > n/(r + 2)i − 2.
Proof. Since ALG colors all intervals of R1 using the same color, we have
|R1 | = n/2. Moreover, since for i > 1 the number of intervals we insert is
b|Ri−1 |/(r + 2)c, we have that |Ri | > b|Ri−1 |/(r + 2)c. We thus obtain the following recurrence:

 
|Ri−1 |


if i > 1,

 r+2
|Ri | >



 n
if i = 1.
2
We can now prove the result using induction.
|Ri |

> b|Ri−1 |/(r + 2)c
j

k
n
>
−
2
/(r
+
2)
i−1
(r+2)



n
−
2
/(r
+
2)
−
1
>
i−1
(r+2)
=
>

n
(r+2)i
n
(r+2)i

−

2
r+2

−1

− 2.
C

Finally we can derive the desired relation between n, c, and r. Since |R1 | =
n/2 and |Ri+1 | < |Ri |/2 for all i = 1, . . . , ρ − 1, the total number of insertions
is less than n. The construction finishes when |Ri | < r + 1. Hence, ρ, the total
number of rounds, must be such that
n/2
− 2 6 |Rρ | < r + 1,
(r + 2)ρ
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which implies ρ > logr+2 (n/(2r + 6)) > logr+2 n − 2. The number of colors used
by ALG is at least ρ, since every round uses a different color. Thus c > logr+2 n − 2
and so n 6 (r + 2)c+2 , from which the theorem follows.
J

2.2 Upper bounds for fully dynamic conflict-free colorings
Next we present algorithms to maintain a conflict-free coloring for a set S of
intervals under insertions and deletions. The algorithms use the same structure,
which we describe first. From now on, we use n to denote the current number of
intervals in S.
Let P be the set of 2n endpoints of the intervals in S. (To simplify the
presentation we assume that all endpoints are distinct, but the solution is easily
adapted to the general case.) We will maintain a B-tree on the set P . A B-tree
of minimum degree t on a set of points in R1 is a multi-way search tree in
which each internal node has between t and 2t children (except the root, which
may have fewer children) and all leaves are at the same level; see the book by
Cormen et al. [24, Chapter 18] for details. Thus each internal or leaf node stores
between t − 1 and 2t − 1 points from P (again, the root may store fewer points).
We denote the set of points stored in a node v by P (v) := {p1 (v), . . . , pnv (v)},
where nv := |P (v)| and the points are numbered from left to right. For an
internal node v we denote the i-th subtree of v, where 1 6 i 6 nv + 1, by Ti (v).
Note that the search-tree property guarantees that all points in Ti (v) lie in the
range (pi−1 (v), pi (v)), where p0 = −∞ and pnv +1 = ∞.
We now associate each interval I ∈ S to the highest node v such that I
contains at least one of the points in P (v), either in its interior or as one of its
endpoints. Thus our structure is essentially an interval tree [12, Chapter 10]
but with a B-tree as underlying tree structure. We denote the set of intervals
associated to a node v by S(v). Note that if level(v) = level(w) = `, for some
nodes v 6= w, and I ∈ S(v) and I 0 ∈ S(w), then I and I 0 are separated by a point
pi (z) of some node z at level m < `. Hence, I ∩ I 0 = Ø.
We partition S(v) into subsets S1 (v), . . . , Snv (v) such that Si (v) contains all
intervals I ∈ S(v) for which pi (v) is the leftmost point from P (v) contained in I.
From each subset Si (v) we pick at most two extreme intervals: the left-extreme
interval Ii,left (v) is the interval from Si (v) with the leftmost left endpoint, and the
right-extreme interval Ii,right (v) is the interval from Si (v) with the rightmost right

2.2 Upper bounds for fully dynamic conflict-free colorings
endpoint. Since all intervals from Si (v) contain the point pi (v), every interval
from Si (v) is contained in Ii,left (v) ∪ Ii,right (v). Note
Snvthat it may happen that
Ii,left (v) = Ii,right (v). Finally, we define Sextr (v) := i=1
{Ii,left (v), Ii,right (v)} to
be the set of all extreme intervals at v.
Our two coloring algorithms both maintain a coloring with the following
properties.
(A.1) For each level ` of the tree T , there is a set C(`) of colors such that these
color sets are disjoint between different levels.
(A.2) For each node v at level ` in T , the intervals from Sextr (v) are colored
locally conflict-free using colors from C(`) and a universal dummy color.
Here locally conflict-free means that the coloring of Sextr (v) is conflict-free
if we ignore all other intervals.
(A.3) All non-extreme intervals receive a universal dummy color, which is distinct
from any of the other colors used, that is, the dummy color is not in C(`)
for any level `.
The two coloring algorithms that we present differ in the size of the sets C(`)
and in which local coloring algorithm is used for the sets Sextr (v). It is not hard
to show that the properties above guarantee a conflict-free coloring.
I Lemma 2.3.
P Any coloring with properties (A.1)–(A.3) is conflict free and uses
at most 1 + ` |C(`)| colors.
Next we describe two algorithms based on this general framework: one for
the easy case where the interval endpoints come from a finite universe, and one
for the general case.
Solutions for a polynomially-bounded universe. The framework above uses a
B-tree on the interval endpoints. If the interval endpoints come from a universe
of size U —for concreteness, assume the endpoints are integers in the range
0, . . . , U − 1—then we can use a B-tree on the set {0, . . . , U − 1}. Thus the B-tree
structure never has to be changed.
I Theorem 2.4. Let S be a dynamic set of intervals whose endpoints are integers
in {0, . . . , U − 1}.
(i) We can maintain a conflict-free coloring on S that uses O(log U ) colors and
that performs at most two recolorings per insertion and deletion.
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(ii) For any t with 2 6 t 6 U , we can maintain a conflict-free coloring on S
that uses O(logt U ) colors and performs O(t) recolorings per insertion and
deletion.
Proof. For both results we use the general framework described above.
(i) We pick |C(`)| = 4t − 2 for all levels `. Since a B-tree of minimum degree t
on U points has height O(logt U ), the total number of colors is O(t logt U ).
With 4t − 2 colors, we can give each interval in Sextr (v) its own color,
so the coloring is locally conflict free. To get O(log U ) colors we now
pick t = 2. To insert an interval I, we find the set Si (v) into which I should
be inserted, and check if I should replace the current left-extreme and/or
right-extreme interval in Si (v). Thus an insertion requires at most two
recolorings. Deletions can be handled in a similar way: if I is an extreme
interval, then we have to recolor at most two intervals that become extreme
after the deletion of I.
(ii) We pick |C(`)| = 2 for all levels `, yielding O(t logt U ) colors in total. We
now color Sextr (v) using the chain method with C(level(v)) and the global
dummy color.
After coloring every connected component of Sextr (v) in this manner we
have a locally conflict-free coloring of Sextr (v). Insertions and deletions
into S(v) are simply handled by updating Sextr (v) and recoloring Sextr (v)
from scratch. Since at most two intervals start or stop being extreme and
|Sextr (v)| 6 4t − 2, we use O(t) recolorings.
J
When U is polynomially bounded in n—that is, U = O(nk ) for some constant k—this gives very efficient coloring schemes. In particular, we can then get
O(log n) colors with at most two recolorings using method (i), and we can get
O(1/ε) colors with O(nε ) recolorings (for any fixed ε > 0) by setting t = U ε/k in
method (ii).
Note finally that we do not need to explicitly store the whole tree as it is
enough to compute the location of any node when needed, yielding a linear
space complexity.
A general solution. If the interval endpoints do not come from a bounded
universe then we cannot use a fixed tree structure. Next we explain how to deal
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with this when we apply the method from Theorem 2.4(ii), which colors the sets
Sextr (v) using the chain method.
Suppose we want to insert a new interval I into the set S. We first insert the
two endpoints of I into the B-tree T . Inserting an endpoint p can be done in a
standard manner. The basic operations for an insertion are (i) to split a full node
and (ii) to insert a point into a non-full leaf node.
Splitting a full node v (that is, a node with 2t − 1 points) is done by moving
the median point into the parent of v, creating a node containing the t − 1 points
to the left of the median and another node containing the t − 1 points to the
right of the median. Note that this means that some intervals from S(v) may
have to be moved to S(parent(v)). Thus splitting a node v involves recoloring
intervals in S(v) and S(parent(v)). Observe that an interval only needs to be
recolored if it was extreme before or after the change. Hence, we recolor O(t)
intervals when we split a node v.
Since an insertion splits only nodes on a root-to-leaf path and the depth of T
is O(logt n), the total number of recolorings due to node splitting is O(t logt n).
Moreover, inserting a point into a non-full leaf node only takes O(t) recolorings.
We conclude that an insertion performs O(t logt n) recolorings in total.
For deletions the argument is similar. Deletions in B-trees rely on three basic
operations. The first basic operation is to merge two nodes, v and v 0 . This is the
reverse of the splitting operation in an insert, and it requires recoloring intervals
only from v, v 0 and their common parent. The second basic operation is to swap
the point p stored in v with its successor (or predecessor) p0 . This may move
intervals containing p0 , but not p up to v. These intervals can all be found in
the path from v to v 0 , so we recolor in at most O(logt n) nodes. Fortunately
this operation is done only once. The third operation takes a node v, moves
a point from parent(v) into v and a point from a sibling of v into parent(v).
This requires recoloring at the three nodes involved. The final operation is
to delete a point from a leaf, which requires recoloring only at the leaf itself.
Since recoloring at a single node induces O(t) recolorings, the total number of
recolorings is O(t logt n).
I Theorem 2.5. Let S be a dynamic set of intervals.
(i) For any fixed t > 2 we can maintain a conflict-free coloring on S that uses
O(logt n) colors and that performs O(t logt n) recolorings per insertion and
deletion, where n is the current number of intervals in S. In particular, we
can maintain a conflict-free coloring with O(log n) colors using O(log n)
recolorings per update.
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(ii) For any fixed ε > 0 we can maintain a conflict-free coloring on S that
uses O(1/ε) colors and that performs O(nε /ε) recolorings per insertion or
deletion. The bound on the number of recolorings is amortized.
Proof. Part (i) follows from the discussion above, where we set t := 2 in the
second statement. The idea for part (ii) is to set t := nε . However, n will change
due to updates, and t should be fixed. Hence, we rebuild T regularly. More
precisely, suppose we rebuild the structure at some point. (The first insertion can
be considered the first rebuild.) In this rebuild operation we set t := nεlast , where
nlast is the current number of points in the set. We keep working with this value
of t until the size of S falls below nlast /2 or gets above 2nlast , at which point we
perform another rebuild operation. We can account for the recolorings of the
rebuild operation by charging (at most) two recolorings to each update that took
place since the previous rebuild operation.
J

Unfortunately we have not been able to efficiently generalize the first method
of Theorem 2.4 to an unbounded universe. The problem is that splitting a
node v sometimes requires many intervals in Sextr (v) to be recolored, since many
intervals may be moved to parent(v). Hence, the method would use the same
number of recolorings as the chain method, while it uses more colors.
Bounded-length intervals. Next we present a simple method that allows us to
improve the bounds when the intervals have length between 1 and L for some
constant L > 1.
I Theorem 2.6. Let S be a dynamic set of intervals with lengths in the range
[1, L) for some fixed L > 1. Suppose we have a dynamic conflict-free coloring
algorithm for a general set of intervals that uses at most c(n) colors and at most
r(n) recolorings for any insertion or deletion. Then we can obtain a dynamic
conflict-free coloring algorithm on S that uses at most 2 · c(2L) + 1 colors and at
most 2 · r(2L) + 1 recolorings for any insertion or deletion.
Proof. For each pair of integers i, j so that i > 0 and 0 6 j < L let xi,j := iL + j,
and for each i > 0 define Xi := {xi,j : 0 6 j < L}. Note that the point sets
Xi form a partition of the non-negative integer points in R1 into subsets of
L consecutive points. We assign each interval I ∈ S to the leftmost point xi,j
contained in it, and we denote the subset of intervals assigned to a point in Xi by
Si . We will color each subset Si separately. Since an interval in Si can intersect
only intervals in Si−1 ∪ Si ∪ Si+1 , we can use the same color set for all Si with i
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even, and the same color set for all Si with i odd. It remains to argue that we
can maintain a coloring for Si using c(2L) colors (in addition to a global dummy
color) and 2 · r(2L) + 1 recolorings.
Let Sextr (xi,j ) contain the two extreme intervals assigned to xi,j : the interval
sticking out furthest to the left and, among the remaining intervals, the one
sticking out furthest to the right. We give each non-extremeSinterval the dummy
color and maintain a conflict-free coloring for Sextr (i) := j Sextr (xi,j ). When
we insert a new interval into Si it replaces at most one extreme interval, so
we do at most one insertion and one deletion in Sextr (i). Thus we do at most
2 · r(2L) + 1 recolorings. (The +1 is because the interval that becomes nonextreme is recolored to the dummy color.) For deletions the argument is similar.
J

For instance, by applying Theorem 2.5(i) we can maintain a coloring with
O(log L) colors and O(log L) recolorings. We can also plug in a trivial dynamic algorithm with c(n) = n and r(n) = 0 to obtain 4L+1 colors with only 1 recoloring
per update; when L is sufficiently small this gives a better result.

2.3 Online conflict-free colorings
In this section we consider recolorings to be too expensive and hence forbid them
all together. In this setting, any conflict-free coloring must be a proper coloring
if we allow deletions: if any point is contained in two intervals of the same color,
then deleting all other intervals would result in a conflict. Thus we would need n
colors in the worst case. We therefore only allow insertions, that is, we study the
online version. Note that Theorem 2.1 does not cover the case r = 0. However,
Abam et al. [1] proved that there is a logarithmic lower bound on the number of
colors for the online case. For completeness we provide the proof.
I Theorem 2.7 (Abam et al. [1]). For each n > 0, there is a sequence of n
intervals for which any online conflict-free coloring requires at least blog2 nc + 1
colors.
Proof. We reduce the static conflict-free coloring problem for n points with
respect to intervals in R1 to the online problem for coloring intervals with
respect to points. The former problem asks for a coloring of the n given points,
which we can assume to be the integers 1, . . . , n, such that for any two points p, q,
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the subset of consecutive points between p and q has a unique color. Since this
problem requires blog2 nc + 1 colors [27], this reduction proves the theorem.
We map the instance I{1, . . . , n} to an instance I 0 of the online conflict-free
coloring of intervals as follows: for each i = 1, . . . , n, we insert the interval Ii :=
[−i, i] at time i. See Figure 2.3 for an illustration.
I0

I

In
time
1

n

I1

Figure 2.3. Mapping an instance of n points to one of n intervals.

We now prove that there is an interval containing exactly the subset S ⊆ I if
and only if there is a point q and a time step t such that the point q is contained
in exactly S 0 := {Ii |pi ∈ S} at time t in I 0 . Let i, j be such that S = {i, . . . , j}.
We claim that the query point q = i − 12 at time j is contained in exactly S 0 ; see
Figure 2.4.

Ij
Ii

Figure 2.4. The intervals Ii , . . . , Ij that correspond to points pi , . . . , pj .

First, since q is not contained in Ii−1 = [−i + 1, i − 1], and Ii−1 contains all
intervals with lower index, q is not contained in I` for ` < i. Moreover, since q
is contained in Ii = [−i, i] and Ii is contained in any higher indexed interval, q
is also contained in those. Since we are at time j, only intervals I1 , . . . , Ij are
present. Thus, at time j, the point q is indeed contained in exactly the intervals
of S 0 , which concludes the proof.
J

Notice that the intervals in the lower-bound construction are nested, that is,
any two intervals are either disjoint or one contains the other. We show that for

2.3 Online conflict-free colorings
inputs restricted to such nested intervals a simple greedy algorithm requires only
blog2 nc + 1 colors. For the case where all nested intervals cover a specific point,
Abam et al. [1] provided an algorithm that uses O(log n) colors.
We label the colors as 0, 1, 2, 3, . . . in the order in which they are introduced.
For each newly inserted interval, the greedy algorithm gives it the dummy color 0
if it is contained in another interval; otherwise, it gets the smallest color c > 1
that keeps the coloring conflict-free. Next we prove that this greedy algorithm
with a dummy color is optimal on nested intervals.
I Theorem 2.8. The greedy algorithm with a dummy color uses at most blog2 nc+
1 colors on nested instances.
Proof. We prove the following statement:
For any ordered set S of n nested intervals and for any color i > 1
the following holds: if the greedy algorithm assigns color i to an
interval I ∈ S, then I contains least 2i−1 − 1 other intervals from S.
If this statement holds, then the algorithm indeed uses at most blog2 nc + 1 colors.
We prove the statement by induction on the number n of intervals.
The case n = 1 is obvious, so now consider the case n > 1 and assume the
statement holds on any instance of less than n intervals. For any 1 6 j 6 n,
define Sj := {I1 , . . . , Ij } to be the first j intervals in S. Let i be the color of In ,
the last interval inserted. Let S(In ) ⊆ Sn−1 be the set of intervals contained
in In . We can assume without loss of generality that S(In ) does not contain
any interval Ij using color i or higher otherwise we can apply the induction
hypothesis to Sj .
Since the algorithm did not use colors 1, . . . , i − 1 for In , there is a query
point q contained in exactly one interval Ij of color i − 1. Note that Ij ( In .
Let S(Ij ) ⊆ S be the set of intervals contained in Ij (excluding Ij itself). By the
induction hypothesis, |S(Ij )| > 2i−2 − 1. We now prove that the color of any
interval n S(In ) \ {S(Ij ) ∪ Ij } is not influenced by S(Ij ) ∪ {Ij }.
B Claim. Any interval in S(In )\{S(Ij )∪{Ij }} of color k < i in the full instance is
also colored with k in the instance where only S(In ) \ {S(Ij ) ∪ {Ij }} is inserted.
Proof. We show the claim using the following invariant: each interval of
S(In ) \ {S(Ij ) ∪ {Ij }} being colored receives the same color in the restricted
instance as it receives in the full instance. The invariant obviously holds when
no interval is inserted. Suppose now that the invariant holds, and let I` ∈
S(In ) \ {S(Ij ) ∪ {Ij }} be the next inserted interval. Let k < i be the color of I` in
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the full instance. If I` ∩ Ij = Ø, the invariant obviously holds after the insertion
of I` since it holds before the insertion of I` and since no interval in S(Ij ) ∪ {Ij }
intersects I` . Suppose therefore that I` ⊃ Ij . In this case, k 6= i − 1 since we
assumed there is a query point q ∈ Ij such that Ij is the only interval of color i−1
containing q. Therefore, Ij has no influence on the color of I` . Moreover, no
interval in S(Ij ) can have color i − 1: suppose there is an interval Im ∈ S(Ij )
of color i − 1. Then, for any point p ∈ Im , there must be an interval of unique
0
color smaller than i − 1, and therefore one of these intervals, say Im
colored
0
with i < i − 1, must contain Im . However, in that case, the color i0 was
available when coloring Im which contradicts the greedy choice. Thus, no
interval in S(Ij ) has color i − 1 and hence the color of I` is only determined by
intervals in S(In ) \ {S(Ij ) ∪ Ij } and therefore the invariant is maintained for I`
too.
C
We now have two cases.
1. By removing S(Ij ) ∪ {Ij }, the interval In still cannot use color i − 1 (by
the claim, all the other intervals keep the same colors). Then there is
an interval I` not in S(Ij ) ∪ {Ij }, that uses color i − 1 and is contained
in In , which by the induction hypothesis contains at least 2i−2 − 1 other
intervals. Since I` cannot contain Ij —this follows from the definition of
Ij —the intervals contained in Ij and the ones contained in I` are distinct.
Hence, In contains at least (2i−2 − 1) + (2i−2 − 1) + 2 = 2i−1 intervals.
2. By removing S(Ij )∪{Ij }, the interval In can use color i−1 (by the claim, all
the other intervals keep the same colors). By the induction hypothesis, In
contains at least 2i−2 − 1 intervals in the instance without S(Ij ) ∪ {Ij }, see
Figure 2.5 for an illustration. By adding back S(Ij ) and Ij , we have that In
contains at least (2i−2 − 1) + (2i−2 − 1) + 1 = 2i−1 − 1 intervals.
J

Non-deterministic. Our main interest in this chapter is in deterministic algorithms. For the online case, we note that there is a randomized algorithm
that uses O(log n) colors with high probability. This follows from the general
technique of Bar-Noy et al. [7], who present an online algorithm for so-called kdegenerate hypergraphs that uses O(k log n) colors with high probability. A hypergraph H = (V, E) is called k-degenerate if for every subset V 0 ⊆ V of vertices, and

2.3 Online conflict-free colorings

39
In

Ij
S(Ij )

2i−2 − 1
2i−2 − 1

Figure 2.5. By removing S(Ij ) and Ij , interval In can use color i − 1.

Pi
for every ordering v1 , . . . , vi of V 0 , the following holds: j=1 degD[1,...,j] (vj ) 6
k|V 0 |, where degD[1,...,j] (vj ) denotes the degree of vj in the Delaunay graph
of H[v1 , . . . , vj ] (the Delaunay graph of a hypergraph is the subhypergraph on
all vertices containing the hyperedges of size 2). To apply their result it suffices
to show that the hypergraph generated by intervals is 2-degenerate, which can
be done using an amortized counting of the number of new Delaunay edges at
each insertion as follows.
I Theorem 2.9. Given an online sequence of intervals we can maintain a conflict
free coloring of this sequence using O(log n) colors with high probability.
Proof. To apply the result of Bar-Noy et al. Let I1 , . . . , Ii be a sequence of
intervals inserted in that order. Each time an interval is inserted, each endpoint p
is labelled (or relabelled) 0, 1, or 2, depending if the region of the real line
immediately to the right of p is covered by zero, one, or two or more intervals
respectively. Now it suffices to notice two things: first, the label can only increase
over time, second, each time a Delaunay edge appears, at least one endpoint
label becomes 2 (either a 1 is turned into a 2, or one of the endpoints of the new
interval is immediately labelled 2). Therefore, there cannot be more Delaunay
edges created than the number of endpoints.
J
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2.4 Kinetic conflict-free colorings
In this section we consider conflict-free colorings of a set of intervals in R1 whose
endpoints move continuously. Note that we allow the endpoints of an interval
to move independently, that is, we allow the intervals to expand or shrink over
time but we do not allow the right endpoint of an interval to cross the left
endpoint of the same interval. We show that by using only three recolorings per
event—an event is when two endpoints cross each other—we can maintain a
conflict-free coloring consisting of only four colors. Our recoloring strategy is
based on the chain method discussed in the introduction. This method uses three
colors: two colors for the chain and one dummy color. To be able to maintain
the coloring in the kinetic setting without using many recolorings, we relax the
chain properties and we allow ourselves three colors for the chain. Next we
describe the invariants we maintain on the chain and its coloring, and we explain
how to re-establish the invariants when two endpoints cross each other. In the
remainder we assume that the endpoints of the chains are in general position
except at events, and that events do not coincide (that is, we never have three
coinciding endpoints and we never have two events at the same time). These
conditions can be removed by using consistent tie-breaking.
The chain invariants. Let S be the set of intervals to be colored, where all
interval endpoints are distinct. (Recall that we assumed this to be the case except
at event times.) Consider a subset C ⊆ S and order the intervals in C according
to their left endpoint. We denote the predecessor of an interval I ∈ C in this
order by pred C (I), and we denote its successor by succ C (I). A chain (for S) is
defined as a subset C with the following three properties.
(C1) Any interval I ∈ C can intersect only two other intervals in C, namely
pred C (I) and succ C (I).
(C2) Any interval I ∈ S \ C is completely covered by the intervals in C.
(C3) No interval I ∈ C is fully contained in any other interval I 0 ∈ S.
Now consider a set S and a chain C for S. We maintain the following color
invariant: each interval I ∈ C has a non-dummy color and this color is different
from the color of succ(I), and each interval in S \ C has the dummy color.
I Lemma 2.10. Let S be a set of intervals and C be a chain for S. Then any
coloring of S satisfying the color invariant is conflict-free.
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Proof. Property (C2) implies that any point contained in at least one interval of
S is contained in a chain interval. Furthermore, from property (C1) we know
that any point x ∈ R1 is contained in at most two intervals of C, and that if x is
contained in two chain intervals they must be consecutive. The color invariant
guarantees that two consecutive chain intervals have different colors, so the (at
most two) chain intervals containing x provide a unique color for x. Hence, the
coloring is conflict-free.
J

Handling events. Our kinetic coloring algorithm maintains a chain C for I and
a coloring with three colors (excluding the dummy color) satisfying the color
invariant. Later we show how to re-establish the color invariant at each event,
but first we show how to update the chain by adding at most one interval to the
chain and removing at most two. We distinguish several cases.
. Case A: The right endpoints of two intervals I and I 0 cross.
Assume without loss of generality that I is shorter than I 0 . We have two
subcases.
 Subcase A.1: Interval I is contained in I 0 before the event. In this case
I was not a chain interval before the event. If after the event I is still
fully covered by the chain intervals, then there is nothing to do: we
can keep the same chain. Otherwise, property (C2) is violated after
A.1

A.2
I

I

I0

I0
predC (I 0 )

C.1
I

predC (I)
predC (predC (I))
C.2
I

I0
I

00

I0
I

00

predC (I)

succC (I 0 )

Figure 2.6. Illustration of the different events in the KDS.
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the event. We now proceed as follows. First we add I to the chain. If
I intersects pred C (I 0 )—note that I 0 must be a chain interval if (C2) is
violated—then we remove I 0 from the chain.
 Subcase A.2: Interval I is contained in I 0 after the event. If I was not
a chain interval, there is nothing to do. Otherwise property (C3) no
longer holds after the event, and we have to remove I from the chain.
If I 0 is also a chain interval then this suffices. Otherwise we add I 0 to
the chain, and remove pred C (I) if pred C (pred C (I)) intersects I 0 .
. Case B: The left endpoints of two intervals I and I 0 cross.
This case is symmetric to Case A.
. Case C: The right endpoint of an interval I crosses the left endpoint of an
interval I 0 .
Again we have two subcases.
 Subcase C.1: Intervals I and I 0 start intersecting. Note that properties (C2) and (C3) still hold after the event. The only possible
violation is in property (C1), namely when both I and I 0 are chain
intervals and there is a chain interval I 00 with pred C (I 00 ) = I and
succ C (I 00 ) = I 0 . In this case we simply remove I 00 from the chain.
 Subcase C.2: Intervals I and I 0 stop intersecting. First note that this
cannot violate properties (C1) and (C3). The only possible violation
is property (C2), namely when both I and I 0 are chain intervals
and there is at least one non-chain interval containing the common
endpoint of I and I 0 at the event. Of all such non-chain intervals, let
I 00 be the interval with the leftmost left endpoint. Note that I 00 is not
contained in any other interval, so we can add I 00 to the chain without
violating (C3). After adding I 00 we check if we have to remove I
and/or I 0 : if I 00 intersects pred C (I) then we remove I from the chain,
and if I 00 intersects succ C (I 0 ) then we remove I 0 from the chain.
It is easy to check that in each of these cases the new chain that we generate has
the chain properties (C1)–(C3). Next we show that each case requires at most
three recolorings and summarize the result.
I Lemma 2.11. In each of the above cases, the changes to the chain require at
most three recolorings to re-establish the color invariant.
Proof. An interval that is a non-chain interval before and after the event need
not be recolored. We have seen that we add at most one interval to the chain and
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remove at most two. Removing an interval from the chain requires recoloring it
to the dummy color. Adding an interval requires giving it a color that is different
from its predecessor and its successor in the chain, which we can do since we
have three colors available for the chain. It remains to check if any other chain
intervals need to be recolored. This can only happen in case C.1, when I and I 0
are chain intervals that are not removed. In this case it suffices to recolor I with
a color different from the color of I 0 and from the color of pred C (I). In all cases,
the number of recolorings is at most three.
J

I Theorem 2.12. Let S be a kinetic set of intervals in R1 . We can maintain a
conflict-free coloring for S with four colors at the cost of at most three recolorings
per event, where an event is when two interval endpoints cross each other.
A lower bound. Now consider the simple scenario where the intervals are
rigid—each interval keeps the same length over time—and each interval is either
stationary or moves with unit speed to the right. Our coloring algorithm may
perform recolorings whenever two endpoints cross, which means that we do
O(n2 ) recolorings in total. We show that even in this simple setting, this bound
is tight in the worst case if we use at most four colors.
Consider four intervals I1 , I2 , I3 , I4 where Ii = (ai , bi ), with ai < bi as shown
in Figure 2.7. Here I2 ⊂ I1 , I4 ⊂ I3 , the right endpoints of I1 and I2 are
contained in I3 ∩ I4 , and the left endpoints of I3 and I4 are contained in I1 ∩ I2 .
The exact locations of the endpoints with respect to each other is not important
and we focus on the different overlap sets of the gadget. Specifically within a
gadget there is a point contained in each of the following sets,
G1 , . . . , G7 :={I1 }, {I1 , I2 }, {I1 , I2 , I3 , }, {I1 , I2 , I3 , I4 },
{I1 , I3 , I4 }, {I3 , I4 }, {I3 }.
Based on these sets we can show that no coloring for crossing gadgets exists that
provides a valid conflict-free coloring for each combination of intersection sets
between the two gadgets. The proof relies on the following lemma.
I2

I1
I4

I3

Figure 2.7. The gadget used to show the lower bound.
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I Lemma 2.13. Let G = {I1 , I2 , I3 , I4 } and H = {J1 , J2 , J3 , J4 } be two gadgets,
with overlap sets G1 , . . . , G7 and H1 , . . . , H7 as defined above. There is no 4coloring for G and H such that all sets {G1 , . . . , G7 }∪{H1 , . . . , H7 }∪{Gi ∪Hi | 1 6
i, j 6 7 } are conflict-free.
Proof. We can assume that not both I1 , I2 , I3 , I4 and J1 , J2 , J3 , J4 use all four
colors, otherwise G4 ∪ H4 = {I1 , I2 , I3 , I4 , J1 , J2 , J3 , J4 } is not conflict-free.
It is also not possible to use at most two colors, since each gadget by itself
needs to be conflict-free. Hence, suppose that there are exactly three colors
among I1 , I2 , I3 , I4 (the other case is symmetric), say two are red, one is blue,
and one is green. We define col(Gi ), respectively col(Hi ), to be the multiset
of the colors used by the intervals in Gi , respectively Hi . Then col(G4 ) =
{red, red, blue, green} and without loss of generality, col(G2 ) = {red, blue}
and col(G6 ) = {red, green}. We now have two cases.
1. One interval among J1 , J2 , J3 , J4 uses the fourth color, say yellow. If J1
or J2 is yellow, then either col(H6 ) = {red, blue}, implying that G2 ∪ H6
is not conflict-free; or col(H6 ) = {red, green} implying that G6 ∪ H6 is
not conflict-free; or col(H6 ) = {blue, green} implying that G4 ∪ H6 is not
conflict-free. A similar argument holds when J3 or J4 is yellow.
2. Two intervals among J1 , J2 , J3 , J4 use yellow. It follows that H4 contains two yellow intervals and the remaining two intervals are colored either {red, blue}, implying that G2 ∪ H4 is not conflict-free; or {red, green},
implying that G6 ∪ H4 is not conflict-free; or {blue, green}, implying
that G4 ∪ H4 is not conflict-free.
J

Now we place Ω(n) of these gadgets in two groups and for simplicity assume
a gadget has width of 1. The gadgets in the first group are spaced with distance
2 between them, so a gadget from the second group can fit between any two
consecutive gadgets. In the second group the gadgets are spaced with distance
3n between them, so that all gadgets of the first group fit between them. All
gadgets of the first group then move at the same speed, starting somewhere to
the left of the second group and moving to the right. The gadgets of the second
group remain stationary. These motions ensure that each gadget of first group
will cross each gadget of the second group, generating Ω(n2 ) crossing events,
each of which results in at least one recoloring by Lemma 2.13.

2.5 Concluding Remarks
I Theorem 2.14. For any n > 0, there is a set of 8n intervals, each of which is
either stationary or moves with unit speed to the right, so that when coloring
the intervals using four colors at least n2 recolorings are required to maintain a
conflict-free coloring.

2.5 Concluding Remarks
We introduced the fully-dynamic conflict-free coloring problem, where we want
to maintain a conflict-free coloring for a set of geometric objects under insertions
and deletions, and we presented a number of lower bounds and algorithms for
the 1-dimensional version of the problem. There are several open problems.
On the one hand, there is still a gap between our upper and lower bounds.
Recall that Theorem 2.1 gives a lower bound in the semi-dynamic (insertion-only)
case. It would be interesting to see if a stronger lower bound can be obtained by
mixing insertions and deletions.
On the other hand, our lower bounds give a bound on the number of colors
needed as a function of the worst-case number of re-colorings per insertion.
It would also be interesting to investigate lower bounds as a function of the
amortized number of re-colorings and/or to develop better algorithms in this
setting.
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CHAPTER 3
DYNAMIC CONFLICT-FREE
COLORINGS IN THE PLANE
In the previous chapter we studied the dynamic conflict-coloring problem for
intervals with respect to points in R1 , giving lower and upper bounds on the
trade-offs between the number of recolorings per update and the number of
colors used. These lower bounds imply that if we insist on using O(1/ε) colors,
we must sometimes re-color Ω(εnε ) intervals, and that if we allow only O(1)
recolorings we must use Ω(log n/ log log n) colors in the worst case. We also
presented a strategy that uses O(log n) colors at the cost of O(log n) recolorings.
The main goal of this chapter is to study fully dynamic CF-colorings for the
2-dimensional version of the problem.
In Section 3.1 we give an algorithm for CF-coloring unit squares using O(log n)
colors and O(log n) recolorings per update. Note that Ω(log n) is a lower bound
on the number of colors for a CF-coloring of unit squares even in the static case,
so the number of colors our fully dynamic method uses is asymptotically optimal.
We also present an adaptation for bounded-size rectangles which uses O(log2 n)
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colors, while still using O(log n) recolorings per update. The method also extends
to arbitrary rectangles whose coordinates come from a fixed universe of size
U , yielding O(log2 U log2 n) colors, still at the cost of O(log n) recolorings per
insertion or deletion. These constitute the first results on fully-dynamic CFcolorings in R2 .
In Section 3.2, we give two general approaches that can be applied in many
cases. The first uses a static coloring to solve insertions-only instances. It can
be applied in settings where the static version of the problem admits a unimax
coloring with a small number of colors. The method can for example be used
to maintain a CF-coloring for pseudodisks with O(log3 n) colors and O(log n)
recolorings per update, or to maintain a CF-coloring for fat regions. This is the
first result for the semi-dynamic CF-coloring problem for such objects: previous
online results for coloring objects with respect to points in R2 only applied to
unit disks or unit squares. We extend the method to obtain a fully-dynamic
solution, when the static solution allows what we call weak deletions. We can
apply this technique
for instance to CF-coloring points with respect to rectan√
gles, using O( n log2 n) colors and O(log n) recolorings per insertion and O(1)
recolorings per deletion.

3.1 Unit Squares and Rectangles
In this section we explain how to color unit squares using O(log n) colors
and O(log n) recolorings per update. We then generalise this coloring to boundedsize rectangles, and to rectangles with coordinates from a fixed universe. We
first explain our basic technique on so-called anchored rectangles.

3.1.1 A Subroutine: Maintaining a CF-coloring for Anchored Rectangles
We say that a rectangle r is anchored if its bottom-left vertex lies at the origin.
Let S be a set of n anchored rectangles. We denote the x- and y-coordinate of
the top-right vertex of a rectangle r by rx and ry , respectively. Our CF-coloring
of S is based on an augmented red-black tree, as explained next.
To simplify the description we assume that the x-coordinates of the topright vertices (and, similarly, their y-coordinates) are all distinct—extending the
results to degenerate cases is straightforward. We store S in a red-black tree
T where rx (the x-coordinate of the top-right vertex of r) serves as the key of
the rectangles r ∈ S. It is convenient to work with a leaf-oriented red-black tree,
where the keys are stored in the leaves of the tree and the internal nodes store
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splitting values.1 We can assume without loss of generality that the splitting
values lie strictly in between the keys.
For a node v ∈ T , let Tv denote the subtree rooted at v and let S(v) denote
the set of rectangles stored in the leaves of Tv . We augment T by storing a
rectangle rmax (v) at every (leaf or internal) node of v, define as follows:
rmax (v) := the rectangle r ∈ S(v) that maximizes ry .
Let left(v) and right(v) denote the left and right child, respectively, of an
internal node v. Notice that rmax (v) is the rectangle whose top-right vertex has
maximum y-value among rmax (left(v)) and rmax (right(v)), so rmax (v) can be
found in O(1) time from the information at v’s children. Hence, we can maintain
the extra information in O(log n) time per insertion and deletion [24].
Next we define our coloring function. To this end we define for each rectangle
r ∈ S a set N (r) of nodes in T , as follows.
N (r) := {v ∈ T : v is the leaf storing r,
or v is an internal node with rmax (right(v)) = r}.
Observe that N (r) only contains nodes on the search path to the leaf storing r
and that N (r) ∩ N (r0 ) = Ø for any two rectangles r, r0 ∈ S. Let height(v) denote
the height of Tv . Thus height(v) = 0 when v is a leaf, and for non-leaf nodes v
we have height(v) = max(height(left(v)), height(right(v)) + 1. We now define
the color of a rectangle r ∈ S as
col(r) := max height(v).
v∈N (r)

Since N (r) always contains at least one node, namely the leaf storing r, this is a
well-defined coloring. Note that since red-black trees are updated over time, the
color defined changes and requires recolorings. Figure 3.1 depicts the coloring
on a small instance.
I Lemma 3.1. The coloring defined above is conflict-free.
Proof. Recall that S(v) denotes the set of rectangles stored in the subtree rooted
at v. We prove by induction on height(v) that the coloring of S(v) is conflict-free.
Since S = S(root(T (S))), this proves the lemma.
1 Such a leaf-oriented red-black tree can be seen as a regular red-black tree on a set X 0 (S) that
contains a splitting value between any two consecutive keys. Hence, all the normal operations can
be done in the standard way.
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When height(v) = 0 then S(v) is a singleton, which is trivially colored conflictfree. Now assume height(v) > 0. Let x(v) denote the splitting value stored at v,
and consider any point q := (qx , qy ) in the plane. Let Sq (v) ⊆ S(v) denote the
set of rectangles from S(v) containing q, and assume Sq (v) 6= Ø.
If qx > x(v) then q does not lie in any of the rectangles in S(left(v)), and
so Sq (v) = Sq (right(v)). Since the coloring of S(right(v)) is conflict-free by
induction, this implies that Sq (v) has a rectangle with a unique color.
Now suppose qx 6 x(v). If qy > rmax (right(v))y then q does not lie in any
rectangle from S(right(v)). Since the coloring of S(left(v)) is conflict-free, this
implies that Sq (v) has a rectangle with a unique color. Otherwise if qx > x(v),
then q ∈ rmax (right(v)).
B Claim. The rectangle rmax (right(v)) has a unique color in S(v) and, hence, in
Sq (v).
Proof. Let u be the node that defines the color of rmax (right(v)), that is, the
node in N (rmax (right(v)) with maximum height. Since v ∈ N (rmax (right(v)),
either u = v or u is an ancestor of v. Let r be any other rectangle in S(v) and
let w be the node that defines the color of r. Because r ∈ S(v), we know that
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Figure 3.1. An instance of rectangles with the red-black tree. All rectangles of S are
stored as leaves of the red-black tree T using their x-coordinate as key. Then
each internal node of the tree is labelled with the the rectangle among its
two children with the highest y-coordinate. For any rectangle r, the set N (r)
is defined as the set of nodes of T that store r. Finally, each rectangle r
receives color of the highest node of N (r). In this example, red corresponds
to height 4, green to height 3, orange to height 2, and light orange to height 1.
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w is a node in Tv or an ancestor of v. In the former case, since N (r) is disjoint
from N (rmax (right(v)) and hence does not contain v, we conclude that col(r) <
col(rmax (right(v)). In the latter case we observe that u and w both are nodes on
the path from the root node to v, which means that height(u) 6= height(w) and
so col(r) 6= col(rmax (right(v))).
C
We conclude that the coloring is conflict-free.

J

We obtain the following theorem.
I Theorem 3.2. Let S be a set of anchored rectangles in the plane. Then it is
possible to maintain a CF-coloring on S with O(log n) colors using O(log n) recolorings per insertions and deletion, where n is the current number of rectangles
in S.
Proof. Consider the coloring method described above which by Lemma 3.1 is
conflict-free. Lemma 3.1 states that the coloring is conflict-free. Since red-black
trees have height O(log n), the number of colors used is O(log n) as well.
Now consider an update on S. The augmented red-black tree can be updated
in O(log n) time in a standard manner [24]. The color of a rectangle r ∈ S can
only change when (i) the set N (r) changes, or (ii) the height of a node in N (r)
changes. We argue that this only happens for O(log n) rectangles. Consider an
insertion; the argument for deletions is similar. In the first phase of the insertion
algorithm for red-black trees [24] a new leaf is created for the rectangle to be
inserted. This may change height(v) or rmax (v) only for nodes v on the path
to this leaf, so it affects the color of O(log n) rectangles. In the second phase
the balance is restored using O(1) rotations. Each rotation changes height(v)
or rmax (v) for only O(log n) nodes, so also here only O(log n) rectangles are
affected.
J

3.1.2 Maintaining a CF-Coloring for Unit Squares
Let S be a set of unit squares. We first assume that all squares in S contain the
origin.
A naive way to use the result from the previous section is to partition each
square s ∈ S into four rectangular parts by cutting it along the x-axis and the
y-axis. Note that the set of north-east rectangle parts (i.e., the parts to the
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north-east of the origin) are all anchored rectangles, so we can use the method
described above to maintain (using recolorings) a CF-coloring on them. The
other part types (south-east, south-west, and north-west) can be treated similarly.
Thus every square s ∈ S receives four colors. If we now assign a final color to s
that is the four-tuple consisting of those four colors, then we obtain a CF-coloring
with O(log4 n) colors. (This trick of using a “product color” was also used by,
among others, Ajwani et al. [3].)
It is possible to improve this by using the following fact: the ordering of
the x-coordinates of the top-right corners of the squares in S is the same as
the ordering of their bottom-right (or bottom-left, or top-left) corners. This
implies that instead of working with four different trees we can use the same
tree structure for all part types. Moreover, even the extra information stored
in the internal nodes is the same for the north-east and north-west parts, since
the y-coordinates of the top-right and top-left vertices are the same. Similarly,
the extra information for the south-east and south-west parts are the same.
Therefore, we can modify the augmented red-black tree to store two squares per
internal node instead of one:
. smax (v) := the square s ∈ S(v) that maximizes sy ,
. smin (v) := the square s ∈ S(v) that minimizes sy .
Next we modify our coloring function. Therefore we first redefine the set N (s)
of nodes for each square s ∈ S:
N (s) := {the leaf storing s} ∪ NNE (s) ∪ NSE (s) ∪ NSW (s) ∪ NNW (s),
where
. NNE (s) := {v ∈ T : v is an internal node with smax (right(v)) = s},
. NSE (s) := {v ∈ T : v is an internal node with smin (right(v)) = s},
. NSW (s) := {v ∈ T : v is an internal node with smin (left(v)) = s},
. NNW (s) := {v ∈ T : v is an internal node with smax (left(v)) = s}.
The coloring is as follows. We now allow four colors per height-value, namely
for height-value h we give colors 4h+j for j ∈ {0, 1, 2, 3}. These colors essentially
correspond to the colors we would give out for the four part types. The color of
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a square s is now defined as

col(s) :=



0





if max height(v) = 0
v∈N (s)

(s is only stored at a leaf),





4 · max height(v) + j
v∈N (s)

if max height(v) > 0,
v∈N (s)

where

j :=



0







1







if height(s) =


2












3

if the conditions for j = 0, 1 do not apply
and height(s) = max height(v),

max height(v),
v∈NNE (s)

if the condition for j = 0 does not apply
and height(s) = max height(v),
v∈NSE (s)

v∈NSW (s)

otherwise (we now must have height(s) =

max

height(v)).

v∈NNW (s)

Similarly as before, the color changes over time and we need to recolor the
squares when it happens. The following lemma can be proven in exactly the
same way as Lemma 3.1. The only addition is that, when considering a set S(v),
we need to make a distinction depending on in which quadrant the query point q
lies. If it lies in the north-east quadrant we can follow the proof verbatim, and
the other cases are symmetric.
I Lemma 3.3. The coloring defined above is conflict-free.
It remains to remove the restriction that all squares contain the origin. To this
end we use a grid-based method, similar to the one used by, e.g., Chen et al. [19].
Consider the integer grid, and assign each square in S to the grid point it contains;
if a square contains multiple grid points, we assign it to the lexicographically
smallest one. Thus we create for each grid point (i, j) a set S(i, j) of squares that
all contain the point (i, j). We maintain a CF-coloring for each such set using
the method described above. Note that a square in S(i, j) can only intersect
squares in S(i0 , j 0 ) when (i0 , j 0 ) is one of the eight neighboring grid points of
(i, j). Hence, when i0 = i mod 2 and j 0 = j mod 2 we can re-use the same
color set, and so we only need four color sets of O(log n) colors each.
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I Theorem 3.4. Let S be a set of unit squares in the plane. Then it is possible
to maintain a CF-coloring on S with O(log n) colors using O(log n) recolorings
per insertions and deletion, where n is the current number of squares in S.

3.1.3 Maintaining a CF-Coloring for Bounded-Size Rectangles
Let S be a set of bounded-size rectangles: rectangles whose widths and heights are
between 1 and c for some fixed constant c. Note that in practice, two different
base stations have roughly the same coverage, hence it makes sense to assume
the ratio is bounded by some constant c.
First consider the case where all rectangles in S contain the origin. Here, the
x-ordering of the top-right corners of the rectangles may be different from the
x-ordering of the top-left corners as we no longer use unit squares. Therefore
the trees for the east (that is, north-east and south-east) parts no longer have
the same structure. Note that the x-ordering of the top-left and bottom-left
corners are the same, hence only one tree suffices for the east parts, and the
same holds for the west parts. Hence, we build and maintain (using recolorings)
two separate trees, one for the east parts of the rectangles and one for the west
parts. In the east tree we only work with the sets NNE (s) and NSE (s), and in the
west tree we only work with NSW (s) and NNW (s); for the rest of the structures
and colorings are defined the same as before. We then use the product coloring
to obtain our bound: we give each rectangle a pair of colors—one coming from
the east tree, one coming from the west tree—resulting in O(log2 n) different
color pairs.
To remove the restriction that each rectangle contains the origin we use the
same grid-based approach as for unit squares. The only difference is that a
rectangle in a set S(i, j) can now intersect rectangles from up to (1 + 2c)2 − 1
sets S(i0 , j 0 ), namely with i − c 6 i0 6 i + c and j − c 6 j 0 6 j + c. Since c is a
fixed constant, we still need only O(1) color sets.

I Theorem 3.5. Let S be a set of bounded-size rectangles in the plane. Then it
is possible to maintain a CF-coloring on S with O(log2 n) colors using O(log n) recolorings per insertion and deletion, where n is the current number of rectangles
in S.

3.1 Unit Squares and Rectangles

3.1.4 Maintaining a CF-Coloring for Rectangles with Coordinates from
a Fixed Universe
The solution can also be extended to rectangles of arbitrary sizes, if their coordinates come from a fixed universe U := {0, . . . , U − 1} of size U . Again, from a
practical point of view it makes sense as in a city for instance, the places a base
station can be created are limited.
To this end we construct a balanced tree Tx over the universe U , and we
associate each rectangle r = [rx , rx0 ] × [ry , ry0 ] to the highest node v in Tx whose
x-value x(v) is contained in [rx , rx0 ]. Let S(v) be the set of objects associated
to v. For each node v ∈ Tx we construct a balanced tree Ty (v) over the universe,
and we associate each rectangle r ∈ S(v) to the highest node w in Ty (v) whose
y-value y(w) is contained in [ry , ry0 ]. (In other words, we are constructing a
2-level interval tree [12] on the rectangles, using the universe to provide the
skeleton of the tree. The reason for using a skeleton tree is that otherwise we
have to maintain balance under insertions and deletions, which is hard to do
while ensuring worst-case bounds on the number of recolorings.) Let S(w) be the
set of objects associated to a node w in any second-level tree Ty (v). All rectangles
in S(w) have a point in common, namely the point (x(v), y(w)). Therefore we
can proceed as in the previous section, and maintain a CF-coloring on S(w)
with a color set of size O(log2 n), using O(log n) recolorings per insertions and
deletion.
Note that for any two nodes w, w0 at the same level in a tree Ty (v), any two
rectangles r ∈ S(w) and r0 ∈ S(w0 ) are disjoint (since neither contains the value
stored in their lowest common ancestor). Hence, over all nodes w ∈ Tx (v) we
only need O(log U ) different color sets. Similarly, for any two nodes v, v 0 of Tx at
the same level, any two rectangles r ∈ S(v) and r0 ∈ S(v 0 ) are disjoint. Hence,
the total number of color sets we need is O(log2 U ). This leads to the following
result.
I Theorem 3.6. Let S be a set of rectangles in the plane, whose coordinates
come from a fixed universe of size U . Then it is possible to maintain a CF-coloring
on S with O(log2 U log2 n) colors using O(log n) recolorings per insertions and
deletion, where n is the current number of rectangles in S.
Remark. Instead of assuming a skeleton tree and working with a fixed skeleton
for our 2-level interval tree, we can also use randomized search trees. Then,
assuming the adversary doing the insertions and deletions is oblivious of our
structure and coloring, the tree is expected to be balanced at any point in
time. Hence, we obtain O(log4 n) colors in expectation, at the cost of O(log n)
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recolorings (worst-case) per update.

3.2 A General Technique
In this section we present a general technique to obtain a dynamic CF-coloring
scheme in cases where there exists a static unimax coloring. (Recall that a
unimax coloring is a CF-coloring where for any point q the object from Sq with
the maximum color is unique.) Our technique results in a dynamic CF-coloring
that uses O(cf(n) log2 n) colors, where cf(n) is the number of colors used in
the static unimax coloring, at the cost of O(log n) recolorings per update. We
first describe our technique for the case of insertions only. Then we extend the
technique to the fully-dynamic setting, for the case where the unimax coloring
allows for so-called weak deletions.
We remark that even though we describe our technique in the geometric
setting in the plane, the techniques provided in this section can be applied in the
abstract hypergraph setting as well.

3.2.1 An Insertion-Only Solution
Let S be a set of objects in the plane and assume that S can be colored in a
unimax fashion using cf(n) colors, where cf is a non-decreasing function. Here
it does not matter if S is a set of geometric objects that we want to CF-color with
respect to points, or a set of points that we want to CF-color with respect to a
family of geometric ranges. For concreteness we refer to the elements from S as
objects.
Our technique to maintain a CF-coloring under insertions of objects into S
is based on the logarithmic method [11], which is also used to make static data
structures semi-dynamic. Thus at any point in time we have dlog ne + 1 sets Si
such that each set Si , for i = 0, . . . , dlog ne, is either empty or contains exactly 2i
objects. The idea is to give each set Si its own color set, consisting of cf(2i ) colors.
Maintaining a CF-coloring under insertions such that the amortized number of
recolorings is small, is easy (and it does not require the coloring to be unimax):
when inserting a new object we find the first empty set Si , and we put all objects
in S0 ∪ · · ·∪ Si−1 together with the new object into Si . The challenge is to achieve
a worst-case bound on the number of recolorings per insertion. Note that for the
maintenance of data structures, it is known how to achieve worst-case bounds
using the logarithmic method. The idea is to build the new data structure for Si
“in the background” and switch to the new structure when it is ready. For us this
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does not work, however, since we would still need many recolorings when we
switch. Hence, we need a more careful approach.
When moving all objects from S0 ∪ · · · ∪ Si−1 (together with the new object)
into Si , we do not recolor them all at once but we do so over the next 2i
insertions. As long as we still need to recolor objects from Si , we say that Si is in
migration. We need to take care that the coloring of a set that is in migration,
where some objects still have the color from the set Sj they came from and others
have already received their new color in Si , is valid. For this we need to recolor
the objects in a specific order, which requires the static coloring to be unimax
as explained below. Another complication is that, because the objects in Sj that
are being moved to Si still have their own color, we have to be careful when we
create a new set Sj . To avoid any problems, we need several color sets per set.
Next we describe our scheme in detail.
As already mentioned, we have sets S0 , . . . , S` , where ` := dlog ne. Each
set can be in one of three states: empty, full, or in migration. For each i with
0 6 i 6 ` we have ` − i + 1 color sets of size cf(2i ) available, denoted by C(i, t)
for 0 6 t 6 ` − i. The insertion of an object s into S now proceeds as follows.
1. Let i be the smallest index such that Si is empty. Note that i might be ` + 1,
in which case we introduce a new set and redefine `. Note that this only
happens when the number of objects reaches a power of 2.
2. Set Si := {s} ∪ S0 ∪ · · · ∪ Si−1 . Mark S0 , . . . , Si−1 as empty, and mark Si
as in migration.
3. Take an unused color set C(i, t)—we argue below that at least one color
set C(i, t) with 0 6 t 6 ` − i is currently unused—and compute a unimax
coloring of Si using colors from C(i, t). We refer to the color from C(i, t)
that an object in Si receives as its final color (for the current migration).
Except for the newly inserted object s, we do not recolor any objects to
their final color in this step; they all keep their current colors.
4. For each set Sk in migration—this includes the set we just created in
Step 3—we recolor one object whose final color is different from its current
color and whose final color is maximal among such objects. When multiple
objects share that property, we arbitrarily choose one of them. If all objects
in Sk now have their final color, we mark Sk as full.
I Lemma 3.7. Suppose that when we insert an object s into S, the first empty
set is Si . Then the sets S0 , . . . , Si−1 are full.
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Proof. Suppose for a contradiction that Sj , for some 0 6 j < i is in migration.
Consider the last time at which Sj was created—that is, the last time at which we
inserted an object s0 that caused the then-empty set Sj to be created and marked
as in migration. Upon insertion of s0 , we already perform one recoloring in Sj . At
Pj−1
that point all sets S0 , . . . , Sj−1 were marked empty and it takes t=0 2t = 2j − 1
additional insertions to fill them, giving us as many recolorings in Sj . Thus
before we create any set Si with i > j, we have already marked Sj as full. Since
s0 was the last object whose insertion created Sj , by the time we create Si the set
Sj must still be full—it cannot in the mean time have become empty and later
be re-created (and thus be in migration).
J

Next we show that in Step 3 we always have an unused color set at our
disposal.
I Lemma 3.8. When we create a new set Si in Step 3, at least one of the color
sets C(i, t) with 0 6 t 6 ` − i is currently unused.
Proof. Consider a color set C(i, t). The reason we may not be able to use
C(i, t) when we create Si is that there is a set Si0 with i0 > i that is currently
in migration: the objects from a previous instance of Si (that were put into Si0
when we created Si0 ) may not all have been recolored yet. By Lemma 3.7 this
previous instance was full when it was put into Si0 and so it only blocks a single
color set, namely one for Si . Thus the number of color sets C(i, t) currently in
use is at most ` − i. Since we have ` − i + 1 such colors sets at our disposal, one
must be unused.
J

We obtain the following result.
I Theorem 3.9. Let F be a family of objects such that any subset of n objects from F admits a unimax coloring with cf(n) colors, where cf(n) is nondecreasing. Then we can maintain a CF-coloring on a set S of objects from F
under insertions, such that the number of used colors is O(cf(n) log2 n) and the
number of recolorings per insertion is at most dlog ne, where n is the current
number of objects in S.
P`
Proof. The number of colors used is i=0 (` − i + 1) cf(2i ), where ` = dlog ne.
Since cf(n) is non-decreasing, this is bounded by O(cf(n) log2 n). The number
of recolorings per insertion is at most one per set Si , so at most dlog ne in total.
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(The total number of sets is actually dlog ne + 1, but not all of them can be in
migration.)
It remains to prove that the coloring is conflict-free. Consider a point q ∈ R2 .
(Here we use terminology from CF-coloring of objects with respect to points. In
the dual version, q would be a range.) Let Si be a set containing an object s with
q ∈ s; if no such set exists there is nothing to prove.
If Si is full then it has a unimax coloring using a color set C(i, t) not used by
any other set Sj . Hence, there is an object containing q with a unique color.
Now suppose that Si is in migration. We have two cases: (i) q is contained in
an object from Si that has already received its final color, (ii) all objects in Si
containing q still have their old color.
In case (i) the object containing q with the highest final color must have a
unique color, because of the following easy-to-prove fact.
B Fact. Consider any set A colored with a unimax coloring. Let z be an integer,
and let B ⊆ A be a subset that contains all objects of color greater than z, some
objects of color z, and at most one other object. Then the coloring of B is unimax.
Proof. Consider a point q contained in at least one object of B. We show that
the subset of B of objects containing q has exactly one object of the highest color.
If q is not contained in any object from A \ B, then the object of highest color is
unique since the coloring on A is unimax. Suppose now q is also contained in
some objects in A \ B and let us assume that the object a 3 q with maximum
color is in A \ B (the other case is trivial). The color of a has then to be at
most z. Because the coloring on A is unimax no object with color z or higher
can contain q except possibly a. Since there is at most one object b ∈ B with
color smaller than z, and since we supposed q is contained in at least one object
of B, the set of objects of B containing q must be the singleton {b}. Therefore
the coloring is unimax on B.
C
This fact proves the statement above for case (i), because we recolor the
objects in decreasing order of their colors and the coloring we are migrating to
is a unimax coloring. (The “at most one other object” mentioned in the fact is
needed because the object that caused the migration immediately receives its
color, and this color needs not be the highest color.)
In case (ii), q is contained in an object from some old set Sj with j < i. At the
time we created Si this set Sj was CF-colored, and since we did not yet recolor
any object from Sj that contains q —otherwise we are in case (i)—we conclude
that q is contained in an object with a unique color.
J

59

60

Dynamic Conflict-Free Colorings in the Plane
Application: objects with near-linear union complexity. Har-Peled and Smorodinsky [31] proved that any family of objects with linear union complexity (for
example disks, or pseudodisks) can be colored in a unimax fashion using O(log n)
colors. In fact, their result is more general: if the union complexity is at most
n · β(n) then the number of colors is O(β(n) log n). Note that for disks and pseudodisks we have β(n) = O(1), for fat triangles we have β(n) = O(log∗ n) [6]
∗
and for locally fat objects we have β(n) = O(2O(log n) ) [6]. This directly implies
the following result.
I Corollary 3.10. Let F be a family of objects such that the union complexity
of any subset of n objects from F is at most nβ(n). Then we can maintain a
CF-coloring on a set S of objects from F under insertions, such that the number
of used colors is O(β(n) log3 n) and the number of recolorings per insertion is
O(log n), where n is the current number of objects in S.

3.2.2 A Fully-Dynamic Solution
We now generalize the semi-dynamic solution presented above so that it can also
handle deletions. As before we assume we have a family F of objects such that
any set of n objects from F can be unimax-colored with cf(n) colors. We further
assume that such a coloring admits weak deletions: once we have colored a given
set S of n0 objects using cf(n0 ) colors, we can delete objects from it using r(n0 )
recolorings per deletion such that the number of colors never exceeds cf(n0 ).
The functions cf(n) and r(n) are assumed to be non-decreasing.
Let S be the current set of objects. We again employ ideas from the logarithmic method, but we need to relax the conditions on the set sizes. More precisely,
we maintain an integer ` and a partition of S into ` + 1 sets S0 , . . . , S` , such that
the following size invariant is maintained.
(Inv-S) For all 0 6 i < ` we have |Si | 6 2i , and we have 2`−2 6
|S` | 6 2` .
Note that the second part of (Inv-S) implies that ` = Θ(log n), where n := |S|.
As before, for each i with 0 6 i 6 ` we have color sets C(i, t) available, each of
size cf(2i ). This time the number of colors sets C(i, t) is ` + 2 for each i, instead
of ` − i. Additionally, we allow the use of colors sets C(` + 1, t). Hence, for
each i = 0, . . . , ` + 1, we have ` + 2 color sets of size cf(2i ). A set Si can now
be in four states: empty, non-empty, in upwards migration, and in downwards
migration. It is worth pointing out that only S` can be in downwards migration.

3.2 A General Technique
Our coloring of the sets Si satisfies several color invariants, which depend on
the state of Si . The invariant for sets Si whose state is non-empty is relatively
straightforward.
(Inv-C-NonEmp) The objects in a set Si whose state is non-empty
are unimax-colored using a color set C(i, t) not used elsewhere.
Before we can state the invariants for sets Si in migration we need to introduce
some notation.
(0)
A set Si that is in upwards migration is the disjoint union of subsets Si , . . .,
(i−1)
Si
, some of which may be empty, plus at most one other object (that was just
(j)
inserted). Set Si is the set of objects that used to be Sj before the migration
and is now migrating to Si (and, hence, needs to be recolored). When set S` is
(`−2)
(`−1)
in downwards migration, it is the disjoint union of either subsets S`
, S`
,
(`)
(`−1)
(`)
(`+1)
and S` , or of subsets S`
, S` , and S`
. In the former case, we define `0 :=
`, in the latter case `0 = ` + 1. Defining `0 in this way simplifies the descriptions.
See figure 3.2 for an illustration of both migrations.
The idea is now that we have a “global” coloring for the set Si —this is the
new coloring we are migrating to—and separate “local” colorings for each of the
(m)
sets Si . The global color of an object is called its final color, and the local color
is called its temporary color. To know which of these two colors is the actual
color of an object, we maintain a (possibly empty) subset Si∗ ⊆ Si such that the
actual color of an object in Si∗ is its final color, and the actual color of an object
in Si \ Si∗ is its temporary color. Thus, when Si∗ = Si then all objects received
their new color and the migration is finished.
We first give the color invariants that hold for all sets in migration, and
then give additional invariants that depend on whether the set is in upwards or
downwards migration.
(Inv-C-Mig-1) If Si is in migration, then we have a unimax coloring
on Si using a color set C(i, t) not used elsewhere. As already
mentioned, the color an object receives in this coloring is called
its final color; which can be different from its actual color.
(Inv-C-Mig-2) If Si is in migration, then there is an integer z such
that Si∗ contains all objects from Si whose final color is greater
than z, some objects of color z, and at most one other object.
(Recall that Si∗ is the set of objects that are colored with their
final color. )
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For sets in upwards migration we also have the following invariant.
(m)

(Inv-C-Up) If Si is in upwards migration, then for each Si we have
a unimax coloring using a color set C(m, t) not used elsewhere.
The color an object receives in this coloring is its temporary color,
which is the color of the object before the migration. (During the
migration process, this object is recolored with its final color.)
Finally, when S` is in downwards migration—recall that Si can only be in
downwards migration when i = `—we have the following invariant.
(Inv-C-Down) If S` is in downwards migration, then the following
holds.
(m)

. Each set S`

with m < `0 − 2 is empty.

upwards migration

downwards migration

(`−1)

(1)

S`

Si

(`)

S`

(`+1)

(i−1)

S`

Si

Si∗

S`∗

Si

S`
(j)

Figure 3.2. Two sets in migration. The set Si is the set Sj before the migration happened
(minus the objects we already placed in Si∗ . The set Si∗ is the set of objects
of Si that already received their final color. When all objects are in Si∗ , the
migration is done and Si∗ becomes the set Si which is no longer in migration.
(`+1)
(`−2)
Note that for the downwards migration, instead of S`
, we can have S`
.

3.2 A General Technique
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(`0 −2)

. The set S`
is unimax colored using at most `0 − 1 color
sets not used elsewhere. More precisely, for each m =
0, . . . , `0 − 2 at most one color set C(m, t) is used in the
(`0 −2)
coloring of S`
.
(`0 −1)

. The set S`
is unimax colored using at most `0 color
sets not used elsewhere. More precisely, for each m =
0, . . . , `0 − 1 at most one color set C(m, t) is used in the
(`0 −1)
coloring of S`
.
(`0 )

. The set S` is unimax colored using at most one color set
C(`0 , t) not used elsewhere.
The color an object receives in these colorings is its temporary
color, which, again, is the color of the object before the migration
and that is going to be changed for the final color during the
migration. process, this object is recolored with its final color.)
(`0 −2)

(`0 −2)

Note that, when S` is in downwards migration, the sets S`
and S`
are colored using several color sets. In fact, it is the case that the algorithm
(`0 −2)
(`0 −2)
distinguishes several subsubsets of S`
(and, similarly, of S`
), each of
which is unimax-colored using a different color set. It is easily checked that the
(`0 −1)
coloring obtained in this manner for S`
is a unimax-coloring, which allows
weak deletions by doing a weak deletion on the relevant subsubset.
The next lemma implies that it is sufficient to maintain a coloring satisfying
all invariants; its proof is similar to the proof of Theorem 3.9 that the coloring
used by our insertion-only method is conflict-free, with sets marked non-empty
taking the role of sets marked full.
I Lemma 3.11. A coloring satisfying all color invariants is conflict-free.
Next we describe how to insert or delete an object s. We start with insertions.
1. Let i be the smallest index such that Si is empty. Find the smallest j such
that S1 ∪ · · · ∪ Si−1 fit into Sj . Note that j 6 i. If j = ` + 1, set ` := ` + 1.
(m)

2. Set Sj∗ := {s}, set Sj
Sj∗

∪

(0)
Sj

∪ ··· ∪

(i−1)
Sj
.

:= Sm for all 0 6 m 6 i − 1, and set Sj :=

Mark S0 , . . . , Si−1 as empty, and then mark Sj as
(0)

in upwards migration. Mark all colors of the objects in Sj
as temporary.

(i−1)

∪ · · · ∪ Sj
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3. Take an unused color set C(j, t) and compute a unimax coloring of Sj using
colors from C(j, t). The color that an object in Sj receives in this coloring
is its final color. Except for the newly inserted objects s, we do not recolor
any objects to their final color in this step; they all keep their temporary
colors.
4. For each set Sk in migration—this includes the set we just created in
Step 3—we proceed as follows.
. If k < `, we pick one object whose final color is different from its
actual color and that has the highest final colors among such objects.
We recolor the object so that its actual color becomes its final color,
and we add it to Sk∗ .
. If k = `, we pick two objects whose final color is different from its
actual color and that have the highest final colors among such objects.
We recolor them to their final color, and add them to Sk∗ .
In both cases we make an arbitrary choice in case of ties, and in the second
case when only one object still needs to be recolored we just recolor that
one. If all objects in Sk now have their final color—thus Sk∗ = Sk —we
mark Sk as (that is, we change its status to) non-empty.
We need the following lemma.
I Lemma 3.12. Suppose that when we insert an object s into S, the first empty
set is Si . Then the sets S0 , . . . , Si−1 are marked non-empty.
Proof. Suppose for a contradiction that Sk , for some 0 6 k < i is in migration.
If Sk is in upwards migration then the proof is similar to the proof of Lemma 3.7.
Suppose now Sk is in downwards migration (in which case, k = `). At the
moment S` is marked as being in downwards migration, we know that S`−1
is empty—see the description of a deletion further down. Hence, at least 2`−1
objects need to be inserted before an insertion can reach S` . Since we do two
recolorings per insertion, this implies that S` is no longer in migration when s is
inserted, yielding a contradiction.
J

We also need the analog of Lemma 3.8.
I Lemma 3.13. In Step 3 of the insertion procedure, at least one of the color
sets C(j, t) with 0 6 t 6 ` + 1 is currently unused.

3.2 A General Technique
Proof. A color set C(j, t) can only be already in use for sets Sm with m 6= j that
are in migration. By Lemma 3.12 we have m > j for such sets. When m < ` then
(j)
Sm uses at most one color set C(j, t), namely for Sm ; see Invariant (Inv-C-Up).
Hence, there are at most ` − 2 color sets C(j, t) already in use by sets Sm with
m 6= `. (Note that S0 is never in migration, hence we have ` − 2 instead of ` − 1.)
It remains to consider S` . In fact, it suffice to consider the case where S` is in
downwards migration as the other cases only use at most one color set C(j, t)
(`0 −2)
(`0 −1)
for S` . If S` is in downwards migration, then only S`
and S`
can use a
color set C(j, t); see (Inv-C-Down). Then, the total number of color sets C(j, t)
used is at most ` − 2 + 2 = `, leaving at least one unused color set.
J

We can now prove the correctness of the insertion procedure.
I Lemma 3.14. The insertion procedure maintains all size and color invariants.
Proof. It is easy to check that the size invariant is maintained. Color invariant (Inv-C-NonEmp) remains true because we only create sets marked non-empty
in Step 4 and when we do they are unimax-colored. Invariant (Inv-C-Mig-1) still
holds as well, because we only create a new set in migration in Step 2 and then
in Step 3 we generate a unimax coloring for it using a set not used elsewhere.
Invariant (Inv-C-Mig-2) holds because of the way Step 4 works. We only need
to check Invariant (Inv-C-Up) for the set Sj that is marked as being in upwards
migration in Step 2, and there it holds because (Inv-C-NonEmp) holds before the
insertion. Finally, (Inv-C-Down) cannot be violated because it holds before the
insertion and our insertion algorithm does not mark a set as being in downwards
migration.
J

Next we describe the deletion of an object s.
1. Let i be such that s ∈ Si .
2. (a) If i 6= ` or (i = ` and |S` | > 2`−2 ), and in addition Si is not in
migration, then do a weak deletion of s in Si . Mark Si as empty if
applicable.
(b) If i 6= ` or (i = ` and |S` | > 2`−2 ), and in addition Si is in migration,
then do the following.
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(m)

(m)

. Do a weak deletion of s in Si , where Si is the subset of Si
containing s. Note that this involves changing the actual color of
(m)
at most r(2m ) of the objects in Si \ Si∗ .
. Do a weak deletion of s on Si , thus changing the final color of
at most r(2i ) objects. Note that this may break invariant (Inv-CMig-2). Repair (Inv-C-Mig-2) by removing at most r(2i ) objects
from Si∗ and putting at most r(2i ) other objects from Si into Si∗
instead. We do this such that the size of Si∗ does not change.
Observe that objects added to Si∗ are recolored to their final color,
while objects removed from Si∗ are recolored to their temporary
color.
Mark Si as empty if applicable.
(c) Otherwise we have i = ` and |S` | = 2`−2 , so the deletion of s
breaks the condition on the size of S` . In this case we merge the
last three sets S`−2 , S`−1 , S` , as follows. Set `0 := `. If the three
sets S`−2 , S`−1 , S` together fit into S`−1 then set ` := ` − 1, otherwise
keep ` as it is.
(`0 −2)

. If S`0 −2 is empty or non-empty, set S`
0

(` −2)

0

(i)

:= S`0 −2 ; otherwise,
(`0 −2)

−2
set S`
:= ∪`i=0
S`0 −2 . Note that in the later case, S`
is
now using at most `0 − 2 color sets, namely at most one color set
C(m, t) for each m 6 `0 − 2.
(`0 −1)

. If S`0 −1 is empty or non-empty, set S`
(`0 −1)
S`

0
−1 (i)
∪`i=0
S`0 −1 .
0

:= S`0 −1 ; otherwise,
(`0 −1)

set
:=
Note that in the later case, S`
is
now using at most ` − 1 color sets, namely at most one color set
C(m, t) for each m 6 `0 − 2.
(`0 )

. Set S`

:= S`0 and S`∗ := Ø.

Now compute the final coloring on S` using an unused color set C(`, t)
and mark S` as being in downwards migration.
3. If i = `, do two recolorings in S` starting from the highest final colors and
add the two recolored objects to S`∗ . If only one such object remains, do
the recoloring only on that one. If S`∗ = S` , mark S` non-empty and free
the unused color sets C(`, t).
I Lemma 3.15. Suppose that upon deletion of s from S` , Step 2c applies and
thus we mark S` as in downwards migration. Then S` was not in migration just
before s is deleted.

3.2 A General Technique
Proof. Suppose for a contradiction that S` is in migration. Let s0 be the last object
that caused a migration on S` . If s0 was being inserted then |S` | > 2`−1 , because
of the choice of j in Step 1 of the insertion algorithm. If s0 was being deleted
then we also have |S` | > 2`−1 , because of (Inv-S) and because we decrement `
in Step 2c of the deletion procedure when S`−2 , S`−1 , S` fit into S`−1 . Hence,
before s is deleted, at least |S` |/2 − 1 other objects have been deleted (recall that
|S` | > 2`−1 when s0 is inserted, and another migration occurs when |S` | < 2`−2 ),
generating |S` | − 2 recolorings for S` . This with the first two recolorings from
when the migration happens is enough to recolor all objects in S` , contradicting
that S` is still in migration.
J

I Lemma 3.16. When we compute the final coloring of S` in Step 2c of the
deletion procedure, at least one of the color sets C(`, t) with 0 6 t 6 ` + 1 is
currently unused.
Proof. Before the deletion that caused the move, thanks to Lemma 3.15 and the
fact that only the last set can be in downwards migration, no set is in downwards
migration. Therefore, before the deletion, each set S0 , . . . , S` uses at most one
color set C(`, t). Hence at most ` + 1 colors sets are being used, leaving at least
one color set available.
J

I Lemma 3.17. The deletion procedure maintains all size and color invariants.
Proof. Invariant (Inv-S) is maintained since when the set S` becomes too
small, Step 2c redistributes the last three sets such that the invariant holds
again. Invariant (Inv-C-NonEmp) is maintained by construction in Step 2a.
Invariants (Inv-C-Mig-1), (Inv-C-Mig-2) and (Inv-C-Up) are maintained by construction in Step 2b. We now argue that (Inv-C-Down) is maintained. It is
obvious that the first part of (Inv-C-Down) is maintained. The second and third
part are maintained because (Inv-C-NonEmp) and (Inv-C-up) hold before the
deletion; (Inv-C-NonEmp) is needed when S`0 −2 resp. S`0 −1 are empty or nonempty, otherwise we need (Inv-C-up). The last part is maintained because before
the deletion, due to Lemma 3.15 and the fact that Invariant (Inv-C-NonEmp)
holds before the deletion.
J

We obtain the following result.
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I Theorem 3.18. Let F be a family of objects such that any subset of n objects
from F admits a unimax coloring with cf(n) colors and that allows weak deletions
at the cost of r(n) recolorings, where cf(n) and r(n) are non-decreasing. Then
we can maintain a CF-coloring on a set S of objects from
under insertions and
PF
k
deletions, such that the number of used colors is O( i=0 cf(2i ) log n), where
k = Θ(log n). The number of recolorings per insertion is O(log n), and the
number of recolorings per deletion is O(r(8n) + 1), where n is the current
number of objects in S.
Proof. The correctness of our insertion and deletion procedures follows from
Lemma 3.11
P`+1together with Lemmas 3.14 and 3.17. The number of colors used is
at most i=0 (` + 2) cf(2i ), where ` = Θ(log n). Since cf(n) is non-decreasing,
P`
this is bounded by O( i=0 cf(2i ) log n). The number of recolorings per insertion
0
is at most 2 per set Si , so O(log n) in total and at most 2r(2` ) per deletion for at
most three sets, so O(r(8n)) in total.
J

Application: points with respect to rectangles. We now make use of Theorem 3.18 to maintain a CF-coloring of points with respect to rectangles. But first
we present a simple technique to color points with respect to intervals in R1 ,
which we use as a subroutine.
I Lemma 3.19. We can maintain a unimax coloring of n points in R1 with
respect to intervals under deletions, using dlog n0 e colors and at the cost of one
recoloring per deletion. Here n0 is the initial number of points.
Proof. We start with a static unimax coloring of points with respect to intervals
using dlog n0 e colors [41]. Recoloring after deleting a point p with color i is
done as follows. If both neighbors of p have a higher color then we do nothing,
otherwise we pick a neighbor with color smaller than i and recolor it to i. To
prove the coloring stays unimax we only need to consider intervals I containing
a neighbor of p; for other intervals nothing changed. Now consider I ∪ {p}. If
before the deletion the maximum color was larger than i then that color is still
present and unique. Otherwise i was the unique maximum color. Now either I
contains a neighbor of p that was recolored to i, or no point in I was recolored;
in both cases the maximum color in I is unique.
J

3.3 Concluding Remarks
I Remark 3.20. We can also get a fully dynamic solution using O(log n) colors
and O(log n) recolorings per insertion or deletion, by storing the points in a
red-black tree and coloring them with their height in the tree.
We now explain how to color points in the plane with respect to rectangles.
Let S be a set of points and F be the family of all rectangles in the plane. The
following lemma shows how to perform weak deletions.
I Lemma 3.21. There
is a conflict free coloring of n points with respect to
√
rectangles using O( n log n) colors that allows weak deletions at the cost of one
recoloring per deletion.
√
Proof. We first partition the point set into at most n subsets such that each
set is monotone using Dilworth’s theorem [25]. Then, each point set behaves
exactly as points with respect to intervals in one dimension. Indeed, if a rectangle
contains two points, since the sequence of points is monotone, it also contains
all the points in between. We can then apply Lemma 3.19 to finish the proof. J

We can directly conclude the following corollary.
I Corollary 3.22. Let S be a set of points in the plane and F be a family of rectangles. Then we can maintain a CF-coloring
√ on S under insertions and deletions
such that the number of used colors is O( n log2 n) and the number of recolorings per insertion is O(log n) and the number of recolorings per deletion O(1),
where n is the current number of objects in S.

3.3 Concluding Remarks
We studied the maintenance of a CF-coloring under insertions and deletions of
objects, presenting the first fully-dynamic solution for objects in R2 . We showed
how to maintain a CF-coloring for unit squares and for bounded-size rectangles,
with O(log n) resp. O(log2 n) colors and O(log n) recolorings per update. The
method extends to arbitrary rectangles with coordinates from a fixed universe
of size U , yielding O(log2 U log2 n) colors and O(log n) recolorings per update.
We also presented general techniques for the semi-dynamic (insertion-only) and
the fully-dynamic case (insertions and deletions). Our insertions-only technique
can be applied to objects with near-linear union complexity, giving for instance
a CF-coloring of O(log3 n) colors for pseudodisks using O(log n) recolorings per
update. This is the first results on semi-dynamic CF-colorings for this general
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class of objects. Our fully dynamic solution applies to any class of object√on which
weak deletions are possible, giving for instance a CF-coloring of O( n log2 n)
colors for points with respect to rectangles at the cost of O(log n) recolorings
per insertion and O(1) recolorings per deletion. This constitutes the first fullydynamic CF-coloring for objects in the plane.

Online Broadcast Range Assignment Problem

CHAPTER 4
ONLINE BROADCAST
RANGE ASSIGNMENT
PROBLEM
In the previous two chapter we studied conflict-free colorings in a dynamic
setting. We now turn our attention to a the range assigment problem. Recall from
the introduction that this problem is defined as follows. Let S = {p0 , . . . , pn−1 }
be a set of n points in Rd . For an assignment r : S → R>0 , let Gr be the
directed graph on the vertex set S obtained by putting a directed edge from
a vertex pi to a vertex pj if dist(pi , pj ) 6 r(pi ), that is, if pj is included in the
disk Dpi := B(pi , r(pi )) representing the transmission range of pi . We call Gr
the communication graph on S induced by the range assignment r. The cost of a
range assignment r is then defined as
X
costα (r) :=
r(v)α ,
v∈S
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where α > 1, is called the distance-power gradient.
In online algorithms, the standard scenario is that decisions are irrevocable,
that is, once resources have been given out they cannot be taken back. For the
range assignment problem this means that we are not allowed to decrease the
range of any of the devices. In our online problem, at time 0 we only have
the source p0 , and at time i, for i = 1, . . . , n, we insert the device pi . Recall
that Si := {p0 , . . . , pi } for each i = 0, . . . , n and S := Sn . We are then asked to
provide a valid range assignment ri : Si → R+ at each time i = 1, . . . , n such that
for each i = 0, . . . , n − 1, and each j < i, we have ri (pj ) 6 ri+1 (pj ). Let nn(pj )
denote the nearest neighbor of pj in the set {p0 , . . . , pj−1 }. We are interested in
the competitive ratio of the three algorithms of which for convenience, we recall
the definition below.
. N EAREST-N EIGHBOR (NN for short): upon insertion of a point pj for j =
1, . . . , n, if pj is not yet covered by the current set of disks, we increase
the radius of nn(pj ) to rj (nn(pj )) := dist(pj , nn(pj )) and use the ranges
of rj−1 for the other points. Otherwise, we do not change any of the
ranges.
. 3-N EAREST-N EIGHBOR (3-NN for short): upon insertion of a point pj for j =
1, . . . , n, if pj is not covered, that is pj ∈
/ ∪i<j B(pi , rj−1 (i)), we set the
radius of the nearest point nn(pj ) to rj (nn(pj )) = 3 · dist(pj , nn(pj )) and
use the ranges of rj−1 for the other points. Otherwise, we do not change
any of the ranges.
. C HEAPEST I NCREASE (CI for short): upon insertion of a point pj for j =
1, . . . , n, if pj is not covered, that is q ∈
/ ∪i<j B(pi , rj (i)), we compute the
cost of increasing any one disk to include q and use the cheapest, while
keeping the other disks unchanged. Otherwise, we do not change any of
the ranges.
Note that NN and 3-NN make decisions that do not depend on α.
We prove that even for d = 1 and α = 2, no online algorithm can achieve a
competitive ratio arbitrarily close to 1. More precisely, no online algorithm can
beat a competitive ratio of around 1.58. For d = 1 and α = 2, we show that NN
and CI have a competitive ratio of 2, and that this is tight for NN.
For d = 2, we prove that the competitive ratio of NN and CI is at least 6(1 +
√ √
6− 2 α
( 2 ) ) ' 6(1 + 0.52α ) for any α > 1. In particular, for α = 2, we obtain 7.6
and for α = 3, we obtain 6.83. We also prove that the competitive ratio of
NN is O(1) (more precisely, it is at most 322) for α = 2; the competitive ratio
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α

2 −3
∗
of NN and CI is bounded from above by Fα = α 2α−1
−α when 2 < α < α ,
∗
∗
with α = arg min Fα ' 4.3, and by Fα∗ ' 12.94 when α > α . Note that the
lower bound for NN for α∗ is approximately 6.34. Figure 4.1 depicts all these
bounds.

We finally show that the competitive ratio of 3-NN is at least 14.11 and
at most 81 for α = 2. Recall both NN and 3-NN provide solutions that are
independent of α. In particular, it implies that there is a single solution that is
simultaneously near-optimal for all α > 2.

Competitive ratio of NN and CI

200

α∗

α∗ 2α2∗ −1−3
−α∗
2α −3
α 2α−1
−α
√

150

6(1 + (

√
6− 2 α
) )
2

100

50

0
2

4

6

8
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α
Figure 4.1. Competitive ratio of in the plane as a function of α. The red and green lines
plot the upper bound for NN and CI. The orange line is a lower bound for
NN.
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4.1 Online Range Assignment in 1- and 2-Dimensional
Spaces
4.1.1 Points on the Line
We start by studying the 1-dimensional case. In this section, we prove that no
online algorithm can have a competitive ratio arbitrarily close to 1 even on the
line. We also prove bounds on the competitive ratio of NN and CI.
Lower bound on the competitive ratio of any online algorithm. We first show
that any algorithm which only increases disk radii cannot have a competitive
ratio arbitrarily close to 1.
I Theorem 4.1. For any α > 1, there is a constant cα > 1 such that any online
algorithm for the range assignment problem in R1 with cost function costα has a
competitive ratio of at least cα . Moreover, for α = 2 the constant is c2 ' 1.58.
Proof. Let α > 1 and let ALG be an algorithm with competitive ratio c > 1, i.e.,
there is a constant a such that the cost of ALG is upper bounded by c · OPT +a.
We also define


δα
δ α + (δ − 1)α 1 + (δ + 1)α
cα : = max min
,
,
,
δ>1
1 + (δ − 1)α
δα
δα


δα
δ α + (δ − 1)α 1 + (δ + 1)α
and δα : = arg max min
,
,
.
1 + (δ − 1)α
δα
δα
δ>1
We show that c > cα by constructing the following families of instances consisting
of, respectively, three and four points, and parametrized by the real number x >
1:
F1 := {{p0 = 0, p1 = x, p2 = δα · x}}
and

F2 := {{p0 = 0, p1 = x, p2 = δα · x, p3 = −δα · x}}.

Note that there is a one-to-one correspondence between the instances in both
families: each instance of F1 is the beginning of exactly one instance of F2 and
each instance of F2 starts like exactly one instance of F1 .
For any x, depending on what ALG does after p2 is inserted, we choose an
instance from either the family F1 or the family F2 using the following rule:
if after p2 is inserted, ALG has a disk of radius at least δα · x, we choose F1 ,
otherwise we choose F2 . In the former case, ALG pays at least δαα · xα while

4.1 Online Range Assignment in 1- and 2-Dimensional Spaces
the optimal solution would be to place a disk of radius x at p0 and a disk of
radius (δα − 1) · x at p1 and pay xα + (δα − 1)α · xα . Since the competitive ratio
of ALG is c, we have that δαα · xα 6 c · xα (1 + (δα − 1)α ) + a and hence
c>

a
δαα
− α
.
1 + (δα − 1)α
x (1 + (δα − 1)α )

Since the second term can be made arbitrarily small by choosing x large enough, c
α
δα
must be at least (δα −1)
α.
In the latter case, ALG has one disk of radius at least x and one of radius
at least (δα − 1) · x before p3 is inserted. We split this case into two subcases:
in the first one, ALG increases the radius of the disk at p0 and in the second
one, ALG increases the radius of the disk at p1 . The cost ALG has to pay after p3
has been inserted is at least either δαα · xα + (δα − 1)α · xα in the first subcase,
or xα +(δα +1)α ·xα in the second, whereas the optimal solution for both subcases
would be to place only one disk of radius δα · x at p0 and pay δαα · xα . Since the
competitive ratio of ALG is c, we have that δαα · xα + (δα − 1)α · xα 6 c · δαα · xα + a
for the first subcase and hence
δ α + (δα − 1)α
a
c> α
− α α;
δαα
δα · x
and that xα + (δα + 1)α · xα 6 cδαα · xα + a for the second subcase and hence
c>

a
1 + (δα + 1)α
− α α.
δαα
δα · x

Since, in both subcases, the second term can be made arbitrarily small by
δ α +(δ −1)α
choosing x large enough, c must be at least α δαα
for the first subcase, and
α

α

at least 1+(δδαα+1) , otherwise there is an infinite family of instances contradicting
α
the competitive ratio for these two subcases.
Therefore, the competitive ratio of ALG must be at least the minimum of the
competitive ratio between these cases, which is exactly cα . Even though it is not
clear how to compute the value of cα for any fixed α > 1, it is easy to see it is
strictly bigger than 1. If α = 2, we have


δ2
δ 2 + (δ − 1)2 1 + (δ + 1)2
c2 : = max min
,
,
δ>1
1 + (δ − 1)2
δ2
δ2


q
q
√
√
1
3
3
=
4 + 496 − 24 183 + 2 62 + 3 183
12
' 1.58
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which is achieved for
δ 2 + (δ − 1)2 1 + (δ + 1)2
δ2
,
,
δ2 : = arg max min
1 + (δ − 1)2
δ2
δ2
δ>1


q
q
√
√
1
3
3
=
5 + 62 − 3 183 + 62 + 3 183
3




' 4.15.
J

Upper bound on the competitive ratio of NN and CI. We now prove bounds
on the competitive ratio of NN and CI.
I Theorem 4.2. Consider the range assignment problem on points in R1 with
cost function costα .
1. For any α > 1, the competitive ratio of CI is at most 2.
2. For any α > 1, the competitive ratio of NN is exactly 2.
Proof. Assume without loss of generality that the source point p0 lies at the
origin. We first prove that both NN and CI perform optimally for α > 1 on any
sequence p1 , . . . , pn−1 of points in R1 with non-negative coordinates, that is,
any sequence p1 , . . . , pn−1 of points that are inserted to the right of the source
point p0 . To that purpose, we show that the optimal solution and the output
of both algorithms are all of the following form. Let p00 = p0 , p01 , . . . , p0k be the
subsequence of points that are rightmost when inserted. For any i = 0, . . . , k − 1,
let di = dist(p0i , p0i+1 ). We first characterize the structure of the solution of NN
and CI.
B Claim. NN and CI both put, for every i = 0, . . . , k − 1, a disk of radius di
around p0i and no disk (that is, a disk of radius 0) around the other points.
Proof. It is trivial to see NN does exactly that, as when a new rightmost point
is inserted, we pick the closest existing point and put a disk of minimal radius
around it.
Moreover, CI also behaves in this manner, because the following invariant
is maintained: at any point in time, the union of the disks does not extend
beyond (that is, to the right of) the currently rightmost point pi . Hence, when
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the point being inserted becomes the rightmost point, then the cheapest increase
is always obtained by creating a new disk centred at the old rightmost point. It
is then trivial show, by induction on the number of points, that the invariant is
maintained.
C
Next we argue that any optimal solution has the same structure as NN and
CI.
B Claim. An optimal solution uses exactly the same disks as NN and CI.
Proof. To prove this claim, we first show that any solution S that uses at least
one point not in {p00 , . . . , p0k } can be turned into a solution S 0 using only disks
around p00 , . . . , p0k in such a way that cost(S 0 ) < cost(S). Upon insertion of a
point, if S increases the radius of a disk around p0i for some i = 0, . . . , k, we
increase the same disk to the same radius in S 0 , resulting in the same cost.
Otherwise, if S increases the disk around a point pi ∈
/ {p00 , . . . , p0k }, we modify
0
0
S as follows. Let pj be the first point among p0 , . . . , p0k to the right of pi . Such
a point obviously exists since p00 , . . . , p0k are defined as points being rightmost
at a certain time. Let now ρi be the new radius around pi provided by S.
If ρi − dist(pi , p0j ) 6 0, we do nothing in S 0 , otherwise we set the new radius
of p0j to ρi − dist(pi , p0j ). It is easy to see that each such step is always strictly
cheaper for S 0 than for S. It remains to show that S 0 is still a valid solution.
Suppose for a contradiction that it is not, and let pj be the first point upon which
insertion makes S 0 not valid. Let pi 6= p00 , . . . , p0k be the point around which S
places a disk of radius ρi = dist(pi , pj ). If, on the one hand, pj is to the right
of p0j , the disk around p0j in S 0 obviously contains pj leading to a contradiction.
If, on the other hand, pj is to the left of p0j , then pj is already contained in a
previous disk of S 0 since we assumed it was a valid solution before the insertion
of pj . Hence p0j needs to be contained in a disk, and thus all the points to the
left of p0j must too, leading again to a contradiction. Therefore, S 0 is indeed a
valid solution, and its cost is lower than that of S. Finally, since even statically,
the optimal solution over the set {p00 , . . . , p0k } is the same as the one provided by
NN, we can conclude that both NN and CI are always optimal on a sequence of
non-negative points.
C
Next, we prove that the optimality for non-negative points (that is, points
to the right of the source point p0 ) leads to a competitive ratio of at most 2 for
any sequence of points on the line. Let I be a sequence of points on the line.
Let I+ be the subsequence of I of points with non-negative coordinates, and
let I− be the subsequence of I of points with non-positive coordinates. Note
that the source point p0 , which is assumed to lie at the origin, is included in
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both subsequences. We claim that OPT(I) > OPT(I+ ). To see that, note that
we can modify the optimal solution for I to a valid solution for I + whose cost
is at most OPT(I), as follows: whenever the disk of a point pi 6∈ I+ is used to
cover a point pj ∈ I+ , we instead cover pj by the disk of the source p0 . Clearly
the extra cost we may incur because we have to extend the disk of p0 can be
paid for by not having a disk at pi . Thus OPT(I) > OPT(I+ ) and, similarly,
OPT(I) > OPT(I− ).
Now observe that cost(NN, I) 6 cost(NN, I+ ) + cost(NN, I− ). Indeed, NN
never uses the disk of a point in I− to cover a point in I+ , and so with respect
to I+ algorithm NN behaves as if the points in I− are not present. A similar
statement holds for I− . Actually, cost(NN, I) < cost(NN, I+ ) + cost(NN, I− )
because the cost of the disk of p0 in I is the maximum instead of the sum of the
costs for p0 in I+ and I− . Hence,
cost(NN, I) < cost(NN, I+ ) + cost(NN, I− )
6 2 · OPT(I).
It remains to prove the second statement in the theorem, namely that the
competitive ratio of NN cannot be better than 2. Assume for a contradiction that
the competitive ratio is 2−ε for some ε > 0, that is, that there is a constant a such
that the cost of NN is at most (2 − ε) OPT +a. Consider the following family of
instances: for any x > 1, let the sequence of points (excluding the source p0 = 0)
be δx, x, −x for some δ ∈ (0, 1] to be determined later and some parameter x.
The optimal solution would be to place one disk of radius x on p0 . However,
NN places first one disk of radius δx on p0 , then one disk of radius (1 − δ)x
on δx and finally one disk of radius d on p0 , paying ((1 − δ)α + 1)xα . Hence, the
competitive ratio that NN achieves on this instance is
c=

((1 − δ)α + 1)xα − a
a
= (1 − δ)α + 1 − α ,
xα
x

which is larger than 2 − ε when we pick δ sufficiently small and x sufficiently
large.
J

4.1.2 Points in the Plane: the Case α > 2
In the previous section we considered the online range assignment problem
in R1 . We now turn our attention to the 2-dimensional version of the problem.
We start by analyzing NN and CI for costs functions costα with α > 2.
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Upper bound on the competitive ratio of NN and CI. As before, let p0 , . . . , pn−1
be the sequence of inserted points, with p0 being the source point. Consider
some fixed point pi and let D be a disk centred at pi (the disk need not be
the range of pi ). Define S(pi , D) := {pj : j > i and pj ∈ D} to be the set
containing pi plus all points arriving after pi that lie in D. For a point pj ,
define costα (NN, pj ) to be the cost incurred by NN when pj is inserted—in other
words, cost(NN, pj ) := (rj (pk ))α − (rj−1 (pk ))α , where pk := nn(pj )—and define
costα (CI, pj ) similarly for CI. Finally, for pj ∈ S(pi , D) define
Fα (pj ) = Fα (pj ; pi , D) := min{dist(pj , pk )α | pk ∈ S(pi , D) and k < j}.
The next lemma shows that we can use the function Fα to upper bound the cost
of NN and CI. We later apply this lemma to all disks in an optimal solution to
bound the competitive ratio. Note that costα (NN, pj ) 6 Fα (pj ). Indeed, NN
either pays zero (when pj already lies inside a disk) or it expands the disk of pj ’s
nearest neighbor (which may or may not lie in D) which costs at most Fα (pj ).
Similarly costα (CI, pj ) 6 Fα (pj ). Hence we have:
I Lemma 4.3.
X
pj ∈S(D)\{pi }

and

X

costα (NN, pj ) 6

X

Fα (pj )

pj ∈S(D)\{pi }

X

costα (CI, pj ) 6

pj ∈S(D)\{pi }

Fα (pj ).

pj ∈S(D)\{pi }

Lemma 4.3 suggests the following strategy to bound the competitive ratio
of NN (and CI). Consider, for each point pi , the final disk D placed at pi in an
optimal solution, and let ρ be its radius. The cost of this disk is ρα . We charge
the cost of the disks placed by NN (or CI) at points pj inside D—this cost can be
bounded using the function Fα , by Lemma 4.3—to the cost of D. This motivates
the following definition.
Fα∗ := max

1
ρα

X

Fα (pj ),

pj ∈S(D)\{pi }

where the maximum is taken over all point pi , any disk D of radius ρ, and any
instance.
A crucial ingredient in this proof strategy is the following lemma, which
shows that for α > 2, the value Fα∗ is bounded by a constant (depending on α).
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α

2 −3
I Lemma 4.4. We have that Fα∗ 6 α 2α−1
−α for any α > 2.

Proof. Let p` be a point and let D be any disk centred at p` . For the sake of
simplicity, we rescale D to be a unit disk and relabel points in S(D) as p0 , . . . , pk
without
and where p0 is the center of D. We show
Pk changing the 2ordering
α
−3
that i=1 Fα (pi ) 6 α 2α−1
.
To
that purpose we create a potential function Φ :
−α
{0, . . . , k} → R, with Φ(i) being the potential when pi is inserted, with the
following properties:
α

2 −3
. Φ(0) = α 2α−1
−α ,

. Φ(i) > 0 for any i = 0, . . . , k,
. Φ(i − 1) − Φ(i) > Fα (pi ) for any i = 1, . . . , k.
Pk
2α −3
If such a potential function exists, we then indeed have i=1 Fα∗ (pi ) 6 α 2α−1
−α .
Let pi be the last point inserted. For any point q in the plane, let nni (q) be its
closest point with among p1 , . . . , pi . We define the potential φ(q, i) at q at time i
as follows:

α−2

 cα dist(q, nni (q))




if q ∈ D, that is, dist(q, p0 ) 6 1;








cα (dist(q, nni (q))α−2 − dist(q, ∂D)α−2 )



if 1 < dist(q, p0 ) 6 32 , and dist(q, nni (q)) > dist(q, ∂D2 );
φ(q, i) :=



 c (d(q, ∂D )α−2 − dist(q, ∂D)α−2 )

α
2





if 1 < dist(q, p0 ) 6 23 , and dist(q, nni (q)) < dist(q, ∂D2 );







0
otherwise;
α−2

where D2 is the disk of radius 2 centred at p0 and cα = α(α−1)2
π(2α−1 −α) is a constant
depending only on α. See Figure 4.2 for an illustration of the cases.
We finally define the potential function at time i as
x
Φ(i) :=
φ(q, i)dq.
R2

This potential function can be interpreted as a volume in R3 , where we assume without loss of generality that the center of D lies at the origin and the
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points p0 , . . . , pk all lie in the plane z = 0. The volume then consists of the
following. Over D it is the volume between the plane z = 0 and the lower
envelope of a set of “paraboloids”, one for each point pj ∈ {p0 , . . . , pi }, defined
by Parα (pj ) = {(x, y, z) | z = cα dist((x, y), pj )α−2 }. Outside of D, on the other
hand, the volume is defined as the volume under the lower envelope of Parα (p)
for each point p ∈ {p0 , . . . , pi } ∪ ∂D2 and above the paraboloids Parα (p) for each
point p ∈ ∂D. See Figure 4.3 for an illustration.
We now need to show that this potential function has the claimed properties.
It is easy to see that Φ(i) > 0 for each i = 0, . . . , k. Next we show that the
decrease of potential is at least as large as the cost. Let pi be the point inserted
and let pj , with j < i, be a nearest neighbor of pi with d∗ := dist(pi , pj ). Upon
insertion of pi , we add a paraboloid defined at a point q ∈ D by cα dist(q, pi )α−2 .
The decrease of potential is then the volume Vi subtracted by this surface. Let us
consider the volume
Vi∗ := {q = (x, y, z) | dist((x, y, 0), pi ) 6 d∗
and cα dist(q, pi )α−2 6 z 6 cα (d∗ − dist(q, pi ))α−2 }.

D2
D

q
nni (q)
pi
p0
pj

Figure 4.2. Outside the grey region the function φ is always 0. When q is inside D,
the function φ(q, i) is simply cα dist(q, nni (q))α−2 . Finally, when q is in the
grey area but not in D, that is 1 < dist(q, p0 ) 6 1.5, we have
 that φ(q, i) =
cα min{dist(q, nni (q)), dist(q, ∂D2 )}α−2 − dist(q, ∂D)α−2
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See Figure 4.4 for an illustration of the volume Vi∗ . Next we argue that Vi∗ ⊆ Vi
by showing that the upper boundary of Vi∗ is under the upper boundary of Vi
and the lower boundary of Vi∗ is above the lower boundary of Vi . Since the
upper boundary of Vi∗ is defined by paraboloids at distance d∗ , and since d∗ is
the distance to the closest point pj , the volume Vi∗ is under the upper boundary
of Vi . On the other hand, since the lower boundary of Vi∗ is defined again by
the same paraboloids, even if pi is close to the boundary of D, the volume Vi∗ is
z

p2
1
2

1
2

1

p0

p1
1
2

1

1
2

Figure 4.3. Cross section of the volume Vi in gray. For clarity, we do not draw the
paraboloids of points outside the cross section.

z

d∗
2

d∗
2

pi

z

d∗
2

d∗
2

pi
x

y
d∗
2

Figure 4.4. The volume we use as a lower bound on the decrease of potential upon
insertion of pi . On the left, we have a cross section of the volume, where d∗ =
dist(pi , pj ) and pj is the nearest point to pi with j < i. On the right, we
have the volume in 3 dimensions. All the paraboloids defined by Parα (p) for
some p.
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above the lower boundary of Vi . Therefore Vi∗ ⊆ Vi .
We now compute the volume of Vi∗ . We do this by fixing a radius ρ, then
computing the area of the largest cylinder of radius ρ centered around the
vertical axis passing through pi and inscribed in Vi∗ and integrating that value
from 0 until d∗ /2. For a certain 0 6 ρ 6 d∗ /2, the area of the cylinder is 2πρh(ρ)
where h(ρ) is the height of the tallest cylinder of radius ρ inscribed in Vi∗ . It
remains to compute h(ρ). This is given by the difference of height between the
two paraboloids (one on pi and one on a point at distance d∗ of pi ), i.e., h(ρ) =
cα ((d∗ − ρ)α−2 − ρα−2 ). Thus,
Z d∗ /2
∗
Vol(Vi ) =
2πρcα ((d∗ − ρ)α−2 − ρα−2 )dρ
0

Z
= 2πcα

d∗ /2

ρ(d∗ − ρ)α−2 − ρα−1 dρ.

0
∗

α−2

We can integrate ρ(d − ρ)
by parts:
Z d∗ /2
Z d∗ /2
∗
−(d∗ − ρ)α−1 d /2
−(d∗ − ρ)α−1
dρ
ρ(d∗ − ρ)α−2 dρ = ρ
−
1
α−1
α−1
0
0
0
∗
(d∗ − ρ)α−1
(d∗ − ρ)α d /2
= −ρ
−
.
α−1
α(α − 1) 0
It gives us the following:
 ∗

(d∗ − ρ)α
ρα d /2
(d∗ − ρ)α−1
−
−
Vol(Vi∗ ) = 2πcα −ρ
α−1
α(α − 1)
α 0
 ∗ ∗ α−1

∗
α
d (d /2)
(d /2)
(d∗ /2)α
d∗α
= 2πcα −
−
−
+
2 α−1
α(α − 1)
α
α(α − 1)


∗α
∗α
∗α
∗α
d
d
d
d
= 2πcα − α
− α
− α +
2 (α − 1) 2 α(α − 1) 2 α α(α − 1)
π
= α−1
cα d∗α [−α − 1 − (α − 1) + 2α ]
2
α(α − 1)
π(2α−1 − α)
= α−2
cα d∗α .
2
α(α − 1)
Recall that cα =

α(α−1)2α−2
π(2α−1 −α) .

We thus get
Vol(Vi∗ ) = d∗α ,
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which is exactly the cost of inserting pi , therefore the decrease of potential is
indeed at most the cost.
α

2 −3
It remains to show that Φ(0) = α 2α−1
−α . To that purpose, let V0 be a volume
representing Φ(0), defined as

V0 :={(x, y, z) | (x, y) ∈ D and 0 6 z 6 cα dist((x, y), p0 )α−2 }
3
∪{(x, y, z) | 1 < dist((x, y), p0 ) 6
2
and cα (2 − dist((x, y), p0 ))α−2 6 z 6 cα (dist((x, y), p0 ) − 1)α−2 }
as depicted in Figure 4.5. We use the same technique as above to compute
3/2

Z

2πρ · h(ρ)dρ.

Vol(V0 ) =
0

We have h(ρ) = cα ρα−2 when ρ 6 1 and h(ρ) = cα [(2 − ρ)α−2 − (ρ − 1)α−2 ]
when 1 < ρ 6 3/2. We therefore get
Z

1

ρ

Vol(V0 ) = 2πcα

α−1

ρ(2 − ρ)

dρ +

0

!

3/2

Z

α−2

− ρ(ρ − 1)

1

z

1
2

1
2

1

p0

1

Figure 4.5. The volume V0 .

1
2

1
2

α−2

dρ .
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We again use integration by parts.
3/2

Z

ρ(ρ − 1)

α−2

1

Z 3/2
(ρ − 1)α−1
(ρ − 1)α−1 3/2
−
1
dρ = ρ
dρ
α−1
α−1
1
1


3/2
(ρ − 1)α
(ρ − 1)α−1
−
= ρ
α−1
α(α − 1) 1
α−1
3 (1/2)
(1/2)α
=
−
2 α−1
α(α − 1)
3
1
= α
−
2 (α − 1) 2α α(α − 1)
3α − 1
= α
2 α(α − 1)

and
Z
1

3/2

Z 3/2
−(2 − ρ)α−1 3/2
(2 − ρ)α−1
+
dρ
ρ(2 − ρ)α−2 dρ = ρ
1
α−1
α−1
1
1


3/2
(2 − ρ)α
(2 − ρ)α−1
−
= −ρ
α−1
α(α − 1) 1
α−1
3 (1/2)
(1/2)α
1
1
=−
−
+
+
2 α−1
α(α − 1) α − 1 α(α − 1)
3
1
1
1
=− α
− α
+
+
2 (α − 1) 2 α(α − 1) α − 1 α(α − 1)
−3α − 1 + 2α α + 2α
=
.
2α α(α − 1)

This together with

R1
0

ρα−1 dρ = 1/α gives us the following:


1
−3α − 1 + 2α α + 2α
3α − 1
+
−
α
2α α(α − 1)
2α α(α − 1)
πcα
= α−1
(2α (α − 1) − 3α − 1 + 2α (α + 1) − 3α + 1)
2
α(α − 1)
πcα
= α−1
(2α (α − 1 + α + 1) − 6α)
2
α(α − 1)
π(2α α − 3α)cα
= α−2
.
2
α(α − 1)


Vol(V0 ) = 2πcα

85

86

Online Broadcast Range Assignment Problem
Again, with cα =

α(α−1)2α−2
π(2α−1 −α) ,

we obtain

πα(2α − 3) α(α − 1)2α−2
·
− 1) π(2α−1 − α)
2α − 3
,
= α α−1
−α
2

Vol(V0 ) =

2α−2 α(α

concluding the proof.

J

α

2 −1
I Remark 4.5.
. For points in R1 , we can prove that Fα∗ = 2α−1
−1 . This
2α −1
yields a competitive ratio of at most 2α−1 −1 for both NN and CI. In
particular, this give a bound of 3 for α = 2, of 7/3 for α = 3, and the bound
tends to the lower bound of 2 as α tends to infinity. The proof is then
similar to the that of Lemma 4.4. Note that this bound is higher than that
of the previous section even though it uses more complex notions.

. In the plane, F2∗ is unfortunately not bounded. There is a sequence of n
points in the unit disk whose total cost is Ω(log n). To see this, consider
the square inscribed inside the unit disk. We insert points in rounds, each
round costing at least 1. The round zero inserts p0 in the center of the
square. Then we divide the square into four smaller squares. In each
subsequent round, we insert a point in the center of each square, then
divide it in four. Round one has four squares, and each point costs (1/2)2 ,
so the total cost is 1. Then, at round i, we have 4i squares, and each
point inserted in such a square costs (1/2i )2 , so again the total cost is 1.
Since each round inserts four times as many points as the previous, we get
the Ω(log n) bound.
We are now ready to prove a bound on the competitive ratio of NN and CI.
I Theorem 4.6. For any α > 2, both NN and CI have a competitive ratio of at
2β −3
most min{β 2β−1
| 2 < β 6 α} in the plane.
−β
Proof. Consider a sequence p0 , p1 , . . . , pn−1 of points in the plane. Let Dj
of radius ρj be the disk centered at pj in an optimal solution, after the last
point pn−1 has been handled. Thus the cost of the optimal solution is
OPT :=

n−1
X
j=0

ρα
j.
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To bound the cost of NN on the same sequence, we charge the cost of inserting pi ,
with 0 < i 6 n−1, to a disk Dj such that pj ’s disk, immediately after the insertion
of pi , contains pi . (If there are more such points, we take an arbitrary one.)
Let S(Dj ) be the set of points that charge disk Dj . Note that Dj contains each
Sn−1
point in S(Dj ). Also note that {p1 , . . . , pn−1 } = j=0 S(Dj ). Hence, using
Lemmas 4.3 and 4.4, for any 2 < β 6 α, we get
costα (NN) =

n−2
X

X

costα (NN, pj )

i=0 pj ∈S(Di )

=

n−2
X

ρα
i

i=0

6

n−2
X

pj ∈S(Di )

ρα
i

i=0

6

n−2
X

ρα
i

i=0

=

n−2
X
i=0

6

n−2
X

X

ρα
i

costα (NN, pj )
ρα
i

pj ∈S(Di )

dist(pj , nn(pj ))α
ρα
i

X

dist(pj , nn(pj ))β

pj ∈S(Di )

ρβi

X

X

Fβ (pj )

pj ∈S(Di )

ρβi

because dist(pj , nn(pj )) 6 ρ

by Lemma 4.3

∗
ρα
i Fβ

i=0
n−2
2β − 3 X α
ρ
6 β β−1
2
− β i=0 i

=β

by Lemma 4.4

2β − 3
OPT .
2β−1 − β

The computations for CI are exactly the same.

J

Figure 4.1 from the introduction illustrates the competitive ratio as a function
of α.
Lower bound on the competitive ratio of NN.
I Theorem 4.7. For any α > 1, NN has a competitive ratio of at least 6(1 +
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√

(

√
6− 2 α
) )
2

' 6(1 + 0.52α ) in the plane.

Proof. Let p0 be the source placed at the origin. The following construction
is depicted in Figure 4.6. We place p1 , . . . , p18 in a disk of radius 1 around p0
as explained next, such that a possible solution is to place that single disk and
pay 1s. For simplicity, in the rest of the proof we use polar coordinates. Let ε > 0
be a positive number. Let then p1 = (ε, 0), p2 (ε, π/3), ..., and p6 = (ε, 5π/3) be
the next six points. NN places a disk of radius ε on p0 . Let further p7 = (1, 0),
p8 = (1, π/3), ..., and p12 = (1, 5π/3) be the next six points. Here NN places
six disks of radius 1 − ε centered around p1 , . . . , p6 , paying 6(1 − ε)α . Finally,
let p13 = (1, π/6 − ε), p14 = (1, 3π/6 − ε),..., and p18 = (1, 11π/6 − ε) be the last
six points. NN is now forced to place 6 disks of radius almost equal to the side
of a dodecagon of radius 1, that is 2 sin(π/12) − δ for some δ > 0 that tends to 0
as ε tends to 0.
Thus, we have that for any ε > 0, there is an instance on which a solution of
cost 1 exists, whereas NN is forced to pay εα + 6(1 − ε)α + 6(2 sin(π/12) − δ)α ,
where δ > 0 tends to 0 as ε tends to 0. We can therefore
conclude that
NN has
√ √
√ √
2 α
6− 2 α
to pay at least 6(1 + (2 sin(π/12))α ) = 6(1 + (2 6−
)
)
=
6(1
+
(
) )'
4
2
p14
p9

p8

p15

p13
p3

p10

p4

p2
p1

p0
p5

p7

p6

p16

p18
p11

p12
p17

Figure 4.6. Lower bound on the competitive ratio of NN. The light gray disk (of radius 1)
represents the optimal solution on the boundary of which points p7 , . . . , p18
are placed. Points p1 , . . . , p6 are placed on the boundary of a disk of radius ε
(in dark gray). The algorithm NN is forced to place one first disk of radius ε
around p0 , then six disks of radius 1 − ε around p1 , . . . , p6 . And finally six
disks of radius roughly 0.5 around p7 , . . . , p12 .
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6(1 + 0.52α ), whereas OPT 6 1.
We can then scale this construction and
there is no constant a such
√ thus,
√
2 α
that cost(NN) 6 c · OPT +a for c < 6(1 + ( 6−
)
).
J
2
In particular, for α = 2, we get a lower bound of at least 7.6 on the competitive
ratio, and in the case α = 3, we get at least 6.83.

4.1.3 Points in the Plane: the Case α = 2
In the previous section, we looked at NN and CI for the case α > 2. We now
study NN and 3-NN for the case α = 2. Unfortunately, the arguments below do
not apply to CI.
Upper bound on the competitive ratio of 3-NN for α = 2. Before computing an
upper bound on the competitive ratio of NN, we compute the competitive ratio
of 3-NN as it uses similar ideas with easier arguments. Moreover, the bounds
obtained are better than for NN. Let p0 be the source, and let p1 , . . . , pn−1 be
the sequence of points of an instance. For each i = 1, . . . , n − 1, recall that nn(pi )
is the closest point to pi among p0 , . . . , pi−1 . Recall that upon insertion of a
point pi , if pi is not covered by the current set of disks, 3-NN places a disk of
radius 3 · dist(pi , nn(pi )) centred at nn(pi ), and otherwise does nothing. Suppose
that upon the insertion of some point pi , we increase the radius of the disk
centred at nn(pi ). (Note that this happens if and only if pi is not yet covered
by any disk.) We now define Di∗ as the disk centred at pi and of radius di /2,
where di := dist(pi , nn(pi )). We call Di∗ the charging disk of pi . Note that the
charging disk is a tool in the proof, it is not a disk used by the algorithm. If 3-NN
did nothing upon insertion of pi because pi was already covered by a disk, we
define Di∗ as the empty set for convenience.
I Lemma 4.8. For every pair of charging disks Di∗ and Dj∗ with j 6= i, we have
Di∗ ∩ Dj∗ = Ø.
Proof. Without loss of generality we assume that i < j and Di∗ and Dj∗ are
both non-empty. Let us define pi0 := nn(pi ) and pj 0 = nn(pj ), and let di :=
dist(pi , pi0 ) and dj := dist(pj , pj 0 ). Since i0 < i < j, the point pj must be at
distance strictly greater than 3di from pi0 , otherwise pj lies inside the disk of pi0
when pj is inserted and 3-NN does nothing resulting in Dj∗ = Ø. We now
define D := B(pi0 , 32 di ), the smallest disk centred at pi0 and containing Di∗ , see
Figure 4.7 for an illustration. We show below that D ∩ Dj∗ = Ø, which implies
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the lemma. Suppose for a contradiction that D and Dj∗ intersect. Since D
and Dj∗ intersect, dist(pi0 , pj ) is at most the sum of the radii of both disks. Since
the radius of Dj∗ is dj /2 and since dist(pi0 , pj ) is strictly greater than twice the
radius of D, the radius of D is strictly smaller than dj /2. Consequently, we
have that dist(pi0 , pj ) < dj . However, we supposed that pj 0 = nn(pj ) was at
distance dj from pj . We thus found a point closer to pj than its nearest neighbor,
creating a contradiction.
J

I Lemma 4.9. For any points pi and pj with i < j, let DjOPT (pi ) be the disk
centred at pi after pj is inserted in an optimal solution and let ρj (pi ) be its radius.
Futhermore, let Dj1.5 OPT (pi ) be the disk centred at pi of radius 1.5ρj (pi ). Then,
for every point pk , there is a point pi such that the disk Dk∗ is contained in the
disk Dk1.5 OPT (pi ).
Proof. Let pk be a point and let pi be a point such that pk is contained
in DkOPT (pi ). Upon insertion of pk , we create the charging disk Dk∗ of radius 12 dist(pk , nn(pk )) 6 12 dist(pi , pk ) centred at pk . Therefore, the point of Dk∗
the furthest from pi is at distance at most 32 dist(pi , pk ). Thus Dk∗ ⊂ Dk1.5OP T (pi ).

pj
Di0
D

Di∗

pi

Dj∗

pi0

Figure 4.7. The disk D, the smallest disk centred at pi0 = nn(pi ) containing Di∗ . If D
and Dj∗ are disjoint, so are Di∗ and Dj∗ .
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J

Using these two lemmas, we can conclude the following.
I Theorem 4.10. For α = 2, we have that 3-NN has a competitive ratio of at
most 81 in the plane.
Proof. Recall that we defined a charging disk Di∗ for each point pi whose
radius was equal to dist(pi , nn(pi ))/2. Thus the cost incurred by 3-NN upon
the insertion of pi is at most 9 dist(pi , nn(pi ))2 6 9 · 4ρ(Di∗ )2 , where ρ(Di∗ ) is
the radius of Di∗ . By Lemma 4.8, the disks Di∗ are pairwise disjoint. If we
define DOPT to be the set of disks used in an optimal solution, then Lemma 4.9
implies that
n−1
X
X
9
ρ(Di∗ )2 6
(1.5 · ρ(D))2 = OPT,
4
i=1
D∈DOPT

where OPT is the cost P
of an optimal solution. Hence the total cost incurred
n−1
by 3-NN is at most 9 · 4 i=1 ρ(Di∗ )2 6 81 OPT.
J
The following lemma shows a lower bound on the competitive ratio.
I Lemma 4.11. There is an instance for which the competitive ratio of 3-NN is
at least 14.11.
Proof. We construct the following instance (depicted the left part of Figure 4.8),
where all the points are inside a disk of radius 1 around p0 —hence OPT 6 1—
and for which 3-NN pays at least 14.11. Again, we use polar coordinates to
describe points. Let ε > 0 be a positive number. We first place p1 = (ε, 0).
Upon its insertion, 3-NN places one disk of radius 3ε around p0 . We then
place p2 = (1/3, 0), for which 3-NN places a disk around p1 of radius is 1 − 3ε.
Further, we place p3 = (x + ε, 0), p4 = (x + ε, π/2), and p5 = (x + ε, π), where x
is such that the right triangle whose shorter sides have length 1 and x has
hypotenuse of length√3(1−x), see the right part of Figure 4.8. Using trigonometry,
we obtain x = (9 − 17)/8 ' 0.61. Note that 3-NN does not increase any radii
upon the insertion of these points since all these points are covered.
We then insert the points p6 = (1, 0), p7 = (1, π/2), and p8 = (1, π) forcing
3-NN to place a disk on all three points p3 , p4 , and p5 of radius 3(1 − x + ε)
since x is computed to ensure each disk to only include one of the points p3 , p4 ,
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p7
p7
3(1 − x)
ε

1

p8

p5

x

p6
p0

ε

1

p0 p2 p3
p1

−

x

−

p4

p3

p6

p9
Figure 4.8. On the left, the instance proving the lower bound on the competitive ratio of 3NN. We first place p1 at distance ε of p0 , forcing a disk of radius 3ε around p0 .
Then we place p2 at distance 1/3 of p0 , forcing a disk of radius 1−3ε around p1 .
Further, we place p3 , p4 , and p5 with no additional cost. Finally, we place four
points at distance 1 of p0 , forcing disks of radius 3(1 − x + ε) for the first
three, and of radius 3 for the last (not depicted). The total cost 3-NN pays
is (3ε)2 + (1 − 3ε)2 + 3(3(1 − x + ε))2 + 32 . The gray disk represents the
optimal strategy that pays 1.
On the right, the close-up of the instance to compute x such that upon
insertion of p6 , the disk on p03 covers only p6 and not p7 .

or p5 . We finally place p9 = (1, 3π/2) forcing 3-NN to place a disk of radius 3
around p0 .
The total cost 3-NN pays is
√
1
(3ε)2 + (1 − 3ε)2 + 3(3(1 − (9 − 17) + ε))2 + 32 .
8
This expression tend to
√
√ 
1
1 
10 + 27(1 − (9 − 17))2 =
563 − 27 17 > 14.11
8
32
as ε tends to 0, concluding the proof.

J
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Upper bound on the competitive ratio of NN for α = 2. We now prove an
upper bound on the competitive ratio of NN using a similar strategy as for 3-NN
using charging disks, the main difference being how the charging disks are
defined. Let p0 be the source, and let p1 , . . . , pn−1 be the sequence of points of
an instance. For each i = 1, . . . , n − 1, recall that nn(pi ) is the closest point to pi
among p0 , . . . , pi−1 . For any i such that NN increased the radius of a disk upon
the insertion of pi (creating a disk also counts as increasing a zero radius), we
define the charging disk Di∗ as the disk centered on the middle point between pi
and nn(pi ) of radius γ · di , where di := dist(pi , nn(pi )) and γ is a constant to be
determined later. If NN did nothing upon insertion of pi , we define Di∗ as the
empty set for convenience.
√

I Lemma 4.12. Let γ < 3−4 7 . Then for every pair Di∗ , Dj∗ of charging disks
with i 6= j, we have Di∗ ∩ Dj∗ = Ø.
Proof. Let pi and pj be two points with charging disks Di∗ and Dj∗ . Let
pi0 := nn(pi ) and pj 0 := nn(pj ). Let also Di0 , respectively Di , be the disk of
radius dist(pi , pi0 ) centred on pi0 , respectively pi . We define Dj 0 and Dj similarly.
Let also mi and mj be the midpoints between pi and pi0 , and pj and pj 0 respectively. We assume without loss of generality that dist(pi0 , pi ) = 1 > dist(pj 0 , pj ).
We distinguish two cases.
. First, if i0 = j 0 , then i > j otherwise pj ∈ Di0 when pj is inserted and Dj∗ =
Ø. Moreover, let H be the halfplane defined by the bisector of pi0 = pj 0
and pj with pj ∈ H. Then, pi ∈
/ H otherwise nn(pi ) is not pi0 but pj . This
implies that the angle between pi0 pi and pi0 pj is at least π/3 (see Figure
4.9).
Let the two half-lines starting at pi0 with an angle of π/6 with pi0 p0i define a
wedge w. If γ is such that Dj∗ is contained in the wedge w, the disks Di∗ and
Dj∗ are disjoint. That is the case when the square triangle of hypotenuse
1/2 and angle π/6 has its short side at most γ. Using trigonometry (see
Figure 4.10),√ we get γ 6 sin(π/6)/2 = 1/4 which is always the case
since γ < 3−4 7 .
. We now deal with the case i 6= i0 . Suppose for a contradiction that Di∗
and Dj∗ intersect. Consider the interior of Di0 ∩ Di . We claim that if pj is in
that region, then Di∗ and Dj∗ do not intersect. Suppose pj is in the interior
of Di0 ∩ Di . If j > i, then pj ∈ Di0 and Dj∗ = Ø which is a contradiction. If, on the other hand j < i, when pi is inserted, we have that nn(pi )
is pj and not pi0 since pj is in Di , which is a contradiction. Therefore,
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H

π/3
pi0 = pj 0

pj

Figure 4.9. The gray area depicts where pi can be. Recall that dist(pj , pj 0 ) 6 dist(pi , pi0 ).

from now on, we can assume that pj ∈
/ int(Di0 ∩ Di ). Note that this implies dist(pj , mi ) > 1/2. Therefore, if dist(pj , mj ) < 1/2−2γ, then we have
that dist(mi , mj ) > 2γ and thus Di∗ and Dj∗ can never intersect because the
radius of Di∗ is γ dist(pi0 , pi ) = γ and the radius of Dj∗ is γ dist(pj 0 , pj ) 6 γ.
Hence dist(pj , mj ) > 1/2 − 2γ which implies dist(pj , pj 0 ) > 1 − 4γ.

Moreover, we claim that pj has to be in the disk Dmi of radius 2γ + 1/2
centred on mi for the disks Di∗ and Dj∗ to intersect. Suppose it is not the
case. Then dist(pj , mi ) > 2γ + 1/2 which implies that dist(mi , mj ) >
dist(pj , mi ) − dist(pj , mj ) > 2γ and then the disks Di∗ and Dj∗ are disjoint.
Figure 4.11 shows the region A := Dmi \ int(Di ∩ Di0 ) where pj has to be
in order to have the disks intersect.

Using trigonometry, we compute the maximum distance between pj and either pi0 or pi , depending on which is closer, that is maxpj ∈A min(dist(pi0 , pj ),
dist(pi , pj )). See Figure 4.12.
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π/6
p i0 = p j 0

x

pj

Figure 4.10. If γ 6 x = sin(π/6)/2 = 1/4, the disk centered at the midpoint is always
contained in the wedge of angle π/3.

Using the law of cosines, we have

2  2
1
1
1
2γ +
=
+ 12 − 2 · 1 · · cos(φ)
2
2
2
which is equivalent to
and

4γ 2 + 2γ = 1 − cos(φ)
x2 = 12 + 12 − 2 · 1 · 1 · cos(φ)

1 2
x = 1 − cos(φ).
2
√
p
Combining the two equations, we get x = 2 γ(2γ + 1). Since γ < 3−4 7 ,
p
then 2 γ(2γ + 1) < 1 − 4γ. Thus x < dist(pj , pj 0 ). Consequently, we have
that pj is closer to either pi0 or pi than it is to pj 0 . We show that both these
options lead to a contradiction.
which is equivalent to

Let us first assume that pj is in the right crescent, so pj is closer to pi
than pj 0 . If i < j, then dist(pj , pi ) 6 x < dist(pj , pj 0 ) which is a contradiction. Otherwise, if j < i then pj is closer to pi than pi0 when pi is inserted,
which is also a contradiction.
Then, assume pj is in the left crescent, so pj is closer to pi0 than pj 0 . That
implies j < i0 otherwise pi0 is closer to pj than pj 0 when pj is inserted,
which is a contradiction. [small technicality here if i0 = j] We hence
have that j 0 < j < i0 < i. If pi ∈ Dj 0 it implies that Di∗ = Ø leading
to a contradiction. Therefore we have that dist(pi , pj 0 ) > dist(pj , pj 0 ) >
1 − 4γ. We now compute dist(pi , mj ) using Apollonius’s theorem on the
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Di0

Di

Dmi

A

pi0 mi

pi

Figure 4.11. The region A := Dmi \ int(Di ∩ Di0 ) in gray depicts where pj needs to be
for the disks to intersect.

q
1

+
2γ

x

1
2

p

i0

1/2

φ
mi

1/2

pi

Figure 4.12. The point q of the triangle is defined as the intersection of Dmi and Di0 . We
want to compute x.

triangle ∆pi pj pj 0 and the median pi mj :
dist(pi , pj )2 + dist(pi , pj 0 )2 = 2(dist(pi , mj )2 + dist(pj , mj )2 )
2 dist(pi , mj )2 = dist(pi , pj )2 + dist(pi , pj 0 )2 − 2 dist(pj , mj )2
 2
1
2
> 1 + (1 − 4γ) − 2
2
3
= 16γ 2 − 8γ +
2

√ 
√
whose infimum in 0, 3−4 7 is obtained when γ = 3−4 7 . We therefore
hence
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√

7
have that 2 dist(pi , mj )2 > 23−8
and so dist(pi , mj ) >
2
implies that dist(mi , mj ) > dist(pi , mj ) − dist(pi , mi ) >
Thus Di∗ ∩ Dj∗ = Ø which is a contradiction.
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√
4− 7
. This
2
√
3− 7
= 2γ.
2

This concludes the lemma.

J

I Lemma 4.13. For any points pi and pj with i < j, let DjOPT (pi ) be the disk
centred at pi of radius ρj (pi ) after pj is inserted in an optimal solution and
(1.5+γ) OPT
let Dj
(pi ) be the disk centred at pi of radius (1.5 + γ)ρj (pi ). Then,
for every point pk , there is a point pi such that the disk Dk∗ is contained in the
(1.5+γ) OPT
disk Dk
(pi ).
Proof. The proof is similar to the one of Lemma 4.9.

J

I Theorem 4.14. For α = 2, we have that NN has a competitive ratio of at
most 322 in the plane.
Proof. Recall that we defined a charging disk Di∗ for each point pi whose radius
was equal to γ · dist(pi , nn(pi )). Thus the cost incurred by NN upon the insertion
of pi is at most dist(pi , nn(pi ))2 6 γ12 ρ(Di∗ )2 , where ρ(Di∗ ) is the radius of Di∗ .
By Lemma 4.12, the disks Di∗ are pairwise disjoint. If we define DOPT to be the
set of disks used in an optimal solution, then Lemma 4.13 implies that
n−1
X

ρ(Di∗ )2 6

i=1

X

((1.5 + γ) · ρ(D))2 = (1.5 + γ)2 OPT,

D∈DOPT

where OPT is the cost
of an optimal solution. Hence the total cost incurred
Pn−1
by NN is at most γ12 i=1 ρ(Di∗ )2 = γ12 · (1.5 + γ)2 OPT. Since this holds for
√

any value of γ < 3−4 7 , we can conclude that the cost incurred by NN is at
√
√
2
most (3−4√7)2 · (1.5 + 3−4 7 )2 OPT = (163 + 60 7) OPT < 322 OPT.
J
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4.2 Concluding Remarks
We introduced the online version of the broadcast problem. We studied the
competitive ratio of three naive algorithms in R1 and R2 : N EAREST N EIGHBOR,
3-N EAREST N EIGHBOR, and C HEAPEST I NCREASE. We first proved that even
for d = 1 and α = 2, no online algorithm can achieve a competitive ratio
arbitrarily close to 1. More precisely, no online algorithm can beat a competitive
ratio of around 1.58. For d = 1 and α = 2, we show that NN and CI have a
competitive ratio of 2, and that this is tight for NN.
In R2 , we proved that the competitive ratio of NN and CI is at least 6(1 +
√ √
6− 2 α
( 2 ) ) ' 6(1 + 0.52α ) for any α > 1. In particular, for α = 2, we obtain 7.6
and for α = 3, we obtain 6.83. We also proved that the competitive ratio of
NN is O(1) (more precisely, it is at most 322) for any α > 2; the competitive
2α −3
∗
ratio of NN and CI is bounded from above by Fα = α 2α−1
−α when 2 < α < α ,
∗
∗
with α = arg min Fα ' 4.3, and by Fα∗ ' 12.94 when α > α . Note that the
lower bound for NN for α∗ is approximately 6.34. We finally showed that the
competitive ratio of 3-NN is at least 20 and at most 81 for α = 2.
An obvious open question here is to close the gap between the upper and
lower bounds we computed for different values of the power gradient α. Another
interesting direction is to look at more elaborate algorithms that might achieve
better ratios. Finally, one can look at the semi-dynamic, fully dynamic, and
kinetic setting for the broadcast problem, or at the other variants of the range
assignment problem.

Non-Monochromatic and Conflict-Free Coloring on Tree Spaces and Planar
Network Spaces

CHAPTER 5
NON-MONOCHROMATIC
AND CONFLICT-FREE
COLORING ON TREE SPACES
AND PLANAR
NETWORK SPACES
In the previous chapter, we studied a dynamic version of the range assignment
problem. We now return to coloring problems, in the static setting from now
on. CF- or NM-coloring objects in R1 is significantly easier than in the planar
case. In R1 the objects become intervals, assuming we require the objects to
be connected, and a folklore result states that any set of intervals in R1 can be
CF-colored with three colors and NM-colored with two colors. (This is achieved
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by the chain methods, which we described in Chapter 1.) Thus, unlike in the
planar case, the number of colors for a CF- or NM-coloring of intervals in R1 does
not depend on the number of intervals to be colored.
We are interested in generalizations of this result to 1-dimensional spaces that
have a more complex topology than R1 . To this end we consider network spaces:
1-dimensional spaces with the topology of an arbitrary graph. It is convenient
to view a network space G as being embedded in R2 , although the embedding
is actually immaterial. In this view the nodes of G are points in R2 , and the
edges are simple curves connecting pairs of nodes and otherwise disjoint. We
let d : G 2 → R+ denote the geodesic distance on G. In other words, for two
points p, q ∈ G—these points may lie in the interior of an edge—we let dist(p, q)
denote the minimum Euclidean length of any path connecting p to q in G. We
consider two special types of network spaces, tree spaces and planar network
spaces, whose topology is that of a tree and a planar graph, respectively.
The objective of this chapter is to investigate the number of colors needed
to CF- or NM-color a set S of n objects in a network space, where we consider
various classes of connected objects. (Here CF- and NM-colorings are defined
as above: in a CF-coloring, for any point p ∈ G the set Sp := {o ∈ S | p ∈ o}
of objects containing p should have an object with a unique color when it is
non-empty, and in an NM-coloring the set Sp should not be monochromatic when
it consists of at least two objects.) In particular, we consider balls on G—the ball
centered at p ∈ G of radius ρ is defined as B(p, ρ) := {q ∈ G | dist(p, q) 6 ρ}—
and, for tree spaces, we also consider arbitrary connected subsets as objects.
Note that, if the given network space is a single curve, then our setting, both for
balls and for connected subspaces, reduces to coloring intervals in R1 . The main
question we want to answer is: How does the maximum number of colors needed
to NM- or CF-color a set S of objects in a network space depend on the complexity
of the network space and of the objects to be colored?
We assume without loss of generality that the nodes in our network space
either have degree 1 or degree at least 3—there are no nodes of degree 2. Nodes
of degree 1 are also called leaves, and nodes of degree at least 3 are also called
internal nodes.
We start by considering colorings on a tree space, which we denote by T .
Let S be the set of n objects that we wish to color, where each object T ∈ S is
a connected subset of T . Note that each such object is itself also a tree. From
now on we refer to the objects in S as “trees,” and always use “tree space”
when talking about T . Observe that internal nodes of a tree are necessarily
internal nodes of T , but a tree leaf may lie in the interior of an edge of T . We

5.1 Trees on Tree Spaces
investigate CF- and NM-chromatic number of trees on tree space as a function of
the following parameters:
. k, the number of leaves of the tree space T ;
. `, the maximum number of leaves of any tree in S;
. n, the number of objects in S.
tree,trees
We define the CF-chromatic number Xcf
(k, `; n) as the minimum number
of colors sufficient to CF-color any set S of n trees of at most ` leaves each, in a
tree,trees
tree space of at most k leaves. The NM-chromatic number Xnm
(k, `; n) is
defined similarly. Rows 3 and 4 in Table 5.1 give our bounds on these chromatic
numbers. Notice that the upper bounds do not depend on n. In other words, any
set of trees in a tree space can be colored with a number of colors that depends
only on the complexity of the tree space T and of the trees in S. (Obviously the
number of objects, n, is an upper bound on these chromatic numbers as well.
To avoid cluttering the statements, we usually omit this trivial bound.) We also
study balls in tree spaces. Here it turns out to be more convenient to not use k
(the number of leaves) as the complexity measure of T , but

. t, the number of internal nodes of T .
tree,balls
tree,balls
We are interested in the chromatic numbers Xcf
(t; n) and Xnm
(t; n).
Rows 5 and 6 of Table 5.1 state our bounds for these chromatic numbers.
After studying balls in tree spaces, we turn our attention to balls in planar network spaces. Our bounds on the corresponding chromatic numbers
planar,balls
planar,balls
Xcf
(t; n) and Xnm
(t; n) are contained in row 7 and 8 of Table 5.1.

5.1 Trees on Tree Spaces
5.1.1 The upper bound
Overview of the coloring procedure. Let T be a tree space with k leaves and
let S be a set of n trees in T , each with at most ` leaves. We describe an
algorithm that NM-colors S in two phases: first,
a subset C ⊆ S of size
 we select
√ 
at most 6k − 12 and color it with at most min ` + 1, 2 6k colors. In the second
phase we extend this coloring to the whole set S without using new colors.
An edge e of T is a leaf edge if it is incident to a leaf; the remaining edges are
internal. We define C ⊆ S as the set of at most 6k − 12 trees selected as follows.
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Space
Line

Tree

Planar

Objects
Intervals

Trees

Balls

Balls

NM

CF

NM

CF

NM

dlog te + 3

2

O(` log k)

3
√
min(` + 1, 2 6k)

2

Upper Bound

4

dlog(t + 1)e

2

blog2 min(k, n)c

2

Lower Bound

Coloring

CF

4

dlog(t + 1)e

√
1+8k
c)
2

3

NM

dlog4/3 te + 3

min(` + 1, b 1+

CF

Reference

Folklore

Section 5.1

Section 5.2.1

Section 5.2.3

Table 5.1. Overview of our results. The folklore result for intervals on the line (that is, in R1 ) is explained in Chapter 1.
The rest of the table uses the the following parameters: k, the number of leaves of the tree space; t, the
number of internal nodes (of degree at least 3) of any (tree or planar network) space; `, the maximum number
of leaves of any tree to color. To avoid cluttering the statements, we omit the trivial bound of the number of
objects to be colored.
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For every pair (e, v), where e is an edge of T and v is an endpoint of e that is not
a leaf of T , we choose two trees containing v and extending the furthest into e (if
they exist), that is, trees T of S containing v for which length(T ∩ e) is maximal,
and place them in S(e, v). If two or more trees of S fully contain e, then S(e, v)
contains two of them, chosen arbitrarily. If a tree contains an internal edge e fully,
it may be chosen by both endpoints. We now define S(e) := S(e, u) ∪ S(e, v)
for each internal edge e = uv,
S S(e) := S(e, v) for each leaf edge e = uv with
non-leaf endpoint v, and C := S(e), with the union taken over all edges e of T .
Then S(e) contains at most four trees for any internal edge e and at most two
trees for any leaf edge e. If T has at most k leaves, it has at most k leaf edges
and at most k − 3 internal edges; recall that T has no degree-two nodes. Thus
|C| 6 6k − 12, as claimed. We first explain how to color C.
Coloring C. We color C in two steps. Let T ∈ C be a√tree. We define E(T ) to be
the set of edges √
e of T with T ∈ S(e). Firstly, if ` > 2 6k we select all
Psubtrees T
with |E(T )| > 6k, and give
each
of
them
a
unique
color.
Since
√
√ e |S(e)| 6
6k − 12, there are at most 6k − 1 such trees, so we use at most 6k − 1 colors.
For each uncolored
T ∈ C, we create a new tree T 0 , defined as the smallest
tree
√
S
containing e∈E(T ) e ∩ T ; see Figure 5.1. T 0 has at most `0 := min(`, 6k) leaves
√
because |E(T )| < 6k. Define C 0 := {T 0 | T ∈ C}.
The second step is to color C 0 . We need the following lemma, which shows
that an NM-coloring of C 0 carries over to C.
I Lemma 5.1. Any NM-coloring of C 0 corresponds to an NM-coloring of C, that
is, if we give each tree T ∈ C the color of the corresponding tree T 0 ∈ C 0 then we
obtain an NM-coloring.

Figure 5.1. The original tree T (left), the set
(right).

S
e∈E(T )

e ∩ T (middle), and the new tree T 0
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Proof. Let q be a point on an edge e of T contained in at least two trees of C (if
no such trees exists, the coloring is trivially non-monochromatic at q). Since q is
contained in at least two trees of C, it is also contained in two trees of S(e). Call
these trees T1 and T2 . Note
a color in the first coloring
√ that T1 either receives
√
step—namely, when ` > 2 6k and |E(T1 )| > k—or T10 ∈ C 0 contains q, since
e ∈ E(T1 ). A similar statement holds for T2 . Since the colors used in the first
step are unique and C 0 is NM-colored, this implies that T1 and T2 have different
colors. Hence, C is NM-colored.
J
Next we show how to NM-color C 0 . Fix an arbitrary internal node r of T and
treat T as rooted at r. Our coloring procedure for C 0 maintains the following
invariant: any path from r to a leaf v of T consists of three disjoint consecutive
subpaths (some possibly empty), in this order, as illustrated in Figure 5.2:
. a non-monochromatic subpath containing the root on which at least two
trees are colored with at least two different colors,
. a singly-colored subpath covered by exactly one colored tree, and
. an uncolored subpath containing the leaf on which no tree is colored.
I Observation 5.2. Any set of trees containing r and satisfying the invariant
described above is NM-colored if we disregard uncolored trees.
We color the trees T ∈ C 0 that contain r in an arbitrary order, using `0 + 1
colors, as follows: for each leaf v of T , we follow the path from v to the root r
to find a singly-colored part. Note that if we find a singly-colored part—by the
invariant there is at most one such part on the path from v to r—we cannot use

non-monochromatic
singly-colored
uncolored
v

v

Figure 5.2. A coloring of trees (left) and an illustration of the invariant for v (right).

5.1 Trees on Tree Spaces
that color for T . Since T has at most `0 leaves, this eliminates at most `0 colors.
Hence, at least one color remains for T .
I Lemma 5.3. The procedure described above maintains the invariant and
colors all trees of C 0 containing r with at most `0 + 1 colors.
Proof. Suppose the invariant holds before the coloring of T . Then we need to
make sure the invariant still holds after T has been colored. Let w be a leaf of T
and πw the path from w to the root. Let v be the closest point to w in πw ∩ T .
Note that v always exists as r ∈ πw ∩ T . Now let πv ⊆ πw be the path from v
to r. It is obvious that πw ∩ T = πv . Then the part of πv that was uncolored (if
it was non-empty) now is singly-colored. The part that was singly-colored now
becomes non-monochromatic, as we eliminated that color for T . And the part
that was already non-monochromatic stays so. Therefore the invariant is indeed
maintained for πw , concluding the proof.
J

Once all the trees containing r are colored we delete r from T , that is, we
consider the space T \ {r}, and we take the closures of the resulting connected
components. This creates a number of subspaces such that each uncolored tree
in C 0 is contained in exactly one of them. Consider such a subspace T 0 and let
r0 be the neighbor of r in T 0 . We now want to recursively color the uncolored
trees in T 0 , taking r0 as the root of T 0 . However, the invariant might not hold
on the edge e from r0 to the old root r: Since now r is considered a child of r0 ,
the order of the three parts might switch on e—see Figure 5.3. Suppose this is
the case, and let ce be the color of the singly-colored part on the edge e. (If the
singly-colored part is empty, we can cut the tree between the non-monochromatic
and the uncolored part and recurse immediately, which maintains the invariant.)
Note also that, for the order to switch, the non-monochromatic part needs to
end on e, and therefore the only color used in any singly-colored part of the tree
rooted at r0 is ce . We overcome this problem by carefully choosing the order in
which we color the trees containing r0 . Namely, we fist color the tree T extending
the farthest into e. In this case, there is only one color forbidden, namely ce . We
can therefore easily color T . We can then trim the treespace T 0 to remove any
non-monochromatic and singly-colored part and hence restore the invariant and
continue with the coloring.
√
I Lemma 5.4. C admits an NM-coloring with min(` + 1, 2 6k) colors.
Proof. The fact that the procedure
an NM-coloring follows from
√ above produces
√
Lemmas 5.1 and 5.3. When ` > 2 6k we use 6k − 1 colors to deal with trees T
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√
√
√
with |E(T )| >√ 6k and `0 + 1 6 min(`, 2 6k)√
+ 1 6 6k + 1 colors for the other
trees, giving
√ 2 6k colors in total. When ` 6 2 6k we do√not treat the trees with
|E(T )| > 6k separately, so we just use `0 + 1 6 min(`, 6k) + 1 6 ` + 1 colors.
J

Extending the coloring from C to S. Let col : C → N be an NM-coloring on C.
We extend the coloring to S as follows. We start by coloring all trees in S \ C
containing an internal node of T using an arbitrary color already used. We then
treat all edges in an abritrary order, coloring all trees contained in the edge as
explained now.
Let e = rr0 be an arbitrary edge of T and S ∗ (e) be the set of uncolored trees
contained in e. We color S ∗ (e) as follows. We first color the set of uncolored
trees contained in e naively using the chain method. For this we use two new
colors, which are used for all chains—we can re-use the same two colors for the
chains, since trivially the chains in any two edges e, e0 do not interact. However,
we can avoid using two extra colors and re-use the colors from C as explained
next.
First, if col uses fewer than two colors, then each node of T is contained in at
most one tree. We then forget the trivial coloring col and use the chain method
from scratch on S. We start at a arbitrarily fixed leaf u of T , and for any other
leaf u0 , we consider the path between u and u0 and use the chain method on the
trees restricted to this path. Since for any node v, at most one tree contains v, no
tree receives two different colors on two different paths. Moreover, the coloring
r
r0

r0

r0

r0

Figure 5.3. When recursing on the subspace rooted at r0 (leftmost), the invariant does not
hold anymore (middle left), as the parts are switched on the edge between r
and r0 . To remedy this, we first color the tree extending the farthest into that
edge (middle right), starting from r0 . We then trim the tree to fix the invariant
(rightmost).
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is conflict-free, since any point in T is contained in a path from u to a certain
leaf u0 .
We may now suppose that col uses at least two colors. Let Tr ∈ S(e, r)
and Tr0 ∈ S(e, r0 ), be the trees extending the farthest into e (arbitrarily chosen
in case of a tie). Note that these trees might not exist. Also note that Tr and Tr0
are not in S ∗ (e). We define the following colors.
. Let cr be the color of Tr , if Tr exists, and an arbitrary color otherwise.
. Let cr0 be the color of Tr0 , if Tr0 exists, and col(Tr0 ) 6= col(Tr ) (if Tr does
not exist, we assume this is always true), and an arbitrary color different
from cr otherwise.
We then do the following.
(a) If Tr fully contains e, we color all trees in S ∗ (e) using cr0 .
(b) If Tr0 fully contains e, we color all trees in S ∗ (e) using cr .
(c) Otherwise, we use the chain method for NM-colorings using cr and cr0
on S ∗ (e) ∪ {Tr } ∪ {Tr0 }. We start from r with color cr so that Tr is the first
tree colored and keep its color. We then check if the color of Tr0 changed.
If so, let Cr0 ⊆ C be the subset of trees contained in the subspace rooted
at r0 (including e but not r) and excluding Tr0 . We exchange cr and cr0
in Cr0 ; see Figure 5.4.
The following lemma proves the extended coloring is non-monochromatic.
r

r

r0

r0

Figure 5.4. If the color of Tr0 changes with the chain method, we swap the labels of the
old and new colors of Tr0 in the subspace rooted at r0 .
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I Lemma 5.5. Any NM-coloring c on C can be extended to S without using any
extra color if c uses two colors or more, and with two colors otherwise.
Proof. Let S1 be the subset of trees in S \ C that contain an internal node
of T , and let S2 be the remaining trees in S \ C. By Lemma 5.4, we have an
NM-coloring on C. To prove that the method described above gives us an NMcoloring on C ∪ S2 , we show that the following invariant holds each time an
edge is colored: the coloring on C ∪ S2 is non-monochromatic when restricted
to colored trees. It is clear that before the first edge is colored, the coloring
is non-monochromatic as at this point the only trees colored are exactly those
in C. We hence only have to show the invariant still holds after coloring an
edge e = {r, r0 }. If we are in cases (a) or (b), the invariant trivially holds. It
remains to consider the third case.
In the case (c) we use the chain method on S ∗ (e) ∪ {Tr } ∪ {Tr0 }, which
immediately implies the coloring is non-monochromatic on e. To prove it is also
non-monochromatic elsewhere, let p ∈
/ e be a point contained in at least two
trees. Then we only have to show that the label swap we did on one side of e
keeps the coloring non-monochromatic. The point p cannot be contained in one
tree containing r and one tree containing r0 at the same time, because no tree
contains e fully. Therefore, p is contained in at least two trees from either side
of e, hence two trees of different color.
Furthermore, the trees in S1 received an arbitrary color already used. To
prove that this gives an NM-coloring for S = C ∪ S1 ∪ S2 , it suffices to prove that
each tree T ∈ S1 is doubly-covered by C, that is, any point q ∈ T is contained
in at least two trees in C. To this end, let e be an edge such that q ∈ e. Then,
since T 6∈ C and T contains an endpoint v of e, the two trees in S(e, v) contain q.
Hence, T is doubly-covered by C, as claimed.
J

I Theorem 5.6.

√ 
tree,trees
1. Xnm
(k, `; n) 6 min ` + 1, 2 6k .
tree,trees
2. Xcf
(k, `; n) = O(` log k).

Proof. For the NM-coloring
√ part of the theorem, we use Lemmas 5.4
√ and 5.5. For
the second part, if ` > 2 6k we again reduce C to C 0 using at most 6k −1 colors.
Then use the result by Smorodinsky [40] on the NM-coloring on C 0 provided by

5.1 Trees on Tree Spaces
Lemma 5.3. Since this coloring uses at most `0 + 1 colors and |C 0 | 6 6k − 12,
the CF-coloring uses O(` log k) colors. We then extend the coloring
√ to S using
similar √
techniques as for the NM-coloring. This coloring uses O( k log k) colors
if ` > 2 6k, which is in O(` log k), and directly O(` log k) colors otherwise. Note
that a direct application of the result of Smorodinsty [40] would give a O(` log n)
bound instead.
J

5.1.2 The lower bound
We show a lower bound for the number of colors1 needed to NM-color a set of
trees in a tree space.
I Theorem 5.7. For all n, k, and `, there exist a tree space T with k leaves and
a set S at most n trees on T , each with at most
 ` leaves,
j √ suchk that
 any non1+ 1+8k
monochromatic coloring of S uses at least min ` + 1,
, n colors. In
2
other words,

j √
k 
tree,trees
Xnm
(k, `; n) > min ` + 1, 1+ 21+8k , n .
Proof. Let T be a star with k leaves. We construct the set S of m trees such that,
for each pair of trees T, T 0 ∈ S, there is a leaf of T contained in T and T 0 , and no
other tree from S. Consequently, each tree in S must be assigned a distinct
color.
√
To this end, we define m := min(` + 1, m0 , n), where m0 := b(1 + 1 + 8k)/2c
0
is the largest integer such that m2 6 k. Then, for every pair {i, j} with 1 6
i < j 6 m, we choose a distinct leaf of T and associate it with {i, j}. The total


m0
number of such pairs is m
2 6 2 6 k, hence we can indeed associate a distinct
leaf to each pair.
Let now S := {T1 , . . . , Tm } be the set of trees defined as follows: for each i =
1, . . . , m, the tree Ti is defined as the tree containing all the leaves associated
with pairs {i, j} for some j 6= i, i.e., Ti is the union, for all j 6= i, of edges from
the root to a leaf associated with {i, j}. Figures 5.5 shows an example. We now
have to prove that the construction is possible within the parameters. Recall
that m 6 n so we have indeed at most n trees in S, and that m 6 m0 where m0
is chosen to ensure k leaves are enough. We therefore only have to show that no
1 From

now on, we either identify colors with integers or we use actual colors (red, blue, etc.) in
our descriptions, whichever is more convenient.
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tree Ti , . . . , Tm has more than ` leaves. However, the number of leaves of each
tree Ti is at most m − 1, as we only create at most one leaf for Ti for each Tj
with j 6= i. Hence, since m 6 ` + 1, each tree has at most ` leaves. Thus, the
construction does not violate the parameters.
Finally, each tree needs a distinct color, and
since there are m trees, the
√
number of colors needed is m = min(` + 1, b 1+ 21+8k c, n).
J
Since any CF-coloring is also an NM-coloring, the lower bound in Theorem 5.7
holds for CF-coloring as well. The next theorem gives a stronger lower bound for
CF-coloring in the case ` = 2, that is, when the objects are paths.
I Theorem 5.8. For all n and k, there exist a tree space T with k leaves and
a set S of at most n paths in T such that any conflict-free coloring of S uses at
least blog2 min(k, n)c colors. In other words,
tree,paths
Xcf
(k; n) > blog2 min(k, n)c.

Proof. Let T be a rooted complete binary tree of height h = blog2 min(k, n)c.
Note that T has at most min(k, n) leaves. For each leaf v of T , we define πv
to be the path from v to the root r of T . Our set S of objects is now defined
as S := {πv | v a leaf of T }. (Trivially, |S| 6 n.)
Let c : S → N be a conflict-free coloring of S. We prove that c uses at
least h = blog2 min(k, n)c colors by induction on the height h of T . If h = 1, then
there is only one degenerate path and the claim trivially holds. Suppose now
that the claim holds for a tree of height h, and suppose the height of T is h + 1.
{1, 4}

{2, 3}

{2, 4}

{1, 3}

{1, 2}

{3, 4}

Figure 5.5. An example of the non-monochromatic lower bound for k = 6, ` = 3,
and n = 4. The tree T1 is drawn in gray.
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Since c is a conflict-free coloring, among the paths containing the root r1 := r
of T , there must be a path π1 of unique color. Since by construction all paths
in S contain the root, the color of π1 is unique among all paths. Let r2 be the
child of r1 not contained in π1 . We now use the induction hypothesis on the
subtree rooted at r2 with paths containing r2 cut above it. Among these paths,
there are h that use distinct colors. Moreover, none of these path can use c(π1 ),
as this color is unique among all paths. Hence, we have indeed h + 1 paths using
distinct colors. This concludes the proof.
J

The following theorem is a direct consequence of the previous two.
I Theorem 5.9. For all n, k, and `, there exist a tree space T with k leaves and
a set S at most n trees in T withat mostj ` leaves
each
such that any conflict-free
k
√
1+ 1+8k
, blog2 min(k, n)c colors. In
coloring of S uses at least min ` + 1,
2
other words,
k

j √

1+ 1+8k

 min ` + 1,
2
tree,trees
Xcf
(k, `; n) > max


blog2 min(k, n)c.

5.2 Balls in Tree Spaces and on Planar Network Spaces
In this section we restrict the objects to balls. Let G be a network space, dist : G 2 →
R a distance function on G, and let S be a set of balls on G. We define the coverage covx (B) of a node x by a ball B = B(p, ρ) containing x as covx (B) :=
ρ − dist(p, x). Given a node x contained in at least one ball from S, we define Bx
as the ball maximizing the coverage of x, where we break ties using an arbitrary
but fixed ordering on the balls. We say that Bx is assigned to x. Note that Bx
does not exist if no ball contains x, and that a ball can be assigned to multiple
nodes. We will regularly use the following lemma regarding the assigned balls.
I Lemma 5.10. Let x be an internal node of G.
(i) Suppose G is a tree space, and let T1 , . . . , Tdeg(x) denote the subtrees
resulting from removing x from G or, more precisely, the closures of the
connected components of T \ {x}. Let p be a point in some subtree Ti and
suppose p is contained in a ball B ∈ S whose center lies in Tj with j 6= i.
Then p ∈ Bx .
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(ii) Suppose x is contained in at least one ball in S. Let π be a shortest path
from x to the center of Bx , and let y be a node on the path π. Then Bx is
also assigned to y, that is, Bx = By .
Proof. Part (i) follows immediately from the definition of Bx . To prove part (ii),
suppose for a contradiction that By 6= Bx for some y ∈ π. Thus, covy (By ) >
covy (Bx ). Because π is a shortest path from x to the center of Bx , we have
that covx (Bx ) = covy (Bx ) − dist(x, y). Moreover, covy (By ) − dist(x, y) 6
covx (By ) because of the triangle inequality. Hence, covx (Bx ) > covx (By ) >
covy (By ) − dist(x, y) > covy (Bx ) − dist(x, y) = covx (Bx ). Thus covx (Bx ) =
covx (By ) and covy (Bx ) = covy (By ). However, this is a contradiction as in case
of a tie, we use the fixed ordering to choose which ball to assign to a node. J

5.2.1 Tree spaces: the upper bound
For balls on a tree space T , the upper bounds from Theorem 5.6 with ` = k apply.
Below we improve upon these bounds using the special structures of balls. Let T
be a tree with t internal nodes. We present algorithms to NM-color balls on trees
using two colors, and CF-color them with log t + 3 colors.
Let S be a set of n balls on T . Let also C := {B = B(c, ρ) | ∃x : B = Bx } be
the set of balls assigned to at least one internal node. Recall that an internal
node x is assigned the ball maximizing the coverage of x.
NM-coloring. We first explain how to NM-color S. We use a divide-and-conquer
approach. If t = 0, that is T consists of a single node or a single edge, we use
the chain method for NM-coloring with colors blue and red. If t > 0, then we
proceed as follows. Let e = uv be an edge of T . Let Tu , respectively Tv , be
the connected component of T \ e containing u, respectively v. Recall that Bu
and Bv are the balls assigned to u and v, respectively. Note that we may assume
that both Bu or Bv exist, for otherwise recursion is trivial. Also observe that Bu
and Bv may coincide. We define
S(u) := {balls B ∈ S whose center lies in Tu } ∪ {Bu },
We define S(v) similarly. We recursively color S(u) in Tu and S(v) in Tv , obtaining colorings of S(u) and S(v) with colors blue and red. In the recursive calls
on S(u), and similarly for S(v), we “clip” the balls to within Tu . Note that the
clipped balls are still balls in the space Tu . This is clear for the balls whose center
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lies in Tu . The center of Bu may not lie in Tu , but in that case it behaves within
Tu as a ball with center u and radius covu (Bu ).
Let S(e) := S \ (S(u) ∪ S(v)) be the set of the remaining balls. In other words,
S(e) contains the balls whose center is contained in e, except for Bu and Bv . We
color S(e), possibly swapping colors in S(u) or S(v), as follows.
. If Bu = Bv , we first ensure that it gets the same color in both S(u) and S(v)
by swapping colors in one of the two subsets if necessary. We then color all
balls in S(e) blue if Bu is red, and red if Bu is blue.
. If Bu 6= Bv , let π be a longest simple path containing u and v. We
color S(e) ∪ {Bu , Bv } restricted to π using the non-monochromatic chain
method. We then possibly swap colors in S(u) and S(v) so that Bu and Bv
match the colors they were given by the chain method.
Both cases are illustrated in Figure 5.6.
balls,trees
I Theorem 5.11. Xnm
(t; n) = 2.

Proof. The coloring obviously uses two colors. It remains to show it is nonmonochromatic. We use induction on t. If t = 0, then the coloring is nonmonochromatic since it uses the chain method.
S(v)
Bu

Bv

S(u)

Bu0

Bv0

Bu

Bv

S(v)
Bu = Bv

S(u)

Bu0

Bv0

Bu = Bv

Figure 5.6. On the left, we have the two different initial cases, i.e., on the top, Bu 6= Bv ,
on the bottom, Bu = Bv . In the middle, the recursive call is made. On the
right, we use the two recursive colorings and swap colors if needed.
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Suppose now that t > 1 and that the claim holds for any tree space with
fewer than t internal nodes. Let p be a point contained in at least two balls.
If p is contained in balls only of S(v), only of S(u), or only of S(e), it is
contained in at least two balls of different colors. Indeed, the colorings of S(v)
and S(u) are non-monochromatic since they use the method on a tree with fewer
than t internal nodes and we can use the induction hypothesis. Moreover S(e) is
non-monochromatic due to the chain method.
It remains to consider the case where p is contained in balls from at least two
of the sets S(u), S(v), and S(e). We distinguish two cases: p is contained in a
ball of S(e) and p is not contained in a ball of S(e).
If p is contained in a ball B of S(e), we can assume without loss of generality
that p is also contained in a ball of S(v). By Lemma 5.10(i), we have that p ∈ Bv .
If Bu = Bv then all balls in S(e) are given a different color than Bv hence p
is contained in two balls of different color. If Bu 6= Bv then we use the chain
method on π. Hence if p ∈ π, it is contained in two balls of different color. To
show that if p ∈
/ π then p is still contained in two balls of different colors, it
suffices to notice that for any subset of balls of S(e) in which p is contained,
the point p0 ∈ π at distance d(u, p) from u is contained in the same set of balls
from S(e) as π is the longest path containing e.
On the other hand, if p is not contained in a ball of S(e), then it is contained
in at least one ball from S(u) and one from S(v). By Lemma 5.10 we have
that p ∈ Bu ∩ Bv .
We then have two cases. If Bu = Bv , then p is contained in another ball
of S(u) or S(v), and then the coloring is non-monochromatic by the induction
hypothesis. Otherwise Bu and Bv are part of the chain S(e) ∪ {Bu , Bv }, and
hence p is contained in at least two balls of different color.
J

CF-coloring. The second algorithm CF-colors S using dlog te + 3 colors. As
before, define C := {B = B(c, ρ) | ∃x : B = Bx }. We explain how to color C
and then extend the coloring to S. Let r be a node whose removal results in
subtrees each of at most t/2 internal nodes. We color Br (if it exists) with color 1.
Let T1 , . . . , Tdeg(r) be subtrees resulting from removing r, that is, the closures of
the connected components of T \ {r}. For each i = 1, . . . , deg(r), we recurse
on Ti with the balls from C whose centers lie in Ti . In such a recursive call,
we consider a node to be an internal node when it was an internal node in the
original space T and when it has not yet been selected as a splitting node in a
previous call. Hence, when t = 0 in a recursive call on a subtree T 0 ⊂ T , then

5.2 Balls in Tree Spaces and on Planar Network Spaces
T 0 must be a single edge both of whose endpoints have already been treated.
The recursion stops when there are no more balls left (which must be the
case when we have a recursive call with t = 0). Note that the internal nodes
are fixed from the beginning, hence at some point of the recursion, a leaf node
might still be considered internal for the purposes of the recursion.
I Lemma 5.12. The above algorithm CF-colors C using dlog te colors.
Proof. The number of colors used comes immediately from the splitting of T
into trees of at most 2t internal nodes. We now show the coloring is indeed
confict-free by showing that it is a unimin coloring: for any point p the minimum
color among the colors of the balls containing p is unique. Let p ∈ T be a point
contained in two balls B1 = B(p1 , ρ1 ) and B2 = B(p2 , ρ2 ) both of color i. We
show that this implies the existence of a ball of higher color containing p. Let v1
be the node B1 is assigned to, and v2 the node B2 is assigned to. Since B1
and B2 have the color i, they were contained in different trees when they were
colored in the recursive process. Let v0 be the node that disconnected v1 and v2
and let B0 be the ball assigned to v0 . Note that c(B0 ) < i.
We prove that p ∈ B0 . Let π be the unique simple path between p and v0 .
It cannot be the case that both p1 ∈ π and p2 ∈ π. Suppose without loss of
generality that p2 ∈
/ π. Since p ∈ B2 , we have that covv0 (B2 ) > dist(p, v0 ). And
since covv0 (B0 ) > covv0 (B2 ), we have that p ∈ B0 , concluding the proof.
J
0
We
S now wish to extend the coloring to balls in S \ C. To this end, define T :=
T \ ( C) to be the part of T that remains after removing all points covered by
the balls in C.
We finish the coloring with three more colors (using the chain method for CFcolorings) as explained next, resulting in dlog te + 3 colors. We use the following
lemma to show that the remaining balls can be reduced to intervals on disjoint
lines. Note that it does not use tree spaces and can hence be applied also for
planar network spaces.

I Lemma 5.13. For any ball B ∈
/ C, we have {p ∈ B | p ∈
/ ∪ C} ⊆ e, where e is
the edge containing the center of B.
Proof. Suppose for a contradiction that there is a point p ∈
/ e contained in B
but not in ∪ C. Consider the endpoint v of e belonging to the geodesic from the
center of B to p. We claim that covv (B) > covv (Bv ), contradicting the definition
of Bv . Indeed, covv (B) > dist(v, p) (since v lies on the geodesic from B’s center
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to p) and covv (Bv ) < dist(v, p) (since p 6∈ C and, hence, p ∈
/ Bv ).

J

tree,balls
I Theorem 5.14. Xcf
(t; n) 6 dlog te + 3.

5.2.2 Tree spaces: the lower bound
tree,balls
I Lemma 5.15. Xcf
(t; n) > dlog(t + 1)e .

Proof. Let T be as follows. We take t + 2 points p1 , . . . , pt+2 in the plane,
with pi = (i, 0) for each i = 1, . . . , t + 2, and we link consecutive points with
a unit distance segment. We then take t + 2 additional points p01 , . . . , p0t+2 ,
with p0i = (i, t+2), and for each i = 1, . . . , t+2 we link pi and p0i with a segment of
length t + 2. Note that p1 and pt+2 do not count as internal nodes as their degree
is two. Finally, we place t+1 balls B1 = B(c1 , t+2), . . . , Bt+1 = B(ct+1 , t+2), for
all i = 1, . . . , t+1, with ci = (i+ 23 , 0), see Figure 5.7. Consider the hypergraph H
whose nodes are the balls Bi , and whose hyperedges are the subsets of balls
such that there is a point p ∈ T contained in exactly that subset (and no other
balls). We claim (and will prove below) that the set of hyperedges is exactly
the set {{Bi , Bi+1 , . . . , Bj } | i > j}. In other words, there is a hyperedge for a
subset of balls if and only if there is an interval on the x-axis containing exactly
the centers of these balls. Hence, we can apply the dlog(t + 1)e lower bound for
CF-coloring points with respect to intervals [27].
p01 p02 p03 p04 p05
B2

c1 c2 c3 c4
p1 p2 p3 p4 p5
Figure 5.7. Example of the lower bound construction with t = 3. For clarity purposes,
only B2 is displayed, in gray.

5.2 Balls in Tree Spaces and on Planar Network Spaces
To prove the claim, note that if pi is the ball center nearest to p then
dist(p, p1 ) > dist(p, p2 ) > · · · > dist(p, pi )
and

dist(p, pi+1 ) > · · · > dist(p, pt+2 ),

which implies that any hyperedge is of the form {Bi , Bi+1 , . . . , Bj }. On the
other hand, the point (b(j + i)/2c , t + 2 − (j − i)/2) is contained in exactly the
balls Bi , Bi+1 , . . . , Bj .
J

5.2.3 Planar network spaces
NM-coloring. We first explain how to NM-color balls on a planar network
space G. Let again C be the set {B = B(c, ρ) | ∃x : B = Bx }. We create a
graph GC whose node set is C and whose edge set is defined as follows: there is
an edge between B and B 0 if and only if there is an edge vv 0 in T with Bv = B
and Bv0 = B 0 . It follows from Lemma 5.10 that for any ball B, the set of nodes
of G to which B is assigned, together with the edges between these nodes, is
a connected set. Therefore, GC is planar as well since its nodes correspond
to disjoint connected subspaces in the planar space G. We now use the Four
Color Theorem to color GC and we give each ball in C the same color as the
corresponding node in GC .
I Lemma 5.16. The coloring on C is non-monochromatic and uses at most four
colors.
Proof. It is clear that the coloring uses at most four colors. Now let p be a point
contained in two balls B1 and B2 of the same color. Let v1 and v2 be nodes of G
with B1 = Bv1 and B2 = Bv2 . Let π1 and π2 be two shortest paths between p
and v1 , v2 , respectively. If all the nodes in π1 ∪ π2 are either assigned B1 or B2 ,
then there is an edge between B1 and B2 in GC and hence B1 and B2 are given
different colors. Therefore there must be a node v in π1 ∪ π2 (we assume without
loss of generality that v ∈ π1 ) with Bv ∈
/ {B1 , B2 } and c(Bv ) = c(B1 ). Note
that if c(Bv ) = c(B1 ) for all v ∈ π1 , then there must be an edge between two
balls of the same color in GC which is a contradiction, hence there must be
a vertex v ∈ π1 with c(Bv ) 6= c(B1 ). Since π1 is a shortest path between v1
and p, and since v ∈ π1 , we have that π1 contains a shortest path between v
and p. Moreover, covv (Bv ) > covv (B1 ) > d(v, p), which implies that p ∈ Bv and
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concludes the proof.

J

We now wish to extend the coloring to balls in S \ C. To this end, define
G 0 := G \ (∪ C) to be the part of G that remains after removing all points covered
by the balls in C. The proof of the following lemma is similar to the proof of
Lemma 5.13.
I Lemma 5.17. Consider a ball B ∈ S \ C, and let B 0 := B ∩ G 0 . Then B 0 is
contained in a single edge of G 0 .
For each edge e of G 0 , let S(e) denote the set of balls contained in e. Let u and
v denote the endpoints of the edge in G containing e. We color the uncolored
balls in e using the chain method with two colors not equal to c(Bu ) and c(Bv ).
We have now colored the balls in C as well as the balls in S \ C that lie at least
partially in G 0 . Next we explain how to color the remaining balls, which are fully
covered by the balls in C.
I Lemma 5.18. Any uncolored ball is contained in the union of at most three
balls.
Proof. Any uncolored ball B is contained in ∪ C. If B is fully contained in a
single edge e of G, it must be covered by the two balls from C extending the
farthest into e, starting from each of the two endpoints. If not, let v be a node
contained in B. Now B \ Bv is contained in a single edge e of G and so B \ Bv
can be covered by two balls (as just explained), which implies that B can be
covered by three balls.
J

Using this lemma, we can easily finish the NM-coloring.
planar,balls
I Theorem 5.19. Xnm
(t; n) = 4.

Proof. The coloring obviously uses four colors at most. Moreover, it is easy
to see the coloring is non-monochromatic. It remains to show that there is an
instance requiring at least four colors. To that purpose, let G be an embedding
of K4 where all edges have length one. Then, for each node v of G, we create
the ball B(v, 2/3). Since no two balls can have the same color, we need at least
four colors.
J

5.2 Balls in Tree Spaces and on Planar Network Spaces
CF-coloring. We now explain how to CF-color balls on a planar network. As
before, define C := {B = B(c, ρ) | ∃x : B = Bx }. We first CF-color C using
the following recursive algorithm introduced by Smorodinsky [40]: we select a
maximum independent set in C1 := C, we give it color 1, place all uncolored balls
in C2 , and recurse. We claim that for all i, the Delauney graph Di := (Ci , Ei ) on
the balls in Ci is planar, where Ei := {{B1 , B2 } | ∃p ∈ G : p ∈ B1 ∩ B2 and ∀B ∈
/
{B1 , B2 } : p ∈
/ B}.
I Lemma 5.20. Di is planar.
Proof. We draw Di using the drawing of G as follows: each ball is represented by
its center. Then, for every edge in Di , we find a witness, that is a point contained
in the intersection of the two balls and not in any other ball. We finally draw the
edge as two geodesics on G: one from one endpoint to the witness point, and
the other from the witness point to the other endpoint.
We claim that this drawing is plane. Suppose by contradiction that it is not
the case and there is a crossing between the two edges B1 B3 and B2 B4 . Suppose
also that the endpoints of the two edges are distinct: the argument when an
endpoint is shared is similar. Since we based our drawing on G, a planar graph,
the point where the two edges cross must be a node x in G. Let w13 be the
witness of the edge B1 B3 and w24 the winess of B2 B4 . Figure 5.8 shows the two
crossing edges, with the crossing node x in the middle, and the two witnesses w13
and w24 used to draw the geodesics.
Suppose, without loss of generality, that the distance from x to w24 is greater
than or equal to the distance from x to w13 . Thus, the distance from the center
of B1 to w24 is greater than or equal to w13 . Hence, w13 is also contained in the
ball B1 , which contradicts the definition of a witness. Thus, the drawing is plane.
J
B4

B3

w24

w13
x

B1

B2

Figure 5.8. We suppose for a contradiction that the edges B1 B3 and B2 B4 cross. The
crossing point is a node x of G. Let w13 be the witness of the edge B1 B3
and w24 the winess of B2 B4 .
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Using this lemma and the Four Color Theorem, we get a coloring on C
using dlog4/3 te colors. Note that this method does not give an efficient algorithm
because of the use of the Four Color Theorem. For a fast algorithm, we can use a
linear-time algorithm [20] to find an independent set of size at least n/5, leading
to dlog5/4 te colors.
We then color the balls in S \ C. Using Lemma 5.13, we have that for any
such ball B, the set of points contained in B but not in any ball in C is contained
in one edge of G. Therefore, if we cut ∪ C out of G, the remaining space is a
union of disjoint segments, and any object that is not colored is contained in at
most one segment. We can therefore use the chain coloring on each segment
with the two additional colors and the dummy one.
Finally, any point in ∪ C is contained in a ball in C of unique color, and any
point not in ∪ C, is contained in at most one ball of each of the two additional
colors. Therefore, the coloring is conflict-free. This yields the following theorem.
planar,balls
I Theorem 5.21. Xcf
(t; n) 6 dlog4/3 te + 3.

5.3 Concluding Remarks
We studied NM- and CF-colorings on network spaces, where the objects to be
colored are connected regions of the network space. We showed that the number
of colors can be bounded as a function of the complexity (which depends on the
type of space and of objects) of the network space and the objects, rather than
on the number of objects. All our bounds are tight up to some constants, except
tree,trees
for Xcf
(k, `; n) where the upper bound is a factor ` away from the lower
bound. Closing this gap remains an open problem. It would also be interesting
to find bounds on general connected objects on any network space, or other
settings where the number of colors depends on the complexity of the space and
objects rather the number of objects.

Colouring Contact Graphs of Squares and Rectilinear Polygons

CHAPTER 6
COLOURING CONTACT
GRAPHS OF SQUARES
AND RECTILINEAR POLYGONS
We finally turn our attention to colorings of contact graphs of squares and
rectilinear polygons. Recall that for a set S = {P1 , . . . , Pn } of geometric objects
in the plane. The intersection graph induced by S is the graph whose nodes
correspond to the objects in S and where there is an edge (Pi , Pj ) if and only
if Pi and Pj intersect. Recall also that if the objects in S are closed and have
disjoint interiors, then the intersection graph is called a contact graph. We start
by studying the computational complexity of contact graphs of squares. We show
that already for a set of unit squares, it is NP-complete to decide if the contact
graph is 3-colourable.
Next we study the chromatic number of various classes of contact graphs.
Recall that the obvious embedding of the contact graph of squares need not
be plane. We first prove contact graphs of unit squares can have a Km as a
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minor for an arbitrarily large m and, hence, need not be planar. Nevertheless,
contact graphs of unit squares are 4-colourable and finding a 4-colouring is
quite easy, so our NP-completeness result on 3-colouring completely characterizes
the computational complexity of colouring unit squares. Contact graphs of
arbitrarily-sized squares are not always 4-colourable—the quadtree example
of Eppstein et al. [26] requiring five colours shows this. We prove that the
chromatic number of the class of contact graphs of arbitrarily-sized squares is at
most 6. In fact, we prove that any contact graph of a set of rectilinear polygons
is 6-colourable. (Even more generally, contact graphs of polygons whose interior
angles are strictly greater than 2π/5 are 6-colourable.) Thus we obtain the same
bound of Eppstein et al., but for a much larger class of objects. Moreover, for this
class the bound is tight. To prove our result, we charaterize contact graphs of
rectilinear polygons as a certain subset of 1-planar graphs, which are known to
be 6-colourable [14].

6.1 NP-Completeness of 3-Colourability
In this section we establish the hardness of 3-C OLOURABILITY on contact graphs
of unit squares.
I Theorem 6.1. 3-C OLOURABILITY on contact graphs of unit squares is NPcomplete.
Proof. 3-C OLOURABILITY on contact graphs is obviously in NP. To prove that
the problem is NP-hard we use a reduction from the NP-complete problem of
3-colouring planar graphs of degree at most 4 [30].
Let G = (V, E) be any planar graph on n vertices with degree at most 4.
Rosenstiehl and Tarjan [37] showed that we can compute in polynomial time
a visibility representation of G, in which every vertex u ∈ V is represented by
a horizontal vertex segment su and every edge (u, v) ∈ E is represented by a
vertical edge segment that connects su and sv and does not intersect any other
vertex segment, see Figure 6.1.
The construction can be done so that (i) all y-coordinates of the vertex
segments are multiples of 10, and (ii) all x-coordinates of the edge segments are
multiples of 3 and all x-coordinates of the left and right endpoints of the vertex
segments are of the for 3i − 12 and 3j + 21 , respectively, for some integers i < j.
The vertex gadget depicted in Figure 6.2 that replaces a vertex segment is
as follows; the example shows the gadget for a segment of length 7. The grey
squares in the construction are called connector squares. In order to 3-colour a
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vertex gadget, all connector squares must receive the same colour. This colour
represents the colour of the corresponding vertex in G. Note that each edge
segment passes through the center of a connector square on both vertex gadgets
it connects.
The edge gadget depicted in Figure 6.3 that replaces an edge segment consists of a basic edge gadget plus zero or more extension blocks. Note that we
a1
b0

b1
c1

a1

a2
b2

a2
b3

b0
c1

c2

b3
b1
b2
c2

Figure 6.1. Visibility representation of a graph where every vertex is represented by a
horizontal segment and every edge by a a vertical edge.
vertex segment

Figure 6.2. Vertex gadget.
¬c
extension block

¬c
¬c
¬c
c

connector squares
of vertex gadgets

basic edge gadget

c
c

Figure 6.3. Edge gadget.
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can generate edge gadgets of vertical length 7 + 2j for any integer j > 0, by
using j extension blocks. This suffices because the y-coordinates of the vertex
segments are multiples of 10, and so the distance in between any two connector squares we need to connect by an edge is of the form 10k − 3, for some
integer k > 1. Our edge gadget forces the connector squares of the two vertex
gadgets it connects to have different colours. It is easily checked that this implies
that the contact graph of the generated set of squares is 3-colourable if and
only if the original graph G is. Moreover, the entire construction can be done in
polynomial time.
J

Using a similar proof we can show that 3-C OLOURABILITY is NP-complete for
contact graphs of discs, or of any other fixed convex and compact shape. Note
that for discs (or other smooth shapes) this settles the complexity of the problem
completely: contact graphs of smooth convex shapes are planar and so they
are 4-colourable, and checking for 2-colourability is easy.

6.2 Unit Squares
If we draw the contact graph of a set of unit squares by putting vertices at the
centers of the squares and drawing edges as straight segments, then the resulting
drawing obviously need not be plane. The following theorem shows a stronger
result, namely that contact graphs of unit squares are not planar and that in fact
they can have a Km -minor for arbitrarily large m.
I Theorem 6.2. For any m > 1, there are contact graphs of unit squares with
a Km -minor.
Proof. The squares we will generate to obtain a contact graph with a Km
as minor will all have integer coordinates. Figure 6.4 shows the construction
for m = 4. Next we explain the various components in the construction. Consider Km . We call the nodes of the Km super nodes and the edges super edges.
For each super node u we put a block of 2m − 3 unit squares whose lower edges
all lie on the same horizontal line. The distance between two adjacent blocks is
one unit. In the figure above, the blocks are the four light grey rectangles.
For each super edge (u, v) we create a path of squares as follows. We put two
vertical columns of an even number of squares—one on top of the block created
for u and one on top of the block created for v—which have the same height, and
we connect the topmost squares of these columns by a row of squares. We can do

6.2 Unit Squares
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this such that we do not create any adjacencies between squares from different
paths, except where a column of one path crosses the row of another path. Note
that in this case the two paths actually share a square. Where this happens we
add one more square to the top-right of the shared square—see the three dark
grey squares in the picture above. These extra square allow us to obtain a minor
in which all super edges are represented by disjoint paths, as Figure 6.5 shows.
By contracting the (nodes corresponding to the) square in each block to a super
node and contracting the paths connecting pairs of nodes into super edges we
can now obtain our Km as a minor. Note that the construction can be done
with O(m4 ) squares (and we can show that at least Ω(m4 ) are needed).
J

Despite the fact that contact graphs of unit squares are not planar, they
are 4-colourable.
I Theorem 6.3. Any contact graph of set of unit squares is 4-colourable, and

Figure 6.4. Contact graph of a K4 minor.

..
.

...

...
..
.

Figure 6.5. The extra gray square allows for crossings in the minor.
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this number is tight in the worst case.
Proof. The lower bound construction is easy—just take four squares touching in
a common point. For the upper bound, we divide the plane into horizontal strips
of the form (−∞, +∞) × [i, i + 1) and assign each square to the strip containing
its bottom edge. The squares assigned to a single strip can be coloured with only
two colours, and by using the colour pair 1, 2 for the strips with even i and 3, 4
for the strips with odd i we obtain a 4-colouring.
J

6.3 Arbitrarily-Sized Squares
We now turn our attention to arbitrarily-sized squares.
I Theorem 6.4. Any contact graph of a set of squares is 6-colourable, and there
are contact graphs of squares that need at least five colours.
Proof. The upper bound follows from the result in the next section, where
we show that even contact graphs of rectilinear polygons are 6-colourable. It
remains to give an example of a set of squares that induces a contact graph that
needs five colours. Eppstein et al. [26] already gave such an example (where the
squares form a quadtree subdivision). For completeness we provide a different
(and slightly smaller) example. We claim that the graph depicted in Figure 6.6
(which is also the subgraph of a quadtree) needs at least 5 colours.
Suppose for a contradiction that the graph is 4-colourable. Then, without
loss of generality, we can colour the four squares of the middle clique (consisting
of four squares of different sizes) as depicted in Figure 6.7 (left). We claim that
then the top left inner square has to be green, see Figure 6.7 (right). Indeed, if it
is light orange, none of the four squares on its right could be light orange and so
one of these squares would need a fifth colour. Similarly, if it is orange, none
of the four squares below it could use orange and of those squares would need
a fifth colour. Hence, it has to be green since it touches a square coloured red.
Using similar arguments and simple deduction, we arrive to the partial colouring
depicted in Figure 6.8.
Now we observe that the four gray squares form a cycle that surrounds a 4clique. Moreover, we can easily deduce that none of the squares in the cycle
can be coloured red nor light orange. Hence they have to use green and red.
But then the surrounded clique cannot use green nor red, a contradiction. We
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Figure 6.6. Subgraph of a quadtree that needs at least 5 colours.

conclude that the graph is not 4-colourable.

J

Figure 6.7. On the left, we suppose without loss of generality that the four central squares
are coloured as shown. We claim that the top left square, in gray on the right,
must be coloured green.
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Figure 6.8. Partial colouring forced on a 4-colouring. The four gray squares cannot be
coloured red nor light orange.

6.4 Rectilinear Polygons
We now turn our attention to contact squares of rectilinear polygons, where
we allow the polygons to have holes. We will prove that such contact graphs
are 6-colourable by showing that they are 1-planar graphs [15], that is, graphs
that can be drawn in the plane such that each edge has at most one crossing
(that is, it crosses at most one other edge and this crossing then consists of a
single point).
The following theorem establishes the exact relation between contact graphs
of rectilinear polygons and 1-planar graphs. (We recently learned that a similar
result, on the relation between 1-planar graphs and so-called 4-map graphs was
already known [15]. Our proof concerns rectilinear maps and is more direct.)
I Theorem 6.5. The class of contact graphs of rectilinear polygons is exactly
the class of 1-plane graphs in which every pair of crossing edges is part of a K4 .
Proof. Let S := {P1 , . . . , Pn } be a set of interior-disjoint rectilinear polygons. To
prove that the contact graph of S is 1-planar, we proceed as follows. First we add
a point vi in the interior of every polygon Pi , which is the embedding of the node
corresponding to Pi . Next, for each pair of touching polygons Pi , Pj we pick a
connection point qij ∈ ∂Pi ∩ ∂Pj . If ∂Pi ∩ ∂Pj has non-zero length, we pick qij in
the relative interior of ∂Pi ∩ ∂Pj . We then embed the edge (vi , vj ) by the union
of two paths from qij : a path π(qij , vi ) ⊂ Pi to vi and a path π(qij , vj ) ⊂ Pj to vj .
We do this in such a way that, for each Pi , the paths from the connection points
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on ∂Pi to vi are pairwise disjoint (except at their shared endpoint vi ). This can
v3
connection point

v2

v6

v4
v5

v1

Figure 6.9. Constructing a 1-planar graph from a rectilinear polygon contact graph.

always be done, for example by taking a shortest-path tree rooted at vi whose
leaves are the connection points on ∂Pi . Thus an edge (vi , vj ) can only intersect
an edge (vk , v` ) when qij = qk` . Since any point can be a connection point for
at most two pairs of polygons, this means that in our embedding every edge
intersects at most one other edge. Moreover, since all four polygons meet on the
crossing point, they are part of a 4-clique. See Figure 6.9.
Next we show that every 1-planar graph G = (V, E) with every pair of crossing
edges forming a K4 is the contact graph of a set of rectilinear polygons. Such a
set can be obtained from a “pixelised” image of a 1-planar drawing of G. Each
polygon is obtained by the vertex it represents and half of each of its edges,
as shown in Figure 6.10. If the edge is not crossing any other, we can decide
arbitrarily where to divide it into the two polygons. If it crosses another edge,
we cut it at the crossing point, as depicted in Figure 6.10.
We can actually obtain a suitable set of polygons whose total number of
vertices is linear in O(|V |), but the proof is more complex. This bound is

Figure 6.10. Construction of a contact graph of rectilinear polygons from a 1-planar
graph.
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Figure 6.11. Representation of K6 using rectilinear polygons.

tight since we can construct an instance where one of the polygons has linear
complexity: since for each crossing we need a corner, it suffices to have a vertex
with a linear number of edges crossing other edges.
J

Note that this proof works for non-rectilinear polygons as long as no five of
them touch on a single point, which is always satisfied when the interior angles
are strictly bigger than 2π/5.
Since 1-planar graphs are 6-colourable and Figure 6.11 shows a rectilinear
representation of K6 , Theorem 6.5 immediately implies the following.
I Corollary 6.6. Any contact graph of a set of rectilinear polygons is 6-colourable,
and this number is tight in the worst case.

Concluding Remarks and Future Work

CHAPTER 7
CONCLUDING REMARKS
AND FUTURE WORK
We studied different dynamic versions of the frequency and range assignment
problems, as well as some related static coloring problems. These problems were
inspired by optimization problems on wireless networks such as mobile phone
communication networks, as well as networks of football playing robots.
We introduced the dynamic conflict-free coloring problem, and obtained
several results on this problem for conflict-free colorings of intervals with respect
to points in R1 , of various objects with respect to points in R2 , and of abstract hypergraphs. Our main results include lower bounds on the number of recolorings
needed to obtain a certain maximum number of colors for intervals in R1 . Our
construction can also be applied to a specific type of algorithms that we call local
algorithms, and that make decisions based only on the connected component
of the latest inserted interval. We think this restriction is artificial and that the
bound for local algorithms also holds for any type of algorithm but have not been
able to extend the arguments from the local case. Moreover, the construction
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depends on what the algorithm does at certain steps. This has no influence on
any deterministic algorithm as once we have the instance of our lower bound, we
can reapply it to the algorithm and get the same actions. However, this approach
does not work on randomised algorithms since running the algorithm twice
will typically result in different outcomes. Therefore, it would be interesting to
see if the idea of our lower bound can be used to create an instance that has a
good probability of defeating a randomised algorithm. Finally, our construction
only uses insertions; it would then be interesting to see if, by adding deletions,
we can get a better bound. As for the 2-dimensional case, we simply applied
the 1-dimensional lower bound. One obvious way to improve the bound would
then be to actually use 2-dimensional objects.
We then presented algorithms for intervals in R1 for the case where the
interval endpoints come from a fixed size universe and extended one algorithm
to two algorithms for unbounded universes but with worse bounds on the number
of recolorings. These bounds might be improved to match the bounded universe
case. It is also worth investing in a lower bound for the fixed size universe case.
We also showed how to maintain a CF-coloring for unit squares and for
bounded-size rectangles in R2 , with O(log n) respectively O(log2 n) colors and
O(log n) recolorings per update. It would be interesting to see if it is possible to
achieve fewer recolorings (possibly with more colors), or to show it is impossible.
Surprisingly, when we tried to find a lower bound using similar ideas as for
the 1-dimensional case, the bounds got worse. We think a completely novel
approach should be tried on this case. The method to CF-color squares extends
to bounded-size rectangles with O(log2 n) colors and O(log n) recolorings per
update and to arbitrary rectangles with coordinates from a fixed universe of
size U , with O(log2 U log2 n) colors and O(log n) recolorings per update. Here it
would be interesting to see if another approach can yield results closer to the
cases of unit squares, or to show that it is not possible and rectangles do require
more colors. Another obvious open question concerns general rectangles as we
did not manage to find any reasonable algorithm for that case.
Furthermore, we presented general techniques for the semi-dynamic (or
insertions-only) and the fully-dynamic case (insertions and deletions). These are
the first results on semi-dynamic CF-colorings for this general class of objects.
Our insertions-only technique can be applied to objects with near-linear union
complexity, giving for instance a CF-coloring of O(log3 n) colors for pseudodisks
using O(log n) recolorings per update. As disks are the most studied class of
objects for the CF-coloring problem, this result is worth to be improved. Since
disks are more complex than squares, the ideas behind our algorithms for the
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former could not be applied to the latter, and the only approach that worked
was this very general technique. We think stronger bounds for the semi-dynamic
setting can be achieve: it would not be surprising to find a solution with O(log n)
colors using O(log n) recolorings per update, at least for unit disks.
Our fully dynamic solution applies to any class of object
√ on which weak
deletions are possible, giving for instance a CF-coloring of O( n log2 n) colors for
points with respect to rectangles at the cost of O(log n) recolorings per insertion
and O(1) recolorings per deletion. One could try to apply these techniques to
more applications. One potentially good avenue would be to find static colorings
that support weak deletions. It would however be surprising if any static CFcoloring admits such a property. It is therefore worth investigating other means
of turning a static coloring into a fully dynamic one.
We also introduced the online version of the broadcast problem. We studied
the competitive ratio of three naive algorithms in R1 and R2 : N EAREST N EIGHBOR,
3-N EAREST N EIGHBOR, and C HEAPEST I NCREASE. An obvious open question here
is to close the gap between the upper and lower bounds we computed for the
competitive ratio of these three algorithms. Another interesting direction is to
look at more elaborate algorithms that might achieve better ratios. One can
think of randomised version of these three algorithms. Alternatively, all three
algorithms increase the radius of at most one disk at each time step even though,
in our model, it is allowed to increase any number of ranges. Therefore, it would
be interesting to consider increasing the range of multiple disks at once. Other
deterministic algorithms that have a more global approach might be of interest.
An idea would be to make use of the MST to make decisions. Another one would
be to maintain a hierarchy (possibly based on a quadtree decomposition of the
plane) and use it to assign ranges.
Furthermore, one can look at the semi-dynamic setting for the broadcast
problem: each time a new point is inserted, we can allow for a fixed number
of ranges to be decreased. A possible approach would then be to compute the
static optimum at each time step and to do modifications of the current range
assignment accordingly, that is reducing the ranges of some disks in order to get
closer to the static optimum. One can then try to add deletions to the problem
and study the fully dynamic setting. Then one major challenge is to deal with
the deletion of a “hub”, that is, a point that contains many points within its
transmission range. Finally, one can look at the kinetic setting or at the other
variants of the range assignment problem.
Finally, all these models are not taking all the details of a real life communication network into account. In practice, transmission ranges are not perfect

134

Concluding Remarks and Future Work
disks and the boundaries of the ranges are blur. This implies for the frequency
assignment problem that even if we stand in the range of two base stations
using the same frequency, if we are close enough to one of them and far away
from the other, we can still communicate (see, for instance, the SINR model). It
would be interesting to incorporate more practical issues in the current range
and frequency assignment problems.
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SUMMARY

Dynamic Range and Frequency Assignment Problems
We study different dynamic versions of the frequency and range assignment
problems, as well as some related static coloring problems. These problems
are motivated by wireless communication networks in which the devices, called
objects, appear, disappear, or move over time.
. We call a setting online if new objects can appear over time, but no objects
disappear. Moreover, the objects do not move. In the online setting, we
have to update the solution at each arrival of a new object, and decisions
are irrevocable.
. The semi-dynamic (or: insertion-only) setting is similar to the online setting,
in that objects can only appear and do not move. The difference is that, in
the semi-dynamic setting decisions, are not irrevocable.
. The fully dynamic setting extends the previous one by allowing deletions,
that is objects disappearing over time. Note that, as in the semi-dynamic
case, decisions are not irrevocable. Typically, this is necessary to obtain
good solutions.
. We finally call a setting kinetic if all the objects are present from the
start, but they are allowed to move over time. In this case, we allow
changes in the solution at certain events as proposed by Basch, Guibas,
and Hershberger [10].
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The first topic we study in this thesis is the dynamic variant of the conflict-free
coloring problem. A coloring of a set S of objects in some space is said to be
conflict-free if, for any point p of the space, the set Sp ⊆ S of objects containing p
contains an object whose color is different from the other objects of Sp (provided
the set Sp is non empty). We obtain several results on this problem for conflictfree colorings of intervals in R1 , of various objects in R2 , as well as for a
generalisation of the problem to hypergraphs. Our main results include lower
bounds (for the insertion-only setting) on the number of recolorings needed
to obtain a certain maximum number of colors for intervals in R1 that can
also be applied in R2 , and algorithms for various classes of objects. The lower
bound states that, for any algorithm that maintains a conflict-free coloring on a
sequence of n insertions of intervals with at most c(n) colors and at most r(n)
recolorings per insertion, we must have r(n) > n1/(c(n)+1) /(8c(n)). This implies,
for instance, that for O(1/ε) colors we need Ω(εnε ) recolorings per update, and
with only O(1) recolorings per update we must use Ω(log n/ log log n) colors.
We then present two algorithms for fully-dynamic intervals in R1 for the case
where the interval endpoints come from a universe of size U . One algorithm
uses O(log U ) colors and two recolorings per update; the other uses O(logt U )
colors and O(t) recolorings per update in the worst case, where 2 6 t 6 U is a
parameter. We extend the second algorithm to an unbounded universe, leading
to two results: we can use O(logt n) colors and perform at most O(t logt n)
recolorings per update for any fixed t > 2, or we can use O(1/ε) colors and
O(nε /ε) recolorings, amortized, for any fixed ε > 0.
We then show how to maintain a conflict-free coloring for unit squares and
for bounded-size rectangles in R2 , with O(log n) colors for squares and O(log2 n)
colors for rectangles and O(log n) recolorings per update. The method extends
to arbitrary rectangles with coordinates from a fixed universe of size U , yielding
O(log2 U log2 n) colors and O(log n) recolorings per update.
Next, we present general techniques for the semi-dynamic (insertions-only)
and the fully-dynamic (insertions and deletions) cases. Our insertions-only
technique can be applied to objects with near-linear union complexity, giving
for instance a conflict-free coloring of O(log3 n) colors for pseudodisks using
O(log n) recolorings per update. These are the first results on semi-dynamic
conflict-free colorings for this general class of objects. Our fully dynamic solution
applies to any class of objects on which
√ weak deletions are possible, giving for
instance a conflict-free coloring of O( n log2 n) colors for points with respect to
rectangles at the cost of O(log n) recolorings per insertion and O(1) recolorings
per deletion.
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After studying dynamic conflict-free colorings, we turn our attention to the
online version of the so-called broadcast range assignment problem. In the range
assignment problem, we are given a set of points in the plane, and want to assign
ranges to points. If a point p is within the range of point q, the point q can then
transmit to the point p. The goal is to maintain a connectivity constraint on the
resulting communication graph while minimising the cost defined as the sum
of the ranges to a power α > 1. In the broadcast range assignment problem,
the connectivity constraint is to have an arborescence rooted at a special point,
called the source. We study the competitive ratio of three naive algorithms for the
online broadcast problem in R1 and R2 : N EAREST N EIGHBOR (NN), 3-N EAREST
N EIGHBOR (3-NN), and C HEAPEST I NCREASE (CI). We first prove that even in R1
and for α = 2, no online algorithm can achieve a competitive ratio arbitrarily
close to 1. More precisely, no online algorithm can beat a competitive ratio of
around 1.5764. In R1 and for α = 2, we show that NN and CI have a competitive
ratio of 2, and that this is tight for NN.
In R2 , we prove that the competitive ratio of NN and CI is at least 6(1 +
√ √
6− 2 α
( 2 ) ) ≈ 6(1 + 0.518α ) for any α > 1. In particular, for α = 2 we obtain 7.6,
and for α = 3 we obtain 6.83. We also prove that the competitive ratio of NN
is O(1) (more precisely, it is at most 176) for any α > 2; the competitive ratio
2α −3
∗
of NN and CI is bounded from above by Fα = α 2α−1
−α when 2 < α < α ,
∗
∗
with α = arg min Fα ≈ 4.29807, and by Fα∗ ≈ 12.9394 when α > α . Note that
the lower bound for NN for α∗ is approximately 6.3355. We finally show that the
competitive ratio of 3-NN is at least 20 and at most 81 for α = 2.
After studying the online broadcast problem, we return to coloring problems.
We first study conflict-free and non-monochromatic colorings in tree spaces and
planar network spaces. A non-monochromatic coloring of a set S in a space is
a coloring such that, for any point p in the space, the set Sp (recall that Sp is
defined as the set of objects containing p) is not monochromatic when it contains
more than one object. For any set of intervals on the line, there is a conflict-free
coloring with three colors and a non-monochromatic coloring with two colors.
We generalize these results by studying one-dimensional spaces more complex
than the line, namely tree and planar network spaces. We provide upper and
lower bounds on the number of colors needed (for both non-monochromatic and
conflict-free colorings) that do not depend on the number of objects, but rather
the complexity of the space and of the objects to be colored.
We finally look at contact graphs of squares and rectilinear polygons in
the plane and prove that it is NP-complete to decide whether such a graph
is 3-colorable. This settles the case of unit squares since it is always possible
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to 4-color them. We also study the chromatic number of contact of graphs of
general squares and of rectilinear polygons and show it is at most 6, which is
tight for rectilinear polygons.

Résumé

RÉSUMÉ

Problèmes d’Assignement Dynamique de Portée et de Fréquence
Nous étudions différentes versions dynamiques des problèmes d’assignement
de portée et de fréquence, ainsi que certains problèmes de coloriage statique
connexes. Ces problèmes sont motivés par les réseaux de communication sans
fil dans lesquels les appareils, appelés objets, apparaissent, dispparaissent, ou se
déplacent au cours du temps.
. Nous disons qu’une configuration est online (ou en ligne) lorsque de nouveaux objets apparaissent au cours du temps et qu’aucun objet ne disparait.
De plus, les objets restent immobiles. Dans cette configuration online, nous
devons mettre à jour la solution à chaque arrivée d’un nouvel objet et les
décisions sont irrévoquables.
. La configuration semi-dynamique est similaire à la configuration online
en ce sens que les objets ne peuvent qu’apparaître et sont immobiles. La
différence est qu’ici les décisions ne sont pas irrévocables.
. La configuration complètement dynamique étend la configuration précédent
en autorisant les disparitions d’objets au cours du temps. Notons que,s
comme dans la configuration semi-dynamique, les décisions ne sont pas
irrévocables. Ceci est nécessaire pour obtenir de bonnes solutions.
. Enfin, nous disons qu’une configuration est kinétique si tous les objets
sont présents dès le départ, mais se déplacent au cours du temps. Dans
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ce scénario, nous autorisons des changements dans la solution à certains
événements, tel que proposé par Basch, Guibas et Hershberger [10].
Le premier sujet étudié dans cette thèse est la variante semi-dynamique du
prolème de coloriage sans conflit. Le coloriage d’un ensemble S d’objets dans un
certain espace est dit sans conflit si, pour tout point p de l’espace en question,
l’ensemble Sp ⊆ S d’objets contenant p contient un objet dont la couleur est
différente des autres objets de Sp (pour autant que Sp soit non-vide). Nous
obtenons différents résultats pour ce problème de coloriage sans conflit pour des
intervalles dans R1 , pour divers objets dans R2 , ainsi que pour une généralisation
du problème à des hypergraphes. Nos résultats principaux comprennent des
bornes inférieures (pour le cas semi-dynamique) sur le nombre de recoloriages
nécessaires pour n’utiliser qu’au plus un certain nombre de couleurs sur des
intervalles dans R1 , qui peuvent aussi être appliquées dans R2 , ainsi que des
algorithmes pour diverses variantes. La borne inférieure spécifie que, pour qu’un
algorithme puisse maintenir un coloriage sans conflit sur une séquence de n
insertions d’intervalles avec au plus c(n) couleurs et au plus r(n) recoloriages par
insertion, l’inégalité r(n) > n1/(c(n)+1) /(8c(n)) doit être vérifiée. Ceci implique,
par exemple, que si nous disposons de O(1/ε) couleurs, au moins Ω(εnε ) recoloriages par insertion sont requis, et si nous ne pouvons faire que O(1) recoloriages
par insertion, alors nous avons besoin d’au moins Ω(log n/ log log n) couleurs.
Ensuite, nous présentons deux algorithmes pour le cas complètement dynamique des intervalles dans R1 si les extrémités des intervalles viennent d’un univers de taille U fixée. Un algorithme utilise O(log U ) couleurs avec au plus deux
recoloriages par insertion ou suppression ; alors que l’autre utilise O(logt U ) couleurs et O(t) recoloriages par insertion ou suppression au pire cas, où 2 6 t 6 U
est un paramètre. Nous étendons le second algorithme à un univers non-borné,
démontrant ainsi deux résultats : nous pouvons utiliser O(logt n) couleurs et
effectuer au plus O(t logt n) recoloriages par événement pour tout t > 2 fixé, ou
nous pouvons utiliser O(1/ε) couleurs et effectuer au plus O(nε /ε) recoloriages,
amortis, pour tout ε > 0.
Par la suite, nous montrons comment maintenir un coloriage sans conflit
pour des carrés unités et pour des rectangles de ratio borné dans R2 , avec
O(log n) couleurs pour les carrés et O(log2 n) couleurs pour les rectangles, les
deux n’utilisant qu’au plus O(log n) recoloriages par événement. Cette méthode
s’étend aux rectangles de ratio arbitraire lorsque les coordonnées des coins des
rectangles viennent d’un univers de taille U fixée, en utilisant O(log2 U log2 n)
couleurs et O(log n) recoloriages par évènement.
Puis nous présentons des techniques générales pour les configurations semi-
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dynamique et complètement dynamiques. Notre technique semi-dynamique peut
être appliquée à toute famille d’objets de complexité quasi-linéaire, donnant
par exemple un coloriage sans conflit avec au plus O(log3 n) couleurs pour
des pseudodisques avec au plus O(log n) recoloriages par évènement. Ceux-ci
forment les premiers résultats semi-dynamiques de coloriages sans conflit pour
cette classe générale d’objets. Notre solution complètement dynamique s’applique
à toute classe d’objets si tant est que des disparitions
√ faibles sont possibles,
donnant par exemple un coloriage sans conflit avec O( n log2 n) couleurs pour
des points par rapport à des rectangles au coût de O(log n) recoloriages par
insertion et de O(1) recoloriages par disparition.
Après l’étude de coloriages dynamiques sans conflit, nous tournons notre
attention sur la version online du problème d’assignement de portée à des fins
de transmission. Dans le problème d’assignement de portée, nous recevons un
ensemble de points dans le plan et nous voulons assigner une portée à chacun
des points. Si un point p est à portée d’un point q, le point q peut transmettre
des données au point p. Le but est de maintenir une contrainte de connectivité
sur le graphe de communication résultant tout en minimisant son coût, défini
comme étant la somme des portées à la puissance α > 1. Dans le problème
d’assignement de portée à des fins de transmission, la contrainte de connecitivté
consiste en une arborescence enracinée à un sommet particulier, appelé la source.
Nous étudions le ratio compétitif de trois algorithmes naïfs pour le problème
d’assignement online de portée dans R1 et R2 : N EAREST N EIGHBOR (NN), 3N EAREST N EIGHBOR (3-NN), et C HEAPEST I NCREASE (CI). Nous prouvons d’abord
que même dans R1 et pour α = 2, aucun algorithme en ligne ne peut atteindre un
ratio compétitif arbitrairement proche de 1. Plus précisement, aucun algorithme
en ligne ne peut battre un ratio compétitif de approximativement 1.5764. Dans R1
et pour α = 2, nous montrons que NN et CI ont un ratio compétitif de 2, ce qui
est strict pour NN.
Dans R2 , nous prouvons que le ratio compétitif de NN et CI est d’au moins 6(1+
√ √
6− 2 α
( 2 ) ) ≈ 6(1 + 0.518α ) pour tout α > 1. En particulier, pour α = 2 nous
obtenons 7.6, et pour α = 3 nous obtenons 6.83. Nous prouvons également que
le ratio compétitif de NN est en O(1) (plus précisément, il est d’au plus 176)
pour tout α > 2 ; le ratio compétitif de NN et CI est borné supérieurement
2α −3
∗
∗
par Fα = α 2α−1
−α lorsque 2 < α < α , avec α = arg min Fα ≈ 4.29807, et
∗
par Fα∗ ≈ 12.9394 lorsque α > α . Notons que la borne inférieure pour NN
et pour α∗ est d’approximativement 6.3355. Nous montrons enfin que le ratio
compétitif de 3-NN est compris entre 20 et 81 pour α = 2.
Après l’étude du problème d’assignement en ligne de portée, nous repassons
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à des problèmes de coloriages, statiques à partir de maintenant. Nous étudions
d’abord des coloriages sans conflit ou non-monochromatiques dans des espaces
arbres et dans des espaces réseaux planaires. Un coloriage d’un ensemble S dans
un espace est dit non-monochromatique si, pour tout point p dans l’espace, l’ensemble Sp (rappelons que Sp est défini comme l’ensemble des objets contenant p)
n’est pas monochromatique si tant est qu’il contient au moins deux objets. Pour
tout ensemble d’intervalles dans R1 , il existe un coloriage sans conflit avec au
plus trois couleurs et un coloriage non-monochromatique avec au plus deux
couleurs. Nous généralisons ces résultats à des espaces unidimensionnels plus
complexes que la droite, plus précisement aux espaces arbres et espaces réseaux
planaires. Nous fournissons des bornes supérieures et inférieures sur le nombre
de couleurs nécessaires (pour des coloriages sans conflit ainsi que pour des
coloriages non-monochromatiques) qui ne dépendent pas du nombre d’objets à
colorier, mais plutôt de la complexité de ces derniers ainsi que de la complexité
de l’espace lui-même.
Enfin, nous considérons les graphes de contact de carrés ainsi que de polygones rectilinéaires dans le plan et prouvons que décider si un tel graphe
est 3-coloriable est NP-complet. Ceci conclut le cas des carrés unités puisqu’il est
toujours possible de les colorier avec quatre couleurs. Nous étudions également
le nombre chromatique des graphes de contact de carrés généraux ainsi que des
polygones rectilinéaires et montrons qu’il est d’au plus 6, ce qui est strict pour
les polygones rectilinéaires.
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