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Introduction

In this paper we will discuss several texts on natural language generation.
We have used the more general title Issues in Response Generation, because
we think that natural language generation can only be understood within
a more general framework. This framework should, amongst other things,
also take physical responses (eg. pointing) into account. Here we follow
[Appelt 1985], who points out that human beings often combine linguistic
and physical actions in order to perform more complex actions.
We think that one can even go one step further and look at responses
as an aspect of human behaviour within a communicative situation. Such a
communicative situation can be analysed as consisting of a conglomerate of
situations (e.g. the physical situation/surroundings, the discourse situation,
the mental states of the participants, etc.). Different types of actions can
alter different types of situations. In a computational approach situations
can be modelled by using a formal language. A situation can be represented
by a set of sentences. We will analyse responses as actions that operate on
such sets.
Actions usually evoke reactions, e.g. the utterance of a question normally elicits an answer from the hearer. So, actions do not only operate on
situations, but can also be generated in a situation (i.e. mental state) 1 . It is
often assumed that response actions can be described in the formal language
which is also used to model situations. From here the response description
still has to be translated into a natural language expression and/or a physical act. We will not consider this final translation step. We will concentrate
on the logical form of responses.
The aim of this paper is to present a selection of texts on generation.
Each text is considered to be representative for a particular area of research
within the field of generation. Below we have drawn up a list of prominent
areas and the corresponding texts:
• The discourse structure of multi-sentence responses: [McKeown 1986]
• Responding to misconceptions: [McCoy 1988]
• Plans, Goals and Intentions: [Appelt 1985]
1

Note that situations (seen simply as collections of sentences) cannot initiate actions.
One needs some way to express the dynamics of situations (probably in a procedural way).
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In each section the text on one of the aforementioned issues will be
summarized. Furthermore each section includes a discussion on the text.
This discussion serves to highlight the most interesting aspects of the text.
We will also try to indicate the relevance of the results found in the
literature for the DenK-system which is being developed at the Institute
for Perception Research (IPO) in Eindhoven and the Institute for Language
Technology and AI (ITK) at Tilburg University (see in particular section 5
starting on page 27). This system should act as an advisor which can guide
users when working with some tool or device (e.g. an electron microscope).
For this purpose the system maintains a dialogue in natural language with
the user.

2

Generating Extended Discourse

In this section we will discuss [McKeown 1986]. This article describes a
system (the TEXT-system) which, given a certain communicative goal, can
determine the content and organization of a text. The assumption underlying the research is that textual structure exhibits certain organizational
principles (e.g. a narration will usually start with a description of the setting).
The system is designed to return paragraph-long responses to questions
about the structure of a database. The database which it actually uses
is a fragment of the Office of Naval Research Database on vehicles and
destructive devices. In the database concepts are ordered in a hierarchy.
Some concepts are associated with a list of attributes. See figure 2 in the
appendix for a small part of the database.

2.1

Generation in General

For a long time the accepted view has been that generation is the inverse
of language interpretation. McKeown points out that this is not the case.
According to her, generation poses additional problems. Whereas assigning
an interpretation to an utterance only involves specifying how the interpretation choices of the reader are limited when processing the utterance,
generation requires a principled choice between alternative formulations. In
interpretation there is no need to find out why a speaker chooses for a particular utterance form. In a footnote McKeown weakens her claim somewhat.
She concedes that more advanced interpretation systems do try to find out
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why a particular formulation was chosen in order to determine the utterer's
goals and intentions.
Generation poses the problem of when to say what and how (i.e. what discourse structure, syntactical structure and lexical items). McKeown thinks
that a system first has to determine the when and what. After that it deals
with the how. The first stage is implemented in the so-called strategic component of the system, where the content and discourse structure of the text
are determined. Suppose that the user asks a question. Firstly, the system
will search the database to collect the relevant information for the answer.
Secondly, rhetorical techniques are paired with the discourse purposes. The
discourse purpose after a What is an X? -question may be to provide a definition of X. Thirdly, a focussing mechanism refines the results of the first
two steps. In the second stage a so-called tactical component translates the
result of this first stage into an English text. This component makes use of
a grammar and a lexicon.

2.2

Discourse Strategies

Following this brief description of the TEXT-system we will now describe
the first component in more detail. The system has to answer questions from
users about the structure of a particular database. Such questions can be
divided into three categories (l.a. - 3.a.). The system couples one or more
discourse strategies, also called schemata (l.b. - 3.b.) with each category.
1.a. Questions about the information available in the database.
1.b. Attributive/ Constituency
2.a Requests for definitions.
2. b. Identification/ Constituency

3.a. Requests for a description of the differences between database entities.
3. b. Compare/ Contrast

A schema can be seen as a small grammar for a specific text type. This
text type describes those sequences of rhetorical predicates which, when
instantiated by one or more sentences, yield a coherent text. Examples of
rhetorical predicates are attributive, explanation, amplification, description,
example, etc.
5

Schemata can be implemented by using a formalism based on augmented
transition networks (ATNs). The appendix (fig. 3) contains a representation
of the ATN for the identification schema. ATNs consist of states and labelled
arcs connecting the states. There is a distinct begin state and there are
one or more pop arcs through which the network can be exited. A text is
generated by starting at the begin state and then traversing arcs until a pop
arc is traversed. There are five types of arcs:

Fill arcs represent rhetorical predicates. Each predicate is coupled with
a function which matches the predicate against the knowledge pool
and returns propositions from the knowledge pool which have been
classified by the predicate.
Jump arcs can be traversed in order to skip other arcs.

Suhr arcs can be traversed just in case a subgraph named by the subr arc
can be traversed.
Pop arcs indicate where a network can be exited.

Push arcs are used for recursive application of schemata. This way we can
enter one schema within another schema, and so on.
Let us give an example of a rhetorical predicate and its function. Take an arc
labelled with the rhetorical predicate attributive. Suppose that the user has
asked for information on some object X. In that case on being traversed, this
particular arc activates a function which retrieves the database attributes X
has in the knowledge pool. Furthermore a list containing the predicate, X
and the database attributes is constructed.

2. 3

Focussing

If more than one arc can be traversed starting from a certain state, or if a
function yields more than one proposition, then focus constraints are used to
select the most appropriate proposition. The focussing mechanism described
in [Sidner 1979] which was devised to interpret texts has been extended by
[McKeown 1986] for this purpose. In interpretation there is no need to
distinguish between the legal foci, because the next sentence will determine
the choice. Generation requires a preference order indicating which legal
foci should become the new current focus. [McKeown 1986] proposes the
following preference order:
6

1. Shift focus to an item mentioned in the previous proposition.

2. Maintain the current focus.
3. Return to the topic of previous discussion.
4. Select that proposition which has the greatest number of implicit links
to the previous proposition.

2.4

An Example of Response Generation

To give a more detailed idea of the way the TEXT-system generates text, we
will now consider a query. Suppose the user asks What is a ship? First the
relevant knowledge for the answer has to be extracted from the database.
This process is described in [McKeown 1982]. Next an appropriate schema
needs to be selected. The question is a request for a definition and therefore
we can choose between the identification and the constituency schema. The
identification schema will be selected based on the information avialable in
the database (cf. appendix fig. 2). The database is a hierarchy of concepts.
Some concepts have a list of attributes attached to them. The concept ship
is located relatively low in the hierarchy. Therefore we can give a good
definition of it by using its superordinate concepts. If the concept ship had
been high up in the hierarchy, much less superordinate concepts would have
been available. In that case the system would have used the subordinate
concepts in order to define the concept ship (the schema constituency), since
for a concept high up in the hierarchy there will be lots of subordinates.
We will now describe how the identification schema is traversed. To get
a better idea of the process we have to consider the figures 2 and 3 of the
appendix. The first arc of identification schema is labelled with the predicate identification. The function associated with this predicate yields the
proposition A ship is a watergoing vehicle that travels on the surface (The
function collected the superordinate concept watergoing vehicle and the attribute/value pair (travel-mode, surf ace). After the first arc, two arcs are
candidates for traversal: (A) a jump arc succeeded by an example arc with
the subgraphs (1) particular-illustration and (2) evidence. (B) a description
arc through which one of the following three subgraphs can be entered: (3)
analogy, (4) constituency and (5) attributive. Option (1) can be discarded
because the knowledge pool contains no information matching the predicate.
The choice between options (2) - (5) is based on the focus constraints. First
a predicate is sought which shifts focus to an item mentioned in the previous
7

proposition. Only (2) succeeds in shifting the focus from the default focus
ship to surface-going capabilities. The resulting sentence is Its surface-going
capabilities are provided by the DB attributes DISPLACEMENT and DRAFT.
Later on it is possible to return focus to the concept ship, like in Other DB
attributes of the ship include MAXIMUM SPEED, PROPULSION, FUEL (FUEL
CAPACITY and FUEL TYPE), DIMENSIONS, OFFICIAL NAME and SPEED DEPENDENT RANGE.
The process we just described continues until the schema is exited through
a pop node. The tactical component translates the result of traversing the
schema into natural language text.

2.5

Conclusions of McKeown

Possible future extensions of the TEXT-system include applying a model of
the user to tailor the produced text to the user's knowledge state. [McKeown
1986] ends her article concluding that her approach yields a computationally tractable system for text generation which takes both high-level choices
about order and content into account, but also makes some decisions about
the surface level of texts. The main asset of the TEXT-system is its combined use of schemata and focus constraints.

2.6

Discussion

McKeown presents us with a working system which seems to have an acceptable performance. The problem with her approach is the absence of
a theoretical underpinning. She simply introduces a number of discourse
strategies without revealing the underlying principles of human text processing on which these strategies draw.
Another problem with her approach is that it focusses purely on generation. A different approach would be to offer only a limited amount of
information to the user whenever the user poses a query. If the user is not
satisfied, she can decide to ask for more information (e.g. Can you give me
an example of a watergoing vehicle? This way we get a question-answer
game which seems to be a better approximation of natural dialog.

3

Responding to Misconceptions

The reader will have noticed that the system we discussed in the previous section makes extensive use of the hierarchical structure inherent to
8

databases in order to generate responses. In this section we will describe an
approach to response generation [McCoy 1988] which also draws on database
structure, but also introduces some additional devices to structure the domain. [McCoy 1988] describes a system that can deal with misconceptions
that a user may have or may attain during a dialog. She studied transcripts
of human-computer and human-human interaction in order to get some idea
of the responses that occur when a dialogue partner discovers that her partner harbors a misconception. She found that a response to a misconception
usually has three parts:
1 A denial of the incorrect information.

2 A statement of the correct information.

3 A justification for both (1) the denial and (2) the correction.
We will use the word misconception for a discrepancy between the beliefs
of the user and the system. Since we assume that the system has perfect
domain knowledge, the misconception always lies with the user. In some
dialogs a misconception does not surface; here we will only consider those
discrepancies between user and system knowledge which are made explicit
in the conversation. In such cases it is the task of the system to bring the
user back in line with the system. We will assume that both the user's
and system's knowledge are represented in taxonomies with attribute/value
pairs (similar to those presented in the previous section). Such taxonomies
allow two kinds of misconceptions:
• Misclassification
• Misattribution
In the next two subsections we will take a closer look at these two misconceptions and suggest possible system responses to them 2 .

3 .1

Misclassifi.cations

There are three different strategies to respond to misclassifications. Let us
describe the first strategy by examining a dialog from [McCoy 1988, p. 55]:
2

The approach we sketch in the following subsections was implemented in a system
called ROMPER (for Responding to Object-related Misconceptions using PERspective).
This system can generate a formal specification of a response, given a specification of the
information inconsistent with the system's knowledge and a record of the past focus.
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U: I thought whales were fish

R: (1) No, (2) they are mammals, (3) You may have thought they were
fish because they are fin-bearing and live in water. However, they are
mammals since, (while fish have gills) whales breathe through lungs
and feed their young with milk.
Here we clearly have the pattern: (1) denial, (2) correct information and
(3) justification of both the denial and the correction. We can generalize
response to this type of misconceptions through the following scheme:
Misconception = X is a Y
Response=
1 Xis NOT a Y.
2 X is a Type-of(X).
3 X is like Y because both share Attributes-of(X) n Attributes-of(Y).
4 BUT X has Attributes-of(X) - Attributes-of(Y).
5 WHILEY has Attributes-of(Y) - Attributes-of(X).
This strategy, dubbed like super, is invoked if the user model indicates that
the user believes that there is similarity between X and some concept Y
which the user mistakenly thinks to be a super of X.
The second strategy (like-some-super) applies when a similarity between
the misclassified object and a descendent of the posited superordinate (possibly brought up in the preceding discourse 3 ) is suspected of having misled
the user. In that case the system points out a difference between the descendant of the posited superordinate and the misclassified object to justify
its denial.
In the third place we have those misconceptions for which no source
can be found. In that case the system returns a denial and the correct
information. This is called the no support strategy.
3

Think for example of a user who says "I thought whales were fish, too." after the user
and the system talked about sharks. In that case the system may reply: "No, they are
mammals. You may have thought they were fish since they are like sharks, in that both
are large aquatic creatures and both scare people. However, whales are mammals since,
(while fish have gills) whales breathe through lungs and feed their young with milk", from
[McCoy 1988], p.55.
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3.2

Misattributions

When the user asserts that an object has a particular attribute/value pair
which it does not have in the system's domain, we speak of a misattribution.
There are two types of misattribtions. Instances of the first type occur due to
either a confusion of two objects by the user or an incorrect analogy. Suppose
that the following dialog fragment is preceded by a dialog on sharks:

U: I thought whales had gills.

R: No, they breathe through their lungs. Were you thinking of sharks?
Let us again generalize the response using a schema, i.e. the wrong object
schema:
Misconception = X has attribute/value pair (Y, V)
Response=
1 X NOT have (Y, V).

2 X has (Y, W).
3 :J Z (Z has (Y, V)) did you mean Z?
To account for the aforementioned dialogue X should be instantiated with
whale, Y with breathing organ, W with lungs and Z with shark. The system
explicitly mentions the confused object in its response in order to make the
user aware of the confusion. In case the user did not confuse objects, but
drew up incorrect analogy between objects, it serves to stress the inappropriateness of the analogy. If the user model harbors a highlighted object
that has the misattributed property, we may consider that to be evidence
that this type of response is required. An object in the user model can, for
example, get highlighted by being mentioned explicitly in the discourse.
The misconception we just described can also occur on a different level,
i.e. when the user confuses properties instead of objects:
U: I thought whales had gills.
R: No, they breathe through their lungs. Did you mean you thought they
had fins?

In the analysis in [McCoy 1988] it is assumed that the confusion is due to a
similarity between the attributes swimming organ and breathing organ. The
latter is mistakenly thought to have gills as its value. The value of swimming
11

organ is fins. The two attributes may bear a similarity and therefore the pair
(swimming organ, fins) has been confused with (breathing organ, gills).
This strategy is known as the wrong attribute strategy.

3.3

Similarity and Perspectives

To find out why a misconception occurred, the system often has to know
what objects can be confused with other objects due to similarities between
them. In the rest of this section we will describe a framework [McCoy 1988]
in which similarity can be formalized. A first attempt to define similarity
may be to state that similar objects have a common superordinate. This approach has two disadvantages. In the first place, it excludes the possibility of
similarities between objects featuring in different hierarchies. Secondly, this
is a static approach which does not take into account contextual influences.
Contextual influences can be dealt with by using the notion of object
perspective. Usually an object will have more than one superordinate. An
object perspective masks all superordinates of an object except for one.
The object will only inherit attributes from this superordinate. One object
viewed under different perspectives will therefore reveal different properties.
This approach still leaves us without a device to compare objects from different hierarchies. To solve this problem [McCoy 1988] presents the following
improvements:
1 Perspectives are defined as structures orthogonal to the hierarchy of ob-

jects.
2 Each perspective consists of a set of attributes. The attributes are all
coupled with a salience value.
3 At every point in a dialog one perspective is singled out as the active
perspective.

Object importance depends on the attributes of the object. If the attributes
of an object get a high salience value under the active perspective, then
the object itself is salient under that perspective. In order to illustrate how
perspectives can be useful in response generation we will now work out a
concrete example which can also be found in [McCoy 1988]. Suppose that
the database contains the following objects:

12

Money Market Certificates
3 months
Maturity
$1,000
Denominations
Commercial Bank
Issuer
Penalty for Early Withdrawal
10 %
Commercial Bank
Purchase Place
Medium
Safety
Treasury Bills
Maturity
3 months
Denominations
$ 1,000
Issuer
US Government
Purchase Place Federal Reserve
Safety
High
Treasury Bonds
Maturity
7 years
Denominations
$ 500
US Government
Issuer
Penalty for Early Withdrawal
20 %
Purchase Place
Federal Reserve
High
Safety
The following tables represent PERSPECTIVES:
Savings Instruments
maturity
1.0
denominations 1.0
safety
0.5
yield
0.5
Issuing Company
issuer
1.0
safety
1.0
purchase place 0.5
yield
0.5
tax
0.5
The perspective tables present attributes and their saliency values given
a certain perspective. Those attributes that have a saliency equal to zero
under a certain perspective have been left out of the tables.
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During a dialog the perspective can shift. This means that we need
indicators to determine the perspective at a given point in the discourse.
The choice of an active perspective can be based on (a) the user's goals and
(b) the attributes and objects mentioned in the preceding discourse. This
is a relatively unexplored field. Some issues for future research are: ( 1) the
relation between perspective and the notion of discourse unit presented in
[Grosz/Sidner 1985] and (2) finding a structure on the space of perspectives
which constrains changes in perspective. Now consider the following dialog:
U: I am interested in investing in some securities to use as savings instruments. I want something short-term and I don't have a lot of money
to invest so the instrument must have small denominations. I am a
bit concerned about the penalties for early withdrawal. What is the
penalty on a T-Bill?
R: T-Bills don't have a penalty. Were you thinking of Money Market Certificates?
This dialog starts with a piece of text from which we can infer that the
perspective is savings instruments, because the name of the perspective and
salient attributes belonging to it are mentioned in the text. In this case the
system will apply the aforementioned wrong object schema. The schema tells
us that the system looks for an object which has the attribute penalty and
is similar to the object in question ( T-Bills). There are two objects which
have the attribute penalty, i.e. Money Market Certificates and T-Bonds. So,
the system will have to decide which one is more similar to the object TBill under the perspective savings instruments. For this purpose a formula
proposed by [Tversky 1977] is used:
sim(a, b) = ()j(A n B) - af(A - B) - (3f(B - A)

(1)

The equation defines a function sim which returns a similarity value when
applied to two objects a and b. A and Bare sets containing respectively the
attributes of a and b. The parameters (), a and (3 stand for the importance
of each piece of the equation. We will simplify the problem by assuming
that all three of them have the value 1. It might be possible to connect
them to the notion of focus as proposed on several occasions by Sidner and
Grosz; then they would represent the salience of an object at a certain point
in the discourse (high saliency of a would mean a high value for a). We will
concentrate on the function f. When given a set of attributes, f returns the
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sum of the salience values of these attributes.
perspective. Let us try it out on the dialog:

f is always based on the active

sim(T - Bill, MM - Cert)=
J({maturity,denom}) -!({safety})=
2 - 0.5 = 1.5
::::?

(2)

high similarity
sim(T - Bill, T - Bond) =
!({safety})- J({maturity,denom}) =
0.5 - 2 = -0.5

::::? low

(3)

similarity

The values returned by the sim function will make the system choose correctly for the Money Market Certificate as the possible object of confusion.

3.4

Discussion

[McCoy 1988] puts much emphasis on the use of a user model. She claims
that the approach we just sketched shows how to reason on a Highlighted
User Model. The term Highlighting refers to the fact that under different
perspectives different attributes will be more salient, i.e. highlighted. Her
paper however does not describe a reasoning process which operates specifically on beliefs ascribed to the user. The sim function simply operates with
perspectives which can be activated by certain triggers in the text. Therefore she cannot deal with mistakes made by the user because he or she has
activated the wrong perspective.
It may be useful to look into the relation between perspectives and
frames. Frames are structures which represent stereotypical objects, events
or situations. It may be possible to enrich frames with salience values and
thereby turn them into complex perspectives.
It may be better to devise a system which can execute only phase 1 and
2 of a response to misconceptions:
1 A denial of the incorrect information.

2 A statement of the correct information.

3 A justification for both (1) the denial and (2) the correction.

15

I

Phase 3, which is meant to explain to the user where she went wrong, is
in principle very useful. Its usefulness depends however for a great deal on
whether it is implemented flawlessly. Providing a wrong explanation will
inevitably lead to new confusions and misconceptions.
Finally, we want to make some remarks on the practical applicability of
this approach. Though what we have here is essentially domain-independent,
in practice it will probably cost a lot of effort to transport an interface based
on this method to a new domain. Suppose we already have a taxonomy
with attribute/value structures (e.g. a database) and we want to make the
data accessible with a natural language interface which can also respond
to misconceptions. In that case we will first have to add perspectives to
the database. The question is whether we can extract such perspectives
with an algorithm from the database, or do we have to call in an expert on
the domain who formulates the perspectives. In the latter case, preparing a
domain may turn out to be quite a time-consuming operation which requires
not only making the right connections between interface and database, but
also additional knowledge acquisition.

4
4.1

Plans, Goals and Intentions
KAMP: Knowledge And Modalities Planner

In daily life people constantly perform actions in order to achieve their
goals. Often a goal cannot be obtained by performing just a single action.
We assume that in such cases people usually try to draw up and execute a
plan which consists of a collection of actions which do yield the goal state.
[Appelt 1985] points out that communicative utterances and physical
actions are often thoroughly interweaved. Language users can for instance
point at an object and simultaneously describe it. Consider a speaker who
utters the sentence (1) Push the red button to shut down the machine and at
the same time points at a red button. Note that the response to an utterance
of sentence (1) will often be a physical action. [Appelt 1985] argues that
physical and linguistic actions should be treated uniformly if we want to
account for the connections between them. He has in mind the use of one
single planning system for both types of actions.
The system he describes is KAMP (Knowledge And Modalities Planner).
With respect to communicative actions this system discerns four planning
levels:
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• Illucutionary Acts: inform and request
• Surface Speech Acts assert, command and ask
• Concept Activation describe and point
• Utterance Acts

4.2

Knowledge Representation in KAMP

In KAMP possible-worlds semantics is applied to reason about knowledge
states of agents. The truth of propositions is defined in terms of relations
between possible worlds and truth in a world. Relations between possible
worlds and truth in a world are expressible in first order logic and therefore
we can reason about propositions in first order logic using standard deduction tools 4 . [Appelt 1985] uses an intensional object language to state the
basic facts about the world. A set of axiom schemas enables him to give kind
of a Tarskian semantics of the object language in terms of a first-order metalanguage. The meta language relates expressions in the object language to
statements about possible worlds. So, for example the truth-predicate True
in the metalanguage is defined as follows:

True(P) := T(Wo, P)

(4)

This tells us that the object language formula P is True iff it is true (T)
in world W 0 , where W 0 stands for the actual world. Suppose now that P is
Know(john, walk(mary)), then the axiom:

Vwi[T(w1, Know(john, walk(mary)))
Vw2(K(D(w1,john), w1, w2)

-t

=

T(w2, walk(mary)))]

(5)

yields the following truth conditions:
True(Know(john, walk(mary)))
Vw2(K(D(Wo,john), Wo, w2)

-t

=

T(w2, walk(mary)))

(6)

where K is the accessibility relation between worlds (relative to an individual
featuring in the first argument-place) and D is a function which yields the
denotation of an object language term in a world. The relation K is reflexive
and transitive. Both properties can be formulated in the metalanguage
4

This technique was first presented in [Moore 1980)
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as axioms. Quantifiers call for special treatment because object language
variables can have different values in different possible worlds. To avoid any
complications we introduce a function @. It maps a metalanguage variable
into an object language variable which takes one and the same value in all
possible worlds, namely the value which the metalanguage variable also has.
So, for instance, the object language universal quantifier is translated into
the metalanguage as follows:
'v'w[T(w, 'v'xP)

= 'v'xT(w, P[@(x)/x])]

(7)

Agents that perform actions often have to interact with particular objects.
Therefore, if an agent wants to plan such actions he will have to manipulate
expressions of which he knows the referent. The question therefore is: 'when
does an agent know the referent of an object language term?' [Appelt 1985]
suggests that this is the case if the term denotes the same individual in all
alternatives of the agent.

4.3

Knowledge and Action

From now on we will take possible worlds to be static entities: a possible
world defines the truth of all propositions at a particular instant of time.
Going from one world to another involves actions (or more generally speaking, events). These are not part of any worlds, but are seen as transitions
between worlds.
Of particular interest are the axioms which state what effects the execution of an action has on the knowledge states of the agents. One effect
associated with the action of removing is that when an agent performs this
action, he knows he did it. In possible worlds terminology this can be formulated approximately as follows: Suppose we have an action a (by agent
x) which takes world w1 to world w 2 . Then for every alternative w3 (of
agent x) in w1 there is an alternative w 4 in w2 such that W4 is the result of
carrying out a in W3. In other words, the action a is executed in all epistemic
alternatives of the agent. Because pre- and postconditions of the action are
universally known 5 , the agent knew before the action was carried out that
the precondition held, and after the action was performed he knows that
5
This is due to the fact that these are formulated by quantifying over all possible
worlds: the set of all worlds includes all sets of epistemic alternatives of the agents. For
instance if the action a has the effect that after its execution P is true, then we use the
following axiom: 'Vw1'Vw2(DO(Agent,a,w1,w2)---+ T(w2,P)). Therefore, in all worlds in
which the action has been executed the effect P holds.
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the effects hold. The axiom we just described says only something about
the knowledge of the agent that performs the action; all other agents remain
ignorant of the action.
In a communicative situation, keeping track of the so-called mutual
knowledge is of crucial importance. x and y mutually know P iff Knowx(P)/\
Knowy(P)/\KnowxKnowy(P)/\KnowyKnowx(P), ... [Appelt 1985] chooses
to finitely axiomatize mutual knowledge by introducing a hypothetical individual called "any fool". Everybody knows what "any fool" knows. One
can of course also assign "any fools" to subsets of the set of individuals. For
this purpose [Appelt 1985] introduces the Kernel function which yields the
"any fool" for any pair of individuals. A and B are now said to Mutually
Know P (in world w) iff P holds in all alternatives of the Kernel of A and B
(in world w). An axiom states that any agent's knowledge is a subset of the
Kernel of that agent's and any other agent's knowledge 6 . Using (I) the fact
that the axiom of positive introspection applies to the Kernel ( K nowx (P) -+
KnowxKnowx(P)) and (II) the aforementioned axiom which ensures that if
A and B mutually know P, then A knows P and B knows P, we can now derive
formulae of the form KnowA(P), KnowB(P), KnowAKnowB(P), KnowBKnowA(P), ... 7 .

4.4

Planning

The task of a planning system is to propose sequences of actions that take an
initial state to a goal state, given a set of axioms which imposes constraints
on the world and the collection of possible actions. The initial state and the
goal state are partial descriptions of the world. Each action has preconditions (facts that have to hold for the action to be carried out) and effects,
i.e. those changes in the world which are caused by the action. [Appelt
1985] assumes that there are no autonomous events and that each action is
deterministic. Finding a suitable sequence of actions is achieved by applying forward chaining, backward chaining and hybrid strategies. There are
6

The alternatives of A are a subset of the alternatives of the Kernel. This means that
A knows more than the Kernel, because A's set of alternatives is smaller than that of
the Kernel. For A there are less worlds left which A thinks might be the real world. So
an agent that is provided with new knowledge will eliminate certain alternatives he held
possible before he received the new piece of knowledge (e.g. An agent that discovers P
will dispose of all not P worlds)
7
Note that the axiom of positive introspection also applies to the Kernel. Therefore we
can deduce, for example, Know Kernel K nOWKernel (P) if K nOWKernel (P). From this and
the axiom described under (I) we can then deduce KnowsKnowA(P)
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however some difficulties:
1. The sheer size of the search space.

2. Possible interactions between subgoals. Performing an action leading to
the satisfaction of a subgoal may undo a previously obtained subgoal.
3. Resource allocation. Take for example a two-handed robot. There are
a lot of tasks which it can perform using only one hand. Suppose
it has to gather the berries from a currantbush. The task can easily
be performed with one hand. Using two hands, however, enables the
robot to perform its task much quicker.
[Appelt 1985] uses insights from the NOAH-planner [Sacerdoti 1977] to deal
with these difficulties:
ad 1. He makes use of a so-called hierarchical planner which allows one to
start with a rough-cut plan which can be refined stepwise into a fully
detailed plan. There are relatively few high-level actions. This results
in a drastically reduced search space.
ad 2. Actions to achieve subgoals are first computed independently. The
subsequent ordering of the actions is monitored by so-called critics
which examine a plan for global interactions. They can guide changes
in order to eliminate any harmful interactions. Every critic looks for
specific interactions and will usually solve conflicts by rearranging the
execution order of actions.
ad 3. A specific application of critics is the variable binding by different
actions. The planner first uses dummy bindings, called formal objects,
to bind the variables. Next, critics are used to match the formal objects
with real objects whilst using as few resources as possible.

4.5

Planning to affect Mental States

Planning communicative actions is hard because the hearer can reason about
the content and the force of the communicative action (of the speaker).
Therefore the speaker has to take the possible (context dependent) inferences
of the hearer into account (when planning an action) in order to foresee the
effects of the communicative action. In the semantic approach of [Appelt
1985], mental states are not explicit objects. A speaker has to consider all
epistemic alternatives of the hearer when reasoning about the mental state
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of the hearer. Changes in the accessibility relations between worlds due to
actions are governed by axioms which do not allow simple matching between
goals and effects of actions. An axiom might state that if an agent knows the
effects an action brings about, and furthermore just performed the action,
then the agents knows in what respects the world is different after the action
has been performed. The advantage of such an approach is that we do not
need two separate lists for effects on the physical domain and for effects
on mental states. To overcome the disadvantage of this approach that it
is computationally rather uneconomical, [Appelt 1985] describes actions at
two levels of detail:
• Axioms restricting the accessibility relation between possible worlds.
• Action summaries which contain a brief description of the preconditions and effects of actions.
Take for example the Inform action: Do(A. Inform(B,P)). The axioms state
that before the action takes place A knows P, A and B are at the same place,
and after the action A and B mutually know that the action has taken place.
From all this it can be deduced that B knows P after the action. The action
summary will mention the latter fact as an effect, since this effect usually
features as a goal state which the speaker wants to bring about.
We will now describe in more detail how KAMP represents, constructs
and manipulates plans. (Uncompleted) plans are considered to be partially
ordered sequences of actions. During the construction process the plan is
however eventually turned into a linear order, because KAMP cannot perform actions in parallel. See the Appendix figure 1 for a plan representation
and some more information on plan structures.

4.6

Illocutionary Acts

On the intentional level we can discern two aspects of utterances: their
propositional content and their illocutionary force. 8 Both can be derived
from the syntactic form of the utterance and further contextual information. Normally declarative sentences are associated with the illocutionary
act Inform and interrogative sentences with the illocutionary act Request.
Contextual information can however overrule this straightforward correspondence between syntactic form and illocutionary force. In such cases we speak
of indirect speech acts (IS As) 9 .
8

9

[Searle 1969]
The reader may consider the terms speech act and illocu.tionary act to be synonyms
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Although ISAs are context dependent, their success builds mainly on
conventions governing communicative behavior. Besides its illocution every utterance also has a perlocution. This term is sometimes defined as
comprising those effects of the utterance on the hearer which are special to
the circumstances of the utterance, e.g. the intentions of the hearer. This
definition is however not satisfactory. The interpretation of illocutionary
acts often also requires contextual factors to be taken into account. The
real difference is that whereas the speaker can control the success of his illocutionary acts by obeying the conventions of his language community, the
success of perlocutionary acts depends on circumstances which the speaker
can control to a much lesser extent or is even not aware of. Examples of
perlocutionary acts are persuading, forcing, frightening, and so on.
[Appelt 1985] distinguishes three sentence types, i.e. declarative, interrogative and imperative, which correspond to the following surface speech
acts: declare, ask and command. An utterance belonging to one of these
three surface speech acts is uttered with the intention of the speaker being
that the hearer will recognize it as a certain illocutionary act.
Which illocutionary act corresponds with which surface speech act is a
difficult problem. If we neglect ISAs we may roughly consider the following
pairs: Inform/declare. Request/command, Request for Inform/ask. One
could also, like in [Allen 1978], try to infer illocutionary acts from surface
speech acts and the underlying intentions. In case of ISAs the intention to be
polite probably plays a significant role. If Illocutionary acts can be inferred
we no longer need them as primitives, but we will not discard them because
they can play a useful role as macro operators in the planning process.
The relation between illocutions and perlocutions poses another problem. Take the illocutionary act Do(S,Inform(H,P)). Its precondition is Believe(S,P) and its effect is Believe(H,Want(S,Believe(H,P))). How can the
perlocution Believe(H,P) be obtained? In [Cohen 1978] an additional action
called convince is introduced to bridge the gap. Appelt however circumvents the problem by using Know instead of Believe. One of his axioms
stating the knowledge effects says that the speaker and hearer mutually
know an Inform action took place just in case the speaker performed such
an action. Since the preconditions of actions are universally known we have
Know(H,Know(S,P) ). From this we can deduce that Know(H,P) holds.
This is a satisfactory solution as long as we consider dialogues between
a user and an infallible expert computer system, where the (fallible) user
cannot tell the system anything new about their domain of discourse. In real
life however, most dialogues concern the transfer of beliefs. In that case ac-
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ceptation of a belief expressed by the speaker is a complex process involving
assessment of the speaker's competence and intentions (e.g. sincerity). A
similar problem occurs with requests. The precondition of a request is that
speaker and hearer are at the same location. If somebody performs a request
for an action X, she intends the hearer to intend to do X. The effects of such
an action are again that both speaker and hearer mutually know that the
action occurred. We need a helpfulness axiom to express that if a person
knows that someone else intends her to do X, she actually intends to do
X. It is of course nice if a computer system has this property, although we
might want to prevent the system from rewarding any user requests which
have undesired effects for the user.
Questions (which [Appelt 1985] takes to be composite speech acts) come
in two flavors: (1) requests for information on the referent of a description
(wh-questions), and (2) request for information on the truth-value of proposition (yes/ no-questions). (1) can be formalized as a request for an Informref
and (2) as a request for Informif. We need these two new actions because
the action Inform is only suited for conferring a proposition. It cannot be
used to identify a referent or to either confirm or deny the truth of a proposition. Therefore, for instance, whereas a precondition of Inform is that
the speaker knows P, the corresponding precondition of Informif is that the
speaker knows P or the speaker knows not P. In both cases the knowledge
effects of actions plus universal knowledge of preconditions guarantee that
after an Inform/Informif has been performed the hearer knows P / knows P
or knows not P.

4. 7

Concept Activation and Referring Actions

In order to recognize the propositional content of an expression the hearer
has to interpret the referential terms which are part of the expression. For
this purpose KAMP makes use of a concept activation action which on a
lower level of abstraction expands into a describe action. We will focus on
linguistic descriptions. Note however that because of the uniform architecture of the system (physical) pointing actions can also be dealt with.
The idea is to draw up a plan to use a description such that the intention
can be communicated that the speaker refers to a particular object.
The following preconditions hold for a describe action: (1) The speaker
knows that the description applies to the object he wants to refer to. (2) The
intended referent is the only individual who is not ruled out according to the
mutual knowledge of the two dialogue participants. So only individuals who
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belong to the mutual knowledge of the dialogue participants are considered
as possible referents. The description is successful if it singles out exactly
one individual. The planner, when selecting an appropriate description, first
singles out a basic category description and then adds descriptions from the
mutual knowledge which are linguistically realizable. Often when a describe
action is required (in order to specify a physical action of the hearer), it
can be subsumed under an Inform action of some proposition. Critics try
to find redundant actions and then propose action subsumptions. Suppose
for example that a particular concept must be activated and at the same
time the speaker wishes to give new descriptive information on the referent
of that concept, like in: (1) My uncle took his dog to the vet yesterday. (2)
The old Irish setter has been suffering from fleas for years. Without the
action subsumption in (2) the result would be something like this: (2') It is
an old Irish setter and (it) has been suffering from fleas for years.

4.8

Indirect Speech Acts

According to [Appelt 1985], (1) Do you want to play some backgammon and
2. It is two o' clock and I have to work are examples of ISAs. (1) is a
Request dressed up as a question and (2) is a refusal although due to its
syntactic form it seems to be an Inform action. Note that the surface form
is amenable for reaction by the hearer: The request (3) Can you pass me
the salt? can be answered with a Yes or a No. Negative answers are usually
supplemented with a justification (e.g. No, I cannot reach it). The degree of
indirectness of Speech Acts can vary quite significantly. Compare the highly
conventionalized (3) to (4) It's awfully cold in here. (4) requires many more
inferences on the part the hearer in order to be understood as a request to
turn to up the heating.
Generating ISAs poses quite substantial difficulties: (a) We first have
to characterize the reasons for planning an ISA, like the maintenance of
background goals, e.g. politeness IO. (b) The multitude of different interpretations for ISAs can easily fuel misunderstandings. (c) IS As can be used
in a novel way not covered by the rules. I find that (c) is not a serious
problem, since I think that language use is based on certain rules which are
somehow shared by the language community. Entirely new ISAs which do
not conform to the general rules of communication of a community would
10

A goal like politeness is however hard to formalize. [Lakoff 1973) did a proposal along
the following lines: politeness boils down to leaving options open for the hearer and not
imposing anything on the hearer.
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first have to become part of the language communities rule system, before
they could be used felicitously.
Let me describe a typical ISA: Often a question whether a precondition
of an action holds is interpreted as a request for that action (eg. Can you
pass me the salt).

4.9

Planning: An Example

In chapter 7 of [Appelt 1985] a specific planning action is described in some
detail. Though the description is relatively detailed, it still requires the
imagination of the reader. The reader has to accept all kinds of gaps, like
the omission of rules which connect the plan representations to possible
worlds semantics.
In this section we will summarize the findings in [Appelt 1985, Ch. 7].
Inevitably, our description will be even more sketchy than that of [Appelt
1985].
The environment in which the planning occurs consists of two Agents:
Rob the robot, and John, who belongs to the human species. The domain
consists of a platform to which a pump is attached with some bolts. The
bolts can be removed with a wrench. Removing the bolts figures as a precondition for removing the pump. The robot Rob is an expert concerning this
domain, but it cannot perform any physical actions on the domain. John is
the one who has to do all physical labor.
It is Rob who does the planning. Rob has been given the following goal:
NOT ATTACHED (PUMP, PLATFORM). He should bring this situation about by
performing the appropriate actions. Since the robot cannot perform the
removal action of the pump by itself, it plans a removal action by John.
One of the preconditions of such an action is that John intends to do the
removal action. To realize this goal the system plans a request action: Rob
REQUEST John REMOVE(PUMP, PLATFORM), one level lower in the plan hierarchy. The REQUEST action has as one of its effects the relevant intention of
John. Next the request is expanded into a command: Rob COMMAND John
REMOVE(PUMP, PLATFORM) . This logical formula is now translated into a
functional description (FD) 11 . Each argument of the predicate can be realized as the value of some feature. Arguments may however also be omitted.
Suppose for example that all agents know that the pump is attached to the
platform. In that case, the argument platform can be left out. Ideally the
11

[Appelt 1985] uses a very simple functional grammar
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planner draws this conclusion by reasoning about the knowledge state of the
hearer. The resulting FD will then be:

~~~;;=John

]

GOAL=PUMP
[
PRED =REMOVE

We will not describe how this FD can be made more specific through (1)
unification with the grammar and (2) the planning of a concept activation
for the object PUMP. We shall concentrate on the other part of the plan
which we have not yet discussed. Up till now we have expanded the goal
John INTEND John REMOVE(PUMP, PLATFORM). This was a precondition of
the goal John REMOVE(PUMP, PLATFORM), which leads up to the ultimate
goal: NOT ATTACHED (PUMP, PLATFORM). The planner also expands the aforementioned REMOVE action. This way Rob can find out whether John lacks
certain knowledge which is required to perform this action. The REMOVE
action has for example as a precondition that John knows the referents of
the appropriate tools involved in this action. Suppose John does not know
that the pump can only be removed with the wrench. In that case Rob has
to plan an action in order to activate the concept wrench. The linguistic
realization of this action can however be subsumed under the command action. After unification with the grammar the FD associated with this action
will indicate that there is room for an adverbial PP. This adverbial PP can
now be instantiated with the constituent with the wrench. In the end Rob
will have devised a plan to utter the sentence: Remove the pump with the
wrench.

4.10

Remaining Problems

Appelt himself enumerates a number of issues for further research:
• In KAMP the relation between different action hierarchy levels like
Illocutionary act and Surface Speech Act are simply one on one. To
account for more complicated communicative acts (e.g. ISAs) an inferential relation between different levels as proposed in [Cohen/Levesque
1980] is required.
• The notion of action subsumption needs to be formalized.
• The number of primitive actions KAMP can plan and perform is rather
limited.
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• The attributive use of definite descriptions is not dealt with in KAMP.
A definite description is used attributively if the assertion in which it
features states something which holds for any object that fulfils the
description. Take for example the Queen of the Netherlands is also
chairman of the "Raad van State". This sentence can be used to say
something about all persons that have at some time been the Queen
of the Netherlands.

• In KAMP a person A in world Wo knows the referent of description
D just in case the denotation of D is the same in all alternatives of
A. Suppose that the denotation of D is P. Suppose also that in a
subsequent world W1, another description D' which also refers to Pis
given to A. According to [Appelt 1985] in that case D' also denotes
in every alternative of A the object P. Therefore A must know that D
and D' refer to the same object. The following example may clarify
the problem. Suppose that yesterday a friend of mine pointed at some
individual and told me That is John. Today another friend points
at the same individual and tells me That is my boss. The treatment
of descriptions in KAMP implies that I know that both descriptions
apply to the same individual. In reality however, I might very well not
have realized that in both cases the same individual was presented to
me.
• KAMP cannot generate multisentence discourses which require knowledge about rhetorical structure involving concepts like contrast, elaboration and explanation.
• Finally, KAMP as it stands is not suitable for real-time speech act
generation. Especially the deductions involving the Know operator,
which can be infinitely nested, are computationally expensive. Furthermore KAMP can draw from an extensive pool of knowledge when
planning actions, which leads to quite a big search space.

5

Knowledge Represention and Dialogue Modelling

In this section we will try to separate the merits of Appelt's approach to
generation from its less appealing aspects. In doing so we will also try to

27

suggest a possible alternative for Appelt's approach which is currently being
developed in the DenK project.

5.1

Language and Action

Appelt was one of the first to implement a system which handles physical
and linguistic actions within one unified framework. He departed from the
idea that communication is simply a process consisting of the encoding of
information by a speaker and the decoding of it by a hearer. He preferred
to describe utterances in a communicative situation as actions which affect
the mental states of the participants. Of course these ideas were already
present in the work of Austin, Searle, Cohen and Perrault 12 .

5.2

Knowledge and Belief Representation

There is another feature which distinguishes Appelt's work from previous
attemps to represent mental states. In the literature we find basically two
approaches to knowledge and belief representation:
• the semantic method (possible worlds semantics)
• the syntactic method
Appelt was one of the first to use the so-called semantic (or possible worlds)
method. It is based on work by Saul Kripke, who devised it to obtain an
interpretation for the modal operators it is possible that and it is necessary
that 13 . The idea is that truth can be defined as a relation between sentences and extra-linguistic entities, ie. possible worlds. Sentences receive a
meaning in virtue of their relation to a language external reality. The truth
of sentences is defined in terms of a relation to possible worlds. A world can
be seen as a total function from the set of possible facts (e.g. walk(john),
talk(peter), ... ) to the values 0 and 1, i.e. the false and the true. A sentence
will usually be evaluated with respect to the actual world.
Let us say that the actual world is Wo. In that case John walks is true
just in case Wo(walk(john)) = I. A sentence like Peter believes that John
walks requires a more elaborate semantics. This sentence is true if and only
if in every world which is consistent with what Peter believes (i.e. Peter's
alternatives), John walks is true. The worlds which are consistent with
12
13

[Austin 1962], [Searle 1969], [Cohen 1978] and [Cohen & Perrault 1979]
See for example [Kripke 1980] for an intuitive explanation of the notion possible world
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Peter's beliefs are given by a so-called accessibility relation (called R) which
involves an individual and two worlds, so R(a,w,w') means that in world w
the world w' is consistent with the beliefs of individual a.
Before we go into the advantages and disadvantages of implementing this
approach, we will first characterize the syntactic method. When knowledge
is axiomatized as a relation between agents and sentences (syntactical objects), we speak of a syntactic theory. Each agent gets assigned a set of
sentences (his belief set), and the agent is said to believe the sentences that
are in the closure of the belief set (given a set of inference rules).
Any strictly syntactical approach lacks an interpretation which relates
belief sentences to (a model of) the world. This prohibits one from talking
about the truth of beliefs, in other words, about whether a belief is satisfied
in the world. This runs counter to the idea that beliefs are not just syntactical objects, but rather about states of affairs in the world. This directedness
of beliefs is called Intentionality ([Searle 1983]).
Let us now reconsider how the semantic method is implemented in
KAMP 14 . The strategy is to translate an intensional object language (in
which one can talk explicitly about the knowledge of individuals) into an extensional metalanguage which allows one to talk about propositions, worlds,
accessibility relations between worlds, actions, etc. This language comes
with a number of axioms which ensure that certain properties of knowledge
are preserved, like for example that if you know p, then p has to be true:
VawR(a, w, w). This axiom states that the real world is always in the set
of epistemic alternatives of an agent. Since an agent knows p just in case p
is true in all epistemic alternatives, the axiom tells us that p is also true in
the real world.
Furthermore there is a set of axioms which describe reality. Take for
example the axiom VwT(w, human(john)), which is a translation of the
intensional object language expression D(human(rob)). It not only says
that human(john) is true in the real world, but also that it is true in all
possible worlds. Appelt uses this as a trick, with the effect that all agents
know that human(john).
With the help of the axioms one can now start proving theorems. In fact
we can simply use any deductive system which fits the predicate calculus.
At the same time we get for free a model-theoretic interpretation in terms
of possible worlds, propositions, actions, etc.
14

cf. subsection 4.2 on page 17
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But what then is the difference between the syntactic and semantic
method? After all, the semantic method simply seems to be a clever trick
which yields a deductive system with a model-theoretic interpretation.
Although both methods yield a deductive system which handles sentences (i.e. syntactical objects), the sentences of a semantic system describe
the world from an objective point of view. The sentences in such a system
are not associated with a particular agent. Cognitive states are encoded by
the accessibility relation. This relation presents the worlds which are consistent with an agent's beliefs. The syntactic method features sentences as
belonging to cognitive states of agents. Therefore it is much more natural to
model subjective reasoning by using the syntactic method.
There is another problem with the possible worlds approach: it suffers
from consequential closure. Consequential closure stands for a situation
where an agent believes/knows all the logical consequences of his or her
beliefs/knowledge. Remember that possible worlds can be seen as total
functions from the set of possible facts to 0,1. Suppose that p and p ----> q
are true in a world. In that case this world also has to make true q, given
the truth conditions of the implication and the fact that possible worlds are
total functions (each fact p is either true of false). Since this holds for every
alternative belonging to an agent, it follows that if the agent knows p and
she knows p ----> q, then she also knows q. Though all this may be true for an
omniscient being like God, it certainly does not apply to the average mortal.
[Appelt 1985] nevertheless sticks to possible worlds semantics.
There have been proposals to remedy this serious deficiency of possible
worlds semantics. See for example [Fagin & Halpern 1988] and [Thijsse 1992]
(the solutions proposed here consist of adding a syntactic component to the
semantics) 15 . We will not go into the technical details of these remedies
for evading consequential closure for the semantic approach. We do however
want to point out a related problem: in a possible worlds model an agent
knows all valid formulae and no contradictions. This is due to the fact
that all possible worlds are total and coherent 16 . The obvious way out of
this problem is allowing for partial and incoherent worlds (see for example
[Muskens 1989]).
15

Each Agent ( i) gets assigned a set of sentences A;. A sentence is a member of A;
just in case the agent ( i) is aware of the sentence. The agent is said to explicitly believe
only those sentences that are a member of A; and are true in all alternatives of the agent.
Implicit belief requires only truth in all the alternatives of the agent
16
A world is coherent if it makes no fact both true and false at the same time.

30

The syntactical approach lends itself to two methods to avoid the problem of consequential closure:
1 The use of inference rules which are too weak to derive all logical conse-

quences from a premise.
2 The use of a control strategy which either does not make use of all beliefs
in its derivations or does not perform all inferences that it could in
principle perform (e.g. it may only apply some inference rule 4 times).

According to [Appelt 1985] there are however some difficulties with the
syntactic approach:
• How to represent the fact that an agent does not believe p?
• How to represent that an agent believes p or believes q.
We will return to these problems in the next subsection.

5.3

In Defense of a Syntactic Method

First I will enumerate the drawbacks from which the semantic method suffers:

(A) It does not lend itself very well to model subjective reasoning, because
it describes the world from an objective point of view.

(B) In order to avoid consequential closure it seems necessary to introduce
a syntactic component into the semantic system, cf. [Fagin & Halpern
1988].

(C) It does not genuinely capture the idea that mental states are Intentional. The implementation of the semantic method yields a deductive
system which has a model-theoretic interpretation due to the fact that
it is framed in Predicate Logic.
We will compare the syntactic method with the semantic method on all
these points:

(A') The syntactic method suits subjective reasoning very well, since it
treats sets of sentences as belonging to individuals.
(B') We already saw that the syntactic method allows for natural ways to
avoid consequential closure.
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( C') Both the syntactic and semantic method lack Intentionality. In the
DenK-project ([Ahn et. al. 1994]) a model has been developed which
extends the syntactic method in such way that it becomes Intentional.
The idea is to keep the cognitive aspects of the artificial agent strictly
separated from the physical domain ('the outside world') in which it
operates. 17
The domain is modelled in an object oriented language whereas the
agent's information states are modelled by lists of expressions from
Constructive Type Theory (CTT). CTT enables one to represent proofs
for propositions explicitly in the language. Proofs can be obtained
through deduction, consultation of the user, and also by inspection of
the domain. Thus a proof can be introduced into the belief set of the
agent after it has made an observation. Here there is a direct link between the cognitive state of the agent and (the agent's causal relation
to the outside world. 18 This is one way to obtain Intentionality. 19
The types over which CTT avails can be seen as classifications of
objects. If x represents an object and T a type, then x : T stands
for the judgement that x has been classified as an object of type T.
Variables, like x, are linked to the outside world directly or indirectly:
they can be introduced after a referential act of a discourse partner,
or upon the spotting (by the agent) of an object in the domain. In
the former case the discourse partner will normally have observed the
object directly. Types represent the concepts a user has mastered.
17

In fact the DenK-project is based on the tripartition: user - domain - artificial agent
We suppose that perception functions in virtue of a causal relation between the perceiver and the object which is being perceived
19
Proofs which are obtained through deduction are constructs made up of other proofs.
For example, if I have a proof a for the proposition panda proof f for the proposition p q, then I can construct a proof fa for the propostion q. Note that if one wants to arrive at
a proof g by deduction, one usually needs to have some other proofs to start with. These
proofs can of course also have been obtained through deduction. But in the end there will
have to be proofs which were not arrived at through deduction. Otherwise the proof g
cannot be arrived at in a finite number of deduction steps. So, normally one needs proofs
which where obtained by observing the environment. Here again the mental state bears
a causal relation to its environment. Of course there are proofs which can be obtained
purely through deduction, like a proof for the proposition ( (p - q) /\ p) - q. This proof
does not depend on any observations, it exists for any coherent world. So there is no need
to link this type of propositions (called tautologies) to the actual world. This is different
for a proposition like John talks. Whether there exists a proof for this proposition depends
upon the actual state of the world
18
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Mastering a concept T boils down acquiring the ability 20 to recognize
objects falling under the concept T. Whereas in reality interaction
with and training in the environment are needed to form a concept,
our artificial agent was constructed with the appropriate concepts.
Human beings use concepts in virtue of their causal links to reality
(perception and action). In a computer system these causal links are
substituted with computational links: an artificial agent can compute
whether or not an object belongs to a type by applying an evaluation
function.
The idea behind all this is that Intentionality is due to the various ways
in which a cognitive state is related to the outside world. Whereas
humans are related causally to their environment, artificial agents are
linked computationally to their artificial environment.
We still have not indicated how a syntactic approach can deal with
BA(BBP V BBq) and BA-,BBP· Actually there is an extension of CTT in
which one can deal with these formulae, see [Borghuis 1992] 21 . There are
however also some problems. The extension deals mainly with the propositional part of CTT. Furthermore it is not directly clear how one can turn
the system into a running implementation.
There is yet another simpler solution (from [Beun 1992] and [Beun 1993])
which is however very well suited for practical purposes. The idea is to
allow a limited number of contexts which represent the different aspects of
the cognitive state of an agent: a context for what it believes to be mutual
beliefs, a context for what it believes the other participant does not believe,
etc. One problem is that in this system one cannot nest belief operators
unboundedly, e.g. I believe that you believe that I believe that you believe p.
It is however very questionable whether such types of belief play important
roles in normal dialogues.
The simple context approach does not allow us to represent BA(BBP V
B 8 q). One solution is to introduce a special context for every alternative
introduced by this kind of formulae. Therefore if we start with an empty
context for individual B and process (BBP V BBq), (BBr V BBs) and BBt
we get four alternative contexts: [p, r, t], [q, s, t], [p, s, t], [q, r, t]. Obviously
this leads to a combinatorial explosion in the number of contexts. It seems
better to stick to one context for B's beliefs. We simply add a list which
20

cf. [Putnam 1981: chapter 3]
The precise details of Borghuis' extension of CTT can be found in his forthcoming
dissertation
21
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indicates how to construct B's alternatives from it. An entry x+y in this list
indicates that the context can be expanded in two ways: by adding x or by
adding y. In case of the aforementioned example we get [t] and (p+ q, r + s).
The original context can be expanded into [t,p], [t, q] (using p + q) in case
the propositions p and q are at some point of particular interest. There is
however no need to expand the context [t] into all alternatives 22 •
The approach we just described lacks much of the expressive power available in modal logic. There is however a reason for this. One should always
keep in mind what one wants to model: human behaviour in natural dialogue
or the behaviour of logically perfect beings which are engaged in solving a
mathematical puzzle. It seems that one needs the full power of modal logic
only for the latter. 23
Take Appelt's example of the planning process which we described on
page 25. It is interesting that he makes no use of the power that modal logic
gives him. His account of the example is based on the use of procedural
representations for plans which enable simple matching strategies for preand postconditions.
22

An example where this type of knowledge is useful: Suppose person A bets regularly
on horses. A could however not attend the most recent horse race and therefore does
not know whether his favourite horse, 'black beauty', has won. Now suppose that some
person B tells A that she has been to the race. In that case A should be able to infer that
B knows whether 'black beauty' has won. In other words, A should have added the list
(Win(bb) + ....,Win(bb)) to the context which represents B's beliefs.
23
Take for example the puzzle of the dirty children: » Imagine n children playing
together. The mother of these children has told them that if they get dirty there will be
severe consequences. So, of course, each child wants to keep clean, but each would love to
see the others get dirty. Now it happens during their play that some of the children, say
k of them, get mud on their foreheads. Each can see the mud on others but not on his
own forehead. So, of course, no one says a thing. Along comes the father, who says, "At
least one of you has mud on your head," thus expressing a fact known to them before he
spoke (if k 2: 2). The father then asks the following question, over and over: "Can any
of you prove you have mud on your head?" Assuming that all children are perceptive,
intelligent, truthful. and they answer simultaneously, what will happen?
There is a 'proof' that the first k-1 times he asks the question, they will all say "no" but
then the kth time the dirty children will answer "yes."~ from [Barwise 1989]. The 'proof'
involves reasoning over nested (true) beliefs. Though this is a very fascinating puzzle, it
is hard to see its relevance for the study of the principles which govern normal dialogue
behaviour.
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5.4

Interaction

The example (on page 25) tells us how Appelt's system plans the utterance
Remove the pump with the wrench. The constituent with the wrench is used
because the system believes that the hearer does not know what device to
use for the action. Note that the system could just as well have planned
Remove the pump. The hearer can always ask a question if something is not
completely clear.
Appelt's system is directed mainly at the generation of utterances. It
neglects the dynamics of dialogues. In a dialogue the participants can constantly ask for explanations and additional information. There is no need
to be complete and perfect in every utterance. Rather, one should strive
for a system which is flexible enough to react appropriately to, for example, requests for explanation or more information. This requires a theory
on the dynamics of dialogue. not a theory which tells one how to plan perfect actions. In short, the system should ride the waves of dialogue without
drowning by constantly keeping in contact with them.

***
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Pl is a high level plan which can refined into
low level executable actions (P2, P3, P4). In other
words, P is an effect of Act, v:hich has the preconditions SI and S2. The vertical dotted.line indicates
plan refinement. Nodes marked with ans are so-called
split nodes. Both branches of such a node have to be executed.
Goals which are surrounded by dotted boxes are already
true in the current world. They are called phantoms. Each
box is mapped either onto one world, or a pair of worlds. A box
which represents a state of affairs is associated with one world.
A box containing an action is associated with a pair of worlds. After a plan has
been expanded entirely, the plan should correspond to a
sequence of worlds such that the first item is the current world and
the last item is a world in which the goal state holds.
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(The relevant knowledge pool, from [McKeown 1986, p.493])
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(The identification-schema graph and its sub-graphs, from [McKeown 1986:
p.488])

