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Preface
The total end-use electricity consumption in the Netherlands was around 120 billion kWh in
2015 (CBS, 2015), of which 20% was consumed by households. Since Dutch homeowners also
use gas to heat their homes, electricity is just a small piece of a bigger pie of the total energy
consumption (European Environmental Agency, 2012). This way, homeowners and tenants
contribute to the emission of CO2 and to other adverse consequences of their energy
consumption (Dietz, Gardner, Gilligan, Stern, & Vandenbergh, 2009). To change their ways
is usually hard but, on a more positive note, the large energy consumption of households
shows that there is still a lot to gain with respect to minimizing the environmental impact of
households (Dietz et al., 2009; Gardner & Stern, 2008).
But what are appropriate energy-saving measures to take? This question is faced by many
households, but is typically not resolved by simply raising awareness or by presenting a onesize-fits-all solution (Abrahamse, Steg, Vlek, & Rothengatter, 2005; Midden, Kaiser, & Teddy
McCalley, 2007). Consumers could benefit from individually-tailored advice that fit their
preferences and situational constraints (Abrahamse, Steg, Vlek, & Rothengatter, 2007;
Wilson & Dowlatabadi, 2007). So, how do we create tailor-made advice for a large number of
households?
To address this issue, this thesis describes research on a web-based “Saving Aid” application
(NL: “Besparingshulp”). The Saving Aid presents tailored energy-saving advice and can be
used freely by any individual or household without being time-consuming. In doing so, we
integrate insights from different domains. First, we tap into theories from environmental
psychology and psychometrics to develop a suitable measurement scale for energy-saving
behavior, which comprises a large set of energy-saving measures that can be tailored to the
preferences and capabilities of individuals. Second, to effectively and efficiently present
tailored energy-saving advice, we use methods and design principles from the recommender
systems domain to apply our measurement scale in a web-based interface. Third, we draw
upon insights from judgment and decision-making, as well as social psychology to tweak our
recommender interface design to further assist users into adopting more energy-efficient
choices.
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0.
Overview and reading guide
0.1

Introduction

In ‘Chapter 0’, we address a number of important questions on how to motivate consumers
to save energy in the household, relevant to consumers, policy makers, and scholars (Delmas,
Fischlein, & Asensio, 2013; Fischer, 2008; Gardner & Stern, 2008). Today, many energysaving interventions involve non-personalized strategies (Midden et al., 2007), mainly aimed
at raising awareness through mass-media campaigns (McKenzie-Mohr, 2000). Although
many consumers are definitely willing to save energy, some of them simply do not know how
to take action in the household (Benders, Kok, Moll, Wiersma, & Noorman, 2006; Fischer,
2008), or lack the knowledge or resources to take the (often government) prescribed actions
that involve installing energy-efficient appliances (Boudet, Flora, & Armel, 2016; Gardner &
Stern, 2008).
To alleviate these problems surrounding such one-size-fits-all solutions, it is proposed to use
energy-saving advice and other interventions that are tailored to the individual, which are
more effective (Abrahamse et al., 2005). For example, advice could be adapted to meet an
individual’s capabilities or to be compatible with the characteristics of an individual’s
dwelling type (Janda, 2011; Wilson & Dowlatabadi, 2007). Although tailored feedback has
shown its effectiveness through home energy reports, in-home audits or community feedback
(Abrahamse et al., 2007; Staats, Harland, & Wilke, 2004), only a handful of studies have been
able to target relatively large audiences using such a tailored approach (Allcott, 2011).
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0.1.1 Recommender systems
An advice tool that can almost effortlessly target a large audience is a recommender system,
which adapts its presented items, interface and interaction methods to the user’s
characteristics or preferences (Jannach, Zanker, Felfernig, & Friedrich, 2010; Konstan &
Riedl, 2012). Recommender systems typically ask users to disclose their engagement or
preferences for a small subset of items, after which they present content that fits users based
on the larger set of preferences of an entire user-base. Numerous evaluation techniques are
available to do so. For example, the well-known streaming service Netflix asks its users to rate
a set of watched movies and TV-series to determine a user’s position among a set of latent
preference variables (Bell & Koren, 2007), allowing its recommendation model to present
amusement in a genre that is similar to what the user has watched before, or to find movies
that have been watched by similar users. Such a calibration procedure is typically short
(Konstan & Riedl, 2012), taking up only a few minutes of a user’s time to present a relevant
product or solution in a single session.
Recommender systems have become ubiquitous in this respect. Without having
recommender algorithms around, many of us would face difficulties in finding relevant
newspaper articles to read (Odijk & Schuth, 2017), clothes to wear (Jannach, Lerche, &
Jugovac, 2015), or music to listen to (Celma, 2010). This line of research has established itself
as an incumbent player in computer science (Jannach, Zanker, Ge, & Gröning, 2012), having
a strong focus on studies involving such leisure items as movies and shopping (Konstan &
Riedl, 2012; Linden, Smith, & York, 2003). This is related to the field’s focus on algorithmic
development (McNee, Riedl, & Konstan, 2006), which emphasizes the benefits of improving
the predictive accuracy of measurement models.

0.1.2 Evaluation techniques
Traditionally, recommendation evaluation has relied on so-called offline evaluation, with a
strong focus on improving the predictive accuracy of models run on a pre-collected dataset
(Shani & Gunawardana, 2011). For example, datasets could be split in a training dataset and
a test dataset, where the training dataset would develop a model that simulates human
behavior. The model’s fit would, in turn, be assessed using the test dataset, which is indicated
through one of the available accuracy metrics, such as the Root of the Mean Square Error
(McNee et al., 2006). This way, a benchmark model or algorithm can be developed for use in
a future recommender systems (Shani & Gunawardana, 2011). The field has come a long way
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since then, as it has become clear that recommender systems can also be evaluated more
comparatively, for instance using A/B-testing in an online context.
However, there is still room for improvement, as recommendation techniques developed in
leisure item domains (e.g. movies) might not be appropriate for other domains, such as
energy saving. We elaborate this argument through the commonly used recommendation
technique “Collaborative Filtering” (CF; Konstan & Riedl, 2012). CF-based recommender
systems store the past choices, actions, and other indicators of preferences to predict a user’s
similarity to other users (Herlocker, Konstan, & Riedl, 2000). For example, if person A and
person B have each bought chocolate sprinkles, a bag of crisps, and pre-packed toast at their
local supermarket, they could be identified as like-minded persons. If person A would have
also bought a crate of beer, the supermarket’s CF-based food recommender system might
present this as a suitable recommendation for person B.
Collaborative filtering can also be applied between items, and both approaches have been
used in research (Konstan & Riedl, 2012). However, a major downside is that CF-based
recommenders simply provide suggestions that are steered towards the user’s current habits
rather than to new ones. Both person A and B in our example might have developed a new
taste for food after a couple of months, for example because of taking up a diet. However, the
CF-based recommender would still place them in a preference area where crisps, toast, and
beer are the most likely to be suggested. This phenomenon where users are presented many
similar items and get ‘stuck’ with a certain set of items is referred to as the ‘filter bubble’
(Nguyen, Hui, Harper, Terveen, & Konstan, 2014; Pariser, 2011). To ‘escape’ from this
bubble, we need to consider that users can or wish to develop themselves (Knijnenburg,
Sivakumar, & Wilkinson, 2016). One solution to this would be to filter information with a
much heavier weight on more recent choices, but it might be hard to determine to place a
cut-off. This problem calls for comprehensive user studies in domains that cannot simply rely
on a user-base of clicks or ratings, but require a more rigorous understanding of human
behavior to successfully persuade users to change their behavior in the longer‐term (Kaptein,
Markopoulos, de Ruyter, & Aarts, 2015). For example, if a user would like to learn a new skill
or has a certain behavioral goal that is different from his current habits, current recommender
system techniques would have a hard time to help the user out (Ekstrand & Willemsen, 2016).

14 |
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0.1.3 Recommending with a purpose
Most traditional recommender applications are not designed to support recommendation
with a specific purpose, for instance one that has societal value or supports behavioral change
(Ekstrand & Willemsen, 2016; Jannach & Adomavicius, 2016; Knijnenburg et al., 2016). This
is illustrated by the few applications that have been developed to address topics such as energy
conservation or healthy eating (Ge, Ricci, & Massimo, 2015; Knijnenburg, Willemsen, &
Broeders, 2014; Trattner & Elsweiler, 2017). Unlike recommenders for taste-ridden items,
such as Netflix and Amazon, whose goal is to support decision-making by reducing choice
overload (Jameson, 2013; Schwartz, 2005), domains involving behavioral change call for a
different type of recommender system. For one, the designer of a system as Netflix simply
wants users to make any choice, while the designer of a health-aware recommender system
wants users to choose items that are in their best interest. This extends beyond the user in the
case of energy conservation, because personal reductions in CO2 emissions has positive
externalities on society. Such a change in perspective requires a better, or at least a different
understanding of psychological insights that could support a user’s behavioral change and
decision‐making, found in different research fields such as persuasive technology, behavioral
economics and judgment and decision-making (Fogg, 2002; Kahneman, 2003; Thaler &
Sunstein, 2008).
To promote energy conservation using a recommender system, incorporating insights from
environmental psychology could be a good starting point. To date, only few studies on energy
recommenders have shown potential to help consumers explore energy-saving measures
(Knijnenburg et al., 2014), which have mainly shown the merits of adapting an interface to
the user’s knowledge level. In contrast, a model based on psychological theory to tailor
energy-saving advice to the user itself, has yet to be developed. Environmental psychology
has examined a number of indirect behavioral determinants for pro-environmental behavior,
such as one’s knowledge level, evaluative attitude or environmental values (Asensio &
Delmas, 2016; Steg, Bolderdijk, Keizer, & Perlaviciute, 2014), as well as interesting
conceptualizations of energy-saving behavior, including differentiation on a set of attributes
such as behavioral frequency (Karlin et al., 2014). However, few of these conceptualizations
have provided an axiomatic or deterministic connection between an individual and a
behavior in a single conceptualization, which would be useful for a recommender system.
To work around these problems, the studies in this thesis consider one specific attitude theory
and measurement model to develop a theoretical user model for an energy recommender

Chapter 0: Overview and reading guide

| 15

system. One way to tie individuals to specific energy-saving behaviors is through Campbell’s
Paradigm (Kaiser, Byrka, & Hartig, 2010), which is operationalized using the psychometric,
one-dimensional Rasch model (Rasch, 1961). In short, rather than only relying on one’s
opinions to save energy, Campbell’s Paradigm postulates that one’s attitude to act proenvironmentally or to save energy becomes apparent through the behaviors one takes to do
so (Kaiser et al., 2010; Urban & Ščasný, 2016). This principle is extended to other domains,
where the Rasch model or similar item-response models are used to assess, for example, the
mathematical ability of students, which becomes apparent through their performance on
math assignments with varying levels of difficulty (Bond & Fox, 2006).
The ‘behavior-based’ energy-saving attitude of the Rasch model is suitable for our
recommender system context. Rasch forms a measurement scale on which energy-saving
measures are ordered according to their so-called behavioral costs or execution difficulty, 1
while individuals are ordered on their energy-saving attitude or ability (Kaiser et al., 2010;
Urban & Ščasný, 2016). These two concepts lie at the core of its value for the recommender
system, since they jointly determine the probability that a particular measure is performed by
a user. For example, if a user’s attitude exceeds a measure’s behavioral costs by a great degree,
the user would be very likely to already perform that measure, making it a bad
recommendation. Although evaluative statements can also be included on a Rasch scale (cf.
Kaiser et al., 2010), the studies in this dissertation focus on household energy-saving
measures. Therefore, the attitude concept captures one’s capabilities and motivation to save
energy, which contrasts with concepts that solely focus on one’s esteem, such as
environmental concern (Dunlap, Van Liere, Mertig, & Jones, 2000).
The combination of a fixed order in energy-saving measures and the resulting adoption
probability, allows us to create a Rasch-compatible recommender system that supports the
adoption of energy-efficient behaviors. We present a number of directions for research,
which are discussed in the first two chapters. In doing so, we examine user preferences for
various scale measures, as well as different compositions of Rasch-based recommendation
lists.

In this thesis, we do not make assertions about what exactly entails an energy-saving attitude. Instead,
we focus on creating a valid measurement model for our recommender system. Moreover, we use the
concepts of ability instead of attitude in Chapter 2, as well as difficulty rather than behavioral costs, as
we argue this is more appropriate for a recommender system context in which this chapter was
published as a paper at the RecSys 2017 conference.
1
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0.1.4 User-centric evaluation
Besides using a recommendation algorithm that is founded in psychometric principles, we
also consider evaluation techniques other than those traditionally used in recommender
studies. Simple interaction metrics such as clicks, views, or choices are often not sufficient to
reflect the complexities of human behavior. This particularly applies to energy conservation,
which has seen an abundance of studies on both direct and indirect behavioral determinants,
such as biospheric values that shape one’s identity and, in turn, one’s intention to act proenvironmentally (Steg et al., 2014; Van der Werff, Steg, & Keizer, 2014). To illustrate the
complexities in a recommender context, a user choosing a single energy-saving measure
could report high levels of system satisfaction because that particular measure fits perfectly,
but that user could also be dissatisfied if the wish to find multiple appropriate measures was
not supported.
Preceding energy recommender studies have considered a set of relevant aspects of the
recommender system as a whole, such as user perceptions of recommended measures, the
system itself, and the user’s satisfaction about chosen measures (Knijnenburg et al., 2014).
These have been embedded in the user-centric evaluation framework of Knijnenburg and
colleagues (2012), which allows us to ground behavioral aspects, such as which are measures
are chosen, in experience aspects, such as choice satisfaction. For example, in Chapter 2, we
show that how a set of energy-saving measures is presented can influence how effortful a user
perceives the interaction to be, which in turn affects how supportive the user perceives the
system to be. This way, the framework helps us to understand why a particular system aspect
might be effective or not, rather than simply observing differences in choice behavior.
This framework will be used in Chapter 2, 3 and 4, where we, among other methods, compare
the effectiveness of recommender interface manipulations in the user-centric framework.
This is done using Structural Equation Modelling (Muthén & Muthén, 2015), which can
establish causal path models between randomized system aspects, choice behavior, and user
experience aspects. To do so, we follow the approach outlined in Knijnenburg and Willemsen
(2015), which involves a number of guidelines. First, we rely on a number of user system
experience aspects of which the underlying questionnaire items have been validated in
multiple studies (Knijnenburg, Willemsen, et al., 2012), such as perceived support (“How
supportive is this system?”) and choice satisfaction (“How happy am I with the items I’ve
chosen using this system?”). Second, for our analysis, we establish the causal relations in our
path models based on previous studies, following a theory-driven approach by performing a
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confirmatory factor analysis. Subsequently, we optimize the resulting path model according
to a mix of a theory-driven approach and a data-driven approach, as we initially fit a saturated
path model, after which we prune non-significant relations until only significant effects are
left. In doing so, we are assisted by modification indices to check whether the model could be
optimized further. However, we wish to emphasize that this process is guided by insights
from earlier work, as we only establish sensible causal paths and do not thoughtlessly comply
with any modification suggestion from the model.

0.1.5 Chapter 1: Preferences for scale measures
Based on the Rasch model, the first chapter presents two main contributions. First, based on
a database of energy-saving measures from Knijnenburg and Willemsen (2009) and
information taken from environmental organization MilieuCentraal, we create a reliable
measurement scale of 79 energy-saving measures. This scale includes measures of various
types, such as “turn off the lights after leaving a room”, “insulate the cavity wall”, and “install
solar PV”. Second, by presenting two recommendation lists of nine attitude-tailored energysaving measures, we show that users have preferences for measures that are relatively easy to
perform (i.e. have low behavioral costs), while their preferences are not related to a measure’s
kWh savings. Moreover, we find that an approach to energy-saving advice should strike the
right balance between a measure’s novelty (i.e. how likely is it that the user already has taken
this measure?) and attractiveness (i.e. how likely is it that user would want to take this
measure?).
Furthermore, since Rasch is a one-dimensional scale, we also reflect on its dimensionality.
We devote special attention to the discrepancy between curtailment (e.g. reducing one’s
energy consumption through behaviors with a high frequency of occurrence) and efficiency
measures (e.g. buying an energy-efficient appliance, typically low in frequency), as this is a
commonly used dichotomy in the conservation literature (Boudet et al., 2016; Karlin et al.,
2014). We find that curtailment measures are more likely to be performed than efficiency and
that these types of measures differ in how they are distributed across our measurement scale.
However, they do not form additional dimensions that explain self-reported behavior in
addition to the Rasch model, nor do these characteristics play an important role in a
measure’s perceived attractiveness.
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0.1.6 Chapter 2: How to tailor energy-saving advice?
Given that we can design a Rasch-based recommender system, what type of measures should
we present users in terms of the characteristics of the Rasch model? The two parameters, a
person’s attitude and a measure’s behavioral costs, not only determine how likely a user is to
already perform a certain energy-saving measure (Kaiser et al., 2010), but also determine a
measure’s attractiveness and the likelihood that it will be adopted. Since recommender
systems typically present multiple options in a single list, one approach would be for an
energy recommender to cast a very wide net, considering many different types of measures
in terms of their behavioral costs. Alternatively, it could be more restrictive and focus on
those that specifically fit a user’s energy-saving attitude.
This chapter explores the effectiveness of different approaches to energy recommendation.
To do so, we present two studies and design an energy-saving recommender tool named
‘Saving Aid’ (NL: ‘Besparingshulp’). This serves as a ‘web shop’ that users can navigate freely,
allowing them to choose any measure from our Rasch scale that they would like to perform.
However, we are also restrictive in which measures are presented first, presenting a number
of ‘default’ options. As a result, if a user does not like a particular set of default measures, it
takes additional effort to navigate the recommender for other options.
In Study 1, we compare two non-personalized interfaces to two attitude-tailored approaches
in a 2x2-design. We vary whether measures are presented in ascending or descending order
of behavioral difficulty. On top of that, we either present the first five measures of the scale
(i.e. non-personalized; either the most commonly performed or the most challenging
measures), or attitude-tailored measures (i.e. personalized at the user’s attitude). In Study 2,
we examine how advice should be tailored around the user’s attitude, discerning between
three levels of difference between a user’s attitude and the recommended behavioral cost
levels of measures (i.e. do we show more measures that are relatively easy to adopt, or more
challenging and novel ones?).
We outline two main findings. First, we find that users perceive attitude-tailored
recommendations as less effortful than non-personalized approaches and, in turn, perceive
that interface as more supportive and satisfactory. Second, when considering how advice
should be tailored around a user’s attitude, we find that recommendation lists that contain
many measures with low behavioral costs are perceived as the most feasible, which leads
users, in turn, to report higher choice satisfaction levels. A post-study questionnaire four
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weeks later reveals that more satisfied users are more likely to actually perform chosen
measures.
In this chapter’s Study 2, we also try to persuade users to adopt challenging measures using a
fit score. This score indicates through a percentage (20-100%) how well an energy-saving
measure fits the user, where the 100% aligns with measures that have either low or high
behavioral costs in a between-subjects comparison. Although we intend to promote relatively
challenging measures this way, it has backfired as the fit score decreases satisfaction levels for
lists with high behavioral costs, while satisfaction levels increase for measures with low costs.
This shows that presenting an artificial fit score on top of a list of attitude-tailored
recommendations only reinforces the underlying perceptions, further polarizing the
evaluations between measures with either low or high behavioral costs.

0.1.7 Interface aspects to promote energy-efficient behavior
Having performed the studies for the first two chapters, we find that the Rasch scale can be
fitted consistently, as well as that users primarily prefer to perform measures that do not
involve a lot of ‘hassle’. However, we also notice a number of aspects that need to be improved
to boost kWh savings more effectively.
First, although the Rasch model consistently forms a one-dimensional construct, it produces
rather diverse recommendation lists. Measures placed on similar positions on the Rasch scale
share behavioral costs, but differ on a wide range of attributes. For example, Table 1.1 in
Section 1.4 shows that the measures ‘Turn off the dishwasher after use’, ‘Insulate the cavity
wall’, and ‘De-ice the fridge’ are equally likely to be performed, but differ in terms of
behavioral frequency, investment costs and achieved kWh savings (cf. Knijnenburg &
Willemsen, 2009). We expect that these unused attributes can be leveraged by a recommender
system to highlight particular energy-saving measures, possibly increasing its effectiveness.
In this particular example, if a list would highlight each measure’s investment costs, a user
who is low on money would likely be tempted to opt for de-icing the fridge rather than
investing in insulation.
Second, the first two chapters show that users mainly select measures with relatively low
behavioral costs from such a tailored recommendation list. Moreover, Chapter 1 provides
some evidence that a measure’s kWh savings do not play a role in a user’s decision-making,
and even seem to negatively affect its attractiveness. This is also suggested by studies on
preferences for household energy-saving measures, which show that kWh savings tend to be
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ignored by consumers (Poortinga, Steg, Vlek, & Wiersma, 2003). Moreover, studies in
economics state that consumers typically do not act cost-efficiently at all (Asensio & Delmas,
2015; Jaffe & Stavins, 1994b), and that some even refrain from making obvious improvements
with reasonable payback periods (Delmas et al., 2013). Instead, consumer behavior and
decision-making seems to be led by numerous peripheral factors, such as possible hedonic
gain (Lindenberg & Steg, 2007), the need for social signaling (e.g. buying a Prius to show off;
Griskevicius, Tybur, & Van den Bergh, 2010), or the tendency to comply with social norms
(Handgraaf, Van Lidth de Jeude, & Appelt, 2013; Nolan, Schultz, Cialdini, Goldstein, &
Griskevicius, 2008; Schultz, Estrada, Schmitt, Sokoloski, & Silva-Send, 2015; Thøgersen,
2006).
This tendency to be led by non-price incentives is expected to be important in our
differentiated recommendation lists. Chapters 1 and 2 show that users can always find ‘an
easy way out’, which typically does not have a large impact on one’s energy consumption. In
contrast, Chapter 3 leverages the ‘bounded rationality’ of users (cf. Kahneman, 2003) to
design a more effective recommender interface. Research in marketing and consumer
decision-making points out that consumer preferences are constructed in the context where
a decision is made (Bettman, Luce, & Payne, 1998; Payne, Bettman, Coupey, & Johnson,
1992), which can be influenced by changing certain aspects of the so-called ‘choice
architecture’ (Johnson et al., 2012). By considering an individual’s bounded rationality,
behavior can be steered predictably (Halpern, 2016; Thaler & Sunstein, 2008). For example,
just as consumers tend to ignore kWh savings, they are loss averse (Kahneman, 2003), and
tend to stick to presented defaults (Johnson & Goldstein, 2003). In the field of behavioral
economics, adapting the decision context to predictably change a user’s behavior and aligning
it with its own best interests or that of society is referred to as ‘nudging’ (Thaler & Sunstein,
2008).
In this thesis, the energy recommender system does not simply provide decision support to
elicit any choice. On the contrary, it seeks to promote the adoption of measures with relatively
high kWh savings, or the adoption of multiple, more challenging measures because it might
spill-over into further behavioral change in the longer-run (Lanzini & Thøgersen, 2014;
Margetts & Kashima, 2017; Truelove, Carrico, Weber, Raimi, & Vandenbergh, 2014).
Therefore, in Chapter 3, we present a recommender interface that highlights each measure’s
kWh savings through framing (Häubl & Murray, 2003), applying sorting and attribute
inclusion to motivate users to choose measures from a recommendation list with relatively
high kWh savings.
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0.1.8 Chapter 3: Boosting kWh savings through framing
This chapter expands the Rasch scale in terms of the number of used measures. Chapter 2
shows that the use of only 79 energy-saving measures has some limitations, even though it is
already more extensive than in previous studies (see e.g. Kaiser et al., 2010). First, the
measures used in the first two chapters were somewhat outdated, as they had been developed
before 2009 (Knijnenburg & Willemsen, 2009). For example, a measure on the use of
incandescent light bulbs was still an issue in those days, but had little value in 2017 when this
study was conducted. Second, an interesting study by Boudet and colleagues (2016) was
published during the research of this thesis, which provided an extensive database of energysaving measures, including measure attributes.
Eventually, we perform two studies. Study 1 seeks to fit a novel Rasch scale and identifies
relevant measure attributes. Subsequently, Study 2 examines how relevant measure attributes
can be framed to promote energy savings.
First, we administer a self-report questionnaire, in which participants indicate whether they
perform different energy-saving measures. Since we expect perceptions to be more accurate
determinants of behavior, we inquire on a measure’s perceived effort, kWh savings and a set
of other attributes. Eventually, we fit a new construct of 134 energy-saving measures and find
that the Rasch model outperforms other sets of attributes in terms of explained variance.
However, we also find that perceived effort and awareness that a measure saves energy
explains variance in addition to the Rasch model concepts of attitude and behavioral costs.
In a second study, we apply framing to promote energy-efficient choices. Since users have
ignored kWh savings in preceding studies (Poortinga et al., 2003), but are influenced by
perceived effort in Study 1, we present two recommender interface with two different frames:
a Savings Score based on kWh savings, and a Smart Savings Score of kWh savings and
perceived effort. We design a recommender web shop that sorts measures on these scores and
includes it as its main attribute. Both interfaces are benchmarked against the Fit score
interface of Chapter 2, Study 2, as this was the most developed energy recommender interface
at that time. Eventually, we find no difference in the total amount of chosen kWh savings
between conditions with attitude-tailored recommendations, but find that framing positively
affects the extent to which users consider kWh savings when choosing a measure.
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0.1.9 The persuasive power of descriptive norms
Besides highlighting kWh savings, this thesis translates findings of descriptive norm
interventions to a Rasch-based recommender context. Energy-saving decisions are typically
not made in a social vacuum (Stern, 2000; Swim et al., 2009), as individuals often follow the
example of relevant peers (Festinger, 1954). This has resulted in successful social
interventions, such as those providing feedback on the behaviors or performance of others,
comparing one’s kWh consumption with that of neighbors, individuals in a similar
household, or colleagues at work (Allcott, 2011; Handgraaf et al., 2013; Schultz, Nolan,
Cialdini, Goldstein, & Griskevicius, 2007; Siero, Bakker, Dekker, & Van Den Burg, 1996).
Other effective interventions are those that highlight descriptive norms, for example by
communicating how many others engage in a certain pro-environmental behavior
(Abrahamse & Steg, 2013). Studies on descriptive norms typically promote measures that are
already performed by many individuals. For example, Goldstein et al. (2008) find that towel
re-use in a hotel room is promoted more effectively by communicating that 75% other guests
do so, rather than emphasizing the environmental benefits of towel re-use. Moreover, they
show that the type of norm explanation matters, as context-rich ‘provincial’ norms (e.g. ‘%
of guests in your hotel room’) are more effective than ‘global’ norms (e.g. ‘% of citizens’).
However, descriptive norm interventions typically concern commonly performed, low-effort
behaviors as towel re-use (Abrahamse & Steg, 2013; Cialdini & Trost, 1998), making them
unsuitable to promote measures that most individuals have yet to adopt. For example, a norm
indicating that ‘20% of your neighbors have installed Solar PV’ is expected to be less
convincing than ‘85% of your neighbors turn off lights after leaving a room’. In fact, the
effectiveness of such norms has yet to be examined for a more diverse set of energy-saving
measures, particularly for challenging measures with low adoption rates.

0.1.10 Chapter 4: Rasch-based normative messages
In Chapter 4, we promote the adoption of energy-saving measures using descriptive norms.
To work around low adoption rates, we use to the Rasch model to craft normative messages
that report peers with specific attitudes, which are embedded in our recommender interface.
For example, individuals with strong energy-saving attitudes are more likely to perform any
scale measure, which can particularly inflate adoption rates for those that are generally low.
For example, the reported ‘Global’ norm ‘20% of others have installed Solar PV’ could be
changed to a norm that reports the behavior of peers that with a specific attitudinal level. In
addition to these ‘Global’ norms, this chapter crafts ‘Similar’ descriptive norms that have the
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same attitudinal strength as the focal user (e.g. ’50% of other users who perform similar
measures have installed Solar PV’), as well as ‘Experienced’ norms that report the adoption
rate of peers with an attitude that is stronger than the user (e.g. ‘75% of users who perform
more measures than you have installed Solar PV’), which is expected to be more persuasive.
Eventually, we benchmark recommender interfaces that add either ‘Global’, ‘Similar’ or
‘Experienced’ norms, against the Savings Score interface of Chapter 3. We find that the
descriptive norm interfaces do not increase the total number of chosen measures, nor the
amount of chosen kWh savings for attitude-tailored recommendations. However, our usercentric path model reveals that the effects of ‘Global’ and ‘Similar’ norms on the number of
chosen measures and choice satisfaction are mediated by the perceived feasibility of
recommended measures. In line with Chapter 3, we also find that the interface manipulations
influence which measures are chosen from such a recommendation list, as users select
measures with comparatively high adoption rates for ‘Global’ and ‘Similar’ norms, compared
to the baseline. Moreover, users facing high ‘Experienced’ norm scores seem more likely to
choose high-effort measures. Rather than influencing the adoption of measures directly, our
normative messages affect how individual measures are perceived and, in turn, affect the
user’s choice experience and choice behavior within a recommendation list.
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0.2

General conclusions

This section synthesizes the main findings in this thesis of Chapters 1-4. We highlight the
most important insights from a total of seven studies, discuss a number of limitations, and
point out future challenges in this line of research. Central to this thesis is that we have
combined insights from psychology (making sense of energy-saving behavior), item response
theory (conceptualizing energy-saving behavior), and recommender systems (selecting
appropriate energy-saving behaviors and presenting them users) to support energy-efficient
decisions. The goal of this thesis has been to examine the possibility of presenting effective
energy-saving advice through a Rasch-based recommender system, both in terms of achieved
savings and applicability. In addition, we have sought to boost the adoption of kWh savings
and energy-efficient behaviors, by examining the efficacy of persuasive interface aspects on
top of tailored recommendations. The more practical goal of the thesis has been to support
consumers in their adoption of energy-saving measures, as they often are willing to take
action but do not know where to start (Benders et al., 2006; Wilson & Dowlatabadi, 2007).

0.2.1 Rasch is fit for advice
An important question in this thesis has been how to convince individuals to save energy, by
determining which kinds of measures would fit them best. Since the number of relevant
energy-saving measures to take is much smaller than the number of relevant movies to watch,
our approach towards information filtering has been less a question of reducing choice
overload (cf. Schwartz, 2005), but more a question of which measures are the most
convincing to steer the decision-making of users towards more energy-efficient choices, as
well as the adoption of measures that are high in savings. However, a secondary problem of
energy recommender systems is that they actually wish to elicit specific choices, rather than
any choice as in a movie recommender, which has caused our recommender system to not
only provide decision-support, but also to incorporate a persuasive component (cf. Jameson,
2013).
We have chosen to conceptualize differences between users, as well as differences between
energy-saving measures using the psychometric Rasch model. The thesis has made a number
of distinct contributions with respect to these constructs. For one, each study has shown to
reliably fit psychometric scales of energy-saving measures that are ordered on their
behavioral costs, irrespective of whether the underlying set of measures comprised 79 or 134
measures and regardless of the used research populations. Moreover, contrary to earlier
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studies, we have focused on household energy-saving measures, as these reduce one’s energy
bill and can appeal to both environmental and financial motivations for energy conservation.
Our findings suggest that the Rasch model is a suitable approach in our recommender
domain, where user preferences are subject to change, either on their own behalf or due to a
top-down intervention. It shows how to filter information in such a way that it supports the
discovery of novel energy-saving measures, helping users to escape a possible ‘filter bubble’
(Pariser, 2011). Rather than differentiating between a ‘good fit’ and a ‘bad fit’, as standard
accuracy metrics would do, the Rasch model forms a latent factor that sketches the path
towards a particular behavioral goal (e.g. energy conservation), presenting increasingly
challenging behavioral steps to take if a user wishes to attain that goal (Kaiser & Wilson, 2004;
Urban & Ščasný, 2016). We feel that some recommender domains could benefit from such
an approach. Although such an invariant ordering might not be found in all domains (e.g. a
fixed list of movies that forms a unidimensional Rasch scale seems unlikely), the idea that the
user is not a one-time visitor but is part of a journey with the system, possibly requiring more
frequent interactions, needs to be considered more often. For example, the Rasch model
could be used to promote health-related behaviors, which has been applied in a study to
prevent and to treat hypertension (Radha, Willemsen, Boerhof, & IJsselsteijn, 2016).
It seems that the order of our Rasch scale might have been subject to small differences due to
the underlying research populations. For example, our panel of smart meter owners in
Chapter 4 obviously already performed measures related to thermostats and energy
management systems, leading to lower behavioral cost levels for those measures compared to
previous studies. However, the order of the different energy-saving measures between studies
shows strong correlations. For example, the correlation between the constructs used in
Chapter 3 and 4 is r = 0.94 (cf. section 4.3.1), while the correlation between a construct based
on the responses from smart meter owners and the construct used in Chapter 4 is r = 0.82.
This leads us to expect that even though a more representative population might create a
more reliable Rasch scale, the underlying invariant ordering may not be that different.

0.2.2 Perceived effort
Each of the fitted Rasch scales are one-dimensional. Even though the different constructs do
not explain all variance of energy-saving behavior, our analyses have not revealed any sensible
additional latent dimensions. This finding is in agreement with other studies that use the
Rasch model in the energy domain (Kaiser et al., 2010; Urban & Ščasný, 2016). In contrast,
as a new contribution, we have thoroughly examined the role of additional attributes, which
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has provided evidence that perceived effort and awareness that a measure saves energy
explains self-reported behavior in addition to the Rasch model concepts of attitude and
behavioral costs. Nonetheless, our comparative analysis of perceptual attributes and Rasch
model concepts in Chapter 3 still revealed that Rasch explains a much higher proportion of
variance in self-reported behavior.
Perceived effort seems to capture the ‘hassle’ or behavioral thresholds that are not included
in behavioral costs. There have been a number of definitions of effort in preceding studies,
which either define effort as the loss of comfort involved in curtailment behavior (e.g. driving
less is considered to be effortful; Poortinga et al., 2003), or a more general conceptualization
of disutility (Oikonomou, Becchis, Steg, & Russolillo, 2009). Our study in Chapter 3 suggests
that perceived effort does not solely capture loss of comfort, but is also related to attributes
such as investment costs and behavioral frequency, thereby addressing thresholds to
adoption of a certain measure. However, the exact underlying meaning of this concept
requires further investigation, particularly with respect to how it differs from behavioral costs
and how it can be assessed or predicted.

0.2.3 Consistent preferences in differentiated sets of measures
Exploiting the Rasch model’s conceptual order of energy-saving measures in a recommender
context has led to a number of consistent observations across research designs and interfaces.
In each of our studies, Rasch has successfully served as a starting point for attitude-tailored
advice, producing differentiated recommendation lists in terms of measure attributes. With
regard to our goal of energy conservation, such differentiated lists of measures have not
necessarily boosted the adoption of measures high in kWh savings, as we have found that
users consistently prefer to perform low-maintenance measures instead. In fact, both Chapter
1 and Chapter 3 suggest that, when left to their own devices, measures with larger amounts
of kWh savings are chosen less often (all else equal).
One solution to this problem would be to provide more limited sets of recommendations.
The findings in Chapter 1, for example, suggest how to proceed in terms of attitude and
behavioral costs when presenting a single measure to a user, striking the right balance
between a measure’s novelty (i.e. high behavioral costs) and attractiveness (i.e. low behavioral
costs), and ending up at attitude-tailored recommendations. Moreover, since measures high
in kWh savings can be found across the entire behavioral cost range of the Rasch scale (cf.
Appendix A.2), policy makers who are keen on achieving energy savings could try to present
tailored recommendations that meet a certain threshold of savings. Although such an
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approach would rely on a limited database of energy-saving measures when only chosen from
the measures in this thesis, it might safeguard against users ‘taking the easy option’. However,
only focusing on measures high in kWh savings might reduce the overall adoption of energysaving measures, which has shown to be positively correlated with user perception and
satisfaction levels. In addition, it might mitigate possible spill-over effects in the adoption of
novel conservation behaviors (cf. Truelove et al., 2014).
Regardless of the diversity in attributes, we have shown that attitude-tailored
recommendations are more effective than non-personalized approaches (cf. Chapter 2). This
tailoring can be achieved by inquiring on only a limited set of measures, taking only a few
minutes of a user’s valuable time. The ‘costs’ of tailoring have been quite minimal in all our
studies, but the benefits have been rather consistent (cf. Chapter 1, Study 2 and Chapter 2,
Study 1). In exchange for disclosing engagement levels for 13 measures, the recommender
provides a range of options that appeal to the user’s preferences, as well as the freedom to
navigate and choose different options. This is quite different from other tailored
interventions described in environmental psychology (cf. Abrahamse et al., 2007), which
often provide a very narrow set of suggestions based on the characteristics of an individual’s
household instead of that individual’s preferences or capabilities (e.g. a home energy audit
could propose three efficiency improvements that might not fit the user), or simply provide
kWh savings feedback without indicating how to reduce that consumption.

0.2.4 Steering preferences on top of tailored advice is hard
While the first two chapters in this thesis address ‘what’ questions (such as: What measures
are commonly performed? What measures are perceived as appropriate? What measures
comprise an attractive recommendation lists?), Chapter 3 and Chapter 4 address ‘how’
questions (How can framing boost the adoption of measures high in kWh savings? How can
we craft normative messages that boost the adoption of all types of energy-saving measures?).
Our studies show that changing a user’s behavior through ‘nudging’ measures with specific
attributes is hard, particularly those measures with high savings. The lack of any main effect
in Chapters 3 and 4 of the interface on the total number of chosen measures, begs the question
whether and to what extent persuasion or ‘nudging’ can be effective on top of a list of attitudetailored recommendations. Although it has been implied in some studies that the
representation of information plays an important role (Kaptein et al., 2015; Knijnenburg et
al., 2016), a good algorithm fit with the user (e.g. through the Rasch model) might
overshadow the effectiveness of subtle or even not so subtle changes in the recommender
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interface. Hence, our studies suggest that what to recommend has more weight than how to
recommend, at least given the nudging attempts that we have chosen.
Nonetheless, we have found evidence that our interface manipulations have influenced user
decision-making within our recommendation lists. By selectively reporting information,
either highlighting kWh savings, effort or the adoption rate of relevant peers, preferences of
users for certain measures can change relatively rather than absolutely. For example, framing
measures in terms of our ‘Experienced’ norms, which describe peers who performed more
measures than the user, and reporting such percentages has not boosted the total amount of
chosen kWh savings but rather boosted the adoption of high-effort measures, impacting
which measures are chosen. Indeed, this does align with our recommender goals, as we are
interested in what choice a user makes, rather than any choice.

0.2.5 Did we change behavior?
The extent to which we have actually changed the behavior of the users of our recommender
is obviously a somewhat harder question to answer. We have assessed a number of dependent
variables that indirectly indicate whether users have changed their ways, primarily focusing
on their choices in a recommender system. We have shown that our interface manipulations
have not directly influenced the total number of chosen measures, but that these changes have
become apparent through perceptual differences (e.g. in terms of effort, feasibility or
support), which in turn affected the number of chosen measures. Another indication is that
satisfied users report to have adopted a higher proportion of chosen measures, even though
this result is still subject to the limitations of self-report. Moreover, our results in Chapter 3
and 4 show that preferences for energy-saving measures have shifted within the set of
recommendations. Taken together, we are confident that our recommender has the potential
to help users to improve their energy behavior, and that future studies should measure its
effectiveness in the longer-term (cf. section 0.4). For example, interesting questions could be
whether the adoption of a set of energy-efficient behaviors reduce one’s kWh consumption
over time, or whether high levels of user satisfaction corroborate with a sustained change in
behavior, which our model in Chapter 2 suggests.
A different question is that when users have chosen additional measures, it is not obvious
whether our manipulations have lowered the behavioral cost levels of the different measures,
or have strengthened user attitudes. For example, if a recommender interface emphasizes the
kWh savings of different recommended measures, does the increased focus on kWh
strengthen a user’s energy-saving attitude because of aligning information with the goal of
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energy saving, or does it lower behavioral costs as the perceived gains of adoption of such a
measure are emphasized more? The former would imply that a user has become more likely
to adopt any kind of measure, whereas the latter mainly suggests a changed preference order
over the available measures. Both arguments might hold, but our design does not allow us to
easily disentangle the two.

0.2.6 Policy implications
How can policy makers leverage the insights described in this thesis? We suggest a number
of actions that can be implemented, relying on personalization as well as segmentation. First
and foremost, if possible, tailoring energy-saving advice based on the Rasch model takes up
only a few minutes of the user’s time and can be done adequately using a small subset of 13
energy-saving measures. Even though this efficient attitude assessment might not be
representative for examination in attitude theory studies, it has shown to be sufficiently
practical for advice applications.
We feel that the use of a recommender system can easily complement other informative
content on websites that promote and explain energy conservation. For example, it could
attract users through the promise of helping them to find appropriate measures to take in the
household, a line that has also been used in the participant invitations for our studies. In
contrast, users that are looking for information on a specific measure might ignore the
recommender, but we feel that it can definitely appeal to energy-saving novices, with a
somewhat weaker energy-saving attitude.
In terms of data storage, a recommender system would only require a validated onedimensional Rasch scale, based on a representative sample of the population. For those who
worry about privacy, such a system would not necessarily need to save the user’s data to
present tailored information, but could simply present information in accordance with the
calibration procedure. The question of what is a representative sample to use for this is an
issue to consider, as the average citizen might not resemble those who seek energy-saving
advice in a recommender system.
If policy makers are unable to implement a recommender system, segmentation could also
be a good possibility. Our examination of measure attributes in Chapter 3 has shown that
attitudes are correlated with a number of demographical characteristics. For instance, using
homeownership as a proxy for attitude, we might be able to discern between different types
of measures that are relevant to present, as this is typically positively related to the Rasch-
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based attitudinal strength. Moreover, differentiating between weak and strong attitudes can
already make a big difference in suggesting straightforward curtailment measures or more
sophisticated efficiency improvements, and might be easier to infer than more elaborate
assessments of attitude.
We propose that policy makers can leverage a set of characteristics that are related to
demographics. For instance, if someone lives in certain neighborhood (e.g. dwelling type),
has a certain age (e.g. being a student or pensioned), or has a certain income level can all
indirectly predict whether that person is likely to install efficiency or not (e.g. low-income
individuals might rather apply curtailment without investing). Moreover, one’s kWh
consumption could also be relevant indicator (also for energy suppliers), as it tends to be
related to dwelling type and living surface (Black, Stern, & Elworth, 1985; Boudet et al., 2016).
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Limitations

The chapters in this thesis each use a Rasch scale of energy-saving measures to provide
attitude-tailored advice. In doing so, we have used web-based recommender experiments that
rely on within or between-subject designs to test manipulations. None of these systems
existed before the start of our research. In fact, the ‘Saving Aid’, through all its different
interface designs (e.g. the horizontal interface vs. vertical interface in Chapter 2), is our
invention and it does not imitate any existing ‘web shop for energy-saving measures’. As all
system and interface designs have been adapted to meet our research designs, this might have
reduced their external validity. Nonetheless, we have presented most of our studies in a
realistic context, urging users to only choose energy-saving measures that they would like to
take in their homes. This way, we have also been able to assess which users have deferred
from choosing any measure at all.
Due to a lack of a pre-tested benchmark, it is unclear to what extent the results in terms of
user experience hold over time. For example, the importance of choice satisfaction as a final
dependent variable increases if a system is used more often, which has not become clear from
our studies. However, our follow-up surveys four weeks later do suggest that chosen measures
are more likely to be implemented as a result of choice satisfaction, which suggests that
positive system evaluation can support behavioral change over time.

0.3.1 Research population
As pointed out earlier, the underlying research population has varied across our studies. In
Chapter 1, for instance, the research population was rather young, containing many students
(males and females). In contrast, our study in Chapter 4 on the effectiveness of descriptive
norms consisted of mainly males, with an average age of 53.5 years. To determine which
research population is the most representative is not easy, as the students might still have a
lot to gain in terms of attitude (i.e. theirs was comparatively weak), while a group of smart
thermostat users might actually be interested in saving energy and, therefore, have a rather
high level of motivation to use an energy recommender system.
We have also used different ways of recruiting participants. On the one hand, we have relied
on a number of databases from which participants were incentivized for their efforts through
a raffle, for example in the studies involving the JFS participant database (at Eindhoven
University of Technology), or the independent ThesisTools database. On the other hand, we
have also recruited participants through social media who participated for no reward
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whatsoever, as well as sampled from the Innovator database of a large Dutch energy supplier,
who might have been more intrinsically motivated. Nonetheless, the rather strong
correlations between our Rasch scales, as mentioned in Section 0.2, the consistently reliable
fit of the one-dimensional construct (cf. Chapters 1-4), and the consistent user preferences
suggest that these variations may have not influenced our results that much.

0.3.2 Self-reported behavior
The relation between self-reported behavior and actual behavior or kWh consumption might
be subject to some bias. While some studies argue that self-reported behavior accurately
predicts actual behavior (Corral-Verdugo & Figueredo, 1999), other studies have raised
doubts about the relation between the two (Kormos & Gifford, 2014), suggesting that the
extent to which self-reported behavior is representative of actual behavior is limited. An
illustrative issue in thesis is that some respondents might have answered in a socially desirable
manner, causing us to overestimate their energy-saving attitude, or users to have chosen
more energy-saving measures than that could realistically be performed.
Chapter 4 reveals that some users have chosen readily performed measures, which has
arguably suppressed our between-subjects assessment of the total number of chosen
measures. This may have been particularly due to these already performed measures having
low behavioral costs. Another example is that some users in Chapter 2 and Chapter 3 have
chosen more than 20 energy-saving measures, which is arguably not a feasible total to actually
perform. To address these issues, we have performed analyses with and without these users,
which have not led to substantial differences in the results of Chapter 2, but have revealed
some differences in Chapter 3, suggesting that future recommenders need to communicate
more clearly what is asked from users.
Naturally, we would have much loved to be able to measure actual energy-saving behavior.
We are certain that this could only improve the accuracy and effectiveness of an energy
recommender system. However, the use of self-report in this thesis is not all that problematic
due to our between-subject designs, which still allows us to make sound comparative
inferences between conditions to test the effects of our manipulations.
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0.4 Future challenges for scholars and policy
makers
The systems employed in this thesis have been designed to align with specific research
purposes. In our opinion, we feel that a more general Rasch-based recommender system,
possibly complemented by interface aspects that promote kWh savings, should be offered to
the broader public. This would have a number of benefits. First, it allows policy makers to
improve their targeting on energy-saving consumers, moving beyond one-size-fits-all
interventions. Not only would this enhance the targeting of different parts of the population,
it would also be easier to identify different segments of the population in terms of specific
preferences. For example, different measures might cater to homeowners and tenants.
Second, there is also evidence that there may be location-based dependencies for the strength
of one’s energy-saving attitude (Byrka, Kaiser, & Olko, 2017; Kaiser, Midden, & Cervinka,
2008; Urban & Ščasný, 2016). Although this also emerges in the context of environmental
concern or esteem, such as one’s spatial distance to a natural reserve (Byrka et al., 2017), there
are also between-country differences in the behavioral cost levels of measures (Urban &
Ščasný, 2016), as well as differences between neighborhoods in terms of attitudinal strength
(Kaiser et al., 2008). This segmentation could be explored in more detail when rolling out a
recommender system to a larger population.
Third, a broader roll-out of the system would also enable us to monitor energy-saving
behavior over a longer period of time. This focus on the longer-term has yet to be explored
in a recommender context, as it typically concerns the initiation of behavior rather than
maintaining it. With respect to the latter, environmental psychology has a lot to offer to the
recommender domain, as such longitudinal studies are more common in that domain
(Abrahamse et al., 2005). Not only would this arguably increase the effectiveness of the energy
recommender presented in this thesis, it could initiate a line of longitudinal studies in the
recommender domain that not only focus on which measures are chosen, but also how they
evaluated, consumed, and sustained in the longer-term.
In this thesis, we have relied on measures chosen in a recommender interface, as well as on
behavioral follow-up four weeks later (cf. Chapter 2). However, some studies on energy
conservation show that the longer-term effects of interventions may diminish (Allcott &
Rogers, 2014; Wemyss, Cellina, Lobsiger-Kägi, de Luca, & Castri, 2019), For example,
financial incentives to change energy-saving behavior have shown to only be effective when
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the incentives are still around (McMakin, Malone, & Lundgren, 2002). In studies on social
practices, it has been suggested that the day-to-day rituals of consumers should be considered
to know whether behavioral can be adapted easily (Sweeney, Kresling, Webb, Soutar, &
Mazzarol, 2013). For example, using the dishwasher outside of electricity peak hours is only
feasible if users are around to do so. Although it may be hard to incorporate all the
peculiarities of social practices in advice interventions, a recommender could explain its users
how a certain energy-saving measure can be embedded in other daily activities. Moreover, it
would be interesting to examine whether the compatibility of a measure with one’s routine is
related to the likelihood that such a measure is adopted.

0.4.1 Personalized persuasion
In Chapters 2-4, we have designed a number of interface aspects to persuade or ‘nudge’ users
into a certain direction of decision-making. What stands out across all studies is that although
these interventions changed the type of measures that users had chosen, rather than leading
to major differences in overall choice behavior. What might prove to be a feasible
improvement to the current recommender design is to personalize the interface aspects based
on, for example, the user’s energy-saving attitude. To some extent, the results in Chapter 4
nicely illustrate what could happen: Users with weak energy-saving attitudes could benefit
from being presented global adoption rates rather a personalized ones because these are more
persuasive, whereas users with strong attitudes would benefit from normative information
on similar or more experienced peers.
It is an open question as to how some of our used elements could be personalized. For
example, some users might be more likely to act upon kWh savings framing than others,
although we have found no evidence that attitudinal strength has played a role in our study.
To be more effective, an energy recommender could inquire what a particular user wishes to
achieve from an interaction, which informs the system how to personalize its persuasion. For
example, if a user has environmental goals, the recommender could align possible framing
aspects to show reductions in CO2, rather than showing monetary savings. To this end,
lessons could be learned from research on needs-based recommenders on how to design such
a system effectively (Felix, Niederberger, Steiger, & Stolze, 2001; Stolze & Nart, 2004).
Nonetheless, further research on personalized persuasion in a recommender context might
be able to illuminate to what extent interface aspects play a role in a recommender’s
effectiveness, and how this depends on the underlying algorithm.
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0.4.2 Smart meters and social recommendations
The current developments in smart meter technology might allow for even more specifically
targeted interventions. A recommender system that leverages information from a smart
meter is expected to make more accurate inferences about the user’s attitude and willingness
to perform different measures. For example, thermostats in some smart homes are already
capable of detecting the consumptions levels of different appliances (Beckel, Sadamori,
Staake, & Santini, 2014; Weiss, Helfenstein, Mattern, & Staake, 2012), which could detect
inefficiencies among appliances in the future. Recommender systems could propose a set of
solutions to resolve such inefficiencies, particularly if measures that fit the user’s attitude are
highlighted. For example, if a smart meter reports that a user’s washing machine takes a
relatively long time to heat its water, this could be addressed by a set of measures with varying
behavioral costs, such replacing the specific part, buying a new washing machine, or buying
A-label appliance, where the latter is arguably the hardest to do. Moreover, if an attitude
assessment is not possible, a combination of characteristics could serve as proxies for
personalization, such as kWh consumption, dwelling type, and household size.
Some owners of a smart thermostat are currently shown the kWh consumption of neighbors
or comparative households. Besides leveraging the merits of comparative feedback (cf. Siero
et al., 1996), some studies have suggested that other aspects, such as norm distance (Bergquist
& Nilsson, 2018), play a role in how persuasive such information is. Since smart thermostat
interfaces are typically connected in a chain of households, this ‘social network’ can be
leveraged to generate appropriate recommendations. In a similar vein, our study in Chapter
4 shows that the type of presented norms affects how a set of recommendations is evaluated
and acted upon, a finding that can be leveraged by designers of such an interface. We propose
that smart meters should include a dialog to inquire on the current energy-saving behaviors
of its owner (or, alternatively, detect it), which allows the interface to present attitude-tailored
recommendations that are explained in terms of the adoption rate of relevant peers. In line
with our findings in Chapter 4, smart meter owners could be motivated to adopt certain
energy-saving measures if they are presented the adoption rates of those similar to them, or
be persuaded to take challenging measures when these are explained through ‘Experienced’
peers.
In addition, rather than only imposing such social information on top of a set of tailored
energy-saving measures, we suggest that relevant peers can also be used to generate
recommendations. Studies have pointed out that such peer-based suggestions can improve
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satisfaction levels (Knijnenburg, Bostandjiev, O’Donovan, & Kobsa, 2012), which could lead
to a number of interesting questions. For example, to what extent are energy
recommendations are more effective and satisfying to users, depending on the type of social
network information that is being used (e.g. based on similar peers, or households that are
spatially close, etc.)? To adhere with the findings in this thesis, we expect that such social
recommendations are more effective if they only present those that fall around the user’s
attitude, in terms their behavioral costs.

1.
A measurement scale for
tailored energy-saving advice
Abstract

2, 3

When analyzing ways in which people save energy, most researchers and policy makers
conceptually differentiate between curtailment (e.g. unplugging chargers) and efficiency
measures (e.g. installing PV cells). However, such a two-dimensional approach is suboptimal
from both a conceptual and a policy perspective, as it does not consider individual differences
that determine energy-saving behavior. We propose a different, one-dimensional approach,
applying Campbell’s Paradigm through the Rasch model, in which both curtailment and
efficiency measures are intermixed on a single scale and ordered according to their behavioral
costs. By matching these behavioral costs to individual energy-saving attitudes, we investigate
to what extent attitude-tailored energy-saving advice can help consumers to save energy.
We present the results of two studies. The first study (N = 263) reliably calibrated a onedimensional Rasch scale that consists of 79 energy-saving measures, suitable for advice. The
second study employed this scale to investigate how users (N = 196) evaluate attitude-tailored
Parts of this chapter appeared as: Starke, A., Willemsen, M. C., & Snijders, C. (2015). Saving Energy
in 1-D: Tailoring Energy-saving Advice Using a Rasch-based Energy Recommender System. In DMRS
(pp. 5–8).
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At the time of publication, this chapter was submitted for review: Starke, A.D., Willemsen, M.C., &
Snijders, C.C.P. A unidimensional scale for attitude-tailored energy-saving advice in a web-based
recommender system. Energy Research and Social Science.
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energy-saving advice in a web-based energy recommender system. Results indicate that
Rasch-based recommendations can be used to effectively tailor energy-saving advice and that
such attitude-tailored advice is more adequate than a number of non-personalized
approaches.
Keywords: Conservation advice, energy efficiency, Rasch Model, recommender systems

1.1

Introduction

When discussing energy policy, many authors conceptually differentiate between two types
of energy-saving measures: efficiency and curtailment (Dietz et al., 2009; Gardner & Stern,
2008; Steg, 2008). In most studies, efficiency comprises one-time investments in home
equipment, such as installing double-glazed windows, while curtailment involves repetitive
changes in energy-related behaviors, such as turning off the lights after leaving a room
(Abrahamse et al., 2005; Boudet et al., 2016; Gardner & Stern, 1996).
The curtailment-efficiency dichotomy is often used to point out a discrepancy between what
conservation researchers consider effective energy-saving measures and what the public
perceives as such (Kempton, Harris, Keith, & Weihl, 1985). Although efficiency measures
tend to yield higher energy savings than curtailment (Dietz et al., 2009; Stern, 2000),
consumers still seem to apply more curtailment than efficiency in their households,
perceiving curtailment measures as easier to implement and perhaps also as more effective
(Abrahamse et al., 2005; Attari, DeKay, Davidson, & Bruin, 2010; Attari, DeKay, Davidson,
& de Bruin, 2011). Most policy makers attempt to overcome this gap by educating consumers
on energy conservation (Costanzo, Archer, Aronson, & Pettigrew, 1986), predominantly
promoting the use of state-of-the-art efficiency measures (Gardner & Stern, 2008;
Lutzenhiser, 2014; Schultz, 2014). However, we argue that using such an approach to energysaving behavior might be suboptimal, both from a policy and a conceptual point of view.
From a policy perspective, merely informing consumers about energy conservation has had
little impact on their energy-saving behavior (McKenzie-Mohr, 2000; McMakin et al., 2002).
This lack of effectiveness may be due to policy makers often recommending the same energysaving measures to different consumers (Midden et al., 2007). Such a one-size-fits-all
approach fails to consider interpersonal differences that determine energy-saving behavior
(Costanzo et al., 1986), including one’s energy-saving attitude or knowledge level
(Abrahamse et al., 2007; Wilson & Dowlatabadi, 2007).
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Furthermore, the conservation literature also contests a curtailment-efficiency dichotomy on
a conceptual level (Karlin et al., 2014). Multiple studies have argued either that conservation
behavior needs to be analyzed using more than two underlying dimensions (Boudet et al.,
2016; Dietz et al., 2009; Gatersleben, Steg, & Vlek, 2002), or that a single dimension is
sufficient (Byrka, 2009; Kaiser et al., 2010). Evidence for the latter was delivered by Urban
and Ščasný (2016), who showed through the psychometric Rasch model that curtailment and
efficiency measures tap into the same dimension (Bond & Fox, 2006; Embretson & Reise,
2000) and outperform a two-dimensional approach in terms of model fit. This onedimensional trait manifests itself as a two-sided measurement scale (Kaiser et al., 2010; Urban
& Ščasný, 2016), on which on the one hand energy-saving measures are ordered on their
behavioral costs or execution difficulty, and on the other hand persons are ordered on their
energy-saving attitude.
Studies that examine the appropriateness of Rasch scales in the sustainability domain tend to
focus on conceptual issues, such as how to define an energy-saving attitude (Kaiser et al.,
2010), but have hardly discussed policy implications. We consider this a missed opportunity,
as a Rasch scale of energy-saving measures, along with the model’s formal relation between
measures and persons (Bond & Fox, 2006), allows policy makers to consider attitudinal
differences between individuals in energy-saving advice. For example, such a scale could be
employed to estimate an individual’s energy-saving attitude and subsequently recommend
appropriate energy-saving measures for that attitude. This way, energy policy makers could
move beyond the often employed but rather ineffective one-size-fits-all strategies
(Abrahamse et al., 2005; Benders et al., 2006; Darby, 1999; He, Greenberg, & Huang, 2010).
In fact, such tailored interventions have shown to be more effective in persuading consumers
to adopt energy-saving measures than nondiscriminatory approaches, as well as achieving
higher energy savings (Brandon & Lewis, 1999; Bart Piet Knijnenburg et al., 2014; Steg, 2008;
Wilson & Dowlatabadi, 2007).
To be able to provide tailored advice based on a Rasch scale, two important extensions to
earlier work are required. First, in order to have sufficient measures at our disposal to
recommend novel measures to consumers, our scale requires a much larger number of
energy-saving measures than those used in earlier studies (Kaiser & Wilson, 2004; Urban &
Ščasný, 2016). Second, we test whether measuring a small subset of scale measures per person
is sufficient to estimate a person’s attitude and tailor advice towards it. Eventually, these
extensions allow us to evaluate the effectiveness of Rasch-based advice compared to other
advice strategies, such as one-size-fits-all approaches (cf. Chapter 2).
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In the upcoming sections, we first provide some background of the Rasch model by
introducing ‘Campbell’s Paradigm’. Then, we explain how we use Rasch to provide energysaving advice using a recommender system. Finally, we present two studies: a calibration
study in which we construct a Rasch scale of energy-saving measures, followed by a user study
that investigates how tailored energy-saving recommendations can be created and how they
are evaluated.
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Theory

Usage of the Rasch model in the current context follows the logic of Kaiser et al. (2010), who
have presented the Rasch as an alternative way to conceptualize and measure a person’s
attitude, a topic heavily debated by social psychologists (cf. Ajzen, 1991; Campbell, 1963;
Eagly & Chaiken, 1993).

1.2.1 Campbell’s Paradigm
Kaiser et al. (2010) propose an attitude theory that is named after Campbell (1963). Rather
than using evaluative statements as in conventional attitude research (cf. Dienes, 2015),
Campbell’s Paradigm draws upon a wider range of responses that intermixes both behavioral
self-reports and intentions. It describes an axiomatic connection between a person’s attitude
towards a certain behavioral goal and the behaviors that person is willing to engage in to
achieve that particular goal (Greve, 2001; Kaiser & Wilson, 2004; Smolders, de Kort, Tenner,
& Kaiser, 2012). In the conservation context, Campbell’s Paradigm postulates that one’s
attitude for saving energy becomes apparent through the different energy-saving measures a
person is willing take (Kaiser et al., 2010).
Energy-saving measures form a specific latent class pertaining to the goal of saving energy
(Urban & Ščasný, 2016), as long as these measures differ in their execution difficulty (Kaiser
et al., 2010). This execution difficulty is operationalized as a behavioral cost level (Kaiser et
al., 2010), which comprises costs in terms of, among others, cognition, money and time
(Verhallen & Pieters, 1984), and can differ substantially between measures. For instance,
verbal statements typically come with low behavioral costs (e.g. stating that saving energy is
important), while actually installing energy-efficient appliances come with much higher costs
(e.g. installing solar PV on one’s rooftop requires costs in terms of cognitive effort, money,
and time).
Furthermore, Campbell’s Paradigm prescribes that persons committed to performing an
energy-saving measure carrying high behavioral costs are also likely to perform measures
with lower costs (Greve, 2001; Kaiser et al., 2010). For example, an individual who applies
thermal insulation, which is a relatively high-cost measure, is also likely to turn off the lights
after leaving a room, which is a relatively low-cost measure (Urban & Ščasný, 2016). If an
individual discloses engagement levels for multiple energy-saving measures, it becomes
possible to estimate that individual’s energy-saving attitude which, in turn, can predict what
other measures are likely to be performed.
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An important assumption of Campbell’s Paradigm is that these behavioral cost levels hold
for each individual and can predict behavior accordingly. However, Kaiser et al. (2010) stress
that performing a measure with high behavioral costs does not deterministically guarantee
the execution of those with lower costs, as there may be contextual irregularities. Campbell’s
Paradigm accounts for these irregularities through the Rasch model, which formalizes the
axiomatic relationship between attitudes and behavioral costs in a probabilistic model.

1.2.2 The Rasch Model
Commonly used in psychometrics and based on item-response theory (cf. Rasch, 1961), the
Rasch model predicts whether a person performs a particular item or behavior. It does so by
modelling a latent trait as a function of the behavioral difficulties of a set of trait items (Bond
& Fox, 2006). In an energy-saving context, Rasch captures energy-saving measures and
persons onto a one-dimensional measurement scale (Kaiser et al., 2010; Urban & Ščasný,
2016). The level of behavioral costs of a measure is proportional to the number of individuals
in a sample performing it, where commonly performed measures yield lower behavioral costs
than those performed less frequently. Conversely, the strength of a person’s attitude increases
proportionally with the number of performed scale measures.
The Rasch model used in the current study predicts whether an individual n performs a
measure i or not, as a logistic function of the arithmetic difference between that individual’s
attitude θ and the measure’s behavioral costs δ. Equation 1.1 shows how an increase in one’s
energy-saving attitude increases the probability that one performs a certain energy-saving
measure (cf. Reckase, 2009). Moreover, the current study assumes that such a probability
distribution, referred to as an item-characteristic curve (Bond & Fox, 2006), is similarlyshaped for each scale item.
𝑃𝑃{𝑋𝑋𝑛𝑛𝑛𝑛 = 1} =

𝑒𝑒 𝜃𝜃𝑛𝑛 −𝛿𝛿𝑖𝑖

1+𝑒𝑒 𝜃𝜃𝑛𝑛 −𝛿𝛿𝑖𝑖

(1.1)

Figure 1.1 illustrates how the engagement probability, attitude and behavioral cost
parameters relate to each other, depicting the ICC’s of three different energy-saving
measures. The energy-saving attitude θ, expressed in logistic scale units (logits), varies
between individuals and leads to different engagement probabilities for the various energysaving measures. In addition, the behavioral cost level δ of a measure is equal to the 50%engagement probability point of an ICC. Hence, if a person’s energy-saving attitude is equal
to the behavioral cost level of an energy-saving measure, then that person has a 50%
probability of performing that measure. Consider for example a person with an attitude θ of
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0.9 logits: Figure 1.1 shows that this person has a 50% probability to use a water-saving
showerhead (δ = 0.9 logit), but would be much more likely to own double-glazed windows (δ
= −1.72 logit), namely 93%.

Figure 1.1. Item-characteristic curves of three energy-saving measures with different behavioral cost
levels, yielding varying engagement probabilities as a function of an individual’s energy-saving
attitude.

1.2.3 Dimensionality of energy-saving behavior
The adequacy of using the Rasch model to describe energy saving and other environmental
behaviors finds empirical support in multiple studies (Byrka, 2009; Kaiser, Oerke, & Bogner,
2007). In particular, Urban and Ščasný (2016) show through a survey on self-reported energysaving measures in ten OECD countries that the Rasch model outperforms approaches that
differentiate between curtailment and efficiency, detailing two main findings. First, a twofactor model does not properly represent patterns of energy-saving behavior, while the onedimensional Rasch model does have an acceptable model fit. Second, although the average
behavioral cost level of efficiency measures exceeds that of their efficiency counterparts, both
curtailment and efficiency measures are intermixed as part of the unidimensional Rasch scale.
For instance, in some countries, an efficiency measure as the use of green energy had a lower
behavioral cost level than turning off the lights after leaving a room, a curtailment measure.
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1.2.4 Attitude-tailored advice
To determine how to use the Rasch model to provide suitable attitude-tailored advice to
individuals, we can draw upon several model characteristics. We have already shown that,
regardless of one’s energy-saving attitude, some measures bear lower behavioral costs than
others and are therefore more likely to be performed. In addition, such a high probability
implies that a measure’s benefits outweigh its behavioral costs (Kaiser et al., 2010), deeming
such low-cost behaviors to be more feasible than their high-cost counterparts. However, if a
policymaker would merely suggest such low-cost measures to an individual, most of them
would already be performed, leading to rather redundant advice.
To account for this trade-off between feasibility and redundancy, we expect that tailoring
energy-saving advice around an individual’s energy-saving attitude is an effective approach.
This would result in adequate advice, as a measure’s perceived benefits would be roughly
equal to its behavioral costs, while such measures could still be relevant or novel to an
individual as they would still have about a 50% probability of not being performed yet (see
Figure 1.1).
However, it is not clear at which engagement probability level such energy-saving advice
would the most effective. For example, if one would reduce the behavioral cost level of a
suggested measure to 1 logit below an individual’s attitude, it would lead to an increase in the
recommendation’s feasibility at the expense of novelty, due to an increased engagement
probability (from 50% to 75%; see Figure 1.1). On the other hand, an increase of 1 logit in
behavioral costs might be relatively unfeasible, but would lead to more novel measures due
to an engagement probability of only 25%. By comparing multiple attitude-cost differences
around an individual’s attitude this way, the current research investigates at which
disposition an optimal trade-off between advice feasibility and novelty is achieved.

1.2.5 Energy recommender systems
In order to investigate how individuals evaluate Rasch-based advice, we need to be able to
estimate an individual’s energy-saving attitude and advise scale measures accordingly. A
similar setup involving adaptive advice is used in recommender systems (cf. Konstan & Riedl,
2012), which are information filtering systems that rely on a user’s input, such as ratings or
self-reported behavior, and subsequently provide user-tailored recommendations by drawing
upon an extensive database of domain items, such as movies or online dates (cf. Brozovsky &
Petricek, 2007; Ricci, Rokach, & Shapira, 2011). Analogously, energy recommender systems
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can help consumers to overcome their often limited knowledge on what actions to take to
reduce their energy consumption (Benders et al., 2006; Fischer, 2008), allowing them to
discover effective energy-saving measures that fit their profile (Knijnenburg et al., 2014).
However, prior research on energy recommender systems has predominantly focused on
optimizing the user experience by matching the preference elicitation method with the
domain knowledge of the user (Knijnenburg et al., 2014).
The current research examines the validity of a one-dimensional Rasch scale for energysaving behavior, as well as how it can be used for attitude-tailored advice. While preceding
research inferred constructs that captured at most 40 environmental behaviors (Kaiser et al.,
2007), we design a web-based conservation tool that draws upon a database of 88 energysaving measures (Knijnenburg & Willemsen, 2009), which we use to fit a Rasch scale that is
suitable for an advice context. To allow for such advice, the system asks its users to indicate
whether they already perform various energy-saving measures and subsequently assigns the
user a Rasch-based attitude, to which it adapts the presented advice. Although Rasch studies
that wish to accurately assess attitudes in the ecological domain have done so using all scaled
measures, the Rasch model is capable of making reliable parameter estimates when only
presenting a subset of measures to each user (Green & Frantom, 2002), which is a common
approach in recommender system studies (cf. Ricci et al., 2011).

1.2.6 Research setup
We present two studies to examine how individuals evaluate Rasch-based, attitude-tailored
advice. In Study 1, we examine and affirm that it is possible to reliably construct a onedimensional Rasch scale that consists of a large number of energy-saving measures, while
only presenting a subset of these measures to each user. Moreover, we confirm earlier
findings of Urban and Ščasný (2016), testing whether curtailment and efficiency measures
are also part of a single dimension when using a larger and more diverse set of energy-saving
measures.
In Study 2, we apply the scale calibrated in the first study to a basic web-based recommender
system, examining two separate matters. First, we examine to what extent the attractiveness
of a measure depends on its behavioral cost level, using the difference between attitude and
behavioral costs as a key predictor for how advice is evaluated. Although Campbell’s
Paradigm postulates that measures with relatively low behavioral costs are more likely to be
performed, we investigate whether this also applies to an attitude-tailored recommendation
list of non-performed measures. Some users may hold specific reasons for not performing
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certain measures, such as not turning off lights (i.e. a relatively easy-to-perform measure)
because of a fear of burglars. For this purpose, we estimate each user’s energy-saving attitude
and subsequently explore the feasibility-redundancy tradeoff by recommending measures at
multiple levels of attitude cost-difference (i.e. engagement probabilities), which either have a
relatively high, low, or equal behavioral cost level compared to a user’s attitude.
Second, this setup allows us to investigate whether tailored energy-saving advice has benefits
over a non-personalized approach. Specifically, we examine how advice should be tailored
towards a user’s energy-saving attitude to maximize the probability that it is adequate for that
user, while comparing it to other non-personalized approaches. For different attitude-cost
dispositions, we compare the predicted attractiveness of a measure to the probability that a
measure is already performed by the user. Although we expect users to perceive measures
with a low behavioral cost level as feasible and attractive, the high probabilities that such
measures are already performed might deem advice with somewhat higher behavioral costs,
tailored around a user’s attitude, to be the most adequate.
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Method Study 1

Study 1 investigated whether we can construct a one-dimensional scale that consists of a large
number of energy-saving measures, using only a limited number of questions. In total, we
recruited 263 Dutch-speaking participants (57% male) on multiple social media websites,
among which we raffled five gift vouchers of €10 each. Participants interacted with an energy
saving web-tool, which contained 88 energy-saving measures adapted from Knijnenburg and
Willemsen (2009) of both the curtailment and efficiency type, such as ‘turn off lights after
leaving a room’ or ‘install solar PV’.
To assess each participant’s energy-saving attitude, we divided our database of 88 measures
into thirteen subsets, based on how frequently they were chosen in the recommender system
of Knijnenburg and Willemsen (2009). We randomly sampled one measure from each subset
to present to the participant, 13 in total. To each measure presented, participants could either
respond ‘yes’, ‘no’, or ‘not applicable’ (N/A). A participant could respond ‘N/A’ if, for
instance, a measure was presented about efficient garden lighting and the participant did not
have a garden.
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1.4

Results Study 1

We successfully inferred a one-dimensional scale for energy-saving behavior, which followed
standard fit guidelines by achieving medium to high levels of reliability (Bond & Fox, 2006).
All scale measures are outlined in Table 1.1.

1.4.1 Misfit analysis
We performed a standard misfit analysis on the presented energy-saving measures, using two
cut-off criteria. First, measures were required to have a high applicability rate (i.e. a low N/Aratio) to effectively determine a participant’s energy-saving attitude. Second, we analyzed
whether measures fitted the one-dimensional construct, checking for either ‘underfit’ or
‘overfit’ problems to ensure the scale quality (cf. Bond & Fox, 2006). Underfit occurs when a
response pattern is inconsistent with one’s attitude or a measure’s behavioral cost level
(Green & Frantom, 2002). In contrast, a measure was marked as overfit if it fitted too
perfectly, either varying too little among user responses or signaling the presence of
redundant measures in a Rasch response set (Green & Frantom, 2002; Linacre, 2002), for
instance, if a scale contained multiple measures with similar cost levels.
We excluded nine energy-saving measures and three participants from our analysis. These
participants had either given more than 50% ‘does not apply’ responses, were identified as
serious misfits using Winsteps software (Linacre, 2016), where misfitted measures and
participants violated mean square and standardized fit guidelines (Bond & Fox, 2006; Green
& Frantom, 2002). The remaining 79 energy-saving measures are listed in Table 1.1. These
items each met the prescribed infit guidelines by not exceeding a mean square of 1.4. These
measures were used in a Rasch analysis that drew upon dichotomous responses (‘yes’ or ‘no’),
which considered N/A-responses as ‘missing’, because some measures suggested a behavior
that a user might not have been able to perform in the first place. In our view, most of these
responses were not representative for the strength of a user’s attitude. In addition, we checked
whether considering N/A-responses as ‘no’ altered the scale’s reliability, but it merely led to
a small decrease in person reliability without any other effects.
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Table 1.1. Behavioral cost levels (δ) for two Rasch scales of energy-saving measures, for both Study 1
and Study 2. The two scales are similar: r(79) = 0.88. Sample subset denotes the 13 different sets from
which measures are sampled for attitude calibration in Study 2.

Sample

#

Name of energy-saving measure (translated)

δ (Study 1)

δ (Study 2)

1

Save up laundry

−5.73

−3.23

1

2

Take a shower instead of a bath

−4.82

−4.41

1

3

Wash laundry at low temperatures

−3.95

−1.64

1

4

Air-dry laundry

−3.69

−2.93

1

5

Use a laptop instead of a desktop PC

−3.45

−3.62

1

6

Turn off the lights after leaving a room

−2.97

−2.79

1

7

Use public transportation instead of a car

−2.90

−2.52

1

−2.51

−3.03

2

8

Use a woolen blanket instead of an electric
blanket

Subset

9

Use properly sized cooking equipment

−2.51

−2.69

2

10

Lower the thermostat while away from home

−2.49

−1.92

2

11

Do not put warm things in the fridge

−2.45

−2.40

2

12

Turn off the PC screen after use

−2.20

−0.71

2

13

Close the curtains/shutters in the evening

−2.09

−1.57

2

14

Shift gears at low speeds

−1.89

−2.07

3

15

Cook with a lid on the pan

−1.81

−1.81

3

16

Use energy-saving bulbs (CFL’s)

−1.75

−1.31

3

17

Double-glaze windows

−1.72

−1.24

3

18

Air rooms for 20 minutes daily

−1.51

−1.21

3

19

Cook on gas stove instead of electric

−1.36

−2.23

3

20

Lower the thermostat one degree

−1.25

−0.47

4

21

Set thermostat to 14 C before going to bed

−1.20

−0.90

4

22

Do not defrost food using a microwave

−1.18

−0.52

4

23

Turn off the TV instead of stand−by

−1.06

−0.74

4

24

Maintain correct tire pressure

−0.94

−0.27

4

25

Stir-fry food

−0.91

−0.62

4

26

Turn off the PC at the main switch

−0.81

−0.21

5

27

Turn off the coffee machine completely

−0.57

−1.30

5

28

Turn off the dishwasher after use

−0.57

−0.37

5

29

Insulate the cavity wall

−0.51

0.50

5

30

Turn off the washing machine completely

−0.49

−0.22

5

o
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31

De-ice the fridge

−0.46

0.59

5

32

Unplug chargers

−0.32

−0.44

6

33

Take short showers

−0.29

0.52

6

34

Hand-wash dishes (no dish washer)

−0.22

−0.72

6

35

Configure PC power management

0.00

0.29

6

36

Shorten PC/laptop stand-by time

0.01

−0.43

6

37

Air clothes instead of washing them

0.07

−0.39

6

38

Clean the cooker hood suction filters

0.14

0.29

7

39

Place fridge in a suitable position

0.18

−0.14

7

40

Use LED lighting

0.37

0.38

7

41

Decalcify your coffee machine and/or kettle

0.40

0.35

7

42

Sweep instead of using a vacuum cleaner

0.43

0.40

7

43

Use a smart thermostat

0.47

−0.11

7

44

Put a weather strip on the door

0.47

0.19

8

45

Use a HE boiler or CHP

0.47

0.98

8

46

Use household devices without displays

0.48

2.67

8

47

Use an ‘A+’ energy-class fridge

0.51

−0.09

8

48

Install motion sensors

0.51

−0.02

8

49

Insulate floors

0.56

0.28

8

50

Use a mini PC instead of desktop computer

0.59

3.89

9

51

Make coffee without using a heating plate

0.74

−0.84

9

52

Decalcify the washing machine

0.75

0.59

9

53

Use green power

0.85

0.22

9

54

Turn off the fridge while on holiday

0.87

1.84

9

55

Turn off the PC when away from keyboard

0.88

−0.74

9

56

Use a water-saving showerhead

0.90

0.34

10

0.96

1.15

10

57

Put your shirts briefly in the laundry dryer
instead of ironing them

58

Cover the windscreen of your car

0.96

0.81

10

59

Replace dimmer switches

0.99

1.04

10

1.17

1.36

10

60

Use an ‘A-label’ energy-saving laundry dryer
with a heat pump

61

Use day and night tariffs

1.21

0.75

10

62

Set boiler temperature to 65 degrees

1.24

1.04

11

63

Set the mixing valve at a lower temperature

1.31

1.17

11

64

Put weather strips on the windows

1.46

0.59

11
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65

Insulate hot water pipes

1.53

0.79

11

66

Clear the water geyser

1.63

1.26

11

67

Install a door closer

2.34

1.39

11

2.40

2.27

12

68

Turn off the oven before the end of cooking
time

69

Keep the rear of the fridge dust-free

2.43

1.25

12

70

Apply heat reflection foil to radiators

2.77

3.46

12

2.88

3.51

12

2.91

2.49

12

71
72

Replace radio alarm with a ‘classic’, unplugged
alarm clock
Use a cabled telephone instead of a handheld
phone

73

Install solar PV

3.17

1.60

12

74

Install a solar boiler

3.26

2.53

13

75

Slow down the PC processor

3.70

3.47

13

76

Use a pull bell instead of an electrical bell

3.82

3.20

13

77

Wash using a ‘hot-fill’ washing machine

4.04

2.36

13

78

Use software for dynamic energy use

5.18

0.52

13

79

Erect a small wind mill

5.49

4.42

13

1.4.1.1 Model reliability
Table 1.1 details the behavioral cost levels (δ) of scale measures in study 1, along with those
for study 2 which will be discussed later. The δ-levels for study 1 ranged from −5.73 to 5.49
(M = 0.06; SD = 2.14), encompassing all person attitudes present on the scale (Min: −3.45 to
4.31; M = 0.03 logits; SD = 1.20). We inferred model validity through a number of indicators.
First, the model’s measures had a high item reliability α of 0.92, suggesting that the scale’s
order in terms of behavioral costs is likely to be reproducible (Bond & Fox, 2006; Reckase,
2009). Second, the model had a large item separation of 3.48 and an item mean square close
to the identity value (0.98), both indicating that the scale is suitable for measurement (Green
& Frantom, 2002). The inferred participant attitudes had a person reliability of 0.59 and a
separation of 1.14, which were acceptable values (Bond & Fox, 2006), particularly because we
only used thirteen measures per person. In addition, the model’s fit statistics were comparable
to studies which employed fewer items (cf. Urban & Ščasný, 2016).
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1.4.1.2 Dimensionality
We investigated the dimensionality of participants’ responses by analyzing the explained
variance for both one- and multi-dimensional constructs, consistent with dimensionality
checks in other domains (Bond & Fox, 2006). Using Winsteps software (Linacre, 2016), we
determined that the one-dimensional construct explained 39.6% of the variance in the data,
slightly overfitting the predicted model fit (39.1%). The remaining 60.9% was quantification
variance, which is residual variance caused by the Rasch model’s estimated probabilities for
discrete, dichotomous events (0 or 1).
We checked whether multiple scale measures shared an unexpected response pattern in the
residual variance and formed an additional dimension (cf. Smith Jr., 2002). A principal
component analysis on the standardized residuals showed little evidence to expect more than
one dimension in our sample, as an additional factor would only result in a trivial increase of
1.8% in the proportion of unexplained variance. Moreover, measures in these additional
dimensions did not seem to form meaningful factors, which further confirmed earlier
research that an individual’s energy-saving attitude could be assessed on a one-dimensional
scale (Kaiser et al., 2010; Urban & Ščasný, 2016).
Figure 1.2 depicts the distribution of curtailment and efficiency measures across the scale, in
terms of their behavioral costs. As in Urban and Ščasný (2016), curtailment and efficiency
measures formed a single construct but were not uniformly distributed across the onedimensional scale. Curtailment measures (N=46; Mcur = −0.67 logistic units) had on average
lower behavioral costs than efficiency measures (N=33; Meff = 1.08 logistic units), consistent
with findings that efficiency measures are on average less likely to be performed than
curtailment (Kempton et al., 1985). However, Table 1.1 points out that some curtailment
measures still had particularly high behavioral costs (e.g. keeping the rear of a refrigerator
dust-free, δ = 2.43), while some efficiency measures had very low behavioral costs (e.g. using
a laptop instead of a PC, δ = −3.45).
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Figure 1.2. Distribution of curtailment and efficiency measures fitted on the Rasch scale, relative to
their behavioral cost level, confirming that efficiency measures have on average higher behavioral costs,
but are intermixed on the scale.

1.4.2 Conclusion
Study 1 delivered a unidimensional scale of 79 energy-saving measures, suitable for advising
a heterogeneous group of persons due its diversity in behavioral cost levels. Consistent with
Urban and Ščasný (2016), we have found that energy-saving behavior should be described as
a one-dimensional rather than a two-dimensional construct, with curtailment and efficiency
measures distributed across the entire Rasch scale. Since curtailment measures have on
average lower behavioral costs, this provides a possible explanation for why consumers often
perform curtailment measures rather than efficiency (Attari et al., 2011), as the perceived
benefits of efficiency measures often do not outweigh the behavioral costs.
Moreover, our study sets forth a behavioral explanation for the (non-)performance of energysaving measures. Since curtailment and efficiency measures overlap on our behavioral cost
scale, a simple dichotomy between those two dimensions is unable to precisely predict
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whether a measure will be performed or not, much unlike the formal Rasch model. This
supports claims in earlier research that the curtailment-efficiency dichotomy lacks empirical
validity (Boudet et al., 2016).
The medium to high scale reliability levels suggest that our estimation procedure has been
appropriate. Using only 13 out of 79 scale measures to estimate a person’s attitude does not
compromise the scale quality, nor the accuracy of attitude estimations for our recommender
system application. Moreover, it sets forth a practical approach for applying a Rasch scale in
a such a system, as the attitude estimation procedure is short (in terms of time), as well as
restricted (in terms of used measures), which allows multiple scale measures to be presented
as novel recommendations to system users. We will explore such tailored energy-saving
advice in Study 2.
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Method Study 2

In Study 2, we implement the scale of 79 energy-saving measures, calibrated in Study 1, in a
web-based energy recommender system to provide attitude-tailored advice. We investigate
user preferences for measures with different behavioral cost levels, which are either above,
below, or equal to a user’s attitude. Using these evaluations and the probabilities that persons
would perform certain measures, we determined to what extent such attitude-tailored advice
was more appropriate than a non-personalized approach, comparing four different scenarios
of energy-saving advice.

1.5.1 Participants and procedure
Our web-based recommender was distributed among the members of the JFS (i.e. an
abbreviation of the Dutch physician Jan Frederik Schouten) participant database of
Eindhoven University of Technology, the Netherlands. In total, 196 participants, none of
whom had participated in study 1, completed study 2 and were compensated by entering a
raffle (a 20% chance of winning €15). Each participant was redirected to our Dutch website
‘besparingshulp.nl’ (i.e. ‘saving aid’), where they were told they would receive energy-saving
advice.
Before the system presented its lists of recommendations, the users first had to complete a
few steps. First, we used a setup similar to study 1 to estimate a user’s energy-saving attitude.
Users had to indicate for thirteen energy-saving measures whether they performed them by
either responding ‘yes’, ‘no’, or ‘not applicable’ (N/A). To ensure an adequate estimate, we
sampled measures from the scale’s entire behavioral cost range (see Table 1.1), dividing the
ordered measures into thirteen equally large subsets and randomly sampling a measure from
each subset. A user’s attitude was estimated by tallying the number of ‘yes’ responses and
using the average behavioral cost level of the corresponding scale subset. For instance, if a
user had answered ‘yes’ four times, this amounted to the average behavioral cost level of the
fourth subset (−1.09; see Table 1.1). However, we corrected the total number of ‘yes’responses if any N/A-responses were given, adding the product of the number of N/Aresponses and the proportion of ‘yes’-responses to the total sum and rounding this to the
nearest subset integer.
The experiment proceeded with two further steps. First, in order to make users more aware
of the fact that the system would present tailored advice, users were presented an energysaving score based on their estimated attitude. Since we expected that expressing one’s

56 |

Chapter 1: A measurement scale for advice

attitude in logits would not be very understandable, we presented a score between 1 and 10,
which was based on the total number of measures the user performed, divided by 1.44 + 1.
For example, answering ‘Yes’ to all 13 measures resulted in a score of 10, while performing
no measures led to a score of 1. Second, users were presented sequentially with two lists of
nine randomly-ordered energy-saving measures. Figure 1.3 depicts part of such a
recommendation list and shows how each measure depicted a name, such as ‘Turning off the
lights after leaving a room’, and a short, explanatory description.
Concerning the recommendation lists, users had to perform two tasks. First, if users either
already performed a measure or it was not applicable to them, they were required to click one
of the corresponding boxes next to that measure (‘yes’ or ‘N/A’), which removed the measure
from the list and placed it at the bottom of the screen. Second, to estimate preferences for the
non-performed measures, we asked users to rank the remaining list in order of preference or
appropriateness (“How well does each of these measures fit your preferences?”), dragging the
most suitable measures to the top of the list and less preferred alternatives to lower positions
(see Figure 1.3).
Each user arranged two lists in preference order, which each contained nine measures at three
levels of attitude-cost difference. We included three measures with relatively low behavioral
costs, which were, hence, likely to be performed (we used a probability of 75%; −1 logit
compared to the user’s attitude), three measures with relatively high behavioral costs (i.e. a
probability of 25%; +1 logit), as well as three measures whose behavioral costs were roughly
equal to the user’s attitude (i.e. a probability of 50%; +0 logit).

Figure 1.3. A partial screenshot of a recommendation list (in Dutch). The user drags a measure to a
different position to elicit his/her preference for that measure.
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1.5.2 Descriptive statistics
Although 196 participants completed our experiment, some users could not actually follow
our instructions to rank-order their recommendation lists, as they had removed too many
energy-saving measures from a list. We found that 24.6% of lists were left empty and 4.1% of
lists had a single measure remaining, for example, because users had indicated to already
perform all list measures. As these lists had not been ranked in preference order, we excluded
them from the analysis. The reduced sample comprised 152 participants, which had rankordered 1,361 energy-saving measures in 279 different lists.
We compared the full sample (N = 196) and the reduced sample (N = 152) to check for any
differences in terms of their descriptive statistics. The 196 participants (52.7% female) in the
full sample had a mean age of 31.3 years (SD = 15.5; Min = 19; Max = 77), while the reduced
sample of 152 participants (51.6% female) was found to be significantly younger (M = 27.3;
SD = 11.6), when compared to the removed sample of 44 participants: t(194) = 6.89, p < 0.001.
This suggested that some older users might have misunderstood our somewhat
unconventional drag-and-drop ranking interface in Figure 1.3, for instance by assuming that
they had to indicate their preferences through the clickable boxes.
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1.6

Results Study 2

We investigated the effectiveness of energy-saving recommendations that used a Rasch-based
attitudinal user model, performing three different analyses. First, we validated the scale used
in the energy recommender system by performing a Rasch model analysis. Second, we
analyzed two lists of nine energy-saving measures, each ranked in preference order, to reveal
that users perceived measures with behavioral costs just below their own attitude as the most
appropriate. Third, based on these preferences and whether measures were already
performed by users, we compared four different scenarios of energy-saving advice and
determined that a strategy which tailored measures around a user’s attitude was more
adequate than three other, non-personalized approaches.

1.6.1 Rasch model analysis
We checked whether the Rasch scale from Study 1 used in our recommender system was
reproducible, by fitting a scale on the sample of Study 2. To assess which measures were
already performed by each participant, we used both the responses provided in the attitude
calibration, as well as the responses given in the rank-order task by the reduced sample of 152
participants. Using Winsteps software (Linacre, 2016), we observed that measures and
participants could be reliably scaled as a one-dimensional construct, where measures ranged
from −4.41 to 4.42 in terms of behavioral costs (M = 0.05, SD = 1.80), and participants ranged
from −3.58 to 2.92 in terms of their energy-saving attitude (M = −0.35, SD = 1.00). Item and
person reliability were good to high (α = 0.88; α = 0.73, respectively), as were their separation
indices (2.69 and 1.65, respectively). In line with Study 1, we found that both curtailment and
efficiency measures were intermixed on our one-dimensional construct and did not form
meaningful additional dimensions.
Table 1.1, section 1.4.1 lists the scale measures and their behavioral cost levels for the study 1
and study 2 calibrations. Using a pairwise correlation analysis, we found that the behavioral
costs levels for the study 2 scale were similar to those in study 1: r(79) = 0.88, p < 0.001.
Finally, we checked the accuracy of the system-estimated user attitudes, based on the subsets
designated by the study 1 scale. We found these estimated attitudes to be strongly correlated
with the attitudes determined in the current Rasch analysis: r(152) = 0.79, p < 0.001. This
implied that the simple estimation procedure was sufficiently accurate for an energy
recommender system. However, we did check to what extent any small differences between
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the two constructs impacted the results of our analysis in section 1.6.2, by considering attitude
and behavioral cost levels from both the Study 1 and Study 2 scales.

1.6.2 User preferences for different energy-saving measures
We investigated to what extent user preferences for a list of non-performed energy-saving
measures depended on the user’s attitude and a measure’s behavioral cost level. To do so, 279
recommendation lists were analyzed, which were ranked in preference or appropriateness
order (“How well does each of these measures fit your preferences?”). We employed a rankordered logit model for analysis, a specific discrete choice model which is suitable for
analyzing a list of rank-ordered alternatives (cf. Beggs, Cardell, & Hausman, 1981; Punj &
Staelin, 1978). Each model sought to explain a list’s order and assumed that a ranked measure
was preferred to a measure ranked below it (9 = top-ranked item, 8 = second item, etc.)
We analyzed four different rank-ordered logistic regression models, outlined in Table 1.2.
Each model included the difference between the user’s energy-saving attitude and a measure’s
behavioral cost level as a continuous predictor, which reflected a measure’s relative ease of
execution. To check whether using different Rasch scales would affect any results, Models 1.1
and 1.2 used the behavioral cost levels of Study 1 in conjunction with the current experiment’s
attitude estimates, while Model 2.1 and Model 2.2 used the attitudes and behavioral cost levels
as fitted in section 1.6.1.
In addition to Models 1.1 and 2.1, Models 1.2 and 2.2 both considered a set of four control
predictors, which either concerned the recommendation task or the underlying attributes of
energy-saving measures. First, we checked for position effects by controlling for the starting
position of a measure prior to the rank-order task (9 = the top item, 1 = the bottom item).
Second, we examined to what extent underlying attributes played a role in a user’s
preferences, by checking whether the rank-order was affected by either a measure being of
the curtailment type or not, a measure’s estimated annual savings in kWh, or a measure’s
estimated investment costs.
In line with the predictions of the Rasch model, Table 1.2 shows that measures with relatively
low behavioral costs were perceived as more appropriate than their high-cost counterparts.
All attitude-cost differences in Table 1.2 had a positive and significant effect on a measure’s
final rank-order position: z(1361) = [5.92;6.70], p < 0.001, showing that if a user’s energysaving attitude exceeded a measure’s behavioral cost level, it increased that measure’s
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perceived appropriateness. This systemic preference for measures with comparatively low
behavioral costs can serve as a starting point for providing tailored advice.
Table 1.2. Regression coefficients, standard errors, and z-scores for four rank-ordered,
logistic regression models, clustered at the user level. Each model predicted the appropriateness order
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The control variables had mixed effects on the perceived appropriateness of an energy-saving
measure. Both models 1.2 and 2.2 show position effects, as measures which were ranked
higher prior to the rank-order task, were also more likely to be eventually ranked at a higher
position (p < 0.001 for both models). In addition, we found that the annual savings in kWh
negatively affected a measure’s perceived appropriateness in Model 1.2: z(1361) = −2.79, p <
0.05, as well as in Model 2.2: z(1361) = −2.05, p < 0.05, suggesting that the savings in kWh,
although not presented during the experiment, decreased a measure’s attractiveness, which
might be due to some efficiency measures having particularly high kWh savings in
conjunction with high behavioral costs. The other control variables, whether a measure was
of the curtailment type and its investment costs, did not significantly affect a measure’s rankorder position in both models.

1.6.3 Analysis of tailored advice
We observed that among a list of non-performed measures, those with relatively low
behavioral costs were perceived as the most appropriate. However, only recommending such
measures would be an ill-fated strategy from a Rasch model point of view, due to high
likelihood that measures low in behavioral costs are already performed. Instead, adequate
energy-saving advice should strike the right balance between feasibility and novelty, in terms
of the difference between the user’s attitude and a measure’s behavioral costs. We therefore
investigated how energy-saving advice should be tailored to maximize its adequacy, in terms
of this trade-off between feasibility and novelty. Subsequently, we also examined to what
extent such attitude-tailored advice would be more adequate than three non-personalized
approaches using different behavioral costs levels.
To determine the adequacy of attitude-tailored advice, we employed a scenario in which a
single measure was recommended to a user. The probability that this measure would be
adequate was approximated by the probability that it would be ranked first in our
experiment’s recommendation list. Since these recommendation lists only comprised nonperformed measures, a recommendation’s adequacy probability depended on the product
between a measure’s attractiveness, given that it was not yet performed, and the probability
that it was already performed, calculated by the Rasch model:
P(Recomm. is adequate) = P(Attractive | Not yet performed) ∗ (1 −

eθn −δi

1+eθn −δi

)

(1.2)

Using Equation 1.2, we examined whether a certain attitude-cost disposition would be more
adequate than any other. To approximate a measure’s attractiveness, we conducted a post-

62 |

Chapter 1: A measurement scale for advice

estimation analysis on Table 1.2, Model 2.1 of the rank-ordered, logistic regression analysis.
For a total of 279 recommendation lists and 1361 user-measure pairs, we inferred the
probability that a non-performed measure was ranked first, given other measures in the list.
Figure 1.4 illustrates the results of our post-estimation analysis. In the left panel, we outlined
the probability that a measure was attractive (i.e. ranked first) in red, P(Attractive | Not yet
performed), and the probability that it was not performed by the user in blue (i.e. the Rasch
model), both as a function of the attitude-cost difference. Consistent with the results reported
in section 1.6.2, we found that measures with comparatively low behavioral costs (i.e. a
positive attitude-cost difference), were perceived as more attractive than those with higher
behavioral costs. Moreover, the responses on whether measures were already performed were
found to be consistent with the Rasch model.
The right-hand side of Figure 1.4 depicts the product of these two probabilities,
P(Recommendation is adequate), as described by Equation 1.2. It shows that if a
recommender system were to suggest a single measure to a user, it would be the most
adequate around the attitude-cost disposition of −0.5, yielding probabilities of about 0.13. In
contrast, recommending measures with comparatively low behavioral costs (i.e. a positive
attitude-cost difference), led to smaller adequacy probabilities despite having a higher

.6

-4.5

-3.5

-2.5

-1.5

-.5

.5

1.5

2.5

Difference (Attitude - Behavioral Costs)

0

.1

.4
.2

0

Adequacy of a suggested measure

.2

.8

Mean probability

1

Non-engagement probability
First-rank probability

.3

Adequacy of a suggested measure

Mean probability
(First-ranked * Non-engagement)

probability of being ranked first, reflecting the feasibility-redundancy tradeoff.

-4.5

-3.5

-2.5

-1.5

-.5

.5

1.5

2.5

Difference (Attitude - Behavioral Costs)

Figure 1.4. Left panel: the probability that a measure is adequate for a user, based on its attractiveness
(in red) and engagement level (in blue). Right panel: the product of the two probabilities representing
the adequacy of the measure.
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In addition, as Figure 1.4 has an optimum, this also suggests that recommending any measure
randomly is less adequate than suggesting an attitude-tailored measure. To determine how
large this difference actually is, we compared the adequacy of tailored advice with three
different non-personalized approaches, each considering a scenario in which a single
measure would be suggested to all users in our current sample population. We compared a
tailored measure, which formed the best match with a user’s energy-saving attitude (θ – δ =
−0.5 logits; ‘tailored’), to three non-tailored measures: one measure with a low behavioral cost
level (δ = −3 logits; ‘low’), one with average behavioral costs (δ = 0 logits; ‘average’), and one
high-cost measure (δ = +3 logits; ‘high’). We used Equation 1.2 to compute the adequacy of
each approach, approximating a measure’s attractiveness by fitting a simple linear regression
model on the first-rank probability data in the left-hand chart of Figure 1.4. This led to the
following model:
P(Advice adequacy) = (0.054 ∗ (θn − δi ) + 0.24) ∗ (1 −

eθn −δi

1+eθn −δi

)

(1.3)

Figure 1.5 summarizes our estimation results, depicting the mean advice adequacy
probabilities for the four different scenarios. We found that tailored approaches (prob. = .13)
outperformed advice suggestions which were either very high (prob. = .052) or low (prob. =
.032) in behavioral costs. As most users were located around the middle of the Rasch scale in
terms of their energy-saving attitude, tailored advice proved to be only slightly better than a
non-personalized guess at the center of the behavioral cost scale (prob. = .12). Although these
results suggest that attitude-tailored advice was more suitable than a non-personalized
approach, recommending a measure scaled around the average behavioral costs (δ = 0) would
be a good approximation if a user’s energy-saving attitude would be unknown.

1.6.4 Conclusion
Our second study applied the Rasch scale to a policy context, using a web-based
recommender system experiment. We presented three analyses. First, we reliably calibrated
a second Rasch scale of energy-saving measures, further confirming the existence of a onedimensional construct for energy-saving behavior. Second, our rank-ordered logistic
regression models pointed out that, when evaluating a list of non-performed measures, our
users tend to prefer measures with lower behavioral costs on our scale, in line with the
theoretical predictions of Campbell’s Paradigm and the Rasch model (Kaiser et al., 2010).
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Figure 1.5. Modeled adequacy for users recommended a single measure. It compares attitude-tailored
measures (in blue) with non-tailored recommendations (in red, green and orange).

Third, we also analyzed the adequacy of four single-measure advice scenarios, comparing
attitude-tailored advice to three non-personalized approaches. We posited that the adequacy
of such advice depends on the trade-off between a measure’s feasibility and the probability
that it is already performed, while, in turn, these factors are inversely dependent on the
attitude-cost difference. In effect, combining these two factors leads us to conclude that
conservation advice close to a user’s energy-saving attitude is more likely to be adequate than
measures that strongly deviate from that attitude, which adheres to a vast body of research
that points out the merits of tailored conservation interventions (cf. Abrahamse et al., 2005).
The employed energy recommender system poses a useful contribution to this line of
research, because it is one of the few studies we know of that allows estimation of the
comparative effectiveness of tailored and non-tailored interventions.
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Discussion & policy implications

For many years, both scholars and policy makers have used the curtailment-efficiency
dichotomy as a starting point for their respective conceptual research and conservation
promotion. However, not only has evidence surfaced that effective energy policy should
involve tailored interventions (Abrahamse et al., 2007), scholars have also suggested that
energy-saving behavior should be described as a one-dimensional Rasch scale rather than
using two dimensions (Urban & Ščasný, 2016). The current research has combined these
findings in two studies, which have both conceptual and policy implications.
Our first study has yielded a reliable, one-dimensional Rasch scale, consisting of 79 energysaving measures. This scale not only replicates earlier research that shows that both
curtailment and efficiency measures are part of a single dimension (Kaiser et al., 2010), its
abundance of energy-saving options allows the use of the Rasch scale in an advice context.
Moreover, being able to choose from such a heterogeneous set of measures is paramount for
effective conservation advice, as it can appeal to energy-saving consumers of all attitudinal
levels, experts and novices alike. In particular, the capacity of the Rasch scale to consider
individual differences surpasses the usefulness of a two-dimensional approach, which
discerns between behavior types rather than behavioral difficulties.
Our second study, the user experiment, has compared the adequacy of four different types of
advice by examining the trade-off between an energy-saving measure’s feasibility and
redundancy. Attitude-tailored advice is estimated to have the highest adequacy probability
for a user, outperforming three non-personalized approaches which suggested a measure
from either the low-end, middle or high-end of the behavioral cost scale (see Figure 1.5). The
adequacy probability for the low-end suggestion is particularly small, despite users perceiving
measures with low behavioral costs as the most attractive. We reckon that merely
recommending such measures is an ill-fated idea from a Rasch model point of view, as they
are likely to be already performed. Hence, policy makers who motivate consumers to take
short-term curtailment measures, the so-called ‘low-hanging fruit’ (cf. Vandenbergh,
Barkenbus, & Gilligan, 2008), should be cautious of doing so, as their advice may be
redundant and annoy the general public. Similarly, a commonly employed energy policy
strategy to focus on the promotion of state-of-the-art efficiency measures (cf. Gardner &
Stern, 2008), such as installing solar PV, is found to be only slightly more adequate than a
low-cost approach, but is still outperformed by tailored and ‘middle-of-the-scale’ approaches.
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We find a small difference between attitude-tailored advice and an approach that suggests a
measure from the middle of the behavioral cost scale (prob. = .13 vs prob. = .12). Although
one could argue this might justify to not estimate a user’s energy-saving attitude but suggest
a mid-scale measure as ‘install LED lighting’ instead (see Table 1.1), we wish to emphasize
the benefits of tailored strategies in preceding research (Abrahamse et al., 2005), as well as
that our attitude estimation procedure is short, only requiring a couple of minutes to make a
reliable estimate. Moreover, a middle-scale advice strategy would merely benefit users who
fall in the middle of the Rasch scale, and not those with a weaker or stronger attitude.
However, we do acknowledge that implementing a web-based recommender system that
tailors advice to each individual might not be feasible, which would call for alternative, nonpersonalized strategies. Hence, alternatively, policy makers could consider to divide the
Rasch scale in different demographic cohorts and recommend measures that appeal to a
particular cohort.
Our research design faces a few limitations. In particular, the rank-order task in the second
study may have been too complicated for some users, since 28% of our sample population
seems to have misinterpreted the task or has found it difficult to rank nine energy-saving
measures. This is further supported by the results of our rank-ordered regression analysis,
which has revealed a significant presentation order effect. Although future research should
attempt to resolve these issues, the employed list length was important for our current design,
as it ensured that most users were presented a few measures they did not already perform.
Moreover, we have shown that these biases did not have a significant impact on our results,
nor did they compromise our main findings on the adequacy of attitude-tailored advice.
For future energy recommender studies, we suggest to draw upon a more diverse set of user
evaluation metrics than just a user’s attractiveness perception. Considering how a user
evaluates recommendation lists and the system as a whole have become more common in
contemporary recommender studies (Knijnenburg, Willemsen, et al., 2012). For instance,
studies employing an energy recommender system have shown that a user’s system
satisfaction can have a positive effect on the energy savings of selected measures
(Knijnenburg et al., 2014). This very suggestion for future research will be examined in the
upcoming Chapter 2.
Based on our findings, we recommend policy makers to design energy-saving initiatives
which take the capabilities and preferences of consumers into account. The Rasch model has
proven to be a valuable tool in predicting which energy-saving measures will be adequate for
prospective energy-saving consumers, as the estimated Rasch attitude encompasses these
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capabilities and preferences. Instead of merely distributing information about energy
conservation on websites or through mass-media campaigns (cf. Midden et al., 2007),
governments should set out interactive tools similar to the one in the present research. The
Rasch model could definitely play an important role here, especially since individuallytailored initiatives are far more promising than any one-size-fits-all approach and estimating
an individual’s Rasch-based attitude can be done with a simple and short 13-item
questionnaire.
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2.
Effective User Interface Designs to
Increase Energy-efficient Behavior
in a Rasch-based Energy
Recommender System
Abstract

4

People often struggle to find appropriate energy-saving measures to take in the household.
Although recommender studies show that tailoring a system’s interaction method to the
domain knowledge of the user can increase energy savings, they did not actually tailor the
conservation advice itself. We present two large user studies in which we support users to
make an energy-efficient behavioral change by presenting tailored energy-saving advice. Both
systems use a one-dimensional, ordinal Rasch scale, which orders 79 energy-saving measures
on their behavioral difficulty (i.e. a proxy for behavioral costs) 5 and link this to a user’s

This chapter appeared as: Starke, A., Willemsen, M., & Snijders, C. (2017). Effective User Interface
Designs to Increase Energy-efficient Behavior in a Rasch-based Energy Recommender System. In
Proceedings of the Eleventh ACM Conference on Recommender Systems (pp. 65–73). New York, NY,
USA: ACM. https://doi.org/10.1145/3109859.3109902.
4

This chapter was originally published as part of the conference proceedings of RecSys, the annual
conference for scholars and practitioners in the field of Recommender Systems. For this readership and
in the context of recommender studies, conceptualizing the latent factor of the Rasch model as ability
and difficulty rather than attitude and behavioral costs was more instructive, as it emphasized that the
personalization algorithm did not appeal to a user’s evaluation of energy-saving measures, but rather
5
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energy-saving ability (i.e. a proxy for attitude) for tailored advice. We established that
recommending Rasch-based advice can reduce a user’s effort, increase system support and,
in turn, increase choice satisfaction and lead to the adoption of more energy-saving measures.
Moreover, follow-up surveys administered four weeks later point out that tailoring advice on
its feasibility can support behavioral change.
Keywords: Recommender systems, user experience, energy conservation, behavioral change,
Rasch model

2.1

Introduction

Although most people acknowledge that household energy conservation is important (Steg,
2008), few actually take effective action (Gardner & Stern, 2008). Most governments attempt
to change consumer conservation behavior by educating them (Costanzo et al., 1986),
typically promoting efficiency solutions as installing Solar PV (Gardner & Stern, 2008;
Schultz, 2014). However, such approaches have had little impact on individual energy-saving
behavior (McKenzie-Mohr, 2000; McMakin et al., 2002).
Research in economics and environmental psychology points out that tailored conservation
advice is far more effective in increasing energy-efficient behavior (Abrahamse et al., 2005;
McMakin et al., 2002; Steg, 2008; Wilson & Dowlatabadi, 2007; Winett, Love, & Kidd, 1982).
However, tailored advice usually involves expert advisors visiting households (Darby, 1999;
Winett et al., 1982), which is hard to scale to larger audiences to have a meaningful impact
(Abrahamse et al., 2007).
Recommender systems could play a major role in moving the energy-saving domain forward.
Knijnenburg et al. (Knijnenburg et al., 2014) have shown how they can help consumers to
make sense of the different energy-saving possibilities. However, they focused predominantly
on tailoring the system’s preference elicitation method of the (MAUT-based) recommender
to the domain knowledge of the user.
It seems that tailoring energy-saving advice is challenging, as it remains unclear which
energy-saving attributes influence one’s decision to adopt an energy-saving measure
(Abrahamse et al., 2005; Boudet et al., 2016; Dietz et al., 2009). In particular, commonly
to a combination of a user’s willingness and capabilities to save energy. Hence, we report the concepts
ability and difficulty in this chapter, but do not make assertions about any conceptual difference with
attitude and/or behavioral costs.
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described attributes as execution frequency, cost and impact, as used by Knijnenburg et al.
(Knijnenburg et al., 2014), are hard to connect to personal characteristics (Dietz et al., 2009).
Moreover, research has presented mixed evidence about the underlying dimensionality of
energy conservation (Boudet et al., 2016; Karlin et al., 2014; Urban & Ščasný, 2016).
In Chapter 1 (Starke, Willemsen, & Snijders, 2015), we showed that these issues could be
alleviated by presenting energy-saving advice through the psychometric Rasch model (Bond
& Fox, 2006; Embretson & Reise, 2000), which has two interesting properties for
recommender systems. First, persons and energy-saving measures are captured onto a single
measurement scale (Kaiser et al., 2010), ordered respectively on their energy-saving ability
(i.e. a proxy for attitude in this chapter) and behavioral difficulty (i.e. a proxy for behavioral
costs). This order is largely determined by engagement frequencies (Bond & Fox, 2006;
Embretson & Reise, 2000): measures performed by most people have a low behavioral
difficulty (e.g. turning off the lights), whereas those performed by fewer people are more
difficult (e.g. installing solar PV cells; Starke et al., 2015; Urban & Ščasný, 2016). Conversely,
persons engaging in more measures usually have a higher ability, and vice versa.
Second, Rasch also connects persons and measures formally. As also shown in Chapter 1, it
describes the probability of a person performing a certain measure as a function of that
person’s ability and the measure’s difficulty (Bond & Fox, 2006; Kaiser et al., 2010). For
instance, a person whose ability is higher than a measure’s difficulty level is likely to perform
that measure.
Thus far, we have developed a Rasch scale of 79 energy-saving measures and found initial
evidence that this scale could be used for recommendations (cf. Chapter 1; Starke et al., 2015).
However, two important questions have emerged from our research. First, we have not tested
how tailored advice would hold up against merely using the Rasch ordering without
personalization. The scale’s difficulty order could already be sufficient for users to find
appropriate measures, rather than also taking the user’s ability into account. However, such
an approach might lead users to focus on popular, low-difficulty measures (Rashid et al.,
2002), which are performed by most users (Bond & Fox, 2006). Hence, presenting measures
tailored to a user’s ability level might be more effective, which we will test and show in Study
1.
The second question is what type of advice users should be given? In Study 2, we will
investigate how appropriate tailored recommendations and interface design can help people
to improve on their energy savings, exploring the trade-off between offering tailored, but easy
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and feasible measures, which people might already do, versus tailored but more challenging
and novel measures.
In line with Chapter 1, we will first discuss aspects of the Rasch model that are relevant to the
studies performed in the current chapter 6. In addition, we discuss theories on behavioral
change that will bring about the research questions for our two studies. Then, we will discuss
the ‘Saving Aid’, our recommender system that will be used in two different versions.
Subsequently, we report two large-scale user studies, which test how ability-based advice
should be tailored to optimally help users to increase energy savings through the adoption of
more energy-saving measures.

Part of the theory section covers literature that is also described in Chapter 1. However, since the Rasch
model provides the building blocks for this chapter’s argument, we have maintained some overlap.
6
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Theory

2.2.1 Rasch model
The Rasch model stems from item response theory (IRT) and assumes persons and measures
to share a one-dimensional trait for a certain behavioral goal (Bond & Fox, 2006; Kaiser &
Wilson, 2004). This trait manifests itself as a formal measurement scale (Kaiser et al., 2010),
on which persons and measures are ordered on their ability and behavioral difficulty,
respectively (Urban & Ščasný, 2016). Figure 2.1 depicts how an energy conservation scale can
be considered as a two-sided ruler (Kaiser & Wilson, 2004), where measures with a low
behavioral difficulty are performed generally more often than difficult ones, and vice versa.
On the other hand, persons who perform many measures (e.g. person C in Figure 2.1) are
assumed to have a higher ability than those performing few (person A; Urban & Ščasný,
2016).

Figure 2.1. Impression of a Rasch scale of energy-saving measures and persons.

Rasch formalizes the relation between ability and difficulty, describing the probability that a
person n performs an energy-saving measure i as the arithmetic difference between that
person’s energy-saving ability θ and the measure’s behavioral difficulty δ (Bond & Fox, 2006;
Kaiser et al., 2010):
𝑃𝑃{𝑋𝑋𝑛𝑛𝑛𝑛 = 1} =

𝑒𝑒 𝜃𝜃𝑛𝑛 −𝛿𝛿𝑖𝑖

1+𝑒𝑒 𝜃𝜃𝑛𝑛 −𝛿𝛿𝑖𝑖

(2.1)

Figure 2.2 illustrates for the four energy-saving measures depicted in Figure 2.1 how
engagement probability, ability and behavioral difficulty relate to each other. The behavioral
difficulty (δ) of a measure is equal to the 50%-engagement probability point of each item-
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characteristic curve (ICC), which varies between measures. Moreover, the x-axis depicts how
different energy-saving abilities (θ), expressed in logistic units or logits, lead to different
engagement probabilities (y-axis) for different measures. For instance, a person with energysaving ability −3 (person A, cf. Figure 2.1) has approximately a 50% probability to regularly
turn off the lights (cf. Figure 2.2), but a near zero chance of using green energy or owning
solar PV. In contrast, person C (ability = 3.17) has a 50% likelihood of having solar PV
installed and is very likely to perform the other three measures as well.

Figure 2.2. Item-characteristic curves (ICC’s) of four energy-saving measures with different
behavioral cost levels. Each yields a different engagement probability levels as a function of a person’s
energy-saving ability.

The scale’s difficulty order can serve as an intuitive tool for those in search of energy-saving
possibilities. For example, we could order the measures from very easy (and popular) to very
difficult (and infrequently chosen), analogous to showing the most popular items on top of a
list, as is commonplace in non-personalized recommender systems (Rashid et al., 2002).
Hence, measures can be considered as a hierarchy of behavioral steps to take towards
attaining the goal of saving energy (Kaiser & Wilson, 2004), which would be an effective
representation for users of a recommender system due to its transparency (Tintarev &
Masthoff, 2007).
From a recommender perspective, a classical question arises: would such an ordered scale
based on the Rasch model be sufficient or would tailored recommendations outperform such
a non-personalized baseline? As tailoring is costly (Harper, Li, Chen, & Konstan, 2005),
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because one needs to know a user’s ability before being able to provide good conservation
advice, it is important to test its effectiveness.
A person’s ability will be a good indicator for where to look for appropriate energy-saving
measures on such a scale. Considering the order in Figure 2.1, we should not expect a person
who only turns off the lights (e.g. person A) to suddenly install solar PV (Urban & Ščasný,
2016), but rather suggest an intermediate option. The Rasch model prescribes that a person
whose ability is equal to a measure’s behavioral difficulty has a 50% probability of already
performing that measure (Bond & Fox, 2006). Recommending such measures might be a
good trade-off between novelty and feasibility, as a person would not perform all measures
and they would not be out of reach in terms of behavioral difficulty.
We expect persons to be most motivated to adopt measures with a difficulty level similar to
their own ability (Radha et al., 2016; Starke et al., 2015). This implies that ability-tailored
advice might be an effective approach in helping users to attain their energy-saving goals. If
a system indicates which measures are the most appropriate rather than users having to
browse the scale’s order themselves, then these users should experience less effort in looking
for measures, thus feeling supported by the system and likewise experience a higher level of
choice satisfaction. These expectations lead to our first research question:
[RQ1]: Using a Rasch-based recommender interface to promote the adoption of energy-saving
measures, is ability-tailored advice more effective and satisfactory, as well as less effortful than
a non-personalized ordered set of measures?

2.2.2 Supporting user energy-saving goals
The Rasch model brings a different perspective to how advice can be tailored, which is
particularly useful for an energy recommender system. In most recommender domains,
systems aim to recommend items that are rather similar to a user’s current behavior (Cosley,
Lam, Albert, Konstan, & Riedl, 2003; Ekstrand & Willemsen, 2016). However, Ekstrand and
Willemsen (2016) point out that such an approach is unable to support users who seek
behavioral change, which is critical for an energy recommender system (Knijnenburg et al.,
2014). Indeed, energy conservation often relies on goals and long-term commitment
(Abrahamse et al., 2007; Attari, Krantz, & Weber, 2016), as well as the need to learn about
novel possibilities to change one’s current behavior (Benders et al., 2006; Gardner & Stern,
2008), which are not optimally supported by a behavior-based recommender system
(Ekstrand & Willemsen, 2016; Knijnenburg et al., 2016).
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Research in persuasive technology has shown how technological interventions can support
the user’s goals for attaining a better self (Cialdini, 2007; Fogg, 2002). For instance in the
energy domain, various tools, such as feedback, goal-setting and social comparison, have
successfully influenced people’s conservation behavior (Mankoff, Matthews, Fussell, &
Johnson, 2007; Petkov, Goswami, Köbler, & Krcmar, 2012; Petkov, Köbler, Foth, Medland,
& Krcmar, 2011). However, most persuasion tools have yet to move their personalization
beyond the message (how-to advice) and towards the content (what-to advice) (Berkovsky,
Freyne, & Oinas-Kukkonen, 2012; Kaptein et al., 2015). A Rasch-based recommender system
can contribute to one’s self-actualization by pointing out a user’s current performance and
suggesting where to look next (Ekstrand & Willemsen, 2016; Knijnenburg et al., 2016).
Moreover, it could also rely on the user’s ability to track long-term progress.
We observe two opportunities to persuade users to make more energy-efficient choices. First,
to tailor the difficulty level of energy-saving advice in such a way that it supports sustainable
behavior, for example by tailoring it either just above or below the user’s ability. Second, to
encourage sustainable choices through personalized persuasion, for instance by explaining
that a slightly challenging measure is a good match for a user by explaining how well it fits
(Tintarev & Masthoff, 2007).
These opportunities touch upon the same aspect, namely the trade-off between a measure’s
feasibility and novelty (Radha et al., 2016). The Rasch model has this trade-off built-in, as
relatively easy measures are often perceived as feasible or attractive (Radha et al., 2016; Starke
et al., 2015), but are also likely to be already performed and thus not perceived as novel.
Similarly, measures just above one’s ability are more likely to be novel, but also might be too
challenging. However, we expect that adding a persuasive attribute to a suggested measure
might increase its perceived feasibility and, in turn, the likelihood it is adopted (Fogg, 2002).
For instance, using a score to indicate that a relatively difficult measure is appropriate might
increase its perceived feasibility.
We explore this trade-off for ability-tailored advice in the context of an energy recommender
system. This leads to a second research question:
[RQ2]: How should the difficulty level of Rasch-based advice be tailored to be novel and
effective, as well as satisfactory and feasible, and can this feasibility also be influenced by
persuasive attributes, such as a fit score?
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Two studies on the ‘Saving aid’ tool

We examined our research questions in two different energy recommender system studies.
Figure 2.4 and Figure 2.5 depict the two interfaces of our ‘Saving Aid’ web shop, used in Study
1 (‘horizontal interface’, Figure 2.4) and Study 2 (‘vertical interface’, Figure 2.5). Each
interface each relied on a Rasch scale of 79 energy-saving measures developed in Chapter 1
of this book (Starke et al., 2015). Both systems presented information about different
measures and their savings, and encouraged users to choose measures which they were
willing to take in the four weeks following system use.

2.3.1 General procedure
To explain dynamics underlying our recommender interfaces, Figure 2.3 portrays the general
procedure of both Study 1 and Study 2. It depicts the sequential steps that each user takes
when using one of our ‘Saving Aid’ interfaces. As a first step, each system determined users’
energy-saving ability by surveying them on their current conservation behavior, based on the
methodology of Starke et al. (Starke et al., 2015). This short survey consisted of 13 energysaving measures, sampled from different difficulty sub-sets across the entire Rasch scale, for
which users had to indicate whether they performed each measure or not, or whether a
measure was not applicable to their housing situation.

Figure 2.3. General procedure of our recommender studies. The first four steps were part of our
recommender systems, the follow-up survey was sent four weeks later.

Depending on the experimental condition (cf. section 2.4 for Study 1, section 2.6 for Study
2), advice was presented either in accordance with the user’s estimated ability or not. Facing
this advice, users could interact with the Saving Aid and choose any measure they pleased, as
well as review and adjust selected measures in their shopping cart in the upper-right corner
of the screen (cf. Figure 2.4 & 2.5). Users who confirmed their selection could also opt-in to
receive the chosen measures per e-mail.
After finalizing their selection, users were asked to evaluate their system interaction. We
examined how users perceived and experienced different interface features through aspects
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of the framework of Knijnenburg and Willemsen (2015). Perceived support and choice
satisfaction were evaluated in both studies, while perceived effort and system satisfaction
(Study 1), as well as perceived feasibility and novelty (Study 2) were study-specific. Finally,
four weeks later, we invited all users to a short follow-up survey, in which they were asked to
report about the extent to which they performed their chosen measures.

2.3.2 Unique interface aspects
The two systems depicted in Figure 2.4 and Figure 2.5 have a number of unique interface
aspects to examine our research questions. To compare the merits of tailored and nonpersonalized advice for our first study [RQ1], we employed the ‘horizontal interface’ shown
in Figure 2.4. The measures were ordered on a horizontal difficulty scale, labeled as ranging
from ‘easy/popular’ to ‘challenging/less popular’. Depending on the experimental condition,
users were initially presented a particular set of five energy-saving measures, but were free to
navigate through all conservation possibilities, either by clicking to see the next measure on
the scale or by moving to a different scale position.

Figure 2.4. The ‘horizontal interface’ of the ‘Saving Aid’ (NL: ‘Besparingshulp’) used in Study 1. The
interface presented five energy-saving measures at the same time, which could be navigated freely.
Measures were ordered horizontally, either on ascending or descending order of behavioral difficulty.
Depicted here is the ‘Tailored’ condition in ascending order of behavioral difficulty.
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In contrast, the ‘vertical interface’, as shown in Figure 2.5, addressed [RQ2] in a second study.
We examined how different levels of ability-based advice and persuasive attributes could lead
to more energy-efficient choices. To be able to show a longer list of tailored
recommendations, we used a vertical rather than a horizontal interface. The new interface
discerned between three lists of energy-saving measures: ‘basic’, ‘recommended’ and
‘challenging’. Users were initially presented fifteen measures from the ‘recommended’ list,
but were free to navigate both within and between lists. In addition, depending on the
experimental condition, users were either shown fit scores or not, indicating how well each
measure fitted them.

Figure 2.5. Top two measures of a recommendation list in the ‘vertical interface’ of the ‘Saving Aid’
(NL: ‘Besparingshulp’), used in Study 2. The tabs at the top differentiate between three lists of
measures: ‘Basic’, ‘Recommended’ (NL: ‘Aanbevolen’), and ‘Challenging’ (NL: ‘Uitdagend’). Moreover,
in some conditions of the vertical interface (and also depicted here), a ‘Match Score’ indicated how well
a measure fitted the user on the right-hand side of each recommended measure.
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2.4

Method Study 1

2.4.1 Research design
Study 1 investigated whether ability-based advice was more effective and less effortful than a
non-personalized approach. Each user of the ‘horizontal system’ (cf. Figure 2.4) was assigned
to one of four conditions, which determined which five energy-saving measures were initially
presented to the user. In this 2x2-research design, we varied the scale’s difficulty order (either
ascending or descending) and the position on the scale from which measures were initially
presented, either tailored (closest to the user’s ability) or non-personalized (at the start of the
scale, either the most popular or most challenging items). For tailored conditions, three of
the five measures were labeled as recommended using a yellow highlight and a star.

2.4.2 Procedure and participants
We invited participants from the ThesisTools participant database to use the Saving Aid
depicted in Figure 2.4. Participants were told they had the opportunity to use a new
conservation tool, from which they could choose any number of measures they would like to
perform in the four weeks following the study, which would be sent to them per e-mail. We
followed the procedure in Figure 2.3: After estimating a user’s energy-saving ability, the
system initially presented five measures, either in accordance with the user’s ability or a
baseline set. Users could navigate and choose any energy-saving measures they pleased, until
confirming their final selection. Subsequently, they were presented a survey on their
perceived user experience.
In total, 222 participants completed our web-based experiment and entered a raffle for five
20-euro gift cards. After initial inspection, we excluded thirteen participants from analysis,
as they did not seem to understand our interface. Four participants indicated in the comment
section that they had only chosen measures that they already performed. We suspected that
the other participants had also done so, as they had chosen more than 30 energy-saving
measures out of a possible 79, for which the Rasch model estimated high probabilities (>80%)
that these users already performed them. The remaining sample consisted of 209 participants
with a mean age of 44.5 years (SD = 15.8), who chose on average 9.3 energy-saving measures
(SD = 8.6), and of which the majority owned a house (63.6%).
Each user was also invited to our follow-up survey, sent approximately four weeks after using
the Saving Aid. We sent out invitations to 202 users who had disclosed valid e-mail addresses,
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from which 78 users (38.6%) replied and indicated to what extent they actually performed
their chosen measures.

2.4.3 Measures
2.4.3.1 Subjective measures
We surveyed our users on four subjective constructs: perceived support, perceived effort,
system satisfaction and choice satisfaction. Following the approach of Knijnenburg and
Willemsen (2015), users had to indicate for all survey items on 7-point Likert scales to what
extent they agreed with them. The used items were adapted from preceding recommender
studies (Knijnenburg, Bostandjiev, et al., 2012; Knijnenburg et al., 2014). All responses were
submitted to a confirmatory factor analysis (CFA) using ordinal dependent variables. Table
2.1 only reports three user experience constructs, as we could not distinguish system
satisfaction from perceived support due to high cross-loadings. The remaining constructs
met the guidelines for convergence validity (cf. Table 2.1), as the average variance explained
(AVE) was higher than 0.5 (Knijnenburg & Willemsen, 2015), but the internal consistency of
the perceived effort construct was somewhat questionable, as Cronbach’s alpha for this
construct was merely 0.69 (Embretson & Reise, 2000). Eventually, this set of constructs was
used in our path model (cf. section 2.5.1).

2.4.3.2 Objective measures
Several objective measures could be extracted from the experiment. We derived the users’
energy-saving ability from the initial survey of 13 self-reported items. In addition, to measure
the choice behavior of our users, we kept track of outcome variables, such as the total number
of chosen conservation measures (log-transformed when included in our final model), the
average Rasch difficulty level of these measures and the percentage of those measures being
reported as performed in our follow-up survey. From the log data of the interface
interactions, we calculated the number of chosen items per navigation click as a measure of
objective effort.
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Table 2.1. Survey items in Study 1, with factor loadings and robustness scores per user experience
construct. Items without loading were excluded from the CFA and SEM.

Aspect

Item

Perceived
effort

It took me little effort to use the Saving Aid.
The Saving Aid takes up a lot of time.
I quickly understood the functionalities of the Saving Aid.

Loading

.804
−.554

AVE: .51

Many actions were required to use the Saving Aid properly.

.741

Alpha: .69

The Saving Aid is easy to use.

Perceived
support

I make better choices using the Saving Aid tool.

.551

The Saving Aid is helpful to find appropriate measures.

.608

The Saving Aid does not help to come to a decision.
AVE: .62

The Saving Aid presents the measures in a convenient way.

Alpha: .81

Because of the Saving Aid, I could easily choose measures.

.678

Choice
satisfaction

I am happy with the measures I’ve chosen.

.574

I think I have chosen the best measures from the list.
I would have liked to choose different measures than the ones
I have chosen.

AVE: .60

It would be fun to perform the chosen measures.

.550

Alpha: .78

The measures I have chosen fit me seamlessly.

.549
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Results Study 1

The objective and subjective constructs, as well as relevant interactions were organized into
a path model using Structural Equation Modeling (SEM). Following the approach prescribed
by Knijnenburg and Willemsen (2015), we first fitted a saturated path model, which was
pruned of non-significant effects. Figure 2.6 depicts the final model, which fitted adequately 7:
χ²(108) = 191.000, p < 0.001, CFI = 0.957, TLI = 0.949, RMSEA = 0.061, 90%-CI: [0.046,0.075].
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Figure 2.6. Structural equation model (SEM) for Study 1. Numbers on the arrows represent βcoefficients, standard errors are indicated between brackets. Effects between the latent subjective
constructs are standardized, thus can be considered as correlations. Aspects are grouped by color:
Objective system aspects are purple, subjective aspects are green and experience constructs are orange.
Behavioral indicators are blue, personal characteristics red (Knijnenburg & Willemsen, 2015). *** p <
0.001, ** p < 0.01, * p < 0.05.

2.5.1 Tailored advice
We examined whether tailored advice would result in more effective and satisfactory
recommendations, as was proposed in [RQ1]. Figure 2.6 confirms that users receiving
7
In fitting the model, some issues arose with the discriminant validity of perceived effort (cf.
Knijnenburg & Willemsen, 2015), as it correlated strongly with perceived support and this correlation
was slightly higher than the square root of its own explained item variance (AVE). In other words,
perceived effort and support are highly correlated constructs. However, they were both kept in our
model, as it was in line with previous energy recommender and user-centric framework studies (e.g.
Knijnenburg et al., 2014), which helped us to compare path models across studies.
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tailored advice, compared to non-personalized suggestions, perceived less effort in system
use (coef. −0.440, p < 0.05). In turn, perceiving less effort also increased perceived system
support (coef. −0.767, p < 0.001), which also increased the user’s satisfaction with the chosen
measures (coef. 0.746, p < 0.001).
Besides main effects, Figure 2.6 also depicts that tailored advice interacts with energy-saving
ability and the scale’s difficulty order. We found high-ability users to perceive less support
from tailored advice compared to low-ability users (coef. −0.857, p < 0.01), possibly because
they were more proficient in navigating through the different energy-saving possibilities.
Moreover, users facing a scale in ascending order of difficulty chose measures with a higher
level of difficulty, when presented tailored advice (coef. 2.273, p < 0.001).
This interaction is easier to interpret when inspecting the marginal effects in Figure 2.7. For
non-tailored recommendations, the chosen difficulty was higher when facing a scale in
descending difficulty order rather than in ascending order (cf. Figure 2.7a), as the initial
recommendations were difficult. Interestingly, this effect almost reversed for tailored advice,
which was arguably due to users having a natural tendency to move rightwards on the scale,
starting from the recommendations. This implied for a descending difficulty order that users
inspected and chose easier measures relative to those recommended, and vice versa for the
tailored ascending condition. As choice satisfaction is positively influenced by both the
difficulty level of chosen items and perceived support (cf. Figure 2.6), the marginal effects in
Figure 2.7b show an interesting interaction effect. Although the ascending tailored condition
was perceived as more satisfying (compared to non-tailored) due to both difficulty and
support, the positive effect of perceived support in the descending tailored condition was
counteracted by the negative effect of a lower chosen difficulty.

Figure 2.7a & 2.7b. Marginal effects of the four experimental conditions on the average difficulty level
of chosen measures (2.7a; on the left), and choice satisfaction (2.7b; right-hand side). Effects are relative
to a baseline of descending & non-tailored. Error bars are 1 standard error.
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2.5.2 Mediators: Perceived effort and perceived support
The mediating effort and support constructs depicted in Figure 2.6 had strong behavioral
correlates. Effort manifested itself objectively, as users who perceived less effort had also
chosen more items for the number of navigation clicks they spent (coef. −0.113, p < 0.01).
Perceived support also positively affected interaction metrics, as users who perceived higher
levels of support also chose more energy-saving measures (coef. 0.196, p < 0.001), adhering
to earlier findings that a positive user experience can drive energy savings (Knijnenburg et
al., 2014). Although the difficulty of chosen measures was higher for high-ability users, it
decreased if more measures were selected (coef. −0.312, p < 0.01).
The path model in Figure 2.6 shows no relation between choice satisfaction and the extent to
which users actually performed chosen measures (i.e. ‘% executed items’). However, we did
observe that users mostly followed up on easy measures, as there was a negative relation
between the difficulty of chosen system measures and the execution rate four weeks later
(coef. −0.068, p < 0.01).

2.5.3 Conclusion
Our path model shows that tailored recommendations positively affect a range of user
experience aspects. By reducing both perceived and actual effort, users felt more support, and
in turn chose more energy-saving measures and were also satisfied about those choices. This
pointed out that providing ability-tailored advice was a more effective approach than merely
presenting an ordinal Rasch scale.
The extent to which tailored advice also helps to improve energy savings is less clear from
this study. Although more measures were chosen when higher support was perceived, this
was against a reduced difficulty level. Moreover, long-term effects in terms of the extent that
chosen measures were performed four weeks later, merely showed that users were more likely
to perform easier measures.
These findings beg the question whether energy-saving advice should be precisely tailored to
a user’s ability, or that slightly easier or more difficult advice would be more effective. Hence,
presenting tailored, yet slightly more feasible measures might lead to more energy-efficient
behavior in the long run. However, users who had chosen relatively difficult measures
reported higher levels of choice satisfaction, which could also drive energy savings
(Knijnenburg et al., 2014). Therefore, Study 2 addresses [RQ2], examining the trade-off
between feasibility and novelty for ability-tailored advice.
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2.6

Method Study 2

2.6.1 Research design
Study 2 investigated how advice should be tailored to be the most effective, satisfactory and
feasible, but also examined whether persuasive attributes can influence this feasibility. All
users of our ‘vertical system’ (cf. Figure 2.5) were assigned to one out of six conditions, subject
to a 2x3-research design. On the one hand, measures were presented either accompanied by
a fit score or not. On the other hand, users were initially presented fifteen measures from the
‘recommended’ tab, which contained measures closest to one out of three levels of abilitydifficulty difference: either +1, 0, or -1 logit units (i.e. a relatively low, matching or high
difficulty level). By means of these three conditions, we explored the tradeoff between
feasibility and novelty/relevance of the measures. Hence, if a user’s ability was higher than
the item difficulty (+1 logit), users were presented relatively easy measures, which were less
novel as users were likely to already perform them (i.e. a 75% probability; cf. Figure 2.2). In
contrast, the measures presented at an ability-difficulty difference of -1 logit were more
difficult, novel, and relevant, since users were less likely to already perform them (i.e. only a
25%-engagement probability).
The shown fit score, if presented, was a function of the condition’s ability-difficulty
difference. The top item in the recommended tab would get a fit score close to 100%, while
this score decreased for lower-ranked items, following the characteristic curve of the Rasch
model (cf. Figure 2.2), with a median value of 77% for the 15th item and most values above
60%. Consequently, measures in the other tabs would show lower fit scores, typically starting
at 60-70% and decreasing to 0-1% for items with the largest ability-difficulty difference.

2.6.2 Procedure and participants
We invited participants from the ThesisTools participant database to use our ‘vertical
interface’ (only those who did not participate in Study 1). The procedure was similar to Study
1 and followed the sequential steps depicted in Figure 2.3: ability estimation, presentation of
tailored advice, system interaction and selection of measures, and a user experience survey.
Once again, users were free to navigate the entire web shop and could also opt-in to receive
the chosen measures via e-mail.
In total, 288 participants completed our experiment and entered a raffle for five web-shop
gift cards of 20 euro each. The sample comprised 193 female users (67.0%), 187 home-owners
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(64.9%), and had a mean age of 39.7 years (SD = 15.0). From this sample, 194 users were also
invited to participate in a follow-up survey, four weeks after system use. However, only 46
users (23.7%) indicated to what extent they actually performed their chosen measures.

2.6.3 Measures
We considered objective measures similar to Study 1, such as the total number of chosen
measures. Regarding the subjective measures, we considered four constructs: perceived
feasibility and perceived novelty of the recommended measures, as well as perceived support
and choice satisfaction. In our final model (cf. Figure 2.8), perceived novelty was dropped as
it suffered from high cross-loadings and including it in our path model deteriorated its fit.
Table 2.2 shows that convergence validity of the other aspects was good, as all AVE values
were well above 0.5. Moreover, the internal consistency was good, with high values of
Cronbach’s alpha.
Table 2.2. Survey items in Study 2, with factors loadings and robustness scores per user experience
construct. Items without loading (in grey) were excluded from the CFA and SEM.

Aspect
Perceived
Feasibility

Item
The recommended measures are hard to perform.

AVE: .63

The recommended measures are applicable in my home
environment.

.741

It takes little effort to perform the recommended measures.

.736

I make better choices using the saving aid tool.

.771

The saving aid is helpful to find appropriate measures.

.918

Because of the saving aid, I could easily choose measures.

.923

AVE: .78

I would like to use the saving aid more often.

.802

Alpha: .92

The saving aid is useless.

Choice
satisfaction

I am happy with the measures I have chosen.

AVE: .60

It would be fun to perform the chosen measures.

.764

Alpha: .78

The measures I have chosen fit me seamlessly.

.698

Alpha: .83
Perceived
Support

I do not have the possibility to perform the recommended
measures.

Loading
−.772
−.792

.674

I think I have chosen the best measures from the list.
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2.7

Results Study 2

To address [RQ2], all variables were organized into a path model using Structural Equation
Modeling (SEM). The model had a good fit: χ²(140) = 198.693 p < 0.001, CFI = 0.992, TLI =
0.990, RMSEA = 0.046, 90%CI: [0.034:0.057]. Figure 2.8 depicts the fitted path model. We
coded the three different difficulty conditions as an ordinal variable in our model (different
coding showed similar results), while the fit score was encoded as a dummy variable.

2.7.1 Recommendation difficulty
We examined whether the difficulty of recommendations affected their perceived feasibility
and, in turn, users’ satisfaction and choice behavior. We found that comparatively difficult
‘recommended’ lists were perceived as less feasible (coef. −0.469, p < 0.001), confirming that
easier measures have a higher perceived feasibility (Radha et al., 2016).
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Figure 2.8. SEM for Study 2. Numbers of the arrows represent the β-coefficients, standard errors are
indicated within brackets. Effects between the subjective constructs are standardized, thus can be
considered as correlations. Aspects are grouped by color: Objective system aspects are purple,
subjective aspects are green and experience constructs are orange. Behavioral indicators are blue,
personal characteristics are red. *** p < 0.001, ** p < 0.01, * p < 0.05.
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Figure 2.8 shows that feasibility also affected other objective and subjective measures. Users
who perceived recommended items as feasible also experienced a higher choice satisfaction,
both through a direct effect (coef. 0.221, p < 0.001), as well as through a mediated effect which
increased system support (coef. 0.234, p < 0.001), and in turn also choice satisfaction (coef.
0.506, p <0.001). Moreover, similar to Study 1, users who perceived more support also chose
more items (coef. 0.385, p < 0.001).
Figure 2.9a supports these findings, illustrating that a lower recommendation difficulty
increased the number of items chosen by a user. Figure 2.9b shows that a similar effect was
also observed for choice satisfaction, which on average decreased if recommendation
difficulty increased. However, this effect was mainly observed when a fit score was shown,
reflected by the significant interaction effect between fit score and recommendation difficulty
(coef. −0.475, p < 0.05).
As more satisfied users were more likely to actually execute their chosen items four weeks
later (coef. 0.038, p < 0.05), it was apparent that presenting comparatively easy tailored
recommendations led to a better user interface experience, which in turn led to more energyefficient choices and sustainable behavioral change. In contrast with Study 1, we observed no
relation between the chosen difficulty level and follow-up four weeks later. However, we did
observe that presenting relatively difficult measures increased the difficulty level of chosen
items (coef. 0.750, p < 0.001).

Figure 2.9a & 2.9b. The number of chosen measures (2.9a) and choice satisfaction (2.9b), as a function
of the experimental conditions: fit score (yes or no) and the ability-difficulty difference (easy = +1,
match = +0, difficult = −1). Error bars are 1 standard error.
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2.7.2 Fit Score
We also examined the effectiveness of presenting a fit score to increase the perceived
feasibility, but observed no such main effect. It seems that fit scores reinforced user
preferences for relatively easy measures. Figure 2.8 shows that high-ability users who were
presented a fit score perceived recommended measures as less feasible, as shown by the
interaction between these two factors (coef. −0.347, p < 0.05). Figure 2.9b shows that although
showing a fit score worsened a user’s choice satisfaction for higher levels of recommended
difficulty (coef. −0.475, p < 0.05), it actually increased choice satisfaction for relatively easy
recommendations (compared to showing no fit score). This suggested that fit scores were not
successful in motivating users to adopt challenging items, but rather reinforced their current
ability levels.

2.7.3 Conclusion
We investigated how to tailor energy-saving advice to increase its effectiveness and feasibility,
and whether this feasibility can be increased by presenting a fit score. We found that abilitytailored recommendations low in difficulty were perceived as more feasible, which made
users feel more supported and, in turn, led to more energy-efficient choices and a higher
choice satisfaction. In addition, we found that inducing a positive user experience this way,
increased the likelihood that users actually performed chosen measures, thus helping them
to attain conservation goals, albeit through small behavioral steps in terms of the Rasch scale.
This preference for relatively easy measures suggested that users did not mind being
presented a recommendation list from which they already performed numerous measures
(about 75% of them, according to the Rasch model), compared to a list containing more
challenging and novel items with an average engagement probability of 25%. This adhered to
earlier research on novelty negatively affecting user satisfaction levels (Ekstrand, Harper,
Willemsen, & Konstan, 2014).
In addition, we found that presenting a fit score was only effective if the recommended
energy-saving measures were relatively easy (cf. Figure 2.8). In fact, showing high fit scores
for difficult measures impaired a user’s choice satisfaction. Hence, persuasive attributes in
our interface were not effective to attain challenging energy-saving goals.
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Discussion

People often face difficulties in reaching their behavioral goals. To date, most recommender
systems are behavior-driven and therefore fail to effectively support those users who wish to
accomplish goals for their better selves (Ekstrand & Willemsen, 2016; Knijnenburg et al.,
2016). In particular, the domain of energy conservation is in need of a tool which helps people
to save energy, but research on tailored energy-saving recommendations is limited
(Knijnenburg et al., 2014; Starke et al., 2015).
We have attempted to fill this gap by using a Rasch scale of energy-saving measures to help
users attain their conservation goals (Starke et al., 2015). We have established that tailoring
energy-saving advice towards a user’s ability can reduce a user’s perceived effort and increase
the feasibility of presented measures. As we also find that users seem to prefer to receive
comparatively easy advice which falls just below their own ability (Radha et al., 2016; Starke
et al., 2015), we suggest that a user’s motivation to save energy is increased the most by
recommending measures that fall around the user’s ability, rather than pushing them to make
giant leaps in terms of the Rasch scale.
This rationale is supported by our findings on the presented fit score. The effectiveness of
maximizing fit scores for easy measures might be due to users recognizing presented
measures compared to novel suggestions, arguably supporting the credibility of the high fit
score and thereby increasing perceived support and satisfaction. In a similar vein, presenting
a high fit score for difficult measures might have not been credible and thus deteriorated the
interface’s efficacy.
The effectiveness of relatively easy ability-tailored advice, especially in terms of feasibility,
also suggests that users do not seem to hold particular reasons to not perform certain
measures below their own ability level. For example, a person who hardly possesses any
electrical appliances might not consider to turn them off at a main switch (cf. Figure 2.1,
section 2.2). However, the observed systemic preference for easy measures suggests that this
is not the case, and that users might have simply been oblivious to these measures beforehand
(Benders et al., 2006). In addition, we do wish to emphasize that ability-tailored advice has
shown to be a more effective approach than simply showing the most popular scale items,
pointing out that the feasibility of measures low in difficulty is limited to ability-tailored
recommendations.
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2.8.1 Limitations and future work
Our research is subject to a few limitations. The model fitted in Study 1 raises a few concerns
regarding the separability of the different constructs. Although this might call for a
replication of the study, the outcome of the second study seems to reinforce the findings of
the former, as a similar structural model is underlying the results.
Another concern might be that some users might have simply selected a lot of measures and
have decided to not perform them. We argue that even though self-report is a delicate
measurement method, we have observed small effects of behavioral change four weeks after
system use, suggesting that our recommendations and interface have had a positive effect on
users’ energy-saving behavior.
Finally, the Rasch model has important implications for recommender system research, as
well as energy policy. Our Rasch model has shown that a relatively simple personalization
algorithm can already yield effective results, which begs the question how an interface using
more intricate personalization would perform. Moreover, we have not only measured users’
choice behavior, but also checked whether chosen items were actually performed four weeks
later. Monitoring a user after system use might be particularly helpful to systems that support
behavioral change (Ekstrand & Willemsen, 2016), as it can point out which interface design
aspects were effective. However, if a follow-up survey is hard to implement, this research has
also shown that system perception constructs can explain a user’s choice satisfaction and also
correlate with behavioral metrics, which can present a rather complete, triangulated
explanation for any effect of system use.
With respect to our findings on the fit score, it seems that simply telling users that difficult
measures match their preferences defeats its purpose. Although this suggests that interface
persuasion might not help to steer preferences for ability-tailored recommendations, we have
yet to examine different type of manipulations. For example, changing how relevant
information of recommendations is presented, such as framing measures in terms of their
kWh, might prove to be more influential for energy-efficient decisions. Chapter 3 examines
this problem next.

3.
Using framing to promote kWh
savings in a Rasch-based
recommender system
Abstract
Recommender systems can leverage the Rasch model to present tailored advice based on each
measure’s behavioral costs. However, there is room for further personalization, as measures
similar in behavioral costs often have a high variability for other attributes. For instance,
insulating one’s roof and defrosting one’s freezer is shown to be at similar behavior cost levels,
but differ in terms of investment costs and kWh savings. This is potentially problematic, as
users tend to choose low-saving measures in terms of kWh from a set of tailored
recommendations.
We present two studies. First, using self-report questionnaires (N = 310), we fit a novel onedimensional construct of 134 measures. We investigate to what extent measure attributes can
predict self-reported energy-saving behavior, in addition to the Rasch model concepts of
attitude and behavioral costs. We find that Rasch slightly outperforms the other attributes in
predicting self-reported behavior. Moreover, a combined model of Rasch and other attributes
shows that perceived effort and awareness explain an additional part of the variance in
behavior, while both perceptions and actual values of kWh savings, measure frequency, and
investments costs have little or no predictive value.
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Second, we present a between-subjects recommender study (N = 266) in which choices high
in kWh savings are promoted using framing (inclusion and sorting). We present
recommender interfaces with a kWh savings score, as well a Smart Savings Score that
combines effort and kWh savings. Although we find no difference in the total amount of
chosen savings compared to a baseline recommender, framing positively affects the extent to
which users consider kWh savings when choosing a measure.
Keywords: Energy-saving attributes, Rasch model, Framing, Recommender Systems

3.1

Introduction

To motivate consumers to save energy, governments tend to promote large improvements in
energy efficiency (Dietz et al., 2009; Midden et al., 2007). This adheres to the conviction that
aiming for large kWh savings outperforms aiming for smaller steps of behavioral change
(DeCanio, 1998; Yanarella & Levine, 2008), where such small steps are often referred to as
the ‘low-hanging fruit’ (Vandenbergh et al., 2008), typically involving curtailment measures
that are high in frequency and low in costs (Karlin et al., 2014). For example, the Dutch
government launched a sustainability initiative in 2016 to motivate its citizens to insulate
various parts of their homes (Koninkrijksrelaties, 2017), focusing on the large energy savings
in kWh or euros rather than a citizen’s motivation or ability to perform energy-efficient
behaviors.
Some scholars agree with such an approach, since measures that are relatively easy to
implement are often also low in kWh savings (Attari et al., 2011; Dietz et al., 2009). Hence,
the low-hanging fruit does not go a long way in achieving reductions in consumer energy
consumption (Lorenzen, 2018; Yanarella & Levine, 2008). For example, installing two solar
panels would achieve a larger reduction on one’s household energy consumption, than
applying a set of curtailment measures, such as a combination of turning off monitors not in
use, taking short showers, and descaling kitchen appliances (Boudet et al., 2016). However,
simply presenting measures high in kWh savings as part of a one-size-fits-all approach is not
likely to achieve widespread behavioral change (Abrahamse et al., 2005; Midden et al., 2007),
since it fails to consider behavioral determinants such as one’s environmental motivation,
attitude or capabilities to save energy (Abrahamse et al., 2005; Otto, Kibbe, Henn, Hentschke,
& Kaiser, 2018; Steg et al., 2014). This is illustrated by consumers with low levels of
environmental concern or attitude, who fail to consider the kWh savings of an energy-saving
measure when forming preferences about which one to take (Poortinga, Steg, & Vlek, 2004).
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Tailored energy-saving interventions have typically been more effective in achieving
behavioral change (Fischer, 2008; Tomkins, Isley, & Getoor, 2018), by presenting information
or advice that fits an individual’s attitude, knowledge level or capabilities (Abrahamse et al.,
2007; Gamberini et al., 2012; Steg, 2008). One effective way of doing so has been
demonstrated in Chapter 2 (Starke, Willemsen, & Snijders, 2017), in which an energy
recommender system was created to present energy-saving measures that fit a system user.
To determine which measures are suitable for a user, we have mapped users and energysaving measures onto a one-dimensional scale, using the psychometric Rasch model (Kaiser
et al., 2010; Urban & Ščasný, 2016). Rasch assigns an energy-saving attitude to each user based
on the proportion of energy-saving measures that a user has taken, while assigning measures
a behavioral cost level based on how often they have been adopted by users (Bond & Fox,
2006; Kaiser et al., 2010). We have found that appropriate measures for a user are those with
a behavioral cost level close to that user’s energy-saving attitude (Kaiser et al., 2008; Starke et
al., 2017).

3.1.1 Improving on Rasch-based advice
In Chapter 1, we have inferred a Rasch scale of 79 energy-saving measures (Starke et al.,
2015). An interesting aspect of this scale is that some measures are very similar in terms of
their behavioral costs, but are wildly different in terms of other attributes. For example, the
energy-saving measures ‘using LED lighting’, ‘descaling your coffee machine’ and ‘sweeping
instead of using a vacuum cleaner’ each have similar behavioral cost levels, but differ in their
investment costs, execution frequency, and kWh savings (Boudet et al., 2016). This large
variation in types of measures (i.e. either curtailment or efficiency), as well as what they
require to be taken (e.g. time vs funds) leaves significant latitude within the compounds of a
tailored recommendation list for further adaptation, which has yet to be exploited.
This possibility of using additional attributes is underlined in Chapter 1, as we show that the
variance explained by a single latent factor falls between 30% and 40%. Other studies have
also suggested a multidimensional approach to energy conservation (Boudet et al., 2016;
Karlin et al., 2014), for example differentiating between an impact and intent-oriented
attitude (Gatersleben et al., 2002). While studies that advocate a one-dimensional approach
to conservation behavior also acknowledge that a two-factor or even six-factor model can
explain a higher degree of variance (Kaiser & Wilson, 2004), they also suggest that these
additional dimensions are not necessarily feasible from a theoretical perspective (Kaiser et
al., 2007).
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Rasch-based recommender systems may also benefit from considering additional attributes.
Analogous to scale measures sharing behavioral costs but differing on other attributes, two
persons who have a similar Rasch-based attitude may still differ in age, income, and housing
situation (Starke et al., 2015). Structural factors, such as whether an energy-saving measure
is appropriate for a person’s housing situation (Black et al., 1985; Otto et al., 2018), have
shown to be important predictors of conservation behavior. This variability calls for a better
understanding of how different measure attributes and contextual factors relate to the current
Rasch model constructs, as well as for an analysis on whether they can improve Rasch-based
energy-saving advice.

3.1.2 The problem of kWh savings
The high variability in measure attributes is typically found across the entire behavioral cost
range of our one-dimensional energy-saving constructs (cf. Kaiser et al., 2008; Starke et al.,
2017). An important finding for policy makers is that there seems to be no relation between
behavioral costs and kWh savings for Rasch scales with a large number of energy-saving
measures. Figure 3.1 depicts the log-transformed kWh savings of Rasch scale measures used
in Chapter 1 (Starke et al., 2015). In each cohort of behavioral costs, a user can adopt measures
with high kWh savings, which are those that a typical policy maker would like to promote,
but also measures with low kWh savings.
We have shown in the first two chapters that users tend to select measures that are relatively
low in behavioral costs rather than high in kWh savings (Starke et al., 2017). In fact, our
analysis in Chapter 1 shows that a measure’s kWh savings has a negative effect on the
probability that it is chosen, even when controlling for the difference between attitude and
behavioral costs. Indeed, even though kWh savings are supposedly an energy-saving
measure’s most important attribute in the context of household energy conservation, kWh
savings are often ignored by consumers (Asensio & Delmas, 2015; Costa & Kahn, 2013).
Moreover, as kWh savings are seemingly unrelated to consumer preferences (Poortinga et
al., 2003), it would be challenging to design a Rasch-based recommender algorithm that
considers kWh savings while still providing attitude-tailored advice.
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Figure 3.1. Estimated kWh savings for measures part of Starke et al.’s (2015) Rasch scale, set against
their behavioral costs. There appears to be no relation between the two.

To bypass these limitations and boost the adoption of kWh savings, the interface of a
recommender system could be designed to promote energy conservation, for example by
highlighting measures with high kWh savings (Mandl, Felfernig, Teppan, & Schubert, 2011).
Research on sustainability through human-computer interaction has shown that the format
and context in which information is presented affects conservation perception and decisionmaking (DiSalvo, Sengers, & Brynjarsdóttir, 2010; Ham, Midden, & Beute, 2009; Schubert,
2017), also pointing out the effectiveness of persuasion and nudging (cf. Fogg, 2002; Jannach
& Adomavicius, 2016; Thaler & Sunstein, 2008). Multiple studies in the consumer psychology
and marketing domains have demonstrated the importance of the context in which a decision
is made (Johnson et al., 2012; Murray & Häubl, 2008), such as a personalized recommender
interface.
A particularly interesting mechanism employed in consumer decision-making research is
framing (Bettman et al., 1998). This describes how the representation and evaluation of a
product, item, or measure can be altered by either including, emphasizing or excluding
certain parts of information such as a certain attribute (Kragt & Bennett, 2012). For instance,
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expressing the kWh savings of a set of recommendations in a more understandable format
(Newell & Siikamäki, 2013; Niederberger & Champniss, 2017), or in a pro-environmental
format such as CO2 emissions (Burgess & Nye, 2008), might steer individuals into
considering a measure’s kWh savings to a larger degree (Asensio & Delmas, 2015; Ek &
Söderholm, 2010). Although framing has been considered in the recommender literature
(Mandl et al., 2011), its effectiveness to spur the adoption of kWh savings in an energy
recommender interface has thus far remained unexplored.

3.1.3 Research outline
We have shown how Rasch-based energy recommender systems can motivate its users to
adopt energy-saving measures. However, this does not necessarily lead to the adoption of
measures high in kWh savings (Starke et al., 2015, 2017). Since there is high variability in
terms of measure attributes within attitude-tailored recommendation lists, while previous
studies have shown that kWh savings are largely ignored by users (Poortinga et al., 2003), this
chapter presents two studies.
In the first study, we compare the Rasch model concepts attitude and behavioral costs to other
attributes of energy conservation, in terms of their capacity to predict energy-saving
behavior. Specifically, we inquire on the individual perceptions of energy conservation and
commonly used measure attributes, such as kWh savings, effort, and investments costs
(Boudet et al., 2016), as well as personal characteristics, such as age and homeownership
(Black et al., 1985). We posit the following research question:
[RQ1]: To what extent can different attributes of energy-saving measures, both objective and
perceived, explain energy-saving behavior?
Subsequently, Study 2 examines the effectiveness of framing to boost kWh savings. As is
confirmed in Study 1, kWh savings do not play an important role in self-reported behavior,
as other attributes are considered to be more important. To influence user preferences
without changing the recommended content, studies have relied on framing, persuasion, and
other techniques in which information is presented selectively (Johnson et al., 2012; Kragt &
Bennett, 2012; Tversky & Kahneman, 1981). In the context of web-based interfaces, different
representations of kWh savings have been explored (Newell & Siikamäki, 2013; Niederberger
& Champniss, 2017), but these have yet to be examined in conjunction with other measure
attributes, as well as within a tailored list of recommendations.
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As will be shown in Study 1, perceived effort turns out to be a consistent predictor of selfreported behavior, arguably appealing to the notion of consumers preferring to perform lowmaintenance measures (Attari et al., 2011; Vandenbergh et al., 2008). By framing energysaving measures in terms of their kWh savings, as well as by combining effort and kWh
savings, we explore of the effectiveness of framing. We posit the second research question:
[RQ2]: To what extent can framing energy-saving measures in terms of their kWh savings and
perceived effort motivate users to choose more kWh savings in a recommender system?
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3.2

Literature review Study 1

To explain the relevance of the two studies conducted in this chapter, this section first
elaborates on the concepts used in Study 1. We discuss the Rasch model and how energy
recommender systems have leveraged it to tailor advice. Moreover, we identify other relevant
measure attributes to predict energy-saving behavior and how they relate to the concepts of
attitude and behavioral costs.

3.2.1 Rasch model
To echo theory discussed in earlier chapters, the current studies rely on the psychometric
Rasch model to generate appropriate energy-saving recommendations. In the context of
Campbell’s Paradigm and household energy conservation (Kaiser et al., 2010), Rasch
describes how the probability p that a person n performs an energy-saving measure i, depends
on one’s energy-saving attitude 𝜃𝜃 and that measure’s behavioral costs δ (Kaiser et al., 2010;

Starke et al., 2015; Urban & Ščasný, 2016). See Equation 3.1, where δ and 𝜃𝜃 are expressed in

logistic scale units (logits):

ln �

𝑝𝑝𝑛𝑛𝑛𝑛

1−𝑝𝑝𝑛𝑛𝑛𝑛

� = 𝜃𝜃𝑛𝑛 − 𝛿𝛿𝑖𝑖

(3.1)

Unlike work in environmental psychology using evaluative attitudes (Abrahamse et al.,
2005), the attitude concept set forth in Campbell’s Paradigm (cf. Equation 3.1) postulates that
the strength of one’s attitude δ becomes apparent through the behaviors that an individual
engages in (Kaiser et al., 2010). Such a ‘behavior-based attitude’ is arguably less prone to an
attitude-behavior gap than an evaluative attitude (cf. Dienes, 2015; Kaiser et al., 2007), and
therefore more suitable to serve as a starting point for conservation advice, as intentions have
limited applicability for advice personalization and more likely result in intention-behavior
gaps (Dienes, 2015; Whitmarsh, 2009). Based on how often each energy-saving measure is
performed, a one-dimensional scale can be formed. While measures are ordered on their
behavioral costs, persons are ordered on their energy-saving attitude (Bond & Fox, 2006).
Equation 3.1 shows that Rasch can predict which measures will be perceived as the more
relevant recommendations, which is person-dependent. Measures whose behavioral cost
level falls far below a person’s energy-saving attitude (δ << 𝜃𝜃) are likely to have already been

implemented, while those with a relatively high behavioral cost level (δ >> 𝜃𝜃) are usually too

difficult to adopt (Starke et al., 2017), for example due to financial or motivational reasons
(Otto et al., 2018).
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3.2.2 Recommender systems and measure attributes
In this section, we re-iterate findings from the Rasch-based energy recommender studies in
Chapter 1 & 2, discussing the promising results on attitude-tailored advice (Starke et al., 2015,
2017).
Recommenders are information filtering systems that rely on the user’s input and adapt the
presented advice accordingly (Konstan & Riedl, 2012; Ricci et al., 2011). To determine
attitude and behavioral cost levels, Starke et al. (2015) asked users to indicate which energysaving measures they perform and, subsequently, inferred a one-dimensional Rasch scale of
79 energy-saving measures (cf. Bond & Fox, 2006 for computational details). By tailoring
energy-saving measures in terms of their behavioral costs towards the attitude of their users,
Chapter 2 shows that recommender users who are presented a set of attitude-tailored
measures make more energy-efficient decisions compared to those facing a one-size-fits-all
set of measures (Starke et al., 2017). However, we have also shown that users typically choose
measures with a behavioral cost level that falls below their own energy-saving attitude (Starke
et al., 2015, 2017), which we also expect for the current study:
[H1.1]: Energy-saving measures with a behavioral cost level that falls below the user’s attitude,
rather than above it, are more likely to be performed.
To improve upon energy recommender systems from previous studies, we propose to
consider additional attributes in addition to the Rasch model concepts, which is discussed in
the next two sections. Since measures similar in behavioral costs on a Rasch scale often differ
on other attributes, it seems plausible that a recommender system could leverage such
attributes different to further improve advice quality and user satisfaction.

3.2.3 Preferences for kWh savings
We have discussed that consumers do not seem to consider kWh savings in their preferences
or behavior (cf. Poortinga et al., 2003). One underlying reason is that they may have flawed
perceptions of kWh savings (Attari et al., 2010), or difficulties in grasping the concept itself
(Abrahamse et al., 2005; Newell & Siikamäki, 2013). For example, Attari et al. (2010) show
that the kWh savings of measures with small savings tend to be overestimated, while those of
measures with large kWh savings are underestimated. Other illustrative examples include a
web shop study in which the use of an energy efficiency index rather than the actual kWh
savings persuaded consumers to choose more energy-efficient products (Niederberger &
Champniss, 2017), as well as a household conservation study that showed that consumers
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employ a size heuristic to estimate kWh savings (Cowen & Gatersleben, 2017). Therefore, we
suggest that the mismatch between consumers’ perceptions of kWh savings and the actual
savings may therefore be the cause of previous researchers finding no relation between energy
savings and behavior.
[H1.2]: Perceived kWh savings are a better predictor of energy-saving behavior than the actual
savings.

3.2.4 Other measure attributes
Besides kWh savings, a number of relevant attributes have been identified in different
contexts (Boudet et al., 2016), which might improve Rasch-based advice. Review studies on
household energy-saving behavior often arrive at the discrepancy between high-frequency
curtailment measures and one-time efficiency measures (Dietz et al., 2009; Karlin et al., 2014).
Karlin et al. (2014) indicate that curtailment measures are usually performed weekly or daily,
and do not require an upfront investment, while efficiency investments are done once in
every three years.
Since curtailment measures are more likely to be adopted by individuals than efficiency
(Attari et al., 2011) and has been found to have lower average behavioral costs than efficiency
(cf. Chapter 1; Starke et al., 2015), it is likely that frequency of occurrence and investment
costs are important predictors of energy-saving behavior.
[H1.3]: Energy-saving measures with higher frequencies of occurrence (e.g. daily rather than
weekly) are more likely to be performed.
[H1.4]: Energy-saving measures with larger investment costs are less likely to be performed.
Furthermore, other attributes that predict energy-saving behavior might become apparent
when considering what factors explain increases or decreases in behavioral costs. To date,
behavioral costs have been described to capture a range of obstacles, barriers, and actual costs
of a behavior (Otto et al., 2018), including cognitive costs, time, funds and convenience
(Kaiser et al., 2010; Verhallen & Pieters, 1984). However, some of these attributes are not very
specific. A recent study on recycling behavior identifies drivers of behavioral costs, which are
typically factors that concern one’s direct living environment (Otto et al., 2018), the perceived
social norms (cf. Allcott, 2011), or necessary materials, such as funds (cf. Heberlein &
Warriner, 1983; Schneider & Sunstein, 2016).
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Other literature does provide a few suggestions. For one, the relative importance that is
attributed to the structural conditions of energy-saving behavior might lead consumers to
adopt low maintenance, low savings measures (Black et al., 1985; Gatersleben et al., 2002;
Whitmarsh, 2009), while ignoring kWh savings. This might be due to the embeddedness of
energy-saving measures in daily routines or social practices (Buchanan, Russo, & Anderson,
2015; Verbong, Verkade, Verhees, Huijben, & Höffken, 2016), making it hard to adopt a
certain energy-saving measure if it has repercussions on other aspects of one’s household
routines.
One way in which such adjustments to one’s lifestyle can be conceptualized is through ‘effort’.
Some studies describe effort in the context of taking curtailment measures (Gardner & Stern,
1996; Poortinga et al., 2003), such as the notion that reducing car use is effortful because of a
decrease in comfort. In contrast, Oikonomou, Becchis, Steg, and Russolillo (2009) present a
more comprehensive definition of effort, which is defined to represent disutility associated
with engaging in energy saving, such as needing to make additional arrangements.
We argue that overcoming structural or contextual thresholds while adjusting one’s lifestyle
to adopt energy-saving measures is at least partially captured by effort. In addition, rather
than constructing an objective effort parameter (cf. Oikonomou et al., 2009), one’s perception
of effort may provide a better representation of the expected ‘hassle’ involved in taking a
certain energy-saving measures, complementing investment costs and behavioral costs.
Hence, we posit the following:
[H1.5]: Energy-saving measures that are perceived as effortful are less likely to be performed.
Furthermore, besides the mentioned measure attributes, we also examine the influence of
demographics and other person characteristics on energy-saving behavior. Multiple studies
have suggested that factors such as age, income or housing situation are important predictors
of energy-saving behavior (Black et al., 1985; Boudet et al., 2016; Gatersleben et al., 2002).
Moreover, we also examine whether evaluative concepts of conservation, as environmental
concern (cf. Dunlap et al., 2000), can predict energy-saving behavior in addition to the Rasch
model concepts. To date, previous studies have shown that such evaluative indicators tend to
be more predictive of behavioral intent and curtailment measures, than of the adoption of
efficiency measures (Abrahamse et al., 2005; Poortinga, Steg, & Vlek, 2002). In addition, since
many individuals show a willingness to save energy but do not know how to take action
(Benders et al., 2006; Fischer, 2008), we also examine whether awareness that a particular
measure saves energy predicts adoption of that measure.
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3.3

Method Study 1

We tested our hypotheses by surveying 310 participants on their current energy-saving
behavior. We explain here which measures and attributes are assessed and how.

3.3.1 Database of measures
We created a novel database of 134 energy-saving measures, which included both curtailment
and efficiency measures to be taken in the household. The scale of 79 measures used in
previous chapter was somewhat outdated, as it was based on a study from 2008 (Knijnenburg
& Willemsen, 2009). Moreover, an interesting study by Boudet et al. (2016) was published in
the meantime, which supplied a database of measures and a number of relevant attributes.
Measures were taken from Boudet et al. (2016), a Dutch energy supplier, and the Dutch
governmental organization MilieuCentraal. Rather than using behaviors that merely result
in environmental benefits (e.g. reduction of resource use through recycling), we used
measures that resulted in direct savings on one’s energy bill (e.g. ‘turn off the oven 10 minutes
early’, or ‘insulate cavity walls’), but also included a few measures that were expected to yield
indirect savings (e.g. ‘using a smart thermostat’; cf. Verbong, Beemsterboer, & Sengers, 2013).

3.3.2 Participants
A total of 310 participants completed our survey on their current energy-saving behavior. We
excluded 6 participants from our analyses because of possible duplicate ID’s. Participants
were invited to join a questionnaire on consumer energy conservation through social media
(i.e. Facebook, Twitter, and LinkedIn; 24.3%) or the JFS participant database (75.7%). Among
these 304 participants, 163 were female (53.6%) and 141 male (46.4%). The mean age of the
participants was 34.2 years (SD = 18.6 years, age range: 18-77 years).

3.3.3 Procedure
Each participant was asked to disclose their engagement levels with a set of 25 energy-saving
measures, sampled randomly from our database of 134 and presented sequentially. In
addition, we randomly selected five measures among the set of 25 to inquire on the user’s
perception of these measures in terms of their attributes. Subsequently, we inquired on a
participant’s attitude towards the environment and asked them to provide a number of details
on their living situation and income.
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3.3.4 Measures and descriptive statistics
In total, 304 participants indicated for a total of 7,551 energy-saving measures to what extent
they performed them. Moreover, they disclosed their perception on attributes of 1,511
measures.

3.3.4.1 Rasch model concepts
To address our hypotheses [H1.1-H1.5], we inquired on each participant’s self-reported
conservation behavior. We followed the approach of Urban and Ščasný (2016) and asked to
indicate their engagement level for different measures on a four-point scale. The approach
differed between curtailment and efficiency measures. For curtailment measures, such as
‘Turning off the lights after leaving a room’, participants were asked to indicate how often
they typically performed a measure, indicating either ‘Always’, ‘Often’, ‘Occasionally’ or
‘Never’. For efficiency measures, such as ‘buy an energy-efficient dishwasher’, participants
were asked whether they had already applied a measure, asking them to either indicate ‘yes’,
‘installed before moving in’, ‘no’ or ‘not possible’.
These engagement levels for different measures were used as a dependent variable in our
analysis. Moreover, we used them to fit a one-dimensional Rasch scale of 134 energy-saving
measures and 304 individuals. From this scale, we used each participant’s energy-saving
attitude and each measure’s behavioral cost level as predictors in our analysis.

3.3.4.2 Person measures
To differentiate between the Campbell’s Paradigm attitude and an evaluative concept of
conservation, we measured each participant’s level of environmental concern. We used 15
items from the revised New Environmental Paradigm (NEP) Scale (Dunlap et al., 2000).
These involved propositions about the relation between mankind and the environment, such
as ‘humans have the right to modify the natural environment to suit their needs’. Participants
were asked to indicate to what extent they agreed with these propositions on a 5-point Likert
scale, indicating higher scores for higher levels of environmental concern. Among our sample
of 304 participants, we found the internal consistency of the items to be acceptable:
Cronbach’s Alpha = 0.73 (Gliem & Gliem, 2003), and used it as a one-dimensional factor.
In addition, we also inquired a number of demographic characteristics of each participant,
such as age and gender. Most notably, we inquired on participants’ housing situation, asking
them to indicate whether they owned the home they lived in, and whether it concerned an
apartment, a terraced house, a semidetached house, or a detached house. Moreover, we
inquired on each participant’s level of education and income, and also determined a
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participant’s mean level of perceived effort and awareness of energy-saving measures based
on the perception attributes below.

3.3.4.3 Perception attributes
To address hypotheses [H1.2–H1.5], we examined to what extent participant perceptions of
measure attributes influenced self-reported behavior. To do so, five measures were randomly
selected out of the total set of 25, for which we asked participants to disclose their perceptions
of a set of attributes. The measure attributes considered for analysis are outlined in Table 3.1,
which lists the frequencies of each response category per attribute for both the actual and
perceived values, if applicable.
To examine whether perceived kWh savings were a better predictor of self-reported behavior
than the actual savings [H1.2], a measure’s expected kWh savings were estimated on a 5-point
scale (“0-25 kWh/year”, “26-100”, “101-250”, “251-750”, or “>750”). To aid the user, example
measures were added to the different options. Moreover, the predictive value of perceived
effort on self-reported behavior [H1.5] was addressed by asking “How much effort does it
take to adopt this measure?”, assessed on a 5-point scale (“Very little” to “Very high”).
Furthermore, the effects of frequency [H1.3] and investment costs [H1.4] on self-reported
behavior were respectively examined to curtailment and efficiency measures. For curtailment
measures, the expected frequency of performance was assessed on a 6-point scale (“Once
every 3 years or more”, “Once every 1-3 years”, “Seasonal”, “Monthly”, “Weekly”, “Daily”),
while the investment costs of efficiency measures were evaluated on a 5-point scale (“€5<”,
“€5.01-€20”, “€20.01-€100”, “€100.01-€1000”, “>€1000”). Finally, users were asked whether
they were aware a particular measure could save energy, answering ‘yes’ or ‘no’.

3.3.4.4 Actual measure attributes
In addition to each participant’s perception of an energy-saving measure, we had also
acquired data on the actual values of measured attributes to address a number of hypotheses.
These ‘actual values’ of the kWh savings, execution frequency [H1.3], and investment costs
[H1.4] were also added to our model predicting self-reported behavior. Moreover, we
examined [H1.2] by comparing the actual kWh savings to the perceived estimates.
Since our research population was Dutch, most of these attribute values were estimated using
projections from the Dutch environmental institute MilieuCentraal and the website of Dutch
energy supplier Eneco. As these organizations did not have information on all measures, we
also used supplementary data from Boudet et al. (2016) and Wenzel, Koomey, Rosenquist,
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Sanchez, and Hanford (1997). Information on these measures and their attribute values are
found in Appendix A.2.
Table 3.1. Overview of measure attributes considered in Study 1. It reports per attribute how often
each response category was presented to a participant (actual values, in %), while also listing how often
each response category was selected by participants.

Attribute

Categories/ Mean (SD)

Actual
values

Perceived
values

Curtailment

Efficiency
Curtailment

41.8%
58.2%

Energy Savings

0 - 25 kWh/year
26-100 kWh/year
101-250 kWh/year
251-750 kWh/year
>750 kWh/year

27.2%
29.0%
17.2%
9.2%
17.4%

22.2%
30.6%
27.1%
16.0%
4.2%

Frequency

Daily
Weekly
Monthly
Seasonal
Once every 3 years
Once every 3 years or more years

27.2%
14.0%
9.3%
4.6%
11.9%
33.0%

37.5%
31.6%
27.0%
0%
0%
3.9%

Investment Cost

€5<
€5.01-€20
€20.01-€100
€100.01-€20
>€1000

57.7%
6.0%
13.8%
13.7%
8.7%

7.3%
14.9%
29.1%
34.3%
14.4%

Awareness

No
Yes

31.8%
68.2%

Effort

Very little
Little
Fairly some
Much
Very much

29.7%
34.1%
21.0%
10.5%
4.8%
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3.4

Results Study 1

Using the previously described measures, we investigated to what extent the Rasch model
concepts and other measure attributes explain self-reported conservation behavior. First, we
fitted two different unidimensional Rasch scales to suit our analyses. We drew upon 25
observations per participant to fit a scale for Study 2. Second, we used 20 observations per
participants to fit a scale to address our hypotheses [H1.1-H1.5], performing a multilevel
logistic regression analysis that examined which attributes can predict a participant’s selfreported conservation behavior in addition to the Rasch model. Thus, this analysis predicted
the five remaining observations per participant, ensuring that the attitude and behavioral
costs concepts did not predict self-report data that was also underlying these concepts.

3.4.1 Rasch model analysis
Using the participants’ engagement frequencies and Winsteps software (Linacre, 2016), we
fitted two unidimensional Rasch scales of 134 energy-saving measures for two different ends.
Both constructs are tabulated in Appendix A.1. First, a Rasch scale was fitted using only 20
observations per participant (RS-20), for which we did not inquire on the participant’s
perceptions. The attitude and behavioral cost levels drawn from this scale were used to
predict the engagement levels of the remaining 5 observations per participants. Second, we
also fitted a Rasch scale using all 25 observations (RS-25), which was used in Study 2 because
of comparatively superior fit statistics.
In line with previous studies (Starke et al., 2017; Urban & Ščasný, 2016), a dichotomous Rasch
model analysis was performed for both constructs. To do, we followed the approach of Urban
and Ščasný (2016), collapsing participant responses from a 4-point scale into dichotomous
responses. For efficiency measures, the responses ‘yes’ or ‘installed before moving in’ were
collapsed into ‘Yes’, while ‘no’ or ‘not possible’ were regarded as ‘No’. For “how often do you
typically perform this curtailment measure?”, the responses ‘Always’ and ‘Often’ were
considered to be ‘Yes’, while ‘Occasionally’ and ‘Never’ were considered as ‘No’. We also
checked whether using a different dichotomization affected the results of our other analyses,
considering ‘Always’ as ‘Yes’ and other responses as ‘No’, but we found that this did not
significantly impact the outcome of the logistic regression analysis.

3.4.1.1 Rasch scale: RS-20
We fitted a one-dimensional Rasch scale of 134 energy-saving measures based on 20
observations per participant, ranging in behavioral cost levels from −5.97 to 5.61 (M = 0.00,
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SD = 1.65). The RS-20 scale had an excellent reliability level: α = 0.91 8, indicating that the
sample size is adequate for stable item estimates (Bond & Fox, 2006; Gliem & Gliem, 2003).
The scale has an item separation index of 3.68, which indicates that the scale is suitable for
measurement, as it could discern between 4 to 5 different strata of behavioral costs (Bond &
Fox, 2006; Wright & Masters, 1982).
The item behavioral cost range captured the attitudes of the participants, as they ranged from
−3.88 to 3.27 (M = −0.23, SD = 1.01). The reliability of the estimated person attitudes was
acceptable: α = 0.71 (Bond & Fox, 2006; Gliem & Gliem, 2003), while the person separation
index was 1.35 and therefore acceptable for testing that does not require high resolution
(Green & Frantom, 2002), allowing us to discern between high and low levels of attitude
strength (Wright & Masters, 1982).
To identify the presence of misfits in our RS-20 construct, we analyzed to what extent the
explained variance in each item was consistent with our model, analyzing infit Mean Squares
(MNSQ’s). Although infit MNSQ’s should fall between 0.8 and 1.2 for high-resolution testing
(Bode & Wright, 1999), this study did not pursue to develop such an accurate measurement
model. Hence, we adhered to cut-off criteria that prescribed the item infit MNSQ’s to either
fall between 0.5 and 1.5, or 0.6 and 1.4 to be productive for measurement (Bond & Fox, 2006;
Green & Frantom, 2002). Appendix A.1 shows that all item infit MNSQ’s fall between 0.6 and
1.4, meeting the requirements for a productive measurement scale. Only two items were
slightly problematic in terms of outfit (“Mow your lawn with a push reel” and “Install a drain
waste water heat recovery system”), as they exceeded the outfit cut-off of a MNSQ of 2 by
respectively 0.23 and 0.25. However, we decided to keep these items on our scale because of
their infit MNSQ’s. In contrast, the standardized fit (ZSTD) indicated that some items might
have somewhat degraded the quality of the measurement, as some values were larger than 2
(Linacre, n.d.).
Finally, we checked whether the construct’s unexplained variance formed meaningful
additional dimensions. Using Winsteps software (Linacre, 2016), we performed principal
component analysis on the residuals, which showed that the additional contrasts did not have
an eigenvalue > 2.7, indicating that no more than two items out of 134 formed an additional
dimension (Linacre, 2018). Moreover, none of these additional contrasts formed meaningful
dimensions, confirming the unidimensionality of the energy-saving construct.

This reliability coefficient is considered to be analogous to Cronbach’s Alpha (Clauser & Linacre,
1999).

8

110 |

Chapter 3: Framing to promote savings

3.4.1.2 Rasch scale: RS-25
To fit the Rasch scale of 134 energy-saving measures for our subsequent recommender study
(RS-25), we drew upon a sample of 310 participants 9 and used all 25 observations per
participant. Two pairwise correlation analyses that the RS-25 and RS-20 constructs were
nearly identical, in terms of behavioral costs: r(134) = 0.99, as well as in terms of attitudes:
r(304) = 0.96. However, overall fit statistics were slightly better for the RS-25 construct.
The fitted items ranged from −3.67 to 5.66 in terms of their behavioral costs (M = 0.04, SD =
1.53). These values were found to have an excellent reliability: α = 0.93, while the separation
index of 3.68 indicated the construct could discern 4 to 5 levels of behavioral costs. Moreover,
the person attitudes were found to range from −4.49 to 3.33 (M = −0.22, SD = 0.97), under
an acceptable reliability of α = 0.71 and person separation of 1.55.
Item-level fit statistics were similar to those found for RS-20, indicating that this scale is
productive for measurement. As with RS-20, there was no evidence suggesting that additional
dimensions existed within the dataset.

3.4.2 Pairwise correlations
Since measure attributes were expected to strongly correlate with each other, such as
frequency and investment costs, we performed pairwise correlation analyses. In doing so, we
also explored which models can be analyzed without multicollinearity issues, as well as
examined how the perceived and actual kWh savings related to each other [H1.2].

3.4.2.1 Measure attributes
Table 3.2 enumerates the attributes (1-9), showing the results of our pairwise correlation
analyses. Due to the variety in the number of observations between pairs, we considered the
mean perceived values of each measure. Table 3.2 shows significant correlations for most
pairs, revealing that energy-saving attributes were typically rather interrelated. However, we
observed that perceived frequency (4) was not significantly correlated with both the perceived
and actual kWh savings (2,3), nor with the actual investment costs (7).

A total of 310 participants had completed our survey. However, the data of six participants suggested
that they had duplicate ID’s in our study. Although we excluded them from the other analyses, these
problems were discovered only after we had performed the second study. Hence, we used all 310
participants for the second study. Note: the differences between a 304-participant and a 310-participant
scale were minor (r > 0.95).

9
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Table 3.2. Pairwise correlations between measure attributes employed in study 1. Mean perceptions
per measure were used. Perceived investment costs (N = 56) and frequency (N = 78) did not share any
observations. *** p < 0.001, ** p < 0.01, * p < 0.05.

kWh Savings
1. B/C

2. Perc

3. Act

Frequency
4. Perc

5. Act

Investment
6. Per

7. Act

8.
AW

1. Behavioral
costs

1

2. Perceived
kWh savings

.17

3. Actual
kWh savings

.18*

.59***

4. Perceived
frequency

−.33**

.17

.15

1

5. Actual
frequency

−.36***

−.29***

−.40***

.69***

1

6. Perceived
investment

.27*

.70***

.53***

N/a

−.31*

1

7. Actual
investment

.43***

.50***

.52***

−.086

−.67***

.81***

1

8. Awareness

−.32***

.28**

.26**

.35**

.086

.061

.025

1

9. Perceived
effort

.57***

.41***

.40***

−.44***

−.58***

.76***

.72***

−.14

1
1

Concerning possible multicollinearity, Table 3.2 shows particularly strong correlations (r ≥
0.5) between kWh savings (2,3) and investment costs (6,7), both for perceived and actual
values. This suggested that large-scale investments also yield relatively high kWh savings,
particularly between the perception attributes: r(56) = .70. Due to this high cross-correlation,
these attributes were tested in separate logistic regression models in section 3.4.3.
Table 3.2 further illuminates two other interesting findings. First, regarding the discrepancy
between the actual and perceived values of attributes, we observed strong correlations for
both the frequency (r = 0.69) and investment costs (r = 0.81) attributes. In contrast, the
correlation between perceived and actual kWh savings was only moderately strong: r(134) =
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0.59, p < 0.001, opening up the possibility that there might be a difference in how these
affected self-reported behavior (cf. [H1.2]). In fact, Figure 3.2 shows that participants tended
to overestimate the savings of measures on the low end of the kWh savings spectrum (<100
kWh/yr), while overestimating the impact of measures in the high end (>100 kWh/yr). This
finding was consistent Attari et al. (2010), showing that kWh savings are a rather complicated
concept to grasp.
Second, we found that investment costs were closely related to one’s effort perception. Table
3.2 reports a strong positive correlation between effort and investments costs, both for the
perceived (r = 0.76) and actual values (r = 0.72). However, it was negatively correlated with
frequency (r = −0.44 for perceptions, r = −0.58 for the actual frequency), suggesting that
perceived effort was mainly based on monetary costs, while performing a behavior often was

>750
251-750
101-250
26-100
0-25

Mean Perceived Savings [kWh/yr]

not considered to be effortful.

0-25kWh

26-100kWh

101-250kWh 251-750kWh

>750kWh

Actual Savings [kWh/year]
Figure 3.2. Box plot for perceived kWh savings per measure, plotted against the actual savings on 5point scales. Measures with relatively low savings tended to be overestimated, while those with higher
savings were rather underestimated. The dashed black line is the identity line.
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3.4.2.2 Person characteristics
We also examined cross-correlations for person characteristics. Table 3.3 shows the
correlations, most of which appear sensible, such as that older persons (3) were more likely
to be homeowners (6): r(304) = 0.42, p < 0.001 and to have a higher income (4): r(263) = 0.62,
p < 0.001. However, since only the latter pairwise correlation was found to be strong, we
expected few multicollinearity issues.
Table 3.3. Pairwise correlations for person characteristics. N = 304 for all comparisons, except those
concerning income (N = 263). *** p < 0.001, ** p < 0.01, * p < 0.05.

1. ES
att.

2.
Male

3.
Age

4.
Inc.

5.
Edu.

6.
Hom.

7.
Dwell

8. Env.
Conc.

9.
AW

1. Energysaving
attitude

1

2. Male

.070

1

3. Age

.39***

.22***

1

4. Income

.22***

.24***

.62***

1

5. Education

−.078

.021

−.20**

−.098

1

6. Homeowner

.35***

.065

.42***

.40***

−.14*

1

7.
Dwelling

.21***

.059

.20***

.15*

−.13*

.55***

1

8.
Envirnm.
Concern

.22***

−.054

.26**

.17**

−.028

.16*

.052

1

9. Mean
Awareness

.24*

.13*

.19**

.13*

−.096

.028

−.029

.078

1

10. Mean
perceived
effort

−.27**

.0085

−.20**

−.042

.079

−.15*

.031

−.24***

−.14

Table 3.3 shows that energy-saving attitudes are positively related to a range of demographics,
such as age, income, homeownership, and dwelling size. Older and wealthier individuals
tended to have stronger energy-saving attitudes. Moreover, although energy-saving attitude
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was positively correlated with environmental concern and the mean awareness of energysaving measures, these were only weak (r ≈ 0.22, p < 0.01), suggesting that contextual factors
as one’s age or housing situation would be better predictors for one’s attitudinal strength.

3.4.3 Predicting energy-saving behavior
We examined [RQ1], comparing the predictive strength of different attributes for energysaving behavior. Based on our hypotheses [H1.1-H1.5] and correlational analyses, we
analyzed four different logistic regression models, which are described in Table 3.4. To
compare the predictive value of Rasch model concepts and other attributes, Model 1 merely
considered attitude and behavioral costs as predictors. We used the RS-20 scale for our
models, to prevent that the attitude and behavioral costs would predict self-report data that
also determined these concepts. In contrast, Model 2 considered measure and person levels
perceptions, while Model 3 included the actual values and demographics. Finally,
disregarding possible multicollinearity, Model 4 included all variables.
We controlled for differences between measure level and person level effects. For example,
some participants might have perceived the five presented measures as less effortful on
average than other participants (person level), but also awarded a different effort ratings to
each individual measure (measure level). Furthermore, we omitted perceived frequency,
actual frequency (Model 3), and investment costs from our models due to multicollinearity.

3.4.3.1 Multilevel logistic regression analysis
Table 3.4 describes the results of the logistic regression on self-reported conservation
behavior, reporting odds ratios. All models were clustered at the participant level, as an empty
model indicated that 5.8% of the variance was explained at the user level: χ²(1511) = 5.74, p
< 0.01. We discuss each formulated hypothesis in line with our regression models.
First, we hypothesized that participants would be more likely to choose measures with a
behavioral cost level below their own energy-saving attitude [H1.1]. Table 3.4, Model 1
provides support for this hypothesis, as having a strong energy-saving attitude increased the
likelihood of performing a measure (OR = 1.71, p < 0.001; odds ratios > 1 indicating a positive
effect), while a measure having higher behavioral costs decreased this probability (OR = 0.45,
p < 0.001). Further support for [H1.1] was found in Model 4, as the inclusion of additional
attributes did not alter the predictive power or valence of the Rasch model concepts.
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Table 3.4. Multi-level logistic regression models on self-reported energy-saving behavior. Reported
are odds ratios (OR) and standard errors (S.E.). An OR < 1 indicates a decrease in probability, OR > 1
an increase. *** p < 0.001, ** p < 0.01, * p < 0.05.

Model 1 –
Rasch

Model 2 –
Perception

Model 3 Actual

Model 4 –
All factors

Odds Ratio
(S.E.)

Odds Ratio
(S.E.)

Odds Ratio
(S.E.)

Odds Ratio
(S.E.)

Rasch model
Energy-saving attitude

1.71 (.12)***

1.45 (.12)***

Behavioral Costs

.45 (.024)***

.48 (.031)***

Measure level
perceptions
Perceived kWh savings

.98 (.073)

.97 (.091)

Awareness

3.35 (.53)***

2.48 (.45)***

Perceived effort

.43 (.031)***

.50 (.045)***

Mean perc. kWh savings

.99 (.083)

.99 (.097)

Mean awareness

3.91
(1.04)***

3.59
(1.15)***

Mean perceived effort

.48 (.055)***

.55 (.076)***

Environmental concern

1.21 (.16)

.93 (.15)

Person level perceptions

Actual attributes
Actual kWh Savings

1.05 (.051)

Actual Frequency

.94 (.056)
.94 (.053)

Actual Investment Costs

.88 (.071)

1.38 (.14)**

Curtailment measure

1.71 (.37)*

1.61 (.49)

Male

1.06 (.13)

1.10 (.17)

Age

1.01 (.0046)

.99 (.0058)

Level of education

.93 (.041)

.95 (.049)

Income

1.01 (.039)

1.04 (.048)

Demographics
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Homeownership

1.49 (.24)*

1.36 (.27)

Dwelling type

.96 (.068)

1.02 (.088)

Constant

1.04 (.060)

1.33 (.57)

.78 (.36)

1.07 (.80)

Nagelkerke R²

.32

.27

.30

.57

Second, we hypothesized that perceived kWh savings would be a better predictor of energysaving behavior than the actual values [H1.2]. However, we found no support for [H1.2] in
any of the models reported in Table 3.4, as both the actual and perceived kWh savings did
not significantly affect energy-saving behavior. This was observed in the perception Model 2,
in the actual Model 3, as well as the full Model 4. Hence, although we saw that the actual kWh
savings were different from the perceived value (cf. Figure 3.2), neither of them affected
behavior.
Furthermore, we examined hypotheses [H1.3] and [H1.4], which posited that execution
frequency would positively affect the probability of self-reported behavior, while larger
investment costs would have a negative impact. Table 3.4, Model 4 reveals no support for
[H1.3], as execution frequencies did not significantly affect the probability of conservation
behavior, while controlling for other predictors including whether a measure was
curtailment. Interestingly, the results in Model 4 reject [H1.4], as investment costs affected
the behavioral probability positively rather than negatively. This positive effect might have
been triggered by multicollinearity, as a trimmed Model 3 revealed a negative non-significant
effect. Nonetheless, neither model showed support for our hypothesis [H1.4] that investment
costs would negatively affect the self-report probability.
Our last hypothesis [H1.5] was examined in Model 2 and Model 4, which stated that measures
will be performed less often if they are perceived as effortful. Both of these models in Table
3.4 show support for [H1.5], as higher levels of effort were detrimental to the likelihood of
behavior, both in terms of measure and person level perceptions (all models: OR < 1, p <
0.001). Not only were measures with a lower effort more likely to be performed, persons who
perceived all presented measures to bear less effort than other persons were more likely to
adopt any energy-saving measure. Besides effort, both Model 2 and Model 4 shows measures
were more likely to be performed if a person was aware that it saved energy (all models: OR
> 1, p < 0.001).
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To address [RQ1] more generally, we compared the predictive value of the Rasch model
concepts and additional attributes in terms of the explained variance of each model (R²), we
find that merely considering Rasch concepts (Table 3.4, Model 1, R² = .32) slightly explained
more variance than only considering perceived values of attributes (Model 2, R² = .27), or the
actual values and demographics (Model 3, R² = .30). This showed that only including the
Rasch model concepts outperforms approaches that rely on a multitude of attributes but no
Rasch. In contrast, Model 4 that included all predictors explained a considerably larger part
of the variance (R² = .57), showing the addition of significant predictors perceived effort and
awareness captured energy-saving behavior more accurately, possibly improving a
recommender approach.
Besides the examined hypotheses, Table 3.4 shows mixed results for other included
predictors, but most of them were insignificant. A dummy predictor on whether a measure
was curtailment increased the probability of that a measure would be performed when
considering actual attribute values and demographics in Model 3, but had no significant effect
in Model 4. This suggested that curtailment measures were performed more often and had
lower behavioral cost levels on average, but its effect on self-reported behavior could be
explained through other attributes. Moreover, except for a small, positive effect of
homeownership in Model 3, no demographic factors had a significant impact on the
probability that a measure would be performed. Finally, unlike energy-saving attitude,
environmental concern did not affect the probability of that a measure would be performed,
even when excluding attitude in Model 3, showing that an evaluative concept of conservation
did not predict self-reported behavior.
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3.5

Study 1: conclusion

We investigated to what extent different attributes of energy-saving measures explained
energy-saving behavior and explored the relations between attributes. We discuss the
implications of our results, first reflecting on the effects of kWh savings and then on the Rasch
model concept.

3.5.1 KWh savings
In line with earlier studies (Poortinga et al., 2003), we found that a measure’s actual kWh
savings did not predict energy-saving behavior. We expected that a measure’s perceived kWh
savings would be able to predict such behavior better, since individuals have misguided
perceptions of kWh savings that might align with their actions (Attari et al., 2010), but we
found no support for this hypothesis [H1.2]. However, we did confirm findings of Attari et
al. (2010) that individuals systematically overestimate the kWh content of measures low in
savings, while underestimating those with higher savings.
These findings are problematic to policy makers as, indeed, consumers do not act costefficiently (Jaffe & Stavins, 1994a), not even when analyzing their kWh savings perceptions.
Since kWh savings did not relate to behavior, energy-saving attitude, or behavioral costs, a
recommender system tailored towards kWh savings would not appeal to any of the currently
used characteristics. Hence, an approach in which individuals are persuaded or nudged to
adopt measures that are high in kWh savings seems to be more fruitful, as we will try to do
in Study 2.

3.5.2 Rasch model concepts and other attributes
In line with previous chapters (Starke et al., 2015, 2017), our analyses confirmed the
applicability of the Rasch model [H1.1], as participants were more likely to perform measures
with behavioral cost levels that fell below their energy-saving attitude. Moreover, with regard
to predicting energy-saving behavior, a logistic regression model that solely used Rasch
model concepts slightly outperformed models that used other attributes and characteristics,
explaining a higher proportion of the model variance. While this would argue in favor of the
unidimensionality of the Rasch model, a model that combined all measure attributes,
including behavioral costs and attitude, explained a much larger portion of the variance.
Perceived effort and awareness seemed to account for much of the increase in explained
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variance, as behaviors were more likely to be performed if effort was low, confirming [H1.5],
and if a participant was aware that it would save energy.
Our hypotheses on frequency [H1.3] and investment costs [H1.4] showed mixed results.
While frequency did not affect self-reported behavior at all, investment costs did increase the
probability of energy-saving behavior in the model that included all parameters, which could
have been due to multicollinearity. As these attributes are typically used in other studies,
along with whether a measure is curtailment (cf. Karlin et al., 2014), these mixed results
contrast with much of the literature on multidimensional approach to energy conservation.
Overall, the results of the logistic regression analyses have two implications about the relation
between the Rasch model and other attributes. First, even though there is high variability
within energy-saving measure attributes across the behavioral cost range of a Rasch scale, we
observed consistent effects in addition to the Rasch model concepts. This showed that there
was room for further personalization when presenting energy-saving advice, if attributes as
perceived effort and awareness would be related to one or more personal characteristics.
Second, the predictive value of these attributes was complimentary to the Rasch model
concepts, as they did not replace the effects of attitude and behavioral costs on energy-saving
behavior.
In terms of the applicability of awareness and effort, we present two further findings. First,
measures that are simultaneously low in awareness and moderately low in behavioral costs,
might be worthwhile to suggest to any individual, as raising awareness would remove the
main barrier to adoption. Second, it seems that perceived effort would be a promising
addition to advice personalization, as the concept of effort was apparently not fully captured
by behavioral costs, nor the other way around. Although it remains unclear what an effort
concept entails exactly, the strong cross-correlations with investment costs suggest that it did
not merely capture one’s evaluative attitude, but arguably also addressed the structural
barriers towards conservation behavior (cf. Otto et al., 2018). Combining these insights, we
suggest that alleviating barriers to energy conservation (i.e. “making it easier to do” or
perhaps “making clear that it is easier to do than one thinks”) might be the most promising
approach in conservation promotion, as well as raising awareness about simple curtailment
behaviors. However, one problem of solely emphasizing effort is that users would still be able
to choose low-effort, low-saving energy-saving measures from a recommendation list.
Instead, designing a combined representation of effort and kWh savings might be more
effective in drawing a user’s attention to measures with relatively high savings, but only
moderate levels of effort.

120 |

Chapter 3: Framing to promote savings

3.6

Literature review Study 2

This section discusses the concepts used in Study 2 and formulates hypotheses. Study 1
showed that a measure’s kWh savings do not predict self-reported behavior. Since this is in
stark contrast with the goals of policy makers, we seek to alleviate this by using framing in an
energy recommender system to promote kWh savings. This section also explains how we
expect to increase the effectiveness of our framing by combining kWh savings with a
measure’s perceived effort, as consumers seem to favor measures that have low contextual
barriers (Black et al., 1985; Vandenbergh et al., 2008).

3.6.1 Framing
Although actual kWh savings do not seem to play an important role in consumer decisionmaking, studies have shown possibilities to make them count by either selectively showing
information or presenting information in a certain format (Taufik, Bolderdijk, & Steg, 2016).
This adheres to a wider interpretation of framing that not only concerns how information is
presented, but also the inclusion and exclusion of information in order to shape the
perspectives of individuals (Kragt & Bennett, 2012). Framing is defined by Kragt and Bennett
(2012) as “a selection process that occurs through the inclusion and exclusion of, as well as
emphasis on, available information, providing a context that shapes people’s perspectives
about the world” (p.44).
A well-known example on framing is the work of Tversky and Kahneman (1981), which
shows that preferences in decision problems can be reversed by expressing similar outcomes
in different ways. Individuals tend to avoid options that are presented as possible losses,
compared to similar options that emphasize possible gains. For example, it is better to not
lose €1000 than it is to gain €1000. Moreover, individuals tend to be risk-averse when
thinking about gains (it is better to get €900 for sure, than to wager a 90% chance for €1000),
but are risk-seeking when it comes to avoiding losses (it is better to have a 90% chance to lose
€1000, than to lose €900 for sure; Kahneman, 2011, pp. 278-281).
Such framing effects can play an important role in decision-making environments such as a
recommender system. Aspects of the interface can guide the outcome of a decision process
(Johnson et al., 2012), because preferences of individuals are not stable over time and depend
on the choice architecture at hand (Bettman et al., 1998; Johnson et al., 2012). For example,
if one has to choose from energy-saving measures along with a set of attributes (e.g.
investment costs, frequency and kWh savings), consumers do not decide based on how
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important they know each attribute to be to them. Instead, the preferences of a person tend
to be constructed when they are prompted to make a decision (Payne et al., 1992), which can
possibly influence preferences and purchase decisions (Johnson et al., 2012).

3.6.2 Promoting kWh savings in advice using framing
Framing of kWh savings has been applied in a number of domains, such as consumer
decision-making, behavioral economics, and environmental psychology (Kahneman, 2003).
Goal-framing theory suggests that emphasizing certain benefits of an energy-saving behavior
increases the likelihood that a person acts pro-environmentally (Lindenberg & Steg, 2007),
such as presenting measures in terms of their health benefits or other positive, anticipated
feelings (Asensio & Delmas, 2016; Taufik et al., 2016). Moreover, feedback on one’s savings
expressed in terms of CO2 or other environmental benefits is expected to be more effective
than feedback provided in kWh or monetary rewards (Asensio & Delmas, 2016; Jain, Taylor,
& Culligan, 2013; Newell & Siikamäki, 2013), while emphasizing the costs of such behaviors
might decrease that likelihood (Stoknes, 2014). Nonetheless, there is also evidence that
suggests that informing individuals explicitly about their kWh savings can already aid in
reducing their energy consumption. For example, explicit feedback strategies tend to reduce
kWh savings even though they do not inform consumers about appropriate energy-saving
measures (Abrahamse et al., 2007; Benders et al., 2006; Handgraaf et al., 2013).
Behavioral economics has reiterated findings from psychology that framing can help to steer
policy interventions (Grüne-Yanoff & Hertwig, 2016). For example, studies on climate
communication suggest that comparative framing, such as kWh savings framed as peer
feedback and social norms (Schultz et al., 2015; Siero et al., 1996), is more effective than an
appeal to loss aversion through an emphasis on loss of pleasure or resources (Stoknes, 2014;
Tversky & Kahneman, 1981). However, framing has only been applied in a limited number
of larger-scale conservation advice studies (Sunstein & Reisch, 2014), nor have many humancomputer interface studies used framing (Walzberg, Dandres, Samson, Merveille, & Cheriet,
2017), except for providing comparative feedback to users (Mankoff et al., 2007).
Energy recommender systems have yet to test the persuasive power of framing in tailored
recommendation lists. Since tailored lists already fit a user, it is unclear to what extent
framing can still play a role here. However, the energy recommender studies in earlier
chapters of this book have shown that even attitude-tailored lists have a high a degree of
variability on both measure type and attributes (Starke et al., 2015, 2017), opening up the
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possibility for framing to shift preferences within a for the consumer acceptable set of
recommendations.
To promote kWh savings in Study 2, we have identified three key framing mechanisms that
have been applied in recommender systems analogous to Rasch-based recommenders of
Starke et al. (2017). First, Kwh savings are found to be more persuasive in an online web study
if presented as a 0-100 score (Niederberger & Champniss, 2017), where 100 represents the
highest kWh savings in a list. Second, Häubl and Murray (2003) show that recommendation
agents can systematically influence decision makers’ preferences by initially only including a
particular main attribute, thus emphasizing one aspect of an item or measure. For example,
if a recommender agent initially only lists a photo camera’s zoom capabilities, this puts more
emphasis on that attribute and might change a decision-maker’s preferences even after one
has chosen a certain camera. The other attributes should not be hidden altogether, but can
for instance be made available by clicking a button (Häubl & Murray, 2003), or by hovering
an item (Johnson et al., 2012).
Third, Quaschning, Pandelaere, and Vermeir (2014) find that sorting items on a specific
attribute increases its weight in the evaluation of this item. In turn, this might also increase
the perceived attractiveness of items with high scores on this attribute (Felfernig et al., 2007),
but only for attributes that are difficult to evaluate. Since kWh savings have shown to be
relatively hard to grasp (Attari et al., 2010; Taufik et al., 2016), a sorting effect might have a
large influence. However, Attari et al. (2010) show that this effect may be reduced if an
individual has higher levels of environmental concern or energy numeracy (cf. Dunlap et al.,
2000), or a stronger energy-saving attitude (cf. Kaiser et al., 2010).
To address [RQ2], we investigate the effectiveness of sorting on, and inclusion of kWh
savings in a Rasch-based energy recommender system. These mechanisms are not examined
in a random list of energy-saving measures, but rather on top of the effectiveness of an
attitude-tailored list of recommendations, as an actual recommender is also expected to tailor
its advice (Felfernig et al., 2007; Starke et al., 2017). Moreover, our proposed frames will be
compared to a Rasch-based frame baseline to provide explanations of recommendations in
each interface.
Besides examining framing effects of kWh savings exclusively as a 0 to 100 score, we propose
another frame. Study 1 shows that perceived effort is an important predictor of self-reported
conservation behavior, but users may still choose low-effort, low-saving measures from a
recommendation list. However, low-effort measures with medium to high savings could have
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a bigger impact on one’s energy savings than cumbersome large-scale investments with high
savings. By framing measures in terms of a combined kWh savings and effort score, we can
simultaneously leverage the attractiveness of low-effort measures (Vandenbergh et al., 2008),
as well as promote measures that bear high savings.

3.6.3 Evaluating framing in recommender systems
To evaluate the effectiveness of these frames, we evaluate two aspects: the measures chosen
by users, as well as the user’s experience with the recommender system. For choice behavior,
we examine whether the preferences of users regarding different measure attributes are
changed by presenting them in different framing interfaces, which would be consistent with
other studies on consumer decision-making (Bettman et al., 1998; Murray & Häubl, 2008).
We expect that inclusion and sorting of the kWh score has a positive effect on how important
kWh savings are in predicting the likelihood that a measure is chosen. Similarly, we expect
this effect to be larger for the representation that combines kWh savings and perceived effort,
as Study 1 has shown that effort is an important predictor of energy-saving behavior.
All effects are compared to a relevant baseline that does not utilize framing. Previous energy
recommender research in Chapter 2 has employed a fit score as a means to operationalize the
Rasch model (Starke et al., 2017), explaining the Rasch-based algorithm to the user. By using
this as a baseline interface, each presented recommender will leverage the positive effects of
using recommendation explanations (Tintarev & Masthoff, 2012). We formulate the
following hypotheses:
[H2.1]: Sorting on, as well as inclusion of kWh savings positively affects the extent to which
recommender users consider kWh savings when choosing a measure, compared to a baseline
recommender that does not employ framing.
[H2.2]: Sorting on, as well as inclusion of a combined score of kWh savings and effort positively
affects the extent to which recommender users consider kWh savings when choosing a measure,
compared to a baseline recommender that does not employ framing.
In addition, we also expect both types of frames to have a positive effect on the total amount
of chosen kWh savings, which would also appeal to a policy maker’s conservation goals:
[H2.3]: Sorting on, as well as inclusion of kWh savings has a positive effect on the total number
of kWh savings, compared to the baseline recommender.

124 |

Chapter 3: Framing to promote savings

[H2.4]: Sorting on, as well as inclusion of a combined score of kWh savings and effort has a
positive effect on the total number of kWh savings, compared to the baseline recommender.
To also evaluate how users experience the recommender system, while simultaneously
connecting this to choice behavior, we consider the user-centric evaluation framework of
Knijnenburg and Willemsen (2015). This model describes how objective system aspects (i.e.
the different framing representations), as well as personal characteristics (e.g. energy-saving
attitude and domain knowledge) influence how users perceive and experience a
recommender system (perceived system support, choice satisfaction), and this is reflected by
how users interact with a system (e.g. number of chosen measures and hovers, amount of
chosen kWh savings). This framework is operationalized as a path model, in line with how it
is applied in preceding recommender research (Starke et al., 2017). In Chapter 2, for instance,
it shows that attitude-tailored advice (i.e. an objective system aspect) reduces a user’s
perceived effort and, in turn, increases the number of chosen measures and choice
satisfaction (i.e. experience aspect).
Furthermore, the earliest work on energy recommender systems shows that users report
satisfaction levels in accordance with the presented interface and knowledge levels
(Knijnenburg & Willemsen, 2009). More specifically, users with higher levels of domain
knowledge report higher system and choice satisfaction levels for an interface in which they
could adjust the weight of different measure attributes to generate recommendations, while
users with a low knowledge level prefer a case-based interface (Knijnenburg et al., 2014). In
a similar vein, it is argued that only those users who have a strong attitude or high level of
domain knowledge can grasp the kWh concept (Attari et al., 2010; Poortinga et al., 2004) and,
as a result, report higher levels of satisfaction.
We expect that users with stronger energy-saving attitudes or higher levels of domain
knowledge perceive a framing-based interface as more supportive than the baseline and, in
turn, choose more energy savings. Figure 3.3 depicts our expectations, which is similar to
Knijnenburg et al. (2014) in terms of user experience aspects. The left-hand side shows an
interaction effect between either attitude or domain knowledge and the framing
representation at hand on perceived support. A user’s system support perception has shown
in previous studies to positively affect the number of chosen energy-saving measures
(Knijnenburg et al., 2014; Starke et al., 2017). Besides this, we also expect the framing
conditions to have a direct effect on kWh savings, since we hypothesize that kWh framing
leads to a higher amount of chosen kWh savings.
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We expect that, in turn, perceived support positively affects choice satisfaction. This aspect
captures a user’s subjective evaluation of chosen system items, which can positively affect the
likelihood that a user wishes to engage with chosen measures or to use the recommender
system again (Starke et al., 2017; Wilson et al., 1993). We will test whether the indirect effects
of the different framing interfaces are significant on choice satisfaction. In addition, in line
with earlier work (Knijnenburg et al., 2014; Starke et al., 2017), we expect the number of
chosen measures and amount of kWh savings to be positively affected by perceived support.
In addition, we expect the effect on the number of chosen measures to be mediated by the
number of measures that a user hovers, which is considered to be a sign of exploration or
interest.

No. of
hovered
items

Person aspects:
Energy-saving attitude &
Environmental concern

+

+
Perceived
Support

KWh
Savings

KWh +
Effort

(Baseline: Match)

(Baseline: Match)

No. of
chosen
items

+

+
+

Choice
Satisfaction

+
+
+

Chosen
kWh
savings

Figure 3.3. Expected path model for Study 2, hypothesizing an interaction effect between either
energy-saving attitude or domain knowledge, and the framing conditions. This interaction is expected
to influence a user’s perceived system support and, in turn, how a user’s choice behavior and
satisfaction. Objective aspects are purple, personal characteristics are red, system interactions are blue,
perception aspects are green, and experience aspects are orange.
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3.7

Method Study 2

We investigate to what extent framing is effective in promoting kWh savings in a
personalized list of attitude-tailored energy-saving measures. First, we describe the sample of
the study and the used procedure. Thereafter, we list our between-subject research design,
describing our three different scores based on either the Rasch model, kWh savings, or a
combined score of kWh savings and perceived effort. We then describe the measures
considered in this study.

3.7.1 Participants
A total of 266 participants used our Saving Aid energy recommender system. These were
either recruited on social media (i.e. Twitter, Facebook ads), or invited by e-mail using the
Panelmannetje.nl participant database. We removed eight participants from the analysis: two
participants were removed because the system had failed to record any log data records,
two participants indicated in the comment section to have misunderstood the experiment,
one participant took over ten hours to finish (Mduration = 13 minutes) and had taken a very
long pause between choosing recommendations and filling out the user evaluation
questionnaire (>45 minutes), while the three other participants did not show variation in the
user experience questionnaire. Eventually, we considered a sample of 258 participants for
analysis, with a mean age of 54.4 years (SD = 14.8). Among them, 140 participants identified
as men (117 as women, 1 as other), a majority owned the house they were living in (78.3%),
and most participants lived in terraced housing (37.2%) while others either lived in a
semidetached house (20.5%), detached house (20.5%) or an apartment (20.9%).

3.7.2 Procedure
Participants were invited to use our Saving Aid web shop to find appropriate energy-saving
measures to take in the household. To support users, we first estimated their energy-saving
attitude by sequentially presenting 20 energy-saving measures. Users had to indicate whether
they typically performed an energy-saving measure or not, or that it did not apply to their
housing situation. These measures were sampled from across the Rasch scale’s entire
behavioral cost range, dividing the scale into 20 different ordinal subsets and randomly
sampling one measure from each subset. Refer to Appendix A.1 for an overview of the used
scale.
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Subsequently, users were re-directed to the main application of the Saving Aid, our energysaving web shop. Users were presented a recommendation list of 20 energy-saving measures
from which they were asked to choose any measure they wanted to perform in the weeks
following the study. The recommendations were tailored towards each user’s energy-saving
attitude by first defining an appropriate part of the Rasch scale for the participant, and then
randomly sampling scale measures from that part. This essentially used the Rasch scale to
offer participants personalized measures that should be within their grasp. To present a list
of measures that were likely to be relevant and novel, sampling occurred up to 0.5 logistic
scale units below a user’s attitude (i.e. an attitude-cost difference of −0.5 logit), as well as up
to 1 logit above a user’s attitude (an attitude-cost difference of +1 logit).
After choosing measures that participants considered appropriate, they answered a
questionnaire on their user experience. Thereafter, we also inquired on demographical details
and a participant’s willingness to participate in a subsequent study on whether they actually
performed chosen measures. However, with regard to the latter, we did not collect sufficient
data to systematically analyze a user’s behavioral follow-up as that study was conducted
during a summer holiday. Hence, we disregard these data.

3.7.3 Research design
Figure 3.4 illustrates our web shop interface, in which users could explore and choose
appropriate measures. To aid users in their decision-making, each measure was presented
with a short description and a main attribute score, which is depicted on the right-hand side
of Figure 3.4. Users could examine attributes by hovering over an energy-saving measure’s
depiction.
The contents of our web shop were subject to three between-subject conditions. First, users
were shown one of three main attributes, depicted on the right-hand side of Figure 3.4: either
a ‘Match Score’, a ‘Savings Score’ or a ‘Smart Saving Score’. The recommendations were then
presented in descending order of a measure’s performance on the used score. For an overview
of the relevant presented attributes per measure, please refer to Appendix A.2.

3.7.3.1 Match Score condition
The Match Score condition was our baseline condition. As an adaptation to the Rasch model
(cf. Equation 3.1), the Match Score used the difference between the user’s energy-saving
attitude (𝜃𝜃) and a measure’s behavioral costs (δ). The score was designed to reach 100 for an
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attitude-cost difference of −0.25 logits, as this was the mean value of our sampling range.
Furthermore, to show no negative values, it was asymptotic to 0:
𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀ℎ 𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆 = 100 ∗ �1 − 2 �

𝑒𝑒 |𝜃𝜃−𝛿𝛿+0,25|

𝑒𝑒 |𝜃𝜃−𝛿𝛿+0,25| +1

− 0.5��

(3.2)

Figure 3.4. Top two measures of the recommendation list presented in the main interface of the Saving
Aid. The left-hand side depicts the energy-saving measure in question, revealing the underlying
attributes if hovered over it. On the right-hand side, we present the main attribute score, which is
subject to three between-subject conditions. Depicted here is the Smart Savings score (NL: “Slim
Besparen”) condition.

To understand Equation 3.2, we have depicted the Match scores that were shown in the
interface during the experiment in Figure 3.5, plotted against the difference between a user’s
attitude and a measure’s behavioral costs. It confirms that an attitude-cost difference of −0.25
logits led to scores of 100, while no scores below 17 were presented. In contrast with the Rasch
model, Equation 3.2 is a symmetrical function, resulting in similar scores for attitude-cost
differences of, for instance, −0.5 and +0.5.
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Figure 3.5. Scatter plot of 1740 scores presented for recommended measures in the Match Score
condition. Scores were calculated using Equation 3.2 and ranged from 17 to 100.

3.7.3.2 Savings Score condition
The Savings Score condition showed the kWh savings of each recommended energy-saving
measure as its main attribute. However, rather than listing the actual kWh savings, users were
presented a Savings Score in this condition: a standardized score between 0 and 100, where
the highest saving measure was listed at the top of the list with a score of 100. All other scores
were determined relative to the top score in the list, and presented in descending order.

3.7.3.3 Smart Savings condition
Finally, the ‘Smart Savings’ condition presented a ‘Smart Savings Score’ as each measure’s
main attribute and sorted the recommendation list accordingly. This score comprised a
measure’s actual kWh savings and the perceived effort values from Study 1. To determine the
score, we first standardized each attribute compared to the best attribute score in their own
category, after which these separate scores of kWh savings and effort were combined into a
single 0 to 100 score, using a weight of 3:1. This ensured that kWh savings were still
important, but also assigned higher scores to low-effort measures compared to the ‘Savings
score condition’. An overview of the non-relative Smart Savings Scores can be consulted in
Appendix A.2.
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3.7.4 Measures
This section details the measures used in our analyses. As we employed a Rasch-based
recommender interface, we considered the estimated energy-saving attitude and behavioral
costs.

3.7.4.1 Measure attributes
In line with our first study, we used a range of other attributes in our web experiment. Besides
the specific main attributes depicted on the right-hand side of a measure, users could examine
additional attributes by hovering, which were kWh savings, investment costs, effort, and
frequency (cf. Figure 3.4). To help users interpret a measure’s kWh savings, we depicted it as
lightbulbs, along with the annual savings in both kWh and euro. Moreover, investment costs
were complemented by a payback period, which showed after how many months an
investment would be returned to the user. For example, a measure with investment costs of
€10 and annual savings of €20 would have a payback period of six months.
Table 3.5 details how often different attributes were presented in recommendation lists,
showing the different categories for each attribute and the mean for kWh savings. The final
interface presented a set of additional attributes, but due to multicollinearity issues we
omitted behavioral frequency (correlated strongly with investment costs), savings in euro
(similar concepts as kWh savings), or the payback period (correlated with investment costs
and kWh savings) in our final analyses and also omitted these from Table 3.5.
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Table 3.5. Variable type, categories and frequencies or bounds of attributes presented in
recommendation lists and considered for analysis.

Attribute

Variable
Type

Categories /
Mean (SD)

Frequency /
Lower bound

Percentage /
Upper bound

Investment
costs

Ordinal

€5<

67

54.03

€5.01-€20

8

6.45

€20.01-€100

20

16.13

€100.01-€20

19

15.32

>€1000

10

8.06

Energy
Savings

Continuous

553.67 (1385.00)

0

8000

Effort

Ordinal

Very little

13

10.40

Little

69

55.20

Fairly some

29

23.20

Much

14

11.20

Note: Only 124 different measures out of the possible 134 were recommended.

3.7.4.2 User characteristics & experience aspects
We also examined whether the interface framing affected the user’s perception and
experience of the web shop using our hypothesized path model (cf. Figure 3.3). Hence, users
were surveyed on three different constructs: domain knowledge, perceived support, and
choice satisfaction. All items, which were adapted from preceding recommender studies
(Knijnenburg, Bostandjiev, et al., 2012; Starke et al., 2017) required users to indicate on a 7point Likert scale to what extent they agreed with them.
We submitted all survey items to a confirmatory factor analysis (CFA) using ordinal
dependent variables. Table 3.6 shows that we could reliably distinguish between three
different aspects, showing factor loadings for domain knowledge, perceived support, and
choice satisfaction. The table also shows that not all items explained sufficient variance of
their respective latent aspects and some items were removed from analysis. Eventually, the
resulting aspects all met the guidelines for convergence validity, as their average variance
explained was higher than 0.5 (Knijnenburg & Willemsen, 2015).
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Table 3.6. Results of the confirmatory factory analysis on user experience aspects used in study 2. All
aspects meet the requirements for convergent validity (AVE > 0.5). Items in grey and without factor
loading were omitted from the final Structural Equation Model (cf. section 3.8.3).

Aspect

Item

Domain
Knowledge

I know the energy consumption of all devices in my
household.
I understand the difference between different types of
energy-saving measures.

Loading

.709

I know energy-saving measures that most others haven’t
heard of.
AVE: .63

I know which energy-saving measures are useful to
implement.

.796

Alpha: .77

I am able to choose the right energy-saving measures.

.862

I don’t understand most energy-saving measures.

Perceived
Support

I would use the saving aid tool more often if possible.
The saving aid was useless.
Because of the system I could easily choose measures.

.767

AVE: .79

The saving aid made me more energy-conscious.

.750

Alpha: .92

I would recommend the saving aid to others.

Choice
satisfaction

The saving aid is helpful to find appropriate measures.

.850

Because of the saving aid I could easily choose measures.

.815

I like the measures I’ve chosen.

.615

I think I chose the best measure(s) from the list.

.514

I would enjoy performing the measures.
AVE: .71

The chosen measures exactly fit my preference.

Alpha: .82

I would have liked to choose different measures than the
ones I have chosen.

.639
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3.7.4.3 Behavioral aspects & attitude
To examine user choice behavior and whether kWh savings framing actually boosted kWh
savings, we considered a number of behavioral aspects. In our hypothesized model, we
included both the total number of chosen measures, as well as the amount of chosen kWh
savings. In addition, we included the total number of hovers, but eventually collapsed this
characteristic into a dichotomous variable (i.e. either high or low) to explore possible
interaction effects with the different conditions, attitude and domain knowledge. Moreover,
for our path model, we collapsed the continuous attitude variable into a dichotomous variable
that discerned between ‘strong’ and ‘weak’, based on a median split at θ = 0.4 logit. Using a
different cut-off below (θ = 0.27) or above (θ = 0.58) the current one 10, did not affect the
results.
For our choice-based analysis, we considered the factors that influence whether a measure
was chosen. To examine hypotheses [H2.1 & H2.2], we compared the effect of a measure’s
kWh savings on choice behavior in the framing condition to the baseline recommender. In
addition, we examined the influence of other attributes (i.e. investment costs, perceived
effort), as well as controlling for the shown interface score.

10

Due to attitude calibration procedure, we only differentiated between 13 discrete levels of attitude.
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3.8

Results study 2

To examine whether framing kWh savings in an attitude-tailored list of energy-saving
measures could boost kWh savings, we performed three different analyses. First, we
addressed [H2.3] and [H2.4] by comparing the amount of chosen kWh savings across the
conditions. Second, we addressed [H2.1] and [H2.2] by investigating to what extent different
measure attributes predicted choice behavior using a multilevel logistic regression analysis.
Finally, we investigated how the different frames and user interactions relate to user
perceptions and choice satisfaction, testing our hypothesized user experience model using
Structural Equation Modeling.

3.8.1 Total number of choices
We examined whether the framing interfaces led to a higher number of chosen measures, as
well as a higher amount of chosen kWh savings [H2.3-H2.4]. Figure 3.6 depicts the mean
amount of chosen measures on the left-hand side in red (M = 3.34, SD = 3.56, Min = 0, Max
= 17), which shows little variation between conditions and was non-normally distributed
W(258) = 0.90, p < 0.001. The right-hand side box plot in Figure 3.6 depicts the amount of
chosen kWh savings (M = 1217 kWh/yr, SD = 2590, Min = 0, Max = 15755), which were hard
to interpret due to a non-normal distribution. To alleviate this, we used the amount of kWh
savings per chosen measure instead, which was log-transformed to reduce the impact of

0

0

1

5,000

2

10,000

3

No of. Chosen Measures

Total chosen kWh savings

4

15,000

outliers. The result is depicted in Figure 3.7.

Match

Savings

Smart

Match

Savings

Smart

Figure 3.6. The left-hand bar graph depicts the mean number of chosen measures in each framing
condition in red. Errors bars represent 1 S.E. The right-hand box plot depicts the total amount of
chosen kWh savings per participant in blue.
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As also suggested by Figure 3.6 in red, two non-parametric Kruskal-Wallis tests by ranks did
not reveal any difference in the total number of chosen measures between the different
interface conditions: not between the Match and Savings condition: H(1,172) = 0.043, p =
0.84, nor between the Match and Smart Savings condition: H(1,171) = 0.026, p = 0.87.
Even though a log-transformation made the chosen savings per measure more
understandable (cf. Figure 3.7), a Shapiro-Wilk test pointed out it was non-normally
distributed: W(258) = 0.90, p < 0.001. Hence, to examine whether users had chosen more
kWh savings per measure in the framing conditions [H2.3-H2.4], we performed a KruskalWallis test on the non-transformed savings. As suggested by Figure 3.7, we did not observe
any difference between the Savings condition (M = 202, SD = 374) and the baseline: H(1,172)
= 0.022, p = 0.88, not supporting [H2.3]. Moreover, although the Smart Savings led to higher
savings (M = 319, SD = 518), compared to the Match baseline (M = 185, SD = 370), this
difference was not significant: H(1,171) = 1.69, p = 0.19, not supporting hypothesis [H2.4].
This suggested that the framing mechanism did not directly lead to a higher amount of
chosen kWh savings in a personalized recommendation list.

3
2
1
0

Log (kWh per Measure)

4

Chosen kWh Savings per Measure

Match

Savings

Smart

Figure 3.7. Amount of kWh savings per chosen measure, log-transformed to minimize the influence
of outliers. Errors bars represent 1 S.E.
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3.8.2 Logistic regression analysis on choice of measure
We further addressed [H2.1] and [H2.2], examining whether the inclusion of, and sorting on
the respective framing conditions positively affected the extent to which users considered
kWh savings when choosing a measure. To do so, we performed a multilevel logistic
regression analysis on choice, which turned out to be substantially clustered at the user level
based on the results of estimating an empty random intercept model: χ²(1) = 531.00, ρ = 0.37,
p < 0.001.
Subsequently, we analyzed multiple multilevel models. Similar to Study 1, these models tested
both within lists effects (e.g. measures high in kWh savings were more likely to be chosen
within a particular list), and ‘between list’ effects (e.g. from lists with a higher level of mean
kWh savings, participants chose more). Table 3.7 lists the different models that describe the
effects of each predictor in the baseline condition, as well as whether their effect was different
for either framing condition.

3.8.2.1 KWh savings
All models (1-3) described in Table 3.7 examined the effects of within-list and between-list
kWh savings on choice. Regarding the within-list effects, Model 1 shows no support for the
hypotheses [H2.1] and [H2.2] when controlling for other predictors, since the effect of kWh
savings in the framing conditions was not significantly different from the baseline (both
conditions: p > 0.05).
Since model 1 controlled for other measure attributes, we also examined a trimmed model
that omitted investment costs (Table 3.7, Model 2), and a model that only included kWh
savings as predictors (Model 3). Both models revealed support for [H2.1] and [H2.2], as the
effect of kWh savings on choice was significantly different between the baseline and the
framing conditions. In the baseline, within-list kWh savings negatively affected a measure’s
choice probability (Model 2: OR = 0.62; Model 3: OR = 0.44; p < 0.05 for both models). These
negative effects were partially to fully mitigated in the framing conditions, for the effects of
kWh savings on choice were positive and the reported odds ratios were of a similar magnitude
but inversed (ORMatch ≈ 1 / ORFraming): both for the Savings condition (Both models: OR ≈ 1.65,
p < 0.05) and the Smart Savings conditions (OR ≈ 1.85, p < 0.01).

Chapter 3: Framing to promote savings

| 137

Table 3.7. Multilevel logistic regression analysis on user choice behavior from a list of 20 energy-saving
measures. Odds ratios (OR) and standard errors (S.E.) are reported, with OR < 1 indicating negative
effects. Baseline effects apply to the Match condition. *** p < 0.001, ** p < 0.01, * p < 0.05.

Model 1 –
All predictors

Model 2 –
Trimmed

Model 3 –
Only kWh

Odds Ratio
(S.E.)

Odds Ratio
(S.E.)

Odds Ratio
(S.E.)

Savings Condition

4.94 (14.80)

3.52 (2.19)*

1.14 (.28)

Smart Savings Condition

1.35 (4.35)

2.34 (1.50)

1.15 (.29)

Difference
(Attitude – Behavioral. Costs)

1.80 (.35)**

1.57 (.30)*

Difference X Savings cond.

0.59 (.16) p=.050

0.66 (.17)

Difference X Smart cond.

0.49 (.13)**

0.53 (.14)*

1.01 (.0070)

1.01 (.0069)

Score X Savings cond.

0.99 (.0078)

0.98 (.0075)*

Score X Smart cond.

1.00 (.0081)

0.99 (.0077)

0.81 (.13)

0.62 (.12)*

0.44 (.091)***

kWh savings X Savings cond.

1.32 (.27)

1.67 (.40)*

1.64 (.39)*

kWh savings X Smart cond.

1.39 (.28)

1.83 (.43)**

1.87 (.25)**

1.05 (.19)

0.61 (.099)**

Perc. effort X Savings cond.

0.81 (.21)

0.95 (.22)

Perc. effort X Smart cond.

0.63 (.18)

0.71 (.18)

Main attributes

Presented Score

Within list effects
kWh savings (within)

Perc. effort (within)

Inv. Costs (within)

0.63 (.047)***

Inv. Costs X Savings cond.

1.08 (.12)

Inv. Costs X Smart cond.

1.24 (.14) p=.050

Between list effects
kWh savings (between)

0.025 (.032)**

0.019 (.019)***

0.018 (.019)***
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kWh savings X Savings cond.

27.20 (44.53)*

24.57 (33.01)*

25.80 (34.14)*

kWh savings X Smart cond.

23.37 (40.10)

33.26 (46.87)*

33.32 (46.22)*

0.050 (.028)***

0.12 (.020)***

Perc. effort (between)

3.10 (4.46)

Perc. effort X Savings cond.

0.76 (1.43)

Perc. effort X Smart cond.

0.52 (1.03)

Investment Costs (between)

0.33 (.34)

Inv. Costs X Savings cond.

0.95 (1.24)

Inv. Costs X Smart cond.

2.13 (2.93)

Intercept

0.041 (.089)

To further clarify this issue, we analyzed Model 2 and Model 3 separately per condition (not
reported in Table 3.7). When controlling for the presented score and effort (Model 2), the net
effect of kWh savings on choice was positive but not significant in the framing conditions:
OR = 1.04, p = 0.76 for the Savings condition; OR = 1.12, p = 0.306 for the Smart Savings
condition. Without the other predictors, Model 3 revealed negative and significant effects of
kWh savings on choice for the Savings condition: OR = 0.72, p = 0.002, as well as the Smart
Savings condition: OR = 0.82, p = 0.024. Since the odds ratios were smaller than in the baseline
for both models (cf. Table 3.7), this indicated that the framing interfaces positively affected
the extent to which kWh savings were considered when choosing a measure, supporting
[H2.1] and [H2.2].
Regarding between-list effects, nearly all models in Table 3.7 show significant differences
between the baseline and the framing conditions, supporting [H2.1] and [H2.2]. Users facing
recommendation lists that contained higher kWh savings on average were less likely to
choose any measure in the Match baseline (OR << 1, p < 0.01). This was significantly different
for the Savings conditions (All models: OR >> 1, p < 0.05), as well as the Smart Savings
condition (Models 2 & 3: OR >> 1, p < 0.05). However, the net effects in the framing
conditions were negative, but not significant (OR < 1, p > 0.05).

3.8.2.2 Behavioral costs
We further examined choice behavior in terms of the chosen behavioral cost levels. Both
Model 1 and Model 2 included the difference between the user’s energy-saving attitude and
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a measure’s behavioral costs as predictor, where a positive difference indicated that a chosen
measure had behavioral costs that fell below the user’s attitude.
We found similar results for both models (cf. Table 3.7). In the baseline condition, users were
more likely to choose measures with behavioral costs below their own attitude: OR > 1.55, p
< 0.01. In contrast, users in the Smart Savings interface tended to select measures with higher
behavioral costs, compared to the Match condition: OR ≈ 0.50, p < 0.05, while the effect in
the Savings condition was not significantly different from the baseline. This showed that the
combined kWh savings and effort score led users to select measures that were further above
their own attitude, compared to the baseline. Since the odds ratio reported in the baseline was
of a similar magnitude as those reported for the Smart Savings condition (ORMatch ≈ 1 /
ORSmart), it showed that the net effect in the Smart Savings condition was close to zero,
implying that users selected measures around their own attitudinal level.

3.8.2.3 Perceived effort and Investment costs
Besides kWh savings, we also examined to what extent investment costs and perceived effort
impacted the choice probability. Table 3.7 shows that a measure’s investments costs
negatively affected its choice probability in the Match condition: OR = 0.63, p < 0.001 for
Model 1, which was not significantly different for the framing conditions.
Perceived effort showed mixed effects on choice between models. Model 1 revealed no
significant effects of perceived effort on the choice probability for any condition. When no
longer controlling for investment costs, Model 2 did reveal that higher levels of effort lowered
the likelihood that a measure was chosen: OR = 0.60, p < 0.01. This effect was not significantly
different in the framing conditions, which was particularly surprising for the Smart Savings
condition, as the score presented in that condition also comprised effort. However, it seemed
that it did not lead users to choose measures with even lower effort levels than in the baseline.

3.8.2.4 Other attributes
Finally, we also checked whether the shown score affected a measure’s choice probability in
Model 1 and Model 2. Table 3.7 shows that the presented Match score did not significantly
affect a measure’s choice probability in the baseline, which was not significantly different for
Smart Savings Scores. We find mixed results for Savings Scores: while the effect in Model 1
did not significantly differ from the baseline, Model 2 revealed that higher Savings Scores
negatively affected the probability that a measure was chosen, compared to the Match score
(OR = 0.98, p < 0.05). Although such a negative effect was arguably counterintuitive, it was
consistent with a negative impact of kWh savings on choice that was observed in some of our
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models. Furthermore, as these results may have been influenced by the other predictors in
the model, we analyzed this effect separately per condition and included a measure’s score as
its sole predictor (not reported in Table 3.7). This confirmed the negative effect for the
Savings condition, but also revealed a small, positive effect for the Smart Savings condition
compared to the Match condition. It showed that the content of the frame influenced how a
score was evaluated, indicated by the contrasting effects between the Savings and Smart
Savings conditions.

3.8.3 Structural Equation Modeling
Finally, we examined whether the user perception of the system was influenced by the
framing interfaces and, in turn, influenced choice behavior and experience. We organized
objective constructs, subjective constructs and relevant interactions into a path model using
Structural Equation Modeling (SEM). The initial configuration of aspects was based on our
hypothetical path model. As suggested by Knijnenburg and Willemsen (2015), we first
performed a confirmatory factor analysis (cf. section 3.7.4.2), after which we tested a fully
saturated model and performed stepwise removal of non-significant relations.
Figure 3.8 depicts the resulting model, which showed good fit statistics: χ²(119) = 165.519, p
< 0.01, CFI = 0.992, TLI = 0.991, RMSEA = 0.039, 90%-CI: [0.023,0.052]. The model met the
guidelines for discriminant validity, as the correlations between perceived support and choice
satisfaction, as well as the correlations between domain knowledge and choice satisfaction
were smaller than the square root of the AVE of choice satisfaction (Knijnenburg &
Willemsen, 2015).

3.8.3.1 Interface conditions and perceived support
To examine the effectiveness of the framing conditions, Figure 3.8 shows that the model’s
main path runs from the Smart Savings condition (in purple), interacting with the number
of hovered measures (in blue), positively affecting perceived support (in green; coef. 1.025, p
< 0.01) and, in turn, choice satisfaction (in orange; coef. 0.538, p < 0.001). The total indirect
effects on choice satisfaction were significant (path coef. 0.551, 95%-CI: [0.110,0.992], p <
0.05), showing that the path to choice satisfaction was mediated by perceived support. In
contrast, we did not observe any significant difference between the Savings and Match
conditions on any of the model’s aspects, suggesting that the Savings condition was not
perceived as more supportive than the baseline.
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1.025** (.399)

+
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+
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.491***
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Figure 3.8. Structural Equation Model (SEM) for Study 2. Numbers on the arrows represent the βcoefficients, standard errors are denoted between brackets. Effects between the subjective constructs
are standardized and can be considered as correlations, other effects show regression coefficients.
Aspects are grouped by color: Personal characteristics are red, objective system aspects are purple and
behavioral indicators are blue. Experience aspects are orange, perception aspects are green.
*** p < 0.001, ** p < 0.01, * p < 0.05.

To better understand the main path, Figure 3.9 depicts the marginal effects of the three
interface conditions on perceived support and choice satisfaction, separately for users who
either hovered many (in red) or only few measures (in blue). While both graphs show that a
high number of hovers did not lead to higher levels of perceived support or choice satisfaction
in the Match and Savings conditions, they clearly depict an interaction effect in the Smart
Savings condition, where a high number of hovers led to high levels of perceived support and
choice satisfaction. Although hovers are rather ambiguous to evaluate, it is suggested that
users only perceived the Smart Savings interface as supportive after hovering extensively,
indicating that the presented information was useful, while the opposite was true for the
Match and Savings conditions.
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Figure 3.9. Marginal effects of the three experimental conditions interacted with the number of hovers
on perceived support (left) and choice satisfaction (right). Error bars are 1 S.E.

3.8.3.2 Differences between final and hypothesized model
The final model contrasts with our hypothesized model (cf. Figure 3.3), which predicted that
an interaction effect between the framing conditions and either domain knowledge or
energy-saving attitude would affect the user’s support perception of the system. Rather than
observing such an interaction, our path model in Figure 3.8 reveals that attitude was only
significantly correlated with domain knowledge (coef. 0.104, p < 0.05), but did not affect any
of the user evaluation aspects. In addition, we found that users with higher levels of domain
knowledge were more satisfied with their chosen measures (coef. 0.588, p < 0.001), but did
not interact with any of the framing conditions, suggesting that the interface might have been
hard to navigate for energy-saving novices.
Moreover, the final model shows that users who had chosen more energy-saving measures,
also reported higher levels of perceived support and choice satisfaction (p < 0.01). The
hypothesized model proposed that the relation between the number of chosen measures and
perceived support would be the other way around (cf. Knijnenburg et al., 2014). Perhaps that
the current framing manipulation directly influenced a user’s choice behavior, rather than
changing a user’s perception of the system’s support level and, in turn, the number of chosen
measures.
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3.8.4 Conclusion
In this results section, we performed three sets of analyses. First and foremost, a showed no
support for our hypotheses [H2.3] and [H2.4], as the inclusion of, as well as sorting on kWh
savings (Saving Score) or a combined score of kWh savings and perceived effort (Smart
Savings Score) did not alter the total number of chosen measures, nor did it lead to a higher
amount of chosen kWh savings, compared to the baseline Match Score.
Our logistic regression analysis, in which we dug a little deeper, did show beneficial effects of
the framing interfaces on the extent to which kWh savings were considered when choosing a
measure (cf. [H2.1] & [H2.2]). Since this effect was somewhat larger in the Smart Savings
condition, there is some support for the idea that a frame that emphasizes both kWh savings
and effort was effective in subtly emphasizing a measure’s kWh savings. However, since both
framing conditions did not seem to fully negate the adverse effect of kWh savings on a
measure’s choice probability, our framing manipulation mainly safeguarded against a
negative effect of kWh savings on choice, but did not create positive preferences for kWh
savings.
These results suggest that framing in a personalized recommender system did not trigger a
large-scale behavioral impact, but instead only subtly altered user choice behavior.
Apparently, a simple 0-100 representation of kWh savings did not lead to undisputedly more
sustainable choices, which contrasts with earlier studies (cf. Niederberger & Champniss,
2017). However, it must be emphasized that a rather strict baseline was used, which consisted
of attitude-tailored recommendations with a coherent explanation, arguably making it more
difficult to detect a framing effect.
Finally, we also related the different framing interfaces to the user’s perception and
experience in a path model. The resulting path model contrasted with our hypothesized
model, as a user’s system perception did not depend on a combination of attitude strength
and the framing interface at hand, which is at odds with findings from an energy
recommender system in Knijnenburg et al. (2014). This was arguably due to the manipulation
only subtle changing the presented interface scores rather than adapting the recommender’s
interaction method. Such an explanation resonates with the fact that we did observe
perceived support to depend on a combination of the framing interface and the number of
hovers, the latter being an interaction aspect.
Other findings show mixed consistency with earlier studies. The negative effect of kWh
savings on a measure’s choice probability in our logistic regression was consistent with
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findings of Poortinga et al. (2003), with regard to individuals not considering kWh savings
in their energy-saving preferences. A simple kWh savings frame, as used in earlier studies
(Niederberger & Champniss, 2017; Steg et al., 2014), turned out to alleviate these negative
effects to a certain extent. Moreover, since the Smart Savings interface had a slightly larger
impact on choice probability in our logistic regression, it is suggested that using a frame that
includes perceived effort can help users to navigate around the structural barriers to energy
conservation (cf. Black et al., 1985), and persuade users to pick those measures that are most
likely to be implemented.
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Discussion

Many policy makers aim to promote energy conservation among consumers by advocating
for energy-efficient appliances, high in kWh savings (Gardner & Stern, 2008). Although
taking such measures could make a real impact, they tend to not resonate with the preferences
and capabilities of consumers (Poortinga et al., 2003), who tend to not behave cost-efficiently
and prefer to perform curtailment measures instead (Attari et al., 2011).
Recipients of attitude-tailored advice in a Rasch-based recommender system have shown a
similar negligence of kWh savings in the first chapters of this thesis (Starke et al., 2015, 2017).
A potential reason for this could be that our tailored list of recommendations has a high
variability in attributes, so that within this list it is relatively easy to choose measures for other
reasons than kWh savings, such as perceived effort (which may come with low kWh savings).
We then adapted our energy recommender interface by promoting kWh savings through
framing, presenting scores on kWh savings or a combination of effort and kWh savings.

3.9.1 Implications Study 1
Study 1 examined which measure attributes could explain an individual’s energy-saving
behavior in addition to the attitude and behavioral costs concepts of the Rasch model. This
is an important question, because measures that share a behavioral cost level can be wildly
different in terms of other attributes, such as ‘unplug chargers and appliances when not in
use’ and ‘buy an energy-efficiency washing machine’. We have experienced this high
variability in attributes across the Rasch scale’s behavioral cost range, by comparing to what
extent the actual values of attributes, attribute perceptions, demographics and the Rasch
model explain energy-saving behavior.
We find that the Rasch model’s concepts slightly outperform models that employ other
attributes, which supports the notion of a one-dimensional construct. However, when all
attributes and Rasch model concepts are combined in a single model, the model fit is
significantly higher, increasing from R² = .32 to R² = .57. Much of this additional variance is
explained by perceived effort and awareness that a measure saved energy, which are better
predictors of behavior than demographics or one’s evaluative environmental concern. On the
one hand, the comparative analysis shows that the Rasch model does a good job in predicting
energy-saving behavior and its unidimensionality is theoretically embedded in Campbell’s
Paradigm (Kaiser et al., 2010). On the other hand, perceived effort explains a distinct portion
of additional variance, discerning it from behavioral costs and suggesting that it could further
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improve the personalization of conservation advice, and it might also improve how energysaving behavior is described conceptually. However, its exact interpretation remains
somewhat unclear, as the definitions in preceding studies have varied from loss of comfort
due to curtailment measures (Poortinga et al., 2003), to all types of disutility involved in
performing any behavior (Oikonomou et al., 2009). Our study shows that the concept is
strongly correlated with investment costs and behavioral frequency, suggesting that it does
not solely capture loss of comfort, at least not in our data.
More generally, these results are in line with studies that argue that contextual and structural
conditions are good predictors of energy-saving behavior (Black et al., 1985; Otto et al., 2018).
The findings also contrast with studies that point towards one’s evaluative attitude as an
important determinant of pro-environmental behavior (Abrahamse et al., 2005), or that
frequency and investment costs underlie the dimensionality of conservation behavior
(Boudet et al., 2016; Karlin et al., 2014). Our evaluative measure, environmental concern, did
not explain energy-saving behavior in addition to the behavior-based attitude of the Rasch
model, nor did investment costs and frequency so consistently.
Our first study confirms earlier findings that consumers do not necessarily consider kWh
savings when performing energy-saving measures (Poortinga et al., 2003). Although we also
confirm earlier findings that individuals have flawed perceptions of a measure’s kWh savings
(Attari et al., 2010), overestimating the savings of measures that actually save less than 100
kWh/year and underestimating those which save more than 100 kWh/year, these misguided
perceptions are also not a significant predictor of energy-saving behavior. This shows that
the original lack of effect is not due to the differences between actual and perceived usage.
Although our approach is limited because of the employed 5-point Likert scale, the
underestimation of high-saving measures (>750 kWh/year) cannot be solely explained by the
employed method, as the mean is off by almost two response categories, which was 250
kWh/year.
To gain a better understanding of the determinants of energy-saving attitudes, we have also
explored the relation between the used attributes and characteristics and attitude. A model
that combined both demographics and evaluative factors shows that environmental concern
does not predict a Rasch-based energy-saving attitude. Instead, we find that age,
homeownership, and one’s perception of general effort determines the strength of one’s
Rasch-based attitude. Whereas factors such as age and dwelling type cannot be altered by
advice interventions, policy makers should realize that one’s housing situation can deter
consumers from taking certain energy-saving measures.
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3.9.2 Implications Study 2
Study 2 has presented a tangible recommender application that sought to promote the
adoption of energy-saving measures high in kWh savings. To do so, we have applied framing
through the mechanisms of including a main attribute and sorting. Besides using a score
solely based on kWh savings, we have also employed a combination score of kWh savings
and perceived effort, as Study 1 showed that perceived effort is a significant predictor of
energy-saving behavior. Besides that this approach arguably highlighted interesting measures
for users, it also safeguarded against users selecting low-effort, low-kWh measures, which
would be counterproductive to the promotion of kWh savings. While this kind of framing
mechanisms have been effective in studies where participants are presented a nonpersonalized list of energy-saving measures, this study is one of the first attempts to
incorporate framing in a personalized recommender interface to steer environmental
behavior.
Our study does not show a main effect of the framing conditions on the amount of chosen
kWh savings compared to a baseline recommender, nor on the amount of kWh savings per
chosen measure. However, we have observed two other influences of the framing conditions
on the adoption of measures high in kWh savings. First, the extent to which kWh savings are
considered when choosing a measure was positively influenced by the both framing
interfaces, but particularly by the Smart Savings interface that combined effort and kWh
savings. While the baseline Match condition reported a negative effect of kWh savings on the
probability that a measure was chosen, the Smart Savings condition managed to negate this
negative effect. Admittedly, the extent to which this effect was mitigated depended on which
other predictors we controlled for, such as perceived effort and the presented score, but our
models provide moderate evidence that such framing can help. Second, our analysis on the
user’s experience with the recommender system shows that users who significantly hovered
more measures in the Smart Savings condition, also reported higher levels of perceived
support and, in turn, choice satisfaction, compared to the Match baseline.
Overall, our analyses imply that a representation that combines effort and kWh savings is
more effective in boosting kWh savings than a simple representation using kWh savings.
Besides the positive effects on kWh savings, we also found that users in the Smart Savings
condition were likely to choose measures with behavioral costs on their attitudinal level,
rather than below it. These findings are consistent with the importance of contextual factors
for energy-saving behavior (Black et al., 1985; Otto et al., 2018), which has not been
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investigated at length in literature. Nonetheless, our data suggest that explaining measures
through their effort seems helpful to users to navigate structural barriers of recommended
measures. In addition, this study contributes to the line of research that examines what
representations of energy-saving measures in terms of their environmental benefits can
persuade individuals to adopt environmentally-friendly behaviors or products (Allcott &
Rogers, 2014; Delmas et al., 2013). Our study brings an original perspective, as such studies
typically change the content of the kWh savings, for example by describing a reduction in
CO2 emissions or emphasizing monetary savings (Newell & Siikamäki, 2013), rather than
combining kWh savings with additional attributes as effort.
Although we find no main effect of our framing efforts, our study presents points in the
direction of a method to break with the common trend of users picking relatively low-cost,
easy-to-implement measures, moving towards more selecting measures high in kWh savings.
In spite of the subtleness of our framing manipulation, it still affected a range of choice and
perception attributes, which suggests that framing can play a role in the design of
recommender interfaces whose designers seek to nudge the user’s behavior in a certain
direction. The latter adheres to a novel line of recommender research, in which such systems
are no longer solely used as objective decision-support tools (Ekstrand & Willemsen, 2016;
Jameson, 2013), but rather introduce aspects in which the user can learn a new skill or can
move forward (Ekstrand & Willemsen, 2016), for instance a user who changes his/her energysaving attitude because of an intervention.
Since we find evidence that a user’s energy-saving attitude and the number of hovers
moderate the framing effects, we see possibilities to further personalize future kWh frames.
For example, users with a weak energy-saving attitude could benefit from the Match Score
frame, while those with a stronger attitude can work with a kWh savings frame. This would
fall in line with research that suggests to personalize persuasive interface aspects and
recommender interaction methods (Berkovsky et al., 2012; Kaptein et al., 2015; Knijnenburg
et al., 2014), where our approach brings an innovative combination of psychological theory
and interface nudging on top of a Rasch-based recommender algorithm that stems from item
response theory.
Whether it is possible to change a recommender user’s attitude this way is unexplored.
Although we planned on following up on each user’s choices, we have received insufficient
responses to analyze behavioral follow-up. Still, it would have been hard to analyze any
changes in a Rasch-based energy-saving attitude, as it is estimated using only a subset of
measures, leading to a relatively wide margin of error in our estimations. Also given that
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other Rasch model studies point out that changing one’s attitude is hard as it tends to be
stable over time (Kaiser et al., 2014; Otto et al., 2018), we argue it would be easier to achieve
changes in choice behavior and perceptions rather than reliably measuring a difference in
attitude. However, a good suggestion for measurement accuracy would be to combine a
recommender system with a smart meter to examine kWh savings, as it could support the
detection of real-life behavioral changes in kWh consumption.
Finally, the literature has debated about whether energy-saving interventions attempt to
strengthen one’s attitude or lower a measure’s behavioral costs (Kaiser et al., 2008; Otto et al.,
2018). On the one hand, our framing interface attempts to lower the thresholds for adoption,
as it emphasizes beneficial aspects of energy-saving measures. On the other hand, prompting
kWh savings may remind users of the importance of energy conservation, emphasizing an
evaluative environmental attitude. However, since users have shown to have multiple
misconceptions about energy-saving measures and their attributes (cf. Study 1), we feel that
presenting tailored information mainly lowers behavioral costs by changing how a measure
is perceived. Nonetheless, we agree with the notion of Campbell’s Paradigm that attitude and
behavioral costs are “two sides of the same coin” (Kaiser et al., 2010), and thus depend on one
another.

3.9.3 Future improvements
To spur kWh savings, we have focused on framing energy-saving measures in terms of other
attributes. A different possibility would be to consider framing kWh savings as health benefits
or anticipated positive feelings (Asensio & Delmas, 2015; Taufik et al., 2016), which has been
examined for specific behaviors but not studied in a comprehensive list of tailored
recommendations. This adheres to research that the actual energy savings may not matter
that much, but that non-price incentives can spur behavioral change (Asensio & Delmas,
2016; Lindenberg & Steg, 2007), as people are not very calculative (Taufik et al., 2016).
A limitation that may have confounded our studies is the use of self-reported behavior and
choice. We are well-aware that self-reported behavior is a delicate measurement method and
that some users may have provided us socially desirable answers. However, since Study 1
shows an attitude-behavior gap, in the sense that environmental concern shows little bearing
towards energy-saving attitude, we feel that most participants have serious contemplated the
choices they have made. In a similar vein, we have noticed that many users who did not find
any appropriate measures either dropped out of the study, or finished it to provide some
feedback about improvements to the interface, in spite of not choosing any measures.
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Nevertheless, we echo our own statement that the use of smart meter data would not only
alleviate such measurement problems, but could also have the capacity to identify
inefficiencies in one’s household for which a Rasch-based recommender system could
present an attitude-tailored solution accordingly.
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4.
Crafting normative messages to
promote energy conservation in
a recommender system
Abstract
Descriptive norms have proven their merit in energy-saving interventions. A notable study
by Goldstein et al. (2008) shows that a simple curtailment behavior as towel re-use can be
boosted when communicating that 75% of other hotel guests also do so. However, such
norms have yet to be tested for a more diverse set of energy-saving measures, as their
effectiveness might decrease for more challenging and uncommon measures. For example,
stating that 20% of citizens have adopted Solar PV is unlikely to boost their adoption,
particularly when communicated in a set of tailored recommendations that also presents
higher descriptive norm percentages.
To work around such low adoption rates, we have used the psychometric Rasch model to
craft normative messages that present high adoption rates. We report a set of descriptive
norms to boost the adoption of energy-saving measures: ‘Global’ norms (“% of others do X”),
‘Similar’ norms (“% of others who perform the same measures as you do X”), and
‘Experienced’ norms (“% of others who perform more measures than you do X”), compared
to a baseline that emphasizes kWh savings. Through a recommender study among smart
thermostat owners (N = 207), we found that descriptive norms did directly not boost the total
number of chosen measures, but that this effect may be mediated by perceived feasibility.
Moreover, we report a number of measure-level effects, such as that within a set of
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recommendations, energy-saving measures explained through higher norm percentages were
more likely to be chosen. We discuss that the effectiveness of descriptive norms might not
apply to all types of energy-saving measures and their additional benefit within a personalized
list might be low.
Keywords: Descriptive norms, Rasch model, Recommender System, decision-making

4.1

Introduction

Energy-saving decisions are not made in a social vacuum (Abrahamse & Steg, 2013; Nolan et
al., 2008; Schultz et al., 2007). Environmental psychology presents theoretical as well as
empirical evidence that underlines the influence of relevant peer groups (Handgraaf et al.,
2013; Staats et al., 2004), descriptive norms (Goldstein, Cialdini, & Griskevicius, 2008; Nolan
et al., 2008), injunctive norms (Allcott, 2011; Allcott & Rogers, 2014; Schultz et al., 2007), and
comparative feedback on energy-saving behavior, intentions, and decisions (Abrahamse et
al., 2007; Siero et al., 1996).
One potentially effective approach is to communicate descriptive norms (cf. Allcott, 2011).
Descriptive norms have been applied in various ways (Abrahamse & Steg, 2013), but most
often policy makers and other actors illuminate that a rather large proportion of a relevant
peer group complies to a certain norm or performs a certain behavior (Cialdini & Goldstein,
2004; Handgraaf et al., 2013). For example, a study by Nolan et al. (2008) shows that the belief
‘other people are doing behavior X’ is a strong predictor of performing ‘behavior X’.
Moreover, other studies show that describing what percentage of relevant peers perform a
certain behavior can motivate others to also adopt that behavior (Cialdini, 2003; Farrow,
Grolleau, & Ibanez, 2017; Goldstein et al., 2008), for example by stating that ‘70% of residents
recycle their used bottles’.
However, social norms can also backfire. For example, normative messages can point out that
many persons engage in a behavior that is harmful to the environment (Cialdini, 2003; Thaler
& Sunstein, 2008). Descriptive norms may also illuminate that only few persons perform a
certain behavior, which is problematic for obscure efficiency measures (Karlin et al., 2014).
For example, Solar PV has only been installed on 9% of Dutch houses (“Juli 2018
recordmaand voor zonnepanelen”, 2018), which is unlikely to persuade individuals to
conform to this descriptive norm. Instead, normative interventions typically promote oftenperformed behaviors (Abrahamse & Steg, 2013), such as turning off the lights after leaving a
public restroom or towel re-use (Bergquist & Nilsson, 2016; Goldstein et al., 2008).
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The challenge for policy makers is to employ social norms to promote the adoption of energysaving measures that are not typically performed yet, boosting kWh savings. Our work on
the psychometric Rasch model in recommender systems shows that measures with low
adoption rates have high behavioral costs (Starke et al., 2015, 2017), which are only feasible
for users with an equally strong energy-saving attitude. Conversely, measures appropriate for
users with a weak energy-saving attitude are typically commonly performed (Kaiser et al.,
2010).
Therefore, for those with a weak energy-saving attitude, norms that prescribe relatively
frequent behavior can work (“70% of the people use X”), but this no longer makes sense for
infrequent behaviors. Since the adoption probability of each energy-saving measure increases
if an individual has a stronger energy-saving attitude (Bond & Fox, 2006; Kaiser et al., 2010),
we propose to report the compliance rate of peers with such strong attitudes, expecting that it
will constitute a norm that can lead to higher adoption rates. For example, even though only
9% of the general Dutch population have installed solar PV (“Juli 2018 recordmaand voor
zonnepanelen”, 2018), the adoption rate among users with a strong energy-saving attitude is
much higher (Starke et al., 2015), even exceeding 50% depending on the exact attitude. This
allows us to send users with a strong energy-saving attitude suggestions such as “50% of the
people like you own solar panels”.
This is the point of departure in this chapter: to alleviate the aforementioned limitations to
descriptive norms in the promotion of infrequent energy-saving measures, we consider
specific peer groups in a normative intervention. In line with the approach in previous
chapters, we design a Rasch-based recommender system to assess each user’s energy-saving
attitude. In turn, we present attitude-tailored lists of energy-saving measures that report the
adoption rate of relevant peers with specific attitudes. We posit the following research
question:
[RQ]: To what extent can descriptive norms boost the adoption of a heterogeneous set of tailored
energy-saving measures?
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4.2

Literature Review

This review discusses the mechanisms of descriptive norms, as well as how they can be
effectively incorporated in an energy recommender system.

4.2.1 Descriptive norms to boost sustainability
Two mechanisms underlying the effectiveness of social norms are compliance and
conformity (Cialdini & Goldstein, 2004; Festinger, 1954). Compliance refers to one
responding to a direct request to act consistently with presented norms (Cialdini & Trost,
1998), while conformity describes how behavior is adapted to meet that of an apparent
majority. Both compliance and conformity can fulfill one’s need for accuracy or
appropriateness in behavior or decision-making, as it can alleviate uncertainty surrounding
a certain behavior (Cialdini & Goldstein, 2004). For instance, highlighting descriptive and
injunctive norms on recycling can lead to a higher compliance rate (Schultz, 1999), as
individuals either regard the behavior of a majority as accurate or want to gain the approval
of others (Cialdini & Goldstein, 2004; Cialdini & Trost, 1998). Similarly, conformity appeals
to one’s motivation to act in line with reality or to gain the social approval of others (Deutsch
& Gerard, 1955).
Based on these mechanisms, a variety of social influence interventions have been applied to
promote conservation behavior (Abrahamse & Steg, 2013; Cialdini, 2003). For example,
studies rely on interventions with comparative feedback as “your neighbors consume X kWh,
while your consumption is Y” (Midden, Meter, Weenig, & Zieverink, 1983; Petkov et al.,
2012; Siero et al., 1996), or leverage the merits of public praise and commitment, setting
group goals and receiving rewards due to between and within-group performance
(Handgraaf et al., 2013; Staats et al., 2004). A meta-analysis reveals that most of these
interventions boost the compliance or conformity among individuals, compared to control
groups or other non-social interventions (Abrahamse & Steg, 2013).
One particularly interesting study in this domain is performed by Goldstein and colleagues
(2008). They show that hotel guests are more inclined to re-use their towels at least once, if
the compliance request is made using descriptive norms rather than a standard
environmental message. For instance, while the standard message states ‘Help save the
environment’, the norm message stresses the peer aspect by ‘join your fellow guests in helping
to save the environment’ or ‘75% of guests participated’. Moreover, they find that the
behavioral impact of these norms is larger if they are contextualized with ‘local’ and context-
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rich aspects, by referring to ‘75% of hotel guests’ or ‘guests in room 401’, rather than ‘75% of
males’ or ‘citizens’ (the latter we define as ‘global’ norms). Such contextualized norms are
defined as ‘provincial’ norms by Goldstein and colleagues (2008), but also referred to as ‘local’
norms in other studies (Bohner & Schlüter, 2014; Fornara et al., 2011). The effectiveness of
such provincial or local norms is attributed to the uncommon characteristics that are shared
with an individual (Heider, 1958), arguably lowering the threshold to adapt one’s attitude
and to comply to the presented social norm (Goldstein et al., 2008).
Rather than specifically boosting a single behavior, descriptive norms have also been used to
boost the adoption of a wider range of sustainable behaviors (Mirsch, Lehrer, & Jung, 2017).
For example, customers of web shops purchase more healthy or energy-saving products if
they are explained using social norms rather than through their environmental impact
(Aldrovandi, Brown, & Wood, 2015; Demarque, Charalambides, Hilton, & Waroquier,
2015). We posit the following hypothesis:
[H1]: Explaining energy-saving measures using descriptive norms rather than their
environmental impact increases the likelihood of those measures being adopted.

4.2.2 Norms in recommender systems
This application of descriptive norms might also be useful when applied to more diverse
energy-saving advice. The underlying rationale is that the presented behaviors, items, or
products do not change, only how they are explained or communicated. Energy
recommender systems, which are adaptive web-based applications that present a
heterogeneous set of measures that fit a user (Knijnenburg et al., 2014; Starke et al., 2017),
could boost also the number of chosen measures if the system would explain the presented
measures using descriptive norms. Although unexplored in energy recommender systems,
this use of social explanations is not new to the field of recommender systems (cf. Guy, 2015),
as interfaces typically explain why certain products are recommended to a user (Knijnenburg,
Bostandjiev, et al., 2012), such as ‘other customers also bought this product’ or ‘250 Facebook
friends like this page’ (Papadimitriou, Symeonidis, & Manolopoulos, 2011; Sharma & Cosley,
2013).
Two aspects of descriptive norms may actually undermine its effectiveness when applied to
the current energy recommender literature (Starke et al., 2017). First and foremost, it is
unclear whether the merits of social norms still apply if a user is presented a list of
recommendations that is tailored towards his/her capabilities, needs or attitude. Previous
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studies, including Chapter 2 and 3 in this thesis, have suggested that the impact of one-sizefits-all persuasion might be lost on tailored interventions (Kaptein et al., 2015; Starke et al.,
2017), because a set of appropriately tailored items or measures might not require further
convincing.
A second issue is that descriptive norm interventions have yet to address a set of energysaving measures that is diverse in their adoption rates. Most of the mentioned studies have
only promoted one or few behaviors (Abrahamse & Steg, 2013), which were typically
curtailment measures high in frequency and low in investment costs (Karlin et al., 2014), as
well as behaviors that typically visible to others (Lapinski & Rimal, 2005). For instance,
Bergquist and Nilsson (2016) show that descriptive norms motivate occupants of public
restrooms to turn off the lights after leaving, which is a one-shot, effortless behavior (Attari
et al., 2011; Starke et al., 2015). Curtailment behaviors are suitable in normative interventions
due to their high adoption rates, such as the 75% of hotel guest who re-used their towel
(Goldstein et al., 2008). In contrast, the adoption rates for efficiency measures are typically
smaller (Attari et al., 2011), exemplified by the installment rate of Solar PV and energyefficient A-label household appliances falling below 40% (Bollinger & Gillingham, 2012;
Starke et al., 2015). Although Demarque and colleagues (2015) suggest that social norms
could also be effective when describing very small numbers (e.g. 7%), which could cater to a
consumer’s need for uniqueness (Snyder, 1992; Tian, Bearden, & Hunter, 2001), there is
arguably a large range of norm percentages (e.g. around 15%-50%) that might not trigger
conformity. Hence, we question whether the setup used in the towel re-use study of Goldstein
et al. (2008) is still effective if the proportion of peers performing a conservation behavior
drops far below 75%?

4.2.3 Descriptive norms and the Rasch model
The dimensionality of energy-saving behavior illustrates the large variety in adoption rates
between measures (Kaiser et al., 2010), as measures can be ordered on a one-dimensional
Rasch scale based on how often they are performed (Urban & Ščasný, 2016). This adoption
rate is operationalized as behavioral costs (Kaiser et al., 2010), leading to higher behavioral
costs for smaller adoption rates. For example, Starke et al. (2017) show that 92% of
respondents lower the thermostat when leaving the house for a longer period, which has a
relatively low behavioral cost level, while only 7% of respondents uses an energy-efficient heat
pump, which has high behavioral costs.

Chapter 4: Rasch-based descriptive norms

| 157

A measure’s adoption rate can be leveraged to craft normative messages for a Rasch-based
recommender system. Hence, if a Rasch scale was fitted on a representative sample, for
example based on Dutch consumers, an energy recommender could reliably report such
descriptive ‘Global’ norms alongside each measure. We define ‘Global’ norms to describe the
adoption rate of rather large group of persons, without specifying details of that group’s
characteristics. In a recommender context, this would be a normative message of the type:
“55% of previous users has installed weather strips on doors”, analogous to ‘X% of citizens’
in Goldstein et al. (2008).
However, communicating global norms might not be effective to promote measures that are
rather obscure and not performed by the majority of the population. For example, only 27%
of users in our recommender study reported to have installed Solar PV (Starke et al., 2017),
which is a commonly promoted measure nonetheless (Sahu, 2015). Messages as “30% of
participants use X” that signal that the majority of a population still has to adopt a certain
energy-saving measure, are expected to be less persuasive to potential adopters than norms
that highlight a majority, such as “75% of guests re-use their towel”. Since higher adoption
rates also coincide with lower behavioral costs, which are perceived as attractive (Starke et al.,
2017), we formulate the following hypothesis:
[H2]: Energy-saving measures are more likely to be adopted when presented with higher norm
adoption rates.
Such ‘global’ norms are not personalized, as they merely report a measure’s adoption rate. In
contrast, the Rasch model can assess a person-dependent adoption probability, based on an
individual’s energy-saving attitude (Bond & Fox, 2006; Kaiser et al., 2007). In the context of
the attitude theory Campbell’s Paradigm (Kaiser et al., 2010), the probability p that measure
i is adopted not only depends on its behavioral costs δ, but also on the attitudinal strength
𝜃𝜃 of individual n, where δ and θ are expressed in logistic scale units (logits):
𝑝𝑝

ln �1−𝑝𝑝𝑛𝑛𝑛𝑛 � = 𝜃𝜃𝑛𝑛 − 𝛿𝛿𝑖𝑖
𝑛𝑛𝑛𝑛

(4.1)

Due to its person-dependency, the probability estimated by the Rasch model in Equation 4.1
can be considered as a ‘local’ descriptive norm. The resulting adoption probability for a
particular energy-saving measure applies to all individuals with that specific attitudinal
strength, as the slope of Equation 4.1 is assumed to be similar for each individual (Kaiser &
Keller, 2001). Since this probability increases for stronger energy-saving attitudes, we can
craft normative messages with higher adoption probabilities when reporting levels of peers
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with specific attitudes. For example, if there is no difference between the user’s attitude and
a presented measure’s behavioral costs, the norm adoption probability for peers with a similar
attitude is 50%, while this would increase to 88% for a descriptive norm that reports
individuals with an attitude that is +2 logits higher than the user’s.
Using ‘global’ norms and the possibility to report ‘local’ norms of peers with specific attitudes,
we can craft different normative messages for a Rasch-based recommender system. However,
what would be relevant peer groups to consider? To answer this question, we have consulted
literature on advice-giving and advice-taking, which shows that both the source of advice and
the method of communication are determinants of advice acceptability, choice and other
indicators (Bonaccio & Dalal, 2006). This line of research discerns between prescriptive and
descriptive advice (Dalal & Bonaccio, 2010), where the former refers to an explicit request,
such as “Please do X”, while the latter leverages mechanisms similar to descriptive norms by
showing the behavior or opinion of a peer (group), such as “others are doing X” (Dalal &
Bonaccio, 2010; Gino, Shang, & Croson, 2009).
One typical source of descriptive peer advice are those similar to the decision-maker, sharing
one or more relevant characteristics (Anderson & McMillion, 1995; Feng & MacGeorge,
2010; Perloff, 1993). For example, similarity in relevant attitudes can increase the extent to
which advice is considered or liked (Anderson & McMillion, 1995; Sniezek & Van Swol,
2001). Moreover, advice acceptance of online agents is higher if past opinion agreement is
higher, particularly if the decision-maker and advice agent share extreme opinions (Gershoff,
Mukherjee, & Mukhopadhyay, 2003). In the context of a Rasch-based recommender system,
descriptive norms of similar peers have adoption rates for energy-saving measures that match
the user’s (Bond & Fox, 2006), which can be described to promote energy-efficient choices.
Hence, by rephrasing the source of advice, we can change a message’s adoption rate to make
it more convincing. For example, a global norm as “20% of users have installed radiator
reflectors” (cf. Starke et al., 2017), could be changed to similar norms for users with strong
attitudes to “60% of users like you have installed radiator reflectors”. We expect this to
positively affect the likelihood that a measure is adopted, due to higher percentages and
possibly catering to the mechanisms of provincial norms (Goldstein et al., 2008).
Besides ‘similar norms’, literature on advice-giving and advice-taking also suggests that
expertise plays an important role in advice acceptance (Bonaccio & Dalal, 2006; Jungermann
& Fischer, 2005). Experts are found to be a more influential source of advice than novices
(Birnbaum & Stegner, 1979; Jungermann & Fischer, 2005), and decision-makers are less
likely to ignore expert advice (Harvey & Fischer, 1997; Sniezek, Schrah, & Dalal, 2004). This
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typically leads to higher acceptance rates for expert advice compared to advice from random
peers (Yaniv & Kleinberger, 2000). In the context of the Rasch model and energy
conservation, it is hard to pin down a specific attitudinal strength that deems an individual
to be an expert, as it simply operationalizes the number of adopted measures. For example, a
wealthy home owner might have hired an energy consultant to install a range of efficiency
measures, without having ‘actual’ expertise.
Instead, we propose to achieve high adoption rates by presenting a norm that describes peers
with an attitude stronger than the user, implying that this subpopulation performs more
energy-saving measures than the user. For example, if ‘Similar’ norms would report “55% of
users who perform similar measures as you do X”, then reporting others who have an attitude
θ that is 1 logistic unit stronger than the user leads to “78% of users who perform more
measures than you do X”. We refer to the norm describing users with relatively strong
attitudes as ‘experienced’, as it shows peers more experienced than the user with regard to the
adoption of energy-saving measures.
To recap, we have identified three different types of descriptive norms: ‘global norms’ and
two sets of person-dependent local norms, ‘similar’ and ‘experienced’. To craft appropriate
normative messages for these norm groups in the context of a recommender system, we
consider a few aspects from the literature and the Rasch model. As some level of similarity is
likely to boost the adoption rate for descriptive norms (Goldstein et al., 2008; Yaniv,
Choshen-Hillel, & Milyavsky, 2011), we create common ground between users and norms by
referring to a ‘% of other users performing measure X’ for global norms. In contrast, the
‘similar’ and ‘experienced’ norms refer to more specific users. ‘Similar norms’ communicate
the adoption rate of other users who perform a similar number of energy-saving measures as
the focal user, mimicking the user’s adoption rates due to a similar attitude. ‘Experienced
norms’ describe system users who perform more measures than the focal user, leading to
stronger energy-saving attitudes and higher adoption probabilities (cf. Equation 4.1). This
leads to the following set of descriptive norms to be tested in the current study:
•

Global norms: “X% of users perform this measure”

•

Similar norms: “Y% of users who perform similar measures as you, perform this
measure”

•

Experienced norms: “Z% of users who perform more measures than you, perform
this measure”
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4.2.4 Global vs. local norms
To formulate expectations about the relative effectiveness of each normative message, we
consider a few recommendation scenarios. In previous chapters, Rasch-based recommender
systems have presented lists of energy-saving measures around the user’s energy-saving
attitude (Starke et al., 2017), as these tend to be attractive but also have a reasonable
probability to be novel. To illustrate the effect of each norm on the adoption rate in this
context, we consider three scenarios: One in which the focal user is estimated to have an
attitude of θuser = −1 logit, one with θuser = 0 logit, and one in which the user’s attitude is θuser
= +1 logit. Each scenario assumes that the recommended measure has a behavioral cost level
δ equal to the focal user’s attitudinal strength across all norms (θuser = δ), each time leading to
a Rasch model adoption probability of 50% (cf. Equation 4.1). For example, users in a
scenario with an attitude θuser = −1 logit would be presented a measure of the type “Toweldry hair instead of using an electric dryer”, as it has behavioral costs δ = −1.07 (cf. Appendix
A.1).
The results of our scenarios are outlined in Table 4.1. The described ‘Similar’ adoption rates
are based on an attitude equal to the attitude of the focal user (also 50%). In contrast, the
adoption rates for ‘Global’ norms depend on the user’s position on the Rasch scale, based on
the underlying adoption rates of Rasch scale used in Chapter 3, while the ‘Experienced’ norms
are based on an attitude strength that exceeds that of the focal user by +1 logit (typically 75%).
As a result, Table 4.1 nicely shows that the adoption rates for ‘similar’ and ‘experienced’ are
constant, while those for ‘Global’ depends on the user’s attitudinal strength.
Users with an attitude 𝜃𝜃 of −1 logit would be presented measures with a global adoption rate
around 70%, as approximately 70% of users in Chapter 3 “towel-dry their hair instead of
using an electric dryer”. This decreases to 30% for strong attitudes (of θ = +1 logit; Kaiser et
al., 2010; Starke et al., 2017), which applies to a measure with δ ≈ +1, such as “Switch off the
refrigerator when on holiday”. Since a suggestion “30% of participants use X” is not likely to
be convincing, the ‘local’ norms yield higher adoption rates for this particular cohort of
attitude 𝜃𝜃 = +1 logit, as ‘similar’ has a 50% probability and ‘experienced’ 75%. In contrast,

users with weak attitudes will face higher norm percentages for global norms (i.e. 72%) rather
than those with similar norms.
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Table 4.1. Percentages (%) of peer adoption for different combinations of norms and user attitudes.
Users are assumed to be presented a measure with behavioral costs δ equal to their attitude θ. For
example, measures with δ = −1 logit for users with θ = −1 logit, or δ = +1 logit for θ = +1 logit, etc.
Adoption rates for Global descriptive norms are based on measures used in Chapter 3, those for Similar
and Experienced are determined using the Rasch model and are relative to the focal user’s attitude.

Presented % of peer adoption rate
Global Norms
User Attitude
𝜃𝜃 = −1

72%

Similar norms
(Norm 𝜃𝜃 = User 𝜃𝜃)
50%

‘Experienced’ norms
(Norm 𝜃𝜃 = User 𝜃𝜃 + 1)

51%

50%

75%

User Attitude
𝜃𝜃 = +1

30%

50%

75%

User Attitude
𝜃𝜃 = 0

75%

To formulate hypotheses, we consider the adoption rates outlined in Table 4.1. We expect
users with strong attitudes to choose more measures when facing ‘Similar’ norms, while users
with weak attitudes would do so for ‘Global’ norms. However, looking beyond only adoption
rates, a counterargument would be that the higher degree of similarity for ‘Similar’ norms
than for ‘Global’ norms has shown to boost conformity rates for towel re-use (Goldstein et
al., 2008). Albeit this might partially mitigate the adoption rate’s appeal, another study has
argued in line with said adoption rates (Yaniv et al., 2011), suggesting that a user’s level of
experience shapes preferences for different types of advice, leading inexperienced users (i.e.
weak attitude) to seek majority advice (i.e. global norms), while experienced individuals (i.e.
strong attitude) seek out similar peers (i.e. similar norms). Based on these arguments, we
formulate the following hypotheses:
[H3a]: Users with strong energy-saving attitudes are more likely to adopt measures explained
using similar norms rather than global norms.
[H3b]: Users with weak energy-saving attitude are more likely to adopt measures explained
using global norms rather than similar norms.
Table 4.1 also shows that ‘Experienced’ norms outperform ‘Similar’ norms in terms of
adoption rate, leading us to expect that ‘Experienced’ leads to more energy-efficient choices
than ‘Similar’. However, the effectiveness of these adoption rates may be reduced, since
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Experienced norms do not leverage the merits of provincial norms as Similar norms would
(Goldstein et al., 2008), because Experienced norms emphasize a difference (“performs more
measures than you”) rather than share an uncommon characteristic (“performs the same
measures as you”). Nonetheless, we expect that the higher adoption rates for Experienced
norms (75%) will be much more persuasive than those reported for Similar norms (50%), as
Experienced norms show a vast majority instead of a 50:50 distribution. Moreover, even
though the persuasiveness of expertise in advice-taking is more context-dependent than that
of similarity (Gino et al., 2009; Jungermann & Fischer, 2005), expertise has shown to boost
advice acceptance (Jungermann & Fischer, 2005; Sniezek & Van Swol, 2001), particularly for
the adoption of complicated items or measures (Yaniv et al., 2011). We posit the following:
[H4]: Users are more likely to choose energy-saving measures when facing ‘experienced’ norms
rather than ‘similar’ norms.

4.2.5 Perceptions of descriptive norms
Goldstein et al. (2008) mainly examines the compliance rate of towel re-use, but do not
investigate how individuals evaluated the said norms. In contrast, studies in environmental
psychology teach us that how an individual evaluates or perceives different aspects of the
environment can determine behavioral outcomes (Abrahamse et al., 2005; Ajzen, 1991), such
as how an individual perceives the state of the environment or the role of humans in using
natural resources (e.g. environmental concern; Abrahamse & Steg, 2009; Dunlap et al., 2000).
With regard to the discussed norms, the social proof of behavior presented by said norms
seem to appeal to motivation factors and lower behavioral thresholds (Festinger, 1954),
possibly reducing the ‘sucker effect’ that an individual is not the only person engaging in an
energy-saving measure (Handgraaf et al., 2013; Kerr, 1983).
Previous recommender studies have also pointed out the importance of perceptions in
explaining the user experience, because these often allow to understand why a change in a
particular system aspect increases the user experience (Knijnenburg & Willemsen, 2015;
Knijnenburg, Willemsen, et al., 2012). For one, one Study in Chapter 2 on a Rasch-based
energy recommender system showed that recommendation lists with relatively low levels of
behavioral costs, are more likely to be perceived as feasible and, in turn, evaluated as more
supportive, leading to more energy-efficient choices (Starke et al., 2017). We argue that the
addition of social norms rather than an explanation of the environmental impact increases
the perceived feasibility of presented energy-saving measures, which in turn leads to the
adoption of more energy-saving measures. We posit the following:
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[H5]: Users perceive energy-saving measures that are explained using social norms as more
feasible, compared to those that emphasize the environmental impact.
Moreover, we also expect that feasibility is increased by presenting larger norm adoption
rates, as it can reduce perceived thresholds to adopt an energy-saving measure through social
proof (Festinger, 1954). This leads to the following sets of hypotheses, equivalent to [H3a]
and [H3b]:
[H6a]: Due to higher adoption rates, users with weak attitudes perceive energy-saving measures
that are explained using ‘Global’ norms as more feasible than those explained with ‘Similar’
norms.
[H6b]: Due to higher adoption rates, users with strong attitudes perceive energy-saving
measures that are explained using ‘Similar’ norms as more feasible than ‘Global’ norms.
Since we expect perceived feasibility to be led by the norm adoption rates, we attempt to assess
to what extent the normative messages are perceived as helpful. Due to the overload of
available information in recommender interfaces (measure explanations, hover attributes,
etc.), users possibly do not consider all presented information to an equal extent (Schwartz,
2005). Different norm groups might be appeal to different group of users. An leading example
is that proficient users tend to seek out information from similar peers but ignore majority
information (Yaniv et al., 2011), and vice versa for inexperienced users. Since we consider the
strength of a user’s attitude to be analogous to ‘experience’ because it is based on the number
of performed measures, we expect the perceived helpfulness of descriptive norms to depend
on the user’s attitudinal strength:
[H7]: The perceived helpfulness of descriptive norms increases for weaker energy-saving
attitudes
These hypotheses will be evaluated in the context of the user evaluation framework
(Knijnenburg & Willemsen, 2015). This approach to the evaluation of recommender systems
postulates that differences in the presented interface and the presented norms lead to
differences in perception and, in turn, lead to differences in choice behavior and subsequent
choice satisfaction. The framework is estimated with a Structural Equation Model (Muthén
& Muthén, 2015), which comprises different paths for both direct and indirect effects on
system perceptions and evaluation. Based on this framework and in line with previous energy
recommenders that have employed this framework (Knijnenburg et al., 2014; Starke et al.,
2017), we formulate the following hypotheses:
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[H8]: Higher levels of perceived feasibility and helpfulness lead to higher levels of perceived
support
[H9]: Higher levels of perceived support lead to higher levels of choice satisfaction
[H10]: Higher levels of perceived support lead to more energy-efficient choices

4.2.6 Preferences for energy-saving measures
Our recommender studies examine choice behavior, that is, they examine whether a user
claims to be willing to implement a particular recommendation. This choice is seen as the
first step in the direction of a purchase or the actual adoption of behavior. However, previous
energy recommender studies have shown that some users actually do not choose a single
option (Starke et al., 2017), which then provides no information to evaluate the user’s
experience and compare conditions.
To still gain insight in our user preferences in such circumstances, we inquire on which two
measures the user perceives the most appropriate, in line with the approach of Chapter 1
(Starke et al., 2015). Such an approach has also been employed in preference studies on the
determinants of energy-saving behavior (Poortinga et al., 2003). Indeed, even if a user does
not want to implement any of the suggested measures, a rank-ordered set of preferred
measures are nevertheless useful information about how preferences are influenced by
different conditions. Therefore, this will be examined in this study, in addition to choice
behavior.

Chapter 4: Rasch-based descriptive norms

4.3

| 165

Method

4.3.1 Fitting a Rasch scale
To further improve our measurement scale from the first three chapters in this book, we
inferred a novel unidimensional Rasch model. This combined engagement responses to 134
energy-saving measures from both studies in Chapter 3. In total, we used 555 participants
(50.6% male) with a mean age of 43.4 years (SD = 19.7) to fit this Rasch scale, none of whom
participated twice. These participants were either recruited from the Jan Frederik Schouten
(JFS) participant database at TU Eindhoven (42.3%), through public posts on social media
(i.e. Facebook (Ads), Twitter, LinkedIn), or from the Panelmannetje.nl participant database.
Among them, 66% owned the home they lived in (36% town house, 29% apartment) and
73.6% obtained at least a Bachelor’s degree.
We used Winsteps software to fit a one-dimensional scale of energy-saving measures
(Linacre, 2016). The behavioral cost levels are reported in Appendix A.3 of this book. To
examine to what extent this construct resembles the one used in Chapter 3 (cf. Appendix
A.1), we performed a pairwise correlation analysis on the behavioral cost levels, showing a
strong correlation: r(134) = 0.94, p < 0.001. This indicated that even though four measures
were subject to a change larger than 1 logit (e.g. ‘install a drain waste water recovery system’),
the two constructs were similar.
In terms of model fit, we found that measures were determined reliably (M = 0.05, SD = 1.57),
as the reliability α was 0.95 under an item separation of 4.51, which showed that we could
reliably discern between 4 to 5 strata of behavioral cost levels (Bond & Fox, 2006; Wright &
Masters, 1982). Furthermore, the reliability of person energy-saving attitudes (M = 0.30, SD
= 1.22) was somewhat lower but still acceptable (α = 0.70; separation index = 1.53), which
showed that we could reliably differentiate between at least 2 strata of attitude (Wright &
Masters, 1982).

4.3.1.1 Dimensionality and misfits
We checked whether the measures formed a unidimensional construct. A principal
component analysis on the residual variance revealed that both persons and energy-saving
measures explained 37% of the variance. Moreover, we did not observe any meaningful
additional dimensions, as the additional contrasts did not consist of more than 2 items, which
were seemingly unrelated and had a maximum eigenvalue of 2.3.
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We also examined any measures that did not fit the construct, either due to underfit (+/Mean-square < 0.5) or overfit (+/- MNSQ > 1.5), or in terms of unexpected responses
(Standardized value < -2, or ZSTD > 3). Using Winsteps software (Linacre, 2016), we found
that all items had MNSQ values close to 1.0 and met infit guidelines regarding responses
between item-person pairs who are relatively close to one another (Bond & Fox, 2006). Outfit
guidelines, which are sensitive to ‘outliers’, were violated for two items (MNSQ > 3), where
one of them also had a ZSTD value of 4.2 (“Use a laptop rather than a desktop computer”).
Since the item’s infit guidelines were in order, we did not remove this item. A tabulation of
both infit and outfit statistics are described in Appendix A.3.

4.3.2 Participants
For the current study, we collaborated with a Dutch energy supplier (Eneco) to invite owners
of a smart thermostat or smart household meter to use our ‘Saving Aid’ recommender system.
Figure 4.1 depicts the email invitation sent to Eneco customers, which encouraged them to
use the ‘Saving Aid’ to take the next step in energy conservation. A total of 875 participants
started our study, of which 649 participants continued up to the ‘Saving Aid’ recommender
interface. However, only 217 participants finished the study completely, as users dropped out
at various stages of the study. The overall dropout rate is not particularly surprising, as this is
more common for web studies. However, it was higher than in the preceding chapters in this
dissertation, arguably because participants did not receive a monetary reward in this study.
Among the remaining participants, we excluded ten from analysis. One participant had
completed the study in only 3 minutes (Mduration = 14.3 minutes), two participants indicated
that they did not trust the website, while seven other participants showed no variation in the
evaluation questionnaire or provided random answers, such as reporting the highest choice
satisfaction level possible but not choosing any measure.
Eventually, we considered a sample of 207 participants for our study that was rather
unrepresentative in terms of the number of males (87%) and was relatively old (M = 53.5
years, SD = 14.0). Since the population was part of an ‘Innovator Panel’, a non-representative
sample was not surprising, but still could confound observed results. Furthermore, around
26.6% owned the home they lived in, while the majority lived in a town house (58.5%) rather
than in a semi-detached house (17.4%), an apartment (15.5%), or a detached home (8.7%).
Although data was missing for some users, their average net electricity consumption (M =
2781 kWh/yr, SD = 1665) fell somewhat below the average net use in the Netherlands (3000
kWh/yr; “Gemiddeld energieverbruik,” n.d.), while the participant’s average gas
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consumption (M = 1080 m³, SD = 587) was much lower (1470 m3; “Gemiddeld
energieverbruik,” n.d.). In addition, 41 participants reported to feed back at least 100 kWh to
the grid, which resulted in a negative net kWh consumption for 12 participants.

Figure 4.1. Excerpt from the email template sent to customers of Dutch energy supplier Eneco who
owned a smart thermostat. It asks customers how they save energy, and indicates that the ‘Saving Aid’
(NL: ‘Besparingshulp’) can help them to take the next step in energy conservation.

4.3.3 Procedure
We estimated each user’s energy-saving attitude by following the procedure from previous
chapters. The Rasch scale of 134 energy-saving measures was divided into 13 ordinal subsets
based on their behavioral costs, after which a measure was randomly sampled from each
subset. Each measure was presented sequentially to users, for which they were asked to
indicate for each measure whether they typically performed it by answering ‘yes’, ‘no’, or
‘does not apply’. Afterwards, we inquired on the user’s housing situation to filter irrelevant
measures from the recommendation list.
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Based on the user’s energy-saving attitude, we presented a list of 9 energy-saving
recommendations that were ordered on their estimated kWh savings. Figure 4.2 depicts the
top two measures of such a recommendation list, an interface that includes the name of a
measure, a short description, and, depending on the condition, a score or percentage
accompanied by an explanation, which was meant to signal a social norm. Measures were
sampled from the Rasch scale based on the probabilities that they were already performed by
the user. To create recommendation lists with various norm percentages across measures, we
used a slightly larger sampling range than in previous chapters, sampling between adoption
probabilities of 18% to 75%, which ranged from −1.5 to +1 logit in terms of the difference
between attitude and behavioral costs.
To examine our hypotheses, we asked users to select any number of recommended measures
that they wished to perform in the four weeks following the experiment. They were urged to
do so in a prompt before the recommendation list was shown, as well as through a text
message at the top of the recommendation list (cf. Figure 4.2). To aid users in their decisionmaking, users could hover for ‘more info’ to see other attributes from a measure, such as its
frequency, which were hidden under a measure’s image. This is also portrayed in Figure 4.2
on the left-hand side of the top measure.
Afterwards, we showed the nine measures again and asked which measures were already
performed by a user. Among the measures that were not performed, we asked users to
indicate which two measures they perceived to be the most appropriate, which was used to
examine user preferences in addition to choice behavior.
To be able to test our hypotheses on whether perceptions of the recommender system were
influenced by descriptive norms [H6-H10], we inquired on the user’s experience with the
recommender system. We presented statements using 7-point Likert scales, as validated in
previous studies (Knijnenburg, Willemsen, et al., 2012; Knijnenburg et al., 2014; Starke et al.,
2017), which measured the perceived feasibility of the recommended measures, the perceived
helpfulness of presented norms, the perceived support from the recommender, and the
overall satisfaction with chosen measures. Moreover, to examine whether any of the effects
were moderated by a user’s environmental concern (cf. Chapter 3), we inquired on how users
perceived the relation between humans and natural resources, using items from the revised
NEP scale (Dunlap et al., 2000).
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Figure 4.2. Top-2 measures of our recommender interface (in Dutch). Recommendations are sorted
from high to low kWh savings, while the displayed attribute scores are different per condition. Users
could hover over a measure’s image to inspect additional measure attributes, such kWh savings.
Depicted here is the ‘Similar norm’ condition.

Finally, we asked for a number of demographic characteristics such as gender, age, education,
and monthly income. Users were then free to disclose their email address to receive detailed
information on the chosen measures.

4.3.4 Research Design
The score and explanation depicted alongside each measure in the recommendation list is
subject to four between-subject conditions. We examined our hypothesis in line with the
design of the Goldstein et al. (2008) study, comparing three different social norm
explanations to an environmental baseline.
1.

‘Savings’ score condition (baseline): This condition was based on the Savings
condition used in Chapter 3, and showed a score between 0 and 100, based on the
kWh savings of a measure. The score was relative to the measure in the list that
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yielded the highest kWh savings and was accompanied by the text ‘Savings Score’
(NL: ‘Besparingsscore’).

2.

‘Global’ norm condition: This condition indicated the proportion of customers of
the Dutch energy supplier (Eneco) that had chosen a certain measure. The
percentage was based on the Rasch scale as mentioned as described in Appendix
A.3, using the proportion of users who performed a measure. This would typically
lead to high percentages for measures with a low behavioral costs level, and low
percentages for measures with a high behavioral cost level. The accompanying text
was: ‘XX% of Eneco customers performs this measure’.

3.

‘Similar’ norm condition: This condition showed the proportion of peers similar to
the user that had chosen a certain measure. The percentage was based on the
probability that the system user would already perform a certain measure, which fell
between 18% and 75%. The accompanying text was: ‘XX% of Eneco customers who
perform the same measures as you, perform this measure’.

4.

‘Experienced’ norm condition: This condition referred to the proportion of peer
customers who performed more measures than the user. The proportion was based
on an attitude that was 1 logit higher than the user, leading to higher adoption
probabilities than in the ‘Similar’ norm condition; between 37.8% and 88%. The
accompanying text was: ‘XX% of Eneco customers who perform more measures
than you, perform this measure.’

4.3.5 Measures
4.3.5.1 Attributes & characteristics
In line with the recommender design of Chapter 3, each interface discerned between one
main attribute and a set of secondary attributes that would be revealed by hovering an energysaving measure. We used the presented score as a continuous measure (‘Savings Score’ or
descriptive norms) to assess its impact on the probability that a measure was chosen [H2]. To
control for the influence of other attributes, we included perceived effort and the difference
between attitude and behavioral costs, as these accounted for most of the variance of selfreported behavior in Chapter 3.
Furthermore, concerning our hypotheses on the total number of chosen measures and user
perceptions [H1, H3-H7], we employed a user’s energy-saving attitude to discern between
weak and strong attitudes. To determine a cut-off to dichotomize the continuous variable, we
examined the average estimated attitude in our sample, which was relatively strong compared
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to our studies in previous chapters (Median = 0.42, M = 0.52; SD = 0.79). To clarify, an
attitudinal strength of θ = 0 would typically indicate that a user performs around half of
energy-saving measures, which would be a representative cut-off between weak and strong
attitudes. To move somewhat closer to θ = 0, we placed the cut-off at θ ≤ 0.25, which
comprised 39.6% of the sample. The alternative of using a median split at θ = 0.42 did not

significantly impact the results.

4.3.5.2 User evaluation aspects
To explore interaction effects between environmental concern and our conditions, we
produced a dichotomous variable (high vs. low concern). To do so, we performed an
exploratory factor analysis and removed all items with factors loading < |0.5|, removing 9
items from analysis. We averaged the responses across the six remaining items, which had an
acceptable internal consistency (α = .78), and performed a mean split on the continuous
variable (M = 2.45, SD = 1.03, Min = −1.33, Max = 4.33), which allowed us to check if any
interaction effects were present.
All other items used in our evaluation questionnaire were submitted to a confirmatory factor
analysis, to address our hypotheses on the user’s perception of the recommender interface
[H5-H10]. The goal of this analysis was to use the aspects in a structural equation model
analysis, creating a path model. However, not all items and constructs were suited to be used
in a path model. First, we dropped perceived helpfulness from our final analysis because it
violated the assumptions for convergence validity (cf. Knijnenburg & Willemsen, 2015), since
the underlying items did not form a construct of at least 3 items with an average variance
explained (AVE) of R² > 0.5. Second, we removed perceived support from our analysis, as it
could not be reliably discerned from the feasibility and choice satisfaction aspects. The
correlation coefficient between perceived support and choice satisfaction was larger than the
square root of AVE of perceived support, violating divergent validity (cf. Knijnenburg &
Willemsen, 2015).
The results of the confirmatory factor analysis on the remaining items are reported in Table
4.2. The three items underlying perceived feasibility had an acceptable internal consistency
of α = .72 (Gliem & Gliem, 2003), and met the standards for convergence validity, as the AVE
was 0.54. Choice satisfaction was formed using four items, which had a good internal
consistency (α = .87) and also met the guidelines of convergence validity (Knijnenburg &
Willemsen, 2015).
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Table 4.2. Results of the confirmatory factory analysis on user experience aspects. All aspects meet the
requirements for convergent validity (AVE > 0.5). Items denoted in grey without loading were removed
from the final model.

Aspect

Item

Loading

Perceived
Feasibility

The recommended measures are hard to perform

−.806

I do not have the possibility to perform the recommended
measures

−.561

AVE: .54

The recommended measures are applicable in my home
environment

Alpha: .72

It takes little effort to perform the recommended measures

Perceived
Helpfulness

The scores/percentages next to a measure were helpful

.738

I could easily select an appropriate measure because of the
scores or percentages
The measure scores did not help me to make a choice

Perceived
Support

I would use the saving aid tool more often if possible.
The saving aid was useless.
Because of the system I could easily choose measures.
The saving aid made me more energy-conscious.
I would recommend the saving aid to others.
The saving aid is helpful to find appropriate measures.
Because of the saving aid I could easily choose measures.

Choice
satisfaction

I like the measures I’ve chosen.

.693

I think I chose the best measure(s) from the list.

.656

I would enjoy performing the measures.

.750

AVE: .67

The chosen measures exactly fit my preference.

.824

Alpha: .87

I would have liked to choose different measures than the
ones I’ve chosen.
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Results

We investigated to what extent depicting social norms alongside an attitude-tailored list of
energy-saving measures impacted choice behavior. First, we analyzed the total amount of
chosen measures and kWh savings between conditions, which allowed for the testing of [H1],
[H3] and [H4]. Second, we examined to what extent a measure’s choice probability was
influenced by the presented score [H2], while controlling for a measure’s behavioral costs
and perceived effort. Finally, we investigated whether a user’s perception of the system was
influenced by the different normative messages compared to the kWh savings baseline [H5H10].

4.4.1 Manipulation check
We examined whether the presented scores and percentages were in line with our intended
manipulations. As outlined in Table 4.1 and described in the method section, we intended
the ‘Similar’ norms to have a median score around 50%, while the median score for
‘Experienced’ norms was designed to fall around 75%, equal across different levels of attitude.
In contrast, ‘Global’ norms were expected to yield higher adoption rates for users with weak
attitudes than in the ‘Similar’ condition, and vice versa for users with strong attitudes.
Figure 4.3 depicts a box plot of the score distribution per condition, divided on attitude
strength. It shows that the Savings Score roughly captured all possible scores with a median
score of 60, while the normative conditions had narrower distributions. Although not
intended, Figure 4.3 depicts small differences in presented scores between weak and strong
attitudes for the ‘Similar’ and the ‘Experienced’ conditions. For weak attitudes, the median
percentages were 49% for ‘Similar’ norms and 70% for ‘Experienced’ norms, while the median
values were 58% and 78% for strong attitudes. Nonetheless, the difference between ‘Similar’
and ‘Experienced’ was in line with our intended manipulation (Median = 53% vs. 75%).
Furthermore, Figure 4.3 shows only a small difference in presented median scores between
‘Global’ norms (53%) and ‘Similar’ norms (49%) for users with weak attitudes, which deviated
strongly from our intended manipulation (72% vs. 50%). This way, it was unlikely for any
effect to surface due to differences in adoption rate. In contrast, for strong attitudes, the
difference in median score between ‘Global’ (39%) and ‘Similar’ (58%), was more in line with
our intended manipulation (30% vs. 50%).
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Figure 4.3. Box plot of the presented scores or norm %’s in our recommender interface, divided per
condition and attitudinal strength. The Savings condition included all scores by design, while the
distributions were narrower and more selective in other conditions.

4.4.1.1 Choosing readily performed measures
Contrary to our instructions to only choose measures that a user did not perform yet, a
significant number of users still did so. Table 4.3 outlines four different groups of users in
terms of choice behavior, discerning in the columns between users who had chosen no
measures or at least one measure they already performed, while doing so in the rows for
choosing new measures. We found that 113 users, outlined in the left-hand column of Table
4.3, complied with the instructions to only choose non-performed measures, which
comprised 54.5% of the total sample. Other users had either only chosen readily performed
measures (N = 45), or a combination of new and already-performed measures (N = 49). The
latter two groups of users might pose to be problematic in our analysis, as the selection of
readily performed measures could overestimate the amount of chosen measures and kWh
savings. Moreover, it could also create bias in the type of chosen measures, as measures in
low behavioral costs were more likely to be performed. To account for this, we also ran
analyses without this group of users.
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Table 4.3. Tabulation of 207 users based on their choice behavior, indicating whether they had chosen
no measures, or at least 1 already adopted measure and/or non-adopted measure.

Old / already adopted chosen measures

New / nonadopted chosen
measures

=0

>0

=0

No measures
(N = 64)

Only already adopted
measures (N = 45)

>0

Only non-adopted
measures (N = 49)

Already adopted & nonadopted measures (N = 49)

4.4.1.2 Validation of Rasch scale
As the participants in this study were smart thermostat owners, we validated to what extent
the Rasch scale used in this study (cf. Appendix A.3) would be similar to a construct based
on data from this study. Although we do not extensively report the fit statistics, the Rasch
scale had an adequate model fit (item reliability α = 0.85 person reliability α = 0.69). We
examined to what the behavioral cost levels were similar between constructs, performing a
pairwise correlation analysis. In spite of the research population being rather different, it
revealed a strong correlation: r(134) = 0.82, p < 0.001, which showed that even though some
measures would face large shifts in behavioral costs (e.g. ‘install a centralized temperature
system with zone controls & thermostats’ changed from +3.33 to −2.95 logit), the two
constructs were comparable and had to a large extent a similar order.

4.4.2 Total number of chosen measures
We hypothesized [H1] that users would be more likely to choose measures that are explained
using social norms, rather than through their environmental benefits. As also suggested by a
large number of users choosing no measures (N = 64), a Shapiro-Wilk test pointed out that
the number of chosen measures was non-normally distributed: W(207) = 0.96, p < 0.001. To
examine our hypothesis, we performed Kruskal-Wallis tests of ranks but found no support
for [H1], as there were no differences between the Savings condition (M = 2.17, Median = 2,
Max = 7) and any of the descriptive norm conditions (M = 2.31, Median = 1, Max = 9). Not
for ‘Global': H(1,100) = 0.88, p = 0.35; not for ‘Similar’: H(1,97) = 0.010, p = 0.92; and neither
for ‘Experienced’: H(1,103) = 0.013, p = 0.91. Figure 4.4 confirms these tests, showing little
variation between conditions, nor indicating any difference in the number of chosen
measures between users with weak or strong attitudes: H(1,206) = 0.55, p = 0.46.
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Figure 4.4. Total number of chosen measures, per condition and split between weak and strong
attitudes (weak in blue, strong in red). Error bars are 1 S.E.

We also examined differences in choice behavior across the different descriptive norms.
Based on the higher norm percentages, we hypothesized that users with a weaker attitude
would choose more measures in the global condition than in the similar condition, as well as
vice versa for users with strong attitudes [H3a & H3b]. However, both contrasts showed no
significant differences between weak-attitude users in the global and similar condition:
H(1,36) = 0.267, p = 0.61, nor for strong attitudes: H(1,65) = 0.45, p = 0.50, showing no
support for our hypotheses. Furthermore, we hypothesized that users in the ‘Experienced’
condition would choose more measures than those in the similar condition [H4], we found
no statistically significant difference: H(1,105) = 0.028, p = 0.87.
We also checked whether excluding users who had misunderstood the interface by choosing
readily performed measures would influence the results reported in the previous two
paragraphs. The outcome of most Kruskal-Wallis tests did not change, except for a difference
in the number of chosen measures between the ‘Savings’ condition (M = 1.31, Median = 1)
and the ‘Global’ condition (M = 0.57, Median = 0): H(1,55) = 4.42, p = 0.036. This also rejected
our hypothesis [H1], because the number of chosen measures was smaller in the Global
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condition than in the Savings condition, which could be attributed to users with strong
attitudes selecting only 0.37 measures on average.

4.4.2.1 KWh savings
We further investigated whether users had chosen measures with particularly high savings in
any of the normative conditions, examining the amount of chosen kWh savings per measure.
However, we found that this variable was not normally distributed, which is also illustrated
in the violin plots on the left-hand side of Figure 4.5. It shows that a few users had chosen a
large amount of kWh savings on average, which we tried to alleviate by log-transforming the
variable. The results is depicted in the box plot on the right-hand side of Figure 4.5, which
was easier to interpret, yet still non-normally distributed: W(207) = 0.91, p < 0.001, in part
because a relatively large number of users had not chosen any savings at all.
To test differences between conditions and attitude user groups in line with our hypotheses
on choice behavior ([H1], [H3], and [H4]), we performed non-parametric Kruskal-Wallis
tests on the original kWh savings per chosen measure. Although the mean amount of chosen
savings per measure was higher in the baseline condition (M = 401, SD = 843) than in the
normative conditions (M = 193, SD = 393), we found no statistically significant difference
between them; not for the global condition: H(1,100) = 2.21, p = 0.14, and also not for the
Similar condition: H(1,97) = 0.65, p = 0.42, and not for the Experienced condition: H(1,103)
= 0.79, p = 0.37. Furthermore, we performed contrasts between users with either a weak and
strong attitudinal level across conditions, but these revealed no differences in the amount of

Chosen kWh per Measure (log transformed)

0

1000

2

4
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6

3000

8

Log (kWh per measure)

Chosen kWh per measure (not transformed)

0

kWh per measure

4000

chosen kWh savings between descriptive norm conditions.

Savings

Global

Similar Exprcnd

Savings Global

Similar Exprncd

Weak attitude
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Figure 4.5. The left-hand side depicts a violin plot of the non-transformed amount of chosen kWh
savings per measure, distributed among the four different conditions. The right-hand side depicts a
box plot of the log transformed chosen kWh savings per measure, also discerning between weak and
strong attitude-users. ‘Exprncd’ represents ‘Experienced’.
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Again, we checked whether the results were influenced by users who misunderstood the
interface by choosing measures they already performed. Despite the small remaining total
sample (N = 113), we found a significant difference in the amount of kWh savings per chosen
measure between the Savings condition (M = 353 kWh/yr) and the Global condition (M =
72.9 kWh/yr), reporting higher savings for the Savings condition: H(1,55) = 4.05, p = 0.044.
This was consistent with the difference in numbers of measures chosen found earlier for this
subsample, and directionally opposite to what was expected [H1]. In contrast, we did not find
any difference in outcome for the other normative conditions, although the p-values were
smaller. It appears that excluding users who had chosen readily performed measures
increased the difference between the Savings and descriptive norm conditions, but we were
not able to show if these differences were significant as the lower N had reduced statistical
power.

4.4.2.2 Conclusion
To recap, we found little support for our hypotheses [H1, H3a, H3b, H4]. Most analyses
showed no difference in the total number of chosen measures or amount of kWh savings
between the baseline condition and any of the normative conditions. Only when excluding
all users who had chosen readily performed measures, we observed that users in the Global
condition had chosen fewer measures than in the baseline, which is still contrary to our
hypothesis that presenting descriptive norms leads to more energy-efficient choices. Indeed,
contrary to the findings of Goldstein et al. (2008) for towel re-use, applying descriptive norms
to an attitude-tailored list of measures, with varying adoption rates but equivalent attitudecost differences, does not seem to lead more energy-efficient choices than emphasizing the
potential savings of these measures.

4.4.3 Choice behavior and preferences at measure level
The previous section did not provide much evidence for differences in choice behavior
between users in interface conditions. However, it could be that users selected measures with
relatively high scores or percentages within a list, rather than choosing more measures in
total, and that this effect only applied to the normative conditions. Therefore, this section
examines whether high norm percentages within a recommendation list (i.e. predictor)
increased the likelihood that a measure was chosen (i.e. dependent variable), compared to the
effect in the Savings baseline [H2]. To do so, we created a variable for the presented score that
was centered on the mean score, and accounted for the range in scores. In addition, we
controlled for a measure’s perceived effort and relative behavioral cost level, which were
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found to be important predictors of conservation behavior (cf. Chapter 3). All effects were
examined per normative condition and compared with the Savings baseline. Furthermore,
we controlled for average differences in recommendation list composition, examining the
effects of the minimum presented score per list and the mean perceived effort.
Since the attitude-cost difference and the relative interface score were strongly correlated (r
> 0.65), we could not include them in a single model. Hence, Table 4.4 outlines four models
of analysis, which each predicted the probability that a measure was chosen, relative to the
effect in the baseline. Model 1 considers the shown interface scores, Model 2 considers
perceived effort, and Model 3 considers the difference between a user’s attitude and a
measure’s behavioral costs. Finally, Model 4 reports on interaction effects between the shown
score and perceived effort. Each model was significantly clustered at the user level, but did
not show any significant main effects of the descriptive norm conditions, consistent with our
earlier analyses.

4.4.3.1 Presented score or norm percentage
Table 4.4, Model 1 addresses our hypothesis that higher scores or percentages would increase
the probability that a measure was chosen, compared to the baseline [H2]. The relative
presented score did not affect choice probability in the baseline condition: OR = 0.78, p =
0.533, which was in line with our findings that higher kWh savings do not persuade users to
choose a measure (cf. Chapter 3). In contrast, Table 4.4 shows that the effect of score on
choice was significantly stronger for both the Global (OR = 3.80, p = 0.022) and Experienced
conditions (OR = 2.99, p = 0.049), where odds ratios (OR) > 1 indicate a positive effect, thus
supporting [H2]. The difference between the Savings and Similar conditions had the same
direction, but was not significant (OR = 2.26, p = 0.15), showing mixed results across
descriptive norm conditions. This suggested that presenting higher ‘Global’ norm
percentages or higher ‘Experienced’ norm percentages were both more persuasive than
presenting kWh scores in a Savings baseline, while we cannot make such assertions about
‘Similar’ norms.
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Table 4.4. Four multilevel logistic regression analyses, clustered at the user level. Reported are odds
ratios (OR) and standard errors (S.E.) for predictors on the probability that a measure is chosen
(OR < 1 implies a negative effect, OR > 1 a positive effect). Significant effects are indicated with an
asterisk: *** p < 0.001, ** p < 0.01, * p < 0.05.

Model 4 –
Score X
Effort

Model 1 –
Scores

Model 2 –
Effort

Model 3 –
Behav. Costs

Odds Ratio
(S.E.)

Odds Ratio
(S.E.)

Odds Ratio
(S.E.)

Global Condition

0.82 (.35)

3.88 (14.68)

0.77 (.31)

0.71 (.29)

Similar Condition

1.20 (.53)

0.50 (1.72)

1.13 (.45)

1.02 (.42)

Experienced Condition

1.06 (.63)

0.22 (.77)

1.01 (.39)

0.88 (.35)

Odds Ratio
(S.E.)

Main effects

Within list effects
Relative interface score

0.78 (.32)

1.19 (.56)

Rel. Score X Global

3.80 (2.22)*

2.43 (1.58)

Rel. Score X Similar

2.26 (1.27)

1.19 (.75)

Rel. Score X Exper.

2.99 (1.66)*

1.46 (.90)

Perceived effort

0.57 (.14)*

0.68 (.21)

Effort X Global

1.39 (.47)

1.42 (.56)

Effort X Similar

1.14 (.39)

1.03 (.41)

Effort X Experienced

0.75 (.26)

0.70 (.28)

Diff. (Attitude –
Behavioral Costs)

0.96 (.21)

Difference X Global

1.91 (.61)*

Difference X Similar

1.47 (.45)

Difference X Exper.

1.68 (.51)
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0.15 (.14)*

Score X Effort X Global

6.29 (7.59)

Score X Effort X Similar

6.46 (7.68)

Score X Effort X Exper.

12.52
(14.93)*

Between list effects
Minimum interface score
no difference between
conditions

1.00 (.012)

Mean perceived effort

0.19 (.22)

Mean effort X Global

0.53 (.86)

Mean effort X Similar

1.47 (2.15)

Mean effort X Exper.

1.91 (2.84)

Constant

0.21***

9.35

0.21***

0.23***

To understand these effects, Figure 4.6 depicts the percentage of chosen measures per score
and norm percentage categories. The left-hand bar graph on the Savings condition is
consistent with our analysis, as it shows no relation between scores and choice. In contrast,
the right-hand bar graph combines the different normative conditions, depicting that the
proportion of chosen measures increases for higher descriptive norm percentages. The
distribution was comparable for each normative condition, although the differences between
categories were slightly smaller for the ‘Similar’ condition, which was consistent with the
non-significant effect of score on choice reported in Table 4.4.
The right-hand side of Figure 4.6 suggests two thresholds for which the amount of chosen
measures was increased: around 20% and 60%. Hence, if a recommendation list would
contain energy-saving measures with scores that are well above and below 60%, it should
likely lead to a difference in choice behavior. Moreover, the particularly low adoption rates
below 20% seem to rule out that many users were keen on selecting measures that could fulfill
a need for uniqueness (cf. Snyder, 1992).
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Figure 4.6. The left-hand side depicts the proportion of chosen measures per Savings Score category
in that condition (base-line), while it is depicted on the right-hand side per descriptive norm category
across all descriptive norm categories (Global, Similar, and Experienced).

4.4.3.2 Perceived effort and behavioral costs
We analyzed whether a measure’s perceived effort and behavioral costs played a role in choice
behavior within a recommendation list. Table 4.4, Model 2 shows that users tended to choose
measures with relatively low levels of perceived effort in the Savings condition (OR = 0.57, p
= 0.024), which was consistent with findings in Chapter 3. Moreover, this effect was not
significantly different in any of the normative conditions (p > 0.05), which suggested that
effort was not evaluated differently due to presented descriptive norms compared to the
savings condition.
Furthermore, based the results in Chapter 3, we expected the attitude-behavioral cost
difference to not affect choice probability in the Savings baseline. Table 4.4, Model 3 confirms
this: OR = 0.96, p = 0.85, showing that these users did not necessarily choose options below
their own attitude level. However, in line with [H2], we expected this effect to be different for
normative conditions, because low behavioral costs keep pace with higher norm percentages.
We found this was indeed the case, as users in the Global norm condition were more to likely
choose measures below their own attitude level, compared to the baseline: OR = 1.91, p =
0.043. Although this result was hardly surprising, we did not find significant differences for
the Similar (OR = 1.47, p = 0.215) and Experienced conditions (OR = 1.68, p = 0.086), even
though the direction of the effects was comparable (positive, OR > 1).
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4.4.3.3 Combining score and effort
Table 4.4, Model 4 combined score and perceived effort, and examined possible interaction
effects. In contrast with Models 1 and 2, we did not observe any significant within-list effect
for score or effort in the baseline condition, which was neither different for any normative
condition. Instead, Model 4 reveals an interaction effect between score and effort that
negatively affected the likelihood that a measure was chosen in the Savings condition: OR =
0.15, p = 0.041. Moreover, we find that this effect was reversed in the Experienced norm
condition: OR = 12.52, p = 0.034, suggesting that the interplay of effort and interface scores
depended on the presented interface. In fact, when comparing the odds ratios for both
conditions, the impact on a measure’s choice likelihood was twice as large in the Experienced
condition than in the baseline (1/ORSavings = 0.5 * ORExperienced). This suggested that the
Experienced norms not only mitigated the baseline’s negative effect, but also that the
interaction between effort and the presented score had a net positive effect on a measure’s
choice probability.
To understand this interaction effect, we took a closer look at Model 4. We re-analyzed the
logistic model separately per condition and, subsequently, inferred the marginal effects of the
presented score on choice at fixed levels of perceived effort: −1, 0, and +1. Table 4.5 reports
the marginal slopes of score on a measure’s choice likelihood, per condition and per level of
effort. The results for the ‘Global’ and ‘Similar’ conditions show that this analysis was
equivalent to the models reported in Table 4.4: The slopes for score on choice were not
affected by effort, indeed not showing any interaction effect. Moreover, the slopes were
steeper for the ‘Global’ condition (≈ 1.1), than for the ‘Similar’ condition (≈ 0.37), which was
consistent with the mixed effects of score between ‘Global’ and ‘Similar’.
Table 4.5. Marginal slopes of the presented interface score on the probability that a measure is chosen,
for 3 levels of perceived effort. Slopes are reported for analyses in separate conditions. Significance
levels are also reported for reference: *** p < 0.001, ** p < 0.01, * p < 0.05.

Marginal slopes of
interface score on choice

Savings

Global

Similar

Experienced

Slope at Effort = -1

2.00*

1.22

0.39

−0.080

Slope at Effort = 0

0.16

1.13*

0.37

0.54

Slope at Effort = 1

−1.68

1.03

0.36

1.16
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For the Savings condition, Table 4.5 reports a positive slope for effort = −1. This indicated
that measures with high scores were more likely to be chosen if their perceived effort was low,
while the negative slope reported for effort = +1 showed that measures with concurrently
high scores and high effort were less likely to be chosen. Since a measure’s kWh savings and
effort were also correlated moderately strong (r = 0.48), this suggested that the beneficial
effects of a high Savings Score only applied to ‘the low-hanging fruit’ type of measures that
were easy to implement and yielded comparatively high savings (cf. Vandenbergh et al.,
2008).
Table 4.5 shows different effects for ‘Experienced’ norms. For effort = −1, the slope of score
was close to 0, showing no effect of the presented score on the likelihood that a low-effort
measure was chosen. In contrast, for effort = +1, the slope of score on choice was positive,
showing that high scores explained through ‘Experienced’ norms increased the probability
that a high-effort measure was chosen. Apparently, describing norms of peers who perform
more measures than a user, made that user more likely to adopt effortful measures, as long
as these were explained using a relatively high adoption rate. This suggested that
‘Experienced’ norms were more successful in lowering perceived barriers towards behavior,
while an interface that emphasized kWh savings could only promote low-effort measures in
a similar way.

4.4.3.4 User preferences
We further examined user preferences for presented recommendations. Since not all users
had chosen energy-saving measures, we asked them to evaluate all measures that they did not
perform yet. Users had to select the most appropriate energy-saving measure, as well as the
second-most appropriate measure, leading to lists of rank-ordered preferences for different
measures. To analyze whether this rank-order was influenced by any measure aspects, we
performed a rank-ordered logistic regression analysis, clustered at the user level. This analysis
determined whether a measure was more likely to be ranked higher due to any of the
predictors used in Table 4.4, considering a measure’s effort, attitude-cost difference, and the
presented interface score as predictors. The baseline effect of each predictor was tested, as
well as whether this different in any of the normative conditions.
In contrast with some of the results reported in Table 4.4, we observed no significant effects
for any the predictor, nor between conditions. This suggested that a user’s preferences were
not affected by any of the examined measure attributes, nor through the condition in which
they were presented. It could be, however, that these results were confounded by the smaller
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sample size (N = 945), because 49.3% of the original set of user-measure pairs were not
included as they were already performed.

4.4.3.5 Conclusion
We investigated the effectiveness of descriptive norms in the adoption of individual measures
within attitude-tailored recommendation lists. Compared to the Savings baseline, we
observed that higher interface scores increased the likelihood that a measure was chosen for
the Global and Experienced norm conditions. This suggested that descriptive norms with
relatively high adoption rates stand out from a list of measures that fit the user, which is also
illustrated by the increase in the proportion of chosen measures between the percentage
cohorts [0-20%], [20-60%], and [60-100%]. Although we did not find a positive effect for the
‘Similar’ condition, a non-significant effect in the same direction was observed.
Considering other attributes, we found two interesting effects on choice. First, our analyses
revealed that users were more likely to choose measures below their own attitudinal level
when explained through ‘Global’ norms, arguably because these were measures assigned the
highest descriptive norm percentage within a recommendation list. Second, regarding a
measure’s effort and the presented interface score, we found an interesting contrast between
the ‘Savings’ condition and the ‘Experienced’ condition. In the Savings baseline, measures
with high scores (i.e. high kWh savings) were only chosen more often if they were also loweffort, which suggested that users only wished to save energy if there was little ‘hassle’
involved, consistent with a ‘low-hanging fruit’ perspective (Vandenbergh et al., 2008). In
contrast, in the ‘Experienced’ condition, we found that high-effort measures were more likely
to be chosen if they had high scores, while such an effect was not observed for low-effort
measures.
As this effect was not observed in the ‘Global’ and ‘Similar’ condition, this implied two
possible explanations. First, explaining recommendations in terms of ‘customers who
performed more measures than you’ convinced users that high-effort measures were feasible
than initially expected. Second, since the presented scores were higher in the ‘Experienced’
condition than in the other normative conditions, all presented scores arguably crossed a
critical threshold (e.g. 60%) that made them also effective for high-effort measures.

4.4.4 User evaluation of interfaces & mediation
Finally, we examined whether perceptions of the recommender system differed between
conditions, and whether this affected, in turn, choice behavior and satisfaction [H5-H10]. we
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organized the objective constructs, subjective constructs and relevant interactions into a path
model using Structural Equation Modeling in MPlus (Knijnenburg & Willemsen, 2015;
Muthén & Muthén, 2015). To do so, a confirmatory factor analysis was performed first (cf.
section 4.3.5), after which we tested a fully saturated model and performed stepwise removal
of non-significant relations.

4.4.4.1 Structural equation model
Figure 4.7 depicts the final path model that had excellent fit statistics, indicating there was
little unexplained variance: χ²(63) = 67.293, p = 0.86, CFI = 1.000, TLI = 1.009, RMSEA =
0.000, 90%-CI: [0.000,0.022]. The final model met the guidelines for discriminant validity, as
the correlation between perceived feasibility and choice satisfaction was smaller than the
square root of the AVE of each construct (cf. Knijnenburg & Willemsen, 2015).

Energysaving
attitude

Environmental
Concern

(High/low)
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(.434)

.533**
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+
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+
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score

Figure 4.7. Structural Equation Model (SEM). Numbers on the arrows represent the β-coefficients,
standard errors are indicated between brackets. Effects between the subjective constructs are
standardized and can be considered as correlations, other effects show regression coefficients. Aspects
are grouped by color: Personal characteristics are red, objective system aspects are purple and
behavioral indicators are blue. Experience aspects are orange, perception aspects are green.
*** p < 0.001, ** p < 0.01, * p < 0.05.
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4.4.4.2 Perceived feasibility and choice behavior
We hypothesized that the different social norm interfaces would be perceived as more feasible
than the kWh savings baseline. Figure 4.7 partially confirms hypothesis [H5], as we find that
both the Global norm (coef. 1.10, p < 0.001) and Similar norm conditions (coef. 0.719, p =
0.003) positively affected a recommendation list’s perceived feasibility compared to the
Savings condition baseline. Moreover, we also observed an interaction effect of energy-saving
attitude and the Global condition on perceived feasibility (coef. 0.972, p = 0.025), which was
in line with our expectation that the user’s attitude determined how the global condition was
evaluated.
In spite of the higher presented adoption rates, no such effect on feasibility was observed for
the 'Experienced condition (coef. −.286, p = .310). This suggested that feasibility was not only
affected by the adoption rates. Instead, it seemed that framing norms as peer customers who
performed more energy-saving measures did not convince users that they would be able to
implement measures themselves. With regard to this argument, we emphasize that the
difference between a user’s attitude and the behavioral costs of recommended measures was
similar across conditions, but only the explanation differed.
Figure 4.8 helps to understand these effects. The perceived feasibility levels were indeed
higher for both the global and similar norm conditions, compared to the savings condition.
Moreover, as Figure 4.8 also discerns between users with strong and weak energy-saving
attitudes, we compared feasibility perceptions between the global and similar conditions. It
was expected that these would be higher for users with weak attitudes in the global condition,
and vice versa for users with strong attitudes [H6a & H6b]. Although we were not able to test
this in the current SEM model, a separate ANOVA contrast found no significant differences,
even though the feasibility perceptions were in the hypothesized directions.
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Figure 4.8. Reported levels of perceived feasibility of the recommended measures, as a function of the
four different interface conditions and the user’s energy-saving attitude.

Our final model in Figure 4.7 omitted perceived support due to a violation of divergence
validity. Hence, we could not test our hypotheses that feasibility would positively affect
perceived support and, in turn, increased the number of chosen measures and choice
satisfaction levels [H8-H10]. Instead, we found that higher levels of perceived feasibility
directly led users to choose more measures. A test of indirect effects showed that the total
(indirect) path from the global condition towards the amount of chosen measures was
significant: coef. 0.249, 95%-CI: [0.018,0.480], p = 0.035, suggesting that measures explained
using ‘global norms’ were more likely to be perceived as feasible and, in turn, boosted the
adoption of energy-saving measures. In contrast, although the indirect path from the Similar
condition to chosen measures was also positive, the effect was smaller and not significant:
coef. 0.163, 95%-CI: [−0.008,0.334], p = 0.061.

4.4.4.3 Choice satisfaction
The SEM model in Figure 4.7 shows two positive effects on choice satisfaction. First, we found
that perceived feasibility positively affected choice satisfaction (coef. 0.327, p = 0.011),
showing that feasibility perceptions not only boosted the number of chosen measures, but
also whether such choices were evaluated satisfactorily, which was consistent with our model
from chapter 2 (Starke et al., 2017). Second, Figure 4.7 shows that the number of chosen
measures positively affected choice satisfaction (coef. 0.295, p = 0.002), which showed that
the selection of a larger number of measures positively affected how such measures were
evaluated.
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Figure 4.9. Reported choice satisfaction levels per condition, divided by attitudinal strength. Error
bars are 1 S.E.

We also examined whether the paths from the Global and Similar conditions on choice
satisfaction were significant. The indirect effects were significant for the Global (coef. 0.432,
95%-CI: [0.042,0.822], p = 0.030), as well as the Similar condition (coef. 0.284, 95%-CI:
[0.038,0.530], p = 0.024), showing that the comparatively positive effects of these conditions
were mediated by feasibility. Figure 4.9 helps to understand these effects, showing that for
the Global and Similar conditions the choice satisfaction levels were to some extent in line
with the reported feasibility levels and the user’s attitudinal strength. For example, weak
attitude users reported higher satisfaction levels in the Global condition than in the Similar
condition, consistent with the hypothesis on feasibility [H6a]. A test of indirect effects
confirmed that the path of this score towards choice satisfaction via feasibility was significant:
coef. 0.016, 95%-CI: [0.001,0.030], p = 0.037.
Besides the interface effects, we found that the mean presented interface score in a
recommendation list positively affected the feasibility perception (coef. 0.040, p = 0.001),
confirming that higher scores were related to higher levels of feasibility. In addition, Figure
4.7 also depicts that a user’s environmental concern positively affected perceived feasibility
(coef. 0.533, p = 0.004), showing that users who attributed greater concern towards their role
in the environment, indicated that the recommended measures were more feasible to
perform compared to those who experienced little concern. Moreover, a test of indirect
effects revealed that these were significantly mediated towards choice satisfaction (coef. 0.210,
95%-CI: [0.013,0.407], p = 0.036.
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4.4.4.4 Conclusion
We examined whether user perceptions of recommendations were influenced by the presence
of descriptive norms. The Structural Equation Model showed that the ‘Global’ and ‘Similar’
descriptive norms increased feasibility perceptions of the user, while no such effect was found
for ‘Experienced’ condition. This finding was somewhat surprising as the experienced
condition presented higher norm percentages to its users, suggesting that the effectiveness of
descriptive norms did not simply boil down to high percentages. To illustrate this, Global and
Similar conditions present norms that were rather similar to a user, framed as a ‘% of peer
clients’ or a ‘% of peer clients who performed the same measures as you’, which leveraged the
mechanisms of similarity and provincial norms (Gino et al., 2009; Goldstein et al., 2008;
Yaniv et al., 2011).
In contrast, the Experienced norms emphasized a difference through a ‘% of peer clients who
performed more measures than you’, which might have not influenced feasibility due to the
used advice form (descriptive rather than prescriptive; Dalal & Bonaccio, 2010). Since we also
found a separate, positive effect of higher average scores on feasibility, it seems that type of
norm explanation impacted feasibility in addition to an effect of the norm adoption rates.
Furthermore, our path models shows that higher levels of feasibility increased both the
number chosen of measures, as well as choice satisfaction. Our tests of indirect effects showed
that most of these paths were significant, indicating that the merits of descriptive norms did
indirectly (via feasibility) affect the total number of chosen measures, while it did not do so
directly (cf. Section 4.4.2). This suggested that the effectiveness of normative interventions
could be assessed more accurately in a path model.
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Discussion

In this chapter, we have investigated to what extent the findings of Goldstein et al. (2008), on
boosting towel re-use through descriptive norms, could be translated to a personalized
recommender system. Specifically, we have investigated whether the merits of descriptive
norms still apply in a more heterogeneous set of energy-saving measures, which are likely to
have a lower adoption rate than the 75% used in Goldstein et al. (2008). For instance, showing
that only 9% of Dutch citizens have installed solar PV on their rooftop might not trigger the
conformity effects described in Goldstein et al. (2008), while solar PV would be a good
recommendation for users with a strong energy-saving attitude.
To work around such low adoption rates, we have used the psychometric Rasch model to
design specific normative categories that have high adoption rates. For instance, measures
with a behavioral cost level equal to a user’s attitude already have an adoption probability of
50%, which can be leveraged in attitude-tailored recommendations. We have crafted three
categories of descriptive norms: one based on the adoption rate among the general
population (‘Global’), one based on similarity with the user that reports norm percentages
around 50% (‘Similar’), and one based on peers who performed more measures that the user
that shows norm percentages around 75% (‘Experienced’). These norms have been used to
explain energy-saving measures in an attitude-tailored recommendation list, comparing
them to a baseline that explained measures in terms of their kWh savings in a between-subject
design.

4.5.1 Influence of study design
Contrary to our expectations, the use of descriptive norms did not lead to an overall increase
in the total number of chosen energy-saving measures or kWh savings, when comparing
these norms to a baseline that emphasized kWh savings. These findings contrast with the
study of Goldstein et al. (2008), who do find a higher compliance rate with towel re-use for
each of their descriptive norm categories. We discuss a number of possible causes for this
difference in outcome by the respective study designs.
For one, the decision contexts are different, in terms of the number of presented norms and
measures. The observed behavior in Goldstein et al. (2008) is rather straightforward, only
considering towel re-use supported by a door hanger in a hotel room, while our current study
comprises a set of attitude-tailored energy-saving measures in a web shop study, presenting
multiple descriptive norms simultaneously. While the change from a hotel room to a web-
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based interface might not have impacted the results, the fact that our recommender has
presented multiple norms simultaneously could have led users to make more comparative
judgments, for instance based on the presented interface score rather than being influenced
by the norm source. This is supported by our findings that, in the Global and Similar norm
conditions, measures were more likely to be chosen from recommendation lists if they had a
comparatively high score, while revealing no main effect between norm conditions.
Another important difference is that the study of Goldstein et al. (2008) only presents a single,
non-personalized energy-saving measure. Although we haven’t examined the attributes
underlying towel re-use, it clearly is a measure of the curtailment type with few behavioral
thresholds. Such low-effort, moderate-frequency behaviors tend to face more behavioral
ambiguity and are, therefore, more susceptible to the influence of descriptive norms (Chung
& Rimal, 2016; Lapinski & Rimal, 2005). Measures as towel re-use are certainly also present
on our employed Rasch scale, but they are just one type out of many others. For example,
other measures may be less susceptible to the influence of descriptive norms, as they also
require monetary investments, have a different behavioral frequency, or face higher levels of
perceived effort. The results in our study clearly show that, contrary to what has been
suggested in a meta-review (Abrahamse & Steg, 2013), simply generalizing the effectiveness
of descriptive norms for curtailment behaviors to all types of measures is not a representative
statement. Hence, potential adopters of a norm-based approach, scholars and policy makers
alike, should seriously consider the nature of conservation behavior that is being promoted,
and whether descriptive norms can play an effective role here.
Furthermore, the dependent variable under investigation in Goldstein et al. (2008) is actual
behavior, while the current study examines choice. In doing so, we have asked users to select
measures that they would like to perform in the four weeks following the study, which is not
a direct compliance request as in Goldstein et al. (2008). On the one hand, committing oneself
to perform a certain behavior could be considered analogous to behavioral intention, which
typically precedes behavior in attitude-behavior theories and is therefore easier to pull off
(Ajzen, 1991). On the other hand, the behaviors promoted in this study are typically harder
to commit to than towel re-use, bearing in mind that towel re-use is completed as soon as the
towel is draped over its rack, instead of placed on the floor (Goldstein et al., 2008). Since the
measures in this study are typically more obscure in terms of adoption rate, unlike towel reuse, we argue that using choice as a dependent variable on diverse set of measures is more
representative than observing actual behavior for a single behavior.
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Finally, we wish to emphasize that our study has used a baseline with a framing treatment (cf.
Chapter 3), which has shown to influence a user’s preferences for kWh savings to some
extent. This way, we have attempted to reflect the study design of Goldstein et al. (2008),
rather than following the setup of group of other studies that rely on a no-treatment control
group (Abrahamse & Steg, 2013). We have evaluated the effectiveness of our normative
manipulations critically, which adheres to a line of research in the recommender system
domain where manipulations are benchmarked against commercial applications or state-ofthe-art algorithms or technology (Knijnenburg & Willemsen, 2015; Ricci et al., 2011).

4.5.2 Differences in norms
Besides differences in choice behavior as a result of the presented norm percentages, we also
discuss to what extent the type of descriptive norms played a role. Goldstein et al. (2008)
propose that provincial norms are more effective in achieving compliance than more global
descriptive norms, as they share very specific and context-rich characteristics with the request
recipient. While each normative conditions in this study leverages some similarity with the
user, the ‘Global’ and ‘Similar’ norms are arguably the most provincial, as they only
emphasize similarities with the user. In contrast, the ‘Experienced’ norm also emphasizes a
difference by ‘performing more measures than you’.
Nonetheless, our path model shows effects consistent with a provincial norm explanation.
The Global and Similar norm conditions indicate higher levels of perceived feasibility
compared to the Savings baseline, while no such effect is found for the Experienced condition.
That analysis suggests that the increase in feasibility can be attributed to the norm source
rather than the score, as the experienced norm had the highest percentages. This would
suggest that users are influenced by the principle of ‘similar others are doing it, therefore I
conform’, a more general heuristic for choice (cf. Bo Feng & MacGeorge, 2010). However, we
have also observed a positive effect of the mean presented score on feasibility, in addition to
the norm effects, providing a contrasting explanation that both the norm explanation, as well
as the presented percentage can convince recommender users that energy-saving measures
are feasible to perform.
The relevance of this finding on feasibility lies in the indirect effects of Global and Similar
norms on choice satisfaction, which are mediated by feasibility. This illustrates that users in
these normative conditions are more satisfied with the measures that have chosen than those
in a kWh Savings baseline. Higher levels of choice satisfaction can, in turn, persuade users to
re-use a recommender system at a later stage (Knijnenburg, Willemsen, et al., 2012), while
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our Study 2 in Chapter 2 shows that higher levels of choice satisfaction were related to users
reporting to actually implement chosen measures (Starke et al., 2017). Although our direct
comparison of conditions has not revealed any difference in the total number of chosen
measures, our path model and test of indirect effects indicate that Global and Similar norms
may indeed boost the total number of chosen measures, but that this effect is mediated by
feasibility.
Although our Experienced norms are not related to feasibility, our analysis on choice in
recommendation lists (cf. section 4.4.3) reveals that it can boost preferences for high-effort
measures. Unlike in the baseline condition, where only low-effort measures are more likely
to be chosen for high kWh Saving Scores, higher Experienced norm percentages seem to
boost the adoption of high-effort measures. While the findings in the baseline are consistent
with users seeking ‘low-hanging fruit’ measures (Vandenbergh et al., 2008; Yanarella &
Levine, 2008), framing measures through peer customers who perform more measures seems
to overcome perceived effort barriers to adopt a measure.

4.5.3 Limitations
One limitation revealed by our analyses is that users have also chosen measures that they
already performed. We have found that already performed measures tend to have slightly
lower behavioral costs and to be of the curtailment type, which are easier to adopt. It seems
that users might have been confused about their engagement with curtailment measures, as
a user could be unsure about providing an answer to ‘do you already perform this measure?’,
if that user performs such a measure infrequently. We have shown how this has impacted our
results, as additional analyses that excluded such ‘erroneous users’ did reveal a difference
between the Global norm condition and the Savings baseline, in terms of the number of
chosen measures and kWh’s saved. This observed effect was in a different direction than
hypothesized (i.e. the number of chosen measures and kWh savings were higher in the
Savings condition for this analysis), which makes it hard to weigh this evidence, particularly
because of the small sample size.
Furthermore, we have relied on self-reported behavior and choice as our behavioral
indicators. We are well aware that self-report can be an inaccurate measurement method, as
some studies have shown it has a limited relation with actual behavior (Kormos & Gifford,
2014). However, self-report is not expected to have had a large impact on the Study’s results,
as we mainly examined differences between conditions, rather than making minute
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assessment about user attitudes. Thus, within the compounds of our recommender study,
self-report is appropriate for our research goals.
Finally, the used sample is not representative for the broader population, as it is contains a
high proportion of males and has a stronger attitude than in previous studies. While this calls
for some caution when generalizing results beyond this study, all our analyses have
considered differences between conditions, which reduces the impact of the sample
population on the results. Moreover, based on the results in this chapter and those in Study
2 of Chapter 3, we have no reason to suspect that users with stronger attitudes evaluate the
Savings baseline much differently from those with weak attitudes.
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Appendix A.1
Tabulated overview of fit statistics of Rasch scale measures in Chapter 3, for both used Rasch
scales (RS-25 and RS-20). We report each measure’s estimated behavioral cost level (Behav.
Costs), Mean Square (MNSQ), and Standardized Mean (ZSTD), based on infit.
RS-20 (N = 304)

RS-25 (N = 310)

Infit
Measure

Infit

Behav.
Costs

MN
SQ

ZSTD

Behav.
Costs

MN
SQ

ZSTD

1

Wash only full loads of laundry

−5.97

1.00

0.00

−3.67

0.95

0.09

2

Do not leave your exhaust hood on
when not in use

−3.07

1.10

0.36

−2.76

1.03

0.20

3

Run a dishwasher only when full,
but not overloaded

−2.98

0.89

−0.09

−2.27

0.90

−0.23

4

Cook with pots & pans the same size
as the heating element

−2.66

0.78

−0.47

−2.73

0.80

−0.50

5

Hang/air dry laundry

−2.65

1.03

0.21

−2.25

1.19

0.81

6

Rake leaves with a garden rake
instead of a leaf blower

−2.51

1.17

0.54

−1.81

1.12

0.62

7

Cover pots & pans when cooking

−2.46

1.12

0.52

−2.26

1.02

0.16

8

Install a laptop (instead of a desktop
computer)

−2.38

1.03

0.21

−2.46

1.02

0.18

9

Refrain from installing an air
conditioner unless necessary for
safety

−2.35

0.77

−0.72

−2.12

0.86

−0.49

10

Refrain from using an electric
blanket

−2.32

1.10

0.43

−1.89

1.08

0.42

11

Cool hot food before putting it in
the refrigerator

−2.30

0.97

0.01

−2.32

1.04

0.26

12

Repair leaky faucets

−2.26

1.10

0.39

−2.12

1.07

0.34

13

Turn off or down heating/cooling
system when going away for several
days

−2.22

1.14

0.59

−2.37

1.25

0.91

14

Replace incandescent light bulbs
with CFLs

−2.09

0.94

−0.21

−2.02

0.89

−0.51
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15

Install double-pane windows

−1.94

0.97

−0.07

−1.61

0.90

−0.51

16

Use blankets (instead of a heater)

−1.92

1.10

0.48

−1.76

1.08

0.46

17

Switch off the coffee machine
completely

−1.92

1.01

0.11

−2.02

0.98

−0.02

18

Decide what you want from the
refrigerator before opening the door

−1.85

0.84

−0.75

−1.77

0.84

−0.87

19

Refrain from using a screensaver

−1.82

0.96

−0.12

−1.76

0.92

−0.38

20

Take a shower instead of a bath

−1.78

1.01

0.11

−1.97

1.12

0.57

21

Replace all incandescents with CFLs
or LEDs

−1.71

0.97

−0.11

−1.78

0.91

−0.44

22

Use natural light in the daytime

−1.64

0.95

−0.20

−1.41

0.85

−0.94

23

Open blinds/curtains/drapes/shades
at night when cooling your home

−1.53

1.15

0.96

−1.34

1.21

1.63

24

Wash laundry at a low(er)
temperature

−1.52

1.02

0.19

−1.40

1.00

0.04

25

Turn off monitors when not in use

−1.47

0.86

−0.82

−1.54

0.90

−0.60

26

Switch off the dishwasher
immediately after use

−1.45

0.81

−1.10

−1.31

0.86

−1.02

27

Thaw food in a refrigerator or sink

−1.39

1.13

0.83

−1.15

1.11

0.83

28

Turn off bathroom exhaust fans 20
minutes after bathing

−1.34

0.96

−0.23

−1.29

0.97

−0.24

29

Boil only as much water as you need

−1.24

0.93

−0.43

−1.48

0.97

−0.17

30

Cook with a frypan (instead of an
oven)

−1.24

1.06

0.39

−1.17

0.94

−0.43

31

Install a light switch at both ends of
hallways

−1.20

1.18

1.14

−1.33

1.14

0.95

32

Set refrigerators to the warmest
food-save temperature (4°C)

−1.19

1.01

0.14

−1.29

1.05

0.41

33

Towel/air dry hair instead of using
electric hair dryer

−1.17

1.12

0.83

−1.07

1.08

0.65

34

Use rechargeable batteries

−1.15

0.87

−0.93

−0.79

0.95

−0.41

35

Turn off air conditioners in
unoccupied rooms

−1.03

0.93

−0.32

−0.92

0.97

−0.15

36

Dry only full loads of laundry

−1.02

1.14

0.94

−1.24

1.22

1.52

37

Air rooms for 20 minutes a day

−1.00

1.12

0.91

−0.79

1.01

0.09
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38

Install nylon brush seals or spring
flaps on exterior door keyholes

−0.95

0.95

−0.22

−0.76

0.97

−0.14

39

Refrain from using portable electric
heaters to heat large spaces

−0.80

1.09

0.69

−0.84

1.21

1.55

40

Use the dishwasher’s eco-program

−0.79

0.91

−0.69

−0.66

0.90

−0.81

41

Place refrigerator contents to allow
for good air circulation

−0.75

0.80

−1.47

−0.98

0.85

−1.11

42

Set the thermostat to 14°C at night
during heating season

−0.73

1.05

0.42

−0.47

1.03

0.31

43

Set freezers to the warmest foodsafe temperature (-18°C)

−0.67

1.05

0.39

−0.48

1.05

0.49

44

Turn off computers when not in use

−0.63

1.12

0.89

−0.68

1.05

0.49

45

Set the thermostat 1°C lower when
heating your home

−0.58

1.00

0.04

−0.59

1.02

0.25

46

Get rid of a second refrigerator

−0.53

0.95

−0.32

−0.39

0.92

−0.75

47

Install weather strips on windows

−0.52

0.81

−1.49

−0.53

0.97

−0.21

48

Iron multiple garments in a row

−0.47

1.01

0.15

−0.73

0.95

−0.42

49

Switch off the computer with a
power strip

−0.46

0.91

−0.84

−0.04

1.08

0.79

50

Install an energy efficient washing
machine

−0.40

1.01

0.13

−0.38

1.01

0.09

51

Turn off air conditioners when
leaving the house

−0.40

1.25

2.18

−0.53

1.23

2.16

52

Unplug devices, appliances, and
chargers when not in use.

−0.34

0.93

−0.77

−0.38

0.89

−1.20

53

Install thermal mixer taps

−0.27

0.98

−0.13

−0.36

1.01

0.12

54

Scrape food scraps off dishes prior
to loading them into the dishwasher

−0.19

0.97

−0.28

−0.36

0.96

−0.33

55

Stir-fry food

−0.19

0.95

−0.44

−0.21

0.95

−0.48

56

Empty/replace vacuum cleaner filter
bags regularly

−0.18

0.74

−2.31

0.00

0.79

−2.22

57

Use an energy efficient TV

−0.17

0.88

−0.96

−0.18

0.87

−1.12

58

Replace dimmer switches

−0.14

0.99

−0.06

−0.12

1.04

0.44

59

Trim bushes with garden shears
instead of an electric trimmer

−0.13

0.78

−2.07

−0.10

0.86

−1.44
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60

Do the dishes by hand

−0.13

1.20

1.89

−0.23

1.24

2.58

61

Buy an energy-efficient fridgefreezer

−0.12

1.07

0.71

−0.13

1.04

0.44

62

Insulate roofs

−0.11

0.93

−0.64

0.08

0.93

−0.69

63

Install an energy efficient
dishwasher

−0.09

1.02

0.21

−0.08

0.98

−0.14

64

Caulk & seal exterior walls

−0.06

0.99

−0.05

−0.18

0.97

−0.24

65

Install weather strips on doors

−0.04

0.89

−1.01

−0.07

0.90

−1.10

66

Do maintenance on boiler or geyser

−0.04

0.86

−1.40

−0.09

0.97

−0.23

67

Position refrigerators to allow for
air circulation around their coils

−0.04

1.13

1.06

0.10

0.96

−0.38

68

Use renewable energy

−0.01

1.08

0.82

0.26

1.20

1.76

69

Insulate heat ducts

0.00

0.99

−0.04

0.30

0.92

−0.75

70

Insulate cavity walls

0.03

0.84

−1.13

−0.01

0.81

−2.01

71

Enable the power management
features of computers

0.04

0.95

−0.39

−0.10

1.01

0.09

72

Defrost fridge/freezer

0.05

1.01

0.15

0.03

0.97

−0.36

73

Install low-flow showerheads

0.06

1.02

0.19

0.22

0.92

−0.76

74

Put rugs on the floor to contain heat

0.22

1.04

0.38

0.14

1.08

0.76

75

Air clothes instead of washing them

0.22

0.87

−1.18

0.11

0.91

−1.02

76

Maintain clean, air-tight refrigerator
door seals

0.25

0.89

−0.62

0.53

1.07

0.55

77

Set the thermostat to 60°C to 65°C
on hot water storage systems, and
50°C on instantaneous hot water
systems

0.26

1.02

0.24

0.15

1.09

0.92

78

Seal any holes in insulation with
low-expansion spray foam

0.26

1.07

0.59

0.17

1.02

0.24

79

Install floor insulation

0.32

1.17

1.17

0.35

1.13

1.08

80

Take advantage of the night-time
tariff

0.33

0.85

−1.09

0.36

0.88

−1.12

81

Install smaller cisterns on toilets

0.34

0.79

−1.51

0.29

0.72

−2.31

82

Make coffee without a hotplate

0.36

1.00

0.01

0.14

0.87

−1.15
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83

Clean floors with a broom (instead
of a vacuum cleaner)

0.38

1.19

1.39

0.28

1.21

1.68

84

Install a centralized temperature
system with zone controls &
thermostats

0.38

1.35

2.57

0.48

1.28

2.25

85

Install an energy efficient freezer

0.41

1.02

0.17

0.38

1.00

0.01

86

Install energy efficient light fixtures

0.42

0.94

−0.45

0.38

0.98

−0.19

87

Plant deciduous trees around your
home

0.44

1.00

0.03

0.50

0.98

−0.14

88

Descale coffee machines and electric
kettles

0.46

1.07

0.55

0.39

1.00

0.08

89

Switch off the washing machine
completely

0.51

1.05

0.40

0.46

1.11

0.91

90

Use the TV one hour less every day

0.52

1.08

0.68

0.57

1.17

1.55

91

Install an energy efficient computer
monitor

0.53

0.89

−0.66

0.37

0.90

−0.82

92

Keep exhaust hood filters clean

0.56

0.96

−0.26

0.89

0.86

−0.96

93

Insulate hot water tank if it's warm
to the touch

0.58

0.81

−1.17

0.80

0.89

−0.69

94

Install low-flow aerators in faucets

0.60

0.98

−0.10

0.58

0.91

−0.78

95

Reduce the duration of your
showers

0.60

0.94

−0.40

0.64

0.89

−0.87

96

Tumble dry t-shirts briefly instead
of ironing them

0.63

1.06

0.35

0.63

1.02

0.16

97

Install a motion sensor for
indoor/outdoor lights

0.65

0.94

−0.39

0.89

0.89

−0.80

98

Insulate ceilings

0.69

0.96

−0.18

0.79

0.94

−0.40

99

Install an energy-efficient dryer

0.72

0.97

−0.09

0.81

1.01

0.10

100

Install underfloor heating (in a wellinsulated house only)

0.73

1.12

0.81

0.70

1.02

0.23

101

Use a tablet instead of a
laptop/desktop

0.75

0.89

−0.62

0.86

0.90

−0.57

102

Turn off the water while soaping up
during showers

0.77

0.93

−0.41

1.16

0.98

−0.06

103

Turn off the hot water heater system
when going away for a few days

0.87

0.84

−0.90

1.01

0.84

−0.92
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104

Switch off the refrigerator when on
holiday

0.98

1.18

1.01

0.98

1.17

1.07

105

Switch off the computer screen
when downloading

0.99

1.17

1.00

0.99

1.06

0.44

106

Lower the boiler temperature

1.00

1.16

0.79

0.97

1.10

0.66

107

Vent radiators regularly

1.00

0.83

−1.04

1.04

0.84

−0.98

108

Set your TV to energy efficient
settings

1.07

1.06

0.35

1.10

1.03

0.24

109

Check the pressure in your boiler

1.11

0.90

−0.43

0.63

0.91

−0.63

110

Insulate the attic, including the
trap/access door

1.16

0.80

−1.12

1.25

0.79

−1.22

111

Replace your water heater if it is
more than 7 years old

1.36

0.91

−0.37

1.24

1.06

0.41

112

Install door closers

1.44

1.20

0.89

1.48

1.19

0.86

113

Descale the washing machine

1.52

1.04

0.25

1.53

0.97

−0.09

114

Install solar powered garden lights

1.54

0.96

−0.12

1.72

1.01

0.12

115

Use electric blankets (instead of a
heater)

1.62

1.10

0.44

1.69

1.11

0.47

116

Install an induction stove instead of
a natural gas stove/range

1.63

1.00

0.10

1.60

1.01

0.11

117

Install exterior wall insulation
(house wrap)

1.70

1.11

0.47

1.52

1.04

0.27

118

Clean lights & light fittings regularly

1.76

0.83

−0.51

1.81

0.87

−0.48

119

Install solar panels

1.78

1.13

0.53

1.65

1.11

0.55

120

Install a remote controlled
thermostat

1.82

1.11

0.52

1.77

0.93

−0.25

121

Install heat-resistant radiator
reflectors between exterior walls and
radiators

1.95

1.09

0.39

1.96

1.04

0.22

122

Install a timer on your boiler

2.07

0.92

−0.13

2.21

0.95

−0.05

123

Turn off the oven 10 minutes early

2.30

0.78

−0.48

2.63

0.81

−0.34

124

Set timers on space heaters

2.83

1.14

0.44

2.99

1.09

0.34

125

Install a shower water usage
feedback system

2.85

0.68

−0.70

2.89

0.72

−0.67
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126

Install a home energy usage
feedback system to identify excess
baseload

2.94

1.08

0.33

2.72

1.02

0.20

127

Mow your lawn with a push reel
mower rather than an electric
mower

3.03

1.06

0.30

2.10

0.99

0.08

128

Install a heat pump system (when
heating your home using electricity)

3.19

1.12

0.40

2.66

1.17

0.52

129

Clean refrigerator coils regularly

3.24

0.61

−0.58

2.97

0.71

−0.49

130

Install a solar boiler

3.26

1.39

0.77

3.01

1.36

0.79

131

Use a pressure cooker

3.28

1.13

0.42

3.32

1.11

0.37

132

Install a drain waste water heat
recovery system

3.35

1.10

0.36

3.59

1.08

0.33

133

Use a hot-fill washing machine

4.03

1.03

0.34

3.11

1.11

0.39

134

Erect a small wind turbine

5.61

1.00

0.00

5.66

1.00

0.00
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Appendix A.2
Tabulated overview of attribute values of energy-saving measures used in Chapter 3, Study 1
and Study 2. The actual values are based on range of scientific sources based on US data
(Boudet et al., 2016; Wenzel et al., 1997), which were compared to a database from Dutch
governmental organization Milieucentraal and publicly available information from Dutch
energy supplier Eneco.
Measure

Est.
[kWh]
savings

Inv.
Costs

Frequency

Effort

1

Wash only full loads of laundry

30

€5<

weekly

1.73

2

Do not leave your exhaust hood on
when not in use

18

€5<

daily

1.13

3

Run a dishwasher only when full, but
not overloaded

40

€5<

daily

1.55

4

Cook with pots & pans the same size
as the heating element

5

€5<

daily

1.33

5

Hang/air dry laundry

290

€5<

weekly

2.22

6

Rake leaves with a garden rake
instead of a leaf blower

36

€5<

weekly

2.71

7

Cover pots & pans when cooking

5

€5<

daily

1.25

8

Install a laptop (instead of a desktop
computer)

40

€100€1000

once every
3 years

2.21

9

Refrain from installing an air
conditioner unless necessary for
safety

400

€5<

once every
3 or more
years

1.56

10

Refrain from using an electric blanket

60

€5<

weekly

1.63

11

Cool hot food before putting it in the
refrigerator

2

€5<

daily

1.45

12

Repair leaky faucets

70

€5<

seasonal

2.73

13

Turn off or down heating/cooling
system when going away for several
days

115

€5<

daily

1.36
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CFLs
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140

€20€100

once every
3 years

2.13

once every
3 or more
years

3.44

15

Install double-pane windows

2500

>€10
00

16

Use blankets (instead of a heater)

1000

€5<

daily

1.58

17

Switch off the coffee machine
completely

80

€5<

daily

1.10

18

Decide what you want from the
refrigerator before opening the door

40

€5<

daily

1.50

19

Refrain from using a screensaver

20

€5<

once every
3 years

1.13

20

Take a shower instead of a bath

400

€5<

daily

1.54

21

Replace all incandescents with CFLs
or LEDs

30

€20€100

once every
3 years

1.85

22

Use natural light in the daytime

150

€5<

daily

1.44

23

Open blinds/curtains/drapes/shades
at night when cooling your home

1000

€5<

daily

1.92

24

Wash laundry at a low(er)
temperature

105

€5<

weekly

1.30

25

Turn off monitors when not in use

45

€5<

daily

1.57

26

Switch off the dishwasher
immediately after use

70

€5<

weekly

1.44

27

Thaw food in a refrigerator or sink

10

€5<

daily

1.71

28

Turn off bathroom exhaust fans 20
minutes after bathing

12

€5<

daily

1.78

29

Boil only as much water as you need

30

€5<

daily

1.50

30

Cook with a frypan (instead of an
oven)

250

€5<

weekly

2.07

31

Install a light switch at both ends of
hallways

17

€5<

once every
3 or more
years

2.67
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32

Set refrigerators to the warmest foodsave temperature (4°C)

50

€5<

once every
3 years

1.00

33

Towel/air dry hair instead of using
electric hair dryer

30

€5<

weekly

1.22

34

Use rechargeable batteries

0

€5€20

once every
3 years

2.09

35

Turn off air conditioners in
unoccupied rooms

100

€5<

daily

1.67

36

Dry only full loads of laundry

50

€5<

weekly

1.89

37

Air rooms for 20 minutes a day

250

€5<

daily

1.64

38

Install nylon brush seals or spring
flaps on exterior door keyholes

25

€5€20

once every
3 years

2.22

39

Refrain from using portable electric
heaters to heat large spaces

800

€5<

weekly

1.33

40

Use the dishwasher’s eco-program

85

€5<

weekly

1.60

41

Place refrigerator contents to allow
for good air circulation

2

€5<

daily

1.92

42

Set the thermostat to 14°C at night
during heating season

1250

€5<

daily

1.89

43

Set freezers to the warmest food-safe
temperature (-18°C)

50

€5<

once every
3 years

1.27

44

Turn off computers when not in use

100

€5<

daily

1.89

45

Set the thermostat 1°C lower when
heating your home

1100

€5<

monthly

1.50

2.22

46

Get rid of a second refrigerator

240

€5<

once every
3 or more
years

47

Install weather strips on windows

460

€20€100

once every
3 or more
years

2.63

48

Iron multiple garments in a row

2

€5<

weekly

1.38

49

Switch off the computer with a power
strip

175

€5<

daily

2.17
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200

€100€1000

once every
3 or more
years

2.62

Turn off air conditioners when
leaving the house

50

€5<

daily

1.80

Unplug devices, appliances, and
chargers when not in use.

25

€5<

daily

1.76

once every
3 or more
years

2.06

50

Install an energy efficient washing
machine

51
52

53

Install thermal mixer taps

70

€20€100

54

Scrape food scraps off dishes prior to
loading them into the dishwasher

2

€5<

daily

1.64

55

Stir-fry food

20

€5<

weekly

1.60

56

Empty/replace vacuum cleaner filter
bags regularly

5

€5€20

monthly

2.07

once every
3 or more
years

2.67

57

Use an energy efficient TV

120

€100€1000

58

Replace dimmer switches

60

€20€100

once every
3 or more
years

1.55

59

Trim bushes with garden shears
instead of an electric trimmer

5

€5<

seasonal

2.44

60

Do the dishes by hand

160

€5<

weekly

2.75

61

Buy an energy-efficient fridge-freezer

160

€100€1000

once every
3 or more
years

2.42

once every
3 or more
years

3.71

62

Insulate roofs

8000

>€10
00

63

Install an energy efficient dishwasher

70

€100€1000

once every
3 or more
years

2.33

64

Caulk & seal exterior walls

250

€100€1000

seasonal

2.25
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once every
3 or more
years

2.00

65

Install weather strips on doors

120

€20€100

66

Do maintenance on boiler or geyser

120

€20€100

once every
3 years

2.00

67

Position refrigerators to allow for air
circulation around their coils

25

€5<

once every
3 or more
years

2.88

68

Use renewable energy

0

€5<

once every
3 or more
years

2.25

once every
3 or more
years

2.92

69

Insulate heat ducts

100

€20€100

70

Insulate cavity walls

8000

>€10
00

once every
3 or more
years

3.40

71

Enable the power management
features of computers

40

€5<

monthly

1.73

72

Defrost fridge/freezer

50

€5<

seasonal

2.61

73

Install low-flow showerheads

400

€5€20

once every
3 or more
years

2.20

74

Put rugs on the floor to contain heat

60

€100€1000

once every
3 years

2.86

75

Air clothes instead of washing them

30

€5<

weekly

1.89

76

Maintain clean, air-tight refrigerator
door seals

25

€20€100

monthly

2.29

77

Set the thermostat to 60°C to 65°C on
hot water storage systems, and 50°C
on instantaneous hot water systems

900

€5<

once every
3 or more
years

1.54

78

Seal any holes in insulation with lowexpansion spray foam

1000

€20€100

seasonal

3.00

Appendices

| 241
once every
3 or more
years

3.60

79

Install floor insulation

2450

>€10
00

80

Take advantage of the night-time
tariff

0

€5<

daily

2.22

81

Install smaller cisterns on toilets

0

€20€100

once every
3 or more
years

2.71

82

Make coffee without a hotplate

25

€5<

daily

1.54

83

Clean floors with a broom (instead of
a vacuum cleaner)

25

€5<

weekly

2.25

84

Install a centralized temperature
system with zone controls &
thermostats

3100

>€10
00

once every
3 or more
years

3.92

once every
3 or more
years

2.44

85

Install an energy efficient freezer

190

€100€1000

86

Install energy efficient light fixtures

50

€20€100

once every
3 years

2.31

87

Plant deciduous trees around your
home

1000

€100€1000

once every
3 or more
years

3.08

88

Descale coffee machines and electric
kettles

10

€5<

monthly

2.05

89

Switch off the washing machine
completely

95

€5<

weekly

1.78

90

Use the TV one hour less every day

75

€5<

daily

2.00

91

Install an energy efficient computer
monitor

20

€100€1000

once every
3 years

1.79

92

Keep exhaust hood filters clean

2

€5<

monthly

2.25

93

Insulate hot water tank if it's warm to
the touch

130

€5€20

once every
3 or more
years

2.70
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once every
3 or more
years

2.45

94

Install low-flow aerators in faucets

500

€20€100

95

Reduce the duration of your showers

185

€5<

daily

2.33

96

Tumble dry t-shirts briefly instead of
ironing them

25

€5<

weekly

2.20

97

Install a motion sensor for
indoor/outdoor lights

25

€20€100

once every
3 years

2.64

once every
3 or more
years

4.20

98

Insulate ceilings

7400

€100€1000

99

Install an energy-efficient dryer

210

€100€1000

once every
3 or more
years

2.43

100

Install underfloor heating (in a wellinsulated house only)

640

>€10
00

once every
3 or more
years

3.87

101

Use a tablet instead of a
laptop/desktop

80

€5<

daily

2.00

102

Turn off the water while soaping up
during showers

400

€5<

daily

2.58

103

Turn off the hot water heater system
when going away for a few days

20

€5<

monthly

2.50

104

Switch off the refrigerator when on
holiday

20

€5<

seasonal

3.00

105

Switch off the computer screen when
downloading

6

€5<

weekly

1.53

1.78

106

Lower the boiler temperature

40

€5<

once every
3 or more
years

107

Vent radiators regularly

300

€5<

once every
3 years

2.78

108

Set your TV to energy efficient
settings

50

€5<

monthly

1.78
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109

Check the pressure in your boiler

0

€5<

seasonal

1.86

110

Insulate the attic, including the
trap/access door

6400

€100€1000

once every
3 or more
years

3.64

111

Replace your water heater if it is more
than 7 years old

800

>€10
00

once every
3 or more
years

3.15

once every
3 or more
years

2.67

112

Install door closers

220

€5€20

113

Descale the washing machine

10

€5<

monthly

2.08

114

Install solar powered garden lights

50

€5€20

once every
3 years

1.91

115

Use electric blankets (instead of a
heater)

740

€20€100

daily

2.31

116

Install an induction stove instead of a
natural gas stove/range

185

€100€1000

once every
3 or more
years

3.73

117

Install exterior wall insulation (house
wrap)

1700

>€10
00

once every
3 or more
years

4.19

118

Clean lights & light fittings regularly

2

€5<

monthly

2.50

119

Install solar panels

2000

>€10
00

once every
3 or more
years

3.33

once every
3 or more
years

2.88

120

Install a remote controlled thermostat

1000

€100€1000

121

Install heat-resistant radiator
reflectors between exterior walls and
radiators

900

€20€100

once every
3 or more
years

2.47

once every
3 or more
years

2.50

daily

1.79

122

Install a timer on your boiler

500

€20€100

123

Turn off the oven 10 minutes early

10

€5<
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50

€5€20

daily

1.93

125

Install a shower water usage feedback
system

200

€20€100

once every
3 or more
years

2.75

126

Install a home energy usage feedback
system to identify excess baseload

750

€100€1000

once every
3 or more
years

2.75

127

Mow your lawn with a push reel
mower rather than an electric mower

50

€20€100

weekly

3.00

128

Install a heat pump system (when
heating your home using electricity)

1100

€100€1000

once every
3 or more
years

3.00

129

Clean refrigerator coils regularly

15

€5<

monthly

3.67

once every
3 or more
years

3.17

124

Set timers on space heaters

130

Install a solar boiler

1850

>€10
00

131

Use a pressure cooker

30

€20€100

daily

2.29

132

Install a drain waste water heat
recovery system

750

€100€1000

once every
3 or more
years

2.38

133

Use a hot-fill washing machine

40

€100€1000

once every
3 or more
years

3.13

134

Erect a small wind turbine

1400

>€10
00

once every
3 or more
years

4.23
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Appendix A.3
Tabulation of fit statistics for the Rasch scale used in Chapter 4. To allow for comparison
between constructs used in Chapter 3 and 4, the energy-saving measures are ordered on the
behavioral cost level of the RS-20 scale (cf. Appendix A.1). Reported here are a measure’s
behavioral costs (Behav. Costs), Mean Square (MNSQ), and Standardized Mean (ZSTD) for
both infit and outfit.
Infit

Outfit

#

Measure

Behav.
Costs

MN
SQ

ZSTD

MN
SQ

ZSTD

1

Wash only full loads of laundry

−3.09

1.07

0.31

1.14

0.42

2

Do not leave your exhaust hood on
when not in use

−2.22

1.08

0.41

1.13

0.41

3

Run a dishwasher only when full, but
not overloaded

−2.17

0.92

−0.25

1.41

0.87

4

Cook with pots & pans the same size as
the heating element

−2.78

0.84

−0.44

0.39

−1.21

5

Hang/air dry laundry

−1.94

1.21

1.11

1.35

1.01

6

Rake leaves with a garden rake instead
of a leaf blower

−1.94

1.15

0.74

1.37

0.99

7

Cover pots & pans when cooking

−2.40

1.01

0.13

0.93

0.00

8

Install a laptop (instead of a desktop
computer)

−1.80

1.19

1.11

3.01

4.29

9

Refrain from installing an air
conditioner unless necessary for safety

−2.38

0.85

−0.48

0.63

−0.58

10

Refrain from using an electric blanket

−1.62

1.21

1.20

1.56

1.46

11

Cool hot food before putting it in the
refrigerator

−2.46

1.04

0.24

1.36

0.87

12

Repair leaky faucets

−2.53

1.01

0.12

0.88

−0.01

13

Turn off or down heating/cooling
system when going away for several
days

−2.64

1.15

0.60

0.74

−0.26
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14

Replace incandescent light bulbs with
CFLs

−1.96

0.96

−0.13

1.15

0.53

15

Install double−pane windows

−2.00

0.90

−0.42

1.03

0.22

16

Use blankets (instead of a heater)

−1.61

1.07

0.49

1.16

0.58

17

Switch off the coffee machine
completely

−1.82

1.01

0.14

1.00

0.12

18

Decide what you want from the
refrigerator before opening the door

−1.72

0.87

−0.86

0.72

−0.94

19

Refrain from using a screensaver

−1.71

0.99

0.00

1.33

1.02

20

Take a shower instead of a bath

−2.13

1.07

0.38

0.96

0.09

21

Replace all incandescents with CFLs or
LEDs

−1.42

1.00

0.06

1.07

0.36

22

Use natural light in the daytime

−1.75

0.87

−0.70

0.60

−1.07

23

Open blinds/curtains/drapes/shades at
night when cooling your home

−1.30

1.13

1.00

1.09

0.43

24

Wash laundry at a low(er) temperature

−1.70

0.97

−0.10

0.71

−0.97

25

Turn off monitors when not in use

−1.38

0.93

−0.52

1.07

0.35

26

Switch off the dishwasher immediately
after use

−1.08

0.97

−0.19

0.90

−0.42

27

Thaw food in a refrigerator or sink

−1.28

1.00

0.05

0.84

−0.63

28

Turn off bathroom exhaust fans 20
minutes after bathing

−1.28

0.95

−0.34

1.05

0.27

29

Boil only as much water as you need

−1.64

0.93

−0.35

0.77

−0.54

30

Cook with a frypan (instead of an oven)

−0.85

1.09

0.76

1.01

0.10

31

Install a light switch at both ends of
hallways

−1.03

1.07

0.59

1.08

0.46

32

Set refrigerators to the warmest
food−save temperature (4°C)

−0.73

0.95

−0.37

0.86

−0.54

33

Towel/air dry hair instead of using
electric hair dryer

−0.94

1.20

1.71

1.49

2.15

34

Use rechargeable batteries

−0.33

1.06

0.75

1.03

0.25
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35

Turn off air conditioners in unoccupied
rooms

−1.00

0.90

−0.73

0.95

−0.19

36

Dry only full loads of laundry

−1.23

1.20

1.45

1.18

0.83

37

Air rooms for 20 minutes a day

−1.03

0.93

−0.52

0.81

−0.89

38

Install nylon brush seals or spring flaps
on exterior door keyholes

−0.67

0.95

−0.41

0.85

−0.76

39

Refrain from using portable electric
heaters to heat large spaces

−0.65

1.21

1.67

1.10

0.45

40

Use the dishwasher’s eco−program

−0.62

0.95

−0.41

0.95

−0.26

41

Place refrigerator contents to allow for
good air circulation

−0.69

0.93

−0.62

0.89

−0.52

42

Set the thermostat to 14°C at night
during heating season

−0.80

0.95

−0.43

0.83

−0.84

43

Set freezers to the warmest food−safe
temperature (−18°C)

−0.91

1.18

1.58

1.40

1.78

44

Turn off computers when not in use

−0.75

1.01

0.09

0.92

−0.30

45

Set the thermostat 1°C lower when
heating your home

−0.66

1.02

0.26

0.94

−0.33

46

Get rid of a second refrigerator

−0.13

1.07

0.73

1.11

0.79

47

Install weather strips on windows

−0.43

1.00

−0.01

0.96

−0.14

48

Iron multiple garments in a row

−0.93

0.92

−0.61

0.85

−0.48

49

Switch off the computer with a power
strip

0.11

1.00

0.01

1.05

0.36

50

Install an energy efficient washing
machine

−0.45

0.99

−0.06

0.96

−0.19

51

Turn off air conditioners when leaving
the house

−0.66

1.17

1.62

1.20

1.32

52

Unplug devices, appliances, and
chargers when not in use.

−0.25

0.95

−0.54

0.92

−0.61

53

Install thermal mixer taps

−0.40

0.97

−0.37

0.98

−0.12

54

Scrape food scraps off dishes prior to
loading them into the dishwasher

−0.61

0.87

−1.29

0.82

−1.07
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55

Stir−fry food

−0.44

1.02

0.23

1.08

0.47

56

Empty/replace vacuum cleaner filter
bags regularly

−0.05

0.80

−2.39

0.71

−2.24

57

Use an energy efficient TV

−0.09

0.93

−0.72

0.86

−0.99

58

Replace dimmer switches

0.25

1.21

1.92

1.33

2.09

59

Trim bushes with garden shears instead
of an electric trimmer

−0.15

0.96

−0.39

0.94

−0.32

60

Do the dishes by hand

0.48

1.25

3.00

1.59

4.67

61

Buy an energy−efficient fridge−freezer

−0.30

0.99

−0.04

1.05

0.37

62

Insulate roofs

−0.08

0.94

−0.67

0.89

−0.54

63

Install an energy efficient dishwasher

−0.20

0.92

−0.89

1.11

0.71

64

Caulk & seal exterior walls

−0.37

0.90

−0.93

0.84

−0.91

65

Install weather strips on doors

0.08

0.94

−0.68

0.90

−0.87

66

Do maintenance on boiler or geyser

−0.41

0.88

−1.22

0.79

−1.37

67

Position refrigerators to allow for air
circulation around their coils

0.02

0.94

−0.64

0.91

−0.57

68

Use renewable energy

0.13

1.13

1.32

1.08

0.54

69

Insulate heat ducts

0.20

0.90

−1.10

0.84

−1.19

70

Insulate cavity walls

0.03

0.90

−1.08

0.90

−0.68

71

Enable the power management features
of computers

0.04

1.00

0.05

1.04

0.44

72

Defrost fridge/freezer

−0.36

0.87

−1.69

0.78

−1.59

73

Install low−flow showerheads

0.36

1.03

0.38

1.09

0.75

74

Put rugs on the floor to contain heat

0.32

1.07

0.73

1.12

0.94

75

Air clothes instead of washing them

0.06

0.93

−0.89

0.94

−0.44

76

Maintain clean, air−tight refrigerator
door seals

0.31

1.01

0.13

0.98

−0.09

77

Set the thermostat to 60°C to 65°C on
hot water storage systems, and 50°C on
instantaneous hot water systems

−0.06

0.98

−0.16

0.95

−0.37
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78

Seal any holes in insulation with
low−expansion spray foam

0.21

1.04

0.45

0.99

−0.05

79

Install floor insulation

0.26

1.08

0.78

1.21

1.34

80

Take advantage of the night−time tariff

0.07

0.84

−1.97

0.77

−1.83

81

Install smaller cisterns on toilets

0.38

0.80

−2.08

0.69

−2.06

82

Make coffee without a hotplate

−0.35

0.90

−0.91

0.85

−0.87

83

Clean floors with a broom (instead of a
vacuum cleaner)

0.39

1.23

2.44

1.25

1.60

84

Install a centralized temperature system
with zone controls & thermostats

3.33

1.05

0.26

1.55

0.90

85

Install an energy efficient freezer

0.26

0.95

−0.55

0.96

−0.26

86

Install energy efficient light fixtures

0.27

0.92

−1.03

0.90

−0.85

87

Plant deciduous trees around your
home

0.50

1.06

0.59

1.04

0.31

88

Descale coffee machines and electric
kettles

0.04

1.04

0.48

1.08

0.71

89

Switch off the washing machine
completely

0.72

1.10

0.95

1.02

0.17

90

Use the TV one hour less every day

0.71

1.13

1.34

1.23

1.50

91

Install an energy efficient computer
monitor

0.43

0.92

−0.74

0.84

−0.98

92

Keep exhaust hood filters clean

0.24

0.78

−2.71

0.72

−2.72

93

Insulate hot water tank if it's warm to
the touch

0.91

0.95

−0.38

0.97

−0.07

94

Install low−flow aerators in faucets

0.81

1.02

0.23

0.96

−0.27

95

Reduce the duration of your showers

0.21

0.88

−1.38

0.87

−1.00

96

Tumble dry t−shirts briefly instead of
ironing them

0.91

1.14

1.04

1.28

1.40

97

Install a motion sensor for
indoor/outdoor lights

1.04

0.90

−0.81

0.79

−1.07

98

Insulate ceilings

0.74

0.92

−0.78

0.83

−1.00
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99

Install an energy−efficient dryer

0.76

0.90

−0.86

0.86

−0.93

100

Install underfloor heating (in a
well−insulated house only)

0.68

1.03

0.32

1.02

0.18

101

Use a tablet instead of a laptop/desktop

1.01

0.88

−0.92

0.91

−0.43

102

Turn off the water while soaping up
during showers

0.88

0.90

−0.84

0.92

−0.38

103

Turn off the hot water heater system
when going away for a few days

0.94

0.86

−1.09

0.78

−1.04

104

Switch off the refrigerator when on
holiday

1.35

1.12

0.85

1.33

1.30

105

Switch off the computer screen when
downloading

1.09

1.07

0.70

1.18

1.04

106

Lower the boiler temperature

0.90

1.00

0.05

1.00

0.07

107

Vent radiators regularly

0.84

0.89

−1.03

0.84

−1.03

108

Set your TV to energy efficient settings

0.89

0.96

−0.29

1.01

0.10

109

Check the pressure in your boiler

0.17

0.81

−2.07

0.77

−1.54

110

Insulate the attic, including the
trap/access door

0.55

0.71

−3.11

0.63

−2.83

111

Replace your water heater if it is more
than 7 years old

0.89

0.98

−0.09

1.02

0.16

112

Install door closers

1.72

1.14

0.86

1.62

1.96

113

Descale the washing machine

1.01

0.98

−0.19

1.01

0.11

114

Install solar powered garden lights

1.36

1.00

0.07

0.92

−0.26

115

Use electric blankets (instead of a
heater)

1.94

1.22

0.99

1.82

1.89

116

Install an induction stove instead of a
natural gas stove/range

1.51

1.10

0.74

1.12

0.59

117

Install exterior wall insulation (house
wrap)

1.29

1.16

1.05

0.99

0.08

118

Clean lights & light fittings regularly

2.40

0.83

−0.71

0.80

−0.33

119

Install solar panels

1.49

1.00

0.04

1.00

0.05
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120

Install a remote controlled thermostat

1.76

0.98

−0.07

0.89

−0.38

121

Install heat−resistant radiator reflectors
between exterior walls and radiators

2.03

1.05

0.35

0.99

0.04

122

Install a timer on your boiler

2.24

0.98

−0.02

1.44

0.97

123

Turn off the oven 10 minutes early

1.55

0.79

−1.65

0.70

−1.32

124

Set timers on space heaters

2.74

1.08

0.34

0.90

0.08

125

Install a shower water usage feedback
system

3.93

0.90

−0.10

0.44

−0.59

126

Install a home energy usage feedback
system to identify excess baseload

2.97

0.99

0.08

0.90

0.00

127

Mow your lawn with a push reel mower
rather than an electric mower

2.12

1.11

0.61

1.40

1.08

128

Install a heat pump system (when
heating your home using electricity)

3.56

1.07

0.30

1.80

1.13

129

Clean refrigerator coils regularly

3.66

0.75

−0.58

0.88

0.07

130

Install a solar boiler

3.20

1.16

0.59

0.94

0.11

131

Use a pressure cooker

2.92

1.11

0.47

1.89

1.50

132

Install a drain waste water heat
recovery system

0.26

1.14

1.60

1.19

1.73

133

Use a hot−fill washing machine

3.90

1.04

0.23

3.70

2.36

134

Erect a small wind turbine

6.48

1.00

0.00

1.00

0.00
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Summary
Which energy-saving measures are appropriate for which consumers? Most government
initiatives are not personalized, and promote measures that are high in kWh savings but often
too challenging, such as installing Solar PV. In contrast, research in environmental
psychology has shown that interventions that are tailored towards a consumer’s motivation
or knowledge level, or a consumer’s financial capabilities are more likely to be adopted.
One way to efficiently and satisfactorily tailor advice has been demonstrated in computer
science. Recommender systems can filter and personalize information based on the
preferences and past behavior of its users. For example, streaming platform Netflix adapts
the presented content to the user’s viewing history and preferences.
To support energy-efficient choices and promote conservation behavior, this dissertation
created the ‘Saving Aid’ (NL: Besparingshulp) recommender platform. In particular, we have
investigated to what extent recommender systems can effectively use the psychometric Rasch
model to present attitude-tailored advice. Based on how often energy-saving measures are
performed, Rasch forms a scale of measures that is ordered on their behavioral costs, which
is incorporated in our recommender system and used to estimate each user’s energy-saving
attitude.
Chapter 0 provides a general overview of the thesis, including a reading guide. It introduces
research conducted in the recommender system field and explains how the Rasch model
complements current recommendation techniques, which is particularly important for
domains in which users seek behavioral change. Moreover, it outlines the general
conclusions, limitations of the work in this dissertation, and discusses future challenges.
Chapter 1 explains how the Rasch model is embedded in Campbell’s Paradigm, leading to
two studies. First, based on self-report questionnaires, we successfully form a onedimensional scale of 79 energy-saving measures, ordered on their behavioral costs (i.e.
engagement difficulty). This scale includes measures of various types, such as “turn off the
lights after leaving a room”, “insulate the cavity wall”, and “install solar PV”. In turn, these
measures can be matched to user energy-saving attitudes, which are stronger if a user
performs more measures. In Study 2, users are presented two tasks in which they are asked
to rank nine energy-saving measures in preference order. From the tailored set of
recommendations, users prefer measures that are relatively easy to perform (i.e. have low
behavioral costs), while their preferences are unaffected by a measure’s kWh savings. In sum,
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energy-saving advice should strike the right balance between a measure’s novelty (i.e. how
likely is it that the user has already taken this measure?) and attractiveness (i.e. how likely is
it that user would want to take this measure?).
Chapter 2 reports two web-based recommender studies implementing the Rasch scale. While
users could choose any measure they would like to perform, we varied which measures were
presented first. Our manipulations are evaluated through the user-centric framework of
Knijnenburg et al. (2012), linking the recommendations (i.e. which measures are presented
first) to choice behavior, and to perception and experience constructs in a path model. In
Study 1, we compare two non-personalized approaches (showing either the most commonly
performed or most challenging measures), and two attitude-tailored approaches. We found
that users perceived tailored recommendations as less effortful than non-personalized
approaches and, in turn, perceived such an interface as more supportive and satisfactory. In
Study 2, we varied how measures were tailored around the user’s attitude and found that
measures with low behavioral costs were perceived as the most feasible. In turn, this led users
to report higher choice satisfaction levels. A post-study questionnaire after four weeks
revealed that more satisfied users were more likely to actually perform chosen measures.
Although the Rasch model consistently forms a one-dimensional construct in the first two
chapters, it produces rather diverse recommendation lists. Measures placed at similar
positions on the scale are more or less equally likely to be performed (i.e., they come with
similar behavioral costs), but differ on a wide range of attributes, such as investment costs
and kWh savings. For example, ‘Turn off the dishwasher after use’, ‘Insulate the cavity walls’,
and ‘De-ice the fridge’ are equally likely to be performed, but differ in terms of behavioral
frequency, investment costs, and achieved kWh savings. When left to their own devices, users
tend to stick to relatively low-effort measures, while ignoring the kWh savings of energysaving measures.
We further explore the role of these ‘unused’ measure attributes in energy-saving advice in
Chapter 3, presenting two studies. In Study 1, we used a self-report questionnaire to fit a
novel Rasch scale of 134 energy-saving measures and predicted behavior using a set of
measure attributes. While the Rasch model concepts of attitude and behavioral costs
outperformed other attributes in terms of explained variance, we also found that perceived
effort explained variance in addition to the Rasch model concepts. In Study 2, we promote
the adoption of measures with relatively high kWh savings, by presenting recommender
interfaces that use attribute framing (i.e. highlighting an attribute and sorting measures on
that attribute). We used two different frames: a Savings Score based on kWh savings, and a
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Smart Savings Score of kWh savings and perceived effort, which were benchmarked against
the interface of Chapter 2. Eventually, we found no difference in the total amount of chosen
kWh savings between different framing conditions, but did find that framing positively
affected the probability that a measure with relatively high kWh savings was chosen,
compared to the baseline.
Finally, a large number of studies have shown that energy-saving decisions are not made in a
social vacuum. In Chapter 4, we examine the effectiveness of using descriptive norms (e.g.
‘% of others do this’) in a recommender interface to promote the adoption of energy-saving
measures. To work around the low adoption rates of some measures, the Rasch model is used
to craft normative messages that report peers with specific attitudes. The norms are higher
for more ‘local’ norms, particularly if they report the adoption rates of those with strong
attitudes. For example, the reported ‘Global’ norm ‘20% of others have installed Solar PV’
could be changed to a norm that reports the behavior of peers with a specific attitudinal level,
such as ‘Similar’ descriptive norms (e.g. ’50% of other users who perform similar measures
have installed Solar PV’), or ‘Experienced’ norms (e.g. ‘75% of users who perform more
measures than you have installed Solar PV’). In a web study among smart thermostat owners,
we benchmarked the three different descriptive norms against the Savings Score interface of
Chapter 3. While the descriptive norm interfaces did not directly increase the total number
of chosen measures, our user-centric path model revealed that ‘Global’ and ‘Similar’ norms
increased the perceived feasibility of recommended measures and, in turn, the number of
chosen measures and choice satisfaction. Moreover, compared to the baseline, users facing
measures with high ‘Global’ and ‘Similar’ norm percentages were more likely to choose them,
while high ‘Experienced’ norms increased the probability that users chose high-effort
measures. In sum, rather than influencing the adoption of measures directly, our normative
messages affected how individual measures were perceived and, in turn, affected the user’s
choice experience and choice behavior within a recommendation list.

