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1

Introduction

We are living in a golden age, perhaps not in the social sense, but certainly in
the scienti�c sense. The past century has seen a proli�c increase in technological
innovations. Some of these are incremental, such as the introduction of electric
bicycles or the way in which computer-controlled injection nozzles improve a car’s fuel
e�ciency. Other innovations are classi�ed as disruptive, meaning that they completely
replace a former technology or they may even create a new market. Examples of
such disruptive technologies are the telephones that displaced telegraphy services, the
digital cameras that ruined Kodak’s business, or the internet, which has revolutionized
communication and is still enabling the creation of new business models everywhere.

Additive manufacturing (AM), or 3D printing as it is popularly known, has also been
labeled by many as a disruptive technology. One very distinctive feature of this
technology is that an AM production run features very low setup costs and setup
times, unlike traditional manufacturing techniques. This leads some to argue that
AM will drastically disrupt the manufacturing industry by enabling local, on-demand
manufacturing because it does not require the economies of scale that form the basis
for the success of centralized mass manufacturing (e.g., D’Aveni, 2013; Ben-Ner and
Siemsen, 2017). Whether or not this will indeed happen on a global scale is a very
interesting question, but it at least appears that AM has moved past the initial hype
and is now maturing into a full 
edged manufacturing technology, as evidenced by
multi-million dollar investments by �rms such as GE, BWM, and Siemens (General
Electric, 2016; BMW, 2018; Siemens, 2018).

One �eld for which many of the unique advantages of AM seem like a perfect �t
is service supply chains for capital goods. These supply chains are dedicated to
managing the availability of expensive technical systems such as airplanes and weapon
systems, and they feature a large variety of spare parts with low demand volumes.
Traditional manufacturing technologies are ill-suited for spare part demand patterns,
because they tend to have very high production setup costs and tooling is often
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expensive and dedicated to a single component. AM features negligible setup costs and
no tooling, which enables e�cient production of small volumes of products at short
production lead times. Switching from traditional to additive manufacturing may
therefore cause service supply chains to become much more responsive. In the short
term service supply chain operators, which can be asset owners or original equipment
manufacturers (OEMs), need to know more about potential methods to incorporate
AM in their service supply chains and what they stand to bene�t. This thesis aids
them by researching several applications of AM for after-sales service supply chains.

In this chapter we �rst provide more details on the important characteristics of service
supply chains in Section 1.1. We describe the history of AM and its current capabilities
in Section 1.2, where we also re
ect on why this technology matches well with the
traits exhibited by service supply chains for capital goods. Section 1.3 provides a
detailed overview of current scienti�c literature on supply chain management with
regards to AM, in particular with regards to service supply chains. This section also
contains a selection of papers that is most related to our own work. We state our
research objective in Section 1.4 and we position our contribution to the existing
scienti�c literature in Section 1.5.

1.1. Service supply chains for capital goods

In this thesis we focus on potential applications of AM in service supply chains
for capital goods. Examples of capital goods are manufacturing systems, medical
equipment, weapon systems, container vessels, and airplanes. Such a system tends
to be a crucial bottleneck in an organization’s business process and so its failure
typically results in high downtime costs in the form of lost production, safety risks,
or disruptive delays. While capital goods can cost millions of Euros to acquire, their
acquisition costs constitute only a minor part of an asset’s life cycle costs (LCC). The
life cycle starts with design and development by the OEM, after which the systems
are produced (see Figure 1.1). Then follows the exploitation phase, which can last
for more than 30 years before the systems are �nally disposed of. The length of
the exploitation phase explains why the majority of the LCC is incurred here, as
it constitutes all upkeep activities ranging from energy consumption to maintenance
and overhaul expenses. It is estimated that such upkeep activities can be responsible
for 70-80% of the life cycle costs (Saranga and Kumar, 2006; �Oner et al., 2007; van
Dongen, 2011).

Design Production Exploitation Disposal

Figure 1.1: A system life cycle
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During the exploitation phase organizations typically operate extensive service supply
chains so that failed components can quickly be replaced by a ready-for-use spare part
from a nearby stock point to minimize downtime costs (Basten and van Houtum,
2014). One issue with these networks is that spare parts typically have very long
order lead times, for example because spare part demand volumes are typically low
and manufacturers tend to aggregate demand prior to a production run in order to
save on production setup costs. Another complicating issue is that the systems in the
�eld are often geographically dispersed from the OEM’s perspective. This requires the
service supply network to have many local stock points so that spare parts demand for
downtime critical systems can quickly be ful�lled, but this also weakens the inventory
pooling e�ect. Ultimately, the long lead times and the need to stock spare parts
in geographically dispersed locations, combined with the highly uncertain nature of
spare parts demand, drives up required spare parts investment levels for the many
components that a modern technical system is comprised of.

As we describe in Section 1.2, some of the issues that drive up the costs associated
with spare parts inventory management may be resolved by switching to AM as a
sourcing method. Much of this thesis therefore focuses on introducing AM during the
exploitation phase. At the same time it is estimated that the development decisions
taken during the design phase already determine 70-85% of the LCC (Asiedu and
Gu, 1998). This thesis therefore also deals with a system design problem where the
unique design freedom o�ered by AM technology can be utilized to great e�ect.

1.2. Additive manufacturing

The term additive manufacturing technology represents a collection of techniques by
which products are built layer-by-layer, rather than relying on material subtraction as
most traditional manufacturing techniques do. Basic types of AM have been around
for several decades, but in the beginning they were mostly used for prototyping
purposes. By now, however, there are many di�erent sub-types that are suitable
for a diverse range of applications. We provide a brief overview of AM capabilities.
For a thorough review of these technologies we refer to Gibson et al. (2015). Before
we commence our brief overview we clarify that in this thesis we do not distinguish
between the terms AM and 3D printing, even though the former is often associated
with industrial products and the latter with consumer products.

AM technologies can basically be grouped into three categories: fused deposition
modeling (FDM), stereolithography (SLA) and powder bed fusion. FDM is a
technique that deposits a layer of molten thermoplastic on the previously deposited
layer via an extrusion nozzle, after which the plastic bonds with the substrate and
solidi�es. Many kinds of thermoplastics can be used and additives can also be
mixed in, for example �ber strands that improve a material’s strength and sti�ness
properties. SLA technology cures (solidi�es) a liquid resin into hardened plastic by
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means of a UV laser via a process called photopolymerization. This technology is
the oldest of the three main types of 3D printing, having been commercialized in the
1980’s already. Powder bed fusion is a collection of techniques that relies on an energy
source, such as a laser or an electron beam, to fuse metal powder together. It starts by
rolling a thin layer of powder onto the build plate, after which the surface is selectively
fused together by the energy source. The build plate then drops, after which a new
powder layer is applied and the process repeats. Finally, when the product is �nished
it is removed from the build plate and it may undergo some post processing steps,
such as cleaning, surface �nishing, or heat treatment.

Each of the three types of AM techniques has its own advantages and disadvantages.
Powder bed fusion systems cost hundreds of thousands of Euros, while SLA and
especially FDM systems are much cheaper. The advantage of the former though, is
that they can be used to print high grade industrial products from a variety of metals,
whereas SLA and FDM are only suitable for plastic products. Many industries now
see the potential that AM technology represents and global equipment investments
have been rising steadily over the past years, from e2.2 billion in 2014 to e6.4 billion
in 2018 (Wohlers Associates, 2018). Prominent applications for AM are medical and
dental applications, the automotive and aerospace industry, and customized consumer
products. One of the most important advantages of AM that drives these investments
is that it o�ers design engineers almost unlimited design freedom. As opposed to
traditional manufacturing techniques that rely on material subtraction, such as CNC
milling and drilling, AM can achieve all manners of geometric intricacies through
layer-based production. This allows for products with honey-combed interiors that
reduce weight, smoothly curved cooling channels that reduce 
uid 
ow resistance,
and many other such features that lead to improved product performance. A major
advantage from a customization perspective is that one does not need speci�c tooling,
such as an injection mold, for each speci�c product shape. Simply customizing the 3D
computer-aided design (CAD) �le is su�cient to achieve a speci�c geometry, which
makes it much more economical to produce personalized items such as hearing aids,
dental implants, and customized consumer products.

In a way, these 3D CAD �les are equivalent to the tooling of traditional manufacturing
techniques. The major di�erence is that a 3D CAD �le can easily be stored
digitally, adapted, and uploaded to the 3D printer, as opposed to physical tooling
such as an injection mold. This is the biggest bene�t when it comes to spare
parts production, because it allows a 3D printer to produce any component with
no signi�cant production setup, other than uploading the 3D CAD �le to the printer.
The absence of setup costs means that a printer can e�ciently produce small series.

The absence of setup costs is also very important in a spare parts production setting
because of the associated low demand volumes. If dimensions allow for it, it is
furthermore possible to �t multiple (di�erent) products into the build chamber so
that spare parts orders can be satis�ed more quickly by aggregating demand to a
single machine. In a consumer products environment, the lack of setup costs allows
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manufacturing of customized products at a speed and scale that is unrivaled by
traditional manufacturing technology. This enables �rms to o�er a huge diversity
of customized products, without having to physically stock them and for which it can
charge a higher price compared to generic ones, provided that customers are willing
to wait for the printed product.

Incorporating AM into an organization’s supply chain requires many organizational
changes to create a host of supporting activities such as standardized 3D CAD model
databases, software development departments, 3D printing service provider audits, etc
(e.g., Chekurov et al., 2018; Mellor et al., 2014). This thesis, however, does not deal
with these organizational challenges in detail. Instead we focus on the operational
implications of AM’s ability to e�ciently produce small series with short production
lead times. Notably, this makes it possible to shift production from centralized, mass
manufacturing facilities to decentralized in-house or third party printing hubs close
to the point of demand. This would further reduce order lead times, which in turns
increases the responsiveness of service supply chains so that inventories can be reduced
without sacri�cing system availability.

A growing number of �rms is exploring the use of AM for spare parts. Deutsche Bahn
(DB), for example, printed its �rst spare part in 2015 and estimates that 15,000 spare
parts have already been printed by the end of 2018 (Deutsche Bahn, 2018). As part
of this initiative DB established the Mobility goes Additive network (consisting of
more than 80 �rms and knowledge institutes) to develop new AM solutions for the
mobility and transportation industry. It is interesting to note that even a gigantic
�rm like DB does not own and operate its own 3D printing systems. Instead, it relies
on third-party printing service providers (PSPs), which print spare parts on-demand.
Some of these PSPs are newly established businesses, such as Layerwise in Belgium,
but well-established logistics service providers are also expanding into this business.
UPS, for example, has already established more than 60 sites across the US from
which it o�ers next-day spare parts printing services to its customers (UPS, 2016).
These global networks of PSPs are subsequently being put at the disposal of customers
across the world via digital services, such as the end-to-end platform service for on-
demand and on-location spare parts printing developed by Dutch start up Dimanex.
Within this concept, Dimanex nurtures a global network of audited PSPs in order to
quickly match the needs and speci�cations of a customer’s spare parts demand with
a nearby PSP. Among its customers are the Royal Netherlands Army and the Dutch
Railways (3DPrint.Com, 2018).

Despite the wealth of initiatives there are still many hurdles to overcome for AM
to be widely adopted as a dominating manufacturing technology in spare parts
manufacturing. An important issue is that there is still much that is unknown about
AM processes on a technical level, for example how moisture contamination in metal
powder can in
uence product quality, or how to adjust laser intensity and speed
during a production run to adjust for altering heat dissipation patterns. This creates
uncertainty about the mechanical characteristics of printed parts (Bikas et al., 2016).
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Another important concern is that most AM techniques are still quite slow, and that
equipment and raw material costs are high, which drives up unit production costs. In
fact, a recent industry study found that unit production costs of printed products can
be up to 60 times higher compared to a traditionally manufactured version, without
any radical cost reductions in sight in the coming 3-5 years (Roland Berger Strategy
Consultants, 2013b).

In terms of inventory control we note that AM, though di�erent from traditional man-
ufacturing technologies, can still be treated as any other manufacturing technology
if spare parts are exclusively 3D printed. In the context of multi-echelon spare parts
inventory control, for example, METRIC-type models (see Sherbrooke, 2006) can still
be used when spare parts are 3D printed rather than produced via CNC machining,
as using AM merely results in di�erent parameters for the optimization procedure
(e.g., shorter lead time, di�erent unit holding costs, and di�erent failure rates). The
same holds for greedy procedures for single-location inventory control under budget
constraints (Rustenburg et al., 2000) and for multi-echelon inventory models with
lateral transshipments (e.g., Kranenburg and van Houtum, 2009).

However, when AM and traditional technologies are used concurrently it may be
necessary to develop new models or to extend older ones, for example because of the
aforementioned reliability di�erences between regular and printed parts. New models
are also required when we evaluate new business models that only become feasible
when AM technology is used, or when we wish to develop insights into cases where
AM technology can supplant or complement traditional technology. To identify such
business models, and to develop appropriate models for evaluating the value of AM
in speci�c settings, it is imperative to take into account the aforementioned bene�ts
and drawbacks of AM.

1.3. AM in supply chain management literature

This section provides a literature overview of several (working) papers on AM that
are related to the content of this thesis. For each paper we classify which AM
characteristics it takes into account, as well as the setting, which is either supply
chain management for consumer goods or service supply chains for capital goods.
Literature that is speci�cally related to the content of one speci�c chapter of this
thesis is reviewed in that chapter, except for a few papers that require mentioning in
Section 1.5 in order to position our work.

There are many papers that deal with AM and supply chain management via a number
of methodologies, but we restrict our attention to those that deploy mathematical
models, because this is also the methodology of choice for this thesis. This leaves
a relatively small number of papers (see Table 1.1), but they deal with a variety of
research questions, many of which involve the comparison of 3D printed products
with traditional manufacturing options. Table 1.1 highlights the main angle that
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Table 1.1: Related AM literature

Lead Setup Product Design
Article Setting time cost reliability freedom

Chen et al. (2017) Retail x x
Dong et al. (2016) Retail x x
Khajavi et al. (2014) Spare parts x
Kno�us et al. (2017b) Spare parts x x
Kno�us et al. (2017a) Spare parts x x x
Sirichakwal and Conner (2016) Spare parts x
Sethuraman et al. (2018) Retail x x
Song and Zhang (2018) Spare parts x x

each paper takes, which shows that all incorporate some lead time bene�t of AM
over traditional manufacturing. Papers concerning consumer retail tend to focus on
AM’s ability to facilitate large product diversity (customization) through its greatly
reduces setup costs. The design freedom that enables performance bene�ts or sub
assembly consolidation and the potential reliability di�erences between printed and
regular parts are only encountered in spare parts models. We commence by reviewing
the papers on consumer retail, which has a very di�erent dynamic from service supply
chains but which nonetheless o�ers interesting insights into AM applications.

1.3.1 AM in consumer retail supply chains

As we described in Section 1.2, AM technology enables fast production of highly
customized consumer products. This enables �rms to attain inventory bene�ts by
transitioning from make-to-stock production of generic products to make-to-order
production of customized products. The �rm then basically postpones production
until demand has been observed, in addition to being able to charge a higher price for
the customized products as these should meet consumer preferences more accurately.

Chen et al. (2017) focus on a dual-channel supply chain with a manufacturer for
whom there is online demand, and a retailer that serves the in-store demand. They
consider three di�erent settings: a traditional manufacturing facility with build-
to-order (BTO) production at the manufacturer that also supplies a build-to-stock
(BTS) inventory system at the retailer, a supply chain with AM capacity for BTO
production at the manufacturer in conjunction with traditional BTS manufacturing
capacity to supply the retailer, and a fully decentralized setting where AM is used
to print products in-store at the retailer and at the manufacturer in BTO fashion.
The authors provide insights concerning the optimal price of the in-store and online
products, and they show that using AM in a build-to-order fashion at the store can
yield postponement bene�ts in inventory management, i.e., by serving demand after
it has materialized by leveraging the speed of the 3D printer.
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Sethuraman et al. (2018) study a concept called personal fabrication. With this
strategy a �rm sells a design to customers who are allowed to adapt the design
and subsequently produce the personalized product via a local 3D printing service
such as Shapeways or UPS. The authors �nd that a monopolist does not bene�t
from the increased customer surplus that customization creates, but it does bene�t
from postponement, while a �rm that competes against a traditional manufacturer
bene�ts from both e�ects. The authors furthermore show that the success of this
manufacturing strategy depends on the price gap between traditional and printed
products. Currently, printed products are expensive and �rms may obtain larger
pro�t increases via the personal fabrication strategy if they operate in a quality-
conscious market rather than a price-conscious market. This may reverse in the
future if additive manufacturing costs decrease.

Dong et al. (2016) analyze the manufacturing strategy for a �rm that invests in
dedicated production capacity. The �rm must furthermore decide to invest in either
traditional 
exible manufacturing technology or AM capacity, assuming that the
former becomes more expensive as more product variants are allocated to it, while
AM capacity cost is independent of the number of variants it processes. This leads
to interesting questions regarding which products to produce out of an assortment
of items given capacity limitations. Among other things, the authors show that
investments in AM capacity always increase the optimal variety of products that the
�rm o�ers and against only a small reduction of the �rm’s pro�t.

Overall these results show that �rms will bene�t from postponement e�ects when
AM is introduced into a consumer retail supply chain. Consumers mostly bene�t
from having access to a wider range, or even fully customized products, which may
also bene�t the �rm through higher retail prices, depending on the setting.

1.3.2 AM in service supply chains

The papers on consumer retail products quantify postponement bene�ts from on-
demand printing, as well as the impact of product customization on pricing decisions.
The obtained results strongly depend on the ease with which customization is attained
by the �rms and subsequently valued by the customer, as well as a consumer’s
willingness to wait for customized printed product. However, the way in which
customization is achieved and evaluated, as well as an asset owner’s willingness to wait
for a part to be printed is much di�erent when we consider a service supply chain. For
example, when downtime costs are high, asset owners cannot tolerate printing times
that may amount to days if a large metal part has to be printed on-demand. As we
noted in Section 1.2, however, the short AM replenishment lead time can then still
be used to reduce required spare parts inventory levels, as Sirichakwal and Conner
(2016) numerically show by comparing the optimal base stock level under traditional
manufacturing and AM. We furthermore �nd that some papers deal with cost and
reliability di�erences between regular and printed parts, and with the e�ect that
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OEM design decisions can have on spare parts inventory control, which we identi�ed
as relevant AM topics for service supply chains in Section 1.2.

Khajavi et al. (2014) investigate a problem similar to that of Chen et al. (2017)
by determining where in a service supply chain AM capacity should be located.
The authors present scenarios for the service supply chain of the F-18 �ghter jet,
where they assume that AM capacity can either be deployed at a central location, or
decentralized at each operating base. The authors also extrapolate the development
of AM technology so that they can analyze the two AM location scenarios under
the current and future state of the technology to yield a total of four scenarios.
They subsequently determine the total operating costs of both deployment strategies,
including downtime costs, to show that centralized AM deployment is currently the
superior con�guration, but decentralized deployment may become feasible as AM
systems become cheaper and faster.

Song and Zhang (2018) introduce a multi-component, single-location dual-sourcing
spare parts inventory management model. The �rm’s key decision is which
components to stock by ordering from an overseas supplier, and which parts to print
on-demand with a local AM system that has a �xed capacity and a component-
speci�c printing speed. Components allocated to the printer form a multi-class
priority queue with deterministic service times. The authors show that allocating
speci�c components to the local printer leads to signi�cant savings and that the
printer utilization in the optimal solution is typically low. The latter makes sense
given that backorder costs for critical spare parts are high, so if the expected queue
length grows too large then it is better to stock rather than to print on-demand.

Kno�us et al. (2017a) investigate a di�erent form of dual-sourcing for the replen-
ishment of a single-component, single location spare parts inventory system under a
base-stock policy in which traditional manufacturing and AM can be used in concert.
This allows fast replenishment via AM when the inventory position is low and via
traditional manufacturing when it is high. The model also takes into account the
number of systems in the installed base that are operating on a printed part, because
these are assumed to have a higher failure rate than traditionally manufactured parts.
The authors conclude that the 
exibility of dual-sourcing typically creates savings of
more than 10% compared to the cumulative holding, backorder, and purchasing costs
of a single-sourcing policy, even when the printed spare parts are much more expensive
or much less reliable compared to their traditionally manufactured counterparts.

Implementing AM technology for spare parts sourcing does not always lead to cost
savings as shown by Kno�us et al. (2017b), in which the authors quantify the e�ect
of consolidating multiple components in an assembly. While this may lead to savings
in terms of production and/or assembly costs, it can lead to an increase of total life
cycle costs because it reduces maintenance 
exibility when the entire assembly must
be replaced in case of failure rather than only the defective component. This can
lead to cost increases that are not compensated by the production cost savings and
relatively small gains achieved by shorter replenishment lead times.



10 Chapter 1. Introduction

Overall we thus �nd positive results for AM implementation in service supply
chains, although there are also indications that not every setting is suitable for AM
implementation. More research is therefore necessary to identify when AM leads to
improved service supply chain performance.

1.4. Research objective and methodology

Despite the research e�orts described in Section 1.3 there are still many issues to
answer regarding the potential bene�ts of incorporating AM into service supply
chains. An especially relevant topic that deserves much more attention is whether
printed spare parts should be used exclusively, not at all, or in conjunction with
traditionally manufactured spare parts. The outcome of this decision greatly a�ects
supply chain design, as it leads to either a decentralized supply chain with local
AM capacity, a supply chain that relies on centralized AM capacity or centralized
conventional manufacturing, or a hybrid version that features multiple elements. The
objective of this thesis is to provide practitioners with guidance on this issue by
answering the following main research question:

When, and if so, how should additive manufacturing be incorporated into
service supply chains for capital goods?

This is no easy assessment to make and it highly depends on setting speci�cs, i.e.,
printed parts might be incredibly useful in one setting and worthless in another.
This thesis therefore provides several mathematical models, some of which are geared
more towards decision support, for example on when organizations should switch
from traditional manufacturing to AM, while others are more stylized to help assess
new business cases where AM might be successfully incorporated in service supply
chains. We come back to this when we introduce each of the models in Section
1.5. Our models are geared towards cost minimization (or pro�t maximization) and,
although AM systems are expensive technical systems in their own right, we do not
incorporate capacity allocation/investment decisions into our models. Instead, we
typically assume that printing capacity is provided by third-party printing service
providers (PSPs), rather than the �rm itself. This is a valid assumption in most cases
because of the aforementioned high cost of industrial AM systems and the developing
network of PSPs. In the only setting where the organization certainly must own
the printing system (Chapter 3), we choose to incorporate the system cost into the
unit printing prices via depreciation costs, rather than provide a return-on-investment
measure. We also do not incorporate speci�c system availability constraints, but we
do take into account that system downtime is expensive and should be prevented as
much as possible by including, for example, backorder and emergency shipment costs.
We describe the individual research settings and their respective research questions
in Section 1.5.
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1.5. Contributions of the thesis

This thesis contains four core chapters that are each dedicated to one application
through which AM can be incorporated into service supply chains. In this section
we brie
y describe these applications and how our research contributes to scienti�c
literature on AM in supply chain management. We also present the main managerial
implications related to each application.

1.5.1 Component design with traditional and additive manu-
facturing

Chapter 2, which is based on Westerweel et al. (2018a), studies a component design
problem that takes place during the system design phase of the capital goods life cycle
(Figure 1.1). We consider an OEM who can either design a traditionally manufactured
component or one that is produced with AM. Because signi�cant (re)design e�orts are
required to capture the economic value of AM’s design freedom (Vaneker, 2017) it is
likely sub optimal to make a common design for both types when performance bene�ts
can be unlocked. Our model therefore takes into account technology speci�c one-
time investment costs as well as di�erences in production lead time, unit production
cost, and reliability. We also incorporate potential performance bene�ts for AM
components, which is an important reason for �rms to consider an AM design (see
Section 1.2) that has so far not been considered in system design literature and in
AM and supply chain literature in general. The di�erences between the components
greatly in
uence the total life cycle cost of the system, which should be the basis for
the design choice by the OEM. This leads to the following research question:

Under what conditions do AM components have lower life cycle costs than
traditionally manufactured components?

Chapter 2 is related to literature on system design decisions, In this literature the
goal typically is to optimize a reliability allocation problem based on total LCC (e.g.,
�Oner et al., 2010; Sel�cuk and A�gral�, 2013; Jin and Tian, 2012), while we aim to
provide insights into the conditions under which an AM design is superior to a
traditional design. Speci�cally, this chapter proposes a decision support model for
the OEM’s component design decision by determining the reliability levels and unit
production costs of the AM component for which the total LCC of both component
types are equal. Design engineers can thus estimate early in the design phase if
such break even characteristics can be met, and thus whether exerting e�ort for an
AM design is worthwhile. For example, if engineers estimate that an AM component
will comfortably meet the required unit production costs and reliability characteristics
that our model provides given a certain investment and projected performance bene�t,
then that is a clear indication that this option should be pursued.
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By analyzing this problem we provide insights into a very direct way through which
AM can become incorporated into service supply chains, because spare parts for any
component that is designed for AM will be printed by default during the exploitation
phase. The results from this chapter indicate that lead time bene�ts by themselves
allow for only very limited de�cits of the AM component in terms of production
costs and especially in terms of reliability compared to a traditionally manufactured
component. Hence we conclude that increased design freedom, and the performance
bene�ts that this unlocks, will continue to be the primary driving force behind the
implementation of AM components from a component design perspective.

1.5.2 Printing spare parts at remote locations

Chapter 3, which is based on Westerweel et al. (2018b), is the result of cooperation
with the Royal Netherlands Army (RNLA), whose missions typically take place in
remote geographic locations. Access to spare parts at these locations is intermittent
because supplies are replenished at �xed intervals via scheduled convoys. This
problem is exacerbated by limited on-site parts storage capacity. The RNLA typically
has no solution for spare parts stock-outs other than waiting for a part to arrive with
the next replenishment. These aspects match closely with the potential solution that
AM o�ers for on-site and on-demand spare parts production, as reviewed in Section
1.2. In this chapter we therefore aim to answer the following research question:

How should on-site AM capacity at remote geographic locations be operated?

The model we propose in this chapter is a somewhat stylized model by which we
investigate how on-site AM can help the RNLA during a mission. Speci�cally, we
consider a dual-sourcing periodic-review inventory control problem with �xed order
cycles; examples of this stream of research can be found in (e.g., Chiang and Guttierez,
1998; Tagaras and Vlachos, 2001; Zhou et al., 2011). The two supply sources are the
regular mode of replenishment that delivers traditionally manufactured spare parts
according to a �xed schedule and an on-site AM system that can be used to print
spare parts in any time period. As we reviewed in Section 1.2, each AM technique
has its own advantages and disadvantages, but in a mission context the RNLA
is mostly interested in fused deposition molding of �ber-reinforced thermoplastics.
These relatively inexpensive systems can quickly produce load-bearing parts, they
require little supporting infrastructure, and they are much easier to maintain and
operate than high-end industrial metal AM systems, which makes them ideal for
operations in remote locations. Such a general-purpose printer, however, will produce
much lower quality parts compared to the regular parts that arrive via the scheduled
replenishment, which is a major di�erence compared to the dual-sourcing with �xed
order cycles papers mentioned earlier. At the same time, these �xed order cycles,
along with many other smaller di�erences, create a major distinction with Kno�us
et al. (2017a), which is the closest related paper on AM and supply chain management.
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Because of the much poorer reliability of the printed parts, we assume that they
constitute temporary solutions that are removed and disposed of at the end of each
order cycle. This also matches the intention of the RNLA as it leaves the OEM’s
business model intact. We determine the impact of the on-site general-purpose printer
on RNLA operations by modeling the replenishment and printing decisions as a
Markov decision process (MDP). For this process we prove a relatively simple optimal
policy structure, with a single threshold that determines when to print and when to
wait for regular parts via the next replenishment. We apply our model to spare parts
for three RNLA systems within the operational context of the U.N. peacekeeping
mission in Mali. The results show that on-site printing leads to large operational cost
savings through on-site inventory reductions and increased asset availability, thus
increasing the ability of the RNLA to operate in remote locations. We therefore
conclude that the RNLA should ramp up its e�orts regarding the implementation
of AM at remote locations. We also note that the logistics characteristics of RNLA
operations match well with many other remote geographic operations, for instance in
the mining and o�shore industry, which indicates that these positive results apply to
many more instances across di�erent industries.

1.5.3 On-demand 3D printing for age-based preventive main-
tenance

In Chapter 4, which is based on Westerweel et al. (2019), we investigate how on-
demand printing of spare parts can be used in a preventive maintenance setting. This
is motivated by the appearance of printing hubs that speci�cally provide third-party
on-demand printing services. UPS, for example, has already opened up more than
60 such locations that provide same-day-service across the United States. This can
be very useful if a �rm needs a spare part on short notice to restore an asset to
availability. This leads to the following research question:

How should on-demand printing of spare parts be used in conjunction with
preventive maintenance of capital goods?

While same-day-service is very appealing, we should also be aware that the majority
of spare parts cannot be supplied on such short notice, especially if they must be of
high quality. This chapter therefore proposes a stylized model in which conventional
manufacturing still forms the primary source for components and the printing hubs
function as a backup option for quick restoration of asset availability in case a regular
component fails prior to preventive maintenance. We formulate a single-system,
single component age-based preventive maintenance model in which regular parts
are ordered according to a just-in-time policy. This allows a �rm to adopt a simple
inventory control policy that avoids inventory holding costs, while using the printer
to protect against prolonged downtime in case of early regular part failures.
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We consider two policies. In the �rst policy the printed parts constitute temporary
solutions that are immediately removed and disposed of when a regular part arrives.
This is similar to the temporary solution assumption of Chapter 3, which this chapter
complements by modeling component aging e�ects that could not be incorporated into
the MDP of Chapter 3. Such a solution may be a waste of remaining useful life when
printed parts have a signi�cant life expectancy, hence the second policy also features
an age-based preventive maintenance threshold for the printed part. Considering
two component types is a signi�cant di�erence with other literature at the interface
of age-based preventive maintenance and spare parts inventory management (e.g.,
Armstrong and Atkins, 1998; Zahedi-Hosseini et al., 2017). We furthermore note that
none of the current literature on AM and spare parts inventory control considers any
type of preventive maintenance policy, making this chapter the �rst paper at the
interface of inventory control, preventive maintenance, and 3D printing.

Both policies are compared, based on long-run average cost rates that we obtain via
renewal-reward theory, to a benchmark policy with only regular parts of which one
is continuously held in stock to protect against system downtime. In a numerical
experiment we show that on-demand printing as a backup option can signi�cantly
reduce costs, although there are also settings in which it is preferable to simply keep
a regular part in stock to protect against system downtime. This shows that �rms
should carefully select the components for which to use on-demand printing as a
secondary option. We also �nd that the di�erence between both printing policies is
typically small, unless the expected lifetime of the printed parts is more than several
times the regular part order lead time. This means that a relatively simple preventive
maintenance policy, that combines regular and printed parts, can lead to signi�cant
bene�ts. It also validates our temporary replacement assumption of Chapter 3.

1.5.4 IP licensing and 3D printing of spare parts

In Chapter 5 we study a radical change to the OEM’s business model that is enabled
by the fact that AM component design �les can easily be digitally transferred from
one �rm to another. This allows the OEM to move from production and sales of
spare parts to selling component design �les via an intellectual property (IP) license
to her customers (buyers) instead. With this license and the design �le the customer
can locally print spare parts at much smaller setup costs with a much shorter order
lead time, thus creating a surplus on the buyer’s side from which the OEM can pro�t
�nancially. It also creates an opportunity for supply chains to decentralize if buyers
switch to local printing via the IP license, which raises the following research question:

How does IP licensing of spare parts designs by the OEM lead to supply chain
decentralization?

IP licensing is a very well known mechanism by which one innovator can market her
development to a manufacturer or to another innovator. For this reason IP licensing
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has been well studied in economics and in innovation and product development
literature (e.g., Kamien and Tauman, 2002; Savva and Taneri, 2015; Wang et al.,
2017). This chapter provides a di�erent perspective on IP licensing, as the service
supply chain setting requires us to take into account inventory management aspects
that have thus far not been studied in combination with IP licensing.

As mentioned before, local 3D printing can create a surplus on the side of the buyers.
In our model we consider a pro�t maximizing OEM who aims to extract that surplus
by charging �xed and/or royalty fees in exchange for the IP license and 3D design
�les, which enables local 3D printing. Buyers who do not wish to purchase the IP
license and design �les remain in the traditional sales channel, through which the
OEM continues to supply these buyers with spare parts. The OEM is thus faced with
a contract pricing decision that determines how a set of buyers is distributed over
both sales channels. We provide analytical results on the optimal IP license contract
con�guration that determines when buyers switch from the traditional channel with
centralized production to the decentralized IP license channel. The results we obtain
with this stylized model thus provide insights into ways in which AM can drive a
supply chain shift from large-scale centralized manufacturing to decentralized 3D
printing, which is one of the fundamental future promises of AM.

1.6. Thesis outline

This thesis presents four models that are each based on a speci�c concept for
implementing AM in service supply chains. Because of this common theme, we have
introduced AM technology in Section 1.2, and we have reviewed literature on AM
and supply chain management in Section 1.3. Other than the prerequisite knowledge
of these two subsections, Chapters 2 and 5 can be read individually. We recommend
reading Chapter 3 prior to reading Chapter 4 as depicted in Figure 1.2.
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Figure 1.2: Thesis outline
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Component design with traditional
and additive manufacturing

2.1. Introduction

In this chapter1 we study a component design problem that takes place during
the design phase of a capital good (see Figure 1.1). We consider an OEM who
has the option to design a component version that is produced with traditional
manufacturing technology, or one that is speci�cally developed for AM production.
This choice involves an interesting trade-o�, because developing an AM component is
typically more costly in the short term, but AM components can also create signi�cant
performance bene�ts. While the regular component is usually an adapted version
of a component installed in earlier systems, the AM component often requires new
design features, especially if there is a wish to capture potential performance bene�ts
by making use of AM’s design freedom (Vaneker, 2017). Further complicating the
shift to AM components is the fact that design rules for production engineers are still
under development and that preliminary rules are not easily generalized over di�erent
products and di�erent AM systems (Yang et al., 2017, p. 83), thus complicating the
design process. When a design has been decided upon, trial production runs are
required to test product reliability and to �ne-tune production parameter settings,
such as laser intensity or layer thickness. Such �ne-tuning must be done in great
detail, as each of the di�erent geometric properties of complex products may require
individual attention. Laser intensity, for example, may need to change repeatedly
when the laser passes over alternating sequences of solid material and cavities of
di�erent sizes. These issues illustrate why designing and testing of AM parts in
the pre-production phase is typically much more costly compared to traditional
manufacturing, for which material properties are standardized (Yang et al., 2017,

1This chapter is based on Westerweel et al. (2018a).
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p. 83) and with which design engineers are already very familiar. Note that there
are exceptions for which the development costs of an AM part may be smaller than
those for developing an traditional part, for example in cases where expensive tooling
such as casting or injection molds are required. Our model takes this into account by
including a development cost di�erence that is unrestricted in sign.

When evaluating the potential of AM, many product developers currently focus on
weighing o� the potential performance bene�ts against the required design investment.
This means that potential cost reductions in the service supply chain, which are due
to changes in reliability, production costs and production lead time, are neglected.
This does not matter for components such as GE’s new jet engine fuel injection nozzle,
which exhibits improved characteristics over the former traditional design in terms of
reliability, lead time, performance and production costs (GE Aviation, 2014).

There are many components, however, for which the characteristics of AM components
are not all favorable. In fact, a current limitation of AM technology is that there
is often uncertainty concerning the mechanical properties of such parts (Bikas et al.,
2016), which may have a large negative e�ect on the maintenance and repair costs that
are incurred over the course of an asset’s life cycle. Potential negative characteristics
may be o�set by a reduction of the average production lead time, which is expected
to be much shorter for small series of spare parts when AM is employed as opposed
to traditional manufacturing methods. This is the key assumption that we make for
our analytical model. The question remains what properties the AM component must
have in terms of reliability and production costs in order to be preferred over its regular
counterpart, and how this is in
uenced by design costs and potential performance
bene�ts, which leads to the �rst research question, introduced in Section 1.5.1:

Under what conditions do AM components have lower life cycle costs than
traditionally manufactured components?

We introduce a model that compares the total life cycle costs of the regular part with
those of the AM part, taking into account design costs, performance bene�ts and
all spare part related costs, including maintenance and downtime costs. This model
is used to evaluate the break-even component production costs and the break-even
component reliability, such that the total life cycle costs of the regular part equal
those of its AM counterpart. For these break-even characteristics we derive analytic
properties, conduct numerical experiments and we present two case studies to gain
insight into the conditions under which an AM component outperforms a regular
component, as well as the order of magnitude of lead time bene�ts.

Note that not all component types are suitable for AM, so a pre-selection of candidate
components can be made based on methods that evaluate AM suitability based on
basic component characteristics (e.g., Kno�us et al., 2016; Vaneker, 2017). We support
the decision to design a regular component or an AM version by developing a model
that considers either reliability or unit production costs as given and provides the
values of the other parameters for which one design option dominates the other in
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terms of life cycle costs. This is useful in practice if it is hard for design engineers
to �nd good estimates for these parameters. In that case, optimizing a component’s
design would be impossible as that involves taking into account the even more di�cult
to characterize relationships between the design investment, the unit production costs
and the component reliability. Each of these relationships, such as the one modeled in
Mettas (2000) between design investment and component reliability, is very di�cult
to parameterize. Doing this properly for all the relationships involved is even more
di�cult. If engineers estimate that the break-even properties provided by our model
will be comfortably met, then AM is preferable. In cases where estimated properties
are much worse than the break-even properties, it is better to opt for the traditional
production technology. If the estimated properties are similar to the break-even
properties, more research must be done to more accurately determine the eventual AM
component characteristics, or an organization may consider more qualitative reasons
to select the AM version, for example to gain experience with the technology.

Our model can also be applied to redesign decisions that are taken during the
exploitation phase. In this case, we require a negligible transition period for replacing
the old component with new versions, to avoid a period of the life cycle where two
component types are operating in the �eld simultaneously. Such fast transitions can
occur when there is a large performance bene�t to exploit in combination with ample
opportunity to upgrade to the AM part, for example in the aviation industry when
lighter AM components become available. Another application of our model during
the exploitation phase, is when the OEM must redesign a poorly designed component.
Earlier studies have shown that in such upgrade situations, it is often advantageous
to preventively replace all components directly after redesign, instead of replacing
them one-for-one at the time of failure (e.g., �Oner et al., 2015; Clavareau and Labeau,
2009).

We determine the life cycle costs that are generated by all parties in the supply chain,
from the OEM to the end user. If the AM component is preferable due to lower life
cycle costs, and there are multiple parties involved in generating the life cycle costs,
including potential bene�ts, then a method is required to determine in which way each
party bene�ts, for example via game-theoretical methods. Developing such a method,
however, is beyond the scope of this chapter. If the level of cooperation in the supply
chain is limited, our model can still be used by individual parties, who must then
recognize which parts of the life cycle costs and potential performance bene�ts apply
to their situation.

In summary, our contribution is as follows. We develop an original model for a
component design decision, based on the evaluation of the total life cycle costs of two
competing types of components, one produced with traditional technology and one
produced via additive manufacturing. We take into account design costs, performance
bene�ts and after-sales service logistics costs. With this model we generate analytic
insights into the relationship between design costs, performance bene�ts and the
minimally required AM component characteristics. We �nally conduct a numerical
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experiment and two case studies to obtain more general insights into the current
applicability of AM in a component design setting.

The remainder of this chapter is organized as follows. In Section 2.2, we survey
the literature on related system design problems and on spare parts related to AM.
Next, Section 2.3 contains the model formulation. Section 2.4 contains the analysis of
our model, and Section 2.5 contains a numerical experiment that is used to generate
managerial insight into the potential of AM for spare part supply. In Section 2.6
we present the two case studies and Section 2.7 includes some extensions in which
we add stochasticity to two of the variables in our model. Section 2.8 contains our
conclusions.

2.2. Literature review

We evaluate the design decision to opt for either a regular part or an AM part based
on its e�ect on total life cycle costs. In this section, we �rst review literature related to
such design decisions in reliability allocation problems and then in warranty problems.
We also review a case study on AM component redesign. Note that literature related
to AM and (spare parts) supply chain management is already reviewed in Section 1.3.

In the literature on reliability allocation problems, typically, the dependency is
modeled between a design decision, which is to select a certain component or a certain
reliability level, and total life cycle costs. Reliability allocation literature deals with
selecting an optimal reliability level for a particular component. In the case of spare
parts, the analysis also requires modeling an inventory system. The life cycle costs
then consist of design, production, inventory holding and repair/downtime costs. A
typical objective is to maximize system availability given a budget constraint. Or
alternatively, to minimize total life cycle costs under a system availability constraint.
�Oner et al. (2010) and Sel�cuk and A�gral� (2013) optimize a reliability allocation
decision in combination with a spare part inventory system. Both models assume
that the number of systems in the �eld is constant. A di�erent model formulation
is provided by Jin and Tian (2012), who optimize the one-time reliability allocation
decision and the periodic inventory control decisions under the assumption that the
installed base increases randomly over time.

Our work is di�erent from reliability allocation problems in terms of the approach
that we follow. Due to the practical motivation of our work, we do not optimize
over the design investment but we incorporate predetermined development costs and
a performance bene�t that one component may have over the other. We develop a
model similar to �Oner et al. (2010) and use this to �nd a break-even point where
the total life cycle costs of the regular part and its AM counterpart are equal. This
requires a di�erent solution approach than traditional cost function minimization.
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Another literature stream that deals with evaluation/optimization of total life cycle
costs through design decisions, are warranty models. These often have a separate
design decision related to the warranty type or warranty period length, which
impacts total life cycle costs. Several examples of warranty models that also deal
with reliability allocation, and that are, therefore, the most related to our work
within the warranty literature stream, are Huang et al. (2007), Wang et al. (2010),
Chattopadhyay and Rahman (2008) and Hussain and Murthy (2003). In the warranty
literature, however, it is common not to take into account spare part holding costs and
system downtime, which is essential for our evaluation, since AM has the potential to
signi�cantly reduce these cost components.

In terms of the insights that we provide, our approach is related to that of Atzeni
and Salmi (2012), who compare the production costs for a traditional, high-pressure
die-cast landing gear structure, to the production costs for a redesigned version that is
produced via AM. With their detailed production cost model, they establish the break-
even point in terms of volume produced, beyond which the traditionally produced part
is cheaper. Their analysis, however, does not take into account design costs, or costs
accumulated during the exploitation phase related to inventory holding, downtime
and repair. We also provide analytic properties of the break-even point, which Atzeni
and Salmi (2012) do not provide.

Like �Oner et al. (2010) and Sel�cuk and A�gral� (2013), we assume that the installed
base size remains constant over the product life cycle, so that we can focus on the
e�ect of the AM lead time reduction during this time period. We do not consider end-
of-life decisions for spare parts inventory management, which would involve demand
forecasting for a decreasing installed base, like, e.g., Kim et al. (2017) and Hong et al.
(2008) do, as well as �nal-order decisions, like those that Teunter and Fortuin (1999)
make. Applying AM to such challenges is certainly interesting for future studies.

2.3. Model

In this section we introduce our modeling assumptions and de�ne cost expressions
related to the development, production and exploitation of regular and AM parts. A
complete overview of all model variables and all model input parameters can be found
in Table 2.1 and Table 2.2, respectively.

An OEM designs a critical component for one of its next generation capital goods,
to which we refer as the system. The OEM estimates that she will sell N units of
the system and the time until the systems are phased out is T months. We assume
that the N systems are sold at time t = 0, at which point also the design costs
and the production costs are incurred. We follow the approach of �Oner et al. (2010)
and Sel�cuk and A�gral� (2013) by assuming that the size of the installed base remains
constant during the exploitation phase. This is a reasonable assumption given that
the ramp-up phase of the installed base is typically short compared to the total time
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that the systems are in use.

For the system, the OEM can design a component that is produced via traditional
production technology, or he can design a component that is produced via AM. We
call these components the regular part and the AM part, respectively. Variables for
which the AM and regular characteristics can di�er, receive a superscript R or A to
denote characteristics of a regular part and an AM part, respectively. Superscript x
is used to denote a general characteristic that holds for both a regular and an AM
component.

We assume that the characteristics of the regular component are known early in the
design phase. This can realistically be expected, since such components are often
upgraded from designs that were incorporated in previous system versions. The
regular component would also be manufactured with a technology that is more mature,
so that accurate estimations of its characteristics can be given.

Designing either a regular part or an AM part requires an investment in terms of
design and testing costs. The investment costs for regular and AM components is
denoted by IR and IA, respectively. We denote the expected di�erence between these
two investment costs by I:

I = IA � IR:

We generally expect the investment costs for the AM part to exceed the investment
costs for the regular part, due to unfamiliarity with AM technology and the design
principles involved. However, I can be negative when large investment costs are
associated with using traditional production technology. For instance in the case of
expensive tooling, such as casting molds, that is not required when producing with
AM.

From the investment costs, we subtract a potential performance bene�t, B(�), to
take into account potentially bene�cial e�ects of using an AM part. One example of
such bene�ts is in aviation, where AM components with a honeycombed interior can
greatly reduce weight compared to regular components. This decreases the plane’s
fuel consumption, which leads to considerable savings. Such e�ciency improvements
result in a performance bene�t over the product lifetime that is typically linear in the
number of systems that bene�t and their usage period:

B(�) = bpNT;

with bp being de�ned as the value of the performance bene�t per AM part per unit
time. While bp is typically positive, we do not require this in our analysis. Throughout
this chapter, for functions like B(�), we only explicitly write down arguments when
they are required to denote dependencies, and we stick to the use of (�) otherwise.
For instance, B(N) denotes the performance bene�ts for an installed base of size N .

We de�ne the net value of the investment costs and performance bene�ts as K(�) =
I � B(�). For the same reasons that I can be negative, it is possible for K to be
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negative. Additionally, a negative value of K(�) can occur when the total performance
bene�ts exceed the net di�erence between investment costs for the AM part and the
regular part. Note that not all bene�ts may be expressed as a function of time, for
example in the case of expected competitive advantages. In such cases it may be
possible to assess the expected bene�t and include it in the value for K(�).

Besides the investment costs and performance bene�ts, there are also costs related to
the production and maintenance of the systems. These costs depend on the respective
parameters of the part that is installed. The production costs depend directly on the
component production costs, cxp � 0 , which can di�er for the regular part and the
AM part. This leads to the following expression for the unit production costs:

P x(�) = cxpN:

In reliability allocation models it is common to make unit production costs dependent
on the product’s reliability (e.g., Mettas, 2000) and the associated design investment.
As mentioned in the introduction, this relationship is very di�cult to characterize in
practice. For this reason, we do not model this dependency, but focus on providing
decision makers with the break-even characteristics of an AM component for a given
value of the design investments and expected performance bene�ts.

The production lead times Lx are independent and identically distributed, with a
constant mean over time, with LA < LR. The systems are supplied with spare parts
from a single stock point that follows a continuous review (Sx � 1; Sx) base stock
policy. Inventory holding costs are incurred at a rate of h e/e/unit time, also for
parts that are on order. Hence, the inventory holding costs are:

Hx(�) = hcxpTS
x:

When a part fails it is replaced by a spare part from inventory, if one is available.
In that case, a new part is ordered immediately. Otherwise, an emergency shipment
is conducted and the demand is lost to the stock point. In the former case, repair
and downtime costs cd are incurred, which includes the costs for order handling and
failure diagnostics. In the latter case, emergency system repair and downtime costs
cxe are incurred, with cxe > cd. We assume that the downtime costs cd are equal
for regular and AM parts, which is generally the case in practice because the time
and the resources required for failure diagnosis and repair are equal for both parts.
Further, we assume that cAe � cRe because expediting a printed part at a local supplier
is most likely faster and less expensive than expediting a regular part from a central
warehouse.

We assume that the mean lifetime of components is generally distributed and that
the number of systems that is served from the single stock point is su�ciently large.
Hence, we may assume that the total demand process for spare parts follows a
Poisson process with rate N=�x (see Van Houtum and Kranenburg, 2015, p.14). Our
assumptions imply that the on-hand stock process is identical to the process of the



24 Chapter 2. Component design with traditional manufacturing and AM

number of free servers of an M=G=c=c queue with c = Sx parallel servers, arrival
rate N=�x and service time Lx, i.e., an Erlang loss system. The emergency shipment
probability, i.e., the probability of being out of stock, is identical to the Erlang loss
probability, gx(�), for a system with Sx servers and a system load ax = NLx=�x:

gx(�) =
(ax)Sx

Sx!PSx

i=0
(ax)i

i!

:

The Erlang loss rate is used to calculate downtime and repair costs, which also consist
of component production costs that are linear in the number of failures due to the fact
that the inventory system follows a base-stock policy with one-for-one replenishment:

Dx(�) =
�
1� gx(�)

�NT (cd + cxp)
�x

+ gx(�)
NT (cxe + cxp)

�x

= gx(�)
NT (cxe � cd)

�x
+
NT (cd + cxp)

�x
:

We now provide the cost function, Cx(�), for the sum of the production costs, inventory
holding costs and downtime and repair costs. Note that Cx(�) does not represent
the total life cycle costs, as it does not include the investment costs and potential
performance bene�ts that AM can bring during the exploitation phase. It holds that:

Cx(�) = P x(�) +Hx(�) +Dx(�):

Disposal costs are excluded from the analysis, as these are expected to be much
smaller compared to the other cost factors for high-tech systems (e.g., �Oner et al.,
2007). To �nd the optimal base-stock level that minimizes total life cycle costs, we
can limit ourselves to minimizing Cx(�), since K(�) is independent of the base stock
level Sx. Hence, we solve the optimization problem (P x):

(P x) min
Sx2N0

Cx(Sx)

There is no closed-form solution for the optimal base-stock level Sx�(�). However,
only the holding and downtime costs depend on Sx. The holding costs, Hx(�), linearly
depend on Sx, and the Erlang loss function is convex in Sx for a �xed �x (see �Oner
et al., 2010), implying that the downtime cost, Dx(�), is convex in Sx. Therefore, the
cost function Cx(Sx) is convex in Sx and we can easily �nd the optimum base stock
level Sx�(�) via a numerical search procedure. We de�ne the optimized cost function:

Ĉx(�) = Cx
�
Sx�(�)

�
: (2.1)

While one could simplify our model by incorporating K(�) into the unit production
costs, we choose not to do so and explain the reasons behind this choice in the next
section.
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Table 2.1: Model variables

B(�) Total performance bene�ts from using AM parts
Ĉx(�) Total costs for production, inventory holding and downtime/repair
Dx(�) Total downtime and repair costs
gx(�) Erlang loss probability for an inventory system
Hx(�) Total inventory holding costs
I Net di�erence in investment costs between AM and regular part

K(�) Net di�erence in investment costs and performance bene�ts
P x(�) Initial part production costs

Table 2.2: Model input parameters

ax Load on the inventory system
bp Performance bene�t per AM component per unit time
cd Downtime and repair costs per failure when a part is available
cxe Emergency downtime and repair costs of a out-of-stock situation
cxp Component production costs
h Holding cost rate in Euro per Euro per month
Ix Investment costs related to developing a part
Lx Mean component production lead time in months
N Installed base size
T Time horizon length in months
�x Component mean time between failure in months

2.4. Analysis

To identify when AM is preferable over traditional production, we require the break-
even point where the life cycle costs for both components are equal. Such break-even
values can be used by decision makers to determine whether or not to opt for AM. In
Section 2.3 we introduced K(�) as a measure that includes performance bene�ts and
the di�erence in development costs for AM and regular parts. These costs and bene�ts
play a major role in the design decision. We therefore evaluate how K(�) in
uences
break-even characteristics in terms of component reliability in Section 2.4.1, and in
terms of component production costs in Section 2.4.2.

Another reason for exogenizing K(�) in this manner, is that K(�) can be quite
accurately estimated early in the design stage, for example by assigning engineering
hours to a design project. Estimating attainable performance bene�ts can be done in
cooperation with an AM service provider who is knowledgeable on the design freedom
that AM o�ers. The remainder of the life cycle costs, especially those related to the
reliability of AM parts and their production costs, are much more di�cult to estimate.
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Our model therefore provides decision makers with the minimally required production
costs and reliability of an AM part for a given value of K(�). Before we proceed, we
provide several properties of the optimal cost function Ĉx(�) in Lemma 2.1.

Lemma 2.1 The optimal cost function Ĉx(�) has the following properties:

(i) Ĉx(�x) is strictly decreasing in �x.

(ii) Ĉx(N) is strictly increasing in N .

(iii) Ĉx(cxp) is strictly increasing in cxp.

The proof of Lemma 2.1 and all further proofs can be found in the appendix.

2.4.1 Break-even reliability levels under equal production
costs

In this section, we investigate the behavior of the break-even reliability characteristics
of AM components in relation to several key parameters, most notably the value of
K(�). For this part of the analysis, we evaluate the scenario where the component
production costs are equal for regular and AM parts, i.e. cRp = cAp = cp. In practice,
this may occur, for example, when many production or assembly steps are required to
produce a part. In that case, more expensive hours of the printer are o�set by AM’s
ability to achieve complex geometry without additional setups and assembly steps.
We formally introduce the break-even reliability, �A�(�), in De�nition 2.1.

De�nition 2.1 The break-even reliability of an AM component is �A�(�) such that
ĈR(�R) = ĈA(�A�(�)) +K(�).

Because ĈR(�R) is independent of K(�) (see Section 2.3), the value of K(�) determines
�A
�
(�) through De�nition 2.1. Lemma 2.2 shows that �A�(K(�)) exists only upto a

certain value of K(�) and that if it exists, it is unique for that value of K(�).

Lemma 2.2 �A� (K(�)) has the following properties:

(i) �A
�
(K(�)) does not exists if K(�) � Klim = hcpTSR

�
(�) + gR(�)NT (cR

e �cd)
�R + NTcd

�R .

(ii) For K(�) 2 (�1;Klim), �A
�
(K(�)) is uniquely de�ned.

The intuition behind Klim is as follows: The regular component costs related to
inventory holding, downtime and repair are �nite, thus limiting the maximum savings
that an AM component can achieve. Therefore, onceK(�) exceeds the regular system’s
inventory holding, downtime and repair costs, i.e., K(�) � Klim, these investment
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costs cannot be compensated anymore, i.e., �A�(K(�)) does not exist. This means
that Klim can be used as an early go or no-go decision during the design process,
as AM cannot be preferable when IA is such that K(�) exceeds Klim. For K(�) <
Klim, Lemma 2.2(ii) states that �A�(K(�)) is unique for a given value of K(�). Its
implication, in combination with Lemma 2.1(i), is that if the OEM can design an AM
component at cost K(�), that is expected to attain �A > �A�(K(�)), that AM part is
preferable over the regular part.

Unfortunately, there is no closed-form solution to �A�(�), mainly because it is
integrated into the Erlang loss probability. Therefore, we can only evaluate it
numerically up to an arbitrary accuracy, ", de�ned as:

" =

�����
ĈR(�)� ĈA(�)�K(�)

ĈR(�)

�����
= 0:000001: (2.2)

We use binary search to determine �A
�
(�), knowing that ĈA(�A) is decreasing in �A

(Lemma 2.1(i)). Doing so for a range of values for K(�) yields a curve such as the
one shown in Figure 2.1, which we use to illustrate our results. The values used to
generate Figure 2.1 can be found in Table 2.3. Note that K(�), which is shown on
the bottom axis of Figure, 2.1 is a lump-sum, i.e., it can represent any combination
of IR, IA and B(�).

Table 2.3: Numerical example parameters (time units in months)

h cxp cd cxe LA LR �R N T
0.02 40 200 800 0.5 3 10 100 180
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Figure 2.1: Break-even reliability as a function of K(�) for the numerical example of
Table 2.3
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We refer to the area above the break-even curve in Figure 2.1 as the AM region and
to the area below the curve as the regular region. We see that �A

�
(�) is increasing

in K(�) and that �A
�
(�) goes to in�nity when K(�) approaches Klim, beyond which

no break-even values exist. This illustrates the practical use of visualizing the entire
break-even curve by exogenizing K(�), since the entire curve, including the asymptotic
behavior around Klim is required to assess how decisively a part is located in the AM
region. We also see that the intersection point of the break-even reliability curve with
the regular reliability occurs at a positive value of K(�). We show in Theorem 2.1 that
these are structural properties of �A�(�) as a function of K(�), and that they provide
us with general insights into the required reliability of an AM component.

Theorem 2.1 �A� (K(�)) has the following properties:

(i) �A
�
(K(�)) is strictly increasing in K(�) for K(�) 2 (�1;Klim).

(ii) limK(�)"Klim �A
��
K(�)

�
=1.

(iii) If K(�) � 0 then �A
��
K(�)

�
< �R.

The implication of Theorem 2.1 part (i) is that a higher design investment requires a
higher AM part reliability in order to break even. Theorem 2.1 part (ii) implies that
the required increase in reliability grows to in�nity as K(�) approaches Klim. When
an AM component creates large performance bene�ts, K(�) can become negative.
Theorem 2.1 part (iii) describes that when di�erences in investment costs between
the regular and AM part are at least canceled out by the bene�ts (i.e., K(�) =
IA � IR � bpNT � 0), the break-even reliability is strictly below the reliability of
the regular component. This also implies that when bene�ts are expected to equal
the di�erence in required investment, i.e. K(�) = 0, any AM part with reliability
at least equal to that of the regular part is preferred over the regular part. This is
especially useful for future applications of AM, since it is expected that investment
costs for AM components will decrease as engineers become more familiar with its
design principles and trial production costs decrease due to a better understanding of
AM process parameters. This implies that in many future cases, IA will be similar
to IR. This is explored further in the numerical experiment in Section 2.5.

So far, we have considered the behavior of �A
�
(�) as a function of K(�). Other

interesting behavior of �A
�
(�) relates to the size of the installed base and the length

of the remaining time horizon. We would expect that an increase in the installed base
size, or a longer remaining time horizon, has a positive e�ect on the size of the AM
region, as it allows us to spread the investment costs over more parts or a longer time
period. While this does seem to be the case when K(�) is large, we �nd that when
performance bene�ts outweigh investment costs (i.e., K(�) < 0), an increase in the
remaining time horizon actually leads to a higher required reliability, thus decreasing
the AM region. Figure 2.2, for which we use the parameters of Table 2.3, provides an
example of this behavior, where on the right side of the graph, the break-even curve
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Figure 2.2: Sensitivity of Break-even reliability to T

goes down when T increases from 60 months to 240 months, while on the left side,
the break-even curve goes up although it will never exceed �R for negative K(�) by
Theorem 2.1 part (iii).

Since there is no closed-form solution to �A
�
(�), we cannot explicitly evaluate its

sensitivity to N or T in general. Therefore, we focus on two special cases that we can
evaluate. These points are K1(�) and K2(�) and they are depicted in Figure 2.3, for
which we use the parameters of Table 2.3, except that we used LA = 1:5 months as
will be clari�ed later in this section.
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Figure 2.3: Example indication of the position of K1(�) and K2(�)

We �rst analyze the behavior of K1(�) and after that proceed with properties on the
behavior of K2(�).

De�nition 2.2 K1(�) is the value of K(�) such that �A�(K1(�)) = �R.
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K1(�) is de�ned by the intersection point of �A
�

with �R. This intersection point
of the break-even reliability curve with the regular part’s reliability is of particular
practical signi�cance, since it gives us insight into the amount by which the AM part’s
development costs, minus its performance bene�ts, may exceed those of the regular
part, before we require it to be technologically superior in terms of reliability. We
formalize several properties of K1(�) in Theorem 2.2.

Theorem 2.2 K1(�) has the following properties:

(i) K1(�) > 0.

(ii) K1(T ) is increasing in T .

(iii) �A
�
(K1(T );T + ") � �A

�
(K1(T );T ), with " > 0.

The implication of Theorem 2.2 part (ii) and Theorem 2.2 part (iii) is that when
the remaining time horizon increases, the break-even curve shifts below and to the
right, increasing the AM region. This means that the OEM can then spend more on
developing an AM component and that the AM part requires a lower reliability in
order to break even with the regular part as T increases. Since K1(�) is always positive,
these �ndings imply that switching to AM components becomes more attractive for
longer remaining time horizons, when there are no, or relatively small, performance
bene�ts involved.

Remark: In our numerical experiment (Section 2.5), we see that for installed base
sizes that are normally encountered in practice, an increase in N has the same
implications as an increase in T . Counter examples to this behavior exist, however,
for very small values of N . For example, using the parameters from Table 2.3, but
setting LA = 2:9, increasing N from 3 units to 4 units results in a decrease of K1(�)
from 8.45 to 8.14 Euro. In our numerical experiment (see Section 2.5), we examine
the behavior of K1(N) in more detail for more realistic values of N .

Theorem 2.2 describes a positive in
uence of an increase in T on the AM region, i.e.,
a decrease in break-even reliability as T increases. We have also observed earlier, that
there are cases where an increase in T has the opposite e�ect, see Figure 2.2, where
on the left side the break-even reliability increases as T increases. We next examine
this behavior in more detail. To do this, we �rst de�ne a speci�c value K2(�) for which
we prove that an increase in T corresponds to an increase in required reliability.

De�nition 2.3 K2(�) is the value of K(�) such that NLA

�A�(K2(�)) = NLR

�R .

Recall that �A�(�) is decreasing as K(�) decreases (Theorem 2.1 part (i)). When we
decrease K(�) far enough, we encounter a value �A�(K2(�)) where the break even
reliability exactly o�-sets the reduced production lead time: At this point, it holds
that the load on the Erlang loss inventory system is equal for the regular and AM
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part, i.e., aR = aA. In the example of Figure 2.3 we used LR = 2LA, in which case
we know that aR = aA holds when �A�(K(�)) = �R=2 = 5 months. This allows us to
formalize the behavior of �A�(K2(�)) as a function of T :

Theorem 2.3 For �A�(K2(�)) it holds that �A
�
(K2(T );T ) < �A

�
(K2(T );T + ") <

�R, when cAe = cRe .

We set cAe = cRe so that we know that the base stock levels for the regular and AM
part are equal when aR = aA. Although we only prove Theorem 2.3 for a speci�c
point K2(�), and for cRe = cAe , experiments indicate that an increase in T typically
results in greater �A�(�) when K(�) � 0 and when cRe � cAe . This implies that when
AM performance bene�ts are expected to outweigh the required investment, we must
also meet a larger reliability to break even as T increases, although �A�(K(�) � 0)
will never exceed �R (see Theorem 2.1 part (iii)).

Remark: Numerical experiments indicate that for practical examples, an increase in
N has the same implications for �A�(K2(�)) as an increase in T . However, counter
examples to this behavior exist. For example, using the parameters from Table 2.3,
but setting LR = 1, LA = 0:9, cd = 1 and h = 0:5, increasing N from 1 unit to 2
units results in a decrease of �A�(K2(�)) from 9 months to 8.95 months.

2.4.2 Break-even component costs under equal reliability

In this section, we investigate the behavior of the break-even component production
costs. We consider a scenario where the reliability of an AM component is equal to
that of the regular component, i.e. �R = �A = � . This is a scenario that can often
occur in practice, especially for components that are less technically challenging to
print, or that are not subjected to direct mechanical loads. We formally introduce
the break-even component production cost, cA�p (�), in De�nition 2.4. In Theorem 2.4,
we next show that cA�p (�) exists only upto a certain value of K(�), and that if it exists,
it is unique for that value of K(�).

De�nition 2.4 The break-even condition for the AM component’s production costs
is de�ned as cA�p (�) such that ĈR(cRp ) = ĈA

�
cA�p (�)

�
+K(�).

Theorem 2.4 cA�p
�
K(�)

�
has the following properties:

(i) cA�p
�
K(�)

�
does not exist if K(�) > ĈR(cRp ).

(ii) For K(�) 2
�
�1; ĈR(cRp )

�
, cA�p

�
K(�)

�
is uniquely de�ned.

(i) cA�p
�
K(�)

�
is strictly decreasing in K(�).
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We are able to separate cA�p (�) from the break-even equation of De�nition 2.4 by
reordering:

cA�p (�) =
cRp
�
N + hTSR�(�) + NTcd)

�

�
+ gR(�)NT (cR

e �cd)
� � gA(�)NT (cA

e �cd)
� �K(�)

N + hTSA�(�) + NTcd
�

:

(2.3)

Unfortunately, we can only evaluate cA
�

p (�) numerically, since SA�(�) depends on
cA�p (�). There is also no closed-form expression for the optimal base stock level
Sx�(�). We can still, however, obtain some insight into the behavior of the break-
even component costs. Similar to the previous section, we manipulate K(�) to obtain
insight into how cA�p (�) behaves under the in
uence of required design investments
and expected performance bene�ts. Figure 2.4 shows an example of typical behavior
of cA�p

�
K(�)

�
. The parameters used are in Table 2.3.

Because Ĉx(cxp) is increasing in cxp (see Lemma 2.1), we require cAp to be below the
break-even point in order for AM to be preferable. From Figure 2.4 we observe that
cA�p (�) is decreasing in K(�) and that at some point, see Theorem 2.4 part (i), the
break-even production costs cease to exist, which is due to our requirement that
cxp � 0. The value of K(�) where cA�p (�) ceases to exist can be found via Eq. (2.3):

cA�p = 0) cRp
�
N + hTSR�(�)

�
+ gR(�)

�
NT (cRe � cd)

�

�
= K(�):

That the break-even production costs cease to exist at ĈR(cRp ) is due the fact that
AM can save no more than the life cycle costs of the regular component related
to production, inventory holding and emergency shipments. This occurs when AM
production costs are zero. Hence, if K(�) increases beyond ĈR(cRp ), no break-even
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Figure 2.4: Break-even production costs as a function of K(�)
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values can be found. This bound on K(�) can be used as an early go or no-go
for the evaluation of AM as a production option, because the value of K(�) can be
estimated early in the design process. We also see that when K(�) = 0, the break-even
production costs of the AM component are greater than the production costs of the
regular part. These observations are similar to the properties of �A�

�
K(�)

�
.

Finally, we note that the intersection point of cA�p (�) with CRp occurs at the exact same
value of K(�) as K1(�) from Section 2.4.1, since we have assumed equal reliability and
because the component production costs are also equal at this intersection point.
Hence, both models are equivalent at K(�) = K1(�), and the insights from Theorem 2
also hold for the intersection point where cA�p (�) = cRp .

2.5. Numerical experiment

To generate insight into the applicability of AM in practice we conduct a numerical
experiment on a range of input parameters. Our goal is to provide managerial
insights into situations where AM is most suitable to replace traditional technology,
and to provide insights into AM characteristics that require the most attention for
the technology to become more widely applicable. We report the following outcome
variables:

(i) K1(�)=cp: AM is not a mature manufacturing technology yet, and high investment
costs are often required for its application. Investigating K1(�)=cp gives insight
into how much higher IA may be relative to IR in the absence of large
performance bene�ts. A high ratio of K1(�)=cp indicates that a signi�cant
investment can be made towards the development of an AM component, if
that component’s reliability is comparable to that of its regular counterpart.

(ii) �A�(K(�) = 0)=�R: As AM matures, design engineers will gain experience with
its application and the AM development costs will decrease. Ultimately, we
expect that the AM and regular investment costs to be balanced, i.e., IR � IA,
which makes the investigation of �A�(K(�) = 0)=�R relevant. Lemma 2.2 states
that this ratio is strictly less than one. The closer this ratio is to one, the closer
the reliability of the AM component must be to that of its regular counterpart
in the absence of performance bene�ts.

(iii) cA�p
�
K(�) = 0

�
=cRp : This outcome variable shows the allowed extra production

costs for an AM component when the regular and AM design e�ort is balanced.

To investigate the behavior of the output variables mentioned above, we set up a full
factorial experiment over the parameter values de�ned in Table 2.4. Each parameter
has three possible values, the middle values being commonly encountered in practice.
The other values may apply in speci�c cases. For instance, an installed base size of
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25 units can apply to radar installations for a speci�c class of naval vessels. For all
three outcome variables, we set cRe = cAe = ce. For the �rst and the second outcome
variable, we set cRp = cAp = cp in order to determine �A�(�). For the third outcome
variable we set �A = �R = � and cRp = cp in order to determine cA�p (�).

The remaining parameters are set at the following levels: h = 0:02e/e/month and
LR = 3 months. All variations provide a total of 2187 combinations. Table 2.5
contains the most interesting results from the experiment. The remaining results can
be found in Appendix 2.A.1.

From Table 2.5 we identify interesting behavior for the application of AM in the near
to mid-term future, as described by the ratio K1(�)=cp. Firstly, cd=cp has almost no
e�ect on the value of K1(�)=cp, indicating that small or large downtime costs relative
to the component production costs has little e�ect on the application of AM. K1(�)=cp
is much more sensitive to an increase in �R or LA. For �R, this is due to the fact that
a reliable component implies a low base-stock level and few emergency shipments,
thus limiting the costs that can be saved due to the short AM lead time. An increase
in LA similarly decreases the ratio of K1(�)=cp, as this limits the cost savings in
the after-sales service supply chain, which then diminishes the allowable AM design
investment. Finally, an increase in N allows for a greater AM design investment, as
this is spread out over a larger installed base. However, we also observe that the
reliability of the AM component has to also increase when N increases. This is due

Table 2.4: Parameter values for the numerical experiment (time units in months)

cp N T LA cd=cp ce=cd �R
250,1000,4000 25,100,400 60,120,240 0.25,0.5,1 2,4,8 4,8,16 12,24,48

Table 2.5: Results from the numerical experiment

K1(�)=cp �A�(K(�) = 0)=�R cA�p
�
K(�) = 0

�
=cRp

Parameter Value Average Min Max Average Min Max Average Min Max

cd=cp
2 107 5 676 0.943 0.872 0.973 1.101 1.063 1.162

4 109 5 685 0.969 0.928 0.986 1.103 1.064 1.171

8 111 6 693 0.984 0.961 0.993 1.106 1.065 1.176

�R
12 176 15 693 0.970 0.909 0.993 1.104 1.078 1.176

24 97 9 379 0.966 0.894 0.992 1.103 1.072 1.168

48 54 5 213 0.961 0.872 0.992 1.102 1.063 1.171

LA
0.25 128 8 693 0.959 0.872 0.989 1.117 1.081 1.176

0.5 113 7 616 0.965 0.896 0.991 1.105 1.074 1.167

1 87 5 480 0.973 0.924 0.992 1.109 1.063 1.145

N
25 24 5 72 0.956 0.872 0.989 1.127 1.086 1.176

100 71 15 213 0.967 0.910 0.991 1.099 1.072 1.132

400 232 49 693 0.973 0.930 0.992 1.084 1.063 1.111
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to the fact that failure and downtime costs become much too large if an unreliable
AM part is installed in a large number of systems.

We observe that AM is currently most suitable for components with a sizable, but
not too large, installed base and long system lifetime. This �ts well with the capital
goods setting and matches with the �ndings described in Theorem 2.2. We observe
that the additional costs for developing an AM component, compared to the costs
for developing the regular component, may often be several hundred times larger
than the component production costs. However, we also �nd that the reliability of
the regular component that is considered should not be too large, as this diminishes
the potential cost savings in terms of after-sales service logistics costs. If inventory
holding costs and emergency shipment costs cannot be su�ciently decreased, then
the AM investment costs quickly become a deterrent to apply AM.

In the long term, we expect K1(�) to be closer to zero in the absence of performance
bene�ts, as investment costs for AM decrease. Investigating K1(�) = 0, we observe
several e�ects on the required reliability that an AM component must have. We �nd
that when component production costs are small compared to costs related to asset
downtime, i.e., the ratio of cd=cp is high, then the AM component must be almost as
reliable as the regular component. This e�ect is due to the downtime costs becoming a
more in
uential component of the total life cycle costs, so that any increase in failure
rate also has a high impact. We also see that changes in �R, LA or N have a small
e�ect on the break-even reliability at K(�) = 0.

Furthermore, even in the most extreme cases, the AM component may only be 13%
less reliable than the regular component. This indicates that the reliability that
an AM part can achieve is crucial for its application. In a capital goods setting,
the costs related to machine downtime are simply too big to allow for substantial
reductions in reliability, even with the logistic bene�ts that AM o�ers. This also
implies that even in the absence of performance bene�ts, it is very bene�cial to
apply AM if there is an opportunity to use AM to increase a component’s reliability.
For example by integrating multiple components into one part, and thus removing
potential failure modes. In such cases, a small increase in reliability compared to the
regular component can have a large e�ect on total life cycle costs.

Similar e�ects are observed for the required production costs of AM components.
Table 2.5 shows that, on average, AM parts are allowed to be 11% more expensive
than regular parts when development costs are balanced and no performance bene�ts
are involved. Even in the best case scenario, an AM part is only allowed to be
18% more expensive than its regular counterpart. This implies that the required
production costs, like the required reliability levels, are likely to limit the application
of AM parts in the near future.
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2.6. Case studies

We perform two case studies to illustrate the practical applicability of our model, as
well as the current performance of AM compared with traditional technology.

2.6.1 Case study 1

The �rst case study is performed at a company that manufactures access equipment
and its spare parts. The evaluated component is a stainless steel hydraulic valve
block that is used to control the bucket movement of a 60m boom lift (see Figure
2.5). This component must be able to withstand large hydraulic pressure, but the
amount of pressure is also predictable and the AM component is expected to cope
with this type of load as well as the regular version does, i.e., the reliability of the AM
version is expected to be equal to that of the regular version. Therefore, we focus on
determining the required production costs for the AM component, using the method
described in Section 2.4.2. The data for the analysis is shown in Table 2.6. Downtime
costs cd is estimated based on one day of downtime for a large rental company at a
cost of e475 in lost revenue per failure. Emergency downtime and shipment costs
cxe = 4cd. This ratio of cxe=cd is fairly low, but reasonable for such types of equipment,
which are typically not crucial to entire business processes. The AM lead time of two
weeks is typical for the service that third party AM service providers guarantee. The
other parameters come from company records, with all data provided in Euros and
months.

The data in Table 2.6 is used to generate the break-even curve that is shown in
Figure 2.6. To estimate whether or not this component is suitable for AM we must
also determine its position on the graph. To do this, we require estimates for the
values of cAp and K(�). The AM production costs are largely determined by the

Figure 2.5: The regular valve block and boom lift of case study 1
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component weight. The regular part weighs 8kg and to serve as an indication of the
weight of the AM component, we refer to a similar valve block that has previously
been designed for AM in a cooperation between Layerwise, an AM service provider,
and the VTT research center of Finland. Using a topologically optimized AM design
resulted in a 76% weight reduction over the regular version. A similar weight reduction
for our component would result in a weight of 1.92kg. The density of stainless
steel 316 is 7860kg/cm3, which results in a component volume of 244cm3. The AM
cost of stainless steel is estimated to be e3.14 per cm3 (see Roland Berger Strategy
Consultants (2013a)), bringing our estimate of cAp to e767.

To estimate K(�), we require an estimate of the di�erence between the regular and
AM design costs. The regular part is a typical valve block that will be easy to design,
while the design engineers can use of-the-shelf software to optimize the topology
of the AM part. We estimate that the di�erence between these design costs is
negligible. However, the AM part requires extensive testing to �ne-tune production
parameters. Typically, at least ten trial production runs are required to �nd the
correct combination of production parameters and subsequent testing of the products
is required. Based on the estimate for cAp , which largely determines the costs of a trial
production run, we estimate that I = e10;000 is realistic.

The company indicates that weight reduction of the bucket construction creates some
performance bene�t, as it creates a competitive advantage due to increased weight
carrying capacity. The exact value of this advantage, however, is di�cult to determine.
Therefore, we ignore this and assume that K(�) = I. Note that these are rough
estimates for cAp and K(�), which is common business practice when evaluating new
products or components early in the development process. We will see that these
rough estimates, in combination with the model’s break-even curves are su�cient to
draw conclusions about this case.

Figure 2.6 clearly shows that the estimation for cAp is much higher than the break-even
production costs, indicating that traditional technology is preferred in this case. One
reason for this is that the component’s reliability relative to the system lifetime is
large, which limits the impact of lead time reduction (Section 2.5). We also observe
that much of the potential bene�t of AM in terms of after-sales costs has been attained,
as a further reduction of the AM lead time from two weeks to one week has little e�ect.
Further improvement must come from an increase in reliability, which is unlikely for
this component type, or a decrease in AM production costs. In this case, cAp must
decrease by approximately 40% for the AM part to become preferable, which may well
occur as AM technology continues to develop. The clear di�erence also illustrates why

Table 2.6: Data for case study 1 (time units in months)

cp cd cAe = cRe h LA LR N �A = �R T
416,91 475 1900 0.015 0.5 4.78 400 120 360
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Figure 2.6: Outcome of case study 1

rough estimates for cAp and K(�) will often be su�cient to draw conclusions from our
model output.

2.6.2 Case study 2

The second case we examine is one from the aviation industry. Figure 2.7 shows an
aileron bracket used to control the roll of an aircraft, in this case a business jet. Each
jet has two of these parts, situated at the end of each wing. The characteristics for
the regular part come from company records and are shown in Table 2.7.

The engineering department of the company performed a redesign of the regular
bracket. The resulting AM part is made of titanium, instead of aluminium.
Titanium is approximately 60% heavier compared to aluminium, but due to design
improvements the AM part is 25% lighter than the regular part, saving 80 gram
per component. A recent report (Wren, 2011) estimates that one kilogram of weight
saved results in e183.60 in fuel costs saved per year per airplane. Savings of 80 gram
per component, for 170 airplanes with 2 components each (N = 340) that are used
for a period of 15 years implies B(�) = e75K. Designing the AM component cost
e5K more than the regular part. We, very conservatively, estimate the one-time part
certi�cation costs for this safety-critical part at e100K. This brings the �nal value of
K(�) to e30K. The production costs for the AM part are e1000, compared to e450
for the regular part.

Table 2.7: Data for case study 2 (time units in months)

cp cd cAe = cRe h LA LR N �A = �R T
450 600 25000 0.018 0.5 2.25 340 120 180
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The result of the analysis is shown in Figure 2.8. We see that also in this second
case, traditional technology is still preferred. As in case study 1 this is mainly due to
the high production costs of AM components, although this is expected to decrease
substantially in the coming years. Another reason is that the component is featured
twice per airplane for a 
eet of only 170 business jets. Since every airplane features
such brackets, we have included the result that is obtained when this redesign is
conducted for Boeing’s 767. We assume that each of the 1100 767’s (Wikipedia,
2017) in operation features two brackets. We also conservatively assume that 80
grams are saved per bracket, even though these brackets are likely heavier than those
of the business jet of the original case. We then obtain B(�) = 485K, in which case
the design decision is then decisively in favor of the AM part, as Figure 2.8 shows.
We note that a positive business case requires a method for dividing the total bene�ts
over the separate parties involved, as in this case study an OEM is involved in the
development of the part and the airline companies bene�t from the fuel savings.

Figure 2.7: The regular aluminium bracket of case study 2
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2.7. Extensions

Some of the variables that we have so far treated as being deterministic may be
stochastic in practice. As extensions to our model, we consider the impact of
stochasticity in N and in T . We still assume that all systems are both installed
and taken out of service at the same time.

We �rst add uncertainty in T to our model. We assume T to be uniformly distributed
on the interval [aT ; bT ], i.e., its pdf f(t) = 1=(bT � aT ) and its expectation E fTg =
0:5 � (aT + bT ). Our optimized cost function is:

�Cx(�) =
Z bT

aT

�
cxpN + hcxptS

x�(�) + gx(�)
Nt(cxe � cd)

�x
+
Nt(cd + cxp)

�x

�
f(t)dt

= cxpN + hcxpE fTgSx�(�) + gx(�)
NE fTg (cxe � cd)

�x
+
NE fTg (cd + cxp)

�x
:

(2.4)

Similarly �K(�) =
R bT

aT

�
I � bpNt

�
f(t)dt = I � bpNE fTg. We thus see that the

distribution of T only has an impact on the total costs through its mean, implying
that this type of uncertainty does not impact the design decision that our model
supports.

We continue by assuming a uniformly distributed installed base size eN = U [aN ; aN +
1; : : : ; bN ], with aN and bN being non-negative integer values. This leads to the
following optimized cost function:

eCx(�) =
bNX

n=aN

P
n
eN = n

o�
cxpn+ hcxpE fTgSx�(n)

+ gx(Sx�(n))
nE fTg (cxe � cd)

�x
+
nE fTg (cd + cxp)

�x
�

(2.5)

We assume that N is revealed at the start of the time horizon, after which Sx is
optimized for that realization of N . Note that the expectation for the optimized life
cycle costs eCx(�) consists of a linear combination of bN � aN + 1 cost functions Ĉx(�)
(see Eq. (2.1)). As each separate term is convex in Sx(n), we can easily obtain the
expectation of the optimized life cycle costs by numerically optimizing Sx(n) for each
realization of N .

Next, we de�ne eK(�) =
PbN
n=aN

P
n
eN = n

o
(I� bpE fTgn) = I� bpE fTgE

n
eN
o

and

we de�ne e�A�( eK(�)) such that eCR(�R) = eCA(e�A�( eK(�))) + eK. We observe that Eq.
(2.5) possesses many of the same properties of Eq. (2.1), due to the fact that the
former consists of a linear combination of the latter. Two of those properties are
that eCx(�) is strictly decreasing in �x and that e�A�( eK(�)), when it exists, is uniquely
de�ned. Both properties are used to determine break-even reliability values in the
next part of our analysis.
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Table 2.8: Changes in K1 under stochastic N

Parameter Value K1=cp �K1 min �K1 max �K1

cd=cp
2 107 -2.5% -6.7% 0.2%
4 109 -2.1% -4.4% 2.7%
8 111 -2.1% -3.8% 1.3%

�R
12 176 -2.4% -3.5% -1.2%
24 97 -2.2% -4.4% 1.3%
48 54 -2.2% -6.7% 2.7%

LA
0.25 128 -2.4% -3.5% 0.2%
0.5 113 -2.2% -3.9% 2.7%
1 87 -2.2% -6.7% 1.6%

N
25 24 -2.0% -6.7% 2.7%
100 71 -2.3% -3.5% -1.1%
400 232 -2.5% -2.6% -2.2%

To show the impact of uncertainty inN we conduct a copy of the numerical experiment
of Section 2.5 with eN = U [0:8N; : : : ; 1:2N ]. We de�ne �K1 = fK1�K1

K1
as the change

in the intersection point of regular and required reliability for the deterministic case
(K1) and the stochastic case (fK1), with fK1 such that eCR(�R) = eCA(�R)+ fK1. Table
2.8 shows that the di�erence is on average a little more than 2%, which will typically
not impact the design decision supported by our model. Impact on the other outcome
variable, �A�(K(�) = 0), is negligible so this part is omitted from the results.

Figure 2.9 shows the model deviation for the case with the largest absolute �K1 =
6:7% from Table 2.8. The parameters of this case are shown in Table 2.9. The �gure
illustrates that uncertainty in N has little impact on most of the break-even curve,
except for very high values of K(�), where the AM region shrinks slightly. The reason
why uncertainty in N does impact the break-even curve, as opposed to uncertainty
in T , is that N has a non-linear impact on the cost function through the optimal
base-stock level Sx�(n), which in turn impacts the Erlang loss rate. The resulting
inaccuracy will typically not impact the design decision, since the high required
reliability of AM components compared to the regular parts at high levels of K(�)
are very unlikely to be achieved in practice.

Table 2.9: Parameters to illustrate the impact of uncertainty in N (time units in months)

h cxp cd cxe LA LR �R N T
0.02 250 500 4000 1 3 48 25 120
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Figure 2.9: The impact of uncertainty in the installed base size

2.8. Conclusions

In this chapter we developed a model for evaluating two production methods that
can be used to produce two di�erently designed, but functionally the same system
components. We evaluated the OEM’s design decision to opt for either the regular
component or its AM counterpart by modeling total life cycle costs, taking into
account design costs, logistic costs, including maintenance and downtime costs, and
performance bene�ts. The break-even characteristics that our model generates allow
the OEM to decide which design option to select early in the design process.

Through our analysis, a numerical experiment, two case studies and our extensions, we
gain insights into the applicability of AM in a component design setting. We �nd that
AM component development costs are sometimes allowed to be high relative to the
regular component development costs. A large installed base size or a long system
lifetime, for example, allows the additional development costs to be spread out so
that they are allowed to be much larger. When the installed base size is small, such
development costs become a major detriment to AM components. This is also due to
the fact that the savings created by the smaller production lead time are relatively
small. Our results indicate that logistic savings, generated by reduced AM production
lead time, typically allow for de�cits compared to regular parts in terms of reliability
and production costs of approximately 5% and 10%, respectively. This indicates that
the logistics bene�ts of AM o�er some slack in terms of component characteristics,
but not enough to o�set very high development costs for a small installed base size.
Hence, if there are no performance bene�ts to o�set the development costs, then AM
can easily be at a disadvantage. This leads us to conclude that performance bene�ts
will remain the more attractive reason to switch to AM for the foreseeable future.
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2.A. Appendix

Section 2.A.1 contains additional results from the numerical experiment and Section
2.A.2 contains the proofs of the lemmas and theorems.

2.A.1 Additional numerical experiment results

This appendix contains additional results from the numerical experiment of Section
2.5.

Table 2.10: Results from the numerical experiment

K1(�)=cxp �A�(K(�) = 0)=�R cA�p (K(�) = 0)=cRp
Parameter Value Average Min Max Average Min Max Average Min Max

cxe=cxp
4 107 5 673 0.967 0.891 0.993 1.099 1.063 1.155

8 109 5 683 0.966 0.884 0.993 1.103 1.064 1.162

16 111 6 692 0.964 0.872 0.993 1.107 1.065 1.176

T
60 63 5 261 0.959 0.872 0.989 1.109 1.063 1.176

120 98 8 405 0.967 0.896 0.992 1.102 1.066 1.167

240 167 13 693 0.971 0.909 0.993 1.099 1.069 1.171

cxp
250 109 5 693 0.956 0.872 0.993 1.103 1.063 1.176

1000 109 5 693 0.956 0.872 0.993 1.103 1.063 1.176

4000 109 5 693 0.956 0.872 0.993 1.103 1.063 1.176

2.A.2 Proofs

2.A.2.1 Lemma 2.3

For some proofs, we require a property that relates to the optimal base-stock levels,
which we formally de�ne in the following lemma:

Lemma 2.3 Under optimal base-stock level Sx�(�), it holds that (gx(Sx�(�)) �
gx(Sx�(�) + �))N(cx

e�cd)
� � �hcxp, for � 2 N+.

Proof. We know, due to the optimality of Sx�(�) that �
�
Cx(Sx�(�))

�
= Cx

�
Sx�(�) +

�
�
� Cx

�
Sx�(�)

�
� 0, for � 2 N+:

�Cx
�
Sx�(�)

�

=
�
cxpN + hcxpT

�
Sx�(�) + �

�
+ gx

�
Sx�(�) + �

�NT (cxe � cd)
�x

+
NT (cd + cxp)

�x

�
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�
�
cxpN + hcxpTS

x�(�) + gx
�
Sx�(�)

�NT (cxe � cd)
�x

+
NT (cd + cxp)

�x

�

= �hcxpT +
�
gx(Sx�(�) + �)� gx

�
Sx�(�)

�� NT (cxe � cd)
�x

:

From this, it follows that:
�
gx
�
Sx�(�)

�
� gx

�
Sx�(�) + �

��N (cxe � cd)
�x

� �hcxp :

Note that the non-strict inequality results since it may occur that base stock level
Sx�(�) and Sx�(�) + 1 are both optimal. In all cases where there is a unique optimal
base stock level, or when � > 1, the inequality is strict.

2.A.2.2 Proof of Lemma 2.1

The proofs for Lemma 2.1part (ii) and Lemma 2.1 part (iii) follow the same procedure
as the proof of Lemma 2.1 part (i). Let " > 0. We omit the superscript x in this
proof for ease of notation.

Proof of part (i)

Ĉ(� + ")� Ĉ(�) = C(S�(� + "); � + ")� C(S�(�); �)
� C(S�(�); � + ")� C(S�(�); �)

=
�
g(S�(�); � + ")

NT (ce � cd)
� + "

� g(S�(�); �)
NT (ce � cd)

�

�

+
�
NTcd
� + "

�
NTcd
�

�

< 0:

The weak inequality is obtained since C(S�(�); � + ") � C(S�(� + "); � + "). In the
next equality the holding costs cancel out because both cost functions have the same
base stock level. The strict inequality follows from the fact that g(S�� ; �) is strictly
decreasing in � for a �xed base-stock level (see �Oner et al., 2010).

Proof of part (ii) Let N 2 N+, then:

Ĉ(N + 1)� Ĉ(N)
= C(S�(N + 1);N + 1)� C(S�(N);N)
� C(S�(N + 1);N + 1)� C(S�(N + 1);N)

=
h
cp(N + 1) + hcpTS�(N) + g(S�(N);N + 1)

(N + 1)T (ce � cd)
�

+
(N + 1)Tcd

�

i

�
�
cp(N) + hcpTS�(N) + g(S�(N);N)

NT (ce � cd)
�

+
NTcd
�

�
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= cp +
�
g(S�(N);N + 1)

(N + 1)T (ce � cd)
�

� g(S�(N);N)
(N)T (ce � cd)

�

�

+
Tcd
�

> 0:

The strict inequality follows from the fact that the Erlang loss probability, g(S;N), is
strictly decreasing in the service rate (see Harel, 1990) and hence strictly increasing
in N .

Proof of part (iii)

Ĉ(S�(cp + "); cp + ")� Ĉ(S�(cp); cp) � Ĉ(S�(cp + "); cp + ")� C(S�(cp + "); cp)
= " (N + hTS�(cp + "))
> 0:

2.A.2.3 Proof of Lemma 2.2

Proof of part (i) We are interested in �nding �A�(�) such that ĈR(�R) =
ĈA(�A�(�)) + K(�). If ĈR(�R) is given and K(�) increases, then ĈA(�A�(�)) must
decrease. From Lemma 2.1 part (i), we know that ĈA(�A) is decreasing in �A, so in
order to �nd the minimal possible life cycle costs when using an AM component, we
are interested in:

lim
�A!1

ĈA(�A) = lim
�A!1

�
cpN + hcpTSA

�
(�A) + gA(�A)

NT (cAe � cd)
�A

+
NTcAd
�A

�

= cpN;

which holds since both SA�(�A) and gA(SA�; �A) go to zero. In other words, ĈA(�A)
is strictly larger than cpN for every possible value of �A. If we next assume that
K(�) � Klim = hcpTSR

�
+ gR(�)NT (cR

e �cd)
�R + NTcd

�R , we see that there exists no break-
even reliability �A�(�):

ĈA(�A�(�)) = ĈR(�R)�K(�)

�
�
cpN + hcpTSR

�
(�) + gR(�)

NT (cRe � cd)
�R

+
NTcd
�R

�

�
�
hcpTSR

�
(�) + gR(�)

NT (cRe � cd)
�R

+
NTcd
�R

�

= cpN:

For �A�(�) to exist on the entire interval K 2 (�1;Klim), we require that ĈA
�
�A�(�)

�

can take on any value on the interval (CAp N;1). We �nd:

lim
�A#0

ĈA(�A) = lim
�A#0

�
cpN + hcpTSA

�
(�A) + gA(�A)

NT (cAe � cd)
�A

+
NTcd
�A

�
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> lim
�A#0

NTcd
�A

=1:

Proof of part (ii) This follows from the fact that Ĉx(�x) is strictly decreasing in
�x (see Lemma 2.1 part (i))

2.A.2.4 Proof of Theorem 2.2

Proof of part (i) By De�nition 2.1, it holds that ĈA(�A�(�)) = ĈR(�R) � K(�).
This implies that if K(�) increases, ĈA(�A�(�)) decreases and from Lemma 2.1 part
(i) we know that ĈA(�A) is strictly decreasing in �A�.

Proof of part (ii) From the proof of Lemma 2.2 part (i), we know that
lim�A!1 ĈA(�A) = CpN and that ĈR(�R) � Klim = cpN , which, in combination
with Theorem 2.1 part (i) implies the result.

Proof of part (iii) We assume that �A
�
(�) � �R and show that then K(�) > 0,

which proves by contradiction that if K(�) � 0, then �A
�
(�) < �R.

K(�) = CR(SR�(�R); �R)� CA(SA�(�A
�
(�)); �A

�
(�))

� CR(SR�(�R); �R)� CA(SR�(�R); �A
�
(�))

=
�
cpN + hcpTSR

�
(�R) + gR(SR

�
(�R); �R)

NT (cRe � cd)
�R

+
NTcd
�R

�

�
�
cpN + hcpTSR

�
(�R) + gA

�
SR
�
(�R); �A

�
(�)
�NT (cAe � cd)

�A�(�)
+
NTcd
�A�(�)

�

�
�
gR(SR

�
(�R); �R)

NT (cRe � cd)
�R

� gA
�
SR
�
(�R); �A

�
(�)
�NT (cRe � cd)

�A�(�)

�

+
�
NTcd
�R

�
NTcd
�A�(�)

�

> 0:

The weak inequality is obtained since CA(SA�(�A
�
(�)); �A

�
(�)) � CA(SR�(�R); �A

�
(�)).

The second weak inequality is obtained by substituting cRe for cAe . The strict inequality
follows from the fact that the Erlang Loss probability is strictly increasing in the
system load (see Harel, 1990), so that gA(SR

�
(�R); �A

�
(�)) < gR(SR

�
(�R); �R), since

LA < LR and �A
�
(�) � �R.

2.A.2.5 Proof of Theorem 2.2

Proof of part (i) This follows from Theorem 2.1 part (i) and Theorem 2.1 part (iii).

Proof of part (ii) Let " > 0 and �K1(T ) = K1(T + ")�K1(T ). We then need to
prove that �K1(T ) > 0.

From De�nition 2.2, we know that �A�(K1(T+")) = �A�(K1(T )) = �R and we denote
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this value by � . From De�nition 2.1, we know that ĈR(T ) � ĈA(T ) = K1(T ). This
means that:

�K1(T )

=
h
ĈR(T + ")� ĈA(T + ")

i
�
h
ĈR(T )� ĈA(T )

i

=
h
ĈR(T + ")� ĈR(T )

i
+
h
ĈA(T )� ĈA(T + ")

i

=
�
hcp(T + ")SR�(�) + gR(SR�(�))

N(T + ")(cRe � cd)
�

+
N(T + ")cd

�

�

�
�
hcpTSR�(�) + gR

�
SR�(�)

�NT (cRe � cd)
�

+
NTcd
�

�

+
�
hcpTSA�(�) + gA

�
SA�(�)

�NT (cAe � cd)
�

+
NTcd
�

�

�
�
hcp(T + ")SA�(�) + gA

�
SA�(�)

�N(T + ")(cAe � cd)
�

+
N(T + ")cd

�

�

=
�
hcp"SR�(�) + gR(SR�(�))

N"(cRe � cd)
�

+
N"cd
�

�

�
�
hcp"SA�(�) + gA(SA�(�))

N"(cAe � cd)
�

+
N"cd
�

�

� "
�
hcp(SR�(�)� SA�(�)) + (gR(SR�)� gA(SA�))

N(cRe � cd)
�

�
;

where the weak inequality is obtained by substituting cRe for cAe . Under the condition
that optimal base-stock levels are non-decreasing in the system load, i.e., SA�(�) �
SR�(�), we make a case distinction. The �rst case is that SA�(�) = SR�(�) and we
denote this value by S, while the second case is SA�(�) < SR�(�). For the �rst case,
we �nd:

�K1(T ) = "
�
hcp(SR�(�)� SA�(�)) +

�
gR(SR�(�))� gA(SA�(�))

�N(cRe � cd)
�

�

= "
�
hcp(S � S) +

�
gR(S)� gA(S)

�N(cRe � cd)
�

�

= "(gR(S)� gA(S))
NT (cRe � cd)

�
> 0;

because the Erlang loss probability is strictly increasing in the load (see Harel, 1990),
so that gA(S) < gR(S) because LA < LR.

For the second case, we recall the property de�ned in Lemma 2.3
�
gA
�
SA�(�)

�
� gA

�
SA�(�) + �)

��N(cAe � cd)
�

� �hcp;
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which means that:
�
gA
�
SA�(�)

�
� gA

�
SR�(�)

��N(cAe � cd)
�

�
�
SR�(�)� SA�(�)

�
hcp:

This in turn implies that:

�K1(T ) = "
�
hcp
�
SR�(�)� SA�(�)

�
+
�
gR(SR�)� gA(SA�)

�N(cAe � cd)
�

�

= "
�
hcp
�
SR�(�)� SA�(�)

�
�
�
gA(SA�)� gR(SR�)

�N(cAe � cd)
�

�

� "
�
hcp
�
SR�(�)� SA�(�)

�
�
�
SR�(�)� SA�(�)

�
hcp
�

= 0:

Note that equality can only occur when the optimal base stock level is not unique,
i.e., costs are equal under base stock level SA�(�) and base stock level SA�(�) + 1.
Furthermore, it must be the case that SA�(�) = SR�(�) � 1, otherwise � > 1 and we
regain a strict inequality as a result of Theorem 2.3. In all other cases, it will hold
that �K1(T ) > 0.

Proof of part (iii) Theorem 2.2 part (ii) states that K1(�) is increasing in T . As
Theorem 2.1 part (i) states that �A� is increasing in K(�), this implies that at K1(T ),
�A�

�
K1(T );T + "

�
is less than �A�

�
K1(T );T

�
.

2.A.2.6 Proof of Theorem 2.3

To prove the �rst inequality, we de�ne the term �T as the di�erence between two
break-even equations according to De�nition 2.1, one for T and one for T+", and both
for K2(T ) as de�ned in De�nition 2.3. Both equations should be equal to zero, so that
also �T = 0. We prove for the case where �A�(K2(T );T + ") � �A�(K2(T );T ), then
�T > 0. Since we know that if �A�(K2(T );T + ") � �A�(K2(T );T ), then �T > 0,
we know that it must hold that �A�(K2(T );T +") > �A�(K2(T );T ), which completes
our proof.

�T =
h
ĈR(�R;T )� ĈA(�A�(K2(T );T );T )�K2(T )

i

�
h
ĈR(�R;T + ")� ĈA(�A�(K2(T );T + ");T + ")�K2(T )

i

=
h
ĈR(�R;T )� ĈA(�A�(K2(T );T );T )

i

�
h
ĈR(�R;T + ")� ĈA(�A�(K2(T );T + ");T + ")

i

�
h
ĈR(�R;T )� ĈR(�R;T + ")

i

+
h
ĈA(�A�(K2(T );T );T + ")� ĈA(�A�(K2(T );T );T )

i



2.A Appendix 49

=
h
hcpT

�
SR�(�)� SR�(�)

�
� "hcpSR�(�) +

�
gR(�)� gR(�)

�NT (ce � cd)
�R

� gR(�)
"N(ce � cd)

�R
�
"Ncd
�R

i

+
�
hcpT

�
SA�(�)� SA�(�)

�
+ "hcpSA�(�) +

�
gA(�)� gA(�)

� NT (ce � cd)
�A�(K2(T );T )

+gA(�)
"N(ce � cd)
�A�(K2(T );T )

+
"Ncd

�A�(K2(T );T )

�

= "
��

Ncd
�A�(K2(T );T )

�
Ncd
�R

�
+N(ce � cd)

�
gA(�)

�A�(K2(T );T )
�
gR(�)
�R

��

> 0:

First, we provide both break-even equations and we let K2(T ) cancel out from both
break-even equations. Then, we substitute �A�(K2(T );T ) for �A�(K2(T );T + ").
This results in the �rst inequality, because ĈA(�A) is decreasing in � (see Lemma
2.1 part (i)), which results in a cost decrease if we increase �A�(K2(T );T + ")
up to �A�(K2(T );T ). The inequality is non-strict to also include the case where
�A�(K2(T );T + ") is equal to �A�(K2(T );T ). Then we write the entire equation.
For the �nal equality, note that we have equal loads on the inventory systems, i.e.,
aR = aA, and we have equal cost structures. This implies that SR�(�) = SA�(�) and
gR(�) = gA(�). We also know that Sx�(T ) = Sx�(T + "), since Lemma 2.3 shows
that the optimal base stock level is independent of T . Hence, many terms cancel
out. The �nal inequality then follows from the fact that K2(�) < K1(�), such that
�A�

�
K2(T );T

�
< �R.

2.A.2.7 Proof of Theorem 2.4

Proof of part (i) Suppose K(�) > ĈR(cRp ), then the following holds via Eq. (2.3):

cA
�

p =
cRp
�
N + hTSR�(�) + NTcd)

�

�
+ gR(�)NT (cR

e �cd)
� � gA(�)NT (cA

e �cd)
� �K(�)

N + hTSA�(�) + NTcd
�

=
ĈR(cRp )� gA(�)NT (cA

e �cd)
� �K(�)

N + hTSA�(cA�p ) + NTcd
�

<
ĈR(cRp )�K(�)

N + hTSA�(cA�p ) + NTcd
�

< 0;

where the �rst inequality is obtained by eliminating the negative cost term related
gA(�). Hence, we require a negative production cost of the AM component in order
to meet break-even, which is clearly not feasible.
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Proof of part (ii) This follows from the fact that Ĉ(�) is increasing in cxp (Lemma
2.1).

Proof of part (iii) Let " > 0 and assume that cA�p (K(�)) = cA�p (K(�) + "). By
De�nition 2.4 we �nd the following expression:

h
ĈR(cRp )� ĈA(cA

�

p (K(�)))
i
�
h
ĈR(cRp )� ĈA(cA

�

p (K(�) + "))
i

= ĈA(cA
�

p (K(�) + "))� ĈA(cA
�

p (K(�)))

= ";

which implies that in order to compensate for the increase in K(�) and meet the
break-even condition of De�nition 2.4, cA�p (K(�) + ") must be smaller than cA�p (K(�)),
since CA(cAp ) is increasing in cAp (Lemma 2.1 part (iii)).



3

Printing spare parts at remote
locations

3.1. Introduction

In this chapter1 we investigate the application of AM in remote geographic locations.
In Section 1.1 we mentioned the length to which organizations go to manage the
availability of their capital goods, and the extensive service supply chains that support
their operations. While availability management is di�cult enough for organizations
that operate in an industrialized environment, operating an e�cient service supply
chain is even more challenging and costly for organizations that operate in remote
geographic locations, such as the Royal Netherlands Army (RNLA). Military logistics
are subject to much more restrictive constraints than typical industrial logistics. The
operations themselves often take place under di�cult operating conditions, which
increases the uncertainty in spare parts demand and thus the required spare parts
inventory levels. Storage space at main and forward bases is severely limited and
comes at great costs. Desert operations in Africa, for example, require temperature
and humidity controlled storage containers, without which precious spare parts may
soon be ruined by dust or weeds and fungal growth. Because of the (intentional)
isolation of the operating bases, power to such storage containers is not supplied
by a national power grid, but by the base’s diesel generators, for which fuel must
be transported over long distances, often through hostile territory. Due to high
transportation costs and the vulnerability of military supply lines, deliveries to the
base are generally part of larger, consolidated shipments that occur periodically - that
is, through scheduled replenishments. Military convoys to forward operating bases,
for example, may be on a weekly schedule. Spare parts are then delivered along with
food, fuel, and other resources that are required in the mission area.

1This chapter is based on Westerweel et al. (2018b).



52 Chapter 3. Printing spare parts at remote locations

The rise of additive manufacturing (AM) technology may bring relief to these practical
challenges that the RNLA faces in managing the availability of mission-critical
equipment at remote locations. Speci�cally, AM technology may be installed at the
RNLA’s operating bases, as Eruguz et al. (2017) suggest for the maritime industry.
Each AM technique has its own advantages and disadvantages, as mentioned in
Section 1.2, but in a mission context the RNLA is mostly interested in fused-deposition
molding of �ber-reinforced thermoplastics. These relatively inexpensive systems can
quickly produce load-bearing parts, they require little supporting infrastructure, and
they are much easier to maintain and operate than high-end industrial metal AM
systems, which makes them ideal for operations in remote locations.

While �ber-reinforced thermoplastic parts are typically inferior to the original parts
in terms of reliability (e.g., Weng et al., 2016; Dizon et al., 2018), they may be
used to restore asset availability until a regular part arrives with the next scheduled
replenishment. This can reduce asset downtime in case of a stock-out of regular
parts, which may in turn allow the RNLA to set lower on-site inventory levels.
Printing at remote locations may thus increase the RNLA’s mission readiness level,
free up �nancial resources and space at operating bases, and decrease reliance on
vulnerable supply lines. Remote location printing therefore has the potential to
create major tactical bene�ts, which extends not only to a con
ict setting, but also
to a civilian context, as evidenced by the fact that it is also being explored by the
U.S. Navy (3DPrint.Com, 2015), shipping companies (Motorship.Com, 2016), and the
International Space Station (NASA, 2015). We have thus formulated the following
research question in Section 1.5.2:

How should on-site AM capacity at remote geographic locations be operated?

For the remainder of this chapter, we focus on RNLA operations speci�cally, and
we discuss how our results can be generalized to other settings in Section 3.7. We
investigate how the RNLA should operate a remote-location printer to manage spare
parts shortages that occur in between scheduled replenishments, and explore how
this impacts the operational costs and on-site inventory levels. In line with extant
literature on dual-sourcing with periodic replenishments (see Section 3.2), we de�ne
the time between two replenishments as an order cycle. The order cycle is modeled
as a discrete number of periods (e.g. seven days) and comprises two options for
managing shortages: printing a part with the on-site AM capacity, or waiting for
a part to arrive with the scheduled replenishment. Because printed parts are much
less reliable than regular parts, we assume that they constitute temporary solutions
and are removed at the end of each order cycle. In this way, we investigate a new
application of 3D printing while simultaneously extending dual-sourcing literature
with �xed order cycles, by including in our model that one source delivers lower
reliability spare parts than the other. We model this problem as an in�nite horizon
discrete-time Markov decision process (MDP) and characterize the optimal inventory
control policy, which turns out to have a relatively simple structure: The scheduled
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replenishments follow a base-stock policy, and a single printing threshold controls the
printing decisions; shortages that occur up to the threshold are met by printing a part
and later shortages are backordered until the next replenishment.

We then look at the spare parts for three mission-critical RNLA systems within the
context of her peacekeeping mission in Mali. We rank close to 3,000 spare parts
based on their logistic AM potential, after which 100 parts are assessed by RNLA
AM experts to determine if printing these parts is technically feasible. This yields 14
parts for which our model determines an average reduction of 58% in inventory holding
and shortage costs, which represents a signi�cant reduction in required storage space
and an increase in system availability. We believe that the 100 assessed parts are
representative of the larger population of RNLA spare parts, and that the proportion
of spare parts that can be printed at remote locations will continue to grow as AM
technology continues to develop. Our results therefore indicate that on-site AM will
have a profound positive impact on RNLA operations at remote locations. We then
investigate two alternative scenario’s that the RNLA may face in the future and
we extend our model by adding an expediting option for regular spare parts at a
premium cost during the order cycle. This is not an option for the RNLA in Mali,
but other con
ict situations may allow for it if they take place relative close to the
required infrastructure. Our analysis shows that printing is a much more competitive
emergency option than expediting, which indicates that the RNLA should implement
it not only in their most remote operations, but also in those that take place closer to
The Netherlands or its allies. Finally, we determine that the reduction in spare parts
inventory is of much greater magnitude than the on-site raw material inventory that
is required for operating the printer.

To summarize, our contribution is as follows. First we propose a model to determine
the bene�ts of printing spare parts at RNLA operations in remote locations. Second,
we characterize the optimal inventory control policy for the scheduled replenishments
as well as the on-site printer. Third, we apply our model to three systems within the
context of the RNLA’s mission in Mali. The results that we �nd indicate signi�cant
savings in terms of inventory holding and downtime costs, which will signi�cantly
impact the mission-readiness level of the RNLA. Our results are a strong indication
that the RNLA should ramp up its e�orts to incorporate additive manufacturing into
its operations.

The logistic and operational challenges faced by the RNLA at its main operating
base in Mali match well with the challenges faced by many other organizations that
operate in remote geographic locations, such as mining and o�shore companies and
humanitarian aid organizations. This implies that on-site printing of spare parts can
also be used to great e�ect in a civilian context.

In the next section we provide an overview of related literature. Section 3.3 provides
details regarding the RNLA’s peacekeeping mission in Mali. We formulate our model
in Section 3.4 and provide the analytical results in Section 3.5. We apply our model
to RNLA data in Section 3.6 and we provide our conclusions in Section 3.7.
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3.2. Literature review

We investigate a setting that features multiple supply sources. Therefore, we �rst
review the literature on dual-sourcing problems. We also examine related literature
on spare parts inventory control with emergency shipments.

Dual-sourcing problems generally involve two suppliers of a single product, where one
supplier o�ers a shorter lead time than the other against a higher procurement cost
(for a review on dual-sourcing problems, see Minner, 2003). Recent research e�orts
have focused mostly on optimization of heuristic policies, such as the tailored base-
surge policy (e.g., Allon and Van Mieghem, 2010; Janakiraman et al., 2015) and the
dual-index policy (e.g., Veeraraghavan and Scheller-Wolf, 2008; Zhang et al., 2012).
An important distinction between typical dual-sourcing problems and the one with 3D
printing that we analyze, is that we do not assume that the faster source is necessarily
more expensive. The parts that the general-purpose printer produces may be cheaper,
but it does deliver lower quality spare parts, and this introduces a new element to the
traditional speed versus cost trade-o�.

A substream of the dual-sourcing literature that is particularly related to our work
is that on periodic-review inventory management with predetermined order cycles
for scheduled replenishment, in which emergency shipments can be used to manage
(impending) shortages during a cycle. Chiang and Guttierez (1998) derive the optimal
policy for this setting when emergency shipments can be executed in any period
within a cycle, while Tagaras and Vlachos (2001) assume that there is only one review
opportunity within each cycle for ordering from the emergency source. Teunter and
Vlachos (2001) provide an approximate evaluation for a model that generalizes the
models of Chiang and Guttierez (1998) and Tagaras and Vlachos (2001). Zhou et al.
(2011) consider a model for shipments of perishable blood platelets to hospitals, with
the maximum order cycle length due to this perishability aspect being restricted to
two days, with an intermediate expediting option. In each of the four aforementioned
models, the expedited goods are identical to replenished goods. This is clearly not
the case when the expediting source is replaced by a general-purpose printer, which
is why we include in our model the higher failure probability of printed parts than
replenished parts. We also assume that printed parts are only used temporarily (i.e.,
they are removed at the end of the cycle).

To the best of our knowledge, the only work that considers multiple supply sources
with di�erent quality characteristics is that of Chen et al. (2001), who consider
a general number of suppliers, each with random yield losses. These yield losses
are caused by defective products, for which inspections and rework may take place
to restore these to standard-quality products. This di�ers from the higher failure
probability for printed parts that we model, as this probability cannot be amended
and will a�ect future demand when printed parts are installed.
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Use of emergency orders is also common in spare parts inventory control. Basten
and van Houtum (2014) provide an extensive review on spare parts inventory control,
including models with emergency shipments. In a spare parts setting, emergency
sources may represent an expedited parts shipment from a central warehouse or a
supplier (e.g., Howard et al., 2015), or an expedited repair (e.g., Arts et al., 2016).
In both cases, spare parts demand is essentially treated as a lost sale at the local
warehouse if it cannot be satis�ed directly from inventory. For this reason, there is
a strong connection between spare parts inventory control models with emergency
shipments and lost sales inventory control models. The key di�erences between this
stream of research and our work are the higher failure probability of printed parts and
the limited access to the regular supply mode (i.e., the scheduled replenishments).

There are many di�erences between our work and the AM and supply chain literature
that we reviewed in Section 1.3. Two of the reviewed papers are closest related to our
work because they also focus on dual-sourcing settings: Chen et al. (2017) and Kno�us
et al. (2017a). We emphasize here that in both of these papers both supply modes
are available at all times, which is not the case in our model. Another key di�erence
with Chen et al. (2017) is that our model incorporates a reliability di�erence between
regular and printed parts. This is especially relevant given the current limitations of
AM technology and, in particular, general-purpose printers.

3.3. Context of the RNLA’s Mali mission

As of July 2018, the RNLA is involved in a total of 15 foreign missions. These range
in size from a small presence as part of the U.N. mission in South Sudan, involving
half a dozen soldiers, to large peacekeeping missions of up to several hundred soldiers,
such as the U.N. peacekeeping mission in Mali. We now focus on the latter to provide
the context of RNLA operations in remote locations.

Figure 3.1: Simpli�ed RNLA supply chain to Mali, showing the Point of Embarkation
(POE) and Debarkation (POD), and the Main Operating Base (MOB)



56 Chapter 3. Printing spare parts at remote locations

The U.N. commenced its peacekeeping mission in Mali in April of 2013 (United
Nations, 2018) after the country was destabilized by militant groups over the course
of 2012. The RNLA has maintained a presence in the eastern part of the country since
2014, with its main operating base (MOB) near the city of Gao. The MOB functions
as the hub for all RNLA operations in eastern Mali, and it contains all mission-critical
facilities, such as a maintenance facility, a �eld hospital, personnel barracks, and a
supply depot, where spare parts are stored in climate-controlled storage containers.
The MOB is therefore largely self-su�cient in terms of on-site facilities, but it must
still be periodically supplied from The Netherlands to bring in new personnel, to
replenish stocks of ammunition, combat equipment, spare parts and other goods, and
because storage space is limited. Figure 3.1 shows the simpli�ed structure of the
supply chain that the RNLA is operating between The Netherlands and the MOB,
with a weekly consolidated air cargo shipment going from di�erent depots in The
Netherlands via the point of embarkation to the point of debarkation, from which
domestic 
ights leave twice a day to the MOB.

In 2017, the RNLA deployed a general-purpose printer, the Markforged Mark II, to the
MOB for on-site prototyping and testing purposes. The characteristics of the �ber-
reinforced nylon that this printer uses also enable it to produce many di�erent types
of parts at relatively high speed. This allows a temporary replacement spare part to
be printed and installed overnight in case of a shortage, so that the system function is
available again the next day. Using only one material type for all parts also increases
the chances of printing several smaller spare parts together in one batch by cleverly
positioning them in the build chamber of the printer. Another major advantage of
this relatively simple AM technology is that it requires relatively little expertise from
the operators at the MOB. The RNLA therefore conducts technical support from
facilities in The Netherlands, where AM experts decide on issues ranging from the
part build direction to the customization of digital design �les. Within this context
we develop a decision support model to investigate the e�ect of on-site AM on RNLA
operations in remote locations.

3.4. Model

3.4.1 Model description

We consider a periodic-review model with an in�nite time horizon for a single
component, single location spare parts inventory system. Without loss of generality
we assume that periods have unit length. The part that we consider is (semi) critical;
that is, (part of) the system is down when the part does not function. Let N 2 N be
the number of systems in service (i.e., the size of the installed base).

The two supply sources, i 2 fr,pg, denote scheduled replenishments and printing,
respectively. Let L � 2; L 2 N, be the number of periods between replenishments,
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Figure 3.2: Periodic review structure

which is exogeneously �xed for shipment consolidation purposes. In line with existing
literature (see Section 3.2), we refer to the time between two scheduled replenishments
as an order cycle. Figure 3.2 shows the time structure.

We assume a zero lead time for the replenishments from a source with ample stock
and that ordering from this source is only possible at the end of each order cycle.
The RNLA and other defense organizations keep spare parts inventory near the point
of embarcation of the scheduled replenishments, thus enabling order picking shortly
before the replenishment opportunity occurs. Large foreign missions, of which the
RNLA only has very few at any given time, also receive priority over domestic
operations. Hence the ample stock assumption. We also assume a zero lead time
for the emergency printing source, which can be interpreted as meeting unful�lled
demand by means of an overnight printing job. Parts can be printed at the end of
each period within the order cycle, except for the �nal period. In this chapter, we use
the term unful�lled demand, or shortage, to refer to demand that cannot be ful�lled
directly from stock. A backorder refers to a shortage that remains at the end of a
period; that is, when no part is immediately printed or ordered via replenishment.

For each system in operation, we model the occurrence of a failure as a Bernoulli
process. Whether or not the part fails in a single period is a Bernoulli trial. The
probability of failure in a period for one component is denoted by pr and pp for
installed regular and printed parts, respectively. We assume that printed parts have
a higher failure probability than regular parts (i.e., 0 < pr < pp < 1). As the installed
base is �nite, the number of failures in a period follows a binomial distribution for
both the installed regular and printed parts.

We denote the unit ordering costs for a part through scheduled replenishment by
cr and the unit printing cost by cp. The printing costs need not be lower than the
scheduled replenishment ordering costs; that is both cr > cp and cr � cp are possible.
Inventory holding costs, which consist of storage and insurance costs, are incurred at
the end of each period over the on-hand inventory at a cost of h per unit of stock.
We note that storage space restrictions at remote locations imply that holding costs
are higher than normally in inventory management. Backorder penalty costs are
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incurred over the outstanding backorders at the end of each period at a cost of b per
backordered unit. To avoid trivial solutions, in which printed parts are preferred to
regular parts or in which always being down is preferable to ordering regular spare
parts, we assume that crpr < cppp < b. Future costs are discounted with rate �,
0 � � < 1.

We assume that AM parts constitute temporary solutions that are removed from the
installed base at the end of each order cycle, after which they are disposed of. One
reason for this assumption is that this type of printed parts is much less resistant to
cyclic loading than conventionally produced parts (Padzi et al., 2017) due to more
rapid crack propagation and delamination. Therefore, the RNLA does not intend
to use printed parts beyond the end of an order cycle. The second reason is that
the RNLA does not want to disrupt the business model of the original equipment
manufacturer (OEM). By using these parts temporarily the regular part is still
required at the same rate, which improves the chance that the OEM will cooperate
by providing part design details.

Observation: The on-demand nature of the printing option implies that the
optimal number of printed parts never exceeds the number of outstanding backorders.
Furthermore, rationing inventory (i.e., to simultaneously have on-hand stock and
backorders) is never optimal, nor is it optimal to have outstanding backorders directly
after a scheduled replenishment. These properties are useful for the MDP formulation
in Section 3.4.2.

We focus on obtaining results for a single-item model under the assumption of unlim-
ited raw material because of the analytical challenges involved with incorporating this
aspect into our model. Notably, it requires a multi-item model formulation to take
into account raw material inventory pooling e�ects. This creates interaction e�ects
among components regarding printing decisions, which limits our ability to obtain
results regarding the optimal emergency ordering policy, and it gives rise to state-
space issues when applying the model to the components in our RNLA case study,
which greatly limits the model’s practical value. We use the results from our single-
item model to determine the required raw material for on-site printing operations for
the RNLA in Section 3.6.6 and �nd that the required storage space for raw material
is an order of magnitude smaller than that required for the spare parts.

We model the following sequence of events in each period: First, component failures
occur during the period, and on-hand inventory serves to restore systems to working
order if spare parts are available. Second, if it is the last period in an order cycle { that
is, the period in which replenishment takes place { all printed parts in operation are
removed from the systems and disposed of. Then the state of the system is observed,
and printing or replenishment decisions are made. These spare parts arrive before
the end of the period and are installed if there is unful�lled demand. Finally, holding
and penalty costs are incurred.
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3.4.2 MDP formulation

As noted previously, it is suboptimal to order more from the printing source than the
outstanding unful�lled demand, it is never optimal to ration inventory, and optimal
replenishment orders meet at least the outstanding unful�lled demand. We use these
notions to bound the state space and the action space. We de�ne a state as (n; I; P ),
where n 2 f0; : : : ; L�1g denotes the number of periods remaining until the end of the
order cycle, I denotes the net inventory position (i.e., the inventory on hand less the
backorders), and P denotes the number of printed parts in operation. The state space
consists of three regions: S = S0 [ SL�1 [ S+. We de�ne S0 = f(0; I; 0) j I � �Ng,
SL�1 = f(L � 1; I; 0) j I � �N; g and S+ = f(n; I; P ) j 0 < n < L � 1; I � �N; 0 �
P � N � I�; P � I� = 0g, where x� = maxf0;�xg. We also de�ne x+ = maxf0; xg.
Note that the state-space description is complete, as we can derive from this the
number of regular parts in operation via R(I; P ) = N � P � I�. Throughout the
chapter, for functions such as R(I; P ), we provide the function arguments only when
required and on �rst introduction; otherwise, we stick to the use of (�).

We de�ne the action space in the �nal period in each order cycle (i.e., n = 0) as
A0 = fr j r � I�g, where r indicates the decision to order r parts via the scheduled
replenishment. For all other periods, we denote the action space by A+(I) = fp j
0 � p � I�g, with p representing the decision to print p parts. The value function
V (n; I; P ) represents the expected discounted costs over an in�nite time horizon when
starting in state (n; I; P ) 2 S. This function satis�es the following Bellman recursion:

V (0; I; 0) = min
r2A0

n
L0(I; r) + �

NX

dr=0

P fDr(N)=drgV (L� 1; I + r � dr; 0)
o
; if n=0;

V (1; I; P ) = min
p2A+

n
L+(I; p) + �

R(�)X

dr=0

P
�
Dr
�
R(�)

�
=dr

	
V (0; I � dr � P; 0)

o
; if n=1;

V (n; I; P ) = min
p2A+

n
L+(I; p) + �

R(�)X

dr=0

P
�
Dr
�
R(�)

�
=dr

	

�
P+pX

dp=0

P
�
Dp
�
P + p

�
=dp

	
V (n� 1; I + p� dr � dp; P + p� dp)

o
; otherwise;

where Dr and Dp are stochastic variables representing the number of regular and
printed part failures that occur in a period, respectively:

P
�
Dr
�
R(�)

�
= dr

	
=
�
R(�)
dr

�
pdr

r (1� pr)R(�)�dr ;

P fDp(P ) = dpg =
�
P
dp

�
pdp

p (1� pp)P�dp ;
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and the direct costs for ordering, inventory holding, and backordering are de�ned as

L0(I; r) = crr + h(I + r);

L+(I; p) = cpp+ h(I + p)+ + b(I + p)�:

Note that a separate de�nition for the Bellman recursion in period n = 1 is required
because all printed parts are removed in period n = 0.

3.5. Analysis

We analyze the characteristics of the optimal inventory control policy. Figure 3.3
illustrates our results. For this example, we use the parameters provided in Table 3.1.

Table 3.1: Parameters for Figure 3.3 (time units in days)

Parameter cp cr pp pr N L � h b
Value 50 100 0.2 0.01 3 14 0.9995 1 30

Figure 3.3: Illustration of an optimal policy, including optimal order quantities

Figure 3.3 shows a clear structure in dealing with shortages during an order cycle,
with a control threshold that determines when to print and when to wait for the
scheduled replenishment. It also indicates that the scheduled replenishments follow
a base-stock policy. We proceed to show that these are structural properties of the
optimal inventory control policy. We �rst focus on the optimal printing policy during
an order cycle, which we formalize in Theorem 3.1.
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Theorem 3.1 There exists a printing threshold n�p such that in any state (n; I; P ),
with n�p � n < L, it is optimal to print I� parts, while in any state (n; I; P ) with
0 < n < n�p, it is optimal not to print any parts. The printing threshold n�p is the
lowest n for which the following holds:

cp

b
<

n�1X

n0=0

(�(1� pp))n
0
: (3.1)

The appendices provide the proof of Theorem 3.1 and all other proofs. Theorem 3.1
shows that shortages that occur up to the printing threshold should be resolved by
printing a part. Waiting for regular parts to arrive with the scheduled replenishment
is optimal for unful�lled demand that occurs after the printing threshold (i.e., these
shortages should be backordered). The theorem implies that a mixture of actions
is never optimal { that is, either all unful�lled demand is resolved by printing or
this demand is all backordered. Note that n�p = 1 means that parts are printed for
shortages in all periods and that no parts are ever printed when n�p � L. Note also
that the printing threshold can be determined prior to optimizing the MDP, which
can thus be solved much faster to determine the optimal base-stock level. We derive
the following monotonicity properties for n�p:

Theorem 3.2 The printing threshold n�p is

(i) nonincreasing in the backorder penalty costs b;

(ii) nondecreasing in the printing costs cp;

(iii) nondecreasing in the printed part failure probability pp.

The result of Theorem 3.2 part (i) implies that as backorder costs increase, waiting
for spare parts to arrive by replenishment becomes more costly. This makes printing
more attractive, which results in a printing threshold that is closer to the end of
the cycle. However, the printing threshold retreats when printing costs increase or
when printed part quality decreases, as Theorem 3.2 part (ii) and part (iii) state.
Printer coverage against shortages will therefore be greatest when the printer produces
relatively reliable spare parts at low prices for mission-critical systems. The results
also imply that the RNLA can increase printer coverage against shortages by lowering
printing costs and/or increasing printed part quality through additional investments
in general-purpose 3D printing technology. Investigating this trade-o�, however, is
outside of the scope of this chapter.

Furthermore, because the length of the order cycle, L, and the number of systems in
the �eld, N , does not in
uence n�p, as Eq. (3.1) shows, we �nd the following result:
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Corollary 3.1 Let two problem instances A and B have the same characteristics,
except for the size of the installed bases, which are denoted as NA and NB, respectively,
and the length of the order cycles, which are denoted as LA and LB, respectively, with
LA < LB. Then, both problem instances have the same optimal printing threshold n�p.

Corollary 3.1 has important implications for practitioners. It implies that the printing
threshold remains in place near the end of the order cycle, when a shortage is most
likely to occur, regardless of the cycle length. In addition, Corollary 3.1 implies that
the position of the printing interval is insensitive to changes in the installed base.
When an operation is scaled up or down, which can happen depending on a con
ict’s
intensity or political decisions, the base-stock level should change accordingly, but
having a printing option remains valuable. This makes it attractive for the RNLA to
invest in a printing option early on, when the full scale of future operations is still
uncertain.

We next formulate Lemma 3.1 to obtain results related to the optimal scheduled
replenishment quantities.

Lemma 3.1 The following statements hold:

(i) limI!1 V (n; I; P ) =1 for all n; P .

(ii) The value function V (n; I; P ) is convex in I for all n, P .

The results in Lemma 3.1 immediately imply Theorem 3.3.

Theorem 3.3 A base-stock policy is optimal for the scheduled replenishments.

As Theorem 3.3 indicates, a replenishment order based on the sum of the regular
parts that are on-hand and in the installed base is placed at the end of each order
cycle. The optimal base-stock level will likely be relatively low in practice, because
of the high holding costs caused by storage space restrictions.

3.6. Additive manufacturing in Mali

In this section we consider three mission-critical RNLA systems to determine the
impact of on-site printing on RNLA operations. We �rst describe a spare parts
selection procedure by which we identify spare parts to which we can apply our
model. We then provide the problem parameters based on the Mali peacekeeping
mission and the results, and we investigate a few alternative scenarios that may arise
in a di�erent mission context. We �nally provide insight into the required amount of
raw material to operate the on-site printer.
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3.6.1 Spare parts selection

Only a subset of spare parts is suitable for additive manufacturing because of technical
limitations. Assessing which parts are technically feasible to print requires expert
knowledge on AM, as well as the engineering skills to project technical system
requirements onto the part that is being assessed. Because this is a labor intensive
activity that cannot be automated, we �rst assess which spare parts have the potential
to bene�t the most from AM.

Potential bene�ts depend on multiple attributes, some of which are quantitative, while
others are qualitative. High unit ordering costs, for example, indicate high inventory
holding costs that may be decreased by printing, while good relations with a system’s
OEM may allow for easier access to spare parts designs. Ranking spare parts based
on their potential bene�ts is thus a multi-criteria decision making process for which
we use a framework that is adapted from Kno�us et al. (2016). This framework
uses the analytic hierarchy process (Saaty, 2008) to rank all spare parts via relative
component weights and transfer functions that convert attribute values into a spare
parts score. We determine these weights and transfer functions together with RNLA
decision makers and complete the spare parts ranking for close to 3,000 spare parts of
three RNLA systems: The Boxer multi-role armored vehicle, the Fennek light armored
reconnaissance vehicle and a Mercedes-Benz militarized jeep (MB). The Fennek and
the MB are selected because the RNLA currently operates these systems in Mali.
The Boxer is one of the RNLA’s newest acquisitions, for which she also purchased
the design drawings. The long years of remaining service, the readily available spare
parts design �les, and the fact that the RNLA originally intended to deploy the Boxer
to Mali make this system a suitable candidate for our application. 50 Boxer parts,
35 Fennek parts, and 15 MB parts are then examined by the RNLA’s AM experts
on go/no-go criteria. This technical assessment yields 14 parts that are suitable for
printing with the Markforged Mark 2 that the RNLA operates in Mali.

3.6.2 Parameterization

The main operating base in Mali is supplied from the Netherlands on a weekly basis, so
L = 7 days. The RNLA is operating 8 Fenneks and 42 MBs in Mali, and it originally
intended to send 6 Boxers. We set the unit backorder costs b for MB, Fennek, and
Boxer spare parts equal to 50, 400, and 600 e/day, respectively, to re
ect the fact
that the Boxer is the most critical of the three systems, followed by the Fennek, and
then the MB. Inventory holding costs per year equal 100% of the regular unit order
costs, which re
ects the limitations and the costs imposed on keeping spare parts
inventory at the main operating base. The expected lifetime of the printed parts is
estimated by the RNLA’s AM expert to be approximately one-tenth of that of their
regular counterparts (i.e., pp = 10pr). Unit printing costs are estimated by taking into
account machine depreciation costs and material costs, which Atzeni et al. (2010) show
to be the largest cost factors for 3D thermoplastics printing. Assuming linear machine
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depreciation over a �ve year period for a e30,000 Markforged Mark 2 that operates at
50% machine utilization, sets the depreciation costs at d = 30;000=(5 � 24 � 365 � 0:5) =
e1.37 per hour. Raw material costs are crm = e0.10 per cubic centimeter, and the
build speed of the printer is s = 50 cubic centimeters per hour. The printing costs as
a function of the part volume v is thus given by combining the machine depreciation
costs and the raw material costs as:

cp(v) =
v
s
d+ vcrm = v

�
1:37
60

+ 0:1
�
� 0:123v:

3.6.3 Results

We apply our model to the set of printable parts and compare the costs for a policy
with on-site printing to a policy without on-site printing, which we refer to as the
printing and single-sourcing policy, respectively. Because on-site printing only impacts
the inventory holding and shortage costs, similarly to Tagaras and Vlachos (2001), we
subtract costs that cannot be prevented to better illustrate its impact. These costs are
the discounted ordering costs over an in�nite time horizon of a just-in-time policy with
zero uncertainty and replenishments in every period: v =

P1
i=0 �

icrNpr = crNpr=(1�
�). We determine the average cost savings of the printing policy compared to the
single source policy. These savings are de�ned as (Vs�Vp)=Vs, with Vp = V (0; 0; 0)�v
and Vs = (V (0; 0; 0)� v j cp =1). We also report the absolute annual cost savings
and the optimal base-stock level for the single-sourcing policy (Ss) and the printing
policy (Sp).

Table 3.2: Relative and annual savings for 14 RNLA spare parts

Spare part details Single-source Printing Annual savings
ID Part rank cr cp pp Vs Ss Vp Sp % e

1 1 2.80 0.25 0.0007 5.78 2 0.62 0 89% 5.16
2 11 235.28 41.28 0.0014 339.17 1 143.96 0 58% 195.21
3 50 3.01 0.10 0.0007 4.61 2 0.57 0 88% 4.04
4 59 548.61 152.88 0.0007 563.86 1 201.35 0 94% 297.67
5 81 186.08 36.95 0.0014 275.36 1 97.01 0 65% 178.35
6 264 131.28 49.69 0.0027 265.41 2 142.15 1 46% 123.27
7 339 48.40 8.28 0.0007 71.53 1 10.84 0 85% 60.69
8 413 10.12 0.38 0.0007 20.25 2 1.08 0 95% 19.17
9 554 138.22 28.03 0.0021 268.44 2 160.40 1 40% 108.05
10 692 3.21 0.30 0.0027 9.71 3 1.90 0 80% 7.80
11 696 2.27 0.39 0.0010 5.89 2 2.27 1 62% 3.62
12 830 1.33 5.73 0.0062 6.33 5 3.81 3 40% 2.12
13 1018 11.87 8.92 0.0055 45.82 4 24.68 2 46% 21.14
14 1386 1.15 0.08 0.0062 6.32 6 1.46 1 77% 4.86

58% 1,096.39

Table 3.2 shows the impact of on-site printing on the examined spare parts. We
�nd that access to on-site AM capacity signi�cantly decreases the costs, with relative
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savings ranging from 40% to 95%. Mean operating costs per year decrease by 58%
on average over the 14 spare parts. Much of the savings are generated by reductions
of the optimal base-stock level, which decreases by 76% on average compared to
the single-sourcing policy. This is a very welcome bene�t for the RNLA because
of the limitations imposed on storage space at the MOB. Another in
uential factor
that drives the cost reductions is the decrease in expected downtime for these 14
components, which decreases by 92% compared to the single-sourcing policy (not
shown in Table 3.2). This is due to the relatively low printing costs compared to the
backorder costs, which decreases the printing threshold according to Theorem 3.2.

The correlation coe�cient between the spare parts rank, as determined in Section
3.6.1 and shown in the second column of Table 3.2, and the annual savings is -0.54,
which means that the largest absolute savings are attained for the highest ranked
parts. Much of this is due to the unit purchasing cost cr, which plays a large role in
the inventory holding costs as well as in the spare parts rank. The strong correlation
between the spare parts ranking and the annual savings indicates that the RNLA
should focus its immediate printing e�orts on identifying highly ranked parts for
which the general-purpose printer can produce a functioning replica. The number of
parts for which this is technologically feasible for all of the RNLA’s systems ultimately
determines the impact of on-site printing on her operations. In this regard, we note
that technical feasibility is not a criterion of the spare parts ranking method, implying
that the 100 spare parts assessed by the RNLA’s AM experts represent a random
subset. This suggests that our results apply to 10-20% of the RNLA’s spare parts,
which extends far beyond the three systems that we consider, and that subset may
still increase as AM technology continues to improve.

3.6.4 Alternative scenarios

Future improvements to AM technology will impact the bene�ts that the RNLA
attains by implementing it into its operations. Speci�cally, we expect printing costs
to decrease for future systems, which we investigate in a scenario with 50% reduced
printing costs. We also consider a scenario in which the RNLA is involved in a
con
ict that requires a larger military presence than the current mission in Mali. In
this scenario we double the installed base size of the Boxer and the Fennek to 12
and 16 systems, respectively. The MB parts are excluded because calculation times
become prohibitively large for more than approximately 50 systems.

Figure 3.4 reports the annual savings per spare part for the two scenarios and
compares these to the annual savings that are reported in the previous section. Figure
3.4a shows that savings increase substantially for some parts when printing costs
decrease, while other parts hardly bene�t. Overall the relative savings increase from
58% to 76% when the printing costs are halved. Which parts bene�t most depends
on the share of the printing costs under the optimal policy. Bulky spare parts, such
as parts 2 and 4, bene�t much from a reduction in printing costs, while others bene�t
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(a) 50% reduced printing costs (b) Double installed bases (no MB parts)

Figure 3.4: Annual cost savings for two feasible future RNLA scenarios

less because they are already very cheap to print. Figure 3.4b shows that the relative
savings tend to decrease when more systems are deployed, which is due to the fact
that larger missions enable more e�ective inventory pooling. In this case the relative
savings decrease from 58% to 47% when the installed base size is doubled. We �nally
investigate a scenario in which the printed part failure probability is only half that
of the regular parts. This yields at most 3% additional savings on any part because
the printed part reliability is already fairly large compared to the order cycle length.
As long as the RNLA uses printed parts as temporary replacements, any advances in
technology to create stronger printed parts will likely impact the bene�ts of on-site
AM more by increasing the subset of printable parts than by decreasing operational
costs for those that can already be printed.

3.6.5 Combining printing and expediting

Like private companies, military organizations can sometimes expedite parts in case of
a stock-out, depending on the proximity of the asset to such a source and the downtime
costs of the asset. For example, the U.S. Marines 31st Marine Expeditionary Unit that
is stationed in Okinawa, Japan, recently had a simple bumper of an F-35 landing gear
door wear out during a training mission. The unit could have expedited the bumper
by ordering an entire new landing gear door to be 
own in from the U.S., but in
this case the on-board technicians quickly printed a temporary replacement part to
restore the asset’s availability (U.S. Department of Defense, 2018). The RNLA does
not have such an expediting option in Mali, but there are settings, such as NATO
training missions in Eastern Europe, in which expediting is feasible.

In the case of the U.S. Marines, printing a temporary spare part is clearly more cost-
e�ective than expediting the entire landing gear door from the U.S., but this may not
always be the case. Suppose that the RNLA has access to an expediting option, how
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Table 3.3: Comparison of the Printing, Expediting, and Triple-Sourcing Policy to
Single-Sourcing for the 14 RNLA spare parts

Printing Expediting Triple-sourcing

Cost savings 1096.39 (58%) 164.94 (9%) 1096.39 (58%)
Base-stock reduction 25 (76%) 3 (9%) 25 (76%)
Downtime reduction 92% 66% 92%

does this impact the bene�t of on-site AM? To this end, we add an expediting option
of regular parts to our model that can act as a second emergency source during the
order cycles. We provide the new model formulation as well as the characterization
of the new optimal inventory control policy in Appendix 3.A.1, so that we can focus
here on the implications of potential expediting options on RNLA operations.

To re
ect the fact that expediting spare parts incurs a cost premium we add e500 to
the replenishment costs when the RNLA expedites a spare part, i.e., ce = cr + 500.
Table 3.3 shows the results for the printing policy, the expediting policy, which features
expediting but not printing, and the triple-sourcing policy, which features both.

The results in Table 3.3 clearly show that on-site printing outperforms expediting
in terms of cost savings, inventory reduction, and downtime reduction. As a stand-
alone option, expediting achieves a 66% downtime reduction but in a very ine�cient
manner, as it only achieves a 9% reduction in costs and a 9% reduction in on-site
inventory. The results for the triple-sourcing policy equal those for the printing policy,
which indicates that printing is always preferred for these parts over expediting. This
is explained by Theorem 3.4 (see Appendix 3.A.1), which states that the optimal
emergency ordering policy consists of, at most, three intervals, and that these intervals
are always ordered in the sequence: expediting, printing, and inaction. The intuition
behind this is that an early shortage is best resolved by expediting a reliable spare
part, while later shortages are best resolved by printing a cheap part because the
higher failure probability is then far less important. This limits the impact of the
expediting option, because shortages typically occur later in the order cycles when
printing is most e�ective. In this case, we �nd that the seven day replenishment
interval is too short for expediting to be part of the emergency ordering policy for
any of the spare parts. These experimental and analytic results are a strong indication
to the RNLA that on-site printing will not only bene�t their most distant operations,
but also those that take place closer to The Netherlands or its allies.

3.6.6 3D printing raw material inventory

The results of Section 3.6.3 do not contain the investment in raw material that is used
by the on-site printer and the space that this requires in the MOB. In this section we
therefore show the impact that this has on our results. Incorporating raw material
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inventory directly into our model is highly impractical, as explained in Section 3.4.
We therefore calculate the mean and variance of the printing raw material per order
cycle for each of the 14 RNLA components individually, based on the single-item
optimal policy as determined by the MDP. The mean and variance of all components
is then combined to establish the mean and the variance of required printing raw
material. We refer to Appendix 3.A.3 for the exact calculation method.

The raw material for the Markforged Mark 2 consists of nylon wire that is delivered
on 800cc spools. For the sake of convenience we assume that the RNLA follows
a base-stock policy for the raw material and that the raw material replenishment
quantity is a continuous variable. Because the raw material is quite robust, no further
infrastructure is required to prevent raw material degradation, unlike metal powder
for high-tech metal AM systems. In fact, the spools are simply hung on the wall of
the unit that houses the printer.

Storage space at the MOB is assigned based on the inventory’s base-stock levels. We
therefore base our comparison on the base-stock levels of both inventory types, rather
than their average on-hand inventory, although we use the term inventory savings
when we discuss our results.

The resulting storage space for combined spare parts and raw material inventory is
shown in Figure 3.5, which illustrates that very high non-stockout probabilities can be
attained, while still drastically reducing the required storage space: in Section 3.6.3
we reported a 78% decrease and Figure 3.5 shows that with a 99.9% non-stockout
probability, the decrease will still be 73% (only 770cc raw material is required). The

Figure 3.5: Base-Stock and Raw Material Storage Space of 14 RNLA Components at
the MOB as a Function of Raw Material Non-Stockout Probability
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e�ect on the inventory holding costs is even smaller, because the value per cubic
centimeter of raw material is much smaller than the value of a spare part. The
cost savings therefore only decrease from 58% to 57.5% using a 99.9% non-stockout
probability.

There are two reasons why the raw material inventory is small relative to the reduction
in spare parts inventory: the raw material inventory pooling e�ect over all printable
spare parts and the consolidation e�ect that results from the di�erence between the
printing volume and the boxed volume of spare parts. To investigate the impact of
these two e�ects we negate the consolidation e�ect by determining the optimal control
policy, which is used to calculate the mean and variance of printed parts demand, by
running the MDP with the actual printing costs (see Table 3.2), but subsequently
determining the required raw material base-stock level as if solid parts are printed
(i.e., parts for which vp = vr). Under a 99.9% non-stockout probability we then
�nd a raw material base-stock level of 3,232cc. The cumulative base-stock is then
2,700 + 3,232 = 5,932cc, which amounts to 51% in storage space savings compared
to the 12,011cc of regular base-stock under the single-sourcing policy. Two-thirds
of the reported 73% of storage space savings is thus attributable to the raw material
inventory pooling e�ect, while the remainder is attributable to the consolidation e�ect.

These results show that the impact of requiring on-site raw material is much smaller
than the storage space and cost savings generated by the on-site printer, thus
validating its exclusion from the model of Section 3.4. We �nally note that we have
not included the space for the printer itself, but this should have little in
uence on
our results because it is a relatively small desktop printer, while the total number
of printable components for all systems at the MOB is much larger than the 14
components that we have considered.

3.7. Conclusions

In this chapter we have quanti�ed the impact of on-site printing on RNLA operations
in remote locations. We have done so by characterizing the optimal policy for a
discrete-time MDP that incorporates key characteristics of remote RNLA operations
and the printed parts that a simple general-purpose printer provides. This model has
subsequently been applied to actual data from RNLA systems in the context of her
U.N. mission in Mali. The bene�ts that we found clearly illustrate the potential of
this technology from an operational perspective { that is, the RNLA will bene�t from
a decrease in required on-site storage space and from increased asset availability in the
mission area. Overall cost reductions of more than 50% are achieved for the printable
parts. On-site AM thus creates a strategic advantage that decreases the RNLA’s
reliance on vulnerable supply lines and enables her to operate more e�ciently and
more e�ectively on foreign missions. The fact that these results are attained with
a relatively simple general-purpose printer shows that the RNLA can expect even
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greater bene�ts when this technology develops further and becomes applicable to
a larger number of parts. We also note that many civilian organizations operate
in remote locations with a similar logistic pro�le as the RNLA, for example in the
shipping, mining and o�shore sector, and in humanitarian aid operations. The impact
of remote location printing of spare parts thus extends far beyond military operations
into the civilian sector.
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3.A. Appendix

This appendix contains supplementary results in Section 3.A.1 and 3.A.2. Appendix 3.A.4
contains the proofs of the lemmas and theorems.

3.A.1 Model extension: expediting

The extended model includes three supply sources, i 2 fr; e; pg, which denote scheduled
replenishments, expediting, and printing, respectively. Similar to the printing source, we
assume a zero lead time for expediting a part, which can be interpreted as receiving an
overnight shipment. Unit expediting costs are denoted by ce. We assume that ce > cr to
re
ect that expediting incurs a premium cost. We further assume that ce > cp, as the reverse
would imply that there is no trade-o� between expediting and printing, as expedited parts
would be superior in both price and quality. The MDP formulation for the extended model
is similar to the original model in Section 3.4.2, except that we now denote the action space
during the order cycle by Â+(I) = f(e; p) j e; p � 0; e+p � I � g. Then the Bellman recursion
can be written as

V̂ (0; I; 0) = min
r 2A 0

n
L0(I; r)

+ �
NX

dr=0

P
�
Dr

�
N � (I + r)� �

= dr
	
V̂ (L� 1; I + r � dr; 0)

o
; if n = 0;

V̂ (1; I; P ) = min
(e;p )2 Â +

n
L̂+(I; e; p)

+ �
R (�)+eX

dr=0

P
�
Dr

�
R(�) + e

�
= dr

	
V̂ (0; I + e� dr � P; 0)

o
; if n = 1;

V̂ (n; I; P ) = min
(e;p )2 Â +

n
L̂+(I; e; p) + �

R (�)+eX

dr=0

P
�
Dr

�
R(�) + e

�
= dr

	

�
P +pX

dp=0

P
�
Dp

�
P + p

�
= dp

	
V̂ (n� 1; I + e+ p� dr � dp; P + p� dp)

o
; otherwise;

with the direct cost function during the order cycles being de�ned as:

L̂+(I; e; p) = cee+ cpp+ h(I + e+ p)+ + b(I + e+ p)� :

The structure of the optimal emergency ordering policy is illustrated in Figure 3.6, which is
based on the parameters of Table 3.1 in addition to the assumption that an expedited part
is twice as expensive as a regularly replenished part (i.e., ce = 200). The structure of the
optimal policy is formalized in Theorem 3.4.
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Figure 3.6: Illustration of an optimal policy with expediting, including optimal order
quantities

Theorem 3.4 The following holds (in the optimal policy):

(i) There exists a backorder threshold n�
b such that in any state (n; I; P ), with 0 < n � n�

b ,
it is optimal not to print any parts. It may hold that n�

b = 0 or that nb > L;

(ii) If � > �� = ce� cp
ce(1� p r )� cp(1� pp) , there exists an expediting threshold n�

e such that in any
state (n; I; P ), with n�

e � n < L it is optimal to expedite I � parts. It may hold that
n�

e > L.

The implication of Theorem 3.4 is that the optimal emergency ordering policy can be divided
into, at most, three intervals for each order cycle. These intervals are always ordered in the
sequence: expediting, printing and inaction. All shortages that occur up to the optimal
expediting threshold n�

e should be managed by expediting and all shortages that occur after
the backorder threshold n�

b should be backordered until the scheduled replenishment. All
shortages that occur in between should be managed by printing a part. The condition
imposed on � in part (ii) of Theorem 3.4 is required to ensure that discounting future costs
is done at a rate that allows the higher costs of an expedited part to earn itself back over
time. This mild condition is typically met in practice, due to the fact that � is very close to
one when periods equal one day.

3.A.2 Additional case study details

Figure 3.7 provides an overview of the attributes and the weights that determine the ranked
list. The weight distribution between the goals and between their respective attributes are
determined via the analytic hierarchy process together with RNLA decision makers.
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Figure 3.7: Attribute weights for the spare parts ranking procedure

3.A.3 Calculating the mean and variance of raw material
demand

Each cycle starts with a non-negative regular spare parts inventory. When the regular
inventory is depleted all machines are still operating on a regular part, but the emergency
ordering problem reduces to a single machine setting, as shown in Lemma 3.2. Demand for
raw material occurs when the regular part fails, and for all subsequent printed part failures
if these occur prior to the backorder threshold.

Spare parts demand for a single period can exceed one, so we divide each period into N
trials for which the demand can be at most one (with probability pr). A cycle thus consists
of N � L trials m 2 f1; : : : ; N � Lg for which we calculate the inventory depletion probability
Pd(m;S)

Pd(m;S) =

  
m� 1
S � 1

!

pS � 1
r (1� pr)m � S

!

pr;

which represents the probability that S � 1 failures have occurred in the �rst n � 1 trials
and that the S th failure occurs exactly in trial m. This allows us to account for the fact
that inventory depletion in trial m implies that there are N mod m trials remaining in
the respective period for which a regular part failure immediately triggers a print job. We
calculate the expected raw material demand per system based on the number of periods
remaining from inventory depletion until the backorder threshold, while conditioning on the
period of the installed regular part failure:

DM(m;n�
b) = v

L � n �b � mX

j =0

pr(1� pr)j �
1 + (L� nb �m� j)pp

�
;

where the period in which the regular part fails is geometrically distributed, after which the
expected number of printed part failures that follow prior to the backorder threshold is again
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Bernoulli distributed. Combining the depletion probability per trial with the expected raw
material demand after depletion per system based on the number of periods remaining yields
the expected raw material demand

�M(n�
b; S)

=

( P N (L � n �b)
i =1 Pd(i; S)

� �
N mod i

�
DM(i; n�

b)+
�
N�(N mod i)

�
DM(i+ 1; n�

b)
�
; if S > 0;

NDM(0; n�
b); if S = 0:

The standard deviation for the raw material demand �M(m;n�
b) given inventory depletion in

period m is similarly obtained through

�M(m;n�
b) = v2

L � n �b � mX

j =0

pr(1� pr)j �
jpr(1� pr) + (L� nb �m� j)pp(1� pp)

�
:

Then the standard deviation for raw material demand is equal to

�M(n�
b; S)

=

8
<

:

r
P N (L � n �b)

i =1 Pd(i; S)
� �
N mod i

�
�M(i; n�

b)+
�
N�(N mod i)

�
�M(i+ 1; n�

b)
�
; if S > 0;

p
N�M(0; n�

b); if S = 0:

3.A.4 Proofs

3.A.4.1 Lemma 3.2

For further proofs, we provide Lemma 3.2. We de�ne:

eV p(1; I; P ) = L+(I; p) + �
R (�)X

dr=0

P
�
Dr

�
R(�)

�
= dr

	
V (0; I � dr � P; 0); if n = 1;

eV p(n; I; P ) = L+(I; p) + �
R (�)X

dr=0

P
�
Dr

�
R(�)

�
= dr

	

�
P +pX

dp=0

P
�
Dp

�
P + p

�
= dp

	
V (n� 1; I + p� dr � dp; P + p� dp); if n > 1:

Note that V (n; I; P ) = min
p2A +

eV p(n; I; P ) for n > 0. Next, we de�ne:

� �I V (0; I; 0) = V (0; I + 1; 0)� V (0; I; 0),

� �(I;P )V (n; I; P ) = V (n; I + 1; P + 1)� V (n; I; P ) if n > 0,

� �p eV p(n; I; P ) = eV p+1(n; I; P )� eV p(n; I; P ), and
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� c(n) as a function that depends only on n � 0, with c� (0) � 0.

Lemma 3.2 The following statements hold:

(i) �I V (0; I; 0) = �cr for I < 0.

(ii) �p eV p(n; I; P ) = �p0
p (n; I0; P 0) for 0 < n < L, I; I0 < 0, p < I � , and p0 < I0� .

(iii) �I V (n; I; P ) = c(n) = maxf�b+ �(1� pp)c(n� 1);�cpg for 0 < n < L and I < 0.

Proof of (i) Because A0 = fr j r � I � g, it holds that

V (0; I; 0)

= min
r � I �

(

L0(I; r) + �
NX

dr=0

P fDr(N) = drgV (L� 1; I + r � dr; 0)

)

= min
r � I �

(

crr + h(I + r) + �
NX

dr=0

P fDr(N) = drgV (L� 1; I + r � dr; 0)

)

= min
r 0 � 0

(

cr(I � + r0) + h
�
I + (I � + r0)

�

+ �
N � (I +(I �+r 0))�X

dr=0

P
�
Dr(N � (I + (I � + r0))� ) = dr

	
V (L� 1; I + (I � + r0)� dr; 0)

)

= crI � + min
r 0 � 0

(

crr0 + hr0 + �
NX

dr=0

P fDr(N) = drgV (L� 1; r0� dr; 0)

)

= crI � + V (0; 0; 0):

Proof of (ii) and (iii) We prove parts (ii) and (iii) via induction to n. At various places
in the proof, we use that R(I + 1; P + 1) = N � (P + 1)� (I + 1)� = R(I; P ) for I < 0. Let
n = 1, I; I0 < 0, p < I � and p0 < I0� .

�p eV p(1; I; P ) = cp(p+ 1) + h(I + p+ 1)+ + b(I + p+ 1)�

+ �
R (�)X

dr=0

P fDr (R(�)) = drgV (0; I � dr � P; 0)� cpp� h(I + p)+ � b(I + p)�

� �
R (�)X

dr=0

P fDr (R(�)) = drgV (0; I � dr � P; 0)

= cp � b;

which proves part (ii) for n = 1 and implies that the optimal decision to either print one
more part or not, does not depend on the other state variables (if I < 0). Given that the
optimal number to print cannot exceed I � , we �nd that under n = 1, with an optimal
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policy, we either do nothing or print I � parts; that is, V (1; I; P ) = min
p2A +

eV p(1; I; P ) =

minfeV 0(1; I; P ); eV I �(1; I; P )g. So considering p0 = p = 0 or p = p0 + 1 = I � for

�(I;P )V (1; I; P ) = V (1; I + 1; P + 1)� V (1; I; P )

= min
p02A +

eV p0(n; I + 1; P + 1)� min
p2A +

n
eV p(n; I; P )

o
;

In the former case,

�I V (1; I; P ) = eV 0(1; I + 1; P + 1)� eV 0(1; I; P )

= b(I + 1)� + �
R (�)X

dr=0

P fDr (R(�)) = drgV (0; I � dr � P; 0)� bI �

� �
R (�)X

dr=0

P fDr (R(�)) = drgV (0; I � dr � P; 0)

= �b;

while in the latter case,

�I V (1; I; P ) = eV (I +1)�(1; I + 1; P + 1)� eV I �(1; I; P )

= cp(I + 1)� + �
R (�)X

dr=0

P fDr (R(�)) = drgV (0; I � dr � P; 0)

� cpI � � �
R (�)X

dr=0

P fDr (R(�)) = drgV (0; I � dr � P; 0)

= �cp:

We thus know that

V (1; I; P ) = min
p2A +

eV p(1; I; P ) =

(
eV 0(1; I; P ); if cp � b;
eV I �(1; I; P ); if cp < b:

�I V (1; I; P ) = V (1; I + 1; P + 1)� V (1; I; P )

=

(
eV 0(1; I + 1; P + 1)� eV 0(1; I; P ); if cp � b;
eV (I +1)�(1; I + 1; P + 1)� eV I �(1; I; P ); if cp < b

=

(
�b; if cp � b;
�cp; if cp < b

= maxf�b;�cpg
= c(1);

thus proving part (iii) for n = 1. Let us now assume that parts (ii) and (iii) hold for a given
n� 1 > 0, n < L. We prove that these parts then also hold for n.

�p eV p(n; I; P )
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= cp(p+ 1) + h(I + p+ 1)+ + b(I + p+ 1)� � cpp� h(I + p)+ � b(I + p)�

+ �
R (�)X

dr=0

P fDr = drg
P +p+1X

dp=0

P fDp = dpgV (n� 1; I + p+ 1� dr � dp; P + p+ 1� dp)

� �
R (�)X

dr=0

P fDr = drg
P +pX

dp=0

P fDp = dpgV (n� 1; I + p� dr � dp; P + p� dp)

= cp � b+ �
�
pp

R (�)X

dr=0

P fDr = drg
P +pX

dp=0

P fDp = dpgV (n�1; I+p�dr � dp; P + p� dp)

+ (1�pp)
R (�)X

dr=0

P fDr =drg
P +pX

dp=0

P fDp =dpgV (n�1; I+p+1� dr � dp; P + p+ 1� dp)
�

� �
R (�)X

dr=0

P fDr = drg
P +pX

dp=0

P fDp = dpgV (n� 1; I + p� dr � dp; P + p� dp)

= cp � b+ �
R (�)X

dr=0

P fDr = drg
P +pX

dp=0

P fDp = dpg

�
�
(1� pp)V (n� 1; I + p+ 1� dr � dp; P + p+ 1� dp)
+ (pp � 1)V (n� 1; I + p� dr � dp; P + p� dp)

�

= cp � b+ �(1� pp)
R (�)X

dr=0

P fDr = drg
P +pX

dp=0

P fDp = dpg c(n� 1)

= cp � b+ �(1� pp)c(n� 1);

which proves part (ii) for n > 1. The second equality follows from conditioning on the
probability that one given printed part will or will not fail, while the fourth equality results
from the induction assumption that �I V (n� 1; I; P ) = c(n� 1). The �nal equality follows
from the resulting summation of probabilities being equal to 1. The expression in Eq. (2)
is independent of I and P . Therefore, part (ii) holds for n. As in the case of n = 1, this
implies that if n > 1, under an optimal policy we either do nothing or print I � parts;
that is, V (n; I; P ) = min

p2A +

eV p(n; I; P ) = minfeV 0(n; I; P ); eV I �(n; I; P )g. This means either

p0 = p = 0 or p0 = p+ 1 = I � when considering

�(I;P )V (n; I; P ) = V (n; I + 1; P + 1)� V (n; I; P )

= min
p02A +

n
eV p0(n; I + 1; P + 1)

o
� min

p2A +

n
eV p(n; I; P )

o
;

In the former case:

�I V (n; I; P )

= eV 0(n; I + 1; P + 1)� eV 0(n; I; P )

= b(I + 1)� � b(I)�
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+ �
R (�)X

dr=0

P fDr = drg
P +1X

dp=0

P fDp = dpgV (n� 1; I + 1� dr � dp; P + 1� dp)

� �
R (�)X

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgV (n� 1; I � dr � dp; P � dp)

= �b+ �pp

R (�)X

dr=0

P fDr = drg
P +1X

dp=0

P fDp = dpgV (n� 1; I � dr � dp; P � dp)

+ �(1� pp)
R (�)X

dr=0

P fDr = drg
P +1X

dp=0

P fDp = dpgV (n� 1; I + 1� dr � dp; P + 1� dp)

� �
R (�)X

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgV (n� 1; I � dr � dp; P � dp)

= �b+ �
R (�)X

dr=0

P fDr = drg
PX

dp=0

P fDp = dpg

� (1� pp) [V (n� 1; I + 1� dr � dp; P + 1� dp)� V (n� 1; I � dr � dp; P � dp)]
= �b+ �(1� pp)c(n� 1);

while in the latter case:

�I V (n; I; P )

= eV (I +1)�(n; I + 1; P + 1)� eV I �(n; I; P )

= cp(I + 1)� � cpI �

+ �
R (�)X

dr=0

P fDr = drg
P +I �X

dp=0

P fDp = dpgV (n� 1;�dr � dp; P + I � � dp)

� �
R (�)X

dr=0

P fDr = drg
P +I �X

dp=0

P fDp = dpgV (n� 1;�dr � dp; P + I � � dp)

= �cp:

We thus know that

V (n; I; P ) = min
p2A +

eV p(n; I; P ) =

(
eV 0(n; I; P ); if cp � b� �(1� pp)c(n� 1);
eV I �(n; I; P ); if cp < b� �(1� pp)c(n� 1):

�I V (n; I; P ) = V (n; I + 1; P + 1)� V (n; I; P )

=

(
eV 0(n; I + 1; P + 1)� eV 0(n; I; P ); if cp � b� �(1� pp)c(n� 1);
eV (I +1)�(n; I + 1; P + 1)� eV I �(n; I; P ); if cp < b� �(1� pp)c(n� 1)

=

(
�b+ �(1� pp)c(n� 1); if cp � b� �(1� pp)c(n� 1);
�cp; if cp < b� �(1� pp)c(n� 1)
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= maxf�b+ �(1� pp)c(n� 1);�cpg
= c(n);

thus proving part (iii) for n > 1.

3.A.4.2 Proof of Theorem 3.1

Let printing be optimal in period 1. We then obtain c(1) = �cp > �b via Lemma 3.2 part
(iii), so that printing is optimal in all periods. Next, let printing be the only optimal action
in period n > 1. We then obtain

c(n) = �cp > �b+ �(1� pp)c(n� 1) � �b� �(1� pp)cp;

where equality follows from printing being optimal and both inequalities follow from Lemma
3.2 part (iii). From this, it immediately follows that

c(n+ 1) = maxf�b� �(1� pp)cp;�cpg = �cp;

which implies that printing is preferred to inaction in all periods n0 > n as well. Thus the
optimal printing decision is controlled by a threshold that we refer to as n�

p.

For all n, with 0 < n < n�
p, not printing any parts is optimal. Thus, using part (iii) of

Lemma 3.2,

c(n) = �b+ �(1� pp)c(n� 1):

For n = n�
p, it must hold that

�cp > �b+ �(1� pp)c(n� 1)
= �b+ �(1� pp)(�b+ �(1� pp)c(n� 2))

= �b
n � 1X

n 0=0

(�(1� pp))n 0 ;

which means that

cp

b
<

n � 1X

n 0=0

(�(1� pp))n 0 :

3.A.4.3 Proof of Theorem 3.2

We �rst show that the right-hand side of Eq. (3.1) is increasing in n:

nX

n 0=0

�
�(1� pp)

� n 0 �
n � 1X

n 0=0

�
�(1� pp)

� n 0 =
�
�(1� pr)

� n > 0:

Proof of part (i) The left-hand side of Eq. (3.1) is decreasing in b. This implies that that
n�

p is nonincreasing in b because Eq. (3.1) is increasing in n.
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Proof of part (ii) The left-hand side of Eq. (3.1) is increasing in cp. This implies that n�
p

is nondecreasing in cp because the right-hand side of Eq. (3.1) is increasing in n.

Proof of part (iii) Let p1 < p2. We �nd that

n � 1X

n 0=0

�
�(1� p2)

� n 0 �
n � 1X

n 0=0

�
�(1� p1)

� n 0 =
n � 1X

n 0=0

h�
�(1� p2)

� n 0 �
�
�(1� p1)

� n 0
i
< 0;

which implies that the right-hand side of Eq. (3.1) is decreasing in pp. Because the left-hand
side does not change, this implies that n�

p is nondecreasing in pp.

3.A.4.4 Proof of Lemma 3.1

Proof of (i)

lim
I !1

V (0; I; P ) = lim
I !1

n
min
r � 0

n
L0(I; r) +

R (�)X

dr=0

P fDr = drgV (L� 1; I + r � dr; 0)
oo

> lim
I !1

n
min
r � 0
fh(I + r)+g

o
=1;

where the inequality follows from the value function consisting only of strictly positive and
nonnegative costs.

Proof of (ii) In this proof, we establish through induction that the value function is convex
in I. The proof is split into three parts for each variant of the Bellman recursion: n = 1,
n > 1, and n = 0. Case distinctions are made based on Theorem 3.1, which states that only
one of two actions can be optimal for 1 � n � L � 1, i.e., either to print a part for each
shortage or to print no parts at all. We de�ne Vt (n; I; P ) as the t-period cost when starting in
state (n; I; P ), with t � 0, n = t mod L as the time until the end of the horizon. We assume
that V0(0; I; 0) is convex in I. In the proofs, we denote by p�

1, p�
2, and p�

3 as the optimal
printing quantities in states Vt (t; I � 1; P ), Vt (t; I; P ), and Vt (t; I + 1; P ), respectively, with
t mod L 6= 0, and we denote by r�

1 , r�
2 , and r�

3 the optimal replenishment quantities in the
states Vt (t; I � 1; 0), Vt (t; I; 0), and Vt (t; I + 1; 0), respectively, with t mod L = 0.

For notational convenience we suppress the arguments of Dr(�) and Dp(�), although we note
that these always coincide with the upper limit of the accompanying summation sign.

Part 1: convexity of V1(1; I; P ) in I.

Case I: I < 0. Lemma 3.2 part (iii) implies that V1(1; I; P ) is linear, and thus convex, in I.

Case II: I > 0, so p�
1 = p�

2 = p�
3 = 0.

V1(1; I � 1; P )� 2V1(1; I; P ) + V1(1; I + 1; P )

= h(I � 1) + �
N � PX

dr=0

P fDr = drgV0(0; I � 1� dr � P; 0)

� 2

(

hI + �
N � PX

dr=0

P fDr = drgV0(0; I � dr � P; 0)

)
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+ h(I + 1) + �
N � PX

dr=0

P fDr = drgV0(0; I + 1� dr � P; 0)

= �
N � PX

dr=0

P fDr =drg [V0(0; I�1�dr�P; 0)� 2V0(0; I�dr�P; 0) + V0(0; I+1�dr�P; 0)]

> 0;

where we obtain the inequality through the induction assumption.

Case IIIa: I = 0 and p�
1 = p�

2 = p�
3 = 0.

V1(1;�1; P )� 2V1(1; 0; P ) + V1(1; 1; P )

= b+ �
R (I;P )� 1X

dr=0

P fDr =drgV0(0;�1� dr � P; 0)� �
R (I;P )X

dr=0

P fDr =drgV0(0;�dr � P; 0)

� �
R (I;P )X

dr=0

P fDr =drgV0(0;�dr � P; 0) + h+ �
R (I;P )X

dr=0

P fDr =drgV0(0; 1� dr � P; 0)

� b+ h+ �
R (I;P )� 1X

dr=0

P fDr =drgV0(0;�1� dr � P; 0)

� �
R (I;P )X

dr=0

P fDr =drgV0(0;�dr � P; 0)� �cr

= b+ h+ �
R (I;P )� 1X

dr=0

P fDr = drgV0(0;�1� dr � P; 0)

� �pr

R (I;P )� 1X

dr=0

P fDr = drgV0(0;�1� dr � P; 0)

� �(1� pr)
R (I;P )� 1X

dr=0

P fDr = drgV0(0;�dr � P; 0)� �cr

= b+ h+ �
R (I;P )� 1X

dr=0

P fDr = drgV0(0;�1� dr � P; 0)

� �pr

R (I;P )� 1X

dr=0

P fDr = drgV0(0;�1� dr � P; 0)

� �(1� pr)
R (I;P )� 1X

dr=0

P fDr = drg
�
V0(0;�1� dr � P; 0)� cr

�
� �cr

= b+ h+ �(1� pr)cr � �cr

= b+ h� �prcr

> b+ h� �b
> 0;
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where we obtain the �rst inequality using V0(0; 1 � dr � P; 0) � V0(0;�dr � P; 0) � �cr,
which holds for dr + P > 0 via Lemma 3.2 part (i) and for dr + P = 0, due to the induction
assumption that the value function is convex in I and Lemma 3.2 part (i). For the second
equality, we condition on the probability that one printed part will or will not fail. The third
equality results because V (0; I; P )� V (0; I � 1; P ) = �cr for I < 0, as shown in Lemma 3.2
part (i). We combine the summation terms to obtain the fourth equality, and the second
inequality is due to the assumption that prcr < b.

Case IIIb: I = 0 and p�
1 = 1, p�

2 = p�
3 = 0. This proof is identical to the proof for Case IIIa,

except that the term b from the �rst line of the proof must be replaced by cp. The proof
then yields: cp +h��prcr > cp +h��ppcp > h > 0, under the assumption that prcr < ppcp.

Part 2: convexity of Vn (n; I; P ) in I for 1 < n � L� 1.

Case I: I < 0. Lemma 3.2 part (iii) implies that Vn (n; I; P ) is linear, and thus convex, in I.

Case II: I > 0, so p�
1 = p�

2 = p�
3 = 0.

Vn (n; I � 1; P )� 2Vn (n; I; P ) + Vn (n; I + 1; P )

= h(I � 1) + �
N � PX

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgVn � 1(n� 1; I � 1� dr � dp; P � dp)

� 2

0

@h(I) + �
N � PX

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgVn � 1(n� 1; I � dr � dp; P � dp)

1

A

+ h(I + 1) + �
N � PX

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgVn � 1(n� 1; I + 1� dr � dp; P � dp)

= �
N � PX

dr=0

P fDr = drg
PX

dp=0

P fDp = dpg �
�
Vn � 1(n� 1; I � 1� dr � dp; P � dp)

� 2Vn � 1(n� 1; I � dr � dp; P � dp) + Vn � 1(n� 1; I + 1� dr � dp; P � dp)
�

> 0;

where the inequality is obtained through the induction assumption.

Case IIIa: I = 0 and p�
1 = p�

2 = p�
3 = 0.

Vn (n;�1; P )� 2Vn (n; 0; P ) + Vn (n; 1; P )

= b+ �
N � P � 1X

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgVn � 1(n� 1;�1� dr � dp; P � dp)

� �
N � PX

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgVn � 1(n� 1;�dr � dp; P � dp)

� �
N � PX

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgVn � 1(n� 1;�dr � dp; P � dp)
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+ h+ �
N � PX

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgVn � 1(n� 1; 1� dr � dp; P � dp)

� b+ h+ �
N � P � 1X

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgVn � 1(n� 1;�1� dr � dp; P � dp)

� �
N � PX

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgVn � 1(n� 1;�dr � dp; P � dp) + �c(n� 1)

= b+ h+ �
N � P � 1X

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgVn � 1(n� 1;�1� dr � dp; P � dp)

� �pr

N � P � 1X

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgVn � 1(n� 1;�1� dr � dp; P � dp)

+ �c(n� 1)

� �(1� pr)
N � P � 1X

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgVn � 1(n� 1;�dr � dp; P � dp)

= b+ h+ �
N � P � 1X

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgVn � 1(n� 1;�1� dr � dp; P � dp)

� �pr

N � P � 1X

dr=0

P fDr = drg
PX

dp=0

P fDp = dpgVn � 1(n� 1;�1� dr � dp; P � dp)

+ �c(n� 1)

� �(1� pr)
N � P � 1X

dr=0

P fDr = drg

�
PX

dp=0

P fDp = dpg
�
Vn � 1(n� 1;�1� dr � dp; P � dp) + c(n� 1)

�

= b+ h� �(1� pr)c(n� 1) + �c(n� 1)
= b+ h+ �prc(n� 1)
� b+ h� �prb
> 0:

These derivations follow the same steps as the proof of case IIIa in part (i). Note that the
second to last inequality holds because c(n� 1) � �b.

Case IIIb: I = 0 and p� = 1, p�
2 = p�

3 = 0. This proof is identical to the proof for case IIIa,
except that the term b from the �rst line of that proof must be replaced by cp. The proof
then yields cp + h+ �c� (n� 1) � cp + h� �cp > 0.

Part 3: convexity of VL (0; I; 0) in I for n = 0.

Case I: I < 0. Lemma 3.2 part (i) implies that VL (0; I; 0) is linear, and thus convex, in I.
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Case IIa: I � 0, and r�
1 = 0. We �rst de�ne the following function:

eV r
L (0; I; 0) = L0(I; r) + �

NX

dr=0

P fDr = drgVL � 1(L� 1; I + r � dr; 0):

Because r�
1 = 0, it must hold that

0 < eV 1
L (0; I � 1; 0)� eV 0

L (0; I � 1; 0)

= cr + Ih+ �
NX

dr=0

P fDr = drgVL � 1(L� 1; I � dr; 0)

� (I � 1)h� �
NX

dr=0

P fDr = drgVL � 1(L� 1; I � 1� dr; 0)

= cr + h+ �
NX

dr=0

P fDr = drg [VL � 1(L� 1; I � dr; 0)� VL � 1(L� 1; I � 1� dr; 0)] ;

which then implies, with x 2 f1; 2g, that

eV 1
L (0; I � 1 + x; 0)� eV 0

L (0; I � 1 + x; 0)
= cr + h

+ �
NX

dr=0

P fDr = drg [VL � 1(L� 1; I + x� dr; 0)� VL � 1(L� 1; I � 1 + x� dr; 0)]

> 0;

because VL � 1(L � 1; I; 0) is convex in I. This immediately implies that if r�
1 = 0, then

r�
2 = r�

3 = 0. We proceed:

VL (0; I � 1; 0)� 2VL (0; I; 0) + VL (0; I + 1; 0)

= h(I � 1) + �
NX

dr=0

P fDr = drgVL � 1(L� 1; I � 1� dr ; 0)

� 2

 

hI + �
NX

dr=0

P fDr = dr gVL � 1(L� 1; I � dr; 0)

!

+ h(I + 1) + �
NX

dr=0

P fDr = drgVL � 1(L� 1; I + 1� dr; 0)

= �
NX

dr=0

P fDr = drg
h
VL � 1(L� 1; I � 1� dr; 0)� 2VL � 1(L� 1; I � dr; 0)

+ VL � 1(L� 1; I + 1� dr; 0)
i

� 0;

where the inequality is obtained because VL � 1(L� 1; I; 0) is convex in I.



3.A Appendix 85

Case IIb: I � 0, and r�
1 > 0.

VL (0; I � 1; 0)� 2VL (0; I; 0) + VL (0; I + 1; 0)

= L0(I � 1; r�
1) + �

NX

dr=0

P fDr = dr gVL � 1(L� 1; I � 1 + r�
1 � dr ; 0)

� 2

 

L0(I; r�
2) + �

NX

dr=0

P fDr = dr gVL � 1(L� 1; I + r�
2 � dr ; 0)

!

+ L0(I + 1; r�
3) + �

NX

dr=0

P fDr = dr gVL � 1(L� 1; I + 1 + r�
3 � dr ; 0)

� L0(I � 1; r�
1)� L0(I; r�

1 � 1) + L0(I + 1; r�
3)� L0(I + 1; r�

3 + 1)

+ �
NX

dr=0

P fDr =dr g
�
VL� 1(L�1; I � 1 + r�

1 � dr ; 0)� VL� 1(L�1; I + r�
1 � 1� dr ; 0)

�

+ �
NX

dr=0

P fDr =dr g
�
VL� 1(L�1; I + 1 + r�

3 � dr ; 0)� V (L� 1; I + r�
3 + 1� dr ; 0)

�

= cr
�
r�

1 � (r�
1 � 1) + r�

3 � (r�
3 + 1)

�

+ h
�
(I � 1 + r�

1)� (I + r�
1 � 1) + (I + 1 + r�

3)� (I + r�
3 + 1)

�

= 0;

where the inequality is obtained by replacing r�
2 once by r�

1 � 1 and once by r�
3 + 1. The

second equality is obtained by expanding and reordering the direct costs terms.

The proofs of Part 1, Part 2 and Part 3 can be repeated for t > L. It holds that Vt (s)! V (s),
as t ! 1 for all s 2 S according to Proposition 3.1 of Ross (1983, p.36), which completes
the proof.

3.A.4.5 Proof of Theorem 3.3

This follows directly from Lemma 3.1.

3.A.4.6 Lemma 3.3

First, de�ne:
�V e;p (1; I; P )

= L+(I; p) + �
R (�)+eX

dr=0

P
�
Dr

�
R(�) + e

�
= dr

	
V̂ (0; I + e� dr � P; 0); if n = 1;

�V e;p (n; I; P )

= L+(I; p) + �
R (�)+eX

dr=0

P
�
Dr

�
R(�) + e

�
= dr

	

�
P +pX

dp=0

P
�
Dp

�
P + p

�
= dp

	
V̂ (n� 1; I + e+ p� dr � dp; P + p� dp); if n > 1:
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We also de�ne:

� �̂I V̂ (0; I; 0) = V̂ (0; I + 1; 0)� V̂ (0; I; 0),

� �̂(I;P )V̂ (n; I; P ) = V̂ (n; I + 1; P + 1)� V̂ (n; I; P ) if n > 0,

� �̂0
I V̂ (n; I; P ) = V̂ (n; I + 1; P )� V̂ (n; I; P ) if n > 0,

� �̂pV̂ e;p (n; I; P ) = �V e;p +1(n; I; P )� �V e;p (n; I; P ),

� �̂eV̂ e;p (n; I; P ) = �V e+1;p (n; I; P )� �V e;p (n; I; P ),

� ĉ(n) as a constant that depends only on n � 0, with ĉ(0) � 0, and

� ĉ0(n) as a constant that depends only on n � 0, with ĉ0(0) � �cr.

Lemma 3.3 The following statements hold:

(i) �̂I V̂ (0; I; 0) = �cr for I < 0.

(ii) �̂pV̂ e;p (n; I; P ) = �̂pV̂ e0;p 0(n; I0; P 0) and �̂eV̂ e;p (n; I; P ) = �̂eV̂ e0;p 0(n; I0; P 0) for n >
0, I; I0 < 0, e+ p < I � and e0 + p0 < I0� .

(iii) �̂(I;P )V̂ (n; I; P ) = maxf�b+ �(1� pp)ĉ(n� 1);�cp ;�ce + �(1� pp)ĉ(n� 1)� �(1�
pr )ĉ0(n � 1)g = ĉ(n) and �̂0

I V̂ (n; I; P ) = maxf�b + �(1 � pr )ĉ0(n � 1);�cp + �(1 �
pr )ĉ0(n� 1)� �(1� pp)ĉ(n� 1);�ceg = ĉ0(n) for n > 0 and I < 0.

Proof of (i) This proof is identical to the proof of Lemma 3.2 part (i) with V (0; I; 0)
replaced by V̂ (0; I; 0).

Proof of (ii) and (iii) The proof for this part is obtained in a manner analogous to the
proof of Lemma 3.2 part (ii) and (iii). For the sake of conciseness we restrict ourselves to
showing the intermediate results and the end result, without the complete derivations. For
n = 1, we �nd that:

�̂pV̂ e;p (1; I; P ) = cp � b, and that �̂eV̂ e;p (1; I; P ) = ce � b� �(1� pr)cr;

which proofs part (ii) for n = 1 and implies that for n = 1 and I < 0, it is optimal
to either print I � parts, or to expedite I � parts, or to do nothing. With these results,
and by distinguishing the e�ect of the three possibly optimal actions on �̂I V̂ (1; I; P ) and
�̂0

I V̂ (1; I; P ), one can show that:

�̂(I;P )V̂ (1; I; P ) = maxf�b;�cp;�ce + �(1� pr)crg = ĉ(1)

�̂0
I V̂ (1; I; P ) = maxf�b� �(1� pr)cr;�cp � �(1� pr)cr;�ceg = ĉ0(1);

which proofs part (iii) for n = 1. Next, assume part (ii) and part (iii) hold for period n� 1,
one can obtain that:

�̂pV̂ e;p (n; I; P ) = cp � b+ �(1� pp)ĉ(n� 1)



3.A Appendix 87

and that

�̂eV̂ e;p (n; I; P ) = ce � b+ �(1� pr)ĉ0(n� 1);

which proofs part (ii) for n > 1 and implies that for period n, with I < 0, it is optimal to
either print I � parts, or to expedite I � parts, or to do nothing. With these results, one can
show that:

�̂(I;P )V̂ (n; I; P ) = maxf�b+ �(1� pp)ĉ(n� 1);�cp;�ce + �(1� pp)ĉ(n� 1)
� �(1� pr)ĉ0(n� 1)g = ĉ(n)

�̂0
I V̂ (n; I; P ) = maxf�b+ �(1� pr)ĉ0(n� 1);�cp + �(1� pr)ĉ0(n� 1)

� �(1� pp)ĉ(n� 1);�ceg = ĉ0(n);

which proofs part (iii) for n > 1.

3.A.4.7 Proof of Theorem 3.4

Proof of part (i) The proof that printing cannot be optimal in any period after which
backordering has been optimal can be obtained by repeating the proof of Theorem 3.1. We
next proof that backordering cannot be optimal in a period if expediting is optimal in a later
period. Let expediting be strictly preferred to backordering in period 1. We then obtain
that:

ĉ0(1) = �ce > �b� �(1� pr)cr > �b� �(1� pr)ce;

where the equality follows from the fact that expediting is preferred to backordering. The
�rst inequality follows from Lemma 3.3 part (iii) and the second inequality from the fact
that ce > cr. It then follows that:

ĉ0(2) = maxf�b� �(1� pr)ce;�ceg = �ce;

which implies that expediting is also preferred in period n = 2. This can be continued for
any n0 > 2.

Next, let expediting be strictly preferred to backordering in period n > 1. It then follows
that:

ĉ0(n) = �ce > �b+ �(1� pr)ĉ0(n� 1) � �b� �(1� pr)ce;

where the non-strict inequality follows from the fact that Lemma 3.3 part (iii) implies that
ĉ0(n� 1) � �ce. From this it immediately follows that:

ĉ0(n+ 1) = maxf�b� �(1� pr)ce; ceg = �ce;

which implies that expediting is also preferable to backordering in period n+ 1. In case that
n = 1, we obtain , which also leads to the desired result.

Proof of part (ii) We consider a system with N = 1, as we know from Lemma 3.3 that the
optimal decision in a period n will be the same as for a system with N > 1.
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We further know that inaction is optimal when a system is functioning on a regular or a
printed part; thus the following two equations hold:

V̂ (n; 0; 0) = �
�
(1� pr)V̂ (n� 1; 0; 0) + prV̂ (n� 1;�1; 0)

�
; (3.2)

V̂ (n; 0; 1) = �
�
(1� pp)V̂ (n� 1; 0; 1) + ppV̂ (n� 1;�1; 0)

�
: (3.3)

We further have:

�V 0;1(n;�1; 0) = cp + �
�
(1� pp)V̂ (n� 1; 0; 1) + ppV̂ (n� 1;�1; 0)

�
;

�V 1;0(n;�1; 0) = ce + �
�
(1� pr)V̂ (n� 1; 0; 0) + prV̂ (n� 1;�1;

�
:

Let us now assume that expediting is the only optimal action in state (n;�1; 0), i.e.,
�V 1;0(n;�1; 0) < �V 0;1(n;�1; 0). Using the equations above and reordering gives:

ce � cp < �
�
(1� pp)V̂ (n� 1; 0; 1) + ppV̂ (n� 1;�1; 0)

�

� �
�
(1� pr)V̂ (n� 1; 0; 0) + prV̂ (n� 1;�1; 0)

�

= V̂ (n; 0; 1)� V̂ (n; 0; 0):

(3.4)

The fact that expediting is optimal in period n also implies that:

V̂ (n;�1; 0) = �V 1;0(n;�1; 0)

= ce + �
�
(1� pr)V̂ (n� 1; 0; 0) + prV̂ (n� 1;�1; 0)

�

= ce + V̂ (n; 0; 0):

(3.5)

We next proceed to period n + 1 and consider the di�erence of the value function with a
backorder and with a regular part installed:

V̂ (n+ 1;�1; 0)� V̂ (n+ 1; 0; 0) = minfce + V̂ (n+ 1; 0; 0); cp + V̂ (n+ 1; 0; 1)g

� V̂ (n+ 1; 0; 0)

= minfce; cp + V̂ (n+ 1; 0; 1)� V̂ (n+ 1; 0; 0)g:

(3.6)
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Examining the second part of the minimization of Eq. (3.6) yields:

cp + V̂ (n+ 1; 0; 1)� V̂ (n+ 1; 0; 0)

= cp + �
�

(1� pp)V̂ (n; 0; 1) + ppV̂ (n;�1; 0)� (1� pr)V̂ (n; 0; 0)� prV̂ (n;�1; 0)
�

= cp + �
�
pp

�
V̂ (n;�1; 0)� V̂ (n; 0; 1)

�
� pr

�
V̂ (n;�1; 0)� V̂ (n; 0; 0)

�

+ V̂ (n; 0; 1)� V̂ (n; 0; 0)
�

= cp + �
�
pp

�
ce + V̂ (n; 0; 0)� V̂ (n; 0; 1)

�
� pr

�
ce + V̂ (n; 0; 0)� V̂ (n; 0; 0)

�

+ V̂ (n; 0; 1)� V̂ (n; 0; 0)
�

= cp + �
�
ce(pp � pr) + (1� pp)

�
V̂ (n; 0; 1)� V̂ (n; 0; 0)

� �

> cp + �
�
ce(pp � pr) + (1� pp)(ce � cp)

�

= cp + �
�
ce(1� pr)� cp(1� pp)

�

> cp +
ce � cp

ce(1� pr)� cp(1� pp)
�
ce(1� pr)� cp(1� pp)

�

= ce:

(3.7)

The �rst equality follows from Eqs. (3.2) and (3.3). The third equality follows from Eq (3.5).
The �rst inequality is obtained through the result in Eq. (3.4) and the second inequality
holds through our assumption that � > �� = ce � cp

ce(1� pr)� cp(1� pp) . Eq (3.6) thus reduces to:

V̂ (n+ 1;�1; 0)� V̂ (n+ 1; 0; 0) = ce: (3.8)

Next, we consider the di�erence between the value function with a backorder and with a
printed part installed:

V̂ (n+ 1;�1; 0)� V̂ (n+ 1; 0; 1) = minfcp + V̂ (n+ 1; 0; 1); ce + V̂ (n+ 1; 0; 0)g

� V̂ (n+ 1; 0; 1)

= minfcp; ce + V̂ (n+ 1; 0; 0)� V̂ (n+ 1; 0; 1)g:

(3.9)

Examining the second part of the minimization of Eq. (3.9) we �nd:

ce + V̂ (n+ 1; 0; 0)� V̂ (n+ 1; 0; 1)

= ce + �
�

(1� pr)V̂ (n; 0; 0) + prV̂ (n;�1; 0)� (1� pp)V̂ (n; 0; 1)� ppV̂ (n;�1; 0)
�

= ce + �
�
V̂ (n; 0; 0)� V̂ (n; 0; 1) + pr

�
V̂ (n;�1; 0)� V̂ (n; 0; 0)

�

� pp
�
V̂ (n;�1; 0)� V̂ (n; 0; 1)

� �

= ce + �
�
V̂ (n; 0; 0)� V̂ (n; 0; 1) + pr

�
ce + V̂ (n; 0; 0)� V̂ (n; 0; 0)

�

� pp
�
ce + V̂ (n; 0; 0)� V̂ (n; 0; 1)

� �

= ce + �
�
cepr � cepp + (1� pp)

�
V̂ (n; 0; 0)� V̂ (n; 0; 1)

� �
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< ce + �
�
cepr � cepp + (1� pp)

�
cp � ce

� �

= ce + �
�
� ce(1� pr) + cp(1� pp)

�

< ce +
ce � cp

ce(1� pr)� cp(1� pp)
�
� ce(1� pr) + cp(1� pp)

�

= cp:

The derivation for the above equation is analogous to the derivation of Eq. (3.7). Eq. (3.9)
thus reduces to:

V̂ (n+ 1;�1; 0)� V̂ (n+ 1; 0; 1) < cp: (3.10)

Combining Eqs. (3.8) and (3.10) we obtain:

V̂ (n+ 1; 0; 1)� V̂ (n+ 1; 0; 0) = V̂ (n+ 1;�1; 0)� V̂ (n+ 1; 0; 0)� V̂ (n+ 1;�1; 0)

+ V̂ (n+ 1; 0; 1)
> ce � cp;

which means that expediting is optimal in period n+ 1, using Eq. (3.4). This implies that
if expediting is optimal in period n, then it is also optimal in period n0, with n � n0 < L.



4

On-demand printing for age-based
preventive maintenance

4.1. Introduction

In this chapter1 we investigate the application of AM when spare parts are
preventively replaced. Such preventive maintenance actions are an important driver
for the spare parts demand of technical systems. As it is clearly sub optimal to
consider spare parts inventory management and maintenance policy optimization
separately, much attention has been paid in literature to the joint optimization of both
policies (e.g., Elwany and Gebraeel, 2008; Wang, 2011; Zahedi-Hosseini et al., 2017).
Such research is motivated to a large degree by the fact that we cannot simply assume
that a spare part is always available on short notice when maintenance is required,
because keeping spare parts inventory is expensive and procurement lead times are
typically very long. At the same time, the demand process for spare parts is strongly
in
uenced by the timing of maintenance activities, so this should be considered when
optimizing the spare parts inventory control policy.

An underlying reason for the aforementioned long lead times are the high setup
costs associated with traditional manufacturing technologies such as injection molding
and CNC milling and drilling. As we have reviewed in Section 1.1, this motivates
manufacturers to aggregate spare parts demand prior to batch production, which
drives up the order lead time. However, setup costs are negligible when parts are
produced via additive manufacturing, which enables e�cient single item production.
AM may thus lead to situations in which a �rm no longer keeps spare parts inventory,
but relies on fast on-demand printing instead. In this case joint optimization of
the spare parts inventory control and maintenance policies is no longer required,

1This chapter is based on Westerweel et al. (2018b).
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but we must take into account that printed parts are di�erent from traditionally
manufactured parts. We have thus formulated the following research question in
Section 1.5.3:

How should on-demand printing of spare parts be used in conjunction with
preventive maintenance of capital goods?

For the foreseeable future there are still issues to resolve regarding part quality and
printing speed, which are key aspects for on-demand printing of critical spare parts
for capital goods due to the downtime costs involved with part replacement actions
or waiting for the arrival of a spare part. Given these limitations it is currently
not realistic for companies to abandon regular spare parts and fully switch to on-
demand printing of critical spare parts. We therefore investigate the potential of
on-demand printing by using a combination of regular and printed spare parts. We
consider one component for a single system that is subject to an age-based preventive
maintenance policy. For this component at most one spare part is kept in stock at
one location close to the system. Regular spare parts are sourced from the original
equipment manufacturer (OEM) in a just-in-time fashion. Printed spare parts are
supplied by third party 3D printing service providers. The printing facilities function
as a back-up option that allows fast restoration of asset availability if a critical regular
part unexpectedly fails prior to preventive maintenance. We assume that the printed
parts have a lower reliability than the regular counterparts that are produced with
conventional technology. This de�cit may be due to inherent limitations of 3D printing
technology, but it may also result from the trade-o� between printing speed and
product quality, i.e., on-demand printing may require printer settings that decrease
build time at the expense of product quality, such as a larger layer thickness.

Beyond insights into on-demand printing in a preventive maintenance setting, this
chapter also presents the opportunity to explore an issue that was not incorporated
in the model of Chapter 3 on printing at remote locations. Speci�cally, we assumed
in Chapter 3 that printed parts are removed as quickly as possible, because this is the
intended practice of the RNLA. In this chapter we therefore present two maintenance
policies with regular parts that are subject to age-based preventive maintenance. In
the �rst policy we assume that printed parts constitute temporary solutions, i.e., they
are immediately removed and disposed of when the regular part arrives. This may
be wasteful when printed parts are of decent quality, which is why the second policy
also features an age-based preventive maintenance threshold for the printed part. We
refer to these two printing policies as the temporary replacement (TR) policy and the
double age-based (DA) policy.

Under both policies these regular parts are ordered according to a just-in-time
ordering policy. Both policies furthermore include a backorder threshold, prior to
which a regular part failure triggers a printing order so that the asset is restored to
availability with an inferior, but quickly available printed part. This is the on-demand
printing aspect of the policies. We compare both printing policies to an age-based
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preventive maintenance benchmark policy in which a regular part is continuously held
in stock. In a full factorial experiment that features 243 instances we �nd that the
di�erences between the TR and DA policy are typically small, except for instances
where the printed part has a signi�cant expected remaining useful lifetime, in which
case allowing the printed parts to continue operating can reduce costs by up to 12%
compared to the TR policy. More importantly, we �nd that in 81% of the instances
the DA policy outperforms the benchmark policy. The average di�erence between
these policies is 4.4% with a maximum of 16%. At the same time there are also cases
in which it is better to be conservative by stocking a regular part instead, which
can be up to 11% cheaper than the DA policy. Overall, these results show that on-
demand printing of spare parts can lower long-run cost rates for age-based preventive
maintenance in selected settings.

This chapter is organized as follows. In Section 4.2 we review related literature and
in Section 4.3 we provide the formulation of the benchmark and printing policies, in
addition to our assumptions. Section 4.4 contains the results from the full factorial
experiment, as well as a sensitivity analysis that provides further insight into the
e�ect of several parameters on the long-run average cost savings. In Section 4.5 we
provide our conclusions.

4.2. Literature review

We position our work relative to two related streams of literature: age-based
preventive maintenance policies and joint maintenance and spare parts inventory
control.

Several di�erent types and sub-types of maintenance models exist, ranging from
basic single-component age-based replacement policies to complex multi-component
condition-based maintenance models. See, e.g., Dekker (1996) or Wang (2002) for a
full review on the di�erent types of models published in the literature. Our model
is essentially a convolution of two aged-based preventive maintenance policies (e.g.,
Zhu et al., 2016; Bajestani and Banjevic, 2016), due to the fact that this policy is
followed for the preventive replacement of both the regular and the printed version
of the part that we consider. In an age-based preventive maintenance policy, which
was �rst introduced by Barlow and Hunter (1960), a part is preventively replaced
when it reaches a predetermined age. The novelty of our work comes from the
combined application of the two part types in a single maintenance policy. This
requires adaptations to the evaluation of the long-run average cost, as well as the
introduction of a backorder threshold to set the optimal time until when parts are
printed to avoid long system downtime.

Many maintenance models assume that a spare part is always available for preventive
or corrective replacement. As this is clearly not the case in practice, some literature
deals with the joint optimization of the maintenance policy and spare part inventory
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policy. We refer to Van Horenbeek et al. (2013) for a full review on this topic for
papers up to 2010, and to Zahedi-Hosseini et al. (2017) for a classi�cation of several
more recent papers. Within this �eld, our work is most related to literature that
considers a single-component maintenance policy for which at most one spare part
is kept in stock. Armstrong and Atkins (1998), for example, examine a policy that
features di�erent order lead times for scheduled and expedited orders, both in a
deterministic and a random lead time setting. These scheduled and expedited orders
yield identical spare parts, and the system is renewed when such a part is installed,
unlike in our model where the installment of a printed part does not constitute a
renewal moment. Nakagawa (1981) introduces an age-based maintenance policy that
features a preventive maintenance time T and a minimal repair threshold T0. Failure
prior to T0 results in minimal repair and failures in the interval (T0; T ) result in
installment of an inferior spare part, which is replaced at time T by a regular spare
part, or by another inferior part if it fails before that time. The model of Nakagawa
(1981) however, does not include inventory holding costs or lead times for either type
of spare parts, nor does it allow the alternative parts to be used beyond the preventive
maintenance threshold of regular parts, which can be very bene�cial when such parts
are of decent quality.

4.3. Models

In Section 4.3.1 we present our general model. Section 4.3.2 contains the benchmark
policy that features only regular spare parts, which we refer to as policy B. In Section
4.3.3 we introduce a policy in which printed parts are used as temporary replacements,
i.e. they are removed when a regular spare part arrives. This model is extended in
Section 4.3.4 by allowing printed parts to be used for a longer time period. We refer
to these printing policies as the TR and DA policies, respectively. For each policy we
develop expressions for the expected cycle costs ECCx, and the expected cycle length
ECLx, with x 2 fB; TR;DAg. For the full derivation of these expressions we refer
to Appendix 4.A.

4.3.1 General model

We consider a single system with one critical component of which there is a regular
version and a printed version, both of which are functionally identical. Throughout
this chapter, we use the subscript x 2 fr;pg to denote characteristics of regular
and printed parts, respectively. The pdf and CDF of the failure time distribution
is denoted by fx(t) and Fx(t), respectively, and the CDF of the survival time by
�Fx(t) = 1 � Fx(t). We assume that the regular and printed component have an
increasing failure rate (fx(t)= �Fx(t) > 0, t > 0) and we denote the mean component
lifetime by �x. In practice, it may be possible to print parts that are just as reliable as
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regular parts, but this typically takes too much time when a part is urgently required,
especially for metal parts. We therefore assume that �r > �p.

Unit ordering costs are denoted by cx, with cr > cp > 0. Maintenance costs for
physically replacing a component are denoted by cm > 0, which is irrespective
of the component type as the regular and printed part are functionally identical.
Preventive maintenance is typically conducted when the system is idle so that
company operations are not interrupted. However, failure costs cf > 0 are incurred
in case a part fails prior to the scheduled preventive maintenance time, i.e., while the
system is operating. This term represents, for example, the costs incurred of having
to scrap a batch of products, or interruptions to public transportation schedules.
For convenience we shall refer to cm as the preventive maintenance costs and to the
sum of cm + cf as the corrective maintenance costs, as these costs are incurred when
preventive or corrective maintenance is conducted, respectively.

System downtime costs are incurred at a rate b e/unit time, and holding costs are
incurred over a stored regular part at a rate h e/unit time. The deterministic
component order lead time is denoted by Lx. On-demand printing typically takes a
few days, while conventionally produced spare parts can take weeks to arrive. Hence
we assume that Lr >> Lp. We assume that both printed and regular parts easily
function long enough to cover the time it takes for the regular part to arrive, i.e.,
Fx(Lr) = 0, x 2 fr;pg.

4.3.2 Benchmark policy

We introduce a basic preventive maintenance policy, which uses only regular parts, to
function as a benchmark. In this policy, to which we refer as policy B, we assume that
the regular part is subject to age-based preventive maintenance at time tr, tr � Lr.
Each maintenance action triggers an order for a spare part, which is on stock from
its arrival until either preventive or corrective maintenance is conducted. Each time
that a spare part is installed constitutes a renewal point, so that we can obtain the
long-run costs per unit time gB via renewal reward theory

gB(tr) =
ECCB(tr)
ECLB(tr)

:

The expected cycle costs consist of unit ordering costs, maintenance costs, costs for
potential failures, and holding costs. Recall that we assume that no failure will occur
during the �rst Lr time units of a cycle, i.e., Fr(Lr) = 0. Hence, the expected cycle
cost ECCB(tr) is

ECCB(tr) = cr + cm + cfFr(tr) + h
�

(tr � Lr) �Fr(tr) +
Z tr

Lr

(xr � Lr)fr(xr)dxr

�

= cr + cm + cfFr(tr) + h
Z tr

Lr

�Fr(xr)dxr;
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where the �nal expression is obtained through integrating by parts. The expected
cycle length ECLB(tr) is

ECLB(tr) = tr �Fr(tr) +
Z tr

0
xrfr(xr)dxr =

Z tr

0

�Fr(xr)dxr:

This benchmark policy features only one decision variable, tr, and can be seen as
a special case of the framework studied by (Aven, 1992, p. 151-152) for which the
optimal solution can be obtained via Lagrange multiplication. We denote the optimal
preventive maintenance time for policy B as tBr and the resulting optimal long-run
cost rate as g�B .

4.3.3 Printed parts as a temporary replacement

The �rst printing policy also uses regular parts as primary components. In contrast
to the benchmark policy these regular parts are not held in stock but ordered just-
in-time for preventive maintenance, which occurs at time tr � Lr. A new regular
part is thus ordered at time tr � Lr. To protect against long system downtime under
this policy, we include the option to print a spare part on-demand in case of an early
failure of the regular part. If the regular part fails before tr � Lr then a new part is
ordered immediately. If the regular part fails before a spare part has arrived, then a
part is printed if the failure occurs before a backorder threshold tb. It is clearly sub
optimal to print a part if the remaining lead time for the regular part is less than the
printing lead time, i.e., tb < tr � Lp. Furthermore, each part printed upon a regular
part failure prior to time tr � Lr prevents downtime of length Lr, but it prevents
less downtime if it is printed at a later time. The optimal backorder threshold t�b is
therefore either zero, or it is found in the interval [tr � Lr; tr � Lp).

To investigate the value of printing as a fall-back option, we assume that the printed
part constitutes a temporary solution and that it is removed and disposed o� upon
arrival of a regular part. We refer to this policy as the Temporary Replacement (TR)
policy, for which each installment of a regular part constitutes a renewal point. Given
this policy, there are four possible scenarios for the progression of a renewal cycle
depending on the realization of the regular part failure time xr, as shown in Figure
4.1. We denote the long-run average costs for the TR policy as a function of tr and
tb as

gTR(tr; tb) =
ECCTR(tr; tb)
ECLTR(tr; tb)

:

Note that the TR policy reduces to a policy with only regular parts that are ordered
just-in-time when tb = 0, because in this case no part is ever printed. Instead of
deriving a complex expression that holds for any value 0 � tb � tr � Lp, we provide
separate expressions for tb = 0 and for tr � Lr � tb � tr � Lp.
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Figure 4.1: Sample paths for the TR policy for di�erent realizations of the regular part
failure time xr

We start with the cycle cost expressions. Unlike the benchmark policy there are no
holding costs, but downtime can occur while waiting for a printed part to arrive, i.e.,
in scenarios III and IV of Figure 4.1, or when a regular part fails between time tb and
time tr as in scenario II. The expected cycle costs for tb = 0 are therefore given by

ECCTR(tr; 0) = cr + cm + cfFr(tr) + b
�
LrFr(tr � Lr) +

Z tr

tr�Lr

(tr � xr)fr(xr)dxr

�

= cr + cm + cfFr(tr) + b
�
Lr �

Z tr

tr�Lr

�Fr(xr)dxr

�
:

Note that holding costs do not apply when printed parts are used as temporary
solutions because the regular part is immediately installed upon arrival in each
scenario of Figure 4.2. Failure costs do not apply to printed parts due to the
assumption that a printed part works for at least Lr time units. For tr � Lr �
tb < tr � Lp we thus �nd that

ECCTR(tr; tb) = cr + cm + cfFr(tr) + Fr(tb) (cp + bLp + cm)

+ b
�Z tr

tb
(tr � xr)fr(xr)dxr

�

= cr + cm + cfFr(tr) + Fr(tb) (cp + bLp + cm)

+ b
�

�Fr(tb)(tr � tb)�
Z tr

tb

�Fr(xr)dxr

�
;

where we refer to the appendix for the full derivation. No failure or any failure
between time tr�Lr and time tr results in a cycle length of tr because that is when a
regular part arrives. Failures at time xr < tr � Lr result in a cycle length of xr + Lr.
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The backorder threshold tb does not a�ect the cycle length, because a printed part is
immediately removed when a regular spare part arrives. The expected cycle length
as a function of tr is therefore given by

ECLTR(tr; tb) = tr �Fr(tr) + tr
Z tr

tr�Lr

fr(xr)dxr +
Z tr�Lr

0
(xr + Lr)fr(xr)dxr

= Lr +
Z tr�Lr

0

�Fr(xr)dxr:

The optimal cost rate of the TR policy, denoted as g�TR, is attained under the optimal
decision variables tTRr and tTRb . We obtain tTRr via full enumeration between Lr and
tBr , where this upper limit is selected because the cost of failure prior to preventive
maintenance is strictly greater under the TR policy than under the benchmark.
Hence the TR policy must have a more conservative optimal preventive maintenance
threshold compared to the benchmark policy. We obtain tTRb by full enumeration
between tr � Lr and tr � Lp for each value tr 2 [Lr; tBr ] in addition to a comparison
with tb = 0.

4.3.4 Aged-based maintenance for regular and printed parts

It may be a waste of remaining useful life to immediately remove and dispose o�
printed parts upon arrival of a regular part, especially when printed parts are expected
to function for a signi�cant amount of time. We therefore extend the TR policy by
introducing an age-based preventive maintenance threshold tp � Lr for printed parts
so that these can be used for a longer time. This policy, which we refer to as the
double age-based maintenance (DA) policy, enables di�erent scenarios for renewal
cycles in which a part is printed, depending on the realization of the failure time of a
printed part xp. Its possible scenarios are shown in Figure 4.2: scenario I and II are
equal to those for the TR policy (see Figure 4.1) and are thus omitted.

As in the other policies, a system under the DA policy is also renewed when a regular
part is installed. The long-run average cost rate as a function of tr, tb, and tp is

gDA(tr; tb; tp) =
ECCDA(tr; tb; tp)
ECLDA(tr; tb; tp)

:

When tb = 0 it holds that ECCDA(tr; 0; tp) = ECCTR(tr; 0) and ECLDA(tr; 0; tp) =
ECLTR(tr; 0), because in this case under both policies only regular parts are used
(and ordered just in time) and no part is ever printed. We next provide the expressions
for the expected cycle cost and cycle length for tr � Lr < tb < tr � Lp, which is the
only possible option for an optimal value of tb > 0, as we explained in Section 4.3.3.

The expected cycle costs for the DA policy are similar to those of the TR policy,
except that we must now incorporate potential failure costs for printed part failures,
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Figure 4.2: Sample paths for the TR policy for di�erent realizations of the part failure
times xr and xp

as well as holding costs that accumulate between the arrival of a regular spare part
and the (corrective or preventive) replacement of a printed part. Regular part failures
that occur at time tr � Lr < xr < tb result in a regular part arrival at time tr, while
earlier part failures result in a regular part arrival at time xr +Lr. By conditioning on
the time of the regular part failure we obtain the following expression for the expected
cycle costs for the DA policy

ECCDA(tr; tb; tp)

= cr + cm + cfFr(tr) + Fr(tb)
�
cp + bLp + cm + cfFp(tp)

�
+ b

Z tr

tb
(tr � xr)fr(xr)dxr

+h
Z tr�Lr

0
fr(xr)

��
Lp+tp�Lr

� �Fp(tp) +
Z tp

Lr

fp(xp)
�
Lp+xp�Lr

�
dxp

�
dxr

+h
Z tb

tr�Lr

fr(xr)
��
xr+Lp+tp�tr

� �Fp(tp)+
Z tp

Lr

fp(xp)
�
xr+Lp+xp�tr

�
dxp

�
dxr:

The expected cycle length is equal to the cycle length of the TR policy, except for
modi�cations related to the part of a cycle where printed parts are used. The expected
cycle length is given by

ECLDA(tr; tb; tp) = tr �Fr(tb) +
Z tb

0
xrfr(xr)dxr

+ Fr(tb)
�
Lp + tp �Fp(tp) +

Z tp

0
xpfp(xp)dxp

�

= (tr � tb) �Fr(tb) +
Z tb

0

�Fr(xr)dxr + Fr(tb)
�
Lp +

Z tp

0

�Fp(xp)dxp

�
;
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where the �nal term is obtained via integration by parts. The globally optimal long-
run cost rate for the DA policy is denoted as g�DA, which is attained under the optimal
decision variables tDAr , tDAb , and tDAp . The optimal decision variables tDAr and tDAb
are obtained by full enumeration over the same ranges as are used to obtain tTRr and
tTRb (see Section 4.3.3). For each of these combinations we enumerate over [Lr; tBr ] to
obtain tDAp , where the upper limit applies as no printed part can be used for longer
than a regular part under the optimal policy.

4.4. Policy comparisons

In this section we numerically compare the three maintenance policies by conducting a
full factorial experiment and several sensitivity analyses to obtain additional insights
into the bene�ts of additive manufacturing.

4.4.1 Full factorial comparison

We conduct a full factorial experiment to develop insights into the bene�t of the
printing policies over the benchmark policies. However, we �rst provide Figure 4.3,
which is based on Table 4.1, to illustrate the di�erence in performance between the
policies and their sensitivity to the regular part preventive maintenance threshold.
For this example we vary tr and optimize the remaining decision variables for each
value of tr for each policy. We assume that the failure times of the regular and
printed part are Weibull distributed with scale parameter �x and shape parameter
�x, with x 2 fr;pg. In this case the regular part is of signi�cantly higher quality than
the printed part (�r = 551; �p = 110), but is also much more expensive to produce
and has a much longer lead time. Also note that under these assumptions we �nd
Fr(Lr) = 3:1e�7 and Fp(Lr) = 2:3e�4, which matches with our assumption that both
part types have a negligible chance of failure prior to the arrival of a regular part.

In this example the TR policy has the most conservative optimal preventive
maintenance threshold and the benchmark policy the least conservative, which makes
sense intuitively because the latter o�ers complete protection from system downtime
because there is always a replacement part on hand. The printing policies have an
optimal maintenance threshold that is more conservative than the benchmark policy

Table 4.1: Parameters for the example of Figure 4.3 (time units in days)

�r �p �r = �p Lr Lp cr cp cm cf b h
600 160 5 30 1 1200 600 200 400 50 0:2cr=365
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Figure 4.3: Comparison of preventive maintenance with and without a printing option

because printing is still less attractive than immediately installing a regular part.
Despite this apparent drawback the TR and DA policies outperform the benchmark
policy in this example by 2% and 5%, respectively in terms of the long-run cost
rate. This is because they enable inventory holding cost savings, while still allowing
for a reasonable utilization of the regular parts. To investigate whether this holds in
general, and whether the TR policy typically performs almost as well as theDA policy,
we perform a full factorial experiment. For this experiment we use the parameters
of Table 4.1 as a base case around which we vary several parameters according to
the parameter settings in Table 4.2. Note that for lowest printed part reliability
(�p = 80), we �nd Fp(Lr) = 0:007, which still matches with our assumption that
printed parts have a negligible chance of failure prior to the arrival of a regular part.

For this parameter set we have veri�ed, using the equations of Section 4.3.2, that
the benchmark policy with only regular parts always outperforms a policy with only
printed parts. Across all settings in Table 4.2, only using printed parts is up to
700% more costly at maximum and 180% more costly on average compared to only
using regular parts. Solely relying on printed parts is therefore not an option for this
parameter set, which matches with the intention to use printed parts only as a fall-
back option. The parameter ranges nonetheless feature a signi�cant quality and price
di�erence between regular and printed parts, without those di�erences becoming too
extreme. We expect that the backorder penalty costs and the failure costs have a
strong e�ect on how conservative the maintenance thresholds are set, which makes it
interesting to see how the printing policies moderate the e�ect of these parameters.

Table 4.2: Test bed for the full factorial experiment

�p cp cr cf b
80;160;240 400;600;800 800;1200;1600 200;400;800 25;50;100
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Table 4.3: Results of the full factorial experiment

Policy X Policy Y �g(X;Y ) min max �t(X;Y ) min max
TR B 1.2% -12% 9% -19.1% -31% -8%

DA B 4.4% -11% 16% -16.2% -31% -2%
DA TR 3.2% 0% 12% 2.9% 0% 13%

We compare both printing policies to the benchmark policy and to each other. We
report the di�erence in terms of the long-run average cost rate �g, and the preventive
maintenance threshold �t. Denoting one policy X that is being compared against
another policy Y, we de�ne these measures as

�g(X;Y ) =
g�Y � g�X
g�Y

and �t(X;Y ) =
tXr � tYr
tXr

:

Varying all parameters according to Table 4.2 yields 243 instances, the average results
of which are shown in Table 4.3. The best overall policy is the DA policy, which
outperforms the benchmark policy by 4.4% on average and by 16% at maximum. In
total there are 196 instances out of 243 in which using printed parts as a fall-back
option via the DA policy is superior to continuously keeping a spare part in stock.
This is equivalent to 81% of all cases from the test bed. In the remaining 47 cases
(19%) policy B outperforms the DA policy, with the maximum di�erence being 11%.
We also see, based on �t(DA;B), that the DA policy always has a lower preventive
maintenance threshold for the regular part, even when it outperforms policy B, which
is intuitive because the consequences of a failure are least severe under policy B.

In Table 4.4 we list a few instances in an attempt to illustrate when either the
policy DA or B is favored, but no clear picture emerges. We therefore examine
the correlation coe�cients between the percentage cost savings and a few combined
input parameters: (�r=cr)=(�p=cp) to represent the quality ratio between regular and
printed parts, cf=cm to denote the relative severity of the direct consequences of failure,
and b=h to take the backorder to inventory holding cost ratio into account.

Table 4.4: Several example scenarios and the associated results

�p cp cr cf b �g(DA;B) �t(DA;B)
240 400 1600 200 25 16.9% -13.4%
240 400 1200 800 50 12.6% -4.5%
80 600 800 400 100 -0.7% -18.2%
160 600 800 200 50 -3.6% -24.6%
80 800 800 200 100 -7.2% -27.7%
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Table 4.5: Correlation coe�cient between several combined input parameters and
�g(DA;B)

Input parameters (�r=cr)=(�p=cp) cf=cm b=h
Correlation coe�cient (�) 0.8 0.41 -0.39

Table 4.5 shows that printed part quality clearly contributes the most to the
percentage savings with a 0.8 correlation coe�cient. Surprisingly, the second most
in
uential contributor is the cf=cm ratio with a correlation coe�cient of 0.41, which
is slightly more than the in
uence exerted by the backorder to holding cost ratio
(� = �0:39). This indicates that higher holding costs indeed contribute favorably to
the DA policy, but so do high failure costs. The former is immediately obvious, but
the latter is explained by the fact that high failure costs lead to more conservative
preventive maintenance thresholds. This a�ects the benchmark policy more than the
printing policies, because policies TR and DA already feature a more conservative
threshold than policy B. High direct failure costs thus decrease the di�erence between
tBr and tDAr , which decreases the bene�t of the benchmark policy over the DA policy
in terms of regular spare parts utilization.

The DA policy never performs worse than the TR policy and �g(DA;TR) can be
as large as 12%, with an average di�erence of 3.2%. We examine the di�erence
between both printing policies more closely in Figure 4.4, which shows the relative
cost di�erence between the DA and TR policy against the amount of time that
printed parts are allowed to remain in operation for the three settings of �p. Figure
4.4 clearly shows that continuing to operate on a printed part is attractive when
those parts are expected to function for much more than the regular replenishment

Figure 4.4: Comparison of the DA and TR policy for all instances from the full factorial
experiment
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lead time Lr, otherwise they should be removed as soon as possible. We therefore
distinguish between two types of bene�ts that on-demand printing generates. First
are the primary bene�ts that come from being able to bridge the regular spare part
lead time in an e�cient manner, while maintaining a relatively high regular preventive
maintenance threshold tr and avoiding holding costs. Secondary bene�ts are obtained
from subjecting the printed parts to an age-based maintenance threshold to utilize
their useful lifetime. For printed parts in our experiment with �p = 80, the primary
bene�ts amount to �g(TR;B) = 1.1%, and the secondary bene�ts are equal to
�g(DA;TR) = 0.3%. When �p = 240 the primary bene�ts are almost the same
(1.2%), but the secondary bene�ts increase to 6.3%. This shows that the primary
bene�ts can be attained regardless of the printed part quality, but secondary bene�ts,
which can be substantial, are only unlocked when printed parts are of decent quality.
These results support the assumption made in Chapter 3 to remove the printed parts
as soon as possible.

4.4.2 Sensitivity analysis

In this section we conduct a sensitivity analysis for each of the parameters that is
varied in the full factorial experiment of Section 4.4.1, with the parameters of Table
4.1 as the base case. Most parameters are varied between their upper and lower value
in the full factorial experiment, except in a few cases where we increase the range to
show break-even points that indicate when one policy outperforms another.

Figure 4.5 shows several interesting e�ects. Figure 4.5a shows that the optimal cost
of the DA policy indeed drops rapidly when printed parts are more reliable. The TR
policy does not pro�t from such developments, which is a good illustration of why the
cost di�erence between the printing policies can be large, even though the average
di�erence we found in the full factorial experiment is relatively small. Figure 4.5b
shows that printed parts do not need to be very cheap for printing to be preferable to
holding inventory via policy B. This bodes well for practitioners because printed parts
are relatively expensive at the moment, although prices are expected to continue to
decrease. Policy TR and DA show similar sensitivity to the failure cost cf, as Figure
4.5c shows, but this sensitivity is di�erent for policy B. This is because that policy
protects well against downtime by holding inventory, but relies on a high preventive
maintenance threshold to attain a low cost rate. The other policies feature more
conservative preventive maintenance thresholds, which implies a low risk of failures,
and thus also a lower sensitivity to the associated failure costs, as we mentioned in
the previous section. The printing policies also negate the cost of downtime very well,
which is why they show only a small sensitivity to the backorder cost rate in Figure
4.5d, although this does require short printing times. We �nally note that Figure 4.5e
indicates that the DA policy is the least sensitive to increasing regular unit order
costs. This probably strongly depends, however, on the fraction of time that the
system functions with a printed part and the di�erence between tDAr and tBr , because
the former reduces the frequency of regular part orders, while the latter increases it.
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(a) (b)

(c) (d)

(e)

Figure 4.5: Sensitivity of the DA ( ), TR ( ), and B ( ) policy to the parameters
of the full factorial experiment
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4.5. Conclusions

In this chapter we have developed two new age-based preventive maintenance policies
that feature printed spare parts as well as traditionally manufactured spare parts. In
the �rst policy we assume that the printed parts are used as temporary backup options
that are removed as soon as a regular replacement part arrives, while in the second
policy we allow the printed parts to continue operating until their own respective
age-based preventive maintenance threshold. These two policies are compared against
each other, as well as against a benchmark policy that features only regular spare parts
of which one is continuously kept in stock to protect against long system downtime. In
a full factorial experiment we show that there are many instances in which the printing
policies outperform the benchmark policy in terms of average costs, although there
are also cases in which printed parts should not be used. Conditions that typically
favor our printing policies over the benchmark policy are settings with a relatively
low ratio of backorder to holding costs, and settings with high direct failure costs. We
furthermore �nd that the di�erence in performance between both printing policies
is small, except when printed parts are expected to last for much longer than the
regular spare part lead time, in which case signi�cant further cost savings can be
obtained by not immediately replacing the printed part. Overall our results show
that maintenance organizations should closely examine whether to incorporate on-
demand printing of spare parts into their maintenance processes, because large cost
savings are possible, but not in all situations.
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4.A. Appendix

4.A.1 Derivations for policy B

The expected time that a part is in stock under policy B is

(tr � Lr) �Fr(tr)+
Z tr

Lr

(xr � Lr)f(xr)dxr

= (tr � Lr) �Fr(tr) + trFr(tr)� LrFr(Lr)

�
Z tr

Lr

Fr(xr)dxrLr
�
Fr(tr)� Fr(Lr)

�

= (tr � Lr) �Fr(tr) + (tr � Lr)Fr(tr)�
Z tr

Lr

Fr(xr)dxr

= tr � Lr �
Z tr

Lr

�
1� �Fr(xr)

�
dxr

=
Z tr

Lr

�Fr(xr)dxr:

4.A.2 Derivations for policy TR

The expected downtime under the TR policy for tb = 0, excluding the expected time
spent waiting for a printed part, is equal to

LrFr(tr � Lr) +
Z tr

tr�Lr

(tr � xr)fr(xr)dxr

= LrFr(tr � Lr) + tr
Z tr
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where the third equality is obtained by reordering, after which all terms cancel out
at the fourth equality except for the term with the integral.

The cycle length for the TR policy is

ECLTR(tr) = tr �Fr(tr) + tr
Z tr

tr�Lr

fr(xr)dxr +
Z tr�Lr

0
(xr + Lr)fr(xr)dxr
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�
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�
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0
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Z tr�Lr
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Z tr�Lr

0

�
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�
dxr

= Lr +
Z tr�Lr

0

�Fr(xr)dxr:
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3D printing of spare parts via IP
license contracts

5.1. Introduction

In this chapter we consider a single original equipment manufacturer (OEM) who
provides the end-users of her systems with spare parts over the course of the
system lifetime. We refer to these end-users as buyers. While selling spare parts
and services is typically a very pro�table business, this is mostly so for highly
complex and expensive parts that require specialized service resources. Lower
complexity parts o�er the OEM much smaller margins. One reason for this is that
traditional production technologies, such as injection molding, impose high setup
costs for production of relatively small batches of spare parts. Producing these parts
furthermore distracts from more pro�table activities such as production and service
of high complexity parts that severely impact system availability. This cost structure
and lack of urgency on the side of the OEM results in high costs and long order lead
times on the side of the buyers. A decentralized service supply chain, with local AM
capacity for fast and e�cient single-item production can thus create large bene�ts
from which both the OEM and the buyers can bene�t.

While the timing and the extent with which traditional supply chains will be replaced
by, or evolve into, local 3D printing facilities is uncertain, it is clear that OEMs are
well positioned to enable such a transition, or at least bene�t from it. She can do
so by transferring a design �le rather than a physical part, which enables a buyer to
locally print spare parts. This has the additional bene�t that it enables the OEM
to focus on providing high-end, high-margin spare parts that cannot currently be
printed. While selling designs rather than parts creates a surplus from which both
the OEM and her buyers may bene�t, it also requires the OEM to relinquish some
control over the intellectual property (IP) that these designs represent, while requiring
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(a) Traditional channel (b) IP licensing channel

Figure 5.1: Overview of the two sales channels

a mechanism through which the OEM can pro�t from this new business model. We
therefore propose that the OEM acts as an IP licensor, which is a well established
method in practice for marketing and protecting a �rm’s innovation. Speci�cally we
introduce a contract through which the OEM sells a part design �le and the right
to produce the part directly to its buyers. Having obtained the IP, the buyer can
source parts from a specialized local 3D printing service provider, or he can print
the components in-house if he has this capability. The OEM maximizes her pro�t by
charging �xed fees up front and/or unit royalty fees that buyers pay per printed part.
If the IP agreement is not bene�cial for the buyer, then he can opt to remain in the
traditional sales channel. The OEM herself can also decide not to sell the IP rights if
this is more pro�table, in which case the buyer also remains in the traditional sales
channel. To investigate the impact of this concept we have formulated the following
research question in Section 1.5.4:

How does IP licensing of spare parts designs by the OEM lead to supply chain
decentralization?

We provide insights into supply chain decentralization by characterizing the optimal
pricing structure of the IP licensing contract, as well as the conditions under
which buyers select the (decentralized) IP licensing channel of Figure 5.1b over the
(centralized) traditional channel of Figure 5.1a. In turn such knowledge on the optimal
contract structure and the associated buyer decisions leads to insights into the degree
to which this new business model enables supply chain decentralization. We �rst
focus on an OEM and multiple identical buyers. We �nd that unit royalty fees are
value-destroying, in the sense that they decrease the e�ciency of the spare parts
supply chain. The optimal contract in this case therefore consists of only �xed fees
and no unit royalty fees. This result is in line with earlier results from IP licensing
literature when there is no information asymmetry. We then extend our model by
considering two buyers who di�er in installed base size (i.e., the number of spare parts
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demand-generating systems they have in the �eld). In this case we �nd that it may be
necessary for the OEM to charge a combination of �xed and royalty fees in order to
subtract the most buyer surplus and optimize her pro�t, even though these royalty fees
reduce the overall supply chain e�ciency. After characterizing the optimal contract
structure for two buyers we conduct a numerical experiment to provide insights into
the degree to which IP licensing drives supply chain decentralization. Results from
a full factorial experiment with two buyers indicate favorable conditions for supply
chain decentralization through IP licensing, with 63% of settings resulting in full
decentralization and a further 12% showing partial decentralization with one of the
two buyers opting for the IP license channel.

Our main scienti�c contribution is the extension of IP licensing literature by
considering multiple non-identical buyers, in addition to combining IP licensing
literature with supply chain management, speci�cally for spare parts. This provides a
di�erent perspective on IP licensing literature, as it requires us to incorporate aspects
such as order lead times, order setup costs and inventory holding costs, which are key
aspects when comparing centralized and decentralized spare parts production. By
characterizing the optimal contract con�guration we determine when buyers switch
from the traditional channel to the IP license channel. This creates insight into how
supply chains shift from centralized production to decentralized production, which is
one of the fundamental future promises of additive manufacturing.

The remainder of this chapter is organized as follows. Section 5.2 contains an overview
of scienti�c literature on IP licensing models. In Section 5.3 we provide our model
formulation and in Section 5.4 we present our analytical results. We numerically
explore the optimal contract con�guration and the impact of IP licensing on the
supply chain structure in Section 5.5, and we provide our conclusions in Section 5.6.

5.2. Literature review

Our work contributes to the literature on technology licensing and spare parts
inventory management, speci�cally related to additive manufacturing. Having already
reviewed literature on inventory management and additive manufacturing in Chapter
2 we focus here on reviewing literature on technology licensing, or IP licensing, which
can be divided into settings with information symmetry and asymmetry.

Early work on IP licensing in a symmetric information setting shows that contracts
with royalty fees are outperformed by contracts with a one-time or annual �xed license
fee (e.g. Kamien et al., 1992; Katz and Shapiro, 1986; Kamien and Tauman, 2002).
The explanation for this result is that the value of the IP may depend on actions
taken by the licensee, for example her capability to design either a high-end or a
low-end product with the IP. Full transparency on such matters makes assessing the
IP value straightforward so that output-based royalty fees, which typically have a
value-destroying e�ect, are not required. This result is in line with our model when
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we consider multiple identical buyers.

Settings with some form of information assymetry typically result in contracts
with combinations of �xed and unit royalty fees, even though the latter are value-
destroying. Savva and Taneri (2015) investigate why royalty based payments continue
to be used in IP licensing contracts despite this e�ect. The authors �nd that a less
informed principal can use royalty based contracts to elicit information from a better
informed agent. Because Savva and Taneri (2015) consider start-up �rms they include
the option of equity-based payments (i.e., company shares), which can outperform
contracts that solely make use of �xed and royalty fees in such a setting. Such equity
payments based on start-up �rm valuation, however, are not in the scope of our
work due to the established nature of the OEM and her customers. Sen (2005) also
investigates why royalty based payments are prevalent in practice. Based on a model
where asymmetry stems from hidden information on the cost structure of the licensee,
the author concludes that optimal contracts may include positive �xed and royalty
fees, or they may even consist exclusively of royalty fees.

Other examples of contracts with multiple types of fees can be found in IP licensing
models related to product R&D (e.g., Crama et al., 2008, 2017; Bhattacharya
et al., 2015; Savva and Scholtes, 2014). These models involve a licensee who exerts
unobserved e�ort to further develop the IP and to market the resulting product if
development is successful. The contracts involved include �xed upfront fees, as well
as milestone payments that are contingent on development success and royalty fees
that are based on product sales. Each of these payment types is required to capture
potential pro�ts as a product advances to its �nal market form, which is irrelevant for
our model because there is full transparency of the market potential (i.e., the installed
base size that is a result of all past sales of the OEM). We also assume that the buyer
prints the spare parts locally without any alterations to the OEM’s original designs.

Gallini and Wright (1990) allow the IP owner to determine the degree of exclusivity
of the IP license by specifying the number of buyers to whom a license is sold, which
facilitates some control over the amount of imitation that arises from selling the IP.
We do not consider this option because in a spare parts setting the buyer continues
to depend on the OEM for complex spare parts that currently cannot be printed. We
therefore assume that imitation, while technically feasible, is not an issue the OEM
faces as this might severely harm the relationship between a buyer and its OEM. We
also assume that the OEM allows all buyers to license the IP as there is no competition
between them that would be an incentive for the OEM to be selective in whom to
o�er the license to.

The aforementioned literature typically incorporates some demand elasticity as a
function of IP prices, for example by formulating a Stackelberg game between the
licensor and the licensee, so that the wholesale price determines the licensee’s ordering
quantity, and thus the revenue obtained via royalty fees. Our model does not include
such elasticity because spare parts demand is mainly governed by the number of
failures that occur over time. This also requires us to explicitly take into account
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speci�c aspects of spare parts inventory management in the form of order lead times,
�xed setup costs, and inventory holding costs. These are new aspects to IP licensing
problems, which distinguishes our work from the aforementioned papers. Another
di�erence is that the aforementioned papers either consider only a single buyer or
multiple identical buyers, while we also consider multiple non-identical buyers. This
results in our �nding that optimal contracts will often include unit royalty fees in
combination with �xed fees, even though there is no information asymmetry between
the OEM and the buyers.

In terms of the supply chain structure that we consider, our work is closely related to
that of Wang et al. (2017). In their paper, the authors model a networked supply chain
that features a technology supplier (i.e., the IP owner), a specialist product design
�rm, and a dedicated large-scale manufacturer. The IP owner sets �xed and royalty
fees for the design license without knowing the design capability of the designer,
which is a source of information asymmetry. The manufacturer is also charged by
the IP owner for the manufacturing license, and he interacts with the designer via
a wholesale price contract. This type of supply chain structure is similar to ours,
except that we omit the direct relationship between the OEM and the manufacturer.
We do so because printing spare parts does not require any knowledge transfer other
than that of the 3D design �les, which the local 3D printing company can easily
obtain from a licensing buyer. Another parallel between our work and that of Wang
et al. (2017) is that we both characterize the optimal IP licensing contracts for a
new supply chain structure. Additionally we both compare the performance of a new
supply chain structure to that of a typical vertical supply chain, although we consider
multiple non-identical buyers which allows us to assess degrees of decentralization,
an issue that is especially relevant given the potential of additive manufacturing to
transform supply chains from centralized to decentralized production.

5.3. Model

We consider a single component that is designed and manufactured by an OEM. In
this section we �rst present the model for the traditional sales channel, in which the
OEM produces spare parts at a central location as illustrated in Figure 5.1a, and
then the model for the IP licensing channel, in which spare parts are printed locally
by the buyers or by a third party printing service provider as illustrated in Figure
5.1b. For channel speci�c parameters and notation, we use subscript T to indicate the
traditional channel and A to indicate the IP licensing channel using AM technology.

5.3.1 Traditional sales channel

The unit production costs in the traditional channel are denoted by c � 0 and the
unit wholesale price by wT, with wT � c. Regardless of the order size, the end-user
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pays a �xed cost KT � 0 per order to cover the setup and coordination costs incurred
by the OEM. The deterministic order lead time is denoted by LT � 0. Unsatis�ed
demand is backlogged, and there is a prespeci�ed service level (�ll rate) � that should
be achieved.

The OEM serves N end-users, to whom we refer to as buyers. We denote the full set
of buyers by N . Spare part demand at buyer i 2 N occurs according to a Poisson
process with rate �i. Each buyer follows a continuous review (s;Q) policy. For
analytical purposes we assume that spare parts demand during the lead time follows
a normal distribution with mean �iLT and standard deviation �i =

p
�iLT; i 2 N ,

with all times units in years. This assumption is made more often in spare parts
inventory management literature in order to obtain analytic results (e.g., Kim et al.,
2007; Driessen et al., 2017).

Buyers incur inventory holding costs at a rate of h/e/year. We assume that buyers
order spare parts from the OEM according to the economic order quantity (EOQ),
QT, so that

QT(�i) =
r

2KT�i
hwT

:

While using the EOQ as the order quantity is an approximation, it has been shown to
be quite accurate (e.g., Zheng, 1992). The buyer thus incurs costs for pipeline stock,
safety stock and cycle stock, in addition to �xed and variable ordering costs. The
long-run average costs are equal to

CT(�i) = hwT

�
�iLT + z

p
�iLT +

QT(�i)
2

�
+

KT�i
QT(�i)

+ �iwT

= hwT

�
�iLT + z

p
�iLT

�
+
hwT

2

r
2KT�i
hwT

+
KT�iq

2KT�i
hwT

+ �iwT

= hwT

�
�iLT + z

p
�iLT

�
+

1
p

2

p
KT�ihwT +

1
p

2

p
KT�ihwT + �iwT

= hwT

�
�iLT + z

p
�iLT

�
+
p

2KT�ihwT + �iwT;

where z controls the �ll rate � through ��1(z) = �, with � being the standard-normal
cumulative density function.

The long-run average pro�t made by the OEM for a buyer i 2 N in the traditional
sales channel is given by

�T(�i) = �i(wT � c):

Note that the �xed order costs KT are not part of the OEM’s pro�t, as we assume
that these costs match the order setup costs.
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5.3.2 IP license channel

As an alternative to the traditional sales channel, the OEM can o�er an IP licensing
contract to the buyers. This contract is speci�ed by two parameters: F � 0 represents
an annual fee, and r � 0 represents a royalty fee that is paid by the buyer to the OEM
for each part that she prints. In line with common practice for licensing contracts
(e.g., Kamien and Tauman, 2002), we assume that the OEM o�ers identical contract
terms to all buyers.

We refer to the buyers that engage in a license agreement as licensees. With the
license, a licensee is able to source the spare part from a nearby third party printing
service provider at unit cost wA. We assume that these costs are equal for all buyers
regardless of their geographic location because the majority of unit printing costs
consist of machine hour and raw material costs (e.g., Atzeni et al., 2010). These cost
elements will become even more dominant as the technology is automated further.
Because AM features very low production setup costs and because transportation
costs are reduced due to the proximity of the 3D printing service to the licensees,
licensees bene�t from smaller �xed ordering costs KA < KT. The smaller AM setup
cost also makes it much easier for third party printing services to produce small series
on short notice, compared to traditional manufacturing technologies. As a result, and
because of the closer proximity, licensees also bene�t from much shorter order lead
times, i.e., LA < LT. Under these assumptions, the economic order quantity QA for
licensee i 2 N is equal to

QA(�i; r) =

s
2KA�i

h(wA + r)
;

and the corresponding expected annual costs are

CA(�i; F; r) = h(wA + r)
�
�iLA + z

p
�iLA

�
+
p

2KA�ih(wA + r) + �i(wA + r) + F:
(5.1)

5.3.3 Buyer channel selection

We refer to the di�erence between the annual costs in both sales channels as the buyer
surplus, which is de�ned as

�(�i; F; r) = CT(�i)� CA(�i; F; r)

We assume that the buyer is rational, such that she will opt for the license agreement
if CA(�i; F; r) � CT(�i), and otherwise choose the traditional channel. The OEM’s
pro�t from a buyer who opts for the IP licensing channel is given by

�A(�i; F; r) = F + �ir
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The set of licensees NA is then composed of all buyers who bene�t from the contract
that is o�ered by the OEM, i.e., NA = fi 2 N j �(�i; F; r) � 0g. The set of
traditional buyers is denoted by NT = N n NA. To optimize the total pro�t of
the OEM, �(F; r) =

P
i2NT

�T(�i) +
P
i2NA

�A(�i; F; r), we solve the optimization
problem P

Max
F;r

�(F; r) (P)

In practice, we expect that the OEM has insight in, but limited or even no control over
the unit printing price wA, because she enters into the IP contract with the buyer,
and not with the printing service provider who will in many cases be a separate entity.
We therefore do not incorporate wA as a decision variable in our model. In case the
OEM is able to exert control over the unit printing price, then it is in her best interest
to set this as low as possible, as this immediately increases the surplus of the buyers,
which can be extracted via the �xed and/or royalty fees.

5.4. Analysis

In this section we analyze the optimal contract structure. We �rst characterize the
buyer surplus behavior in Section 5.4.1. Note that problem P reduces to a single-
buyer problem when all buyers are identical, because all buyers will then have identical
surplus as a function of F and r, and will therefore take identical channel selection
decisions. Hence we provide the results for multiple identical buyers in Section 5.4.2,
and we consider a problem with two non-identical buyers in Section 5.4.3.

5.4.1 Characterization of the buyer surplus

In this section we provide results on the behavior of the buyer surplus, which is
used in subsequent sections to characterize optimal licensing contracts. We take the
perspective of a single buyer with � 2 R+.

Lemma 5.1 The buyer surplus �(�; F; r) is

(i) strictly increasing and concave in � if wA + r � wT .

(ii) strictly positive if F = 0 and wA + r � wT .

(iii) linearly decreasing in F .

(iv) decreasing and convex in both r and wA , with @
@r�(�; F; r) = @

@wA
�(�; F; r).

(v) decreasing more rapidly in r for larger buyers, i.e., @2

@r@��(�; F; r) < 0.
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The proof for this lemma and all subsequent proofs can be found in the appendix.

The strict concavity property of Lemma 5.1 part (i) implies that small buyers (i.e.,
with low demand rate �) possess a greater surplus relative to their mean demand rate
than large buyers. This is because all buyers pay the same �xed order setup costs KT
in the traditional channel, which a�ects small buyers more than large buyers. Small
buyers also su�er from less e�ective inventory pooling relative to large buyers, causing
them to set higher safety stock levels relative to their average demand to meet the
target non-stockout probability. Switching to AM can largely negate both of these
drawbacks. The intuitive explanation of the result of Lemma 5.1 part (iv), which
states that the sensitivity of the buyer surplus to increases in r and wA is identical, is
that, from the buyer’s perspective, it does not matter whether additional payments

ow to the OEM via royalty fees or to the local printing service via wholesale costs.
In both cases the e�ect on the buyer’s surplus is identical. Finally, Lemma 5.1 part
(v) states that large buyers are more sensitive to increases in r than small buyers,
which is due to the larger demand volume over which such royalty fees must be paid.

The results of Lemma 5.1 part (ii - iv) immediately imply the result in corollary 5.1,
which speci�es the maximum royalty fee that a buyer is willing to pay given certain
�xed fees, �r(F ), and the maximum �xed fee that a buyer is willing to pay given certain
royalty fees, �F (r).

Corollary 5.1

(i) If �(�; F; 0) � 0, there exists a unique unit royalty fee �r(F ), such that
�(�; F; �r(F )) = 0.

(ii) If �(�; 0; r) � 0, there exists a unique �xed fee �F (r), such that �(�; �F (r); r) = 0.

(iii) �F (0) is increasing and concave in � if wA � wT .

The results in Corollary 5.1 allow us to simplify the optimization of �(F; r) to a single
variable, as it is clearly optimal for the OEM to subtract the surplus that remains
after charging one type of fee via the other type. In other words, we can denote the
optimal pro�t as a function of r as �

� �F (r); r
�
� ��(F; r), with ��(F; r) denoting the

globally optimal pro�t.

5.4.2 Multiple, identical buyers

We �rst restrict the analysis to a single buyer with mean demand � 2 R+, which
generalizes to multiple identical buyers as this problem decomposes into N separate
and identical single user problems. We omit the index i and we denote the optimal
pro�t and the corresponding optimal values for F and r for a single buyer as �(FI; rI).
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We solve problem P1 in order to optimize the OEM pro�t

max
F;r

�(F; r) (P1)

We then characterize the pro�t maximizing contract con�guration in case of a single
buyer in the following theorem.

Theorem 5.1 The optimal pro�t with a single buyer �(FI ; rI ) is equal to
maxf�( �F (0); 0); �(1; 0)g.

Theorem 5.1 states that a single buyer should be quoted a contract with no unit
royalty fee and the �xed fee �F (0), or a contract for which the �xed fee exceeds the
buyer’s surplus. The latter contract, which we denote as (1; 0), is optimal if the
OEM is better o� if the buyer stays in the traditional channel, i.e., when �(�; 0; 0) <
(wT � c)�. This implies that the optimal pro�t for N identical buyers is equal to
N �maxf�(wT � c); FIg.

Royalty fees are never part of the optimal contract for multiple identical buyers. The
intuition behind this result is that a buyer with a royalty license contract must add
the unit royalty value r to the value of a unit in inventory, which is thus equal to
wA + r. When only �xed fees are charged, the inventory value of the spare parts
is still wA. This di�erence causes the buyer to change his ordering decisions, which
leads to a lower surplus value. Figure 5.2 shows an example of the magnitude of this
value-destroying e�ect, with �( �F (0); 0) = �(F �I ; r�I ) and �(0; �r(0)) denoting the pro�t
when only �xed or only royalty fees are quoted, respectively. Any pro�t between that
of these two contract con�gurations can also be attained by setting the appropriate
values for 0 < F < �F (0) and 0 < r < �r(0), as long as the combination extracts all
buyer surplus. The parameters for this example are shown in Table 5.1, with all time
related units in years.

5.4.3 Two non-identical buyers

In this section we consider a setting with two buyers, denoted by 1 and 2, who di�er
in terms of their mean demand. Without loss of generality we assume that �1 < �2.
For N = 2 we denote the optimal values for F and r by FII and rII, respectively. We
solve problem P2 in order to optimize the OEM’s pro�t

max
F;r

�(F; r) (P2)

Table 5.1: Parameters for Figure 5.2 (time units in years)

� c wT h LT LA KT KA
15 125 150 0.2 0.33 0.033 2500 250
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Figure 5.2: Illustrating the value-destroying e�ect of royalty fees

We de�ne �Fi(0) and �ri(0) as the maximum �xed and royalty fee that buyer i, with
i 2 f1; 2g, is willing to pay, given that the other contract parameter is zero. The
following lemma characterizes a special contract con�guration:

Lemma 5.2 Given two buyers, denoted by 1 and 2, with mean demand �1 < �2
and wA � wT , there exists a unique con�guration (F̂ ; r̂) such that �(�1; F̂ ; r̂) =
�(�2; F̂ ; r̂) = 0.

Lemma 5.2 speci�es the unique �xed and variable fee for which the surplus functions
of both buyers intersect. The intuition behind this speci�c con�guration is that
when the OEM charges r̂, then both buyers have exactly the same surplus remaining,
which can be fully extracted by charging a �xed fee equivalent to F̂ = �F1(r̂) = �F2(r̂).
Point 3 in Figure 5.3a shows an example of a unique buyer surplus intersection when
wA = wT, in which case r̂ is always positive. Figure 5.3b shows how r̂ decreases as
wA increases relative to wT. This decrease is linear in wA�wT because increasing wA
has the same e�ect as increasing r (see Lemma 5.1 part (iv)). This implies that r̂ can
become negative, in which case buyer 1 has a larger surplus than buyer 2. The �gure
furthermore contains a few special contract con�gurations which we require later on
in this section. The parameters for these examples are identical to those in Table 5.1.

The contract con�guration (F̂ ; r̂) is the only con�guration which leaves no buyer
surplus, but it does require the OEM to charge value-destroying royalty fees. It
is therefore not necessarily the optimal contract con�guration, as we state in the
following theorem, which characterizes the globally optimal �xed fee FII and unit
royalty fee rII.
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(a) wA � wT = 0 (b) wA � wT = 50

Figure 5.3: Buyer surplus as a function of wA � wT

Theorem 5.2 Given two buyers, denoted by 1 and 2, with mean demand �1 < �2,
the optimal pro�t �(FII ; rII ) is equal to

(i) maxf�
� �F1(0); 0

�
; �
� �F2(0); 0

�
; �(F̂ ; r̂); �(1; 0)g, if r̂ � 0.

(ii) maxf�
� �F1(0); 0

�
; �
� �F2(0); 0

�
; �(1; 0)g, if r̂ < 0 and wA � wT � �r2(0).

(iii) maxf�
� �F1(0); 0

�
; �(1; 0)g, if �r2 < wA � wT < �r1.

Theorem 5.2 states that there are only four potential contract con�gurations that can
yield optimal pro�t to the OEM when wA�wT is low. These con�gurations correspond
to points 1, 2, and 3 in Figure 5.3, in addition to the con�guration where the OEM
is better o� if both buyers remain in the traditional channel. In two con�gurations
the contract consists only of a �xed fee; ( �F1; 0) is acceptable to both buyers while
( �F2; 0) is only acceptable to buyer 2. When �1 = �2, the �rst two con�gurations
are equivalent and yield optimal pro�t via Theorem 5.1. The third con�guration
consists of a royalty fee r̂ as speci�ed by Lemma 5.2, allowing the OEM to extract the
remaining surplus via the �xed fee F̂ . Even though this con�guration features value
destroying royalty fees, it may be optimal when there is a substantial di�erence in
size between both buyers. Speci�cally, the charged royalty fees decrease the �xed fee
income and destroy some value according to the small buyer’s sensitivity to these fees,
but this may be more than o�set by the extra royalty fee income that is earned over
both buyers’ combined demand. Though this creates some ine�ciency, it may yield
higher pro�t than charging ( �F1(0); 0), which leaves much surplus with buyer 2, or
( �F2; 0), which extracts none of the small buyer’s surplus. This contract con�guration
is thus useful when there is a sizable di�erence between both buyers, but not when
the di�erence between both buyers becomes too large, because then the OEM will
simply neglect the small buyer to focus on extracting all of the large buyer’s surplus
via the con�guration ( �F2(0); 0).
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The contract con�guration (F̂ ; r̂) is eliminated from the possibilities when r̂ < 0, and
so is the con�guration (�r2; 0) when wA�wT increases beyond what buyer 2 is willing
to pay in terms of unit royalty fees, leading to parts (ii) and (iii) of Theorem 5.2,
respectively.

5.5. Centralization versus decentralization

In this section we numerically investigate under which conditions and to what extent
the supply chain decentralizes, in addition to the e�ect of IP licensing on OEM pro�t
and the overall supply chain e�ciency. In Section 5.5.1 we conduct a full factorial
experiment to obtain general managerial insights. Section 5.5.2 contains more details
on the e�ect of the unit printing price, which is an aspect where AM is expected to
improve signi�cantly in the coming years.

5.5.1 Full factorial experiment

In this section we conduct a full factorial experiment to generate additional insights
into the degree of decentralization under IP licensing, and how this in
uences the
OEM’s pro�t and the overall supply chain e�ciency. While we focus on settings with
two buyers, we note that results for any number of identical buyers are obtained when
�1=�2 = 1.

We now explicitly distinguish between a contract con�guration, which is investigated
in Section 5.4, and the supply chain con�guration to which a contract con�guration
leads. A supply chain with two buyers allows for �ve potential supply chain
con�gurations depending on the value of wA � wT according to the set of contract
con�gurations of Theorem 5.2:

� Centralized (C), when neither buyer accepts the IP license so that both remain
in the traditional channel.

� Decentralized-Fixed (DF), when both buyers accept the IP license contract and
move into the IP license channel, with FII = �F1 and rII = 0.

� Decentralized-Mixed (DM), when both buyers accept the IP license contract
and move into the IP license channel, with FII = F̂ and rII = r̂.

� Hybrid-Large (HL), when only buyer 2 accepts the IP license contract to move
into the IP license channel, with FII = �F2 and rII = 0. Buyer 1 remains in the
traditional channel.

� Hybrid-Small (HS), when buyer 1 accepts the IP license contract and moves
into the IP license channel, with FII = �F1 and rII = 0. Buyer 2 remains in the
traditional channel.
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Table 5.2: Full factorial experiment input parameters (time units in years)

� wT=c wA=wT h kA=kT �1=�2
6, 12, 24 1.1, 1.2, 1.3 0.75, 1, 1.25 0.1, 0.15, 0.2 0.05, 0.1, 0.2 0.25, 0.5, 1

The HS con�guration can occur for two reasons: either the large buyer has negative
surplus, or he has positive surplus but the OEM makes more pro�t if he remains
in the traditional channel. We refer to these con�gurations as the HS-A and HS-
B con�gurations, respectively. Note that these two con�gurations, as well as the
con�guration D-F, are all attained by setting F = �F1 and r = 0. Depending on the
value of wA � wT they subsequently result in the DF, HS-A, or HS-B supply chain
con�guration.

The main result of our experiment is the proportion of settings that result in a
centralized, a decentralized, or a hybrid supply chain (i.e., partial decentralization).
In addition to the optimal supply chain con�guration, we also report the optimal
pro�t relative to the centralized supply chain. This is de�ned as

�+ =
�(FII; rII)
�(1; 0)

;

and we determine the fraction of the total buyer surplus that is extracted by the
OEM via the IP license fees. This ratio is de�ned as the fraction of total buyer
surplus created by AM that is extracted under the optimal contract con�guration via
the �xed and royalty fees

� =

8
<

:

P
i2NA

�A(�i;FII;rII)
P

i2N

�
�(�i;0;0)

�+ ; if r̂ > 0;

0; otherwise:

with x+ = max(x; 0) to �lter out any buyers that may have a negative surplus for a
given value of wA. We also investigate the overall supply chain e�ciency

H =

8
><

>:

P
i2NA

�
�A(�i;FII;rII)+�(�i;FII;rII)

�

P
i2N

�
�(�i;0;0)+

� ; if r̂ > 0;

0; otherwise.

Note that H � �, with any di�erence being the surplus portion that remains with
one of the buyers (i.e., in a DF con�guration with �1 6= �2), or that is lost when one
buyer with positive surplus does not take the IP license in an HS or HL con�guration.

Table 5.2 contains the input parameters that are varied in the experiments. The
remaining parameters are as in Table 5.1. Table 5.3 shows a selection of results from
the full factorial experiment. The results are shown per parameter subset, e.g., the top
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line denotes the average results for all instances for which �1 +�2 = 6. The remaining
results can be found in Appendix 5.A.1. Overall we �nd that con�gurations with
the highest e�ciency also yield the greatest pro�t for the OEM. This is especially
true when wA is small compared to wT, as this creates a situation where the surplus
can be very e�ciently extracted in a fully decentralized supply chain via the DF or
DM contract con�gurations. On the other hand, when wA is large compared to wT,
then the most common result is either a centralized supply chain or one where only
the smallest buyer accepts the IP license contract (HS). OEMs can also attain large
pro�ts when demand volumes are small, because buyers in centralized supply chains
then face relatively large order setup costs and ine�cient inventory pooling. In line
with Theorem 5.1 we �nd that there are only two options for the OEM when the
buyers are of equal size { that is: either both buyers accept the IP license and the
OEM extracts all surplus (i.e., � = 100%), or the supply chain remains centralized
(� = 0%). Interestingly, we �nd no instance in which only the largest buyer accepts
the IP license (HL), but there are instances in which the OEM forces the large buyer
into the traditional channel by o�ering the contract con�guration ( �F1; 0). When this
is o�ered and the large buyer has positive but lower surplus than the small buyer,
then the resulting supply chain con�guration is HS-B.

The most common outcome for �1=�2 = 0:2 and �1=�2 = 0:5 is the DM contract
structure, which indicates that IP licenses that feature both a �xed fee and a unit
royalty fee payments are quite e�ective in extracting surplus when buyer sizes are
(highly) imbalanced. The e�ciency of a combination of �xed fees and unit royalty
fees in extracting buyer surplus is also illustrated by the fact that the DM contract
is the most common con�guration overall.

We �nally note that H is not reported in Table 5.3 because there are only 11 instances
(out of 2187) in which H� � exceeds 1%, with the maximum di�erence being 5.3%.

Table 5.3: Results from the full factorial experiment

Result subset Value � + � C HS-A HS-B HL DM DF

� 1 + � 2

6 296% 79% 0.13 0.11 0.02 0.00 0.47 0.27
12 235% 68% 0.25 0.10 0.02 0.00 0.40 0.23
24 197% 57% 0.37 0.09 0.01 0.00 0.34 0.19

wA=wT

0.75 395% 96% 0.00 0.00 0.00 0.00 0.67 0.33
1 216% 81% 0.08 0.14 0.00 0.00 0.50 0.29

1.25 117% 27% 0.67 0.16 0.05 0.00 0.04 0.07

K A=K T

0.05 266% 74% 0.19 0.10 0.02 0.00 0.43 0.25
0.1 245% 68% 0.24 0.11 0.02 0.00 0.40 0.23
0.2 218% 61% 0.31 0.09 0.02 0.00 0.37 0.21

� 1=� 2
0.2 236% 71% 0.17 0.18 0.05 0.00 0.59 0.01
0.5 240% 65% 0.26 0.12 0.00 0.00 0.61 0.01
1 253% 68% 0.32 0.00 0.00 0.00 0.00 0.68

243% 68% 25% 10% 2% 0% 40% 23%
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In all other instances the portion of the surplus that is converted into pro�t for the
OEM is equal to the overall supply chain e�ciency. This is partially because some
surplus is more likely to be left with one of the buyers when they are comparable in
size (e.g., �1=�2 = 0:9), which is not a setting in our experiment. It also indicates
that a combination of �xed fees and unit royalty fees is very e�ective in extracting
the buyer surplus and turning it into pro�t for the OEM.

5.5.2 The e�ect of the unit printing price

The results of the previous section indicate that the unit printing price has a large
impact on the degree to which the supply chain decentralizes and how e�ectively this
occurs. While printing prices are currently high relative to traditional unit production
costs, they are expected to decrease rapidly as AM technology continues to develop.

We illustrate the e�ect of the unit printing price on the supply chain con�guration
for two buyers in Figure 5.4, for which we use the parameters of Table 5.1. The
example illustrates that full decentralization occurs for a wide range of ratios. When
the buyer sizes are balanced and the unit printing costs are not too high compared
to the regular unit production costs, the OEM o�ers a contract that consists only
of �xed fees (DF) that is accepted by both buyers. When the buyer size imbalance
grows, the OEM resorts to o�ering a contract that consists of �xed fees and unit
royalty fees (DF) that is accepted by both buyers. The size of this region illustrates

Figure 5.4: Contract structure showing Centralized (grey), Decentralized-Fixed (red),
Decentralized-Mixed (yellow), Hybrid-Large (blue) and Hybrid-Small (green)
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clearly why this is the most common con�guration that we found in the full factorial
experiment of Section 5.5.1. Hybrid supply chain structures appear when one buyer
is much larger than the other. When printing costs are high, which penalizes the
large buyer disproportionately (see Lemma 5.1 part (iv)), then the OEM can still
attain higher pro�ts by o�ering a contract that is only accepted by the small buyer.
In line with the results of Table 5.3 we �nd that this results in the HS-A or HS-B
con�gurations, depending on whether or not the large buyer has positive surplus. The
results of Table 5.3 show no HL con�gurations, which is because this only occurs in
extreme cases of buyer imbalance. No decentralization occurs when both buyers are
relatively large and unit printing costs are high, in which case neither buyer is willing
to pay a premium for the IP license.

Figure 5.5 shows the the e�ect of the unit price ratio and the buyer size ratio on the
OEM’s pro�t under an optimal contract, and the e�ciency of the resulting supply
chain. Figure 5.5a clearly shows that low printing prices lead to greatly increased
OEM pro�t. More surprising is that overall supply chain e�ciency is very high for
almost all con�gurations in which full or partial decentralization occurs, as Figure
5.5b shows. The only exception to this is the HS-B con�guration, in which case
the OEM forces the large buyer into the traditional channel, which results in that
buyer’s surplus being lost completely. These results indicate that much of the overall
e�ciency loss shown in Table 5.3 is due to centralized con�gurations, for which the
e�ciency is zero. Comparing Figure 5.5a to Figure 5.5b, however, also shows that
high e�ciency does not necessarily lead to high pro�ts. OEMs should therefore focus
on licensing IP in settings that feature a large buyer surplus feeling con�dent that
this can e�ciently be converted into pro�t by setting the correct licensing fees.

(a) Relative pro�t increase (�+) (b) Overall supply chain e�ciency (�)

Figure 5.5: The in
uence of unit production costs and the buyer size ratio
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5.6. Conclusions

In this chapter we investigated the implications of IP licensing for 3D printable
spare parts. We characterized the optimal contract structure of the IP licensing
contracts for a single, or multiple identical buyers, and for two non-identical buyers.
We furthermore conducted a full factorial experiment over a large test-bed with two
buyers for which the results showed that IP licensing can generate much greater
pro�t for the OEM compared to centralized production of spare parts, especially
when total demand volumes and unit printing prices are low. We furthermore found
that no decentralization occurred in only 25% of all cases of the test-bed. Partial
decentralization occurred in 12% of all cases and in 63% of all cases the supply chain
completely decentralized. Surprisingly, in 40% of the cases full decentralization is
achieved by an optimal contract that features �xed and royalty fees, even though
the latter have a value-destroying e�ect on the buyer surplus that reduces the
overall supply chain e�ciency. Despite this e�ect we observed high e�ciency of the
optimal contracts in terms of the conversion rate of potential buyer surplus into OEM
pro�t, which indicates that the simple contract structures we proposed o�er su�cient

exibility to the OEM to tailor contracts to speci�c situations. These results lead
us to conclude that local printing of spare parts creates a major bene�t for buyers
compared to centralized production, and that the surplus that this creates can be
e�ciently extracted by the OEM through relatively simple IP licensing contracts. We
thus argue that such licensing agreements may become an important factor in the
evolution of supply chains from large scale centralized production facilities with long
production lead times to decentralized, fast-response local printing networks.
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5.A. Appendix

This appendix contains supplementary results in Section 5.A.1 and Section 5.A.2
contains the proofs of the lemmas and theorems.

5.A.1 Supplementary experimental results

Table 5.4 contains additional results from the full factorial experiment of Section 5.5.1.

Table 5.4: Additional Results from the Full Factorial Experiment

Result subset Value � + � C HS-A HS-B HL DM DF

wT=c
1.1 365% 79% 0.17 0.06 0.03 0.00 0.47 0.27
1.2 207% 68% 0.25 0.10 0.01 0.00 0.41 0.23
1.3 157% 57% 0.33 0.14 0.00 0.00 0.33 0.19

h
0.1 213% 61% 0.32 0.09 0.02 0.00 0.36 0.20
0.15 243% 69% 0.24 0.10 0.02 0.00 0.40 0.24
0.2 272% 74% 0.18 0.11 0.01 0.00 0.44 0.26

5.A.2 Proofs

5.A.2.1 Additional lemma

We give an additional lemma that we use to obtain results for some of the main results
of this chapter.

Lemma 5.3 Fixed fees are more e�cient for surplus extraction than royalty fees.

Proof.
Let " > 0. The OEM’s pro�t when charging r or r + " is � (F (r); r) = F (r) + �r
and � (F (r + "); r + ") = F (r + ") + �(r + "), respectively. For an optimal licensing
contract it must hold that F (r) = CT(�)� CA(�; 0; r). It then follows that:

F (r)�F (r + ")
= [CT(�)� CA(�; 0; r)]� [CT(�)� CA(�; 0; r + ")]
= CA(�; 0; r + ")� CA(�; 0; r)

= h(wA + r + ")
�
�LA + z

p
�LA

�
+
p

2KA�h(wA + r + ") + �(r + ")
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� h(wA + r)
�
�LA + z

p
�LA

�
�
p

2KA�h(wA + r)� �r

> �":

This implies that

�(F (r); r)� �(F (r + "); r + ") = F (r) + �r � F (r + ")� �(r + ")
= F (r)� F (r + ")� �"
> 0:

5.A.2.2 Proof of Lemma 5.1

Proof of part (i)

We take the �rst partial derivative of CT(�) with respect to �. We then �nd that

@CT(�)
@�

=
@
@�

�
hwT
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�
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�
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2
p
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2KT�hwT

�
+ wT:

(5.2)

Similarly, the �rst partial derivative of CA(�; F; r) with respect to � is

@CA(�; F; r)
@�

= h(wA + r)
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2
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+
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Combining Eqs. (5.2) and (5.3), we �nd that the �rst partial derivative of �(�; F; 0)
with respect to � is
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= hwT
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��
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where the �rst inequality is obtained since wA + r � wT, and the second inequality
follows from the fact that LT > LA and KT > KA. Taking the second partial
derivative of �(�; F; r) with respect to �, we �nd that:
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where the �rst inequality is obtained since wA + r � wT and the second inequality
follows from the fact that LT > LA and KT > KA.

Proof of part (ii)

�(�; 0; r) = CT(�)� CA(�; 0; r)
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where the �rst inequality is obtained since wA + r � wT and the second inequality
follows from the fact that LT > LA and KT > KA.
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Proof of part (iii)
Note that CA(�; F; r) increases linearly in F , while CT(�) is insensitive to F .
Therefore, �(�; F; r) decreases linearly in F .

Proof of part (iv)
We take the �rst partial derivative of �(�; F; r) with respect to r. Note that CT is
insensitive to r. We obtain

@�(�; F; r)
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(5.4)

Taking the second partial derivative of �(�; F; r) with respect to r yields
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Repeating these steps for wA yields the same result.

Proof of part (v)
We take the partial derivative with respect to � of the partial derivative of �(�; F; r)
with respect to r (see Eq. (5.4))
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< 0:

5.A.2.3 Proof of Theorem 5.1

It may be optimal for the OEM not to have any buyer accept the IP license. Then
the contract (1; 0) is optimal. Otherwise, it follows directly from Lemma 5.3 that
( �F (0); 0) gives the optimal contract.

5.A.2.4 Proof of Lemma 5.2

Lemma 5.1 part (i) implies that �(�1; 0; 0) < �(�2; 0; 0). Lemma 5.1 part (iv) states
that the buyer surplus is decreasing and convex in r and part (v) states that the
surplus of a larger buyer decreases more rapidly in r than that of a smaller buyer.
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Because the surplus of buyer 2 is greater than the surplus of buyer 1 if wA � wT
and decreases more rapidly in r than the surplus of buyer 1, the surplus functions
must intersect for some value r unless the surplus functions converge as r !1. We
therefore take the limit of r for the partial derivative of �(�; F; r) with respect to r
(see Eq. (5.4)) and compare this for both buyers
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where the inequality is obtained because �2 > �1. This result implies that the surplus
functions do not converge, and therefore there exists a unique intersection point of
the buyer surpluses as a function of r. For this intersection point we de�ne the
r-coordinate as r̂ and the remaining surplus as F̂ = �F1(r̂) = �F2(r̂).

5.A.2.5 Proof of Theorem 5.2

Proof of part (i)
We prove that the only possible con�gurations of an optimal contract are ( �F1; 0),
( �F2; 0), (F̂ ; r̂), and (1; 0) by eliminating all other possibilities. We �rst observe that
the con�guration (1; 0) cannot be eliminated beforehand, as it must be available
to the OEM to force both buyers into the traditional channel if that yields optimal
pro�t.

It is furthermore clear that no contract can be optimal if both buyers have positive
surplus, as the OEM can then simply increase its pro�t by increasing F with
minf�(�1; F; r);�(�2; F; r)g, without diminishing pro�t from the traditional channel.
This implies that any optimal pro�t con�guration, with the exception of (1; 0), must
feature at least one buyer with zero surplus, i.e., it must be on one of the surplus lines
of Figure 5.3a.

Each of the two buyer surplus functions in Figure 5.3a is divided into separate domains
for r. The surplus function of buyer 1 is divided into the domains r 2 (0; r̂) and
r 2 (r̂; �r1) and the surplus function of buyer 2 into the domains r 2 (0; r̂) and
r 2 (r̂; �r2). Note that the OEM can extract maximum licensing fees for a given r by
charging the remaining surplus via �F1(r) or �F2(r), and that this choice determines if
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one or both buyers accept the IP license contract. We �rst consider the licensing fee
pro�t if the OEM charges r and �F1(r), i.e., when the smallest buyer has zero surplus

�I(r) =

(
2 �F1(r) + r(�1 + �2) = 2�(�1; 0; r) + r(�1 + �2); if r 2 (0; r̂);
�F1(r) + r�1 = �(�1; 0; r) + r�1; if r 2 (r̂; �r1):

(A)

Next, the pro�t that is obtained when charging r and �F2(r), i.e., when all surplus of
the largest buyer is extracted is

�II(r) =

(
�F2(r) + r�2 = �(�2; 0; r) + r�2; if r 2 (0; r̂);
2 �F2(r) + r(�1 + �2) = 2�(�2; 0; r) + r(�1 + �2); if r 2 (r̂; �r2):

(B)

Because all terms of Eqs. A and B related to � are either convex in r per Lemma
5.1 part (iv) or linear in r, it follows that the pro�t functions in Eq. A are convex
in r on the distinguished domains (0; r̂) and (r̂; �r1). By the same reasoning the pro�t
functions in Eq. B are convex in r on the domains (0; r̂) and (r̂; �r2). This implies
that the maximum pro�t for each possible set con�guration is attained at one of the
extremes, i.e, at points 1-5 in Figure 5.3a.

When the set of AM customers contains a single buyer, then the maximum pro�t for
that domain of r is attained at the minimum r, per Lemma 5.3. This implies that
�(0; �r1) cannot be optimal, as it is dominated by �( �F1(0); 0), i.e., point 1 in Figure 5.3a
dominates point 5. From Lemma 5.3 we also know that �(�2; 0; r)+r�2 is decreasing
in r. From this, and the fact that �1 < �2, it immediately follows that 2�(�2; 0; r) +
r(�1 + �2) is decreasing in r. This implies that �II(r) is decreasing in r 2 (r̂; �r2) so
that �(F̂ ; r̂) dominates �(0; �r2) (i.e., point 3 in Figure 5.3a dominates point 4). We
thus conclude that the optimal pro�t is maxf�

� �F1; 0
�
; �
� �F2; 0

�
; �(F̂ ; r̂); �(1; 0)g if

r̂ � 0.

Proof of part (ii)
Having de�ned r � 0 it follows that the con�guration (F̂ ; r̂) is not an admissible
contract con�guration if r̂ < 0.

Proof of part (iii)
If r̂ > �r2 then only buyer one has a positive surplus. Theorem 5.1 states that it is
then optimal to structure the contract parameters as

� �F1(0); 0
�

or (1; 0).
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Conclusions and further research

In this thesis we have investigated potential methods for incorporating AM in service
supply chains for capital goods. One can think of many ways in which AM can
be used within this context, which is why we attempt in this thesis to provide
insights based on four applications of AM, as introduced in Chapter 1 and studied
in four dedicated chapters. In Sections 6.1.1-6.1.4 we discuss the �ndings based on
the research questions introduced in Chapter 1. We provide overall conclusions and
remarks in Section 6.1.5 and future research directions in Section 6.3.

6.1. Conclusions

6.1.1 Component design with traditional and additive manu-
facturing

In Chapter 2 we considered an OEM who can either design a traditionally manufac-
tured version of a component or one that takes advantage of the design freedom of
AM. These two component types can di�er greatly in terms of design and production
costs, as well as operational performance and reliability. We support the OEM’s
design decision by developing a model that determines break-even reliability and
unit production costs given an estimate for design e�orts and potential performance
bene�ts. This model therefore helps design engineers to estimate early in the design
phase whether it is worthwhile to exert the additional e�ort that is typically associated
with developing an AM version.

We analytically characterized the break-even reliability curve of our model and showed
that required reliability levels of AM components can quickly become prohibitively
large when the estimated design costs increase without signi�cant performance
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bene�ts to o�set them. Two real-world cases additionally illustrated that production
costs of AM components are currently often much too high for them to be successfully
introduced. In a numerical experiment we furthermore found that lead time bene�ts,
by which non-negligible inventory bene�ts are attained, will not be the primary driver
behind the implementation of AM from a system design perspective.

We thus concluded that performance bene�ts will be the most prominent reason
for OEMs to opt for AM component design for the foreseeable future. Fortunately
high performance bene�ts can be attained for systems with a long life cycle and
large installed base size, while unit production costs are expected to decrease sharply
over the coming years. Many capital goods, such as trucks, airplanes, and weapon
systems, are thus viable candidates for which OEMs already in the near future
should carefully consider AM component options as an alternative to traditionally
manufactured components.

6.1.2 Printing spare parts at remote locations

In Chapter 3 we studied how on-site AM capacity should be used to support
remote operations. We formulated a periodic-review discrete-time Markov decision
process that takes into account the intermittent nature of resupply operations to
remote operating bases. Regular spare parts can thus only be ordered via scheduled
replenishments, but on-site AM capacity can supply printed spare parts when a
shortage occurs in between replenishment opportunities. While these printed spare
parts are of inferior quality, they can be used to quickly restore asset availability until
a regular spare part arrives.

For this model we characterized the optimal inventory control policy, which has a
simple structure: a base-stock policy is optimal for the scheduled replenishments
and a single threshold determines until when to print and when to wait for regular
parts. We applied this model to a case at the Royal Netherlands Army pertaining
to its U.N. peacekeeping mission in Mali. For a total of 14 components from three
di�erent RNLA systems we found optimal base-stock level reductions of 74% and
backorder cost reductions of 92% on average, with average operational cost savings
of 58%. The way in which these components were selected furthermore leads us
to believe that 10-20% of all RNLA spare parts could similarly bene�t from on-site
AM capacity. The results therefore indicate that relatively simple general-purpose
printing technology can create immense operational bene�ts by reducing inventory
storage costs and increasing asset availability, both of which positively impacts RNLA
mission capability. We furthermore note that many organizations operate in remote
geographic locations under conditions similar to the RNLA. The insights we obtained
therefore generalize to numerous other settings, including ocean-going transportation,
humanitarian relief e�orts, and mining operations.
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6.1.3 On-demand 3D printing for age-based preventive main-
tenance

In Chapter 4 we investigated the application of 3D printing in the context of preventive
maintenance of capital goods. We presented two printing policies in which printed
parts serve as a fallback option to prevent long system downtime when a regular
part fails prior to its age-based preventive maintenance threshold. The regular parts,
on which a �rm typically relies, are ordered according to a just-in-time policy, thus
saving on inventory holding costs. In the temporary replacement (TR) policy the
printed parts are removed as soon as the regular part arrives, similar to the model of
Chapter 3. This assumption is relaxed under the double age-based (DA) policy, which
features an age-based preventive maintenance threshold for the regular part and for
the printed part, so that the useful life of the latter can also be better utilized.

We numerically explored the value of both printing policies over a benchmark policy
that does not feature a printing option and in which a regular spare part is always
held in stock. In a full factorial experiment over a wide range of parameters we
found average savings of 4.4% for the DA policy over the benchmark policy, which
is outperformed by the DA policy in 81% of all scenarios with maximum savings of
16%. In the other 19% of the scenarios the benchmark policy performs best, with
the greatest di�erence being 11%. Overall we found that on-demand printing in
a preventive maintenance setting is advantageous when inventory holding costs are
high, for example for expensive spare parts, or when direct failure costs are high. The
DA policy in particular can also perform well when printed spare parts function for
a relatively long time, with the di�erence between the TR and DA policy being at
most 12%. However, for printed parts with a relatively short life expectancy (e.g.,
10% of a regular part), the di�erence between the TR and DA policy is negligible,
which strengthens our assumption in Chapter 3 to only use printed parts as temporary
solutions.

We �nally note that the printing policies may also be preferable to �rms for reasons
other than long-run average costs. Particularly they enable a �rm to switch to
a just-in-time ordering policy for the regular parts. This represents a signi�cant
simpli�cation of the spare parts management process that is also often mentioned as
one of the key bene�ts of additive manufacturing. Our results show that this is indeed
feasible in a preventive maintenance setting, although �rms need to be selective when
to apply this concept.

6.1.4 IP licensing for 3D printed spare parts

In Chapter 5 we explored one of the fundamental promises of AM’s e�ect on future
service supply chains: the degree to which they will decentralize. To investigate this
issue we considered an OEM who can sell her customers a spare parts design �le via
an IP licensing contract. Customers, who di�er in terms of their installed base size,
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that buy this license can locally produce spare parts for their own systems. Customers
that do not buy the IP license remain in the traditional sales channel, in which they
buy the spare parts directly from the OEM at greater �xed order setup costs and at
much longer lead times. The degree to which customers opt for the IP license thus
determines the level of supply chain decentralization.

To investigate the impact of IP licensing on the OEM’s service supply chain we �rst
characterized the optimal IP licensing contract by which the OEM transforms the
buyer surplus into pro�t, which determines the supply chain con�guration (i.e., the
degree of decentralization). In case of a single or multiple identical buyers we found
that the OEM should only charge �xed fees by which she can subtract the full buyer
surplus. In the case of two non-identical buyers, however, we found that the optimal
licensing contract may feature a combination of �xed fees and output based royalty
fees, even though the latter creates some supply chain ine�ciency. With these results
on the optimal contract con�gurations we conducted a full factorial experiment in
which we found that a supply chain with two buyers fully decentralizes in 63% of all
cases. Partial decentralization (i.e., only one buyer opting for the IP license) occurs
in another 12% of all cases. Particularly suitable candidates for such IP licensing
contracts are spare parts with low demand rates and high order setup costs, as this
creates a large surplus from which the OEM can pro�t, which is essential for this
concept to succeed. In that light it is encouraging that we found pro�t increases of
143% on average over all cases. This implies that there is a large incentive for OEMs
to switch to this new business model, which has the potential to be one of the main
drivers behind large scale decentralization of service supply chains.

6.1.5 Overall conclusions

So, how should additive manufacturing be incorporated into service supply chains?
We have learned in Chapter 2 that for most products, at least in the near future,
simply reducing the production lead time by switching from centralized traditional
to centralized additive manufacturing does not unlock the real value of AM. Firms
who rely on such a simple strategy will �nd that printed parts are often much too
expensive or too unreliable, and that redesigning components can be very costly and
only yields decisive performance bene�ts in speci�c cases (e.g., aerospace applications
or formula 1 racing). Another often mentioned bene�t of 3D printing is that it allows
�rms to eliminate all inventory from the network via on-demand decentralized 3D
printing (i.e., printing locally after demand is observed). This may be feasible in a
few settings, as we demonstrated in Chapters 3 and 4, but in general, �rms should
be very careful to rely solely on on-demand printing. In most cases, waiting for
a printed part is simply too expensive for systems with high downtime costs. On-
demand printing may work in a consumer retail setting, provided that customers are
willing to wait, but keeping inventory will often be required in service supply chains
even if a component can be printed with competitive reliability and costs.
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Perhaps the most successful AM implementation we considered in this thesis is
printing spare parts at remote locations, where on-site AM capacity leads to higher
asset availability against lower costs. In this setting the typical emergency shipment
methods, such as an expedite or a transshipment, are not very cost e�ective, but
local AM capacity can provide a quick solution to spare parts shortages in the form
of a temporary replacement. In the short term we can expect more examples of
successful AM implementation in other settings where the regular supply mode is
performing poorly, or is unavailable altogether. At the end of a system’s life cycle, for
example, having an AM option may be very useful after the OEM has discontinued
regular spare parts production. While the success of resolving such obsolescence issues
through AM may not necessarily rely on decentralized AM capacity, it is clear that
full exploitation of AM bene�ts in service supply chains requires local AM capacity.
This is also supported by the results of our research on a new IP licensing concept in
Chapter 5, for which a network of decentralized AM capacity is critical. Fortunately,
this network of local 3D printing service providers (PSPs) is growing rapidly. With
the help of this network, the OEM and the asset owners do not need to invest in
expensive AM capacity and training of specialized operators, although developing an
in-house AM program can also help to develop crucial AM process knowledge for
component design optimization.

6.2. From theory to practice

The models we have developed in this thesis are (to varying degrees) stylized
models that facilitate our analysis as we aim to identify suitable concepts for AM
implementation for service supply chains. We have tried to assess the practical
implications of AM in several settings, but we have paid relatively little attention
to the possibilities for realizing the proposed concepts in practice with current
AM technology. In this section we therefore provide some additional background
information to demonstrate what we can expect from the proposed concepts in the
near future. We do this for all core chapters except Chapter 2 because that chapter
proposes a decision support model rather than a stylized model on a potential business
case.

Chapters 3 and 4 both deal with printing of temporary spare parts and we have
extensively described the ambitions of the RNLA in this regard. We have analyzed
the impact of remote location printing for 14 RNLA spare parts, a set that includes a
dust cover for a reconnaissance vehicle, an exhaust segment for an armored personnel
carrier, and an oil plug for a militarized Mercedez-Benz. Another part that we have
not included in the analysis, but that has actually already been printed, is the gas
lever of a 3-wheeled motorbike used to transport items across the main operating
base. These are relatively simple parts whose unavailability can be just as harmful as
a shortage of complex components. Several other organizations are therefore exploring
the use of 3D printed temporary replacement parts for simple components, or they are
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at least aware of this option. A vaccination drive by Doctors Without Borders (MSF)
in Congo, for instance, recently su�ered from unavailable laboratory equipment as a
result of two simple components breaking down. According to the MSF director of
logistics, these parts can easily be printed as a temporary solution while ordering the
original spare parts (Inverse.com, 2016). Krones, one of the world’s largest packaging
and bottling machine manufacturers, o�ers customers a solution based on SAP’s
distributed manufacturing network for 3D printing emergency parts, to be used as
temporary replacements in manufacturing facilities (LeoLane.com, 2017). Whether
or not these organizations wish to use these parts only until a regular spare part
arrives, or for longer than that (as we investigate in Chapter 4) is unknown to us,
but these examples demonstrate that printing of temporary spare parts is ready for
implementation in practice.

The IP licensing concept presented in Chapter 5 is less tangible but the infrastructure
for this business model is there. In fact, some platform services for on-demand,
decentralized printing of spare parts have already become operational, such as the
aforementioned solution o�ered by SAP and the services of Dimanex as described in
Section 1.2. As far as we are aware, these services require the customer to possess the
design details as the request to the PSP is uploaded, which is trivial if the OEM acts
as a customer. End-user requests for spare parts can be facilitated by having the end-
user pre-purchase the component designs upon system acquisition, as the RNLA does
for some of its newest systems that are manufactured by Krauss-Ma�ei Wegmann, or
by a licensing framework such as the one proposed by us in Chapter 5. In either case,
the OEM should be aware of the value of that these designs represent and price them
accordingly.

6.3. Future research directions

We have explored four applications of additive manufacturing for service supply chains
for capital goods. We have obtained interesting results, but we have also made several
simpli�cations along the way. We have also not covered all issues with service supply
chains that may be resolved with AM technology. In this section we present additional
service supply chain issues that warrant attention, as well as several directions in which
the models we have already developed could be extended further.

The results of our research indicate that unlocking the full potential of AM in service
supply chains requires the development of dedicated AM components to unlock
potential performance bene�ts, but also to reduce the print volume and thus the
unit printing costs. The service supply network should furthermore have access
to local AM capacity. A direction for future research could be �nding out which
form the service supply chain network should take in order to ful�ll both of these
requirements. For example, who from among the OEM, the asset owner, and a PSP,
must take ownership of optimizing the component design? If the OEM develops such



6.3 Future research directions 139

an AM program, she could use her own AM systems to supply components for the
manufacture of new system, but also as centralized support for nearby systems and
to further advance her AM design and production capabilities. For support of further
removed systems, however, she will likely still rely on a PSP to provide decentralized
AM capacity, as placing AM capacity dedicated to only a single customer is much
too expensive. Developing a more intimate relationship with a PSP could be the best
way to go for OEMs or asset owners who do not intend to start up their own AM
program, or who are unable to make the required investments. A partnership between
an OEM and a PSP could take a form similar to co-engineering concepts in high-
tech industries between OEMs and �rst tier manufacturers. VDL ETG, for instance,
designed and produces the wafer handler for ASML’s new lithography machines (Bits
& Chips, 2014). Cooperation between the OEM and the PSP could similarly leverage
production knowledge already during the design process, which leads to reduced time
to market and yields optimized AM components throughout the system life cycle.
This type of PSP integration thus unlocks AM process knowledge and augments the
service supply chain with decentralized AM capacity. The extent to which an OEM
integrates the PSP into the service supply chain and, potentially, the design activities
could thus be an interesting topic for further research. Inspiration regarding how to
model this problem may be obtained from the approach of Wang et al. (2017).

Furthermore, we note that (almost) all of our results have been obtained under the
assumption of a stable installed base, while AM is expected to also be very useful
during the earliest and latest stages of a system life cycle, when 
uctuations in
the installed base size create additional uncertainty regarding inventory decisions.
In the context of the early life cycle phase, it could be interesting to investigate
the application of AM to resolve issues related to component redesigns, which are
often conducted by the OEM at this stage to �x infancy issues or to improve system
performance, but the OEM is then also faced with decisions regarding older spare parts
versions. These upgrading decisions have been studied in literature (e.g., Clavareau
and Labeau, 2009; �Oner et al., 2015), but not yet within the context of AM, for which
one could consider the decision to immediately develop an AM version contingent
on the price of the printed parts and the estimated risk of infancy issues. In the
late stage of a system life cycle, OEMs and asset owners often deal with supply
disruptions related to component obsolescence, as we noted in Section 6.1.5. As
far as we are aware, this second issue has been investigated in two master theses
(Wullms, 2014; Jansman, 2017), but it is still open to more rigorous analysis. It could
also be interesting to consider both issues within the context of a full system life cycle
instead to determine the timing of an AM (re)design. Should this be at the beginning
of the system life cycle to counter both early-stage redesign and last-time-buy issues?
Perhaps it is optimal to use AM in the earliest and in the latest stages, but to use
cheaper traditional technology to produce spare parts during the main exploitation
phase when the installed base size is largest. For this approach, a model must capture
the dynamics of a time-varying installed base during each phase, for which one could
take inspiration from Jin and Tian (2012).
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Similarly unexplored in this thesis is the issue of sustainability, which is often
mentioned as one of the greatest bene�ts of local 3D printing due to reduced
transportation e�orts and more e�ective end-of-life solutions that lead to fewer
disposed parts at the end of the asset life cycle. At the same time we know that
metal powder production is a very energy intensive process, and that high-powered
lasers are used in the metal printing process itself. Many printed parts may therefore
have a much larger CO2 footprint compared to their traditionally manufactured
counterparts from a production point of view, which raises the question how large
the transportation or end-of-life obsolescence risk reduction should be to o�set this
CO2 emission de�cit. To investigate this from a transportation perspective one could
take a similar approach as we did in Chapter 2, but focus instead on required laser
energy consumption or the distance between a system and the central manufacturing
facility. Perhaps only the furthest stock points should be resupplied with local AM
capacity, or AM should only be used for spare parts with a su�ciently low volume to
weight ratio.

In terms of model extensions it could be interesting to consider the model of Chapter
3 on printing at remote locations. Notably, we have not yet considered that the
consolidated shipments for scheduled replenishment may sometimes not be able to
make their way to the operating sites. Obvious causes can be bad weather conditions
that prohibit a ship to reach an o�-shore drilling rig, enemy activity that makes it
impossible to reach the main operating base, or maybe even the loss of a convoy
en route. Incorporating this into our model would essentially make the order cycle
length, which is now deterministic, a stochastic variable. Characterizing the optimal
inventory control policy would be much more challenging, and might still require the
assumption of a zero lead time for the replenishment (i.e., that the convoy is not held
up somewhere halfway) in order to guarantee a full reset at the start of every cycle.
Intuitively one would expect the value of the on-site printer to increase in this setting,
but it would be interesting to explore by how much to improve the practical value
of the model. For new scienti�c insights it could be interesting to add on-site 3D
printing raw material inventory to demonstrate inventory pooling e�ects. This would
require a multi-component approach in addition to a state variable for the on-site raw
material level, hence solving an MDP extended with this feature would be much more
di�cult due to state space issues. This harms the practical applicability of the model
but it should be possible to obtain analytical results under the right assumptions
(e.g., symmetrical unit backorder costs).

A multiple components perspective may also be relevant in the context of contracting
and IP licensing. In particular one could consider a bundling and pricing problem (see
Bakos and Brynjolfsson, 1999) where the OEM must decide whether to o�er (and how
to price) either a comprehensive package of IP licenses or (many) di�erent bundles
of partially distinct packages, similar to the decision faced by Net
ix and e-book
subscription services. Such types of bundling and pricing problems are notoriously
di�cult because of the combinatorial aspect involved with the bundling decisions,
which is why the analysis typically relies on asymptotic regimes with regards to
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the number of products in the assortment and their utility to the buyers. This
naturally �ts well with our capital goods setting, because of the number of spare
parts involved with managing asset availability, in addition to the utility (value) that
each printable component represents to the asset owners. Taking into account speci�c
service logistics aspects could lead to new research directions similar to how Chapter
5 combines IP licensing and spare parts inventory management.
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Summary
Design and Control of Capital Goods Service Supply Chains

with Additive Manufacturing

In this thesis we investigate the potential of additive manufacturing (AM) in the
context of service supply chains for capital goods. Examples of capital goods are
manufacturing systems, medical equipment, weapon systems, container vessels, and
airplanes. Such systems tend to be a crucial bottleneck in an organization’s business
process, so its failure typically results in high downtime costs in the form of lost
production, safety risks, or disruptive delays. While capital goods can cost millions
of Euros to acquire, their acquisition costs constitute a minor part of their life cycle
costs (LCC). In fact, much of the LCC accumulate in the exploitation phase of the
asset, during which organizations typically operate extensive service supply chains to
provide spare parts on short notice when a component of a system fails. A major
issue with these service supply chains is that spare parts tend to have very long order
lead times and that the systems in the �eld are often geographically dispersed. This,
combined with the uncertain nature of spare parts demand, drives up the required
spare parts investment levels in the service supply chain.

Additive manufacturing, or 3D printing as it is often referred to, can help overcome
these issues. AM represents a collection of technologies that builds products layer-
by-layer, as opposed to traditional technologies that rely on material subtraction. A
notable bene�t of AM is the negligible setup cost for starting a production run, which
enables e�cient small series production with short lead times. This makes it possible
to shift production from centralized, mass manufacturing facilities to decentralized in-
house or third-party printing hubs close to the point of demand. This would further
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decrease lead times, which in turn increases the service supply chain’s responsiveness
so that inventories can be decreased without sacri�cing system availability. At the
same time, there are still many hurdles to overcome for AM to be widely adopted in
spare parts manufacturing. Speci�cally, there are still concerns regarding the quality
of printed parts, while unit printing prices are typically high relative to conventionally
manufactured parts because of lengthy printing processes and high raw material and
equipment costs.

Given these bene�ts and drawbacks of AM technology, it is not immediately evident
how AM should be incorporated into service supply chains and what its bene�ts are.
This thesis provides guidance to practitioners by answering the following research
question:

When, and if so, how should additive manufacturing be incorporated into
after-sales service supply chains for capital goods?

Certainly, existing methods like greedy algorithms and METRIC-type approaches
for spare parts inventory optimization still apply when AM is simply employed in
the way that traditional manufacturing technologies are (i.e., for centralized batch
production), but what about new business cases like local, on-demand printing
that rely on AM’s unique bene�ts? When will AM completely replace traditional
manufacturing, or is it in certain settings best used in complementary fashion? To
provide these insights and to answer the above research question, we have developed
four mathematical models to assess the value of incorporating AM in several di�erent
settings. Each of these settings is accompanied by a separate supporting research
question.

Component design with traditional and additive manufacturing

In Chapter 2 we study a component design problem that takes place during the system
design phase of a capital good. We consider an original equipment manufacturer
(OEM) who can either design a traditionally manufactured component or one that
is produced with AM. We take into account technology-speci�c one-time design
investments, as well as di�erences in production lead time, component reliability, and
unit production costs. Our model also incorporates potential performance bene�ts of
AM components, which are currently an important reason for �rms to consider an
AM design. These di�erences between the components greatly in
uence the life cycle
costs of the system, which leads to the following research question:

Under what conditions do AM components have lower life cycle costs than
traditionally manufactured components?

Our model supports the OEM’s design decision by determining for which reliability
level and unit production cost of the AM component the LCC of both component types
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are equal. Design engineers can thus estimate early in the design process whether or
not it is worthwhile to pursue an AM design. For example, if engineers estimate that
the AM component will easily meet the break-even properties provided by our model,
it is a clear indication that this option should be pursued. Furthermore, we use this
model to show that lead time bene�ts by themselves allow for only minor de�cits
of the AM component in terms of unit production costs, and especially in terms of
reliability compared to traditionally manufactured parts. Increased design freedom,
and the performance bene�ts that this unlocks, will thus continue to be the primary
driving force for the foreseeable future behind the implementation of AM during the
system design phase of capital goods.

Printing spare parts at remote locations

In Chapter 3 we assess the value of printing spare parts at remote locations, such as
those of the missions of the Royal Netherlands Army (RNLA). Access to spare parts
at these locations is intermittent because they are replenished at �xed intervals via
scheduled convoys. This problem is exacerbated by limited on-site storage capacity.
The RNLA is currently operating a general-purpose printer at its main operating base
in Mali, which can be used for on-site and on-demand spare parts production. This
raises the following research question:

How should on-site AM capacity at remote geographic locations be operated?

A general-purpose printer produces spare parts that are of much lower quality than
the regular spare parts. We therefore assume that the printed parts are used as
temporary solutions in case of regular spare parts stock-outs. We investigate this
problem by formulating a discrete-time Markov decision process. We prove that
the resulting inventory control policy has a relatively simple structure, with a single
threshold that determines when to print and when to wait for regular parts via the
next replenishment. By applying this model to a large RNLA case study for its
United Nations peacekeeping mission in Mali, we show that on-site printing leads
to large operational cost savings. This is achieved by signi�cant on-site inventory
reductions, in combination with increased asset availability. On-site printing thus
increases the RNLA’s ability to operate in remote locations. These results extend to
many other organizations that operate in remote locations, e.g., in the mining and
o�shore industry.

On-demand 3D printing for age-based preventive maintenance

In Chapter 4 we investigate how on-demand printing of spare parts can be used when
components are subjected to age-based preventive maintenance. This is motivated
by the appearance of printing hubs that speci�cally provide third-party on-demand
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printing services, which can be very useful if a �rm needs a spare part on short notice.
This leads to the following research question:

How should on-demand printing of spare parts be used in conjunction with
preventive maintenance of capital goods?

Quality concerns likely still prohibit the use of printed parts for full-time operations,
which is why we assume that conventional manufacturing still forms the primary
source for spare parts. The printing hub thus acts as a backup option that allows a
�rm to avoid inventory holding costs, because the printer protects against prolonged
downtime in case a regular part fails prior to preventive maintenance. We consider
two policies. In the �rst policy, a printed part is used as temporary solution, i.e., until
a regular part has arrived. In the second policy, we allow a printed part to remain in
operation until its own preventive maintenance threshold. Both policies are compared
to each other, as well as to a benchmark policy which features only regular parts of
which one is continuously held in stock to protect against system downtime. We
show that on-demand printing can signi�cantly reduce operating costs, especially
when holding costs and direct failure costs are high. We also �nd that the di�erence
between both printing policies is typically small, unless the expected lifetime of the
printed parts is more than several times the regular part order lead time.

IP licensing and 3D printing of spare parts

In Chapter 5 we study a radical change to the OEM’s business model that is enabled
by the fact that AM component design �les can easily be digitally transferred from
one �rm to another. This allows the OEM to sell intellectual property (IP) licenses to
her customers (buyers), rather than physical parts. With this license and the design
�le the buyers can locally print spare parts at much smaller setup costs and much
shorter lead times, thus creating a surplus from which the OEM can pro�t �nancially.
It also creates an opportunity for supply chains to decentralize if buyers switch to
local printing via the IP license, which raises the following research question:

How does IP licensing of spare parts designs by the OEM lead to supply chain
decentralization?

IP licensing is a very well known mechanism by which one innovator can market
her development to a manufacturer or to another innovator. This chapter provides
a di�erent perspective on IP licensing, as the service supply chain setting requires
us to take into account inventory management aspects that have thus far not been
studied in combination with IP licensing. We consider a pro�t maximizing OEM that
charges �xed and/or royalty fees in exchange for the IP license and 3D design �les,
which enables local 3D printing. Buyers who do not wish to purchase the IP license
continue to be supplied by the OEM from the centralized traditional sales channel.
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The OEM is thus faced with a contract pricing decision that determines how a set of
buyers is distributed over both sales channels. We provide analytical results on the
optimal IP license contract con�guration that determines when buyers switch from
the traditional channel with centralized production to the decentralized IP license
channel. Our results show that IP licensing can lead to large-scale decentralization of
service supply chains, with local 3D printing facilities taking the place of centralized
mass manufacturing capacity.

Conclusions and vision on future developments

Successful implementation of AM in service supply chains is no straightforward task.
At least in the near future, it seems that simply reducing the production lead time
by switching from centralized traditional to centralized additive manufacturing does
not unlock the real value of AM. Printed parts are often simply too expensive or
too unreliable for such a simple strategy. Redesigning components can be very
costly and only yields decisive performance bene�ts in speci�c cases (e.g., aerospace
applications). Eliminating all inventory from the network by relying solely on on-
demand decentralized 3D printing may be possible in consumer-retail settings, but
this is unlikely to succeed for critical spare parts.

Combinations of regular and printed parts, on the other hand, can be very successful.
For example in the remote location context we study with the RNLA, where the
typical emergency shipment method of expediting is not very e�ective, local AM
capacity can provide a quick solution to spare parts shortages. Most of the successful
AM concepts in service supply chains will furthermore rely on local (decentralized)
AM capacity. For instance, by leveraging the value of digital spare parts designs via
IP licensing concepts. Third party printing service providers (PSPs) can play a major
role in this regard, as most OEMs and service providers may not be able to develop
their own global AM network. Instead, they might wish to rely on dedicated PSPs
to provide local AM capacity, although developing a limited in-house AM program
might be wise as it nurtures the development of crucial AM knowledge that facilitates
accelerated development of AM components during the system design phase.
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