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Summary¹
Nonlinear Coupled Mhd-Kinetic Particle Simulations of Heavy Impurities in Tokamak Plasmas
The most viable path towards energy production by nuclear fusion is provided
by tokamaks, where a magnetic field confines a plasma at over a hundred
million degrees Celsius in which deuterium and tritium ions fuse together
to produce energy. The heat losses from this plasma are handled by a solid
tungsten target, called a divertor. This material faces intense heat and particle
fluxes which, if too high, can lead to erosion. This erosion reduces the divertor lifetime and causes plasma contamination, which can pose problems for
operational stability.
This issue becomes most pressing for iter, the international fusion reactor currently under construction in the south of France. It is the largest
fusion experiment and is planned to produce 500 MW of fusion power, ten
times more than the power needed to sustain the reaction. Iter is designed
to be the first fusion reactor that is dominantly self-heating and generates a
net power output.
The peak heat fluxes expected in iter are several times larger than in
current experiments, especially during transient events called Edge-Localized
Modes (elms), where a few percent of the total energy in the plasma is lost
in milliseconds. Predictions of the expected elm energy losses indicate that
the natural elms in iter will lead to an unacceptable erosion of the divertor.
These predictions cannot be tested in experiments yet, while divertor failure
would have severe consequences for the iter project. It is therefore imperative to make a serious effort to obtain a thorough understanding of elms and
divertor erosion and predict these in iter.
The numerical simulation of elms using large-scale 3D Magnetohydrodynamics (mhd) simulations provides a powerful method to identify the relevant physics mechanisms and, following validation in existing experiments,
allows for prediction of the elm behaviour in iter. The simulation of impurities during elms was not yet possible, while important questions on the
¹A summary in Dutch can be found on page 205.
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production, transport and effect of tungsten need to be answered to reduce
the risk of divertor erosion and plasma contamination in iter operation.
To investigate the above effects this thesis extends, for the first time, an
existing non-linear mhd code (jorek) with the physics essential for the description of the iter high recycling divertor. Ionisation, recombination and
radiation of impurities and neutral hydrogen need to be simulated, as well as
sputtering and impurity-background collisions. The new hybrid mhd-particle
simulation code presents a major step forward in the simulation of impurities in plasmas. It is used in this thesis to study divertor erosion due to elms,
transport of tungsten impurities due to elms and the influence of impurities
on the main plasma species.
To estimate divertor erosion a sputtering model for jorek has been developed, which can calculate the time-dependent and nonuniform sputtering
due to the main plasma species and impurities, including self-sputtering effects and prompt redeposition. The new model is applied to a simulation of an
elm in the asdex Upgrade tokamak to compare the sputtering between and
during elms. Key experimental findings such as the increase of sputtering
during an elm are reproduced.
Furthermore, the behaviour of existing tungsten in the plasma during an
elm is investigated, where the driving mechanism for impurity motion is
identified for the first time as E×B flows driven by the elm. The effect of a
single elm on several experimentally relevant tungsten distributions is calculated. The results are in agreement with the experimentally observed behaviour of outward impurity transport in the case of initial impurity distributions peaked inside the main plasma. In the higher temperatures of iter
a different initial distribution is expected, which is peaked outside the main
plasma. In that case impurities are observed to move inwards, unlike the
suggestions made by simple diffusive models proposed in the literature. This
new result implies steps need to be taken to ensure an acceptable relative core
plasma concentration below 0.01%, either by limiting the production rate or
by preventing most tungsten from entering the core plasma.
The effects of exceeding the tungsten concentration mentioned above
need to be further investigated, which can now be done using a bidirectional
coupling of the particle extension with jorek. We present a coupling scheme
for tungsten impurity radiation and verify this in a simple case. The magnitude of tungsten divertor radiation is investigated, with results showing a
radiation spike caused by increased tungsten sputtering during the elm.
The new code presented here has many important future applications.
Among these several are of special interest for predicting iter operation, such
as the improvement of edge plasma modelling with kinetic neutral hydrogen,
the study of impurity transport in elm-mitigated operational regimes and the
simulation of mhd instabilities triggered by fast particles.
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Chapter 1

Introduction
At the start of every disaster movie there’s a
scientist being ignored
— Athalia Pyzer [1]

Our scientific and technological developments have enabled exponential population growth during the last centuries, which has been accompanied by a
rising demand for energy. We have been fortunate to find a convenient supply of fossil fuels underground, in the form of coal, oil and gas deposits. Only
later it has been realized that the burning of fossil fuels releases large amounts
of CO2 into the atmosphere, where it interferes with the global energy balance due to the greenhouse effect. The concentration of greenhouse gases
like CO2 is clearly correlated to global temperature rise [2], and a rise therein
will lead to climate change, acidification of the oceans, global warming, polar
ice melting and an associated sea level rise. Adapting to these effects might
prove to be extremely costly for future generations.
It is therefore imperative to find more sustainable energy sources, to mitigate the problems of climate change, and supply energy to a growing population on the long term. The current deployment of sustainable energy sources
focuses mostly on harvesting the energy of the sun, be it directly through
photovoltaics or indirectly through wind- or hydropower. We can however
also use the process that the sun itself uses to generate energy.
Nuclear physics tells us that there are two ways to gain energy from
atoms, either by splitting a heavy atom into two lighter ones, or by joining two light ones together into a heavier atom. The first process is called
nuclear fission, and has been used for power generation all around the world
since the 1950’s. It has the drawback of generating long-lived radioactive
waste products, which are difficult and expensive to process and store. The
second process, which we will focus on in the rest of this thesis, is called nuc1
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lear fusion. It is technologically very challenging, but offers the advantages
of a nearly limitless fuel supply, while theoretically producing ten thousand
times less of long-lived radioactive waste products than existing nuclear fission reactors.
The fusion reaction with largest probability is where two isotopes of hydrogen, with one (deuterium, D) or two (tritium, T) extra neutrons, are fused
into helium (He) and a neutron (n)
D+ + T+ → {

He2+
n

+3.5MeV
+14.1MeV

(1.1)

The resultant helium ion and neutron both have a large energy, which can
be used for power generation. The probability of this reaction occurring (or
the cross-section), while the largest of all known fusion reactions, is still very
small at low energies, peaking only around 900 million degrees Celsius¹ (80
kilo-electron-Volt, with 1 keV = 1.16 ⋅ 107 𝐾 ).
The process of thermonuclear fusion then consists of heating up a plasma,
containing D and T ions, to temperatures so high that some of the fastest ion
pairs have sufficiently large kinetic energies for the reaction to occur. The
energy associated with the helium ion is then reused to heat the plasma.
In a fusion reactor the losses from having a plasma at a high temperature
need to be balanced against the energy gain from fusion power. This causes
the best operating temperature to be closer to 15 keV, or around 170 million
degrees Celsius. To reach, and maintain, these temperatures at reasonable
heating power levels a very insulating structure needs to be formed. For this,
we turn to magnetic confinement. Several magnetic structures have been
invented which can confine heat very effectively. We will focus on the most
popular of these, the tokamak, in the rest of this work.

1.1 Magnetic confinement and tokamaks
The concept of magnetic confinement relies on the formation of a plasma,
which means that most ions lose their electrons, in a magnetic field. They
are thus charged, and will gyrate around the field lines. Their motion perpendicular to the magnetic field is thus extremely restricted, with the energy
losses suppressed by 14 orders of magnitude!² leading to very effective confinement of particles and their associated energy.
The trick is thus to find a configuration where magnetic field lines form
nested surfaces, called flux surfaces, causing particles to remain confined to
their surface, and trapping heat inside the device. The tokamak does this with
¹Or Kelvin, the difference is insignificant in this context.
²At 15 keV, with a plasma density of 1020 m−3 and a magnetic field of 5 Tesla.
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inner poloidal field coils

3

outer poloidal field coils
major radius

minor radius

resulting helical
electric current
toroidal field coils
magnetic field
poloidal and toroidal magnetic fields

Figure 1.1: Schematic figure showing the basic elements of a tokamak. The
toroidal field coils generate a magnetic field along the direction of the brown
arrow, while the inner poloidal field coils generate an electric current in the
plasma, which generates a poloidal magnetic field, indicated by the green
arrows. Together, these result in a helical magnetic field, denoted by white
lines, which is more stable than just a toroidal magnetic field. The plasma
is shaped like a doughnut, with large major radius and smaller minor radius.
Figure based on original by Tim Meulenbroeks.
a combination of externally generated toroidal³ magnetic fields and poloidal
magnetic fields generated by an electric current running in the (conducting)
plasma. A schematic view of this configuration is shown in figure 1.1.
A simple figure of merit of a tokamak is given by the fusion triple product,
which is a product of the ion density 𝑛𝑖 , the ion temperature 𝑇𝑖 and the energy confinement time 𝜏𝑒 . Higher densities and temperatures lead to a higher
fusion rate, while a longer energy confinement time decreases the power necessary to heat the plasma to the required temperature. To obtain a “burning” plasma the plasma heating due to fusion⁴ must be larger than the energy
losses, i.e. the fusion reaction is self-sustaining. Mathematically this can be
³Considering a polar coordinate system with 𝑧-axis aligned with the poloidal field coils in the
center of Figure 1.1 the toroidal direction is in the 𝜑-direction and the poloidal direction is in the
plane of 𝑅 and 𝑍 .
⁴This excludes the neutrons, as they fly straight out of the plasma.

fusion triple product [1020 keV m−3 s]
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100
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1
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ignition reactor conditions
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ITER
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1

𝑇𝑖 [keV]

10

100

Figure 1.2: Fusion triple product as a function of the core ion temperature
over the years, for different tokamaks. The orange bands indicate the 𝑄factor, the ratio between fusion power and input power. The rightmost axis
indicates roughly the construction period of the devices in that band. Adapted from figure published in [4].
expressed as the Lawson criterion [3], which is, at a 50–50 mix of D and T,
3

𝑛𝑖 𝑇𝑖 𝜏𝑒 > 3 ⋅ 1021 keV ⋅ s/m .

(1.2)

The last decades the fusion community has built better and better devices,
working towards the goal of building a fusion power plant. There has been
enormous progress, with the achieved fusion triple product increasing from
10−3 to 10, i.e. four orders of magnitude, in 30 years. Figure 1.2 shows the
core temperature and fusion triple product of several devices over the last 50
years.

1.1.1 H-mode
A significant factor in this improvement has been the establishment of an
X-point plasma, where the last closed flux surface (lcfs), does not directly
touch the wall, and instead connects to a Scrape-Off Layer (sol) touching one
or two divertors, typically made out of tungsten (W) or carbon (C). Figure 1.3
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Separatrix
(or LCFS)

Strike points

Closed
magnetic
surfaces
Scrape-off layer
X-point

Divertor plates
Figure 1.3: Schematic view of an X-point tokamak plasma. Indicated in the
figure are the plasma boundary (grey), a set of closed magnetic surfaces (white
lines), the separatrix (black line), the strike points where the separatrix hits
the divertor plates and the scrape-off layer (sol).
schematically shows the magnetic geometry, with an X-point on a separatrix
surrounding a set of closed magnetic surfaces.
Experiments in the German tokamak asdex in the 1980s first observed
an improved energy confinement in X-point plasmas in special conditions,
dubbed the H-mode [5]. This features an Edge Transport Barrier (etb) in the
edge plasma, just inside the separatrix, where cross-flux-surface transport
of energy and particles is diminished by a factor close to two. The energy
confinement time is thus strongly improved, and the achievable values of the
triple product increased.

1.1.2

Edge-Localized Modes (elms)

A consequence of the operation in H-mode is the occurrence of short periodic plasma instabilities, reducing the plasma energy and density in the outer
plasma regions. These instabilities are a consequence of the improved con-
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Figure 1.4: Example peeling (left) and ballooning (right) modes, as simulated
with jorek. The colors indicate the perturbation of poloidal flux. Figures
reproduced from [6].

finement by the edge transport barrier in the H-mode. This insulating region
causes the formation of a pedestal, where the temperature and density, and
thus the pressure, have a steep radial gradient. This is accompanied by a large
plasma current density.
This pedestal provides the energy required for two plasma instabilities,
called peeling and ballooning modes, of which example mode structures are
shown in Figure 1.4. Peeling modes are current-driven with a low mode number, whereas ballooning modes are pressure gradient-driven with high mode
numbers, and located on the outboard side of the plasma. These modes are
well described by a theory called MagnetoHydroDynamics, or mhd, which is
a fluid description of the plasma, and can be thought of as a combination of
the Navier-Stokes equations for fluid dynamics with Maxwell’s equations for
electromagnetism. We will explain this theory in more detail in Section 2.2.
When these peeling and ballooning modes can grow in the plasma they eventually become large enough to nonlinearly interact and lead to particle and
density losses. An example of this is shown in Figure 1.5.
Experimentally, elms are seen through radiation spikes in the divertor
region, as shown in Figure 1.6. These are caused by the elm transporting
energy and mass outwards through the pedestal region. The instability reconnect field lines, such that the flux surface structure is lost and particles
are not confined anymore. The hottest electrons quickly make their way to
the divertor, leading to a temperature spike. The ions, moving slower due to
their a few thousand times larger mass, arrive later, and cause the bulk of the
heat losses.
This energy is dumped in less than a millisecond onto the divertor plates,
which can overheat and will experience significantly higher erosion, which
can reduce their lifetime significantly [7].
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Figure 1.5: Density profile in a poloidal plane every 0.5 ms during an elm
crash in a jorek simulation of asdex Upgrade. Note the loss of density in the
two indicated bands, and the clear filamentary structure.
Elms also show some useful effects however, as they have been experimentally found to reduce the impurity content in the core plasma by flushing
out particles into the sol [8, 9, 10]. This “cleaning” of the plasma is necessary since otherwise in some cases the impurity density in the plasma can
keep rising, leading to lower efficiency, more energy losses from the core and
eventually radiative collapse of the core in the case of heavy impurities, as can
also be seen at the later stages of the discharge measurements in Figure 1.6.
There is thus a competition between the impurity-producing effects of
the elm and the cleaning effect they have on the core plasma, which has been
observed in current devices, such as the Joint European Torus (jet) in England and asdex Upgrade in Germany. The exact balance of impurity production and removal depends on the details of the sputtering sources and the
subsequent transport of impurities, in steady-state but also due to dynamic
activity such as elms.
To successfully run the larger future fusion devices in long-pulse operation, these processes and their interplay need to be understood much more
thoroughly.

1.2

Iter

Before we expand on the problem of impurity generation and transport in
elms — which is the central subject of this thesis — we must introduce the
iter experiment. Iter is the flagship fusion experiment in which all present
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Figure 1.6: A radiative collapse in the H-mode jet discharge #81913. Timetraces of nbi (Neutral Beam Injection) heating and radiation losses 𝑃rad (top),
core electron temperature 𝑇𝑒 (top middle), beryllium II line radiation in the
outer divertor (bottom middle) and line integrated radiation power (bottom).
The spikes in divertor and bulk radiation are caused by the elms. Figure
reproduced from [10].
knowledge is brought together, with the goal of building a reactor capable
of producing net energy by nuclear fusion. It is also the frontier experiment
where potential problems are brought to a head. Impurity transport in elms
is one of these. It will be essential for the successful operation of iter that
this issue will be understood and brought under control. Additionally, the
success on this front in iter will be fundamental for the design of future
fusion reactors.
Iter has been under construction in the south of France since 2008 (see
Figure 1.7), by an international collaboration initiated in 1988, and formalized
in 2006. The total investment is expected to exceed 20 billion € split between
the Eu, China, India, Japan, South Korea, the Russian Federation and the Usa.
It will be the largest tokamak ever built, with a cryostat of 30 metres wide and
30 metres tall, a 5 T toroidal magnetic field, 15 MA plasma current and 840
m3 of plasma volume⁵. It is planned to produce 500 MW of fusion power with
50 MW of input power, and thus have a power amplification factor 𝑄 ≥ 10,
for at least 400 seconds. Additional project goals are to show a burning⁶ D-T
⁵Almost 10 times more than the next largest tokamak, the Joint European Torus (jet).
⁶Indicating that the heating from fusion reactions exceeds the external heating applied [11].
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Figure 1.7: The iter construction site in July 2018. © iter Organization,
http://www.iter.org

plasma, test the breeding of tritium, demonstrate the integrated operation of
technologies for a fusion power plant and to demonstrate the safety characteristics of such a plant [11].
To achieve this there are a number of challenges to overcome, related to
among others plasma stability, diagnostics, control, plasma-wall interaction
and tritium breeding. The combination of plasma stability and plasma-wall
interaction is the subject of the work in this thesis.
This becomes especially important since with a larger major radius the
stored energy increases, both due to the larger size and due to the higher
achievable temperatures. In iter, for instance, the stored energy is approximately 450 MJ, much larger than the jet stored energy of around 10 MJ.
The elm causes the loss of a few percent of this energy, and the heat fluxes
due to elms will thus be significantly larger in iter. The area of the divertor
that has to handle these losses only scales linearly with major radius however,
since the power is deposited in a thin scrape-off-layer which does not grow as
machines become larger [12]. This produces much more difficult conditions
for iter’s plasma-facing components (pfcs), than seen in current devices, especially during magnetic instabilities like Edge-Localized Modes (elms) and
disruptions.
Predictions of the expected elm energy losses indicate that the natural
elms in iter will lead to an enhanced erosion of the divertor. Experimentally,
large elms are found at low collisionality⁷ but small elms are observed at high
density, high collisionality. The plasmas in iter are unique in combining a
core plasma with high temperature and low collisionality with a divertor at
⁷The collisionality is the ratio of the electron-ion collision frequency and the banana orbit frequency, which indicates the time needed for a particle to move around the flux surface.
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high density and high collisionality. The iter regime cannot be reproduced in
current experiments. It is not clear what the combination of the collisionality
regimes in the core and the divertor will have on the elm energy losses in
iter.
The experimentally expected enhanced erosion poses a significant risk for
iter operation. It is thus vital to predict the elm behaviour, divertor erosion
and subsequent plasma contamination.

1.3 Modelling elm impact for iter
For successful operation of iter it is essential to control divertor erosion,
impurity production and accumulation in the core plasma. To do this we need
to understand in detail the processes of impurity production and transport.
This is reasonably well understood in stationary scenarios, where the plasma
does not change in time. In reality, however, the plasma is constantly moving
and experiencing instabilities. The sputtering sources and particle transport
are strongly linked to this dynamical behaviour. To predict the behaviour of
tungsten in iter we thus need to investigate the effect plasma dynamics have
on its production and transport.
While the methods developed in this thesis are applicable to many kinds
of plasma instabilities we will focus on elms, which pose a large issue for iter
operation. In the 15 MA H-mode baseline operational scenario [13] natural,
or unmitigated, elms are expected to cause unacceptable divertor erosion.
However, in current devices, these elms typically occur dozens of times a
second! elms thus need to be prevented entirely or reduced in size, for instance by triggering them before enough energy is available for a large elm.
These elms are still caused by the same MagnetoHydroDynamics (mhd) instability, and are expected to have a similar behaviour as the larger, natural
elms. Additionally iter will first operate in lower-current scenarios, where
elm mitigation might not be necessary.
To predict, via numerical simulation, the effect of elms on impurities we
not only need to simulate the mhd instability underlying the elm, but also
its nonlinear evolution, the plasma-wall interaction at the divertor, the associated production of impurities and the behaviour of these impurities in
the plasma. Large-scale 3D mhd and particle simulations provide a powerful
method to identify the relevant physics mechanisms and, after validation in
current experiments, to make extrapolations for iter.
Existing numerical modelling techniques typically use simplified geometries, neglect the 3D nature of elms in favor of a simpler 2D problem. There
are few codes able to do 3D nonlinear mhd simulations of elms, such as
jorek [14], nimrod [15], m3d [16] and bout++ [17], and few codes to cal-
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culate the Scrape-Off-Layer (sol) solution just outside the separatrix, such as
solps[18] and edge2d-eirene [19, 20]. These sets do not overlap however,
and there is not yet any simulation capability for elms including all relevant
physics in the sol and at the divertor. This capability is necessary to predict
the behaviour of elms in iter and to prevent the divertor lifetime from being
reduced, necessitating expensive repairs.

1.4

Research questions

Elms are expected to be an issue for iter operation, due to the high heat
fluxes they cause at the divertor, associated divertor erosion and impurity
sputtering. As larger and larger machines are built in the quest for fusion
energy this problem only becomes more pressing. In order to predict the operation of future reactors such as iter, and to have a theory-based framework
to guide and interpret experiments in iter, we need to understand the behaviour of elms and their effects in the divertor region, especially with respect
to divertor heat loads and impurity production.
Existing mhd codes such as jorek [14] can simulate elms, but no codes yet
exist that can combine the 3D nonlinear simulation of elms with simulations
of impurity production and transport. A code that can combine these simulation methods is necessary to interpret the experiments in iter, guide the
experimental program and extrapolate current results to iter and beyond.
Therefore, this thesis takes up the task of extending jorek with a particle
model, to benchmark it against existing data and to investigate the behaviour
of impurities during elms, such that it can be used to predict what will happen
in iter. Specifically, to answer the following questions:
• How is tungsten produced at the divertor, and what role do elms play
in the production?
• How is tungsten transported due to elms?
• How does the presence of tungsten impurities affect the main plasma?

1.5

This thesis

This thesis extends, for the first time, an existing nonlinear mhd code (jorek)
to include the physics essential for description of the iter divertor (ionisation,
recombination, radiation and sputtering, neutrals and impurities). It presents
the new code, combining a kinetic charged particle tracer with jorek, with
both feed-forward and two-way coupled operation. In feed-forward operation jorek checkpoint files are interpolated to trace particle paths. In twoway coupled operation the particle and mhd equations are solved simultan-
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eously, with feedback terms coupling the particle influence into the mhd
equations.
The particle module uses electric and magnetic fields from jorek, and
ionisation, recombination and radiative processes from open-adas data. A
model for divertor erosion is included, which uses Eckstein sputtering coefficients, for incoming plasma and impurity ions.
The resulting hybrid mhd-particle simulation code is used to study the
divertor erosion due to elms, the transport of tungsten impurities due to elms
and their influence on the main plasma species.

1.5.1 Chapter overview
This thesis goes on to explain the existing modelling capabilities of several relevant codes, as well as the methods used in jorek in Chapter 2. Subsequently
the improvements to jorek required for simulation of particles, with motion, ionisation, recombination and neoclassical transport are described, in
Chapter 3. The production of impurities during elms is investigated with this
new code in Chapter 4. We then look at the phenomenon of the “flushing”
of tungsten impurities by elms in Chapter 5. The influence of these impurities in the plasma can be calculated by performing a bidirectional coupling of
the impurities and mhd equations, which is described in Chapter 6. Finally,
Chapter 7 concludes this thesis.

Chapter 2

Simulating plasmas
2.1

Introduction

The numerical simulation of fusion plasmas presents many challenges. There
is a large range of timescales to bridge, from the Alfvén time, typically less
than a microsecond, to the energy confinement time of seconds. Additionally
there is a large range of length scales, with ion gyroradii in the order of millimetres, a device linear size of a few metre and mean free paths on the order
of a kilometre.
An essential difficulty in the simulation of plasmas is the nonlinear interaction which applies to many processes in the plasma, requiring a simulation including all interacting processes. The plasma contains a wide range
of physical phenomena to consider such as waves, atomic physics, physical
sputtering, plasma-wall interaction and chemistry at the edge of the plasma.
The path of a single particle through a plasma is relatively simple to calculate. It experiences the Lorentz force and an electric field due to other particles
in the plasma. A simple approach, treating all 𝑛 particles separately and calculating the interaction between each pair of particles quickly becomes untenable, even when combining many particles into macroparticles, as the number
of interactions scales as 𝑛2 .
So-called Particle-in-Cell (pic) methods [21] can typically perform better by calculating the electromagnetic fields on a grid and following macroparticles in a continuous space. However they are generally still not suited
for fusion research beyond length scales of a few centimetre and timescales
of a millisecond.
In the case of a magnetised plasma there are more simplifications that
can be made, by assuming that the gyration of particles around magnetic
field lines is mostly irrelevant for the behaviour. In that case we can model
particles as rings of charge, reducing the dimensionality of phase space to five
13
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(three space and two velocity dimensions), but complicating the equations to
be solved significantly. These models are commonly used to calculate turbulent transport coefficients, in codes such as gyro [22], gene [23], gkw [24]
and elmfire [25].
By assuming the velocity space distribution to be a Maxwellian an even
simpler model can be derived, which describes the plasma as a charged fluid
in a magnetic field, combining Maxwell’s equations with the Navier-Stokes
equations for fluid motion. There are then only three space dimensions left,
and seven equations. This category of models is called MagnetoHydroDynamics (mhd). They have been very successful in the description of plasma equilibria and instabilities.
Another reduction can be made in the number of space dimensions, leading to two-dimensional or one-dimensional transport models, which are typically used for plasma control. These use transport coefficients as estimated
from theory, experimental results and gyrokinetic codes, to efficiently model,
among others, the energy content in the plasma.
Our goal is to combine a mhd model for the main plasma with a Particlein-Cell method for tungsten impurities, to investigate the production, motion
and effect of impurities on plasmas, especially during elms and other transient phenomena. The transport of trace impurities is often not simply described by transport coefficients but necessitates a full kinetic approach, due
to the large gyroradius of the impurities.
This chapter gives an introduction to the simulation of plasmas as fluids
in Section 2.2. It goes on to describe the jorek nonlinear reduced mhd code
in Section 2.3. For a good understanding of the later work in this thesis it is
useful to recall the basics of charged particle motion, described in Section 2.7.

2.2 Simulating plasmas with mhd
A large useful simplification is the description of the whole plasma as an
electrically conducting fluid [26]. It is obtained from the first three moments
of the Boltzmann equation [27], which describe mass, momentum and energy
conservation. This can be combined with Maxwell’s equations to yield the
equations of resistive MagnetoHydroDynamics (mhd).
𝑑𝜌
𝑑𝑡

+ ∇ ⋅ (𝜌𝑣) = 0
𝑑v
= J × B − ∇𝑝
𝑑𝑡
𝑑 𝑝
( )=0
𝑑𝑡 𝜌 𝛾
𝜌

E + v × B = 𝜂J
∇⋅B=0
𝜕B
= −∇ × E
𝜕𝑡
𝜇0 J = ∇ × B

(2.1)
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where we have a magnetic field B, an electric field E, a current density J, a
mass density 𝜌, a velocity v, pressure 𝑝, resistivity 𝜂 and the Poisson constant
𝑑
𝛾 , and is a material derivative, i.e. the derivative in a frame of reference
𝑑𝑡
co-moving with the plasma.
This is analogous to the Euler equations for fluid motion, combined with
Maxwell’s equations of electromagnetism. If the resistivity 𝜂 = 0 this set of
equations is dubbed ideal mhd. Otherwise it is called resistive mhd. Adding a
viscosity 𝜇 leads to the visco-resistive mhd equations. Additionally, typically
particle diffusivity and heat conductivity are included to model particle and
heat transport respectively.
Mhd can describe the plasma equilibrium, as well as many of the largescale instabilities occurring in fusion plasmas, such as internal and external
kink modes, ballooning modes, tearing modes and peeling modes. In experiments, the plasma is constantly evolving, with mhd instabilities playing a
large role.
Many codes exist to calculate linear mhd stability in specific scenarios,
such as castor [28], mishka [29] and helena¹ [30]. These only solve for
infinitesimal perturbations upon an equilibrium plasma, some of which are
linearly unstable, and thus grow exponentially until a nonlinear saturating
mechanism takes over.
There are only a few codes that can solve the nonlinear mhd equations in
realistic geometries, including the divertor region. This set includes jorek [14,
31] and bout++ [17]. In the rest of this work we will use the jorek code,
which was originally developed by G.T.A. Huijsmans at the Centre d’Energie
Atomique (cea) in France. Currently the jorek code is further developed and
applied within the eurofusion program.
In the plasma, collisions lead to particle and energy transport. Neoclassical transport theory can be derived from the collisions of particles during
their motion through the magnetised plasma. This works very well parallel
to the field lines and in the sol. In the core plasma perpendicular transport is
dominated by turbulent transport, which can be found in gyrokinetic simulations at large computational cost and is typically approximated in mhd and
transport simulations.
It is common for divertor and sol simulations to only perform a transport
simulation, where transport coefficients are used as closure in fluid-kinetic
codes such solps[18], with a model for neutrals such as eirene [19] or eunomia [32].
¹Where the cubic isoparametric finite elements were first used, and which is a predecessor to
jorek.
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2.3 Simulating tokamak plasmas with jorek
While jorek supports full visco-resistive mhd it is typically used to solve the
reduced mhd equations. We there make the reasonable assumption that the
vacuum toroidal field is large compared to the toroidal field produced by the
plasma, leading to a splitting of the magnetic field
B = 𝐹0 ∇𝜑 + ∇𝜓 × ∇𝜑,

(2.2)

where the constant 𝐹0 is the vacuum magnetic field multiplied by the major
radius, 𝜓 is the poloidal magnetic flux density, and 𝜑 is the toroidal coordinate.
This formulation causes the toroidal field to become incompressible, removing the fast magnetosonic waves [33].
Additionally we split the plasma flows in a parallel part and a poloidal
part², without E×B flow in the toroidal direction, which enables a stream function approach,
v = 𝑣∥ B + 𝑅 2 ∇𝜑 × ∇𝑢,

(2.3)

where 𝑢 is the stream function, which is related to the electric potential 𝑢 =
Φ/𝐹0 .
The reduced mhd model was first presented in 1976 [26], though there
have been many modifications leading to the system of equations used in
jorek reduced mhd now [31, 33]:
𝜕𝜌

= −∇ ⋅ (𝜌v) + ∇ ⋅ (𝐷⟂ ∇⟂ 𝜌) + 𝑆𝜌
𝜕𝑡
𝜕v
e𝜑 ⋅ ∇ × 𝑅 2 (𝜌
= −𝜌v ⋅ ∇v − ∇(𝜌𝑇 ) + J × B + 𝜇Δv − v𝑆𝜌 )
𝜕𝑡
B ⋅ (𝜌

𝜕v

𝜕𝑡
𝜕𝜌𝑇
𝜕𝑡

= −𝜌v ⋅ ∇v − ∇(𝜌𝑇 ) + J × B + 𝜇Δv − v𝑆𝜌 )

(2.4)
(2.5)
(2.6)

= −𝜌v ⋅ ∇𝑇 − (𝛾 − 1)𝜌𝑇 ∇ ⋅ v + ∇ ⋅ (𝜅⟂ ∇⟂ 𝑇 + 𝜅∥ ∇∥ 𝑇 ) + 𝑆𝑇

𝜕𝜓
= −𝑅 2 B ⋅ ∇𝑢 + 𝜂(𝑗 − 𝑗0 )
𝜕𝑡
𝑗 = Δ∗ 𝜓
𝑤 = Δ𝑝𝑜𝑙 𝑢

(2.7)
(2.8)
(2.9)
(2.10)

²Note that (2.3) is not a perpendicular decomposition, i.e. the terms have nonzero inner product.
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where 𝑗0 is an artificial current source to counter current decay³ and 𝑤 is the
toroidal component of the vorticity, and Δ∗ is the Grad-Shafranov operator,

Δ∗ 𝜓 =

𝜕2𝜓
𝜕𝑅 2

−

1 𝜕𝜓
𝑅 𝜕𝑅

+

𝜕2𝜓
𝜕𝑍 2

.

(2.11)

The resistivity, parallel conductivity and viscosity can be either chosen to be
spatially constant or to have the following temperature dependence

𝜂(𝑇 ) = 𝜂0 (

𝑇0
𝑇

3
2

) ,

𝜅∥ (𝑇 ) = 𝜅∥,0 (

𝑇
𝑇0

5
2

) ,

𝜇(𝑇 ) = 𝜇𝑐0 (

𝑇0
𝑇

3
2

) ,

(2.12)

where 𝑇0 is the temperature at a reference point (usually the plasma magnetic
axis) and 𝜂0 , 𝜅∥0 or 𝜇𝑐0 are specified by the user. These values are typically estimated with the Spitzer expression for the resistivity and the Braginskii expressions for the parallel conductivity and viscosity [34]. Perpendicular diffusion coefficients 𝐷⟂ (𝜓𝑛 ) and 𝜅⟂ (𝜓𝑛 ) are specified by the user, as jorek does
not include a transport model to calculate these coefficients, which come from
neoclassical transport and turbulence. A net radial neoclassical convection is
not included in the model we use.
After normalising as shown in Appendix A, several simplifications and
transformations the reduced mhd equations in model303 in jorek mhd vari-

³jorek does not explicitly model the toroidal electric field, which is the main toroidal current
driver.
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ables [𝜓 , 𝑢, 𝑗, 𝑤, 𝑇 , 𝜌, 𝑣∥ ] become [14, 31, 35]
𝜕𝜌
𝜕𝑡

= −𝜌 (−2

𝜕𝑢
𝜕𝑍

+

1
𝑅

[𝑣∥ , 𝜓 ] +

𝐹0 𝜕𝑣∥
𝑅 2 𝜕𝜑

) + 𝑅[𝜌, 𝑢]

1
𝐹0 𝜕𝜌
−𝑣∥ ( [𝜌, 𝜓 ] + 2 ) + ∇ ⋅ (𝐷⟂ ∇⟂ 𝜌) + 𝑆𝜌
𝑅
𝑅 𝜕𝜑
𝜕∇
𝑢
1
𝑝
𝑅∇ ⋅ (𝑅 2 𝜌
[𝜌𝑅 4 𝑤, 𝑢] − [𝑅 2 𝜌, 𝑅 2 |∇𝑝 𝑢|2 ]
)=
𝜕𝑡
2
𝐹0 𝜕𝑗
−[𝑅 2 , 𝜌𝑇 ] + [𝜓 , 𝑗] −
+ 𝜇𝑅 2 Δ𝑤
𝑅 𝜕𝜑
𝜕𝑣∥
1
𝜕𝜓
𝜌
𝜌𝐹0 𝜕(𝑣∥2 𝐵2 )
𝜌𝐵2
+ 2 𝜌𝑣∥ ∇𝑝 𝜓 ⋅ ∇𝑝
=
[𝜓 , 𝑣∥2 𝐵2 ] − 2
𝜕𝑡
𝑅
𝜕𝑡
2𝑅
2𝑅
𝜕𝜑
1
𝐹0 𝜕𝑝
+ [𝜓 , 𝑝] − 2
+ 𝜇∥ 𝐵2 Δ𝑣∥
𝑅
𝑅 𝜕𝜑
𝜕𝜌𝑇
𝜕𝑢
1
𝐹0 𝜕𝑣∥
= −𝜌𝑇 (𝛾 − 1) (−2
+ [𝑣∥ , 𝜓 ] + 2
) + 𝜌𝑅[𝑇 , 𝑢]
𝜕𝑡
𝜕𝑍 𝑅
𝑅 𝜕𝜑
1
𝐹0 𝜕𝑇
−𝜌𝑣∥ ( [𝑇 , 𝜓 ] + 2 ) + ∇ ⋅ (𝜅⟂ ∇⟂ 𝑇 + 𝜅∥ ∇∥ 𝑇 ) + 𝑆𝑇
𝑅
𝑅 𝜕𝜑
𝜕𝜓
𝜕𝑢
= 𝑅[𝜓 , 𝑢] − 𝐹0
+ 𝜂(𝑗 − 𝑗0 )
𝜕𝑡
𝜕𝜑
𝑗 = Δ∗ 𝜓
𝑤 = Δ𝑝 𝑢,

(2.13)

(2.14)

(2.15)

(2.16)

(2.17)
(2.18)
(2.19)

where ∇𝑝 indicates a gradient and Δ𝑝 a Laplacian in 𝑅, 𝑍 -coordinates only.
Note that the expressions above have all been written down in jorek units,
which have been normalised to reduce their difference in magnitude, as described in Appendix A.
The boundary conditions are separated in those on the divertor target and
along the first wall, with a static⁴ value for all variables along the first wall,
the Bohm condition 𝑣∥ = 𝑐𝑠 and associated density and energy losses and
𝑢, 𝑤, 𝑗 = 0 on the divertor plates.
The electron and ion temperatures are assumed to be equal in this work,
though an extension for separate electron and ion temperatures in jorek exists, which can be used with the particle extension described in this work.
Several further extensions to this model exist, including diamagnetic and neoclassical flows and a consistent bootstrap current.
⁴Not varying in time, and defined from the initial conditions of the simulation.
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𝑍
𝜑
𝑅
Figure 2.1: An example computational domain for jorek (One half of an
asdex Upgrade equilibrium). Element boundaries are marked in the 𝑅, 𝑍 plane. A Fourier series is used in the toroidal direction, and integrated at
several poloidal planes, shown here.

2.4

Spatial discretisation in jorek

The fields in jorek are discretised with a combined finite-element Fourierseries description. In the poloidal plane fields are described with bicubic finite
elements, while the variation in the toroidal direction is described by a Fourier
series. The computational domain is shown in Figure 2.1. This discretisation
is well described in [31], and results in high-order scaling of the error with
respect to the number of toroidal harmonics and poloidal elements.
We use bicubic 2D Bézier finite elements. Inside each element there is a
local coordinate system, with coordinates 𝑠 and 𝑡. Variables are discretised
using 16 basis functions in 𝑠 and 𝑡. These basis functions are used to describe
the variables as well as space, i.e. it is an isoparametric representation. This
means that the elements themselves can be deformed. The element shape is
taken to be uniform in the toroidal direction.
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Figure 2.2: Bicubic Bézier surface in a single element. Control points at the
corners are labelled.

2.4.1 The basis functions
jorek uses two third-order Bernstein polynomials to construct a polynomial
3
𝐵𝑖,𝑗
(𝑠, 𝑡) defined by
3
(𝑠, 𝑡) = 𝐵𝑖3 (𝑠)𝐵𝑗3 (𝑡)
𝐵𝑖,𝑗

𝑖, 𝑗 = 0 … 3

(2.20)

where

3!
3−𝑖
𝑠 𝑖 (1 − 𝑠) .
(2.21)
𝑖!(3 − 𝑖)!
These are plotted in figure 2.3a. A quantity 𝑋 which may be a coordinate or
a physical variable (𝑅, 𝑍 , 𝜓 , 𝑇 , …) can then be expressed by
𝐵𝑖3 (𝑠) =

3
3
𝑋 (𝑠, 𝑡) = ∑ 𝑃𝑖,𝑗 𝐵𝑖,𝑗
(𝑠, 𝑡).

(2.22)

𝑖=0

Here, 𝑃𝑖,𝑗 are the control points and 𝐵𝑖,𝑗 are the basis functions. An example
element is shown in figure 2.2.

2.4.2 Continuity and the reduced representation
We would like all variables and their derivatives to be continuous going from
one element to the next. This means that not all combinations of control
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0.25
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𝑠
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1.00 0.00

0.25

0.50
𝑠

0.75

1.00

Figure 2.3: Basis functions. (left) Bernstein polynomials of the third-order.
(right) Rewritten basis functions for 𝑡 = 0, i.e. along the 𝑠-axis, with only the
value or the derivative nonzero at the nodes.

points 𝑃𝑖,𝑗 are valid. Only four free parameters per node 𝑘 and quantity 𝑋
remain. Let us call them 𝑝𝑘 , 𝑢𝑘 , 𝑣𝑘 , 𝑤𝑘 . These correspond to the value, the
derivatives to 𝑠 and 𝑡 and the mixed derivative respectively, and are stored in
node(k)%values. The basis functions in the element change slightly compared
to the formulation above, as shown in Figure 2.3b and Figure 2.4. They are
combined with the distance of the control points, stored as

element%size(k,1)
element%size(k,2)
element%size(k,3)
element%size(k,4)

→1
→ 𝑑𝑢,𝑘
→ 𝑑𝑣,𝑘
→ 𝑑𝑢,𝑘 𝑑𝑣,𝑘

The control points are given below. Nodes 𝑘 = 1 … 4 correspond to the
positions (𝑖, 𝑗) = (0, 0), (3, 0), (3, 3), and (0, 3).
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Figure 2.4: Basis functions corresponding to the vertex in the bottom left
corner. From left to right: 𝑏1,1 , 𝑏1,2 , 𝑏1,3 , 𝑏1,4 .

𝑃0,0
𝑃0,1
𝑃1,0
𝑃1,1
𝑃3,0
𝑃3,1
𝑃2,0
𝑃2,1

= 𝑝1
= 𝑝1 + 𝑣1 𝑑𝑣,1
= 𝑝1 + 𝑢1 𝑑𝑢,1
= 𝑃0,1 + 𝑃1,0 − 𝑝1 + 𝑤1 𝑑𝑢,1 𝑑𝑣,1
= 𝑝2
= 𝑝2 + 𝑣2 𝑑𝑣,2
= 𝑝2 + 𝑢2 𝑑𝑢,2
= 𝑃3,1 + 𝑃2,0 − 𝑝2 + 𝑤2 𝑑𝑢,2 𝑑𝑣,2

𝑃3,3
𝑃3,2
𝑃2,3
𝑃2,2
𝑃0,3
𝑃0,2
𝑃1,3
𝑃1,2

= 𝑝3
= 𝑝3 + 𝑣3 𝑑𝑣,3
= 𝑝3 + 𝑢3 𝑑𝑢,3
= 𝑃2,3 + 𝑃3,2 − 𝑝3 + 𝑤3 𝑑𝑢,3 𝑑𝑣,3
(2.23)
= 𝑝4
= 𝑝4 + 𝑣4 𝑑𝑣,4
= 𝑝4 + 𝑢4 𝑑𝑢,4
= 𝑃0,2 + 𝑃1,3 − 𝑝4 + 𝑤4 𝑑𝑢,4 𝑑𝑣,4

Note that 𝑑𝑢,𝑘 and 𝑑𝑣,𝑘 are element properties, i.e., for a node that belongs to
several elements, the value of 𝑑𝑢,𝑘 depends on the element considered.
The distribution 𝑋 (𝑠, 𝑡) of quantity 𝑋 within a certain element can be expressed by Equation (2.22). Inserting this into Equations (2.20)–(2.21) and
Equation (2.23) leads to the following expression
4

𝑋 (𝑠, 𝑡) = ∑ 𝑝𝑘̃ (𝑠, 𝑡)

(2.24)

𝑘=1

with the contributions
𝑝𝑘̃ = 𝑏𝑘,1 𝑝𝑘 + 𝑏𝑘,2 𝑢𝑘 𝑑𝑢,𝑘 + 𝑏𝑘,3 𝑣𝑘 𝑑𝑣,𝑘 + 𝑏𝑘,4 𝑤𝑘 𝑑𝑢,𝑘 𝑑𝑣,𝑘

(2.25)
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associated to the four nodes. Here,
2

2

𝑏1,1 = (1 − 𝑠) (1 − 𝑡) (1 + 2𝑠)(1 + 2𝑡) 𝑏
3,1
2
2
𝑏1,2 = 3(1 − 𝑠) (1 − 𝑡) 𝑠(1 + 2𝑡)
𝑏3,2
2
2
𝑏
𝑏1,3 = 3(1 − 𝑠) (1 − 𝑡) (1 + 2𝑠)𝑡
3,3
2
2
𝑏
3,4
𝑏 = 9(1 − 𝑠) (1 − 𝑡) 𝑠𝑡
1,4

2

𝑏2,1 = 𝑠 2 (1 − 𝑡) (3 − 2𝑠)(1 + 2𝑡)

= 𝑠 2 𝑡 2 (3 − 2𝑠)(3 − 2𝑡)
= 3𝑠 2 𝑡 2 (1 − 𝑠)(3 − 2𝑡)
= 3𝑠 2 𝑡 2 (3 − 2𝑠)(1 − 𝑡)
= 9𝑠 2 𝑡 2 (1 − 𝑠)(1 − 𝑡)

2
𝑏4,1 = (1 − 𝑠) 𝑡 2 (1 + 2𝑠)(3 − 2𝑡) (2.26)
2

2

𝑏4,2 = 3(1 − 𝑠) 𝑡 2 𝑠(3 − 2𝑡)

2

𝑏4,3 = 3(1 − 𝑠) 𝑡 2 (1 + 2𝑠)(1 − 𝑡)

2

𝑏4,4 = 9(1 − 𝑠) 𝑡 2 𝑠(1 − 𝑡).

𝑏2,2 = 3𝑠 2 (1 − 𝑡) (1 − 𝑠)(1 + 2𝑡)
𝑏2,3 = 3𝑠 2 (1 − 𝑡) (3 − 2𝑠)𝑡

2

2

𝑏2,4 = 9𝑠 2 (1 − 𝑡) (1 − 𝑠)𝑡
2.4.2.1 Notation in the code

The degrees of freedom of each node corresponding to the 𝑙-th toroidal harmonic of the 𝜈-th physical quantity are denoted in the following way in the
code:
node%values(𝑙, 1, 𝜈 )
node%values(𝑙, 2, 𝜈 )
node%values(𝑙, 3, 𝜈 )
node%values(𝑙, 4, 𝜈 )

→ 𝑝𝑘
→ 𝑢𝑘
→ 𝑣𝑘
→ 𝑤𝑘

The degrees of freedom of the coordinates 𝑅 (𝜇 = 1) and 𝑍 (𝜇 = 2) are called
node%x(1, 𝜇 )
node%x(2, 𝜇 )
node%x(3, 𝜇 )
node%x(4, 𝜇 )

→ 𝑝𝑘
→ 𝑢𝑘
→ 𝑣𝑘
→ 𝑤𝑘

We can express a variable 𝜈 = 1 … 𝑁𝑣𝑎𝑟 as
𝑁𝑣𝑒𝑟𝑡 𝑁𝑜𝑟𝑑 𝑁𝑡𝑜𝑟

𝑋𝜈 (𝑠, 𝑡, 𝜑) = ∑ ∑ ∑nodes(i)%values(𝑙, 𝑗, 𝜈 ) ⋅ H(𝑘, 𝑗; 𝑠, 𝑡 )

(2.27)

𝑘=1 𝑗=1 𝑙=1

⋅ element%size(𝑘, 𝑗 ) ⋅ 𝑍𝑙 (𝜑),

(2.28)

where 𝑖=element%vertex(k) (an element has 4 vertices, pointing to a node
in the node list). Here, 𝑁var denotes the number of physical variables, 𝑁vert = 4
the number of vertices in each element, 𝑁ord = 4 the number of degrees of
freedom per vertex, and 𝑁tor the number of different toroidal Fourier modes.
The quantity 𝑍𝑙 (𝜑) corresponds to the value of the 𝑙-th Fourier mode at the
toroidal position 𝜑. Table 2.1 lists the Fourier modes corresponding to the
different mode indices 𝑙.
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Table 2.1: jorek mode numbers and corresponding toroidal basis functions.
𝑛𝑝 indicates the periodicity of the simulation.
𝑙

1

2

3

4

5

…

𝑍𝑙 (𝜑)

1

cos (𝑛𝑝 𝜑)

sin (𝑛𝑝 𝜑)

cos (2𝑛𝑝 𝜑)

sin (2𝑛𝑝 𝜑)

…

2.5 Solving the reduced mhd equations in jorek
Performing a nonlinear simulation with jorek proceeds in three steps. First,
jorek solves for an equilibrium between plasma pressure and magnetic pressure without bulk plasma flows on a simple (typically polar) grid. This is
described by the Grad-Shafranov equation,
Δ∗ 𝜓 = −𝜇0 𝑅 2

d𝑝
d𝜓

−

1 d𝐹 2
2 d𝜓

(2.29)

No plasma flows are taken into account.
From this initial solution a new grid is typically constructed, aligned to the
flux surfaces at equal 𝜓 . A Grad-Shafranov equilibrium is again calculated
on the new grid, starting from the solution on the previous grid. Then, an
axisymmetric solution including plasma flows and drifts is calculated by timestepping the reduced mhd equations (2.3). This second step is necessary to
obtain a consistent stationary initial condition (i.e. an equilibrium with flows).
Finally, additional toroidal harmonics are included in the calculation for
further time-stepping. For the initial equilibrium and every time-step a matrix equation needs to be solved, since the time-stepping scheme is implicit
(See Section 2.6). The reduced mhd equations in jorek (2.3) are converted to
the weak form, partially integrated to reduce the order of the highest derivative per term, to construct this matrix and the associated right-hand side. This
is described in [31, 36] and briefly repeated in the next sections.

2.5.1 Converting to the weak form
The general procedure for converting to the weak form does not depend on
the specific equation to solve. We provide an example in this section that
illustrates the process applied to each of (2.3).
Consider the following two-dimensional problem
{

Δ𝜓 = 𝑆 on 𝒟
∇𝜓 ⋅ n = 0 on 𝜕𝒟

(2.30)

2.5. solving the reduced mhd equations in jorek

25

which can be converted to the weak form by multiplying with a “test function” 𝑓 and integrating over the domain 𝒟 ,
{

∫𝐷 𝑓 Δ𝜓 d𝜎 = ∫𝐷 𝑓 𝑆d𝜎
∇𝜓 ⋅ n = 0

∀𝑓 ∈ 𝐻 1 (𝒟 )

(2.31)

where 𝑓 vanishes at the boundaries and has integrable derivatives. The order
of derivatives can be lowered through integration by parts,
∫ 𝑓 Δ𝜓 d𝜎 = − ∫ ∇𝑓 ⋅ ∇𝜓 d𝜎 + ∫ 𝑓 ∇𝜓 ⋅ n𝑑𝑙
𝐷

𝐷

𝜕𝐷

(2.32)

where the boundary condition allows us to remove the second term on the
right-hand side, leading finally to
− ∫ ∇𝑓 ⋅ ∇𝜓 d𝜎 = ∫ 𝑓 𝑆d𝜎
𝐷

𝐷

(2.33)

For the extension to three dimensions, with multiple toroidal harmonics,
the method is similar. Finite element methods and spectral methods both
use a weak formulation, where finite elements typically have little overlap in
the basis functions and spectral basis functions overlap on the entire domain,
i.e. finite elements take a local approach and spectral methods take a global
approach. This leads to sparse matrices for finite element methods, and full
matrices for spectral methods.
For example, extending (2.33) to a third dimension⁵ yields
2𝜋

2𝜋

− ∫ ∫ ∇(𝑓 𝑔) ⋅ ∇𝜓 d𝜎d𝜑 = ∫ ∫ (𝑓 𝑔)𝑆d𝜎 d𝜑
0

𝐷

0

𝐷

(2.34)

where 𝑔 is the basis function in the third dimension.
This can be solved with a Galerkin method, where the basis function and
test function spaces are the same. For each of the test functions we then obtain
an equation, which is written as a linear combination of the basis functions.
This leads to a closed system with as many unknowns as equations, which
can be solved using standard matrix solvers.
The integrals on both sides of (2.34) need to be solved numerically. This
is done by fourth order Gauss quadrature in the poloidal plane, and either a
direct sum or a Fast-Fourier Transform (fft) method in the toroidal direction.
Finally a matrix is obtained of the form
Au = b,

(2.35)

where u is a vector of coefficients corresponding to each of the basis functions.
⁵Modelled after the toroidal dimension, described in cylindrical coordinates.
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Due to the finite extent of the basis functions⁶ described in Section 2.4 only
neighbouring elements share basis functions, and the matrix to be solved is
sparse. This means that large speedups can be gained by using sparse matrix
solvers, such as pastix [37] or mumps [38].

2.6 Time-evolution of the mhd variables in jorek
The smallest timescale in reduced mhd is given by the Alfvén time, which
poses an upper bound for explicit time-stepping schemes. It is advantageous
to be able to make larger time steps, especially when investigating phenomena occurring on the resistive timescale of milliseconds. To do this, a fully
implicit scheme is implemented in jorek, following [39, 40].
In the rest of this section we succinctly describe the time-stepping scheme
implemented in jorek. When writing the jorek equations in the form
𝜕A(u)
= B(u, 𝑡)
𝜕𝑡

(2.36)

they can be discretized in a general form
(1+𝜉 )A𝑛+1 −(1+2𝜉 )A𝑛 +𝜉 A𝑛−1 = Δ𝑡 [𝜃B𝑛+1 + (1 − 𝜃 − 𝜑)B𝑛 − 𝜑B𝑛−1 ] , (2.37)
which is second-order accurate if 𝜑 + 𝜃 − 𝜉 = 1/2.⁷ Superscripts indicate at
which time step the corresponding expression is evaluated. The linearisation
H

𝑛+1

𝜕H 𝑛
≈ H + [ ] ⋅ 𝛿u𝑛 ,
𝜕u
𝑛

(2.38)

with H = A or H = B, which is described in [40, Chapter 11.3], allows to
rewrite Equation (2.37) in the following way, where 𝜑 = 0 has been chosen.
𝜕A 𝑛 𝑛
(1 + 𝜉 ) [A + ( ) 𝛿u ] − (1 + 𝜉 )A𝑛 − 𝜉 A𝑛 + 𝜉 A𝑛−1
𝜕u
𝑛

𝜕B 𝑛 𝑛
= Δ𝑡 [𝜃 (B + ( ) 𝛿u ) + (1 − 𝜃)B𝑛 ]
𝜕u

(2.39)

𝑛

Here,
𝛿u𝑛 ≡ u𝑛+1 − u𝑛 ,
⁶This is where the word “finite” in finite elements comes from.
⁷The parameter 𝜉 (xi) is denoted zeta in the code.

(2.40)
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Table 2.2: Parameter choices for the jorek time-stepping scheme.
𝜃

𝜉

Name

input parameter time_evol_scheme

1/2
1
1

0
1/2
0

Crank-Nicholson scheme
bdf2 (Gears) scheme
Implicit Euler scheme

Crank-Nicholson
Gears
implicit Euler

are the changes to the mhd variables between time step 𝑛 + 1 and 𝑛, denoted
deltas in the code. After some simplifications, and using the backward lin-

earisation
𝑛−1

H

𝑛

≈H −[

𝜕H
𝜕u

𝑛

] ⋅ 𝛿u𝑛−1 ,

(2.41)

the form implemented in jorek is found
[(1 + 𝜉 ) (

𝜕A 𝑛
𝜕A 𝑛
𝜕B 𝑛
) − Δ𝑡𝜃 ( ) ] 𝛿u𝑛 = Δ𝑡B𝑛 + 𝜉 ( ) 𝛿u𝑛−1 .
𝜕u
𝜕u
𝜕u

(2.42)

Certain parameter choices correspond to well-known time integration methods as listed in Table 2.2. Typically only the parameters corresponding to the
Crank-Nicholson scheme and the bdf2 scheme are used.

2.7

Charged particle motion in magnetic fields

Charged particles with mass 𝑚 moving in a magnetic field B and electric field
E experience the Lorentz and electric forces
F = 𝑞 (E + v × B) ,

(2.43)

due to their charge 𝑞 and velocity v. Together with Newton’s second law F =
𝑑v
𝑚 this leads to an equation of motion, which describes their trajectories.
𝑑𝑡
These are typically free motions in space or bound orbits around magnetic
field lines.
To numerically integrate the equation of motion typically second-order
accurate schemes are used, such as the Boris-Buneman leapfrog method [41,
42, 21]. It is important for typical plasma applications that the integration
scheme is energy-conserving, since the number of orbits that needs to be
tracked is typically very large, leading for instance to energy conservation
problems in Runge-Kutta schemes [43]. Additionally, due to the large number
of particles that need to be tracked at the same time, the schemes need to be
simple and efficient.
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The Boris-Buneman integrator nicely meets these requirements. It is a
leapfrog scheme, which means that the positions and velocities are staggered
in time, shifted by Δ𝑡/2. The velocities are known at the half time steps,
v𝑛+1/2 and the positions are known at the full time steps x𝑛 . The equation
is written in centred difference form, where the magnetic term is centred by
averaging v𝑛−1/2 and v𝑛+1/2 , following [42]. The electric and magnetic fields
are interpolated from the jorek simulation at the particle location at the full
time steps x𝑛 .
v𝑛+1/2 − v𝑛−1/2
𝑞
v𝑛+1/2 + v𝑛−1/2
= [E +
× B] ,
Δ𝑡
𝑚
2
If we substitute v𝑛+1/2 = v+ +
entirely and we are left with

𝑞E Δ𝑡
𝑚 2

v+ − v−
Δ𝑡

and v𝑛−1/2 = v− −

=

𝑞
2𝑚

𝑞E Δ𝑡
𝑚 2

(2.44)

into (2.44), E cancels

(v+ + v− ) × B

(2.45)

which produces a pure rotation of the velocity vector due to the magnetic
field, leading to the energy-conservation properties of the Boris method. Ex𝑞Δ𝑡
with 𝑓 ′ = tan(𝑓 |B|)/|B|
tra accuracy is obtained here by replacing 𝑓 =
2𝑚
to reproduce the gyrofrequency exactly⁸. In the jorek cylindrical coordinate
system (𝑅, 𝑍 , 𝜑) [31] the position update is determined as [44]
𝑛+1/2

𝑅 𝑛+1 =

𝑛 +𝑣
𝑅
√(𝑅

2

𝑛+1/2

Δ𝑡) + (𝑣𝜑

𝑛+1/2

𝑍 𝑛+1 =

𝑍 𝑛 + 𝑣𝑍

𝑛+1/2

𝜑 𝑛 + sin−1 (

𝜑 𝑛+1 =

𝑣𝜑

Δ𝑡

𝑅 𝑛+1

2

Δ𝑡)

(2.46)

Δ𝑡

(2.47)

).

(2.48)

Finally the velocity vector 𝑣 𝑛+1/2 is rotated to match the change in 𝜑
𝑛+1/2

→

cos 𝛼 𝑣𝑅

𝑛+1/2

→

− sin 𝛼 𝑣𝑅

𝑣𝑟

𝑣𝜑

𝑛+1/2

+ sin 𝛼 𝑣𝜑

𝑛+1/2

(2.49)

𝑛+1/2

+ cos 𝛼 𝑣𝜑

𝑛+1/2

(2.50)
(2.51)

where 𝛼 = 𝜑 𝑛+1 − 𝜑 𝑛 .
The method described above is verified against known particle trajectories
in electromagnetic fields in Appendix B.
⁸This is also called the tan 𝛼/𝛼-correction.
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Conclusion

This chapter provides an overview of the current state of the art in simulations of mhd with jorek, describing the equations used, their discretisation
as well as the time stepping scheme. Additionally it shows the usual method
of tracking charged particles. These components provide a useful starting
point to develop the methods necessary to answer our research questions.
The next steps to be taken are the coupling of the jorek solutions to a
charged particle tracer, where care needs to be taken to interpolate fields in
the element-local coordinates. Interpolations of electromagnetic fields are
necessary for the particle motion, while interpolations of the plasma density and temperature are necessary to use open-adas data for atomic processes. Particle data structures, initialisation and boundary conditions need
to be developed, as well as a large set of diagnostic tools. Collisions with the
background plasma need to be implemented to obtain (neo)classical transport
terms. The implementation of all these is described in the next chapter.

Chapter 3

Simulating heavy impurities in
tokamak plasmas
To investigate the effects of heavy impurities, like tungsten, in a tokamak
we need to be able to follow their paths through the plasma. These are determined first and foremost by the magnetic field, as these heavy impurities
are easily ionised and experience the Lorentz force as they move through the
plasma. Additionally, their paths are altered by any electric fields present
through the electrostatic force. On a longer timescale their motion is influenced by their Coulomb collisions with the main plasma species and impurities. The change of their charge state through electron ionisation and recombination collisions also needs to be taken into account.
To model the impurity motion we thus need to know the electromagnetic
fields and the plasma density and temperature. We obtain these by coupling
with the nonlinear mhd code jorek [14, 31], which calculates the evolution
of the bulk plasma.
This chapter presents the extension of the nonlinear mhd code jorek with
a Monte-Carlo kinetic particle tracker. It follows particles with a kinetic sixdimensional (6D) full-orbit tracker in the jorek mesh. Multiple particle species can be tracked at the same time, and a flexible event-based system is
used for diagnostics. The code is written in Fortran 2003, using both MPI and
OpenMP parallelisation.
The next Section, 3.1, presents a high-level overview of the code and the
main data structures therein. After that the coupling with jorek is described,
through interpolation of the electromagnetic fields, plasma density and temperature in space and time, in Section 3.2. These fields are used to trace the
paths of impurities through the plasma, as detailed in Section 3.3. The seeding of the initial distribution of impurities is described in Section 3.4. These
impurities are ionised or recombined by electron-ion collisions, as described
31
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particle_sim
event
jorek00001.h5

group

fields

action

pusher

Figure 3.1: High-level overview of the structure of the code. jorek restart
files are read into the fields object, and then used by each of the particle
pushers to time-evolve the particles in each group. events encode timing information for actions, which can calculate diagnostics, perform I/O and do
other tasks.
in Section 3.5. Collisions with the main plasma species and any other impurities present can also be included, with a method described in Section 3.6.
The particle paths can be analysed using a number of diagnostics, described
in Section 3.7.

3.1 Overview of the code
On a high level the organisation of the code revolves around the central data
structure, the type(particle_sim). This contains the class(fields), which
are used to interpolate jorek restart files, and several type(particle_group)
objects, representing a particle species each. Particle pushers use the fields
to time-evolve the particle equations of motion. Finally, other manipulations
of the data are wrapped in class(action) objects, which act upon the entire
particle_sim. These actions perform, for example, the writing of simulation
checkpoints, calculation of diagnostics, implementation of particle sources
and many more. Figure 3.1 schematically shows the main structure of the
code in feed-forward operation.
The jorek field interpolators will be explained in more detail in Section 3.2.
The pusher will be described in more detail in Section 3.3. Every step the ionisation and recombination probabilities are used to change the charge state
of the particle, as described in Section 3.5. Additionally every step one or
more collisions can be carried out with the background plasma, with a binary collision model described in Section 3.6. Section 3.1.1 shows a few of the
most relevant actions. Finally we detail the initialisation of impurities in the
simulation domain in Section 3.4.
Multiple types of particles are defined, and can be followed by different
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Figure 3.2:

Schematic overview of the main data structures.

The

type(particle_sim) contains a class(fields_base) field interpolator, relevant global variables and a set of particle_groups. These describe a

single isotope, with fixed atomic number 𝑍 and mass 𝑚. A data-structure
containing relevant radiation, ionisation and recombination coefficients
type(ADF11_all) is also stored, as well as an equilibrium charge distribution
and radiation power table. Finally an array of particles is allocated and filled
with one of the subclasses of class(particle_base).
numerical schemes, though we limit ourselves for brevity to the standard
Boris pusher, as described in Section 2.6. Figure 3.2 shows the main data
structure in more detail, along with the main particle data types. Two distinct
types are implemented, particle_fieldline for simple field-line tracing with
an Adams-Bashforth integrator, and particle_kinetic¹ for kinetic particle
simulations.
The code is parallelised with a hybrid scheme, with mpi parallelisation
typically used per compute node, and openmp parallelisation within each
compute node.

3.1.1

Performing actions on the simulation

All operations on the simulations are wrapped in actions. These take the
entire particle_sim object, and thus have access to all groups and the fields
at the current time. By convention, each action will be executed by all mpi
processes, though not necessarily simultaneously due to imbalances in the
¹and its clone particle_kinetic_leapfrog, for leapfrog schemes such as the Boris pusher used in
this work.
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cycle_time_action

action

read_jorek_fields_interp_linear

fild_diagnostic

diag_print_kinetic_energy

write_particle_diagnostics

stop_action

read_action

io_action

write_action

particle_weight

count_to_vtk

read_jorek_fields_interp_hermite_birkhoff

particle_sputter

simple_sputter

projection

jorek_timestep_action

Figure 3.3: Inheritance diagram of actions in the combined code, showing
the diagnostics and other actions available. io_action provides numbered
file output capabilities, and is subclassed by several of the diagnostics.
workload. Synchronisation is not enforced except where necessary for communication.
Figure 3.3 shows the actions currently defined in the code. They perform
diagnostics, restart file reading and various ancillary functions. The list below
gives a short introduction of each action.
action The abstract base type each action is derived from, provides logging

functionality.
cycle_time_action Saves the real time between successive iterations, to cal-

culate the imbalance between mpi processes.
read_jorek_fields_interp_linear Action to find and read the next jorek re-

start file and perform necessary preparations. Reschedules itself for the
next time new restart files need to be read.
diag_print_kinetic_energy Print the total kinetic energy of the particles in

each group.
stop_action Halt the simulation.
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io_action Abstract base type for diagnostics producing output files, provid-

ing time-keeping and file writing functions.
particle_weight Count the number of (macro)particles in each group.
read_jorek_fields_interp_hermite_birkhoff Find and read the next file(s)

necessary to interpolate jorek restart files as in Section 3.2.
simple_sputter A simple sputtering model with constant sputtering yields.
jorek_timestep_action Perform a timestep with jorek on the node_list and
element_list in particle_sim, as described in more detail in Chapter 6.
fild_diagnostic Simulate the signal of a Fast Ion Loss Detector (fild), by

calculating the pitch angle and energy of particles lost to the wall in a
specific region.
write_particle_diagnostics Calculate and write diagnostic quantities of all

particles to a file, as described in Section 3.7.
read_action Import a particle restart file, and distribute the particles across

mpi processes.
write_action Write a particle restart file.
count_to_vtk Count the number of particles in each jorek finite element and

write a vtk file.
particle_sputter Calculate the sputtering yield and incoming fluxes, write

vtk output files and sputter new particles, as described in Chapter 4.
projection Project derived quantities of the particle distributions on the jorek

elements, and write them to vtk or hdf5, as described in Section 6.1.2.
These actions are wrapped in an event for scheduling, either with a pointer
or as an allocatable component. The event defines a start ≡ 𝑡start , a step ≡ Δ𝑡
and a stop ≡ 𝑡stop time, which are consulted after each action-moment to calculate the amount of time to evolve particles for. The action is then scheduled
to occur at
𝑁

𝑡action = ∑ 𝛿 (𝑡 − (𝑡start + 𝑖Δ𝑡)) .

(3.1)

𝑖=0
𝑡

−𝑡

where 𝑁 = ⌊ stop start ⌋.
Δ𝑡
Every action is called with itself, the particle_sim and the event as arguments, and can hence reschedule itself as necessary. This is mostly used to
schedule the reading of new jorek restart files, as these are written at variable
output time steps.
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3.2 Interpolating electromagnetic fields from jorek
To follow particle paths we need to evaluate the electromagnetic fields calculated by jorek at the particle position. jorek does not evolve the components
of the electric and magnetic fields directly, but rather uses a reduced description, described in more detail in Section 3.2.1. The interpolation of the jorek
variables is described in more detail in Section 2.4 and [14, 31].
Since the particle time steps are much smaller than the jorek time step, we
also need to interpolate temporally. A linear and cubic interpolation scheme
are described in Section 3.2.2.

3.2.1 Electric and magnetic fields in jorek
In the jorek reduced mhd formulation the magnetic field is split in two parts,
with the toroidal field constant, and the poloidal field described by a stream
function 𝜓 .
B = ∇𝜓 × ∇𝜑 + 𝐹0 ∇𝜑.
(3.2)
Here 𝜓 is the poloidal flux function and 𝜑 is the toroidal angle. 𝐹0 is spatially
and temporally constant. This leads to the components of the magnetic field
in the jorek coordinate system (𝑅, 𝑍 , 𝜑)
B=+

1 𝜕𝜓
𝑅 𝜕𝑍

e𝑅 −

1 𝜕𝜓
𝑅 𝜕𝑅

e𝑍 +

𝐹0
𝑅

e𝜑 ,

(3.3)

where e𝑅 , e𝑍 and e𝜑 are the unit vectors in the 𝑅, 𝑍 and 𝜑-direction respectively.
The electric field is then described by a stream function 𝑢, with a toroidal component from the temporal variation of 𝜓 . This can be derived from
Faraday’s law,
𝜕B
= −∇ × E
(3.4)
𝜕𝑡
which can be simplified with (3.2) (since 𝐹0 is constant) to
∇×(

𝜕𝜓
𝜕𝑡

∇𝜑) = −∇ × E.

(3.5)

Integrating this equation and identifying the electric potential as 𝐹0 𝑢 yields
𝜕𝜓
∇𝜑 + E = −𝐹0 ∇𝑢.
𝜕𝑡

(3.6)

These lead to an electric field
E = −𝐹0

𝜕𝑢
𝜕𝑢
𝐹0 𝜕𝑢 1 𝜕𝜓
e𝑅 − 𝐹0 e𝑍 − (
+
)e .
𝜕𝑅
𝜕𝑍
𝑅 𝜕𝜑 𝑅 𝜕𝑡 𝜑

(3.7)
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Temporal interpolation of jorek fields

To follow particles in a replay of a jorek simulation we need to interpolate
between jorek checkpoint files. We can do this with linear interpolation
or third-order Hermite-Birkhoff interpolation. The latter provides a more
accurate and 𝐶 1 -continuous interpolation, at the risk of overshoots.
For the linear interpolation scheme it is important to realise that, since
jorek stores both the values and the deltas, which represent the change
with the previous time step, there are actually two known points per restart
file. Typically, not every time step a restart file is written, to save space.
In order to have the full information from a run, every second restart file
needs to be written. Otherwise, the known values come in sets of two, with
larger distances between sets. This presents a difficulty for the interpolation
scheme, since not all data is available.
The accurate solution of particle paths requires an interpolation scheme
that can properly represent the time-variation of quantities². An interpolation
which maintains at least 𝐶 1 -continuity in time for all quantities is preferable,
since the toroidal electric field is determined from the time-derivative of 𝜓 ,
and will otherwise become discontinuous, and since higher-order methods
generally are more accurate for the same step size.
Additionally, a local interpolation is preferable, since we wish to avoid
reading in all restart files at once, nor would we like to construct a large
representation in memory.
3.2.2.1 Linear interpolation
A simple linear interpolation scheme is included for ease of use, for use when
only a single checkpoint file is available, or when evolving particles in fixed
fields. A single restart file is read, the current time is set to the simulation
time 𝑡1 in the restart file, and the gradients are calculated as necessary from the
deltas and the time step saved in the restart file as tstep, i.e. at 𝑡0 = 𝑡1 − tstep,
as
𝑓 ′ (𝑡) =

deltas
tstep

.

(3.8)

This interpolator can either be used in fixed-time mode, where the interpolation time is permanently fixed to the time in the restart file, or in forwardtime mode, where a next restart file is scheduled to be read at 𝑡1 and fields are
interpolated and extrapolated in time as necessary. This method does not
provide the most accurate interpolation, and is hence included mostly for
convenience, simplicity and use in fixed-time simulations.
²Note that we want an interpolation scheme, not an approximation scheme, since the jorek results
are accurate at the times known, and relatively smoothly time-varying.
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3.2.2.2 Hermite-Birkhoff interpolation
The requirements are better met by the Hermite-Birkhoff interpolation scheme,
which, as written below, requires four different points to construct a 𝐶 1 continuous interpolation, which does not require the precalculation of intermediate values.
In Hermite-Birkhoff interpolation the function is defined by the values
and derivatives at the endpoints of the interval. This allows us to create a
local interpolation, requiring only the values around the current interval. The
Hermite-Birkhoff interpolants are given by [45, 46]:
𝑓 (𝑡) = 𝑓 (𝑡0 )𝐴0 (𝑡) + 𝑓 ′ (𝑡0 )𝐵0 (𝑡) + 𝑓 (𝑡1 )𝐴1 (𝑡) + 𝑓 ′ (𝑡1 )𝐵1 (𝑡)
𝐴𝑖 (𝑡) = [1 − 2(𝑡 − 𝑡𝑖 )𝑙𝑖′ (𝑡𝑖 )]𝑙𝑖2 (𝑡)
𝐵𝑖 (𝑡) = (𝑡 − 𝑡𝑖 )𝑙𝑖2 (𝑡)

(3.9)
(3.10)
(3.11)

𝑡−𝑡

with 𝑙𝑖 (𝑡) = 𝑘 , 𝑘 = 1 − 𝑖 and 𝑖 = 1, 2. The time-derivative of 𝑓 can be calcu𝑡𝑖 −𝑡𝑘
lated by repeated application of chain and product rules to 𝐴 and 𝐵. To interpolate we need the derivatives 𝑓 ′ (𝑡𝑖 ), which we estimate with a second-order
nonuniform centred finite difference scheme. For restart files at 𝑡𝑗−1 , 𝑡𝑗 , 𝑡𝑗+1 ,
with Δ𝑡𝑗−1 = 𝑡𝑗 − 𝑡𝑗−1 and Δ𝑡𝑗 = 𝑡𝑗+1 − 𝑡𝑗 , the derivative is approximated by
2
2
−Δ𝑡𝑗2 𝑓 (𝑡𝑗−1 ) + (Δ𝑡𝑗2 − Δ𝑡𝑗−1
𝑓 (𝑡𝑗+1 )
) 𝑓 (𝑡𝑗 ) + Δ𝑡𝑗−1
𝑓 (𝑡𝑗 ) =
.
Δ𝑡𝑗−1 (Δ𝑡𝑗−1 + Δ𝑡𝑗 )Δ𝑡𝑗
′

(3.12)

The implementation is fairly straightforward, with at the core a ring buffer
of four node_lists and element_lists. Depending on the number of output
files written initially two or three files need to be read, as when nout=1 (i.e.
every jorek time step a file is written) the information in the deltas and
values overlaps, and three points are necessary for the derivatives at the left
side, and three points for the derivatives at the right side, for a total of four
points. Once the end of the known time is reached, a new file is read at the
next place in the circular buffer, usually overwriting an old file.

3.2.3 Comparison of interpolation methods
We will test several standard interpolation methods on an underresolved sine
wave. This is a difficult case, since it is nearly undersampled. Methods performing poorly here will likely not perform well for the interpolation of jorek
mhd fields. Figure 3.4 contains a test of linear, Hermite-Birkhoff, Akima
and pchip interpolators on this function. The Hermite-Birkhoff interpolation
presented here performs best for this case.
The strictest test of the accuracy of the interpolation is given by the calculation of the toroidal electric field, as this is related to the time-derivative
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Figure 3.4: Test of linear, Hermite-Birkhoff as in [46] (hb), Hermite-Birkhoff
as in this work (hb2), Akima [47] interpolators and Piecewise Cubic Hermite
Interpolating Polynomials (pchip) [48]. The dash-dotted line is the sampled
function, cos 𝑥.

Figure 3.5: Toroidal electric field 𝐸𝜑 interpolated at the start of an asdex
Upgrade elm (#33616) [49, 50]. (a) Every 10th jorek time step is used for
the interpolation, i.e. the variation is underresolved and we see overshoot for
the interpolation. The markers indicate the values at the jorek time steps
exactly. (b) Close-up of the start of the elm, using every jorek time step
instead. Discontinuities in 𝐸𝜑 due to the linear interpolation can be seen.

of 𝜓 . Figure 3.5 contains an example of interpolation of 𝐸𝜑 using either every
10th time step (a) or every time step (b). If it is underresolved the use of the
Hermite-Birkhoff interpolation can lead to overshoots, while using the linear
interpolation leads to relative errors on the order of 1. It is thus very important to have information every jorek time step, as this is usually also the
timescale of variation of mhd fields. When this constraint is satisfied (see
part b of the figure) the interpolation with Hermite-Birkhoff performs better
than linear interpolation.
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Particle loop
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Find st𝑘+1

Figure 3.6: Flowchart describing the steps taken in the particle loop. 𝑡ev is
the time at which the next event is scheduled to occur, 𝑡0 is the time after the
previous event.

3.3 Moving particles in the jorek domain
The tracking of particles as they move through the jorek domain consists of
five steps, as shown in Figure 3.6. The first is the calculation of the local electromagnetic fields, density and temperature, as described in the previous section. After this, the ionisation and recombination probabilities are calculated
and the charge state is adjusted if necessary. Then, particles are sampled from
the background plasma to perform Coulomb collisions with, as described in
Section 3.6. Then, the particle velocity and position are updated by a pusher,
such as the Boris pusher described in Section 2.7. Particles which have left
the jorek computational domain are considered lost, and are marked with a
negative element number. This ensures they can be analysed by diagnostics
operating on lost particles. The performance of the Boris pusher used in the
work is verified in Appendix B.
After the particle position update in real space the coordinates in the
jorek isoparametric elements need to be reconstructed, to find the location
at which to interpolate the fields for the next step.
Since the jorek finite element discretisation is isoparametric [31], space is
also discretised using the same finite elements. This means that the elementlocal coordinates are not trivially related to the real-space coordinates of any
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position.
After a step we need to find the new element-local coordinates to interpolate the fields. We find these by Newton iteration in the 2D element-local
coordinates 𝑠 and 𝑡. We store both the position in cylindrical coordinates
𝑥 = (𝑅, 𝑍 ) and the element-local position 𝜉 = (𝑠, 𝑡; 𝑖elm ) where 𝑠, 𝑡 ∈ [0, 1] and
𝑖elm is the element number. After a particle step from 𝑥 𝑛 to 𝑥 𝑛+1 we need to
find the new 𝜉 𝑛+1 .
3.3.0.1 Global element coordinate search
To determine the element-local position 𝜉 of a point in the domain 𝑥 we perform two steps. The first is to determine which elements could possibly contain the point 𝑥. For this we have implemented an R-Tree [51] containing the
bounding-boxes of every element, i.e. the supremum and infimum of R and Z
of all positions in the element. This is a very efficient data structure to find
rectangles containing a specific point. It allows the finding of this element
in 𝒪 (log 𝑛)-time instead of 𝒪 (𝑛) time. This produces enormous gains for a
typical number of elements (40000), where the number of bounding-box evaluations that is necessary changes from 40000 to less than 100. An example of
an R-tree on a jorek grid is given in Figure 3.7.
We use the R-tree to find candidate elements that can contain the point
𝑥. The second step is to start from the centre of each candidate element and
apply the local search algorithm described in the next section, constrained to
this specific element.
3.3.0.2 Local element coordinate search
The local search algorithm takes a starting position 𝜉 𝑛 and 𝑥 𝑛 to try and find
𝜉 𝑛+1 corresponding to 𝑥 𝑛+1 . The algorithm is as follows
1. Initialise 𝜉 = 𝜉 𝑛 , 𝑥 = 𝑥 𝑛
2. Calculate a trial step by inverting the Jacobian 𝐽 (𝜉 ) of x(𝜉 ): 𝜉 = 𝐽 −1 (𝑥 𝑛+1 −
𝑥).
3. If 𝜉 is out of the element bounds (0,1)
a) Reduce the length of the step so that 𝜉 is exactly on the element
border.
b) If on the plasma boundary mark the particle as lost, otherwise
transform the particle coordinates to those in the neighbouring
element.
4. Interpolate the real-space position 𝑥 = X(𝜉 ) and 𝜖 = |𝑥 − 𝑥 𝑛+1 |2
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Figure 3.7: An R-tree visualised for a typical polar grid. Green squares demarcate the bounding box of the outer ring of elements. Numbers for inner
elements have been dropped for clarity. Below the elements the tree-layout
is shown.
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5. If 𝜖 < 10−12 we have found the position, set 𝜉 𝑛+1 = 𝜉 . Otherwise go
back³ to step 2.
Since the function x(𝜉 ) is relatively smooth this procedure typically converges
very quickly, in one or two steps.

3.4

Particle initialisation

An important first step in these Monte-Carlo particle simulations is the choice
of initial position and velocity.
The main assumption is that particles are in collisional equilibrium with
the background plasma, as described by jorek, or more precisely, that the
distribution function in velocity space is a simple Maxwellian at the local ion
temperature 𝑇𝑖 , shifted with the flow velocity along the magnetic field,
𝑓 (v) = (

𝑚 3/2
−𝑚|v − v∥ b|̂ 2
) exp (
)
2𝜋𝑘𝑇𝑖
2𝑘𝑇𝑖

(3.13)

This decoupling of the real-space and velocity-space coordinates reduces the
sampling problem from six dimensions to a problem in three dimensions of
space, and another three dimensions in velocity-space.⁴ Particle positions are
first selected, and then the particle velocity is sampled.

3.4.1

Spatial sampling

The spatial coordinates 𝑅, 𝑍 and 𝜑 of each particle are defined by rejection
sampling of arbitrary functions. These are evaluated at randomly selected
points from the proposal distribution, with 𝑅 ∈ [𝑅min , 𝑅max ], 𝑍 ∈ [𝑍min , 𝑍max ],
and 𝜑 ∈ [𝜑min , 𝜑max ]. Typically these are automatically chosen to cover the
whole domain.⁵
At each potential particle position the rejection sampling function 𝑓 is
evaluated, with as arguments the jorek mhd variables and their gradients, as
well as the particle position. Based on these parameters the function returns
a value between zero and one⁶, which represents the probability of accepting
this point. A random number 𝑢 is drawn from [0, 1], and if 𝑢 < 𝑓 the point is
kept.
³At most 8 times, otherwise the global search method is invoked as a fallback.
⁴In a more realistic description the velocity distribution, for instance the pitch angle, depends on
the spatial coordinates, i.e. it is not just a function of the ion temperature 𝑇𝑖 .
⁵Care needs to be taken when sampling 𝑅 to properly account for the cylindrical coordinate
system.
⁶It is the user’s responsibility to take care of the normalisation of this function, which should be
at most 1 anywhere in the domain.
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Typical functions use the flux coordinate 𝜓 to deposit particles near specific flux surfaces, or 𝑛𝑖 (the ion density) to initialise particles at a constant
relative density.

3.4.2 Direct velocity-space sampling
The next step is the definition of the particle velocity 𝑣, assumed to follow a
Maxwell-Boltzmann distribution at the local ion temperature 𝑇𝑖 , with probability distribution function
𝑓 (𝑣)d3 𝑣 = (

3/2

𝑚
2𝜋𝑘𝑇

)

𝑒

−

𝑚𝑣 2
2𝑘𝑇

d3 𝑣,

(3.14)

where 𝑘 is the Boltzmann constant, 𝑚 is the impurity ion mass and 𝑇 is a
temperature in K. The three velocity components 𝑣𝑖 are distributed according
to
𝑚 1/2 − 𝑚𝑣𝑖2
𝑓 (𝑣𝑖 )d𝑣𝑖 = (
(3.15)
) 𝑒 2𝑘𝑇 d𝑣𝑖 ,
2𝜋𝑘𝑇
which can be obtained from (3.14) by integrating over the other two directions. This is just a normal distribution with mean zero
𝑓 (𝑥, 𝜎 2 ) =
and standard deviation 𝜎 =

1
√2𝜋𝜎

−𝑥 2

𝑒 2𝜎 2 ,

(3.16)

𝑘𝑇

≡ 𝑣th .
√𝑚
Velocities can then be sampled from this distribution by drawing samples
from the standard normal distribution, with 𝜎 = 1, and multiplying by 𝑣th .
This is done using either the Box-Muller transformation [52] or a direct rootfinding method on the cumulative probability density function described in
Appendix C. These both require random numbers, the generation of which
will be explained in the next section.

3.4.3 Random number generators
The speed of Monte Carlo methods is sometimes limited by the quality and
performance of the used pseudorandom number generator (rng). In the context of current computing practices it is imperative that pseudorandom numbers can be generated in multiple threads, since many scientific workloads
are highly parallelised. The built-in generators of Intel and gnu Fortran are
thus not suitable, and have been replaced by the excellent pcg rng [53].
The code has been fitted with a generic random number generator interface, supporting multiple streams for thread-safe operation. Any implementation of type_rng must provide functions to initialize, calculate the
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Figure 3.8: Pseudorandom (left) and Sobol (right) distributed numbers. Note
the lack of clustering and the regularity in the Sobol set.
next number in the series and to perform a (hopefully efficient) jump_ahead.

Currently implemented are
• mod_pcg32_rng: 32-bit version of the PCG generator mention above.
• mod_sobseq_rng: 32-bit version of a Sobol sequence generator.
• mod_mix_rng: a generator allowing the user to combine multiple generators.

3.4.4

Low-discrepancy sequences

To improve the rate of convergence of Monte Carlo methods we can use a
different source of numbers. Low-discrepancy sequences, such as Sobol [54],
Halton [55] or Niederreiter [56] sequences, have the potential to increase the
rate of convergence from √𝑁 to 𝑁 . This can be an enormous advantage, and
is of some use in our work. An example of pseudorandom numbers and Sobol
distributed numbers is given in Figure 3.8
Since the first application is the calculation of the effect of elms on the
motion of W particles in phase space it is an obvious choice to use these for the
choice of initial phase space positions. The first application is to reduce the
noise in a projection of the particles onto the poloidal plane. Figure 3.9 shows
projections without smoothing of particles onto a typical grid. The projection
result for the Sobol sequence is much smoother than when using the PCG
rng. On the time-scale of the gyromotion the smoothing effect diminishes

46

chapter 3. simulating heavy impurities in tokamak plasmas
1000

10000

100000

PCG

6.4

4.8

Sobol

3.2

1.6

0

Figure 3.9: Projection of the density of uniformly initialised W particles with
an average density of 1 using PCG (top) or Sobol (bottom) random number
generators. The variance is far lower for the Sobol-initialised particles. Figure
adapted from [57]
however, since the quasi-random numbers in the velocity components mix
with the space-components, and the effect is lost [57].

3.4.5 Low-discrepancy sequences for conserved quantities
We can still partially benefit from the low-discrepancy sequences by using
them to initialise (adiabatically) conserved quantities, specifically the energy
𝐸, the magnetic moment 𝜇 and the flux coordinate 𝜓 ⁷
⁷Using the canonical toroidal momentum 𝑃𝜑 is more appropriate, since this is conserved whereas
𝜓 is not. However, for heavy, slow, particles such as tungsten the difference between the two is small,
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The energy of particles is given by the sum of squares of the velocity
components, and is hence described by a 𝜒32 -distribution. We cannot obtain
the particle energies by squaring and summing the velocities obtained by BoxMuller transformation, since this mixes the random numbers and destroys the
effect of the low-discrepancy sequences.
The particle energy is thus obtained by inversion sampling on the 𝜒32 distribution, using the method described in Appendix C.
The magnetic moment 𝜇 can then be obtained as follows
𝜇𝐵
𝐸

=

2
2
𝑣⟂,1
+ 𝑣⟂,2
2
2
𝑣⟂,1
+ 𝑣⟂,2
+ 𝑣∥2

(3.17)

2
2
where 𝑣⟂,1
+ 𝑣⟂,2
∼ 𝜒 2 (2) and 𝑣∥2 ∼ 𝜒 2 (1). A known property of ratio distributions is their relation to beta distributions,

𝑌
𝑚 𝑛
∼ Beta ( , )
𝑌 +𝑍
2 2

(3.18)

where 𝑌 ∼ 𝜒 2 (𝑚) and 𝑍 ∼ 𝜒 2 (𝑛), in our case m=2 and n=1. The cdf of this
distribution 1 − √1 − 𝑥 is easily inverted, and can be used to sample values
of 𝜇𝐵/𝐸. Finally the gyrophase is selected, from a uniform distribution of
[0, 2𝜋].
3.4.5.1 Pitfalls when using Low-discrepancy sequences
When using these sequences we must be careful not to destroy the low discrepancy by combining different numbers. For instance the standard sampling
techniques for Gaussian distributions and 𝜒 2 distributions do not work. They
combine two or more numbers and produce a set of numbers which, though
having the right distribution, does not have the low-discrepancy properties
anymore. We find that inversion sampling does not suffer from this problem, but that it is computationally more expensive. Since we use it only for
initialisation this is not very important. Sampling routines for Gaussian and
𝜒 2 -distributed random numbers are implemented in mod_sampling. They use
an easily invertible approximation of the function as a guess, combined with
Newton’s or Halley’s method to numerically calculate the inverse.
Extra care needs to be taken when generating these numbers in parallel. In
the current implementation of the Sobol sequence generator, mod_sobseq_rng,
we use a strided implementation. This means that every thread skips efficiently 2𝑛 steps. This means that the number of threads must be a power of
2. Correlations between these numbers can be expected. For instance, for
and sampling in 𝑃𝜑 breaks the assumption of independence between the real-space and velocity-space
distributions.
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the first dimension of the Sobol sequence every even number is ≥ 0.5. It is
therefore important to generate an equal amount of numbers in every thread.
3.4.5.2 Sampling and weighting
To locally improve statistics in velocity space it is common not to sample
particles exactly according to a Gaussian distribution, since this overresolves
the common particles and underresolves the tails. We can generalise this
process by only requiring that the product of the probability density function
sampled from and the weight function of particles multiply to the required
distribution:
𝑆(𝐸)𝑊 (𝐸) = 𝑓 (𝐸)
(3.19)
The simple case of sampling directly from the distribution function can be
described as 𝑆(𝐸) = 𝑓 (𝐸) and 𝑊 (𝐸) = 1. The other case of sampling a block
of velocities corresponds to 𝑆(𝐸) = 1 in a specific region, and 𝑊 (𝐸) = 𝑓 (𝐸).
We can generalise these cases by using powers of the distribution function
for 𝑆 and 𝑊 as follows:
𝑓 1−𝛼 (𝐸)𝑓 𝛼 (𝐸) = 𝑓 (𝐸)

(3.20)

which leads to the first case for 𝛼 = 0, and the second case for 𝛼 = 1. Here,
𝛼 indicates the relative important of higher energies. This parameter can be
accessed as input parameter alpha in the particle initialisation routines.

3.5 Charge state change and radiation from electron-ion
collisions
Ions in a plasma constantly experience collisions with electrons, other ions
and neutral particles. An electron colliding with our ion of interest can be
trapped by the ion, or it can cause the ion to lose another electron. Collisions with neutral or charged particles can cause charge-exchange processes,
where an electron is transferred, for example from an ion to a neutral particle.
In many of these processes radiation is emitted. This leads to changes in the
bound electron energy level population, and eventually to further ionisation,
recombination, charge exchange and the emission of radiation.
The emission of radiation, the energy required to ionise atoms and Bremsstrahlung losses, which occur when an electron experiences a large change
in velocity due to a collision, all lead to losses of energy from the plasma,
specifically from the electrons. These losses can alter the mhd equilibria and
cause instabilities when impurity concentrations become large enough, such
as in the case of a radiative collapse of a plasma due to a too large core impurity content. Section 3.5.4 describes the radiation energy losses in more
detail.
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To properly trace the paths of impurities in the plasma we need to know
their charge states. In a fusion plasma light ions such as hydrogen or helium
are nearly always fully ionised, and the change of charge state is often neglected. Heavier ions, such as tungsten, do not fully ionise even in the hottest
parts of the plasma. To accurately simulate their behaviour it is therefore necessary to calculate their ionisation state in time, especially when particles
move from hotter to colder regions or vice versa.

3.5.1

Collisional-radiative modelling

The modelling of energy level changes of atoms and ions in a plasma due to
collisions and subsequent emission of radiation is called Collisional-radiative
modelling. Precalculated data is provided for many species in the Atomic Data
and Analysis Structure (adas) format, which we use in the remainder of the
thesis, through the open-adas [58] system.
Specifically the ADF11 data sets are relevant, which contain, based on
cross-sections of collisions with electrons with a Maxwell-Boltzmann distribution in energy, effective recombination and ionisation coefficients at particular temperatures and densities, as well as charge exchange recombination
coefficients due to ion-neutral collisions.
ACD Effective recombination coefficients
SCD Effective ionisation coefficients
CCD Charge exchange effective recombination coefficients
PLT Line power driven by excitation of dominant ions
PRB Continuum and line power driven by recombination and Bremsstrahlung of dominant ions
where acd, scd and ccd are required to calculate the charge state of ions over
time, while acd, scd, plt and prb together give the electron energy loss and
can be used in the electron energy equation.
Two different forms of this data set exist. In the simplest form, the stageto-stage variant, the electron population is assumed to be in the ground state,
and coefficients can be specified per ionisation state. A more detailed formulation is sometimes also available, where metastable states are included. This
is not available for our tungsten, our ion of interest, and we hence have not
included their use in the model.

50

chapter 3. simulating heavy impurities in tokamak plasmas

3.5.2 Ionisation and recombination probabilities
To calculate the charge state of an ion over time the ionisation and recombination probabilities need to be taken into account. These come from the
acd and scd coefficients, interpolated at the local electron temperature and
density. We ignore here the contribution of charge exchange with neutral hydrogen ccd, since the jorek model we use does not include neutral particles.
The ionisation rate of a single particle is given by
ℛion = scd(𝑍 + 1, 𝑇𝑒 , 𝑛𝑒 )𝑛𝑒 ,

(3.21)

and the recombination rate,
ℛrec = acd(𝑍 , 𝑇𝑒 , 𝑛𝑒 )𝑛𝑒 .

(3.22)

The probability of a given particle ionising or recombining (labelled a) in a
time Δ𝑡 is then given by
𝑝a = 1 − exp(−ℛa Δ𝑡),

(3.23)

and the particle is ionised or recombined if a uniform random number 𝑢 ∈
[0, 1] is smaller than 𝑝a . If in a single time step a particle is both ionised and
recombined for the same 𝑢 no action is performed. Since multiple ionisation
stages are possible, as well as ionisation and then subsequent recombination,
the probability 𝑝a needs to be much smaller than 1 in numerical simulations,
1
i.e. Δ𝑡 ≪ .
ℛa

3.5.3 Equilibrium charge state distribution
Given constant background plasma conditions a steady-state distribution of
charge states develops, due to a balance between the ionisation and recombination rates.⁸ When initialising particles we sample the initial charge states
from this equilibrium distribution at the local temperature and density.
Its probability distribution 𝑝(𝑛𝑍 ) must be stationary, i.e. the ionisation
rate should be equal to the recombination rate. The charge state flux from
level 𝑖 − 1 to 𝑖 is given by⁹
𝑝(𝑖 − 1) ℛion −𝑝(𝑖) ℛrec = 0

(3.24)

which can be rewritten to a recurrence relation
𝑝(𝑖) =

scd(𝑖)
𝑝(𝑖 − 1)
acd(𝑖 − 1)

(3.25)

⁸Called the coronal equilibrium if excitation is purely due to electron impact, and de-excitation
purely due to radiation.
⁹Optionally including the charge exchange rate ccd if neutrals are present.
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Figure 3.10: Ionisation stage distribution in coronal equilibrium at temperatures ranging from 0.3 eV to 100 keV, for helium, beryllium, nitrogen,
neon, argon and tungsten, as calculated with the atomic python package at
𝑛𝑒 = 1020 m−3 . [59]
and should be normalised so that ∑𝑖 𝑝(𝑖) = 1. The transition between charge
states can also be written as a transition matrix, which is tridiagonal. On
the lower diagonal the recombination rate ℛrec is written, and on the upper
diagonal the ionisation rate ℛion . The diagonal contains 1 − ℛrec − ℛion of
that column. The solution described by the recurrence relation above then
corresponds to the eigenvector of this matrix.
For computational reasons we precalculate the logarithm of the equilibrium distribution density at each of the densities and temperatures of the
ADF11 dataset, and then interpolate linearly with respect to 𝑇 and 𝑛𝑒 . Figure 3.10 shows the distribution of ionisation stages in coronal equilibrium
for several relevant elements at 𝑛𝑒 = 1020 m−3 electron density¹⁰. Note that
the heavier elements, argon and tungsten, do not fully ionise even at temperatures of multiple keV, and will therefore emit more line radiation at core
plasma temperatures than lighter atoms.
The initial charge state can be fixed or sampled from the equilibrium distribution at 𝑇 . We use the equilibrium approach to calculate the charge state
of W particles when they are initialised. The equilibrium distribution is calculated for a grid of temperatures and densities, which is then interpolated to
¹⁰It does not depend strongly on the electron density however.
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Figure 3.11: Monte Carlo (top) and transition matrix time stepping calculations of W charge state at 𝑇 = 4.1 keV, 𝑛𝑒 = 1020 m−3 , showing a good
agreement. The time to reach steady state is several milliseconds.
calculate the initial charge of the atom. The most probable charge is selected
here, and the charge state distribution is expected to relax to the true equilibrium quickly. In Figure 3.11 a comparison is shown between a Monte Carlo
calculation of the W charge state distribution versus the time stepping of the
transition matrix, with good agreement in the final charge state distribution
and the path towards it. Converging to this equilibrium can take multiple
milliseconds, which indicates that if the plasma conditions are changing on
this timescale the equilibrium approach is not appropriate.

3.5.4 Plasma energy loss due to radiation and ionisation
The energy lost by the electrons in the plasma due to radiation from an ion
is given by
𝑃rad,single = 𝐿𝑧 (𝑧, 𝑇𝑒 , 𝑛𝑒 ) ⋅ 𝑛𝑒
(3.26)
per ion, where 𝐿𝑧 = plt+prb, i.e. the loss due to line radiation and continuum
radiation (including Bremsstrahlung), which has been tabulated in the adas
adf11 dataset. This is shown in Figure 3.12 for helium, beryllium, nitrogen,
neon, argon and tungsten. Tungsten can be seen to be a very efficient radiator
at high temperatures, which is the reason for its low allowable concentration
in the plasma. Additionally there is an energy loss due to ionisation¹¹.
𝑃ion,single = ℛion (𝐸𝑧+1 − 𝐸𝑧 ),
¹¹Any recombination we assume to be returning no energy to the electron population.

(3.27)
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Figure 3.12: Power loss density due to radiation for helium, beryllium, nitrogen, neon, argon and tungsten (lines from bottom to top), as calculated with
the atomic python package. [59]
where 𝐸𝑧 is the electronic energy of ionisation level 𝑧, obtained from the nist
Atomic Spectra Database [60].

3.6

Impurity-background collisions

An important interaction between the background plasma ions and impurity
species is given by Coulomb collisions. These transfer momentum between
impurities and the background plasma, giving rise to classical transport, and,
in combination with the particle-following methods, neoclassical transport.
We use a binary collision method for calculating the momentum and energy transfer of collisions. This works between pairs of particles, where one
particle is selected from our kinetic particles and the other particle is sampled
from the background plasma (described by jorek mhd equations). In this we
follow the work of Homma and Hatayama [61, 62].
First we give an overview of the theory of collisions in plasmas and an
indication of the relevant timescales in Section 3.6.1. Section 3.6.2 contains
a global overview of the sampling method and collision procedure, and summarizes the results of a verification effort of classical and neo-classical transport described in more detail in Appendix F.
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3.6.1 Coulomb collisions in plasmas
We consider here binary Coulomb collisions in a plasma, where two charged
particles interact through their electric field. It is an elastic collision, meaning
that energy is conserved. Since in plasmas many charged particles are found
and the typical kinetic energies are very large, large deflections are rare, and
collisions are better envisioned as many small deflections. This is characterised by the Coulomb logarithm, which indicates how much more important
small-angle collisions are than large-angle collisions. For fusion plasmas this
is typically between 10 and 15. It is only very weakly depending on plasma
parameters.
For a detailed treatise on collisions in plasmas we refer the reader to [63].
We have calculated the Coulomb logarithm for W-D collisions at typical
plasma parameters in asdex Upgrade, jet and iter.
2
𝜖0 𝑘𝑇 4𝜋𝜖0 𝑚𝑟 𝑣th
ln Λ = ln (
)
2
𝑞𝑎 𝑞𝑏
√ 𝑛𝑖 𝑒

where 𝑣th =

𝑘𝑇

√ 𝑚𝐷

(3.28)

is the thermal velocity and 𝑚𝑟 is the reduced mass. Even

though these devices have very different core temperatures, ranging from 3
to 30 keV, the Coulomb logarithm only varies between 12 and 18 between the
separatrix of asdex Upgrade and the core of iter.
The collisional timescale is called the collisional slowing-down time, or
momentum transfer time, which indicate the time in which a particle has lost
all but 1/𝑒 of the momentum in its original direction of motion. It is given by
(where 𝑎 denotes the test particle and 𝑏 the background)
𝜏𝑠 ≡

4𝜋𝜖02 𝑚𝑎2 𝑣𝑎3

1
(1 +

𝑚𝑎
𝑚𝑏

2 2

) 𝜇(𝑥) 𝑞𝑎 𝑞𝑏 𝑛𝑏 ln Λ

(3.29)

𝑥

where 𝑥 ≡ 𝑚𝑏 𝑣02 /2𝑘𝑇𝑏 and 𝜇(𝑥) ≡ 2/√𝜋 ∫0 exp(−𝜉 )√𝜉 𝑑𝜉 . 𝑣𝑎 is the velocity of
the test particle.
We will denote the collision frequency 𝑓𝑠 = 1/𝜏𝑠 . This scales linearly with
the background density 𝑛𝑏 . Divide by 𝑛𝑏 to get the collision factor:
𝑞𝑎2 𝑞𝑏2 ln Λ
𝑚𝑎
𝐹𝑎𝑏 = 1/(𝜏𝑠 𝑛𝑏 ) = (1 +
,
) 𝜇(𝑥)
𝑚𝑏
4𝜋𝜖02 𝑚𝑎2 𝑣𝑎3

(3.30)

which is useful to calculate the slowing-down time for a background consisting of several species. This shows the strength of collisions between two ions
𝑎 and 𝑏. We can calculate the collision factor between two species, assuming

3.6. impurity-background collisions

55

10−12

𝐹𝑎𝑏 = 1/(𝜏𝑠,𝑎𝑏 𝑛𝑏 )[m3 s−1 ]

10−13
10−14
10−15
10−16
10−17
10−18
10−19

W-H
W-D
W-T
W-He
W-Be
W-N
W-Ne
W-Ar
W-W
101

102

T [eV]

103

104

105

Figure 3.13: The collision factor between tungsten and hydrogen, deuterium,
tritium, helium, beryllium, nitrogen, neon, argon and tungsten. Heavier impurities have larger collision factors due to the quadratic dependence on the
charge.

the charge states of both participants to be in equilibrium, calculating the
probabilities for each charge state independently and summing. The charge
states are calculated according to the method in Section 3.5. Figure 3.13 shows
the collision factor for tungsten, including the charge state distribution at
each temperature, against hydrogen, deuterium, tritium, helium, beryllium,
nitrogen, neon and argon, for an ion moving at 1.1 𝑣th . This shows that at
temperatures of a keV, heavy impurities such as nitrogen, neon, argon and
tungsten collide two to four orders of magnitude more effectively with tungsten, due to the high charges of both ions. The increasing charge state of
tungsten with temperature, which would increase the collision factor, is overruled by the 𝑣𝑎3 -term, which increases as 𝑇 3/2 , so for increasing temperatures
the collision factor drops.
Now to compare the effect of collisions of these species it is more useful to look at the slowing-down times of collisions with each component
of the plasma. Figure 3.14 shows the slowing-down times if only collisions
between tungsten and a single species are considered, as well as the slowingdown time coming from collisions with deuterium and all impurity species, at
concentrations relevant for tokamaks. In that case the collision frequencies
should be added, which is equivalent to a sum of collision factors weighted by
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Figure 3.14: The collisional slowing-down time of tungsten colliding with
hydrogen, deuterium, tritium, helium, beryllium, nitrogen, neon, argon and
tungsten, as multiplied with experimentally relevant concentrations. The
dash-dotted line shows the total slowing-down time. We can estimate the
time between collisions as 10−6 /𝑛, where 𝑛 is the number of collisions per
slowing-down, on the order of 1000, to get a collisional time step of around a
nanosecond between 1 and 100 eV.
the densities of each component. At these concentrations the hydrogen isotopes are dominant at low temperatures, while at higher temperatures argon
provides the highest contribution to the collision frequency.

3.6.2 Binary Collision Model
W test particles experience three distinct types of force due to Coulomb collisions with background plasma ions [61, 62]. These are the frictional force,
the thermal force and the force due to the viscosity, which is only relevant if
there is a strong spatial gradient in background plasma flow and is neglected
in this work.
In the Binary Collision Model (bcm) these are calculated by calculating
many one-on-one collisions of test particles with particles chosen from the
plasma background distribution function.
To correctly simulate the thermal force we must select background particles
from a distorted Maxwellian distribution function, with a distortion in the dir-
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ection of the temperature gradient. Sampling from a shifted Maxwellian will
only reproduce the frictional force.
The model consists of two main parts. First, we need to determine a form
of the background distribution function as a shifted, distorted Maxwellian
and sample a particle from this. Then, we use the sampled particle for a oneon-one Coulomb collision according to [64]. This needs to be done with a
frequency much (≈ 1000 times, [61]) higher than the slowing-down frequency
𝐹𝑎𝑏 from the previous section, since the particles are slowed down due to many
weak collisions.¹²
3.6.2.1 Sampling particles from a distorted, shifted Maxwellian
The algorithm used to sample from the background distribution, which is
implemented in particles/mod_collisions.f90) proceeds as follows:
1. Transform velocity space to new frame (system 2) such that ∇𝑘𝑇 ∥ 𝑧2
2. Express the distorted Maxwellian in system 2, where it is separable into
three parts 𝑓 (𝑤), 𝑔(𝑤, 𝜃2 ), ℎ(𝜑2 )
𝑓 (𝑤)𝑑𝑤 = √2/𝜋𝑤 2 exp (−𝑤 2 /2) 𝑑𝑤
𝑔(𝑤, 𝜃2 )𝑑𝜃2 =

(3.31)

1
𝑤2
[1 + 𝐴(𝑘𝑇𝑏 ) (1 −
) 𝑤|∇𝑘𝑇𝑏 | cos 𝜃2 ] sin 𝜃2 𝑑𝜃2
2
5
ℎ(𝜑2 )𝑑𝜑2 = 𝑑𝜑2 /2𝜋

(3.32)
(3.33)

simplified from the reference by normalising the particle velocity 𝑤 with 𝑣𝑡ℎ =
√𝑘𝑇𝑏 /𝑚𝑏 . The distortion factor 𝐴 is then [61]
𝐴(𝑘𝑇𝑏 ) =

75
2

𝜋 3/2

𝜖02 𝑘𝑇𝑏

(3.34)

ln Λ 𝑛𝑏 𝑞𝑏4

with units [m/J]. To sample the particle velocity 𝑤 we need to
1. Generate 4 uniform random numbers 𝑅𝑖
2. Use the Box-Muller transform to generate 3 normally distributed numbers
𝑤𝑥 = √−2 ln 𝑅1 cos(2𝜋𝑅2 )
¹²Additionally, a single background plasma particle can only impart a fraction
of the heavier tungsten particle.

𝑚𝑏

√ 𝑚𝑎

of momentum
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Figure 3.15: Coordinate system aligned with temperature gradient vector.
Figure reproduced from [61].
𝑤𝑦 = √−2 ln 𝑅1 sin(2𝜋𝑅2 )
𝑤𝑧 = √−2 ln 𝑅3 sin(2𝜋𝑅4 )
3. Get the random speed as 𝑤 = 𝑤𝑥2 + 𝑤𝑦2 + 𝑤𝑧2
√
In the implementation we use norm2 to get the magnitude of 𝑤 and boxmueller_
transform from tools/mod_sampling.f90 to calculate normally distributed numbers. Then we need to sample the inclination angle 𝜃2 between w and ∇𝑘𝑇𝑏 .
1. Introduce 𝛼 and fill in the velocity 𝑤 previously sampled and local background parameters
𝛼(𝑤, 𝑇𝑏 , ∇𝑘𝑇𝑏 ) ≡ 𝐴(𝑘𝑇𝑏 ) (1 −

𝑤2
) 𝑤|∇𝑘𝑇𝑏 |
5

(3.35)

2. We can rewrite 𝑔(𝑤, 𝜃2 ) in a simpler form
𝑔(𝑤, 𝜃2 )𝑑𝜃2 =

1
[1 + 𝛼 cos 𝜃2 ] sin 𝜃2 𝑑𝜃2
2

(3.36)

We distinguish 3 cases depending on the norm of 𝛼 and use a uniform random
number 𝑅 ∈ 𝑈 [0, 1]
𝛼 = 0 ∶ cos 𝜃2 = 2𝑅 − 1
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|𝛼| > 1 ∶ cos 𝜃2 = (2√𝑅 − 1)
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𝛼
|𝛼|
2

|𝛼| < 1 ∶ cos 𝜃2 = {√4|𝛼|𝑅 + (1 − |𝛼|) − 1} /𝛼
Now 𝜃2 is sampled from the distribution 𝑔(𝑤, 𝜃2 ). Finally we can sample 𝜑2 by
multiplying another R with 2𝜋.
The final step is a coordinate transform back to the laboratory frame to
get the real velocity of the sampled background particle.
3.6.2.2 Sampling in magnetic fields
To change the above algorithm for magnetised plasmas we need to alter the
form of 𝐴(𝑘𝑇𝑏 ) and the expression for 𝑓 slightly. Also we need a way to
estimate a heat flux vector from local plasma parameters. For now this is
done using classical transport coefficients, in mod_collisions.f90. There are
only small changes necessary to the sampling functions. See [62] for more
details.
3.6.2.3 Colliding charged particles
When that is obtained we can can calculate the collision of two particles.
This is implemented in particles/mod_collisions.f90. We calculate the 𝜉
from the relative velocity and collision strength 𝐷 as in [61, 64], i.e. by using
again the boxmueller_transform of two uniform random numbers. Special
handling is necessary for the case where there is no perpendicular velocity,
i.e. the collision is head-on. See the source of collide_particles for more
details.
With this 𝜉 and a uniformly sampled angle 𝜑 we calculate a change in
velocity, delta_v for the collision. This is applied with the reduced mass ratio
to the velocity of both particles.

3.6.3

Applicability of the model

We test here shortly the conditions of validity for the model compared to the
whole plasma. The typical classical conditions for applicability of the model
derives from the strength of the deformation of the Maxwellian distribution.
These conditions can be expressed as [62]
𝜆𝑏,∥ 𝑟𝑏,𝐿 1
≪ 1.
, ∇𝑇 ,
𝐿∇𝑇
𝐿⟂ Ω𝑏 𝜏𝑏
∥
Let us evaluate these criteria one by one.

(3.37)
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3.6.3.1 Parallel temperature gradient length
We can estimate the mean free path as the parallel velocity over the slowingdown time.
𝜆𝑏,∥ ≈

√𝑘𝑇 /𝑚𝑏
𝜏𝑠

(3.38)

with 𝜏𝑠 from (3.29). For a plasma at 50 eV this is approximately 30 cm. For
the sol this condition is easily satisfied, since the temperature gradients there
are not very large. At 2 keV this length becomes a few hundred metres. The
parallel temperature gradient length however has a length of 104 or more, due
to the enormous parallel conductivity.
For the perpendicular component the strictest application is at the bottom
of the temperature pedestal. An estimate of the temperature gradient length
there (for iter) is ∇𝑇 ≈ 500 eV/cm, with 𝑇0 = 1 keV. This yields a perpendicular temperature gradient length of 𝐿∇𝑇
⟂ ≈ 2 cm. At a typical gyroradius
𝑟𝑔 = 0.5 − 1 mm we clearly satisfy this criterion.
Finally we check the magnetisation, Ω𝑏 𝜏𝑏 . This is roughly 105 at pedestal
conditions, which is sufficiently large.
We can conclude that the model is applicable in most parts of the plasma.
Note that due to mhd activity we may come closer to these applicability limits
than for the equilibrium quantities calculated now.
An important interaction between the background plasma and impurity
species is given by Coulomb collisions. These give rise to (neo)classical transport.
We use a binary collision method, acting on pairs of particles, where in
every step every followed particle collides with a single particle sampled from
the background plasma. In this we use the work of Homma and Hatayama [61,
62]. This simulates correctly the frictional force and the thermal force, by considering an expansion of the velocity distribution function in the temperature
gradients. The model consists of two main parts. First, we need to determine
a form of the background distribution function as a shifted, distorted Maxwellian and sample a particle from this. Then, we use the sampled particle
for a one-on-one Coulomb collision according to [64]. This needs to be done
with a frequency much (≈ 1000x) higher than the slowing-down frequency
𝐹𝑎𝑏 ,
𝑞𝑎2 𝑞𝑏2 ln Λ
𝑚𝑎
𝐹𝑎𝑏 = (1 +
.
) 𝜇(𝑥)
𝑚𝑏
4𝜋𝜖02 𝑚𝑎2 𝑣𝑎3
𝑥

where 𝑥 ≡ 𝑚𝑏 𝑣02 /2𝑘𝑇𝑏 and 𝜇(𝑥) ≡ 2/√𝜋 ∫0 exp(−𝜉 )√𝜉 𝑑𝜉 .

(3.39)
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Verification

Appendix F shows the verification of this model against theoretical predictions of the slowing-down time, the drag force, the density pinch and the temperature screening effect in divertor conditions of 50 eV and 1020 m−3 density.
The theoretical predictions are matched in all test cases, proving the performance of the method and the correctness of our implementation.

3.7

Diagnostics

The analysis of particle simulations is aided by several diagnostics tools. The
particle restart files, whose structure is explained in Appendix D, can be used
to reconstruct single particle paths through the machine, from the real and
velocity space coordinates. Projections of arbitrary functions of the particle
distribution can be calculated, as will be described later in Section 6.1.2.
Charged particle paths in a tokamak however are typically usefully described by quantities such as the toroidal canonical momentum, 𝑃𝜑 = 𝑞𝜓 +
𝑚𝑟𝑣𝜑 , their flux coordinate 𝜓 , magnetic moment 𝜇 = 𝑚𝑣⟂2 /𝐵 and energy 𝐸.
To enable simple analysis of either single particles or the whole distribution at once an array of relevant quantities can be saved at user-defined times
by the write_particle_diagnostics action. This stores a single, extensible
dataset per variable, with chunk sizes of 50000 particles by 1 time step, to
enable efficient writing and reading.
Further analysis of the particle trajectories is then usually conducted in
Python, for example to follow the radial motion of ensembles of particles
during elms, such as performed in Chapter 5.

3.8

Conclusion

This chapter has presented an overview of the newly developed simulation
code for the motion of impurity particles in tokamaks as simulated with jorek.
The design of the code lends itself to easy extensibility with different diagnostics and physics models.
A difficulty in using the jorek fields is encountered in the non-invertible
mapping between element-local space and real space due to the use of isoparametric finite elements. A method is described to numerically invert this
mapping efficiently. The selection of initial positions for particles is described,
as well as the use of low-discrepancy sequences for variance reduction, which
is found to only perform well when used to initialise conserved quantities of
the particle trajectories. An overview of relevant charge change processes for
the impurities is given, and the implementation, both for time-evolution of
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/
real*8 :: psi_axis(n_t)
real*8 :: psi_sep(n_t)

groups/
001/
real*4 :: e(n,n_t)
real*4 :: mu(n,n_t)
real*4 :: psi_bar(n,n_t)
real*4 :: rho(n,n_t)
real*4 :: weight(n,n_t)
integer :: lost(n,n_t)
integer :: q(n,n_t)
integer :: region(n,n_t)
real*4 :: theta(n,n_t)
real*4 :: phi(n,n_t)

Figure 3.16: Example structure of a diagnostics hdf5 file. n is the number of
particles, n_t is the number of time steps stored. Variables are the particle energy e, magnetic moment mu, 𝑃𝜑 /𝑞 ≡ psi_bar, normalised flux coordinate rho
≡ 𝜓𝑁 , particle weight, lost status, particle charge q, particle region (core, sol,
upper/lower private), poloidal angle theta, toroidal angle phi. psi_axis and
psi_sep are the value of 𝜓 at the magnetic axis and the separatrix respectively.

3.8. conclusion

63

particles and for the initialisation of a particle distribution is described. A collision model for ion-ion collisions is described, and verified against theoretical
predictions at scrape-off-layer temperatures. Finally the main diagnostic tool
for single particle trajectories is described.

Chapter 4

Physical sputtering of tungsten at
the divertor¹
In tokamak plasmas heat is confined in a set of closed flux surfaces. Just
outside the last closed flux surface (lcfs) the open field lines connect to the
wall, either at a limiter, in what is called a limiter plasma configuration, or
at the divertor, in an X-point plasma configuration. The latter configuration
can lead to a higher performance operation of the machine, called H-mode,
and is thus the standard mode of operation for current devices.
In X-point plasmas the field lines just outside of the lcfs, called the scrapeoff-layer (sol) connect directly to the divertor. Heat flows out along this sol,
and is either radiated away or makes its way to the divertor. This process is
schematically shown in Figure 4.1.
At the divertor the plasma either directly touches the walls, called an “attached” plasma, or a gas layer separates the plasma from the wall, in what is
called a “detached” divertor plasma.
In the attached cases the plasma temperature just before the divertor can
reach several ten eV², while in detached cases this can be much lower, down
to less than an eV. Where the plasma touches a plasma-facing component
(pfc) such as the divertor, limiter or wall a plasma sheath [66] forms just before the target, caused by the difference in mobility between the electrons
and the ions This sheath produces an electric potential difference of 3𝑇𝑒 /𝑒,
which will accelerate the ions towards the target material. These ions, if fast
enough, can knock atoms out of the target material, in a process called physical sputtering. This is the principal source of tungsten impurities in jet and
asdex Upgrade. Additionally, impurities can also be deliberately introduced,
¹The model developed in this chapter is partially described in [65].
²1 eV ≈ 11000 K
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Separatrix
(or LCFS)

Strike points

Closed
magnetic
surfaces
Scrape-off layer
X-point

Divertor plates
Figure 4.1: Schematic view of a section of a simulated iter plasma equilibrium, with the direction of heat flow in the plasma indicated by yellow arrows,
and the heat flux along the separatrix with green arrows.
through for instance gas puffing, with the aim to radiate the energy before it
reaches the divertor, which distributes it over a larger surface area.
The process of physical sputtering limits the lifetime of the pfcs, as material can be eroded and surface cracking can occur. The iter pfcs will be
constructed from tungsten, due to its resistance against physical and chemical sputtering, as well as its high melting and recrystallisation temperatures,
and low nuclear activation.
Tungsten has a large drawback however, because its large atomic number
causes the atom to not be fully ionised even in the core plasma. This leads
to large amounts of radiation at high temperatures, where lighter impurities
radiate orders of magnitude less efficiently. This limits acceptable core plasma
tungsten concentrations to a few 10−5 𝑛𝑒 [67].
The tungsten particle source at the divertor and subsequent transport into
the sol and core plasma must thus be limited such that the core concentrations cannot reach this critical value.
A good estimate of the particle sources at the edge plasma is essential to
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Figure 4.2: A schematic model of a magnetised plasma touching a wall at an
angle Ψ, leading to a Chodura sheath, with an ion entering, being deflected
towards the surface, impacting at an angle 𝛼 and possibly sputtering particles
from the surface. The jorek domain is indicated in green, and ends at the
magnetic presheath, which is shown in blue, and which transitions to the
Debye sheath, drawn in pink. Figure inspired by [66, Figure 2.22]
obtain an understanding of the tungsten motion in the sol and accumulation
in the core.
It has been seen in experiments that most of the tungsten source to the
plasma occurs during short transient bursts of energy and density to the pfcs
caused by Edge-Localised Modes (elms) [7]. These lead to higher temperatures near the pfcs, and higher particle fluxes. The higher temperatures lead
to larger energies of the incident particles, which greatly increase the sputtering yield due to the strong dependence on energy. The higher particle fluxes
linearly increase the sputtering yield.
A mitigating effect is given by the process of prompt redeposition, where
sputtered particles are ionised within a gyroradius distance of the surface, and
return to the surface on their first orbit. This becomes much more efficient at
higher temperatures due to the reduced ionisation path length.
This chapter investigates the process of impurity production by physical
sputtering in steady state and, for the first time, in three-dimensional simulations of elms. A new sputtering model is developed for the jorek-particle
code to reach this goal.
First we will introduce the basic concept of physical sputtering during
magnetised plasma-wall interaction in Section 4.1. Then, we summarise a
model for sputtering yields by W. Eckstein [68, 69, 70] in Section 4.2. This
is implemented at the boundary of the jorek domain, as described in Section 4.3. An important effect to take into account is the redeposition of
sputtered particles within a gyroperiod, often called prompt redeposition, for
which we derive a new theoretical estimate in Section 4.4.
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incoming ion

𝜃𝑜
𝜃𝑖

surface

sputtered atom

Figure 4.3: Simplified description of a sputtering process by an incoming ion
with angle 𝜃𝑖 , leading to a cascade of collisions in the material, and possibly
to the ejection of one or more sputtered atoms with angle 𝜃𝑜 .
We then apply the model to a jorek simulation of an asdex Upgrade-like
discharge in the inter-elm phase, including collisional effects, self-sputtering
and prompt redeposition in Section 4.5. Finally we calculate the sputtering yield, self-sputtering and redeposition during an asdex Upgrade-like elm
simulation, for the first time with three dimensional heat and particle losses
and sputtering sources. Section 4.7 concludes the chapter and highlight several avenues for future investigation and possibilities of improvement of the
model.

4.1 Physical sputtering
When an incoming ion or atom impacts on a solid material it will collide
with the atoms present in the material. Each collision transfers energy to the
counterparty atom, which can then collide with other atoms. This is called
a collision cascade. If the energy of an atom is larger than the threshold displacement energy of the material, defects can be created due to displacements
of atoms from their lattice sites. In some cases the collision cascade can reach
the surface, and if the energy transferred is larger than the surface binding
energy an atom can be ejected. This mechanism is illustrated in Figure 4.3. It
is the cause of most of the tungsten impurities entering the plasma in current
experiments.
The creation of defects increases rapidly with larger pulse energies. An
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Figure 4.4: scanning electron microscope images of tungsten surfaces [71]
before (left), after ~100 000 transient pulses of 0.48 ms at 10 Hz at 200 MW/m2
(middle) or 600 MW/m2 (right) at 1500 ° C, corresponding to 3 hours of elmlike loading. 𝑅𝑎 is the average surface curvature radius. The surface deformation is extreme, with large cracks even at 200 MW/m2 .
example is shown in Figure 4.4. Exposure to these heat fluxes damages the
material, leading to cracking at the surface and below [71]. Defects on the
order of 20 to 100 micrometers size can be found, much larger than the initial
surface roughness of 0.5 micrometers³. Compare this to the 𝐷 + Larmor radius,
given by
𝑚

4𝑒𝑇𝑖

√ 3𝑚 = 150 𝜇m
𝑞𝐵
at 𝐵 = 5 Tesla and 𝑇𝑖 = 20 eV, and the Debye length is
𝑟𝑔 =

𝜆𝐷 =

𝜖0 𝑇𝑒
√ 𝑛𝑒 𝑒

= 10 𝜇m

(4.1)

(4.2)

at 𝑛𝑒 = 1019 m−3 and 𝑇𝑒 = 20 eV, where 𝜖0 is the electric constant. The surface
thus becomes rough on the length-scale of the Debye sheath after long exposures. This limits the applicability of the sputtering results from calculations
with codes like srim [72] and trim-sp [73], since they have been calculated
for pristine materials.

4.1.1

Sputtering yield

A key parameter is the sputtering yield, 𝑌i,o (𝐸𝑖 , 𝜃𝑖 ), which describes the average number of particles sputtered from the target 𝑜 (tungsten in our case) on
impact of an atom 𝑖 (for instance deuterium, helium, beryllium, carbon, neon
or tungsten itself) at an energy 𝐸𝑖 . This sputtering yield is highly nonlinear,
both in energy 𝐸𝑖 as well as an angle 𝜃𝑖 . Particles with like masses to the substrate tend to sputter more efficiently, since they transfer their energy to their
collision partner most effectively.
³𝑅𝑎 in Figure 4.4
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Figure 4.5: Sputtering yield of tungsten on impact of deuterium (D), helium
(He), carbon (C) and argon (Ar). Data from [67]. The impact energy is assumed to be 𝐸𝑖 = 3𝑞𝑇𝑒 + 2𝑇𝑖 , with 𝑇 = 𝑇𝑒 = 𝑇𝑖 , and yields have been multiplied
by their concentration.
A comparison of the sputtering yield of tungsten on impact of deuterium,
helium, carbon and argon is shown in Figure 4.5, where the impact energy
has been assumed to be 𝐸𝑖 = 3𝑞𝑇𝑒 + 2𝑇𝑖 and 𝑇𝑒 = 𝑇𝑖 , where 𝑞 is the charge,
and the sputter yields have been multiplied by a typical concentration of the
particles. There is a threshold energy 𝐸thr below which no sputtering occurs,
and the sputtering yield rises rapidly once this threshold energy is exceeded.

4.1.2 Energy of sputtered particles
There are two options for the calculation of the sputtered particle energy. The
simplest option is to use a Thompson distribution, which describes reasonably
well the energy of sputtered particles [74]. Sampling from this distribution is
described in Appendix C.4.
The more involved method is to take fits of laboratory measurements and
𝐸
simulations of the sputtered energy coefficient, written 𝑌i,o
(𝐸𝑖 , 𝜃𝑖 ). This indicates the fraction of the incoming particle energy that is retained by the
sputtered atom, as
𝐸
𝐸𝑜 = 𝐸𝑖 𝑌i,o
(𝐸𝑖 , 𝜃𝑖 ).
(4.3)
The emitted atoms are assumed to be emitted following a Knudsen cosine
distribution [75, 76] away from the surface, which is assumed to be flat⁴ The
⁴A determination of the effect of surface roughness is left for future work.
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energy is given by 𝐸𝑜 , and a velocity is chosen with angle 𝜃𝑜 to the surface
normal given by a cosine distribution:
PDF(𝜃𝑜 ) = cos (𝜃𝑜 )

(4.4)

and with a polar angle 𝜁 (i.e. in the plane of the surface) chosen uniformly
from [0, 2𝜋]. Sampling from (4.4) can be done by sampling a uniform random
number on [0,1] and calculating 𝜃𝑜 = arcsin 𝑢. The velocity is thus given by⁵
v𝑜 =

2𝐸
(cos 𝜃𝑜 n + sin 𝜃𝑜 cos 𝜁 e𝜑 + sin 𝜃𝑜 sin 𝜁 n × e𝜑 ) .
𝑚𝑒
√

(4.5)

We have implemented both the Thompson distribution and sputtered energy coefficient approaches to determine the sputtered particle energies. Note
that when using the sputtered energy coefficient formulation the high-energy
tail of incoming particles becomes more important, due to both the increase
in yield and sputtered energy coefficient. Hence, the use of a single incoming
ion energy is then discouraged, and an appropriate form for the incoming
energy distribution function needs to be found, as further described in Section 4.8.3.

4.1.3

Energy of incoming particles

Both the sputtering yield and the sputtered energy coefficient depend strongly
on the energy of the incoming particle. We have implemented both a single
incoming particle energy and a shifted Maxwellian incoming energy distribution function, both as a function of the local temperatures.
For reasons of simplicity and performance we take, in the rest of this
chapter, the common approach [67] of using a mono-energetic distribution
which depends only on the local ion temperature, and adding to this the energy gain due to acceleration in the plasma sheath of 3𝑞𝑇𝑒 , leading to
𝐸 = 2𝑇𝑖 + 3𝑞𝑇𝑒 .

(4.6)

In Section 4.8.3 we remark upon the effect of modelling the incoming energy distribution function in more detail.
For tungsten, which is simulated only as particles, the situation is slightly
more complex. Most of the tungsten impacting the target has been sputtered
just before, as prompt redeposition rates are typically high, and hence has
very low energies. We include only the effect of the sheath potential here,
and use the velocity of the ion as tracked with the jorek particle tracer.
⁵where we use the fact that the surface normal in jorek is always perpendicular to 𝑒𝜑 .
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4.2 Eckstein coefficients for sputtering modelling
Eckstein has written extensively about the sputtering yield [68, 69, 70], as experimentally measured and modelled with the srim and trim-sp codes. We
have implemented both the calculation of sputtering yields at normal and
other incidence angles through fit-functions, described in [69], with parameters as provided in [70], as well as the interpolation in log-log-space between
sputtering values at normal incidence, optionally multiplied by the angledependence fit function. This section describes the implementation, and compares the fit functions to their reference values.
The interpolation is done linearly in log-log space, as
𝑌𝑖 (𝐸) = 𝑌𝑖𝛼 (𝐸𝑗 ) ∗ 𝑌𝑖1−𝛼 (𝐸𝑗+1 )

(4.7)

where 𝛼 is determined as
𝛼=

log(𝐸𝑗+1 ) − log(𝐸)
log(𝐸𝑗+1 ) − log(𝐸𝑗 )

,

(4.8)

with 𝐸𝑗 the largest tabulated energy lower than 𝐸. if 𝐸 > 𝐸𝑗+1 then 𝑌𝑖 (𝐸𝑗+1 )
is used, since extrapolation can lead to an overestimation of the sputtering
yield. This extrapolation only influences the results at temperatures over 200
eV, which are known to cause unacceptable divertor erosion.
The use of a fit function versus interpolation of reference values is compared in Figure 4.6. For higher energies the fit for helium underestimates the
sputtering coefficient slightly, but staying within a factor two overall.
Table 4.1 shows the inclusion in jorek of relevant sputtering coefficients
for iter. The most obvious omission is the sputtering of tungsten from incoming beryllium ions. These could be sputtered from the wall and then
travel to the divertor, where they will more efficiently sputter tungsten than
deuterium would. In the absence of trim-sp calculations of this sputtering
reaction an atom of similar weight could be chosen.

4.2.1 Sputtering single particles
The calculation when sputtering single particles is rather simple, as all particles
are followed in the jorek domain until they reach the sheath entrance. At
that time they are considered as hitting the wall. They hit the wall with their
1
kinetic energy plus their charge times the sheath potential 𝐸 = 𝑚𝑣 2 + 3𝑞𝑇𝑒
2
and a sputtering calculation is performed for the single particle. If sputtering coefficients are available for the pair of impacting ion and wall atoms the
sputtering yield is calculated. The particle weight and sputtering yields are
projected onto the linear edge elements (See Section 4.3) for later analysis.
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Figure 4.6: Sputtering yield of tungsten on impact of deuterium (D), helium
(He) and argon (Ar), as calculated by interpolating (dashed lines) or using fit
functions (solid lines) of the data in [69, 70]. The impact energy is assumed
to be 𝐸𝑖 = 3𝑞𝑇𝑒 + 2𝑇𝑖 , with 𝑇 = 𝑇𝑒 = 𝑇𝑖 , and yields have been multiplied by
their concentration.

Table 4.1: Sputtering coefficients relevant for calculations in iter, with a
tungsten (W) divertor and a beryllium (Be) first wall and their inclusion in
jorek, marked by 3 for presence and 7 for absence. New coefficients can be
added as necessary from [70] and [77].
Source
Target
W
Be

D

T

He

Be

N

Ar

W

3
3

3
7

3
7

7
7

3
7

3
7

3
7
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Figure 4.7: Example trajectories in the poloidal (𝑥𝑦) plane of sputtered W
particles close to a tile of a simulation of an asdex upgrade plasma. The
colour denotes the charge state. The ionisation path length is much larger
than the gyroradius, so most particles are not promptly redeposited. Figure
reproduced from [65].

If the sputtering yield is zero, i.e. the particle did not have enough energy
to cross the sputtering threshold energy 𝐸thr , the particle is considered lost
and returned to the reserve pool. Otherwise, the particle weight is multiplied
by the sputtering yield,
𝑤𝑖 = 𝑤𝑖 𝑌 (𝐸)

(4.9)

A new velocity vector is selected from the cosine distribution 4.4, with
energy
𝐸𝑜 = 𝐸𝑖 𝑌 𝐸 (𝐸),

(4.10)

or sampled from the Thompson distribution with fall-of parameter 𝑛 = 2 and
binding energy 𝐸 = 8.7 eV, capping the last 1% of the cdf to keep the resultant
energies at reasonable values⁶.
Figure 4.7 shows an example of the particle-particle sputtering module,
where incoming particles hit the wall and lead to sputtered neutral W.
⁶The 99th percentile value of that distribution is 1.7 keV
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Sputtering from the impinging mhd fluid

In jorek the evolution of the main plasma species, typically deuterium (and
tritium), is done as a single fluid. The parameter central_mass specifies the
weight in atomic mass units of the main ion. This is set to 2 for a deuterium
plasma, and 2.5 for a 50–50 deuterium-tritium mixture.
Where this fluid hits the wall the particle flux Γ𝑖 and the particle energies 𝐸𝑖 are necessary to calculate the local averaged sputtering yield. For the
sputtering calculation the presence of light impurities is assumed as a relative
density, which is manually set in the beginning of the simulation. This can
typically be a few percent of helium, and perhaps 0.2 percent of argon.
We denote the relative density of each species 𝑖 as 𝑛𝑒 𝑛𝑖 , where 𝑛𝑖 is a number between 0 and 1, and ∑𝑖 𝑛𝑖 = 1. For example, a sputtering simulation in
deuterium, tritium with 5 percent helium would have as constituent fractions
𝑛D = 0.475, 𝑛T = 0.475 and 𝑛He = 0.05, and central_mass = 2.5.
We can then compute the particle flux Γ𝑖 for species 𝑖 as
Γ𝑖 = 𝑛𝑒 𝑛𝑖 𝑐𝑠 cos 𝜃,
where 𝑐𝑠 =

𝛾 𝑘𝑇𝑒

(4.11)

where 𝑚 =central_mass u, and the adiabatic constant 𝛾 =

5

3
√ 𝑚
since the ions are monatomic, and cos 𝜃 is the angle between the field line and
the surface normal. All species are assumed to be entrained in the main species plasma flow towards the divertor and thus move at the main ion sound
speed. We assume all species below 𝑍 = 4 to be fully ionised, i.e. 𝑞 = 𝑍 .
For heavier impurities like argon assuming full ionisation overestimates the
energy transferred by the sheath potential, and hence overestimates the sputtering yield, so we cap the ionisation level to 4+ ⁷
The tungsten surface source density due to sputtering is then given by

𝑆𝑊 (𝑛𝑒 , 𝑇𝑒 , 𝑇𝑖 ) = ∑ 𝑆𝑊 ,𝑖 = ∑ Γ𝑖 𝑌𝑖 (3𝑞𝑇𝑒 + 2𝑇𝑖 ),
𝑖

(4.12)

𝑖

where 𝑖 indicates the plasma component.

4.3.1

Projection onto linear edge elements

For diagnostics and to sample particles from the distribution of sputtered
particles 𝑆𝑊 we project the incoming fluxes for each species Γ𝑖 as well as the
sputtering yield per species 𝑆𝑊 ,𝑖 and the total sputtering yield 𝑆𝑊 onto bilinear
rectangular elements in 𝑙 and 𝜑, where 𝑙 is a curve-length in the poloidal plane.
⁷In future work it could be considered to track these impurities as particles, to consistently track
the charge state.
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The elements are defined on 𝛿𝑉 , where 𝑉 is the jorek simulation domain.
They are created by iterating over all jorek elements in the poloidal plane,
and subdividing their edges that are on the domain boundary in nsub linear
elements. These are then reordered to form 𝑀 continuous stretches in the
poloidal plane. This organisation has been chosen to allow direct sampling
of positions from the edge elements, and to allow a direct export to vtk.
The selection of domain subsets can be done through the definition of a
line from 𝑅1 , 𝑍1 to 𝑅2 , 𝑍2 , and a binary switch to select particles on the left
or right side of this line. Additionally, jorek elements can be filtered for
inclusion by which of their sides is on the boundary. This is a convenient way
to select only the divertor plates, or other places where the jorek boundary
has sharp corners. At sharp corners of the jorek domain the elements can be
disconnected, since cos 𝜃 jumps and the projected quantities are expected to
be discontinuous.
After the domain selection nsub_toroidal × n_plane nodes and elements
are created in the toroidal direction, connecting the first and last, with periodicity n_period. n_sub elements are made for each jorek element, which are
subdivided in element-local coordinate 𝑠 or 𝑡 (whichever is along the boundary). The two dimensions are disconnected, and the grid therefore has a
simple rectangular structure, as shown in Figure 4.9. Figure 4.8 shows an
example discretisation of the edge of the jorek domain in the divertor region
of an asdex Upgrade-like simulation. This has been shown with n_sub=2 for
clarity, though commonly higher resolutions are used, typically n_sub=6 or
higher.
4.3.1.1 Sampling from linear edge elements
Different wall segments can be selected, representing for instance first wall
and divertor tiles with different materials.
We distinguish between fluid-particle sputtering, where the incoming distribution was modelled as a fluid (i.e. the deuterium plasma, or impurities
species which are modelled as a certain fraction of this plasma), and particleparticle sputtering, where the incoming particles are simulated with a MonteCarlo method.
In the first case we calculate an integral of the sputtering yield over the incoming ion energy distribution function on the 2D edge domain surrounding
the plasma.
𝒮 (𝑙, 𝜑) = ∫ 𝑌 (𝐸)𝑓 (v)dv,
𝛿𝑉

(4.13)

where 𝑓 (𝑣) is a Maxwellian, shifted with the sound speed, and 𝐸 includes
the sheath potential. 𝑙 is the length along the edge domain in the poloidal
direction. We can then use inversion sampling to efficiently sample particles
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Figure 4.8: Edge elements (blue) in the divertor region in a simplified description of the asdex Upgrade vacuum chamber, as used in jorek simulations. n_sub=2, nsub_toroidal=20, n_period=4, n_plane=1. A part of the poloidal jorek grid is shown for reference in brown.
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Figure 4.9: Example edge grid for n_sub=1, n_plane=3 and nsub_toroidal=4.
Dashed lines indicate periodicity, wrapping around to the left side. Node
numbers are indicated in black, while element numbers are written in red.
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following this distribution. At each selected position we then sample a single
particle from the incoming energy distribution function (iedf) and use the
sputtering yield 𝑌 (𝐸) and sputtered energy coefficient 𝑌𝐸 (𝐸) to calculate the
energy of this sputtered particle
𝐸out = 𝑌𝐸 (𝐸in )𝐸in ,

(4.14)

or sample 𝐸out from the Thompson distribution.
The second case is conceptually simpler, where we perform a straightforward calculation of the sputtering yield at the energy of the incoming particle
(including the sheath contribution), and multiply the particle weight with this
yield. The velocity of the particle is adjusted using the sputtered energy coefficient. If the weight drops below a preset threshold the particle is removed
from the simulation to save computational cost.
The final sputtering yield is thus the combined yield of sputtering from all
the constituent plasma species, and strongly dependent on the plasma parameters [7]. The separate yields vary in magnitude, with heavier particles typically sputtering more, but having lower densities in the plasma. All sputtered
particles are initialised without any charge, and with a Knudsen cosine distribution [75], which indicates that the polar angular probability density function is [76]
sin (2𝜃) d𝜃.
(4.15)

4.4 Prompt redeposition
A significant fraction of the sputtered particles is redeposited on the surface
in the first gyro-orbit, in reactor-relevant conditions. This process is called
prompt redeposition, and is indicated schematically in Figure 4.10.
In this section we derive an analytical model for the fraction of redeposited
particles to estimate the number of particles that enter the sol, and can then
contaminate the core plasma after.
We can derive a simple estimate of the fraction of particles that promptly
redeposit as follows. Assume that the magnetic field is along the surface⁸.
The sputtered particle velocity can then be described as
̂
v = 𝑣0 (sin 𝜉 sin 𝜑 𝑛̂ + sin 𝜉 cos 𝜑 𝑙 ̂ + cos 𝜉 𝑏)

(4.16)

where 𝑛̂ is the unit normal vector to the surface, 𝑙 ̂ is the unit vector perpendicular to 𝑛̂ and 𝑏̂ along the surface and 𝑏̂ is the unit vector in the direction
⁸Typically the magnetic field angle to the surface is on the order of a few degrees, and we don’t
expect a large sensitivity to this parameter.

4.4. prompt redeposition

79

𝑥𝑖

+
𝜌𝑊

𝑛̂

𝑥𝑐

𝑣⟂ 𝑡𝑖
B
𝜑

𝑙̂

𝑥0

Figure 4.10: Mechanism of prompt redeposition. Particles are emitted with
angle 𝜑 around the magnetic field vector B, travel for 𝑣⟂ 𝑡𝑖 , are then ionised
and follow a single gyro-orbit, with a lowest point 𝑥0 . If 𝑥0 < 0 the particle is
considered promptly redeposited.
of the magnetic field. 𝜉 is the polar angle with 𝑏̂ and 𝜑 is the azimuthal angle
away from 𝑙.̂
The distribution of flux over solid angle is given by [76]
d𝑛 ∝ cos 𝜃d𝜔

(4.17)

where d𝜔 is the solid angle differential, in our coordinate system written as
d𝜔 = sin 𝜉 d𝜉 d𝜑

(4.18)

We can express cos 𝜃 as sin 𝜉 sin 𝜑. The probability density of particle emission angles 𝜉 and 𝜑 can then be written as
𝜋
1 𝜋 2
sin
𝜉
d𝜉
∫ sin 𝜑d𝜑 = 1
𝜋 ∫0
0

(4.19)

The particles are emitted as atoms, i.e. they are neutral, and move in
straight lines through space. Due to electron collisions there is an ionisation
rate ℛion (𝑛𝑒 , 𝑇𝑒 ), which determines the probability of this particle becoming
ionised in a given time interval. We can write the probability density of the
ionisation time 𝑡 as
∞
1
𝑡
(4.20)
∫ 𝑡 exp (− 𝑡 ) d𝑡 = 1
0

ion

ion

1

where 𝑡ion is the typical ionisation time
, at which 1/𝑒 of the neutral
ℛion
particles remain. We do not include the effect of multiple ionisations at this
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moment, which we expect to lead to lower prompt redeposition, but significantly complicates the mathematics.
Once particles are ionised they begin their gyromotion around the magnetic field lines. The Larmor radius is given by
𝜌𝑊 + =

𝑚v⟂ v⟂ sin 𝜉
=
=
𝑞𝐵
𝜔𝑐
𝜔𝑐

(4.21)

where 𝑚 is the mass of the ion, 𝑞 is its charge and 𝐵 is the magnitude of the
magnetic field, while 𝜔𝑐 is the cyclotron frequency, and we divide by 𝑣0 in the
last step, since all distances scale with 𝑣0 , but its magnitude is irrelevant for
the redeposition criterion.
Here, the particle is considered lost if the lowest point of its first gyroorbit is below the surface level, i.e. 𝑥0 < 0. We can derive an expression for
𝑥0 from the distance travelled in the neutral phase, and the gyromotion of the
particle,
+
𝑥0 = 𝑥 𝑖 + 𝜌 𝑊
(cos 𝜑 − 1) = sin 𝜉 sin 𝜑𝑡𝑖 +

sin 𝜉
(cos 𝜑 − 1) ,
𝜔𝑐

(4.22)

where 𝑥𝑖 = 𝑣𝑥 𝑡𝑖 = sin 𝜉 sin 𝜑𝑡𝑖 .
For a given ionisation time 𝑡𝑖 there is thus a critical angle 𝜑𝑐 , with particles
redeposited if 𝜑 > 𝜑𝑐 . We can find this angle with some algebra, from 𝑥0 > 0,
dividing out sin 𝜉 from (4.22),
sin (𝜑𝑐 ) 𝑡𝑖 𝜔𝑐 = (1 − cos 𝜑𝑐 ) ,

(4.23)

which we can simplify and solve for 𝜑𝑐 , yielding
𝜑𝑐 = 2 tan−1 (𝑡𝑖 𝜔𝑐 ) .

(4.24)

The fraction of particles not promptly redeposited is thus
∞
𝜑𝑐
1
𝑡𝑖
1 𝜋 2
sin
𝜉
d𝜉
exp
d𝑡
(−
)
𝑖 ∫ sin 𝜑d𝜑
∫ 𝑡
𝜋 ∫0
𝑡ion
0 ion
0

(4.25)

where we can easily solve the integrals over 𝜑 and 𝜉 , yielding
∞

1

𝑡𝑖

2

(𝜔𝑡 𝑡𝑖 )

∫ 𝑡 exp (− 𝑡 )
2 d𝑡𝑖 .
0 ion
ion 1 + (𝜔𝑡 𝑡𝑖 )

(4.26)

When evaluated at 𝑡𝑖 = 𝑡ion this integrand yields the previous result for prompt
redeposition at fixed ionisation length [78].
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Figure 4.11: Fraction of free and promptly redeposited particles on a loglinear (top) and double logarithmic (middle and bottom) graph. The solid line
displays the prompt redeposition, and the dashed line displays the prompt
redeposition at fixed ionisation time [78]. At 𝜔𝑐 𝑡ion = 10−1 roughly 98% of
particles are promptly redeposited, compared to 99% for the fixed calculation.
This integral can be evaluated with common computer algebra tools to
obtain
𝑓free (𝑥 ≡

1
𝜋
) = 1 − 𝑥 [Ci (𝑥) sin (𝑥) + cos (𝑥) ( − Si (𝑥))] ,
𝜔𝑡 𝑡ion
2

(4.27)

where Ci is the cosine integral and Si is the sine integral.
Figure 4.11 compares this expression to an earlier estimate for the prompt
redeposition [78], which ignored the variation in ionisation path length and
1
predicts higher prompt redeposition at small 𝜔𝑡 𝑡ion , with the expression
2.
1+(𝜔𝑡 𝑡ion )
The largest differences between the two expressions are in the region 𝜔𝑡 𝑡ion >
1, where the new expression predicts a significantly larger redeposition frac1
tion. For small 𝜔𝑡 𝑡ion 𝑓free is approximately a factor of 2 larger than 1 −
2.
1+(𝜔𝑡 𝑡𝑖 )

4.4.1

Typical ionisation times and gyroperiods

For tungsten at typical divertor conditions of 𝑛𝑒 = 1019 m−3 and 𝑇𝑒 between 0.1
and a few hundred eV the first ionisation time can be as low as 1 microsecond,
and the associated prompt redeposition rate increases from 0 to around 0.8,
as shown in Figure 4.12. Note that at higher temperatures, on the order of
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Figure 4.12: Ionisation time to the first 3 levels of tungsten at different temperatures 𝑇𝑒 and a plasma density 𝑛𝑒 = 1019 m−3 (top graph). The black line
indicates the gyrofrequency of singly charged tungsten at 𝐵 = 3 T, and the
dashed black line the associated orbit time. Solid lines represent the typical
ionisation time of particles starting at charge 0+ through 5+ . The redeposition
calculated is around 80 % at highest temperatures (bottom graph), for single
ionisation matching the theory very well, while including all charge states
leads to much lower redeposition.
100 eV, there is also a good chance of a second, third or higher ionisation,
2𝜋
since 𝑡ion,W1+ < 𝜏𝑐 ≡ . Particles are then likely to experience multiple ion𝜔𝑐
isations in the first gyro-orbit, and as a consequence the fraction of promptly
redeposited particles decreases.

4.4.2 Multiple ionisations
To estimate the effect of multiple ionisations we calculate the prompt redeposition rate numerically, by sampling many particles at 𝑥 = 0 as earlier described in this chapter, i.e. with the cosine distribution described above and
a Thompson distribution for velocity, and then following their path during a
single gyroperiod. If the particle trajectory dips below 𝑥 = 0 it is considered
lost. This simulation is done in a Cartesian coordinate system, with the magnetic field described as B = 𝐵0 (sin Ψ, 0, cos Ψ) and the surface normal in the
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Figure 4.13: Prompt redeposition fraction versus 𝜔𝑐 𝑡ion,1 , which is the time
to the first ionisation, calculated at 𝑛𝑒 = 1019 [m−3 ] for 𝑇𝑒 between 0 and 1000
eV, for single ionisation (solid dark blue line), matching the theory very well
(solid light blue line), and for multiple ionisations, which lead to a lower redeposition fraction. The dashed dark blue line is the old theoretical estimate.
+𝑥-direction. Particles are traced with the Boris method as described in the
previous chapter, and ionisations and recombination is calculated with the
open-adas adf11 set 50_w as described in the previous chapter.
Ionisations and recombination are calculated up to level 𝑛. The magnetic
field is fixed at 𝐵0 = 3 Tesla.
Figure 4.13 shows the redeposition fraction when taking into account ionisations up to level 𝑛, as well as the theoretical estimate derived above, and
the previous theoretical estimate at fixed ionisation distance. When taking
into account ionisations over 𝑛 = 4 the redeposition rate drops by 40% compared to the calculation for 𝑛 = 1. There is a dip in redeposition rate around
𝜔𝑡 𝑡ion = 0.2, which is probably caused by the timing of the second ionisation
at the top of the gyro-orbit.

4.4.3

Density and temperature-dependence of tungsten sputtering

We apply the numerical model above to calculate the expected prompt redeposition rates for a range of densities and temperatures. In general the rede-
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Figure 4.14: Prompt redeposition fraction versus 𝑇𝑒 and 𝑛𝑒 , with contour lines
at fractions of 0.1. Finger-like structures can be seen due to the effect of
multiple ionisations, leading to areas of lower prompt redeposition in this
parameter space.
position fraction rises with density and with temperature, as these decrease
𝑡ion . At higher temperatures, however, multiple ionisations start to play a role
and the relationship is less straightforward. Figure 4.14 shows the redeposition rate for experimentally relevant parameters, with densities between 1018
and 1021 [m−3 ] and temperatures between 1 and 1000 eV.

4.4.4 Dependence on magnetic field angle
In reactor conditions the angle of the magnetic field with the divertor Ψ is
typically very small, on the order of a few degrees, but nonzero. The results
above have been calculated for a magnetic field which is coplanar with the
surface. We therefore need to investigate the behaviour of the prompt redeposition fraction versus Ψ, which we can do numerically. Figure 4.15 shows
the prompt redeposition fraction for angles between 0 and 18 degrees. There
is a simple and weak dependence on Ψ, decreasing the prompt redeposition
with increasing Ψ.
We can investigate this dependence further by calculating the average
relative decrease in 𝑓prompt . Figure 4.16 shows the mean and 68% and 95%
intervals of relative change in prompt redeposition at Ψ compared to Ψ = 0.
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Figure 4.15: Prompt redeposition fraction versus 𝜔𝑡 𝑡ion , for angles of the magnetic field between 0 and 30 degrees. A higher angle leads to lower prompt
redeposition in most cases.

4.4.5

Implementation in our code

Since we calculate the ionisation of sputtered particles and their gyromotion
the model can calculate prompt redeposition consistently. An important note
here is the lack of a detailed sheath model in jorek. Any sputtered particle
is assumed to have crossed the plasma sheath without ionising, and we ignore the electric field in the sheath (except for the purpose of calculating the
energy of ion bombardment). This will lead to slightly larger energies of the
promptly redeposited tungsten, if the ionisation path length is comparable to
the Debye length, and to lower prompt redeposition, since the sheath electric
field attracts particles towards the surface.

4.5

Simulating sputtering between asdex Upgrade elms

To provide a first example and comparison of the new sputtering code described in the sections above we calculate the sputtering yields and subsequent particle transport in a jorek simulation of an asdex Upgrade plasma
during the inter-elm period.
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Figure 4.16: Scaling of prompt redeposition fraction with Ψ averaged over
𝜔𝑡 𝑡ion (blue line) along with 68% and 95% intervals, calculated from variation
along 𝜔𝑡 𝑡ion . The prompt redeposition increases slightly for angles around 5
degrees, and then decreases to around 65% at 30 degrees.
Here we do not fully determine the incoming angle distribution function
(iadf), nor do we use the full incoming energy distribution function (iedf),
as the determination of these is a significant task on its own, and out of scope
for this project. Instead, we use a single incoming energy as a function of 𝑇 ,
and assume perpendicular impact on the target.
Section 4.5.1 describes the simulation of an asdex Upgrade-like Inter-elm
equilibrium. We first follow particles produced in a single sputtering event, in
Section 4.5.2, and then look at the tungsten accumulation during continuous
sputtering in Section 4.5.3.
The next section, 4.6 describes the sputtering yield during a simulation of
an elm in a simplified asdex Upgrade-like plasma.

4.5.1 Simulation parameters
A jorek model303 simulation is performed based on a cliste pre-elm equilibrium reconstruction of discharge #33616 at 𝑡 = 7.2 s, [50]. The perpendicular
heat transport coefficients in the edge transport barrier are chosen to have a
temperature at the bottom of the pedestal of 100 eV, and 600 eV at the top.
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Figure 4.17: Midplane profiles of temperature (solid line) and density (dashed
line) of the pre-elm state of the simulation. The temperature pedestal is from
100 to 600 eV.
Figure 4.17 shows the temperature and density profiles along the outboard
midplane in the simulation. Diamagnetic flows have been included. Density sources in the sol have been added to match experimentally measured
densities in the divertor region of 1019 m−3 [79].
To get an accurate solution in the sol it is important to have proper perpendicular and parallel heat and density transport. The temperature in the
divertor region is plotted in Figure 4.18, and the electron density is shown in
Figure 4.19, showing an accumulation on the inboard divertor leg, and below
the X-point. In future work the density source should be calculated from a
kinetic or fluid neutral particle simulation to get a more accurate solution in
the divertor region.
We use the Braginskii expressions to calculate the parallel heat conductivity, which is much larger than the perpendicular heat conductivity, leading to
the a reasonable scrape-off-layer width, as shown in Figure 4.21. The sheath
heat transmission coefficient is set to 5. The achieved temperature is a factor
1.5 too large, compared to [79], leading to increased sputtering and a reduced
impact of temperature spikes due to elms. In future work the simulation of
sputtering in a colder divertor plasma, possibly in a detached state, is of interest.
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Figure 4.18: The divertor temperature just before the elm in this jorek simulation. Contour lines at 5 eV intervals, starting at 15 eV. The private region
is much colder than the sol, and the inner divertor is colder than the outer
divertor. The red line indicates the magnetic separatrix.

Figure 4.19: The divertor density just before the elm in this jorek simulation. A higher density is found along the inner leg in this equilibrium, due to
the uniform density source used, leading to lower temperatures at the inner
divertor. The red line indicates the magnetic separatrix. Contour lines are
drawn at intervals of 1018 m−3 .
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Figure 4.20: The electric potential in the jorek simulation just before the
elm. A circulation zone can be identified in the private region as a region
of positive potential. Particles will be moved poloidally by E×B drifts, to first
order clock-wise around the streamlines around this positive potential region.
The red line indicates the magnetic separatrix.

4.5.2

Sputtering a single pulse

To investigate the lifetime of sputtered particles in the plasma we first investigate the evolution of particles produced in a single sputtering event, where
instantaneously the sputtering calculation with 1 ms of incoming fluid flux
was performed. The sputtered particles are then followed during a few milliseconds. Figure 4.22 shows the sputtered W flux, from the incoming fluids
only, assuming a 4% helium, 3% nitrogen and 0.3% argon concentration following [80]. Additionally the W-W self-sputtering is calculated, as it leads
to a significant increase in the sputtering yield. The inner and outer divertor
contributions are graphed separately. The ionisation state of the impurity
species is calculated as min(𝑍 , 4) where 𝑍 is the atomic number of the impurity. They are assumed to exit the sheath at their own sound speed.
The measured sputtering yield at the strike point is slightly higher than
measured in experiments on asdex Upgrade [81], which can be explained
due to the high nitrogen content in this simulation, which increases the total
sputtering yield.
We can estimate the net prompt redeposition and the particle lifetime from
the number of particles over time. Figure 4.23 shows the number of particles
still in the simulation domain, including and excluding the self-sputtering
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Figure 4.21: Profiles along the jorek simulation boundary at the outer (solid
lines) and inner (dashed lines) divertor targets of electron and ion temperature
(top left), electron density (top right), deuterium particle flux (bottom left) and
deuterium energy flux (bottom right). The 𝑥-axis indicates the length in the
direction of the sol, with 0 at the separatrix. The inner divertor is cooler,
has a higher density and comparable particle fluxes, but a lower deuterium
energy flux than the outer divertor.

contribution. An initial drop on the timescale of a single gyroperiod is seen,
especially in the inset, which repeats the plot on a linear scale. The effective prompt redeposition coefficient is 0.4. After this prompt redeposition
period the particle density decreases on a timescale of several hundred microseconds, as electromagnetic drifts and collisional transport move and diffuse
the particle distribution.
A large fraction of the particles ends up on the divertor plates again, leading to regions of net redeposition along with the erosion zones near the strike
point. Figure 4.24 tracks the net sputtering, redeposition and erosion fluxes
on the inner and outer divertor plates. On the outer divertor a region of
net deposition is found in the private region, which is related to particles
sputtered from the inner divertor moving through the private region towards
the outer divertor. The inner divertor has a region of net deposition in the
far sol, which is related to transport around the sol from the outer divertor.
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Figure 4.22: Tungsten sputtering yield from components of the simulated
plasma (D, 4% He, 3% N, 0.3% Ar) is dominated by the nitrogen contribution,
and by self-sputtering, which significantly increases the total sputtering yield.

4.5.3

Calculating the sputtering and transport equilibrium

The next step is the calculation of the equilibrium tungsten density due to
sputtering and transport in the sol. We do this by enabling a continuous
sputtering source, and tracking the produced particles over time. Figure 4.25
shows the number of tungsten particles in the simulation as produced from
the inner and outer divertors, during several milliseconds. The tungsten density is just starting to saturate. Most particles remain in the sol plasma, with
a significant fraction in the sol and starting from 2 ms onwards an increase
of the core plasma tungsten inventory, reaching 0.6% of the inventory from
the inner target at 3.5 ms, and 0.01% of the inventory from the outer target.
The transport into the core seems to be mostly mediated by E×B drifts near
the top of the plasma, which is more effective for tungsten produced at the
inner divertor.
We can estimate the rate at which tungsten enters the main plasma from
the derivative of the core concentration during the last millisecond of Figure 4.25.
Γ𝑊 ,core = 0.002 ⋅ 1017 / (10−3 s) = 2 ⋅ 1017 s−1 .
(4.28)
This is around 0.05% of the total sputtering rate of 4 ⋅ 1020 across both divertor
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Figure 4.23: Number of tungsten atoms and ions in the plasma after a single
pulse where 1 ms worth of sputtered tungsten is released instantaneously.
The prompt redeposition in the first gyroperiod can be clearly seen, and accounts for 40% of the losses. The dashed lines indicate the particle density
when self-sputtering is disabled. The inset shows the same plot on a linear
scale.
targets, as can be seen in Figure 4.30.
The fraction of particles entering the core plasma can be expected to increase as the sol becomes filled with tungsten on multi-millisecond timescales.
We can already estimate the effective tungsten source from the amount
of tungsten produced during a few milliseconds. The effective total tungsten
source over 3 milliseconds is
𝑆𝑤,eff =

0.7 ⋅ 1017
3 ⋅ 10−3 s

= 0.23 ⋅ 1020 s−1

(4.29)

This is slightly higher than the total integrated tungsten erosion per second as
measured in asdex Upgrade during an entire campaign [82] of approximately
1.4 ⋅ 1019 s−1 . Note that the divertor temperature in this simulation is higher
than the typical asdex Upgrade divertor temperature, and a large amount of
nitrogen impurities are present, which increases the sputtering yield. The increased sputtering during elms has not yet been taken into account yet, and
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Figure 4.24: Erosion and deposition balance along the inner and outer targets, with and without self-sputtering effects. A net deposition region is
found on the inboard side of the inner divertor, as well as on the inboard
side of the outer divertor.
the order of magnitude of sputtering yield roughly matches the experimental
datum. It is also comparable to the Inter-elm sputtering yields in the range
of 0.05–0.2 1020 s−1 measured in jet, which has comparable divertor temperatures, but a larger divertor area [7]. The contribution to the tungsten source
during the elm is there found to be much larger, and will be investigated in
Section 4.6.
A second important factor for the divertor tungsten concentration is the
transport in the sol, where neoclassical transport and electromagnetic drifts
play important roles. To study this we have projected onto the poloidal plane
the tungsten density during 3 milliseconds, as shown in Figure 4.26. A stationary profile is shown to build up in a few milliseconds from an empty
simulation at 𝑡 = 0. The tungsten density at the inner divertor is diminished
in the intermediate sol, though present in the near sol, and the far sol. A significant contribution in the private region is transported by electromagnetic
drifts to the outer divertor, moving around the circulation region identified
in Figure 4.20. There, they contribute to the self-sputtering yield, due to the
high charge of the tungsten atoms by this time.
At the outer divertor the tungsten is transported up the sol, eventually
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Figure 4.25: Number of tungsten atoms and ions in the sol, private flux region and core plasma as sputtered from the inner and outer divertor targets.
A steady state will only be reached on the diffusive timescales in the sol.
filling it and reaching the inner divertor again, where an additional selfsputtering source is found. Tungsten concentrations near the divertor plates
are very high, on the order of several 1017 m−3 , or a few % of the local electron density. The energy loss to the plasma due to the ionisation potential
and radiation is not included in this model, and will be further investigated
in Chapter 6. We can expect some degree of self-limiting of sputtering, with
the temperature of the plasma dropping due to ionisation and radiation from
sputtered tungsten, though the radiation function of tungsten is not very
large at low temperatures and the efficiency of this mechanism needs to be
investigated further.

4.6 Simulating sputtering during an asdex Upgrade elm
In this section we describe the time and place-dependent sputtering yield during a simulation of an elm in asdex Upgrade with jorek. Section 4.6.1 describes the simulation of a small elm, with dominant mode number of 𝑛 = 3,
and particle and density losses of 2.2% and 2.5% respectively. Section 4.6.2
investigates the sputtering yield over time at the inner and outer divertor
targets. During the elm isolated filaments can hit the outer divertor target,
which has been investigated in Section 4.6.3. Finally Section 4.6.4 shows the
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Figure 4.26: Projection onto the poloidal plane of the tungsten impurity
buildup after sputtering in the steady state, from both divertors, during the
first 4 milliseconds. A balance between collisional effects and electromagnetic
drifts is formed. Contour lines drawn at 1015 , 1016 and 1017 m−3 .
evolution of the tungsten density in the sol during an elm with the sputtering
source, neoclassical transport and electromagnetic drifts enabled.

4.6.1

Elm characteristic parameters

The simulated plasma is unstable to an 𝑛 = 3 peeling mode, as found during
the nonlinear time-evolution of the mhd equations with jorek. Figure 4.27
shows a toroidal Fourier decomposition of the kinetic energy, which shows
the 𝑛 = 3 mode and an overtone in the 𝑛 = 6 harmonic, as well as the relative
density and energy losses of 2.5% and 2.2% respectively during the 700 𝜇s the
elm lasts.
The elm leads to a magnetic connection of the pedestal region to the sol,
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which causes the temperatures in the divertor region to increase rapidly, as
can be seen in Figure 4.28. This figure shows the electron and ion temperature as calculated by jorek, the electron density from jorek, the deuterium
particle flux at 𝑛𝑟 = 93% relative density, calculated as
Γ𝑑 = 𝑛𝑒 𝑛𝑟 𝑐𝑠 cos 𝛼,
with 𝑐𝑠 ≡

𝑘𝑏

√ 𝑚𝑖

(4.30)

(𝑇𝑒 + 𝛾 𝑇𝑖 ), 𝛾 = 5/3 and 𝛼 the angle between the magnetic field

and the surface normal. This excludes bulk flows, by taking the strict form of
the Bohm criterion
𝑣𝑠𝑒 ≥ 𝑐𝑠 .
(4.31)
We estimate a heat flux from this using
𝑞𝑠 = Γ𝑑 (2𝑘𝐵 𝑇𝑖 + 3𝑘𝐵 𝑇𝑒 )

(4.32)

where 𝑘𝐵 is the Boltzmann constant and 𝑇𝑖,𝑒 are the temperatures in Kelvin.
This is only a contribution to the total heat flux, and is intended to serve as a
guide to the eye with respect to elm heat loads on the divertor. The third and
fourth panel of Figure 4.28 show these, integrated in the toroidal direction,
on the inner and outer divertor targets during the elm.

4.6.2 Sputtering yield during the elm
The increase in temperature during the elm will massively increase the tungsten source, due to the nonlinear increase of yields with energy. Especially
the tungsten self-sputtering rate is seen to increase, as the average charge
state of redepositing particles increases with temperature, and the energy
gained from traversing the sheath increases with charge, and with sheath potential 3𝑇𝑒 . We simulate 2.2 ms of steady-state sputtering, and then start the
elm simulation. During the linear phase of the elm the steady-state sputtering causes the tungsten density to increase slightly, as after 2 ms the tungsten
distribution in the sol has not yet fully equilibrated.
Figure 4.29 shows the yield on the inner and outer divertor targets, integrated over the entire divertor area, over time. The sputtering yield from all
plasma components increases by a large factor, with 1.5 order of magnitude
increase in deuterium yield, and an order of magnitude increase in tungsten
self-sputtering yield.
The total tungsten inventory in the plasma is also seen to strongly increase
during the elm, with the atoms sputtered from the inner and outer divertor
separately tracked in Figure 4.30.
The spatial variation in sputtering across the divertor plates is also of interest, since the yields, redeposition and associated net erosion vary in space
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Figure 4.27: Mode energies (top) showing the dominant 𝑛 = 3 mode and
overtone in 𝑛 = 6, density losses (middle) of 2.5 % and energy losses (bottom)
of 2.2 % during the 700 𝜇s of the elm.
and time. Figure 4.31 shows the sputtering yield, tungsten redeposition, net
erosion and an estimate of the prompt redeposition fraction. The prompt
redeposition fraction is calculated by evaluating
Γ𝑊 ,𝑝𝑟𝑜𝑚𝑝𝑡 (𝑙, 𝑡)/Γ𝑊 ,𝑠𝑝𝑢𝑡 (𝑙 ± 𝜌𝑊 , 𝑡),

(4.33)

where the plus sign applies to the outer divertor and the minus sign to the
inner divertor, since redeposited particles are deposited on average roughly
𝜌𝑊 away from their starting point⁹, and the spatial variation in sputtering
yield otherwise distorts the measurement. The measured prompt redeposition fraction on the order of 60 % corresponds well to the analysis performed
in Section 4.4. The sputtering yields reach a high of more than 2 ⋅ 1021 m−2 s−1 ,
though the total redeposition in those locations is also very high, and the net
erosion is closer to 2 ⋅ 1020 m−2 s−1 . A redeposition region is visible on the inside of the outer divertor, and on the outside of the inner divertor. This is
most probably due to the drift of previously sputtered ions to these regions.
The peak simulated sputtering yield at the strike point during the elm is a
factor of three lower than that measured on asdex Upgrade [81]. This could
⁹As calculated during simulations of Section 4.4, for 𝑛𝑒 = 1019 m−3 and 𝑇𝑒 between 10 and 50 eV,
at 𝛼 = 0.
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Figure 4.28: Profiles along the inner (left) and outer (right) divertor plates
during the pre-elm and elm phases, integrated over the toroidal direction.
At 1.4 ms a heat pulse reaches the divertor, which causes high temperatures
and enhanced diffusion, leading to lower densities. The top panel shows the
plasma temperature (𝑇𝑒 = 𝑇𝑖 is assumed), the second panel shows the plasma
density, the third panel the deuterium particle flux at a 93 % deuterium content, and the bottom panel shows the associated energy flux.
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be related to the wider sol in our simulations, spreading out the peak power
over a larger area.

4.6.3

Sputtering by isolated filaments

The elm causes filaments of plasma to move outwards from the core, and later
connect to the divertor. These filaments can lead to a nonaxisymmetric heat
load on the divertor, and are mostly seen on the outer side. We investigate the
nonaxisymmetric character of the wall heat loading in Figure 4.32, by plotting
the maximum temperature at any divertor position 𝑇𝑒,max / < 𝑇𝑒 >. Values up
to 10% above the average are found.
Figure 4.33 shows the toroidal and poloidal variation of the temperature
difference compared to the toroidally averaged temperature at the divertor
plates,
2𝜋
1
𝑇𝑒 (𝜑, 𝑙) − ∫
𝑇𝑒 (𝜑, 𝑙)d𝜑.
(4.34)
0 2𝜋

4.6.4

Resultant tungsten density evolution

The elm has an effect both by moving tungsten already in the sol and by
producing new tungsten from physical sputtering. In this section we follow
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Figure 4.30: Number of tungsten atoms and ions in the sol, private region
and core plasma (×10). The elm burst at 1.4 ms increases the total amount of
W particles in the plasma at a very quick pace. After the first phase of the
elm a significant fraction of the particles is lost again. The elm also draws
particles into the core plasma.
the distribution of tungsten in a poloidal snap-shot at 𝜑 = 0. Figure 4.34
shows the tungsten distribution at 250 𝜇s intervals during the elm. A large
quantity of tungsten is sputtered from the divertor, especially in the far sol.
The tungsten distribution in the sol shows a filamentary pattern, probably
caused by E×B drifts due to the elm-induced electric fields. The tungsten
density in the core plasma, within the separatrix, can be seen to increase with
the same filamentary structure. The elm thus seems to move tungsten into the
plasma, while also increasing the tungsten source at the divertor. The radial
motion of tungsten due to elms will be further investigated in Chapter 5.

4.7 Conclusion
This chapter describes the implementation of a sputtering model in jorek
with yields calculated from Eckstein’s fits of trim-sp and srim data. We have
implemented a model for sputtering from the incoming mhd fluid, as well as
from single particles, to properly implement self-sputtering, which is a very
significant factor for the tungsten sputtering yield at higher temperatures.
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Figure 4.31: Toroidally integrated sputtering yields on the inner (left) and
outer (right) divertor plates (top), as well as deposition flux (top middle), net
erosion (bottom middle) and total redeposition fraction (bottom). From the
sputtering yield and net erosion we can estimate a total redeposition fraction
of around 90% at the first peak on the outer divertor, significantly more than
the prompt redeposition fraction of approximately 60 %. Contours have been
drawn on data smoothed with a Gaussian filter with 𝜎𝑡 = 24, 𝜎𝑙 = 8.
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Figure 4.32: Nonaxisymmetry of the temperature (maximum temperature
normalised by mean temperature) in percent, over time. Filaments reaching
the target lead to a localised increase in temperature and heat deposition, and
can be identified here to be must stronger on the outboard side, leading to up
to 10% perturbation in the temperature.
A new finite element model is constructed for the 2D edge of the jorek domain, which is used to discretise the sputtering yield and other quantities, for
sampling of new particle positions and for analysis of simulations.
Particles are emitted with a Knudsen cosine distribution in angle with
respect to the surface normal, and with a Thompson velocity distribution.
The ionisation and recombination cross-sections are taken from open-adas
data, which enables us to consistently model prompt redeposition, including
the effect of multiple ionisations.
We derive a new expression for prompt redeposition including the distribution of ionisation path lengths, which match our simulations, and lead to a
prompt redeposition fraction at high temperatures 2 times lower than previous results. Simulations including multiple ionisations show that the prompt
redeposition fraction drops to around 60 %, compared to around 99 % for the
single ionisation case. Multiple ionisations are thus extremely important to
include when modelling prompt redeposition.
The new sputtering model is applied to a simulation of an asdex Upgrade
inter-elm period, where the sputtering yield found corresponds roughly to
experimental erosion measurements, and the spatial distribution of sputtered
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tungsten can be found. Of the sputtered tungsten around 0.05% enters the
core plasma, with the rest staying in the sol or private region or being redeposited.
Subsequently the sputtering sources are calculated in a simulation of a
small asdex Upgrade elm, where an increase in sputtering yield of more than
an order of magnitude is found, mostly due to tungsten self-sputtering. Tungsten impurities present in the sol are seen to be pulled into the core plasma
in a filamentary structure. The core tungsten influx is increased during the
elm by around a factor 10.

4.8

Future work

Important next steps for this model include a direct quantitative benchmark
against tungsten sputtering results from experiments, and a more extensive
model for the sputtered tungsten and its prompt redeposition. The next sections describe briefly the improvements that can be made.
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Figure 4.34: Poloidal plane snapshot of tungsten density at 𝜑 = 0 at 250
𝜇s intervals during the elm. A significant increase in the divertor tungsten
density can be seen, as well as filamentation of the sol tungsten density due
to the flow patterns induced by the elm. White contour lines are drawn at
1015 , 1016 and 1017 m−3 , and the separatrix is drawn in red.
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Magnetic presheath

Currently the sheath potential is assumed to be present only in the Debye
sheath, where the jorek domain ends. For a redeposition calculation at higher
temperatures and densities it is important to include the effect of the potential in the Magnetic Pre-Sheath (mps) which pulls the tungsten towards the
target plates [83].

4.8.2

Charge exchange

The currently used atomic data, the 50_w set from OPEN-ADAS, do not contain any charge exchange cross-sections for tungsten and hydrogen, which
could influence the neutral tungsten path lengths and alter the prompt redeposition fraction.

4.8.3

Incoming ion energy distribution

In the sputtering model we now use a single incoming ion energy for computational simplicity, and due to the lack of better modelling of the velocity distribution in jorek. Due to the nonlinearity of the sputtering yield it
could be important to include the long tail of the ion energy distribution function (iedf), since these particles can sputter much more effectively than their
slower brethren.
Depending on the plasma properties in the sol different models are appropriate, as illustrated in Figure 4.35. In future work the effect of these distributions can be evaluated, at the cost of more computational effort, since
the bulk of the distribution sputters much less effectively than the tail. We
have implemented distribution (E) from Figure 4.35. Preliminary results show
a higher sputtering yield due to the tail of the distribution combined with the
increase in yield at higher energies.

4.8.4

Angle of incoming particles

Ions entering the sheath will be deflected towards the surface normal by the
electric field. Depending on the angle of the magnetic field to the surface Ψ
different impact angles are probable [85]. For shallow incidence, with large
Ψ, the impact angle 𝜃 ≡ 𝛼 tends to be large also.
Figure 4.37 shows the dependence of the sputtering yield on energy and
angle of incidence for tungsten-on-tungsten sputtering. For pure crystalline
surfaces the sputtering yield can vary over orders of magnitude with angle
of incidence. In fusion devices this effect is much less pronounced, since the
surfaces have more roughness, which limits the occurrence of large angles of
incidence, and due to the presence of a plasma sheath, which deflects particles
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Figure 4.35: Analytical predictions of ion velocity distributions at the sheath
edge for cold, collisionless ions (A, 𝑇𝑖 = 0, 𝜈𝑖∗ = 0), cold, collisional ions (B,
𝑇𝑖 = 0, 𝜈𝑖∗ > 0), warm, collisionless ions (C, 𝑇𝑖 = 𝑇𝑒 > 0, 𝜈𝑖∗ = 0) and warm,
collisional ions (D, 𝑇𝑖 = 𝑇𝑒 > 0, 𝜈𝑖∗ > 0). (E) indicates a shifted Maxwellian
with M = 1. Figure from [84].
towards the surface, leading to lower angles of incidence. While we have implemented the calculation of sputtering coefficients depending also on impact
angle of the particle we will use the normal incidence sputtering coefficients
in the remainder of this chapter, due to the unavailability of relevant surface roughness data. In the future it can be considered to improve upon this
by combining a surface roughness model with particle-in-cell (pic) simulations of the incoming angle distribution function (iadf), like those performed
in [85].
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sputtering yield 𝑌𝑊 ,𝑊 (𝐸, 𝜃)
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Figure 4.37: The sputtering yield for tungsten impinging on a tungsten target at various energies and impact angles. Figure adapted from [70]. 𝜃 = 0
indicates normal incidence.

Chapter 5

Tungsten transport due to
Edge-Localised Modes¹
5.1

Abstract

Impurity accumulation in the core plasma leads to fuel dilution and higher
radiative losses that can lead to loss of H-mode and to thermal collapse of the
plasma and eventually even to a disruption in tokamaks. In present experiments, it has been shown that elms at sufficiently high frequency are required
to prevent W accumulation in the core, by expelling impurities from the edge
plasma region, thus preventing their penetration into the plasma core. We
present a full-orbit particle extension of the mhd code JOREK suitable for simulating impurity transport during elms. This model has been applied to the
simulation of an elm crash in asdex Upgrade, where we have quantified the
displacement of W particles across flux surfaces. The transport mechanism
is shown to be the particle E×B-drifts due to the electric field created by the
mhd instability underlying the elm. In- and outwards transport is observed
as a series of interchange motions leading to a superdiffusive behaviour. This
causes particles near the plasma pedestal to move outwards, but also particles
outside of the pedestal to move inwards. This has important consequences
for operation with W in iter, where it is expected to be screened in the pedestal, and elms are shown here to increase the core W density. A comparison
with existing diffusive modelling is made, showing a qualitative agreement
and the limitations of this simplified modelling approach.
¹This chapter has been published in the journal Physics of Plasmas as D. C. van Vugt, G. T. A.
Huijsmans, M. Hoelzl and A. Loarte. ‘Kinetic modeling of ELM-induced tungsten transport in a tokamak plasma’. In: Phys. Plasmas 26.4 (Apr. 2019), p. 042508. doi: 10.1063/1.5092319 and is reproduced
here.
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5.2 Introduction
Tokamak operation with tungsten (W) plasma facing components (pfcs) has
many operational advantages regarding fuel retention and lower wall erosion,
leading to increased lifetime of the pfcs. The pfc of the iter divertor will be
tungsten [87]. The main drawbacks for its application in fusion reactors concern W contamination of the core plasma and melting of the pfcs by transient events; although the melting temperature for W is the highest of any
metal the energy fluxes in these events in a fusion reactor are expected to
be large enough to potentially cause W pfc surface melting [88]. Sputtered
W accumulating in the core plasma leads to higher radiative losses that can
cause a back-transition from H- to L-mode, a thermal collapse of the plasma
or even a disruption. Relative W concentrations in the range of a few 10−5
are expected to significantly decrease fusion performance in iter and next
step devices [89]. This pollution must be controlled to have reliable H-mode
operation, for instance by triggering frequent elms with pellet injection or
by vertical position oscillations. elms at sufficiently high frequency can prevent W accumulation in the core [10], by expelling impurities from the edge
plasma region [8, 9]. This effect is more pronounced for high-Z impurities
given the large inwards edge neoclassical pinch that they are subject to and
the ensuing edge impurity density peaking in present experiments. The effect of elms on high-Z impurity outflux in iter, however, remains uncertain
given the expected impurity screening in the plasma pedestal [90]. There is
circumstantial evidence that in some cases elms can contribute to the increase
of W influx in the core plasma that leads to an increase of edge radiation and
a decrease of the pedestal temperature [91].
Besides preventing accumulation in the core, elms also play a role in creating impurities. The higher heat fluxes and plasma temperatures in the divertor region during an elm greatly increase the sputtering yields and cause
most of the impurity production [7]. It is thus important to keep the power
fluxes impinging onto the divertor during elms at a sufficiently low level that
avoids melting of the W pfcs and large W impurity production. Calculating
this impurity production and subsequent neoclassical transport in JOREK is
currently under investigation but out of the scope of this article.
Heavy impurities can be transported up the field lines and neoclassically
inwards by the temperature gradient force, until a balance with temperature
screening effects is established. During the inter-elm period this sets up a
density profile, often with a peak in the pedestal top region, which is then
altered strongly by the elm [90, 80].
The mhd instability causing the elm creates strong electric fields, leading
to perpendicular E×B flows with an rms velocity of hundreds of m/s in the
peeling-ballooning mode vortices in the outer regions of the plasma. This is
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much faster than either neoclassical or turbulent transport. Here, the transport of W due to the elm mhd instability is evaluated by tracing the full orbits
of collisionless Tungsten ions in the 3D perturbed electric and magnetic fields
obtained from a JOREK [14, 31] nonlinear mhd simulation of an elm in asdex
Upgrade [49].
This will provide insight into the nature of radial heavy impurity motion
due to elms, which is important for present experiments and the extrapolation to iter. In iter, while unmitigated type-I elms are unacceptable in
the 15MA plasma current experiments they are potentially acceptable at the
half-current scenarios (up to 7.5 MA) [88]. Mitigated small elms, such as
those triggered by pellet injection or by vertical kicks [92] are characterised
by the same underlying mhd mode (i.e. ballooning-peeling mode), leading to
an interchange motion of the tungsten distribution similar to that shown in
the rest of this paper.
In this paper, we provide insight into the nature of this motion and the underlying physical mechanisms. Relevant questions are for instance whether
the motion is caused by electric or magnetic field fluctuations, and to what
extent it can be described by a convection-diffusion model.
In Section 5.3 we introduce the kinetic particle extension to JOREK and
explain the numerical methods used. Section 5.4 contains results for particle
transport in a realistic multi-mode (𝑛 = 1..8) simulation of a type-I elm in asdex Upgrade. We will discuss the validity of 1D diffusive elm flushing modelling in Section 5.5. In Section 5.6 we summarise our findings and indicate
directions for future research.

5.3

Full-orbit particle tracking in nonlinear mhd simulations

To simulate W motion in time-varying fields, we have implemented a kinetic particle tracer and coupled it to the nonlinear mhd code JOREK [14, 31].
This section describes the algorithms used and provides an overview of the
implementation. A diagram of the code operation is shown in figure 5.1. A
more detailed description of this particle extension, including a feedback from
the impurity distributions and the associated losses to the plasma (radiation,
ionisation, etc.) into the reduced mhd equations can be found in [86].
The charged particle trajectories are determined by the Lorentz force F =
𝑞 (E + v × B), leading to orbits around the magnetic field lines. These are integrated with the well-known Boris integrator [41], a leapfrog type scheme [21].
The positions and velocities are staggered in time, shifted by Δ𝑡/2. The velocities are known at the half time steps, v𝑛+1/2 and the positions are known
at the full time steps x𝑛 . The equation is written in centred difference form,
where the magnetic term is centred by averaging v𝑛−1/2 and v𝑛+1/2 , follow-
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Figure 5.1: Schematical view of the operations in the JOREK particle tracer.
Events are used for diagnostic output, as well as for reading new JOREK output files.

ing [42]. The electric and magnetic fields are interpolated from the JOREK
simulation at the particle location at the full time steps x𝑛 .
v𝑛+1/2 − v𝑛−1/2
v𝑛+1/2 + v𝑛−1/2
𝑞
= [E +
× B] ,
Δ𝑡
𝑚
2
If we substitute v𝑛+1/2 = v+ +
entirely and we are left with

𝑞E Δ𝑡
𝑚 2

v+ − v−
Δ𝑡

and v𝑛−1/2 = v− −

=

𝑞
2𝑚

(v+ + v− ) × B

𝑞E Δ𝑡
𝑚 2

(5.1)

into (5.1), E cancels

(5.2)

which produces a pure rotation of the velocity vector due to the magnetic
field, leading to the energy-conservation properties of the Boris method. Ex𝑞Δ𝑡
with 𝑓 ′ = tan(𝑓 |B|)/|B|
tra accuracy is obtained here by replacing 𝑓 =
2𝑚
to reproduce the gyrofrequency exactly. In the JOREK cylindrical coordinate
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system (𝑅, 𝑍 , 𝜑) [31] the position update is determined as [44]
𝑅 𝑛+1 =

√(𝑅

𝑛

𝑛+1/2

+ 𝑣𝑅

2

𝑛+1/2

Δ𝑡) + (𝑣𝜑

Δ𝑡)

𝑛+1/2

𝑍 𝑛+1 =

𝑍 𝑛 + 𝑣𝑍
𝜑 𝑛 + sin−1 (

𝜑 𝑛+1 =

𝑛+1/2
𝑣𝜑
Δ𝑡

𝑅 𝑛+1

2

(5.3)

Δ𝑡

(5.4)

).

(5.5)

Finally the velocity vector 𝑣 𝑛+1/2 is rotated to match the change in 𝜑
𝑛+1/2

𝑣𝑟

𝑛+1/2
𝑣𝜑

→
→

𝑛+1/2

cos 𝛼 𝑣𝑅
− sin 𝛼

𝑛+1/2
𝑣𝑅

𝑛+1/2

(5.6)

𝑛+1/2
𝑣𝜑

(5.7)
(5.8)

+ sin 𝛼 𝑣𝜑
+ cos 𝛼

where 𝛼 = 𝜑 𝑛+1 − 𝜑 𝑛 .
The accuracy of the pusher is tested in appendix H in an axisymmetric,
stationary JOREK equilibrium through conservation of energy and canonical
toroidal momentum 𝑃𝜑 , showing the expected second-order scaling of the
Boris method, and leading to a time step requirement of 10−8 s or smaller for
acceptable accuracy. We choose a time step of 10−9 for extra safety margin.
After each particle position update, the new JOREK element-local coordinates need to be calculated, since the isoparametric finite element discretisation in JOREK [31], mapping the element-local coordinates 𝜉 = (𝑠, 𝑡, 𝑖elm ) to
real-space coordinates x = (𝑅, 𝑍 ) is not analytically invertible. We can calculate the new element-local coordinates 𝜉 by using Newton’s method to solve
x = 𝐹 (�). Since space in the elements is typically only weakly distorted, this
converges in only a few iterations. We use a tolerance here of 10−12 m in the
𝐿2 -norm. Particles that leave the domain are assumed to be lost.
To speed up the search when no nearby position is known, e.g. in the
beginning of the simulation, we implement an R-Tree [51] which indicates the
possible elements containing a point x. Then we use several starting points
in this element as initial guesses for the same algorithm described above.
An interpolation in time between the output files of JOREK is also required, which are generally not equidistant in time. For this we use thirdorder Hermite-Birkhoff interpolating functions, with the local derivatives estimated using non-uniform second order finite differences, a slight improvement on the method employed in [46]. This yields a 𝐶 1 -continuous interpolation, which is important since the toroidal electric field is related to the
time derivative of the poloidal magnetic flux 𝜓 in the JOREK reduced mhd
models [93].
Particle positions are initialised by a rejection sampling algorithm, which
can take arbitrary functions of the mhd and space variables, but is used to
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sample uniformly in this work. Once the particle positions have been chosen,
the velocity is sampled from the local Maxwellian velocity distribution and
the charge is sampled from the coronal equilibrium charge state distribution. No other particle sources, like sputtering, are implemented, since any
sputtered particles are very unlikely to make it into the core plasma during
this simulation of a single elm crash.
After each particle step the ionisation and recombination probabilities in
that time are calculated from the adas adf11 dataset, at the interpolated local
electron temperature and density. Charge-exchange processes are not included. The particle charge is then updated by drawing two uniform random numbers 𝑢𝑖 , 𝑢𝑟 on [0, 1] and ionising or recombining if the probability is
greater than 𝑢𝑖 or 𝑢𝑟 respectively.
This code improves upon earlier modelling of W transport in stationary
fields (for instance impgyro [94], solps [95]) by having time-dependent electromagnetic fields. The plasma background evolution is not affected by impurity dynamics.
Particle-background collisions are not included in the present model as
a first approximation, since the collisional slowing-down time 𝜏𝑠 , seen in
Table 5.1, is comparable to the correlation time of the E×B drift velocity caused
by the elm (the elm eddy turnover time of ∼ 100𝜇s) and the E×B drifts move
every species in the plasma equally. This indicates that the influence of collisional processes on elm-induced particle motion is limited. The particlebackground collisions are however necessary for longer-time simulations, for
instance to model impurity accumulation in the inter-elm period, which we
intend to address in future work.
Additionally it is important to note the length of the bounce time 𝑡𝑏 and
the slow sound speed, noted in Table 5.1 for several devices. This means that
W ions do not make many toroidal turns during an elm crash, since their
parallel velocity is low. This limits the contribution of radial W transport due
to parallel motion along ergodic field lines, which will be further detailed in
the next section.

5.4 W transport in an asdex Upgrade elm
We follow W impurity particles initialised uniformly throughout the volume
in a JOREK simulation of a convective type I asdex Upgrade elm (#33616) [49,
50], with parameters as in Table 5.1. The simulated elm-induced density
losses are 7% and the duration is 2 ms, in good agreement with experimental
results, indicating that E×B convective losses, causing the density losses, are
reproduced realistically in the elm simulation. The initial unstable mode is
an 𝑛 = 6 peeling-ballooning mode, which later couples to 𝑛 = 5 and other
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Table 5.1: Typical values of W properties at the plasma core, top and bottom
of the density pedestal. The temperature 𝑇 , in keV, density in 1020 [m−3 ], the
safety factor 𝑞, the most probable charge state 𝑞mp , the sound speed 𝑐𝑠,𝑊 in
km/s, the gyrofrequency 𝜔𝑔 in MHz, the gyroradius 𝑟𝑔 and the average banana
orbit width 𝑤𝑏 in mm, the average banana orbit period 𝑡𝑏 in ms, the Coulomb
logarithm ln Λ and the collisional slowing-down time 𝜏𝑠 in ms, assuming a 0
and 1% concentration of beryllium in the plasma.
asdex Upgrade [96, 50]
Core Top
Bottom
𝑇
𝑛𝑒
𝑞
𝑞mp
𝑐𝑠,𝑊
𝜔𝑔
𝑟𝑔
𝑤𝑏
𝑡𝑏
ln Λ
𝜏𝑠
𝜏𝑠

[keV]
[1020 m−3 ]
= 1/𝜄
[e]
[km/s]
[MHz]
[mm]
[mm]
[ms]
[ms]
[ms] (1% Be)

3
0.7
1
42
69
8
1.1
40
2
15
0.17
0.13

0.6
0.5
5
24
31
4
1.0
50
4
13
0.07
0.05

0.1
0.1
6
14
13
2
0.7
40
10
12
0.09
0.07

Core
5
1.0
1
47
88
8
1.5
60
3
15
0.20
0.16

jet [97]
Top Bottom
1.5
0.5
3
30
48
4
1.5
40
2
14
0.16
0.13

0.1
0.1
6
14
13
2
0.9
50
2
12
0.07
0.05

iter 15MA [98]
Core Top Bottom
30
1.2
1
65
220
27
1
10
0.5
17
1.1
0.9

4.5
0.8
3
45
80
15
0.7
20
3
15
0.2
0.15

0.3
0.5
6
19
20
6
0.4
20
19
12
0.04
0.03

toroidal mode numbers, in bursts with an approximate period 0.2 ms and
duration of 0.1 ms. The 𝑛 = 3 − 5 modes are dominant, with 𝑛 > 6 remaining
strongly subdominant in this simulation, which includes diamagnetic flows.
The energy losses are 2.5%.
Non-linear mhd simulations of elms at the low, experimental, values of
the resistivity are challenging due to the small scale lengths in the current
density at low resistivity. In this case, the resistivity is almost exactly matching the Spitzer resistivity with neoclassical corrections, differing by only a
factor 4.² This can be considered the state of the art of what is presently possible in nonlinear mhd simulations of elms. In this regime of low resistivity a
further decrease by the factor of 4 is not likely to have a significant influence
on the global size of the vortices and the E×B flow velocities.
To start the particle simulation, a total number of 10 million particles
are sampled from a Maxwellian velocity distribution at the local background
plasma temperature, with charge states determined from the coronal equilibrium distribution.
We then trace the paths of these particles in the nonlinear fields of the elm
simulation with a time step of 10−9 s, which has been chosen after a conver²In the original publication [49] a factor of 8 was mentioned, since neoclassical corrections were
not taken into account there.
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Figure 5.2: Projection onto the poloidal plane of the paths of characteristic
particles starting with 𝜓𝑛 ∈ [0.895, 0.905] (region shaded in grey). Different
behaviours are observed, such as trapping and fast radial motion. The outer
thin grey line is the separatrix. Particle paths are coloured for clarity.
gence study shown (Appendix H). The particles make large radial excursions
inwards and outwards during the elm crash. In Figure 5.2 we show characteristic paths of particles that started with 𝜓𝑛 ∈ [0.895, 0.905]. 𝜓𝑛 is the poloidal
magnetic flux, normalised to be 0 at the magnetic axis and 1 at the separatrix.
To investigate the motion of particles in the whole plasma due to the elm
we group all particles into a set of rings in 𝜓𝑛 . The number density of particles
from a specific ring is reconstructed using a Gaussian kernel density estimator on the number of particles with a specific 𝜓𝑛 and dividing by the flux
𝑑𝑉
surface volume differential . This reconstruction is shown at every 0.5 ms
𝑑𝜓𝑛

during the elm in Figure 5.3. They show the spread in location of particles
that started in a specific interval in 𝜓𝑛 . Particles that originated near the top of
the density pedestal can be found inside up to 𝜓𝑛 = 0.75, and outside the separatrix. Particles outside of the separatrix have moved inwards or have been
lost to the wall and divertor. Transport to and from the private region (not
shown in the figure) is small, in agreement with experimental observations
that show elm transport being outwards in the sol.
There are two candidate mechanisms for radial transport, the E×B-drift
and the parallel transport of W along an ergodic magnetic field, which has
small radial excursions leading to radial transport. We can differentiate these
by disabling the effect of the non-axisymmetric electric or magnetic field,
caused by the peeling-ballooning mode, on the particles. To test this we plot
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Figure 5.3: Spreading of particles grouped in rings due to an elm. The inward
radial penetration of an elm can be seen to increase during the whole elm
crash up to 𝑡 = 2 ms. The top row contains the flux-surface averaged electron
density every 1 ms after the onset of the elm. The next rows contain the
evolution of various tungsten density rings every 0.5 ms.
in Figure 5.4 the distribution of a single ring of particles over time with and
without electric field perturbation, and with and without magnetic field perturbation. Disabling the non-axisymmetric component of the magnetic-field
perturbation leads to no significant changes in the W density distribution. In
all cases where the non-axisymmetric component of the electric field is zero
no significant radial transport is visible. The electric field is thus a necessary ingredient for radial particle motion, which indicates the E×B-drift as
the cause. The E×B-drift is parallel to the isolines of the potential perturbation in the poloidal plane to first order in |∇𝜓 |/|𝐹0 |, drawn in figure 5.5. The
radial E×B-drift velocity is shown in Figure 5.6 at 0.5-ms intervals after the
start of the elm. The figure shows the E×B-drift velocity distribution be timevarying and present far into the core plasma, with radial velocities of up to
5000 s−1 , which indicates a drift of one minor radius in 0.2 ms. There is no
preferential radial direction, i.e. the distributions are symmetric around the
point of zero radial motion.
We compare the W particle radial motion with the E×B-drift velocity in
Figure 5.7, for particles just inside the top of the pedestal, during a short
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Figure 5.4: Redistribution of a set of particles starting at 𝜓𝑛 ∈ [0.87, 0.88],
shown at 𝑡 = 0, 1, 2 ms. The top row has no magnetic perturbations, the right
column has no non-axisymmetric electric field. The groups are reconstructed
through Gaussian kernel density estimation with a smoothing factor of 0.002.
The difference between rows indicates that the electric field perturbation is
necessary for the redistribution, whereas the rows are similar, indicating the
limited effect of the magnetic field perturbations.
period around 𝑡 = 1.025 ms. It shows a Gaussian core with longer tails, with
approximately exponential decay. The distribution is also almost symmetric,
with a mean value of -1.6 s−1 meaning that as many trajectories move inwards
as outwards at this point. The measured distribution is in close agreement
with the radial E×B-drift velocities in s−1 :
𝑣𝜓𝑛 =

E×B
⋅ ∇𝜓𝑛 .
|𝐵|2

(5.9)

The motion of W particles due to the elm can thus be characterised as
a localised interchange motion, with roughly similar proportions of particles
moving radially inwards and outwards. This will act to flatten any steep density gradients.
To look at time-resolved motion, we compare the kinetic energy of the
mhd perturbation against 𝑣𝑟 and 𝑣𝑟2 , the first and second moment of the particle
velocity distribution at each radial location in Figure 5.8 during 2 ms after the
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Figure 5.5: The velocity stream function 𝑢 of the elm fields (left) with an inset
including also E×B drift of particles in an elm at 𝑡 = 0.3 ms. Arrows indicate
the direction of the drift, with the colour indicating the magnitude |𝑣| and √|𝑣|
as the length. The velocity stream function isolines are collared with the local
velocity magnitude |𝑣|. Labels below the inset indicate the value of 𝜓𝑛 .
elm onset. These are calculated as
1 𝑁
∑ (𝜓 𝑖+1 − 𝜓𝑛𝑖 )𝑗
𝑁 Δ𝑡 𝑗=1 𝑛

(5.10)

1 𝑁
2
∑ (𝜓 𝑖+1 − 𝑣𝑟 (𝜓𝑛𝑖 , 𝑡)Δ𝑡 − 𝜓𝑛𝑖 )𝑗 ,
𝑁 Δ𝑡 2 𝑗=1 𝑛

(5.11)

𝑣𝑟 (𝜓𝑛 , 𝑡) =
and
𝑣𝑟2 (𝜓𝑛 , 𝑡) =

where 𝑗 numbers the radial bins and i numbers the snapshots, at intervals
of Δ𝑡. There is a clear correlation between the peaks in kinetic mode energy
𝐸kin and 𝑣𝑟2 , which characterises the strength of the interchange motion. This
shows that the radial transport is intermittent on the timescale of the eddy
turnover time 𝜏 = 0.18 ms.
To find the effect of this elm on a specific W density distribution we weigh
the uniformly distributed particles with three initial profiles and calculate
the time-evolution. The first is a W impurity profile which resembles that
of the electron density in H-modes, shown in Figure 5.9. We show that the
elm causes a net movement of particles into the sol coming from the region
𝜓𝑛 ∈ [0.75, 0.95]. The density that establishes there is roughly half the initial
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Figure 5.6: Radial E×B-drift velocity distribution function 𝑣𝑟 for radial locations 𝜓𝑛 ∈ [0.5, 1.1], normalised per flux-surface and coloured in log-scale, at
0, 0.5, 1.0, 1.5 and 5 ms after the start of the elm.

density inside the pedestal. At 𝜓𝑛 = 0.85 − 0.9 ,the density does not change
much after the first millisecond, while further inside the plasma, particles are
still moved outwards.
The second W profile, in Figure 5.10, has a maximum near the pedestal
top. This has been observed in experiments when the density and temperature pedestals are not aligned [99]. This local W pedestal peak disappears
completely during the elm. Most of the particles in the peek region are moved
outside of the pedestal. This corresponds well to results in earlier modelling
of edge transport of W [78]. Besides this, the behaviour is similar to that
shown in Figure 5.9.
Finally, in Figure 5.11 we look at a distribution where W is temperaturescreened, leading to W profiles which are hollow in the pedestal region. In
this case, we obtain large particle losses to the divertor and wall, and inward
penetration of 10-20% of W. From our results, it becomes clear that W expulsion by elms, when there is good W screening in the pedestal, will be very
ineffective as also identified with a diffusive elm model [90, 100], and a few
10 % of the W outside the pedestal can actually be transported inside it in
some cases by the elm crashes.
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Figure 5.7: Radial velocity distribution of particles with 𝜓𝑛 (𝑡0 ) ∈ [0.94, 0.96],
integrated over 𝑡 = 1.0 − 1.05 ms, and radial E×B-velocity in the same 𝜓𝑛 at
t=1.025 ms. The inset shows the same plot on a linear scale. The radial drift
velocities found agree very well with the E×B-drift velocities.

5.5

Comparison with 1D diffusive models

Simple 1D diffusive models are commonly used to estimate the effect of elms
on impurity distributions, such as in [78, 9]. The peeling-ballooning mode
vortices lead to an interchange-type mode which is however not properly
described in 1D by a diffusive model, since the trajectory of the particle depends on the mode phase and not just on the radial position. The strength
of the E×B-drift varies locally with the mode amplitude, on a length scale
comparable to the radial excursions of the particle, i.e. the ballistic length of
transport is comparable to the system size. Additionally, the characteristic
time scale of the particle radial velocity, the eddy turnover time 𝜏 = 0.18
ms, indicates that, since diffusive-like behaviour can only be seen after many
ballistic times, a diffusion coefficient can only be defined on a time scale of
multiple milliseconds. Nonetheless, it is relevant to compare the performance
of diffusive models with the full trajectory calculations in this paper, to see
how they perform.
We can make a rough estimate of a diffusion coefficient from the length
scale and typical velocity, at for instance 𝑡 = 1.0 − 1.05 ms at 𝜓𝑛 = 0.95 by
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Figure 5.8: Top pane shows the plasma density loss over time (blue) and
the kinetic energy of the mhd perturbation (orange). Below that, the kinetic
energies in different toroidal harmonics with dominant mode numbers n=1-6
in agreement with experimental observations [50]. The lower middle pane
shows the mean radial velocity, and the bottom pane shows the mean square
of radial velocity, both averaged over Δ𝑡 = 2 ⋅ 10−5 s.
calculating the rms of the radial velocity distribution in Figure 5.7, √⟨𝑣𝑟2 ⟩ =
497 /s. Multiplying this with the approximate vortex radius (See Figure 5.5)
𝑟𝑣 = 0.015 gives us
𝐷𝜓𝑛 ≈ √⟨𝑣𝑟2 ⟩𝑟𝑣 = 7.5 /𝑠.
(5.12)
To estimate the magnitude of the diffusion coefficient in m2 /s we can multiply
this by the flux-surface average of 1/|∇𝜓𝑛 |2 , which is (at 𝜓𝑛 = 0.95) 1.51 m2 ,
corresponding to 𝐷𝑟 ≈ 11 m2 /s which is comparable to the diffusion coefficients used in literature [78, 9], though, since only two rows of vortices are
present the diffusive effects will be highly localised.
Additionally, from the microscopic trajectories, we can estimate a local
diffusion coefficient. In a homogeneous medium and on timescales much
longer than that of the driving force, this can be measured from the meansquared displacement
2

2𝐷𝜓𝑛 𝑡 = ⟨(𝜓𝑛 (𝑡) − 𝜓𝑛 (0)) ⟩ ,

(5.13)

where 𝜓𝑛 denotes the position of a specific particle and the brackets denote
an average over all particles in a region. In this case it is complicated by the
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Figure 5.9: A W impurity distribution with a profile similar to that of the
electron density before an elm, and at 0.5 ms intervals.
locality of the driving forces in space and time. The time of our measurement needs to be small enough for the particles not to encounter significantly different diffusion coefficients. This means that our integration time
must be much smaller than the elm burst period. In space, we have the locality requirement as √2𝐷𝜓𝑛 𝑡 ≪ 0.05, which is approximately the radius of the
ballooning mode structure of the elm. A scan of analysis time steps shows
𝑡 = 0.02 ms to be a suitable period, with the calculated 𝐷𝜓𝑛 not changing
significantly for larger time steps.
We can then determine transport coefficients from the moments of the
particle radial velocity distribution, shown in Figure 5.8. The effective radial
velocity contains both the real radial velocity as well as the contribution due
to the spatial gradient of the diffusion coefficient driven by the divergence of
the flux proportional to ∇𝑛,
𝜕𝑛
𝜕𝑡

= 𝐷∇2 𝑛 + (∇𝐷 − 𝑣𝑟 ) ⋅ ∇𝑛 − (∇𝑣𝑟 )𝑛.

(5.14)

Where the radial velocity 𝑣𝑟 is closely related to the average radial E×Bdrift
of −0.4 /s, which varies very little during the elm, and thus negligible compared to the ∇𝐷 radial velocity. We can obtain an estimate of the diffusion
coefficient 𝐷𝜓𝑛 from the second moment of the position distribution function,
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Figure 5.10: Profile of a distribution with edge W density peaking, which can
be caused due to neoclassical transport when the temperature and density
pedestals are not coincident, at 0.5 ms intervals after elm onset.
as
𝐷𝜓𝑛 (𝜓𝑛 , 𝑡) =

Δ𝑡 2
𝑣 .
2 𝑟

(5.15)

To perform one-dimensional modelling, we calculate a time average over the
elm of 𝐷𝜓𝑛 to obtain a smooth 1D profile, localised between 𝜓𝑛 = 0.80 and
𝜓𝑛 = 1.05, as seen in Figure 5.12.
We follow the evolution with our 6D model, with the 1D coefficients derived above as well as with one-dimensional diffusion coefficients approximated from [78], shown in Figure 5.12. These have been chosen to reproduce
experimental elm flushing behaviour [78] in strahl [101]. This has negligible 𝑣/𝐷 during the elm, and for 𝐷 a Gaussian profile with height 20 m2 /s,
centre 2 cm inwards from the separatrix and 𝜎 = 3.5 cm, which we translate
to 𝜓𝑛 -coordinates³ as
2

𝐷ref = 6.5 ⋅ exp (

−(𝜓𝑛 − 0.98)
2 ⋅ 0.0282

)

(5.16)

³using the flux-surface average of 1/|∇𝜓𝑛 |2 , which is (at 𝜓𝑛 = 0.95) 1.51 m2 as a length scale.
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Figure 5.11: Profile of a W density distribution with dominant screening in
the pedestal at 0.5 ms intervals after elm onset.
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Figure 5.12: The calculated diffusion coefficient, a fit with a Gaussian (𝐴 =
4.2, 𝜇 = 0.94, 𝜎 = 0.05) and the diffusion coefficient used in [78].
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where we kept the diffusion coefficient constant over time (instead of linearly decreasing), since this corresponds better to the character of radial and
interchange motions seen in Figure 5.8, but have decreased the strength by
a factor of 2 to compensate. It is peaked slightly further outwards than our
derivation from particle trajectories.
In the 1D modelling we include a sink in the sol, modelled as in [78] with
a parallel connection length 𝐿∥ = 50 m, a loss frequency
𝜈∥ =

2𝑣∥,𝑊
,
𝐿∥

(5.17)

an impurity velocity
𝑣∥,𝑊 ≈ 𝑣∥,𝐷 = 𝑀

𝑘𝐵 (3𝑇𝑖 + 𝑇𝑒 )
= 10km/s
𝑚𝐷
√

(5.18)

at 𝑇𝑖 = 𝑇𝑒 = 100 eV, with a Mach number of 0.07. This leads to 𝜈∥ = 387 /s,
corresponding well with the estimate we can make from the evolution of the
impurity distribution in Figure 5.11, where 50% of the sol density is removed
− ln(0.5)
in 2 milliseconds, leading to 𝜈∥,est =
= 346 /s.
2ms
In the case where all impurities start inside the pedestal, i.e. Figure 5.13,
the Dux diffusion coefficients overestimate flushing into the far sol, but reasonably reproduce the total amount of flushing. The inwards extent of the
impurity flushing is however not reproduced well by either of the models.
Particles are drawn from much farther inside the plasma than the diffusive
modelling suggests. In the related case, including edge peaking of the impurity distribution, the behaviour is similar 5.14.
The inverted profile, where W is screened and the concentration outside
of the pedestal is higher than inside, the Dux model and to a lesser extent the
1D model presented here, underestimate the inwards motion of W. The losses
from the sol are modelled well, as well as the general characteristics of the
motion.
To first order the W transport from the 3D interchange motion of the elm
ballooning mode can be approximated by a 1D radial diffusion process, in
the sense that any, positive or negative, gradient in the initial profiles will be
reduced. The 1D radial diffusion process however does not describe well the
after-elm radial W profile as the W losses with the 1-D model do not reach
as far inwards and outwards as those of the 6-D model, and features such as
the limited flattening of the gradient at the outwards moved edge imply a low
diffusive component. This is incompatible with the 1-D modelling results and
illustrates the limitation of applying simple models to W particle expulsion
by elms.

5.6. conclusions
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Figure 5.13: A W impurity distribution with a profile similar to that of the
electron density after an elm, compared with two diffusive models. The diffusive models show the same qualitative behaviour, but cannot reproduce the
steepness of the profiles after our simulation or the inwards extent of flushing.

5.6

Conclusions

Our 6D simulation of W impurity transport in an asdex Upgrade elm crash
show very efficient transport in the pedestal region, with particles being redistributed in a region of 𝜓𝑛 ∈ [0.75, 1.05]. W impurities from the top of the
pedestal are expelled into the sol while those near and just inside the separatrix are brought inwards by the elm.
W transport is found to be due to the electric fields from the peelingballooning mhd instability causing an elm. The transport due to magnetic
field perturbations is negligible. Effective radial transport, i.e. averaged over
flux surfaces, is to first order diffusive, but this 1D description lacks many
features of the W particle motion observed here, such as the inward extent
of flushing of particles inside 𝜓𝑛 = 0.85. This is to be expected in the case
of a strong interchange motion, where a diffusive model is not a completely
appropriate description.
The very large inward and outward W fluxes created by the elm have particularly important consequences for W expulsion when W is well screened
in the pedestal between elms. In this case, the 6-D model applied here in-

128

chapter 5. tungsten transport due to edge-localised modes

before
𝐷sim
𝐷Dux
6D sim

1.6
1.4

𝜌𝑊 [a.u.]

1.2
1.0
0.8
0.6
0.4
0.2
0.0

0.70

0.75

0.80

0.90

0.85

0.95

1.00

1.05

𝜓𝑛

Figure 5.14: Profile of a distribution with edge W density peaking after an
elm, compared with two diffusive models. Qualitatively the diffusive models
show the same behaviour, though the flushing from inside the peak is not
reproduced.
dicates that the elms will actually cause an increase of the W density in the
confined plasma rather than a reduction. The experimental validation of this
finding is essential to assess the viability of elms as the mitigation approach
to provide W exhaust in iter scenarios.
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1.0

before
𝐷sim
𝐷Dux
6D sim

0.8

𝜌𝑊 [a.u.]

129

0.6

0.4

0.2

0.0

0.70

0.75

0.80

0.90

0.85

0.95

1.00

1.05

𝜓𝑛

Figure 5.15: Profile of a W density distribution with dominant screening in
the pedestal after an elm, compared with two diffusive models. The 6D model
shows further inward penetration than the diffusive models, but there is good
qualitative agreement.

Chapter 6

Two-way coupled mhd-kinetic
particle simulations of plasmas with
tungsten
The large heat loads expected on the iter divertor, especially during transients such as Edge Localised Modes, will cause the sputtering of large quantities of tungsten from the divertor target plates, as described in Chapter 4.
There, it has been simulated in the trace particle approximation, appropriate
when only a negligible quantity of impurities is present, and there is no influence on the main plasma evolution.
At high heat fluxes however, more tungsten is produced and this approximation is probably incorrect, so we need to include the effect tungsten has
on the main plasma. This is mostly due to radiation in the core plasma, since
tungsten is a very efficient radiator even at high temperatures¹. Additionally,
the energy spent by the plasma to ionise tungsten moving into the plasma
can become significant, especially as tungsten moves into regions of higher
temperature. Other ways tungsten impurities can influence the plasma is due
to displacement of the main plasma species, leading to a lower fusion yield
due to a lower deuterium and tritium concentration, and due to the collisional
drag it exerts on the plasma.
In this chapter we will move beyond the trace particle approximation, by
including the radiation and ionisation energy effects of tungsten impurities
on the main plasma. This is done through a projection of the particle source
onto the jorek finite elements, which is then used as a source term in a new
model constructed for this work, named model307.
We first describe the numerical methods used to simultaneously evolve
the kinetic particles and the mhd equations in Section 6.1. Then we derive
¹A few orders of magnitude more radiation per atom at several keV, see Figure 3.12.
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the source terms in the mhd equations relevant for tungsten radiation and
ionisation potential energy coupling terms in Section 6.2. With this we calculate the energy sink to the plasma due to tungsten radiation and ionisation
of the impurities produced in a single elm, in Section 6.2.1. We draw conclusions and provide some avenues for improvement in Section 6.3

6.1 Two-way coupled simulations of particles and mhd
Coupling together particle and mhd codes for fusion is complicated by the
separate and overlapping timescales of the motion. Typical particle time steps
are on the order of nanoseconds or less, while a single gyromotion for tungsten takes on the order of 0.1 microsecond, like a typical mhd time step in
jorek. However, particle banana orbits can take milliseconds and neoclassical transport timescales are even longer. A full Particle-in-Cell (PiC) scheme
would be computationally intractable on these timescales. From physical
reasoning we can estimate the relative importance of most coupling mechanisms. The key improvement here is to include only those expected to be
most important. For instance, for W impurities the dominant influence on
the background plasma happens through radiation, which varies in strength
on the particle transport and ionisation timescale, which are slower than the
gyromotion. Including only this contribution thus serves to decouple the
timescales, allowing an accurate solution using the normal jorek time step.
We can then use multiple particle steps for each jorek time step, greatly reducing the computational cost. This sub-stepping comes with additional complexities however, such as the need to interpolate between time steps.
We first describe the time stepping scheme in jorek and the sub-stepping
method used to separate the particle and mhd time steps in Section 6.1.1. The
projection of the particle feedback terms is described in Section 6.1.2. The collection of particle feedback is then described in Section 6.1.4. Finally we test
the coupling scheme with respect to a local radiation source in Section 6.1.5.

6.1.1 Time stepping scheme
A simple explicit coupling is implemented from the particle feedback onto the
mhd equations. The particle contribution at mhd time step 𝑛 is used to evolve
the mhd equations to step 𝑛 + 1. The mhd fields are then linearly interpolated
in time between 𝑛 and 𝑛 + 1 to evolve the particle distributions. Figure 6.1
shows the time stepping scheme between particles and jorek mhd steps.
The jorek time-stepping scheme described in Section 2.6 of a set of equa-
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Figure 6.1: Schematic overview of the sub-stepping scheme for coupled mhdparticle simulations. Black bars indicate jorek mhd time steps, red bars indicate particle time steps. During the particle time steps between jorek step
0 and 1 the particle projection right-hand-side is filled (green arc), and a projection contribution 1 (blue bar) is calculated just before the calculation of
jorek step 2 from step 1, from the particle contribution during the previous
time step, in a simple explicit scheme.
tions,

𝜕𝐴(𝜉 ,𝑡)
𝜕𝑡

= 𝐵(𝜉 , 𝑡) is

𝜕A 𝑛
𝜕B 𝑛
𝜕A 𝑛 𝑛−1
𝑛
𝑛
[(1 + 𝜉 ) ( ) − Δ𝑡𝜃 ( ) ] 𝛿u = Δ𝑡B + 𝜉 ( ) 𝛿u .
𝜕u
𝜕u
𝜕u

(6.1)

This scheme can be expanded to add a particle contribution 𝑝 in the right𝜕p
hand side, through the substitution B → B + p, subsequently neglecting ,
𝜕u

𝜕B 𝑛
𝜕A 𝑛 𝑛−1
𝜕A 𝑛
𝑛
𝑛
𝑛
[(1 + 𝜉 ) ( ) − Δ𝑡𝜃 ( ) ] 𝛿u = Δ𝑡 (B + p ) + 𝜉 ( ) 𝛿u .
𝜕u
𝜕u
𝜕u

(6.2)

This reduces to the Crank-Nicholson scheme for the parameter choice of 𝜃 =
1
and 𝜉 = 0 as will be used in the rest of this chapter,
2

[(

𝜕A 𝑛 1
𝜕B 𝑛
) − 𝛿𝑡( ) ] ⋅ 𝛿u𝑛 = 𝛿𝑡(B𝑛 + p𝑛 ).
𝜕u
2
𝜕u
𝜕p

(6.3)

The neglected term expresses the change of the coupling terms with re𝜕u
spect to the plasma parameters, and is difficult to calculate, since this includes
the nonlinear particle paths and collisions. Neglecting it lowers the order of
accuracy of the scheme to first order, but only with respect to the contribution
p. This could in principle be regained with a shooting-like method, iterating
over jorek time steps and kinetic particle trajectory calculations until convergence is reached, but is out of scope for this work.
The operation of the coupled kinetic and mhd codes requires several steps,
which have been drawn in a flow chart in Figure 6.2. Particles are evolved
in a sub-stepping loop, shaded in light blue. During the particle stepping the
feedback terms onto the main plasma are collected, to provide exact density
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Figure 6.2: Schematic overview of the coupling between the particle loop
and the mhd time evolution, for a single particle. Important additions are the
continuous collection of feedback from particles, and the new projection and
jorek time step actions. These two are implemented as events, but drawn
separately for clarity.
and energy conservation, most important for future operation with kinetic
neutrals. Before the jorek time step the particle feedback terms are projected
and smoothed.

6.1.2 Projecting particle feedback onto jorek finite elements
To include feedback from the test particles into the jorek mhd fields it is necessary to express moments of the particle distribution function in the finite
element representation. This is a projection, where we calculate the a finite
element representation which is equivalent to the particle distribution in the
weak form.
6.1.2.1 The projection equation
The definition of a projection is that it is a mapping which is idempotent, i.e.
applying it twice will yield the same result. We will define such a mapping
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by writing an equation for the input 𝑋 and projected quantity 𝑝 in the weak
form. The general equation is given by
∫ 𝑝𝑣𝑑𝑉 = ∫ 𝑋 𝑣𝑑𝑉 .
𝑉

𝑉

(6.4)

where 𝑣 is a test-function and 𝑋 are the moments to project (1 for number
density, 𝐿𝑧 for radiative energy loss, 𝑚 for mass density, 𝑣∥ for parallel velocity,
𝐸 for energy et cetera.)
Generally in this kind of particle methods a shape function 𝑆(x) describes
the spatial shape the particles are assumed to have. Using a shape function
is then a way of smoothing the projected density. If we include this shape
function and a particle weight 𝑤𝑖 the equation becomes
∫ 𝑝𝑣𝑑𝑉 = ∫ ∑ 𝑆(x − x𝑖 )𝑋 𝑣𝑤𝑖 𝑑𝑉 .
𝑉

𝑉

(6.5)

𝑖

Common shape functions are the Dirac delta function 𝛿(x), the tent function with a specific width 1 − min(|x|/𝑤, 1) and the box function for a specific
𝑤
width, with value 1 if |x| ≤ and value 0 otherwise.
2

6.1.2.2 Solving the projection equation
The 𝑛 equations above form a linear system, where each of these test functions
is a row in the matrix. The columns represent the degrees of freedom of the
finite element representation. For a specific test function 𝑣𝑚 (𝑠, 𝑡)𝑍𝑚 (𝜑)we can
write the equation as
∫ 𝑝(𝑠, 𝑡, 𝜑)𝑣𝑚 𝑑𝑉 = ∫ ∑ 𝑆(x − x𝑖 )𝑋𝑖 𝑤𝑖 𝑣𝑚 𝑑𝑉 .
𝑉

𝑉

(6.6)

𝑖

where
𝑁𝑣𝑒𝑟𝑡 𝑁𝑜𝑟𝑑 𝑁𝑡𝑜𝑟

𝑝(𝑠, 𝑡, 𝜑) = ∑ ∑ ∑nodes(i)%values(l,j,𝜈 ) ⋅ H(k,j;s,t)
𝑘=1 𝑗=1 𝑙=1

⋅ element%size(k,j) ⋅ Zl (𝜑 ),
and 𝜈 is the index of the projection in the values array. We can now split
the integral on the left-hand side in an integral in toroidal angle 𝜑 and one in
the poloidal plane. The integral in toroidal angle is very simple, resulting in
either 2𝜋 for 𝑍1 (𝜑) or 𝜋 for 𝑚 = 𝑙 > 1. The integral in the poloidal plane is
solved by 4th degree Gauss quadrature in the finite elements.
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6.1.3 The right-hand side of the projection equation and the shape
functions
The Dirac delta function is the simplest shape function to use, since it reduces the integral (6.6) into just a sum. This speeds up the calculation of the
projection right-hand side enormously, and has a large implementation advantage because the shape function is always confined to a single element.
However, it leads to the least smooth solution, which we will improve using
a smoothing term, described in the next section.
For the right-hand side we must transform the delta function representing
in Cartesian coordinates into the one in cylindrical coordinates by dividing
by the determinant of the Jacobian matrix, |𝐽𝑅 | = 𝑅. Since our test functions
are expressed in element-local coordinates � = (𝑠, 𝑡, 𝜑) we need to also divide
by the determinant of the Jacobian matrix of that transformation, which is
|𝐽𝜉 | = 𝑅𝑠 𝑍𝑡 − 𝑅𝑡 𝑍𝑠 where subscripts denote differentiation. The integral then
becomes
𝑁
1 1
∑
𝛿(� − �𝑖 )𝑋𝑖 𝑤𝑖 𝑣𝑚
𝑑𝑉
(6.7)
∫
𝑅 |𝐽𝜉 |
𝑉 𝑖=1
where 𝑑𝑉 = 𝑅|𝐽𝜉 |d𝑠d𝑡d𝜑. We can simplify this by evaluating the delta function,
𝑁

∑ 𝑋𝑖 𝑤𝑖 𝑣𝑚 (𝜉𝑖 )

(6.8)

𝑖=1

We test the accuracy of the projection function by projecting several functions in and out of the jorek finite element basis, showing the expected
convergence for those outside of the basis and obtaining results accurate to
around machine precision for those inside the basis in Appendix I.
6.1.3.1 Smoothing of the projection function
To mitigate the effect of noise in the projection of particles we implement a
smoothing factor 𝜆 and a hyper-smoothing factor 𝜁 . In one dimension this
can be written as
2
2
∫ [𝑝𝑢 + 𝜆∇𝑝 ⋅ ∇𝑢 + 𝜁 ∇ 𝑝∇ 𝑢] d𝑉 = ∫ ∑ 𝛿(x − x𝑖 )𝑤𝑖 𝑢d𝑉

(6.9)

where 𝑢 are the basis/test functions and 𝑝 is the projected number density
[𝑚−3 ]. The effect of this smoothing on a uniform distribution of particles
is demonstrated in figure 6.3, showing the problems at the axis, where elements are typically very small and there is thus more variation in number
of particles per element. It is important to smooth the particle distribution
sufficiently, since the jorek solver is susceptible to problems at the magnetic
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Figure 6.3: Projection of 10000 particles with smoothing factor 𝜆 =
10−5 , 10−4 , 10−3 , 10−2 m2 from left to right. At lower smoothing factors large
variations occur, mostly at the axis.

Figure 6.4: Close-up of projection of particles deposited in a square in the
poloidal plane, without smoothing (left), with 𝜆 = 10−3 m2 (middle), and with
𝜆 = 10−3 m2 and 𝜁 = 10−6 m4 (right). The red lines show the jorek finite
element grid. Without smoothing oscillations at the edges are visible, possible
leading to negative values of the projection.

axis, due to the topology of the grid there. Figure 6.4 shows a close-up of
the projection of a very sharp distribution. This is instructive in choosing
proper smoothing factors, since choosing 𝜆 too low results in oscillations in
the projection result. Conversely, 𝜆 cannot be chosen so large that features
of the solution are distorted. The characteristic length scale is related to √𝜆
and to 𝜁 1/4 . For example, when the physical features have a length scale of 1
cm lambda should be no larger than 10−4 .
The effect of the smoothing factors can be more readily understood in a
spectral basis. Define 𝑓 (𝑥) as
∞
1
𝑓 (𝑥) = 𝑎0 + ∑ 𝑎𝑛 cos(𝑛𝑥)
2
𝑛=1

(6.10)

on a domain [−𝜋, 𝜋], with boundary condition 𝑓 (−𝜋) ≡ 𝑓 (𝜋) ≡ 0, so we can
disregard the sine terms in the series. Define the inner product as the integral
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over the whole domain. We can then write the projection equation as
1/2 ∀𝑛 = 0
′
″
2
∫ [𝑓 (𝑥) cos(𝑛𝑥) − 𝜆𝑓 (𝑥)𝑛 sin(𝑛𝑥) − 𝜁 𝑓 (𝑥)𝑛 cos(𝑛𝑥)] 𝑑𝑥 = { 1
∀𝑛 > 0
(6.11)
where we have integrated the right-hand side. Substituting in (6.10) and using
the orthogonality of the basis we obtain
𝑎𝑛 + 𝜆𝑛2 𝑎𝑛 + 𝜁 𝑛4 𝑎𝑛 = {

𝜋/2 ∀𝑛 = 0
𝜋
∀𝑛 > 0

(6.12)

which can be rearranged to find the solution
𝑎0 =
𝑎𝑛 =

𝜋
2

(6.13)

,
𝜋

1 + 𝜆𝑛2 + 𝜁 𝑛4

.

(6.14)

This shows that the parameters 𝜆 and 𝜁 diminish the amplitude of higher
mode numbers, thus smoothing the projected values.

6.1.4 Collection of particle feedback during the simulation
The projection operation described above essentially reduces to a matrix equation, where the projection matrix, including smoothing terms, has no terms
which depend on the particle distribution. It can thus be factorised ahead of
time, leading to an efficient calculation during the simulation.
On creation of a type(project_particles) projection action the projection
matrix is created and factorised with mumps [38]. The resulting decomposition is stored and can be used to project multiple right-hand sides, sequentially or in parallel.
We implement both a local or time-integrated method of preparing righthand sides for the projection operation. These can be used at the same time,
with the local method operating on a list of projection functions, which define
a particle group number and a function which generates the particle moment
𝑋 , for instance by calculating 1, the particle kinetic energy, radiated power
or arbitrary other quantities. The time-integrated right-hand side is used by
filling a shared variable rhs with the contribution to the right-hand side of
each particle after each time step.
This is done by evaluating each pair of toroidal and poloidal basis functions at the particle position, and multiplying this with the quantity to project,
which must be time-integrated, and adding this at the appropriate places in
rhs. Before the projection operation the quantities are then normalised to
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Figure 6.5: Heat sink applied to a plasma and finite element grid of the simulation (left), with initial pressure distribution (centre) and final pressure distribution after 30 ms (right).
source terms by dividing by the time that has passed since the previous projection.
There are two main advantages to this second method. First, the quantity
to project can be related exactly to the quantity lost by the particles, enabling
number conservation for instance. Additionally this method has an additional
advantage of yielding smoother projections due to more points being present,
spread out over the gyromotion of the particle.

6.1.5

Verification of energy coupling

In this section we simulate a small, known energy sink term inside a plasma,
while monitoring the plasma energy content, to demonstrate energy conservation in the coupled operation.
We perform this test in a simple, large aspect ratio, axisymmetric limiter
plasma configuration, with a constant density of 1020 m−3 and parabolic temperature profile. The minor radius is 1 m and the major radius is 10 m. An
energy sink is placed at a single position just off-axis,
𝑅sink = 9.983m
𝑍sink = −0.028m

(6.15)
(6.16)

with strength 𝑃rad = 10 kW. The smoothing factors in the projection operator
are set to 𝜆 = 10−1 and 𝜁 = 10−2 to spread the energy loss over several finite
elements. The plasma evolution is then calculated with the new coupled code
during 30 milliseconds. The sink term and plasma pressure at the start and
after 30 milliseconds are shown in Figure 6.5.
We integrate the total pressure in the plasma for the plasma including the
sink term, as well as a reference case with sink term zero. Figure 6.6 shows
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Figure 6.6: Benchmark for coupled operation showing agreement between
simulated plasma evolution with an energy sink term (solid line) and the reference calculation (long dashed line) by subtracting the integrated heat sink
from the unperturbed evolution (short dashed line).
good agreement between the total energy in the plasma and the reference
energy calculated by integrating the applied energy loss.

6.2 Coupling tungsten radiation and ionisation energy loss to
mhd
In the adas adf11 dataset the electron energy loss due to radiation of a single
atom is given by
𝑃rad,single = 𝐿𝑧 (𝑧, 𝑇𝑒 , 𝑛𝑒 ) ⋅ 𝑛𝑒 ,
(6.17)
where 𝐿𝑧 = plt + prb, i.e. the loss due to line radiation and continuum
radiation (including Bremsstrahlung). Additionally we assume an energy loss
due to ionisation, whereas recombining ions are expected to radiate away
their energy [102]. This is mostly important in regions where many neutral
particles enter the plasma, such as near the divertor targets.
A projection of 𝑃rad,single yields the radiation energy loss per unit volume
𝑃rad , which we can use as a term in the energy equation in the jorek singletemperature model, or as a term in the electron energy equation in the twotemperature jorek model. For now only the single-temperature coupling has
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been implemented, but the extension to the two-temperature jorek models
is straightforward.
The jorek model we have extended with particle feedback only implements a single, shared temperature for the electrons and the ions. Any radiative energy losses and work done on ionising impurities thus subtract from
the entire temperature. This is described by the stored energy in the plasma,
which is given by
3
𝑃 = 𝑘𝐵 𝑇 (𝑛𝑒 + 𝑛𝑖 ) [Jm−3 ],
(6.18)
2
containing contributions from the electrons and ions, and we neglect the kinetic energy present in any impurity species. Quasi-neutrality then results in
𝑛𝑖 ≈ 𝑛𝑒 , which we merge into
3
𝑃 = 𝑘𝐵 2𝑇 𝑛
2

[Jm−3 ],

(6.19)

This we can then normalise using the density and temperature normal̃ 0 and 𝑇 = 2𝑇̃/(𝑘𝐵 𝜇0 𝑛0 ) for
isations in jorek, which are for density 𝜌 = 𝜌𝜌
the total temperature². Here, the tildes indicate jorek units. Using then
𝑛0 = central_density 1020 and 𝜌0 = central_mass 𝑛0 𝑚proton , we obtain
𝑃=

3 𝜌̃ 𝑇̃
,
2 𝜇0

(6.20)

where 𝜇0 is the vacuum permeability³.
A heat source leads to an increase in the plasma pressure⁴,
𝜕𝑃
𝜕𝑡

= 𝑆𝑇

[Wm−3 ].

(6.21)

Which we can express in jorek units as
𝑆𝑇 =

𝜕𝑃
𝜕𝑡

=

3 𝜌̃ 𝜕 𝑇̃
2 𝜇0 𝜕𝑡

=

3 1

1

2 𝜇0 √𝜇0 𝜌0

𝜌̃

𝜕 𝑇̃
𝜕𝑡 ̃

(6.22)

Heat sources are implemented in the jorek pressure equation as⁵
𝜌

𝜕𝑇
𝜕𝑢
1
𝐹0 𝜕𝑣∥
= − 𝜌𝑇 (𝛾 − 1) (−2
+ [𝑣∥ , 𝜓 ] + 2
) + 𝜌𝑅[𝑇 , 𝑢]
𝜕𝑡
𝜕𝑍 𝑅
𝑅 𝜕𝜑
1
𝐹0 𝜕𝑇
− 𝜌𝑣∥ ( [𝑇 , 𝜓 ] + 2 ) + ÷ (𝜅⟂ ∇⟂ 𝑇 + 𝜅∥ ∇∥ 𝑇 ) + 𝑆𝑇 ,
𝑅
𝑅 𝜕𝜑

(6.23)

²Since the jorek temperature represents the ion + electron temperatures.
³With value 𝜇0 = 4𝜋 ⋅ 10−7 Vs/Am. More information on the normalisation can be found in
Appendix A
⁴Ignoring all other terms in the pressure equation
⁵Repeated from Section 2.3.
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where the heat source 𝑆𝑇 is highlighted in blue, and all quantities are in jorek
units. The normalisation factor for a heat source is then given by
𝑆𝑇 = 𝑆̃𝑇

3
1
.
2 𝜇0 √𝜇0 𝜌0

(6.24)

6.2.1 Energy loss due to W radiation in the core plasma
We calculate the projection of (6.17) in jorek simulations of equilibria in asdex Upgrade, jet and iter, of uniformly distributed W with a density of 1015
m−3 . The amount and location of radiated power varies strongly between
these, due to the difference in temperature and density. The ionisation stage
is calculated from the coronal equilibrium distribution, as in Section 3.5. Figure 6.7 shows the radiated power per unit volume in the three devices.
The integrated radiated power at this density for asdex Upgrade is 0.28
MW, much smaller than the total available heating power of up to 30 MW [103],
and relatively evenly distributed throughout the plasma, and with a reasonable proportion in the sol. For jet the radiation losses are mostly seen in
the core plasma, and are relatively constant over the minor radius. The integrated loss power at 1015 m−3 is 1.8 MW, less than the input power during
high performance discharges of around 25 MW [104]. In the simulation of an
iter 15MA H-mode equilibrium [98, 13] the radiated power is concentrated at
the top of the temperature pedestal, and drops further inwards in the plasma.
The total radiated power is calculated to be 17 MW, significant compared to
the iter heating power of around 50 MW [105]. Additionally, the radiation
losses are concentrated in the pedestal region, where the interaction with the
edge transport barrier is unknown.
This is just a simple estimate of the local efficiency of radiative energy
loss. To obtain more precise estimates it is important to take into account the
radial and poloidal distribution of tungsten. In the next section we calculate
the radiative energy losses due to the tungsten sputtered at the target plates,
continuing the line of research from Chapter 4.

6.2.2 Energy loss due to radiation of sputtered W
In this section and the next we investigate whether the tungsten introduced in
the plasma due to physical sputtering alters the divertor plasma parameters.
Figure 6.8 shows the radiated power density in the pre-elm distribution of
W as calculated in Chapter 4. This is calculated either by tracking all charge
states, or by assuming a coronal equilibrium of W. The difference between the
two is around 10 %, with the full tracking featuring a higher radiation on the
inner leg and less on the outer leg. The tungsten number density and charge
state is shown in Figure 6.9.

6.2. coupling tungsten radiation and ionisation loss to mhd

143

Figure 6.7: Radiated power in equilibrium for a uniform W distribution at
density 1015 m−3 in asdex Upgrade (left), jet (middle) and iter 15MA H-mode
(right) like equilibria. Lengths are not to scale. The inset shows the relative
size of the different tokamak plasmas.
When using the post-elm distribution, with a large fraction of new tungsten in the plasma, the difference between the full radiation and the coronal
approximation becomes more apparent, with more radiation in total, especially on the inner target, and around twice as much radiation from the full
calculation at the target as compared with a coronal equilibrium calculation.
Figure 6.10 shows the direct and coronal equilibrium radiation calculations
side by side. This is associated with a higher tungsten density after the elm,
in the sol and in the core plasma, as shown in Figure 6.11. Tungsten densities
up to 5 % of the background density are found near the targets.
There is a large difference between the equilibrium radiation and the ionisation stage resolved calculation in the post-elm W distribution, indicating
that the tracing of individual levels is necessary to get an accurate result. We
can relate this to regions of temperature and charge state where tungsten radiates more efficiently, as it is not yet in ionisation state equilibrium at the
plasma temperature it finds itself in.
Figure 6.12 shows the radiated power per charge state, and the distribution of charge states in coronal equilibrium, for a range of temperatures. The
higher measured radiation during the elm from the full distribution could be
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Figure 6.8: Radiated power density for the equilibrium pre-elm tungsten distribution using a direct calculation (left) and assuming coronal equilibrium
radiation 𝐿𝑧 (right). The coronal equilibrium calculation understates the radiated energy losses there.
related to tungsten that has not had time to fully ionise to the equilibrium
distribution at the local temperature, which temporarily leads to a higher
radiation. The ionisation time per level of tungsten at an electron density
of 1019 m−3 and temperatures around 100 eV is a few tens of microseconds,
adding up to at least a hundred microseconds before tungsten reaches its
equilibrium charge state.
From power balance analyses it can be found that the maximum allowable relative concentration of tungsten in the core is around 3 ⋅ 10−5 [106]. A
very localised energy sink due to radiation might influence plasma stability
at lower concentrations however. This can be investigated in more detail in
the future with our new coupled code.

6.2.3 Energy loss due to ionisation of sputtered W
We can roughly estimate the energy lost by the plasma due to ionisation of
sputtered W and due to the work done by the plasma sheath during redeposition of W. In the steady-state calculations of Chapter 4 the total W source
was approximately 3 ⋅ 1020 s−1 . Assuming that on average tungsten is ionised
to 𝑊 3+ before being redeposited, which cost 38 eV [107], and the sheath po-
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Figure 6.9: Tungsten density (logarithmic scale) and average charge state
in the sol and pedestal regions before an elm. Large tungsten densities are
present near the target plates. The average tungsten charge state in the sol
ranges from 5 to 10. Figure is clipped at a density of 1014 m−3 due to insufficient
statistics for an average charge calculation.
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Figure 6.10: Radiated power density for the post-elm tungsten distribution
using a direct calculation (left) and assuming coronal equilibrium radiation
𝐿𝑧 (right).
tential is roughly 3𝑇𝑒 , at an average 𝑇𝑒 of around 20 eV, the energy spent per
tungsten atom is
𝑃atom = 38 + 3 ⋅ 3 ⋅ 20 = 218

[eV]

(6.25)

which corresponds to an energy sink of
𝑃loss = 𝑃atom 3 ⋅ 1020 = 104 W,

(6.26)

which is very small compared to the total energy losses at the divertor.
During the simulated elm the tungsten source increases by an order of
magnitude, to around 2⋅1021 s−1 . The target temperature increases to between
around 60 eV⁶, which we can assume leads to a higher average ionisation of
𝑊 4+ , leading to a much higher energy loss of
𝑃loss = 2 ⋅ 1021 (51 + 4 ⋅ 3 ⋅ 60) eV/s = 0.25MW.

(6.27)

This is still much smaller than the total elm heat fluxes of several MW. Additionally these losses are all deposited on the target, through a diminishing
⁶Between 50 and 90 eV on most of the target.
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Figure 6.11: Tungsten density and average charge state in the sol and pedestal regions after an elm. Figure is clipped at a density of 1014 m−3 .
of the sheath potential and higher electron transmission to the target and
through the deposition of tungsten ions in higher ionisation levels on the
target. These all lead to a lower plasma temperature just before the target but
no change in target heat flux.
The method described in this work does not currently include the work
done by the plasma sheath, which leads to a higher sheath heat transmission
when large amounts of tungsten are sputtered and redeposited.

6.3

Conclusion

We present a new coupling method for mhd-particle simulations of tungsten
in tokamak plasmas. This is done by a limited coupling of only the radiative
energy loss of tungsten into the jorek mhd time evolution. It is appropriate
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Figure 6.12: Radiation function per charge state for tungsten, for temperatures between 10 eV and 10 keV. The contours show 10th and 1st percentiles of
the coronal equilibrium charge state distribution. If tungsten with a charge
between 3 and 12 is present in plasma with a temperature above 30 eV enhanced radiation can occur.

in regimes where the tungsten density is relatively low, and radiation from
the tungsten is the most significant effect on the main plasma. Tungsten
is typically in this regime in tokamak devices, at low concentrations on the
order of 10−5 or lower.
The reduced coupling scheme greatly simplifies the implementation, which
is done here with a sub-stepping scheme, with a projection of the particle contribution onto the jorek finite elements before integration as a feedback in
the jorek mhd equations. We show the correctness of the projection function, and the effect of the smoothing parameters on it, which are essential to
obtain a sufficiently smooth solution with a reasonable number of particles,
especially near the magnetic axis where the element size and hence also the
number of particles per element decreases.
The coupling terms for tungsten sputtered in steady state and during an
elm have been estimated, showing a higher energy loss due to the tungsten
prompt redeposition, especially during elms, as well as a significant local radiative energy loss. This work sets an important first step for the consistent
simulation of plasmas with jorek including radiative energy losses. The new
code could be used to simulate tungsten radiation, energy loss due to massive
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gas injection and (shattered) pellet injection [102] for disruption mitigation,
and to simulate radiative collapse of plasmas.
Work is underway [108] to extend the coupling model to density and parallel velocity, and to include the charge exchange mechanisms necessary to
describe neutral deuterium in detached divertor operation with jorek.

Chapter 7

Evaluation and discussion
The overarching goal of this work is to investigate the behaviour of heavy
impurities during elms, with a focus on tungsten, since it will be the divertor
target material for iter. To investigate this an existing mhd code, jorek has
been extended with a new kinetic particle tracing code, including the physics
essential for the description of the iter high recycling divertor, i.e. ionisation, recombination, radiation and sputtering of impurities. An extension to
include neutral particles is underway [108]. This code has been extensively
verified and benchmarked in this thesis, and provides the basis for our investigation.
We have defined three research questions, which will each be discussed
separately in the rest of this chapter.
• How is tungsten produced at the divertor, and what role do elms play
in the production?
• How is tungsten transported due to elms?
• How does the presence of tungsten impurities affect the main plasma?

7.1

Tungsten production at the divertor

Experimental results [7] indicate that most of the tungsten production occurs
during elms and other transients, when large heat fluxes are imposed on the
divertor. It is however difficult to measure the tungsten distribution in the
sol and core plasma, and experiments cannot reach the high-density highrecycling divertor regime in which iter will operate. Since the wall heat
loads and particle fluxes in iter will be significantly larger than in current
experiments there is a possibility of enhanced tungsten sputtering, especially
during elms. This can lead to a reduced divertor lifetime, and plasma contamination.
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To predict the production of tungsten, in steady state and during elms,
and their motion in the sol and core plasma we have extended the particle
tracing code developed in Chapter 3 with a sputtering model, using fits of
trim-sp and srim data [70].
A simple zero-dimensional sheath model is used, since the jorek domain
only extends to the Debye sheath entrance. Sputtered particles are emitted
with a Knudsen cosine and a Thompson velocity distribution, and initialised
as neutrals. The ionisation probabilities are calculated from open-adas data.
This, combined with the kinetic full-orbit tracking, lead to a consistent model
of prompt redeposition, though still excluding any effect of finite sheath size
and surface roughness.
We compare simple existing models of prompt redeposition with a model
including multiple ionisations of tungsten, leading to a much lower prompt
redeposition fraction. We also calculate the dependence of the prompt redeposition fraction on the angle of the magnetic field with the target, increasing
to 108% from zero to five degrees, and then decreasing to 65% linearly at 30
degrees compared to the value for zero degrees.
The electric field in the magnetic presheath is expected to increase the
prompt redeposition fraction [83], leading to a lower tungsten concentration
in the sol and core plasma. An extension of the sheath model in jorek could
be considered to accurately model the total redeposition, which we expect is
understated in the current model.
Particle-background collisions are implemented for tungsten colliding with
deuterium, leading to transport matching neoclassical predictions for sol-like
conditions. Particle drifts, both diamagnetic and E×B are automatically included due to the kinetic modelling of the particle orbits. The particle motion
in the sol is seen to be influenced mostly by the electromagnetic drifts, and
less so by neoclassical transport.
We use this new code to calculate the tungsten source due to sputtering in a simplified equilibrium modelled after an attached H-mode inter-elm
plasma in asdex Upgrade. The resulting sputtering source is higher than
seen in experimental results [81], due to the addition of a nitrogen impurity in the plasma which sputters more efficiently than deuterium. In future
work it should be considered to include the divertor geometry in more detail,
to include sputtering and shading by limiters and baffles.
Of the sputtered tungsten around 0.05% enters the core plasma, and around
50% is promptly redeposited. The rest remains in the sol until redeposited,
mostly at the targets.
Subsequently we simulate an elm in this H-mode plasma with jorek, and
calculate the time and space-resolved sputtering yield on a simplified divertor geometry. The tungsten source increases by an order of magnitude compared to the inter-elm period. A prompt redeposition fraction of around 60%
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is measured, which is comparable to geometric predictions with multiple ionisations. This leads to a far larger divertor source than with a prompt redeposition of around 99%, as calculated in earlier literature [78], where the effect
of multiple ionisations has not been included. A lower prompt redeposition
matches experimental results more closely, where we see that the elm contribution of the tungsten source dominates the total sol source [7].
The simulation of an elm is also observed to perturb the existing tungsten
distribution in the sol, creating filaments and pulling some tungsten into the
core plasma. This could be a very efficient mechanism to contaminate the
core plasma with tungsten, and will be further investigated in Chapter 5.

7.2

Tungsten transport due to elms

Besides the tungsten production caused by elms, which increases the tungsten density in the sol, there is also a second effect which has been noticed
in experiments, where elms have flushed tungsten from the core plasma outwards [9]. This is beneficial for long-pulse operation, as it limits the tungsten
accumulation in the core plasma. The diffusive or convective nature of this
flushing is however not experimentally known [80]. It is thus also unclear,
however, whether elms will also have this effect in iter, where the impurity
distribution is expected to be hollow, with a higher tungsten density in the
edge plasma than in the core [80] due to a net outward radial velocity.
We investigate the radial motion of tungsten particles during a realistic
multi-mode jorek simulation of an elm in asdex Upgrade. We find that the
driving mechanism for radial tungsten transport are E×B drifts in the elm
vortices, and that parallel motion along perturbed field lines does not play a
role due to the low parallel velocity of tungsten. This has implications for
the character of the radial motion, as this is expected to be bidirectional, i.e.
moving particles both inwards and outwards at the same time. This leads
to an effective diffusion in the radial direction (averaged over the poloidal
direction), flattening gradients, which can be approximated by a diffusion
coefficient of around 20 m2 s−1 localised near the pedestal. It is mathematically
not well described by a purely diffusive process however, as particles move
more radially than suggested by the diffusive model.
In typical experimental conditions, where neoclassical transport pushes
impurities inwards, we reproduce the experimental results of net outward
transport. Particles are redistributed in a region between 0.75 and 1.05 in
𝜓𝑛 , which naturally leads to outwards transport if a larger concentration is
present on the inside.
In hollow impurity density profiles, like those expected for iter, we instead see a net inward transport of tungsten, negating the benefits of the net
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outward tungsten radial velocity. Particles previously only present outside
the pedestal are drawn inside up to 𝜓𝑛 = 0.75, much further than suggested
by simple diffusive models. In solps modelling of sputtered tungsten in iter,
approximately 1% of the not promptly redeposited tungsten enters the main
plasma through neoclassical transport [80]. The redistributing effect of the
elm causes 10–20% of the tungsten in the near sol, above the X-point to enter
the core plasma, which is a significantly larger amount than expected purely
from neoclassical modelling. This tightens the limits on tungsten impurity
production at the divertor in iter.

7.3 Effect of tungsten impurities on the main plasma
It is known that a relative core concentration of tungsten over 3 ⋅ 10−5 is incompatible with burning plasma operation [106]. A second effect which can
pose problems is the increase of edge radiation from tungsten after an elm,
as sputtered tungsten moves up the sol and into the edge plasma.
In this section we investigate the effect of tungsten impurities on the
plasma. To do this we extend jorek to perform two-way coupling, where
the impurities influence the plasma evolution and the plasma determines the
impurity motion. A limited coupling scheme is implemented, where only the
physically most important terms are included for computational simplicity.
Coupling terms for energy are derived and implemented, including the radiative energy losses from tungsten, either from a coronal equilibrium approach
or by tracking each charge state separately, and a first demonstration of a
coupled simulation is shown.
We show that the coronal equilibrium approach underestimates the tungsten radiation near the divertor targets, which reaches 0.6 MW/m3 before
the elm and 2 MW/m3 after the elm, and is understated by around 50% in the
coronal equilibrium calculation.
Further verification of the methods are necessary with regards to the convergence of the numerical scheme, and the influence of the projection and
associated smoothing factors on energy conservation. Nevertheless this is
a useful first step in the determination of the influence of radiation on core
plasma stability.
Future work can test the stability of H-mode plasma against elms with
large edge tungsten concentrations, the phenomenon of radiative collapse,
and possibly the behaviour of marfes [109]¹. The implementation of a coupling scheme for neutral deuterium is underway [108], which is intended to
be used to describe the origin of detachment in plasmas and the behaviour of
detached divertor regions during elms.
¹Marfe is an initialism for multifaceted asymmetric radiation from the edge.
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Outlook

The particle extension of the jorek code is a major advance towards a realistic
description of divertor physics and impurity transport in a three-dimensional
non-linear mhd code. This opens up a whole new area of physics problems
to investigate.
It is particularly relevant for iter, where the application of three-dimensional magnetic perturbations to stabilise elms also leads to toroidal variation
in divertor heat fluxes and associated sputtering. The consistent calculation
of tungsten sputtering and transport in that case is a difficult task that can
be undertaken with this code. The impact of an alternative elm mitigation
scheme in iter, the Quiescent H-mode [110] on tungsten production and
transport can also now be assessed, including all relevant electromagnetic
drifts.
The extension of this model with a neutral deuterium density coupling,
energy sink, and momentum sink [108], to model the iter high-density and
high-recycling divertor is of additional interest, since then the elm heat load
in detached regimes, including impurities, can be investigated.
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Appendix A

JOREK variables and normalisation
In jorek all variables except lengths and the magnetic field are normalised,
leading to a different set of equations where terms are closer together in magnitude. This leads to a system of equations that is much simpler to solve numerically without a preconditioner. In Table A.1 most relevant quantities in
jorek have been printed, with their si units and normalisation factors.
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jorek quantities and their normalisations. 𝑛0 ≡ 1020 ⋅
central_density and 𝜌0 ≡ 𝑛0 𝑚proton ⋅ central_mass are the number and mass
density at the magnetic axis respectively and 𝜇0 is the vacuum permeability.
Table A.1:

Variable

Quantity

Norm

SI

Units

𝑡
𝑅
𝑍
𝜌
𝑛
v
𝑣∥
𝑇
B
J
A
Φ
𝜓
𝑢
𝑤
𝑗
𝜂
𝐷
𝜅
𝜇
𝑆𝜌
𝑆𝑇
𝐹
𝜓𝑛

Time
Major radius
Vertical coordinate
Mass density
Particle density
Velocity
Parallel velocity
Temperature
Magnetic field
Current density
Magnetic vector potential
Electric potential
Poloidal flux
Velocity stream function
Toroidal vorticity
Toroidal current density
Resistivity
Particle diffusivity
Heat diffusivity
Dynamic viscosity
Particle source
Heat source
Poloidal current function
Normalised poloidal flux 𝜓𝑛

𝑡 √𝜌0 𝜇0
𝑡si
[s]
𝑅
𝑅si
[m]
𝑍
𝑍si
[m]
𝜌𝜌0
𝜌si
[kg m−3 ]
𝜌𝑛0
𝑛si
[m−3 ]
v/√𝜌0 𝜇0
vsi
[m s−1 ]
𝑣∥ 𝐵/√𝜌0 𝜇0
𝑣∥,si
[m s−1 ]
𝑇 /(𝑛0 𝑘𝐵 𝜇0 )
𝑇si
[K]
B
Bsi
[T]
J/𝜇0
Jsi
[A m−2 ]
A
Asi
[T m]
Φ/√𝜌0 𝜇0
Φsi
[V]
𝜓
𝜓si
[Wb/rad]
𝑢si
[m s−1 ]
𝑢/√𝜌0 𝜇0
𝑤/√𝜌0 𝜇0
𝑤𝜑,si [m−1 s−1 ]
−𝑗/(𝜇0 𝑅)
𝐽𝜑,si [A m−2 ]
𝜂√𝜇0 /𝜌0
𝜂si
[Ω m]
𝐷/√𝜌0 𝜇0
𝐷si
[m2 s−1 ]
𝜅si
[m−1 s−1 ]
𝜅 √𝜇0 /𝜌0
𝜇 √𝜌0 /𝜇0
𝜇si
[kg m−1 s−1 ]
𝑆𝜌 √𝜌0 /𝜇0
𝑆𝜌,si [kg m−3 s−1 ]
3
3𝑆𝑇 /2√𝜇0 𝜌0 𝑆𝑇 ,si [W m−3 ]
𝐹
𝐹si
[T m]
≡ (𝜓 − 𝜓axis )/(𝜓bnd − 𝜓axis )

Appendix B

Verification of the Boris particle
pusher
To prove the correctness of the implementation of the Boris pusher we perform a series of tests of increasing complexity. The first test is in a uniform
magnetostatic field. Then, we test the motion of particles in a Penning Trap,
with a magnetostatic and electrostatic field. After that we test the performance with respect to magnetic field gradients in an exponential magnetostatic
field. Finally we verify the constants of motion 𝑃𝜑 , 𝐸 and 𝜇 in an axisymmetric
Grad-Shafranov equilibrium in Appendix H.

B.1

Particle motion in a uniform magnetic field

In the case of a uniform magnetostatic field we can check the conservation of
energy and of parallel velocity, the numerical gyroradius and the numerical
gyrofrequency. We do this in both Cartesian and cylindrical coordinates, with
and without the tan 𝛼/𝛼 correction. These tests are shown in Figure B.1 for
different time step sizes. The parallel velocity is conserved exactly and not
shown. The second-order scaling of the Boris scheme is reproduced in the
gyroradius and gyrofrequency, whereas energy is conserved up to numerical precision per time step. The tan 𝛼/𝛼-correction reproduces much closer
the gyrofrequency, and also has a minor improvement in calculation of the
gyroradius. The extra computing time for this correction is roughly 25%. It
is important to note that this is for the case where field evaluations are free
(since the field is constant). When coupled with jorek the field evaluations
are significantly more expensive. We therefore always use the tan 𝛼/𝛼 correction.
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Classical
Class. Tan
10−12

Cylindrical
Cyl. Tan
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(a) Maximum relative error in energy.

1

(b) Maximum relative error in gyroradius.
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(c) Relative error in gyrofrequency.

0.1

(d) Computation time on a single thread of an
Intel Core i7–4710mq @ 2.50 GHz.

Figure B.1: Tests with a uniform magnetic field in the z-direction. Simulated
a single particle during 10000 gyroperiods. We test the Cartesian (classical)
Boris method (blue dots), the Cartesian Boris method with the tan 𝛼/𝛼 correction (green squares), the cylindrical Boris method (red triangles) and the
cylindrical Boris method with the tan 𝛼/𝛼 correction (yellow diamonds).

B.2 Reproduction of particle paths in the Penning trap
The equations of motion in a Penning trap [111] can be analytically solved.
See for instance [112, 113]. The field of the trap consists of a magnetic field
𝑞𝐵

B = 0 ê 𝑧 and an electric quadrupole field E(x𝑖 ) = −𝜖
𝑚
in the z-direction is given by a harmonic oscillation,

̃ +
𝑧(𝑡) = 𝑧(0) cos(𝜔𝑡)

𝑣𝑧 (0)
̃
sin(𝜔𝑡),
𝜔̃

𝑞𝜔𝐸2
𝑚

(x𝑖 − 3𝑧𝑖 e𝑧 ) . Motion

𝜔̃ ≡ √−2𝜖 ⋅ 𝜔𝐸 .

(B.1)
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Δ𝑧 𝑟𝑒𝑙

Cylindrical 101
Cylindrical Tan
100

Δxrel

Cartesian
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Tan
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(a) Error |x⟂ − x⟂,analytical |.

10−1
10−2
10−3

10−5

10−4

10−3 10−2
𝜔𝑐 Δ𝑡
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(b) Error |𝑧 − 𝑧analytical |.

The motion in the x- and y-directions is given by the sum of two oscillations
(with 𝑤(𝑡) = 𝑥(𝑡) + 𝑖𝑦(𝑡))
𝑤(𝑡) = (ℛ+ + 𝑖𝒯+ ) 𝑒 −𝑖Ω+ 𝑡 + (ℛ− + 𝑖𝒯− ) 𝑒 −𝑖Ω− 𝑡 ,
where the oscillation frequencies are given by Ω± ≡
and the amplitudes are defined by ℛ− ≡
Ω+ 𝑦(0)−𝑣𝑥 (0)

Ω+ 𝑥(0)+𝑣𝑦 (0)
Ω+ −Ω−

1
2

(B.2)

(𝜔𝐵 ± √𝜔𝐵 + 4𝜖𝜔𝐸2 )

, ℛ+ ≡ 𝑥(0) − ℛ− , and

𝒯− ≡
and 𝒯+ ≡ 𝑦(0) − 𝒯− . The particle is trapped if 𝜔𝐵2 > −4𝜖𝜔𝐸2 .
Ω+ −Ω−
In figure B.2a the error in the perpendicular coordinate is shown. The
error in the 𝑧 coordinate, shown in figure B.2b decreases with Δ𝑡

B.3

Performance in magnetostatic fields with strong gradients

A convenient test case to look at the accuracy with respect to nonuniform
magnetostatic fields is given by the field B = 𝐵0 𝑒 𝑥/𝐿 𝑒𝑧 . In this field the orbits
can be analytically solved [114] (See Appendix G). We can thus verify their
exact reproduction as well as the ∇𝐵-drift velocity. The particle orbits are
𝜋
given by 𝑥(𝑡) = ln(− sin 𝜃(𝑡) + 𝑝) and 𝑦(𝑡) = 𝑝𝑡 + 𝜃(𝑡) + . With 𝜃(0) = −𝜋/2.
2

In the drift-regime (III), 𝜃(𝑡) is given by 𝜃(𝑡) = −2 arctan [
𝛾𝑡

𝜋

2𝜋

2

2𝜋 ⌊ ⌉ −

𝑝2

with 𝛾 = √

𝑝+1

√ 𝑝−1

1

tan ( 𝛾 𝑡)] −

− 1, leading to a ∇𝐵-drift of 𝑣⟂ (𝑝 − 𝛾 ).

2

Appendix C

Sampling from arbitrary
distributions
On several occasions we need to sample points from uncommon distributions, such as the 𝜒32 -distribution of particle energies in Section 3.4.5, a Normal distribution or the Thompson distribution of sputtered particle energies
in Section C.4. When using low-discrepancy sequences, sampling tricks using
multiple random numbers to generate other distributions typically perform
less well than direct inversion sampling. This chapter explains an efficient
method for inversion sampling of arbitrary distributions, and applies this to
the case of the 𝜒32 -distribution.

C.1

Probability theory

Most smooth distributions can be described with a probability density function, which describes the probability of drawing samples in a small region,
pdf(𝑥)d𝑥.

(C.1)

The function must be normalised such that the probability of finding a particle
anywhere in the domain is 1.
For example, the standard normal distribution has probability density function
1 − 1 𝑥2
𝑒 2
pdf(𝑥) =
(C.2)
√2𝜋
The integral of this distribution is called the cumulative density function,
𝑥

cdf(𝑥) = ∫

−∞

pdf(𝑥)d𝑥,

where we have due to the normalisation of the pdf that cdf(∞) = 1.
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To generate samples from a distribution by inversion sampling we first
generate a uniform random number 𝑢 on [0, 1], and then calculate
𝑥 = cdf−1 (𝑢),

(C.4)

where cdf−1 is the inverse of the cdf. The generated 𝑥 are then distributed
according to the pdf of the distribution.
In some cases the cdf is analytically invertible, and the procedure can be
done very cheaply, for example for the 𝛽(1, 1/2)-distribution in Section 3.4.5.
This is however not the case for the 𝜒32 -distribution, and we therefore use a
numerical root-finding method to find the 𝑥 corresponding to 𝑢.

C.2 Root-finding
In essence the problem of root-finding treats the problem of
𝑓 (𝑥) = 0

(C.5)

for an arbitrary function 𝑓 (𝑥). This can be used to invert a function, if the
function is monotonous and smooth. These properties hold for most physically relevant distribution functions. We can then write (C.4) as
cdf(𝑥) − 𝑢 = 0.

(C.6)

We have implemented both a Newton’s method and Halley’s method solver
for the above equation, based on the first and both first and second derivatives of the cdf respectively. The first derivative is just the pdf again, which
is often sufficiently smooth to have a useful derivative pdf′ .

Initial guess
The performance of root-finding algorithms is often strongly dependent on
the quality of the initial guess. We can here do very well, since the function to
invert is known ahead of time. In that case either the values can be tabulated,
or the inverse of a function which is close to the objective function can be
evaluated.

c.3. sampling from the particle energy distribution

C.3
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The relevant functions for the 𝜒32 -distribution¹ are
𝑥
2
1
cdf(𝑥) = erf (
)−
√𝑥 exp (− 𝑥)
2
√𝜋
√2
𝑥
1
exp (− 𝑥)
pdf(𝑥) =
2
√ 2𝜋
1
−
𝑥
1
pdf′ (𝑥) =
exp (− 𝑥)
2
√8𝜋𝑥

(C.7)
(C.8)
(C.9)

where we approximate the cdf for the initial guess with
𝑏

cdf(𝑥) ≈ tanh (𝑎𝑥)

(C.10)

with 𝑎 = 0.24851051, 𝑏 = 1.11289237 determined from a fit against the true
cdf, to generate an initial guess²
𝑥0 ≈

1
𝑎

−1

tanh (𝑢 1/𝑏 ) .

(C.11)

Since the cdf is not real for 𝑥 < 0, we perform the following extension,
cdf(𝑥 < 0) = −cdf(|𝑥|)
pdf(𝑥 < 0) = −pdf(|𝑥|)
pdf′ (𝑥 < 0) = −pdf′ (|𝑥|)

(C.12)
(C.13)
(C.14)

ensuring convergence even for values close to zero in the presence of overshoots.

C.4

Sampling from the Thompson distribution

The distribution of energies of particles sputtered from a material follows to
a good accuracy a Thompson distribution [115]. Depending on the impact
parameters a different fall-off parameter 𝑛 for high-energy sputtered atoms is
found. The general form of the distribution is
Γ(𝐸) = 𝐴

𝐸
𝑛+1

(𝐸 + 𝐸𝑏 )

(C.15)

¹Though Newton’s method outperformed Halley’s method in our tests, and the pdf′ is hence not
used.
²Better performance can probably be achieved by tabulating the inverse of the function ahead of
time, but this has not been necessary as the method shown here is fast enough for our purposes.
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Figure C.1: Cumulative density function of the 𝜒32 -distribution, along with
1.11289237
invertible fit of cdf(𝑥) ≈ tanh (0.24851051𝑥)
.
with as parameters the surface barrier 𝐸𝑏 and the high-energy fall-off 𝑛 > 1
(typically 2).
Let us integrate Γ(𝐸) to scale it to a probability density function, and to
find the cumulative density function to see if we can invert it. Substitute
𝐸̃ = 𝐸 + 𝐸𝑏 into the equation.
𝑥

𝑥+𝐸𝑏

cdf(𝑥) = ∫ Γ(𝐸)𝑑𝐸 = 𝐴 ∫
0

𝐸𝑏

𝐸̃ − 𝐸𝑏
𝑑 𝐸̃
𝐸̃ 𝑛+1

(C.16)

Calculating the integral is straightforward:
cdf(𝑥) = −𝐴

𝐸𝑏 + 𝑛𝑥
|𝑥
(−1 + 𝑛)𝑛(𝐸𝑏 + 𝑥)𝑛 0

(C.17)

for 𝑛 ≠ 0, 1. In that case the integral contains a logarithm. Simplifying the
above result.
𝐸𝑏 + 𝑛𝑥
𝐸𝑏
−
]
𝑛
(−1 + 𝑛)𝑛(𝐸𝑏 + 𝑥)
(−1 + 𝑛)𝑛(𝐸𝑏 )𝑛
1
𝐸𝑏 + 𝑛𝑥
−
= −𝐴 [
]
𝑛
(−1 + 𝑛)𝑛(𝐸𝑏 + 𝑥)
(−1 + 𝑛)𝑛𝐸𝑏𝑛−1

cdf(𝑥) = −𝐴 [

(C.18)
(C.19)

c.4. sampling from the thompson distribution
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We can find A from cdf(∞) = 1. Assume 𝑛 > 1
1=𝐴
so we must have

1

(C.20)

(−1 + 𝑛)𝑛𝐸𝑏𝑛−1

𝐴 = 𝑛(𝑛 − 1)𝐸𝑏𝑛−1

(C.21)

which yields finally for the cdf(𝑥):
cdf(𝑥) = [1 − 𝐸𝑏𝑛−1

𝐸𝑏 + 𝑛𝑥
]
(𝐸𝑏 + 𝑥)𝑛

(C.22)

This has no inverse in terms of elementary functions for general 𝑛, so we
need to use numerical methods if we wish to sample from this distribution.
We can do this by solving cdf(𝑢) for 𝑥 numerically as above.
pdf(𝐸) = 𝑛(𝑛 − 1)

𝐸𝐸𝑏𝑛−1
𝑛+1

(𝐸 + 𝐸𝑏 )

(C.23)

In the second case we need also the second derivative of the cdf.
pdf′ (𝑥) = 𝑛(𝑛 − 1)𝐸𝑏𝑛−1

𝐸𝑏 − 𝑛𝑥
(𝐸𝑏 + 𝑥)(𝑛+2)

(C.24)

Special cases (n=2,3)
In these cases we can write inverse transform sampling as the solution of
a 𝑛-th order polynomial equation, which we can do analytically for 𝑛 ≤ 3,
which are the most commonly encountered parameters in experiments. Rewrite cdf(𝑥) = 𝑢, with 𝑢 ∈ [0, 1].
0 = 𝐸𝑏1−𝑛 (𝐸𝑏 + 𝑥)𝑛 (1 − 𝑢) − 𝐸𝑏 − 𝑛𝑥

(C.25)

Rewriting this in terms of 𝑦 = (𝐸𝑏 + 𝑥)𝑛 :
0 = 𝐸𝑏1−𝑛 𝑦 𝑛 (1 − 𝑢) − 𝑛𝑦 + (𝑛 − 1)𝐸𝑏 .

(C.26)

Appendix D

Particle restart files
When analysing simulation results it can be useful to follow the trajectories of
single particles, or to restart a simulation from a known state. For this purpose
a restart file format for particles has been defined. The particle variables are
stored in an hdf5 file with naming scheme part000.00000100.h5, with layout
shown graphically in Figure D.1. They can be written by write_action and
read by read_action.

/
real*8 :: time(1)

groups/
001/
integer :: i_elm(n)
real*8 :: st(n,2)
real*4 :: weight(n)
type = "particle_kinetic_leapfrog"
real*8 :: x(n,3)
real*8 :: v(n,3)
integer :: q

Figure D.1: Example particle restart file structure with a single group of
particles of type particle_kinetic_leapfrog.
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Field line tracing
In many cases it is useful to follow the path of a field line, for instance when
making Poincaré plots or calculating certain diagnostics.
We trace field lines by making a particle move in the direction of the local
magnetic field with a velocity 𝑣. The equation of motion is then
dx
̂
= 𝑣 B(x).
d𝑡

(E.1)

To solve this equation we have two methods. The simplest, and most
inaccurate, is a forward Euler method:
̂ 𝑛 ).
x𝑛+1 = x𝑛 + 𝑣Δ𝑡 B(x

(E.2)

This requires very small time steps in our case, since the error is always in the
same direction (outwards). We have implemented this in fieldline_euler_
push_cartesian.
A better alternative is to use a linear multistep method, such as AdamsBashforth. We can write the equation as
3
1
̂ 𝑛+1 ) − Δ𝑡 B(x
̂ 𝑛 ).
x𝑛+2 = x𝑛+1 + Δ𝑡 B(x
2
2

(E.3)

Which is implemented in fieldline_adams_bashforth_push_cartesian. The
field at the previous position is stored in the particle as B_hat_prev. The first
step should be taken with the forward Euler method.
Since we are in a cylindrical coordinate system we need to perform a slight
correction for the toroidal angle 𝜑. This is done by updating 𝑅𝜑 instead of 𝜑,
and dividing by 𝑅 to obtain 𝜑 again.
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Maximum absolute difference in 𝜓𝑁

10−4
10−5
10−6
10−7
10−8
10−9
10−10
10−4

10−3

10−2
Step size along field line [m]

10−1

100

Figure E.1: Maximum absolute difference in 𝜓𝑁 after 10 toroidal turns tracing a field line with step sizes between 0.1mm and 1m. The dashed line is a
second-order scaling with the step size, to serve as a guide to the eye. At the
smallest time-scales the interpolation error of the fields becomes dominant
over the position error made in the field-line tracing algorithm.

E.1 Verification of field-line trajectories
We can verify the performance of the field-line tracer by looking at conservation of 𝜓 , since the trajectory of a particle with mass 0 lies on a field-line
and will have conserved 𝑃𝜑 = 𝑒𝜓 + 𝑚𝑟𝑣𝜑 , and hence conserved 𝜓 . Figure E.1
shows the maximum absolute difference in normalised poloidal flux 𝜓𝑁 , when
tracing a field-line for 10 toroidal turns with step sizes along the field line
between 0.1 mm and 1 m in a jet-like magnetic geometry.

Appendix F

Verification of the
impurity-background collision model
We test here the performance of the impurity-background collision model by
comparing simple simulations of ensembles of particles against theoretical
predictions, first of classical transport in the absence of a magnetic field in
Section F.1 and then of neoclassical transport in magnetised plasmas in Section F.2. Additional tests are included in the FRUIT regression test suite built
for the particle extension, which verify conservation of momentum and energy, and compares the result of precalculated collisions. These are found in
particles/tests/collide_particles_spec.f90.

F.1 Verification of classical transport
We reproduce here the collision model benchmarks from [61]. This is done
in particles/benchmarks/mod_collision_cases_homma2012.f90.
We will test W particle collisions in a divertor environment, with a weakly
ionised particle, W3+ . The parameters of the setup are shown in Table F.1,
reproduced from [61]. The classical transport tests are split in 8 different
cases for the collision model and 4 tests for sampling the distribution function. These are intended to verify independently the slowing-down time and
different aspects of the thermal force for temperature gradients perpendicular
and parallel to the particle motion.
We test the slowing-down speed, case 0-0 and 4 different cases with 2
variants each. These are shown in Table F.2
The first case is the slowing-down of a particle in a uniform plasma, shown
in figure F.1. In this we reproduce the slowing-down time, i.e. the timescale in which the particle loses momentum. In Cases 1-4, shown in Fig185
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Table F.1: Numerical parameters for the reference cases

Test particle species
Initial test particle velocity, v𝑎 (𝑡 = 0)
Normalised test particle velocity, ṽ 𝑎 (𝑡 = 0)
No. of test particles, N
Background plasma ion
Background density, 𝑛𝑏
Temperature at the origin, 𝑇𝑏 (0)
Temperature gradient, ∇𝑘𝑇𝑏
Coulomb logarithm, ln Λ
1/𝐷(𝑣𝑡ℎ,𝑏 )
Collision time step, Δ𝑡
Slowing-down time, 𝜏𝑠

W3+
8.84 × 103 m/s e𝑍 (50eV)
0.13 e𝑍
5 × 104
H+
1020 m−3
50 eV
depends on each case
15
2.03 × 10−7 s
1/𝐷(𝑣𝑡ℎ,𝑏 ) × 10−3 s
7.10 × 10−5 s

Table F.2: Test conditions

Case 1
Case 2
Case 3
Case 4

1-1
1-2
2-1
2-2
3-1
3-2
4-1
4-2

∇𝑇𝑥

∇𝑇𝑦 ,

∇𝑇𝑧 [eV/m]

|ṽ 𝑎 |

𝑛𝑏 [m−3 ]

0
0
3
5
0
0
0
0

0
0
0
0
0
0
0
0

3
5
0
0
0
10
5
5

0.13
0.13
0.13
0.13
1.8
1.8
0.13
0.13

1 × 1020
1 × 1020
1 × 1020
1 × 1020
1 × 1020
1 × 1020
0.85 × 1020
2.0 × 1020

ures F.2, F.2, F.3 and F.3 we test the temperature gradient force in different
configurations, for fast and slow particles.

Distribution function sampling tests
In this section we verify the routine for sampling from the particle distribution function by comparing sampled and analytical distributions for different
temperature gradients. The results are similar to Appendix B in [61], proving that we implement this model correctly. Figures F.4a, F.4b, F.4c and F.4d
show numerically sampled estimates of the distribution function compared
to the theoretical values. Note that the y-axis contains the relative number of
particles after selecting for a velocity 𝑤 ∈ [0.99, 1.01]𝑣th .
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Figure F.1: Time evolution of the average velocity, normalised by the initial
speed 𝑣0 , with time axis normalised with 𝜏𝑠 . Left: x component of average
velocity. Right: z component of average velocity, compared against theoretical slowing-down time. Simulated times are short so the slowing-down time
calculated for 𝑣𝑧 = 𝑣0 is a good approximation.
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Figure F.2: Time evolution of the average velocity in the z-direction for Case
1-1 and 1-2 (left) and in the x-direction for Case 2-1 and 2-2 (right)
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Figure F.3: Time evolution of the average velocity in the z-direction for Case
3-1 and 3-2 (left) and for Case 4-1 and 4-2, compared with 1-2 (right).
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Figure F.4: Velocity distribution at 50 eV with temperature gradient of 0, 10,
20 and 30 eV/m e𝑍 in a, b, c, d respectively. The blue bars denote a histogram of
values sampled using the method, and the orange line denotes the distribution
function.

Test of calculation of background plasma heat flux vector q
In the application of this model to magnetised plasmas we need to express
the distortion of the velocity distribution in terms of the background heat flux
vector. This is estimated from the classical expressions for parallel, perpendicular and diamagnetic heat conductivities [62]. We verify the calculation
of this heat flux vector in an automated regression test, in particles/tests/
q_homma_spec.f90. For the analytical expressions see [62]. These tests run
successfully and are included in the full suite which runs automatically.

F.2 Verification of transport in magnetised plasmas
The next step, after proving correct behaviour of the heat flux vector calculation is a verification of forces acting on collisional magnetised particles. We
treat two effects here, the thermal force and the temperature screening effect.
If these are simulated correctly the combination with the orbit-tracking code
described in Deliverable 1 will automatically result in the correct calculation
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Figure F.5: Time evolution of the average velocity in the Y-direction for Case
I-1 and I-2 (top left) and I-3 (top right), and the average Z-direction (bottom)
of neoclassical transport.

Thermal force
For the thermal force we follow 106 particles in a weak magnetic field of 0.1 T
𝑒𝑧 for 0.01 Ω𝑎 , i.e. only for a fraction of the gyroperiod. If we create a temperature gradient in the 𝑥-direction this causes a diamagnetic thermal force in
the 𝑦 direction and a perpendicular thermal force in the 𝑥-direction of smaller magnitude. We test this for a temperature gradient of ∇𝑘𝑇 = [100, 0, 0]
eV and ∇𝑘𝑇 = [300, 0, 0] eV in Figure F.5, labelled test I-1 and I-2, where we
reproduce the analytical expressions for the thermal force. It also shows the
diamagnetic thermal force on test particles in a case with ∇𝑘𝑇 = [300, 0, 5] eV,
to test the reproduction of a simultaneous perpendicular and parallel temperature gradient, labelled I-3a, and the parallel thermal force labelled I-3b.

Temperature screening
To simulate the temperature screening effect we follow 104 particles over 650
1/Ω𝑎 in a magnetic field of 1 T 𝑒𝑧 . Figure F.6 shows the average position for
a temperature gradient of ∇𝑘𝑇 = 100 eV/m 𝑒𝑥 , with label II-1. Figure F.6 also
shows the results of a similar experiment, with ∇𝑘𝑇 = 300 eV/m 𝑒𝑥 , labelled II-
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Figure F.6: Time evolution of the average position for Case II-1 (left) and Case
II-2 (right) for the X and Y position. The Y-position should be unchanged.
2. In both cases the results match well with the Braginskii expressions for the
temperature screening effect. See [62] for more details and exact expressions.

F.3 Conclusion
The implemented collision model properly reproduces expected theoretical
results for tungsten (neo)classical transport in divertor plasma conditions. We
can thus use it to study the behaviour of sputtered tungsten. The reproduction
of one-dimensional neoclassical transport predictions in the core plasma has
not yet been verified.

Appendix G

Closed-form solutions for the
trajectories of charged particles in an
exponentially varying magnetic
field¹
Abstract
We present a new reference solution for charged particle motion in a strongly
inhomogeneous magnetostatic field. The solution describes both bound and
unbound particle motion, which can be split into three regimes, the deflection, loop-deflection and drift regime. We calculate the trajectory in terms of
trigonometric and hyperbolic functions, resulting in simple analytical expressions for the particle position and ∇𝐵-drift velocity. This reference solution is
useful to verify and compare the performance of kinetic and guiding-centre
charged particle pushers in inhomogeneous fields, by verifying the conservation of two constants of motion, as well as the exact trajectory at any time.

G.1

Introduction

Computing the motion of charged particles is commonplace in research into
fusion and industrial plasmas, beam and accelerator physics, molecular dynamics and astrophysics. Different approaches can be taken to numerically
integrate the equation of motion, depending on the nature of the fields and
¹This chapter has been published as an article in the journal ieee Transactions of Plasma Science D. C. van Vugt, L. P. J. Kamp and G. T. A. Huijsmans. ‘Closed-Form Solutions for the Trajectories of Charged Particles in an Exponentially Varying Magnetostatic Field’. In: IEEE Trans. Plasma
Sci. 47.1 (Jan. 2019), pp. 296–299. doi: 10.1109/TPS.2018.2878459.
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trajectories. Guiding-centre methods, which treat the particle as a ring of
current, can be very efficient in strongly magnetised plasmas. In other cases
the full trajectory can be computed, using either implicit or explicit methods.
The most common integration scheme is the Boris-Buneman method [41,
21, 42], a leapfrog scheme with the advantages of being explicit, second-order
and energy-conserving. Recently many new integration methods have been
proposed, such as those based on splitting schemes [116], generating functions [117], or spectral deferred corrections [118]. These new methods are
generally high-order and energy-conserving.
The performance of these so-called pushers or movers varies widely, depending on the fields and particle paths. For instance Runge-Kutta methods
are known to have poor energy conservation properties, and some splitting
methods are known to perform poorly in inhomogeneous fields [116]. To assess the performance of particle pushers they are often benchmarked using
several different fields for which the exact trajectory is known analytically.
Currently, the most common test cases found in literature are a simple uniform magnetic field [119, 43, 120, 121] and the Penning Trap [116, 118, 122,
123]. However, these both have a uniform magnetic field, so the performance
of pushers with respect to magnetic field gradients and associated drifts is not
tested thoroughly. Only few closed-form analytical solutions of the equation
of motion for a charged particle in non-uniform magnetic fields are known.
For the case of a uni-directional magnetostatic field the path of a particle can
be found but generally not in closed form. Elementary analytic results have
been documented only for a few simple cases [124].
We propose a magnetic field tailor-made for testing the performance of
pushers in inhomogeneous fields, with B = 𝐵0 𝑒 𝑥/𝑙 𝑧,̂ where 𝑙 is the gradient
length. This magnetostatic field is inhomogeneous, simple and allows for an
exact solution in closed form for the trajectories for arbitrary values of the
gradient length 𝑙 making it ideal for benchmarking particle pushers. This field
has been used before, however, without an exact solution [125]. Although
inhomogeneous fields have been proposed and used before in testing particle
pushers [119, 116, 126, 127, 121], we believe that this field is the only one with
a simple analytical solution for the particle positions and its ∇B drift at any
time and for arbitrary strength of the inhomogeneity.

G.2 Solution of the equation of motion
Consider a particle with charge 𝑞 and mass 𝑚, moving in the 𝑥 − 𝑦-plane of a
Cartesian coordinate system and under the influence of a magnetostatic field
in the 𝑧-direction with strength
𝐵𝑧 (𝑥) = 𝐵0 𝑒 𝑥/𝑙 .

(G.1)
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There is no electric field. Since the kinetic energy of the particle cannot
be altered by the magnetic field we can write the velocity vector as v(𝜃) =
𝑣⟂ (cos(𝜃)𝑥̂ + sin(𝜃)𝑦),
̂ using polar coordinates in velocity space. Since 𝑣⟂ is a
constant, the particle’s velocity is uniquely described by 𝜃(𝑡). We now introduce dimensionless quantities for these variables according to
ṽ = v/𝑣⟂ ,

𝑥̃ = 𝑥/𝑙,

𝑦̃ = 𝑦/𝑙,

𝑡 ̃ = 𝑣⟂ 𝑡/𝑙

(G.2)

and drop the tildes immediately. We thus have
𝑥 ̇ = cos 𝜃,

𝑦̇ = sin 𝜃,

(G.3)

where the dot indicates a time-derivative. The time-evolution of the velocity
is determined by the Lorentz force F = 𝑞v × B, which reduces to
v̇ = 𝛼𝑒 𝑥 v × 𝑧.̂

(G.4)

The dimensionless parameter 𝛼 is given by
𝛼=

𝑞𝐵0 𝑙
,
𝑚𝑣⟂

(G.5)

which is the ratio of the gradient length 𝑙 of the magnetic field and the gyroradius 𝑟𝑔 = 𝑚𝑣⟂ /(𝑞𝐵0 ). Writing out the components 𝑥 ̈ and 𝑦 ̈ of (G.4) hints at an
equation of motion for 𝜃 ̇
𝑥̈ =
𝑦̈ =
which is given by

−𝜃 ̇ sin 𝜃 =
𝜃 ̇ cos 𝜃 =

−𝜃 𝑦̇ ̇ =
𝜃 𝑥̇ ̇ =

𝜃 ̇ = −𝛼𝑒 𝑥 .

𝛼𝑒 𝑥 𝑦̇

(G.6)

−𝛼𝑒 𝑥 𝑥 ̇

(G.7)
(G.8)

To solve (G.8) we can multiply both sides with cos 𝜃 = 𝑥.̇
𝜃 ̇ cos 𝜃 = −𝛼𝑒 𝑥 𝑥.̇

(G.9)

This can be integrated from 0 to 𝑡 and simplified with (G.8)
sin 𝜃 − sin 𝜃0 = 𝜃 ̇ − 𝜃0̇ .

(G.10)

We can further simplify and rearrange to obtain
𝜃 ̇ = sin 𝜃 − 𝑝,

(G.11)

where the constant 𝑝 = 𝑦̇ + 𝛼𝑒 𝑥 = sin(𝜃0 ) − 𝜃0̇ is the dimensionless 𝑦component of the generalised momentum², 𝜃0 = 𝜃(𝑡 = 0) and 𝜃0̇ denotes
the time-derivative of 𝜃 at 𝑡 = 0.
²The other conserved quantity is the particle velocity 𝑣⟂ .
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Figure G.1: Effective potential 𝑉 (𝑥) plotted for 𝛼 = 1 in the three different
regimes, with 𝑝𝑖 = −0.8, 0.8, 1.6. 𝑥𝑖 = ln (𝑝𝑖 + 1) are the maximum 𝑥-values.
′
The trajectories are along the line 𝐸 = 1/2. 𝑥III
= ln (𝑝III − 1) is the minimum
𝑥-value in the drift regime.
We can define an effective potential for the motion in the 𝑥-direction
𝑥̈ = −

𝑑 2𝑉
,
𝑑𝑥 2

(G.12)

which we can derive from 𝑥 ̇ = cos 𝜃 and (G.8)
𝑥 ̈ = −𝜃 ̇ sin 𝜃 = 𝛼𝑒 𝑥 𝑦̇ = 𝛼𝑒 𝑥 (𝑝 − 𝛼𝑒 𝑥 ) .

(G.13)

Integrating this to 𝑥 to obtain 𝑉 is straightforward, leading to
1
2
𝑉 (𝑥) = (𝑝 − 𝛼𝑒 𝑥 ) ,
2

(G.14)

choosing the additive constant to be zero. Multiplying (G.12) with 𝑥 ̇ and integrating over time leads to an expression for conservation of energy
1
1
𝐸 = 𝑥 ̇ 2 + 𝑉 (𝑥) = .
2
2

(G.15)

The topology of the trajectories can now be evaluated from the effective
potential 𝑉 (𝑥). There are three different regimes, depending on the value of
𝑝 and the sign of 𝛼³. If −1 < 𝑝 ≤ 0 the particle is in the deflection regime
(I). The particle will approach a region of higher magnetic fields and is then
³for 𝛼 < 0 set 𝑝 → −𝑝. We will assume 𝛼 = 1 in the following.
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being deflected. For 0 < 𝑝 ≤ 1 the particle is in the loop-deflection regime
(II). Again the particle is moving towards the high-field region and then being
deflected making a single loop. If 𝑝 > 1 the particle is in the drift or gyration
regime (III). The special case 𝑝 = −1 describes motion along the 𝑦-axis, with
𝜋
𝜃 = − . If 𝑝 = 0 the motion resembles the ⊃ symbol, with 𝜃 decreasing from
2
0 to −𝜋. 𝑝 = 1 is the transition point between loop-deflection and gyration,
where the particle makes a single loop, starting at 𝜃 = 𝜋/2 and ending at
𝜃 = −3𝜋/2. Figure G.1 shows the effective potential 𝑉 (𝑥) in each of the
regimes. The location of the turning points 𝑥𝑖 = ln (𝑝𝑖 ± 1) (𝑖 = 1, 2, 3), where
𝑉 (𝑥) = 𝐸 = 1/2 is also indicated.
To quantitatively describe the particle trajectories we need to solve for
𝜃 = 𝜃(𝑡), 𝑥 = 𝑥(𝑡) and 𝑦 = 𝑦(𝑡). We can integrate the equation of motion for
𝜃, (G.11)
𝑡
𝜃
d𝜃 ′
′
(G.16)
∫ d𝑡 = ∫ sin 𝜃 ′ − 𝑝 .
0
𝜃0
Without loss of generality we choose the initial position of the particle to
be given by 𝑥(𝑡 = 0) = ln (𝑝 + 1), which corresponds to the location of the
𝜋
𝜋
turning point and 𝑦(𝑡 = 0) = 0. Then 𝜃0 = ± . We will take 𝜃0 = − in what
2
2
follows. The integrals in (G.16) can be evaluated to obtain 𝑡 = 𝑡(𝜃), which
may then be inverted to yield:
1+𝑝
1
𝜋
𝜃(𝑡) = −2 arctan [
tanh ( 𝛾 𝑡)] −
2
2
√1 − 𝑝

(G.17)

for −1 ≤ 𝑝 < 1 and
𝑝+1
1
𝜋
⎢ 𝛾𝑡
𝜃(𝑡) = −2 arctan [
tan ( 𝛾 𝑡)] − 2𝜋 ⎢ ⎤
−
⎥
2
⎣ 2𝜋 ⎥ 2
√𝑝 − 1

(G.18)

for 𝑝 > 1. Here 𝛾 = √|𝑝 2 − 1| and ⌊𝑥⌉ indicates the integer closest to 𝑥.
The second term of the right-hand side of (G.18) is needed to select from the
multiple solutions of 𝑡 = 𝑡(𝜃) whenever 𝑝 ≥ 1.
The 𝑥-trajectory can be found from (G.8) and (G.11)
𝑥(𝑡) = ln (−𝜃)̇ = ln (− sin 𝜃(𝑡) + 𝑝) ,

(G.19)

̇
whereas the 𝑦-trajectory can be found by integration of 𝑦̇ = 𝑝 −𝛼𝑒 𝑥 = 𝑝 + 𝜃(𝑡),
𝑦(𝑡) = 𝑝𝑡 + 𝜃(𝑡) +

𝜋

.
(G.20)
2
Figure G.2 shows example particle trajectories in each of the three regimes.
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Figure G.2: Paths of a charged particle in the deflection (I, 𝑝 = −0.6), loopdeflection (II, 𝑝 = 0.9) and drift regimes (III, 𝑝 = 2). Indicated in the figure
are 𝑙1 = 𝜋 −

4𝑝

−1

1−𝑝

tanh (
), 𝑙2 = 𝜋 −
√ 1+𝑝
𝑝+1
𝑙4 = ln ( ), where 𝛾 = √|𝑝 2 − 1|.
𝛾

4𝑝
𝛾

𝑝−1

tan−1 (
), 𝑙3 =
√ 𝑝+1

2𝜋
𝛾

(𝑝 − 𝛾 ),

𝑝−1

The magnetic field gradient drift velocity in regime III is given by
𝑣𝑑 = ⟨𝑦⟩̇ = 𝑝 − 𝛾

(G.21)

where ⟨𝑦⟩̇ denotes the time-averaged velocity in the 𝑦-direction. in the limit
of 𝑝 ≫ 1 (and thus 𝑝 ≈ 𝛼) we can expand to first order:
𝑣𝑑∗ = 𝑣⟂ (𝑝 − √𝑝 2 − 1) =

𝑣⟂
+ 𝒪 (𝑝 −3 ) ,
2𝑝

(G.22)

which reduces to the well-known drift expression for small magnetic field
gradients [128, p. 74]
v𝑑 ≈ −

𝑚𝑣⟂2 (∇𝐵) × B
𝑚𝑣⟂2 1
𝑣⟂
=
𝑦̂ =
𝑦̂
2𝑞𝐵
𝐵2
2𝑞|B| 𝑙
2𝛼

(G.23)

where 𝐵 = |B| and 𝑒𝑦̂ is the unit vector in the 𝑦-direction.

G.3 Verification
To show an example application and test the correctness of the solution we
trace a set of protons with mass 𝑚 = 1.67262158 ⋅ 10−27 kg with the BorisBuneman method [41, 21, 42] with time step Δ𝑡 = 2 ns. The magnetic field
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Figure G.3: Comparison of particle paths with numerically integrated trajectories in regime (I), (II) and (III) from left to right. The solid line indicates
the exact solution, the dots indicate the particle position as calculated with
the Boris-Buneman method.
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Figure G.4: Distance between endpoints of paths in figure G.3 versus time
step size.

has a strength of 𝐵0 = 1 T and a gradient length 𝑙 = 0.2 mm. Cases studied
are the same as in figure G.2, i.e. 𝑝 = −0.6, 𝑝 = 0.9 and 𝑝 = 2. Particles are
initialised at (𝑥(𝑡0 ), 𝑦(𝑡0 )) with 𝑡0 = −30, −40, −91 ns, where 𝑥(𝑡) and 𝑦(𝑡) are
given by (G.19) and (G.20) respectively. The particle paths are then followed
until 𝑡1 = 30, 40, 91 ns respectively. Figure G.3 shows a comparison between
the exact particle trajectories and a numerical calculation. The final error in
the numerical trajectory calculation, 𝜖 = |xnum (𝑡1 ) − x(𝑡1 )|2 , scales with the
time step size and is shown in figure G.4.
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G.4 Conclusion
We present a new and simple solution for the trajectories of a charged particle
in an exponentially varying, inhomogeneous magnetostatic field having a
constant field gradient of arbitrary magnitude. Three regimes are identified, depending on the value of the conserved component of the generalised
momentum. These are the so-called deflection, loop-deflection, and drift regimes. The drift velocity in the last regime reduces to the standard expression in the limit of small field gradients. Closed-form analytical solutions are
presented for the motion of the particle in each of these regimes and compared
against numerical calculations. This magnetic field is well-suited for testing
particle pushers even in strongly inhomogeneous fields. The performance
of kinetic and guiding-centre methods can be evaluated through comparison
with the presented analytical expressions for the particle trajectory, drift velocity and conserved quantities.

Appendix H

Verification of the particle pusher¹
To prove the correctness of the particle pusher we check the conservation of
kinetic energy 𝐾 and of canonical toroidal momentum 𝑃𝜑 in an axisymmetric JOREK equilibrium without electric fields. This equilibrium is obtained
by removing the electric field from the pre-elm equilibrium described in Section 5.4. W ions are initialised near the axis, with 𝜓𝑁 ∈ [0, 0.214] and with
the velocities sampled from the local Maxwellian and charge state 𝑍 = 10.
10000 particles are followed for each of the time step sizes tested, between
0.1 microsecond and 0.1 nanosecond.
Figure H.1 shows the mean change in kinetic energy < |𝐾 −𝐾0 | > after the
start of the simulation in eV. The error made here is negligible compared to the
average value of the kinetic energy of ∼ 4.1 keV. They grow as √𝑡, indicating
a random walk of floating-point round off errors per step. This also explains
why the error increases with number of steps and hence decreases with time
step size.
Figure H.2 shows the mean relative change in 𝑃𝜑 = 𝑍 𝑒𝜓 −𝑚𝑅𝑣𝜑 , a constant
of motion. This is nearly constant throughout the simulation, showing that
the particle trajectory integration is correct. A small drift is present at the
smallest time step sizes, but is far too small to play a role in our application.
Decreasing the time step size causes the conservation of 𝑃𝜑 to quadratically
improve, as expected from the second-order Boris method. This is better illustrated in figure H.3, where the solid line indicates the mean relative change
and the violins show the distribution of changes in 𝑃𝜑 . From this we can estimate a time step size at which to run our simulations. Time steps smaller
than 10−8 second seem adequate, since they lead to an acceptable mean relative variation of 8 ⋅ 10−6 over 6 milliseconds of simulation time.
¹This is an appendix to [86], which has been printed in Chapter 5.
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Figure H.1: Mean and maximum change in kinetic energy in eV.
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h.1. convergence study of results with number of particles.
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Figure H.3: Mean relative change in 𝑃𝜑 and distribution for different time
step sizes.

H.1

Convergence study of results with number of particles.

Figure H.4 shows the scaling of reconstruction of tungsten profiles after an
elm with the number of particles. This shows that enough particles have
been used to remove statistical variation. Particles followed have been placed
pseudo-randomly in the plasma, leading to the scaling of 1/√𝑁 in the reconstruction.
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Figure H.4: Reconstruction of the electron H-mode pedestal-like W density
profile after 2 ms with varying number of particles 𝑁 . Inset shows the scaling
of the mean absolute deviation to the results with 10 million particles, which
has the expected 1/√𝑁 -scaling for Monte-Carlo methods.

Appendix I

Tests of the projection function
In this section we test the projection of a function onto finite element basis.
We take a few simple cases which are in the function space spanned by the
element: 0, 1, 𝑅, 𝑅𝑍 and one outside this space: 𝑅 4 . The right-hand side is
integrated with the standard Gauss quadrature, and the function is projected
onto either a 10 × 10 square grid or a 40 × 32 or 40 × 31 polar or flux-aligned
grid.
For each of the projected functions 𝑓 we test the mean value 𝜇 and the
rms value 𝜖, defined as
1/2

2

𝜖=[

∫ (𝑝 − 𝑓 ) d𝑉
∫ d𝑉

]

.

(I.1)

Table I.1 lists the rms values of a few projections onto a few simple grids.

Table I.1: Projection of functions onto finite elements. For the polar and fluxaligned grids the numbers indicate the number of radial and poloidal cells.
Note that 𝑅 4 are not in the space spanned by the elements’ basis functions
(𝑅𝑍 is only in this space for the square grid.)
𝐺𝑟𝑖𝑑
square_10_10
polar_30_31
polar_30_32
flux_30_31
flux_30_32

𝑓 =0

𝑓 =1

𝑓 =𝑅

𝑓 = 𝑅𝑍

𝑓 = 𝑅4

0
0
0
0
0

8.13 ⋅ 10−16
6.43 ⋅ 10−16
6.25 ⋅ 10−16
6.4 ⋅ 10−16
6.42 ⋅ 10−16

1.08 ⋅ 10−15
1.17 ⋅ 10−15
1.21 ⋅ 10−15
1.18 ⋅ 10−15
1.12 ⋅ 10−15

3.35 ⋅ 10−16
4.03 ⋅ 10−6
3.56 ⋅ 10−6
4.13 ⋅ 10−6
3.65 ⋅ 10−6

2.83 ⋅ 10−6
9.32 ⋅ 10−5
8.25 ⋅ 10−5
7.41 ⋅ 10−5
6.54 ⋅ 10−5
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Projection error
Fit 𝑛−4

10−3

𝜖

10−5
10−7
10−9
10−11
101

𝑛

102

Figure I.1: Projection error of 𝑅 4 versus number of elements in a square 1 by
1 grid. Discrepancy for low 𝑛 is probably caused by order of integration of
the right-hand side.
I.0.0.1 Convergence of the projection
The accuracy of the projection should increase as 𝒪 (ℎ𝑝+1 ) where ℎ is the
element size and 𝑝 = 3 is the order of the elements. Here we will verify this
for the projection of 𝑅 4 onto a square grid. The mean-square error 𝜖 is plotted
in Figure I.1.

Samenvatting
Niet-lineaire Gekoppelde Mhd-Kinetische Deeltjessimulaties van Zware
Onzuiverheden in Tokamakplasmas
De tokamak is de meest veelbelovende optie voor energieproductie door kernfusie. In een met magneetvelden opgesloten plasma van meer dan honderd
miljoen graden Celsius, genereert de fusie van deuterium- en tritiumionen
energie. De energieverliezen van dit plasma worden opgevangen door een
uitlaat van wolfraam, genaamd een divertor. Het oppervlak hiervan wordt
geconfronteerd met intense warmte en deeltjesfluxen, die tot erosie kunnen
leiden als ze te hoog zijn. Deze erosie vermindert de levensduur van de divertor en vervuilt het plasma, wat problemen kan opleveren voor de werking
van de reactor.
Deze kwestie is in het bijzonder belangrijk voor iter, de internationale
fusiereactor momenteel in aanbouw in het zuiden van Frankrijk. Het is ’s
werelds grootste fusie-experiment, met als doel het leveren van 500 megawatt aan fusievermogen, tien keer meer dan het vermogen om de reactie te
onderhouden. Iter is ontworpen om de eerste fusiereactor te zijn die zichzelf
kan verhitten en netto vermogen kan leveren.
De maximale warmtestroom die in iter verwacht wordt is enkele keren
groter dan die in huidige experimenten gemeten wordt, vooral tijdens kortdurende gebeurtenissen genaamd Edge-Localized Modes (elm’s), waarbij een
paar procent van de totale energie in het plasma verloren gaat in enkele milliseconden. Voorspellingen van de verwachte elm-energieverliezen geven aan
dat de natuurlijke elm’s in iter zullen leiden tot een onaanvaardbare erosie van de divertor. Deze voorspellingen kunnen nog niet worden getest in
een experiment, terwijl het falen van de divertor ernstige gevolgen zal hebben voor het iter-project. Het is daarom absoluut noodzakelijk om serieuze
inspanningen te leveren om een grondig begrip te verkrijgen van elm’s en
divertorerosie en deze in iter te voorspellen.
De numerieke simulatie van elm’s met behulp van grootschalige 3D Magnetohydrodynamica (mhd) simulaties biedt een krachtige methode om de relevante fysische mechanismen te onderzoeken. Na validatie in bestaande ex205
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perimenten, maakt dit voorspelling mogelijk van het elm-gedrag in iter. De
simulatie van onzuiverheden tijdens elm’s was tot nog toe echter niet mogelijk, terwijl belangrijke vragen over de productie, het transport en het effect
van wolfraam moeten worden beantwoord om het risico van divertorerosie
en plasmaverontreiniging te verminderen.
Dit proefschrift breidt voor het eerst een niet-lineaire mhd-code (jorek)
uit met de fysica essentieel voor de beschrijving van de iter hoge recycling
divertor. Ionisatie, recombinatie en straling van onzuiverheden en neutraal
waterstof moet hiervoor worden gesimuleerd, evenals sputtering en botsingen van de onzuiverheden met de bulk van het plasma. De nieuwe hybride
mhd-deeltjes-simulatiecode is een grote stap vooruit in de simulatie van onzuiverheden in plasma’s. Het wordt in dit proefschrift gebruikt om divertorerosie door elm’s te bestuderen, evenals het transport van wolfraamverontreinigingen door elm’s en de invloed van onzuiverheden op het bulk plasma.
Om divertorerosie te schatten is een sputtermodel voor jorek ontwikkeld,
die het tijdsafhankelijke en niet-uniforme sputteren door de bulk plasma en
onzuiverheden kan berekenen, inclusief zelfsputterende effecten. Het nieuwe
model wordt toegepast op een simulatie van een elm in de asdex Upgrade
tokamak om het sputteren tussen en door elms te berekenen. De belangrijkste
experimentele bevindingen zoals de toename van sputteren tijdens een elm
worden gereproduceerd.
Daarnaast is het gedrag van bestaand wolfraam in het plasma gedurende
een elm onderzocht, waarbij het mechanisme van onzuiverheidbeweging voor
het eerst geïdentificeerd is als een E×B-drift aangedreven door de elm. Het
effect van een elm op verschillende experimenteel relevante wolfraamverdelingen wordt berekend. De resultaten zijn in overeenstemming met het
experimenteel waargenomen gedrag van transport van onzuiverheden naar
buiten in het geval van initiële onzuiverheidsverdelingen met een piek binnen
het kern-plasma. Door de hogere temperaturen van iter wordt een andere
initiële verdeling verwacht, die een piek heeft buiten het hoofdplasma. In dat
geval verplaatsen de onzuiverheden zich naar binnen, in tegenstelling tot de
verwachting van eenvoudige diffusieve modellen uit de literatuur. Dit nieuwe
resultaat impliceert dat er meer stappen moeten worden ondernomen om te
zorgen voor een aanvaardbare relatieve plasmaconcentratie in de kern lager
dan 0,01%, hetzij door de productie te beperken of door te voorkomen dat
wolfraam het kernplasma binnen dringt.
De effecten van het overschrijden van de hierboven genoemde wolfraamconcentratie moeten nader worden onderzocht, wat kan worden gedaan met
een bidirectionele koppeling van de deeltjes-uitbreiding met de jorek code.
Deze thesis presenteert een koppelingsschema voor de straling veroorzaakt
door wolfraam en een verificatie hiervan met een eenvoudig testgeval. De
sterkte van de straling van wolfraam wordt onderzocht, waarbij de resulta-
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ten een toename in straling laten zien tijdens en na de elm.
De nieuwe code die hier wordt gepresenteerd, heeft veel belangrijke toekomstige toepassingen. Hiervan zijn er een aantal van speciaal belang voor
het voorspellen van de werking van iter, zoals de verbetering van de randplasmamodellering met kinetisch neutraal waterstof, de studie van onzuiverheidstransport in operationele regimes waarin elms onderdrukt worden en
de simulatie van mhd instabiliteiten veroorzaakt door snelle deeltjes.
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