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Abstract
Functional specification of systems to be implemented in software, and the involved
communication of those specifications to software engineering teams can be challenging. Traditionally, documents made up of text and various types of diagrams
are often used to describe the desired system implementation from a functional perspective. This can leave space for ambiguity, vagueness, mistakes, and omissions,
and can be hard to navigate. All this can lead to inefficient communication between
functional and software engineering teams.
One plausible solution to this problem is the use of formally defined languages, to
create specifications that take the form of models. Ambiguity and vagueness can
be prevented by explicitly defining the semantics for all language constructs (and
thus for all well-formed models). Machine-processability of the models allows for
mistakes and omissions to be automatically detected, allows for easier navigation
of models, and also has the potential for automated generation of pieces of implementation. With these advantages, use of such languages could greatly increase the
efficiency of communication between functional and software engineering teams.
In this thesis, we present a language for a specific subdomain within ASML metrology, in which particular high-level action sequences executed by ASML machines
can be specified. These specifications consist of several types of actions, with execution times, resource claims, and several types of dependencies between them. We
also discuss the process of developing such a domain-specific language, focusing in
particular on how analysis and modeling of the relevant domain is to be achieved as
part of this process.
The developed domain-specific language has been evaluated by implementing a
prototype of the language, and then experimenting with and discussing that prototype with domain experts. It was found to be sufficiently complete and suitable for
use in specification and communication, but certain simplifications in the language
cause limitations in its capabilities for analysis and generation implementation artifacts. It is deemed likely that using the language will improve overall efficiency
in the development process, though more investigation and development is needed
both in terms of the language itself and in terms of how it is to be integrated with
existing business processes.
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List of Definitions
Model A purpose-built description or specification of some aspect of reality (possibly yet to be realized). See section 2.1.
MDE Model Driven Engineering: An approach to (software) engineering focused
on the use of models of systems under development and all their parts. See
section 2.1.1.
Domain The particular area that a piece of software applies to. See section 2.2.
Domain Expert A person who is deeply involved in a given domain, particularly
one who is consulted in the analysis of that domain. See section 2.2.
Domain Model A model that captures the concepts and relations in the given domain, along with what they mean. See section 2.4.
DSL Domain-Specific Language: A computer-processable language, the expressivity of which is focused on and limited to a specific domain. See section 2.3.
Syntax The rules that govern the form of any model created in a given language.
See section 2.3.1.
Semantics The rules that define the meaning of the constructs in a given language.
See section 2.3.1.
MOF Meta-Object Facility: An OMG standard for MDE, that defines a layered architecture of object, model, metamodel, and meta-meta-model. See section
2.1.2.
DDD Domain-Driven Design: An approach to software development focused on
the domain, where domain models are used to form the application design.
See section 2.5.2.
Wafer A disc of silicon used in photolithography as the raw material to make integrated circuits.
Metro Short for Metrology: Department within ASML responsible for making measurements, processing measurements, and triggering actions that use the results. See section 1.1.
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1 Introduction
1.1

Background

ASML is a Dutch company that produces photolithography machines for the semiconductor industry. The photolithography process has five main steps:
1. A so-called photoresist is applied to the silicon, this is a material that responds
chemically when exposed to light, such that it becomes either more or less
soluble in a later used cleaning agent known as developer.
2. The photoresist-covered silicon is exposed to light in specific geometric patterns, such that the photoresist becomes soluble in some places but not in others.
3. The developer is applied, dissolving the photoresist only in those places where
the exposure made it soluble.
4. The silicon is chemically treated in such a way as to either deposit or remove
material, but only in the places where there is no photoresist left over (one
way to think of it is that the remaining photoresist protects the silicon from the
chemical treatment).
5. The remaining photoresist is cleaned off.
These five steps repeat many times over, with different exposure patterns, different
photoresists and developers, different materials and treatments, eventually resulting
in transistors and other complex structures being created on and in the silicon. These
complex structures together make dies, which can be cut out and packaged into an
electronic component.
The step of this process that is most relevant to this project is step 2, i.e. exposing the
silicon to the correct patterns of light. ASML’s main line of machines for this step
is the TWINSCAN line [2] (see figure 1.1). The Twin part of the name refers to how
the machine handles two silicon wafers (large flat discs of silicon) at a time. It has
two movable chucks that can each hold one wafer, and two separate sides between
which the chucks are exchanged back and forth (such that there is always one chuck
on each side). One side is focused on doing measurements on the wafer (the measure
side), and the other side is focused on doing the actual exposure itself (the expose side).
This parallelism allows for more efficient production (i.e. a higher number of fully
exposed wafers per hour), and higher production quality through more extensive
measurements.
Throughout the TWINSCAN machine(s), software plays an critical part, as it controls the execution of all of its operations. This software is of significant size and
complexity, as described by Rogier Wester and John Koster, it consists of 45 MLOC—about
2,000 components connected through 9,000 interfaces, and 60,000 files written in multiple
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F IGURE 1.1: An illustration of an ASML Twinscan NXT:1980Di.

programming languages [34, pg. 38]. This combination of complexity and criticality
makes software and the development of it an important part of ASML’s business.
One department within ASML that is particularly relevant to this research is the
Metrology department. The word metrology literally means ’the study of measurement’, within ASML this is taken to consist of not just what to measure and how to
measure, but also how to process measurement data in order to determine the right
set points for the machine’s systems (e.g. the desired position of the chuck that holds
a silicon wafer, or the desired intensity of the light used in an exposure). This also
includes control of when to make measurements and when to process measurement
data, and by extension when to execute the actions that depend on this data. In
practice this means that certain high-level action sequences executed in the machine
are entirely controlled by metrology.
The aforementioned action sequences are based on the duration and resource usage
of actions, along with data dependencies between them, as well as other kinds of
precedence relations. They are specified by functional engineers, and then used by
software engineers as a basis for developing the software that will control the machine.
The specification of these action sequences and the communication of them to the
software engineers is the focus of this research.

1.2

Problem Statement

In ASML’s Metrology department, the functional design of action sequences are
specified by functional engineers, generally in the form of text and diagrams. These

1.3. Research Questions
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specifications are then used by software engineers as a basis for the software implementation. The software engineers will often discuss the specification with functional engineers at length, to make sure they have all the necessary information, and
that there is no ambiguity or oversights. Figure 1.2 gives an overview of this workflow.

F IGURE 1.2: Current workflow, where functional specifications consist of text and diagrams.

This creates an opportunity for improving the efficiency of the development process.
By using formally defined language(s) to create specifications that take the form
of models. Ambiguity and vagueness can be prevented by explicitly defining the
semantics for all language constructs (and thus for the models), oversights can be
automatically detected or prevented, and thus communication between functional
and software teams can be made more efficient. In addition, such a formal language
might allow automated generation of pieces of the software implementation, as well
as other artifacts. Figure 1.3 gives an overview of what such a workflow might look
like.

F IGURE 1.3: Envisioned workflow, where functional specifications
consist of formal models.

The aim of this research project is to identify and formalize the key concepts in the
domain and the relations between them, and then develop or reuse one or more
formal languages for functional design and specification of action sequences in the
metrology domain.

1.3

Research Questions

In this research, we try to answer three main research questions. They are essentially
in chronological order. Firstly, by answering RQ1 we hope to find out what must
be done in order to develop domain-specific languages for the metrology domain
(or any other). Secondly, by answering RQ2 we hope to learn and make explicit
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all the necessary information from the domain, creating a domain model. Lastly, by
answering RQ3, we hope to develop one or more usable domain-specific languages
for the domain, and evaluating them.
RQ1 What approaches can be used for modeling a domain, and for developing
domain-specific languages for it?
RQ1a What approaches can be used for identifying domain concepts, with the
purpose of creating a domain model?
RQ1b What approaches can be used for developing domain-specific languages
for an already modeled domain?
RQ2 How can the metrology domain be modeled?
RQ2a What concepts exist in the metrology domain?
RQ2b What are the relations between these domain concepts, and how can
they be composed?
RQ2c What are the constraints that apply to these domain concepts?
RQ3 How can domain-specific languages be developed for the developed domain
model?
RQ3a How can an abstract syntax be created from the developed domain
model?
RQ3b How can a concrete syntax be created for this abstract syntax?
RQ3c How can corresponding semantics be added to the created syntax?
RQ3d How can the completeness and suitability of the created syntax be evaluated?

1.4

Outline

In chapter 2, we will dicuss some technical background and the chosen methodology, answering RQ1. In chapter 3 we will discuss the concepts and composition
of both the domain model uncovered from the metrology domain and the domainspecific languages developed for it, answering the research questions RQ2a, RQ2b,
and RQ3a. In chapter 4 we will discuss the concrete syntax for the developed language, answering research question RQ3b. In chapter 5 we will discuss the semantics of the developed language, answering research question RQ3c. In chapter 6 we
will discuss the constraints that apply to models written in the developed language,
answered research question RQ2c. In chapter 7, we will evaluate the language, answering research question RQ3d, and discuss further work to be done on it. We will
also evaluate the approach used. In chapter 8 we will summarize the conclusions
and answers to the research questions.
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2 Methodology
In this chapter we will discuss a number of methods, technologies, and other concepts that are relevant to the task of domain-specific language development, and
the task of domain analysis involved in that. The discussion covers technical theory,
practical implementation, as well as some processes involved. By doing this, we will
answer research question RQ1, and its subquestions.

2.1

Models

A model is defined by the Object Management Group to be a description or specification
of a system and its environment for some certain purpose, where a system may include
anything (from a single computer program to a federation of enterprises and beyond) that is planned or already exists [4, pg. 2-2]. Combemale et al. [6, pg. 5]
similarly define a model as an abstraction of an aspect of reality (as-is or to-be) that is
built for a given purpose. Both these definitions identify two properties:
1. A model has a specific purpose.
2. A model says something about some specific real-world object or phenomenon,
i.e. it has a message and a subject.
You may notice we placed these properties in an order opposite to the one found in
the aforementioned definitions, this is deliberate; the purpose of a model is the reason of its existence and thus it expresses a requirement for a particular combination
of subject and message, i.e. a model is a tool for achieving a certain purpose and it
must be shaped accordingly.
Software engineering is not the only engineering field to use models (in fact, examples of models can be found in many fields in both engineering and science, at almost
any time in history), but it is uniquely suitable for the use of models. This is because
both software products themselves and most of the artifacts that go into making
them are purely digital, which offers the opportunity to explicitly relate those artifacts to final and intermediate products, and even create one from the other. As Bran
Selic [26, pg. 22] puts it: ..it is possible to gradually evolve an abstract software model into
a final product through a process of incremental refinement. The digital nature of software
is also very economic; a piece of software code can be compiled into its corresponding real-world software product and tested extensively all for the price of a little bit
of computer time. Needless to say the same does not hold for products in most other
fields of engineering (e.g. putting together blueprints and some computer time does
not yield a suspension bridge).
Bran Selic [26, pg. 22] identifies five key characteristics an engineering model must
have in order to be useful and effective:
1. Abstraction: Abstracting away superfluous information highlights the essence
and lets it be understood more easily. Conversely, if a model does not abstract,
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it does not offer any new insight, studying the model subject directly would
bring the same insight.
2. Understandability: If a model can not be understood, it again does not offer
any new insights.
3. Accuracy: A model must be true to the real world, otherwise it may confuse or
lead engineers to make wrong conclusion about the model subject.
4. Predictiveness: A model must allow predictions of (some aspect of) the model
subject’s behavior.
5. Inexpensive: Constructing a model must be significantly cheaper than constructing the model subject.

Martin Fowler [13] distinguishes between three ways of using UML [18], which can
be considered more broadly in modeling (in engineering) as rough categories of purposes:
1. As sketch: an informal, rough, often temporary model, usually with the purpose of easing discussing or thinking about some part of a system.
2. As blueprint: a formal, moderately detailed model, with the purpose of communicating the specifics of a system to be built to the person(s) that will build
it, usually while simultaneously serving as documentation to the produced
system.
3. As programming language: a formal model so detailed it can be used to generate the software artifact directly.
In the context of this project we primarily concern ourselves with the last two of
these; the ideal end result is to provide a language that is formal and expressive
enough to facilitate writing a perfect functional specification model. This model
could be used by software engineers to base further software artifacts on (i.e. as
blueprint), but may eventually also be automatically translatable to these software
artifacts (i.e. as programming language).
Bran Selic [26, pg. 21] also highlights the danger of divergence between models
and model subjects (i.e. loss of model accuracy) when there are no tools to keep the
two matched, suggesting automatic model verification and automatic generation of
complete programs (from models) as a good solution to this problem. Eric Evans [9,
ch. 3] similarly discusses the importance of binding model and implementation, though
he does not explicitly mention tooling or automation to enforce this binding.

2.1.1

Model-driven Engineering

Model-driven engineering is an approach to engineering (software engineering in
particular) focused on the use of conceptual models of systems under development
and all their parts, where these models are specified using domain-specific Languages. These are languages specifically designed to be used for modeling systems
in the relevant domain, meaning they have a more limited scope than conventional
programming language, they are discussed in more depth in section 2.3.

2.1. Models

2.1.2

7

The Meta-Object Facility

In model-driven engineering, models are generally considered to be instances of an
even more abstract model, the metamodel [6, ch. 3] [5, pg. 15-17]. Lets say we have
a collection of models of the same type, each describing the behavior of a process in
terms of a state machine. The metamodel to these models would in turn describe the
model elements required to describe those state machines (e.g. states, transitions).
Another way of putting it is that the metamodel of a model defines what kind of a
model it is (the word meta can be understood to mean the definition of [33, pg. 27]),
or the other way around, the model conforms to the metamodel. In model-driven
engineering, metamodels are generally understood to fit in a layered structure where
the metamodel in turn conforms to another metamodel, the meta-meta model. This
idea is made explicit in the Meta-Object Facility [17] (MOF) standard developed by
the Object Management Group.
The meta-object facility identifies a hierarchy of 4 layers, labeled M0 through M3,
where each layer is more abstract and more general. The M0 layer consists the actual
real-world object that is being modeled. If we are modeling a software program, this
could be an execution of the program. If we are modeling some physical system this
would be the real world instance of that system. The M1 layer consists of the actual
model or program itself. So, the M1 layer models the object in the M0 layer. The M2
layer consists of the metamodel that specifies the rules by which the model in the
M1 layer is constructed. The M3 layer consists of the meta-meta model that specifies
the rules by which the metamodel in the M2 layer is constructed. The M3 layer is
where the layers end; the meta-meta-model also specifies the rules by which the
meta-meta-model itself is constructed, or in other words it is an instance of itself. This
last part is required in order to still have a finite number of layers in the structure.
So in short, the M3 layer facilitates the construction of itself and the M2 layer, the M2
layer facilitates the construction of the M1
layer, and the M1 layer models the M0 layer.
See figure 2.1 for an overview.

2.1.3

Model Transformations

One class of operations that is facilitated by using an explicit metamodel is model transformations. Combemale et al. [6, pg. 121] provide the
following definition: A model transformation applies on one or more source models and transforms
them into one or more target models. In this definition, the term model is used in a very broad
sense, as for example generating code or text
documentation from a model is also included.
The general use case for model transformations is to transition between different representations of information that each suit certain
purposes, often adding or removing information in the transition. Model transformations
are typically defined at the metamodel level,
F IGURE 2.1:

Meta-Object Facility
Overview
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such that they can be applied to models conforming to that particular metamodel (i.e. instances of that metamodel).
Combemale et al. [6, pg. 122] identify the representational nature of the source and target
models as one of the properties on which different kinds of transformations can be distinguished; model-to-text transformations
refer to the generation of text or text-based artifacts (e.g. the aforementioned documentation and code), whereas model-to-model transformations involve only models
conforming to explicit metamodels. One typical use of this would be to combine
multiple models containing related information into a single model that gives a more
complete overview, or in fact to go the other way and decompose a general model
of something into models of different aspects of it.
Mens and Gorp [23, pg. 132-133] identify another property used for classification
of transformations, concerning the dimension in which the transformation takes
place; transformations are considered to be horizontal when the input and output
exists at the same level of abstraction (e.g. refactoring). Vertical transformations occur between different levels of abstraction, where the two possible directions are
something referred to as abstraction (i.e. to make more abstract, less detailed) and
refinement (i.e. to make less abstract, more detailed).

2.2

Domain

A domain in software engineering and in particular in Domain-Driven Design (DDD)
(see section 2.5.2) can be described as the particular area that a piece of software
applies to [9, pg. 2]. Voelter [33, pg. 58-59] provides two definitions of domain in
the context of DSLs: Firstly a bottom-up definition that says that a domain is identified
as a set of programs with common characteristics or similar purpose, secondly a softwareindependent top-down definition that says it is some body of knowledge for which we
want to provide software support.. The field of requirements engineering [32, ch. 9]
uses the very related term Universe of Discourse, which is used in much the same
way, to identify the part of reality that is of interest with regards to determining the
requirements for a piece of software [32, pg. 220]. Within the context of this project,
domain and universe of discourse shall be considered equivalent, for simplicity only
the word domain shall be used.
When we think about domains, we may also think of domains within domains, i.e.
subdomains. e.g. if domain D1 comprises all systems used for tracking ball position
and speed in professionally played ball-based sports, and domain D2 comprises the
subset of those systems that are used in football, then D2 is a subdomain of D1 [33, pg.
60].
Generally when we want to do anything in or with a domain, we need some person
or persons who are involved in that domain and know it well. For example, if we
want to build a pocket calculator for use in education, we will probably need a math
teacher to tell us what features such a calculator would need to provide in order to
be useful within the context of a math class. We would call such a person a domain
expert.

2.3. Domain-Specific Languages

2.3

9

Domain-Specific Languages

Looking back at Selic’s requirements for useful models (see section 2.1), we find that
perhaps the two most important aspects of a model are abstraction and understandability. Crucial to these two requirements especially, is the method in which we
construct our model, i.e. the language in which we define it (be it a language of letters and numbers, one of lines and boxes, or anything else). Ideally, we would create
our model using a language that is suited perfectly for describing the model subject;
if we want to model some basic arithmetic, our ideal language is probably textual
and made up of decimal numbers combined through infix operators. If we want
to model the architecture of an object-oriented software application, then UML [18]
class diagrams are likely the way to go. In other words, a model should be defined
in a language that is suitable to the domain of the model subject. Often the only way
to get a language that is truly suitable for the domain is to make it specific to the domain. We would call such a language a domain-specific language (or DSL). Making
the language specific to a domain means it only needs to be capable of specifying
entities in that particular domain, and thus it does not need to be able to express
anything that is never found in that domain. This limited expressiveness makes the
language less complex: The user has fewer constructs to learn, fewer potential mistakes and misinterpretations to make, and the syntax can be kept simple yet concise.
In other words, by limiting the language to a specific domain it can be more powerful
and easier to use when applied to that particular domain.
There are a number of different definitions (e.g. [12, 1, 8]) for the concept, but they
tend to agree on at least the following two points:
• A DSL is processable by a computer in some fashion similar to conventional
programming languages.
• A DSL has expressiveness focused on and limited to a specific domain.
As hinted at before DSLs have a number of advantages over conventional programming languages:
• Increased productivity [33, 1, 12]: The relative simplicity of DSLs allows for
conciseness of code, eliminating the superfluous; the user writes only that
which is directly relevant to the domain. This makes it easier to write, but also
easier to read. The smaller set of possibilities and supporting structures (e.g.
boilerplate code) means there are fewer possible mistakes to make and fewer
things to worry about (e.g. a language with no notion of persistent data structures probably will not have users worrying about memory management).
• Flexibility: A DSL offers abstraction and semantics exactly relevant to its domain (and is machine-processable), this often makes it suitable for more than
just one application. [1, pg. 25] e.g. artifact generation, but also validation
and verification, and even documentation. This may also include migration to
other languages, especially if that other language is a DSL in same or similar
domain (it will have the same or very similar semantics and abstraction). [33,
pg. 41]
• Improved communication [12, 33]: A well-designed DSL is an explicit yet concise way to describe objects in the domain. This allows it or concepts from it to
be used in communication about the domain, either through conversation and
some quick sketches or actual models.
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• Understandable by domain experts [12, 27]: As the DSL only contains domain
concepts, it can be used by anyone who has knowledge of the domain, even if
they may not have a lot of knowledge of programming. This allows domain
experts to read, verify, and possibly even create models using the DSL.

When used for modeling, DSLs are sometimes referred to as Modeling Languages.
There are other names used for it in various contexts, but domain-specific language
is the most widely used, and as such it is the name we shall use in this project.

2.3.1

Programming Linguistics

The design and use of DSLs reuses a lot of concepts from conventional programming linguistics (i.e. the study and design of programming languages). As this field
is considerably older, a lot of these concepts are already well distilled and matured,
which makes them suitable for reuse. Crucially, there is no really fundamental difference between a program written in a traditional programming language or a model
written in a domain-specific language. One way of looking at it is that a program is a
particular type of model that happens to be directly executable on a computer. What
this means is that many things that apply to conventional programming languages
also apply to domain-specific languages.
Syntax
The syntax of a language defines the rules that govern the form of any model created
in that language. In the context of a textual language, this equates to specifying
how characters can be arranged into words and into well-formed constructs such
as expressions and statements, and how these constructs can in turn be arranged
to make well-formed models or programs. In programming linguistics (and in this
document), we distinguish between abstract syntax and concrete syntax.
The abstract syntax of a language defines the way the elements of the language are
structured, without defining the representation of those constructs. It could be described as being the data structure that contains the information that makes up a
program. Say for example, we are writing a program in a language for simple arithmetic using integers, supporting operations such as subtraction. In this case, the abstract syntax will prescribe that a subtraction operation is an arithmetic expression
that takes two other arithmetic expressions (the two operands), it will not prescribe
what order to put the expressions in or how to represent them (this information is abstracted away). In the context of model-driven engineering, the abstract syntax is in
most cases equivalent to or part of the metamodel as seen in the meta-object facility
(see section 2.1.2).
The concrete syntax comprises those parts of the syntax not defined by abstract syntax. It can be thought of as an interface through which information is added to the
abstract syntax data structure. It defines rules about the representation of language
elements, and how they are arranged. In textual languages, the concrete syntax may
take the form of a grammar, often specified in Backus-Naur form [35] or a derivative thereof. Lets take again the example of a simple integer math language, but lets
make it more concrete this time and say we want to subtract the number 4 from the
number 12. The concrete syntax will prescribe how to represent those two numbers,
and how to arrange them into a subtraction operation. The first form that likely
comes to mind is "12 - 4", in which case the concrete syntax apparently prescribes
that the numbers are represented by decimal literals, and that they can be arranged
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into a subtraction operation by placing them to the left and right of a ’-’ symbol
(commonly known as infix notation). Another common form might be "- 12 4", in
which case the concrete syntax apparently prescribes the same number representation, but with the ’-’ to the left of the two numbers (commonly known as prefix
notation). The number of possible different ways to represent this simple equation
is infinite (though most of them probably will not be very useful), these different
representations can be said to conform to different concrete syntaxes, all of which
extend the same abstract syntax.
Semantics
The semantics of a language define the meaning of the constructs in a language,
and by extension the meaning of any well-formed program or model written in the
language. Traditionally in programming linguistics we distinguish between static
semantics which define any meaning that can be found without running the program
(e.g. constraints on the ranges of certain numeric values), and dynamic semantics
which define any meaning found when running the program (e.g. what does a subtraction on two integer values actually do). In modeling languages this distinction
may not always be clear or even relevant, but it’s good to consider the more general
idea that different parts of a model’s semantics are relevant in different stages of its
existence.
Static semantics often take the form of constraints on the program. For example, a
type system in a language constrains what types of entities can be placed in certain
contexts. These constraints may be defined implicitly in the operations a compiler
or interpreter executes to check the constraints, but may also be made explicit in a
formally defined language like the Object Constraint Language [16] (OCL).
Some overlap can be seen between static semantics and abstract syntax; as described
earlier, the abstract syntax can be seen as a data structure that contains the information that makes up the program, that means that the program has to fit into it. Or in
other words, the abstract syntax enforces certain static constraints on the program/model, and thus can itself be seen as static semantics.
There are a number of different ways to define dynamic semantics, but for the purposes of this project, the most important one is the so-called translational semantics
approach. This approach translates constructs from one language to another, essentially deferring the definition of the dynamic semantics to the other language. This
approach is relevant to this project because we aim to map from our language(s) to
language(s) used in lower layers.

2.3.2

DSL Development Process

There are a number of different approaches to DSL development described in literature, for the purposes of this project, these approaches can be roughly categorized
in those that associate themselves with model-driven engineering and those that do
not.
Outside of Model-driven Engineering
Mernik et al. [24] identify 5 phases to the process of DSL development. First, the
decision phase, in which feasibility/applicability, cost, and potential benefits and any
other concerns are studied, in order to decide whether or not to develop a new DSL
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in the first place. Second, the analysis phase, in which the domain is analyzed in order to identify its terminology and semantics, usually resulting in a domain model (see
2.4). Third, the design phase, in which the language itself (i.e. its syntax and semantics) is designed. Fourth, the implementation phase, in which the designed language
is implemented. Last, the deployment phase, in which the DSL is introduced into the
business process(es) that it was designed for. These five phases are described as
distinct phases, but it is recognized that they may overlap and influence each other
(note though that the process as a whole is not described by Mernik et al. as iterative).
Strembeck and Zdun [27] focus particularly on the analysis, design, and implementation phases, but in a somewhat different way.
In any DSL development process, Strembeck and Zdun identify four main activities:
Defining the core language model, which consists of the equivalent of Mernik’s analysis
phase, along with the defining of the language metamodel and its constraints; Defining the behavior of DSL language elements, in which the dynamic semantics are defined;
Defining the DSL’s concrete syntax; and Integrating DSL artifacts with the platform/infrastructure, which consists of the equivalent of Mernik’s implementation phase, but in
some cases can also overlap with Mernik’s deployment phase.
Strembeck and Zdun posit that the DSL development process should be tailored to
the project and its environment, by putting the aforementioned four main activities
in different orders and perhaps leaving some of them out. They mention several
prototypical examples of such tailorings, the two that are most relevant to this project
are the Language model driven type and the Mockup language type.
The language model driven development process is most similar to the process as
described by Mernik. It prescribes defining the core language model and the constraints that govern it first, designing the language second, and then integrating it
with the relevant platforms. This order of operations mirrors that of Mernik’s analysis, design, implementation and deployment phases.
The mockup language driven development process is essentially the reverse of the
language model driven process. It involves implementing one or more prototype
DSLs as early as possible and then getting feedback and iterating until it results
in a single satisfactory DSL. After this, the language model and semantics can be
deduced. This process stands in contrast to the order of other approaches, where the
language is based on a model of the domain; in this case, the language is used as a
tool to develop a model of the domain. Though, this model could then be used to
develop more languages in a language model driven process.
In Model-driven engineering
In model-driven engineering, where the MOF (see section 2.1.2) is the norm, approaches generally focus on developing a metamodel first (e.g. Brambilla et al. [5]
coin the phrase metamodel-centric language development, Combemale et al. [6] name
the metamodel as the pivot for further development).
The process of developing a metamodel is described by Brambilla et al. [5] as iteratively repeating the three steps:
Domain Analysis Similar to Mernik’s analysis phase, consisting of identifying the
model concepts and their properties.
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Language Design Similar to Mernik’s design phase (but also including the implementation phase), consisting of formalizing the concept and properties found
in the analysis, and adding constraints. If necessary (e.g. for communication
with domain experts), concrete syntax can also be developed in this step.
Language Validation Validating the correctness and completeness of the language,
for example by creating models to represent certain reference examples. In
addition, more general language qualities such as simplicity, consistency, scalability and readability should also be considered.
Combemale et al. [6] describe 5 iterative steps of DSL development:
1. Definition of the business domain, which means creation of a domain metamodel.
2. Definition of static semantics, or well-formedness rules. These rules constrain
models based on business rules.
3. Definition of concrete syntax(es).
4. Definition of behavioral semantics.
5. Definition of transformations.
In this case, only the first step (creation of the domain metamodel) is seen as crucial
in all cases. Also steps 2 through 5 are seen as completely independent from another,
only depending on the domain metamodel. This allows the metamodel to be the
pivot on which all other parts can be developed (possibly by individual teams).
When comparing Combemale’s 5 steps (and to some degree also Brambilla’s 3 steps)
to Mernik’s phases, one clear difference is that the analysis, design, and implementation are not split up in the same way. Definition in Combemale’s steps involves
analysis, design, and implementation, implicitly.
Commonalities
Common between all approaches is that some form of domain analysis must be
done followed by the creation of a model of that domain, upon which the rest of
the DSL development can be based. This model is generally the metamodel that
forms the abstract syntax of the language itself (e.g. Brambilla’s metamodel-centric
approach [5, ch. 7.1], Strembeck and Zdun’s language model driven approach [27, pg.
1263], Combemale’s metamodeling process [6, ch. 12.3]), but not always (e.g. Mernik’s
domain model [24, pg. 324], Fowler’s semantic model [12, ch. 11]). The processes to develop this metamodel and the rest of the artifacts that make up a DSL are generally
considered to be iterative.

2.4

Domain Model

As described in section 2.3.2, DSL development generally starts with analyzing the
domain for which it is intended, and describing what it should be able to express.
We can do this in a domain model, which is a model that captures the concepts and
relations in the domain, and what they mean. Domain models are also used in contexts other than DSL development (though not always by the same name).
Mernik et al. [24, pg. 324] describe the domain model as defining the scope of the
domain, the terminology and concepts used inside it along with their meaning, commonalities, and variabilities.
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In Domain-Driven Design [9] (DDD) the domain model is used for application development (specifically to design the application architecture). Domain-driven design [9, pg. 3-4] describes the domain model as a rigorously organized and selective abstraction of domain knowledge as it exists in the domain expert’s head, distilled knowledge, and the team’s agreed upon way of structuring domain knowledge and distinguishing
the elements of most interest. He indicates that the domain model and the actual application design shape each other, meaning the design does not come purely second,
but rather it influences the model as much as the other way around; the domain
model and the application design should be bound [9, ch. 3]. The domain model is
also used as the backbone of a language used by all team members, which disambiguates
and formalizes communication about the domain and the application, while simultaneously testing the domain model (this is known as ubiquitous language [9, ch. 2]).

2.4.1

Conceptual Model

Requirements Engineering [32, ch. 9] (see section 2.5.1) uses an explicit conceptual
model of the universe of discourse (i.e. domain. See section 2.2) to elicit (i.e. understand) the problem to be solved and its environment. Requirements Engineering
refers to an implicit conceptual model that exists in the heads of people involved in
the universe of discourse (i.e. domain experts), which is to be extracted and made
explicit during the Requirements Elicitation phase [32, pg. 220-221] (note the similarity to domain-driven design’s domain model, which was described as an organized
abstraction of knowledge in the domain expert’s head). This explicit conceptual
model is then to be used to determine and describe requirements for an application
or business process. In contrast to domain-driven design as well as the studied DSL
development approaches, Requirements Engineering only concerns itself with finding and specifying requirements, not with the design or implementation that follow.
Requirements Engineering therefore makes no mention of if and how this explicitly
conceptual model should be used in the application itself, nor of binding them in
some way.

2.4.2

Ontology

Another concept similar to domain model is ontology. The concept of ontology is
taken from the field of artificial intelligence, specifically the subfield of knowledge
representation. Thomas R. Gruber defined ontology as an explicit specification of a
conceptualization [19], where a conceptualization is understood to be an abstract view
of a domain, including the entities and relations that exist in that domain. Further
definitions [21, 28] stress that an ontology specification should be formal and machineprocessable, that the conceptualization should be shared (i.e. agreed upon) by those
people involved in the domain, and that an ontology always has a purpose.
As observed by Atkinson et al. [3, pg. 55], when comparing the definitions ontologies and models, it can be shown that all ontologies are models (though not all models are ontologies). When comparing the definitions of ontologies and domain models, such a deduction is not made as easily, but there are some clear similarities.
They both model the contents of a domain in a formal, abstract way, that is agreed upon
by the people involved in that domain, and they both have a purpose. domain-driven
design [9] does not specify that a domain model needs to be machine-processable,
but it does not exclude that option either. On the other hand, domain models are
generally understood to apply to the domain of some piece of software under development, whereas ontologies are not usually used in that way, but whether or not
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this is really fundamental or just a matter of usage may be up for debate. At the very
least it can be said that the two concepts are very similar and that there are probably many instances of ontologies that could also be seen as domain models and
vice versa. For the purpose of this project, we will continue to use the term domain
model, since we will be using our models in a fashion associated more with that
term than with the term ontology.

2.4.3

Semantic Model

Martin Fowler [12, ch. 11] discusses another similar idea in the context of DSL development known as a semantic model, which he describes as the model that’s populated by
a DSL. The main utility of a semantic model in language development is to provide a
clear separation of concerns between parsing the language and the resulting semantics. The semantic model is supposed to be an object structure that is well suited for
storing the model described in the DSL, regardless of the language structure itself.
This means it will also provide a good interface for other parts of the application to
use the model once it has been translated from the DSL, decoupling those parts from
the DSL itself. According to Fowler, the difference between a semantic model and
a domain model is essentially one of scope, where a domain model should capture
the core of the application as a whole, a DSL may only play a supporting role and
thereby the semantic model would only be a subset of or adjacent to the domain
model. In this case, depending on what particular definitions are used, one might
argue that the semantic model is simply a domain model of a different domain.

2.4.4

Metamodel / Abstract Syntax

The concepts of metamodel and abstract syntax mentioned before (see section 2.1.2
and 2.3.1) may in many instances be similar to the concept of domain models (and
especially to that of Fowler’s semantic model), but these two are different in that
by definition they are both intrinsic to language design (they make up part of the
syntax), whereas a domain model is not. Within this project, the terms metamodel
and abstract syntax shall be used exclusively in the context of language design, and
not in the context of domain modeling.

2.5

Domain Model Development

The development of a domain model, i.e. the analysis and modeling of a domain,
is a process that the studied DSL development approaches (see section 2.3.2) do not
go into great detail on, though it is mentioned as being an important (often first)
step. However, domain models and the discipline of creating them sees extensive
use in the wider discipline of software engineering, and thus approaches outside
of the field of model-driven engineering or DSL development can be studied. In
this section we will touch on two approaches, one from Requirements Engineering
and one from Domain-Driven Design. These two approaches are chosen as they
are compatible with an object-oriented approach, which is favored for this project
(as it allows the domain model to be closer to the language, and therefore easier
prototyping).
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Requirements Engineering

In section 2.4.1, Requirement Engineering was briefly mentioned as the context for
the conceptual model and universe of discourse (seen as equivalent to and further referred to as domain model and domain, respectively). Defined more generally, it is a
method for identifying, documenting, and managing the requirements of a system
(according to its users). Where a requirement indicates some property that a user
needs the system to have in order for it to solve some problem or achieve some goal.
This required property is often functional (e.g. the coffee machine must make coffee), but
may also concern non-functional aspects (e.g. the coffee machine must cost no more than
200 euros). Crucially, Requirements Engineering only concerns itself with the problem and the requirements that need to be met by the solution, not with the solution
itself (e.g. design or implementation).
Though Requirement Engineering is traditionally considered to be a separate first
phase in the process of building any system (generally followed by the design phase),
more modern approaches recognize that it may overlap with other phases, possibly
in an iterative fashion. It is understood that the process is never really finished; generally changes to the requirements will continue to occur throughout the product’s
lifetime.
Requirements Engineering can be split up into four processes: Elicitation, Specification, Validation, and Negotiation. It should be noted that though these four processes are separately identified and may seem sequential, Requirements Engineering
is in practice often a very iterative process, in which processes occur in parallel and
influence each other bidirectionally.
The ultimate result of Requirements Engineering is a requirements specification (not to
be confused with the specification process), which documents the requirements to be
met by the system—as agreed upon by all stakeholders—and serves as the starting
point for the design phase. Also, eventual testing as well as any contracts between
client and system developer are based on it.
An important part of the requirements specification is an explicit domain model, in
which implicit domain knowledge (e.g. from the heads of domain experts) is made
explicit. All stakeholders must eventually agree on this model, which means that it
must be defined in a way understandable to all stakeholders.
Besides being a way to define the eventual consensus on what the domain looks like,
the domain model is also an important tool in the Requirements Engineering process
itself; the model helps disambiguate and guide conversation by offering an explicit
view of the domain, and provides an explicit context for the requirements itself.
Elicitation
The elicitation process is instrumental in the initial construction of the domain model,
as it centers around getting to know the domain, understanding both the problem
to be solved and its environment. This usually occurs first and foremost through
talking to domain experts, but may also involve studying documentation and other
artifacts. In a lot of cases this knowledge may be tacit, i.e. the domain experts find it
so obvious that they never really speak or even think about it. This knowledge can
be hard to uncover but may still be very important. What may also happen is that
domain experts have differing opinions about the domain or what is needed, essentially resulting in multiple differing domain models or requirements. In some cases
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these differences can be separately defined and then decided on in the negotiation
process.
Various techniques may be used in the elicitation process to extract domain knowledge. The obvious approach is to simply ask the domain experts, generally iteratively, making more and more information explicit over the course of multiple conversations, possibly with multiple domain experts. Other techniques include studying the specific tasks in which the system is to be used, building prototypes and
asking for feedback on those prototypes, analysis of forms and other documents
used in the domain, and studying an existing system or set of systems that fulfill the
same or similar role.
Specification and Validation
The uncovered domain knowledge and requirements are documented in the Requirement Specification. The purpose of this specification is to communicate the
results of the elicitation process to others, and to serve as a starting point for the design. ISO/IEC/IEEE29148 [20, pg. 11-12] identifies a number of qualities that should
be strived for when specifying requirements, including:
Unambiguity: will be interpreted in the same way by all stakeholders
Consistency: free of conflict
Correctness: validated by all stakeholders
Completeness: contains everything that’s relevant
Necessity: contains nothing that’s not relevant
Feasibility: all requirements can realistically be met
Verifiability: all requirements can be proven to be correct or incorrect
Traceability: all requirements can be traced back to their source (e.g. stakeholder)
Note that most of these qualities are not achieved in the specification process itself,
but in the other processes of requirements engineering; the validation process checks
whether the qualities are met, whereas the elicitation and negotiation processes provide solutions if they are not.
Negotiation
In the negotiation process decisions are made about points upon which stakeholders disagree. These disagreements may come from fundamental differences in understanding of the domain (conflicting domain models), but may also be a result of
different interests held. The result of this process is not just a consensus on the domain model, but also on the set of requirements, and on the priorities given to these
requirements.

2.5.2

Domain-Driven Design

In contrast to requirements engineering (see section 2.5.1), Domain-Driven Design is
not strictly a process (or collection of processes), but rather a design methodology; its
primary focus is on design principles and when and how to use them. At the same
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time, it considers design and process as inextricably linked, and does not hesitate to
discuss process when needed.
Like requirements engineering, domain-driven design is clearly ended towards more
general application design, and does not really concern itself explicitly with DSL design. But, that does not mean its methods are not applicable to at least the domain
modeling step of DSL design—using domain-driven design in model-driven engineering and/or DSL design is not unheard of (e.g. Strembeck et al. [27, pg. 1268], [5,
ch 5.4]). Invariably when designing a language, the contents of the domain must
be made explicit (i.e. making a domain model). domain-driven design suggests that
the same is true for most software applications, and focuses heavily on building this
domain model.
Also like requirements engineering, domain-driven design is considered an iterative process. domain-driven design was even developed with an agile development
environment in mind.
Using the domain model
domain-driven design identifies three main uses for the domain model: Firstly, the
model and the heart of the (implemented) design shape each other; the model and
design have to be bound inextricably for the model to be useful, and as a result
they must be continuously adjusted to match each other (i.e. if a change must be
made in one for any reason, then the other must be changed too). This ensures that
all members of the team think about and understand the domain in the same way.
Secondly, the domain model is used to disambiguate discourse; the model forms the
basis for a Ubiquitous Language which is used by all members of the team whenever
the domain is discussed. This avoids translation, and further enforces that there is
no divergence in the understandings different members of the team have about the
domain. Lastly, the model serves as an explicit and well-structured definition of the
domain, which makes it easier to think, talk, and make decisions about things in the
domain.
Making the domain model
When building the domain model, the process is invariably to first add concepts to
the model, and then refine them iteratively over the course of discussion and experimentation. Deeper insights in the domain may not arise until some time into
the process, so it is important to remain flexible and to keep refactoring the model
throughout. Eventually a stable model may be reached, though that does not necessarily mean it is finished; throughout the lifetime of the application of the model is
used in, it can still change.
In order to provide in the aforementioned uses, domain-driven design further recommends that the domain model be knowledge-rich, yet distilled. Meaning, the model
must capture as much knowledge about the domain as possible (e.g. constraints,
behavior, business rules), but at the same time it must not contain anything unnecessary. A simple data model with some entities and relations will not suffice because
it will miss things like constraints and behavior. On the other hand, the bigger the
model is the harder it will be to use, so keeping it as simple as possible is important.
Furthermore, the model should be used experimentally throughout its development
in order to improve it. This does not always need to be in a formal way, simply
sketching out a scenario on a whiteboard and discussing it may sometimes suffice.
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The use of the model-based ubiquitous language throughout the development process can also be seen as a form of experimentation, as it will indirectly use the model,
exposing flaws in the process. The more the language is used, the better understood
the domain model will become, and the clearer the communication will be. The alternative generally involves translation, where developers speak one language and
domain experts speak another, and they continue to have to translate for each other.
This may result in misunderstandings, slow and difficult communication, and generally hampers both thinking and talking about the domain. In order for the ubiquitous language to be successful it must include terms and names to describe all
elements of the model; the meaning in the language must match the meaning in the
model. It must also be continuously updated to match the model; a change in the
language results in a change in the model and vice versa.
Documentation
Domain-driven design recommends minimal documentation, stating that documents
must work for a living; documents of any kind (i.e. not just text but also diagrams and
drawings) must complement both the developed software artifacts and the conversations and other processes involved in creating it. i.e. it should not try to do what
code or other artifacts already do well. It might be used to describe meaning that is
hard to grasp from the code or the model directly, giving high-level insights, illustrating intent. Domain-driven design stresses that if a document is no longer used
in the development effort, it is probably not needed and should be archived. Lastly,
the documents should be written using the ubiquitous language wherever possible.
Binding model and implementation
As indicated before, the model and the implemented design must be bound such
that they will continuously match each other. This means on the one hand that the
implementation must be updated whenever a change is made in the model, but it
also means that the model must facilitate the implementation. Rules applied in the
software design (e.g. decomposition, loose coupling) must therefore also be applied
to the model. Keeping this in mind from the very start also enables early and frequent prototyping. Translating this to use in DSL design we can say that the DSL
should describe things in the way that domain experts think about it, but also that if
the domain experts currently think about the domain in a way not conducive to use
in a DSL, that they may be required to change their minds in order for the DSL to be
a success (in practice, this probably means it will not be).

2.6

Wrapping Up

In this chapter we answered research question RQ1 and its subsquestions. In sections 2.4 and 2.5 we discussed the concept of a domain model and how to develop one, answering research question RQ1a, describing how a domain model may
be developed through application of methods from requirements engineering and
domain-driven design.
Domain-driven design describes a design methodology and process for software
application development, in which a domain model (i.e. a model of the application’s
domain) is central. The domain model is an organized, formalized, and agreed upon
description of the domain knowledge in a domain expert’s head. This domain model
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is bound inextricably to the design of the application, such that change flows both
ways (i.e. based on discussion of the domain, but also based on implementation
detail) and the two shape each other. The goal of this is to ensure that all involved
parties think of and understand the domain model in the same way. The domain
model forms the basis for a ubiquitous language, which is spoken by all involved
parties, and used to discuss the domain in an unambiguous manner. This domain
model offers an explicit, well-structured, and agreed upon, definition of the domain,
which makes it easier to think, talk, and make decisions about things in the domain.
Requirements engineering describes a method of analyzing a domain, and defining
and managing the requirements of a given software product in that domain. In it,
a conceptual model of a universe of discourse is created, which was found to be equivalent to the domain model as described in domain-driven design. Requirements
engineering, identifies four processes, which are executed in an iterative fashion:
• Elicitation, in which knowledge and understanding of the problem to be solved,
is acquired. This includes the problem domain and environment, and the requirements that follow from this knowledge. This knowledge can be acquired
through various means, such as discussion with domain experts and study of
documentation.
• Specification, in which the results of the elicitation process are documented,
such that they can be communicated to others.
• Validation, in which the specification is checked for a number of qualities such
as unambiguity, consistency, and completeness, as well as whether or not they
are correct in the eyes of the stakeholders.
• Negotiation, in which disagreements between stakeholders are resolved, and
requirements are prioritized.
Requirements engineering focuses explicitly on the first phase of development of an
application, in which only the requirements are determined, and is thus not concerned with other phases such as design or implementation.
In section 2.3.2 we answered research question RQ1b: What approaches can be used for
developing domain-specific languages for an already modeled domain?, by discussing how
to develop domain-specific languages. Generally, the literature describes the DSL
development process to start off or be focused around the language metamodel,
around which the concrete syntax, semantics, model constraints, and other artifacts
are created. This metamodel is strongly influenced by the domain model, and may
even be identical to it.
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3 Concepts and Composition
In this chapter, we will discuss the concepts and composition of the domain model
and the associated domain-specific language, named MetroFSL (short for Metrology
Functional Specification Language), which was developed as part of this research.
Through doing this we will answer the folowing research questions RQ2a, RQ2b,
and RQ3a.
First, in section 3.1 we will discuss the approach taken to defining the domain model
and language. In section 3.2, we will introduce a running example that we can use to
make discussion throughout this thesis easier. In section 3.3, we will introduce the
concepts one by one, then in section 3.4 discuss the resulting language metamodels,
and how they are implemented. Lastly, in section 3.5 we will wrap up the chapter.

3.1

Approach

For the development of this domain model and language, we used technologies and
processes discussed in chapter 2. In particular, we used the main structure of requirements engineering (i.e. the four processes, elicitation, specification, validation,
and negotiation, as discussed in section 2.5.1), utilizing techniques and concepts
from domain-driven design (as discussed in 2.5.2) within that structure.
Generally, requirements engineering applies in particular to analysis of the domain,
and on eliciting, specifying, and agreeing on the requirements. It is deliberately kept
separate from other phases of development, such as design and implementation. In
our case, we have included extensive prototyping within the specification process,
covering parts of both design and implementation, and then used those prototypes
in the elicitation and validation processes, to make them easier and more effective.
The aforementioned departure from traditional requirements engineering is considered necessary in order to properly apply domain-driven design techniques. Specifically, domain-driven design prescribes binding model and implementation (as discussed
in section 2.5.2), and that the domain model and application design must shape each
other. Our interpretation of this in the context of language development is that the
domain model must mirror (or better yet be one and the same with) the language
metamodel.
A useful consequence of binding the domain model and the language metamodel, is
that the language itself can be used as a concrete handle on the domain model, easing
further discussion of, experimentation with, and evaluation of the domain model. It
essentially takes the same role as the ubiquitous language described in domain-driven
design (as discussed in section 2.5.2). This also draws a parallel to the mockup language development approach described by Strembeck et al. [27], and the metamodelcentric approach described by Brambilla et al. [5] (both of which are discussed in
2.3.2), where one or more prototype DSL implementations are used as the main subject of discussion with domain experts.
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In the elicitation process, we discussed the domain with a small number of domain
experts and studied several documents from the domain. In the specification process, we modeled the domain in the form of a language metamodel, and created
simple prototype implementations of that language, including a graphical concrete
syntax, an editor, and some analysis capability. In the validation process, we discussed the developed prototypes, and used them to work out several example cases
from the domain. Negotiation was not extensively required, and was essentially
contained within the validation process. As generally the case (see section 2.5.1),
these processes were executed iteratively.

3.2

Running Example: Layered Bread

In this section, we will introduce a running example, which we will use throughout
this chapter to make things easier to explain.
For years, Mike’s bakery has been making a very special kind of layered bread, offering a high degree of customization to its customers. Each loaf of layered bread
is made up of many separate layers, each of which is made up of multiple mixes,
and is baked immediately after application of those mixes. As this baking happens
separately for each layer, it must be done quickly and in a special oven, such that the
top layer is baked without the lower layers being affected (these lower layers have
already been baked previously, and must not be baked too much).
After a celebrity endorsement, Mike’s bakery finds itself getting more orders for
layered bread than ever before, and pretty soon runs into trouble keeping up with
customer demand. The bottleneck to scaling up the process is the complexity of the
layered bread baking process itself, which is laborious and time-consuming, and on
top of that is hard to teach to new workers.
To try and meet customer demand without having to somehow recruit and train a
small army of new workers, Mike decides to build a special layered bread machine.
This machine will prepare and bake the layered bread, fully automatically, made to
orders that come in from an online store. As a service to the customer, Mike sets up
the machine such that it makes extensive measurements of the shape and chemical
composition of the loaf throughout the process.
When a customer places an order on the online store, this order ends up in a database.
The layered bread machine has access to this database, and requests all the information pertaining to a given order from it. Then, based on the desired overall flavor
profile (as specified in the order), the machine calculates precisely what the desired
flavor profile of each individual layer is, while simultaneously preparing the oven,
and preheating it if necessary.
Once the layer flavor profiles have been calculated and the oven has been prepared,
the machine can start working on the individual layers. For each layer, it first calculates the settings for all of the mixes in the layer, prepares and applies the mixes one
by one, and then bakes the layer, after which it measures the (shape and chemical
composition of the) layer, and continues onto the next layer.
Once all layers are finished, it makes some final measurements, processes them, and
then makes a report which is stored in the database, so it can be requested by the
customer via the online store. A flow chart of this process is shown in figure 3.1.
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To do all this, the machine has an oven, a measuring station with a 3D scanner and
a mass spectrometer, and an application station with a mixer for preparing the mix
and a nozzle for applying it. The loaf is carried between these three stations on a
tray as it is built up.

F IGURE 3.1: Flow of the layered bread machine.

Some further details of the workings of this machine will be shown throughout this
chapter, expressed in MetroFSL constructs.

3.3

Concepts

In this section, we will introduce all the concepts that exist in MetroFSL, as were
elicited through discussion with domain experts and study of domain documents
(as discussed in section 3.1).

3.3.1

Metro Action

The central entity in MetroFSL is the metro action. Metro actions represent software
operations executed within the scope of metrology (meaning, their execution is directly controlled by metrology). A metro action has a name, may use and create data
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elements, claim software resources, have precedence relations to other metro actions, and
have a budget (i.e. execution time). In addition, a metro action may have conditions
which determine whether or not it is executed, as well as a repetition which determines that it is to be repeatedly executed.
As metro actions represent software operations, it might seem reasonable to name
them software actions instead. However, within the domain, there is a specific set
of operations that some functional engineers tend to describe by that name. So, to
avoid confusion, the focus in the name was placed on the fact that the operations are
in scope the metrology domain.
There are several different types of metro actions, the most simple of these is the
atomic action. As the name implies the atomic action can not be split up or decomposed, it simply refers to a single set of software operations to be executed as one.
Often when domain experts are discussing metro actions, they are in fact thinking
of atomic actions (though, within this work we will clearly distinguish between the
two).
Example 3.3.1. In the layered bread machine from our running example (see
section 3.2), the first operation that the machine must carry out is requesting
the order information from the database. It does this in two steps: Firstly it
requests a new loaf ID, secondly it uses this loaf ID to acquire the order information (also from the database). In a MetroFSL model, we will define this first
operation as a metro action, or more specifically an atomic action, and we will
name it get_loaf_id. We define the second operation as another atomic action,
named get_loaf_info. We will get to further details of these atomic actions
later.

3.3.2

Data Element

Data elements are named pieces of data that can be created and used by metro actions.
If a data element is used by a metro action, that means that this data element has to
exist before the metro action is executed, i.e. there must be another metro action
which creates that data element, and it must be executed first. We call this relation a
data dependency.
Each data element has a value, generally determined when the metro action that
creates it finishes execution. Given that this value is likely to vary per execution,
these values are kept unspecified within MetroFSL models.
Example 3.3.2. In example 3.3.1 we defined two atomic actions, get_loaf_id
and get_loaf_info. The first of which requests the loaf ID from the database,
and the second of which uses that loaf ID to request further order information
from the database. We represent this loaf ID as a data element named loaf_id,
and specify that it is created by get_loaf_id and used by get_loaf_info. This
means there is a data dependency from get_loaf_id to get_loaf_info, and thus
get_loaf_id must finish its execution before get_loaf_info can start its execution.
Data elements are stateless, meaning they can only be created and used, not modified.
Any modification of data over time has to be represented as separate data elements
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(e.g. a piece of data d that is modified once can be represented by two data elements,
d0 before modification and d1 after modification).

3.3.3

Logical Action

Another important entity in the domain is the logical action. This is a pre-existing
concept from lower layers of software within ASML (that is, layers beneath the
metrology software), referring to a coherent collection of operations to be carried
out by various physical subsystems of the machine in a particular order. The executions of these logical actions are not directly controlled by metrology, but rather
are requested, and then executed by lower layers as soon as possible. So, whenever
software in higher layers such as metrology needs the hardware to execute anything,
it must request execution of the corresponding logical actions (more explanation on
logical action requests in MetroFSL will come later, in section 3.3.5).
In MetroFSL, logical actions have a name, may claim hardware resources, and have an
execution time. The exact contents and execution of the logical action are not defined
in MetroFSL, and as such they are considered as atomic entities. The execution of
any given logical action is requested by a specific type of metro action known as the
request action, and any results are retrieved by another specific type of metro action
known as the retrieve action. See section 3.3.5.
Example 3.3.3. One of the primary operations of the layered bread machine
is baking, which happens in an oven. Lets define a logical action that will
represent this, name it bake, and give it an execution time of 1000ms (1 second
may seem a short time for baking, but as described in section 3.2, each layer of
the loaf gets baked separately and very briefly).
Typically, baking occurs in an oven, so before bake can be executed, the loaf
(and the tray it is on) must be moved to the oven. For this, lets define another
logical action, this one named move_to_oven, with an execution time of 200ms.

3.3.4

Resource

Resources represent parts of the machine that can be used to execute metro actions
and logical actions. Each resource has a name, but otherwise has no defining properties. There are two types of resources, software resources and hardware resources.
Software resources represent software processes in which metro actions can be executed, and can be claimed by metro actions only. Hardware resources represent
physical parts of the machine that are used by the physical operations inside logical
actions, and can be claimed by logical actions only.
When an action (be it a logical or metro action) claims a resource, that means that
while the action is executing, no other action that claims this resource may execute.
i.e. a resource can not be claimed by more than one action at a time.
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Example 3.3.4. In example 3.3.3 we defined two logical actions, namely bake
and move_to_oven. We also mentioned that the baking operation uses an
oven, this can be represented with a hardware resource named OVEN , which
is then actively claimed by the logical action bake.
Also in example 3.3.3 we described that the logical action move_to_oven
moves the loaf on a tray. Lets define this tray as a resource named TRAY,
and that the logical action move_to_oven claims that resource actively.
Logical actions may make passive claims on (hardware) resources, which indicate that
the resource is not actively used by the logical action, but that the resource is claimed
artificially, to stop overlap with some other logical actions for a specified reason (the
modeler has to specify a rationale). Whenever we wish to make the distinction, we
refer to non-passive resource claims as active claims.
Example 3.3.5. The move_to_oven logical action we described in examples
3.3.3 and 3.3.4 does not itself use the oven and therefore does not claim the
OVEN resource actively. However, it is important that OVEN is not used by
anything else at the same time, as that might mean there is still another loaf
in the oven which has to come out first. To make sure this does not cause a
problem, we specify that move_to_oven has a passive claim on OVEN. That
way bake and move_to_oven have overlap in their resource claims, and thus
their executions cannot occur at the same time.

3.3.5

Request Action and Retrieve Action

As described in section 3.3.3, logical actions are not executed by metrology, but instead are requested. Similarly, once they have been executed, results are not available to metrology directly, but rather they must be retrieved. In MetroFSL, these request and retrieval operations are represented by request actions and retrieve actions.
These are special types of metro actions, which respectively request and retrieve results from a logical action (see section 3.3.3). A request action only requests a single
logical action, and a retrieve action only retrieves results from a single logical action.
A logical action can only start its execution after the associated request action finishes its execution, and an associated retrieve action can only start its execution after
the logical action finishes its execution.
When a request action rq requests a logical action l, and any results from l are retrieved by a retrieve action rt, we say the request action rq has a request relation to l,
and the retrieve action rt has a retrieve relation to l.
If two logical actions that have overlap in their respective resource claims are requested, they are executed in the order in which they were requested. In order to
ensure that two logical actions cannot be requested at the same time, any request
action must claim a special software resource known as the request resource, or RQ
for short.
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Example 3.3.6. In example 3.3.3 we defined two logical actions bake and
move_to_oven. As explained above, these logical actions need to be requested
by request actions before they can be executed, and afterwards any results
must be retrieved by retrieve actions. So, lets define corresponding request
and retrieve actions, request_bake, request_move_to_oven, retrieve_bake,
and retrieve_move_to_oven, such that they (respectively) have a request and
retrieve relations to the corresponding logical actions.
In examples 3.3.4 and 3.3.5, we specified that bake actively claims the resource
OVEN, and move_to_oven actively claims the resource TRAY and passively
claims the resource OVEN, and that this means the two have overlap in their
resource claims and therefore cannot be executed at the same time. As explained above, this also means that if both logical actions are requested, they
will be executed in the same order as they were requested. So, in this case,
as long as request_move_to_oven is executed before request_bake, then also
move_to_oven is executed before bake.

3.3.6

Precedence Relation

To explicitly enforce order in execution of the metro actions (in cases where there is
no data dependency), the precedence relation is used. A precedence relation exists
between two metro actions, where one of them is specified as the predecessor and
the other as the successor, such that the predecessor must always finish its execution
before the successor starts its execution. A precedence relation can also be said to be
from the predecessor to the successor, i.e. a precedence relation from A to B is one where
A is the predecessor and B is the successor.
Example 3.3.7. As explained in example 3.3.6, we need to ensure that move_to_oven is requested before bake. To do this, we can specify a precedence
relation from request_move_to_oven to request_bake, i.e. request_move_to_oven is the predecessor and request_bake is the successor, and thereby the
former must always finish its execution before the latter starts its execution.

3.3.7

Data Collection

The aforementioned data elements (see section 3.3.2) are structured in a hierarchical
way, through the use of data collections. Data collections are named entities that may
contain data elements as well as other data collections. The intention is for a data
collection to represent a set of data that belongs together in some way.
Data collections may have a multiplicity, which indicates how many occurrences of
that particular data collection (and everything inside it) there are.
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Example 3.3.8. In the loaf machine, we have a loaf, with a loaf_id and some
other data elements that are relevant to that specific loaf. Lets say we place all
those elements inside a data collection named loaf_data. Similarly, as each loaf
is made up out of a number of layers and each layer has some data associated
with it, we have a data collection layer_data. As there are multiple layers,
that also means this collection will have a multiplicity, one that is equal to the
number of layers in the ordered loaf (such that there is a unique occurrence of
the collection and its contents for each of the layers).
When it comes to data collections and elements being inside other data collections,
we speak of direct containment and indirect containment. Figure 3.2 illustrates this. In
it, we see the data collections loaf_data and layer_data, and the data element loaf_id, as described in example 3.3.8, as well as another data element layer_id contained
in layer_data. We say that collection loaf_data directly contains collection layer_data and element loaf_id, and similarly collection layer_data directly contains element layer_id. In figure 3.2 this direct containment is indicated by a solid arrow
from the containing collection to the contained collection or element. Also, we say
that collection loaf_data indirectly contains element layer_id, as indicated by the
dashed arrow in figure 3.2.

F IGURE 3.2: Illustration of direct and indirect containment.

If a collection is directly or indirectly contained by another collection, then all elements and collections inside it are indirectly contained by that collection. e.g. if there
is another data collection inside layer_data, then any data element inside that collection is indirectly contained by layer_data and thus also indirectly contained by
loaf_data.

3.3.8

Condition

A metro action may have any number of conditions, which together determine whether
or not the metro action is executed. Each condition has a name, and belongs to one
specific metro action. When all conditions belonging to a metro action evaluate to
true, the metro action will be executed. When one ore more conditions belonging to
a metro action evaluate to false, the metro action will not be executed.
There are two types of conditions: The data condition, of which the evaluation is
based on the value of a data element (usable for dynamic data-based control); and

3.3. Concepts

29

the static condition, of which the evaluation must always be defined statically, before
execution (usable for scenario-specific constants).
The data condition is evaluated by comparing the value of a data element to a given
comparison value. It evaluates to true if the two values are equal and to false if it
does not. The data condition can also be set to negate, in which case it works the
other way around, evaluating to true if the two values are unequal, and false if they
are equal.
Example 3.3.9. When customers order a loaf of layered bread from the webshop to Mike’s Bakery, they can specify whether or not the oven should be preheated (this is not actually necessary for the baking process but certain layered
bread enthusiasts swear they can taste the difference). In the layered bread machine this means the order information it acquires from the webshop database
includes a flag indicating whether or not preheating actions must be executed.
We represent this flag as a data element, naming it oven_preheat_setting. Using this data element, we can place a data condition on any metro actions to
do with preheating, such that they are executed only if the flag represented by
oven_preheat_setting is true.

3.3.9

Repetition

A metro action may have one repetition, which determines that it is to be repeated, as
well as how many times. Each repetition has a name and belongs to a specific metro
action. The consecutive executions of the metro action are referred to as iterations,
such that iteration 1 is the very first execution, iteration 2 is the second execution,
and so on. In terms of execution, iterations occur one by one, i.e. iteration i must
finish its execution before iteration i + 1 can start its execution.
There are two types of repetitions: The for-each repetition, which is based on multiplicity of a specific data collection; and the static repetition, the number of iterations
of which must always be defined statically, before execution.
As mentioned, the for-each repetition is based on the multiplicity of a specific data collection (see section 3.3.7). It does this in such a way that there is one iteration for each
occurrence of the data collection. See section 5.1.2 for a more detailed explanation of
what that means.
Example 3.3.10. Each loaf created in the layered bread machine is made up of
multiple layers, which the machine applies and bakes one by one. In example
3.3.8 we mentioned a data collection layer_data, which has a multiplicity equal
to the number of layers, meaning that there is a unique occurrence of it and its
content for each layer. As shown in figure 3.1, the first operation to be executed
for each layer is to calculate settings for all the mixes used in the layer. Lets
specify an atomic action calculate_mix_settings, that has to be executed once
for each layer, i.e. once for each occurrence of the layer_data collection. To
achieve this, we define a for-each repetition named for_each_layer, define its
corresponding data collection to be layer_data, and apply it to calculate_mix_settings. That way, the number of iterations of calculate_mix_settings will be
equal to the multiplicity of layer_data, and thus equal to the number of layers
in the loaf.
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3.3.10

Action Block

An action block is a specific type of metro action, that contains other metro actions,
logical actions, and precedence relations. Other than that it is the same as any other
metro action in that it may create and use data, have a budget, claim software resources, have precedence relations to/from other metro actions, have conditions,
and have a repetition.
As action blocks are metro actions that can also contain metro actions, action blocks
can contain other action blocks, creating a nested structure. If a metro action a inside
an action block b, which is in turn contained by another action block c, we say a
is directly contained by b, and that a is indirectly contained by c, as well as by any
action blocks that directly or indirectly contain c. This relation is similar to direct
and indirect containment in data elements and data collections (see section 3.3.7).
Example 3.3.11. As mentioned in section 3.2 and in example 3.3.9, the loaf
machine sometimes has to preheat the oven. We can represent this operation
with a single logical action named preheat_oven, and with the corresponding request and retrieve actions named request_preheat_oven and retrieve_preheat_oven. As these three clearly belong together, we place them all in an
action block named preheat_oven_actions.

Execution Execution of an action block consists of the execution of the metro actions contained in it, such that the execution is said to start the moment the execution
of the first of the metro actions contained in it starts, and the execution is said to finish the moment the execution of the last of the metro actions contained in it finishes.
In the case of the preheat_oven_actions action block as defined in example 3.3.11,
the execution of the action block starts at the moment request_preheat_oven starts
its execution, and finishes at the moment retrieve_preheat_oven finishes its execution.
With Precedence Relations If an action block has an incoming precedence relation,
none of the metro actions inside it can execute before the execution of the predecessor in that precedence relation finishes. If an action block has an outgoing precedence relation, the successor in that relation can only be executed after all of the
metro actions inside the action block have finished executing.
With Conditions If an action block has a condition that does not hold, it is not
executed and hence the metro actions inside it are also not executed. In other words,
all conditions belonging to an action block also apply to all the metro actions inside
it (and if these metro actions are action blocks themselves, then also to the metro
actions inside those).
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Example 3.3.12. The preheat_oven_actions action block described in example
3.3.11 contains all the metro actions and logical actions that correspond to preheating the oven. As explained in example 3.3.9, whether or not these actions
actually need to be executed is dependent on the value of a data element named
oven_preheat_setting, and we can apply data conditions using this data element to stop metro actions from being executed. In this case, we specify that
the action block preheat_oven_actions has such a condition, and that this condition is named if_preheat_enabled. As this condition now determines the execution of preheat_oven_actions, and the execution of an action block consists
of the execution of the actions inside it, if_preheat_enabled also determines
the execution of request_preheat_oven, preheat_oven and retrieve_preheat_oven.

With Repetitions If an action block has a repetition, that means the entire action
block, meaning all metro actions (and thus any requested logical actions) inside it, is
repeated. Normally, repetition on action blocks is very similar to repetition on other
metro actions, meaning that the entire execution of one iteration of the action block
must be finished before the next one can start. However, the repetition may also be
pipelined. In that case, the action block iterations are decomposed into their contained
metro actions in a way that allows a more parallel execution. This is described in
more detail in section 5.1.2.
Example 3.3.13. In example 3.3.10, we introduced an atomic action named
calculate_mix_settings, which is repeated for each layer by means of a for-each
repetition named for_each_layer, which uses a data collection layer_data. Of
course, there are quite a few other operations that need to occur for each layer
in the loaf (e.g. the baking actions mentioned in example 3.3.3). Assuming we
have specified all these operations in terms of metro actions, logical actions,
and precedence relations, then we can place those metro actions, logical actions, and precedence relations in an action block named layer_actions. We
take the for-each repetition for_each_layer from the calculate_mix_settings
atomic action and apply it to the action block layer_actions instead, resulting
in all of its contents being repeated once for every layer.

3.3.11

Concept Composition Structure

The general structure of composition of concepts in MetroFSL is styled after directed
acyclic graphs such as task dependency graphs (see section 5.1.5) and to some degree
also kahn process networks [14]. Where metro actions and logical actions form the
nodes, and precedence relations, data dependencies, and request and retrieve relations form the (directed) edges. This has proven an adequate way of modeling both
pure dependencies and data flow between tasks, which are semantically similar to
precedence relations and data dependencies respectively.

3.4

Metamodels

In this section we will show and discuss the metamodels of MetroFSL. MetroFSL
is decomposed into three separate metamodels. That is, the data metamodel, which
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contains the data elements and collections, the platform metamodel which contains
the resources, and the application metamodel which contains the metro actions, logical
actions, and precedence relations. This is a separation of concerns; both platform
and data models can be defined independent of each other, and independent of the
application model (this also means that there may be multiple application models
that use the same platform or data models). In addition, the separation makes it
simpler to extend the metamodels independently of each other in the future, which
is particularly relevant for the data metamodel, as it is suspected to be a significant
simplification of reality (see section 7.1).

3.4.1

Application Metamodel

F IGURE 3.3: Application metamodel core.

In figure 3.3 we see the a UML class diagram of the core of the Application metamodel. This contains classes representing the different kinds of metro actions (i.e.
atomic action, request action, retrieve action, and action block), the precedence relation, and the logical action and its passive claim, as discussed in sections 3.3.1, 3.3.5,
3.3.10, 3.3.6, and 3.3.3 respectively.
In this diagram (in figure 3.3) we also see three classes which are not part of this
metamodel, but are referenced from it. Specifically, the data element in blue, and
the software resource and hardware resource in red. These elements come from
the data metamodel (see figure 3.5a) and the platform metamodel (see figure 3.5b)
respectively.
The application metamodel also contains the Application class, which serves as a
top-level element for any given application model (i.e. instance of the metamodel),
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and references a platform model and a data model, from which resources, data elements, and data collections can be referenced.

F IGURE 3.4: Application metamodel, conditions and repetitions.

The diagram in figure 3.3 does not show conditions or repetitions. For clarity, these
are shown in a separate class diagram in figure 3.4. This class diagram shows the
classes representing both the data condition and the static condition (as discussed in
section 3.3.8), and both the for-each repetition and the static repetition (as discussed
in section 3.3.9). The two classes in the color blue in this diagram represent the data
element and data collection from the data metamodel (see figure 3.5a).

3.4.2

Data and Platform Metamodels

(b) Platform Metamodel.
(a) Data metamodel.

F IGURE 3.5: Data metamodel and platform metamodel.

The UML class diagram shown in figure 3.5a shows the data metamodel. It contains
classes representing the data collection and data element (as discussed in sections
3.3.7 and 3.3.2 respectively), along with the DataModel class, which serves as a toplevel element for any given data model (i.e. instance of the data metamodel).
The UML class diagram shown in figure 3.5b show the platform metamodel. It contains classes representing resources (i.e. software resource and hardware resource) as
discussed in section 3.3.4. It also contains a Platform class which serves as a top-level
element for any given platform model (i.e. instance of the platform metamodel).
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3.4.3

Implementation

The three metamodels (that is, the data metamodel, platform metamodel, and application metamodel) were implemented using Eclipse Modeling Framework. Eclipse
Modeling Framework is an Eclipse-based framework that allows definition of metamodels in an object-oriented paradigm (based on the Ecore meta-metamodel), based
on which JAVA code can be generated. This generated code facilitates representation of models in memory and permanent storage, as well as creation, modification,
and other interaction with the models. In addition, there are a large number of extensions available for Eclipse Modeling Framework, which make use of the defined
metamodels and corresponding generated code to add further functionalities.
In addition to the code automatically generated based on the metamodels, some
further operations needed to be implemented by hand, mostly consisting of special
queries, such as finding all the data created by metro actions inside of an action
block.
The way in which the metamodels serve as the core element of the language implementation, such that all other elements of the implementation interface with it and
not with each other, mirrors the metamodel-centric approach mentioned in section
3.1. This match was part of the reason for choosing Eclipse Modeling Framework,
as it was deemed a suitable approach for the development of a language prototype
that was to serve as a concrete handle on a domain model under development (as
that domain model is mirrored by the metamodels). Another reason for choosing it
was that it has in the past been extensively used both at ASML and by the student
researcher for this project, which made it easy to get started with quickly.

3.5

Wrapping Up

In this chapter, the concepts and composition of a domain model and an associated
domain-specific language were discussed, along with the approach used to develop
them, and their implementation.
In section 3.3, we answered research question RQ2a and part of research question
RQ2b, describing the concepts in the domain one by one, the most important of
which are:
• Metro actions, which represent software operations to be executed.
• Logical actions, which represent hardware operations to be executed.
• Data elements, which represent pieces of data which can be used or created by
metro actions, creating data dependencies between those metro actions.
• Software resources, which represents software processes that can be claimed
by metro actions.
• Hardware resources, which represent pieces of hardware which can be claimed
by logical actions.
In section 3.4, we answered research question RQ2b and RQ3a, we discussed the application, data, and platform metamodels, which define the relations between concepts, forming the abstract syntax.
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In the following chapters we will discuss further aspects of MetroFSL. In section 4
we will show its concrete syntax, in section 5 we will discuss its execution semantics,
and in section 6 we will discuss its constraints.
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4 Concrete Syntax
As described in section 3.1, MetroFSL was used as a concrete handle on the domain model during its development, meaning concrete examples of models had to
be represented somehow. To this end, a concrete syntax has been created for the
application metamodel. This concrete syntax is graphical, and inspired by the commonly used task dependency graph notation, essentially consisting of a directed
graph where the nodes represent metro actions and logical actions, and the arrows
represent the relations between them (i.e. precedence relations, data dependencies,
and request and retrieve relations).
There are two reasons to use a graphical concrete syntax: Firstly, to allow for a clear
overview of the dependencies between actions, which is difficult in a textual syntax;
secondly, this is to facilitate use by functional experts, who may not be familiar with
textual programming languages, but often are familiar with graphs for displaying
dependency or data flow.
Concrete syntaxes for the data and platform metamodels were not created, as they
are relatively simple, and do not play a core role in the domain.
Through discussing this concrete syntax, we will answer research qeustion RQ3b.

4.1

Syntax Elements

In this section we will discuss the various elements in the concrete syntax, each of
which corresponds to a concept or composition of concepts as described in chapter
3.

4.1.1

Metro Action

A metro action (as described in section 3.3.1) is represented by a rectangle containing
its name at the top, along with up to three columns of other information underneath
it. The first (or left-most) of these columns is known as the resources column, and
contains a list of the resources claimed by the metro actions. The second (or middle)
of these columns is known as the data column, and contains a list of elements used
by the metro action and a list of elements created by the metro action. The last (or
right-most) of these columns is known as the info column, and contains a list of any
repetitions and conditions belonging to the metro action, along with its budget.
If there is no information to display inside a column (e.g. if the metro action does not
use or create any data elements, the data column would be empty), then that column
will simply not be displayed at all.
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F IGURE 4.1: Concrete syntax for atomic action get_loaf_id.

The different types of metro actions can be distinguished from each other (and from
logical actions, as described in section 4.1.3) based on differences in color and sometimes shape. Specifically, atomic actions are orange, request actions are green, retrieve actions are yellow, and action blocks are blue with curved corners.
In example 3.3.1 we mentioned an atomic action (from the layered bread machine
running example in section 3.2) named get_loaf_id, the concrete syntax for this
atomic action is shown in figure 4.1. It can be identified as an atomic action by
the orange color (different metro actions have different colors). It claims two software resources, named DB (representing the database from which the loaf orders are
read) and GEN (which represents the ’general’ computing process which runs many
of the operations in the loaf machine), these can be seen in the resources column on
the left. It creates a data element named loaf_id (as seen in the data column in the
middle). And it has a budget of 5 milliseconds (as seen in the info column on the
right).

4.1.2

Data Dependencies

As described in section 3.3.2, when one metro action creates a data element and
another uses that data element, this creates a data dependency. Such a data dependency is represented in this concrete syntax as a blue arrow with a filled triangle at
both ends, pointing from the creator of the data element to the user.
In figure 4.2a we see the concrete syntax for the case described in example 3.3.2,
in which there are two atomic actions named get_loaf_id and get_loaf_info, where
get_loaf_id creates a data element named loaf_id and get_loaf_info uses that same
data element, thus creating a data dependency between them.
In figure 4.2b we see a more complex example, showing how one data element
(layer_desired_chemical_profile) can be used by multiple actions (calculate_desired_shape_profile and calculate_mix_settings), such that there are multiple data dependencies coming from the point of its creation (calculate_desired_chemical_profile).
Data elements upon which data dependencies between actions are based could be
represented as separate nodes (similar to state nodes in petri net notation [25]), however this would in practice lead to a great number of individual data nodes, creating
a messy syntax that is hard to keep an overview of.

4.1.3

Logical Action

Similar to the metro action, the logical action (see section 3.3.3) is represented by a
rectangle with the logical action’s name at the top and three columns containing further information below it. The first (or left-most) of these columns is known as the
resources column, and displays a list of the actively claimed resources (note this distinction, active claims are the default, therefore the resources column is not named
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(a) Example of concrete syntax for a data dependency from get_loaf_id to get_loaf_info, as described
in example 3.3.2.

(b) Example of concrete syntax for three data dependencies.

F IGURE 4.2: Examples of concrete syntax for data dependencies.

separately for them). The second (or middle) of these columns is known as the passive resources column, and displays a list of the passively claimed resources, along
with the first few characters of any given rationale for the given claim. The last (or
right-most) of these columns is known as the info column, which contains the execution time of the logical action (it is called info column partially for parity with the
metro action and partially for extensibility).

F IGURE 4.3: Concrete syntax for logical action named move_to_oven,
as described in section 3.3.3.

In example 3.3.3, we described a logical action move_to_oven, this logical action is
shown in figure 4.3. It can be identified as a logical action by the purple color and the
dashed and dotted border. Later, in example 3.3.4, we added that it actively claims
TRAY (representing the tray that the loaf is moved to the oven on), which in the
figure can be seen left column, and passively claims OVEN (representing the oven),
which in the figure can be seen in the middle column (along with the first part of
the rationale given for the passive claim, which is avoid collisions). We also specified
that it has an execution time of 200ms, which in the figure can be seen in the right
column.
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Request Action and Retrieve Action

The request and retrieve actions are both metro actions, and as such hold to the format as described in section 4.1.1, with only variations in color. Specifically, request
actions are green, and retrieve actions are yellow. The request relation and retrieve
relation to and from the logical action (see 3.3.5) are displayed as black dashed and
dotted arrows, pointing from the request action to the logical action and from the
logical action to the retrieve action.

F IGURE 4.4: Concrete syntax for the logical action move_to_oven,
and its corresponding request and retrieve actions, as described in
3.3.5.

In example 3.3.6 we described the request and retrieve actions for the logical action move_to_oven (which we described before that in section 3.3.3). Figure 4.4
shows the concrete syntax for these three actions. Note also neither the request action request_bake nor the retrieve action retrieve_bake uses or creates any data
elements, and thus their data columns are hidden.

4.1.5

Precedence Relation

Precedence relations (as described in section 3.3.6) are represented by thin black arrows, pointing in the direction of the successor.

F IGURE 4.5: Example of concrete syntax for precedence relation
from request_move_to_oven to request_bake, as described in section 3.3.6.

In example 3.3.7 discussed a precedence relation between the two request actions
request_move_to_oven and request_bake (such that request_move_to_oven is the
predecessor and request_bake is the successor), as was necessary to ensure that the
corresponding logical actions move_to_oven and bake would execute in that order.
such that the loaf is moved to the oven before it is baked. Figure 4.5 shows this case.

4.1.6

Action Block

The action block concrete syntax is different from other metro actions (see section
4.1.1) in two ways: Firstly, the action block box is blue and has rounded corners.
Secondly, in both the resources column and the data column inside of it, it does not
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just show information about the action block itself, but also about the metro actions
inside that action block. Specifically, the resources column lists also the software
resources claimed by metro actions inside the action block, and the data column lists
also the data used and created by metro actions inside the action block. In both cases,
the items that relate to the metro actions inside the action block, are listed in an italic
font, to clarify the distinction.

(a) Action block get_info, the contents of this block are shown in figure b.

(b) The contents of action block get_info, which is shown in figure a.

F IGURE 4.6: Example of concrete syntax for action block get_info and
its contents.

In figure 4.6a we see an action block named get_info, which contains the two atomic
actions get_loaf_id and get_loaf_info shown in 4.6b (as also discussed in example
3.3.2 and section 4.1.2).
In the data column of get_info (in figure 4.6a), we see the data elements that are
created by its contents (get_loaf_id and get_loaf_info) printed in italic font (as explained above, to indicate that these elements are created inside the block rather than
by the block itself).
Even though loaf_id is used inside of the action block get_info (by the atomic action
get_loaf_info), it is not listed as used in the action block’s data column. This is
because it is also created inside the block (by atomic action get_loaf_id). The data
column for an action block does not list data elements as used if they are also created
inside that action block.
Similar to the data elements listed in the data column, in the resources column we
see the resources claimed by its contents printed in italic.
In figure 4.7a we see an action block named preheat_oven_actions with its contents
shown in 4.7b, as discussed in example 3.3.11. We mentioned that it has a condition
if_preheat_enabled, which determines whether or not it (and thus its contents) are
executed. In the concrete syntax (in figure 4.7a) we see this condition listed in the
info column (on the right).

4.2. Implementation
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(a) Action block preheat_oven_actions, the contents of this block are shown in figure b.

(b) The contents of action block preheat_oven_actions, which is shown in figure a.

F IGURE 4.7: Example of concrete syntax for action blocks preheat_oven_actions and its contents.

4.2

Implementation

For implementation of the concrete syntax, Eclipse Sirius [31] was used. This is a
tool for developing model editors which is based on Eclipse technology and that
easily integrates with Eclipse Modeling Framework, using Ecore metamodels. It allows the specification of graphical and table-based model editors, which also means
specifying the concrete syntax used to represent the models inside the editor.
The choice for Eclipse Sirius was made because of its easy integration with Eclipse
Modeling Framework and Ecore (as used to implement the metamodels, see section
3.4.3), because it had been used at ASML before, and because it allows relatively
quick creation of both the concrete syntax and sophisticated graphical editors. As
the process of developing the domain model and language is an iterative one in
which the concrete syntax is an integral part of the cycle (it is crucial to discussion
and evaluation of the language and thus the domain model), this quickness was of
great value.
The concrete syntax forms the second elements of the implementation and depends
only on the implementation of the metamodels, as described in section 3.4.3.

4.3

Wrapping Up

In this chapter, we have answered the research question RQ3b, by showing a concrete syntax for MetroFSL. This graphical concrete syntax, based on commonly used
task dependency graph notation, features rectangular nodes that represent metro actions and logical actions, and arrows between them that represent relations between
them, such as data dependencies and precedence relations. The nodes also display
information about the represented actions, such as their name, and the resources
that they claim.
In the following two chapters we will discuss the execution semantics of MetroFSL
(chapter 5) and the constraints that apply to MetroFSL models (chapter 6).
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5 Semantics
In this chapter, the execution semantics of MetroFSL will be described. The purpose
of defining these semantics is to allow for prediction and analysis of runtime behavior of the modeled system. Practically speaking, we define the semantics such that
we can generate execution schedules based on MetroFSL models.
At ASML, an implementation of a scheduler was available for reuse in the prototype
implementation of MetroFSL. This scheduler accepts task dependency graphs as its
input. As such, in order to use this scheduler, the semantics of MetroFSL have been
defined in terms of a series of model-to-model transformations, which when used
together turn a fully featured MetroFSL model into a semantically equivalent task
dependency graph that can be processed by the scheduler. By doing this, we answer
research question RQ3c.
Section 5.1 describes the model-to-model transformations themselves, and section
5.2 describes their implementation.

5.1

Transformations

The series of transformations first goes through a number of steps which restrict
the set of concepts used in the model, replacing instances of those concepts in the
model with semantically equivalent instances of other concepts. In this way, the
conditions, repetitions, action blocks, and data usages and creations are eliminated
from the model step by step, such that eventually only atomic actions, request and
retrieve actions, logical actions, and precedence relations remain. At this point, there
is one more transformation which turns this restricted model into a task dependency
graph.
In order to eliminate conditions and repetitions, they must be evaluated, which in
reality is often not possible to do statically. For the purpose of these transformations,
we assume that the knowledge to do these evaluations is present at the moment of
transformation. How this works in practice will be explained in section 5.2.
In the rest of this section, we will go through each of these transformation steps,
briefly explaining the semantics of the concept and showing a few examples, after
which the transformation itself will be described in more detail.

5.1.1

Condition

The first transformation in the chain is the elimination of conditions. As explained
in section 3.3.8, a condition is applied to a metro action, and determines whether or
not that metro action is executed, based on the condition’s evaluation.
It was also mentioned in section 3.3.8 that there are two types of conditions, static
conditions and data conditions. Which of the two types a particular condition is,
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only has an effect on how it is evaluated. For now, we assume simply that we can
determine the evaluation statically, so we will not go into this difference when describing the semantics and transformation.

(a) Application model with a.o. a metro action b with a condition e.

(b) Equivalent model given e evaluates to true.

(c) Equivalent model given e evaluates to false.

F IGURE 5.1: Condition e applied to metro action b, with incoming
precedence relations from metro actions a1 and a2, and outgoing
precedence relations to metro actions c1 and c2 (as shown in figure
a), and the two possible equivalent application models (as shown in
figure b and figure c).

When a metro action is not executed, that means it has no semantic relevance and
can be removed from the model. As such, elimination of a condition comes down
to determining whether it evaluates to true or false, and retaining or removing the
metro action to which it applies based on that.
When a condition evaluates to false, and the metro action to which it applies has
incoming and outgoing precedence relations, the situation is slightly more complex.
A precedence relation, as described in section 3.3.6, expresses that one metro action
(the predecessor) must finish its execution before another (the successor) can start
its execution. So, when a metro action has both incoming and outgoing precedence
relations, this has a transitive effect such that its predecessors must always execute
before its successors.
Figure 5.1a shows a concrete example, where atomic action b has incoming precedence relations from atomic actions a1 and a2, and outgoing precedence relations
to atomic actions c1 and c2. Here, b will always be executed after a1 and a2, and
always before c1 and c2. Therefore, also a1 and a2 will always be executed before c1
and c2.
Also in figure 5.1a, we see that the metro action b has a condition e. If we try to
eliminate e and it evaluates to true, then b will be executed normally and thus we
only have to remove the condition itself, the result of which is shown in 5.1b. If
instead e evaluates to false, then that means b must be removed, and in order to
preserve the transitive effect described above, we need to replace it with a set of
precedence relations that enforce that a1 and a2 are still executed before c1 and c2.
The result of this is shown in figure 5.1c.
In summary, the transformation eliminates conditions as follows: If the condition
evaluates to true, the condition itself is removed. If the condition evaluates to false,
then for each pair of an incoming and outgoing precedence relation (i.e. each pair
(i, o ) ∈ I × O, where I is the set of incoming precedence relations and O is the set
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of outgoing precedence relations), it creates a new precedence relation from the predecessor of the incoming precedence relation to the successor of the outgoing precedence relation. After that, the original incoming and outgoing precedence relations
and the metro action can be removed, along with the metro action.

5.1.2

Repetition

The second concept to be removed from the model by transformation is the repetition. As explained in section 3.3.9, a repetition applies to a metro action such that
the execution of it is repeated, where the number of iterations is determined by the
repetition.
There are two types of repetition, the static repetition and the for-each repetition. The
type of a repetition has an effect on its evaluation (that is determining the number
of iterations), but also on the data usage and creations of the individual iterations of
the repeated metro action.
Another point of variability is the type of metro action that the repetition applies
to; if it applies to an action block, then there is the possibility of pipelining, in which
precedence relations between the metro actions contained in the action block are
placed in a way that allows more parallel execution.
Static Repetition, No Pipelining
To start with, lets focus on the simplest case, a static repetition that applies to either
a metro action that is not an action block, or one that applies to an action block but
with no pipelining. This means that the metro action to which the repetition applies
is repeated N times (where N is statically specified specifically for the particular
repetition), such that the execution of one iteration of the metro action is finished
before the next one can start.
In terms of transformation, we can eliminate such a static repetition by simply replacing the metro action by N copies of itself, and placing precedence relations between them (such that copy i has a precedence relation to copy i + 1).
If the repeated metro action has incoming precedence relations, then those are reconnected to the first copy of the action, such that the predecessor is the same but the
successor is now the first copy of the repeated metro action. If the repeated metro
action has outgoing precedence relations, those are reconnected to the last copy of
the action, such that the successor is the same but the predecessor is now the last
copy of the repeated metro action.

(a) Application model containing a.o. a
metro action b with a repetition r.

(b) Equivalent model given that r has N iterations.

F IGURE 5.2: Static repetition r applied to metro action b (as shown in
figure a), and the semantically equivalent model given that r has N
iterations (as shown in figure b).
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Figure 5.2 shows an example of this transformation. Where atomic action b has a
static repetition with N iterations, two incoming precedence relations from atomic
actions a1 and a2, and two outgoing precedence relations to atomic actions c1 and
c2.
In summary, the transformation replaces the metro action to which the repetition
applies by N copies of itself, placing precedence relations between them, reconnecting any incoming precedence relations to the first iteration, and reconnecting any
outgoing precedence relations to the last iteration.
For-each Repetition, No Pipelining
The for-each repetition is a type of repetition that is based on the multiplicity of an
associated data collection. As explained in section 3.3.7 and example 3.3.8, the multiplicity of a data collection describes the number of unique occurrences of the data
collection. Based on this, the number of iterations a given for-each repetition has is
determined by the multiplicity (and thus unique occurrences) of the data collection
that is associated with it.

F IGURE 5.3: The metro action calculate_desired_chemical_profile,
which is repeated for each occurrence of the layer_data collection,
and uses and creates some data elements contained in it.

Figure 5.3 shows an atomic action calculate_desired_chemical_profile (on the left)
that has a repetition for_each_layer. It represents a calculation which is to be carried out for each layer of a given loaf, and which uses the desired flavor profile for
the layer (represented by the element layer_desired_flavor_profile) to calculate the
desired chemical profile for the layer (represented by the element layer_desired_chemical_profile). The repetition for_each_layer is a for-each repetition and is based
on the data collection layer_data also shown in the figure (on the right). layer_data
contains both the used data element layer_desired_flavor_profile and the created
data element layer_desire_chemical_profile, and has a multiplicity of 3 (meaning
this particular loaf has 3 layers).
Figure 5.4 shows how the example from figure 5.3 is transformed when the repetition
is eliminated. For each of the three layers, there is a separate atomic action, and a
separate occurrence of the data collection. Note how the three atomic actions are
interconnected via precedence relations (as indicated by the black arrows), to ensure
they are executed in order.
In figure 5.4 we also see that the first layer’s atomic action calculate_desired_chemical_profile_1 uses and creates data elements from the first layer’s occurrence of the
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F IGURE 5.4: The metro action calculate_desired_chemical_profile as
shown in 5.3, unrolled into its 3 repetitions, with 3 corresponding
occurrences of the layer_data data collection.

data collection layer_data_1. The same goes for the second layer with atomic action calculate_desired_chemical_profile_2 and data collection layer_data_2, and for
layer three with its respective action and data collection occurrence. This is always
the case with for-each repetitions, each specific iteration i corresponds to a specific
data collection occurrence i.
To summarize, the transformation replaces the metro action to which the repetition
applies by N copies of itself, and does the same for the data collection associated
with the repetition (where N is equal to the multiplicity of the data collection), then
replaces the data usages and creations for each of the metro action copies to the
corresponding data element copies. Lastly intermediate precedence relations are
added, and incoming and outgoing precedence relations are reconnected to the first
and last iteration respectively, in the same way as for the static repetition without
pipelining (as described above).
Pipelined Repetition
When a repetition (be it for-each or static) applies to an action block, it can be pipelined,
which allows the repetition to be executed in a more parallel manner. There are three
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possible pipeline settings:
Off Repetition without pipelining as described above. The execution of any iteration of the repetition must be finished entirely before execution of the next
one can start. This is conceptually identical to repetition on non-block metro
actions (i.e. atomic actions, request actions, retrieve actions).
Normal Decomposes each iteration action block into the non-block metro actions
that are inside it, and then places precedence relations between them in such
a way that for any given metro action in an iteration, the execution must be
finished before that same metro action in the next iteration can start (so, other
metro actions in that next iteration may already be able to start).
Restricted Similar to normal pipelining, but distributes the individual metro actions
across a number of timeslots, such that the execution of metro actions from a
timeslot can not start until the execution of the metro actions in the previous
timeslot is finished.
In figure 5.5 we see a block B with a repetition r, with atomic actions a, b, and c
inside it. Depending on the pipelining setting of the repetition r, execution of this
block will result in very different schedules. In the rest of this section we will discuss
these.

(a) Action block B, with a repetition
r.

(b) The contents of action block B.

F IGURE 5.5: Example of an action block B with a repetition r (shown
in figure a) and its contents, atomic actions a, b, and c.

Baseline: No Pipelining The case without pipelining is essentially the same for
an action block as a repetition on an atomic action, as described ealier. The action
block is copied N times, where N is the number of iterations, and then precedence
relations are placed between the copies. Figure 5.6a shows this case for the action
block B shown earlier in figure 5.5. Figure 5.6b shows a possible schedule for this
model, where the blocks represent the execution of each metro action, the arrows
represent the precedence relations which constrain the executions, and the dotted
vertical lines delimit the different iterations.
Normal Pipelining In normal pipelined repetition, each iteration of the action
block is decomposed in a way that allows as much parallelism as possible while
retaining the order of iterations of individual metro actions, i.e. any metro action
contained in an iteration of the action block can start its execution only after the
execution of the previous iteration’s occurrence of that action (in addition to other
dependencies it has). This is equivalent to placing precedence relations from each
of the metro actions in each iteration to the corresponding metro actions in the next
iteration. Figure 5.7a shows this equivalent model for the action block B that was
shown earlier in figure 5.2. Figure 5.7b shows a possible schedule for the action
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(a) Equivalent for action block B, given r has its pipeline setting set to Off and has 6 iterations.

(b) Possible schedule for an execution of B, given r has its pipeline setting set to Off and has 6 iterations.

F IGURE 5.6: Possible schedule and equivalent application model for
repetition r on action block B (as shown in 5.5), given that r has its
pipeline setting set to Off and has 6 iterations.

block B, where the blocks represent the execution of each metro action and the arrows represent the precedence relations which constrain the executions.
As can be seen in figure 5.7a, there are precedence relations between the consecutive iterations of each individual atomic action (e.g. from a1 to a2), which enforces
that they are executed one-by-one in the expected order, creating a kind of ’grid’ of
actions, where these new precedence relations are the horizontal lines and the preexisting precedence relations (e.g. from a1 to b1) form the vertical lines. In figure
5.7b, we see a possible schedule for this model. Note how the total execution time is
significantly shorter than without pipelining (as shown in figure 5.6b) even though
the number of iterations and thus actions executed is the same.
In summary, the elimination of normal pipelining repetitions is the same as elimination of repetitions without pipelining, but with one key difference: Rather than
placing precedence relations in between iterations of the action block as a whole, it
places them in between the the non-block metro actions inside the iterations of the
action block.
Restricted Pipelining The third option for pipelining is restricted pipelining, in
which the metro actions are separated into pipeline stages, and then the iterations of
those stages are distributed over a number of timeslots, such that all stages in a given
timeslot can execute in parallel, and that the timeslot must finish its execution before
the next timeslot can start its execution.
The number of timeslots is a function of the number of iterations and the number
of pipeline stages. Or more specifically, #timeslots = #iterations + #stages − 1. The
distribution of stage iterations over the timeslots is such that a given iteration i of
stage j is placed in timeslot i + j − 1.
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(a) Equivalent model for the action block B, given that repetition r has its pipeline setting set to Normal
and has 6 iterations.

(b) Possible schedule for an execution of B, given r has its pipeline setting set to Normal and has 6
iterations.

F IGURE 5.7: Possible schedule and equivalent application model for
repetition r on action block B (as shown in 5.5), given that r has its
pipeline setting set to Normal and has 6 iterations.

Figure 5.8a shows one possible separation into pipeline stages for the example action
block B, where each metro action inside B gets its own separate stage. Figure 5.8b
shows the distribution of these stages into timeslots. Figure 5.8c shows a possible
schedule for this case.
Figure 5.9a shows another possible separation into pipeline stages for the example
action block B, figure 5.9b shows the resulting timeslot distribution, and figure 5.9c
shows the resulting schedule.
The timeslots (as shown in figures 5.8b and 5.9b) can practically be represented by
action blocks, with precedence relations between them, enforcing that the execution
of everything inside a timeslot must finish before the execution of the next timeslot
may start.
In summary, the transformation carries out the steps as it would for a repetition
without pipelining, but instead of introducing precedence relations in between the
iterations, it distributes the specified pipeline stages over a number of timeslots represented by action blocks (such that iteration i of pipeline stage j is placed in timeslot
i + j − 1), and then places precedence relations between those timeslots (such that
timeslot i has an outgoing precedence relation to timeslot i + 1).
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(a) Separation of contents of B into three pipeline stages, such that each metro action has its own stage.

(b) Timeslot distribution for example action block B, given r has its pipeline setting set to Restricted
and has 6 iterations, with the pipeline stages configuration as described in 5.8a.

(c) Possible schedule for repetition r on action block B (as shown in figure 5.5), given that r has its
pipeline setting set to Restricted and has 6 iterations.

F IGURE 5.8: Restricted pipelining for the contents of action block B
as shown in figure 5.5, with the pipeline stages specified as shown in
5.8a and such that the repetition r has 6 iterations.

5.1.3

Action Block

The third concept to be eliminated from the model is the action block. The execution
of an action block entails the execution of the metro actions that are contained within
it. As such, the elimination of an action block mostly comes down to replacing it by
its contents.
In cases where the action block has no incoming or outgoing precedence relations,
no data usage or creation, no resource claims, and no budget, the action block is
entirely semantically equivalent to its contents, and thus the transformation does
not do anything more than replacing it by its contents.
If an action block has incoming or outgoing precedence relations, these have to be
eliminated before the action block can be eliminated. Incoming precedence relations
are replaced by incoming precedence relations to the ’entry points’ of the block (i.e.
all contained metro actions that do not have any incoming precedence relations or
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(a) Separation of contents of B into two pipeline stages, such that a and b together form the first stage
and c forms the second.

(b) Timeslot distribution for example action block B, given r has its pipeline setting set to Restricted
and has 6 iterations, with the pipeline stages configuration as described in 5.9a.

(c) Possible schedule for repetition r on action block B (as shown in 5.5), given that r has its pipeline
setting set to Restricted and has 6 iterations.

F IGURE 5.9: Restricted pipelining for the contents of action block B
as shown in figure 5.5, with the pipeline stages specified as shown in
5.9a and such that the repetition r has 6 iterations.

data dependencies coming from other metro actions in the block). Outgoing precedence relations are replaced by outgoing precedence relations from the ’exit points’
of the block (i.e. all contained metro actions that have no outgoing precedence relations or data dependencies to other metro actions in the block). Figure 5.10 shows a
before/after example of this transformation for a case with incoming and outgoing
precedence relations.
Execution semantics of data usage and creation on action blocks, resource claims
on action blocks, and budgets on action blocks are not currently specified, as no
real use case for them has been found in the domain. In practice this means that the
transformation ignores these cases (i.e. it treats the block as if it did not have any data
usage/create, resource claims, or a budget, simply discarding such information),
and that constraints are added to invalidate models in which these cases occur (see
section 6).
In summary, the transformation reconnects any incoming precedence relations of an
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(a) An application model with an action block B in
it, with an incoming precedence relation from an
atomic action a and an outgoing precedence relation to an atomic action b.

(b) The contents of action block B.

(c) Equivalent of action block B in figure a.

F IGURE 5.10: An application model containing a block B as shown in
figure a, with B containing the metro actions shown in figure b, and
the equivalent ’flat’ application model shown in c.

action block to the entry points of the block, any outgoing precedence relations to
the exit points of the block, and then replaces the action block by its contents.

5.1.4

Data Dependency

The last concept to be eliminated from the model is the data dependency, and with
that all data collections and data elements can be removed as well. The data dependency is semantically equivalent to the precedence relation, as they both enforce that
the execution of one metro action (data element creator or predecessor) is finished
before the execution of some other metro action (data element use or successor) can
start. As such, any data dependency d from one metro action a to another metro
action b, based on a data element e (such that e is created by a and used by b) is
equivalent to a precedence relation p from a to b.
Figure 5.11 shows a simple example of a data dependency being replaced by a semantically equivalent precedence relation.

5.1.5

Task Dependency Graph

The last step in the transformation is to convert the now restricted MetroFSL model
to a task dependency graph.
A task dependency graph is a special kind of directed acyclic graph, in which each
node represents a task with a set of claimed resources and an execution time, and each
(directed) edge represents a dependency. Such a task dependency graph defines a
set of possible execution schedules, where such an execution schedule defines the
starting time and finishing time of each task in the graph, and by extension also which
resources are occupied at what time.
Task A task in a task dependency graph represents an atomic set of operations
to be executed, that has a certain execution time, and claims some resources. Its
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(a) Data dependency from metro action get_loaf_id to metro action get_loaf_info, based on the data
element loaf_id.

(b) Equivalent precedence relation from get_loaf_id to get_loaf_info.

F IGURE 5.11: An example of a data dependency from metro action
get_loaf_id to metro action get_loaf_info, as a result of the data element loaf_id being created by get_loaf_id and used by get_loaf_info (as seen in example 3.3.2), and the semantically equivalent precedence relation between the same two metro actions.

execution has some starting time and some finishing time, such that the difference
between these two is equal to the execution time.
Dependency A dependency in a task dependency graph exists between two tasks,
such that one is the predecessor and one is the successor, and implies that the finishing time of the execution of the predecessor must occur before the starting time of
the execution of the successor.
Resource Occupation During the execution of a task that claims one or more resources, those resources are occupied by that task. A resource can only be occupied
by one task at a time, i.e. if there is an overlap in the sets of claimed resources of two
tasks, the execution of those two tasks may not overlap in time.
Marked Dependency We make one extension to the traditional task dependency
graph: the marked dependency, this is a special kind of dependency, which results in
some special constraints on the execution schedule. Like a normal dependency, the
predecessor must finish its execution before the successor can start its execution. In
addition, for any two marked dependencies where the successors have overlap in
their resources, if the predecessor of the first marked dependency is executed before
the predecessor of the second, the successor of the first dependency must also be
executed before the successor of the second.
More formally, this can be described as follows:
• Let T denote the set of tasks.
• Let D denote the set of dependencies.
• Let Dm denote the set of marked dependencies, such that Dm ⊆ D.
• Let p : D → T be a function yielding the predecessor of the given dependency.
• Let s : D → T be a function yielding the successor of the given dependency.
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• Let O : T × T → { True, False} be a predicate on two tasks a, b ∈ T, yielding
whether or not the two tasks have overlap in their resource claims (i.e. there is
at least one resource claimed by both tasks).
• Let : T × T → { True, False} be a predicate on two tasks a, b ∈ T, yielding
whether or not the start of the execution of task a precedes the start of the
execution of task b.

Then, for any two marked dependencies a, b ∈ Dm , if there is overlap in the resources
claimed by their respective successors s( a), s(b) (and thus O(s( a), s(b)) holds) and
the execution of the p( a) starts before that of p(b), then also the execution of s( a)
starts before that of s(b). i.e. :

∀ a,b ( a, b ∈ Dm | (O(s( a), s(b)) ∧ p( a)  p(b)) ⇒ (s( a)  s( a))
Concrete Syntax As is typical, we represent task dependency graphs by simple
directed graphs, with circular nodes representing the tasks and arrows between
them representing the dependencies, such that marked dependencies are arrows
with dashed lines. Task names will be placed inside the corresponding nodes. For
simplicity, resource claims and execution times are not visualized in this concrete
syntax, they will be listed separately if required.

F IGURE 5.12: Example of a task dependency graph.

In figure 5.12, we see an example of a task dependency graph described in this syntax. In this case, we have tasks a through e, and we have dependencies:
•
•
•
•
•
•

a dependency from a to b
a dependency from a to d
a marked dependency from b to c
a dependency from c to e
a dependency from d to c
a marked dependency from d to e

As resource claims and execution times are not expressed in this concrete syntax,
they are both left undefined for this example.
Resources
Software and hardware resources in the domain are essentially equivalent, with the
exception that software resources are only claimed by metro actions, and hardware
resources are only claimed by logical actions. In terms of the task dependency graph,
they are both equivalent to resources. As such, the transformation simply creates
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a resource in the task dependency graph for each software resource, and for each
hardware resource.
After this transformation, each software resource has an equivalent resource in the
task dependency graph, and each hardware resource has an equivalent resource in
the task dependency graph.
Metro Action
The metro action is semantically equivalent to a task in the task dependency graph.
The transformation creates a task in the task dependency graph for each metro action
in the MetroFSL model, such that the execution time of the task is equal to the budget
of the metro action, and the task dependency graph resources claimed by the task
are the equivalents of the software resources claimed by the metro action. Note that
the MetroFSL model at this point no longer includes action blocks, as those have
been eliminated in a previous transformation (see section 5.1.3).
After this transformation, each metro action in the MetroFSL model has an equivalent task in the task dependency graph.
Precedence Relation
As a precedence relation between any two metro actions a and b determines that the
execution of a must finish before the execution of b starts, it is semantically equivalent to the dependency in the task dependency graph. As such, the transformation
creates a dependency in the task dependency graph for each precedence relation in
the MetroFSL model, such that the task that is the predecessor of the dependency in
the task dependency graph, is equivalent to the metro action that is the predecessor
of the precedence relation in the MetroFSL model.
See figure 5.13 for a concrete example, in which on the left (in figure 5.13a) we see
two metro actions a and b with a precedence relation between them, and on the
right (in figure 5.13b) we see two equivalent tasks with an equivalent dependency
between them.

(b) Task dependency graph equivalent of the prece(a) Precedence relation from metro action a todence relation in a, a dependency from task a to
metro action b.
task b.

F IGURE 5.13: An example of a precedence relation in the application model (as shown in figure a) and the equivalent task dependency
graph (as shown in figure b).

Logical Action, Request and Retrieve Actions
Similar to the metro action, a logical action in the application model is semantically
equivalent to a task in the task dependency graph, and as such the transformation
creates an equivalent task in the task dependency graph for each logical action.
By definition the logical action must be requested by a request action before it can
be executed, and its results can be retrieved by a retrieve action (see section 3.3.3),
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as represented in MetroFSL by a request relation and a retrieve relation. In addition,
as described in section 3.3.5, when two logical actions that have overlap in their resource claims are requested, they must be executed in the same order as they were
requested. In the task dependency graph, these relations can be represented by dependencies between tasks. As such, the transformation creates:
• A marked dependency for each request relation that exists between a request
action and logical action, such that the predecessor of the dependency is the
task that is equivalent to the request action, and the successor is the task that
is equivalent to the logical action.
• A regular dependency for each retrieve relation that exists between a retrieve
action and logical action, such that the predecessor of the dependency is the
task that is equivalent to the logical action, and the successor is the task that is
equivalent to the retrieve action.
Note that as request and retrieve actions are both metro actions, tasks equivalent to
them have already been created in a previous step.
See figures 5.14 and 5.15 for a concrete example.

F IGURE 5.14: A request action rq, which requests a logical action l,
whose results are retrieved by a retrieve action rt.

F IGURE 5.15: A task dependency graph that is equivalent to the example shown in figure 5.14, where task rq has a marked dependency
to task l, and task l has a dependency to task rt.

Summary
In summary, the transformation from the restricted MetroFSL model to a task dependency graph:
1. Creates an equivalent resource in the task dependency graph for each software resource in the MetroFSL model and for each hardware resource in the
MetroFSL model
2. Creates a task in the task dependency graph for each metro action in the MetroFSL
model
3. Creates a dependency in the task dependency graph for each precedence relation in the MetroFSL model.
4. Creates a task in the task dependency graph for each logical action in the
MetroFSL model.
5. Creates a marked dependency in the task dependency graph for each request
relation in the MetroFSL model, and a regular dependency for each retrieve
relation in the MetroFSL model.

5.2. Implementation

5.2
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Implementation

The implementation of the execution semantics comes in two parts. Firstly there is
a configuration metamodel, which is used to statically remove points of variability
from MetroFSL models. Secondly, there are the transformations that then take such
models and convert them to a task dependency graph that can be scheduled, (as
described in 5.1). These two parts make up the third and fourth components of
the implementation. The configuration only depends on the MetroFSL metamodels
(that is, the aplication, platform, and data metamodels, as described in section 3),
and the transformations depend on both these metamodels and the configuration
metamodel.
There is one more part to this implementation, in the form of an ASAP scheduler and
the task dependency graph metamodel that prescribes the form of its input. However, as these were preexisting within ASML, and only modified to suit MetroFSL,
no further details of them are mentioned in this thesis.

5.2.1

Configuration Metamodel

As explained in chapter 3, there are certain concepts in MetroFSL whose execution
semantics are either dependent on evaluation at runtime, or on explicit static specification before execution but outside of the MetroFSL models. Specifically, the evaluation of static conditions and static repetitions is to be defined explicitly before execution, and the evaluation of data conditions and for-each repetitions are dependent
on (respectively) the value of data elements and the multiplicity of data collections,
neither of which are defined in the MetroFSL data model, as they are likely to differ
between executions. To be able to schedule or otherwise predict and analyze the runtime behavior of the modeled system, these points of variability must be removed.
To do this, separate configuration models can be made, which apply to an application model and its associated data model. An overview of this can be seen in figure
5.16.

F IGURE 5.16: Overview of how the configuration model applies to
MetroFSL models.

In figure 5.17 we see a UML class diagram of the created configuration metamodel.
Like the other metamodels, it is defined in Eclipse Modeling Framework based on
the Ecore meta-metamodel. As can be seen in the class diagram, the top-level entity
for any given configuration model is an instance of the Configuration class, which
has a name, a reference to an application model, and a number of settings, each
of which configure a referenced target element of the application model or its data
model.
As can be seen in the class diagram in figure 5.17, there are four types of settings,
ConditionValue, RepetitionCount, DataMultiplicity, and DataElementValue.
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F IGURE 5.17: Configuration metamodel.

ConditionValue A ConditionValue object specifies the value of a target static condition, defining it as either true or false. This corresponds to whether or not the
metro actions to which that particular static condition applies are to be executed.
RepetitionCount A RepetitionCount object specifies the value of a target static repetition, defining it as a positive integer, which corresponds to the number of times
the metro actions to which that particular static repetition applies are to be repeated.
DataMultiplicity A DataMultiplicity object specifies the multiplicity of a target
data collection, defining it as a positive integer, which indirectly determines the evaluations of any for-each repetitions that are based on that data collection.
DataElementValue A DataElementValue specifies the value of a target data element, defining it as a string. In practice, the modeled system is likely to use other
types of values than strings, but to keep the prototype simple and quick to iterate
over, this was simplified. This data element value in turn determines the evaluations
of any data conditions that are based on it.

5.2.2

Transformations

For the transformations (as described in section 5.1), Eclipse QVTo [11] (where QVTo
is short for Operational Query View Transformation [15]) was used. Eclipse QVTo
is an Eclipse-based implementation of Operational QVT as specified by the Object
Management Group. It was chosen for use because it integrates well with Eclipse
Modeling Framework, and had been used at ASML before.
In the prototype implementation, there is one deviation from the transformations as
described in section 5.1: The last two transformations, the first of which converts
data dependencies to precedence relations, and the second of which converts the
now restricted MetroFSL model to a task dependency graph, are merged to form a
single transformation. The purpose of this is to retain the distinction between data
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dependencies and precedence relations, such that this information can be placed in
annotations attached to the generated task dependency graph. The resulting set of
transformations and intermediate models is shown in figure 5.18.

F IGURE 5.18: Overview of transformations and intermediate models.

Figure 5.18 shows how each transformation takes certain models as input (e.g. the
configuration, application and data models are used as input by the transformation
that eliminates conditions) and generates certain modified models based on them,
such that the modification is indicated by a ’ symbol after the name (e.g. the modified models application’ and configuration’ are created by the transformation that
eliminates conditions). All transformations take an application model as input, and
all but the last one create one as their output, this shows how it is progressively
restricted and finally turned into a task dependency graph.
Figure 5.18 also shows how the data model is modified once, when eliminating repetitions, after which the modified version is used. This is because the step of eliminating repetitions is also the moment data multiplicity is eliminated (as described in
section 5.1.2).
We see also in figure 5.18 that the platform model is only used in the last step, when
the MetroFSL model is converted to a task dependency graph.
In figure 5.1 we see that the configuration model is also modified on the transformations which use it, this is not actually required, but chosen to ensure that the
configuration model is valid (i.e. that it only contains settings for elements that actually exist in its targeted models) at every point in the chain. After the conditions and
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repetitions are eliminated, the configuration model is empty, so in the case shown in
figure 5.18, configuration” is always empty.

5.3

Wrapping Up

In this chapter, we have answered research question RQ3c, by describing the execution semantics of MetroFSL and how they are implemented. These semantics are
defined in terms of a series of model-to-model transformations, which first restrict
the set of concepts used in the MetroFSL by eliminating concepts and replacing the
elements expressed in them by elements expressed in other concepts, and finally
transforming the resulting restricted model into a task dependency graph.
In the next chapter (6), we will discuss the constraints that apply to MetroFSL models.
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6 Constraints
A number of constraints on the models are defined. Any model must comply to
these constraints in order to be valid. These constraints come in two types: Semantic
constraints, which are constraints that a model must adhere to in order to have welldefined semantics; and domain constraints, which are constraints that a model must
adhere to because of certain requirements that exist in the domain.

6.1

Semantic Constraints

This section describes the semantic constraints that MetroFSL models must adhere
to, in order to have well-defined semantics. Models that do not adhere to these
constraints will can not be successfully transformed to a task dependency graph (as
described in section 5.1), because information required to do this is simply missing
or inconsistent.

6.1.1

Minimum Execution Information

In order to be able to predict execution of a given metro or logical action, certain
information must be defined for it. The information that is required is the following:
• Each non-block metro action must have a budget.
• Each non-block metro action must have a non-empty set of claimed resources.
• Each logical action must have an execution time.
• Each logical action must have a non-empty set of claimed resources.

6.1.2

Acyclicity

In order for execution of any application model to be feasible at all, it must be acyclic.
Meaning, it must not contain any cycles of data dependencies, cycles of precedence
relations, or cycles of combinations of the two.

6.1.3

Limitations on Repeated Metro Actions

As described in 5.1.2, when a metro action is repeated through a for-each repetition,
its creations and usages of data elements for any given iteration are linked to the
corresponding occurrence of that data element, as illustrated in figure 5.4.
Such a metro action is not allowed to create a data element outside of the data collection associated with its for-each repetition (in the example in figure 5.4, this would
be a data element outside of layer_data). This is to prevent a case in which a metro
action that is repeated N times, where N is equal to the multiplicity of an associated data collection, creates a data element in a collection with a multiplicity of M
(such that N 6= M). This could lead to semantically incorrect constructions, like one
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data element being created multiple times. In other words, a metro action that is
repeated by a for-each repetition, can only create elements in the data collection that
is associated with that data collection.
For similar reason, when a metro action is repeated by a static repetition, that metro
action may not create any data elements at all.
Note, metro actions repeated by either type of repetition are still allowed to use any
data element from any data collection. This is because a data element that is used
multiple times is valid, and a single metro action creating multiple occurrences of a
data element is also valid.

6.1.4

Limitations on For-each Repetition Nesting

When for-each repetitions are nested, i.e. an action block which has a for-each repetition directly or indirectly contains some other metro action which has a for-each
repetition, then the data collection associated with the outer of the two for-each repetitions must directly or indirectly contain the data collection associated with the
inner of the two for-each repetitions.

(a) Action block layer_actions containing all the
actions that are executed for each layer in a lay-(b) Action block mix_actions containing all the
actions that are executed for each mix in a layer
ered bread loaf.
of a layered bread loaf.

F IGURE 6.1: Action blocks layer_actions and mix_actions, where
layer_actions contains mix_actions, as a layer bread loaf consists of a
number of layers, which each consists of a number of mixes.

In figure 6.1 we see two action blocks from our running example (see section 3.2).
In the running example, we described a machine that makes loaves of special layered bread, in which each loaf consists of multiple layers, and each layer is made up
of multiple mixes. The action block layer_actions as shown in figure 6.1a contains
all the actions that are executed for every layer, and the action block mix_actions
in turn contains all the actions that are executed for every mix in a layer. Both action blocks have for-each repetitions, for_each_layer and for_each_mix respectively,
which means that for_each_mix is nested inside for_each_layer.
When we apply the previously described constraint to this example, then that means
the data collection associated with for_each_mix, must be directly or indirectly contained in the data collection associated with for_each_layer. As it happens, the data
collection associated with for_each_mix is mix_data, and the data collection associated with for_each_layer is layer_data. In figure 6.2a we see a case where mix_data
is contained by layer_data, and thus this constraint is held. However it would also
be possible to specify it as in figure 6.2b, such that mix_data is not contained in
layer_data, in which case the constraint would not hold and thus the model would
be invalid.

6.2. Domain Constraints
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(b) Incorrect data collection nesting for example
shown in figure 6.1. mix_data is not contained in
layer_data.
(a) Correct data collection nesting for example
shown in figure 6.1. mix_data is contained in
layer_data.

F IGURE 6.2: Correct and incorrect nesting of data collections used in
nested for-each repetitions, as shown in the example in figure 6.1.

6.1.5

Limitations on Action Block

As described in section 5.1.3, the semantics of action blocks are partially undefined,
resulting in transformation which simply ignore certain compositions of concepts.
To ensure that the execution semantics match expectations, these compositions are
therefore not to be used. This leads to the constraints:
• Action blocks may not have a budget.
• Action blocks may not claim resources
• Action blocks may not create or use data.

6.2

Domain Constraints

This section describes the constraints that MetroFSL models must adhere to, in order
to meet certain requirements that exist in the domain. Many of these are essentially
enforcing a particular convention or good practice.

6.2.1

Rationales

In the application model, the precedence relations, repetitions, conditions, and passive claims, can all be given a rationale, which is to describe the reason for their
existence. These must be defined for the model to be considered valid.
This constraint was added to try to enforce that the models made in MetroFSL are
as complete as possible, making them as useful as possible; it is an attempt to remind the designer of the model to properly record the rationale behind their design
decisions.
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Logical Action Facilities

For any given logical action in the application model, there must be one associated
request action, and one associated retrieve action. These request and retrieve actions
can be associated to only one logical action. Or in other words, 1-to-1 relations exist
between any logical action and its associated request action and retrieve action.
This requirement must continue to hold through the evaluation of any conditions
and repetitions in the application model. This leads to the constraints that any set of
a logical action and its associated request and retrieve actions must all have the same
set of applying conditions and repetitions (i.e. , conditions and repetitions belonging
to any of the directly or indirectly containing action blocks).
This constraint comes from rules that exist for use of facilities offered by the lower
level software layers that handle logical action execution (as mentioned in section
3.3.3).

6.2.3

Name uniqueness

In the application model, all metro actions contained in any particular application
or action block must be uniquely named. i.e. for any metro action a contained in an
action block or application A, there must not exist another metro action contained in
A with the same name as a. This does not include indirect containment (see section
3.3.10), e.g. two action blocks in an application model may both contain a metro
action named "a".
Similarly, in the application model, all logical actions in any particular application or
action block must be uniquely named, and all precedence relations in any particular
application or action block must be uniquely named. This also does not include
indirect containment.
In the data model, all data elements contained in a particular data collection must
be uniquely named. i.e. for any data element d contained in a data collection D,
there must not exist another data element in D with the same name as d. Similar to
the rules in the application model, this does not include indirect containment (see
section 3.3.7).

6.3

Implementation

To implement the model constraints for MetroFSL, partially the multiplicity rules
that come standard in Ecore metamodels were used, and partially Object Constraint
Language [16] was used. Object Constraint Language (or OCL for short) is a declarative language for defining model constraints (i.e. rules that apply to a model) specified by the Object Management Group. It applies to and integrates well with Ecore
metamodels in Eclipse Modeling Framework, such that the constraints can be defined in special annotations to the metamodel, and code for checking whether the
constraints hold for a given model can be generated along with the other metamodel
code. The choice to use OCL was made because of its easy integration with Eclipse
Modeling Framework and Ecore metamodels, and because it is a well-defined and
widely used standard.
Below are a few examples of implementations of constraints described previously in
this chapter.

6.4. Wrapping Up
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Logical Action Facilities One of the domain constraints discussed in section 6.2 is
that all logical actions must have both an associated request action and an associated
retrieve action. This can be achieved through multiplicity in the definition of the
metamodel, by specifying that the references between the request action and the
logical action, and the logical action and the retrieve action, must always have a
multiplicity of 1. Figure 6.3 shows an excerpt of the application metamodel which
shows this.

F IGURE 6.3: Multiplicity used to enforce the existence of logical action facilities.

Using OCLInEcore [10], a particular extension to Eclipse Modeling Framework, the
OCL constraints can be introduced into the metamodel in a textual syntax, as specified by the Object Modeling Group as part of the OCL standard. Below are several
examples of constraints first discussed in section 6, as implemented in OCL.
Metro Action Name Uniqueness One of the constraints discussed in section 6 is
that all metro actions must have a unique name within their container (i.e. action
block or application). In OCL this is defined as a constraint on that container, as
follows:
i n v a r i a n t metroActionsUniquelyNamed :
metroActions −>isUnique ( a | a . name ) ;
Limitations on Action Block Another constraint discussed in section 6 is that action blocks may not have a budget, claim resources, or create or use data. This can
be defined in OCL as a constraint on the Action Block itself, as follows:
invariant
invariant
invariant
invariant

6.4

noDataCreated : s e l f . dataCreated −>isEmpty ( ) ;
noDataUsed : s e l f . dataUsed −>isEmpty ( ) ;
noResourceClaims : s e l f . r e s o u r c e s −>isEmpty ( ) ;
noBudget : s e l f . budget = n u l l ;

Wrapping Up

In this section, we answered research question RQ2c, by describing the constraints
that apply to any MetroFSL models, and how they are implemented. These constraints come in two types, semantic constraints, which the model must meet because its semantics are not well-defined otherwise; and domain constraints, which
the model must meet because of certain requirements that exist in the domain.
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7 Evaluation
In this chapter, we will evaluate both the MetroFSL language (and its associated
domain model), and the approach by which it was developed. We will also discuss
opportunities for further work, both in terms of MetroFSL and its use, and in terms
of the approach to development.

7.1

Evaluation of the Language

In this section we will discuss the evaluation of the MetroFSL language, discussing
both its completeness (i.e. ability to express all necessary concepts) and suitability.
Thereby we answer the research question RQ3d. We also discuss changes that could
be considered to remedy found issues, or improve MetroFSL and the ability to use
it.
To evaluate MetroFSL and the associated domain model (as discussed in chapters
3, 4, 5, and 6), the prototype implementation was experimented with by domain
experts and discussed with them, focusing specifically on whether or not they think
all the necessary concepts can be expressed. In addition, two cases from the domain
were studied and expressed in the language. The exact contents of the two studied
cases cannot be shown here, as they are company secret, but some notable results of
the evaluation can be discussed.
The first of the two cases was relatively small (i.e. limited in scope and complexity),
allowing it to expressed in full detail. The second case was very large, and thus a
simplified version of it was created for our purposes (while attempting to still utilize
all the concepts present in the real case). Both cases were studied from a functional
perspective; only functional specification documents were considered, not any software implementation.
In discussions with domain experts, the language was eventually described by one
domain expert as sufficiently complete to start using. In effect, the language is complete
for use within a specific scope, and with a few caveats. Specifically, the language can
be useful primarily to specify and communicate (in a role similar to that currently
filled by text and diagrams), and for some basic analysis, but would probably need
further development to be used beyond that. One specific aspect that was not studied is bad weather behavior, the specification of which may well require additional
concepts. It is likely that this implies that the language is unsuitable for generation
of code or pieces of implementation, as any generated code will need to take bad
weather behavior into account.
Suitability of the syntax (that is, how well it expresses and represents the concepts
in the language) has not been evaluated as extensively as its completeness. Though
the syntax has been deemed generally acceptable by domain experts, no purposeful
in-depth discussion of the individual language concepts took place. However, some
remarks can still be made.

7.1. Evaluation of the Language

7.1.1
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Data and Condition Simplifications

Some simplifications of reality were applied particularly for the data and the conditions. These simplifications were made in the interest of time, and in favor of
focusing on other aspects of the domain (specifically, actions and their dependencies).
The structure of data elements and collections in the language is kept deliberately
simple, using a basic tree structure. Similarly, the data elements themselves are minimal, with no types, no state, and no uniqueness between different occurrences of collections that have multiplicity (see section 3.3.7). In reality, data within this domain
is significantly more complex in nature. For structuring, entity-relation techniques
are often used, and state is also taken into account.
In terms of conditions (as placed on metro actions, see section 3.3.8), the language
only offers a flat set of relatively simple conditions for any given metro action, which
all have to evaluate to true for the metro action to be executed (i.e. if the conjunction
of the set is true). In reality, the conditions used often use the full expressive power
of if-then-else clauses commonly seen in general purpose programming languages,
utilizing not just boolean algebra (i.e. conjunctions and disjunctions), but also numerical operations and equations. In this, the language does not meet reality, but it
may be close enough to be useful.
Even with these simplifications of data and conditions, the language is suspected
to be expressive enough for purposes of specification and some analysis of at least
good weather behavior. However, if more extensive analysis or code generation is
required, the language has to be extended. Specifically, the shortcoming that comes
from these simplifications is the inability to determine the complete set of possible
executions of a model.
When a model contains data conditions, that means the set of executed actions will
change depending on the value of the associated data elements. Due to the simplification of the data metamodel, the possible values of data elements cannot be
determined (as it lacks a type system). Because of this the possible evaluations of
data conditions cannot be determined, and thereby the set of possible executions
of the model cannot be determined either. This limits the ability to do automated
checking and analysis, such that it can only be applied to static models, without data
conditions, or with the data element values and possibly even condition evaluations
statically defined.
If the data and condition expressions could be extended such that all possible executions could be determined, this would create the opportunity to truly analyze
the model itself, rather than a specific statically configured execution of the model.
For example, the worst case execution time of a model (or a part of it) could be
determined, or whether or not all data dependencies are met (i.e. whether all data
elements that are used, are first created) in all cases.
The most obvious way to achieve this would be to mimic the same constructs that
generate the possible executions in the implementation. This would most likely
mean extending the language with: A data element type system, such that all possible values of the data elements upon which data conditions depend could be determined; and extensive data condition expressions, facilitating logic and arithmetic
operations on multiple data elements. However, this would amount to implementing a significant portion of a general purpose programming language, so it is not
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straightforward. In the event that this is deemed necessary or useful, existing languages for this should be considered, such as the ASOME [30] data language already
in use at ASML.
Other options to achieve determination of the full set of possible executions might
exist, and should be considered.

7.1.2

Different Levels of Abstraction

Currently, there is essentially one level of abstraction in MetroFSL. The application
model is central, and it has all the concepts required, but also requires that you use
most of them to make a proper specification. When engineers in different places
work on different parts of the specification, it may be beneficial to allow for different
levels of abstraction.
Some functional engineers may not be concerned with which resources are used by
particular actions, or what their duration is, but only with what data they create
and use. In this case, a subset of the language, consisting only of the data model
and a restricted application model containing only metro actions without budgets
or resources, would be more suitable.
Other engineers may be concerned primarily with resource usage and budgets, but
not with data creation and usage outside of the data dependencies they result in.
This case would again result in a different relevant set of language concepts.
More generally, the language in its current form works at a level of abstraction suitable for analysis by generation of schedules, but this is not something that is feasible
or meaningful at all points in the design process.
One way to achieve different levels of abstraction is through different sets of constraints, such that each level will result in a specific set of constraints. For example,
an engineer working at a level only concerned with calculations and data flow between them might use a set of constraints that limits the model to atomic actions
which can use and create data. Then, some time later another engineer may work
on the same model but focus on the logical actions and how they are requested, at
which point the constraints would be loosened to also allow request actions, logical
actions, and retrieve actions.
Something that may also help with this issue is to further decompose the language,
such that the different aspects of it can be separately worked on at first and then
finally put together in a more complete model. A possible decomposition is shown
below in figure 7.1. Here, the platform model is separated into software and hardware, such that in terms of resources, an application initially only has hardware
resource claims, such that software resource claims can be added later in the mapping to software. This mapping would map the metro actions to software resources,
such that each metro action must claim at least one software resource.
Realistically, a useful further decomposition would probably differ from the one
shown in figure 7.1, more research is needed to determine that.
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F IGURE 7.1: Possible future decomposition for MetroFSL.

7.1.3

Miscellaneous Issues

Definitions and Instances
All elements in MetroFSL models are completely unique instances, specified entirely
separately. In reality, one specified metro action or other element may occur multiple
times in different places, such that there is one definition of that element, and then a
number of instances based on that definition, in a way similar to classes and objects
in object-oriented programming. MetroFSL currently does not offer such functionality, as it introduces significant complexity (in particular in the decomposition of
the relevant concepts into separate definition and instance elements, and how these
interact), but does not actually increase the expressive power of the language (it is
really just a convenience).
Extending MetroFSL with this construct of definitions and instances is not simple,
mostly because it significantly increases complexity of the language, in such a way
that it will continuously hamper the further development of it. Therefore, it is important to ensure that the language is otherwise matured and not likely to need any
more significant changes, before this construct is added to the language.
Interspersed Repetition
Though MetroFSL offers several different kinds of repetition, there is also at least one
type that is sometimes used in the domain but is not offered. Specifically, a type of
repetition best described as ’interspersed’, in which, aside from the repeated metro
action, there is also a metro action which is interspersed in between the iterations at a
fixed interval (note that these metro actions are likely to be action blocks, containing
multiple other metro actions). So for example, if an atomic action a is repeated 10
times, and interspersed with an atomic action b every 4 iterations, then the resulting
execution sequence would be a1, a2, a3, a4, b1, a5, a6, a7, a8, b2, a9, a10. This type
of repetition was not added because the existence of it was not discovered until late
in the project, and the degree of its necessity was not immediately clear.
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This type of repetition could likely be added to the language without too much
added complexity, as it does not seem to interact with other elements in complex
manners. However, this has not been extensively looked into, so more research is
needed to conclusively determine this.
Action Block as a Metro Action
One concern in terms of expression of the reality of the domain is with the action
block. As described in section 3.3.10, the action block is a special type of metro
action. However, its behavior is mostly quite different from all other metro actions.
Firstly, it does not directly represent a set of software operations, whereas all the
other metro actions do. Secondly, as there is no clearly identified need for action
blocks to directly use or create date elements, directly claim software resources, or
have a budget, these compositions have been ignored in the semantics (see section
5.1.3) and blocked off with constraints (see section 6.1.5). As a result, the only real
shared properties between action blocks and other metro actions are the ability to
have incoming and outgoing precedence relations, and the ability to have conditions
and repetitions. This makes it unclear whether an action block should really be a
metro action at all, or if these properties should be shared in a different manner.
Development Processes
Current development processes have not been extensively studied within this research, if MetroFSL is to be integrated into the current processes, this must still happen. It is likely that in order to get the most out of MetroFSL, the relevant development processes must be adjusted to it.
One example of something that needs to be studied is potential changes in distributions of workload. These changes will likely occur because use of the language
will cause certain parts of development to become more complex and others to become simpler. Specifically, by enforcing (or promoting) completeness in the specification of action sequences, the language will probably increase the amount of work
involved in this part of the development. At the same time, the quality of the specification should increase, thereby saving significant amounts of time in other parts
(e.g. implementation). Overall, the efficiency of the development process should
increase, but this may not be apparent from all perspectives.
To properly determine what changes to development processes must be made if
MetroFSL is adopted, further investigation is needed.
Binding MetroFSL Models to Implementation
If MetroFSL is to be used to model systems that are later manually implemented in
software, then there should be some way to verify that the implementation matches
the model, and that they are kept synchronized. How to do this has not been significantly studied within this research. Test and code generation, as described in section
7.1.5, may be useful to achieving this.
Of course, a more traditional, manual approach to keeping the model and the implementation synchronized is feasible. In this case, version management could be used
(Eclipse ECore models can be managed using conventional source control systems)
to make this easier. However, this would be a situation very similar to the current,
in which text and diagrams are manually kept up to date with implementation, and

7.1. Evaluation of the Language

71

is thus sensitive to the same issues of human error leading to inconsistency between
the two.

7.1.4

Concrete Syntax

The concrete syntax of MetroFSL is missing some expressiveness, i.e. there are concepts or compositions of concepts which can not been expressed in concrete syntax
well or at all. This can be problematic, as it can mean that parts of a model are
obscured, potentially hampering understanding of the model and even hiding incorrectness of it. Further investigation and development is needed to devise and
implement solutions to these issues.
Data Usage and Creation On Action Blocks
There are some concerns regarding the concrete syntax of data element usage and
creation in action blocks (see section 4.1.6), where the data column on an action block
lists all the data elements created inside that action block, and all the data elements
used inside that action block (or at least the ones that are not also created inside that
action block). The problem being that as blocks grow large (that is, contain more and
more metro actions that use and/or create data elements), these lists become very
large too. This in turn forces the graphical block representing the metro action to
become very large, and thus unsuitable for use in a diagram. In the implemented
prototype, the option has been given to hide the data column for a given action block
entirely, but this is not always a good solution.
A similar problem exists in the resources column with the list of resources claimed,
but this one is not nearly as significant, as resources claimed tend to be far less numerous. Figure 7.2 shows an example of two action blocks A and B, within which
the data elements e01 through e23 are (respectively) created and used, illustrating
the issue.

F IGURE 7.2: A (somewhat contrived) example of two action blocks
with long lists of data creation an usage.
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A partial solution to this problem which was already implemented in the language
prototype, is one in which the lists in the data column are changed such that if they
list all elements from a given collection, it will list the collection rather than all these
elements. Figure 7.3 shows an example of this.

F IGURE 7.3: Example of metro action which creates all data elements
of a data collection named loaf_info.

Another solution might be to hide the data column on action blocks by default, and
only show them on request.
Repetitions and Condition Details
Repetitions and conditions on metro actions are both listed in the info column (see
section 4.1.1), but only their name. There is no representation of further details,
such as their exact type (i.e. whether a repetition is a static repetition or a for-each
repetition, and whether a condition is a static condition or a data condition) and
associated data. Figure 7.4 shows an example of this.

F IGURE 7.4: Example of action block preheat_oven_actions with condition if_preheat_enabled, note that this diagram does not indicate
any further details about the condition, such as that the condition is a
data condition, or what its associated data element is.

Passive Claim Rationale
Passive claims on logical actions are listed in a separate passive resources column,
as shown in figure 7.5, such that the name of a given resource they claim is shown,
along with the first few character of the rationale of the claim. Beyond those first
characters, there is no representation of the rationale of a passive claim.

F IGURE 7.5: Example of logical action with a passive claim on the
resource OVEN, with the rationale avoid collisions, of which only the
first few characters are shown.

The main reason for the decision to show only the first few characters of the rationale
is that these can be significantly longer than would fit in the box comfortably. A
possible solution is to provide the user with an alternative way of reading the full
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rationale, for example via a dialog that pops up when double-clicking the shortened
version of it.
Precedence Relation Details
A precedence relations in MetroFSL’s concrete syntax is represented by a black arrow
between the predecessor and successor. However, further details, such as the name
and rationale, are not shown. Figure 7.6 shows an example of this problem.

F IGURE 7.6: Example of a precedence relation, notice there is no indication of its name or rationale.

Relations Across Action Block Boundaries
Relations between actions, such as data dependencies, precedence relations, and request and retrieve relations, are represented in the concrete syntax by different kind
of arrows. However, when these relations go from inside of an action block to outside of that action block, or the other way around, there is in most cases no representation of this in the concrete syntax. This is because there is no view in which both
metro actions are uniquely represented by the concrete syntax, and thus there are no
two boxes between which arrows representing relations can be drawn.

(a) Contents of block in which data element layer_desired_flavor_profile is created by atomic action
calculate_desired_layer_flavor_profiles.

(b) Contents of block in which data element layer_desired_flavor_profile is used by atomic action
calculate_desired_chemical_profile.

F IGURE 7.7: Data dependency across two action blocks.

Figure 7.7 gives an example of a case in which a data dependency across two action
blocks is not properly represented by the concrete syntax. The data element layer_desired_flavor_profile is created by the metro action calculate_desired_flavor_profiles
shown in 7.7a, and then used by another metro action calculate_desired_chemical_profile inside a different action block, as shown in figure 7.7b. In the latter, we see
that the metro action has the data element listed as used in its data column, but there
is no way to see where the data actually comes from.
Cases similar to the one shown in figure 7.7 can be devised for precedence relations,
and request and retrieve relations.
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7.1.5

Other Opportunities

There are several potential opportunities to extend or better use MetroFSL, particularly with regards to analysis and checking, and possibly in test and code generation.
Critical Path Analysis
As described in chapter 5, there are already some basic analysis possibilities in MetroFSL,
primarily in the form of scheduling. Based on the same information that is used to
generate a schedule, critical path analysis could be implemented. Which could help
functional engineers determine which of their actions and combinations of actions
are most critical in the system.
Data Dependency Checking
Currently, data dependency checking (that is, whether any given data element is
created before it is used) can be carried out given that there are no conditions that
apply to the relevant metro actions. As described in section 7.1.1, metro actions with
conditions cause a problem because the simplified conditions stop us from deducing
all the possible combinations of evaluations of them. This in turn limits the checking of data dependencies to models in which all condition evaluations are statically
defined.
If the language is extended such that it contains the information required to determine all possible combinations of condition evaluations (e.g. by adding a data
type system and more complex condition expressions), it is likely this could be used
to generate a boolean satisfiability problem specified in Satisfiability Modulo Theories [29], which could then be solved using an existing SAT solver (e.g. Z3 [7]).
Further research must be done to determine this.
Test and Code Generation
Some thought has been given to the possibility of generating tests and implementation code, but proper research into it has not been done, in favor of focusing on
development of the core domain model and language. As described earlier in section 7.1.1, MetroFSL currently contains simplifications which likely hamper the ability to generate code or other implementation artifacts, however there may be some
opportunities for generating tests.
Likely opportunities for test generation are:
• Testing whether or not the implementation includes all actions that are in the
model, and none that are not.
• Testing whether or not the implementation will run the actions in an order that
is correct, based on precedence relations and data dependencies in the model.
• Testing whether action implementations use and create the data elements they
are specified to use and create in the model.
Generating implementation code and models may be possible in a future version of
MetroFSL, provided significantly more detail is added to the language particularly
in the data and conditions (as discussed in section 7.1.1). It will also require more
research into the code generation itself.
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In the current situation, a lot of design decisions are made during the implementation of the system, making it a complex process. If MetroFSL is to be used for
generation of a full implementation, then all required design decisions would need
to be made and encoded in the MetroFSL model, likely requiring a lot of extensions
of the language. If MetroFSL is to be used for generation of a partial implementation
in which not all design decisions have been made (such that the software engineer
can make them after generation), then it must first be determined exactly which design decisions should be made at which stage, after which a method of generation
must be devised that allows these details to be filled in later.
Broader Applicability
So far, MetroFSL has been developed and experimented with in the context of one
subdomain within Metrology. To get the most use out of it, it should be determined
whether MetroFSL can be useful in other subdomains of metrology as well. Likely
it would need to be modified and extended for this, but if it can be more broadly
applied, this may well be worth it.

7.1.6

Overall

In spite of simplifications and shortcomings mentioned earlier in this section, the
language is deemed complete and suitable enough for use in specification and communication. It can fill a similar role to the text and diagrams used in the current
situation but in a more unambiguous and complete way, and with the significant
added benefit of being machine-processable. This machine-processability opens up
various opportunities for analysis and checking, navigability, as well as synchronization and version management. However, due to the aforementioned simplifications
and shortcomings, the analysis and checking is limited to statically defined models,
and generation of pieces of implementation is likely infeasible. Though, these capabilities could potentially be added if the language is significantly extended. To
get the most use out of the language, more investigation and development must be
done both in terms of the language itself, and in terms of integrating it with existing
development processes.

7.2

Evaluation of the Process

The process of developing the domain model and language (as described in section
3.1) was an iterative one, starting off with very simple models that served more as
discussion pieces than a real domain model (see figure 7.8 for an example). As the
process continued, and concepts were added or changed, as a result of either direct
discussion of the domain model itself or of prototyping, it grew in complexity.
There were also certain moments when simplifications were necessary, such as discussed in section 7.1. One example that was mentioned there is the absence of separate notions of definitions and instances in the model. The separation of definitions
and instances would definitely be a useful addition to the language, and would in
fact reflect the reality of the domain. However, it introduced significant complexity in the domain model (this is also why we are not showing a picture of it, as it
would not fit on the page), and made its semantics difficult to define. This in turn
hampered communication with domain experts, and made reasoning about effects
of further changes to the model more difficult, resulting in significant difficulty in
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F IGURE 7.8: Example of an early iteration of the domain model.

successfully making further iterations. After removing the notion of definitions and
instances from the model again (essentially considering every metro action completely unique), the model was a lot simpler to work with, and progress could be
made again. The lesson learned here is that before adding concepts, it is important
to consider the complexity that they bring, and how that complexity will affect the
further refinement of the model. Even if the concept is necessary in the end, it may
be best left for later.
As the domain model developed to the point where it could be used as a fully functional language metamodel and a concrete syntax was added, the specification process (that is, working new changes into the model) became more cumbersome as
the body of work that needed to be refactored with each change grew. However,
the elicitation and validation processes became more effective and accurate, as the
language facilitated concrete examples and was easier to talk about. Having a functional prototype language that utilizes the domain model as its metamodel proved
very beneficial:
• Because the act of implementing said prototype exposed weaknesses and holes
in the domain model. Places where elements did not compose as expected, or
unexpected compositions were possible.
• Because the concreteness of the prototype language made it easier to reason
and talk about the model. The ability to work out a small example in the language directly, and then show the result to domain experts represented in a
fully graphical concrete syntax, was very helpful. Particularly when discussing
the domain model and language with people who had not seen them before,
this proved invaluable.
• Having the language allowed us to work out some real-world cases from the
domain to properly test for language completeness and syntax suitability.
The choice to combine requirements engineering and domain-driven design as described in section 3.1 proved effective for developing a domain-specific language.
Requirements engineering served as way of thinking about and structuring the activities that make up development up front, but wasn’t extensively considered while
actually carrying it out. Particular discussions or events do not necessarily fit neatly
into a single process as described by requirements engineering (e.g. a discussion of
an iteration of the domain model might be seen as validation, but when a flaw in
the model is found the discussion quickly turns to elicitation as possible solutions
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to the problem are discussed, and new insights about the domain concepts and relations are gained). This still fits with the idea that all four requirements engineering
processes are executed iteratively and often simultaneously, but in practice this limits the usefulness of actually thinking of the processes separately. Domain-driven
design was more practically applicable in the development process. It guided the
decision to make the domain model and the language metamodel equivalent, and
to implement and continuously refactor a language prototype based on it. From this
followed the ability to use the language prototype as a kind of implemented ubiquitous language, which proved very useful.

7.2.1

Future Research

In the development of MetroFSL, we used concepts from domain-driven design with
some success. One thing that stands out is that domain-driven design is a very practical, industry-targeted work. It is broadly applicable and comprehensive, but not
very formal. Because of its requirement to bind model and implementation, existing formal methods (e.g. FODA [22], FAST [22]) for domain analysis modeling may
not integrate with it very well. Research may be done with regards to evaluating
existing formal methods for domain analysis and modeling, for integration with
domain-driven design.
As described in the introduction to chapter 2.4 and later in section 7.2, we found that
when developing a domain-specific language using techniques from domain-driven
design, developed language prototypes can take a role similar to the ubiquitous language as described in domain-driven design. Where this implemented language
prototype can actually serve as a concrete handle on the domain model. It may be
valuable to further research this usage of a domain-specific language prototype as
an implemented ubiquitous language, when using domain-driven design.
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8 Conclusions
In this thesis, we have presented MetroFSL; a domain-specific language for functional specification of action sequences within the ASML Metrology domain, as well
as the approach used to develop it. Action sequences define high-level control of
execution of actions, with a certain execution time, resource usage, and dependencies between them. The reason for development of this domain-specific language is
a desire to increase efficiency in the collaboration between functional and software
engineers, such that specifications used as their primary point of communication can
be created in a formal, unambiguous, and complete manner.
In section 2.5 we answered research question RQ1a: What approaches can be used for
identifying domain concepts, with the purpose of creating a domain model?, by discussing
in particular domain-driven design and requirements engineering.
Domain-driven design describes a design methodology and process for software
application development, in which a domain model (i.e. a model of the application’s
domain) is central. The domain model is an explicit, well-structured, and agreed
upon, definition of the domain. It is bound to the design of the application, such
that change flows both ways (i.e. based on discussion of the domain, but also based
on implementation detail) and the two shape each other. Also, it forms the basis for a
ubiquitous language, spoken by all involved parties, which disambiguates discussion.
Requirements engineering describes a method of analyzing a domain, and defining
and managing the requirements of a given software product in that domain. In it,
a conceptual model of a universe of discourse is created, which was found to be equivalent to the domain model as described in domain-driven design. Requirements
engineering, identifies four processes, which are executed in an iterative fashion:
• Elicitation, in which knowledge and understanding of the problem to be solved,
is acquired.
• Specification, in which the results of the elicitation process are documented,
such that they can be communicated to others.
• Validation, in which the specification is verified and validated by all involved
parties.
• Negotiation, in which disagreements between parties are resolved, and requirements are prioritized.
Requirements engineering focuses explicitly on the first phase of development of an
application, in which only the requirements are determined, and is thus not concerned with other phases such as design or implementation.
In section 2.3.2 we answered research question RQ1b: What approaches can be used for
developing domain-specific languages for an already modeled domain?, by discussing how
to develop domain-specific languages. Generally, the literature describes the DSL
development process to start off or be focused around the language metamodel,
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around which the concrete syntax, semantics, model constraints, and other artifacts
are created. This metamodel is strongly influenced by the domain model, and may
even be identical to it.
In section 3.1, we described the chosen approach for developing MetroFSL, which
was based on the answer to research question RQ1. Specifically, it was developed
through an iterative process using techniques from requirements engineering and
domain-driven design, in which a continuously developed prototype implementation of the language was used to guide development. We used the main structure
of requirements engineering, and utilized techniques and concepts from domaindriven design within that structure. We deviated from requirements engineering in
the specification process by extensively using prototype implementation of the language as part of the specification. This prototype was then used in the elicitation and
validation processes, to make them easier and more effective. The domain model as
developed in elicitation was used directly as the metamodel for the language prototype, in accordance with the idea from domain-driven design that the domain model
should be inextricably linked to the design of the application. This allowed the prototype language itself to play a role similar to the ubiquitous language described in
domain-driven design, but then in a more formalized way, with a tangible concrete
implementation, offering a concrete handle on the domain model.
In section 7.2 we evaluated the chosen approach. It proved successful, though the
usefulness of requirements engineering as the main structure was mostly found in
thinking about and structuring activities up front, and less so in the practical execution of it. This is because as particular discussions or events often did not fit neatly
into one of the four processes described by requirements engineering. Domaindriven design proved more useful, primarily in that it guided the decision to bind
together the domain model and the language metamodel, which greatly increased
effectiveness and efficiency of development.
In chapter 3, we answered research questions:
• RQ2a: What concepts exist in the metrology domain?, by discussing the concepts
that exist in MetroFSL, and thus in the domain.
• RQ2b: What are the relations between these domain concepts, and how can they be
composed?, by discussing the relations and possible compositions of the concepts in MetroFSL, and thus in the domain.
• RQ3a: How can an abstract syntax be created from the developed domain model?, by
discussing the metamodels of MetroFSL.
The most important concepts of MetroFSL are:
• Metro actions, which represent software operations to be executed.
• Logical actions, which represent hardware operations to be executed.
• Data elements, which represent pieces of data which can be used or created by
metro actions, creating data dependencies between those metro actions.
• Software resources, which represents software processes that can be claimed by
metro actions.
• Hardware resources, which represent pieces of hardware which can be claimed
by logical actions.
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These concepts are generally composed as a direct acyclic graph similar to task dependency graph; Metro actions and logical actions form the nodes of the graph (similar to tasks in a task dependency graph), and dependencies form the directed edges
between the nodes (similar to dependencies in a task dependency graph).
The concepts are split up into three separate metamodels, such that:
• The hardware and software resources are placed in the platform metamodel,
• the data elements and related concepts are placed in the data metamodel,
• the metro actions, logical actions, and related concepts are contained in the
application metamodel.
In chapter 4 we answered research question RQ3b: How can a concrete syntax be created for this abstract syntax?, by discussing the concrete syntax for MetroFSL. This
concrete syntax is largely based upon common notations of other directed acyclic
graphs (such as the task dependency graph), whereby metro actions and logical actions are represented by boxes, in which information about them is displayed, and
the relations between them are represented by different kinds of arrows.
In chapter 5 we answered research question RQ3c: How can corresponding semantics be
added to the created syntax?, by discussed the execution semantics for MetroFSL. These
semantics are defined in terms of a number of transformations, by which the set of
concepts used in the model is restricted step by step, eliminating conditions, repetitions, and action blocks, after which the remaining restricted model is translated
to a task dependency graph. This task dependency graph in turn has its execution
semantics defined in terms of an implemented scheduler.
In chapter 6 we answered research question RQ2c: What are the constraints that apply to these domain concepts?, by discussing the constraints that apply to MetroFSL
models, and thus to the domain.
Finally, In section 7.1 we answered research question RQ3d: How can the completeness
and suitability of the created syntax be evaluated?, by evaluation of MetroFSL. Overall the language contains some simplifications of reality, but is deemed complete
and suitable enough to for use in specification and communication of at least good
weather behavior. The language can fill a similar role to the text and diagrams used
in the current situation but in a more unambiguous and complete way, and with
the significant added benefit of being machine-processable. To get the most use out
of the language, more investigation and development must be done both in terms
of the language itself, and in terms of integrating it with existing development processes.
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