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Abstract
In many contexts, it can be useful to understand why a machine learning model makes certain
predictions. In particular, explanations may provide decision support for domain experts that
need to assess the correctness of a prediction. In this work, we consider the utility of explanations
for fraud analysts at a major Dutch bank who process fraud alerts generated by machine learning
models.
Interpretable machine learning is an actively developing field. In the past years, many new approaches have been proposed. However, their utility in particular scenarios has not been researched
extensively. Therefore, we perform a user experiment to identify whether SHAP explanations can
be useful for alert processing tasks performed by real human users. In our experiments, there was
no significant difference in performance between tasks for which a SHAP explanation was shown
and tasks for which it was not shown. However, from a qualitative analysis of the participants
written reflections, we observed that high SHAP values can bring to attention features that are
otherwise ignored, which suggests that the explanation does impact the decision-making process.
Moreover, we observed that the model’s confidence score is a leading source of evidence. This is
concerning, as the model’s confidence is not always a good indicator of the trustworthiness of a
prediction.
The main contribution of this work is a novel case-based reasoning approach that can provide
domain experts with evidence on the trustworthiness of an alert. The two-step approach consists
of a case retrieval step in which the most similar instances are retrieved and a neighborhood
visualization step in which the similarity and true class of the retrieved instances are visualized.
In each step, we consider distance functions with different notions of similarity, including similar
feature values, similarity in SHAP values, or combinations thereof. We estimate user confidence
scores based on the expected user behavior and show empirically that these scores mostly achieve
better classification performance the model’s confidence scores. Furthermore, our empirical study
with fraud analysts at the bank also suggests that our approach was perceived useful and would
be indeed useful for fraud alert processing.
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Chapter 1

Introduction
Machine learning models are increasingly applied in real-world contexts. In some cases, the best
performing models are complex models such as deep neural networks and ensembles. As the
complexity of models increases, it generally becomes more difficult for humans to understand their
behavior. In many contexts, it can be valuable or even imperative to understand why a machine
learning model makes certain predictions. For example, machine learning practitioners might use
explanations to understand where the model fails and how it might be improved. Moreover, in
regulated fields such as banking and health care, the ability to justify decisions is often mandated
by law.

1.1

Research Problem

In this study, we consider interpretable machine learning as a decision support tool for human
fraud analysts at a major Dutch bank. Machine learning can be a valuable tool to automate
the induction of fraud detection models. Generally speaking, more complex models can detect
more sophisticated patterns of fraud, improving fraud detection performance compared to simpler
models. However, as the complexity of a model increases, understanding why a transaction is
deemed fraudulent becomes more difficult. On a daily basis, the fraud analyst team at the bank is
confronted with hundreds of fraud alerts. For each alert, an analyst needs to determine whether
the transaction was fraudulent or not. Providing explanations of machine generated alerts might
assist fraud analysts in processing these alerts faster and better.
In recent years, interpretability has gained increasing interest within the machine learning
research community. An abundance of explanation techniques have been proposed, making the
field difficult to navigate – even for those within the research community. Moreover, the evaluation
of the proposed techniques is still in its infancy. Claims about interpretability and utility are
often based on intuitions rather than empirical evaluations with users. In particular, there is little
evidence on the utility of explanations for assessing the correctness of a model in a decision support
scenario. Our work addresses this gap in the literature by evaluating the utility of explanations
for alert processing.
Our work can be divided into two main parts: (1) a user experiment on the utility of explanations for alert processing and (2) a novel case-based reasoning approach that can aid domain
experts in assessing the trustworthiness of a prediction.

1.2

User Experiment

The goal of the user experiment is to determine whether explanations can be useful for alert
processing by human domain experts.
2
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Methods. In our user experiment, real humans perform simplified alert processing tasks, with
and without an explanation of the model’s prediction. First of all, we statistically test whether
there is a significant difference in task utility metrics between tasks for which an explanation was
available and tasks in which it was not provided. Second, we analyze the participants’ written
reasoning to determine the impact of different sources of evidence on the decision-making process,
including the explanation.
Results and Conclusions. In our experiment, we do not find enough evidence to conclude that
explanations are significantly useful for alert processing. However, by analyzing the participants’
reasoning, we show that explanations can bring aspects of the case to attention that are otherwise ignored. This suggests that explanations have an impact people’s decision-making process.
Moreover, we find that the confidence of the model is a leading source of evidence. This might be
concerning, as machine learning models are not the best judge of their own trustworthiness.

1.3

Case-Based Reasoning Approach

Given that the model’s confidence can be a leading source of evidence, we expect domain experts
who process alerts to benefit from evidence on the trustworthiness of a prediction: the reasonableness of a prediction, given the underlying data distribution. To this end, we propose a novel,
case-based reasoning approach that can provide evidence on the trustworthiness of a prediction.
Approach. Our proposed approach consists of two steps: case retrieval and neighborhood visualization. During case retrieval, the most similar previous cases to the current alert are retrieved,
according to a distance function. In the neighborhood visualization, the retrieved cases are visualized in 2D space such that the distance between each of the cases corresponds to a distance
function. Additionally, the true class of each case (e.g. fraudulent or non-fraudulent) is visualized.
The visualization can be used by domain experts to verify whether the true classes of previous
similar cases corresponds to the model’s prediction of the current case. In this way, our approach
can provide evidence on the trustworthiness of the prediction. An important consideration of our
approach is the distance function that is used in each step. Some combinations of distance functions may be more useful for alert processing than others. In particular, we consider a distance
function that takes into account whether an instance received a similar explanation or not.
Evaluation Methods. We test the utility of different notions of similarity for alert processing
by means of a simulated user experiment. That is, we make several assumptions on how users
can interpret and use our visualization to make alert processing decisions. According to these
assumptions, we can estimate the user’s confidence that an alert is fraudulent. In the simulated
user experiments, we evaluate the classification performance of the estimated user confidence scores
for alerts produced by different classifiers. Experiments are performed for several classifiers trained
on benchmark data sets as well as a fraud detection model trained on a real-life fraud-detection
data set from the bank.
Additionally, we implement the approach in a dashboard and perform a usability test with
fraud analysts at the bank. We evaluate the dashboard with regard to perceived usefulness and
perceived ease of use.
Results and Conclusions. From the simulated user experiments, we find that the estimated user
confidence scores mostly outperforms the model’s own confidence scores, suggesting that our approach provides evidence on the trustworthiness of the prediction. Moreover, we conclude that our
visualization is expected to be useful for alert processing. In particular, the usage of a distance
function that considers similarity in explanations often outperforms other distance functions in
both the case retrieval and neighborhood visualization steps.
From the usability test, it can be concluded that the fraud analysts consider the implemented
dashboard useful and easy to use for processing fraud alerts.
Interpretable Machine Learning as Decision Support for Processing Fraud Alerts
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1.4

Contributions

The main technical contribution of this thesis is a novel case-based reasoning approach that can
assist domain experts in processing alerts. Different from previous work in this area, we evaluate
different distance functions that consider a.o. similarity in explanation. We have empirically
shown that our approach can be useful for and is perceived useful by domain experts that perform
alert processing tasks.
Another contribution of this work is an evaluation of the utility of local explanations for alert
processing. Although not all of the results are conclusive, our methods and results can provide
pointers for future research.
Additionally, we have proposed two novel visualization techniques: SH-ICE and SH-ICC. These
techniques can help users to better understand and assess the stability of local explanations.
Finally, we have performed a literature review on motivations, techniques, and evaluation
procedures of interpretable machine learning. Different from previous reviews on interpretable
machine learning, our review also includes a categorization of evaluation procedures that have been
used to evaluate the interpretability and utility of explanation methods. This makes our review
valuable for researchers from both machine learning and human computer interaction fields.

1.5

Outline

The remainder of this work is organized as follows. Chapter 2 covers preliminaries in which
the concept of machine learning is discussed as well as the notations we will adhere to in this
work. Additionally, a taxonomy for interpretable machine learning is described. In Chapter 3, we
describe the problem context at the fraud detection department of the bank and introduce our
research framework. Chapter 4 consists of a literature review on goals, techniques, and evaluation
procedures for interpretable machine learning. In Chapter 5 we dive into SHAP, a technique for
generating local explanations which is central to our work. Along the way, we introduce two
novel visualization techniques that can help to better understand the derivation of SHAP values
and assess the stability of a prediction. In Chapter 6, we describe the user experiment on the
utility of SHAP explanations for alert processing. In Chapter 7, we introduce and evaluate the
case-based reasoning approach. Finally, the conclusions and limitations of our work are discussed
in Chapter 8.

4
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Chapter 2

Preliminaries
In this chapter, several definitions and notations are introduced which will be used throughout
this thesis. In Section 2.1, we briefly introduce and formalize the concept of machine learning
and classification in particular. In Section 2.2, we introduce a taxonomy of interpretable machine
learning systems. We adhere to this taxonomy in our problem definition and literature review.

2.1

Machine Learning

Machine learning is part of the broader field of artificial intelligence. The goal of machine learning
is to build models that allow a computer to perform a particular task by learning from a data
set, without being explicitly programmed (e.g. Bishop, 2006). Most machine learning algorithms
require a data set to consist of a set of instances that all have particular features with a feature
value. For example, a data set might consist of records of transactions containing the amount and
the age of the account holder. In this data set, each instance represents a particular transaction,
the features are amount and age, and the feature values are, for example, e100.- and 25 years.
One of the main areas of machine learning is supervised learning. The goal of supervised
learning is to learn to predict a particular target variable of an unseen instance. For example, one
might want to train a model that is able to predict whether an e-mail (consisting of several features)
is spam (target). To this end, the algorithm builds a model based on a data set that includes both
the instances’ features and the target variable. Supervised learning can be further categorized
based on the target variable type. In regression problems, the target variable is continuous. In
classification problems, the target variable is a categorical variable. The different categories are
referred to as classes. Other areas in machine learning are unsupervised learning and reinforcement
learning. Unsupervised learning considers learning patterns in the data without a target variable,
such as clusters of similar instances. In reinforcement learning, on the other hand, the goal is to
learn which actions to take in order to maximize a particular reward.
The binary classification problem is a particular type of classification problems in which the
target variable can take two values. The two classes are usually represented as 0 and 1 and
referred to as the negative class and positive class respectively. Note that the distinction between
the positive and negative class merely indicates what we are trying to detect and does not imply
sentiment. For example, in the case of fraud detection, we are interested in detecting fraudulent
transactions. Therefore, a fraudulent transaction belongs to the positive class, whereas fraud is
typically not deemed desirable.

2.1.1

Formalization

The emphasis of this thesis is on classification problems. In this section, we formalize the classification problem described in the previous section. This notation will be used in the remainder of
Interpretable Machine Learning as Decision Support for Processing Fraud Alerts
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this thesis.
We start with the definition of a classification model, which is also referred to as a classifier. A
classification model is a function f that maps a feature space X m consisting of m features to the
target space Y:
f : Xm → Y

(2.1)

The feature space can correspond to any data type such as the set of real numbers, in which case
X = Rm . An instance i is represented as a feature value vector xi = (xi1 , xi2 , ..., xim ) ∈ X , where
xij is the feature value of instance i for feature j. The target space Y contains the set of different
classes. For example, in binary classification problems, Y = {0, 1}. The learning problem consists
of learning a mapping f that takes as input X ∈ X and predicts the corresponding output Y ∈ Y.
To this end, we need a learner Lf :
Lf : (X n×m × Y n ) → (X m → Y).

(2.2)

The learner Lf takes as input a data set Dn = {X, Y } consisting of n instances, where X ∈ X n×m
and Y ∈ Y n and returns the predictor f . By convention, we write capital X for sets and small x
for instances. Now, given an instance in the feature space xi ∈ X m , f can make a prediction yˆi .
In supervised learning, classifier f is built by providing the learner with training data set
Dtrain , i.e. f = Lf (Dtrain ). During learning, evaluation of f on data set Dn = {X, Y } is typically
performed by comparing Y with f (X) = Ŷ according to some loss function `(Y, Ŷ ). The objective
of the learner Lf is to minimize the expected loss, also known as the expected statistical risk, by
optimizing the parameters of f .
After learning, the predictive performance of f is evaluated with test data set Dtest , disjunct
from Dtrain . In this way, it can be estimated how well f generalizes to unseen data. This is
important to avoid the problem of overfitting, which occurs when a classifier relies on artifacts in the
training data that are not generalizable to new data. There exist several performance measures for
classification models. For example, an often used performance measure is classification accuracy,
which is the percentage of correctly classified instances from all instances in the test set.

2.2

A Taxonomy of Interpretability

The term interpretability in the context of machine learning is overloaded and often used interchangeably with other terms such as transparency, comprehensibility, and explainability (Lipton,
2016). To clarify our interpretation of interpretability, this section covers the taxonomy that we
adhere to in this thesis, which is summarized in Figure 2.1.
Model versus Algorithmic Interpretability
The first distinction considers the subject of interpretability, that is, the aspect of machine learning we are trying to understand. On this dimension, we can distinguish between algorithmic
interpretability and model interpretability.
Algorithmic interpretability refers to interpretability of the algorithm that is used for model
induction (Lipton, 2016), i.e. the interpretability of learner L. For example, for linear regression we can prove that training will always converge to a unique solution, whereas the heuristic
optimization procedures for neural networks are not as well understood.
On the other hand, model interpretability (Molnar, 2018) refers to the interpretability of the
learned model, f . In this study, we are interested in understanding predictions made by learned
fraud detection models, hence the focus is on model interpretability rather than algorithmic interpretability. Hence, we will refer to model interpretability simply as interpretability. The exact
definition of model interpretability used by scholars varies (e.g. Doshi-Velez and Kim, 2017; Miller,
6
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Interpretable Machine Learning

Model Interpretability

Intrinsic

Algorithmic Interpretability

Post-hoc

Model-Agnostic

Model-Specific

Figure 2.1: Our taxonomy of interpretable machine learning. Within each leaf of the taxonomy,
we can make the distinction between local and global interpretability.
2017; Guidotti et al., 2018). Apart from some subtle differences, all definitions consider explanations of a machine learning model that enable humans to understand the model. In this work,
we define interpretability as the degree to which a machine learning model can be explained in
understandable terms to a human. Adhering to Guidotti et al. (2018), we define an explanation
as an interface between humans and a predictive model that is at the same time an accurate proxy
of the predictive model and understandable for humans. Note that a model that is transparent by
design can serve as an explanation of itself.
Methods that aim to achieve interpretability can be further categorized based on the model’s
translucency (white box model or black box model), their specificity (model-specific or modelagnostic), and the scope of the explanation (global or local). In the remainder of this section we
will elaborate on these distinctions.
Intrinsic versus Post-hoc Interpretability
We can distinguish between post-hoc interpretability of black box models and intrinsic interpretability of white box models (Lipton, 2016; Molnar, 2018; Adadi and Berrada, 2018; Dua and Efi,
2017).
Intrinsic interpretability refers to the degree to which the internal mechanisms by which the
model works can be explained directly. In other words, it considers the extent to which the model
allows for introspection (Biran and Cotton, 2017). Such models are sometimes referred to as white
box models. For example, the internal workings of a shallow decision tree are generally considered
much more interpretable than the internal workings of a deep neural network. Contrarily, post-hoc
interpretability concerns the ability to explain predictions of a model without explaining the exact
mechanisms by which the model works directly (Lipton, 2016). This is generally the only way to
explain black box models, for which the internal workings are either unknown or too difficult to
understand directly. For example, a post-hoc explanation of a black-box fraud-detection model
could be an approximation of the original model in the form of a shallow decision tree.
The difference between the two types of model interpretability is sometimes characterized by
the trade-off between model accuracy and explanation accuracy (e.g. Du et al., 2018). State-ofthe-art black box models often achieve a high predictive performance, but their inner workings
are more difficult to accurately explain to humans. On the other hand, white box models have a
high explanation accuracy but might sacrifice prediction performance.
Model-Specific versus Model-Agnostic Interpretability
Methods for post-hoc interpretability can be either model-specific or model-agnostic (Adadi and
Berrada, 2018; Molnar, 2018; Du et al., 2018). Model-specific methods are specific to a particular
Interpretable Machine Learning as Decision Support for Processing Fraud Alerts
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class of machine learning models. These methods consider the inherent structure of the model
class to explain the model’s behavior. For example, a model-specific approach could aim to explain
decisions made by random forest models leveraging the tree structure of the decision trees within
the ensemble. Contrarily, model-agnostic techniques can be applied irrespective of the class to
which a black box model belongs. Model-agnostic techniques consider the model as an unknown
function and unravel its behavior solely based on input and output. This is sometimes referred
to as reverse engineering (Guidotti et al., 2018). As the internal structures and parameters of
the model are not solicited, model-agnostic techniques might bring the risk of more inaccurate
explanations (Du et al., 2018).
Local versus Global Interpretability
For each of the categorizations described in this section, the scope of model interpretability can
vary from global to local (Lipton, 2016; Molnar, 2018; Adadi and Berrada, 2018; Du et al., 2018).
Global interpretability considers explaining the workings or outcomes of the model as whole. For
example, a global post-hoc explanation could indicate which features the model typically deemed
important for classifying transactions as fraudulent. On the other hand, local interpretability refers
to explanations of single predictions or groups of predictions. For example, the importance a model
gives to different features may vary across instances. A local post-hoc explanation could indicate
the extent to which each feature value of a particular transaction contributed to the probability
of fraud.

2.3

Summary

In this section, we have introduced the concept of machine learning and the classification problem
in particular. The takeaway from the first section is that a classifier is a model that can predict
the class of an instance, based on patterns the classifier deducted from training data.
Additionally, we have presented a taxonomy for machine learning interpretability. First, we
distinguished between algorithmic interpretability of algorithms that are used to induce machine
learning models and model interpretability of a learned model. Second, we distinguished between
intrinsic and post-hoc interpretability, referring to interpretability of the model itself and the
model’s predictions respectively. Model-agnostic methods can be applied regardless of the model
class of model f , whereas model-specific techniques can only be applied to a subset of model
classes. Finally, we distinguished between local and global interpretability. A local explanation
covers a component or single prediction, whereas a global explanation sets out to explain the
model’s internal workings or predictions as a whole.
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Chapter 3

Problem Formulation and
Research Framework
In this chapter, we first describe the problem context in Section 3.1. The research questions
addressed in this work as well as the research framework we used to answer them are described in
Section 3.2.

3.1

Problem Context

The motivation of this study is to assist decision makers in performing tasks that involve predictions of a black box machine learning model. To this end, a case study is conducted in cooperation
with one of the major banks in the Netherlands: the Rabobank. In particular, we will investigate
how fraud analysts can be assisted in processing fraud alerts by providing them with explanations
of fraud predictions.

3.1.1

Fraud Detection

The Rabobank processes millions of bank transactions per day. A very small amount of these
transactions is fraudulent. For example, a fraudster may have retrieved credit card details through
phishing and use this information to make a transaction without permission of account holder.
As gatekeepers of a healthy financial system, it is important for the bank to detect suspicious
transactions before the money is transferred. Moreover, this is mandated by law.
At the moment, the Rabobank mostly detects fraud and money laundering using a rule-based
system developed by human experts. Patterns are deducted from the data manually, resulting in
a set of complex decision rules. When a transaction is deemed suspicious according to one or more
rules, an alert is triggered. On a daily basis, fraud analysts are confronted with hundreds of fraud
alerts. For each transaction, an analyst needs to decide whether the transaction was fraudulent or
not in a timely fashion. We refer to this as alert processing. For some alerts, the decision can be
made in a split-second. For others, the analyst first needs to gather more information, which can
take several minutes up to a few hours. The fraud detection process is visualized in Figure 3.1.
To reduce human effort and further improve the detection performance, the Rabobank is
currently implementing machine learning fraud detection models that complement the expert
system. The used fraud detection models are able to detect sophisticated patterns of fraud.
Moreover, they can be retrained as new data arrives, allowing the Rabobank to quickly adapt to
ever-changing fraud schemes. However, the best-performing models are typically rather complex,
which makes it difficult for humans to understand their behavior. In the rule-based setting,
explanations and instructions are provided by the human rule experts. Although the quality
of the explanations can vary between rules, the explanations should be able to help the analyst
understand what aspects of the transaction triggered an alert and how the alert should be handled.
Interpretable Machine Learning as Decision Support for Processing Fraud Alerts
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For predictions produced by complex machine learning models, producing human-interpretable
explanations is not as straightforward. However, explanations that help an analyst understand
why the machine learning model made a certain prediction might aid them in the decision-making
process.

o

o

Transaction
Features
(High-Dimensional)

o

Explanation
Other Information,
retrieved from e.g.
databases or calls
with the client

o
Prediction

Predict Fraud
(Classification)

Fraud
detected?

yes

Retrieve
Explanation

Transaction
Request

no

Fraud analyst
inspects
transaction

Fraud
detected?

yes
Transaction
Disapproved

no

o
Transaction
Approved

Other Information,
e.g. historical data

Transaction
Approved

Figure 3.1: High level process model of the fraud detection process. A transaction enters the
process the moment the bank receives a transaction request. Based on many features of the transaction it is classified as fraudulent or non-fraudulent, either by the manually crafted decision rules
or a machine learning model. Only a very small percentage of transactions is not immediately
approved. If a transaction is classified as fraudulent, it triggers an alert. Furthermore, an explanation is retrieved that explains why the transaction was deemed fraudulent. Subsequently, the
transaction’s features, explanation, and additional information is used as input by human fraud
analysts to decide to approve or disapprove the transaction. The focus of this thesis is on the
block retrieve explanations for alerts triggered by a machine learning model.

3.1.2

Requirements

Within the problem context of the Rabobank, there are several requirements an explanation
method must adhere to.
• Classification. The fraud detection problem is a classification problem with particular characteristics.
– Binary classification. Although it might be possible to identify different types of fraud,
we pose fraud detection as a binary classification problem, as displayed in the fraud
detected gateway in Figure 3.1.
– Highly imbalanced. Only a very small proportion of all transactions is fraudulent, resulting in a highly imbalanced classification problem.
– High dimensional. The Rabobank takes into account many features to perform fraud
detection, resulting in a high dimensional data set. As shown in Figure 3.1, the transaction’s features are used as input for the acitivities predict fraud, retrieve explanation,
and fraud analyst inspects transaction.
As such, the explanation method must be suitable for highly imbalanced, high dimensional,
binary classification problems.
10
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• Computational Efficiency. The required level of computational efficiency depends on the
stage in which the computations are executed.
– Model Inference. Computations that can be executed directly after a model has been
trained are allowed to be computationally intensive. If required, the Rabobank can
increase the number of resources to decrease computation time.
– Explanation Retrieval. Computations that are executed after fraud is detected, but before the analyst inspects the transaction (i.e. during retrieve explanation in Figure 3.1)
should be completed in a matter of minutes per alert.
– Alert Inspection. Computations triggered through interactions in the analyst’s user
interface (i.e. Fraud analyst inspects transaction in Figure 3.1) should be executed in
a matter of seconds.
Additionally, we can characterize the required level of interpretability using the taxonomy introduced in Chapter 2.
• Post-hoc. In order to achieve a good prediction performance, the models used by the Rabobank are typically complex and not intrinsically interpretable. Therefore, we focus on
methods for post-hoc interpretability of black box models.
• Model-agnostic. As fraud schemes change over time, the fraud detection model is not static.
Each time the fraud detection model is retrained, different learners and parameterizations
will be evaluated by the Rabobank in order to achieve the best predictive performance. As
a result, both the model f and learning algorithm L are not fixed. Therefore, we focus on
model-agnostic explanation techniques that can be applied regardless of the machine learning
model class we try to explain.
• Local. Fraud analysts inspect individual transactions. Therefore, we focus on local explanations rather than global explanations.
To conclude, we will focus on post-hoc, model-agnostic, local explanations that adhere to the
required level of computationally efficiency and are suitable for binary classification problems
that are highly imbalanced and high dimensional.

3.2

Research Framework

Given the problem context and required level of interpretability, the main research question of
this study is as follows:
How can we provide human domain experts with local model-agnostic post-hoc explanations of predictions that are useful for processing alerts?
To answer our main research question, we formulate three research questions along with the research framework that is used to answer them (see Table 3.1).

Interpretable machine learning is gaining increased interest in the machine learning community.
Over the past years, many techniques have been proposed, making the field difficult to navigate
even for experts within the research community. Therefore, we start our study with a categorization of the different techniques that have been proposed and in which use cases they can be
applied. This brings us to the first research question.
1. What goals, techniques, and procedures are suitable to motivate, achieve, and evaluate interpretable machine learning in the problem context of fraud detection by human domain
experts?
Interpretable Machine Learning as Decision Support for Processing Fraud Alerts
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This research question is answered by means of a literature review in which we categorize motivations and techniques for interpretable machine learning and select an explanation technique
relevant for our problem context. Different from previous reviews on interpretable machine learning, we also categorize evaluation procedures that are used to evaluate the interpretability and/or
utility of explanations. We conclude that for many of the existing techniques, it is unknown to
what extent they are useful in different use cases. In particular, it is unclear whether the selected
approach is useful for domain experts that process alerts. This brings us to our second research
question.
2. To what extent can local, model-agnostic explanations be useful for human domain experts
who process alerts?
This research question is answered by means of a user experiment in which real humans perform
simplified alert processing tasks in an artificial setting. The goal and research method of the user
experiment is two-fold.
• We form hypotheses on how the selected explanation method may affect utility and measure
the difference in alert processing performance with and without an explanation. We test
whether differences between the two conditions are statistically significant.
• To get further insights in the participants decision-making process and how it may be affected
by the explanation, we also perform qualitative analyses of participants written reflections.
First of all, we analyze which sources of evidence are leading. This is done by coding the
participants written reflections according to the grounded theory approach. Additionally,
we analyze whether participants arguments for their decisions are different when they are
provided with an explanation by means of a text analysis.
From our hypothesis tests, we cannot conclude whether the selected explanation method is useful
for domain experts. However, we do find that the model’s confidence score is one of the leading
sources of information for participants. This is concerning, since the model confidence score does
not always correspond to the actual trustworthiness of a prediction. This brings us to our third
research question.
3. To what extent can case-based reasoning be useful for domain experts who process alerts?
We introduce a novel case-based reasoning approach to provide users with more evidence on the
trustworthiness of a prediction. The approach is evaluated using two different methods.
• We estimate the expected effectiveness of our approach by means of a simulated user experiment. That is, we make several assumptions on how users may leverage the proposed
approach when investigating alerts. Based on these assumptions, we estimate how confident
the user is that the alert is indeed a positive (e.g. fraudulent). We empirically evaluate
the classification performance of the estimated user confidence against the machine learning
model’s confidence on several benchmark data sets and a real-world fraud-detection data set
provided by the Rabobank.
• In order to determine whether the fraud analysts at the Rabobank consider our approach
useful, we implement our approach in a dashboard and perform a usability test. In the
usability test, fraud analysts are asked to perform several tasks using the dashboard. The
perceived utility is measured by means of a short survey at the end of the session. Further
insights on the utility of different aspects of the dashboard are acquired by analyzing the
comments the analysts made throughout the session.
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Table 3.1: Research framework of this study.
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Chapter 4

Literature Review
In this chapter we review existing literature on interpretable machine learning to answer our first
research question: what goals, techniques, and procedures are described in literature to motivate,
achieve, and evaluate interpretable machine learning? In the Section 4.1, we summarize several
motivations for interpretability. In Section 4.2, we elaborate on techniques for achieving machine
learning interpretability. Section 4.3 considers the evaluation of interpretable machine learning
systems. At the end of each section, we use our findings to identify which motivations, methods,
and evaluation procedures align best with the problem context described in Chapter 3.

4.1

Motivations for Interpretability

First of all, we would like to emphasize that interpretability is not always important. In some
applications, users might only care about predictive performance, regardless of the model’s reasoning (Freitas, 2014). For example, Bunt et al. (2012) find that in low-cost interactive systems, the
perceived cost of viewing an explanation typically outweighs the anticipated benefits. As such, the
need for interpretability originates from those use cases in which predictive performance alone is
not enough to solve the real-life task (Lipton, 2016; Doshi-Velez and Kim, 2017). This mismatch of
objectives results in several motivations for interpretable machine learning that we can summarize
in five categories: assessing correctness, assessing fairness, knowledge discovery, justification, and
user acceptance.

4.1.1

Assessing correctness

In many use cases, the objective of interpretability is to be able to assess the correctness of the
model’s reasoning. Note that this is different from assessing the correctness of the predictions
themselves, which is how models have been evaluated traditionally, e.g. in terms of prediction accuracy. This motivation can be further divided in three sub-motivations: validation, improvement,
and decision support.
Validation. Explanations might be used to assess the safety, reliability, and robustness of a model
(Doshi-Velez and Kim, 2017; Adadi and Berrada, 2018). This motivation is particularly prevalent
in domains where machine learning models make safety-critical decisions, such as in autonomous
cars and medical diagnosis (Adadi and Berrada, 2018; Du et al., 2018; Guidotti et al., 2018).
Interpretability can be important for validation, because it allows to inspect whether decisions
are based on artifacts or spurious correlations in the training data (Guidotti et al., 2018). Such
vulnerabilities can lead to harmful events, both of an accidental and intentional nature.
Improvement. Even when machine learning models are used to make non-critical decisions, it
can be useful to discover errors in the model’s reasoning to identify when and why the model
14
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fails (Adadi and Berrada, 2018; Gilpin et al., 2018; Doshi-Velez and Kim, 2017; Du et al., 2018).
For example, it can be useful to know that your algorithm distinguishes wolves from huskies
solely based on the presence of snow rather than characteristics of the animal’s faces (see Ribeiro
et al., 2016). This behavior immediately explains why the model fails for pictures of huskies in
snowy environments. A risk of using model explanations for model improvement, is that we might
optimize models for misleading but seemingly valid explanations (Lipton, 2016).
Decision support. When a machine learning model is used for decision support, correctness can
be assessed to determine how much weight should be given to the model’s prediction in coming
to a final decision (Doshi-Velez and Kim, 2017; Abdul et al., 2018; Lipton, 2016).

4.1.2

Assessing Fairness

An often cited motivation for interpretability is to verify non-discrimination of the model (DoshiVelez and Kim, 2017; Abdul et al., 2018; Gilpin et al., 2018; Guidotti et al., 2018). As human
biases and prejudices can be prevalent in historical data, machine learning models might learn these
biases which can lead to unfair decisions. Hence, the difference between assessing correctness and
assessing fairness can be articulated as Hume’s is-ought problem - the former motivation considers
assessing what is, the latter what ought. For example, it has been shown that the COMPAS score,
a model for the risk of crime recidivism, has a strong ethnic bias (Angwin and Larson, 2016). But
even when human prejudices are absent in the data, biased models can still occur. For example,
a particular subgroup might be under or over-represented in the data.

4.1.3

Knowledge Discovery

Domain experts can use machine learning to discover correlations in the data (Freitas, 2014;
Lipton, 2016; Doshi-Velez and Kim, 2017; Adadi and Berrada, 2018; Du et al., 2018). Even though
correlation is not causation, machine learning models can still reveal relationships that can be used
to formulate new hypotheses about the real world. For obvious reasons, interpretability is key for
knowledge discovery.

4.1.4

Justification

Given recent regulations in data protection such as the General Data Protection Regulation of
the European Union, interpretability can be necessary to comply with the right to explanation
of algorithmic decisions (Freitas, 2014; Doshi-Velez and Kim, 2017; Adadi and Berrada, 2018;
Guidotti et al., 2018). An explanation that serves as a justification must explain why a decision
is a good one (Biran and Cotton, 2017).

4.1.5

User Acceptance

Domain experts can be reluctant to accept a model they do not understand, regardless of predictive
performance. User acceptance is tightly related to trust in the model’s capabilities. Showing how
the model has come to a decision is often hypothesized to increase user acceptance compared to a
high predictive performance alone (Freitas, 2014; Kim et al., 2014; Ribeiro et al., 2016; Doshi-Velez
and Kim, 2017; Gilpin et al., 2018). In particular, when a model produces unexpected predictions, a
good explanation might be a prerequisite for user acceptance (Freitas, 2014). Indeed, explanations
have been shown to be important for user acceptance in various fields (Biran and Cotton, 2017).
Interpretability for user acceptance seems to be tightly related to interpretability for assessing correctness. The main difference is that striving for user acceptance results in convincing
explanations, whereas assessing correctness is concerned with explanations that lets the users
asses the quality of a prediction the best. As has been shown in a user study by Bilgic (2005),
the most convincing explanations are not always the most useful for assessing the true quality of
recommendations.
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4.1.6

Conclusion

In this section we have summarized five motivations for interpretable machine learning: assessing
correctness, assessing fairness, knowledge discovery, justification, and user acceptance. So which
one of these is related to the problem context at the Rabobank?
The fraud detection department at the Rabobank could have many motivations for interpretability, such as justification (to justify why a certain transaction was rejected or accepted)
and user acceptance (to enhance trust in alerts generated by a machine learning model compared
to alerts generated by human-crafted rules), or improvement (to further improve the fraud detection model). Recall that we are interested in how local explanations might assist fraud analysts
in determining whether an alert is fraudulent or not. Hence, our main motivation is assessing
correctness. In particular, fraud analysts should be able to assess how much weight should be
given to the model’s prediction in order to decide whether a transaction should be rejected or
accepted. Therefore, we will investigate the utility of interpretability for assessing correctness in
a decision support scenarios.

4.2

Techniques for Interpretability

In this section, we describe several methods that have been proposed in literature for increasing
intrinsic interpretability and post-hoc interpretability. Even though the focus of our work is on
post-hoc interpretability, intrinsically interpretable model classes are often leveraged in many posthoc interpretability techniques. Therefore, these will be included in our review as well. The goal
of our review is not to provide a complete overview of all techniques that have been proposed up to
now. Instead, we aim to give a concise summary of the different types of techniques that exist and
provide a few examples for each type. As stated in Chapter 3, our research scope considers modelagnostic interpretability. Therefore, we will not provide a detailed discussion of model-specific
techniques.

4.2.1

Intrinsic Interpretability

As stated before, intrinsic interpretability requires a model to be interpretable by design. In this
section, we discuss several classes of algorithms that are generally believed to result in intrinsically
interpretable models. We will limit our discussion to four often mentioned classes of algorithms:
decision rules, linear classifiers, decision trees, and case-based classifiers (a.o. Freitas, 2014). Apart
from these model classes, several other approaches are sometimes considered intrinsically interpretable, such as attention mechanisms in deep learning models and Bayesian network classifiers.
However, these methods are typically not leveraged in post-hoc interpretability techniques, hence
we leave these out of the scope of our review.
We would like to highlight that no model class will always result in intrinsically interpretable
models (Lipton, 2016). For example, high dimensional linear models and deep decision trees are
arguably difficult to grasp. Nevertheless, the complexity of the model representation naturally
plays a part in interpretability. For example, Huysmans et al. (2011) conclude that larger representations of the same decision rules result in a decrease in answer accuracy, answer time, and
confidence on several tasks that require understanding of the rules.
In the remainder of this section we will discuss the four model classes in more detail.
Decision Rules
A decision rule is an if-then rule that has the class label in the consequence. The if part of a
rule consists of a combination of conditions in the feature space, such as conjunctions, negations,
and disjunctions (Guidotti et al., 2018). Figure 4.1 shows a fictive example of a decision rule in a
fraud detection scenario.
Generally only a few rules apply for a single instance, making the model class suitable for
analyzing local patterns. The interpretability of a single decision rule depends on the number of
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(amount > 10000) ∧ (country 6= The Netherlands) → fraud
Figure 4.1: Fictive example of a decision rule for fraud detection.
conditions and the semantic meaning of the features used in the conditions. However, decision
rule sets are generally not globally interpretable, as it can be difficult to grasp many different
textual rules at once. Another disadvantage of the model class is the risk of conflicting rules and
the absence of a notion of feature contribution (Freitas, 2014).
Decision Trees
A decision tree is a graph, structured like a tree, in which each node represents a test on a feature
and each leaf a class label (Guidotti et al., 2018). There exist several algorithms to induce decision
trees from data. A fictive example a decision tree for fraud detection is illustrated in Figure 4.2.
amount > 10000
yes

no

country = The Netherlands
yes
no fraud

no
fraud

age > 30
yes
fraud

no
no fraud

Figure 4.2: Fictive example of a decision tree for fraud detection.
The complexity of a decision tree is generally attributed its depth, where shallow decision trees
are favored in terms of interpretability (Freitas, 2014; Biran and Cotton, 2017; Guidotti et al.,
2018). Decision trees are closely related to decision rules, as the paths from the root to the leaves
represent decision rules. For example, the decision rule displayed in Figure 4.1 is also present in the
tree displayed in Figure 4.2. However, as opposed to decision rules, the tree structure ensures that
the decision rules are never conflicting (Freitas, 2014). Additionally, the tree structure provides
information on the importance of features: the higher the feature is located in the tree, the more
important the feature will generally be (Freitas, 2014; Guidotti et al., 2018). Moreover, shallow
decision trees allow for global model interpretability (Guidotti et al., 2018). A disadvantage is
that the tree structure makes it more difficult to prune decision trees compared to decision rules
(Freitas, 2014).
Linear Classifiers
A linear classifier classifies instances based on a linear combination of their feature values, generally
considering some threshold value. For example, a simple binary linear classifier could be of the
following form:
(
Pm
1 if
j=1 wj xij ≥ t
f (xi ) =
(4.1)
0 otherwise
where wj is the weight of feature j and t a threshold value for classifying the instance in the
positive class. There exist several ways of learning linear classifiers, including logistic regression
and support vector machines with a linear kernel.
Linear classifiers are generally considered interpretable, both locally and globally. The reason
for this is that importance of each feature can be directly observed from their weights – provided
that the features are properly normalized (Du et al., 2018; Guidotti et al., 2018). As with all
Interpretable Machine Learning as Decision Support for Processing Fraud Alerts

17

CHAPTER 4. LITERATURE REVIEW

intrinsically interpretable classifiers, linear classifiers might become hard to interpret as the number
of features increases (Du et al., 2018; Guidotti et al., 2018). To reduce the number of features
used by the model, a sparsity constraint can be enforced by means of regularization.
Case-Based Classifiers
Case-based reasoning (CBR) involves using previous experiences to solve new but similar problems
(Kolodner, 1992). In the context of classification, CBR considers retrieving similar instances to
the current instance in order to make a prediction. Consequently, the retrieved instances act as
an explanation of the prediction. The local interpretability of a case-based classifier depends on
the complexity of single instances and the number of instances that are retrieved for a prediction.
For example, high-dimensional tabular data can be much more difficult to interpret than images
or low-dimensional data.
Probably the most well-known case-based classification algorithm is the k-Nearest Neighbor
(k-NN) algorithm. A k-NN classifier retrieves the k most similar instances to the current instance,
according to some distance function (Bishop, 2006). The prediction is the class most common
among the k nearest neighbors. Hence, the nearest neighbors of an instance serve as a local explanation. However, as neighbors are identified for each new instance separately, a k-NN classifier
does not allow for global model interpretation.
A different case-based classificatier closely related to k-NN is prototype selection (PS). PS
is similar to k-NN, except that not all training instances are considered as neighbors. Instead,
PS only considers prototypes. A prototype is a prototypical instance that is representative of a
group of instances. It can be either one of the observed instances or an artifact summarizing the
group of instances (Bien and Tibshirani, 2011; Guidotti et al., 2018). Early prototyping efforts
have been primarily focused at building accurate classifiers. More recently, the emphasis of PS
has shifted more towards model interpretability (Bien and Tibshirani, 2011). In contrast to kNN classifiers, nearest prototype classifiers can allow for global interpretability, provided that the
number of prototypes is limited and the distance function is understandable. For example, Bien
and Tibshirani (2011) tackle PS by formulating the problem as a set cover problem with constraints
that are believed to increase interpretability. Kim et al. (2014) propose the Bayesian Case Model
(BCM) to learn prototypes by means of a Bayesian generative framework. Their approach allows
to increase the interpretability of PS even further by learning more compact prototypes. That
is, for each prototype, the set of features that are important for identifying the prototype are
identified. In this way, prototypes can be learned for high-dimensional datasets for which even a
single instance is difficult to comprehend.

4.2.2

Post-hoc Interpretability

Methods for post-hoc interpretability consider interpretability of predictions made by black box
models after they have been built. We categorize them in four categories: surrogate models, feature
contribution, visualizations, and case-based methods. There is some overlap between the different
categories. An overview of the methods discussed in this section can be found in Table 4.1.
Surrogate Models
A straightforward approach to approximate a complex black box model in a post-hoc fashion
is to train a white box surrogate model. In this context, a surrogate model refers to a model
from an intrinsically interpretable model class that is trained on the same instances as the black
box model. However, rather than considering the ground truth of the instances, the surrogate
model is trained on the predictions produced by the black box model. For example, one may
train one simple decision tree on the predictions made by an ensemble of decision trees. This
approach is sometimes referred to as interpretable model extraction, mimic learning, or proxy
model learning (a.o. Gilpin et al., 2018; Du et al., 2018). The idea behind the approach is that
as long as the approximation is sufficiently close, the statistical properties of the complex model
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will be reflected in the surrogate model (Du et al., 2018). The performance of a surrogate model
is typically measured using fidelity, which quantifies how accurately the surrogate model predicts
predictions made by the black box model. An advantage of surrogate models compared to many
other explanation methods is that they are predictive. That is, rather than a static explanation,
the explanation consists of a model that can be queried as new instances arrive. In the remainder
of this subsection, we will review several global and local surrogate models proposed in literature.

Global. Global surrogate model approaches consider explanations through an approximation of
the entire black box model, using e.g. decision tree approximation, rule extraction, or linear model
approximation (Guidotti et al., 2018). Both model-agnostic and model-specific techniques have
been proposed.
Many works on global surrogate models considers the interpretability of neural networks. For
example, a few of the earliest surrogate model approaches considered automatic rule extraction
from neural networks, as described in the review by Andrews et al. (1995). Some of these techniques
are model-specific, aiming to extract rules for hidden and output units in the network in terms of
network inputs. Other approaches directly extract rules that relate inputs to outputs by means of
a sensitivity analysis, making them model-agnostic. There has also been work on extracting and
pruning decision rules from tree ensembles (e.g. Deng, 2018).
Furthermore, several approaches have been proposed to approximate black box models by
means of a single decision tree, first presented by Craven and Shavlik (1996). Some of these
techniques are designed for neural networks, but do not rely on the internal structures of the
networks. This means they can be applied in a model-agnostic fashion as well (Guidotti et al.,
2018). These approaches propose strategies to deal with the trade-off between simplicity and
fidelity, e.g. by using a particular pruning approach or by enriching the data through querying the
black box models. Naturally, several model-specific techniques have been proposed to approximate
tree ensembles with single decision trees, for example by clustering and pruning similar decision
trees.

Local. A disadvantage of global surrogate models is that they are unlikely to fully capture the
complex behavior of black box models – if they would, one would be better off by just using the
surrogate model. Local surrogate models are based on the assumption that even very complex
classifiers will exhibit simple behavior locally (Ribeiro et al., 2016; Du et al., 2018). Approaches
in this category fit an interpretable classifier locally on a subset of the feature space, usually the
neighborhood of a particular instance. However, the simplicity assumption is not always met.
That is, in some cases even local behavior can be difficult to describe by models from one of the
intrinsically interpretable model classes.
For example, Baehrens et al. (2010) propose to explain an instance by providing a local explanation vector, which indicates how an instance has to be perturbed with respect to each feature to
change its predicted label. The explanation vector explains which directions are, locally, most influential to the prediction. For methods that do not inherently provide class probability gradients,
the authors propose to estimate local explanation vectors using Parzen windows classifiers.
More recently, Ribeiro et al. (2016) proposed Local Interpretable Model-agnostic Explanations
(LIME). The authors propose to fit interpretable models on instances that are sampled in the
feature space around the instance that is to be explained. In their experiments, the authors use
linear regression models. To enhance interpretability, the number of features in the model is
reduced using L1 regularization. More than a decade earlier, Nugent and Cunningham (2005)
proposed a very similar approach for computing local feature contributions. The main difference
between their approach and LIME is the sampling procedure. Nugent and Cunningham (2005)
retrieve samples by perturbing feature values univariately, whereas Ribeiro et al. (2016) propose
to sample instances from the feature space weighted by a proximity measure between the current
instance and the sampled instance.
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Feature Contributions
Post-hoc explanations can also be provided in the form of global or local feature contributions.
Generally, feature contributions can be interpreted similarly to the weights of linear classifiers,
consisting of the set of features used by the black box as well as the size and direction of the
contribution of each feature (Guidotti et al., 2018). Note that many of the surrogate models
discussed in the previous section can be used to determine feature contributions. For example,
LIME provides feature contributions in the form of weights of the local linear surrogate model.
Global. Two of the first feature contribution approaches are Variable Importance (VI) and Gini
Importance (GI) introduced by Breiman (2001) in his seminal paper on random forests. VI
is computed as the average decrease in model performance when the values of the feature are
randomly permuted. Although VI is introduced in the context of random forests, it can be used
for any black box model. GI is a model-specific method that relies on the Gini index, an impurity
measure that indicates the homogeneity of the leaves in a decision tree. As a result, the method
can only be applied to tree-based models.
Local. Although global feature contributions can be insightful, complex black box models are
not likely to give the same importance to different subdomains of a feature. Moreover, global
feature importance techniques such as GI do not indicate the direction of the contribution, as
the direction can be different on different parts of the feature’s domain. Methods that generate
local feature contributions provide the contribution of each feature value to the prediction for a
particular instance.
Most techniques for model-agnostic local feature contribution are perturbation based. The idea
is that the contribution of a feature can be determined by measuring how the output of the model
changes when the feature is altered to a (slightly) different value (Du et al., 2018). Following this
rationale, Robnik-Šikonja and Kononenko (2008) propose to compute the marginal contribution
of each feature value i by removing it and observing how this changes the output. That is, the
marginal contribution of feature value j for instance i is computed as follows:
φij = |f (xi ) − f (xi \ xij )|

(4.2)

However, most machine learning models do not allow for missing values. To deal with this, the
authors propose to replace the feature value xij with all values it can possibly take, weighted by
the probability of the occurrence of a value.
A disadvantage of this approach is that only one feature is varied at the time whereas all other
feature values are fixed. This means that potential interactions between feature values are not
taken into account. To be able to take into account interactions between feature values, Štrumbelj
et al. (2009) propose to observe how the prediction of the model changes for each subset of the
power set of feature values. The authors show that their approach aligns with a concept from
cooperative game theory: the Shapley value. As a result, the resulting feature contributions
adhere several desirable properties. One of these properties is pay-off efficiency, which guarantees
that the sum of the assigned feature contributions is always exactly equal to the difference between
the average model confidence and the model’s confidence for the current prediction. This sets the
technique apart from other methods such as LIME, for which local accuracy is not guaranteed for
all parameter configurations. Lundberg and Lee (2017) generalize the Shapley approach to other
feature attribution methods, showing which configuration of parameters of e.g. LIME corresponds
to the Shapley value. They call the unified framework Shapley Additive Explanations (SHAP).
The authors also propose several additional approximation algorithms.
Visualizations of Post-Hoc Explanations
Visualization techniques for post-hoc interpretability leverage the visual information processing
capabilities of humans. In contrast to computers, humans are much better at detecting patterns
when they are presented in a visualization compared to patterns presented in a tabular format.
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Global. A common visualization technique to summarize model predictions are nomograms (e.g.
Jakulin et al., 2005). A nomogram shows how different feature values are related to the model’s
output, by indicating the number of ‘points’ each feature value corresponds to. Then, the sum of
the points of the feature values of a particular instance can be translated to a confidence score.
Nomograms have been applied to several model classes, including logistic regression models, Naive
Bayes, and support vector machines for a restricted set of kernels (Biran and Cotton, 2017).
Another popular visualization technique is the Partial Dependence Plot (PDP) introduced by
Friedman (2001). PDPs are created for each feature separately and show how, on average, the
output of a black box model changes as the feature’s value is changed over its domain. It is
important to note that, for each PDP, the feature value is changed univariately, keeping the values
of other features fixed. Hence, interaction effects are not taken into account. Nevertheless, PDPs
can be valuable to understand the relationship between a feature and the model’s output.
Goldstein et al. (2013) proposed an extension of PDPs called Individual Conditional Expectation plots (ICE). Instead of showing just an average curve, ICE plots plot the dependence for
all individual instances. In this way, the variation in the model outcome is highlighted, which
provides an indication on potential interaction effects in subdomains of the feature domain. When
generated on a per-instance basis, ICE plots can be used for local model interpretability.
A SHAP value based alternative to PDPs are SHAP dependence plots (Lundberg et al., 2018).
In a SHAP dependence plot, each instance in the data set is plotted as a point in a scatter
plot. The y-axis considers the SHAP value of a feature and the x-axis the feature value of that
feature. Interaction effects can be visualized by coloring each point based on the value of a second,
interacting feature.
Local. A technique often used for visualizing feature contributions of pixels in images and words
in texts are saliency masks. A saliency mask is a heatmap that highlights which areas of e.g. an
image were important for a certain output classification (Zhu et al., 2018). They are generally
used to explain deep neural networks (Guidotti et al., 2018). Similar to the marginal contributions
discussed previously, the importance of different areas in the image is computed by occluding
portions of the network.
Case-based Methods
Post-hoc case-based explanation methods explain predictions by providing an example instance.
Unless noted otherwise, the case-based approaches discussed in this section are model-agnostic.
Global. As noted by Molnar (2018), a global case-based explanation could consist of performing
prototype selection on the training data (see Section 4.2.1) and retrieving the prediction of the
machine learning model for each of the prototypes. As the prototype set contains examples
that represent the data well, understanding how well the model predicts the outcome of these
prototypes can help to understand how well the model performs in particular regions of the data.
If the prototyping approach takes into account predictions of the black box model, the resulting
set of prototypes can also be considered a surrogate model.
Local. Several case-based local post-hoc interpretability methods have been proposed, which
explain a particular instance by providing a different instance.
The most straightforward local case-based explanation is to retrieve the instance that was
treated most similar to the query instance. To this end, some measure of similarity must be
defined. These measures are typically model specific and mainly approaches for neural networks
have been investigated. Olsson et al. (2014) propose a framework to derive similarity measures for
probabilistic machine learning models, but only derive a similarity measure for linear regression
learners. A model-agnostic distance function is suggested by Nugent and Cunningham (2005).
The authors propose to retrieve the most similar instance, weighted by local feature contributions
(see Section 4.2.2). As a result, the retrieved instance is most similar on features that contributed
most to the prediction of the query instance.
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Additionally, some works on local interpretability aim to retrieve counterfactual instances.
Counterfactual instances are instances that are as similar to the predicted instance as possible,
but belong to a different class. They can be used to answer what-if type questions. For example,
when somebody is denied a loan, a counterfactual explanation explains what should have been
different to get the loan, e.g. “if your income would have been 1000 euros higher, you would have
gotten a loan” (counterfactual) compared to simply “your income was 3000 euros” (factual). For
example, Wachter et al. (2018) propose to find instances by means of a loss function that takes into
account the difference between the model output for the counterfactual instance and the desired
counterfactual outcome as well as the distance of the predicted instance to the counterfactual
instance.
A disadvantage of case-based explanations, particularly counterfactual ones, which is known
as the Rashomon effect (Molnar, 2018). This effect states that there can be many explanations
for each instance that are all equally valid. Consequently, the number of instances that should be
retrieved and what characteristics they should have is an open question.

4.2.3

Conclusion

In this section we have discussed four intrinsically interpretable model classes, namely decision
rules, decision trees, linear models, and case-based classifiers. Secondl, we have discussed four
categories of post-hoc interpretable explanation methods: surrogate models, feature contributions,
visualizations, and case-based explanations.
Recall that we are interested in local, post-hoc, model-agnostic explanation methods that are
suitable for the classification problem at hand and adhere to the required level of computational
efficiency. Considering the overview in Table 4.1, there are several local, post-hoc, model-agnostic
explanation methods we can choose from: LIME, local explanation vectors, marginal contributions,
SHAP, local feature importances for case-based reasoning, and counterfactual explanations.
In this work, we will focus on SHAP. As SHAP adheres to the pay-off efficiency property,
the method does not suffer from fidelity issues observed in local surrogate models such as LIME.
Moreover, because of the Rashomon effect, we expect counterfactual explanations to be less useful
in our decision support scenario. A disadvantage of SHAP is that it is computationally expensive,
particularly for high dimensional classification problems. As we will see in Chapter 5, several
approximation algorithms have been proposed to deal with this. As such, SHAP explanations for
each alert can be computed within the time frame of a few minutes, satisfying the requirement set
in Section 3.1.2.
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Table 4.1: Overview of post-hoc interpretability methods discussed in Section 4.2.2.
Method

Reference

Scope

Specificity

Category

Automatic rule extraction

Reviewed in Andrews
et al. (1995), e.g. Deng
(2018)

Global

Model-agnostic,
model-specific

Surrogate model

Decision tree approximation

Reviewed
in
Guidotti et al. (2018), e.g.
Craven and Shavlik
(1996)

Global

Model-agnostic,
model-specific

Surrogate model

Local
Interpretable
Model-Agnostic
Explanations (LIME)

Ribeiro et al. (2016)

Local

Model-agnostic

Surrogate model,
feature contributions

Local explanation vectors

Baehrens et al. (2010)

Local

Model-agnostic

Surrogate model,
feature contributions

Variable Importance

Breiman (2001)

Global

Model-agnostic

Feature contributions

Marginal contributions

Robnik-Šikonja
and
Kononenko (2008)

Local

Model-agnostic

Feature contributions

Shapley contributions

Štrumbelj and Kononenko (2014); Lundberg
and Lee (2017)

Local

Model-agnostic

Feature contributions

Nomograms

e.g.
Jakulin et al.
(2005)

Global

Model-specific

Visualization

Partial
Dependence
Plot (PDP)

Friedman (2001)

Global

Model-agnostic

Visualization

Individual Conditional
Expectation (ICE)

Goldstein et al. (2013)

Global,
local

Model-agnostic

Visualization

Saliency masks

Reviewed in Guidotti
et al. (2018)

Local

Model-specific

Visualization,
feature contributions

Local feature importance for case-based
reasoning

Nugent and Cunningham (2005)

Local

Model-agnostic

Case-based,
surrogate model,
feature contributions

Counterfactual explanations

Wachter et al. (2018)

Local

Model-agnostic

Case-based
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4.3

Evaluation of Explanations

In this section, we review how explanations have been evaluated in previous works. In Section
4.3.1, we first discuss requirements of a good explanation that have been described in literature.
As we will see, these requirements do not always translate directly into quantifiable measures.
This illustrates the difficulty of evaluating explanations. In Section 4.3.2, we describe which
evaluation metrics can be used to measure the utility of an explanation for particular user tasks.
In Section 4.3.3, we describe several procedures that are typically used to evaluate explanations,
either on general interpretability or utility.

4.3.1

Requirements

We first review perspectives on the requirements of a good explanation. Subsequently, we briefly
discuss trade-offs between the different requirements that may impact the utility of an explanation.
Ruping (2006) argue that the quality of an explanation can be attributed to three requirements
of interpretability. In this work, we refer to these requirements as truthfulness, computational
efficiency, and understandability. In the remainder of this section, we will elaborate on each of
them.

Truthfulness
In the context of surrogate models, Ruping (2006) propose to measure how accurately an explanation model predicts the outcome of a black box model. As stated in Section 4.2.2, explanation
model accuracy is often referred to as fidelity to avoid ambiguity with accuracy in terms of the predictive performance of a black box model. However, it is unclear what level of fidelity is required
for the explanation model to accurately reflect the rationale of the black box model. Moreover, as
we have seen in Chapter 4.2, many techniques for interpretability are not predictive, making the
concept of fidelity less meaningful for such methods.
A generalization of the fidelity requirement that applies to all types of explanations is truthfulness, which refers to the extent to which the explanation is truthful to the black box model
(Miller, 2017). As opposed to fidelity, truthfulness concerns both the prediction and the rationale
of the black box model, although the terms are sometimes used interchangeably (e.g. in Molnar, 2018). Whereas fidelity is straightforward to measure, truthfulness is much more difficult
to quantify, especially in a model-agnostic setting. Different model classes have very different
prediction functions. Moreover, different types of explanations highlight different components of
the model’s rationale. These factors make it difficult to develop a general measure of truthfulness.
Truthfulness can be further separated in two dimensions, namely soundness (how truthful each
element in an explanation is) and completeness (the extent to which an explanation describes all
of the model) Kulesza et al. (2013). For example, in the context of feature attribution methods,
Štrumbelj et al. (2009) have derived several theoretical properties that guarantee that SHAP explanations reveal the influence of the feature values. Such theoretical guarantees are very valuable,
as they can prove that the approach will always achieve what it claims to achieve. In other words,
the soundness of SHAP explanation is very high. However, local feature contributions such as
SHAP are mostly limited to one-dimensional, additive feature contributions. This means that unless the underlying function consists of additive contributions, SHAP explanations are incomplete.
This is not necessarily a bad thing – a simpler explanation might even be desirable in terms of
understandability. However, the incompleteness of the explanation can have detrimental effects.
For example, Kulesza et al. (2013) show that the completeness of an explanation can be important
to build accurate mental models of a recommendation system. Future work in this area could focus
on developing measures of truthfulness and use these to perform meaningful comparisons between
methods within and between different classes of explanations.
24

Interpretable Machine Learning as Decision Support for Processing Fraud Alerts

CHAPTER 4. LITERATURE REVIEW

Computational Efficiency
The second requirement introduced by Ruping (2006) is efficiency. This requirement considers the
resources that are required to generate the explanation, for example in terms of time or storage.
As efficiency is an overloaded term, we will refer to this requirement as computational efficiency.
Compared to the other subgoals of interpretability, computational efficiency is well-defined and
straightforward to measure. For example, a saliency mask can be evaluated against a brute force
measurement of model sensitivity in terms of running time (Gilpin et al., 2018).
Understandability
The final requirement – perhaps even the key requirement – of a good explanation is understandability for human users (Swartout and Moore, 1993; Ruping, 2006; Guidotti et al., 2018).
Quantifying understandability is hardly ever properly addressed (Guidotti et al., 2018) and not a
trivial task. Nevertheless, some research has suggested that understandability of an explanation
is influenced by the properties of the explanation, as well as user expertise and the black box
model that is explained. For example, Miller (2017) leverages research from the field of cognitive
psychology to determine several properties an understandable explanation should adhere to. We
will now briefly discuss several properties of an understandable explanation.
Selective. Explanations should focus on the few most important causes (Miller, 2017). However,
it is still an open question what constitutes one cognitive chunk of information and how many
cognitive chunks an explanation can contain at most (Doshi-Velez and Kim, 2017).
Abnormal. This property states that if unusual feature values have a significant impact on the
prediction output, these features should be part of the explanation (Miller, 2017). Similarly,
Robnik-Šikonja and Bohanec (2018) note that a good explanation should reflect that an instance
is abnormal, i.e. far removed from the distribution of the training data.
Contrastive. Often people are not interested in why a certain prediction was made, but why a
different prediction was not made (Miller, 2017; Doshi-Velez and Kim, 2017; Lipton, 2016). In
particular, answering these types of questions is likely to be important when interpretability is motivated by justification. A quintessential example of this type of information are the counterfactual
explanations discussed in Section 4.2.2.
Causal. People prefer causal explanations to statistical relationships (Miller, 2017). In other
words, people prefer an explanation in the form A was predicted because B is true (causal) to
A was predicted because it was most likely (statistical), unless the statistical generalization is
supplemented with a causal explanation of the generalization.
Social. In human communication, an explanation is an interaction between an explainer and an
explainee. This means that the explanation presented relative to the explainer’s beliefs about the
explainee’s believes (Miller, 2017). Moreover, interaction between the actors allows for finetuning the explanation. A good machine-generated explanation should also allow for these types of
interactions. The social aspect of an explanation is tightly connected to user expertise and user
preference. Each target audience has different levels of expertise and preferences, resulting in different conditions for understandability (Guidotti et al., 2018; Ribeiro et al., 2016). For example, a
technical explanation that is perfectly clear for a machine learning expert can be incomprehensible
for a domain expert that is less familiar with data.
Understandable Components. In addition to the previous properties, the understandability of an
explanation depends on the understandability of each of its components. For example, the input
variables of an explanation might need to be different from the features of an instance (Ribeiro
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et al., 2016). For example, in natural language processing applications, people likely prefer the
original text to a word embedding consisting of vectors of numbers. Additionally, people might
not be capable of understanding uncertainties, such as the confidence scores of a model in case
of severe class imbalance (Doshi-Velez and Kim, 2017). Finally, humans find it difficult nonmonotonic behavior. This is one of the reasons why complexity of the black box model is often
tied to understandability (Guidotti et al., 2018). In particular, it has been shown in some contexts
that people are more likely to accept models that respect monotonicity constraints provided by
users or domain experts (Freitas, 2014).
Trade-offs
In this section we have seen that the quality of an explanation depends on its truthfulness, computational efficiency, and understandability. There exist several trade-offs between these requirements. Probably the most often mentioned trade-off is between truthfulness and understandability (e.g. Ribeiro et al., 2016; Gilpin et al., 2018). For example, strictly enforcing monotonicity
constraints to enhance understandability will result in a less truthful representation of a nonmonotonic model. The goal of model interpretability is to find the right balance between truthfulness and understandability. The appropriate balance depends on the intended users and goal
of the application of the explanation.
Additionally, there can exist a trade-off between computational efficiency and truthfulness. For
example, approximations of SHAP explanations can be less time-consuming than exact computations, but will be less truthful to the actual feature contributions. Again, the balance between
truthfulness and computational efficiency is mandated by the intended application of the explanation.

4.3.2

Evaluation Metrics

Truthfulness and understandability can be difficult to measure directly. Therefore, rather than
measuring each of the requirements directly, explanations are typically evaluated with regard to
their utility for performing a particular task. This execution of this task is either assumed to
require interpretability or to benefit from interpretability. That is, the problem of measuring
truthfulness and understandability separately is circumvented by measuring utility.
The design of evaluations involving human users can benefit from the vast amounts of research
in human computer interaction and related fields such as user experience design and interactive
data visualization (e.g. Huang et al., 2009). To quantify the utility of a system, both task utility and
perceived utility can be considered. In the remainder of this section we discuss both perspectives.
Task Utility
Task utility considers the utility of a system for humans performing a predefined task. In the
context of interpretability, it refers to the extent to which an explanation benefits a user in performing a particular task. Three straightforward measures are task effectiveness, task efficiency,
and mental efficiency.
• Task Effectiveness. Task effectiveness refers to the extent to which the system helps the user
to perform the task more effectively. Depending on the task, effectiveness could be expressed
in terms accuracy, precision, recall, learning rate, etc.
• Task Efficiency. Task efficiency refers to the extent to which the system helps the user to
perform a task more efficiently, e.g. faster or using less resources. The importance of task
efficiency depends on the application (Guidotti et al., 2018). For example, in some use cases
a decision might have to be taken quickly (e.g. approving a single transaction), whereas in
other contexts decision time is not as limited (e.g. unraveling money laundry schemes).
• Mental Efficiency. According to cognitive load theory, the working memory has a limited
capacity (Ward, 2009). Exceeding the capacity is believed to affect understanding (e.g.
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Doshi-Velez and Kim, 2017; Dikici et al., 2018). Moreover, the same level of task performance
might be achieved by devoting different amounts of cognitive effort, even when task efficiency
is the same (Huang et al., 2009). An indicator of cognitive load is mental effort, which
corresponds to the mental resources required to solve a problem (Dikici et al., 2018). It can
be assessed as a subjective measure, such as the nine-point Likert scale introduced by Paas
(1992).
Task utility is typically measured in controlled experiments, which requires a precise definition of
the tasks that need to be performed using the system.
Perceived Utility
Measures for perceived utility measure to what extent the user believes the system to be useful. To
measure the perceived utility, we can borrow indicators from the Technology Acceptance Model
(TAM) (Davis, 1989).
• Perceived usefulness. The perceived usefulness expresses to what extent the user believes
the system would enhance their performance, where performance typically relates to job
performance. As such, it could be seen as the perceived equivalent of task effectiveness.
Davis (1989) proposes to measure perceived usefulness by means of a questionnaire consisting
of six questions on a seven-point Likert scale, ranging from very unlikely to very likely.
• Perceived ease of use. The perceived ease of use indicates to what degree the user believes
that using the system would be free of effort, both in the learning and application phase.
As such, we believe it can be seen as the perceived equivalent of task efficiency and mental
efficiency. Again, perceived ease of use can be measured using a six question questionnaire
on a seven-point Likert scale (Davis, 1989). An alternative way to measure perceived ease
of use is the System Usability Scale (SUS) (Brooke, 1996).
Measures for perceived utility are have been developed to evaluate systems, rendering them particularly useful for evaluating fully-implemented applications.

4.3.3

Evaluation Procedures

As we have seen in Section 4.2, in the past few years an abundance of techniques have been
proposed to explain machine learning predictions. However, these works typically provide little
guidance about the utility of different kinds of explanations in different scenarios and what factors
most influence human interpretability (Lage et al., 2019). As such, Doshi-Velez and Kim (2017)
call for a more rigorous science of interpretable machine learning. They introduce a taxonomy
for evaluating explanations, containing three levels: application-grounded, human-grounded, and
functionally-grounded. The first two levels consider the evaluation of the system with real humans
performing (simplified) tasks. The third level considers quantifiable proxies for interpretability
that originate from empirical evaluations concerning the first two levels. In the remainder of this
section we review common evaluation procedures in the context of interpretable machine learning
systems and categorize them in the taxonomy. Additionally, we discuss which evaluation metrics
are typically used within a procedure.
Application-Grounded Evaluations
In an application-grounded evaluation, an explanation is evaluated directly in the context of an
end-task performed by a domain expert that requires interpretability. For example, the end task
could consist of identifying errors (assessing correctness), learning new relationships (knowledge
discovery), or identifying discrimination (assessing fairness).
We are aware of only few published application-grounded evaluations that involve a real-world
application. This is in line with the observations of Abdul et al. (2018), who note that validation
for interpretable machine learning is often performed on commonly available data sets, rather
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than validated with real-world data, real users, and real-world complex models. An example of
an application-grounded evaluation in the field of intelligent agents, Kulesza et al. (2008) identify
several usage barriers during user debugging of a Naive Bayes e-mail sorter. Local explanations
are provided in the form of the word’s weights, which users can change in order to debug the
model.
Human-Grounded Evaluations
In a human-grounded evaluation, non-experts perform (simplified) tasks. The goal of a humangrounded evaluation can be either to assess the overall interpretability of an explanation or the
utility of an explanation for performing a particular type of task. When assessing interpretability,
the performed tasks are assumed to require interpretability. When assessing utility, the performed
tasks are expected to benefit from interpretability. In this section we discuss several types of
human-grounded evaluations that have been previously applied: output verification, forward simulation, identification of incorrect behavior, binary forced choice, and simulated user experiment
(see Table 4.2).
Assessment Against Human Intuitions. Before we discuss the evaluation human-grounded evaluation procedures, we discuss two approaches that are technically not human-grounded evaluations,
but do involve real humans.
First, we would like to emphasize the distinction between an evaluation of the quality of
an explanation and an evaluation of the quality of the model. Some works evaluate techniques
for interpretability by assessing the reasonableness of the explanation, i.e. how well it reflects
existing domain expertise (Gilpin et al., 2018). For example, Štrumbelj et al. (2009) evaluate local
explanations of a model that predicts breast cancer with an expert oncologist, asking the oncologist
to determine whether they agree or disagree with the size and direction of the feature value
contributions in the explanation. Likewise, both Lei et al. (2016) and Mohseni and Ragan (2018)
evaluate explanations with benchmarks produced by human experts in the form of annotated
sentences and images. It is important to note that this type of evaluations evaluate the quality of
the model by means of the explanation, rather than the quality of the explanation itself. That is,
the procedure is a means to directly assess correctness of the model. Although such evaluations
can be insightful, they uncover neither the interpretability nor the utility of the explanation for
human users.
A related approach is the human-produced benchmark. This approach is similar to the notion
of reasonableness, except that the explanation is evaluated according to human beliefs about
the model rather than beliefs about the world. For example, Lundberg and Lee (2017) and
Lundberg et al. (2018) compare several local contribution techniques to human intuitions of a
simple decision tree classifier. The assumption behind this approach is that the human-produced
benchmark corresponds to a “ground truth” explanation. Consequently, it is assumed that the
model is intrinsically interpretable by humans. Note that the approach does not involve humans
performing tasks that either require or benefit from interpretability, so even though it involves
humans, it is technically not a human-grounded evaluation.
Output verification. An approach common in comparing models from an intrinsically interpretable model class is to ask participants to verify whether an output corresponds to the model.
This approach is used by both Huysmans et al. (2011) and Lakkaraju et al. (2016) in the form of
logical questions. For example, the participants are asked whether certain feature values are sufficient to conclude that the instance belongs to a certain class. Likewise, Lage et al. (2019) asked
participants to verify whether a recommendation of an instance is consistent with the model. Note
that this evaluation approach is less applicable to post-hoc interpretability, as output verification
is not straightforward to formulate for complex black box models. Measures for output verification
typically include accuracy and average time spent on a task.
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Table 4.2: Human-grounded evaluation procedures. The evaluation target can be (1) the overall
interpretability of an explanation measured for tasks that are assumed to require interpretability, or (2) the utility of an explanation measured for tasks that are expected to benefit from
interpretability.
Procedure

Involves Real Humans

Target

Metrics

Level of Interpretability

Output Verification

yes

Interpretability

Task utility metrics

Intrinsic

Forward Simulation

yes

Interpretability

Task utility metrics

Intrinsic & post-hoc

yes

Utility

Task utility metrics

Intrinsic & post-hoc

yes

Utility

Identification of
Incorrect Behavior
Binary forced
choice
Simulated User
Experiment

Perceived utility

Intrinsic & post-hoc

metrics
no

Utility

Expected task

Intrinsic & post-hoc

effectiveness

Forward Simulation. This approach is common to measure the general interpretability of an
explanation, described by a.o. Lipton (2016). Forward simulations consider how well humans can
predict behavior of the original model, after they have been exposed to a global explanation or
several local explanations. The assumption of this evaluation procedure is that if humans can
correctly predict what the model will do, the explanation must have been both understandable
and truthful. Consequently, the explanation must have been interpretable.
In the context of intrinsically interpretable models, Huysmans et al. (2011) used this approach
to compare different representations of the same decision rule set in an experiment with 51 postgraduate students. Similarly, Hiva and Niklas (2011) compared the interpretability of decision
trees and rule lists in an experiment with 100 non-expert users. In the context of local post-hoc
explanations, Štrumbelj and Kononenko (2014) used the approach to evaluate generated feature
attributions. Poursabzi-Sangdeh et al. (2018) compared the simulatability of linear regression
models using a varying number of features. Likewise, Lage et al. (2019) evaluated the interpretability of sets of decision rules while varying the explanation size, the number of cognitive chunks,
and the number of repeated terms in the explanation.
When applying forward simulation, it is important to be able to separate model interpretability
from existing domain knowledge. To deal with this, the experiment design typically includes a
control group that is exposed to predictions without an explanation. A different approach to
control for outside knowledge in a human-grounded evaluation is to use fictitious domains. For
example, Lage et al. (2019) performed their experiments in two made-up domains: recommending
recipes and medicines to aliens.
Measures for forward simulation tasks typically include the participants’ accuracy, speed, and
confidence. Lage et al. (2019) also include perceived ease of use in the form of a 5-point Likert
scale from very easy to use to very hard to use.
Identification of incorrect behavior. An evaluation approach closely related to the motivation of
assessing correctness is identification of incorrect behavior (Gilpin et al., 2018). For example,
Ribeiro et al. (2016) present an experiment in which they study whether users are capable of
identifying the best classifier using different explanation methods. To this end, they trained one
classifier with noisy data, including features that are known not to generalize, and a cleaned
version of the data excluding the noisy features. The participants were asked to examine several
explanations and then select which algorithm would perform best in the real world. The evaluation
measure was the accuracy of the user. i.e. the proportion of users that picked the ‘correct’ classifier.
Poursabzi-Sangdeh et al. (2018) evaluate the capability of users to identify particular cases in
which the model makes a wrong prediction under conditions with varying global interpretability.
To this end, the authors add two unusual instances for which the model makes an erroneously
high prediction.
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Binary forced choice. Doshi-Velez and Kim (2017) and Mohseni and Ragan (2018) suggest that
different explanations can be evaluated by means of a binary forced choice. In such evaluations,
humans review two alternative explanations of the same model and choose the best alternative.
Such evaluations measure which type of explanations people prefer, i.e., the perceived utility of
the approaches.
Simulated User Experiment. A simulated user experiment is a special type of evaluation that
has properties of both human-grounded evaluations and functionally-grounded evaluations. The
goal of a simulated user experiment is to evaluate the utility of an explanation. However, rather
than performing an experiment with real human users, assumptions are made about how users
will use the explanations for performing tasks. Subsequently, the expected task effectiveness is
computed as the task performance that is achieved when applying the assumed strategy. For
example, Ribeiro et al. (2018) simulate a forward simulation experiment based on the assumption
that humans will apply the prediction of the most similar previously seen instance. The similarity
is defined according to an optimized distance function which may or may not correspond to a
human’s perception of similarity. Similarly, the authors simulate an identification of incorrect
behavior experiment, based on the assumption that human domain knowledge will include a set
of untrustworthy features (Ribeiro et al., 2016).
Functionally-grounded Evaluations
In a functionally grounded evaluation, the explanation is evaluated based on a proxy of interpretability. We can summarize the different approaches in proxies for understandability and proxies for
truthfulness.
Proxies for Understandability. Many works on the trade-off between fidelity and understandability measure understandability in terms of model size. However, it has been argued that model
size is an over-simplistic measure of understandability, as it is merely syntactic and not semantic
(Freitas, 2014). In fact, most proxies used in previous works are based on assumptions about
understandability rather than findings from empirical research with real humans.
Lakkaraju et al. (2016) evaluate the understandability of decision rule sets based on measures such as the average rule length, the total number of rules, and the fraction of instances not
covered by any rule. Likewise, Backhaus and Seiffert (2013) propose several measures to evaluate
the understandability of linear models based on their feature weights. According to the authors,
non-uniform weights, a high dependency between features and target class, and the absence of
redundant features are deemed desirable for interpretability. Additionally, Honegger (2018) introduce three proxies for functionally grounded evaluations of local post-hoc explanations: identical
instances must have identical explanations, non-identical instances cannot have identical explanations, and similar instances must have similar explanations.
Proxies for Truthfulness. Other functionally grounded evaluations evaluate the trade-off between
truthfulness and computational efficiency of different explanation methods. For example, Ancona
et al. (2018) introduce a measure to evaluate to what extent several global feature contribution
methods of deep neural networks capture feature interactions. Although the authors do not refer
to SHAP explanations explicitly, their evaluation metric is very similar to how SHAP values are
computed.

4.3.4

Conclusion

In this section we have identified three requirements of a good explanation: truthfulness, computational efficiency, and understandability. As we have seen, truthfulness and understandability
are not straightforward to quantify. Moreover, there exist trade-offs between the requirements.
The appropriate balance between the requirements depend on the intended users and goal of the
system in which explanations are applied. Subsequently, we have discussed metrics for task utility
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and perceived utility that are commonly used in user experiments of interactive systems and visualizations. Finally, we have discussed different types of application-grounded, human-grounded, and
functionally-grounded evaluations of interpretable machine learning systems. We can conclude
that systems are typically evaluated on (proxies for) the requirements discussed before or on their
utility for particular tasks and applications.
However, we have also seen that the evaluation of machine learning interpretability is often
ad-hoc and based on proxies of interpretability that are derived by means of intuitions rather than
empirical research with humans. Only few works provide empirical validation of their assumptions
on the interpretability and/or utility of the proposed approaches. In particular, we are not aware
of works that address the utility of local explanations for assessing correctness in a decision support
scenario. Therefore, in order to determine whether SHAP can be useful in our fraud detection
scenario, we will perform an exploratory human-grounded evaluation.

4.4

Conclusions

In this chapter, we have performed a literature review to answer our first research question: what
goals, techniques, and procedures are described in literature to motivate, achieve, and evaluate
interpretable machine learning? Additionally, we have determined the goal, technique, and evaluation procedures that are appropriate in our problem context at the Rabobank. In the remainder
of this section we summarize our findings.
Motivations. We have identified five main motivations for interpretability: assessing correctness
(validation, improving, decision support), assessing fairness, knowledge discovery, justification,
and user acceptance. Given our aim to assist fraud analysts in identifying the correctness of
alerts, we will focus on solutions for assessing correctness in a decision support scenario.
Techniques. In the second part of our review we have discussed techniques for intrinsic and posthoc interpretability. Post-hoc interpretable models can be categorized in surrogate models, feature
contributions, visualizations, and case-based methods. In particular, we have identified several
techniques that allow for local, post-hoc, model-agnostic interpretability. The focus of this work
is on the feature contribution method SHAP. In Chapter 5 we will explain in more detail what
SHAP explanations are and how they can be computed.
Evaluation. In the final part of our review we first discussed three requirements of a good explanation: truthfulness, computational efficiency, and understandability. We have seen that these
requirements can be difficult to measure directly. Therefore, we continued with a discussion on
evaluation metrics for task utility and perceived utility. Then, we discussed several evaluation procedures that can used to evaluate interpretable machine learning systems with respect to either
general interpretability or utility. In particular, we did not find an empirical evaluation of the
utility of local explanations for assessing correctness in a decision support scenario. Consequently,
we perform a human-grounded evaluation of SHAP explanations which we describe in Chapter 6.
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Chapter 5

Shapley Additive Explanations
In the previous chapter we have identified a local model-agnostic approach for local feature contributions: Shapley Additive Explanations, also known as SHAP. SHAP is based on the Shapley
value, a concept from cooperative game theory. In Section 5.1, we first explain what the Shapley
value is. In Section 5.2, we discuss how the concept can be used to compute local feature contributions. Subsequently, several SHAP approximation algorithms are presented in Section 5.3. In
Section 5.4, we introduce two novel visualizations, SH-ICC and SH-ICE, that can help to better
understand the derivation of the SHAP value. Concluding remarks are discussed in Section 5.5.

5.1

The Shapley Value

A cooperative game is a game in which groups of players form coalitions in which they work
together and obtain a certain profit. As each player can have a different contribution to the profit,
one might be interested in the most appealing division of profits. The Shapley value, introduced
by Shapley (1953), is an allocation rule that assigns a unique distribution of the profit among the
players in the coalition. The Shapley value is known to be the only unique solution adhering to
several, often desirable, properties.

5.1.1

Definition

The idea of the Shapley value is to consider all possible orderings in which players can enter the
game. For each ordering, the value of the game before and after a player entered is compared.
The value that is added by a player is known as the player’s marginal contribution. The Shapley
value is the vector of the average marginal contribution over all possible orderings for each of the
players. This can be formalized as follows.
Let M be a set of m players and v(S) a value function that determines the profit of the game
in which a subset of players S ⊆ M entered the game. Furthermore, let σ depict an ordering of
players and let σ(j) = l denote that player j is in position l. The set of players that precede player
j ∈ M can be described by:
P (σ, j) = {k ∈ M | σ(k) < σ(j)}
(5.1)
Let π(M ) be the set of all orderings of player set M . Then, the value allocated to player j is equal
to the average marginal contribution of player j over all possible orderings:
φj (v) =

1
m!

X

v(P (σ, j) ∪ {j}) − v(P (σ, j))

(5.2)

σ∈π(M )

Finally, the Shapley value is equal to:
Φ(M, v) = (φ1 (v), ..., φm (v))
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The Shapley value is the unique solution that satisfies four desirable properties at the same time
(see Appendix A.1).

5.2

Shapley Additive Explanations

So how does the Shapley value relate to local feature contributions? The idea behind Shapley
Additive Explanations (SHAP) is to pose the explanation problem as a cooperative game. The
players of this game are the feature values of the instance we are trying to explain. The value
function of the game is the difference between average prediction of the classification model and
the prediction for the instance under consideration. In the remainder of this work, we refer SHAP
feature contributions as SHAP values. Additionally, we refer to an explanation in the form of
SHAP feature contributions as a SHAP explanation.
To the best of our knowledge, computing the Shapley value to determine feature contributions
was first suggested by Lipovetsky and Conklin (2001). In their work, the authors demonstrate
how the Shapley value can be used to determine the importance of features in a linear regression
model in the presence of multi-collinearity. Later, Štrumbelj et al. (2009) revisited the idea
in a classification setting and show how Shapley values can be approximated in this setting.
More recently, Lundberg and Lee (2017) noted that many local explanation methods consider an
explanation in the form of a linear function of features. The authors call this class of explanation
methods additive feature attribution methods. In their work, the authors show that the Shapley
value is the single unique solution in this explanation class that adheres to three desirable properties
derived from the properties of the Shapley value. This was already known for classical Shapley
value estimation methods such as the one proposed by Štrumbelj and Kononenko (2014), but not
for other methods such as LIME (Ribeiro et al., 2016). Another advantage of SHAP explanations
over earlier perturbation-based methods (Robnik-Šikonja and Kononenko, 2008, e.g.) is that
SHAP values also take into account interactions between different features. For example, two
features a and b might have a disjunctive relationship with the target variable, i.e. (xia = 1 ∨ xib =
1) → (y = 1). In this situation, keeping feature a fixed to 1 will always result in y = 1, regardless
of the value of b, and vice versa. Therefore, an approach in which only one feature is varied at
the time will indicate that xia = 1 and xib = 1 do not contribute to the prediction, even though
they clearly have a strong relationship with the target variable. In a SHAP explanation, such
interaction effects will be divided among the participating features.
There also exist several challenges when utilizing the Shapley value for computing feature
contributions. Recall that in order to compute the Shapley value, we need to be able to determine
the value of a situation where only a subset of players, i.e. a subset of feature values of the
instance, has entered the game. However, most machine learning algorithms cannot deal with
empty feature values. This is dealt with by letting features that are not part of the game take on
their expected value in the feature space. We will elaborate on this in the next section, in which
we provide a formal definition of SHAP values. As we will see, computing exact SHAP values
is computationally expensive. To tackle this issue, several model-agnostic and model-specific
approximation algorithms have been proposed to approximate SHAP values, which we will discuss
in Section 5.3.

5.2.1

Definition

As in Chapter 2, let xi = (xi1 , xi2 , xim ) ∈ χm be an instance from the feature space and f
the classifier. Additionally, let M = {1, 2, ..., m} be the set of features. The goal of a SHAP
explanation is to explain how a feature value xij contributes to the prediction difference between
the classifier’s prediction for the instance, f (xi ), and the expected prediction if none of the feature
values is known, E[f ]. The contribution of a feature value to the final prediction is known as the
SHAP value. Posing this problem as a cooperative game (see Appendix A.2), we can define the
SHAP value as follows.
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Let fS (xi ) = E[f |Xij = xij , ∀j ∈ S] denote the expected value of f when only a subset of
S ⊆ M of the feature values is known. Then, the contribution of a subset of feature values is equal
to ∆S (xi ) = fS (xi ) − f{} (xi ). Following Equation 5.2, using v(S) = ∆S (xi ), the SHAP value of
feature value j of instance i is defined as:
φij =

1
m!

X

∆P (σ,j)∪{j} (xi ) − ∆P (σ,j) (xi )



(5.4)

σ∈π(M )

Where like before σ depicts an ordering of features in M and P (σ, j) the subset of features that
precede feature j in ordering σ. Finally, we define the SHAP explanation of instance xi as follows:
Φi = (φi1 , φi2 , ..., φim )

(5.5)

which is equivalent to the Shapley value.

5.2.2

Properties

In their work, Lundberg and Lee (2017) introduce the notion of additive feature contribution
methods. This is a class of local explanations that take the form of a linear function of feature
contributions. This class includes a.o. LIME and SHAP. Because SHAP explanations are equivalent to the Shapley value, the properties of the Shapley value can be translated to the feature
contribution context.
Pay-off efficiency. Because of the pay-off efficiency property of the Shapley value, SHAP values
are implicitly normalized (Štrumbelj and Kononenko, 2014). That is, the sum of the contributions
of SHAP values of an instance will always be exactly equal to the prediction difference.
m
X

φij = ∆M (xi ) = fM (xi ) − f{} (xi ) = f (xi ) − E[f ]

(5.6)

j=1

This property is referred to as local accuracy by Lundberg and Lee (2017). Note that local
surrogate models that are not based on the Shapley value will not adhere to this property.
Symmetry. The symmetry property asserts that if two players have a symmetrical contribution,
they will be assigned the same SHAP value.
∀S ∈ M \ {j, k} : ∆S∪{j} (xi ) = ∆S∪{k} (xi ) ⇒ φij = φik

(5.7)

Additivity. Because of the additivity property, SHAP values are additive across different instances.
∀j ∈ M : ∆M (xk ) + ∆M (xl ) = φkj + φlj
(5.8)
Null player. Given the null player property, we can see that feature values that do not affect the
prediction will be assigned zero contribution.
∀S ∈ M \ {j} : ∆S∪{j} (xi ) = ∆S (xi ) ⇒ φij = 0

(5.9)

The SHAP explanation is the unique solution that adheres to all of these properties at the same
time1 .
1 Lundberg and Lee (2017) note that the additivity and null-player axioms can be replaced by the consistency
property, which also implies symmetry. The property states that if a model f changes such that the contribution of
a feature value stays the same or increases, regardless of other feature values, that the feature value’s contribution
should not decrease.
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5.3

Approximation algorithms

As stated before, the SHAP value is very expensive to compute. In Equation 5.4, we can see
why. First of all, we need to iterate over all possible permutations, which is factorial in the
number of features. Unfortunately, it gets even worse. In order to compute ∆S (xi ), we need the
conditional expectation of the prediction given that the feature values of features in S are known
(see Equation A.5), for which the computational complexity is exponential in m.
To deal with the computational complexity, several approximation algorithms have been proposed by Štrumbelj and Kononenko (2014) and Lundberg and Lee (2017). Additionally, Lundberg
et al. (2018) introduce Tree-SHAP, an exact (model-specific) algorithm to compute SHAP values
for tree-based models. In the remainder of this section we will discuss the proposed model-agnostic
approximation algorithms and briefly discuss the Tree-SHAP algorithm.

5.3.1

Shapley Sampling

The Shapley sampling approximation algorithm introduced by Štrumbelj and Kononenko (2014) is
a Monte Carlo style algorithm, in which a SHAP value is computed as the average of K samples.
Each sample k is defined by an ordering σk sampled from π(M ) and an instance wk sampled
from the feature space χm . When sampling from the feature space, each possible combination
of feature values could be seen equiprobable (which is done in Štrumbelj and Kononenko, 2014).
Alternatively, samples can be taken from the training dataset (as done by Štrumbelj et al., 2009;
Lundberg and Lee, 2017). The contribution of a feature j for the k th sample is computed as the
difference in prediction between two constructed instances, bk1 and bk2 :
(
xil if l ∈ P (σk , j) ∪ {j}
k
k
k
k
b1 = (b11 , b12 , ..., b1m ), where b1l =
(5.10)
wkl if l ∈ M \ (P (σk , j) ∪ {j})
bk2

=

(bk21 , bk22 , ..., bk2m ), where

(
xil
b2l =
wkl

if l ∈ P (σk , j)
if l ∈ M \ P (σk , j)

(5.11)

Note that the difference between the constructed instances is that bk1 includes xij whereas bk2
includes wkj . Then the contribution for the k th sample is computed as:
φkij = f (bk1 ) − f (bk2 )

(5.12)

And the SHAP value is approximated as:
φij =

K
1 X k
φij
K

(5.13)

k=1

By sampling wk directly from the feature space, the authors assume feature independence in order
to approximate the conditional expectation. That is, wk is sampled without taking into account
the feature values of xi for features that precede j in ordering σk . Hence, if there exists a high
association between a feature value of some feature i and a feature value of another feature j, this
will not be taken into account during sampling. Under the independence assumption, the authors
show that the algorithm provides an unbiased estimate of Φi .
Adaptive Sampling
Štrumbelj and Kononenko (2014) also propose a second algorithm that further minimizes the
approximation error for a given number of samples. Because the sampling approach is Monte
Carlo style, the approximation error depends on the population variance. However, the variance
may not be the same for all features. For example, a feature value that does not contribute to
the prediction will contribute zero in every sample, which results in zero variance. The adapted
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sampling approaches leverages this by distributing the total number of among individual features
based on their sample variance. After a predefined number of samples is taken for each feature,
each new sample will be assigned to the feature with the highest sample variance. The sample
variance is updated each time a new sample is taken. This procedure is very similar to the stratified
sampling procedure for computing the Shapley value proposed by Castro et al. (2017).
It is important to note that in Monte Carlo style approximation schemes of the Shapley value,
the resulting estimations cannot be guaranteed to satisfy pay-off efficiency when the set of sampled
orderings is not the same for each feature (Castro et al., 2017; van Campen et al., 2016). In other
words, the adapted sampling approach will not be locally accurate, unless the estimation procedure
is adapted to account for the efficiency gap (see Castro et al., 2017).

5.3.2

Kernel SHAP

Lundberg and Lee (2017) propose a model-agnostic approximation method which they refer to ass
Kernel SHAP. The method is a particular parameterization of linear LIME such that it recovers
the SHAP explanation. That is, the authors show that with a particular loss function, weighting
kernel, and regularization term, the SHAP explanation can be approximated. A key difference
with Shapley sampling is that Kernel SHAP estimates all SHAP values at the same time using
regression. As such, the authors claim that Kernel SHAP requires fewer samples to achieve similar
approximation accuracy. In particular, they provide an example in which a model uses only a few
features. In this scenario, Kernel SHAP requires much fewer samples than Shapley sampling.
Although it is unclear from their paper, we suspect that Lundberg and Lee (2017) compared the
Kernel SHAP method to the original Shapley sampling approach and not the adaptive sampling
approach described in Section 5.3.1. We expect the difference in approximation error for sparse
models to be much lower for the adaptive sampling approach, as the sample variance for features
that are not used by the model will be zero.

5.3.3

Tree SHAP

The Tree SHAP algorithm is an exact method for computing SHAP explanations for tree-based
learners in polynomial time (Lundberg et al., 2018). As the algorithm is quite complex, we will
not go into depth about the specifics. The intuition behind the algorithm is to leverage the
tree-structure in order to compute the conditional expectation recursively, while keeping track of
the proportion of all possible subsets of features relevant in that branch. The latter is necessary
for computing the weights of the contribution of each subset. The Tree SHAP algorithm enables
practitioners to efficiently compute exact SHAP explanations for tree-based models such as decision
trees, random forests, and XGBoost.

5.4

Beyond Average: SH-ICC and SH-ICE

The approximation algorithms described in the previous section all use some form of sampling
procedure. The information from all of these samples is then compressed into a set of averages,
the SHAP values. But can’t we learn more from the data contained in these samples? In this
section we propose the usage of SHAP Individual Conditional Contribution (SH-ICC) and SHAP
Individual Conditional Expectation (SH-ICE) plots to better understand the derivation of the
SHAP value and get further insights into the model’s behavior.

5.4.1

SH-ICC

Recall that the SHAP value indicates how much a particular feature value xij contributed to
the model’s prediction, compared to the average prediction in the feature space. This value
is computed by taking samples in which we randomly change xij to a different value, as well
as a random subset of other features. However, the SHAP value only indicates how much this
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particular feature value contributed on average. As such, it does not indicate whether its marginal
contribution is high compared to all other possible feature values or perhaps just a subset.
Consider for example feature j which can take the values 0, 1, or 2. When the SHAP value of
xij = 1 is high, this can be either because predictions for instances where xij = 1 are high compared
to instances where xij = 0, xij = 2, or both. The key intuition behind the SHAP individual
conditional contribution plot (SH-ICC) is to decompose the SHAP value over the feature’s domain
in order to get such insights. As such, SH-ICC plots visualize how a feature value contributed
to the positive or negative class, on average, compared to different other values the feature could
have taken. For features with continuous domains, the feature domain must first be discretized
in bins, using either domain knowledge or heuristics such as the Freedman Diaconis Estimator or
Sturges. Algorithm 5.1 describes how the basic SH-ICC curve can be computed.

Algorithm 5.1 SH-ICC: Given instance xij , feature j, (discretized) feature domain χ(j) and a
set of K instance pairs {(bk1 , bk2 )}K
k=1 constructed according to Equations 5.10 and 5.11, return
SH-ICC curve [φ̄`ij ]`∈χ(j) .
function SH-ICC(xij , j, χ(j) , {(bk1 , bk2 )}K
k=1 )
for each bin ` in feature domain χ(j) do
retrieve all sample pairs in which feature j was changed to a value within bin `:
S` ← {(bk1 , bk2 ) | bk2j = `}
4:
compute theP
average marginal contribution of all retrieved samples:
φ̄`ij ← |S1` | (bs ,bs )∈S` (f (bs1 ) − f (bs2 ))
1:
2:
3:

1

5:

2

return [φ̄`ij ]`∈χ(j)

Note that the number of samples in the group of each feature value `, denoted as |S` |, depends
on the distribution of feature j. This distribution may not be uniformly distributed across its
domain. To incorporate the distribution in our visualization, we can plot a histogram beneath the
SH-ICC curve, indicating the number of samples in each group. Additionally, we can compute the
standard error of each group of samples S` and visualize this as in error bar in the SH-ICC curve.
Finally, we can show the SHAP value of feature j, φij as a reference.
As stated before, SH-ICC plots can help to better understand how the SHAP value is derived.
In particular, the plots might help to reveal the stability of the marginal contribution over the
feature domain. If the SHAP value for a particular feature value is high, e.g. age = 20 one might
assume that this is because 20 is ‘relatively low’ in the domain of age. A SH-ICE plot can be used
to test this assumption, revealing compared to which particular age ranges age = 20 resulted in a
high marginal contribution. In particular, one could consider the marginal contribution of age =
20 compared to nearby feature values such as age = 19 or age = 21. If the marginal contributions
are high, this indicates that there is something special about the particular feature value age =
20. In this way, SH-ICC plots can help to establish the stability of the marginal contribution and
reveal potential overfitting of the model.
We would like to emphasize that SH-ICC plots are different from SHAP dependence plots
discussed in Section 4.2.2. In a SHAP dependence plot, each point corresponds to an instance
from the data. As such, a SHAP dependence plot displays the global relationship between the
SHAP value of a feature and the possible feature values of a feature. SH-ICC plots, on the other
hand, decompose the SHAP value of a feature for an individual instance. As such, they are more
closely related to ICE plots than SHAP dependence plots and PDPs. A potential disadvantage
of SH-ICC plots compared to ICE plots is that marginal contributions might be more difficult to
interpret by domain experts than model confidence scores. To overcome this, in the next section
we introduce an approach closely related ICE plots, which we call SH-ICE plots.
Interpretable Machine Learning as Decision Support for Processing Fraud Alerts

37

CHAPTER 5. SHAPLEY ADDITIVE EXPLANATIONS

5.4.2

SH-ICE

As you may recall from Section 4.2.2, ICE plots show how the prediction of an instance changes
when one feature value is changed over its domain while all other feature values remain fixed. A
disadvantage of this approach is that interactions between features are not taken into account. In
contrast to regular ICE plots, SH-ICE plots show how the average prediction of a feature value
changes when changed over its domain, whilst simultaneously changing a random subset of other
features’ values. As such, SH-ICE plots show the impact of interaction effects that ICE plots
cannot reveal. Algorithm 5.2 describes how the basic SH-ICC curve can be computed.
Algorithm 5.2 SH-ICE: Given instance xij , feature j, (discretized) feature domain χ(j) and a set
ˆ`
of K instances {bk2 }K
k=1 constructed according to Equation 5.11, return SH-ICE curve [ȳij ]`∈χ(j) .
function SH-ICE(xij , j, χ(j) , {bk2 }K
k=1 )
2:
for each bin ` in feature domain χ(j) do
3:
retrieve all samples in which feature j was changed to a value within bin `:
S` ← {bk2 | bk2j = `}
4:
compute thePaverage confidence score for each of the retrieved samples:
`
ȳˆij
← |S1` | bs ∈S` f (bs2 )
1:

2

5:

`
return [ȳˆij
]`∈χ(j)

Algorithms 5.1 and 5.2 are very similar. It follows that the information contained in a SHICE plot is similar to the information in a SH-ICC plot. What visualization is more appropriate
depends on the application. An advantage of SH-ICE plots compared to SH-ICC is that showing
the prediction directly might be easier to interpret by domain experts than marginal contributions.
Moreover, SH-ICE plots can easily be contrasted against ICE plots. On the other hand, an
advantage of the SH-ICC plots over SH-ICE plots is that the former provide a more straightforward
explanation of how the SHAP value is derived.

5.4.3

Example: The Third Monk’s Problem

To illustrate how SH-ICC and SH-ICE plots can be useful, we provide examples for two instances from an artificial dataset from the UCI machine learning repository (Dua and Efi, 2017):
The Monk’s Problems: Problem 3, which we retrieved from the open machine learning platform
OpenML (Vanschoren et al., 2013). The dataset contains six features: attr1, attr2, attr3, attr4,
attr5, and attr6. The target variable of the The Monk’s Problem 3 is the binary outcome of the
following logical formula:
y = (attr5 = 2 ∧ attr4 = 0) ∨ (attr5 6= 3 ∧ attr2 6= 2)

(5.14)

Additionally, the creators added 5% noise to the dataset. For our example, we split the data into
a training dataset (75%) and test dataset (25%) and trained a decision tree on the training data
using the DecisionTreeClassifier from the open-source machine learning library scikit-learn
(Pedregosa et al., 2011), using the default settings. The prediction accuracy of our classifier is
0.99 and 0.98 for the training and test set respectively. Given that the dataset is balanced (i.e. the
number of positives is roughly the same as the number of negatives), the high test set accuracy
indicates that our classifier is likely to have captured the underlying pattern in the data.
We approximate the SHAP values of two example instances from the test dataset using the
Shapley sampling approximation algorithm (see Section 5.3.1). We set the number of samples per
feature to 3000.
SH-ICC plots
As the distribution of the feature values of each feature in The Monk’s Problem 3 is uniform, the
number of samples per feature value is roughly the same for each feature value, which is reflected
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Figure 5.1: The approximated SHAP explanations for two example instances from The Monk’s
Problem 3, using 3000 samples per feature.
in the histograms in Figure 5.2. The contribution of attr2 = 2 is low, because it is not equal to 0
nor to 1 (see Figure 5.2a). This is in correspondence to the second part of Equation 5.14, which
contains the condition attr2 6= 2. Similarly, Figure 5.2b shows that the contribution of attr2 = 0
is positive because it is not equal to 1 nor to 2, which corresponds to the condition attr4 = 0 in
Equation 5.14. Also, Figure 5.2c shows that the SHAP value of attr5 = 2 is high because it is
not equal to 0 nor to 1, but mostly because it is not equal to 3. This behavior corresponds to the
logical formula of The Monk’s Problem 3.
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Figure 5.2: SH-ICC plots for attribute 2, 4, and 5 of example instance 1 of The Monks Problem
3.
In Figure 5.3 we again observe that our decision tree model was able to capture the logic in
Equation 5.14. We see that for our second example instance, attr2 = 2 and attr5 = 0 both have
a positive SHAP value only because they are not equal to 2 and 3 respectively. Note that the
marginal contribution compared to any other feature values is zero.
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Figure 5.3: SH-ICC plots for attribute 2 and 5 of example instance 2 of The Monks Problem 3.
These examples illustrate how SH-ICC plots can reveal whether there is something special
about a particular feature value, as is the case for feature values in Figure 5.2, or whether a
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feature value has a similar effect as other feature values in the domain, such as the feature values
displayed in Figure 5.3.
SH-ICE plots
Figure 5.4 shows the SH-ICE curves of three features, as well as their ICE curves. When we
contrast Figure 5.4 against Figure 5.2, we see that the SH-ICE plots show the inverse relationship
compared to SH-ICC.
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Figure 5.4: SH-ICE plots for attribute 2, attribute 4, and attribute 5 of example instance 1 of
The Monks Problem 3.
In Figures 5.4b and 5.4c, the ICE curves show similar relationships between confidence score and
feature value as the SH-ICE plots, although the ICE curve in Figure 5.4c does not reveal the larger
impact of attr5 = 3 compared to attr5 = 0 and attr5 = 1. More concerning, the ICE curve
in Figure 5.4a is flat, suggesting that changing attribute 2 has no impact on the prediction. The
SH-ICE curve, however, shows that attribute 2 actually has a negative impact on the confidence
score, revealing the presence of interaction effects involving attr2 = 2. This is in line with the
known relationships in Equation 5.14. This example illustrates how SH-ICE plots can be used
complementary to regular ICE plots, in order to reveal the existence of interaction effects.

5.5

Conclusion

We concluded our literature review in Chapter 4 with the decision to focus on the utility of SHAP
explanations for processing alerts.
SHAP. This chapter detailed how SHAP explanations are derived, highlighting the connection to
the Shapley value from cooperative game theory. We formally defined SHAP values and discussed
the properties that uniquely define SHAP explanations: pay-off efficiency, symmetry, additivity,
and null player. Subsequently, we explained why SHAP values are so computationally expensive
to compute and how they can be approximated.
SH-ICC and SH-ICE. We introduced two novel visualization approaches, SH-ICC and SH-ICE.
We have shown through illustrating examples how these visualizations might be useful for users
to investigate the stability of the model and identify the presence of interaction effects. After a
discussion with fraud analysts at the bank, it was decided that these explanations are too detailed
for fraud analysts to use in their daily work. Therefore, we leave an evaluation of the proposed
visualizations to future work.
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Chapter 6

A Human-Grounded Evaluation of
SHAP for Alert Processing
In Chapter 4, we have seen that the utility of different explanation methods in different scenarios
has not been researched extensively. This brings us to our second research question: to what
extent are local explanations useful for human domain experts who process alerts? To answer this
question, an exploratory human-grounded evaluation of SHAP explanations is performed.

6.1

Motivation

Evidence for the utility of different explanation methods for assessing correctness in a decision
support scenario is mostly anecdotal. In contrast to common assumptions, Poursabzi-Sangdeh
et al. (2018) found that exposing a model’s global internals typically decreased people’s ability to
detect when the model made a mistake on unusual instances. This result shows the importance
of user testing for validating intuitions on the utility of interpretable systems.
To assess the utility of SHAP explanations for alert processing, a human-grounded evaluation
is performed in the form of two user experiments. Note that the goal is not to determine factors
that influence the general interpretability of an explanation, such as done by e.g. Lage et al.
(2019). Instead, the utility of an explanation for a particular task is evaluated: processing alerts.
The evaluation consists of two experiments in which real humans process alerts. As the tasks
are not related to a real-life application, the evaluation can be categorized as a human-grounded
evaluation (see Section 4.3.3).
The remainder of this chapter is structured as follows. In Section 6.2, research hypotheses
are introduced. Section 6.3 covers the experiment setup and results of the first experiment. In
Section 6.4 we discuss a follow-up experiment and the corresponding results. Section 6.5 discusses
concluding remarks.

6.2

Research Hypotheses

As there is little previous research to rely on, our experiments are of an exploratory nature. In
order to formulate our research hypotheses, we identify cases in which SHAP values might increase
task utility for alert processing. Recall from Section 4.3.2 that task utility can be divided into
task effectiveness, task efficiency, and mental efficiency.

6.2.1

Task Effectiveness

Explanations can help to identify whether the model’s prediction is based on reasonable arguments
(Lage et al., 2019). Reasonable arguments increase the model’s credibility, providing evidence
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for the model’s correctness. Counter-intuitive arguments, on the other hand, may decrease the
model’s credibility and could imply that a prediction is incorrect. For example, consider a SHAP

Figure 6.1: Example of a counter-intuitive SHAP explanation. The task is to predict whether
this person earns more or less than $50,000. The feature value education-num = 2 corresponds
to a person that has finished fourth grade of primary school. The feature value contributed
substantially to the prediction, even though low education typically is not considered a predictor
of high salary.
explanation in which feature value education-num = 2 contributes substantially to the model’s
belief that a person earns more than $50,000 per year (see Figure 6.1). In this example, educationnum = 2 indicates that this particular person has dropped out of primary school after at most
fourth grade. As education typically increases salary prospects, one could argue it is counterintuitive to assign a high positive contribution to little education. Without a SHAP explanation,
one could have only guessed why the model assigned the high confidence score of 0.91 to this person
and may have trusted the model’s confidence. In such cases, SHAP explanations may increase alert
processing effectiveness. Contrarily, the SHAP explanation may reveal aspects of the instance the
domain expert would not have considered without being exposed to the explanation, even though
they are considered valid arguments. That may also increase task effectiveness.
Hypothesis 1. SHAP explanations increase task effectiveness of alert processing compared to
the model’s confidence scores alone, depending on the reasonableness of the explanation.

6.2.2

Task Efficiency

SHAP explanations reveal which feature values are relevant for the decision, according to the
model. Hence, SHAP values allow the domain expert to determine whether the proposed relationship between the feature values and the prediction matches their domain knowledge. If it does, we
expect the domain expert to process the instance more quickly than if they would have to inspect
the instance more thoroughly themselves. If it does not, the domain expert is likely to spend more
time on an instance. When SHAP values are absent, the domain expert needs to perform a deeper
analysis, regardless of the model’s reasoning. Consequently, we expect task efficiency to be higher
when an explanation is reasonable.
Hypothesis 2. If the number of features of an instance is sufficiently large, SHAP explanations
increase task efficiency invested in alert processing compared to the model’s confidence scores
alone depending on the reasonableness of the explanation.
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6.2.3

Mental Efficiency

As discussed in Section 4.3, the capacity of the working memory is limited (Ward, 2009). When
an instance consists of few features, it is expected to fit into the working memory. In such cases,
the SHAP explanation is unlikely to be of much help with respect to mental efficiency. Moreover,
a SHAP explanation might even decrease mental efficiency because more information is presented.
However, a complex instance with many (tabular) features is unlikely to fit into working memory.
In such cases, SHAP explanations can help the domain expert to focus on a subset of features
that do fit into the working memory. Again, we expect the necessity to further inspect other
feature values to depend on the reasonableness of the SHAP explanation. To conclude, we expect
that SHAP explanations increase mental efficiency when the number of features of an instance is
sufficiently large and the explanation is reasonable.
Hypothesis 3. If the number of features of an instance is sufficiently large, SHAP explanations
increase mental efficiency in alert processing compared to the model’s confidence scores alone,
depending on the reasonableness of the explanation.

6.3

Experiment 1

The first experiment is designed to measure the added value of SHAP explanations, compared
to a confidence score alone. To this end, participants are asked to determine the true class of a
set of instances a classifier classified as positive. Due to limitations of the survey software, task
efficiency (i.e. time spent per task) is not measured in this experiment.

6.3.1

Experiment Procedure

Throughout the experiment, participants are asked to perform alert processing tasks, while alternately being provided with different types of information. In order to mitigate user-specific
effects and increase statistical power, we adhere a within-subjects design, i.e. each participant
is provided with all tasks. The experiment procedure consists of five steps (see Figure 6.2). A
detailed description of the procedure is provided in Appendix B.1.1.
Alert Processing Tasks
1. Introduction

2. General
Questions

3. Mental
Efficiency

4. Task
Effectiveness

5. Written
Reflections

Figure 6.2: Procedure Experiment 1.

Alsert Processing Tasks
For each of the alert processing tasks, the participant is provided with an instance the classifier
classified as positive. For each instance, the participant is asked to predict the true class label,
how certain they are about their decision, and how much mental effort they invested to get to
their answer (see Appendix B.1.1).
Each task belongs either to the SHAP or NoSHAP condition. For tasks in the NoSHAP
condition, participants are provided with the base value, confidence score, and feature values of
the instance (see Figure 6.3a). In the SHAP condition, the participants are also provided with a
SHAP explanation (see Figure 6.3b).
The alert processing tasks are performed in two rounds. The first round is designed for measuring mental efficiency, the second round for measuring task effectiveness.
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(a) No SHAP condition.

(b) SHAP condition.

Figure 6.3: Example of an alert processing task in both the NoSHAP and SHAP condition.

Mental Efficiency. Participants are provided with two sets of five instances, A and B. Each
instance in set A is in the NoSHAP condition whereas each instance in set B is in the SHAP
condition. The two sets are shown in order. The setup is illustrated in Figure 6.4.
A1

A2

A3

A4

A5

B1

B2

B3

B4

B5

Figure 6.4: The experiment setup of the mental efficiency measurement in Experiment 1. The
letter (A or B) indicates the instance set, the number (1,2,3,4,5) the instance in the set. The color
of the box indicates whether SHAP values are provided (white-box) or not (black-box).
Task Effectiveness. In this round, participants are provided with one set of ten instances the
model predicted to be positives. Each instance is shown twice (see Figure 6.5). The first time,
an instance is shown in NoSHAP condition. The second time in the SHAP condition. This setup
allows us to account for the difficulty of instances. That is, any improvement or decrease in task
performance will be due to the additional information provided by the SHAP values. Note that
this setup is not suitable for measuring the difference in mental effort, because the same instance
is shown twice.
1

1

2

2

...

9

9

10

10

Figure 6.5: Visualization of the experiment setup of the task effectiveness measurement in Experiment 1. The number indicates the instance. The color of the box indicates whether SHAP values
are provided (white) or not (black).

Participants’ Written Reflections
After performing the alert processing tasks, participants are asked to discuss their results and
experiences in small groups of at most size four. In their written reflections, the groups discuss
a.o. whether and how it would have been possible to distinguish between false positives and true
positives for each of the ten instances in Step 4, Task Effectiveness.

6.3.2

Experiment Details

Classification Task. Choosing an appropriate classification task for this user experiment is not
trivial. The classification task should be non-trivial for humans. If the task is too easy, participants
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do not need to assess the model’s credibility, as enough evidence can be gathered from the instance
alone. On the other hand, participants should have some domain knowledge about the data set
to be able to argue about the credibility of an explanation. In this study, we use a simplified and
adapted version of the well-known Adult data set from the UCI machine learning repository (Dua
and Efi, 2017) which we retrieved from the open machine learning platform OpenML (Vanschoren
et al., 2013). The related classification task is to predict whether the income of a person exceeds
$50,000 per year based on census data. We believe that our participants will have some intuition
about how census data such as sex and age can influence a person’s income. This makes the data
set appropriate for our goal. Pre-processing steps are further described in Appendix B.1.2.
Classifier. We have trained a random forest classifier on the pre-processed data set using the
RandomForestClassifier implementation from the open source machine learning library scikitlearn (Pedregosa et al., 2011). The performance of the classifier was available to the participants.
See Appendix B.1.2 for more details. SHAP values were computed using the exact TreeExplainer
proposed and implemented by Lundberg et al. (2018).
Participants. A total of 102 students enrolled in an undergraduate introductory machine learning
course participated in our study (see Appendix B.1.2). Although our sample is not representative of
the entire population, within our sample it is ensured that concepts like predictions, probabilities,
and machine learning models are sufficiently understood by all participants to use it as input for
decision-making.

6.3.3

Results

In this section, we discuss the methods and results of our experiment. A more detailed description
of null and alternative hypotheses of the statistical tests as well as more detailed experiment results
can be found in Appendix B.1.3.
Hypothesis 1: Task Effectiveness
Method. We measure task effectiveness through the proportion of correctly identified false positives and true positives. To test our research hypothesis, we need to determine whether there
exists a difference in the participants’ accuracy before and after SHAP values are shown. We test
the null hypothesis using McNemar’s test, which is appropriate for paired dichotomous variables.
Results. Out of a total of 979 collected samples, 136 answers were changed after being exposed
to the SHAP explanation. We fail to reject the null hypothesis at a significance level of α = 0.05
(χ2 (1) = 0.890, p = 0.346). Hence, it can be concluded that the difference in proportion of correct
answers between SHAP (0.61 ± 0.49) and No SHAP (0.59 ± 0.49) was not statistically significant.
Hypothesis 3: Mental Efficiency
Method. Mental efficiency is measured through self-reported mental effort, using the 9-point
Likert-scale introduced by Paas (1992). Low mental effort corresponds to high mental efficiency.
It is assumed that people are able to report the amount of mental effort they invested in a task.
It has been shown that people are quite capable of indicating their perceived mental effort in a
numerical value (Huang et al., 2009).
For each participant, we compute the average mental effort invested in questions where SHAP
values were shown (SHAP ) as well as the average mental effort invested in questions where SHAP
values were not shown (NoSHAP ). We want to determine whether the mental effort for SHAP
is different from the mental effort required for NoSHAP. The null hypothesis is tested using a
two-sided paired t-test. This test is appropriate because mental effort is an interval variable and
observations are independent.
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Some instances may require much more mental effort than others, regardless of the SHAP
condition. Therefore, we start our analysis with testing whether mental effort invested in certain
tasks is much lower or higher than mental effort invested in other tasks within either the SHAP
or No SHAP condition. The method and results of this analysis can be found in Appendix B.1.3.
Results. From our analysis in Appendix B.1.3, we conclude that Question 2 and Question 4
within the SHAP condition required significantly less mental effort than the other questions in
that condition. Hence, data points related to questions 2 and 4 are not considered in the remainder
of the analysis.
The paired t-test assumes normally distributed differences as well as absence of outliers. After
inspection of a boxplot of the average mental effort for SHAP and No SHAP, we have removed one
outlier (see Appendix B.1.3) and concluded that the assumptions are met. We fail to reject the
null hypothesis (t(100)=-0.66, p=0.51), which means that the difference in mental effort between
SHAP (4.80 ± 1.37) and No SHAP (4.74 ± 1.25) was not statistically significant.
Participants’ Written Reflections
Method. A content analysis of the written reflections is performed by means of the grounded
theory approach (Glaser et al., 1968). Each of the reflection reports is coded with respect to
the pieces of evidence that were used to come to a conclusion of on the true class of each of the
instances.
Results. In total, 22 reports are analyzed. Ten types of evidence are identified, which can be
further categorized into four main categories: SHAP values, feature values, the model’s confidence
score, and similar instances. An overview of the codes and the number of times each item has
been mentioned can be found in Table B.4 in Appendix B.1.3.
The primary source of evidence described in the written reflections is the instance itself, i.e. it’s
feature values. After feature values, the model’s confidence score is mentioned most often. SHAP
explanations are used in three different ways. If an explanation is intuitive, participants see this
as evidence of the correctness of the prediction. If an explanation is counter-intuitive, participants
typically ”adjust” the confidence score accordingly. For example, one of the groups argues that:
“the probability might be on the lower side but the SHAP values show that it is mainly brought
down by having a positive capital gain which is quite counter-intuitive. In rare cases, participants
change their initial beliefs based on the SHAP explanation. Finally, the true class of a similar
instance is sometimes mentioned as evidence.
In some cases, SHAP explanations are interpreted unexpectedly with regard to our hypotheses.
For example, one of the groups argues that SHAP predictions only present the information already
present in the feature values visually. Additionally, several groups do not seem to fully grasp the
relationship between SHAP values and the confidence score. For example, these groups view
high SHAP values as additional evidence apart from the high confidence score, rather than an
explanation of the high confidence score.
It is important to note that the written reflections were performed in hindsight. As such, the
results do not necessarily reflect the participant’s behavior during the alert processing tasks.

6.3.4

Conclusion

In this experiment, there was no significant differences in task accuracy before SHAP values were
shown and after they were shown. Additionally, there was no significant difference in terms of
self-reported mental effort between instances for which SHAP values were provided and instances
where SHAP values were not provided. Note that these results do not directly imply that there
is no difference. Hence, we cannot conclude whether SHAP explanations have an impact on task
effectiveness and mental efficiency.
From the written reflections, it can be concluded that the relationship between SHAP values
and the confidence score was not understood by everybody. Moreover, we conclude that apart from
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the instance’s feature values, the leading source of evidence of the true class of an instance was the
model’s confidence score. This is alarming, since raw confidence scores are often poorly calibrated;
i.e., the predicted probabilities often doe not correspond to the true frequencies (Kuleshov and
Liang, 2015). Moreover, a high confidence score does not always imply a higher probability that
the classifier is correct. For example, Goodfellow et al. (2014) show that several machine learning
models can be fooled by adversarial examples: slightly perturbed instances for which the model
outputs an incorrect answer with a high confidence. Finally, despite terminology, the model’s
confidence score typically do not provide a confidence interval which means that it is unclear
how precise the estimates are. Consequently, we argue that confidence scores are not necessarily
suitable for human consumption and may be misleading for domain experts.
Limitations
A limitation of the first experiment is that time was not measured, which means that Hypothesis 2
could not be tested. Another limitation of this experiment is that most of the participating
students have not previously been part of the working force, which means that they are not really
domain experts in the classification task related to the Adult data set. Finally, due to the setup of
the measurement of mental efficiency, some measurements could not be taken into account when
testing Hypothesis 3.

6.4

Experiment 2

In the second experiment, we implement four major changes compared to the previous experiment.
1. Pretest Experiment. Recall that Hypotheses 1, 2, and 3 include a notion of reasonableness of
the SHAP explanation. In order to quantify the extent to which a SHAP explanation aligns
with human intuition, the second experiment is preceded by a pretest experiment in which
we measure human-assigned feature value contributions.
2. Data Set. A different data set is used for which the participants are expected to have more
extensive domain knowledge. Moreover, recall that Hypotheses 2 and 3 include that the
number of features of an instance should be sufficiently large. In the second experiment, the
number of features is increased from five to thirteen.
3. Crossover design. In order to alleviate some of the shortcomings of the previous experiment,
the experiment setup is adapted from a within-subject design to a crossover design.
4. Survey software. By switching survey software, we are able to measure the time spent on
each task.

6.4.1

Experiment Procedure

The experiment setup of the second experiment includes both a pretest experiment and a main
experiment (see Figure 6.6).
Pretest Experiment
In order to quantify to what extent SHAP explanations align with human intuitions, we measure
the human-assigned contributions of feature values of 20 instances. For each instance, participants
are asked to explicitly indicate to what extent they believe a particular feature value would make it
more unlikely, more likely, or would have no impact on the probability of belonging to the positive
class (see Figure 6.7). The participants are randomly assigned to two groups, group 1 and group
2. 10 of the instances are evaluated by group 1, the other 10 by group 2. After the data collection,
the human-assigned contributions are compared to the corresponding SHAP explanations.
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pretest experiment

1. Introduction

2. General
Questions

3. Contribution
Assignment Tasks

main experiment

1. Introduction

2. General
Questions

3. Alert Processing Tasks

Figure 6.6: Procedure Experiment 2. In the pretest, we determine to what extent the SHAP
explanations that are part of the experiment agree with human intuition. In the main experiment,
alert processing tasks are performed to test Hypotheses 1, 2, and 3.

Figure 6.7: Example of the contribution assignment task in the pretest experiment for two of the
thirteen feature values.
Main Experiment
In the main experiment, we adhere a crossover design (see Figure 6.8). Each participant is randomly assigned to either group 1 or group 2. Two sets of instances are considered in the alert
processing tasks, set A and set B. Group 1 will view instance set A in SHAP condition and set
B in NoSHAP condition. Conversely, Group 2 will see set A in NoSHAP condition and set B in
SHAP condition. In addition to the questions asked in the previous experiment, the participants
are asked to provide their reasoning directly after each task; i.e. why they believe a particular
instance is a false positive or true positive.
The crossover design has several advantages over the within-subjects design of the previous
experiment. First of all, in the previous experiment setup, participants had the option to change
their answer after being exposed to a SHAP explanation. In the current setup, all information
is always shown at once, which better resembles alert processing in a decision support scenario.
Second, the new setup allows us to measure all hypotheses in the same experiment. Moreover, as
opposed to the measurement of mental efficiency in the previous experiment, we can account for
differences between instances without excluding data.
Group 1

A1

B1

A2

B2

A3

B3

A4

B4

A5

B5

Group 2

B1

A1

B2

A2

B3

A3

B4

A4

B5

A5

Figure 6.8: Visualization of the experiment setup of the second experiment. The letter (A or B)
indicates the instance set, the number (1,2,3,4,5) the instance in the set. The color of the box
indicates whether SHAP values are provided (white) or not (black).

6.4.2

Experiment Details

Classificaton Task. In the second experiment, the UCI Students Academic Performance data set
is used (Hussain et al., 2018). This data set contains student performance for mathematics in
secondary education of two Portuguese schools. The associated classification task is to predict
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student’s grades in mathematics based on a number of features including e.g. age and number of
previous failures. We convert the regression task to a classification task, based on the minimum
grade required to pass a course.
In order to keep the number of features that needs to be evaluated by the participants of the
pretest experiment to a reasonable number, the 13 features with the highest predictive power are
selected from the total of 22 features.
Classifier. Similar to the previous experiment, we have split the data set into a training and test
set and trained a random forest classifier on the training.
Participants. A total of 20 subjects participated in the pretest experiment (i.e. each instance was
evaluated by 10 participants). All participants of the pretest experiment were BSc, MSc, PDEng,
or PhD students enrolled in either a computer science or industrial engineering program.
The main experiment was executed twice. In total, 57 people participated in the main experiment. The first run had 23 participants, consisting mainly of BSc, MSc, and PhD students
majoring in a computer science related field. 34 students enrolled in a data science Master’s
program participated in the second run.

6.4.3

Results

Pretest: Agreement Between SHAP Explanations and Human Intuition
Method. In order to determine the agreement between human-assigned contributions and SHAP
values, the correlation between the assigned contributions are computed. For several reasons
outlined in Appendix B.2.1, existing correlation measures are not suitable for this comparison.
Therefore, we develop a new correlation metric: the weighted signed rank correlation. As we are
more interested in very high and very low contributions than contributions somewhere in the
middle, this correlation metric gives higher weight to the top and bottom ranks. Moreover, the
signed ranks are used to make sure that relative importance is similar for negative and positive
contributions (see Appendix B.2.1). The proposed correlation metric takes values between -1 and
1. A coefficient of 1 indicate that the agreement between the contribution rankings of is perfect,
coefficients taking 0 indicate that the rankings are independent, and a coefficient of -1 indicate
that the disagreement is perfect (i.e. one ranking is the exact opposite of the other).
Let Rij denote the correlation between the SHAP explanation of instance i and the assigned
contributions of participant j of instance i. Then, the agreement R̄i for instance i is calculated as
the average correlation of the 10 human-assigned contributions:
R̄i =

10
X

Rij

(6.1)

j=1

Results. The SHAP agreement differs across instances but is typically not much lower than 0 (see
Table 6.1). For most instances, the model made a correct prediction and the corresponding SHAP
explanations agree somewhat strongly with human intuitions (R̄i > 0.20). For instances 8, 13,
and 19, the model made a correct prediction, but the human-assigned contributions only slightly
agreed with the SHAP explanation (R̄i ≤ 0.10). For instance 3, the model correctly predicted a
negative, whereas the SHAP explanation strongly disagrees with human intuitions. This shows
that even a seemingly unreasonable SHAP explanation can still result in the right prediction.
With regard to incorrect predictions, it can be observed that the SHAP explanations of instances 1, 10, and 12 are considered counter-intuitive. Figure 6.9 shows an example that illustrates
that the human-assigned contributions are indeed quite different from the SHAP explanation.
On the other hand, the SHAP explanation of instance 15 agrees with human intuition, but the
prediction is incorrect. This shows that even a reasonable SHAP explanation can still result in a
wrong prediction.
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Feature values

Feature contributions

absences = 20

Question 12

-0.02

health = okay

0.02

goout = high

-0.07

romantic = yes

0.01

higher = yes

0.01

paid = no

feature

0.02

schoolsup = no
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-0.09

studytime = 2 to 5 hours

-0.01

Fedu = secondary education

-0.02
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0.01
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(a) SHAP explanation.
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contribution
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(b) Human-assigned contributions.

Figure 6.9: The agreement between the SHAP explanation and human-assigned contributions of
instance 12 is low. For example, humans typically assigned a large positive contribution to higher
= yes, whereas the machine learning model assigned a contribution of 0 to this feature value.
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-0.01
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1
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6

7

8
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1

0

12
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9
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0.27

0.45

0.34
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0.29

0.34
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TP
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1

1

1

0

1

1

1

14

15

16

17

18

19

20

agreement

0.28

0.06

0.11

0.20

0.27

0.25

0.36

0.47

0.10

0.26

performance

TP

FP

TN

TN

FP

TP

TP

TP

FP

TP

included

1

0

0

0

0

0

1

1

1

0

Table 6.1: Results of the pretest experiment. Agreement of human-assigned contributions with
SHAP explanations is computed as the average weighted signed rank coefficient. Performance
indicates whether the model’s prediction resulted in a false positive (FP), false negative (FN),
true positive (TP) or true negative (TN). Included states whether the instance was included in
the main experiment. 1 indicates that the instance was included, 0 that it was not included.

Hypothesis 1: Task Effectiveness
Method. Given the crossover design, we require a more sophisticated statistical test than in the
previous experiment. For Hypothesis 1, we use a generalized linear mixed model (GLMM). Since
the dependent variable, task accuracy, is binary we use a logit link function. We include a fixed
effect for SHAP condition and agreement with human intuition. Following our hypothesis, we add
an interaction effect between condition and agreement. Additionally, given the exploratory nature
of the experiment, the true class of an instance and the certainty of the participant are added as
fixed effects as well. The exact structure of our model can be found in Appendix B.2.2.
Recall that the experiment is not confirmatory. Consequently, we do not bother to account
for multiple testing in the family-wise error. As such, any “significant” results should be seen as
possible relationships. Further research is required to confirm the true existence and causal nature
of any identified relationships.
Results. From our analysis in Appendix B.2.2, it can be concluded that the assumption of normal
residuals is reasonable. Two of the fixed effects are significant at α = 0.05.
Agreement with human intuition has a negative effect on task accuracy in the SHAP condition
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(−7.17±3.21, p = 0.026) and the interaction effect of SHAP:agreement is insignificant (0.70±1.37,
p = 0.61). Consequently, it seems that a higher agreement resulted in more inaccurate predictions,
regardless of the SHAP condition. Since participants in the NoSHAP condition were not exposed
to the SHAP explanation, this likely indicates that instances for which the SHAP explanation
corresponded with human intuition were more difficult.
The true class of an instance has a significant effect on task accuracy at α = 0.05 (2.34 ± 1.10,
p = 0.03). This result indicates that true positives were easier to detect than false positives. This
may be due to the true difficulty of the instances, but could also be a result of the participants’
decision making process. From the current analysis the exact cause cannot be identified.
Hypothesis 2: Task Efficiency
Method. Task efficiency is measured as time spent on a task. A longer time refers to lower task
efficiency and vice versa. Since time is a continuous metric, a linear mixed effects model is used
(see Appendix B.2.3). Again, we include the effect of SHAP condition, agreement with human
intuition, the interaction effect between SHAP and agreement, the true class of the instance, and
certainty of the participant.
Results. Even after data transformations, normality of the residuals could not be assumed (see
Appendix B.2.3). Hence, no conclusions can be made with regard to task efficiency.
Hypothesis 3: Mental Efficiency
Method. Mental efficiency is measured as self-reported mental effort. A linear mixed effects model
is used and includes the same effects as before (see Appendix B.2.4).
Results. The assumption of normally distributed residuals is reasonable, the fixed effects are
inspected. None of the effects are significant at α = 0.05, except for certainty (−0.26 ± 0.04
p = 7.94−13 ). This result indicates that tasks for which the participants were more certain
required less mental effort.
Participants’ Reasoning
Recall that after each alert processing task, the participants are asked to articulate why they
believed a certain instance was a false positive or a true positive.
Method. To analyze the difference between the participants’ replies with and without SHAP
explanations, we perform a text analysis. After several pre-processing steps (see Appendix B.2.5),
the replies are vectorized into a matrix that indicates the presence of each term in each of the
replies.
For each combination of an instance and condition, the proportion of replies that contains a
particular term is computed. Subsequently, for each of the instances, the proportions in the SHAP
and No SHAP conditions are compared. If the absolute percentage point difference between the
two proportions is larger than 0.2, the corresponding replies are further inspected.
Results. In total, 20 terms were identified for which the absolute percentage point difference was
larger than 0.2 (see Appendix B.2.5). After further inspection of the textual replies, it became
clear that some of the differences were due to different wordings (e.g. study time versus studytime)
and in some cases terms were mentioned because the participants did not agree with the SHAP
explanation (e.g. “I do not take into account that much the failures = 0 ”). However, in some
cases, the participants’ reasoning did seem to be affected by the SHAP explanation.
For instance 6, only 1 of the 17 participants that replied in the No SHAP condition mentioned
the fact that the student did not want to pursue higher education. Contrarily, the willingness
to pursue higher education was mentioned in 8 of the 27 replies of participants in the SHAP
Interpretable Machine Learning as Decision Support for Processing Fraud Alerts

51

CHAPTER 6. A HUMAN-GROUNDED EVALUATION OF SHAP FOR ALERT
PROCESSING

condition. Not unexpectedly, it turns out that higher education had a SHAP value of -0.08; the
second largest contribution in the SHAP explanation. Similarly, absence was brought up in 11 of
the 29 SHAP replies of instance 9 and only in 2 of the 20 No SHAP replies. Again, we observe
that absence had a SHAP value of 0.08; the largest in the explanation. Likewise, were brought
up much more often for instance 10 in the SHAP condition (8 out of 22) than in the No SHAP
condition (3 out of 30). We observe similar behavior for absences in replies related to instance 10
(3/30 No SHAP, 8/22 SHAP ) the failure in replies related to instance 11 (5/20 No SHAP versus
11/25 SHAP ), and the term paid in replies related to instance 18 (1/28 No SHAP versus 4/16
SHAP ).
Note that in each of these cases, feature values of the instance are taken into account more
heavily when presented with a large SHAP value for that feature value. We have not identified any
cases in which feature values that were taken into account by people in the No SHAP condition
were not taken into account by participants in the SHAP condition.

6.4.4

Conclusion

From the pretest experiment, it can be concluded that SHAP explanations do not always correspond to human intuitions. In particular, a reasonable SHAP explanation can result in the wrong
prediction and a seemingly unreasonable rationale can result in the right prediction.
No significant differences in task effectiveness, task efficiency, and mental efficiency were measured when SHAP values were shown compared to when they were not available to the participant.
We did find that the true class of an instance may have an effect on task accuracy, but it is unclear
whether this is due to the difficulty of the selected instances or to the participants’ decision making
process. Additionally, we found a negative relationship between certainty and mental effort, which
indicates that the participants were more certain about instances that required less mental effort.
From the analysis of the textual replies, it can be concluded large SHAP values do affect the
reasoning that is applied by people performing alert processing. In particular, large SHAP values
can bring feature values of the instance to attention that would otherwise be ignored.
Limitations
One of the limitations of this experiment is that the number of features per instance is limited to
13. This was necessary to be able to guarantee the quality of the human-assigned contributions.
Because of this limitation, we could not test whether there exists an increase in mental efficiency
for SHAP explanations for a much larger number of features.

6.5

Conclusions

In this Chapter we have described our attempts to answer the second research question: To what
extent can local, model-agnostic explanations be useful for human domain experts who process
alerts?
No significant difference in task utility. In neither of the two experiments it could be concluded
whether SHAP explanations significantly impact task utility measures as task effectiveness, task
efficiency, and mental efficiency. Therefore, we cannot conclude that SHAP explanations are useful
for human domain experts performing alert processing tasks.
Our failure to reject the null hypotheses could be due to a lack of data. On the other hand, the
difference between the two conditions could be very small in reality. If the latter is the case, this
would imply that SHAP explanations do not impact mental efficiency and task efficiency, even
though the amount of provided information is larger. Further research is required to assert which
one is the case.
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True class impacts task accuracy and certainty impacts mental effort. We identified a positive
relationship between the true class of an instance and task accuracy as well as a negative relationship between the participants’ certainty and the invested mental effort. Further research is
required to determine whether these relationships are generalizable.
Model’s confidence scores are leading. Our analysis of the written reflections of participants of
Experiment 2 has shown that, apart from the feature values themselves, the leading source of
evidence was the model’s confidence score. This is concerning, since confidence scores are not
necessarily suitable for human consumption.
Large SHAP values impact reasoning. Our textual analysis of the participants’ reasoning in Experiment 2 has shown that large SHAP values can bring to attention feature values that are
otherwise ignored. This shows that even though we could not identify a significant difference
in task utility, the SHAP explanations did have an impact on the participants’ decision-making
process.

6.5.1

Limitations

A limitation of the conducted experiments is that the alert processing tasks were not part of a
real-world application. This may affect the participants’ decision-making process. Furthermore,
the participants of our experiments were not randomly selected from the entire population of
domain experts and may not be representative for other groups within the population.

6.5.2

Future Work

Possible extensions of this experiment include evaluating different predictive models (e.g. regression models, other model classes) and explanation methods (e.g. LIME), using different datasets
and participants (e.g. domain experts or data scientists). In particular, we would like to replicate
the experiments with a data set that contains a larger number of features.
Additionally, future work could consist of a deeper analysis of the gathered data. It would be
interesting to determine why the null hypotheses with regard to the task utility metrics could not
be rejected. Post-hoc equivalence tests can be performed to verify the absence of a large difference
between the SHAP and No SHAP conditions for each of the three task utility metrics. Moreover,
it would be interesting to identify subgroups in the data for which the difference between SHAP
and No SHAP is exceptionally large. These subgroups could be described e.g. in terms of instance
attributes and participant attributes. Such an approach could result in new hypotheses regarding
the effect of local explanations on different aspects of alert processing performance.
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Chapter 7

CBR for Estimating Local Model
Trustworthiness
In Chapter 6, we have not been able to conclude whether SHAP explanations provide enough
evidence to help domain experts process alerts. In this chapter, we introduce a Case-Based Reasoning (CBR) approach to provide domain experts with evidence of the local trustworthiness of
the model in an interpretable fashion. With this approach, we answer our third and final research
question: to what extent can CBR be useful for domain experts who process alerts?

7.1
7.1.1

Motivation and Intuition
Motivation

In the previous chapter, we have not been able to conclude whether SHAP explanations help domain experts in performing alert processing. The results of our second experiment show that even
a SHAP explanation that does not align with human intuitions can result in a correct prediction.
Conversely, a seemingly reasonable SHAP explanation can still result in a wrong prediction (see
Section 6.4.3). Consequently, it may be difficult for a domain expert to judge whether a prediction
is correct based on a SHAP explanation of the prediction alone.
We expect domain experts to benefit from evidence on the extent to which a model’s prediction
for a new instance can be trusted, given the underlying data. Evidence on the trustworthiness of
a prediction may assist domain experts in assessing its correctness. Moreover, such evidence could
be useful to identify when the classifier is no longer trustworthy due to shifts in the underlying
data distribution. This is particularly relevant in the context of fraud detection, as fraud schemes
change over time.
In this chapter, we introduce a CBR approach that can provide domain experts with evidence
on the trustworthiness of an alert, based on previous similar instances.

7.1.2

Trustworthiness

Recall from Chapter 2 that the goal of a classifier is to minimize statistical risk. The lowest
possible risk that can be attained by any possible classifier is known as Bayes risk and the corresponding classifier as the Bayes-optimal classifier. Similar to Jiang et al. (2018), we define local
trustworthiness as the difference between the Bayes-optimal classifier’s confidence and the model’s
prediction (e.g. fraud or no fraud) for that instance. That is, if the classifier agrees with the
Bayes-optimal classifier, trustworthiness is high, and if the classifier disagrees with the Bayesoptimal classifier, trustworthiness is low. Notably, even the Bayes-optimal classifier can be wrong
in some regions due to uncertainties in the underlying data distribution. This observation sets
trustworthiness of a prediction apart from the correctness of a prediction. That is, trustworthiness
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should be interpreted as an estimate of the reasonableness of the prediction, given the underlying
data distribution.
In practice, the Bayes-optimal classifier is not realizable, because it requires knowledge of the
conditional distribution of the target variable given the feature values, which is unknown for any
non-trivial classification problem. Therefore, empirical measurements of trustworthiness are not
possible. However, our goal is to provide decision support for domain experts that perform alert
processing tasks. Hence, similar to the evaluation of the requirements of good explanations, we
can bypass the difficulty of measuring trustworthiness by measuring utility for domain experts
instead.
A straightforward indicator of trustworthiness is the model’s confidence score. In the first
experiment in Chapter 6, we have seen that the model’s confidence score was one of the leading
sources of evidence in processing alerts. However, raw confidence scores are typically not wellcalibrated, meaning that high confidence scores do not correspond to a high frequency of positives.
Consequently, the model’s confidence score is not the best indicator of the trustworthiness of a
prediction and may be misleading for human domain experts.

7.1.3

Similarity

The basis of our approach is CBR: similar problems have similar solutions and previous solutions
can be used to solve new problems (Kolodner, 1992). The intuition is to (1) retrieve similar
instances and (2) visualize their similarity as well as their true class. If the true class of similar
instances corresponds to the prediction of the model, this provides evidence on the trustworthiness
of the model’s prediction, and the other way around.
An important consideration of our approach is the notion of similarity that is used in the
distance functions in either of the two steps. A straightforward approach is to consider similarity
in feature values. However, instances with very similar feature values are not necessarily treated
similarly by the model. For example, consider a fraud detection decision tree with at its root node
the decision rule amount > $10,000. Two transactions that are exactly the same with regard
to all feature values except for amount are in different branches of the decision tree. Hence, the
transactions may seem similar in the data, but the decision-making process of the model could be
completely different for each of the transactions. Judging the trustworthiness of a new prediction
based on instances that were treated completely different by the model does not seem intuitive.
Instead, it might be more informative to take into account the model’s arguments by means of the
SHAP explanation. Consequently, in this work we will consider the utility of similarity in feature
values, SHAP values, and combinations thereof.

7.1.4

Summary of Approach

For a given instance, which we will refer to as the query instance, our approach consists of the
following two steps (see Figure 7.1):
1. Case retrieval. Retrieve the k instances from the case base that are most similar to the
query instance according to distance function dCR . The appropriate distance function may
be different for different problems. The case base consists of instances for which the true
class is known.
2. Neighborhood visualization. Visualize the k retrieved instances as well as the query instance
as points in a scatter plot, such that:
(a) the distance between any two instances corresponds to their similarity according to
some distance function dN V ;
(b) the colors of the neighbors correspond to their true classes.
The number of retrieved cases, k, is a user-defined parameter; i.e. the user can choose how many
instances they would like to retrieve. Note that a different distance function can be used for dCR
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and dN V . In Section 7.5, we empirically test which combination of distance functions are most
useful in each step for several data sets.

Case Retrieval

dijCR : distance function for case retrieval

k = 10

Neighborhood Visualization

dijNV : distance function for neighborhood visualization

dijNV

dijCR

query instance
nearest neighbors
other instances

(a) Case Retrieval. Retrieve the k instances
most similar to the query instance based on distance function dCR
ij .

query instance
true positives
false positives
true negatives
false negatives
(b) Neighborhood Visualization. Visualize how
similar the retrieved k neighbors are based on
V
distance function dN
ij , as well as the model performance on these specific instances.

Figure 7.1: The two stages of the CBR approach for estimating the trustworthiness of a local
prediction. Note that in each of the two stages, a different distance function can be used.

7.1.5

Outline

The remainder of this chapter is structured as follows. First, related work is discussed in Section 7.2. As stated in the previous section, it is necessary to determine the appropriate distance
functions for each of the two steps in our approach. To determine whether distance functions based
on SHAP explanations are meaningful, we first evaluate whether groups of instances with similar
SHAP explanations can be identified. This is described in Section 7.3. Section 7.4 covers our
approach in more detail. The task effectiveness of our approach for alert processing is evaluated
through a simulated user study in Section 7.5. Additionally, the perceived utility is analyzed in
an application-grounded evaluation in Section 7.6. In Section 7.7, we make concluding remarks
and describe future work.

7.2

Related Work

CBR forms the basis of our approach. CBR decision support systems became popular during the
nineties and many different case-based explanations (CBE) have been suggested in that context
(see e.g. Sørmo et al., 2005, for a review).
Some studies aim to explain solutions provided by CBR systems by means of visualization. For
example, McArdle and Wilson (2003) suggest visualizing the similarity of a set of cases in twodimensional space, where the distance between two cases roughly corresponds to the similarity
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between them. In this way, case-base usage of a CBR system can be explained. We use a similar
visualization in the second step of our approach.
Arguably the most straightforward CBE method is to retrieve the most similar cases. As
we have seen in Section 4.2.2, case-based explanations have been previously applied to explain
predictions of machine learning models in a model-agnostic fashion by Nugent and Cunningham
(2005). As you may recall, Nugent and Cunningham (2005) propose to retrieve the most similar
instance to the current case, weighted by the local feature contributions of the query instance. The
proposed distance function is intuitive, but its utility is not empirically tested. In the related field
of k-Nearest Neighbor (k-NN) classification, the importance of the distance function has been long
recognized. Different weight-setting algorithms have been proposed to improve the performance
of k-NN algorithms. In particular, different algorithms can be distinguished based on whether
weights are applied globally (i.e. across the entire feature space) or locally (i.e. on a subset of
the feature space) (Wettschereck et al., 1997). In our experiments, we consider several distance
functions, including unweighted, locally weighted, and globally weighted functions.
To improve case space awareness, both opposing and supporting cases can be retrieved (Sørmo
et al., 2005; Nugent et al., 2008). For example, a CBE of a classification prediction could consist of
the most similar instance of the same class as the predicted class as well as the most similar instance
that belongs to a different class. Similar to this train of thought, Jiang et al. (2018) propose to
capture trustworthiness into a trust score: the ratio between the distance from the query instance
to the nearest class different from the predicted class and the distance to the predicted class. The
distance to a class is determined based on the nearest instance in a filtered version of the data set
that belongs to a class. Similar to our goal, the trust score aims to indicate the trustworthiness
of a model’s prediction. However, their approach is mostly aimed at automated decision-making
rather than providing decision support for real users. The utility of the trust score for domain
experts is not evaluated. In particular, only the trust score is returned to users, not the involved
instances. This makes it impossible for users to determine whether the derivation of the trust score
aligns with their domain knowledge. Additionally, the score can take any value. Consequently, it
may not be evident to users what values they should consider low or high.

7.3

Clustering SHAP Explanations

Recall that two key ingredients of our approach are the two distance functions used during case
retrieval and neighborhood visualization respectively. The goal of this preliminary clustering
analysis is to determine whether SHAP value-based distances are meaningful. To this end, we
determine whether it is possible to identify groups of instances for which a machine learning
model applied a similar SHAP explanation. Additionally, we are interested in the performance
of the model across such groups. In particular, we would like to determine whether some groups
contain a large proportion of wrong predictions. If this is the case, this is a sign that SHAP
value-based distance function could be useful for alert processing.
In the analysis, we cluster SHAP values retrieved from several machine learning models trained
on three benchmark data sets. Additionally, we perform a similar analysis on a random forest
trained on a real-world fraud-detection data set from the Rabobank.

7.3.1

Clustering

The goal of clustering is to group instances into clusters, that are more closely related to each other
than to instances in other clusters (Hastie et al., 2009a). Clustering is a form of unsupervised
learning (see Chapter 2). Clustering problems are typically more challenging to evaluate than
supervised learning problems, as there is no clear measure of success. What exactly constitutes a
“good” clustering depends heavily on the problem setting and often requires manual inspection of
the clusters.
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7.3.2

Experiment Setup

We cluster SHAP values from four different machine learning algorithms, for three benchmark data
sets. Additionally, we analyze SHAP values of a fraud detection model trained on a real-world
data set from the Rabobank. In this section, we first elaborate our clustering and visualization
approach. Subsequently, we discuss the data sets and machine learning models that are part of
our analysis.
Clustering Approach
Distance Function. The goal of clustering SHAP explanations is to identify groups of instances
that have received similar explanations according to some notion of similarity. The Euclidean
distance function is a natural choice for clustering SHAP values. As opposed to e.g. cosine
similarity, it is a measure of magnitude, not orientation. In the case of SHAP explanations,
magnitude is essential. Additionally, Euclidean distance puts more emphasis on larger differences
than on small ones, which makes it more susceptible to noise than e.g. the Manhattan distance.
In the case of clustering SHAP explanations, this is a desirable trait. We would rather cluster two
explanations that slightly differ on a very large number of features compared to two explanations
that vary a lot on just a single feature.
Clustering Algorithm. There are many clustering algorithms that can deal with Euclidean distances, such as k-means, Agglomerative clustering, DBSCAN, and Gaussian Mixture Models. In
this work we use the k-means algorithm. We experimented with multiple algorithms and found
that results are similar. Hence, we only present the results obtained with the k-means algorithm.
A description of the algorithm can be found in Appendix C.1.1.
Clustering Evaluation Metrics.
using three metrics.

We evaluate the performance of different numbers of clusters

• R2 . The proportion of variance in confidence score that is explained by the confidence score
of the cluster center. This metric is used by (Lundberg et al., 2018) to evaluate SHAP
explanations against different feature attribution methods.
• RMSE. The root mean squared error (RMSE) of the SHAP explanations, compared to the
cluster center. This metric shows how similar, on average, SHAP explanations within each
cluster are.
• Silhouette Coefficient. The Silhouette Coefficient (SC) of an instance indicates how similar
the instance is to other instances in its cluster compared to instances in the next nearest
cluster (Rousseeuw, 1987). The SC of a clustering is the average SC of all instances. The
measure varies from -1 to 1. 1 represents a good clustering in which clusters are dense
and well separated. The value -1 represents a bad clustering, in which instances are closer
to instances in a different cluster than to their assigned cluster. Values around 0 indicate
overlapping clusters.
Visualization. We visualize the similarity of SHAP explanations using two different dimensionality reduction techniques: multi-dimensional scaling (MDS) and t-distributed stochastic neighbor
embedding (t-SNE). Both techniques can be used to reduce the dimensionality of the SHAP explanations to two dimensions and visualize the instances in a 2D scatter plot.
MDS is a dimension reduction technique that minimizes the dimensions of the data set, while
preserving the distance between each pair of instances. It was first introduced by Kruskal (1964).
The distance between each pair of points in an MDS-based visualization roughly represents the
distance between the instances corresponding to the points.
t-SNE, on the other hand, reduces dimensions such that similar instances are grouped together
and dissimilar instances are placed further away (Van der Maaten and Hinton, 2008). As such,
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distances between points do not necessarily correspond to their actual distance. However, the
appearance of ‘islands’ of instances can point towards well-separable clusters of data points.
Another dimensionality reduction technique that is often used for visualization is PCA. In
contrast to MDS, the goal of PCA is to minimize dimensions preserving covariance of the feature
values, not the distance between points. Therefore, PCA is less appropriate than MDS and t-SNE
for our goals.
Benchmark Data Sets
In our experiments, we use three benchmark classification data sets: the UCI Adult data set
(Kohavi, 1997), Phoneme data set (Benedı́ Ruiz et al., 1991), and Churn (Olson et al., 2017) data
set. All data sets were retrieved from OpenML (Vanschoren et al., 2013). A description of the
benchmark data sets, including the classification task, the number of features, and the number of
instances can be found in Appendix C.2.1.
On each data set, we train four different models that vary in interpretability: a k-NN, a logistic
regression model, support vector machine (SVM) with an RBF kernel, and a random forest, as
implemented in scikit-learn (Pedregosa et al., 2011). k-NN and logistic regression models are typically considered interpretable and have been described in detail in Section 4.2.1. Contrarily, SVM’s
with RBF kernels and random forest models are typically not considered interpretable. A description of the SVMs and random forests can be found in Appendix C.1.2 and C.1.3 respectively.
The pre-processing and model selection of the classifiers can be found in Appendix C.2.1.
SHAP values are computed using the Kernel SHAP method (Lundberg and Lee, 2017, see
Section 5.3). Recall that Kernel SHAP is an approximation method for SHAP values. For the
random forest models, the SHAP values can also be computed using the exact Tree SHAP algorithm (Lundberg et al., 2018). By using both approaches, we verify to what extent clustering
performance depends on the exact computation of SHAP values.
Fraud Detection Model
In addition to the classifiers trained on the benchmark data set, we train a fraud detection model
on an anonymized data set provided by the Rabobank (see Appendix C.2.2).
We train the fraud detection model using the random forest model algorithm, as it performs
well on our data set. As stated before, it is important for the Rabobank to reduce the number of false positives. Therefore, an appropriate confidence score threshold must be chosen.
The pre-processing steps and the selection of the confidence score threshold are described in
Appendix C.2.2.
As the fraud detection data set contains over 40,000 instances, we consider only a sample of
the data set in our clustering analysis. The fraud detection problem is severely imbalanced, so a
simple random sample will likely not be informative. Instead, we include all alerts in the training
and validation set as well as a random sample of non-alerts. Alerts are instances to which the
model assigned a confidence score higher than the threshold of 0.24 (see Appendix C.2.2). There
are 2324 alerts in the training and validation set. Additionally, we randomly sample 1000 instances
from the remaining data in the training and validation sets. SHAP values of the total of 3324
instances are computed using the exact Tree SHAP algorithm (Lundberg et al., 2018).

7.3.3

Results

Visualizations Indicate The Utility of SHAP Explanation Similarity
As an example, the MDS and t-SNE visualizations of the Euclidean distance between SHAP
explanations of predictions made by a random forest classifier trained on the adult data set are
shown in Figure 7.2.
As expected, the MDS visualization shows that instances with similar SHAP explanation have a
similar confidence score (Figure 7.2a). This is also visible in the t-SNE visualization (Figure 7.2b).
One should be cautious when interpreting clusters found in t-SNE plots. However, the t-SNE
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Figure 7.2: Visualizations of the similarity of SHAP explanations of a random forest trained on
the adult data set. In 7.2a and 7.2b, the color of the point corresponds to the confidence score
(i.e. model’s confidence) for each of the instances. In 7.2c, the color corresponds to the model’s
performance at a threshold of 0.5. In 7.2c, color corresponds to the k-means clustering for k = 10.
visualization corresponds very well to the k-means clustering for k = 10 (see Figure 7.3d), which
indicates that groups of SHAP explanations are well-separable.
More interestingly, we observe that, although similar instances have similar confidence scores,
similar confidence scores can have dissimilar SHAP explanations. This indicates that there are
multiple types of explanations that can lead to a certain confidence score, in which different
features were important.
When false negatives, false positives, true negatives, and true positives are highlighted, we
observe that some false positives and false negatives are clustered in specific areas of the model
(see Figure 7.2c). This mostly occurs in areas in which the confidence score changes from lower to
higher confidence scores, which is expected. This strengthens our belief on the utility of similarity
in SHAP explanation for alert processing.
For the fraud detection model, the normal transactions all received similar SHAP explanations,
resulting in a hub of low confidence scores, while the transactions deemed fraudulent float around
this hub (see Figure 7.3a). In the t-SNE plot, we observe several clusters of normal transactions as
well as clusters of fraudulent transactions (Figure 7.3b), which correspond quite well to a k-means
clustering with 10 clusters (Figure 7.3d). Finally, we several hubs of false positives and false
negatives exist (see Figure 7.3c), strengthening our belief in SHAP distance-based value functions
for improving fraud alert processing.
Cluster Performance Scores Indicate That SHAP Explanations Are Clusterable
We now cluster the SHAP values of each algorithm/data set combination, using k-means clustering.
We measure the R2 , RMSE, and silhouette score while varying the number of clusters from 2 to
1000. As an example, Figure 7.4 shows the cluster performance for algorithms trained on the
churn data set.
As expected from the visualizations of the k-means clustering (e.g. Figure 7.2d), relatively
few clusters are necessary to achieve a reasonable clustering performance. The largest gains are
typically achieved using 5 to 20 clusters. With more clusters, the Silhouette coefficient starts to
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Figure 7.3: Visualizations of the similarity of SHAP explanations of the fraud detection model.
In 7.3a and 7.3b, the color of the point corresponds to the model’s confidence for each of the
instances. In 7.3c, the color corresponds to the model’s performance at a threshold of 0.24. In
7.3c, color corresponds to the k-means clustering for k = 10.

0.4

rf
svm
knn
lr
rf_kernel

0.2
0.0
101

102

No. clusters

(a) R2

103

RMSE

0.12

0.6

R2

rf
svm
knn
lr
rf_kernel

0.14

0.8

0.10
0.08
0.06
0.04

rf
svm
knn
lr
rf_kernel

1.0
0.8

silhouette

0.16

1.0

0.6
0.4
0.2

0.02

0.0

0.00
10

1

10

2

No. clusters

(b) RMSE

10

3

101

102

No. clusters

103

(c) Silhouette

Figure 7.4: Clustering evaluation metrics for clusters found in SHAP explanations for four classifiers trained on the churn data set. The number of clusters is shown on a logarithmic scale.

decline, indicating that the clusters are less dissimilar.
For all data sets, the clustering performance of SHAP values associated with a random forest
is similar for SHAP values computed using the exact TreeSHAP and SHAP values approximated
using the KernelSHAP. This shows that clustering performance is not impaired by the approximation of SHAP values. Consequently, we can conclude that SHAP values can be clustered in a
model-agnostic fashion.

7.3.4

Conclusion

In our preliminary clustering analysis, we have seen that SHAP values can typically be clustered
very well using relatively few clusters. Moreover, there typically seem to exist subsets of the SHAP
explanations for which the model performs worse than for others. As such, we believe that using
SHAP explanation similarity can be meaningful for alert processing.
An interesting future application of clusters of SHAP explanations is prototype selection. That
is, cluster centers can be used as prototypes representing the model’s rationale for instances within
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the clusters. Such prototypical explanations could be valuable to quickly gain insights into global
model behavior. As global explanations are outside the scope of our problem context, we leave
this to future work.

7.4

CBR Approach

Our CBR approach consists of two steps: case retrieval and neighborhood visualization. An important consideration is the distance function used in each of the two steps. In Section 7.3, we have
concluded that SHAP value-based distances may provide useful. In addition to these distances,
we consider three other distance functions, which we discuss in Section 7.4.1. In Section 7.4.2 and
Section 7.4.3, we explain each step of the approach in more detail. Finally, Section 7.4.4 covers
how our approach satisfies the requirements of our problem context.

7.4.1

Distance Functions

The idea behind our approach is to retrieve and visualize instances that are similar to the query
instance. To this end, we require a distance function that formalizes a notion of dissimilarity.
However, it is unclear which notion of dissimilarity is most useful for alert processing. Moreover,
different combinations of distance functions in the case retrieval and visualization step may be
more useful than others.
As discussed in Section 7.1.3, plain feature value-based distances do not take into account
the machine learning model at all. This does not seem intuitive when one tries to estimate the
trustworthiness a machine learning model. In Section 7.3, we have seen that SHAP explanation
similarity may be useful for alert processing. However, SHAP explanation distance functions may
retrieve instances that have very different feature values, which may not generalize well. We can
combine SHAP explanations and feature values in a single distance function by weighting features
values by the model’s feature importance. As noted in Section 7.2, feature importances can be
defined either globally (i.e. over the entire feature space) or locally (i.e. different for different
subsets of the feature space).
Recall that the importance of SHAP values is provided by its magnitude, not its sign. Consequently, we refer to the absolute SHAP values as SHAP importance. Additionally, individual
SHAP explanations can be converted to global feature importances by taking the average of the
absolute SHAP values over all instances in the data set (Lundberg et al., 2018):
N
X
¯ = 1
|φi |
|Φ|
N i=1

(7.1)

Local SHAP importances can be very different from global SHAP importances. For example,
a particular feature may be relatively important on average, but not contribute at all to the
prediction of a particular instance (see Figure 7.5). Therefore, the utility of feature importance
may depend on whether importance is defined globally or locally. In this work, we consider the
following four distance functions:
• dS – SHAP value distance. Instances that received a similar explanation from the model are
considered similar.
• dF – Feature value distance. Instances that with similar feature values are considered similar.
• dG – Globally weighted feature value distance Instances with similar feature values on features
that are considered globally important by the model (i.e. for the entire feature space) are
considered similar.
• dL – Locally weighted feature value distance. Instances with similar feature values on features
that are considered locally important by the model (i.e. for the query instance) are considered
similar. Note that this distance function is similar to the one suggested by Nugent and
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average SHAP importance

Cunningham (2005), except we use SHAP importances rather than LIME-like local feature
contributions.
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Figure 7.5: Global SHAP importance computed over the Phoneme data set versus the local SHAP
importance of an example instance. The feature V1 has the second-largest global SHAP importance
but does not contribute at all in the local SHAP explanation of the example instance.
As a basic distance function, we consider the weighted Euclidean distance. Given two input
vectors za = (za1 , ..., zam ) and zb = (zb1 , ..., zbm ), and a weight vector w = (w1 , ..., wm ), the
weighted Euclidean distance is defined as follows:
v
uX
um
w(za − zb )2
(7.2)
dab = d(w, za , zb ) = t
j=1

Note that Equation 7.2 is equal to the unweighted Euclidean distance when w is an all-ones
vector. We can describe the four considered distance functions with regard to the input vectors
of Equation 7.2 (see Table 7.1).
As a final remark with regard to distance functions, we would like to stress that for feature
value vectors other basic distance functions may be more suitable than the Euclidean distance. In
particular, the Euclidean distance is only defined for continuous features. For data that includes
categorical features, other distance functions may be more appropriate, such as the Jaccard similarity. In this work, we assume that all feature values are properly normalized and that Euclidean
distance is meaningful. However, we encourage readers to use a different basic distance function
if it is more appropriate for the data set at hand.
Table 7.1: In both the case retrieval and neighborhood visualization stage, we consider four distance
functions that differ with regard to input values of Equation 7.2. As before, xa refers to the feature
¯ is the average
value vector of instance a, Φa is the SHAP value vector of instance a, and |Φ|
absolute SHAP value in the training data. The query instance is referred to as instance q. Finally,
1 denotes an all-ones vector. Note that in the case of locally weighted feature values, only the
SHAP explanation of the query instance is taken into account.
Notation

Description

Definition

dF

feature values

d(1, xa , xa )

dS

SHAP values

d(1, Φa , Φb )

feature values weighted by

¯ xa , xb )
d(|Φ|,

dG

global SHAP importance
dL

feature values weighted by

d(|Φq |, xa , xb )

local SHAP importance
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7.4.2

Case Retrieval

In the case retrieval stage, we want to retrieve instances from the case base that are similar to the
instance we are trying to explain.
The case base consists of instances for which the ground truth is known at the time the machine
learning model is trained. Note that this data set includes both positives and negatives. When the
amount of historical data is relatively small, all instances can be added to the case base. However,
the computational complexity of our approach highly depends on the number of instances in the
case base. As such, we propose to only add a sample of the historical data to the case base. This
can be done by means of random sampling, but more sophisticated approaches such as prototyping
could be used as well. As new data becomes available, new instances can be added to the case
base.
In the fraud detection context, we are mostly concerned with detecting fraud that has a negative
impact on the bank’s clients, such as skimming or phishing. As such, the fraudulent cases will
typically be reported to the bank at some point. Thus, it is reasonable to assume that the true
classes of the instances in our data set are known. As such, we can add all instances and their
ground truth to the case base. Note that in other fraud detection contexts, e.g. money laundering,
these convenient feedback loops typically do not exist. In those scenarios, there will always be a
number of cases that have never been flagged even though they are fraudulent. When instances
that have not been verified are added to the case base, this should be made explicit to the user of
the system, e.g. by means of a different color.

7.4.3

Neighborhood Visualization

Rather than just returning the retrieved neighbors to the user, we propose to visualize the similarity
of the retrieved cases (see Figure 7.1b). In this way, the user can easily view how similar the
retrieved instances are to the query instance as well as to each other. In addition, the user can
view the model’s performance for each of the retrieved instances; i.e., whether they were true
positives, true negatives, false positives, or false negatives. The user can use this information to
determine whether the prediction of the query instance is trustworthy or not. For example, if
many of most similar retrieved instances were false positives, this decreases the trustworthiness of
a positive prediction for the query instance.
Our visualization of the neighborhood consists of a two-dimensional scatter plot in which point
represents an instance. The distance between any two instances i and j roughly corresponds to
V
the dissimilarity of two instances, given distance function dN
ij . Similar to the approach taken by
McArdle and Wilson (2003), we compute the coordinates of the scatter plot using multidimensional
scaling (MDS) (see Section 7.3.2). Color can be used to show interesting aspects of the retrieved
neighbors, such as the model’s performance or the model’s predictions.
The visualization can be further extended based on the problem context in which it is applied. For example, in the case of fraud detection, we know that fraud schemes change over
time. Transactions that occurred a long time ago may be less relevant than newer transactions.
Hence, a valuable extension could be to visualize the maturity of retrieved instances using e.g. an
time-based color scale or a time filter.
Another interesting extension would be to add counterfactual instances to the visualization.
As stated in Section 4.2.2, counterfactual instances are perturbed versions of the query instance
that received a different prediction from the model. Adding these counterfactual instances to the
visualization may help the domain expert to identify and inspect the decision boundary of the
classification model. We leave this to future work.

7.4.4

Evaluation of Requirements

Recall from Chapter 3 that explanations suitable for fraud analysts at the Rabobank must be
local, model-agnostic, and suitable for highly imbalanced, high dimensional, binary classification
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problems. Moreover, they must adhere to the required level of computational efficiency. Additionally, in line with the requirements of a good explanation listed in Section 4.3.1, explanations
must be truthful and understandable. In this section, we describe to what extent the approach
fulfills these requirements.
Context Requirements. Given that we retrieve and visualize instance most similar to a particular
query instance, our approach is local.
The combination of SHAP explanations and CBR renders our method model-agnostic.
The appropriateness of our approach for highly imbalanced classification problems depends on
which instances are included in the case base. For example, when a random sampling approach
is used to select instances from historical data, the number of normal transactions will far exceed
the number of fraudulent transactions. As such, many instances similar to the alerts may not be
part of the case base. To deal with this, one could, for example, initialize the case base such that
the minority class is oversampled and the majority class undersampled. However, oversampling
techniques may result in misleading visualizations. For example, the user may compare the proportion of retrieved instances that belong to the minority class to the original minority/majority
ratio rather than the sampled ratio, which can lead to very different conclusions. Further research
is required to determine to what extent users are affected by different case base configurations.
A disadvantage of any distance-based approach is that it relies on distances between input vectors, which can become meaningless in high-dimensional space due to the curse of dimensionality.
It is expected that the choice of an appropriate distance function will mitigate this risk. However,
further research is required to establish the effect of high dimensionality on the effectiveness of
our approach.
We have developed and implemented our method for binary classification problems, but it can
easily be extended to multiple classification problems.
Truthfulness. As stated in Section 4.3.1, there is no formal definition of truthfulness, which makes
it difficult to measure. However, as we have seen in Chapter 5, SHAP may not provide complete
explanations (i.e. it does not describe the complete decision function of the model) is arguably a
sound explanation method (i.e. the elements that are part of the explanations are truthful). That
is, within the class of additive feature contribution methods, it is guaranteed to adhere to several
desirable properties. As such, our reliance on SHAP explanations increases the truthfulness of our
approach. Additionally, and advantage of case retrieval is that it provided real evidence in the form
of a set of cases (Nugent and Cunningham, 2005). In terms of truthfulness of the neighborhood
visualization, it is important to note that MDS preserves the distances between instances as well
as possible, but it is not an exact representation of the distances.
Computational Efficiency. Recall from Chapter 3, that the required level of computational efficiency depends on the moment computations are performed. In our approach, there are three
major computational tasks: initialization of the case base, computation of the SHAP explanation
of the query instance, and the retrieval and visualization of neighbors.
The initialization of the case base is computationally expensive, as we require a SHAP explanation for each instance. However, these computations can be performed directly after the model
has been trained. As such, this is not a problem for the Rabobank. Future work could focus on
ways for optimizing the case base, for example by leveraging a prototyping approach.
As stated before in Section 4.2.3, the computation of the SHAP explanation of the query
instance can be computed in the required amount of time.
The retrieval and visualization of neighbors should be computed close to real time, such that
the fraud analyst can easily interact with the system.
The computational efficiency of the case retrieval stage highly depends on the number of cases
in the case base. Brute-force k-NN approaches have a running time of O(DN 2 ), where D is the
number of dimensions and N the number of instances. There exist several other algorithms that
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are more efficient in particular settings, such as the KD-tree algorithm (Bentley, 1975). Efficiency
issues can be mitigated by reducing the size of the case base.
Classical multi-dimensional scaling has a computational complexity of O(N 3 ) (Kruskal, 1964).
As such, it can become very slow when the number of neighbors is large. Moreover, as the number
of neighbors increases, the local distance patterns may become less accurate for MDS. This issue
can be solved by limiting the number of neighbors k that can be retrieved by the user to an amount
that results in reasonable computation times.
Understandability. An advantage of CBR is that it is considered a natural way of explaining for humans, because it is thought to resemble our own decision-making process. That is,
the preferences-as-memory (PAM) framework suggests that people make decisions based on information from similar situations they have experienced in the past (Weber and Johnson, 2006).
Moreover, case-based explanations have the same form, regardless of the complexity of the problem (Nugent and Cunningham, 2005). Given these desirable properties, we expect our approach
to be understandable for domain experts.

7.5

Simulated User Experiment

The fraud analysts at the Rabobank rely on many different resources to make decisions. Therefore,
assessing the task effectiveness of our approach in a user study in a real life environment would
require both the machine learning model and our approach to be fully implemented within the
Rabobank infrastructure. Within the time frame of our study, this is not feasible. Instead,
we evaluate the task effectiveness of our visualization for alert processing in a simulated user
experiment. As we have seen in Section 4.3.3, simulated user experiments have been used to
evaluate the coverage, precision and trustworthiness of different explanations by Ribeiro et al.
(2016, 2018). We are not aware of simulated user experiments aimed at the evaluation of alert
processing performance of domain experts. Consequently, we present a novel experiment setup.
In the simulated user experiment, we simulate a situation in which a machine learning model
has been put in production. In this scenario, a model has been trained on historical data and new
data is arriving. For each new instance, the model predicts whether it is a positive or a negative.
Positives will trigger an alert and are inspected by human analysts, while negatives are not further
inspected. Note that this scenario corresponds to the fraud detection scenario at the Rabobank,
displayed in Figure 3.1.
The goal of our experiment is to estimate how well a analyst would be able to process alerts
when provided with our visualization. To this end, we make a few assumptions about how users
interpret the visualization. Based on these assumptions, we estimate how confident user would
be about the instance belonging to the positive class. Note that estimated user confidence corresponds to the perceived trustworthiness of a prediction. In order to determine the utility of the
visualization compared to the model, we evaluate how well the estimated user confidence score as
well as the model’s confidence score correspond to the ground truth.

7.5.1

Method

To simulate the scenario where a model has been put into production, we split our data set in
three different parts. This is visualized in Figure 7.6.
We can describe the experiment further using the following six steps:
1. Split the dataset. We first split the dataset into three different sets: the training data, the
test data, and production data. The training and test data are similar to how they would be
used in a regular machine learning context (see Chapter 2). The production data represents
data that arrives as the model is in production. In a real life setting, the true labels of these
instances are unknown. In our experiment, we do know the ground truth.
2. Train classifier. We train a classifier on the training data.
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instances that can trigger alerts

instances used to train the classifier

training

test

production

instances added to the case base

Figure 7.6: In the simulated user experiment, the dataset is split into three different parts. The
training and test set correspond to data that is available at the time of model inference. The
production set corresponds to data that arrives once the model is in production.

3. Initialize Case Base. As the training and test set contain instances for which we know the
ground truth at the time the model goes into production, we add these instances to the case
base.
4. Initialize Alert Set. We determine which instances from the production data would result in
a positive prediction from our machine learning model. These instances are put in the alert
set.
5. Estimate user’s and model’s confidence scores. For each of the instances in the alert set, we
estimate the user’s confidence in the instance belonging to the positive class as a number
between 0 and 1 (we will explain shortly how this is done). Additionally, we determine the
model’s confidence for each instance in the alert set.
6. Evaluate confidence. Given the ground truth of the instances in the alert set, we can evaluate
and compare the user’s confidence as well as the model’s confidence. To this end, we can
use any evaluation metric that takes confidence as input.
Estimate User’s Confidence Score. In order to estimate the user’s confidence, we make several
assumptions on how they use our visualization. Recall that we are interested in alert processing.
A positive neighbor increases the user’s confidence that the instance is a true positive, a negative
neighbor decreases the user’s confidence. Then, we can estimate the user’s confidence, ci based on
the retrieved neighbors using the following equation:
k
1X
1{yj = 1}
ci =
k j=1

(7.3)

where yj is the true class of instance j. However, some neighbors may be much more similar to the
query instance than others. This is shown to the user in our neighborhood visualization, so the
user will likely take this into account. Therefore, we weight each neighbor’s class by the inverse
distance between the neighbor and the query instance i:
k
P

cw
i

=

j=1

1
dij 1{yj
k
P
j=1

= 1}
(7.4)

1
dij

Note that d1ij is undefined if dij is equal to zero, i.e. if the neighbor is identical to the instance we
are trying to explain. In such cases, we must make an assumption on how the user deals with this.
For example, we can set dij to a number that is at least smaller than the most similar non-identical
neighbor. Following this approach would give a large weight to the identical neighbor, but would
still take into account other neighbors. Alternatively, cw
i can be computed over identical neighbors
only, disregarding all non-identical neighbors. In our experiments, we choose the former approach.
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Evaluation Metric. As an evaluation metric we use the Mean Average Precison (MAP). This
metric takes as input a confidence score and as output a score between 0 and 1. It is defined as
the mean average precision of all evaluated instances, where average precision refers to the area
under the precision-recall curve. The precision-recall curve sets out precision against recall for
different decision thresholds. In this scenario, precision refers to the ability of a classifier to not
label a negative instance as positive. Recall is the ability of a classifier to find all positive samples.
One of the properties that distinguishes MAP is that it takes into account the baseline probability
of belonging to the positive class. As such, it is particularly appropriate for imbalanced data.

7.5.2

Results

We evaluate our CBR approach using the same data sets as in Section 7.3: the adult, churn, and
phoneme benchmark data sets (see Appendix C.2.1) as well as the fraud detection data set from
the Rabobank (see Appendix C.2.2). In the simulated user experiment, we only use the random
forest classifiers, as they had the best classification performance. For the fraud detection data set,
we use the same random forest classifier as in the preliminary clustering experiment described in
Section 7.3.
We evaluate the estimated user confidence scores for each possible combination of distance
functions in Table 7.1. As a baseline, we also add a user confidence score that would be achieved
when no distance function is considered in the neighborhood visualization (i.e. Equation 7.3).
These results represent the case in which similarities are not provided to the user at all.
Recall that the number of neighbors k is a user-set parameter. Consequently, the approach
is evaluated for different values of k, ranging from 1 to 500 neighbors. For each combination of
distance functions, we compare the MAP of the model’s confidence to the MAP of the estimated
user confidence averaged over the different values for k. In Figure 7.7d we summarize the difference
in performance as the average over all possible values of k. However, we would like to stress that
the MAP of the estimated user confidence can vary between different values of k, which we will
discuss shortly. The interested reader can find the MAP against the number of neighbors for each
of the combinations in Appendix C.5.
Estimated User Confidence Mostly Performs Better Than Model’s Confidence
For the Churn, Phoneme and fraud detection classification tasks, the estimated user confidence
mostly results in higher average MAP than the model’s confidence, but the achieved performance
gain typically differs for different combinations of distance functions (Figure 7.7). For the Adult
data set, the estimated user confidence results in worse average MAP scores than the model’s
confidence.
Number of Retrieved Neighbors (k) Impacts Performance
In some data sets, user-set parameter k has a high impact on the performance of the estimated user
confidence. In particular, our approach outperforms the classifier in the Adult data set only for a
very particular range of neighbors (see Figure 7.8a). For the Phoneme and Fraud detection data
sets, a minimum number of neighbors of approximately 20 is typically required to outperform the
model’s confidence score (see Figure 7.8b). When applied to new problems, similar experiments
should be performed to decide upon the appropriate range of k that can be selected by the user.
Unweighted User Confidence Performs Consistently Worse than User Confidence
Weighted By Any Distance Function
For each of the data sets, estimating the user’s confidence as the simple average of the true class of
the retrieved neighbors consistently results in the worst performance. Recall that unweighted user
confidence corresponds to a user who ignores similarity of the retrieved cases. This result shows
the importance of communicating the similarity of the retrieved neighbors to the user, which we
do in the neighborhood visualization step.
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Figure 7.7: Improvement or decrease in average MAP of the estimated user confidence score
compared to the MAP of the model’s confidence score. MAP of the estimated user confidence is
averaged over number of retrieved cases k ∈ {1, 2, ..., 500}. The difference is shown for all possible
combinations of distance functions in the two steps of the approach. F , G, L, and S refer to
the distance functions defined in Table 7.1. U refers to an unweighted estimated user confidence
according to Equation 7.3 (i.e. if the user ignores the distances in the neighborhood visualization).

In Neighborhood Visualization, Performance of dG and dF Often Coincide
The performance of dG (feature values weighted by global SHAP importance) and dF (plain
feature values) often coincide (see Figure 7.9). This indicates that the relative distance between
the retrieved neighbors is similar for these distance functions.
The similar performance of dF and dG might be explained by the fact that global SHAP
importance (i.e. average SHAP importance in the case base) typically does not differ much across
features, resulting in almost identical weights for all features (see Figure 7.10).
A similar but weaker relationship can be observed between dS (SHAP values) and dL (feature
values weighted by local SHAP importance) (see Figure 7.9). Possible reasons for the relationship
between dS and dL are not as conclusive. Moreover, the relationship does not occur for all data
sets. For example, in the Fraud Detection data set, dL typically performs similar to dG and dF
but not to dS . If dL does coincide with dS , this may be explained by the fact that local SHAP
importances are typically sparse; i.e. particular features received a very high importance and
others may have not contributed at all. It could be that instances with similar feature values on
those very important features typically received high SHAP values for those features as well.
Additionally, the variation in SHAP importance in the alert set can influence to what extent
the performance of dG and dF differs from dS and dL . For example, the SHAP importance of
some features in the Churn data set can be extremely high (see Figure 7.10b). For Phoneme,
the differences are much smaller (see Figure 7.10a). Accordingly, the differences in performance
between different distance functions are smaller for Phoneme than for Churn (see Figure 7.9,
please note different scales of the y-axis).
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Figure 7.8: The performance of different neighborhood visualization functions against the retrieved
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Figure 7.10: Distributions of SHAP importance in the case base and alert set. Although local
SHAP values vary from 0 to 0.4; the average SHAP importance in the case base (i.e. the global
SHAP importance) typically does not differ much across features. For Churn, a few features
typically have a much higher SHAP importance in the alert set than in the case base.

dS Mostly Performs Best
For all data sets apart from the Churn data set, using dS performs best for both case retrieval and
neighborhood visualization (see Figure 7.7). In particular, performing case retrieval using dS for
the Phoneme and fraud detection data sets consistently results in top performance, regardless of
the distance function that is used in neighborhood visualization. This indicates that the relevance
of the retrieved neighbors is very high. In the Churn data set, dF and dL perform best for case
retrieval and dL for neighborhood visualization. For this data set, using dS for case retrieval can
result in bad performance when dF or dG are used for neighborhood visualization.
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7.5.3

Conclusion

In our simulated user experiments, we have seen that the estimated user confidence mostly outperforms the model’s confidence. Therefore, it can be concluded that the two-stage CBR approach
can be useful for processing alerts, provided that our assumptions about the user’s interpretation of the visualization hold. Moreover, the increase in classification performance suggests that
our visualization provides more evidence on the trustworthiness of a prediction than the model’s
confidence score.
The achieved performance gain differs across problems and combinations of distance functions.
In particular, for the Adult data set, the estimated user confidence score only outperformed the
model’s confidence for a small range of k using either dS or dF for case retrieval. For other
data sets, often a minimum number of about 20 neighbors is required to increase classification
performance compared to the model’s confidence score. Hence, when implementing our approach,
it is important to perform similar experiments in order to identify the range of neighbors k that
is likely to provide useful evidence of trustworthiness. Accordingly, the options for k the user can
choose from can be adjusted.
We also have seen that unweighted user confidence consistently results in worse performance
than user confidence scores that take into account the distance function used in the neighborhood
visualization. It can be concluded that it is crucial to communicate the similarity of the retrieved
neighbors compared to the query instance, as opposed to simply returning a list of neighbors.
In neighborhood visualization, dF and dG often coincide, likely because global SHAP importance typically did not vary much across features. This suggests that weighting feature values
by global SHAP importances typically does not provide additional information compared to unweighted feature values.
Finally, our results suggest that dS is mostly more useful than other distance functions for
both case retrieval and neighborhood visualization. However, for the Churn data set, the distance
function does not perform as well. More research is required to determine why the performance
of SHAP explanation similarity differs for this data set.

7.6

Application-Grounded Evaluation

To determine the perceived utility of our approach for fraud analysts at the Rabobank, we conduct
an application-grounded evaluation by means of a user study with fraud analysts. In Section 7.6.1,
we introduce the dashboard in which we implemented our approach. Subsequently, we discuss the
results and conclusions in Section 7.6.2.

7.6.1

Dashboard

To conduct an application-grounded evaluation, the two-step approach is implemented in a Pythonbased dashboard1 . For a selected alert, the dashboard displays the model’s confidence, SHAP
explanation, and neighborhood visualization (see Figure 7.11).
Model’s Confidence Score. The model’s confidence is displayed as a score between 0 and 1, including a warning tool-tip that the confidence score may be inaccurate for new alerts.
SHAP Explanation. The SHAP explanation is displayed as a horizontal bar chart, together with
the corresponding feature and its value. The size of a bar indicates the absolute amount of the
contribution of the feature value. Colors and direction are used to emphasize whether a feature
value contributed negatively or positively to the prediction. The user can hover the bar chart to
view the exact amount. As the size (and not direction) of a SHAP value indicates its importance,
the chart is sorted on absolute contributions. Only the 15 most important features are shown. To
1 The dashboard is publicly available on https://github.com/hildeweerts/fpdash. It is implemented using
Dash, a Python based framework for web applications (see https://plot.ly/products/dash/).
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Figure 7.11: Screen shot of the dashboard when applied to predictions of a random forest model
trained on the Churn dataset. (A) The model’s confidence for the selected alert. (B) A bar chart
showing the SHAP values of the selected alert. The user can hover the bars to reveal the exact
value of the contribution. (C) A scatter plot visualizing the distances of the nearest neighbors
to the query instance. The slider can be used to choose the number of neighbors. Under view,
the user can choose between showing the model’s performance and the model’s confidence scores.
Under Similarity, the user can choose to visualize similarity in feature values or similarity in SHAP
values.

keep the explanation simple for users that are less mathematically inclined, we do not communicate
the base value (i.e. average model confidence across the training data set) of the SHAP explanation
to the user.

Neighborhood Visualization. The neighborhood visualization is displayed as a scatter plot. The
user can select the number of neighbors using a slider. For neighborhood visualization, the user
can choose between dF (similar feature values) and dS (similar SHAP values). Additionally, the
user can choose to view either the model’s performance (see Figure 7.11) or the model’s confidence
(see Figure C.9 in Appendix C.6).

Limitations
Our prototype has a few limitations. Due to time limitations, we have not implemented the
functionality to request to see more features in the SHAP explanations. Additionally, it is not
possible at the moment to inspect the feature values and SHAP values of the retrieved neighbors.
Finally, a limitation of our evaluation is that, due to the anonymized nature of our data, the real
feature names were not known to the analysts throughout the evaluation. Instead, we gave a few
examples of features. This may make the assessment of usefulness of SHAP explanations more
challenging for the fraud analysts.
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7.6.2

Results and Conclusion

The goal of the evaluation is to determine how fraud analysts judge the different components of
the dashboard, how the dashboard may be improved, and whether it is perceived useful in terms
of perceived ease of use and perceived usability.
Four fraud analysts participated in the evaluation, which was performed in four individual
evaluation sessions of circa 30 minutes each. Throughout the sessions, analysts were encouraged
to think-out loud. The verbal reports have been analyzed to come to our conclusions. A more
elaborate description of the user study set up and results can be found in Appendix B.
• Following our findings in Section 4.3.2, the dashboard is evaluated on perceived usefulness
and perceived ease of use by means of a short survey consisting of 12 questions on a 7-point
Likert-scale ranging from strongly disagree to strongly agree (Davis, 1989). The average
perceived usefulness was 5.64 and the average perceived utility was 5.96. As such, it can
be concluded that the dashboard was perceived easy to use as well as useful for processing
fraud alerts.
• Despite the fact that feature names were not available to the fraud analysts, SHAP explanations were easily understood and deemed useful to get a quick overview of the alert. In
particular, the visualization is considered to be an improvement over the inconsistent textual explanations that are currently provided for alerts generated by the rule-based expert
system.
• The neighborhood visualization materializes the fraud analysts’ intuitions on the trustworthiness of fraud detection rules. Judging from the fraud analysts’ comments, we expect
the system to be particularly relevant for performing deeper analyses of cases for which a
fraud analyst has not yet developed a strong intuition. As opposed to the rule-based expert
system that is currently predominantly used, the machine learning model is retrained every
day. Consequently, explanations for machine generated alerts are expected to differ much
more than alerts from the expert system, which makes our approach particularly relevant in
that scenario.
• The neighborhood visualization may be difficult to grasp for fraud analysts who are less
analytically inclined.
Improvements
In addition to the conclusions, we have identified the following potential improvements of the
implementation.
• Different views in the neighborhood visualization were hardly used. This indicates that
either more training is required or that the visualization should have been limited to a single
view.
• Distances in the neighborhood visualization should be scaled such that they can be compared
across different alerts.

7.7

Conclusions

In this Chapter we have introduced a novel CBR approach that can be used to assess the trustworthiness of a machine learning model’s prediction. Different from previous work in this area, our
approach considers different distance functions that consider similarity in feature values, SHAP
values, feature values weighted by global SHAP importance, and feature values weighted by local
SHAP importance. Moreover, we have empirically shown that our approach can be useful for
domain experts that perform alert processing tasks. The proposed approach has the following
advantages compared to existing approaches:
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• The usage of CBR and SHAP explanations renders our approach truthful and modelagnostic.
• Our approach leverages the strengths of CBR, resulting in a natural form of explanation that
is based on real evidence. Consequently, users can easily compare the gathered evidence to
their domain knowledge, which is not possible for single trust scores such as proposed by
Jiang et al. (2018).
• The case base can be updated as new information becomes available. As such, as opposed to
the model confidence score, our approach allows to incorporate data other than the training
data.
From the analyses performed in this chapter, we can conclude the following.
CBR approach can assist in alert processing. From the simulated user experiment, it can be
concluded that the estimated user confidence based on our approach mostly outperforms the
model’s confidence. Therefore, we can conclude that our approach is expected to be useful for
processing alerts. Moreover, these results indicate that our approach likely provides more evidence
on trustworthiness than the model’s confidence score. The effectiveness of the approach differs
across data sets. More research is required to understand why it works better for some data sets
then for others.
SHAP value similarity is often the most useful. From our preliminary clustering analysis in
Section 7.3, we find that SHAP values can typically be clustered very well using relatively few
clusters. Moreover, there typically exist clusters in which the proportion of false predictions is
higher than in other clusters. Indeed, in the simulated user experiment, we find that dS mostly
performs best for case retrieval as well as neighborhood visualization. This suggests that, in
accordance to our intuitions, the true class of instances with similar SHAP values provide evidence
on the trustworthiness of a prediction. However, the performance of dS is not as good for the Churn
data set. More research is required to determine why this is the case.
k impacts the expected utility. We can conclude that the number of retrieved neighbors, k, impacts
the expected utility of our approach. In particular, the estimated user confidence typically only
outperforms the model’s confidence score for k > 20. This is an important finding, since related
approaches such as the one suggested by Nugent and Cunningham (2005) suggest to only return
the most similar case to the user.
Communicating similarity to user is imperative for expected utility. From the simulated user
experiments, we can conclude that it is imperative that users to take into account the similarity of
the retrieved neighbors. This shows the importance of visualizing similarities compared to simply
returning a list of neighbors.
Perceived utility of the dashboard is high. From our application-grounded evaluation, we find that
fraud analysts at the Rabobank consider the implementation of our approach easy to use as well
as useful for alert processing. In particular, we expect the system to be relevant for performing
deeper analyses of cases for which a fraud analyst has not yet developed a strong intuition on the
trustworthiness of a particular type of alert. As the fraud detection model at the Rabobank is
retrained every day, we expect the approach to be particularly useful in that scenario.

7.7.1

Limitations and Future Work

• SHAP values are expensive to compute, particularly when the number of features is large.
Since our approach requires the SHAP explanations of all instances in the case base, it is
computationally expensive. This can be mitigated by reducing the number of cases in the
case base, e.g. through prototype selection or sampling approaches.
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• We have evaluated our approach on four different classification tasks with varying results.
Not all of these results are already well understood. In particular, future work could consider
a more extensive analysis on why particular distance functions work well for some data sets
and not as good for others.
• An interesting direction of future work that leverages the clusterability of SHAP explanations
are prototypical explanations. These could be used to provide a global explanation in a
model-agnostic fashion, in the form of a set of prototypes.
• Future work could consider extensions of the neighborhood visualization. In particular,
adding counterfactual instances is expected to provide more insights in the decision boundary
of the model.

Interpretable Machine Learning as Decision Support for Processing Fraud Alerts

75

Chapter 8

Conclusions
8.1

Concluding Summary

In this work we have considered the problem that predictions made by machine learning models
can be difficult to interpret by human domain experts. Consequently, we have set out to answer the
following research question: how can we provide human domain experts with local model-agnostic
post-hoc explanation of predictions that are useful for performing alert processing?

8.1.1

Literature Review

In our literature review, we have identified what goals, techniques, and procedures are described
in literature to motivate, achieve and evaluate interpretable machine learning. Given our aim
to assist fraud analysts in identifying the correctness of alerts, we can classify our motivation
of interpretability as assessing correctness in a decision support scenario. Additionally, we have
identified several techniques that allow for local, post-hoc, model-agnostic interpretability. We
have chosen to focus on one of these techniques, namely Shapley Additive Explanations (SHAP).
In the final part of our review, we have discussed the three requirements of a good explanation:
truthfulness, computational efficiency, and understandability. Different from previous reviews on
interpretable machine learning, we also discussed and categorized several evaluation procedures
that can used to evaluate interpretable machine learning systems with respect to either general
interpretability or utility within a particular use case. In particular, we did not find an empirical evaluation of the utility of local explanations for assessing correctness in a decision support
scenario.

8.1.2

Human-grounded Evaluation

In the second part of this thesis, we have described our attempts to identify to what extent SHAP
explanations can be useful for human domain experts performing alert processing tasks.
We have conducted two experiments in which participants were asked to perform alert processing tasks. We have compared the task effectiveness, task efficiency, and mental efficiency
between tasks in which SHAP explanations were available to the participants, and tasks in which
SHAP explanations were not provided.
In neither of the two experiments it could be concluded whether SHAP explanations significantly impact task utility measures as task effectiveness, task efficiency, and mental efficiency.
Therefore, we cannot conclude that SHAP explanations are useful for human domain experts
performing alert processing tasks.
However, an analysis of the participants’ reasoning in the second experiment suggests that large
SHAP values can bring to attention feature values that are otherwise ignored. This shows that
even though we could not identify a significant difference in task utility, the SHAP explanations did
have an impact on the participants’ decision-making process. Moreover, our analysis of the written
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reflections of participants of the first experiment has shown that a leading source of evidence was
the model’s confidence score. This is alarming, since confidence scores are not necessarily suitable
for human consumption.

8.1.3

Case-Based Reasoning Approach

In the third part of this thesis, we have introduced a novel case-based reasoning approach that
can assist domain experts in assessing the trustworthiness of a model’s prediction. The approach
consists of two steps: (1) case retrieval, in which the instances most similar to the query instance
are retrieved, and (2) neighborhood visualization, in which the distances between the retrieved
instances as well as their true classes are visualized in a 2D plot.
We have evaluated the utility of our approach for alert processing in simulated user experiments using different notions of similarity. In the simulated user experiments, the estimated user
confidence mostly outperforms the model’s confidence. It can be concluded that the proposed approach can improve classification performance during alert processing. The achieved performance
varies per classification task and can be affected by the number of neighbors k as well as the choice
of distance function in each of the two steps. Our results suggest that a distance function that
evaluates SHAP explanation similarity results in the best performance. However, this is not the
case for all of the evaluated classification problems and more research is necessary to determine
why this is the case.
Furthermore, we have implemented our approach in a dashboard and evaluated the implementation with fraud analysts at the Rabobank. It can be concluded that the fraud analysts considered
our implementation to be easy to use as well as useful for performing alert processing tasks.
It can thus be concluded that case-based reasoning can be useful for domain experts who
process alerts.

8.2

Conclusions

With the rise of complex machine learning algorithms, interpretable machine learning has gained
increasing interest in both the research and business communities. However, the evaluation of the
interpretability and utility of explanations has not been researched extensively. On the surface, it
seems obvious that an explanation will be useful in many scenarios. However, as we have seen in
our user experiment, many factors can play a role in human decision-making and these factors are
not trivial to measure. Interpretable machine learning is a multidisciplinary challenge that should
be approached as such. Hence, in order to build and evaluate interpretable machine learning
systems, we must combine insights from machine learning, cognitive psychology, human computer
interaction, and visual analytics.
In this thesis, we have combined several research methods from social sciences, human computer
interaction, and computer science to evaluate explanations and come up with a novel case-based
reasoning approach to assist domain experts in processing alerts. We have shown that the proposed
approach can be useful for different classification problems and is perceived useful by human
domain experts.

8.2.1

Academic Contributions

The academic contributions of our work are as follows:
• A novel CBR approach that can utilize SHAP explanations to provide evidence on the
trustworthiness of a model’s prediction. Different from previous work, we have evaluated
the utility of different distance functions for processing alerts. Additionally, we empirically
show that our approach can be useful for and is perceived useful by domain experts that
perform alert processing tasks.
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• A user experiment on the utility of SHAP explanations for alert processing by human domain
experts. Although we have not been able to conclude that SHAP explanations are useful for
alert processing, we did show that explanations can affect the decision-making process.
• The introduction of two novel visualization techniques, SH-ICE and SH-ICC, that can be
used to understand the derivation of SHAP values, investigate the stability of the model’s
prediction, and identify the existence of interaction effects.
• A review on motivations, methods, and evaluation procedures for interpretable machine
learning. Different from previous reviews, our review includes a categorization of different
human-grounded evaluations that have been used to evaluate the interpretability and utility
of explanation methods.

8.2.2

Business Value

This thesis has been motivated by our case study of fraud analysts at the Rabobank. The business
value of this thesis lies in the novel case-based reasoning approach and the implementation of the
approach in a dashboard. Through the simulated user study, we have shown that the approach
can be particularly useful when used on the fraud-detection data set of the bank. Moreover, the
evaluation with fraud analysts at the bank shows that our implementation is perceived as useful
and easy to use. We have shown that the approach can be useful for fraud analysts at the bank.
As such, we recommend the bank to implement and further extend our approach to assist the
fraud analyst team. Additionally, the utility of our approach can be investigated for different but
related scenarios, such as money laundering.

8.3

Limitations and Future Work

Literature Review
In our literature review, we have attempted to categorize existing techniques for achieving and
evaluating interpretable machine learning. A limitation of the review is that it was not systematic,
hence we cannot be sure that any important literature is missing from our overview.
Human-Grounded Evaluation: User Experiment
A limitation of the user experiments is that the tasks were artificial and, consequently, the participants not real domain experts. It would be interesting to replicate the experiment in an
application-grounded scenario. Possible future work could include extensions of the experiment to
different models, explanation methods, and users. Additionally, we would like to verify whether
an effect of SHAP explanations on task utility metrics is indeed very small.
Case-Based Reasoning Approach
A limitation of our case-based reasoning approach is that it can be computationally expensive,
especially when the number of features is large. Further research is required to determine the best
way to reduce the number of cases in the case base.
Furthermore, some of the results of the simulated user experiment were not conclusive. Future
work could focus on identifying why particular distance functions work well in some scenarios but
not in others.
Another direction for future work is to leverage the clusterabiltiy of SHAP explanations in
prototypical explanations. Such a set of prototypical explanations could be used to provide casebased global model explanations.
Finally, future work could consider the utility of further extensions of the neighborhood visualization. In particular, adding counterfactual instances is expected to provide interesting insights.

78

Interpretable Machine Learning as Decision Support for Processing Fraud Alerts

Bibliography
Abdul, A., Vermeulen, J., Wang, D., Lim, B. Y., and Kankanhalli, M. (2018). Trends and Trajectories for Explainable, Accountable and Intelligible Systems. In Proceedings of the Conference
on Human Factors in Computing Systems (CHI), pages 1–18.
Adadi, A. and Berrada, M. (2018). Peeking Inside the Black-Box: A Survey on Explainable
Artificial Intelligence (XAI). IEEE Access, 6:52138–52160.
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Appendix A

SHAP Explanations
A.1

Shapley Value Properties

The Shapley value is the unique solution that satisfies the following properties: efficiency, additivity, symmetry, and null player (Shapley, 1953).
Efficiency. The efficiency property states that the profit of the game is distributed across the
players. Because the term ‘efficiency’ is semantically overloaded in this work, we will refer to
efficiency in the context of Shapley value properties as pay-off efficiency.
m
X

φj (v) = v(M )

(A.1)

j=1

Additivity. An allocation rule is deemed additive if the distribution of profit across multiple
games is additive.
∀j ∈ M : φj (v + w) = φj (v) + φj (w)
(A.2)
Symmetry. The symmetry property requires that if two players have a symmetrical contribution
across all possible subsets, they will be assigned equal payoffs.
∀S ∈ M \ {j, k} : v(S ∪ {j}) = v(S ∪ {k}) ⇒ φj (v) = φk (v)

(A.3)

Null player. Finally, the null player property is fulfilled if the allocated value for a player that
did not contribute to the profit is zero.
∀S ∈ M \ {j} : v(S ∪ {j}) = v(S) ⇒ φj (v) = 0

A.2

(A.4)

Derivation of SHAP Value

Štrumbelj and Kononenko (2014) derive the definition of the SHAP explanation as follows. First,
the authors define the model’s prediction, conditional to only a subset of the feature values being
known:
fS (xi ) = E[f |Xij = xij , ∀j ∈ S]
(A.5)
where S ⊆ M . The contribution of a subset of feature values, ∆S (xi ), can be defined as the sum
of all interactions across all subsets of those feature values:
X
∆S (xi ) = fS (xi ) − f{} (xi ) =
IW (xi )
(A.6)
W ⊆S
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From Equation A.6, the authors (implicitly) define the contribution of an interaction between a
subset of feature values:
X
IS (xi ) = ∆S (xi ) −
IW (xi )
(A.7)
W ⊂S

As stated before, one of the key concepts of SHAP values is that the contribution of an interaction
is divided among the participating feature values. Hence, the SHAP value of feature value j of
instance i is defined as follows:
φij =

X
W ⊆M \{j}

IW ∪{j} (xi )
|W | + 1

(A.8)

from which the authors derive the following equation for the SHAP value (see Štrumbelj et al.,
2009, for proof):

1 X
∆P (σ,j)∪{j} (xi ) − ∆P (σ,j) (xi )
(A.9)
φij =
m!
σ∈π(M )
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Human-grounded Evaluation
B.1
B.1.1

Experiment 1
Experiment Procedure

Introduction and General Questions
The participants are first given a short plenary presentation about SHAP values, the dataset, and
the classifier. The provided information is available to the participants throughout the experiment.
The quiz starts with several general questions about the participant’s major, study phase, and
familiarity with machine learning.
Alert processing
1. What is the true class label of this instance?
2. How certain are you about your decision?
The participant can choose from a nine-level Likert scale, ranging from (1) very, very uncertain to (9) very, very certain.
3. How much mental effort did you invest to get to your answer?
The participant can choose from a nine-level Likert scale, ranging from (1) very, very low
mental effort to (9) very, very high mental effort. This scale was first introduced by (Paas,
1992) in the context of cognitive load measurement and has been previously applied in
measuring the mental effort required for interpreting different graph visualizations (Huang
et al., 2009).

B.1.2

Experiment Details

Pre-processing
We pre-processed the dataset as follows. First, we selected a subset of features from the datasets
that are easy to interpret. For example, we dropped features with many different unique values.
To speed up computations, we randomly selected 5000 instances that were used for training (75%)
and testing (25%). We filled missing values in the training and test set using the mode (sex ) or
median (all other features), computed over the training data.
Because we would like to understand whether SHAP values allow participants to identify
strange behavior, we intentionally corrupt the model by feeding it corrupted training data. That
is, we select a small subgroup of people and alter their class labels in an unexpected way. We have
randomly selected 90% of the instances for which education-num is smaller than 3 (i.e. they have
finished at most fourth grade) and changed their class label to ‘>50k ’. In total, 26 instances were
altered.
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Classifier
In order to be able to verify whether the model has captured our corruption of the dataset, we
create a very small random forest of three trees with a maximum depth of eight. The data set is
imbalanced; only 25% of the instances belongs to the positive class. To discourage our model from
classifying all instances as negative, we weight mistakes in classifying a positive instance twice as
high as mistakes in the negative class.
Table B.1: Test set performance of the random forest classifier for the modified adult dataset.
Accuracy

AUC

Precision

0.81

0.83

0.60

Participants
102 students participated in our user study. Three of them were enrolled in a graduate program, the
other 99 students in undergraduate programs. The majority of the students major in a computer
science related field, as can be seen in Figure B.1.
Majors
computer science
software science
web science
pscyhology and technology
data science
mechanical engineering
industrial design
human technology interaction
business information systems
0

10

20

count

30

40

Figure B.1: The number of students enrolled in each major. Note that students can major in more
than one subject, i.e. the sum of the counts exceed 102.

B.1.3

Methods and Results

Hypothesis 1: Task Effectiveness
For each evaluation, we know whether it was correct (1) or incorrect (0). Let pa denotes the
theoretical proportion of successful tasks for condition a. Then the null and alternative hypotheses
of McNemar’s test are as follows:
H0 : pSHAP = pN oSHAP

(B.1)

H1 : pSHAP 6= pN oSHAP

(B.2)

The contingency table used to perform McNemar’s test is shown in Table B.2.
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Table B.2: Contingency table of scores in the effectiveness experiment.
SHAP
0
No SHAP

1

0

320

74

1

62

523

Hypothesis 3: Mental Efficiency
One-way ANOVA. We would like to compare the effect of the question on mental effort in both
the SHAP condition and the No SHAP condition. The dependent variable, mental effort, is at interval level and the independent variable, question, consists of five categorical, independent groups.
Moreover, each group contains all subjects. Hence, two repeated-measure one-way ANOVA tests
are conducted, one for the SHAP condition and one for the No SHAP condition.
For samples related to No SHAP condition, we find that there was not a significant effect of
question, F(4, 404) = 1.89, p = 0.11. For SHAP, we find a significant effect of question, F(4, 404)
= 19.02, p = 0.00. Figure B.2 clearly shows that question 2 has a much lower average mental
effort than the other questions.
9
8
7
6
5
4
3
2
1
0

1

2

question

3

4

Figure B.2: Box plot of mental effort invested in each of the questions in the SHAP condition.
To determine whether the means differ significantly, we perform a multiple-comparison post-hoc
test. That is, we compare all pairs of questions using a paired t-test. The family-wise error is
controlled using the Bonferroni correction. The results of this analysis are displayed in Table B.3.
Both Question 2 and Question 4 required significantly lower mental effort than the other questions
in the SHAP condition. Therefore, it is decided to remove these questions from the data.
Paired T-test. Let µd be the mean difference in invested mental effort between No SHAP and
SHAP. Then, the null and alternative hypotheses of the test are as follows:
H0 : µd = 0

(B.3)

H1 : µd 6= 0

(B.4)

Figure B.3 shows the boxplot, histogram, and normal probability plot before removing outliers
for the paired t-test as described in Section 6.3.3. From Figure B.3, we observe that the difference
in average mental effort seems to be normally distributed, apart from a one outlier. We removed
the data point for which the difference in average mental effort was -4. As shown in the histogram
in Figure B.4b reasonably resembles the familiar bell-curve and Figure B.4c features fairly normal
behavior.

Interpretable Machine Learning as Decision Support for Processing Fraud Alerts

89

APPENDIX B. HUMAN-GROUNDED EVALUATION

Table B.3: Results of multiple-comparison post-hoc analysis, using paired t-tests. The family-wise
error is controlled using the Holm-Bonferroni correction. Mental effort invested in Question 2 is
significantly lower than mental effort invested in the other questions.
Group 1

Group 2

Statistic

P-value

Corrected P-value

0

1

1.056

0.293

1.000

False

0

2

6.552

0.000

0.000

True

0

3

1.674

0.097

0.972

False

0

4

3.923

0.000

0.002

True

1

2

5.660

0.000

0.000

True

1

3

0.707

0.481

1.000

False

1

4

3.073

0.003

0.027

True

2

3

-5.436

0.000

0.000

True

2

4

-3.383

0.001

0.010

True

3

4

3.001

0.003

0.034

True

3

3

30

2

2

Frequency

0
−1

Ordered Values

25

1

20
15

0

−4
difference

0

−2
−3

5

−3

1

−1

10

−2

Reject

−4
−4

−3

−2

−1

0

1

2

Difference in Average Mental Effort SHAP and No SHAP

(a) Boxplot.

(b) Histogram.

3

−2

−1

0

Theoretical quantiles

1

2

(c) Normal probability plot.

Figure B.3: Difference in average mental effort for SHAP versus No SHAP before removing
outliers.

25
2

2

Frequency

1
0
−1

Ordered Values

20
15
10
5

difference

(a) Boxplot.

0

−1
−2

−2

0

1

−2

−1

0

1

2

Difference in Average Mental Effort SHAP and No SHAP

(b) Histogram.

−2

−1

0

Theoretical quantiles

1

2

(c) Normal probability plot.

Figure B.4: Difference in average invested mental effort for SHAP versus No SHAP after removing
outliers.

90

Interpretable Machine Learning as Decision Support for Processing Fraud Alerts

APPENDIX B. HUMAN-GROUNDED EVALUATION

Written Reflection
Table B.4: The number of times a reasoning was applied by the 22 groups for each question in the
written reflection. SHAP values either changed existing beliefs of participants, confirmed beliefs,
or were considered counter-intuitive providing evidence on the incorrectness of the prediction.
Feature values could provide evidence on the instance being a false positive, true positive, or
unexceptional. The model’s confidence score could be considered low, medium, or high. Finally,
participants sometimes referred to the true class of similar instances to come to their conclusions.
SHAP
Q

Feature Values

changed beliefs

intuitive

counterintuitive

FP

model’s confidence score

TP

unexceptional

high

low

medium

Similar Instance

1

1

2

9

16

9

0

0

12

0

1

2

0

4

4

3

15

0

5

0

9

6

3

1

7

0

0

16

0

19

0

0

0

4

0

0

15

17

0

0

5

0

0

1

5

1

9

0

4

11

5

0

9

2

5

6

0

6

0

0

14

3

16

0

0

8

7

2

6

0

1

12

1

1

0

7

9

8

0

4

0

0

14

2

12

0

0

8

9

0

6

1

9

4

3

0

14

0

10

10

0

2

1

4

2

3

0

4

0

16

Sum

5

46

30

54

97

17

58

39

18

64
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B.2

Experiment 2

B.2.1

Weighted Signed Rank Correlation

In this appendix, we explain why existing correlation measures are not suitable for comparing
SHAP explanations to human-assigned contributions. Subsequently, we introduce the weighted
signed rank correlation measure and explain why it is suitable for our goal.
Ranks - Question 1 (r=-0.04)

Signed-Ranks - Question 1 (r=-0.10)
10

2

10

5

0
−2
−4

8
6
4

−6

2

−8

0
−0.25

−0.20

−0.15

−0.10

SHAP

−0.05

0.00

0.05

(a) Raw contributions.

0.10

participant 12

12

participant 12

participant 12

Raw Contrib tions - Q estion 1 (r=0.33)
4

0
−5
−10

0

2

4

6

SHAP

8

(b) Ranks.

10

12

−10

−5

0

SHAP

5

10

(c) Signed ranks.

Figure B.5: An example of human-assigned contributions against SHAP values for different transformations of the contributions.

Rank Correlation. A straightforward approach to compare different contributions would be to
simply compute Pearson’s correlation. However, Pearson’s r is very susceptible to outliers, i.e.
extremely low or high contributions. For example, for one of the instances both the participant
and SHAP assigned a very low contribution to one of the feature value (see Figure B.5a). As
a result, the Pearson’s correlation is high (r = 0.33), even though we can see that the positive
relationship is not as clear for the other features. An alternative that is less susceptible to outliers
is Spearman’s ρ, which is Pearson’s correlation on the ranks of the contributions. This type of
correlation is often referred to as a rank correlation measure. When we revisit our example (see
Figure B.5b, we see that rank correlation of the same contributions is negative rather than positive
(ρ = −0.11).
Signed Ranks. However, a simple ranking scheme does not take into account the relative magnitude of both positive and negative contributions. To illustrate this, consider the following
five contributions assigned to 5 features: [−5, 0, 1, 2, 7]. These contributions would receive ranks
[1, 2, 3, 4, 5], which means that a contribution of 2 is further away from 0 (2 ranks) than a contribution of -5 (1 rank). To take the relative magnitude of positive and negative contributions
into account, we can compute the signed-ranks instead (see Figure B.5c). That is, we rank the
contributions according to their absolute value and multiply this with the sign of the original
contribution. For the five contributions discussed before, we would find absolute ranks [4, 1, 2, 3, 5]
and signed ranks [−4, 0, 2, 3, 5].
Weighted Correlation. A disadvantage of using (signed) rank correlation is that changes in ranking for contributions in the middle are taken into account just as much as contributions in the top
and bottom ranking. However, when comparing assigned contributions, we are more interested in
agreement between top and bottom contributions than agreement on contributions somewhere in
the middle. We can deal with this by using a weighted correlation measure. As we care about both
bottom and top rankings, we base our correlation measure on the one introduced by Coolen-Maturi
(2016), which is designed specifically for that goal. However, in their measure, it is assumed that
the ranking goes from 1 to n, where n is the number of items, and that the middle point is at
(n + 1)/2. Contrarily, our signed ranks go from −n to n, resulting in a natural center of zero.
Consequently, the weighted correlation measure cannot be applied directly to our problem context.
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Therefore, we adapt the measure to a weighted signed rank correlation, which we will refer to as
Rw .
Ties. In case of ties, ranks are no longer well defined. We deal with ties using the midrank
method, which assigns a simple average of the ranks of items in the tied group (Gibbons and
Chakraborti, 2010). We assign midranks before signing. Although this method does not affect the
average of the assigned ranks, it does reduce the variation. As a result, the null distributiuon of
the rank statistic is affected. As we only aim to compare the correlations with respect to practical
relevance, this does not matter much for our problem context. However, if one were to perform
a statistical test of significance of the correlation, one should either apply a different method for
dealing with ties, e.g. randomization, or correct for ties during testing.
Weighted Signed Rank Correlation. The weighted signed rank correlation can be defined as follows. Let rij denote the rank of feature i in a (ascending) ranking of the absolute contributions
assigned by observer j. Let sji denote the sign of the contribution assigned to feature i by observer
j θij . That is:

j

−1, if θi < 0
j
si = 0,
(B.5)
if θij = 0


j
1,
if θi > 0
Let w ∈ (0, 1) be the weight. Then, the weighted signed rank score of feature i for observer j is
defined as follows:
j

Sji = sji wn+1−ri

(B.6)

Then, the weighted signed rank correlation between two sets of assigned contributions is defined
by computing the Pearson correlation coefficient on the weighted scores, i.e.
Pn
S1i S2i
(B.7)
Rw = pPn i=12 Pn
2
S
i=1 1i
i=1 S2i
Setting The Weight. Now, we need to determine which value of w is appropriate for comparing
contributions. Low values of w give very high weight to top and bottom ranks, whereas high
high values result in a particularly large gap between positive and negative contributions (see
Figure B.6). This is also reflected in the correlations of our previous example (see Figure B.7. In
this work, we choose w = 0.8.
Weighted scores for n=13
0.75

Weighted scores

0.50
0.25

0.5
0.6
0.7
0.8
0.9

0.00
−0.25
−0.50
−0.75
−10

−5

0

Signed-ranks

5

10

Figure B.6: Weight functions for different values of w for ranks including 13 items.
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0.5-Weighted Signed-Rank - Que tion 1 (r=0.73)

0.2

0.6-Weighted Signed-Rank - Que tion 1 (r=0.57)
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Figure B.7: An example of weighted signed rank correlation for different values of w.
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B.2.2

Hypothesis 1: task effectiveness

We test the hypothesis using a GLMM with a logit link function. The following terms are used in
the model:
• µ, the average score;
• ai , the effect of condition i, with i ∈ {shap, noshap};
• bj , the effect of rank agreement j, with j ∈ [−1, 1];
• ck , the effect of true class k, with k ∈ {0, 1};
• dl , the effect of certainty l, with l ∈ {1, 2, 3, 4, 5, 6, 7, 8, 9};
• em , the effect of participant m;
• fn , the effect of instance n.
ai , bj , ck , and dl are fixed effects. γk and δj are random effects, because participants and instance
are sampled from a larger population. By including these random effects, we can account for
differences across instances and participants. That is, some instances may be more difficult than
others and some participants may be better at alert processing than others. Let sijkl be the
accuracy of participant k for instance l with rank agreement bj in condition i. Our model looks
as follows:
sijkl = µ + ai + bj + ai bj + ck + dl + em + fn

(B.8)

Note that we take into account the interaction effect of rank agreement and condition. To assert
the normality of residuals, we use R package DHARMa (Hartig, 2019). From Figure B.8 it can be
concluded that the assumption of normality is reasonable. At α = 0.05, we can conclude that
agreement has a negative effect on task accuracy in the SHAP condition (−7.17 ± 3.21, p = 0.026)
and that the interaction effect of SHAP:agreement is insignificant (0.70 ± 1.37, p = 0.61). As such,
it seems that a higher agreement resulted in more inaccurate predictions. Additionally, the true
class of the instance has a significant effect on task accuracy at α = 0.05 (2.34 ± 1.10, p = 0.03)
(see Table B.5).

Figure B.8: QQ plot and standardized residual versus predicted residuals.

B.2.3

Hypothesis 2: task efficiency

We test the task efficiency hypothesis using a linear mixed model. The effects denoted in the
same fashion as for the task effectiveness hypothesis. Let tijkl be the time participant k spent on
instance l with rank agreement bj in condition i. Then our model looks as follows:
tijkl = µ + ai + bj + ai bj + ck + dl + em + fn
Interpretable Machine Learning as Decision Support for Processing Fraud Alerts
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Table B.5: Fixed effects GLMM task effectiveness.
Estimate

Std. Error

z value

Pr(> |z|)

-0.75971

1.07233

-0.708

0.4787

0.12213

0.42850

0.285

0.7756

agreement

-7.16686

3.21406

-2.230

0.0258 *

true class

2.34702

1.10253

2.129

0.0333 *

certainty

0.04286

0.07071

0.606

0.5444

SHAP:agreement

0.70387

1.37088

0.513

0.6076

(Intercept)
SHAP

The normal QQ plot shows that the residuals are not normally distributed (see Figure B.9a).
Even after transforming the time variable, the QQ plot still shows skewed tails (see Figure B.9b).
Hence normality of the residuals can not be assumed.

(a) Before transformation.

(b) After transformation t1/4 .

Figure B.9: QQ plot lmm task efficiency.

Table B.6: Fixed effects LMM task efficiency.

B.2.4

df

t valu

e Pr(> |t|)

0.185784

17.296414

14.036

6.92e − 11 ***

0.069119

606.960550

0.556

0.578

-0.733772

0.543775

9.713583

-1.349

0.208

true class

0.060946

0.184994

8.993188

0.329

0.749

certainty

-0.005305

0.012612

654.795935

-0.421

0.674

SHAP:agreement

-0.087561

0.221202

607.743438

-0.396

0.692

Estimate

Std. Error

(Intercept)

2.607568

SHAP

0.038460

agreement

Hypothesis 3: mental efficiency

Similar to the task efficiency hypothesis, the mental efficiency hypothesis is tested using a LMM.
Let mijkl be the mental effort participant k invested in instance l with rank agreement bj in
condition i. The model looks as follows:
mijkl = µ + ai + bj + ai bj + ck + dl + em + fn

(B.10)

The QQ plot shows slightly heavy tails (see Figure B.10) but it is not too concerning. Certainty
has a significant negative relationship with mental effort (−0.26 ± 0.04, p = 7.9( − 13)).

B.2.5

Reasonings

Method
1. Pre-processing. Remove punctuation and convert to lower case.
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Figure B.10: QQ plot LMM mental efficiency.
Table B.7: Fixed effects LMM mental efficiency.
df

t value

Pr(> |t|)

0.37465

80.59612

18.317

< 2e − 16 ***

0.19391

606.75821

1.384

0.167

-0.34856

0.76426

12.36117

-0.456

0.656

true class

0.02791

0.24446

8.95238

0.114

0.912

certainty

-0.26104

0.03570

637.65913

-7.312

7.94e-13 ***

SHAP:agreement

-0.94320

0.62002

607.61506

-1.521

0.129

Estimate

Std. Error

(Intercept)

6.86268

SHAP

0.26832

agreement

2. Lemmatization. Using the WordNetLemmatizer from the Python package nltk, we lemmatize
the words. different from tokenization, in lemmatization the inflected form of a word is taken
into account. As such, different words such as ‘study’ and ‘studying’ will be seen as the same
word. We use an n-gram range of 1 to 3, which means that combinations of words of at
most size three will be taken into account (e.g. low study time can count for a single token).
Finally, English stop words are excluded.
3. Vectorization. The tokens that result form the previous step are used to vectorize the texts
to matrix form. The replies are vectorized based on token presence. That is, if a particular
token is present in the text, the value is 1, regardless of the number of times a token is
present in the text. Vectorization is performed using the CountVectorizer in scikit-learn.
4. Grouping. The replies are grouped per SHAP condition/instance combination. For token,
the proportion of replies that contained it is computed.
5. Comparison. For each of the instances, we compare the proportion of replies between SHAP
and NoSHAP. We filter out tokens for which the difference in proportion was larger than
0.25 and further inspect these.
6. Inspection. We inspect the replies in more detail to determine in what way the tokens were
used.
Results
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Table B.8: For each instance, the terms for which the percentage point difference between SHAP
and No SHAP was larger or equal to 0.2.
percentage

Number of replies

Proportion of replies

No SHAP

SHAP

No SHAP

19

7

0.79

0.5

0.29

failed

1

4

0.04

0.29

-0.25

paid

1

4

0.04

0.29

-0.25

8

5

0.40

0.19

0.21

9

1

0.35

0.06

0.29

higher education

1

9

0.06

0.33

0.27

low study time

5

1

0.29

0.04

0.26

education

2

10

0.12

0.37

-0.25

failure

3

9

0.11

0.36

-0.25

studytime

9

2

0.32

0.08

0.24

point difference
SHAP

Instance 2
absence

Instance 4
time
Instance 5
studytime
Instance 6

Instance 8

Instance 9
absence

2

12

0.10

0.41

-0.31

11

10

0.55

0.34

0.21

low

1

8

0.03

0.36

-0.33

lot

12

2

0.40

0.09

0.31

absence

3

8

0.10

0.36

-0.26

studying

9

2

0.30

0.09

0.21

5

13

0.25

0.52

-0.27

10

2

0.36

0.12

0.23

1

4

0.04

0.25

-0.21

0

6

0

0.25

-0.25

study
Instance 10

Instance 11
failure
Instance 18
studytime
paid
Instance 19
lot
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Appendix C

Case-Based Reasoning Approach
C.1

Clustering and Classification Algorithms

This section describes the clustering and classification algorithms that were used in this study.

C.1.1

k-means

k-means is arguably one of the simplest and most popular clustering algorithms. The goal of
the k-means algorithm is to assign each data point to one of k clusters, such that the average
Euclidean distance from data points in a cluster to the cluster mean is minimized (Hastie et al.,
2009a). The cluster mean is also referred to as the cluster center. This problem is NP-hard, but
a local optimum can be achieved using heuristic algorithms. For example, an iterative descent
algorithm can be used as follows. First, initial cluster centers are randomly selected from the
feature space. Subsequently, each instance is assigned to the nearest cluster center. Based on the
assigned instances, new cluster means are computed. Then, each instance is assigned to the new
nearest cluster center. This process is repeated until the clustering no longer changes. A feature of
k-means is that the number of clusters must be defined beforehand. This can be a disadvantage,
as you need to re-run the algorithm when the number of clusters is increased or decreased. On
the other hand, clusters resulting from k-means are hyper-spherical, whereas clusters resulting
from some other algorithms such as agglomerative clustering can have any shape. Therefore, the
clustering results of k-means can be easier to interpret.

C.1.2

Support Vector Machines

A random forest is an ensemble of decision trees (Breiman, 2001). The idea is to train several
decision trees such that they exhibit low bias and high variance. To achieve this, each tree is
trained on a bootstrap sample of the data. Additionally, at each node split, only a random subset
of features is considered. Moreover, the trees typically are not limited to a maximum depth. At
prediction time, each individual tree makes a prediction. These predictions are then averaged to
come to a final prediction. This step is referred to as bagging and reduces the variance of the
model. Because of this property, the variance of the random forest reduces as the number of
trees is increased. Random forests typically exhibit very good prediction performance. However,
decision trees in a random forest are typically very deep. Therefore, as the number of decision
trees increases, random forests become difficult to interpret.

C.1.3

Random Forest

A support vector machine (SVM) is an algorithm that tries to find a hyperplane in feature space
such that all instances from one class are on one side of the plane, and instances from the other
class are on the other side of the plane (Hastie et al., 2009b). In many cases, however, classes
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are not linearly separable. Therefore, a hyperplane in the original feature space will not work
very well. The idea behind support vector machines is to construct a hyperplane in a transformed
version of the feature space, in which the classes are separable. To this end, the hyperplane is
defined in form of support vectors: instances in the training data that fall within a given margin
of that hyper plane. The goal of an SVM is to make the gap between support vectors on either
side of the hyperplane as big as possible, while penalizing support vectors that are on the wrong
side of the boundary. Computing high-dimensional transformations of the feature space would be
computationally intractable. To efficiently perform non-linear classification, SVM’s use the kernel
trick. That is, the transformations are described using a kernel function in terms of the original
features, which means that the actual transformations do not have to be computed. One of these
kernel functions is the radial basis function (RBF), which allows the decision boundary to take
very complex shapes. Although this may work very well for classification, the resulting model is
typically not interpretable for humans.

C.2

Data Sets and Model Selection

This section describes the pre-processing and model selection of the classification models that were
used in the clustering experiment described in Section 7.3 and in the simulated user experiment
described in Section 7.5.

C.2.1

Benchmark Data Sets

Description
Table C.1: Description of the three benchmark data sets used in this study. Each data set is
retrieved from https://www.openml.org/d/ID.
Name

Classification Task

# Features

# Instances

OpenML ID

Adult

Predict whether a person earns more than $50,000 per
year based on demographic properties.

14

48842

1590

Churn

Predict whether the customer churned based on telephony
account features.

20

5000

40701

Phoneme

Distinguish between nasal and oral sounds based on the
amplitudes of the first five harmonics (sh, d, iy, aa, and
ao).

5

5404

1489

Classification Model
Pre-Processing. The benchmark data sets are preprocessed as follows. First, the data sets are
reduced to 1000 randomly selected instances, to ensure the computations can be performed in a
reasonably amount of time. Then, the sample is split into a training set (75%) test set (25%).
Any missing values are imputed by the median. Some of the algorithms, e.g. SVM and k-NN, are
sensitive to the scale of the data. Therefore, all variables are normalized by scaling them to zero
mean and unit variance. To ensure no information from the test data is lkead into the machine
learning model, the imputation and scaling steps are based on the distributions of variables in the
training data, not the test data.
Model Selection. The performance of a machine learning model on a particular data set often
relies on its hyperparameter settings. Hyperparameters are model parameters that are not learned
during training, but are set in advance (Van Rijn and Hutter, 2018). In order to optimize the
performance of our models, several hyperparameters settings are tried and only the best performing
is used in the final model. The hyperparameter search is performed using a grid search approach
with a 5-fold cross-validation. That is, the training data set is further split into five subsets. For
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each combination of hyperparameter settings, five models are trained, each time using a different
combination of four of the five subsets as training data. The performance of the model is estimated
based on the remaining subset - the validation set. The area under the ROC curve will be used
as a performance measure. The best performing set of hyperparameters is used to train the final
model on the full training data.

C.2.2

Fraud Detection Model

Description
The fraud detection data set consists of 41750 transactions and contains 73 numerical features.
Due to the confidential nature of the data, we do not disclose the meaning of the features. Note
that in practice, the bank uses many more features to train their fraud detection models. However,
for our evaluation purposes, this data set is sufficient.
Classification Model
Pre-processing. Some of the columns in the data set contain invalid values, such as strings shaped
like “01.234.567.890” in a column that otherwise consists of floats or only null values. As the data
is anonymized, it is difficult to perform data cleaning. Consequently, problematic features are
removed from the data set. In total, 16 features are removed, resulting in a data set that contains
57 features. We randomly split the remaining data in a training set (80%) and test set (%20).
Subsequently, we randomly split the training set further into a training set (75%) and validation
set (25%). Note that these splitting ratios ensure that the validation and test set are of equal size.
Any missing values in the training, validation, and test set are replaced by the median value of
the corresponding feature in the training data.
Model Selection. The algorithm that is used to train our fraud detection model is the random
forest algorithm (Breiman, 2001), as it turned out to perform very well on our data set. Additionally, by using a tree-based algorithm, we can leverage the exact Tree SHAP algorithm for
computing SHAP values. We use the RandomForestClassifier implementation in scikit-learn
(Pedregosa et al., 2011). We set the number of decision trees to 100 and leave all other parameters
at their default value.
As stated before, it is important for the Rabobank to reduce the number of false positives.
Therefore, an appropriate model’s confidence score threshold must be chosen that ensures that the
number of false positives is minimized. In practice, the Rabobank wants to ensure a maximum false
positive rate of 100 false positives per million transactions. Given that the data set only contains
a little over 40.000 transactions, the maximum number of false positives is set higher to 1 per 100
non-fraudulent transactions. The validation set is used to determine the model’s confidence score
threshold that achieves this false positive rate. To this end, the receiver operating characteristic
(ROC) curve for the validation data set is computed. From this curve, we choose the largest
confidence score threshold that satisfied our requirement. For the fraud detection model, this is a
confidence score threshold of 0.24.
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C.3
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Figure C.1: Visualizations of the similarity of SHAP explanations for the adult data set.
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Figure C.2: Visualizations of the similarity of SHAP explanations for the churn data set.
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Figure C.3: Visualizations of the similarity of SHAP explanations for the phoneme data set.
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C.4
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Figure C.4: Clustering evaluation metrics for clusters found in SHAP explanations for four classifiers trained on the adult churn, and phoneme data sets, as well as a random forest classifier
trained on the fraud data set. Note that the number of clusters is shown on a logarithmic scale.
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C.5
C.5.1

Simulated User Experiment
Number of Alerts
Data Set

Number of Alerts

Adult

79

Churn

39

Phoneme
Fraud Detection

77
626

Table C.2: Number of instances in the production data set predicted as positive by the random
forest classifier for each of the data sets. The mean average precision in Figure C.7 is computed
over these alerts.
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Figure C.5: Distribution of SHAP importance in the case base compared to the alert set for the
three benchmark datasets.
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C.5.3
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Figure C.7: Mean average precision of the estimated user confidence and model’s confidence for
all possible combinations of distance functions for the benchmark datasets adult, phoneme, churn
and the fraud detection data set. Each figure corresponds to a distance function for case retrieval.
Each line represents a different distance function in the neighborhood visualization, evaluated over
different choices of the number of neighbors k.
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C.6

Alert Processing Dashboard

Figure C.8: Screenshot of the dashboard when applied to the Churn dataset when performance is
selected.

Figure C.9: Screenshot of the dashboard when applied to the Churn dataset when confidence is
selected.

C.7
C.7.1

Application-Grounded Evaluation
User Study Setup

The user study consists of four phases.
Exploration phase. The fraud analysts discover the dashboard without an introduction. The
analysts are encouraged to think out loud and ask questions if anything is unclear. In this way,
we can get a first impression of the interpretability and ease of use of our approach.
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Use Case Phase. Each of the components of the dashboard is explained in detail and the fraud
analysts are asked to determine which ones of the shown alerts they believe to be fraudulent and
which ones are false alerts. Again, the analysts are encouraged to think out loud.
Preferences Phase. In this phase, the fraud analysts are asked to share their thoughts and preferences with regard to the three components of the dashboard: (1) model confidence, (2) SHAP
explanation, (3) interactive case-based performance scatter plot.
Evaluation phase. Following our findings in Section 4.3.2, the dashboard is evaluated on perceived
usefulness and perceived ease of use by means of a short survey consisting of 12 questions on a
7-point Likert-scale ranging from strongly disagree to strongly agree (Davis, 1989).

C.7.2

Results

In total, 4 fraud analysts participated in the evaluation of the dashboard. The evaluation was
performed in 4 individual evaluation sessions of circa 30 minutes each.
Exploration
Model’s Confidence. One of the analysts asked what the model’s confidence meant exactly and
how it should be interpreted. The other three did not mention the model’s confidence during the
exploration.
SHAP Explanation. All analysts were able to correctly interpret the SHAP explanation without
further explanation. It was clear to the analysts that the size of the bars indicated the importance
and the color and direction of the bar indicated whether the feature value contributed positively
or negatively.
Neighborhood Visualization. With regard to the neighborhood visualization, one of the analyst
indicated that they did not know which buttons to click. Another analyst asked how the different
distance functions should be interpreted; i.e. what it means to be “close”. This indicates that the
neighborhood visualization requires a more elaborate introduction than the SHAP explanation.
Use Cases
After a more elaborate introduction to the dashboard, the fraud analysts were asked to indicate
which of the ten displayed alerts they expected to be fraudulent and which ones they expected to
be false alerts.
Model’s Confidence. Most analysts briefly noted the model’s confidence during the analysis. One
of the analyst analyzed the model’s confidence based on the SHAP values. The analyst noted that
some instances triggered on many different features, but received a confidence score of 0.56 which
they considered relatively low. Moreover, the analyst noted that the neighborhood visualization
showed that the model had correctly predicted fraud often for similar instances. This further
decreased the analyst’s trust in the model’s confidence score.
SHAP Explanation. All analysts noted that the SHAP explanation would be very insightful if
the feature names were visible. One of the analysts noted that the SHAP explanation could be
very useful because it provides a quick summary of the most important characteristics of the alert,
which one would otherwise have to query. One of the analysts considered the impact of negative
SHAP values on the model’s confidence score: “even if this feature would not have negatively
contributed, the score would still be very low”. The analyst also noted the number of features
with a high SHAP value. They considered high SHAP values for many features to be evidence on
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the trustworthiness of the prediction; i.e. “the model triggered on multiple characteristics of the
case, so that makes it more likely that it is fraud”.
Neighborhood Visualization. Three of the four analysts used the slider to increase the number of
displayed neighbors. All analysts predominantly used the view that shows model performance in
feature contribution space.
All analysts immediately noted areas in the visualization which a lot of false positives were
present, e.g. “there is a lot or red ones nearby, so that indicates that this could be a false alert”.
Similarly, they considered a lack of false positives in the neighborhood a sign that a transaction
was indeed fraudulent, also taking into account the relative distance to the query instance. One
of the analyst noted that they were unsure about the meaning of the distance in the visualization,
whereas the others did not question the distances.
Some of the analysts compared the distance between the retrieved cases across alerts. However,
in the current implementation, the MDS distances are computed per instance and not scaled across
the different alerts. In future iterations, distances should be scaled across alerts.
One of the analysts noted that there seemed to be different groups of instances, clustered
together. They argued that these instances must have triggered on a slightly different feature.
They would be interested to further investigate what the difference was between these different
clusters.
Preferences
Model’s Confidence. Some analysts noted that it is difficult to determine what constitutes a high
or low model confidence. One analyst noted that the model’s confidence can be an indication, but
should not be decisive.
SHAP Explanation. All analysts agreed that the SHAP explanation would be very valuable.
Two analysts noted that the visualization in a bar chart was a big improvement compared to the
textual descriptions that are currently provided by the rule-based expert-system. It allows to get
a quick overview of the transaction and why it triggered an alert.
Neighborhood Visualization. The opinions on the neighborhood visualization were divided. Three
fraud analysts noted that, although they believed the visualization could provide valuable insights
and was fun to explore, it may be too complicated to perform daily tasks. One of them noted a
single score might be easier to interpret by some of their colleagues that are less trained in data
analysis.
One of the analysts noted that they trusted the neighborhood visualization more than the
model’s confidence score, as the visualization shows clear evidence in the form of historical data.
Two of the analysts noted that the neighborhood visualization materializes the “gut feeling”
analysts develop over time. One of them explained that the rules present in the rule-based expert
system do not change that often, which means that you quickly develop an intuition on which
rules often result in false alerts and which don’t. Therefore, they argued the visualization may
be more useful for novice analysts than more experienced analysts. The other analyst noted
that the visualization could help to process alerts faster, especially when the alerts are very
similar. In particular, they would like to be able to further inspect and assess samples of groups
of transactions for which the model typically performed bad. However, the analyst stressed that
they were typically very interested in such deeper analyses and that other colleagues may be less
interested in such insights.
Evaluation
The average perceived ease of use and perceived utility were higher than 5, indicating that the
participants agreed that the system was useful as well as easy to use (see Table C.3). The opinions
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were more divided for perceived ease of use than for perceived utility, which is reflected in the
higher standard deviation.
Table C.3: Mean and standard deviation of perceived ease of use and perceived utility of the alert
processing dashboard. The metrics are measured on a scale from 1 to 7.
Average

Standard Deviation

Perceived Ease of Use

5,63

1.24

Perceived Utility

5.96

0.86
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