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Abstract
Ray tracing is a technique for simulating the interaction between a light source and its environment. It is widely used for approximating the output of optical systems inside light emitting
devices such as car headlights, stage lights, etc. It involves sending light rays from the light
source and then tracing them through the system until they reach the target of the optical
system. This gives an approximation of the light distribution at the target. Tracing a ray
through the optical system is a fixed, deterministic process which is governed by the physical
laws of reflection and refraction. However, which rays to trace from the source is variable and
is defined by the ray tracing method. The ray tracing method selects a set of rays, defined
by their location on the source and angle at which they leave the source and then traces them
through the system. The goal of a ray tracing method is to choose the rays such that the best
possible approximation of the target light distribution is achieved with the fewest possible rays.
Traditional ray tracing methods such as Monte Carlo and quasi-Monte Carlo operate in a very
straight forward manner. You first choose how many rays you want to trace. The ray tracing
method then selects the specified number of rays according to some specific distribution. The
distribution defines how the selected rays are distributed over the domain of all the possible
locations on the source and angles at which they leave the source. Tracing all the selected
rays then results in a distribution of the light rays at the target. We begin by exploring these
traditional methods.
Phase space ray tracing does things fundamentally different. Since every ray is defined by a
location and an angle, we can plot the light rays as 2D points in source phase space defined by
(q, p) with q the x-coordinate of the location on the source and p the sinus of the angle at which
the light ray leaves the source. Similarly we can also plot rays in target phase space defined by
the location on the target and the angle at which a light ray reaches the target. Given an optical
system, light rays follow a certain path through the optical system. Such a path is defined by
the surfaces the ray interacts with before reaching the target. When plotting the rays in source
phase space, all the rays that follow the same path are located inside a single connected region.
Thus the source phase space is divided into regions of rays that follow the same path. The edgeray principle states that the boundaries of these regions in source phase space will be mapped
to the boundaries of the corresponding groups in target phase space. Consequently, all the rays
within a certain region in source phase space will also be mapped within the corresponding
region in target phase space. This means that if we know what happens to the boundaries of
the regions, that we then also know what happens to the rays inside the regions. Therefore the
goal of phase space ray tracing is to find these boundaries. Is does so by predominantly tracing
rays near the boundaries of the regions. This is achieved through an iterative process. It first
traces a couple of rays. Based on the paths of these traced rays it gets a better estimate of the
location of the boundaries. It then traces rays which are closer to the boundaries. Based on
these rays it can once again find rays closer to the boundary and so on. This iterative process
continues until a stopping criteria determines that the traced rays are sufficiently close to the
boundaries. This gives a point cloud of rays near the boundaries of the regions. Finally this
point cloud is turned into the boundaries of the regions. Using these boundaries the distribution
of light rays at the target can be computed. We explore all these aspects of phase space ray
tracing in great detail.
Finally, the results generated using phase space ray tracing are compared with the results
from traditional methods. Experimental evidence suggests that phase space ray tracing, in
general, traces fewer rays than traditional methods in order to achieve an approximation with
a given accuracy.

i

Contents
1 Introduction
1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
1.2 Ray Tracing Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
1.3 Outline of the thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

1
1
3
7

2 Ray Tracing
2.1 Optical Systems . . . . . . . . . . . . .
2.1.1 Two-Faceted Cup . . . . . . . . .
2.1.2 Multi-Faceted Cup . . . . . . . .
2.2 Representation Rays . . . . . . . . . . .
2.3 Laws of Reflection . . . . . . . . . . . .
2.4 Choice of Rays (Ray Tracing Methods) .
2.5 Monte Carlo . . . . . . . . . . . . . . . .
2.6 Quasi-Monte Carlo . . . . . . . . . . . .
2.7 Uniform . . . . . . . . . . . . . . . . . .
2.8 Intensity . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

8
8
8
9
10
17
18
19
20
21
22

3 Phase Space Ray Tracing
3.1 Phase Space . . . . . . . .
3.2 Ray paths . . . . . . . . .
3.3 The Edge-Ray Principle .
3.4 Triangulation . . . . . . .
3.5 Boundary Reconstruction
3.6 Computation Intensity . .

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

27
27
31
33
35
39
41

4 Results
4.1 Two-Faceted Cup . . . . . . . . .
4.1.1 Monte Carlo . . . . . . .
4.1.2 Quasi-Monte Carlo . . . .
4.1.3 Uniform Distribution . . .
4.1.4 Phase Space Ray Tracing
4.2 Multi-Faceted Cup . . . . . . . .
4.2.1 Monte Carlo . . . . . . .
4.2.2 Quasi-Monte Carlo . . . .
4.2.3 Uniform Distribution . . .
4.2.4 Phase Space Ray Tracing
4.3 Conclusions . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

43
43
43
44
45
47
49
49
50
51
52
53

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

ii

1
1.1

Introduction
Motivation

What enables you to read this? I’m not talking about your linguistic skills, the human biology
or even the invention of the written language. I’m talking about light. There’s a good chance
that you’re reading this with the help of some electric light source. Either the computer screen
if you’re reading this electronically or some overhead light bulb if you’re reading this the old
fashioned way. I needn’t convince you of the incredible power these man-made light sources have
granted us. Even cavemen painting the walls of caves in the flickering light of their fires were
aware of this fact. However, electric light sources have come a long way since Thomas Edison
brought the incandescent light bulb to the masses in the late 19th century. They have become
more powerful, more efficient, and most importantly, more specialized. Most light emitting
devices no longer consist of just a single light source. They usually consist of a light source
together with an arrangement of lenses and reflective surfaces used to shape the light output of
the device. Such an assortment of lenses and reflective surfaces is called an optical system and
they can shape the light in all kinds of ways depending on their application. There are regular
indoor light fixtures, transmitting a soft, even, yellow glow in a wide area, covering your room
in a cozy cast. Then there are giant flood lights, installed high above the stage, focusing their
hard white light on a small circle, just wide enough to capture Hamlet delivering his to be or
not to be soliloquy. There are as many different designs as there are uses for these artificial
lights.
As a manufacturer of optical systems, you want the properties of the systems to fit their
purpose. For example, when designing street lighting, you want the emitted beams of light
to be just wide enough that they illuminate the whole street without causing light pollution.
Designing optical systems with these specific properties is a complicated process of trial and
error. Once an optical system has been designed, its output is usually checked by running a
simulation on a computer. This simulation shoots rays, representing photons, out of the light
source. The simulation then traces these rays as they bounce off the mirrors and refract through
the lenses. This way you can figure out where all the different rays will end up, given the optical
system. This gives you an indication of the properties of the optical system. The only property
that we will consider is the intensity. This is a measure of the distribution of power of the light
radiated from the light emitting device, over all directions, as perceived by the human eye. This
process of tracing the light rays through the optical system is called ray tracing. Figure 1 shows
an example of an optical system and rays being traced through the system.
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(a) An LED, highly designed to meet specific
requirements [17]

(b) An example of a optical system with the lines
representing emitted light rays [15]

Figure 1: An example of an optical system.
Ray tracing is also used in the field of computer graphics for simulating light sources in a 3D
environment. Think, for example, of the sun casting shadows in a video game. Here the world
consists of three-dimensional objects which are illuminated by a virtual light source. We view
this world through a virtual camera which translates the 3D objects to a flat image, viz. the
computer screen. In this case, ray tracing is used to correctly simulate the interaction between
the light source and the objects in the scene. In this application, however, the ray tracing
process is inverted. Instead of tracing the rays from the light source, through the environment
until they reach the camera, the rays are actually traced from the camera until they reach a
light source [1]. This is done because most of the light rays that a source in the 3D environment
emits won’t reach the camera. For example, when you look at a light bulb, only a fraction of
the emitted light rays reaches your eyes. There is also no way of knowing beforehand which rays
emitted from the source will eventually reach the camera. Therefore you would have to trace
rays until a ray reaches the camera by sheer luck. It is far easier and computationally more
efficient to trace rays from the camera to a light source.In this case, you trace exactly as many
rays as necessary, i.e., for every pixel one ray. Figure 2 shows an example of rays being traced
through a 3D environment. In this paper, however, we will disregard backward ray tracing and
only focus on regular ray tracing used for designing optical systems for lighting purposes.
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Figure 2: In computer graphics the ray tracing is inverted [18]
As you can imagine, performing ray tracing can be computationally intensive. In fact, a real
light source emits billions of photons every second. Therefore, if we want a perfect simulation
of the optical system, we would have to trace billions of rays through the system. This is not
feasible. Therefore we will have to approximate the simulation using far fewer rays. Now the
goal is to have the best possible approximation of the intensity of the optical system, with the
fewest possible rays. The process of tracing a ray through an optical system is always more or
less the same since it is governed by physical laws. What we can choose, however, is which rays
to trace. This choice of rays to trace has a direct influence on the quality of the approximation.
For example, you can image that if you only trace the rays that leave the light source at a
specific angle, the obtained approximation will not be a very good representation of the actual
output of the optical system. This choice of rays to trace is where ray tracing methods come
into play.

1.2

Ray Tracing Methods

A ray tracing method defines which rays to trace. The goal of a ray tracing method is to choose
the rays such that the approximation becomes more accurate, as fast as possible, with increasing
number of rays traced. In other words, the goal is to choose the rays such that each ray traced
contributes as much as possible to the approximation. You can image that if you’ve already
traced a ray leaving the light source at a specific angle, that it is then much more beneficial to
trace a ray with a radically different angle than a ray with approximately the same angle.
Two popular ray tracing methods are Monte Carlo and quasi-Monte Carlo ray tracing. With
Monte Carlo, the rays are chosen randomly. More specifically, if we were to design an optical
system in 2D and the light source is represented by a line segment, then the rays are chosen by
picking random locations on the line segment and random angles (relative to the optical axis)
at which the rays leave the source. Then these rays, leaving the source at a random location on
the line segment and at a random angle, are traced through the system. This method leads to
an approximation that very slowly becomes better with increasing number of rays.
√ In fact, the
error of the approximation generated by Monte Carlo reduces proportional to 1/ N r, with N r
being the number of rays. This means that if we wanted an approximation that is ten times
better than a previous approximation, we would have to trace one hundred times as many rays.
Quasi-Monte Carlo does it a little bit better. With quasi-Monte Carlo the rays are distributed quasi-uniformly. Think of a standard light bulb that emits light in all directions
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roughly uniformly. We again consider the light source to be a line segment in 2D. Quasi-Monte
Carlo then chooses rays such that their position on the line segment and the angle at which they
leave the light source are distributed uniformly. This method leads to a better approximation
than Monte Carlo. In fact with quasi-Monte Carlo the error converges proportional to 1/N r.
This means that in order to get a approximation that is ten times better we only need to trace
ten times as many rays.
Dr. Carmela Filosa in her PhD thesis ”Phase Space Ray Tracing for Illumination Optics”
[9] shows that this can be done even better. Her ray tracing method makes use of phase space
and is consequently called phase space ray tracing. Previously we defined rays by their location
on the source line segment and the angle at which they leave the source. This enables us to
represent every ray in 2D as a point defined by location and angle. This space is which every
ray is defined as a point is called phase space. Figure 3 shows an example of a ray represented
in source phase space. Note that the x-axis corresponds to the possible locations on the source,
and that the y-axis corresponds to the possible angles (in radians) at which the ray can leave
the source.

(a) A ray emitted from the source at
x = 1.5 and with an angle of −0.61.

(b) The ray is defined by a point in 2D.

Figure 3: An example of a ray represented in source phase space.
Similarly you could also represent a ray by its location and angle at the target. Figure 4
shows a ray represented in target phase space. Note that now the x-axis corresponds to the
possible locations on the target.
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(b) The ray is defined by a point in 2D.

(a) A ray arriving at the target at
x = −12 and with an angle of 0.26.

Figure 4: An example of a ray represented in target phase space.
The rays in Figure 3 and in Figure 4 are defined in terms of angle and x-coordinate. In
phase space ray tracing, however, every ray will be defined in terms of the sinus of the angle
instead of the angle itself. This enables us to easily compute the intensity.
Not only can you represent rays in phase space, you can also categorize them according
to their path through the optical system. The path of a ray is defined by all the surfaces it
interacts with before reaching the target. For example, ray 1 and ray 2 in Figure 5 follow the
same path since they both hit mirror 2 before reaching the target, whereas ray 3 has a different
path since it hits mirror 1 before reaching the target.

Figure 5: Rays can be categorized according to their path through the optical system.
If we color all the rays in the source and target phase spaces according to their path, an
interesting phenomenon occurs. Figure 6 shows a quasi-Monte Carlo simulation using 103 rays
represented by the source and target phase space in terms of p = sin(θ) and q = x. The q-axis
of the source and target phase space are defined by the source and target of the optical system
shown in Figure 6a. Rays with the same path are given the same color. You can immediately
see that rays with the same path are grouped together in a single connected region. This is the
case both in the source phase space and in the target phase space. In particular, the source
phase space is divided into regions in which every ray follows the same path.
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(a) Each path is represented by a different color ray.

(b) Source phase space with the rays colored
according to their path. The space is divided
into regions of rays with the same path.

(c) Target phase space with the rays colored
according to their path.

Figure 6: An example of 103 rays represented in source and target phase space.
Dr. Filosa’s phase space ray tracing uses this phenomenon to its advantage. This method
primarily traces the rays near the boundaries of the regions. This creates a point cloud of traced
rays along the boundaries. We can then recreate the precise boundaries of the regions using
this point cloud. Finally, we calculate the output intensity using only the boundaries of the
regions. Figure 7 shows 3529 rays traced using phase space ray tracing. You can clearly see
that predominantly the rays near the boundaries of the regions are traced.

(a) Source phase space, p = sin(θ) and q = x.

(b) Target phase space.

Figure 7: In phase space ray tracing predominantly the rays near the boundary are traced.
Since we primarily trace the boundary rays we need fewer rays to get the same result as
with Monte Carlo. The rate of convergence of phase space ray tracing, however, is the same as
Quasi-Monte Carlo, viz. 1/N r.
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1.3

Outline of the thesis

We start with the general concept of ray tracing in section 2. In order to perform ray tracing we
first need an optical system to perform ray tracing in. We consider two different 2-dimensional
optical systems: the two-faceted cup and the multi-faceted cup. These systems consist of a light
source, a target and mirrors. Next, we give a mathematical representation of the rays. We can
then use the laws of reflection to trace the rays through the system. This concludes the process
of tracing a single ray through the system. Next we introduce various ray tracing methods.
We explore Monte Carlo, quasi-Monte Carlo and uniform distribution ray tracing. Finally, we
introduce the concept of intensity, which we use to analyze the output of the different ray tracing
methods.
In section 3, we explain phase space ray tracing. In order to do so, we first need to explain
the concept of phase space and path of a light ray. We then continue with the edge-ray principle.
This theorem explains the importance of the boundaries of the regions of rays with the same
path. Next we explain the triangulation algorithm, which uses phase space and the paths of
the rays in order to generate a point cloud of traced rays along the boundaries of the regions.
This algorithm is the heart of phase space ray tracing. Next we employ a simple algorithm for
turning this point cloud into the boundaries of the regions. Lastly, we explain how to generate
the target intensity using the acquired boundaries.
Lastly, we compare the different methods in section 4. Here we perform ray tracing with the
various ray tracing methods with varying numbers of rays. We do so with both the two-faceted
cup and the multi-faceted cup. Every combination of ray tracing method, optical system and
number of rays traced, gives us a different approximation of the target intensity. For every
approximation we compute its error compared to the exact intensity. This allows us to compare
the different ray tracing methods.

7

2

Ray Tracing

Ray tracing is a simulation process which approximates the output of an optical system by
sending light rays from the light source through the system until they reach the target. The
result of this process is an approximation of the target distribution of the optical system. We
will be working with two different optical system: the two-faceted cup and and the multi-faceted
cup. These are two simple systems that are easy to understand and implement, yet provide
good test cases for the various ray tracing methods. In section 2.1 we give a description of
these system and later in section 4 we will use these optical systems to compare the different
ray tracing methods.
Once the optical system is defined we need to actually perform the ray tracing. For this
we first need a way to represent the light rays mathematically. This way we can compute the
interaction between the rays and the surfaces in the optical system. Next, these rays need to
propagate through the system according to the laws of reflection. All this combined enables us
to perform ray tracing.
The question that remains is which rays to trace through the system. These rays should be
chosen such that you get the best possible approximation with the fewest possible rays. We will
consider three different ray tracing methods defining which rays to trace: Monte Carlo (MC),
quasi-Monte Carlo (QMC) and uniformly distributed.
Once all the rays have been traced, we still need to analyze the results such that we can
compare the different ray tracing methods. For this we use the target intensity.

2.1

Optical Systems

The optical systems we consider contain three components or types of surfaces: the source, the
target and all the other surfaces. The source represents a light source such as a light bulb or
an LED. It emits light rays. The target represents the exit of the optical system. Think of the
glass panel in front of the light bulb in a flash light. We will model the target as an absorbing
surface. This means that if a ray arrives at the target, it stops there. In reality, however, the
light ray simply passes through the target. Finally, there are all the other surfaces. In the
systems that we consider, we only work with perfect mirrors, i.e., surfaces that reflect 100% of
the rays that falls onto it. In reality there are also lenses and prisms that refract rays. However,
for the sake of simplicity we will not consider optical systems with refractive surfaces.
Furthermore, all the systems we consider are closed. Closed systems are systems which by
construction guarantee that all the rays that are emitted by the source eventually hit the target.
We will later see that this is a very useful property when analyzing the system.
We will consider two optical systems, the two-faceted cup and the multi-faceted cup. What
follows is a description of these two optical systems.
2.1.1

Two-Faceted Cup

In this thesis we recreate the optical system dr. Filosa used in her PhD thesis [9]. This consists
of a source and a target which are both line segments parallel with the x-axis. The source is
located at height y = 0, is centered around the y-axis and has a length of 4. In other words, it
is a line segment from (−2, 0) to (2, 0). The target is located a height y = 40, is also centered
around the y-axis and has a length of 34. In other words, it is a line segment from (−17, 40) to
(17, 40). Since the source and target are parallel with the x-axis, we can define a point on the
source or the target solely by its x-coordinate. This will prove itself very useful when defining
rays in phase space in section 3.1.
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Finally, the two-faceted cup consists of two side mirrors connecting the endpoints of the
source with the endpoints of the target. These mirrors are two line segments, one from (−2, 0)
to (−17, 40) and the other from (2, 0) to (17, 40). These surfaces are perfectly reflective.
Figure 8 shows the two-faceted cup as well as an example of ten rays being traced through
the optical system.

(a) Green is the source, red is the target and
blue are the side mirrors.

(b) Ten rays emitted at a random angle and random
location on the source.

Figure 8: The two-faceted cup
2.1.2

Multi-Faceted Cup

The source and target in the multi-faceted cup are identical to the source and target in the
two-faceted cup. However, instead of having just two side mirrors, the multi-faceted cup has
many mirrors. We will consider multi-faceted cups with 100 mirrors, 50 on each side. These are
placed along the parabola which goes through the endpoints of the source and the endpoints
of the target. Since both the source and the target are symmetric around the y-axis (and the
source and target are located at a different y-coordinates), there is exactly one parabola passing
through the four end-points. Furthermore, this parabola will also be symmetric around the
y-axis.
The equation of a parabola is y = ax2 + bx + c with a, b, c ∈ R. However, since we know
that the parabola is symmetric around the y-axis, the equation is reduced to y = ax2 + c. We
then solve the equation for a and c by substituting the x and y-coordinates in the equation of
the parabola with the right-most end-point of the source and target: (2, 0) and (17, 40). This
gives us the follow system of equations:
(
0 = 22 a + c
40 = 172 a + c
8
Solving this system of equations gives us the values a = 57
and c = −32
57 and the associated
8 2
32
parabola y = 57 x − 57 .
Now that we have the parabola passing through the four points, we still need to approximate
it using line segments. We take the interval from the x-coordinate of the right end-point of the
source to the x-coordinate of the right end-point of the target. This gives us the interval
[2, 17]. We take the sequence dividing this interval in 50 equal intervals, i.e., the sequence (2 =
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x0 , ..., x50 = 17). For each of these x-coordinates we compute the corresponding y-coordinate
by substituting these values into the equation of the parabola. This gives the sequence (0 =
y0 , ..., y50 = 40). Finally, we create the sequence of line segments with the ith line segment being
the line segment from (xi , yi ) to (xi+1 , yi+1 ). This results in 50 connected lines segments placed
in the shape of the parabola connecting the source with the target on the right side. We do
the same on the left side, giving us 50 line segments on the left side. Finally we define all these
line segments to represent perfect mirrors. This gives us a multi-faceted cup consisting of 100
facets. This process can be extended to include as many or as few facets as you want. The
more facets, the better the parabola is approximated.
Although the right side and the left side are made up of many mirrors, all the mirrors on
either side together approximate a single parabolic mirror. Therefore, when computing the
paths of the rays in section 3, all the mirrors on either side will be considered as one mirror.
Figure 9 shows the multi-faceted cup together with an example of 10 rays being traced
through the optical system.

(a) Green is the source, red is the target and
yellow and blue are the side mirrors.

(b) Ten rays emitted at a random angle and random
location on the source.

Figure 9: The multi-faceted cup with 100 mirrors

2.2

Representation Rays

A ray in the optical system is defined through the process of ray tracing. Such a ray simply
represents the path a photon travels after being emitted by the light source. A photon keeps
traveling until it arrives at a surface which absorbs the photon. Since this could theoretically
take forever, a ray in an optical system can initially be represented by a half-line starting from
the source. This half-line is defined by two vectors: the position vector a = (xa , ya ) and the
direction vector b = (xb , yb ), with (xa , ya ) a point on the source. The equation of the half-line
is then given by r(λ) = a + λb = (xa + λxb , ya + λyb ) with λ ≥ 0. Figure 10 shows an example
of such an initial half-line.
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Figure 10: A ray is initially defined by a position vector a = (xa , ya ) and a direction vector
b = (xb , yb ). (xa , ya ) is a point on the source.
Whenever a ray hits a surface in the optical system, its path is altered. Since we only consider
optical systems with perfect mirrors, the only way the path can be altered is by reflection. When
this happens the path continues according to the laws of reflection described in section 2.3. In
terms of geometrical objects, when the half-line, representing the ray, crosses a line segment,
representing a surface, we first compute the intersection between the half-line and the line
segment. In order to compute the intersection we first need to write the line segments in terms
of a position vector and direction vector. In section 2.1 we defined surfaces (line-segments) in
terms of two points (x1 , y1 ) and (x2 , y2 ). However, the line segments can easily be redefined in
terms of vectors as follows: r(µ) = c + µd = (x1 , y1 ) + µ(x2 − x1 , y2 − y1 ) with 0 ≤ µ ≤ 1.
Now before finding the intersection point, we first need to determine if the half-line and
the line segment are parallel. If this is the case, then there is either no intersection point or
there are infinitely many. The half-line and line segment are parallel if and only if the direction
vectors are dependent. This is the case when the determinant of the matrix with the direction
vectors as columns is equal to zero [10], i.e., when
D=

xb x2 − x1
= xb (y2 − y1 ) − (x2 − x1 )yb = 0
yb y2 − y1

(1)

Of course, the ray tracing process is implemented and run on a computer which is prone to
rounding errors. This is due to the fact that computers have limited precision [16]. Furthermore,
when two lines are almost parallel, then a slight (rounding) error can have a big influence on
the intersection point between the two lines. This is illustrated in Figure 11.

Figure 11: r1 is the original half-line. r2 is r1 with a slightly offset direction vector due to
rounding error. Both are almost parallel to s. The slight difference between r1 and r2 results
in a big difference in the location of the intersection points.
Therefore it is important that these situations are avoided. We do so by introducing an
error margin which broadens our definition of parallel. Instead of defining a half-line and line
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segment to be parallel when D = 0 as in equation (1), we define them to be parallel when
|D| ≤  with  some error margin. We usually take  = 10−12 .
If the half-line and the line segment are not parallel, then we can find the intersection point
by calculating the values for µ and λ for which the equations of the half-line and line segment
are equal. We find these values by equating the parameterized half-line and line segment:
a + λb = c + µd. This results in the following system of equations:
(
xa + λxb = x1 + µ(x2 − x1 )
ya + λyb = y1 + µ(y2 − y1 )
Solving this system of equation for µ and λ gives:



1 x2 − x1 xa − x1


λ = D y − y
ya − y1
2
1


1 x1 − xa xb


µ = D y − y y
1

a

b

Note that since the half-line and line segment are not parallel the denominator is non-zero
and thus these values for λ and µ exist. However we still need to verify that these values for
λ and µ satisfy λ ≥ 0 and 0 ≤ µ ≤ 1. If this is not the case, then the half-line and the line
segments do not intersect.
In order to find the line segment(s) that intersects with the half-line, we could simply
compute the values of λ and µ for all the surfaces in the optical system. Since we’re dealing
with a closed system, we’re always guaranteed to find at least one line-segment intersecting with
the half-line. By construction of the optical systems described in section 2.1, we will also never
find more than one such intersecting line segment. However, if you’re dealing with an optical
system in which there are multiple possible intersection points, then you simply pick the one
closest to the source of the half-line. This is the one with the smallest value for λ.
However, computing the values for λ and µ for every surface in the optical system is computationally inefficient. If there are n surfaces in the optical system, then the above computation
would have to be performed n times in order to find the intersection. This can be greatly
improved by using kd-trees.
A kd-tree (k-dimensional tree) is a data structure that organizes a set of points in kdimensional space in a tree-structure. Once constructed, it allows you to quickly find specific
points. For example it allows you to quickly find the point in the set that is closest to a given
point (nearest neighbor). There is no single, definitive way of how to construct a kd-tree. There
are different varients for different purposes. However, it can be generalized as follows: Say you
have a set of points in some k-dimensional space. You divide the space in two subspaces. You
do this according to some metric that ensures that the points are evenly divided over the two
subspaces. The surface dividing these two subspaces represents the root node of the tree. You
then iteratively repeat this process of dividing the space for each of the two subspaces. This
creates increasingly smaller subspaces and an increasingly bigger tree. This iterative process
continues until the remaining number of point in each subspace is smaller than a predefined
value l ≥ 1. the set of these remaining points then defines a leaf of the tree [4].
Figure 12 shows an example of the construction of a kd-tree. On the right you see a 2D
space with the set of points {a, b, c, d, e, f, g}. First the space is divided vertically along the
median x-coordinate of the points. This ensures that there is an equal number of points in both
subspaces. This division line marked as 1 is the root of the tree. Now, both subspaces on either
side of 1 are again divided. This time, however, they are divided horizontally along the median
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y-coordinate of the remaining points in the subspaces. This constant switching between diving
the spaces vertically and then horizontally and then vertically again is a common practice. The
horizontal division lines marked 2 and 3 are the children of division line 1. After yet another
division of all the spaces, every subspace contains one point after which the construction is
finished. These points are then the leafs of the the tree. This construction runs in O(n log (n))
time with n the number of points.

Figure 12: At every iteration, the 2D space is divided in two halves. Every half is a child of the
previous node. Finally, the points are the leaves of the tree [5].
Our goal is to quickly find a line-segment (surface) intersecting with a given half-line (light
ray). We do this by turning the optical system into a kd-tree and traversing the the kd-tree
based on the half-line. For the construction of the kd-tree, we follow the same general steps
described above. First note, however, that we are now working with line-segments instead of
points. However, we abstract from this fact by considering a line-segment as a single point
defined by the middle of the line segment.
For the optical systems we consider, the probability of the light ray intersecting with the
target is far greater than with any other surface. Therefore we first check if the light ray
intersects with target. Only if that is not the case, we use the kd-tree to find the mirror
intersecting with the light ray. This not only speeds up the process of finding the intersection,
but it also has the benefit of simplifying the process of creating and traversing the kd-tree for
the remaining line-segments.
In order to construct the kd-tree for a set of line-segments, we work with bounding boxes. A
bounding box is the smallest rectangle, with sides parallel to the x and y-axis, which contains
a set of line-segments. Such a bounding box can easily be found by comparing the coordinates
of the end-points of all the line segments.
Initially we create two bounding boxes, one around the left mirrors and one around the
right mirrors. These bounding boxes correspond to the first children of the root node. Next we
divide each bounding box horizontally in two halves along the median of the y-coordinates of
the middle points of the line-segments. This leaves us with four sets of line-segments. Around
each of these four sets we once again create a bounding box. These bounding boxes are children
of the previous nodes. This process of dividing the bounding boxes horizontally and creating
new bounding boxes continues iteratively until a bounding box contains only two line-segments.
These line-segments are the leaves of the tree. This creation process runs in O(n log (n)) with
n the number of line-segments. To get an intuitive idea for the running time, consider the fact
that the created kd-tree is a balanced binary tree [14]. Therefore you can traverse the final
kd-tree in O(log (n)) time. In order to place a line-segments in the kd-tree, you have to traverse
the tree. Doing this for all n line-segments leads to O(n log (n)) running time.
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Now that we have a kd-tree of the line-segments, we take a look at how to use this tree to
quickly find an intersecting line-segment. We do this through the example shown in Figure 13.
This figure depicts the initial situation.

Figure 13: Initially the half-line is emitted from the source line segment.
Figure 14 shows the process of finding the intersecting line segment using the kd-tree. We
start by checking if the half-line intersects with the target. This is not the case. Therefore
the half-line will intersect with a mirror. At this point we start traversing the tree. The two
children of the root node represent the bounding boxes around the left and right mirrors. We
check which of the two bounding boxes the half-line intersects. We do this the same way as we
check if a half-line intersects with a line-segment, as we explained above. Only now the line
segment is the vertical side of the bounding box on the inside of the optical system. If the
half-line intersects with the bounding box then we check its children. In Figure 14a the half-line
intersects with the right bounding box.
We repeat this process. For each of the bounding boxes, we check if the half-line intersects
with it and if this is the case, we check the children. Note that it can happen that the half-line
intersects with both the bounding boxes. This is the case in Figure 14b. If this is the case,
then both sets of children have to be checked. This process continues iteratively until you’ve
found the final bounding box(es) the half-line intersects with, as in Figure 14c. Then all that
remains is to check the individual line-segments for intersection. This leaves you with a single
line-segments as in Figure 14d.
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(a) The half-line intersects the right bounding
box.

(b) The half-line intersects both bounding
boxes. Consequently all four children will have
to be checked in the next iteration.

(c) The half-line intersects with only one of
the four bounding boxes. The children of the
bounding box are line segments.

(d) The intersecting line segment is found and
the process terminates.

Figure 14: The process of traversing the kd-tree to find the intersecting line segment.
If we simply checked all the mirrors in Figure 13, then we would have to compute the
intersection of the half-line with 16 line-segments. Using the kd-tree we only have to compute
the intersection with 10 line-segments. In general, for an optical system with n mirrors, if we
were guaranteed that the half-line could never intersect with multiple bounding boxes, then
the algorithm would always run in O(log (n)) time. For our specific optical system, it is also
possible to guarantee intersection with only a single bounding box. This can be achieved by
simply changing the shape of the bounding box, for example by defining a triangular bounding
box instead of a rectangular one. However, for general optical systems, this is not as easy.
Lastly it should be noted that this technique can easily be extended to 3D. In fact, most
3D visualization engines nowadays use this technique. 3D models, such as those used in video
games, are made up of many tiny triangles. In order to compute the intersection of a light ray
in 3D space with a 3D model, you have to find the triangle that the light ray intersects with.
This is done using the same technique described above. Figure 15 shows a 3D model with the
bounding boxes used to create the kd-tree of the model.
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Figure 15: A 3D model consists of many tiny triangles. kd-trees are used to find the triangle a
light ray intersects [2].
Once the intersection point is found we have to compute how the ray continues from the
intersection point. This is done according to the law of reflection described in section 2.3. This
gives us a new half-line with position vector equal to the intersection point and the direction
vector defined by the law of reflection. We can successively perform this process until the
ray has reached the target. Once the target is reached the ray tracing process terminates.
Since we’re dealing with a closed optical system, the ray tracing is always guaranteed to stop
eventually. Finally, we are left with a sequence of line segments representing the path that the
ray (photon) has followed through the optical system. This way a ray can be represented by an
ordered sequence of points which together define the path the ray follows. Figure 16 shows a ray
being traced through an optical system. This results in a ray defined by the ordered sequence
((xa , ya ), (xb , yb ), (xc , yc )).

(a) Initially a ray is
emitted from the source.
It crosses one of the line
segments in the optical system.

(b) From the intersection point
(c) Finally, once the ray crosses the
a new half-line is emitted
target, the ray-tracing is finished.
according to the law of reflection.

Figure 16: A ray being traced through the optical system.
In the description above we defined a half-line by a position vector and a direction vector.
However, we can also define a half-line by a position vector and an angle. The angle defines the
direction in which the half-line propagates. We will define the angles relative to the optical axis,
which is the line perpendicular to the source. Furthermore, counterclockwise angles are defined
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to be positive and clockwise angles negative. We will also only consider rays propagating in the
positive y-direction from the source. Furthermore, by construction of our optical systems, the
rays will always keep on propagating in the positive y-direction. This means that all the angles
π
will always be in the interval [ −π
2 , 2 ]. In order to get the angle α relative to the optical axis
from a half-line defined by a position vector (xa , ya ) and direction vector (xb , yb ), we use the
following formula:
x 
b
α = − arctan
yb
Figure 17 shows all half-lines from the previous example defined by the position vector and
the angle relative to the optical axis. Angles (α2 and α3 ) are positive, while angle (α1 ) is
negative. Furthermore basic geometry tells us that α2 and α3 are equal.

Figure 17: The half-lines can be defined by a position vector and an angle relative to the optical
axis (pink lines).
The other way around, if we have an angle relative to the optical axis, then the direction
vector is given by (− sin(α1 ), cos(α1 )). This gives the following equation for the half-line: r(λ) =
(xa , ya ) + λ(− sin(α1 ), cos(α1 )) with λ ≥ 0.
Lastly, every choice of position vector (xa , ya ) on the source and angle relative to the optical
axis α1 will lead to a unique ray. In other words, two rays are the same if and only if their
initial position vector (xa , ya ) and angle α1 are the same. This allows us to uniquely define
every ray by its position vector (xa , ya ) and angle α1 . Furthermore, since the sources in the
optical systems defined in section 2.1 are parallel with the y-axis, we can define every ray by
the x-coordinate of the position vector xa and the angle α1 . In the same way we can also
define a ray by the x-coordinate of the position vector on the target and angle at the target.
For example, in the example above, the ray is uniquely defined by its position vector on the
target (xc , yc ) or simply xc and its angle at the target α3 . This fact will become essential when
discussing phase space in section 3.1.

2.3

Laws of Reflection

When a light ray (photon) hits a surface, only one of three things can happen. The light ray
can get absorbed, refracted or reflected. If the light ray gets absorbed by a surface, it simply
stops at the intersection point of the ray with that surface. If it gets refracted, the ray continues
through the surface, albeit at a different angle. This occurs when the light ray moves from a
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material with an certain index of refraction n1 to a material with a different index of refraction
n2 [6]. However, we will not concern ourselves with refraction and only consider reflection.
When a light ray hits a reflective surface, the light ray doesn’t pass through the surface, but
rather gets redirected according to the laws of reflection.
When a ray hits a reflective surface, it does so at an incident angle αi . This is the angle
from the normal of the surface at the point of intersection to the ray. The incident ray then
gets reflected at the point of intersection and continues as the reflected ray. The angle between
the reflected ray and the normal, known as the angle of reflection αr , is equal to the incident
angle αi .
If a ray with unit direction vector ti intersects with a reflective surface with unit normal
vector v, then the direction vector tr of the reflected ray is given by:
tr = ti − 2(ti • v)v,
with ti • v denoting the scalar product between vectors ti and v. Furthermore, if ti and v have
unit length, then tr also has unit length as shown by the following computation [9]:
tr • tr = ti • ti − 4(ti • v)(ti • v) + 4(ti • v)2 (v • v) = 1
In order to calculate the reflected ray we need the normal to the surface. In section 2.2 we
saw that if a line segment is defined by its end-points (x1 , y1 ) and (x2 , y2 ), the line segment can
be redefined in terms of position vector c and direction vector d as follows: r(µ) = c + µd =
(x1 , y1 ) + µ(x2 − x1 , y2 − y1 ) with 0 ≤ µ ≤ 1. The normal we require is the normal to direction
vector d. This normal is defined by the vector v = (y1 − y2 , x2 − x1 ). We normalize this vector
by dividing it by the length of th vector. This gives the following equation for the normal:
v=

(y1 − y2 , x2 − x1 )
(y1 − y2 , x2 − x1 )
=p
|(y1 − y2 , x2 − x1 )|
(y1 − y2 )2 + (x2 − x1 )2

Figure 18 shows an incident ray with direction vector ti being reflected by the surface.

Figure 18: The incident ray with direction vector ti is reflected, resulting in the reflected ray
with direction vector tr .

2.4

Choice of Rays (Ray Tracing Methods)

Tracing a single ray is a fixed, deterministic process. What we can choose however, is which
rays to trace through the system. This has a direct influence on the quality of the output. The
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choice of rays is defined by the ray tracing method. We will consider three different ray tracing
methods. The first method is Monte Carlo ray tracing. This is the simplest of the ray tracing
methods. It essentially chooses the rays randomly. The second method is quasi-Monte Carlo
ray tracing. This method chooses the rays according to a so-called low-discrepancy sequence.
Finally, we will consider a uniform distribution of rays.

2.5

Monte Carlo

Before discussing Monte Carlo ray tracing, we will look at Monte Carlo methods in general.
Monte Carlo methods are a class of algorithms that use random sampling to solve deterministic
problems [13]. Although the problems that are solved using Monte Carlo methods are often
deterministic, they are governed by such complex processes that it becomes very hard to solve
the problems analytically. This is very often the case in physical phenomena. For example, say
that you want to simulate an ink droplet dispersing in water. This is a deterministic problem
that can be solved by calculating the position of every molecule in the water based on their
interaction with each other at every time interval. However, this becomes unfeasible, even with
the help of our modern-day computers, capable of performing millions of calculations a second.
Because of this high complexity, the result is so unpredictable that it often seems random.
Therefore we often opt to approximate the process as a combination of a lot of independent
random events. In our previous example this would mean that instead of calculating the exact
position of every molecule based on their interaction with other molecules, we simply move
every molecule in some random direction.
In general, when performing a Monte Carlo method, you first define all the possible input
values. Then you generate a set of random input values according to some distribution. You
then perform a set of computations based on these input values. Lastly you combine the results
and draw conclusions. Generally, it will also be the case that the more input samples you take,
the better the approximation will be.
Our Monte Carlo method will follow these four exact steps. We start by defining the possible
input values. We saw that a ray is uniquely defined by its location (x-coordinate) on the source
and angle α at which it leaves the source. Therefore a ray can be defined as a 2D point (x, α),
with x belonging to the range of x-coordinates on the source, and α belonging to the interval
π
[ −π
2 , 2 ]. This defines the domain of possible input values.
Next, we generate a set of N r random x and α-values in their respective domains. These
values should be uniformly distributed, meaning that every value of x on the source and every
π
value of α ∈ [ −π
2 , 2 ] has an equal chance of being chosen. Combining every x-value with a
corresponding α-value gives us a set of N r points, with each point (x, α) corresponding to a ray.
This set of rays is distributed randomly over the possible angles and locations on the source.
Such random samplings tend to create regions with many points (clumps) and regions with no
points. However, as N r becomes large, this phenomenom becomes less apparent as the set of
all the rays becomes more uniformly distributed. In fact, the law of large number dictates that
as N r goes to infinity, the distribution will become uniform [11]. This means that the more
rays we take, i.e., the higher the value of N r, the better our approximation will be. We will
usually take N r to be 103 or 104 .
Once all rays have been generated, we trace them through the system. This gives us the
distribution of the rays at the target. Note that although the distribution of the rays at the
source is uniform, the same is probably not true at the target. This is of course logical. For
example, the light bulb in a flashlight sends rays uniformly in all directions, but through an
assortment of lenses and reflective surfaces the light rays leave the flashlight in a narrow beam
that is brightest at the center. From this output distribution we will then calculate the intensity
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in section 2.8.
The picture on the left in Figure 19 shows an example of a single random ray in a two-faceted
cup, with source coordinate (xs , αs ) = (−0.95, −0.925) being traced through the two-faceted
cup and ending up at the target in point (xt , αt ) = (−4.6, 0.21). On the right it shows 50 rays
traced through the system using the Monte Carlo method.

(a) A single random ray traced through the
two-faceted cup.

(b) 50 rays traced through the two-faceted
cup using the Monte Carlo method.

Figure 19: An example of Monte Carlo ray tracing.

2.6

Quasi-Monte Carlo

In the previous section we described the Monte Carlo method. The quasi-Monte Carlo method
is very similar to the Monte Carlo method. We still have the same definition of the possible
inputs. We still perform ray tracing for all the chosen rays and combine and analyze the rays in
the same way we did in the Monte Carlo method. The only thing that changes is set of input
rays.
With Monte Carlo, we choose each ray by picking a random location on the source and a
random angle at which the ray leaves the source. Because the rays are chosen independently of
each other, there is no guarantee that all the chosen rays together are uniformly distributed over
all the possible rays. This is the problem that the quasi-Monte Carlo method solves. Instead
of choosing all the rays independently of each other according to some distribution, it defines a
2D low-discrepancy sequence in which every element of the sequence defines a ray.
Let’s first look at the meaning of discrepancy. The discrepancy of a sequence is a measure
of how uniformly a sequence is distributed in its domain. (The lower the discrepancy, the more
uniformly the sequence is distributed.) More formally, it is a measure of the extend to which
the number of elements in a given set A ⊂ D that also belong to a subset B ⊂ D is proportional
to the size of the subset B [7]. For example, if the domain D is given by the interval [0, 6],
then the set A = {1, 3, 5} has a very low discrepancy since the number of elements in A that
fall into a given sub-interval B = [a, b] of D will be proportional to the size of B. For example,
the sub-interval B = [0, 2] contains a third of the elements in D. 1 is the only element of A
that is contained in B. Thus the number of elements of A in B is also a third of the number
of elements in A. Similarly, the sub-interval B = [0, 4] contains two thirds of the elements in D
and {1, 3} ⊂ B also contains two thirds of the elements in A.
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Sets of randomly chosen elements, as we have in Monte Carlo, tend to have high discrepancy, while uniform sequences have low discrepancy. There is also a mathematical definition of
discrepancy which is stated in Dr. Filosa’s PhD thesis [9], but I will not elaborate on this since
it is not necessary for our purpose.
Low-discrepancy sequences are also sometimes called quasi-random sequences because they
are often used in places where you could also use a random sequence and because they share
certain properties with random sequences. However, this term is misleading as low-discrepancy
sequences are neither random nor psuedo-random. If fact, the generation algorithm of lowdiscrepancy sequences is fully deterministic.
There are many methods for creating a low-discrepancy sequence. We will use one of the
most popular: the Sobol sequence. The algorithm for generating a Sobol sequence is widely
described in literature [3], and we will therefore not explain this in detail here. All we need to
know is that Sobol sequences can be generated for any dimension. Since rays are defined by
two coordinates: the x-coordinate on the source and the angle at which it leaves the source,
we need a 2D Sobol sequence. The Sobol sequence is then a sequence of points in the 2D unit
square, i.e., every point in the Sobol sequence is defined as (ai , bi ) with ai , bi ∈ [0, 1]. Now, all
we have to do is translate these points into the domain of rays as follows:
(xi , αi ) = (sb + ai (se − sb ),

−π
+ bi π),
2

with sb being the x-coordinate of the leftmost endpoint of the source of the optical system and
se the x-coordinate of the rightmost endpoint. In the optical systems defined in section 2.1
sb = −2 and se = 2. This gives us a low-discrepancy sequence of rays (xi , αi ). Lastly it should
be noted that the algorithm generating the Sobol sequence allows you to specify how many
elements the sequence should contain. Therefore, just as in the Monte Carlo method, we can
specify the number of rays to trace.
Once we have the low discrepancy sequence of rays, we can trace, combine and analyze them
just as we did with the Monte Carlo method.
Figure 20 shows an example of 50 rays being traced using quasi-Monte Carlo.

Figure 20: 50 rays traced through a two-faceted cup using quasi-Monte Carlo.

2.7

Uniform

Now that we’ve considered the Monte Carlo method, leading to a ray distribution at the source
that is not so uniform, and the quasi-Monte Carlo method, leading to a source distribution
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that is quite uniform but still has some degree of randomness, why not just create a completely
uniformly distributed √
set of rays? Say we want to create N r uniformly distributed rays. We
then take the set of d N re equidistant values xi that together divide the source evenly. For
example, if we want N r = 104 √
rays, then we define the set X = {−2 = x0 , x1 , ..., x100 = 2}.
Similarly, we take the set of d N re equidistant angles αi that together divide the interval
π
π
π
[ −π
2 , 2 ] evenly. In our example that gives us the set A = {− 2 = α0 , ..., α100 = 2 }. Now we
combine every value xi ∈ X with every angle αj ∈ A. This gives us the set of 104 uniformly
distributed rays {(xi , αj )|xi ∈ X, αj ∈ A}.
√
Note that we’re evenly dividing both the x-values and the angles into m = N r pieces
and then combining every x-value with every angle, leading to m2 = N r different combinations.
√
Therefore,√if we want N r rays in total, then we divide the x-values and the angles
√ in N r pieces.
However, N r might not be an integer, which is why we take the
d N re. However,
√ ceiling:
2
squaring this value might become bigger than our
original
value:
d
N
re
≥
N
r.
√ However, this
√
2
N
re
cannot
be
more
than
2
N r + 1 bigger
value can’t √
be a lot bigger
than
N
r.
In
fact,
d
√
√
2
2
than N r: d N re ≤ ( N r + 1) = N r + 2 N r + 1.
We already mentioned that quasi-Monte Carlo is in some regard better than Monte Carlo,
precisely because the former provides a more uniform distribution than the latter. You might
then think that the completely uniformly distributed set of rays will provide the best results.
However, it is precisely because of this lack of randomness that this uniform distribution is
less desirable than quasi-Monte Carlo. This will become more apparent when we introduce the
concept of phase space in section 3.
Figure 21 shows 50 rays traced through the optical system using the uniform distribution
ray tracing method. You will notice that, unlike Monte Carlo and quasi-Monte Carlo ray
tracing, the generated rays create a clear pattern. Because of this pattern, the rays only reach
very specific regions of the target, whereas in the Monte Carlo ray tracing in Figure 19 and
especially in the quasi-Monte Carlo ray tracing in Figure 20, the rays are evenly spread out over
the whole target.

Figure 21: 50 rays traced through a two-faceted cup using a uniform distribution.

2.8

Intensity

Once we have the distribution of the rays at the target, we can use it to compute properties
of the optical system. The property we are most interested in is the target intensity. This is
a measure of the power of a light beam. However, before looking at the intensity, it might be
useful to first look at another property of a light source; the luminous flux Φ (unit lumen, lm).
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The luminous flux is the total perceived power of a light source. Two words are important here:
total and perceived. Let’s start with the word perceived.
Visible light, just like sound, X-rays and gamma rays are nothing more than waves propagating through a medium (usually air). These waves are defined by a wavelength, which is the
length of the periodic part of the wave. The periodic part, as the name suggests, is a part of
the wave that keeps repeating itself. Figure 22 shows an example of a wave with the wavelength
indicated.

Figure 22: The wavelength is the length of the period part. The Amplitude is the height of the
wave [19].
The wavelength can range from 1 pm (1 pm = 10−12 m) for gamma rays up to 100 km for
very low radio waves. The visible light, however, ranges from 400 nm (1 nm = 10−9 m) for violet
light to 700 nm for red light. What’s more, within that range we perceive different wavelength at
different brightness. We perceive a yellow-green light at 555 nm as brightest and the perceived
brightness then decreases as the wavelength approaches 400 nm on the one end or 700 nm on
the other end. This makes it hard to talk about the brightness of a light source. In order to
remedy this, the luminous efficacy function y(λ) (lm/W), with λ a wavelength, was introduced.
This function relates the actual power output of a light source with the perceived brightness. It
defines how many lumen is generated by one Watt of power at each wavelength. It reaches its
maximum at 555 nm where the function equals roughly 683 lm/W. However, a more commonly
used function is the luminosity function y(λ). This function is the normalized luminous efficacy
function, i.e., it is the luminous efficacy function with all the values divided by the maximum
value of 683 lm/W. Therefore the luminosity function is a dimensionless function with a range
between 0 and 1. Figure 23 shows the luminosity function.
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Figure 23: The luminosity function relates actual power output of a light source with perceived
brightness at each wavelength in the visible [12].
This function is used to compute the flux Φ of a light source. In order to compute the flux
Φ, we integrate the power output of the light source at all the different wavelengths multiplied
by the luminosity function:
Z
∞

Φ = 683

ψ(λ)y(λ)dλ,
0

with ψ(λ) the power (Watt) output per unit wavelength. The factor 683 corresponds with the
maximum luminous efficacy function. This way the luminous flux Φ represents the brightness
of a light source as perceived by the human eye.
Next let’s look at the word total. Consider the example of a standard light bulb and a
flashlight, both rated at 60 lm. They both have the same luminous flux and therefore the same
total perceived power. However, the flashlight will seem a lot brighter. This is because it focuses
all its power on a narrow beam illuminating a small area, whereas the light bulb emits light all
around it, illuminating a very big area.
This discrepancy between a light source’s flux and our perceived brightness is exactly what
the luminous intensity I (unit candela, cd = lm/sr) solves. It is a measure of the luminous
flux ψ per solid angle dΩ. We know what luminous flux is, but solid angle still needs some
clarification. The solid angle is a measure of the area of the field of view that an object covers.
The sun and moon provide a clarifying example of the solid angle. When you look at the moon
it takes up a certain area of your field of view. When you look at the sun your eyes are instantly
burned. But if you were able to look at the sun, then you would notice that the sun takes up
roughly the same area of your field of view. They appear to be the same size. This becomes
especially apparent during a solar eclipse. Relative to you they have approximately the same
solid angle. Of course we know that in reality the sun is many times bigger than the moon.
However, because the moon is closer to the earth, it appears bigger. This tells us that the solid
angle doesn’t only depend on the size of the object, but also its distance relative to the center
point (also called apex). Lastly, solid angle is measured in steradian (sr). It is a dimensionless
unit. One steradian is equal to one unit of area on the unit sphere around the apex. Therefore,
if an object completely surrounds the apex, then it has a solid angle of 4π sr since the surface
area of the unit sphere is 4π.
Now if we combine the concept of solid angle and luminous flux, we start to get an intuition
for the luminous intensity. It is the luminous flux ψ per solid angle dΩ. If we look back at
our previous example of the light bulb and flashlight. We take the light sources to be the
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apexes and we define a unit sphere around them. The light bulb will then illuminate the whole
sphere whereas the flashlight only illuminates a small portion. We now take the solid angle
corresponding with the area that the flashlight illuminates. Say that the this area is exactly one
unit of area of the sphere. For this solid angle the flashlight will have a luminous intensity of 60
cd (luminous flux of 60 lm over a solid angle of 1 unit area). The light bulb on the other hand,
sends its light uniformly in all directions and therefore only an amount proportional to the solid
angle relative to the area of the entire sphere will fall unto the solid angle. This corresponds
60
to a luminous intensity of around 4π
cd. However, if we now take a solid angle that is not
illuminated by the flashlight, then on that area the flashlight will have a luminous intensity of
0 cd, while the intensity of the light bulb remains unchanged. This shows us that the luminous
intensity of a light source is heavily dependent on the angle relative from the light source that
is considered. Lastly note that the definition of intensity given above assumes a 3D domain.
However, we’re working in a 2D domain. Therefore the luminous intensity is defined by the
luminous flux φ per angle α instead of solid angle Ω. The angle α then still defines an area on
the unit circle. Figure 24 shows a visual representation of the solid angle of a flashlight and of a
light bulb in 2D. We assume that the flux of both are the same. Then the flux of the flashlight
over angle α will be the biggest since the total flux of the flashlight is included in this solid
angle. The light bulb illuminates the whole sphere uniformly. However, α > β. Therefore the
luminous flux over α will be bigger than the flux over β. Lastly, the flashlight doesn’t illuminate
any part of the area defined by the angle β, therefore the flux over β is zero.

(a) The luminous flux over the angle α is
very high. The flux over β is zero.

(b) The luminous flux over angle α is higher than
over angle β because α is bigger. However, the flux
of over α is still smaller than the luminous flux of
the flashlight over α.

Figure 24: The luminous intensity of a flashlight and a light bulb in 2D.
Now that we know what the intensity is conceptually, we still need to compute it. Here we
are going to cheat a little bit. Instead of considering the target as a line segment, we will treat
it as a single point. The reason we do this becomes clear from looking at Figure 25. One of the
defining properties of the luminous intensity is that it is based on the solid angle (or angle in
2D), which does not depend on the distance of the surrounding sphere (or circle) from the apex.
However, if we consider the target to be a line segment through which the rays emitted from the
source pass, then the distance of the circle does make a difference. There isn’t a single potential
apex for which the light rays fall on the circle at relatively the same locations, independent of
the size of the circle. This is because there are light rays emitted from the target that cross
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each other’s path. In order to remedy this we consider the target to be a single point as well
as the apex. We do this by essentially throwing away the position coordinate of the rays at the
target. We only keep the angles of the rays.

(a) If the target is a line segment, then there
are rays crossing each other. It follows that the
degree to which an area on the circle defined by
an angle is illuminated, depends on the distance
from the circle to the target. This is not allowed
when computing intensity.

(b) When we take the target to be a single point,
then none of the rays cross and therefore intensity
of the system is independent of the distance of the
circle to the target, as we would expect.

Figure 25: In order to maintain the properties of intensity, the target is considered to be a
single point.
The intensity is defined for a particular angle, defining an area on the circle. However, in
order to generalize this for any angle in any direction, we essentially compute the derivative of
the intensity dI/dα. This gives us a function that, given an infinitesimally small angle (solid
angle) in a particular direction, gives us an intensity. Then in order to compute the intensity
for a particular solid angle, we integrate this function from the initial angle αb to the end angle
αe , with the initial angle and the end angle together defining the solid angle α:
Z αe
dI
dα.
dα
αb
Now we define this function as a sort of Riemann sum. We evenly divide the domain of possible
angles [−π/2, π/2] into a set of bins. We will always consider 100 bins. This gives us a sequence
of angles −π/2 = t0 < t1 < ... < t100 = π/2 defining the boundaries of the bins. A bin is
then defined as the interval [tj−1 , tj ) for j ∈ {1, ..., 100}. For each bin we count the number
of rays, defined by their angle at the target, that fall into the bin. We denote this number
by N r[tj−1 , tj ). We now normalize these numbers by dividing them by the total number of
rays N r[−π/2, π/2). Finally, we combine these normalized numbers into a piecewise constant
function that, given an angle t, returns the normalized value of the bin that t falls into. This
gives us the following function:
N r[tj−1 , tj )
dI
(t) =
for t ∈ [tj−1 , tj )j=1,...,100
dα
N r[−π/2, π/2)
Note that for an angle t ∈ [tj−1 , tj ), this function gives the probability that a ray defined by
the angle at the target α, falls within the bin [tj−1 , tj ).
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3

Phase Space Ray Tracing

In section 2 we discussed the process of ray tracing, including three different ray tracing methods:
Monte Carlo, quasi-Monte Carlo and uniform distribution. These are well-established methods.
In this section we will discuss a new ray tracing method known as phase space ray tracing. It was
described by Dr. Carmela Filosa in her PhD thesis ”Phase Space Ray Tracing for Illumination
Optics”. It gets its name from the fact that it uses phase space of the source and target for
choosing the rays to trace.
We will start by explaining the concepts of phase space and the path of a ray. We then
state the edge-ray principle. This is a theorem at the heart of phase space ray tracing. Next we
explain the triangulation algorithm. This is the main algorithm of the method. It iteratively
traces new rays using phase space and the path of the traced rays, until the approximation
is accurate enough according to some stopping criterion. Once all the rays have been traced,
another algorithm transforms all the traced rays in phase space into a sequence of line-segments.
Lastly, this sequence of line-segments can be used to compute the intensity.

3.1

Phase Space

In section 2.2 we discussed that a ray is uniquely defined by its location (x-coordinate) on the
source and angle α at which it is emitted from source. Therefore a ray can be defined as a point
(x, α) in 2D space. The range of possible values for x is defined by the source. For our optical
π
systems x ∈ [−2, 2]. The angle is defined relative to the optical axis and α ∈ [ −π
2 , 2 ]. The space
−π π
[−2, 2] × [ 2 , 2 ], in which all the rays are defined, is called source phase space. Figure 26 shows
an example of 103 rays, generated using quasi-Monte Carlo, in source phase space.

Figure 26: 103 rays generated using quasi-Monte Carlo in source phase space.
Not only the location and angle at the source uniquely define a ray, but also the angle and
location at the target. In the optical systems we consider, the x-coordinates on the target are
defined in the interval [−17, 17]. The angle is defined as the angle at which the ray arrives at
the target. This way we can also represent rays as points defined by the location and angle at
the target. Figure 27 shows the same example of 103 rays generated using quasi-Monte Carlo,
in target phase space after being traced in the two-faceted cup.
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Figure 27: 103 rays generated using quasi-Monte Carlo in target phase space.
Note that in the source phase space in Figure 26, the whole space is covered with rays. This
is not the case in the target phase space in Figure 27. This means that through the ray tracing
process in the two-faceted cup, there are some combinations of target location and angle at
which the ray arrives at the target, that can never occur. If you look at the two-faceted cup
and try to trace a few rays yourself, then it quickly becomes clear why this is the case. The
law of reflection applied in the two-faceted cup always generates a reflected ray with an angle,
relative to the optical axis, whose absolute value is smaller than the absolute value of the angle
of the incident ray. Therefore it is impossible for a ray to arrive at the target with an angle
close to π2 or −π
2 . This explains why not the whole target phase space is covered with rays.
Even though the target phase space is not fully covered, the area of the space covered in
the source and target phase space is the same. This might not immediately become apparent
by looking at the phase spaces, but keep in mind that the axis are different.
In the above example, we defined the rays in terms of an x-coordinate and an angle α.
However, usually we define a ray in terms of q = x-coordinate and p = n sin (α), with n the
index of refraction of the material of the optical system. However, we simply assume the optical
system to be suspended in air, and therefore n = 1. Defining points in terms of p and q allows
us to easily compute the intensity in section 3.6. Figure 28 shows the 103 rays generated with
quasi-Monte Carlo in the phase space in terms of p and q.

(a) 103 rays generated using quasi-Monte Carlo
(b) 103 rays generated using quasi-Monte Carlo in
in source phase space defined in terms of p and q. target phase space.

Figure 28: Phase space in terms of q = x and p = sin (α).
Note that the rays should be generated in the phase space you’re working with. For example,
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in quasi-Monte Carlo, the Sobol sequence of rays, should be generated in the space you’re
π
working with. In section 2.6 we defined the points in terms of angle α ∈ [ −π
2 , 2 ] and x-coordinate
−π π
∈ [−2, 2]. Therefore we created a Sobol sequence of points in [−2, 2] × [ 2 , 2 ] However, if we
plot these rays in the phase space defined by p = sin (α) and q = x we get the distribution
shown in Figure 29b.

(a) The density of the rays near p = 1 and
p = −1 is higher than expected.

(b) The higher density near p = 1 and p = −1 in the
source phase space also causes the target phase space
to contain regions with abnormally high density.

Figure 29: Generating rays in terms of x-coordinate and angle α and then plotting them in
terms of q = x and p = sin (α) gives unexpected results.
Note that the density of the points is much higher near p = 1 and p = −1 in the source
phase space. This also stands to reason. We first create a sequence of rays such that the rays
π
are uniformly distributed in the space A = [−2, 2] × [ −π
2 , 2 ]. We then translate these rays to the
space B = [−2, 2]×[−1, 1] using the mapping f : (x, α) → (q, p) with q = x and p = sin (α). Let’s
take a look at the set {(q, p) ∈ B|0.9 ≤ |p| ≤ 1}. This set is indicated in red in Figure 30b. The
area of this set is equal to one tenth of the total space. The subset of the original space A that
is mapped unto this subset of B is the set {(x, t) ∈ A| arcsin 0.9 ≈ 1.12 ≤ |α| ≤ arcsin(1) = π2 }.
This set is shown in red in Figure 30c. This area represents approximately 28.7% of space A.
Therefore, if the rays are uniformly distributed in A, then the area marked in red will be much
more dense in B.

29

(a) The sinus function maps a large region in source phase space in terms of angle α to a much smaller
region in source phase space in terms of p = sin (α).

(b) The red regions make up 10% of the total
space in source phase space in terms of angle α.

(c) The red regions make up 28.7% of the total space
in source phase space in terms of p.

Figure 30: Mapping the red region of the source phase space in terms of angle α (right), to the
corresponding region of the source phase space in terms of p (left) creates regions that are extra
dense.
Similarly, we can also generate a Sobol sequence that is uniformly distributed in the space
π
[−2, 2] × [−1, 1] and then translate is to the space [−2, 2] × [ −π
2 , 2 ]. This leads to the phase
space shown in Figure 31. Here we can see that around α = π2 or α = −π
2 , the source phase
space is less dense.

(a) The distribution of the rays is less dense
π
near α = −π
2 and α = 2 .

(b) The target phase space is also less dense is certain
areas.

Figure 31: Mapping rays generated in source phase space in terms of p to source phase space
π
in terms of angle α results in less fewer rays near α = −π
2 and α = 2 .
These two examples show the importance of generating the rays in the space that you will
be working with.
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3.2

Ray paths

When performing ray tracing, a light ray may intersect with a sequence of surfaces before
reaching the target. We call this sequence of surfaces, the path of the light ray. For example,
in Figure 32, rays 1 and 2 hit mirror 2 before reaching the target and ray 3 hit mirror 1 before
reaching the target. If we identify the source, mirror 1, mirror 2 and the target as surfaces 0, 1,
2 and 3 respectively, then the path of rays 1 and 2 is (0, 2, 3), while the path of ray 3 is (0, 1, 3).

Figure 32: Rays 1 and 2 follow the same path (source, mirror 2 and then target), while ray 3
follows a different path (source, mirror 1 and then target.
We can also categorize all the rays using these paths. Figure 33 shows five rays, each with
a different path and associated with that path, a different color.

Figure 33: Each path is represented by a different color ray.
We can now group all the rays with the same path together. We do this by giving rays with
the same path the same color. Figure 34 shows the source and target phase space with each
point colored according to its path.
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(a) Source phase space with the rays colored
according to their path.

(b) Target phase space with the rays colored
according to their path.

Figure 34: An example of 103 rays, generated using quasi-Monte Carlo, represented in source
and target phase space.
You can see that points with the same color are grouped together in a single connected region.
More specifically, the source phase space is divided into regions in which all the rays follow the
same path. All these regions together make up the entire source phase space. Furthermore, for
every possible path through the system there is exactly one such region and these regions are
disjoint, meaning that the regions do not overlap. The fact that the regions do not overlap is
the case because of the fact that we only consider optical systems with reflective surfaces. If
there were also refractive surfaces, then the regions could overlap. The fact that all the ray
that follow the same path occur inside a single connected region, both in source and in target
phase space, is no coincidence. This phenomenon is actually proven to always occur. We look
at the principle guarantying this behavior in the next section. These regions of rays with the
same path will form the basis of phase space raytracing.
Finally, a small note about paths in the multi-faceted cup. First recall that all the mirrors
on the left are considered to be one mirror, and similarly that all the mirrors on the right are
considered to be one mirror. If this wasn’t the case, i.e., if every tiny mirror was considered to
be a different mirror, then there would be an explosion of different possible paths. The number
of possible paths would grow exponentially with increasing number of mirrors.
The fact that we consider a set of mirrors as a single mirror does cause an interesting
situation. Say we identify the source, the left mirrors, the right mirrors and the target in Figure
35 as surface 0, 1, 2 and 3 respectively. Then the ray in Figure 35 follows the path (0, 2, 2, 3). It
hits the same mirror twice in a row. This is of course not possible with a single straight mirror.
However this situation doesn’t cause any problems.
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Figure 35: The ray intersects with the same mirror twice in a row in the 18-faceted cup.

3.3

The Edge-Ray Principle

The edge ray principle states that if light rays at the edges of the source, after propagating
through the system, always arrive at the edges of the target, then rays between the edges of the
source will arrive between the edges of the target [9]. Furthermore, it also means that all the
light rays leaving the source will reach the target. Figure 36 shows an example of an optical
system for which the edge-ray principle holds. In this example the mapping from the rays on
the source to the rays on the target is a continuous mapping. It gives you an intuitive feeling
for why the edge-ray principle holds.

Figure 36: The lens in the optical system guarantees that the light rays on the edges of the
source will arrive at the edges of the target. The edge-ray principle states that the rays between
the edges on the source will arrive between the edges on the target.
We saw in the previous section that the source is divided into disjoint, regions in which
every ray follows the same path. We will call these regions path regions. For each of these path
regions, the edge ray principle holds. In other words, since the rays on the edges of the path
regions in source phase space are mapped to the edges of the corresponding regions in target
phase space, it is guaranteed that the rays inside the path regions in source phase space are
also mapped inside the corresponding regions in target phase space.
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Figure 37 shows an example of a path region in source phase space being mapped to the
corresponding region in target phase space. Figure 37a shows a two faceted cup with rays that
all follow the path: source, right mirror, target. In Figure 37b the region associated with this
path is colored green. The red and blue rays are the four corners that together outline the path
region. You can see that these four corners of the path region in source space are mapped to
the four corners of the corresponding region in target space in Figure 37c. This means that all
the rays inside the region in source space will also be mapped inside the region in target phase
space. This is exactly what happens to the randomly chosen rays R5 and R6 .

(a) All the rays follow the same path in the two-faceted cup.

(b) The path region in source phase space.

(c) The path region in target phase space.

Figure 37: The boundaries of the path region in source phase space is mapped to the boundary
of the region in target phase space.
Note that R3 and R4 are emitted from the right-most edge of the source. This means that
they are emitted from the intersection point between the source and the right mirror. This
could potentially cause problems when implementing the ray tracing method. Therefore we
don’t actually emit light rays from the edges of the source. We only emit rays from the interval
[−2 + 10−12 , 2 − 10−12 ]. This small margin protects you from potential problems.
We know that the boundaries of path regions in source phase space are mapped to the
boundaries of the corresponding path regions in target phase space. Consequently, also the rays
inside the regions in source space are mapped inside the regions in target space. Therefore, if
you know the location of the boundaries of the regions in target space, you automatically also
know the location of rays inside the regions. This gives you an intuition for why we only need
the boundaries of the path regions. We will also see that only the boundaries are required for
computing the output intensity.
This begs the question how we find these boundaries. This is accomplished through the
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triangulation algorithm which we will explain next.

3.4

Triangulation

The purpose of the triangulation algorithm is to find the boundaries of all the path regions.
This is achieved as follows: We start with the source phase space. This is a rectangular area.
We divide this rectangle into two triangles by drawing the top left to bottom right diagonal of
the rectangle. For each of these two triangles we trace the rays defined by the corners of the
triangles. If all three rays follow the same path, then we assume that all the rays within the
triangle follow the same path, i.e., that the triangle is completely confined by a path region. If
not all three rays follow the same path, then that means that the triangle lies in at least two
different path regions. If that is the case, then we divide the triangle into smaller triangles. We
do this by taking the middle points of all the sides of the triangle and drawing lines between
them. These lines define four new triangles within the old triangle. We perform this same
process iteratively for all the smaller triangles. This way, the process iteratively creates smaller
and smaller triangles around the boundaries, and thereby tracing rays closer and closer to the
boundary, which is exactly what we want.
However, it does cause the following problem: through this process, after every division into
smaller and smaller triangles, there will always be a triangle for which not all corner rays follow
the same path. This means that the algorithm would run indefinitely. In order to remedy this
we introduce a minimum size of the triangles. The minimum size is defined by min-dq, defining
the minimum width of the triangle and by min-dp defining the minimum height of the triangle.
If either the width or the height of a triangle is smaller than these minimum values, then the
triangle is not further divided, even if not all the corner rays follow the same path.
However, there is another problem shown in Figure 38. If we run the algorithm in this case,
then first rays R1 , R2 and R3 would be traced. They all follow the same path, so the algorithm
would terminate, even though there are rays inside the triangle that follow a different path,
such as R4 . In order to remedy this we also introduce a maximum size of the triangle. The
maximum size is once again defined in terms of max-dq, defining the maximum width of the
triangle and max-dp, defining the maximum height of the triangle. If either the height or the
width of a triangle is greater than the maximum values, then the triangle is divided, even if the
corner rays all follow the same path.

Figure 38: If the triangle is too large, then there could be rays inside the triangle that follow a
different path, even though the corners of the triangle all follow the same path..
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Figure 39 shows a couple of iterations of the triangulation algorithm with min-dq = min-dp
= 0.5 and max-dq = max-dp = 1. In Figure 39a the rectangle is divided into two triangles and
and the corner rays in the bottom left triangle are traced. The paths are not equal, therefore in
Figure 39b the triangle is divided into four smaller triangles. This process is repeated in Figure
39c. Finally, in Figure 39d the rays R3 , R7 and R8 follow the same path and therefore the
corresponding triangle is not divided further. Rays R1 , R2 and R3 don’t all follow the same path,
but the width of the corresponding triangle is smaller than the minim width: |R2 − R1 | ≤ 0.5.
Therefore this triangle is also not divided further. However, a triangle such as R4 R5 R6 fulfills
none of the stopping criteria, so it is divided further. This process is repeated until all the
triangles have reached a stopping criteria.

(a) Initial division into two triangles.

(b) The bottom left triangle is subdivided since its
corners don’t follow the same path.

(c) The bottom left triangle is divided once again. (d) For some triangles, the stopping criterion has
been reached. Those triangles are not divided further.

Figure 39: The triangulation process.
This eventually leads to a triangulation such as the one in figure 40a, with corresponding
source and target phase space in Figures 40b and 40c.
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(a) The triangles created by the triangulation algorithm.

(b) The corresponding source phase space.

(c) The corresponding target phase space.

Figure 40: The result of the algorithm described above with min-dq = 0.05, max-dq = 1, min-dp
= 0.025 and max-dp = 0.5, resulting in 2049 rays traced.
In the source phase space you can clearly distinguish the various regions defined by the
paths. However, in the target phase space this is not so clear, especially if you compare the
target phase space generated by the triangulation algorithm with the quasi-Monte Carlo phase
space in Figure 41.

Figure 41: Target phase space of Quasi-Monte Carlo ray tracing with 104 rays.
When we calculate the intensity at the target in section 3.6, it will be important that we
can clearly distinguish the different areas in the target phase space. Therefore we alter the
triangulation algorithm to create more distinguished boundaries in target phase space. We do
this by tracing rays near the edges of the phase space, i.e., near q = −2, q = 2, p = 1 and
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p = −1. We accomplish this as follows: If a triangle has one or more corners that belong to
the boundary of the phase space, then we divide this triangle (unless it is smaller than the
minimum size). This leads to the triangulation and corresponding source and target phase
space in Figure 42. You can clearly see that now the areas in the target phase space are once
again clearly defined.

(a) The triangles along the boundary of the entire source phase space are further refined.

(b) Additional rays around the phase space are(c) The regions in target phase space have become
traced.
much more clearly defined.

Figure 42: The result of the algorithm with added boundary around the entire space with
min-dq = 0.05, max-dq = 1, min-dp = 0.025 and max-dp = 0.5, resulting in 3529 rays traced.
In the ray tracing methods described in section 2, we first defined how many rays you wanted
to trace, and then this number of rays was generated through some method. Here this is not
the case. You can’t explicitly decide how many rays you want to trace. What you can choose,
however, is the value of min-dp, max-dp, min-dq and max-dq. Increasing the maximum values
will decrease the number of rays traced inside the path regions. Of course this comes at the
cost of increased risk of missing certain path regions altogether. Increasing the minimum values
will decrease the number of rays traced near the boundaries of the path regions. This comes
at the cost of less precision. Figures 43 and 44 show the effects of increasing and decreasing
these values. In Figure 44 the minimum values are lower and the maximum values are higher
compared to Figure 43.
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(a) The triangulation.

(b) The source phase space.

Figure 43: The result of the triangulation algorithm with min-dq = 0.2, max-dq = 0.25, min-dp
= 0.075 and max-dp = 0.1, resulting in 647 rays traced.

(a) The triangulation

(b) The source phase space.

Figure 44: The result of the triangulation algorithm with min-dq = 0.1, max-dq = 1, min-dp
= 0.05 and max-dp = 0.5, resulting in 1517 rays traced.
Of course, the triangulation algorithm doesn’t actually give you the boundaries of the path
areas, but rather gives you a point cloud that is more dense near the boundaries of the path
areas. In the next section we will transform these point clouds into actual edges.

3.5

Boundary Reconstruction

Now that we have traced many rays near the boundaries of the path regions, we still need to
find their exact location. There exist general methods for finding the shape defined by a point
cloud (see α-shape [8]. One such method is the Delaunay triangulation which is explained in
detail in [9]. This is a general method that also works well for our purpose. However, we will
use a method which uses the triangulation created in the previous section.
In performing the triangulation algorithm in the previous section, we have created many
triangles. We’re interested in the sequences of triangles that together make up the boundaries
of the path areas. These sequences consist of minimum-sized triangles that are either located
on the boundary of the source phase space or coincide with the boundaries of the path regions.
Therefore we first select all the minimum-sized triangles that contain a corner ray with p = ±1
and/or q = ±2 or triangles that contain corner rays with different paths. Figure 45 shows these
triangles in phase space.
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Figure 45: Only the minimum-sized triangles located on the boundary of the source phase space
or on the boundary of one or more path regions are selected.
Once these boundary triangles have been selected (and all the other triangles removed),
we order them. We use the notion that two triangles are neighbors if they have one edge in
common. Note that in Figure 45, every triangle has exactly two neighbors. The only exception
of this rule is the bottom left triangle of every path region. These triangles have three neighbors.
For every path region we create an ordered sequence of triangles on the boundary of the region
as follows: We start with the top left triangle of the path region. We then find its right neighbor
and add it to the sequence. We then add the top or right neighbor of this last triangle. This
iterative process continues until the right boundary of the phase space is reached. Then you go
down by iteratively adding the bottom neighbor. Once there are no more bottom neighbors,
you start adding neighbors to the left or bottom of the previous neighbor. Finally, when the
right boundary is reached, you once again go up. Now all that remains is add a boundary case
for the bottom left triangle with three neighbors. In this case we simply add this triangle to
the sequence just before we start going up again. This gives us an ordered sequence of triangles
for every path region. Now, we simply iterate over the ordered sequence of triangles, separating
the different corner rays according to path. This gives us a sequences of ordered boundary rays
for every path region. Now we simply connect the rays in the sequences in order. This gives us
the boundaries in source and target phase space shown in Figure 46.
Note that this algorithm uses the specific shape of the regions for the two-faceted cup. For
general optical systems, this algorithm won’t work. In this case a general algorithm for creating
a shape from a point cloud will have to be used.
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(a) The boundaries in target phase space.

(b) The boundaries in source phase space.

Figure 46: The boundaries of the path regions created using the boundary reconstruction
algorithm.

3.6

Computation Intensity

In section 3.3, we saw that according to the edge-ray principle, the boundary of every path
region in the source phase space is mapped unto the boundary of the path region in the target
phase space. The same holds for the interior of those region. From this is follows that inside
these regions (including the boundary), there are light rays reaching the target, and thus the
luminance in these regions is positive. The luminance is a measure of the brightness of a light
source per unit area. Outside the regions, there are no light rays reaching the target, and thus
the luminance is 0, i.e., the luminance L(q, p) at the target is given by:
L(q, p) = c > 0 with (q, p) in a path region,
L(q, p) = 0 with (q, p) ouside the path region.
We then compute the intensity IP S (p) at the target for a given value p by integrating the
luminance L(q, p) over q:
Z
IP S (p) =
L(q, p)dq.
(2)
Q

Note that the phase space is defined in terms of p = n sin (α) with index of reflection n = 1. It
follows that assuming a Lambertian source, equation 2 is simplified. All we have to do is for
each line p = constant in the target phase space, compute all the intersections of this line with
the boundaries of the path regions. For a given path Π, we will find two such intersections.
This gives us an interval in terms of q in which the line p = constant is inside the path region of
path Π. We denote this interval as [q min (Π, p), q max (Π, p)]. All these intervals for all the various
paths combined, gives us the intervals along the line p = constant at which the luminance is
positive. Assuming that L(q, p) = 1 for (q, p) in a path area, the intensity is then computed by
simply adding these intervals:
Z
X
IP S (p) =
L(q, p)dq =
(q max (Π, p) − q min (Π, p)).
Q

Π

Figure 47 shows an example of how to compute the intensity for p = 0.3. The line p = 0.3
intersects in the target phase space with the boundaries in the points R1 = (−16.5, 0.3), R2 =
(−13.5, 0.3), R3 = (−9, 0.3) and R4 = (−7, 0.3) Therefore IP S (0.3) = (−13.5 + 16.5) + (−9 +
13.5) + (−7 + 9) = 9.5. In this case, since the path regions share boundaries we could have
simply considered the interval [R1 , R4 ], skipping over R2 and R3 . However, in general this is
not the case.
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Figure 47: In order to compute the intensity, the intersections between the line p = const and
the boundaries of the path regions are found.
This equation gives us the intensity for a single p-value. In order to approximate the total
intensity we will simple pick a sequence of n p-values {−1 = p1 < p2 < ... < pn = 1} that
together evenly divides the interval [−1, 1]. This is similar to how we approximated the intensity
using bins with Monte Carlo and quasi-Monte Carlo.
Note that this equation works perfectly for the two-faceted cup since the line p = const can
only intersect with the boundary of a given path region at two points. However, if the path
regions were such that the line p = const intersects with the boundary at more than two points,
then this has to be taken into account. However, the previous equation can easily be adapted
to accommodate for this case. Assume the line intersects with the boundary of the path region
of path Π at the points {q1a , q1b , q2a , q2b , ..., qna , qnb } such that the line p = const is inside the path
region in the intervals [q1a , q1b ], ..., [qna , qnb ], then the intensity is generalized to:
XX
IP S (p) =
(qnb − qna ).
(3)
n

Π

Lastly, note that this is only possible because the path areas do not overlap. This is the case
because we only work with reflective surfaces. If you also consider optical system with refractive
surfaces, then the equation becomes more complicated.
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4

Results

Now that we have introduced the different ray tracing methods we can compare them in terms
of quality. Here the quality of a ray tracing method is given by the error of the approximation
generated by the ray tracing method as a function of the number of rays. The lower the error
the higher the quality. The actual output of the system is given by a reference quasi-Monte
Carlo approximation using 106 rays. Although it is again an approximation, because of the
large number of rays, we consider it to be a perfect approximation. The error is given by the
difference between the intensity of the output of the ray tracing method and the intensity of
the reference solution.

4.1

Two-Faceted Cup

We start with the two-faceted cup. This is such a simple system that it is actually possible to
compute its exact intensity. This is explained in [9]. However, this is beyond the scope of this
report.
In the following section we perform ray tracing in the two-faceted cup using Monte Carlo,
quasi-Monte Carlo, uniform distribution and the phase space ray tracing method. Afterwards
we compare the results.
4.1.1

Monte Carlo

We performed Monte Carlo ray tracing with 102 , 103 , 104 and 105 rays. Performing Monte
Carlo ray tracing with 104 rays results in the source and target phase space shown in Figure
48. The rays are chosen according to the definition of the phase space. In other words, the rays
are generated in the space [−2, 2] × [−1, 1] corresponding to the phase space defined by (q, p)
with p = sin (α).

(a) The target phase space.

(b) The source phase space.

Figure 48: The result of Monte Carlo ray tracing with 104 rays.
Figure 49 shows the generated intensity. We approximate the intensity using 100 bins. The
figure also shows the reference intensity. The red histogram shows the error of the Monte Carlo
intensity. This is computed by simply taking the absolute difference between the Monte Carlo
intensity and the reference intensity for the middle p-value of each bin. The total error is then
computed by taking the sum of all these absolute differences.
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Figure 49: The intensity generated using Monte Carlo ray tracing with 104 rays.
Finally the results of Monte Carlo ray tracing for various numbers of rays is shown in Table
1. Note that Monte Carlo ray tracing is a random process, therefore we generated the errors
shown in the table by performing Monte Carlo ray tracing ten times and then taking the average
error. This is also why the error for 104 rays shown in the table doesn’t correspond with error
shown in figure 49. The table shows averaged errors, while the figure shows a single instance.
1
Note that the error decreases roughly proportional to √N
.
r
number rays
102
103
104
105

error
2, 5220 · 101
7, 5587 · 100
2, 4025 · 100
8, 7532 · 10−1

Table 1: The generated average errors of Monte-Carlo ray tracing with various number of rays.
4.1.2

Quasi-Monte Carlo

Similarly to the Monte Carlo method, the rays for the quasi-Monte Carlo ray tracing were
generated in terms of the the phase space defined in terms of (q, p). In other words, the Sobol
sequence used in the generation of the rays is generated in the space [−2, 2] × [−1, 1]. We can
see that the rays in the resulting source phase space are much more uniformly distributed.

(a) The source phase space.

(b) The target phase space.

Figure 50: The result of quasi-Monte Carlo ray tracing with 104 rays.
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Figure 51 shows the intensity. We can immediately see that the intensity nicely follows the
same shape as the reference intensity. This leads to considerably smaller errors than Monte
Carlo.

Figure 51: The intensity generated using quasi-Monte Carlo ray tracing with 104 rays.
Finally, Table 2 shows the errors for various numbers of rays. The Sobol sequence used
to generate the rays is generated using a fixed deterministic process. Therefore, unlike Monte
Carlo, the generated intensities and corresponding errors will always be the same. Note that
the errors in the table decrease roughly proportional to N1r .
number rays
102
103
104
105

error
1, 4939 · 101
2, 0296 · 100
2, 5380 · 10−1
4, 2000 · 10−2

Table 2: The generated errors of quasi-Monte-Carlo ray tracing with various number of rays.
4.1.3

Uniform Distribution

Figure 52 shows the resulting source and target phase space of the ray tracing process with 104
uniformly distributed rays. You can see that in the source phase space the rays are distributed
in a grid-like structure. In the target phase space this results in horizontal lines of traced rays
with few rays in between those lines. It creates an effect of horizontal stripes of rays.
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(a) The source phase space.

(b) The target phase space.

Figure 52: The result of ray tracing with a uniform distribution with 104 rays.
In Figure 53 we see the generated intensity. You can see that for certain p-values the
intensity is too high while for other p-values the intensity is too low. Recall that for Monte
Carlo, quasi-Monte Carlo and uniform distribution ray tracing, the intensity is computed by
dividing the range of p values in bins and then computing how many rays fall into each bin.
This in combination with horizontal lines of traced rays in the target phase space explains the
cause of these errors in the generated intensity. If a bin is located between two horizontal lines
of traced rays in target phase space, then very few rays will fall into the bin resulting in a
low intensity, whereas if a bin is located around the same p-value as a horizontal line, then
the intensity will be large. This could be solved by generating a different pattern of uniformly
distributed rays in source phase space. However, this example shows the importance of having
at least some degree of (pseudo-)randomness in the generated rays. If the rays are perfectly
uniformly distributed then the resulting target phase space will always contain some pattern
which might cause unwanted artifacts.

Figure 53: The intensity generated using ray tracing with a uniform distribution with 104 rays.
Table 3 shows the errors of the generated intensities. Comparing this with the results of
Monte Carlo and quasi-Monte Carlo, we see that uniformly distributed ray tracing performs far
worse than the other two. And just like Monte-Carlo, the error decreases roughly proportional
1
to √N
.
r
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number rays
102
103
104
105

error
6, 8699 · 101
3, 5887 · 101
1, 0939 · 101
4, 8056 · 100

Table 3: The generated errors of ray tracing with a uniform distribution with various number
of rays.
4.1.4

Phase Space Ray Tracing

Figure 54 shows the resulting phase space of performing phase space ray tracing with min-dq =
0.025, max-dq = 1, min-dp = 0.025 and max-dp = 0.5. This results in 8179 rays. Using these
input parameters, many rays are traced near the boundaries of the path regions and few rays
are traced inside the regions.

(a) The source phase space.

(b) The target phase space.

Figure 54: Phase space ray tracing with min-dq = 0.025, max-dq = 1, min-dp = 0.025 and
max-dp = 0.5
Figure 55 shows the generated intensity. Note that in the middle, between p = −0.25 and
p = 0.25, the intensity seems to be almost perfect. However, in the intervals p ∈ [−0.5, −0.25]
and p ∈ [0.25, 0.5] the error is substantial.

Figure 55: The intensity generated using phase space ray tracing with min-dq = 0.025, max-dq
= 1, min-dp = 0.025 and max-dp = 0.5
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This error can be explained by Figure 56. If you look closely at the boundaries inside the
red rectangles on the far right and left, you can see a jagged edge. In reality, this should be a
straight line. This is what causes the errors. The cause of the jagged edge is unclear.

Figure 56: The jagged edges shown in the red rectangles cause a significant error.
Table 4 shows the generated errors for various input parameters. Note that for the twofaceted cup, every path region is a wide strip taking up the whole width of the source phase space.
Therefore, in the triangulation algorithm, it is impossible that the corner rays of a triangle have
the same path, while there is a ray inside the triangle with a different path. Therefore we can
disregard the need for max-dq and max-dp. We simply keep them at max-dq = 1 and max-dp
= 0.5. Such high values ensure that we aren’t needlessly tracing rays inside the path regions.
As for min-dq and min-dp, we start with the values min-dq = 0.25 and min-dp = 0.1 and then
divide these values roughly by a factor 2 for every subsequent intensity generation. Note that,
similarly to quasi-Monte Carlo, the error decreases roughly proportional to N1r . Nevertheless,
quasi-Monte Carlo consistently performs better. This is due to the problem of the jagged edge
mentioned above.
number rays
646
1656
3799
8179
17031
34686
70274
141313

min dp
0,1
0,05
0,025
0,01
0,005
0,0025
0,001
0,0005

min dq
0,25
0,1
0,05
0,025
0,01
0,005
0,0025
0,001

error
6, 2226 · 100
3, 3200 · 100
1, 47945 · 100
6, 7223 · 10−1
3, 3986 · 10−1
1, 9824 · 10−1
1, 1332 · 10−1
4, 90840 · 10−2

Table 4: The generated errors of phase space ray tracing with various input parameters.
Figure 57 shows the errors generated by the various ray tracing methods for different numbers
of rays. We conclude that quasi-Monte Carlo and phase space ray tracing are the clear winners
1
since their error decreases proportional to N1r as opposed to √N
for Monte Carlo and the
r
uniform distribution.
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Figure 57: The generated errors of the various ray tracing methods.

4.2

Multi-Faceted Cup

Similarly to the previous section, we generate intensities for the 100-faceted cup using the
various ray tracing methods. Unfortunately we were not able to do this for the phase space
ray tracing methods for reasons explained in the section 4.2.4. However, for the other three ray
tracing methods we were able to generate and compare the results.
4.2.1

Monte Carlo

Figure 58 shows the generated source and target phase space of the 100-faceted cup using Monte
Carlo ray tracing with 104 rays. Not only do the generated phase spaces look very different
than those generated in the two-faceted cup, but there are also more possible paths.

(a) The source phase space.

(b) The target phase space.

Figure 58: The result of Monte Carlo ray tracing with 104 rays.
Also the intensity for the 100-faceted cup shown in Figure 59 looks very different from
the intensity of the two-faceted cup. More specifically, the it has a very high intensity for
p ∈ [−0.1, 0.1].
We once again compare the generated intensity with a reference intensity generated using
quasi-Monte Carlo using 106 rays.

49

Figure 59: The intensity generated using Monte Carlo ray tracing with 104 rays.
Table 5 shows the error of the generated intensities. Once again the decrease roughly
proportional to N1r .
number rays
102
103
104
105

error
2, 0370 · 101
7, 5466 · 100
2, 4057 · 100
7, 7064 · 10−1

Table 5: The generated errors of Monte Carlo ray tracing with various number of rays.
4.2.2

Quasi-Monte Carlo

Figure 60 shows the generated source and target phase space for quasi-Monte Carlo ray tracing
using 104 rays.

(a) The source phase space.

(b) The target phase space.

Figure 60: The result of quasi-Monte Carlo ray tracing with 104 rays.
Figure 61 shows the generated intensity. Once again the generated intensity is better than
the one generated using Monte Carlo. However, for the two-faceted cup, the intensity generated
using quasi-Monte Carlo is a factor 10 better than the intensity generated using Monte Carlo.
Note that the intensity generated using quasi-Monte Carlo is only a factor 2 better.
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Figure 61: The intensity generated using quasi-Monte Carlo ray tracing with 104 rays.
Table 6 shows the generated errors of quasi-Monte Carlo using different numbers of ray.
Interesting to note is that the error doesn’t decrease quite as fast as was the case with the
two-faceted cup. Furthermore, the errors are in general higher than with the two-faceted cup.
The cause of this is not clear. Nevertheless it still performs significantly better than Monte
Carlo ray tracing.
number rays
102
103
104
105

error
2, 5648 · 101
4, 0457 · 100
1, 0328 · 100
1, 6270 · 10−1

Table 6: The generated errors of quasi-Monte Carlo ray tracing with various number of rays.
4.2.3

Uniform Distribution

Figure 62 shows the source and target phase space for ray tracing with a uniform distribution
of 104 rays. As was the case with the two-faceted cup, the target phase space displays visible
patterns.

(a) The source phase space.

(b) The target phase space.

Figure 62: The result of ray tracing with a uniform distribution with 104 rays.
Figure 63 shows the generated intensity. Once again, the generated intensity is too high for
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certain p-values and too low for other p-values. Although, it should be noted that the error is
significantly less than for the two-faceted cup.

Figure 63: The intensity generated using ray tracing with a uniform distribution with 104 rays.
Table 7 shows the generated errors for various numbers of rays. Once again the generated
errors are less than those for the two-faceted cup, but not by much.
number rays
102
103
104
105

error
4, 8427 · 101
2, 7225 · 101
4, 9958 · 100
2, 7251 · 100

Table 7: The generated errors of ray tracing with a uniform distribution with various number
of rays.
4.2.4

Phase Space Ray Tracing

Sadly we were not able to generate result for the 100-faceted using phase space ray tracing.
This is due to the algorithm for turning the point cloud near the boundaries into the actual
boundaries. Recall that this algorithm sorted all the triangles based on neighboring triangles.
This worked for the two-faceted cup since every triangle had at least two neighbors, but this
is not the case for the 100-faceted cup. The red circle in Figure 64 shows a location where a
boundary triangle only has a single neighbor. This completely breaks the algorithm. However,
using a general method for converting a point cloud into a shape, such as the α-shape method
Dr. Filsoa discusses in [9] would solve this problem. The downside of such a general method is
that it is significantly more difficult to understand and implement.
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Figure 64: Not all the boundary triangles have two neighbors. This breaks the algorithm for
turning the point cloud near the boundaries into the actual boundaries.
Figure 65 shows the results of Monte Carlo, quasi-Monte Carlo and uniform distribution ray
tracing. Unlike with the two-faceted cup, there are no clear conclusions we can draw. The error
with quasi-Monte Carlo once again seems to decrease faster than the error with Monte Carlo,
but not quite as much as with the two-faceted cup. Uniform distribution ray tracing doesn’t
show a clear slope whatsoever.

Figure 65: The generated errors of the various ray tracing methods.

4.3

Conclusions

We were only able to generate a limited set of results. Therefore we don’t have enough evidence
to draw definitive conclusions. However, the limited results that we were able to produce as
well as the results that Dr. Filosa generated suggest that the error of the intensity generated
by phase space ray tracing decreases proportional to N1r . This is same rate of decrease as
quasi-Monte Carlo ray tracing. However, unlike quasi-Monte Carlo ray tracing, phase space
ray tracing has a lot of overhead. Once all the rays have been generated you still need to run
an algorithm to turn the point cloud of rays near the boundaries into the actual boundaries.
Also the algorithm which chooses the rays to trace is a lot more computationally intensive with
phase space ray tracing than with quasi-Monte Carlo. Therefore, any speed increases you gain
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by tracing less rays, you lose again to this overhead. Not to mention the fact that phase space
ray tracing is significantly more difficult to implement than quasi-Monte Carlo ray tracing. That
being said, in this report, we only scratched the surface of phase space ray tracing. Dr. Filosa,
in her PhD thesis goes a lot more in depth and shows a lot more interesting things than we did
in this limited report.
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