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Summary
Change detection system design using stereo vision
for countering Improvised Explosive Devices

Improvised Explosive Devices, commonly referred to as IEDs or roadside bombs,
are a serious threat to both NATO troops and civilians during transportation of
people and materials in conflict zones. In order to reduce casualties, periodical
surveillance of the high-risk areas is required in the surroundings where such
transportation is planned. One effective method of surveillance is ground-based
patrols. During such patrols, potential threats are localized by searching for suspicious patterns in the environment (e.g. suspiciously placed objects, markers,
etc.) and by comparing current and past environment situations. This is a very
demanding task, because the human ability to concentrate on a task for a longer
time interval in an unknown environment is rather limited. Furthermore, memorizing multiple details about the appearance of a specific environment is virtually
impossible if the time and distance differences are significant. Therefore, there is a
strong desire for a system that can assist the operator in finding potential threats
during driving.
This thesis explores a real-time vehicle-mounted early-warning system for
Improvised Explosive Devices. Designing such a system poses several considerable challenges. First, the system should be able to detect unknown objects
or its marker(s), which can have any size, shape and color that are a-priori unknown. Automated detection of such unknown objects is not possible. Instead,
we assume that placement of an IED or its marker will cause slight changes to the
environment, such as digging tracks or newly appeared objects near to the road.
Therefore, we aim at detecting suspicious changes in the scene between (two) different moments in time, which may indicate the presence of an IED. Second, such
change detection requires an accurate registration of the live and historical images
to enable automated comparison and localize changes in the environment. This
requires the use of 3D geometry modeling of the scene to facilitate pixel-accurate
comparisons between two different viewpoints. Third, both texture, geometrical
and color features are employed to better identify if a change is relevant for further
inspection or decision making. Given the previous challenges, the main objective
of this thesis then results in designing an image processing pipeline that is capable
of finding suspicious changes in real time, while being robust to varying recording
conditions.
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It is shown that it is possible to define a generic image processing chain that
is capable of finding arbitrary objects and or changes in the scene in real time.
Chapter 3 describes a first monocular design of such an automated change detection system. For this purpose, historical images of the live scene are retrieved
from a database and registered to the live image by means of a homography
transform. The registered images are then compared and potential (indicators of)
IEDs are directly communicated to the operator through an interactive Graphical User Interface. Although the monocular system shows promising detection
results, it degrades under increasing viewpoint differences. Moreover, it has difficulties in distinguishing shadows from actual changes, as the system lacks context
information.
As a further step, context information in the form of 3D geometry by means
of stereo vision is exploited in Chapter 4. The 3D geometry is used to locate the
ground plane within the scene and to limit image registration to this plane, thereby
constraining parallax effects. Furthermore, the 3D context is exploited through a
novel filtering approach based on the characterization of changes. This enables
the system to distinguish between physical and apparent (visual) changes, such
as caused by shadows. Although somewhat more robust to viewpoint differences,
the method was still found to be too sensitive to different driving trajectories.
To counter the aforementioned sensitivity, a novel 2.5D hierarchical alignment
is introduced in Chapter 5, to facilitate accurate registration under larger viewpoint differences. This approach constructs a textured 3D model of the historical
scene and then synthesizes it to the live camera viewpoint, yielding a 2D image
of the historical scene, as if captured by the live camera. This approach offers a
better capturing of the shape of the scene, where the projective mapping is no
longer limited to a linear ground plane. As a result, the local alignment on the
ground plane was found much more accurate, so that changes were identified
more reliably.
The thesis offers several contributions to further increase the robustness of
system operation. Chapter 6 introduces a more advanced technique to estimate
the 3D Euclidean pose difference between the live and historical viewpoint, which
further improves the registration robustness. It was found that this approach
significantly extends the operational range with respect to lateral displacements
from 2.5 m to more than 5 m. Chapter 7 further enhances the registration technique towards the full scene, by introducing a novel 3D scene model, which is no
longer limited to the (non-linear) ground surface. It was found that the full-scene
alignment then becomes accurate for lateral displacements up to 4 m.
The aforementioned robustness improvements are combined into a full prototype in Chapter 8. The real-time design of the full-stereo change detection system
is discussed in detail, including the mapping to the computer platform. This chapter also introduces additional spatio-temporal filters to reduce the false alarm
rate of the system. The developed prototype was extensively validated through
specifically designed unit tests, performed at a military terrain. The evaluation
showed a clear improvement in operational robustness and detection capabilities
ii

with respect to the monocular system.
Finally, an upcoming improvement for better decision making under challenging recording conditions is explored by developing a first deep learning network
architecture for generic change detection of small objects (Chapter 9). This network is an efficient Siamese convolutional network for finding changes between
two registered images. It was found that this network clearly outperforms existing solutions for the available learned cases. Asymmetry and a smart choice of
encoder-decoder architecture ensures a fast operation towards real-time execution.
The thesis is concluded by answering the research questions posed in Chapter 1
and by providing an outlook into future trends in change detection for countering
IEDs. The developed techniques and the prototype form an important basis and
are likely to become a valuable tool in assisting military personnel during future
route-clearance operations.
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Samenvatting
Ontwerp van een stereosysteem voor veranderingsdetectie
ten behoeve van het opsporen van geı̈mproviseerde explosieven

Geı̈improviseerde explosieven (IEDs) en met name bermbommen, vormen een
groot gevaar voor NATO konvooien en burgers in conflictgebieden. Om slachtoffers tijdens geplande transporten te voorkomen, worden gebieden met een hoog
risico periodiek gesurveilleerd. Tijdens dergelijke ‘ground-clearance’ patrouilles
zoekt een getrainde operator naar verdachte patronen en/of objecten in de omgeving. Daarbij kijkt een operator ook naar veranderingen in de omgeving ten
opzichte van een vorig bezoek, omdat dergelijke veranderingen kunnen duiden
op een dreiging. Deze ground-clearance activiteit is een zeer moeilijke taak, omdat
een mens zich slechts beperkte tijd kan concentreren in een onbekende omgeving.
Daarnaast is het vrijwel onmogelijk om alle kleine details van de omgeving tijdens een eerdere patrouille te onthouden, met name als er veel tijd zit tussen de
patrouilles. Er is daarom vraag naar een systeem dat de militaire operator kan
ondersteunen tijdens deze specifieke controles.
Dit proefontwerp onderzoekt een realtime waarschuwingssysteem voor bermbommen dat typisch op een voertuig wordt gemonteerd. Het ontwerp van een
dergelijk systeem brengt een aantal aanzienlijke uitdagingen met zich mee. Ten
eerste moet het systeem onbekende objecten of de bijbehorende markerering(en)
kunnen detecteren, waarvan de vorm, grootte, kleur en het materiaal onbekend
zijn. Geautomatiseerde detectie van dergelijke onbekende objecten is niet mogelijk met behulp van conventionele detectietechnieken. In plaats daarvan gaan we
ervan uit dat het plaatsen van een IED, of een markering daarvoor, (kleine) veranderingen in de omgeving veroorzaakt, zoals graafsporen of een nieuw verschenen
object op of nabij de weg. Daarom richten we ons op het vinden van verdachte
veranderingen in de omgeving tussen (twee) verschillende tijdsmomenten. Dergelijke veranderingen kunnen duiden op de aanwezigheid van een IED. Ten tweede
vereist een dergelijke veranderingdetectie een nauwkeurige registratie van de
live en historische beelden om een geautomatiseerde vergelijking te faciliteren
en om veranderingen in de omgeving te lokaliseren. Dit vereist het gebruik van
3D-modellering van de omgeving om vergelijkingen tussen twee verschillende
cameragezichtspunten (kijkhoeken) mogelijk te maken met een nauwkeurigheid
op pixelniveau. Ten derde worden zowel textuur-, geometrische als kleurkenmerken gebruikt om beter te identificeren of een verandering in de omgeving relevant
is voor verdere inspectie of besluitvorming. Het hoofddoel van deze thesis is het
v

ontwerp van een keten van beeldverwerkingsfuncties, die in staat is om verdachte
veranderingen in realtime te vinden. Deze keten moet tevens voldoende robuust
zijn voor verschillende opnameomstandigheden.
In het werk wordt aangetoond dat het mogelijk is om een generieke beeldverwerkingsketen te definiëren, welke in staat is om in realtime willekeurige objecten
en of veranderingen in de omgeving te vinden. Hoofdstuk 3 beschrijft het ontwerp
van een dergelijk geautomatiseerd monoculair systeem voor veranderingsdetectie. Dit systeem haalt historische afbeeldingen van de live omgeving op uit een
database en registreert deze historische beelden met de live beelden middels
een homografische transformatie. Deze beelden worden vervolgens vergeleken
en mogelijke (indicatoren van) IEDs worden direct aan een operator getoond
d.m.v. een interactieve Grafische User Interface. Hoewel het monoculaire systeem veelbelovende detectieresultaten laat zien, degradeert de detectiecapaciteit
onder toenemende gezichtspuntverschillen. Bovendien is het monoculaire systeem door gebrek aan contextuele informatie niet goed in staat om schaduwen te
onderscheiden van werkelijke veranderingen.
Als een volgende stap wordt contextuele informatie toegevoegd in de vorm
van 3D-geometrie door middel van stereovisie (Hoofdstuk 4). De 3D-geometrie
wordt gebruikt om het grondvlak in de beelden te lokaliseren, waarna de beeldregistratie wordt beperkt tot dit vlak. Dit beperkt nadelige parallax-effecten op
dit grondvlak. Bovendien wordt de 3D-geometrie benut voor een nieuwe filteringsmethode, gebaseerd op het karakteriseren van de veranderingen. Dit stelt
het systeem in staat om fysieke veranderingen te onderscheiden van ‘visuele’ veranderingen. Hoewel de toevoeging van 3D-geometrie een lichte verbetering laat
zien in de robuustheid voor kleine verschillen in cameragezichtspunten tussen
de live en historische beelden, is het aangetoond dat deze registratiemethode nog
steeds te gevoelig is voor verschillen in cameraposities.
Om de hierboven genoemde gevoeligheid voor verschillen in gezichtspunten
te beperken, wordt een nieuwe 2.5D hiërarchische registratietechniek geı̈ntroduceerd
in Hoofdstuk 5. Deze techniek maakt nauwkeurige registratie mogelijk voor een
grotere laterale verplaatsing van het voertuig. Deze benadering construeert een
getextureerd 3D-model van de historische omgeving en synthetiseert het vervolgens naar het gezichtspunt van de live-camera. Dit levert een 2D-beeld op van de
historische omgeving, alsof deze werd gezien door de live-camera. Deze techniek
biedt een betere representatie van het grondvlak, waarbij de projectieve afbeelding niet langer beperkt is tot een lineair vlak. Deze methode heeft geleid tot een
hogere registratienauwkeurigheid van het (niet-lineaire) grondoppervlak, zodat
veranderingen betrouwbaarder worden gevonden.
Dit proefontwerp bevat een aantal bijdragen om de operationele robuustheid
van het systeem te verbeteren. Hoofdstuk 6 introduceert een geavanceerde techniek om de Euclidische 3D-beweging tussen het live en historische gezichtspunt
te schatten, hetgeen de robuustheid van de registratie verder verbetert. Het is
aangetoond dat dit het operationeel bereik t.o.v. laterale verplaatsingen uitbreidt
van 2.5 m tot meer dan 5 m. Hoofdstuk 7 vergroot de registratietechniek naar de
vi

volledige 3D scene door de introductie van een nieuw 3D-scènemodel dat niet
langer beperkt is tot het (niet lineaire) grondoppervlak. De uitgevoerde validatieexperimenten laten zien dat deze registratie voor de volledige scène nauwkeurig
blijft voor laterale verplaatsingen tot 4 meter.
De hiervoor genoemde robuustheidsverbeteringen zijn samengevoegd in een
prototypesysteem in Hoofdstuk 8. Het ontwerp van het volledige veranderingsdetectiesysteem wordt in detail besproken, inclusief de afbeelding van de softwarecomponenten op het computerplatform. Dit hoofdstuk introduceert ook additionele spatio-temporele filters om het aantal foutieve detecties van het systeem te
reduceren. Het ontwikkelde prototype is uitgebreid geëvalueerd op een militair
terrein door middel van specifiek ontwikkelde gestandaardiseerde tests. Deze
evaluatie laat een duidelijke verbetering zien van de operationele robuustheid en
van de detectiemogelijkheden t.o.v. het monoculaire systeem.
Tenslotte wordt een toekomstige mogelijkheid voor betere besluitvorming onder uitdagende opnameomstandigheden onderzocht, door de ontwikkeling van
een eerste deep-learning netwerkarchitectuur, gericht op veranderingsdetectie
voor kleine objecten (Hoofdstuk 9). Dit netwerk bestaat uit een efficiënt Siamees
convolutioneel netwerk dat veranderingen detecteert tussen twee (geregistreerde)
beelden. Het is aangetoond dat dit netwerk aanzienlijk beter presteert dan bestaande systemen voor de aangeleerde situaties. Asymmetrie en een slimme keuze
van een gezamenlijke encoder- en decoderarchitectuur dragen verder bij aan de
realtime verwerkingssnelheid.
De beschrijving van het proefontwerp wordt afgesloten met het beantwoorden
van de onderzoeksvragen uit Hoofdstuk 1, aangevuld met een vooruitblik op
toekomstige veranderingsdetectie voor Counter-IED. De ontwikkelde technieken
en het prototype vormen een belangrijke basis voor een toekomstig systeem om
militair personeel te assisteren tijdens ground-clearance operaties.
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1
1.1

Introduction

Background

Improvised Explosive Devices, referred to as IEDs, are a serious threat to both
NATO troops and civilians in conflict areas. In fact, they were one of the leading
causes of casualties amongst Dutch military in Afghanistan [1]. These home-made
bombs are easily fabricated, using simple household items and/or chemicals.
Moreover, the Internet enables individuals without any military background to
construct such explosive devices, which has resulted in a strong increase in the
usage of such explosives in conflict zones and lately even beyond these regions.
Route clearance
A special type of IED, the road-side IED, refers to explosives that are used to ambush
convoys or vehicles. Such devices are typically hidden somewhere along or within
the driving path of a convoy or patrol and can cause excessive damage, often
resulting in casualties. Due to the large impact of such road-side IEDs, periodical
surveillance of the high-risk areas is required in the areas where transportation is
planned. During such route-clearance patrols (‘military search’), but also during
regular transports in high-risk areas, potential threats are localized by trained
military engineers. Such military engineers are trained to look for suspicious
patterns in the environment that may indicate the presence of an IED. Apart from
the difficulty involved in assessing a threat while the convoy is moving, it is also
a very demanding task for a human, because his ability to concentrate on such a
task for a longer time interval in an unknown environment is limited. It becomes
even more difficult when considering that the military engineer has only a few
seconds to assess the environment, in order to stop the vehicle at a safe distance
from an observed threat. For this reason, there is a strong desire for a system that
can assist the military personnel in detecting the (indicators of) IEDs on-the-go,
as the timely detection of the device or its indicators could mean the difference
between life and death.
Visual aspects of finding IEDs
The ad-hoc nature of IEDs, which can have any shape or color, makes the detection
of IEDs a difficult image processing task, where appearance-based object recognition techniques are of limited use. The objects to be found are simply unknown
1
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with respect to their characteristics. Therefore, instead of searching for specific
shapes or predefined cues in the environment, we assume that the placement of an
IED results in changes to the environment. These changes are commonly referred
to as indicators of IEDs and could be, but are not limited to, any of the following
items.
(a) Freshly dug holes, new dirt, piles of sand or gravel near the road.
These are strong indicators that something may have been recently buried
in the ground. Practice shows that it is very difficult to hide (large) explosives without leaving such traces, especially when done in a hurry during
nighttime, as is typically the case [2].
(b) Newly appeared objects, such as markers.
Although IEDs are in fact newly appearing objects, they are mostly well
hidden and not necessarily directly visible. Nevertheless, in practice it has
been found that parts of an IED are sometimes visible. Moreover, IEDs are
often accompanied by a marker (indicator). A marker can be any (by itself
in-suspicious) object placed on or near the road, used to time the detonation
of an IED, e.g. it is detonated from a distance when a vehicle passes the
marker. Therefore, the detection of newly appearing objects could denote
the presence of an IED. Figure 1.1 shows some visual examples of markers
found during patrols.
(c) Re-arranged structures.
Hiding an IED often causes (minor) differences in the environment. For
example, a parked car that is hanging lower in its suspension than during
a previous visit, may indicate that explosives hidden inside the vehicle are
weighting it down. Also an IED may be hidden underneath a naturally
occurring pile of branches, which slightly changes the volume of the pile
and the arrangement of the branches.

(a)

(b)

(c)

Figure 1.1 — Examples found in practical cases showing several markers found near IEDs.
(a) Stacked stones. (b) Fallen tree trunk. (c) Piles of stones. Images taken from the ISAF CounterIED smart book [3].

2

The early detection of such indicators, i.e. finding (an indication of) the threat
while the convoy is still at a safe distance to the threat, enables the military operator to take appropriate actions and helps prevent casualties. Although the aforementioned indicators are typically subtle, they can often be found by comparing
the state of the environment with its state during a previous visit. This process is
referred to as change detection and is the main topic of this thesis.

1.2

Enabling technologies

The automatic detection of IEDs and their indicators poses several requirements.
First and foremost, it requires the availability of accurate sensing technologies
to enable the system to observe the environment. Second, such a system needs
algorithms to automatically find the IEDs or their indicators in the captured images. Finally, it requires a mobile computing platform that is able to execute those
algorithms in real time. All three technology areas have experienced a strong
development over the last decades and their capabilities have grown at a rapid
pace. These technology areas will now be discussed in some more detail.
Digital cameras
The first successful imaging technology using a digital sensor was made in 1969
by Willard S. Boyle and George E. Smith, for which they were awarded the Nobel
Prize in Physics in 2009. Their contributions paved the way for digital photography. Only in 1975, a photo was taken with the world’s first fully digital camera
at a Kodak lab. It took 23 seconds to record an image of 100 × 100 pixels (0.01
Megapixels) to a cassette tape. The first commercially available camera (outside of
Japan) arrived in 1990 with the Dycam Model 1, featuring black-and-white images
with a resolution of 376 × 240 pixels (0.09 Megapixels). In 1991, Kodak switched
their devices to digital sensing and introduced the first commercial Digital Single
Lens Reflex (DSLR) camera, which featured a resolution of 1320 × 1035 pixels (1.3Megapixels) [4], [5]. The first color camera arrived in 1994 and was restricted to
640 × 480 pixels. The popularity of digital cameras exploded in the 2000s, when
technology further improved and the cost of production decreased. Nowadays,
digital cameras with a 50.6-Megapixel resolution are commercially available. In
parallel, cameras are getting more compact and mainstream, such that the newest
smartphones are already equipped with 40-Megapixel cameras.
Although sufficient camera resolution is a strict requirement for automatic image processing tasks, the resolution is not the only measure of quality. Comparing
cameras with professional lenses to smartphone cameras shows day and night
differences. With new and improved lenses and sensors, cameras have become far
more sensitive to the incoming light, meaning that they can capture color even in
low-light conditions. Moreover, the strong increase in computational power of the
Image Signal Processor (ISP) directly after the sensor, which used to be restricted
to demosaicing (the process of building a color image from separately captured
red, green and blue wavelength photons [6] with e.g. Bayer filters), now enables
the camera to perform additional processing steps, such as noise removal, auto
3
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focus and contrast enhancement. The obtained high image quality has facilitated
the possibility for automatic content analysis and advanced image processing
algorithms, beyond the aforementioned processing on the ISP.

Computing hardware
Just as important as the advance in image quality, is the advance in computational power over the last decades. The first general-purpose computer can be
considered the Electronic Numerical Integrator and Computer (ENIAC) in 1946,
weighting over 30 tons and capable of performing 5,000 additions per second.
In 1985, the Nintendo Entertainment System (NES) already had half the processing power of the Appollo Guidance Computer (AGC), that brought the Apollo
astronauts to the moon [7] in 1969. In 1965, Gordon Moore, co-founder of Intel,
predicted that the number of transistors in an integrated circuit would double
every year for the next decade [8]. In 1975 he revised his estimate to a doubling
every two years [9], which has become known as Moore’s Law. This prediction
proved accurate for several decades until around 2012. In 2015, Moore foresaw
that the rate of progress would reach saturation in the next decade [10]. Indeed,
the increase in the amount of transistors is saturating, though manufacturers are
seeking alternative approaches to increase the computational speed of computers.
Nevertheless, considering the period from 1956 to 2015, a 1 trillion-fold increase
in performance has been achieved [7], enabling much more advanced algorithms
to be executed in real time.
Now that the clock frequency of Central Processing Units (CPUs) is saturating, parallelization is the key to further performance increase. This is where the
Graphical Processing Unit (GPU) comes in, which features a much higher amount
of computing cores, enabling to perform very high amounts of parallel computations. This is especially relevant for graphics and computer vision, which typically
involve computations that need to be performed for every pixel and its surroundings, which can be computed independently and in parallel.
In 2007, general-purpose GPUs started appearing when graphics cards were
extended with increasingly more capabilities, such as the ability to perform matrix
multiplications, Fast Fourier transformations and other expensive computations.
While the rise in CPU power is saturating, the computational power of GPUs has
experienced a tremendous growth over the last decade, first driven by gaming
applications and now by the strong development of Deep Learning and Artificial
Intelligence (AI) and their related industries. Whereas a GPU had a total of 256
cores in 2009, current GPUs feature 5,760 cores and are much more efficient in
processing per core. They can now be considered programmable architectures and
devices, consisting of several multi-core processors capable of running hundreds
of thousands of threads (processing tasks) concurrently.
This strong increase in computational power has opened a wide range of possibilities in the field of Computer Vision, enabling real-time execution of algorithms
that were not feasible several years ago.
4

Computer Vision
Although the lack of sufficient image quality and processing power inhibited many
computer vision algorithms, the current technology level has shown a two-phase
revolution. In the first phase, the improved computational power facilitated the
use of more sophisticated algorithms for the established conventional techniques,
such as object detection and classification, feature matching, image segmentation and registration and also change detection algorithms. This has resulted in
a strong improvement in robustness and real-time performance. In the second
phase, especially over the last few years when GPU capabilities improved rapidly,
research into Deep Learning-based alternatives has exploded, as an alternative to
the conventional algorithms. These methods have been inspired by the structure
of the human brain, using Convolutional Neural Networks. They are now able
to solve complex problems by learning from provided examples. In fact, a wellknown object classification benchmark ”ImageNet Large Scale Visual Recognition
Challenge” [11] has shown that deep learning-based object classification was already able to outperform human recognition capabilities in 2015 (see Figure 1.2).
Since then, deep learning has further improved and has become the dominant
technique for most Artificial Intelligence (AI) problems.

ImageNet Visual Recognition Error Rate (%)

30
Prior to Deep learning
Deep learning

25
20

15

10
Human error rate

5

0

2010

2011

2012

2013
2014
Year

2015

2016

2017

Figure 1.2 — Error rates on the ImageNet Large-Scale Visual Recognition Challenge (ILSVRC).
The introduction of deep learning in 2012 has significantly improved performance and this improvement continued in the subsequent years, outperforming human recognition capabilities.

The abovementioned advances in sensing, computational power and algorithmic feasibility now also enable the automated detection of IEDs and/or their
indicators in real-time, which will be elaborated on in this thesis.
5
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1.3

The potential of change detection for countering IED

The concept of change detection in the context of Counter-IED (C-IED) is visualized in Figure 1.3. At the left of Figure 1.3, a patrol car is driving along vehicle
path 1, while recording images of the environment. During a second patrol (Figure 1.3 at the right), images are again recorded at another moment in time, which
can now be compared to the images of the first recording. The first recording is
typically acquired when the environment has been assessed safe. Therefore, the
recorded images can now be used as a reference during a next visit. Any changes
between the first (historical) and next (live) state may indicate the presence of an
IED and need to be investigated. Hence, comparing images recorded during the
current patrol, to images acquired during an earlier patrol, enables an automatic
image analysis system to detect relevant changes in the scene that may indicate the
presence of an IED. In this context, change detection is the process of comparing
two images and finding all areas that show a dissimilarity at a specific location in
those images, referred to as ‘changes’. A simplified example is shown in Figure 1.4,
which portrays two images depicting the same scene, one prior to burying a test
object and one recorded after the object was hidden. Although the environment is
nearly similar, the disturbed earth gives an indication that something may have
been hidden.
1st Patrol
(day 1)

2nd Patrol
(days after)

Vehicle path #1

#2
Vehicle path

CHANGE

CHANGE

Figure 1.3 — Conceptual visualization of the change detection process, where the system finds
differences in the environment with respect to a previous visit (the parked car and the newly appeared
branch in the right image).

Various types of change detection
Change detection can thus be employed to detect changes in the environment,
enabling early detection of IEDs. The next question is whether the found change
points to a specific change that indication a potentially suspicious situation. By
adding the word suspicious to the found change, the reader should note that we
give value to the detected change. In order to be able to map the word suspicious
onto detection situations, it is important to distinguish the context of the capturing
methods and areas.
6

(a) — Previous recording

(b) — New recording

(c) — Relevant change

Figure 1.4 — Simplified change detection example, where an object was buried in between two
recordings. Image (c) shows the change(s) of interest, where white pixels represent a relevant
difference mask between image (a) and (b).

There exist several types of change detection, related to the various capturing
setups, such as change detection on stationary surveillance images, remote sensing
and vehicle-based change detection, which are the dominant application areas on
this topic.
Stationary surveillance: Change detection on stationary images, such as captured by security cameras, is widely investigated and employed in many surveillance scenarios [12]–[14]. A well-known example is intrusion detection, where
trespassers are automatically detected by comparing the recorded image to a background model [15]. Another well-known scenario is Abandoned Object Detection
(AOD) [16], where the objective is to automatically detect objects left behind,
which could present a threat. These approaches typically assume a static scene,
where the background does not change (much) over time. Unfortunately, this
static-background assumption does not hold for C-IED scenarios, unless stationary surveillance cameras would be installed in the hostile area to be monitored,
which is impractical.
Remote sensing: Change detection applied to satellite images (remote sensing),
is also widely applied [14], [17], [18]. This typically involves comparing top-view
satellite images to find changes in the landscape, such as monitoring urban expansion in the context of urban planning [19], or monitoring deforestation in the
context of environmental monitoring [20]. However, the resolution of such satellite
images is still too limited to be applied for countering IED. The state-of-the-art
WorldView-3 satellite now achieves an accuracy (sampling distance) of 31 cm [21],
which means that small changes caused by planting an IED may not even be visible in the images. It is expected that for high-class military applications, satellites
with higher accuracy do exist, but these are not accessible to most countries.
Higher spatial accuracies can be obtained by aerial imaging systems (airborne
acquisition), which can record images with an accuracy of 7 cm per pixel [22].
Higher accuracies, of up to 2.5 cm per pixel, are also possible by changing, amongst
others, the recording flightpath to be closer to the ground. However, such flights
are expensive and it is not always possible to fly over hostile environments at
close distance. Moreover, these recordings should be continuously updated, while
the convoy is moving. Otherwise, the IED could be placed after such a reconnaissance flight has passed, since the convoy moves much slower. Unfortunately, such
7
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(repeated) flights over the area would also clearly indicate the presence of the
convoy and the direction it is traveling in, for any person planning an ambush.
Furthermore, both aerial and satellite images do not reveal areas that are occluded
by e.g. tree canopies, reducing the effectiveness in such areas.
Ground-based change detection: Since continuous aerial coverage is not feasible,
aerial images are by themselves insufficient for the early detection of IEDs during
patrols. For this reason, there is a strong desire for change detection techniques that
can be applied directly from a moving vehicle (Figure 1.3), such that the vehicle is
equipped with a system that is able to detect possible threats that lie on its route.
This thesis focuses specifically on this case, where change detection is performed
from a ground-based vehicle. The purpose of the change detection system is to
facilitate an early warning to observers (military operators), by attracting their
attention towards possible indicators of IEDs and suspicious modifications in
the scene. This has to be performed while driving. Such ground-based change
detection poses several technological challenges, which are introduced in the next
section.

1.4

Challenges of change detection for countering IED

Outdoor change detection from a ground-based vehicle poses several technological and operational challenges that need to be addressed. Technological challenges
refer to both the algorithmic and hardware-related challenges in designing a mobile change detection system. The operational challenges take into account its
usage in realistic route-clearance scenarios and pose additional requirements set
by the end user. These various challenges are discussed in the subsequent paragraphs.
Technological challenges
This section describes the most relevant technological challenges faced when
designing a vehicle-based change detection system.
A. Sensing and obtaining historical images: As a start, the system needs to be
able to observe the environment using one or more cameras capturing the visual
spectrum, where each object should be described by a sufficient number of pixels to
enable detection at the desired distance. Furthermore, to facilitate the comparison
of images during future patrols, i.e. to detect changes between a live and historical
image, the images should also be stored while driving.
B. Temporal synchronization: Change detection is the process of comparing two
(or more) images with each other. Whereas this is easy for stationary cameras
where every image depicts the same scene at a different moment in time, this is not
the case for a mobile change detection system. Due to the movement of the vehicle,
the system first needs to retrieve the ‘best resembling’ historical image from a
previous patrol. This breaks down into automatically finding the historical image
with the most similar viewpoint, which we refer to as ‘temporal synchronization’.
For obvious reasons, it is not possible to compare the live image to all historical
8

images in real time. Instead, such synchronization should exploit GPS information,
while being robust to inaccuracies in such coordinates.
C. Image registration: Next, the live and historical images need to be aligned to
each other. Such image alignment, also referred to as image registration, ensures
that the same pixel in two images corresponds to the same physical location in a
scene, thereby enabling to directly compare the two pixel values with each other.
Without such registration, the compared pixels would describe different parts of
the scene, yielding an incorrect comparison. This is illustrated in Figure 1.5, which
portrays corresponding pixels in a rotated image, before and after alignment. It
should be noted that the system does not know which pixels correspond to each
other, prior to the registration.

Live image

Historical image

Live image

Aligned historical image

Figure 1.5 — Simplified example of 2D alignment. The top images show that comparing the same
pixels in two unregistered images, results in invalid comparisons. The bottom images demonstrate
that, after alignment, comparing the same pixels in both images yield valid comparisons.

Such registration is not a trivial task, especially since the driving trajectory of
the current and historical patrols, and consequently the viewpoints of the images
to be compared, are typically not identical. This results in images that may appear
very different and may even feature different perspective distortion (Figure 1.6),
thereby making registration and change detection a challenging task. Aside from
viewpoint changes, the registration should also be robust to illumination differences and inaccuracies in positioning information.
D. Finding ‘unknown’ changes: After image alignment, changes in the scene have
to be found by comparing the images to each other. Due to the unknown nature
of IEDs and their indicators, i.e. their shape, color, size and even materials used
are unknown, it is difficult to make assumptions on the changes to be detected.
This rules out typical object detection approaches. Ideally, the change detection
system should be generically applicable and independent on the characteristics
of the objects to be found. Besides the ad-hoc nature of (indicators of) IEDs, the
9
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Figure 1.6 — Two images capturing the same scene from slightly different viewpoints, resulting
in a perspective difference and parallax.

change detection should be robust to different recording conditions, such as global
lighting differences. The latter are unavoidable during deployment in practice.
Operational challenges
The following challenges originate from requirements by the end user.
E. Limited storage: Although storing images during driving sounds straightforward, in reality storage space is limited. Considering that a single stereo image can
take up to 7 MB, storing every video frame would result in a huge amount of data.
This is not practical for an operational system. Instead, the amount of data needs
to be minimized by only capturing those historical images that provide sufficient
coverage of the historical environment. Moreover, considering the limited storage,
it would be beneficial if the system allows to easily swap data for different historical patrols, enabling the user to select what drives could be relevant for the current
patrol. Such a modular design would greatly support practical applicability.
F. Safe stand-off distance: From an operational point of view, the system should
facilitate a safe stand-off distance, i.e. a possible threat needs to be detected at
sufficient distance such that the threat can be verified by a human operator, the
vehicle can halt, and still be at at a safe distance from the threat. This leads to
two additional requirements: (1) the system should be able to detect changes
at sufficient distance from the vehicle, and (2) the system should be capable of
operating in real time. Both requirements put strict timing constraints on the
individual system components and on the system as a whole, while the first
requirement also imposes constraints on the minimum processing resolution.
G. False alarm suppression: The number of false alarms presented by the system,
i.e. detections that do not correspond to an actual (indicator of an) IED, should
be kept as low as possible. Too many false alarms will reduce the credibility
of warnings in the eyes of a military operator, at which point correct detections
may be ignored, which could lead to life-critical results. Hence, it is important
to only report suspicious changes instead of simply reporting all changes. The
system should therefore be capable of suppressing irrelevant changes, such as
10

those caused by lighting differences and non-ideal recording conditions.
H. User interface: Finally, suspicious changes should be reported to the operator, in such a way that it can be quickly assessed if the change corresponds to
an actual threat. This requires an intuitive user interface that helps the operator in
this decision, by offering just sufficient information at a glance. This user interface
is also part of the proposed change detection system.

Restrictions due to confidentiality
Aside from the technological and operational challenges, the availability of related
work is also an issue. Research into change detection for countering IED is rather
limited. This may be partly explained by the often confidential nature of such
systems, where military forces are reluctant to share details on their detection
methodology. This holds especially for the detection capabilities of the systems
and the test data used. This constraint on information sharing makes it difficult to
compare the current work with other realistic systems, where either test results or
the system itself cannot be reproduced or may not be published. For this reason, we
introduce our own dataset and present specifically designed unit tests to provide
reproducible experimental results. Throughout this work, we make best efforts
to give insight into the system design and detection capabilities of the proposed
change detection system. Although less restricted, we are also bound to some
level of confidentiality, specifically considering the use of our data. This data set
has been partly acquired at a military terrain and can therefore not be shared.
Nevertheless, our experiments should give sufficient insight into the detection
capabilities of the proposed system, without exposing confidential details.

1.5

Research scope

This thesis focuses on the design and analysis of a real-time change detection
system in the context of C-IED. It should be noted that some choices, such as the
usage of a camera capturing the visual spectrum, were already decided prior to
the start of this research. Moreover, the usage of a stereo camera instead of a laser
scanner to find the 3D geometry of the scene, later in this thesis, is based on the
requirement of the Dutch Defence to avoid the use of active sensors. These system
choices lie outside the scope of this thesis. It is emphasized here that this work
describes a defensive system, designed to save lives in hostile environments.
Furthermore, it should be noted that at the start of this work, small-object
change detection by means of Deep Learning was not yet feasible on existing
hardware. Therefore, the majority of this thesis is based on a challenging system
design, without the use of deep learning. Nevertheless, since deep learning has
made a large impact on computer vision over the last years, we consider it highly
valuable to conclude this thesis with a first design and experiment based on deep
learning in the context of C-IED.
11
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1.6

Problem statement and research questions

This section defines a problem statement based on the observations from the
previous sections and formulates specific research questions following from this
problem definition.
Problem statement
It is our objective to design an early warning system for IEDs. This system should
be able to detect IEDs or its indicators of unknown nature, by comparing images
of the environment with images acquired during earlier patrols. These detected
changes will assist the military operator by attracting his attention to possible
threats. The change detection system should take into account important factors
for the actual (realistic) deployment of such a system, such as a high detection
performance, real-time execution and a limited false alarm rate.
The key problem of the image processing system is to find notable differences
in the image information at various locations and at different time moments,
while these differences have an unknown nature. Moreover, the system should
be robust to the operational challenges from Section 1.4, such as robustness to
varying viewpoints, environments and recording conditions.
Research questions
From the above problem statement, a number of specific research questions can
be derived, which are formulated below.
RQ1: Development of a generic image processing chain that is capable of finding arbitrary changes
The ad-hoc appearance of IEDs and their indicators make it difficult to employ
regular object detection techniques. Instead, change detection may be used to find
arbitrary changes between the current state of the scene and its state during a
previous visit. Design of such a change detection system leads to the following
research questions.
• RQ1a: What hardware components are required for such a change detection system?
• RQ1b: What algorithm processing blocks constitute a change detection system?
• RQ1c: Is such a system capable of finding (indirect indicators of) IEDs?
RQ2: Registration techniques and their importance for change detection from
a ground-based vehicle
The accurate alignment of images is crucial to enable pixel-accurate change detection. Such registration is not trivial when considering that images are recorded
from a moving vehicle, which introduces viewpoint differences that need to be
negated prior to comparing the images. This poses the following research questions.
12

• RQ2a: What registration techniques are required for a monocular and binocular
system?
• RQ2b: Can 3D geometry be exploited to improve the 2D registration and how?
RQ3: Incorporating depth into the change detection process
While the registration may benefit from having 3D geometry information available, this knowledge can also be employed for the change detection process itself.
For example, we assume that the amount of false alarm can be reduced using this
information. This results in the following research questions.
• RQ3a: Can depth from stereo cameras be used to improve the detection capabilities
of the system, aside from the improved registration?
• RQ3b: What are the limitations of false alarm reduction using a monocular system
and can depth from stereo cameras be used to reduce the false alarm rate of the
system?
RQ4: Dominant system aspects of a change detection system
To enable early warning of IEDs, the change detection system should execute in
real time, facilitating the detection of potential threats during driving. Moreover,
it should be reliable and robust, to ensure that detections are trustworthy and
informative. This requirement leads to the following research questions.
• RQ4a: Is real-time execution of the full image processing chain feasible and what
are the associated design choices?
• RQ4b: How can the operational reliability and robustness of the system be ensured?

1.7

Contributions

This section provides an overview of the scientific contributions presented in this
thesis. These contributions can be linked to four categories, which are elaborated
below.
Development of an operational change detection system
There are only few publications available on change detection for C-IED, especially
if small changes of up to 20 cm need to be detected and passive sensors have to
be employed. The detection of (indicators of) IEDs that have an ‘unknown’ size,
shape and color, is a challenging computer vision task, especially when images are
acquired from a moving vehicle, ruling out most conventional approaches. In this
work, we have designed and reported a full (generic) processing chain that enables
the detection of arbitrary changes in the environment during driving. We elaborate
on the different algorithm components required for such a vehicle-based change
detection system, taking into account both technical and operational challenges.
To the best of our knowledge, this is one of the very few comprehensive reports
on the design and exploration of such a system. Next to the full system design,
13
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we have constructed an actual prototype system that was extensively tested in
various environments and we even successfully demonstrated the system to the
Dutch Ministry of Defence.
Contributions to large-baseline scene registration
Wide-baseline registration, i.e. aligning images that are acquired from different
viewpoints that are more than 2 m apart, is typically only performed in urban
scenes. Moreover, when change detection is applied to such registered images, it
is mostly restricted to large changes (> 1 m3 ). Our work presents a registration
approach based on viewpoint synthetization, designed specifically for the purpose
of small-object change detection (> 0.0015 m3 ). Through a division in off-line and
on-line functionality, the on-line part of this method can be executed in real time,
facilitating accurate wide-baseline registration from a moving vehicle.
Robustness and reliability improvements
Throughout this thesis, we present various approaches to improve the robustness
of the system and to reduce the false alarm rate. To achieve robust registration, the
diorama-box model is specifically designed for our 2.5D hierarchical alignment.
This model is able to accurately model the non-linear ground surface, and extends
this with obstacle models acquired from the Stixel World algorithm [23]. This
solution offers an attractive compromise in avoiding full-3D processing, while
providing sufficient details to enable small-object change detection. Furthermore,
an advanced pose estimation is implemented that provides far better alignment
accuracy when employed in the proposed 2.5D registration approach. This pose
estimation employs an additional viewpoint synthetization, thereby improving
the visual similarity and feature matching capability on the ground surface. The
pose estimation is further improved by the use of an Efficient Perspective-n-Point
Camera Pose Estimation (EPnP) refinement, minimizing the final (re-projected)
registration error in 2D. False alarm filtering was significantly improved by exploiting 3D size of detected changes.
Real-time system design
Real-time execution is crucial for a C-IED system, as the timely detection of a
threat can save human lives. Besides a full algorithm system design, this work
also discusses the design choices and implementation details that lead to realtime execution of the change detection system. One key element to real-time
operation is the partitioning into an on-line and off-line processing chain. This
involves the off-line computation of the expensive depth refinements and the
construction of the 3D scene model for the historical recordings. Furthermore,
the proper distribution of the processing over the available CPU cores and GPUs,
based on a thorough execution analysis of the total processing chain, was derived.
By further balancing the computational load over 5 parallel pipeline stages, an
optimal (real-time) throughput of 3.5 fps is obtained.
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1.8

Thesis outline and scientific background

This section provides an outline of the following chapters and the scientific background of each chapter. Figure 1.7 visualizes the layout of the thesis, where each
chapter is briefly summarized now. After the introduction and presentation of
related background knowledge, Chapter 3 provides a complete design and analysis of a monocular change detection system, which will function as the baseline
system for subsequent chapters. The extensive validation of the monocular system
contained in this chapter demonstrates the need to take the 3D geometry of the
scene into account. Chapter 4 is a first exploration into the possibility of using
the 3D geometry acquired from a stereo camera to increase the registration accuracy and to reduce the false alarm rate of the change detection system. Although
performance improves, it is concluded that registration by means of a homography transform is not viable in realistic C-IED scenarios. Instead, the registration
task should be handled in 3D. This results in a novel registration technique in
Chapter 5, referred to as 2.5D hierarchical alignment. This model-based registration
approach combines the robustness of 3D registration with the accuracy of (local)
2D alignment. This approach is further refined in Chapter 6 and 7. First, Chapter 6
significantly improves the robustness of the registration to large viewpoint differences by introducing a more advanced method for finding the 3D transformation
between the live and historical view. Second, where the registration is still limited to the ground surface in Chapter 5 and 6, Chapter 7 extends the registration
capabilities to the full 3D scene by introducing the Diorama-Box model, which can
be used in the model-based registration of Chapter 5. Once the registration is
fully described, Chapter 8 introduces an updated change detection system design,
incorporating the contributions and lessons learned of the previous chapters. This
chapter also features an extensive validation of the depth-based change detection system. Finally, Chapter 9 describes a first experiment on employing Deep
Learning (DL) in the context of change detection for C-IED.
In the sequel of this section, we briefly summarize each chapter and indicate
the scientific publications used as background.
Chapter 2 identifies and elaborates on the common processing blocks of a
change detection system. Chapter 2 also introduces relevant background knowledge, such as the pinhole camera, homogeneous coordinates, binocular disparity
(3D geometry acquired by stereo cameras) as well as feature matching.
Chapter 3 provides the complete design and analysis of a monocular change
detection system in the context of C-IED. It is shown that it is indeed possible
to define a generic image processing chain that is capable of finding arbitrary
objects and/or changes in the scene in real time. The resulting monocular system
functions as a baseline system for the subsequent chapters, demonstrating the
need for 3D geometry when employing change detection from a ground-based
vehicle. The content of this chapter was presented at the SPIE Electronic Imaging
15
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2014 conference [24], in San Francisco, USA.
Chapter 4 is a first attempt at incorporating the 3D geometry of the scene
for change detection from a ground-based vehicle. For this purpose, depth is acquired from a custom-made stereo camera, which is employed in two ways. First,
depth is used to find the pixels belonging to the ground surface, to ensure that
the homography transform is based on a single plane. Second, depth cues are
used to suppress false alarms, by comparing the local-depth histograms of the live
and historical images at the location of changes. The content of this chapter was
presented at the SPIE Electronic Imaging 2015 conference [25], San Francisco, USA.
Chapter 5 introduces a novel 2.5D hierarchical registration approach, which
solves the registration problem in 3D, but results in a 2D image of the historical
scene registered to the live scene. This way, the robustness of 3D scene alignment
can be used, while the 2D change detection processing blocks from Chapter 3 can
be reused. Furthermore, it is shown that the change detection benefits from this
registration approach, because the ground surface can now be properly registered
for larger viewpoint differences between the live and historical scene. This chapter is based on a journal paper published in the IEEE Robotics and Automation
Letters 2016 [26].
Chapter 6 extends the registration approach of Chapter 5 with a novel approach of finding the 3D transformation between the live and historical scene. By
introducing a synthesized view to increase image similarity and optimizing the
re-projection error, the robustness to viewpoint changes is significantly improved.
The content of this chapter was presented and awarded with the Best Paper Award
of the ’Image Processing: Algorithms and Systems XV’ track at the IS&T Electronic
Imaging 2017 Conference [27], Burlingame, USA.
Chapter 7 introduces the Diorama-Box model, which extends the 3D groundsurface model from Chapter 5 to the full scene. For this purpose, super-pixels
obtained through the Stixel Word algorithm are superimposed on the 3D groundsurface model. The textured (historical) scene model can then be transformed to
the live view for the purpose of change detection. To improve the accuracy of the
model, stixel slanting, interpolation and boundary refinement are introduced. The
content of this chapter was presented at IEEE VISAPP 2018 conference [28] and
published in the conference proceedings by SciTePress.
Chapter 8 describes a fully functional change detection prototype. This includes first the development of the complete change detection system, incorporating the registration approach from Chapters 5-7. Second, the real-time design of
this complex image analysis system is presented and includes a detailed mapping
of functions on the constrained CPU and GPU platform. Third, additional filters
to reduce the false alarm rate of the system under realistic recording conditions
16

are introduced. The chapter also provides an extensive validation of the prototype
system. The content of this chapter was published in the Journal of Electronic
Imaging (JEI), June, 2019 [29].
Chapter 9 provides a first experiment to evaluate if ground-based change detection can be performed through deep learning and if the resulting approach
is sufficiently accurate to replace the change detection module from Chapter 8.
This results in a novel CNN architecture, referred to as ECDNET, which employs
small-object change detection in real time. This chapter is based on a paper published at the IS&T Electronic Imaging 2019 conference [142], Burlingame, USA. An
extended version of this paper has been submitted to the IS&T Journal of Imaging
Science & Technology in 2019 and has been accepted with minor changes (Sept.
2019).
Chapter 10 concludes the thesis by presenting the conclusions of each chapter,
evaluating the outcomes of the posed research questions and unveiling an outlook
for the future.
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Figure 1.7 — Thesis outline indicating the structural layout and the connection between chapters.
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The first chapter has defined the scope of the thesis by discussing the potential and
the challenges of change detection in the context of early warning for countering
IEDs. This chapter first reviews the main stages of a change detection system
and presents common algorithms for each stage. The second part of this chapter
presents the fundamental image processing concepts related to the use of a stereo
camera. This chapter does not discuss the related work on change detection that
is specific to the Counter-IED (C-IED) use case. This related work is addressed in
the subsequent chapters.
It has been clarified that change detection from a moving vehicle poses many
challenges, such as comparing images with viewpoint differences and perspective
distortions. Aside from the specific challenges, it is found that most change detection systems share a very similar architecture, where a number of predefined
stages are subsequently applied. Despite the commonality of the building blocks,
the imposed challenges and resulting implementations strongly depend on the
use case, typically leading to different algorithm implementations. For example,
to compare two images acquired by the same stationary camera does not require
a sophisticated registration, where registration from a moving vehicle also introduces parallax effects that need to be handled. Moreover, the type of comparisons
employed will also pose different requirements on the pre-processing algorithms.
Since no single approach can be considered the gold standard for every change
detection system, this chapter presents an introduction into the change detection
process in general. Specific extensions and related work focused on our C-IED use
case will be discussed in the subsequent chapters.
The objective of this chapter is to give a high-level introduction into the relevant processing tasks related to, or employed in this work, thereby enabling a
better understanding of the reader for successive chapters.
The remainder of this chapter is structured as follows. Section 2.1 gives a
more formal description of the concept of change detection. Next, the generic
change detection architecture is discussed in Section 2.2, where each of the generic
processing stages are also discussed individually. Finally, Section 2.3 provides
relevant background knowledge related to the usage of a stereo camera.
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2.1

Definition of change detection

In this work, we adopt the change detection definition by Radke et al. [14]: “Given
two images of the same scene acquired at different moments in time, change detection is the process of identifying the set of pixels that are ‘significantly different’
between both images.” This set of ‘different’ or ‘changed’ pixels is referred to as
the ‘change mask’. These changed pixels can have many causes, such as objects
that have appeared or disappeared from the scene, apparent changes caused by
occluded or uncovered parts of the scene due to viewpoint differences, but also
apparent changes due to illumination differences. Figure 2.1 depicts examples of
such changes, caused by illumination differences (‘R’ and ‘S’), a newly appeared
object (‘N’) and an object that is uncovered in one of the images due to the viewpoint difference (‘U’).

R

R

U
R

S
N

Figure 2.1 — Apparent image changes and their underlying causes. This example includes changes
with several causes: (‘R’) reflections occur at different locations in the image; (‘S’) a strong shadow
appears in the right image due to a different light-source position; (‘U’) denotes an uncovered area
that was previously occluded in the left image due to different viewpoints; (‘N’) denotes change
pixels caused by a newly appeared object.

A key issue is that the change mask should not contain ‘irrelevant’ or ‘nuisance’
forms of change [14], such as those induced by camera motion, sensor noise,
illumination variation, perspective distortion, weather conditions and occluded or
uncovered parts of the scene. In other words, we are interested in physical changes
in the scene, not in apparent changes caused by different recording conditions.
Change mask
In a more formal notation, IL and IH denote the live and corresponding historical
images of the same scene taken at different moments in time, respectively. Each
image maps a pixel coordinate x ∈ R2 to a color I(x) ∈ R3 , where the color vector
of each pixel is represented by a red, green and blue color component (RGB). A
generic change detection algorithm takes the images IL and IH as inputs and
20

generates a binary change mask B : R2 −→ [0, 1], where


if there is a significant difference between pixel x of IL and IH
otherwise
(2.1)
The concept of ‘significant difference‘ is not trivial and will be discussed in
subsequent chapters. To sketch this difficulty, let us consider a live and historical
pixel with a brightness difference of 20. If the standard deviation over all brightness differences between the live and historical image is 10, a difference of 20
can be considered significant. However, if the standard deviation is much higher
than the absolute difference, it should not be considered relevant. This decision,
whether a difference is significant or not, could even be spatially dependent or
relate to the semantic content of the scene. In such scenarios, the significance of a
difference should be estimated locally, taking into account what difference value
is likely to occur at that position. Instead of giving a definition of significance
here, each chapter will introduce its own method to decide when a pixel should
be considered a significant change, hence offering a tailored approach per chapter.
B(x) =

1,
0,

Our definition of a change
While a change mask is often defined per pixel, throughout this work, a ‘change’
is defined as a group of connected changed pixels in the change mask B. This is
depicted in Figure 2.2, where each (separate) group of connected pixels forms a
change.

C1
C3
C2
Figure 2.2 — Simplified change mask B, where the blocks denote pixels that are significantly
different between IL and IH . The three changes C1 , C2 , C3 indicated in blue, consist of clusters of
connected ‘changed’ pixels.

Our definition of relevant changes
It should be noted that the concept of a ‘relevant’ change varies per application.
For example, in the vehicle-based C-IED scenario, it is undesirable to detect the
background revealed as a consequence of camera motion, whereas in remote
sensing and specifically land coverage analysis, the thinning of canopy may reveal
different vegetation (background) underneath, which is of interest in that specific
context. Therefore, the concept of ‘relevant’ changes should be defined per use
case. In the C-IED use case, we are ultimately interested in an early warning
21
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system capable of detecting IEDs or their indicators. Therefore, in this thesis,
we define only the manually placed IEDs (test objects) and their indicators as
‘relevant’, while all other changes, even though they may be actually present, will
be considered ‘irrelevant’.

2.2

General change detection processing stages

Despite the wide diversity of change detection applications, most systems employ several common processing steps and core algorithms. Figure 2.3 portrays
these basic building blocks. Contrary to Radke et al [14], we consider the image
registration to be a separate stage, instead of being part of the pre-processing.
We consider that image registration is one of the key components of a change
detection system, especially when ground-based non-stationary cameras are used
for image capturing. For this reason, a significant part of this thesis focuses on this
registration. Each processing stage is now discussed in detail.
Live image
Historic image

Image
registration

Pre-processing

Change
detection

Change mask

Change mask
refinement

Figure 2.3 — General processing steps involved in a change detection system.

2.2.1 Image registration
Image registration is the process of transforming one image to the coordinate
frame of the other image, such that a physical point in the real world is represented
by the same pixel (coordinates) in both images. This alignment enables the images
to be compared on a per-pixel basis. To illustrate the importance of such image
registration, Figure 2.4 shows the change masks for a pair of registered and a
pair of unregistered images. When the live image is compared to the registered
historical image, the newly appeared circle (Figure 2.4(a)) is correctly defined as a
change. However, when the actual image is compared to a misaligned historical
image (Figure 2.4(b)), the change mask contains undesired changes caused by
the misplaced square. The misalignment effect is even worse when considering
a non-uniform background, as depicted in Figure 2.4(c), where the misaligned
background causes the majority of the image to be identified as a change. This is
clearly undesirable behavior, which can be avoided through proper registration
of the images prior to employing change detection.
A. Rigid scene alignment with minimal viewpoint differences
Image registration can be performed in different ways. When the scene of interest
is rigid in nature and there is no camera motion (e.g. no viewpoint difference),
the image registration is obsolete, as images are already captured from exactly the
same viewpoint, hence a pixel at a specific 2D position in both images describes
the same 3D-world point. However, if images are acquired at the same location
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Change mask

(a) — Changes for two registered images.

Image with change

Misaligned reference

Change mask

(b) — Changes for two unregistered images.

Image with change

Misaligned reference

Change mask

(c) — Changes for two unregistered images with background.

Figure 2.4 — Conceptual representation of change detection applied to (a) two registered and (b)
two unregistered images. In both examples, the circle represents a newly appeared object and should
result in a circular change only, where the white pixels in the third column represent changed pixels.
The misaligned reference image in (b) results in undesired changes near the misaligned square, even
though the square itself was unchanged. When a non-uniform background is considered (c), the
misalignment causes the entire background to be detected as a change.

but with slightly different viewpoints (camera orientation), registration can often
be performed using low-dimensional spatial transformations, such as similarity,
affine or projective transformations. These are explained in detail in several extensive surveys [30]–[33], and are not further discussed here. Only the homography
transformation, which will be employed in Chapter 3, is discussed in Section 2.3.3.
B. Non-global image registration
If the scenes were captured from different viewpoints, a non-global transformation
may be required to register the scene. Such non-global transformation can be
subdivided into two categories: region-based or feature-based registration.
Region-based registration: Region-based registration approaches consider the
image as a collection of image patches, where each image patch is individually
registered to its corresponding region in another image. This typically involves
aligning an image patch from one image with an image patch of another image that
best resembles it. One well-known example of a region-based approach is optical
flow [34]. This approach searches for the best corresponding pixel in (a local search
area of) the reference image for each pixel in the live image. The best matching
reference pixel can then be ’moved’ to the position of the corresponding live
pixel. When performed for all live pixels, this yields (in theory) a reference image
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registered to the live image. Unfortunately, such methods suffer from illumination
differences and are less robust in outdoor environments. Another disadvantage
of optical flow in the context of C-IED, which holds for region-based methods in
general, is that it cannot properly handle dynamic changes in the scene, where
an object exists in one of the images, but not in both. In such case, region-based
techniques are not able to find the area that the newly appeared object should
be aligned with (see Figure 2.5). Even worse, in the presence of an IED, such a
region-based registration approach will try to register the IED to those pixels that
best resemble the color and intensity of the IED, making change detection much
more difficult. For this reason, we avoid using region-based algorithms for the
image registration.
T

?

Figure 2.5 — Stylistic example of two images that need to be registered. Although some pixels can
be easily registered (circular areas), the glasses only exist in one of the two images. Region-based
registration methods will not be able to register the glasses to the correct location in the right image.
Using a feature-based technique, the transformation T can be employed to register the glasses to the
denoted area in the right image.

Feature-based registration: As discussed in the previous paragraph and shown
in Figure 2.5, it may not be possible to define a one-to-one mapping of the pixels
in one image to the pixels of another image, based on visual characteristics only.
Instead, feature-based registration techniques assume that there will be at least
some characteristic points that exist in both images for which point correspondences between the images can be found (Section 2.3.5). Given a sufficient number
of such correspondences, the transformation (e.g. the scaling, rotation and translation) can be estimated and then applied to align (parts of) the images [35]. This
transformation then enables to register dynamic changes (such as the glasses in
Figure 2.5) with the correct part of the reference image. Therefore, it is more suited
to the C-IED use case. Nevertheless, the found transformations are typically not
valid for the entire scene (e.g. a homography is only valid for a planar region, as
will be discussed in Section 2.3.3), or the transformation may reflect a 3D-pose difference between the live and reference camera view, which still needs to be related
to the 2D image coordinates. Finding this relation is not a trivial step and will be
discussed in detail throughout this thesis. A more comprehensive overview of
different registration approaches is given in [36]–[38].
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2.2.2 Pre-processing
The second generic change detection stage involves pre-processing the images
to suppress noise prior to the actual change detection and/or to facilitate a better distinction between significant and (irrelevant) apparent changes. Although
many pre-processing techniques exist (contrast enhancement, histogram stretching, speckle-noise reduction etc.), our state-of-the-art camera (discussed in Chapter 3) already performs most of these filtering steps inside the camera. The resulting images are therefore of better quality and we can restrict pre-processing to
reducing the system sensitivity to ’apparent’ changes, such as caused by illumination differences. Such apparent changes are unavoidable in outdoor environments
and are considered as irrelevant in the context of C-IED, although they can considerably complicate the identification of relevant changes.
The sensitivity to illumination differences can be significantly decreased by
switching to a different color space. Typically, pixels in digital images are represented by an 8-bit red, blue and green value (RGB), represented by an integer
number ranging from 0 to 255. In this case, illumination affects all three color
values, making it difficult to distinguish between actual changes and those caused
by illumination differences. Instead of comparing the RGB images, they can be
converted to a different color space that (better) separates the chromatic (color)
and luminance (brightness) components, prior to detecting changes. In the subsequent paragraphs, we discuss the most popular color spaces that separate the
brightness and color: HSV, CIE L*a*b* and YCbCr.
A. HSV color space
The Hue-Saturation-Value (HSV) color space was introduced in 1970, to more
closely align color descriptions with the way human visual system perceives
color. In this model, the hue is the chromatic feature that describes the color. The
saturation defines how pure or intense the color is, while the ‘value’ defines the
brightness of the color. This is visualized in Figure 2.6. Here, the ‘hue’ is arranged
in a radial slice around a vertical axis, while the purity of the color (saturation)
is defined by its radial distance. The brightness ranges from black at the bottom
of the axis to white at the top of the vertical axis. The HSV color space effectively
decouples the hue from the intensity (although not perceptually). HSV makes a
trade-off between perceptual relevance and increased computation speed, which
was a necessity back in 1970, due to limitations in computational power.
B. CIE L*a*b* and L*u*v* space
The CIE L*a*b* color space was introduced by the International Commission on
Illumination (CIE) and is visualized in Figure 2.7. The vertical axis represents the
lightness (L*), ranging from pure black to pure white. The a* axis represents the
color from red to green, i.e. red color is described by a negative a* and green by a
positive a*. Similarly, the b* axis describes the color from yellow to blue.
Similar to HSV, CIE L*a*b* decouples the intensity from the chromatic compo25
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(a) — RGB

(b) — HSV

Figure 2.6 — Representation of the RGB and HSV color space, showing how ‘color’ is described
in both color spaces. Images taken from [39].

L*
*

- a*

+b

+a

-b

*

*

(a)

(b)

Figure 2.7 — Representation of the CIE L*a*b* color space. The color red falls in the positive a,
green in the negative a, yellow in the positive b and blue in the negative b. L denotes the intensity
from pure black to pure white. Images taken from [40] and [41], respectively.

nents. However, in CIE L*a*b* the tonality changes are linear, hence the chromatic
differences can be computed using the Euclidean distance. It is also more efficient
in measuring small color differences than the HSV color space. This comes at the
cost of a more computationally expensive conversion from RGB to CIE L*a*b*
space.
The CIE L*u*v* color space was introduced simultaneously with the CIE L*a*b*
space. Here, the intensity is represented by L* and the chromatic components by
u* and v*. However, the CIE recommends using the CIE L*u*v* for the characterization of color displays, while CIE L*a*b* is recommended for the characterization
of colored surfaces and dyes. Our interest matches with the latter application, so
that CIE L*u*v* space is not further discussed here.
C. YUV or YCbCr space
The YUV and YCbCr color spaces were introduced to standardize the images for
broadcast television and associated storage applications. YCbCr is the standard
for digital television, while the YUV space is used in analog television systems. In
26

both models, Y denotes the luminance, while UV and CbCr denote the chromatic
components with the luminance subtracted from them. More specifically, Cb denotes the blue-difference chroma component and Cr denotes the red-difference
chroma component. This is visualized in Figure 2.8.

(a)

(b)

Figure 2.8 — Representation of the digital YCbCr color space. The chrominance subpicture in (a)
represents the color difference signals for a fixed luminance setting (Y=0.5). Subfigure (b) depicts the
original RGB colors plotted in the YCbCr color space. Images taken from [42] and [43], respectively.

Color-space transformations
The transformation from the RGB space to any of the above-mentioned color
spaces can be found in [44] and [45]. Moreover, efficient open-source implementations are available [46]. Therefore, the implementations are not further discussed
here.
2.2.3 Change detection
The third stage in the generic change detection processing chain computes a preliminary change mask by comparing the pre-processed live and historical images
(Section 2.1). There are two categories of change detection: supervised and unsupervised. In the supervised change detection methods, a-priori information
is used as training data to learn classifiers distinguishing changed/unchanged
pixels, thereby enabling the system to recognize changes. Unsupervised methods
work without training data by directly comparing images. Due to the ad-hoc
nature of IEDs and their indicators, it is difficult to find representative training
data. Therefore, we will not consider supervised change detection. Furthermore,
since change detection from a moving vehicle will be discussed later in this thesis, this section only presents some of the more popular generic unsupervised
change detection approaches. These techniques involve image differencing, probabilistic mixture models, mutual information, predictive models and background
modeling.
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A. Image differencing
Image differencing is the most popular change detection method, due to its simplicity and (potential) computational speed. This approach involves two steps.
First, a difference image is constructed to highlight differences between the two images. In the second step, the difference image is analyzed to differentiate changed
and unchanged regions. Therefore, it can be considered a simplified segmentation
problem. In its most simple form, the difference image can be constructed as
D(x) = I2 (x) − I1 (x),

(2.2)

where D(x) denotes the difference image and I1 (x) and I2 (x) represent the images
to be compared. The second step, distinguishing changed and unchanged areas
can then, in its simplest form, be implemented by a simple thresholding function,
such that
(
1, if |D(x)| > τ,
M(x) =
(2.3)
0,
otherwise.
Many variations of the simple differencing exist, such as image ratioing, where
the ratio D(x) = I2 (x)/I1 (x) is used instead of the differences [47]. In regions of
change, this ratio would either be (much) larger than or (much) smaller than unity.
However, both ratioing and the original differencing are severely affected by illumination changes and do not consider local consistency properties of the change
mask (although these can be added as a post-processing step, see Section 2.2.4).
In general, simple differencing with a global threshold is not likely to outperform
the more advanced algorithms. Therefore, such differencing techniques are often
employed on different color spaces to improve the robustness to specific recording
conditions, such as illumination differences. Also, more advanced thresholding
techniques can be employed that take into account the (local) statistics of the
difference image, enabling more robust change detection, while upholding the
computational efficiency of differencing methods. Several of these methods will
be discussed later in this thesis.
B. Probabilistic mixture models
An alternative approach to the binary change / no change segmentation discussed
above, is the Gaussian Mixture Model (GMM), which is a form of clustering.
Mixture models are used to make statistical inferences about the properties of
the sub-populations given only observations on the main population, without
sub-population identity information [48]. The Gaussian distribution for each subpopulation is found from the observed data through an Expectation Maximization
algorithm [48] and new observations are classified as belonging to either of the
Gaussian distributions. This model can be extended to define multiple classes by
defining multiple Gaussians (clusters), although the number of classes should be
a-priori known. Black et al. [49] employ GMM for change detection, where they
softly classify each pixel into a mixture of different generative models of change:
1) parametric object or camera motion, 2) illumination phenomena, 3) specular
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reflections, 4) ”iconic/pictorial changes” and 5) an outlier class, which collects
pixels poorly explained by any of the four generative models. The estimation of
the Gaussians does require training data to be available.
Although this approach may work well to detect generic types of changes (e.g.
illumination differences), the ad-hoc nature of IED and their indicators makes
it unlikely that they can be represented by a Gaussian distribution. Therefore,
an a-priori unknown number of Gaussians would be required. Also, the change
detection system needs to be deployed in various environments, which have
different characteristics (e.g. forest and urban environments are very different).
It is highly unlikely that the learned Gaussian distributions for one environment
do equally apply to the distribution of another environment. This makes the
algorithm less suited for our use case.
C. Mutual information
In information theory, mutual information refers to the measurement of mutual
dependence between two random variables [48]. This is related to the term entropy, witch represents the amount of information held in a random variable.
Mutual information expresses this amount of information of one random variable
through another random variable. In other words, it measures how much knowing one of these variables reduces uncertainty about the other. For example, if two
random variables X and Y are independent, then knowing X does not give any
information about Y and vice versa, so their mutual information is zero. At the
other extreme, if Y is a deterministic function of X, then knowing X determines
the values of Y and vice versa.
Mutual information is non-parametric, meaning it does not require any assumption about the distribution of the input variables. Moreover, it works well
for non-Gaussian data and is able to measure both the linear and non-linear relationships among input variables, as it is built from the marginal and joint probability density functions of the input variables and does not utilize any other
statistics [50].
However, mutual information is a global measure and lacks spatial localization.
To enable its usage in a change detection context, the mutual information needs
to be computed in a local neighbourhood [51]. This is done by Winter et al. [52],
who compare the localized mutual information shared by two pixels. Intuitively,
when the (regions surrounding) two pixels share little mutual information, it is
reasonable to assume that a change occurs at that locations. In a similar approach,
mutual information can be used for image registration [53].
It should be taken into consideration that learning the localized distributions
for each pixel is computationally expensive compared to the aforementioned
differencing methods.
D. Predictive models
Predictive models exploit the relationship between nearby pixels both in space
and time, i.e. the spatial and temporal consistency. Although the temporal con29
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sistency is rather useful for static cameras, it is far less trivial when images are
acquired from a moving vehicle. The latter requires an additional tracking or flow
estimation for each pixel to know its location in consecutive images. Although
many tracking and optical flow methods exist, such methods typically do not
handle dynamic occlusions well, which are unavoidable when driving. Moreover,
they are not able to predict the location of dynamically changed areas in the other
image, similar to the issues from Section 2.2.1. Aside from these issues, the additional algorithms required for such tracking or flow estimation, significantly
increase the complexity of the change detection. For these reasons, temporal prediction models are not suited for detecting changes in images recorded from a
moving vehicle.
Nevertheless, we argue that the temporal information can still be used during
change-mask refinement, where tracking only needs to be applied to a limited
number of potential changes, instead of applying it to every pixel.
Similarly, the spatial consistency can both be used to find changes or to verify
changes during change-mask refinement. One method of finding changes through
spatial consistency, is by modeling the intensity values of each block of pixels as a
polynomial function of the pixel coordinates [54]. The assumption is that similar
blocks will have similar polynomial coefficients, while changes have different coefficients. However, taking into account that our changes of interest can be relatively
small (< 10 pixels of an image with a spatial resolution of 1920 × 1080 pixels), this
would require a very small window size. Besides the question if polynomials can
be accurately computed for such small windows, such a small window size would
result in high computational costs for the overall image inspection.
For these reasons, we only consider the predictive models as potential postprocessing (change-mask refinements) in this thesis, where such expensive computations only need to be performed for a few potential changes.
E. Background modeling
Background modeling algorithms are typically used in surveillance applications,
where they try to model the (static) background and find changes between newly
acquired images and this background model. However, in the case of a moving
vehicle, the background continuously changes and background modeling cannot
be applied reliably. Therefore, this approach is not discussed further in this thesis.
For an overview of background modeling in video analysis, the reader is referred
to [55].
2.2.4 Change-mask refinement
The (preliminary) change mask acquired in a preceding processing stage may still
be noisy and is likely to contain false (or irrelevant) changes. Although there is a
multitude of approaches to mitigate such noise and decrease the number of false
changes, these methods are typically tailored to the use case at hand, exploiting the
characteristics of the changes to be found. Due to the ad-hoc nature of our changes
of interest, we restrict this section to generically applicable processing techniques
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to reduce the number of false alarms in a change detection system. Here, we
distinguish between two types of refinement; filtering techniques applied directly
to the binary change mask and techniques that analyze each change individually.
Although a sheer amount of such algorithms exist, we limit our explanation to
the most popular (real-time) techniques that are applicable to this work. Use-case
specific techniques for false alarm reduction will also be discussed later in this
thesis.
Filtering the binary change mask
Median filtering: The median filter can be considered a very simple, yet efficient,
method of reducing speckle noise in an image [56]. Such a median filter adjusts
the value for a pixel based on the value of its local neighbors, thereby effectively
smoothing the image. First, all values in a region around the pixel are concatenated
into a vector. Second, the vector is sorted and finally the center value is acquired
as the median. The original pixel is then replaced by this median value, which
effectively removes the influence of extreme values. In the case of a binary change
mask, this comes down to a majority vote (change / no change) in a region around
a pixel. Figure 2.9 shows two stylistic examples of the median filter applied to a
3×3 pixels region of interest of a binary change mask. The median filter is effective
in rejecting small (pixel-sized) sporadically detected (false) changes. Moreover, the
median filter has some edge-preserving properties, e.g. it preserves the contours
of the changes better than most other 2D filters.

Figure 2.9 — Stylistic examples of the median filter for binary images, where blue and purple
denote a change / no change, respectively. A median filter gathers values in a region around the
pixel of interest, sorts these values and then assigns the center value of the sorted values to the pixel
under consideration. This is typically performed for every pixel in the image.

Morphological filtering: Another well-known approach of smoothing a binary
change mask is by means of morphological filtering. Such filters can be applied
to grow or shrink image regions, to remove too small regions (speckle noise) or
to fill holes in a binary image. We briefly explain the four most widely applied
morphological operators: dilation, erosion, opening and closing. Dilation is the
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effect of ‘growing’ all change regions in a binary change mask by enlarging their
boundaries, as visualized in Figure 2.10-(b). Erosion is the process of ‘shrinking’ all
change regions in a binary mask by removing the border pixels of each region. This
is depicted in Figure 2.10-(c). Closing is the process of first applying dilation and
successively employing an erosion with the same operator size. This effectively
fills holes, while keeping the shape of the change intact (Figure 2.10-(d)). Opening
does the opposite, where erosion is applied, followed by a dilation with the same
operator size (Figure 2.10-(e). The opening filter can be employed to remove (too)
small changes, while not affecting the final shape of the changes. Similarly, a
closing filter can be employed to grow small changes together.

(a) Original

(b) Dilated

(c) Eroded

(d) Closed

(e) Opened

Figure 2.10 — Stylistic example of the most common morphological operators. (a) Original image;
(b) dilation; (c) erosion; (d) closing and (e) the opening filter, when dilating and eroding with 1 pixel.
The ’+’ denotes an added pixel, while the ’x’ denotes a removed pixel.

Analyzing changes individually
Another effective method of reducing false alarms is to evaluate each individual
change, or the group of pixels it represents. In its simplest form, putting constraints
on the change size could remove too small changes. More advanced approaches
are also possible, such as employing a correlation filter to verify if the pixels in
the live image resemble the corresponding pixels in the historical image. A high
correlation score indicates that the image regions are very similar and that the
change under consideration is most likely not a real change. Time consistency of
the changes can also be exploited, although less straightforward due to our moving
vehicle. Exploiting temporal information would therefore require a tracking filter
to ’follow’ the changes over consecutive images. In this context, noisy changes are
less likely to occur in successive frames, hence they can be rejected using such a
tracking filter. All of the aforementioned per-object verification strategies will be
addressed later in this thesis.

2.3

Camera-related background knowledge

This section briefly describes the relevant background knowledge related to the usage of a stereo camera. This includes the pinhole camera model (Section 2.3.1), homogeneous coordinates (Section 2.3.2), homography transformations (Section 2.3.3),
binocular disparity (Section 2.3.4) and feature matching (Section 2.3.5), which are
now discussed.
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2.3.1 Pinhole camera model
The pinhole camera model describes how a point in three-dimensional space is
projected onto the image plane of an ideal camera, where the camera aperture is
described as a point and no lenses are used to focus light. Although the model
does not take into consideration the geometric distortions and /or blurring of
unfocused objects caused by lenses and finite-sized apertures, some of these effects
can be compensated by camera calibration, for example, by correcting for lens
distortions. Other effects are often sufficiently small to be neglected if a sufficiently
high-quality camera is used.
Throughout this work, a high-quality camera with very small aperture is employed. Therefore, the pinhole camera model can be used as an acceptable description of how the camera captures a 3D scene. This model is depicted in Figure 2.11,
which shows both the physical and virtual model. The physical model shows the
actual imaging sensor, positioned behind the aperture of the camera. In this model,
a positive X or Y result in an inverted (negative) coordinate x or y on the imaging
sensor. To get rid of this mirroring, the virtual pinhole model visualizes the image
plane in front of the aperture, yielding more convenient image coordinates with
the same sign as the actual 3D-world point.
Y
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(a)

Figure 2.11 — Pinhole camera model. (a) The physical model of the pinhole camera and (b) the
virtual model, where the projection plane is put in front of the ’pinhole’.

The coordinate system in Figure 2.11 is chosen such that the origin is precisely
at the center of the aperture, denoted by the camera center C. The Z-direction is
along the axis perpendicular to the image plane, i.e. along the viewing direction.
In the physical model, the imaging sensor is positioned at Z = −f , where f is
the focal length (focal depth). Similarly, the image plane in the virtual model is
positioned at Z = f . For simplicity, we will use the virtual model throughout this
thesis. In this case, we have
x=f

X
,
Z

y=f

Y
.
Z

(2.4)

Using homogeneous coordinates [57] (explained in the next section), the mapping
of a 3D-world point onto the image plane of an ideal pinhole camera can be
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(2.5)

where K represents the intrinsic camera matrix, fx and fy denote the horizontal
and vertical focal length in pixels, respectively. The parameters uo and vo indicate
the position of the optical center in the image plane (in pixels) and a is a ‘skew
factor’ that accounts for shear of the coordinate system, which may occur when
the image plane (sensor) is not precisely perpendicular to the optical axis.

2.3.2 Homogeneous coordinates
Homogeneous coordinates or projective coordinates, introduced by August Ferdinand Möbius in his work ‘Der barycentrische Calcül’ [58] from 1827, are a
coordinate system used in projective geometry, as Cartesian coordinates are used
in Euclidean geometry. They have the advantage that the coordinates of points,
including points at infinity, can be represented using finite coordinates. The homogeneous coordinates often result in simpler and more symmetric formulas than
their Cartesian counterparts. Especially in the field of 3D computer vision, where
they allow affine transformations and, in general, projective transformations, to
be easily represented by a matrix. More precisely, they allow common vector
operations such as translation, rotation, scaling and perspective projection to be
represented as a matrix by which the input vector is multiplied. One or more of
these transformations can than be mapped into a single matrix using the chain
rule, thereby enabling simple and efficient processing.
In the projective space, each point in space is defined as a line from that
point to the origin, where all points on this line represent the same (Carthesian)
point. Therefore, a point (x, y) in Carthesian coordinates is defined as a triplet
(xw, yw, w)T in homogeneous coordinates, where w can be any non-zero constant.
Figure 2.12 portrays a simplified example, where an image is projected onto a
screen. In this image, the x and y (image) coordinates are clear. The projection
parameter w can be thought of as distance from the projector and thus controls
the ‘scale’ of the image. As the entire line denotes the same point, the coordinates
can be simplified by taking the intersection of the line with the plane at w = 1,
yielding the homogeneous coordinates (x, y, 1)T . The advantage of using w = 1
is that the original coordinates x and y are unaffected and no scaling is introduced. In computer vision, we can therefore concatenate a unity factor to the 2D
image coordinates to obtain the homogeneous coordinates. Similarly, a 3D point
(X, Y, Z)T ) can be converted to the homogeneous coordinates (X, Y, Z, 1)T . For
the full mathematical proof, the reader is referred to [57].
34

2.3. Camera-related background knowledge
Chapter 2

y
w
x

Figure 2.12 — Simplified example of projective space, where an image is projected onto a screen.
Example taken from [59].

2.3.3 Homography transformation
In the context of this thesis, we limit our explanation of the homograhy transformation to its application in 2D registration. For a more detailed explanation of the
homography in general, the reader is referred to [57] and [60].
Assuming the pinhole camera model from Section 2.3.1, any two images depicting the same planar surface in space, are related by a homography (a projective
transformation). This is illustrated in Figure 2.13, where the homography H relates the point x = (x, y)T in Image 1 to the corresponding point x0 = (x0 , y 0 )T in
Image 2, if and only if the world point X = (X, Y, Z)T lies on the same 3D plane.
This relation can be written as
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(2.6)

where the points x and x0 have been converted to homogeneous coordinates and
w = 1 ensures that x and x0 have the same scale (see Section 2.3.2).
Applying the homography transformation to every pixel enables to synthesize
the planar surface from a different view. This is demonstrated in Figure 2.14,
where the left image in Figure 2.14 is converted to a frontal view in the right
subfigure. However, such homography transformation is only valid if both images
are viewing the same plane.
The homography can be computed using the intrinsic camera calibration matrix K combined with the rotation matrix R and translation vector t between
the camera viewpoints (poses) of Image 1 and Image 2. However, in the case of
registration, this transformation [R|t] is typically unknown. In this scenario, the
homography can be computed using point correspondences, e.g. by employing
feature matching (Section 2.3.5). The matrix H can then be solved by computing
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[R|t]

Image 1

Image 2
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Figure 2.13 — Illustrated homography transformation. Example from [57].

Figure 2.14 — Removing perspective distortion through a projective transformation (homography).
Left: the original image with perspective distortion. Right: the synthesized frontal orthogonal view
of the front wall, acquired by warping all pixels in (left) according to the homography corresponding
to the 3D surface of the wall. Images taken from [57].

the vectors hi of the matrix H from


0T
wi0 xTi
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(2.7)

where hi denotes the i-th row of H, as defined in [57]. Accounting for the choice
w = 1, we simplify the previous equation to
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By inserting 4 ’ideal’ point correspondences x and x0 into Eq. (2.8) to solve for
the 8 Degrees of Freedom (DoF), an exact solution for H can be obtained, as long
as no three points are collinear. However, in practice, feature matching can be
noisy and it is typically not possible to find 4 exact matches. This would cause
the homography to represent an incorrect transformation. Therefore, instead of
finding the exact solution, it is common practice to find a ’best’ or ’nearest’ solution
based on a large amount of point correspondences ( 4) and using a generic
Ax = 0 solver after filling in the point correspondences in Eq. (2.8). The latter is
outside the scope of this thesis, but is explained in [57].
2.3.4 Binocular disparity
Binocular disparity originally refers to the difference in image (retina) location of
an object seen by the left and right eyes in human vision, resulting from the eyes’
horizontal separation (parallax). The brain uses this disparity to extract depth
information from the two-dimensional retinal images. Similar to the human eye,
a stereo camera can be employed to compute the binocular disparity. This is illustrated in Figure 2.15, where two cameras are mounted perfectly parallel to each
other with a horizontal displacement between them (the baseline), mimicking the
human visual system. In this example, the points xL and xR denote the projection of the real-world point X = (X, Y, Z) onto the left and right image plane,
respectively. The projection points can be computed as
xL = f

X
,
Z

xR = f

(X − b)
,
Z

(2.9)

where b denotes the horizontal displacement between the camera centers, referred
to as the camera baseline. The disparity d is then defined as
d = xL − xR = f

b
.
Z

(2.10)

The depth is then defined and computed by f · b/d. Hence, when the depth decreases, the disparity increases exponentially.
However, in real-world applications, the ideal assumptions for the simplified stereo setup in Figure 2.15 do not hold. Camera lenses will introduce some
level of distortion to the images and the optical axis of the cameras may not be
perfectly aligned. This can be compensated for by means of camera calibration,
which enables to calculate and compensate for the image distortion and to find
the exact spatial relationship between the two cameras. This calibration is typically performed using a calibration target, such as a checkerboard or calibration
pattern, where images are acquired from multiple angles and distances. This is
outside the scope of this thesis, especially since such calibration software is publicly available [46]. Nevertheless, we will briefly introduce the process of image
rectification, which compensates for imperfectly aligned cameras. To understand
the rectification, we start with a brief description of epipolar geometry.
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Figure 2.15 — Binocular disparity from stereo cameras. The real-world point X projects onto the
images plane at different positions xL and xR on the left and right image plane, respectively. The
disparity d then represents the (horizontal) displacement between xL and xR . The image planes at
the right side of the figure have been depicted separately to better indicate the disparity.

A. Epipolar geometry
Without going into full detail on epipolar geometry, the basic concept of epipolar
lines is introduced and why they are relevant for disparity estimation. The full
mathematical proof and background can be found in [57].
Epipolar geometry is the intrinsic projective geometry between two views.
It is independent of scene structure, and only depends on the cameras’ internal
parameters and relative pose. To visualize this relation, Figure 2.16 portrays a
3D-world point X captured by two cameras. In this case, the epipolar plane is
the plane connecting the camera centers C, C 0 and the 3D point X. It is known
that the point X lies anywhere on the line l through C and x, where the ’depth’ is
unknown when only considering point x. The epipolar geometry then prescribes
that the projection x0 of point X must lie on the epipolar line l0 in the second
image plane. This epipolar line is defined as the intersection with the epipolar
plane π and the image plane, where the epipolar plane is defined as the plane that
contains the camera center C and C 0 and thus the baseline, and the projection line
from X to C (Figure 2.16).
When considering the task of disparity generation, we are interested in finding
the displacement between a projection x and x0 , while the 3D location of X is
not known. The epipolar geometry now specifies that this projection x0 should
lie on the epipolar line l0 . The problem now becomes an image processing task,
where the point x0 along the line l0 needs to be found that resembles x. This is a
typical matching problem, that can be solved through cross-correlation, or by e.g.
feature matching. In case of the cross-correlation, the image patch around x can
be correlated with all possible patches (by means of a sliding window) along l0 .
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Figure 2.16 — Point correspondences and epipolar geometry. (a) The two cameras are indicated
by their centers C and C 0 and image planes. The real-world point X, its projections x and x0 onto
the image planes and the camera centers lie in a common plane π (see (b)). Each image point x
back-projects to a ray in 3D space defined by the first camera center C and x. This ray images as a
line l0 in the second view. The 3D point X, which projects to x must lie on this ray, so the image of
X in the second view must lie on l0 . (b) The epipolar plane is the plane π containing the world point
X, its image point x and the baseline (the line connecting the camera centers). This epipolar plane
intersects the image planes in the epipolar lines l and l0 . Subfigures originally from [57].

B. Image rectification
As mentioned earlier, the cameras may not be perfectly parallel to each other, so
that the epipolar lines are not horizontal. Since searching along an arbitrary line in
an image is rather inefficient, the images can be ’rectified’ to ensure that all epipolar lines are horizontal. This process of rectification reprojects the images onto a
common plane parallel to the line between the optical centers (baseline). After this
transformation, the epipolar lines are horizontal, yielding that the corresponding
point x0 lies on the same scan line (row) as x. This is shown in Figure 2.17, which
depicts the epipolar line prior to and after rectification. Once the epipolar lines
are horizontal, the point x0 can be found efficiently using 1D matching techniques
restricted to a single image line (row), enabling efficient computation of the disparity d = (xx − x0x ). Although out of the scope of this thesis, the reprojection
matrices are again homographies, one for each image reprojection [61]. Software
solutions for the rectification of images are publicly available [46] and are not
further discussed here.
C. Disparity estimation
Disparity estimation, also referred to as stereo correspondence algorithms, can
be distinguished into two methods: local and global methods. Local methods
use constraints on a small number of pixels surrounding the pixel of interest. A
well-known example is the Block Matcher (BM), which estimates the disparity
at a point by comparing a small region around a pixel with congruent regions
extracted from the other image. This is conceptually visualized in Figure 2.18,
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Figure 2.17 — Image rectification. The black lines visualize the epipolar lines prior to rectification
(top) and after rectification (bottom). The rectification ensures that epipolar lines are now horizontal.
Images originally from [61].

where the best matching image area is searched using a sliding-window approach.
Thanks to the rectification process, this sliding window can be restricted to a single
scan line, i.e. only a horizontal 1D search is required. The disparity is then found
as the displacement between the matching image regions in both images.

d

Left image

Right image

Figure 2.18 — Conceptual visualization of a block matcher, where a template from the left image
is compared to multiple image patches in the right window using a sliding window approach. For
rectified images, only locations on the same scan line need to be searched.

The local block matcher computes the disparity of each pixel independently,
enabling efficient parallel computations. However, in real images, the disparity of
40

neighboring pixels is often correlated, since adjacent pixels on the same object will
have approximately the same depth, hence the same disparity. Global methods
take this dependency into account, applying constraints to scan lines or even to
the whole images, to obtain smoother estimates. Some methods, such as the Semi
Global Block Matcher (SGBM [62]), first employ a local block matcher and then
refine the results using, for example, dynamic programming, thereby improving
the disparity estimates based on image content. Although a wide variety of both
local and global disparity estimation algorithms exist, a detailed discussion of
these is outside the scope of this thesis. For a good overview on state-of-the-art
stereo correspondence algorithms, the reader is referred to the Middlebury Stereo
Vision taxonomy [63], [64].
Recently, disparity generation through deep learning has been introduced.
However, we specifically avoid such methods for three reasons. First, to the best
of our knowledge, deep learning-based disparity generation is not yet capable
of modeling our small objects in high-resolution stereo images in real time. Second, the previously discussed methods yield disparities from calibrated cameras,
meaning they can be converted to (metrically correct) 3D-world coordinates. The
disparity generation based on deep learning may not result in metrically correct
results (depends on the available training data, where we lack ground truth for our
high-resolution images), which would hamper some of the processing techniques
discussed later in this thesis. Third, and most important, these networks were
simply not yet available or feasible at the time our prototype was implemented.
However, we have added a first experiment at the end of this thesis in which deep
learning is exploited.
2.3.5 Feature extraction and matching
Feature extraction and matching is the process of finding corresponding points in
two images. This process typically involves three steps. First, characteristic points
(‘keypoints’) are found in both images separately, where the definition of characteristic implies that such points are likely to be found in different images depicting
the same scene. A good keypoint detector ensures that the same keypoints are
found, independent of the lighting conditions or viewpoint differences,
To identify point correspondences, the keypoints in one image need to be
compared to the keypoints in the other image. For this purpose, each keypoint
is mathematically described based on the ‘characteristics’ of the region around
the pixel, i.e. a mathematical fingerprint. Matching based on such a mathematical
fingerprint is more robust than simply comparing two pixel values. This mathematical fingerprint is also referred to as a ‘descriptor’. A good descriptor offers
invariance to scale, rotation, illumination and viewpoint differences.
In the third step, the descriptors of both images can be compared to each other,
resulting in a set of point correspondences. Although several matching techniques
exist, throughout this theses the ‘brute-force matcher’ will be employed. This
matcher compares every descriptor from one image to every descriptor of the
other image and finds the descriptor (feature) with highest similarity. This pro41
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cess is visualized in Figure 2.19. A more detailed overview of feature extraction,
description and matching can be found in [65].
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Figure 2.19 — Simplified example of feature matching. The points A to F represent ’characteristic’
points (keypoints) in the images. During feature matching, the (area around each) keypoint in the left
image is compared to (the area around) the keypoints in the right image. This comparison typically
involves mathematical descriptions of the area around the keypoint (descriptor). A pair of resembling
points, who have highest matching scores, are considered a feature match, denoted by the green ’v’.

2.4

Conclusion

This chapter has provided our definition of change detection and has introduced
the basic building blocks for a generic change detection system. Such a system
consists of four generic image processing steps: image registration, image preprocessing, change-mask generation and change-mask refinement. Each of these
components was briefly introduced. It was also observed that no gold standard
solution exists and that the design and implementation of a change detection is
context dependent.
Besides the generic system components, this chapter has also presented background knowledge on the subjects of the pinhole camera model, homogeneous
coordinates, homography transformations, binocular disparity and feature matching. This information will help the reader in understanding our usage of a stereo
camera later in this thesis.
However, the research in this thesis commences with the design of a monocular
change detection system in the next chapter.
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3.1

Monocular change detection

Introduction

The previous chapter has elaborated on the concept of change detection and the
basic building blocks of a change detection processing chain. Although it is known
that adding additional cameras can improve the robustness and accuracy of a
change detection system, e.g. by providing depth cues, this chapter first describes
a monocular baseline system, focusing on a real-time processing chain.
This monocular system performs real-time automated change detection to
assist military personnel during transport and surveillance, as explained in Chapter 1. During patrols, live video is compared to earlier recorded videos of the same
scene (historical videos). Relevant changes are then identified and shown to the
user through a Graphical User Interface (GUI). This results in an advanced vision
system, where the camera needs to look far ahead to search for potential threats.
The objective of this chapter1 is to show that it is indeed possible to define a
generic image processing chain that is capable of finding arbitrary objects and or
changes in the scene in real time. The development of such a change detection
system poses specific challenges for the construction and involved processing
steps for such a system. These challenges and processing steps are addressed in
this chapter, as follows.
• Temporal alignment: To facilitate comparisons, the system needs to find the
historical image that best resembles the live image, e.g. with a similar camera
viewpoint.
• Image registration: To enable pixel-based change detection, the live and historical images need to be accurately aligned. This requires point-to-point
correspondences to be found between the live and historical images, which
can then be used to align these images.
• Computing the change mask: Once images are aligned, the potential changes
need to be identified by defining for each pixel whether it describes a change
or not, resulting in a preliminary change map.
1 Acknowledgement: Part of the research leading to the results in this chapter was supported by
the Defence Expertise Centre Counter-IED of the Netherlands Ministry of Defence and has received
funding in the form of a National Technology Program ”NTP Image processing for C-IED”.
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• Post analysis: Post-processing needs to be applied to further improve timeand spatial-consistency of the found changes and suppress false alarms due
to noise.
Chapter 3

• Real-time operation: The total system should execute in real time, such that
changes can be identified during driving.
• Ease of deployment: The proposed system should be mountable on a typical
(military) inspection vehicle, enabling flexibility in its deployment.
The previous processing steps are further discussed and motivated in this chapter.
Furthermore, for each of those steps, an algorithmic approach is presented. After
this presentation, the detection capabilities of the system are evaluated on testroute recordings in military terrain.
The remainder of this chapter is organized as follows. Section 3.2 starts with
the generic system overview and describes the key hardware components of the
monocular change detection system. Next, the algorithmic design of the system
is addressed in Section 3.3, which presents the functional block diagram of the
system and discusses each algorithm in detail. After the algorithmic design of the
system is fully discussed, the real-time implementation aspects are elaborated in
Section 3.5. The GUI and the user interaction with the system is briefly outlined
in Section 3.6. Next, Section 3.7 describes the validation of the monocular change
detection system, which has been extensively tested on 28 videos, containing over
10,000 manual annotations. It is shown that the system is capable of detecting
small test objects of 9 × 9 × 9 cm3 at a distance of 40 meters from the vehicle.
Finally, Section 3.9 draws conclusions and discusses under which circumstances
the performance degrades. The latter also briefly motivates the need for depthrelated processing, which is evaluated in succeeding chapters.

3.2

System overview and key hardware components

The complete system should be transportable and re-deployable on different
vehicles. For this reason, a modular design is introduced consisting of sensors,
a processing system, user interface and a mobile power supply. These components are portrayed in Figure 3.1, which shows the key system components of the
monocular change detection system. Each of the key components is now discussed
individually.
A. Camera: An Ultra High-Definition (UHD) 20-Megapixel camera is employed
to capture the video sequences. This camera is mounted on top of the vehicle
enclosed by a weatherproof casing, as shown in Figure 3.3. The camera features a
full-frame CMOS sensor for high sensitivity, even under poor lighting conditions.
Furthermore, the shutter time is limited to a maximum of 3 ms to prevent motion
blur, since the vehicle will be moving during the capturing of images. The physical
shutter is another important aspect, where a global shutter is employed. Typical
consumer cameras feature a rolling shutter that captures the scene row by row,
44

3.2. System overview and key hardware components
GPS / INS

Chapter 3

Roof rack

Camera

Power supply
Display
Processing system
(enclosed in flight case)

Figure 3.1 — Key components of the monocular change detection prototype system.

instead of the entire scene at once, i.e. the scene is captured per scan line starting
from the top. This causes typical image distortions, such as skew and wobbling,
where the latter is also referred to as the jello effect. To illustrate the effect of a
rolling shutter, we assume that the camera is moving sideways, while taking a
photo of a checkerboard (Fig. 3.2 (a)). As the camera has already moved to the
right prior to the reading of the next scan line, the vertical lines become skewed
as shown in Figure 3.2 (b). Wobbling is a similar effect, although distortions now
become non-linear. The non-linear jello effect originates from vibrations of the
camera, such as the engine vibration of the vehicle. Such distortions are effectively
avoided by employing a global shutter, which ensures that the entire scene is
captured exactly at the same time instant.

(a)

(b)

Figure 3.2 — Skew effect of a camera with a rolling shutter. In this example, (a) represents the
actual scene and (b) the same scene captured under horizontal movement of the camera, which causes
the camera to be slightly displaced in between the time instant at which consecutive scan lines are
read, resulting in a skewed image.

B. GPS / INS: To facilitate a quick search and retrieval of historical video sequences in the same area, GPS positioning is employed. The GPS position (in
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WGS84 format) and driving direction of the vehicle at the moment of capturing
the image, are stored alongside the image in the database. To ensure a high-quality
GPS measurement, an Inertial Navigation System (INS) and Real-Time Kinematic
(RTK) corrections are employed to enhance the positioning accuracy. The INS
integrates the measurements of its internal Inertial Measurement Unit (IMU) to
provide a more robust navigation solution at a higher update rate. This setup results in a typical positioning accuracy of approx. 5 to 10 cm, which is sufficient for
selecting the historical reference image with the best viewpoint correspondence.
C. Processing system: The processing system analyzes the images from the camera and detects changes w.r.t. an earlier patrol. This system features a hexacore
CPU and two Graphical Processing Units (GPUs), which provide additional computational power for the change detection processing. The usage of these resources
is further explained in Section 3.5. The processing system also encompasses the
database to store all acquired video images and metadata, such that they can be
used as a reference during future patrols. As the database is typically a software
component inside the image processing system, it will be further described in
Sections 3.3 and 3.4. Finally, for ease of deployment, the processing system has
been integrated into a flight case, as shown in Figure 3.3.

(a)

(b)

Figure 3.3 — Prototype system mounted on and in an inspection vehicle. (a) Camera on top of
the vehicle and (b) the flight case containing the processing system.

D. User interface: The GUI consists of a rugged LCD touch screen which is
mounted in the front part of the cabin of the vehicle (Figure 3.4 (a)). This interactive
display enables the operators ease of use and continuously provides relevant
information, also while driving. The functionality of the GUI is described in detail
in Section 3.3.
E. Mobile power supply: The system features its own power supply in the form
of a mobile power generator, which is mounted to the rear side of the vehicle. This
is visualized in Figure 3.4 (b).
46

Chapter 3

3.3. Functional description of the system

Figure 3.4 — Interactive display and mobile power supply mounted in and to the vehicle.

3.3

Functional description of the system

The previous section has introduced the key components of the change detection
system. This section explains the processing system in more detail, specifically
the software components that constitute the change detection system. Figure 3.5
portrays this change detection system as a chain of image processing functions.
First, at the left, a new image is captured for which features are extracted. Both the
image and extracted features are stored in the database for future reference (top
left). At the same time, a historical image of the same scene is loaded together with
its features. Feature matching is employed to find point-to-point correspondences
between the live and historical image, after which both images are registered
(aligned). Preliminary changes are found through change-mask generation and
post-processing tasks are applied to find changes of high confidence, which are
presented to the operator. This presentation of the remaining changes is the final
processing step in the chain. The resulting algorithm blocks are briefly introduced
in the sequel of this section, where Section 3.4 elaborates on the algorithmic implementations.
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Figure 3.5 — Change detection diagram. The bottom row of images represents the data and its processing status.
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A. Video and Position Capturing
Processing starts with capturing a new image from the camera and the corresponding position and driving direction from the GPS/ INS. The latter are required for
the temporal alignment to find the best corresponding historical image for comparison. More details on the capturing will be provided in Section 3.4.1
B. Temporal alignment
This is the process of finding a historical image for comparison with the live image,
i.e. retrieving the historical image depicting the same scene as the live image. The
temporal alignment is mostly based on the GPS position and driving direction
(heading), as will be explained in Section 3.4.3
C. Feature extraction and matching
Feature extraction and matching is the process of finding point-to-point correspondences between two images, in this case between the live and retrieved historical
image. Such point correspondences form the basis for our image registration. The
employed feature type and matching metric are described in Section 3.4.2
D. Image registration
Image registration or image alignment, consists of placing two images depicting
the same scene in the same coordinate system, where at least one of the images
is required to undergo an alignment transformation. This transformation ensures
that pixels representing the same world objects in both images, map to the same
image coordinates after successful registration. The transformation employed in
this chapter is detailed in Section 3.4.4.
E. Change-mask generation
This module finds a preliminary change mask, denoting all pixels that are “significantly different” between the live image and the registered historical image. These
areas of change may indicate the presence of a threat. Section 3.4.5 elaborates on
the algorithm of the change-mask generation.
F. Post-processing
The preliminary change mask is generally noisy and the resulting changes may be
inconsistent in space and time. To distinguish the relevant and consistent changes
from noise, several filtering algorithms are employed to reject changes that are
not of interest, i.e. false alarms. This is further described in Section 3.4.6.

3.4

Algorithm description of the key components

3.4.1 Video and Position Capturing
Images are captured with a state-of-the-art camera with a resolution of 20 Megapixels (Mpixels), which provides images directly in the JPEG2000 format. The images
are decoded to a resolution of 1920 × 1440 pixels, enabling real-time processing.
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Each image is also geo-referenced by an accurate GPS-INS system (SPAN-CPT).
This GPS position and additional information such as the standard deviation of
the longitude and latitude, the driving direction, the recording timestamp and the
extracted features, are stored in the database alongside the image in JPEG2000
format.
3.4.2 Feature extraction & matching
The extracted features are SURF features (Speeded-Up Robust Features) [66],
which are robust to (small) viewpoint changes and can be efficiently computed.
Here, the SURF feature extraction is slightly modified to prevent the extraction
of too small and insignificant features. Experiments have shown that these small
features are tenuous and tend to change over time (e.g. small leaves in greenery
that move in the wind or wind that changes the fine details of a sand road). In
practice, this allows to start feature extraction at a higher scale, i.e. we skip the most
expensive bottom scale in the scale-space pyramid (the high-resolution layer),
resulting in a significant speed enhancement of 5-10×. This reduces the feature
extraction time to an average of 37 ms per image, without affecting significant
feature extraction. Figure 3.6 shows an example of the extracted and matched
features for two different environments when bi-directional matching is applied,
as explained in Section 2.3.5. Bi-directional matching is employed to improve the
spatial consistency of the feature matches.
First, a bi-directional full-search matcher is applied to match the SURF features
between the historical and live image. These matches are refined by checking
for scale and spatial consistency. The latter is done by rejecting matches whose
translations, i.e. the differences in x- and y-positions between matched features,
fall outside of the population of standard deviation of the translations for all
features in that image.

Figure 3.6 — Extracted SURF feature matches for two different environments.
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These metrics are now specified more formally. Assume a feature match i,
L L
H
H
H
where point pL
i = (xi , yi ) in the live image corresponds to point pj = (xj , yj )
¯
in the historical image. First, the average translation d is the average translation
over all matches and σ the standard deviation, specified by
q

di =
d¯ =
σ=

H 2
L
H 2
(xL
i − xj ) + (yi − yj ) ,
P
1
di ,
n
r P
¯ 2 /n.
(di − d)

(3.1)
(3.2)
(3.3)

i=1..n

Then the i-th feature match is rejected if its translation di > σ.
3.4.3 Temporal alignment
In the database, the GPS-INS position is used for fast indexing of the video images.
As a result, historical images from an earlier patrol can be retrieved quickly, based
on their longitude, latitude and driving direction. This results in a historical image
with the most similar viewpoint, as described in Algorithm 12 , where the (GPS)
query distance x is set up to 5 meters and the maximum angular difference in
vehicle heading ∆max = 30o . Figure 3.7 visualizes this process, where x again represents the (GPS) query distance and ∆γ shows the angular difference in vehicle
heading. In this figure, the capturing vehicle is at the center of the circle, while
there are three historical images in the surroundings. The closest historical image
in Eucledian distance, that satisfies the maximum angular difference in driving
direction, is selected.

d1

Detection center

∆γ = |γL - γH|
d2
x

∆γ

d3

Figure 3.7 — Conceptual visualization of the Temporal alignment of Algorithm 1.
2 Later

in this thesis, an improved algorithm for image retrieval will be provided.
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Input: GPS position (WGS84), σGP S - Standard deviation of GPS accuracy in
meters, γ L - Yaw (driving direction) for the live image, x - GPS query distance
Output: The historical image that best resembles the live image w.r.t. recording
position and image content.
Variables: ∆max - Maximum allowed angular difference in vehicle heading,
γ1H . . . γnH - Yaw for the historical images in the database.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:

procedure F I N D M A T C H I N G H I S T O R I C A L I M A G E (GPS, σGP S , γ L , x)
Retrieve γ H for all historical images within x meter radius from the current
location;
if (σGP S ≤ 0.5), i.e. high GPS accuracy then
Retrieve closest historical image i (Euclidean distance) with a similar
driving direction, i.e. where |(γiH − γ L )| < ∆max ;
else, i.e. low GPS accuracy
Match features of all historical images within x meter radius to those
of the live image;
Retrieve the image i that has most feature matches with the live image;
end if
return Historical image i;
end procedure

This algorithm is implemented using a PostgreSQL database with PostGIS extension. For efficiency reasons, images are stored directly to disk and the database
only contains references to these images. This ensures reliable and very fast retrieval of images. A typical retrieval operation based on longitude and latitude
takes in the order of 1 millisecond (without image-data access).
3.4.4 Image registration
The feature correspondences between the historical image and the live image are
the basis for the image registration. Once proper feature matches are available
(Section 3.4.2), a homography transform H is estimated to align the historical
image with the live image. However, a homography transform is only valid for
a single plane in the scene, hence the feature matches should correspond to this
plane. By orienting the camera slightly downwards, the ground plane becomes the
dominant plane in the scene. Therefore, we assume that most feature matches will
correspond to the ground plane and can be used to estimate H. The homography
transform H is then computed by minimizing the following sum of squared
distances

X 
h11 xhi + h12 yih + h13 2  l h21 xhi + h22 yih + h23 2
xli −
+
y
−
,
(3.4)
i
h31 xhi + h32 yih + h33
h31 xhi + h32 yih + h33
i
using a RANdom SAmple Consensus (RANSAC) approach. Next, this estimate is
improved using the Levenberg-Marquardt algorithm [67][68], using the RANSAC
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Figure 3.8 — Registration example, where the historical image (right) is aligned to the live image
(left). The bottom row shows the historical image after proper alignment.

inliers and the initial RANSAC estimate.
The resulting global homography transform is then used to warp the historical
image to the live image, involving also the parts of the image that do not belong to
the ground plane (see Figure 3.8). Due to the usage of a single global homography
transform, local warping errors may occur for objects that are not located on the
ground plane. In this chapter, it is assumed that the ground plane dominates the
scene and that such registration errors are only moderate. This over-simplified assumption is not valid in general, but this discussion is addressed in later chapters.
3.4.5 Change-mask generation
After image registration, the difference between the historical and live image can
be computed at pixel level. Instead of straightforward differencing, we compute
the absolute differences between the live and historical individual RGB channels
and from those differences take the maximum value for each pixel. In other words,
for each pixel we take the maximum difference over any of the color channels.
Experiments have shown that this approach yields an additional contrast for
camouflaged objects. The resulting difference image is thresholded by an adaptive
thresholding technique [69], which selects a global threshold based on the content
of the difference image. This results in a preliminary (binary) change mask.
The attentive reader may have noticed that the pre-processing mentioned in
Section 2.2.2 is not explicitly addressed here. In fact, our special form of differencing, where the maximum value over the RGB channels is used, is constructed
with the individual color components. In this way, our differencing can be seen as
an implicit color-space transformation. Furthermore, the adaptive thresholding is
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not affected by global illumination changes, making the intensity normalization
redundant.
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3.4.6 Post-processing
The preliminary changes resulting from the aforementioned steps are still noisy
and inconsistent in space and time. To distinguish relevant and consistent changes
from noise, several post-processing algorithms are employed. First, spatiallyinconsistent changes are removed by a Markov Random Field (MRF) filter, which
applies energy minimization through a graphcut approach [70]. This MRF filter
assigns a binary value to each pixel, which takes into account its own value and
that of its neighbors, thereby suppressing small and noisy changes, while keeping
spatially consistent changes as shown in Figure 3.9.

(a)

(b)

Figure 3.9 — Example of MRF filtering applied to the thresholded image (a) and the resulting
change mask (b). Spatially inconsistent changes are rejected.

After the spatial filtering, false changes are further reduced by investigating
their texture in terms of intensity values, which we refer to as change-blob filtering.
Filtering is achieved by employing template matching in the form of normalized
cross-correlation. Thanks to the normalization, the chosen similarity measure is
robust against homogeneous changes in illumination. In general, false changes
show a high correlation between the live and historical change area, while true
changes typically exhibit a low correlation value. Instead of applying a fixed predefined threshold, we employ a novel method for on-the-fly threshold estimation,
based on an in-depth analysis of the population of cross-correlation values. When
the cross-correlation values (one for each change) are sorted with respect to their
magnitude, the hull of the sorted amplitudes can be plotted as a curve. This curve
shows a linearly decreasing plateau of high cross-correlation values, which exponentially drops at the end for the lowest cross-correlation values (see Figure 3.10).
Close inspection of the changes and their corresponding cross-correlation values
has revealed that the linearly decreasing plateau of high cross-correlation values
originates from false detections. The cross-correlation values in the exponentially
dropping part of the curve have been found to correspond with the true changes.
This behavior is observed in practically all situations with a presence of true and
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false positives. Therefore, all changes with cross-correlation above this threshold
can be rejected.

Figure 3.10 — Curve of ordered cross-correlation values for all detected changes (red bars). A linear
regression is calculated using half of the values (starting from the highest values), represented by the
blue line. The determined threshold is represented by the green line. For this particular example, all
40 changes with correlation values above the green line are rejected using the change-blob filtering
with the linear regression model.

This approach is now specified more formally. Let us assume that C = {c1 , . . . , cn }
denotes the set of cross-correlations corresponding to possible changes, where we
define the set of sorted cross-correlations as B with elements from C, such that
ci <= ci+1 , so that B becomes a set with increasing values. Next, linear regression
(Equation (3.5)) is applied to the top-half of the ordered cross-correlation values,
i.e. to (bi ∈ B|i ≥ n/2). We denote τ as the maximum difference between the
actual value of any sample bi ∈ B with i ≥ n/2 being its index location in the
ordered set and the estimated linear regression curve at that position. The optimal
regression parameters α̂ and β̂ as well as τ are then found using
min
α,β

n
X

(bi − α − β · i)2 ,

(3.5)

(bi − (α̂ + β̂ · i)),

(3.6)

i=n/2

τ = max
i=n/2:n

Finally, the temporal consistency of the detected changes is evaluated using
a tracking algorithm based on the pyramidal optical flow method [71], where a
change is accepted if it was found in at least two consecutive images.
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To enable real-time execution of the algorithms from the previous section, a stateof-the-art platform (in 2011) is employed. This platform, portrayed in Figure 3.11,
features a hexa-core CPU (i7 3960X) and two GPUs (2× GTX580). The disk storage
consists of 2× 128-GB Solid State Disks (SSDs), which enable efficient storage and
retrieval of images.
Hexa-core CPU
Core 1
& cache

Core 3
& cache

Core 5
& cache

GPU 1

I/O Hub

Core 2
& cache

Core 4 &
cache

Graphical Processing Units

Memory
RAM

Core 6
& cache

Disk
storage

Memory
Memory

PCI Express

I/O:
Ethernet,
USB,
RS232

GPU 2

Memory
Memory

Figure 3.11 — Architecture of the real-time image analysis computing platform.

The mapping of the algorithmic blocks of Section 3.3 on the hardware components is illustrated in Figure 3.12 and will be explained in detail in Section 3.5.2,
where also execution times of the system will be presented. However, prior to this
discussion, the next subsection first describes the motivation for using the GPUs.
3.5.1 Exploiting data parallelism
Change detection involves processing large amounts of image data. Since data
dependencies are limited for this application, parallel processing on GPUs can be
exploited. Table 3.1 lists the functions that are executed on a GPU and the realized
speedup factor with respect to a CPU implementation. It is clear from Table 3.1
that the usage of GPUs, or similar parallel-computation hardware (e.g. FPGAs),
is required for our real-time change detection system. For example, change-blob
filtering on the CPU requires 429 ms, while the GPU implementation only takes
65 ms.
3.5.2 Pipelining
To fully exploit the 6 cores of the CPU and the 2 GPUs, the set of algorithms is
split into four stages. These stages are executed in parallel on the CPU cores and
the GPUs. Table 3.2 and Figure 3.12 show the distribution of the change detection
algorithms over these pipeline stages. This distribution has been manually optimized, such that the load is balanced over the pipeline stages, i.e. each stage has
approximately the same execution time.
The maximum stage execution time is 169 ms, which implies an ideal throughput rate of 5.92 frames per second. The actual throughput of the system is some56

Function

tCP U (ms)

tGP U (ms)

Speedup

Image perspective warping
Adaptive thresholding
Markov Random Field filtering
Change-blob filtering

80
7.4
284
429

0.5
0.8
11.1
64.6

160
9.1
25.6
6.6

Table 3.1 — Execution-time differences between GPU and CPU implementations, including
CPU-GPU data transfers. The first column shows the CPU execution time, the second column
states the GPU execution time and the third column presents the achieved speedup factor.

what lower, as scheduling of the pipeline invokes certain overhead. This results
in an effective throughput of 4.9 frames/second, with a corresponding latency of
0.80 s, including the JPEG2000 encoding latency inside the camera.
Figure 3.12 shows an additional optimization in Stage 2 that requires some
explanation. As mentioned in Section 3.4.3, in case of a good GPS quality, the best
historical image can be directly chosen based on the GPS data. However, in the
case of poor GPS quality, the system needs to find the best matching historical
image based on feature matches. Instead of loading (and decoding) multiple
historical images, the system only loads the historical features that were stored
during a previous drive (the live image and features are stored to be used as
reference data during future drives). Loading only the features is significantly
more efficient than full images (1 ms versus 100 ms). Only after the image pair
with most feature matches has been identified, the corresponding historical image
is actually decoded. This way, the most time-consuming block does not need to be
repeated, at the cost of a slightly higher storage requirement. Fortunately, feature
storage is insignificant compared to image storage, which makes this approach a
highly attractive choice.

3.6

User interface

The Graphical User Interface (GUI) is displayed on a touch screen and interactively
visualizes detection results in real time, as well as various other statistics, such
as GPS accuracy and navigation instructions. Figure 3.13 (a) shows the mounted
touch screen and the GUI layout, while Figure 3.13 (b) portrays the interface in
more detail. This interface contains the following information, where the numbers
correspond to the numbers in Figure 3.13 (b):
1. Live video content.
2. Detected changes highlighted in red as an overlay on the live view.
3. Zoomed-in visualization of the live image at the location of the selected
(clicked/ touched) detection.
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58 Figure 3.12 — Mapping of the algorithms of Table 3.2 on the CPU and on both GPUs.

3.6. User interface
Stage

Function

Device

1

Image decoding
Feature extraction

CPU
CPU

2

139
Temporal alignment
Feature matching
Decode historical image

CPU
CPU
CPU

Total
3

0
8
97
105

State processing*
Homography estimation
Perspective warping
Image differencing
Adaptive thresholding

GPU1
CPU
GPU1
CPU
GPU1

Total
4

102
37
Chapter 3

Total

tavg (ms)

125
2
1
41
1
169

MRF filtering
Change-blob extraction
Change-blob filtering
Change tracking
Draw changes in GUI

GPU2
CPU
GPU2
CPU
CPU

Total

11
21
65
15
18
130

Table 3.2 — Distribution of the algorithmic blocks of Section 3.3 over the pipeline stages shown
in Figure 3.12 and the corresponding execution times. The order of the table corresponds to the
chronological processing order in the figure. (*) The state processing is subject to a Non Disclosure
Agreement and is therefore not discussed in this chapter.

4. Zoomed-in visualization of the historical image at the corresponding location of the selected detection.
5. GPS navigation map, showing the live trajectory (magenta line) and the
historical trajectory (cyan line).
6. Driving-speed assistant, which indicates whether the driving speed allows
for real-time processing of each captured frame, or if the driver should slow
down.
7. Lateral-displacement indicators, which refer to the current lateral distance
(left or right) with respect to the historical driving trajectory.
8. GPS-quality indicator that highlights the accuracy of the GPS localization.
9. Status bar showing processing information.
The live view of the screen-based GUI, features two key user interactions.
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8

4
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(b)

Figure 3.13 — (a) Graphical user interface displayed on a touch screen mounted in the vehicle
and (b) the user interface in detail.
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• User taps on a detected change: The detected change area in the live view
and the corresponding area in the historical view will be displayed in the
zoomed views at the bottom of the GUI (see Figure 3.13, Items 3 and 4). The
zoom factor is dependent on the size of the detected change.
• User taps on a general position: The live zoom view will show the region
around the selected position at full resolution (i.e. 20 Mpixels at 1:1 pixel
correspondence), while the historical zoom view shows the corresponding
area of the historical image at full resolution.

3.7

Experiments and results

The system was extensively tested on real-world data, including official live
tests at the October 2012 NATO SCI-256 trial. For the evaluation in this chapter, 28 videos were recorded by mounting the system on a car (Figure 3.14) and
driving along rural and sand-road environments. These videos were grouped in
pairs, one recorded before a change (the historical video) and one recorded after a
change of the environment (the live video), giving a total of 14 dataset pairs for
our evaluation.
The manually placed test objects, enforcing changes in the environment, consist
of black, green, white and red wooden objects of 9 × 9 × 9 cm3 , which are manually
positioned in the environment. The number of manual test objects ranges between
4 and 20 test objects per dataset. The recording of each video starts at a distance
of 60 m from the manually placed test objects. This distance of 60 m is 15 m
more than the safe detection distance of 45 m assumed in this project, which
facilitates a safe halt of the vehicle driving at 20 km/h and stopping 20 m before
the real position of a detected change. The safe detection distance of 45 m takes
into consideration the latency of the change detection system, the reaction time of
the operator/driver and the braking distance of the vehicle (Chapter 8 presents a
more detailed discussion on the safe stopping distance).
The frame rate of the videos is adapted to the vehicle speed using GPS, such
that an individual frame is captured every 0.5 m. This gives a total of approximately 120 frames for each of the two videos in a single dataset. The videos that are
recorded after placing the test objects in the environment, are manually annotated
to obtain the ground truth for evaluating the performance of our change detection
system. This ground truth consists of a bounding box around each test object in
every frame, resulting in approximately 10,000 annotated bounding boxes. The
key parameters for our experiments are summarized in Table 3.3.
3.7.1 Performance metrics
The performance criteria of the system are based on the True Positive (TP) count,
the False Positive (FP) count and the False Negative (FN) count. These counts are
calculated on the basis of the manually annotated ground truth. The TP count
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Characteristic

Value

Minimum driving speed
Maximum driving speed
Test object size
Capturing distance
Native camera resolution
Processing resolution
Horizontal Field of View
Historical query distance (Section 3.4.3)
Evaluation threshold (Jaccard index)
Evaluation distance

5 km/h
5 km/h (except for the speed test)
9 × 9 × 9 cm3
every 0.5 m
5, 120 × 3, 840 pixels
1, 920 × 1, 080 pixels
39o
5 m (7 m for lateral-displacement test)
0.5
45 m

Table 3.3 — Key parameters of the experimental validation.

Figure 3.14 — Change detection system integrated in a vehicle with the camera and GPS receiver
mounted on top of the car and the computer inside of the vehicle.

represents the number of correctly detected test objects. The FP count represents
the number of false alarms. i.e. detections that do not correspond to one of the
placed test objects. The FN count portrays the number of placed test objects that
are not detected.
A detected change by the system is considered a TP if its Jaccard similarity score satisfies a predetermined threshold (Equation (3.7)) and as a FP otherwise, where Bbox represents the rectangular bounding box containing the detected
change and Abox the annotated rectangular bounding box of a placed test object.
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This metric, also referred to as the Intersection over Union (IoU), ensures that a
detection is only considered a TP, when its position, size and shape agree with
the annotation. The Jaccard threshold is set to τj = 0.5 for all experiments in this
chapter. Figure 3.15 shows an example of the applied Jaccard score, where it is
clear that too small or too large detections have significantly lower scores, hence
will be rejected by the τj = 0.5 threshold. This Jaccard index is defined by
T
(Bbox Abox )
S
> τj .
(3.7)
(Bbox Abox )

Bbox
B
Aboxbox

Abox
Bbox

Abox

0.55

0.27

0.04

Figure 3.15 — Examples of the Jaccard similarity score as a decision criterion on detections. The
bounding box Bbox denotes the region of the detected test object and Abox that of the ground-truth
annotation. The resulting metric value is shown below each example.

From the TP, FP and FN counts, the recall and precision of the system are
calculated as follows:

recall:
precision:

TP
,
TP + FN
TP
,
TP + FP

(3.8)
(3.9)

where the recall represents the ratio of correctly detected test objects out of all
annotated test objects. The precision defines the ratio of correct detections out
of all detections, i.e. including false alarms. To enable reproducible results, the
precision is measured only on those images that contain placed test objects. This
way, the precision is not affected by the length of the test track.
3.7.2 Experiments
The goal of our experiments is to measure the recall and precision of the change
detection system under various recording and operational conditions. For this
purpose, various tests have been performed, ranging from constrained unit test
that focus on a single aspect of the system, up to (unconstrained) realistic tests,
where multiple challenges are combined into a single test. Although the latter is
relevant for defense applications, such combined tests do not give a clear insight
into how the system is affected by each individual aspect. Therefore, and for the
sake of compactness, we restrict this work to those tests most relevant to the
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analysis of the system. For this purpose, we now present five unit tests, which are
described in detail below.
Chapter 3

(a) Object-contrast test
In this test, the effect of object contrast on the system recall and precision is
investigated. For this purpose, 4 different video pairs are used, where each
pair features 4 test objects of a single specific color (i.e. 4 black, 4 green, 4
white or 4 red objects). To ensure that the contrast of each of the test objects
to the background is constant, panels with uniform color are placed in the
environment (see Figure 3.16). This background panel placement is done
prior to recording the historical video, such that the panels themselves are
part of the environment and do not influence the change detection task. This
approach with the panels is used for all unit tests, except for test (e), the
trajectory deviation test.

(a)

(b)

(c)

(d)

Figure 3.16 — Examples of the 9 × 9 × 9 cm3 test objects in the sand-road environment, having (a)
black, (b) white, (c) green and (d) red color. Images are decoded to full HD resolution at approximately
40-m distance.

(b) Lateral-displacement test
In this test, we evaluate the effect of the object placement w.r.t. the road on
the recall and precision of the system. For this purpose, 4 different video
pairs are evaluated, where each pair features test objects of a single specific
color (i.e. black, green, red and white) at lateral displacements of 0, 4, 8 and
12 meters, perpendicular to the driving trajectory of the vehicle. This is
visualized in Figure 3.17.
(c) Sampling interval test
In this test, the system is evaluated with different temporal sampling (snapshot) intervals related to physical distances between two successive frames
of 0.5, 1.0, 1.5 and 2.0 m. Because the frame rate of the system is adapted to
the speed of the vehicle using GPS, the maximum frame rate of the camera
limits the driving speed at which we can still sample images at 0.5-m distance. Since our camera is restricted to 6 fps due to the internal JPEG2000
encoding, this results in a driving speed of approximately 10 km/h for a
sampling interval of 0.5 m. The sampling intervals of 1.0, 1.5 and 2.0 m are
64

3.7. Experiments and results

Trajectory

12 m

Chapter 3

8m

Detection center
4m

Road

Figure 3.17 — Experimental set-up for the object-contrast test and the lateral-displacement test.
In successive videos, test objects of different colors are placed at pre-defined perpendicular distances
from the driving trajectory (road). Hence, each (separate) video will contain 4 test objects of the
same color with different lateral displacements.

therefore related to simulated driving speeds of approximately 20, 30 and
40 km/h, respectively. In other words, this test simulates what would happen to the detection performance if we would drive at these higher speeds,
without taking into account other side effects of driving at those higher
speeds, such as vibrations.
(d) Speed test
This test evaluates the performance of the system for various actual driving
speeds of 10, 20 and 30 km/h. This test therefore takes into consideration
both the sampling interval, as well as vibrations and other effects of driving at higher speeds. For this test, we only use the high-contrast black test
objects.
(e) Trajectory-deviation test
In this test, the effect of a lateral displacement between the historical video
and the live video on the recall and precision of the system, is investigated.
For this purpose, 20 test objects of various colors are placed on the right border of the asphalt road, without using the uniformly colored panels. When
recording the live videos, the car driver takes trajectories with lateral offsets
of 0, 1, 2, 3, 4 and 5 meters w.r.t. the trajectory of the reference video (see Figure 3.18). This simulates a realistic operational situation, in which a vehicle
cannot exactly drive the same trajectory multiple times.
3.7.3 Results
This section presents the results of each unit test described in Section 3.7.1, followed by a general discussion on the performance of the proposed monocular
change detection system.
A. Object-contrast test
The effect of the contrast of test objects on the recall of the system, is visualized in
Figure 3.19. The low-contrast (i.e. white) test objects are not detected consistently
over time, while the medium-contrast (i.e. red) test objects are consistenly detected,
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Figure 3.18 — Experimental set-up for the trajectory-deviation test, where the vehicle drives at
several lateral displacements w.r.t. the historical driving trajectory.

albeit at a shorter distance from the camera than high-contrast test objects (i.e.
black and green).
A closer inspection of the results shows that low-contrast test objects are correctly detected when the post-processing step, i.e. change-blob filtering, is not
applied. In Table 3.4, we therefore show the effect of all post-processing steps on
the recall and precision of the system. This table is based on detection data up to
a distance of 45 m. It shows that post-processing improves the overal precision at
the cost of a reduced recall for low-contrast test objects.
The achieved precision of our system in this test is approximately 0.25. Thus,
we obtain on the average, 3 false alarms for every correct detection. This is as
expected, because apart from the placed test objects, the environment also changes
over time, due to vehicle tracks, etc. A relatively low precision is inevitable for
(monocular) change detection under realistic operational conditions. Especially if
test objects that are as small as 9 × 9 × 9 cm3 need to be detected at a distance of
45 m, a high sensitivity is required that may result in false alarms.

Recall

Detection score for different objects colors
Object color
black
green
red
white

1
0.8
0.6
0.4
0.2
0
0

5

10

15

20

25
30
35
Detection distance [meter]

40

45

50

55

60

Figure 3.19 — Recall for objects of different colors versus the distance at which the objects are
detected. The objects involved are shown in Figure 3.16.

B. Lateral-displacement test
Figure 3.20 depicts the recall of the change detection system for specific distances
to and lateral displacements of test objects with high contrast. It can be observed
that the lateral displacement of test objects has no significant effect on the distance
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Color:

black

green

red

white

Recall:
without post-processing
with post-processing

0.96
0.95

0.93
0.92

0.83
0.69

0.86
0.07

Precision:
without post-processing
with post-processing

0.06
0.22

0.11
0.28

0.19
0.24

0.04
0.02
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Table 3.4 — Recall and precision over an interval of 0–45 m detection distance from the test object,
with and without post-processing. Post-processing clearly affects the detection of low-contrast (i.e.
white) test objects.

at which the recall is maximum and consistent. This distance ranges between 40
and 45 m.
In general, high-contrast test objects are consistently detected until they are at
the border of the field of view, e.g. see the small performance drops at the start
of the recall curves for a displacement of 4 and 8 m in Figure 3.20. These small
drops in recall are caused by slightly different viewpoints between the historical
video and the live video. Therefore, part of the border pixels cannot be registered
and consequently, changes inside this region are then missed. This phenomenon
is inevitable and of no concern, as the test objects have already been detected
consistently over time prior to this phenomenon.
The limitations due to the field of view of the monocular camera, become more
significant when test objects are placed farther from the road. For example, the
test objects placed at 12 m from the road, shift out of the field of view already at
42-m distance. This is a hardware limitation and can be certainly improved by
using enlarged field-of-view imaging.

Recall

Effect of lateral displacement of objects on detection score
Lateral displacement
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Figure 3.20 — Recall for high-contrast test objects at different perpendicular displacements to the
road versus the distance at which the test objects are detected.

C. Spatial sampling test
Table 3.5 shows the effect of larger spatial sampling intervals on the change detection system. This table is based on data up to the safe detection distance of
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45 meters. Using an interval of 1.5 m, which is three times larger than the baseline
scenario of 0.5 m, the recall only slightly decreases by 2 %. A further increase in
the sampling interval to 2.0 m decreases the recall w.r.t. the baseline by 7 %. This
is caused by errors introduced in the image registration, when viewpoints are too
far apart. Using a sampling interval of 2.0 m is therefore not recommended.
The precision improves w.r.t. the baseline when using larger sampling intervals. The optimal precision is obtained by using a sampling interval of 1.5 m. This
improvement in precision is caused by the fact that the tracking filter is better
capable of suppressing false alarms when using larger intervals.
This test suggests an optimal sampling interval of 1.5 m, which is related to
a driving speed of 30 km/h. However, this test does not consider vibrations and
other effects that occur when driving at higher speeds. These effects are considered
in the next unit test.
Snapshot interval

0.5 m

1.0 m

1.5 m

2.0 m

Recall
Precision

0.66
0.19

0.65
0.24

0.64
0.28

0.59
0.25

Table 3.5 — Average recall and precision for increasing sampling intervals. Note that the lowcontrast test objects are included in this experiment, hence the seemingly lower recall and precision.

D. Speed test
Table 3.6 portrays the recall and precision of the change detection system at different actual driving speeds. It can be seen that the recall reduces when driving at
higher speeds, but the precision is more or less stable. Note that these results are
based on high-contrast black objects only, thus showing better performance than
in Table 3.5.
A closer inspection on the cause of the reduction in recall reveals that test
objects are in fact detected consistently over time. However, the distance at which
they are first detected decreases with higher speeds.
Vehicle speed

10 km/h

20 km/h

30 km/h

Recall
Precision

0.95
0.22

0.78
0.28

0.76
0.22

Table 3.6 — Average recall and precision for increasing vehicle speeds.

E. Trajectory-deviation test
Table 3.7 shows the recall and precision of the change detection system, for different lateral displacements between the historical trajectory and the live trajectory.
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The recall significantly decreases with an increment in lateral displacement of
the driving trajectory. This occurs because for larger lateral displacements, the
overlap between the field of view of the historical and live camera significantly
reduces. This reduction in overlap harms the registration process, as the number
of matched image features reduces and their distribution becomes less uniform
in the images. This way, the majority of features may no longer correspond to the
ground plane, resulting in an incorrect homography transformation. A decrease
in the accuracy of the registration directly influences the recall and precision. This
effect becomes stronger with larger displacements.
Lateral displacement:

0m

1m

2m

3m

4m

5m

Recall:
Precision:

0.75
0.45

0.41
0.18

0.17
0.07

0.10
0.05

0.07
0.04

0.02
0.01

Table 3.7 — Recall and precision for parallel reference and live trajectories with a fixed lateral
displacement.

3.8

Discussion

Under ideal circumstances, e.g. high-contrast changes, no lateral displacement
and a limited driving speed, the change detection system is able to consistently
detect small test objects of 9 × 9 × 9 cm3 . High-contrast objects, i.e. black and
green objects, are already consistently detected at 40-m distance. Medium-contrast
objects (red), are consistently detected at 25-m distance, while low-contrast objects
are detected below 20-m distance with varying performance. Hence, under nonideal operational conditions, the performance of the change detection system
reduces as could be expected, but the amount of this reduction depends strongly
on the actual circumstances and the sensitivity to each of those circumstances.
One of the encountered degradations is caused by our template-filtering approach, which shows weaknesses in discriminating low-contrast objects from their
background and shadows. Therefore, detections associated to such low-contrast
objects are often rejected. This harmful side-effect of the change-blob filtering approach can be potentially reduced, by using texture correlation instead of intensity
correlation or by using localized statistics, as is explored later in this thesis.
It was also observed that the driving speed of the vehicle affects the recall
and precision more than expected. The distance at which an object is consistently
detected, decreases with higher vehicle speed. This effect is not noticeable in the
sampling interval test, where a ‘simulated’ higher driving speed only slightly
affects the recall and precision. Therefore, the higher driving speed must physically affect the camera. We assume that the higher driving speed causes strong
vibrations, such as engine vibrations, but also vibrations (bumps) caused by driving over a rough terrain with high speed. Such vibrations can cause motion blur,
directly affecting the detection capability of the system. In fact, the degradation
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in detection accuracy is most likely caused by lens vibration, which will be discussed in Chapter 8. The internal components of the employed professional lenses
proved to be not rigid, meaning they shift in position under strong vibrations,
causing sudden motion blur. This may explain the negative effect on the detection
distance. Such vibrations could be reduced by mounting the camera system on a
gyro-based actively stabilized platform.

3.9

Conclusions

The objective of this chapter is to show that it is possible to define a generic
image processing chain that is capable of finding arbitrary objects and or changes
in the scene in real time. Such a system is intended to serve as an aid for the
personnel involved in detecting IEDs and thereby prevent or reduce accidents
during transport and surveillance operations in conflict areas. Such a system has
to address several challenges, such as temporal alignment, image registration,
change-mask generation and post analysis (false alarm reduction).
The proposed real-time change detection system detects (indicators of) IEDs
in the environment by using image-based change detection techniques on videos
recorded at different time moments. While driving, images of the scene are acquired by the camera and stored together with the GPS positions of the vehicle. At
the same time, temporal alignment retrieves a historical image with the most similar viewpoint (from a previous time moment) based on the longitude, latitude and
viewing direction of the camera. Next, image registration is performed by means
of a feature-based homography transformation between the live and historical
image, enabling pixel-wise comparisons. A preliminary change mask is generated by differencing the RGB color images, taking for each pixel the maximum
amongst the R, G or B differences and subsequently employing an adaptive thresholding technique to obtain a binary mask. Finally, post-analysis algorithms, such
as Markov Random Fields, local intensity comparisons using template matching
and change tracking, further improve time- and space-consistency of the changes
and suppress noise. The resulting changes are visualized as an overlay on the live
video content in an interactive GUI.
Real-time operation of approximately 4.9 frames per second is achieved by
exploiting data parallelism in the form of pipelining and by mapping the most
time-consuming processing tasks on two GPUs. In fact, we participated in the
October 2012 SCI-256 trial and were the only system to demonstrate real-time
automated change detection.
The system has been tested using more than 10,000 manual annotations, divided over 28 different videos. Under ideal operating conditions (e.g. similar trajectory and weather conditions between historical and live recordings), the change
detection system is able to find all high-contrast test objects of 9 × 9 × 9 cm3 at
a 40-m distance. The system has proven to be robust to higher frame-sampling
intervals up to 1.5 m, without a loss of performance. However, tests show that the
distance at which test objects are first detected, decreases at higher driving speeds.
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Objects of low contrast still present a challenge for the current change detection system. Furthermore, the system is sensitive to trajectory displacements and
viewpoint changes between the historical and live recordings, which deteriorate
the registration process. This effect becomes stronger with larger displacements
and can only be solved by improved registration techniques, such as multi-planar
warping using depth information.
On the basis of the conducted experiments with the (monocular) change detection system, it is demonstrated that finding arbitrary changes using an automated
real-time image analysis chain is feasible.
The developed monocular change detection system is however, subject to performance drops when the driving trajectories do not match. This already occurs at
small lateral displacements, which are unavoidable during real operation. In practical deployment, a considerable robustness towards such viewpoint differences
is required, so that the current performance sensitivity poses a major shortcoming
of the monocular system. For this reason, the following chapters will focus on
improving this robustness to viewpoint changes, by exploiting depth information
from a stereo camera, instead of using a single camera. The next chapter provides
a first exploration on exploiting stereo cameras for change detection.
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Exploiting 3D geometry
for improved IED detection

Introduction

Chapter 3 has introduced a monocular change detection system and has demonstrated that finding arbitrary changes using an automated real-time image-analysis
chain is feasible. However, on the basis of the evaluation in the previous chapter,
the following limitations have become apparent.
First, the system assumes that the majority of feature matches is located on the
ground plane, implicitly computing a homography transformation for this plane.
If this assumption is violated, the computed homography does not belong to the
ground plane and cannot be used for change detection. This effect is more noticable when lateral trajectory displacements and viewpoint changes occur, since the
resulting perspective distortion may reduce the number of feature matches on the
ground plane.
Second, the system does not take into account 3D scene geometry, which is
challenging to compute reliably from a monocular system. The problem of a
monocular system is that it results in false alarms of which the physical positioning
leads to unrealistic situations (e.g. changes detected in mid-air or detected changes
that lie far outside of the operational range of the system).
Third, the lack of 3D scene geometry complicates the distinction between real
physical changes and those caused by changed lighting conditions (e.g. changes in
shadow patterns). This type of false alarms occur often in the monocular change
detection system.
The aforementioned challenges show first that reliable system operation is
limited to a 2D plane and its close surroundings, while the exploitation of 3D
scene geometry cannot be accurately retrieved from a single camera. The last two
challenges clearly point towards the use of 3D scene geometry to improve the
robustness of the system.
Therefore, the objective of this chapter is to explore the possibility of using 3D
geometry acquired from a stereo camera to address the above challenges. We use
this geometry information to overcome the previously mentioned limitations of
the monocular system in the following way.
1. Locating the ground plane: Specifically detecting the ground plane in the 3D
scene enables the system to compute a homography transformation that is
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specific to that plane.
2. Rejecting unrealistic changes: The additional depth information enables the
system to reject unrealistic changes based on their 3D position w.r.t. the
ground plane. If the position of the change lies far outside the registered
plane, that change is likely to be inaccurate and should be rejected.
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3. Rejecting changes caused by lighting differences: As the depth measurements
are unaffected by shadows, comparing localized depth maps of different
time moments enables the system to reject false alarms caused by changing
lighting conditions, such as shadows where the depth has not changed.
For this purpose, a non-linear ground-plane estimation is introduced that
can be applied to low-resolution depth maps acquired from stereo cameras. The
method performs spline fitting on the X-Y-Z point cloud derived from the disparity estimates and is used to identify pixels corresponding to the ground plane.
For rejecting unrealistic changes and changes caused by lighting differences, a
two-step approach is introduced referred to as depth-based change characterization. First, changes whose 3D locations lie outside the validity of our (non-linear)
ground-plane model are rejected. Next, changes caused by lighting differences are
identified by comparing the disparity histograms between the live and historical
images using a correlation metric. These depth extensions to the system from
Chapter 3 are addressed in more detail in Section 4.3.
The remainder of this chapter is organized as follows. Section 4.2 discusses our
contributions in context of related work on using depth for mobile change detection. The proposed depth sensing extensions that address the above-mentioned
challenges are described in detail in Section 4.3. Afterwards, experimental results
are given in Section 4.4. Finally, discussions and conclusions on this first exploration into incorporating the 3D geometry of the scene, as well as future work, are
discussed in Sections 4.5 and 4.6.

4.2

Related work on using depth for change detection

As described in Chapter 2, existing real-time change detection systems typically
use either monocular cameras [72]–[74] or laser scanners [75], [76], where change
detection is applied to 2D images or 3D point clouds, respectively. Stereo cameras
are typically only used to improve upon 2D change detection, as done by Haberdar et al. [77]. This can be explained by the fact that point clouds generated by
passive stereo cameras generally have more noise and are computationally expensive when acquired at high resolutions. Moreover, computing the disparity map at
lower resolutions significantly reduces the sensitivity of such a system, making the
resulting point cloud less suited for 3D change detection at long range. Although
Time-of-Flight cameras can deliver depth maps at high frame rates, such cameras
do not operate well in outdoor environments [78]. Therefore, change detection on
3D point clouds acquired from Time-of-Flight cameras is mainly limited to indoor
environments.
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Taking into account that the monocular change detection system from the previous chapter already uses video images for change detection, a stereo camera
forms a logical extension to enable depth processing. It appears that literature on
stereo cameras employed in mobile change detection systems is limited. Harberdar and Shah [77] do use a stereo-based change detection system. Similar to the
system presented in the previous chapter, they assume that objects or changes
are located on the ground plane. Therefore, they use the depth estimates to better locate this ground plane. Change detection itself is again performed on the
original 2D images. Whereas Haberdar and Shah find the ground plane using a
graph-based disparity-map segmentation, instead we approximate the ground
surface by fitting a spline to a significantly down-sampled 3D point cloud. This
way, the ground plane can also be estimated on low-quality depth maps, such
as obtained by low-resolution stereo matching. Moreover, our method can be
extended to multi-planar warping in the case of non-planar ground planes.
Wathen et al. apply change detection completely in the 3D domain [75]. They
employ a LIDAR laser scanner combined with a color camera to generate a point
cloud, where change detection is performed point-by-point on the 3D point cloud.
Changed points are grouped into objects and evaluated by a characterization
algorithm. This involves checking if the object satisfies certain metrics, such as
width, size, shape and position relative to the ground and the road. As a result,
this method effectively reduces the effect of shadows, which have no volume.
However, their proposed method is not directly applicable to point clouds obtained from stereo cameras, as these are subject to significantly more noise in the
obtained 3D positions. Nevertheless, such characterization is for a large part also
feasible when stereo cameras are employed.
Since a LIDAR scanner is an active device, the deployment in an operational
scenario is not attractive for defensive applications. Moreover, change detection
purely in 3D is not feasible with our stereo camera. Instead, we use the 3D depth
information only to improve the 2D change detection, similar to Haberdar et al..
Therefore, in this chapter, depth estimates from a stereo camera are used to find
the ground plane in both the live and historical image, such that these planes can
be registered to each other. Change detection is then applied as described in the
previous chapter, resulting in a set of preliminary changes. Next, the principle
of change characterization from Wathen et al. is employed, where a novel characterization algorithm is introduced that can be directly applied to a (localized)
disparity map obtained from stereo cameras. The next section shows the new
algorithm design including these depth extensions.

4.3

Depth-sensing extensions

The monocular change detection system presented in Chapter 3 is extended with
three depth-processing modules based on stereo vision. The first, disparity generation, computes a low-resolution 3D reconstruction, using stereo disparity estimation. The second, ground-plane extraction, detects the ground plane in the 3D
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reconstruction, which enables to compute a specific ground-plane homography
transform. The third, change characterization, is a novel approach that functions as
a 3D verification of the monocular change detection results, reducing the number of unrealistic false alarms and those caused by changed lighting conditions.
This verification is applied to a locally estimated high-resolution disparity map.
The new algorithm design is illustrated in Figure 4.1, where the red blocks represent the new depth-processing modules. These new modules (from left to right:
disparity generation, ground-plane extraction and change characterization), are
now discussed in detail. The other blocks were already explained in the previous
chapter.
4.3.1 Disparity generation
Images are captured by a stereo camera consisting of two state-of-the-art UltraHigh-Definition (UHD) cameras with an adjustable baseline of up to 150 cm, as
shown in Figure 4.2 (a). Throughout this chapter, a baseline of 150 cm and a resolution of 1920 × 1440 pixels are used. However, to enable real-time estimation
of the ground plane, these images are down-sampled to 640 × 480 pixels prior
to computing the disparity map using semi-global block matching (SGBM) [62].
This low-resolution disparity map is more than adequate to find a coarse estimate of the location and shape of the ground plane. The disparity maps used for
change characterization (Section 4.3.3) are computed at the original resolution of
1920 × 1440 pixels for (small) regions of interest only. For a detailed explanation on
disparity maps and how they are generated, the reader is referred to Section 2.3.4.
4.3.2 Ground-plane extraction for improved image registration
Similar to Chapter 3, registration is performed through a homography transformation using point correspondences between the live and historical image. However,
contrary to the previous chapter, we no longer assume that the majority of the
point correspondences belong to the ground plane. Especially when the viewpoint changes, the majority of point correspondences focus on other structures,
e.g. trees, buildings and lighting poles. Since these points do not correspond to
the ground plane, the homography transformation, which assumes a single plane,
will fail to properly align the images. To overcome this challenge and to increase
the robustness of the monocular system w.r.t. varying viewpoints, we will exploit
the 3D scene geometry acquired from the stereo cameras to find the ground plane
in the image. Next, feature extraction can focus on the ground area, yielding a set
of point correspondences belonging to a single (ground) plane. The resulting homography matrix therefore corresponds to this plane and can be used to properly
align the ground plane in the historical image to that of the live image. This new
registration approach is now discussed in detail.
The improved ground-plane registration starts with detecting the ground
plane in the images. Using the extrinsic camera parameters in combination with
the disparity values, the (down-sampled) image points are triangulated in 3D,
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Figure 4.1 — Extended change detection diagram, where the marked blocks represent the proposed depth-sensing modules. The 2nd and 4th row of images
represent the data and its processing status.
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(a)

(b)

(c)

Figure 4.2 — System setup with passive stereo cameras. The system prototype is shown in (a),
while the RGB image and the corresponding disparity map are shown in (b) and (c), respectively.
The disparity map visualized is computed at the original resolution, where the color denotes the
distance to the vehicle.

resulting in an X-Y-Z point cloud. The ground plane can then be accurately determined by fitting a spline S(z) through the y-z histogram of the 3D point cloud,
similar to the work of Wedel et al. [79]. Their method performs well if the provided 3D points correspond to the actual ground plane and are only contaminated
by Gaussian noise. However, it is known that their method provides inaccurate
results if the 3D points include outliers, such as 3D points on obstacles or stereo
matching errors. Therefore, our approach deviates from [79] in two ways. First,
we employ a sampling method that selects the 3D points that most likely correspond to the road surface, similar to Suhr and Jung [80]. This selective filtering
significantly improves the quality of the resulting spline estimate by suppressing
outliers. Second, B-splines are replaced by the robust spline smoothing introduced
by Garcia [81], which is more resilient against outliers caused by stereo matching in a dynamic environment. Our ground-plane estimation approach shown
in Figure 4.3, therefore combines several approaches from literature into a new
algorithm. Each algorithmic step from this figure is now discussed in detail.
Disparity

Ground-point
sampling

Spline
estimation

Ground-mask
estimation

Ground
mask

Figure 4.3 — Ground-plane extraction approach.

A. Ground-point sampling of the Y-Z histogram
In autonomous driving applications, a non-linear ground plane is often derived by
fitting a spline through the points of a V-disparity map, which is a 2D histogram
plotting the disparity against the image-row index j. However, there is perspective
projection in our images (Figure 4.4), which causes the same actual distance to
be described by a different amount of pixels in the V-disparity map, depending
on the proximity to the camera (Figure 4.4). Due to this non-linear behavior of
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the row index j, the curvature of the (non-linear) ground plane in the V-disparity
histogram changes for different depths, presenting difficulties for spline fitting.

Y

Z
X

Disparity

Figure 4.4 — Perspective projection in images. The red and green lines in the left image are
equidistant in real-world distance, although their inter-distance decreases in image coordinates. The
corresponding V-disparity map is shown to the right.

To circumvent this problem, the disparity map is converted to an X-Y-Z point
cloud, which is then accumulated on the Y-Z plane. In the Y-Z plane, the distance
between points now resembles reality and any curvature is now independent
of the proximity to the camera. This yields a 2D histogram, where the value on
the 2D grid (accumulation result A(j, i) in Equation (4.1)) denotes the number of
occurrences of that specific Y-Z combination. Since objects at increasing distance
will be represented by fewer pixels, we adopt a balancing metric as introduced
by Suhr and Jung [80], to ensure that all points will have similar weight. This is
performed by multiplying the accumulation result by Z/f , resulting in
Ā(j, i) = A(j, i)

Z(i)
,
f

(4.1)

where A(j, i) and Ā(j, i) are the original and weighted accumulation results, respectively. Parameter Z(i) is the depth corresponding to A(j, i), while f is the focal
length in pixels and i and j are indexes of the accumulation result in horizontal
(Z) and vertical (Y) directions, respectively.
Next, similar to Suhr and Jung [80], an additional sampling method is employed to remove outliers in the Y-Z histogram. Since it is unlikely that any 3D
point lies underneath the road surface, a certain Y-Z point in the histogram that
has a large accumulation value underneath it, is unlikely to be part of the road
surface. The accumulation result is modified by subtracting the maximum accumulation value below a certain location from the accumulation value of that
location as follows
Ām (j, i) = Ā(j, i) − max{Ā(j + 1, i), Ā(j + 2, i), . . . , Ā(jmax , 1)},

(4.2)

where Ām represents the modified accumulation result and jmax denotes the
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maximum of row index j, where the origin lies at the top-left position of the
histogram. The resulting filtering suppresses points that lie above the ground
surface. The spline will then fit to the bottom envelope of the Y-Z histogram, which
represents the actual ground surface. The left part of Figure 4.5 shows the concept
and an example Y-Z histogram, where (most) outliers have been suppressed.
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B. Spline estimation
In general, a regression spline is defined as
S(z) = arg min
S(z)

X

!

Z

2

(yi − S(zi )) + λ

00

2

(4.3)

S (z) dz ,

i

where the first term represents the Least Squares error (LS) over the residues
and the second part represents a smoothness term to suppress nonlinearity by
enforcing a continuous second derivative. Here, λ is a real and positive scalar
that controls the degree of smoothing. However, such a regression spline is highly
sensitive to outliers, where such outliers will have high leverage. In statistics, the
leverage denotes the influence (a real value between 0 and 1) of a given point on
a fitting model, based on its location in the space of the inputs. More precisely,
the points which are far removed from the main body of points will have high
leverage [82] and hence a stronger influence on the spline fit. To overcome this
issue and make the model fitting more robust to outliers and noise, a weighting
matrix can be added to reduce or even nullify the leverage of outliers. The updated
weighted regression spline now reads as
!
ŷ = arg min ||W1/2 (ŷ − y)|| + λP (ŷ) ,
ŷ

S(z) = arg min
S(z)

X

2

wi (yi − S(zi )) + λ

Z

!
00

(4.4)

2

S (z) dz ,

i

where W represent the (diagonal) weight matrix and wi its i-th entry, defining the
weight for point zi . For the weighting, a bi-square weighting function is employed
to make the spline robust to outliers. The bi-square weights are given by
(
ui
ui
(1 − ( 4.685
)2 )2 if | 4.685
|<1
wi =
(4.5)
0
otherwise,
where ui is the Studentized residual, adjusted for standard deviation and leverage,
defined as in [81], [83], so that
s
"
p
√

#−1
1 + 1 + 16λ
ui = ri 1.4826 MAD(r)
1− √ √
.
(4.6)
2 1 + 16λ
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The combination of Equation (4.4) and Equation (4.6) ensure that outliers that
have a high residue ri , will be assigned a zero weight, hence are ignored during
spline fitting. The entire process is efficiently implemented using a penalized
regression spline from the ALGLIB toolbox [84], where the aforementioned bisquare weighting is added to be robust to outliers.
C. Ground-mask estimation
The ground mask is then obtained by finding all pixels (u, v) in the 2D image,
whose corresponding 3D points satisfy the spline ŷ = S(z). More formally, the
ground mask M(u, v) is obtained by defining each element mu,v as follows
(
1
if |yu,v − S(zu,v )| < τs
mu,v =
(4.8)
0
otherwise,
where yu,v represents the height corresponding to pixel (u, v), while S(zu,v )
denotes the estimated ground height at depth zu,v . Here, u and v represent the
horizontal and vertical pixel coordinates in the image, respectively. Throughout
this chapter, the threshold τs is set to 0.25 m.
This results in a low-resolution bi-level pixel map representing the ground
plane, leading to a binary (black-white) image. This map is up-sampled such that
it can be used for feature selection at the original resolution. The algorithmic flow
is visualized in Figure 4.5.

Z

Y
X

3D Point cloud
Disparity map
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Rectified stereo images

Z

Y-Z Histogram and fitted spline

Extracted ground mask

Figure 4.5 — Ground-plane extraction process, where the final ground mask is visualized as a red
overlay on the original image.

Although the V-disparity map generalized to Y-Z space is a valid alternative
method to extract a linear ground plane [85], the current method easily extends
to multi-planar warping in the case of non-planar ground surfaces, by finding
piece-wise linear segments in the spline. The latter has an advantage in more
complex environments and is therefore more applicable to general cases.
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Here, ri represents the residue ŷ i −yi = S(zi )−yi and MAD represents the median
absolute deviation defined as


MAD = median ||r − median(r)|| .
(4.7)
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D. Improved image registration
In Section 3.4.4 of the previous chapter, feature matching was employed to find a
homography transformation that could align the historical ground plane to the
live ground plane. However, the monocular change detection system could not
distinguish between feature matches on and outside of the ground plane, which
sometimes led to an invalid homography transformation. Now that a ground
mask is available (Figure 4.5), hence it is known which pixels correspond to the
ground plane, feature matching can be restricted to these areas. In other words,
only those point correspondences are used that reside on the ground plane. The
resulting homography transformation therefore corresponds to this plane and can
be used to align the two ground planes.
It should be noted that applying a single homography transformation to the
entire image will still result in alignment artifacts, where 3D objects (e.g. trees,
lighting poles, etc.) will be treated as if they lie on the ground plane. Although
it is roughly known which part of the image will result in such parallax effects,
i.e. those pixels not belonging to the ground plane, such effects are not easily
removed. Even if the affected areas are known, the correct ground texture cannot
be retrieved, as it was occluded by the 3D objects. These parallax effects will be
addressed later in this thesis.

4.3.3 Change characterization
This section describes the third algorithmic contribution of this chapter. First,
disparity generation was discussed, after which the ground plane was extracted
and used to improve the registration accuracy. Although the latter improves the
detection accuracy, false detections may still occur. To avoid such false alarms
at physically unrealistic positions and to reduce the sensitivity of the change
detection processing to shadows and other illumination effects, a novel changecharacterization module is introduced. This module acts as a 3D verification step
for the detected changes, where change detection itself is performed similar to
the monocular system from the previous chapter. The characterization process
consists of two stages: (1) reject changes that are not located on (or near) the
ground surface and (2) perform a local depth analysis to verify if a physical (3D)
change exists. This process is illustrated in Figure 4.6 and explained below.
In the first stage, detected changes that float above the (3D) ground plane are
rejected, as objects that do not reside on the ground plane cannot be accurately
aligned when employing a single ground-based homography transformation.
Therefore, it is assumed that objects of interest are residing on or are close to
the ground plane. For this, the low-resolution 3D point cloud acquired during
ground-plane extraction is re-used. For each change, the minimum height in world
coordinates is obtained, i.e. the height of the bottom of the detected change, which
is compared to the height of the ground plane at that position. If a detected object is
positioned higher than τh cm above the ground plane, it is rejected. More formally,
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Figure 4.6 — Flow chart of the two-step change-characterization approach.

the decision di for the i-th detected change is given by

accept if min (yu,v ) 6 (S(zu0 ,v0 ) + τh ),
(u,v)∈Ci
di =
 reject otherwise,

(4.9)

where Ci denotes the set of pixels/ points in the point cloud corresponding to the
i-th detected change, u and v denote the image coordinates and S(zu0 ,v0 ) represents
the estimated height of the ground plane at the 3D point corresponding to the
screen coordinates (u0 , v 0 ) with minimum yu,v . The ground height is estimated
using the spline from Section 4.3.2.B. Throughout this chapter, threshold τh is set
to 60 cm, meaning that changes located higher than 60 cm above the ground plane
are rejected.
The second stage focuses on analyzing the remaining changes. By exploiting
knowledge that shadows and illumination-related changes do not affect the depth
of the scene (Figure 4.7), such changes can be rejected. Typically, verifications
about the nature of the found changes are made in the 3D point cloud. However,
in order to find small objects at large distances, a high-resolution point cloud
is required. Using passive stereo cameras at a resolution of 1920 × 1440 pixels,
the detection of small objects is computationally expensive and the computation
of a depth map at the full resolution rather challenging in real time. To address
this problem, a high-resolution disparity map is computed only at the location
of the considered changes. Moreover, the proposed characterization method can
be directly applied to the disparity map, without the need to triangulate to 3D
coordinates. This novel process is now discussed in more detail.
For each change found by the monocular change detection system, the disparity map is (locally) compared to the disparity map of the historical scene. A change
representing a shadow will not lead to any differences in the disparity map, while
a 3D physical change, e.g. caused by an object, will show clear changes and discontinuities. This is visualized in Figure 4.8, where the disparity map shows an
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Figure 4.7 — Images taken by the system with and without shadows (top row) and their corresponding disparity maps (bottom row) showing that the disparity is unaffected by lighting conditions.

uni-colored blob at the location of the white blocks, while the bottom disparity
map only shows a gradient corresponding to the ground plane.
There are two difficulties in comparing the live and historic disparity maps.
First, it should be noted that the bottom of an object has the same disparity as the
ground plane, only the top part of the object shows clear edges w.r.t. the ground
plane disparity. This is shown in Figure 4.8, where the bottom of the object in the
disparity map has the same color (depth) as the ground plane. Second, due to
different viewpoints between the live and reference images, the depth range may
vary, e.g. different capturing distances result in different disparity values. The
latter is also depicted in Figure 4.8, where the bottom disparity map shows the
same gradient as the top disparity with a shifted color range (offset).
The first difficulty, where the bottom of the object has similar disparity as the
ground plane and cannot be distinguished, is solved by computing a histogram
of the disparity map within the ROI (contour of the detected change) in the live
disparity map and the corresponding ROI in the historical disparity map (Figure 4.8-center). The uni-colored blob representing an object will be clearly visible
as a peak in the histogram. The second difficulty of the unknown depth-offset,
is solved by comparing the shape of the histograms, instead of evaluating the
depth values directly. This is achieved by correlating the histograms for different
shifts in disparity, similar to a convolution operation in an interval. The maximum
correlation between both histograms is then evaluated and a change is rejected if
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Figure 4.8 — Second stage portraying the characterization of changes. The first column shows the
live and historical RGB images. The center column shows the corresponding disparity maps, where
color represents depth. The final column shows the disparity histogram used in the characterization.
The difference in (color) range of the visualized disparity maps is caused by different viewpoints,
resulting in slightly different depth values.

this correlation exceeds an empirically defined threshold, as defined by

H
accept if max(d(HL
k , Hk , j)) ≤ τv ,
j
sk =
 reject otherwise,
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,

(4.10)

(4.11)
(4.12)

These equations resemble a correlation computation, where j represents the conH
volution shift (offset) and HL
k and Hk represent the live and historical disparity
histograms corresponding to the k-th change, respectively. Here, sk represents
the decision about the validity of the k-th change, i represents the bin index of
the histogram and N denotes the number of bins in each histogram. Implicitly,
this approach first co-registers the histograms and then computes the correlation
H
score d(HL
k , Hk , j), where j denotes the offset with highest correlation. If the live
and historical disparity distribution are too similar (d() is large and exceeding the
threshold), the change is most likely a false alarm and thus rejected. The threshold
of τv = 0.6 was chosen empirically to only reject changes that are clearly too
similar, ensuring the process does not reject true changes.
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For the evaluation in this chapter, 10 videos were recorded by mounting the
system on a car (Figure 4.2 (a)) and driving along an urban environment. In such
an environment, the majority of features will correspond to structured objects
outside of the road surface, which has proven challenging for the monocular
system described in the previous chapter.
Similar to the evaluation of the previous chapter, the videos are grouped in
pairs, one captured prior to a change (the historical video) and one captured after
changing the environment (the live video), giving a total of 5 datasets for the evaluation. The manually placed test objects, enforcing changes in the environment,
consist of black, green, white and red wooden objects of 18 × 18 × 9 cm3 , which are
manually positioned in the environment. Each dataset contains 4 of such manually
placed test objects, including an accurate GPS position of each object. For a specific
object, evaluation of the change detection starts at a distance of 60 m from the
manually placed test objects, determined by the GPS position of the car and the
test object.
The frame rate of the videos is adapted to the vehicle speed using GPS, such
that an individual stereo frame is captured every 0.5 m. The videos after placing
the test objects, are manually annotated to obtain ground truth for evaluating the
change detection system. This ground truth consists of a bounding box around
each test object in every frame, resulting in approximately 2,400 annotated bounding boxes.
The key parameters for the experiments in this chapter are shown in Table 4.1.
We briefly indicate a few changes w.r.t. the previous chapter. First of all, larger test
objects are employed, enabling a larger evaluation distance of 60 meters. The first
experiments incurred doubts about the accuracy of the depth values, which has
motivated the larger test objects. Furthermore, the evaluation threshold is slightly
relaxed, because the exact shape information is not relevant for early detection
of IEDs, whereas its location and the detection itself is sufficient warning for an
operator. This allows somewhat more detections to be classified as valid, thereby
leaving the final decision to the operator.
4.4.1 Performance metrics
The performance criteria that were introduced in Section 3.7.1, are employed
throughout this whole chapter. For completeness, these are also summarized
below.
The manually annotated ground truth enables to distinguish detected changes
into True Positives (TPs), False Positives (FPs) or False Negatives (FNs), representing correct detections, false alarms and missed test objects, respectively. A
detected change is considered a TP if its Jaccard Similarity Score, also referred
to as Intersection over Union (IoU), satisfies a predetermined threshold (Equation (3.7)), and considered a FP otherwise. Contrary to the previous chapter, this
threshold is set to τj = 0.3 for all experiments in this chapter, which is slightly less
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Characteristic

Value

Minimum driving speed
Maximum driving speed
Test object size
Capturing distance
Native camera resolution
Processing resolution
Disparity resolution for
ground-plane extraction
Disparity resolution for
localized change characterization
Threshold for floating change removal
Similarity thresh. for change characterization
Horizontal Field of View
Stereo baseline
Historical query distance (Section 3.4.3)
Evaluation threshold (Jaccard index)
Evaluation distance

5 km/h
5 km/h
18 × 18 × 9 cm3
every 0.5 m
5, 120 × 3, 840 pixels
1, 920 × 1, 440 pixels
640 × 480 pixels
ROI of the full proc. resolution
0.6 m
0.6
39o
150 cm
5m
0.3
60 m

Table 4.1 — Key parameters of the experimental validation, where values in boldface denote
changes w.r.t. Chapter 3.

strict than in the previous chapter. The motivation behind this is that also a partial
detection gives sufficient warning to an operator. Next, the recall and precision
of the system are computed. The recall represents the ratio of correctly detected
test objects out of all annotated test objects. The precision defines the fraction of
correct detections from all detections (including false alarms). A recall of unity
means the system is able to find all planted changes, while a precision of unity
implies there are no false alarms.
4.4.2 Experiments
The objective of our experiments is to measure the recall and precision of the
change detection system with and without the depth extensions discussed in
Section 4.3, i.e. to compare the novel change detection system to the (baseline)
monocular system discussed in Chapter 3. For this purpose, the following two
unit tests are employed.
(a) Fixed trajectory test
In this test, the effect of the improved registration approach and the change
characterization on the recall and precision of the system, are investigated.
For this purpose, 4 objects of various colors are placed at the left sidewalk
of an urban street (Figure 4.9), similar to the experiment discussed in Figure 4.10. When capturing the live videos, the car driver mimics the driving
trajectory of the historical video, such that the difference in viewpoints is
minimal.
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Figure 4.9 — Test objects employed in the evaluation tests as observed by the camera.

This test is performed twice, once for the new system with depth extensions
and once for the original monocular system from Chapter 3, i.e. the baseline
system. Both systems are evaluated on the same video and use the same
parameters as discussed in the baseline system, where the monocular system
uses only the left head of the stereo camera (the left image).
(b) Trajectory deviation test
This test is similar to the trajectory deviation test described in Section 3.7.2.
It evaluates the effect of a lateral displacement between the historical video
and the live video, on the recall and precision of the system. For this purpose, 4 test objects of various colors are placed at the left sidewalk of an
urban street. When recording the live videos, the car driver takes trajectories
with lateral offsets of 0, 1, 2.5 and 4 meters w.r.t. the trajectory of the historical video as depicted in Figure 4.10. This mimics increasingly challenging
operational conditions, in which a vehicle cannot exactly drive the same
trajectory multiple times.

21 m

Sidewalk
Trajectory
Detection center

21 m

21 m
0m
1m
2.5 m

Road
4m

Figure 4.10 — Top view of experimental setup for the trajectory deviation test, where the vehicle
drives at several lateral displacements of 0, 1, 2.5, and 4 m w.r.t. the historical driving trajectory.
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A. Results of the fixed trajectory test
Table 4.2 shows the recall and precision of both the baseline and the proposed
system in the absence of (significant) trajectory differences. When only using
the improved registration, on the basis of a ground-plane-specific homography,
the recall of the system improves by 10%, but the precision drops by 7%. Both
numbers are a direct consequence of the more accurate ground-plane registration,
which improves the detection of changes on this ground plane. As a consequence,
also small leafs on the ground that have moved by the wind can now be detected,
resulting in an increased number of detections, which are not part of the annotated
test objects, leading to additional false alarms.
When change characterization (Section 4.3.3) is applied on top of the new registration method, the detection score is still significantly better than the original
monocular system, while the number of false alarms is reduced by a factor of 3
compared to the baseline system and a factor 10 compared to the proposed system
without change characterization. Furthermore, the majority of the missed test objects occur at close proximity to the car. However, such objects have already been
consistently detected for more than 40 meters, which is sufficient for change detection. An example of a detection graph for black objects is shown in Figure 4.11,
which visualizes at which distances the black object was properly detected.
Detection scores up to 60 meters
Baseline (monocular)
Improved registration, without change characterization
Improved registration and change characterization

Recall

Precision

0.89
0.99
0.94

0.10
0.03
0.29

Table 4.2 — Recall and precision for three cases: (1) original monocular system, (2) system with
only the proposed registration method, without applying the change characterization, and (3) the
complete proposed system. Statistics are measured over a 60-m interval.

The reader may notice that the previous chapter reports a higher precision.
However, those tests were conducted in different environments. The urban environment used for the tests in this chapter is more challenging, giving rise to
additional false alarms. Moreover, the majority of false alarms in the current experiments are caused by actual changes (e.g. tree leafs that have moved between
the historical and live recordings), but do not belong to our annotated test objects.
If such ‘real’ changes are not desired, additional filtering besides the change characterization could be employed to further distinguish between changes posing a
threat and common changes. This is outside the scope of this chapter.
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This section presents the results of both tests described in Section 4.4, followed by
a general discussion on the performance of the proposed depth extensions for the
change detection system.
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Figure 4.11 — Detection graph for a black object, showing the detection capability at a specific
distance in meters (horizontal axis). A value of unity means proper detection, 0.5 indicates occasional
misses and a zero value signals the full absence of detections at that specific distance. The top row of
images represents the appearance of the test object used in this experiment, at distances that are a
multitude of 10 m. The second row of images shows the same objects in a zoomed view.

B. Results of the trajectory deviation test
This test focuses on viewpoint differences caused by lateral displacements between the live and historical driving trajectories. Table 4.3 shows the recall and
precision of the proposed change detection system with all depth-sensing extensions enabled. A significant performance drop occurs for trajectories with a
lateral offset. At an offset of 2.5 and 4 meters, the system is no longer able to
properly align the live and the historical image. Although the proposed system
still outperforms the original monocular system, which is not even able to align
the videos with a 1-m offset, results are considered insufficient. The explanation
and a solution are discussed in the next sections.
Detection scores for different lateral displacements:
Monocular system
Recall:
Precision:
Proposed system
Recall:
Precision:

0m

1m

2.5 m

0.89
0.10

-

-

0.94
0.29

0.16
0.14

-

Table 4.3 — Recall and precision of the change detection system for different lateral displacements
between the historical and live driving trajectories.

4.5

Discussion

The proposed registration method leads to excellent results in the ideal situation
when no trajectory deviations occur. However, exploiting 3D geometry to locate
the ground plane did not improve the robustness to viewpoint changes, where
such viewpoint changes still cause unacceptable performance drops.
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It has proven difficult to find accurate point correspondences on the ground
plane under different viewpoints. Especially at close proximity to the car, the
perspective distortion between the live and historical images is challenging for
feature matching (Figure 4.12). This problem is aggravated by the repetitive nature
of the road surface and by the presence of leafs at the level of the ground plane that
change position in between the historical and live recording (Figure 4.12). This
results in many false point correspondences. In our specific test environment, the
number of false matches significantly outweighed the number of stable matches,
where the stable matches were mainly located at a far distance (e.g. > 50 m from
the car). This lack of proper feature matches at close proximity to the car results
in a poor distribution of features, which causes the homography to be valid for a
small region only, giving a significant misalignment elsewhere (e.g. the part of the
road near the car). This negatively affects the detection capabilities of the change
detection system.

Figure 4.12 — Live and corresponding historical image with a 3-m lateral displacement, showing
strong perspective distortion and tree leafs that have changed position over time.

4.6

Conclusions

The objective of this chapter is to show that change detection can benefit from
3D scene geometry by extending the monocular system of the previous chapter to a stereo setup. Three depth extensions are introduced, each addressing a
specific challenge of the monocular system from the previous chapter, which are
(1) locating the ground plane, (2) rejecting unrealistic changes and (3) rejecting
changes caused by lighting differences. The first extension uses (low-resolution)
depth measurements to estimate the 3D location of the ground plane, which is
then mapped to pixel coordinates in the image. By restricting feature matches to
lie on this plane, registration accuracy of the ground plane between the live and
historical images is improved. The second and third extension, together referred
to as change characterization, act as a 3D verification of the 2D change detection.
The second extension uses depth measurements to reject unrealistic changes. This
is achieved by comparing the 3D height of a change with the height of the ground
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plane at that location. Changes that are not near this plane are suppressed. The
third extension reduces the sensitivity to lighting differences. By comparing the
shapes of the histograms of the localized high-resolution disparity maps of the
live and historical images, changes caused by shadows or other lighting effects
can be suppressed, since such changes do not alter the depth of the scene.
The improved system is validated on 10 videos containing over 2,400 manual
annotations, corresponding to test objects of 18 × 18 × 9 cm3 up to a distance of
60 meters. Under ideal conditions, i.e. when the live trajectory deviates less than
1 meter from the historical driving trajectory, the proposed extensions increase
both precision and recall. The number of false positives is reduced by 66%, while
the detection rate of suspicious objects is improved by 5%.
Despite the use of 3D geometry acquired by a stereo camera, the proposed
system is still considered to be rather sensitive to trajectory displacements and
viewpoint changes between historical and live recordings. This results from restricting feature correspondences to the ground plane. The experiments at the end
of this chapter have revealed that finding features on this ground plane is more
challenging than expected in an urban environment, considering the repetition of
texture and structures on urban roads and the dynamic changes that occur in such
environments. It is evident that this element poses a shortcoming of the proposed
registration approach, which has to be addressed in the sequel of this thesis.
As a solution to the aforementioned shortcoming and to refer to upcoming
work for the next chapter, the sensitivity to viewpoint differences can be reduced
by also using feature matches above the ground plane, e.g. on trees and other
structures, which are significantly more robust to viewpoint changes. However,
such correspondences do not lie on the ground plane, hence cannot be employed
by the proposed method, which is based on a single-plane homography transformation. Instead, a potential solution would be to compute the Euclidean(3D)
motion between the live and historical views using all feature matches. This 3D
motion can be used to register the historical ground plane to the live ground plane
in 3D, instead of 2D. This will be addressed in the next chapter.
Given the strong reduction of false positives and the improved detection rate,
we overall conclude that exploiting scene geometry using a stereo camera, offers
an interesting solution to improve the detection capabilities of the Counter-IED
change detection system, although it is clear that a different registration technique
should be employed.
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5.1

Introduction

Chapter 4 explored the benefit of 3D scene geometry in change detection by
extending the monocular system from Chapter 3 with a stereo camera. The 3D
geometry was employed in two different ways. First, the historical-to-live image
registration was improved by locating the ground plane in both the live and
historical scene and finding a homography transformation specific to these planes.
The improved registration accuracy positively affected the recall of the change
detection system. Second, change characterization acted as a 3D verification of the
2D change detection results, thereby significantly reducing the number of false
alarms. Despite the clear improvement over the monocular registration, the depth
extensions from the previous chapter did not improve the robustness to viewpoint
differences, where the registration could not cope with lateral displacements larger
than 1 meter. Such viewpoint changes occur frequently in the context of CounterIED (C-IED), where convoys try to drive in unpredictable trajectories for safety
reasons, such as driving on different parts of the road (Figure 5.1).
Extensive validation of the stereo-based system from Chapter 4 has shown that
this sensitivity to viewpoint differences is mostly caused by the following technical
limitations. First, alignment is limited to a single (linear ground) plane, due to the
usage of a global homography transformation. Second, point correspondences on
the ground plane are not robust to large viewpoint differences, which makes it
challenging to find a sufficient number of reliable correspondences to estimate the
homography transformation.
Therefore, the objective of this chapter1 is to improve change detection by
making the system robust to larger viewpoint differences in the following ways.
1. Non-linear road model: Alignment is improved by using 3D methods that
do not restrict the scene to a linear plane, e.g. contrary to Chapter 4, no
assumptions are made w.r.t. the shape of the road surface.

1 Acknowledgement: Part of the research leading to the results in this chapter was supported by
the Defence Expertise Centre Counter-IED of the Netherlands Ministry of Defence and has received
funding in the form of a National Technology Program ”Change detection 2.0 for countering IEDs”.
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Figure 5.1 — Live image (right) and its closest historical image (left) for a driving trajectory with
a 3-m lateral offset, taken from the dataset used for system validation. The wooden 18 × 18 × 9 cm3
blocks are manually placed test objects for the change detection system.

2. Utilize all point correspondences: Point correspondences are no longer limited
to the ground plane, since it was shown that correspondences on 3D objects
are more robust to viewpoint changes.
3. Improve the correspondences using depth information: The 3D geometry is exploited to selectively process the correspondences and improve the overall
robustness of the correspondences.
4. Additional registration refinement: To compensate for imperfections in realtime 3D reconstruction and alignment, a local registration refinement in 2D
is introduced.
These enumerated changes result in a novel registration approach, which we refer
to as hierarchical 2.5D alignment. This alignment algorithm combines the benefit of
both 2D and 3D registration techniques into a single approach, which will improve
the 2D alignment accuracy and thereby the change detection performance. Furthermore, it is specifically designed for a mobile change detection system and can
cope with large viewpoint differences, i.e. driving trajectories that are 2.5 meters
apart (Figure 5.1).
First, a 3D model of the historical ground surface is constructed by employing
spline-smoothing on a Digital Elevation Map (DEM), converting it to a polygon
model and projecting the historical texture onto it. Next, the 3D Euclidean motion
between the historical and live camera views is estimated based on all feature
correspondences, and is then employed to render the historical model from the
live camera viewpoint. Finally, to compensate for 3D alignment and reconstruction
imperfections, local pixel-accurate registration refinement is performed in 2D. This
novel hierarchical approach is discussed in detail in Section 5.3.
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5.2. Related work on robust scene alignment in C-IED context
The remainder of this chapter is organized as follows. Section 5.2 covers related
work for change detection under large viewpoint differences. The algorithmic details of the novel hierarchical 2.5D alignment are discussed in Section 5.3 and its
execution time is presented in Section 5.4. This section also shows experimental results and elaborates on the improvements w.r.t. the system discussed in Chapter 4.
Finally, the discussion and conclusions are given in Section 5.5 and Section 5.6,
respectively.

Related work on robust scene alignment in C-IED context

Robust scene alignment is a critical processing step for change detection under
realistic operating conditions. In general, systems that detect changes completely
in 3D are better able to cope with large viewpoint differences, although such
methods typically lack the accuracy to find small changes in the scene, or are not
capable to operate in real time. Wathen et al. [75] employ a LIDAR laser scanner to
construct a 3D point cloud of both the historical and the live scene. While driving,
the live point cloud is aligned to the historical cloud based on GPS and model
offset. Each point in the live cloud is then compared to the historical cloud to
determine that a point is ’changed’ or not. Since there is no perspective distortion
in the Euclidean 3D reconstruction, this approach is not significantly affected by
lateral viewpoint differences. However, it can only find changes larger than 30 cm
and requires a high-quality dense point cloud that cannot be obtained with stereo
cameras in real time.
When considering cameras in the visual spectrum, related work on real-time
change detection from moving vehicles with viewpoint differences is limited. Nevertheless, 3D alignment for the purpose of image registration has been broadly
explored. Yang et al. propose a method to align scenes with large viewpoint variations using Structure From Motion [86]. After extracting only the dominant planes
from the 3D point cloud, each dominant plane is transformed to a fronto-parallel
view to achieve viewpoint invariance. Next, feature matching is performed to
set up a point-to-point mapping between the two canonical views. Although this
method works well in urban scenes that mainly consist of planar regions, the
dominant planes will have insufficient accuracy to model natural scenes, such as
forest environments.
In recent work [87], Lou and Gevers handle more complex environments by
over-segmenting the scene and estimating a piecewise local geometric model for
each segment, i.e. a local plane. Each local planar region is then separately aligned
through an affine transformation. By re-segmenting and re-merging planar regions
iteratively in an energy-minimization framework, the method can align images
even when they contain significant viewpoint changes. However, the piecewise
local geometric model for each segment relies on accurate point-to-point correspondences within that segment. From the previous chapter, it has become clear
that finding accurate feature matches on the ground plane is not always feasible.
The challenging road scenario in Figure 5.1, containing both in-distinctive asphalt
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and repeating textures, yields poor or invalid matches on the ground surface, even
when employing the A-SIFT features [88], as used in the work of Lou and Gevers.
Moreover, the work of Lou and Gevers is computationally expensive and does
not execute in real time. Therefore, the aforementioned approach is not directly
suited for real-time change detection from a moving vehicle.
Haberdar and Shah [77] present a hybrid change detection solution that uses
depth measurements from a stereo camera to facilitate mobile change detection.
They apply ground-plane segmentation using texture and disparity estimates,
e.g. depth information. They then align the ground planes of the historical and
live scene using a homography transformation, after which change detection is
performed in 2D. However, this method assumes a single linear plane, whereas
the ground plane is often non-linear. For example, a slightly risen curb next to the
road will result in significant misalignments when transformed with the homography transformation based on the road surface, especially under large viewpoint
differences.
Instead of solving the alignment problem in 2D, this chapter solves the alignment in 3D, where a rigid 3D transformation (Euclidean motion) between the live
and historical cameras is estimated to transform a textured 3D model of the historical scene to the live viewpoint. This enables the accurate registration of non-linear
ground surfaces without the need of a dense set of feature correspondences. The
result is then projected back to 2D, to enable regular 2D processing techniques.
The complete approach is discussed in detail in the next section.

5.3

Hierarchical 2.5D Alignment

This section describes our novel registration approach, referred to as 2.5D alignment, where two images with clearly different viewpoints have to be aligned.
Figure 5.2 shows the updated change detection diagram including the novel hierarchical 2.5D registration. This approach replaces the 2D alignment of the previous
chapter (see Figure 4.1). Furthermore, the ground-plane extraction from Chapter 4
is updated to find the 3D model of the ground surface, instead of its pixel-wise
mask.
The hierarchical registration consists of two phases as shown in Figure 5.3.
In the first phase, an initial registration is acquired by simulating the historical
scene as if it was viewed by the live camera. The historical texture is projected
onto a 3D mesh of the historical scene, acquired from stereo disparity estimation,
which is then transformed according to the conceptually ideal 3D transformation
(Euclidean 3D ”motion”, covering the translation and rotation) between the live
and historical scene. Due to small inaccuracies in estimating the 3D transformation
or the 3D scene reconstruction, this registration may have local misalignments,
e.g. a shift of several pixels (Figure 5.10-b). In the second phase, the registration is
refined to a pixel-precise alignment using an optical flow approach, where such
precision is required for the 2D change detection system. Each processing step
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Figure 5.2 — Updated change detection diagram, where the marked blocks represent the additional processing of the 2.5D hierarchical alignment. The
2nd and 4th row of images represent the data and its processing status. (*) Computing and storing the 3D ground model is typically only performed off-line
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Figure 5.3 — Diagram showing the hierarchical nature of the 2.5D alignment algorithm by initial
and subsequent refined registration.

from Figure 5.3 is now discussed in detail.
5.3.1 Robust 3D transformation estimation
The task is to find the 3D transformation between the live and historical scene and
then transform the historical scene as if seen by the live camera. Obtaining a proper
set of feature correspondences is crucial, as found in the previous chapter, where
a lack of point correspondences on the ground surface caused poor registration
accuracy.
In this chapter, the FAST corner detector by Rosten and Drummond [89] and [90]
is used to find points of interest, while ORB features [91] are computed for feature
matching (see also Section 2.3.5). These are efficient alternatives to the well-known
Harris corner detector and SIFT descriptors, which have shown similar performance in the proposed alignment algorithm. Bi-directional feature matching is
applied, where a match is only accepted if the match holds in forward and backward direction. The resulting set of validated point correspondences is converted
to a set of 3D correspondences, using the 3D coordinates obtained from stereo
disparity estimation.
The resulting set of 3D point correspondences contains many outliers, i.e. in98

correctly matched points. In fact, at large viewpoint differences, the set of outliers
significantly outweighs the number of inliers, potentially leading to a poor alignment accuracy. Therefore, an additional feature selection technique is applied as
introduced by Hirschmuller et al. [92]. This method finds the largest set of consistent point correspondences, based on the assumption that the distance between
two 3D inliers remains the same, regardless of the viewpoint of the scene. Hence,
if the (3D) distance between a pair of points in the historical view and a pair of
points in the live view is different, at least one of those points must be incorrect.
A simplification of this approach is illustrated in Figure 5.4, where point D is
incorrectly matched to point H and successfully rejected because the distance C-D
6= G-H and A-D 6= E-H. This approach leads to a set of point correspondences
having significantly more inliers than outliers.
A

Y

Y
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X
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Figure 5.4 — Stylistic example of the 3D constraints by Hirschmuller et al. [92] to improve pointto-point correspondences based on inter-distances. The dotted lines represent initial point-to-point
correspondences.

From this improved set of point correspondences, the rigid 3D transformation between the two scenes is estimated using RAndom SAmple Consensus
(RANSAC), to remove the remaining outliers. The motion hypotheses employed
by RANSAC are obtained by minimizing the following objective distance metric
arg min
R,t

N
X

||Rphi + t − pli ||2 ,

(5.1)

i=1

where ph and pl represent the 3D coordinates of corresponding points in the
historical and live image, respectively, and R and t denote the rotation and translation defining the rigid 3D transformation.
5.3.2 3D scene reconstruction
To simulate the historical scene under a different viewpoint, an accurate 3D model
of the scene is required. In this chapter, the model is restricted to a (polygon) mesh
of the ground surface, although it will be extended to a mesh of the entire scene
later in this thesis.
The ground-surface model of the historical scene is constructed from a Digital
Elevation Map (DEM) with the following 5 steps.
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1. Pre-filtering of the disparity map: The historical depth map (Figure 5.5(a))
obtained from stereo disparity estimation is pre-filtered to remove all frontoparallel objects. This filtering consists of three steps. The first step resembles a horizontal interpolation filter, where gaps of invalid disparity values
within a scanline are filled by the neighboring disparity values if and only
if its (horizontal) borders have similar disparity. This is visualized in Figure 5.5(a-b), which show the disparity map before and after the horizontal
gap filling, respectively. The second step involves removing areas (blobs)
with constant disparity, i.e. neighboring pixels in the same column with constant disparity. More specifically, a 5 × 3 vertical Prewitt filter is employed,
which acts as a discrete differentiation operator. If the estimated vertical
gradient is below a threshold, the disparity at that position is set to invalid.
Finally, a morphological closing is employed to remove small and noisy disparity areas. The result is shown in Figure 5.5(c), which shows the disparity
map after most of the fronto-parallel disparity estimates have been removed.

(a)

(b)

(c)

Figure 5.5 — Pre-filtering of the historical disparity map (a), where disparity estimates corresponding to fronto-parallel objects have been removed (c). The intermediate results from gap-filling
are shown in (b).

2. Historical 3D point cloud: After pre-filtering, the majority of remaining depth
estimates belong to the ground surface. These points are converted to a
3D-world point cloud, using the depth map in combination with calibrated
cameras.
3. 2.5D Grid sampling: Instead of building a complete voxel representation of
the 3D scene, the 3D point cloud is sampled into a 2.5D grid map to reduce
the computational complexity, as discussed by Broggi et al.[93]. An m × n
grid is constructed lying on the X-plane (top view in X-Y-Z), where each
cell can be thought of as a cube along the y-axis (Figure 5.6). Next, each
arbitrary 3D point (xj , yj , zj ) is projected onto its corresponding cell c, after
which each grid cell will contain every point that belongs to its volume.
Finally, for each cell, a single 3D point (xi , yi , zi ) is computed from all points
accumulated in that cell, where
yi = max(min(yc ), mean(yc ) − σc ),
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where xi and zi represent the center coordinates of cell i, min(yc ) represents
the lowest y value in that cell and mean(yc ) and σc represent the average y
value and its standard deviation of the cell c, respectively. If no 3D points lie
inside a cell, the cell is marked invalid and will be assigned a value during
L1-spline smoothing, which is discussed next.
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Figure 5.6 — 2.5D sampling approach, where each ’cube’ in 3D space is represented by a single
point (xi , yi , zi ) to form a digital elevation map. Originally proposed by Broggi et al. [93].

4. Fast L1-spline smoothing. The resulting samples are smoothed using fast L1
splines, as introduced by Tepper and Sapiro [94]. This is an iterative algorithm for computing L1 splines, based on split-Bregman iteration [95], which
in turn can be efficiently solved by combining DCT and shrinkage operators.
To cope with invalid cells, i.e. cells that had no 3D-world points projected
into them, a weighting vector is used that assigns a zero weight to such cells.
The resulting smoothed elevation map yields elevation data for the entire
grid range.
5. Polygon mesh. The resulting elevation map is converted to a 3D polygon
mesh by interconnecting each height estimate in its grid. An example is
shown in Fig. 5.7.
The combination of pre-filtering the disparity map, the 2.5D grid sampling
and L1-spline smoothing ensures that any noise in the disparity map is not propagating into the polygon mesh. This is motivated by the max-min filtering during
creation of the elevation map (see Equation (5.2)), followed by the smoothing of
that elevation map. This smoothing effect is also portrayed by Figure 5.8, which
shows the obtained elevation map corresponding to Figure 5.5. Even though the
disparity map contains a lot of noise and has significant errors on the ground
surface, the resulting elevation map fits the actual ground surface very well.
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Figure 5.7 — Example of a disparity map and the resulting elevation map visualized in 3D (orange
dots) on top of the RGB point cloud. The latter is shown in more detail in the video attachment,
available at https://ieeexplore.ieee.org/document/7390007/media.

Figure 5.8 — Elevation map corresponding to Figure 5.5(c) visualized in 3D (orange dots) on
top of the RGB point cloud. The black holes in the RGB cloud represent invalid or missing depth
estimates in the original disparity map.
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5.3.3 Live viewpoint simulation
Once a polygon mesh representing the shape of the 3D ground surface of the
historical scene is available, the texture of the historical view is projected onto
this 3D surface. Next, the 3D surface is transformed according to the estimated
3D transformation between the live and historical view. This is implemented
efficiently on a GPU through OpenGL and conceptually visualized in Figure 5.9.
By simulating the intrinsic camera parameters of the live camera, the (registered)
historical scene is back-projected to 2D, as if seen by the live camera.

(a)

(b)
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[R|t]

(c)

Figure 5.9 — Conceptual impression of the viewpoint simulation, where (a) represents the 3D
model, (b) depicts the texturized model and (c) shows the model after transforming it to the live
viewpoint.

If significant viewpoint variations are absent, the resulting registration is (often) pixel-level accurate. However, in case of large viewpoint variations, e.g. a
lateral displacement of 4 m between the camera positions, the initial alignment
may be slightly off, as shown in Figure 5.10. In the center figure, the borders of the
asphalt road do not precisely align (see the magnified view). The bottom image
shows the pixel-accurate alignment after the second stage, which indeed demonstrates an improved registration, where magenta now represents the aligned historical ground surface after registration refinement. This minor misalignment
depends both on the estimation accuracy of the 3D transformation, as well as on
the accuracy of the scene reconstruction at that location.
5.3.4 Pixel-accurate registration refinement
The minor registration errors from the initial alignment have to be refined in the
second phase of the hierarchical alignment, to obtain a sufficiently high accuracy.
For each pixel in the live image, the best matching pixel in the (initially) registered
historical image is located, using dense block matching according to a correlation
measure (specified soon), using a template T (x0 , y 0 ) from the live image (a block of
pixels having the size of the support window Su ) to be matched with the initially
aligned historical image I(x, y). Using these parameters, this correlation measure
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Figure 5.10 — Visualization of the two-stage alignment. The top images show the live and
historical view, respectively, with a lateral displacement of 4 meters between the viewpoints. The
center image depicts the initial registration results, where cyan indicates the live scene and magenta
refers to the initial alignment of the historical ground surface, shown as an overlay. The bottom
image portrays the registration result after applying the registration refinement from Section 5.3.4.
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is specified by2

R(x, y) = r

(T (x0 , y 0 ) − µT ) (I(x + x0 , y + y 0 ) − µI )

(x0 ,y 0 )∈Su

(T (x0 , y 0 ) − µT )

P

2

(x0 ,y 0 )∈Su

P

2

(I(x + x0 , y + y 0 ) − µI )

. (5.3)

(x0 ,y 0 )∈Su

In Equation (5.3), R(x, y) denotes the correlation measure of the match and µT and
µI represent the mean value of the local support block in the live and historical
image, respectively.
The translation ∆(x, y) = (∆x , ∆y ) satisfying the registration refinement at
position (x, y) is then found by finding the horizontal offset i and vertical offset j
that maximizes the correlation metric, hence

∆(x, y) = arg max R(x + i, y + j) ,

(5.4)

i,j∈Se

where Se represents the local search area, i.e. the range of variation over (i, j).
Since the initial alignment is rather accurate, this local search area is kept small,
approximately 1.5% of the image resolution, i.e. Se is 25 × 25 pixels at a resolution
of 1920 × 1440 pixels.
The resulting set of ∆ is similar to a dense field described by optical flow. A
˜x
median filter is applied to the resulting flow field, yielding a smoothed version ∆
˜ y . The median filter is adopted because of its edge-preserving properties
and ∆
and its efficiency. The refined historical image B(x, y), which is the output of
the refinement algorithm, is then constructed by considering the initially aligned
historical image I(x, y) and then compensated for the shift at each position, thus
˜ x (x, y), j + ∆
˜ y (x, y)).
B(x, y) = I(x + ∆

(5.5)

A visual result is shown in the bottom sub-figure of Figure 5.10. The correlation
R(x, y) could also be employed as an additional change verfication filter. Typically,
pixels corresponding to an actual change show poor correlation with the historical
image, while pixels belonging to false alarms yield high(er) correlations. However,
this is not considered further in this chapter.
5.3.5 2D Change detection
Change detection can now be performed on the live image and the registered
historical image. Throughout this chapter, the 2D change detection approach from
Section 3.4.5 in combination with the change characterization from Section 4.3.3
are employed.

2 The correlation measure was adopted from the OpenCV library, where it is referred to as CV TM CCORR NORMED
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For the experiments in this chapter, the same 8 videos are used that were also
employed in the trajectory deviation test of the previous chapter (see Section 4.4),
which specifically focus on viewpoint differences. These videos are recorded
under realistic conditions, by mounting the complete system on a car (Figure 4.2a) and driving in an urban environment, which has proven to be challenging for
the change detection systems from Chapters 3 and 4. The videos are grouped
in pairs, one captured prior to a change (the historical video) and one captured
approximately an hour after changing the environment (the live video), giving a
total of 4 datasets for our evaluation.
Experimental validation is twofold. First, the hierarchical 2.5D scene alignment
is validated separately by investigating the alignment error between the live image
and the registered historical image after alignment. This experiment shows the
validity of the proposed alignment method. Second, the proposed registration
method is evaluated in the context of a change detection system, where it is shown
that the proposed method results in an improved change detection performance.
Both experiments are now discussed in detail, where some of the key parameters
of those experiments are given in Table 5.1.
Characteristic

Value

Driving speed
Test object size
Capturing distance
Native camera resolution
Processing resolution
Disparity resolution for
generating the DEM
Disparity method
SGBM block size
SGBM smoothness (P1, P2)
Threshold for floating change removal
Similarity threshold for change characterization
Elevation map bin size (horizontal)
Elevation map bin size (depth)
Elevation map operational range (horizontal)
Elevation map operational range (depth)
Horizontal Field of View
Stereo baseline
Historical query distance (Section 3.4.3)
Evaluation threshold (Jaccard index)
Evaluation distance (ch. det)

5 km/h
18 × 18 × 9 cm3
every 0.5 m
5, 120 × 3, 840 pixels
1, 920 × 1, 440 pixels
1, 920 × 1, 440 pixels
OpenCV SGBM
3 × 3 pixels
{16, 64}
0.6 m
0.6
0.3 m
0.4 m
-15 up to +15 m
6 m up to 70 m
39o
150 cm
5m
0.3
60 m

Table 5.1 — Key parameters of the experimental validation, where boldface denotes a change w.r.t.
the previous chapter (Table 4.1).
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5.4.1 Performance metrics
The proposed registration method discussed in Section 5.3 is validated by investigating the alignment error between the live image and the aligned historical
image. To this end, approximately 500 characteristic points in the live scene were
manually annotated, after which the exact same points were annotated in the
registered historical images. These points ranged from 10-45 m distance to the
camera. The Euclidean distance between the annotated points in the live and registered frame are a direct measure of the accuracy of the 2.5D alignment method,
where an error of 0 pixels represents a pixel-accurate registration.
For the validation of the total change detection system, the performance criteria introduced in Section 3.7.1 are employed. For completeness, these are also
summarized here. The manually annotated ground truth enables to distinguish
detected changes into True Positives (TPs), False Positives (FPs) or False Negatives (FNs), representing correct detections, false alarms and missed test objects,
respectively. A detected change is considered a TP if its Jaccard Similarity Score,
also referred to as Intersection over Union (IoU), satisfies a predetermined threshold (Equation (3.7)) and as an FP otherwise. Similar to the previous chapter, this
threshold τj is set to 0.3 for all experiments in this chapter. Next, the recall and
precision of the system are computed. The recall represents the ratio of correctly
detected test objects out of all annotated test objects. The precision defines the
ratio of correct detections out of all detections, i.e. including false alarms. A recall
of unity means the system is able to find all planted changes, while a precision of
unity implies there are no false alarms.
5.4.2 Validation of the proposed registration
To check the consistency of the viewpoint-simulation stage, Figure 5.11(a) shows
the alignment error introduced by this stage. Instead of simulating the live viewpoint, the 3D model of the historical scene is projected back onto the historical
viewpoint, i.e. an identity transformation is applied instead of the 3D motion from
Section 5.3.1. The resulting average alignment error of zero pixels shows that the
viewpoint simulation by itself does not introduce alignment artifacts.
Figures 5.11(b-i) show the alignment error in pixels after registering the historical image to the live image for different lateral driving offsets, i.e. different
viewpoint variations. Specifically, Figures 5.11(b-e) show the alignment error after
initial registration, i.e. after viewpoint simulation but prior to the local refinement.
These figures demonstrate that the initial alignment is not yet pixel-accurate, although already quite accurate, considering the high resolution of 1920 × 1440
pixels and the large lateral displacement of the camera. Figures 5.11(f-i) show the
alignment error after local refinement, as discussed in Section 5.3.4. Alignment is
now accurate up to 1 pixel, where it should be noted that the manual annotations
can be considered as accurate, within the tolerance of 1 pixel.
The proposed alignment is also compared to that of the baseline system from
the previous chapter. Figure 5.12 shows similar plots for the baseline system,
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Figure 5.11 — Distribution of the alignment error in pixels (horizontal axis) at different stages
of the 2.5D image registration. (a) The alignment error when projecting the textured 3D mesh
(Section 5.3.2) to the historical view instead of the live view. (b) to (e) The alignment error when
aligning the historical scene to the live scene for different lateral driving offsets after initial viewpoint
simulation (Section 5.3.3). (f) to (i) The alignment error after the registration refinement step, as
discussed in Section 5.3.4. All experiments are performed on a resolution of 1920 × 1440 pixels.

which applies a single homography transformation to align the scenes. From this
figure it is clear that the baseline alignment degrades significantly at a lateral
driving offset of 1 meter, while the baseline system is not even able to align images
with higher offsets. This corresponds to the findings in Table 4.3 and clearly shows
the benefits of the proposed 2.5D alignment method.
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It can be observed in Figures 5.11(b-e), that the initial distribution of the alignment error shows a wider spread with increasing lateral offset. In contrast, Figures 5.11(f-i) show that the final alignment is accurate up to 1 pixel and is virtually
independent of the lateral offset. The slight misalignments in the initial registration are caused by small inaccuracies in the 3D transformation between the
live and historical scene. It is also shown that the proposed local registration refinement is able to correct for these slight inaccuracies, provided that the initial
misalignment is not too severe.
5.4.3 Validation of the improved change detection system
Table 5.2 depicts the recall and precision values of the proposed change detection
system without and with the hierarchical 2.5D registration. Whereas in the baseline system a significant performance drop occurs for trajectories with a lateral
offset, the proposed method is significantly more robust to lateral displacements.
At an offset of 2.5 meters, the system is still capable of properly aligning live and
historical images, albeit with some deterioration in the recall of the system. Moreover, the majority of FNs, i.e. missed objects, occur in close proximity to the car,
e.g. within 20-m distance, which is less critical for a safe operation of the system.
Each test object is detected over at least 30-40 meters prior to the moment that
the detection finally fails. The baseline system was not even capable of aligning
scenes with such viewpoint changes.
Lateral displacements:
System from Chapter 4
Recall:
Precision:
Proposed system
Recall:
Precision:

0m

1m

2.5 m

4m

0.94
0.29

0.16
0.14

-

-

0.97
0.22

0.89
0.20

0.71
0.19

0.19
0.31

Table 5.2 — Recall and precision for fixed lateral displacements without and with the proposed
hierarchical alignment, compared to the baseline system from Chapter 4.
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Figure 5.12 — Distribution of the alignment error in pixels (horizontal axis) of the baseline system
(Chapter 4), where a single homography transformation is used to align the historical to the live
scene. (a) The alignment error without lateral driving offset between live and historical trajectories.
(b) Alignment error at a lateral driving offset of 1 m. Higher lateral offsets cannot be aligned using
a single homography, as in (c).
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Figure 5.13 shows a typical graph denoting the distance at which the white
test object is detected when driving at a fixed lateral displacement of 2.5 m. The
object is already found at 56-m distance, but is not detected in every frame.

Chapter 5
Figure 5.13 — Detection graph for a test object when driving with a lateral displacement of
2.5 meters between the live and historical trajectory. The graph shows the object detection at a
specific distance in meters (horizontal axis). A value of unity means proper detection and a zero
value signals the full absensce of detections at that specific distance. The top row of images represents
the appearance of the test object used in this experiment, at multitudes of 10-m distance. The second
row of images shows the same objects in a zoomed view.

5.4.4 Validation of timing
Table 5.3 shows the processing time of the current system and an expected processing time that can be achieved through system optimization, based on ongoing
work and experiments. The change detection system has a pipelined execution.
Therefore, the individual processing tasks of the proposed alignment method can
be distributed over different pipeline stages for throughput optimization of the
system.
In this chapter, the real-time constraint is determined by the maximum frame
rate of our custom stereo camera, which is 5 frames per second. Hence, the maximum delay of a single stage in the pipeline can be at most 200 ms. This can
be achieved by algorithm optimization and by integrating the hierarchical 2.5D
alignment into the pipelined execution design of the change detection system. An
additional pipeline stage will be added for the stereo disparity processing, which
by itself will take the full 200 ms that is allowed for a single stage. The expected
200 ms for stereo disparity processing is based on an actual measurement of a prototype under development, which is not further discussed here (see Chapter 8 for
its final implementation). By replacing the current stereo disparity processing by
our prototype under development, the proposed hierarchical alignment operates
already at near real-time speed, in the order of several frames per second.
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Processing task (Fig. 5.3)
Stereo disparity processing
Find feature correspondences
& Estimate 3D transformation
3D Scene reconstruction
Simulate live viewpoint
Registration refinement

Current HW

Time (ms)

Future HW

CPU

7,500

GPU

Expected time (ms)
200**

CPU

256*

GPU

<100*

CPU
GPU
CPU/GPU

260*
55
120

CPU/GPU
GPU

<100*
55
75

5.5

Discussion

The 2.5D alignment significantly improves the robustness to viewpoint variations,
which was the major cause of mis-registrations in Chapter 4. The reader may
wonder about the occurrence of positioning noise of 3D feature matching at long
distances, since the disparity map at the road surface may be noisy due to low
texture and poor recording conditions. For the ground-surface modeling, this noise
is implicitly handled by the employed feature selection and L1-spline smoothing,
which suppresses outliers. Although significantly improving the robustness of the
system to viewpoint changes, the robustness improvements of this chapter are not
yet complete. We define two points of further improvement here.
First, the pose estimation from Section 5.3.1 does not take such 3D positioning
noise into account and can benefit from minimizing the re-projection error instead
of the 3D Euclidean distance, since we are ultimately interested in a 2D alignment
of the images. This aspect will be further considered in the next chapter.
Second, once the alignment accuracy is improved, the most critical stage is
the 2D change detection itself, which may be influenced by the color differences
introduced under different lighting conditions. For example, to decide whether
a change is relevant for further consideration, automatic thresholding is used.
Figure 5.14 shows an example, where this function clearly needs further refinement. While the test object can be clearly distinguished in the difference image,
the thresholded image shows that the adaptive thresholding becomes too sensitive due to different lighting conditions. This sensitivity behavior is beyond the
scope of this chapter. However, an alternative thresholding approach, which is
less affected by such lighting conditions, will be introduced in Chapter 8.

5.6

Conclusions

The objective of this chapter is to improve the robustness of the change detection
system from Chapter 4 for large viewpoint differences, since viewpoint differences
caused by different driving trajectories occur frequently in C-IED scenarios.
The novel 2.5D hierarchical alignment algorithm proposed in this chapter is
specifically designed for robust usage in such a change detection system. This
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Table 5.3 — Timing of the proposed hierarchical alignment. Column 3 shows the current implementation timing, while Column 5 depicts the estimated execution time after (future) algorithm
optimization. All results are based on our C++ implementation with images of 1920 × 1440 pixels.
(*) can be executed in parallel, (**) based on a prototype under development.
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(a)

(b)
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Figure 5.14 — Sensitivity example for a challenging displacement of 4 meters. (a) Difference
image and (b) its thresholded version, after registering a historical frame to the live frame.

approach exploits the robustness of real-time 3D scene alignment, where registration is reduced to finding a rigid transformation in 3D for the full scene, and
combining this with local registration refinement in 2D, refining the registration of
each pixel in a local neighborhood. This method can correct for minor registration
inaccuracies of the 3D alignment.
Validation of the proposed alignment approach is twofold. First, the validity of the hierarchical alignment approach is demonstrated. For this purpose,
corresponding points in the live and aligned historical images were manually annotated and the resulting errors analyzed, i.e. the 2D Euclidean distances between
the points. The proposed approach shows a clear improvement over the system
of the previous chapter.
Second, the added benefit of the proposed alignment algorithm as part of the
total change detection system has been validated on 4 pairs of video sequences,
containing over 2,000 manual annotations, which correspond to test objects of
18 × 18 × 9 cm3 up to a distance of 60 meters. The results show that the alignment
is key to the robustness of change detection with large viewpoint differences,
where lateral displacements of up to 2.5 m are supported. This robustness is
also clear from the obtained recall and precision values, where the recall only
gradually decays with increased lateral displacement and a relatively consistent
precision. Although not the primary scope of this chapter, it is already shown that
the proposed system will enable a near real-time execution.
The current change detection approach has shown to be reliable on relatively
static scenes with only minor changes in lighting conditions. It is expected that
the proposed alignment is robust to variable lighting conditions, as the 3D transformation between the scenes relies on features, that are inherently robust to
illumination changes. Furthermore, the disparity map computation is carried out
with full-intensity resolution, without filtering and thresholding, so that it operates reasonably well at low-light conditions. As a consequence, the ground-plane
model, which relies solely on the historical disparity map, is also not heavily
affected by lighting conditions.
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It can be concluded that the proposed algorithm for scene alignment significantly improves the robustness of the change detection system to viewpoint
changes, thereby making it better suited for operational usage by accomodating a
broad margin of driving trajectories. Chapter 6 will further improve this robustness to viewpoint variations by introducing a novel pose estimation.
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6.1

Introduction

The previous chapter has introduced a novel 2.5D hierarchical alignment algorithm, which is specifically designed to register images captured by a mobile
system. Results are promising, improving both registration accuracy and change
detection capabilities. Nevertheless, experimental validation has demonstrated
that the initial alignment, prior to the flow-based registration refinement, could
be more accurate for large viewpoint differences. It is specifically concluded that
the approach did not sufficiently take 3D-positioning noise into account, leading
to a sub-optimal pose estimation. This chapter further investigates this pose estimation and introduces a more accurate and robust estimation algorithm.
A mobile change detection application presents specific registration challenges.
First and foremost, the relative order of objects in the scene changes due to parallax effects, as shown in Figure 6.1. In this figure, the relative positioning of objects
changes from 1-2-3 to 2-1-3, when going to the right figure. This effect occurs when
images are captured from a moving vehicle with little restriction to trajectories,
i.e. driving trajectories can be meters apart. This results in significant perspective
differences and parallax effects in the form of different relative positions of objects in the scene. Second, the time difference between the images in a cluttered
environment often results in visual changes between the two scenes, e.g. a parked
vehicle or strong shadows with a different orientation due to a different daytime of
capturing. This aspect becomes especially relevant in combination with different
viewpoints, which limits the viewpoint overlap, meaning that a significant part of
the scene may look different.
To overcome the first challenge and deal with the parallax effects, the previous
chapter introduced the 2.5D hierarchical alignment. The second challenge, the
cluttered environment and varying recording conditions, make it difficult to accurately estimate the 3D transformation between the live and historical camera pose.
In fact, this is the key bottleneck of the existing 2.5D registration from Chapter 5,
which shows good performance for (lateral) displacements up to 2.5 meters, but
the performance drops rapidly when displacements become larger. One likely
cause is the choice of the minimization metric applied in the previous chapter,
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Improving the 3D transformation between images with large
viewpoint differences
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Figure 6.1 — Sample of a historical and live image depicting the same scene from different
viewpoints. Note the significant appearance difference and the strong parallax effect, which changes
the relative position of objects from 1-2-3 to 2-1-3, when going to the right image.

where a transformation is found that minimizes the Euclidean distance between
3D point correspondences. However, minimizing the 3D Euclidean distance may
not yield the optimal 2D registration results, especially since the 3D positioning is
less accurate at large distances from the camera. Another likely cause is the large
perspective distortion of the ground surface that occurs for large viewpoint differences, while the employed feature matching is only robust to small perspective
distortions.

Historical
disparity map

Feature
correspondences

3D Scene
reconstruction

Model
Simulate live
viewpoint

Estimate 3D
transformation

Initial
registration

Registration
refinement

Final
registration

[R|t]
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Figure 6.2 — Overview of the stages in the (baseline) image registration method from Chapter 5.
This chapter focuses on improving the 3D transformation, the stage outlined with red color.
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6.2. Related work on registration with viewpoint changes
This implies the following overall objective for this chapter, which is laid down
in the two aspects below1 .
1. Improve the 3D transformation estimation: an improved 3D transformation
estimation method should be developed, that has a significantly higher
accuracy than the baseline (Chapter 5) and is comparable in performance
with computationally more expensive state-of-the-art methods.

The improved transformation estimation aims to replace the 3D transformation
estimation from the previous chapter, as depicted in Figure 6.2. We plan to extend
the previous method with an Efficient Perspective-n-Point camera pose estimation
(EPnP) and introduce viewpoint synthetization to cancel the perspective distorition of the ground surface for large viewpoint differences. This should result
in more accurate image alignment, while satisfying the real-time requirement of
6 fps throughput rate, as this is the maximum capturing speed of the custom-made
stereo camera.
The remainder of this chapter is organized as follows. In the next section, an
overview is given of related work in image registration, focused on addressing
viewpoint differences. Section 6.3 details the proposed method, followed by a
thorough validation of this method in Section 6.5.2. Finally, the limitations of
the proposed work are discussed in Section 6.6 and conclusions are drawn in
Section 6.7.

6.2

Related work on registration with viewpoint changes

Image registration has been widely explored for a broad range of applications.
This section provides an overview of the two generic approaches most relevant
to aligning scenes with viewpoint changes, i.e. feature-based and point-based
registration techniques. Both are discussed below.
6.2.1 Point-based registration
The point-based registration approaches aim at minimizing the distance between
two 3D point clouds, derived from the depth map only. The most widely used
algorithm is Iterative Closest Point (ICP) [96], which iteratively converges to an
optimal solution. Although reliable for synthetic 3D models, ICP is neither robust
to noise nor to the occurrence of outliers [97], which are unavoidable when using
passive stereo cameras to generate a depth map.
1 Acknowledgement: Part of the research leading to the results in this chapter was supported by
the Defence Expertise Centre Counter-IED of the Netherlands Ministry of Defence and has received
funding in the form of a National Technology Program ”Change detection 2.0 for countering IEDs”.
The content of this chapter is based on the graduation work of Martin Pieck [27]
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2. Real-time optimizations: we pursue a system that achives real-time execution
resulting from efficiency optimizations and a GPU implementation of the
time-critical elements of the proposed method.

6 . T R A N S F O R M AT I O N E S T I M AT I O N
Various improvements to ICP have been proposed. Most notably, probabilistic
variants [98][99] show increased robustness to noise and outliers, but remain prone
to converging at local optima. Additionally, ICP-like algorithms often suffer from
long execution times due to their iterative nature. Typically, downsampling is
applied to improve the execution time. However, such downsampling of the point
cloud increases the registration error, thereby lowering the obtained accuracy.
For these reasons, we consider point-based registration to be less suitable for the
high-resolution change detection application and do not pursue this approach
any further in this work.

Chapter 6

6.2.2 Feature-based registration
Typically, feature-based registration approaches first compute features in both
images. Second, these features are matched to generate point-to-point correspondences between the two images. Finally, a transformation is estimated from these
correspondences. A distinction can be made between methods that use 2D (image)
features and 3D (point-cloud) features.
Theoretically, 3D features are very powerful for generating strong correspondences at salient 3D structures [100][101], especially when color is incorporated [102].
However, such features typically exploit point orientations [103], which are derived from locally estimated surfaces in the point cloud. In the case of the targeted
mobile stereo setup, the point cloud is sparse and noisy over the viewing direction, which means that surface normals cannot be computed reliably (at the
scale of interest). The resulting 3D features are therefore not found at consistent
locations between scenes, which makes them not suited for estimating the 3D
transformation in the considered mobile application.
Alternatively, 2D image features can be used, such as the well-known Scale
Invariant Feature Points (SIFT) [35] and Local Binary Patterns (LBP)[104] descriptors. In this work, Binary Robust Independent Elementary Features (BRIEF) [105]
descriptors are used together with the Accelerated Segment Test (FAST) [90][106],
where the latter is a corner-detection heuristic. This combination has shown to
perform particularly well in the targeted mobile application and can be computed
efficiently. By projecting the resulting 2D features to 3D using the disparity map,
the 3D transformation can be estimated.
However, neither of the aforementioned features contain structural information, nor are they robust to occlusions or appearance changes that result from
severe viewpoint differences. To tackle such appearance issues, Morel et al. [107]
introduced synthesized views that simulate different viewpoints in Affine-SIFT
(ASIFT). An affine transformation applied to the original image yields a synthesized view, approximating the scene as seen from a related but different viewpoint
with an overlapping view of the scene. In ASIFT, the full range of synthetic viewpoints is simulated, which has shown attractive performance in registering planar
scenes from different viewpoints. However, the execution time is excessive because each view is matched individually. A recent variant to ASIFT, Matching
On Demand with view Synthesis (MODS) [108], iteratively applies more time118
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3D Transformation estimation

This chapter elaborates on an improved 3D transformation estimation that is more
robust to inaccuracies in the depth map, occlusions of objects and ambiguities
in the scene, such as repeating patterns. For this reason, a single synthesized
view is introduced to cope with large perspective distortions. Furthermore, the
influence of inaccuracies in the depth map is minimized by applying an additional
refinement to the set of 2D-3D correspondences.
Figure 6.3 shows the processing flow of the proposed method in four stages.
First, view synthesis is applied. To reduce the computational load of this stage,
only a single synthesized view of the live ground surface is created, as appearance changes due to viewpoint variations are most apparent in this area, e.g. the
ground surface in Figure 6.1 shows significantly more perspective distortion than
the lighting pole. To this end, the historical and live image are first split into separate ground surface and obstacle views. These views can be interpreted as images
containing only the ground surface or obstacle pixels, where the ground/ obstacle
division is made using the 3D historical scene model2 . Second, features are computed for each individual view. Third, point correspondences are obtained and
false correspondences are rejected. The remaining correspondences are projected
to 3D using the depth map. Fourth, the 3D correspondences are used to estimate
an initial transformation, which is later refined using a set of 2D-3D correspondences, thereby minimizing the registration error in 2D. The following paragraphs
provide a detailed description of these four steps, where the feature matching and
the rejection of false correspondences are combined in Section 6.3.2.

2 In reality, regions of interest (ROIs) are used. However, for ease of explanation, instead we refer
to these as separate ground surface and obstacle views.
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consuming feature detectors in a progressive way, which employ a robust variant
of SIFT, called RootSIFT [109]. Additionally, each iteration applies a predefined
amount of viewpoint simulations. Compared to ASIFT or 2D features, MODS
shows a huge performance increase on non-planar scenes, but its iterative nature
is undesirable for a real-time application.
Contrary to the above-mentioned methods in which no a-priori knowledge
about the viewpoint difference is assumed, this work exploits the GPS/INS position and previous vehicle displacements to synthesize a single relevant view. This
synthesized view neutralizes image appearance differences of the ground plane
due to a different viewpoint, thereby improving the accuracy and robustness of
the estimated 3D transformation. Moreover, the improved similarity enables the
use of the efficient FAST and BRIEF features, reducing the complexity of feature
matching. Combined with a GPU implementation of the time-critical elements, an
accurate 3D transformation can be estimated with real-time execution.
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Figure 6.3 — Block diagram of the proposed method to estimate the 3D transformation between the historical and live scene.
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6.3.1 View synthesis
View synthesis increases appearance similarity between images acquired from
different viewpoints. Performing view synthesis on an image involves applying
a 2D transformation to that image, which is known to be valid only for a single
world plane. In this work, the live ground plane is synthesized to increase the
appearance similarity with respect to the historical ground plane (see Figure 6.4).
The focus lies on cancelling appearance changes due to lateral displacements of
the vehicle, as these are most common in practice, e.g. driving in a different lane.

(a) — Historical image

(b) — Live image at 3.5-m displacement

(c) — Synthesized view of the live image

Figure 6.4 — Example synthesized view of the live image, where the image is transformed such
that the ground plane is depicted as viewed from a different angle.

It was shown by Ranft [110] that the 2D transformation for simulating a slanted
world plane as seen by another camera (in stereo setup), simplifies to a shearing
transformation. However, this only holds when the pair of images are rectified.
Rectification implies that the camera centers are displaced in the x-direction only
and there is no angular difference between the orientations of the optical axes of
the cameras. As we are interested in approximating image appearances, small
differences in the y-direction or in image scale can be rejected and only the angular
differences of the optical axis have to be rectified.
The process of view synthesis by angular rectification and shearing the live
ground surface is shown in Algorithm 2. Rectification of the live optical axis with
121
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respect to the historical axis, is achieved using a rotational homography H∆R [57]
(Line 9 of Algorithm 2), computed from the angular difference ∆R between the
optical axes. Here, Rx , Ry and Rz are basic rotation matrices that rotate vectors
by an angle θ around the x-, y-, or z-axis, respectively. Due to vibrations of the
vehicle disturbing the onboard IMU, the roll and pitch angles supplied by the
IMU are unstable and inaccurate. Instead, the roll and pitch angles are derived
from an estimation of the ground surface normal and the yaw angle is derived
directly from the IMU. This is shown in Lines 2–6 of Algorithm 2, where α, β and
γ are the pitch, roll and yaw angles towards the ground surface, respectively. The
actual shearing transformation A only requires a shearing gradient g (Line 10,
Algorithm 2). This gradient is calculated from the estimated lateral displacement δ
between camera poses (specified in the next paragraph) , the measured height hv
of the cameras atop the vehicle and the absolute roll angle of the historical ground
surface β H . The synthesized view is finally created by applying the rectification
(H∆R ) and shearing (A) transformations to the live image.
The initial estimate of the lateral displacement δ is based on a temporal filtering
of the GPS/IMU data and the previously estimated transformations.The resulting
displacement estimate is used to synthesize a single relevant view.
The reader may wonder why the live image is synthesized to resemble the
historical image and not the other way round. The main reason is as follows:
features for the historical frame have already been precomputed and can be di-

Algorithm 2 View synthesis of the live ground surface
Input: IL - Live image, δ - displacement estimate between live and historical
camera pose, (SL , SH ) - Live and historical 3D ground surface
Output: IS - Synthesized live image
Variables: K - Intrinsic camera matrix, hv - Height of camera
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
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procedure S Y N T H E S I Z E V I E W (IL , δ, SL , SH )
for i ∈ {L(ive) , H(istoric) } do
N i = EstimateSurfaceNormal(Si )
αi = atan(Nyi /Nzi )
β i = atan(Nyi /Nxi )
γ i = RetrieveYawFromIMU(i)
end for
∆R = Rz (β L − β H ) · Ry (γ L − γ H ) · Rx (αL − αH )
H∆R = K · ∆R · K−1
g = δ/hv cos β H


 
x
1g 0
S
L
I (x) = I (A · H∆R · x) , where A = 0 1 0 , x = y
0 0 1

S

return I
end procedure

1
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6.3.2 Feature computation and correspondence matching
The FAST corner detector is combined with the BRIEF descriptor, which has shown
good performance under perspective transformations [111]. From Figure 6.3, it can
be observed that features are matched independently for the ground and obstacle
views. This has two advantages. First, feature matching for the ground surface
can exploit the synthesized live view, which now better resembles the historical
image, yielding more and better feature matches on the ground surface. Second,
this approach reduces the amount of false matches, since ground and obstacle
features can no longer be accidentally matched. Therefore, it is more efficient than
jointly matching all features.
Although BRIEF features are not rotation-invariant, it can be argued that the
vehicle and hence the images acquired from the vehicle will have a fixed orientation w.r.t. the road surface. Furthermore, the synthesized view cancels the
rotation due to perspective distortions. For these reasons, rotation-invariance is
not required.
A full-search matcher is used to match the features based on the Hamming
distance between their descriptor vectors. False matches are filtered from the
initial correspondences using the Second Nearest Neighbor (SNN) ratio, where a
match is rejected if the first and second nearest matches are too similar.
6.3.3 Transformation estimation
Similar to the previous chapter, a set of 3D feature correspondences is obtained
by projecting the 2D correspondences from the previous section to 3D, using the
depth values obtained from the disparity map. These 3D correspondences are then
used to estimate an initial rigid 3D transformation, by minimizing the Euclidean
distance in 3D.
However, due to inaccuracies in the depth map, which typically involve a high
uncertainty in the localization of the point on the ray through the camera center
(pinhole camera model), the initial transformation in 3D may not correspond to
an optimal registration after back projection to 2D. To reduce the effect of such
3D inconsistencies, an additional transformation refinement is employed that
minimizes the re-projection error in 2D. This is accomplished using the Efficient
Perspective-n-Point camera-pose estimation algorithm, EPnP [112]. Since the 2D
projection of a 3D point is unaffected by the localization of this point on the ray
through the camera center, the resulting transformation is less affected by 3D
inconsistencies in the viewing direction.
Although an initial 3D transformation estimate is strictly not necessary for the
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rectly loaded from the database. Applying the shearing transform to the historical
ground surface would require to recompute (part of) these features. The features
of the live frame have not yet been computed and it is therefore more efficient to
directly compute the ground-based features for the synthesized live image. Since
the shearing transform is known, all feature matches can be transformed back to
the original image coordinates.
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EPnP algorithm, the accuracy of EPnP has shown to improve significantly when
less spatial outliers are present [112]. For this reason, the estimation of the initial
transformation is wrapped in a RANSAC scheme, which yields a set of spatial
inliers and outliers, the latter referring to false or inaccurate correspondences.
The EPnP-refinement algorithm then uses only the set of inliers to estimate the
exact transformation between the live and historical scene. Similar to the initial
transformation, the EPnP algorithm is wrapped in a RANSAC scheme to prevent
any (remaining) insufficiently accurate correspondences from influencing the final
transformation. The resulting estimation is more resilient to inaccuracies in the 3Dpoint cloud coordinates, which are unavoidable when using depth measurements
acquired from stereo cameras.

6.4

Efficiency and timing

Chapter 6

Several efficiency optimizations are involved to ensure a transformation can be
estimated in real-time operation. These optimizations are as follows.
• Only image regions within the overlapping Field of View (FoV) of both
cameras are processed. This is illustrated in Figure 6.5, where gray areas can
be omitted during processing.
• Time-critical processing steps are executed on a GPU. For this reason, a
custom GPU implementation of BRIEF has been created and several GPU
algorithms from OpenCV [113] are employed for the FAST detector, the
full-search feature matching and the image warping.
• Memory overhead is reduced by cropping the synthesized view to the relevant ground-surface region. This also reduces the overhead from GPU data
transfers.
Section 6.4 shows the execution time with and without these optimizations.
System timing
This section describes the timing of the proposed system with and without the
efficiency optimizations from the introductory part of this section. All implementations are evaluated on a system comprised of an i7-3960X 3.3-GHz hexacore
processor with 16-GB RAM, a GeForce GTX Titan X GPU and a 256-GB SSD, running Ubuntu 14.04. Table 6.1 reports the improvement in execution time from the
efficiency optimizations introduced in the previous section. The results are obtained by measuring the execution time for a dataset without lateral displacement,
since such a dataset typically yields most feature matches and hence takes most
time to compute. The most significant acceleration is obtained by performing view
synthesis, feature computation and matching on a GPU, which is 6.5 times faster
than the total CPU implementation. Processing only those pixels within the overlapping FoV only improves execution times when viewpoint differences occur,
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2D

3D

live

reference

Figure 6.5 — Illustrative example of the overlapping Field of View considering different viewpoints,
where gray areas denote non-overlapping image areas that can be omitted during processing.

which is not the case for Table 6.1. However, this effect is clearly visible in Table 6.3,
which shows decreasing execution times for increasing lateral displacements.
Pre-

View

Feature

Feature

Initial

Transform.

processing

synthesis

computation

matching

transform.

refinement

Total

Proposed

2±1

63±2

136±14

259±43

10±5

7±13

474±59

Optimized

2±1

5±0

19±2

46±10

10±5

11±22

94±26

Table 6.1 — Improvement in execution time resulting from the efficiency optimizations introduced
in the previous section.

Table 6.3 shows the execution time of the proposed, the baseline and the stateof-the-art MODS system for the various experiments. From this table it is clear
that the proposed method executes significantly faster than the other methods, in
the order of 100 milliseconds versus seconds for the state-of-the-art algorithm. The
resulting speed of approximately 10 fps can be considered as real-time execution,
since the cameras can only record at 6 fps.

6.5

Experiments and results

For the experiments in this chapter, several new challenging videos are acquired
featuring lateral displacements up to 7 meters, which is 4.5 m more than the operational range of the baseline system from the previous chapter. Furthermore, videos
are recorded featuring non-flat (hilly) terrain and angular viewpoint differences,
to validate how the system performs when some of the algorithmic assumptions
are violated. The resulting datasets feature 10 videos recorded under realistic con125
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live
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ditions, by mounting the complete system on a car (Figure 6.6-a) and driving in
an urban and dunes environment.
The lateral displacement dataset consists of 6 videos. The first acts as a reference video and the remaining 5 videos are acquired by driving the same trajectory
as the reference video with an increasing lateral displacement of 0, 160, 350, 530
and 700 cm (Figure 6.6-b). These videos are then grouped in pairs, one being the
reference video and one featuring a video captured with a lateral displacement.
This gives a total of 5 video pairs for the evaluation of the lateral displacement
in this chapter. Next, 4 videos are acquired in a non-flat environment. The first
again acts as the reference video, while the driver was asked to deviate from the
reference driving trajectory for the remaining 3 test videos. Again, the videos
are grouped in pairs, resulting in 3 video pairs featuring (non-lateral) viewpoint
differences in a non-flat environment.
Chapter 6

700 cm
530 cm
350 cm
Road

(a)

0m & reference trajectory

160 cm

(b)

Figure 6.6 — (a) Prototype vehicle used for the experiments discussed in this chapter and (b) the
experimental setup to test the systems robustness to lateral displacement.

Experimental validation is performed in two ways. First, the proposed transformation estimation is evaluated on the aforementioned datasets. Results are compared to the baseline system as well as the state-of-the-art MODS algorithm [108],
which are evaluated on the same dataset. Second, the contribution of the synthesized view to the alignment accuracy is explicitly addressed. Both experiments
are now discussed in detail.
It should be noted that the acquisition setup in this chapter differs from that of
the previous chapters, where the main changes are concerned with modifying the
characteristics of the stereo camera. The stereo baseline has been decreased from
150 cm to 62.5 cm for practical reasons concerning the deployability. Furthermore,
the camera lenses have been replaced by a pair of wider angle lenses, yielding 63o
instead of 39o horizontal FoV. These changes are summarized in Table 6.2.
The reduced stereo baseline compresses the disparity range, since disparity
is defined as: d = f b/Z, where f denotes the focal length, b portrays the stereo
baseline and Z defines the measuring distance. The same distance Z will therefore
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Characteristic

Value

Driving speed
Test object size
Capturing distance
Resolution
Disparity resolution
Disparity method
SGBM block size
SGBM smoothness (P1, P2)
Horizontal Field of View
Stereo baseline
Historical query distance (Section 3.4.3)

5 km/h
18 × 18 × 9 cm3
every 1.0 m
1, 920 × 1, 440 pixels
1, 920 × 1, 440 pixels
OpenCV SGBM
3 × 3 pixels
{16, 64}
63o
62.5 cm
9m

result in a lower disparity value, while the minimal disparity resolution of the
block matcher has not changed, i.e. there are fewer disparity levels. Furthermore,
the increased FoV decreases the per-pixel (physical) resolution of the camera,
where a single pixel now covers a larger part of the scene. Therefore, next to the
challenging recording scenario, the depth data itself is also less accurate and thus
more challenging.
6.5.1 Performance metrics
The proposed method for estimating an accurate 3D transformation, aims at registering images acquired from different viewpoints. Therefore, a similar validation
approach can be employed, as discussed in Section 5.4.1. This approach applies
the estimated transformation to manually annotated points in the historical image, where the ‘aligned’ points are then compared to the corresponding annotated
points in the live image. The Euclidean distance between the ‘aligned’ and annotated points provides a metric for the accuracy of the transformation.
This approach consists of several steps. First, corresponding points in both the
historical and live images are manually annotated. Second, similar to the techniques described in Section 6.3, the historical annotations can be converted to 3D
points using the depth map. Third, the historical annotations are transformed
to the (3D) coordinate frame of the live camera by applying the estimated 3D
transformation. Finally, after re-projecting the transformed historical annotations
to 2D, the (transformed) historical annotations should (ideally) be aligned to the
live annotations. The distance between these annotations now defines the registration error using the improved transformation estimation. This is summarized
in Figure 6.7.
The main difference in the validation of the transformation accuracy with
respect to the previous chapter, is that the process of manually annotating the
ground truth does not have to be repeated. In the previous chapter, manual anno127
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Table 6.2 — Key parameters of the experimental validation, where boldface parameters denote
changes w.r.t. the previous chapter.
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tations were extracted after alignment. As a consequence, the manual annotation
process had to be repeated after any algorithmic change. This chapter uses annotations of the (original) rectified live and historical images and directly evaluates the
estimated transformation by transforming the annotation to the target coordinate
frame. Hence, the new method is by nature repeatable.
3D annotation
apply estimated
transformation

Reference 3D annotation
in target coordinate system

3D

Chapter 6

2D
Ground-truth
target pt
Ground-truth
reference pt
Reference coordinate system

Δ
Alignment error
Target coordinate system

Figure 6.7 — Graphical impression of the evaluation of the estimated transformation using the
registration error.

Throughout this chapter, we define the transformation accuracy as our performance metric, which describes the percentage of annotations with an alignment
error below 5 pixels. It has been observed that the manual annotation process
itself causes alignment errors that are on the average below 2 pixels.
6.5.2 Results
This section evaluates the transformation accuracy of the proposed, the baseline
(Chapter 5) and the state-of-the-art MODS system, where MODS replaces stage a-c
in Figure 6.3. Table 6.3 summarizes the results of all experiments, which are now
discussed separately. Figure 6.8 shows examples of the challenges encountered in
our datasets, which are evaluated in this section.
Lateral displacements: This experiment contains parallel driving trajectories
with different lateral displacements between the historical and live trajectories of
0 cm, 160 cm, 350 cm, 530 cm and 700 cm. This simulates the effect of driving in a
different lane.
Figure 6.9 shows the alignment-error histograms for the different alignment
algorithms, including the proposed method, for different lateral displacements.
For such histograms, the energy is ideally located at the left side of the histogram.
From these histograms, it is clear that the proposed algorithm and MODS have
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Figure 6.8 — Illustration of the challenges encountered in the employed datasets. The left and
right images show the same scene under a different: (top) lateral displacement, (center) driving
orientation and (bottom) with dynamic changes in the scene.
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Baseline (Ch. 5)∗
Proposed
MODS [108]

Baseline (Ch. 5)∗
Proposed
MODS [108]

(1)
lateral 0cm
Acc. Time
[%]
[ms]

(2)
lateral 160cm
Acc. Time
[%]
[ms]

(3)
lateral 350cm
Acc. Time
[%]
[ms]

(4)
lateral 530cm
Acc. Time
[%]
[ms]

99
100
100

49
98
99

27
95
88

19
85
80

256±27
94±26
8312±194

242±13
72±9
7742±160

229±13
65±5
7548±124

(5)
lateral 700cm
Acc. Time
[%]
[ms]

(6)
illumination
Acc. Time
[%]
[ms]

(7)
orientations
Acc. Time
[%]
[ms]

6
64
64

86
99
97

5
90
66

269±17
64±14
20539±7207

377±20
108±10
19021±10587

253±12
68±7
7586±189

101±97
110±37
12251±6769
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Table 6.3 — Transformation accuracy and execution time results using (1)-(5) various lateral
displacements, (6) illumination differences and (7) orientation differences. Results are shown for the
baseline method (Ch. 5), the proposed method and the state-of-the-art MODS algorithm, integrated
in the presented evaluation framework. ∗ The evaluated baseline method does not apply EPnP
refinement to cope with 3D model inconsistencies.

similar accuracy. This can also be observed from Table 6.3 (first 5 columns). The
proposed method achieves over 95% accuracy up to 350-cm lateral displacement
and still shows 85% accuracy at 530-cm displacement. The MODS algorithm, when
embedded in the proposed evaluation framework, shows similar accuracy as the
proposed method, where it should be noted that its execution time is approximately 30 to 80 times slower. The baseline system consistently fails to find accurate
transformations at displacements of 350 cm and larger and already drops to 49%
at 160 cm. These results agree with the initial transformation accuracy reported in
Section 5.4, where the accuracy was significantly improved by the 2D optical flow
refinement (not applied here). It should be noted that the baseline is evaluated
without using the EPnP algorithm.
Varying orientations: This experiment consists of images where the vehicle
orientation between the live and historical trajectory deviates more than 15◦ . This
limits the overlap in Field of View (FoV) and introduces perspective distortion
between the reference and live images. The transformation accuracy is shown
in Table 6.3, Column 7. The proposed method achieves a high accuracy, around
90%. Although MODS shows promising results in the previous experiment, its
performance degrades for different viewing angles. This can be explained by the
limited overlap in the FoV of the live and reference images, which is only taken
into account by the proposed system. When this view overlap is small, processing
more than the overlapping region results only in more false correspondences.
Similar to the lateral displacements experiment, the baseline system cannot handle
the viewpoint differences and shows poor accuracy.
Illumination changes: This experiment focuses on images with both global
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Figure 6.9 — Alignment-error histograms for the baseline method (Chapter 5), the proposed
method, and the state-of-the-art MODS algorithm integrated in the presented evaluation framework,
evaluated for different lateral displacements. Alignment errors above 10 pixels are included in the
rightmost bin.
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Figure 6.10 — Alignment-error histograms of the 350-, 530-, 700-cm lateral displacement for the
proposed method without and with the synthesized view, using the ground surface only.

and local illumination changes, e.g. as caused by shadows. The transformation
accuracy is shown in Table 6.3, Column 6. It can be directly observed that all
methods perform exceptionally well, which can be explained by the fact that all
employed features are invariant to small illumination changes.
Limitations of the Synthesized view: To evaluate the practical limitations of
the synthesized view, the lateral displacement experiments are repeated, however,
this time with the obstacle views omitted, i.e. only the ground surface is used for
estimating the 3D transformation. The proposed method is then evaluated with
and without using a synthesized view, to clearly validate the advantage of using
such a synthesized view. Furthermore, the system is employed in an environment
that violates some of the assumptions behind the synthesized views, i.e. a non-flat
ground surface.
Figure 6.10 shows the alignment-error histograms with and without the synthesized views. The 0-cm and 160-cm datasets are not shown, because the transformation accuracy for those datasets is comparable to the results on the 350-cm
dataset, i.e. over 95% accuracy, both with and without synthesized views. It can
be concluded that the synthesized view significantly improves performance for a
lateral displacement of 530 cm, but is not strictly necessary for estimating a transformation at smaller displacements. Additionally, at 700-cm lateral displacement,
the transformation for generating a synthesized view induces such significant
distortion that hardly any correspondences are found, thus resulting in large
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Figure 6.11 — Alignment-error histograms of the irregular terrain dataset, which violates the
synthesized view assumptions, for the proposed method without and with the synthesized view. The
results are based on processing the ground surface only.

6.6

Discussion

The use of a synthetic view can be argued when considering the presented results.
It was shown that the alignment accuracy is comparable for displacements up to
350 cm, regardless whether the synthesized view is employed or not. Furthermore,
it has been found that the synthesized view is no longer beneficial when the
displacement becomes too large, e.g. 700 cm. Only in specific scenarios, where the
lateral displacement is between (approximately) 400 and 600 cm, the synthesized
view significantly improves the alignment accuracy. Most likely, the employed
features are sufficiently robust to the perspective distortions caused by a lateral
displacement of up to 400 cm, making the synthetic view redundant for such
displacements. On the other hand, a synthetic view for a 600-cm displacement,
already causes too much blurring in the registered image (the historical image
needs to be stretched out to compensate for the perspective distortion, resulting
in a loss of detail). In the latter case, there seems to be too little detail for accurate
feature localization and matching.
We therefore recommend that the synthesized view should only be applied in
those situations where the displacement estimate is between 400 and 600 cm, to
improve the execution speed under typical displacements, i.e. below < 400 cm.
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transformation errors. The result of the 700-cm histogram also implies that the
accuracy for the 700-cm test reported in Table 6.3 is mainly based on feature
correspondences from the obstacle views.
Finally, the histograms in Figure 6.11 show that even though the synthetic
view is applied to a terrain with a non-flat surface, the registration accuracy is
only slightly affected.
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The objective of this chapter is twofold. First, we have introduced an improved
method for estimating a robust 3D transformation in cluttered environments,
which facilitates the registration of images captured under large viewpoint differences. Second, we have demonstrated real-time execution resulting from efficiency
optimizations and a GPU implementation of the time-critical elements.
The proposed method for estimating a 3D transformation is based on the algorithm described in Chapter 5, albeit with some key differences. First, feature
matching is applied separately for the ground and obstacle views, improving the
robustness of the feature matches. Second, view synthesis is employed to cancel perspective distortions on the ground surface, due to viewpoint differences
between the live and historical images. The improved similarity of the ground
surface further improves feature matching capabilities. Finally, to reduce the effect
of 3D inconsistencies, an additional transformation refinement is employed that
minimizes the re-projection error in 2D. This is accomplished with an additional
EPnP refinement. The reader may have noticed the absence of a registration refinement stage, as introduced in Section 5.3.4. The method proposed in this chapter
would also benefit from this additional refinement. However, to specifically evaluate the estimated 3D transformation, it was chosen to restrict the evaluation in
this chapter to the registration error prior to refinement.
Real-time operation is achieved by efficiency optimizations, such as limiting
processing to the overlapping Field of View of the cameras, GPU implementations
of the time-critical processing elements and by reducing memory overhead. This
way, an executing time in the order of 100 ms is achieved.
The proposed method has a significantly higher accuracy than the baseline
system and is comparable with, or even outperforms the computationally more
expensive state-of-the-art MODS method. The proposed method achieves over
95% accuracy for lateral displacements up to 350 cm, while still achieving over
85% transformation accuracy at a displacement of 530 cm. Moreover, the method
has shown to be robust to different viewing directions, illumination changes and
irregular terrain. It is observed that it is sufficient to apply the synthesized view
in specific scenarios only, i.e. when the lateral displacement estimate is between
400 and 600 cm.
The proposed transformation estimation significantly improves the operational range of the mobile registration system by increasing the robustness to
lateral displacements from 2 m in the baseline system, to more than 5 m in the
novel system. Also, the proposed approach is not significantly affected by the
reduced stereo baseline and increased Field Of View, which reduce the accuracy
of the disparity estimates. The registration error compared to the experiments in
Chapter 5 only slightly increases, while the robustness to viewpoint differences
is significantly improved. With the aforementioned improvements, the change
detection system is more robust to lateral displacements that occur in realistic
driving scenarios.
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The major limitation of the change detection system thus far is that it registers
the ground surface model only, even though the estimated 3D transformation
(described in this chapter) is valid for the entire scene. It is evident that an enhanced scene model should be considered for obtaining a higher detection rate on
above-ground threats. Chapter 7 will extend the 3D scene model from Chapter 5
to the full scene, enabling both on-ground and above-ground change detection.
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7.1

Introduction

The previous chapters addressed the challenges arising from registering images
acquired from a moving vehicle. For this purpose, Chapter 5 introduced a novel
registration method combining 2D and 3D scene registration, enabling the system
to register images with small viewpoint differences. Chapter 6 further improved
upon this approach by presenting a more robust algorithm to estimate the 3D-pose
difference between the live and historical camera, enabling the system to register
images with even larger viewpoint differences. Although the resulting 2.5D registration approach shows good registration accuracy, the 3D model is limited to the
ground surface. Therefore, registration is also limited to the ground surface. However, with progressive insight into the context of Counter-IED, (indicators of) IEDs
may also be located in trees, bushes or attached to structures. In such situations,
aligning only the ground surface may be insufficient to find such indicators.
The extension of the registration to the full 3D scene, which is no longer limited
to the (relatively static) ground surface only, is not a trivial task. First of all, there
may be dynamic changes in the scene, such as other traffic participants and objects
placed in or removed from the scene in between the recording moments. Although
such an object may only exist in either the historical image or the live image, it
should still be aligned to the correct part of the other image. As a result, regular
flow-based methods cannot be used to align such objects, because they are not
present in both images [114]. Figure 7.1 shows a typical example where flow-based
methods would fail, as the parked van is not present in the second image and
even occludes another car.
Second, when aligning above-ground objects, parallax becomes important.
Parallax is the difference between the apparent positions of an object viewed
along two different lines of sight, e.g. when images are captured from different
viewpoints. As a consequence, the relative position and even the ordering of
objects in the historical and live image may change when capturing the same
scene from two different viewpoints. This is depicted in Figure 7.2, where the
object ordering changes from A-B-C-D to A-C-B-D. A more detailed explanation
was given in Chapter 6.
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Figure 7.1 — Typical registration example with dynamic changes. Based on image appearances
alone, it is unclear where the vehicle in the left image should be aligned to, in the right image.

Chapter 7

To overcome both issues, the registration problem can be solved in 3D, where
the positioning of objects is uniquely defined. By aligning the 3D point clouds
and projecting the results back to 2D, both parallax and dynamic changes are
handled correctly. However, since the targeted use case involves 3D points that are
estimated from a stereo camera using disparity estimation, they are not sufficiently
accurate for a direct projection. Instead, a model-based projection is required that
is robust against noise in the 3D-point cloud. For this purpose and as an initial
step, the hierarchical 2.5D alignment approach introduced in Chapter 5 is adopted,
which was already shown to be robust to dynamic changes in the scene and can
(in theory) handle parallax. However, registering the full scene using this method
requires a more sophisticated historical 3D model, that is no longer restricted to
the ground surface.
Therefore, the main focus of this chapter is to extend the 3D historical scene
model from Chapter 5 to the entire scene, e.g. no longer limited to the ground
surface. The desired approach poses the following technical challenges that will

Figure 7.2 — Sample images showing the same scene from different viewpoints. Note the perspective distortion and the parallax effect, i.e. the same lighting pole C is located in front of A in the left
image, while it is in front of B in the right image.
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be addressed in this chapter1 :
1. Generating a model from noisy depth estimates: the model should be robust to
noisy depth estimates, such as acquired from stereo cameras.
2. Real-time execution: The model should be suited for real-time operation, to
enable its usage inside the full change detection system.
As a potential solution, the Diorama-box model is introduced. This model is a
simplification of the real world, where objects are modeled by planes perpendicular to the optical axes that are superimposed on the 3D model of the ground
surface. This is explained in detail in Section 7.3. Figure 7.3 shows how the novel
Diorama-box model fits in the 2.5D hierarchical alignment approach from Chapter 5.

Feature
correspondences

3D Scene
reconstruction

Model
Simulate live
viewpoint

Estimate 3D
transformation

Initial
registration

Registration
refinement

Final
registration

[R|t]

3D

2D

Figure 7.3 — Overview of the stages in the (baseline) image registration method from Chapter 5.
This chapter focuses on improving the 3D scene reconstruction, the stage outlined in red.

The remainder of this chapter is organized as follows. In the next section,
the proposed method is laid out to related work on image registration under
viewpoint differences and 3D scene modeling. Section 7.3 details the proposed
method, followed by a validation on realistic data in Section 7.4. A discussion
on the application of the novel model is given in Section 7.5. Finally, Section 7.6
presents conclusions and recommendations.

7.2

Related work

Several approaches exist to handle perspective distortion during alignment of
images from different viewpoints. This section is limited to those approaches
relevant to the mobile change detection application, where only (stereo) images
are available. The first approach involves segmenting the 2D scene into sufficiently
small parts, such that for each part an individual affine transformation exists to
register it to the target image or to a common coordinate system. For this purpose,
1 Acknowledgement: Part of the research leading to the results in this chapter was supported by
the Defence Expertise Centre Counter-IED of the Netherlands Ministry of Defence and has received
funding in the form of a National Technology Program ”Change detection 2.0 for countering IEDs”.
The content of this chapter is a joint effort with Willem Sanberg [28].
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the authors of [115] and [116] use a mesh-based approach, where they divide
the image into a grid and for each cell find a local affine transformation. This
way, they can accommodate for moderate deviations from planar structures. Lou
and Gevers [87] first segment the scene into planar regions and find an affine
transformation for each plane, in theory allowing to prevent the parallax issues
illustrated in Figure 7.2. Although these methods show promising results, they do
not enable real-time execution, making them less suited to be used while driving,
which is the aim of this work.
An alternative approach is to solve the alignment in 3D, where the problem
simplifies to estimating a rigid (3D) transformation that can be employed to align
the 3D point clouds. The aligned 3D point cloud can then be projected back to
2D, yielding a 2D image that depicts the historical scene rendered from the live
camera viewpoint. The naive approach would transform each individual point
in the point cloud and project it to 2D separately. However, depth estimates from
a stereo camera are noisy and transforming single (noisy) points may result in
poorly aligned images. Moreover, the mapping from historical-to-live image coordinates under viewpoint differences is not bijective, i.e. there is no one-to-one
correspondence. Therefore, the naive approach causes significant holes in the
resulting image, which become more apparent when viewpoint differences are
considered. Both issues are illustrated in Figure 7.4 Instead, the hierarchical 2.5D
alignment from Chapter 5 can be employed. This method applies the rigid 3D
transformation to a textured polygon model of the historical scene, after which
the transformed model is projected back to 2D. The use of a model improves the
robustness to noisy depth estimates, while the texture mapping onto the model
prevents holes in the registered image. This results in a registered image in which
parallax is handled correctly, i.e. the objects are in the correct positions in the 2D
image. Moreover, this strategy allows for real-time execution while driving. Since
the hierarchical alignment from Chapter 5 is limited to a ground surface only, the
historical 3D model needs to be extended to the full scene. The next paragraphs
explore related work on such 3D scene modeling strategies.
7.2.1 3D scene modeling
Projecting textured surfaces outperforms per-pixel processing, since it facilitates
addressing holes and noise in the depth data. For this purpose, a 3D surface model
of the full scene is required. The most relevant methods to generate such a 3D
model are now briefly described.
Mesh-based models: in the field of 3D reconstruction, meshes are a common data
representation. These meshes are often acquired via a Delaunay triangulation
of measured point clouds. Typically, these algorithms aim at single object reconstruction (such as digitizing statues and the like, for cultural preservation), but
several methods are also employed in the targeted context: outdoor scene modeling. These systems achieve a high level of geometric accuracy in the data that
is captured close to the objects in the scene, e.g. facade modeling with accurate
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Figure 7.4 — Example of directly projecting 3D points to a different (2D) viewpoint without the
use of a model.

ridges and window stills, etc. [117] [118], or detailed rock-mass-surface and staircases [119]. However, the processing times of these algorithms lies in the order
of seconds [117] [119] or even minutes [120] [118] per scene, which does not satisfy our real-time processing constraints. Moreover, the change detection system
does not need that level of detail. Faster pipelines exist, but typically provide 3D
models that are too sparse or coarse [121], whereas the targeted change detection
application needs dense modeling.
Super-pixel methods: alternative modeling strategies can be derived from algorithms that are predominantly designed for image segmentation instead of 3D
modeling, namely: super-pixel methods. In general, they have been designed
to process 2D color images, such as LV [122], SLIC [123] and SEOF [124]. Each
of these has its own various extensions to incorporate 2.5D or point cloud data.
Extensions for LV involve LVPCS [125], MLVS [126] and GBIS+D [127], SLIC is
extended in StereoSLIC [128], and SEOF is modified into SEOF+D [127]. Although
all of these methods can provide relevant super-pixel segmentations, the resulting
super-pixels are shaped irregularly, yielding an inefficient representation. Moreover, they need to be calculated on the whole image at once. To trade off modeling
flexibility versus optimality and computational complexity, the Stixel World has
been introduced [23]. This probabilistic super-pixel method has been designed
specifically for the context of intelligent vehicles, aiming at providing a compact
yet robust representation of traffic scenes in front of a vehicle, which can be generated efficiently in real-time. The Stixel World algorithm relies on disparity data
to partition scenes into vertically stacked, rectangular patches of a certain height
and 3D position with respect to the camera sensor. These rectangular patches are
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labeled as either ground or obstacle during the segmentation process, thereby
providing a semantic segmentation as well as a 3D representation. Moreover,
stixels can be computed efficiently using Dynamic Programming, where multiple
columns of disparity measurements are processed in parallel [23].
3D-voxel processing: Another specialized scene modeling method for intelligent
vehicles relies on 3D voxels [129]. It generates and removes cubic voxels to handle
the dynamic aspect of a traffic scene and stores them efficiently in an octree-based
fashion. However, it relies on tracking the voxels over time and does not employ
any real-world regularization. Since the targeted system operates at a low frame
rate (±6 fps), but at a much higher resolution (above HD instead of VGA), this
method is likely to provide noisy and spurious false detections.
Considering the methods described above, we propose to avoid modeling
of the entire scene into an expensive detailed mesh, or in a voxel grid. These
methods are typically too slow for real-time execution at the desired level of
detail. Instead, we choose to employ the Stixel World super-pixel method, since
its regular-shaped super-pixels enable real-time execution, while being robust to
noisy depth estimates. This method models all objects above the ground surface
as one or more 3D planes, which can be superimposed on the non-linear ground
surface from Chapter 5. The resulting simplified 3D model, which will be referred
to as the ’Diorama-box model’, is shown in Figure 7.5.
The main contributions of this chapter are as follows. First, an efficient 3D
scene model to be used in the 2.5D hierarchical alignment approach of Chapter 5
is introduced, by including super-pixels obtained through the Stixel World algorithm into the existing ground model. Second, the consistency of the 3D model
is improved by adapting the obtained stixel-based model. Finally, the proposed
model is validated by employing it in the scene-alignment approach from Chapter 6 and it will be demonstrated that the registration error is below 5 pixels in
general for HD+ images (1920 × 1440 pixels).

7.3

Diorama-box model

This section introduces the Diorama-box model, as illustrated in Figure 7.5, to be
used as the historic 3D scene model in the alignment approach described in Chapter 5. This model is a simplification of the real world, where objects are modeled
by flat planes that are perpendicular to the optical axis. This approach is especially
suited for noisy depth data, such as captured by passive stereo cameras, which
is insufficiently accurate for constructing a full 3D mesh of the scene. Figure 7.6
shows an example of such a point cloud as well as a zoom on one of the trees.
This figure clearly demonstrates that it is not feasible to directly retrieve the 3D
shape of the tree. Instead, the depths of objects above the ground surface can be
approximated by a planar structure, which is implemented efficiently using the
Stixel World algorithm [23] and by projecting the stixels to 3D. In the Stixel World
algorithm, the image is first divided into columns of fixed width. Based on the
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(a)

(b)

disparity estimates, each column is then split into vertically-stacked stixels, i.e.
rectangular superpixels, using a maximum a-posteriori optimization. This process
is solved efficiently with dynamic programming and results in a collection of
stixels, each with a label to contain either ground or obstacle content (Figure 7.7).
In this work, only the obstacle stixels are of interest.

(a)

(b)

Figure 7.6 — (a) Example point cloud derived from stereo matching and (b) zoomed view from
the side of the tree, where depth inaccuracies deform its 3D shape.

The next subsections describe in detail how the (2D) Stixel World algorithm
can be employed for 3D scene alignment, by projecting them to 3D (Section 7.3.1),
interpolating in between stixels (Section 7.3.2) and by rejecting invalid pixels
within a stixel (Section 7.3.3).
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Figure 7.5 — (a) Visual example of the Diorama-box model, representing the scene by superimposing flat objects on a ground plane. (b) Example visualization of the resulting model.
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7.3.1 Projecting stixels to 3D
The Stixel World algorithm results in a set of rectangular super-pixels, such as depicted in Figure 7.7. As depth information is available, it can be used to map these
super-pixels to 3D. However, since the original implementation assigns a single
disparity to each stixel, directly projecting each stixel to 3D causes every stixel to
be fronto-parallel, i.e. perpendicular to the optical axis. Obviously, this may not
correspond to the actual orientation of the objects being modeled. Therefore, each
3D stixel is slanted to better represent the actual objects. Stixel slanting is conceptually visualized in Figure 7.8. The degree of slanting for each stixel is obtained
through a least-squares plane fit by means of a Singular Value Decomposition on
the (overdetermined) set of disparity and coordinate values within the stixel. This
is described in Algorithm 3, where dleft and dright represent the new disparity of
the left and right side of the stixel, respectively. This slanting improves the model
accuracy when rendering to a different viewpoint.

Chapter 7
Figure 7.7 — Original (2D) stixel overlay on the original image (left) and the disparity map
(right), where the color denotes the distance to the stixel. For clarity, only obstacle stixels are shown.

7.3.2 3D stixel interpolation
Although stixels connect in 2D, they do not necessarily connect in 3D for two reasons. First, looking from the camera point-of-view, camera rays diverge, meaning
adjacent pixels may map to world points that are far apart. Second, as each stixel
is assigned a slanting orientation and neighboring stixels do not necessarily share
the same slanting orientation, the stixel boundaries may not lie at the same depth.
This causes holes in the 3D model when viewed from a different camera pose,
as depicted in Figure 7.9(a). This figure clearly shows that holes appear, when
projecting the 3D stixels to a different viewpoint without interpolation.
To counter this effect, interpolation can be applied inbetween adjacent stixels
as shown in Figure 7.8, where new stixels are introduced to connect two adjacent
stixels if they are sufficiently close to each other. More formally, if stixels a and
b are horizontally connected in 2D and Za and Zb denote the depths at their
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A: fronto-parallel
approximation

B: slanting

C: slanting and
interpolation

Top-view stixel illustration. Legend:
Camera/vehicle viewing direction
Real obstacle shape
Surface approximation with stixels
Interpolated surface stixels

corresponding boundaries, interpolation is applied only if |Za − Zb |/Za < 0.02.
By making the threshold dependent on the depth of the stixel, the decreasing
depth accuracy at larger distances is implicitly taken into account. The effect
on rendering the resulting scene model from a different viewpoint is shown in
Figure 7.9(b).

(a)

(b)

Figure 7.9 — Resulting aligned image (a) without stixel interpolation and (b) with stixel interpolation, when rendered to a synthetic viewpoint.

Although computing the stixel model at a lower resolution may decrease the
number of holes in the resulting synthesized image, this would significantly decrease the capability to model thin objects. Therefore, we consider the proposed
stixel interpolation better suited to reduce holes, especially because the additional
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Figure 7.8 — Conceptual visualization of stixel slanting and interpolation. Slanting ensures that
the stixels follow the actual depth profile of the object more accurately, while interpolation fills the
gaps between the 3D stixels.
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Algorithm 3 Stixel slanting
Input: s - Stixel to be slanted (rectangular set of pixels), D - Disparity map
Output: dleft - New disparity at left border of s, dright - New disparity at right
border of s
Variables: u - Row index, v - Column index, uleft - Left border coordinate of stixel,
uright - Right border coordinate of stixel, d - disparity value

10:
11:
12:
13:
14:

procedure F I N D B O R D E R D I S PA R I T I E S (s, D)
Solve for the generic line αu + βd + γ = 0
for each pixel pu,v ∈ s do
du,v = D(u, v)
if du,v > 0 then
A[i, :] = [u, du,v ]
i++
end for
[UΣVT ] = SVD(A − mean(A)), where mean(A) is per-col-average
α, β = V[end, :]
u0 , d0 = mean(A)
γ = −(α ∗ u0 + β ∗ d0 )
dleft = (α ∗ uleft + γ)/β
dright = (α ∗ uright + γ)/β

15:
16:

return dleft , dright ;
end procedure

1:
2:
3:
4:
5:
6:
7:
8:
9:
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computation time is negligible.
7.3.3 Rejecting invalid pixels
In order to capture thin objects using stixels, thin stixels with a width of only
7 pixels are employed. It may still occur that an object only partially covers a
stixel, since the horizontal grid is fixed and not necessarily coincides with object
boundaries. The resulting stixel may therefore contain both foreground and background pixels. Figure 7.10(a) shows an example of background pixels that are
incorrectly treated as part of the tree. To correct for such errors, the texture map
is adapted prior to projecting it onto the 3D model. Here, all pixels inside a stixel
that do not satisfy the estimated slanting orientation, are labeled as invalid. More
formally, a pixel pu,v is rejected if Equation (7.1) is satisfied, which specifies
du,v − d˜u
> 0.20,
d˜u

(7.1)

where d˜u represents the estimated slanted disparity, which is computed similarly
as in Algorithm 3, line 13. Since foreground and background objects typically have
significant depth differences, it suffices to set those pixels to invalid that deviate
more than 20% from the estimated stixel disparity.
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The invalid background pixels are then removed and replaced by black pixels
in the aligned 2D image (Figure 7.10(b)).

(b)

Figure 7.10 — (a) Aligned image part where background pixels are contained inside a stixel and
(b) the same image when pixels that do not satisfy the slanting orientation are set to invalid. This
example uses wider stixels for demonstration purposes.

7.4

Experiments and results

The proposed registration approach using the Diorama-box model has been validated on two separate datasets. The first dataset focuses on slanted surfaces,
such as shown in Figure 7.9. The purpose of this dataset is to specifically evaluate
the added value of the stixel slanting and interpolation adaptations within the
proposed registration approach. Next, an additional dataset was recorded that
features different lateral displacements, in order to evaluate the effect of viewpoint
differences between the live and historical recordings.
The registration approach is evaluated on pairs of videos, which are recorded
in both urban and industrial environments. Each video pair features a historical
recording and a live recording of the same scene, acquired at a different moment
in time. These videos are recorded under realistic conditions, by mounting the
entire system on our prototype vehicle. This prototype (Figure 6.6-a) features a
high-resolution stereo camera (1920 × 1440 pixels) as well as a GPS/INS device
for accurate georeferencing of all recorded images. While driving, live and historical images featuring the same scene from different viewpoints are paired using
GPS position and vehicle orientation. Next, depth measurements are obtained
through disparity estimation, yielding 3D information for both the live and the
historical scene. At this point, the hierarchial 2.5D alignment approach from the
previous chapters is applied, which now also includes the proposed 3D scene
model (Section 7.3).
Table 7.1 summarizes the key parameters for the experiments described in
this chapter. Contrary to the previous chapter, a different disparity estimation is
147

Chapter 7

(a)
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employed to enable real-time processing. The resulting disparity map has similar
density as the SGBM employed in the previous experiments, although it is more
noisy. The proposed model is robust to such noise, as will be shown in the next
paragraphs. Implementation details of this proprietary disparity estimation will
be provided in Chapter 8.
Characteristic

Value

Driving speed
Resolution
Disparity resolution
Disparity method

5 km/h
1, 920 × 1, 440 pixels
1, 920 × 1, 440 pixels
Proprietary
(to be discussed in Chapter 8)
63o
62.5 cm
9m

Horizontal Field of View
Stereo baseline
Historical query distance (Section 3.4.3)

Table 7.1 — Key parameters of the experimental validation, where boldface parameters denote
changes w.r.t. the previous chapter, Table 6.2.
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7.4.1 Data preparation and Performance metrics
Similar to the previous chapters, the registration error between the live and the
aligned historical image is used to evaluate the alignment accuracy. For the first
dataset, a set of approximately 360 characteristic points were manually annotated
in the set of live images, after which the exact same points were annotated in
the registered historical images for every experiment. This resulted in a total
of 1,800 manually annotated points for the first dataset. For the second dataset,
130 points were manually annotated for 5 different displacements, resulting in
a total of 650 annotations for this dataset. The Euclidean distances (in pixels)
between the annotated points in the live and registered images are employed as a
metric for the alignment accuracy of the proposed registration approach, including
the Diorama-box model.
Consistent with the previous chapter, the registration accuracy is defined as
the percentage of annotations with an alignment error below 5 pixels on images
having 1920 × 1440 pixels. All presented results are based on the initial phase of
the registration approach in Figure 7.3, i.e. excluding the registration refinement.
7.4.2 Evaluation of stixel slanting and interpolation
Figure 7.11 shows the registration accuracy when the proposed Diorama-box
model is used as a 3D model for scene alignment on the first dataset. Even without any post-processing, an accuracy of 88% is achieved after initial alignment.
When interpolation is not considered, the stixel slanting improves the registration
accuracy from 88% to 92%. The stixel interpolation further improves the accuracy
to 95%. This is also reflected in Figure 7.12, which shows that the majority of
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annotations have an alignment error below 2 pixels. Moreover, Figure 7.11 shows
that already 79% of all annotations have an alignment error of 1 pixel or less on
the first dataset.
1

0.9

Cumulative annotation count

0.8

0.7

0.6

0.5
original stixels

0.4

with interpolation

Chapter 7

with slanting

0.3

with slanting and interpolation
0.2

0

1

2

3

4

5

6

7

8

9
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Figure 7.11 — Registration accuracy plotted against the maximum alignment error, showing the
cumulative amount of annotations satisfying a certain maximum alignment error.

Figure 7.12 portrays the histograms of the alignment errors. The reader may
wonder about the 15+ pixel registration errors in the figure. These are mostly
annotated points that could not be registered, because that specific part of an
object was not covered by a stixel, or because no reliable depth data was available
in that area. Such ’missing’ points are assigned to the 15+ bin.
7.4.3 Effect of lateral displacement
This experiment is performed on the second dataset, which features different
lateral displacements, i.e. different offsets between the live and historical recording
positions, perpendicular to the viewing direction. Such a lateral displacement is
caused by different driving trajectories between the live and historical recordings,
e.g. keeping to a different laterally displaced driving path. This causes significant
viewpoint differences, as shown in Figure 7.2. The objective of this experiment is
to identify the maximum allowed driving displacement during live operation.
Table 7.2 shows the registration accuracy for different lateral displacements
for the proposed registration approach. Under ideal conditions, i.e. when the live
and historical driving trajectory are almost identical, the proposed model is able
to accurately align 97% of all annotated points. Even at displacements of 160 cm,
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Figure 7.12 — Alignment error histograms when the 3D model from Section 7.3 uses (a) stixels
without slanting or interpolation, (b) stixels with slanting but without interpolation, (c) without
slanting but with interpolation, (d) with both stixel slanting and interpolation.

the system is still able to align 90% of the points with an registration error of at
most 5 pixels.

Accuracy

lateral 0 cm

lateral 160 cm

lateral 350 cm

lateral 530 cm

lateral 700 cm

97%

90%

71%

53%

20%

Table 7.2 — Registration accuracy for different lateral displacements of the vehicle. For these
results, annotations up to a distance of 50 m from the vehicle have been analyzed. Figure 7.13 shows
typical registration examples for each lateral displacement.
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The decrease in registration accuracy for larger lateral displacements can be
explained by the limited depth accuracy of our disparity estimation algorithm,
which is outside the scope of this chapter. At a distance of 40 meters, the smallest
possible disparity step corresponds to a jump of 25 cm. Especially at larger distances, this leads to minor inaccuracies in the depth estimates of the stixels and
thus the 3D positioning within our scene model. This is not a problem for small
viewpoints variations (Column 2, Table 7.2), but when viewed from a significantly
different viewpoint, the objects will be projected to a different coordinate in the
registered image, i.e. will be misaligned.
The subfigures in Table 7.3 show typical visual examples of the input and
output of the proposed registration framework for different lateral displacements.
Some holes in the registered images, such as part of the lantern pole missing in
the second column of the table, are caused by lack of any depth estimates in that
area of the disparity map. Without depth data, no 3D object can be modeled at
that location. In the case of the 700-cm displacement (mostright column Table 7.3),
the only objects that remain in the overlapping Field of View lie too far away to
be modeled with sufficient accuracy, which explains the lower accuracy in the
mostright column of Table 7.2.
We argue that the proposed model performs well for small to medium lateral
displacements, e.g. up to and including 160 cm, while it is still able to align the
majority of the scene for displacements of 350 cm, e.g. the typical distance between
adjacent driving lanes. We note that displacements above 400 cm exceed the operational range of the proposed registration system, although part of the scene
can still be aligned for such extreme trajectory differences. The mostright column
in Table 7.3 shows that for such extreme viewpoint differences, the overlapping
Field of View of the live and historical view has become too small and lies in the
area where accurate depth information is no longer available.

7.4.4 Timing
Table 7.4 shows the execution times of the alignment approach when the baseline
method in Figure 7.3 is extended with the proposed Diorama-box model. Times
are shown for both regular execution (sequentially) and under full CPU/GPU
load, i.e. when running all pipeline (processing) stages in parallel. Considering
that our HD+ stereo camera is restricted to 6 fps, the pipelined implementation
operates at near real-time speed with 4 fps (including scheduling overhead).
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Live image (target)

Historic image (source)

Historic disparity

Registered image (result)

Alignment error histogram

Lateral displacement

0.5

0

0 Align.err (pixels)

0 cm

160 cm

350 cm

530 cm

700 cm

Table 7.3 — Examples of the proposed registration for different lateral displacements. The first row illustrates the target images. The second and third row
show the source images and their corresponding disparity maps, respectively. The fourth row portrays the aligned images as rendered using the proposed
registration approach, where black denotes areas outside of the Field of View of the historic camera. Finally, the last row shows the alignment error histograms
for a specific lateral displacement using all images in the dataset with that displacement.
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tserial (ms)

tfull load (ms)

Pipelined Stage 1:
GPU: Depth estimation

90

153

Pipelined Stage 2
CPU: Ground mesh*
GPU: 3D stixels mesh*

130
125

200
160

Pipelined Stage 3
CPU: Find 3D-pose diff
GPU: Viewpoint synthesis

100
30

120
46

7.5

Discussion

It has been observed that rejecting invalid pixels within stixels occasionally results
in small holes in the registered images at locations where no disparity estimate is
available. Although such holes can be mostly avoided by using a morphologicalclosing filter prior to rejecting the pixels, some holes still may persist. However,
the downside of having small holes in the registered image does not outweigh the
benefit of having a cleaner texture projection, where invalid background pixels are
removed from the registered image, thereby reducing the amount of false alarms
in the context of change detection. We plan to further refine the stixel boundaries
in future work, although this is outside of the scope of this thesis.
Although the proposed work has similarities with the multi-view registration
approaches discussed in the related work (Section 7.2), we cannot employ the
datasets introduced in that work. These datasets typically feature mono images
from different viewpoints, whereas this work requires stereo images or a disparity map to be available for both the live and historical images. Testing on public
datasets is therefore not straightforward and often not even possible. For this reason, experiments throughout this chapter are based on our own dataset, captured
at various locations.
Our choice for the Stixel World super-pixels is mainly based on efficiency
reasons and the resulting real-time execution. Not taking into account the constraints on power and execution times, it might be better to use irregularly-shaped
super-pixels, where an entire object is modeled by a single super-pixel. In such
case, both the boundaries and the estimated slanting orientation of the objects
may be more accurate and the interpolation and rejection of invalid pixels from
Section 7.3 could be omitted. We do not recommend using 3D voxels due to the
noise in our depth data, unless additional super-pixel or semantic segmentation
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Table 7.4 — Execution times of the proposed registration approach with the Diorama-box model
included. Stage 1 and 2 involve the 3D Scene reconstruction from Figure 7.3, while Stage 3 both
estimates the 3D transformation and simulates the live viewpoint (Fig. 7.3). The third column
depicts the execution times when the different pipeline stages are executed simultaneously, i.e. under
full load. The (*) denotes that tasks can execute in parallel on CPU and GPU.

7. 3D SCENE ALIGNMENT
techniques would be applied. For example, if it is known that a group of pixels
belongs to the same object, the 3D noise can be more effectively reduced. Without
such contextual information, it will be difficult to obtain a sufficiently accurate
voxel representation at the required resolution for change detection.

7.6

Conclusion
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The objective of this chapter is to extend the registration approach from Chapter 5
to the full 3D scene, e.g. no longer limited to the ground surface only. For this
purpose, the Diorama-box model is introduced. This model extends the non-linear
ground surface model from Chapter 5 with a model of the 3D objects in the scene,
where the 3D object models are superimposed on the ground-surface model.
For the object modeling, the Stixel World algorithm is employed to segment the
scene into super-pixels, which are projected to 3D to form an obstacle model.
The consistency of the stixel-based model is improved by assigning a slanting
orientation to each 3D stixel and by interpolating between the stixels to fill gaps
in the final model. Consequently, registration accuracy is increased by 7%. As
a further improvement of the algorithm, background pixels contained in objectrelated stixels are removed by checking their consistency with the stixel-slanting
orientation. This improvement prevents ghosting effects, due to falsely projected
background pixels.
The resulting alignment framework shows good results for typical driving
scenarios, in which both live and historical recordings were acquired from the
same driving lane. In this case, 95% of all manually annotated points are registered
with an alignment error below 5 pixels for images with a resolution of 1920 ×
1440 pixels, where even 79% of the annotations have an error of unity pixel or
lower. Even when driving in an adjacent lane, the system is able to accurately
align 71% of all annotated points.
It is found that the disparity resolution of the depth map, i.e. the lack of subpixel accuracy, limits the accuracy of the 3D model, making it less effective for
displacements above 4 meters. Nevertheless, the proposed work significantly improves the operational range of the real-time change detection system, which now
covers the full 3D scene, instead of only the ground plane (Fig. 7.13). Higher accuracies and/or performances of the change detection system can be achieved when
important parameters are improved, such as introducing zoom lenses and/or a
larger baseline, together with a more accurate depth estimation algorithm.
Now that an accurate registration approach has been introduced that covers
the full scene, it is time to revisit the full change detection processing chain that
was introduced in Chapter 3. For this purpose, Chapter 8 will present the novel
stereo-based change detection system for Countering IEDs, incorporating the 3D
scene model from this chapter. Although the proposed Diorama-box model runs
at near-real time speed, it is still demanding on the GPU resources, meaning the
GPU cannot be simultaneously used by other processes. This may be an issue in
a pipelined-change detection system. This explains why Chapter 8 moves this
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functionality to an off-line pre-processing stage that runs separately from the live
change detection chain. These implementation aspects will be discussed in detail
in the next chapter.

(b)

Chapter 7

(a)

(c)

Figure 7.13 — Aligned images when using (a) ground-surface model from Chapter 5, (b) proposed
model including the 3D objects. Subfigure (c) shows an overlay of the live image (cyan) and the
aligned historic scene (red).
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8.1

Introduction

Improvised Explosive Devices (IEDs), often referred to as roadside bombs, are
a serious threat to both NATO- and civilian transports in conflict areas. These
home-made bombs can be fabricated by individuals using simple household
items and/or chemicals, without any military background. Moreover, such IEDs
are typically hidden on or near the ground surface at choke points of common
patrol routes, which cannot be avoided by convoys. For this reason, the IED threat
is still very relevant and early detection of such IEDs or their indicators is crucial.
First, we briefly recap on our effort for early detection of such IEDs. Chapter 3
has introduced a monocular change detection system for countering IEDs, by
comparing the live scene to images recorded during a previous patrol (historical
scene). Suspicious changes found by the system may then denote the presence
of an IED, allowing the patrol to take appropriate actions. Although the monocular system was able to detect suspicious changes under ideal circumstances,
it lacked the semantic understanding of 3D elements separated from the background. Therefore, its performance degraded rapidly when the live and historical
viewpoints differed, e.g. when driving with a displacement or an angle to the
previous driving trajectory. To improve the robustness to viewpoint differences,
Chapter 4 has introduced stereo cameras and exploited the 3D scene geometry to
estimate a more accurate homography transform. Although registration accuracy
improved, the approach was only robust to small viewpoint changes. The 2.5D
hierarchical alignment approach of Chapter 5 and its extension in Chapter 6 have
significantly improved the registration accuracy for large viewpoint differences,
by generating a textured 3D model of the historical ground surface and rendering
it to the live camera view. Next, Chapter 7 has extended the 3D model to the
entire scene, increasing the operational range of the registration approach and
enabling both on-ground and above-ground detection of threats. Now that it has
been shown that registration under large viewpoint differences is feasible, it is
time to re-evaluate the full change detection processing chain from Chapter 3,
taking into account all contributions from the previous chapters.
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8. PROTOTYPE
The objective of this chapter1 has three aspects to address:
Objective 1: Development and analysis of a change detection demonstrator (prototype) that incorporates the contributions of the previous chapters.
This poses the following challenges:
• Completion of the change detection system design;
• Inclusion of the registration approach of Chapter 5 and 6;
• Incorporation of the 3D scene model detailed in Chapter 7.
Objective 2: Creation of a real-time design for this advanced image analysis system.
This poses the following challenges:
• Timing analysis of the algorithmic system components;
• Mapping of these functions on the constrained CPU and GPU platform.
Objective 3: Reduction of the false alarm rate of the early warning system.
This poses the following challenges:
• Introduction of additional post-processing filters, exploiting the 3D geometry of the scene for high reliability;
• Extensive validation of the change detection system through realistic tests
using our prototype vehicle.
Chapter 8

The implementation of the proposed change detection system consists of two
cameras in stereo setup, a GPS with Inertial Navigation System (INS) using Real
Time Kinematic (RTK) corrections for improved positioning accuracy and the image analysis system. These elements are meant to be installed on top and inside
of a military vehicle. During driving, (stereo) images of the upcoming scene are
captured and stored alongside their GPS position and vehicle movement direction (heading) in a database. The captured images are automatically compared
to historical recordings of the same environment, based on the GPS location and
heading of the vehicle. All changes between the historical and live images are
analyzed and suspicious changes are reported to the operator through a Graphical User Interface (GUI). This process is explained in more detail in Section 8.4.
Figure 8.1 shows the prototype vehicle used for this work.
The remainder of this chapter is organized as follows. General system requirements are discussed in Section 8.2. Section 8.3 presents related work on (3D)
change detection relevant to the context of countering IED (C-IED). Both the system hardware and software of the on-line prototype system are described in detail
in Section 8.4, while Section 8.5 discusses the off-line processing chain. Section 8.6
explains the system architecture and provides timing results for each system
component and the complete system. Section 8.7 addresses the experiments and
1 Acknowledgement: Part of the research leading to the results in this chapter was supported by
the Defence Expertise Centers Counter-IED of the Netherlands Ministry of Defence and has received
funding in the form of a National Technology Program ”Change detection 2.0 for countering IEDs”.

158

8.2. System requirements

Figure 8.1 — System prototype including two cameras in stereo setup and a GPS/INS for
positioning.

8.2

System requirements

An early warning system for route clearance poses several requirements on the
driving speed and stand-off distance. In this work, we aim at a driving speed
of 10 km/h and a stand-off distance of 20 m, i.e. the vehicle should be able to
stop at 20-m distance from a threat. Furthermore, we argue that an operator
typically requires 3 seconds to properly analyze a detection through the GUI.
Table 8.1 summarizes these characteristics, where the system delay will be further
addressed in Section 8.6. Figure 8.2 shows the corresponding distances when
driving at 10 km/h. This way, a minimum detection distance of 33 m is obtained,
i.e. a threat should be detected prior to the vehicle coming within this distance.

8.3

Related work on complete change detection systems

Relevant change detection techniques can be split into three categories: 2D, 3D
and 2.5D change detection. Each category is discussed separately in the next
paragraphs.

2 The reader should note that some parts of the original version of this chapter have been categorized as classified by the Ministry of Defence and have therefore been left out of this chapter.
Nevertheless, this chapter provides sufficient details on the design and validation of the system,
without releasing compromising operational details.

159

Chapter 8

results, while Section 8.8 discusses the impact of the results within the context of
C-IED. Finally, Section 8.9 concludes the chapter 2 .

8. PROTOTYPE
System characteristics

Value

Minimal vehicle speed
Minimal stand-off distance
Targeted object size
Stopping distance (at 10 km/h)
Operator decision time
System delay (Section 8.6)

10 km/h
20 m
9 × 18 × 9 cm3
1m
3s
1.5 s

Table 8.1 — System characteristics.

Minimum detection distance
System
delay

Operator
decision

Stopping distance

Stand-oﬀ distance
Chapter 8

33 m

29 m

20 m

Threat

Figure 8.2 — Conceptual visualization of the minimum detection distance based on Table 8.1.

2D Change detection:
An extensive overview and ranking of various stationary change detection algorithms is given in the surveys by Radke et al. [14] and Venkateswaran et al.[13]
as well as on ChangeDetection.NET [12]. The latter reference also provides a
benchmarking dataset for change detection algorithms. Although several unsupervised algorithms show promising results on their dataset, these algorithms
typically use either temporal information or background models that implicitly assume stationary cameras. For example, SuBSENSE by St-Charles et al. [130] shows
promising results on the benchmark dataset, but uses temporal information to
reduce sensitivity at areas with flickering (inconsistent) detections and employs
downsampling to cope with small camera movements. Such models work well
on (near-) stationary cameras, but cannot be employed when videos are acquired
from a moving platform, where the view of the scene continuously changes.
3D Change detection:
More relevant to the context of C-IED is the field of 3D change detection, since
3D geometric information is free of illumination variations and perspective distortions. Therefore, the co-registration of 3D data simplifies to a rigid transforma160

tion, while the registration process is unaffected by changing lighting conditions.
Qin et al. [131] provide an in-depth review of recent developments in 3D change
detection techniques. They argue that 3D change detection applications are so
disparate that there is no universally best method or strategy that outperforms the
others. As an example, change detection techniques using LIDAR data may not
work on points clouds generated using Dense Image Matching techniques (DIM)
from a ground-based acquisition system.
Employing image-matching techniques from a ground-based vehicle introduces additional challenges, such as uncertainties in the 3D data and irregular
sampling. Both are especially relevant for stereo matching, where the estimated
depth may be noisy and where matching errors may occur, e.g. on texture-less
areas. Moreover, the perspective of the images acquired from a ground-based
vehicle will cause the number of 3D points to decrease with increasing distance to
the vehicle, resulting in a non-uniform distribution of the point cloud.
DEM and voxelization: Direct comparison of such point clouds usually produces
many artifacts. Therefore, the 3D space is typically converted to a Digital Elevation
Map (DEM) for aerial change detection [132], where changes in either the height
or the volume of the model denote a change. The 3D space can also be divided
into voxels for ground-based change detection, where voxels with significant color
differences denote changes. However, due to the nature of ground-based imagery,
a DEM (by itself) is not suited for detecting our small changes of interest in an
environment that is not entirely captured by the surface model, e.g. a change
at the side of a tree is not captured by the DEM. Voxels can capture the entire
scene, although voxalization results in a high computational burden, especially
when small changes of up to 10 × 10 × 10 cm3 need to be detected. Increasing the
granularity of the voxels to reduce their amount, reduces the ability to detect small
objects. For this reason, such methods have been limited to small scenes, large
objects and low-resolution voxels. Bláha et al. [133] propose to use a coarse-to-fine
strategy to form adaptive voxels, thereby reducing the memory and computational
footprint. This hierarchical approach refines the reconstruction only in regions
that are likely to contain a surface. Although this works well on remotely sensed
and aerial data, it may omit the small and thin structures that are of interest in our
C-IED scenario.
Ray tracing: Xiao et al. [134] combine occupancy grids and a distance-based
method for 3D change detection in Mobile Laser Scanning (MLS) data, where they
avoid voxalization altogether. The occupancy grid is constructed using ray tracing
and is employed to distinguish occlusions and dynamic objects from real changes.
Change detection is then performed in 3D by analyzing the point-to-triangle
distance, which makes it robust to density variations in the point cloud. Although
this approach works well for structural change detection in urban environments,
our objects of interest are too small to be detected using this approach.
Using geometry: Taneja et al. [135] also propose a change detection technique
for detecting changes in the geometry of a city, where they use panoramic images
captured from a driving car. Registration is performed by segmenting the scene
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and aligning building outlines in the images with respect to a cadastral 3D model.
Furthermore, they check for inconsistencies in the geometry by evaluating the
color consistency. For this purpose, they project the image texture onto the 3D
model and use it to synthesize an image from a previous viewpoint. This image
is then subtracted from the panoramic image taken at that location to find the
differences. To correct for sub-sampling (blurring) artificacts that occur during
viewpoint synthetization, they simulate the same blurring artifacts on the original image prior to comparison. A color difference then represents an error in the
geometry that may be corrected. Change detection is performed per voxel, with
a resolution of 1 m3 . Increasing the voxel resolution to the size of our objects of
interest would lead to unreasonable execution times. Moreover, the initial registration requires a cadastral 3D model, which is not available in the context of C-IED.
Zhou et al. [136] use a similar technique where they construct DEMs from aerial
LIDAR data, generate image projections and look for color differences that denote
inconsistencies in the model geometry.

Chapter 8

2.5D Change detection:
Despite the presented advantages of 3D change detection, we argue that pure
3D change detection is not suited for the C-IED scenario, where changes may
be small and may not even cause geometrical changes, e.g. digging tracks may
not necessarily cause volumetric changes. We therefore expand our overview
towards combined 2D and 3D change detection, where 3D geometry is employed
to improve scene alignment and change detection is typically performed in 2D.
Haberdar and Shah [77] perform change detection from a moving vehicle,
where they assume that relevant changes occur on the dominant plane in the
scene, i.e. the ground plane, when recording from a vehicle. First, they apply a
layer-based segmentation on both the texture and disparity estimates to find the
dominant plane in each image. Next, the dominant planes are aligned using a
homography transformation, after which change detection (on the ground plane)
is performed in 2D. Change detection is performed by dividing the image into
square sub-regions, after which each region is evaluated for the integrated textureand intensity gradient features. It should be noted that in the case of viewpoint
changes, this method does not properly register those parts of the scene that do
not belong to the ground plane.
Morales et al. [137] do not limit their registration to the ground surface. Instead, they use piecewise linear transformations to avoid parallax issues when
registering the entire scene. First, they generate a triangular mesh of the scene
using the Delaunay algorithm. Each triangle is then transformed separately using
a linear transform, based on feature correspondences within that triangle. Once
registration is completed, Principal Component Analysis (PCA) is used to find
changes between the aligned historic and live image, where the analysis is limited
to the brightness of grayscale images. However, the approach does not operate in
real time on our target resolution of 1920 × 1440 pixels. Moreover, the piecewise
local geometric model for each segment relies on accurate point-to-point corre162

spondences within that segment. In our experience, it is not always possible to
obtain accurate point correspondences in every part of the scene, especially when
texture-less road surfaces or large viewpoint differences are involved.
Chapters 5 and 7 have proposed a 2.5D-registration approach to avoid parallax
effects, when aligning images with typical driving-related viewpoint differences.
For this purpose, a simplified 3D model of the historical scene is constructed,
which is transformed to the 3D coordinate frame of the live camera. Projecting
this model back to two dimensions, results in a regular image of the historical
scene, as if it were captured from the live camera viewpoint. This strongly resembles the approach of Taneja et al. [135], where viewpoint synthetization is
employed to distinguish between real geometry changes and those caused by
dynamic changes. Next, change detection is performed by taking the maximum
absolute difference over the color channels (RGB) and thresholding the result,
followed by post-processing techniques to reduce the false alarm rate.
Alcantarilla et al. [138] propose a change detection approach for finding changes
from street-level images between different seasons. For this purpose, GPS and
odometry are used to estimate a depth map of the scene and create a dense 3D
reconstruction of the scene. Images are then coarsely aligned using multi-sensor
SLAM, after which a deconvolutional network performs pixel-based change detection. However, the objects of interest in these images are significantly larger than
our objects of interest and the approach requires the availability of training data.
Moreover, the execution time of 2 seconds per frame does not allow for real-time
operation.
To summarize our findings, the various 2D change detection techniques are
typically not suited when non-stationary cameras are employed, such as the case
when recording from a moving vehicle. Although 3D change detection is feasible
from a moving vehicle, its typically either too expensive or the 3D model is too
coarse to find small changes in the scene. 2.5D Approaches on the other hand
use the 3D data for accurate registration, whereas change detection itself (or a
verification of changes) is performed in 2D. This combines the robust alignment
of 3D change detection with the sensitivity of 2D change detection, enabling the
detection of small changes in the scene, even under viewpoint differences.
This chapter combines the 2.5D registration approach of the previous chapter
with the change detection system of Chapter 3, although different approaches
for the change detection and false alarm reduction are employed. Real-time performance of the complete dual-camera change detection system is achieved, by
employing a pipelined design and executing the most time-consuming processing
tasks on GPUs. Moreover, change detection is split into a live and off-line processing chain, where the latter pre-processes the historical images to reduce the
computational load during live processing. Robustness to common challenges in
operational scenarios is demonstrated in Section 8.7.
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8.4

Developed stereo-based change detection system
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The system captures (stereo) images during driving and stores them in a database.
A disparity map is computed for each image pair, which is stored alongside the
images, to be used as historical depth data during future patrols. Next, the historical reference image that best resembles the live viewpoint is retrieved from the
database, using the GPS position and heading of the vehicle. This historical frame
is aligned with the live camera by synthesizing the historical scene from the live
camera viewpoint, i.e. a 2D image of the historical scene is obtained as if viewed
from the live camera. This synthesized historical image is compared to the live
image, where all changes are analyzed by a change-analysis algorithm. Finally, all
suspicious changes are shown to the user through an interactive Graphical User
Interface (GUI).
To enable real-time operation, the complete change detection system is divided
into a separate on-line and off-line processing chain, as shown in Figure 8.3. The
on-line processing chain involves all processing tasks related to live change detection during a patrol, e.g. comparing the images and analyzing the changes. The
second, off-line pre-processing chain prepares all recorded images to be used as
(historical) reference data for future patrols, and is typically performed overnight.
This division into an on-line and off-line chain enables the system to use more
expensive pre-processing algorithms, which would otherwise slow down and
delay the live change detection process. The pre-computed (depth) data can then
be directly loaded from the database during live processing.
On-line processing

GPS / INS

Temporal
sync

Database

Verified changes

Stereo camera
Video
capturing

Depth
estimation

Image
registration

2D Change
detection

Change
analysis

Off-line pre-processing
Refine
depth

3D Scene
Modeling

Figure 8.3 — Proposed data flow for both on-line change detection and off-line pre-processing.

Each on-line processing block from Figure 8.3 is discussed in detail in this section. The off-line pre-processing modules are discussed separately in Section 8.5.
8.4.1 Video capturing
Images are captured by two cameras in a stereo setup and are stored as 5-Megapixel
JPEG2000-encoded images (2560 × 1920 pixels), where encoding is executed on
the FPGA inside the camera. To limit the amount of data to be processed and
stored, images are not recorded as a video stream. Instead, a single stereo image
is captured every 0.5 meter. This is achieved by externally triggering the camera
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over a CAN interface, whenever the GPS/INS indicates that sufficient distance
was traversed. This mechanism also allows to assign an accurate GPS position and
the viewing direction of the camera to each recorded image. These data are stored
as metadata alongside the image data. These processing steps are also visualized
in Figure 8.4. For efficiency reasons, the images themselves are stored directly on
disk, while the database contains only references to the data. This also helps to
keep the database size small and manageable.
Change detection system

Left camera
FPGA

JPEG2000
encoding

J2K
2560 x 1920

Image

BGR
1920 x 1440

decoding

CAN trigger

Database

GPS / INS
CAN trigger

Right camera
FPGA

Image
J2K
2560 x 1920

decoding

BGR
1920 x 1440
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JPEG2000
encoding

Figure 8.4 — Schematic overview of the video capturing.

Throughout this work, all images are decoded to a resolution of 1920×1440 pixels.
This resolution constraint is currently imposed by the disparity generation, discussed in the next section. Since the computing time of the disparity map rises
more than quadratically with increasing resolution, a higher resolution cannot be
processed in real time using the current hardware system.
8.4.2 Depth estimation
For the computation of the disparity map, the work of Ranft and Strau [110] is
adopted and modified in several ways. The authors argue that window-based
local methods, such as block matchers, can be implemented very efficiently, but
are intrinsically prone to errors. Especially block matching on non-frontal surfaces
is complicated, since the distance to the camera is not constant across the matching
window. This is typically the case for the road surface, which is not parallel but
slanted with respect to the image plane when recorded from a vehicle. Ranft
and Strau compensate for the slanted (ground) surface by applying a shearing
transform to the right stereo image. Next, they apply a modified Census transform
to mitigate illumination differences, by assigning each pixel a 16-bit descriptor,
based on comparisons with 8 neighboring pixels. The Hamming distance is then
used as a metric for the similarity between the Census maps of the left and right
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image.
Ranft and Strau search for local maxima in the histograms of disparity gradients to find the required shearing gradient g = ∂d/∂v, but this approach was
found to be noisy on our high-resolution stereo images. Instead, a plane-fitting
algorithm is employed directly on the originally obtained disparity values, after
which the shearing parameters are found through a RANSAC scheme that solves
for d = a + bu + cv. Here, u and v represent screen coordinates and b and c denote
the corresponding local horizontal and vertical disparity gradient, respectively. In
this case, the shearing gradient g is set to c.
Actually, two disparity maps are computed for each stereo pair. One disparity
map without shearing (frontal) and one with shearing. The latter is merged with
the frontal-disparity map using a Winner-Takes-All voting scheme, resulting in a
single disparity map that has good disparity estimates on both frontal objects and
on the ground plane.
To further improve the quality of the disparity map, bi-directional matching
is applied for both the frontal and sheared disparity estimation. A straightforward bi-directional matching would result in twice the computational complexity,
which is not feasible within the targeted real-time system. Therefore, we apply
the backward check of the bi-directional matching on 4× downsampled versions
of the images. Experiments have shown that this significantly reduces noise in
the disparity map, while only increasing the computation time by 12 ms to a total of 132 ms for images of 1920 × 1440 pixels. Figure 8.5 shows the effect of this
efficient bi-directional check, which effectively removes noise in occluded or nonmatchable areas of the disparity map (e.g. the bottom left triangle in Figure 8.5).

(a) — Original disparity

(b) — After low-resolution bi-directional check

Figure 8.5 — (a) Original disparity map and (b) the improved disparity map after the downsampled
bi-directional check. The noisy estimates in non-matchable areas (e.g. bottom-left corner) have been
removed, where such areas are now shown as consistent black (invalid) areas. The blue color stands
for nearby distances and the red color indicates larger distance to the vehicle.

Finally, a straightforward median blurring and speckle filtering are applied
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to further refine the disparity map. The speckle filtering removes disparity blobs
smaller than 100 pixels that deviate more than 2 full disparity values (i.e. 2 pixels
with a minimum resolution of 1/16th pixel) from their surroundings. For the
median blurring, a support window of 3 pixels is used to remove small holes in
the disparity map. The complete approach is summarized in Figure 8.6.
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Compensation for lens vibration
It was observed during our experiments that the internal components of the camera lenses reacted to the engine and driving-related vibrations of the car. As a
result, both the principal point (of the focal axis) of the left camera and the principal point of the right camera shifted independently from each other, causing the
stereo calibration to become invalid. In fact, corresponding points were no longer
located on the same scan line in the rectified images, thereby making disparity
estimation inaccurate or even impossible. To compensate for this vibration, feature
matching is employed to find the median value of the vertical motion between
the rectified images. By shifting the right-rectified image by this value, the images become rectified once again. This is conceptually visualized in Figure 8.7,
where corresponding points once more lie on the same scanline after the vertical
shift. It should be noted that only vertical vibration can be compensated this way,
as horizontal vibrations cannot be distinguished from a different disparity estimate. However, additional experiments have revealed that in our case, the depth
measurements were not affected and the vibrations were apparently dominantly
vertically oriented.
vertical shift

Left image

Right image
Shifted right image

Figure 8.7 — Conceptual impression of compensation for lens vibration. The orange and green lines
denote corresponding points in the rectified images prior to and after the vertical shift, respectively.
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Figure 8.6 — Schematic overview of the disparity generation.
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8.4.3 Temporal synchronization
In order to compare the live scene with the historical scene, the system needs
to find the historical image that best resembles the live scene. Instead of simply
loading all images in the neighborhood and computing the visual overlap, the
viewpoint overlap is estimated using the metadata only. This selection procedure
is based on the GPS position and heading of the vehicle corresponding to the
live and historical image, where the historical image with the largest top-down
viewpoint overlap is selected (Figure 8.8).
∆θ

∆x

∆y

Chapter 8

Figure 8.8 — Top-down viewpoint overlap between the live and historical viewpoint used in the
temporal synchronization. The example at the right shows a better viewpoint overlap with smaller
angular difference ∆θ, lateral displacement ∆x and forward displacement ∆y.

More specifically, this approach finds the historical image that minimizes the
parametric cost function Co :
Co = -aFoVoverlap + b∆x + c∆y,

(8.1)

where FoVoverlap denotes the top-down viewpoint overlap denoted in blue in Figure 8.8, ∆x represents the lateral displacement and ∆y denotes the forward displacement of the vehicle. Equation (8.1) is basically a trade-off between the effective operational range of change detection versus the accuracy of detected
changes. Change detection can be employed only within the overlapping Field
of View, while its accuracy degrades with larger displacements. Considering that
the FoVoverlap , has a maximum value of unity, ∆y is at most half the sampling
distance (0.25 m) and ∆x can go up to 7 m, the latter two should receive a lower
weight. Moreover, since the system is more sensitive to horizontal than to vertical
displacements, the parameter values have been empirically set to a = 0.7, b = 0.2
and c = 0.1, to compensate for this imbalance.
Once the best resembling historical image is known, the system only loads that
specific image and its corresponding disparity map and features.
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8.4.4 Image registration in 2.5D
For the image registration, the 2.5D hierarchical alignment is adopted as introduced in the previous chapters. This approach synthesizes the historical scene as
if viewed from the live camera. First, the 3D transformation between the live and
historical view is estimated, using the feature-based method from Chapter 6. This
approach uses synthesized views, similar to the shearing transform in the disparity estimation, to improve scene similarity. This facilitates to find more accurate
feature correspondences, which in combination with the depth map are used to
find the 3D transformation (pose difference) between the live and the historical
camera. Next, a textured diorama-box model of the historical scene is constructed
(Chapter 7). This model consists of a non-linear ground-surface model superimposed with depth-based super-pixel segmentations of the 3D objects in the scene.
The textured model is transformed according to the estimated pose difference,
effectively transforming it to the coordinate system of the live camera. The transformed model is then projected back to 2D, yielding an image of the historical
scene from the live camera viewpoint. This initial registration is further refined
using local template matching as discussed in Section 5.3.4. For more details, the
reader is referred to the mentioned chapters. Figure 8.9 portrays an example live
image and the corresponding registered historical reference image.

(a)

(b)

(c)

Figure 8.9 — (a) Live and (b) historical reference image and (c) the historical image registered to
the live image.

8.4.5 Updated 2D change detection
To ensure that relevant changes are found by the system (to obtain a high recall), the 2D change detection module is responsible for first finding all potential
changes in the scene, which we refer to as change candidates. The subsequent
change analysis, discussed in the next section, then distinguishes both relevant
changes and false alarms, thereby improving the precision of the system.
In the original change detection system from Chapter 3, RGB differencing in
combination with adaptive thresholding was employed to obtain a preliminary
change mask, where the related adaptive thresholding is based on a global threshold. However, differencing on the RGB images directly in combination with a
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global threshold was found to be too sensitive to local illumination changes, such
as depicted in Figure 5.14.
With progressive insight, we acknowledge that illumination differences between the live and historical reference scene will occur and that a global threshold
either loses relevant changes, or allows large shadows and bright areas to result
in false changes. By focusing on local area statistics instead, small changes are
favored, whereas large shadows and overexposed areas are suppressed.
To better cope with illumination differences, the images are transformed to
the CIE L*a*b* color space, which was shown to properly separate the luminance
(L-channel) from the color (AB-channels) [139]. From the color channels, specific
color differences are then computed by taking the absolute differences between
the live and historical individual AB-channels and from those differences the
maximum value for each pixel. This is described in more detail in Algorithm 4.
Next, local adaptive thresholding is applied to obtain a preliminary color-change
mask B color . For this purpose, the absolute difference for each pixel is first expressed in terms of the standard deviation of absolute differences in a region
around that pixel. Pixels for which the absolute difference exceed b times the standard deviation are considered to be candidate changes. As our changes of interest
may not necessarily feature color differences, the same processing is also applied
to the luminance channel, where a different threshold a is applied to smoothly
handle minor illumination changes.
Both the preliminary color- and luminance-change masks are refined using
morphological filtering for removing noisy changes. First, a 7 × 7 closing filter is
employed to merge multiple (partial) detections on the same object. Second, a 3×3
opening filter is employed to remove all changes that are smaller than 9 pixels.
Such changes are too small to be distinguished from noise. Next, clustering the
refined color and luminance change masks by means of a connected components
algorithm, results in a separate list of color- and luminance-change candidates,
repectively. Here, each change candidate is represented by a bounding box. Finally,
the list of color and luminance change candidates are merged to a single (joint)
list of potential changes to be further analyzed by the change analysis.
8.4.6 Proposed change analysis
The list of changes from the 2D change detection may contain irrelevant changes,
such as free leafs moved by the wind, small registration errors and or strong
shadows. To selectively report changes to the operator, several post-processing
techniques are applied to the change candidates, which are listed below.
• 2D Size:
This filter reduces false detections due to sensor noise, where changes with
an area below 30 pixels are rejected. Considering that an object of 9 × 18 cm2
at a distance of 33 meters already covers 44 pixels, this is a valid assumption
for significantly reducing false alarms.
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Algorithm 4 2D Change detection

1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:

12:
13:
14:
15:
16:
17:
18:

procedure D E T E C T C H A N G E S (IL , IH )
[LL , AL , BL ] = convertToCieLAB(IL );
[LH , AH , BH ] = convertToCieLAB(IH );
for each pixel pi,j do
H
dlumi
= |LL
i.j
i,j − Li,j |
H
L
H
dcolor
= max(|AL
i,j
i,j − Ai,j |, |Bi,j − Bi,j |)
end for
for each pixel pi,j do
lumi
σi,j
= ComputeStdevInRegionAroundPixel(dlumi , i, j)
color
σi,j = ComputeStdevInRegionAroundPixel(dcolor , i, j)
(
lumi
255, if (dlumi
> α ∗ σi,j
)
i,j
lumi
Mi,j
=
0,
otherwise
(
color
255, if (dcolor
> β ∗ σi,j
)
i,j
color
Mi,j =
0,
otherwise
end for
Mlumi = morphologicalFiltering(Mlumi )
Mcolor = morphologicalFiltering(Mcolor )
C = connectedComponents(Mlumi ) + connectedComponents(Mcolor )
return C
end procedure

• Real-world size:
The frontal area of each change blob is estimated in real-world coordinates by
Srw = (Xmax −Xmin )· (Ymax −Ymin ). Typically, changes below 50 cm2 are rejected, however this threshold can be adjusted for different terrains. It should
be noted that the stereo camera is mounted under a forward-downlooking
angle (pitch), which ensures that flat objects, e.g. digging tracks, also yield a
difference in height and thus a frontal surface.
• 3D Region of interest:
Change reporting is restricted to the operational range of the stereo camera,
where the depth measurements are still sufficiently accurate to allow for
the aforementioned filtering3 . Changes that are farther away will eventually
3 The

exact operational range is not reported at the request of the Dutch Ministry of Defence.
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Input: IL - Live image, IH - Historical image aligned to live
Output: C - List of change candidates
Variables: d - Absolute image difference, σ - Local standard deviation of absolute differences, M - Preliminary binary change mask, α - Threshold for
luminance, β - Threshold for color

8. PROTOTYPE
become in range of the detection system.
• Dissimilarity:
The sum of absolute pixel differences between the mean-normalized live
and the mean-normalized historical RGB image on and around a change is
used as a dissimilarity measure. Here, we sum over the maximum of the
absolute difference among the R, G and B color channels. This dissimilarity
is computed by


|(lr − ¯lr ) − (hr − h̄r )|
1 X
D=
max  |(lg − ¯lg ) − (hg − h̄g )|  ,
r,g,b
N
l,h∈C
|(lb − ¯lb ) − (hb − h̄b )|

(8.2)

where C denotes the set of all corresponding live pixel values l and historical
pixel values h within and around the change region, ¯l and h̄ denote their
averages and N denotes the number of pixels in that change. A change is
rejected if the dissimilarity D is below a threshold τ .
By using mean-normalized values, where a value is expressed as the difference compared to its neigborhood, the dissimilarity score is less sensitive to
lighting differences.

Chapter 8

• Temporal consistency:
To reduce the amount of sporadic false detections, as well as prevent detections on dynamic objects, e.g. like moving traffic participants, temporal
filtering is applied. Here, changes are only accepted when they appear in at
least two successive frames at the same 3D location.
Any remaining changes are presented to the operator through the Graphical User
Interface presented in Section 8.4.7.
8.4.7 Graphical User Interface
The Graphical User Interface (GUI) of the prototype system is shown in Figure 8.10.
This interface features a touch screen mounted inside the vehicle (Figure 8.11),
where detected changes are presented to the operator by a bounding box (Fig. 8.102) on top of the live view (Fig. 8.10-1). Next, the operator can touch a change or
any other part of the screen, to obtain a zoomed view of that specific part of the
live image, as well as a zoom of the corresponding area in the historical view
(Fig. 8.10-4). This allows for a quick comparison and enables the operator to make
an informed decision whether to stop the vehicle or ignore the alarm. Furthermore,
the system advises on the current GPS quality (Fig. 8.10-7), driving speed (Fig. 8.105) and trajectory (Fig. 8.10-6), by indicating that the speed may be too high (the
sample interval becomes too large) and visualizing the trajectory displacement
of the vehicle w.r.t. a previous drive. The operator may then decide to alter the
current driving speed and/or trajectory to improve the system accuracy.
The reader may have noticed that the presented GUI strongly resembles the
interface presented in Chapter 3. Indeed, the existing GUI is reused, where the
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Figure 8.10 — Graphical User Interface (GUI) of the prototype change detection system.

8.5

Off-line pre-processing system

Since the historical data (by definition) was recorded during a previous patrol,
both the disparity and the 3D scene model can be precomputed, prior to a new
deployment of the system. This effectively decreases the computational load of
the live-data processing chain, thereby increasing the throughput and reducing
the total (live) system delay. Furthermore, since the off-line pre-processing can
be performed overnight, it is less time critical. This enables the use of more sophisticated algorithms that would otherwise hamper the real-time behavior of the
system. Each of the off-line processing modules from Figure 8.3 is now discussed.
8.5.1 Refine depth
Although the on-line processing chain already computes a disparity map for
the live image (which in future patrols will be used as historical data), this online disparity estimation is severely constrained in time to maintain real-time
behavior. Therefore, some of the more sophisticated disparity refinements cannot
be used in the live processing chain. Instead, the off-line pre-processing employs
an additional bilateral disparity filter [140] to enhance the shape accuracy of
the disparity map. This resembles an edge-preserving guided image filtering
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main difference is that the GUI now also indicates the operational range of the
system. The blue color in Figure 8.10 denotes image areas that are outside of the
viewpoint overlap, or for which no historical data is available due to occlusions.

8. PROTOTYPE

(a)

(b)

(c)

(d)

Chapter 8
(e)

Figure 8.11 — Prototype vehicle containing: (a) image analysis system inside a flightcase; (b)
touch screen showing the GUI; (c) the stereo camera and GPS receiver; (d) interconnect box for ease
of deployment, containing the IMU; (e) entire system deployed on the vehicle, with in red the power
supply.
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approach, where the edges in the original texture map are used to refine the
disparity map.
8.5.2 3D Scene modeling
This module constructs the diorama-box model presented in Chapter 7, to be used
in the scene registration of Section 8.4.4. This model consists of a 3D triangular
mesh of the non-linear ground surface, where the objects in the scene are superimposed as rectangles, perpendicular to the ground surface. After texture has been
projected onto this mesh, it can be transformed to a (future) live camera pose
and projected back to a 2D image, resulting in a registered image (Figure 8.9-c).
The typical registration accuracy using this model has already been described in
Section 7.4 and will not be repeated here.

Real-time design

8.6.1 Pipelined architecture
To fully exploit the 6 cores of the CPU and the 2 GPUs, the set of algorithms is
partitioned into 5 stages, where each stage is executed in parallel on different
CPU cores and/or GPUs. This technique is also referred to as pipelining, which is
explained in Figure 8.12. The top diagram shows the timing of a non-pipelined
(sequential) system, while the bottom diagram represents a pipelined execution.
In this work, the number of pipeline tokens is equal to the number of stages,
meaning that 5 stages are executed in parallel. In the ideal situation, where each
stage takes the same amount of processing time, the pipelining increases the
throughput of this example with a factor of 5. However, in reality, the computing
resources are limited, the processing time in each stage is not necessarily equal
and the pipeline stages may influence each other, as shown in Table 8.2. This table
indicates both the sequential and parallel execution times, the division of the live
processing tasks into the 5 pipeline stages and their corresponding delays. The
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To enable real-time execution of the change detection system, the image analysis
platform from Chapter 3 is reused with slight modifications. The platform, portrayed by Figure 3.11, contains a hexa-core CPU (i7 3960X) and two GPUs. For
this chapter, the two GPUs have been upgraded to TitanX cards (Maxwell architecture). The disk storage consists of 2× 128-GB Solid State Disks (SSD), which
enable efficient storage and retrieval of images.
This work features three design choices that facilitate real-time operation of the
change detection system. First, to increase the system throughput, the change detection system is subdivided into 5 stages, which are executed in parallel through
a pipelining approach. Second, the most time-consuming processing tasks are executed on GPUs. Third, all processing that should be applied only to the historical
data was removed from the live processing chain. For this purpose, the change
detection processing has been split into a separate live (on-line) and off-line processing chain. Each of these design choices is now discussed individually.
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Figure 8.12 — Conceptual visualization of a pipelined implementation with 5 stages, where stages
in the same column are processed in parallel.
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table also exhibits if a specific task is executed on the CPU or on a GPU.
The processing tasks from Table 8.2 are also shown in Figure 8.14, which
portrays the chronological processing layout. In this figure, arrows denote causal
dependencies and horizontal arrows crossing the vertical dotted line represent
CPU to GPU transfers and vice versa. This figure shows an additional loop in
the processing design of Stage 3. This block enables the system to find a 3D
transformation between the live and multiple historical views and can be used as
a fallback algorithm in case of low GPS accuracy, i.e. when the method described
in Section 8.4.3 cannot be employed. However, during the extensive testing period
covering more than 30 recordings under different capturing conditions, acquired
over different days in both rural and forest environments, GPS accuracy was
always found to be sufficiently accurate to employ the temporal synchronization
algorithm from Section 8.4.3. For this reason, the fallback approach is not further
discussed. Nevertheless, this repetitive design is the reason why the historical
images are loaded separately from the historical depth data and features, only
after the best resembling historical image has been identified. This way, the system
only needs to decode a single historical image pair, thereby avoiding expensive
image decoding of all historical candidates.
The reader may wonder why the computation of the ground and obstacle
masks on the CPU in Stage 3 (Figure 8.14) are not performed in parallel with
the image decoding on the GPU. Although the system currently employs GPUdecoded JPEG2000 images, it is expected that future versions of the system may
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be based on different image formats, requiring CPU usage instead. For this reason
and because the mask generation is not expensive, it was decided to execute these
two processing tasks sequentially.
Figure 8.13 depicts the measured timing distribution over the different stages.
In the ideal situation, this distribution should be evenly distributed, since the
stage with the longest processing time is the bottleneck for the system throughput.
Therefore, it is sometimes better to shift certain processing tasks to a different (subsequent) stage, even though they conceptually belong together, e.g. the disparity
and disparity refinement (see Table 8.2). With the current division, a throughput
rate of 3.5 fps is achieved versus 1 fps in sequential mode. By this result, we motivate that a frame rate of 3.5 Hz gives sufficient detection opportunities during the
3-second decision interval of the operator (Fig. 8.2), yielding at least 10 detection
moments.

Figure 8.13 — Measured timing distribution over the pipeline stages, which is nearly evenly
distributed. Figure 8.14 and Table 8.2 present a detailed description of the contents of each stage.

The execution times shown in Table 8.2 are measured under full system load,
i.e. when all 5 stages execute in parallel. As an example, the disparity estimation
in sequential mode takes 132 ms. However, when parallel stages claim the same
GPU, the processing time increases to 153 ms, due to the limited availability of
resources. The same holds for the CPU, where the ground surface mesh takes
only 151 ms when executed separately, versus 220 ms during pipelined execution.
Making additional resources to become available, i.e. a newer generation CPU
with more cores, will significantly improve the execution times of all CPU tasks
in Table 8.2. The same holds for the GPU, where preliminary experiments show a
speedup of 30% when switching from the TitanX with Cuda64 to the GTX 1080Ti
with CUDA8.
If the number of pipeline tokens equals the number of pipeline stages, as is the
case in our system, the total system delay is determined by the slowest pipeline

4 One

of the third-party libraries is currently limited to CUDA 6.

177

8. PROTOTYPE
GPU 1

GPU 2

1
Compute
disparity
Stage 2
(287 ms)

Reﬁne
disparity

Image decoding
Database queries*
Rectification
& Compensate lens vibration
Disparity estimation (live)
Overhead

Generate
point cloud

2
Ground
surface mesh
Stage 3
(265 ms)

Temporal
sync.

Disparity map refinement
Point cloud generation
Ground surface mesh
Overhead

CPU / GPU

Compensate
lens vibration

Pipelined time (ms)

Decode

Decode

Database
queries

Processing task

Rectification

Sequential time (ms)

left image

right image

GPS +
heading

Stage 1
(254 ms)

Stage

CPU

44
(2)

50
(2)

GPU
CPU

29

37

both

132
8

153
14

GPU

213

254

32
20
151
1

40
26
220
1

204

287

0
2

0
2

90

155

both

42

77

GPU

11

16

both

12
0

15
0

CPU

157

265

35
135
64
9

46
135
72
26

243

279

210

221

CPU

13

13

CPU

223

234

CPU
CPU
CPU

1-N x

Load historic
disparity
& features

3

Match features & find 3D transform

Chapter 8

Estimate
3D transform
Load images
best historic

Decode

Decode

4

Rectification

Temporal synchronization
Loading depth data
Find feature correspondences
& Estimate 3D transformation
Image decoding
Rectification
& Compensate lens vibration
Ground & obstacle masks
Overhead

Simulate live viewpoint
Registration refinement
Apply warping to disparity
Overhead

Compensate
lens vibration

5
Ground & obstacle masks
Stage 4
(279 ms) Simulate live
viewpoint

Registration
refinement

Warp
disparity
2D change
detection &
change analysis

Stage 5
(234 ms)

GUI

Figure 8.14 — Chronological processing layout.
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Table 8.2 — Change detection algorithm timing with
and without pipelining and the distribution over the
different pipeline stages. The fourth column presents
timings acquired during pipelined operation under full
system load, i.e. when all 5 stages execute simultaneously. The overhead typically involves small processing
tasks left out of the table and waiting for resources to become available. (*) performed in parallel, see Figure 8.14
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stage as follows:
τtotal = (M − 1) · max (τ1 , . . . , τM ) + τM ,

(8.3)

+33%
1040

1110

1325

1357

1382

Delay (ms)

Figure 8.15 — Measured throughput in frames per second versus delay for the full change detection
system using a variable number of pipeline stages.

8.6.2 GPU processing
As discussed in the previous section and shown in Table 8.2, several time-consuming
processing tasks are executed on a GPU. Although their implementations lie outside the scope of this work, each GPU task is described briefly.
Image decoding: The image decoding features a third-party JPEG2000 decoder
on the GPU. This reduces the typical decoding time for a stereo pair from 405 ms
on the CPU to 44 ms on the GPU.
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3.6 x higher

5-stages

4-stages

3-stages

2-stages

sequential

Throughput (fps)

where M represents the number of pipeline stages (M = 5) and τ1 . . . τM denote
the delay of each stage. The output of the last stage is immediately available after
processing and does not need to wait for the next pipeline stage, hence the separate
τM in the formula. When pipelining is applied, this results in a processing delay
of 1.38 s. Adding the internal camera delay, i.e. the JPEG2000 encoding within
the camera, the total system delay becomes 1.54 s versus 1.20 s for sequential
processing. This is also depicted in Figure 8.15, which shows the trade-off between
delay and throughput for a system with 1 to 5 pipeline stages (1 pipeline stage
refers to sequential processing). To facilitate a higher driving speed of the vehicle,
the throughput should be as high as possible, which explains why we have chosen
to employ a 5-stage pipeline. In our opinion, a 33% increase in delay is acceptable
to achieve a 3.6× higher throughput in the frame rate.

8. PROTOTYPE
Rectification & compensation of lens vibration: The stereo rectification is based on
applying an inverse transformation, which ensures that corresponding points in
the left and right stereo images are situated on the same scanline. This inverse
transformation is performed on the GPU. For the lens-vibration compensation
mentioned in Section 8.4.2, the BRIEF feature extraction [105] and brute-force
feature matching are executed on the GPU. This results in an execution time of
29 ms on the GPU versus 74 ms on the CPU.
Disparity estimation: The disparity estimation is a straightforward GPU mapping of the algorithm, as described in Section 8.4.2. This typically reduces the
execution time of the disparity estimation from 3,200 ms on the CPU to 132 ms on
the GPU.
Simulation of the live viewpoint: The viewpoint synthetization from Section 8.4.4
is performed using OpenGL, for both the texture and disparity map. For the
disparity alignment, texture is replaced by the disparity map during viewpoint
synthetization. The timing measured for the latter processing step includes the
application of the flow fields, estimated during registration refinement of the
texture map.
Registration refinement: This is the pixel-accurate registration refinement that is
part of the 2.5D hierarchical alignment of Chapter 5. This refinement involves a
dense patch-based correlation that is similar to computing a dense flow map. The
resulting flow map is used to correct for minor misregistrations.
Chapter 8

8.6.3 Off-line pre-processing
As discussed in Section 8.5, the complexity of some of the processing tasks is high,
while their output only needs to be available for the historical data, i.e. for images
recorded during a previous patrol. To speed up the live processing chain, those
tasks are moved to a separate off-line pre-processing pipeline (Fig. 8.3) that is
executed after a patrol is finished. Afterwards, the live processing can simply load
the pre-computed data whenever necessary.
Similar to the live processing, the off-line pre-processing tasks (Figure 8.3) can
be pipelined to increase the throughput of the system, as shown in Table 8.3. This
results in a throughput of approximately 5 frames per second (fps) for the off-line
pre-processing system. This means that for each hour of live processing, a total
of 35 minutes is required for off-line processing, which is typically performed
overnight.
Since the lens-vibration compensation is computed during off-line processing,
the related task in Stage 3 of the live processing (Table 8.2) does not need to recompute this data for the historical frames. Therefore, execution time is lower
than that of the same task in Stage 1.
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Stage

Processing task

1

Image decoding
Rectification
& Compensate lens vibration
Compute features

Time
(ms)

CPU/
GPU

43

GPU

37

both

19

both

99
2

Bilateral disparity filter

196

GPU

3

Ground surface mesh

160

CPU

4

Obstacle mesh

196

GPU

Table 8.3 — Off-line pre-processing algorithms distributed over the different off-line pipeline
stages and the corresponding execution times.

System characteristics and results

For the experiments in this chapter, the change detection system was mounted
on a vehicle as depicted in Figure 8.1. First, videos of the test environment were
recorded prior to the placement of test objects, which resulted in the historical images. Next, several changes were made to the environment, such as the placement
of physical objects and digging tracks on the road surface. Finally, the live videos
were acquired after the changes were placed.
Experiments have been performed with two aims in mind. First, system characteristics are evaluated based on simplified tests, i.e. designed to specifically
evaluate a certain performance aspect of the system. Second, a more realistic test
is performed where objects with a similar contrast and volume as actual IED indicators were placed alongside a 300-m test track, both on the road surface and in
trees. Moreover, all positioned changes were geo-referenced with an accurate GPS
location, achieving an accuracy of 10 cm. This enables the evaluation of the detection accuracy of the system at different distances to each object. The results of each
individual experiment are discussed, and the key parameters of the experiments
are summarized in Table 8.4.
8.7.1 Validation criteria
Similar to Chapter 3, performance criteria are based on the amount of True Positives (TP), False Positives (FP) and False Negatives (FN). Here, a TP is a correctly
detected change, an FP is a false alarm and an FN is a missed change, meaning
that the system did not find the change. As discussed in Section 3.7.1, we consider
the Jaccard index as a scoring metric (also referred to as Intersection over Union),
where a detected change is considered a TP if the Jaccard index exceeds a predeT
S
fined threshold: J(A, B) = (A B)/(A B) > T and is an FP otherwise. Param181
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Characteristic

Value

Driving speed
Processing resolution
Disparity resolution
Disparity method

5 km/h
1, 920 × 1, 440 pixels
1, 920 × 1, 440 pixels
Proposed disparity with synth. view
(see Section 8.4.2)
63o
62.5 cm
9m
0.1
40 m

Horizontal Field of View
Stereo baseline
Historical query distance (Section 3.4.3)
Evaluation threshold (Jaccard index)
Evaluation distance

Table 8.4 — Key parameters of the experimental validation, where boldface parameters denote
changes w.r.t. the previous chapter.
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eter B represents the rectangular bounding box containing the detected change
and A denotes the annotated rectangular bounding box of a planted change. This
metric ensures that a detection is only considered a TP, when its position, size and
shape agree with the annotation. The threshold is empirically set to T = 0.1 for
all experiments in this chapter. The reader may observe that this constraint is less
strict than in the previous chapters. This is based on changed requirements for the
prototype, where a partially detected object gives a sufficient warning for a trained
operator, i.e. should not be counted as a False Negative. This is a valid assumption
within the targeted use case of early warning, where the exact segmentation of
the threat is not required, as long as the treat itself is detected.
From the TP, FP and FN counts, the recall R of the system is calculated by
R = T P/(T P + F N ), where the recall stands for the fraction of correctly detected
changes from the set of all placed changes. The false alarm rate is defined as the
number of FPs divided by the total number of evaluated frames.
Throughout this chapter, the object contrast of an object refers to the contrast
between a change and its surrounding background. To clearly evaluate the contrast of an object with respect to the scene, the following metric is employed:
P
P
P
(sR − x̄R )2 +
(sG − x̄G )2 +
(sB − x̄B )2
s∈S
s∈S
s∈S
P
P
C= P
,
(sR − s̄R )2 +
(sG − s̄G )2 +
(sB − s̄B )2
(8.4)
s∈S

x̄q = E {xq },
∀x∈O

s∈S

s̄q = E {sq },
∀s∈S

s∈S

q ∈ {R, G, B},

where C denotes the contrast ratio, O represents the set of pixels comprising the
actual object (change), S represents the surrounding (background) area of the
object, x̄R , x̄G , x̄B refer to the average red, green and blue value of the object. The
sR , sG , sB denote the red, green and blue values of the surrounding background
pixels and s̄R , s̄G , s̄B the average background colors surrounding the change,
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N=S∪O
S=N \ O
={x:x∊N,~(x∊O)}
change
object

O={x:x∊O}
Figure 8.16 — Set definitions for determining the contrast, where O defines the set of pixels
belonging to the object and S denotes the set of surrounding background pixels, respectively.

respectively. This definition of S and O is also visualized in Figure 8.16.
Low contrast

Medium contrast

High contrast

C<5

5 ≤ C ≤ 12

C > 12

Using Eqn. (8.4), three different contrast levels are defined in Table 8.5, where
it should be noted that a contrast factor of unity is the absolute minimum, i.e.
both the object and background have the exact same RGB value everywhere. In
practice, noise will always yield higher contrast factors, hence the low-contrast
factor threshold was empirically set to C < 5. At this setting, the object and its
background have almost no visual contrast (see the examples in Table 8.7).
Throughout this chapter, recall values are based on all detected and missed
deposited changes up to 40-m distance from the vehicle.
8.7.2 System characteristics: contrast
This test involves test objects of 9 × 18 × 9 cm3 with varying contrast against
the background, placed at predefined positions on or near the road, as shown in
Figure 8.17. This test is repeated 5 times, where the objects are rotated in between
drives, e.g. if the order for the previous drive was ‘a-b-c-d-e’, the objects will
be positioned as ‘b-c-d-e-a’ in the next drive. This way, each object is tested at
every location, yielding more variation in contrast between the object and the
background. Starting at a distance of 40 meter, the detection of each object is
evaluated every 0.5 meter. Taking into account that objects with large displacement
leave the Field of View of the camera at different moments in time, this experiment
is based on a total of approximately 1,310 object instances, e.g. various objects,
locations and distances.
Table 8.6 shows the recall for the different contrast types defined in Section 8.7.1,
where the recall is based on all video frames, starting at a distance of 40 m from
the vehicle. The high-contrast objects are detected in nearly every frame, while
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Table 8.5 — Definition of contrast levels.
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6m
Trajectory

9m

12 m

3m

Road

Figure 8.17 — Experimental setup for the contrast and lateral object emplacement test.

the medium-contrast objects are detected in the majority of frames. Objects with
low contrast to the background are not detected reliably, without increasing the
false alarm rate. This was expected considering their poor contrast, of which an
example is shown in Table 8.7. The false alarm rate during this experiment was
0.04, meaning that a single false detection appeared every 25 frames.
Recall per contrast
High Med Low
0.89

0.56

0.03

Average
false alarms
0.04

Chapter 8

Table 8.6 — Recall per contrast type.

Distance

20m

30m

40m

Original size 20m

Zoom

Table 8.7 — Example of a low-contrast object at several distances from the camera, where the top
row shows the original processing resolution and the bottom row portrays a digitally zoomed version
of the same object.

184

8.7. System characteristics and results

8.7.3 System characteristics: Lateral object emplacement
For this test, test objects of 9 × 18 × 9 cm3 have been placed at varying lateral displacements into the side terrain, i.e. distance offsets perpendicular to the driving
direction. This test is performed on the same videos as the contrast test, yielding
approximately 1,310 object instances by re-using the experimental setup shown in
Figure 8.17. Table 8.8 shows the recall for a single high-contrast object at different
lateral displacements. Note that the recall is only slightly affected by the object
emplacement, which is caused by the object leaving the Field of View (FoV) of the
second camera at an earlier stage for large lateral displacements. Despite that the
table shows robust results for a single object, the same trend was also observed
for the other test objects.
Object displacement

0m

3m

6m

9m

12m

Recall

0.92

0.97

0.94

0.91

0.85

8.7.4 System characteristics: Trajectory deviation
In this test, the effect of a different driving trajectory on the detection performance
is evaluated. For this purpose, a single historical video was recorded while driving at the right side of the road, after which objects were placed on the ground
surface alongside the road. After test-object placement, 6 different ‘live’ videos
were acquired with different lateral displacements w.r.t. the historical driving
trajectory. The chosen lateral displacements are 0, 1.4, 2.8, 4.2, 5.6 and 7 meters
in between the parallel trajectories. This setup, which is similar to Figure 8.18,
leads to increasing viewpoint differences between the live and historical images.
Table 7.3 portrays several examples of such lateral displacements and the resulting
viewpoint differences.

Road

Detection trajectory

7m

Reference trajectory
0m
Figure 8.18 — Experimental setup for the trajectory deviation test.
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Table 8.8 — Recall for the same high-contrast object at different lateral displacements into the side
terrain. Recall is based on all detections up to 40 m from the vehicle.

8. PROTOTYPE
In addition to the 9 × 18 × 9 cm3 blocks used in the previous tests (Table 8.8),
this test also features smaller and hence more challenging test objects5 . Table 8.9
shows the recall and false alarm rate of the system for different lateral displacements between the live and historical driving trajectory. Although the recall of
high-contrast objects slightly degrades for large viewpoint differences, the system
shows an overall robustness to such displacements, where objects are still found
in the majority of all frames.
The reader may notice an increase in recall for the medium-contrast objects for
larger displacements. Further analysis has shown that the lateral displacement
modifies the visible background around each object (parallax). In this case, the
contrast of the medium objects to their backgrounds is slightly improved, while
still satisfying the medium-contrast constraints from Section 8.7.1.
Displacement
(m)

Chapter 8

0

1.4

2.8

4.2

5.6

7

Recall
High contrast
Med contrast
Low contrast

0.80
0.47
0.26

0.87
0.54
0.37

0.73
0.51
0.33

0.72
0.60
0.33

0.71
0.62
0.34

0.62
0.68
0.21

False alarms

0.08

0.11

0.17

0.22

0.24

0.22

Table 8.9 — Recall of the change detection system for different lateral driving trajectories, e.g.
when driving parallel to the reference trajectory at an offset of 0 to 7 m. Note that this test is based
on more challenging test objects than the test of Table 8.8

.
The false alarm rate does increase with larger lateral displacements. This is
expected, since the viewpoint synthesis applied during registration may exhibit
minor rendering artifacts for large viewpoint differences, such as blurring.
8.7.5 Test with case-typical objects
This test involves the use of a broader variety of test objects, including digging
tracks, a tree trunk, the challenging objects from the previous experiment on and
above the ground surface as well as 9 × 18 × 9 cm3 blocks in various colors,
placed on the road and in the side terrain. In contrast to the previous tests, the
objects are placed at less obvious locations and are sometimes even partially
occluded, as can be seen in Table 8.10. Next to the variety in test objects, the
historical and live video are captured under different weather conditions, where
the first was recorded with an overcast sky and the latter during sunshine, causing
5 The exact type and measurements of the more challenging test objects have been classified as
confidential and may not be described here. It suffices to say they are significantly more challenging
than the 9 × 18 × 8 cm3 blocks.
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challenging shadows (Fig. 8.19). Moreover, the driver was asked to drive the same
route multiple times without explicit instruction on following exactly the same
trajectory. We argue that this experiment better resembles a realistic operational
scenario, where indicators of an IED are placed along the route of a patrol, while
weather conditions between the two patrols are different.

Table 8.10 shows the detection scores for a subset of the test objects. The detection graphs depict at which distance an object was properly detected. All highcontrast objects within the Field of View of the camera were already detected
at 40-m distance. The medium-contrast and partially occluded objects are also
consistently detected over time, although at a somewhat shorter distance to the
vehicle. Although the digging marks have no depth cues and their texture strongly
resemble the background texture, they are still detected by the system. It should
be noted that once an object was detected in multiple frames, it can be tracked in
consecutive frames and shown to the operator as a possible threat, even though
the system may no longer detect it at close proximity. However, for evaluation
purposes, Table 8.10 shows the actual detections and does not take into account
the possibility of tracking objects after their detection.

8.8

Discussion on operational usage

Taking into account the delay of the proposed change detection system, Section 8.2
shows that threats should be detected at 33-m distance from the vehicle, to facilitate stopping the vehicle at a safe stand-off distance. From the results presented in
Section 8.7, we confirm that high-contrast changes with a size of 9 × 18 × 9 cm3 are
reliably found at even earlier detection distances. Smaller high-contrast changes
as well as medium-contrast changes are also found, although they are typically
first detected at a distance of approximately 25–30 meters, thus somewhat later
than the targeted 33-m distance. This means in practice that the operator has
less time for decision making about the threat, compared to the decision time
shown in Table 8.1. However, as this work is meant as a stepping stone towards
an Unmanned Ground Vehicle (UGV) for which a smaller stand-off distance is
acceptable, these objects would be detected still in time. Alternatively, the UGV
could also slightly slow down after an initial threat detection by the system. This
will give the operator additional time to analyze the threat prior to the moment
that the threat comes within the stand-off distance.
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Figure 8.19 — Different lighting conditions during the test with case-typical objects, where the
system has to cope with shadows.

8. PROTOTYPE
Close by

Far away

Detection graph

Chapter 8
Table 8.10 — Examples of test objects used in the case-typical test and their corresponding
detection graphs versus the detection distance. In these graphs, a ‘1’ means the object is detected,
while a ‘0’ means it was missed at that specific distance. As the system captures images every 0.5 m,
each bin in the graph corresponds to two images. Therefore, the value ‘0.5’ in the graph means that
it was detected in one of the two images.

Temporal consistency of changes is currently evaluated only over two successive frames. Considering that false alarms are typically less consistent over time,
the temporal range could be increased to suppress such false alarms. This yields
a trade-off between the true positive rate and the false alarm rate. Increasing the
temporal range enables the system to accumulate more confidence prior to giving
an alarm, thereby reducing the amount of false alarms. However, this also means
that changes are detected at a later time, reducing the true positive rate of the
system. As a result, the operator has less time to react to a possible threat. In this
work, we choose to maximize the stand-off distance of the system, i.e. to minimize
the detection delay by restricting the temporal range to two images. After future
optimizations of the system throughput or with faster computing hardware, thus
when increasing the temporal range has less impact on the system delay, this
trade-off may be reconsidered.
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Conclusions

The objective of this chapter is to develop, analyze and demonstrate a complete
change detection system, incorporating the novel contributions of the previous
chapters. For this purpose, the original monocular change detection system from
Chapter 3 is extended with the 2.5D hierarchical alignment from Chapter 5, to
improve the robustness to viewpoint variations between the live and historical
scene. By exploiting the Diorama-box model of Chapter 7, detection capabilities
are increased to both on- and above-ground detections, thereby improving the
operational range of the system to nearly the full scene. Next, in this chapter we
have introduced additional spatio-temporal filters to reduce the false alarm rate
of the system, which is a strict requirement for operational usage. Finally, the
complete system design and real-time implementation have been evaluated and
presented.
The stereo-based change detection system shows promising results, where
high-contrast objects are detected in nearly every image and medium-contrast
objects in the majority of all images. More specifically, the achieved throughput of
3.5 fps is considered sufficient for the operator to analyze the threat in real time.
During the validation tests, approximately one unique false alarm per 20 seconds
is encountered. It is expected that a multi-sensor approach will further reduce the
false alarm rate in the near future. Moreover, it is demonstrated that the system is
robust to lateral displacements of the vehicle w.r.t. the historical driving trajectory,
where the recall of high-contrast ground-objects only decreases by 0.09 for a 5.5 m
displacement. The system is also robust to different object emplacements, where
objects with a 12-m perpendicular displacement to the driving trajectory are still
detected with a recall of 0.85. This is beneficial for operational usage of the system,
where the system can find threats both on and next to the road, while the driver is
not restricted to the exact historical driving trajectory.
A real-time design of this complex system is presented, where both Graphical
Processing Units (GPUs) and a 5-stage pipeline construction are implemented
to enable real-time operation using commodity hardware. At present, the key
for obtaining real-time performance resides in a clever separation of on-line and
off-line processing tasks and a proper distribution of this processing over the
available CPU and GPUs. For the former, all computations related to the historical
data that do not depend on the live driving trajectory can be pre-computed, such
as the depth estimation, 3D modeling and feature extraction. This reduces the
complexity of the live processing chain, thereby improving the throughput of the
system and reducing the delay. For the live processing chain, the GPU resources
are limited and simultaneous tasks on the same GPU significantly affect each
other. This aspect increases the execution time by up to 65% (Table 8.2). Therefore, only the most expensive system components are mapped to the GPU, such
as image decoding, disparity estimation, viewpoint rendering and registration
refinement, which cannot be executed in real time on the CPU. In the near future,
improvements in both CPU and GPU will enable to reconsider this division of
processing tasks into an on-line and off-line processing chain and will increase the
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frame rate of the system.
Although we recommend to extend the system with additional sensor modalities to enable the detection of low-contrast objects and further reduce the false
alarm rate, the proposed change detection system shows already a feasible detection performance in the visual spectrum. In our opinion, the proposed system
forms a good basis for early detection of (indicators of) IEDs from an Unmanned
Ground Vehicle.
In parallel to the development of the presented change detection system, Artificial Intelligence (AI) through Deep Learning (DL) has shown a strong growth in
performance. Because of the impact of deep learning in detection systems, the next
chapter will provide a first experiment on whether deep learning can be employed
for the task of change detection from a ground-based vehicle.

Chapter 8
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9.1

Introduction

Chapter 8 has described and evaluated a full change detection system for the
detection of roadside IEDs and their indicators. Although promising results are
obtained, we have found that the system performance degrades under severe
lighting changes. Figure 9.1 visualizes such challenging conditions, where the live
and historical scene look very different. To demonstrate the difficulty, the reader
is encouraged to manually try to find the 5 physical changes in this figure and
compare the result with Figure A.1 in Appendix A, taking into account that an
operator only has a few seconds to assess the entire scene.

Chapter 9

Chapter

9

First experiment on
state-of-the-art deep learning
for change detection

Figure 9.1 — Challenging scenario where the live (left) and historical scene (right) look very
different. The 5 test objects have low contrast or are located within shadow areas.

Artificial Intelligence (AI) in the form of Deep Learning (DL) has experienced
a major growth during the development of this system. In fact, in recent computer vision benchmarks, such as addressing object detection, recognition and
segmentation, existing solutions are gradually being replaced by deep learning
techniques [141]. When presented with sufficient training data, DL networks are
able to solve sophisticated problems, often outperforming traditional systems.
For this reason, this chapter is devoted to the following key question1 : can
1 This

chapter is based on the graduation work of Sander Klomp [142].
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change detection through state-of-the-art Convolutional Neural Networks (CNN)
be employed for finding IEDs and their indicators? Designing such a learning
network poses several technical challenges for this chapter, which are listed below.
• Detecting ad-hoc objects of unknown nature: since the shape, size, color and
materials of the IEDs and their indicators are a-priori unknown, the network
should be independent of such characteristics. Instead, it needs to be able to
compare two images and find significant changes between the two images,
where the objects of interest are typically small (>0.0014 m3 ).
• Training with limited training data: the network should be trained using the
limited dataset(s) at hand, as training data is difficult to come by.
• Integrating the segmentation of change / no-change into the network: we are ultimately interested in finding IEDs and their indicators, not changed pixels.
The network should be able to segment the objects, to enable verification by
a human operator.
• Robustness to challenging recording conditions: strong shadows yield visual
changes that may result in false alarms, while large overshadowed areas may
decrease the contrast of objects inside them, making such objects more difficult to spot. The network should be able to find such low-contrast changes,
while not responding to visual changes caused by strong shadow(s) (edges).
The is a challenging problem when the solutions is based on conventional
computer vision algorithms.
Chapter 9

• real-time execution: the network inference should be real-time, to enable its
usage inside the full change detection system.
Moreover, we are interested to know if the DL-based change detection module
would be sufficiently accurate to replace the traditional 2D change detection module from the previous chapter. Figure 9.2 depicts how the deep learning module
is embedded into the full change detection chain. It was specifically chosen to
only replace the actual 2D change detection module and keep all other modules
identical to the prototype from the previous chapter. We argue that providing
(coarsely) registered images enables the network to fully utilize the (limited) training data to distinguish between relevant and irrelevant changes. We argue that
the full processing chain is too complicated to learn with the limited data at hand.
However, we do limit the existing registration from Chapter 5, where we omit the
the ’registration refinement’ (Section 5.3.4), as the network should be robust to
small misregistrations.
For this purpose, a novel CNN architecture is proposed that performs change
detection in real time (around 150 ms per frame) on high-resolution imagery
(1920 × 1440 pixels) and that exploits ideas from related domains, i.e. object detection, patch matching, and semantic segmentation networks. Furthermore, the
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Online processing

GPS / IMU
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analysis
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Figure 9.2 — DL-based change detection in the full change detection system.

use of an extended double-margin contrastive loss function is introduced for the
training of general Siamese networks for change detection.
The proposed system is experimentally validated on datasets employed in the
previous chapters, as well as on datasets that are considerably more challenging
(such as depicted in Figure 9.1). It is shown that the proposed approach improves
the detection score, while also realizing a factor of two speed improvement compared to (relevant) state-of-the-art networks.
The remainder of this chapter is organized as follows. Related work on change
detection using DL is presented in Section 9.2. Section 9.3 addresses the network
architecture for the proposed change detection module. Experiments and results
are discussed in Section 9.4. Finally, a discussion and conclusions on the suitability of the proposed network in the context of change detection are provided in
Section 9.5 and 9.6, respectively.

Related work

Considering the aim of this chapter, this section specifically focuses on change
detection using neural networks. Related work on traditional change detection
techniques has already been discussed in the previous chapters.
Introduction to CNN in change detection
CNNs can be used for change detection in various ways. In the absence of training
data, CNNs pre-trained on the ImageNet dataset [143] may be used for feature
extraction. The Euclidean distance in feature space is then used to generate a difference image, which is shown to outperform handcrafted features [144]. However,
such CNN features were never specifically trained to be well-separable by Euclidean distance, which may limit change detection accuracy. Furthermore, most
existing work employ either VGG-16 [145] or Alexnet [146] for feature extraction.
VGG-16 is computationally expensive, which prevents real-time performance on
high-resolution images. Alexnet has relatively poor detection performance compared to current state-of-the-art networks. Moreover, preliminary experiments
have shown that pre-trained feature extractors are not suited for the complex
outdoor scenes in our dataset, due to their poor performance.
Instead of using a pre-trained feature extraction network, it is also possible to
learn the important features per image at test time, by using auto-encoders [147]–
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[149]. However, this approach is too slow for real-time performance, requiring
minutes of processing time per image.
If training data is available, supervised networks can be used to learn change
detection features directly from the training data, such as done in [138], [150],
[151]. However, none of these use pre-trained weights to initialize their networks,
even though it has a proven value for classification and object detection tasks,
especially when only a limited amount of annotated data is available [152]. Due
to the relatively small size of our dataset, pre-trained weights are essential.

Chapter 9

Algorithmic components for change detection using CNN
Since the existing change detection networks are not directly suited for the use case
at hand, i.e. ground-based small-object change detection, we prefer constructing a
network from more basic components, combining and relying upon techniques
that have been proven to work well in other computer vision tasks, specifically in
the field of (1) classification, (2) semantic segmentation and (3) patch matching.
Classification: Canziani et al. [153] provide an overview of speed considerations
for recent popular classification networks. This overview supports a base network
choice that operates in real time. It shows that especially ResNet variants [154]
offer a high performance for relatively low computational cost. Deeper networks
generally do not improve the detection rate of small objects [155], which makes
efficient shallow networks especially viable for the use case at hand.
Segmentation: Change detection requires creating a pixel-level prediction based
on image data, which makes it closely related to the field of semantic segmentation.
Recent work focuses on segmentation networks that can operate in real time, e.g.
ERFNet [156], which achieves surprisingly good performance compared to stateof-the-art expensive semantic segmentation networks.
Patch matching: Patch matching is closely related to change detection, as it
compares two patches and determines their similarity score. In general, three
main architectural options exist for patch matching: Siamese, Pseudo-Siamese
and stacked (or ‘2-channel’) networks [157]. Both Siamese and Pseudo-Siamese
networks consist of two branches that each take an image patch as input, where
Siamese networks exploit the extra assumption that the order of the two input
images does not influence the change detection result (symmetric data). Stacked
networks process image patches jointly as a single 6-channel ‘image’, and is the
most flexible architecture.
Combined approach
Based on the aforementioned considerations, we combine a Siamese network
with concepts from semantic segmentation and an efficient ResNet base network,
which enables the network to perform pixel-level change detection in real time.
We specifically choose a Siamese architecture, because this allows the reuse of
pre-trained weights and because there is no reason to assume that the order of
the two images matters between live and historical recordings. Moreover, the
increased flexibility of Pseudo-Siamese or stacked networks would increase the
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risk of overfitting on the small dataset at hand.

9.3

Change detection network architecture

This section introduces the proposed Efficient Change Detection Network (ECDNet) architecture for real-time ground-based change detection between aligned
images. The network consists of a Siamese encoder-decoder architecture, as shown
in Fig. 9.3. The diagram portrays all feature maps with their corresponding resolution and layer depths (number of used filters in that layer) of both the encoder
and decoder.
This section first elaborates on achieving efficient pixel-level features through
a selective choice of encoder and decoder blocks in Section 9.3.1. Second, the basic
network is made suitable for pixel-level change detection, including the definition
of an appropriate loss function (Section 9.3.2). Third, a post-processing operation
is proposed in Section 9.3.3 to suppress invalid detections, which is uniquely
coupled to the proposed network architecture.
1920x1440x3

1920x1440x16
960x720x16

960x720x64
480x360x64

480x360x64

240x180x128
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120x90x256

Loss Block

conv1 pool1 res2a/b res3a res3b
Resnet-18
Encoder

res4a

res4b

ERF up1

ERF up2 deconv

ERF
Decoder

Figure 9.3 — Proposed architecture for change detection (ECDNet). White blocks refer to the
encoder. Colored blocks highlight the decoder, consisting of transposed convolution blocks (blue,
bold) followed by residual blocks (red). Top and bottom networks share parameters, indicated by
vertical lines. The numbers show activation map sizes after each block.
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9.3.1 Achieving efficient pixel-level features
Finding a good trade-off between computation speed, performance and memory
requirement is crucial to allow for real-time processing of high-resolution images
(1920×1440 pixels). The most impactful component for this trade-off is the encoder,
which acts as a feature extractor. The choice of the decoder network has less impact,
which up-samples the features back to the original image resolution.
Encoder network
Due to the small dataset at hand, only networks with pre-trained ImageNet
weights are considered. Out of this set, the ResNet-18-based encoder architecture
is chosen, based on the accuracy versus speed trade-off analysis from [153]. Indeed, as will be shown in Figure 9.4 of our verification experiment in Section 9.4.4,
ResNet-18 yields the highest F1 score for the real-time capable ResNet variants.
Furthermore, ResNet-18 has a relatively low memory requirement. In the proposed architecture, ResNet-18 is cut-off after the fourth residual block. This choice
enables the detection of small objects, which may otherwise vanish due to excessive down-sampling by the fifth residual block and the convolutional [158] fully
connected layers.
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Decoder network
A decoder is employed to expand the down-sampled encoder features back to
pixel-level features, similar to ENet [159], ERFNet [156] and LinkNet [160]. In
this work, the decoder from ERFNet [156] is adopted. This decoder is chosen
for its simplified one-dimensional (1D) residual blocks, which split the residual
blocks into multiple 1D convolutions for faster processing at the cost of additional
memory, i.e. twice as many intermediate feature maps need to be stored. By
employing an asymmetrical network, where the decoder has fewer filters than
the encoder, the speed is further improved at a the expensive of a relatively small
decrease in accuracy.
9.3.2 Extending the network for change detection
In traditional change detection, two images need to be compared to each other. A
change detection network therefore requires either two networks, where the outputs are compared (Siamese architecture), or a network with two inputs (stacked
architecture). As discussed in Section 9.2, the stacked network offers more flexibility, but does not allow for the use of pre-trained Imagenet weights. As the
input dimensionality increases from a 3-channel to a 6-channel input, the pretrained weights are no longer valid, requiring to train the network from scratch.
Considering the limited availability of training data, training from scratch is not
recommended. The Siamese network architecture does allow for the reuse of
pre-trained weights (as initial values), making it better suited for the task at hand.
Siamese networks consist of two separate branches with shared weights, one
branch for each image (Figure 9.3). This resembles the concept of image descriptors, where the same descriptor is employed for both branches. In contrast to
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a fixed descriptor, such as SIFT[35], the network learns the descriptor based on
training data. In combination with the encoder-decoder architecture, the Siamese
network enables pixel-level change detection. In contrast to pre-trained network
features, the network optimizes the Euclidean distance separability between outputs, provided that the proper loss function is employed.
Modified double-margin contrastive loss function
A loss function computes how well the network output resembles the desired
output. This function is essential to update the learned parameters based on
training data. The contrastive loss, which has been proven effective in patch
matching [161], can be re-defined to pixel-level operation to make it suited for
change detection, similar to [150]. This loss function optimizes the Euclidean
distance separability between changed and unchanged pixels and thereby enables
the network to better distinguish between these two classes.
Let X1 and X2 denote two aligned images provided as input to the network
and GW (X1 ) and GW (X2 ) the corresponding outputs of the separate Siamese
network branches. The parameterized distance function DW to be learned is then
defined as the Euclidean distance between the outputs as follows
(9.1)

Here, W refers to the learnable network parameters and ||· ||2 refers to the L2
norm over channel dimensions. The result of DW (X1 , X2 ) is a single-channel
output image, which can be viewed as a simple 2D difference image. For simplification, we will use the notation D to denote DW (X1 , X2 ). The difference D can
be thresholded by some threshold τ to generate a binary change mask.
The contrastive loss from [161] can then be re-defined to a pixel-level operation
to make it better suited for change detection, similar to [150]. The pixel-level
contrastive loss L(W) for an image batch size of P is then defined as a sum over
pixel coordinates (i, j) as follows
L(W) =

P

1 X
L W, (Y, X1 , X2 )(k)
P

(9.2)

P
1 XX
(k)
(k)
(k)
(k)
(1 − Yi,j )(Di,j )2 + Yi,j max(0, m − Di,j )2 ,
2P
i,j

(9.3)

k=1

=

k=1

where k is the image number in the batch, L(k) is the pixel-level constrastive loss
(k)
of the k-th image in the batch, Yi,j is the pixel label of the k-th image at position
(i, j), with zero indicating no change and unity denoting change. The parameter
m > 0 is the margin parameter beyond which changed pixels no longer influence
the loss [161]. The margin parameter m can be chosen arbitrarily, as the network
will accommodate itself to the margin [162].
The above-defined regular contrastive loss suffers from three problems. First,
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DW (X1 , X2 ) = kGW (X1 ) − GW (X2 )k2 .
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as images cannot be matched perfectly, e.g. due to differing occlusion under
different viewpoints, aligned images will have unmatched pixels. These pixels
(k)
should receive a ‘don’t care’ label Yi,j = 2. The loss function is altered such
that pixels with this label do not contribute to the loss, regardless of the value of
(k)
Di,j , which is a simple masking operation on the per-pixel loss with valid mask
(k)

(k)

Mi,j = (Yi,j 6= 2). The total loss is normalized to the number of valid pixels, to
ensure that it does not depend on the number of ‘don’t care’ pixels and the input
resolution.
Second, our dataset is severely imbalanced, where less than 1 out of 5,000 pixels
is a change pixel, hence class balancing is crucial. Class balancing is implemented
as average frequency balancing on a per-image basis. To be partially invariant to
object size, the balancing weights are computed per image, instead of over the
entire training set. This results in balancing weights wC , where C = 1 for changed
pixels and C = 0 for unchanged pixels, which assign weights to the individual
(k)
loss terms by the inverse of the frequency of these pixels (fC ) as
(k)

wC =

K
(k)
fC

0.5

=
+

1
N

(k)
i,j (Yi,j

P

≡ C)

,

(9.4)

(k)
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where N is the number of valid pixels (Mi,j ≡ 1), K is a constant to avoid balancing for a perfectly balanced dataset (0.5 for 2 classes) and  is a small constant to
prevent division by zero.
Third, the margin only affects changed pixels. Unchanged pixels contribute to
the loss, even if their distance is already close to zero. This can lead to deteriorated
performance, as has been shown for patch matching networks by Lin et al. [163].
Because of this behavior, they propose a double-margin contrastive loss, which
adds an additional margin to the left side of the loss equation. In contrast to [163],
we leave the squaring operations at the same positions as in the regular contrastive
loss. This slightly increases computation time, but prevents non-differentiable
points and non-convexity in the loss graph. The final loss function now becomes
as follows:
L(W) =

P
1 X X (k) 
(k)
(k)
(k)
Mi,j (1 − Yi,j )w0 max(0, (Di,j ) − m1 )2
2P N
k=1 i,j

(k) (k)
(k)
+Yi,j w1 max(0, m2 − Di,j )2 ,

(9.5)
(9.6)

which shows two separate parts with their own balancing weights. The first part
corresponds to the changed pixels and the second part represents the unchanged
pixels. The second margin ensures that unchanged pixels are no longer forced
to zero distance and the resulting loss function is smooth and convex. Thereby,
we have obtained a pixel-level loss function that is robust to unmatched pixels,
unbalanced data, where unchanged pixels with near-zero distance no longer lead
to deteriorated performance. The effect of the proposed loss is evaluated in Sec198
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9.3.3 Post-processing
To enable the system to distinguish between changes that may pose a threat and
those that are not of interest, an additional post-processing algorithm is introduced
that exploits information already available in the network. More precisely, changes
corresponding to objects added to the scene may denote the placement of an IED,
while objects that have disappeared from a scene do not pose a risk, and therefore
should not be detected.
The network architecture is able to distinguish between changes corresponding to objects added to or removed from a scene, even though this information
was not annotated in the training data. The assumption is that a single Siamese
network branch learns a low-magnitude response for uninteresting areas and a
high-magnitude response for potential suspicious changes (a sort of ‘anomaly’ or
‘objectness’ score). Then, if ||GW (X1 )||2 > ||GW (X2 )||2 , at some position (i, j),
the change pixel will have been caused by strong features in the live frame that
were not present in the reference. Network responses for which this does not
hold can be suppressed, since objects that have been removed from the scene are
typically not of interest in the context of C-IED.
In the special case where an object has been replaced by a different object, the
relative feature map magnitudes are no longer informative. To prevent filtering
out such ‘replaced’ objects, all pixels of the live frame that have sufficient response
by themselves are kept, regardless of the relative magnitude. This results in a
post-processing mask Mpost defined by
Mpost = (||GW (X1 )||2 > ||GW (X2 )||2 ) ∨ (||GW (X1 )||2 > τd ),

(9.7)

where the symbol > is now meant as a per-pixel operator and τd indicates a
threshold to prevent filtering out replaced objects. The final change mask is then
computed as an element-wise matrix multiplication (D Mpost ) > τf , where τf is
chosen to be identical to τd from Equation (9.7). We specifically choose to use the
same threshold for τd as for the creation of the binary change mask (τf ), because
in the most extreme case a value Di.j = τd is caused by ||GW (X1 )||2 = τd and
||GW (X2 )||2 = 0 at position (i, j). Hence, identical thresholds guarantee that all
changes caused by the live frame are preserved.
Considering that the same thresholds are employed, the post-processing mask
Mpost can be simplified (indicated by the ’ symbol) as follows
M0 post = ||GW (X1 )||2 > D,

(9.8)

where the symbol > again denotes a per-pixel operator. Although this does not
result in the same (original) Mpost , it does result in the same binary change mask
as when thresholding would have been applied after multiplication by the post199
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processing mask Mpost . This way, the expensive 1920 × 1440 × 16-sized L2 norm
computation for ||GW (X2 )||2 is avoided (D is already available in the output of
the network).
In its simplified form, M0 post ensures that a change is only accepted if it (likely)
corresponds to an object in the live image, while changes caused by disappeared
objects are rejected. This filtering significantly reduces the false alarm rate of the
system.

9.4

Experiments and results

The experimental validation of this chapter is twofold, containing both validation
experiments, where we evaluate our design choices, and actual change detection
system-performance experiments. This results in a total of four experiments. First,
the impact of the architectural choices for the encoder and decoder of the network
are evaluated in Section 9.4.4. Second, the impact of the proposed changes on
the loss function is evaluated in Section 9.4.5. Third, a comparison to state-of-theart methods is presented in Section 9.4.6. Finally, in Section 9.4.7, an additional
experiment is performed to better understand the network behavior.

Chapter 9

9.4.1 Experimental setup and data
All networks are implemented in the Caffe framework [164] and the reported
test times are achieved on a GTX1080Ti GPU. The analysis is based on four pairs
of videos (1,882 image pairs), with a resolution of 1920×1440 pixels, captured in
forest-like environments (see Figure 9.1). First, videos of the environment were
recorded prior to the placement of test objects, which resulted in the historical
reference images. Next, several changes were made to the environment, such as
the placement of physical objects. Finally, the live videos were acquired after the
changes were planted. The 57 unique test objects contained in these videos consist
of, amongst others, colored blocks, bottles, rope, and a large tree trunk, which
serve as the changes to be detected.
The proposed network replaces the 2D change detection module from Figure 9.2, hence its input images have already been registered. However, contrary to
the previous chapter, the optical flow refinement (Section 5.3.4) is omitted, since
the proposed network has learned to be robust to minor misregistrations. Pixels
that could not be matched, i.e. for which no registered historical data are available,
are masked out as detailed in Section 9.3.2. The pixel-level annotated train/validation dataset is split randomly into a training set (80%) and a validation set
(20%).
A separate dataset consisting of three videos (1,884 image pairs) is employed
to test the system and highlight the strengths and weaknesses of the network.
This involves: (1) a video pair obtained by driving twice the exact same trajectory,
resulting in a pair of videos with practically no alignment errors (‘Test Easy Objects
Small Misalignment’); (2) a video pair with a deliberate 5-meter offset in the
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Characteristic

Value

Driving speed
Resolution
Horizontal Field of View
Evaluation threshold (Jaccard index)
Threshold τd
Evaluation distance
Batch size
Training crops
Test-time crops

5 km/h
1, 920 × 1, 440 pixels
63o
0.1
1.1
60 m
1
512 × 512 pixels
1, 920 × 1, 440 pixels

Number of epochs
Pre-trained weights encoder
Decoder initialization
Adam optimizer
Learning rate
β1
β2


10
ImageNet (ResNet-18)
Xavier initialization
Chapter 9

driving path between live and historical videos, causing larger alignment artifacts
(‘Test Easy Objects Large Misalignment’); (3) a video pair in a dunes environment
instead of a forest environment, which features different objects compared to
the training set (‘Test Hard Objects’). The three test videos contain a total of
50 unique objects. The first (1) and second (2) videos are identical to those used in
Section 8.7.4, while the third video features a terrain that is (far) more challenging
than those employed in the previous chapter.
Table 9.1 summarizes the key parameters of the experimental validation. The
next paragraphs first discuss the network training (for reproducibility) and the
employed performance criteria. Then, each experiment is discussed individually.

10−4
0.900 (Caffe default)
0.999 (Caffe default)
10−8 (Caffe default)

Table 9.1 — Key parameters of the experimental validation and the employed learning parameters
of the network, where boldface parameters denote changes w.r.t. the previous chapter.

9.4.2 Network Training
Both the proposed and all state-of-the-art networks are trained with the dualmargin contrastive loss, as defined in Section 9.3.2. For optimization, the Adam
optimizer [165] with learning rate 10−4 is employed. Parameters β1 , β2 and  of
the Adam optimizer are set to the Caffe defaults depicted in Table 9.1. The encoder
is initialized with ResNet-18 weights pre-trained on ImageNet and the decoder
with Xavier initialization [166]. All networks are trained for 10 epochs.
The batch size is set to unity to allow a large input image resolution. To cope
with limited memory, 512×512-pixel crops are used during training for all network comparisons unless otherwise specified. The crops are chosen such that at
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least one change pixel occurs in each training crop to speed up training. Additionally, on-the-fly data augmentation in the form of random horizontal mirroring is
applied. Batch normalization layers in the encoder are set to update in a movingaverage sense. At test time, the final network can execute on the full resolution
of 1920×1440 pixels, because networks require less memory at inference time, i.e.
when backpropagation is not required.
9.4.3 Performance metrics
The effectiveness of change detection (DL) networks is generally reported via the
F1 score or Intersection over Union (Jaccard index), both computed at pixel level.
For fair comparison to the state-of-the-art networks, the pixel F1 score is employed
measured for a set of images, which most networks are designed for. Additionally,
object F1 scores are reported, based on the number of objects detected occurring in
the same set of images. The latter is more relevant in the context of IED detection,
since it is important to find all objects without being biased towards larger objects.
The F1 score is computed by
F1 =

2 · Precision · Recall
,
Precision + Recall

(9.9)

where Recall is the fraction of real pixel/object changes that is correctly detected
and Precision is the fraction of the total pixel/object detections that is correct.
Similar to the previous chapter, a detection is considered a True Positive (correct)
if its Intersection over Union with the ground-truth annotation is larger than 0.1.
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9.4.4 Validation of encoder and decoder choice
There are three main choices that affect the speed and performance of the network,
in descending order of importance: the choice of the encoder network, the cutoff point of the encoder, and the choice of the decoder network. To achieve an
extensive trade-off analysis, a parameter sweep over all combinations of these
three architectural choices is performed.
For the encoder, both deeper and shallower networks than the theoretically
attractive ResNet-18 are tested: ResNet-10, ResNet-18, ResNet-50, ResNet-101,
ResNet-152. Next, each point immediately after a residual block of the ResNet
architecture is considered as a cut-off point. Only two decoder options are investigated, the entire ERFNet decoder and a simple bi-linear upsampler.
The results of the parameter sweep are shown in Fig. 9.4. Several interesting interpretations can be made from Fig. 9.4. First, deeper networks do not necessarily
perform better on our dataset, likely because of both the small size of the objects
and the small number of images in the dataset. Second, the deepest networks
(those whose timings do not fit on the axes in Fig. 9.4) also require smaller training
crops to fit in memory. This causes them to derive less context during training,
which could decrease their performance. However, when the same block-wise
processing is applied to the ResNet-10 or ResNet-18 networks, their F1 scores only
reduce by 0.1%. Therefore, we assume that block-based processing primarily ef202
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Object F1 score

fects execution time in a negative way. Third, the inclusion of the ERFNet decoder
blocks improves performance in all cases over a regular bi-linear up-sampler. Finally, the arrow in Figure 9.4 indicates the best performing architecture that is also
selected.

9.4.5 Validation of the employed loss function
The effectiveness of the proposed alterations to the contrastive loss is evaluated
in an ablation study. The results are portrayed by Table 9.2, which shows that
class balancing is crucial for good performance. At first glance, it appears that
disabling ‘don’t care’ masking slightly improves performance, albeit by less than
one standard deviation. However, such disabling of the ‘don’t care’ masking slows
training convergence by almost a factor two, hence enabling it still results in a valid
improvement. The double-margin addition achieves no obvious gain. Thus, in a
pixel-level change detection setting, the singularity problem as mentioned in [163],
has apparently little influence, probably due to the large number of different
background pixels in the dataset. Hence, by Occam’s razor, maintaining a single
margin is the best solution with fewer parameters.
Next, the proposed contrastive loss is compared with the commonly used
softmax cross-entropy loss (with class balancing and masking), of which Table 9.2
shows the results. As expected, the contrastive loss is more powerful for the
current architecture.
9.4.6 Final test results: comparison to the state-of-the-art
For a final performance evaluation, the proposed change detection network is
both compared to the system from Chapter 8 and to two state-of-the-art CNNs:
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Figure 9.4 — Performance comparison of architectural choices of the encoder (marker color),
encoder cut-off point (marker shape), and decoder (marker fill). The final network is indicated by an
arrow. Missing markers mean that the specific architectures did not converge.
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Loss Function Comparisons

Object F1
Validation

Object F1
Test

Baseline: Proposed contrastive loss
- no class balancing
- no ‘don‘t care’ masking
- no double margin
Softmax cross-entropy loss

0.67
0.22
0.69
0.67
0.49

0.60
0.17
0.60
0.60
0.29

Table 9.2 — Ablation study of the modified contrastive loss function.
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(1) CDNet by Sakurada et al. [151], which is a stacked CNN architecture, and (2) a
Siamese network by Zhan et al. [150], who present the only other Siamese change
detection architecture. The system comparisons are not straightforward and need
further explanation, which is given below.
The prototype system from Chapter 8: This method consists of adaptive differencing and thresholding in YUV color space. Input to the change detection algorithm
are the live and registered historical images, which are aligned through the 2.5D
hierarchical alignment procedure discussed in Chapters 5, 7 and 8, including the
registration refinement from Section 5.3.4. It should be noted that the current
dataset is considerably more challenging than those used in the previous chapters, i.e. the current dataset has been composed to focus on the limitations of the
prototype system. Therefore, the accuracy become lower than presented in the
previous chapters.
Zhan’s Siamese Network: The network from [150] is implemented and altered to
improve its performance on the employed dataset. To enable a fair comparison, the
improved contrastive loss with class balancing and ‘don’t care’ handling is used,
similar to the proposed network. Furthermore, network parameters are tuned to
the dataset. Zhan’s network also results in noise pixels in the change map, which
are removed by an additional morphological filtering step.
Sakurada’s CDNet: CDNet [151] is implemented without the additional optical
flow input, which according to the authors, should only affect performance by
a few percent. The following additional processing assumptions are made for
parameters not explicitly mentioned in [151]: concatenate-skip connections, ReLU
in decoder, convolution padding to maintain the feature map size, dropout parameters and the Adam optimizer [165], of which the latter two are implemented with
default parameter settings. Furthermore, to achieve good results on our dataset,
the following additions are required: morphological filtering, replacement of the
L1 loss by the softmax loss, removal of the deepest three layers and training for
four times as many epochs.
The resulting F1 scores and execution speeds in frames per second (fps) are
shown in Fig. 9.5. The error bars indicate standard deviations for fivefold crossvalidation. The proposed approach outperforms all earlier work in terms of F1
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(6.7 fps)

Ours: ECDNET
(6.7 fps)

(11.1 fps)

Wouw: YUV+optical flow

(11.1 fps)

(2.4 fps)

Zhan: Siamese Net

(2.4 fps)

Zhan: Siamese Net

(1.4 fps)

Sakurada: CDNet

(1.4 fps)

Sakurada: CDNet
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Figure 9.5 — F1 scores and execution speed of the proposed network versus state-of-the-art methods, when applied to the validation dataset and sorted by
speed. *Execution times for Zhan and Sakurada are computed using overlapping 1024×1024-pixel blocks due to memory constraints. With sufficient memory,
the fps values would increase to 3.7 and 2.2, respectively.

Ours: ECDNET

Wouw: YUV+optical flow
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score, while having a smaller computational cost than other CNN approaches.
Both Zhan’s and Sakurada’s networks perform poorly under large misalignment errors, due to the vast numbers of false positives. In contrast, the proposed
network performance is not strongly affected by alignment errors, since a single
network branch approximately falls back to being an ‘objectness’ detector if the
misalignment is large (see also Section 9.4.7). For example, neither grass nor roads
result in ‘objectness’, hence poor alignment that causes these two regions to be
compared, does not result in false positives in the proposed network. A more
in-depth investigation of this ‘objectness’ aspect is described in Section 9.4.7.
The pixel F1 score of the proposed network on the ‘Hard Objects’ video is
similar to Zhan’s and Sakurada’s networks, because our network has difficulty
in finding all pixels of a large change. This means the proposed network likely
contains less scale invariance than Sakurada’s and Zhan’s. The pixel F1 scores of
their networks on the ‘Hard Objects’ video are high, due to a few well-detected
large objects. Generally, Sakurada’s network is better at finding an accurate object outline, while the proposed network is better at finding objects as blobs, not
necessarily with an accurate outline.
Finally, the main difference in F1 score between our network and Sakurada’s
is caused by our higher precision, e.g. fewer false alarms. This can be explained
by the similarity of our network with an ‘objectness’ detector, which easily rejects
non-object like false detections. This is explained in more detail in the next section.
Considering only recall, Sakurada’s network performs nearly identically to our
network.

Chapter 9

9.4.7 Reflection: Are we just detecting objects?
As observed in Section 9.4.6, the proposed network achieves good detection results
combined with a low false alarm rate. It is also observed that very few false alarms
are found on dirt or grass areas, which occur frequently in the dataset at hand.
This could mean that the proposed network takes into account the ’objectness’ of a
change, or the likelihood that a group of pixels does not belong to its environment
(anomaly). This is further discussed in this section.
Next to its use as a change detection network, it is possible to use only a single
branch of the network and ignore the output of the other, resulting in ’a type of’
object detector. Comparing the outputs of the network as an object detector versus
the outputs obtained in change detection mode, shows that the change detection
mode achieves higher object F1 scores than pure object detection by as little as 5%
for the ‘Large Misalignment’ video, up to as much as 21% for the ‘Hard Objects’
test video.
Manual inspection of the false positives shows that they are primarily caused
by non-objects, yet visually resembling objects in either the live or reference frames,
but not in both. Furthermore, certain shapes of hard-shadow edges are sometimes
resulting in false positives, though the network is generally robust to lighting
differences and shadows. These results appear to confirm our suspicion that the
network has primarily learned to be an ‘objectness’ detector that simply compares
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the ‘objectness’ score between two images to determine changes. This also explains the robustness of the system to most dynamic backgrounds. A significant
disadvantage to change detection based on ‘objectness’ is that an object that is
replaced by a different, yet same-sized object, may not be visible in the difference
map D. This can be handled similarly to our post-processing stage (Equation (9.7)
and Equation (9.8)), where detections with sufficient activation scores could be
treated as potential detection that need to be further analyzed. Such an alternative
solution to this issue is further addressed in the next section.

Discussion

Despite its good performance on our dataset, the trained network has several
limitations.
A. Objectness detector: The network is closer to an object(ness) detector than
a pure change detector, albeit optimized for change detection. The decision for
change seems to be mostly based on ‘objectness’. This causes the network to fail in
recognizing a change when an object is replaced by another different object, since
both objects will have a high ‘objectness’ score. The network has never learned
to check if this object is in fact the same object, because this type of ’replaced
objects’ are not present in the training set. Although a quick experiment with
(simulated) replaced objects does indicate that the network might be able to learn
these changes, when supplied with enough representative training data, this is
not considered further in this work.
B. Replaced objects: To prevent from accidentally rejecting replaced objects, and
in the absence of additional training data for learning and specifically recognizing
such replaced objects, the post-processing in Section 9.3.3 introduces an additional
metric, where changes with sufficient activations in the live images are always
accepted. However, the system may benefit from additional (traditional) computer
vision algorithms, to enable the system to better distinguish between replaced
objects and false alarms. Whenever both the ||GW (X1 )||2 and ||GW (X2 )||2 are
high, i.e. both the live and historical image patches show high ’objectness’, a
similarity score by means of template matching could be computed between the
historical and live image area to determine if it is in fact the same object. This score
could act as a verification, where a low similarity score could denote a replaced
object and thus an actual change.
The second limitation of the current work is a biased dataset. Almost all objects in the dataset are non-natural objects that normally not belong in the scene.
However, this is not necessarily the case for general IED markers in practice. It
is unlikely that the trained network will perform well on more natural changes,
as the current ground-truth annotations mark all natural changes as ‘no change’,
which means the network learns to suppress them actively. Future work should
investigate this hypothesis and extend the dataset with natural objects.
C. Generalization: Additional experiments show that when the test data increasingly deviates from the training data, the performance difference between the
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baseline method (Chapter 8) and the proposed neural network becomes smaller.
This means that representative training data is crucial and that the traditional
system from Chapter 8 still has inherent robustness and should therefore not be
omitted.
D. Augmenting training data with depth: The proposed neural network does not
yet take into account any depth information from the stereo-camera setup. The
current depth maps are represented by 16-bit values. Including these in the training requires switching from efficient 8-bit representation to 32-bit floating-point
representation, even for RGB channels (drawback of Lightning Memory Mapped
Database, employed by Caffe). This causes a substantial increase in database size,
no longer fitting in our SSD, thereby slowing down training significantly (from a
few hours to multiple days). Preliminary experiments with this and an alternative
approach, where the 16-bit maps were split into two 8-bit channels, did not yield
a performance gain. Therefore, this was not further investigated in this work.
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The objective of this chapter is the evaluation of ground-based change detection
through Deep Learning. A second objective of this chapter is to evaluate whether
the resulting approach is sufficiently accurate to replace the traditional 2D change
detection module from Chapter 8. For this purpose, a neural network architecture is proposed for object-like real-time change detection from high-resolution
ground-based vehicle imagery. These investigations include the following contributions. First, an efficient Siamese encoder-decoder network is designed based on
ResNet-18 and ERFNet, which significantly outperforms state-of-the-art change
detection networks for detecting indicators of IEDs. The ResNet-18 encoder is cutoff after the 4th residual block, to ensure that sufficiently small changes can still be
detected. In fact, the proposed network is to our knowledge the first CNN-based
real-time change detection system capable of finding changes as small as 0.0014 m3
from a moving vehicle. Second, the contrastive loss function is upgraded with a
dual margin, class-balancing weights and ‘don’t care’–label processing. Third, a
post-processing algorithm is introduced to prevent false alarms caused by disappeared objects, which are not considered a threat.
Experimental results show that for small-object change detection, the proposed
network outperforms the state-of-the-art work considerably on the challenging
datasets at hand, both in terms of pixel F1 scores and object F1 scores. Furthermore, the network is only slightly slower than a non-CNN baseline approach and
more than a factor two faster than other CNN approaches. Whereas some of the
proposed improvements to the contrastive loss are powerful, the addition of the
second (dual) margin is ineffective for change detection. Since the single-margin
loss is both simpler and achieves equal results (for pixel and object F1 scores), we
recommend employing a single margin.
Although the proposed system outperforms the ’traditional’ system from
Chapter 8 when applied under challenging recording conditions, its generalization
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is still insufficient to completely replace the traditional 2D change detection, where
the detection performance drops when test objects differ too much from the objects
in the training set. The traditional system is not affected by such dependency on a
training set and shows an inherent robustness on this aspect. Future work should
focus on expanding the dataset, either with real acquisitions, or by augmenting it
with artificial data, as well as further investigating the generalization to natural
objects.
Overall, we conclude that the application of deep learning for roadside IED
detection can significantly improve the robustness of existing Counter-IED change
detection systems, as long as representative training data is available. A visual
example of the change detection capabilities of the system are presented in Figure A.2 in Appendix A.
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Conclusion

Conclusions of the individual chapters

This thesis has investigated the application of change detection in the context
of early warning of Improvised Explosive Devices (IEDs). Several contributions
have been presented, such as contributions to the development of an operational
change detection system, large-baseline scene registration, robustness and reliability improvements under realistic operational conditions and the real-time
design of such an advanced image processing system. This concluding chapter
will first summarize the most important findings of each chapter, after which it
continues with addressing the posed research questions. Finally, a short outlook
on automated detection of (indicators of) IEDs based on visual sensors is provided.
Chapter 2 has presented a formal definition of change detection and has introduced the four common processing steps of a generic change detection system:
image registration, image pre-processing, change mask generation and change
mask refinement. The chapter has also provided a brief introduction on the pinhole
camera model, homogeneous coordinates, homography transformations, binocular disparity and feature matching. Most importantly, the chapter concludes that
no gold standard change detection solution exists and that the (algorithm) design
of a change detection system strongly depends on its application scenario.
Chapter 3 has demonstrated that finding arbitrary changes using an automated real-time image analysis chain, is feasible. Real-time operation of approximately 4.9 frames per second is obtained by exploiting data parallelism and by
mapping the most time-consuming processing steps onto a GPU. Although the
monocular prototype system is able to detect all high-contrast test objects of
9 × 9 × 9 cm3 at a 40-m distance, the monocular system is not sufficiently robust
to low-contrast objects and to viewpoint differences between images captured
during different patrols.
Chapter 4 has extended the monocular change detection system with a stereo
camera. Three depth extensions are introduced, each addressing a specific challenge of the monocular system. The first extension uses 3D geometry to compute
a ground-plane specific homography transformation. The second extension rejects
above-ground changes, as registration (in this chapter) is restricted to the ground
plane. The third extension rejects changes caused by lighting differences, such as
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apparent changes due to shadows. Given the strong reduction of false alarms and
the improved detection rate, it is concluded that exploiting scene geometry using
a stereo camera, offers an interesting solution to improve the operational detection
capabilities of a Counter-IED (C-IED) change detection system. Nevertheless, it is
concluded that the employed registration in this chapter is not sufficiently robust,
particularly to viewpoint differences.
Chapter 5 has introduced a novel registration approach to improve the robustness of the change detection system to viewpoint differences. This novel 2.5D
hierarchical alignment involves generating a synthesized view of the historical
scene, as if it would be observed by the live camera. The algorithm comprises
several processing steps, such as estimating the 3D-pose difference, creating a textured model, then rendering the model to a different viewpoint and finally a local
registration refinement. The novel registration approach significantly improves
the robustness of the change detection system to viewpoint changes, where the
change detection system now supports lateral displacements up to 2.5 m, instead
of the 0.5 m from the preceding chapter. Finally, further improvements in the pose
estimation are identified, which are addressed in the next chapter.
Chapter 6 has presented a solution that improves the accuracy and robustness
of estimating the 3D transformation between two views, featuring three key differences w.r.t. the registration method from Chapter 5. First, view synthesis is applied
to cancel perspective distortions on the ground surface, thereby improving feature
matching in this region. Second, the minimization of the re-projection distance
during viewpoint registration, instead of using a 3D Euclidean distance, reduces
the disturbances caused by inaccuracies in the 3D data. Third, the combination
of ground and non-ground segmentation is exploited to separate feature matching for these areas, which improves the robustness of the features. The resulting
method of estimating the transformation significantly extends the operational
range of the mobile registration system, by increasing the robustness to lateral
displacements from 2.5 m (Chapter 5) to more than 5 m. Since registration (in this
chapter) is still limited to the (non-linear) ground surface, it is concluded that
an enhanced scene model should be incorporated to also enable above-ground
change detection.
Chapter 7 has extended the historical 3D-scene model to (nearly) the full scene,
such that registration is no longer limited to the ground surface only. For this purpose, a Diorama-box model is introduced, which combines the non-linear ground
surface model from Chapter 5 with the flattened 3D-obstacle models provided
by the Stixel World algorithm. The model consistency is improved in three ways.
First, stixel slanting orientations are assigned to each 3D stixel, enabling them to
better approximate slanted surfaces. Second, gaps caused by 3D discrepancies
between adjacent 3D stixels in the (textured) model are filled by interpolating in
between those stixels. Third, background pixels that are (incorrectly) assigned to
a stixel are removed from the model. With the aforementioned improvements, the
registration using the novel 3D scene model is accurate up to displacements of approximately 4 meters. Moreover,the improved scene model significantly extends
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the operational range of the change detection system, which now covers (almost)
the full 3D scene, thereby enabling both on-ground and above-ground detection
of IEDs and their indicators.
Chapter 8 has elaborated on the development, analysis and demonstration of
our final prototype system, which incorporates the contributions of the preceding
chapters. It extends the monocular change detection prototype from Chapter 3
with a stereo camera and the registration approach from Chapter 5, using the
improvements discussed in Chapters 6 and 7. Furthermore, additional spatiotemporal filters are introduced to further reduce the false alarm rate. During
the experiments, a low false alarm rate of approximately one unique false alarm
per 20 seconds is encountered, where recommendations are provided to further
decrease the number of alarms. Aside from the system design and validation,
the real-time design (choices) of such an advanced image processing system are
also discussed. The key for obtaining real-time processing resides in a selective
separation of on-line and off-line processing tasks and a proper distribution of the
involved processing over the available CPU cores and GPUs. This way, a real-time
operation of 3.5 frames per second is achieved. The resulting system is able to
detect all ‘unknown’ test objects and/or changes with at least medium contrast in
the environment.
Chapter 9 has provided a first experiment on ground-based change detection by means of deep learning. For this purpose, an Efficient Change Detection
Network (ECDNet) is introduced, which is an efficient Siamese encoder-decoder
network based on ResNet-18 and ERFNet. To the best of our knowledge, this is
the first published change detection network capable of finding arbitrary changes
as small as 0.0014 m3 from a moving vehicle in real time. The Siamese architecture
is further exploited to distinguish between newly appeared and disappeared objects, where the latter are not considered a threat in the context of early warning.
Overall, it is concluded that the application of deep learning for IED detection can
significantly improve the robustness of existing C-IED change detection systems,
as long as representative training data is available. However, in its current state
with the limited amount of training data, its generalization capability is still insufficient to completely replace the traditional 2D change detection method from
Chapter 8.

10.2

Discussion on the research questions

The proposed methods and solutions are now evaluated with respect to the research questions, as formulated in Section 1.6.
RQ1: Development of a generic image processing chain that is capable of
finding arbitrary changes
RQ1a: What hardware components are required for such a change detection system?
In general, a change detection system comprises a (1) high-quality camera and
a (2) processing system. Chapters 3 and 4 extend this list with hardware compo213
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nents which are required for a vehicle-mounted real-time change detection system.
These additions involve (3) a GPS/INS, (4) an interactive display and (5) a mobile
power supply. Furthermore, the monocular camera should be replaced by a stereo
camera for improved registration accuracy. Items (1) to (3) are required to find
changes, while (4) and (5) enable the system to be employed in a C-IED scenario.
The stereo camera should employ a global shutter to prevent loss of camera
calibration due to non-linear effects, such as ‘wobbling’, when capturing images
during movement. Furthermore, the camera should have a minimum resolution
of 1920 × 1440 pixels, which is the maximum processing resolution throughout
this thesis. The processing system requires at least a 3-GHz hexa-core CPU and
two GTX 1080TI GPUs. A GPS/INS positioning system with a positional accuracy
of up to 25 cm and heading accuracy of 5o , is sufficiently accurate to enable an
efficient retrieval of historical images with similar viewpoints. The display for
showing results should be mounted in the vehicle and provide at least full-HD
resolution. An interactive touch screen is recommended for C-IED scenarios, such
that the military operator can quickly evaluate potential threats. Finally, the mobile power supply is only required for the current prototype. We expect that future
algorithm optimizations and efficiency improvements of computing hardware
will enable real-time execution on a smaller platform with much lower power
consumption. At that point, a separate generator is no longer required.
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RQ1b: What algorithm processing blocks constitute a change detection system?
The minimal required processing tasks for a generic change detection system
(Chapter 2) consist of (1) image registration, (2) image pre-processing, (3) change
detection and (4) change-mask refinement (false alarm reduction). Chapters 3
and 8 extend this set with additional processing steps and requirements when
considering change detection from a moving vehicle. One of the additional processing tasks is (5) ‘temporal synchronization’, to find the best resembling historical image to compare with the live image. Furhtermore, the image registration
should employ a form of 3D viewpoint synthetization to handle parallax effects,
which are unavoidable for images that are acquired from a moving vehicle. For
this purpose, (6) depth estimation and (7) the construction of a 3D (historical)
scene model are also extra processing tasks, which are crucial to enable accurate
registration. Our Diorama-box model from Chapter 7 in combination with the
2.5D hierarchical alignment from Chapter 5, provide such accurate registration
by means of viewpoint synthetization. It is concluded that change detection from
a ground-based vehicle requires at least the aforementioned seven algorithmicbuilding blocks, where viewpoint synthetization is essential for ground-based
operation.
RQ1c: Is such a system capable of finding (indirect indicators of) IEDs?
Chapter 8 demonstrates the feasibility of finding ‘unknown’ changes in the environment, with inherent robustness to their shape, size and color. By separating the
color and brightness information through a color-space transformation, the color
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RQ2: Registration techniques and their importance for change detection
from a ground-based vehicle
RQ2a: What registration techniques are required for a monocular and binocular system?
Although widely applied, 2D region-based registration approaches, such as optical
flow, are not suited for change detection. Such methods counteract the change detection capabilities, since (by design) pixels corresponding to a change are aligned
with the ‘best resembling’ pixels in the historical view, making it more difficult to
detect such changes. Feature-based (2D) registration techniques are better suited,
which are typically exploited to find a transformation that warps (a single plane
in) an image to the coordinate system of another image. However, it was demonstrated in Chapter 3 that the feature-based registration of the monocular system
was not able to properly register images with practical viewpoint differences. In
the monocular system, parallax limits the transformations to 3D planes, which are
not easily segmented accurately in the 2D images in real time. Whereas registering
images captured from different viewpoints is difficult in 2D, such a viewpoint
difference simplifies to a rigid transformation in 3D space. This motivates the use
of binocular disparity, which facilitates feature-based registration in 3D. Nevertheless, the registered 3D image-point cloud should be projected back to 2D pixels,
to enable 2D change detection (the reason for employing 2D change detection is
detailed in RQ3a). However, using the 3D transformation to directly transform
each pixel separately to another 2D view, causes significant rendering issues, such
as missing data (holes and gaps). Instead, we have the opinion that a form of
3D viewpoint synthetization is required, in which the 3D model of one image
is projected towards the coordinate system of another image. Such viewpoint
synthetization both handles parallax effects (as the alignment is performed in
3D) and prevents holes in the final registered images, since textured surfaces are
projected instead of individual pixels. We conclude that the use of model-based
3D viewpoint synthetization is key to registering images from a moving vehicle.
RQ2b: Can 3D geometry be exploited to improve the 2D registration and how?
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and brightness differences can thus be analyzed separately, where we impose a
higher sensitivity towards color differences. Moreover, the system does not rely
on absolute (contrast) differences, but is based on local area statistics, where the
difference values are expressed in the standard deviation of the area surrounding
the evaluated region. As a result, both high-contrast and medium-contrast objects
can be detected reliably, independent on their position in the environment, as long
as they are in the line of sight. Furthermore, the proposed Diorama-box model
enables both on-ground and above-ground detection with comparable accuracy.
Objects that have low contrast to their surroundings (see Table 8.7) still form a
challenge for a change detection system based on visual images. This cannot be
avoided without the use of additional sensor modalities, or alternatively, to some
extent, by employing deep learning. We conclude that the system is able to detect
both on-ground and above-ground objects, as long as such objects result in visual
changes whose contrast exceeds the contrast variation in their direct surroundings.

10. CONCLUSION
From the previous research question, we adopt that model-based viewpoint synthetization is key to registering images acquired from different viewpoints. For
this purpose, Chapter 5 and Chapter 6 introduce a 2.5D hierarchical alignment,
that ‘synthesizes’ a 2D image of the historical scene, as if it would be observed by
the live camera. This is a four-step approach: (1) a textured 3D historical scene
model is constructed, (2) this model is aligned to the live view using the estimated
3D transformation between the live and historical 3D scene. Then, (3) the registered 3D model is projected back to 2D, after which (4) a 2D registration refinement
is employed to correct for minor inaccuracies in the 3D model. Since the alignment
itself takes place in 3D, parallax effects are handled correctly in the resulting 2D
image. This approach obviously requires depth measurements to be available.
Whereas the binocular depth estimations have insufficient quality to enable ICPlike registration approaches in 3D, the proposed Diorama-box model is inherently
robust to the 3D positioning noise in our 3D estimates. This approach yields a
clear benefit for the change detection system under operational circumstances,
which dominantly improves in robustness for lateral displacement and varying
driving trajectories.
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RQ3: Incorporating depth into the change detection process
RQ3a: Can depth from stereo cameras be used to improve the detection capabilities of the
system, aside from the improved registration?
Our initial expectation was that the additional depth information would improve
the detection capabilities for low-contrast objects, by looking for changes in the
depth map. However, it has been found that the binocular disparity estimates
(forming the point cloud) are insufficiently accurate to find changes in 3D, without a serious amount of false alarms. In general, the average positioning noise in
the Z-component of a 3D point (along the viewing direction), is larger than the
typical depth differences caused by small objects. As a consequence, the objects
of interest cannot be easily distinguished from noise. These large positioning inaccuracies can be observed in Figure 7.6(b), showing a wide spread of 3D points
on a single surface. In order to attempt to remove the aforementioned positioning
noise in the 3D cloud, the depth map in Figure 7.6 is already smoothed with a median filter, which is clearly insufficient to distinguish objects from noise. Further
smoothing of the depth measurements would likely remove the small objects of
interest from the point cloud, thereby leading to missed detections. We conclude
that the available depth data is not suited to (directly) find the areas of change
in a point cloud, without invoking a multitude of false alarms. Nevertheless, the
depth measurements can still be employed as a verification of a change, provided
that the location of the change (in image coordinates) is already known.
RQ3b: What are the limitations of false alarm reduction using a monocular system
and can depth from stereo cameras be used to reduce the false alarm rate of the system?
Both Chapter 4 and Chapter 8 demonstrate that false alarm filtering benefits from
the availability of 3D geometry. In Chapter 4, depth measurements are employed
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RQ4: Dominant system aspects of a change detection system
RQ4a: Is real-time execution of the full image processing chain feasible and what are the
associated design choices?
Real-time execution of the final prototype system has been demonstrated in Chapter 8, where a throughput rate of 3.5 fps was achieved for the full (stereo) change
detection chain, with an acceptable delay of 1.38 s. The key for obtaining real-time
processing resides in (1) a selective separation of on-line and off-line processing
tasks, (2) mapping computationally expensive processing tasks on a GPU and
(3) a proper distribution of all processing tasks over the available CPU cores and
GPUs. A few details on the aforementioned aspects are now provided. The off-line
processing stage involves the more expensive depth refinements and the generation of a historical 3D scene model, which are typically computed overnight.
This way, the pre-computed depth and models can then be directly loaded for
comparison from the database during (future) live processing. The distribution
of processing tasks over the different CPU cores and the two GPUs is based on a
5-stage pipelined design, which is detailed in Figure 8.14 and Table 8.2. By ensuring that the most time-consuming processing tasks execute on separate GPUs and
by balancing the processing load over all 5 pipeline stages, an optimal (real-time)
throughput is obtained. Aside from these key aspects, all algorithms employed
in the change detection system have been specifically designed or selected for
real-time execution, particularly the 2.5D hierarchical alignment.
RQ4b: How can the operational reliability and robustness of the system be ensured?
The prototype change detection system discussed in Chapter 8 is specifically
designed with (future) ground clearance patrols in mind, e.g. to be deployed in
a practical setting. Evidently, the detection capabilities and real-time operation
are essential starting points for reliability and robustness of the system, but these
aspects have been sufficiently addressed in the previous research questions. The
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to distinguish between physical and apparent changes, such as those caused by
strong shadows. Such shadows do not result in depth changes and can thus be
distinguished from physical objects. This enables the system to suppress false
alarms due to abrupt lighting changes. However, it is mentioned here that this
filtering technique is no longer employed in Chapter 8, since digging tracks also
do not result in depth changes. Nevertheless, this filtering technique is valuable
when we are only interested in changes with a physical volume, such as is the
case in urban planning scenarios. Chapter 8 describes false alarm reduction based
on (approximate) 3D object size, taking into account that, for example, an object
of 10 pixels at 50-m distance could be a threat, while an object of 10 pixels at 4-m
distance is too small to be of interest. Moreover, Chapter 8 also uses the depth
measurements to restrict change detection to the supported range of the system,
as potential threats that are too far away, will eventually come into the operational
range of the system. These filtering steps have significantly reduced the false alarm
rate, demonstrating that false alarm reduction benefits from depth estimates, such
as acquired from binocular disparity.

10. CONCLUSION
following additional system aspects are essential to robust and reliable operational
deployment: (1) realize a safe stand-off distance from an IED, (2) ensure a low false
alarm rate, (3) create robustness to varying recording conditions and (4) provide
a clear and intuitive user interface. Each of the four aspects is a critical system
aspect that contributes to reliable operation.
1. Facilitate a safe stand-off distance from an IED:
Chapter 8 concludes that the detection capability for high-contrast objects
already satisfies the minimum detection distance of 33 m, enabling a safe
stand-off distance. In general, smaller high-contrast changes and mediumcontrast changes are not yet reliably detected at this 33-m distance, but start
to be detected at the approximate distance of 25 to 30 meters. We expect that a
safe stand-off distance for such objects can be achieved by employing lenses
with a smaller FoV, yielding more pixels per object. A feasible alternative
would be to increase the processing resolution (in a region of interest), which
is possible when newer hardware is applied. Considering that the prototype
system employs an outdated CPU (2011) and GPUs (2017), we expect higher
processing resolutions are feasible with commodity hardware from 2019 and
onwards. Both recommendations will facilitate a safe stand-off distance for
small and medium-contrast objects as well.
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2. Low false alarm rate:
Too many false alarms will reduce the credibility of warnings in the eyes
of an operator. During the final tests, approximately a single unique false
alarm per 20 seconds (72 frames) was encountered. In our opinion, this
number can be further reduced by further exploiting the potential of deep
learning (Chapter 9) as a post-processing step, where we expect a further
reduction of false alarms of 5-10× to be feasible. We argue that a single false
alarm per minute is sufficiently low for a single-sensor detection system,
especially when such an alarm can be quickly assessed using the interactive
User Interface, without stopping the vehicle.
3. Robustness to varying recording conditions:
Chapter 7 demonstrated that the proposed registration approach, taking into
account the full scene, is robust to lateral displacements of up to 4 m. This
means that driving with such displacements still enables the detection of
IEDs or their indicators. Besides the realized robustness to driving displacements, color-space conversions are also applied to elevate the robustness
for illumination variations by individual color and brightness component
processing, where the system is more sensitive to changes in color. Moreover, robustness to illumination changes is achieved by evaluating relative
instead of absolute changes, by taking into account the standard deviation
of the difference values in a region. This enables the system to operate in
realistic environments that have both shadows and bright areas in the same
recorded image. One of the shortcomings of the current system is that it
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has not yet been tested during poor weather conditions (e.g. one of the
recordings during rain).
4. Intuitive Graphical User Interface:
The system should clearly indicate the presence of potential threats to the
military operator. During our test drive with military personnel inside the
vehicle, the interface was considered intuitive and the zoomed views were
found helpful in assessing whether a change posed a threat or not. Although
some recommendations on usability were provided, these suggestions will
be part of future engineering work.
It is concluded that all four robustness aspects are considered by the system, so that
the developed change detection system satisfies an acceptable level of robustness
and reliability, which is sufficient for further practical system development. The
proposed recommendations will enable operational usage in a realistic setting.

Future outlook on change detection for C-IED

IEDs will remain a major threat in conflict zones, due to their easy construction
and deployment and high impact. Therefore, patrols or convoys in such regions
require the presence of expert military personnel, who are trained to scan the
environment for possible threats. Unfortunately, the number of expert military operators is limited and their task is challenging, requiring intensive concentration.
They typically have only a few seconds to assess if the environment is safe, to be
able to halt the vehicle at a safe stand-off distance from a threat. Therefore, an
early warning system that can assist military personnel in their decision making,
remains attractive. The successful application of automated computer-assisted
change detection for the early detection of IEDs and/or their indicators, as discussed in this thesis, opens up an interesting approach for such an early warning
system.
Although the proposed change detection system shows good detection capabilities, it is by design limited to visual changes. Therefore, IEDs hidden from sight
cannot be detected using such a system. To be able to spot non-visual threats as
well, it is foreseen that an early warning system will comprise multiple sensor
technologies, where each sensor has its own purpose and contributes to the overall
detection of IEDs. This leads to an extension of this research, where a selection
of sensor modalities with highest synergy is of high importance, aiming at the
detection of a wider variety of IEDs with high certainty. In our opinion, the proposed visual change detection forms an important basis for such a multi-sensor
system, as it enables to spot anomalies that other sensors cannot find, such as
subtle changes to the environment.
Aside from multi-sensing, the rapidly emerging deep learning technology has
completely revolutionized the field of automated image analysis. Thanks to the
increasing computational power of especially GPUs, new possibilities and higher
performance levels have become feasible. It was already shown that such AI-based
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applications can outperform conventional algorithms and even humans, also in
the field of change detection for C-IED, as long as sufficient and representative
training data is available. To convince military personnel to adopt this new technology, the ‘black box’ nature of many existing deep learning solutions needs to
be elevated to a level where insight can be given on the decision making. If this is
realized, it is our opinion that the use of such technology will become generally
accepted in the upcoming years.
Conventional approaches will remain relevant for the coming decade, since
there is a strong desire for a ‘fail-safe’ system if the AI-based approach fails to provide clarity in decision making, especially when human lives are at stake. Also, the
traditional system does not require the availability of representative training data
and can be deployed in different environments. For a stand-alone deep learning
system to be considered, the issue of obtaining representative training data has to
be resolved. We expect that the current advances in deep learning will encourage
the involved parties to gather more relevant (example) data, for future usage. Also,
recent studies have shown the potential of transfer learning and unsupervised
learning, which may also be employed in the field of change detection for C-IED.
Irrespective of which technology will be employed and added to the existing
ground clearance process, an early warning system will remain a valuable tool
and assistant to military personnel during route-clearance operations.
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Figure A.1 shows the actual test objects hidden in the example depicted in Figure 9.1. Figure A.2 shows the resulting activation score for the proposed network
on this image. The network was able to find all objects.

Figure A.1 — Position of the test objects in the challenging scenario depicted in Figure 9.1.
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Could you find the objects
within 3 seconds?

A. EXAMPLE SCENARIO

(a) — Historical activations

(b) — Live activations

(c) — Final activation map

Appendix A

Figure A.2 — Activation on the (a) historical image, on the (b) live image from Figure A.1 and
(c) the final activation of ECDNet.
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This appendix shows a chronological overview of our test vehicles. All setups
shown here have been employed for testing the algorithms discussed in this thesis.
Figure B.1, Figure B.2 and Figure B.3 depict the acquisition setups used for the
design and evaluation of the monocular change detection system (Chapter 3).
The setups portrayed in Figure B.4 and Figure B.5 were employed for our depth
experiments in Chapters 4, 5 and 6. The final prototype system used in Chapter 8
and Chapter 9 is shown in Figure B.6.

Figure B.1 — Generation 1 experimental setup. This manually build card provided room for the
camera, the image analysis system inside a flight case, the GPS/INS including antenna, a generator
and even featured a touch screen.
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Figure B.2 — Generation 2 experimental setup. This car offered a more realistic setup, where the
(monocular) camera and the GPS/INS were mounted on top of the roof. The image analysis system
was positioned inside the vehicle, while the generator was mounted on the towbar.

Figure B.3 — Generation 3 experimental setup used for the monocular change detection system.
This military test vehicle was used for all official experiments on military terrain (where our civilian
car was not allowed).
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Figure B.4 — Generation 4 experimental stereo setup used for the early stereo experiments. This
setup featured our first manually build stereo camera.
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Figure B.5 — Alternative experimental stereo setup on a tram, used for early depth-related
collision avoidance and change detection experiments.

B . E X P E R I M E N TA L S E T U P S

Figure B.6 — Generation 5 experimental setup. Our final prototype vehicle employed for all tests
discussed in Chapter 8.

(a)

(b)

Figure B.7 — Generation 5 experimental setup. (a) Rear view depicting a custom constructed
brace to support the generator. (b) Touch screen mounted inside the vehicle to test our User Interface.
Appendix B
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Y. Ma, S. Soatto, J. Košecká, and S. Sastry. “An invitation to 3-D vision. From images to
geometric models”. In: (Jan. 2003).
C. Loop and Zhengyou Zhang. “Computing rectifying homographies for stereo vision”. In:
Proceedings. 1999 IEEE Computer Society Conference on Computer Vision and Pattern Recognition
(Cat. No PR00149). Vol. 1. June 1999, 125–131 Vol. 1.
H. Hirschmuller. “Stereo Processing by Semiglobal Matching and Mutual Information”. In:
IEEE Transactions on Pattern Analysis and Machine Intelligence 30.2 (Feb. 2008), pp. 328–341.
I S S N : 0162-8828.
D. Scharstein and R. Szeliski. “A Taxonomy and Evaluation of Dense Two-Frame Stereo
Correspondence Algorithms”. In: Int. J. Comput. Vision 47.1-3 (Apr. 2002), pp. 7–42. I S S N :
0920-5691.

231

BIBLIOGRAPHY
[64]
[65]

D. Scharstein and R. Szeliski. Middlebury Stereo Vision Page. Accessed: 2019-08-08. U R L :
vision.middlebury.edu/stereo/.
M. Hassaballah, A. A. Abdelmgeid, and H. A. Alshazly. “Image Features Detection, Description and Matching”. In: 2016.

[66]

H. Bay, A. Ess, T. Tuytelaars, and L. Van Gool. “Speeded-Up Robust Features (SURF)”. In:
Comput. Vis. Image Underst. 110.3 (June 2008), pp. 346–359. I S S N : 1077-3142.

[67]

K. LEVENBERG. “A method for the solution of certain non-linear problems in least squares”.
In: vol. 2. 2. Brown University, 1944, pp. 164–168.

[68]

D. W. Marquardt. “An Algorithm for Least Square Estimation of Non-Linear Parameters”. In:
SIAM Journal on Applied Mathematics 11 (June 1963), pp. 431–441.

[69]

C. Su and A. Amer. “A Real-Time Adaptive Thresholding for Video Change Detection”. In:
2006 International Conference on Image Processing. IEEE, 2006, pp. 157–160. I S B N : 1-4244-0480-0.

[70]

V. Kolmogorov and R. Zabih. “What energy functions can be minimized via graph cuts?” In:
IEEE transactions on pattern analysis and machine intelligence 26.2 (Feb. 2004), pp. 147–59. I S S N :
0162-8828.
J. yves Bouguet. “Pyramidal implementation of the Lucas Kanade feature tracker”. In: Intel
Corporation, Microprocessor Research Labs (2000).

[71]
[72]

[73]

D. W. J. M. Van de Wouw, K. van Rens, H. van Lint, E. G. T. Jaspers, and P. H. N. de With.
“Real-time change detection for countering improvised explosive devices”. In: vol. 9026. 2014,
90260T–90260T–15.
K. Primdahl, I. Katz, O. Feinstein, Y. L. Mok, H. Dahlkamp, D. Stavens, M. Montemerlo, and S.
Thrun. “Change detection from multiple camera images extended to non-stationary cameras”.
In: In Proceedings of Field and Service Robotics. 2005.

[74]

K. Morton, C. Ratto, J. Malof, M. Gunter, L. Collins, and P. Torrione. “Change-based threat
detection in urban environments with a forward-looking camera”. In: 8357 (May 2012). Ed. by
J. T. Broach and J. H. Holloway, pp. 83571M–83571M–12.

[75]

M. Wathen, N. Link, P. Iles, J. Jinkerson, P. Mrstik, K. Kusevic, and D. Kovats. “Real-time 3D
change detection of IEDs”. In: vol. 8379. 2012, pp. 837908–837908–10.

[76]

J. Hyyppa, A. Jaakkola, H. Hyyppa, et al. “Map updating and change detection using vehiclebased laser scanning”. In: 2009 Joint Urban Remote Sensing Event (May 2009), pp. 1–6.

[77]

H. Haberdar and S. Shah. “Disparity Map Refinement for Video Based Scene Change Detection Using a Mobile Stereo Camera Platform”. In: 20th International Conference on Pattern
Recognition (ICPR). Aug. 2010, pp. 3890–3893.

[78]
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AI Artificial Intelligence
AOD Abandoned Object Detection
ASIFT Affine-SIFT
BM Block Matcher
BRIEF Binary Robust Independent Elementary Features
C-IED Counter Improvised Explosive Device
CIE International Commission on Illumination; Commission Internationale de
l’Eclairage
CDNet Change Detection Network
CNN Convolutional Neural Network
CPU Central Processing Unit
DCT Discrete Cosine Transform
DEC C-IED Defence Expertise Centre Counter-IED
DEM Digital Elevation Map
DL Deep Learning
DoF Degrees of Freedom
D-SENS Depth Sensing Systems for People Safety
ECD-Net Efficient Change Detection Network
ENet Efficient Neural Network
EPnP Efficient Perspective-n-Point
ERFNet Efficient Residual Factorized ConvNet
FAST Features from Accelerated Segment Test
FoV Field of View
FP False Positive
FPGA Field-Programmable Gate Array
fps Frames Per Second
FN False Negative
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ACRONYMS
GMM Gaussian Mixture Model
GPU Graphical Processing Unit
GPS Global Positioning System
GUI Graphical User Interface
HD High Definition
HSV Hue Saturation Value
ICP Iterative Closest Point
ISP Image Signal Processor
IED Improvised Explosive Device
IMU Inertial Measurement Unit
INS Inertial Navigation System
IoU Intersection over Union
LBP Local Binary Patterns
LCD Liquid Crystal Display
LS Least Squares
MAD Median Absolute Deviation
MLS Mobile Laser Scanner
Mpixels Megapixels
MODS Matching On Demand with view Synthesis
MRF Markov Random Field
NATO North Atlantic Treaty Organization
NTP National Technology Program
ORB Oriented Fast and Rotated Brief
PCA Principal Component Analysis
RANSAC Random Sample Consensus
RGB Red, Green, Blue
RTK Real Time Kinematic
SFM Structure From Motion
SIFT Scale Invariant Feature Transform
ROI Region Of Interest
StDev Standard Deviation
SURF Speeded-Up Robust Features
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SGBM Semi Global Block Matcher
SSD Solid State Disk
TP True Positive
UGV Unmanned Ground Vehicle
UHD Ultra High Definition
VGA Video Graphics Array
WGS 84 World Geodetic System 1984
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Looking back, it is funny to see how life turns out. When I graduated at the
TU/e back in 2011, I was sure that I did not want to pursue a PhD. At the time,
I believed that PhD research was an in-depth theoretical research that would
probably never see daylight, except perhaps for some early (lab) experiments.
Instead, I had a strong preference to work in industry, where my work would
be applied in practice. Therefore, I left the academic world and joined ViNotion,
which is a spin-of company of the Video Coding Architectures research group
at the TU/e. At ViNotion, I became part of a team that worked on a monocular
change detection system for the early detection of roadside IEDs. Within this
project, I got to work on the actual research problems, but also on the design
and implementation of the (prototype) system. What I specifically liked, besides
working on the algorithms, is building and testing our ‘early’ test vehicles, such as
the one depicted in Appendix FigureB.1. I have had great times pushing this cart
around the TU/e campus to test our algorithms in a more realistic environment
than our simulated experiments. Luckily, these tests became much easier with
successive test vehicles (see Appendix B), where we could simply drive around the
campus, put ‘strange’ objects on the sidewalks and then repeat the process. This
raised the occasional questions from and discussions with passersby, which was
fun by itself. The visits and tests on military terrain were also highly motivational,
where we showed our progress to the Department of Defence and converse with
experts in the field.
It was only after the successful completion and demonstration of the monocular change detection system to the Dutch Ministry of Defence, that we started
to discuss potential improvements for future systems, such as depth-based improvements. As a result, we decided to extend the system with a stereo camera,
to counter the weaknesses of the monocular system. However, none of us (at
ViNotion) had practical experience in the field of 3D vision. At this point, I was offered the opportunity to continue the development of such a stereo-based change
detection system as a PhD student at the TU/e, in close collaboration with ViNotion. As I had really enjoyed working on the first prototype and the idea of 3D
sensing intrigued me, I accepted this challenge. This is how, after two years in
industry, I rejoined the academic world as a PhD in March of 2013. In practice, this
meant that I worked at two locations, both at TU/e and at ViNotion. My frequent
brainstorm sessions with my TU/e colleagues often gave new insights that led
to novel approaches. ViNotion on the other hand, had much more experience
in productizing research algorithms, which enabled me to apply and test such
ideas in practical situations. In short, the direct connection with both TU/e and
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great joy to my life. I’m proud to have you by my side!
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Appendix

B

Curriculum vitae

Dennis W.J.M. van de Wouw obtained his BSc. degree in Electrical Engineering in August 2008 from Eindhoven University of Technology. For his bachelor
thesis, Dennis worked on speaker recognition and identification. Dennis received
his MSc degree in Electrical Engineering at the Eindhoven University of Technology (TU/e) in 2011. He performed his graduation project on the topic of automatic content analysis at Cyclomedia Technology B.V. in Waardenburg, where
he worked on a fully automatic classification algorithm to distinguish between
different traffic signs.
Directly after his master studies, Dennis started
as an R&D engineer at ViNotion. In this role, he
worked on a monocular change detection system
aimed at early detection of Improvised Explosive
Devices (IED) from a ground-based vehicle. After
successful completion of the project, Dennis continued his research as a PhD candidate at the Video
Coding and Architectures research group at the
TU/e, in 2013. His research, which is performed
in close collaboration with ViNotion, is centered
around depth sensing for intelligent vehicles, with
a special focus on change detection from moving
vehicles. During his PhD research, Dennis participated in multiple research projects. In the D-Sens
project, he worked on depth-sensing algorithms to
be used in collision avoidance on trams. Dennis
headed the ‘Change detection 2.0 for countering
IEDs’ project on early detection of IED. In this project, he employed his knowledge on depth sensing to improve the change detection system, resulting in an
operational demonstrator in 2016. His work continued in the IED Detection Program for the European Defense Agency, where both ViNotion and TU/e are part of
the international consortium working on early detection of IED and its indicators.
In addition to his PhD research, Dennis participated in the International Computer Vision Summer School in Sicily, Italy in 2016. Furthermore, Dennis is now
the system architect for the stereo-based change detection system at ViNotion. In
this role, he was recently invited to present the system at the CapTech meeting on
AI for Computer Vision at the European Defense Agency in Brussels and a similar
presentation at MLCON ’19.
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