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Abstract
Machine Learning models and in particular neural networks (NNs) that achieve state of the art results in
supervised learning tasks are known for being black-box models. While performing well on benchmark
tests some questions remain: can we trust these models, did the model learn good, general representations
of the data that can be extended to new tasks? Questions like this might be answered through interpretability methods. The need for interpretability arises when there is a mismatch between the problem
formulation and the real-world objectives of performance. We identify three objectives that cannot be
formalized in the learning task. 1) the network learns good representations, that can be used in different
tasks. 2) factors that are irrelevant to discriminate one class from the other in a general setting, do
not determine classification 3) the network learns general features, even though both train and test data
might not be i.i.d. and contain some biases. We propose to use Concept Activation Vectors as probes
to investigate if there is information about a concept present in the activation space. We show that this
method can be used to probe the completeness of the representation space and find if concepts not directly
relevant to a current task, do have a separable representation in the activation space, but also how this
method can be used to diagnose problems in the representation space. We introduce CAV alignment as a
means to describe input images in terms of concepts present in the image and investigate the validity of
this approach. We propose Concept Alignment Score as a measure or representation quality and conclude
that we cannot verify the validity of this approach against a known measure of representation quality. We
argue that the choice of concepts and selection of concept data form the main bottlenecks of our method
and other concept-based approaches.
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Chapter 1

Introduction
1.1

Motivation

Machine Learning models and in particular neural networks (NNs) are increasingly used in (visual)
classification tasks, where state of the art results are achieved with them [30] [14]. Deep learning models
are known for being black-box models, due to their non-linearity. Additionally, with increasing results on
classification benchmarks, these models also get larger in terms of the number of parameters and depth
of the model; they become less straight forward. Advances in machine learning reduce the transparency
of the models, making it less insightful what a feature represents and why and how a set of features
represents an example. In other words, the models are not interpretable: it is unclear how the model
works and not possible to explain its predictions.
The need for interpretable models arises for several reasons. Let us consider some example motivations.
There is no full theory of the internal workings of neural networks that explains why deep learning works
well in practice. More strongly put Zangh et al. showed that large neural networks like ResNet[14] can
shatter any input space, rendering traditional generalization bounds insufficient [36]. Interpretability of
the models can help provide explanations for the generalization capabilities, where statistical learning
theory cannot. Another motivation for interpretabilty is the application of neural network models in
crucial areas such as the military and health care; we have to be able to trust these techniques to be
safe and ethical, leading like DARPA to fund interpretability research [13]. In some cases interpretability
is simply be mandated by law; the European General Data Protection Regulation (GDPR) creates the
right to an explanation when automated individual decision-making “significantly affects” users [12].
Following Lipton [20] and Doshi-Velez and Kim [8] we can generalize motivations for interpretability as
following: The need for interpretability arises when there is a mismatch between the problem formulation
and the real-world objectives of performance. Traditionally a machine learning system is optimized
for some objective, captured by or approximated by the loss function or performance metrics. In an
application setting, there might be additional requirements such as fairness, safety and generalization
to data from different sources. These criteria cannot be (fully) quantified, thus we can not optimize for
them. In these cases, interpretations can help verify performance on objectives we cannot model formally.
Lipton defines two types of interpretability: 1) model transparency or intelligibility, in other words “How
does the model work” and 2) Post-hoc interpretability [20]. The second is how humans describe their
reasoning behind decisions: we don’t know exactly how we learn or process thoughts or which exact
chemical processes happen in our brains, but we can give explanations of our reasoning.
A significant body of research focuses on transparent or intelligible models (see for example [6] and [15]).
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We focus on post-hoc interpretability or explainability, where trained neural networks can be probed for
interpretations or explanations.
In the following sections, we describe objectives in the deep learning field that might be aided by interpretability and how.

1.1.1

Representation learning

In their influential review on representation learning Bengio et al. [4] argue that the goal of deep learning
is to learn representations of data that make it easier to extract useful information. They state that the
only way an ML system can correctly perform its task (any task) is to identify underlying explanatory
factors of the data. They argue that a good representation is not only relevant for the task at hand but
contains as many as possible explanatory factors as possible. In this way, tasks can be easily extended in
the case of domain shift, or representations can be used for multiple tasks.
From this, we argue that interpretability methods should be able to provide an interpretation of the
learned representations in human-understandable terms. In this way, we can establish whether or not a
model has learned good, general representations.

1.1.2

Interpretability to build trust

For any technology to be deployed and used, a basic level of trust is needed. If humans do not trust a
system, they will simply not use it. Ribeiro et al. define two different levels of trust for machine learning:
1) Trust in a model as a whole and 2) Trust in a specific prediction [25].
Before deployment of a machine learning model is considered we have to trust that the model will perform
well enough in general. Take for example the deployment of autonomous cars: before legislators allow
autonomous cars on the road, there needs to be the trust that these systems perform well in general.
However, even if this trust is there and a model is deployed ‘in the wild’, end-users have to be able to
trust any individual decision. For a user to trust her autonomous car, it is not enough to work well on
average or even better than humans on average, she needs to trust it to perform well each and every
single individual drive.
Lipton considers trust in two ways: 1) the confidence that a system will perform well and, more subjectively, 2) how well a human user feels at ease with a system. If we only consider the first type, a
sufficiently accurate model suffices and interpretability is not needed. In the second type, interpretability
might serve no other purpose except for making a human user feel at ease, especially when the model
outperforms the human. Following both Ribeiro and Lipton we note that to build trust we are not only
interested in how often a model is right but more so for which examples a model is right and why does
it make decisions as it does. The critical considerations here are the aforementioned additional informal
requirements such as fairness and safety; trust in both performance and level at which a person is at ease
with a system strongly rely on the trust that these additional requirements are met.
To build trust in individual decisions and make a human at ease with the system, the question Why does
a model make decisions as it does? is important. An interpretability method can provide this trust by
providing interpretations of what factors in the data drive a prediction or decision.

1.1.3

Interpretability to support theory

Any supervised learning problem is defined as follows in statistical learning theory [7]: For any input
space X and output space Y with a joint probability distribution PXY the goal of supervised learning is
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to learn a mapping f : X → Y such that for each labeled example (X, Y ) ∈ PXY F (X) ≈ Y . As the joint
probability function PXY is unknown this function is estimated from a data set D by minimizing a loss
function `(f (X), Y ). This loss function is a proxy for all learning objectives and is the only objective used
to optimize the model parameters. This is statistically viable if and only if we assume our data samples
to be i.i.d. according to this unknown distribution. This assumption is reasonable if our examples are
randomly picked from the full domain of interest.
In practice, more often than not, datasets used to train models are not randomly picked from this (large)
domain but just chosen for availability or other constraints, thereby violating the fundamental assumption
upon which learning theory floats.
Another problem is introduced by the capacity of deep learning models which is often much larger than
the dataset size. The aforementioned networks are capable of shattering any input space, even if labels
are randomly assigned [36]. This makes networks very prone to overfitting, where the models learn to
recognize specific details of the data, which do not help in distinguishing between classes in general.
To estimate the performance of a model in production and protect against overfitting generally a trained
model is evaluated on a separate test dataset, which is not used in training. Commonly these two sets are
a random split of the main dataset. The network is trained with the training set and then performance
is evaluated on the test set. In this evaluation, some or multiple statistical performance metrics are used,
e.g. accuracy, precision, recall. Similar to the loss function being a proxy to the learning objectives during
training, performance metrics are also used to evaluate performance on the objectives after training. For
example, the difference between training and test accuracy is commonly used as a proxy for generalization
error.
This set-up can cause problems to pass unnoticed if the distribution of both training and test data is
close and both datasets contain the same biases, but this data is not a good representation of the whole
application domain. When this is the case the difference between training and test accuracy is not a good
proxy for generalization error and overfitting might go unnoticed.
Humans can determine defining properties upon which classification can be based, explain them (albeit
post-hoc) and generalize from these properties. We can do this based on a few examples: if we only see a
few pictures of an animal we have never seen before, we can distinguish this animal both in a new image
and in the wild. In other words, we are able to find general features that can be used in a reasonable map
between in- and output space without the need for a large dataset or i.i.d. samples. The additional ability
to explain our reasoning allows others to apply similar reasoning and to trust our decisions. Similar to
these human capabilities, well-fitting post-hoc interpretability might explain the generalization ability of
a neural network despite the violation of fundamental learning theory assumptions.
Gaining insight in the structure of learned f (X) and which features determine a class prediction will
contribute to the understanding of why deep learning approaches work well in practice in some cases
although assumptions upon which their theory is built do not necessarily hold. Additionally, it might
help unveil possible generalization problems and help understand the essence of overfitting and when it
occurs.

1.2

Human-defined concepts and Concept Activation Vectors

Humans are capable of determining factors upon which classification can be based. We categorize and
express these factors in concepts: “an abstract or generic idea generalized from particular instances” 1
which we can label with words and provide examples for. We can explain how these concepts (should)
impact classification (albeit post-hoc) and generalize from these concepts.
1 https://www.merriam-webster.com/dictionary/concept
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Kim et al. state that a machine learning model can be viewed as vector space Em and propose to interpret
the set of unknown human interpretable concepts as a vector space as well: Eh spanned by implicit vectors
eh corresponding to the human-understandable concepts. They define an interpretation to be a function
g : Em → Eh . The learning objectives and assumptions described above give us conditions that our
method(s) providing these interpretations must satisfy:
• Works without retraining or modification on any NN.
• Works for any concept, not limited to classes or concepts considered during training.
• Method can be used to probe the network for the existence of a concept.
– In both pure representations and whether concept is used for classification.
In this research, we will build on the Testing with Concept Activation Vectors (TCAV) method, a method
of interpretability in terms of human-friendly concepts introduced by Kim et al. [16], as it meets all three
of above requirements.
Concept Activation Vectors provide an interpretation of a neural network’s internal state in terms of
human interpretable concepts. These concepts are defined by sets of example input data. For example
concept ‘stripes’ is defined by a set of various striped images. A Concept Activation Vector, or CAV
in short, in turn defines a linearly separable region in the activation space that corresponds to this
human-understandable concept. Using directional derivatives Kim et al. quantify the model prediction’s
sensitivity to the underlying concepts represented by the CAV, a method they call Testing with CAV or
TCAV [16]. TCAVs provide global explanations, e.g. explanations that hold for a class as a whole, not
just a single data point. TCAV requires no machine learning expertise of a user, works without retraining
the model and is flexible in the sense that it can work with any concept, not just the one used in training.
TCAV is praised by Google’s CEO Sundar Pichai at the annual Google I/O conference 2019 as a tool
that makes systems fairer and more interpretable 2 .

1.3

Research goals and assumptions

The goal of this research is to investigate if interpretability methods, more specifically (T)CAV, can be
used to verify the quality of learned representations, establish trust in individual decisions and explain
the generalization capabilities of a trained network.
In the above section we defined the following objectives that cannot be captured in a loss function nor in
statistical measurements of the performance of Machine Learning models:
1. The network learns good representations, that can be used in different tasks.
2. Concepts that are irrelevant to discriminate one class from the other in a general setting, do not
determine classification.
3. The network learns general features, even though both train and test data might not be i.i.d. and
contain some biases.
In classification, the best performing models on benchmark tests (for example [27]) are evaluated in terms
of metrics like accuracy, precision and recall on test data. In this work, we investigate how existing models
can be evaluated according to the above objectives through interpretability methods.
Our approach is based on the following main assumptions/observations, about human abilities on classification tasks:
2 https://blog.google/technology/developers/io19-helpful-google-everyone/
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• Humans can define (high-level) concepts upon which classification can be based and generalize from
these concepts, even from a very small set of examples.
• Humans are capable of defining concepts in a class that they would not use to discriminate this
class from a specific other class, but that might be useful when distinguishing this class from new
unforeseen classes.
• Humans are capable of incorporating world knowledge into their decisions on whether or not a
concept is relevant for the task at hand. They can use this to identify concepts that are present
in input examples, that are unrelated to the task at hand and might thus negatively generalization
capabilities the model if used in predictions.
From these assumptions, we pose that humans can determine concepts, which then can be used to evaluate
model performance on the above objectives.
With this, we pose the following assumption: machine learning models learn high-level features (concepts)
during training on a supervised learning task and encode them in the activation space as latent binary
variables (presence/absence of a concept). Classes are then defined by a unique combination of these
variables. Concept Activation Vectors are a mapping between human-level concepts and the latent binary
variables. It is important to note here that the selection of relevant concepts by humans and thus the
selection of trained CAVs is inherently incomplete and thus only maps to a subset of the latent variable
space. We accept this limitation based on our assumption that humans have the ability to select the
relevant concepts.
We will build on TCAV in a three-fold approach. Firstly to verify the method and results provided
by Kim et al. Secondly to investigate if CAVs can be used to measure the quality of representations.
Thirdly to investigate whether CAVs can be used to quantify generalization capabilities. We hypothesize
the model has learned good representations well if there is a mapping between the human-level concepts
and the latent binary variables in the representation space. We hypothesize that a model generalizes well
if concepts can be reliably recognized in individual images.

1.4

Contributions

In this work we replicate the approach developed by Kim et al. [16] and in this process show some
inconsistencies in their method that impede replication. We find weaknesses in their work, specifically
the statistical significance testing, that has implications on the reliability of presented results for the
TCAV method.
We build on Alain and Bengio [1] by using concept example sets as probes. We show that, in line with
Alain, separability for most concepts increases for later layers in the network. Additionally, we show that
this method can be used to probe the completeness of the representation space and find if concepts not
directly relevant to a current task, do have a separable representation in the activation space. Lastly,
we show how this method can be used to diagnose problems in the representation space, where biases
in the data cause concepts deemed essential for the separation of the classes, to not have a separable
representation in the activation space.
We introduce CAV Alignment as a means of describing individual input images in terms of concepts
present in the image and investigate the validity of this approach.
We propose Concept Alignment Score as a measure or representation quality. We compare Concept
Alignment Scores to a known measure of representation quality and were unable to show that our method
can reliably measure representation quality.
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We show how Testing with Concept Activation Vectors (TCAV) does not always result in expected scores
in controlled experiments. We apply a variation of the method but were unable to improve results.

1.5

Overview

Chapter 2 provides an overview of related work to this research. Chapter three describes our method. In
chapter 4 we replicate the original work by Kim et al. Chapters 5, 6 and 7 present experiments where we
apply (parts of) our method to three different datasets: MNIST-based, letter and traffic sign datasets,
each in a separate chapter. Chapter 8 discusses our findings and areas of future research and the last
chapter provides our conclusions.
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Chapter 2

Related work
In this section, we provide an overview of existing interpretability methods specific to neural networks
and discuss some of the gaps in existing methods.

2.1

Interpretability in terms of input features

One existing approach to interpretability is to describe predictions in terms of input features. In the
specific case of visual learning tasks, this means interpretations are (part of) images.

2.1.1

Gradient-based attribution methods

Gradient-based attribution methods use the gradients in the network, used to updated the weight parameters during learning, to attribute classifier predictions.
Baehrens et al. use class probability gradients to define local explanation vectors. An explanation vector
is a vector in the feature space in the direction of the steepest gradient with regard to the class probability.
This explanation vector tells what changes to the input features influence class prediction most. With
this method, they show how a handwritten digit 2 is discriminated from a digit 8 with an SVM classifier
[2].
Another branch in this research area includes saliency methods. Saliency methods describe a prediction
by highlighting parts of the input image that are salient in classification. Simonyan et al. visualize
gradients of class prediction scores with respect to pixel intensities [29]. Other gradient-based saliency
methods include Guided Backpropagation [31] and Grad-CAM [28] Figure 2.1 shows some examples of
saliency maps for the above methods, Highlighting salient pixels for examples of class ‘dog’ and ‘cat’
respectively.
Kindermans et al. show some controversial aspects of saliency methods. They show that different saliency
methods are divergent and none-overlapping in outcome. This is counter-intuitive as they have the same
purpose and this indicates problems when saliency methods are used to evaluate salient input features.
Additionally, saliency methods can be manipulated to show misleading attribution, without changing the
network’s prediction. [17].
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(b) Guided BackProb and Grad-Cam [28]
(a) Gradient [29]
Figure 2.1: Examples of saliency maps for different methods for examples of class ‘dog’ (2.1a) and ‘cat’ (2.1b) respectively

2.1.2

Perturbation based methods

Another class of interpretability methods is sensitivity/perturbation based models. This class of methods
uses perturbations in the input examples to detect which input features drive classification. See for
example Ribeiro et al. who introduce LIME. LIME works by defining interpretable explanations from
the data, typically (combinations of) input features, these might be words for text data or superpixels
for images. Then taking the set of possible explanations for a specific example, they perturb the presence
of the possible explanations and observe how this influences class prediction. In that way is LIME can
attribute the parts of the input on which a decision is based. In this way they are successfully able to
provide explanations for wrong predictions e.g. the prediction is based on irrelevant background features
[25]. Other perturbation or sensitivity based methods include [5] and [10].
What both gradient methods and perturbation methods have in common is that while they provide an
answer to what area(s) or features of a specific input are of importance to the model, they fail to explain
what higher-level concepts are used to predict the output. There is no way of differentiating whether
color, texture, a specific shape or a more abstract concept is important. Furthermore, these methods
are limited to the input features, and thus exclude concepts that cannot be clearly defined in the input
images. Lastly, these methods provide no means to assess the quality of the learned representations.

2.1.3

Input optimization methods

Feature visualization techniques visualize network features by computing inputs that maximally activate
these features. Combined with attribution methods this can be used to show (rough) visual concepts
that drive a network’s decision [24]. Across networks and learning objectives, first-layer features tend to
resemble either Gabor filters or color blobs [35] [23]. After the first layer, it becomes more ambiguous
what each specific filter represents. Exploration of visualization techniques shows the ambiguity of filters,
where one filter might represent multiple concepts [23]. The difficulty with which authors can label the
visualized concepts confirms that these visualizations are not necessarily human interpretable and show
that assigning high-level human-understandable concept labels to the visualizations is not deterministic.
As Bau et al put it: “Visualization digest the mechanisms of a network down to images which themselves
must be interpreted” [3]. While visualization techniques are very valuable in understanding the inner
workings of a network, they cannot be used to probe the network for specific concepts of interest or to
explain the network predictions.
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2.2

Cognitive science inspired approaches

A separate branch of research turns to decades-long experience investigating the human visual object
recognition system: cognitive psychology. Here researchers use a hypothesis-driven approach to interpretability. Their method can be summarized as follows: first, define a property that may be predictive
for the output and carefully select or design the data to only very with regards to this property. Then
generate predictions about how the model should behave on various inputs with various levels of the
property and experimentally test these predictions. The result of these experiments will either support
the hypothesis that the model uses this property or not.
With this method, Ritter et al. were successfully able to show that NN’s base their decision more on
shape than on color [26]. Geirhos et al. showed a bias towards texture over shape and that increasing
shape bias improves accuracy and robustness [11]. Both experiments were also conducted on humans
who consistently show shape bias over both color and texture.
These methods work for any machine learning model without training or modification to the network
and are not limited to concepts or classes considered during training. However, these methods provide
no means to inspect representations directly or attribute individual predictions to certain concepts.

2.3

Approaches directly investigating the representation space

Another branch of interpretability research investigates the representation space directly. Alain and Bengio show how linear classifiers trained on sets of probes can be used to investigate learned representations.
In their research they use the classification task’s classes as the probes, however, they propose that this
method can be used on any other objective, to find whether there is any information about a certain
concept present in a certain part of the model [1]. They find that classes can already be reasonably
separated in lower layers of the model and this improves almost linearly towards the final classification
layer.
Bau et al. propose a framework called Network Dissection, which aligns single units with human-defined
concepts. Along with this method, they introduce the Broden dataset, a BROadly and DENsly labeled
dataset containing examples of a range of objects, scenes, object parts, textures and materials. Their
methods can be used on any NN and work for any arbitrary set of human-level concepts as long as this
concept can be captured in a set of examples [3]. While this method, especially in combination with
the dataset, provides valuable insides, it only focuses on single units which limit its expressive power.
Additionally, it provides no means of explaining the decisions of the classifiers.
Fong and Vedaldi come to a method similar to Concept Activation Vectors, in a parallel line of research.
They extend Bau’s Network Dissection to a distributed encoding of concepts found by training simple,
but non-linear, due to a sigmoid activation function, classifiers. They interpret the weight vector of these
classifiers as a distributed encoding of concepts, identical to how Kim et al define CAVs. They show that
these outperform single neuron based detectors. Where Kim et al. focus their analysis on the attribution
of concepts to classification, Fong et al. focus on the activation space itself, investigating how the concept
embeddings behave between tasks and architectures. Fong et al. also investigate the concept embedding
space similar to [22]. They interpret the distributed encodings of concepts as vectors in the activation
space and show that semantically related concepts are close in the activation space. Additionally, similar
to [22], they show that vector arithmetic, by adding and subtracting concept vectors, gives meaningful
results such as tree - wood = plant [9].
Alain and Bengio and Fong et al. provide methods that work for any neural network without retraining.
Both methods are not limited to classes or concepts considered during training. Together with the TCAV
method by Kim et al. [16] these methods provide the foundation upon which we build our work.
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Chapter 3

Methods
This section explains Concept Activation Vectors and how we propose to use this linear method to
investigate 1) the quality of learned representations and 2) the generalization capabilities of a network
and 3) which concepts drive classification. Where [9], [3], [1] focus on ‘What a network has learned ’
we extend this to ‘Has the network learned the right things? ’. In the remainder of this work we use
representation (space) and activation (space) interchangeably.

3.1

Inspecting representation spaces with Concept Activation
Vectors

In order to map human-understandable concepts to the activation space of the model, we use a method
called Concept Activation Vectors introduced by Kim et al. To investigate if CAVs can be used to
investigate representation quality, our method consists of three parts. First, we probe the network for
the existence of information about this concept in the representation space following [1]. Then we show
that trained CAVs can be used to indicate the presence of a concept in an input example. Lastly, we
investigate whether the detected presence of concepts that are relevant to the classification task correlates
with the performance of an established method of representation evaluation: transferring representations
to new tasks.

3.1.1

Concept Activation Vectors

Kim et al. introduce Concept Activation Vectors, which are defined as follows. The first step in this
method is to define a concept of interest C. This is done by selecting a set of examples that represents
this concept PC . We also select a negative set of input examples N . Note that Kim et al. do not use
a strictly negative set, but use a set of random examples that may by chance include the concept. The
two sets are then used to compute activations at a specific layer l in a NN and a binary linear one-vs-all
classifier is trained to distinguish between the activations of the concept and the activations negatively
related to the concept. The vector perpendicular to the separating hyperplane of this classifier defines the
l
CAV vC
∈ Rm for the concept C [16]. Figure 3.1 shows the CAV method schematically. In this example
we are interested in the CAV for ‘striped’ and how important the concept ‘striped’ is in the classification
of zebra images. This second aspect of the CAV method is discussed in section 3.2.1.
Instead of using random negative examples, we can also choose to take examples of a semantically related
concept as the negative set. For example, when the concept of interest is a triangle, other simple shapes
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Figure 3.1: The (T)CAV method. A Concept Activation Vector or CAV is defined by a linear classifier that is trained to
distinguish between the activations of positive examples of a concept and negative or random examples of a concept, at a
certain layer l of a trained network. In the figure A) denotes the set of examples for a concept (e.g., ‘striped’) and the set
l defines the
of random examples, C) denotes the trained network and D) the linear classifier, which perpendicular vector vC
CAV. Figure from Kim et al. [16]

can be used as negative examples. For the remainder of this thesis we will call CAVs trained with a random
negative set vanilla CAVs and CAVs which are trained with semantically related concept examples as
the negative set relative CAVs.

3.1.2

CAVs as probes

In this work, we use CAVs as an extension of Alain and Bengio [1]. As described in chapter 2, Alain and
Bengio monitor the features at a certain layer by training a linear classifier ‘probe’ on a certain objective,
in their case the image classes of the overarching classification task. By looking at the classification error
they investigate how much information about the classification task is present in intermediate layers. An
important assumption of the (T)CAV method is that the Activation Vector defined by the linear classifier
is a representation of a specific concept in the activation space. The first step in verifying whether a CAV
is a meaningful direction in the activation space, is to evaluate whether the activations of the concept’s
examples can be reliably separated from the activations of the negative examples. If these activations
cannot be reliably separated than we can conclude that the separation plane does not define a subspace
in the activation space for this specific concept.
Instead of a linear classifier probe trained on the classes of the overarching task, as Alain and Bengio do,
a CAV can be used as a probe in a similar way. Following Alain and Bengio we use the performance of
linear classifiers in the activation space of different layers, which distinguish between the concepts, as a
measure of how much information is present in a specific layer about a concept.

3.1.3

Alignment of CAVs with input examples

Good representations can identify underlying explanatory factors of input data [4]. Following assumption
2 from section 1.3, we can create a set of describing features of a class, independent of the use of each item
of this set for the specific classification task at hand. Then, following from this, each human-level concept
of this set should be encoded in a good representation. Although it might not influence the decision in a
current task, it might do so in a different task.
By probing a NN at different layers with concept examples we find whether separable representations
of certain concepts exist in the network. This separability is an indication of the internal configuration
of the activation space but does not relate concepts to specific examples and therefore does not give us
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information about the quality of representations of specific examples. For CAVs to be useful in a measure
of representation quality, CAVs should be indicators of whether a concept exists in an input example. We
investigate to what extent learned CAVs can be used to describe the existence of the concepts of interest
in input examples.
We propose two methods of aligning CAVs with input examples and use this alignment as a detection
method for concepts existing in a specific example. The first method is to define a positive cosine similarity
of an example’s activations with a CAV as detection of a concept in the example. The second method
is to view the CAV as the classifier which it defines and interpret a positive classification score on this
classifier aa detection of a concept in the example.
3.1.3.1

Cosine Similarity

All example’s activations and Concept Activation Vectors are vectors in the multidimensional activation
space. Therefore we can compute the cosine similarity between these a CAV A and an example activation
vector B:
A·B
cosine sim =
||A||||B||
Cosine similarity is a similarity measure between -1 and 1, where -1 indicates two vectors diametrically
opposed, 0 indicated two vectors are perpendicular to each other and 1 means the vectors have the
same orientation. Cosine similarity only measures the angle between two vectors and does not take the
magnitude of the vectors into account. Any cosine similarity greater than zero indicates that there is some
positive projection of the activations of the example onto the CAV. Therefore we treat a positive cosine
similarity between the example’s activations and the CAV as an indication of the concept’s presence in
the example.
This method is inspired by Kim et al., who use cosine similarity to order examples and in that way
qualitatively evaluate whether a CAV reflects the concept of interest [16].
3.1.3.2

Classifier Prediction Score

Every Concept Activation Vector defines a classifier in the multidimensional activation space. Therefore
the CAVs parameters can be used to calculate a prediction score for this classifier. The concept score
for an example is calculated based on the distance to the hyperplane and the side on which it falls. If
the activation vector of an example in the activation space is located on the positive side of the plane
this point is positively classified as belonging to a specific class, in this case, the concept of interest.
Classification score zi , for an activation vector of example i of length j, is calculated from the CAV
consisting of j coefficients and bias as follows:
X
zi =
wj xj + b
j

We treat a positive classification score on a CAV as an indication of the concept’s presence in the example.

3.1.4

Concept Alignment Scores

We propose the Concept Alignment Score as a measure of the quality of the representations of the
input examples in the network. We define the Concept Alignment Score as the performance of concept
detection in examples for all classes, comparing the detected concept labels with ground truth concept
labels. We validate Concept Alignment Scores by comparing them to a known measure of representation
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quality; performance in a transfer learning setting. If Concept Alignment Scores are a valid measure of
representation quality, these scores should strongly correlate.
3.1.4.1

Concept Alignment Score as a measure of representation quality

We propose the Concept Alignment Score as a measure of the quality of the representations of the input
examples in the network. Following our assumptions in section 1.3, we can construct a set of concepts of
interest in the task and a set of expected concepts per class, which is a subset of all concepts of interest
in the task. We encode the expected concepts for each example as multi-label ground-truth labeling. For
example, we have 4 concepts of interest and all examples of class A contain concepts 1, 3 and 4, these
examples are assigned the following ground truth labels: [1, 0, 1, 1]. All positive cosine scores or all
positive prediction scores can be used as indicators that a concept is present in an input example. From
this, a set of predicted concept labels can be computed. From these predicted concept labels and the
ground truth, we compute the average F1 score and Hamming score. We use the F1 score and Hamming
score. Hamming score is defined as follows:
n

Hamming score =

1 X |Yi ∩ Ŷi |
n i=1 |Yi ∪ Ŷi |

where Ŷi is the set of predicted concept labels for an example and Yi the ground truth set of concept
labels. We define the Concept Alignment Score of a network as the average Hamming score or F1 score
and compare both methods.
3.1.4.2

Validating Concept Alignment Score as a measure of representation quality

A known indication of good representations is whether they can be shared between tasks. This means that
the same activations might be used in a multi-task setting, in transfer learning or domain adaptation [4].
To verify whether the Concept Alignment Score is indicative of representation quality we compare Concept
Alignment Scores with a known measure representation quality: transferability of representations. This
method is inspired by Bau et al. who use a positive correlation between the number of single-unit object
detectors and transferability capabilities to argue that more interpretable concept detectors support the
generalization capabilities of a network [3].
We define transfer learning as follows. Given a source domain DS and source learning task TS , a target
domain DT and learning task TT , transfer learning aims to help improve the learning of the target
predictive function fT (·) in DT using the knowledge in DS , TS and fS (·), where DS 6= DT , and/or
TS 6= TT . In our setting, we define a related but not identical task TT , where DT does not have overlapping
data with the original dataset DS . We extract activations for the dataset DT at a certain layer l from
a network trained on learning task TS . There is no training or weight update involved in this step. We
pick layer l to be the layer at which concepts where best separable in the activation space, as defined in
section 3.1.2. Note that it is possible to extract activation from any layer in the network. We then train
a linear classifier on the extracted activations, for task TT . The performance of this classifier is a measure
of the representation quality of the original model. If Concept Alignment Scores are a valid measure of
representation quality, these scores should correlate.
As a sanity check, we compare the correlation between the network’s performance on the original task
and the performance on the transfer learned task, with the correlation between the Concept Alignment
Score and the performance on the transfer learned task. Here we expect the former correlation to be
weaker.
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3.2

Investigating concept importance in classification

Testing with CAV or TCAV can be used to compute a NN’s sensitivity to a concept. This is a method
that quantifies the influence of concepts on classification. We use the TCAV method defined by Kim at
al. and a variation in controlled experiments to empirically investigate the behavior and correctness of
this method.

3.2.1

Testing with Concept Activation Vectors

Kim et al. define the Testing with CAV as the sensitivity of the model to concept for an entire class
of inputs. They define the conceptual sensitivity of layer l to concept C for input x of class k as the
directional derivative SC,k,l (x):
l
SC,k,l (x) = ∇hk (fl (x)) · vC
where hk (x) is the loss for a data point x for class k and fl (x) the activations for input x at class k. In
other words this value expresses how the loss for class k changes when we move the activations of an input
x in the direction of the CAV for concept C. The measures of concept sensitivity for a specific set of class
inputs can then be combined to compute the conceptual sensitivity for the whole class. This measurement,
called TCAV (for Testing with CAVs) is simply defined to be the fraction of inputs belonging to class k
for which the directional derivative of the loss in the direction of CAV C is positive:
TCAVC,k,l =

|{x ∈ Xk : SC,k,l (x) > 0}|
|Xk |

. The intuition of TCAV scores is as follows: the higher the TCAV score for a class, the more important
the concept is to correctly classify the input examples belonging to class k. The authors show that a
random CAV results in a TCAV score of roughly 0.5.
3.2.1.1

Significance testing for TCAV scores

Kim et al. identify one of the pitfalls of their method to be learning a meaningless CAV, after all a
random direction in the space is still an activation vector which can be used as a CAV. They propose a
statistical testing method.
Instead of training a CAV once against a batch of random examples, they perform multiple runs, each
with a new batch of random examples. Additionally, they train random CAVs where both the positive
or concept set and the negative set is a batch of random examples. The average of TCAV scores for
random CAVs converses to 0.5. Then they compute a mean TCAV score for both the concept CAVs
and the random CAVs and test whether these are significantly different from each other with a two-sided
t-test. The authors only define this statistical test only for vanilla CAVs. Naturally, we can extend this
to relative CAVs by randomly creating a new set of examples for the concepts we use in the negative set,
but this is not mentioned in the article.
The older, unpublished version of the work by the original authors1 and correspondence with the first
author2 suggest that statistical testing with random negative sets is performed as a filter for the relative
CAVs. Relative TCAV scores are omitted when the mean TCAV score for random negative sets does not
significantly differ from the mean for random CAVs.
Furthermore, they state to be using a Bonferroni correction to protect against type I errors when multiple
statistical tests are performed. A Bonferroni correction changes the rejection boundary for the individual
1 https://openreview.net/pdf?id=S1viikbCW
2 https://github.com/tensorflow/tcav/issues/25
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tests. We reject a null-hypothesis if the probability of the result under the null-hypothesis is smaller
than a certain α, typically set to 0.05. To assure the overall probability of falsely rejecting any of the
null-hypotheses (type I error) is not larger than α, the Bonferroni correction adjusts the α of individual
tests: αindv = αoverall
where m is the number of tests performed.
m

3.2.2

Variations: vector arithmetic

Another way of computing the influence of a CAV in classification is by subtracting the CAV from the
activations of an input example and investigating the influence on class predictions. Fong et al. have
shown that vector arithmetic with CAVs, by adding and subtracting activation vectors gives meaningful
l
l
l
results such as that the vector vtree
− vwood
is closest to vplant
in the activation space.
The original TCAV method calculates the gradient of the loss in the direction of the CAV. The loss
function may be erratic and the gradient in the direction of the CAV does not necessarily tell us what
would happen to the loss if we move the point in the activation space. Moreover, changes in the loss do
not necessarily tell us whether the prediction decreases or increases as the loss is a proxy for prediction
performance, but may optimize for other objectives. Intuitively we are interested in the following: What
happens to the prediction probability for an example of a class if we remove some concept from the
activations. For example: How does the prediction probability for the class zebra change if we remove
some stripyness from the activations. In this variation on the original method, we look directly at class
predictions. This method is adapted from the method introduced in an unpublished version of the work
by Kim et al. [16].
We define two scores of relevance. We are interested in how adding a CAV changes the prediction
probability, but also how removing a CAV changes the prediction probability. The shape of the prediction
surface is unknown and non-monotonic, therefore a positive change for one does not imply a negative
change in the other. We then define the TCAV-score for adding the CAV (TCAVup
C,k,l ) as follows
TCAV+
C,k,l

Nk
1 X
=
1(pk (fl (xi )) < pk (fl (xi ) + vlC ))
Nk i

Where fl (xi ) is again the activation vector at layer l for input xi , Nk is the size of the set of training
example belonging to class k, pk the predicted probability of the example xi belonging to class k The
TCAV score for subtracting (TCAV−
C,k,l ) is identical except for exchanging the ‘+’ for a ‘-’
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Chapter 4

Replication Study
We replicate Kim et al. by following the original paper’s data and methods as closely as possible.
Occasionally methodological steps and details are unclear from the paper. When methods were unclear
we draw information and additional results from an unpublished paper by the same original authors
found on OpenReview 1 , which is an older draft of the published article. Some methodological details
remained unclear. We indicate when this is the case throughout this chapter and explicitly state any
methodological choices we made.
We follow the original paper in the choice of vanilla CAVs or relative CAVs when this is specified. If
the choice of CAV is not explicitly specified we try to infer the choice from graph captions or the older
unpublished version of the paper. If we cannot infer the CAV type we make an estimated guess based
on our understanding of the model and whichever choice gives us results that match the original results
closest. We explicitly mention these choices for each experiment.

4.1

Data and software

We use a pre-trained frozen GoogleNet/InceptionV1 [33] provided by Tensorflow 2 , which is the same
network used by the authors. GoogleNet is build up with so-called inception modules. Kim et al. train
CAVs on the activations extracted after each inception module at the concatenation or mixed layers,
starting at layer mixed3a to mixed5b. Appendix A.1 shows the full architecture of the network.
We use code provided by the original authors 3 . We use default parameters set in their software.
We collected data for the following sets of concepts:
• Colors: Red, Blue, Green, Yellow
• Animals: Zebra, Husky, Corgi
• Ties: Windsor tie, Bolo tie, Bow tie
• Textures 1: Striped, Dotted, Zigzagged
• Textures 2: Knitted, Chequered, Porous
• Textures 3: Honeycombed, bumpy, lacelike
1 https://openreview.net/pdf?id=S1viikbCW
2 http://storage.googleapis.com/download.tensorflow.org/models/inception5h.zip
3 https://github.com/tensorflow/tcav/
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For all texture data we use the Broden dataset 4 , as do the authors. Both animal and tie concept sets
consist of ImageNet classes 5 . The color concept set was generated by creating unicolored images, varying
the RGB values with 25 points. For example, all images for the Blue concept have RGB values drawn in
the following way: r ∼ [0, 25], g ∼ [0, 25], b ∼ [230, 255]

4.2

Accuracy of classifier at different layers

Kim et al. show that the CAV method matches prior findings and common intuition that simple concepts
like colors can be distinguished in the early layers of a network and higher-level concepts become more
distinguishable in later layers.
We trained a multi-class logistic regressor on each of the sets of concepts defined above, resulting in
relative CAVs. This was not explicitly stated by Kim et al. but as the figures show accuracies per set,
we assume the CAVs were trained with the other concepts within the set as the negative set.
In figure 4.1 we present accuracies of the classifiers that define the CAVs at different layers of InceptionV1
for different sets of concepts. Our results are shown in figure 4.1a, results by Kim et al in figure 4.1b and
results from the unpublished paper in figure 4.1c.
Our results are within a comparable range with the original results. Here it is interesting to note that
in our results the 4 colors are perfectly separable in all layers. A possible explanation is that there is
only a limited amount of variation in the generated color data, which is easily captured by the network.
These accuracies match the results in the early version of the paper, however, in the published version,
the accuracy of the color CAVs varies. It is unclear what caused these different results, Kim et al. did
not describe how their color data is generated.

4.3

Visualizing CAVs

We can qualitatively asses whether the trained CAVs align with the expected concepts by optimizing
images to activate CAVs. In this way, we visualize what the activation space in this direction encodes.
To do this we use Lucid 6 , an open-source project extending Google Deepdream, maintained by the Distill
community (see [23] for examples). This method optimizes an image to maximally activate a unit or a
combination of units in the activation space. We extend Lucid to optimize for a direction in the activation
space, such that we can create images that maximally activate a CAV.
The original authors do not specify whether they train relative CAVs. We use relative CAVs in these
experiments as the results for relative CAVs match the original results most closely. Furthermore, the
paper presents results in sets that match the sets described above.
We find results almost identical to the results by the authors, for most of the visualized CAVs, except for
some differences in color saturation and contrast. This may be due to different parameterization in the
optimization step. Figure A.4 shows our results side by side with the original results for the animal CAVs.
The visualizations for the animal CAVs the layers seem to be swapped, in the sense that our results for
layer 4a seem to match the original results for layer 5b and vise versa. Other CAV visualizations, side by
side with the original results can be found in appendix A.2. Except for the aforementioned difference in
saturation and contrast, our results match the published results for these concept sets.
4 http://netdissect.csail.mit.edu/data/broden1_224.zip
5 ImageNet servers were under maintenance for the duration of this project. Only the synsets in most recent LSVRC
challenge are available to download separately. For this reason, we could not replicate all experiments in the original study
6 https://github.com/tensorflow/lucid
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(a) Replication

(b) Kim et al. [16]

(c) Unpublished paper by Kim et al.
Figure 4.1: CAV accuracies at different layers of InceptionV1 for different sets of concepts in three different runs of the
same experiment.
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Figure 4.2: Optimized images that maximally activate the relative Concept Activation Vectors for the animals zebra, husky
and corgi in different layers in the Inception v1 network. Left our results, right original authors’ results

4.4

Sorting images

Kim et al. introduce another method to qualitatively assess whether CAVs correctly reflect the concept
of interest. They compute the cosine similarity between a CAV and an activation vector of an image.
This cosine similarity is used as a measure of the relation between an image and a CAV. Then, a set
of images is sorted according to their cosine similarity to a CAV. The results are visually inspected for
intuitive alignment with the concept.
Replication of results for this set of experiments is hard for several reasons. Firstly, the authors do not
specify at which layer they trained CAVs for the sorting experiments. Secondly, the authors also do not
report similarity score, we can thus not check whether our scores are in the same range as theirs. Lastly
Kim et al. do not specify if vanilla or relative CAVs are trained. The original results indicate that relative
CAVs are used, at least for the texture CAVs, because the most dissimilar images seem to contain other
clear other textures. Additionally, the use of relative CAVs is explicitly mentioned in the old version
of the article. For these reasons, we use relative CAVs in this set of experiments. Some examples of
images sorted by cosine similarity with CAVs are shown in figure A.6 to A.10. Results for more sorting
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Figure 4.3: Top and bottom 3 images of corgis sorted by cosine similarity with the dotted CAV for layer mixed4b

Figure 4.4: Top and bottom 3 images of salmon sorted by cosine similarity with the porous concept for layer mixed4e
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Figure 4.5: Top and bottom 3 images of salmon sorted by cosine similarity with the striped concept for layer mixed4c

experiments can be found in appendix A.3.
We repeated the sorting experiment for CAVs trained at layers 4a to 5b and report results for the layer
for which activations aligned most with the CAVs, meaning the layer for which the cosine similarity for
the top 3 images is highest compared to the similarity scores in other layers. We specify the layer for
which we report results in each figure.
Our results are different from the results by Kim et al. Due to the incompleteness of their described
methodology, we cannot explain the source of these differences.

4.5

TCAV scores for selected classes

The original authors report several TCAV scores for different target classes. Here the authors explicitly
state using relative CAVs to compute the TCAV scores. We repeated all experiments for which data
was available to us. See figure 4.6 for our results. We omit all TCAV scores which were not significant
in statistical testing, indicated with a ‘*’. Here we applied a Bonferroni correction on α per set of
class/relative CAV combination, taking m as the number of layers x number of classes. Our results differ
from the original results, especially for the fire engine class, where we report scores for colors. As we
mentioned before this is probably due to the use of other examples for color data than in the original
research.
Other differences in results are more striking, as for the relative CAVs, we use a frozen network identical
to the original authors, data identical to the original authors, and code written by the original authors.
The only statistical variation is introduced by the linear classifiers, however, they converge and reach
accuracy levels greater than 0.9. We have no possible explanations of why these results do not match.
Note that the significance of the results is calculated based on a random negative set, which does differ
from the original work, the above remark is therefore only applicable to the height of the bar in the
charts.
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(a) Texture TCAV scores for class zebra

(b) Texture TCAV scores for class cucumber

(c) Color TCAV scores for class fire engine
(d) Golfball TCAV score in InceptionV1
Figure 4.6: Relative TCAV scores for different sets of concepts for different layers in InceptionV1 for different classes

4.6
4.6.1

Commentary
Data selection for the negative class

The original authors do not provide all the methodological details needed to replicate the study. They
do not clearly state which images are used in the negative set for each experiment. This is problematic in
two ways, the first is that they do not specify when they use relative or simple CAVs. The second is that
when simple CAVs are used, for example in significance testing, there is no specification of which data is
used in the negative set. It is very different to separate activations of texture images from activations of
random other texture images or to separate these activations from the activations of scenic photographs
like ImageNet. The choice of the negative set might have a large influence on the reliability of the CAVs.
In this replication study, we choose the negative set randomly from ImageNet images. As we do not know
if this matches the original experiments, this decreases the reliability of any comparison of results.

4.6.2

Data selection for the positive class

We find that some of our results do not match the results of the original work. Specifically our results
for the color CAVs (see figure 4.6c). This example indicates a possible weakness of the TCAV method:
it might be highly depended on the choice of input images. Additional experiments should be conducted
to investigate the influence of the choice of examples and whether the method behaves consistently when
concept examples are chosen from different sources.
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4.6.3

Reporting TCAVs

The authors only report TCAV scores computed for one training run of a CAV. With the introduction
of statistical significance testing, an implicit assumption is introduced: there is statistical variation in
training the CAVs which leads to statistical variation in the TCAV scores. With this assumption, it is
inconsistent to report TCAV scores for one run. In the case of statistical variance, a single example is
meaningless. It would be more consistent to report mean TCAV scores, the same means that are used in
the significance test.

4.6.4

Significance testing for TCAV scores

Significance testing on TCAV scores to detect meaningless CAVs is problematic for several reasons. Firstly
because TCAV scores that do not significantly differ from TCAV scores for random CAVs, do not rebut
that the Concept Activation Vector is meaningful, or behaves consistently. Secondly, the application of
significance testing in the original paper is problematic as vanilla CAVs are used to compute significance
values, which in turn are used in reports of relative TCAV scores.
We argue that testing whether a CAV is meaningful based on TCAV scores is flawed because TCAV
scores for a CAV in a particular class are not indicative of the consistency of this specific CAV. For the
sake of this argument, we repeat the definition of CAVs and TCAV scores. A CAV is a vector in the
activation space defined by a linear classifier trained to separate activations of a positive and a negative
set of images. The TCAV score is the proportion of images of a specific class for which the derivative
of the loss in the direction of the CAV is negative. A consistent CAV for a specific concept is one that
for different training runs (thus different example sets) has a consistent result e.g the decision boundary
is at a somewhat consistent location in the activation space and the directions defined by this boundary
are similar. This is the desired and assumed behavior if there is one area in the activation space where
the concept is located. A TCAV score can be used to check if moving into the direction of the CAV in
the activation space, influences the loss. However, a TCAV score of 0.5, in this case, would only indicate
that the loss surface in this direction is not consistently increasing or decreasing for every input example.
Even if each CAV is exactly the same across training runs and thus very consistently defining a concept
in the activation space, then it is still possible that the TCAV score for a specific class for each of these
CAVs is 0.5.
As mentioned in section 3.2.1.1 the method of significance testing is not fully transparent. We report
results where significance testing on vanilla CAVs is used to filter relative CAVs. The presented bar
graphs in the original paper show bars which were not omitted after statistical testing, but range around
0.5. The average of TCAV scores for random CAVs converses to 0.5. This supports our suggestion that
significance testing is performed on vanilla CAVs, as it is unlikely that statistical testing would not reject
these scores.
Using significance testing in this way is problematic. The hyperplane separating activations of striped
images from dotted images might be entirely different from the hyperplane separating activations of
striped images from randomly picked ImageNet images. If the CAVs trained to distinguish concept
images from random images results in TCAV scores that are consistently different from random, this is
not necessarily an indication that the same will be the case for the CAVs trained to separate images of
related concepts.
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Chapter 5

Experiments on MNIST-based data
In this section, we verify the use of CAVs as concept detectors in a simple and controlled setting. Additionally, we investigate the influence of different loss functions on the behavior of CAVs in the activation
space.

5.1

Data

To investigate the (T)CAV method in a controlled environment, we need data for which we can control
the existence of concepts in the input data. If we use plain MNIST data, concepts that come to mind
would be lines and curves. We know that convolutional networks generally have representations of lines
in different orientations in the first layers of the network [35]. Therefore it is likely that a setting where
lines are the concepts of interest would result in trivial experiments, as concepts can then be expressed
in single units as was done in [3].
We construct a less trivial dataset, which still allows us control over the availability of concepts in the
input images: we create images that contain multiple MNIST characters. Each class is defined by a
random combination of 3 digits. We then use the separate digits as concepts. We expect the network to
reach a high testing accuracy as the task is only a variation of the MMNIST task, for which Yann LeCun
et al. reached accuracy greater than 0.99 in 1998 [19].
We include the first 5 digits (0-4) in these images, which results in 10 different combinations of 3 digits.
This means we have 10 classes we use to train the network. We use all digits as concepts. See figure 5.1
for some examples of the data.

5.2

Network and training methods

We train a network that consists of two blocks of 2 convolutional layers with ReLu activation function
and one max-pooling layer. After those blocks, we flatten the activation space and add 2 dense layers,
with a dropout layer between them. See table 5.1 for a schematic overview of the network.
We trained this network with categorical cross-entropy loss and AdaDelta optimizer. We stop learning
when validation loss does not decrease for 5 epochs. The image color values are scaled to lie between 0
and 1
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Figure 5.1: Example images for MNIST-based data

5.3

Experiment 1: CAVs as probes

The goal of this set of experiments is to empirically evaluate whether information about concepts is
captured in the representation space of a network. In the following experiments, we interpret the linear
classifiers defining the CAVs as probes for how much information is present in a specific layer about
a concept. In this experiment, we verify whether using digits as concepts is a reasonable choice. We
expect that from early in the network the digits will be separable, as Alain and Bengio have shown
that in a similar network trained to separate MNIST digits, the digits are separable very from the first
convolutional layer onward. [1].
Data. We create a dataset as described in section 5.1
Method. We train the network defined in section 5.2 10 times with a new random initialization, but
the same data. The mean validation accuracy is 0.9963 (std 0.001096). For each of the models trained,
for the output at each layer, we train a linear classifier at each layer to separate between the numbers 0
to 4. We evaluate the separability of the concepts in the activation space based on the F1 scores of the
classifiers for each of the letters.
Results. Figure 5.2 shows the CAV accuracy for each layer of the network. We can see that the
separability increases for deeper layers of the network. However, note that from the first convolutional
layer already, the accuracy is above 0.96 for all initializations of the network.
Table 5.2 shows the precision, recall and f1 scores for each of the separate concepts, for the last representation layer, for one of the training runs. We can see that each of the digits is almost perfectly separable
in the last representation layer. Other training runs show similar results.
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Layer
input
Conv2d 3x3 32
Conv2d 3x3 64
MaxPool 2x2
Conv2d 3x3 64
Conv2d 3x3 64
MaxPool 2x2
Dropout 0.5
FullyConnected 128
Dropout 0.5
FullyConnected 10
Softmax

Output shape
84 x 28 x 1
82 x 26 x 32
80 x 24 x 64
40 x 12 x 64
38 x 10 x 64
36 x 8 x 64
18 x 4 x 64
128
10
10

Table 5.1: Simple Convolutional network, the ReLU activation function is not shown to prevent clutter

Figure 5.2: Accuracy scores of linear logistic regression classifiers per layer on single digit probes

5.3.1

Experiment 1.2: Influence of different loss functions

We investigate the influence of different loss functions on the separability of the concepts in the activations
space. As the gradient of the loss function drives updates of the weights in the network during training,
the shape of the activation space is influenced by this loss function. Therefore, the choice of loss function
might have a severe impact on how concepts are represented in the activation space. We investigate the
influence of different loss functions by comparing our results for the categorical cross-entropy loss with
center loss. Center loss adds a weighted term to the categorical cross-entropy loss that learns a center for
deep features of each class and penalizes the distances between the activations and their corresponding
class centers [34]. We repeat the above experiment but now using center loss, with different weight
parameter λ for the center loss term.
Data. In this experiment the same data as in Experiment 1.1 is used.
Method. We train the network defined in section 5.2 but now with both categorical cross-entropy loss
and a center loss term. We use the following λ parameters for the center loss term [0, 0.1, 0.01, 0.001,
0.0001, 0.00001, 0.000001], note that λ = 0 equates to the standard categorical cross-entropy loss. We
thus train 7 different models, with different loss functions. We train each model 10 times with a new
random initialization, but the same data. For each of the models trained, we train a linear classifier for
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0
1
2
3
4
micro avg
macro avg
weighted avg

Precision
1.00
1.00
1.00
1.00
1.00
1.00
1.00
1.00

Recall
1.00
0.99
0.99
1.00
0.99
0.99
0.99
0.99

F1-score
1.00
1.00
1.00
1.00
0.99
1.00
1.00
1.00

Table 5.2: Precision, recall and F1 scores for each of the separate single digit concepts, for the fist dense layer, for one of
the training runs.

Figure 5.3: Average performance of linear logistic regression classifiers on single digit probes, for ten training runs in
networks with different parameters for the center loss term. Here, softmax indicates a center loss terms weight of 0, which
equates to the standard categorical cross-entropy loss.

the last representation layer to separate between the numbers 0 to 4. We evaluate the separability of the
concepts in the activation space based on the F1 scores of the classifiers for each of the letters.
Results. Figure 5.3 shows the CAV precision, recall and F1 scores for different weights of the center loss
term in the combined loss. We can see they all perform almost perfectly with minimal variation between
separate training runs. It appears that in this task there is no influence of different loss functions on the
separability of the digits in the activation space.

5.4

Experiment 2: Alignment of CAVs with input images

The goal of this set of experiments is to verify whether CAV alignment can be used as a detection method
for concepts. In the following experiments, we use both cosine similarity with CAVs and the classification
prediction computed from the linear classifier defining the CAV, as a prediction of the presence of a
concept. In experiment 1.2 we investigate the influence of using different loss functions, using a weighted
center loss term in addition to the categorical cross-entropy.
Data. In this experiment the same data as in Experiment 1.1 is used.
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Figure 5.4: Average performance of CAV alignment as concept detector in input images based on classifier prediction, for
ten training runs in networks with different parameters for the center loss term. Here, softmax indicates a center loss terms
weight of 0, which equates to the standard categorical cross-entropy loss.

Method. The first step is to establish a ground truth: a set of expected concepts per class, which is
a subset of all concepts of interest in the task. In our case, the set of concepts of interest is the set of
5 digits that occur in the dataset. Per class, the set of expected concepts consists of the three digits
that define the class. We encode the expected concept labels for each image as a multi-label assignment.
Each image of a specific class has a concept label array that defines our ground truth of existing concepts
in the class. in the current setting the total set of concepts of interest is {0, 1, 2, 3, 4} then for each
image for class 034 we set the ground truth to [1, 0, 0, 1, 1]. We then calculate the CAV alignment using
both cosine similarity and the CAV classifier’s prediction score. We verify these methods by comparing
the predicted concept presence to the ground truth labels and report precision, recall, F1 and Hamming
score.
Results. Figures 5.4 and 5.5 shows the performance of CAV alignment as concept detectors for both
cosine similarity and classifier prediction score. We see that for both methods and all loss functions the
precision is high, indicating that if a concept is detected, it is generally correctly detected. Additionally,
especially for the cosine method, we can see that recall is also high, indicating most concepts in the images
are detected. This shows that CAV alignment can reliably be used as a concept detection method in the
current task.
Let us first compare our two methods of CAV alignment, cosine similarity and classifier prediction score, in
the standard categorical cross-entropy loss setting (indicated with ‘Softmax’ in the figure). The Concept
Alignment F1 Score based on cosine similarity is 0.9580 (std = 0.02823, N = 10), the Concept Alignment
Score based on classifier prediction score is 0.9157 (std = 0.0397, N = 10). These scores are significantly
different from each other (p = 0.0089, in one-sided t-test). Also, if we look at the results for other loss
functions we find that CAV alignment based on cosine similarity has a significantly higher F1 score for
all center loss weights, except for λ = 1e − 5 and λ = 1e − 6. Therefore we conclude that CAV cosine
similarity is the more reliable method of predicting concept presence in images.
Next, we compare the influence of different loss functions on our results. We will only look at CAV
alignment based on cosine similarity here. There is an influence of the weight of the center loss term on
the performance of CAV alignment as a concept detector. F1 scores for concept detection in networks
trained with center loss with λ = 0.0001 and higher are significantly higher than standard categorical
cross-entropy loss. We can see that a larger weight for the center loss term improves both precision and
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Figure 5.5: Average performance of CAV alignment as concept detector in input images based on cosine similarity, for ten
training runs in networks with different parameters for the center loss term. Here, softmax indicates a center loss terms
weight of 0, which equates to the standard categorical cross-entropy loss.

recall and leads to a lower variance between training runs.
We investigate both the choice of CAV alignment method and the influence of the loss function on our
method further in a more complicated setting.
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Chapter 6

Experiments on letter data
We extend on the MNIST based experiments to a slightly harder task, in order to create a slightly more
realistic setting. We have established that CAV alignment can be used as a concept detection method
in the adapted MNIST setting. In this section we repeat the experiments conducted in a slightly harder
task, to verify the use of CAVs as concept detectors. Then we verify whether Concept Alignment Scores
can be used as a measure of representation quality as described in section 3.1.4. Lastly, we evaluate two
variations of TCAV scores as a method of concept attribution to class predictions of images.

6.1

Data

We extend on the ideas of the described MNIST-based dataset and construct a similar dataset for a harder
task, which introduces variance in color, size and spatial location. We construct a dataset of three-letter
words on uni-colored backgrounds. We randomize font, location and color to ensure that classification
can only be performed based on the available letters in the word which define the class. We use fonts
freely available from Google fonts 1 . We exclude all non-Latin fonts and fonts that consist of barcode
characters. This selection contains 2370 fonts. This selection treats variations of the same font, such as
bold or italic fonts as separate fonts. See figure 6.1 for some example images all belonging to the same
class.
We create the following dataset:
• random 5 different letters
• all possible 3 letter combinations in random order (which creates 10 three letter ‘words’) each define
a class
• 500 images for each class
• 100 extra validation images created in same way.
• Each image:
– 64x64 image
– random color letters
– random color background
1 https://github.com/google/fonts
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– random font from google fonts, in subset ‘latin’ excluding barcode, Chinese and Arabic fonts
– random font size between 80 and 110pt
– random location of word in image, while ensuring word does not overflow the frame.

Figure 6.1: Example images for class FLP

The concept data for each letter is constructed in the same way but now with just one letter per image.
All other parameters are identical to the data set described above. See figure 6.2 for some examples of
concept data for different letters.

Figure 6.2: Example concept images for letters A, F, L, P and Y

6.2

Network architecture and training methods

In each experiment, we use the following network architecture: a Convolutional Neural Network that
consists of 4 blocks of 2 convolutional layers and one max pooling layer. After four of those blocks, we
flatten the activation space and add 2 dense layers. Batch normalization is added after each convolutional
layer, as training was impaired without it. See table 6.1 for a schematic overview of the network
We train this network to classify between the 10 classes defined by the combinations of the 5 random
letters. The color values of the images are scaled to lie between 0 and 1. During training, data is randomly
augmented with a random horizontal and vertical 10% shift.
We trained this network with categorical cross-entropy
p loss and Adam optimizer with a learning rate of
0.001. We decrease the learning rate with a factor (0.1) when validation loss does not decrease for 5
epochs. We stop learning when validation loss does not decrease for 7 epochs or the learning rate becomes
smaller than 0.5e − 6 We found that in each new random initialization of the network, the accuracy varies
somewhat. The presented results are each from a single training run that showed no anomalies. In some
cases, the loss would not go down significantly before the early stopping criterion was met. If this was
the case training was restarted. In other cases, learning was so slow that the learning rate was decreased
too early in training due to the learning rate scheduler. If the learning rate dropped too fast the network
would get stuck in a local minimum and accuracies around 0.9 were reached before the early stopping
criterion was met. In these cases too the training was restarted.
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Layer
input
Conv2d 3x3 32
BatchNorm
Conv2d 3x3 32
BatchNorm
MaxPool 2x2
Conv2d 3x3 64
BatchNorm
Conv2d 3x3 64
BatchNorm
MaxPool 2x2
Conv2d 3x3 64
BatchNorm
Conv2d 3x3 64
BatchNorm
MaxPool 2x2
Conv2d 3x3 128
BatchNorm
Conv2d 3x3 128
BatchNorm
FullyConnected 256
BatchNorm
Dropout 0.5
FullyConnected 10
Softmax

Output shape
64 x 64 x 3
64 x 64 x 32
64 x 64 x 32
32, 32, 32
32, 32, 64
32, 32, 64
16 x 16 x 64
16 x 16 x 64
16 x 16 x 64
8 x 8 x 64
8 x 8 x 128
8 x 8 x 128
128

5
5

Table 6.1: Network architecture, the ReLU activation function is not shown to prevent clutter

Figure 6.3: F1 scores of linear logistic regression classifiers for each of the 20 models, per layer on original classes
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1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
Average

Training accuracy
0.9991
0.9966
0.9978
0.9996
0.9968
0.997
0.9992
0.9992
0.993
0.9978
0.9926
0.9954
0.999
0.9968
0.999
0.9994
0.9987
0.9992
0.998
0.9984
0.99763

Validation Accuracy
0.978
0.9640
0.985
0.9860
0.9680
0.9720
0.965
0.9710
0.9660
0.9800
0.9660
0.9860
0.98102
0.9630
0.9650
0.9720
0.983
0.9780
0.9760
0.9690
0.9737

Table 6.2: Train and validation classification accuracy for 20 models. Each network is trained on a new dataset consisting
of 10 combinations of 5 random letters

6.3

Experiment 1: CAVs as Probes

The goal of this set of experiments is to empirically evaluate whether information about concepts is
captured in the representation space of a network. In the following experiments, we interpret the linear
classifiers defining the CAVs as probes for how much information is present in a specific layer about a class
or concept. We vary concepts available in the images used to train the network. In this way investigate
how concept information is represented in the representation space when certain biases exist in the data.
See appendix .. for additional experiments.

6.3.1

Experiment 1.1: Linear separability of classes at each layer

Alain and Bengio [1] show that we can monitor the features at each layer and verify how suitable they are
for classification by training a linear classifier for the original task on the activations of each layer. We use
this method as a sanity check to our model. We expect the relationship between depth and classification
performance on intermediate features to be monotonic, following Alain and Bengio’s results.
Data. We create 20 datasets as described in section 6.1, each with a set of 5 randomly drawn letters.
Method. For each dataset, we train one CNN as detailed in section 6.2. Then, for each network, for the
output at each layer, we train a linear classifier to classify the 10 corresponding classes. We evaluate the
separability of the classes in the activation space based on the F1 scores of the classifiers.
Results. Table 6.2 reports training and validation accuracy for all 20 networks on the 10 class tasks.
We observe that all models reach an almost perfect training accuracy and a validation accuracy greater
than 0.9630. We thus observe some overfitting.
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We evaluate the separability of the classes, and thus the information about the classes present in each
layer of the model, using the F1 score of the classifier for each of the classes. Figure 6.3 shows the average
F1 scores in different layers for all 20 experiments. We observe that the separability of the classes indeed
monotonically increases with the depth of the network for all experiments, which confirms results found
by Alain at al.

Figure 6.4: F1 scores of the linear classifiers trained to distinguish the letter concepts in the activation space at different
layers, for the first four of the networks trained in experiment 1.1.

6.3.2

Experiment 1.2: Linear separability of letter concepts

In this experiment, we verify whether using letters as concepts is a reasonable choice. We expect that
from a certain layer onward, the activation space of images with single letters is separable.
Data. In this experiment the same data as in Experiment 1.1 is used.
Method. For each of the models trained in experiment 1.1, for the output at each layer, we train a
linear classifier to classify the 5 corresponding letters. We evaluate the separability of the concepts in the
activation space based on the F1 scores of the classifiers for each of the letters. Following Kim et al. [16]
we visualize the CAVs defined by the linear classifiers. We evaluate the separability of the concepts, and
thus the information about the concepts present in our model using the F1 score of the classifier for each
of the letters.
Results. We find that the separability of the letter activations varies. This might be due to random
variations in the data or training or due to the specific letters chosen, where some may be easier to distinguish from each other than other letters. Other explanations include that the order and the combination
of the letters might be important for the original classification task than individual letters. This might
cause individual letters to not be fully separable in the activation space. Figure 6.4 shows some examples
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of F1 scores of the concept classifiers in the activation space for different layers, for the first 4 datasets of
experiment 1.1.

Figure 6.5: Optimized images that maximally activate the relative Concept Activation Vectors for the letters F, L, P, T
and Y in different layers of the network trained on classes consisting of 3-letter combinations of these letters
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6.3.2.1

Visualization.

Following Kim et al. [16] we visualize the CAVs, by optimizing input images to maximally activate a
CAV, to qualitatively evaluate whether a CAV reflects the concept of interest. We expect to find patterns
that resemble the concepts used to train these CAVs, in our case the letters. In figure 6.5 we show the
results for the letters F, L, P, T and Y in different layers of the network trained on classes consisting of
3-letter combinations of these letters. F1 scores for these CAVs are shown in figure ??. We see that the
visualization for the CAVs in this setting does not result in recognizable letters. A possible explanation
for this is that the CAV does not correctly reflect the concept of interest, this is unlikely, due to the high
accuracy of the classifier. A more likely explanation is that the letters of interest are separated mostly on
specific properties. This is visible in figure 6.5 where we can recognize for example the parallel horizontal
bars of the F, the bottom horizontal bar of the L and diagonal lines of the Y

6.3.3

Experiment 1.3: One letter consistently in every class

Training of the weights and thus the constructions of the activations space is driven entirely by the loss
on the loss on the classification task, in the last layer. Therefore we can imagine that concepts that do not
help classification are ignored in the network and will not be separable in the activation space. We verify
this hypothesis by constructing datasets in which each class contains a consistent letter. The classes still
contain 3 letters, but only two of them vary between classes.
Data. We create 5 datasets as described in section 6.1, except each time we draw 5 random letters from
the alphabet, we also draw an additional one, which will be the consistent letter. For 5 letters there are
10 possible 2-letter combinations. The classes consist of one of the ten 2-letter combinations plus the
extra letter, in a random order. For example, we draw EGRWX from the alphabet and A as consistent
letter the classes, in this case, become AGR, AWG, AXE, EAG, EAR, EAW, GXA, RXA, WAX and
WRA.
Method. For each dataset we train one CNN as detailed above. Then, for each network, for the output at
each layer, we train a linear classifier to classify the 6 corresponding letters. We evaluate the separability
f the concepts in the activation space based on the F1 scores of the classifiers for each of the letters.
Results.Table 6.3 shows the training and validation accuracy. The networks all have at least a 0.971
validation accuracy.

EGRWX + A
FKUVW + D
CDGLX + F
EKUYZ + I
BHJLP + V

Training Accuracy
0.9986
0.9986
0.9968
0.9976
0.9966

Validation Accuracy
0.980
0.9710
0.9720
0.9730
0.980

Table 6.3: Train and validation classification accuracy. Each network is trained on 10 classes where each class consists of a
unique two letter combination and an additional consistent letter that is the same for all classes.

Figure 6.6 shows the F1 score of the linear classifier trained to distinguish the concepts in the activation
space at different layers. The consistent letter’s classifier performance is indicated with a black line.
We observe that the consistent letter’s classifiers behave similarly to the other letter concepts. We
hypothesized that the consistent letter would be less separable from the others, as learning a separate
representation for this letter does not contribute to the classification. Possibly the combination of patterns
and place of this consistent letter still aided in classification, steering towards a separable representation
of the consistent letter.
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The fact that this consistent concept is separable is encouraging as it is an indication that a network
encodes a general representation. This is one of the goals of classification with neural networks as described
in 1.1.

Figure 6.6: F1 scores of the linear classifiers trained to distinguish the concepts in the activation space at different layers,
for each of networks trained on a dataset with a consistent letter that exists in every class. The consistent letter’s classifier
performance is indicated with a dashed black line.

6.3.4

Experiment 1.4: Fixed color per class

In section 1.1.3 we describe that biases in the data can lead to networks that do not generalize. In this
experiment, we investigate whether CAV performance for concepts deemed relevant by a user can help
reveal low-quality representations, introduced by bias in the data
We investigate how the introduction of a (strong) bias in the data by using a fixed font color per class,
influences the performance of the letter CAVs. Ritter et al. describe that a neural network trained on
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ImageNet (slightly) prefers shape over color to base classification on [26]. Following these results, it is
expected to still find separable subspaces in the activation space for the letters. However the conditions
in which the network is trained are different from theirs: we fix the color with only a small variation and
each color uniquely exists in only one class, while there is quite some variation in letter shapes due to the
random fonts. In this setting, the minimal set of features needed for the separation of the classes is the
color. Therefore we expect that there will only be minimal representation of the letters in the activation
space and therefore the letters will not be well separable in the activation space.
Data. In this experiment we use the same 5-letter sets as the first 5 experiments in experiment 1.1.
We create the data as described in section 6.1, except for each class we pick a random RGB valued
color (r, g, b), then for each image we pick the font color r0 , g 0 and b0 with the following variation r0 ∼
U(max(0, r − 20), min(255, r + 20)).
Method. For each dataset, we train one CNN as detailed above. Then, for each network, for the
output at each layer, we train a linear classifier to classify the 5 corresponding letters. We evaluate the
separability of the concepts in the activation space based on the F1 scores of the classifiers for each of
the letters.
Results. Table 6.4 shows training and validation accuracy scores on the classification task. The introduction of color results in generally higher validation accuracy scores, then in the baseline experiment
(see the first 5 rows of table 6.2).

1
2
3
4
5

Accuracy
0.9982
0.9972
0.9982
0.9991999998092651
0.9992

Validation Accuracy
0.9920
0.98406
0.9800
0.991
0.9800

Table 6.4: Train and validation classification accuracy for 20 models. Each network is trained on a new dataset consisting
of 10 combinations of 5 random letters as classes, where each class has a fixed color.

Figure 6.7 shows the F1 score of the linear classifier trained to distinguish the letter concepts in the
activation space at different layers. We hypothesized that the letter would be less separable than in
experiment 1, as in the current setting, the color would be enough to separate the classes. The results
support this hypothesis, as the performance of the letter classifiers is not far above chance level, in all of
the layers, for all of the experiments. This indicates that explanatory factors in the data can suppress
the emergence of separable representations of other concepts in the activation space.

6.3.5

Experiment 1.5: Influence of different loss functions

In section 5.3.1 we pose that because loss functions drive weight updates during training, they determine
the shape of the activation space and this influences how concepts are represented in the activation space.
In the MNIST-based task, we found no difference in the separability of digit concepts in the activation
space when comparing categorical cross-entropy loss with an added center loss term. In this section, we
investigate the influence of a center loss term in the loss on classification performance in the original task
and the separability of letter concepts in the activation space.
Data. In this experiment the same data as in Experiment 1.1 is used.
Method.
For each dataset, we train one CNN as detailed above, but now with both categorical
cross-entropy loss and a center loss term. We use the following λ parameters for the center loss term [0,
0.001, 0.0001, 0.00001], note that λ = 0 equates to the standard categorical cross-entropy loss. We thus
train 4 different models, each for 20 different datasets. For each of the models trained, for the output at
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Figure 6.7: F1 scores of the linear classifiers trained to distinguish the letter concepts in the activation space at different
layers, for the networks trained on datasets where each class has a fixed color.

each layer, we train a linear classifier to classify between the 5 corresponding letters. We evaluate the
separability of the concepts in the activation space based on the F1 scores of the classifiers for each of
the letters.
Results. We find that performance in the original task is similar for all four center loss term weights.
See table 6.5 for average validation accuracy and standard deviation for the 20 different datasets. Varying
the center loss terms thus does not influence the classification performance in this task.
See figure 6.8 for the separability of letter concepts in the activation space for different layers in a network
trained with different center loss term weights. We find that the separability of the letter activations does
vary with the weight of the center loss term. What is interesting to note here, is that in the categorical
cross-entropy setting, the letters are most separable in the last representation layer. However, for all
networks trained with a center loss term, the letters appear to be most separable in the layer before that.
None of these differences is significant.
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Cat. cross-entropy
Center loss λ = 0.00001
Center loss λ = 0.0001
Center loss λ = 0.001

Average accuracy
0.9737
0.9723
0.9739
0.9727

Std
0.0079
0.0060
0.0065
0.01005

Table 6.5: Validation classification accuracy for different center loss parameters. For each of the center loss parameters 20
models where trained on the datasets as described in experiment 1.1.

Figure 6.8: Average F1 scores of the linear classifiers trained to distinguish the letter concepts in the activation space at
different layers in network trained with different center loss term weights. For each of the center loss parameters 20 models
where trained on the datasets as described in experiment 1.1.

6.4

Experiment 2: Alignment of CAVs with input images

We have established that CAV alignment can be used as a concept detection method in the adapted
MNIST setting. The goal of this set of experiments is to verify whether this also holds for the letter
task. We compare both methods of aligning CAVs with input images: cosine similarity with the CAVs
and the classification prediction computed from the linear classifier defining the CAV. Additionally, we
compare the influence of different center loss terms on the reliability of using CAV alignment as a concept
detection method.

6.4.1

Experiment 2.1: Comparing two methods of CAV alignment

In this experiment compare both methods of aligning CAVs with input images: cosine similarity with the
CAVs and the classification prediction computed from the linear classifier defining the CAV.
Data. In this experiment the same data as in Experiment 1.1 is used.
Method. In this experiment we use the networks trained in experiment 1.1 and the CAVs trained in
experiment 1.2. In order to compare the performance of our CAV alignment methods in concept detection,
we compare the predicted concepts to ground truth concept labels. Like in section 5.4 we establish the
ground truth by defining a set of concepts of interest for the task and a set of expected concepts per class,
which is a subset of all concepts of interest in the task. In our case, the set of concepts of interest is the
set of 5 letters that occur in a single data set. Per class, the set of expected concepts consists of the three
letters that define the class. We encode the expected classes for each image as a multi-label assignment.
Each image of a specific class has a concept label array that defines our ground truth of existing concepts
in the class. For example, if our total set of concepts of interest is {A, B, C, D, E} then for each image
for class ABC we set the ground truth to [1, 1, 1, 0, 0]. We then calculate the predicted concept labels
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using both cosine similarity en the CAV classifier’s prediction score.
Results Cosine similarity We compute a set of predicted concepts by computing the cosine similarity
between the activations of an image and each of the CAVs of interest. A concept is considered to be present
in the image if the cosine similarity is greater than 0. Table 6.6 shows an example of a classification report
concept detection based on CAV alignment with cosine similarity in one network (trained on dataset 1
in section6.2). We can see that precision is high, this means that when an image is predicted to contain
a concept, this is mostly correct. However recall is lower, meaning we fail to detect concepts in an image
frequently. The Hamming score for predicted concepts with cosine similarity is 0.534. The Hamming
score indicates that this method on average detects slightly more than 1.5 of 3 concepts available in the
images.

F
L
P
T
Y
micro avg
macro avg

precision
0.96
0.99
0.95
0.98
0.74
0.93
0.92

recall
0.57
0.56
0.71
0.55
0.32
0.54
0.54

F1-score
0.72
0.72
0.81
0.71
0.45
0.69
0.68

Table 6.6: Classification report for concept detection based on CAV alignment with cosine similarity in one network

These scores were computed for all the 20 networks trained on the random three-letter sequence datasets
described in section 6.3.2. All networks together have an average F1 score of 0.638048672 (std 0.0681)
and average Hamming score of 0.485294167 (std 0.072836315)
Results classifier prediction score Table 6.7 shows an example of a classification report for concept
detection based on CAV alignment with prediction probability in one network (trained on dataset 1 in
section6.2). Recall is lower than for the cosine method for all concepts. Again we can see that precision
is high, this means that when an image is predicted to contain a concept, this is mostly correct. The
Hamming score for predicted concepts with classifier prediction score is 0.3588. The Hamming score
indicates that this method on average only detects slightly more than one of three concepts available in
the images.

F
L
P
T
Y
micro avg
macro avg

precision
0.98
1.00
0.98
0.99
0.73
0.95
0.94

recall
0.34
0.40
0.56
0.30
0.19
0.36
0.36

F1-score
0.51
0.57
0.72
0.46
0.30
0.52
0.51

Table 6.7: Classification report for concept detection based on CAV alignment with prediction probability in one network

Again these scores were computed for all the 20 networks trained on the random three-letter sequence
datasets described in section 6.3.2. All networks together have an average F1 score of 0.5052 (std 0.0554)
and an average Hamming score of 0.3465 (std 0.0481). These scores significantly differ from the CAV
alignment scores based on cosine similarity (p < 1e − 7 for both F1 score and Hamming score). This
supports our findings for the MNIST-based setting. Therefore we conclude that CAV cosine similarity is
the more reliable method of predicting concept presence in images.
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6.4.2

Experiment 2.2: Influence of different loss functions

Data. In this experiment the same data as in Experiment 1.1 is used.
Method. In this experiment we use the networks trained in experiments 1.1 and 1.5 and the CAVs
trained in experiment 1.5. We use the ground truth concept labels as established for experiment 2.1. We
repeat the method we used for experiment 2.1, however, now we compare Concept Alignment Scores for
networks trained with different loss functions. As we have established that cosine similarity is the most
reliable method for CAV alignment in both the MNIST experiments as the current setting, we only use
cosine similarity in this experiment.
Results.
Table 6.9 shows the average Concept Alignment Scores for networks trained with center
loss with λ parameters for the center loss term [0, 0.001, 0.0001, 0.00001]. We can see that Concept
Alignment Scores are not (significantly) different for categorical cross-entropy, centerloss with λ = 0.001
and center loss with λ = 0.001. However, the Concept Alignment Score for center loss with λ = 0.00001
is significantly lower than the CAS for networks trained with other center loss parameters, for both F1
CAS and Hamming CAS (p < 0.001 in onesided t-test for all combinations).

Figure 6.9: Average Concept Alignment Scores for networks trained with different center loss parameters. or each of the
center loss parameters 20 models where trained on the datasets as described in experiment 1.1

6.5

Experiment 3: Validating Concept Alignment Score as a
measure of representation quality

We have proposed to use CAV Alignment Score as a model agnostic measure of representation quality. In
this section, we compare our method with a known measure of representation quality: transferability of
representations. Because cosine similarity based CAV alignment showed to be more reliable in detecting
concepts in input images, we will only report results for this method. In experiments 1 and 2 we have
trained 80 models, with 20 different datasets and 4 different loss functions. We have computed Concept
Alignment Scores for all of them. We exclude the models trained with a center loss parameter λ = 0.00001
as we saw models trained with this center loss parameter have significantly lower Concept Alignment
Scores.
We create a new task and accompanying data sets. In this new task, we use the same letters as in the
original task. If the original classes are all combinations of ABCDE, these letters are also used in the new
task. In the original task, we use al possible 3-letter combinations of the 5 randomly drawn letters, the
letters are in a fixed order for each of the images belonging to one class. We create new data following
the data generation parameters as described in section 6.1, but the letters of each class are defined by
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the original task. In the new task, the letter combinations are in a different fixed order. For example, if
the original class was BEA, the new class may be EBA.
Figure 6.10 plots F1, Hamming and Precision Concept Alignment Scores for the original task, against
the accuracy of the classifier on the new task. The F1 Concept Alignment Score and Hamming Concept
Alignment Score both have a very weak correlation (Pearson’s r = 0.1038 for F1 CAS and r = 0.0803
for Hamming CAS) with performance on the new task. However, the precision Concept Alignment Score
has a moderate correlation (Pearson’s r = r=0.5291) with performance on the new task.

(a) F1 Concept Alignment Scores r = 0.1038

(b) Hamming Concept Alignment Scores r = 0.0803

(c) Precision Concept Alignment Scores r = 0.5291
Figure 6.10: Scatter plots of F1, Hamming and Precision Concept Alignment Scores vs accuracy on transfer learned task.

As a sanity check, we also report the correlation between performance on the original task and performance
on the new task. Figure 6.11 shows a scatter plot of validation accuracy in original task vs accuracy on
the transfer learned task. There is no correlation between the two (r = −0.0111).
Therefore, in our current setting, we show that a higher Precision Concept Alignment Score is weakly
indicative of how the model performs in a transfer learned task. As the last is a known measure of
representation quality we conclude that Precision Concept Alignment Score is a better measure of representation quality than original representation quality.
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Figure 6.11: Scatter plots of validation accuracy in original task vs accuracy on transfer learned task.

6.6

Testing with Concept Activation Vectors

In order to investigate the behavior of Testing with Concept Activation Vectors scores (TCAV scores),
we compute the TCAV scores for the tasks in experiment 1.2 and 1.3. We expect high TCAV scores (up
to 1) for all letters that are in a class. In the setting where there is a consistent letter (see table 6.9),
we expect a low TCAV score for the consistent letter as this letter is in all classes and thus should not
contribute to classification. We only investigate the TCAV scores for the CAVs trained on activations of
the last layer before classification as the concepts can be most reliably separated in this layer. In this
section, we report results for only a few of the experiments performed before as all experiments showed
similar results.
Our results do not match our expectations. We see examples where irrelevant letters have a high TCAV
score, for example in table 6.8 where TCAV score for Y for the class PLT is 1, and in table 6.9 where
TCAV score for X for the classes EAG and EAR are both almost 1.
Additionally, we find that concepts we expect to be important have a low TCAV score, for example the
TCAV score for F for class TFP. This is unexpected, as there are more classes containing both T and P,
and therefore it is the combination of all three letters that defines a class.
F

L

P

T

Y

TCAV
TCAV+
TCAV−
TCAV
TCAV+
TCAV−
TCAV
TCAV+
TCAV−
TCAV
TCAV+
TCAV−
TCAV
TCAV+
TCAV−

FLP
0.74
0.51
0.14
0.62
0.22
0.11
0.81
0.51
0.06
0.15
0.03
0.65
0.03
0.01
0.79

FTL
0.26
0.11
0.4
0.96
0.86
0
0.64
0.19
0.1
0.35
0.1
0.17
0
0
1

FYP
1
1
0
0.04
0.03
0.84
0.97
0.94
0.01
0.5
0.24
0.16
0.68
0.44
0.13

LTY
0.05
0
0.9
0.98
0.95
0.01
0.34
0.07
0.32
0.57
0.18
0.08
0.4
0.19
0.32

PLT
0.32
0.14
0.46
0.01
0
0.91
0
0
1
0.98
0.84
0.01
1
0.99
0

PYL
0
0
1
0.99
1
0
0.81
0.61
0.03
0
0
1
0.19
0.06
0.69

TFP
0.01
0
1
0
0
1
0.99
1
0
0.86
0.68
0.05
0.06
0.02
0.94

YFT
1
1
0
0.01
0.01
0.98
0
0
1
1
1
0
0.11
0.01
0.71

YLF
0.99
0.89
0.01
0.76
0.37
0.07
0.01
0
0.96
0
0
1
1
1
0

YPT
0.27
0.12
0.49
0.29
0.13
0.61
0.95
0.62
0
0.33
0.13
0.35
0.81
0.65
0.08

Table 6.8: TCAV scores for a network with 3 letter words, computed for the last representation layer
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A
E
G
R
W
X

AGR
0.97
0
1
0.9
0.75
0.34

AWG
0.41
0
1
0
1
0

AXE
0
1
0
0.16
0.07
0.92

EAG
0.84
0.5
0.99
0.71
0.1
0.96

EAR
0.44
0.85
0.28
1
0
0.97

EAW
0.78
1
0.01
0.03
0.82
0

GXA
1
0.07
1
0
0.86
0.03

RXA
0.01
0.56
0
0.43
0.96
1

WAX
0.01
0
0.36
0
1
0.93

WRA
1
0.5
0.21
1
0.23
0

Table 6.9: TCAV scores for network with consistent letter A, computed for the last representation layer

Table 6.9 shows another interesting result. We posed that a consistent letter, which exists in all classes,
should not influence classification as the existence of that particular letter does not help distinguishing
between classes. From this, we hypothesized that TCAV scores for this concept should be lower than
the TCAV score for other concepts. This is not the case as TCAV scores for concept A vary across the
different classes, with a TCAV score 1 for two classes, which is the highest possible score.

6.6.1

Variations: vector arithmetic

Performing vector arithmetic in the activation space allows us to inspect how moving a point in the
activation space influences prediction probability. We focus on the prediction probability for the class to
which an image belongs. The prediction probability for the correct class is high. The median probability
for correctly classified examples is greater 0.9990, the mean probability greater 0.985. Changes in probability, when adding or subtracting a CAV are very small and do, in almost all cases, not change class
prediction. The median absolute change in prediction probability is 0.000145 when adding the CAV and
0.000179 when subtracting the CAV.
Table 6.8 shows the TCAV+ and TCAV− scores. It is interesting to note that TCAV+ and TCAV− do
not always complement each other. When for the majority of class examples the prediction probability
increases when adding the vector, then one would expect the prediction probability to decrease when
subtracting the vector for the majority of class examples. This is not the case for the TCAV scores for
CAV L in class FLP. Here both adding and subtracting the CAV results in the prediction probability
decreasing for the majority of the class examples. A similar phenomenon can be observed in TCAV scores
for CAV T in class YPT, and CAV Y in class LTY. A possible explanation for this is that the images
reside close to a maximum on the probability surface, such that a move in any direction decreases the
predicted probability.
While TCAV scores with vector arithmetic are intuitively appealing and supported by results by Fong et
al. [9], the results do not show to be more reliable than results for the original TCAV score definition.
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Chapter 7

Experiments on traffic sign data
In this section, we investigate the validity of our methods on real-world data. We use several traffic sign
datasets in a classification task. We repeat the experiments conducted in previous chapters to verify the
use of CAVs as concept detectors and test whether Concept Alignment Scores can be used as a measure
of representation quality

7.1

Data

We use 6 different publicly available datasets of traffic signs in the wild. These datasets provide an
interesting setting as they are of different quality and contain issues found in most real-world data, such
as bad noise to signal ratio in the images, biases or unbalance between classes. All datasets provide
either images that have been tightly cropped around a traffic sign or full-frame images with bounding
box annotations. In the latter case, we used the bounding box annotations to created cropped images.
All sets vary in size, number of classes, image quality and number of images per class. We discarded all
classes containing less than 10 labeled examples. See table 7.1 for the different datasets, their origin and
size after disregarding classes with less than 10 examples.
The data is collected in different countries and therefore traffic signs that convey the same message can
look very dissimilar. See for example figure 7.1 which shows European, US and Chinese warning signs
side by side.

Figure 7.1: Examples of traffic sign data from different datasets, collected in different countries and continents. The first
2 images are warning signs from Belgium (Europe), the middle images are from the US and the last two images are from
China
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Dataset
GTSRB [32]
BelgiumTS [21]
TSRD 1
TT100k [38]
SSS [18]
Mapillary 2

Origin
Germany
Belgium
China
China
Zweden
Worldwide

#classes
43
62
42
106
17
119

#images
39252
4592
3892
26089
2259
26105

min image size
15x15
21x22
26x28
6x11
15x16
14x9

max image size
250x250
527x674
491x402
401x399
274x259
1580x733

Table 7.1

7.1.1

Concept data

Traffic signs are naturally described by their shape and colors. These properties, together with icons,
numbers or text define the class of a traffic sign. As there are many icons and characters that might exit
in traffic signs, we focus on shapes and colors for simplicity.
We synthesize both color and shape date. We create examples for the following colors: red, white, black,
blue and yellow and the following shapes: circle, rectangle, equilateral triangle (with the point up),
equilateral triangle (with the point down) and rhombus (diamond).
For the shapes we create the shape in a random solid color, randomly rotate it (0-10 degrees), randomly
shear it and add Gaussian noise, then overlay the shape on a background, taken from the Places365
dataset [37]. For the colors, we first create a solid colored frame with a variation in HSV values. In figure
7.1 one would describe all the last four signs to be yellow, but it is easy to see that this concept yellow
contains a variety of colors. We capture these differences by varying hue between 35 and 65, saturation
between 0.7 and 1.0 and value between 0.5 and 1.0. in this way we capture different shades of yellow and
some orange tints, as well the influence of light on the color in images. Table 7.2 shows the minimum
and maximum HSV values used for the different color concepts
Color
Blue
Red
Yellow
White
Black

H
(210, 240)
(0, 20) and (350, 360)
(35, 65)
(0, 360)
(0, 360)

S
(0.7, 1)
(0.7, 1)
(0.7, 1)
(0.0, 0.1)
(0, 0.3)

V
(0.5, 1)
(0.5, 1)
(0.5, 1)
(0.80, 1)
(0, 0.4)

Table 7.2: HSV ranges used to synthesize color concept examples

7.2

Network and training methods

We train a network that consists of two blocks of 2 convolutional layers with ReLu activation function
and one max-pooling layer. After those blocks, we flatten the activation space and add 2 dense layers,
with a dropout layer between them. See table 7.3 for a schematic overview of the network. We reshape
all input images to 64x64.
We trained this network with categorical cross-entropy
p loss and Adam optimizer with a learning rate of
0.001. We decrease the learning rate with a factor (0.1) when validation loss does not decrease for 5
epochs. We stop learning when validation loss does not decrease for 7 epochs or the learning rate becomes
smaller than 0.5e − 6
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Layer
input
Conv2d 3x3 32
Conv2d 3x3 32
MaxPool 2x2
Conv2d 3x3 64
Conv2d 3x3 64
Dropout 0.5
FullyConnected 128
Dropout 0.5
FullyConnected
Softmax

Output shape
64 x 64 x 1
64 x 64 x 32
64 x 64 x 32
32 x 32 x 64
32 x 32 x 64
32 x 32 x 64
128
# classes
# classes

Table 7.3: Simple Convolutional network, the ReLU activation function is not shown to prevent clutter

7.3

Experiment 1: CAVs as probes

In this experiment, we verify whether using colors and shapes as concepts is a reasonable choice. Like in
previous experiments we expect colors and shapes to separable in the activation space. However, both
shapes and colors do not have a balanced presence in the datasets. In all European sets, for example, the
rhombus shape exists in one traffic sign only; the sign that signals a priority lane. Another example is the
SSS dataset, where none of the classes are triangle shaped. Therefore the separability in the activation
space might be impaired for some of the colors for some of the trained models
Data. We use training data and concept data as described in section 7.1.
Method. For each of the 7 traffic sign datasets, we train a network as described in section 7.2. We keep
20 percent of the data apart for validation. Then, for each network, for the output at each layer, we train
a linear classifier to classify between the concepts. We train relative CAVs for the set of shapes and the
set of colors separately. We evaluate the separability of the classes in the activation space based on the
F1 scores of the classifiers. Additionally, we look at some confusion matrices to inspect how imbalanced
presence of concepts in the training data influences the performance of the linear classifiers that define
the CAVs.
Results. Table 7.4 shows the training and validation accuracy for each of the 7 datasets. We can see
that performance differs between datasets. This can be explained through differences in the datasets;
Mapillary and SSS contain images taken in during night time. Also in Mapillary one class contains traffic
signs from multiple countries, which are slightly different. Other explanations include a large proportion
of low-quality images and highly unbalanced data.

BelgiumTS
GTSRB
Mapillary
SSS
TSRD
TT100k

Training Accuracy
0.9688
0.9873
0.8821
0.9603
0.9879
0.9556

Validation Accuracy
0.9324
0.9266
0.8046
0.8423
0.9921
0.9371

Table 7.4: Train and validation classification accuracy. Each network is trained on the dataset described in table 7.1

Figure 7.2 shows the separability of the shape concepts for the different networks. Remarkably, we see
that for all different models the shapes are most separable in the last convolutional layer. An explanation
is that the shape may be considered a lower-level concept to traffic signs. This explanation matches the
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current understanding that higher layers are sensitive to increasingly higher-level concepts [35]. However
this does not match previous results, neither the original work by Kim et al. [16] nor our experiments on
synthetic data where we found that concept separability on average increases monotonically.

(a) BelgianTS dataset

(b) TSRD dataset

(c) GTSRB
(d) Mapillary
Figure 7.2: F1 scores of the linear classifiers trained to distinguish the shape concepts in the activation space at different
layers, for networks trained on the BelgiumTS, TSRD, GTSRb and Mapillary datasets.

We expected some classes to be less separable in the activation space, due to the imbalance of concept
presence in the training images, particularly with regards to the rhombus and triangle (top down) shapes.
Our results do not match this expectation, all shapes appear to be more or less similarly separable.
The color concepts are perfectly separable in all layers. This confirms the results we saw in our replication
study. This is surprising however, as there is much more variability in the concept data in this experiment
than in the replication experiments.

7.4

Experiment 2: Alignment of CAVs with input images

Following our previous set of experiments, we again verify whether CAV alignment can be used as a
concept detection method.
Data. In this experiment we use the data as described in section 7.1 and the CAVs trained in experiment
1.
Method. Again the first step is to establish ground-truth. For each image class, we inspected examples
and created concept labels per class. A class is labeled with all available colors and shapes for example
figure 7.3 where the right image gets labels red, white, black and triangle top, and figure .. get labels
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BelgiumTS
GTSRB
TSRD
TT100K
SSS
Mapillary

precision
0.2343
0.4065
0.1640
0.1793
0.2823
0.1554

recall
0.5136
0.6891
0.3039
0.3720
0.5469
0.4530

f1
0.3218
0.5114
0.2130
0.2420
0.3724
0.2314

hamming score
0.2160
0.4012
0.1584
0.1655
0.2827
0.1738

Table 7.5: Performance in concept detection with CAV alignment, for shape concepts in the first dense layer.

BelgiumTS
GTSRB
TSRD
TT100k
SSS
Mapillary

precision
0.2862
0.1987
0.1343
0.2889
0.2461
0.1926

recall
0.4792
0.2498
0.1727
0.4108
0.3675
0.6208

f1
0.3584
0.2213
0.1511
0.33928
0.2948
0.2940

hamming score
0.3065
0.1860
0.1421
0.3003
0.2222
0.2380

Table 7.6: Performance in concept detection with CAV alignment, for shape concepts in the last convolutional layer.

blue, white, rectangle and triangle. We then calculate the CAV alignment using cosine similarity. We
compute CAV alignment for both the last convolutional layer and the dense layer, as the CAVs for the
last convolutional layer consistently outperformed the CAVs for the dense layer in terms of classification
between concept classes. We then compare the predicted concept presence to the ground truth labels and
report precision, recall, F1 and Hamming score.

Figure 7.3: Examples of traffic sign data. The right image will be labeled with concepts red, white, black and triangle top
and the left with blue, white, rectangle and triangle

Results. Figure 7.5 and 7.6 show the CAV Alignment Scores for the shape concepts for the first dense
layer and the last convolutional layer. There are 5 shapes, which means that for the shape concepts the
concept detection in images TT100K, TSRD and Mapillary precision is below chance level. From these
results, we can conclude that we cannot reliably detect the existence of concepts in the activations of
input images. This could have several reasons. Firstly the shapes of the traffic signs might just not be
encoded in the representation space. This can be explained by the fact that there are many signs with
the same shape in every dataset and therefore the shape is not a discriminative property on a class level.
Secondly, the choice of concept examples might just be too different from the training images. The CAV
Alignment Scores for the color can be found in appendix C.
Despite the shape CAVs for the last convolutional layer consistently outperform the CAVs for the dense
layer in terms of classification between concept classes in experiment 1, neither of the Concept Alignment
Scores seem consistently higher than the other. This is remarkable because when concepts are more
separable in the activation space, following Alain and Bengio [1], we conclude there is more information
about the concepts in the activation space. We find that this does not indicate that the CAV for a specific
concept is more spatially aligned with input examples containing the concept.
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7.5

Experiment 3: Validating Concept Alignment Score as a
measure of representation quality

We have proposed to use Concept Alignment Score as a model agnostic measure of representation quality.
In our experiments on letter data, we have shown that the Precision Concept Alignment Scores has a
moderate correlation to performance on a transfer learned task. In this section, we repeat the validation
experiment to investigate if findings for the letter task, also hold for the traffic sign task. For each of the
datasets, we use the other 5 datasets as new tasks, in that way we create 30 transfer learned classifiers.
In experiment 1 we have trained 6 networks on 6 different datasets. We found that while shape concepts
where better separable in the activation space, there is no significant difference in Concept Activation
Scores. Figure C.1 plots F1 and Precision Concept Alignment Scores for the original task, against the
accuracy of the classifier on the new tasks. We present results for both the last convolutional layer as well
as the first dense layer. The F1 Concept Alignment Score and Precision Concept Alignment Score both
have a very weak negative correlation (Pearson’s r = 0.1038 for F1 CAS and r = 0.0803 for Hamming
CAS) with performance on the new task. From these results, we conclude that Concept Alignment Score
for the shape CAVs cannot be used as a measure of representation quality in this setting.

(a) F1 Concept Alignment Scores first dense layer

(b) F1 Concept Alignment Scores last convolutional layer

(d) Precision Concept Alignment Scores last convolutional
layer
Figure 7.4: Scatter plots of F1, Precision Concept Alignment Scores vs accuracy on transfer learned task.

(c) Precision Concept Alignment Scores first dense layer
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Chapter 8

Discussion
In this section, we discuss possible explanations for our findings, the validity of the assumptions made
and what topics are open to further research.

8.1

Data selection for concepts

Kim et al. [16], Bau et al. [3] Fong et al. [9] and this work all use example sets to define concepts.
These concept examples have a different source and possibly a different distribution than the data of the
original task. In this section, we discuss why this may be problematic.
With our method, we were able to distinguish between different shapes in the activation space but unable
to relate the original training images to these concepts. This may be caused by differences in the data
distribution between the concept data and original training data. Concept Activation Vectors are defined
by linear classifiers, trained on sets of examples of concepts. We want this set of examples to represent
a concept as generally as possible, as the concept should have a broader application than just the task
at hand. This is challenging because, for this set of examples to fully represent a concept of interest, the
set should capture all variance within that concept. In the traffic sign experiments, we synthesized shape
data. We tried to capture variance in the concept by introducing shear, rotation and random color but
we did not vary the quality of the concept examples. As can be seen in figure 7.1, the quality of the traffic
sign images varies and it is imaginable that a shape can only be detected in images with roughly the
same resolution. The reverse also holds, our original traffic data only contains triangular shapes which
are either white-and-red or yellow-and-black, our concept data contains examples with random colors.
Differences in data distribution are known to have a large impact on the representation of data. This
might explain why the resulting CAVs and training images that should contain a concept are not always
spatially aligned.
Even if our concept data would have a distribution similar to the original training data, the nature
of human language itself might cause problematic results. There are many inconsistencies in human
language: a concept in the context of one task might mean something completely different in another
task. For example, ‘soft’ can mean a hairy texture, an object or shape that does not have sharp edges
or can be used to describe a bouncy, pillow-like surface. Additionally, human perception depends on the
surrounding environment and world knowledge. For example, consider color concepts. We would describe
the border of the first two traffic signs in figure 7.1 as red. However, the two are very different colors and
objectively speaking the border in the second image might be too weather-stained to be still red. If a
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concept’s meaning is influenced by the task at hand, a good, general set of examples for a concept might
not cover the meaning of the concept in this specific task.
The above does not only pose a problem to our methods but to all methods that utilize human-defined,
example-based concepts in the method. This includes Kim et al. [16], Bau et al, [3] and Fong at al. [9].

8.2

Protection against spurious CAVs

Kim et al. warn for the risk of meaningless CAVs, where a CAV has no relation to the concept it is
supposed to encode in the activation space. Not only the set of concept examples influences the CAVs
but also the choice of negative set. We have discussed relative versus vanilla CAVs in previous chapters,
in this section we discuss the influence of the negative example set on the validity of the CAV.
In this case, the distribution of data might again have an influence. If the concept example set and
the negative example set have entirely different distributions, for example, if one of the sets consists of
natural images and the other of synthesized images, then the CAV might not represent the concept in
the activation space but just the difference in data distributions.
Kim et al. propose significance testing as a measure to ensure a CAV is not a random direction in the
activation space [16]. In section 4.6 we discuss why significance testing based on TCAV scores does not
necessarily help to signal meaningless CAVs. However, we do agree that a method to test for meaningless
CAVs is required. We propose to build a method to protect against spurious CAVs based on the fact that
CAVs define a subspace in the activation space. If there is a consistent subspace in the activation space
where a concept is encoded, all CAVs trained with different concept example sets and negative example
sets should roughly define the same subspace in the activation space. Investigating how this intuition
can be utilized in a quantitative manner is a promising direction in developing a method which guards
against spurious CAVs.

8.3

CAVs as probes

Alain and Bengio introduced linear probes as a method to investigate how much information about the
classification task is present in intermediate layers [1]. We extend this work by training linear classifiers
to distinguish between concepts, as a measure of how much information about concepts is present in a
specific layer. In this section, we discuss to what extent this method can be used to investigate the quality
of the representations space and how network architecture might influence the results.
The premise of probing the network with specific concepts is that there are certain concepts that we
expect to be separable in the activation space. The underlying assumption is that when concepts which
are deemed important, are not separable in the activation space, our model has not learned good representations. Our results for letter experiment 1.4 (see section 6.3.4) show that this method can indeed be
used to detect problems in the model and alarm the engineer that there might be problems with either
the model or the data.
While this method appears to be able to indicate problems in the model, our results do not necessarily
indicate that good separation of the concepts in the activation space means that concepts are well represented in the activation space. In the replication experiment (see section 4.2) and traffic sign experiment
1 (see section 7.3) colors are perfectly separable in the activation space at every layer. This does tell us
that the network does encode some color information in the representations, but we cannot draw any
other more general conclusion from this.
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8.4

Network architecture

Related work indicates that network architecture might influence the separability of concepts in the activation space. Bau et al. compare the presence of single-unit concept detectors for different regularization
methods such as dropout and batch norm and find fewer detectors when batch normalization is added
to the network architecture [3]. Fong et al show that CAVs trained in InceptionNet and ResNet behave differently with respect to how concepts are spatially organized in the activation space [9]. In our
experiments with center loss, we show that loss functions also influence separability in the activation
space. Further research should be conducted to investigate whether there are network infrastructures
that consistently provide better separation of concepts in the activation space.

8.5

Alignment of CAVs with input examples

While we find that CAVs might provide some measure of representation quality on a general level, we
were unable to use the CAVs to detect concepts in individual images in the traffic sign tasks and to a
lesser extent the letter task. A possible explanation for this is the selection of concept data as detailed
in section 8.1. Another explanation is that some assumptions of the method do not hold. One of the
implicit assumptions is that the activation space is semantically organized in the sense that all classes
that contain a certain concept reside in approximately the same area in the activation space, since we use
a positive cosine similarity between image activations and CAVs as a way to detect concept in images.
This may not be the case. An interesting direction of further research may be to investigate how input
images of different classes are organized in the activation space.
The concept space as introduced in chapter 1 is large and unknown. We cannot entirely define it. We
know that humans are good at providing some explanation. However, this explanation might just as well
be wrong and is most certainly incomplete. Classification may be based on other concepts or combination
of concepts that go unnoticed. For example, in our letter experiments, the concepts of interest may be
two letters side by side, instead of a single letter and in our traffic experiments, the icons may be far
more important than color or shape. This incompleteness might explain why CAVs and input example’s
activations are not aligned in our results.

8.6

Testing with Concept Activation Vectors

Testing with TCAV is proposed by Kim et al. as a method of investigating concept importance in
classification. We have shown in section 6.6 that TCAV scores do not behave not as expected in our
controlled setting. In section 3.2.2 we have highlighted some potential problems and proposed a solution,
but again TCAV scores do not behave not as expected.
A possible explanation can be found in our experiments on Concept Alignment Scores (see sections 6.4
and 7.4). Here we find that the Concept Alignment method frequently fails to detect concepts. In other
words, images frequently do not have a positive cosine similarity with CAV belonging to concepts that
are present in the image. This indicates a more than perpendicular angle between the image activation
vector and the CAV. Taking these results into account, it is intuitive that moving the data point in the
direction of the CAV can have an unpredictable result, as we are simply in a subspace of the activation
that encodes other properties.
Another thing to consider is that a CAV is a vector from the origin, perpendicular to the linear classifier
hyperplane that separates the concept images from the negative images in the activation space. However,
the subspace of a concept in the activation space may not be linear. Concept examples might be neatly
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clustered in a multivariate Gaussian in the activation space. The vector does not necessarily point towards
the center of this cluster, but merely at the linear boundary that separates this cluster from other data
points. Therefore moving in the direction of this vector does not mean moving ‘towards the concept’
in the activation space. We leave investigation of modeling concepts in the activation space with other
distributions up to future research.
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Chapter 9

Conclusions
The goal of this research was to investigate if interpretability methods, more specifically (T)CAV, can be
used to verify the quality of learned representations, establish trust in individual decisions and explain
generalization capabilities of a trained network. We proposed a set of methods to establish if there is
information about a concept present in the activation space, if concepts are encoded in representations of
images, whether these factors are predictors of generalization capability and if concepts deemed important
influence classification as expected.
We replicated the work by Kim et al. and find that authors do not provide all the methodological details
needed to replicate the study. We find weaknesses in their work, specifically the statistical significance
testing, that have implications on the reliability of presented results for the TCAV method. Additionally,
we show that Testing with Concept Activation Vectors (TCAV) does not always result in expected scores
in controlled experiments. We test variations of the method, but for both the original TCAV method and
our variation we cannot show that TCAV gives reliable, intuitive results.
We show that CAVs can be used to establish if there is information about a concept present in the activation space using different tasks. This method can be used to probe the completeness of the representation
space and find if concepts not directly relevant to a current task, do have a separable representation in
the activation space. We have shown that when important concepts are not separable in the activation
space, this might be indicative of problems in the training data or network. The reverse does not hold:
We cannot conclude that concepts being separable in the activation space means we have learned good
representations.
We’ve introduced CAV alignment as a method of detecting concept in image representations. We show
that in simple settings CAV alignment can be used as a concept detection method. However, we were
unable to show that CAV alignment is a reliable method for concept detection in the representation space
in general.
We hypothesized that a model generalizes well if concepts can be reliably recognized in individual images.
Our results do not support this hypothesis.
We discuss how CAVs are highly influenced by the choice of concepts and concept data. While humans
can reason about abstract concepts, human-defined concepts are ambiguous and depend on the context.
Additionally, we argue that selecting example data for the concept which has a similar distribution to the
original training and captures the full breadth of the concept is difficult, if not too large a challenge to be
reasonable. We argue that this is the main bottleneck to our methods and other concept-based methods.
we conclude that our CAV based methods can be used to indicate problems in the representation space,
but cannot reliably measure the quality of learned representations in general, establish trust in individual
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decisions or explain generalization capabilities of a trained network under current assumptions in the
tested tasks.
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Appendix A

Replicating Kim et al.
A.1

GoogleNet/InceptionV1 Architecture
Layer type
convolution
max pool
convolution
max pool
inception (3a)
inception (3b)
max pool
inception (4a)
inception (4b)
inception (4c)
inception (4d)
inception (4e)
max pool
inception (5a)
inception (5b)
avg pool
dropout (40%)
linear
softmax

Size/Stride
7×7/2
3×3/2
3×3/1
3×3/2

3×3/2

3×3/2

7×7/1

Output
112x112x64
56x56x64
56x56x192
28x28x192
28×28×256
28×28×480
14×14×480
14×14×512
14×14×512
14×14×512
14×14×528
14×14×832
7×7×832
7×7×832
7×7×1024
1×1×1024
1×1×1024
1×1×1000
1×1×1000

Table A.1: GoogleNet or InceptionV1
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Figure A.1: Architecture of the InceptionV1 network, also called GoogleNet [33]
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A.2

Visualizing Concepts in Lucid

Figure A.2: Optimized images that maximally activate the relative Concept Activation Vectors for the textures dotted,
zigzagged and striped in different layers in the Inception v1 network. Left our results, right original authors’ results.
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Figure A.3: Optimized images that maximally activate the relative Concept Activation Vectors for the textures knitted,chequered and poreous in different layers in the Inception v1 network. Left our results, right original authors’ results.

69

An Exploration and Evaluation of Concept Based Interpretability Methods as a Measure of
Representation Quality in Neural Networks

Figure A.4: Optimized images that maximally activate the relative Concept Activation Vectors for colors green, blue, yellow
and red in different layers in the Inception v1 network. Left our results, right original authors’ results
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A.3

Sorting

Additional examples of images sorted by cosine similarity with CAVs.

Figure A.5: Top and bottom 3 images of corgi sorted by alignment with the porous concept for layer mixed4e

Figure A.6: Top and bottom 3 images of corgi sorted by alignment with the dotted concept for layer mixed4b
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Figure A.7: Top and bottom 3 images of corgi sorted by alignment with the knitted concept for layer 5a

Figure A.8: Top and bottom 3 images of salmon sorted by alignment with the porous concept for layer 4e
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Figure A.9: Top and bottom 3 images of salmon sorted by alignment with the knitted concept for layer 4b

Figure A.10: Top and bottom 3 images of salmon sorted by alignment with the striped concept for layer 4c
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Figure A.11: Top and bottom 3 images of salmon sorted by alignment with the dotted concept for layer 4b

Figure A.12: Top and bottom 3 images of zebras sorted by alignment with the striped concept fro layer 5a
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Appendix B

Letter experiments: CAVs as probes
B.1

Subclasses with different letters within the same class

In this experiment we investigate the influence of the existence of subclasses in the training data. We are
interested to see if concepts that define subclasses are separable in the activation space and to investigat
this put different letter combinations in the same class. For example, ABE and ABF in the same class,
where half the training images contain ABE and the other half contains ABF. In this way there are
two different sub-classes within the bigger class. With this experiment we verify whether the network
learns two different representations, one for each of the the sub-classes or if the network learns one
representation for both. A condition for the network to be able to separate between the two sub-classes
is that the network is able to distinguish between the two letters that define each of the sub-classes. In
this setting we choose letters that are similar in shape: C and G, E and F, o and Q, P and B, V and W.
We hypothesize that the two letter are not well separable in the activation space.
Data. In this experiment we follow create data as described in section 6.1, however, instead of random
picking 5 letter from the alphabet, we pick 4 and then add the first letter of one of the chosen letter subset
duos. The letter duos CG, EF, OQ, PB and VW are chosen for similarity between the letters in order to
stimulate similar representations in the network. Again there are 10 possible 3 letter combinations that
define the classes. For half of the synthesized examples, when one of the duo’s letters was present, it was
replaced by the other letter of the duo. We use the following letter sets:
• ACIWZ, C exchanged for G
• AENRU, E exchanged for F
• FHOTW, O exchanged for Q
• LPUXY, P exchanged for B
• EGSTV, V exchanged for W
Method. For each dataset, we train one CNN as detailed in section 6.2. Then, for each network, for
the output at each layer, we train a linear classifier to classify the 10 corresponding classes. We evaluate
the separability of the concepts in the activation space based on the F1 scores of the classifiers.
Results.
Table B.1 shows training and validation accuracy for the networks. Validation accuracy is at least 0.956
for all combinations.
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ACIWZ CG
AENRU EF
FHOTW OQ
LPUXY PB
EGSTV VW

Training Accuracy
0.9956
0.9966
0.99760
0.9988
0.9988

Validation Accuracy
0.9560
0.9680
0.9810
0.9810
0.9630

Table B.1: Train and validation classification accuracy. The 10 combinations of letters in a random but fixed order are used
as 10 classes

(a) C swapped for G in half the data

(b) E swapped for F in half the data

(c) O swapped for Q in half the data

(d) P swapped for B in half the data

(e) V swapped for W in half the data
Figure B.1: F1 scores of the linear classifiers trained to distinguish the letter concepts in the activation space at different
layers, for the networks trained on three letter classes

We hypothesized that the letters that where swapped in the same class are less separable. In other words
that the network learns to represent them in a similar way. This is the case for the first 3, figures of figure
B.1. From this we conclude that different concepts which exists in subclasses of the same class may have
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less separable representations in the activation space.

B.2

Random order of letters

We humans are trained to tokenize a text into letters and thus as we look at random three letter words
to see the letters as individual independent components of the object in the recognition task. This might
not be the case for our network. It is imaginable that the network uses the fixed combination of two
adjacent letters for classification. To verify this we train a network in which the 3 letter combination is in
a new random order for each training image and compare the results with experiment 1. We hypothesize
that the individual letter will be better separable, as we break the correlation of fixed adjacent letters in
the training set, in that way forcing the network to learn the individual combination of letters.
Data. We use the same letter combinations as for the first 5 data sets of experiment 1.1 and 1.2, but
instead of fixing the order of letters within a class we now have a random order of letters for each of the
training images.
Method. For each dataset, we train one CNN as detailed in section 6.2. Then, for each network, for
the output at each layer, we train a linear classifier to classify the 10 corresponding classes. We evaluate
the separability of the concepts in the activation space based on the F1 scores of the classifiers.
Results. We found that our network would not train in this setting. To solve this problem we apply
transfer learning from the network trained on the same letter combination but in a fixed order. We
replaced the top layer with a random untrained one and fine-tuned the network until validation loss
saturated.
Table B.2 shows the training and validation accuracy for the networks. Validation accuracy is at least
0.970 for all combinations. The results are comparable the results of experiment 1.2

FLPTY
GHIOQ
DFPRS
EJTXZ
ABIRT

Training Accuracy
0.9966
0.9877
0.9948
0.996
0.9866

Validation Accuracy
0.978
0.975
0.979
0.970
0.963

Table B.2: Train and validation classification accuracy. The 10 combinations of letters in a random order are used as 10
classes

We hypothesized that individual letter are will be better separable in the activation space than in experiment 1 as we removed the spatial correlation between the letters. We find that this is indeed the
case.
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Figure B.2: F1 scores of the linear classifiers trained to distinguish the letter concepts in the activation space at different
layers, for the networks trained on three letter classes, with the letters in a random order
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Traffic Sign experiments

BelgiumTS
GTSRB
TSRD
TT100K
SSS
Mapillary

Precision
0.5287
0.4404
0.7041
0.4923
0.4501
0.2349

Recall
0.5112
0.2722
0.5872
0.6928
0.4573
0.6082

F1
0.5198
0.3365
0.6404
0.5756
0.4537
0.3389

Hamming score
0.3882
0.2230
0.5213
0.4178
0.3195
0.1997

Table C.1: Performance in concept detection with CAV alignment, for color concepts in the first dense layer.

BelgiumTS
GTSRB
TSRD
TT100k
SSS
Mapillary

Precision
0.91710
0.5083
0.8830
0.7466
0.5528
0.4488

Recall
0.2684
0.0950
0.0172
0.2213
0.2622
0.2942

F1
0.4153
0.1601
0.0337
0.3414
0.3557
0.3554

Hamming score
0.2755
0.0889
0.0205
0.2224
0.2416
0.2705

Table C.2: Performance in concept detection with CAV alignment, for shape concepts in the last convolutional layer.
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(a) F1 Concept Alignment Scores first dense layer

(b) F1 Concept Alignment Scores last convolutional layer

(d) Precision Concept Alignment Scores last convolutional
layer
Figure C.1: Scatter plots of F1, Precision Concept Alignment Scores vs accuracy on transfer learned task.

(c) Precision Concept Alignment Scores first dense layer
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