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Abstract
One of the main constraints of machine learning is the common lack of annotated data. This
constraint becomes even more significant when it comes to deep learning, as its performance is
usually proportional to the amount of annotated data available.
Active Learning emerged as a way of overcoming this drawback. Its goal is to let the model
actively select which samples does it wants to learn from in order to achieve a competent performance with as few annotated data as possible. It has proven to significantly reduce the number of
annotated data needed in some fields such as text or image classification. However, its potential
has not been explored in a complex task such as Instance Segmentation.
The goal of this Master thesis was the application of Active Learning to an Instance Segmentation task through the design and development of different Active Learning frameworks. The
experiments were done using two different datasets: Common Objects into Context and the one
proposed by the Data Science Bowl 2018. The sampling strategies implemented were divided
into classification-based, mask-based, mask+class based and semi-supervised. The classificationbased framework measures the uncertainty of an image using the probability the model gives to
each instance when associating a class to them. The mask-based framework measures the uncertainty as the spatial uncertainty a model has with the predicted masks. In the third framework,
mask+class-based, the previous uncertainties were combined into one sampling strategy. Finally,
the semi-supervised framework includes and additional approach that labels automatically the
most certain samples using the masks and classes predicted by the model.
This thesis can be considered as a starting point in the study of the application of Active
Learning techniques to Instance Segmentation tasks. However, the results obtained were really
promising. The different methods managed to achieve a reduction in the number of necessary
segmented images. The inclusion of a semi-supervised framework to the Active Learning cycle
could reduce the annotation effort even more. Another insight obtained was the importance of the
balance of the different classes in the batch and the representativeness of this images with respect
to the underlying sampling space.
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Chapter 1

Introduction
The concept of artificial intelligence has been around for centuries. However, it was not until the
1950’s that the term was coined by John McCarthy and its true potential began to be exploited
[7]. Since that moment until now, parallel advances in computing, mathematics and other related
fields have allowed artificial intelligence to flourish.
Inside the field of Artificial Intelligence, Deep Learning arose as an attempt to simulate the
activity in layers of neurons in the human neocortex [16]. Nowadays, it has become one of the
most promising fields within areas such as computer vision, speech recognition or natural language
processing among others. It has achieved performances comparable to, and even superior in some
cases, to the ones obtained by human experts [5].
One of the main advantages of Deep Learning over traditional Machine Learning algorithms is
that its performance generally has a linear growth when the amount of data available increases,
as it can be seen in Figure 1.1. On the other hand, it could also be perceived as a downside when
it comes to fields such as computer vision. Deep Learning models generally require large amounts
of annotated data in order to reach these high performances. This is translated into the tedious
task of manually labelling hundreds or even thousands of images [72]. The process is more doable
when performing Image Classification or Object Detection but, in more complex tasks such as
Semantic Segmentation or Identity Segmentation, the manual annotation of all the images can
become unfeasible.

Figure 1.1: The performance of Deep Learning algorithms tends to increase over traditional Machine Learning algorithms when big amounts of data are available [54].
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CHAPTER 1. INTRODUCTION

Instance Segmentation is a task inside the Computer Vision field that consists on locating object
instances appearing in an image with pixel-level accuracy. One of the most popular datasets for
instance segmentation is the COCO dataset, containing more than 150.000 segmented images and
over 2.5M segmented instances. Annotating all these instances was not only time consuming, but
also an expensive goal. It required over 22 worker hours per 1000 annotations, what translates to
more than $400.000 if they paid the minimum salary [36].
It was in this scenario that Active Learning emerged. The goal of the different Active Learning
techniques is the reduction of the annotated samples required in order for the model to achieve a
competent performance. The Active Learning cycle starts with the training of the model. Then,
the unlabeled samples are studied, checking which of them are most uncertain for the trained
model. The samples selected are sent to the oracle, usually a human expert, which labels them
and includes them in the training set. After one iteration of the Active Learning cycle is finished,
the process starts again by training the model with the increased training set. This cycle is applied
iteratively until the performance achieved by the model is satisfactory for the user [72].
In the present Master Thesis the main proposed objective is the application of Active Learning
techniques to an Instance Segmentation problem. The main hypothesis is that Active Learning
can be meaningfully applied to deep learning based instance segmentation to reduce the amount of
training data without a significant impact on accuracy. In order to prove this hypothesis, Active
Learning is employed on an instance segmentation task over two different datasets: the COCO
dataset and the Data Science Bowl 2018 dataset.

2
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Chapter 2

Literature Analysis
Computer Vision is a scientific field whose goal is to teach machines to ‘see’, this is, to obtain highlevel information from images or videos [40]. [77] is an example of the application of Computer
Vision to healthcare. The authors of this paper managed to improved the automatic segmentation
of polyps in colonoscopic images, helping clinicians in the screening phase of the colorectal cancer.
One of the open challenges in the computer vision field is scene understanding. At the same
time, this task is classified into different subtasks depending on the technique followed and the
expected results: Image Classification, Object Detection, Semantic Segmentation and Instance
Segmentation.
1. Image Classification: it takes the image as an input and predicts the probability of it belonging to a class. It does not provide pixel-level information.
2. Object Detection: it locates the different instances of objects in an image and predicts the
class of each of them. It does not provide pixel-level information.
3. Semantic Segmentation: it predicts a class for each pixel in an image.
4. Instance segmentation: it is a combination of Object Detection and Semantic Segmentation.
It locates object instances with pixel-level accuracy.
In this chapter an overview of the evolution of computer vision tasks is done, from image
classification to instance segmentation. Moreover, some of the key architectures for each of the
tasks are presented. This evolution is centered in Deep Learning models, as they are currently
considered as the state-of-the-art in the Computer Vision field. As a second part of the chapter,
Active Learning is explained and its different scenarios are introduced. Finally, a literature review
of Active Learning applied to Semantic and Instance Segmentation problems is done.

2.1

Convolutional Neural Networks

Artificial Neural Networks manage to excel at a wide variety of tasks when compared with traditional machine learning algorithms. This is the case of Computer Vision or Natural Language
Processing for example. However, when the dataset is formed by images, a traditional neural
network does not have an efficient architecture. This is because, in traditional neural networks,
all the neurons in one layer are connected to all the neurons in the next one, resulting in a large
parameter space when the input of a network is an image . This causes that, when working with
images as an input for deep learning models, it is required either to reduce the dimensionality of
the pictures or to decrease the number of connections between the layers [61].
Deep Active Learning for Instance Segmentation
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With the appearance of Deep Convolutional Neural Networks (ConvNets), the performance
of computer vision systems improved significantly [12]. They reduce the number of connections
between layers by applying convolutional layers instead of fully connected layers. Convolutional
layers consist of a set of learnable filters that help the model to take into account the spatial
dependencies in the image. The filter or kernel of a convolutional layer slides through the height
and width of the input volume, calculating the dot product of the input volume and the kernel at
the different positions [61]. In this layer, each neuron connects only to a small area of the input
image, an area that is slightly shifted compared with the one assigned to the previous neuron.
This way, neurons form a spatial grid over the input image as we can see in Figure 2.1.

Figure 2.1: Difference between Fully Connected Layers and Convolutional Layers. It is common
that some overlap is present between the different sliding windows in the convolutional layer, fact
not shown in this Figure [61].
In each convolutional layer, there are usually several filters of the same spatial dimensions and
applying each of them to the input image generates a different feature map. Then, all the feature
maps generated after a convolutional layer are stacked into a 3D data object with dimensions
W×H×N, where W and H denote the height and width of the data object generated and N the
number of feature maps stacked together [61].

2.2
2.2.1

Computer Vision Tasks
Image Classification

The goal of this first task is to determine the different classes that appear in one image. Traditionally, this task has been faced using a wide range of machine learning algorithms, such as template
matching, Support Vector Machines, k-NN or hidden Markov models [41]. In Figure 2.2 we can
see an example of the application of Image Classification.
With the appearance of Deep Learning and, in particular, Convolutional Neural Networks, the
performance increased significantly when compared with traditional models [57]. The first deep
learning model for Image Classification that got the attention of the international community was
AlexNet, a convolutional neural network composed by five consecutive convolutional filters, maxpool layers and three fully connected layers at the end. This network, proposed by A. Krizhevsky
in [44] managed to reduce the error rate obtained by previous algorithms from 26.2% to 15.3% for
the ImageNet 2012 challenge [57].
4
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Figure 2.2: Result of performing Image Classification over an image with two classes: Horse and
Person [72].

Considering 2012 as a milestone for the Image Classification task, and for Computer Vision
in general, several different models are published every year with the goal of outperforming their
predecessors. K. Simonyan and A. Zisserman proposed in 2015 their model VGG16 [71], formed
by 16 convolutional layers, several max-pooling layers and again, 3 final fully connected layers. In
this model, convolutional layers are chained with ReLU activations, allowing it to create non-linear
transformations and, therefore, to determine more complex patterns. They also reduced the kernel
size in the convolutional layers from the 11×11 employed in AlexNet to 3×3, realizing that the
model was still able to recognize the same patterns while reducing the amount of parameters to
train [71]. With the new architecture, the error rate was reduce to 7.3%.
M. Lin et al. [47] proposed the idea of inception module. Traditional convolutional layers
employed linear transformations with non-linear activation functions. However, if an inception
module is used, the transformations become non-linear too. An inception module consists on
training several convolutional layers at the same time and piling the resulting feature maps linked
with a multilayer perceptron. C. Szegedy et al. [73] used them when developing the network
GoogLeNet or Inception V1.

2.2.2

Object Detection

This second task focuses on the creation of models that, having an image as an input, are able,
not only to locate spatially objects from different predefined classes, but also to assign the correct
class to each of the objects detected in the image. In order to locate the different objects in the
image, the coordinates of the smallest rectangle that encloses them are employed. This rectangle
is known as ‘Bounding Box’, as it serves as a boundary to establish where the object is spatially
located [61]. In Figure 2.3 we can see the result of performing Object Detection over an image
with three different classes: person, horse and chair.
During the last decade, Deep Convolutional Neural Networks have gained big popularity in
the field of Object Detection [25, 65, 51]. However, the use of a classical Convolutional Neural
Network with a fully connected layer at the end in order to detect different objects in an image
it is not feasible due to two main impediments. First, the number of objects to be detected in an
image are not previously known, causing the variability of the length of the output layer. Secondly,
Deep Active Learning for Instance Segmentation
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Figure 2.3: Result of performing Object Detection over an image with two classes: Horse and
Person. The blue bounding boxes delimit the persons detected whereas the yellow ones locate the
horses in the photo [72].

even if we decided to apply a Convolutional Neural Network to each region of interest of the image
to detect if it contains an object, the objects usually have different sizes and spatial locations
inside the picture, thus having to study an enormous amount of regions of interest. This makes it
computationally impracticable [66].
However, two different groups of methods have been able to overcome these drawbacks in
different ways, one-step methods and two-step methods. One-step methods are those ones that
use a feed forward CNN in order to determine the location of the objects of interest, this is, the
coordinates of the bounding boxes. It is the case of models such as YOLO [64], Multibox [21],
AttentionNet [80], G-CNN [56] or SSD [51]. These models do not need to produce region proposals,
making them simpler and faster. However, this also causes some problems in the performance,
such as difficulties when detecting small objects or when trying to perform other tasks like mask
prediction [38].
On the other hand, we have the two-step methods such as R-CNN [25], SSP-Net [30], Fast
R-CNN [24], FPN [48], Faster R-CNN [65] or R-FCN [18]. These models use region-based CNN
as a first step. A region-based CNN takes as an input an imaget and outputs different regions
of interest where the objects in the image could be located. Then, the vector with the different
features extracted from each proposed region acts as the input for a set of fully connected layers
that output a classification between the different classes and a confidence score. The confidence
score helps to create a ranking with the proposals so just the most confident ones are taken into
account [61].
R. Girshick et al. [25] proposed R-CNN in 2014 to solve the drawback of having to select
an excessive number of regions of interest. In order to do so, R-CNN uses selective sampling, as
defined in [76], to generate just 2.000 region proposals per image. Then, the size of every region
proposal is readjusted and used as the input of a Convolutional Neural Network. The output of
this network is a 4096 feature vector that is then fed to a SVM in order to determine the presence
or absence of an object in that region proposal. This model managed to outperform previous
models by more than 30% when applied to the PASCAL VOC 2012 dataset [81].
Despite outperforming previous models, R-CNN had three clear drawbacks. First, studying
2000 region proposals per image causes the training time to be quite significant. Second, the
6
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network test time was over 40 seconds per image, preventing the model to be used in real time
applications. Finally, the selective sampling algorithm was predefined, causing a lack of learning
during this first stage [81].
The authors of R-CNN solved some of its drawbacks when proposing the network Fast-RCNN.
They managed to make the network faster just by changing the order of the layers. Instead of
feeding the CNN with the regions of interest, the CNN receives as an input the whole image,
generating a feature map of it. Then, the different regions of interest are selected directly from
the feature map. By structuring the network like this, the convolution operation is done only once
per image, instead of 2.000 times [24].
Despite the improvements achieved by R. Girshick et al. in [24], Shaoqing Ren et al. still
saw room for improvements, and proposed the network Faster R-CNN [65]. They realized that
Selective Search, a process used in Fast-RCNN and R-CNN in order to generate the regions of
interest, was slow and time-consuming, so they decided to introduce their own region proposal
algorithm. Instead of using Selective Search, they proposed the use of an additional neural network,
known as Region Proposal Network, in order to identify the region proposals.
Nowadays, two-step methods are considered one of the base methods for Object Detection as
they outperform other approaches [61].

2.2.3

Semantic Segmentation

In this third task, the goal is to assign a class to every pixel of the input image. The idea of
individual objects or instances is no longer present. As it is shown in Figure 2.3, each mask
captures all the objects from the same class with no distinction between different instances.

Figure 2.4: Result of performing Semantic Segmentation over an image with two classes, Horse
and Person. All the pixels belonging to the same class are shown in the same mask, without
differentiating between instances [72].
One of the first approaches to Semantic Segmentation using Deep Learning was the use of
patch classification. Each pixel was assigned to one class taking into account a path of image
around it. This method allowed the use of Fully Connected Layers in the network employed, as
the patch had a fixed size [13].
In 2015, when Long et al. published their paper about the use of Fully Convolutional Networks (FCN) for semantic segmentation [52], they spread the idea of using end-to-end convolutional
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networks for semantic segmentation. They replaced the Fully Connected Layers with Fully Convolutional Layers, a change that allowed the use of images of variable sizes as inputs and to have
images as outputs instead of simple classifications. The architecture followed the encoder-decoder
structure. The encoder module is a feature extraction network that is already trained in the image classification task. It can be the case of VGGNet, ResNet or DenseNet for example [39]. The
encoder downsamples the input image to smaller sizes using convolutions. The goal of this step is
to acquire information of the context generating lower resolution feature maps. Then, the encoder
is followed by the decoder. The decoder module performs an upsample step where the lower resolution maps are projected into the pixel space, forming a full-resolution segmentation map. The
goal of this last step is to recover the spatial information [13, 39]. Another important innovation
in this paper was the introduction of skip connections. The decoder module reduces the resolution
of the input image during the downsampling phase, causing the segmentations of the decoder to
be significantly coarse. Skip connections are connections that jump at least their following layer,
without being connected to it. These connections carry information from the downsampling in
the encoder module to the upsampling in the decoder module, helping in the reconstruction of the
segmentation boundaries [39].
O. Ronneberger et al. [67] proposed a new architecture by extending FCN to improve the
segmentation on medical images. The network proposed was U-Net and it had two main differences
with its predecessor. First, U-Net is symmetric. During the downsampling stage, the network
learns the feature mapping. During the upsampling stage, the etwork uses what it already learned.
The same feature maps employed in the donwsampling are used during the upsampling stage
to expand from a feature vector to a segmented image. The use of the same feature maps is
what makes the network symmetric. The second difference between FCN and U-Net is that the
skip connections between the downsampling and upsampling stages do not apply a sum, but a
concatenation [67].
Semantic segmentation models considered nowadays as state-of-the-art have all followed the
path established by FCN and U-Net. All of them have a structure divided into a feature extraction stage followed by a multi-scale processing one. One of the main differences is the use of more
complex blocks. In U-Net, these blocks consist of a group of stacked convolutional layers. Drozdal
et al. [19] decided to change these convolutional blocks for residual blocks. The residual blocks
implement skip connections within the same block, not only between the downsampling and upsampling module of the net. They affirmed these connections help to achieve a faster convergence
during the training phase. On the other hand, Jegou et al. [37] proposed the use of dense blocks.
The use of dense connections permits to transport low-level features from previous layers at the
same time that it uses high-level features from more recent layers, obtaining a more efficient use
of the features extracted.

2.2.4

Instance Segmentation

This last task is the natural evolution of the previous two. Object Detection aims to detect the
different objects in an image whereas Semantic Segmentation aims to predict the class of every
pixel, creating a mask for every class present. In Instance Segmentation, the idea is to solve
simultaneously both tasks, locating object instances with pixel-level accuracy. Each pixel of the
image is classified into one of the pre-defined classes as in Semantic Segmentation. However,
Object Detection is also performed. This means that each resulting mask is not going to contain
all the objects from the same class, but only one instance of one class. Different objects from the
same class will have different masks, as it can be seen in Figure 2.5. This last task allows us to
locate different instances of the same class appearing in an image [61].
As in the previous tasks, using Convolutional Neural Networks as a common base, several
frameworks have been proposed over the years aiming to solve this problem.
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Figure 2.5: Result of performing Instance Segmentation over an image with two classes, Horse
and Person. All the pixels belonging to the same instance are shown in the same mask. The final
output is one mask per instance [72].

Hariharan et al. [27] were one of the first ones addressing the instance segmentation task,
referring to it as Simultaneous Detection and Segmentation. Their idea was to extend the R-CNN
architecture to obtain the mask of every instance, not just the bounding box. Their framework started with the generation of different proposals. They employed Multiscale Combinatorial
Grouping [62] to propose 2000 region proposals per image. As a second step, a CNN extracted
features from every of the different region proposals. Then, a Support Vector Machine was trained
using the features extracted, obtaining a probability for each of the pre-defined classes. Lastly,
they applied non-maximum suppression to the proposals. This way, they only kept one proposal
per instance.
One year later, the authors of the same paper refined their model [28]. They realized that,
using just the output of the last layer as a feature representation was causing the loss of important
spatial location. On the other hand, previous layers had richer spatial information but did not
capture semantics. To solve this drawback, they came up with the concept of hypercolumns.
Instead of using just the output of the last layer of the network, each pixel was defined by a vector
of the activations of all CNN units above that pixel.
Other frameworks follow two main steps, one initial step for region proposals and a second
step where these proposals are classified. Pinheiro et al. [60] proposed a new approach to generate
region proposals. Their algorithm, known as DeepMask, takes as an input an image patch and
generates two different outputs. On the one hand, one output is a class-agnostic mask. On the
other hand, a score that determines the probability of the patch containing a complete centered
object. The core of the model is a ConvNet that employs a cost function to optimize both
outputs at the same time. This model managed to reduce the number of proposals generated
while improving the performance, when comparted to previous models.
As it was mentioned before, Fully Convolutional Networks proved to be very successful when
used for Semantic Segmentation. However, they do not provide instance level information. Dai et
al. [17] proposed InstanceFCN, a new model based on FCN able to segment different instances
of the same class. The traditional FCN output is a score map with the same size as the input
image. Every value of the output matrix is the result of classifying the correspondent pixel in
the input image. The authors of this paper introduce the notion of relative positions. In their
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model, each pixel of the output is a classifier of relative positions of instances. This means that
the classification is not done just between classes, but also using relative possitions such as ”left
side” or ”bottom”. This way, each pixel is classified taking into account if it is part or not of a
relative position of an instance. The relative positions are defined using grids of different sizes.
Due to the use of local coherence (predictions for the same pixel every time the sliding window
moves) not only the computational cost is lower in this model than in DeepMask, it also benefits
from a significant reduction on the number of parameters to train.
However, InstanceFCN also presented some clear drawbacks that Li et al. tried to address
in their paper [46]. InstanceFCN did not take into account semantic categories, performed segmentation and detection in different stages and the solution was not an end-to-end model. The
sliding windows employed had a fixed size and the process to find instances at different scales was
time consuming. Li et al. proposed Fully Convolutional Instance Segmentation (FCIS), the first
end-to-end solution for the task of instance segmentation. The features extracted and the score
maps and shared between the segmentation and the detection sub-tasks, reducing the number of
parameters. Moreover, it uses bounding box proposals instead of sliding windows, making the
process more efficient.
Despite the improvements implemented by Li et al. [46], the model FCIS still presented
some deficiencies. It showed some problems and inaccuracies when two or more instances were
overlapping, creating false edges even when the texture of the background is uniform.
A different branch of research approached the problem from a different perspective. They first
performed semantic segmentation and then tried to cut the different instances for every class. This
is the case of [43, 9, 11, 50].
In [43], Kirillov et al. proposed InstanceCut. Their framework had two different elements. On
the one hand, they solved the semantic segmentation task using a standard CNN and obtaining
an instance-agnostic solution. On the other hand, they employed a different CNN to obtain the
edges of the different instances. Then, the output of these two CNN is combined. Between the
different advantages of this framework we can find that two different models are trained, one for
semantic segmentation and another one for instance-edge detection. This avoids having to deal
with global features of the instances of different classes. It also helps to make the framework
more modular. Advances in the semantic segmentation or the instance-edge detection fields can
be directly implemented in this solution. The main limitation of this method is that objects that
are not connected cannot be considered as belonging to the same instance.
The authors of [11] decided to exploit the potential of a classical grouping technique known
as the watershed transform. The idea behind this transform is that a greyscale image can be
considered as a topographic surface. Then, the surface is flooded from different points located in
its minima. If we do not let the water coming from different sources meet, we obtain a segmentation
of the different components of the image. Bai et al. [11] proposed to use a deep convolutional
neural network to learn the energy of the transform in order to obtain segmentations that contain
only one instance. This way, the different instances can be segmented just by cutting single energy
levels. As in [43], one of the main limitations of this framework is the impossibility to deal with
occlusions.
In [50], they proposed the use of Sequential Grouping Networks (SGN) in order to perform
instance segmentation. SGN use a concatenation of neural networks, each of them solving a
problem of different semantic complexity. They divide the instance segmentation task into easier
sub-tasks, and a different neural network performs each of them. The purpose of the first network
is to group pixels along the different pixel rows and columns in the picture by predicting the
location of object breakpoints. Then, these groups form line segments. The line segments are
the input of the second network. Its goal is to group the different line segments into connected
elements. After this second step, a last neural network joints the different components generating
object instances masks. Two of the main limitations of this framework are the poor performance
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when segmenting small instances and the occasional segmentation of several instances together
when they are overlapping.
Mask R-CNN [29] was proposed as an extension of Faster R-CNN. The authors of the paper
had the idea of adding of a supplementary branch to the architecture of Faster R-CNN, as we can
see in Figure 2.6. The original branch was intended for classification and bounding box regression,
obtaining as an output bounding boxes and the class labels of the objects they contain. On the
other hand, the new additional branch aimed to predict segmentation masks on each region of
interest, giving as an output the mask of the instance contained in each bounding box. The Mask
R-CNN managed to outperform all the previous state-of-the-art models used for the instance
segmentation task when using the COCO dataset. More details of the architecture of this model
are given in the next section.

Figure 2.6: Mask R-CNN was proposed as an extension of Faster R-CNN. The authors of the
paper had the idea of adding of a supplementary branch to the architecture of Faster R-CNN [20].

2.3

Mask R-CNN

As it was mentioned before, He et al. [29] conceived Mask R-CNN as an extension of the previous
Faster R-CNN. The architecture of the model Faster R-CNN has two different main components.
First, the network presents a Region Proposal Network (RPN). The RPN takes the input and proposes candidate bounding boxes where the different objects could be located. Then, the proposed
bounding boxes act as the input for the second stage, which is a Fast R-CNN. It uses the features
from every bounding box and performs classification and bounding box regression.

2.3.1

Backbone

These two main modules do not use as input the raw image. In order to save time and to make the
process more efficient, Fast R-CNN introduced the idea of an initial convolutional neural network
in order to compute the feature map of the whole image. This step saves time as otherwise the
feature map of every proposed bounding box would have to be computed. This initial module is
known as backbone and is followed by two modules, the RPN and the network head.
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The convolutional backbone architecture is used as an initial stage to obtain feature maps from
the input images. In the original paper [29], the authors used as a backbone a ResNet architecture
[31] in combination with a Feature Pyramid Network [48]. The Feature Pyramid Network or
FPN allows obtaining feature maps at different scales. It creates two pathways, one bottom-up
and one top-down, connected by skip connections, as can be seen in Figure 2.7. As we go up
along the bottom-up pathway, the features extracted are higher-level, being semantically stronger,
whereas the spatial resolution decreases. The bottom layers of this bottom-up pathway have higher
resolution; however, their semantic value is not significant. This causes that the network performs
worse when detecting small objects. In order to solve this drawback, the FPN implements the
top-down pathway, obtaining strong semantics in all pyramid levels.

Figure 2.7: The backbone that uses FPN is composed by bottom-up and top-down pathways connected through skip connections [31].
The top-down pathway is done by upsampling the feature maps coming from higher levels and
using nearest neighbour upsampling, improving the results by using the information that the skip
connections bring from the bottom-up pathway.
In the next step, the RPN generates regions of interest (ROIs). Taking into account the size
of the ROI, we select the feature map layer with the proper scale to extract the feature patches.
The formula to select a feature map is:

k=

j
√
k
k0 + log 2
wh/224 [33]

(2.1)

where w is the width and h is the height of the ROI, 224 is the canonical ImageNet pre-training
size and k0 is the target level on which a ROI with w x h = 2242 should be mapped to. In the case
of Mask R-CNN, this value is set to four as Faster R-CNN used the fourth level as the single-scale
feature map.

2.3.2

Region Proposal Network

Once the backbone generates the feature map, it serves as the input to the Region Proposal
Network. The main goal of the RPN is to obtain the candidate bounding boxes or regions of
interest (ROIs) with high probability of containing an object.
First, it scans the image using a sliding window. The center of the sliding window in each
position is known as the anchor. For each anchor, we define a set of bounding boxes, pre-defined
bounding boxes used for reference when predicting the location of the different objects. The
number of reference bounding boxes or anchor boxes generated per anchor is usually nine [1], each
of them with different scales and aspect ratios. An example can be seen in Figure 2.8.
Even though the anchors are defined over the feature map, they reference the original image.
Then, once all the reference bounding boxes are determined, the RPN takes them as an input and
12
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Figure 2.8: Each of the bounding boxes generated per anchor has different scales and aspect ratios
[2].

gives two different outputs for each of them. On the one hand, we have the probability of that
anchor box containing an object. This classification task uses two different classes, foreground and
background. On the other hand, the second output is the bounding box regression. An anchor
that gets assigned foreground class may not be completely centered over the object it contains.
This regression step estimates a delta to refine the location and the size of the anchor box. The
delta is a percentage of change in four variables: x, y, width and height. Taking into account the
RPN predictions, we take the anchor boxes with a higher probability of containing an object and
use the regression output to refine them. Before using the refined anchor boxes as an input for the
next stage, a process known as Non-Maximum Suppression (NMS) is performed. After it, anchor
boxes that overlap with other anchor boxes with higher probability of containing an object are
removed.

2.3.3

ROI align

After the RPN outputs the refined anchor boxes with high probability of containing objects, they
serve as the input for the next stage. The second module present in the architecture of Faster
R-CNN was its predecessor, a Fast R-CNN. However, the Mask R-CNN made some modifications
in order to extend it for the instance segmentation task and to improve the performance. First, it
changed the ROI pooling layer used in Faster R-CNN by a ROI align layer. Then, it also added
an additional branch in order to predict a mask for every bounding box containing an instance of
a class.
The anchor boxes that come out of the RPN have different sizes. Having anchor boxes of
different sizes as input generates CNN feature maps with different sizes, and this is not efficient.
In order to solve this issue, the ROI align layer transforms all the anchor boxes to the same size.
In previous models, such as Faster R-CNN, the layer employed was a ROI pooling. This layer
used as an input the regions of interest generated by the RPN. It took the sections of the feature
map that corresponded to these ROIs and scaled all of them to the same size. In order to do so,
it first divided the different ROIs into the same number of sections or bins. The boundaries of the
ROI may not match with the boundaries of the feature map, and the same with the boundaries
of the bins generated. To solve this issue, the boundaries of the ROI and the ones of the different
bins generated in the ROI were aligned with the boundaries in the feature map using quantizing.
Then, max-pooling was applied in each of the bins. However, the use of quantization caused a
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misalignment and a reduction in the accuracy of the generated masks. In order to overcome these
problems, the authors of Mask R-CNN proposed the use of the ROI align layer instead of ROI
pooling.
The grid of the region of interest may not coincide with the granularity of the feature map.
The ROI pooling layer solved this issue in Faster R-CNN by using quantization. The ROI align
layer allowed the generation of bins of the same size inside each ROI through the use of bilinear
interpolation. A number of points are sampled in every bin, usually four. Then, each bin gets
assigned the aggregated result of the points it contains using average or max functions.
The use of ROI align instead of ROI pooling significantly improves the accuracy of the predicted
masks [34]. The difference between ROI align and ROI pooling can be seen in Figure 2.9.

Figure 2.9: Comparison between ROI pooling (left) and ROI align (right) [34].

2.3.4

Network Head

Once the ROI have all the same dimensions, they work as the input for the last module of the
Mask R-CNN. This last module, also known as the head of the network, is where the final tasks of
bounding box recognition, both regression and classification, and masks prediction are performed.
As it was mentioned before, Mask R-CNN extended the Faster R-CNN head with an additional
branch for mask prediction.
This final module is similar to the previous one (RPN), with two main differences. First, it
does not use anchors to locate regions of interest. The ROIs are already known and it was the ROI
align layer the one in charge of locating the corresponding relevant areas in the feature maps. The
second main difference is the presence of an additional branch that, in parallel to the bounding
box regression and classification, performs the mask prediction for every region of interest.
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2.4

Active Learning

The main goal of this thesis is the application of Active Learning to an Instance Segmentation
task. In this section, the concept of Active Learning and its basic components are explained.
We can distinguish two types of training in machine learning: active and passive. Passive
Learning is the approach traditionally followed. First, the user manually labels a number of
samples that will form the training set. Then, the labeled samples are used during the training of
the model. Looking from the perspective of the model, also known as the learner, it is going to
receive an amount of samples randomly selected from the underlying population and it is going
to learn from it. One of the main drawbacks of passive learning is the amount of labeled data
necessary to train the model. Problem that became a bigger issue with the appearance of Deep
Learning, as Neural Networks usually need large amounts of annotated samples in order to obtain
a good performance. Requiring a large amount of labeled samples is a problem, not only for the
cost in time and money of the process, but also because sometimes there can be limiting factors
to gather labeled data. It was in this scenario that Active Learning appeared.
Active learning is a subfield of machine learning and, more broadly, of artificial intelligence.
The idea behind it is allowing the learner to select which samples it wants to learn from. When
passive learning is applied, the labeled data is randomly sampled from the underlying population
distribution, without taking into account that not every data point is equally useful given the
previous ones. On the other hand, in Active Learning the sampling process is guided based on
the labeled data the learner has seen so far. This has proven to be effective in order to perform
better using fewer training samples [74].

Figure 2.10: Basic schema of Active Learning [3].
In Figure 2.10 we can see the basic schema of Active Learning. The active learning cycle starts
with a certain amount of samples labeled and a certain amount not labeled. Using the labeled
dataset, the model is trained. Once it is trained, the model studies the different samples forming
the unlabeled dataset and, using a specific criterion, decides which ones it wants to learn. The
samples selected by the model are then sent to the oracle. The oracle is the human expert that
will label the samples. After labeling the new samples, they are added to the labeled dataset,
and the process starts again with the training of the updated labeled dataset. Active Learning is
applied iteratively until the performance achieved by the model is satisfactory for the user.

2.4.1

Active Learning Scenarios

There are typically three different scenarios in which an Active Learning cycle is performed [32]:
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1. Membership Query Synthesis: One of the first scenarios studied [8]. In this scenario, there
is no unlabeled dataset. Each iteration of the active learning cycle generates new instances
and sends them to the oracle to be labeled. The new instances might be created for example
through rotation or cropping of the labeled samples.
2. Stream-based Selective Sampling: in this second scenario, the learner studies the unlabeled
samples one by one [15, 10]. The learner receives one unlabeled sample and, studying its
informativeness, decides whether to send it to the oracle or to discard it, once it has decided,
it receives a second sample and the process is repeated. This is done until the whole unlabeled
dataset has been studied.
3. Pool-Based Sampling: in some cases, large amounts of data can be obtained at the same
time, motivating this last scenario [45]. This scenario, as the previous one, assumes the
existence of an unlabeled dataset. The difference is that the decision of sending a sample to
the oracle is not taken sample by sample. The informativeness of all the samples is studied
at the same time. Then, a ranking is created with them and the most informative samples
are sent to the oracle. Ideally, just the most uncertain sample would be labeled and added to
the labeled set each iteration of the Active Learning cycle. However, due to time constraints
and the computational cost of some machine learning models, samples are usually added in
batches.

2.4.2

Active Learning in Semantic Segmentation

To the best of the authors’ knowledge, there are no published works where Active Learning is
applied to the task of Instance Segmentation. Instead, some of the studies where Active Learning
is applied to the task of Semantic Segmentation will be reviewed, as some approaches may be
transferable to our problem.
One of the first works that successfully applied Active Learning to the task of Semantic Segmentation was [70].Settles et al. [70] created an Active Learning multi-label multiple instance
(MIML) framework that did not assume the same annotation cost for different images. This made
them want to select the samples based not only on the information gain obtained from annotating
a specific image, but also on the cost of doing so.
In MIML, training samples are arranged in sets known as bags. Each of these bags contains
different instances. Labels are assigned to bags, not to specific instances inside the bags. In this
specific case, the bags are the different images in the dataset whereas the instances are segmented
regions inside of each image found using an automatic segmentation algorithm. The framework
proposed by the authors was able to deal with annotations at different levels of granularity. They
employed three different levels of annotations. Bag-level labels assign class labels to the different
images or bags. Partial instance-level labels not only assign labels at the bag level, but they
also contain labels for some of the segments in that bag. Finally, fully labeled and segmented is
the highest level of granularity, it assigns bag labels together with all the labels for the different
segments.
The first component of their framework was the model, also known as the learner. It consisted
on dividing the multi-class problem into several binary classification tasks. In order to perform the
classifications, different SVMs were trained to distinguish bags with two different classes. When
training a SVM for a specific class, they wanted to represent a bag with the information of the
segments that contained that class. However, depending on the granularity of the annotation, this
is not always known. In order to solve this issue, the authors proposed the use of a Multi-label Set
Kernel that gives a different weight to the feature vectors of the instances inside a bag depending
on their probability of belonging to a class. This way, the more probability an instance has of
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belonging to a class, the more influence it will have in the representativeness of its bag when
classifying it to detect that class.
As a second component, the authors measured the informativeness and the cost of annotating
an image in order to decide which images should be sent to the oracle. The different granularity
levels of the annotation were also included into the active learning cycle. The model could ask for
bag-level labels, some instance-level labels in a bag or all the instance-level labels in a bag. The
annotation cost was measured as the time needed to annotate a sample. In order to predict it,
they trained a SVM using as an input some image features, as the color histogram or the grayscale
histogram, and the time needed to label it. The total cost of an image was computed as the risk
of misclassification plus the cost of labelling the data. The sampling method was based on the
annotation of which images or instances caused a major change in this total cost function.
Some subsequent studies [72, 26, 53] also used the annotation cost as a parameter during
the sampling selection step of the active learning cycle. They used it as an additional metric to
the informativeness of the images. In [72] and [26] the authors propose semantic segmentation
frameworks that yield between weakly supervised methods and active learning. On the one hand,
human annotated images offer a high quality at the expense of high annotation effort. On the other
hand, the cost of obtaining weakly segmented images is much lower, but the resulting annotations
are inaccurate. In these papers, they combined both techniques, looking for a higher segmentation
quality at a lower cost. Jain et al. [72] wanted, not only to select the most informative samples,
but also to know which images, once annotated, would propagate accurately to other samples.
Their idea was that if the images manually annotated by the oracle were representative enough of
other images, the labels could be propagated. In order to select the samples to be labelled, they
studied two different variables. First, they measured the uncertainty of a picture. They rank the
images that were poorly explained by the model. Secondly, they studied the influence of the images
over the rest of the dataset. The influence was measured as the similarity with other unlabeled
images. If it was similar to many unlabeled images, its foreground mask could be propagated and
the effort of annotating some of the images saved. This similarity was measured using the cosine
similarity. They evaluated their approach on ImageNet and the MIT Object Discovery dataset.
The results obtained showed that their framework outperformed the baselines employed on both
datasets.
Gorriz et al. [26] also proposed a cost-effective active learning approach to semantic segmentation. The methodology proposed consisted in automatically selecting and assigning pseudo-labels
to some unlabeled samples. Every iteration of the Active Learning cycle two different kind of
samples were added to the training set. On the one hand, the most uncertain images were sent to
the oracle to be labeled and then added to the training set. On the other hand, a semi-supervised
approach was employed to try to reduce even more the annotation effort. Some of the images
whose prediction was highly confident for the model were given a pseudo-label and included to the
training set. A pseudo-label refers to the label that the model predicted for them, so no human
annotation effort was involved in the segmentation of this samples. The model used as the learner
was a U-Net. In order to measure the uncertainty of the images, dropout was applied during
inference. For each image, inference was performed several times and the variance of the different
pixels was computed using the different masks predicted. Once the uncertainty of each pixel was
calculated, they gave different weights to each of the pixels depending on their contribution to the
uncertainty of the picture. This contribution was measured through the Euclidean distance of each
pixel to the closest contour. The distances map was then multiplied with the uncertainty map
obtained before, giving more importance to the uncertain pixels that were located farther from a
contour. They did not reach conclusive results about the use of pseudo-labelled annotations.
Both Jain et al. and Gorriz et al. [72, 26] assumed that the annotation effort for all the images
was the same. Mackowiak et al. [53], on the other hand, went back to the approach followed
by [70], where they did not assume the same annotation effort for all the samples. This effort
was approximated in [53] as the number of clicks the oracle needs to give to segment a label. In
order to predict this number of clicks, they employed a cost prediction CNN trained right after
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the semantic segmentation model. The method used to study the informativeness of an image was
the same as in [26]. Then, the active learning cycle sent to the oracle those samples that were
considered highly informative and that obtained a low annotation cost. They used a semantic
segmentation model based on the network FCN8s architecture. Their results showed that labeling
just 17% of Cityscapes dataset, 95% of the mean Intersection over union (mIoU) obtained using
the whole dataset could be achieved.
Other works [78, 79, 59] used the representativeness of the images, together with their informativeness, in order to decide which images to send to the oracle. The idea behind it is that when
adding just the most uncertain images for the model, some of them are so similar that do not add
an extra value to the training phase. On the other hand, if we use representativeness, it may also
help to avoid spending time segmenting rare images that are not representative of the dataset.
In [78], the authors decided to address the task of semantic segmentation by dividing the
images into superpixels during the process of active learning. A superpixel is a group of pixels
combined and obtained after the application of an oversegmentation algorithm. They started
the process with a weakly supervised learning method. Using a Multi-Image Model they applied
weakly supervised semantic segmentation. This model took as an input an image and the classes
that appeared in it and assigned a class to every superpixel. This was done through the study
of the similarity of the different superpixels present in the training set. After this first step, the
active learning cycle was applied. In every iteration, the oracle was queried about the true label of
some of the superpixels. In order to determine which were the most uncertain superpixels (which
true label had to be queried) they measured the expected model change. When the true label
of a superpixel was queried, it produced changes over the uncertain labels of other superpixels
with a certain degree of similarity. The expected model change was measured as the changed
produced in the labeling of the whole training set. They employed two different datasets in the
experiments MSRC-21 and a subset of LabelMe. The results obtained suggested that the number
of superpixels that needed to be labeled in order to achieve 97% of the accuracy corresponding to
the fully supervised model were less than 20%. The limitation of this method lies in the difficulty
for oversegmentation methods to differentiate between two different semantic regions when the
boundary between them was smooth.
Yang et al. [79] tried to decrease annotation efforts for semantic segmentation task through the
creation of a framework that uses FCN and active learning. In order to perform the experiments
they used 2 different datasets, the 2015 MICCAI Gland Challenge dataset and a lymph node
ultrasound image dataset. The authors also used two different aspects when deciding which
unlabeled images should be annotated and added to the training set, uncertainty and similarity
or representativeness. In order to measure uncertainty they trained a group of models, each of
them with different subsets of the whole training set. The splits to generate these subsets were
done through sampling with replacement. Then, the level of disagreement between the different
models was measured. The uncertainty of each image was computed as the mean uncertainty of its
pixels. To study the similarity between images, they first took the output of the last convolutional
layer. They obtained the channel-wise mean of this high-level feature map, generating a map of
condensed features that contained accurate and rich information about the shapes present in the
image. Finally, the cosine similarity between this map and the map of other images was computed
to obtain their similarity. They obtained better results than the baseline, random query, obtaining
state-of-the-art performances by using only 50% of the training data. Random query or random
sampling is a sampling method usually employed as a baseline. It consists in, each iteration of the
Active Learning cycle, selecting randomly which images are annotated and added to the training
set.
The authors of [59] also considered the representativeness of the different samples in the dataset.
They improved the framework proposed by [79] by adding dropout layers. This way, they avoided
having to train several models. The uncertainty associated with a sample was computed by
running inference several times with the model with dropout. The variance for each pixel across
the different inferences was calculated and then averaged over all the pixels contained in an image.
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Instead of using the cosine similarity between image descriptors as in [79], Ozdemir et al. [59] took
the idea from [23] of using layer activation responses. They employed layer activation responses
in a certain layer of a pretained network as a descriptor of the content of an image. Then, the
distance between the content of both images was computed as the mean square error of these
responses at layer l :
dcont (Ii , Ij ) =

N
1 X l
2
(R (Ii ) − Rl (Ij ))
N 0

(2.2)

where N is the number of channels and Ii and Ij are two images.
However, according to [58], using the activation response of a single layer was not sufficient
to describe the content of an image. In order to solve this issue, the authors of [59] proposed to
increase the information content at that specific layer by maximizing its activation entropy. The
entropy loss was defined as:
Lent = −

X

H(R(l,x) )

(2.3)

x

where R(l,x) are the input activations of all channels at layer l for spatial location x. The variable x
iterates over the dimensions of layer l, width and height. The addition of this loss to the total loss
of the network allows it to optimize parameters for the segmentation task at the same time that
increases the information content at the specified layer. Another novelty the authors of this paper
implemented was the use of a Borda-count based method. In previous papers, informativeness was
used to select samples and then representativeness was employed to ultimately select or discard
them. In this paper, Ozdemir et al. used a Borda-count based method that allowed them to create
a ranking for each metric, one for uncertainty and one for representativeness, and then selecting
the samples based on the best combined rank.
Chowdhury et al. [14] faced the task of cellular semantic segmentation. The experiments to
check if active learning helped to reduce the required labelled samples were done over three different
datasets: one containing images of mouse embryonic fibroblasts, another one with images of human
breast epithelial cells and a third one with images of cervix adenocarcinoma. Although the goal
was the same as in previous works, they approached the problem from a different perspective,
a classification task. For each pixel in an image, a surrounding patch of size 61× 61 pixels was
selected and then used as a training sample for the classifier. The network employed was a CNN
and the different patches were grouped into three classes: interior, boundary or exterior. The
query strategy employed to select the most uncertain samples for the model was least confident.
The samples with the least confident predictions were selected, labeled and added to the training
set:
xLC = argmaxLC (1 − Pθ (y | x))

(2.4)

where y is the class label with the highest posterior probability. The samples whose posterior
probability was lower than 0.5 were automatically selected as uncertain. Their results showed
that active learning helps to reduce the amount of labelled training data required in semantic
segmentation while achieving a similar accuracy and even better segmentation metrics, like the
dice index.
The goal of [72] was the application of active learning to the semantic segmentation of 54.000
annotated road images using convolutional neural networks. The author followed a traditional
active learning approach for 13 iterations. A novelty here was that the number of added samples
was not fixed; it increased every third iteration of the active learning loop with the size 250, 500,
1000 and 1500. As a model, the author used ENet, a network based on ResNet. It uses bottleneck
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modules as a way of reducing the number of learnable parameters, reducing the training and
inference time and allowing the use of deeper networks. These bottleneck modules consist of
two different branches. One has three different layers, a projection layer, a convolutional layer
and another projection layer. The other branch skips these three layers and adds information
from the previous bottleneck module at the end. The first projection layer reduces dimensionality
to decrease the number of learnable parameters, whereas the second projection layer restores
dimensionality again. In order to measure the uncertainty of each image, the author of this work
used two different methods, entropy and dropout. For the dropout sampling method, different
predictions were obtain running inference over the unlabeled set several times and applying dropout
during each of them. Then, for each pixel and class, the variance was computed, serving as an
estimator of the model’s uncertainty for that class. The dropout method performed slightly better
than the baseline, random sampling. The entropy method also showed slight improvements when
compared to the baseline.
All these previous works tried to apply Active Learning to the task of Semantic Segmentation.
The classes to segment only depended on the dataset. Other works used more specific segmentation algorithms that could not generalize to all the datasets. This is the case of [55]. In this paper,
the authors proposed an Active Learning framework focused on the segmentation of curvilinear
structures, as for example roads in aerial images or blood vessels in medical images. They used a
wide variety of sampling methods such as Uncertainty Sampling, Query-by-Committee or Information Density, together with a new method proposed by themselves, which takes into account the
distribution of the search space and the representativeness of the samples. The results showed
that their method outperforms Random Sampling. However, the main limitation of this paper is
that it is only focused on curvilinear structures.
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Methodology
As mentioned during the first chapter, the main objective of this thesis is the application of Active
Learning techniques to an Instance Segmentation problem. The main research hypothesis of this
work is:
Active learning reduces the number of manually labeled images for Instance
Segmentation tasks, without a significant impact in performance.
In order to test this hypothesis, four different sampling strategy frameworks are used. First,
traditional Active Learning classification-based sampling strategies such as Least Confident and
Entropy are used in an Instance Segmentation task. Then, mask-based and semi-supervised
sampling, methods already studied in Semantic Segmentation problems [59, 26, 72] are adapted and evaluated. As a novelty, a sampling strategy that combines both the uncertainty of the
masks and the uncertainty of the classifier is proposed.
In order to explain the methodology followed, two main components of a traditional Active
Learning cycle are considered individually in this chapter: model and sampling method.

3.1

Instance Segmentation Model

Mask R-CNN is a referent model for Instance Segmentation tasks. It is used in all the Active
Learning frameworks proposed as the model, also known as the learner. Its architecture was
described in Chapter 2 of this thesis. It is a Neural Network specifically designed for the Instance
Segmentation task. It does not only perform pixelwise classification on the input image, but also
differentiates between instances of the same class.
The network gives three different outputs: the masks of the different instances, a probability
of belonging to the predicted class and the bounding box that contains them. An example can be
seen in Figure 3.1.
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Figure 3.1: Output of the network Mask R-CNN. It predicts, for each instance detected, a mask
and a probability of belonging to a certain class

3.2

Active Learning Methodologies

The core component of an Active Learning framework is its sampling strategy. This is how it
decides which samples should be sent to the oracle to be labeled. Sampling methods are usually
based on the uncertainty. This means that the selection of which samples to label each iteration
is done based on how uncertain the model is about giving the correct classification of a sample.
The most uncertain samples are sent to the oracle to be labeled. However, there are different
ways of measuring this uncertainty. In this thesis, five different frameworks were evaluated and
compared when applied to the task of Instance Segmentation. The main difference between them
is the sampling strategy they employ to select which images should be labeled each iteration. All
the sampling strategis are explained in detail later in this Chapter:
1. Random Sampling: sampling strategy usually employed as baseline and compared with the
proposed methods [14, 72, 26].
2. Classification-based sampling strategy: The first approach was to evaluate traditional Active Learning sampling methods, as is the case of Least Confident [14] and Label Entropy
[72], sampling strategies explained in section 4.3.3. They just take into account the class
probabilities in order to measure uncertainty.
3. Mask-based sampling strategy: Secondly, an approach that used the uncertainty of the predicted mask was proposed and its performance was studied and compared with the previous
ones. It is based in the uncertainty metric used by [59, 26, 72], but the sampling is modified
in order to get a better representation of the underlying sampling space.
4. Mask + Class uncertainty: New method proposed in this thesis. This third approach combined the uncertainties of both, predicted classes and predicted masks in order to decide
which images should be sent to the oracle.
5. Semi-supervised Active Learning: the last approach followed was a semi supervised Active
Learning cycle, where not all the images were labeled by the oracle. It was introduced in
order to try to reduce even more the annotation effort. The images that were most certain
for the model where added to the training samples, using the predicted masks and classes
as the ground truth label. It was employed in the Semantic Segmentation Active Learning
framework proposed by [26].
A Pool-Based Sampling approach was followed. This means that every iteration of the Active
Learning Loop not just the most uncertain sample is sent to the Oracle to be labeled, but a batch
of the most uncertain samples. This is done due to the computational cost of training the model
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every time the Active Learning Loop is iterated and the cost of running inference over all the
unlabeled samples. Nevertheless, an iteration of the loop still took several hours on a GPU.
Each iteration of the loop, a batch of samples are selected evaluating the uncertainty of each
image for the model, annotated and added to the training set. Then, the model is trained with
the new labeled dataset, formed by the previous labeled images plus the new batch. However, the
model is not trained from scratch each iteration of the Active Learning loop. Instead, we applied
Active Transfer Learning. This is, the model uses the weights generated on the previous iteration
of the loop.

3.2.1

Random Sampling

The first sampling method employed in this thesis was Random sampling. Each iteration, the
images to be sent to the oracle are selected randomly from the unlabeled set of images. Using
this method, the uncertainty is not taken into account; however, we employed it as a baseline to
compare with the other metrics.

3.2.2

Classification-based sampling strategies

Traditional Active Learning strategies use the class probabilities in order to measure the uncertainty of the different unlabeled samples. This is the case of the two first metrics evaluated, Least
Confident and Max Entropy. The idea behind this approach is that a model assigns similar probabilities for different classes if it is uncertain about a sample. On the other hand, if the sample is
certain for the model, the probabilities assigned to different classes are different.
The first metric used to measure uncertainty is known as Least Confident and it is based on
label probability. As it was mentioned before, the network gives as an output a mask, a class and
a probability for each instance. The uncertainty of an instance is then measured as [63]:
ux = 1 − Pθ (ŷ | x)

(3.1)

where ŷ is the most probable label for instance x under the model θ. Then, once all the instances detected in an image have an uncertainty value associated, the maximum uncertainty of
its instances is then assigned to the whole image.
iLC = argmaxi (ux )

(3.2)

This process is repeated for every image, getting one uncertainty value per image. At the end,
a ranking is created with the images using their assigned uncertainty values. The most uncertain
ones are then selected and sent to the oracle to be annotated.
Label Entropy is one of the most used metrics when it comes to Active Learning [53]. It
also uses the posterior probability distribution of the different classes to measure uncertainty. The
entropy is first computed for every instance following the formula [63]:
ux = −

X

Pθ (yc | x) logPθ (yc | x)

(3.3)

c

where Pθ (yc | x) is the probability of instance x being of class yc under the model θ. Then, once
we have an entropy assigned to every instance, the maximum one is assigned to the whole image
as its uncertainty value:
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iLE = argmaxi (ux )

3.2.3

(3.4)

Mask-based sampling strategies

Both Least Confident and Label Entropy, just take into account the posterior probability distribution of the different classes. In this second approach, we wanted to use the spatial information
given by the predicted mask.
This sampling strategy is based on the idea of Query-by-Committee [68]. This idea proposes
the creation of a committee of models, measuring the uncertainty of a sample as the level of
disagreement between the models. The different models that form the committee are trained
using the same training set. Then, inference is run for each unlabeled sample. The level of
disagreement between the models for the predictions of the same sample is then measured using
some metric. The difference between the models comes in the case of neural networks from the
random initialization of the weights The metric to measure disagreements could be, for example,
the variance in the class predicted for an image. Then this metric is assigned to the sample as its
uncertainty value. The same process is iterated over the complete unlabeled dataset, creating a
ranking of samples using their uncertainty.
As mentioned before, the model employed during this thesis was the Mask R-CNN. Due to
its complexity and training time, it was not feasible to train several models each iteration of the
Active Learning loop. The term dropout refers in deep learning to the random deactivation of
a certain amount of neurons. If a neuron is deactivated, it is not considered during a specific
forwards or backward pass. It is generally used during training. Randomly deactivating some
neurons during the training phase of a model helps to make it more generalizable. As suggested in
[22], dropout can be applied during inference time in order to estimate the uncertainty of a model.
The model is trained without dropout and then, during the inference phase, dropout is applied
to some of its layers. Each of the predictions obtained using dropout acts then as the inference
done by a member of the committee. After several predictions are done, the disagreement between
them is measured. By doing this, just one model needs to be trained every iteration of the Active
Learning loop, reducing the computational cost of the process. A basic schema of the idea behind
[22] can be seen in Figure 3.2.
In the proposed approach, the disagreement is measured as the variance between the predicted
masks. For each inference, one binary mask per instance is obtained. All the masks of instances
belonging to the same class are joined into a new mask, obtaining one mask per class per image.
Once this process is repeated for several inferences applying dropout (on the same image), the
variance for each pixel between the masks of the same class is computed. By doing this, we obtain
a variance map per class per image. Then, the variance value of each pixel in the same mask is
summed, obtaining one variance value per class per image. After this, the variance values for each
class predicted inside the same image are averaged, obtaining one final uncertainty value for that
image.
In Figure 3.3 we can see the result of applying dropout during several inferences over two
images, one uncertain for the model and one certain.
It has to be taken into account that if no instance are detected in an image during the several
inferences, its predicted masks are just formed by zeros and, therefore, its variance is zero. This
causes the algorithm to detect them as certain samples for the model, as its prediction for them is
always consistent. In order to overcome this problem, these cases are moved to the top of ranking,
becoming the most uncertain images for the model.
The process is repeated for all the images in the unlabeled set, obtaining one uncertainty value
per image and creating a ranking as in the previous sampling strategies. However, not just the
24

Deep Active Learning for Instance Segmentation

CHAPTER 3. METHODOLOGY

Figure 3.2: Different between a traditional query-by-committee approach (left) and one that implements dropout (right). Dropout can be applied during inference time in order to estimate the
uncertainty of a model

Figure 3.3: Dropout is applied during inference of an uncertain image for the model (on top)
and during the inference of a certain image for the model (bottom).It can be seen how the masks
predicted for the instance in the bottom image are more consistent during the different inferences,
just fluctuating in the borders. In comparison, the top image does not present any consistency
between inferences.

top most uncertain images are selected and sent to the oracle. The ranking created is divided into
three different regions: low uncertainty zone, medium uncertainty zone and high uncertainty zone.
In Figure 3.4 we can see an histogram of the normalized mask uncertainties (0 the less uncertain
and 100 the most). The height of each bin represents the number of images present with that
uncertainty. The different regions are plotted in different colors: low uncertainty in red, medium
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uncertainty in blue and high uncertainty in green.

Figure 3.4: The height of each bin represents the number of images present with that uncertainty.
The different regions are plotted in different colors: low uncertainty in red, medium uncertainty
in blue and high uncertainty in green.

The high uncertainty zone is usually formed entirely by the images where nothing was detected.
They are the most difficult images for the current model, but this does not mean they are the
most useful for the model to learn. This could be caused if the instances in those images are
partially occluded, small or not representative [78, 79, 59]. The medium uncertainty zone is
formed by images that are uncertain for the model, but where it detects some instances. Finally,
the low uncertainty zone is composed by images certain for the model. In order to include in
the batch uncertain images, but also representative ones for the different classes, the proposed
sampling strategy selects images from the three zones. 41 of the sampled images come from the
low uncertainty zone, 14 from the medium uncertainty zone and another 14 from the high uncertainty
zone. Finally, the last 41 is picked randomly from all the zones. The goal of this is helping the
model to learn not only from difficult cases, but also from others that are uncertain but can be
more generalizable (medium uncertainty) and from others that reinforce the knowledge it already
has (low uncertainty). Figure 3.5 shows the composition of each batch of images sent to the oracle
to be labeled.

3.2.4

Class + Mask uncertainty

The idea of this third approach is to combine the uncertainty of the predicted classes and the
uncertainty of the predicted masks into one single sampling strategy. As in the mask-based
strategy, the uncertainty of the predicted masks is used to create an uncertainty ranking. Then,
this ranking is divided into the same three zones: low, medium and high uncertainty. The difference
with the previous approach is that, for each inference, the uncertainty of the different classes
detected is also saved. Then, the Least Confident formula is applied to obtain one class uncertainty
value per image.
Once the three zones are defined, several images are sampled from each zone as in the previous
approach. However, this time not 41 of the total sampled images is picked from each zone. Instead,
1
3
4 is selected randomly from all the zones. Then, the other 4 is divided into x number of images
selected from each of the zones and t images selected using the class uncertainty ranking. From
the images sampled using the class uncertainty, maximum 3 are picked from the images where
nothing was detected. Then, the rest is selected from the top most uncertain images using the
class uncertainty ranking. Figure 3.5 shows the composition of the batch of images sent each
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Figure 3.5: Composition of each batch sent to the oracle when the (a) mask-based sampling method
and when the (b) class+mask-based sampling method is employed.
iteration to the oracle.

3.2.5

Semi-Supervised Active Learning

The final approach proposed was a semi-supervised Active Learning framework. The uncertainty
is measured using the Mask-Based Uncertainty metric presented before.
First, several inferences are done per image and then the variance of the pixels in the different
predicted masks is computed. Once the ranking with the uncertainty is generated, three uncertainty zones are created: low, medium and high uncertainty. The sampling strategy is then the
same one as proposed before. 14 of the batch to be sent to the oracle is picked from the high uncertainty zone, another 41 from the medium uncertainty and another one from the low uncertainty.
Then, a last 41 of the images included in the batch are selected randomly from all the unlabeled
dataset.
The main difference with the Mask-Based Uncertainty approach is that here, a part from all
the images sent to the oracle to be labeled, the unlabeled images with an uncertainty lower than
a certain threshold are selected and included directly into the labeled dataset. For each of these
images, the predicted masks and classes are included as its labels, so no additional annotation
effort is derived from using this approach when compared with the previous ones.
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Experimental Set Up
In this chapter, the different materials used in the thesis are reviewed together with the metric
used to evaluate the performance of the model.

4.1

Datasets

In order to perform the different experiments and to study the effectiveness of the different active learning sampling methods when applied to instance segmentation, two different datasets are
employed: COCO dataset [49] and the dataset used in the Data Science Bowl 2018 Kaggle Competition [4].
1. COCO Dataset: this dataset was created with the main goal of advancing the state-of-theart in computer vision tasks, such as object detection, semantic segmentation or instance
segmentation. The name COCO stands for Common Objects in Context. It refers to the fact
that the different objects contained in the images appear within a context, as the images
pertain to everyday scenes. They believed that the detection of some objects is strongly
determined by the context, so they tried to add to the dataset images rich in contextual
information. The instances included in the dataset are classified into 81 different categories,
grouped at the same time into 11 super-categories (person & accessory, animal, vehicle,
outdoor object, spots, kitchenware, food, furniture, appliance, electronics, indoor objects).
In Figure 4.1 we can see some images of the dataset. The images contained in the dataset
can be divided into three groups: iconic-object images, iconic-scene images and non-iconic
images. Iconic-object images are those images where there is a single large object and it
is centered. Iconic-scene images are those images where there are no people present and
they are viewed from a canonical perspective. Finally, non-iconic images are those ones
containing several object instances at the same time and viewed from non-canonical points
of view. This last group also includes objects in the background or partially covered by other
objects in the image. As proved in [75], datasets that contain more non-iconic images are
better to create more generalizable models. This is why they tried to use a higher number
of non-iconic images when creating the dataset. Taking into account the three groups, the
dataset contains a total of 330.000 images, divided into different subsets for different tasks.
The subset annotated for instance segmentation is formed by a total of 163.959 images (5.001
in the validation set, 40.670 in the test set and 118.288 in the training set).
2. Data Science Bowl 2018: this second dataset contains 664 segmented nuclei images. In
order to reflect the variability that can exist between different cell images, the images were
acquired under a wide variety of conditions. The dataset includes images of cells belonging
to different organisms such as humans, flies and mice. The different images were obtained
using different histology stains or fluorescence and in different stages of the cell life cycle.
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Figure 4.1: Examples of (a) iconic-object images, (b) iconic-scene images and (c) non-iconic
images included in the MS COCO dataset.
They also present difference in magnification and illumination. All of this was done to obtain
a challenging dataset that forced the users to create an algorithm able to generalize. The
high variability of the data can be seen in Figure 4.2.

Figure 4.2: Some images of the Data Science Bowl 2018 Dataset

Both datasets contain annotated training and validation set and a test set without annotations.
Once your model is trained, you can run inference over the test set and upload the predicted masks
to the servers of the providers of both datasets in order to evaluate the performance of the model.
However, in order to make the process more efficient, we decided to split the train set in both
cases into test set and training set so the model could be evaluated locally.
Once the most uncertain images are selected every iteration of the Active Learning cycle, they
are sent to the Oracle to be labeled. In our case, the training set was split into labeled and
unlabeled dataset, hiding the annotations of the unlabeled dataset. When the annotations of an
image were asked to the Oracle, they were simply recovered and sent back.
In order to study the influence of different parameters when Active Learning is applied to an
Instance Segmentation task, several subsets of the full datasets were generated.
1. Subset 1: This is not really a subset, as it contains the full Data Science Bowl Dataset.
The idea of starting using this dataset was to study the simplest scenario, where there is
only one class present. The class that we aimed to segment was “Nuclei”, the different nuclei
appearing in histological pictures. This subset was formed by 664 different images. They
were divided into 480 training images, 51 validation images and 133 images for testing. The
validation set is used for tuning the different hyperparameters of the network. At the same
time, the training set was divided into an unlabeled dataset with 440 pictures and a labeled
dataset with just 40.
2. Subset 2: subset of the COCO dataset. As in the previous case, its goal was to study the
simplest scenario, where there is only one class present. The class that we aimed to segment
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was “Person”. This subset was formed by 66.803 different images. They were divided into
50.400 training images, 2688 validation images and 13.715 images for testing. At the same
time, the training set was divided into an unlabeled dataset with 46.200 pictures and a
labeled dataset with just 4200.
3. Subset 3: subset of the COCO dataset. The goal of this subset was to study the influence
of an increase in the variability of the data, this is why the number of studied classes
was increased to 10. The classes studied were “Person” (64.115 images), “Car” (12.251),
“Plane” (2.986), “Boat” (3.025), “Dog” (4.385), “Elephant” (2.143), “Stop sign” (1.734),
“Pizza” (3.166), “Toilet” (3.353) and “Clock” (4.659). In total, this third subset was formed
by 85.210 images. It is important pointing out that, in the same image, several classes can
be present. The subset was split into 68.145 training images, 3.436 validation images and
13.629 images for testing. The training set was divided into an unlabeled dataset with 61.950
pictures and a labeled dataset with 6.195.
4. Subset 4: subset of the COCO dataset. The goal of this subset was to study the influence
of the overlapping between classes. By overlapping, we refer to the fact that one or more
classes can appear into the same picture. However, each pixel belongs just to one class.
In this subset, the images where there is overlapping between classes (instances of two or
more classes appear) are removed. We also selected the same number of images per class to
generate a balances dataset. The number of studied classes was 5. The classes are “Plane”,
“Train”, “Cat”, “Surfboard” and “Toilet”. Each of the classes appears in 2.900 images,
having a total of 14.500 images in the subset. The subset was divided into 10.500 training
images, 727 validation images and 4.000 images for test. The training set was divided into
a labeled dataset with 50 pictures and an unlabeled dataset with 10.450. All the splits were
done in order to contain the same number of images per class.
5. Subset 5: subset of the COCO dataset. It contained 2 different classes: “Bike” and “Motorbike”. The idea was using two classes similar enough to increase the difficulty for the
model to differentiate them. This was done because in a real scenario, the classes to segment
may be similar, for example if they are two different types of cells. The subset contained
a total of 5.366 images divided into a training set of 3.040 images, a validation set of 726
images and a test set of 1.600 images. The training set was divided into a labeled set of 40
images and an unlabeled set of 3.000 images. As in the previous subset, all the splits were
done in order to contain the same number of images per class. There was no overlapping
between classes. This means that there were only instances of one class per picture.

4.2

Software

The code was implemented using PyCharm 2018.3.5 (Community Edition) and Anaconda 4.6.3.
PyCharm is an integrated development environment (IDE) specifically for Python. Anaconda is a
Python and R distribution with integrated tools for the installation and management of packages.
The Python version used was 3.7.1.
Some of the Python libraries employed were:numpy 1.17.0, Pillow 1.1.7, cython 0.29.7, matplotlib 3.1.1, scikit-image 0.15.0, tensorflow 1.12.0, keras 2.2.4, cudNN 7, CUDA 9 and h5py 2.9.0.
The base implementation of the Mask R-CNN was written using as code-base [6]. The implementation of the Active Learning loop, including the different sampling strategies were manually
written.
• Loading the datasets and creating the different subsets.
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• Active Learning Loop: the code to run Active Learning. This includes the training, the
different sampling methods used during the thesis and the automatic labeling and addition
of the selected samples to the labeled set.
• The code for testing the performance of the model every iteration of the loop

4.3

Hardware

The code different experiments were executed in two different ways:
1. In batch servers that had two Tesla P100. These NVIDIA GPU has 16 GB of global memory
available.
2. On instances generated using Amazon Web Services (AWS). The instances employed were
Amazon EC2 GPU instances of type p3.2xlarge. Each of the instance had available one
Tesla V100.

4.4

Performance Metrics

The metric employed to evaluate the performance of the model is mean average precision or
mAP. It has become the most used metric when evaluating segmentation models. In fact, it is
the one accepted in object detection and segmentation competitions, such as the PASCAL VOC,
ImageNet and COCO challenges [35]. It is calculated by computing the average precision (AP)
for the different classes and then the average between them is obtained.
When it comes to tasks such as object detection, semantic segmentation or instance segmentation, evaluating the performance of the models is not trivial. This is because there are two different
subtasks that should be assessed. On the one hand, a classification subtask. The model can detect
different objects, but it may or may not be assigning the correct a class to them. On the other
hand, even if the predicted class for each object or instance is the correct one, the performance
metric also has to study how well the model locates it spatially in the picture.
The AP metric was born with the goal of addressing the necessity of a way of evaluating both
subtasks at the same time. The AP is based on two underlying metrics, precision and recall. The
precision of a model measures the accuracy of its predictions. This is, how many of the positive
predictions made were correct:
P recision =

TP
TP + FP

(4.1)

where TP is the number of true positives or number of correct positive predictions and FP is the
number of false negatives or number of incorrect predictions. If the precision of a model is high
(close to 1), it is likely that, when it does a prediction, it is correct. Similarly, the recall of a model
measures its ability to detect the relevant cases within a dataset:
Recall =
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TP
TP + FN

(4.2)
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where TP is the number of true positives and FN is the number of false negatives or the objects
that were not detected. If the recall of a model is high (close to 1), it is likely to detect all the
objects that appear in an image.
It is important to point out that both metrics, precision and recall, often have an inverse
relationship for a given dataset and model that depends on the threshold proposed by the user.
This threshold is the one that determines if a detection should be considered as positive or as
negative. In a classification task, this distinction is clear. If the class detected equals the ground
truth class, it is a positive prediction, if it does not, it is a false prediction. However, this task gets
more complex when it comes to object detection or segmentation tasks, where, as we mentioned
before, there are two subtasks to take into account. The threshold used in the case of AP and
mAP is determined by the intersection over union (IoU) of a detection. It determines the ratio of
area of intersection and area of union between the prediction and the ground truth:

(4.3)

For each object detected, if its IoU with the ground truth is higher than the threshold established and its predicted class matches the ground truth class, it is considered a true positive. If it
is lower than the threshold or the classes do not match, then it is considered a false positive. On
the other hand, the false negatives are measured as the objects present in the ground truth that
are not detected by the model.
Once the true positives, false positives and false negatives are determined (for a certain IoU
threshold), the precision-recall curve can be computed for each class.
The different predictions have associated a confidence level, usually given by the softmax layer
of the model. This confidence level is used to create a ranking of detections. By changing the
detection threshold, we are determining which detections are predicted positive. For each detection
threshold, a pair precision-recall is obtained. Using several thresholds, the precision-recall curve
can be plotted, as we can see in Figure 4.3.

Figure 4.3: Precision-recall curve
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The AP for a specific class is calculated by measuring the area under its precision-recall curve.
In order to do so, the first step is to adjust the precision-recall curve. This is done by assigning
to each recall value r the maximum precision value for recalls higher than r.
0

pinterp (r) = maxr0 ≥r p(r )

(4.4)

We can see the comparison between the original and the adjusted precision-recall curve in
Figure 4.4. The goal of this adjustment is to reduce the possible fluctuations in the curve caused
by small variations in the ranking of examples.

Figure 4.4: Adjusted precision-recall curve
Once the curve is interpolated, the AP for that class is computed as the area under the
precision-recall curve. In order to do so, we sample the curve at the points where the precision
drops. By doing this, we divide the adjusted precision-recall curve into several rectangles, as it
can be seen in Figure 4.5.
Then, the AP is calculated as the sum of the areas of the different rectangles. Finally, the
mAP is determined as the average AP over all the different classes.
AP =

X

(rn+1 − rn )pinterp (rr+1 )

(4.5)

During this thesis, the mAP employed is obtained by studying 10 different IoU thresholds (from
0.5 to 0.95 in steps of 0.05), and then doing the average over the different AP obtained. This was
suggested by the creators of the COCO dataset [49] and has become the standardized procedure
to evaluate object detection and segmentation models. The use of different IoU thresholds from
0.5 to 0.95 gives more emphasis to the proper localization and segmentation of the masks. In
Figure 4.6 the precision-recall curves for the class person using the different thresholds proposed
by the COCO dataset (from 0.5 to 0.95 in steps of 0.05) are represented.
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Figure 4.5: In order to compute the area under the curve, the precision-recall curve is sampled at
the points where precision drops, dividing the curve into several rectangles.

Figure 4.6: Precision-Recall curves calculated at various IoU thresholds, according to the COCO
challenge. Dashed lines correspond to equally spaced recall values where the AP is calculated.

Chapter 5

Experiments and Results
During this chapter of the thesis, the different experiments performed are explained. The results
of each of the experiments are also presented. Each of the sampling strategies is executed three
times, getting as a final result the mean of the three experiments.

5.1

Classification-Based Sampling Strategies

In this first section, classification-based sampling strategies are applied to both datasets, the
Data Science Bowl Dataset and the COCO dataset. Two different classification-based sampling
strategies are employed and compared with random sampling: least confident and entropy.
As a first step, two subsets are used, Subset 1 and Subset 2. Each of them has just one class,
and the idea is testing the application of Active Learning to the simplest scenario.
Subset 1 is formed by the Data Science Bowl dataset. It is split into 480 training images, 51
validation images and 133 images for testing the models. The training set is, at the same time,
divided into an unlabeled set and a labeled set. The initial labeled set is formed by 40 images and
the other 440 are included into the unlabeled set. The Active Learning cycle starts by training
the model with the 40 images of the labeled set. Each iteration, 40 new samples are selected from
the unlabeled dataset, sent to the oracle to be labeled and then included into the labeled dataset.
This means that during the first iteration, the model is trained with 40 images, during the second
with 80, with 120 during the third and so on. It is important not to forget that, in the scenario
presented, the oracle just consists in retrieving the annotations stored and associating them with
their correspondent images.
The Active Learning cycle is repeated for a total of 12 iterations. The first iteration, the model
starts training from scratch, whereas on the other ones, transfer learning is done from the weights
of the previous iteration. Each iteration, the model is trained for 25 epochs. The results are shown
in Figure 5.1.
As we can see from the graph, none of the employed methods manages to consistently outperform the baseline imposed by random sampling. However, it is also important highlighting
that, by annotating just 50% of the dataset (240 images) we already get 89% of the performance
achieved by training with the completely annotated dataset (480 images).
Subset 2 is a subset of the COCO dataset. As in the previous case, its goal is to study the
simplest scenario, where there is only one class present. In this case, the class is “Person”. The
66.803 images that compose the subset are divided into 50.4000 for training, 2.688 for validation
and 13.715 for testing. The training set is divided into a labeled set (4.200 pictures) and an
unlabeled set (46.200).
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Figure 5.1: Active Learning cycle applied to Subset 1 using classification-based uncertainty.

The Active Learning cycle is repeated for 12 iterations. The first one, the model is trained
from scratch. On the following ones, it starts from the weights of the previous iteration. The
model is trained for 25 epochs during each iteration. The term epoch refers to each time the full
dataset is passed forward and backward through the neural network. Each of these iterations, the
batch sent to the oracle to be labeled is formed by 4.200 images. The results can be seen in Figure
5.2.

Figure 5.2: Active Learning cycle applied to Subset 2 using classification-based uncertainty.

The results obtained after applying Active Learning using classification-based sampling strategies
to this second subset do not differ significantly from the previous ones. Using a classification-based
sampling strategy, either entropy or least confident, for selecting which images should be labeled
each iteration does not improve the performance when compared with random sampling. In this
case, by using 50% of the dataset (25.200 images) we obtain 83.47% of the performance achieved
by using the whole training set (50.400).
As a second step, the influence of the variability of the dataset is studied, so the experiments
are repeated, but this time in Subset 3. Subset 3 is a subset of the COCO dataset that increases
the variability of the data by combining a total of 10 classes. The classes present and that we
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aim to segment are “Person”, “Car”, “Plane”, “Boat”, “Dog”, “Elephant”, “Stop sign”, “Pizza”,
“Toilet” and “Clock”. It is important pointing out two factors. First, the different classes are
unbalanced. The subset is formed by 85.210 pictures and the class “Person” appears in 64.115.
Secondly, there is not just one class per image. This means that instances of two or more classes
can be present in the same picture. The subset is formed by 85.210 images that are divided into
68.145 for training, 3.436 for validation and 13.629 for testing. The training set is split into labeled
set, with 6.195 images, and unlabeled set, with 61.195.
The Active Learning loop is iterated 11 times. Each iteration, the model is trained for 30
epochs. In addition, each repetition of the cycle 6.195 images are sent to the oracle, labeled and
included into the labeled set. As in the previous experiments, the first iteration the model is
trained from scratch. In contrast, during the following repetitions of the loop the model uses the
weights of previous iterations. The results can be seen in Figure 5.3.

Figure 5.3: Active Learning cycle applied to Subset 3 using classification-based uncertainty.
As we can see in the graph, the different classification-based metrics used to measure uncertainty do not offer a significant difference when compared with random sampling. However, we
can see that, by using just 54.5% (37.170 images) of the total training set we already achieve
91.5% of the performance reached by using the full training set (68.145).
In the last experiment, we employ the predicted class probabilities to measure the uncertainty
of an image for the model. However, several classes can be present per image. This means
that when annotating an image because the class of one instance present on it is unclear for the
model, it can also be adding information from other classes. In order to make sure that this extra
information coming from other classes is not influencing the results, the next experiment does not
use images with more than one class. Moreover, the number of images per class is balanced.
The goal of Subset 4 is to reduce the influence of annotating instances of several classes in
one image just because one instance of one class is uncertain. To avoid this issue, the subset
is built to have only instances of one class per image. If one image is annotated because one
instance appearing in it is uncertain, we want to know that, when annotating that image, the
model is getting information of just the class that is uncertain. Subset 4 is a subset of the COCO
dataset. Five different classes are included into this subset: “Plane”, “Train”, “Cat”, “Surfboard”,
and “Toilet”. As it was said before, the same number of images per class is selected in order to
create a balanced subset. The subset is composed by a total of 14.500 images, divided into 10.500
for training, 727 for validation and 4.000 for testing. The training set is divided into unlabeled
dataset, with 10.450 pictures, and labeled dataset, with 50.
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The Active Learning cycle is repeated for 20 iterations. Each iteration, 50 images are retrieved
from the unlabeled set, annotated, and included into the labeled set. This means that the cycle
starts with 50 labeled samples and finishes with 1.000. Differently to the previous experiments,
the first iteration does not start training the model from scratch, but instead uses pre-trained
weights on ImageNet dataset. This is done in order to be able to reduce the number of epochs
per iteration, being able to run the experiment for more iterations and reducing considerably the
training time per iteration. Each iteration, the model is trained for 5 epochs. The results can be
seen in Figure 5.4.

Figure 5.4: Active Learning cycle applied to Subset 4 using classification-based uncertainty.
As can be seen in the graph, the classification-based methods employed do not manage to
overcome the random sampling strategy. The Active Learning cycle manages to reach around
70% of the performance achieved by using the full dataset. This is interesting, as we are just using
9.5% of the training set in the last iteration.
In the previous experiment, the images are added into the different sets by class. This means
that, in the unlabeled dataset, first we have all the images of one class, then the images of
the second class. . . In order to study if this is having an effect on the results obtained, the last
experiment is repeated, but shuffling the images inside each set before starting the Active Learning
cycle. As we can see in Figure 5.5, now the Least Confident sampling method manages to compete
with the Random Sampling one. This may be due to the fact that shuffling the data previously
caused the Random Sampling method to pick images in a less balanced way between classes.
This balancing of the classes could be generating a bias into the classification-based uncertainty
methods. Random sampling samples the unlabeled set in a random way, getting a batch of images
with a more or less uniform balance between classes. However, this is not the case when Least
Confident or the Entropy are used as sampling methods. They focus on the images that are more
complex for the model. However, this may cause the batch sent to the oracle to contain images
of just one or two classes, creating an imbalance between classes into the labeled set. In order
to retrieve a more balanced batch of images each iteration, we force the algorithm to pick the 10
most uncertain images for each of the classes. This generates a balanced batch with 10 images
per class. The results are shown in Figure 5.6.
The results obtained show that both shuffling and balancing the batches make a classificationbased method, as it is Least Confident, to reach the level of Random Sampling and compete with
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Figure 5.5: Active Learning cycle applied to Subset 4 using classification-based uncertainty. Influence of shuffling the images.

Figure 5.6: Active Learning cycle applied to Subset 4 using classification-based uncertainty. Influence of balancing the batches to label.
it. In previous experiments where Subset 2 and Subset 3 are used, this balancing is less relevant.
Subset 2 only contains one class, whereas Subset 3 presents images with instances of several classes
on them, so when adding those images to the labeled set we are adding information from several
classes at the same time.
The images where nothing is detected by the model are located at the top of the uncertainty
ranking, as they are the most uncertain for the model. However, as it can be seen from the
examples in Figure 5.7, these images are not always the most informative.
In order to try to avoid the images that are not adding information that could be generalizable
for every instance of the class, The algorithm is modified to skip the images where nothing is
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Figure 5.7: Some images of class ’toilet’ that do not give a good representation of the underlying
sampling space.

detected, taking the ones more uncertain inside the group of pictures where some instance is
detected. The results of this experiment are shown in Figure 5.8:

Figure 5.8: Active Learning cycle applied to Subset 4 using classification-based uncertainty. Influence of skipping the images where no instances are detected.

As we can see, there is not a big difference between keeping or not considering the images
where nothing is detected. This could be due to the fact that not all the images where no instance
are detected are as rare as the cases shown above.

5.2

Network Complexity

In order to verify that the results obtained are not influenced by the complexity of the network
Mask R-CNN, the Active Learning loop is performed once using a U-Net architecture. The subset
employed is Subset 1, the same employed in the first experiment. The cycle is executed for 12
iterations, training the network for 25 epochs each iteration. In this case, the output is not the
mask of each instance, but a mask per image, so the task performed is Semantic Segmentation.
In order to obtain the masks of the different instances, an algorithm such as watershed could
be used differentiate between the different objects present in the mask. The results are shown
in Figure 5.9. It can be seen that Random Sampling strategy and Least Confident strategy are
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competing, not showing a significant difference when compared with the results obtained with the
other network.

Figure 5.9: Active Learning cycle applied to Subset 1 using classification-based uncertainty. U-Net
architecture

5.3

Influence of Transfer Learning

Another element that is interesting to study is the influence of transfer learning in the Active
Learning cycle. During this experiment, four different Active Learning frameworks are employed
for each sampling method. The Active Learning cycle is applied to the Data Science Bowl dataset
as the time for running one complete Active Learning cycle was considerably lower when compared
with the time employed when using the COCO dataset.
1. Framework 1: the Active Learning cycle starts training the first iteration from scratch. The
weights are transferred from one iteration to the next one. The new images labeled each
iteration are added to the previous ones.
2. Framework 2: the Active Learning cycle starts training the first iteration from scratch. The
weights are transferred from one iteration to the next one. The new images added each
iteration substitute the previous ones.
3. Framework 3: the Active Learning cycle starts training the first iteration using the COCO
pre-trained weights. The weights are transferred from one iteration to the next one. The
new images labeled each iteration are added to the previous ones.
4. Framework 4: the Active Learning cycle starts training the first iteration using the COCO
pre-trained weights. The weights are transferred from one iteration to the next one. The
new images labeled each iteration substitute the previous ones.
The different results are shown in Figure 5.10, 5.11 and 5.12. As can be seen from them,
transfer learning really makes a difference when it comes to Active Learning. The main goal of
Active Learning is the reduction of the number of images that need to be annotated in order to
achieve a good performance. It is evident that transfer learning can really help to reduce the
number of labeled images for an Instance Segmentation task. When using the frameworks that
start training from the COCO pre-trained weights (frameworks 3 and 4) just with 8-16% of the
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total training set (first or second iteration) we achieve the same result obtained by the frameworks
that start training from scratch (frameworks 1 and 2) when they are using the complete training
set (last iteration). This means that using pre-trained weights is saving the annotation effort of
more than 84% of the training set. Moreover, if we analyze the results obtained by Framework
3 and 4, it can be seen that just with 16% of the total training set (second iteration) we already
achieve more than 91% of the best performance reached by each method.
Adding the new batch of annotated images to the labeled dataset really improves performance
if the Active Learning cycle starts training from scratch. On the other hand, if it employes
transfer learning, there is no significant difference between adding the new images to the old ones
or substituting them.

Figure 5.10: Study of the influence of transfer learning. Random Sampling.

Figure 5.11: Study of the influence of transfer learning. Least Confident.
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Figure 5.12: Study of the influence of transfer learning. Entropy.

5.4

Mask-Based Sampling Strategy

The next set of experiments uses the uncertainty of the masks as part of its sampling strategy.
As explained in the Methodology Chapter, three different regions are defined using this uncertainty:
low, medium and high uncertainty. Each iteration, some images are retrieved from each of these
regions, 3 for the first experiment and 10 for the second one. Then, a number of additional images
are picked randomly from all the unlabeled set, 1 for the first experiment and 10 for the second
one. This makes a total of 10 images selected in the first experiment and 40 in the second, sent
to the oracle to be labeled and then added to the labeled set each iteration.
Dropout iss applied during the inference of the model. It is defined after the convolutional
layers of the head of the network, as it proved experimentally to give small fluctuations in the
masks predicted if the image is certain and big differences if it was uncertain. The dropout value
applied is 0.5, as it proved to be the optimal one by [42].
The number of inferences executed per image is set to 10. This proved to be the optimal solution
inside the time and computational constraints attached to this thesis. In order to study this, a
ranking using the uncertainty of the masks was obtained for 1500 images extracted from Subset 5.
The ranking was repeated using 5 inferences per image, 10, 20, 25, 30 and 100. Considering 100
as the “optimal” solution, we then compared how many images each of the rankings shared with
the optimal one. Studying just the top 200 most uncertain images, the percentage of overlapping
was of 75% for 5 inferences, 84.5% for 10, 87% for 15, 86.5% for 20 and 88% for 30. From these
results, 10 inferences were considered as a good enough estimator of the optimal solution.
The first experiment is done on Subset 1, this is, on the Data Science Bowl dataset. The Active
Learning loop is repeated for 15 iterations, each of them sending 10 new images to the oracle. The
initial training set is, as in previous experiments, 40 images. Every iteration, the model is trained
for 10 epochs. The first epoch starts training from scratch, whereas the next ones get transferred
the trained weights from their previous iteration.
As can be seen in Figure 5.13, the mask-based uncertainty sampling method competes with
the random sampling one, getting better performance during some iterations. It is also interesting
pointing out that, on the last iteration, it already achieves a performance equal to 91.3% of the
one obtained by the full dataset, and just using 32% of the training data.
The second execution of the Active Learning loop is done on Subset 5. The number of images
and classes contained in this subset is reduced due to the computational cost of running inference
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Figure 5.13: Active Learning cycle applied to Subset 1 using mask-based uncertainty.
several times per image.
The Active Learning cycle is executed for eight iterations. The model is trained for 5 epochs
each of the iterations and the weights are transferred from one iteration to the next one. The first
iteration started using ImageNet pre-trained weights.
The results obtained from the Active Learning cycle can be seen in Figure 5.14. The sampling
method based on the uncertainty of the mask manages to keep up with the random sampling
method, even outperforming it during iteration 3, 5 and 8. It reaches 63% of the performance
achieved by the full dataset using just 6.6% of the training data.

Figure 5.14: Active Learning cycle applied to Subset 5 using mask-based uncertainty.

5.5

Mask+Class-based Uncertainty

The use of classification-based uncertainties and the use of mask-based uncertainties are studied
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in the previous experiments. Those uncertainties are employed to measure the uncertainty that a
model has over a specific image during an Active learning approach for an Instance Segmentation
task. In the next experiment, both types of uncertainties are combined in one sampling strategy,
as it is explained in the Methodology Chapter.
The subset used for this experiment is Subset 5. The Active Learning cycle is repeated for eight
iterations. Each iteration, the model is trained for 5 epochs, and 40 new samples are annotated
and added to the labeled set. In the case of the sampling method that used the uncertainties of
the classes and masks of the instances, this images are selected using both the mask uncertainty
ranking and the class uncertainty ranking. From each of the three regions defined in the mask
uncertainty ranking, low, medium and high uncertainty zones, 7 samples are selected. Then, using
the class uncertainty ranking, the 9 most uncertain images for the model are selected. After this,
10 more samples are randomly picked from the unlabeled set. All of the images selected form a
batch of 40 images that each iteration is sent to the oracle to be annotated and then included into
the labeled set. The first iteration of the loop starts training from ImageNet pre-trained weights.
Then, the weights are transferred from one iteration to the next one. Figure 5.15 shows the results
obtained:

Figure 5.15: Active Learning cycle applied to Subset 5 using mask+class-based uncertainty.

Adding the class uncertainty to the sampling strategy does not add extra information when
compared to using just the mask-based uncertainty. However, when it is compared with the Least
Confident strategy, a classification-based sampling strategy, an improvement can be observed when
we add the information of the uncertainty of the mask.

5.6

Semi-Supervised Active Learning

As a final approach, a semi-supervised Active Learning framework for Instance Segmentation is
proposed. The uncertainty used in this framework is measured as the Mask Uncertainty. The
sampling selection method is the same one used for the mask-based uncertainty method. Each
iteration, after creating a ranking with the mask uncertainties of the images, three zones are
defined: low, medium and high uncertainty. Then, an equal number of images is picked from
each of these regions. After this, some more images are randomly selected from the unlabeled
dataset. The size of the batch sent to the oracle to be labeled each iteration is 40 for the first
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two experiments and 10 for the last ones. In the first experiments, 10 images are selected from
each region and 10 more are selected randomly from the complete unlabeled set. On the last
experiments, 3 images are selected from each of the regions, adding one more selected randomly
from the full unlabeled set. The difference with previous approaches is that, a part from all the
images sent to the oracle to be labeled, the images in the unlabeled set that are certain for the
model (with an uncertainty under a specific threshold), are directly included into the labeled
dataset with the classes and masks predicted for each instance, without having to be annotated
by the oracle. The experiments from this section use Subset 5, a subset of the COCO dataset with
two classes.
The first run of the Active Learning loop is repeated for 8 iterations, training the model for
5 epochs each of them. The first iteration starts using ImageNet pre-trained weights and the
following iterations gets the weights transferred from the previous one. The uncertainty threshold
to decide whether to use the predicted annotation of an image in the training set was 50. Instead of
starting using the predicted annotations of the most certain images from the beginning, it started
using them at the third iteration. This was done with the idea of letting the model learn for some
iterations before. After this, the Active Learning cycle is executed again with the same conditions,
but changing the semi-supervised threshold to 100. Additionally, the addition of the most certain
images and their predictions to the labeled set is done from iteration 1.

Figure 5.16: Active Learning cycle applied to Subset 5 using a semi-supervised framework.
In Figure 5.16 we can see the results obtained. The sampling method that starts the semisupervised strategy on the third iteration (threshold=50) competes during the first four with
random sampling. However, after the fourth iteration the semi-supervised strategy clearly outperforms random sampling. For the other one, it also takes some iterations to outperform the
random sampling. This could be caused because during the first iteration, the number of images
under the threshold is zero, as all of them are still not certain enough to have an uncertainty lower
than the threshold proposed.
In order to confirm the results obtained, both experiments are repeated reducing the size of
the batch that is labeled each iteration. The batch size is set to 10 images. It can be seen in
Figure 5.17 that, in both cases, the semi-supervised strategy adds extra information to the Active
Learning module, enabling it to outperform random sampling during most of the iterations.
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Figure 5.17: Active Learning cycle applied to Subset 5 using a semi-supervised framework.

Chapter 6

Discussion
The main objective of the present master thesis was the application of Active Learning techniques
to an Instance Segmentation problem. The main hypothesis is that Active Learning can be meaningfully applied to deep learning based instance segmentation to reduce the amount of training
data without a significant impact on accuracy. In order to prove this hypothesis, several sampling
strategies were implemented and tested using two different datasets: the COCO dataset and the
Data Science Bowl 2018 dataset.
The sampling strategies implemented were divided into four main blocks. First, strategies
that employed the uncertainty of the predicted classes in order to sample the data. Secondly, the
Active Learning cycle was repeated but using the uncertainty of the predicted masks. After these
methods were implemented, we proposed a sampling strategy that used both, the uncertainty of
the classes and the one of the masks of the different instances. Finally, semi-supervised learning
was included into the Active Learning loop in order to reduce even more the number of images
that needed to be annotated.
In view of the results obtained, it is necessary to highlight the importance of the balance
between classes. As it was proved when balancing the classes in the batch and shuffling the
data, one of the reasons why random sampling was performing better than the other methods
was the balance in the batches it selected. Every iteration, the batch of images it selected to be
annotated was relatively evenly balanced between classes. However, this did not happen with the
classification-based uncertainty methods as they selected images based on their uncertainty. This
could cause the model to focus in one or two classes and not adding information of the other ones,
generating a bias. Focusing on one class and not on all of them can be a problem for instance
segmentation. The metric employed to measure performance was mAP, as it is the standard metric
used to evaluate instance segmentation problems. This metric averages the AP over all the classes,
fact that creates the necessity of performing well in all the classes in order to get a good score.
This effect of the bias generated could be observed in two factors. First of all, when the
batch taken each iteration was forced to be balanced between classes, the uncertainty sampling
methods managed to get to the same level as random sampling and compete with it to get the
best performance. When the batches were not balanced, a lower performance could be generally
observed. Secondly, if the batches sent to the oracle were not forced to be balanced, some iterations
the model decided to focus more on one or a few classes, the ones that were more uncertain, taking
an unbalanced batch. This was observed empirically. The effect of this bias could be explicitly seen
in the graphs. In some cases, it appears as a drop in performance between one iteration and the
next one. In other cases, it is reflected as a slight increase when compared with the improvement
given by a balanced batch. Figure 6.1 shows the effect of this bias as a drop in performance. The
model selected during iteration 2 an unbalanced batch, focusing more on one class. 28 images
belonged the same class, out of the 40 that formed the batch. As it can be seen, the performance
suffered a drop.
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Figure 6.1: The bias can be seen as a drop in performance.

In Figure 6.2, we can see another effect of the bias caused by the unbalance of the classes
in a batch. The sampling method in green sampled the images in a balanced way, whereas the
orange did not take into consideration the class of the images sampled. During the first iteration,
the method in orange sampled images of just one class. As we can see, the difference of the
improvement in performance achieved is considerable when compared with the balanced sampling
method.

Figure 6.2: The bias can be seen as a slight increase when compared with a balanced batch.

Between the sampling methods applied in this thesis, the addition of a semi-supervised strategy
inside the Active Learning loop managed to differentiate from the other sampling methods. The
predicted masks and classes for images with a low uncertainty for the model (under a certain
threshold), are taken as the ground truth. Those images are then, included into the labeled set
without any annotation effort. The results obtained proved that including the semi-supervised
module into the cycle improved the performance when compared with other sampling strategies.
When comparing the use of class-based uncertainty sampling and mask-based uncertainty, the
dominance of the second one is also reflected in the graphs. One reason for this is how the sampling
52

Deep Active Learning for Instance Segmentation

CHAPTER 6. DISCUSSION

was designed in the mask-based strategy. It did not take only the most uncertain images, but
instead took into consideration images from the three regions defined: high, medium and low
uncertainty. Sampling just the most uncertain images could give a misleading representation of
the underlying sampling space to the model. The most uncertain images where nothing is detected
can contain, as some example were shown before, instances almost completely occluded or strange
representations of the instance that cannot be generalized to the rest of the dataset. This is why,
creating three different regions and exploring the three of them can give a better representation
of the underlying sampling space that just focusing on the most uncertain images. The three
sampling regions are shown in Figure 6.3.

Figure 6.3: The height of each bin represents the number of images present with that uncertainty.
The different regions are plotted in different colors: low uncertainty in red, medium uncertainty
in blue and high uncertainty in green.
Moreover, in the mask-based sampling strategy, some of the images included in the batch were
selected randomly from the unlabeled dataset. These images helped in two different ways. First,
they allowed the model to get a better representation of the underlying sampling space, as it was
mentioned above. Secondly, by designing the sampling strategy this way, we managed to avoid
the bias problem.
Another factor to take into account was that the network was configured to discard detected
instances that got assigned a probability lower than a threshold. In our case, the threshold was
set to 0.7, which means that there was not much uncertainty for the network regarding the classes
of the instances that it detected.
When both uncertainties were combined into one metric, no additional improvement was observed when compared with using just mask-uncertainty. As it was mentioned, the model was
already certain about the class of the instances it detected. In some cases, the class assigned was
not the correct one, however, as the ground truth was unknown, this was not always reflected into
the uncertainty value. If we compare the result of using both uncertainties with the one obtained
using just the uncertainty of the class we can see an improvement due to the two factors mentioned
before. Joining both uncertainties overcomes the drawbacks that appeared when using just classbased uncertainty, the bias generated by unbalance of classes and the difficulty in representing the
underlying sampling space.
The good results of random sampling can be explained by the design of this sampling strategy.
By picking the images randomly from the unlabeled dataset, it managed to avoid the bias generated
when focusing in just one or a few classes. Moreover, it gave the model a better understanding
of the underlying sampling space. Sener et al. [69] proved that random sampling could be,
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in many cases, more effective than using uncertainty based sampling methods in Deep Active
Learning. Their hypothesis for this behavior was the use of batches. Neural Networks usually
require long training periods in order to acquire a good performance. This usually forces people
that want to use them in an Active Learning framework to send a batch of images to the oracle
each iteration, instead of a single sample. The batch is normally formed by the most uncertain
images for the model. These uncertain images usually have a high correlation between them, not
being representative of the whole underlying sampling space. This causes that training the model
with the new images gives it a low generalization power over the test set, resulting in a lower
performance.
It is difficult to compare the results with those obtained in other studies as, to our knowledge,
there are no public papers that apply Active Learning to an instance segmentation problem.
However, similar works used similar sampling strategies when applying Active Learning to semantic
segmentation tasks.
In [59], the authors also used dropout during inference as an approach of the uncertainty of
the model. However, they used information from the layer activation responses of each inference.
They employed layer activation responses in a certain layer of a pretained network as a descriptor
of the content of an image. Then, the distance between the content of both images was computed as the mean square error of these responses. To this uncertainty it was added information
of the representativeness of each picture. By combining both metrics, they achieved a relative
improvement when compared with the baseline.
[72] measured the uncertainty of the images using class-based and mask-based sampling methods. They employed Entropy as their class-based sampling strategy, whereas the mask-based
sampling methods had the same base as the one used in this thesis. They obtained a mask per
image, and running inference several times using dropout, they got the variance per pixel. They
employed a dataset with road pictures, containing a total of 54.000 images. The number of images
added each iteration started with 250 and increased as the iterations were higher. In this study,
Entropy gave a better performance than the mask-based sampling methods applied. In our case,
the improvement of the mask-based sampling method can be due to the sampling strategy. We
did not only use the uncertainty of the mask, but also tried to sample in a way that minimized
the bias and represented the underlying sampling distribution.
Finally, [26] also used the uncertainty derived from using dropout in order to apply Active
Learning to an instance segmentation task. Moreover, they also applied semi-supervised learning, adding to the labeled dataset the images that were more certain for the model. However,
they claimed that no conclusive results were obtained regarding the use of pseudo-labeling (semisupervised annotated images). In our case, adding a semi-supervised module to the Active Learning loop boosted performance when compared to the baseline.
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Conclusions and Future Work
This work showed how Active Learning can be used in combination with Deep Learning for instance
segmentation tasks, obtaining as a result a reduction of the amount of training data without a
significant impact in accuracy.
The Active Learning frameworks implemented can be divided into four main blocks, depending
on the sampling strategy employed. The first framework used the uncertainty of the predicted
classes in order to sample the data, without taking into account spatial information of the predicted
masks. Secondly, the Active Learning cycle was repeated but using the uncertainty of the predicted
masks. After these methods were implemented, we proposed a framework that used both, the
uncertainty of the classes and the one of the masks of the different instances. Finally, semisupervised learning was included into the Active Learning loop in order to reduce even more
the number of images that needed to be annotated. As we could see from the results, between
the sampling strategies studied, the application of a semi-supervised module that employed the
uncertainty of the mask really improved performance when compared with the baseline.
An important conclusion extracted from the results obtained was the influence of the batch
composition. If the Active Learning framework uses only uncertainty as a metric, and selects
the most uncertain images, two different problems appear. On the one hand, the most uncertain
images could belong to the same class. Focusing on one or a few classes instead of balancing the
batch can generate a bias that lowers the performance of the network. On the other hand, the
most uncertain images for the model may be rare or occluded instances that do not give to the
network a good representation of the underlying sampling space and, therefore, a good ability to
generalize to the test set. In order to overcome these problems, two main solutions were presented
during the thesis. First of all, The batch sent to the oracle should be relatively balanced between
classes. If the batch is balanced, the problem of generating the bias is avoided. As a second
idea, it is crucial that the batch selected gives the model a good representation of the underlying
sampling space. This was done by creating three different regions: low uncertainty zone, medium
uncertainty zone and high uncertainty zone. Exploring this three regions proved to give a better
representation of the underlying sampling space that just focusing on the most uncertain images.
An improvement of this sampling strategy could be done in future studies by introducing the
representativeness of the samples as an additional metric, as some authors already did for semantic
segmentation tasks. The goal of Active learning for an Instance Segmentation task should be to
find the images that have the most uncertain instances for the model. Once we have that ranking,
the representativeness of the instances is also computed. Then, the most uncertain images under
a certain threshold of representativeness should be selected and labeled.
Another important point that should be taken into account is the correlation between images.
The present thesis was done under certain computational and time constrains, which limited the
results obtained. The traditional Active Learning approach proposed the addition of 1 sample
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per iteration. Once the sample is added, the model is retrained to see how the addition of that
sample affects to how the model perceives the rest of the unlabeled data. However, deep Active
Learning has as a limitation the training time of the network, and this is even more evident when
the data used are images. This creates the necessity of adding images in batches each iteration,
instead of 1 by 1. The images that form the batch size one iteration could be highly correlated
between them, which means that maybe adding all of them is not necessary for the network to
learn them. As it is difficult to use a batch size of 1 when training images, the correlation between
the images that form it should be taken into account. Each iteration, the images that are sent to
the oracle should be studied to assure that they are not highly correlated. This could be a way of
assuring that the oracle is not making the effort to annotate two images that are giving the same
information to the network.
A final element that was not considered in this thesis but could be included in future studies
is the importance of the initial training set. The loop of Active Learning should be started at
the stage where the labeled dataset is empty and the unlabeled dataset contains all the available
images. Then, in this first iteration of the loop, just the representativeness of the images should
be considered in order to select which images should form the initial seed.
As it was mentioned earlier in the thesis, the published information about Active Learning
applied to instance segmentation is very limited. This thesis can be considered as a starting point
in this topic. However, further investigation needs to be done.
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