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Chapter 1

Introduction
According to the World Health Organization (WHO) [1], cancer is the second leading cause of death
worldwide, being responsible for an estimated 9.6 million deaths in 2018. Such high incidence and the
related economic costs justify the rich amount of research performed on the disease. In women, breast
cancer is the most common type of cancer: in the Netherlands, for example, one in seven women diagnosed
with cancer has breast cancer [2]. Even if cancer research has been traditionally clinical or biological in
nature, data-driven approaches now account for a considerable part of the research field, thanks to the
significant amount of medical information retrieved and stored in health care.
Among these medical data collectors is the Netherlands Comprehensive Cancer Organization (IKNL),
which was created in 2011 to improve oncological and palliative care in the Netherlands. Its first function
is to register and maintain information about every Dutch cancer patient in the Netherlands Cancer
Registry (NCR), a continuous patient follow-up registry that reached national coverage much earlier, in
1989. Its second function is to exploit the potential of this registry reporting insights, assessing quality
and efficiency of care, and deploying guidelines to the interested sectors. One of the key projects at
IKNL is Cancer Surveillance, which aims not only at discovering where we can intervene and reduce the
cancer burden, but also at providing the basis for future cancer research. To do so, the main functions of
cancer surveillance include the measurement of cancer incidence, morbidity, survival, mortality, and the
assessment of risk factors and of quality of care.
Currently, to exploit the NCR in this optic, a Cancer Monitor system is in development at IKNL: a
tool to enable researchers and epidemiologists to investigate the NCR in a data-driven way, and extract
medically valuable information from it. The goal is to improve cancer incidence and treatment outcomes
by indicating with certain degrees of confidence in which situations intervention might be needed. To
do so, the Cancer Monitor will include for example spatial analysis techniques for geographical cancer
survival and incidence characterization, or time series analysis models to evaluate temporal trends. Along
with many state-of-the-art analytical techniques, this system should include a range of data mining approaches. In particular, the clinical data scientists at IKNL are interested in how techniques from the
data mining field could be used to extract interesting patterns from the NCR with a data-driven approach.
In order to address this question, the first aim of this project is to investigate in the literature which
descriptive local pattern mining techniques can and have been used to extract interesting patterns from
cancer registries such as the NCR. Along with some introductory notions on cancer registries in general,
this background knowledge is presented and discussed in Chapter 2. Moreover, following the conclusions
of this literature review, in Chapter 4 we introduce a supervised local pattern mining approach to discover interesting breast cancer incidence patterns from the NCR. Being based on the exceptional model
mining framework [15], discussed formally in Chapter 3, we name this approach Exceptional Incidence
Distribution Mining (EIDM). Applying it on a specific subset of the NCR, described in Chapter 5, firstly
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we validate the procedure investigating two survival incidence distributions in Chapter 6. Secondly, we
present a few experiments in Chapter 7, targeting on the one side the stage and topography incidence
distributions separately, and on the other side the combined vital status per stage incidence distributions,
both pathological and clinical. Finally, in Chapter 8 we draw our conclusions and suggest some input for
further research on the topic.

1.1

Research Questions

By using data-driven research on the NCR, IKNL clinical data scientists aim at reducing the impact of
cancer. In particular, they observe that most of the research conducted at IKNL is fueled by a predefined
research question arising from clinical insight. They advocate that such an approach might leave out
important patterns residing within the NCR, if none of these questions addresses them. Thus, this
project is a first attempt at extracting hidden patterns from this registry, identifying which techniques
are better suited and introducing a possible solution using the exceptional model mining framework [15].
More specifically, we aim at answering the following research questions:
1. How can interesting, understandable and actionable patterns be extracted from a
nationwide cancer registry using data mining technique(s)?
(a) Which descriptive techniques have been developed within the data mining community to extract interesting patterns, possibly ranking their interestingness?
(b) Which descriptive techniques have been used in the literature within the medical domain on
cancer registry data or similar?
(c) How to investigate interesting breast cancer incidence patterns, with supervised local pattern
mining techniques, in order to direct research and enable intervention?
i. How to investigate exceptional breast cancer incidence patterns in any segment of the
Dutch cancer-diagnosed population, which are defined in terms of features or combination
of features, including demographic factors, spatial and temporal factors, diagnostic factors
and health care delivery factors, using the EMM framework?

2

Chapter 2

Background and Literature Review
Research based on cancer registry data has been traditionally performed with the goal of verifying a certain hypothesis, usually fueled by some clinical insights or in general medical-knowledge based. However,
in a data-driven process, data may also be used with the aim of discovering new interesting patterns: in
this sense, cancer registries could be further exploited with, among others, the goal of cancer diagnosis,
incidence, survival and treatment improvement.
Therefore, the purpose of this review is to investigate the intersection between descriptive local pattern
mining techniques and cancer registry data or similar, in the literature. In order to reach this goal, and
consequently answer the first two sub-research questions, firstly we introduce what cancer registries are
with particular attention to the case of the NCR (cf. Section 2.1). Secondly, in Section 2.2 we briefly
describe the descriptive local pattern mining techniques that have been developed to extract interesting
patterns. Finally, Section 2.3 investigates the application of the latter on cancer registry data or similar
in the literature and in Section 2.4 we draw our conclusions.

2.1

Cancer Registries

Cancer is a large group of genetic diseases that can affect any part of the body, which makes it highly
heterogeneous. It is caused by changes in those genes that control the way human cells function: certain gene changes cause cells to grow abnormally outside of their usual boundaries and become cancer.
Related research is mostly epidemiological, clinical and/or biological in nature; nevertheless, more and
more often, data-driven research is employed to enhance it or complement it.
Information regarding cancer patients, such as demographic records, medical history, diagnostic results,
cancer treatment and follow up details, is systematically collected and maintained within the so-called
cancer registries. Given that, according to a 2018 WHO fact sheet [1], currently about 1 in 6 deaths is due
to cancer globally, these registries are a fundamental observational source to enhance medical data-driven
research and increase cancer survival. They are of primary importance [3] for epidemiological research,
i.e. the evaluation of cancer incidence, survival, mortality and prevalence rates from the population-level
to specific geographical areas, social groups or time periods. Furthermore, they provide a powerful source
to investigate the potential factors that affect cancer risk, and to provide decision support for the planning of control measures (prevention, diagnosis, treatment). Finally, they are also used to assess the
effectiveness of the measures already in action and in general of both the health care quality and the
quality of life of the patients.
Even if the availability of cancer registries has significantly risen in the last half century (cf. Figure 2.1),
only 1 in 5 low- and middle-income countries have the necessary data to effectively drive cancer policies,
according to WHO [1]. With the creation of the Global Initiative for Cancer Registry Development
3

Figure 2.1: Global coverage of cancer registry data (2018) [5]
(GICR) the WHO is trying to change this.
Most of the cancer-registry based research available have been performed on the American cancer registry,
the Surveillance, Epidemiology and End Results (SEER) which was established in 1973; in its task of
collecting all the information it has been assisted by the National Program of Cancer Registries (NPCR)
since 1992 [4]. In the Netherlands, the Netherlands Comprehensive Cancer Organization (IKNL) retrieves
the required data and maintains the Netherlands Cancer Registry (NCR). In this study, the latter is the
cancer registry taken under consideration.

2.1.1

The Netherlands Cancer Registry (NCR)

The Netherlands Cancer Registry (NCR) originated from 9 regional cancer registries, reaching a nationwide coverage from 1989. Within the registry, approximately 115.000 new cases are nowadays included
each year, representing an estimated 95% coverage of the total Dutch primary tumors. This is because
there are about 5% of primary tumors that were never diagnosed and as such are not included in the
registry. In practice, the NCR is a collection of structured observational data divided into three levels
of attributes, each stored in a distinct table: the first, called kern, is a basic set with the same items
recorded for all cancer patients with no distinctions. The second is a basic set with items that differ per
tumor type, while the third is a temporary, research-targeted set which usually includes more specific and
complete information that is not always collected. Due to this division, apart from the WHO-approved
minimal attribute set for cancer registries (personal details, vital status, date of diagnosis, method of
diagnosis, topography and histology for the type of cancer), the rest of the recorded attributes varies
across cancer types and years of retrieval.
This yearly variation in information retrieval level of detail imposes a limit on what can be done from a
data mining point of view, since it leads to high granularity in the data and potentially many underlying
missing mechanisms. Reasons for this high granularity are not only the changes in the administrative
4

encoding notation used over time, related in part for example to changes in the European standards,
but also the medical care advances and breakthroughs over years. For example, if more sophisticated
treatment or diagnostic techniques are developed, a tumor that was once evaluated as a stage four because
of its severity might then start to be recorded as a lower stage, breaking the consistency of the medical
coding scheme. Moreover, it is typical of medical registries, to have variables that in some cases are not
applicable to certain classes of patients, because of the inherent heterogeneity within the diagnostic and
treatment processes. In the NCR these cases are usually coded as NVT (niet van toepassing). Finally,
in case the patient diagnosis was already too severe, he/she might still be included in the registry, but
many invasive exams or treatments might not be performed, since they would do more harm than good.
Thus, the corresponding attributes might be missing because not determined in the first place. Given
this high granularity, specific precautions should be employed when using the NCR, such as restricting
the incidence time frame and selecting a specific cancer sub-population, in order to include the least
heterogeneous and most consistent set of records possible.

2.2

Descriptive Local Pattern Mining

Data Mining (DM) is commonly defined as the computational process that aims at extracting useful and
meaningful information analyzing large amounts of data. It is often seen as the key part of a so-called
Knowledge-Discovery (KD) process and it is traditionally divided into descriptive, predictive and prescriptive in nature [6]. Intuitively, the descriptive analytical goal is to describe the phenomena under
investigation, the predictive goal is to predict what will happen and the prescriptive one is to determine
how to intervene. From another perspective, there are four main tasks within data mining research [7]:
classification, anomaly detection or outlier analysis, clustering and local pattern mining, as can be seen
in the Venn diagram displayed in Figure 2.2. Classification algorithms are the widest used predictive
methods and typically fall under the umbrella of Machine Learning (ML) techniques. Their purpose is to
classify a new observation on the basis of data whose classification is known, commonly called training
data. Anomaly detection or outlier analysis aim at identifying observations that are significantly dissimilar from the other individuals of the data population they are supposed to belong to, as if they had been
generated from another underlying process. Finally, cluster analysis and pattern mining, are exploratory
techniques: clustering approaches focus on identifying sets of highly similar objects in an attempt to give
a global interpretation to the data, while local pattern mining usually attempts at discovering recurring
structures and subgroups at a local level.
This study focuses on the descriptive local pattern mining techniques, i.e. those techniques aiming at
discovering interpretable patterns in subsets of the population. This is for many different reasons; first of
all the medical perspective of the Cancer Monitor platform, whose goals have a discovery-for-intervention
nature and of which the algorithm we propose in this research will be part of. In this sense, descriptive
techniques fit better the exploratory nature of the task. Another reason for which we decide to focus
on descriptive techniques is that, in the literature, the majority of medical research on data mining
techniques applied to cancer registry data have been employed with a predictive purpose. Such predictive
machine learning approaches have been used for example to predict survival, for diagnostic purposes, to
identify the nature of cancer in terms or benign and malignant, and to understand the cancer related
demographics [8]. Moreover, we decide to focus on local pattern techniques and exclude from the review
clustering approaches as the purpose of this study is not to model the overall cancer population but to find
exceptionalities within it. Not only, clustering approaches usually are of difficult interpretation when it
comes to observational data and they do not have an inherent concept of how much a cluster is interesting
when compared to the others. In what follows the main supervised and unsupervised descriptive local
pattern mining techniques are described.
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Figure 2.2: Venn diagram of data mining with focus on local pattern mining

2.2.1

Frequent Itemsets and Association Rule Mining

Within the unsupervised local pattern mining techniques, two highly connected approaches can be identified: Itemset Mining (IM) and Association Rule Mining (ARM). Itemset mining has been developed
to identify interesting and useful relationships, or patterns, among the items in transaction databases.
Assume a dataset Ω includes a set of N records ri ∈ Ω with i = 1, ..., N , or in this case transactions,
and k items: in transaction databases their form is ri = (l1 , ..., lj , ..., lk ) where lj with j = 1, ..., k are
all Boolean attributes referring to the presence or not of item j in the transaction i. Traditionally, interesting patterns are identified as those sets of items that appear frequently together, namely Frequent
Itemset Mining (FIM). More formally, this task can be defined as “Given a database Ω with transactions r1 , ..., rN , determine all patterns P that are present in at least a fraction s of the transactions.” [7]
where s is referred to as minimum support and is the interestingness measure’s threshold. In this case, a
pattern P is a set of items frequently co-occurring in the data: the more a pattern is frequent, the more
interesting it is. At the basis of FIM there is the Apriori property: if an itemset P is not frequent, its
supersets (i.e. all those itemsets including all the elements of P ) are not frequent either.
At the very first stages, another highly related problem was proposed: association rule mining [9]. It
is highly related to itemset mining as in general association rules are derived from frequent patterns.
ARM has been developed to recognize strong implication rules of the form P1 ⇒ P2 , where P1 , P2 are
itemsets, using some measure of interestingness. In particular, the rule P1 ⇒ P2 is an association rule
with minimum support s and minimum confidence c, if and only if the set P1 ∪ P2 is a frequent itemset
and the ratio of the support of P1 ∪ P2 and the support of P1 is at least c [7]. In other words, FIM is
generally based on the support of the pattern P1 ∪ P2 , which is the probability of co-occurrence of the
itemsets P1 and P2 across the transactional database, P(P1 ∩ P2 ). ARM is based on the confidence of the
rule P1 ⇒ P2 , which is the probability of conditional occurrence of the itemset P2 given P1 , P(P2 |P1 ),
which can be computed as P(P1 ∩ P2 )/P(P1 ).
This support-confidence framework is still the most widely used on real applications: however, up to 2017,
more than 20 other interestingness measures have been developed for these two unsupervised techniques
[10], addressing different notions of interestingness based on the goals of the analysis, type of data and
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context. For a slightly old but very extensive bibliometric survey on the first twenty years of research
on unsupervised local pattern mining we refer to Giacometti et al. (2014) [11]. They analyzed 1,087
publications from five major international conferences with two main goals: on the one side to position
pattern mining with respect to the rest of knowledge discovery research, and on the other side to analyze
the main research trends within the pattern mining community. In what follows, we briefly introduce the
main currents.
Most of the initial research on unsupervised local pattern mining techniques focuses on the extraction of
frequent patterns, which is the most computationally challenging part of these techniques. Both FIM and
ARM tasks lead to enumeration problems, implying computational burdens related to the exponential
number of possible combinations of items in the search space to be evaluated. This amount is not only
influenced by the number of different items and how similar the transactions in the database are, but also
by how low the minimum support threshold is set [10]. Given the FIM roots in the databases research
community, it is no surprise that the original focus was on algorithms efficiency and on speeding up the
query execution time [11]. In both communities, FIM and ARM, approaches to tackle this burden have
been proposed, ranging from efficient combinations of data structures and enumeration tree exploration
strategies, to sampling, constraint and pruning based techniques.
Another relevant issue is that both FIM and ARM might lead to a too wide number of frequent itemsets
(or rules) infeasible to analyze, possibly due to the threshold(s) value(s) and to the inner redundancy
of frequent itemsets, i.e. if an itemset is frequent, then also its subsets are frequent. Thus, other research trends focus on this second bottle neck, addressing different ways of dealing with the large size of
responses. Different solutions have been proposed to tackle this issue: the most basic is called a top-k
approach and limits the results to be only those k itemsets or rules with the highest interestingness
score, for a predefined k. More advanced solutions are called Condensed Representations and attempt
at summarizing the complete set of frequent itemsets as much as possible. Between the main condensed
representations techniques we mention Maximal Itemsets, Closed Itemsets and Free Itemsets [7].
Abandoning the basket analysis application and the frequent paradigm, other research trends focus on
how to deal with more advanced and complex types of data, or more complex interestingness paradigms.
For example, on the one side approaches have been studied to apply these two techniques on attributed
datasets, graph and spatio-temporal data. On the other side, we find techniques such as Rare Itemset
Mining, whose goal is to extract rarely co-occurring patterns, or Negative Association Rule Mining, which
investigates the relationship between the absence of an item and the presence of another.

2.2.2

Supervised Descriptive Rule Discovery

Among the supervised techniques, since Kralj Novak et al. [12] introduced in 2009 a framework named
Supervised descriptive rule discovery, in many occasions Subgroup Discovery (SD), Contrast Set Mining (CSM), and Emerging Pattern Mining (EPM) are presented together. These techniques are closely
related to the aforedescribed FIM and ARM as they are all based on the idea of local exceptionality
detection, which attempts at describing the data in portions rather than globally. However, while FIM
and ARM are unsupervised and look for patterns in general without focusing on any specific aspect of
the data, this set of techniques addresses more targeted situations. Moreover, even if all three (SD, CSM,
EPM) see their origin from the same idea, they have been developed by different research communities,
use different terminologies and address distinct situations. First, we briefly introduce them and second,
we present the most employed one, SD, more in detail.
The common ground is that, while being descriptive in nature, they all aim at discovering interesting
patterns from labeled data in a supervised way, focusing on those patterns that are interesting with respect to a specific attribute of interest. A record r ∈ Ω is seen as r = (a1 , .., ak , l) where a1 , .., ak are the
attributes used to describe the patterns, which can be of any data type (binary, categorical, numerical),
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while l is the single, traditionally binary, target attribute of interest (the labels’ class). Patterns can
be seen as relations between a set of independent variables, the descriptive attributes, and a dependent
variable of interest, the target attribute. However, while subgroup discovery focuses on investigating
interesting patterns from a population, the other two techniques of this framework have been developed
to deal with differences between sub-populations.
Both CSM and EPM [13] aim at identifying those characteristics that can discriminate individuals between sub-populations, i.e. those characteristics holding in one sub-population and not holding in another.
Nevertheless, in general, EPM aims at discovering interesting patterns in time-stamped datasets: the target attribute is numerical and the two sub-populations are two distinct time frames extracted from the
same dataset. An emerging pattern is a pattern whose frequency in one time frame drastically differs
from the frequency in the other. Typically, a pattern is deemed emerging if the ratio between these two
frequencies, also called the growth rate of the pattern, is above a certain threshold. CSM, instead, generally aims at finding those patterns for which frequencies differ significantly among the distinct classes
of a categorical target under comparison. Differently from emerging patterns, which are usually defined
on the difference in support between sets, contrast sets are usually based on differences in confidence.
In this sense, a contrast set can be seen as the antecedent of a rule P1 ⇒ P2 that has a high confidence
in one set and low confidence in the other.
Subgroup Discovery
Subgroup discovery aims at identifying a set of interesting patterns among a population with respect to
a certain property of interest, the target attribute l. Patterns are defined as subgroups and they identify
a collection of records with one or more characteristics in common, defined in terms of conjunctions of
conditions on one or more of the descriptors’ values (a1 , .., ak ). For example, a subgroup can be described
by the conjunction of a1 = x1 and a4 = x4 : this description identifies the subset of records with class x1 of
the attribute a1 and class x4 of the attribute a4 . A subgroup is deemed interesting if the target attribute
distribution on the subset deviates significantly from the one on the entire dataset or on the subset complement. Generally, an SD algorithm starts with the generation of candidates subgroups splitting the
dataset on the descriptive attributes, then prunes the search space and finally ranks the subgroups based
on their quality measure scores on the target distribution. However, since it is easier to achieve unusual
distributions in small subsets of the dataset, quality measures of interestingness also usually include the
dimension of the subgroup or some entropy notion in their formulas. Up to now, many quality measures
have been proposed and they are based for example on statistical tests, on the accuracy and simplicity of the pattern, or they are borrowed from other areas such as ARM and information retrieval. More
specifically, they can be measures of complexity, generality, precision, interest, quality or redundancy [14].
The main limitations of the SD approaches, similarly to the case of FIM and ARM, are the high computational costs of having a large search space to investigate, and an infeasible number of subgroups retrieved
to interpret. In order to speed up the computations, parallel options have been developed and in order
to restrict the search space, approaches range from sampling or constraint-based, to the employment of
pruning techniques. Based on how they approach this large search space, SD algorithms can be divided
within heuristic and exhaustive approaches: while the first trade agility for completeness, the second may
require prohibitive running times but ensure that the optimal solution is retrieved. In recent days, thanks
to efficient pruning techniques, exhaustive methods have reached sufficiently good running times even in
complex domains, hence becoming worthy rivals of heuristic algorithms; in the following, we outline the
main options [14]:
• Heuristic Algorithms:
– Beam-search based;
– PRIM based (Patient Rule Induction Method);
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– Genetic algorithms.
• Exhaustive Algorithms:
– Apriori based, which usually support generalization-aware pruning;
– Pattern-growth based (extending FP-trees), which usually support optimistic estimates pruning;
– Bitset representation based.
To reduce the resulting number of subgroups, as in the case of FIM and ARM, top-k approaches have been
developed. Also, there might be subgroups that overlap and convey the same information; this redundancy
is caused by the potential multi-correlations between the descriptors. To tackle this issue many subgroup
selection techniques have been proposed, including Causal Subgroup Analysis and knowledge-intensive
approaches. The first technique focuses on the investigation of causal subgroups which have a direct
dependency relation to the target concept and are thus supposed to be less redundant. Knowledgeintensive approaches include background knowledge into the discovery process, in an attempt to not only
restrict the search space but also ease the post-processing of the results, increasing their relevance and
novelty.

2.2.3

Exceptional Model Mining

Exceptional Model Mining (EMM) is a generalization of subgroup discovery that has been introduced by
Leman et al. [15] in 2008 to address the supervised descriptive local pattern mining cases in which the
deviating distribution of a single target attribute it is not sufficiently informative. Thus, to capture a
more general idea of interestingness, within the EMM framework one or more attributes are selected and
the target concept becomes a model over these target attributes. A subgroup is recognized as interesting
if the model over the subgroup’s targets differs significantly from the model over the entire data or over its
complement. More formally, in this case, a record can be seen as r = (a1 , .., ak , t1 , .., tm ) where a1 , .., ak
are the descriptors and can be of any data type (binary, categorical, numerical), while t1 , .., tm are the
multiple target attributes, which can also take any data type. The resulting subgroups are still described
in terms of conjunctions of conditions on the descriptors’ values, while the targets are used to evaluate the
subgroups on. A quality or exceptionality measure is defined to rank the interestingness of the subgroups
identified: in particular, it is designed on the chosen model class over the targets. The quality measure
should include some component referring to the dimension of the subgroups, or to the entropy between
the subgroup and its complement, given that exceptions are easily achieved if the subsets are very small
[16].
Being a generalization of SD, one of the major challenges from an algorithmic point of view is the potentially exponentially large search space. According to Duivesteijn et al. [16] the EMM community usually
employs two distinct approaches to tackle this issue. The first one restricting the descriptors to be either
binary or nominal (but not numerical) so that the search space can be explored exhaustively with a
traditional SD method. The second one allowing the descriptors to be also numerical and consequently
recurring to a heuristic search such as the beam search algorithm to explore the search space. Nevertheless, in this context the heuristic option, which allows the attributes to be also numeric, is usually
preferred, given that the main advantage of EMM is to be a versatile framework [16]. Moreover, as
encountered for both FIM, ARM and SD, the resulting set might include many redundant subgroups,
hence searching algorithms should include one or more redundancy selection strategies to prevent it.
The versatile nature of EMM comes from the fact that various models can be applied, resulting in various
distinct exceptional model mining instances. Thus, currently researchers are focusing on investigating
different model classes and developing ad hoc quality measures. For example, model classes for which
EMM has already proven its utility and quality measures have already been developed are: correlation,
association, simple and general linear regression, classification, and Bayesian networks [16]. Moreover,
9

despite being a quite recent framework, EMM has already originated some interesting related fields of
research, such as Exceptional Contextual Subgraph Mining (ECSM) [28], Exceptional Preference Mining
(EPM) [17] and Exceptional Relationship Mining (ERM) [18].
The exceptional contextual subgraph mining framework [28] has been developed to deal with attributed
networks; its aim is to find sub-graphs whose individuals share the same exceptional behavior if compared to the whole graph. Since on the one side graph modeling is a natural way to handle many complex
datasets, for example related to social interactions or to mobility data, and on the other side the state of
the art graph mining techniques usually investigate them globally, such a local approach has generated
considerable interest in both fundamental and applied research.
Exceptional preference mining, instead, introduced by Knobbe et al. [17], aims at identifying subgroups
for which the preference relations of the target attribute on the subgroup significantly deviates from
the preference relations on the overall population. It can be seen as a cross-over between EMM and a
variant of the conventional classification problem known as Preference Learning, which is based on the
label ranking concept. Instead of assigning a single target label to each record, as it is usually the case
in classification algorithms, the interest in this case is in assigning to each record a preference order of
the target labels. While typically the aim is to build a global predictive model, such that the preferences
can be predicted for new cases, EPM looks for unusually strong preference behaviors. For example, a
subgroup where most records display a certain label L1 in higher order of preference than another L2
can be deemed interesting if in the entire population the order is inverted.
Exceptional relationship mining [18] can be seen as a task halfway between EMM and ARM: its aim
is to discover exceptional relationships among exceptional patterns. While traditional EMM describes
exceptional data subsets as a conjunction of conditions on the descriptors, ERM adds an extra step and
forms rules that describe strong implications/associations between the conditions on the descriptors. It
should be noted that while providing in general more informative results, because of this extra mining
step, its computational costs are higher than in traditional EMM instances.

2.3

Application on Cancer Registry Data

The health care sector has grown rapidly in the last decades, with the consequent generation of large
volumes of potentially useful patient related data. It is no surprise that many researchers have been attracted by the idea of solving medical issues exploiting these collections by using data mining techniques.
While on the one side medical data potentially containing valuable actionable information is available, on
the other side the data mining field has advanced developing highly efficient and effective local pattern
mining algorithms that could extract such useful information and help practitioners in a variety of ways.
In the case of demographic, administrative or clinical data, which is usually stored in medical registries,
data mining techniques have proven to be a valid solution for many purposes, ranging from survival,
mortality, or recurrence prediction to diagnosis and treatment enhancement.
In what follows, for each of the outlined descriptive techniques, we describe the main goals of their
application in the medical domain, with a focus on data types similar in nature to the ones of cancer
registries. Moreover, for each technique we present some examples of potential applications on cancer
registry data or similar.

2.3.1

Unsupervised Applications

In the medical domain, and specifically in the case of cancer registry data, FIM and ARM approaches
have been employed mostly with the goal of finding associations between determinant or risk factors and
survival, mortality or recurrence outcomes. For an extensive survey on the applications of ARM in the
field of medicine we refer to Altaf et al. (2016) [19]. One of the main results of this review is identifying a
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gap between the advances in efficient pattern mining algorithms and the medical applications which still
employ old, less efficient, but widely accepted paradigms such as the Apriori one.
In particular, Li et al. (2016) [20] analyze the breast-cancer survival using ARM on the SEER database.
Their goal is to analyze the associations between the medical attributes that are present in the SEER
data and the different survival of patients, providing to the medical professionals actionable results. They
employ an Apriori-based algorithm and, in order to do so, they segment the numerical attributes and
treat them as nominal. This paper proves the potentially highly useful descriptive information that could
be gained using the medical attributes generally stored in cancer registries.
Also Jahan et al.’s (2018) [21] research aim is to find influential factors in the cancer domain, in terms
of behavioral, demographic and medical status; however, they do not focus on a single cancer type alone
like most of the related research does. Such an approach is motivated by the fact that most of cancers
arise in people with no known risk factors, hence understanding the dynamics behind cancer development
is essential also at a general level, rather than only focused on the different types of cancer. They employ
ARM and contrast set mining on two distinct cancer-related databases, namely SEER and NHIS, the
National Health Interview Survey. Even if the attributes stored equally across cancer types are only a
few, it shows an interesting attempt at dealing with the heterogeneity of cancer.

2.3.2

Supervised Applications

Within the medical domain on registry-like data, the application of supervised techniques is scarcer than
for FIM and ARM. Interesting case studies can be found, for example, in Atzmueller et al. (2005) [23]
or Gamberger et al. (2007) [22]; in the first the authors provide a medical case study on how to exploit
background knowledge in SD. The goal of this medical study [23] is to first introduce different classes
of background knowledge, and then to prove their relevance identifying interesting diagnostic patterns,
in order to enhance a consultation system for sonography. In [22] subgroup discovery is applied to a
hospital database on ischaemia, with the goal of extracting valuable information enhancing diagnosis and
prevention of the disease. In this paper, also the expert’s process of converting the results into medical
knowledge is investigated. In 2009 Mueller et al. [24], then, proposed to use subgroup discovery to help
the test selection process in breast cancer diagnosis. This study does not employ registry data, but very
similar data including demographic and medical information on the patients. Their procedure firstly automatically detects the best subgroups a patient belongs to; secondly, the diagnostic test for that patient
is chosen based on the test proposed by the majority of these subgroups.
On the supervised techniques’ application strictly on cancer registry data, an example of contrast set
mining can be found in the paper of Jahan et al. (2018) [21] that we introduced in the previous section.
Along with their association rule mining approach, they apply CSM on the frequent itemsets obtained
for individual cancer types in order to identify distinguishing features. The idea is that if a pattern is
present with high support for a certain cancer type A, while presenting a low support for another cancer
type B, than that pattern is significant for cancer type A, while not for cancer type B. Note that while
applying the technique on two datasets, SEER and NHIS, they do not contrast them, rather they contrast
the different cancer types among them separately, considering as sub-populations the patients affected
by specific cancers.
In the case of subgroup discovery on cancer registry data, a relevant article can be found in Park et al.
(2018) [25]. This paper’s aim is to extract interesting subgroup patterns of long-term and short-term
survival from breast cancer incidence data using a rule induction method (RIAS). They conduct the
experiment on a subset of the SEER data and as target attribute they used the survival of patients in
months. Using a continuous variable, the information that can be extracted is significantly more detailed
if compared to most classification problems that deal with binary outcomes. The significance of the
discovered subgroups is tested with a statistical hypothesis test on the difference between two population
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means. In other words the average survival of the subgroups is tested against the average survival of the
overall population: in a first round they identify those subgroups with significantly lower average survival
than the norm as the short-term survival cohort. Then in a second one they identify those subgroups with
significantly higher survival than the norm as the long-term survival cohort. Finally, they investigate the
two exceptional cohorts with Exploratory Data Analysis (EDA). This is, as far as we know, the first work
to apply subgroup discovery with a purely descriptive purpose on medical registry data.
For what it concerns EMM, being a more recent and less developed framework, to the best of our
knowledge no application has been done on registry-like types of medical data.

2.4

Discussion

The goal of this literature review is to identify the gap between the data mining domain and the datadriven research on cancer registry data aimed at discovering interesting local patterns. In order to do
so, we pose two research questions: the first is based on the analysis and investigation of techniques that
have been developed within the data mining community with such a scope. The second focuses on the
investigation of previous work in the medical domain specifically employing these techniques on cancer
registry data or similar.
We identify as potential techniques from the data mining domain the unsupervised frequent itemset
mining and association rule mining, and the supervised contrast set mining, emerging pattern mining,
subgroup discovery and exceptional model mining. For all techniques the results are defined in terms of
conditions on the attributes’ values implying a high level of interpretability: it should be noted that while
original FIM and ARM tasks are designed for transactional databases, nowadays solutions have been developed to apply them on attributed datasets. Moreover, they all include a notion of interestingness of
the patterns, which allows ranking of the results based on it and ensures a certain level of actionability.
However, both the flexibility of the data types supported and of the notion of interestingness increase
from the unsupervised techniques to the supervised ones, reaching their maximum with the versatile
EMM framework.
Furthermore, among the supervised approaches, while SD and EMM address the situation in which we
want to extract interesting patterns from a population, CSM and EPM aim at identifying those characteristics that can discriminate individuals between sub-populations. In particular, contrast sets generally
imply more than one sub-population of interest and emerging patterns are usually employed in the case
of time-stamped datasets. Even if we have seen analyzing the paper by Jahan et al. [21] that cohorts of
patients based on their cancer type could be seen as different cancer sub-populations, and in the NCR
some time notion is available in the form of month/year of incidence, these two approaches are less suitable then the other techniques, especially EPM.
In conclusion, from the application in the literature of these classes of techniques on cancer registry
data, or more generally on similar medical data, it resulted that both unsupervised and supervised
approaches can be valid solutions to many medical goals, ranging from diagnosis, prognosis and treatment
enhancement, to investigating the leading causes of cancer development. Moreover, it can be concluded
that the mostly employed ones are the unsupervised ones, FIM and ARM. Supervised descriptive rule
discovery techniques and exceptional model mining are instead underrepresented. Since among them
CSM and EPM resulted less suitable and the exceptional model mining framework is a generalization of
subgroup discovery, based on this literature review we decide to focus on EMM.
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Chapter 3

The Exceptional Model Mining
Framework
The exceptional model mining task is commonly defined as the extraction of subgroups for which a target
model fitted on the subgroup differs substantially from the same model fitted on the entire data (or on
the complement). More formally [16], given a dataset Ω including a collection of N records ri ∈ Ω with
i = 1, .., N of the form
ri = (a1 , ..., ak , t1 , ..., tm )

(3.1)

with k, m ∈ N+ . We call the first set of attributes a1 , ..., ak the descriptive attributes or descriptors of ri ,
while the second set t1 , ..., tm are called the target attributes or targets of ri . The descriptors are derived
from a domain D, the description language: a subset description D is then a function D : D → {0, 1}
that covers a record ri if and only if D(ai1 , ..., aik ) = 1. A subgroup SG with description D is then defined
as the subset of records SG ∈ Ω covered by D, namely
SG = {ri ∈ Ω|D(ai1 , ..., aik ) = 1}

(3.2)

Moreover, the dimension of a subgroup is defined as the number of records that the subgroup description
covers, |SG| = n, while its complement is denoted by SGC , of dimension nC . It follows that SGC =
ΩSG and nC = N − n. In order to evaluate the subgroups descriptions’ exceptionality, a quality
measure over the target concept needs to be defined: this is a function that assigns a numeric value to a
description D ∈ D given a dataset Ω:
φ:D→R

(3.3)

Typically, in the EMM framework the target concept under investigation is a model induced on the target
attributes, capturing their relation in some way. An EMM instance is defined by the combination of this
chosen model class and the designed quality measure over this model. Thus, for each subgroup under
consideration the description evaluation process takes place as follows: first of all the model is induced on
the target attributes, learning it only from the subset of records covered by the subgroup’s description.
Then, in order to quantify the subgroup’s exceptionality, the quality measure is used to compare this
target model with the model learned on the entire dataset Ω or on the subgroup’s complement SGC .
The subgroups for which the quality measure is the highest (or the smallest depending on the analytical
goal) are then the most exceptional ones. Thus, while the descriptors allow to define subsets of the data
and are crucial in the candidate subgroups generation process, the targets are used to induce the model
on and are crucial for the comparison and evaluation part.
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3.1

Beam Search

The most popular heuristic algorithm for both subgroup discovery and exceptional model mining instances is the beam search algorithm [27]. Being a greedy algorithm it is not guaranteed to find the
optimal solution, nevertheless, it ensures a shorter running time compared to an exhaustive search. This
is in general a desirable quality since an exhaustive search in the case of EMM instances is usually infeasible, due to the exponential space of candidate subgroups. It has been developed as an optimization
of best-first search in which only a predefined number of promising groups are saved at each level before
continuing; such parameter is defined the beam width, β. The number of levels of the search is called
depth of the search, δ, and it ensures that the resulting subgroups have a description that includes no
more than δ attribute-condition-value(s) triplets. Let’s see how it works:
Required: dataset Ω, descriptive variables (a1 , ..., ak ), target variables (t1 , ..., tm ), quality measure φ,
beam width β, beam depth δ, number of subgroups to return q.
Returns: q subgroups with the highest/lowest φ score.
First level:
1. Subgroups creation: split the dataset based on each attribute individually (see what follows);
2. Subgroups evaluation: apply the quality measure to the model over the targets on the subgroups
retrieved and evaluate them assigning an exceptionality score;
3. Beam filling: keep the β-most promising subgroups, i.e. with the highest/lowest φ scores, within
the beam;
Repeat until δ-levels are performed:
4. Subgroups extension: try to extend the subgroups currently in the beam by splitting them on
another attribute (see what follows);
5. repeat step 2;
6. repeat step 3.
Thus, in the first level only descriptions based on single attribute-value(s) conditions are considered,
while, in all other levels the algorithm tries to extend the subgroup descriptions in the beam by adding
another attribute-value condition. Different types of attributes and conditions on their values lead to
different amounts of dataset split. These are regulated by the description language D. For example, in
the case of a binary attribute the data can be split in 2 subgroups, since a binary attribute can take only
two values. With the same reasoning, if we decide to consider only equality conditions on the descriptors
values (attribute = value), a categorical attribute can split the data in as many subgroups as possible
values v of the attribute. We note that if one considers also inequalities (attribute 6= value), than the
number of subgroups that can be generated is doubled. The case of numerical attributes is slightly more
complex: if ones considers only equality conditions, then the number of possible splits is equal to the
number of unique values v as in the case of categorical variables. If one considers the numerical values
possible splits.
as full intervals, instead, there are v(v−1)
2
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Chapter 4

Exceptional Incidence Distribution
Mining
Focusing on the exceptional model mining framework, we decide to investigate exceptional breast cancer
incidence patterns in the Netherlands with the use of the NCR. A certain disease incidence is defined
as the number of new diagnosed cases during a specific time frame, in this case between 2005 and 2017.
It seems an intuitively basic aspect to investigate, given both the epidemiological nature of the cancer
surveillance task and the observational data at hand. One of the main goals of the IKNL cancer monitor
is to provide tools to analyze the who, when and where of cancer, and the NCR provides observational
data on the occurrence of breast cancer in the Netherlands. Each new cancer occurrence is entered in
the registry along with information on the patient and the tumor in the form of demographic, geographic
and histologic features. Thus, with the use of the NCR, breast cancer incidence patterns can be analyzed
across different segments of the population defined in terms of these features.
Overall incidence distributions are commonly used as a first investigative step in epidemiological studies
to provide an overview of the overall patterns in a population. From the investigation of such patterns,
the researchers are able to determine for example that cancer is an old age disease, or that women are
more affected than men by a certain type of cancer. It might be of interest to analyze these overall
incidence patterns from a different perspective: which subgroups are not conforming to these patterns,
i.e. which sub-populations of cancer cases are not conforming to what is considered the norm for that type
of cancer? For which subgroups of patients do the incidence patterns diverge from the overall population
of reference? In what follows, we present the exceptional mining approach we designed to identify and
extract these exceptionalities: Exceptional Incidence Distribution Mining (EIDM). Specifically, in Section
4.1 we present the EIDM model class along with the selected quality measure of exceptionality. Section
4.1.1 introduces the two redundancy selection techniques included in the beam search implementation
used in this project (described in Section 4.2).

4.1

EIDM Model Class

As we have seen broadly in the literature review (Section 2.2.3), and more formally in Section 3, the
exceptional model mining framework aims at discovering subsets of the data that deviate from the norm:
these subgroups are exceptional if a chosen model over the target attributes on the subgroup deviates
substantially from the model over the entire population. The subgroups are essentially subsets of the
data defined by one or more conditions on the descriptive attributes’ values: the more different the target
model, the more exceptional the subgroup.
In our case, since we are interested in investigating exceptional incidence patterns, as target concept or
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model we decide to use absolute frequency distributions. If we count the number of malignant breast
cancer cases present in the data, i.e. the number of new diagnosed cases within 2005 and 2017, we get a
general measure of the incidence of breast cancer within that time frame. If we group the number of cases
by a specific feature’s classes, the target attribute, and then count the number of cases among the classes,
we get many distinct and informative frequency distributions on cancer incidence; what we previously
referred to as overall incidence patterns.
Frequency distributions can be seen as a very basic way of modeling the data, one with a straightforward
epidemiological interpretation: cancer incidence. A natural example is given by grouping the amount
of breast cancer cases by different regions, which gives a regional incidence distribution of breast cancer
patients that can be very easily interpreted. Since the NCR includes many other features ranging from
demographical to medical, using the same reasoning, many other incidence distributions can be created:
one could group the amount of breast cancer cases by age classes at diagnosis, by clinical or pathological
stage values, by morphology categories etc.
Since most of the available attributes are categorical, one could create easily incidence distributions based
on more than one aspect of the patients/tumors, such as amount of cases per stage per province, or per
tumor type per age classes etc. Such an approach could enable the analysis of exceptionalities at a lower
level, when we are not only interested in one feature of the data. Therefore in this EMM instance more
than one feature can be included as target attribute: the target model remains a frequency distribution,
however, the new target classes are defined by the combination of the classes of the original separated
attributes. The process to create these so-called combined distributions will be explained more in detail
in the implementation section (cf. Section 4.2). Given the exploratory goals of this project, in this EMM
instance we do not constrain some attributes to belong only to the descriptors or to be used only as
targets: we investigate different targets separately and make considerations on which descriptors should
be included accordingly.
How then to define whether a certain subgroup’s incidence distribution is exceptional? Exceptionality
in this EMM instance is defined in terms of distance in distribution from the overall population Ω; the
quality measure we use is an adaptation of the Cosine Distance (CD) measure. The cosine distance is
calculated as 1 minus the cosine similarity, which is the cosine of the angle between two non-zero vectors.
In our case the two vectors are the frequency distributions of the target attribute on the subgroup and
on the overall population. The formula of the cosine distance can be seen in Equation (4.1); the target
distribution on an arbitrary subgroup SG is defined as sg and the target distribution on the overall
population Ω is defined as ω.
P
sgi ωi
(4.1)
CD = 1 − pP i 2 pP 2
i sgi
i ωi
In particular, sgi and ωi represent the amount of cases within the ith target class, in the subgroup and
in the overall population, respectively. Since frequency vectors have always positive values, the cosine
distance should range between 0 and 1. However, since exceptionalities are easily achieved for very small
subsets of the data, the original
P cosine distance formula has been altered to account for the dimension
of the subgroup n = |SG| = i sgi : since our goal is to maximize the dissimilarity, this modification
penalizes too small subgroups. The modified cosine distance quality measure, φcd , can be seen in Equation
(4.2).
φcd (SG) = n × CD
P
X
sgi ωi
=
sgi × (1 − pP i 2 pP 2 )
sg
i
i
i ωi
i

(4.2)

This measure of exceptionality φcd is used to assign a score to the subgroups and enable the subgroup
selection process, in our case maximizing it. The more a certain subgroup incidence distribution diverges
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from the overall population distribution, i.e. the higher the adapted cosine distance between the distribution over the subgroup and over the entire population, the more a subgroup is exceptional. We decide
to use as comparison the entire dataset Ω, rather than the complement to the subgroup, since the goal
is to evaluate the subgroups’ divergence from what can be considered the norm in the population they
were extracted from. Such an approach, which implies comparing all subgroups to the same standard,
enables us to derive medical conclusions on the conditions mostly affecting the incidence distribution of
the overall population.

4.1.1

Redundancy Selection Techniques

A typical drawback of local pattern techniques is the redundancy in the retrieved results: the subgroups,
while having different descriptions, include more or less the same data subset and are thus redundant. To
avoid redundant results to the possible extent, the subgroups evaluation process in this instance supports
two selection techniques which tackle different types of redundancy: namely Closest Context Algorithm
[28] and Subgroup Set Selection [29]. If they are employed in the analysis, then the evaluation step
(step 2 of the beam search algorithm introduced in 3.1) is slightly altered and does not rely entirely on
the quality measure φcd score. Their effectiveness will be proved in the context of our data in Section
6.1.1; the first technique targets the subgroups with similar descriptions, while the second one targets
the subgroups covering similar subsets of records.
The closest context algorithm [28] is based on the assumption that a more specific subgroup description
is preferable to a more generic one. A subgroup description D1 is more specific than another one D2
if for all descriptors aj ∈ D with j = 1, ..., k holds that: D1 (aj ) = D2 (aj ) for categorical attributes,
and the interval of D1 (aj ) is contained in the one of D2 (aj ) for numerical ones. However, if a subgroup
description D1 results more specific than another D2 , then D1 will indeed be considered more exceptional
than D2 only if its quality measure score is also higher or equal. At the same time, if there is a subgroup
in the beam with a description more specific than the description of a new one, but the quality measure
score of the new one is higher, then the new subgroups prevails on the one already in the beam.
Subgroup set selection [29], in order to account for the overlaps in coverage of the subgroups, introduces
an extra parameter larger than the beam width, candidates ≥ β. At each level of the search, with this
approach, the subgroups are added to the candidates list instead than to the beam; then, before passing
to the next level, evaluating the candidate list, the final top-β subset of subgroups to keep is selected. The
evaluation of this candidate subset of subgroups is done firstly computing a so-called coverage quantity, γ
(cf. Equation (4.3)), on the sorted candidates subgroups by descending quality measure score φcd , where
d ∈ [0, 1] is the dummy variable indicating if the record ri is already covered or not.
1 X
d
n i
r ∈SG
X
1
=P
d
i sgi i

γ(SG) =

(4.3)

r ∈SG

This is done to penalize subgroups whose majority of records are already covered by more exceptional
subgroups. Subsequently, the subgroups are sorted again but this time by their φcd × γ score and the
top-β ones are kept in the beam for the next level of search.

4.2

Beam Search Implementation

To apply the exceptional model mining framework with incidence distributions as model and one or
more combined attributes as target, we adapted the beam search Python implementation developed by
Mathyn Scheerder in his master’s thesis project “Mining exceptional descriptive patterns in attributed
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spatio-temporal datasets” [26] in collaboration with the Dutch National Police. In particular, we kept
the skeleton of the beam search algorithm, including the two methods to tackle redundancy in the results
just described (cf. Section 4.1.1) and the adapted cosine distance as quality measure (cf. Section 4.1,
Equation (4.2)). However, since its focus was on how to model networks, most of the model part has
been changed and it now enables the evaluation of incidence distributional models grouped by one or
more attributes. Also the data retrieval part was changed extensively, given that he retrieved some of his
data through API requests.
The data is loaded through the function load dataset which takes as input the beam search settings. The
beam search settings are passed under the form of a dictionary and are required to have the parameters
presented in Table 4.1. Optional parameters, instead, can be seen in Table 4.2. In this study, among the
optional parameters we only adopt the last two, which regulate the inclusion of the redundancy selection
techniques in the subgroups evaluation process. We leave for future experiments the constraints on the
minimum subgroup score or dimension, and the option to use the subgroup complement ΩSG instead
of the entire population Ω as basis of comparison.
Within the load dataset function, the NCR kern dataset under investigation is imported in an Excel
sheet, converted into a dataframe and automatically prepared for the search. In particular, the empty
values are filled with the Python missing value format NaN, a few new variables are derived from the
original ones, the categorical attributes are factorized to deal with characters encodings and the numerical
ones are down-casted when possible. We decide to avoid too much pre-processing at this initial stage to
keep the attributes as much as possible as they are. The logic is that the registration choices are not
dictated only by the ease of registration but in general they have a medical reason behind them as well.
Let’s consider the missing values as an example: in the NCR it is generally encoded differently whether
a certain value is missing because it was not retrieved, because the attribute is not applicable to the case
or for other reasons. Thus, if at some point this distinction was introduced, it is likely medically relevant,
and as such it should be preserved as much as possible.
Moreover, in case the incidence distribution under investigation is a combined one, within the load dataset
function the new combined attribute is created: in this new attribute each unordered combination of values from the original attributes is encoded into a new value. For example, in the case of two binary
attributes Gender and Vital Status that take values male and female, alive and not alive, the combined
attribute, on which the combined incidence distribution by gender by vital status is calculated, takes
values Males-Alive, Males-Not Alive, Females-Alive, Females-Not Alive. Note that such combined distributions can only include categorical attributes. Creating a new combined attribute when loading the
data only if the target requires it maintained the general relevance of the function create target vector
which is used to compute the target incidence distribution both for the subgroup and for the population,
for single or combined targets.
Finally, the subgroups are returned under two forms in order to better interpret the investigation: first a
dataframe with the retrieved subgroups description D, quality measure φcd score and subgroup dimension
n in descending order of score. Secondly, the histogram rendering of the target incidence distribution is
provided on both the overall population and on each of the retrieved subgroups. While the dataframe
enables an overall assessment of the results, the histogram pictures allow to better identify and characterize the differences in distribution, and consequently interpret the single results. In case the data had
been factorized during the loading process (in the presence of characters in the encodings), the original
NCR values are restored in the results.
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Required
Parameters

Supported Values and Description
Str
Takes {“min”, “max”}

optimize

Determines whether during the subgroups evaluation the score metric
should be maximized or minimized.
Int
No constraints
width
Determines the number β of subgroups to keep track of at each level of
the search; in this specific implementation, it controls also the number
of returned subgroups in the results q.
Int
Range [1,5]
depth
Determines the number of search levels performed δ; it inherently also
determines the maximum number of conditions the subgroup
descriptions can have.
List of str
No constraints
attributes
Determines the attributes used as descriptors, ai for all i = 1, ..., k, i.e. the
attributes on which the search splits are made and on which the
subgroup descriptions are based.
Str

target attribute

If the distribution is one-dimensional i.e. not combined: any single
attribute present in the data at hand;
If the distribution is bi-dimensional i.e. combined: any combination
of two categorical attributes separated by a !
Determines the target attribute under investigation t1 .
Str

score metric

Takes {“cosine”} (cf. Equation (4.2))
Determines the quality measure φ to apply in the subgroups evaluation;
in our case is φcd , the adapted cosine distance.
Table 4.1: Required Beam Search Implementation Parameters
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Optional
Parameters

Supported Values and Description
Bool (default: False)

use complement

No constraints
Passed in case the complement should be used in the subgroup’s
evaluation instead of the overall population.
Float (default: none)
No constraints

min score

Passed in case the subgroups considered should be constrained to have a
higher exceptionality score than a certain threshold.
Int (default: none)
min groupsize

No constraints
Passed in case the subgroups considered should be constrained to have a
higher dimension than a certain threshold.
List of str (default: none)

redundant selection

Takes {“closest context”, “set selection” } or both (cf. Section 4.1.1)
Passed in case any of the redundancy selection techniques needs to be
included in the subgroups evaluation.
Int (default: none)
≥β

candidates
Passed in case “set selection” is included in the redundant selection
parameter; if “set selection” is included but no candidates parameter is
passed, then the beam width β is used instead.
Table 4.2: Optional Beam Search Implementation Parameters
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Chapter 5

The Dataset
The attributes selected for the analysis are extracted from the NCR kern table and are available within
the registry across all cancer types. The dataset has been anonymized during the retrieval process from
the NCR database. Thus, no privacy-sensitive personal information of the patient is present (name, date
of birth nor of incidence nor of of vital status, postal code) apart from from a 1-1 mapping to the registry
patient identification key. However, the dataset does include the number of total records that the patient
has within the NCR: since the primary key in the registry is the tumor and not the patient, this attribute
refers to how many primary tumors the patient has stored in the registry. The complete set of retrieved
kern attributes can be found in Appendix A in Table A.1; in what follow we briefly introduce them. They
include mostly categorical variables with a few binary and numerical ones, and can be distinguished in
two main groups: the demographic/administrative attributes on the one side, and the more medical and
tumor related ones on the other side.
The first group includes the gender, the age at diagnosis and the survival status of the patient, along with
the year and month of diagnosis (but not the complete date, for privacy reasons), how the diagnosis was
confirmed and the amount of days between the incidence date and the date that the vital status was last
checked. Then there are two geographical attributes with different granularities: they both are in accordance to the Nomenclature of Territorial Units for Statistics (NUTS) [32] and are the 12 Dutch provinces
(which corresponds to the 2nd level of NUTS) and the 40 COROP regions that can be seen in Figure
5.1 (which corresponds to the 3rd level of NUTS). The latter take their name from the committee that
created them, the Coordination Commission Regional Research Program, and are smaller geographical
areas than the provinces, designated for statistical purposes and recognized at international level.
The second group of kern attributes is more medical in nature, capturing information about the tumor.
The tumor topography, sub-localization, morphology, behavior, cell’s grade of differentiation, and type
are based on the third edition of the International Classification of Diseases for Oncology (ICD-O) standards [30]. The latter is commonly adopted by cancer registries and it is constantly revisioned by a joint
committee of the WHO and the International Association of Cancer Registries (IARC). The topography
code records site and sub-site of the primary tumor, as illustrated by Figure 5.2; in the case of the NCR
there are two distinct variables that store either the first three digits of this code, or all four, for registration purposes.
The morphology code records the kind of tumor that has developed and how it is behaving. It is composed
of three parts as illustrated by Figure 5.3: firstly the histology, secondly the tumor behavior, and finally
the differentiation grade of the cells. The histology is what in the NCR is referred to as morphology and
identifies the tumor and cells type; the behavior indicates whether a tumor is malignant, benign, or in
situ. The grade of differentiation describes how much the tumor cells resemble the normal healthy cells of
the tissue from which it arose. A low degree corresponds to well-differentiated cells, while a high degree

21

Figure 5.1: Division of the Netherlands by COROP regions (NUTS3) [33]

Figure 5.2: ICD-O Topography code structure [30]
corresponds to undifferentiated or anaplastic cells. In the NCR, each of these components is not just
assigned a single attribute, but also the tumor lateralization if applicable.
Among these medical attributes, we also find a few related to the stage of the tumor. The latter are
either in accordance with the EoD (Extent of Disease) or TNM international classification systems, which
contribute to determine the stage of the tumor and consequently therapeutic choices and prognosis. The
TNM standard, developed and maintained by the Union for International Cancer Control (UICC) [31],
uses an alphanumeric code summarizing the most important characteristics of the tumor from either
the clinical or pathological (after surgery) stage. The different characteristics are based on anatomical
criteria as suggested in the name, where T stands for tumor, N for lymph nodes and M for metastasis.
Hence, the process includes the evaluation of the size of the tumor, whether the regional lymph nodes
have bee involved and whether metastases are present far from the primary tumor. In general, the lower
the resulting stage, the better the prognosis for the patient. Finally, in the kern NCR, we also find two
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Figure 5.3: ICD-O Morphology code structure [30]
attributes storing the number of lymph nodes examined and the number that tested positive, which are
generally used in the TNM stage assessment.
In order to limit the inherent heterogeneity of cancer, we restrict the NCR kern dataset only to breast
cancer cases with malignant primary tumors of type invasive breast carcinoma, malignant Fyllodes tumor,
angiosarcoma and other sarcoma. However, we decide to avoid including extra breast-specific attributes
form the other tables of the NCR to preserve the potential generality of the approach and its usefulness
for the other cancer types included in the registry. Moreover, as we have seen in Section 2.1.1, registry
data entails a high level of granularity across years in the information retrieved; thus, to have the most
homogeneous possible dataset we also restrict the time frame to patients diagnosed from and including
2005 until 2017. During this period of time the classification/registration regarding breast cancer patients
has been fairly stable. While the ICD-O edition did not change (3rd [30]) but was just updated in 2012,
we have three consequent TNM editions for the staging variables encoding: the cases between 2005 and
2009 used the 6th edition, the cases between 2010 and 2016 the 7th and the ones in 2017 the 8th and last
TNM edition [31]. Using these constraints, according to the notation introduced in Section 3, the dataset
Ω retrieved for the analysis includes N = 179490 records ri with i = 1, ..., N of the form introduced by
Equation (3.1). Thus, the overall population of reference in this study is the malignant breast cancer
population diagnosed in the Netherlands between 2005 and 2017. In what follows, we introduce some
breast cancer overall figures (Section 5.1) and we describe how we select the final pool of k + m attributes
from the just described original kern features (Section 5.2).

5.1

Breast Cancer

Breast cancer arises when gene changes affect the cells of the breast area, causing them to grow out of
control and become cancerous. The latter is classified as malignant if the cells can invade the tissues
surrounding the area or if they can metastasize to other areas of the body. In the breast (cf. Figure 5.4)
each lobule, also called milk gland, is connected to the nipple via a duct, also called milk tube. The fatty
tissue forms a protective layer around these breast components, and behind them are situated the chest
muscle and the ribs. While breast cancer rarely affects males, among women is the most common type of
cancer, presenting a very high incidence: one in seven women diagnosed with cancer in the Netherlands
has breast cancer and its incidence has been still increasing in recent years [2]. While showing a quite
high incidence, breast cancer mortality is quite low thanks to effective treatment options and to the
fact that most patients are diagnosed at a low stage. Moreover, stage distribution has undergone a
favorable development in recent years thanks to the introduction of both the national screening program
in 1989 and better imaging techniques. In women it is most commonly diagnosed between 50 and 70
years old, however, the number of women confronted with breast cancer from the age of 45 has risen
sharply lately. Unfortunately, women under 50 years old present specific breast characteristics that make
x-ray evaluation more difficult and thus less reliable. Male breast cancer patients, instead, amount to
roughly 100 cases each year in the Netherlands [2], mostly between the ages of 60 and 80; since it is more
commonly detected at a later stage, prognosis for men is on average worse than for women.
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Figure 5.4: Breast Characteristics - https://breastcancernow.org - [accessed October 2019]

5.2

Attribute Selection Process

The process of selecting an essential subset of relevant variables from the original pool of attributes is a
crucial part of any data mining study. This is because having irrelevant or redundant features in the data
can decrease the efficacy of the technique used pretty much in any data mining algorithm. The idea is
that since these attributes are irrelevant or redundant and thus hardly informative, one can safely exclude
them without incurring too much information loss, while hopefully increasing the analysis performance.
In what follows we outline the attributes selection steps that we undertook for EIDM in the case of
registry data.

First, exclude all attributes that are:
1. purely administrative/registry related, such as identification keys, since they
are not informative;
Second, exclude those attributes that show:
2. no variation at all, since they are not informative;
3. barely any variation (more than 99% of observations in one class), since using
them as targets would be hardly informative, while including them in the
descriptors would cause a lot of redundancy in the results, given that almost
the entire dataset can be described by either of these attributes’ dominant
classes;
4. more than 30% of observations missing, since they are not really reliable.
Third, discriminate between the attributes that:
5. convey very similar information or are highly related, since they would be
among the causes of redundancy in the results;
The suggestion is to avoid using related attributes among the descriptors, but also
between target and descriptors. Fourth, exclude or transform those attributes that
are:
6. not consistent enough to be used in a data science context, for example including both numerical and categorical classes at the same time, since they might
lead to inconsistent interpretations.
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Following this attribute selection process, in the specific case of the kern subset under investigation, the
following attributes were excluded:
1. patientID: the 1-1 mapping to the NCR identification key of the primary tumor;
2. topog and gedrag: because of the extraction choices we introduced at the end of Section 5, the 3
digits topography is for all records equal to C50, which identifies the breast area in general, and
the tumor behavior is equal to 3, which identifies malignant tumors;
3. episode, tumorsoort, gesl: because of the characteristics of breast cancer, most patients are
females, with type of tumor invasive breast carcinoma and with diagnostic type of episodes;
4. ceod and peod: because the EoD classification system is not used for most of malignant breast
cancers (missing rates approximately 99%);
5. Fairly arbitrarily:
• topog over sublok for the topography of the tumor;
• the aggregated TNM variables stadiumc and stadium over the 6 separated T,N,M components
(ct, cn, cm, pt, pn, pm) which presented higher missing rates;
• the vital status vitstat, which is updated yearly, over the deadly status is dead, which
indicates whether there is a date of death or not registered;
• COROP over PROVINCIE for the geographical characterization, in order to be as detailed as
possible without using postal codes which are considered sensitive;
6. lyond and lypos: while being numerical in nature, referring to the number of lymph nodes either
examined or resulted positive, they have been encoded with some categorical classes that make
them challenging to use at the current state. They include a value to indicate whether no lymph
nodes have been tested/resulted positive (0), one to indicate whether the number of lymph nodes
investigated/assessed positive was unknown but there is some certainty that lymph nodes have been
examined/assessed positive (98), and one for when it is unknown whether lymph nodes have been
examined/assessed positive at all (99). Because of these registration choices, in order to include
these variables either as target attributes or as descriptors some pre-processing is required. One
could treat them as numerical keeping the records with values between 0 and 97, only accounting
for the number of nodes, or a categorical variable could be created on whether such a test have
been performed or not, grouping the values indicating the number of lymph nodes into one class
that refers to lymph nodes having been examined/assessed positive.
Thus, Table 5.1 displays the final pool of kern attributes that are investigated as targets or descriptors
for the EIDM approach; according to the notation introduced in Section 3, if they are all used in the
analysis, then we have k + m = 14 attributes. However, as we will see in the experiments, the distinction
between which of these attributes are used as descriptors and which as targets and the specific amount
of descriptors k and targets m are not fixed and will be defined for each EIDM instance. Appendix B
includes the legends for all the categorical attributes’ values present in this subset of the kern NCR.
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Attribute
incjr
inc month
leeft
vitstat
vitfup
topog
later
morf
diffgr
basisd
stadiumc
stadium
zid count
COROP

Description
incidence year
incidence month
age at incidence
vital status
survival in days
topography (4 digits)
lateralization
morphology
differentiation grade
diagnosis confirmation method
clinical TNM stage
pathological TNM stage
number of records in the NCR
COROP regions (NUTS3)

Table 5.1: Final selection of NCR kern attributes used in this study
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Chapter 6

Validation
To introduce the incidence distributions models, evaluate the different selection techniques and validate
the EIDM framework, we present two intuitive examples investigating the survivability of breast cancer.
Since the survival of patients is an aspect of primary importance in the study of any disease, including
breast cancer, the factors affecting it are also the most commonly known, which helps in the clinical
interpretation process. Using the very basic but highly informative binary target survival status (Section
6.1), firstly we investigate the effectiveness of the redundancy selection techniques introduced in Section
6.1.1. Secondly, we prove the effectiveness of the pattern detection algorithm, showing how the resulting
subgroups correctly identify known breast cancer sub-populations with exceptionally high and low survival
(Section 6.1.2). To further confirm the medical relevance of the approach, in Section 6.2 we also investigate
the survival in months as target, showing how the algorithm also succeeds to retrieve known cohorts of
exceptionally short and long survival. The latter is a similar approach to the one introduced by Park et al.
[25] in the context of the SEER registry, which was briefly discussed in Section 2.3.2.

6.1

Incidence Distribution by Vital Status

First of all, as target attribute t1 we use the binary variable vital status, vitstat, which is updated
once a year and takes value 0 if the patient is alive and 1 if not. Thus, the model is the incidence
distribution over the target vital status: this is the number of malignant breast cancer cases diagnosed in
the Netherlands during the period 2005-2017 among the two vital status classes. Such an EIDM instance
aims at answering which subgroups have an exceptionally higher or lower survival in comparison to the
overall malignant breast cancer population. As can be seen in Figure 6.1, and as was introduced in
Section 5.1, breast cancer patients have overall a high survival, with roughly 3 out of 4 patients reported
alive at last contact.

Figure 6.1: Overall vital status incidence distribution
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Beam Settings
optimize
max
width
10
depth
5
score metric
φcd = modified cosine distance
target attribute
vitstat
Table 6.1: Parametrization of beam search for the investigation of vitstat

Figure 6.2: Results beam 1 - only Closest Context Algorithm
Our goal is to retrieve subgroups for which this distribution diverges. Since the overall distribution is
so positive, we expect to retrieve mostly subgroups whose distribution is more negative, i.e. with lower
survival than the norm. However, we hope to be able to retrieve also some exceptionally positively
affected distributions, i.e. some subgroups with an even higher survival than the overall malignant breast
cancer population.

6.1.1

Redundancy Selection Techniques Evaluation

In order to assess the two redundancy techniques present in the beam search implementation, we start by
running three beams. The first one, beam 1, using as selection technique the closest context algorithm
[28], the second one, beam 2, using subgroup set selection [29] with candidates size 20, and finally beam
3, using both at the same time (same number of candidates). The settings shared by all the beams in
this section can be seen in Table 6.1. We start by including all variables selected in Table 5.1 (Section
5.2) among the descriptors. The results of these first three beams can be seen in Figures from 6.2 to 6.4
for beam 1, 2 and 3, respectively.
Comparing how many unique subgroups the three beams retrieved, we can conclude that overall the
results of the beam with both redundancy techniques (beam 3) are the least redundant, as expected.
Also the results with only the closest context algorithm (beam 1) are quite good in terms of redundancy;
in this beam’s results the third and fourth subgroups in exceptionality order are both described by the
highest stage class 4, pathological or clinical. The same happens for the seventh and ninth subgroups
which include the low stage class 1A, pathological or clinical, along with basis for diagnosis histology
of the tumor. The pathological and clinical stage classes are assigned very similarly, so it is reasonable
to think that they identify very similar subsets of cases, causing this redundancy. However, since they
are distinct attributes, it is no surprise that closest context was not able to tackle it. By applying both
techniques (beam 3) the redundancy is addressed and two extra unique subgroups are retrieved: the
longest period of survival (between 4290 and 5143 days) and a high pathological stage class (3C). This is
thanks to the employment of the subgroup set selection technique, which addresses exactly this type of
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Figure 6.3: Results beam 2 - only Subgroup Set Selection

Figure 6.4: Results beam 3 - both Closest Context Algorithm and Subgroup Set Selection
redundancy.
The results with only the subgroup set selection (beam 2) are, instead, bad in terms of redundancy:
five subgroups include the highest age at incidence, two the shortest survival and two the highest stage,
pathological or clinical. This is also not a surprise, given that this technique does not treat those descriptions sharing the same attribute-condition-value triplets. Because of this, while all three beams retrieved
these factors among the descriptions of the most exceptional subgroups, in beam 2 we do not find the four
other triplets that are retrieved in both the other beams. These are the high class of age at incidence,
more than one tumor recorded in the NCR, the low clinical stage 1A and the high pathological stage 3B.
Since the attribute vitfup is calculated as the period of time between the incidence date and the date at
which the vital status was last checked, the results that include conditions on this feature in the description are trivial. While correctly implying that patients that have stayed alive the shortest after diagnosis
have an exceptionally low survival when compared to the norm, it is not a very informative result from
a clinical perspective. Thus, to see whether it is masking other important factors, we re-run beam 1 and
3, excluding vitfup from the descriptors. The new results can be seen in Figures 6.5 and 6.6. We do
not show the same run of the beam with only subgroup set selection (beam 2) since the results barely
change due to the untreated redundancy.
Both beams now show morphology adenocarcinoma NOS (not otherwise specified) in the results. However, the beam with both techniques (beam 3) was also able to effectively treat the stage redundancy
and retrieve an extra subgroup: patients diagnosed in 2006. To be able to retrieve this extra subgroup
using only the closest context algorithm (beam 1) without increasing the beam width, we need to select
either the clinical or the pathological stage in the descriptors. If for example we re-run beam 1, excluding
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Figure 6.5: Results beam 1 - only Closest Context Algorithm - excluding vitfup from the descriptors

Figure 6.6: Results beam 3 - both Closest Context Algorithm and Subgroup Set Selection - excluding
vitfup from the descriptors

Figure 6.7: Results beam 1 - only Closest Context Algorithm - excluding vitfup and stadiumc from the
descriptors
from the descriptors not only the trivial vitfup but also the clinical stage stadiumc, while keeping only
the pathological one stadium, the results (cf. Figure 6.7) have the same level of detail of the beam using
both techniques (beam 3) with both stage variables in the descriptors (cf. Figure 6.6).
To retrieve the same amount of unique subgroups retrieved with both techniques using only subgroup
set selection (beam 2), one could try excluding one after the other the attributes that most affect the
survival from the descriptors. For example, if we run beam 2 now excluding from the descriptors not
only vitfup but also the attribute that appears the most among the descriptions of the results, leeft,
we see in Figure 6.8 the latest stage emerging as dominant. If then we further exclude also both clinical
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Figure 6.8: Results beam 2 - only Closest Context Algorithm - excluding vitfup and leeft from the
descriptors

Figure 6.9: Results beam 2 - only Closest Context Algorithm - excluding vitfup, leeft, stadium and
stadiumc from the descriptors
and pathological stage from the descriptors, the grade of differentiation becomes dominant (cf. Figure
6.9), and so on. Of course, it is not a very efficient method.
In conclusion, in the specific case of this kern NCR dataset, since we have already eliminated from
the analysis (Section 5.2) most of the highly related attributes, it is more important to apply the first
technique (closest context algorithm) than the second one (subgroup set selection). However, to efficiently
include both pathological and clinical stages in the descriptors, both techniques should be used at the
same time. Given these results, in the rest of the project we decide to adopt both techniques in order to
reduce both types of redundancy in the results to the possible extent.

6.1.2

Clinical Interpretation Evaluation

Focusing on the results from a clinical perspective, thanks to the basic but informative attribute vitstat,
we can easily verify the effectiveness of the approach. Each different type of diverging vital status distribution guides our interpretation of the subgroup descriptions in terms of survival: if a subgroup has
a lower survival than the norm, then the attribute-condition-value triplets present in its description can
be seen as factors negatively affecting breast cancer survivability. In this sense, the lower the survival,
the stronger the negative influence of the factor. On the contrary, if a subgroup has an even higher survival than the norm, the conditions on its descriptive attributes’ values can be seen as factors positively
affecting breast cancer patients’ survival.
We analyze the results of both rounds of the beam with both redundancy techniques (beam 3), with or
without vitfup in the descriptors (cf. Figures 6.4 and 6.6, respectively). The subgroups with inverted
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Figure 6.10: Oldest age at diagnosis subgroup

Figure 6.11: Shortest survival subgroup

Figure 6.12: Highest pathological stage

Figure 6.13: High clinical stage

Figure 6.14: High age at diagnosis Figure 6.15: More than one pri- Figure 6.16: High pathological
mary tumor subgroup
subgroup
stage (3C) subgroup
vital status distribution, and thus exceptionally much lower survival than the overall population, were
described by the oldest age at diagnosis (between 81 and 103 years old, cf. Figure 6.10), the shortest
survival (between 0 and 569 days, cf. Figure 6.11), the highest pathological stage (4, cf. Figure 6.12) and
a high clinical stage (3B, cf. Figure 6.13). All these conditions on the attribute values can therefore be
considered factors having a very negative impact on breast cancer survivability: the survival rate is not
merely lower than the norm, it is inverted.
For three subgroups, the vital status distribution is not inverted but still the survival is exceptionally
lower than the norm: this is the case of old age at diagnosis (between 73 and 81 years old, Figure 6.14),
more than one primary tumor recorded in the NCR (cf. Figure 6.15) and a high pathological stage (3C,
cf. Figure 6.16). While these conditions still negatively affect the patient survival, the survival rate is
positive as in the overall population, hence their impact is less strong than for the ones with inverted
survival rate. The two beam rounds with both redundancy selection techniques were also able to retrieve
two subgroups with exceptionally higher survival than the norm: the cases described by the conjunction
of low clinical stage 1A and basis for diagnosis histology of the tumor on the one side (cf. Figure 6.17), and
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Figure 6.17: Low clinical stage (1A) & base of
diagnosis primary tumor histology subgroup

Figure 6.18: Longest survival subgroup

Figure 6.19: Unknown/not appliFigure 6.20: Year of incidence Figure 6.21: Morphology adenocable/not determined differentiacarcinoma NOS subgroup
2006 subgroup
tion subgroup
the longest survival cases on the other side (cf. Figure 6.18). Therefore, these conditions are positively
affecting breast cancer survivability.
Overall, all these results support the common epidemiological knowledge on breast cancer survivability:
firstly the trivial periods of the patients survival. As we have already mentioned, if a person survives
very long then his survival is trivially exceptionally high, while if a person survives very short then his
survival is trivially exceptionally low. Secondly, the old age at incidence: the later a person is diagnosed
in life, the worse their average survival. This shorter life expectancy is not due to the cancer diagnosis,
but due to the old age in general. Thirdly, it was confirmed that a high stage negatively affects survival,
while a low one positively affects it: since the stage is used to form a prognosis, which is also based on life
expectancy, the two are of course highly related. Finally, it is also commonly known that having more
than one primary tumor decreases the survival chances.
Somehow more unexpected is the balanced vital status distribution of the subgroup identified with unknown differentiation degree of the cells (cf. Figure 6.19): it seems to suggest that those cases for which
the tumor cells differentiation is unknown have a 50/50 chance of survival, and thus lower than the norm.
This might be due to the fact that the class with value 9 includes not only the unknown cases but also the
not applicable and not determined ones. In the case of very serious tumors, pathologically determining
the differentiation degree of the cells might result superfluous, which could explain the lower survival of
this class. Other two unexpected results are the subgroups describing the patients diagnosed in 2006
(cf. Figure 6.20) and the cases with morphology adenocarcinoma NOS (8140, not otherwise specified, cf.
Figure 6.21), showing an exceptionally lower survival than the norm. Based on the inverted survival rate
of the morphology, we can say that its influence is stronger than the year of incidence 2006. Nevertheless,
we are not sure whether to consider these result as registry artifacts or as clinically relevant subgroups.
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Figure 6.22: Overall months of survival incidence distribution
Beam Settings
optimize
width
depth
score metric
redundant selection
candidates
target attribute

max
10
5
φcd = modified cosine distance
closest context, set selection
20
months of survival = vitfup/30

Table 6.2: Parametrization of beam search for the investigation of vitfup

6.2

Incidence Distribution by Months of Survival

Another incidence distribution related to the patients survival that could provide further validation to
our procedure is the one grouped by how many months the patients have survived, survival month; this
is a numerical target attribute, in contrast to the previous which was binary. To derive it, we divided
the number of days between the incidence date and the last vital status check (vitfup) by 30. Such an
EIDM instance can be useful to identify those subgroups of patients who have an exceptionally longer
or shorter survival than the overall malignant breast cancer population. Figure 6.22 displays the overall
incidence distribution by survival in months: the amount of patients smoothly decreases as the number
of months increases, apart from a few cases whose survival time is very short. Because of the yearly
update of the patients’ vital status, from which the vitfup is calculated, this anomalous initial section
of the distribution is likely caused by the subset of patients that either are not alive anymore, or moved
outside the Netherlands or that were diagnosed in the last period of our time frame.

6.2.1

Clinical Interpretation Evaluation

Given the overall survival month distribution, in this EIDM instance we expect to retrieve either subgroups whose survival distribution is skewed to the left, instead of to the right like the overall distribution,
or subgroups for which it is even more skewed to the right than the norm. The first type of distribution
identifies those factors that positively influence the survival time, while the second type identifies the
conditions that negatively influence it. Given the results retrieved performing the beam searches with
vitstat as target attribute, we decide to run the vitfup beams with both selection techniques. The
common settings of these beams can be seen in Table 6.2.
In terms of descriptors, we decide to leave out the vital status for the same reason we excluded vitfup
when dealing with the vital status as target: their reciprocal influence is trivial and not clinically relevant.
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Figure 6.23: Results excluding vitstat from the descriptors

Figure 6.24: Results excluding vitstat, incjr and inc month from the descriptors

Figure 6.25: Results excluding vitstat, incjr, inc month and stadiumc from the descriptors
The results of this beam can be seen in Figure 6.23. Excluding vitstat is not enough: unfortunately
the results are all but one described by conditions on the incidence year or month. This is due to the
fact that on the one side the vital status is checked annually, and on the other side the amount of months
between the date of incidence and the vital status is correlated to the year and month of incidence. Since
they are a product of a registry artifact, these subgroups should not be identified as clinically relevant.
Thus, we further exclude both the year and the month of incidence from the descriptors: we obtain the
subgroups in Figure 6.24. In this case the first half of the results is dominated by the same clinical and
pathological stages, which means that the subgroup set selection redundancy technique in this case was
not enough to reduce this type of redundancy.
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Figure 6.26: Low pathological stage 1

Figure 6.27: Low pathological stage (1A) subgroup

Figure 6.28: Low pathological stage (1B) subgroup

Keeping only the pathological stage while further excluding the clinical one from the descriptors, we
finally retrieve a quite comprehensive set of results in terms of survival time exceptionalities, as can be
seen in Figure 6.25. The most exceptional subgroup is also the only one presenting a much longer survival
on average than the norm (cf. Figure 6.26): the months of survival distribution of pathological stage 1
is as expected much more shifted to the right, presenting mostly long survival. However, this is not only
because it is the least serious tumor stage and thus ensures a better prognosis than higher stages. The
distinction between stage 1A and 1B was introduced in the 7th edition of the TNM classification system:
thus, cases diagnosed before 2010 did not employ these subclasses. Trivially, patients being diagnosed in
the first 5 years of our time frame are more likely to have survived longer than 110 months than those
diagnosed afterwards. This is also clear for the subgroups with low pathological stage (1A and 1B, cf.
Figures 6.27 and 6.28, respectively) which are retrieved for the same reason: since the subclasses have
been in use only since 2010, these subgroups are less likely to show cases surviving more than roughly
110 months. These subgroups are registry artifacts that should not be considered as clinically relevant.
Among the results are two subgroups whose distribution visually resembles the overall one while presenting a less steeply decreasing trend: they are described by the two earliest age at diagnosis classes
(44-49 years old and 14-44 years old, cf. Figures 6.29 and 6.30, respectively) along with the basis of
diagnosis histology of the primary tumor. This is explained by the fact that young people are in general
less likely to die than older people. The amount of cases is still decreasing as the number of months of
survival increases but less fast than in the overall population. The presence of the basisd = 7 condition
is negligible since it covers most of the cases in our dataset and as such it is not much informative.
All the other subgroups have an even more skewed distribution than the overall one. Thus, their conditions in the descriptors negatively affect the period of survival. These subgroups are described by

36

Figure 6.30: Youngest age at diagnosis subgroup

Figure 6.29: Young age at diagnosis subgroup

the latest stage (4, cf. Figure 6.31), the highest age at diagnosis (81-103 years old, cf. Figure 6.32), the
high age at diagnosis (73-81 years old, cf. Figure 6.33), topography not specified (cf. Figure 6.35) and
unknown/not applicable/not determined differentiation degree (cf. Figure 6.34).
Overall these results are in line with the ones retrieved using vitstat as target, further reinforcing our
clinical validation, while adding some extra ones that shed light on which factors affect the survival from
a duration perspective. Apart from the last subgroup mentioned (diffgr unknown/not applicable/not
determined), whose relevance is not clear, these results are also in accordance with the general knowledge on typical breast cancer sub-populations with exceptionally long or short survival. They confirm
that survival is negatively affected by high stages or old age at diagnosis. Curiously, with this target
attribute we were also able to retrieve subgroups of patients diagnosed at young ages, which we did not
with vitstat. Likely, with a bigger beam width β they would have also been retrieved in that case.
Another subgroup that did not show up when the vital status was investigated identifies the unspecified
topography cases (C509). The negative effect of the unspecified topography on the survival distribution
might be due to the fact that this class is often associated with a diagnosis based on the histology of a
metastasis, which implies a worse prognosis and generally shorter survival than the norm. On the other
side, these beams did not retrieve the factor multiple primary tumors, which was identified by the beams
with target vitstat. This is because while one beam investigates high or low survival cohorts, the other
investigates long or short survival cohorts, which are not always the same. Thus, if the survival of patients
is what needs to be investigated, in order to retrieve the most comprehensive set of exceptionalities, both
targets should be used.
As we mentioned, this approach is similar in nature to the one described in Section 2.3.2 by Park et al
[25]. However, while we target the survival distribution itself, looking for differences in distribution, they
look for differences in average survival. By either minimizing or maximizing the average breast cancer
patients’ survival, they distinguish between those subgroups with a longer than average survival and
those with a shorter than average. In our approach, instead, both types of subgroups are retrieved at the
same time. These differences have both positive and negative implications. On the one side our approach
might require more post-processing to interpret the results and distinguish between factors negatively or
positively affecting the survival. On the other side, using as quality measure the adapted cosine distance
our approach identifies also exceptional survival distributions that would not be detected by a simple
shift in mean.
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Figure 6.31: Highest stage subgroup

Figure 6.32: Oldest age at diagnosis subgroup

Figure 6.33: Old age at diagnosis subgroup

Figure 6.34: Unknown/not applicable/not determined differentiation subgroup

Figure 6.35: Topography not specified
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Chapter 7

Experiments
In this chapter, we illustrate different EIDM instances applying the methodology introduced in Chapter
4 on the NCR dataset described in Chapter 5. We employ both single and combined target attributes,
and we illustrate how to adapt the descriptors selection to different analytical goals. Thus, apart from
the choices of descriptors and targets, which in this chapter define the specific EIDM instances, all the
beam search runs in these experiments have been initialized with the same settings (cf. Table 7.1). Given
the results of Section 6.1.1, we decide to use both redundancy selection techniques included in the beam
search implementation (cf. Section 4.1.1). In Section 7.1, we investigate the incidence distributions by
pathological and clinical stage, in order to extract those malignant breast cancer sub-populations with
an exceptionally positive or negative stage distribution. Given the strong artificial influence on the stage
distribution of the different TNM editions adopted in our time frame, in Section 7.1.1 we investigate
the stage distributions from a less granular perspective, adopting two target attributes derived from the
aggregation of the stage values in fewer classes. Section 7.2 illustrates the investigation of the incidence
distribution by topography. The aim of this section is dual: on the one side we aim at extracting specific
characteristics of malignant breast cancer cases that exceptionally positively or negatively affect the overall topography distribution. On the other side, given the results of this first investigation, in Section 7.2.1
we explore more in detail by which COROP regions the topography distribution is exceptionally affected.
Doing so, we introduce an EIDM instance using only one target and one descriptor, which could be used
to extract more specific exceptionalities from the data. In Section 7.3, we demonstrate the effectiveness
of the combined distributional approach analyzing the incidence distributions by vital status and stage,
using both the pathological and clinical aggregated attributes. In this study we also investigate the vital
status (cf. Section 6.1) and the aggregated pathological and clinical stage (cf. Section 7.1.1) separately.
This allows us to compare the results of the combined approach with the single-target investigations, and
draw more detailed conclusions on these two highly relevant aspects.
Beam Settings
optimize
max
width
10
depth
5
score metric
φcd = modified cosine distance
redundant selection
closest context, set selection
candidates
20
Table 7.1: Parametrization of beam search for all experiments in Chapter 7
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Figure 7.1: Overall pathological stage incidence
distribution

7.1

Figure 7.2: Overall clinical stage incidence distribution

Incidence Distribution by Stage

One of the most important and generally understood way of classifying the severity of tumors of any type
is the staging system. It determines the extent to which a cancer has developed and it is employed by
doctors to determine the patient prognosis. As discussed in Section 5.2, two staging variables are selected
for the investigation, both from the TNM staging system: the clinical attribute stadiumc, assigned before
surgery, and the pathological attribute stadium, assigned after surgery. They result from combining the
T, N and M parts of the staging system introduced in Section 5. While the tumor stage is commonly
perceived as a scale from 1 to 4, with increasing level of severity of the tumor, stadiumc and stadium
include more detailed classes, whose meaning can be seen in Appendix B, Table B.7. In the time frame
under investigation, the 6th TNM edition was used between the years of incidence 2005 and 2009, the
7th between 2010 and 2016 and the 8th since 2017. In the case of malignant breast cancers, the main
change between the 6th and 7th editions was the introduction of two sub-classes for stage 1, as we have
already encountered in Section 6.2. The last TNM edition [31], the 8th, is very similar to the previous,
which ensures a limited amount of heterogeneity in the dataset under investigation.
Using stadiumc or stadium as target attributes, these EIDM instances attempt at answering the question: which subgroups of breast cancer malignant patients have an exceptionally different clinical or
pathological stage distribution, when compared to the overall population? Which conditions on the descriptors’ values positively or negatively affect the stage distribution? Figures 7.1 and 7.2 display the
overall pathological and clinical stage distributions, respectively. They are both skewed to the right,
with more cases diagnosed at a low stage rather than high; the mode class is the early stage 1A and the
second most occurring class is stage 2A. Given these overall distributions, we expect to retrieve mostly
subgroups with a stage distribution that is either less skewed to the right than the overall population’s
distribution, i.e. more negative, or more skewed to the right, i.e. more positive.
Even if the two overall distributions are very similar, we investigate both, to capture potential differences between the pathological and clinical stage exceptional subgroups. The main difference between
the overall distributions is that while the clinical stage includes some stage 0 cases, the pathological one
does not. This class identifies those cases that are non-invasive, i.e. only the breast ducts are affected by
the cancer, while the breast tissue is not. Furthermore, the clinical distribution presents more unknown
cases (class X) than the pathological one, likely because it is custom to use the clinical value also for
the pathological attribute when the patient received neo-adjuvant therapy or no surgery. Also the third
stage part of the distribution (classes 3, 3A, 3B, 3C) changes quite significantly between the pathological
and clinical distributions, which suggests that the cases to which a pathological stage is assigned are on
average more serious than the ones to which a clinical stage is assigned.
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Figure 7.3: Pathological results with all descriptors apart from stadiumc

Figure 7.4: Clinical results with all descriptors apart from stadium
Beam search including all possible descriptors
We begin by running two beams, one with the clinical target and one with the pathological, including
among the descriptors all the selected attributes from Table 5.1 (Section 5.2), apart from the two stage
variables. This is because, given the high association between the clinical and pathological stages, using
one as target and the other as descriptor leads to unwanted redundancy in the results. The results with
the pathological and clinical target are displayed in Figures 7.3 and 7.4, respectively. Overall they show
almost identical subgroup descriptions, which implies that both the clinical and pathological distributions
are negatively or positively affected by the same main factors. However, we note that their exceptionality
order is somehow altered, likely due to the survival descriptors influence. Since the pathological stage
is assigned after surgery and undergoing surgery already implies a certain level of severity of the tumor,
pathological cases generally include more serious tumors than the clinical cases, and as such have an
inherently more negative stage distribution.
Analyzing the pathological results more closely, a very dominant effect of the kern survival attributes
can be seen, in the form of subgroups with both exceptionally lower/shorter and higher/lower survival
than the norm. As discussed in Section 6, the survival of the patient and the stage of the tumor are
highly related due to the prognostic aspect of the staging system. Specifically, among the ten retrieved
subgroups, three include in the description the attribute vitfup and two include vitstat. All the subgroups described by either the longest survival class (between 4290 and 5143 days, cf. Figure 7.6), or the
long survival class (between 3593 and 4290 days, cf. Figure 7.5), or the alive survival class (cf. Figure
7.7) show distributions more skewed to the right than the overall pathological one. Thus, as expected,
they all have a positive effect on the pathological stage distribution. From the subgroups described by
the two longest classes of vitfup, we can identify the change in TNM notation that was introduced
between the 6th and 7th editions in 2010. Both distributions do not include any case with stage 1A
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Figure 7.5: Long survival sub- Figure 7.6: Longest survival subFigure 7.7:
Alive & highlygroup
group
differentiated subgroup

Figure 7.9: Not alive subgroup

Figure 7.8: Shortest survival subgroup

Figure 7.10: Diagnosed in 2008 Figure 7.11: Diagnosed in 2012 Figure 7.12: Diagnosed in 2016
and 2009 subgroup
and 2013 subgroup
subgroup
or 1B, while presenting as mode the stage 1 class. This is logical, given that the NCR is a follow-up
type of registry: the vital status is checked annually and the vitfup is calculated from it. Since the
patients that survived the longest must also be among the ones diagnosed in the earliest years of our time
frame, specifically before 2010, these subgroups only include cases adopting the TNM 6th edition notation.
The opposite happens for the distributions of those subgroups that present in the description either the
shortest survival class (between 0 and 569 days, cf. Figure 7.8) or the not alive survival class (cf. Figure
7.9). Their pathological stage distributions are negatively affected, with more third and fourth stage
classes than the overall distribution. Thus, as expected, they have a negative influence on the stage
distribution. The pathological distribution of the shortest survival subgroup shows fewer stage 1 cases
than the overall distribution: also in this case this behavior can be explained by the change in TNM
notation in 2010. Due to the annual confirmation of vital status, patients diagnosed in the last years
of our time frame (after the change in notation) are more likely to have the shortest recorded survival.
However, this is not a necessary condition as it is in the case of the longest recorded survival cases, which
explains why some stage 1 cases are still included along with 1A and 1B.

42

Figure 7.14:
group

Figure 7.13: Unknown/not applicable/not determined differentiation degree subgroup

Poorly-differentiated cells sub-

Figure 7.15: Pathological results excluding stadiumc, vitstat, vitfup from the descriptors
This change in TNM notation is even clearer once we analyze the pathological distributions of the subgroups described by the year of incidence. The attribute incjr is another dominant factor in the results
of this beam, which is included in the descriptions of three subgroups. Specifically, one subgroup identifies
patients diagnosed before the change in notation (years of incidence 2008 and 2009, cf. Figure 7.10), and
two identify patients diagnosed after the change in notation, (years of incidence 2011-2013, and 2016, cf.
Figures 7.11 and 7.12, respectively). As expected, the distribution of the patients diagnosed before the
change in TNM notation presents only stage 1 cases and no 1A or 1B, while the distributions of patients
diagnosed after 2010 present only 1A and 1B but no stage 1 cases. These results are to be considered
solely registry artifacts and should not considered as clinically relevant.
Another dominant aspect in the pathological results is the differentiation degree of the tumor cells, present
in the descriptions of 4 exceptional subgroups. The subgroup including highly-differentiated cases in the
description (cf. Figure 7.9) has a very positive stage distribution: this is only partly due to the high
degree of differentiation. Since the description of this subgroup also includes the condition alive vital status, most of the positive influence on the stage distribution can be pointed back to the positive survival.
The subgroups with differentiation degree unknown/not applicable/not determined (cf. Figure 7.13) or
poorly-differentiated cells (cf. Figure 7.14), instead, present more negative distributions than the overall
population. All these results are in accordance with the common knowledge around cells’ differentiation.
Since well/highly-differentiated or moderately-differentiated cancer cells are more similar to the normal
cells of the tissue where they begin to grow, they tend to grow and spread more slowly than poorlydifferentiated or undifferentiated cells. The slower a tumor grows and spreads, the better the prognosis,
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Figure 7.16: Clinical results excluding stadium, vitstat, vitfup from the descriptors
the more positive the stage distribution, and vice versa.
Curiously, based on the differences in the subgroups’ pathological distributions, it seems that the unknown class negatively affects more the overall distribution than the poorly-differentiated class. While
both distributions have more stage 2A cases than 1A, which is inverted in the overall population, only
the distribution of the subgroup with unknown diffgr has more high stage (3, 3A, 3B, 3C, 4) cases
than the norm, which is somehow unexpected. Also in this case, as for the survival, the reason might
be sought in the inherent higher severity of not determined cases included in the unknown differentiation degree class. Testing for the cells’ degree of differentiation might be considered superfluous at the
highest tumor stages: if this is the case, many high stage tumors would be classified as not determined,
which could explain the negative influence of unknown diffgr on the stage distribution. The highest
degree, (diffgr = 4), which identifies anaplastic or undifferentiated cells, is not included in this beam’s
results, while we would have expected a more exceptionally negative effect on the stage distribution than
poorly-differentiated or unknown cases. This can be explained by the rarity of this class in our dataset
(fewer than 100 cases), and the adoption of the subgroup size correction in the cosine quality measure
φcd , which penalizes small subgroups. This class is in principle only applicable to unspecified tumors, as
well as to a number of sarcomas; nevertheless, if the pathologist reports “undifferentiated” in the case of
a specified carcinoma, the rule is to code it as diffgr = 3 (poorly-differentiated), which explains its rarity.
As we can conclude from these results and from the validation part (Section 6), the survival and the
stage aspects are highly related, both in terms of vitfup and vitstat, and pathological or clinical stage.
Given this, in these EIDM instances, the inclusion of the two survival attributes among the descriptors
might mask more unexpected exceptionally influential factors. Therefore, in what follows we present the
stage distributions investigation excluding the survival attributes from the descriptors.
Beam search excluding the survival attributes from the descriptors
Re-running both beams with the pathological and clinical stage targets, excluding both vitfup and
vitstat from the descriptors, we retrieve the results displayed in Figures 7.15 and 7.16, respectively.
This time they include exactly the same subgroups in the same order of exceptionality, confirming that
previously the different order was mostly affected by the survival’s attributes influence. Analyzing the
pathological results, once the strong influence of the survival on the stage distributions is excluded, the
most dominant attribute becomes the year of incidence. In this new beam run the two distinct periods of
TNM stage 1 notations, before and after 2010, are almost completely covered by the retrieved subgroup
descriptions. The only missing year of incidence is the last one of our time frame, 2017. Their stage
distribution behavior is consistent with the incidence year subgroups that were already retrieved without
excluding vitfup and vitstat: subgroups with incidence year before 2010 do not present any 1A, 1B
cases, while subgroups with incidence year after 2010 present only stage 1 cases. Since they are caused
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Figure 7.17: Oldest age at diagnosis subgroup

Figure 7.18: Pathological results excluding stadiumc, vitstat, vitfup and incjr from the descriptors

Figure 7.19: Clinical results excluding stadium, vitstat, vitfup and incjr from the descriptors
by the change in TNM notation, these subgroups should not be considered clinically relevant results.
Moreover, while still including the three subgroups described by the different degrees of cell differentiation, the results now show a new factor: the age at diagnosis. The new subgroup includes all those
patients diagnosed at an old age, namely the oldest age at diagnosis class (between 81 and 103 years
old, cf. Figure 7.17). Compared to the overall population, their pathological distribution shows fewer
stage 1, 1A and 1B cases and more stage 2A cases. This implies that their stage distribution is slightly
more negative than the overall population distribution, with patients being diagnosed at a slightly later
stage. This is highly relevant, because it is a first hint towards one of the main factors affecting the
stage distribution: the Dutch national breast cancer screening program. Since in the Netherlands this
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Figure 7.20: Pre-screening age at diagnosis subgroup

Figure 7.21: Pre-screening age at diagnosis subgroup

Figure 7.22: During screening age
Figure 7.23: During screening age Figure 7.24: During screening age
at diagnosis subgroup 1
at diagnosis subgroup 2
at diagnosis subgroup 3
screening program includes only women between the ages of 50 and 75, cases diagnosed at a later age do
not benefit from the biannual check invitation and are more likely to be diagnosed at a later stage.
In order to avoid retrieving the subgroups whose exceptional stage distributions are caused by the change
in TNM editions, one needs to either exclude the year of incidence from the descriptors, or aggregate the
target attribute values by less granular classes. In the first case, the artificial registry-related influence
is treated completely only if vitfup is excluded from the descriptors, since we have concluded that the
change in notation also affects the distributions of the longest and shortest survival patients. In the
second case, a loss of information is caused, since the stage subclasses distinction is lost, but excluding
vitfup from the descriptors is not necessary. We present the first solution in what follows, while Section
7.1.1 introduces the investigation of the aggregated clinical and pathological targets.
Beam search excluding the survival and incidence year attributes from the descriptors
Figures 7.18 and 7.19 display the results of the beams with pathological and clinical stage as targets,
respectively, excluding also the year of incidence from the descriptors. They are very similar. However,
in the clinical results a subgroup is retrieved that is not considered among the 10 subgroups with the
most exceptional pathological distribution. This is the case of the subgroup described by unspecified
topography of the tumor.
Considering the pathological results, we can observe the dominance of the age at diagnosis: it is included
in the description of six subgroups out of ten, of which five were not retrieved in the earlier beam runs.
In this beam, along with the oldest class of age at diagnosis that we already discussed, almost all classes
of age at diagnosis are retrieved. On the one side, we have the patients diagnosed at a pre-screening age
presenting a slightly more negative pathological distribution than the overall population. On the other
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Figure 7.25: Pathological Stage Distribution of
the subgroup with adenocarcinoma NOS

Figure 7.26: Clinical Stage Distribution of the
subgroup with topography breast NOS

side, we have the patients diagnosed during the screening period with a slightly more positive distribution
than the overall population. The only leeft class not retrieved is the one at the turn of the end of the
screening period: age at diagnosis between 73 and 81 years old. This can be explained by the fact that
it includes ages at diagnosis that are both covered and not covered by the screening, and as such their
stage distribution is not affected enough to be considered among the ten most exceptional subgroups.
The distributions of the patients diagnosed at a pre-screening age show more second stage cases than first
stage ones as can be seen in Figures 7.20 and 7.21. The distributions of subgroups with age at diagnosis
during the screening show a higher proportion of first stage cases than second when compared to the
overall pathological distribution (cf. Figures 7.22 to 7.24). All three subgroups include in the description
also the histology of the tumor type of diagnosis: this is due to the use of the closest context algorithm,
which favours more specific descriptions. However, the basisd = 7 condition can be neglected since it
covers more than 90% of cases in the NCR dataset under investigation.
While in this run the pathological results are clearly dominated by the screening effect, a new subgroup is
also retrieved: cases with morphology adenocarcinoma NOS (8140, not otherwise specified). Its pathological stage distribution (cf. Figure 7.25) is more negative than the distribution over the entire population,
showing as mode class 2A and as second most occurring class stage 4. However, it is not clear whether
such a result has to do with the registry aspect of being an unspecified class of morphology or if it can
be deemed clinically relevant. If we consider the results with the clinical target, as anticipated, the only
different subgroup from the pathological ones is described by topography breast NOS (C509, not otherwise specified). Its clinical stage distribution (cf. Figure 7.26) is more negative than the overall one: the
mode class is stage 4, there are more stage 2A cases than 1A and there are more unknown cases. Also
in this case, as for the survival in months distribution, the negative effect of the unspecified topography
might be due to the fact that this class is often associated with a diagnosis based on the histology of a
metastasis, which is the case of stage 4 cases only.

7.1.1

Aggregated Stage Investigation

Another solution to deal with the different TNM editions used during the considered time frame is to
aggregate the target attributes stadium and stadiumc in less granular classes. We decide to group the
stage subclasses into five classes for the pathological stage, stage 1 to 4 and unknown, and into six classes
for the clinical stage, stage 0 to 4 and unknown. The conditions can be seen in Appendix C, Tables C.1
and C.2 for the new pathological attribute stadium1234 and new clinical stadiumc1234, respectively.
Their overall distributions are shown in Figures 7.27 and 7.28.
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Figure 7.27: Overall aggregated pathological
stage incidence distribution

Figure 7.28: Overall aggregated clinical stage
incidence distribution

Figure 7.29: Pathological results excluding stadium, stadiumc and stadiumc1234 from the descriptors

Figure 7.30: Clinical results excluding stadium, stadiumc and stadium1234 from the descriptors
Beam search including all possible descriptors
To be consistent with the rest of the experiments, we start investigating these two new targets including
in the descriptors all variables from Table 5.1 (cf. Section 5.2) apart from the stage attributes. The results of these two beams can be seen in Figures 7.29 and 7.30 for the aggregated pathological and clinical
targets, respectively.
Considering the pathological results, we can conclude that, as expected, the TNM editions’ influence is
treated and no subgroup is described by the year of incidence. Also as expected, the dominance of the
survival attributes is still present: three subgroups include the vital status and two the days of survival.
Trivially, aggregating the targets did not alter the high relation between the tumor stage and the patient
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Figure 7.32: Not alive & histol- Figure 7.33: Not alive & shortest
Figure 7.31: Not alive & unknown
ogy of the tumor type of diagnosis survival subgroup
differentiation degree subgroup
subgroup

Figure 7.34: Alive & highly-differentiated cells subgroup
survival. The aggregated pathological distributions of the subgroups including the not alive cases (cf.
Figures 7.31 to 7.33) are all more negative if compared to the norm, presenting more stage 2 cases than
stage 1: in the overall population’s distribution the opposite occurs. However, from how much the second
part of the distribution is affected (stage classes 3 and 4), we can say that the combination of negative
vital status and unknown diffgr or shortest survival has a stronger negative influence on the stage
distribution than the combination of negative vital status and histology of the tumor type of diagnosis.
This is explained by the fact that basisd = 7 is a very frequent class in our data, which makes it barely
informative or influential. Consistently with the conclusions derived for the negative survival, the subgroup including the alive cases combined with highly-differentiated cells has a very positive aggregated
pathological stage distribution, which is displayed in Figure 7.34.
As in the case of the stadium EIDM instance, another dominant aspect is the cell differentiation, which is
present in the description of seven subgroups. This attribute has a positive effect on the pathological stage
distribution if the cells are highly-differentiated (cf. Figure 7.34). If the cells have either an unknown/not
applicable/not determined or poor degree of differentiation, the pathological distribution is negatively
affected. As we have already shown, this is indeed the case when the unknown differentiation degree is
combined with the negative vital status (cf. Figure 7.31). Figures 7.35 to 7.38 display the rest of the
distributions of the subgroups that present the unknown class in the description. While they all present
more stage 2 cases than stage 1 and in general more stage 4 cases than the norm, only the combinations
with the shortest survival class or the not alive class present more stage 4 cases than 2 (cf. Figure 7.38).
This confirms that the shortest or negative survival negatively affect the stage distribution more than
the other factors the unknown diffgr is combined with.
The distribution of the subgroup with poorly-differentiated cells (cf. Figure 7.39), instead, seems to imply
that diffgr = 3 has a less strong negative impact on the aggregated pathological stage distribution than
the unknown/not applicable/not determined class. While showing fewer stage 1 observations than stage 2,
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Figure 7.35: Unknown differentiation degree &
histology of the tumor type of diagnosis subgroup

Figure 7.36: Unknown differentiation degree &
left lateralization subgroup

Figure 7.37: Unknown differentiation degree &
morphology ductal carcinoma NOS subgroup

Figure 7.38: Unknown differentiation degree &
shortest survival subgroup

Figure 7.39: Poorly-differentiated cells & histology of the tumor type of diagnosis subgroup

Figure 7.40: Oldest age at diagnosis class subgroup

as in the case of unknown diffgr, the amount of late stage cases (classes 3, 4) of the poorly-differentiated
subgroup is more in line with the overall population. This is consistent with what we encounter in the
original pathological stage investigation, however, also in this case it is not clear whether it should be
considered an artifact or a clinically relevant result. Since the TNM editions effect is excluded, in this
beam run we are also able to retrieve the subgroup described by the oldest age at diagnosis class (between
81 and 103 years old). This implies that, thanks to the aggregation, we are able to identify the screening
effect without restricting the descriptors set. The aggregated pathological distribution of this subgroup
can be seen in Figure 7.40 and presents a much smaller number of stage 1 cases than in the overall
distribution. As we have already mentioned, being outside of the screening period, these women are more
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Figure 7.41: Clinical Aggregated Stage Distribution of the subgroup with morphology lobular carcinoma NOS

Figure 7.42: Clinical Aggregated Stage Distribution of the subgroup with histology of a
metastasis type of diagnosis

likely to be diagnosed at a slightly later stage than the overall malignant breast cancer population.
Considering the clinical results (cf. Figure 7.30), we can see that in the case of aggregated targets they
differ from the pathological ones slightly more than in the case of the original stage attributes. Even if
overall the aggregated pathological and clinical results have similar subgroups, the exceptionality order is
different and the descriptions are more specific in the pathological case. The different exceptionality order
is likely due to the inherent higher level of severity of pathological cases, while it is not clear why the level
of specificity of the descriptions is altered. Moreover, among the clinical results we find two factors that
are not considered among the 10 most exceptional in the aggregated pathological investigation. On the
one side the morphology adenocarcinoma NOS (8140, not otherwise specified) that was already present
in the results of the beam with the original pathological stage excluding the survival attributes from
the descriptors. Also in this case, this morphology has a negative impact on the stage distribution (cf.
Figure 7.41), however, it is not clear why. We note that, aggregating the target we are able to retrieve
this exceptional subgroup without excluding the survival attributes from the descriptors. On the other
side, completely new is the subgroup with histology of a metastasis as base for diagnosis, whose clinical
stage distribution can be seen in Figure 7.42. This can be explained by the fact that the presence of
metastases already implies a high level of severity of the primary tumor from which they originated. Since
the M component of the TNM staging system accounts for the presence or absence of metastases, and
the highest stage (class 4) is assigned when they are present, the stage distribution is clearly negatively
affected if the diagnosis was made on a metastasis.
Beam search excluding the survival attributes from the descriptors
Following the reasoning we adopted in the previous section for the non aggregated targets, we re-run
the two beams excluding from the descriptors the vitstat and vitfup attributes. In this case, since
the TNM effect has been treated aggregating the targets, we expect the results to be dominated by the
effect of the screening program. The pathological results can be seen in Figure 7.43, while the clinical
are displayed in Figure 7.44. As expected, the pathological results are dominated by the age at diagnosis
classes related to prior, during or after screening age at diagnosis. The influence on the stage distribution
is also consistent with the results retrieved for the original targets: being diagnosed at an age which
is excluded from the national screening program slightly negatively affects the pathological stage, while
being diagnosed at an age covered by the screening slightly positively affects it. As examples of negatively
and positively affected distributions we show the subgroup with age at diagnosis between 15 and 44 years
old in Figure 7.45 and the one with age at diagnosis between 70 and 73 years old in Figure 7.46. Here
too, the age class at the turn of the end of the Dutch breast cancer screening program is not included in
the 10 subgroups with the most exceptionally diverging pathological stage distribution.
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Figure 7.43: Pathological results excluding stadium, stadiumc, stadiumc1234, vitstat and vitfup
from the descriptors

Figure 7.44: Clinical results excluding stadium, stadiumc, stadium1234, vitstat and vitfup from the
descriptors

Figure 7.46: During screening age at diagnosis
subgroup

Figure 7.45: Pre-screening age at diagnosis subgroup

Moreover, two new subgroups are retrieved, including in the descriptions the morphology lobular carcinoma (8520). This morphology identifies those malignant breast cancers that arise in the milk-producing
glands, the lobules of the breast, which is in general a less common area than the ducts (the mode morphology class is ductal carcinoma, 8500). If compared to the overall population, both distributions (cf.
Figures 7.47 and 7.48) show fewer pathological stage 1 cases than 2. Thus, we can conclude that having
morphology lobular carcinoma slightly negatively affects the pathological stage distribution. However,
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Figure 7.48: Morphology lobular carcinoma &
histology of the tumor type of diagnosis subgroup

Figure 7.47: Morphology lobular carcinoma &
topography overlap subgroup

Figure 7.49:
Clinical Aggregated Stage Distribution of
the subgroup with moderatelydifferentiated cells & oldest age
at diagnosis class - after screening

Figure 7.50:
Clinical Aggregated Stage Distribution of
the subgroup with moderatelydifferentiated cells & morphology
ductal carcinoma NOS & histology of the tumor type of
diagnosis

Figure 7.51:
Clinical Aggregated Stage Distribution of
the subgroup with moderatelydifferentiated cells & within
screening age at diagnosis class

it is not clear why this is the case. Moreover, based on the different numbers of stage 3 cases of the
two subgroups’ distributions, it seems that having this morphology combined with topography overlap
(C508) has a more negative effect than having it combined with histology of the tumor basis of diagnosis.
On the one side this might be due to the fact that the more extensive the tumor is, the higher its severity
and the more negative the stage distribution. On the other side, as we have seen, the base of diagnosis class histology of the tumor covers most of the observations in our data, hence it is not much influential.
If we consider the results with the clinical target (cf. Figure 7.44), the first four subgroups in exceptionality
order are the same as in the pathological investigation. The order is more similar than in the previous
beam, since we excluded the survival effect. However, the descriptions are not identical as it was in
the case of the original stage targets. In the clinical results, in fact, three subgroups are retrieved
whose description includes the differentiation degree 2, i.e. moderately-differentiated cells. This confirms
that the differentiation degree is an influential factor in terms of changes in stage distribution. The
aggregated clinical stage distributions of these three subgroups can be seen in Figures 7.49 to 7.51. While
the subgroup with the combination of moderately-differentiated cells and the highest age at diagnosis
class has a slightly more negative clinical stage distribution than the overall population, the other two
have slightly more positive ones. This is consistent with the general knowledge on cells differentiation and
on the national screening program effect. The more the cells are differentiated, the better the prognosis,
the better the stage distribution. However, if it is combined with an old age at diagnosis class, not covered
by the screening program, the positive effect of the moderate degree of differentiation is masked by the
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Figure 7.52: Clinical Aggregated Stage Distribution of the subgroup with topography breast NOS
stronger negative effect of being old and outside the screening program. Among the clinical results we
also find the topography in the description of one subgroup, however, in this case the class is breast NOS
(C509, not otherwise specified) instead of breast overlap (C508) as it was for the pathological results.
Also in this case the stage distribution (cf. Figure 7.52) is negatively affected, nevertheless, the reason
behind it is different than in the case of breast overlap topography. In this case the worse clinical stage
distribution is likely due to the prevalence among the C509 class of serious tumor cases for which the
diagnosis was made through the histology of a metastasis.

7.1.2

Conclusive Summary

From the experiments on the original kern stage attributes, we can conclude that the main attributes exceptionally affecting the stage distributions, both clinical and pathological, are the survival, the incidence
year, the differentiation degree of the cells and the age at diagnosis. Apart from the incidence year, which
is just a registry artifact caused by the change in TNM notation introduced in 2010, all these results can
be considered relevant and in line with the common knowledge on breast cancer. In particular, the factors very low or short survival, poor or unknown differentiation grade, and age at diagnosis not covered
by the national screening have an exceptionally negative influence on the stage distributions. On the
contrary, the factors very high or long survival, highly-differentiated cells, and age at diagnosis covered
by the screening have instead an exceptionally positive influence on it. These results are confirmed by
the aggregated investigations: once the TNM inconsistencies are treated, the most dominant attributes
in the results are still the two survival ones, the differentiation degree and the age at diagnosis, with the
same conditions on their values and the same influence on the stage distribution.

7.2

Incidence Distribution by Topography

The specific tumor topography (topog) is another aspect of the tumor that is stored in the kern table of
the NCR, which conveys highly detailed information on the site of the tumor. Based on the ICDO 3rd
edition standard [30], in the case of cancers developing in the breast area there are nine sub-localization
classes, which can be seen in Appendix B, Table B.5. The last class, breast NOS (C509), includes those
breast cancer cases for which more specific information on the sub-localization is not available, namely
NOS or “not otherwise specified”. Using topog as target, this EIDM instance aims at discovering those
subgroups for which the topography distribution is exceptionally diverging from the one on the entire
population. The overall incidence distribution among these topography classes can be seen in Figure
7.53; the mode class happens to be the one referring to upper-outer quadrant of the breast (C504) cases.
Along with the second mostly occurring category, overlapping lesion of the breast (C508), these two
classes account for more than 50% of all malignant breast cancer cases during this time period. For the
other categories, the single percentages of coverage do not reach 10% of observations, which means that
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Figure 7.53: Overall topography incidence distribution

Figure 7.54: Topography results including all descriptors

Figure 7.55: Histology of a metastasis subgroup
they all are less common in our time frame.
To identify breast cancer subgroups with exceptional topography incidence distributions we run a beam
search with all the selected attributes from Table 5.1 (Section 5.2) among the descriptors. The results
(cf. Figure 7.54) show a dominance of the following descriptors: stage, both clinical and pathological,
present in six descriptions, basis for diagnosis present in three descriptions, and survival, both in terms
of vital status and days of survival, present in three subgroups. More specifically, the most exceptional
subgroup identifies those patients whose tumor was diagnosed through the histology of a metastasis.
The distribution of these cases (cf. Figure 7.55) has most observations in the breast NOS topography
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Figure 7.56: Clinical stage 4 sub- Figure 7.57:
subgroup
group

Figure 7.58: Unknown differentiClinical stage 3B ation degree & histology of the tumor type of diagnosis & pathological stage 3A subgroup

Figure 7.60: Not alive & histology
Figure 7.59: Not alive & unknown of the tumor type of diagnosis & Figure 7.61: Not alive & shortest
survival subgroup
differentiation degree subgroup
pathological stage 3C subgroup

Figure 7.63: Clinical stage 1A
Figure 7.62: Clinical stage 1A &
Figure 7.64: COROP Groot Rijn& morphology ductal carcinoma
pathological stage 1A subgroup
mond subgroup
NOS subgroup
class (C509). The explanation is quite intuitive: if a patient’s primary tumor in the breast was diagnosed through a metastasis somewhere else in the body, it follows that he/she would be more likely to
have an unspecified topography of the primary tumor. We do not focus our attention on the descriptions including the class 7 of this same descriptor, basis for diagnosis histology of the primary tumor;
as we have mentioned, it describes most of the cases in our data and it is barely informative or influential.
If we group the other subgroups by specific types of divergence in distribution from the norm, we can
identify six subgroups whose distributions have more cases of overlap (C508) and less upper-outer (C504)
than the overall breast cancer population (cf. Figures 7.56 to 7.61). The descriptions of this subset of
subgroups include the following factors: high stages, both clinical (classes 4, 3B) and pathological (classes
3A, 3C), not alive vital status, the shortest period of survival, and unknown/not applicable/not determined differentiation degree of the cells. If we assume that having more overlap lesions implies having
more serious cases, which is fairly reasonable from a medical perspective, then all these conditions seem to
have a negative influence on the overall topography distribution. In this sense, we can quite easily justify
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Figure 7.65: Topography results with the single descriptor COROP regions
the high stages and the adverse survival. Given how the TNM staging system works, the higher the stage,
the bigger the size of the primary tumor and the more the chances of having an overlap sub-localization.
In the same way, the more adverse the survival, the more serious the tumor, the higher the chances of
having a more dangerous topography than the norm. However, it is less easy to interpret the negative
impact of having an unknown/not applicable/not determined degree of differentiation of the tumor cells
on the topography incidence distribution. As in the other incidence distributions investigations, this behavior might be caused by the cases in which the differentiation degree has not been determined, included
in the unknown class. In this sense, one could assume that the more serious the tumor, the lower the
chances of having the degree differentiation determined, the worse the topography distribution.
Following the same assumption, we could conclude that a subgroup’s description has a good influence
on the topography distribution, if its topography distribution has fewer overlap cases (C509) than the
overall population. Under this category only three of the retrieved subgroups fall: two described by early
stages (1A), both pathological and clinical, and one by a specific COROP region (Groot-Rijnmond). The
two subgroups including the early pathological and clinical stage 1A cases present some redundancy (cf.
Figures 7.62 and 7.63, respectively). This is due in part to the inclusion of both stadium and stadiumc
in the descriptors, in part to the mode morphology class, ductal carcinoma NOS (8500, not otherwise
specified). For these two subgroups the positive influence interpretation can be justified in the same way
as we justified the high stages negative influence. Given how the TNM staging system works, the lower
the stage, the smaller the size of the primary tumor and the lower the chances of having an overlap sublocalization. For the subgroup including those patients living or being diagnosed in the Groot-Rijnmond
region, instead, the interpretation is less straightforward. Its distribution shows even fewer overlap cases
than the early stage subgroups (cf. Figure 7.64), which might suggest an even stronger positive influence
of this region on the topography. This COROP region includes the municipality of Rotterdam, where we
could assume better prevention is provided; in this sense we could justify the more positive topography
distribution. However, the Groot-Rijnmond COROP includes also some industrial municipalities, where
we could assume the presence of cancer risk factors, which on the contrary should have a negative impact
on the topography distribution. Since this last result is somehow confusing, we take this opportunity to
illustrate in the following Section another way of using the EIDM approach.

7.2.1

Single Descriptor Investigation

So far, both in the validation part (cf. Section 6) and in the previous experiments, we have been investigating the target attributes in the least supervised way possible, always starting with the most complete
set of descriptors possible. However, in some instances the interest might be in extracting more specific
exceptionalities from the data: this can be achieved selecting a much more restricted set of descriptors.
For example, if we include only one attribute among the descriptors a1 , the results are ensured to be
described only by conditions on its values in descending order of their effect on the target distribution.
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Figure 7.67: Topography distribution of the
cases from COROP Arnhem/Nijmegen subgroup

Figure 7.66: Topography distribution of the
cases from COROP Overig Zeeland subgroup

Given that in the previous experiment the third subgroup in order of topography distribution exceptionality was described by a specific COROP region, we might be interested in investigating where else in
the Netherlands the topography distribution is diverging. Retrieving other COROP regions exceptionally
affecting the topography distribution could help understanding the reasons behind this pattern. Thus,
using as target topog and as descriptor only COROP, the goal of this EIDM instance is to provide a ranking
of the COROP regions by topography distribution exceptionality. Figure 7.65 displays the results of this
beam run.
We present only the distributions of the three most exceptional subgroups. This is because the exceptionality scores of the other regions are much lower even if the subset dimensions are not much smaller,
which means that they are not diverging much from the overall topography. As we have seen, the most
exceptional COROP region in terms of topography distribution is Groot-Rijnmond (cf. Figure 7.64) with
much fewer overlap cases than the norm. The second COROP region in order of exceptionality, Overig
Zeeland, includes even fewer overlap cases than the subgroup from Groot-Rijnmond (cf. Figure 7.66). Its
second place in order of exceptionality is due to the much smaller subset of cases in our data coming from
Overig Zeeland (3010  14105) and the adoption of the subgroup size correction in the quality measure
φcd . The topography distribution of the third region in order of exceptionality, instead, presents more
overlap cases than upper-outer (the overall mode class). This is the case of COROP Arnhem/Nijmegen
(cf. Figure 7.67). Thus, if we adhere to the same reasoning we followed for the other descriptors in the
previous section, the first two COROP regions have an exceptionally positive topography distribution,
while the third one has an exceptionally negative influence on it. However, it is not clear whether or not
these results are clinically relevant, given that there might be some differences at geographical level in
the adoption of the topography classes by the doctors and data managers who enter the information in
the NCR.

7.2.2

Conclusive Summary

Assuming that overlap lesions are more serious than the other topography classes, from the experiments
using as target the topography incidence distribution we can conclude that the main attributes exceptionally affecting it are stage, survival, differentiation grade and COROP region. From an initial generic
investigation using all the available descriptors, the topography distribution is negatively influenced by
the factors high stage, low or short survival, and unknown differentiation degree. On the contrary, it
is positively affected by the factors early stage and Groot-Rijnmond COROP region. From a second
beam using only the descriptor COROP, it resulted that also the COROP Overig-Zeeland has a positive
influence on the topography distribution, while the cases from the COROP Arnhem/Nijmegen have an
exceptionally negative topography distribution. Even if the reasons behind these geographical topography
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Combined Value
0-0
0-1
0-2
0-3
0-4
0-9

Combined Meaning
Alive, Stage 0
Alive, Stage 1
Alive, Stage 2
Alive, Stage 3
Alive, Stage 4
Alive, Unknown
Stage

Combined Value
1-0
1-1
1-2
1-3
1-4
1-9

Combined Meaning
Not Alive, Stage 0
Not Alive, Stage 1
Not Alive, Stage 2
Not Alive, Stage 3
Not Alive, Stage 4
Not Alive, Unknown
Stage

Table 7.2: Meaning of the combined target attribute vitstat!stadiumc1234 classes

Figure 7.68: Overall combined incidence distribution by vital status and aggregated pathological stage

Figure 7.69: Overall combined incidence distribution by vital status and aggregated clinical
stage

exceptionalities are not clear, this EIDM instance gives us the opportunity to present a more targeted
way of using the EIDM approach.

7.3

Incidence Distribution by Vital Status and Stage

Sections 6 and 7.1 illustrated how the survival and stage distributions are highly related to each other
and share most of the main influential factors. A way to investigate the influence of these factors on
both incidence distributions at the same time is to use their combined incidence distribution as target
concept. Therefore, we decide to use as combined target attributes vitstat and either the aggregated
pathological stage stadium1234 or the clinical stadiumc1234, which have been introduced in Section
7.1.1. The combined classes’ legend can be seen in Table 7.2. We note that in the case of pathological
stage there are no stage 0 cases, hence both classes [Alive, Stage 0] and [Not Alive, Stage 0] are not
present in the pathological combined distribution. The overall combined distributions with the vital
status are presented in Figures 7.68 and 7.69 for the pathological and clinical stage, respectively. These
distributions show in the left part the stage distribution for the portion of patients with positive vital
status, while in the right part the stage distribution for those with negative vital status.
These EIDM instances would answer questions of the type: which cancer sub-populations present an
exceptional vital status per stage distribution? The idea is that we should be able to identify in one run
not only those factors that affect both survival and stage of patients, even if their influence is different on
the two, but also those that influence only one of the two. In the case of malignant breast cancer patients,
we know from Section 6.1 that the vital status is mostly negatively affected by an old age at diagnosis
or an unknown/not applicable/not determined differentiation degree of the cells, not taking into account
the stage and length of survival. From Section 7.1.1, we know that also the aggregated stage is mostly
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Figure 7.70: Results with combined target vital status per pathological stage, excluding vitfup,
stadiumc, stadium, stadiumc1234

Figure 7.71: Results beam search with combined target vital status per clinical stage, excluding vitfup,
stadiumc, stadium, stadium1234
affected by the age at diagnosis, or by the differentiation degree of the cells, if we don’t consider the vital
status and the length of survival. However, their influence on the stage is slightly different than their
influence on the vital status. In the case of the age at diagnosis, the influence on the stage is negative
if it is not covered by the screening program and positive otherwise. Moreover, highly or moderatelydifferentiated cells positively affect the stage distribution, while poor or unknown differentiation degrees
have a negative effect on it.
In both combined beam search, we include in the descriptors all selected variables from Table 5.1 (cf.
Section 5.2) apart from the survival and stage variables, given their high relation to the targets. The results of the beam runs with combined target vital status and aggregated pathological stage or aggregated
clinical stage are shown in Figures 7.70 and 7.71, respectively. The subgroup descriptions are exactly the
same. However, their order is slightly altered, which might be caused by the inherent worse prognosis of
pathological cases, to which the stage is assigned after surgery. Thus, consistently with the rest of the
experiments, we analyze the pathological results, keeping in mind that very similar conclusions follow for
the clinical counterpart.
Most of the expected factors are included in the pathological results: not only the ones influencing both
targets, but also most of the ones influencing only one of the two distribution’s components. Grouping
the subgroups by type of influence, we begin by describing those subgroups for which both parts of the
combined distribution are negatively affected. In these subgroups not only the vital status distribution
is more negative, with fewer cases in the first half of the combined distribution when compared to the
overall, but also the inner stage distributions of the alive and not alive cases are more negative, with
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Figure 7.73: Poorly-differentiated cells & old
age at diagnosis subgroup

Figure 7.72: Oldest age at diagnosis subgroup

Figure 7.74: Old age at diagnosis Figure 7.75: Unknown differenti- Figure 7.76:
Adenocarcinoma
subgroup
ation degree subgroup
NOS subgroup

Figure 7.77: Youngest age at diagnosis subgroup

Figure 7.78: Young age at diagnosis subgroup

a higher number of occurrences in late stage classes. This is, as expected, the case of the subgroups
including in the description either age at diagnosis older than 73, or unknown/not applicable/not determined differentiation degree of the tumor cells, or morphology adenocarcinoma NOS (not otherwise
specified). While in both subgroups with leeft > 78 years old the vital status distribution is inverted
(cf. Figures 7.72 and 7.73), in the other three subgroups of this set the vital status is more balanced
(cf. Figures 7.74 to 7.76). This reflects the stronger influence that a very old age has on the vital status
when compared to the other factors of these subgroups, namely younger but still old age at diagnosis,
unknown/not available/not determined differentiation degree and morphology adenocarcinoma NOS (not
otherwise specified).
The two subgroups described by the age at diagnosis class before screening (younger than 50 years old),

61

Figure 7.79:
group

Highly-differentiated cells sub-

Figure 7.80: Poorly-differentiated cells & histology of the tumor type of diagnosis subgroup

Figure 7.81: More than one primary tumor registered in the NCR subgroup
while showing a more positive vital status, present a more negative stage distribution (cf. Figures 7.77 and
7.78). This is somehow curious: as we have seen, being diagnosed at a younger age than the start of the
screening (50 years old) has a slightly negative influence on the overall stage distribution. However, even
if being diagnosed early in life has intuitively a positive effect on the overall survival, such an influence was
not retrieved in the separate vitstat investigation’s results. Moreover, since the factor age at diagnosis
covered by the screening has only a slightly positive effect on the aggregated stage distribution, but no
effect on the survival status, in this beam run no such subgroup was retrieved. This is another example
of the different influence that the age has on the two combined distribution’s components. However, since
we retrieved a subgroup described by a factor affecting only the vital status (cf. Figure 7.81) and one
described by a factor affecting only the stage (cf. Figure 7.80), we would expect to be able to retrieve
also the during screening age classes with a larger beam. These two subgroups are discussed later in the
text.
The only subgroup distribution positively affected in both components, survival and stage, belongs to
highly-differentiated cells cases (cf. Figure 7.79). This is curious: while this result was retrieved among the
10 most exceptional subgroups in the investigation of stadium1234 alone, it was not in the investigation
of vitstat. From the separated investigations, we concluded that the differentiation degree influences
the stage distribution both when it is high and low or unknown; the survival distribution, instead, is
only negatively affected by the unknown class. However, from the combined distribution it seems that
the vitstat component is indeed also affected positively by highly-differentiated cells. The different
influences of diffgr retrieved in the separate investigations result clearer in the combined distributions
of the two subgroups including the poorly-differentiated cells. In these subgroups the poorly-differentiated
factor by itself is not enough to alter the survival component, consistently to what was concluded from
62

the separate investigations. If it is combined with the oldest age at diagnosis class then both components
are affected (cf. Figure 7.73), but if it is combined with histology of the tumor type of diagnosis, which
as we have seen is hardly informative, then only the stage component is negatively affected (cf. Figure
7.80). Lastly, there is the subgroup whose distribution is affected only in the survival component. This
is the subgroup including the cases with more than one primary tumor (cf. Figure 7.81), whose stage
component is not altered while the survival is negatively affected.

7.3.1

Conclusive Summary

From the analysis of the combined incidence distribution by vital status by stage, we can conclude that
not only are the results in line with the ones retrieved singularly with target vital status or pathological
aggregated stage, but also have new factors been retrieved, adding something to the separate single-target
EIDM approaches. This provides supporting evidence for the efficiency of the bi-dimensional approach
when the goal is to investigate two highly related attributes at the same time. More specifically, with
one beam round alone we are able to conclude that:
• old age at diagnosis negatively affects the survival, while young age at diagnosis positively affects
it. The latter was not retrieved in the survival-alone experiment;
• age at diagnosis pre or post-screening slightly negatively affects the stage. In this combined experiment age at diagnosis during screening was not retrieved;
• unknown/not applicable/not determined degree of differentiation and morphology adenocarcinoma
negatively affect both the survival and the stage, while highly-differentiated cells positively affects
both. The latter was not retrieved in the survival-alone experiment;
• poorly-differentiated cells slightly negatively affects the stage, but not the survival status;
• more than one primary tumor registered in the NCR negatively affects the survival, but not the
stage.
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Chapter 8

Conclusions and Future Research
The goal of this master’s thesis project is to investigate how to extract interesting, understandable and
actionable patterns from the Netherlands Cancer Registry (NCR) using data mining techniques. In the
context of cancer surveillance, these insights could shed light on which cancer sub-populations could benefit from extra prevention and control measures, or trigger new data-driven research questions. To make
the first steps towards these goals, we investigate suitable descriptive local pattern mining approaches,
both unsupervised and supervised. After an extensive literature review on their application on cancer
registry data or similar, we decide to focus on those supervised techniques that are underrepresented in
existing literature. Adopting the exceptional model mining framework introduced by Leman et al. [15] in
2008, we propose the Exceptional Incidence Distribution Mining (EIDM) approach to extract exceptional
cancer incidence patterns from the NCR.
(a) Which descriptive techniques have been developed within the data mining community to extract interesting patterns, possibly ranking their interestingness?
To answer the first sub-research question (a), we investigate the suitability of the unsupervised frequent
itemset mining (FIM) and association rule mining (ARM), and of the supervised emerging pattern mining
(EPM), contrast set mining (CSM), subgroup discovery (SD) and exceptional model mining (EMM) (cf.
Section 2.2). They all have two highly relevant characteristics in the context of medical data mining: they
provide results in the easily interpretable form of conditions on the attributes values, and they include an
inherent notion of interestingness of the patterns retrieved. In order to be actionable the results should
not only be comprehensible to a medical professional, but also provide a measure of how much of interest
they are. However, the flexibility of both the interestingness notion and the data types supported are
not consistent in all techniques, with the supervised approaches being in general more flexible than the
unsupervised, and thus preferred. Moreover, among the former, EPM is the least suitable since it aims
at discovering patterns from distinct time intervals in time stamped data, which is not specifically the
case of the NCR.
(b) Which descriptive techniques have been used in the literature within the medical domain on cancer
registry data or similar?
To answer the second sub-research question (b), we investigate in the literature the application of these
techniques on cancer registries or similar medical data (cf. Section 2.3). Both unsupervised and supervised descriptive local pattern mining approaches have proven to be a valid solution to many medical
goals, ranging from diagnosis, prognosis and treatment enhancement, to investigating the leading causes
of cancer development. The unsupervised FIM and ARM are usually employed to study the associations
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between risk factors or determinants and survival or recurrence outcomes of specific types of cancer [19],
[20]. For example, the supervised SD has been used to automatically select a diagnostic test for a patient
[24], or to identify sub-populations with very low or very high survival [25]. We also discuss a notable
paper that employs both the unsupervised ARM and the supervised CSM [21]. This work investigates on
the one side the dynamics behind cancer development in general, and on the other side the similarities
and differences between distinct sub-populations based on the type of cancer. From the results of this
review, we can conclude that the least researched techniques in terms of medical application belong to
the supervised class. More specifically, to the best of our knowledge, the most recent of them, EMM, has
never been applied on medical registry data. Thus, based on the results of these first two sub-research
questions (a+b), in the rest of the study we decide to adopt the EMM framework (cf. Section 3).

(c) How to investigate interesting breast cancer incidence patterns, with supervised local pattern mining
techniques, in order to direct research and enable intervention?
i. How to investigate exceptional breast cancer incidence patterns in any segment of the Dutch
cancer-diagnosed population, which are defined in terms of features or combination of features,
including demographic factors, spatial and temporal factors, diagnostic factors and health care
delivery factors, using the EMM framework?

To answer the third sub-research question (c), and its specification i., we introduce the EIDM approach
(cf. Section 4), which is based on the EMM framework introduced by Leman et al. [15], and aims at
extracting exceptional cancer incidence patterns from the NCR. Specifically, as model class we adopt
absolute frequency distributions, and as quality measure we employ an adapted version of the cosine
distance. The more a subgroup’s target incidence distribution diverges from the overall distribution, the
more the subgroup is deemed exceptional. A very important factor when the goal is to direct research and
enable intervention is the reliability of the results: how confident are we that the results are not retrieved
just because they occurred at random? In this study we include the subgroup’s dimension in the quality
measure to ensure that smaller subgroups are penalized, but adopting a more refined statistical test could
increase the reliability and actionability of the results. Thus, further research should investigate other
types of entropy corrections or more complex quality measures.
Both in the validation and in the experiments parts (cf. Sections 6 and 7), we focus on the extraction of
exceptional breast cancer incidence patterns from a subset of the kern table of the NCR, which includes
the WHO-approved minimal attribute set for cancer registries (cf. Section 5). To allow the investigation
of any segment of the breast cancer-diagnosed population, the incidence distribution model supported
by the EIDM approach can be defined either by a specific target attribute among this set, or by the
combination of two categorical target attributes. Given the variety of features included in the kern table
of the NCR (cf. Appendix A, Table A.1), other, more complex model classes could be investigated. For
example, in the case of the survival time aspect, vitfup, we compare our approach to the one discussed
in Section 2.3.2 by Park et al. [25] (cf. Section 6.2). While both approaches employ the months of survival distribution as target, and extract known cohorts of exceptionally long or short survival, this target
distribution is highly influenced by the registration process, since the survival status is checked annually.
Thus, the survival investigation could benefit from a more advanced and commonly adopted type of
model, such as for example the Kaplan-Meier survival function.
Analyzing the clinical relevance of the results of all EIDM instances investigated in this study, we can
conclude that the proposed approach successfully identifies subgroups with exceptionally diverging incidence distributions. In fact, none of the patterns retrieved are contradictory to breast cancer common
knowledge or counterintuitive, nor in the case of single target incidence distributions nor in the case of
combined ones. For example, adopting the survival status and the stage distribution as target concepts,
we prove not only that the results from the combined investigation (cf. Section 7.3) are in accordance with
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the results of the two distinct single-target investigations (cf. Sections 6.1 and 7.1.1, respectively), but
also that the combined approach may add extra insights to the single-target EIDM instances. Since we
experiment mostly with the survival, stage and topography aspects among the breast cancer malignant
cases, further research should be conducted investigating other targets-descriptors combinations, in the
context of both breast cancer and other cancer types.
Most of the retrieved subgroups, however, while being correctly identified as exceptional, present a somehow limited degree of interest: they are in fact mostly due to some registry artifact or, if clinically relevant,
commonly known within the medical community and thus hardly surprising. From an actionability perspective, this could be perceived as a significant drawback, given that the end goal of cancer surveillance
is to provide a data-driven way to direct future research and novelty is a key part of it. The low level of
interest of the clinically relevant results is likely due to the limited and highly related set of attributes
available in the kern table of the NCR. Further experiments should investigate the use of a wider set of
attributes from the tumor specific tables, in an attempt to increase the novelty of the results. The trivial
results that can be pointed back to some registry artifact, instead, are caused by the high granularity of
the data due to the continuously changing classification standards and inconsistencies in the registration
process over time. Applying the EIDM approach on smaller, less heterogeneous sub-populations than the
one we used, could ensure a higher amount of clinically relevant patterns and less registry artifact-related
results. Thus, further research should also be targeted at reducing the effects of the high heterogeneity
of the data.
For example, in the case of breast cancer research in the Netherlands, the Health Council has recommended more efforts towards a more targeted national screening program, possibly extending it also to
women younger than 50 years old [34]. To do so, women at high risk of contracting breast cancer should
be identified. Since the NCR only includes information on the diagnosed cases, it is not possible to
talk about risk without integrating it with information on the healthy cases. However, with the EIDM
approach, one could restrict the cases to women diagnosed with malignant breast cancer between 45 and
50 years old, and use as target either the incidence distribution by survival or by stage. Employing a sufficiently large set of tumor specific descriptors, these EIDM instances could extract the characteristics of
those breast cancer diagnosed women that present a worse stage or survival distribution when compared
to the norm for their age, which could be seen as a step towards identifying the high risk cases.
In conclusion, while providing a first tool for the extraction and investigation of exceptional incidence
patterns from the kern table of the NCR, extra work is needed in order to reduce the impact of the high
granularity of the data, increase the level of novelty and reliability of the results and effectively employ
the EIDM approach as the basis for formulating research questions and enabling cancer intervention.
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subgroup discovery: experiments in brain ischaemia data analysis. Applied Intelligence, 27(3), 205217 (2007) 11
[23] Atzmueller, M., Puppe, F. and Buscher, H., Exploiting background knowledge for knowledgeintensive subgroup discovery. Proceedings of the 19th international joint conference on Artificial
intelligence 647-652 (2005) 11
[24] Mueller, M., Rosales, R., Steck, H., Krishnan, S., Rao, B., and Kramer, S., Subgroup discovery
for test selection: A novel approach and its application to breast cancer diagnosis. International
Symposium on Intelligent Data Analysis Springer, (2009) 11, 65
[25] Park, J., Park, S. and Yoo, J., Finding characteristics of exceptional breast cancer subpopulations
using subgroup mining and statistical test. Expert Systems with Applications 118: 553-562 (2019)
11, 27, 37, 65
[26] Scheerder, M., Mining exceptional descriptive patterns in attributed spatio-temporal datasets. Unpublished Master’s Thesis Dissertation, Eindhoven University of Technology, Department of Mathematics and Computer Science, https://tue.on.worldcat.org/oclc/1104684251 (2019) 18
[27] Klösgen, W., and Zytkow, J. M., Handbook of data mining and knowledge discovery. Oxford University Press, Inc. (2002) 14
[28] Kaytoue, M., Plantevit, M., Zimmermann, A., Bendimerad, A., Robardet, C., Exceptional Contextual Subgraph Mining. Machine Learning, 106(8):1171-1211 (2017) 10, 17, 28
[29] van Leeuwen, M. and Knobbe, A., Diverse subgroup set discovery. Data Mining and Knowledge
Discovery, 25(2):208-242, (September 2012) 17, 28
[30] Fritz, A., Percy, C., Jack, A., Shanmugaratnam, K., Sobin, L. H. et al., International classification
of diseases for oncology 3rd ed. World Health Organization (2000) 21, 22, 23, 54
[31] Gospodarowicz, M. K., Brierley, J. D., and Wittekind, C., TNM classification of malignant tumours
8th ed. John Wiley & Sons (2017) 22, 23, 40
[32] Eurostat Portal, NUTS – Nomenclature of territorial units for statistics – Overview, https://ec.
europa.eu/eurostat/web/nuts/background [last accessed May 2019] 21
68

[33] Wikipedia, COROP Regions, https://en.wikipedia.org/wiki/COROP [last accessed May 2019]
22
[34] Rijksinstituut voor Volksgezondheid en Milieu, Bevolkingsonderzoek borstkanker loont, https://
www.rivm.nl/nieuws/bevolkingsonderzoek-borstkanker-loont [last accessed June 2019] 66

69

Appendix A

Original Kern Attributes
Attribute
patientID
incjr
inc month
episode
gesl
leeft
vitstat
vitfup
is dead
topo
sublok
topog
later
morf
gedrag
diffgr
tumorsoort
basisd
ct
cn
cm
pt
pn
pm
stadiumc
stadium
ceod
peod
lyond
lypos
zid count
COROP
PROVINCIE

Description
1-1 map of the registry patient identification key
incidence year
incidence month
type of episode
gender
age at incidence
vital status
survival in days
Boolean for whether a death date is recorded or not
topography (3 digits)
sublocalization
topography (4 digits)
lateralization
morphology
tumor behavior
differentiation grade/degree
tumor type
diagnosis confirmation method
clinical tumor stage (TNM)
clinical nodes stage (TNM)
clinical metastatic stage (TNM)
pathological tumor stage (TNM)
pathological nodes stage (TNM)
pathological metastatic stage (TNM)
clinical TNM stage
pathological TNM stage
clinical EoD stage
pathological EoD stage
number of lymph nodes examined
number of lymph nodes retrieved positive
number of records in the NCR
COROP regions (NUTS3)
Provinces (NUTS2)

Table A.1: Complete set of NCR attributes included in the kern table
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Appendix B

Selected Categorical Attributes
Legends
Table B.1: Vital Status classes (attribute vitstat)
Value
0
1

Meaning
Alive
Not Alive

Table B.2: Lateralization classes (attribute later)
Value
1
2
3
9
X

Meaning
Left
Right
Both
Unknown
Not applicable

Table B.3: Differentiation grade classes (attribute diffgr)
Value

Grade

1

Grade I

2

Grade II

3

Grade III

4

Grade IV

9

X

Meaning
well-differentiated
Differentiated, NOS
moderately-differentiated
Moderately well-differentiated
Intermediate differentiation
poorly-differentiated
Undifferent
Anaplastic
Grade or differentiation unknown,
not applicable or not determined
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Table B.4: Basis for diagnosis classes (attribute basisd)
Value
0

Meaning
Death certificate
only

1

Clinical

2

Clinical
investigation

4

Specific tumor
markers

5

Cytology

6

Histology of a
metastasis

7

Histology of a
primary
tumor

9

Unknown

Criteria
The information provided was extracted from a death certificate.
Diagnosis made before death, but only on the case history
and physical examination, without any of the following (codes 2-7).
All diagnostic techniques, including X-rays, endoscopy, imaging,
ultrasound, exploratory surgery, and authopsy without a
microscopic confirmation from tissue diagnosis.
Including specific biochemical and/or immunological
laboratory examinations.
Hematological or cytological confirmation of the primary tumor or
metastases, or it is known that microscopic confirmation took
place but it is unclear whether via cytology or histology.
Histologic confirmation exclusively of tissue from a metastasis,
including the confirmation in case of autopsy.
Histologic confirmation of tissue from the primary tumor,
or if it is known that histologic confirmation took place
but it is unclear whether on metastases or primary tumor
tissue, including the confirmation in case of autopsy.

Table B.5: Breast cancer topography classes (attribute topog)
Value
C500
C501
C502
C503
C504
C505
C506
C508
C509

Meaning
Nipple/areola
Central portion of breast
Upper-inner quadrant of breast
Lower-inner quadrant of breast
Upper-outer quadrant of breast
Lower-outer quadrant of breast
Axillary tail of breast
Overlapping lesion of breast
Breast, NOS

Table B.6: Malignant breast cancer morphology classes (attribute morf)
Value
8000
8001
8004
8010
8012
8013
8020
8021
8022
8030
8031
8032

Meaning
Malignant tumor, NOS
Tumor cells
Malignant tumor, rinse cell type
Carcinoma, NOS
Large cell Carcinoma, NOS
Large cell Neuro-endocrine carcinoma
Undifferentiated Carcinoma, NOS
Anaplastic Carcinoma, NOS
Pleiomorphic Carcinoma
Giant flush cell Carcinoma
Giant cell Carcinoma
Flush cell Carcinoma, NOS

Value
8450
8470
8480
8481
8490
8500
8501
8502
8503
8504
8507
8508
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Meaning
Papillary Cyst-Adenocarcinoma, NOS
Mucinous Cyst-Adenocarcinoma, NOS
Mucinous Adenocarcinoma
Adenocarcinoma with mucus formation
Signet ring cell Carcinoma
Ductal Carcinoma, NOS
Comedo Carcinoma, NOS
Secretory Carcinoma of breast
Intraductal Papillary Adenocarcinoma
Intracystic Carcinoma, NOS
Intraductal Micro-Papillary Carcinoma
Cystic hyper-secretory Carcinoma

8033

Pseudo-sarcomatous Carcinoma

8510

8034

Polygonal Cell Carcinoma

8512

8035
8041
8045
8046
8050

Osteoclast-like Giant cell Carcinoma
Small cell Carcinoma, NOS
Mixed small and large cell Carcinoma
Non-small cell Carcinoma
Papillary Carcinoma, NOS

8513
8514
8520
8521
8522

8070

Squamous cell Carcinoma, NOS

8523

8071

Keratinized squamous cell Carcinoma

8524

8074
8081
8082

Squamous rinse cell Carcinoma
Bowen morbus
LYMFO-Epithelial Carcinoma

8525
8530
8540

8090

Basal cell Carcinoma, NOS

8541

Medullary Carcinoma, NOS
Medullary Carcinoma with
lymphoid stroma
Atypical Medullary Carcinoma
Desmoplastic Ductal Carcinoma
Lobular Carcinoma
Ductular Carcinoma
Ductal and Lobular Carcinoma
Ductal Carcinoma mixed with other
Carcinoma type
Lobular Carcinoma mixed with other
Carcinoma type
Polymorph low grade Adenocarcinoma
Inflammatory Carcinoma
Morbus Paget of the breast
Morbus Paget and infiltrating ductal
Carcinoma

8093
8100
8101

Multifocal superficial basal
cell Carcinoma
Basal cell Carcinoma, NOS
Tricho Green Epithelioma
Tricho Folliculoom

8120

Urothelial cell Carcinoma, NOS

8570

8130
8140
8141

Papillary Urothelial cell Carcinoma
Adenocarcinoma, NOS
Scirreus Adenocarcinoma

8571
8572
8573

8145

Diffuse type of Carcinoma

8574

8147
8190
8200
8201

Basal cell Adenocarcinoma
Trabecular Adenocarcinoma
Adenoid cystic Carcinoma
Cibriform Carcinoma
Adenocarcinoma in adenomatous
polyp
Tubular Adenocarcinoma
Solid Carcinoma, NOS
Carcinoma Simplex
Carcinoid
Mixed adeno-neuro-endocrine
Carcinoma
Adenocarcinoid tumor
Neuro-endocrine Carcinoma, NOS
moderately-differentiated
NEC/atypical Carcinoid
Alveolar Adenocarcinoma
Adenocarcinoma with
mixed sub-types
Papillary Adenocarcinoma, NOS
Tubulovilleus Adenocarcinoma

8575
8800
8801
8802

Acinus cell Carcinoma
Adenosquamous Carcinoma
Epythelial and Myo-epythelial Carcinoma
Adenocarcinoma with squamous cell
metaplasia
Adenocarcinoma with Bony metaplasia
Adenocarcinoma with flush cell metaplasia
Adenocarcinoma with Apocrine metaplasia
Adenocarcinoma with neuro-endocrine
differentiation
Metaplastic Carcinoma, NOS
Sarcoma, NOS
Flush cell Sarcoma
Giant cell Sarcoma

8804

Epithelioid Sarcoma

8805
8810
8811
8830

Undifferentiated Sarcoma
Fibrosarcoma, NOS
Fibromyxosarcoma
Malignant fibrous histiocytoma (MFH)

8850

Liposarcoma, NOS

8852
8854

Myxoid Liposarcoma
Pleiomorf Liposarcoma

8858

Differentiated Liposarcoma

8890

Leiomyosarcoma, NOS

8891

Epithelioid Leiomyosarcoma

8894
8901

Angiomyosarcoma
Pleiomorf Rhabdomyosarcoma

8091

8210
8211
8230
8231
8240
8244
8245
8246
8249
8251
8255
8260
8263

8543

Morbus Paget and intraductal Carcinoma

8550
8560
8562
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8265

8920

Alveolar Rhabdomyosarcoma

8930

Straw grinding and endometrial sarcoma

8935
8980
8982
8983
8990
9020
9041
9120

Straw grinding sarcoma, NOS
Carcinosarcoma, NOS
Malignant Myoepithelioma
Malignant Adenomyoepithelioma
Malignant Mesenchimoma
Chystosarcoma Phyllodes
Synovial Sarcoma
Hemangiosarcoma

9130

Malignant Hemangio-Endothelioma

8400
8401
8402
8407

Micro Papillary Carcinoma, NOS
Hurthle-cell Carcinoma or
Oxyfiel Adenoma/Carcinoma
Basophilic Adenoma/Carcinoma
Clear cell Adenocarcinoma, NOS
Lipid-rich Carcinoma
Glycogen-rich Carcinoma
Granular cell Carcinoma
Mixed cell Carcinoma
Encapsulated Papillary Carcinoma
Cylindrical cell Papillary Carcinoma
Non-encapsulated Sclerosing
Carcinoma
Sweat gland Adenocarcinoma
Apocrine Carcinoma
Duct Hidradenoom
Sclerosing sweat gland Carcinoma

9180
9183
9220
9231

8410

Sebaceous gland Adenocarcinoma

9364

8430

Mucosal Epidermoid Carcinoma

9540

8440
8441

Cyst-Adenocarcinoma, NOS
Papillary Cyst-Adenocarcinoma, NOS

9560
9561

Osteosarcoma, NOS
Teleangiectatic Osteosarcoma
Chondrosarcoma, NOS
Myxoid Chondrosarcoma
Peripheral Neuro-ectodermal tumor
(PPNET)
Malignant Peripheral nerve sheath tumor
(MPNST)
Malignant Schwannoma
MPNST with Rhabdomyoblastic (MPNST)

8290
8300
8310
8314
8315
8320
8323
8343
8344
8350
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N0
N1

T2

T2

any T

any T

3C

4

NVT
X

M

T4

T3

any T

3B

3A

3

2B

any N

N3

N0, N1, or N2

N1

N2

N0

N1

T1

T3

N1

T0

2A

N1

T0 or T1

1B

N0

TNM Code
Lymph
Nodes
N0

T1

TNM Code
Primary
Tumor
T0

1A

1

0

Value

M1

M0

M0

M0

M0

M0

M0
M0

M0

M0

M0

M0

M0

TNM Code
Metastases

The cancer is non-invasive: only the breast ducts are affected but not the tissue.
TNM 6th edition class including the cases classified distinctively as 1A and 1B since
TNM 7th edition (2010).
The tumor size is less than 20 mm, invasive, and has not spread to the lymph nodes.
The tumor is smaller than 20 mm but it has spread to the lymph nodes with
size between 0.2 and 2 mm.
1) While no evidence of tumor in the breast, the cancer has spread to 1 to 3 axillary
lymph nodes;
2) The tumor size is smaller or equal than 20 mm and it has spread to the axillary
lymph nodes;
3) The tumor size is between 20 and 50 mm and it has not spread to the axillary
lymph nodes.
1) The tumor size is between 20 and 50 mm and it has spread to 1 to 3 lymph nodes;
2) The tumor size is larger than 50 mm but it has not spread to the axillary lymph
nodes.
Class used only for tumorsoort = 551320 (other sarcomas) including the cases
classified distinctively as 3A, 3B, 3C for the other tumor types.
1) Any tumor size, it has spread to 4 to 9 axillary lymph nodes or to the internal
mammary ones;
2) The tumor size is larger than 50 mm and it has spread to 1 to 3 axillary lymph
nodes.
The tumor has either spread to the chest wall, either caused swelling or ulceration
of the breast, either being diagnosed as inflammatory breast cancer, moreover it
may or may not have spread to up to 9 axillary or internal mammary lymph nodes.
Any tumor size and it has spread to 10 or more axillary, internal mammary and/or
collarbone lymph nodes.
The tumor is metastatic: it can be any size, and it has spread other organs, such as
bones, lungs, liver, distant lymph nodes, or chest wall.
Morphology 8000 cases diagnosed before 2012: the TNM stage is missing because
for these tumors the Extent of Disease (EoD) was stored instead.
Cases for which the TNM staging was not applicable.
Cases for which the TNM staging is unknown.

Criteria

Table B.7: Stage classes (attributes stadium, stadiumc)

Table B.8: Characterization of the 40 Dutch COROP (NUTS3) by provinces (NUTS2)
Provinces
NUTS2 Codes
Meaning
NL11

Groningen

NL12

Friesland

NL13

Drenthe

NL21

Overijssel

NL22

Gelderland

NL23
NL31

Flevoland
Utrecht

NL32

North Holland

NL33

South Holland

NL34

Zeeland

NL41

North Brabant

NL42

Limburg

COROP regions
NUTS3 Codes
Meaning
NL111
Oost-Groningen
NL112
Delfzijl en omgeving
NL113
Overig Groningen
NL121
Noord-Friesland
NL122
Zuidwest-Friesland
NL123
Zuidoost-Friesland
NL131
Noord-Drenthe
NL132
Zuidoost-Drenthe
NL133
Zuidwest-Drenthe
NL211
Noord-Overijssel
NL212
Zuidwest-Overijssel
NL213
Twente
NL221
Veluwe
NL225
Achterhoek
NL226
Arnhem & Nijmegen
NL224
Zuidwest-Gelderland
NL230
Flevoland
NL310
Utrecht
NL321
Kop van Noord-Holland
NL322
Alkmaar en omgeving
NL323
IJmond
NL324
Agglomeratie Haarlem
NL325
Zaanstreek
NL326
Groot-Amsterdam
NL327
Het Gooi & Vechtstreek
Agglomeratie Leiden &
NL331
Bollenstreek
NL332
Agglomeratie’s-Gravenhage
NL333
Delft & Westland
NL334
Oost-Zuid-Holland
NL335
Greater Rijnmond
NL336
Zuidoost-Zuid-Holland
NL341
Zeeuws-Vlaanderen
NL342
Overig Zeeland
NL411
West-Noord-Brabant
NL412
Midden-Noord-Brabant
NL413
Noordoost-Noord-Brabant
NL414
Zuidoost-Noord-Brabant
NL421
Noord-Limburg
NL422
Midden-Limburg
NL423
Zuid-Limburg
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Appendix C

Attributes Transformation
Table C.1: New encodings for the aggregated pathological stage attribute stadium1234
New values
1
2
3
4
9

Original values
1, 1A, 1B
2A, 2B
3, 3A, 3B, 3C
4
M, NVT, X, blanks

Table C.2: New encodings for the aggregated clinical stage attribute stadiumc1234
New values
0
1
2
3
4
9

Original values
0
1, 1A, 1B
2A, 2B
3, 3A, 3B, 3C
4
M, NVT, X, blanks
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