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Machine Learning Based
Raman Amplifier Design
Sam Janssen
August 12, 2020
Abstract—In this Master thesis, a machine learning framework
used to design Raman amplifiers to create gain profiles in the
C-band and the C+L-band is presented. The goal of the machine
learning framework is to find the pump powers and wavelengths
that result in a targeted gain profile. Simulations in the C-band
and C+L-band resulted in maximum errors with a mean of 0.711
and 0.868 dB and standard deviations of 0.449 and 0.414 dB.
Fixing the wavelengths when employing 5 pumps in the C and
the C+L-band resulted in a maximum error with a mean of 0.093
dB and 0.109 dB and a standard deviation of 0.060 dB and 0.077
dB. The framework can produce flat gain profiles for 2,3 and
5 pumps in the C-band and for 4 and 6 pumps in the C+Lband. The framework is flexible and can be extended beyond the
C+L-band to other bands.

I. I NTRODUCTION

T

HE amount of internet traffic increases every year and the
growth is not expected to slow down[1]. In order to keep
up with the demand, the capacity of the optical communication
networks needs to be increased. Next to increasing the data
rates there is also the possibility to increase the spectrum that
is used. In ultra-wide band transmission an expansion from
C-Band (with an available bandwidth of 35nm) to shorter
wavebands (O-, S-, E-band) and longer L-Band wavelength
is expected [2]. This increase in the operating wavelengths
for optical transmission will yield over 365nm in bandwidth,
potentially increasing capacity by a factor of x10 [3]. However,
the fiber attenuation varies enormously from C-band to any
of the other neighboring wavebands. This provides quite a
range of challenges and opportunities. Optical amplification
schemes will need to be developed to firstly provide adequate
gain in these wavebands but additionally also be exploited
to equalize performance across the 365nm. In the ShannonHartley equation shown in (1) where C is the capacity, B is
the bandwidth, S is the signal power and N is the power of the
noise, it is apparent that increasing the bandwidth has a bigger
effect on the capacity than increasing the signal to noise ratio.
Additionally due to the non-linearity of the fiber increasing
the SNR gives diminishing returns.
S
)
(1)
N
The main challenge that is encountered when adding these
bands is the design of an optical amplification scheme for a
system that uses multiple bands [4].
C = Blog2 (1 +

A. Raman amplifiers
In Figure 1 a simplified optical transmission system is
shown. In the transmitter the data is modulated and an optical
output is transmitted into the communication channel. The
communication channel consist of multiple spans consisting

Optical
Transmitter

Communication
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Optical
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N spans

Forward
Raman

Backward
Raman

Fig. 1: A simplified optical transmission system consisting of
a transmitter, a communication channel consisting of multiple
spans of fibers and forward and backward Raman pumps, and
a receiver

of optical fiber and an amplification source. At the end of
the communication channel the optical receiver demodulates
the optical signal and the data is received. In order to prevent
data loss and maintain a high data rate, it is important that the
signal contains enough power when arriving at the receiver.
In the C-band the most common amplifier is the Erbium
doped fiber amplifier (EDFA). The gain window is designed
specifically to provide gain in the C-band. There are amplifiers
that are designed similar to the EDFA but with different
materials to provide gain in other bands. These amplifiers
are not as developed as the EDFA and each band needs a
specialized amplifier. In contrast to this the gain window of
Raman amplification is determined by the pump wavelengths
used. The main challenge is to select the Raman amplifier
wavelengths and pump powers in order to create a desired
gain profile. This is difficult because the fiber is a non-linear
medium and the gain profile of a Raman pump is not flat across
wavelengths as shown in Figure 2. Designing a gain profile
gets more complicated for larger amplification bandwidth.
Designing a gain profile using Raman pumps involves solving
a system of non-linear differential Schrodinger’s equations,
which describe the power across the fiber. This is a complex
and time consuming procedure and has been demonstrated in
works such as [5], [6] and [7]. Therefore machine learning is a
method that can be effective. A neural network will be used to
learn the mapping between the pump powers and wavelengths,
and the resulting gain profile. The pump parameters to create a
chosen gain profile can then be found by forward propagating
through the trained neural network.
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Fig. 2: Five Raman pumps in blue and their shifted gain
profiles. The orange arrows indicate the point of maximum
gain.
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Fig. 4: A schematic overview of the framework
B. State of the art
Similar approaches were taken in [8], [9], [10] and [11]
where a neural network was trained to determine pump
parameters to achieve chosen gain profiles. In [8] a neural
network is used in combination with algorithms to perform
the optimization while only solving flat gains. In [9] a forward
neural network is used to solve pump powers which are
then further optimized using gradient descent. In [10] the
framework consist of a forward neural network and a backward
neural network that is used to apply gradient descent on the
solution from the forward neural network. The framework
was applied in the C-band and C+L-band and the framework
was experimentally validated in the C band. In [11] a similar
method was used to design flat gain profiles in the C-band
across spatial modes. This is also an area that was investigated
but not pursued due to the lack of a simulator that can solve
for different spatial modes.
In this paper a machine learning framework to design
Raman amplifier schemes to achieve target gain profiles is
presented. The structure of the paper is as follows. In section
II the machine learning framework will be discussed as well
as the training data generation. In section III the framework
is used in simulation and the results are presented. The
conclusion and outlook are presented in section IV.
II. M ACHINE LEARNING FRAMEWORK
In the inverse system design problem a desired output Y
is known and the goal is to find the corresponding input
X. The forward mapping is Y = f (X) and since the goal
is to determine X the inverse mapping f −1 (·) needs to be
determined. The forward mapping Y = f (X) consists of a
set of non-linear differential Schrödinger equations in the case
of Raman amplifier design, which make it a very complex
problem. Therefore standard optimization methods are not
effective in solving this problem. A neural network is suitable
for this problem since it can approach the inverse mapping.

In Figure 3 the basic structure of a neuron is shown. It
consists of three parts: The inputs from other neurons, also
called synapses, an adder that performs weighted addition
and a non-linear activation function. The non-linear activation
function’s purpose is to make the node non-linear. The reason
the neuron needs to be non-linear is that a neural network’s
primary use is to solve non-linear problems. When training
the neural network the weights in the weighted addition are
configured to minimize the chosen loss function. The loss
function determines how the difference between the outcome
of the neural network and the target is weighted. In the training
stage both the inputs and outputs are known and the error
is calculated using the initial weights. The weights are then
adjusted using back propagation and this process is repeated
until the desired accuracy is reached.
The framework is implemented using Tensorflow [12]. Tensorflow is an open source library to develop and train machine
learning model based on Python. It provides the tools to set up
neural networks, train them and evaluate their performance.
The structure of the machine learning framework is shown
in Figure 4. The first subsystem is a multi layer neural
network which approximates f −1 (·). This subsystem takes
the desired gain profile Ytarg as input and produces the pump
parameters Xpred to achieve that gain profile. After this
backward neural network a second neural network is placed.
This neural network learns the forward mapping from pump
parameters to gain profile. This network can then be used
to fine adjust the results produced by the backward neural
network. The forward neural network produces the gain profile
as an output, and the error between this output and the
targeted gain profile is calculated. The weights of the forward
neural network can be used to calculate the gradient of the
pump parameters with respect to the error, which can be
used to employ gradient descent to decrease the error. A self
normalizing neural network is used as the forward and the
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backward neural network which is expected to perform better
than the neural networks proposed in other work. This method
will be discussed in subsection II-C. The framework can deal
with fixed wavelengths for the pumps as well as solving the
wavelengths. The framework should also be flexible to easily
expand to more bands and to multi-mode.
To train a neural network, training data is needed from
which the network can learn the mapping. Several factors in
the training data are important. It is important that the training
data includes outer and midpoints of each input. The midpoints
are important because this is the area of most interest and if
there are no training points in this area the predictions will not
be accurate. The outer points are important since the neural
network is interpolating and neural networks generally perform
poorly when extrapolating, having these outer points ensures
that no extrapolating is needed. It is also important that the
training data set is large enough to capture the full range
of possibilities. Several data sets were provided by Torino
university which were used. The training data consists of pump
wavelength and pump powers and the on-off gain at 40 or
110 frequencies that these pumps produce. Other data sets
that were used were generated using GNpy as described in
the following section.
A. A Gaussian Noise model Raman solver: GNpy
The training data for the machine learning framework
is generated using GNpy [13]. GNpy is an open-source
community-developed library for building route planning and
optimization tools in real-world mesh optical networks. It is
based on the Gaussian Noise model [14]. The Gaussian Noise
model is a non-linear fiber propagation model that models
perturbations caused by non-linearity as additive Gaussian
noise. GNpy is used to simulate different setups of Raman
pumps in a link of 100 km with a loss of 0.2 dB/km. The
powers and wavelengths and the amount of pumps can be
specified for each simulation. All pumps used are counter
propagating. The simulation of the link calculates the onoff gain of the set of pumps. When solving in the C-band
the on-off gains at 40 frequencies are calculated and when
solving in the C+L band the on-off gains at 110 frequencies
are calculated. A spacing of 100 GHz is used and a rate of
100 Gbaud in order to fill in the entire spectrum. The number
of data points in the profile increases the complexity of the
machine learning problem, therefore this measure, which will
reduce the accuracy, is taken. GNpy is also used to calculate
the profiles produced by the generated pumps in the error
analysis.
B. Data processing
Before training the neural network it is important to properly
process the data [15]. It is important to first split the data into
training and testing data. The features of the training data will
be used for normalizing the training data and the testing data.
, where µ
The data is normalized per feature using data−µ
σ
is the mean per feature and σ is the standard deviation per
feature. This results in a mean of 0 and a standard deviation
of 1 in the normalized data. The training data will be used
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to learn the relation between the input and output and the
testing data will be used to evaluate the accuracy after training.
The size of the data set is important. Enough data is needed
for training to show it as many different examples, while the
testing data also needs to contain enough examples to prove
that the neural network is accurate for many different cases.
A rough estimate is to use a data set that is a multiple of the
adaptive parameters in the neural network [16]. The size of
the supplied data sets was 5000 data points of which 4000
were used for training and 1000 for testing and evaluating.
C. Self normalizing neural network
The goal of the backward neural network is to take the
desired gain profile as input and produce the pump parameters
to achieve that gain profile. The neural network consist of
an input layer of 40 or 110 inputs depending on if solving
for the C-band or the C+L-band. The neural network that is
used is built using the theory described in [17] to create a
self normalizing neural network (SNN). SNNs normalize the
activations to zero mean and unit variance. Therefore they
are robust to perturbations and have low variance in training
errors. The SNNs are created using scaled exponential linear
units (SELUs) as activation functions. This activation function
is given as
(
x
if x > 0
selu(x) = λ
(2)
α exp{x} − α if x ≤ 0
with λ ≈ 1.0507 and α ≈ 1.6733 to get a mean of zero and
unit variance. The structure of this activation function results
in the desired properties. The function can be both positive
and negative which is used to control the mean at 0. High
variances are damped through the exponent and a slope larger
than one ensures that small variances also have the desired
effects. The weights are initialized drawing from a normal
distribution with a mean of zero and a standard deviation of
√ 1
, where Nfan in is the number of inputs to the neuron.
Nfan in
The advantage of using the SNN is that deeper networks are
more effective compared to other methods. The structure of
the neural network is an input layer of the size of the input,
6-16 hidden layers of 100 to 400 neurons depending on the
amount of input parameters and an output layer the size of the
output. The loss function that is used is the Root mean square
error (RMSE). This loss function is chosen because it will
provide a mean of the errors across the profile and it will weigh
large errors heavier. The method of optimization that is used is
Nadam. Adam optimization is a version of stochastic gradient
descent that is based on adaptive estimation of first-order and
second order moments [18]. Nadam adds Nesterov momentum
to the Adam optimization to achieve faster convergence.
D. Forward neural network and Gradient descent
To improve the accuracy of the framework a second neural
network is trained, which learns the forward mapping Y =
f (X). This forward neural network will be used to fine adjust
the result found by the backward neural network. Since this
result is already close to the solution that will result in the
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minimum error, gradient descent can quickly converge to a
solution [16], [19] . After the neural network is trained, the
weights of the neural network are configured, these will be
used to calculate the gradients used in the gradient descent.
The neural network consist of an input layer, two hidden layers
of 2000 neurons and an output layer. This is also a SNN with
the SELU activation function and Nadam optimizer. The input
to this neural network are the pump parameters and the output
is the gain profile these pumps will create. First the weights
are used to calculate the gain profile from the initial pump
parameters that were estimated by the first neural network.
There are three weight matrices in this setup so three matrix
multiplications are needed. The output of the first hidden layer
is calculated using equation 3, where θ is a vector containing
the pump parameters, W1 is the weight matrix and b1 is the
bias matrix, and filling the result in Equation (2).
Y = (θ · W1 ) + b1

(3)

The result after applying the activation function is then filled
into equation 3 instead of θ and the next weight and bias
matrices are taken and the process is repeated until the output
of the output layer is calculated, in this case the process is
applied three times.
The gain profile that has now been calculated is used to
compute the gradient that will be used in the gradient descent
to minimize the error. The gradient is calculated using
G = W3 · selu(Y − Ytarg + b3 )

(4)

This equation is then used again where Y − Ytarg is replaced
by the previous G and W3 and b3 are also adjusted to the next
numbering. The result of this process is the total gradient of
the neural network.
The cost of the current θ is calculated using
1 X
(Y − Ytarg )2
(5)
cost =
2m
where m is the size of the θ vector.
The gradient is then used to adjust the pump parameter
vector θ using the equation
1
·l·G
(6)
m
where m is the size of the θ vector and l is the learning rate.
This process is repeated for the new θ and the θ that resulted
in lowest cost is chosen as the final prediction.
θnew = θ −

III. S IMULATION RESULTS
In this section some of the most interesting simulation
results will be discussed. Several different setups were used as
already mentioned before. The framework was used in the Cband but also in the C+L-band. The number of pumps varied
from 2 to 7 and in some setups the wavelengths were fixed.
The predicted pumps are verified using GNpy to solve the
corresponding gain profiles and calculate the errors.
The two metrics used to measure the performance are the
root mean square error (RMSE) and the maximum error. The
RMSE is computed by squaring the difference at each point
between the profile created by the predicted pump parameters

and the target profile. The mean of these, 40 points in the Cband case, is taken and the square root is taken to result in the
RMSE. The maximum error is the largest difference between
the generated profile and the targeted profile.

A. C-band
The framework was first applied in the C-band for the
cases of 2, 3 and 5 pumps. In Figure 5 the probability
density function (pdf) of the RMSE and the maximum error
is plotted for 2, 3 and 5 pumps. Each graph contains the
solution before applying the fine optimization and the solution
after applying the fine optimization. The before solution is
obtained using only the backward neural network, while the
fine optimization solution is obtained using the forward neural
network to fine tune the result of the backward neural network
using gradient descent. Before fine optimization the RMSE
has at highest a mean of 0.448 dB with a std of 0.311 dB,
while the maximum error has a mean of 0.711 dB with a
std of 0.449 dB. The forward mapping is clearly capable of
estimating the inverse function X = f −1 (Y ). Depending on
the accuracy requirement the backward neural network could
provide acceptable gain profile design. If a more accurate
solution is needed the fine optimization can be used to fine
adjust using the forward neural network and gradient descent.
The fine optimization decreases the RMSE mean with ≈ 16%
and decreases the maximum error mean with ≈ 12%. This
results shows that the fine adjustment approach is able to
improve the accuracy of the framework, while avoiding using
a Raman solver to apply the gradient descent.
The ability to predict pump parameters that create a flat gain
profile are essential since these configurations are often used.
In Figure 6 flat gain profiles from 5 to 12 dB are shown both
before and after using the fine optimization stage for 2,3 and
5 pumps configurations. The 2 pumps configuration results in
the most flat profiles The fine optimization is able to make
small adjustment to some of the profiles to flatten them out
or shift them to be more accurate. In Figure 7 the RMSE and
maximum error before and after fine optimization are plotted
for every flat gain profile. The 2 pumps configuration results in
the largest RMSE and maximum error of ≈ 0.4 dB and ≈ 0.8
dB and the fine optimization is only able to adjust one profile.
The 3 pumps configuration has a largest RMSE and maximum
error of ≈ 1.2 dB and ≈ 1.9 dB and the fine optimization
is able to make small adjustments to several profiles. The
5 pumps configuration has a largest RMSE and maximum
error before optimization of ≈ 0.55 dB and ≈ 0.9 dB. The
fine optimization is not effective in decreasing the RMSE and
maximum error in this case. It causes a large increase in error
for the 5 dB profile and small increases for other profiles.
The general trend is that higher gain profiles have larger a
RMSE and a larger maximum error. The two and five pump
configuration are able to produce flat gain profiles ranging
from 5 to 12 dB with a maximum error below 1 dB before
fine optimization. The framework is able to create flat gain
profiles
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Fig. 5: Probability density functions for the RMSE (a), (c), (e) and the max error (b), (d), (f) for the cases of 2, 3 and 5 pumps.
In all graphs before and after fine optimization is plotted.
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Fig. 8: Probability density functions for the RMSE (a), (c), and the max error (b), (d) for the cases of 4 and 6 pumps. In all
graphs the pdf before and after fine optimization is plotted.
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Fig. 9: Flat gain profile for 4 and 6 pumps both before (a),(c) and after fine optimization (b),(d)

B. C+L-band
The framework is can also be applied to solve targeted gain
profiles in the C+L band. The cases for 4 pumps and 6 pumps
were used to test the performance of the framework. In Figure
8 the pdf of the RMSE and the maximum error in the C+Lband for 4 pumps and 6 pumps is shown. Using 4 pumps, the
mean of the RMSE before fine optimization is 0.435 dB and
the std 0,227 dB. The maximum error has a mean of 0.868
dB and a std of 0.414. Fine optimization decreases the RMSE
with ≈ 28% and the maximum error with ≈ 20%. The 6
pump configuration results in a mean of the RMSE of 0.393
dB with a std of 0.318 and a maximum error with a mean of
0.769 dB and a std of 0.546. Fine optimization decreases the
RMSE with ≈ 6% and the maximum error with ≈ 4%. The
fine optimization has a significantly smaller effect on the 6
pump configuration.
In Figure 9 the flat gain profiles before and after fine optimization for the 4 and 6 pump configuration are shown. The
gain profiles using the 4 pump configuration are flat with some
bumps but are shifted to mostly lower gains than their target.
After fine optimization the gain profiles are shifted closer to
their target but their are still significant discrepancies. It seems
that 4 pumps to cover the extra bandwidth of the L band is
not enough to avoid ripples which come from the individual

Raman pump profiles. The shift of some profiles also causes
larger errors The 6 pumps configuration shows tilted profiles at
the higher gains and relatively accurate profiles for the lower
gain profiles. The fine optimization does not adjust the tilted
profiles but does adjust several profiles to come closer to the
target profile. In this case the profiles have smaller ripples than
in the 4 pump configuration due to the extra pumps. However
the tilted profiles cause a large error and the reason for the
tilt is not clear. Inspecting the pump parameters generated
the pumps at the lower frequencies have the lowest power
while the pumps at the highest frequencies have the highest
power. Showing a trend opposite of the tilted gain in the figure.
Getting rid of these tilts would be good improvement since the
RMSE and maximum error for the non-tilted profiles is smaller
than ≈ 0.7 dB and ≈ 1 dB. In Figure 10 the RMSE and
maximum error are plotted for each flat profile, both before
and after fine optimization. For the 4 pump case the largest
RMSE error is ≈ 1.6 dB and the largest maximum error is
≈ 2.25 dB. The fine optimization is able to provide several
improvements, both in terms of RMSE and maximum error.
The 6 pump case shows a largest RMSE of ≈ 1.6 dB and a
largest maximum error of ≈ 2.6 dB. The fine optimization is
less effective in this case in reducing the RMSE and maximum
error across the profiles.
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Fig. 10: RMSE (a),(b) and maximum error (d),(e) per gain profile for 4 and 6 pumps in the C+L-band.
TABLE I: The wavelengths of the fixed pumps and their power
ranges
Pump
λ [nm]

Pump 1
1425

Pump 2
1445

Pump 3
1465

Pump 4
1485

Pump 5
1505

C. Fixed wavelengths
The framework was also applied in the case of fixed wavelengths since tunable Raman pumps are still in their infancy.
In order to perform an experiment fixed wavelengths for the
Raman pumps should be chosen. The chosen Raman pumps
should be able to create targeted gains profiles when only
applying the framework to the C-band but also when applying
the framework to the C+L-band. The decision was made to
use five pumps since this was expected to give an accurate
result based on the previously discussed simulations the Cband and the C+L-band. In Table I the chosen wavelengths of
the pumps are shown. All pumps have a power range of 0-250
mW.
Since the number of variables is smaller than when the
wavelength is not fixed, and only one dimension per pump
needs to be solved the neural network does not need to contain
as many neurons. The forward neural network consist of six
hidden layers of 400 neurons each. The backward neural
network still consists of two hidden layers of 2000 neurons
each.

In Figure 11 the results in the C-band are shown. The RMSE
has a mean of 0.066 with a std of 0.051. The maximum error
has a mean of 0.093 with a std of 0.060. The fine optimization
decreases the RMSE with ≈ 11% and the maximum error with
≈ 9%. Since the wavelengths are fixed and only the powers
have to be learned by both the forward and backward neural
network the accuracy is higher.
In Figure 12 the flat gain profiles before and after fine
optimization for 5 fixed pumps in the C-band and the RMSE
and maximum error per gain are plotted. In Figure 12a the
gain profiles are flat but the profiles in the range 6-9 dB
are shifted. In Figure 12b these shifts are corrected by the
fine optimization and results in accurate flat gain profiles. The
RMSE is decreased to fall beneath 0.2 dB for all gain profiles,
while the largest maximum error is lower than 0.4 dB.
In Figure 13 the probability density function of the RMSE
and the maximum error for 5 pumps with a fixed wavelength
in the C+L-band are shown. The RMSE has a mean of 0.076
with a std of 0.057. The maximum error has a mean of 0.109
with a std of 0.077. The fine optimization decreases the RMSE
with ≈ 9% and the maximum error with ≈ 6%.
In Figure 14 the flat gain profiles are plotted before and
after fine optimization. The highest gain profiles have larger
discrepancies than the lower gain profiles. After fine optimization small adjustments are made. In Figure 15 the RMSE and
maximum error are plotted for these gain profiles. The largest
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RMSE is ≈ 0.55 dB and the largest maximum error is ≈ 1.1
dB. In this case the fine optimization also increases the error
for the higher gain profiles, while still lowering the errors for
the lower gain profiles.

[8]

IV. C ONCLUSION

[10]

In this paper a machine learning framework to design Raman amplifiers to create gain profiles in the C and C+L-band
was presented. The framework consist of a backward neural
network which learns the inverse mapping X = f −1 (Y ) and
a forward neural network which learns the forward mapping
Y = f (X). The forward neural network can be used to fine
adjust the result produced by the backward neural network
using gradient descent. The framework has been numerically
demonstrated in the C and C+L-band and a basis for experimental demonstration in both these bands is laid. In future
work the framework should be demonstrated experimentally in
both the C and C+L-band. The results obtained using the fixed
wavelengths are quite promising since they result in small
RMSE and maximum error and are able to produce flat gains in
the C and C+L-band. Therefore using these wavelengths to experimentally validate the findings is an interesting experiment.
Unfortunately the equipment to perform this experiment was
not obtained in time to conduct the experiment and describe
the results in this paper. Adding more bands like the O,
E or S band is also an area of interest. As mentioned in
the introduction expanding the framework to support multiple
modes is also an option worth exploring.
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