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Summary

Optimal Allocation and Classification in Multi-Agent Systems
with Applications in Precision Agriculture

This thesis presents several important contributions within the broad domain of
cooperation in engineering systems. In particular, we consider optimal allocation of resource-delivery agents, majority voting classifiers, and coverage control.
These contributions have a broad range of applications in which the thesis has
a particular focus on applications within the domain of precision agriculture for
arable farming. Additionally, a roadmap is provided that poses several opportunities for the control engineering community within the domain of arable precision
agriculture to sustain the food demand of humanity, which is subject to major
changes. These changes are happening on a global scale due to trends such as
the growth of the human population, urbanisation, and climate change.
The thesis starts by posing opportunities for the control engineering society. The primary opportunities lie within the development of model-based crop
growth management. Existing crop-growth models are typically well-validated
and have a proven track record of their ability to predict crop growth. However, these models typically do not have a mathematical formulation that can
be readily used in traditional control methods. As a consequence, either control methods should be adapted to work with the existing crop-growth models
or new crop-growth models need to be constructed that can be used within the
traditional control methods. Moreover, we argue that model-based crop-growth
management does not only provide a way to improve decision making in farming,
but it also has the potential to shed light on fundamental questions in ecology
and agronomy. In addition to model-based crop growth management, we identify
opportunities in advanced applications such as vertical farming, intercropping,
and remote sensing and multi-agent systems.
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Summary

Irrigation management is one of the identified applications within the context of model-based crop growth management and multi-agent systems in arable
farming. Approximately 69% of global water usage is due to agriculture, of
which a large portion is due to irrigation for arable farming. This thesis presents
a problem description of the optimal allocation of resource delivery agents in the
context of irrigation for large-scale arable farming and proposes a mathematical
abstraction. We use this mathematical formulation to derive a model predictive
control framework that simultaneously computes the optimal amount of irrigation and the allocation of irrigation machinery. The proposed framework takes
into account many real-world constraints on the dynamics of the agents that have
not been dealt with in the literature. These include refilling of agents, maximum
capacity, maximum rate, travel costs, and the fact that not every field can be
irrigated at all times. One of the most important advantages of the proposed
method is that a large number of existing models for crop-growth dynamics can
be used within the proposed framework for the prediction of crop growth. This
allows the use of sophisticated and validated models from the agronomic and
ecological domain. The proposed method therefore has a large adaptability to
different crops, soils, and weather patterns. It is shown in a numerical case study
that the proposed framework can lead to more crop yield, while requiring less
water.
The thesis also addresses the classification problem based on multiple classifiers, possibly run by multiple agents and constructed by machine learning algorithms. While classification is crucial for decision making in many applications,
and in particular in agricultural applications, here an abstract and general view
on the problem is taken. Combining multiple classifiers into one ‘super-classifier’
or ‘multiple classifier system’ (MCS) can be an effective method of increasing the
probability of correct classification. However, combining multiple classifiers can
also lead to a significant reduction in performance. Since MCS are being used
in critical static decision problems (e.g., determining whether a patient has a
disease) as well as in on-line decision making, it is therefore warranted to provide
guarantees on the probability of correct classification of such an MCS. We consider a set-up where multiple binary classifiers are combined by means of majority
voting. This thesis provides upper bounds on the probability of misclassification
of such a majority voting classifier. This has been a topic of research for many
years and the novelty of our approach lies in the fact that we give bounds on
the probability of misclassification, conditioned on the size of the majority. In
this way we are able to give tighter bounds than the traditional bounds in the
literature that hold regardless of the size of the majority. It is shown that these
bounds can be used in a ‘Probably Approximately Correct’ setting, which allows
for a practical implementation. Additionally, it is shown that these bounds can
be powerful tools in the analysis and systematic design of abstaining classifiers.

iii
The final part of this thesis investigates the problem of containing an outbreak using multiple cooperative agents. Recent events such as the 2019–2020
wildfires in eastern Australia and the outbreak of the SARS-CoV-2 virus have
shown the importance and urgency of containing outbreaks as they can cause
an incredible amount of damage. We present a general mathematical formalism of outbreak dynamics, which can model the behaviour of many real-world
situations, especially in the early stages. This formalism can capture outbreaks
of epidemic diseases, wild fires, insect spreads, among others. In the context of
arable PA, outbreaks of pests and diseases can harm crop yields significantly.
Based on the outbreak dynamics we provide conditions on the positions of the
control agents to guarantee that an outbreak can be contained before a specific
time. A coverage control law that maximizes the area in which agents are able
to contain a future unknown outbreak is deduced from these conditions.
All these contributions illustrate that the multi-agent perspective combined
with control theoretic tools can have large impact in a broad range of applications
including arable precision agriculture.
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CHAPTER

1

Introduction

The main contributions of the thesis are in the domain of multi-agent
systems, with applications in precision agriculture. Summarising, the
contributions are:
(i) a roadmap of opportunities for control engineering within arable
precision agriculture,
(ii) the design and analysis of an optimal multi-agent resource allocation for irrigation in arable farming,
(iii) performance guarantees for majority voting classifiers,
(iv) the analysis and design of multi-agent coverage control with the
objective of containing outbreaks.
The remainder of this chapter is structured as follows. We provide an overview of arable precision agriculture (PA) in Section 1.1
and we discuss multi-agent systems (MAS) in Section 1.2. The main
objectives and contributions of this thesis are stated in Section 1.3
and the outline of the thesis is given in Section 1.4.
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1.1

Chapter 1. Introduction

Arable precision agriculture

This section provides an overview of precision agriculture (PA) and the global
challenges it aims to tackle. This overview is only brief, since a considerable part
of Chapter 2 is dedicated to a detailed analysis of these topics. Additionally,
Chapter 2 also provides a roadmap for control engineering within the domain of
arable PA.
The global population is expected to grow by approximately one third between 2009 and 2050, which is an increase of approximately 2.3 billion people [1].
In order to sustain this growth, the food production has to increase as well. Combined with the trend of urbanisation [2], it becomes increasingly more important
to produce more food using the available farmland. This cannot be done by the
same means of resource-intensive farming operations that are currently employed,
as these have caused tremendous environmental impacts such as deforestation,
water scarcity, and green house gas emissions [3]. As such, it is an imperative
challenge to increase the crop yield per available area, whilst significantly reducing the usage of resources such as water, pesticides, and herbicides in order to
minimize the environmental impact and increase the sustainability of the food
production chain. Due to its global scale, developing and developed countries
alike will face the challenges of changing the methods in agriculture. In 2015,
17 global sustainability goals for 2030 were identified in the General Assembly
of the United Nations [4]. Agriculture plays a prominent role in many of these
goals. The clearest presence of agriculture is in Goal 2 : “End hunger, achieve
food security and improved nutrition and promote sustainable agriculture” [4, p.
14].
Hence, there is a need for technologies and methods that can sustain the
global food demand in an environmentally responsible way. An umbrella term
for a variety of such technologies is precision agriculture (PA). In this thesis we
consider PA to be the type of agriculture that increases the number of (correct)
decisions per unit area of land per unit time with associated net benefit [5]. We
consider the global goal of precision agriculture to be:
To help farmers across the world to increase the quantity of highnutritious foods with minimal environmental impact through the use
of technology, in order to sustain the food demand of humanity.
Examples of such technologies are the use of decision support systems and advanced sensing hardware such as unmanned aerial vehicles (UAVs). Aside from
high-tech applications, it is also imperative to analyse ‘lower-tech’ solutions in
order to enable farmers around the globe to farm in a more sustainable and
productive way.

1.2 Multi-agent systems

1.2

3

Multi-agent systems

A general definition of multi-agent systems (MAS), based on [6, p. 265], is the
following:
A collection of individually operating agents that do not have a
physical coupling and aim at achieving a common goal.
Here, an agent is considered to be an intelligent entity that can measure and/or
act upon its physical environment.
The term ‘multi-agent system’ has been used in a wide variety of research
areas and applications. Although the definition above applies to practically all
such applications, the interpretation and focus vary. Among others, the term
‘multi-agent system’ has been used in the analysis and design of:
1) consensus seeking algorithms [7, 8],
2) network structure between agents and how it relates to performance [9],
3) cooperative game theory [10, 11],
4) multi-agent resource allocation [10, 12–14],
5) multiple classifiers systems [15–17],
6) formation control [18–22].
Regardless which application is analysed and from which perspective, the design
and analysis of MAS is concentrated around the study of how to design local
behaviour laws and/or the infrastructure for sharing information in order to
achieve a global behaviour that results in the achievement of a common goal. It
can be argued that the differences in analyses are in part due to the choice of
balance between the local behaviour laws and the communication network. In
this thesis we focus mostly on the design of the ‘behaviour laws’ and assume that
the communication network between the agents is ideal in the sense that it has
few, if any, limitations.
In this thesis we provide contributions to three important MAS problems
(corresponding to problems in the topics 4), 5), and 6), respectively):
(i) The design of optimal allocation schemes for resource-delivery agents (Chapter 3),
(ii) Performance guarantees on majority voting classifiers (Chapter 4),
(iii) Coverage control of agents in order to contain outbreaks (Chapter 5).
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The contributions include the analysis and design of important applications as
well as several fundamental results. The contributions are presented in more
detail in Section 1.3.
The MAS problems above have a wide range of application domains. As
mentioned, in this thesis we place the focus on the application domain of arable
PA. The MAS developed in Chapter 3 is an optimal allocation scheme of irrigation
agents and water in PA. This scheme can be extended to include other resources as
well, such as the application of fertiliser and nutrients. Majority voting classifiers
as discussed in Chapter 4 are used in PA in order to detect weeds and pests. The
outbreak dynamics discussed in Chapter 5 include the outbreak dynamics of pests
and diseases that can potentially damage crops.

1.3

Objectives and contributions

The main objectives of this thesis are fourfold:
(i) To identify opportunities for control engineering in arable precision agriculture.
(ii) The development of a practical framework for optimal decision making in
resource allocation for arable farming that can use any crop-growth model.
(iii) The development of performance guarantees of a majority voting scheme
with binary classifiers.
(iv) The analysis and design of a MAS that can aid in the containment of
outbreaks.
These objectives and the associated contributions are explained in more detail in
the remainder of this section.

1.3.1

Chapter 2: Opportunities for control engineering in
arable PA

The main objective of Chapter 2 is
To identify opportunities for control engineering in arable precision agriculture.
Chapter 2 addresses this objective by presenting a roadmap for control engineering in arable precision agriculture with detailed descriptions of opportunities.
It is identified that these opportunities lie in the development of model-based
control and estimation of crop growth, and in advanced applications.

1.3 Objectives and contributions
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Firstly, pursuing model-based control and estimation will not only lead to
better resource management and a higher production, but it also has the potential to answer fundamental questions in arable precision agriculture such as the
necessity and use of various types of sensors.
Secondly, the advanced applications that are of particular interest are the
development of multi-agent systems, intercropping, and vertical farming. The
MAS are of interest due to a need for smaller machinery as a measure against
soil compaction, which increases the amount of machinery needed. Intercropping
is of interest due to the fact that it increases the complexity of farming. Control
engineering may even help partially answering fundamental questions from the
domain of ecology. Vertical farming is on the rise due to a need to increase the
production per area of land and produce food in cities (driven by population
growth and urbanisation). This application is of interest as it places arable crops
in a closed environment, which opens up many opportunities for control akin to
those used in greenhouses.
Chapter 2 is based on
• A.T.J.R. Cobbenhagen, D.J. Antunes, M.J.G. van de Molengraft, and
W.P.M.H. Heemels, “Opportunities for control engineering in arable precision agriculture,” Submitted for journal publication.

1.3.2

Chapter 3: Optimal multi-agent resource allocation
in PA

Motivated by the opportunities identified in Chapter 2, the main objective of
Chapter 3 is
The development of a framework for optimal on-line automated
decision making in resource allocation for large-scale arable farming
that takes into account the limitations of the agents and predictions
of crop growth using any crop-growth model.
There has been a wide variety of studies done in the field of multi-agent
resource allocation (MARA), for recent overviews, see [10] and [12]. A common
theme in these problems is the analysis of MARA over networks, (e.g., [23–
25]), bandwith allocation (e.g., [24]) and computation time allocation (e.g., [13]).
However, these approaches do not fit the problem of precision agriculture as the
dynamics of crop growth are highly nonlinear. To this end, the main contributions
of this chapter in addressing the objective are threefold.
Firstly, we present a problem definition of irrigation scheduling in large-scale
arable farming for optimal control including the (often ignored) allocation constraints of irrigation machinery, and we provide a mathematical formulation of
this problem.

6
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Secondly, we propose a solution to the problem mentioned above. This solution is in the form of an optimal control framework which can make use of many
existing crop growth model. This allows for a large applicability to different types
of crops, soils, locations, and weather patterns.
Thirdly, the proposed optimisation framework can handle a wide variety of
real-world constraints on the agent allocation such as water carrying-capacity,
irrigation rate, and replenishing of water. These are often ignored in the literature.
Chapter 3 is based on
• A.T.J.R. Cobbenhagen, L.P.A. Schoonen, M.J.G. van de Molengraft, and
W.P.M.H. Heemels, “Optimal irrigation allocation for large-scale arable
farming,” Submitted for journal publication,
of which preliminary versions appeared as
• L.P.A. Schoonen, A.T.J.R. Cobbenhagen, and W.P.M.H. Heemels, “Optimal irrigation management for large-scale arable farming using model
predictive control,” in 6th IFAC Conference on Sensing, Control and Automation Technologies for Agriculture (AGRICONTROL), Sydney, NSW,
Australia, 2019, pp. 56–61, [26],
• A.T.J.R. Cobbenhagen, D.J. Antunes, M.J.G. van de Molengraft, and
W.P.M.H. Heemels, “Heterogeneous multi-agent resource allocation through
multi-bidding with applications to precision agriculture,” in 7th IFAC Workshop on Distributed Estimation and Control in Networked Systems (NecSys), Groningen, The Netherlands, 2018, pp. 194–199, [27].

1.3.3

Chapter 4: Bounds on majority voting error using
the majority size

The objective of classification is to provide a label to a feature vector. One
example application in arable farming is the detection of weeds from images of
plants on a field [28, 29]. Certain properties of the plants are extracted from the
images such as the colours and shapes of the leafs (the features). Given these
features, the classification to be made is whether the plant is a crop or a weed (the
label). Another example application (see, e.g., [30]) is the classification of whether
a patient has a certain condition or not (the label) given various properties of a
patient such as blood pressure, heart rate, age, etc. (the features). In machine
learning, such classifiers are constructed (trained ) by an algorithm that makes
use of a set of pairs of feature vectors and corresponding labels (the training
set). The main metric to judge the performance of a classifier is the probability

1.3 Objectives and contributions
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of misclassification. We speak of binary classification if the labels can take one
of two values.
Classification using a single classifier is a well-studied field [31]. Some of the
most prominent areas are image and video processing, where objects in the environment are classified into classes [32] and speech processing, where words from
human voice are split and classified into phonemes [33]. The recent introduction
of deep neural networks into classification problem has revolutionized many of
these fields (see, e.g., [33, 34] and references therein).
Classification has found its way as a tool in control engineering as well. For
instance, it has been used in the optimal control of affine switched systems [35],
policy iteration [36], and classification of the environment in order to select the
appropriate controller [37, 38].
Combining multiple classifiers into a single classifier can be an effective way
to increase the performance (for a review, see, e.g., [39]). Such an aggregate
classifier is known as a multiple classifier system (MCS). Another application of
an MCS occurs when different classifications are obtained from different agents
and need to be merged/fused. For instance, consider the setting where different
robots share information about the same environment where they each have
classified (or are simultaneously classifying) several objects and wish to arrive at
a consensus on this surrounding information.
One method of combining classifiers is by majority voting. This works as
follows: each classifier is assigned a weight and upon classifying a feature vector,
each label receives an amount of ‘votes’ equal to the sum of the weights of the
classifiers that return the label. The majority classifier then returns the label
with the largest number of votes.
In many cases, a majority voting classifier has a better performance than
the individual classifiers of which it is composed. However, it is well known
that majority voting can drastically worsen the performance compared to the
individual classifiers [40]. This warrants a careful quantitative analysis of the
performance of majority voting classifiers. To this end, the objective op Chapter
4 is
The development of performance guarantees of a majority voting
scheme with binary classifiers.
The first contribution to this objective is the introduction of a new perspective
on the analysis of majority voting schemes. Namely, we analyse the performance
by considering the probability of misclassification, conditioned on the size of the
majority.
The second contribution is two novel bounds on this conditional probability. It
is shown that, by leveraging on the size of the majority, these bounds can lead to
significantly better guarantees on the performance than the traditional bounds
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in the literature. These bounds can be applied in a ‘Probably Approximately
Correct’ (PAC) setting and hence they are practically useful.
Lastly, we demonstrate that the novel bounds are powerful tools in the analysis and systematic design of another type of MCS, namely abstaining classifiers.
Chapter 4 is based on
• A.T.J.R. Cobbenhagen, A. Carè, M.C. Campi, F.A. Ramponi,
D.J. Antunes, and W.P.M.H. Heemels, “Novel bounds on the probability
of misclassification in majority voting: leveraging the majority size,” Submitted for journal publication,
of which a preliminary version appeared as
• A.T.J.R. Cobbenhagen, A. Carè, M.C. Campi, F.A. Ramponi, and
W.P.M.H. Heemels, “Consensus and Reliability: The Case of Two Binary
Classifiers,” in 8th IFAC Workshop on Distributed Estimation and Control
in Networked Systems (NecSys), Chicago, IL, 2019, pp. 73–78, [41].

1.3.4

Chapter 5: Coverage control for outbreak dynamics

Recent events such as the 2019–2020 wildfires in eastern Australia [42,43] and the
pandemic outbreak of the SARS-CoV-2 virus [44] have shown that ‘outbreaks’
are capable of causing an incredible amount of damage to humanity and the rest
of nature. In the context of arable PA, outbreaks of pests and diseases can harm
crop yields significantly.
For any type of outbreak, it is of importance to contain and stop it as soon
as possible in order to not only limit the damage done by the outbreak, but also
in order to be able to contain it at all. Examples of ‘agents’ that can mitigate
outbreaks are fire-fighters in wildfires, doctors and vaccinations in case of diseases,
and pesticide applicators in case of pest spreads in arable fields. The objective
of Chapter 5 is
The analysis and design of a MAS that can aid in the containment
of outbreaks.
We focus on outbreaks that spread rapidly over time and relatively slowly over
space, which captures the behaviour of many types of outbreaks in their early
stages. The contributions to this objective are twofold.
The first contribution is a set of conditions which can be used to determine
whether a collection of agents is able to contain an outbreak. These conditions are
based on several properties of the outbreak dynamics, properties of the agents,
and the locations of the agents. A particular mathematical form of the outbreak
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dynamics is used, which can be used in the worst-case analysis of other outbreak
dynamics.
Secondly, we present a simple control law for the movement of agents using
the aforementioned set of conditions. This control law positions the agents such
that the area in which outbreaks can be contained is maximized. The control
law guarantees a local optimum.
Chapter 5 is reproduced from
• A.T.J.R. Cobbenhagen, D.J. Antunes, M.J.G. van de Molengraft, and
W.P.M.H. Heemels, “Coverage control for outbreak dynamics,” in IEEE
56th Annual Conference on Decision and Control (CDC), Melbourne, VIC,
Australia, 2017, pp. 984–989, [45].

1.4

Outline

Each of the main chapters (2 – 5) of this thesis contains the contributions to one
of the objectives stated in Section 1.3. The main chapters are either published
or submitted for publication. Therefore, they are self-contained and can be read
independently of each other.
 Chapter 2 ‘Opportunities for control engineering in arable PA’ presents a
roadmap for the opportunities for control engineering in arable PA.
 Chapter 3 ‘Optimal irrigation allocation for large-scale arable farming’ addresses the design of a multi-agent resource allocation for irrigation in arable
PA.
 Chapter 4 ‘Bounds on the probability of error in majority voting’ addresses
the performance guarantees in majority voting schemes with binary classifiers.
 Chapter 5 ‘Coverage control for outbreak dynamics’ addresses the analysis
of outbreak dynamics and the derivation of a coverage control law.

Finally, Chapter 6 presents conclusions and recommendations for the future.
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Chapter 1. Introduction

CHAPTER

2

Opportunities for control engineering
in arable precision agriculture

In this chapter, we present an overview of several challenges in arable
farming that are well suited for research by the control engineering
society. We discuss the global needs that these challenges are related
to as well as the relation of these challenges to future applications of
arable farming. For each of these opportunities we provide several
concrete and detailed research questions. Particular attention is paid
to the management of resources and sensors in farms. The objective
of writing this chapter is to further entice control engineers into the
domains of agronomy and agricultural technology.

The contents of this chapter are based on: A.T.J.R. Cobbenhagen, D.J. Antunes, M.J.G.
van de Molengraft, and W.P.M.H. Heemels, “Opportunities for control engineering in arable
precision agriculture,” Submitted for journal publication.
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Introduction
Global challenges

The global population is expected to grow by approximately one third between
2009 and 2050, which is an increase of approximately 2.3 billion people [1]. In
order to sustain this growth, the food production has to increase as well. Combined with the trend of urbanisation [2], it becomes increasingly more important
to produce more food using the available farmland.
The current resource-intensive farming paradigms have shown not to be scalable due to their enormous environmental impacts such as deforestation, water
scarcity, and green house gas emissions [3]. As such, it is an imperative challenge
to increase the crop yield per available area, whilst significantly reducing the
usage of resources such as water, pesticides, and herbicides in order to minimize
the environmental impact and increase the sustainability of the food production
chain.
Due to its global scale, developing and developed countries alike will face the
challenges of revolutionising the paradigms of agriculture. In 2015, 17 global
sustainability goals for 2030 were identified in [4]. Agriculture plays a prominent
role in many of these goals. The clearest presence of agriculture is in Goal 2 : “End
hunger, achieve food security and improved nutrition and promote sustainable
agriculture” [4, p. 14]. However, the importance of agriculture can also be seen
in Goals 6, 12, 13, 14, and 15 (sustainable management of water, sustainable
consumption and production patterns, combat climate change, sustainable use
of oceans, and protection of ecosystems, respectively).

2.1.2

Goal and scope

In this chapter we will discuss the challenges within arable farming to which
the control engineering society could contribute significantly. In particular, the
main focus of this chapter is automated decision making in arable farming. This
includes management of resources such as water, herbicides and pesticides, as well
as the management of sensors. In this chapter we will highlight several of such
challenges with the goal of (further) enticing control engineers to this important
and societally relevant line of research.
It is noteworthy to mention that there is a vast amount of literature on control of crops in greenhouses (as well as greenhouse horticulture). Greenhouses
are evidently more ‘controlled’ environments and ‘less harsh’ than fields of crops,
which has led to control methods that are not directly applicable to arable farming. On the actuation side, greenhouses are able to control humidity, carbon
dioxide levels, temperature, and irradiation. Irrigation can sometimes occur on
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an individual crop level. Also the placement of sensors is more ubiquitous. This
has led to much interesting research and many successful instances of control
applications, see, e.g., [46, 47]. Anyone interested in control for arable farming is
advised to study the applied control technologies in greenhouses as well.
Additionally, much research has been carried out on the topic of machinery
and robotics for arable farming, which is of interest as well. However, in the
present work the focus is on management and allocation of machinery and robots.
Methods of sensing, manipulation, path planning, and motion control of such
robots are left outside the scope of this work (for a review, see, e.g., [48]).

2.1.3

Outline of the chapter

The remainder of this chapter is structured as follows. In Section 2.2 we provide
a definition of Precision Agriculture (PA) and how it is related to the global
challenges mentioned above. In Section 2.3 we present our main recommendations
for research directions for the control scientists and engineers interested in PA.
Several advanced applications of these research directions are presented in Section
2.4. Practical recommendations and considerations for doing research in these
directions are presented in Section 2.5 and we end with conclusions in Section
2.6.

2.2

Precision agriculture objectives

There are numerous definitions of Precision Agriculture (PA) (see, e.g., [5,49,50]).
In the present chapter, we consider PA to be the type of agriculture that aims to
maximise the number of (correct) decisions per unit area of land per unit time
with associated net benefit (following [5]). Led by the global challenges mentioned
in Section 2.1.1, we define the global goal of PA for the purpose of the present
chapter to be:
To help farmers across the world to increase the production of
high-nutritious foods at minimal environmental impact through the
use of technologies, in order to sustain the food demand of humanity.
The technologies mentioned in the global goal above include advanced machinery, data-gathering and processing infrastructure, and automated decision
making schemes. In the present work we will mostly focus on the data-gathering
and automated decision making, as these are closest to the control community.
However, these are evidently strongly related to the machinery. There are many
different kinds of machines and robots for arable farming on both the sensing and
actuation side [48, 51], such as automated harvesting robots [52, 53], unmanned
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aerial vehicles (UAVs) for remote sensing [29,54,55], and machines/robots for application of resources such as fertiliser, pesticides, and water [48]. Closely related
to the robots are the advanced machines that farmers operate. Both agricultural
robots and machines are an integral part of farm-wide automated crop growth
management.
In the remainder of this section we will elaborate further on several aspects of
the PA goal, including minimal resource usage and environmental impact (Section
2.2.1), and availability of technology (Section 2.2.2).

2.2.1

Minimal resource usage and environmental impact

The four main resources used in arable farming are water, fertiliser, pesticides,
and fuel for machinery. In the remainder of this section we will discuss these in
more detail.
Water
Currently, there are several countries facing a freshwater crisis. Studies show
that many more cities and countries across the planet will face a freshwater crisis
if water is kept being used at the current rate [56]. Of all the water withdrawn
for human use, 70% is used for irrigation [56]. This is mainly due to the vast
scale at which crops are produced. For example, in order to produce a kilogram
of rice, over 1600 litres of freshwater is needed and one kilogram of potatoes
needs approximately 287 litres of freshwater [57]. Livestock has an even worse
‘efficiency’ in terms of produced mass and nutritious value relative to the water
needed [58]. This is partly due to the fact that animals are higher in the foodchain
and thus require a large amount of crops, which in turn require a lot of water.
Hence, reducing the water usage in arable farming could have a huge impact on
the availability of freshwater throughout the world.
The importance of smart irrigation systems is explicitly stated in [56, p. 8]:
“Most future growth in crop production in developing countries is likely to come
from intensification, with irrigation playing an increasingly strategic role through
improved water services, water-use efficiency improvements, yield growth and
higher cropping intensities.”
Fertilisers
The main components of fertilisers are nitrogen (N), phosphorus (P), and potassium (K) (often abbreviated as NPK). Remaining nutrients include calcium, magnesium, and sulfur [59]. Insufficient application of nitrogen, the primary component of fertiliser, can result in low crop yields and insufficient food production,
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whereas an excess can lead to serious environmental harm [60, 61]. These negative effects include increased greenhouse gas emissions, poor air quality and water
pollution [60]. It is predicted in [62] that in the absence of technological changes
and mitigation measures, the environmental effects of excessive use of nitrogen
and potassium in agriculture will increase between 2010 and 2050 by 50% to 90%
and reach dangerous levels. In most countries there are strict regulations as to
how much nitrogen, phosphorus and potassium can be applied.
Timing of fertilisation is delicate. If fertiliser is applied too late then the crop
will have a reduced growth. On the other hand, if it is applied too early, then
the nutrients may be lost in the soil. This makes it an interesting case study
for control engineering, especially in the case where there are many (sub)fields
requiring large-scale control and optimisation, see, e.g., [27].
Pesticides
The objective of using pesticides is to protect crops from pathogens and parasites.
Pesticides are, by definition, toxic and bio-active substances [63]. As a result,
the use of pesticides can affect the health of the crops, soil, and humans [63–65].
Limiting the usage of pesticides is not only desired due to its negative side
effects, it is also a cost saver for the farmer. Hence, the careful application of
pesticides is an interesting topic for research in control engineering. It could be
interesting to see what the optimal policy is under risk constraints. In Section
2.4.1 we will focus on intercropping, a technique that has the potential to reduce
or even eliminate the use of pesticides.
Fuel
One of the resources that should not be forgotten is the fuel used by the farming
machinery. In fact, the logistics within the entire foodchain ‘from farm to plate’
is an interesting topic of research, but is not considered here (refer to, e.g., [66]).
In terms of local usage of farming machinery, the minimisation of fuel results in
obvious reductions in greenhouse gas emissions and less expenses for the farmer
(see, e.g., [67] for a study on the impact of fossil fuel use).

2.2.2

Availability of technology

Farming is a business. Income is generated by the sale of high quantity and
high quality foods and the expenses are mainly governed by resource usage and
labour. Advanced PA technologies can potentially have high starting costs. One
might argue that these start-up costs may hold back the implementation of the
technologies at smaller farms. However, investing in PA technologies becomes
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a necessity if smaller farms want to compete with larger farms that have more
capital and invest in these technologies.
It is thus of importance to keep in mind how advanced technologies can be
used in less technologically developed areas or by smaller farms. When discussing
new technologies in farming it is easy to forget that it is worthwhile to investigate
‘lower-tech’ solutions. For example, it can be argued that with an increase in advanced decision support systems (DSS), that there is also a demand for DSS that
require limited computation power and sensing capabilities. The latter system
helps farmers that do not have access to state-of-the-art sensors to make better
informed decisions. Instead of allocation of automatic sensors such as UAVs, such
a DSS would advise the farmer where and what to measure (even visual/manual
inspection) such that the DSS obtains better information on the current state
of the field and hence can make better decisions. Due to the reduction in costs
of GPS devices and wireless technologies, it is possible to create ‘lower-tech’
solutions for information gathering in PA, see, e.g., [68, 69] for examples.

2.3

Model-based crop growth management

2.3.1

Why model-based crop growth management?

A fundamental question in PA is what the level of ‘precision’ should be. Consider
two extreme scenarios, the first of which is where an entire field is treated homogeneously, the second scenario is where each plant in the field is individually
monitored and controlled. Evidently, the first scenario is suboptimal: there are
variations over the field and not all crops and soils in a field have the same properties nor do the crops have to ‘behave’ the same. However, it is a cheap/easy
option in terms of monitoring and caring. The second scenario may produce more
crops as each plant is treated individually and therefore its needs can be exactly
met. The downside of this scenario is that it is rather difficult and expensive to
monitor each plant individually and (currently) the costs of this approach are
larger than the potential profits. It is evident that these two extreme scenarios
are suboptimal. This raises the question where the optimal level of precision is
between these extremes, that is, the level at which the costs of managing and
monitoring are balanced with the profits due to the level of attention given to
each crop.
The trend in developments in PA is clearly towards operating at a higher
resolution, which can, for instance, be seen from the developments in and usages
of sensors and actuators [70]. However, we hypothesise that, in order to push for
an increased resolution in PA, we require a scalable ‘software approach’ in order
to go beyond the hardware limitations of sensors and actuators. This hypothesis is the main motivation for the importance of doing model-based crop growth
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management. The main idea of which is to create a ‘digital twin’ of the crops
(i.e., crops are monitored by monitoring a simulation model of the crop growth),
which uses sensor inputs of the crop or nearby crops in order to predict the state
of the crop. Additionally, this model of the crop is used to compute the best
actions for the crop (e.g., amount of irrigation or fertiliser). The addition of a
model-based crop growth management to the sensors and actuators increases the
resolution of PA.
The hypothesis above is central to this chapter and due to the importance of
a model-based control approach, several interesting and important opportunities
for the systems and control community in PA can be identified. In the remainder
of this section we elaborate on three important research directions for the interested control engineer: crop growth models for control, model-based control of
crop growth, and estimation of state variables of crops and fields. These subjects
all contribute to the purpose of farm-wide on-line automated decision making
and/or providing decision support to the farmer.
We refer to the seminal work [5] in which general research lines of PA have
been identified. These research lines form the starting point of our work; we will
specify and detail them for the systems and control engineering community and
expand upon them.

2.3.2

Crop growth modelling for control

There exists a plethora of models that predict the growth of crops. See, e.g.,
[71–74], and [75] and the references therein. Most of them are well-validated and
proved to be able to predict the crop growth. These models have traditionally
been created by biologists, ecologists, and agronomists. However, these models
typically do not lend them to be directly used by ‘standard techniques’ from control engineering in order to design controllers or state estimators [76]. In many
research areas within control engineering, it is assumed that the dynamical model
of the system to be controlled is given by a proper mathematical description, for
instance, in terms of a set of differential or difference equations. These can be
linear or non-linear, and they may include partial derivatives. The aforementioned crop growth models generally are not in such a form. They are mostly
in the form of executable simulation models, consisting of many lines of code.
Although many models do have differential and difference equations at their core,
much of the reasonable performance in prediction comes from added relations.
Such relations take the form of, e.g., ‘if-else-statements’ and look-up tables for
empirical data.
In order to bridge the gap between these crop growth models and the control
engineering domain, we identify the following directions of research:
1) Adaptation of control methods such that the existing crop growth simula-
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tion models can be used directly.
2) Creation of novel crop growth models that rely on the domain knowledge
of the experts, but with the intent to have both appropriate prediction
accuracy and a mathematical description of reasonable complexity that
lends itself to be used in ‘conventional’ control engineering methods.
3) Identification of models based on data and related data-driven control methods.

The difference between direction 3) and the other two is that 3) allows for the use
of black-box models. In this work we focus on the first two of these directions.
The interested reader is referred to, e.g., [77] for a recent review on using data
in modelling the yield gap. It should be mentioned that it may be interesting to
explore the use of reinforcement learning if only simulation models are available
(see, e.g., [78–80] for recent examples). However, such control policies have the
downside that they lose much ‘explainability’ of the optimal actions, which is
important for practical implementation. This will be further discussed in Sections
2.3.3 and 2.5.2.
Aside from the fact that it may be interesting to employ the models in control
engineering methods, there are additional benefits in creating models as described
in 2). Firstly, by explicitly stating the workings of such models they become more
accessible to the users. It allows for scientists to share and improve them and
apply them to different locations, crops and weather patterns. Furthermore such
models allow governmental agencies, non-governmental organizations (NGO) and
companies to create their own decision support systems.

2.3.3

Difficulties in crop growth modelling

In many situations, control engineers are designing controllers for a system that
they can redesign. For instance, in electro-mechanical devices, one may be able
to change the mechanical or electrical design in order to obtain a system that is
‘easier’ to model and control (e.g., reducing the extent of non-linear dynamics by
more expensive or better designed hardware). In arable farming, we are dealing
with a biological system where such modifications are difficult. Moving crops
from arable lands into greenhouses is the primary example of how one might
control part of the dynamics. For instance, farmlands located on an uneven terrain may see a movement of soil water due to gravity. When crops are placed
in a greenhouse, they are most of the time placed in containers with soil, which
can be set level and hence reducing (or even eliminating) such effects. In mechanical systems, a first approximation of the dynamics can often be done by an
application of Newton’s second law of motion and constitutive relations such as
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Hooke’s law. It is then relatively easy to obtain a simple, yet descriptive, dynamical model. Further predictive performance is then obtained by adding more
relations and including non-linear effects. The same can be said of electrical
systems and thus also electro-mechanical systems. The basis of modelling crop
growth for arable farming is ‘storage’ (integrator) of sugars, water, and biomass.
Hence, it often exhibits first-order behaviour. The difference with the electromechanical situation discussed above is that most of the predictive performance
of the crop growth models comes from the ‘non-linear inputs’. These non-linear
inputs in crop growth modelling are not as well-known and often require a high
degree of non-linearity and many (unknown) parameters. Recently, a successful
instance of this approach was shown in [81], where a crop growth model with
four first-order non-linear differential equations (the states are canopy cover, relative soil moisture, total nitrogen content in the soil, and the crop biomass) was
demonstrated.

The typical time scale for performing actions in farming is minutes to hours,
whereas the time scale of crop growth dynamics is typically in the order of days.
On top of that, the objective of decision making is often related to a terminal
reward as harvesting is done at the end of the growing season, which has a
duration of multiple months. In greenhouse management, the short-term decision
making (temperature, ventilation, etc.) is often made by a closed-loop decision
making system, whereas the long-term decisions are made by the farmer/grower
[82]. Increasingly more novel research is done towards extending the short-term
decision making over increasingly longer time scales. This raises the question of
how these facts can be leveraged to improve arable farming.

Any practically useful crop growth model should be able to handle the different circumstances between farms. For example, a crop growth model should
be able to take into account the local soil parameters, and climate and weather
patterns. Not for the purpose of creating a ‘crop growth model for all’, rather
due to the fact that designing a model for every farm and crop cultivar separately
is not a sustainable option. It is therefore of interest that crop growth models for
control can be calibrated with relative ease and have parameters that are ‘explainable’ to the user (i.e., no black-box parameters that require ‘tweaking’). Another
reason why it is important to have explainable parameters in crop growth models
is that models are continuously adapted due to the effects of climate change [83]
and responses at the farm-level to climate change are required [84]. Hence, in
order to be able to adapt models even slightly, a high degree of ‘explainability’
is needed.
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2.3.4

Model-based control

Model-based control in PA is concerned with computing the optimal allocation of
resources such as water, fertiliser, and pesticides, to fields using models to predict
the future crop growth. The objective by which the ‘best’ actions are judged is
a combination of financial profit, risk aversion, and environmental impact. The
current state-of-the-art for many arable farmers that make use of such models,
is to run (Monte Carlo) simulations where the actions and weather patterns are
varied. Based on the outcomes of these simulations, a reasonable set of actions
is selected. See, e.g., [85] for an example application.
In recent years, there have been several endeavours into optimal control methods that explicitly use crop growth models in order to compute the ‘optimal’
amount of water to irrigate crops, see, e.g., [27, 86] and for a model predictive
control setting, see, e.g., [26,87,88] and Chapter 3 of this thesis. On a larger scale,
the control of irrigation networks between farms has been studied in, e.g., [89–91].
However, due to the large scale of irrigation networks, these controllers do not
make use of crop growth models.
The primary research directions we identify in model-based control for farm
management are:
1) The design of control methods to be used with (existing) crop growth models.
2) The incorporation of the allocation of water, fertiliser, and pesticides into
a single framework.
3) The scalability of control methods to large-scale systems.
4) How to deal with or exploit the time-scale separation between the crop/field
dynamics and control actions (see Section 2.3.3) in control schemes.
Related to these practical primary research directions, we identify several questions that may find a partial answer to the directions mentioned above. Firstly,
the model-based approach may give answers to the question of which level of
granularity in both time and space is optimal. The scalability of the control
methods, item 3) in the list above, is especially important if the granularity is
high. Secondly, it may increase our understanding of the interplay between when
to fertilise and when to irrigate. There is much biological and ecological theory
on how these factors influence each other and it is thus of interest to investigate what an optimal control approach would provide as the optimal pattern of
applying fertiliser and irrigation.
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State estimation and digital twins

The use of sensors in arable farming has drastically increased over the past
decades [70] as well as research into vision-based sensing [92]. These systems
can measure a wide variety of properties of the crop and soil such as leaf area,
soil water content, and soil conductivity. Not all of these measurements are properties that would typically be a state in a dynamical crop growth model. It is the
use of empirical correlations that are employed in order to estimate the status of
the crop using the measurements. For instance, using hyperspectral imagery of
the crops, one can compute the NDVI (normalized difference vegetation index)
from which approximations of the ‘leaf area index’ and nitrogen content in the
leafs can be obtained (see, e.g., [93]). State observers could be used in conjunction with on-line parameter updates, which enables the creation of ‘digital twins’
of the crops and fields. This provides better insights into what is happening on
the fields and the importance of digital twins was stated in our central hypothesis
in Section 2.3.1.
The first research direction we identify from a control-theoretical perspective
is to analyse which measurements lead to observability (or detectability) of the
states of the crops and soils. Using the crop growth models for control it could
be possible to design observers. See, e.g., [94] for a recent example of using a
simple water/soil model in order to design observers to monitor the soil water
content.
Secondly, the design of state observers could lead to an increase in understanding of where one wishes to sense. For instance, farmers that have several
UAVs would like to know when and where they should fly them to collect measurements. At first glance, there are many possibilities: to the field with highest
uncertainty of crop states, to the ‘best’ fields that have the highest (potential)
yield, the ‘worst’ fields, and more. All these possibilities have their benefits and
downsides, but the question remains which is the best in the grander scheme
of farm management. Combined with a controller design, it may be possible to
device the optimal policy of allocation of sensing agents such as UAVs.

2.3.6

Reduced-order crop models

Reduced order crop growth models are especially useful in the crop growth management of large-scale farms. Consider the case where a farmland is divided into
hundreds or thousands of subfields. Using reduced order crop growth models may
then help to significantly reduce the computation time, while still performing well
in such a large-scale setting.
If one were to obtain a crop growth model that lends itself to be used to design
controller and state estimators, a natural question would then be whether the
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closed-loop system is of minimal order1 . If the controller and sensors can achieve
the same input-output behaviour with fewer states, then the system model is not
minimal. Even if the model is minimal, it may be interesting to analyse which
of the states are the most ‘important’ in the model and subsequently obtain a
reduced order model.
Such an approach has the potential to objectively quantify the relative importance of sensors and resource inputs to the overall crop management. This would
provide an interesting new perspective on the role of decisions and measurements
in PA.

2.4

Advanced applications

Building upon the essentials of model-based control and estimation in arable
farming as discussed in Section 2.3.4, we present three advanced applications
in this section. These applications are intercropping, multi-agent systems, and
vertical farming.

2.4.1

Intercropping: Enabling natural symbiosis

When discussing arable farming, chances are that large swathes of land with a
single crop come to mind. Naturally, crops would not grow as such large monocultures. There is a natural symbiosis between crops, other plants, bacteria, and
animals that enable an exchange of protection and nutrition. Intercropping is
the practice of cultivating different crops in close proximity with the intentional
purpose to benefit from a natural symbiosis. Intercropping is one of the core
applications within the science of agroecology [95].
Initially, humankind’s first attempt at farming had different types of crops
close together. As human societies grew larger, managing of such multi-crop fields
became too difficult in order to satisfy the increasing demand of food as settlements grew in population. The difficulty in managing intercropped fields arises
due to the fact that if many crops grow close to one another, it is more difficult
to seed, monitor and harvest. Humanity therefore shifted towards monoculture
farming over time as it was more efficient due to the available specialized tools
and animal labour (later machine power). Yet, intercropping is still widely used
by farmers with small lands in the tropics [96], but it currently is not manageable
for large-scale farms.
There are several advantages to intercropping. Firstly, by placing different
types of crops close to one another, crops may benefit from natural protection
1 Here we use the terminology for linear state-space systems for didactic purposes. Extensions
to other types of systems are implied.
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from diseases [96]. This reduces the need of pesticides and herbicides. Secondly,
intercropping stimulates an increase in biodiversity in the soil and of insects. This
can lead to an increase of nutrients for the crops and a healthier soil. Thirdly,
the density of crops in a field can be higher in intercropping, which may lead to
a higher yield. An example is placing a crop with deep roots near a crop with a
shallow root system.
Systematic research on intercropping started many years ago, see, e.g., the
seminal work by [97]. However, it has even recently been argued that there still
is a need of a systematic theory behind agroecology and intercropping [95]. The
interplay between crops, soils, and pests is delicate and not straightforward. For
instance, intercropping in itself does not reduce pest damage [98, p. 154]. It is
evident that control theory and especially game theory may provide interesting
new insights into the dynamics of intercropping [95, p. 187]. Yet, surprisingly
little research has been done within these domains (to the best of our knowledge).
An exception can be found in the domain of statistics [99, 100]. It is a great and
highly relevant challenge for the domain of systems and control engineering to
develop such theories for agroecology.
The second challenge is of a more applied nature. Due to the fact that intercropped fields do not necessarily follow the ‘row orientation’ that conventional
mono-cropped fields have, a new kind of machinery is required to seed, monitor,
maintain, and harvest. We identify the computation of optimal patterns for such
new machinery as the second challenge for control engineering within agroecology. It should be mentioned that there are forms of intercropping that follow
the traditional ‘row orientation’, which is known as ‘strip cropping’ [101, 102].
In strip cropping, each row has the same type of crop, but adjacent rows may
have different crops. A recent meta-analysis [103] has shown that intercropping
can, on average, result in a 22% increase of crops relative to mono-cropping.
Figure 2.1 illustrates the differences between the various configurations of crop
orientations.

Figure 2.1: Sketch of differences in configuration of crops on arable land: traditional monocropping (left), stripcropping (middle), and full intercropping (right).
The different colours represent different crops.
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There is an even more advanced form of intercropping, namely agroforestry
[104, 105]. It takes ecology ‘into a third dimension’ and it is the science of cultivation crops in combination with trees. As in ecology, the aim is to improve
productivity of the farm through symbiosis of the crops and trees. Evidently,
this can increase the complexity of decision making and hence it is of interest to
study it from the systems and control perspective.

2.4.2

Soil compaction and the disturbance of the top soil:
Multi-agent systems and remote sensing

By driving large machines over the soil, the biotope of the top-soil is heavily
disturbed and compacted, which can have negative impacts on the soil health
and the crop yield [106]. In order to manipulate the crop by the least amount
and minimally disturb the biotope of the top-soil, the trend to make use of
both lighter and smaller tractors, and remote sensing is evident. Application of
nutrients and other resources is therefore challenging.
Smaller resource-delivering vehicles (both ground or aerial) evidently have
a smaller capacity. As discussed earlier, by careful monitoring one can reduce
the amount of resources that need to be delivered to the crops. However, there
are still considerable amounts that need to be delivered. In order to lessen the
disturbance of the top soil, there are desires and trends to reduce the mass (or
size) of a resource delivering agent by orders of magnitudes 10 to 100, whereas the
decrease in resource delivered by advanced optimisation schemes will most likely
be in the order of 1.2 to 2. This implies that many resource delivering agents
are required in order to fulfil the resource demands for crop production. This
warrants a careful deployment and allocation of agents. Hence, it is necessary
to develop multi-agent optimisation tools. An example of a multi-agent resource
allocation scheme for irrigation can be found in Chapter 3.

2.4.3

Vertical farming

In 2018, approximately 55% of the world population resided in urban areas. That
number is expected to increase to 69% by 2050 [2]. With this global increase of
urbanisation, there is a rising demand for locally grown food. Vertical farming
is a way to incorporate farming into cities. It is called ‘vertical’ due to the
fact that such farms take form of high-rise buildings where produce is grown
on each floor [107, 108]. It has been shown that it has the potential to be an
economically viable way to produce food with a small environmental footprint
and area demand [108–110]. Currently there are successfully operating vertical
farms around the world, see, e.g., [108,109] for an overview. The most successfully
grown crops in vertical farming today are leafy greens [111].
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Part of the reason of the low environmental footprint is that vertical farming
requires less water than traditional farming as there is less evaporation and water
can be recycled more easily. Many of the vertical farming operation make use
of hydroponics, where the crops are placed in nutrient-enriched water rather
than soil. This eliminates the need for fertiliser and pesticides [108]. Since the
farmlands are stacked upon each other in vertical farming, not every floor can
obtain sunlight as well as in an ordinary greenhouse. Such artificial lighting
comes at an increase in investment costs and energy costs which should be taken
into account.
Vertical farming poses challenges for many disciplines of engineering. The
challenge we identify for system and control engineering is the automated management of crops in vertical farming. Just as in traditional greenhouses, the
environment is closed, which allows for better monitoring and control of the
crops. One might argue that this is no longer arable farming and it is much more
related to growing crops in greenhouses. The reason why we include vertical
farming in this chapter is that there is a need for arable crops to be grown within
the vertical farming environment. Hence, when designing models, controllers, or
estimators for arable farming, it is of interest to consider how these would work
in vertical farming in order to increase the number of crops that can be grown
in such environments.

2.5

Practical considerations

So far in this work we have discussed the challenges and opportunities for control
engineering within arable farming. In this section we will provide several considerations and recommendations to take into account when tackling the challenges
discussed throughout this work.

2.5.1

Domain knowledge

The most important consideration is the involvement of domain experts. As
mentioned in Section 2.3.3, crop growth modelling is an inter-disciplinary activity
where researchers from disciplines such as agronomy, biology, and ecology have
done a tremendous amount of work in order to better understand crop growth.
Whether designing a crop growth model for control or adapting an existing crop
growth model to be used in control, the domain knowledge is extensive and must
be consulted.
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User adoption

In any case of practical controller design, one must take the user into consideration. This is definitely very much the case in arable farming. The control actions
are, in general, performed by the farmer as the primary user. As mentioned, it
may be the case in the future that robots perform farm management with the
human out of the control loop, but this is currently not the case and will not be
for the near future. With automated decision making with humans in the loop,
the computed decisions and state estimations must be explainable to a reasonable degree. The most prominent reason is that if the computed decisions are
not reasonable at first glance, then the user may not execute them at all. Notice
for instance, that the terminology within PA for automated decision making algorithms is ‘decision support system’ (DSS): the farmer still makes the ultimate
decision and is only advised by the DSS.
We refer to [82] for a survey done among suppliers of control systems for
greenhouses as well as users of the control systems (i.e., farmers) on the requirements of control systems for proper adoption. One of the questions that was
often asked by the farmers in this survey was whether the prediction models can
be trusted [82, p. 233]. It is thus of key importance that the crop growth models
to be used in any control scheme should have an explainable behaviour.

2.5.3

Degree of available equipment

Many novel robots, machinery, and sensors come to market every year. It is
tempting to design automated decision making systems that use such hardware
as there is obviously a market for such systems. As mentioned in Section 2.2.2,
it is also of importance to design advanced decision making schemes that do not
rely on such machinery. In the design of control methods for arable farming,
one must thus take in mind which types of machinery and how much computing
power will be available to the farmer.

2.6

Conclusion

In this work we identified several research directions for control engineering research within the domain of precision agriculture (PA) for arable farming with
the purpose of attracting control engineers and researchers to the highly relevant
and interesting application domain.
We presented an overview of the challenges that humanity faces and how PA
can help to tackle these challenges. For research in the short term, we highlighted optimal control of resources through model-based control of crops, and
estimation of crop and soil states as the main directions of research. We gave

2.6 Conclusion

27

specific research questions on these topics and how they can lead to answering
fundamental questions in farming operations. Using model-based crop growth
management as a central notion, it was shown that deployment of ‘digital twins’
of crops and soils can help increase the precision of decision-making in agriculture
and thus increase the quality and quantity of the food while taking into account
environmental and financial aspects. Beyond control of resources, estimation,
and control-relevant crop-modelling, relevant research directions for control engineering in advanced applications such as intercropping, multi-agent systems, and
vertical farming were stated in detail. These are research directions for the long
term.
Many fundamental challenges in PA for arable farming can be researched
from the perspective of control engineering and it offers the systems and control
community an interesting and important research area.
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CHAPTER

3

Optimal irrigation allocation for large-scale arable farming

In this chapter we propose an optimisation framework that computes
the allocation of irrigation machinery (agents) and water to arable
fields by maximisation of a profit function in a receding horizon fashion using realistic models for crop growth dynamics. A key advantage
of the proposed framework is that it can use many of the existing crop
growth models for prediction and hence can be applied to a wide variety of crops, soils, locations and weather patterns. The output of
the framework is a feasible allocation of agents to fields and delivery of water over the growing season, in such a way that it allows
for practical implementation by farmers. The allocation is feasible as
the framework takes into account relevant real-world constraints such
as the water-carrying capacity and application rates of the agents,
but also travelling costs and refilling of water at designated locations. A realistic case study using validated crop-growth models by
agronomists is used to show the strengths and the generality of the
framework.

The contents of this chapter are based on: A.T.J.R. Cobbenhagen, L.P.A. Schoonen, M.J.G.
van de Molengraft, and W.P.M.H. Heemels, “Optimal irrigation allocation for large-scale arable
farming,” Submitted for journal publication. Preliminary work appeared in [26, 27].
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Introduction

This work is motivated by two global trends. First of all, agriculture is responsible
for approximately 69% of annual water withdrawals globally, of which irrigation
is a large portion [112]. Secondly, global food demand is rising [3]. Therefore,
a major question in arable farming is when, where, and how much irrigation
should be applied in order to produce food of high quality in large quantities,
while minimizing waste of water. Typically, there are many more farmlands
than there are irrigation machines and farmers therefore need to carefully choose
which fields to irrigate in addition to how much water should be applied. We use
‘fields’ to denote a connected piece of arable farmland. Fields typically represent
a local context characterized by, e.g., location, soil composition, ground water
levels, etc. Fields can be of any size: from a large scale (i.e., order of hectares)
to a near individual crop scale (i.e., square meters). Many uncertainties play a
role when making irrigation-related decisions, which the farmer has to do on a
daily basis. There are uncertainties due to disturbances such as (future) weather
influences (e.g., rain and solar irradiation), but also uncertainty due to lack of
accurate knowledge of the state of the crops and limited predictability of future
crop states due to model mismatch and/or parameter uncertainty.
In the present chapter we adopt a model-based approach to design a framework in order to compute the optimal actions for the water delivering agents.
‘Optimal’ here is in the sense of maximization of a profit function. In this framework, we use crop growth models in order to predict the states of the crops in
the future. There is a vast amount of literature concerned with modelling of
crop growth. For survey papers, see, e.g., [113, 114]. These models are usually
simulation models made by agronomists, ecologists or biologists to better understand how crops grow and to predict crop yield. For a given set of parameters,
inputs and disturbances, such models predict growth during the growing season.
Examples include LINTUL [71], WOFOST [72], STICS [73], and AquaCrop [74].
These models have been validated extensively.
In order to design control algorithms for crop growth, one might be inclined
to convert and approximate available simulation models into a set of differential/difference equations or partial differential equations. In some applications these are good enough as a ‘first principle’ model (e.g., design of stateestimators [94]). However, these models tend to generalize poorly when applied
to other types of crops, soils, locations and weather patterns and they require
extensive calibration. This makes them rather unsuitable for larger-scale decision making on crop management such as irrigation as considered in the present
work. In fact, crop growth simulation models, as discussed in the previous paragraph, already suffer from the effects of climate change and are continuously
adapted [83]. We argue that there is a tremendously important and interesting
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opportunity for system and control engineers and theorists to apply their knowledge of modelling in cooperation with the domain experts of agriculture in order
to obtain crop growth models that 1) generalize well to different situations (such
as climatic effects, different crop types, etc.) and 2) can make more use of the
existing methods in control theory to design controllers. For a detailed analysis
on this, see Section 2.3.
In the present chapter we take an alternative approach and we focus on a
control design that is not driven by any severe modification of the crop growth
simulation models. In fact, our approach does not even require an analytical
expression of the crop-growth model, which allows for the use of software models.
This results in a modular approach, where one can substitute a new crop growth
model into our framework and thereby making it generally applicable. In our
proposed optimisation framework (defined in Section 3.2.3) we make use of only
a very small set of assumptions on the crop growth dynamics that are general
for many different crops in different conditions1 . The optimisation framework
we present can therefore make use of a large collection of existing crop growth
(simulation) models that have been verified and validated in experiments and are
continuously updated by domain experts.

3.1.1

Problem description and system context

One of the key decisions many farmers have to make on a daily basis, is which
fields should receive irrigation and how much irrigation they should receive. The
difficulty in those decisions are due to several factors such as uncertainty in crop
states, in how the crops will develop, in what the soil-water content is, and
in the future weather. Due to the presence of these unknown disturbances and
uncertainties, farmers need to make use of feedback and thus make their decisions
in an ‘on-line’ fashion. Constraints on irrigation agents’ capacities and rates also
need to be taken into account, as well as the costs of operating these agents.
‘Optimal’ decision making in irrigation can then be defined in various different
ways, dependent on the user. Some farmers may want to maximize their economic
profit over the season by delivering a large quantity of high quality crops. Other
farmers may want to deliver the most amount of crops by doing the least amount
of actions or using the least amount of water.
Summarizing, the problem discussed in this work is the following: How to
design a framework for optimal on-line automated decision making in irrigation
for large-scale arable farming that takes into account the limitations of the agents
and predictions of crop growth using any crop-growth model.
1 The reason why we have require the small set of assumptions will become clear in Section
3.5. In short, the assumptions allow us to use the simulation models without doing an excessive
amount of simulations at each time for all fields on a farm. This results in a scalability of our
framework.
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3.1.2

Previous work

Due to the importance and difficulty of optimal irrigation, it has been a topic
of interest for many years. Recent developments in the application of optimal
control to irrigation can be found in, e.g., [86, 115] and in model predictive control for irrigation in, e.g., [87, 88, 116, 117]. An overview of the usage of model
predictive control in agriculture can be found in [118].
In many of the irrigation scheduling policies available in literature, it is assumed that every field that requires irrigation can actually be irrigated, see,
e.g., [86–88, 117]. However, the number of irrigation machines that farmers have
to their availability is typically much less than the number of fields (that require
irrigation). Hence, there is a need to not only compute how much irrigation a
field would optimally need (ignoring the possible unavailability of machinery),
but there is also a need to select the allocation of which (sub)fields receive irrigation by which delivery agent.
For the above reasons we present in this chapter a framework for optimal
irrigation scheduling in arable farming by a group of heterogeneous agents. An
important novelty of this framework is that it computes the optimal allocation
of irrigation while taking into account constraints on agent allocations such as
1. the maximum resource carry capacity,
2. the maximum rate of irrigation,
3. minimization of agent travel distances,
4. returning to a refill station to replenish water,
5. time-scale separation between crop growth dynamics and allocation.
Item 5) is of interest as the dynamics of crops have time-scales of several days,
whereas allocation can occur much faster and has a time-scale of hours.
The framework we propose is based on ideas from model predictive control
(MPC). Within this context, a key novel insight is that we provide a technique
to link short-term water stress effects within the (short) prediction horizon to
the long-term effects of the crop growth during the remainder of the season.

3.1.3

Contributions

Summarizing, the main contributions of this work are threefold. Firstly, we
present a problem definition of irrigation scheduling in large-scale arable farming
for optimal control including the (often ignored) allocation constraints of irrigation machinery, and we provide a mathematical formulation of this problem.
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Secondly, the optimal control framework we employ can make use of almost
any existing crop growth model. This allows for a large applicability to different
types of crops, soils, locations, and weather patterns.
Thirdly, the proposed optimisation framework can handle a wide variety of
real-world constraints on the agent allocation such as carrying-capacity, irrigation
rate, and replenishing of resources.
The work in this chapter is a significant extension of our preliminary works [27]
and [26]. The extensions include (but are not limited to) the minimisation of
agent travel distances, monitoring of resources of agents and returning to a refill
location, and an extensive case study of the proposed framework over 33 growing
seasons. Furthermore, several constraints in the framework have been adapted
in order to significantly reduce computation time.

3.1.4

Structure

The remainder of this chapter is structured as follows. We end this section with
mathematical notations. In Section 3.2 we pose a mathematical abstraction of
the problem formulation described in Section 3.1.1. Constraints on the irrigation
machinery (as mentioned in Section 3.1.2) are given in Section 3.3, followed by a
model of soil water and soil water/crop interaction in Section 3.4. The proposed
solution to the formulated problem (the optimisation framework) is described
in Section 3.5. In Section 3.6 we demonstrate the effectiveness of the proposed
framework with a realistic case study using crop-growth models developed by
agronomists.

3.1.5

Mathematical notation

Let N0 denote the set of natural numbers including zero. Moreover, N := N0 \{0},
and B := {0, 1}. If M is a matrix, then [M ]ij is used to denote the element on
the i-th row and j-th column of M . We use 1n and 0n to denote vectors of size n
consisting of all ones and all zeros, respectively. Likewise, 1n×m and 0n×m denote
matrices of size n-by-m, consisting of all ones and all zeros, respectively. The
n-by-n identity matrix is denoted by In . Furthermore, Tr(·) denotes the trace
of a matrix and diag(c) ∈ Rn×n denotes a diagonal matrix with the elements of
vector c ∈ Rn on the diagonal. Operators ‘=’, ‘≤’ or ‘≥’ in matrix (in)equalities
denote element-wise comparisons.

3.2

System context

In this section we propose a mathematical abstraction of the problem formulation
described in Section 3.1.1. Firstly, we introduce some notation and properties of
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the agents. Secondly, we introduce the objective function to be maximized by
our framework.

3.2.1

Multi-agent system set-up and notations

We define M := {1, 2, ..., m} as the label set of (sub)fields, with m the total
number of fields. Similarly, we define N := {1, 2, ..., n} as the label set of agents,
with n the total number of irrigation agents. Typically, in real-world problems,
n  m. Let T denote the known length of the growing season and hence any
day t is in the set T := {0, 1, ..., T − 1}.
In addition to fields on which crops grow, agents can also be allocated to
places for combined storage and refilling. We call these locations ‘stores’ and
label each store by an index from the set V := {m + 1, ..., m + v}, where v ∈ N is
the total amount of stores. We use ‘point of interest’ or ‘POI’ to denote a field
or a store. POIs are labelled from the set M+ := M ∪ V = {1, 2, ..., m + v}. At
each store k ∈ V, an agent can refill water at a rate at most rk−m ∈ R≥0 .
It is assumed that each day t ∈ T is divided into S ∈ N time slots (or
subtimes) in which agents can be allocated. Each agent is allocated only once
per time slot. The time slots are labelled from the set S := {1, 2, ..., S} in
chronological order. Crop growth dynamics typically has a time scale of days to
weeks, whereas agents allocation can have time scales of hours. By introducing
the time slots we separate these time scales in our set-up.
We define the allocation matrix Ast ∈ Bn×(m+v) such that [Ast ]ij = 1 if and
only if agent i ∈ N is allocated to field j ∈ M+ in time slot s ∈ S of day
t ∈ T , otherwise [Ast ]ij = 0. Likewise, we define the delivery matrix Dts ∈ Rn×m
≥0
such that [Dts ]ij denotes the amount of irrigation that agent i ∈ N delivers to
field j ∈ M in time slot s ∈ S of day t ∈ T . Furthermore, we define the daily
allocation and delivery matrices as
At =

X
s∈S

Ast

and Dt =

X

Dts ,

s∈S

respectively, for t ∈ T .
Agent capacity is captured by the vector c̄ ∈ Rn≥0 , where the i-th element c̄i
of c̄ denotes the maximum amount of water agent i ∈ N can store. Similarly, the
i-th element d¯i of d¯ ∈ Rn≥0 denotes the maximum amount of water that agent
i ∈ N can deliver per slot. In other words, d¯ can be used to represent the rate
at which irrigation can be applied.
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Objective

As mentioned in Section 3.1.1, the objectives of a farmer can be of all sorts,
including maximizing of economic profit, minimizing of irrigation moments or
saving water. In our optimisation framework, we model the objective function
as an economic profit function, i.e., the total income over the season, minus the
total costs incurred. Other perspectives can be incorporated by appropriately
changing the weights of the income and costs terms in the objective function.
The income is related to the quantity and quality of the crops at the end
of the season. The costs include the costs of water for irrigation and costs of
agent operation such as fuel/energy and operator costs. We now show how these
incomes and costs lead to the objective function of interest in this chapter.
Firstly, let us look at the incomes due to harvest. Let xjt ∈ Rs denote the
state vector2 of a field j ∈ M at time t ∈ T . In this work we assume that the
profit is determined by a linear combination of the elements in the state xjT at
the end of the season (i.e., at time T ). Let π ∈ Rs denote the weights such that
π > xjT
denotes the profit obtained from field j ∈ M. Note that we use the state at
time T , the end of the season, as we assume that the profit is obtained from the
harvest.
Secondly, we look at the costs. We distinguish three main costs: operation
costs of agents, resource costs and travel costs of the agents. For operation
costs, we define σ ∈ Rn≥0 such that the i-th element σi of σ denotes the costs of
operation for agent i ∈ N per slot. This is the cost that needs to be paid when
an agent is allocated to a field and can represent costs such as fuel/energy or
labour costs. It is assumed that if an agent is allocated to a store, no operations
costs are incurred. For the resource costs, we define ρ ∈ R≥0 to denote the cost
per unit irrigation. Hence, the total amount of expenses over the growing season
incurred by operation and resource costs can be written as
X
t∈T

σ > At

 
1m
+ ρ 1>
n Dt 1m .
0v
(m+v)×(m+v)

For the travel costs we define the matrix E ∈ R≥0
such that [E]jk
denotes the cost incurred from moving from field j to field k (with j, k ∈ M+ ).
2 In the context of arable farming, the states typically include the biomass of different organs
of the crop, the leaf size and water content in the crop.
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Hence, the total costs due to agent movements can be computed using3
XXX X

X

[Ast ]ij [As+1
]ik [E]jk
t

t∈T s∈S i∈N j∈M+ k∈M+

=

XX



s+1 >
s
Tr At E(At ) ,

(3.1)

t∈T s∈S

where we define AS+1
= A1t+1 for t ∈ T and AS+1
= AST .
t
T
Note that the matrix E is not necessarily symmetric, i.e., the cost of travelling
from i ∈ M to j ∈ M does not have to be equal to the cost of travelling from
j to i. Also, the diagonal of E can be comprised of only zeros since, technically,
the agent does not move from one field to another in that case and does not
incur costs. However, we can use a non-zero diagonal of E to penalize agents
that remain stationary on a field without delivering resources.
Combining these costs, we obtain the objective function J as
J =π

>

X
j∈M

xjT

−

X
t∈T

!
 
X

1m
s+1 >
>
s
σ At
+ ρ 1n Dt 1m +
Tr At E(At )
.
0v
>

s∈S

(3.2)

3.2.3

Lay-out of proposed solution

In essence, the objective is to maximize (3.2) subject to constraints on agent
allocation and growth of the crops, in the presence of uncertainty about the state
of our system, uncertainty in weather predictions and other disturbances.
To tackle this problem, we will formalize the agent constraints in Section 3.3,
followed by a model of soil water and soil water/crop interaction in Section 3.4.
In order to deal with the uncertainty in our system, the proposed framework will
make use of principles from model predictive control. The adaptation needed to
do so is described in Section 3.5.

3.3

Agent allocation constraints

In this section we will provide a mathematical formulation of several important
constraints on agent allocation. Section 3.3.1 introduces essential constraints
that are required for any use of the proposed framework. The other subsections
contain additional constraints that may be added if desired.
3 Note that for (3.1) to hold, it is assumed that an agent can be allocated to only one field
at a certain slot. This will be enforced in (3.3).
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Essential allocation constraints

As already stated in Section 3.2.1, at each s ∈ S, an agent must be allocated to
exactly one POI. We therefore impose for all i ∈ N and all s ∈ S, t ∈ T ,
X
[Ast ]ij = 1,
j∈M+

or stated otherwise, for all s ∈ S, t ∈ T ,
Ast 1m+v = 1n .

(3.3)

A vital constraint in the agent allocation is that if an agent i ∈ N delivers
resources to field j ∈ M, it must be allocated. Formally stated,
[Dts ]ij > 0 ⇒ [Ast ]ij = 1.

(3.4)

for all s ∈ S and t ∈ T . Furthermore, each agent i ∈ N cannot deliver more
than its maximum delivery rate d¯i :
[Dts ]ij ≤ d¯i .

(3.5)

We can enforce (3.4) and (3.5) simultaneously by the following linear inequalities,
for all s ∈ S, t ∈ T , i ∈ N and j ∈ M,
[Dts ]ij ≤ d¯i [Ast ]ij ,
or, equivalently, for all s ∈ S, t ∈ T ,

Dts ≤ diag d¯ Ast

3.3.2



Im

0v×m


.

(3.6)

Refilling constraints

Let cst ∈ Rn≥0 denote the amount of water stored by each agent at slot s ∈ S of
day t ∈ T . In order to respect the carrying capacity of each agent it must be
true that, for all s ∈ S, t ∈ T ,
0n ≤ cst ≤ c̄.

(3.7)

Furthermore, we assume that the dynamics of cst for all s ∈ S, t ∈ T equals
cs+1
= cst − Dts 1m + Rts 1v ,
t

(3.8)

subject to (3.7), where we define cS+1
:= c1t+1 and Rts ∈ Rn×v
t
≥0 is a decision
s
variable such that [Rt ]i(k−m) denotes how much water is refilled to agent i ∈ N

38

Chapter 3. Optimal irrigation allocation for large-scale arable farming

at store k ∈ V in slot s ∈ S on day t ∈ T . Similar to (3.4), we must have that
an agent must be allocated to a store in order for it to receive water and, hence,
for all i ∈ N , k ∈ V, s ∈ S and t ∈ T ,
[Rts ]i(k−m) ≤ rk−m [Ast ]ik ,

(3.9)

where rk−m ∈ R>0 is the maximum refill rate per allocation for store k ∈ V. This
can be written in matrix form as


0m×v
s
s
R t ≤ At
.
diag (r)

3.4

Model of water limited crop growth

So far we have dealt with the agent allocation side of the optimisation framework. In this section we will shift our attention to the crop growth side of the
framework. Firstly, this section presents the soil water dynamics and secondly,
the soil water/crop interaction.

3.4.1

Soil water dynamics

wtj

Let
denote the soil water content of field j ∈ M at time t ∈ T . We assume
the (unsaturated) water dynamics occurs according to the following discrete-time
dynamics
j
wt+1
= wtj + djt − vtj + pjt ,

(3.10)

j
where djt =
i∈N [Dt ]ij is the amount of water field j receives at time t, vt
is a disturbance term that includes effects such as surface run-off, evaporation,
transpiration and drainage, and pjt is the precipitation. We obtain vtj from the
prediction model and pjt from weather predictions/measurements.
We assume that the soil for each field has a maximum carrying capacity for
water called field capacity (f c). It is assumed that if wtj exceeds f cj , this amount
of water will be lost due to deep drainage within one day and the water level will
reduce to wtj = f cj . Therefore, in effect, we adapt the unsaturated dynamics
(3.10) to
n
o
j
wt+1
= min f cj , wtj + djt − vtj + pjt .
(3.11)

P

3.4.2

Soil water/crop interactions

We assume that the prediction model G for the crop state xjt is of the form
xjt+1 = xjt + G(xjt , wtj , djt , vtj , pjt , τtj , ijt ),

3.5 Model of water limited crop growth
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for t ∈ T , where τtj ∈ R is the daily average temperature and ijt ∈ R≥0 the
total daily solar irradiation. Furthermore, in order to model the soil water/crop
interaction, we assume that G can be decomposed as the product of a waterlimiting factor θtj ∈ [0, 1] and the potential growth G∗ as
G(·) = θtj (wtj , crtj ) · G∗ (xjt , τtj , ijt ).
Here, crtj (xjt , vtj , pjt , τtj , ijt ) is the critical water level which is dependent on the
evapo-transpiration (which is dependent on crop states and weather influences
such as precipitation, temperature and irradiation), and G∗ is the maximum
amount of growth that is theoretically possible in the case where there is no
water shortage, i.e., the potential growth. Note that this implies that G∗ is not
a function of djt . The dependency of θtj on djt−1 is through wtj by (3.11).
Remark 1. As an illustrative example of a G∗ , let us consider the crop growth
model LINTUL2. In this model, the optimal growth is given by G∗ = 21 λ ijt (1 −
e−κLt ), where λ is the light-use efficiency in g MJ−1 , ijt is the total daily solar
irradiation in MJ, κ is an attenuation coefficient and Lt is the leaf area index
(LAI).
In order to compute the optimal actions more efficiently, we now exploit a
key principle of soil water/crop interactions that is common to many crop growth
models. This principle is used in many different crop growth models such as (but
not limited to) LINTUL2/3 [71], WOFOST [72], STICS [73], AquaCrop [74]
and a derivation thereof in [81]. In these models (as well as in our optimisation
framework), the water limiting factor is dependent on wtj in the manner as shown
in Figure 3.1.
In Figure 3.1, wpj is the wilting point below which growth does not occur. It
holds that wpj < crtj < f cj for all j ∈ M, t ∈ T . The key principle mentioned
earlier is that the growth is optimal for water levels above the critical water level
and reduces linearly for values below the critical water level until the wilting
point.
Any crop growth model that satisfies the following assumption can be used
in our framework as a prediction model.
Assumption 1 (Crop growth model for prediction). The crop growth model
used in prediction can output the maximum possible growth G∗ under optimal
irrigation (i.e., potential growth), the critical water level crtj and soil water effects
vtj , for all t ∈ T .
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1

θtj

0
wpj

crtj

f cj

wtj
Figure 3.1: Dependency of growth-reduction factor θtj on the soil water content
wtj for any t ∈ T and j ∈ M.

3.5

Model predictive control scheme

Optimisation of (3.2) subject to the allocation constraints of Section 3.3 before
the growing season starts, is generally a computationally demanding problem.
Furthermore, the growth of crops is highly susceptible to changes in weather and
other disturbances. It is mainly for these reasons that the proposed framework
incorporates ideas from model predictive control (see, e.g., [119]). Instead of an
entire growing season, the optimisation only considers a finite horizon of H ∈ N
days. Within these H days, the optimisation framework computes the optimal
amount of irrigation and which agent delivers water to which field.
In order to take into account a shrinking horizon when t ∈ T is close to
T , we make use of Ht := min{H, T − t} instead of H in the remainder. Let
HtH := {t, t + 1, ..., t + Ht − 1} denote the label set of prediction steps in the
(receding) horizon for time t ∈ T . In the formulation of the optimisation problem,
we use the subscript ‘h|t’ (e.g., Dh|t ) to denote the value of a parameter at time
h ∈ HtH , when the optimisation is performed at t ∈ T .
In the remainder of this section we will first adapt the objective function (3.2)
such that it can be used in the MPC setting, followed by the required adaptations
to the allocation constraints.
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Adaptation of the objective function

We adapt (3.2) to the following objective function that is to be maximized at
each time t ∈ T :
 
X j
T −t X
1
xT |t −
Jt = π >
σ > Ah|t m
0v
Ht
j∈M
h∈HH
t
!
X
s+1
>
s
>
+ ρ 1n Dh|t 1m +
Tr(Ah|t E(Ah+1|t ) ) ,
(3.12)
s∈S
S+1
1
where we define AS+1
h|t := Ah+1|t and At+H|t := 0n×(m+v) .
Since we are optimising over a finite horizon, we have made the following
two modifications: 1) a prediction xjT |t at time t for the yield at the end of the
season, and 2) a multiplication of (T −t)/Ht of the resource costs in the prediction
horizon. We now elaborate on each of these choices separately in the following
two subsections.

Prediction of the yield at the end of the season
If we are optimising over a finite horizon that does not include the end of the
season, then our approach requires an estimate of xjT |t , the state at the end of the
season. We will use the following insights in order to obtain such an estimate.
Firstly, for all j ∈ M, h ∈ HtH , let x̃jh be such that x̃jt = xjt and x̃jh+1 =
j
x̃jh + G∗ (x̃jh , τh|t
, ijh|t ). The maximum possible growth (i.e., there is a complete
absence of water stress) for field j ∈ M during the considered prediction horizon
is then equal to
X
j
Gj◦ =
G∗ (x̃jh , τh|t
, ijh|t ).
h∈HH
t

Secondly, let xjt,min denote the prediction at t ∈ T of the state at T if there
would be no growth during the prediction horizon and optimal growth afterwards:
θhj = 0, h ∈ HtH and θιj = 1, ι ∈ {t + Ht , t + Ht + 1, ..., T }. Similarly, let
xjmax denote the maximum possible yield, which can be achieved in complete
absence of waterstress during and after the prediction horizon, i.e., θιj = 1, ι ∈
{t, t + 1, ..., T }.
j
The proposed estimate of xjT |t is then linear in the θh|t
for h ∈ HtH , j ∈ M:
P
j
t
θh|t
G∗ (x̃jh , τh|t
, ijh|t )
h∈HH
j
j
j
j
t
.
(3.13)
xT |t = xt,min + (xt,max − xt,min )
Gj◦
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Remark 2. For a further interpretation of this, let us reconsider the crop growth
model LINTUL2 as given in Remark 1. Assuming that the LAI does not change
much during the prediction horizon, then
P
xjT |t

≈

xjt,min

+

(xjt,max

−

xjt,min )

h∈HH
t

j
θh|t
Qh|t

Gj◦

.

The fraction can therefore be interpreted as an average of the reduction in growth,
weighted according to the solar irradiation. If we furthermore assume that Qh|t
does not change much in the prediction horizon, then the fraction is approximately
j
equal to the average θh|t
over the prediction horizon.
Scaling of resource costs
Since we are interested in the profit over the entire season, we must not only give
a prediction of the yield at the end of the season, but also a prediction of the
resource costs in the remainder of the season. The assumption we used in the
adapted cost (3.12) is that the resource costs during the prediction horizon are
indicative for the resource costs over the entire remainder of the growing season.
In fact, we assume that the daily average within the prediction horizon is equal
to the daily average over the remainder of the season. Hence, the resource cost
during the prediction horizon is multiplied by (T − t)/Ht . Note that if t ∈ T is
such that T − t ≤ H, then the factor (T − t)/H should be equal to one and hence
the introduction of Ht in (3.12).

3.5.2

Adaptation of constraints

Allocation and refilling constraints
The adaptation of the essential allocation constraints is rather straightforward
and we obtain



Im
s
Dh|t
≤ diag d¯ Ash|t
,
(3.14a)
0v×m
Ash|t 1m+v = 1n ,

(3.14b)

for all h ∈ HtH and s ∈ S.
As with the essential allocation constraints, the adaptation of the refilling
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constraints (3.7) – (3.9) follows readily and we have, for all s ∈ S, h ∈ HtH ,
s
s
s
cs+1
h|t = ch|t − Dh|t 1m + Rh|t 1v ,

0n ≤
0n ≤

csh|t ≤ c̄,
c1H+1|t ≤

s
Rh|t
≤ Ash|t

(3.15a)
(3.15b)

c̄,



(3.15c)


0m×v
,
diag (r)

(3.15d)

where c1t|t = ct−1 (i.e., the current inventory) and furthermore
1
cS+1
h|t = ch+1|t ,
S+1
Dh|t

(3.16a)

1
Dh+1|t
,

(3.16b)

S+1
1
Rh|t
= Rh+1|t
.

(3.16c)

=

Water dynamics
j
In order to model (3.11), we use the substitution of wtj to wh|t
for t ∈ T , h ∈ HtH
and j ∈ M. However, for ease of computation, we also replace the min-function
j
by a set of linear constraints. For brevity of notation, let z = wh|t
+ djh|t + pjh|t −
j
vh|t
, then (3.11) (with the aforementioned substitutions), can be rewritten as
j
wh+1|t
= min{z, f cj } = z − max{z − f cj , 0} .
|
{z
}

(3.17)

=:jh|t

The max-function can be modelled alternatively by introducing the three constraints
jh|t ≥ 0,
jh|t

(3.18a)
j

≥ z − fc ,

jh|t (jh|t − z + f cj ) = 0.

(3.18b)
(3.18c)

The complementarity condition (3.18c) ensures that either jh|t = 0 or jh|t =
z − f cj . Interestingly, (3.18c) can be removed in the optimisation problem, while
j
still satisfying jh|t = max{0, z − f cj }, as explained next. The water level wh|t
j
has a linear effect on the objective function through θh|t
and xjT |t . A larger jh|t
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would yield a lower water level, which can only have negative effects on the crop
growth in the long term (see Figure 3.1). Hence, we set jh|t to be optimisation
variables in our framework and remove the complementarity constraint (3.18c)
as the optimal solution will have the smallest value of jh|t that satisfies (3.18a)
and (3.18b), thereby automatically satisfying (3.18c) without having to impose
it. This value for jh|t will be equal to the true maximum. In summary, we model
the water dynamics as follows
j
j
j
wh+1|t
= wh|t
+ djh|t + pjh|t − vh|t
− jh|t ,

jh|t
jh|t

≥

j
wh|t

+

djh|t

+

pjh|t

−

j
vh|t

(3.19a)

− f cj ,

(3.19b)

≥ 0.

(3.19c)

Soil water/crop interactions
j
j
In order to model θh|t
for wh|t
≥ wpj , we use a similar approach as in Section
j
3.5.2 above. It is evident from Figure 3.1 that, for wh|t
≥ wpj , it holds that
j
ηh|t
:=

(
j
θh|t

= min 1,

j
wh|t
− wpj

)

j
crh|t
− wpj

=1−

z
}|
{
j
j
max{0, crh|t − wh|t }
j
crh|t
− wpj

,

for all t ∈ T , h ∈ HtH and j ∈ M. Similar to how we replaced the maxj
function in (3.17) with jh|t , we introduce the auxiliary variable ηh|t
to represent
j
j
max{0, crh|t
− wh|t
}. This can be written to be identical to the constraints
j
ηh|t
≥0

(3.20a)

j
j
j
ηh|t
≥ crh|t
− wh|t
.

(3.20b)

and the complementarity constraint
j
j
j
j
ηh|t
(ηh|t
− crh|t
+ wh|t
) = 0.

(3.21)

j
Note that θh|t
appears linearly in the objective function through xjT |t . A smaller
j
j
value of θh|t
, and thus a larger value of ηh|t
, has a reducing effect on the objective
j
function. Hence, the optimal solution will have the smallest ηh|t
satisfying (3.20)
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and thus satisfy (3.21) automatically. Hence, we can remove the complementarity
constraint without changing the optimal solution. Then, for wtj ≥ wpj ,
j
θh|t

=1−

j
ηh|t
j
crh|t
− wpj

.

(3.22)

j
The critical water level crh|t
is dependent on the evapotranspiration of the
crop and, hence, it is dependent on several crop states and weather effects such
as temperature and solar irradiation. This would imply that (3.22) is a nonlinear constraint. However, we can find a representable value of the critical water
j
level within the prediction horizon by using x̃tj , i.e., by replacing crh|t
in (3.22)
j
by crtj (x̃jh , vtj , pjt , τtj , ijt ). This substitution makes the constraint linear (θh|t
and
j
ηh|t
are the only remaining decision variables). In cases where it is unlikely that
j
the water level reaches levels below the wilting point (i.e., wh|t
< wpj ), the
j
j
constraints (3.20) and (3.22) suffice to model the dependence of θh|t
on wh|t
as
shown in Figure 3.1.

3.5.3

Implementation of control framework

In order to compute the actions at time t ∈ T , the following tasks are to be
performed in order.
1. Obtain the current states xjt of all fields j ∈ M.
2. Obtain the weather predictions required for the prediction model (temperature, irradiation, precipitation).
j
j
, and crh|t
.
3. Compute, for all j ∈ M, Gj◦ , xjt,min , xjt,max , vh|t

4. Maximize (3.12), subject to (3.13) – (3.16), (3.19), (3.20), and (3.22).
s
s
and Rt|t
, s ∈ S.
5. Execute according to Ast|t , Dt|t

6. Repeat for the next day.
The optimisation problem in step 4) is a mixed-integer bilinear problem (MIBP).
It becomes a mixed-integer linear problem (MILP) if we do not take into account
agent travel costs (i.e., E is the zero matrix).
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Performance analysis
A case study

The framework as described in Section 3.5 was implemented into MATLAB [120]
and the optimisation problem was solved using SCIP [121] and YALMIP [122].
We used the validated and realistic LINTUL2 [71, 123, 124] as the prediction
model. We consider the crop spring wheat and the crop parameters used are the
standard, validated ones that come with the LINTUL2 model [123]. The “real”
dynamics of the field were simulated also using LINTUL2. However, several
soil/water parameters (such as f cj and wpj ) of the real fields were perturbed
(at most 10%) from the values of the prediction model in order to introduce
heterogeneity in the field and model mismatch. Further heterogeneity in the
fields is introduced by selecting a priori a constant growth reducing/improving
factor per field as opposed to the ideal setting given by the prediction model.
These factors range from 0.8 to 1.2 with an average of 1.0. Both the growth
reducing factors and the change in parameters are unknown to the optimisation
solver. Weather data is obtained from 1966 to 1998 (33 seasons) and the location
is Eelde, The Netherlands [123]. The weather used in the prediction step of the
framework is perturbed from the weather data.
The system of consideration in this case study consists of N = 5 agents and
M = 100 fields of equal area, and v = 1 store. Agents can be allocated S = 2
times per day and the prediction horizon is H = 12. Furthermore, T = 160, π =
500, ρ = 1, σ = 5001n , d¯ = 100. We consider xjt to be the mass of the storage
organ (WSO in LINTUL2) to represent the yield at the end of the season.
We compare our framework in this setting to the following heuristic, which is
based on [125]. If the water level is below the critical water level (i.e., wtj ≤ cr),
then 30 mm of water is applied to field j ∈ M at day t ∈ T . If this happens to
more than nS fields, then the nS fields with the largest WSO at that time are
irrigated. We do not take into account the travel costs (i.e., E = 0m+v×m+v ) and
refilling constraints in this case study in order to have a fair comparison between
the proposed framework and the heuristic.

3.6.2

Results

Over the 33 considered seasons, the value of the objective function is on average
5.31% higher when using the MPC compared to the heuristic, with a maximum
of 18.3% in 1967. The objective function for the MPC was smaller than the
heuristic in three seasons, but only by a negligible amount, namely 0.8% in 1972,
0.3% in 1990 and 0.7% in 1995. Note that the heuristic does not take into
account all allocation constraints and violations in maximum delivery rate were
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present. Figure 3.2 shows an overview of the objective function increase of the
MPC scheme.
8

6
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0
-0.05
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Relative cost improvement [-]

Figure 3.2: A histogram of the relative increase of the objective function value
of the MPC relative to the heuristic.
Figure 3.3 shows several more details of the results. On average over the
33 seasons: the WSO is 5.29% larger with the MPC compared to the heuristic,
while the MPC uses 5.17% less water. These are significant improvements in the
domain of agriculture.
The bottom two graphs in Figure 3.3 also show the ‘water use efficiency’ ηw
and the ‘irrigation moment efficiency’ ηi . We have defined these to be equal to,
respectively,
P
P
j
j
j∈M xT
j∈M xT
 ,
ηw = > P
and ηi =
P
1n t∈T Dt 1m
1m
1>
n
t∈T At 0
v
for each year. That is, they are the total WSO divided by the total amount of
irrigation and the total WSO divided by the total number of irrigation moments.
On average over the 33 seasons, the water use efficiency for the MPC is 11.64%
higher than for the heuristic and the irrigation moment efficiency is 11.7% higher.
Calculation times for the MPC were at most 20 minutes for a single day, which
allows for practical implementation on a daily basis.
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Figure 3.3: Simulation results over various years. Here, ‘average’ denotes the average
over all fields. There was a lot of rain in 1972 and hence only a handful of irrigation
moments were required. For visual clarity, the values for the efficiencies were omitted
in this graph for 1972. The values for water use efficiency are 74.94 and 37.04 for the
MPC and heuristic, respectively. The values for the irrigation moment efficiency are 1
002 and 1 111 for the MPC and heuristic, respectively.
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Conclusions

In this work we introduced a problem of irrigation scheduling in large-scale arable
farming, together with a mathematical formalization of this problem amendable
for on-line optimisation. In particular, we introduced a model predictive control
framework in order to translate this problem into a real-time feasible formulation.
This framework is practical to use as it can make use of almost any existing crop
growth model and it allows a wide variety of real-world constraints on the agent
dynamics and crop growth to be included. Although this chapter is concerned
with the delivery of water, the proposed framework could be generalized to other
resources as well.
Furthermore, we presented a realistic case study based on a well-known crop
growth model (LINTUL2) and real weather data over 33 growing seasons, in
order to demonstrate the effectiveness of the introduced framework. We introduced both parameter uncertainties and weather uncertainties and compared our
framework to a state-of-the-art heuristic. For the chosen parameters, we were
able to obtain a 5.31% larger value of the objective function on average. Our
proposed framework was able to generate 5.29% more yield, while using 5.17%
less water. These are significant improvements that help in tackling two global
trends: to reduce water use in agriculture whilst providing more food.
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CHAPTER

4

Novel bounds on the probability of misclassification in
majority voting: leveraging the majority size

Majority voting is often employed as a tool to increase the robustness
of data-driven decisions and control policies, a fact which calls for
rigorous, quantitative evaluations of the limits and the potentials of
majority voting schemes. This work focuses on the case where the
voting agents are binary classifiers and introduces novel bounds on the
probability of misclassification conditioned on the size of the majority.
We show that these bounds can be much smaller than the traditional
upper bounds on the probability of misclassification. These bounds
can be used in a ‘Probably Approximately Correct’ setting, which
allows for a practical implementation.

The contents of this chapter are based on: A.T.J.R. Cobbenhagen, A. Carè, M.C. Campi,
F.A. Ramponi, D.J. Antunes, and W.P.M.H. Heemels, “Novel bounds on the probability of
misclassification in majority voting: leveraging the majority size,” Submitted for journal publication. Preliminary work appeared in [41].
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Introduction
Binary classification and majority voting

The objective in classification is to provide a label to an instance of a set of
features. One important example of application is in the medical domain. Given
various properties of a patient such as blood pressure, heart rate, weight, etc. (the
features), one wants to determine whether this patient has a certain condition or
not (the label ). Another example is in the detection of counterfeit money. After
measuring several properties of a banknote (e.g., size, colour, reflectivity), the
decision has to be taken whether the banknote is genuine or counterfeit.
Like many machine learning techniques, classification has found a place as
a standard tool in the control community. For instance, it has been used in
optimal control of affine switched systems [35], policy iteration [36], and classification of the environment in order to select the appropriate controller [37, 38].
The control community has particularly been concerned about the theoretical
guarantees that can be attached to classification schemes, which has motivated
original investigations such as [126, 127].
The optimal/safest classifier (i.e., the one whose probability of misclassification is the least possible) from the feature vectors to their binary labels is in many
cases unknown and/or difficult to model. For this purpose, machine learning algorithms have been developed that construct approximations of these mappings
from a set of example pairs of feature vectors and labels (training set). The main
metric to judge such a classifier is the probability of misclassification, i.e., the
probability that the classifier assigns the wrong label to a new feature vector.
From an empirical estimate of the probability of misclassification in the training
and/or validation set1 , it is possible to give an upper bound on the true probability of misclassification with a high confidence. We refer to works in statistical
learning theory for a detailed description on this matter, see, e.g., [128, 129].
One approach to improve existing classifiers is to combine many of them.
There is a vast amount of literature on this topic, see, e.g., [130–132] for several
approaches. The main idea behind combining multiple classifiers is that the
classifiers may compensate for the weaknesses of each other and thus increase
the overall performance. In the present chapter we consider a weighted majority
voting scheme. That is, the labels given by the classifiers are weighted and the
label with the highest weighting is the classification of the majority vote. We
consider the case where the labels can have one of two values and, as such, we
speak of binary classification.
1 Like the training set, the validation set consists of examples of pairs of feature vectors and
corresponding labels. The validation set is not used for training the classifier.
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Contributions: Tighter bounds on majority misclassification due to a novel perspective

Bounding the probability of error of majority voting classifiers has been a topic of
interest for several years, see e.g., [130,131,133] for early work. Such bounds have
also been used to derive new machine learning algorithms [134]. Unfortunately,
although majority voting can very often lead to significant improvements, it has
been shown that majority voting can worsen the performance with respect to the
individual classifiers [40].
This chapter is part of a project aiming at putting data-based decisions on
a solid theoretical ground and, in this particular case, understanding the limits and exploiting the potentials of majority decisions. Here we adopt a novel
perspective. Namely, instead of providing a single ‘expected’ probability of misclassification over the entire set of feature vectors, we look at the operational
side of the majority voting scheme and provide a probability of misclassification
that depends on the size of the majority for the classified feature vector. That
is to say, if one classifies a newly obtained feature vector using a majority voting
scheme, we give tighter guarantees on the probability of misclassification, given
that we know the size of the majority. Preliminary work on this perspective
in the case of two classifiers has been presented by some of the authors of the
present paper in [41]. The present chapter forms a significant extension as the
main results hold for majority voting schemes of any finite number of classifiers,
which requires a different approach than in [41].
The main results of this chapter are two novel upper bounds on the probability
of misclassification conditioned on the size of the majority in Section 4.3. These
novel bounds as well as their ‘unconditional’ counterparts from the literature
rely on unknown parameters of the ensemble of classifiers. These parameters can
typically be estimated with high confidence, for example (but not necessarily)
by resorting to an extra validation set. This fact was taken into account in the
construction of the novel bounds in this chapter such that they are ‘tighter’ than
their unconditional counterparts at the same confidence level.

4.1.3

Structure of the chapter

The remainder of this chapter is structured as follows. Section 4.2 presents some
preliminaries on majority voting schemes. The main results, two new bounds
on the probability of misclassification conditioned on the size of the majority,
are presented in Section 4.3, along with numerical results to demonstrate their
effectiveness. We demonstrate that the novel bounds can be used in order to
design and analyse abstaining classifiers in Section 4.4.
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Majority voting preliminaries
Mathematical notation

Let ∆ = X × Y denote the set of all possible data points δ = (x, y) ∈ ∆, where
X ⊆ Rn is the set of possible feature vectors (for some n ∈ N) and Y = {0, 1} is
the set of labels. We assume that ∆ is equipped with a probability distribution
P∆ that is not known to the user.
A training set T N ∈ ∆N is a set of N random points {δ (1) , ..., δ (N ) } drawn
according to the product probability PN
b is a mapping
∆ (hence, i.i.d.). A classifier y
X → Y and a classification algorithm A is a map from training sets T N to
classifiers. We consider a pool of M ∈ N base classifiers ybc , c ∈ {1, 2, ..., M }.
We use the notation 1{·} to denote the indicator function such that 1{A} = 1,
if A is true, and 1{A} = 0, if A is false.

4.2.2

Majority voting classifier

The majority voting classifier in this chapter works as follows. Each base classifier
is assigned a weight. When classifying an instance x ∈ X, the classifiers are
divided into two sets based on the label they return. The weights of the classifiers
within each set are summed and majority vote is taken by selecting the set that
has the largest total weight. We formally define this in the following manner.
The base classifiers are labelled from the set P := {1, 2, ..., M }. For ease of
exposition, we represent the weights wc , c ∈ P of the base classifiers through a
probability distribution function PQ : 2P → [0, 1]. In particular, PQ {c} = wc for
c ∈ P. Indeed, the weights are positive and sum up to one. This distribution PQ
may depend on the training set. Note that, contrarily to P∆ , the distribution
PQ is known to the user and can be chosen. Furthermore, let E denote the error
function such that for any δ = (x, y) ∈ ∆ and any classifier yb we have
E(δ, yb) := 1{b
y (x) 6= y}.
The probability of error for a classifier yb is then defined as
PE(b
y ) := E∆ [E(δ, yb)] .
For each x ∈ X, the classifiers in the pool will be divided in two disjoint (possibly
empty) sets P0 (x) and P1 (x), defined as
Pi (x) = { c ∈ P : ybc (x) = i } ,

i ∈ {0, 1}.
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The voting majority for a feature vector x ∈ X is then defined as2
(
P0 (x), PQ {P0 (x)} ≥ PQ {P1 (x)} ,
P∗ (x) =
P1 (x), PQ {P0 (x)} < PQ {P1 (x)} ,
such that the majority voting classifier yb∗ classifies according to the following
rule
(
0, P∗ (x) = P0 (x),
yb∗ (x) =
1, P∗ (x) = P1 (x).
The probability of misclassification of the majority voting classifier yb∗ is denoted
by
BQ = PE(b
y∗ ).

4.2.3

Gibbs classifier

In order to provide bounds on the probability of error of the majority voting
scheme, we will make use of a stochastic classifier yeQ that works as follows. For
an input feature vector x ∈ X, a classifier c ∈ P is randomly selected according to
PQ and the feature vector is classified according to the output of that classifier.
This type of classifier is known as the Gibbs classifier [135, Chapter 4]. The
probability of misclassification of the Gibbs classifier is equal to GQ := PE(e
yQ )
and, by Fubini’s theorem, we have


GQ = E∆ EQ [E(δ, ybc )] = EQ [E∆ [E(δ, ybc )]] = EQ [PE(b
yc )] ,
(4.1)
and thus GQ is the weighted average of the probability of misclassification of the
base classifiers.

4.2.4

Agreement index and expected disagreement

Throughout this chapter we will make use of the notion of an agreement index
(as defined in [136])
A(x) = PQ {c ∈ P∗ (x)} ,
which is the ‘weight’ or ‘size’ of the majority for a feature vector x ∈ X. Note
that the value of A(x) can be computed by the user, and, by the definition of the
majority voting, it holds that A(x) ∈ [ 21 , 1] for all x ∈ X.
2 Note

that in the case that PQ {P0 (x)} = PQ {P1 (x)}, a tie-break rule is necessary to determine which label is assigned. Here, for simplicity, we have arbitrarily chosen to output the
label ‘0’ in this case.
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A property of the majority voting scheme that will be used in the remainder
of this chapter is the expected disagreement, denoted by dQ and defined as the
probability that two base classifiers do not assign the same label to a feature
vector if one were to select these two base classifiers independently according to
PQ with replacement. It follows that dQ can be expressed as
dQ =E∆ EQ2 [1{b
yc0 (x) 6= ybc00 (x)}]

=E∆ EQ2 1{b
yc0 (x) ∈ P∗ (x) ∧ ybc00 (x) ∈
/ P∗ (x)}
+ 1{b
yc0 (x) ∈
/ P∗ (x) ∧ ybc00 (x) ∈ P∗ (x)}



=2E∆ EQ2 [1{b
yc0 (x) ∈ P∗ (x) ∧ ybc00 (x) ∈
/ P∗ (x)}]
=2E∆ EQ2 [1{b
yc0 (x) ∈ P∗ (x)}1{b
yc00 (x) ∈
/ P∗ (x)}]
=2E∆ [A(x)(1 − A(x))] .

4.2.5

(4.2)

Margin

The notion of margin M is defined in [130] as the mapping M : ∆ → [−1, 1] such
that, in the case of binary classifiers, for any δ = (x, y) ∈ ∆,
M (δ) := PQ {b
yc (x) = y} − PQ {b
yc (x) 6= y}
= EQ [1 − E(δ, ybc )] − EQ [E(δ, ybc )] = 1 − 2EQ [E(δ, ybc )] .
Hence, the expected value of the margin (also known as the strength of the pool
of classifiers [131]) is equal to
E∆ [M (δ)] = 1 − 2 GQ .

(4.3)

For any δ ∈ ∆, the margin M (δ) captures both the size of the majority as well
as whether the majority correctly classifies the feature vector. This is evident
from the following derivation. Let c∗x denote any classifier in P∗ (x). For any
c ∈ P∗ (x), it is true that E(δ, ybc ) = E(δ, ybc∗x ). Furthermore, any c ∈
/ P∗ (x) must
assign the opposite label to x than any c ∈ P∗ (x). Hence, the error is also the
opposite and therefore E(δ, ybc ) = 1 − E(δ, ybc∗x ) for any c ∈
/ P∗ (x). Combining
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these observations yields


M (δ) = 1 − 2EQ E(δ, ybc )

= 1 − 2EQ E(δ, ybc∗x )1{c ∈ P∗ (x)}
+ (1 − E(δ, ybc∗x ))(1 − 1{c ∈ P∗ (x)})




= 1 − 2EQ 2E(δ, ybc∗x )1{c ∈ P∗ (x)}

+ 1 − E(δ, ybc∗x ) − 1{c ∈ P∗ (x)})
= 1 − 2 2E (δ, ybc∗x )A(x) + 1 − E(δ, ybc∗x ) − A(x)

= (2A(x) − 1) 1 − 2E(δ, ybc∗x ) .
{z
}|
|
{z
}
∈[0,1]


(4.4)

∈{−1,+1}


Since 1 − 2E(δ, ybc∗x ) ∈ {−1, +1} and A(x) ≥ 12 , it is true that |M (δ)| = 2A(x)−
1. It is clear that the sign of the margin shows whether the majority vote is
correct about x (the margin is positive) or not (the margin is negative). The
second moment of the margin is thus completely determined by A(x). In fact,
using (4.2), it holds that




E∆ M (δ)2 = E∆ (2A(x) − 1)2 = 1 − 2dQ .
(4.5)
We can combine (4.5) with (4.3) to conclude that the variance of the margin is
given by
V∆ [M (δ)] = 4GQ (1 − GQ ) − 2dQ .

4.2.6

(4.6)

Bounds on the majority voting error

Using the margin, several bounds on BQ have been proven in the literature. A
well-known result is the following (see, e.g., [40, 134]).
Lemma 1 (2-bound). It holds that
BQ ≤ 2GQ .
The factor of 2 in the bound in Lemma 1 was shown to be tight [40], which
exposes a possible limitation of majority voting. Namely, majority voting can
result in a worse performance than the average performance. This is one of the
main motivations behind the analysis of the majority voting misclassification
probability.
By resorting to additional information on the distribution of A(x) in the form
of dQ , it is possible to provide a more general result. The following lemma was
introduced in [137] (see [134] for a more detailed analysis) and is known as the
C-bound.
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Lemma 2 (C-bound, [134, 137]). If GQ < 12 , then it holds that
BQ ≤ 1 −

(1 − 2GQ )2
.
1 − 2dQ

(4.7)

The right-hand side (RHS) of (4.7) can be smaller than GQ .
The main results (Theorems 1 and 2 in the next section) imply the two lemmas
above.

4.3
4.3.1

Main results
Main theorems

As mentioned in Section 4.1, the key new viewpoint in this chapter is that we
look at the probability of misclassification, conditioned on the size of the majority.
Led by the idea that a larger majority in many cases is associated with a smaller
error of the majority vote, we define the ‘probability of error conditional to the
majority size’ as
Ca := P∆ { yb∗ (x) 6= y | A(x) ≥ a }
=

P∆ {b
y∗ (x) 6= y ∧ A(x) ≥ a}
.
P∆ {A(x) ≥ a}

(4.8)

The main results of this chapter are the following two theorems that provide
upper bounds to (4.8). The first of which depends only on GQ .
Theorem 1. For any a ∈ [ 21 , 1 − GQ ), it holds that
Ca ≤

1−a
GQ
.
a 1 − a − GQ

(4.9)

The proof can be found in Section 4.6. The reason to investigate a bound
that only requires GQ , is that GQ is often one of the easiest properties to estimate in majority classification schemes. An example is the case where one has
several classifiers to his disposal with individual guarantees on the probabilities
of misclassification. One can then estimate GQ as the weighted average of the
estimates of the individual probabilities of misclassification, see, e.g., [136].
By conditioning on the fact that the majority has a certain size, Theorem 1
is able to provide a better
√ guarantee than the ‘2-bound’ of Lemma 1. It is easily
derived that GQ ≤ 23 − 2 ≈ 0.0858 is a necessary condition for the RHS of (4.9)
to be no larger than 2GQ for at least one value of a. Furthermore, the minimal
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p
value of the RHS of (4.9) is attained at a = α := 1 − GQ at which the value
p
G
is αQ2 . Note that for a ≥ 21 + 12 1 − 4 GQ , the RHS of (4.9) is larger or equal
to one and hence provides a trivial upper bound. This also implies that GQ < 41
is a necessary condition for (4.9) to be non-trivial (by ‘trivial’ we mean that the
RHS of (4.9) is larger or equal to one for all a). In practice, this condition is
often satisfied.
As with Lemma 1, the RHS of (4.9) is larger or equal to GQ . The added
value of Theorem 1 with respect to Lemma 1 is that it demonstrates that even
though majority voting can worsen the performance, it does not worsen by much.
Theorem 1 modulates the performance guarantee based on the observed majority.
In practice, a bound on GQ can be computed from available bounds on the
probability of error of the individual classifiers, or by resorting to the more sophisticated PAC-Bayes framework, which is of particular interest when there are
many base classifiers and PQ is user-chosen. See also Section 4.3.4 for an example.
The second main result is an upper bound on Ca that depends on GQ and dQ .
p
Theorem 2. If GQ ≤ 21 , then for any a ∈ [ 21 , 12 + 12 1 − 2dQ ) it holds that
Ca ≤

GQ (1 − GQ ) − 12 dQ
2a(1 − a)
·
.
1
GQ (1 − a) + a(a − GQ ) − 2 dQ 2a(1 − a) − dQ

(4.10)

The proof can be found in Section 4.7. Similar to how Theorem 1 was able
to provide better guarantees than Lemma 1, Theorem 2 can yield significantly
better guarantees than Lemma 2. In fact, the RHS of (4.10) can be much smaller
than GQ .
In conclusion, Theorem 1 requires little information (only GQ ) and is more
oriented towards a ‘worst-case guarantee’. Theorem 2 provides a significant step
towards detecting the actual benefits of a majority voting classifier.

4.3.2

Four useful lemmas

The proofs of Theorems 1 and 2 make use of several lemmas that provide bounds
on either the numerator or denominator of (4.8). These lemmas are interesting
in their own right. The proofs can be found in Sections 4.6 and 4.7.
Firstly, we provide the following two upper bounds on
P∆ {b
y∗ (x) 6= y ∧ A(x) ≥ a} .
The first of them appeared (without proof) in [136] and only requires knowledge
on GQ .
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Lemma 3. For any a ∈ [ 12 , 1] it holds that
P∆ {b
y∗ (x) 6= y ∧ A(x) ≥ a} ≤

GQ
.
a

(4.11)

The second bound requires knowledge on GQ and dQ . It is a generalization of
the C-bound (Lemma 2).
Lemma 4 (General C-bound). If GQ < 21 , then for any a ∈ [ 21 , 1] it holds that
P∆ {b
y∗ (x) 6= y ∧ A(x) ≥ a} ≤
Remark 3. Since A(x) ≥
proof of Lemma 1.

1
2

GQ (1 − GQ ) − 12 dQ
GQ (1 − a) + a(a − GQ ) − 21 dQ

(4.12)

by construction, Lemma 3 provides an alternative

Remark 4. For GQ < 21 and a = 12 , Lemma 4 reduces to the C-bound of Lemma
2.
Secondly, we provide two novel lower bounds on P∆ {A(x) ≥ a}. The first of
which is a function of GQ only and the second is a function of dQ only.
Lemma 5. For any a ∈ [ 12 , 1 − GQ ), it holds that
P∆ {A(x) ≥ a} ≥
Lemma 6. For a ∈ [ 21 , 12 +

1
2

p

1 − a − GQ
.
1−a

(4.13)

1 − 2dQ ] it holds that

P∆ {A(x) ≥ a} ≥ 1 −

dQ
.
2a(1 − a)

(4.14)

Remark 5. Lemma 6 provides a tighter bound than Lemma 5 if and only if
d
a ≥ 2GQQ .
Remark 6. Lemma 6 has a wider range of applicability than Lemma 5 as 12 +
p
1
1 − 2dQ ≥ 1 − GQ . This is easily proven as follows. By an application of
2


2
Jensen’s inequality, it holds that E∆ M (δ)2 ≥ E∆ [M (δ)] . Substituting (4.3)
and (4.5) in this inequality and rewriting yields the result.

4.3.3

Comparison of bounds

In order to provide a numerical illustration of our bounds and compare them
with traditional ones, we now provide an example on detection of counterfeit
banknotes. We used the ‘Banknote Authentication’ data set obtained from [138].
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This data set contains 1372 data points consisting of n = 4 features and the corresponding labels (762 genuine and 610 counterfeit). The data set was randomly
divided into two sets of equal sizes. One set, the training set, was used to train
M = 10 classifiers using GEM [139]. The other set was used as a validation set.
We remark that these choices are just made for the sake of numerical illustration:
the results of Theorem 1 and 2 are of general applicability, and we do not aim
here at suggesting any specific training, validation or classification scheme.
The empirical estimates of dQ and GQ obtained from the validation set were
dˆQ = 0.0169 and ĜQ = 0.0107, respectively. The empirical estimates of the
probability of misclassification of the base classifiers ranged between 0.0029 and
0.0235. The bounds in Figure 4.1, where we used the empirical estimates as if
these were the true values, illustrate the effectiveness of the results of this chapter.
It is evident that Theorem 1 can provide better guarantees for a wide range of
a than the 2-bound of Lemma 1. Likewise, Theorem 2 is able to provide better
guarantees than the C-bound for a wide range of a.
C-bound

Theorem 1

Theorem 2

0.02

0.015

0.01

0.005

0
0.5

0.55

0.6

0.65

0.7

0.75

0.8

0.85

0.9

0.95

1

Size of the majority a

Figure 4.1: Comparison of the bounds presented in this chapter for the simulation example. For illustrative purposes, it is assumed that the empirical estimates are equal to
the true values. The dashed line (C-bound) is not a bound on Ca but on the probability
of misclassification of the majority voting classifier BQ . This line is displayed in order to
show the comparison of performance increase due to the conditional perspective. Note
that the vertical axis is displayed from zero to 2ĜQ .
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Extension to PAC-bounds

It is evident that the empirical estimates of dQ and GQ do not have to be equal
to the true values. However, by making use of these estimates and statistical
learning theory, it is possible to provide bounds on dQ and GQ that hold with
a high confidence. This allows for a practical use of the main results of this
chapter. For the numerical example described above, we resort to PAC-Bayesian
theorems (for an overview, see [140]). The prior distribution PP over the classifiers was chosen to be the uniform distribution and the posterior distribution
PQ was obtained by minimisation of the empirical C-bound, which resulted in
KL(PQ kPP ) = 0.0291. By Corollary 21 from [134, p. 809] it was found that
GQ ≤ 0.0453 with a confidence at least 1 − 10−5 . This upper bound was used in
order to obtain a PAC version of the 2-bound and Theorem 1, as shown in Figure
4.2. For the C-bound and Theorem 2 we used ‘PAC-Bound 2’ from [134, p. 820]
mutatis mutandis.
All curves in Figure 4.2 hold with a probability at least 1−10−5 . Several facts
stand out. Firstly, Theorem 1 is able to provide better guarantees than Theorem
2 for a < 0.68 in this example. This is due to the fact that Theorem 1 only
depends on GQ as opposed to Theorem 2, which also depends on dQ . Although
this dependency on both GQ and dQ resulted in tighter deterministic results (see
Section 4.3.3), it degrades more easily in the PAC setting. This demonstrates
the relevance of Theorem 1 in addition to Theorem 2. Secondly, for a large range
of a, both Theorems 1 and 2 can be used to provide better guarantees on the
classification error than either the 2-bound or the C-bound.

4.4

Majority voting with abstention

If the size of the majority is small, it might be of interest to abstain from providing the classification, since, heuristically, a small majority indicates a higher
probability of error. We call such a classifier an abstaining classifier (due to
similarities with the notion of abstaining classifiers presented in [141, 142]) and
it works as follows. Let a∗ ∈ [ 12 , 1] denote the quorum or threshold value for the
majority size. It is assumed that the base classifiers always provide an output in
Y . Then, for any feature vector x ∈ X, such an abstaining classifier returns the
label yb∗ (x) if A(x) ≥ a∗ and it abstains from returning a label if A(x) < a∗ . In
the latter case, the abstaining classifier is assumed to not be making an error.
The expected probability of error of the abstaining classifier is thus
P∆ {b
y∗ (x) 6= y ∧ A(x) ≥ a∗ } ,

(4.15)

where yb∗ (x) is the majority voting classifier as discussed throughout this chapter.
Given that the abstaining classifier does provide a label, the probability of error
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Figure 4.2: Comparison of the bounds presented in this chapter for the simulation
example. All bounds hold with a probability at least 1 − 10−5 . The dashed lines
(2GQ and C-bound) are not bounds on Ca , but they are displayed in order to
show the comparison of performance increase due to the conditional perspective.
is
Ca∗ = P∆ { yb∗ (x) 6= y | A(x) ≥ a∗ } .

(4.16)

We would like to stress that the results in this chapter provide upper bounds for
both (4.15) (see Lemmas 3 and 4) and (4.16) (Theorems 1 and 2). Furthermore,
the probability that the quorum is reached and the abstaining classifier thus
provides a label is equal to P∆ {A(x) ≥ a∗ }. Lemmas 5 and 6 provide lower
bounds for this probability. Hence, the results in this chapter can be used in the
design of abstaining classifiers in order to analyse their properties.
A reasonable choice for a∗ would be a minimizer of either one of the bounds
on Ca presented in this chapter (Theorems 1 and 2). As an illustrative example,
the following approach utilizes Theorem 1 to create such an abstaining classifier.
Assume that Ā = 1 and that there is a constant GβQ available for which it holds
that GQ ≤ GβQ with a probability larger than 1 −β, for some β ∈ [0, 1). The RHS
p
of (4.9) is convex in a with the minimum at a = 1 − GQ . Let us now choose
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q
a∗ = α := 1 − GβQ . Using Lemma 3, Lemma 5, and Theorem 1, respectively, it
can be shown that
P∆ {b
y∗ (x) 6= y ∧ A(x) ≥ α} ≤1−β
P∆ {A(x) ≥ α} ≥1−β
P∆ { yb∗ (x) 6= y | A(x) ≥ α } ≤1−β

GβQ
α
α,
GβQ
α2

,

,

where we used the notation ‘≤1−β ’ and ‘≥1−β ’ to denote that the particular
inequality holds with a confidence at least 1 − β.

4.5

Conclusion

This chapter was part of a project aiming at putting data-based decision making
on solid theoretical ground, and introduced a novel perspective on the analysis
of majority voting schemes in binary classification. Namely, by conditioning on
the fact that the majority has a given size, it was possible to provide better
guarantees on the probability that the majority voting classifier is correct. The
main results of this chapter were two novel bounds on this conditional probability.
It was shown that these bounds can be used in a PAC setting that allows them to
be used practically, as illustrated in a numerical example, showing significantly
better guarantees than the traditional bounds. Furthermore, we have shown that
these results can be used in the analysis of abstaining classifiers.

4.6

Proof of Theorem 1

Theorem 1 is a consequence of Lemmas 3 and 5, proven below.

4.6.1

Proof of Lemma 3

Proof. From (4.4) it is clear that {b
y∗ (x) 6= y∧A(x) ≥ a} is equivalent to {M (δ) ≤
−(2a − 1)} for any a > 21 . For a = 12 it holds that

P∆ {M (δ) ≤ 0} = P∆ yb∗ (x) 6= y ∧ A(x) ≥ 12

+ P∆ yb∗ (x) = y ∧ A(x) = 12 .
Hence, for a ∈ [ 12 , 1], it holds that
P∆ {b
y∗ (x) 6= y ∧ A(x) ≥ a} ≤ P∆ {M (δ) ≤ −(2a − 1)} ,

(4.17)

4.6 Proof of Theorem 1

65

which can be rewritten as
P∆ {b
y∗ (x) 6= y ∧ A(x) ≥ a} ≤ P∆ {1 − M (δ) ≥ 2a} .
Since 1 − M (δ) is non-negative, we can use Markov’s inequality to obtain
P∆ {b
y∗ (x) 6= y ∧ A(x) ≥ a} ≤

1 − E∆ [M (δ)]
GQ
=
,
2a
a

where the latter equality is due to (4.3).

4.6.2

Proof of Lemma 5

We require the following lemma in order to prove Lemma 5.
Lemma 7. It holds that
E∆ [A(x)] ≥ 1 − GQ .

(4.18)

Proof. It holds that


GQ = E∆ EQ [E(δ, ybc )]


= E∆ EQ [E(δ, ybc )(1{c ∈ P∗ (x)} + 1{c ∈
/ P∗ (x)})] .
Let c∗x be defined as in Section 4.2.5. It holds that
 

GQ = E∆ EQ E(δ, c∗x )1{c ∈ P∗ (x)} + (1 − E(δ, c∗x ))1{c ∈
/ P∗ (x)}
= E∆ [E(δ, c∗x )A(x) + (1 − E(δ, c∗x ))(1 − A(x))] .
Since A(x) ≥ 21 , it is true that A(x) ≥ 1 − A(x) for all x ∈ X and thus
GQ ≥ E∆ [E(δ, c∗x )(1 − A(x)) + (1 − E(δ, c∗x ))(1 − A(x))]
= E∆ [1 − A(x)] = 1 − E∆ [A(x)] .

This lower bound on the expected value of the agreement index allows us to
state the following concentration bound, where Ā = supx∈X A(x).
Lemma 8. For any a ∈ [ 21 , 1 − GQ ), it holds that
P∆ {A(x) ≥ a} ≥

1 − a − GQ
.
Ā − a

(4.19)
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Proof. The complementary event satisfies
P∆ {A(x) < a} ≤ P∆ {A(x) ≤ a}

= P∆ Ā − A(x) ≥ Ā − a
Ā − E∆ [A(x)]
Ā − a
GQ + Ā − 1
≤
Ā − a

≤

(4.20)

where the second inequality is Markov’s inequality (Ā − A(x) is non-negative)
and the third inequality is due to (4.18).
The proof of Lemma 8 makes use of (4.18) to lower bound E∆ [A(x)]. Although
this is more conservative, in this way it is possible to provide the bounds of
Lemma 8 completely in terms of GQ and Ā.
In practice, there is often a data point in the training set to which all base
classifiers assign the same label, so that Ā = 1. However, even if Ā < 1, the fact
that Ā is bounded from above by 1 can be used in order to obtain Lemma 5,
which is a simplification of Lemma 8. Lemma 5 can be proven as follows.
Proof. The RHS of (4.19) is decreasing in Ā. Substitution of Ā = 1 in (4.19)
yields the result of Lemma 5.
Proof of Theorem 1: The substitution of (4.11) and (4.13) in (4.8) completes the
proof of Theorem 1.

4.7

Proof of Theorem 2

Theorem 2 is a consequence of Lemmas 4 and 6, proven below.

4.7.1

Proof of Lemma 4

Proof. For any a ∈ [ 12 , 1], it holds that
P∆ {b
y∗ (x) 6= y ∧ A(x) ≥ a} ≤ P∆ {M (δ) ≤ −(2a − 1)}
= P∆ {−M (δ) ≥ 2a − 1}
= P∆ {−M (δ) + E∆ [M (δ)] ≥ 2a − 1 + E∆ [M (δ)]}
= P∆ {−M (δ) + E∆ [M (δ)] ≥ 2a − 1 + 1 − 2GQ }
= P∆ {−M (δ) + E∆ [M (δ)] ≥ 2(a − GQ )} ,

4.7 Proof of Theorem 2
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where the first inequality is due to (4.17) and the third equality is due to (4.3).
Note that a − GQ ≥ 0 by assumption. We now use Cantelli’s inequality3 on
−M (δ) to obtain
P∆ {b
y∗ (x) 6= y ∧ A(x) ≥ a} ≤
=

V∆ [M (δ)]
V∆ [M (δ)] + 4(a − GQ )2
4GQ (1 − GQ ) − 2dQ
,
4GQ (1 − GQ ) − 2dQ + 4(a − GQ )2

where the equality holds due to (4.6). Further simplification of the fraction yields
the claim.

4.7.2

Proof of Lemma 6

Proof. For x ∈ [ 12 , 1], the function x 7→ x(1 − x) is non-negative and decreasing.
Hence,
P∆ {A(x) < a} ≤ P∆ {A(x) ≤ a}
= P∆ {A(x)(1 − A(x)) ≥ a(1 − a)}
E∆ [A(x)(1 − A(x))]
a(1 − a)
dQ
=
,
2a(1 − a)
≤

where the second inequality is Markov’s and the conclusion is by substitution of
(4.2). For the RHS of (4.14)p
to be non-negative, it must hold that dQ ≤ 2a(1−a),
which is true for a ≤ 21 + 12 1 − 2dQ (assuming a ≥ 12 ).
Proof of Theorem 2: The substitution of (4.12) and (4.14) in (4.8) completes the
proof of Theorem 2.

3 This is also known as the ‘single-sided Chebyshev inequality’ or ‘Cantelli-Chebyshev inequality’. See, e.g., [143].
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CHAPTER

5

Coverage control for outbreak dynamics

We investigate the problem of containing an outbreak using multiple
cooperative agents. We present a general mathematical description of
outbreak dynamics, which models the behaviour of many real-world
situations including outbreaks of epidemic diseases, wild fires, riots,
insect spreads, etc. Based on the outbreak dynamics we provide conditions on the positions of the control agents that guarantee that an
outbreak can be contained before a deadline. A coverage control law
that maximizes the area in which agents are able to contain a future unknown outbreak is deduced from these conditions. Simulation
results illustrate the potential of the approach.

The contents of this chapter are published in:
A.T.J.R. Cobbenhagen, D.J. Antunes, M.J.G. van de Molengraft, and W.P.M.H. Heemels,
“Coverage control for outbreak dynamics,” in 2017 IEEE 56th Annual Conference on Decision
and Control (CDC), Melbourne, VIC, 2017, pp. 984–989, [45].
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5.1

Introduction

The need to contain outbreaks appears in many different application settings
including epidemic diseases [144–146], forest fires [147, 148], riots [149], insect
spreads [150, 151], etc. An important problem in this context is the coordination
and control of collaborative agents to contain such outbreaks. Depending on
the application, agents will be of a different type. For instance, the agents can
be (aerial) fire fighters in case of forest fires, pesticide sprayers in case of insect
spreads, police units in case of riots, (mobile) medical teams in case of epidemics,
etc. Important questions for the control and cooperation problem for the agents
are:
(i) what are the ideal (initial) positions of the agents before an outbreak occurs
(at an unknown time and location) such that they maximize the area of
the region in which an outbreak can be contained;
(ii) what are smart and easy-to-implement coverage control policies that define
the manoeuvres the agents have to make to arrive at these desired positions.
In this chapter we study these important questions in multi-agent control
of an outbreak. We propose a general mathematical description of outbreaks
modelled by birth-death deterministic dynamics. Outbreaks that are populationbased such as infectious disease outbreaks [144–146] and insect spreads [150,151]
typically show exponential growth at the early stages. Outbreaks that show
sub-exponential growth, e.g., linear growth, include wildfires [147, 148] and the
expected value of M/M/c queueing systems [152]. Moreover, it is assumed that
the death rate depends linearly on the number of agents that can physically reach
the place of the outbreak. This corresponds to many real-life situations such as:
 aerial fire fighters flying over outbreaks at a constant speed and dropping
water at a constant rate;
 doctors vaccinating people at a constant rate in a disease outbreak;
 M/M/c queues for which the process rate has a constant expected value
and more servers linearly increase the overall rate of serving the queue.

We do not consider the spatial spreading of outbreaks. It is assumed that the
outbreak intensity changes only in time at the outbreak location. The analysis
presented in this chapter considers the containment problem on a higher level and
the motions that an agent must make once it has arrived at the initial outbreak
location are reserved for future work, for which the present work can form the
basis.
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Based on this description of outbreak dynamics, we address the two questions
(i) and (ii) mentioned above. We present necessary and sufficient conditions on
the (initial) locations of the agents that guarantee that an outbreak of some
initial intensity at some location can be contained, with or without a prescribed
deadline. Based on these conditions we derive the optimal positions of the agents
such that the area of the region in which an outbreak can be contained is maximal.
Moreover, we present a direct relation between these results and an easy-toimplement coverage control law that steers the agents to desirable locations that
indeed maximize the area in which the agents are able to contain a possible future
outbreak before the deadline.
Clearly, in the field of coverage control, much work has been done in the
area of sensor placement, see [18, 153, 154]. However, the problems considered
here have rather different characteristics. For example, the goal of the coverage
control presented in the works [18,153] is to position the agents in such a way that
the sensor quality over the whole set is as high as possible. The sensor quality
at a certain point is based on the distance to the single nearest agent. One of
the major differences in our approach is that we optimise based on collaborative
efforts of agents rather than only on the efforts of the nearest agent. For instance,
we will show that even though the agent that is closest to an outbreak may not
be able to contain it by itself, it may be able to do so once other agents arrive
as well. The coverage problem in this chapter is therefore different from the
classes of coverage problems posed in [18, 153] and surveys such as [154]. A
different setting is considered in [155] in which coverage is based on maximizing
the probability that an event occurring in the mission space is detected by at
least one agent. Our chapter differs from [155] due to the fact that we consider
the agents to be actuators and not sensors, as they influence the dynamics of the
outbreaks. This gives rise to a different objective for the coverage control.
The main contributions of this chapter are the general mathematical description that captures various types of outbreaks, in which agents are responsible for
containment, the derivation of the feasibility conditions for the containment of
outbreak (with or without a deadline) and a novel solution for coverage control.
The remainder of the chapter is structured as follows. The problem formulation is given in Section 5.2. Conditions on containability of an outbreak by
agents are presented in Section 5.3. Section 5.4 discusses the static optimisation
of positioning agents in order to maximize the area of containable coordinates.
This notion is extended to a dynamic control policy (coverage control) in Section
5.5. Simulation results are shown in Section 5.6 and Section 5.7 contains the
conclusion and recommendations for future work.
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Problem formulation

Consider N agents positioned in the plane Ω = R2 at coordinates pi (t) ∈ Ω, i ∈
IN := {1, 2, . . . , N } at time t ∈ R≥0 and let p(t) be the stacked vector of the
agents’ positions, i.e., p(t) = [p1 (t)> , . . . , pN (t)> ]> ∈ ΩN . The agents’ task is to
contain outbreaks in the region Ω. The intensity of an outbreak is characterised
by x(t) ∈ R≥0 and an outbreak is defined by a pair (q0 , x0 ) ∈ O := Ω × R>0 ,
where q0 is the location of the outbreak and x0 = x(t0 ) is the intensity at the
start of the outbreak. Without loss of generality, we assume t0 = 0. The intensity
x(t) could represent, e.g., the number of bacteria causing diseases, the size of the
wildfire, the number of waiting customers, etc. We assume that the intensity
only increases in time and it does not spread spatially. If an agent has arrived
at q0 , it will immediately start to reduce the intensity and any motion that the
agent should perform to contain a spatially spreading outbreak is assumed to
occur, but it is not specified in the analysis presented in this chapter.
In this chapter we assume that the outbreak will behave according to
(
g(x(t)) − h(n(t)), x(t) > 0,
ẋ(t) =
(5.1)
0,
x(t) ≤ 0,
where g : R → R≥0 and h : N≥0 → R≥0 represent the growth rate and the kill
rate of the outbreak, respectively, and
n(t) = card { i ∈ IN : kq0 − pi (t)k = 0 } ∈ IN ∪ {0}
is the number of agents present at location q0 at time t ∈ R≥t0 . The growth rate
function g and kill rate function h can be chosen arbitrarily, which allows the
framework presented in this chapter to be applicable to a wide range of outbreak
problems. From (5.1) and the definition of n(t) it is clear that an agent can aid
in the reduction of the outbreak only if it is located at q0 . If an agent is not
at the location q0 of the outbreak, it can move there. We assume that an agent
i can move from the initial location pi (0) to q0 in a straight line at a constant
speed s ∈ R>0 . Let ti = kq0 −ps i (0)k , i ∈ IN , denote the arrival time of agent i at
q0 . Without loss of generality, we label the agents based on their proximity to
q0 , such that t1 ≤ t2 ≤ . . . ≤ tN . Hence,
n(t) = i,

t ∈ [ti , ti+1 )

(5.2)

for i ∈ IN ∪ {0}, where we define tN +1 := ∞.
The problem we are interested in is threefold. First of all, we are interested
in understanding if an outbreak (q0 , x0 ) is containable before a deadline T if the
agents are positioned at p0 := p(0). This property is formalized in the following
definitions.
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Definition 1 ((p0 , T )-containable). Let the positions p0 ∈ ΩN of N agents,
deadline T ∈ R≥0 , speed s ∈ R>0 and number of agents N be given. Then an
outbreak (q0 , x0 ) ∈ O is (p0 , T )-containable if there exists a τ ∈ [0, T ) such that
x(τ ) = 0, where x : R≥0 → R denotes the solution to (5.1) with x(t0 ) = x0 and
n given by (5.2).
Definition 2 (p0 -containable). An outbreak (q0 , x0 ) ∈ O is p0 -containable if it
is (p0 , T )-containable for some T ∈ [0, ∞).
Section 5.3 covers p0 - and (p0 , T )-containability for special cases of the growth
and kill rates. It is also shown that these special cases can be used in worst-case
scenario analyses for many outbreak problems.
Second, we are interested in choosing p0 such that we maximize the area in
which outbreaks can be contained.
Third, we are interested in finding a dynamic control policy that positions the
agents automatically such that the area of containment is maximized (coverage
control). These latter two parts are discussed in Section 5.5 and simulations are
shown in Section 5.6.

5.3

Conditions on containability

In this section it is assumed that the growth rate is an affine function of x ∈ R,
that is,
g(x(t)) = αx(t) + β
(5.3)
with α > 0, β ≥ 0. This corresponds to an exponential growth of the intensity
of the outbreak. Many outbreaks exhibit exponential growth, especially in the
initial stages, as mentioned in the introduction. The kill rate is assumed to be
given by
h(n) = γ n
(5.4)
with γ > 0 for n ∈ N. In Sections 5.3.1 and 5.3.2 we will present conditions for
(p0 , T )-containability for outbreak dynamics as in (5.1) with the choice of growth
rate (5.3) and kill rate (5.4).
Interestingly, we have chosen a growth rate which upper bounds growth rates
of many outbreaks (as most natural outbreaks do not grow faster than exponentially, see, e.g., [144–151]) and we have chosen a kill rate that lower bounds the
kill rate of many interesting outbreak problems. This allows the analysis presented in this chapter to be applicable to many different and specific outbreak
problems as a worst-case analysis on containing the outbreak. This will be the
topic of Section 5.3.3.
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p0 -containability

The conditions under which the agents are able to contain the outbreak are given
in Theorem 3.
Theorem 3. Consider N ∈ N>0 agents, maximum speed s ∈ R>0 and outbreak
dynamics (5.1), growth rate (5.3) and kill rate (5.4). Then, the outbreak (q0 , x0 ) ∈
O is p0 -containable if and only if the condition
V (p0 , q0 , x0 ) > 1

(5.5)

holds, with
V (p, q0 , x0 ) =

N
X

v(pj , q0 , x0 ) and

j=1

v(p, q0 , x0 ) =

 α

γ
exp − kq0 − pk .
αx0 + β
s

Proof. In order for the N agents to be able to contain an outbreak (q0 , x0 ) ∈ O
it is necessary and sufficient that ẋ(tk ) < 0 for at least one k ≤ N . Using (5.1),
(5.3) and (5.4) this can be expressed as
x(tk ) <

kγ − β
.
α

(5.6)

The solution of (5.1) with (5.3), (5.4) and initial condition x(0) = x0 equals
x(t) =



k
X
exp(αt)
kγ − β
αx0 + β − γ
exp(−αtj ) +
α
α
j=1

(5.7)

for tk ≤ t < tk+1 , k ∈ IN ∪ {0} and tN +1 = ∞. Substituting this expression in
(5.6) and rewriting gives the following condition
k
X
γ
exp(−αtj ) > 1.
αx0 + β j=1

Note
PN that by lettingPkN= N , theαorder of arrival is not relevant and it holds that
j=1 exp(−αtj ) =
i=1 exp(− s kq0 − pi k). The result then follows.
The function v : Ω × O → R>0 will be referred to as the individual utility function and represents the contribution of a single agent to the outbreak
containment. The summation of the individual utilities of all N agents will be
referred to as total utility function and will be denoted by V : ΩN × O → R>0 .
Theorem 3 allows to conclude the following corollary.
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Corollary 1. Consider N ∈ N>0 agents, maximum speed s ∈ R>0 and outbreak dynamics (5.1), growth rate (5.3) and kill rate (5.4). Then, if an outbreak
(q0 , x0 ) ∈ O is p0 -containable, then
Nmin :=

β
< N.
γ

Proof. Because a p0 -containable outbreak (q0 , x0 ) corresponds to 1 < V (p0 , q0 , x0 )
(Theorem 3), it can be stated that
1<

N
X
γ
γ
γ
exp(−αtj ) ≤
N < N,
αx0 + β j=1
αx0 + β
β

as tj ≥ 0 and α, x0 > 0.
Corollary 1 states that at least more than dNmin e = d βγ e agents are needed
to be able to contain an outbreak, irrespective of q0 , x0 , s, p0 . Where d·e denotes
the ceiling function.

5.3.2

(p0 , T )-containability

Computing the completion time τ (such that x(τ ) = 0) for any p0 -containable
outbreak (q0 , x0 ) can be done by first finding the minimum amount of agents
needed for p0 -containability, i.e., finding k ≤ N such that
k
X
γ
v(pi , q0 , x0 ) > 1
αx0 + β i=1

and

j
X
γ
v(pi , q0 , x0 ) ≤ 1
αx0 + β i=1

for 1 ≤ j < k. Using (5.7) we can then determine the completion time τ such
that x(τ ) = 0. If tk+1 ≥ τ , then we have found the correct completion time. If
tk+1 < τ , then we use (5.7) again to compute τ for the first k + 1 agents and
repeat until we find an agent l > k + 1 such that tl+1 ≥ τ . This procedure leads
to the computation of the exact “containment time” but it does not provide an
explicit expression for checking (p0 , T )-containability. In the following lemma we
therefore give a conservative upper bound for the completion time that is easy
to compute and more convenient to verify (p0 , T )-containability.
Lemma 9. Consider a p0 -containable outbreak (q0 , x0 ) ∈ O with dynamics (5.1),
growth rate (5.3), kill rate (5.4), N ∈ N>0 agents, maximum speed s ∈ R>0 and
p0 ∈ ΩN . Then the outbreak is (p0 , T )-containable if
!
N − Nmin
1
.
(5.8)
T > ln
0
α
( αx
γ + Nmin )(V (p0 , q0 , x0 ) − 1)
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Proof. Assume that k is the minimum number of agents required for p0 -containability.
Let τk := min { t > 0 : x(t) = 0 } be time of containment when there are N = k
agents. Then by substituting x(τk ) = 0 into (5.7) and rewriting, we get
!
1
k − β/γ
τk = ln Pk
.
(5.9)
αx0 +β
α
j=1 exp(−αtj ) −
γ

There are two possible scenarios: tk+1 ≥ τk and tk+1 < τk . For tk+1 ≥ τk , agent
k +1 arrives at the outbreak location after the outbreak has been contained. This
implies τk+1 ≥ τk and therefore τk+1 can be seen as an upper bound on the true
completion time τ . For tk+1 < τk , agent k + 1 arrives before the first k agents
were able to contain the outbreak. This implies τk+1 < τk and τk+1 is closer to
the real completion time. Repeating this reasoning leads to the conclusion that
τN is either the real completion time in the case that all N agents are needed
for p0 -containability, or it is an upper bound for the real completion time. It is
clear that (5.9) with τN < T gives (5.8).
Building upon this result, we give a condition on whether an outbreak can be
contained before a deadline T in the following theorem.
Theorem 4. Given a p0 -containable outbreak (q0 , x0 ) ∈ O with dynamics (5.1),
growth rate (5.3), kill rate (5.4), N ∈ N>0 agents and speed s ∈ R>0 . Then the
outbreak is (p0 , T )-containable if
V (p0 , q0 , x0 ) > Ṽ (T )
with
Ṽ (T ) = 1 +

N − Nmin
exp(−αT ).
+ Nmin

αx0
γ

Proof. Using Lemma 9, the result follows directly from rewriting (5.8).
Note that Ṽ (T ) represents a lower bound on the total utility function for
(q0 , x0 ) being (p0 , T )-containable. Since Ṽ (T ) > 1 this is indeed a stricter condition than (5.5).

5.3.3

Generalization to other dynamics

As mentioned in Section 5.3 exponential growths and linear kill rates cover many
outbreak problems. For outbreaks with different dynamics, the conditions for
containment given in Theorems 3 and 4 can be used as a worst-case analysis if
the growth and kill rates of the outbreak are bounded by
g(x) ≤ Lx + M,

(5.10a)

h(n) ≥ P n,

(5.10b)
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with L, P > 0, M ≥ 0 for x ∈ R≥0 , n ∈ N. This is formalized in the next lemma.
Lemma 10. Consider an outbreak (q0 , x0 ) ∈ O with dynamics (5.1) with the
growth and kill rates bounded by (5.10), N ∈ N>0 agents, speed s ∈ R>0 and
deadline T ∈ R>0 . The outbreak is (p0 , T )-containable if the worst-case scenario
with outbreak (q0 , x̂0 ) with intensity x̂(t), x̂0 = x0 and dynamics
˙
x̂(t)
= Lx̂(t) + M − P n(t),
is (p0 , T )-containable.
Proof. By the Comparison Lemma [156, pp. 102-103] it can be shown that the
outbreak intensity of the worst-case scenario is always larger than the outbreak
intensity of the real outbreak and therefore the containability conditions from
Theorem 4 are stricter, or equally strict.
Note that growth functions for which Lemma 10 holds, include all globally
Lipschitz functions. This includes the logistic growth rate which is very common
in population dynamics and therefore in the outbreaks of diseases and pests [151].

5.4

Static maximization of containable area

For a given x0 ∈ R>0 , let the set of locations q ∈ Ω corresponding to (p, T )containable outbreaks (q, x0 ) be defined as
n
o
C(p,T ) = q ∈ Ω : V (p, q, x0 ) > Ṽ (T )
and let A(p, T ) be the area of the (p, T )-containable set, i.e., A(p, T ) = µ(C(p,T ) )
with µ being the Lebesgue measure. We are interested in finding the positions of the agents such that the containable area is maximized, i.e., finding
p∗ = arg maxp A(p, T ). This is a hard problem and we will use numerical approximations to solve it. In this section we will investigate the static maximization, i.e., we will vary the positions p and compute A(p, T ) to find the maximum
value. In the next section we propose a control policy under which the agents
will move to a local maximum of A(p, T ).
Static maximization with N = 3 agents can be carried out as follows. Firstly,
two agents are placed at a distance D apart from each other. Secondly, the
third agent is placed at a point on a pre-defined grid and the resulting (p, T )containable area is computed. Thirdly, the third agent is placed at a new position
on the grid and the second step is repeated until the third agent has been placed
on all points on the grid. Fourthly, the maximum of all the computed containable
areas of the first two steps is determined. Lastly, D is varied and we start with
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Figure 5.1: Simulation results for finding optimal position of third agent. Resolution of grid increased for D ∈ [18, 20.5]
the first step again. As an example, Figure 5.1 shows the maximum area obtained
for various D with α = 0.3, β = 0, γ/x0 = 3, s = 1 and T → ∞.
Figure 5.1 shows that, in this example, the optimal distance between the two
agents equals D∗ ≈ 19.75. This maximum occurs when the third agent is also
located at a distance D∗ from each of the other agents, i.e., the three agents form
an equilateral P
triangle with sides D∗ . For this value of D∗ , the center of the three
3
1
agents qc = 3 i=1 pi is just containable, i.e., V (p, qc , x0 ) = Ṽ (T ) +  for a small
 ≥ 0.
Using V (p, qc , x0 ) = 3v(d∗ , 0, x0 ) = Ṽ (T ) with d∗ the distance of each agent
to qc , we can give an analytical approximation D̂∗ to D∗ as


√ s
3γ
,
(5.11)
D̂∗ = 3 ln
α
Ṽ (T )(αx0 + β)
√
because D̂∗ = 2 sin(60◦ )d∗ = 3d∗ . In the presented example, D̂∗ would evaluate
to ∼ 19.637.
Extensions for N > 3 and for different values of α, β, γ, x0 , s, T , can be carried
out in a similar fashion and result in the fact that the optimal position is still to
make a triangular grid. The distances between agents are slightly larger than D∗ ,
as agents located outside a certain triangle formed by three agents, also influence
the center of this triangle. The agents that form the mentioned triangle may
therefore be placed slightly further apart since the effect of agents outside the
triangle is small compared to the individual utility of the agents that form the
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triangle due to the exponential function in the individual utility.
One can also try to numerically find the optimal positions of the agents that
maximize A(p, T ). The coverage control policy presented in the next section can
be seen as a gradient-based search method to approach this problem.

5.5

Dynamic maximization of containable area:
coverage control

This section presents a dynamic control policy under which the agents move to
p∗ . This is of interest in the deployment of agents, e.g., unmanned aerial vehicles
to control pests in agriculture or control forest fires.

5.5.1

Gradient ascent coverage control based on utility functions

The (p, T )-containable area A(p, T ) can alternatively be written as
Z
Z
A(p, T ) =
dq =
H(V (q, p) − Ṽ (T )) dq,
C(p,T )

(5.12)

Ω

where H : R → {0, 1} is the Heaviside step function defined as
(
1, y > 0,
H(y) =
0, y ≤ 0.
We assume a gradient ascent algorithm such that the dynamics of agent i and
the control input ui in the coverage control equals
p˙i = ui
ui =

∂A(p, T )
.
∂pi

Choosing this type of control results in the fact that a local maximum is reached
)
as Ȧ(p, T ) = ∂A(p,T
ṗ = kṗk2 ≥ 0, where Ȧ(p) = 0 if and only if all agents are
∂p
at rest.
In practice, to assure that A is differentiable, a sigmoid function H : R →
[0, 1] can be used instead of the Heaviside function. Here  denotes a ‘smoothing
parameter’ such that lim→0 H (y) = H(y). Using this, it can be shown that
the derivative of (5.12) with respect to the agent’s position equals (due to space
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limitations the proof has been omitted)
Z
∂V (p, q, x0 )
ui =
dq
∂pi
∂C(p,T )
Z
α
q − pi
=
dq
v(pi , q, x0 )
s ∂C(p,T )
kq − pi k
Z
α
z
=
v(z, 0, x0 )
dz,
i
s ∂C(p,T
kzk
)

(5.13)

where
∂C(p,T ) =
i
∂C(p,T
) =

n

q ∈ Ω : V (q, p) = Ṽ (T )



z : z + pi ∈ ∂C(p,T ) .

o

and

The information that an agent needs in order to compute the control input are
the positions of the other agents p. From these positions p, the agent is able to
i
construct ∂C(p,T
) after which the integral in (5.13) can be computed.

5.5.2

Intuitive interpretation of the control law

i
The control law (5.13) can be interpreted as follows. The set ∂C(p,T
) contains the
coordinates of the boundary of the containable set in the coordinate system from
the perspective of an agent i, i.e., agent i is located at the origin of the coordinate
z
system. The factor kzk
denotes the unit vector on a boundary coordinate z,
pointing away from agent i. This unit vector is scaled by the individual utility
v(z, 0, x0 ) of agent i with respect to z, i.e., the influence of agent i with respect
i
to a boundary point. This is done for all z ∈ C(p,T
) and these values are summed
which gives the resulting vector ui . Figure 5.2 shows an illustrative example of
this explanation.
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Figure 5.2: An illustrative example of the interpretation of the control law. The
circles indicate the positions of the agents, the contour denotes ∂C(p,T ) and the
z
1
for various z ∈ ∂C(p,T
arrows at the contour indicate v(z, 0, x0 ) kzk
) . The sum of
these arrows results in u1 (denoted by the arrow at p1 and scaled by a factor of 5
1
for visibility). A large subset of ∂C(p,T
) is located far away from p1 and though
the individual utility is small there (the arrows are hardly visible), their influence
may not be neglected as the resultant u1 points away from the few large arrows,
in the direction of the many small arrows.
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Simulation results

Consider a system with N = 7 agents and the same system parameters as the
example in Section 5.4. Using the coverage control law (5.13), a simulation has
been performed in MATLAB. Figure 5.3 shows the paths the agents traverse and
the final configuration. It is clear that the agents form triangular shapes. The
average distance between two neighbouring agents equals 18.54, which is a 6%
deviation from the result of the analytical approximation (5.11).
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Figure 5.3: Simulation of the motion of seven agents where the circles denote
initial positions and the crosses the final positions. The dashed lines denote the
paths of the agents and the contour represents ∂Sp . For simulation purposes,
Ω = [−50, 50] × [−50, 50].

5.7
5.7.1

Conclusions and future work
Summary and conclusions

This chapter addressed the problem of optimising the location of agents such
that they cover the maximum amount of area in which they can jointly contain
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an outbreak within a certain time frame. The model of the outbreak dynamics
in this chapter was chosen to be generic in the sense that it covers many types
of real-world outbreaks or can be used as worst-case scenario.
Conditions were given on whether or not the agents can jointly contain an
outbreak at a certain location. A control law derived from these conditions was
given such that a local maximum can be reached in the containable area.

5.7.2

Future work

Future work includes extension from Ω = R2 to a convex subset of R2 in order to
take into account physical boundaries in which an outbreak may occur. A further
step would be to consider a non-convex set allowing to also model obstacles.
Although sufficient conditions on p0 - and (p0 , T )-containability were proved
for nonlinear systems (with bounds on the growth and kill rates), it is of interest
to obtain more accurate conditions for generalized cases such as nonlinear kill
rates.
It was also assumed that all agents are identical. However it may be worthwhile to investigate what would happen in the case of a heterogeneous group of
agents with different kill rates. For instance with different kill rates hi : {0, 1} →
R≥0 , i ∈ IN such that the outbreak dynamics become
ẋ(t) = g(x(t)) − h1 (n1 (t)) − h2 (n2 (t)) . . . − hN (nN (t))
where ni : R≥0 → {0, 1} denotes whether agent i is located at the outbreak
location.
Throughout this chapter we looked at how the agents should be positioned
if a single outbreak could occur in the future. It is also worthwhile to look at
how the agents should position themselves if multiple outbreaks could occur in
a given time interval. Likewise the extension to spatially spreading outbreaks
would be worthwhile to investigate.
All these topics are interesting directions for future research, which can build
upon the framework laid down in this chapter.
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CHAPTER

6

Conclusions, recommendations and discussion

This chapter summarises the thesis and presents final thoughts and
recommendations. A summary of the contributions related to precision agriculture can be found in Section 6.1 and a summary of the
contributions related to multi-agent systems can be found in Section
6.2. Recommendations and discussions are presented in Section 6.3
and we conclude with several final thoughts in Section 6.4.
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Control engineering for arable precision agriculture (Chapters 2 and 3)

The food demand of humanity is increasing and the current methods of highintensive farming cannot sustain this growth. It is thus of vital importance to
develop farming systems that are able to produce high-quality food in a sustainable and environmentally friendly way. In this thesis we investigated how the
control engineering society may contribute to such solutions.
The main contributions towards this end are twofold. Firstly, a roadmap of
the opportunities in arable precision agriculture for the control engineering community was presented (Chapter 2). One of the primary opportunities for control
engineering lies within the development of model-based crop growth management.
Existing crop-growth models are typically well-validated and have a proven track
record of their ability to predict crop growth. However, these models typically do
not have a mathematical formulation that can be readily used in traditional control methods. It was identified that either control methods should be adapted to
work with the existing crop-growth models or new crop-growth models need to be
constructed that can be used within the traditional control methods. It was identified that model-based crop-growth management does not only provide a way to
improve decision making in farming, but it also has the potential to shed light on
fundamental questions in ecology and agronomy. In addition to model-based crop
growth management, we identified opportunities in advanced applications such
as vertical farming, intercropping, and remote sensing and multi-agent systems.
Secondly, an opportunity from this roadmap in the domain of MAS was presented. Namely, an optimal multi-agent resource allocation scheme was provided
that computes which (sub)fields should be irrigated, how much water they should
receive, and which agent will deliver the water (Chapter 3). See also Section 6.2.1.

6.2

Cooperation in engineering systems: MAS
(Chapters 3, 4, and 5)

How to combine multiple intelligent engineering systems together in order to
achieve a common goal, is an import question in many applications. This thesis
presented contributions to three important applications within the general domain of multi-agent systems: optimal allocation of resource-delivery agents, majority voting classifiers, and coverage control. These contributions have a broad
range of applications in which the thesis has a particular focus on applications
within the domain of precision agriculture for arable farming.

6.2 Cooperation in engineering systems: MAS (Chapters 3, 4, and 5)

6.2.1
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Multi-agent resource allocation in irrigation for arable
farming (Chapter 3)

We presented an optimal multi-agent resource allocation scheme for irrigation
of arable fields. A major benefit of this scheme is that it is able to incorporate
numerous existing crop growth model and can thus be used for many different
types of crops, locations, and weather patterns. This scheme is also able to handle
real-world constraints such as the availability of resources, resource application
rates, and travel costs and limitations. It was shown in a numerical case study
that the proposed scheme can lead to a 5% higher crop yield while using 5% less
water compared to a state-of-the-art heuristic.

6.2.2

Majority voting classifiers (Chapter 4)

Classification using classifiers constructed by machine learning algorithms have
increased in usage over many domains and applications. In PA, for instance,
classifiers are used to determine whether a plant is a crop or a weed from photographs. Combining multiple classifiers into one ‘super-classifier’ or multiple
classifier system (MCS) can be an effective method of increasing the probability
of correct classification. However, combining multiple classifiers can also lead
to a significant reduction in performance. Since MCS are being used in critical
static decision problems (e.g., determining whether a patient has a disease) as
well as in on-line decision making, it is therefore warranted to provide guarantees
on the probability of correct classification of such MCS.
A type of MCS that is frequently used is the majority voting classifier. In this
thesis we provided guarantees on the performance of majority voting classifiers
in the form of upper bounds on the probability of misclassification conditioned on
the size of the majority (Chapter 4). Analysing majority voting classifiers by
using this conditional probability was a newly introduced perspective. It was
shown that the proposed bounds can lead to much tighter guarantees on the
performance than the traditional bounds in the literature.
Additionally, it was shown that these bounds can be powerful tools in the
analysis and systematic design of another type of MCS, namely abstaining classifiers. Such abstaining classifiers return a label only if the majority is larger
than a certain threshold (also known as a quorum). The results in Chapter 4
can be used to bound the total probability of error, the probability of error if the
threshold is achieved, and the probability of the threshold being achieved.

6.2.3

Coverage control for outbreak dynamics (Chapter 5)

Recent events such as the 2019–2020 wildfires in eastern Australia and the pandemic outbreak of the SARS-CoV-2 virus have shown that ‘outbreaks’ are ca-
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pable of causing an incredible amount of damage. In the context of arable PA,
outbreaks of pests and diseases can harm crop yields significantly.
Based on the overall requirement of containing outbreaks, we constructed
conditions on whether agents are able to contain an outbreak. These conditions
are based on several properties of the outbreak dynamics, properties of the agents,
and the locations of the agents. From these conditions, we designed a simple
control law for the movement of agents. This control law positions the agents
such that the area in which outbreaks can be contained is maximized. The control
law guarantees a local optimum.

6.3

Recommendations and discussion

There is significant potential to enhance and extend the results presented in this
thesis. This section aims to provide an overview of the potential extensions.

6.3.1

Opportunities for control engineering in PA (Chapter
2)

The objective of Chapter 2 is to identify opportunities for research in precision
agriculture for the control engineering community and thus the chapter consists
of many recommendations for further research. Hence, we refer to Chapter 2 and
Section 6.1 for the recommendations.

6.3.2

Multi-agent resource allocation in irrigation for arable
farming (Chapter 3)

The proposed optimisation scheme has thus far only been tested in numerical
examples and not yet on a farm. Evidently, testing the proposed scheme on a
farm is one of the most important future investigations.
Before testing on a farm can commence, it must be known how well states of
the crops and soil are estimated as the proposed scheme utilises several of such
states. It is not self-evident that these values are known. It is thus of interest to
further analyse the required accuracy of the state estimations for successful use
of the scheme. The design of state observers was identified as one of the main
opportunities for control engineering in PA in Chapter 2.
Related to estimation, it is of interest to further analyse whether the proposed
resource allocation scheme can be adapted in order to allocate sensing agents.
The ‘resource’ such sensing agents would be ‘delivering’ is information on the
states of the crops and soil.

6.3 Recommendations and discussion
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It is recommended that further study is carried in how the parameters of the
framework should be tuned in order to obtain the desire objective. For instance
the parameters π, ρ, and σ in the objective function. The influence of the travel
cost matrix E is recommended to be investigated further as well. It was found
that including the agent travel costs increased the computation time, but the
increase fell within the acceptable computation time for the numerical example.
It was demonstrated in a numerical example that the optimal allocation
scheme could be used for a large-scale farm of 100 (sub)fields and 5 agents.
However, the optimisation problem that has to be solved (on a daily basis) is a
mixed-integer linear program (MILP) (a mixed-integer bilinear program (MIBP)
if one takes into account travel times), which is NP-hard. Hence, in order to
use the scheme for even larger amounts of fields and agents, one must resort
to approximations of the optimisation program in order to be able to compute
the solution in a reasonable amount of time. Such methods are well studied
and is thus of interest to apply these to our proposed scheme and observe the
performance.
We only considered water as a resource in Chapter 3. It is of interest to study
how the proposed scheme can be adapted to include delivery of other resources
such as various nutrients through fertilisation. A preliminary study on delivery
of multiple resources was done in [27].

6.3.3

Majority voting classifiers (Chapter 4)

The bounds of Theorems 1 and 2 were constructed by providing an upper bound
for the numerator and a lower bound for the denominator of the fraction
P∆ {b
y∗ (x) 6= y ∧ A(x) ≥ a}
.
P∆ {A(x) ≥ a}
If these bounds for the numerator and denominator are not tight, then the proposed bound on the fraction can degrade rapidly. It is of interest to analyse
whether it is possible to directly bound the fraction instead of the numerator
and denominator separately.
The bounds of Theorems 1 and 2 did not hold in the case of consensus (i.e.,
a = 1), which was due to the fact that the lower bounds on P∆ {A(x) ≥ a} did
not hold for a = 1. Since consensus (or unanimity) is often used as validation
for the quality of decision, it is of interest to see if bounds in the same fashion
as the proposed theorems are possible for a = 1. An initial direction of analysis
could be by exploiting the fact that


p
P∆ {A(x) = 1} = E∆ lim A(x) .
p→∞
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We discussed the case of binary classifiers. An interesting continuation of
this research is analysing whether the novel perspective and methods introduced
in this thesis can be used in order to obtain better performance guarantees for
majority voting schemes in which there are more than two classes of labels. A
key concept in developing the bounds was the notion of margin. In full generality,
the margin M (δ) is defined as the weight assigned to the correct label minus the
largest weight assigned to an incorrect label [130], i.e., for any (x, y) = δ ∈ ∆,
M (δ) = PQ {c ∈ P : ybc (x) = y} − max PQ {c ∈ P : ybc (x) = l} .
l6=y

(6.1)

In the case of binary classification, this definition simplifies to
M (δ) = 1 − 2 PQ {c ∈ P : ybc (x) 6= y} ,
as the maximum in (6.1) is equal to PQ {c ∈ P : ybc (x) 6= y}. Further research is
warranted into how to deal with the maximum operator in (6.1) or whether a
different property, similar to the margin, can be used.

6.3.4

Coverage control for outbreak dynamics (Chapter 5)

The conditions on the containment of outbreaks provided in this chapter were
based on an exponential growth of the outbreak and the agents could mitigate
the outbreak in a linear fashion. Furthermore, it was assumed that the rate at
which the agents could mitigate was proportional to the number of agents present
at the location of the outbreak. One of the reasons behind these assumptions
was the fact that it provides a worst case analysis of many kinds of outbreaks.
It is of interest to see what conditions on ‘containability’ arise when using other
dynamics.
The analysis was based on outbreaks that increase rapidly over time, but it
was assumed that the outbreak remains at the same location. This is reasonable
for outbreaks in their initial stages, but real-world outbreaks eventually spread
out spatially as well. It is thus of interest whether it is possible to obtain conditions and control laws in the same fashion as presented in Chapter 5 for such
outbreaks. Such a bridge between the easy-to-use conditions of Chapter 5 and
the literature on epidemic control is interesting.
The coverage control law was based on a simple gradient descent algorithm,
which ensured that the agents move asymptotically towards a local maximum
of the containable area and reach a standstill. It is recommended to further
research the design a more advanced control law that can also take into account
‘obstacles’ and boundaries.

6.4 Final thoughts

6.4
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Final thoughts

It is of importance to develop new technologies and methods that can help satisfy the increasing food demand of humanity in a sustainable way. This thesis
presented such methods and technologies. Furthermore, this thesis contained
contributions to the analysis of the important role of systems and control engineering in arable precision agriculture.
There is no single clear-cut way of combining multiple intelligent systems into
one system and obtain the desired behaviour and performance. The domain of
multi-agent systems is extremely broad, not only from the viewpoint of applications, but also from the perspective of the analysis. The present thesis provided
contributions to various applications of MAS as well as different methods of analysis.
All these contributions illustrate that the multi-agent perspective combined
with control theoretic tools can have large impact in a broad range of applications
including arable precision agriculture.
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[39] M. Woźniak, M. Graña, and E. Corchado, “A survey of multiple classifier
systems as hybrid systems,” Inf. Fusion, vol. 16, no. 1, pp. 3–17, mar 2014.
(Referenced on page 7)
[40] J. Langford and J. Shawe-Taylor, “PAC-Bayes & Margins,” Adv. Neural
Inf. Process. Syst., pp. 439–446, 2003. (Referenced on pages 7, 53, and 57)
[41] A. T. J. R. Cobbenhagen, A. Carè, M. C. Campi, F. A. Ramponi, and
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C. Puchert, D. Rehfeldt, F. Schlösser, F. Serrano, Y. Shinano, J. M. Viernickel, S. Vigerske, D. Weninger, J. T. Witt, and J. Witzig, “The SCIP
Optimization Suite 5.0,” ZIB, Takustr.7, 14195 Berlin, Tech. Rep. 17-61,
2017. (Referenced on page 46)
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