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Abstract

the former describes the inherent noise in the dataset, epistemic uncertainty is reflective of the model’s internal uncertainty and hence gives insight into the model’s knowledge. While both measures are useful, epistemic uncertainty still requires considerable resources at test time
[2, 10, 13, 15, 26]. Therefore, the focus of this work is
on training a network to learn its epistemic uncertainty and
hence perform self-assessment, shifting the resource burden from inference time to train time. However, since epistemic uncertainty is expected to reduce with better engineered and/or trained networks [10], aleatoric uncertainty
will still be required for the notion of full output variance.

Applying neural networks to autonomous applications is
currently limited by the inherent uncertainty of the validity
of their predictions. Recent efforts focus on the application
of Bayesian principles to extract the aleatoric and epistemic
uncertainties from deep neural networks. However, since
these methods require intensive resources at inference time
to extract the epistemic uncertainty, this limits the applicability. This work introduces a method for learning this form
of uncertainty self-supervised from a set of Monte-Carlo
(MC) samples with differing dropout masks. When applied
to the monocular depth estimation network MonoDepth2, it
is found that it is possible to train the epistemic uncertainty
network output on the variance of the disparity predictions
using different dropout masks. Interestingly, this prediction even follows the MC sampled epistemic uncertainty for
out of distribution data. However, the inclusion of dropout
does slightly reduce the network performance on the original disparity estimation task, due to limited network capacity. Altogether, this work shows the learnability of the
sampled epistemic uncertainty, describing the model’s inherent knowledge, and provides an interesting ground for
the inclusion of uncertainty in more neural networks.

A typical automated driving-related task for which a notion of uncertainty is important, is depth estimation. It facilitates the geometric perception of the environment and
immediately gives the structure of a scene. Since lidar sensors are expensive and sometimes only provide sparse measurements, recent work leverages either one or more cameras where a neural network estimates this depth through
disparity [7, 8, 14]. Although these methods can be considered increasingly accurate, contrary to the aforementioned
lidar sensors they do not provide concrete error margins on
their predictions. Therefore, this works aims to outline a
framework for the assessment and learning of specifically
epistemic uncertainty of such a depth regression network.

1. Introduction
Neural networks can be used in a multitude of tasks related to robotics, autonomous driving and navigation. However, usually there is no notion of the associated uncertainty
about these network predictions. Although neural networks
progressively improve in performance, it would be useful
when also the uncertainty of their predictions is known.
Whereas the (calibrated) classification tasks provide some
notion of this uncertainty inherently with the likelihood output, regression tasks have no such advantage.
Uncertainty can mathematically and conceptually be divided into two forms, aleatoric and epistemic [10]. Whereas

Relevant literature for this is detailed in Section 2. This
work then describes a method to learn epistemic uncertainty
using Monte-Carlo dropout as a supervision signal, and it
introduces a descriptive and selective uncertainty metric,
which are detailed in Section 3. The experiments performed
to verify the learning of uncertainty can be found in Section 4. Finally, the results of these experiments are detailed
in Section 5 which are concluded in Section 6. Further results from extended experiments related to the metrics and
ablation related to the network’s hyperparameters can be
found in Appendix A.
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2. Related Work

to be useful when there is access to large datasets since
epistemic uncertainty can be increasingly explained away
then.

Since uncertainty and depth regression are the focus of
this work, this section first gives an overview of the existing uncertainty estimation methods for neural networks and
then gives an overview of the (monocular) depth regression
task.

One approach for uncertainty estimation is to leverage
dropout to approximate a Bayesian neural network from an
existing DNN model. Gal et al. [6] have shown that the
sampling with dropout minimises the Kullback-Leibler divergence between the DNN and Bayesian equivalent, validating the use to approximate the associated uncertainties
with this method. This allows to sample the network after training with different random dropout masks and hence
effectively sample the distribution of the parameters given
the training data, estimating the epistemic uncertainty. This
technique of multiple forward passes at inference time is
called Monte-Carlo (MC) dropout. However, this still requires considerable resources at inference time, even with
potential optimisation using parallelisation of these processes.
Another method is to estimate the uncertainty of the
weights using the backpropagation algorithm, as introduced
by Blundell et al. [2]. By parametrising each weight with a
Gaussian mean and standard deviation, the backpropagation
algorithm “Bayes by Backprop” is used to update both values during training. This allows to – similar to a Bayesian
neural network – sample from the weights and compute the
uncertainty estimates during inference time. This method,
however, requires twice the amount of parameters compared
to the network parameterised only by its weights and hence
is constrained by memory and the need for sampling.
Similar to dropout, Teye et al. [26] aim to use an existing network component to approximate a Bayesian neural
network, where they show that training with batch normalisation can also be considered as Bayesian training. The
added benefit of this method over dropout is that there are
no parameters that need to be tuned, however, it requires
access to the training data at inference time, which requires
additional storage space and time to access that data.
Finally, Lakshminarayanan et al. [15] use an ensemble of
differently trained models to sample from at inference time.
By varying the initial conditions of the models, all converge
to slightly different sets of weights. With five networks,
they have found to achieve good accuracy in the original
task and are able to detect outliers in the data. However, this
method requires considerable resources at inference time,
both in memory and time. Apart from the similarity of a
model ensemble to MC dropout, it has yet to be proven to
approximate Bayesian modelling with regards to the parameter estimation, contrary to the aforementioned methods.
These methods mainly provide mathematical derivations
for the predicted uncertainty or use a simple neural network
with its Bayesian equivalent to validate the uncertainty estimation results. The practical application of this estimated

2.1. Uncertainty
Uncertainty can be split up into two main forms,
aleatoric and epistemic, representing the uncertainty that
is data-dependent and model-dependent, respectively. The
aleatoric uncertainty is reflective of the inherent noise in
the dataset, whereas the epistemic uncertainty reflects the
model’s uncertainty and hence is a representation of the
things that could – in principle – be known but are not
learned at that time. As a more concrete example, one could
think of an experiment where the trajectory of a projectile is
measured and compared to the trajectory of a model based
only on gravitational forces. Aleatoric uncertainty in this
case reflects the random trajectory perturbations due to unmeasured wind gusts or surface imperfections of the projectile, whereas the epistemic uncertainty would reflect the
omission of aerodynamic drag in the simple model’s predicted trajectory. Hence, when the model is simple, or does
not have enough capacity to learn all the relevant variables,
an increase of epistemic uncertainty is expected. Similarly,
when more information is captured from the experiments –
such as the aforementioned wind gusts – and this is included
in the model, the aleatoric uncertainty should decrease.
Recent works in the field of uncertainty research aim
to bridge the gap between directly obtainable uncertainty
from fully Bayesian networks – which are intractable
to ‘train’ for large numbers of parameters – and deep
neural networks (DNNs) – which do not provide such an
uncertainty measure [2, 10, 13, 15, 26]. The goal of these
methods is to have an uncertainty estimate of a regular
DNN approach that of a Bayesian network, by minimising
the Kullback-Leibler divergence of the two distributions
[11]. The benefit of a Bayesian approximation is that
the distribution over the network parameters – assumed
to be a random variable – yields a directly computable
uncertainty reflecting the variance of the individual network
weights. This is found to describe the uncertainty over the
knowledge of the model, or epistemic uncertainty [6]. The
aleatoric uncertainty is obtained by minimising the residual
error between the network prediction and the ground truth
as well as the uncertainty estimate itself (cf. regularisation),
and is – for numerical stability – predicted in log-space [6].
As found by Kendall et al. [10], the epistemic uncertainty
is useful in safety critical applications since it understands
examples that differ from the training data and hence also
has an advantage in situations where training data is sparse.
Aleatoric uncertainty, on the other hand, has been found
4

uncertainty would benefit from a correspondingly reflective
metric for larger networks, showing the relation to the network predictions and the estimated uncertainty. Therefore,
two additional metrics are introduced in Section 3.

to use sparse ground truth lidar measurements when these
are available. This results both in more accurate predictions from the network, but also improves results from the
sparse lidar depth map alone as the combination inherently
smooths out the noise and acquisition error of the sensor.
Finally, Godard et al. [8] improve on their results
by adding an occlusion aware loss of either the left-right
frames or – when also using pose prediction – the sequence
of t − 1, t, t + 1 frames. Although recurrent networks provide an improvement over these one-shot methods [29, 31],
these are not included in this work due to the focus on uncertainty prediction of single images. Therefore, MonoDepth2
[8] is used as a baseline for the monocular depth estimation
task in this work. Since all of the above methods do not include any measure of the certainty of their predictions, this
work aims to provide a (self-)supervised epistemic uncertainty estimate from the network itself, as well as methods
to assess uncertainty combined with the depth estimate.

2.2. Depth
Humans perceive depth using the disparity between
our two eyes, but they can still estimate depth relatively
well with one eye covered [28]. An array of cues from
both stereo-information (convergence and accommodation),
static monocular information (relative height and size, occlusion, familiar size of objects, atmospheric blurring, texture gradients, shadows) and dynamic monocular information (motion parallax, occlusion-in-motion, optical flow)
are used [3]. With these, possible ambiguities can be resolved and – where necessary – attention can be focused on
the uncertain areas to gain more contextual information.
Although earlier work in computer vision focused on
mimicking this process using hand-crafted features [19, 20,
21, 22], convolutional neural networks proved to be applicable in this domain as well. Combined with the availability
of depth ground truth labels in datasets such as NYUDepth
[23] and KITTI [18], these first networks focused on the supervised task of learning depth in a course-fine and multiscale fashion [4, 5]. They use a multi-scale encoder-decoder
to produce dense depth maps, but are quite limited to their
own domain and are not necessarily geometrically consistent. Laina et al. [14] used a deeper residual network
(ResNet50) to predict depth, which – combined with the
reverse Huber loss (berHu) – results in accelerated optimisation and a more detailed structure. However, obtaining
the ground truth depth maps is a laborious process for new
data, and still requires expensive equipment.
Therefore, to employ a wider set of data sources during
training, more recent research is focused towards unsupervised methods. Building on the idea of predicting the complimentary stereo frame to make regular movies 3D [30],
Garg et al. [7] use stereo images to self-supervise the loss
based on warping the inverse depth prediction of one image to photometrically match the other. This warping can
be performed by using the focal length (f) and baseline (B)
of the calibrated stereo-camera rig Iw (x) = I(x + f B/d(x)).
However, this method is limited to a known stereo-camera
setup, but could be generalised to learn these in- and extrinsic camera properties. Predicting both the right and left
disparity image from only the left image as an input, Godard
et al. [9] showed that this results in smoother depth results
as it enforces consistency for both a left-right and right-left
warp. Next to the photometric (appearance) loss to compare warped images, it extends the loss functions to also include disparity smoothness and a left-right consistency loss.
This results both in stable convergence and higher accuracy.
Adding to this, Kuznietsov et al. [12] also include a loss

3. Uncertainty Estimation
This section describes the requirements of uncertainty
estimation, where the usually computationally expensive
methods for epistemic uncertainty estimation are replaced
by a learned epistemic uncertainty estimate. One of these
earlier methods – using Monte-Carlo (MC) dropout – is
leveraged to provide a learning signal during inference time,
see Section 3.1. However, in order to perform this sampling
task, the network architecture needs to be changed, introducing several design choices described in Section 3.2. A
visual description of the processes and network modifications is detailed in Figure 1. This network predicts disparities and the corresponding uncertainties whereas the depth
is generally more useful. Therefore, these disparities need
to be converted to a depth, which also requires the uncertainty – or variance – to be propagated correspondingly, detailed in Section 3.3. When the uncertainty is propagated to
the depth-domain, it is possible to evaluate its descriptiveness. To add to the evaluation of uncertainty, two metrics
are introduced in Section 3.4.

3.1. Structure and Losses
For the complete uncertainty estimate, the framework
based on dropout by Kendall et al. [10] is used. This
requires the inclusion of dropout in the network, so that
multiple forward passes result in slightly different predictions. Under this Monte-Carlo (MC) sample framework,
this yields the epistemic or model uncertainty of the
sampled network [6]. Whereas usually this sampling
is performed during inference time to get the epistemic
uncertainty estimate, bringing this to train time enables
the use of this estimate to supervise an extra network
output. With NM C Monte-Carlo samples – not to be
confused with the batch size NB – both the mean (first
5

moment) and the variance (second moment) are calculated
to provide a learning signal for the epistemic uncertainty.
As found by Kendall et al. [10], training on the original
disparity with the inclusion of dropout implicitly also
converges the second moment for uncertainty calculations.
As this variance is expected to be Gaussian based on the
assumptions in the derivation from Gal et al. [6], the L2 –
or mean squared error – loss is expected to provide good
convergence under the maximum likelihood framework.
This loss is introduced next to the existing disparity losses,
which is further detailed in Section 3.2. More information
on the experimental setup can be found in Section 4.1.

of the network layer’s operations places dropout after batch
normalisation, which is also visualised in the figure.
The other major adjustment in the network is the extension of the decoder with a parallel branch for the epistemic
uncertainty prediction. Since there are multiple disparity
prediction scales in the decoder of the original network,
these can be used as a branch-off point for further convolutions to be performed in parallel for both the disparity and
epistemic uncertainty. Due to the effect of dropout on the
redundancy and network capacity, as well as the fact that
the epistemic uncertainty essentially needs to reflect on the
knowledge of the network, it is chosen to also include ablation experiments on the performance with a separate epistemic uncertainty decoder, which can branch off from the
disparity decoder at different scales.

As found by Kendall at al. [10], the residual of the
ground truth and prediction – in this case depth – can be
used as a supervision signal for the aleatoric uncertainty.
They have also found that predicting the aleatoric uncertainty in log space improves numerical stability, which is
reflected by the exponential in Equation (1).

Lalea =

1 −predalea
·e
· (preddisp − gtdisp )2
2
1
+ · predalea
2

3.3. Variance Propagation
The network outputs disparities, and uncertainty corresponding to these disparity predictions, whereas the depth
is more useful in for example navigation and scene understanding tasks. The calculation steps for the disparity predictions are quite straightforward and follow an inverse relationship. However, the uncertainty of the depth cannot
be calculated from the uncertainty around the disparity predictions in the same way. For this, error propagation with
the Jacobian of these disparity to depth transforms is used,
propagating the variance of the disparity (disp) to the variance of the depth using Equation (2), which includes the
three calculation steps as found in MonoDepth2 and are discussed below.

(1)

3.2. Architecture
With MonoDepth2 as the basis for the addition of uncertainty estimation, Figure 1 provides a high-level overview
of the processes. The specific modifications required for
the introduction of uncertainty to this architecture consist
of:

vardepth = J3 · J2 · J1 · vardisp · J1T · J2T · J3T

(2)

The calculation steps for the MonoDepth2 network begin
with rescaling the network outputs (y) according to a predetermined minimum and maximum disparity. Since this
follows a linear relation, the derivative is the value given by
J1 in Equation (3) below.

1. the addition of dropout throughout the network;
2. the addition of Monte-Carlo sampling of network outputs;
3. the addition of network outputs for aleatoric and epistemic uncertainties;
4. optional split of decoder for branched disparity and
epistemic uncertainty predictions;
5. addition of loss functions for uncertainty learning.

F1 = dispmin + (dispmax − dispmin ) · y
∂F1
= dispmax − dispmin
J1 =
∂y

These modifications are also indicated in green in Figure 1. As can be seen, the original network flow of an
encoder-decoder to transform a colour image to a disparity
is mainly broken by the introduction of the sampling step
– and hence the inclusion of dropout. When making these
changes, it must be ensured that the original performance of
the network is not substantially degraded. With dropout this
can be twofold, first because of the enforced redundant representation and hence decreased network capacity, and secondly because there exists a disharmony between dropout
and batch normalisation. When the order is not carefully
considered, an unwanted variance shift can occur as found
by Li et al. [16]. To counteract this effect, the optimal order

(3)

The calculation to obtain the depth from the above disparity is given by the inverse relation in Equation (4) below.
This is not the classic disparity to depth conversion, as it
lacks the baseline and focal length, but since the network
output is at arbitrary scale these are effectively included by
Equation (5) later.

F2 =

1
F1

→

J2 =

∂F2
1
=− 2
∂F1
F1

(4)

Since the stereo models of MonoDepth2 are trained with
an effective baseline of 0.1, and the KITTI baseline is 54
6

Figure 1. General network architecture for uncertainty estimation, changes with respect to [8] are shown in green

centimeters, scaling must be applied to be useful for evaluation. This is given in Equation (5).
F3 = 5.4 · F2

→

J3 =

∂F3
= 5.4
∂F2

used as a qualitative measure between the MC sampled and
predicted uncertainties. If a percentage of inliers is calculated based on a set amount of standard deviations, this can
also serve as a metric when compared to the empirical rule
(‘68-95-99.7%’), however, this is only meaningful for the
full uncertainty estimate. When converting these to a figure, a standard deviation bound of e.g. 3σ can be used to
plot the in- and outliers visually, see Figure 3. Finally, as
a limitation, although this metric is useful in relating the
predicted uncertainty to a normally distributed variable and
hence can justify its use in decision making, a limitation is
that it can only provide insight in the distribution, not in
the concrete values. Furthermore, as mentioned before, it is
only a valid comparison for constant disparity predictions.

(5)

3.4. Metrics
Since the uncertainty measure is inherently dependent on
the specific network and what it has learned – which could
even vary with different initial conditions – there is no absolute ground truth for the uncertainty measure. For the epistemic uncertainty, the closest to such a ground truth would
be to sample the network during test time, and compare the
Monte-Carlo (MC) sampled uncertainty and predicted epistemic uncertainty using the root-mean-square (RM Suncert )
error. This should provide a relevant metric on how well
the epistemic uncertainty is learned. As this metric provides no notion of how this uncertainty performs when used
for depth predictions, two new metrics are introduced to
provide an assessment of the quality and practical usefulness of the uncertainty. It must be noted, however, that
since this includes a relation to the predicted depth, it cannot be decoupled from that and must be analysed in context. Therefore, these metrics only provide a relevant result
when analysing the applicability of the uncertainty estimation, not when comparing two differently trained networks.
Results of these metrics on synthetic data can be found in
Appendix A.

Figure 2. Construction of empirical probability density function

The Descriptive Metric should provide insight into the
descriptiveness of the uncertainty by leveraging the uncertainty as standard deviation to find the probability density
function of the uncertainty and predicted depth with respect
to the ground truth. As can be seen in Figure 2, this gives
insight into the distribution of the uncertainty, and can be

Figure 3. Visual representation of inliers (green) and outliers (red)
based on a specific variance threshold
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The Selective Metric details the selective ability of the
uncertainty by constructing a variance threshold from which
measurements are discarded, and for which the true/false
positives and true/false negatives can be calculated. This
provides insight into how well the uncertainty could potentially be used in decision making processes, as well as the
more general construction of precision-recall curves. At the
basis of this method lies the use of uncertainty to discard
measurements (or predictions). By setting up an uncertainty
threshold until which predictions are assumed to be valid,
an analysis can be performed on whether the discarded predictions should indeed have been discarded. A useful metric for this is the recall and the precision of this decision
boundary, given by the aforementioned variance threshold.
Using a range of thresholds, a recall and precision curve
can be constructed, providing insight in the predictive capability of both the disparity and the uncertainty combined.
Optionally, this variance threshold can be made inversely
proportional to the depth since the depth predictions close
to the observer are usually of greater importance than those
far away.
Since this requires a slightly different definition of
true/false positives and negatives than usual, these are defined below in Equation (6) where ‘σ’ is the propagated uncertainty as standard deviation. Using these values for a
range of variance thresholds, a precision-recall plot can be
constructed. It is expected that, since the uncertainty domain is defined by the predicted depth and variance threshold, that the true positive rate will converge to one, whilst
the other rates will tend to zero. Hence, it is expected that
the precision and recall will tend to one as the variance
threshold increases. This would also be a useful tool to set
up an acceptable threshold to serve as a decision boundary
for discarding depth measurements.
TP =

X

[depthGT ∈ (depthpred ± thresh)]σ≤thresh

FP =

X

[depthGT ∈
/ (depthpred ± thresh)]σ≤thresh

TN =

X

[depthGT ∈
/ (depthpred ± thresh)]σ>thresh

FN =

X

[depthGT ∈ (depthpred ± thresh)]σ>thresh

applicability. Finally, Section 4.4 details the ablation experiments of the network’s hyperparameters related to the
inclusion of uncertainty,

4.1. Experimental Setup and Implementation
Training the disparity with MonoDepth2 follows the
same loss functions and settings as proposed in the original work [8]. Although this work provides methods to learn
the disparity fully monocular, this requires the use of a pose
estimation network. To keep the network complexity to a
minimum and focus only on the disparity prediction, the
training is performed in the most basic configuration using
stereo image pairs without any pose predictions. It does,
however, include the automasking of the resulting disparity
and the SSIM loss calculation, and also uses the weights of
the ResNet backbone already initialised with a pretrained
model (on ImageNet). This is the recommended setting for
MonoDepth2.
For the uncertainty sampling and learning, the network
configuration includes 2D dropout with a rate of 0.05
applied to the complete network, after the already present
batch normalisation. Furthermore, the variance of the
MC samples supervises the epistemic uncertainty network
output from a separate decoder using the L2 loss.
Training is performed on an NVIDIA GeForce RTX
2080Ti graphics card. In order to account for the GPU
limitations, the batch size must be reduced to 2, and –
when applicable – the number of Monte-Carlo samples is
set to the maximum amount possible in memory, 10, since
the more samples are used, the better the representation
of the underlying distribution is. The predicted depths are
evaluated using the standard metrics for this task, namely:
absolute relative (abs rel), squared relative (sq rel), root
mean squared (RMSE), and root mean square log errors
(RMSE log), as well as the predicted to ground truth depth
ratios smaller than the thresholds: 1.25, 1.252 , 1.253 (δ1 ,
δ2 , and δ3 , respectively).
As previously mentioned, the KITTI dataset ([18]) is
used for training and evaluation. Due to limitations of the
system used, only a subset of the dataset is able to be used.
A representative sample of around 9142 training and 1024
validation images is taken. To make the uncertainty calculations representative, the disparity uses the training samples
whereas the uncertainty uses the validation data. Next to
this, there is also a reduced dataset based on a single sequence of around 250 images. This is used for the training of the network setting experiments (see Appendix A)
to provide a more prompt insight in the convergence of the
network.

(6)

4. Experiments
This section outlines the experiments required to verify
the performance and meaning of the uncertainty estimation
generated by the network. Section 4.1 gives an overview
of the setup used for performing the experiments. The corresponding epistemic uncertainty estimate can be evaluated
with the experiment of Section 4.2. Section 4.3 provides the
experiments necessary for the qualitative assessment of the
epistemic uncertainty, giving insight into the meaning and
8

4.2. Learning Uncertainty

network is implicitly able to learn the underlying low-level
features of that class from the remaining data. Another experiment to indicate the learned structure of the network is
to rotate the images by 180 degrees and observe the networks response.

The goal of learning the epistemic uncertainty is that its
inclusion does not degrade the original task significantly, as
well as that the learned epistemic uncertainty network output represents the MC dropout sampled epistemic uncertainty. Since the inclusion of epistemic uncertainty requires
dropout, the performance of the original MonoDepth2 –
without dropout – is compared to that where the network is
retrained with dropout, and to that where the network is retrained with the additional inclusion of a learned epistemic
uncertainty output. Here, the resulting learned disparity is
compared between these three networks using the standard
depth evaluation metrics.
For the assessment of the learned epistemic uncertainty
the RMS metric can provide an overall similarity of the
epistemic uncertainty network output and the epistemic uncertainty obtained from MC sampling the network during
evaluation. Furthermore, the metrics introduced in Section 3 can be used here to provide a measure of similarity,
since the outputs come from the same network and hence
the disparity is equal. Another important aspect of the evaluation of the predicted and MC sampled epistemic uncertainties is a qualitative comparison, which is described in
Section 4.3.
It is expected that the depth performance will slightly decrease with both the inclusion of dropout as well as learned
uncertainty due to the added redundancy from dropout as
well as the inclusion of an extra learning task. Since the addition of dropout changes the model, it is expected that its
inherent knowledge also changes, and hence that these architecture changes are reflected in the epistemic uncertainty.

4.3.1

Augmentation Experiments

By augmenting the test data with overlaying unseen object
images of for example lions, traffic cones or helicopters, it
is possible to compare the uncertainty estimation in these
regions. When these objects are not seen before, or break
the expected placement as observed in the original dataset,
ideally the corresponding uncertainty would increase here
as well if the depth prediction performance decreases.
Since in these regions there is no meaningful ground truth
available for the depth, the comparison must be purely
qualitative. As Kendall et al. [10] observed that examples
different from the training data are a source of epistemic
uncertainty, it is expected that these augmentations increase
the epistemic uncertainty for this network as well.
Another augmentation option for the test data is the inclusion of simulated adverse weather effects. For this, fog is
chosen due to its accessibility in implementation and clear
visual comparison of the results. Fog is implemented using
the addition of a continuous 2D noise field (Perlin noise) to
whiten out the specified pixels. Since the depth ground truth
of these images still is valid, it is possible to both compare
the results visually as well as using the previously introduced metrics. It is again expected that – since the original
dataset only contains sunny sequences – the addition of fog
will result in higher epistemic uncertainties due to the fact
that this is out of the training distribution.

4.3. Qualitative Assessment
Whereas the metrics provide a condensed and unified –
but limited – view of the uncertainty performance, a more
conceptual analysis of the predicted uncertainties can provide insight in their meaning. This can be done through
analysis of the prediction on ’fishy’ data (cf. Blum et al.
[1]), i.e. artificially augmented data with unexpected objects added to scenes. To reflect on the influence of dataset
conditions on the uncertainty, it is also possible to look
at the effects of adverse weather through the implementation of artificial fog. Since the KITTI dataset only contains
sunny days and hence the model has never encountered adverse weather conditions, it is expected that the introductions of these conditions will deteriorate the performance,
and optimally will increase the uncertainty in these regions.
Another option is to look at training on partial datasets
where fundamental object classes like bicycles are filtered
out to limit the knowledge acquisition of the model. When
the model’s knowledge and our understanding of knowledge align, this should increase the epistemic uncertainty
for those regions. However, this is not the case when the

4.3.2

Alteration Experiments

To restrict the knowledge acquisition in the network, it is
possible to train on a limited sub-sample of the dataset
where one (or more) object classes are purposefully omitted. Although in the case of regression it is not as straightforward to relate the learned features to these high-level
classes, it could provide insight into the specifics of what is
and is not learned by the disparity as well as predicted epistemic uncertainty. The main method considered is the exclusion of stationary bicycles and cyclists from the original
dataset. Now, both a qualitative and quantitative analysis
can be made, since there is ground truth depth data available
from the withheld bicycle dataset. Since this then evaluates
an object from outside the training distribution, it could increase the epistemic uncertainty. Although it must be noted
that since the images with cyclist still follow the other characteristics of the KITTI dataset, the potential decrease in
performance of disparity predictions might be limited. In
9

5.1. Learning Uncertainty

such a case the corresponding epistemic uncertainty is expected to not change significantly as well.
When using images rotated with 180 degrees at evaluation of the full network, the resulting predictions can provide insight in the inherently learned structure of the model.
When the rotated images result in a strong tendency for the
predictions to for example see the bottom of the image as
a road surface and the original road surface as the horizon,
this implies an increased reliance on the inherently learned
structure of the dataset. Since this scene structure significantly deviates from the model’s internal knowledge of the
learned structure, it is expected to significantly increase the
epistemic uncertainty as well.

With the experiments and network settings from Section 4, the results from the learned uncertainty as well as
the original disparity regression task are detailed in the following sections.
5.1.1

Epistemic Uncertainty

Results The results of the full network configuration
trained with the aforementioned optimal hyperparameters
are given in Table 1. Here, it can be seen that the inclusion of dropout already slightly decreases the disparity
predictions. The extra addition of the learned epistemic
uncertainty further decreases the performance of the depth
estimation.

4.4. Ablations
Considering MonoDepth2 does not originally feature
dropout in its architecture, this must be included before
the uncertainty can be extracted through Monte-Carlo (MC)
sampling. However, this introduces new hyperparameters
to the network that must be tested. These consist of the
dropout rate, type, and location in the network. Once the
optimal combination of hyperparameters is found, the hyperparameters can be frozen and training of the uncertainty
can be performed.
For the epistemic uncertainty training, also the appropriate loss function must be chosen. As mentioned before, it is
expected that the L2 loss will best perform under the maximum likelihood framework. Next to this loss, the Huber
loss is also considered. The Huber loss function combines
L2 and L1 losses, where the L2 loss is used around 0 (where
|L| < δ), and L1 elsewhere. This proves to be more reliable
to outliers than L2 alone, but with more stable convergence
than L1 alone.
Finally, as previously mentioned, the capacity of the
epistemic uncertainty ’branch’ can be varied. This can either duplicate the full decoder for epistemic uncertainty estimates, use only the final layer, or branch off a separate
decoder from any scale in between. The results of these
experiments can be compared on the basis of how well the
predicted epistemic uncertainty performs with respect to the
MC samples at inference time, and uses the RMS, descriptive and selective metrics for comparison.
Further descriptions and results of the above experiments
can be found in Appendix A.

It can also be seen that the predicted epistemic uncertainty follows the MC sampled epistemic uncertainty, as
observed in the 3σ inliers metric. Here, this 3σ standard
deviation domain for the MC sampled epistemic uncertainty contains 92.7% of the ground truth depths. The
predicted epistemic uncertainty contains 90.8% of the
ground truth depths. Since the disparity predictions in this
metric are constant, these values are a good indication of
the similarity between the predicted and ’ground truth’ MC
epistemic uncertainty. Similarly, the precision-recall area is
comparable, and overall the RMS error over the network’s
epistemic uncertainty prediction and the MC samples is
relatively small.
An example of the visual results of these predictions can
be found in Figure 4. Here, it can be seen that there also is
a strong similarity between the predicted and MC sampled
epistemic uncertainties, where the predicted uncertainty is
slightly ‘blurrier’ than the sampled uncertainty. It is also
interesting to note that both the sampled and predicted uncertainty more or less follow the disparity prediction, where
areas of high disparity also have a higher uncertainty.
Table 1. Results comparing MonoDepth2 (MD2), MonoDepth2
with dropout (do) of 0.05, and the final network with epistemic
uncertainty (MC and pred)

abs.rel.↓
sq.rel.↓
RMSE↓
RMSE log↓
δ1 ↑
δ2 ↑
δ3 ↑
RM Suncert ↓
3σ inliers ↑
P R area ↑

5. Results and Discussion
Using the framework for epistemic uncertainty estimation from Section 3, this section provides the evaluation
results of the learned uncertainty. The results of the main
experiment related to the possibility of learning uncertainties is described in Section 5.1. Section 5.2 provides more
insight into the specific qualities of both the learned and
Monte-Carlo (MC) sampled epistemic uncertainty.
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MD2
0.078
0.535
3.701
0.171
0.914
0.960
0.979
–
–
–

MD2 w/ do
0.100
0.614
4.235
0.191
0.879
0.958
0.978
–
–
–

MC
pred
0.164
1.158
5.308
0.258
0.735
0.877
0.952
6.0E-4
0.927 0.908
0.260 0.300

Discussion As can be observed from the results, there
is a reduction of performance when including dropout or
learning the epistemic uncertainty. Given that this trend is
already visible when only dropout is included – without
the learning signal for epistemic uncertainty – it might be
an indication of limited network capacity. Since dropout
in effect enforces a degree of redundancy in the learned
features of the network, in small capacity networks this
will inherently lead to decreased performance, as can be
observed here as well. Using a separate decoder for the
epistemic uncertainty learning will alleviate the burden
from the learning of epistemic uncertainty on the network
capacity due to the inclusion of more parameters. However,
since the decoder is a substantially smaller part of the
network, this effect is limited. This can also be seen from
the performance decrease of depth estimation from the
network with uncertainty estimation compared to that of
the network where only dropout is included.

Figure 4. Comparison of the Monte-Carlo sampled epistemic uncertainty and the predicted uncertainty, yellow is higher uncertainty

In the visual representation in Figure 4, it can be seen
that the epistemic uncertainty tends to be higher for objects
that are closer than those that are far away. This could either
be explained by the fact that objects that are closer are indeed more uncertain according to the networks knowledge,
or, that due to the high disparity for objects close to the
camera, only a slight variation in dropout-selected features
inherently produces a larger difference and hence shows
large variance. Furthermore, the epistemic uncertainty
increases for the traffic light in the image, which might be
explained by the fact that the epistemic variance is higher
for areas of lower light and hence less features. This can
also be observed from the left traffic light and background
being predicted to be at the same depth.

5.1.2

Aleatoric Uncertainty

When training the aleatoric uncertainty it has been observed
that this task introduces Not a Number (NaN) values into
the gradient. This means that in this implementation no
meaningful results can be obtained from the training of
this source of uncertainty. Kendall et al. [10] have already
observed numerical instabilities with the supervision of the
aleatoric uncertainty, and propose to predict the aleatoric
uncertainty as the log of the variance. However, both
the prediction in log-space as well as the direct variance
output yielded these NaN gradients, even with this gradient
clipped to prevent potential gradient anomalies. Since
Kendall et al. were able to train on this aleatoric uncertainty, the encountered instabilities might also be attributed
to an error in the code or library implementation.

Finally, it can be observed that the MC sampled
epistemic uncertainty is noticeably sharper, although the
predicted uncertainty does follow the same overall structure. This could, again, be explained by the fact that the
network has a lower capacity, and might – especially with
the multitude of losses for the self-supervised disparity
estimation – focus more on disparity than the estimated
epistemic uncertainty. Then, the learned epistemic uncertainty instead converges more towards the mean of the
variation found in the MC sampled epistemic uncertainty
instead of describing it more precisely. An interesting topic
for further research would hence be to either increase the
network capacity to find the influence on both the sampled
and predicted epistemic uncertainty, as well as extending
the loss functions with e.g. structural similarity losses for
this task such that more information can be captured.

Therefore, the proposed results of the aleatoric uncertainty are not included in the further analyses. Since the
aleatoric uncertainty requires a ground truth which might
not be available for self-supervised networks, this might
provide a topic for further research to focus on this effort.
This also might solve the encountered numerical instabilities.
Although this form of uncertainty is not the main focus
of this paper, it still could have provided insight into the
full output variance of the network. Kendall et al. [10]
have found that aleatoric uncertainty is especially useful in
large data situations where the epistemic uncertainty should
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be explained away. Comparing this description and its implication to the results from this paper would either mean
that 1) if the dataset is insufficiently large, a low aleatoric
uncertainty is expected which hence complements the epistemic uncertainty, or 2) if the dataset is sufficiently large the
aleatoric is expected to be high, and with the high epistemic
uncertainty would result in an ‘overprediction’ of the total
uncertainty. For the latter, this would mean that – since the
aleatoric uncertainty then indicates the dataset is sufficiently
large – this method of epistemic uncertainty extraction is
not representative, possibly due to the aforementioned inclusion of dropout where the network capacity is limited.

condition of fog can be found. When looking at the predicted disparities, it can be noted that the lens flare present
in the top-left corner of the original image is amplified with
the inclusion of fog and that it more generally also predicts
areas with stronger white overlay to be closer. Interestingly,
it can be seen that the predicted and sampled epistemic uncertainties resemble each other not only in the original image, but also in the fog-augmented image. Although the predicted epistemic uncertainty has larger areas of high uncertainty than the MC sampled epistemic uncertainty, in general it follows the samples and covers the increased disparity
predictions.

5.2. Qualitative Assessment
Next to the analysis of the previous section, this section
describes the results of the qualitative assessment based on
augmentation of the test data and separate exclusion of train
data to find sources of increased uncertainty.
5.2.1

Augmentation Results

To gain insight in the knowledge of the model and its effect
on epistemic uncertainty, evaluation images are augmented
with unseen objects to gauge the model’s performance. As
can be seen in Figure 5, the images augmented with the traffic cone and helicopter do not perform well for the disparity
regression and are barely represented. The lion, on the other
hand, does seem to be better represented in the disparity as
well as in the epistemic uncertainties. Furthermore, both
the epistemic and predicted uncertainty behave similarly to
the predicted disparity and only show a noticeable increase
from the lion.

Figure 6. Detail of original (left) and augmented image with fog
(right). Colour image (top), predicted disparity (top-middle),
Monte-Carlo sampled uncertainty (bottom-middle) and predicted
epistemic uncertainty (bottom)

5.2.2

Alteration Results

As can be seen in Figure 7, the expected decrease in learned
disparity is not present in the results of the network trained
on a dataset without bicycles. Therefore, it seems that the
underlying features describing the bicycle class are learned
implicitly from the other features present. Similar to the
predicted object from the lion in Figure 5, it could also be an
indication that the network has a general notion of objects,
and applies this to these regions of dissimilar features.

Figure 7. Comparison of network trained on full dataset with respect to a dataset where all bikes were removed

Figure 5. Detail of the uncertainty of augmented image with object, predicted disparity, Monte-Carlo sampled uncertainty and
predicted epistemic uncertainty. Image sources: (1) cone [24], (2)
lion [17], (3) helicopter [25]

A further indication of the network’s focus on the structure of the scene, is the predictions coming from illogical
scenes using a 180 degree rotation. The result of which can

Below, in Figure 6, the results from the adverse weather
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epistemic uncertainty in these regions, where the strong
focus on structure – with different dropout masks – still
yields a constant disparity representation.

A case where the epistemic uncertainty does increase
is with the addition of fog. This might be explained by
the fact that the underlying image conditions have been
observed before, only with more contrast and colour
intensity. The epistemic uncertainty, in this case, is then
more reflective of how well the network recognises a scene
with adverse imaging conditions. Especially in the area
where the network wrongly predicts the left planting to be
road, the epistemic uncertainty increases for both the MC
samples and predictions. Similar to the other results from
this section, it seems to be an indication of the correctly
learned epistemic uncertainty compared to the MC samples.

Figure 8. Result of a 180 degrees rotated input image (top), predicted disparity (top-middle), MC epistemic uncertainty (bottommiddle), and predicted epistemic uncertainty (bottom)

Interestingly, the results from the epistemic uncertainty
seem to indicate that it not only predicts the disparity erroneously once, but that it does so consistently over all the
MC samples, resulting in low epistemic uncertainty when
an object is not represented in the disparity. Hence, the validity of the application of epistemic uncertainty is limited
to the predictions where objects fit into the knowledge of
the model related to the expected scene structure. Although
this is not what was initially expected from the epistemic
uncertainty based on Kendall et al. [10], it can be an indication of the wide variety of ways how knowledge is captured
by different neural networks, datasets or perhaps even training strategies. Therefore, this poses an interesting topic for
further research on how different models and/or datasets encode knowledge differently. Here, the use of (MC sampled)
epistemic uncertainty might then be used as a basis for comparing the different processes of knowledge acquisition.

be seen in Figure 8, which shows the network tries to predict the disparity consistent with the structure of obstacles
to the side and a road ahead, where off to the horizon the
depth tends to infinity (zero disparity), whilst also taking
the features of the image into account. This results in the
trees and houses being predicted as stationary objects and
the bright sky being predicted as the road, and is a further
indication of the networks strong reliance on learned scene
structure. It is interesting to note that the predicted epistemic uncertainty still slightly follows the MC samples. As
this is – similar to the disparity predictions – completely
outside the learned domain, this decreased predictive performance is as expected. However, it still is interesting to
note that the performance of the learned epistemic uncertainty seemingly decreases less than the performance of the
disparity regression.
5.2.3

Finally, the inclusion of dropout into the network further
limits the process of knowledge acquisition as the enforced
redundancy of dropout reduces the number of features that
can be learned. Next to the inherently decreased performance in the disparity predictions, this further drives the
network into focusing more strongly on the learned features.
Hence, the aforementioned effect of ‘false confidence’ of
the network about its predictions – reflected in the low epistemic uncertainty for missed objects – could be increased.
The result of this can also be observed in Figure 8, where
the sky and horizon, even though they contain objects, are
predicted where the network would expect them to be, and
has a correspondingly low epistemic uncertainty. Therefore,
another area of further research might focus on the effect of
dropout and network capacity on the epistemic uncertainty
estimates.

Discussion

With the results from the qualitative experiments, it can
be observed that there is a strong focus on the learned
scene structure found in the KITTI dataset. A possible
explanation for this behaviour could be substantiated by
the work from Van Dijk et al. [27], where they indicate
that MonoDepth (the precursor of MonoDepth2) relies
heavily on scene structure and single recognition elements.
They show, for example, that the disparity of a car is
still completed, even if only some parts of this object are
available. In the cases of both the helicopter and traffic
cone, it seems that the underlying structure of a ‘free’ space
ahead predominates the disparity prediction, similar to the
reconstructed disparity from parts of a car as shown by Van
Dijk et al. [27]. This can also be observed from the low
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Uncertainty is an important aspect of neural networks,
however most existing methods require intensive sources
to sample this at inference time. In this work, therefore,
a method for epistemic uncertainty learning is presented.
It is found to be possible to train on epistemic uncertainty from the variance of the network output when using dropout. Qualitative experiments on several augmented
evaluation images show that this predicted epistemic uncertainty even follows the Monte-Carlo (MC) sampled epistemic uncertainty for out of distribution data. These results
show that our method successfully estimates the epistemic
uncertainty.
However, it can be seen that dropout can degrade the network performance, as observed with the disparity of MonoDepth2. This is expected to occur due to the fact that MonoDepth2 has been extensively engineered to optimally use
its capacity, whereas dropout enforces a redundancy which
it cannot accommodate. Another finding is that the MC
sampled epistemic uncertainty for this network potentially
indicates a reliance on learned scene structure for the disparity predictions. The low epistemic uncertainty for erroneous disparity predictions seems to indicate that the validity of the epistemic uncertainty is limited to the predictions
where objects fit into the expected scene structure learned
by MonoDepth2.
Therefore, further research is recommended to specify
the influence of network capacity and dropout on the epistemic uncertainty estimate using MC dropout and its predicted equivalent. Similarly, on a more conceptual level, it
would be interesting to look into how knowledge is captured
by different neural network architectures, datasets, and even
training strategies. Finally, as there are some instabilities
with the learned uncertainties, another interesting topic for
further research is to predict a unified uncertainty estimate
combining both the epistemic and aleatoric uncertainties
into a directly applicable quantity for decision making processes of autonomous systems.
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A. Extended Experiments and Ablation
A.1. Metrics
Using a sine function with an added noise vector – which
is sampled from ‘ground truth’ standard deviation values –
the metrics can be tested. In Figure 9, the ground truth sine
value is plotted in orange, the blue is the noisy signal based
on the random standard deviation vector mentioned before,
which in itself is the ground truth for the uncertainty.
Figure 11. Precision-recall curve for 3 standard deviations

Figure 12. Empirical probability density function

Figure 9. Unit sine function with artificial Gaussian noise

A.2. Network Set-Up and Hyperparameters
Now, using the aforementioned standard deviation vector as a substitute for the Monte-Carlo sampled uncertainty
and Equation (6), the precision-recall curve is constructed
in Figure 10. Using the trapezoidal numerical integration
method, the corresponding area for this is 0.845.

Since the inclusion of uncertainty requires substantial
modifications to the network architecture and training structure, the detailed experiments of these adjustments and corresponding parameters are described. Note that, unless
stated otherwise, the reduced dataset is used for computational efficiency whilst still gaining insight in the underlying trends. Note that these results and those of Section 5
cannot be directly compared since the experiments in this
section are trained on a reduced dataset as well as for a limited amount of time, which only serves as an indication of
the trend of the results coming from different hyperparameters and network settings.
The baseline performance of this network is detailed in
the first data column of Table 2 below. Here, ‘A’ stands for
the absolute relative error, ‘S’ stands for the squared relative error, ‘R’ stands for the root-mean-squared error, and
finally, ‘L’ stands for the log of the root mean square error. The δ terms are sub-scripted with the exponent of the
predicted to ground truth depth ratio smaller than < 1.25i .

Figure 10. Precision-recall curves for 1 standard deviation

When increasing the standard deviation to 3 – which under the empirical rule should be equivalent to 99.7% of the
cases – the precision recall curve shifts to the left and its
area increases. As can be seen in Figure 11, the area is now
0.974. The distribution of these standard deviations can also
be seen in Figure 12, which follows the expected distribution as detailed in Section 3.4.

A.2.1

Dropout

This is the most important inclusion which can adversely
effect the original task, hence special care needs to be taken
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when selecting the parameters detailed in the sections below.
Rate With a higher dropout rate, more nodes are masked
– or zeroed out – during the forward pass. This can also
effectively be seen as the ’shrink rate’ describing how much
redundancy must be accounted for. Hence, it is expected
that – with the same base network – the performance of the
original task will degrade the higher the dropout rate. Using
the mo
Table 2. Results

A↓
S↓
R↓
L↓
δ1 ↑
δ2 ↑
δ3 ↑

p=0.0
0.064
0.612
4.238
0.115
0.949
0.986
0.997

p=0.05
0.257
2.707
7.834
0.246
0.594
0.933
0.989

p=0.1
0.559
10.939
15.139
0.456
0.299
0.545
0.819

Figure 13. Comparison epistemic uncertainty from 1D dropout
(top) and 2D dropout (bottom), using drop rate 0.05

p=0.25
0.858
23.793
20.349
0.614
0.221
0.461
0.628

cation that samples the most complete configuration which
is expected to be most representative.

Type The type of the dropout for convolutions is usually
performed on the feature level (2D) instead of the individual
weights (1D). However, it still is interesting to look at the
performance of this uni-dimensional dropout in the context
of network capacity. The performance of the original task of
the network does improve, as can be seen in Table 3 below.
However, the output of the network suffers from this in the
pixelated and stepwise nature of the uncertainty estimate
given in Figure 13.
Table 3. Results

abs.rel.↓
sq.rel.↓
RMSE ↓
RMSE log↓
δ1 ↑
δ2 ↑
δ3 ↑

p=0.0
0.064
0.612
4.238
0.115
0.949
0.986
0.997

2D
0.257
2.707
7.834
0.246
0.594
0.933
0.989

1D
0.178
1.739
7.419
0.195
0.814
0.976
0.993

Figure 14. Comparison epistemic uncertainty from dropout in final
layer (top), decoder (middle), and full network (bottom), using
drop rate 0.05

Location Since the original works for uncertainty estimation from Kendall et al. [10] and Gal et al. [6] do not mention the location of the dropout, only that it is applied, an
extra experiment is included for this. As can be seen in
Figure 14, the shape of the epistemic uncertainty is roughly
similar for each inclusion. The level of detail in the estimate
is subject to the location, with the full network dropout inclusion produces the most details in the estimate. Since the
decoder and final layer produce different uncertainty estimates with the final layer being slightly lower than the complete decoder dropout, it is chosen to select the dropout lo-

Batch Normalisation Finally, the effect of batch normalisation (BN) on the uncertainty predictions can be validated.
Although the difference in the depth metrics is not substantially better or worse, in Figure 15 it can be seen that the uncertainty estimate with batch normalisation is quite fluctuating. Since two consecutive frames with only slight movement of the vehicle are expected to have similar uncertainty,
it is chosen to train the network with batch normalisation.
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Decoder branch As can be seen in Table 5, the general
trend is that the depth predictions increase for earlier decoder splits (towards scale 4, or full decoder). There is one
outlier in this trend, which occurs at scale 2. Here, the disparity shows better results than any of the other networks,
however, the uncertainty RMS is the highest for this as well.
For that particular set-up and architecture settings, it seems
that there is a better convergence towards the depth regression than there is towards the epistemic uncertainty. What
can be further noticed, is that for increasing decoder depth
the 3σ and PR-area metrics converge between the MonteCarlo samples and predicted uncertainty. Scale 2 again is
the outlier here, with the largest difference between the metrics. This might be indicative of occasional instabilities during training, as this behaviour has also been observed in a
previous iteration of this experiment with different network
settings. A possible source of this might be in the variance
calculation over the disparity images and its inherently dual
nature; if one becomes better, the other depends on it. If
the individual loss weights cannot fully account for this behaviour, it might result in the observed instability of epistemic uncertainty convergence.

Figure 15. Comparison epistemic uncertainty from dropout without BN for frame t − 1 (top), no BN for frame t (middle), and with
BN for frame t (bottom), using drop rate 0.05

A.2.2

Epistemic

Table 5. Decoder branch results

Loss function Since there are several options to supervise
the epistemic uncertainty learning, this section details the
results based on the L2 and Huber loss functions. For these
experiments, a full separate decoder is chosen (also see the
next section). The results can be found in Table 4. This
shows that generally, the L2 loss performs slightly better
than the Huber loss for both the disparity and uncertainty
results. The losses in this test are implemented such that
the epistemic uncertainty is phased in. Since the disparity
samples result in abnormally high variance in the samples,
learning the epistemic uncertainty is not well-defined in this
region and hence is kept low for the first epochs. After a set
of epochs, the training is halted and the loss weight for the
epistemic uncertainty is re-scaled such that it falls in line
with the magnitude of the disparity losses.

abs.rel.↓
sq.rel.↓
RMSE↓
RMSE log↓
δ1 ↑
δ2 ↑
δ3 ↑
RM S ↓
3σ inliers ↑ MC
pred
P R area ↑ MC
pred

Table 4. Epistemic loss results

abs.rel.↓
sq.rel.↓
RMSE↓
RMSE log↓
δ1 ↑
δ2 ↑
δ3 ↑
RM S ↓
3σ inliers ↑ MC
pred
P R area ↑ MC
pred

L2
0.272
3.058
8.285
0.264
0.585
0.863
0.986
1.0E-4
0.094
0.070
0.058
0.038

Huber
0.276
3.879
9.594
0.267
0.568
0.866
0.973
3.0E-4
0.268
0.130
0.217
0.042
18

scale 1
0.319
4.469
10.903
0.376
0.428
0.674
0.884
5.0E-4
0.167
0.079
0.071
0.018

scale 2
0.179
2.052
6.930
0.198
0.739
0.956
0.989
7.0E-4
0.437
0.215
0.198
0.118

scale 3
0.286
3.777
8.938
0.268
0.572
0.862
0.976
1.0E-4
0.043
0.062
0.026
0.043

scale 4
0.272
3.058
8.285
0.264
0.585
0.863
0.986
1.0E-4
0.094
0.070
0.058
0.038

