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CHAPTER 1

Introduction

The goal of cryptography is to protect the communication among two or more parties
from an eavesdropping attacker. The message that the parties try to communicate is
transformed with an encryption algorithm and an encryption key. The encryption algorithm takes a message (or plaintext) and the encryption key as input and returns an
unintelligible string (or ciphertext) that can be decrypted only by the parties that possess
the correct decryption key. Any party not owning the correct decryption key should not
be able to learn the content of the plaintext. An attack on the encryption algorithm is
considered successful if the adversary learns the key and/or the plaintext. According to
Kerckhoff’s principle the system should be secure even if the algorithm is known to the
adversary. Typically the assumption is made that the attacker cannot observe the intermediate states of the algorithm; only inputs and outputs are visible. This attack model is
known as black-box and it is the standard attack model to evaluate the theoretical security
of an encryption algorithm.
Although security in the black-box attack scenario is a building block for the design
of cryptographic algorithms, it does not often fully reflect the use of cryptography in
practice. For this reason, the gray-box attack model was introduced. In the gray-box
model, the attacker has additional capabilities. In addition to choosing the input to a
cryptographic algorithm, the attacker can also observe and, to some extent, affect the
execution of the cryptographic algorithm. In fact, it was shown in the work of Kocher,
Jaffe and Jun [KJJ99], that it is possible to extract the key from smart-cards by analyzing
the correlation of power consumption and key-dependent operations. This attack is called
Differential Power Analysis (DPA) and it is part of the family of cryptographic attacks called
Side-Channel Attacks (SCA). Within SCA, there are attacks that exploit different types of
information leakage. The time consumed for executing operations, electro-magnetic radiation and temperature variations are also a type of information that can be used to extract
a cryptographic key. An adversary can also mount more invasive attacks like Differential
Fault Analysis (DFA) [DLV03]. In a DFA attack, faults are injected during executions of
a cryptographic algorithm in order to obtain incorrect outcomes. DFA then analyzes the
pairs of correct and incorrect outputs in order to find the cryptographic key used. Common mechanisms for injecting faults are overheating the hardware, overclocking, power
glitching and power surging, shooting a laser beam in the circuits and employment of
X-rays and ion beams [BCN+ 06]. In order to counter these threats, the designers of cryptographic hardware have introduced various mitigation techniques. For instance, randomization is widely used to counter timing attacks, power consumption-based and fault
injection attacks. Aspects of the computation that can be randomized are: time-delays of
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the operations, randomization of the order of the operations, randomly generated masks
and splitting values with secret sharing schemes (used to hide internal values to mitigate
DPA attacks). In addition to randomization, fault injection can be mitigated by inserting
checks in the computation that detect tampering. Side-channel attacks and countermeasures are a well studied subject. Many security companies have adopted the standard FIPS
PUB 140-2 [NIS02] for evaluating the security of hardware implementations of cryptographic algorithms.
Although it is preferred, not all devices have a secure element at their disposal for protecting the storage and use of cryptographic keys. So, to enable cryptographic operations
on such devices like personal computers, smart-phones, set-top boxes, smart TVs and
video-game consoles, a software oriented solution is necessary. One of the main applications of cryptographic software implementations is Digital Right Management (DRM). In
the setting of DRM, one wants to control access to digital premium content. For instance,
this content can be encrypted with a cryptographic key that only a legitimate user can
access. The content provider enables users that possess the correct decryption keys to access the services on their devices, but, on the other hand, the provider does not want any
unauthorized user to be able to do the same. Another important use of cryptographic software is mobile payment. Mobile payment is possible, for instance, on smart-phones that
are equipped with Near-Field Communication (NFC). Thanks to NFC, it possible to register a payment card on a smart-phone and use the device instead of the payment card via
wireless payment. Initially, this feature was only available for smart-phones with a secure
hardware element that could store the cryptographic key and perform encryption and decryption operations in a safe fashion. Android 4.4 introduced the Host Card Emulation
(HCE) feature. HCE enables applications like mobile payment to perform cryptographic
operations without the need of a hardware secure element. If a software oriented implementation is adopted instead of a hardware oriented one, it becomes less challenging for
an attacker to extract the cryptographic key. Therefore, a different approach to protect
these implementations is needed.

1.1 — White-box Cryptography
The black-box and gray-box attack scenario are insufficient to model an attacker who
has access to a software implementation of a cryptographic algorithm. This is the reason why the white-box attack model is relevant and better suited for software-oriented
applications of cryptographic algorithms running in unprotected environments. In the
white-box attack scenario the attacker has complete control of the execution environment. The attacker can be a physical person or a piece of software like malware. The
attacker can inspect the source code of the implementation, and he can interact with it.
He can read, remove and modify parts of the code. Since the attacker has control over
the environment, he can remove all sources of external randomness that can be used by
the execution like this is typically done in secure hardware. Lastly, the attacker can inspect and record how the execution of the implementation interacts with the environment
where it is being executed.
The naïve approach for software protection is applying generic obfuscation and antitampering techniques. Obfuscation techniques include code and control-flow obfuscation. Code obfuscation aims at making source code unintelligible in order to increase
the reverse engineering effort. Control-flow obfuscation aims at making it hard for a
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reverse engineer to understand the control-flow of the program. Control-flow obfuscation techniques include misalignment of operations and employment of bogus operations.
Anti-tampering techniques are introduced to protect the integrity of the internal data via,
for instance, check-sums.
Obfuscation alone is not very effective to protect cryptographic software in the whitebox attack scenario. Obfuscation aims at making the internal structure of an implementation completely unintelligible, but the attacker knows what operations are concealed and
is only interested in the hidden key. White-box Cryptography (WBC) was introduced in
2002 by Chow, Eisen, Johnson and van Oorschot in their seminal papers [CEJvO02a, CEJvO02b]. The goal of white-box cryptography is to protect cryptographic material in the
white-box attack model. A white-box implementation (WBI) of a cryptographic algorithm
is an executable that performs this algorithm while protecting the key. The strategies include the choice of implementation of the internal functions in combination with optional
code and control-flow obfuscation and anti-tampering techniques [SdHM15]. For this
reason, WBC can be seen as an instance of software obfuscation applied to cryptographic
algorithms. Despite the fact that generic software obfuscation is impossible as shown by
Barak, Goldreich, Impagliazzo, Rudich, Sahai, Vadhan and Yang [BGI+ 01], it is still not
known whether obfuscation of parameters in very specific tasks (e.g. decryption keys) is
feasible. As previously mentioned, the primary goal of WBC is not to provide a perfectly
obfuscated algorithm, but rather to provide a white-box construction that is safe against
key extraction. However, the immense capabilities of the adversary make it difficult to
construct a WBI that can withstand attacks for an extended period of time. On the positive side, in the software approach it is possible to employ WBIs that withstand attacks
only for a limited amount of time, if the WBIs are replaced frequently and periodically
via software updates. For instance, the introduction of a system (e.g. tokens) that sets a
limited time interval for the validity of the key, gives an attacker a limited time to perform
a useful key extraction.
1.1.1 – Security beyond Key Protection. Hiding the encryption key is not enough.
For instance, even if the encryption key would be perfectly hidden, an attacker can still
perform a so-called code-lifting attack. This means that the attacker extracts the whitebox implementation or the application containing it and executes it on a different device.
In fact, the attacker does not need to extract the encryption key in order to perform encryption/decryption if he is in possession of the encryption/decryption implementation.
Hence, WBIs should be designed in such a way that code lifting is either made difficult
or discouraged, or that a WBI has reduced functionality compared to the underlying key
(e.g., WBI can only encrypt and not decrypt). Therefore, it is desirable for white-box
implementations to satisfy additional properties that counter or mitigate attacks beyond
key extraction. One answer against code-lifting is making an implementation incompressible: performing code lifting on an incompressible implementation requires copying
the whole WBI because otherwise the full functionality is not retained. Incompressibility
(a.k.a. weak white-box or space-hardness) is a countermeasure against malware that aims
to extricate cryptographic software; the malware is forced to usurp a lot of bandwidth,
which either prevents it to achieve its goal or makes it conspicuous. Another solution is to
perform a type of binding: an executable can only be executed in the presence of and in
combination with external (trusted) functionality. This functionality can be either implemented in hardware, in which case we refer to the binding as hardware-binding or imple-
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mented in software, in which case we refer to it as software-binding or application-binding.
In hardware-binding the WBI cannot function without a specific hardware functionality.
To implement software binding, the WBI should be embedded in a larger software program(for instance, a payment application on a smartphone). The code-lifted WBI will fail
to properly execute without the binding, thus making redistribution ineffective in case the
surrounding software limits the use of the key by including, for instance, license checks.
Lastly, the implementations can include a watermark. Even if the attacker manages to
extract and illegally redistribute the cryptographic algorithm, the content provider can
trace whose WBI has been redistributed, enabling a focused response such as revocation.
Different from the protection against code-lifting attacks, another desirable property
for WBIs may be the hardness to invert its functionality. This means that it should be
hard for an attacker to create an encryption algorithm from a decryption WBI or viceversa. This property is referred to as one-wayness, strong white-box or unpredictability
and is relevant for signature-schemes that use symmetric cryptography [Joy08, FH19].
In this scenario, a message is “signed” by being encrypted via an encryption algorithm.
The “signature” consists of the ciphertext and the “public-key” is the decryption WBI.
Verification is done by running the decryption WBI on the ciphertext and checking if the
resulting plaintext is correct. An adversary that wants to forge valid signatures should
not be able to exploit the white-box decryption algorithm for encryption.

1.2 — Constructions of White-box Implementations
A WBI of a cryptographic algorithm is a choice of implementation that is designed to
withstand, at least, attacks that aim at extracting the cryptographic key. The construction of a WBI should take into account the attacker’s capabilities in the white-box attack
scenario. So, adopting solutions from the gray-box attack scenario is not sufficient. In
fact, most of the countermeasures in the gray-box scenario are easily evaded because, as
indicated above, the attacker can disable sources of randomness in a white-box scenario.
Randomization of memory addresses, memory accesses, timing and ordering of operations are no longer strong countermeasures. Therefore, the design of the implementation
should aim at a different level of protection. In the following we describe the first whitebox construction of the Advanced Encryption Standard with a 128 bit-long encryption
key (AES-128 [NIS01]) reported in [CEJvO02a]. This implementation is often referred
as CEJO due to the names of the authors. WBIs of other symmetric encryption algorithms
like the Data Encryption Standard (DES) have also been proposed in the literature. We
here discuss the CEJO implementation in more detail for two reasons. Firstly, it is a concrete example of what a white-box implementation can look like and secondly because
many WBIs that are either commercially employed or academically studied are variants
of the CEJO implementation.
1.2.1 – The CEJO Implementation of AES. Security-wise, it would be ideal in the
white-box attack scenario if a cipher is implemented as a single lookup table that maps
plaintexts to ciphertexts. The lookup table takes as input the plaintext and immediately
yields the corresponding ciphertext. As the attacker can only inspect plaintext and ciphertexts relations, this implementation offers black-box security even in the white-box attack
model. However, such an implementation is impractically large, since a lookup table for
AES-128 would require 2128 entries of 128 bits. Starting from this idea, the CEJO WBI of
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AES involves implementing operations into a network of smaller lookup tables. However,
small tables may be vulnerable to brute-force inspections and the subkey can be easily
guessed. As the only unknown value is the key, just applying reverse known functions to
the lookup tables allows to perform key extraction. To provide an additional level of security, the lookup tables are randomized via unknown and randomly generated bijections
called internal encodings. We note that the randomization is done at compile time and
not, as in SCA-countermeasures, during run-time. If in this thesis we refer to randomly
generated functions, these will always relate to compile-time, unless stated otherwise.
Given an operation X, the encoded version is written as X 0 = g ◦ X ◦ f−1 , where f and
g are invertible mappings. In this context, the function f−1 is called input decoding and
the function g is called output encoding. The encodings are a composition of non-linear
and linear functions in line with Shannon’s confusion-diffusion requirements in order to
achieve maximum pseudorandomness. The use of encodings is engineered in a way that
they do not alter the functionality of the cryptographic algorithm. Given two consecutive functions, the output encoding of the first function and the input decoding of the
second function cancel out. For instance, if X and Y are two consecutive operations and
X 0 = g ◦ X ◦ f−1 and Y 0 = h ◦ Y ◦ g−1 are the encoded functions of X and Y respectively,
then Y 0 ◦ X 0 = (h ◦ Y ◦ g−1 ) ◦ (g ◦ X ◦ f−1 ) = h ◦ (Y ◦ X) ◦ f−1 . In this way, the functionality
of the tables X and Y is maintained.
Similarly, a random bijection can be applied to the input and/or output of the whole
cipher. Random bijections can be applied to the plaintext and the ciphertext as shown in
Figure 1.1. These are called external encodings and they are applied as follows. Given an
encryption algorithm Ek and external encodings F and G, the encoded version of Ek , Ek0
is defined as Ek0 = G ◦ Ek ◦ F−1 . Analogously for internal encodings, external encoding F
is called input external decoding and G is called output external encoding. Just like internal encodings, external encodings are a combination of non-linear and linear bijections.
External encodings can be used in an implementation which is part of a bigger program,
where the surrounding code is implemented to cope with the external encodings, e.g. by
explicitly encoding the input and decoding the output.

E0k

F(p)

F−1

Ek

G

G(c)

Figure 1.1: An externally encoded encryption algorithm Ek0

If an attacker manages to extract a WBI with external encodings, he obtains an implementation that has an altered functionality. In this sense, using external encodings
is a possible direction to make code-lifting more difficult: the WBI performs correctly
only in combination with a specific device and/or specific software functionality that is
adding/removing the external encodings. In the first case external encodings achieve
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hardware-binding, in the second case, they achieve software-binding.
In the CEJO WBI of AES, all the internal operations are implemented as look-up tables.
A detailed description of the CEJO implementation of AES is reported in [Mui13] The
resulting executable is larger in size and much slower in the execution than a non-WBI of
AES.
1.2.2 – Other White-box Implementations of AES. Following the CEJO approach,
many other WBIs of AES have been proposed that try to achieve security against key
extraction. In [CEJvO02b], the designers of the CEJO implementation proposed an analogous table-based implementation approach for the Data Encryption Standard (DES).
Karroumi [Kar10] proposed a variant of the CEJO implementation based on the dual
representation of AES. In this implementation, the S-Box and MixColumns operations
are replaced with different operations that, combined, provide the same functionality as
AES. Baek, Cheon and Hong [BCH16] also base their design on the CEJO implementation and their work focused on double-sized external encodings. The encoded state is
then split in half and each part is encrypted with a lookup-table based WBI of AES. A
completely different approach for constructing a WBI of AES is proposed by Bringer, Chabanne and Dottax [BCD06b], where they propose an implementation where the internal
operations are hidden via multivariate polynomials in a finite field. This work is built on
the perturbed traceable block cipher of [BCD06a] that bases its security on the difficulty
of the so called isomorphism of polynomials (IP) problem. The multivariate polynomials
add perturbations to the original equations in order to hide their algebraic structure.
1.2.3 – White-box Implementations of dedicated ciphers. All the above mentioned
constructions are designed to protect AES against key extraction. On the other hand, there
are several WBI approaches that try to achieve the other security properties mentioned in
Section 1.1.1. These constructions depart from AES and work with custom-made ciphers.
Saxena, Wyseur and Preneel [SWP09] derived an asymmetric encryption scheme by obfuscating a symmetric encryption scheme and they prove it to be secure under the notion
of IND-CPA. The security of the symmetric encryption scheme is based on the assumption
of the hardness of the discrete logarithm problem.
The first attempt at an incompressible WBI is provided by Delerablée et al. in [DLPR13].
They propose a white-box symmetric encryption scheme that performs RSA encryption
and decryption. Since this encryption scheme uses RSA as a building block, its security
is based on the assumption of the hardness of integer factorization. In [BBK14] Biryukov
et al. designed several ciphers based on the “ASASA”1 structure that are incompressible
and one-way. To achieve incompressibility, the authors have designed a symmetric cipher
that requires a large amount of memory to execute. Concerning the one-wayness property, the authors propose a symmetric cipher that combines generic affine transformations
with non-linear functions that are represented as low-degree multivariate polynomials.
Bogdanov and Isobe [BI15] design a family of ciphers called SPACE. SPACE is a family of
lookup-table-based Feistel encryption algorithms. The Feistel round function is composed
of an instantiation of AES. Their design however is computationally cumbersome, because
128 executions of AES are required to perform the encryption. In order to compensate this
shortcoming of SPACE algorithms, Bogdanov, Isobe and Tischhauser [BIT16] propose a
new family of white-box ciphers called SPNbox. Instead of being based on a Feistel struc1

In this context, A stands for affine transformation and S stands for substitution.
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ture, SPNbox ciphers are constructed as a substitution-permutation network (from which
the name SPN). Another attempt at achieving incompressibility is provided by Fouque,
Karpman, Kirchner and Minaud [FKKM16]. The authors design a table-based white-box
key generator called WhiteKey and a table-based white-box cipher called WhiteBlock and
they prove them to be incompressible.

1.3 — Security Properties for White-box Cryptography
As already referred to in Section 1.1, an initial theoretical study on generic program
obfuscation was conducted by Barak, Goldreich, Impagliazzo, Rudich, Sahai, Vadhan and
Yang [BGI+ 01]. The authors formally define obfuscators for Turing machines and circuits
that must satisfy three fundamental properties: functionality preservation, polynomial
slowdown and the virtual black-box property. Functionality preservation states that the
obfuscated program should have the same input-output behavior as the non-obfuscated
program. Polynomial slowdown requires that the obfuscated program should not suffer
from an exponential increase in size or execution time. Lastly, the virtual black-box property states that an attacker that tries to obtain information from the obfuscated program
should not learn more than an adversary with only oracle access to the program. The
authors prove that there does not exists an ideal obfuscator that can obfuscate any program. However, this leaves open at least two questions. The first question is if an obfuscator can exist for a specific set of programs, like an implementation of AES or any other
cryptographic cipher. The second question is what “weaker” security properties could be
achieved by an obfuscator, given that it is impossible to provide perfect obfuscation.
The answer to the first question is given by Saxena, Wyseur and Preneel in [SWP09].
The paper presents a negative result for an obfuscator of cryptographic algorithms and
extends the impossibility results of Barak et al. In particular, they prove that the virtual
black-box property cannot be achieved by an obfuscator that works for any cryptographic
algorithm. The second question is addressed by Delerablée, Lepoint, Paillier and Rivain
in [DLPR13] where they propose some properties that are relevant in the white-box attack scenario. As already mentioned in Section 1.1.1, some relevant security properties
for WBC are unbreakability, one-wayness, incompressibility, traceability and binding. Table 1.1 summarizes related work on these security properties.
Security Properties
Unbreakability
One-wayness
Incompressibility
Traceability
Binding

Related Work
[DLPR13]
[DLPR13, BBK14, FH19]
[DLPR13, BBK14, BI15, FKKM16]
[DLPR13]
None

Table 1.1: Summary of Security Properties for White-box Cryptography

1.3.1 – Limitations of the State-of-the-Art Formalization of the existing Security
Properties. Unbreakability is the most natural and basic security property as it captures
the primary goal for WBIs. However, as stated in [DLPR13], achieving unbreakability as
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a security property is not enough as it does not capture different goals of the attacker. For
example, unbreakability does not provide protection against attacks like code-lifting.
The security properties reported in Table 1.1 have been defined in relation to applications in the DRM scenario or in digital signature schemes, but they are not equally relevant in the mobile payment framework. One-wayness requires that the attacker should
not be able to invert the functionality of the WBI and obtain a complete input. In case
of mobile payment, the adversary might be interested in retrieving only the part of the
plaintext that has sensitive information. So, one-wayness does not provide protection
against partial plaintext recovery and therefore may not be a good requirement for security in mobile payment. Incompressibility was introduced as a possible countermeasure
against code-lifting attacks for DRM applications. Incompressibility does not seem adequate for payment applications because incompressible WBIs require a large storage
capacity and are not suitable for devices with limited computing and storage resources,
like smart-phones. Also, due to the large size of the implementations, the distribution to
a legitimate user becomes a challenging task. Similarly, traceability is a security property
that is mostly useful for DRM applications, but it has shortcomings in the mobile payment
setting. In this scenario, users may have no interest in illegitimately redistributing their
own payment information. In case the WBI is illegally redistributed by a third party, the
original possessor of the WBI can be labeled as culprit. Moreover, traceability does not
protect the WBI functionality. On the other hand, the security property of binding is useful
in the mobile payment scenario. Hardware or software-bounded WBIs do not need to be
as bulky as the incompressible ones and, even if they are illegitimately redistributed, the
functionality is still protected because they cannot execute without the proper binding.
Unfortunately, no formal study of this security property has been carried out so far.

1.4 — Attacks on White-box Implementations
As soon as the first WBIs of AES had been proposed, attacks emerged. So far, all publicly available WBIs of AES have been broken. This includes all implementations of AES
described in Section 1.2 and software executables that are available online. A large number of implementations are collected in a public repository, called SideChannelMarvels
on GitHub2 . In 2017 and 2019 CHES has hosted two Capture The Flag (CTF) editions,
WhibOx 2017 [Con17] and WhibOx 2019 [CC19], dedicated to WBIs. In these competitions participants were asked to submit WBIs of AES and challenged other participants
to extract the embedded encryption keys. Additionally, in the CTF WhibOx 2019 contest,
attackers were awarded points in case they could successfully invert the functionality of
a white-box challenge for a given ciphertext. There are two main categories of attacks in
the white-box attack scenario: algebraic attacks and automated attacks.
1.4.1 – Algebraic Attacks. Algebraic attacks are a type of attack on WBIs that are performed on the source code of the implementation. These attacks exploit the mathematical
relations and properties of the internal operations of the cipher. Algebraic attacks are very
powerful as they allow to perform a key extraction with low-complexity algorithms, even
in the presence of external encodings. However, algebraic attacks are less scalable because they are not easy to automate. In fact, they strongly depend on the details of the
implementation they are targeting. Moreover, in practice, the attacker might not have
2

https://github.com/SideChannelMarvels/Deadpool
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direct access to the source code of the implementation and he has to derive it from a
compiled executable. This requires the adversary to perform cumbersome preliminary
reverse engineering and de-obfuscation operations to obtain intelligible source code. Table 1.2 reports the attacks that have targeted and broken all WBIs of AES described in
Section 1.2. An emblematic example of algebraic attacks is the BGE attack.
Implementations
[CEJvO02a]
[CEJvO02b]
[XL09]
[Kar10]
[BCH16]
[BCD06b]

Attacks
[BGE04, LRM+ 13]
[WMGP07]
[MRP12]
[LRM+ 13]
[DFLM18]
[MWP10]

Complexity
228 , 222
214
232
222
231
217

Table 1.2: Summary of Algebraic attacks on WBIs

The BGE attack [BGE04], named after the authors Billet, Gilbert and Ech-Chatbi, is
the first algebraic attack on the CEJO implementation of AES. In order to perform this attack, the adversary is required to locate the boundaries of the internally encoded rounds.
Once the internally encoded rounds have been located, algebraic analysis is performed to
extract the round keys. The attack is performed in three steps. Each step aims at lowering
the complexities of the unknown encodings until the key material can be efficiently extracted. The BGE attack is important because it laid the basis for the other attacks shown
in Table 1.2 on how to perform algebraic attacks on WBIs: the adversary needs to isolate
the proper tables and exploit the algebraic structure of the target functions.
1.4.2 – Automated Attacks. The other category of attacks is inspired from the SCAs
and DFAs applied in the gray-box attack scenario. The first SCA and DFA attacks on
white-box implementations were introduced in 2015/2016. One of these is Differential
Computational Analysis (DCA) and the other one is Differential Fault Analysis (DFA).
DCA was introduced by [BHMT16] and is the software counterpart of DPA. DPA records
the power consumption of a circuit in a so-called power trace, while DCA records the
memory accesses and registry calls that are performed by the WBI. The information that
is recorded during an execution of a WBI is called execution trace. Then, the analysis
of the execution trace is carried out in the same fashion as DPA analysis is applied to
power traces. Eventually, the encryption key is extracted from the WBI. A study on the
effectiveness of DCA on WBIs has been carried out by [ABBMT18]. Taking inspiration
from SCAs in the gray-box attack scenario, a large number of and more sophisticated
DCA-like attacks have been introduced [BBIJ17,BU18,BRVW19,RW19,ZMAB19,GRW20,
GPRW20, LJK+ 20]. DFA on WBIs was introduced by [SdHM15]. The idea is the same as
DFA applied to circuits: a fault is injected during an execution of a WBI to obtain an
altered (faulty) output. Using correct and faulty outputs, the attacker sets up a system of
algebraic equations that model how the error spreads in the execution. In the system of
equations, the only unknown values are key bytes. Upon solving the system of equations,
the adversary is able to retrieve the encryption key.
Automated attacks have proven to be extremely effective against WBIs of AES. All
available executables in the SideChannelMarvel Github repository have been broken by
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means of DCA or DFA. These kinds of attacks have also proven to be effective for the more
complex WBIs like the ones in the WhibOx CTF 2017 [ABT20,GPRW20] and the WhibOx
2019 CTF [GRW20].
To set up DCA and DFA, Dynamic Binary Instrumentation (DBI) tools like Valgrind3
and PIN4 can be employed. DBI is a method for analyzing the behavior of a binary application at runtime through the injection of instrumentation code. In case of DCA, the
instrumentation code is instructed to record all memory accesses and registry calls. In
case of DFA, the DBI code inspects which memory cell is being accessed during an execution and tampers with the value stored in it (e.g. bit-flips, value replacements or mask
additions).
As opposed to algebraic attacks, automated attacks do not require access to the decompiled code of the WBI. So, reverse engineering and de-obfuscation operations which
complicate the attacks are no longer needed. For this reason, attacks like DFA and DCA
can be applied to any WBI. This makes DCA and DFA very scalable and easy to automate.
DCA and DFA are also very efficient: a small number of execution traces is shown to be
successful for DCA [BHMT16, SdHM15] and a small number of fault injections is sufficient for DFA to succeed [SdHM15]. As DCA and DFA on WBIs are applied on software,
the information that is recorded by the DBI has no background noise. Moreover, invasive
attacks like DFA on hardware can damage the circuits, while in the software framework,
DFA can be applied without any fear of damaging the binary.
External encodings have proven to be an effective countermeasure against DCAs and
DFAs as shown in [BHMT16, SdHM15]. In fact, DCA and DFA base their analysis on the
actual values of the input (DCA) or the output (DCA and DFA). In case of DCA, the correlation between the value of the plaintext (or ciphertext) and key-dependent operations is
hidden by the external encoding and the analysis typically outputs a wrong key. In case of
DFA, an attacker sets up a system of equations that yields a wrong solution or no solution
at all in the presence of external encodings.

1.5 — Research Questions
In this thesis we aim to answer the following questions regarding both the theoretical
and practical aspects of WBC.
Regarding the theoretical side, from Section 1.3.1 it emerges that the formal study of
security properties is still in development, especially in the mobile payment scenario. For
this reason we have the first research question.
Research Question 1. Which security notions of WBIs are relevant for the mobile
payment use-case?
Still concerning the theoretical side, as we mentioned in Section 1.3, Saxena et al.’s
impossibility result states that one cannot build an obfuscator that provides perfect obfuscation for any cryptographic algorithm. We want to investigate whether an obfuscator
that achieves a “weaker” form of security can be built.
www.valgrind.org
https://software.intel.com/en-us/articles/pin-a-dynamic-binary-instrumentati
on-tool
3
4
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Research Question 2. Is it possible to construct an obfuscator that for any encryption scheme produces a WBI that is secure against key extraction?
Regarding the construction side, a large number of incompressible white-box encryption schemes have been published. The first proposal is based on the existence of trapdoor
functions [DLPR13], while other works (see Section 1.2.3) have proposed SPN- or Feistelbased constructions of symmetric ciphers that are incompressible. These proposals base
their security on either strong security assumptions, e.g. the existence of trapdoor functions, or non well-studied difficult problems in cryptography, like table incompressibility
or the security of the ASASA structure. We want to study whether it is possible to build
an incompressible WBI of which the security is based on a standard security assumption
that is weaker than the existence of trapdoor functions.
Research Question 3. Can we construct an incompressible white-box encryption
algorithm assuming only the existence of one-way permutations (OWPs)?
On the practical side, as discussed in Section 1.4.2, algebraic attacks and side-channel
attacks are complementary. Algebraic attacks can efficiently succeed against WBIs with
external encodings, while known SCAs and DFAs cannot cope with external encodings.
On the other side, algebraic attacks cannot be performed without access to the source
code and target a specific WBI, while automated side channel attacks are applied to the
executable and target a broad class of WBIs, without much reverse-engineering effort.
These facts lead to the last research question:
Research Question 4. Is it possible to perform an automated attack that succeeds
in the presence of external encodings?

1.6 — Contributions of this Thesis
We now report the contributions of this thesis and how we addressed the four research
questions outlined in Section 1.5.
We address Research Question 1 by finding suitable security properties for the mobile
payment setting. First of all we discuss what the goals of an attacker in this scenario might
be. We identify the main goals as: retrieval of payment information, ciphertext forgery
of a valid payment transaction and code-lifting. So the desired security properties for
a WBI are confidentiality, integrity and binding. We propose to capture the first two
properties with security definitions already existing in the formalization of public key
cryptography. For the last property, we introduce a first security definition that captures
hardware-binding. We also discuss the limitations of the existing security definitions for
DRM applied to mobile payment and outline the issues of providing a security definition
for application (software)-binding.
For Research Question 2 we provide a negative answer. Using a similar argument as
Saxena et al., we show that it is impossible to have an obfuscator for any black-box secure
encryption scheme that produces a WBI secure against key extraction. Research Question
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1 and Research Question 2 are discussed in Chapter 2 and have led to the publication
[ABABM20].
We answer Research Question 3 positively. We show how to construct an incompressible white-box encryption algorithm that only assumes the existence of OWPs. Using
OWPs we construct a new type of PRGs, called doubly half-injective (i.e. injective on the
two halves of the output), and we show it allows an incompressible implementation. We
then construct incompressible white-box encryption and decryption schemes using these
new PRGs as building blocks. Research Question 3 is elaborated in Chapter 3 and has
resulted in the publication [ABAB+ 19].
We investigate Research Question 4 by combining fault injection attacks and algebraic attacks, so that it is possible to construct automated attacks that succeed in the
presence of external encodings. These attacks take elements from the BGE attack and
DFA. We divide Research Question 4 into two parts, namely Research Question 4a and
Research Question 4b.
RQ 4a. What can we do if the operations in the implementation are aligned?
RQ 4b. What can we do if the operations in the implementation are not aligned?
Although similar in objective, the approaches to tackle Research Question 4a and
Research Question 4b are very different from each other.
Firstly, we tackle Research Question 4a. To attack a WBI with aligned traces we
perform fault injections to locate the round boundaries of a WBI during its execution.
Once the encoded rounds have been isolated we can perform the BGE attack in an automated way. Research Question 4a is discussed in Chapter 4 and has led to the publication [AMR20].
Then, we tackle Research Question 4b. To attack a WBI with misaligned operations
we perform fault injections but with a different goal. We do not try to find a method to
align traces and then apply the attack for WBIs with aligned traces. Instead, we apply a
completely different method to deal with misaligned traces. Instead of isolating a round
within the execution of the WBI, we set up the system of DFA equations with the correct
and incorrect values obtained by injecting faults in an execution. These equations cannot
be solved, because of the unknown random external encodings. In our novel approach,
we apply ideas from BGE algebraic analysis to the DFA equations with the encodings in
order to lower the entropy of the unknown functions. We keep alternating fault injections and algebraic analyses until the encodings are completely removed and we have
constructed a non-encoded AES state. We finally perform standard DFA to perform the
key extraction. Research Question 4b is elaborated in Chapter 5 and has resulted in the
publication [AMR19].

PART I

SECURITY PROPERTIES FOR
WHITE - BOX IMPLEMENTATIONS

CHAPTER 2

Security Goals for Mobile Payment

In this chapter we introduce novel security notions for white-box cryptography (WBC),
comparing them with the current security definitions and we discuss their suitability for
DRM and mobile payment applications, the two prevalent use-cases of WBC. In particular, we put forward indistinguishability for white-box cryptography with hardware-binding
(IND-WHW) as a new security notion that we deem central for mobile payment. We also
introduce the security property of application-binding and explain the issues faced when
defining it as a formal security notion. We conceptually divide scenarios where WBIs are
provided with and without hardware-binding. For WBIs without hardware-binding, we
show that there is no generic compiler that can generate a secure WBI for any black-box
secure symmetric encryption scheme. Thus, even strong assumptions such as indistinguishability obfuscation cannot be used to provide secure white-box implementations for
arbitrary ciphers. In contrast, we argue that this impossibility result does not hold for
WBIs with hardware-binding. This chapter is based on the paper [ABABM20]. My contributions are in all sections and mainly in sections 2.3, 2.6, 2.9.

2.1 — Introduction
The white-box attack model was introduced in 2002 by Chow, Eisen, Johnson, and
van Oorschot [CEJvO02b, CEJvO02a]. In this model, we consider an adversary which is
in complete control of the execution environment of a cryptographic program and which
obtains the implementation code of the cryptographic program with an embedded secret
key. The goal of a white-box implementation is to remain secure even in the presence of
such a powerful adversary.
Since the introduction of WBC, constructing white-box cryptographic implementations that achieve security against key extraction w.r.t. a white-box attacker has been
a central research topic. A prominent demonstration of these efforts are the WhibOx
Competitions of 2017 and 2019 [Con17, CC19], where designers were invited to submit
white-box AES implementations with embedded secret keys. However within a few days
up to several weeks, attackers succeeded to extract keys from all candidates that were
submitted.1
Since achieving security against key extraction for standard ciphers seems tremendously challenging and, in a way, a minimal goal, studies on further security goals for
1
Three design candidates of the 2019 edition resisted attacks during the competition phase and were broken
a few weeks after the end of the competition (see https://www.cryptolux.org/index.php/Whitebox
_cryptography).
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white-box cryptography have received less attention. To some extent, it seems natural to
associate white-box cryptography with a special-purpose obfuscation technique for hiding
embedded secret keys in ciphers. However, it is folklore that a white-box program which
achieves only security against key extraction does not provide any meaningful security in
most use cases. To clarify this, we now reflect on Digital Rights Management and mobile
payment applications as the most popular use cases of white-box cryptography. We study
the considerations that lead to the deployment of white-box cryptography and explicate
the expected security properties, in each of the application scenarios. As it turns out,
even Virtual Black-Box obfuscation [BGI+ 01] alone does not suffice to prevent misuse of
the cryptographic programs in the use-cases that we discuss, since the security goals of
white-box cryptography and Virtual Black-Box obfuscation are incomparable.
Digital Rights Management (DRM). The purpose of DRM applications is to perform
access control on a user’s device, typically allowing the user to access content they have
paid for and limit access to content beyond. Usually, content is encrypted under a symmetric key, and the DRM applications contain an embedded secret key to decrypt and
thereby retrieve the content. White-box cryptography here shall prevent the user from
extracting the secret key and sharing it with other users. However, instead of extracting
the key, a user could simply copy the entire decryption program with the embedded secret
key and share this copy with other users. Therefore, effective white-box decryption programs for DRM applications need to implement countermeasures against such code-lifting
attacks.
Motivated by the DRM application scenario, Delerablée, Lepoint, Paillier, and Rivain [DLPR13] formulate several security notions. In addition to (basic) security against
key extraction, DLPR suggest the notion of one-wayness, which captures that an encryption program should not allow to decrypt. In general, one-wayness is known not to be a
suitable formalization of confidentiality as one-wayness does not prevent the leakage of a
few bits of information about the encrypted message, unlike standard confidentiality notions such as indistinguishability under chosen-message attacks (IND-CPA). However, in
the DRM setting, one can argue that strong confidentiality is less essential and that illegal
re-distribution is thwarted already if significant parts of the content cannot be recovered
by the adversary.
In order to address the threat of code-lifting attacks and illegal re-distribution of decryption software, DLPR propose the notions incompressibility and traceability. A whitebox implementation of a cryptographic primitive is called incompressible if it is of very
large size and only remains functional in its complete form. If the program is compressed
or if fragments of the program are removed, the program loses its functionality. The underlying motivation is that if a program is incompressible and of a very large size, then it
should be difficult for an adversary to re-distribute it online. See [DLPR13, BI15, BIT16,
BBK14,FKKM16,ABAB+ 19] for constructions that achieve incompressibility. Traceability,
on the other hand, consists of watermarking a decryption program such that, if used for
unintended purposes and re-distributed illegally, it is possible to determine the user who
corresponds to that program. DLPR define a white-box tracing scheme based on the fully
collusion resistant traitor tracing scheme defined by Boneh, Sahai and Waters in [BSW06].
Mobile Payment. White-box cryptography for mobile payment applications should
serve a somewhat different purpose than previously described for DRM applications. For
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the description of the application scenario, we now follow the presentation of Alpirez
Bock, Brzuska, Fischlin, Janson and Michiels [ABBF+ 19]. A mobile payment application
stores sensitive data (e.g. transaction credentials) in encrypted form. When the owner of
the application wishes to make a payment, a credential is decrypted and used to generate
a valid transaction request. Note that in this case, the adversary and the owner of the
application are distinct entities. I.e., the adversary is a third party whose ultimate goal is
to recover the value of a transaction credential in order to use it for their own purposes
against the interest of the owner of the application. Therefore, we need to prevent the
adversary from reading out the content of the transaction credentials contained in the
ciphertexts stored within the application. I.e., we (should) aim for the confidentiality of
the transaction credentials. Analogously, we need to prevent an adversary from modifying the values of the ciphertexts in such way that the ciphertexts decrypt into new,
maliciously modified transaction credentials. That is, we (should) aim for ciphertext integrity. Moreover, we also need to protect the secret key used to decrypt those ciphertexts.
Additionally, it is desirable to achieve confidentiality and integrity also for the requests
that are generated using the decrypted transaction credential.
An adversary located in the user’s phone (e.g. in the form of malware) might attempt
to extract the decryption key and use it for recovering the transaction credentials. In
addition, the adversary might attempt to simply copy the entire application and run it on
a phone of their choice, communicating with a payment terminal of their choice. That is,
mobile payment applications also need protection against code-lifting attacks.
The observations for both use cases discussed above show that indeed, a white-box
program needs to achieve more than only security against key extraction and, in particular, that mitigating code-lifting attacks is central to the application of white-box cryptography. The relevance of code-lifting attacks is an attack vector that is usually not considered
for obfuscation, which is one of the distinguishing features of the two cases. As the attack
threats on a DRM application differ from the attack threats on a mobile payment application, we now discuss why the DRM-specific security notions might not be suitable for
payment and that further security notions are needed.
2.1.1 – Security Notions for White-box Cryptography beyond DRM. As explained
above for mobile payment applications, we wish to achieve properties such as confidentiality, integrity, security against key extraction and security against code-lifting attacks.
Neither confidentiality nor integrity properties are inherited from incompressibility, traceability or security against key extraction, and one-wayness only ensures hiding of part of a
ciphertext. Moreover, the concepts of incompressibility and traceability do not seem to fit
the use case of white-box cryptography for mobile payment. The concept of implementing
cryptographic programs of a very large size seems to stand in contrast with desired design
properties of applications used by mobile devices and in the internet of things (see Section 2.7 for an extended discussion). As for traceability, it seems unlikely that the owner
of the payment application might want to illegally re-distribute their application for unintended purposes. In this chapter, we thus focus on the properties of hardware- and
application-binding for protecting white-box programs in mobile payment applications.
Hardware-binding. The property of hardware (device) binding captures that whitebox implementations shall only be executable on the intended device. That is, a white-box
program can be evaluated when having access to a specific device, but becomes useless
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when not having access to the device. Hardware-binding has been remarked as a desirable goal for white-box cryptography in the literature [CdRP14, SdHM15, BBIJ17]. In
fact, commercial implementations offer hardware-binding as an additional security feature [Mic], while evaluation boards provide security assessments of white-box implementations with respect to software protection methods such as device binding [Ris]. Moreover in a recent work by Alpirez Bock, Brzuska, Fischlin, Janson and Michiels [ABBF+ 19]
(ABFJM), the authors present a feasibility result for WBIs with hardware-binding, based
on the assumption of indistinguishability obfuscation and a puncturable pseudo-random
function as a secure hardware component. The authors construct a white-box key derivation function (KDF) with hardware-binding and use it as a building block for a payment
application. As the authors point out, their proposed application achieves properties
which align with security guidelines proposed by Mastercard [Mas17].
In this chapter we abstract and generalize the security notion for hardware-binding for
white-box encryption. We define the notion of hardware-binding such that an adversary
is unable to generate a valid ciphertext, in the case that the encryption program does not
have access to the hardware device it is bound to. We explain how we can construct a
secure white-box encryption program based on the approach presented by ABFJM.
Application-binding. In order to increase the security of a cryptographic program
running on a mobile device, one can bind it to another application implementing authentication or filtering functions. For instance, before performing any cryptographic
operation, an application might require its user to provide a valid password.
Similarly, the application might first verify the validity of the input message the user
wishes to encrypt, and only in case that it is a valid message, the encryption will take place.
For these countermeasures to be effective in the white-box attack model, we need to have
an encryption program which can only be executed within a designated application and
cannot be separated from it. We refer to this technique as application-binding. The goal
of application-binding is to prevent an adversary from circumventing computations that
shall be performed by an application before encrypting a message.
Having a white-box program which achieves the property of application-binding only,
and does not implement any hardware-binding functions, has one particular advantage.
Namely, the owner of the program can freely choose on which hardware device they want
to use their program. For the case that the application implements authentication operations, only the owner of the program should be able to authenticate themselves and thus,
an adversary who code lifts the program is not able to use it. Combining the notions
of application- and hardware-binding achieves even stronger security properties than
hardware-binding alone, as was observed by Cooijmans, de Ruiter and Poll [CdRP14]
(CRP) in the context of secure storage solutions. The authors consider hardware- and
application-binding as properties jointly, i.e., they deem application-binding as more useful when combined with hardware-binding.
In this chapter, we discuss application-binding as a useful security design concept in
the white-box attack model. We point out several issues that arise when trying to formalize the intuitively desired security guarantees provided by application-binding as a
formal security notion. A central difficulty is to abstract and/or generalize the different
functionalities that an (a priori) unknown application can perform together with its associated desired security properties. A useful special case is binding a white-box program to
an application that performs authentication operations, i.e., the white-box program can
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only be executed in case that a valid input (such as a password) is provided. Even in this
special case, defining security is non-trivial: recall that in the white-box attack model, we
consider an adversary in control of the execution environment of the program. Thus, it is
fair to assume that the adversary might intercept the valid authentication input and then
use it for running a copy of the encryption program. One might exclude this particular
attack interface, but this appeared a rather arbitrary restriction to us, inconsistent with
the general white-box attack scenario rationale. We thus refrained from formalizing such
a notion.
2.1.2 – On the Feasibility of White-box Cryptography. Based on our security notions, we put forward suggestions for alternative white-box competitions. Here, we consider white-box programs that are bound to a (hardware) functionality. That is, the
white-box program can only be executed in the presence of a specific hardware module (emulated by the competition server). We speculate that such a competition not only
reflects the application of white-box cryptography in real life applications more closely,
but, in addition, is also more likely to yield more robust implementations. Our speculation is fueled by several results from the foundations of cryptography, but also from the
competition framework as we explain later. When a white-box encryption program is not
bound to a functionality, then its desired functionality is strikingly close to that of publickey cryptography and/or trapdoor functions. By the seminal result of Impaglizzo and
Rudich [IR88], turning symmetric-key cryptography into public-key cryptography via a
generic transformation seems unlikely. Similarly, the foundational impossibility result for
Virtual Black-Box Obfuscation by Barak, Goldreich, Impagliazzo, Rudich, Sahai, Vadhan
and Yang [BGI+ 01] points into the same direction. However, since the breakthrough of
indistinguishability obfuscation (iO), it is well-known that iO can turn any one-way function into a public-key encryption scheme. In addition, ABFJM transform arbitrary symmetric encryption schemes into encryption schemes with a hardware-bound WBI. Does
the same approach apply to white-box implementations without hardware-binding?
The answer to this question is not known, and iO-inspired candidates have been
broken in prior competitions [GPRW20]. However, one might argue that the approach
seems conceptually promising, and the failure in a practical competition is merely due
to the tremendous inefficiency of current iO candidates for concrete parameters. However, we argue that generic transformations that works for arbitrary secure symmetric
encryption schemes seems indeed hard to get by. Namely, we show that a generic transformation from symmetric-key to public-key cryptography while maintaining the inputoutput-behavior of the encryption (as required in the white-box scenario) seems unlikely.
Inspired by [BGI+ 01], we give a contrived, yet black-box secure symmetric encryption
scheme that is not white-boxeable. Here, we can give a very efficient attacker that is
able to extract the key from any white-box version of the symmetric encryption scheme.
Perhaps surprisingly, the same symmetric encryption scheme can be securely used with
hardware-binding, thus demonstrating a conceptual separation between the two settings.
Based on our impossibility result and the (theoretic) ABFJM feasibility result, we speculate that in general, white-box programs which implement hardware-binding are more
likely to achieve the desired security. As we also argue, white-box programs implementing such binding properties align better to the use case of white-box cryptography in
real-life, and reduce the attacker capabilities. Thus, there are good reasons to believe
that the suggested new white-box competitions reflect the need of practical applications
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more accurately and reflect security goals that are easier to achieve than those in current
competitions.
Summary of Contributions and Outline of the Chapter. In Sections 2.3 and 2.6,
we discuss existing security notions for white-box cryptography and limits of their usefulness in the context of payment applications. In Section 2.7, we define indistinguishability
of white-box encryption with hardware-binding (IND-WHW). In contrast to ABFJM, our
IND-WHW security notion is general and not tailored to a specific setup of payment applications. From IND-WHW security, we derive a new white-box competition setup that
captures the desired property in Section 2.8. We then turn to studying a conceptual separation between the white-box model and the white-box model with hardware binding.
Namely, in Section 2.9, we show that generic compilers for white-box cryptography cannot exist without hardware-binding. The result is technically inspired by the impossibility
result for Virtual Black-Box obfuscation [BGI+ 01]. In Section 2.10, we discuss and reflect on the ABFJM construction for white-box cryptography with hardware-binding in
the payment setting. In Section 2.11, we summarize the conceptual separation between
the implementations with and without hardware-binding. We conclude with speculations that a competition for white-box implementations with hardware-binding not only
reflects use-cases of white-box cryptography in a more suitable way, but might also put
designers in an advantageous position where it becomes feasible to submit designs that
resist attacks for more than 8 weeks.

2.2 — Preliminaries and Notation
1n denotes the security parameter in unary notation. Given a bit string x, we denote
by x[j : i] the bits j to i of the bit string x. We denote by
n (i) the integer i, encoded
as an n-bit string and conversely, we denote by
(i) the integer value i derived
from its binary representation
n (i). For the concatenation of two bit strings a and
b, we write a||b. For a program P, we denote by |P| its bit-size. We leave the choice
of encoding of the program implicit in this work. By ←, we denote the execution of a
$
deterministic algorithm while ←
− denotes the execution of a randomized algorithm. We
$
denote by := the process of initializing a set, e.g. S := ∅, while ←
− denotes the process
$
of randomly sampling an element from a given set, e.g. x ←
− {0, 1}n . When sampling
x according to the probability distribution X, we denote the probability that the event
F(x) = 1 happens by Pr $ [F(x)]. Un denotes the uniform distribution over strings
x←
−X
of length n. We define the set of plaintexts of an encryption algorithm as M. We write
oracles as superscript to the adversary AO . Sometimes, when we have many oracles, we
O1 ,O2 ,O3
additionally use the subscript of the adversary, e.g., AO
. All algorithms receive the
4 ,O5 ,O6
n
security parameter 1 as input. For ease of notation, we omit the security parameter.

bin

decimal

bin

SE

Definition 2.1. A nonce-based symmetric encryption scheme
is a tuple of three algorithms (KgenSE , Enc, Dec) such that KgenSE is a probabilistic polynomial-time algorithm (PPT), and Enc and Dec are deterministic polynomial-time algorithms. The al$
gorithms have the following syntax: kSE ←
− KgenSE (1n ), c ← Enc(kSE , m, nc), and
m/⊥ ← Dec(kSE , c, nc). The encryption scheme
satisfies correctness, i.e., for all messages m ∈ M and all nonce values nc ∈ {0, 1}n ,

SE

Pr [Dec(kSE , Enc(kSE , m, nc), nc) = m] = 1
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where the probability is over the randomness of kSE ←
− KgenSE (1n ).
$

Remark. We use the term cipher for a deterministic algorithm that is a building block
for an encryption scheme, but is not an encryption scheme itself. That is, we call AES
a cipher, not an encryption scheme, while, e.g., we call AES-CBC or AES-GCM symmetric encryption schemes. Our security notions are specified for encryption schemes rather
than only for their building blocks, as security for ciphers does not necessarily translate
to the security of the scheme that uses the cipher. While for security against key extraction, such a transformation should (almost trivially) hold, transformations for advanced
properties such as integrity and confidentiality are more difficult to achieve, see Fischlin
and Haag [FH19].
Below, we specify the security of a nonce-based authenticated encryption scheme [BN00,
Rog02] via the security game shown in Figure 2.1. We use an indistinguishability definition of authenticated encryption that encodes both, the ciphertext integrity and the
indistinguishability under chosen plaintext attacks (IND-CPA). Bellare and Namprempre [BN00] show that if a symmetric encryption scheme provides ciphertext integrity and
IND-CPA security, then it is also indistinguishable under chosen ciphertext attacks (INDCCA). We refer to their article as well as to Krawczyk [Kra01] for more background on
authenticated encryption. Here, the adversary is provided with a left-or-right encryption
oracle and a decryption oracle where it can submit arbitrary ciphertexts except for the
ciphertexts obtained from the encryption oracle. If b = 0, the decryption oracle returns
a decryption of the submitted ciphertext. If b = 1, the decryption oracle returns ⊥. As
the adversary can distinguish the two games whenever the adversary is able to forge a
fresh, valid ciphertext, this distinguishing game models not only confidentiality, but also
integrity. In the security game, we use assert as a shorthand to say that if the assert
condition is violated, then the oracle returns an error symbol ⊥. Note that we consider
only deterministic authenticated encryption schemes, and therefore, the adversary is not
allowed to re-use a previous queries (m, nc), or else it could trivially determine b from
two queries (m0 , m1 , nc) and (m0 , m10 , nc) with m1 6= m10 . For simplicity, we ensure this
condition by generating the nonce at random for each query.

SE

Definition 2.2 (AE-security). A nonce-based symmetric encryption scheme
= (KgenSE ,
Enc, Dec) is called a nonce-based authenticatedhencryption schemeior -secure if all PPT
adversaries A, the advantage

Adv

AE
SE,A (n)

:= Pr

Figure 2.1 for the description of experiment

Exp

AE
n
SE,A (1 )

$

b←
− {0, 1}
kSE ←
− KgenSE (1 )
$

n

Exp

Exp

AE
n
SE,A (1 )

AE

=1 −

DEC(nc, c)

assert |m0 | = |m1 |

assert c ∈
/C

nc ←
− {0, 1}

n

is negligible. See

AE
n
SE,A (1 ).

ENC(m0 , m1 )
$

1
2

if b = 1 then

return ⊥
b0 ←
− AENC,DEC (1n ) c ← Enc(kSE , mb , nc)
else
C := C ∪ {c}
return (b 0 = b)
return m ← Dec(kSE , c, nc)
return (nc, c)
$

n
Figure 2.1: The ExpAE
SE,A (1 ) security game
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2.2.1 – White-box Cryptography. In the following, we provide a definition for whitebox cryptography compilers. That is, we define a randomized compiler which, based
on a symmetric encryption scheme, generates a white-box encryption program with an
embedded secret key. Here, the generated white-box encryption program is functionally equivalent to the encryption program of the symmetric encryption scheme. Note
that in this definition, the generated white-box program does not implement any binding functionalities. This general definition serves as a starting point for discussions on
feasibility and infeasibility as well as the definitions of white-box compilers we present
and discuss later in this chapter, which generate white-box programs with hardware- and
input-binding. We also note that in our notation, the subscript of the compiler denotes
which type of white-box program is generated by the compiler, in this case, an encryption
program without hardware-binding.
Definition 2.3 (White-Box Encryption Compiler). A white-box encryption compiler Compen
for a symmetric encryption scheme
is a randomized algorithm that takes as input the
symmetric key kSE and generates a white-box encryption algorithm

SE

EncWB ←
− Compen (kSE ).
$

For all key values kSE ∈ {0, 1}n , all messages m ∈ M and all nonce values nc ∈ {0, 1}n ,
we have Pr [Enc(kSE , m, nc) = EncWB (m, nc)] = 1, where the probability is taken over the
$
$
randomness of kSE ←
− KgenSE (1n ) and EncWB ←
− Compen (kSE ).
Using a white-box compiler we now define white-box encryption as well as white-box
decryption schemes.

WBEnc

Definition 2.4 (White-Box Encryption Scheme). A white-box encryption scheme
consists of four probabilistic polynomial-time algorithms (Kgen, Enc, Dec, Comp), where
(Kgen, Enc, Dec) is a symmetric encryption scheme and Comp is a publicly known (possibly)
randomized compiling algorithm that takes as input the symmetric key k and generates a
(probabilistic) white-box encryption algorithm EncWB .

EncWB ←
− Comp(k)
$

(2.1)

For all messages m ∈ M, the randomized program EncWB (m) produces a distribution that
is statistically close to the distribution of the randomized program Enc(k, m). Moreover, the
following correctness property holds. For all messages m ∈ M,
Pr [Dec(k, EncWB (m)) = m] = 1,

(2.2)

where the probability is over the randomness of EncWB and k ←
− Kgen(1n ).
$

Remark. One can use Enc(k, ·) as well as EncWB (·) to encrypt a message under key k.
Both programs require randomness, and an honest user can provide the program EncWB (·)
with uniform randomness to generate a secure distribution of ciphertexts. We will not
mention this feature again, as the security properties covered in this chapter are concerned with the case that the owner of EncWB (·) misbehaves. Note that we only demand
statistical closeness between Enc(k, ·) and EncWB (·) and not full functional equivalence,
as notions such as traceability benefit from flexibility on the functionality requirement.
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We now define a white-box decryption scheme analogously that produces a whitebox of the decryption algorithm rather than the encryption algorithm. Note that in the
case of white-box encryption, there is a ciphertext distribution for each message m. In
turn, in the case of white-box decryption, for each ciphertext c, there is merely a single
plaintext. Therefore, for white-box decryption, no requirement on statistical closeness is
needed beyond correctness.

WBDec

Definition 2.5 (White-Box Decryption Scheme). A white-box decryption scheme
consists of four probabilistic polynomial-time algorithms (Kgen, Enc, Dec, Comp), where
(Kgen, Enc, Dec) is a symmetric encryption scheme and Comp is a publicly known (possibly)
randomized compiling algorithm that takes as input the symmetric key k and generates a
white-box decryption program DecWB , such that for all messages m ∈ M,
Pr [DecWB (Enc(k, m)) = m] = 1,

(2.3)

where the probability is over the randomness of k ←
− Kgen(1n ), DecWB ←
− Comp(k) and
Enc(k, ·).
$

$

We now include the definitions of (length-doubling) pseudorandom generators (PRGs),
pseudorandom functions (PRFs) and the cryptographic assumptions that are relevant for
the construction of white-box cryptography by ABFJW, for the counterexample presented
in Section 2.4 and for the construction in Chapter 3.
Definition 2.6 (Pseudorandom Generator). A length-doubling pseudorandom generator
(PRG) is a deterministic, polynomial-time computable function PRG : {0, 1}∗ → {0, 1}∗
satisfying the following:
Length-doubling For all x ∈ {0, 1}∗ , |PRG(x)| = 2 |x|.
Pseudorandomness PRG(Un ) is computationally indistinguishable from U2n ,
We define pseudorandom functions, where input length, output length and key length
are all equal.
Definition 2.7 (Pseudorandom Function). A deterministic, polynomial-time computable
function PRF, such that PRF : {0, 1}n × {0, 1}n → {0, 1}n for all n ∈ N, is a pseudorandom
function if for all PPT A,
A,PRF (n) :=

Adv

Pr

h
$

k←
−

{0,1}n

i
APRF(k,·) (1n ) = 1 − Pr

h
$

F←
−

{G:{0,1}n →{0,1}n }

AF(·) (1n ) = 1

i

is negligible in n.
We now define public-key encryption.

PKE

Definition 2.8. A public-key encryption scheme
is a tuple of three algorithms
(Kgenpke , Encpke , Decpke ) such that Kgenpke and Encpke are PPT algorithms with syntax

pk sk

pk

( , )←
− Kgenpke (1n ) and c ←
− Encpke ( , m), and Decpke is a deterministic polynomialtime algorithm with syntax m/⊥ ← Decpke ( , c). The public-key encryption scheme
satisfies correctness, i.e., for all messages m ∈ M,


Pr Decpke ( , Encpke ( , m)) = m = 1
$

$

sk

sk

pk

PKE
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pk sk
pk

where the probability is over the randomness of ( , ) ←
− Kgenpke (1n ) and the randomness of Encpke . A public-key encryption scheme
is called
-secure if for all PPT
adversaries A, the distinguishing advantage
h
i
IND-CPA
IND-CPA
n
Pr
(
1
)
=
1
− 12
(n)
:=
PKE,A
PKE,A

Exp
is negligible in n, where the experiment Exp -,A

$

IND CPA

Adv

IND CPA
( 1n )
PKE

Exp

is defined as follows:

ENC(m0 , m1 )

IND-CPA
n
PKE,A (1 )

$

assert |m0 | = |m1 |

b←
− {0, 1}

(pk, sk) ←
− Kgenpke (1 ) c ←
− Encpke (pk, mb )
$

b0 ←
− AENC (1n )
$

n

$

return c

return (b 0 = b)
-CPA n
Figure 2.2: The ExpIND
PKE,A (1 ) security game

2.3 — Basic Security Properties for White-box Cryptography
In this section we first discuss the popular notions of security against key extraction
and one-wayness for white-box cryptography. Achieving security against key extraction
has been a central focus of researchers and designers in the white-box cryptography community. For this reason, we believe it useful to clarify the usefulness and limits of this security goal. As we explain via folklore-inspired counterexamples, achieving security against
key extraction alone does not provide any useful security. For one-wayness, we explain
that in many cases it might not suffice either. However we discuss some possible, more
useful variations of the one-wayness notion and possible use-cases. We conclude this
section by explaining that aiming for notions such as confidentiality and integrity might
be more useful for white-box cryptography. Note however that as expressed throughout
this chapter, we also wish to achieve security against code-lifting attacks and therefore,
confidentiality and integrity are only basic goals that should be achieved in combination
with security anchors against code-lifting attacks.
2.3.1 – On Security against Key Extraction and One-wayness.
Security against Key Extraction. The concept of the security notion for security
against key extraction captures that it should be impossible for an adversary to extract the
value of the secret key embedded in a white-box implementation. Key extraction attacks
are indeed the most popular practical attack strategies against white-box implementations, and achieving security against key extraction is a necessary condition for all meaningful, stronger properties. DLPR capture security against key extraction via a suitable
formal definition, which the authors call Unbreakability (see Definition 1 in [DLPR13]).
Additionally, Bogdanov and Isobe [BI15] also discuss security against key extraction as a
security goal for white-box cryptography. DLPR observe that achieving security against
key extraction is not very useful on its own. One can think of, e.g., artificial counterexamples whose symmetric key is hardcoded in a way which is difficult to extract, but which
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only returns the identity function of the plaintext. Such an implementation is indeed not
useful and does, in particular, not satisfy confidentiality and integrity, as is usually desired
for an encryption scheme.
DLPR also remark that an adversary usually has the goal of recovering plaintexts
rather than extracting the secret key of an implementation. In this context, an adversary could attempt to use a white-box encryption program in order to decrypt ciphertexts
which the adversary is not meant to be able to do. For this reason, DLPR propose the
notion of one-wayness as a stronger alternative to security against key extraction.
On One-Wayness. One-wayness captures the property that an adversary, even when
given a white-box encryption algorithm, should not be able to use that algorithm to
decrypt. A similar property is called strong white-box property in [BBK14], which captures that a decryption program should not enable encryption.
The following folklore-inspired example illustrates a difference between one-wayness
and confidentiality. Consider a symmetric encryption program with two symmetric keys
hardcoded into it such that the first key is difficult to extract whereas the second key
is stored in plain. On an input message, the encryption scheme splits the message into
two, and encrypts the right half of the message using the first key and the left half of
the message using the second key. As the white-box adversary can read the second key
off the program, the adversary can recover the second half of the message. Yet, the
white-box encryption scheme remains one-way since the adversary cannot recover the
entire message. In Section 2.4 we provide more details of this illustrating example for
completeness.
One approach to strengthen the security of one-wayness to better capture confidentiality is to, e.g., consider the adversary as winning, if the adversary is able to recover, say,
half of the bits of the message or some other substantial fraction. Unlike in distinguishing attacks such as IND-CPA security, for one-wayness to be meaningful, recovery of a
single bit is not enough - unless one demands that the bit be not guessable with probability significantly greater than 21 , but then, one recovers indistinguishability under random
message attacks, a weak variant of IND-CPA security. As messages are usual structured
and not random, standard black-box security notions for symmetric encryption have converged to IND-CPA and IND-CCA security, and Saxena, Wyseur and Preneel [SWP09]
suggest to follow this approach also for white-box cryptography, essentially recovering
security guarantees of public-key cryptography.
Possible Use Cases for One-wayness and Strong White-box. One can argue that a
standard notion of one-wayness can still be useful in a scenario in which, for instance,
recovering half of a message is not really useful for an adversary and full confidentiality
properties are not needed. E.g., in the use case of white-box cryptography for streaming
services, legitimate users have a white-box decryption program for recovering encrypted
content, which usually consists of visual and audio data. Here, it would be an unsatisfactory attack to recover only, say, interrupted intervals of the content (assuming that
collusion for reconstruction is not possible). Moreover, the use of encryption here only
serves access control and not confidentiality, since it is often public information which
content is being streamed (e.g., in the case of a live sports event). Similarly, we explain
in Section 2.5 that in certain application scenarios, the strong white-box property might
suffice.
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2.3.2 – Confidentiality and Integrity. In the previous subsection, we discussed very
specific application scenarios in which one-wayness and/or strong white-box might suffice, but in general, we consider it beneficial to focus on confidentiality for white-box
encryption instead of one-wayness. Similarly, for white-box decryption, we suggest to
focus on integrity. We give a brief overview over definitions of these properties.
Confidentiality for White-box Encryption. In the paper Towards Security Notions for
White-Box Cryptography Saxena, Wyseur and Preneel (SWP [SWP09]) suggest to adapt
the standard public-key security notions indistinguishability under chosen plaintext attacks (IND-CPA) and indistinguishability under chosen ciphertext attacks (IND-CCA) to
define confidentiality for white-box encryption programs. I.e., one can define the INDCCA game for white-box encryption simply by using the public-key cryptography variant
of IND-CCA security and replacing the public key with a white-box encryption program.
Following DLPR, one can additionally provide the adversary with a recompilation oracle
that returns to the adversary several versions of a white-box program compiled for the
same key. The standard implications that IND-CCA/IND-CPA implies one-wayness also
hold for white-box cryptography.
Integrity for White-box Decryption. For white-box decryption, integrity captures
that a white-box decryption program should not help to generate fresh ciphertexts or
ciphertexts for fresh messages. As common for symmetric encryption (see, e.g., Paterson, Ristenpart and Shrimpton [PRS11]), integrity comes in two flavours, plaintext integrity (INT-PTXT) and the stronger ciphertext integrity (INT-CTXT). Note that similarly
to the discussion provided by Fischlin and Haagh (see Section 2.5) these notions can only
be achieved if the challenge message is not chosen by the adversary but rather, e.g., at
random. Following DLPR, one can augment both security notions with a recompilation
oracle.

2.4 — Separating Example for One-wayness and Confidentiality
In Section 2.3.1, we discuss a folklore-inspired example for illustrating the difference
between one-wayness and confidentiality. For reference, we here explicate and formalize the example. For concreteness, we choose the model of one-wayness as discussed
in [DLPR13]. Note, however, that the statements made about our example encryption
scheme equally apply to the strong white-box notion discussed in [BBK14].

SE

Construction. Let
base = (Kgenbase , Encbase , Decbase ) be an AE-secure symmetric
encryption scheme, and let
= (Kgenpke , Encpke , Decpke ) be an asymmetric IND-CPA
secure encryption scheme. We define
= (Kgen, Enc, Dec) in Figure 2.3.
If
is IND-CPA-secure and
is IND-CPA-secure, i.e., it
base is AE-secure, then
provides confidentiality in a black-box way. We omit the proof of this black-box property
and now focus on white-box implementations of
. Namely, in Figure 2.4, we provide
a white-box compiler Compen for
. Note that (k, ) are considered to be hardcoded
into Enck,pk in plain, so that one can retrieve them easily from the encoding.

PKE

PKE

SE

SE

SE

SE
pk

SE

Correctness. The white-box program Enck,pk inherits its correctness from the correctness of the public-key encryption scheme
and of the symmetric encryption scheme
.
base

SE

PKE

2.4. Separating Example for One-wayness and Confidentiality

Kgen(1n )

Enc((k, pk, sk), m)

Dec((k, pk, sk), c)

(pk, sk) ←
− Kgenpke (1n )

m` := m[0 : b n2 c − 1]

Parse c as (c` , cr , nc)

k←
− Kgenbase (1 )

mr := m[b n2 c : n − 1]

if parsing fails return ⊥

$

$

n

return (k, pk, sk)
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m` ← Decpke (sk, c` )

c` ←
− Encpke (pk, m` )
$

mr ← Decbase (k, cr )

$

nc ←
− {0, 1}n
cr ← Encbase (k, mr , nc)
c := (c` , cr , nc)

m := m` ||mr
return m

return c
Figure 2.3: The symmetric encryption scheme SE: the plaintext m is split in two halves. The first half is
encrypted using the public-key encryption algorithm PKE. The second half is encrypted using the symmetric
key encryption algorithm SEbase . Then both resulting ciphertexts are as the ciphertext of SE. The decryption
behaves analogously.

Compen (kSE )(k, pk, sk) Enck,pk (m)
return Enck,pk

m` := m[0 : b n2 c − 1]
mr := m[b n2 c : n − 1]
c` ←
− Encpke (pk, m` )
$

$

nc ←
− {0, 1}n
cr ← Encbase (k, mr , nc)
c := (c` , cr , nc)
return c
Figure 2.4: The white-box compiler Compen .

Attack against Confidentiality. While

SE provides confidentiality in a black-box way,

Enck,pk does not provide confidentiality in the white-box attack scenario: namely, the
adversary can retrieve k from program Enck,pk and can use k to decrypt the second part
of the ciphertext (cr , nc).

Proof of One-wayness. In turn, Enck,pk still provides one-wayness, because, given
the ciphertext, the adversary is unable to learn the left part of the message, since it was
encrypted using an IND-CPA secure public-key encryption algorithm. To prove this via a
formal reduction, we use a formal security model from DLPR [DLPR13]. The authors provide one-wayness in several flavors. We here use one-wayness with an encryption oracle
and a recompilation oracle. Note that DLPR also define a flavor of one-wayness with an
additional decryption oracle, but Enck,pk breaks in the presence of a decryption oracle
(because halves from encryptions of two different messages can be arbitrarily combined,
allowing the creation of fresh ciphertexts), and the current example is nice and simple.
We thus restrict ourselves to showing that Compen for
achieves one-wayness security
OW-CPA+RCA
w.r.t. the experiment
,
defined
below.
Note
that, for convenience, we
SE,Compen ,A
have already inlined
into the definition.

Exp
SE

SE

28

Chapter 2. Security Goals for Mobile Payment

Definition 2.9 (One-wayness from [DLPR13]). A compiler Compen for a symmetric encryption scheme
= (Kgen, Enc, Dec) is
-secure if for all PPT adversaries A,
the following success probability
i
h
OW-CPA+RCA
OW-CPA+RCA
( 1n ) = 1
(n) := Pr
SE,Compen ,A
SE,Compen ,A

SE

OW-CPA+RCA

Adv

is negligible, where the

Exp

Exp

OW-CPA+RCA
( 1n )
SE,Compen ,A

is defined as follows:

Exp

RCA()

k←
− Kgenbase (1n )

Enck,pk ← Compen (k, pk) c 0 ←
− Enck,pk (m 0 )
return Enck,pk
return c 0

OW-CPA+RCA
(1n )
SE,Compen ,A

ENC(m 0 )
$

$

(pk, sk) ←
− Kgenpke (1n )
$

Enck,pk ← Compen (k, pk)
$

m←
− {0, 1}n
c←
− Enck,pk (m)
$

m∗ ←
− AENC,RCA (Enck,pk , c)
$

∗

if m = m
then return 1
else return 0

OW-CPA+RCA
Figure 2.5: The ExpSE
(1n ) security game
,Comp ,A

en

SE OW-CPA+RCA

We now prove that Compen for
is
-secure, i.e., one-way with respect to full message recovery attacks in the white-box attack scenario.
Claim 1. If

PKE is IND-CPA-secure, then Compen for SE is OW-CPA+RCA-secure.

Assume towards contradiction that there is a PPT adversary A such that the advantage
OW-CPA+RCA
(n) is non-negligible. We need to show that there exists a PPT adversary
SE,Compen ,A

Adv

BA such that the advantage
adversary BA such that

Adv

Adv

IND-CPA
PKE,BA (n)

IND-CPA
PKE,BA (n)

>

1
2

Adv

is non-negligible, too. We construct a PPT

OW-CPA+RCA
(n)
SE,Compen ,A

n

− 21 2− 2 ,

Adv

OW-CPA+RCA
which is non-negligible if
(n) is non-negligible. We give the code of BA
SE,Compen ,A
on the right. Note that the oracle descriptions at the bottom describe how BA emulates
the oracles for A, whereas the oracle
in BA ’s own code refers to BA ’s own oracle acIND-CPA
n
cess to the
game. We first observe that if the secret bit b in the
PKE,BA (1 )
OW-CPA+RCA
n
is 0, then BA emulates the experiment
(1 ) perfectly and thus BA reSE,Compen ,A
turns 0 with the same probability as the probability that A returns a correct pre-image,
i.e.,
h
i
h
i
IND-CPA
OW-CPA+RCA
n
n
Pr
= Pr
(
1
)
=
1
.
(2.4)
PKE,BA (1 ) = 1 b = 0
SE,Compen ,A

IND CPA
Exp

ENC

Exp

Exp
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pk)

RCA()

k←
− Kgenbase (1n )
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ENC(m 0 )

return Enck,pk c 0 ←
− Enck,pk (m 0 )

$

$

(pk, sk) ←
− Kgenpke (1n )
$

return c 0

Enck,pk ← Compen (k, pk)
n

$

m0` ←
− {0, 1} 2

n

$

m1` ←
− {0, 1} 2

c ← ENC(m0` , m1` )
n

$

mr ←
− {0, 1} 2
$

nc ←
− {0, 1}n
(cr , nc) ← Encbase (k, mr , nc)
c ← (c` , cr , nc)
m∗ ←
− AENC,RCA (Enck,pk , c)
$

if m∗ = m0` ||mr
then return 0
else return 1
Figure 2.6: Description of adversary BA
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n
0
Note here, that
PKE,BA (1 ) returns 1 whenever BA returns b = b = 0. In turn,
when b = 1, then information-theoretically, A has no information about m0` and thus, the
probability of A returning a message m∗ whose first half is equal to m0` is upper bounded
n
by 2− 2 and thus, in all other cases, BA returns b∗ = 1 which is equal to b = 1, and thus
IND-CPA
n
PKE,BA (1 ) returns 1, i.e.,
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Pr

h
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IND-CPA
n
PKE,BA (1 )

i
n
= 1 b = 1 > 1 − 2− 2 .

Putting the two together, we obtain that
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n
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h
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= Pr
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)
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=
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)
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n
OW-CPA+RCA
= 12 + 12 Pr
(1n ) = 1 − 12 2− 2 ,
SE,Compen ,A
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where the first equality is by definition of conditional probabilities. The second equality
is by observing that the probability of a uniformly random bit being 0 is 12 . The third step
is by plugging in Equation 2.4 and Inequality 2.4, and the last inequality follows by basic
arithmetics. We observe that, by definition,
h
i
IND-CPA
IND-CPA
n
n
1
PKE,BA (1 ) = Pr
PKE,BA (1 ) = 1 − 2
i
h
n
OW-CPA+RCA
n
(
1
)
=
1
− 12 2− 2 ,
> Pr
SE,Compen ,A

Adv

which is non-negligible as Pr

Exp
Exp

h

Exp

OW-CPA+RCA
( 1n )
SE,Compen ,A

i
= 1 is non-negligible by assump-

n

tion, and only the negligible amount 21 2− 2 is subtracted. This contradicts the assumption that
is
-secure and thus, such a successful attacker A against the onewayness of ( , Compen ) cannot exist which concludes the proof of Claim 1.

PKE IND CPA
SE

2.5 — Signature Schemes from White-box Ciphers.
Joye [Joy08] suggests the possibility to build a signature scheme from a white-box
program. Namely, the standard encryption program is considered as the secret signing
key and the white-box decryption program is used as the public verification key. Security
of a signature scheme requires that an adversary is not able to generate a valid signature
when given only the white-box decryption program. Thus, the white-boxed decryption
program needs to achieve the strong white-box property. Note that the confidentiality of
the ciphertexts, i.e. of the signatures, is not fundamental since the white-box decryption
programs are public and anybody can recover the plaintexts. However, full integrity is desired for a signature scheme and, as we see shortly, is far from trivial when only assuming
the strong white-box property.
Following the Joye’s conceptual suggestion, Fischlin and Haag (FH) [FH19] rely on a
white-box implementation of a symmetric cipher such as AES for constructing a signature
scheme. Namely, they derive a signature scheme from a MAC scheme based on whitebox cryptography. As they show, a signature scheme based on AES in CBC mode for input
messages of length 128 × ` does not yield security against selective forgeries under chosen
message attack (see the attack in Proposition 1 in [FH19]). They point out however, that
if the signature is generated with only one execution of AES, i.e., if the input message is of
length 128, we do obtain security against selective forgeries for random messages. That is,
given a randomly chosen input message m and a white-box AES decryption program, an
adversary is unable to generate a valid ciphertext σ, such that
(k, m) = σ. Assuming
the strong white-box property of the white-box implementation of AES, the adversary
cannot use the white-box decryption program for generating the corresponding σ value
on input m. Note that FH call this strong white-box property unpredictability. FH define
a second security property named correlation intractability, where the adversary is tasked
with finding the corresponding signature values for a set of strings with a non-trivial
correlation. Note that security with respect to existential forgeries is not possible, because
for every given signature value, the adversary can easily come up with a matching valid
message by running its white-box program on the signature value.
Using white-box cryptography as a symmetric-key to public-key transformation indeed
allows to make use of white-box cryptography without hardware-binding. White-box
based public-key algorithms might have some features that can be useful, e.g., in this case,

AES
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signature generation is very efficient while only verification is expensive. However, these
features can also be achieved by different means, e.g., delegated computation [PRV12],
although using AES has the practical advantage that special-purpose computation infrastructure can be re-used. In any case, such symmetric-to-asymmetric transformations in
the absence of hardware-binding are not the main application of white-box cryptography in current applications. We refer to Section 2.3.2, for a discussion on the security
properties of these transformations.

2.6 — Usefulness and Limits of Incompressibility & Traceability
In this section we discuss the popular security notions of incompressibility and traceability for white-box cryptography. In some application scenarios, these properties might
mitigate code-lifting attacks. However, we do not consider either of the two properties
a suitable choice to provide security against code-lifting attacks in the context of mobile
payment applications, and thus suggest to define alternative different properties.
Possible Use Cases of Incompressibility. Incompressibility captures that the implementation of a cryptographic primitive is large and only remains functional in its complete form. For DRM application, the hope is that the size of the program makes online
redistribution harder. More precisely, incompressibility can be useful in a context where
hardware (with large sized memory) is delivered to a client, such as common for some
traditional cable-streaming services, while online redistribution of the same programs
might be harder.
In addition, Bogdanov and Isobe [BI15] discuss that incompressibility might help
thwart mass surveillance. Namely, an increase of a reasonably large factor in terms of
storage might be permissible for a local user in their own device, as it only implies small
additional costs for the local user. However, if sufficiently many users make use of incompressible cryptographic programs with large sized keys, it might not be feasible for a
broad-scale surveillance project to store the large keys of all users. This scenario is similar to the bounded retrieval model (BRM), where we assume that the adversary can only
learn a limited amount of information with respect to the secret keys in a cryptographic
implementation.
Recent works by Bellare, Kane and Rogaway (BKR) [BKR16] and Bellare and Dai
[BD17] put forward the use of big-key symmetric encryption as a practical method for
achieving security in the BRM. The authors propose the use of large symmetric keys
within a symmetric encryption scheme. Thereby, the large symmetric keys are used to
derive subkeys of smaller length via a key encapsulation algorithm. The subkeys have a
conventional length and they are used for performing the actual encryption operations
within the scheme. In this case, incompressible schemes which only remain functional
in their complete form might be a good basis for constructing big-key symmetric encryption. Similarly, Alpirez Bock, Amadori, Bos, Brzuska and Michiels [ABAB+ 19] construct
an incompressible PRF which uses a key K of very large size. The incompressible PRF
is functionally equivalent to a smaller PRF which uses a key k of conventional size. I.e.
key K is incompressible and equivalent to k. One could construct an encryption scheme
which uses the incompressible PRF for deriving subkeys of conventional length and use
those subkeys for encryption. Then, on the decryption side, one could use the small-sized,
functionally equivalent PRF for deriving the corresponding decryption keys.
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Limits of Incompressibility. Incompressibility does not seem to provide appropriate guarantees for white-box programs to protect mobile payment applications. Firstly,
the definition of incompressibility does not capture any further security properties such
as confidentiality and authenticity, which as discussed earlier, are two desirable security
goals for white-box crypto in the setting of mobile payment. As an example we consider
the work presented in [ABAB+ 19], where the authors present incompressible white-box
encryption and decryption schemes based on the assumption of one-way permutations.
The encryption construction uses a message authentication code (MAC) which is generated with an incompressible key K of a very large size, and an authenticated encryption
scheme which makes use of a different key k 00 of smaller size. k 00 is thereby used to encrypt plaintexts together with the MAC. The construction achieves incompressibility as
an adversary is only able to generate a valid MAC by using the complete large key K.
Via the authenticated encryption scheme, the construction also achieves confidentiality
without any form of binding. However an adversary with white-box access to the scheme
is able to break the confidentiality property. Namely, if no additional white-box countermeasures are applied to that construction, the symmetric key k 00 can be read out of the
implementation.
Additionally, while incompressibility is suggested as a mitigation technique against
code-lifting attacks, it does not seem suitable for protecting applications running on mobile devices and the internet of things. Namely, the general concept of incompressibility
seems to stand in contrast with the ongoing goal of achieving small sized and efficient
cryptographic designs suitable for small sized devices. Moreover, large-size programs
also harm their own legal distribution. That is, when the legal distribution of an application needs to take place in a fast and efficient way, and on a regular basis, then their
cryptographic algorithms shall not to be too large.
Traceability. The notion of traceability as defined by DLPR consists of watermarking
a cryptographic program such that if illegally re-distributed, the owner of the original
program can be identified. Such a property also finds its use case in DRM applications,
as the owner of a decryption program might make copies of it and re-distribute them
online. If a copy is found, the traceability property can help identify the owner of the
original program. For mobile payment applications however, this notion of traceability
does not seem to be useful. Namely as stated before, we want to achieve protection
against external adversaries trying to misuse the payment application, and not owners
re-distributing their own applications.

2.7 — Hardware- and Application-binding
In this section we define security of white-box cryptography w.r.t. hardware-binding
and discuss the difficulty of formalizing application-binding.
As mentioned in the introduction, the white-box attack model also considers an adversary who is able to copy an encryption program and try running it on a device of their
choice. As an alternative to the mitigation techniques of incompressibility and traceability, we discuss the properties of hardware- and software-binding. We present a security
notion of hardware-binding for white-box encryption. For application binding, we discuss
its usefulness and how it can help us achieve a more secure white-box implementation.
However we point out some challenges implied when trying to define it.
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While we focus on defining white-box security notions for symmetric encryption, we
note that white-box security can also be useful for other cryptographic primitives such as
signature schemes, pseudorandom functions and key derivation functions. Indeed in a recent work by Alpirez Bock, Amadori, Bos, Brzuska and Michiels [ABAB+ 19], the authors
present an incompressible white-box PRF, which they integrate in encryption schemes
in order to generate message authentication codes. The work in [ABBF+ 19] focuses on
the white-boxing of a key derivation function rather than the white-boxing of the symmetric encryption scheme itself. They later show how to use the white-box KDF as an
integral building block of a payment scheme with secure key storage. In both cases mentioned here, the security of the cryptographic schemes is derived from the security of
the white-box PRF and the white-box KDF respectively. Finally as mentioned before, a
work by Fischlin and Haag [FH19] provides definitions for white-box AES when used for
constructing a signature scheme.
2.7.1 – Hardware-binding. Hardware-binding captures that a white-box cryptographic program shall only be executable on one intended hardware device. That is, the
white-box algorithm can be evaluated when having access to a specific device, but becomes useless when not having access to the device. For defining hardware-binding, we
consider a white-box compiler which returns a white-box encryption algorithm based on
a symmetric key and a hardware-related subkey. The idea is that the symmetric key is
used for encrypting messages, while the hardware subkey is used to verify that the algorithm is running on the determined hardware. Both keys are hard coded in the program.
For completeness, we define our compiler based on a hardware module
, as defined
in [ABBF+ 19].

HW

HW

Definition 2.10 (Hardware Module). A hardware module
consists of four algorithms
(KgenHW , SubKgenHW , RespHW , CheckSW ), where KgenHW is a PPT algorithm, and the algorithms SubKgenHW , RespHW and CheckSW are deterministic polynomial-time algorithms
with the following syntax:

kHWms ←
− KgenHW (1n ),
$

kHWsl ← SubKgenHW (kHWms , Label)

σ ← RespHW (kHWms , Label, x),

{0, 1} ← CheckSW (kHWsl , x, σ)

Correctness requires that for all security parameters n ∈ N,
Pr [CheckSW (SubKgenHW (kHWms , Label), x, RespHW (kHWms , Label, x)) = 1 ] = 1,
where the probability is over the randomness for generating kHWms ←
− KgenHW (1n ).
$

The hardware module specifies how the binding functionalities are implemented with
regard to one particular hardware device, as we explain below. Note however that for
understanding the hardware-binding definition, it is enough to think about a white-box
program compiled based on the two keys as described above.
In the hardware module, we consider a randomly generated hardware key, located in
the device to which we wish to bind our white-box program. We refer to the hardware
key as a master hardware key kHWms . From this master key, we will derive hardware subkeys kHWsl which we will use for the compilation of the encryption program. To derive
a hardware subkey, we run a subkey generation algorithm on the hardware master key
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and a label value, which identifies the white-box program. Using the subkey value for the
compilation of the white-box program instead of the master key value has one particular
advantage. Namely, if the subkey value gets compromised, a new subkey value can be
generated for recompiling a new version of the white-box program.
Before the white-box program performs an encryption, it first submits a query value
q to the hardware. The hardware runs a deterministic response algorithm on the query
value q, the Label identifying the program and the hardware master key kHWms and returns
a value σ to the white-box program. The white-box program verifies the correctness of
the value σ, e.g., by re-calculating it, via a deterministic checking algorithm run on the
subkey kHWsl , the query value q and the response value σ. If verification goes through,
the white-box program gained assurance that it is running on the intended device. Note
that if the white-box encryption program is run on the correct hardware, the white-box
program is functionally equivalent to the encryption program of the symmetric encryption
scheme.
Querying Algorithm. Implementing hardware-binding as described above provides
us with the desired functionality that the white-box program can only be run on a single device, namely the one that generates valid response values. However, we also need
to consider the possibility that a white-box adversary might intercept a valid response
value. In this case, the adversary could copy the white-box encryption program and simply provide the intercepted response value when running the program. In a way, this
attack cannot be avoided. However, its usefulness can be limited by ensuring that, using
a single intercepted hardware value, the adversary can also only run the program on a
single program input. Namely, the query value q as well as the response σ should depend
somehow on the message we wish to encrypt. That way, for each message we encrypt, a
different response value is needed and intercepting a response value only lets the adversary encrypt a single message. Therefore, our syntax includes a querying algorithm which
is used in combination with the white-box program. A straight forward approach is to
generate the querying values directly based on the message we wish to encrypt. Note
that since an adversary might still be able to intercept the generated querying value, the
confidentiality of the message needs to be protected and it should not be possible for an
adversary to derive the message from the querying value. That is, the querying algorithm
needs to be one-way.
Attack Scenario. Below we define the syntax for hardware-binding, followed by its
corresponding security notion. We here summarize the attack scenario we wish to capture via this security notion. We consider an adversary (e.g. in the form of malware)
which finds itself in a user’s device (i.e. in the mobile phone used to perform payment
transactions). The adversary has thus access to the program code of the white-box implementation. The adversary is also able to execute the implementation itself, since it is able
to run it directly on the phone. Note however that, even if the adversary can execute the
payment application, we do not assume that an adversary is able to redirect the outputs
of the payment application to a terminal of their choice (i.e. performing a relay attack).
This is because for payment applications, we usually implement other countermeasures
against relay attacks, independently of white-box cryptography. Therefore, we consider
the case where an adversary wants to gain independence of the user’s device, either by
code-lifting the application or extracting its secret key. Our security notion captures that
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once the white-box program is removed from the specific device, an adversary is unable
to use that program to generate a valid ciphertext. In other words, the encryption program should satisfy a notion of integrity. Additionally, our security notion captures that
an adversary should not be able to distinguish between two ciphertexts encrypted with
the given encryption program, i.e. the program should satisfy a notion of confidentiality.
Definition 2.11 (HW-white-box encryption compiler). A HW-white-box encryption compiler CompHW for a symmetric encryption scheme
and a hardware module
is a randomized algorithm that takes as input a symmetric key kSE and a hardware-related sub-key
kHWsl and generates a white-box encryption algorithm with hardware-binding together
with a querying algorithm

SE

HW

QueryHW , EncHW ←
− CompHW (kSE , kHWsl ).
$

For all genuine kHWms , for all kSE , for all m, for all nc, for all kHWsl = SubKgen(kHWms , Label)
and σ = Resp(kHWms , Label, q), we have Pr [Enc(kSE , m, nc) = EncHW (m, nc, σ)] = 1,
$
where the probability is taken over compiling QueryHW , EncHW ←
− CompHW (kSE , kHWsl ).

Exp

IND-WHW
n
Fig. 2.7 presents the
CompHW ,A (1 ) security game, capturing the desired security
properties described above. In this game, the adversary is able to choose the label he
wants to use for the program. Based on this label, the hardware subkey kHWsl will be
generated. The adversary gets as input the white-box program, the querying algorithm
and a state value corresponding to the previous phase where he determined the label
value. The adversary can run the white-box program by querying a response oracle Resp
and obtaining valid response values. This lets him analyze the program and collect some
input-output pairs. The adversary can also obtain (and see) different subkey values from
a subkey generation oracle
. This represents the fact that an adversary might extract the hardware subkeys of some (previous) versions of the white-box programs. The
adversary then plays a distinguishing game with the encryption and decryption oracles.

SUBK

Definition 2.12 (IND-WHW). We say that a HW-white-box encryption compiler CompHW is
-secure if for all PPT adversaries A, the advantage

IND WHW

AdvComp-

IND WHW
HW ,A

(1n ) := Pr

is negligible, where the experiment

h

ExpComp-

ExpComp-

IND WHW

IND WHW
HW ,A

HW ,A

i
(1n ) = 1 −

1
2

is defined in Figure 2.7.

2.7.2 – On Application-binding. We now study the security property of (software)
application-binding for white-box cryptographic programs. Application-binding shall ensure that an encryption program can only be used within a particular application and
that, in particular, an adversary should not be able to separate the encryption program
from the application. We deem application-binding a useful property for white-box programs and would like to postulate as an open question to find a suitable definition for
application-binding for white-box cryptography. For such a definition to be meaningful,
it needs to bypass a number of conceptual and technical issues that we now discuss.
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ExpComp-

IND WHW
HW ,A

$

b←
− {0, 1}

( 1n )

n

ENC(m0 , m1 )

DEC(c)

assert |m0 | = |m1 |

assert (c, nc) ∈
/C

kSE ←
− Kgen(1n )

nc ←
− {0, 1}n

kHWms ←
− KgenHW (1n )

c ← Enc(kSE , mb , nc)

$

$

$

if m0 6= m1

state, Label ←
− A(1n )
$

kHWsl ← SubKgen(kHWms , Label)

QueryHW , EncHW ←
− CompHW (kSE , kHWsl )
$

b∗ ←
− ASUBK,DEC (QueryHW , EncHW , state)
$

Resp,ENC
∗

q0 ← QueryHW (m0 , nc)

q1 ← QueryHW (m1 , nc)

if b = 1
return ⊥
else

m ← Dec(kSE , c, nc)
return m

assert q0 , q1 ∈
/Q

Q := Q ∪ {q0 , q1 }
C := C ∪ {(c, nc)}

return (b = b )

return c, nc

Resp(q)

SUBK(Label 0 )

assert q ∈
/Q

assert Label 6= Label 0

Q := Q ∪ {q}

0
kHWsl
← SubKgen(kHWms , Label 0 )

σ ← Resp(kHWms , Label, q)

0
return kHWsl

return σ
-WHW
n
Figure 2.7: The ExpIND
CompHW ,A (1 ) security game

On a General Security Notion. A general security notion for application-binding
should be suitable for arbitrary applications. Yet, in that case, also the security properties of the application will be application-specific, and need to be carefully analyzed in
each individual case, including the set of relevant attack vectors. One possible approach
would be to define a simpler notion, where a program is considered secure as long as
the adversary is not able to isolate the encryption process from the application. However,
such a security notion seems to be significantly too weak. An adversary might be able
to, e.g., alter the messages that are encrypted within the application, violating the main
security goals of the application. Although the adversary breaks the security provided by
the application, such a white-box implementation might still be considered secure in this
simpler notion as long as a full separation of encryption program and application is not
achieved.
Authentication-binding. A useful restriction on the class of applications are those
performing authentication, defining thus authentication-binding (cf. Section 2.1.1). Here,
we would consider an encryption program which is only functional in case that a particular auxiliary input is provided, such as a password or fingerprint. This in fact adds a useful
layer of security to our white-box programs, since an adversary can only run a copy of the
program if they know the value of an auxiliary input. Note however that in the white-box
attack model, we usually consider an adversary that is able to intercept the inputs that
are provided to the programs. Thus, we can only define security for such programs if
we modify (and weaken) our attack model so that we assume that the adversary cannot
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intercept the auxiliary input. We discuss the consequences of such a weakening next.
Weaker Attack Model. Consider that we define security of authentication-binding in
a weaker model where we assume that the adversary cannot intercept auxiliary inputs.
I.e., the adversary has obtained a copy of the program, but it cannot observe the program
while it is running on the user’s device. To capture the notion that an adversary cannot
run the encryption program without knowing a valid auxiliary input, the model needs to
rely on sufficiently long inputs, e.g., 128 in the concrete setting or n in the asymptotic
security scenario. Else, a brute-force attack over all input values allows the adversary to
run the program even without intercepting an auxiliary value. Such long secrets can be
implemented via smartcards, biometrics or long passwords (e.g. a string consisting of
ca. 19 ASCII characters). However, then the white-box implementation could be entirely
keyless or contain no information about the key, e.g, if we mask the key k by auxiliary
input aux and store k 0 := k ⊕ aux = k 0 within the application. Such a security definition
seems rather unrelated to white-box cryptography.
Combining Hardware- and Authentication-binding. One possible avenue towards
useful definitions of application-binding could be the combination of hardware- and authentication-binding, similar to the suggestion [CdRP14]. Here, the hardware-binding
might ensure that only a limited number of auxiliary inputs can be tested by the user,
allowing to deploy short passwords and PINs, as is common in banking. This assumes
that the hardware implements a counter to ensure an upper bound on the number of
hardware queries or that the hardware itself checks the user input. This requires the
hardware to maintain a secure state, moving towards more advanced hardware features
and thus, potentially, a platform where white-box cryptography might not be used, as the
device has strong hardware security features at its disposal already.

2.8 — Advanced White-box Competitions
In this section we suggest a new variant of the white-box competition to capture
hardware-binding, based on the
security notion introduced in the previous
section. The CHES 2017 Capture the Flag Challenge [Con17] focused on key extraction.
The participants submitted candidate white-box programs and attackers would try to extract the embedded secret key from the candidate programs. More recently, the second
edition of the white-box competition, the CHES 2019 Capture the Flag Challenge [CC19]
additionally introduced message recovery attacks so that white-box implementations are
assessed with respect to key extraction attacks and one-wayness. As before, participants
are invited to submit a candidate white-box encryption program. Security against key
extraction is assessed as before, while one-wayness is assessed by asking the attackers to
find a pre-image for a certain target ciphertext.
It is fundamental for the progress of white-box cryptography that we achieve programs
which remain secure against key extraction attacks. However, as discussed in Section 2.3,
a white-box implementation which is only secure against key extraction attacks might not
provide meaningful security in many use cases – especially due to code-lifting attacks (see
Sections 2.3 and 2.7). As we have identified hardware-binding as a central security goal
of white-box cryptography, we now describe how to derive a white-box competition setup
from our
security game.
In the
security game, the adversary obtains a white-box encryption pro-
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gram and plays an indistinguishability game with an encryption oracle. Considering the
adversarial capabilities, we see that the adversary might attempt to distinguish in one of
the following ways.
1. First the adversary can attempt to extract the encryption key from the white-box
program it receives as input. If the adversary succeeds, it can simply use the key to
decrypt the ciphertexts obtained from the encryption oracle and then distinguish.
2. If key extraction is not possible, the adversary can attempt to isolate the encryption
program from the rest of the white-box implementation, i.e. from the part of the
implementation which performs the binding functionality. If it succeeds, the adversary would have a standard (possibly still obfuscated) encryption program which is
not bounded to any further functionality. In that case, the adversary can simply encrypt one of the challenge messages using the corresponding nonce received from
the encryption oracle. The adversary compares the generated ciphertext with the
challenge ciphertext and distinguishes this way.
3. Finally, the adversary can attempt to forge a valid (fresh) querying value and use
it for running the encryption for distinguishing as explained for the previous point.
The adversary can attempt to do this by de-obfuscating the binding function of the
white-box program and thereby try to learn a valid hardware value for running the
white-box program.
From the description above, we understand that a white-box implementation with
hardware binding at least needs to achieve that an adversary is unable to (1) extract its
secret key, (2) separate the encryption functionality of the program form the functionality
implementing the binding operations, and (3) extract information for forging a valid input
value for running the white-box program. Thus, all three properties of candidate whitebox implementations with hardware-binding are assessed by the white-box competition
that we suggest in the following.
For the competition, we consider a competition server which simulates a hardware
module (see Definition 2.10) for each candidate implementation. That is, for one candidate white-box implementation, the server generates a master “hardware” key, from
which it derives a subkey. That subkey should be used for compiling the candidate whitebox implementation. When the program is submitted to the competition server, the server
can generate valid input values for running the candidate program. In this way, the organizers can also test the functionality of the submitted implementation. Moreover, participants attempting to break an implementation can obtain a limited number of valid
input values for running the program, simulating the hardware module interface (corresponding to Resp oracle in the
game). Below we summarize the further
competition setup. We refer as designers to the participants submitting white-box implementations and attackers to the participants trying to break candidate implementations.
• Designers are invited to submit candidate white-box implementations of a symmetric encryption algorithm, which is bound to a hardware functionality. A designer
receives a secret subkey value kHWsl from the competition server (which needs to
be securely transmitted). The participant generates a white-box program based on
a secret encryption key kSE and kHWsl and sends the compiled program and the
key kSE to the server (key kSE needs to be securely transmitted). The functionality
requirement on the submission is that the encryption program works in case that
a valid input (related to kHWsl ) is provided. As the server knows kHWsl , the server
can then test the functionality of the program by generating valid input values for
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running the white-box program.
• Attackers select a candidate implementation they wish to attack. Upon selection,
an attacker downloads the candidate implementation and obtains n valid σ values
to run the candidate implementation on inputs of their choice. The attacker now
plays an indistinguishability game with the server in the following way. The attacker
sends 100 pairs of selected plaintexts {(m0 , m1 )1 , (m0 , m1 )2 , ..., (m0 , m1 )100 }. For
each pair (m0 , m1 )i , the server draws a bit bi ←$ {0, 1} at random and encrypts
mibi , i.e., the attacker receives back 100 ciphertexts {cb1 , cb2 , ..., cb100 }. The attacker
is tasked with submitting a bitstring ~b∗ . The server compares the hamming distance
between ~b∗ and b1 , ..., b100 . The attacker is considered successful if it submits the
correct bit for some threshold, say, 80%. Additionally, the server checks that there
were no trivial attacks, i.e., the hardware values given to the adversary should not
allow the adversary to encrypt any of the messages (m0 , m1 )i that the adversary
submitted with the same nonces as used by the server, and for each message pair,
mi0 needs to have the same length as mi1 .
The number of σ values, the number of message pairs and the passing threshold for
being a successful distinguisher can all be adapted to reflect different security levels.
Additionally, attackers might repeat the game—obviously, the threshold and the number
of allowed repetitions need to be chosen in such a way that it is unlikely that an attacker
submits a suitable bit vector merely by guessing and repeated trying.

Gamification. The gamification of a competition shall reflect the current state-ofthe-art and promote to push the boundaries of what is possible/known. In the past competitions, most candidates were vulnerable to key extraction attacks. Therefore, it is
meaningful to continue to award competition points (known in previous competitions as
strawberry points) for key extraction attacks in future competitions. Once the state-of-theart in white-box design advances and security against key recovery attacks has become
achievable for AES, we suggest to remove strawberry points for key recovery to encourage
participants to focus on advanced properties rather than break the weakest candidates.
In the remainder of the chapter, we give reasons, theoretically and practically, conceptually and formally, why it might be feasible to build robust hardware-bound white-box
implementations. In fact, there are reasons to believe that
might be possible to achieve even when security against key extraction is not. In Section 2.9, we
start by showing that for white-box implementations without hardware-binding, there
are (contrived) black-box secure symmetric encryption schemes that do not admit a secure functionality-preserving white-box implementation. Thus, indistinguishability obfuscation and not even Virtual Black-Box Obfuscation [BGI+ 01] suffice to build a generic
white-box compiler. In turn, as we discuss in Section 2.7, Alpirez Bock, Brzuska, Fischlin,
Janson and Michiels show that with hardware-binding, arbitrary (black-box) secure symmetric encryption schemes can be white-boxed. In Section 2.11, we inspect the practical
attack capabilities with hardware-binding more closely and find that, although a designer
needs to achieve more properties, the attacker’s ability to, e.g., collect traces has been reduced in the hardware-bound white-box attack scenario.
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2.9 — On Generic Compilers for White-box Implementations
In this section, we show that there is no generic compiler that transforms any blackbox secure symmetric encryption scheme into an implementation that is still secure without hardware-binding. Concretely, Construction 1 provides a (contrived) symmetric en0
cryption scheme
= (KgenSE 0 , Enc 0 , Dec 0 ) that is (a) black-box secure and (b) not
white-boxeable by a compiler that preserves input-output behaviour. The conceptual idea
0
for
is to start with a black-box secure symmetric encryption scheme
and modify
it as follows: the encryption algorithm Enc 0 inspects its input message, and if the input
0
message is a functional encryption scheme, then
returns its key, and else, it returns
the same ciphertext as
would have returned. This idea is loosely inspired by the impossibility result for Virtual Black-Box Obfuscation [BGI+ 01], where an obfuscated point
function program is fed as an input to an obfuscated program that tests the point function
and returns a secret, if the point function passes the test. The idea in our construction
is that when the white-box program takes its own encoding as input, then it returns the
secret key, while in a black-box setting, such a program is not available (and is hard
to construct) and thus, the modified symmetric encryption scheme remains secure in a
black-box setting.

SE

SE

SE

SE

SE

SE

Construction 1. Let
= (KgenSE , Enc, Dec) be a symmetric encryption scheme and let
PRF be a pseudorandom function. We define 0 = (KgenSE 0 , Enc 0 , Dec 0 ) as follows

Kgen 0 (1n )
kSE ←
− KgenSE (1n )
$

$

km ←
− {0, 1}

n

$

knc ←
− {0, 1}n
kSE 0 ← kSE ||km ||knc
return kSE 0

SE

Enc 0 (kSE 0 , m, nc)

Dec 0 (kSE 0 , c, nc)

C ← PARSE(m)

d||e
c←c

kSE ||km ||knc ← kSE 0

kSE ||km ||knc ← kSE 0

d←1

if d = 0

for i from 0 to n − 1

mi ← PRF(km , binn (i)||nc)
nci ← PRF(knc , binn (i)||nc)

if C(mi , nci ) = 0||Enc(kSE , mi , nci )

m ← Dec(kSE , e
c, nc)
else

c 0 ||k 0 ← e
c
if k 0 = kSE 0

m ← Dec(kSE , c 0 , nc)

d←d∧1
else d ← d ∧ 0

c 0 ← Enc(kSE , m, nc)

else m ← ⊥
return m

if d = 0

c ← 0||c 0
else c ← 1||c 0 ||kSE 0
return c
Figure 2.8: The construction of SE 0

SE

0
To implement this idea formally, we need to ensure that
satisfies correctness.
0
Thus, in the case that Enc returns its key, it will also output the input message (in
plain). Additionally, it distinguishes normal ciphertexts from ciphertexts with embedded
keys by prepending the former with a 0 and the latter with a 1. Another technicality is
that program equivalence testing cannot be done efficiently and thus, Enc 0 tests program
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AE security of

GameA0 (1n )
$

SE

PRF security

PRF security

GameA1 (1n )

GameA2 (1n )

$

GameA3 (1n )

$

$

b←
− {0, 1}

b←
− {0, 1}

b←
− {0, 1}

b←
− {0, 1}

kSE 0 ←
− KgenSE 0 (1n )

kSE 0 ←
− KgenSE 0 (1n )

kSE 0 ←
− KgenSE 0 (1n )

kSE 0 ←
− KgenSE 0 (1n )

b0 ←
− AENC,DEC (1n )

b0 ←
− AENC,DEC (1n )

b0 ←
− AENC,DEC (1n )

b0 ←
− AENC,DEC (1n )

return (b 0 = b)

return (b 0 = b)

return (b 0 = b)

return (b 0 = b)

$

$

$

$

$

$

$

$

ENC(m0 , m1 )

ENC(m0 , m1 )

ENC(m0 , m1 )

ENC(m0 , m1 )

assert |m0 | = |m1 |

assert |m0 | = |m1 |

assert |m0 | = |m1 |

assert |m0 | = |m1 |

C ← PARSE(m)
$

C ← PARSE(m)

C ← PARSE(m)

$

C ← PARSE(m)

$

$

nc ←
− {0, 1}n

nc ←
− {0, 1}n

nc ←
− {0, 1}n

nc ←
− {0, 1}n

kSE ||km ||knc ← kSE 0

kSE ||km ||knc ← kSE 0

kSE ||km ||knc ← kSE 0

kSE ||km ||knc ← kSE 0

d←1

d←1

d←1

d←1

for i from 0 to n − 1

for i from 0 to n − 1

$

$

nci ←
− {0, 1}n

if C(mi , nci ) =
0||Enc(kSE , mi , nci ):

d←d∧1
c 0 ← Enc(kSE , m, nc)
c ← 0||c 0
C ← C ∪ {(c, nc)}
return c

DEC(c, nc)
assert (c, nc) ∈
/C
if b = 1 : return ⊥

d||e
c←c
kSE ||km ||knc ← kSE 0
if d = 0

m ← Dec(kSE , e
c, nc)
else

if C(mi , nci )

nci ← PRF(knc , bin(i)||nc)

0||Enc(kSE , mi , nci ) :

= 0||Enc(kSE , mi , nci ) :

d←d∧1

d←d∧1
else d ← d ∧ 0

c 0 ← Enc(kSE , m, nc)

c 0 ← Enc(kSE , m, nc)

if d = 0

if d = 0

if d = 0

c ← 0||c

c ← 0||c 0

c ← 0||c 0

0

else c ← 1||c 0 ||kSE 0

else c ← 1||c ||kSE 0
0

else c ← 1||c 0 ||kSE 0

C ← C ∪ {(c, nc)}

C ← C ∪ {(c, nc)}

C ← C ∪ {(c, nc)}

return c

return c

return c

DEC(c, nc)

DEC(c, nc)

DEC(c, nc)

assert (c, nc) ∈
/C

assert (c, nc) ∈
/C

assert (c, nc) ∈
/C

if b = 1 : return ⊥

if b = 1 : return ⊥

if b = 1 : return ⊥

d||e
c←c

d||e
c←c

d||e
c←c

kSE ||km ||knc ← kSE 0

kSE ||km ||knc ← kSE 0

kSE ||km ||knc ← kSE 0

if d = 0

if d = 0

if d = 0

m ← Dec(kSE , e
c, nc)
else

else m ← ⊥

if k 0 = kSE 0

if k = kSE 0

m ← Dec(kSE , c , nc)

m ← Dec(kSE , e
c, nc)
else

c 0 ||k 0 ← e
c

0

0

return m

m ← Dec(kSE , e
c, nc)
else

c 0 ||k 0 ← e
c

if k 0 = kSE 0

m←⊥

if C(mi , nci ) =

c 0 ← Enc(kSE , m, nc)

c 0 ||k 0 ← e
c

return m

mi ← PRF(km , bin(i)||nc)

nci ← PRF(knc , bin(i)||nc)

else d ← d ∧ 0

else d ← d ∧ 0

for i from 0 to n − 1

mi ←
− {0, 1}n

$

mi ←
− {0, 1}n

m ← Dec(kSE , c , nc)
0

else m ← ⊥
return m

Figure 2.9: Definition of the games

m ← Dec(kSE , c 0 , nc)
else m ← ⊥
return m
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Cb∗ ← PARSE(mb∗ )
if 1 = TestENC (Cb∗ )

$

km ←
− {0, 1}n
$

knc ←
− {0, 1}
AENC

n

0 ,DEC 0

DEC 0 (c, n)

ENC 0 (m0 , m1 )

ENC,DEC
CA
( 1n )

d||e
c←c
kSE ||km ||knc ← kSE 0

abort A

k←
− Kgenbase (1n )
$

if d = 0

return d ← Win

ENC

∗

(pk, sk) ←
− Kgenpke (1n )
$

(Cb∗ )

(c , nc) ← ENC(m0 , m1 )
0

Enck,pk ← Compen (k, pk)

m ← DEC(e
c, nc)
else

c 0 ||k 0 ← e
c

c ← 0||c 0

n
$
m0` ←
− {0, 1} 2
n
$
m1` ←
− {0, 1} 2
c←
(m0` , m1` )
n
$
mr ←
− {0, 1} 2

if 1 = TestENC (Enc(k 0 , ·, ·))

return c

Test

ENC

ENC

abort A

C

return d∗ ← WinENC (Cb∗ )

( )

return m

d←1
for i from 0 to n − 1

$

nc ←
− {0, 1}n

$

mi ←
− {0, 1}n

(cr , nc) ← Encbase (k, mr , nc)

(ci , nci ) ← ENC(mi , mi )

c ← (c` , cr , nc)

if Cb∗ (mi , nci ) = 0||ci

m∗ ←
− AENC,RCA (Enck,pk , c)
$

d←d∧1

if m∗ = m0` ||mr

m∗0
∗

C

( )

$

$

←
− {0, 1}n , m∗1 ←
− {0, 1}n

(c , nc∗ ) ← ENC(m∗0 , m∗1 )
if Cb∗ (m∗0 , nc∗ ) = 0||c∗
if Cb∗ (m∗1 , nc∗ ) = 0||c∗

return d

else return 1

ENC

return 0

else d ← d ∧ 0

then return 0

Win

return 1
$

else d∗ ←
− {0, 1}, return d∗
Figure 2.10: Description of adversary CA

equivalence approximately by observing and comparing the inputs on several random
message-nonce pairs. To avoid that Enc 0 uses too much randomness, the message-nonce
0
pairs for testing are derived via two pseudorandom functions. We provide
in Con0
struction 1. We prove now (1) that
is
-secure in the black-box setting (assuming
0
-security of
) and (2) that
is not secure against key extraction attacks.

AE

SE

Theorem 2.13. If
is
-secure.

AE

SE

SE

SE AE

SE is AE-secure and if PRF is a secure pseudorandom function, then SE 0
Game
SE AE

A
Proof. To prove Theorem 2.13, we proceed via game-hops. We start with
0 (see
Figure 2.9 for the definition) where we show that, assuming that
is
-secure, any
Game0
PPT adversary A has negligible advantage
(n), where we denote
A

Adv

AdvA

Gamei

(n) := Pr

h

GameAi (1n ) = 1

i

−

1
.
2

We then upper bound the differences between each subsequent pair of games by a negligible function, assuming PRF security and
-security of
as well as making a statistical
0
argument.
-security game for
, and we conclude
3 then corresponds to the
Game3
that any PPT adversary A must have negligible advantage
(n)
as well.
A

AE

Game

Game

AE

AE

SE

SE

Adv

SE

A
Reduction from
-security game for . Given a PPT adversary A with
0 to
Game0
advantage
(n)
,
we
construct
a PPT adversary BA with the same advantage in
A

Adv
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Exp

AE
n
SE,BA (1 ).
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DEC

The adversary BA executes A and emulates
and
for A as
follows. Whenever A makes a query (m0 , m1 ) to its
oracle, then BA forwards this
pair of messages to its own
oracle which returns a ciphertext cb and a nonce nc.
BA assigns cb0 ← 0||cb and returns (nc, cb0 ) to A. Whenever A makes a query (nc 0 , c 0 )
to
, then adversary BA checks the first bit of c 0 . If c 0 [0] = 1 then, BA returns an
error message to A otherwise, BA submits (nc 0 , c 0 [1 : n − 1]) to
. Upon receiving
a response from
, BA forwards this response to A. When A outputs a bit guess
A
b∗ , BA outputs the same b∗ . Note that BA ’s simulation of
0 is perfect and thus,
AE
Game0
(n)
is
equal
to
(n)
,
which
is
negligible,
by
assumption
on
.
SE,BA
A
We now turn to the game hops between each subsequent pair of games.

ENC

ENC

DEC

DEC

DEC

Adv

Game

Adv

SE

GameA0 to GameA1 . The differences between GameA0 and GameA1 is that in GameA1
the encryption oracle ENC checks whether the input string m parses into a circuit C(·, ·)
which is functionally equivalent to 0||Enc(k , ·, ·) for n randomly sampled inputs. If
so, then d will be set to 1 and thus, ENC will return 1||c 0 ||k . We thus need to argue
that the probability that m parses into a circuit C(·, ·) which is functionally equivalent
to 0||Enc(k , ·, ·) for n randomly sampled inputs is negligible. We argue this based on
the AE-security of SE. I.e., we show that the distinguishing advantage of an adversary
A
A between GameA
0 and Game1 is upper bounded by the distinguishing advantage of
an adversary CA against the AE-security of SE, given in Figure 2.10. The oracles on
the right (denoted by ENC 0 and DEC 0 ) describe how CA emulates the oracles for A
whereas the oracles in the code of CA (denoted by ENC and DEC) refer to its own oracles.
The helper procedure Test checks whether a given circuit is equivalent to the encryption
program Enc, keyed with the symmetric used in the oracle ENC of CA . Test simply
SE

SE 0

SE

proceeds by sampling n messages at random, sending them to the encryption oracle and
checking, whether a given circuit behaves functionally equivalent to the oracle on these
0
0
messages. If no circuit (in the
oracle) or key (in the
oracle) ever passes the
A
A
, then
and
are
equal.
However,
if
at
some
point, a circuit or key
0
1
passes the
, then CA uses this event to break the
-security of
as described in
the procedure
. If the probability of
returning 1 is non-negligible, then CA has
non-negligible advantage in
, namely, as we show now, if
returns 1, then CA
returns the correct bit except with negligible probability: firstly, using a Chernoff bound,
one can show that the else -branch is only used with negligible probability. I.e., if a circuit
is functionally equivalent to the oracle on n uniformly random inputs, then the Chernoff
bound states that the probability of the circuit behaving not functionally equivalent on
another random input is exponentially small. Moreover, the probability that
returns
the wrong bit is also exponentially small, since the message that was not encrypted is
information-theoretically hidden from the encryption program. We thus obtain that

Test

Game
Test
Win

Game

ENC

DEC

AE

Test

AE

SE

Test

Win

Pr



GameA = 1
0



− Pr



GameA = 1
1



6 (1 + ν(n))

Adv

SE
SE,CA

where ν is an exponentially small function in n.

GameA1 to GameA2 . The difference between GameA1 and GameA2 is that in GameA2
the nonces nci are generated via a keyed-pseudorandom function instead of a uniformly
random sample. We now show that an adversary A is not able to distinguish GameA
1
from GameA
2 with non-negligible advantage by reducing the difference between the two
games to the PRF security of the deployed pseudorandom function. The reduction DA
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Game

A
essentially emulates the entire game
2 , except that when the PRF for generating
the random nonce is invoked, then DA makes a call to its PRF oracle instead. This way, if
A
the PRF oracle contains a PRF, then DA emulates
2 , whereas if the oracle contains
A
a uniformly random function, then DA emulates
1 . It follows that
h
i
h
i
A
A
6
Pr
=
1
−
Pr
PRF,DA (n).
1
2

Game
Game

Game

Adv

Game

GameA2 to GameA3 . Analogously to the previous game-hop, we can build a reduction

EA such that

Pr

h

GameA2 = 1

i

− Pr

h

GameA3

i

6

AdvPRF,E

A

(n).

Using a telescopic sum to add up the differences between each pair of subsequent
games, we obtain that
is
-secure, and PRF is a secure pseudorandom function,
0
then
is
-secure.

SE AE

SE AE

Theorem 2.14. There exists ahPPT adversary A,i such that for all white-box compilers
$
(n), where the probability
Compen for 0 , it holds that Pr kSE ←
− A(EncWB ) = 1 −

SE

negl

is over kSE 0 ←
− KgenSE and EncWB ←
− Compen (kSE 0 ).
$

0

$

SE

0
Proof. We consider a white-box compiler Compen for
, which generates the white-box
$
encryption algorithm EncWB , i.e. EncWB ←
− Compen (kSE 0 ). We need to show a strategy
that can be adopted by the PPT adversary A that lets it extract the secret key from EncWB
with overwhelming probability. The strategy works as follows. The adversary gets as
input the white-box encryption algorithm EncWB with hard-coded encryption key kSE 0 .
The adversary then chooses as input the algorithm EncWB and a random nonce nc to feed
into EncWB itself. The function PARSE evaluated in EncWB will output an executable circuit
functionally equivalent to EncWB . Later, line 7 of the algorithm checks whether for all mi
and nci , EncWB (mi , nci ) = 0||Enc(kSE , mi , nci ). By definition of EncWB , we have that
EncWB (·, ·) is functionally equivalent to Enc 0 (kSE 0 , ·, ·). As we have shown in the proof
of Theorem 2.13, thanks to the PRF-security of PRF, Enc 0 (kSE 0 , ·, ·) and 0||Enc(kSE , ·, ·)
are functionally equivalent with overwhelming probability. Therefore, after the for-loop,
the value of d will almost certainly never be set to 0. So, EncWB (EncWB , nc) outputs
c = 1||EncWB (EncWB , nc)||kSE 0 , and for the attacker, it is sufficient to consider c[|EncWB | :
|EncWB | + n] to obtain kSE .

2.10 — Constructions from Indistinguishability Obfuscation
Given the success of indistinguishability obfuscation (iO), we now explore the usefulness of iO for white-boxing symmetric encryption schemes. Indeed, simply using the
iO technique by Sahai and Waters [SW14] yields a straightforward security argument for
white-boxing certain stream-ciphers (known in the theory community as pseudorandom
functions (PRF)). Namely, Sahai and Waters suggest to obfuscate puncturable PRFs that
allow to puncture the key k of the PRF at a point z such that the punctured key kz allows
to compute the PRF on all points except for z. The Sahai-Waters argument implies that
applying iO to a puncturable PRF with a hardcoded key k yields a program from which
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k cannot be extracted. ABFJM use a variation of this argument for constructing a whitebox key derivation function, which additionally implements the property of hardware
binding. For completeness, we now review the security argument of using iO with punctured PRFs. Afterwards, we review how a variation of this approach is adapted by ABFJM
and we explain how we can use it to construct a hardware-bound white-box encryption
program.
2.10.1 – A White-box Perspective on Sahai-Waters. Security of iO captures that the
obfuscations of two functionally equivalent programs shown in Figure 2.11 cannot be efficiently distinguished. Thus, we start with a program P0 [k](.) with hard-coded key k that
evaluates the PRF on key k and an input, i.e., for all x, it holds that P0 [k](x) is equal to
PRF(k, x). By the security of iO, it suffices to find a program P1 that is functionally equivalent to P0 [k](.) but that does not leak the key k. Program P1 [z, kz , y] has as hard-coded
parameters a point z, a punctured key kz punctured at z and the value y = PRF(k, x).
Program P1 [z, kz , y](x) first checks whether x = z and if so, returns y. Else, it uses its
punctured key kz to return PPRF(kz , x) which is equal to PRF(k, x). Thus, for all x, the
two values P0 [k](x) and P1 [z, kz , y](x) are both equal to PRF(k, x) and hence, the two
programs are functionally equivalent.
Finally, due to the security of puncturable PRFs, from z, kz and y, the key k cannot be
efficiently extracted and thus P1 [z, kz , y] does not leak k, and neither does an obfuscation
of P1 [z, kz , y](x) (since obfuscating cannot add information). By iO security, the obfuscations of P0 [k](x) and P1 [z, kz , y](x) cannot be distinguished and thus, the obfuscation
of P0 [k](x) does not leak k either, which concludes the argument.

P0 [k](x)

P1 [z, kz , y](x)
if x = z

c←y
else

c ← PRF(k, x)
return c

c ← PPRF(kz , x)
return c

Figure 2.11: Two functionally equivalent PRFs

The above simple example shows that obfuscating a puncturable PRF via indistinguishability obfuscation allows to hide the key of the puncturable PRF. Let us take a step
back and contemplate the above argument. Reconsidering the argument, one might argue
that actually, puncturable PRFs can also be white-boxed without iO. Namely, a white-box
compiler could simply return P1 [z, kz , y] as a white-boxed version of P0 [k]. Indeed, by
puncturable PRF security, P1 [kz , y, z] does not allow to recover k. While Sahai and Waters [SW14] use iO for a more elaborate confidentiality argument, security against key
extraction seems to be achievable by puncturable PRFs alone (albeit by a slightly nonintuitive argument since the punctured key can still be considered substantial leakage).
By the above observation, we see that the key of a puncturable PRF can be hidden in
two ways: Either, one runs an indistinguishability obfuscator on P0 [k], or one punctures
the key k. In the security argument, however, the security of the puncturable PRF appears

46

Chapter 2. Security Goals for Mobile Payment

in both cases. Thus, it is not straightforward how to apply the iO argument to AES.
However, due to the tremendous success of iO as a general-purpose obfuscator, one could
be tempted to hope that any secure symmetric encryption scheme, when obfuscated with
iO, yields a secure white-box version of the same symmetric encryption scheme. However,
as we have seen in Section 2.9, this is not the case. Thus, a symmetric encryption scheme
without binding has to satisfy certain additional properties to be white-boxeable.
2.10.2 – A Hardware-bound White-box Payment Application. The aforementioned
work by ABFJW [ABBF+ 19] presents a hardware-bound white-box payment application. Surprisingly, ABFJW are able to compile arbitrary AE-secure symmetric encryption
schemes. The way in which they achieve this property is tokenization and the use of a
puncturable key derivation primitive. Namely, each message is encrypted under a fresh
key that was derived via a key derivation function. This key derivation function, in turn,
is (a) hardware-bound and (b) puncturable. This way, simply using indistinguishability
obfuscation to bind the key derivation function and the symmetric encryption scheme
together suffices to obtain a secure payment application. The proof techniques are a variation of the Sahai-Waters argument. Our more general security notion can be achieved
in the same way. I.e., if we vary the encryption key, then every AE-secure symmetric encryption scheme can be white-boxed with hardware-binding and achieves full AE-security.
Interestingly, when porting the approach of using a key-derivation function together with
a symmetric encryption scheme without hardware-binding, the security argument does
not seem to carry through. Namely, it does not seem straightforward to argue that one
can hide the derived key that is used for symmetric encryption while performing the encryption. With hardware-binding, the argument that the key for the symmetric encryption
scheme can be hidden/removed follows from the Sahai-Waters trick of using a pseudorandom generator (PRG) on a random input. Namely, it is first checked whether a PRG,
applied to some input, yields a certain value and only then, the branch containing the
encryption scheme is executed. As long as the random input is not known, the PRG value
can be replaced by a uniformly random string which, with high probability does not have
a pre-image, and then, the branch performing encryptions under the key of concern, can
be removed. However, this approach only works with hardware-binding, because the
hardware and the white-box program share additional secrets, and the adversary learns
only limited information computed based on these secrets.

2.11 — Concluding Reflections
We started by justifying our prioritization of integrity and confidentiality properties
for white-box cryptography. We then addressed code-lifting attacks on white-box applications and generalized the notion of ABFJW to formulate IND-WHW-security. We then
derived a new competition setup to assess white-box designs w.r.t. the hardware-binding
property. The remainder of the chapter focused on conceptually comparing implementations with and without hardware-binding in terms of the positive results to be expected in
either scenarios. We now review this conceptual discussion and then provide additional
practical considerations.
In Section 2.9, we established an impossibility result showing that there is a secure
(but contrived) symmetric encryption scheme which is not securely white-boxeable, since,
regardless of the compiler, the key can be extracted from the white-box implementation of
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the symmetric encryption scheme. Recall that the idea was that if the encryption scheme
is fed a functional implementation of itself, then it returns its secret key. This impossibility
result does not carry over to the hardware-bound implementations, since the hardwarebound white-box program is, by itself, not a functional implementation of the encryption
scheme. Thus, we have an impossibility result for WBIs without hardware-binding that
does not seem to carry over to WBIs with hardware-binding.
In Section 2.10.2, we discuss a hardware-bound white-box construction by ABFJW
that relies on a puncturable key derivation primitive and, thereby, allows to derive a distinct key for each application of the symmetric encryption scheme. Thanks to this, ABFJW
can white-box arbitrary AE-secure symmetric encryption schemes with hardware-binding.
The same approach does not seem to carry over to implementations without hardwarebinding, roughly, again, because in this scenario, the white-box program always needs to
be fully functional on all possible inputs and thus, there is no argument to remove or hide
the key that can be used for a specific encryption operation. In conclusion, we have a feasibility result for hardware-bound WBIs that does not seem to carry over to WBIs without
hardware-binding. While the results do not fully allow to conclude that generic feasibility is more tangible with hardware-binding than without (since the positive and negative
results are not complementary), we speculate that indeed, a white-box competition on
hardware-bound white-box programs might be more likely to yield designs that cannot be
attacked for a long time. In fact, in our competition scenario discussed in Section 2.8, the
attacker has indeed less capabilities than in the first editions of the white-box competitions. Most importantly, the attackers are only able to run the white-box implementation
a limited number of times. This reduces the attackers’ capability to collect input-output
pairs, execution traces and perform cryptanalysis and automated attacks on the implementations [ABBB+ 19]. Recall that this is not an artificial weakening of the adversary
but rather an adaptation motivated by the practical use case of white-box cryptography
in mobile payment applications, where an adversary is not the owner of the application
(unlike in the DRM scenario). Conveniently, the hardware-bound setup also allows for
benchmarking of white-box implementations, e.g., by specifying the number of hardware
values and thus software-traces that the adversary can obtain.

CHAPTER 3

Incompressibility from Basic Assumptions

In Chapter 2 we discussed important security properties for the DRM and mobile payment settings. We argued that incompressibility is more useful in the DRM use case
than for mobile payment. Although many incompressible WBIs have been proposed in
the literature, their constructions use either public-key type assumptions or non-standard
symmetric-type assumptions. We provide an encryption scheme that admits an incompressible white-box implementation based on the standard assumption of the existence
of one-way permutations (OWPs). This chapter is based on the paper [ABAB+ 19]. My
contributions are in the derivation of the technical results and mostly in Sections 3.3, 3.4.

3.1 — Introduction
White-box cryptography was introduced by Chow, Eisen, Johnson and van Oorschot
in 2002 in order to protect keys in symmetric ciphers when implemented in insecure
or adversarially controlled environments [CEJvO02b, CEJvO02a]. The original proposal
was motivated by Digital Rights Management (DRM), and white-box cryptography has
been used in this context for many years. In recent years, mobile payment applications
became popular and, originally, relied on secure hardware that communicated via NearField Communication (NFC) (cf. NFC-based payment products by Mastercard, Visa and
Google Wallet [SCAMNCwp14]). Android 4.4 added host-card emulation (HCE) which
allows to implement the NFC protocols in software-only. Hereby, white-box cryptography has become an integral building block of mobile payment applications. Mastercard
promotes the use of white-box cryptography in the payment applications that Mastercard
certifies. I.e., the Mastercard security guidelines for payment applications make the use
of white-box cryptography mandatory [Mas17].
The wide-spread deployment of white-box cryptography stands in contrast with the
state-of-the-art in white-box research. Currently, there are no long-term secure WBIs of
standard ciphers in the academic literature. Proposed white-box constructions for both
DES [CEJvO02b, LN05] and AES [CEJvO02a, BCD06b, XL09, Kar10] have been subsequently broken by [JBF02, GMQ07, WMGP07] and [BGE04, MWP10, MRP12, LRM+ 13],
respectively. Moreover, Bos, Hubain, Michiels, and Teuwen [BHMT16] and Sanfelix, de
Haas and Mune [SdHM15] introduced Differential Computational Analysis (DCA) which
is a generic approach to extract embedded keys from a large class of WBIs automatically,
i.e., without human reverse-engineering effort. As explained in [ABBMT18], popular
frameworks for implementing white-box cryptography are particularly vulnerable to such
automated attacks.
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In order to promote research on good candidates for WBC, CHES 2017 organized
the white-box competition CHES 2017 Capture the Flag Challenge [Con17] to white-box
AES-128. Unfortunately, all candidates were broken eventually. Most candidates lasted
only 2 days, whereas some candidates resisted attacks for several weeks. Such a level of
short-term security might already be useful, as long as the secret key and the white-box
design can be updated on a regular basis. In light of these results, one might wonder
whether there exists a long-term secure WBI of AES. Short of being able to provide a
practically secure WBI of AES itself, we approach feasibility from the reduction-based
approach in cryptography and aim to base secure WBIs on well-studied, symmetric assumptions. Whereas attacks usually focus on key extraction, positive feasibility results
should aim for stronger, more useful security notions.
Definitions. Systematic definitional studies of security properties for WBC have been
undertaken by Delerablée, Lepoint, Paillier, and Rivain (DLPR [DLPR13]) and Saxena,
Wyseur, Preneel (SWP [SWP09]). Some of the early definitions have been revisited and
refined subsequently [BI15, BIT16, BBK14]. Beyond the modest goal of security against
key extraction, those works cover desirable one-wayness properties: a white-box encryption program should not allow to decrypt (confidentiality) and a white-box decryption
program should not allow to encrypt (integrity).
While one-wayness is a desirable property (and, in particular, implies security against
key extraction), in practice, code-lifting attacks are more prevalent. Given a software
cryptographic implementation with an embedded secret key, the adversary might simply copy the complete implementation and run it on its own device without the need
to recover the embedded secret key. As a means to mitigate code-lifting attacks (and
subsequently re-distribution attacks) most works discuss the notion of incompressibility.
Additionally, DLPR also suggest traceability.
Incompressibility. Incompressibility aims to mitigate re-distribution attacks by building large-size white-box programs, which remain functional only in their complete form.
As soon as the white-box program is compressed or fragments of the program are removed, the program loses its functionality. The intuitive justification of the usefulness
of incompressibility is that if a decryption algorithm is several gigabytes large, then online re-distribution of that algorithm might not be feasible, reducing thus the chances
of an adversary sharing the cryptographic code for unintended purposes. This approach
is particularly useful for the case where one distributes a combination of software and
hardware with large memory.
Constructions. DLPR and SWP show that public-key encryption schemes, considered
as white-boxed symmetric encryption schemes, satisfy confidentiality. Interestingly, DLPR
also show that the RSA function is incompressible when interpreted as a white-boxed cipher. Feasibility results are important, because they illustrate that the hardness of building a white-box version of AES does not hinge on a general impossibility of white-box encryption. In particular, the hardness of building a white-box version of AES is not subject
to the general impossibility result for virtual black-box obfuscation shown in the seminal
paper by Barak, Goldreich, Impagliazzo, Rudich, Sahai, Vadhan and Yang [BGI+ 01].
In a systematic analysis of the obstacles that white-box constructions for AES face, one
might investigate the cryptographic tools and assumptions that are needed. At first sight,
one might expect that white-boxing AES requires public-key type assumptions from Cryp-
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tomania (see Impagliazzo’s survey on average-case complexity [Imp95]) such as trapdoor
functions. Indeed, if the white-boxed version of AES shall satisfy the same confidentiality guarantees as public-key encryption, then the oracle separation by Impagliazzo and
Rudich [IR88] applies.1
In turn, for less demanding notions such as incompressibility, it is conceivable that
white-boxing can be based on symmetric-key type assumptions alone. Indeed, an important step in that direction was made in a recent work by Fouque, Karpman, Kirchner
and Minaud (FKKM [FKKM16]). FKKM present a symmetric-style cipher (i.e., a cipher
that looks like a genuine cipher-design and is not built on public-key type assumptions)
and show that the cipher admits an incompressible implementation, based on a novel
symmetric-style assumption.
In this chapter, we place feasibility of incompressible white-box cryptography only
by assuming the existence of one-way permutations. We provide a white-box encryption scheme and a white-box decryption scheme, whose incompressibility is based on the
assumption of a one-way permutation (See Section 3.4 for a more detailed comparison
between our construction and the construction by FKKM).
Summary of Contributions. We contribute to the foundations of white-box cryptography by showing that incompressible white-box encryption and decryption schemes can
be built based on the assumption of one-way permutations only.
Taking a step back, solid definitions as well as feasibility results and impossibility for
white-box cryptography are needed to clarify whether it is realistic to pursue the goal of
building white-box cryptography with useful long-term security properties, with reasonable efficiency, based on standard assumptions. As the CHES Capture the Flag Challenge
2017 demonstrates, providing a secure WBI of AES is tremendously difficult, and thus
obtaining a solid understanding of the feasibility and limits of white-box cryptography is
needed rather urgently. Our results take a step towards such an understanding and we
encourage further studies on the foundations of white-box cryptography.

3.2 — Preliminaries and Notation
In this chapter we re-use the notation of Section 2.2. We sometimes use ◦ for function
composition, i.e. g ◦ f(x) is the same as g(f(x)). The ◦ notation is helpful to make terms
easier to parse when many functions are composed, as in the standard notation, each
function application introduces a layer of brackets.
In this chapter we adapt Definition 2.1 of a symmetric encryption scheme for the sake
of simplicity. In this definition, the randomness is not explicitly given by the random
nonce.

SE

Definition 3.1. A symmetric encryption scheme
consists of three polynomial-time algorithms (Kgen, Enc, Dec) such that Kgen and Enc are probabilistic polynomial-time algo$
rithms (PPT), and Dec is deterministic. The algorithms have the syntax k ←
− Kgen(1n ),
1
It applies conceptually in the sense that AES is a pseudorandom permutation that is equivalent to the
existence of one-way functions. Strictly speaking, the security of AES is a much stronger assumption than
merely the assumption of a one-way function, but it is fair to conjecture that one cannot turn AES into a secure
public-key encryption scheme without gaining insights into the question for how to build public-key encryption
from one-way functions generally.
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c←
− Enc(k, m) and m ← Dec(k, c). Moreover, the encryption scheme
ness, i.e., for all messages m ∈ M,
$

SE satisfies Correct-

Pr [Dec(k, Enc(k, m)) = m] = 1

(3.1)

where the probability is over the randomness of Enc and k ←
− Kgen(1n ).
$

We now include a definition of authenticated encryption slightly different from Definition 2.2 of nonce-based authenticated encryption2 . We recall that an authenticated
encryption scheme is a symmetric encryption scheme that satisfies ciphertext integrity
and indistinguishability under chosen plaintext attacks.

SE

Definition 3.2. A symmetric encryption scheme
= (AKgen, AEnc, ADec) is an authenticated encryption scheme if for all adversaries A, the advantage
i
h
A,SE n
(1 ) = 1 − 21
Pr
AE

EXP

is negligible, where the experiment

EXPA,

SE
(1n )
AE

k←
− AKgen(1 )
$

n

EXPA,

SE
(1n )
AE

is defined as follows:

ENC(m)

DEC(c)

if b = 0

if b = 0

c←
− AEnc(k, m)

$

$

b←
− {0, 1}
b∗ ←
− AENC,DEC (1n )
$

return (b = b∗ )

if b = 1

c←
− AEnc(k, 0|m| )
$

C ← C ∪ {c}

if c ∈
/C

m ← ADec(k, c)
return m
return ⊥

return c
,SE n
Figure 3.1: The EXPA
(1 ) security game
AE

3.3 — Definitions
Incompressibility aims to make redistribution attacks harder by making the whitebox program too large to distribute. The first formalization of incompressibility was
given by DLPR, and the notion has been adopted and studied in several subsequent
works [FKKM16, BBK14, BI15]. We adopt the incompressibility notion by DLPR with
minor modifications: DLPR consider deterministic ciphers, while we consider randomized encryption schemes. Therefore, our correctness requirement will ask to produce
decryptable ciphertexts rather than ciphertexts that are equal to a target value, as can be
defined for deterministic ciphers. Moreover, we will add an encryption oracle for sake
of completeness. As the adversary has a white-box encryption algorithm, the adversary
can emulate the encryption oracle up to statistical distance and thus, our modification is
merely aesthetic.
2
The difference with the new definition lies in the explicitness of the random nonces and in the description
of the oracles.
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In the (δ, λ)-incompressibility game, conceptually, there are two collaborating adversaries. One is the adversary A that is given a white-box encryption program EncWB and
outputs some smaller value Com. The second collaborating adversary is the decompression algorithm Decomp that will try to decompress Com. The winning condition says that
the pair of adversaries is successful if
(i) Com is shorter than EncWB by λ bits and
(ii) the probability that the decompressed program Decomp(Com) produces a valid ciphertext (i.e., a ciphertext that decrypts correctly) for a random message m ∈
{0, 1}n is greater than δ.
Definition 3.3 (Incompressibility). A white-box encryption scheme
secure if for all PPT adversaries A, the success probability
h
i
A,WBEnc n
Pr
(
1
)
=
1
INC-(δ, λ)

EXP
is negligible, where the experiment EXPA,

WBEnc
(1n )
INC-(δ, λ)

WBEnc is INC-(δ, λ)-

is defined as follows:

EXPA,

RCA()

k←
− Kgen(1n )

0
EncWB
←
− Comp(k)
0
return EncWB

WBEnc
(1n )
INC-(δ, λ)

$

$

EncWB ←
− Comp(k)
$

Com ←
− ARCA,ENC,DEC (EncWB )
if Pr $ [Dec(k, Decomp(Com)(m)) = m] > δ
$

m←
−M

and if |Com| 6 |EncWB | − λ

ENC(m)

DEC(c)

c←
− Enc(k, m) m ← Dec(k, c)
$

return c

return m

return 1
else return 0
,WBEnc n
Figure 3.2: The EXPA
(1 ) security game
INC-(δ, λ)

Incompressibility for White-box Decryption. The definition of incompressibility for
white-box decryption is analogous to Definition 3.3, except that in the former, the compression attack targets a white-box decryption algorithm
WB and thus, the winning condition is Pr $ [Decomp(Com)(Enc(k, (m)) = m] > δ, where the randomness
m←
−M
is over m and Enc.

WBDec

WBDec INC-(δ, λ)-secure if for all PPT

Definition 3.4. A white-box decryption scheme
is
adversaries A, the advantage
i
h
A,WBDec n
Pr
(
1
)
=
1
INC-(δ, λ)

EXP
is negligible, where the experiment EXPA,

WBDec
(1n )
INC-(δ, λ)

is defined as in Figure 3.3.

3.4 — Constructions of White-box Cryptography
In this section, we first discuss existing white-box constructions and then present our
own construction with a security reduction for (δ, λ)-incompressibility, assuming one-way
permutations.
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EXPA,

RCA()

k←
− Kgen(1n )

0
DecWB
←
− Comp(k)
0
return DecWB

WBDec
( 1n )
INC-(δ, λ)

$

$

DecWB ←
− Comp(k)
$

Com ←
− ARCA,ENC,DEC (DecWB )
if Pr [Decomp(Com)(Enc(k, m)) = m] > δ

ENC(m)

∧ |Com| 6 |DecWB | − λ

return c

$

$

m←
−M

DEC(c)

c←
− Enc(k, m) m ← Dec(k, c)
$

return m

return 1
else return 0
,WBDec n
Figure 3.3: The EXPA
(1 ) security game
INC-(δ, λ)

3.4.1 – Existing Constructions. The white-box implementations of standardized cryptographic primitives that have been published in [CEJvO02b, LN05, CEJvO02a, BCD06b,
XL09, Kar10] unfortunately turned out insecure with respect to key extraction (see e.g.
[BHMT16,SdHM15]). In turn, more recent works [DLPR13,BI15,BIT16] follow different
approaches to construct white-box implementations for alternative (non-standardized)
primitives. In [DLPR13, Sec. 6], DLPR build a white-box encryption scheme based on a
public-key encryption scheme which is secure under their security notions of one-wayness
under chosen plaintext attacks and incompressibility. Their implementation is based on
the RSA cryptosystem [RSA78]. They first consider the RSA cryptosystem as a symmetric
cipher and then use the asymmetric properties of RSA to prove the white-box properties.
Likewise, SWP [SWP09] show that public-key encryption systems can first be interpreted
as a symmetric encryption algorithm, so that one can then use the asymmetric properties
to argue about
and
security.
Bogdanov and Isobe [BI15] propose a family of white-box secure block ciphers called
SPACE, and Bogdanov, Isobe and Tischhauser [BIT16] present an improvement of these
designs called SPNbox. The authors claim that these designs are secure under their models for weak and strong space hardness, a variant of the DLPR model for incompressibility.
Their designs are notable in that they present the first symmetric-style construction for
an incompressible white-box encryption scheme. The security of their design is based on
symmetric cryptanalysis techniques. In turn, a recent construction by FKKM [FKKM16]
comes with a security reduction. The reduction reduces incompressibility to a novel
symmetric-style assumption. Our construction below will improve upon FKKM by moving to the (symmetric) standard-assumption of one-way permutations. Another difference between FKKM and our construction is that FKKM restricted the adversary to return
bits of the key rather than arbitrary strings. Such a restriction, potentially, could enable
expansion via secret-sharing, which is highly compressible when allowing for arbitrary
compression algorithms. We remove this restriction.

IND-CPA

IND-CCA

3.4.2 – Incompressible Constructions for White-box Encryption. In this subsection, we provide an incompressible white-box encryption scheme and an incompressible
white-box decryption scheme. We start by introducing our main tool, namely a pseudorandom function that admits a computationally (δ, λ)-incompressible implementation.
Then we show that if a PRF admits a computationally (δ, λ)-incompressible implementation, then there is a (δ, λ − o (1 ))-incompressible white-box encryption scheme and a
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(δ, λ − o (1 ))-incompressible decryption scheme. Finally, we construct a computationally
incompressible PRF, assuming one-way permutations. Jumping ahead, we note that our
incompressible PRF construction makes use of a length-doubling, doubly half-injective
pseudorandom generator, a new tool that we introduce and construct in this work, based
on one-way permutations.
Computationally Incompressible Pseudorandom Functions. In the following, we
consider PRFs whose message and key length are identical, unless stated explicitly otherwise.
Definition 3.5 (PRF-implementation). Let f be a PRF. We call a pair of deterministic polynomial-time algorithms (F, CompPRF ) an implementation of the PRF f with expansion α if
the following hold:
Key expansion ∀k ∈ {0, 1}∗ |K| = α · |k|, where K = CompPRF (k).
Functionality-preservation ∀k ∈ {0, 1}∗ ∀x ∈ {0, 1}|k| , f(k, x) = F(K, x), where K =
CompPRF (k).
Definition 3.6 (Computational PRF-incompressibility). An implementation (F, CompPRF )
of a PRF f with expansion factor α is called computationally (δ, λ)-incompressible, if the
following hold:
Pseudorandomness CompPRF (Un ) is computationally indistinguishable from Uαn .
Incompressibility For any PPT computable leakage function Leak and any PPT computable
adversary S, it holds that, if |Leak(Uαn )| 6 αn − λ, then the probability that the
Leak,S
experiment $
returns 1 is less than δ.

-PRF-INC

$

-PRF-INCLeak,S

PRF-INCLeak,S
$

k←
− {0, 1}n
K←
− Uαn

K ← CompPRF (k)

aux ←
− Leak(K)

aux ←
− Leak(K)

$

$

$

$

$

− {0, 1}n
x←

$

y←
− S(aux, x)

x←
− {0, 1}n
y←
− S(aux, x)
?

return (y = F(K, x))

$

?

return (y = F(K, x))

-PRF-INC

Leak,S
In the $
game, the key K is not generated via CompPRF , but sampled
randomly from the distribution Uαn . The leakage function Leak outputs several bits of
information of K, which are saved in aux. The adversary S tries to compute the value y
by using aux instead of the complete key K. The following lemma states that due to the
pseudorandomness of the key, the success probability of the adversary in the PRF incomLeak,S
pressibility game $
does not depend (except for a negligible amount) on
whether the game uses a real key or a random key. The statement follows directly from
the pseudorandomness property of (F, CompPRF ).

-PRF-INC

Lemma 3.7. Let f be a PRF. If (F, CompPRF ) is a (δ, λ)-incompressible implementation of
the PRF f, then for any PPT computable leakage function Leak and any PPT computable
adversary S, it holds that, if |Leak(Uαn )| 6 αn−λ, then the probability that the experiment
Leak,S
returns 1 is at most negligibly greater than δ.

PRF-INC
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Kgen(1n )
$

k0 ←
− {0, 1}n

Enc(k, m)

Dec(k, c)

k 0 ← k[0 : n − 1]

k 0 ← k[0 : n − 1]

00

k ← k[n : 2n − 1]

k 00 ← k[n : 2n − 1]

k ← k 0 ||k 00

t ← f(k 0 , m)

τ ← ADec(k 00 , c)

return k

τ ← (m, t)

$

k 00 ←
− {0, 1}n

(m, t) ← τ

c←
− AEnc(k , τ)

if t = f(k 0 , m) return m.

return c

else return ⊥

$

Comp(k)

00

C[K, k 00 ](m)

k 0 ← k[0 : n − 1]

t ← F(K, m)

k 00 ← k[n : 2n − 1]

τ ← (m, t)

K := CompPRF (k 0 )

c←
− AEnc(k 00 , τ)

EncWB := C[K, k ](.)
return EncWB
00

$

return c

Figure 3.4: Construction of an incompressible white-box encryption scheme based on PRF f and an authenticated encryption scheme

An Incompressible White-box Encryption Scheme. We now use an incompressible
PRF to construct an incompressible white-box encryption scheme. Hereby, we focus on
integrity features, i.e., the hardness of producing valid ciphertexts from a compressed
algorithm. We achieve this via a message authentication code (MAC) which is generated using the large key K. Additionally, our construction achieves confidentiality via
an authenticated encryption scheme which makes use of a small key k 00 for encrypting
the plaintext and MAC. Since the key k 00 is very short in comparison to K, it does not
affect the incompressibility of our scheme significantly. For simplicity, in the following,
we assume an authenticated encryption scheme whose key generation algorithm AKgen
samples uniformly random keys of the same length as the security parameter.
Construction 2 (Incompressible White-box Encryption Scheme). Let (AKgen, AEnc, ADec)
be an authenticated encryption scheme. Let f be a PRF and let (F, CompPRF ) be an implementation of f with expansion factor α. We construct
= (Kgen, Enc, Dec, Comp)
as given in Figure 3.4.

WBEnc

Theorem 3.8 (Incompressibility). If PRF f admits a computationally (δ, λ)-incompressible
implementation F, then white-box encryption scheme
in Construction 2 is a (δ, λ −
n − o (1 ))-incompressible white-box encryption scheme.

WBEnc

Proof. Given a pair of adversaries (A, Decomp) against (δ, λ)-incompressibility, we need
to construct a pair of adversaries (Leak, S) against the (δ, λ−n− o (1 ))-incompressibility
of the PRF implementation F. The adversary Leak receives as input the key K, then
draws a key k 00 , builds EncWB as C[K, k 00 ] and runs A on EncWB . The adversary Leak
then emulates the oracles that A expects as follows: Comp is a deterministic algorithm
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and thus, the recompilation algorithm would always return the same program EncWB to
A and so does Leak. Likewise, EncWB (·) and Enc(k, ·) are functionally equivalent, and
thus, Leak can perfectly emulate Enc(k, ·) by running EncWB (·). Finally, to emulate the
decryption oracle, the adversary Leak computes a function that is functionally equivalent
to Dec(k, ·) as follows: on input a ciphertext (m, t), the adversary Leak first decrypts
using k 00 and then re-computes the PRF on the message m, using K, and checks whether
the value is equal to t. If yes, Leak returns m. Else, Leak returns ⊥ to the adversary.
Eventually, A produces some output Com that Leak outputs together with k 00 , i.e., aux :=
(Com, k 00 ).
Finally, we need to construct the adversary S from the algorithm Decomp. Given the
leakage aux and a value x, the adversary S runs Decomp on aux and obtains a ciphertext
c that is an encryption of a pair (x, t) under k 00 . S decrypts c using k 00 and returns t.
Analysis. Note that EncWB , encoded as a Turing machine, is a constant number of bits
larger than K and thus, a compressing adversary can strip off those additional bits needed
for the Turing machine encoding whence the loss of a constant in λ. By the winning condition of (δ, λ)-incompressibility, S returns the correct PRF value if and only if Decomp(Com)
returns a ciphertext that decrypts to the correct message. Thus, if (A, Decomp) satisfies
the winning condition with probability greater than δ, so does (Leak, S).
In the next subsection, we present a white-box decryption scheme based on an incompressible PRF. Afterwards, in Section 3.5, we construct an incompressible PRF.
3.4.3 – An Incompressible White-box Decryption Scheme. For constructing a whitebox decryption scheme we focus on the hardness of recovering the message from the
ciphertext. Note that analogous to our encryption scheme presented in Construction 2,
our decryption scheme can be augmented by adding an authenticated encryption scheme
with a comparatively short key on top of it and thus upgrade it to a full authenticated
decryption scheme.
Construction 3 (Incompressible White-box Decryption Scheme). Let f be a PRF and let
(F, CompPRF ) be an implementation of f with expansion factor α. We construct
=
(Kgen, Enc, Dec, Comp) as given in Figure 3.5.

WBDec

Kgen(1n )
$

k←
− {0, 1}n
return k

Enc(k, m)

Dec(k, c)

Comp(k)

r←
− {0, 1}|k|

(r, p) ← c

pad ← f(k, r)
p ← m ⊕ pad

pad ← f(k, r)
m ← p ⊕ pad

K := CompPRF (k) (r, p) ← c

c ← (r, p)

return m

$

C[K](c)

DecWB := C[K](.) pad ← F(K, m)
return DecWB
m ← p ⊕ pad
return m

return c
Figure 3.5: Construction of an incompressible white-box decryption scheme based on a PRF f

Theorem 3.9 (Incompressibility). If a PRF f admits a computationally (δ, λ)-incompressible
implementation F, then the white-box decryption scheme
in Construction 3 is a
(δ, λ − o (1 ))-incompressible white-box decryption scheme.

WBDec
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The proof is analogous to the proof of Theorem 3.8 and thus omitted.

3.5 — Incompressible PRFs from OWPs
The main theorem that we will prove in this section is the following.
Theorem 3.10. Assume that one-way permutations exist. Let α be a function in the security
parameter n such that for all n, α(n) > n and such that for all n, α(n) is a power of 2.
Then, there exists a PRF with a (δ, λ)-incompressible implementation with δ = 1 − λαn +
(n), where λn is the largest integer such that n · λn 6 λ.

negl

We now construct the incompressible PRF that instantiates this theorem. The writing
style of this section is aimed at the parts of the cryptographic community that are familiar with the reduction-based approach to cryptography, see e.g., Goldreich’s textbooks
on the foundations of cryptography for an excellent introduction [Gol00, Gol09]. Recall
that we want to construct a PRF that has its standard small key as well as a much larger,
pseudorandom key that cannot be compressed. Towards this goal, we consider the PRF
construction by Goldreich, Goldwasser and Micali (GGM [GGM84]). Recall that the GGM
idea is to iterate a PRG within a tree structure, where the path within the tree is determined by the bits of the PRF input x. That is, let g be a length-doubling PRG and let g0
be its left half and g1 be its right half. If k is the PRF key, then the GGM PRF is computed
as follows:

GGM(k, x) := gx[|x|−1] ◦ gx[|x|−2] ◦ . . . ◦ gx[2] ◦ gx[1] ◦ gx[0] (k)
We now provide an incompressible implementation of the GGM PRF.
Construction 4. Let f be a GGM PRF. We construct an incompressible implementation F
with expansion factor α = 2` as follows:

f(k, x)
y ← GGM(k, x)
return y

CompPRF (k)

F(K, x)
`

for j from 0 to 2 − 1

kj := GGM(k, bin` (j))

j ← decimal(x[0 : ` − 1])
k ← K[` · j : ` · j + ` − 1]

K ← k0 || . . . ||k2` −1

y ← GGM(k, x[` : |x| − 1])

return K

return y.

Figure 3.6: Construction of an incompressible implementation of the GGM PRF

For Construction 4, the key expansion property is clear, and the pseudorandomness
property follows from the PRF property of the GGM construction. We thus focus on showing incompressibility properties of Construction 4. To do so, intuitively, one needs to argue
that if one loses one bit of the key kj , then one loses one bit of information about all PRF
values that are located in the corresponding branch of the GGM PRF (which corresponds
to evaluations of messages that start by
` (j). Unfortunately, such a tight connection
might not hold generally. Imagine, e.g., the case that the PRG in the GGM construction

bin
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ignores one half of its input and only expands the other half of the input hugely. Likewise,
it might be the case that certain bits of the input only affect the left half of the output
or the right part of the input. To avoid both of those bad properties, we will consider a
PRG that is both left-half injective and right-half injective. We call such a PRG a doubly
half-injective pseudorandom generator (DPRG).
Definition 3.11 (Doubly Half-Injective Pseudorandom Generator). A doubly half-injective
pseudorandom generator (DPRG) is a deterministic polynomial-time computable map g :
{0, 1}∗ → {0, 1}∗ such that the following three properties are satisfied:
Length-doubling For all x ∈ {0, 1}∗ , it holds that |g(x)| = 2 |x|. We write g0 (x) for the left
half of g and g1 (x) for the right half of g.
Doubly half-injective The functions g0 and g1 are injective.
Pseudorandomness g(Un ) is computationally indistinguishable from U2n .
Remark. Note that, as g0 and g1 are length-preserving, injectivity is equivalent to
bijectivity, but we choose the term injectivity because we only need injectivity in our
proofs and because one could define analogous properties also for functions with more
stretch. For a further discussion of modification of this definition, see the end of this
section.
We build on an observation by Garg, Pandey, Srinivasan and Zhandry [GPS16,GPSZ17]
who show that the standard construction of a PRG from a one-way permutation is lefthalf-injective and then transform any left-half injective PRG into a doubly half-injective
PRG.
Definition 3.12 (Left-Half-Injective Pseudorandom Generator). A left-half-injective pseudorandom generator is a deterministic polynomial-time computable map g : {0, 1}∗ →
{0, 1}∗ such that the following three properties are satisfied:
Length-doubling For all x ∈ {0, 1}∗ , it holds that |g(x)| = 2 |x|. We write g0 (x) for the left
half of g and g1 (x) for the right half of g.
Half-injective The function g0 is injective.
Pseudorandomness g(Un ) is computationally indistinguishable from U2n .
For completeness, we include the proof of left-half-injectivity by Garg, Pandey, Srinivasan and Zhandry [GPS16, GPSZ17].
Lemma 3.13 ( [GPS16, GPSZ17]). Assuming the existence of one-way permutations, there
exist left-half injective, length-doubling PRGs.
Proof. Let f 0 : {0, 1}∗ → {0, 1}∗ be a one-way permutation. Then the Goldreich-Levin
hardcore bit [GL89] implies that there exists a one-way permutation f : {0, 1}∗ → {0, 1}∗
with hardcore bit B : {0, 1}∗ → {0, 1}. We define the function G : {0, 1}∗ → {0, 1}∗ ,
as G(x) := f|x| (x)||B(x)||B(f(x))|| . . . ||B(f|x|−1 (x)). Indeed, |G(x)| = 2|x|. The pseudorandomness of G follows from the security of the hardcore bit, see [Gol00], and the
left-injectivity follows, as f is a permutation and therefore, for all `, f` is a permutation,
too.
We can now prove the existence of doubly half-injective pseudorandom generators,
based on one-way permutations.
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Lemma 3.14 (Doubly Half-Injective Pseudorandom Generators). Assuming the existence
of one-way permutations, there exist DPRGs.
The proof follows directly by combining Lemma 3.13 and the following proposition.
Proposition 3.15. If G = G0 ||G1 is a left-half injective, length-doubling PRG, where G0
denotes its left, injective half, then g is doubly half-injective PRG, where g is defined as

g(x0 ||x1 ) := G0 (x0 )||G1 (x0 ) ⊕ G0 (x1 )||G0 (x1 )||G1 (x1 ) ⊕ G0 (x0 ),
where || denotes concatenation and where ⊕ binds stronger than || and where w.l.o.g., we
consider even length |x| and denote x0 the left half of x and x1 the right half of x.
Proof. Consider a left-half injective length-doubling PRG G = G0 ||G1 , where G0 denotes
its left, injective half. We need to show that g is a doubly half-injective PRG, where g is
defined as

g(x0 ||x1 ) := G0 (x0 )||G1 (x0 ) ⊕ G0 (x1 )||G0 (x1 )||G1 (x1 ) ⊕ G0 (x0 ),
where || denotes concatenation and where ⊕ binds stronger than || and where w.l.o.g.,
we consider even length |x| and denote x0 the left half of x and x1 the right half of x.
Double Half-Injectivity. We show that g0 (x0 ||x1 ) = G0 (x0 )||G1 (x0 ) ⊕ G0 (x1 ) is injective. The injectivity of g1 then follows analogously. Let w0 ||w1 be such that g0 (w0 ||w1 ) =
g0 (x0 ||x1 ). Firstly note that G0 is a permutation and therefore, x0 = w0 . Substituting this
equality into G1 (w0 ) ⊕ G0 (w1 ) = G1 (x0 ) ⊕ G0 (x1 ), we obtain that G0 (w1 ) = G0 (x1 ).
As G0 is a permutation, it follows that w1 = x1 .
Pseudorandomness. We now prove the pseudorandomness property. We denote by
11
10
1
01
U0n , U00
n , Un , Un , Un , Un independent, uniform distributions on n bits. We use that the
0
01
output of the PRG G0 (Un )||G1 (U0n ) is computationally indistinguishable from U00
n ||Un
1
1
10
11
and that G0 (Un )||G1 (Un ) is computationally indistinguishable from Un ||Un . We get

G0 (U0n )||G1 (U0n ) ⊕ G0 (U1n )||

G0 (U1n )||G1 (U1n ) ⊕ G0 (U0n )

≈

c

1
01
U00
n ||Un ⊕ G0 (Un )||

≈

c

10
01
U00
n ||Un ⊕ Un ||

00
11
U10
n ||Un ⊕ Un

s

01
U00
n ||Un ||

11
U10
n ||Un

≈

G0 (U1n )||G1 (U1n ) ⊕ U00
n

11
The last step follows, as U01
n and Un are independent from the other uniform distributions. We thus proved that G is a pseudorandom generator. Note that the restriction on
even input length can be removed by using G0 and G1 with matching input and output
length (G1 needs to output strings that are one bit longer than those output by G0 ) and
by truncating the output of G1 appropriately when creating the padding for the shorter
half. This concludes the proof of Proposition 3.15.

We now prove the incompressibility properties of the GGM pseudorandom function
when based on a DPRG.
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Lemma 3.16. Let f be the GGM PRF using a DPRG g = g0 ||g1 . We denote by m the
input length of the input x to the PRF. Then for each pair of randomized, possibly inefficient
algorithms (Leak, S), there exists a randomized possibly inefficient algorithm P such that
the probability that the following two experiments return 1 is equal.
$

-PRF-INCLeak,S
$

-KEY-INCLeak,P

$

$

k←
− Un

k←
− Un

aux ←
− Leak(k)

aux ←
− Leak(k)

$

$

$

x←
− {0, 1}m
$

y←
− S(aux, x)

$

k0 ←
− P(aux)
?

0
?
return (y = f(k, x)) return (k = k)

Moreover, for each pair of possibly inefficient algorithms (Leak, P), there exists a randomized possibly inefficient algorithm S such that the probability that the two experiments
Leak,S
Leak,P
$
and $
return 1 is equal.

-PRF-INC

-KEY-INC

Proof. We observe that for each x ∈ {0, 1}m , the function f(·, x) is a permutation as,
depending on the bits of x, it applies the functions g0 and g1 several times subsequently
to the input k. As g0 and g1 are permutations, we have a fixed sequence of permutations
(depending on the bits of x) that we apply to k. A fixed sequence of permutations is a
permutation as well. Therefore, any unpredictability on k immediately translates into
unpredictability on the function values of the PRF. We now prove this statement formally.
We use the notation fx (·) for f(·, x) to emphasize that x is fixed and now, for each pair of
algorithms (Leak, S), construct and algorithm P (left column). We also describe how for
each pair of algorithms (Leak, P), one can construct an algorithm S (right column).

P(aux)

P(aux, x)

$

− Un
x←
$

$

y←
− S(aux, x) k 0 ←
− P(aux)
1
k 0 := f−
x (y)

y := f(k 0 , x)

return k 0

return y

As fx is a permutation, k 0 = k if and only if f(k 0 , x) = fx (k 0 ) = fx (k) = f(k, x) and the
claim follows.
In other words, the average min-entropy (see Dodis et al. [DRS04] and Reyzin [Rey11])
of f(Un , Um ), conditioned on Leak(Un ), is equal to the average min-entropy of Un , conditioned on Leak(Un ). We recall the definition of average min-entropy.
Definition 3.17 (Average Conditional Min-Entropy). Let (Y , Z) be a pair of random varie ∞ (Y|Z) and defined as
ables. The average min-entropy of Y conditioned on Z is denoted H



h
i
− log E $
max Pr [Y = y|Z = z] = − log E $
2−H∞ (Y|Z=z) ,
z←
−Z y
z←
−Z
where H∞ (Y|Z = z) = − log(max Pr [Y = y|Z = z]) denotes min-entropy.
y
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We can now rephrase Lemma 3.16 as

e ∞ (f(Un , Um )|Leak(Un )) = H
e ∞ (Un |Leak(Un )).
H

(3.2)

Now, we can state the following lemma which concludes the proof of Theorem 3.10.
Lemma 3.18. Let α be a function of the security parameter n such that for all n, α(n) > n
and such that for all n, α(n) is a power of 2. Construction 4 is a (δ, λ)-incompressible PRF
(n), where
implementation with expansion factor α of the GGM PRF with δ = 1 − λαn −
λn is the largest integer such that n · λn 6 λ.

negl

Proof. We need to show that for each pair of efficient algorithms (Leak, S), the probability
Leak,S
(n). We will show that this
that $
returns 1 is smaller than δ +
statement even holds for pairs of inefficient algorithms (Leak, S). That is, the property
holds statistically and we need to show that

-PRF-INC

negl

e ∞ (F(Uαn , Un )|Leak(Uαn )) > − log(δ +
H

negl (n)).

(3.3)

First, note that as the length of the output of Leak is upper bounded by λ, we have that

e ∞ (Uαn |Leak(Uαn )).
λ6H
We can now split Uαn into α blocks of n bits each, where we denote the ith block as
Uαn [i], and we obtain

e ∞ (Uαn |Leak(Uαn )) 6
H

α−
X1

e ∞ (Uαn [i]|Leak(Uαn )).
H

i=0

e ∞ (Uαn [i]|Leak(Uαn )), which,
We denote by hi the conditional min-average entropy H
by Equation 3.2, is equal to the entropy of the conditional PRF distribution
e ∞ (f(Uαn [i], Um )|Leak(Uαn )).
H
Putting all together, we obtain that

λ6

α−
X1

hi , where

(3.4)

i=0

∀0 6 i 6 α − 1 : 0 6 hi 6 n.

(3.5)

Recall that we want to prove Inequality 3.3. Using the notation hi , we can re-phrase
Inequality 3.3 equivalently as
α−1
1 X −hi
2
6δ+
S(h0 , . . . , hα−1 ) :=
α

negl (n) .

(3.6)

i=0

To summarize, we need to find h0 ,. . . ,hα−1 such that Inequality 3.4 and Inequality 3.5 are
satisfied and such that the function S(h0 , . . . , hα−1 ) on the left-hand side of Inequality 3.6
is maximized. On the α-dimensional domain that satisfies Inequality 3.5, the expression
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S(h0 , . . . , hα−1 ) is maximized when h0 = . . . = hα−1 = 0. Moreover, S is anti-monotone.
0
That is, if (h00 , . . . , hα−
1 ) 6 (h0 , . . . , hα−1 ) component-wise, then
0
S(h00 , . . . , hα−
1 ) > S(h0 , . . . , hα−1 ).

Moreover, given any point (h0 , . . . , hα−1 ) in the domain [0, n]α , the descent of S is least
steep in the direction of the largest entry hi . As S is symmetric, we obtain that under the
constraints of Inequality 3.4 and Inequality 3.5, S is maximized at h = (n, . . ., n, λrem , 0,
. . ., 0), which contains λn entries n and where λrem is such that λ = λn · n + λrem . We
obtain

S(h) =

1
λn
(λn · 2−n + 2−λrem + (α − λn − 1)) 6 1 −
+
α
α

negl (n) ,

which concludes the proof of the lemma.
Discussion on Stretch and Assumptions. Note that one can obtain DPRGs with more
stretch from a DPRG that is length-doubling simply by first applying the original DPRG
and then applying an injective PRG to the left half and an injective PRG to the right half
of the output of the DPRG. Also note that a DPRG with stretch 2 implies (is actually
equivalent to) the existence of one-way permutations and that one-way permutations
imply injective PRGs via the Goldreich-Levin hardcore bit construction [GL89].
Our construction would also work with a DPRG that stretches its input by more than
a factor of 2. Such a function might be constructed based on one-way functions only,
as g0 and g1 would not be bijective anymore and thus, such a DPRG does not seem to
imply one-way permutations unlike a DPRG whose stretch is exactly 2. In this chapter
we considered DPRGs whose stretch exactly 2. We made no attempt to construct DPRGs
based on one-way functions only, as one-way permutations are a standard symmetric-key
type assumption.3

3
That is, one-way permutations are not known to imply trapdoor functions, and, by the seminal paper of
Impagliazzo and Rudich [IR88], it seems unlikely that anyone would show such an implication anytime soon.
See also Impagliazzo [Imp95] for an excellent survey on cryptographic assumptions.

PART II

CRYPTANALYSIS ON EXTERNALLY
ENCODED WHITE - BOX
IMPLEMENTATIONS

CHAPTER 4

Fault Injection Attack on Aligned Traces

In the previous chapters we discussed theoretical aspects of WBC. From now on, we deal
with the practical aspects of WBC and in particular with attacks. The BGE attack [BGE04]
is a well-known algebraic attack on white-box AES implementations. In contrast to automated attacks, algebraic attacks generally require reverse engineering of the white-box
implementation before the attack can be applied. This chapter presents a method to automate the BGE attack on a class of white-box AES implementations with aligned execution
traces that have a specific type of output external encoding and any input external decoding. The method uses fault injections to automatically locate the round boundaries so
that an attacker can apply the BGE attack to those rounds. In case secret sharing schemes
are employed to split the internal values, we show how to construct suitable inputs to
the BGE attack. We successfully applied the attack to a white-box AES implementation
provided at the CHES 2016 capture the flag challenge. This chapter is based on the paper [AMR20]. In Chapter 5 we show how to attack WBIs that do not have aligned traces.

4.1 — Introduction
In the white-box model, the adversary has full access to the implementation of a cryptographic cipher and its execution environment. For example, the adversary can read
or modify any intermediate result of the computations. White-box cryptography was introduced in 2002 in [CEJvO02a], and aims to protect the secret key of a cryptographic
cipher in the white-box model. The cryptographic cipher considered in [CEJvO02a] is
AES [NIS01]. White-box AES implementations are widely used in practice, for example,
in digital rights management systems and cloud-based payments [ETS18].
There are two types of attack on white-box AES implementations. The first type of attack is based on mathematical cryptanalysis and is referred to as an algebraic attack. The
well-known BGE attack [BGE04] is a prominent example of such an attack. An algebraic
attack typically requires the adversary to reverse engineer the implementation to locate
suitable inputs to the attack. A number of algebraic attacks, including the BGE attack, are
also very efficient if the white-box implementation uses external encodings. The second
type of attack is called automated attack and is based on Side Channel Analysis (SCA) or
Differential Fault Attack (DFA). Examples of these attacks on white-box AES implementations are DFAs [AMR19] and differential computation analysis [BHMT16]. Compared to
algebraic attacks, an advantage of SCAs and DFAs is that they can be easily automated.
However, the use of external encodings is typically a good security measure against SCAs
and DFAs.
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The attack presented in [AMR19] is an example of an automated attack that is also
efficient if a specific type of external encoding on the ciphertext is used, combining advantages of DFA techniques and algebraic attacks. This chapter presents a method to
automate the BGE attack for a similar class of white-box AES implementations. The
method is related to the attack presented in [AMR19]; however, it is easier to describe
and implement and it is more efficient, at the cost of an assumption on the alignment of
computational traces. The method uses DFA techinques to identify locations in computational traces that can be used to generate inputs for the BGE attack. Unlike [AMR19],
we do not make an assumption on how such locations can be found, partly validating
the related assumption in [AMR19]. An implementation of the new method was applied
successfully to the Whitebox Crypto #1 CHES 2016 capture the flag challenge [CHE16].
The work presented in this chapter can be considered as a first step towards automating the BGE attack for more generic types of external encoding, e.g. the type considered
in [CEJvO02a].
The remainder of this chapter is organized as follows. Section 4.2 contains a brief
description of AES, a description of suitable inputs to the BGE attack, and the assumptions
on the white-box AES implementation. The new method, including a heuristic analysis,
and a description of its implementation are presented in Section 4.3. Finally, concluding
remarks can be found in Section 4.4.

4.2 — Preliminaries
4.2.1 – AES. AES is a symmetric block cipher with a block size of 128 bits and a key
size of either 128, 192, or 256 bits. This work assumes that the variant with a key size of
128 bits is used. The number of rounds equals 10 in this case. The operations of AES are
performed on a 4 × 4 array of bytes. The bytes in a state u are defined as:

u0
u1
u2
u3

u4
u5
u6
u7

u8
u9
u10
u11

u12
u13
u14
u15

with ui ∈ F28 for i = 0, 1, . . . , 15. The state u is also denoted by (u0 , u1 , . . . , u15 ) ∈
F16
in the following text. As in [NIS01], an element of F28 is represented as a 2-digit
28
hexadecimal number. Its binary equivalent corresponds to the polynomial representation
of the field that uses x8 + x4 + x3 + x + 1 ∈ F2 [x] as the irreducible polynomial. The first
state is equal to the plaintext and the final state is equal to the ciphertext. AES Round r
with 1 6 r 6 9 consists of the following four operations on the state:
• ShiftRows cyclically shifts the bytes of the rows of the state. When the ShiftRows
operation (denoted by SR) is applied to the state u, then the second, third, and
fourth row of the new state equal (u5 , u9 , u13 , u1 ), (u10 , u14 , u2 , u6 ) and (u15 , u3 ,
u7 , u11 ), respectively.
• SubBytes applies the AES S-box S : F28 → F28 to each element of the state.
• MixColumns multiplies each column of the state with an invertible matrix MC ∈

4.2. Preliminaries

69

4
F42×
and is defined as:
8

02
01
MC = 
01
03


03
02
01
01

01
03
02
01

01
01
.
03
02


.
• AddRoundKey adds each byte of the 128-bit round key to a byte of the state; the
round key is computed form the 128-bit AES key using the AES key scheduling
algorithm.
Before the first round, the AES key is added to the plaintext, and Round 10 consists of
three operations instead of four: the MixColumns operation is omitted in the final round.
For detailed information about AES, refer to [NIS01].
The concept of AES subrounds is used to describe suitable inputs to the BGE attack.
(r,j)
In the following definition, ki
with 1 6 r 6 9 and 0 6 i, j 6 3 denote the 16 bytes of
the 128-bit round key of Round r.
Definition 4.1. Let xi ∈ F28 for i = 0, 1, 2, 3. An AES subround is a function AES(r,j) :
F428 → F428 with 1 6 r 6 9 and 0 6 j 6 3, defined as:
(r,j)

AES(r,j) (x0 , x1 , x2 , x3 ) = (k0

(r,j)

, k1

(r,j)

, k2

(r,j)

, k3

)+

(S(x0 ), S(x1 ), S(x2 ), S(x3 )) · MCT .
Note that an AES round consists of 4 subrounds and that the ShiftRows operation
defines how the subrounds of 2 consecutive rounds are connected. A well-known property
of an AES subround is:
Property 4.2. Let (y0 , y1 , y2 , y3 ) = AES(r,j) (x0 , x1 , x2 , x3 ). If three out of the four inputs
xi with 0 6 i 6 3 are constant, then there is a bijective relation between the fourth input
and each of the four outputs yi with 0 6 i 6 3.
This implies the following related property of an AES round:
Property 4.3. Let (x0 , x1 , . . . , x15 ) be the input to AES Round r with 1 6 r 6 9 and let
(y0 , y1 , . . . , y15 ) be its output. If 15 out of the 16 inputs xi are constant, then there is a
bijective relation between the 16th input and four of the 16 outputs yi , while all other 12
outputs remain constant.
A well-known property of the AES key scheduling algorithm is that the 128-bit AES
key can be computed if the value of any of the 128-bit round keys is known.
4.2.2 – The BGE Attack. Although it can be applied more generally, the BGE attack [BGE04] was presented as an attack on the white-box AES implementation of [CEJvO02a], extracting the AES key with a work factor of 230 . In 2014, it was shown
in [LRM+ 13] that this work factor can be reduced to 222 by optimizing certain steps of the
attack. This section describes suitable inputs for the BGE attack. The method presented
in Section 4.3.1 then uses a DFA technique to locate such inputs automatically.
(r,j)
In the following definition, the function Π1
: F428 → F428 permutes the order of
(r,j)

the four inputs of the subround AES(r,j) and the function Π2

: F428 → F428 permutes
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the order of its four outputs. Further, the function π is a permutation on {0, 1, 2, 3} and
(r,j)
(r,j)
Pi , Qi
: F28 → F28 denote bijective functions for 1 6 r 6 9 and 0 6 i, j 6 3. A
vector of four functions is a function that applies the ith function in the vector to its ith
input.
(r,j)

Definition 4.4. An encoded AES subround AESenc
0 6 j 6 3 is defined as:
(r,j)

(r,j)

AESenc =(Q0

(r,j)

, Q1

(r,j)

, Q2

(r,j)

AES(r,π(j)) ◦ Π1
(r,j)

(r,j)

(r,j)

: F428 → F428 with 1 6 r 6 9 and

(r,j)

) ◦ Π2

(r,j)

(r,j)

, Q3

◦ (P0

(r,j)

, P1

◦

(r,j)

, P2

(r,j)

, P3

).

(r,j)

The functions Π1 , Π2 , Pi , Qi , and π are white-box encodings which are
randomly chosen and kept secret.
(r,j)
An encoded subround AESenc is not necessarily unique in a WBI. If the adversary
is able to modify the inputs of four encoded subrounds of Round r and four encoded
subrounds of Round r+ 1 with 1 6 r 6 8 to any chosen value and read the corresponding
outputs of the encoded subround, then the first phases of the BGE attack can be applied
(r,j)
to extract the 16 round key bytes ki
with 0 6 i, j 6 3. A necessary condition is
that the set comprising the 16 outputs of the encoded subrounds of Round r and the set
comprising the 16 inputs of the encoded subrounds of Round r + 1 are the same. For
details, refer to [BGE04] or [LRM+ 13].
After the first phases of the BGE attack, the order of the 16 round key bytes is still
unknown since the order of the four AES subrounds and the order of the output bytes
within an AES subround are still unknown. One option to determine the correct order is
to perform an exhaustive search over all possibilities. Note that the number of possibilities
equals (4!)5 ≈ 223 . Another option is to also extract the round key bytes of Round r − 1
and use the data-flow of the white-box AES implementation and the AES key scheduling
algorithm to determine the correct order, enabling an over-all work factor of 222 (for
details, refer to [LRM+ 13]). We assume that the bytes of one AES round key are extracted
and that an exhaustive search is performed to determine their correct order. However,
the method presented in Section 4.3.1 can also be applied to extract more AES round
keys, provided that Assumption 4.8 below is adapted accordingly. Finally, the BGE attack
uses the AES key scheduling algorithm to determine the 128-bit AES key from one AES
round key.
Observe that Property 4.2 also applies to the inputs and the outputs of an encoded
subround:
(r,j)

Property 4.5. Let (ỹ0 , ỹ1 , ỹ2 , ỹ3 ) = AESenc (x̃0 , x̃1 , x̃2 , x̃3 ). If three out of the four inputs
x̃i with 0 6 i 6 3 are constant, then there is a bijective relation between the fourth input
and each of the four outputs ỹi with 0 6 i 6 3.
This implies the following related property (see also Property 4.3 above):
Property 4.6. Let encoded AES Round r with 1 6 r 6 9 be defined by four encoded
(r,j)
subrounds AESenc for j = 0, 1, 2, 3. Further, let (x̃0 , x̃1 , . . . , x̃15 ) be its input and let
(ỹ0 , ỹ1 , . . . , ỹ15 ) be its output. If 15 out of the 16 inputs x̃i are constant, then there is
a bijective relation between the 16th input and four of the 16 outputs ỹi , while all other 12
outputs remain constant.
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As detailed in Section 4.3, the method presented in this chapter will use this property
as a basic check to identify suitable inputs to the BGE attack, i.e. to identify inputs and
outputs of encoded subrounds as described above.
4.2.3 – Assumptions. This section lists the assumptions, defining the class of whitebox AES implementations that the automated BGE attack applies to. The first assumption
specifies the class of external encodings on the output of AES:
Assumption 4.7. Let the AES ciphertext C be denoted by (c0 , c1 , . . . , c15 ) ∈ F16
. Further,
28
let Ei : F28 → F28 for i = 0, 1, . . . , 15 be bijective functions and let Π be a permutation on
the 16 elements of the ciphertext. The output encoding E : F16
→ F16
is defined as:
28
28

E(C) = Π((E0 (c0 ), E1 (c1 ), . . . , E15 (c15 ))).
The functions Ei and Π are white-box encodings which are randomly chosen and kept
secret. The assumption is similar to Assumption 1 in [AMR19]; however, Assumption 1
above also includes a permutation of the 16 elements of the ciphertext.
In a white-box environment, the adversary can execute the white-box AES implementation with an input of choice and read all encoded intermediate results and the encoded
ciphertext. The plaintext input to the implementation may also be encoded. This work
does not make any assumption on the type of external encoding on the plaintext. As the
value of the plaintext can be chosen at random and does not need to be known in the
attack presented in this chapter, the adversary can always simply generate an input at
random.
A computational trace can contain any information gathered during the execution of
the white-box AES implementation, and typically includes all the encoded intermediate
values and the encoded ciphertext value. The second assumption relates to the type of
internal encodings used and allows the WBI to use a specific type of secret sharing as a
security measure (secret sharing is a well-known measure against SCA attacks):
Assumption 4.8. A computational trace is represented as a sequence of byte values and the
trace contains for each input xi of each subround of Rounds 8 and 9, a set of si > 1 8bit encoded values x̃i,0 , x̃i,1 , . . . , x̃i,si −1 such that xi = F(i) (x̃i,0 , x̃i,1 , . . . , x̃i,si −1 ) for some
function F(i) : Fs28i → F28 with the following property: if we keep si − 1 of the inputs to F(i)
constant, then there is a bijective relation between the remaining input and xi .
Finally, the third assumption relates to the alignment of traces:
Assumption 4.9. The order of the encoded bytes in a computational trace does neither
depend on the value of the plaintext nor on the value of the encoded bytes, also if one or
more encoded byte values are modified by the adversary during an execution of the WBI.
In particular, this assumption implies that the WBI does not randomize the order of
its instructions for different executions.
Since the method presented in this chapter uses a DFA technique, it is also implicitly
assumed that the WBI does not contain dedicated security measures against DFA. For
example, such a measure could detect a fault injection and then halt the execution. This
would make it impossible for the adversary to inspect and use the corresponding encoded
ciphertext.
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The main differences with the assumptions in [AMR19] are: (1) this attack assumes
that computational traces are aligned (see Assumption 4.9 above), and (2) this attack
does not make an assumption on how locations associated with the encoded values of
Assumption 4.8 can be found in a computational trace. In particular, this means that the
work in this chapter partly validates the assumption in [AMR19] that is related to finding
such locations.

4.3 — Automating the BGE Attack
4.3.1 – Description of the Method. As indicated in Section 4.2.2, to extract one
round key using the BGE attack, it is sufficient to have access to encoded AES subrounds
(r,j)
(r+1,j)
AESenc and AESenc
for j = 0, 1, 2, 3 and for some 1 6 r 6 8, where the outputs of the
encoded subrounds of Round r are the inputs to the encoded subrounds of Round r + 1
(i.e. the encoded subrounds use the same interface between Rounds r and r + 1).
As common in DFA attacks, the method starts at the end of the AES implementation,
deriving outputs of and inputs to encoded subrounds of Round 9 since Round 10 does not
contain the MixColumns operation. Because of Assumption 4.7, the 16 outputs of the 4
encoded subrounds are simply defined as the 16 outputs of the white-box AES implementation. Next, an exhaustive search over all byte locations in the computational trace is
performed to determine locations that are associated with inputs of encoded subrounds
of Round 9. To this end, the WBI is executed 28 times for each Location L. All executions are performed using the same randomly generated input to the WBI, but differ in
that a different fault is injected into Location L during each of these executions. Next,
it is checked if the 28 outputs of the WBI satisfy Property 4.6. If this is the case, then a
candidate for a location is found. The set containing all candidate locations is denoted by
C. Note that in practice less than 28 executions will be required for most locations since
this process can be stopped for a location as soon as it is clear that Property 4 cannot be
satisfied.
The property of the function F(i) in Assumption 4.8 implies that the locations of encoded shares that are associated with the inputs of encoded subrounds of Round 9 are
elements of C. The remainder of this section assumes that there are no “false positives”
in C; in other words, it assumes that each element of C is a location of such an encoded
share. This assumption is validated in the Sections 4.3.2.
Recall that 16 locations need to be identified, each location being a unique input
to one of four encoded subrounds of Round 9. However, C may contain more than 16
elements. First, there may be more than one candidate location associated with an input
of an encoded subround, caused by the fact that an encoded subround is not necessarily
unique. The following step first removes each candidate location from C for which its
encoded byte value depends on the byte value of an earlier candidate location:
• For each location L ∈ C (e.g. in order of their occurrence in the computational
trace), remove all L 0 ∈ C that: (a) occur after L in the computational trace and (b)
for which the value at location L 0 changes if a non-zero fault is injected at location
L.
Second, there may be more than one candidate solution in C associated with one input
to an encoded subround since the WBI may use a secret sharing scheme as described in
Assumption 4.8. The following step partitions C into 16 subsets, each subset containing
the shares associated with a unique input of an encoded subround of Round 9. To describe
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this step, let OL be the set of 28 white-box AES outputs that are obtained by injecting 28
faults into L ∈ C, using the same randomly generated plaintext for all L ∈ C.
• Partition the set C based on the following rule: L and L 0 are in the same subset if
and only if OL = OL 0 .
For every set S in the partition, let k denote the size of S and let DS ∈ Fk
28 denote the set
of possible values of the corresponding encoded bytes in the WBI. Note that DS can be
determined by executing the WBI a number of times, using randomly generated inputs
and observing the values of the encoded bytes at the locations in S.
Next, choose an arbitrary mapping fS : DS → F28 with the following property: for
any (ũ, ṽ) ∈ D2S , fS (ũ) = fS (ṽ) if and only if the subround outputs associated with ũ and
ṽ (while keeping all other inputs constant) are the same. In other words, the function
values are the same if and only if ũ and ṽ are associated with the same value of the
non-shared byte result (i.e. the byte referred to as xi in Assumption 4.8).
For each of the 16 sets S, fS (ũ) is now chosen to be a new, additional intermediate
value of the WBI. To compute the “inverse” of fS (ũ) in this implementation, an arbitrary
ṽ ∈ DS with fS (ṽ) = fS (ũ) is selected for each set S. This additional intermediate step
in the WBI (temporarily) removes the secret sharing and defines an interface between
Rounds 8 and 9 that comprises 16 encoded bytes. These bytes are then chosen as the
inputs to the encoded subrounds of Round 9. The assignment of 4 outputs and 4 inputs
to one encoded subround follows trivially from the sets OL . This completes the determination of four encoded subrounds of Round 9.
Next, the above process is applied to Round 8, in which the interface described above
now comprises the outputs of the encoded subrounds of Round 8. Assumption 4.9 ensures
that this interface does not change during this process. As indicated in Section 4.2.2, the
BGE attack can be applied to extract the 128-bit AES key after the 4 encoded subrounds of
Round 8 and the 4 encoded subrounds of Round 9 have been determined. Assumption 4.9
also ensures that the step in the BGE attack that requires modifying the inputs of the
encoded subrounds of Round 8 to chosen values and reading the corresponding outputs
of the encoded subround can be performed.
4.3.2 – Heuristic analysis. The following heuristic analysis investigates the probability that an encoded byte x̃, located before the earliest location of an encoded byte that is a
suitable input to the BGE attack, satisfies Property 4.6, resulting in a “false positive”. The
text below assumes that the fault injection only affects the inputs of one AES subround,
as intuitively, such cases will have the highest probability of satisfying Property 4.6. As
before, the input and the output of this AES subround are denoted by (x0 , x1 , x2 , x3 ) and
(y0 , y1 , y2 , y3 ), respectively. In order to cause a false positive, the value of each yi with
0 6 i 6 3 needs to range over all possible 256 values when the value of x̃ ranges over all
256 values. In addition, the values of more than one xi with 0 6 i 6 3 need to change
during this process, since otherwise a suitable input to the BGE attack would be identified.
With slight abuse of notation, in the remainder of this section the inputs and outputs of
the subround are considered to be elements of F82 and the MixColumns operation before
×32
the subround is considered to be an element of F32
.
2
The following model is assumed in the analysis: a byte x 0 and a bijective (possibly nonlinear) white-box encoding g : F28 → F82 exist such that x 0 = g(x̃), and such that either:
(1) x 0 is a non-encoded intermediate result, or (2) x 0 is part of an encoded intermediate
result, the white-box encoding being linear over F2 and applied to more than one non-
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Influence

Min

Max

Mean

Var

4

141

185

162.01

5.00

3

141

186

162.00

4.98

2

146

180

162.37

5.02

Table 4.1: Distribution of |O| for different Influences

encoded byte. Next, in case of (1), it is assumed that the input to the AES subround
depends linearly (over F2 ) on x 0 . For example, this linear relation may be caused by the
MixColumns operation if the fault is injected before this operation. Further, in case of (2),
it is assumed that there is an affine relation between x 0 and the input to the AES subround.
For example, this may hold true if the fault is injected during the computations of the
MixColumns operation which, in addition to the encoding g, is typically encoded using a
linear white-box encoding operating on more than one byte. It can be easily verified that
in both cases, the set I consisting of all inputs to the AES subround when x̃ ranges over
all possible values is of the form I = {(x0 + cL0 , x1 + cL1 , x2 + cL2 , x3 + cL3 ) | c ∈ F82 }
for some Li ∈ F28×8 for i = 0, 1, 2, 3.
Experiments were conducted for different sets I. One experiment takes one specific
set I as input, and computes the cardinality of the set O = {y0 | (y0 , y1 , y2 , y3 ) =
AES(i,j) (x̃0 , x̃1 , x̃2 , x̃3 ) ∧ (x̃0 , x̃1 , x̃2 , x̃3 ) ∈ I}. A necessary condition to satisfy Property 4.6
is that this number equals 256 (note that this condition is not sufficient since only one
output yi is considered). Observe that the size of this set does not depend on the value of
(r,j) (r,j) (r,j) (r,j)
(k0 , k1 , k2 , k3 ) of the AES subround, so this value can be taken equal to zero.
In total, 11 types of experiment were conducted. The input (x0 , x1 , x2 , x3 ) is generated
at random for every type of experiment, and each type of experiment considers matrices
(L0 , L1 , L2 , L3 ) ∈ F82×32 of a specific form. The rank of (L0 , L1 , L2 , L3 ) is 8 in all types of
experiments, since the cardinality of O cannot be 256 if the rank is less than 8. Each type
of experiment was repeated 105 times, each time generating a new matrix (L0 , L1 , L2 , L3 )
but keeping the input (x0 , x1 , x2 , x3 ) constant.
The first three types of experiment each consider a different type of matrix (L0 , L1 ,
L2 , L3 ) ∈ F28×32 of rank 8. In the first type of experiment, all the matrices Li ∈ F82×8 for
i = 0, 1, 2, 3 are non-zero and generated at random. The second type of experiment also
uses randomly generated and non-zero matrices Li ∈ F82×8 for i = 0, 1, 2 but chooses L3
to be the zero matrix. Finally, the third type of experiment chooses L2 and L3 to be zero
matrices and generates non-zero matrices L0 and L1 at random. In other words, the first
type of experiment considers a fault injection that affects, or influences, all four inputs
of the AES subround. In the second type the fault only affects the first three inputs, and
in the third type only the first two inputs are affected. The number of affected S-boxes is
called influence in the following text.
The columns Min and Max of Table 4.1 contain the minimum and maximum sizes of
the set O over the 105 times each type of experiment was repeated. In all cases, the observed distribution of |O| can be approximated well by taking 105 samples from a discrete
Gaussian distribution with the listed means and variances.
The remaining eight types of experiment focus on the case in which exactly two Sboxes are affected, i.e. the case in which influence equals two. In all these experiments,
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Rank R

Min

Max

Mean

Var

8

140

182

161.81

5.00

7

142

184

161.98

4.99

6

140

184

162.36

4.96

5

143

185

163.11

4.92

4

145

181

164.70

4.78

3

150

185

167.84

4.60

2

159

192

174.76

4.20
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L2 and L3 are zero matrices, and L0 is the identity matrix I. Each type of experiment considers an L1 of a specific rank R with R = 1, 2, . . . , 8. The motivation for performing these
types of experiment is that, within the model described above, these types are associated
with the “smallest” changes that can be caused to the other three S-boxes.
For R = 2, 3, . . . , 8, each experiment generates a new matrix L1 of rank R at random.
Observe that the choice L0 = I can be made without loss of generality, since {(x0 +
c, x1 + cL1 , x2 , x3 ) | c ∈ F82 ∧ rank(L1 ) = R} = {(x0 + c 0 L0 , x1 + c 0 L0 L1 , x2 , x3 ) | c 0 ∈
F82 ∧ rank(L1 ) = R ∧ rank(L0 ) = 8} and since L0 L1 is also a random matrix of rank R. The
corresponding minimum and maximum sizes of the set O are listed in Table 4.2. In all
cases, the distribution can be approximated well by taking 105 samples from a discrete
Gaussian distribution with the listed means and variances.
If R = 1, then instead of generating matrices L1 of rank 1 at random, an exhaustive
search over all such matrices was performed since their total number equals (28 − 1)2 =
65025 < 105 . This ensures that the time to perform exhaustive search is acceptable. The
choice L0 = I can also be made without loss of generality now since L0 L1 ranges over all
matrices with rank 1 if L0 is a fixed matrix of rank 8 and if L1 ranges over all matrices
of rank 1. The experiments showed that only even numbers occur for |O| if R = 1. The
following lemma will be used to prove this property:
Lemma 4.10. Let 0 6= v ∈ F2n with n > 1, and let the family of sets {V0 , V1 } be a partition
of F2n . If the function fv : F2n → F2n is defined as

fv (x) =

x
x+v

x ∈ V0
,
x ∈ V1

and if the number of elements in V0 is even, then the number of elements in the range of fv
is also even.
Proof. The number of elements in the range of fv is the sum of the number of elements
in V0 and the number of elements in V1 that are mapped onto V1 . Such elements in V1
occur in pairs {x, x + v}, from which the result follows.
Proposition 4.11. If I = {(x0 + c, x1 + cL1 , x2 , x3 ) | c ∈ F82 ∧ rank(L1 ) = 1}, then the
cardinality of O = {y0 | (y0 , y1 , y2 , y3 ) = AES(i,j) (x̃0 , x̃1 , x̃2 , x̃3 ) ∧ (x̃0 , x̃1 , x̃2 , x̃3 ) ∈ I} is
even.
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Proof. The output of the first S-box of the AES subround ranges over all values in F82
when c ranges over all values in F82 . The output of the second S-box assumes two different
values during this process, each of these values occurring exactly 27 times, and the outputs
of the last two S-boxes remain constant. Since all 8 × 8 submatrices of the MixColumns
operation (i.e. considered as matrices in F82×8 ) are invertible, it follows that O = {x + w0 |
x ∈ W0 } ∪ {x + w1 | x ∈ W1 } with {W0 , W1 } a partition of F82 and |W0 | = |W1 | = 27 ,
and for some w0 , w1 ∈ F82 with w0 6= w1 . If Vi = {x + w0 | x ∈ Wi } for i = 0, 1, then
O = {x | x ∈ V0 } ∪ {x + v | x ∈ V1 } for the partition {V0 , V1 } with |V0 | = |V1 | = 27 and
v = w0 + w1 6= 0. The result now follows from Lemma 4.10.
If R = 1, then the corresponding minimum and maximum sizes of the set O are 184
and 200, respectively; however, the observed distribution cannot be approximated well by
sampling from a discrete Gaussian distribution. Replacing the two affected AES S-boxes
by randomly generated permutations and repeating this type of experiment indicated that
this is caused by a property of the AES S-box.
All types of experiment were repeated a small number of times, investigating the
effect of different values of the input (x0 , x1 , x2 , x3 ); however, no noteworthy differences
with the outcome of the experiments described above were observed. Concluding, for
Influence 2 and Rank 1 matrices the maximum size of O reached a value that was closest
to the value 256 required to cause a false positive; however, the gap between 200 and
256 is still significant. Therefore, false positives seem unlikely to occur in practice, which
is also confirmed by the implementation described in the next section.
4.3.3 – Implementation. The method presented in Section 4.3.1 was implemented
and applied to the Whitebox Crypto #1 CHES 2016 capture the flag challenge [CHE16].
This challenge is the white-box AES implementation as defined in [CEJvO02a] but without external encodings. Not using an external encoding on the output is not a limitation
since Property 4.6 is invariant under the external encodings defined in Assumption 4.7,
and since one of these encodings is the identity mapping. Moreover, not using an external encoding on the input is also not a limitation since the method uses randomly
generated plaintexts. The white-box AES implementation of [CEJvO02a] does not use
secret sharing.
The challenge can be found in a repository at [CHE16]. The folder contains the code
of the challenge and it includes a Makefile, an executable, a C library and two C source
files. The file chow_aes3_encrypt_wb.c contains the source code of the white-box
AES implementation. This code can be divided into two parts: the definition of the lookup tables and the code that defines how to navigate through these tables. Apart from the
assignments that are related to the plaintext and the ciphertext, each line of code in the
second part is associated with one table look-up. Moreover, except for a few lines at the
beginning of this code, each table look-up takes an 8-bit value (represented as two 4-bit
values) as input.
To validate the method of Section 4.3.1, faults were injected at the source code level.
In practice, an adversary may only have access to the software binary. Typically, dynamic
binary instrumentation tools like PIN or Valgrind are then used to automate the collection
of computational traces and to perform fault injections. Just like the various capture the
flag challenges, we work under the assumption that the source code is known.
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The fault injections were performed by a Python script that, for any chosen line of code
with an 8-bit input value, can automatically inject a new line of code which changes the
value of the 8-bit input, compiles the code, and computes the corresponding output of the
white-box AES implementation. Next, the Python script repeats this routine for all 256
possible 8-bit faults (i.e. including the zero fault). The method presented in Section 4.3.1
was implemented using this script to inject faults. Executing this attack revealed an interface between Rounds 8 and 9 comprising 16 locations of encoded bytes as described
in Section 4.3.1. In other words, these 16 bytes are the inputs to 4 encoded subrounds of
Round 9. After this, the source code was modified in such a way that these 16 inputs were
now the outputs of the white-box AES implementation. Next, the implementation of the
attack was executed again, revealing an interface between Rounds 7 and 8 comprising of
16 locations of encoded bytes that are the inputs of 4 encoded subrounds of Round 8.
Since the BGE attack itself was not performed, a different check had to be performed to
test whether the identified locations are indeed suitable inputs to the BGE attack. To this
end, it was verified that there exists a bijective relation between each identified location
and the non-encoded input of a unique S-box of the respective AES round. This could be
done since the value of the AES key of the Whitebox Crypto #1 CHES 2016 capture the
flag challenge is known.

4.4 — Conclusion
Section 4.3 presented a method to automate the BGE attack on a class of white-box
AES implementations that uses a specific type of external encoding on the output. The
attack is related to the attack presented in [AMR19]. However, the method in this work
assumes that traces are aligned, simplifying the attack presented in [AMR19] and making
it more efficient since the most time-consuming step in [AMR19] (i.e. Step 1) is no longer
present. Unlike [AMR19], we do not make an assumption on how suitable encoded bytes
can be found in a computational trace. Instead, the heuristic analysis in Section 4.3.2 and
an implementation of the attack described in Section 4.3.3 were used to validate that the
method does find such bytes. This also partly validates Assumption 3 in [AMR19]. Like
the attack in [AMR19], the attack in this chapter is easily automated and it is also efficient
if a specific type of external encoding is used, combining advantages of fault injections
and algebraic attacks. The attack can be considered as a first step towards automating
the BGE attack for more generic classes of external encodings, e.g. the class considered
in [CEJvO02a].
The example measures listed in [AMR19] can also be used to prevent the attack presented in this chapter. In particular, a generic measure against fault injections could be
implemented, e.g. a measure that performs parts of the computations twice, compares
the results, and only outputs the correct encoded ciphertext if these results are equal. Alternatively, or additionally, a more generic type of external encoding on the output could
be used.

CHAPTER 5

Fault Injection Attack on Misaligned Traces

In Chapter 4 we developed an automated attack that isolates the rounds of a WBI of AES.
One of the assumptions on these WBIs is that the execution traces are aligned for all input
plaintexts. In this chapter we present an attack where this assumption is not needed.
Instead of trying to align the traces and apply the approach described in the previous
chapter, here we target directly the DFA equations derived from injecting faults. These
equations present encoded values because of the unknown external encodings. We carry
out the attack by using some of the algebraic methods of the BGE attack. After getting
rid of the internal encodings, standard DFA can be applied to extract the encryption key.
This chapter is based on the paper [AMR19]

5.1 — Introduction
In 2002, Chow et al. introduced the concept of white-box cryptography in [CEJvO02a].
White-box cryptography aims to protect the secret key of a cryptographic algorithm in a
white-box environment. Such an environment assumes that the adversary has full access
to the implementation of the algorithm and full control over its execution environment.
For example, the adversary can execute the algorithm to inspect or modify intermediate results of the computations. To protect the secret key, white-box implementations
obfuscate, or encode, the intermediate results of the algorithm during its computations.
Nowadays, white-box implementations of cryptographic algorithms are widely used in
practice, e.g. in payment applications and in digital rights management systems.
Attacks on white-box implementations can be divided into two types: algebraic attacks
and automated attacks. The first type of attack exploits mathematical relations between
encoded and non-encoded results of the cryptographic algorithm to reverse-engineer the
encodings. A prominent example of an algebraic attack is the BGE attack on a white-box
implementation of the Advanced Encryption Standard (AES) [BGE04]. The second type
of attack exploits information leakage during the execution of the implementation, and
includes attacks based on Differential Computation Analysis (DCA) [BHMT16] and Differential Fault Analysis (DFA) [BS97, JBF02, SdHM15]. Compared to algebraic attacks,
advantages of automated attacks are that they require little to no understanding of the
implementation and that they can easily be automated. Automated attacks are nowadays
considered to be the main threat to the security of white-box implementations of cryptographic algorithms. The use of encodings on the input and the output of the algorithm
is a well-known measure against automated attacks since these attacks typically require
access to either the input or the output of the algorithm.
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This chapter presents a new DFA attack on a class of white-box implementations of
AES with a specific type of external encoding on its output, referred to as a byte external encoding. The attack combines DFA techniques with techniques from the BGE
attack [BGE04] to remove the external encoding and extract the AES key. The class of
white-box implementations is defined by two assumptions on the encoding of the intermediate results of the AES computations. These two assumptions are, for instance, satisfied
by the white-box AES implementations specified in [CEJvO02a, LJK18, LKK18]. The expected work factor of the new attack is dominated by 232 executions of the white-box
implementation. This shows that the use of a byte external encoding on the output will
not offer an adequate level of security in itself for this class of white-box AES implementations.
This chapter is structured as follows: Sect. 5.2 contains a short description of AES
and presents the assumptions on the white-box AES implementation. The new attack is
presented in Sect. 5.3 and conclusions can be found in Sect. 5.5.

5.2 — Preliminaries
We refer to Section 4.2 for the description of AES.
5.2.1 – Assumptions. An external encoding is a function that is kept secret and that
is applied to the plaintext (input) or to the ciphertext (output) of AES. In case of an input
encoding, the inverse external encoding is merged with operations of the first round of
the cipher in the implementation. In case of an output encoding, the external encoding
is merged with operations of the final round of the cipher. Next, software obfuscation
techniques [BBIJ17,CTL97] are applied to protect the external encodings against reverseengineering. This ensures that the plaintext and the ciphertext can be kept obfuscated
in the white-box implementation. The use of external encodings is a measure against a
range of attacks and was already proposed in [CEJvO02a]. In particular, as indicated in
Sect. 5.1, the use of external encodings is a measure against automated attacks since these
attacks typically assume that the adversary has access to the plaintext or to the ciphertext.
Automated attacks are considered to be the main threat to white-box implementations
since they don’t require any reverse-engineering effort.
The first assumption relates to the type of external encoding that is used on the output
of the AES operation. Without loss of generality, this work assumes throughout that the
white-box implementation of the AES encryption operation is available to the adversary
and that the value of the AES key k is fixed.
Assumption 5.1. Let Ei : F28 → F28 be bijective functions, and let the bytes of the AES
ciphertext C associated with plaintext P be denoted by ci for i = 0, 1, . . . , 15. The output
encoding E : F2128 → F2128 is defined as: E(C) = (E0 (c0 ), E1 (c1 ), . . . , E15 (c15 )).
In the following text, E is also referred to as a byte external encoding, and Enck is used
to denote the algorithm implementing AES with external encodings and key k. Note that
no assumption is made on the external encoding on the input; this encoding is discussed
in Sect. 5.3.8. The reason for focusing on byte external encodings is two-fold. First,
external encodings that operate on a byte level can be added to an AES implementation
without a performance penalty. If the external encodings operate on a larger state then
typically the implementation size increases; for example, in the implementation of Chow
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et al. [CEJvO02a] this increase is around 20%. Second, the analysis of the security offered
by byte external encodings can be seen as a first step. A future research direction is to
analyze the security offered by a more generic class of external encodings.
The white-box model assumes that the adversary has full control over the execution
environment of the white-box AES implementation. In particular, the adversary can execute the implementation using different inputs and observe the corresponding outputs
and all the intermediate results of the computations. In addition, the adversary can halt
an execution at any point, modify one or more intermediate results, and then continue
the execution. The functions that are used to hide, or obfuscate, the intermediate results
of AES in a white-box implementation are referred to as internal encodings. The second
assumption relates to the internal encodings of the white-box AES implementation. To
describe the assumption, we define AES ciphertext Cin
r,i,j as the ciphertext that is produced
by AES for plaintext P when the value of the input byte to S-box i with i = 0, 1, . . . , 15
of Round r with r ∈ {7, 8, 9} is set to j ∈ F28 , and we define Cout
r,i,j accordingly with the
value of the S-box output set to j. For instance, for plaintext P, the ciphertext Cin
9,0,05 is the
“altered” ciphertext obtained by setting the input of the first S-box of Round 9 to the byte
value 05 during the encryption of P. If the value of the input byte of S-box i of Round r
is modified to any of its possible values j ∈ F28 during 28 executions of AES with output
encoding E and plaintext P, then the resulting encoded ciphertexts are the 28 elements
8
out
of the set {E(Cin
r,i,j ) | j ∈ F28 }. The 2 elements of {E(Cr,i,j ) | j ∈ F28 } are produced as
encoded ciphertexts if the value of the output byte of this S-box is modified instead of the
value of its input byte.
In a white-box implementation, the intermediate results are encoded, and it depends
on the type of encoding used if modifying one intermediate S-box input or output to all
its 28 possible values without modifying any other intermediate result can be achieved
by modifying the value of one encoded byte in the white-box implementation. Since our
attack requires this property for all S-boxes of Rounds 7, 8, and 9, we need the following
assumption on the internal encodings:
Assumption 5.2. For each combination of i = 0, 1, . . . , 15 and r ∈ {7, 8, 9}, there is a byte
in the execution of the white-box implementation associated with P, referred to as an encoded
byte, with the following property: if the value of the encoded byte is modified to any of its 28
possible values during 28 executions of the white-box implementation associated with P, then
8
the implementation outputs all 28 elements of the set {E(Cin
r,i,j ) | j ∈ F28 } or all 2 elements
8
of the set {E(Cout
)
|
j
∈
F
}
.
2
r,i,j
The assumption holds true for implementations based on the encoding-techniques
of Chow et al. [CEJvO02a] since such implementations use bijective functions on F82 to
encode the S-box inputs. However, Assumption 5.2 is not limited to such implementations. For example, the masking techniques proposed in [LJK18, LKK18, MOP07] also
satisfy Assumption 5.2. In masking, a value x is pseudo-randomly split into d shares
x0 , x1 , . . . , xd−1 with d > 2, such that x = x0 ⊕ x1 ⊕ . . . ⊕ xd−1 . The attacker then needs
all d shares to recover x. A white-box variant of this approach uses the input message as
the seed for the pseudo-random number generator. The combination of such a scheme
with bijective functions on F28 to encode the shares (or at least one share) is also covered
by the assumption above.
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The assumption does not hold true for the implementations presented in [XL09,BU18,
BCH16] since intermediate bytes of these implementations are either merged or split
into bits. For example, the implementation in [XL09] considers the inputs of 2 parallel
S-boxes, concatenates these values, and encodes the resulting 16-bit value to a 16-bit
encoded value using a secret bijective function. Modifying one byte of such a 16-bit encoded value to any of its 28 possible values will generally not result in modifying exactly
one non-encoded S-box input (or output) of the round to all its 28 possible values. Similar reasoning applies to the 32-bit encoded S-box outputs in this implementation. A
drawback of the implementations in [XL09, BU18, BCH16] is that merging intermediate
bytes or splitting bytes into bits make the resulting implementation considerably slower
or larger. In practice it may not be possible to use a larger or slower implementation
because it does not satisfy the requirements of the application. For example, a speed of
several Mbits/second is typically required for the decryption of a video stream.
Obviously, Assumption 5.2 may also not hold true if the white-box implementation
contains one or more other measures against DFA attacks (i.e. in addition to using the
output encoding defined in Assumption 5.1). For example, the implementation may contain a measure that can detect a modification of an encoded intermediate result and
output a value that is not an element of either of the two sets in Assumption 5.2 if such a
modification is detected. In fact, the implementation of additional measures against DFA
attacks will typically be necessary to prevent our attack if a byte encoding is used on the
output of AES.
Note that, in contrast to the setting assumed in the BGE attack [BGE04], the location
of a byte in Assumption 5.2 may vary depending on the value of the input. That is, if we
construct a collection of computational traces containing the memory addresses accessed
during executions, as is for instance done in [SdHM15], then these traces do not need to
be aligned.
Although Assumption 5.2 implies the existence of an encoded byte, it does not present
a way to find one. To this end, consider an encoded byte that is associated with an Sbox input or output of Round 9. It follows from the definition of the AES MixColumns
operation that there is a bijection between this encoded byte and any of the four bytes
in one of the output columns, while the values of the bytes in the other three output
columns remain constant. The third assumption uses this property to find encoded bytes.
To describe the assumption, we choose an AES plaintext P, and we denote the output of
AES Round r+ 1 with r ∈ {7, 8, 9} by x(r+1) . Further, let E(r+1) (x(r+1) ) be a byte encoded
version of x(r+1) . We choose E(10) = E (see also Assumption 5.1), and we will derive byte
encoded functions E(8) and E(9) during the attack. Finally, if we assign all possible values
(r+1)
to an encoded byte at location `i in the white-box execution, then we define Vi
as
the set of byte-encoded outputs of Round r + 1.
Assumption 5.3. A first encoded byte associated with an S-box in Round r with r ∈ {7, 8, 9}
can be found by searching for the earliest location `0 in the execution satisfying the following
condition: there is a bijective relation between the byte values at `0 and the values of each of
the four bytes in a single column of E(r+1) (x(r+1) ), while the values of the bytes of the other
three columns of E(r+1) (x(r+1) ) remain constant. Next, an encoded byte can be found for
the other 15 S-boxes in Round r by executing the following step for i = 1, 2, . . . , 15: find the
earliest location `i after `i−1 that satisfies the above-mentioned condition on the columns of
(r+1)
(r+1)
E(r+1) (x(r+1) ) for `i instead of `0 and for which |Vi
∩Vj
| = 1 for j = 0, 1, . . . , i− 1.
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The first part of the assumption indicates that the above-mentioned property of having
bijective relations between an encoded byte and any of the 4 bytes in the associated output
column is a valid check on whether we are changing an S-box input or output. The second
part of the assumption indicates that, by using this property, we can also find the input
or output bytes that are associated with the other 15 S-boxes of the round; the condition
(r+1)
(r+1)
|Vi
∩ Vj
| = 1 is added to check if a new S-box is targeted. The implementations
in [CEJvO02a, LJK18, LKK18, MOP07] also satisfy Assumption 5.3. This assumption also
does not assume that computational traces are aligned.

5.3 — The New Attack
5.3.1 – Overview of the Attack. The attack is structured in 5 steps and it combines
DFA techniques with techniques from the BGE attack [BGE04]. Step 1 of the attack precomputes sets of inputs to the white-box implementation. Step 2 uses these sets as inputs
to a differential fault attack to derive the output of AES Round 9 up to 16 unknown affine
bijections on F82 , instead of the general byte bijections Ei for i = 0, 1, . . . , 15 on the output
of Round 10. In this step, we apply a fundamental theorem used in the BGE attack to the
set of faulty output values to obtain the output of Round 9 encoded by affine functions
over F82 . In Step 3 we inject additional faults and apply other techniques from the BGE
attack to further reduce this to 16 unknown affine bijections on F28 . Step 4 uses fault
injections to derive the non-encoded output of the SubBytes operation of Round 9. After
this, a standard DFA attack is applied in Step 5 to extract the AES key. The 5 steps are
detailed in the next sections, and the work factor of each step and the overall work factor
are presented in Section 5.4. In particular, the section shows that the overall work factor
is dominated by 232 executions of the white-box implementation in Step 1 of the attack.
5.3.2 – Step 1: Pre-compute Sets of Inputs. Let mref be an arbitrary, fixed input to
the white-box implementation. In order to find the output of Round 9 up to an affine
bijection on F82 in Step 2 of the attack, we need to find sets Mi for i = 0, 1, . . . , 15, each
Mi consisting of 256 inputs to the white-box implementation with the following two
properties: (1) mref ∈ Mi and (2) if we apply Enck to all elements from Mi , then the
value of output byte i is unique for each m ∈ Mi while the values of two other bytes in
the same column of the output’s state remain constant. In the following text, we assume
that the indices of this other two bytes have been selected for every value of i. We denote
these two indices by r(i) and s(i).
Algorithm 1 describes how the set Mi is computed. The inputs to the algorithm are
mref , i, Enck (mref ), and the set of all possible inputs to Enck , denoted by M. In the
$

description, selecting a random element of M is denoted by ←
− M.
The following text assumes without loss of generality that i = 0, r(0) = 1 and s(0) =
2. This attack on the first output byte can then be applied to each of the other 15 output
bytes by adapting the value of i accordingly.
5.3.3 – Step 2: Determine a State up to Affine Functions. Step 2 derives the output of Round 9 up to 16 unknown affine bijections on F82 from the encoded output of
Round 10. Fig. 5.1 depicts the last two rounds of Enck . The 16 round key bytes of
(j)
Round j are denoted by ki for i = 0, 1, . . . , 15 and j = 9, 10 in the figure. As indicated
before, the ShiftRows operation of the final round is omitted. Step 2 starts in the same
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Algorithm 1: Compute Mi
Input : mref , i, Enck (mref ), and M.
Output: Mi .
Mi ← {mref };
x = (x0 , x1 , . . . , x15 ) ← Enck (mref );
Bi ← {xi };
while |Mi | < 256 do
$

− M;
m←
x = (x0 , x1 , . . . , x15 ) ← Enck (m);
if xi 6∈ Bi ∧ xr(i) = xr(i) ∧ xs(i) = xs(i) then
Bi ← Bi ∪ {xi };
Mi ← Mi ∪ {m};
else
end
end
return Mi
Round 9
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Figure 5.1: Last 2 rounds of Enck

way as a standard DFA attack. That is, the attacker injects a fault in an execution by
modifying an encoded byte, targeting the input or the output of an S-box in Round 9. A
proper location is found as described in Assumption 5.3.
We now assume that we inject a fault in the input or output byte of the first S-box
operation in Round 9 and we will use this to derive the encodings on the bytes in the first
output column. The approach can easily be adapted to the input or output of any of the
other S-boxes and the corresponding output column. Let x0 , x1 , x2 , x3 be the four bytes
in the first column of Enck (mref ) and let X0 , X1 , X2 and X3 be the corresponding faulty
bytes. Similar to a standard DFA, we can set up the following three equations:
(10)

1
S−1 (E−
0 (x0 ) ⊕ k0

−1

02(S

(10)

1
) ⊕ S−1 (E−
0 (X0 ) ⊕ k0

1
(E−
1 (x1 )

(10)

1
S−1 (E−
2 (x2 ) ⊕ k2

⊕

(10)
k1 )

−1

⊕S

)=
(10)

1
(E−
1 (X1 ) ⊕ k1

(10)

) ⊕ S−1 (E2−1 (X2 ) ⊕ k2

1
S−1 (E−
1 (x1 ) ⊕

(10)
k1 )

)=
(10)

⊕ S−1 (E1 (X1 ) ⊕ k1

(5.1)

)),

(5.2)

),
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(10)

1
S−1 (E−
3 (x3 ) ⊕ k3

−1

03(S

(10)

1
) ⊕ S−1 (E−
3 (X3 ) ⊕ k3

1
(E−
1 (x1 )

⊕

(10)
k1 )

−1

⊕S

)=
(10)

1
(E−
1 (X1 ) ⊕ k1
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(5.3)

)).

(10)

1
1
−1 −1
Define g−
) for i = 0, 1, 2, 3. Note that g−
i (xi ) = S (Ei (xi ) ⊕ ki
i (xi ) equals the
i-th output byte of Round 9 or, equivalently, the i-th input byte of Round 10. Eq. 5.1 can
now be written as:

−1
−1
−1
1
g−
0 (x0 ) ⊕ g0 (X0 ) = 02(g1 (x1 ) ⊕ g1 (X1 )),

or, by isolating X0 , as:

We now define:


1
−1
−1
X0 = g0 g−
0 (x0 ) ⊕ 02(g1 (x1 ) ⊕ g1 (X1 ) .

(5.4)



−1
−1
hµ
gj ,xj (Xj ) = µ gj (xj ) ⊕ gj (Xj ) .

(5.5)

with µ ∈ {01, 02, 03}. Substituting this in Eq. 5.4 yields:


1
02
X0 = g 0 g −
0 (x0 ) ⊕ hg1 ,x1 (X1 ) .

(5.6)

Before proceeding with Eq. 5.6, we first recall a theorem from [BGE04]. In the foln
n
lowing text, ◦ denotes a composition of two functions, and ⊕a : Fn
2 → F2 with a ∈ F2
is defined as ⊕a (x) = x ⊕ a.
Theorem 5.4 ( [BGE04]). Given a set of functions SQ = {Q◦⊕β ◦Q−1 }β∈Fn
, each defined
2
by a look-up table, where Q is a permutation on Fn
,
it
is
possible
to
construct
a particular
2
function Q̃ such that there exists an affine mapping A over Fn
such
that
Q̃
=
Q
◦ A−1 .
2
02
Consider Eq. 5.6 with Q = g0 and β = h02
g1 ,x1 (X1 ). Note that hg1 ,x1 is a bijective
02
function (see also Eq. 5.5); however, the definition of hg1 ,x1 assumes that x1 is constant.
This means that all outputs of the functions in Sg0 can be generated by ranging x0 and X1
over all possible values, under the condition that x1 is constant. Recall from Sect. 5.3.2
that the value of x1 is constant and that the value of x0 is unique for every m ∈ M0 . Now
suppose that, for each m ∈ M0 , we can locate the encoded byte in the execution that is
associated with the input or output of the first S-box of Round 9. Since there are bijective
relations between this first S-box input or output and the first as well as the second output
byte of the considered column, it follows that for any m ∈ M0 , we can modify the value
of this encoded byte during the execution of the white-box implementation with m as
input to obtain all possible values of X0 and X1 associated with m. The functions in Sg0 ,
defined by look-up tables, can now be obtained by repeating this step for every m ∈ M0
since x1 is constant for all these elements.
Next, Theorem 5.4 implies that we can find a g̃0 for which there exists an unknown
1
−1
affine bijective function A0 on F82 such that g̃0 = g0 ◦ A−
0 . Finally, we can apply g̃0 to
x0 to obtain the first output byte of Round 9, encoded by A0 . The problem of Step 2 is
now reduced to finding the location of the encoded byte for all m ∈ M0 . This problem
is addressed in Section 5.3.4. Recall that we assumed that the first S-box of Round 9 was
targeted. However, in practice we may also have targeted one of the three other S-boxes
associated with the same MixColumns operation (see also Assumption 5.3). Lemma 5.6
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Algorithm 2: Determine g̃i
Input : i, Mi , and Enck .
Output: g̃i .
S[256][256] ← [[ ], [ ], . . . , [ ]];
$

m←
− Mi ;
x = (x0 , x1 , . . . , x15 ) ← Enck (m);
S[xr(i) ][xi ] ← xi ;
for ∀ε ∈ F∗28 do
ε
Xε ←
− Enck (m) (Inject a fault ε during the encryption of m);
S[Xr(i) ][xi ] ← Xi ;
Store (Xr(i) , Xs(i) );
end
for ∀m ∈ Mi \ {m} do
x = (x0 , x1 , . . . , x15 ) ← Enck (m);
S[xr(i) ][xi ] ← xi ;
for ∀ε ∈ F∗28 do
ε ε
X ←
− Enck (m);
if ∃(Xr(i) , Xs(i) ) such that Xr(i) = Xr(i) ∧ Xs(i) = Xs(i) then
S[Xr(i) ][xi ] ← Xi ;
else
Choose another location to inject;
end
end
end
return g̃i ← Tolhuizen’s Algorithm(S)

in Section 5.3.4 shows that targeting one of these S-boxes would still yield the correct
result.
The functions g̃i for i = 1, 2, . . . , 15 can be computed in a similar way, taking the set
Mi as input. Algorithm 2 describes Step 2 of the attack in pseudo-code, assuming that
Tolhuizen’s algorithm [Tol12] is used to compute g̃i from Sgi .
5.3.4 – Finding the Location to Inject Faults in Step 2. In this section we answer
the following question. Given two pairs of correct and faulty outputs, where the inputs
are elements of M0 , if for both inputs we inject faults in the input or output of an S-box
in Round 9, how can we determine whether we are targeting the same S-box? To this
end, we make use of the additional output x2 of which the value is fixed in the definition
of M0 . Let m, m ∈ M0 with m 6= m and let the first column of their output states be
denoted by (x0 , x1 , x2 , x3 ) and (x0 , x1 , x2 , x3 ), respectively. The definition of M0 implies
that
x0 6= x0 , x1 = x1 , x2 = x2 .
(5.7)
Let ` and ` be locations in the executions of the white-box implementation for m and m,
respectively, for which the adversary assumes they relate to the input or output of the same
S-box. Then, the theorem below states that for every change we make at ` for m, there
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exists a change in ` for m such that the values of the two fixed output bytes considered (in
our example, the ones with index 1 and 2) are the same. Hence, by comparing outputs
for all 256 possible values associated with ` and `, we get a check on whether ` and `
relate to the same S-box output.
Lemma 5.5. Let m, m ∈ Mi be different inputs that produce output bytes xi , xr(i) , xs(i)
and xi , xr(i) , xs(i) respectively with xr(i) = xr(i) and xs (i) = xs(i) . Let (ε, `) be the fault
affecting a Round 9 S-box input or output with value ε injected at location ` during the
encryption of m and define (ε, `) similarly for m. Then, ` and ` affect the same S-box input
or output if and only if for all non-zero ε injected at `, there exist a non-zero ε injected at ` so
that for all faulty output bytes Xi , Xr(i) , Xs(i) , there exist Xi , Xr(i) , Xs(i) such that Xi 6= Xi ,
Xr(i) = Xr(i) and Xs(i) = Xs(i) .
Proof. We first prove that if two locations ` and ` refer to the same S-box input or output, then for all faulty values ε that output the bytes Xi , Xr(i) , Xs(i) , there exists a fault
ε that produces Xi , Xr(i) , Xs(i) such that Xi 6= Xi , Xr(i) = Xr(i) and Xs(i) = Xs(i) .
Without loss of generality, we prove this statement for i = 0, r(0) = 1, and s(0) = 2.
Let z = (z0 , z1 , z2 , z3 ) and z = (z0 , z1 , z2 , z3 ) be the bytes at the beginning of the MixColumns operation of Round 9 that contribute to the computations of (x0 , x1 , x2 , x3 ) and
(x0 , x1 , x2 , x3 ) respectively. Let MCj with j ∈ {0, 1, 2, 3} denote the j-th row of MC. Then
Eq. 5.7 is equivalent to:
MC0 · zT 6= MC0 · zT
MC1 · zT = MC1 · zT
MC2 · zT = MC2 · zT .
Suppose that the injections ε and ε affect the first byte of the state (for other bytes in
the same column, the proof is analogous), so that the input to the MixColumns equals
(Z0 , z1 , z2 , z3 ) and (Z0 , z1 , z2 , z3 ), respectively. It follows that for all ε ∈ F∗28 , there exists
a unique δ ∈ F∗28 such that Z0 = z0 ⊕ δ (and, analogously, that for all ε ∈ F∗28 , there exists
a unique δ ∈ F∗28 such that Z0 = z0 ⊕ δ). From this it follows that for all ε there exist
ε ∈ F∗28 such that δ = δ. Let y = (y0 , y1 , y2 , y3 ) and y = (y0 , y1 , y2 , y3 ) be such that
MC · zT = yT and MC · zT = yT . By assumption, it holds that x0 6= x0 , x1 = x1 and
x2 = x2 , hence that y0 6= y0 , y1 = y1 , y2 = y2 .
Thus, we have for δ = δ:



 
z0 ⊕ δ
y0 ⊕ 02δ
 z 1   y1 ⊕ δ
 
MC · 
 z 2  =  y2 ⊕ δ
z3
y3 ⊕ 03δ



,


 
y0 ⊕ 02δ
z0 ⊕ δ
 z 1   y1 ⊕ δ
 
MC · 
 z 2  =  y2 ⊕ δ
z3
y3 ⊕ 03δ




,


with y0 ⊕ 2δ 6= y0 ⊕ 2δ, y1 ⊕ δ = y1 ⊕ δ, y2 ⊕ δ = y2 ⊕ δ. This yields Xi 6= Xi , X1 = X1
and X2 = X2 .
Next, we prove the converse statement: if two injections ε and ε during the encryption
of m and m produce outputs Xi , Xr(i) , Xs(i) , and Xi , Xr(i) , Xs(i) such that Xi 6= Xi ,
Xr(i) = Xr(i) and Xs(i) = Xs(i) , then ε and ε are affecting the same S-box output. As
before, we set i = 0, r(0) = 1 and s(0) = 2 without loss of generality. Now suppose that
for input m we inject a fault affecting z0 and for m we inject a fault affecting z1 , however
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the same proof works analogously if we inject faults affecting any two bytes in the same
column. Thus, we construct two separate equations:
1
−1
g−
2 (x2 ) ⊕ g2 (X2 )

=

1
−1
g−
1 (x1 ) ⊕ g1 (X1 )

for an injection affecting z0 during the encryption of m, and
−1
1
02(g−
2 (x2 ) ⊕ g2 (X2 ))

1
= g1−1 (x1 ) ⊕ g−
1 (X1 )

for an injection affecting z1 during the encryption of m. By adding these two equations,
and substituting x1 = x1 , x2 = x2 , X1 = X1 , X2 = X2 , we get:
1
−1
03(g−
2 (x2 ) ⊕ g2 (X2 )) = 0

which implies x2 = X2 , leading to a contradiction.
Lemma 5.5 provides a criterion to inspect whether injected faults affect the same
output byte. Note that Lemma 5.5 does not allow us to understand which S-box input or
output has been modified. By affecting a different S-box, the attacker would construct
systems of equations similar to Eqs. 5.1, 5.2, and 5.3, with a function hµ
gi ,xi which may
have different multiplicative coefficients µ and different fixed output bytes. However, this
does not complicate the attack. Since hµ
gi ,xi assumes all possible values, the resulting
set of functions Sgi would be the same regardless of the S-box output that the fault is
affecting. Since the set Sgi would be the same, Theorem 5.4 applies to all cases, as
shown by the following lemma:
Lemma 5.6. If S1 = {g0 ◦ ⊕hµg

i ,xi

−1
(Xi ) ◦ g0 }Xi ∈F28

and S2 = {g0 ◦ ⊕hµ

gj ,xj (Xj )

1
◦ g−
0 }Xj ∈F 8
2

be two sets of functions constructed by injecting faults affecting two different S-box input or
outputs, then S1 = S2 .
Proof. An injection affecting an S-box input or output allows us to derive the following
equation:
1
−1
µ
g−
0 (x0 ) ⊕ g0 (X0 ) = hgi ,xi (Xi )

µ
Since hµ
gi ,xi is bijective and Xi ranges over all possible values, hgi ,xi (X1 ) also ranges
over all possible values. By injecting faults that affect another S-box input or output, we
derive the following equation:
µ
1
−1
g−
0 (x0 ) ⊕ g0 (X0 ) = hgj ,xj (Xj ).

By the same argument also hµ
gj ,xj (Xj ) assumes all possible values. By construction of S1
and S2 , xi and xj are fixed, therefore the function
1
⊗µ ◦ ⊕gj (xj ) ◦ gj ◦ g−
i ◦ ⊕gi (xi ) ◦ ⊗µ−1

µ
is a bijection that maps hµ
gi ,xi to hgj ,xj , hence S1 = S2 .
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Figure 5.2: Affine Functions over F82 at the end of Round 9

5.3.5 – Step 3: From Functions over F82 to Functions over F28 . We denote the output
bytes of Round 9 associated with xi by yi for i = 0, 1, . . . , 15. After Step 2, we have access
1
to x̃i = Ai (yi ) = g̃−
i (xi ) (see also Fig. 5.2). In the third step of the attack, we reduce
this unknown affine encoding over F82 to an unknown affine encoding over F28 . Hence, the
linear part of the function is reduced to a scalar multiplication in F28 . In the following text,
we focus without loss of generality on the first output column of Round 9. In addition,
for i = 0, 1, 2, 3, we represent Ai by an invertible matrix Gi ∈ F82×8 and a vector bi ∈ F82
1
such that Ai (x) = Gi x ⊕ bi for all x ∈ F82 . It follows that yi = G−
i (x̃i ⊕ bi ).
As in Step 2, consider a fault that has been injected at the input or output of the first
S-box in Round 9. As before, for an element of M0 , we denote the output values of a
correct execution by x̃i for i = 0, 1, 2, 3 and the corresponding output bytes of the faulty
execution by X̃i . DFA now gives the following three relations:
1
−1
02(G−
1 (x̃1 ⊕ X̃1 )) = G0 (x̃0 ⊕ X̃0 ),

(5.8)

−1
1
02(G−
2 (x̃2 ⊕ X̃2 )) = G0 (x̃0 ⊕ X̃0 ),

(5.9)

1
−1
02(G−
3 (x̃3 ⊕ X̃3 )) = 03(G0 (x̃0 ⊕ X̃0 )).

(5.10)

We now first recall a result from [BGE04]:
Proposition 5.7 ( [BGE04]). Given an element γ ∈ F28 that is not in any subfield of F28 and
a linear function L = M◦⊗γ ◦M−1 over F82 , with all functions being represented by invertible
matrices, we can compute in less than 216 steps, a function M represented by a matrix in
1
F28×8 , such that there exists a unique non-zero constant λ ∈ F28 with M = M ◦ ⊗−
λ .
Proposition 5.7 states that we can achieve the objective of this step of the attack if we
1
can construct a function Lγ,i defined as Lγ,i = Gi ◦ ⊗γ ◦ G−
i for which we know the
value of γ. First, we rewrite Eqs. 5.8, 5.9 and 5.10 as:
1
x̃1 ⊕ X̃1 = G1 ◦ ⊗02−1 ◦ G−
0 (x̃0 ⊕ X̃0 ),

(5.11)

1
x̃2 ⊕ X̃2 = G2 ◦ ⊗02−1 ◦ G−
0 (x̃0 ⊕ X̃0 ),

(5.12)

1
x̃3 ⊕ X̃3 = G3 ◦ ⊗02−1 ·03 ◦ G−
0 (x̃0 ⊕ X̃0 ).

(5.13)
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In Step 2 of the attack, we changed the input or output of the first S-box to all its 256
possible values. These faults all result in a different value of X0 , and thus also in a different
value of X̃0 (see also Fig. 5.2). Since the value of x0 , and consequently, the value of x̃0 are
fixed, we can construct look-up table representations of the three functions G1 ◦ ⊗02−1 ◦
1
−1
−1
G−
0 , G2 ◦ ⊗02−1 ◦ G0 and G3 ◦ ⊗02−1 ·03 ◦ G0 .
Let the 4 S-boxes of Round 9 that influence the output column we are targeting be
numbered from 0 to 3. Suppose now that we affected an S-box input or output with
number `0 ∈ {0, 1, 2, 3}. Using the same fault-injection results, we can rearrange the
terms in Eqs. 5.11, 5.12 and 5.13 to construct look-up table representations of
1
Gj ◦ ⊗γ(`0 ) ◦ G−
i

(5.14)

i,j

(` )

−1
for all i, j = 0, 1, 2, 3 with i 6= j, where γi,j0 = MCj,`0 · (MCi,`0 ) . In other words,
we are rewriting Eqs. 5.11, 5.12 and 5.13 with respect to any pair of indices. It follows
(` )
( 0)
(1)
that γi,j0 ∈ Λ = {01, 02, 03, 02−1 , 03−1 , 02−1 03, 03−1 02}. With this notation, γi,j , γi,j ,
(2)

( 3)

γi,j and γi,j are the coefficients occurring in Eq. 5.14 using fault injections to affect the
first, second, third and fourth S-box in the same column, respectively. Additionally, from
(` )
Eq. 5.14, we define the set Λi,j = {γi,j0 | `0 ∈ {0, 1, 2, 3}} ⊂ Λ as the set of all coefficients
occurring in the mappings from byte i to byte j.
As in the example for i = 0 above, we also have the generic case in which Gj ◦
1
⊗γ(`0 ) ◦ G−
i defines the mapping between x̃i ⊕ X̃i and x̃j ⊕ X̃j . Hence, we get look-up
i,j

table representations of the elements of the following family of linear functions:


i
i
(` )
(` )
1
c
,
4
b
c
+
3
∧ i 6= j}.
F(`0 ) = {wi,j0 | wi,j0 = Gj ◦ ⊗γ(`0 ) ◦ G−
∧
j
∈
4
b
i
i,j
4
4
In order to apply Proposition 5.7, we need a function as in Eq. 5.14 with i = j, i.e. we
need to derive, for some γi :
1
Lγi ,i = Gi ◦ ⊗γi ◦ G−
i .

(5.15)

However, no function in F(`0 ) occurs in this form. To this end, we derive a second family
of linear functions. Using the same input as for F(`0 ) , we target an S-box with number `1
that is different from the S-box we targeted for F(`0 ) , i.e., `0 6= `1 , but which contributes
to the same output column. We can now construct the second family of linear functions
(` )
F(`1 ) , analogously as for F(`0 ) , in the form of Eq. 5.14 in which γi,j1 is an element from
(` )

Λ, meaning that γi,j1 is also derived from two MixColumns coefficients. Next, we select
(` )

(` )

two indices i and j such that |i − j| 6= 2, consider wi,j0 ∈ F(`0 ) and wi,j1 ∈ F(`1 ) and
define

−1
(j,` ,` )
(` )
(` )
1
Lγi ,i0 1 = wi,j1
◦ wi,j0 = Gi ◦ ⊗γ(j,`0 ,`1 ) ◦ G−
(5.16)
i
i

(j,`0 ,`1 )

with γi

(j,` ,` )


−1
(` )
(` )
= γi,j0 · γi,j1
. In order to apply Proposition 5.7, we need to show that

γi 0 1 is not in any sub-field of F28 and we need an algorithm for deriving the value of
(j,` ,` )
(j,` ,` )
γi 0 1 from the function Lγi ,i0 1 . To achieve these goals we introduce the following
lemma.
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Lemma 5.8. Let F(`0 ) and F(`1 ) be two families of functions as defined above, constructed by
targeting the input or output of two different S-boxes `0 and `1 that target the same output


(j,` ,` )
column. Let i ∈ {0, 1, . . . , 15} and j ∈ 4b 4i c, 4b 4i c + 3 with i 6= j, and let Lγi ,i0 1 =

−1

−1
(` )
(` )
(j,` ` )
(` )
(` )
(` )
1
wi,j1
◦ wi,j0 = Gi ◦ ⊗γ(j,`0 ,`1 ) ◦ G−
with γi 0 1 = γi,j0 · γi,j1
, wi,j0 ∈
i
i

(` )

(` )

(` )

F(`0 ) , wi,j1 ∈ F(`1 ) and γi,j0 , γi,j1 ∈ Λi,j . Then, the following statements are true for
(j,`0 `1 )

∈ Γi,j with Γi,j =

γi


−1
(` )
(` )
(` )
(` )
γi,j0 · γi,j1
| `0 , `1 ∈ {0, 1, 2, 3} ∧ `0 6= `1 ∧ γi,j0 , γi,j1 ∈ Λi,j
(j,`0 ,`1 )

1. γi

is not in any sub-field of F28 .

2k
(j,` ` )
2. If |i − j| 6= 2, then γi 0 1
∈ Γi,j with k = 0, 1, . . . , 7 if and only if k = 0.
(` )

(` )

(j,`0 ,`1 )

3. If |i − j| 6= 2, then there exists a unique pair (γi,j0 , γi,j1 ) ∈ Λ2i,j such that γi

−1
(` )
(` )
γi,j0 · γi,j1
.

=



Proof. Choose i ∈ {0, 1, . . . , 15} and j ∈ 4b 4i c, 4b 4i c + 3 with i 6= j. Using that the set
(`)

(`)

Λi,j in the definition of Γi,j is defined by Λi,j = {γi,j | γi,j = MCj,` · (MCi,` )−1 ∧ ` ∈
{0, 1, 2, 3}} and by using the definition of the MixColumn matrix, one can verify that every
element in Γi,j has an order larger than 24 , from which Statement 1 follows.
Next, consider statement 2. If |i − j| 6= 2, then it can be verified that all conjugates of
an element from Γi,j are not in that set, which is what the statement claims.
Lastly, we prove 3 for i = 0 and j = 1 (the proof is analogous for any other pair of
values i, j satisfying |i − j| 6= 2). Consider the set Λ0,1 , which consists of the elements
(0)
(1)
(02)
(3)
γ0,1 = 02−1 , γ0,1 = 02 · 03−1 , γ0,1 = 03 and γ0,1 = 01. Since the elements in Γ0,1
are obtained by multiplying an element from Λ0,1 with the inverse of a different element
from Λ0,1 , the set Γ0,1 consists of at most |Λ0,1 | · (|Λ0,1 | − 1) = 12 elements. Hence,
if Γ0,1 contains exactly 12 elements, then the pair of elements from Λ0,1 that need to
be multiplied to get a given element from Γ0,1 is unique. For Γ0,1 this is the case as it
can be verified that it consists of the following 12 distinct elements: 02−2 · 03, 02−1 ·
03−1 , 02−1 , 02 · 03−2 , 02 · 03−1 , 03, 022 · 03−1 , 02 · 03, 02, 02−1 032 , 02−1 · 03, 03−1 . It
is easy to check that only if |i − j| = 2, which case is excluded in statement 3, we have
that |Γi,j | < 12.
We will now show how an attacker can determine the value of γi from the function
Lγi ,i . The reasoning is obtained from Sect. 3.3 of [BGE04]. After the attacker has con(j,` ,` )
(j,` ,` )
structed the function Lγi ,i0 1 for i, j with |i − j| 6= 2, he can compute γi 0 1 by checking
(j,` ,`1 )

the eigenvalues of Lγi ,i0
efficient

(j,` ,` )
γi 0 1 .

, as we will now show. One of them is exactly the sought co(j,` ,`1 )

Matrices ⊗γ(j,`0 ,`1 ) and Lγi ,i0

are so-called similar matrices, which

i

means that they share the same eigenvalues. In particular, those eigenvalues are exactly
(j,`0 ,`1 )

γi


2 
22

27
(j,` ,` )
(j,` ,` )
(j,` ,` )
, γi 0 1
, γi 0 1
, . . . , γi 0 1

(5.17)
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(j,`0 ,`1 )

because γi

is a root of the characteristic polynomial of ⊗γ(j,`0 ,`1 ) by Cayley-Hamilton’s
i

theorem and because of Theorem 2.14 from [LN94], the other values in Eq. 5.17 are the
remaining roots of the characteristic polynomial. The attacker has now eight candidates
(j,` ,` )
for γi 0 1 . However, due to 2 of Lemma 5.8, there is only one value which can be
constructed from combining two different families F(`0 ) and F(`1 ) after having fixed the
(j,` ,` )
indices i and j with |i − j| 6= 2. We have now constructed the function Lγi ,i0 1 and
(j,`0 ,`1 )

computed the value γi

, so we can now apply Proposition 5.7.
(j,` ,`1 )

By applying Proposition 5.7 to Lγi ,i0

1
= Gi ◦ ⊗γ(j,`0 ,`1 ) ◦ G−
i with |i − j| 6= 2, we can
i

construct a matrix Gi such that Gi = Gi ◦ ⊗λ−1 , where the value of λi ∈ F∗28 is unknown.
i

(j,` ,`1 )

We only need Lγi ,i0

for one choice of j. We take j = i + 1. Concerning the encoding

−1
Gi

−1

Ai , if we apply
to x̃i = Ai (yi ), we get x̂i = λi yi ⊕ b̂i , where x̂i = Gi (x̃i )
−1
and b̂i = Gi (bi ). This results in 32 unknown values: the values of λi and b̂i for
i = 0, 1, . . . , 15. In Section 5.3.6 we show how to reduce the number of unknown λi ’s to
4 (i.e. to one per column). Algorithm 3 describes an algorithm that performs Step 3.
Algorithm 3: Determine Gi
Input : g̃ ◦ Enck , the set of the coefficients Γ as in Lemma 5.8, indices i, j
associated with the same column.
Output: Gi .
wi,j ← [ ];
wi,j ← [ ];
$

m←
− M;
x̃ = (x̃0 , x̃1 , . . . , x̃15 ) ← g̃−1 ◦ Enck (m);
for ∀ε ∈ F∗28 do
ε
X̃ε ←
− g̃−1 ◦ Enck (m);
wi,j [x̃i ⊕ X̃i ] ← x̃j ⊕ X̃j ;
end
for ∀ε ∈ F∗28 do
ε ε
− g̃−1 ◦ Enck (m);
X ←
wi,j [x̃i ⊕ Xi ] ← x̃j ⊕ Xj ;
end
1
Lγi ,i ← w−
i,j ◦ wi,j ;
7
if Eigenvalues(Lγi ,i ) = {γi , γ2i , . . . , γ2i } ∧ (γi satisfies Lemma 5.8) then
−1
return Gi ← a function Gi such that Lγi ,i = Gi ◦ ⊗γi ◦ Gi ;
else
Choose another location to inject faults
end

5.3.6 – Reducing the number of variables. In this section we reduce the number
of unknown λi ’s to one per column. Let i be the first output byte of a column. By 3
(i+1,`0 ,`1 )
(i+1,` ,` )
(`0 )
in Lemma 5.8, we can decompose γi
from Lγi ,i 0 1 uniquely into γi,i+
1 and
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(i+3,`0 ,`1 )

(` )

1
γi,i+
1 . Similarly, we can also decompose γi

(`1 )
γi,i+
3.

(i+3,`0 ,`1 )

from Lγi ,i
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(` )

0
uniquely into γi,i+
3

(` )
γi,j0

= MCj,`0 · (MCi,`0 )−1 , we can derive the value of `0 from
this. Having this value, we can next compute value γ`i,0j for all i, j (hence, also for i, j
1
(`0 )
with |i − j| = 2). That is, for any Gj ◦ ⊗γ(`0 ) ◦ G−
we now have the value of
i from F
and

Since we have

i,j

−1

(` )

−1

γi,j0 . By applying Gi to the input and Gj to the output of these functions, the attacker
obtains a new family of functions, given by values:
1,
⊗λj ◦ ⊗γ(`0 ) ◦ ⊗λ−
i

i,j

or, equivalently ⊗λ

(`0 ) −1
j γi,j λi

. Hence, if the value of λi is known, one can compute all other
−1

values λj associated with the same output column. In fact, given xi = Gi (x̃i ⊕ X̃i )
−1

(` )

1
and xj = Gj (x̃j ⊕ X̃j ), it follows that xj = λj γi,j0 λ−
i xi which can be rewritten as

(` )

0
1
−1
1
−1
x−
= λ−
j xi γi,j λi
j . For each column, we write λj with respect to the one with the
−1 −1 −1
1
lowest index, that is, with respect to λ−
0 , λ4 , λ8 , λ12 for the first, second, third, and
−1
fourth column respectively. Given λi with i mod 4 = 0, we can compute any other
 i

`0
1
1
i
−1
λ−
= ci λ −
j
i , with ci = 1 and cj = y xγi,j , where j > i and j ∈ 4b 4 c, 4b 4 c + 3 . It

−1

follows that, given x̂i = Gi (x̃i ), the non-encoded output of Round 9 can be written as
1
1
ci λ −
(xˆ ⊕ b̂i ) for a known constant ci ∈ F∗28 and unknown λ−
∈ F∗28 and b̂i ∈ F28 .
4b i c i
4b i c
4

4

The state corresponding to the non-encoded output of Round 9 equals:
1
c0 λ −
0 (x̂0 ⊕ b̂0 )
1
c1 λ −
0 (x̂1 ⊕ b̂1 )
−1
c2 λ0 (x̂2 ⊕ b̂2 )
1
c3 λ −
0 (x̂3 ⊕ b̂3 )

1
c4 λ −
4 (x̂4 ⊕ b̂4 )
1
c5 λ −
4 (x̂5 ⊕ b̂5 )
−1
c6 λ4 (x̂6 ⊕ b̂6 )
1
c7 λ −
4 (x̂7 ⊕ b̂7 )

c8 λ8−1 (x̂8 ⊕ b̂8 )
c9 λ8−1 (x̂9 ⊕ b̂9 )
c10 λ8−1 (x̂10 ⊕ b̂10 )
c11 λ8−1 (x̂11 ⊕ b̂11 )

1
c12 λ−
12 (x̂12 ⊕ b̂12 )
1
c13 λ−
12 (x̂13 ⊕ b̂13 )
−1
c14 λ12 (x̂14 ⊕ b̂14 )
1
c15 λ−
12 (x̂15 ⊕ b̂15 )

(5.18)

−1

The constants c0 , c1 , c2 , c3 can now be computed as follows: c0 = 1 and ci = [Gi (x̃i ⊕
−1
X̃i )]−1 · G0 (x̃0 ⊕ X̃0 ) · γ0,i for i = 1, 2, 3.
Round 9

q0
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⊕k0
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..
.

⊕k1
..
.

S
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−1
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Figure 5.3: Affine Functions over F28 at the end of Round 9.

5.3.7 – Step 4: Determine a Non-Encoded State. This section describes how the
affine functions over F28 , encoding the output of Round 9, can be retrieved by injecting
faults. As shown in Fig. 5.3, these functions are denoted by qi for i = 0, 1, . . . , 15. If
yi denotes the i-th output byte of Round 9 for i = 0, 1, . . . , 15, then from the reduction
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1
−1
in Section 5.3.6 it follows that yi = q−
i (x̂i ) = ci λ4b i c (x̂i ⊕ b̂i ) in which the values of
4

1
ci ∈ F∗28 are known and in which the values of λ−
∈ F∗28 and b̂i ∈ F28 are unknown.
4b i c
4

We now show how these values can be derived by injecting faults at the beginning of
Round 8 and by setting up a system of equations. As before, we will consider the first
column of the AES state in the descriptions.
Consider the encoded Round 9 output x̂ = (x̂0 , x̂1 , . . . , x̂15 ) as given in Eq. 5.18. If
(9)
(9)
1
b̂ ⊕ ki
ki denotes the i-th round key byte as depicted in Fig. 5.3, and if bi = ci λ−
4b i c i
4

for i = 0, 1, . . . , 15, then the state after the MixColumns operation of Round 9 equals:
1
c0 λ−
0 x̂0 ⊕ b0
−1
c1 λ0 x̂1 ⊕ b1
1
c2 λ−
0 x̂2 ⊕ b2
−1
c3 λ0 x̂3 ⊕ b3

1
c4 λ −
4 x̂4 ⊕ b4
−1
c5 λ4 x̂5 ⊕ b5
1
c6 λ −
4 x̂6 ⊕ b6
−1
c7 λ4 x̂7 ⊕ b7

1
c8 λ −
8 x̂8 ⊕ b8
−1
c9 λ8 x̂9 ⊕ b9
1
c10 λ−
8 x̂10 ⊕ b10
−1
c11 λ8 x̂11 ⊕ b11

1
c12 λ−
12 x̂12 ⊕ b12
−1
c13 λ12 x̂13 ⊕ b13
1
c14 λ−
12 x̂14 ⊕ b14
−1
c15 λ12 x̂15 ⊕ b15

Define ẑT = MC−1 · (c0 x̂0 , c1 x̂1 , . . . , c15 x̂15 )T and βT = MC−1 · bT . The state after the
S-boxes and before the ShiftRows and MixColumns operations of Round 9 is given by:
1
λ−
0 ẑ0 ⊕ β0
−1
λ12 ẑ13 ⊕ β13
1
λ−
8 ẑ10 ⊕ β10
−1
λ4 ẑ7 ⊕ β7

1
λ−
4 ẑ4 ⊕ β4
−1
λ0 ẑ1 ⊕ β1
1
λ−
12 ẑ14 ⊕ β14
−1
λ8 ẑ11 ⊕ β11

1
λ−
8 ẑ8 ⊕ β8
−1
λ4 ẑ5 ⊕ β5
1
λ−
0 ẑ2 ⊕ β2
−1
λ12 ẑ15 ⊕ β15

1
λ−
12 ẑ12 ⊕ β12
−1
λ8 ẑ9 ⊕ β9
1
λ−
4 ẑ6 ⊕ β6
−1
λ0 ẑ3 ⊕ β3

(5.19)

If the attacker has injected a fault that affects the input or output of the first S-box of
Round 8 then, similar to a standard DFA attack, the following three equations can be
derived:
−1 −1 −1
1
S (λ0 Ẑ0 ⊕ β0 ) =
02−1 S−1 (λ−
0 ẑ0 ⊕ β0 ) ⊕ 02
(5.20)
1
−1 −1
S (λ12 ẑ13 ⊕ β13 ) ⊕ S−1 (λ−
12 Ẑ13 ⊕ β13 ),
1
−1 −1
S−1 (λ−
(λ8 Ẑ10 ⊕ β10 ) =
8 ẑ10 ⊕ β10 ) ⊕ S


−1
−1
1
S
λ12 ẑ13 ⊕ β13 ⊕ S−1 λ−
12 Ẑ13 ⊕ β13 ,

(5.21)

1
−1 −1 −1
03−1 S−1 (λ−
S (λ4 Ẑ7 ⊕ β7 ) =
4 ẑ7 ⊕ β7 ) ⊕ 03


−1
−1
1
S
λ12 ẑ13 ⊕ β13 ⊕ S−1 λ−
12 Ẑ13 ⊕ β13 .

(5.22)

1
−1 −1 −1
The eight unknowns of Eqs. 5.20, 5.21 and 5.22 are λ−
0 , λ4 , λ8 , λ12 , β0 , β7 , β10 , β13 .
We now describe a meet-in-the-middle approach to find the correct solution to this system
(w)
of equations. First, collect α faulty output bytes Ẑ13 for w = 0, 1, . . . , α − 1 for output byte ẑ13 by injecting different faults at the same location. Next, define the function
Rλ̂−1 ,β̂R as:
R




(w)
1
−1
−1 (w)
Rλ̂−1 ,β̂R (ẑ13 , Ẑ13 ) = S−1 λ̂−
ẑ
⊕
β̂
⊕
S
λ̂
Ẑ
⊕
β̂
.
13
R
R
13
R
R
R

1
Note that this function, parametrized by λ̂−
R and β̂R , equals the right-hand side of Eqs. 5.20,
−1
∗
5.21 and 5.22. Then, for all λ̂R ∈ F28 and β̂R ∈ F28 , we compute:

(0)

( 1)

(α−1)

Rλ̂−1 ,β̂R (ẑ13 , Ẑ13 )||Rλ̂−1 ,β̂R (ẑ13 , Ẑ13 )|| . . . ||Rλ̂−1 ,β̂R (ẑ13 , Ẑ13
R

R

R

)

(5.23)

5.3. The New Attack

95

where || denotes the concatenation of values. We now apply a hash function to each
1
of these values and store the hash value associated with the pair (λ̂−
R , β̂R ) in a hash
table HT, indexed by its hash value. Since HT has an entry for every pair (λ−1 , β), the
maximum number of entries is 216 . We therefore assume that the size of the output
of the hash function is larger than 216 to avoid collisions. Next, define the functions
(0)
(w)
(1)
(w)
(2)
(w)
Lλ̃−1 ,β̃
(ẑ0 , Ẑ0 ), Lλ̃−1 ,β̃ (ẑ10 , Ẑ10 ), and Lλ̃−1 ,β̃ (ẑ7 , Ẑ7 ) as
L(0)

L(0)

L(1)

L(1)

L(2)

L(2)






(w)
1
−1
−1
02−1 S−1 λ̃−
ẑ
⊕
β̃
⊕
S
,
λ̃
⊕
β̃
Ẑ
0
L(
0
)
L(
0
)
0
L(0)
L(0)




(w)
1
−1
−1
S−1 λ̃−
ẑ
⊕
β̃
⊕
S
λ̃
Ẑ
⊕
β̃
10
L(1)
L(1) , and
L(1)
L(1) 10





(w)
1
−1
1
03−1 S−1 λ̃−
λ̃−
⊕ β̃L(2) ,
L(2) ẑ7 ⊕ β̃L(2) ⊕ S
L(2) Ẑ7
1
respectively. Note that these three functions, parametrized by λ̂−
L(i) and β̂L(i) , equal the
left-hand side of Eqs. 5.20, 5.21 and 5.22, respectively. Using the same pairs of correct
1
∗
8
and faulty outputs as for Eq. 5.23, we now compute for all λ̃−
L(0) ∈ F28 and β̃L(0) ∈ F2
the value

(0)

Lλ̃−1

(0)

L(0) ,β̃L(0)

( 1)

(0)

(ẑ0 , Ẑ0 )||Lλ̃−1

L(0) ,β̃L(0)

(0)

(ẑ0 , Ẑ0 )|| . . . ||Lλ̃−1

L(0) ,β̃L(0)

(α−1)

(ẑ0 , Ẑ0

).

We compute the hash of these values and verify if HT has an entry for this hash value.
1
−1
If so, we add the corresponding values of λ̃−
L(0) , β̃L(0) and λ̃R , β̃R to the set of candi(1)

−1
1
date solutions for λ̃−
0 , β̃0 and λ̃12 , β̃13 . We proceed in a similar way for Lλ̃−1

L(1) ,β̃L(1)

(2)

Lλ̃−1

L(2) ,β̃L(2)

and

−1
1
∗
8
. That is, we compute for all λ̃L(
, λ̃−
1)
L(2) ∈ F28 and β̃L(1) , β̃L(1) ∈ F2 the

values
(1)

Lλ̃−1

L(1) ,β̃L(1)

(2)

Lλ̃−1

( 0)

(1)

(ẑ10 , Ẑ10 )||Lλ̃−1

L(2) ,β̃L(2)

L(1) ,β̃L(1)

( 0)

(2)

(ẑ7 , Ẑ7 )||Lλ̃−1

(1)

( 1)

(ẑ10 , Ẑ10 )|| . . . ||Lλ̃−1

L(2) ,β̃L(2)

L(1) ,β̃L(1)

(1)

(2)

(ẑ7 , Ẑ7 )|| . . . ||Lλ̃−1

L(2) ,β̃L(2)

(α−1)

(ẑ10 , Ẑ10

(α−1)

(ẑ7 , Ẑ7

),

)

and check whether the hash of these values have an entry in HT. If this is the case, the
1
−1
former expression gives a candidate solution for λ̃−
8 , β̃10 and λ̃12 , β̃13 and the latter
−1
−1
for λ̃4 , β̃7 and λ̃12 , β̃13 . At the end, we take the intersection of all three sets of can1
didate solutions w.r.t. the values of λ̃−
12 , β̃13 . This gives us a collection of solutions
−1 −1 −1 −1
(λ̃0 , λ̃4 , λ̃8 , λ̃12 ) and (β̃0 , β̃7 , β̃10 , β̃13 ) that for all α pairs of correct and faulty outputs we derived results in a valid solution for Eqs. 5.20, 5.21 and 5.22. By taking α large
enough, only a single solution remains; see Section 5.4. A similar approach can be used
to find the values of λ−1 and β associated with different columns of the state depicted in
Eq. 5.19.
Remark 5.9. By Assumption 5.3, we can identify whether we are targeting an S-box. However, after we located an S-box, we don’t know which one of the four possible S-boxes it is.
This results in 4 different systems of equations. In practice, only one of these systems will
have a solution.

96

Chapter 5. Fault Injection Attack on Misaligned Traces

1
−1 −1 −1
Algorithm 4: Determine λ̂−
0 , λ̂4 , λ̂8 , λ̂12 , β̂0 , β̂7 , β̂10 , β̂13

−1

Input : G ◦ g̃−1 ◦ Enck , {c0 , c1 , . . . , c15 }, and α > 1.
1
−1 −1 −1
Output: λ̂−
0 , λ̂4 , λ̂8 , λ̂12 , β̂0 , β̂7 , β̂10 , β̂13 .
$

m←
− M;
−1

x̂ = (x̂0 , x̂1 , . . . , x̂15 ) ← G ◦ g̃−1 ◦ Enck (m);
ẑT ← MC−1 · (c0 x̂0 , c1 x̂1 , . . . , c15 x̂15 )T ;
for ∀w ∈ {0, 1, . . . , α − 1} do
$

ε←
− F∗28 without repetitions;
−1

ε

X̂(w) ←
−G

◦ g̃−1 ◦ Enck (m);
(w)

(Ẑ(w) )T ← MC−1 · (c0 X̂0
end
1
for ∀λ−
R , βR ∈ F28 do
1
hλ−
←
R ,βR

(w)

, c1 X̂1

(w)

, . . . , c15 X̂15 )T ;

(0)

(1)

(α−1)

Hash(Rλ−1 ,βR (ẑ13 , Ẑ13 )||Rλ−1 ,βR (ẑ13 , Ẑ13 )|| . . . ||Rλ−1 ,βR (ẑ13 , Ẑ13
R

R

1
1
(hλ−
, λ−
R , β R );
R ,βR

R

));

Store
end
1
for ∀λ−
L , βL ∈ F28 do
1
−1
Look for separate solutions λ−
R , βR , λL , βL to;
hλ−1 ,βL(0) =
L(0)

(0)

( 0)

(0)

( 1)

(0)

(α−1)

Hash(Lλ−1 ,β (ẑ0 , Ẑ0 )||Lλ−1 ,β (ẑ0 , Ẑ0 )|| . . . ||Lλ−1 ,β (ẑ0 , Ẑ0
L
L
L
L
L
L
or hλ−1 ,βL(1) =

));

L(1)

(1)

(0)

(1)

(1)

(1)

(α−1)

Hash(Lλ−1 ,β (ẑ10 , Ẑ10 )||Lλ−1 ,β (ẑ10 , Ẑ10 )|| . . . ||Lλ−1 ,β (ẑ10 , Ẑ10
L
L
L
L
L
L
or hλ−1 ,βL(2) =

));

L(2)

(2)

( 0)

( 1)

(2)

(2)

(α−1)

Hash(Lλ−1 ,β (ẑ7 , Ẑ7 )||Lλ−1 ,β (ẑ7 , Ẑ7 )|| . . . ||Lλ−1 ,β (ẑ7 , Ẑ7
L

L

L

L

L

L

));

end
1
if all separate solutions have λ−
R , βR in common then
if # solutions > 1 then
restart with α ← α + 1;
else
1
−1 −1 −1
return (λ̂−
0 , λ̂4 , λ̂8 , λ̂12 , β̂0 , β̂7 , β̂10 , β̂13 ) ←
−1
1
−1
−1
(λL(0) , λL(2) , λ−
L(1) , λR , βL(0) , βL(2) , βL(1) , βR ) ;
end
else
Choose another location to inject faults
end

1
−1 −1
After a unique solution is found for (λ̂0−1 , λ̂−
4 , λ̂8 , λ̂12 ) and (β̂0 , β̂1 , . . . , β̂15 ), the
attacker is able to compute the non-encoded state after the Round 9 S-box as zi =
1
λ−
ẑ ⊕ βi for i = 0, 1, . . . , 15. Algorithm 4 describes an algorithm that performs
4b i c i
4
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Step 4.
Round 8
(8)

⊕k0

S
S
..
.

SR

(8)

S
..
.

(8)
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⊕k1
..
.

MC

⊕k15

S

−1
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S

z1
..
.
z15

x̂1
..
.

x̃0

−1
G1

x̃1
..
.

−1

x̂15 G15

x̃15

1
g̃−
0
1
g̃−
1

1
g̃−
15

x0
x1
..
.
x15

Figure 5.4: Non-encoded S-box output of Round 9

5.3.8 – Step 5: Standard DFA. In this section we describe the final step of the attack.
(8)

(8)

(8)

This step retrieves the round key k(8) = (k0 , k1 , . . . , k15 ) from the non-encoded S-box
output bytes zi for i = 0, 1, . . . , 15 as obtained in the previous step. To this end, assume
that faults are injected at the beginning of Round 7, and that the attacker has access to the
S-box outputs of Round 8. Next, define w̃T = MC−1 · (S−1 (z0 ), S−1 (z1 ), . . . , S−1 (z15 ))T
and (k̃(8) )T = MC−1 · (k(8) )T . If we assume that a fault is injected in the input or output
of the first S-box, then the DFA equations are:
(8)

( 8)

S−1 (w̃0 ⊕ k̃0 )⊕S−1 (W̃0 ⊕ k̃0 ) =
(8)

(8)

02S−1 (w̃13 ⊕ k̃13 ) ⊕ 02S−1 (W̃13 ⊕ k̃13 ),
( 8)

( 8)

S−1 (w̃10 ⊕ k̃10 )⊕S−1 (W̃10 ⊕ k̃10 ) =
(8)

(8)

S−1 (w̃13 ⊕ k̃13 ) ⊕ S−1 (W̃13 ⊕ k̃13 ),
(8)

(5.24)

(5.25)

( 8)

S−1 (w̃7 ⊕ k̃7 )⊕S−1 (W̃7 ⊕ k̃7 ) =
(8)

(8)

03S−1 (w̃13 ⊕ k̃13 ) ⊕ 03S−1 (W̃13 ⊕ k̃13 ).

(5.26)

One can use a meet-in-the-middle approach as discussed in Sect. 5.3.7 to solve this system
of equations and find the values of k̃(8) . After k̃(8) has been computed, we can obtain
the 8-th AES round key via (k(8) )T = MC · (k̃(8) )T . From this, and the AES key-schedule
algorithm, we can retrieve the 128-bit AES key.
From the AES key and the known state after the Round 9 S-box layer for every input
to the white-box implementation, the attacker can obtain known input-output pairs for
both external encodings. The output encoding is then easy to retrieve since this problem
reduces to 16 coupon collectors problems [Fel68], one for each byte of the output of the
white-box implementation. Recall that we did not make any assumption on the external
encoding on the input; however, typically such encodings are weak if considered as an
encryption algorithm. In other words, most of them will be easy to retrieve with known
input-output pairs or with a chosen input attack.

5.4 — Work Factor
Step 1. Note that Algorithm 1 is closely related to the coupon collector’s problem.
To compute the expected number of iterations, we define the state of the algorithm as
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the cardinality of Mi . Further, if the algorithm is in State j with 1 6 j < 256, then we
define pj as the probability that the algorithm transitions to State j + 1 in one iteration.
2
8
· 218 , and that the expected total number of iterations for all
It follows that pj = 2 2−j
8
16 sets Mi equals
16

8
2X
−1

j=1

2X
−1
1
1
= 228
< 228 · 23 = 231 .
pj
28 − j
8

j=1

The expected number of executions of the white-box implementation equals the expected
number of iterations +1 since Enck (mref ) needs to be computed only once.
Step 2. Algorithm 2 can be interpreted as follows: for all 256 elements of Mi , we
execute the white-box implementation and collect the output bytes of the functions in
Sgi . For each input, it is necessary to inject 28 − 1 different values and there are 16 sets
Mi . Therefore, the total number of executions of the white-box implementation equals
16 · 28 · 28 . The final step of the algorithm applies Tolhuizen’s algorithm. The work factor
of this algorithm is bounded above by 214 (refer to [Tol12] for details), implying an upper
bound of 16 · 214 for all 16 sets.
Step 3. Similar reasoning applies to Step 3. The work factor of this step is defined by
−1
the effort to compute the 16 functions Gi as described in Algorithm 3. The algorithm
8
encrypts a plaintext and injects 2 − 1 values that target an S-Box. The same procedure is
repeated but now focusing on a different S-box. These steps require 28 + 28 − 1 white-box
executions in total. After this, the function Li is constructed. Then, we apply Proposition 5.7 to the functions derived from the output bytes of the white-box implementation
−1
in order to construct the functions Gi . The work factor of this last step is bounded above
by 216 . This procedure is repeated for all affine byte encodings. Therefore, the number
of executions of the white-box implementation equals 16(28 + 28 − 1) and the number
−1
of operations to compute all functions Gi is bounded above by 16 · 216 .
The intermediate part between Steps 3 and 4 computes the coefficients c0 , c1 , . . . , c15
as described in Section 5.3.6. For each of the 4 columns of the AES state, the algorithm
1
fixes a value of j, computes the 3 functions {G−
i ◦ ⊗γi,j ◦ Gj }, and retrieves the value of
γi,j . Then, it applies Gj to the input and Gi to the output of these functions. Then, for
the 3 new functions, it performs a division in F28 to compute the values ci as shown in
Sect. 5.3.5. As a result, the number of operations required for this intermediate step is
4(3 + 3).
Step 4. Algorithm 4 solves 4 different systems of equations, each system defined by
Eqs. 5.20, 5.21 and 5.22. We can choose α < 8 as suggested by Table 5.1. We are
required to inject α different faults and we perform 2 more operations within this loop.
After this, we are using a meet-in-the-middle approach. The complexity for solving one
system of equations is given by the sum of the work factors of the two main for-loops, and
equals 8 · 216 . Finally, we need to check the common solutions to the single equations.
This procedure is repeated 4 times, once for every column of the AES state. Therefore,
the number of executions of the white-box implementation is 4 · α and the number of
operations required to find the solutions for the systems of equations is bounded above
by 4 · 23 · 2 · 216 .
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We tested the performance of Algorithm 4 on a 9 round AES implementation with
affine encodings over F28 on the output bytes. The experiments were performed with
SageMath 8.2 on an Intel® Core® i7-6700HQ rated at 2.60 GHz. In the experiments, we
varied the value of α and recorded the average time to compute HT (referred to as time
HT), the minimum size of HT (referred to as size HT), the maximum number of solutions
to a single equation in the system (referred to as # matches), and the maximum number
of solutions for several different output bytes (referred to as # solutions). Table 5.1 lists
the values of these parameters for our experiments. The experiments suggest that for

α
2
3
4
5
6
7

time HT (s)
≈ 19
≈ 26
≈ 38
≈ 45
≈ 59
≈ 65

size HT
≈ 39030 < 216
≈ 39023 < 216
≈ 65107 < 216
≈ 65130 < 216
≈ 65279 < 216
≈ 65279 < 216

# matches
88803
50582
412
305
1
1

# solutions
64597
28688
48
2
1
1

Table 5.1: Implementation of Algorithm 4.

α = 2, 3, the size of HT is small compared to its maximum number of 216 entries. This
is due to the fact that for some different pairs (λ−1 , β), the values derived from the
Eq. 5.23 result in equal values, and therefore just one of them occurs in HT. For α > 3 the
hash-table HT starts to reach its maximum number of entries, and the average number
of solutions is very small. In particular, starting from α = 6, the number of solutions for
the system did not exceed 1.
In addition, we need to take into consideration the probability that two different values of Eq. 5.23 are mapped to the same hash value. If such a collision occurs, then there
is a possibility that an entry in the table HT or a candidate solution gets discarded. To
estimate the probability of a collision, we used hash tables implemented in SageMath
8.2 with a hash function that maps a bit-string to a 64-bit integer. Since 65280 < 216
different hash values of Eq. 5.23 are computed, the probability that at least two of them
collide is approximately
2 !

216
1 − exp −
= 1 − exp −2−33 ≈ 2−33 .
64
2·2
This implies that collisions are unlikely to occur in practice.
Step 5. This step uses standard DFA to solve 4 different systems of equations, each
system defined by Eqs. 5.24, 5.25 and 5.26. If a meet-in-the-middle based approach
as in Step 4 is used for this, then the required number of executions of the white-box
implementation equals 4α (in our experiments, α = 4 already yielded a unique solution
in Step 5), and the required number of operations to find a solution to Eqs. 5.24, 5.25
and 5.26 is around 4 · α · 29 .
Overall Work Factor. The overall work factor is the sum of the work factors of Steps
1-5. This work factor is dominated by 232 executions of the white-box implementation.
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In Table 5.2, we report the total amount of white-box executions and the computational
effort needed to analyze the faulty ciphertexts (work-factor of BGE Theorems and Meetin-the-middle approaches) which are required to perform each step. Note that the number
of faulty ciphertexts is approximately equal to the number of white-box executions because, per plaintext, only one additional white-box encryption is required to compute a
non-faulty ciphertext.

Step 1
Step 2
Step 3
Step 4
Step 5

WB executions
< 231
220
< 213
6 28
6 20

Work-load analysis of the ciphertexts
negligible
< 218
< 220
< 222
< 213

Table 5.2: Number of white-box executions and analysis work-load

5.5 — Conclusions
Sect. 5.3 presented a new attack on a class of white-box AES implementations. The
attack assumes that external encodings are used, and that the external encoding on the
output of AES is a byte encoding. The class of white-box implementations is defined by
two assumptions on the internal encodings that are used to obfuscate the S-box inputs or
outputs. The attack combines techniques from the BGE attack with techniques used in
DFA attacks, and it was shown that its expected work factor is dominated by 232 executions of the white-box implementation. This shows that the use of a byte encoding on the
output of AES does not provide an adequate level of security for this class of white-box
implementations.
The new attack can be mitigated by ensuring that at least one of the assumptions
does not hold true. In case of Assumption 5.1, one could use a more complicated type of
encoding on the output of AES. An example is the concatenation of a linear function over
F128
2 , mixing the values of the bytes of the AES output, and a byte encoding as assumed
in this work. To ensure that Assumption 5.2 does not hold true, one could embed the bits
of the S-box inputs and outputs into larger encoded values or use bit-slicing techniques
to implement AES before applying the white-box encodings. Alternatively, one could
perform parts of the computation multiple times, compare their results, and only output
an encoded ciphertext if these results are equal. In case of Assumption 5.3, one could try
to construct a white-box AES implementation that produces false positives for the checks
listed in the assumption.

CHAPTER 6

Conclusion

Cryptanalysis and Constructions for White-box Cryptography
The white-box attack model is the scenario where the attacker has the capability of
inspecting and tampering with the executable code and has full control over the execution environment. The white-box attack model is for instance applicable to software
implementations of cryptographic algorithms that run on unprotected hardware. Such
software based implementations are widely used to protect sensible information, like
cryptographic keys, in applications like DRM and mobile payment. Achieving security in
the white-box attack model has proven to be a challenging task.
This thesis studies theoretical and more practical aspects of WBC. Concerning the
theoretical side, the study of security properties has typically focused on DRM. In the
literature there was no discussion, however, whether these properties were suitable to
cover what is needed in the mobile payment scenario. In addition, more (im)possibility
results of WBC are needed to conclude whether it is at least theoretically possible to have a
WBI that meets practically relevant security goals. Regarding the practical side of WBIs,
two complementary families of attacks exist: algebraic attacks and side-channel based
attacks. The first family includes attacks that are able to perform key extraction even
in the presence of external encodings in the implementation, but require some reverseengineering of the WBI. The second family does not require reverse-engineering, but is
not able to succeed if external encodings are applied in the WBI. It was not known if
automated attacks could succeed in the presence of external encodings.
We recall the research questions (RQ) formulated in Chapter 1 and discuss how they
have been addressed in this thesis.
RQ1. Which security notions of WBIs are relevant for the mobile payment use-case?
To answer this question we discussed some goals of an attacker in mobile payment use
cases. We have identified as possible goals: retrieval of payment information, forgery of
a valid payment transaction, and code-lifting. The security properties that a WBI should
satisfy to prevent these attacks are: confidentiality, integrity and binding, respectively. To
capture confidentiality for encryption schemes we proposed to extend the security definitions of IND-CPA/IND-CCA to adapt them to the white-box model instead of the security
definition of one-wayness, because one-wayness does not capture the attacker trying to
extract only a part of the plaintext. In Section 2.4, we have provided an example of a
white-box encryption scheme that is one-way but not confidential. To capture integrity
for white-box decryption schemes we have proposed to adapt the security definitions of

INT-PTXT and INT-CTXT to WBIs. Concerning binding, we have proposed in Section 2.7
the first security definition that captures hardware binding, namely IND-WHW.
To stimulate research in hardware-bound WBIs, we have proposed a possible framework for a future white-box CTF that targets implementations with hardware binding.
RQ2. Is it possible to construct an obfuscator that for any encryption scheme produces
a WBI that is secure against key extraction?
We have provided a negative answer to RQ2. We have shown that is it not possible to have
an obfuscator that transforms any black-box authenticated encryption scheme, i.e. that
satisfies integrity and confidentiality, into a secure white-box implementation. We have
provided in Construction 1 a contrived encryption scheme that is secure in the black-box
setting as we have proved in Theorem 2.13, but we have shown in Theorem 2.14 that
the key recovery becomes trivial in the white-box attack scenario. Our result extends the
impossibility result of Saxena et al. which states that it is impossible for an obfuscator to
achieve virtual black-box security for encryption algorithms. Here we have proved that
it is impossible to achieve even a “weaker” security requirement (security against key
extraction) in the white-box attack model.
RQ3. Can we construct an incompressible white-box encryption algorithm assuming
only the existence of one-way permutations (OWPs)?
We have given a positive answer to this question and we construct an incompressible
white-box encryption algorithm using a OWP. Firstly, we have provided a security definition for incompressibility. This security definition captures an adversary whose goal is
to derive a compact description of the WBI that can be easily redistributed. After the redistribution, the description is decompressed to produce an executable that performs encryptions. Secondly, we have constructed an incompressible encryption scheme starting
from an authenticated one and an incompressible PRF. Analogously, we have constructed
an incompressible decryption scheme. Then, we have shown in Construction 4 page 58,
how to build an incompressible PRF assuming only the existence of OWPs. Here we used
the GGM construction. The incompressible construction of a GGM PRF is made in a way
that the upper tree of the PRF functionality is already precomputed and stored in the implementation. Holding only a part of the precomputed tree is not enough to reconstruct
the entire functionality of the PRF.

OWP

LPRG

DPRG

INC − PRF

AE

INC − ENC

ENC

Figure 6.1: An incompressible encryption scheme from OWPs

Figure 6.1 shows the steps required to obtain an incompressible PRF from OWPs. In
Lemma 3.13, we constructed a left half-injective PRG (LPRG) using the OWPs’ hardcore
predicate. Then, in Proposition 3.15 we showed how to build a doubly half-injective PRG
(DPRG) from a LPRG. Construction 4 shows how to build an incompressible PRF from a
DPRG using the GGM construction. With this result, we have successfully constructed an
incompressible white-box encryption scheme only by assuming the existence of OWPs.

RQ4. Is it possible to perform an automated attack that succeeds in the presence of
external encodings?
RQ4a. What can we do if the operations in the implementation are aligned?
RQ4b. What can we do if the operations in the implementation are not aligned?
We have answered RQ4a and RQ4b by constructing two different attacks that make use
of DFA techniques and algebraic analysis on the faulty outputs. The main difference
between the two attacks lies in the algebraic methods applied to the faulty outputs. The
algebraic analysis for WBIs with misaligned traces can of course also be applied to WBIs
with aligned traces.
RQ4a. The first attack uses DFA to locate the boundaries of a round within an execution of a WBI. The starting point of this attack is that a fault injection affecting an S-box at
the beginning of round 9 produces exactly 4 faulty output bytes. So, by spotting the earliest locations in the WBI that produce 4 faulty output bytes, the attacker has located the
interface between round 8 and 9. Then, the same procedure can be iterated for rounds 8
and 7. Now it is possible to apply the BGE attack on the encoded rounds without the need
of reverse-engineering effort. We also indicated how the attack can be extended to cope
with secret sharing schemes. Finally, we have tested this attack on a WBI that satisfied
the prerequisites and we have successfully located the encoded rounds.
RQ4b. The second attack uses a completely different approach. Instead of trying to
align traces and locate the round boundaries, we have injected faults at round 9 and have
performed our analysis on the DFA equations derived from the faulty outputs. The starting
point of this attack is that the DFA equations can be manipulated so that Theorem 1 of the
BGE attack can be applied. After applying Theorem 1 of BGE, the resulting DFA equations
can be re-manipulated so that Proposition 2 of the BGE attack can also be applied. After
applying the two main Steps of the BGE attack, we inject faults into round 8 and set up
a DFA system of equations with the unknown byte encodings. By gradually peeling them
off from the equations, the attacker is able to retrieve an un-encoded state. At this point,
the attacker performs a standard DFA to extract the key.
These two attacks are the first examples of automated attacks that succeed in the
presence of external encodings.

6.1 — Limitation of the Contributions and Future Work
We now discuss the limitation of the work presented in this thesis and possible directions for future research. We have faced challenges both on the theoretical and practical
side.
6.1.1 – Theoretical Aspects.
Lack of Theoretical Results on Binding. In Chapter 2, Section 2.7.1, we have introduced the first security definition that captures hardware binding. In Section 2.7.2
we have discussed the issues that emerged trying to formulate a suitable security definition for software binding. Despite the difficulties of the formalization, we believe that
software binding is a useful property for WBC. This leads to the first open question (OQ).

OQ1. Is it possible to provide a sound security definition that captures applicationbinding?
In Section 2.9, we have proved that a secure black-box encryption scheme cannot be
turned into a functionally equivalent secure white-box scheme. We have proved this result
for white-box implementations without any kind of binding. In the proof of Theorem 2.14,
an attacker feeds a WBI of the encryption algorithm to itself and it outputs the encryption
key. This would not be possible in a hardware-bound setting because the input WBI would
not be allowed to execute without the hardware component. However it is not clear what
level of long term security hardware binding can provide in WBC. For this reason we
formulate the following open question.
OQ2. Is it possible to provide (im)possibility results for white-box implementations
with hardware-binding?
Constructions Satisfying other Security Properties from Basic Assumptions. In
Chapter 3 we presented a construction of incompressible white-box encryption and decryption schemes. Their construction only assumes the existence of OWPs. As other
security properties are desirable as well, the following question arises naturally.
OQ3. Is it possible construct an encryption scheme that satisfies another security
property (binding, traceability, etc.) only assuming the existence of one-way functions?
6.1.2 – Practical Aspects.
Different and More Complex WBIs. Our attacks focus on a simpler version of external encodings than the one proposed by Chow et al.. The WBI we target has byte
encodings and we do not assume the presence of linear functions that mix the values
of multiple bytes. Part of this is justified by the fact that a linear function over 128 bits
can compromise the performance of a WBI as it is a bulky operation. However, the results should mainly be seen as a first important step towards attacking WBIs with more
complex external encodings as well. This leads to the following open question.
OQ4. Is it possible to perform automated attacks on WBIs with more complex external
encodings than byte encodings? What external encodings and assumptions on the WBIs
provide adequate security automated attacks?
External encodings aside, the attacks can be applied to WBIs that take inspiration
from the CEJO WBI. It is still unknown whether it is possible to perform automated attacks on other families of externally encoded WBIs, such as for instance WBIs that use
different internal encodings or designs based on boolean circuits. Moreover, the attacks
in Chapter 4 and Chapter 5 have been applied to WBIs of AES but the possibility to build
an automated attack to break ciphers other than AES like DES with external encodings
was not investigated.
OQ5a. Is it possible to construct automated attacks that succeed in the presence of external encodings for WBIs that do not satisfy the assumptions in Sections 4.2.3 and 5.2.1?
OQ5b. Is it possible to construct automated attacks that succeed in the presence of
external encodings for WBIs of different ciphers?

Publication of Automated Tools. In Chapter 4 and Chapter 5 we have outlined automated attacks that break WBIs with external encodings. We have provided methods to
inject faults and to perform algebraic analyses on the faulty outputs. The attacks were
implemented as a proof-of-concept. The attack in Chapter 4 was given as a high-level
description and the attack described in Chapter 5 was outlined with pseudo-code. This
pseudo-code was also implemented as a proof-of-concept to test the efficiency and the
accuracy of the analysis. However, we have not released tools that can reproduce the
attacks.
Recommendations for Countermeasures to the Attacks. The attacks described in
Chapter 4 and Chapter 5 can be countered in several ways. A first way for mitigation is
to make sure that the WBI is provided with anti-fault injection measures that counter the
possibility to successfully perform DFA, like for instance check-sums or error detection
schemes. Another possible solution is to make sure that the assumptions on the WBI described in Section 5.2.1 and Section 4.2.3 are not satisfied. Mitigation techniques include
the employment of internal encoding that split or merge intermediate bytes.
The analyses strongly rely on the possibility of injecting different faults to obtain 256
unique outputs. Introducing methods that prevent an attacker from obtaining 256 different outputs for different faults mitigates the use of algebraic analysis on the faulty
ciphertexts and therefore frustrate the attack. Since the attacks are limited to WBIs with
byte external encodings, the use of more complex encodings is at the moment a valid
countermeasure.
It is important to note that these attacks are limited to WBIs of AES. The method for
locating the round boundaries described in Chapter 4 exploits the existence a bijection
with the input of the Round 9 S-box and 4 output bytes which is not the case for ciphers
like DES. The attack described in Chapter 5 targets the DFA equations that result from
injecting faults during an AES execution. Also, Step 3 of the attack relies on the properties of the MixColumns operations. These attacks would fail if an attacker applies them
to a different cipher (e.g. undisclosed proprietary ciphers) without any modifications.
However, the ideas from the attacks may be applied to build new automated attacks that
can perform key extraction on the different ciphers.

Summary

Cryptanalysis and Constructions for White-box Cryptography
White-box cryptography is the branch in cryptography that aims at creating a secure
implementation of cryptographic algorithms. Such an implementation should withstand
attacks from an adversary who has complete control over the execution environment and
access to the source-code or the binary of the implementation. White-box implementations of cryptographic algorithms are largely employed in use-cases like digital right management and mobile payment. The study of white-box cryptography has been approached
by researchers from both a theoretical and a practical point of view. From the theoretical
point of view, the current research focuses on the security properties an implementation
should have and under which assumptions these properties can be achieved. From the
practical side, a cat-and-mouse game has emerged. As more robust constructions of cryptographic algorithms trying to achieve the security properties have been published, by
consequence, more sophisticated attacks have been proposed to break them. This dissertation deals with both theoretical and practical sides of white-box cryptography.
The first part of the dissertation focuses on some theoretical aspects of white-box cryptography, providing feasibility and infeasibility results. In Chapter 2, we analyze existing
security properties that have been proposed in the literature and discuss which security
properties are more relevant in which application. Our focus is mainly on the security
properties that should be achieved by white-box implementations employed in mobile
payments. We also define a novel security property for white-box implementations. This
definition, namely hardware-binding, was missing in the literature and we consider it to
be relevant in use-cases such as mobile payment. Additionally, we prove an infeasibility
result that extends already known results that were too generic to be applied in practice.
In Chapter 3, we focus on the security property of incompressibility. A white-box implementation that is incompressible is usually very large in size and it should be very
difficult to extract small parts that allow an attacker to produce an algorithm with the
same functionality. Several incompressible constructions have been proposed in the literature. These constructions base their security on the existence of trapdoor functions
or other non-standard assumptions. In this chapter, we provide an incompressible construction basing its security only on the existence of one-way permutations, a weaker
assumption.
The second part of the dissertation deals with more practical aspects of white-box
cryptography, with particular attention to automated attacks. Automated attacks are
extremely powerful and scalable as opposed to algebraic attacks. Algebraic attacks re-

quire an adversary to perform long and cumbersome preliminary steps to obtain a deobfuscated source code or understanding of the internal functionality. A common countermeasure to automated attacks is the employment of external encodings: unknown
functions hiding the values of the plaintexts and/or the ciphertexts. In the second half
of the dissertation, we show that the use of a particular kind of external encoding for a
class of white-box implementations does not provide sufficient security against automated
attacks.
In Chapter 4, we design an algorithm that breaks externally encoded white-box implementations of AES with “aligned operations”. In an implementation with aligned operations, the order and timing of the operations is always fixed. This attack is carried
out with the use of fault injections. By injecting faults and inspecting the faulty outputs,
we showed that it is possible to locate the round boundaries. When the boundaries are
located, the attacker has access to the intermediate results between rounds and applies a
known algebraic attack to extract the cryptographic key.
In Chapter 5, we devise an attack that targets a class of externally encoded white-box
implementations of AES, with the difference that internal operations are not required
to be aligned. This attack is carried out with the use of fault injections. Despite this
new attack targets a similar class of implementations as the ones analyzed in Chapter
4, and uses again fault injections, the working of the attack is fundamentally different.
This attack removes step-by-step the unknown external encodings. When the external
encodings have been removed from the implementations, the attacker can use standard
automated attacks to extract the cryptographic key.
In the conclusion, we discuss the limits of the results reported in this dissertation and
propose new directions for further research.
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