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Chapter 1

Introduction
Vehicle Re-Identification (Re-ID) aims to associate images of vehicles taken by non-overlapping
surveillance camera systems with an identity. Therefore the re-appearing vehicle on a different
geographical location could be recognized. The field has been gaining increased attention in recent
years from the computer vision community, as the demand for practical applications of it increases.
Re-ID allows intelligent surveillance video analysis that has numerous use cases. Anomaly
detection on highways and in urban settings allows automatic alarm systems that could decrease
response times of authorities and increase efficiency and safety of travel.
Public safety is continuing to be a concern of society. Thus there is an increasing demand for
algorithms that can track the movement of vehicles across cities for post crime analysis. Creating
more effective traffic control systems with the available data from these systems could reduce
waste energy usage and pollution. Additional use cases vary from congestion pricing, tolling on
highways, and logistic applications with autonomous tracking of products transported by trucks
in shipyards.
The solution to the problem of visual-based vehicle Re-ID gain momentum with modern deep
learning techniques in recent years, but due to its challenging nature is still far from being solved.
A straightforward approach is using license plates of vehicles for their identification. However,
this is not a feasible solution in many practical applications. Varying image conditions and occlusion of license plates are likely. Additionally, surveillance applications typically utilize economical,
low-resolution cameras, with which the recognition of license plate characters is impossible. Deliberate modification of license plates is also possible in extreme cases.
The cameras are placed in various ways on the side of roads. Elevation of camera placement
changes the viewpoint of the vehicle, and viewpoint change either elevation or side of the vehicle
profoundly affects the visible features. Camera type diversity is shared inside a city or area; thus,
images have fluctuating quality: resolution, color balance, sharpness, contrast. The environmental
effects also have a negative contribution: differently lit vehicle, sun reflection on windows, occlusion
by objects, and weather conditions like rain or snow. Vehicles also have high intra-class similarity
and low inter-class differences. Two similar types of sedans from a different brand but with the
same color could look very much the same. Even worse, the same year, type, the color could
make two vehicles’ bodies identical. In these cases, stickers on the windshield, objects behind
the windshield, different rims, or damage on the body could be the only distinctive features to
recognize. Therefore cross-view identification, where these sole discriminative features are not
visible in both images, could be impossible.
There are numerous approaches in the field to solve the Re-ID problem. Some solutions
exploit spatial-temporal information of images, with a sophisticated probabilistic prediction of
vehicle routes. Since the introduction and accessibility of large-scale datasets, deep learning based
methods became possible. In general, the majority of studies in recent years is concerned with the
modification of popular CNN architectures and creating a processing pipeline in order to extract a
vehicle signature accurately. These signature vectors can map vehicle images in a high dimensional
embedding space, where distance and similarity of samples can be measured. Another popular
Integrating Orientation Information into Vehicle Re-Identification
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direction is to investigate different loss functions, such as triplet loss, that is proven to improve
the performance of most frameworks significantly.

1.1

Research Questions

It is widely recognized that one of the challenges in vehicle Re-ID is that orientation change
causes a high variance of visible features. This poses an opportunity to embed the orientation
into the framework in order to improve performance. The field did not focus on this aspect, and
the accurate recognition of the visible vehicle side remains a problem. Intuition suggests that
embedding the orientation information should improve the performance of Re-ID frameworks, but
there is a lack of investigation in the topic, and a well-performing method is yet to be found.
Hence, this thesis will research, examine, and aim to answer the following questions:
• How to extract orientation information from vehicle images? What neural network based
architecture can be used, and what is the performance?
• How and where to include the orientation information into vehicle re-identification solutions?
• Does including the orientation information, and using a certain feature map division based
on it, improve the performance compared to architectures with rigid feature map division?
The thesis answers these questions in the following structure:
Chapter two begins with a further introduction to vehicle re-identification. The rest of the
chapter discusses the metrics, datasets, and the current state of the art.
Chapter three will answer the first research question and investigates the extraction of orientation information with the introduction of a novel orientation classifier.
The second research question is discussed in chapter four. The use of orientation information
is tested by embedding it into vehicle Re-ID in a novel way. Triplet loss is proven to be beneficial
for Re-ID frameworks, but mining of hard triplets remains as a challenge in the field. In this
chapter, it is shown that using orientation information allows efficient mining of hard triplets
without computation overhead or costly search of the whole dataset.
The last chapter investigates the third research question. Two different well-performing partitioning based Re-ID architectures are examined, and their relation with orientation is analyzed.

2
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Chapter 2

State of the Art Analysis
To examine the relevance of this thesis work, the setting of the current state of the art of the
field of vehicle re-identification is discussed in this chapter. It is inherently not possible to show
a metric to compare the sensor-based, or even older vision based methods without implementing
them, as there is no unified metric in the field before specific datasets become popular enough.
To be able to compare frameworks and architectures, a standard metric on a common dataset is
needed. It would not be a meaningful comparison if a deep learning method achieved better test
results using more or different training and test data as other solutions.
In this chapter, there is an introduction of vehicle re-identification, and it is shown how deep
learning got involved with vehicle re-identification. Secondly, the used metrics for comparison are
defined, then the popular and relevant datasets. After having the tools to compare performance,
frameworks, and solutions are discussed in the field.

2.1

Techniques in Vehicle Re-identification

Methods for vehicle Re-ID can be categorized based on the used technology. [15] is a comprehensive
survey of studies published on the topic. It divides methods to the vision and sensor-based methods
as the two most prominent groups.
Sensor-based methods include a magnetic sensor, inductive loop detectors, GPS-RFID-cellular
phones, multi-sensor, and a hybrid of these methods. It is possible to use inductive, infrared,
ultrasonic, microwave, and piezoelectric sensors to extract a signature from a vehicle. Most of
the studies concerned with these methods are published before 2010. There is still active research
going on, such as [31], but it is more of the autonomous vehicle tracking field and aims to overcome
the effect of dense urban areas and underground tunnels blocking GPS signals with the combined
use of RFID technology.
The most significant negative factor of sensor-based methods is the use of hardware, which
needs to be installed, for example, in a pavement, then maintained and calibrated. Also, it
possibly needs to be of the same city or area-wide project to have a unified extraction method
so that the vehicle signatures can be compared. GPS is widely available but needs on-board
installation and local calibration, which could be solved with IoT devices. However, its accuracy
fails to be reliable in crowded areas. Mentioned strengths in [15] are that, for example, magnetic
sensors do not loose accuracy in changing weather or illumination scenarios. Inductive sensors are
resilient and able to measure volume, presence, occupancy, speed, and headway.
The next category to sensor-based methods are vision based methods, more specifically, handcrafted and convolutional neural network based methods. Hand-crafted methods are methods that
are extracting a signature of the vehicle solely based on the image. This can be seen as a hardcoded solution since they do not use data based learning algorithms. An example of such is [30]
from 2003, where authors use a complex framework to separate occluded vehicles on images and
be able to count them reliably. Many studies use hardcoded solutions, but this thesis is concerned
Integrating Orientation Information into Vehicle Re-Identification
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with the best performing field that has received the most attention inside vehicle re-identification,
which is the use of neural networks and deep learning.

2.2

Vehicle Re-identification with Deep Learning

Deep learning is a subset of machine learning, where a complex function is used to have multiple
layers of neural networks. Neural networks are named after their biological counterparts in the
human brain, but they only have a weak similarity, since the biological neurons are much more
complicated. Multiple layers of interconnected nodes activated by weighed signals from connections
to previous nodes. The number of connections and their weight in the activation can be changed
or ”learned.”
Neural networks have been around for quite some time. Historically the first-ever machine
implementing a perceptron (binary classifier) was built in 1957 by Frank Rosenblatt [33]. Looking
at publication dates in person or vehicle re-identification, studies did not utilize neural networks
until around 2012. The turning point subjectively is the first powerful performance result that
marks the new era of neural network research; the success of AlexNet [19] in 2012 with the
ImageNet data set.
ImageNet is an image database with hundreds of thousands of images with over a thousand
categories. This was one of the first large-scale datasets with labeled images that enabled databased machine learning because of its size. A well-known image recognition competition, pascal vol,
included ImageNet in the competition since 2010. The competition became a benchmark, showing
the state of the art of image classification. In 2012 AlexNet (Neural Network) achieved 15.315%
error, which was a huge step compared to the second-best result of 26.172%. Convolutional Neural
Network research boomed thanks to the proven results, and the classification error quickly went
down over the years to 5% by 2017.
Image classification is recognition based on pre-defined classes. One could reasonably ask, how
does that help to recognize if a vehicle was seen on a previous occasion? Since the vehicle identity
cannot be pre-defined, it is not a classification, but an image retrieval problem.
Image retrieval tasks intend to retrieve an image from an extensive database given an input
query image or label. The specific vehicle that one would like to find matches for is called a query
or a probe image. The query for a particular vehicle that is arbitrary decided to be label as car
A. In the database of test images of vehicles, all the images of the query vehicle should be found
in an ascending order based on similarity.
Vehicle re-identification’s primary goal is to organize images of vehicles into an ascending
order based on the similarity to the query image. For this, a pipeline is built to extract a visual
signature of the image that captures all distinctive attributes. If this extracted information has
accurately captured a vehicle’s details, the re-appearing vehicle can be compared and matched.
The same identity’s description needs to be closer in the comparison metric than a different
identities description. Deep learning algorithms can be trained for this description task. Therefore,
an accurate signature can be created.
Here a general idea and training mechanism is given for vehicle re-identification with a classifier
algorithm. Given an adequate dataset of vehicle images, a classifier is trained, where the last layers
are appointed to give high response where the identity of interest is shown to the network. This
last layer fully connected layer is working based on the information of the previous layer. Meaning
the last minus one layer is holding a description of the shown image with which it is possible to
conclude on the identity. After the network learned to have a good description of known identities,
the aim is to use it on previously unknown identities. For this, during inference, the last fully
connected layer is removed, so the network always gives an output of the previous descriptive layer.
This output is called a description vector, as it is a vector of numbers, the numbers being the level
of activation of individual neurons in the layer. The description vector then can be compared with
a distance metric to conclude on similarity or match of vehicle identities. This way, the modern
classifier, which so many other computer vision fields are using and improving, can extract a good
description of vehicles and use it for vehicle re-identification.
4
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2.3
2.3.1

Metrics of Performance
mAP

For information retrieval problems, such as person re-identification and vehicle re-identification,
the formulation of Mean average precision (mAP) [25] [26] is slightly different compared to object
detection and classification. AP refers to Average Precision, which is the area under the PrecisionRecall curve.
P recision =
Recall =

TP
TP + FP

TP
TP + FN

TP refers to true positives, FP to false positives, and FN to false negatives. The precision and
recall are inherently both important to show how well a network performs, as the goal is to have
a network that is always right but also finds all possible positives.
In image retrieval, one has a user query image, the set of labeled data G, a score function
x(a,b) to show how similar object a is to b, and G’, which is the ordered set of G according to our
score function x. After creating the G’ one can calculate AP for the predictions. The index of G’
is labeled as k. A general formula:
AP @k =

i=1
1 X T P seen
GT P
i
k

Where GTP refers to ground truth positive (labeled data) for the query, and TP seen refers to
the number of true positives (same vehicle identities) seen until k. For a perfect score of 1, the set
G’ is returned with all the true positives images leading the set, without having any false positives
in between. The mAP is the average of AP values for all the queries done.

2.3.2

Rank1

If, based on the query image, the solution returns the same identity from the test set of images,
the score is 1 or 100%. Data sets have multiple query images, so the score is averaged on the
whole query set. Rank1 is often called the top1 score in the literature. Rank3, rank5, rank10 are
similar to rank1 with the only possible misunderstanding that a perfect score of 1 in rank10 does
not mean that all returned 10 images are of the query identity, but that at least one out of the 10
images is the query identity.

2.4

Datasets

To test the performance of the solution, existing datasets are used in the literature. The most popular dataset among studies is Veri776 and VehicleID [21]. VehicleID has more identities (26,328)
but only has rear and front images, which is less useful for the topic of embedding vehicle viewpoint.
Therefore in this thesis, the focus is on the evaluation and training on Veri 776.
The most common public datasets are well explained in [15]. Some other public datasets are
CompCars, BoxCars, VRID-1, PKU-VD, Toy Car ReID. In CVPR 2019, some other datasets are
presented, such as a VehicleNet [49] a joint dataset of all datasets the authors could get, resulting
in 434,453 images.

2.4.1

Veri776

The Veri776 dataset [22] [23] contains 50k images of 776 vehicles captured by 20 surveillance
cameras. Images of vehicles are captured from 2-18 viewpoints, with varying illumination and
Integrating Orientation Information into Vehicle Re-Identification
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Figure 2.1: The Veri776 dataset. The image is from the authors’ [22] [23] publication.

Figure 2.2: Toy cars example. The image is from the authors’ article. [53]

resolution. An example is shown in Figure2.1. The ground truth file contains labels for the vehicle
identity, camera id, color id, and type. Moreover, the dataset is also labeled spatiotemporal
information, such as the timestamps of vehicle passing and distance between cameras.
Note that the images vary in resolution and aspect ratio, making it more realistic but difficult
to use. Resizing the images to be able to feed it into the network during forward pass creates an
unrealistic aspect ratio in some cases. This is a hyper-parameter or design choice for the network
training, as different resize parameters can be chosen, and it will vary in which image is still
looking realistic with a forced resized size and aspect ratio. Interestingly, this problem seems to
be neglected and not discussed in detail in any of the state-of-the-art solutions, which have been
cited in this thesis.

2.4.2

Toy Car ReID Dataset

A less popular non-real example dataset is the toy car dataset. The authors [53] created a synthetic
dataset in an indoor setup environment. They used metal toy cars, resembling real models, to
capture images from multiple angles. The dataset consists of 200 different models, and captured
with three camera angles in 30, 60, and 90 degrees. In each angle, 50 viewpoints are sampled,
resulting in thirty thousand cropped images. An example is shown in Figure2.2. As a postprocessing step, the background of the images is replaced with real life examples.
The original idea of the thesis is to embed the viewpoint of the camera, so this dataset could
help to train a network to recognize viewpoints, which in turn could be used to predict viewpoints
of real-life examples. Unfortunately, until the end of the thesis work, this dataset has not been
published and cannot be publicly accessed.
6
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2.4.3

Box Cars

The box cars dataset is a publicly available dataset that has been created by using the methods
of research article [37]. The study focuses on methods for fine grained vehicle detection. The
goal of Fine-grained vehicle detection is to recognize the vehicle on an image, place bounding box,
identify the exact type, model, sub-model, and year. The article discusses that their method is not
limited to any viewpoint and does not require any extra annotations on the images, so essentially,
their method can create datasets. Their collected dataset consists of 116k images from various
viewpoints.

Figure 2.3: BoxCars 2D and 3D bounding box, estimated contour, and direction towards vanishing
point. From article [37].
The study also proposes a data augmentation process for the training of convolutional neural
networks that they refer to as image unpacking method. The image unpacking method uses the
3D bounding box to unpack the planes and to use these images for neural network training. It
is also mentioned that inferring additional information from the 3D bounding box, such as the
encoded viewpoint, can improve classification and verification performance. Such information is
the encoded viewpoint, the rasterized 3D bounding box. The method of view extraction focuses
on the vehicle direction towards or against the camera.

Figure 2.5: BoxCars data augmentation examples from [37].
Figure 2.4: BoxCars image unpacking method
from [37].
Additional augmentation is proposed, such as image drop, a random rectangle in the image
filled with noise. Next, color augmentation is proposed; however, it is claimed that for fine grained
recognition of vehicles, their color is irrelevant.
Integrating Orientation Information into Vehicle Re-Identification
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To estimate the vanishing point and contour needed for the 3D bounding box creation, they
use a Fully Convolutional Encoder-Decoder network designed by [48]. For the regressor, they use
a ResNet50 as a classification task, and they bin the angles by three between -90 and 90 degrees
resulting in 60 vanishing points. It is claimed that the binning of angles is more robust than direct
regression. This might suggest that binning viewpoints of a half sphere representing the viewpoint
for a classifier is a good practice. The dataset is collected from Brno, The Checz Republic, with
surveillance cameras recording the passing vehicles and detecting the vehicles with a Faster-RCNN
[32] trained on COD20k [13]. The dataset is cleaned up manually by four annotators per image;
some imprecise annotations were corrected. The dataset has a high variation of viewpoints but
typically has medium-high elevation.

2.4.4

CityFlow-ReID

The dataset is a specific dataset released for the AI City workshop 2019 - track2 [29]. The challenge
uses three hour long video footage from 40 cameras, collected from 10 intersections. The quality
of images is better than in most of vehicle Re-ID datasets. The dataset is not publicly available.
Only some images are visible on the official website, making it difficult to use it in research and
judge methods based on their score on this dataset. The cityflow ReID dataset contains 55,277
images, 36,935 for training with 333 vehicle identities. The query set is 1,052 long.

2.5

Results of Track2 of CVPR 2019 AI City Workshop

Cvpr 2019 AI City workshop [29] is aiming to accelerate research and development of city scale,
deep learning based vehicle related technologies such as: multi camera re-identification, multicamera vehicle tracking, and anomaly detection such as lane violation and wrong direction driving.
Track 2 of the challenge was vehicle Re-ID. The results for track2 shown at Table 2.1.
The challenge had its own data set, but there was no constraint on used data for training. Most
of the submissions are using already existing solutions and combining them with spatial-temporal
information existing in the dataset in order to achieve the best possible result. The published
methods also often use extra annotations and varying levels of novelty. The workshop can be
seen as competition without limits, where teams were allowed to use any data, frameworks, or
technologies they see fit for competing with. This, however, causes a bias in the scientific comparison of solutions. Having extra annotations on the dataset is most likely to increase achievable
performance, and relies on human annotators to do.
In this thesis, only the top 13 ranks are discussed. The team’s articles are examined one by
one, for complete investigation on the state of vehicle re-identification field. There are missing
ranks in the reported Table because some teams did not publish an article and are absent.
The winning team [43] used spatial-temporal information and extra annotations of vehicle
attributes, such as color, type. Spatial-temporal information, for instance, the timestamps when
the image is taken, and distance between the cameras are a whole different research area of visual
based vehicle re-identification with which this thesis is not concerned with.
Rank
1
2
3
4
5
8
13

Team Name
Baidu ZeroOne [42]
U. Washington IPL [11]
Australian National U [28]
U. Tech. Sydney [50]
BUPT Traffic Brain [8]
U. Maryland RC [17]
INRIA STARS [3]

rank-K mAP
0.8554
0.7917
0.7589
0.756
0.7302
0.6078
0.5344

Table 2.1: Summary of CVPR 2019 AI City workshop track 2 [29].
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The second best result [11] used a viewpoint, aware temporal attention model. The proposed
method is focused on the video to image recognition, as it processes the video as an input. The
method used extra annotations, such as orientation attributes and temporal information. It is
worth noting that based on their article, it seems they annotated enough images to create a
viewpoint classifier. It is unclear how this was achieved, but their image shows 35 marked keypoints, which suggest very labor-intensive manual annotation work.
Australian National U [28] is focused on spatial-temporal techniques as well. Their feature
extractor is a DensNet121 architecture trained with triplet loss and cross-entropy loss, and then
they used a model ensemble. The difference of their models in the ensemble is the use of label
smoothing regularization [40], soft or hard triplet loss, and jitter augmentation.
U. Tech. Sydney [50] combined all vehicle training data they were able to find. The article calls
the dataset VehicleNet, having 434,453 images, compared to the training set of 26,803 provided
for the challenge. They use a two-step training method, where first they train on their elsewhere
acquired data, and in the second stage, they fine-tune with the challenge’s dataset to bring the
model performance closer to the test data domain.
BUPT Traffic Brain [8] is used the VAMI [54] as their feature extractor. The article combines
existing solutions of other spatial-visual techniques with LSTM (long short term memory neural
network) aiming to get path proposals.
U. Maryland RC [17] used a 3 stage pipeline for gaining the final feature vector. The first stage
crops the dataset images, as they claim that 75% of the image contains information irrelevant to
the vehicle. The second stage is the feature extraction module AAVER from [16]. AAVER is a
two branch network. The first part is a simple ResNet architecture that generates the first feature
vector. The second branch starts with an attention model, that first predicts vehicle key points,
based on the work of OIM. Using the predicted key points on the image, the authors claim that
the main differences between vehicles are found in the area of these key points. Therefore they use
the second branch to extract features from these areas. The extraction of branch two starts after
conv2 of branch 1, then continues with the same conv3 conv4 and conv5 layers. In the end, the
two branches are connected with a shallow, fully connected network to give the final description
vector.
INRIA STARS [3] is the actual current state of the art solution, which will be discussed in the
next section as well. The most significant result is that they do not use any extra labels and solely
rely on the extracted feature comparison. Their lower rank on the competition could be explained
with the absence of visual-spatial technologies and limited data usage.

2.6

Current State of the Art

In this part, the current state of the art solutions are discussed. The previously defined: mAP, top1,
top5 scores are used to compare frameworks. All methods should be implemented for unbiased
result comparison and compared with similar data augmentation and other framework orthogonal
hyper-parameters. Note that finding the correct hyper-parameters for frameworks could mean
significant improvement (5-10 % mAP improvement in case of baseline), but is a very resource
and time consuming task. The results shown in this chapter are from the published articles and
were not implemented by this thesis work, expect for PRN. More explanation follows in the PRN
discussion. Table 2.2 shows the results of different frameworks/networks.

2.6.1

PRN

”Partition and Reunion: A Two-Branch Neural Network for Vehicle Re-identification” [3] is
without question the best performing on the Veri 776 dataset, without extra annotation, and at
the time of writing this thesis recognize it as the state of the art solution of vehicle re-identification.
It outperforms existing solutions with a very significant 20 mAP.
The article points out that vehicle Re-ID is advancing at a slower pace compared to person ReID. Based on person Re-ID methods [38] [44], it proposes that extracting more local features can
Integrating Orientation Information into Vehicle Re-Identification
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Method
VAMI[54]
OIM[45]
Hard-View-EALN[27]
VSTM[36]
GS-TRE[1]
RAM[24]
MTML-OSG [14]
MLFN+Triplet[34]
PRN[3]

mAP
50.13
51.42
57.44
58.27
59.47
61.5
64.6
66.06
85.84

rank1
77.03
92.35
84.39
83.49
96.24
88.6
92.3
91.78
97.14

rank5
90.82
94.05
90.04
98.97
94
95.7
96.42
99.4

Table 2.2: State of the art solutions, results on Veri776 dataset.

Figure 2.6: The architecture of PRN, the image is from authors’ article [3].

have better performance, pointing to feature map partitioning. The reasoning for the partitioning
strategy is that back and frontal images of vehicles are vertically symmetrical, but the side views
are asymmetrical. Therefore both height wise and width wise partition is meaningful for feature
extraction. A three dimension partitioning of the feature map is proposed. The three dimensions
being height, width, and channel. The framework is novel in the vehicle re-identification field in
a way, that compared to some older methods, where the image itself was partitioned in the early
processing, here the partitioning takes place after the duplication on conv4 1 of ResNet50 [7]. The
partitioning is achieved with a two branch network. The author’s reason that since both width
and height belong to spatial dimensions, features extracted from the same location on feature map
could be considered twice in two partitions. To avoid double consideration of features, the network
is branched into two.
The framework is shown in Figure2.6. After the two branches, a four layer partitioning was
done. The authors reason that a small amount of partitioning causes local features to be close
to global features while having too many partitions reduce global feature weight in the final
appearance signature. This is also discussed in [38], where it is shown that increasing the number of
partitions is gaining performance until six partitions. However, with seven partitions, performance
drops to a similar level as it was with 5, showing more or less a triangle shape on the number
of parts and mAP scale. Therefore it is shown that there is an ideal amount of feature map
partitions.
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Integrating Orientation Information into Vehicle Re-Identification

CHAPTER 2. STATE OF THE ART ANALYSIS

Method
PRN reported[3]
Implemented PRN v1
Implemented PRN v2

mAP RR
90.48
85.14
86.36

Rank1 RR
97.38
97.26
97.53

Rank5 RR
98.87
97.92
98.03

mAP
85.84
83.31
84.64

Rank1
97.14
96.61
97.2

Rank5
99.4
98.48
98.72

Table 2.3: PRN[3] implementation result

Global max pooling (GMP) is used on partition maps, similar to [38]; then, a 1*1 convolution
layer is used to arrive at the 256 long vectors, from both 512 and 2048 long vectors, which is
followed by a batch normalization layer [12]. [38] shows that having longer T tensors improves
performance on the cost of computation cost, but that does not directly apply in this case. It is
not discussed how different pooling sizes or down-sampling rates would affect performance versus
computational cost in the PRN architecture. Memory constraints could apply. During training,
two different loss functions are used, hard triplet loss [9], and softmax cross-entropy loss.
Following the implementation details in PRN, the framework has been implemented in Pytorch.
The results are shown in Table 2.3. In version two, amsgrad was added to the optimizer, showing
a slight improvement in results. It is worth noting that due to the random sampling of training
images, every training session has varying results. It is possible that after 100 trials, better results
could be achieved. The article’s implementation details are not nearly complete enough to be able
to re-do the experiment, and many hyper-parameters are left out of the discussion. Nevertheless,
the results could be considered close enough in order to confirm the frameworks good performance.

2.6.2

RAM

The independent two branch network from PRN is similar to RAM [24], where the authors used a
four branch network. This multiple branch architecture had excellent results in 2018. In turn, this
also resembles the architecture used in a person Re-ID study [44], where authors (in 2018) also
used a three branch network with a ResNet50 backbone and achieved state of the art results at
the time. RAM, just like PRN, relies on a shared backbone network in order to extract low-level
features. The backbone network is partitioned into three region branches with overlapping regions,
shown in Figure 2.7. Conv branch and BN branch have different architectures, but both generate
a global feature vector using the whole M map.
The authors explain that the BN branch helps to learn complementary global features. In
Figure 2.8, in the (b) column, it is shown that the branch tends to focus on parts of the image
that is not showing the car, but the surroundings. Conv branch seems to focus on stickers and
other objects behind the windshield.
The division of bottom, middle, and top, in the region branch, encourage the network to focus
on discriminative features in those areas as visible in Figure 2.8 in the (c) column. In most of their
figures, they focus on the vehicleID dataset, which mostly has front and rear images, which are
well separable for these regions of the hood, windshield, and front bumper in case of front images.
In their results on Veri, they show that compared to the baseline of using one branch fc , their
improvement with using the whole architecture is from 0.55 mAP to 0.615 mAP, and from 0.848
rank1 to 0.886 rank1 score.

2.6.3

MTML-OSG

MTML-OSG (Multi-Task Mutual Learning) approaches the problem by dividing the task into
vehicleID, multi-scale, grayscale, and orientation. They aim to simultaneously learn the different
recognition tasks with different supervisory signals and a consensus loss signal. This results in
concurrent recognition of the different aspects and tasks for their mutual benefit. Even if the color
is the same, the grayscale part might vote on a high difference.
This solution is interesting from the perspective of the thesis topic, as it achieves the best
performance with orientation embedding. Interestingly, this method also uses a four branch arIntegrating Orientation Information into Vehicle Re-Identification
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Figure 2.7: The architecture of RAM, the image is from authors’ article[24].

Figure 2.8: Activation maps, generated by different branches of RAM architecture. (a) shows conv
branch, (b) shows BN branch, and (c) shows region branch. The image is from authors’ article[24].

chitecture, but each sub branch is solving its task. The last part is an additional fully connected
layer, which aims to fusion the features and create the actual output.
The orientation branch is tasked with learning the orientation and vehicle id. Both labels are
deployed at the same time with a joint loss function.

2.6.4

MLFN Triplet

MLFN-triplet[34] is using the MLFN[2] architecture, which was originally published as a person
Re-ID solution. In this vehicle Re-ID article, they examine the effect of different loss functions, and
they conclude on triplet loss as best performing. The architecture has multiple separate identical
blocks (B1,B2...Bn), with multiple factor modules (FM) inside and one factor selection module
(FSM), which examines which factor module should be currently activated. The architecture is
shown inFigure2.9. During training, the FMs specialize in processing different factors, and different
blocks represent different semantic levels. The authors found that the bottom blocks represent
lower-level features such as clothing color, while top level blocks represent high level global features
such as an object being carried or gender. The FSM achieves multi-level feature fusion without
creating a very high dimension number. The skip connections from the FSM outputs provide deep
supervision[20] and multiple granularities for the final output. The architecture can be seen as a
generalization of ResNeXt [47], where within each block, a sub-block can be switched on or off.
12
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Figure 2.9: The architecture of Multi-Level Factorisation Net (MLFN), the image is from authors’
article[2].

2.6.5

Short Summary of Rest of the Methods

Here the rest of the solutions from the state of the art Table are summarized shortly. Note that
due to the rapid development of the field in recent years, some older frameworks from just 1,5-2
years ago are already less relevant.
GS-TRE focuses on the loss functions, without much novelty in the architecture side. It
leverages inter-class triplet embedding, as well as intraclass triplet embedding.
VSTM is exploiting spatial-temporal information and uses a Siamese-CNN network for deciding
on pairwise similarity. While this seems to be a good idea for real-life applications, it does not
align with the thesis topic; therefore, it is less relevant.
Hard-View-EALN uses an adversarial learning method. The article argues that finding good
hard negative samples is greatly beneficial for performance, and instead of mining these from
the training set, their method creates these images automatically with Generative Adversarial
Networks (GANs)[6]. The adversarial learning scheme works in the embedding space. The generator aims to minimize the feature distance between the input and the generated image, while
the discriminator tries to maximize it. With this method, the embedding discriminator is trained
with the online hard negative generation, and the authors argue that this leads to a better discriminator. In summary, their generation can be specified in the vicinity areas in the embedding
space, resulting in excellent hard negatives if required, which enriches the training set. The power
of their GAN network is impressive and manages to create admirable hard negatives, where the
differences are close to real-life like discriminative features. For example, differences on the windshield in the form of stickers or objects on the dashboard. The network also capable of creating
cross-view images with reasonable similarity; however, this is, in principle, an impossible task to
solve entirely.
OIM uses 20 vehicle key points for orientation invariant feature aggregation. Although the
result might not be as good as other methods, the focus on orientation makes it interesting from
the aspect of the thesis topic. The framework consists of four parts: an orientation based region
Integrating Orientation Information into Vehicle Re-Identification
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proposal module, a feature extraction module, an orientation invariant feature aggregation module,
and a spatial-temporal regularization module. After the vehicle key point prediction, an orientation
based mask generation is being done. The framework in stage 2 uses five branches, which of four
are local region branches, and one is a global branch. It is worth noting that the authors labeled the
20 key point annotation manually for Veri776. The Veri776 dataset originally has no orientation
labels. The authors mention that they managed to make an OIM point classifier with 93.2%
accuracy, compared to their own labels. Note that this is not an orientation classification, but a
key point classification, which can be translated into orientation with varying accuracy.
VAMI is a rather complicated framework, with the lowest performance from the list of solutions.
The viewpoint-aware attention model aims to use attention maps and focus on the features that
are likely to be visible from the inferred image. For example, to infer the front view feature from
a rear view, VAMI focuses attention on the top of the vehicle while ignoring parts that will not
be visible. It also uses a conditional generative network and embedded pairwise distance metric
learning.
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Vehicle Orientation Classification
Before the vehicle’s orientation could be included in any re-identification architecture, reliable
information of the orientation needs to be extracted. Therefore the vehicle orientation classifier is
a vital part of this thesis and is also a main contribution to the field.

3.1

Orientation Information

The orientation of the vehicle towards the camera is significantly affecting the visible features.
Since the thesis is aiming at using deep learning based solutions for the classification, it is not
required to go in-depth to the camera model. However, it should be defined what should be
classified precisely: what is the information that needs to be extracted from an image, that can
be used in neural network architecture in order to improve performance.
A car can be seen 360 degrees around if a camera with fixed elevation moves around it, as
shown in Figure 3.1. Therefore, it is possible to classify for 360 viewpoints, but probably that
fine-grained classification level is unnecessarily accurate since there is no significant difference in
visible features at degree 0 and 1.
It is possible to label views more roughly to the front, side, back, and rear. If there is a frontal
image such as the middle image in Figure 3.1. The elevation of the camera here could be labeled
as 0. If the camera is elevated, such as on the right image of the same Figure, and the focus point
is still pointing to the middle of the vehicle, it could be seen as a degree of elevation angle that
can change in the range of 0-180 degrees.

If the camera elevation is taken into account, it is not enough to look at the viewpoint as front
side and back. If the viewpoints are roughly binned, with camera elevation taken into account, it
can be looked at as placing a sphere divided into arbitrary slices. An example is shown in Figure
3.2. In the last image, the viewpoints are marked from 0 to 20; this is an example binning of
viewpoints into 20 bins that would roughly relate to the viewpoint. This still does not consider
the translation of the camera viewpoint compared to the middle of the vehicle.

Integrating Orientation Information into Vehicle Re-Identification
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Figure 3.1: Top, front, and elevated front view.

Figure 3.2: Binning of viewpoints.

3.2

Related Work

In this section related research is discussed, where authors use orientation information embedding
in their framework to solve vehicle Re-ID. The field has limited work on including orientation in
high performing frameworks, and accurate orientation classification seems unsolved.
By the time of writing this thesis, the only study found with reported scores on orientation
classifier is the already mentioned AAVER [16]. It is a recent article published around the same
time as the orientation classifier’s work in September. Their study focuses on extracting features
close to landmark points discussed by OIM, and report the orientation classifier having 84.44%
accuracy.
Authors of OIM[45] create a landmark regressor, then use that for region proposals, in order to
try to use the same neural network branch for feature generation for certain parts of the vehicle.
They use orientation information derived from vehicle landmarks such as the left front wheel, right
front wheel, right fog lamp, left rear lamp, rear auto logo. These key points are shown in Figure
3.3. To train the regressor, the whole Veri776 dataset has been manually annotated with these
key points. At the time of writing this thesis, this is the most reliable orientation information
annotated on a dataset. The authors report that the regressor is capable of placing the key points
on test images with 92% accuracy if the threshold of prediction is 5 pixels. The posted labeling
also includes classification of the pose in 8 categories. The categories and labels are: 0 front, 1
rear, 2 left, 3 left-front, 4 left-rear, 5 right, 6 right-front, 7 right-rear. The labels are shown on the
left image of Figure 3.2.
Another related method is the mentioned MTML-OSG [14], where authors use a separate
branch for orientation. They did this by using the orientation labels from OIM, and during
training, use it in combination with the vehicle id label to have a joint loss calculation. So
the branch is used to predict the orientation and id simultaneously and generate a description
vector that is fused by the rest of the branches. They prove that using this branch does improve
16
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Figure 3.3: The 20 key points defined by authors of [45].

performance, therefore using orientation is some form is beneficial. It is important to note that
this is not an orientation classifier.
The authors of the toycar dataset aim to learn the change of features with the change of orientation using LSTM (Long Short-Term Memory) network. Thus a multi-view vehicle representation
could be inferred from just one viewpoint. The results on the Veri776 dataset remain somewhat
underwhelming.
The authors of Boxcars[37] dataset include orientation information by three axes of the car
pose, as visible on image 2.3. They also use a binning of 3 degrees in the possible 180-degree space
to make predictions more robust. This can be seen as orientation information, but it is compared
to the image vanishing point, and a translation should be done to conclude on the visible side of
the vehicle.

3.3

Orientation Classifier

Following computer vision trends, a deep learning based method is an obvious choice for a classifier.
However, deep learning is not possible without a sufficient amount of quality data. After examining
the public datasets, three possible datasets include the labeling of viewpoint information in their
data. ToyCars would be a great choice because of their fine-grained orientation information,
but the dataset is not publicly available. BoxCars is another possible choice; however, a label
transfer should be done to translate their way of notation to visible sides. The labeling of the
Veri776 dataset by authors of OIM is an excellent choice since the dataset is already widely used
to determine the state of the art performance and compare solutions. Therefore this has been
selected for this work.

3.3.1

Implementation Detail

The classifier has been implemented in the PyTorch framework. The uploaded OIM data are
missing some labels. Therefore, those images of which did not have labels were excluded from the
training and evaluation. Overall, 37,715 images were used and were split with 80% for the train,
and 20% for the test set. Images have been resized to (224,224), test and train batch size was
set to 64. The learning rate starts at 0.0002 and decays at epochs 10, 20, and 30, by 0.1. Most
models were trained for 40 epochs. The used optimizer is Adam [18], and the used loss function is
a standard cross-entropy loss from the PyTorch library. The accuracy has been tested after every
epoch. Therefore accurate graphs are available about how the training progresses.
The last layer of the network, the fully connected layer, was set to size 8: the number of labels
to classify. The labels are of sides are visible at Figure 3.2
Integrating Orientation Information into Vehicle Re-Identification
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Model
ResNet18
ResNet18 Non Pre-trained
ResNet34
ResNet34 Non Pre-trained
ResNet50
ResNet100
ResNet152
ResNext50
ResNext100
MnasNet0 5
MnasNet1 0

#parameters
11,689,512
11,689,512
21,797,672
21,797,672
25,557,032
44,549,160
60,192,808
25,028,904
88,791,336
2,220,824
4,383,312

Inference Speed[s]
0.0131
0.0131
0.0230
0.0230
0.0297
0.0562
0.0826
0.0339
0.0747
0.0221
0.0227

Accuracy[%]
94.60
91.73
94.80
92.04
94.46
94.68
94.58
94.87
94.25
89.99
94.34

Table 3.1: Results of the orientation classifier.

3.3.2

Results

Multiple models have been tested, and their results are shown in Table 3.1. The initial experiments
with ResNet50 shown a result of 94% accuracy, and using bigger models such as ResNet100,
ResNet152, or ResNext50, ResNext100 shown minimal improvement or none. Smaller models
such as ResNet34 and ResNet18 shown similar performance. Therefore this thesis concludes that
this problem is easy to solve for neural networks, and it does not need the deeper networks’
descriptive capability.
Since smaller networks show similar accuracy, they are an obvious choice as their inference
speed is faster, as shown in Table 3.1. For the measurements, the Nvidia Quadro M1200 GPU was
used. This is a mid-range notebook GPU from 2017. Newer desktop GPUs would have significantly
higher performance. The results are a measure of predicting the label for 255 images, excluding
the first result. During measurements, it turns out that due to the use of cuda libraries, the first
inference takes a significantly longer time due to starting overheads. It is visible that the smaller
network of ResNet18 has a speed of 0.0131 seconds. This speed would enable an application to
predict the visible side of a vehicle with 76.3 predictions in one second.
Smaller networks have less trainable parameters, they use less memory, and their training is
significantly faster. Since the smaller networks showed similar performance, the question arises
if a custom, even smaller network could do the same. To experiment with custom architecture,
first, a non-pre-trained model should be examined. All models downloaded from PyTorch model
zoo can be set to include parameters trained on ImageNet. In general, it is beneficial to start
the training with a pre-trained model, and all models training in the results were started with
pre-trained weights and biases, expect ResNet18 nonpre and ResNet34 nonpre. To investigate
the possibility, the non-pre-rained model of ResNet18 and ResNet34 was tried, but both shown
smaller performance by around 3%. The progress of training is shown in Figure 3.4. This does not
mean that a custom architecture could not reach reasonable performance and could be included
in future research.
MnasNet [41] is a rather new model, published in 2019. The model is designed for mobile
phone applications, with resource constraints in mind. The models are in the 100ms inference
speed category on a Pixel phone. Since these are even smaller in memory usage, as shown in Table
3.1, their speed and accuracy were examined. At the time of this thesis, only the two included
version was available with pre-trained weights and biases from PyTorch library. MnasNet 1 0
achieves a good result of 94% with only 4.3 million parameters, which is significantly lower than
the parameters of the ResNet18. The inference speed seems to be around two times higher on the
notebook GPU platform than reported for the Pixel phone in the published study [41]. ResNet18
in this notebook GPU still have faster inference speed, on the cost of having higher memory usage.
In Figure 3.5 all models accuracy is shown during training. The image has been made with
TensorBoard, and the lines are smoothed to have a clearer comparison. The relative time shows
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Figure 3.4: Accuracy progression during training of pre-trained and non pre-trained models.
the comparison of how long the training of 40 epochs take on a GTX 1080 video card, but it is
subject to high inaccuracy, as in cases when multiple trainings were running on the server, the
HDD, CPU loads, and case temperatures are factors that slow down the training. Overall the
training of such simple algorithms is easy and is complete in a few hours.

3.3.3

Failure Case Analysis

In order to investigate the reason for the upper limit of 94% accuracy, the failure cases were
examined. The examples are shown in figures 3.6, 3.7, and 3.8.
The images show the predicted label and their ground truth. Failure case 1 in Figure 3.6 is
common, where the network predicted right front, which seems correct, but the actual ground
truth is front. A similar and also typical case is shown in Figure 3.7, where the network predicted
front, but the ground truth is left front. The third case in Figure 3.8 happens less often but is
existent, where the ground truth is simply wrong. Overall the limit of 94% does include a few
incorrect predictions, but most of the missing 6% of correct predictions are subjective if the result
is wrong. More consistent labeling, where the front and front-right front-left is more accurate and
not subject to the labeling person’s opinion, would most likely yield even higher accuracy.
From this, it is possible to conclude that the classification of visible vehicle orientation is an
easy and fast task that a lightweight CNN can do, and it enables the use of orientation information
during vehicle re-id, even in real-time systems.
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Figure 3.5: Accuracy progression during training of all models.

Figure 3.6: Pose detection fail- Figure 3.7: Pose detection fail- Figure 3.8: Pose detection failure case 1.
ure case 2.
ure case 3.

3.4

Veri776 Orientation Distribution

With the orientation information, analysis can be done about the orientation label distribution of
Veri776. Figure 3.9 shows all images in the Veri776 dataset with available label for orientation.
The numbers in brackets correspond to the actual label, which is also shown on 3.2. The Figure
shows a high unbalance, especially for left and right images. The labeling of the front, left-front,
and right-front are overlapping and subjective, as shown in the failure case analysis, and overall
visually very similar. In an attempt to create bigger groups and balance the label distribution, the
orientation was further binned into the front, back, and side images in the further work, shown in
Figure 3.10. With this binning, the front and back groups are fairly similar in number, but not
much can be done for the side images, which has around 22 times fewer images than the front and
back bins.
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Figure 3.9: Orientation distribution of Veri776 dataset

Figure 3.10: Binned orientation distribution of Veri776 dataset.

Chapter 4

Pose Aware Branched Network
4.1

Related Work With Orientation

The state of the art analysis discussed previously used architectures in the field of vehicle reidentification. This thesis aims to improve vehicle re-identification by including orientation information. Here it is shortly discussed which existing methods included orientation in their framework.
It is essential to examine solutions that use orientation, but it should be taken into account that
what is the currently well-performing methods. It is less useful to follow directions of including
orientation that did not achieve good enough performance, or just partially outdated.
OIM is an essential article as they are the publisher of the orientation labels that are re-used
in this work. The article is published in 2017, with a result of 51.42 mAP and 92.35% rank1 on
Veri776. They included the landmark information at the very beginning of their network and used
multiple branches on the masked images.
AAVER [16] is re-using OIM points in their two branch architecture. With the detection of
key points, they branch ResNet50 after conv2 and do a separate feature extraction more refined
to these key points. They also use an orientation classifier, that is claimed to achieve 84.44%. One
of their primary assumptions is that the most descriptive differences in vehicles can be found in
the area of these key points. Their result after re-ranking is 66 mAP and 90.17% rank on Veri776.
The article is published in 2019 in September. Their show around 6 mAP improvement by using
the two branch network compared to the baseline. It is interesting to see that even though there
are better performing methods on Veri776, the team using this framework achieved a high ranking
on 2019 ai city challenge with rank 8.
RAM is another well-performing method that gives sound reasoning for using a shared backbone
and a branched network after that. AAVER can also be seen as using a shared backbone, as their
secondary branch start after conv2 of the backbone network.
Intuition suggests that using orientation will improve performance since the visible features are
more similar on the vehicle’s same sides. Evidence of such an approach is MTML-OSG, where it is
proven that using an orientation-specific branch could give better overall results. However, in their
framework, MTML-OSG is using an orientation-specific branch as an additional feature generator
that is being included in the final appearance descriptor. They train this branch simultaneously on
the orientation and identity labels. Therefore they do not use an orientation classifier to generate
different description vectors; instead, use it as an additional factor in loss calculation.

4.2

Setting Baseline

To investigate and measure the benefit of certain aspects of the proposed architecture and techniques, a baseline should be set. There is no definite consensus on the field that what is the current
baseline for vehicle re-identification. The performance of baselines in studies is greatly varying.
The performance is heavily influenced by the available frameworks and implemented ready to use
Integrating Orientation Information into Vehicle Re-Identification
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Method
ResNet50 Reference [4]
ResNet50 Reference [16]
Baseline XE
Baseline XE+Triplet

mAP RR
71.4
51.39
70.27

Rank1 RR
92.9
75.33
90.45

Rank5 RR
94.9
83.79
93.21

mAP
66.7
52.88
43.57
63.6

Rank1
91.8
83.49
73.48
88

Rank5
96.1
94.34
86.83
95.59

Table 4.1: Baseline results of vehicle re-identification on Veri776.

solutions. For example, if the used model, in general, have a better classification performance, that
is most likely will also increase the performance of vehicle re-identification. The same is probably
right about other methods and programming practices that are continually improving in the field
of deep learning. The implemented baseline result is shown at Table 4.1.
The included two reference studies are recently published, in 2019 and include a baseline with
ResNet50 implementation. The second reference study (AAVER) is unclear if the result is reranked or not. Neither of the articles includes much information on the implementation results.
Therefore, it is difficult to re-do the experiment. The second ResNet reference study has higher
performance that could be because different inference and training transformations are done on
input images.

4.2.1

Implementation

The baseline solution to vehicle re-identification is usually meant using a basic, not specified
model, and use all the popular tricks next to it to improve performance. That is taken that the
study is planing to make model architecture experiments, and needs a sound comparison. For
example, using a ResNet or VGG, or anything similarly popular, well-performing classifier vision
model. The baseline here is using ResNet50 as the baseline neural network model. The last fully
connected layer has been set to the number of identities in the train set of the Veri776 dataset.
Using data augmentation is a common technique in training vision models. The baseline uses
a random horizontal flip of images, resize of 384, and the usual normalization required by ResNet.
It is also using random erasing data augmentation proposed in [52]. A similar augmentation step
has also been proposed in the study of the box cars dataset, where a random part of the image
has been replaced with a square of random color pixels. During the inference, the used transform
on input images is the same resize and normalization.
The training of the model requires batches of input data, and the size of these batches is a
hyper-parameter. In general, most hyper-parameter settings of this training is based on the state
of the art implementation of PRN. The batches have 4 vehicle ids, and 4 images of these ids,
creating 16 image long mini-batches. Both the ids and images for that id are randomly selected
during training.
The training length is 500 epochs, with the starting learning rate of 0.0002. The learning
rate is decayed after epochs 300 and 400, with 0.0005. The used loss function to calculate the
backpropagation is the cross-entropy loss at one version and cross-entropy plus triplet loss in the
second version. The used optimizer is Adam, with AMS grad, from the PyTorch framework.
In the case of triplet loss usage, the model during training outputs not just the fully connected
layer’s vector but the layer before it as-well, that is, the feature vector. This vector is used in
triplet loss to compare distances in vector space. After every 50 epochs, the model is evaluated.
The evaluation follows the usual re-identification method. Both the query and test set features
are extracted with the model. The model outputs the feature vector of every image which is being
recorded. After the feature extraction, these feature vector line records describe the images of
vehicles. The distances are calculated in the multidimensional embedding vector space between
the records, and the corresponding metrics of mAP, rank1, rank3, rank5, and rank10 are calculated.
The results are recorded with TensorFlow-s TensorBoard implementation in PyTorch so that the
progress can be examined after training is complete.
Re-ranking is a common post-processing step in image retrieval problems, like the person and
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vehicle re-identification. After having all the features extracted and are listed according to how
close the test set image is to the query image, re-ranking aims to refine this by ordering the more
likely matches forward and pushing less likely matches to the back of the list. This thesis is
not concerned in-depth with the strategies for re-ranking. In general, it can be performed in all
frameworks; therefore, it is also a separate topic. However, since most articles in the field report
re-ranked scores, this thesis follows the trend and includes the re-ranked scores to compare results
better. The used re-ranking solutions are published in [51].

4.2.2

Loss Functions for Vehicle Re-identification

The choice of loss function has maybe the highest impact on performance. As visible in Table 4.1,
the XE version performs substantially under the triplet loss version. XE, in this context, means
cross-entropy loss. In general, most studies in the field use cross-entropy loss in some combination
with triplet loss.
Cross-entropy loss is often referred to as softmax loss. The PyTorch implementation of crossentropy loss is a combination of LogSoftMax and NLLLoss. The cross-entropy losses formal
description is shown by equation 4.1. No additional arguments were used in the baseline, so there
was no weight to individual classes, as it would not make sense for most cases to give higher weight
to specific car identities. The loss is averaged across a minibatch of 16 inputs.

Lossxe (x, class) = − log


 !


exp x class
  = −x class + log
P
j exp x j

X

!
 
exp x j

(4.1)

j

Study [35] investigates the use of different losses, however, only with the MLFN[2] architecture.
On the Veri776 dataset, they measure various loss combinations, namely:
• Cross-Entropy Loss
• Hard Triplet Loss [9] + Cross Entropy Loss
• Center Loss[46] + Cross Entropy Loss
• Adaptive Angular Margin Loss [5] + Cross Entropy Loss
It is claimed that the fusion with cross-entropy loss stabilizes the training process. Therefore it
is always included. The result of their experiment is that triplet loss, in combination with crossentropy loss, gives the best results. They report 71.78 mAP and 92.55 rank1 scores on the Veri776
dataset with MLFN architecture, which is close to the implemented baseline of this thesis reported
in Table 4.1.
The intuition behind triplet loss that the same identities should be pushed together in the
embedding space and negative examples should be pushed further. The embedding space denotes
the space where the description vectors are being organized after the feature generation, and their
Euclidean distances are measured.
The name triplet comes from the fact of having three images of vehicles of anchor, positive,
negative. Anchor (xA ) is the point to compare to, positive (xP ) sample that is the same vehicle
identity as an anchor, and negative (xN ) is a different vehicle identity compared to anchor. As
explained, the loss should be calculated that the positive sample is pushed closer to the anchor
than the negative sample in the embedding space. There are many different explanations on the
field, perhaps the explanation at [10] is the clearest with equation 4.2. f (xA ) denotes the generated
feature vector of the anchor. ε is the margin parameter between pairs.
Losstriplet =

n
X

h
i
max 0, ||f (xA ) − f (xP )||2 + ε − ||f (xA ) − f (xN )||

(4.2)

i=0

The authors of [9] published the implementation of the triplet loss used in this thesis.
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Figure 4.1: Training progression of baseline XE with orange, baseline XE+triplet with pink. The
baseline XE version loss denotes cross entropy loss, while the baseline XE+triplet denotes both
cross entropy loss (XE) and triplet loss.

4.2.3

Training Figures

The results of the baseline at Table 4.1 shows already that triplet loss, in combination with crossentropy loss, gives a strong baseline that competes with the previous state of the art methods.
Figure 4.1 shows the re-ranked top1 during training. Steady improvement is shown until the end
of the training, where the triplet loss version greatly outperforms the XE version already from
the start of the Figure after 50 epochs of training. The triplet loss value shows high fluctuation
even with heavy smoothing. Since the triplet loss version is a combination of cross-entropy and
triplet loss, it is interesting to see the difference between the two versions’ cross-entropy loss. It is
visible that the triplet loss greatly helps the training, as these versions cross-entropy loss arrives
at a lower minimum and converges to it faster.

4.3
4.3.1

PABN
Architecture

The proposed new architecture named Pose Aware Branched Network (PABN). Following the
branched idea of many states of the art solutions, the network is branched to 3 pose specific
branches. The whole network essentially is a branched ResNet50, where the network is branched
after conv 3. The architecture is shown in Figure 4.2. After the shared backbone, a decision is
made for forward propagation, based on the input’s orientation.
The ResNet architecture is based on the operation of convolution and batch normalization
layers. There are two building units: blocks and bottleneck blocks. The bottleneck blocks have
three operations followed by a downsampling layer, while the basic blocks only have two operations.
As shown in Figure conv 4 has 6 bottleneck blocks, conv 5 has 3. The choice of branching after
conv 3 is based on the fact that these layers tend to focus on small features existing on every
image, and only the later layers start to specialize on higher-level contextual information based
on these smaller features. Smaller features could be like edge, line, or corner features or similar,
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Figure 4.2: Pose Aware Branched Network

while higher-level features could be a wheel, door, emblem, sticker, or lamp. Therefore, to have
specialized branches for a specific side of the vehicle, intuition tells that the higher-level layers
should be trained for this specific task.
After conv 5, an Adaptive Average Pooling (AAP) layer is used, and its output of 2048 long
vector is fed to triplet loss during training. The AAP layer is followed by a fully connected layer,
which outputs a 576 long vector, the length of training identities in Veri776, which is fed to
cross-entropy loss, just as the baseline solution.

4.3.2

Training Strategy

The orientation distribution (section 3.4) shows how unbalanced the Veri776 dataset is unfortunately. Training the side orientation-specific branch for vehicle re-identification from only 850
images will most likely not give a good performance. In order to overcome this, a two-stage
training is introduced.
The used ResNet50 has been pre-trained on ImageNet; this is considered to be step 0. In the
first training step, a network with 0 branches is trained for vehicle re-identification. This is the
same algorithm as the baseline solution.
To specialize branches for orientation-specific feature generation and comparison, step 2 of the
training is done with the loaded weights and biases of the step 1 training. Since step 1 training
is just one branch from the 3 branch architecture, the part after the shared backbone needs to be
loaded three times. This could be done by copying all the weights and biases of the step 1 training
to the final architecture. To confirm correct behavior, after copying the weights and biases, all 3
branches (without branch-specific training) should give the exact same output, as their parameters
should match. Unfortunately, there is no current solution in the framework to do that. During
testing, the close performance was achieved.
Instead, to have the step 1 parameters copied in a confirmed way, the zero branch architecture
(ResNet50) is loaded three times into a model ensemble, and the shared backbone part is frozen, so
its weights and biases will not be updated during the step 2 training. This creates the architecture
visible in Figure 4.2. Note that this is a design decision, as it is also possible to create a new
model, where the backbone is also shared during training. The intuition behind this decision that
the beginning layers of the network, already learned to extract low-level features, and the goal is
to specialize in the later layers for orientation-specific feature extraction.
The results of the 2 step training is shown in Table 4.2. The results show significant improveIntegrating Orientation Information into Vehicle Re-Identification
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Version
PABN Baseline
PABN + 1 Step Train
PABN + 2 Step Train

mAP RR
70.27
39.61
67.55

Rank1 RR
90.45
89.63
88.86

Rank5 RR
93.21
92.25
92.19

mAP
63.6
36.34
61.13

Rank1
88
87.94
86.77

Rank5
95.59
92.79
94.99

Table 4.2: Comparison of results with 1 and 2 step training of PABN.

ment if the 2 step training is used. However, there is a slight decrease in rank1 score.

4.3.3

Using Orientation Label for Triplet Mining

Study [27] proves that using good triplet examples during training increases performance. In their
study, they achieve 7.5% mAP improvement on the Veri776 dataset by using adversarial learning,
that is capable of creating artificial samples close to a desired point in the embedding space. This
means they create artificial training data that creates better examples for the network to learn.
These are called hard triplets in the field. For example, a hard negative is an image that is very
similar to the anchor by having the same vehicle model with the same painting but is still a
different identity with only minor differences, like the rims or windshield. A hard positive is the
same vehicle identity, but with slightly different light conditions or different viewpoints. Having
these hard examples is proven to be very useful to teach the network how to recognize small
differences, and results in a more discriminative feature generation that yields better performance.
There is a great chance to exploit the fact that during training, the network identifies different
viewpoints. In Section 4.3.2, the results shown are worse than the baseline. During the training of
this version, the hard triplet mining was not exploited. Inside an epoch, the front branch was first
trained with front images, then the back branch, then the side. The training of the 3 branches
took place one after each other; therefore, hard positive examples were avoided. Also, branches
were not compared against each other during loss calculation.
In order to exploit having hard positive examples, the same identity from two different viewpoints, a new random sampler, and a new training strategy was introduced. The sampler is part of
the data loader for training, that gives an order for loading the images. The previous data loader
worked as follows: at the start of every epoch, the identities are selected in a random order, and
for 4 images are selected for every id. The new, improved data loader works the following way:
1. Select a random secondary viewpoint for training. In the case of sampler for training branch0
(front) and branch1 (back), the choice of secondary pose is biased by 0.75 for front and back
compared to side. That is because so small amounts of side images are available in the
dataset, and by having a biased selection, it is more likely to include more images in the
whole training. Random sampler for branch2 (side) has no bias for choosing front or back
as a secondary pose.
2. Check if a certain vehicle id will have a sufficient amount of images of main(>3) and secondary pose(>1).
3. If the vehicle identity does not have a sufficient amount of images, go to the next identity. If
the identity has enough images, organize a minibatch of one id, which is one row in Figure
4.3.
4. Organize the whole batch of training image indices based on orientation. The input tensor
during training is split into two parts. The first part forward propagated through the main
orientation branch, and the second part forward propagated through the chosen secondary
orientation branch. This allows BN layers to function properly. Previous experiments confirm that if only a few samples are propagated in a batch, the BN layer will greatly reduce
the overall performance, essentially breaking the training.
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Figure 4.3: Example organization of training image indices for PABN.
Method
PABN Baseline
PABN + 2ST
PABN + 2ST + Sampler

mAP RR
70.27
67.55
71.56

Rank1 RR
90.45
88.86
93.21

Rank5 RR
93.21
92.19
94.7

mAP
63.6
61.13
65.82

Rank1
88
86.77
91.84

Rank5
95.59
94.99
95.17

Table 4.3: Results of different PABN variants on Veri776.

The organization of indices is shown in Figure 4.3, for the training of branch 0. Branch 0
is dedicated to extracting images of pose 0, that is, all the frontal images. In the Figure, the
secondary pose chosen is pose 1, which are images of the vehicles’ rear side. Every row shows
what could be called a mini-batch of indices, that are 3 images of the main pose (pose 0), and
1 image of a different pose (pose1 or pose2). Note that in the actual training, identities are also
randomized in every epoch, unlike in the Figure.
During the training, when samples are forwarded through the network, every sample is forward
propagated to the respective branch based on the sample’s orientation. In the previous version, this
was done by selecting all front images, do the front branch training, then going to the next branch.
However, with the new samples, some training images are of a different secondary orientation.
Therefore the forward function of the network is also modified. The training input is split into
two based on the pose, then forward propagated through the respective branch. This exploits
having hard positive training examples for the network. The result of using this new training
strategy is shown in Table 4.3.
Looking at the results in Table 4.3, the improvement over the 2 Step Training (2ST) using the
new sampler and exploited hard positive mining is 3.63 % mAP. This is a reasonable compared
to 7.5 % in [27] if it is taken into account that no artificial samples were added. This version also
exceeds the baseline, with a reasonable margin in every measure.
The best mAP result resulted from a new trial of the second step of the training, where the
network is trained without branches for vehicle re-identification. This version is performed higher
than previous ones, which suggests that during parameter search and trials, multiple pre-trains
should be done to find the best possible model parameters.
Reasoning for Biased Secondary Pose
Since identities are filtered that do not have a sufficient amount of images, every epoch is smaller
than an actual full epoch, including all images in a random order for the baseline code. An
investigation of available orientation image for identities is shown in Table 4.4. The Table’s
information suggests that using the biased choice for the secondary pose includes more images
for the training. During the training of branch 0, if the secondary pose chosen is the side, only
Integrating Orientation Information into Vehicle Re-Identification
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Branch Train
Training Sampler
Training Sampler
Training Sampler
Training Sampler
Training Sampler
Training Sampler

Branch
Branch
Branch
Branch
Branch
Branch

0
0
1
1
2
2

Main Pose
front
front
back
back
side
side

Secondary Pose
back
side
front
side
front
back

#ID
566
221
567
226
139
143

[% of all ids]
98.3%
38.4%
98.4%
39.2%
24.1%
24.8%

Table 4.4: Vehicle image availability for certain orientations in Veri776.
Method
PABN + 2 step + sampler
Without Biased Sampler

mAP RR
70.92
70.77

Rank1 RR
92.23
92.23

Rank5 RR
94.89
94.98

mAP
65.52
65.35

Rank1
90.52
90.94

Rank5
96.17
96.45

Table 4.5: Comparison of results with and without biased secondary pose selection for front and
back branch training. Results are an average of 3 trials for both versions.
38.4% of all identities are included in the training. That is because those identities that do not
have at least 3 frontal images, and at least 1 side image, are excluded from the training. For the
training of branch 0 and 1, the front and back branches, if the secondary pose is either the front
and back, most identities are included in the training as shown, with 98.3% and 98.4%. The side
branch training is not biased for choosing the secondary pose, as both the front and back have
a similar amount of identities with 24.1% and 24.8%. Such small % is because there is a much
smaller amount of side images overall in the Veri776 dataset.
The results of a biased and non-biased choice for the front and back branch are compared in
Table 4.5. The results are an average of three trials, with the same parameters. Only three training
could be considered a small sample size to decide which version is better, as the results are rather
close to each other. One training takes around 24 hours to complete. Every training has slightly
different results due to the random choice of images. The custom sampling with the biased choice
has slightly better results in both mAP metric, but slightly worse in rank1 and rank5 metrics.
Overall, the performance gain is far from expected, and probably within the random factor of
training’s, concluding that this practice does not affect performance.
The sampling of images could be further improved to include all of them in a proper distribution
during the whole training since some identities have a much more significant amount of samples
than others.
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Chapter 5

Analysis of Partitioning for
Orientation
In the previous chapter, a simple branched network was thoroughly examined. Specific hyperparameter settings, including the orientation information in the architecture, did improve the
performance. One of the research questions of this thesis is: ” Does including the orientation
information, and using a certain feature map division based on it, improve the performance compared to architectures with rigid feature map division? ”
This chapter aims to answer this question and investigate another orientation embedding
use case. Feature map partitioning is currently the best performing method for vehicle reidentification. However, the connection between horizontal and vertical partitioning for a specific
orientation of the vehicle has not been analyzed in the field.

5.1

Introduction of PCB

To investigate partitioning, the architecture of PCB is included in the experiments. The PCB
architecture (Part-based Convolutional Baseline) was published in the article [39]. This person
re-identification research article is a strong motivation for PRN. The general architecture can be
seen in Figure 5.1.
The architecture starts with a backbone network, which is a ResNet50 in the following experiments, but other backbone networks could be used as well. There are slight modifications to the
original ResNet50: the down-sample stride of layer four is modified, and the fully connected layer
is omitted with the Global Average Pooling (GAP). The original article introduces the tensor T
that is the output of the backbone network. Tensor T in the experiment has the shape of [2048,
24, 24] times the batch size. The method uses a horizontal 2-dimensional conventional average
pooling to partition the tensor T. For person re-identification, the article suggests 6-way partitioning, but since PRN uses 4, in the following experiments, part number setting is set to 4. The
column vectors g, of size 2048, are created with two types of pooling, the difference being that
one uses a dropout as well. The column vectors with dropout are used for separate classifiers to
reduce the dimensions. The classifier is a combination of linear, BatchNorm (BN), and LeakyRelu
layers. The outputs of these classifiers are fed to the still separate fully connected layers, that
is used with cross-entropy loss. The column vectors g that did not use a dropout are fed to a
so-called embedder. The embedder is a fully connected linear layer, outputting 256 long vectors
(embeddings) that are used for triplet loss. The article discusses that using the separate fully connected layers and separate identification losses is more beneficial than having one fully connected
layer that unifies the whole output. For the inference, both concatenated vectors G = [g1, g2, gh]
or H can be used, with G having slightly higher performance, but higher computation cost. The
difference in the final descriptor’s size for inference is H = 1024, and G = 8192. The results of
comparing the results with using either H or G can be seen in Table 5.1.
Integrating Orientation Information into Vehicle Re-Identification
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Figure 5.1: Architecture of the PCB network. The Figure is from article [38].
Method
PCB H
PCB G

mAP RR
80.63
81.06

Rank1 RR
95.19
95.49

Rank5 RR
96.94
97.06

mAP
75.45
76.52

Rank1
94.30
93.88

Rank5
97.85
98.47

Table 5.1: Results of PCB implementation for vehicle re-identification on Veri 776. Comparison
of results using H or G as descriptor. Values are average of three trials.

5.1.1

Comparison of PRN and PCB

The results of the implemented PCB network are visible in Table 5.2. The architectures are
trained and tested on the Veri776 dataset. PCB achieves good performance with a modified, 4way horizontal partitioning. Since PCB is using a ResNet50 as a backbone network, it can be seen
as an extension to it, which is improving the performance by 19% in mAP and 15% in re-ranked
mAP. The 76 non-re-ranked mAP is also significantly better than most methods in 2.2. It was
expected that PCB should be performing well due to its similarities to PRN.
However, PRN has still several key differences that give higher performance: Instead of using
just horizontal partitioning, PRN uses both horizontal and vertical partitioning. PCB simply uses
the last block of ResNet50, the conv5 output. However, PRN branches the ResNet after conv4 1,
allowing most conv4 and whole conv5 to be specialized to some degree for different partitioning.
PRN uses not just horizontal and vertical partitioning but in both branches, a so-called channel
partitioning. PCB applies a GAP per partitions, but PRN also uses a GAP on the whole tensor
T, to have a global descriptor next to the 4*2 partitions (channel + horizontal/vertical). PRN
reduces all feature vectors to 256 before passing it on to triplet loss and CE loss. PCB, in a similar
way, uses a conv+bn for dimension reduction to have 256 outputs.
Reasoning to Include PCB in Experiments
The reason to include PCB in the experiments, not just PRN, is due to the fact that this chapter is
investigating reasons to use different partitioning methods for different vehicle orientations. PCB
only uses one way of partitioning, and no channel or global descriptor. Therefore the effect of
changing this partitioning could be more obvious and more easily measured in PCB than in PRN.
PRN will be more likely to have smaller differences, as the global descriptor will help overcome
the effect of worse partitioning method for a certain pose.
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Veri776
ResNet50
PCB
PRN Reported
PRN Implemented

mAP RR
70.27
81.24
90.48
86.43

Rank1 RR
90.45
95.65
97.38
97.62

Rank5 RR
93.21
97.62
98.87
98.21

mAP
63.60
76.25
85.84
84.62

Rank1
88
95.35
97.14
97.08

Rank5
95.59
98.15
99.4
98.51

Table 5.2: Results of PCB implementation for vehicle re-identification on Veri 776.

5.2
5.2.1

Partitioning for Orientation
Analysis of Veri776 Orientation Groups

To investigate partitioning for certain poses, first, it shall be examined how do these images look.
In Figure 5.3, examples of the front view from the Veri776 are shown. The label of viewpoint is
the previously discussed labels shared by the authors of OIM [45]. From these front view images of
vehicles, it is visible that 4-way partitioning in PRN probably makes sense, apart from the visible
misalignment problem. Images are not perfect, as they are often slightly tilted, and as on the first
image of Figure 5.3, the vehicle is not centered correctly. In general, images of the frontal view
are very similar to each other.
The left front and right front views are visible in Figure 5.4 and Figure 5.2. As mentioned
previously, the OIM orientation labels are not consistent. Some of the side-front images look very
similar to a front image or a side image. In Figure 5.4, the second image of the white pickup
could be labeled as a front image and should be partitioned the same way. However, the third,
fourth, and the last image in Figure 5.2 could be labeled as side image, and if a certain type of
partitioning is better for a side image than it is for a frontal image, those should be applied.
The rearview images are visible in Figure 5.5, 5.6, and 5.7. The case is very similar to the
frontal images. A four-way horizontal partitioning seems to align the features of the rearview
images very well. However, the left rear and right rear views are sometimes more close to side
images, just as in the case of frontal views.
The side views examples are shown in Figure 5.8 and 5.9. The images generally look similar,
except for some incorrect labels, such as the last image in Figure 5.9. The side view is asymmetric.
The front and rear of a vehicle in a side view are different. During the comparison, it makes sense
to try to match these areas.

Figure 5.2: Left front view

5.2.2

Figure 5.3: Front view

Figure 5.4: Right front view

Reasoning for Orientation Specific Partitioning

The human body can be well partitioned to 6 horizontal parts: head, shoulder, torso, hips, upper
legs, and lower legs. That could be one of the reasons why PCB works well with 6 way horizontal
Integrating Orientation Information into Vehicle Re-Identification
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Figure 5.5: Left rear view.

Figure 5.6: Rear view.

Figure 5.8: Left view.

Figure 5.7: Right rear view.

Figure 5.9: Right view.

partitioning of the feature map. A vehicle, on the other hand, cannot be divided so easily into 4
horizontal parts because of orientation change.
The front and rear views of a vehicle, in theory, are similar to a person’s image from the
perspective that it is also vertically symmetrical and can be partitioned roughly as roof, windshield,
hood, and front lights, and bumper. Therefore similar to a person’s image, horizontal partitioning
is justified as mentioned in the article of PRN[3]. The partitioning number is changed from 6 to
4 to match the domain of vehicles better.
PRN[3] also reasons that the main difference in side view images are compared to the front
and rear views are that they are asymmetrical and can be well divided into the hood, doors,
trunk, along the horizontal axis. Therefore on a multi-view dataset, both horizontal and vertical
partitioning is useful in the authors’ conclusion.
This suggests that vertical partitioning is better for side view images, and horizontal is better
for front and rear view images. However, this is not discussed in detail in the PRN article, as
authors did not seem to be working with orientation labels and did not investigate the connection
between partitioning and orientation.
To be clear, the article claims that both partitionings are useful, and they do not claim that
there is a better partitioning method for a specific orientation. There are two possibilities that
should be examined. First, a certain partitioning is just better for a certain orientation and is
only needed to solve that specific orientation description. Second, simply both ways of partitioning
contribute to creating a robust descriptor, and both are needed, never-mind the orientation.
If the first proposition is correct and vertical partitioning is needed because of side-view images,
and the horizontal partitioning for front and rear, it would make sense to only use one partitioning
instead of both if the orientation label of the vehicle is available. Therefore a branched network
could be applied, where similarly to PRN, there would be multiple branches using different partitioning methods, and during forward propagation, a sample would only go through the better
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partitioning method.

5.3

Experiments and Evaluation

For the pose-based partitioning branch to have a better result, it should be examined which
partitioning is better for a particular pose. The most coherent and consistent poses are the front,
rear, and side images based on the presented examples of the dataset. As discussed, the front
and back share vertical symmetry. The following experiments are conducted using the whole or a
subset of the Veri 776 dataset.

5.3.1

Results on the Whole Veri776 Dataset

In Table 5.3, results of experiments are shown, where only one branch of PRN was used. PRN
H shows where only the horizontal+channel branch was used; the other branch was omitted from
the model. The PRN V is likewise the same. Three trials were done in both cases, with precisely
the same parameters, and the average of these results is reported. The result of the authors of
PRN and the implemented version is also shown. Looking at the results, both the horizontal and
vertical version has significantly lower mAP than the version with both branches: from 86 reranked mAP performance drops to 83 (horizontal) and 81.5mAP (vertical). The vertical version
performed slightly better in both rank1 measure, but overall the horizontal version has better
performance because of the more significant lead in mAP.
In Table 5.4 result are shown on the whole Veri776 dataset, comparing the vertical and horizontal partitioning with the PCB model. The results show that the vertical partitioning method
has around 4mAP (-5%) worse performance. As expected, the difference between horizontal and
vertical partitioning is greater than in the case of PRN, as PCB does not include a global feature
vector or channel partitioning. From this, it is possible to conclude that horizontal 4-way partitioning is better than vertical 4-way partitioning if the whole Veri776 dataset is used with all
orientation.
If the orientation distribution of Veri776 is taken into account on Figure 3.10, it can be seen
that the dataset is very unbalanced from orientation perspective. The two biggest groups are
left front and left rear. However it has been also shown that these images are closer to a rear
and front image than to a side image, based on the examples in figures 5.2,5.4,5.5,5.7. Therefore,
overall the Veri776 dataset has a much higher % of the front and rear images. Based on these two
experiments, the hypothesis could hold that the horizontal partitioning method is better for these
vertically symmetrical orientations, as the dataset has more of these, and horizontal partitioning
is performing better.
These training cases were not thoroughly experimented with, in order to find a better hyperparameter setting, unlike the baseline. However, it is worth noting that in vertical partitioning,
the performance drops below the simple ResNet50 baseline.
The horizontal PCB version with 81 mAP (the best result) is around 2 mAP away from the
PRN version, where only the horizontal branch was used, showing how similarly performing the
two methods are. The higher performance in PRN could be because of the global descriptor and
Veri776
PRN H
PRN V
PRN Reported[3] V+H
PRN Implemented V+H

mAP RR
83.13
81.59
90.48
86.43

Rank1 RR
95.82
96.20
97.38
97.62

Rank5 RR
97.52
97.30
98.87
98.21

mAP
81.33
79.48
85.84
84.62

Rank1
95.71
95.85
97.14
97.08

Rank5
98.29
97.97
99.4
98.51

Table 5.3: Results of PRN on Veri 776, using only Horizontal(H), Vertical(V), or both branches.
Best result between H or V is highlighted with bold letters. The Vertical and Horizontal results
are an average of three trials.
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Veri776
PCB H Horizontal
PCB H Vertical

mAP RR
80.63
76.58

Rank1 RR
95.19
92.83

Rank5 RR
96.94
95.77

mAP
75.45
71.02

Rank1
94.30
91.42

Rank5
97.85
96.72

Table 5.4: Results of PCB on Veri 776, with horizontal and vertical 4 way partitioning. Results
are average of three trials.
Veri776 Front+Rear
PCB H Horizontal
PCB H Vertical

mAP RR
77.35
74.70

Rank1 RR
87.63
86.09

Rank5 RR
92.53
90.90

mAP
71.41
69.92

Rank1
86.40
85.58

Rank5
93.25
92.33

Table 5.5: Results of PCB on the front and rear orientation images of Veri 776, with horizontal
and vertical 4 way partitioning. The result are average of three trials.

the channel partitioning. These, however, are also have higher memory usage. PRN horizontal
uses 6045Mib, PCB H uses 4443 MiB during training in GPU memory.

5.3.2

Results on Front and Rear Images of Veri776

To further justify the orientation based partitioning, it should be shown that horizontal partitioning is better for a particular pose than vertical partitioning. For this experiment, the train test
and a query set of Veri776 were filtered to only include the front and rear images. The reason
for not including the right front, left front, right rear, left rear images are the mentioned uncertainty if some of these are more similar to side images. Omitting only the side (left, right) images
would have also been too similar to the previous experiment, as they are small part of the Veri776
dataset.
Result with the PCB H model are shown in Table 5.5. Here the horizontal partitioning is again
performing better with 2.6 mAP. The reported results in the Table are the average of 3 trials, to
keep readability. The horizontal trials were all stable, having around 0.5 mAP difference between
trials. On the other hand, the vertical trials have 2 mAP differences between trials, showing that
vertical partitioning for front and rear images are more unstable than horizontal partitioning.
In Table 5.6 the result shown for the front and rear images of Veri776. The PRN version
is the original implemented architecture. The horizontal and vertical versions only include one
branch instead of both. It is visible that on these front and rear images, the horizontal partitioning
achieves slightly better performance than the vertical partitioning. The average difference between
the best horizontal and vertical trials is only 0.3 mAP at the RR, and 0.8 mAP in non Re-Ranked.
This is close to being within random margin, and for sure, within the margin that is achievable
by hyper-parameter tuning.
The results of PRN with both vertical and horizontal partitioning achieve around 3 mAP
higher performance than the horizontal or vertical partitioning. However, it is inconclusive to
compare these architectures as with both branches also comes much higher memory usage. The
two branches seem to be able to specialize in certain cases and create a better descriptor together.
This could suggest that having both partitioning methods without taking the orientation into
account is the best practice.
Veri776 Front+Rear
PRN Horizontal
PRN Vertical
PRN H+V

mAP RR
77.33
77.02
80.75

Rank1 RR
90.29
89.88
91.00

Rank5 RR
93.86
93.56
94.17

mAP
75.06
74.26
78.26

Rank1
89.98
88.24
89.77

Rank5
94.58
92.54
93.76

Table 5.6: Results of PRN on the front and rear orientation images of Veri 776, with both, or
either only vertical, or horizontal branch.The result is the average of three trials.
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Figure 5.10: Training figures of PCB on only side orientation images of Veri776.

5.3.3

Results on Side View Images of Veri776

There are very few side view images in the dataset overall. This is also because of mislabeled
side-front side-rear images, which could simply be side views. In principle, if the amount of data is
insufficient, deep learning cannot be performed. There is no exact number for every deep learning
use case, but 850 does seem inadequate. Even worse, for triplet loss, at least three images are
needed per id; otherwise, the loss cannot be calculated. Therefore, the images are excluded from
training if there are not at least three side images for that certain identity.
Result of a training is visible in Figure 5.10. It is visible that the map is very low, with around
16mAP performance, showing that the algorithm barely worked. However, it is important to see
that if an identity in the query set does not have a matching side view in the test set, it is not
possible to find a match, which makes 100 mAP score impossible. Looking at the blue line, overtraining is visible, as the loss went down greatly, but performance kept decreasing in the last part
of the training. With shorter training duration, the results are inconclusive and very unstable.
To overcome the inadequate amount of data, a pre-loaded model was used. The parameters
of a converged model from the full dataset training of PCB was loaded. As a reminder, on the
full dataset, horizontal partitioning had higher performance compared to vertical. The results
are visible in Table 5.7. The trials were mostly identical, with the last 2 having different train
duration. The used model is PCB with a reduced descriptor dimension (PCB H). Six trials were
tried with horizontal or vertical partitioning and the average is reported. The included ”without
camera id” row in Table is a separate training, where the camera ids of images were omitted for
performance calculations. The results of 30 mAP are better than the previous non-pre-loaded
model performance of 18 mAP. From the performance of 87map without the camera identities, it
is also shown that the theoretical maximum performance is also not that far away, meaning the
experiment were resulting in a working model. The average scores show a 2.5 mAP difference in
RR mAP. The vertical best result of 35.5mAP is around 3mAP better than the horizontal best
result of 32.8mAP. The lowest score of vertical, trial 1 is omitted from the average calculation.
In this version, the images per id were set to 1, including more training images, but also making
triplet loss ineffective.
On Figure 5.11 the difference between horizontal and vertical partitioning models is even more
apparent. With the smoothing used in tensorboard, the last two training with longer training
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Veri776 Side
PCB H Horizontal
PCB H Horizontal w/o CamID
PCB H Vertical
PCB H Vertical w/o CamID

mAP RR
29.7
87.86
32.5
87.7

Rank1 RR
21.6
100
25.9
100

Rank5 RR
30.4
100
35.3
100

mAP
27.2
89.11
29.2
88.33

Rank1
17.6
100
21.2
100

Rank5
32.4
100
38.8
100

Table 5.7: Results of the pre-loaded PCB model on Veri 776, with only the side view images
included. Results for Horizontal and Vertical are the average of six trials. W/o CamID denotes
versions where the camera identities were not used to omit matches from the same camera at the
performance evaluation. Best result between Horizontal and Vertical versions are highlighted.

Figure 5.11: Training result of pre-loaded PCB models on only side orientation images of Veri776.
duration shows very similar results between trials and a clear difference between horizontal and
vertical partitioning. On Figure 5.12 the loss, mAP, and rank1 score change is visible during
training. It is shown that using smoothing all models archive a similar level of convergence;
therefore, the reason for different performance is not due to the under-training of the models using
horizontal partitioning.
In Table 5.4 the used pre-loaded model parameters performance is shown. When trained and
evaluated on the whole dataset, the horizontal model had 4 mAP higher results compared to the
model using vertical partitioning. After loading these parameters and retraining the models only
on side images, the vertical partitioning still achieves around a 3 mAP RR higher performance.
From these results, it is shown that vertical partitioning indeed is better than horizontal
partitioning for side view images, with a more significant margin than horizontal was for front and
rear images.
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Figure 5.12: Training figures of using pre-loaded PCB model on only side orientation images of
Veri776.

5.4

Conclusion

In this chapter, it has been shown that horizontal partitioning methods in both architectures
are having higher performance compared to vertical partitioning for front and rear view images.
Vertical partitioning, in turn, appears to perform better for side oriented vehicle images. The
amount of data for side images is, however, very limited, which causes further investigation of
embedding this knowledge into architecture designs challenging.
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Chapter 6

Discussion and Conclusion
The thesis’s principal goal was to investigate the possibility of embedding orientation information
into vehicle re-identification to improve performance. To achieve this goal, a thorough investigation
has been done in the second chapter to find and discuss the current state of the art of vehicle
re-identification in it its entire scale. It was also reviewed how previous methods embed orientation
information in their design and what was their performance gain.
The objective of the third chapter was to answer the first research question:
• How to extract orientation information from vehicle images? What neural network based
architecture can be used, and what is the performance?
The chapter introduced a novel vehicle orientation classifier and investigated the performance of
numerous popular convolutional neural network models. It has been shown that the classifier can
achieve high performance even with low memory usage for a neural network, and a respectable
speed that allows even real-time application. As there has been no similar work published in the
field, this might lay the groundwork for future applications and studies, where vehicle orientation
information is used.
Furthermore, the orientation information of the Veri776 dataset is analyzed, and unbalanced
distribution is shown. The availability of orientation information for datasets remains to be a
challenge for the field. The high performance shall be a proof of concept that might motivate
more researchers to pursue labeling of orientation for datasets, allowing the development of more
robust algorithms.
Chapter four introduces a possible way of embedding orientation information into a novel
vehicle re-identification design. Therefore answers the second research question:
• How and where to include the orientation information into vehicle re-identification solutions?
In this chapter, a solid baseline is shown that challenges frameworks from recent years. Significant experimentation work has been done in order to examine the feasibility of this orientation
information embedding use-case. A recommendation is given for future work on training strategy
for the popular multi-branch architectures, where limited data is available. It has been shown
that orientation information is highly exploitable for triplet mining. Triplet loss is widely acknowledged on the field as one of the best performing loss function for training vehicle re-identification
algorithms. The triplet mining method is orthogonal to any frameworks using triplet loss; therefore, it stands as a practical recommendation to improve performance.
The last research question of this thesis is:
• Does including the orientation information, and using a certain feature map division based
on it, improve the performance compared to architectures with rigid feature map division?
In order to investigate the orientation based feature map division, two architectures are analyzed in
chapter five. First, the best performing method on the field (PRN) and secondly, a well-performing
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originally person re-identification architecture (PCB). The PCB person re-identification method is
translated and used for vehicle re-identification, showing competitive performance with a simpler
architecture and significantly lower memory usage than PRN. The use of partitioning is discussed
in connection with orientation, using PCB and PRN architectures, and an abolition study is shown
to conclude on the best performing partitioning method for certain orientation cases. The lack of
data for certain orientations is a barrier for further investigation that could result in a performance
gain.
The field of vehicle re-identification remains challenging, but with the most recent developments, the solution seems to be within reach, using partitioning methods. Future research should
be done, where more balanced orientation information is available on sizable data sets, where some
of the shown methods could perform even better.
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