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Abstract
Recent development in wireless sensor networks make it possible to constantly monitor the conditions a
product experiences during transport and storage. In this research it is investigated how the development
of product temperature can be modelled during the logistics process, in order to make a temperature
prediction model for future shipments. This temperature prediction model is created based on datadriven modelling. Applying this temperature prediction model, it is examined how interventions related
to product temperature, in this research heating operations, can be optimized, in order to prevent unsafe
situations from happening and save costs.
The research consists of two parts. In the first part, the temperature prediction model is designed. Based
on a dataset of previous shipments, spanning from 2019 until mid-2020, different set-ups are tried, in
order to decide which model is the most accurate. This accuracy is differentiated into two aspects: point
forecast accuracy, and narrowest possible prediction interval. Different set-ups are, among other,
difference in input variables, different modelling techniques, and different lengths of time intervals over
which the product temperature is forecasted.
In the second part, this temperature prediction model is applied at Dow’s and Den Hartogh’s logistics
process, in order to optimize heating interventions and prevent unsafe situations from happening. Based
on the prediction intervals, it is examined how long the product temperature is expected to stay between
the required thresholds, and how long a shipment may last until an intervention is necessary.
Subsequently, it is examined what this would mean for some of the specific transport lanes, and
recommendations are given how to implement this model.
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Management summary
Introduction
In this research, the benefits are examined of introducing wireless sensor network (WSN) technology in a
cold supply chain environment. More precisely, it is researched how the logistics process of Dow and its
carrier Den Hartogh can be improved, in terms of safety and costs, by predicting product temperature
during the shipping process and applying this prediction model at the relevant transport lanes. The focus
during this research is on products called performance monomers. These have to be kept between fixed
temperature boundaries, in order to avoid unsafe situations. At the moment, the knowledge of the
temperature development is limited at the involved organizations, and decisions around interventions are
made more reactively than proactively.
Since the introduction of so-called smart tanks, which are tank containers equipped with digital
temperature sensors that automatically update temperature measurements through a satellite
connection, a substantial dataset has been built with these temperature registrations. Using this dataset,
it is possible to fit models to this temperature development in order to predict the temperature of future
shipments. Based on these predictions, it becomes possible to foresee temperature breaches, and plan
temperature-related interventions accordingly to avoid these unsafe situations from happening.

Research assignment
The central assignment could be formulated as follows:
“Create a prediction model that can be used in the day to day operations for the transport of
temperature sensitive bulk liquids, to help (transport) planners minimize the amount of heating
activities, and thus costs, while keep products from freezing, thus avoiding unsafe situations.”
This research assignment is divided into two parts, both spanning a central research question, which are
subsequently decomposed into sub questions. The central research questions are:
(1) How can product temperature of performance monomers be predicted, i.e. modeled for future
shipments?
(2) In what way can the knowledge, generated in the first part of the research, lead to a higher
safety and efficiency for the logistics processes executed by Dow and Den Hartogh?
This research follows the steps of the CRISP-DM cycle (Wirth & Hipp, 2000), which is a widely accepted
framework to execute data mining studies. This cycle is displayed in Figure 1.
According to the previously executed literature review, such a temperature prediction model does not
exist yet for liquid chemicals. Furthermore, previously constructed temperature prediction models were
not used for process optimization.
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Figure 1: Phases of the CRISP-DM process model for data mining (Wirth & Hipp, 2000)

Design of temperature prediction model
As a first step, the temperature developments of a few shipments were visualized. Such a visualization
can be observed in Figure 2, where four major phases exist around and during a shipment:
1. Rapid increase of temperature after loading (displayed in red in Figure 2)
2. Gradual decrease of temperature during the shipment (displayed in green in Figure 2)
3. Rapid increase of temperature after being heated at the heating station (displayed in yellow in
Figure 2)
4. Rapid decrease of temperature after unloading (displayed in purple in Figure 2)

Figure 2: Typical behavior of temperature inside tank before, during, and after shipment of Den Hartogh (January 2019)

Subsequently, after a thorough cleaning of the dataset, experiments were executed around different
model set-ups. Differences between these models are in the input variables used, of which the most
important distinctions were whether or not to include ambient temperature and previous observations
(lag variables), different quantitative techniques (linear versus random forest regression), and the length
of the time intervals over which the change in temperature was being predicted (1 versus 24 hours ahead).
The models were tested based on their point forecast accuracy and prediction interval width.
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It was found that in some situations large differences existed between the various models. When looking
at the 1-hour time intervals, the inclusion of lag variables was found to have a positive impact on model
quality. The impact of updating the ambient temperature value at each registration was limited. The
differences between both quantitative techniques were limited in terms of point forecast accuracy,
although the linear models produced a much narrower prediction interval at the same confidence level.
When looking at the 24-hour time intervals, these lag variables did not seem to have a large effect on
model quality, as their performance deteriorated when more lag variables were added. Furthermore,
ambient temperature was again found to not have a large predicting power, leading to the best results
when using a relatively simple model. Again, linear models were found superior over random forests.
As a last step, both best fitting models were applied at new data, in order to see how well both models
do out-of-sample when looking at the same, 24-hour long time intervals. In this case, using the best fitting
1-hour model, a 24-step ahead forecast would have to be made, which is compared to the 1-step ahead
forecast of the best 24-hour model. The latter proved superior over the best fitting 1-hour prediction
model, and is advised to be used at Dow and Den Hartogh for the specified product.

Application of temperature prediction model
In the second part of the research, this best fitting temperature prediction model is applied at the two
most frequently executed transport lanes by Den Hartogh for Dow’s monomer business. By approximating
the prediction intervals (at a confidence level of 99.9%) over an even longer period of time than 24 hours,
it is examined how accurately the product temperature can be predicted in the future. The main takeaway, is that this product temperature is predicted to stay between the critical boundaries two days ahead
in all four seasons in 99.9% of all cases.
Regarding the short transport lane, this indicates that heating is not required, as the maximum transit
time on this lane is exactly two days. Regarding the long transport lane, having a transit time of either five
or six days, heating is expected to be necessary in autumn and winter. It is found, however, that the
amount of heating can be reduced considerably compared to the actual reported numbers in 2019. In the
base scenario it is found that the number of heating hours can be cut by more than 50% by removing
redundant heating hours.

Recommendations
As this model proved to be most reliable when used for a relatively long time period ahead (time interval
y≥24 hours), it is advised that the best fitting 24-hour model is to be implemented for product
temperature prediction. Furthermore, it is recommended that temperature predictions are made for a
maximum of 48 hours ahead, as the predictions are not accurately enough after this time to fall inside the
safe bandwidth between the critical boundaries. Therefore, temperature interventions can best be
planned for 48 hours ahead. For shipments taking a longer period of time, it is advised to at least prepare
for the possibility of a required intervention, by making sure the container is near a heating station and
spare time is available to execute the heating operation.
A major limitation of this temperature prediction model, however, is that the model is only verified to be
used for Product A, using Den Hartogh’s equipment. Further research is necessary to find out whether the
created temperature prediction model can also be useful for other products and using other carrier’s
equipment.
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1 Introduction
In this chapter the project is introduced. First of all, in Section 1.1, a description is given of both companies
involved in the project, and where in these organizations the research took place. Subsequently, in Section
1.2, the main processes on which the research focused and tried to make improvements are being
elaborated. Thirdly, in Section 1.3, the motivation that led to this research is stated. Finally, in Section 1.4,
an outline is given for the remainder of the report.

1.1 Company setting
The project involved two companies: The Dow Chemical Company (in this thesis abbreviated as Dow),
elaborated in Subsection 1.1.1, and Den Hartogh Logistics (in this thesis abbreviated as Den Hartogh),
elaborated in Subsection 1.1.2. In this section a brief description of the company setting is given, on what
type of companies they are, and in what department the research was situated.

1.1.1 The Dow Chemical Company
The Dow Chemical Company was founded in 1897 in Midland, Michigan by chemist Herbert H. Dow. After
a merger with DuPont in 2017, the company was split up again in 2019, creating the current entity. This
research was situated in its European department, situated in Terneuzen, from where its European
logistics is centrally coordinated.
Dow produces a large variety of products, divided over nine businesses. One of these businesses, is the
performance monomers, which is the main focus of this thesis. These products are components of various
industrial applications, such as coatings and paints, resins, food packaging, and automotive fuel tanks1.
More specifically, this thesis dealt with two specific products out of this business, for confidentiality
reasons named Product A and Product B in this thesis.
These performance monomers are delicate products, which require temperature-controlled transport,
further complicating the logistics process, as is explained in further detail in Section 1.3. These chemicals
are produced and loaded in Europe, among others, in Location A (in West-Germany) and Location B (in
East-Germany). Subsequently, they are transported across Europe by a number of logistics partners, who
are all responsible for one or multiple transport lanes. Den Hartogh is one of these.

1.1.2 Den Hartogh Logistics
Den Hartogh Logistics was established in The Netherlands in 1920, is family-owned, and has its
headquarters in Rotterdam. The company is divided in four business units, where this research is related
to its Liquid Logistics business unit.
Den Hartogh is a major logistics partner for Dow in Europe, transporting various chemicals on various
transport lanes from production location to the client location. This thesis focuses on two of these specific
transport lanes, for which Den Hartogh uses dedicated equipment on each lane. The starting point of both
lanes is either Location A or Location B, which produce the same chemicals. The short transport lane goes
from its loading point to the site of Client A in northern France. The long transport lane goes from its
loading point to the site of Client B or Client C, both located in northern England. Tank containers travel
fully loaded from its starting point to the client’s site and travel back empty. Both transport lanes involve
Product A.
Den Hartogh also transports Product B for Dow, but on a much smaller scale, which is not taken into
consideration in this research.

1

Retrieved from https://www.dow.com/en-us/product-technology/pt-monomers.html, accessed April 26th, 2020.
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1.2 Process description
To get a better understanding of the transportation process, including its requirements and other fixed
regulations, a short overview is given in this section. A more elaborate description is given in Subsection
3.1.1, whereas in Subsection 3.1.2 the decision variables and moments are explained.
The process starts when Dow sends Den Hartogh a transport order, containing the dates when the
material is ready to be loaded, and when the material is expected to be delivered at the customer’s site.
Subsequently, Den Hartogh allocates available equipment on this order, after which the daily planner
begins. Depending on the transport modes (road, rail, or water) and its fixed schedules, e.g. for ferries or
cargo trains, he plans when to commence the shipment in order to deliver the material in time at the
customer’s site.
Regarding the shortest transport lane, fixed trailer-tank combinations are used for transport. Currently,
all container tanks use a manual gauge for measuring product temperature inside the tank. If the starting
point is Location B, the transit time is around two days. If the truck is loaded in Location A, the transport
takes around one day. Heating is usually not required, but if it is, a detour has to be taken, taking much
time and adding approximately 10% to the logistics costs.

Figure 1: Locations of Dow-approved heating stations

Regarding the longer transport lane, separate tank containers are used for transport, as this transport
lane makes use of multiple modes. After loading, the tanks travel by truck to the nearest rail terminal,
where the tanks are loaded on a cargo train towards Moerdijk. In the container terminal, they are
2

subsequently transferred into a ferry towards northern England. Before delivering to the customer, in
most of the cases it is needed to heat the monomers to defreeze, happening in most occasions in the
heating station close to the harbor in northern England. Heating can also occur at a different stage in the
transport, which is further elaborated in Subsection 3.1.2, but this disruption can mean the tank misses
the transfer. Heating is only allowed to happen at approved heating stations, which are visually
represented in Figure 1, using water kept constantly at 35 °C. Transporting a container tank on this lane
has a transit time of five working days when it is loaded at Location A and six working days when loaded
at Location B, regardless of delivery at Client B or C.
People who handle performance monomers, whether they are truck drivers, employees at rail terminals,
or at heating stations, are trained to work with these chemicals. In case of a manual gauge, product
temperature has to be noted every 4.5 hours, as is required by Dow’s procedures, whenever the container
tank is accessible. Opportunities to measure temperature are when the product is loaded or unloaded,
when the truck driver has a break, when the tank container switches transport mode and is loaded from
a train into a ferry for example, or when the tank container is stored temporarily in a depot before
delivery. When the container is in storage in a depot, there is a possibility to monitor its temperature
more accurately and more frequently. Times when the container is inaccessible are, for example, when
the container is transported on a cargo train or ferry, when the containers have to be dropped off at a
terminal before leaving. During this time, the temperature cannot be monitored.

1.3 Research motivation
This research deals with a cold chain, also known as cold supply chain, which is defined as a supply chain
for which the product must be kept under temperature-controlled conditions (Kumar & Jha, 2016;
Terpstra, 2018). Examples of such supply chains include (frozen) food, pharmaceuticals, or, as is the case
in this thesis, chemical products, in any case products of which the shelf live depends on the conditions
during transport and storage. Adding these restrictions to regular supply chain planning and optimization
comes with more complexity, and, obviously, more costs.
In the context of the chemical industry, safety is another issue in cold chains. Certain products freeze
below a certain temperature and undergo hazardous reactions above another limit, creating a narrow
bandwidth in which the product must be kept during transport, in order to avoid unsafe situations. For
multiday shipment across Europe, this requires the container tank to be monitored constantly, and heated
up regularly, if necessary.
The in Subsection 1.1.1 introduced performance monomers, have to satisfy these requirements during
transport and storage. If the product temperature drops below a certain threshold2 (determined to be 18
°C by Dow for Product A), the product solidifies, which means the product cannot be offloaded and the
inhibitor, a chemical meant to prevent the monomers from polymerizing, is not distributed evenly
anymore. Secondly, if the product temperature rises above another threshold (determined to be 25 °C by
Dow for Product A), the exothermic polymerization reaction accelerates, creating dangerous situations.
Dow, which is a major producer of these performance monomers, obviously also faces these challenges
in its supply chain. Since quite a lot of incidents and near-misses in the past three years happened in the
monomer’s product group, of which a high percentage were temperature related, things were changed
to improve the situation. A major change was the introduction of smart tanks on longer transport lanes,
which are different from regular container tanks in terms of the number of sensors. Whereas a regular
2

It has to be noted that the boundaries set by Dow are not the absolute temperatures at which the polymerization
and solidification reactions start, but that a certain safety margin is kept in order to react before it is too late.
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tank only has a far from reliable mechanical gauge, smart tanks are equipped with multiple digital
temperature sensors, in literature called a wireless sensor network (WSN) (Yamani & Al-Anbuky, 2011),
which measure the temperature at various locations in and around the tank and update its values
automatically to an accuracy 0.1 °C. In the case of the mechanical gauge, this inaccuracy is much larger,
and it can only be monitored by hand if a driver or terminal employee is nearby.
Den Hartogh is a significant carrier for Dow’s performance monomers and is involved in the introduction
of smart tanks. Since the beginning of 2019, two smart tanks have been installed at its transport lane from
Germany to England, generating a data pool. This data, however, is not used within the companies on a
large scale yet and can be of value to further decrease the number of incidents of streamline the supply
chain planning.
In this thesis the temperature data is analyzed, in order to make a prediction model of the temperature
behavior of preferably an entire shipment, but in any case, for an as long as possible time forward until a
decision has to be taken to intervene or not. Using this model, it can be predicted whether interventions,
in the form of heating or cooling, are needed during the shipment, which are currently planned solely
reactive rather than proactive. Secondly, it is explored how Dow and Den Hartogh can apply this
knowledge in the both the daily and strategic supply chain planning, resulting in an optimal decision
strategy and more understanding of the cost drivers in different uncertainty scenarios. Furthermore, since
smart tanks are not standard issue in industry yet, it is analyzed what the benefits of such equipment are,
and on which lanes they can be of most added value.

1.4 Outline
This thesis report is structured as follows.
In Chapter 2 the research assignment is elaborated. This includes a summary of relevant literature, the
assignment, research questions, brief methodology, and the scope of the project. In Chapter 3 the current
situation is analyzed in detail. This includes an elaborate process description, decision variables and
moments, sources of uncertainty in the process, relevant costs, and current performance. Secondly, in
this chapter the dataset is introduced, which leads to an initial understanding of the data. In Chapter 4
the modelling process is explained, documenting the data preparation process and decisions in designing
the model. Subsequently, in Chapter 5, the different models are evaluated to see which one fits the data
in the best way. In Chapter 6 this prediction model is applied at the two major transport lanes (long and
short) operated by Den Hartogh for Dow’s monomers business. It is analyzed how the knowledge
generated in Chapter 5 helps Dow and Den Hartogh in improving their operational performance under
variable conditions. Finally, in Chapter 7, the research is discussed, and conclusions are drawn.

4

2 Research assignment
In this chapter the research assignment is elaborated. First of all, in Section 2.1, a summary of the
previously executed literature study is given, on which this thesis continues. In Section 2.2, the assignment
is stated and the deliverables the research should yield are listed. Subsequently, in Section 2.3, the central
assignment is translated into the research questions to be answered, and in Section 2.4 the methodology
is described that answered these questions and delivered the assignment. Finally, in Section 2.5, the scope
and boundaries of the assignment are given.

2.1 Literature study
In preparation to the research, a systematic literature review was executed regarding this topic. Two
central research questions were asked, regarding what techniques exist in predicting product
temperature in a cold supply chain environment, and how these techniques are applied in the planning of
such supply chains. This review led to a list of 20 relevant studies, of which 17 are actual applications in
industry, and three are generic ideas on how to forecast time series. The complete list is to be found in
Appendix I, whereas the key take-aways are listed in this section.
First of all, in Subsection 2.1.1, an overview is given in which industries the studies took place. In
Subsection 2.1.2, the main input variables used in the previous studies are listed and elaborated, after
which in Subsection 2.1.3 the quantitative techniques are stated. Subsequently, in Subsection 2.1.4 a
selection of relevant applications is stated, after which in Subsection 2.1.5, a conclusion is given regarding
the current state of literature and which gaps currently exist that this study is trying to close.

2.1.1 Industries in which researches took place
All relevant studies were executed in industries regarding perishable products, of which twelve are related
to food, four are related to pharmaceutical, or other medical products, and three are related to
refrigerated products in general. A clear distinction can be made in the way the products are transported,
being either in a controlled (refrigerated) environment, or in a non-controlled environment.

2.1.2 Previously used input variables in predicting product temperature
Regarding the selection of appropriate input variables, roughly three strategies can be identified. The first
strategy, in line with using time series as a prediction method, is using only a single variable, being the
historic values of the to be predicted variable (Ahmed, Atiya, El Gayar, & El-Shishiny, 2010; Chen & Shaw,
2011; C C Emenike, 2017; Christian C. Emenike, Eyk, & Hoffman, 2016; Yamani & Al-Anbuky, 2011; Zhang,
2003).
The second strategy involves multiple sensor measurements, being variables that change regularly during
the shipping time. In this case, besides the measurements of the product temperature or temperature
inside the refrigerated vehicle, other sensors are placed on the vehicle. The most prominent one is using
the ambient temperature (Badia-Melis, Mc Carthy, & Uysal, 2016; O. Laguerre, Ben Aissa, & Flick, 2008;
O. Laguerre & Flick, 2010; O Laguerre, Hoang, Derens, Alvarez, & Flick, 2012; Onrawee Laguerre, Derens,
& Flick, 2011; Mentink, 2018; Mercier & Uysal, 2018; Song, Kim, Kim, & Koo, 2019), as, although the
vehicles or containers are insulated, a higher outside temperature will cause the temperature inside the
vehicle to rise more quickly. Other scholars also chose to include humidity and GPS sensors in their study
(Nechifor et al., 2014).
The third strategy is to also include variables specific to the shipment, which remain constant throughout
the shipping process. Often used variables are insulating capabilities of the vehicle (Adler-Nissen &
Zammit, 2011; O Laguerre, Duret, Hoang, & Flick, 2014; Zwierzycki et al., 2011), product characteristics,
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such as weight or product type (Adler-Nissen & Zammit, 2011; Terpstra, 2018), and milestones during
transport (Terpstra, 2018).

2.1.3 Previously used quantitative techniques in predicting product temperature
For the prediction method, a clear split can be seen in the modelling approach. Models can be identified
as either theory-driven, or data-driven.
When looking at the theory-driven models, most of the methods originate from thermodynamics. AdlerNissen & Zammit (2011), Laguerre et al. (2008), Laguerre et al. (2012), Laguerre et al. (2014), Laguerre &
Flick (2010), Song et al. (2019), and Zwierzycki et al. (2011) all used deterministic equations on how the
heat (or cold in case of refrigerated vehicles) should transfer from inside the controlled environment to
its ambient environment, being in the form of convection, radiation, or conduction. Characteristics of the
transportation vehicle, such as the cooling capacity or insulation rate, should be able to delay this process.
The equations these scholars used, subsequently, should be able to incorporate the variables, in order to
predict the temperature during transport. Although most studies do not give exact error margins, most
observations are reported to be in line with what the model predicted.
A grand variety of data-driven methods were used in predicting the product temperature. The most
prominent ones are explained in greater detailer in this subsection: artificial neural networks (ANN), time
series, regression analysis, and hybrid forms.
Different forms of neural networks, also called the multilayer perceptron model (Ahmed et al., 2010),
were applied in eight studies, leading to different results. In four studies, absolute error measures were
given, ranging from a MAE (mean absolute error) of 1°C (Yamani & Al-Anbuky, 2011), to an RMSE (root
mean squared error) below 0.5 K (Mercier & Uysal, 2018), to an RMSE of 0.11 °C (Badia-Melis et al., 2016),
to even a MSE (mean squared error) close to zero (C C Emenike, 2017).
Secondly, time series analyses were applied in three different studies, but ranging in different types and
complexities. Ben Taieba et al. (2011) used simple moving averages and single exponential smoothing,
without listing the error measure of the best fitting model. Nechifor et al. (2014) used an ARIMA (auto
regressive integrated moving average) model and WEKA technique (time series forecasting module of
Java), where the WEKA outperformed the ARIMA model, again without stating exact error measures.
Mentink (2018) differentiated between different strategies about how to calculate multi-step ahead
forecast (direct, recursive or hybrid form), and stated the best strategy led to an MSE of 0.49 °C.
Thirdly, regression analyses were applied in three different studies. Ahmed et al. (2010) used Gaussian
process, classification trees, K-nearest neighbor, and support vector machines regressions, for which the
Gaussian process regressions provided the best fitting model. Ben Taieba et al. (2011) made use of
multivariate and Gaussian process regression, without stating what the best fitting model was. Terpstra
(2018) used, among others, Lasso regression, which was outperformed by XGBoost.
Lastly, Zhang (2003) used a hybrid form, namely a combination of ARIMA (time series) and ANN, which
outperformed the separate techniques, proving it is promising in obtaining better prediction accuracy

2.1.4 Previous applications of predicting product temperature
The first major usage of a temperature prediction model is related to a perishable product’s shelf-life. A
perishable product degrades in quality when exposed to certain ambient temperatures during transport
or storage. An early warning system, providing alerts when the products are not stored according to
acceptable criteria, can benefit in reducing the amount of lost goods (Nechifor et al., 2014). Furthermore,
being able to accurately predict the temperature inside a transport vessel can help to pro-actively prevent
such situation that cause cargo losses (Christian C. Emenike et al., 2016). Finally, the data obtained from
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these models can help in making more accurate shelf-life calculations, and reduce unnecessary product
losses (Badia-Melis et al., 2016; Song et al., 2019).
The second major usage of prediction models, also linked to improve product quality, is related to the risk
profile of a transport lane. Typically, a transport lane has a certain risk profile, based on the external
circumstances the products are exposed to, such as climate conditions. Terpstra (2018) applied his
prediction model to improve the calculation of the risk profile index of a certain lane. Rather than using
qualitative data about, for example, climate conditions, his data-driven model could help in improving the
assessment of transport lane risk. Furthermore, Laguerre & Flick (2010) and Laguerre et al. (2011) found
that by predicting the variability of temperature exposure during storage in a refrigerator, a risk evaluation
tool could be made, aimed at improving the conditions in the cold supply chain.
Only the third major usage of prediction models is aimed at making interventions in the supply chain
planning. A major example of this, studied by Mentink (2018), is how to optimize the packaging material
of pharmaceutical products. In his study, two packaging options exist: a more expensive, winter package
with a higher insulative value, and a less expensive, summer package with a lower insulative value. Twice
a year, the company switches between these, however, the moment of switching was arbitrary, not
objectively calculated. Using his prediction model, different optimizations could be made, making a tradeoff between the additional cost of a more expensive, better insulating winter package, and the resulting
temperature deviation of the product. Another example of such a study, researched by Zwierzycki et al.
(2011) deals with the optimization of the fleet allocation. In their situation, the transport company has a
fleet of vehicles with different insulative capabilities. Using their prediction model, incorporating the
insulative and cooling capabilities of each vehicle, a decision model could be made, allocating vehicles to
shipments in a way that the load is transported in the best possible conditions.

2.1.5 Conclusion literature review
The goal of this literature review was to find out which methods exist regarding the prediction of
temperature during transport and storage in a cold chain environment, and how these techniques have
been applied in the planning of cold supply chains.
Regarding the first goal, a lot of different methods have been discovered. These studies used a wide
variety of input variables, ranging from univariate analyses to multivariate analyses, using data from other
sensors and general shipment data. Furthermore, a distinction could be made in the quantitative methods
applied, where the scholars either used a theoretical model based on the laws of thermodynamics, or a
data-driven model. Regarding the data-driven models, again a wide variety was found of the used
methods, such as time series analyses, different forms of regression analyses, neural networks, or hybrid
forms.
Regarding the second goal, a lot less relevant information was found. Most of the current applications are
still in the form of product quality monitoring, rather than proactively making interventions in the supply
chain planning. Only two studies applied their prediction model in making concrete decisions in the
planning of shipments, which were about the optimization of the used packaging material to make the
optimal trade-off between transport cost and product quality (Mentink, 2018), and to make the optimal
vehicle allocation to shipments, based on insulating and cooling capabilities of different trucks (Zwierzycki
et al., 2011).
When comparing the current state of literature to the challenge faced by Dow and Den Hartogh, two
major gaps could be identified. The first gap is related to the industries the researches were applied in.
On one hand, all 17 studies were applied in either food or pharmaceutical supply chains, handling solid,
distinct items. On the other hand, this master thesis was situated in a chemical company, handling liquid,
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bulk products. Whereas distinct items remain in place during a shipment, in a tank containing liquid, bulk
material, a flow of material inside the transport vehicle is expected to occur. As the location of a product
inside a vehicle is found to have an effect on exposed temperature (Christian C. Emenike et al., 2016), it
was expected that different results arose when existing prediction models are applied in chemical supply
chains. Furthermore, an additional feature of this industry is the aspect of safety. Whereas in food or
pharmaceutical supply chains the possible consequences of temperature excursions are “only” product
losses, the consequences in the chemical industry can be catastrophic. A way to possibly deal with this
aspect, is to evaluate the temperature models based on measures that penalize larger excursions to a
greater extent, e.g. using MSE over MAE as performance measure when comparing the models.
The second gap is the limited application of prediction models on supply chain planning. In the situations
of the previous researches, product quality deteriorates gradually and irreversibly over time, and
interventions are only meant to slow this process. In the situation of this master thesis, this process is
reversible, by again heating the material if the temperature hits below a certain threshold. When to plan
such heating operations is not known in advance, and being able to know if, when, and for how long to
heat, is beneficial for the companies involved in the research.

2.2 Assignment and deliverables
The central assignment could be formulated as follows:
“Create a prediction model that can be used in the day to day operations for the transport of
temperature sensitive bulk liquids, to help (transport) planners minimize the amount of heating
activities, and thus costs, while keep products from freezing, thus avoiding unsafe situations.”
This assignment leads to the first deliverable of the project: a decision support tool that predicts if, when,
and how much heating is necessary to deliver the products at the customer at the required temperature
given a certain safety margin and minimizing costs. How these decisions regarding interventions are
currently taken, i.e. if, when, or for how long to heat, is addressed in Subsections 3.1.1 and 3.1.2.
For this reason, and since the knowledge around this subject is still rather limited in the involved
companies, the first step to this decision support tool is developing a prediction model of the product
temperature. Since the introduction of smart tanks, a substantial dataset has been generated with
product temperatures during shipments, all measured accurately and at fixed times, rather than the more
inaccurate and inconsistent observations of regular tanks. Analyzing this dataset, a prediction model can
be constructed for the temperature development during a shipment, and its accuracy measured. As can
be concluded from Subsection 2.1.1, such a study has not yet been executed in the chemical industry, or,
in general, regarding bulk, liquid products rather than solid, separate items.
Applying this temperature prediction model, it becomes possible to plan interventions more proactively,
rather than the reactive character of the decisions right now. Proactive decisions should lead to a better
safety, in the form of preventing temperature breaches before they can occur, and to lower costs, in the
form of abandoning redundant heating moments. As can be concluded from the literature review, such a
support tool has not been built before. As has been elaborated in Subsection 2.1.4, the applications of
previous studies around predicting product temperature tended to be limited, focused on reactive
interventions (like transport lane risk assessments (Terpstra, 2018), or monitoring food quality (Song et
al., 2019), unlike the predictive character of this study, focused on planning interventions during
transport.
The second deliverable is to evaluate the added value of smart tanks in terms of predicting and monitoring
capabilities. As was stated in Section 1.3, smart tanks are not industry standard yet and are only in its
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introduction phase within Dow’s carriers, currently only in use on the long transport lane executed by Den
Hartogh as part of the dedicated transport fleet. Dow and Den Hartogh would like to know on which
transport lanes this equipment is most useful. Therefore, the second deliverable of the project is: advice
on which transport lanes smart tanks are of most added value.

2.3 Research questions
The assignment formulated in the previous section, leads to two, central, research questions. These are
formulated as follows:
(1) How can product temperature of performance monomers be predicted, i.e. modeled for future
shipments?
(2) In what way can the knowledge, generated in the first part of the research, lead to a higher
safety and efficiency for the logistics processes executed by Dow and Den Hartogh?
The first research question is decomposed into the following four sub questions:
(1.1) Which input variables, available in the companies and suggested by literature, have the
highest influence on temperature behavior during shipments?
(1.2) What quantitative technique is the most reliable for predicting the temperature behavior of
a shipment?
(1.3) What time interval is the most appropriate for predicting the temperature behavior of a
certain shipment?
(1.4) What is the predicting performance of the constructed prediction model?
The second research question is decomposed into two sub questions, of which the first one is aimed at
the operational supply chain planning, and the second one is aimed at the strategical planning (e.g. on
which lane to use smart tanks when further implementing them):
(2.1) How can the knowledge be applied in the day-to-day operations of Dow and its carriers, and
what are the benefits of applying?
(2.2) How can the knowledge be applied in the strategical logistics planning of Dow and its carriers,
and what are the benefits of applying?

2.4 Methodology
Along with the assignment stated in Section 2.2, the research consists of two parts:
1. Analysis of temperature data logs and designing of the prediction model
2. Design of decision support tool and application at two transport lanes
The first part follows the cross industry standard process for data mining (CRISP-DM) process model,
developed by Wirth & Hipp (2000), and which is depicted in Figure 2. The main technical analysis revolves
around modelling the slope of temperature decrease during transport, depending on input variables like
climate conditions, mode of transport, amount of material in the tank and the insulation capabilities of
the tank used. Various supervised, regression machine learning techniques are used to do so. For this part
a substantial dataset is used as a training set, consisting of shipments over a time period spanning 1.5
years, spread around the different seasons.
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In accordance with Wirth & Hipp (2000), the business and data understanding phases are grouped
together in Chapter 3, as a close link exists between both phases. Similarly, the data preparation and
modelling phases (the methodology of the data mining) are grouped together in Chapter 4. The evaluation
phase is documented in Chapter 5.
During the second part, the prediction tool is applied at two of the main transport lanes operated by Den
Hartogh. Using the knowledge in the first part, a decision support model can be developed which advises
how to plan heating moments in a better way than the current reactive decisions. Furthermore, as there
is quite some uncertainty in the shipping process, as is elaborated in Subsection 3.1.3, costs in different
scenarios can be calculated. This results in an estimation of the cost savings potential in different
situations and support for decisions Dow and Den Hartogh can make by applying the knowledge generated
in Chapter 5. Furthermore, using the knowledge generated in the first part, a qualitative advice can be
made where smart tanks are of most value, and on which lanes they should be used in the future. This
part is documented in Chapter 6 and matches with the deployment phase of the CRISP-DM process model.

Figure 2: Phases of the CRISP-DM process model for data mining (Wirth & Hipp, 2000)

2.5 Scope and boundaries
In terms of processes, only the shipping process, elaborated in in Section 1.2 and in further detail in
Subsection 3.1.1, has been taken care of. Production planning, e.g. optimizing the distribution of chemical
manufacturing over the different production sites, or strategic network design, e.g. adding or deleting
production sites or approved heating stations, is not included.
Geographically, the project is limited to shipments executed in Europe only. Product wise, the project is
limited to performance monomers (Product A) only.
A major boundary is that the dataset is still very limited, as smart tanks were being used for only 1,5 years
at the time the project started. For this reason, a second carrier, in this report named Carrier B, was
contacted to share their dataset, using four smart tanks on two of its transport lanes transporting Product
B, in order to create a larger data pool. Furthermore, in order to make most efficient use of the dataset,
the observations are decomposed into standardized time intervals, elaborated in further detail in
Subsection 4.3.2.
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3 Detailed analysis
In this chapter the current situation is analyzed in detail, divided over two sections. In Section 3.1, the
business understanding phase of the CRISP-DM cycle is elaborated, in order to have more understanding
of the business environment in which the study has been executed, and to do some pre-work of the
optimization study documented in Chapter 6. In Section 3.2, the data understanding phase is elaborated,
in order to gain some first insights and decide how to proceed with the data modelling (documented in
Chapter 4).

3.1 Business understanding
First of all, in Subsection 3.1.1, the process, as was introduced in Section 1.2, is described in more detail.
Subsequently, in Subsection 3.1.2, the decision variables during the process, which are relevant for this
study, are listed and explained. In Subsection 3.1.3, the main sources of uncertainty in the process are
elaborated and their impact on this process, after which, in Subsection 3.1.4, the relevant cost drivers are
listed. Finally, in Subsection 3.1.5, the current performance is stated in terms of non-monetary values (for
confidentiality reasons), in order to provide a benchmark for the optimization study in Chapter 6.

3.1.1 Elaborate process description
The process starts when Dow’s responsible customer service representative (CSR) receives the order from
its client, relevant for this thesis are Clients A, B, and C. Such an order consists of the amount of material
the client wishes (limited to the maximum capacity of a tank container) and the date the clients wishes to
receive. The CSR subsequently enters the order in Dow’s ERP system, which automatically calculates the
date the shipment has to commence in order to be on time at the client’s site, based on the fixed transit
times given the carrier and transport lane. The transit times of the transport lanes discussed in the thesis
are listed in Table 1.
Table 1: Overview of transit times

Loading location A (West-Germany)
Client
Transit time
A (France)
1 working day
B (UK)
5 working days
C (UK)
5 working days

Loading location B (East-Germany)
Client
Transit time
A (France)
2 working days
B (UK)
6 working days
C (UK)
6 working days

After entering the order in Dow’s ERP system, the system also automatically sources the material required
for the order to one of the production sites, in this case Location A or B. If the loading location has
sufficient material on stock, or if a production order is already scheduled to finish before the loading date
(both are forecasted for), the amount of material is allocated to the order. Otherwise, an additional
production order is planned, or an existing production order is pulled forward to make sure the material
is available on time.
When the shipment request arrives at Den Hartogh, the material planner allocates available equipment
to the shipment. In both transport lanes mentioned in this thesis, Den Hartogh operates equipment
dedicated for use for Dow materials on one of their transport lanes. In case of the short transport lane,
Den Hartogh operates fixed trailer-tank combinations, used for road transport only. In case of the long
transport lane, Den Hartogh operates separate container tanks, which can be used on multiple transport
modes. When this equipment is not in use, it is stored at a depot close to either loading location.
Furthermore, Den Hartogh’s personnel planner arranges a truck driver, in case of the short transport lane
for the entire drive, or in case of the long transport lane only from the loading location to the nearest rail
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terminal. Also, in case of the long transport lane, Den Hartogh’s transport planner reserves a slot on a
cargo train from the rail terminal closest to the loading location towards Moerdijk, and a slot on the ferry
from Moerdijk towards North-England. If needed, additional transport has to be arranged from the harbor
in England to the nearest heating station or storage depot. Lastly, a trailer and truck driver have to be
arranged from either the harbor, the heating station, or storage depot towards the client’s site.
The short transport lane is operated solely by road transport. As is visualized in Figure 1, approved heating
stations, capable of both heating and accurate temperature monitoring, are spread in a limited way across
Europe. For this transport lane, this means that a heating station is not present on the shortest route. In
case a shipment needs to receive heating or accurate temperature modelling, a detour has to be taken,
which is in the optimal situation foreseen when a shipment starts, as in this case the additional time and
costs are limited. Currently, Dow and Den Hartogh do not incorporate this possibility, and send shipment
directly to the site of Client A, anticipating the shipment is still at a sufficiently high temperature upon
arrival.
The long transport lane is operated by multiple modes. The shipment starts with a short truck drive from
either loading location to the closest rail terminal. After waiting some hours, consisting of slack time and
the time needed to check in a container before the train departs, a cargo train brings the container to the
port of Moerdijk. Close to this harbor is a heating station, which can be used if heating is already needed
at this point in transit. However, if a container needs heating at this stage already, it is uncertain whether
the heated container will return in time for the ferry for northern England. From Moerdijk, the container
travels by ferry to northern England. Close to the port of arrival, is a heating station and depot where the
container can be temporarily stored, and its temperature monitored before final delivery to the client.
Both Client B and C are situated close to this harbor, at approximately a 1-hour truck drive.

3.1.2 Decision variables and moments
In the process described elaborately in Subsection 3.1.1, different variables can be decided on. These
decision variables, which are related to the interventions Dow and Den Hartogh can make regarding
temperature, are listed in the order of ease in which Dow and Den Hartogh are able to adjust them.
The first decision variable is the amount and timing of heating a container receives during a shipment.
Currently, whenever the temperature drops below 18 °C and the tank is close to a certified heating station,
the tank is being heated for an undisclosed amount of time. In practice, heating is almost never required
on the short transport lane but is required once or multiple times on the long transport lane, mostly taking
place in a heating station close to the harbor in North-England. In any case, these decisions are of a
reactive nature at the moment. The timing of heating and the upper limit until the container needs to be
heated are not specified explicitly in its process descriptions.
An important aspect of this decision variable is the moment at which the decision is currently taken, versus
the moment this decision can be taken if more information is known about the temperature development
during a shipment. As was explained above, regarding the short transport lane, this decision is currently
taken reactively upon arrival. If the temperature is measured to be too low, the truck drive has to drive to
the closest heating station, hope there is an availability for heating at that moment, heat, and drive back
to the client, causing serious delays. Therefore, it would be better to anticipate this, and, for example,
when the temperature is predicted (at the moment the shipment departs the loading location) to be too
low at the time of arrival, to drive a different, longer route that passes a heating station, reserve a slot at
the station on time, and heat the container during the time the truck driver needs for rest, avoiding the
temperature breach and delay.
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On the long transport lane, a similar situation is present. The shipment consists of transport of multiple
modes and stages, where roughly a heating station is present each time the container changes transport
mode. However, as these stages are currently planned close to each other in terms of time, it would not
be possible, for example, to quickly schedule a heating intervention between the arrival of the cargo train
and the departure of the subsequent ferry. If at the port it is found that heating is necessary, the container
will miss the ferry, and planners have to reserve a spot on the next ferry, hoping it is not fully booked yet.
Therefore, for this transport lane it would be better as well to anticipate these decisions and make them
proactively.
The second decision variable is related to the starting temperature of a shipment. Both loading locations
have a summer and winter setting at which they store the monomers before loading. When Location A
makes this switch from winter to summer setting and vice versa is not explicitly defined and depends on
weather conditions. Location B keeps the summer setting from April until September and the winter
setting from October until March. The specific temperature ranges for the winter and summer setting
vary slightly between both loading locations and are taken into consideration when building the prediction
models, but are not disclosed explicitly in this report due to confidentiality reasons. To the best knowledge
of the author, no earlier optimization has been made regarding what switching month would result in
optimal cost. Adjusting the actual loading temperature, i.e. having a higher loading temperature in winter
than the current one, is unfortunately not possible due to technical reasons.
Unfortunately, as it was not possible to model the costs or benefits for either setting, changing the
switching months is not taken into consideration in the cost optimization.

3.1.3 Uncertainty in the process
During the process, three main sources of uncertainty exist, complicating the supply chain planning even
more. These are listed in this subsection. In Chapter 6 it is examined what the value would be, in terms of
saved heating hours, of limiting or removing these uncertainties, if possible.
The first uncertainty is changing weather during the shipment. Especially in Europe, it can happen that
weather changes rapidly day by day. It can be expected that ambient temperature will have the most
influence on the temperature behavior during a shipment, meaning that a change in weather makes it
more difficult to accurately predict the product temperature after some time. This uncertainty, however,
cannot be avoided, and has to be incorporated in the temperature prediction model.
The second uncertainty is delays during transport, e.g. by traffic jams, changing schedules of cargo trains
or ferries or limited availability of slots on cargo trains, ferries, or heating stations. Especially regarding
the heating stations, a limited capacity exists because of the limited number of heating stations approved
by Dow, and the requirement of heating by hot water, whereas heating by steam is the industry standard.
This uncertainty can be dealt with by including a certain amount of slack time in the standard transit time
of shipments, especially in the long transport lane which utilizes multiple transport modes, to make sure
the shipments arrive on time at the customer’s site. However, if this uncertainty somehow can be limited,
the amount of slack time can be reduced. As a shorter lead time reduces the temperature decrease in
cold months, it is expected that less slack time results in less heating costs. However, it is questionable if
Dow’s customer management is willing to take the risk of late delivery, causing a potential shut-down at
the client when delivery is delayed. A factor that could negatively impact this uncertainty, is the current
situation around Brexit. This would require additional customs checks, taking more time and increasing to
chance of delays, which would lead to an extension of the current standard transit time. In Chapter 6, it
is examined what the possible savings or additional costs are in terms of heating costs, if it is possible to
cut slack time or when the lead time has to be extended due to additional customs clearance.
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The third uncertainty in the process is the flexibility Dow’s clients have negotiated regarding changing the
delivery date after ordering. Currently, clients have a large amount of flexibility regarding these changes,
causing uncertainty during the shipment and making it harder to optimize costs.
When taking a first look at the dataset, the impact of customers being able to delay delivery becomes
clear. When looking at past shipments on the long transport lane executed by Den Hartogh, 66.4% of all
shipments between January 2019 and August 2020 took longer than the standard transit time was. When
looking at the shipments in the dataset, which were executed using the smart tanks, it was found out that
this results in practice in a long waiting time in the harbor in North-England, close to the site of Client B
or C. The distribution of waiting time of these shipments is visualized in Figure 3. On average, the waiting
time in the UK harbor amounts to 7.08 days including weekend days, and 4.92 excluding weekend days.
This additional waiting time leads to a longer transit time and is thus most probably leading to extra
heating costs.
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Figure 3: Distribution of waiting time in UK harbor before delivery

Reducing this flexibility makes it easier to exactly plan how much heating is required during the shipment
and reduces the amount of heat loss during transport, but also in this situation is it questionable if Dow’s
customer management is willing to renegotiate with its clients. Again, for this situation it is examined in
Chapter 6 what the possible savings are if Dow is willing to limit or remove the amount of flexibility given
to customers. What the possible savings are if this flexibility could be reduced or completely removed, is
calculated in Chapter 6.
Regarding the short transport lane, this long waiting time seems to be less of an issue, as only 2.4% of the
shipments during the same period of time were delayed beyond their standard transit time.

3.1.4 Relevant costs
In this section the costs, which are incremental to the decision variables listed above, are listed, and
explained how they are used in the optimization study in Chapter 6. Due to confidentiality reasons, the
costs are not published in this report, and the potential savings have to be expressed in non-monetary
terms. It is elaborated further in Subsection 3.1.5 and Chapter 6, but most of these accessorial costs, i.e.
costs that Den Hartogh bills Dow on top of the regular costs for transporting the monomers, are related
to the long transport lane.
Keeping the monomer at a higher temperature at storage (at Location A or B before loading) comes with
an additional cost. These costs are expressed per month of keeping the monomer at a certain temperature
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in a certain setting (winter or summer). These costs, unfortunately, could not be expressed in any nonmonetary terms, and are not taken into consideration.
The costs of heating are billed per hour and are equal for each transport lane. Additional to the per hour
cost of heating, is the cost of transportation from the harbor to the heating station (called a shunt), which
is fixed per destination. Possible destinations for the lanes used throughout this thesis are the heating
station in the UK (for the long transport lane), and the heating station in continental Europe close to the
production plants (for the short transport lane and the long transport lane if heating is already necessary
before embarking the ferry to the UK). The costs for transport to the heating station in the UK is lower
than the cost for transport to the heating station used in mainland Europe. Therefore, the heating costs
are calculated as:
𝑇𝑜𝑡𝑎𝑙 ℎ𝑒𝑎𝑡𝑖𝑛𝑔 𝑐𝑜𝑠𝑡𝑠 = ∑ ℎ ∗ 𝑡ℎ𝑖 + ℎ𝑠𝑑 𝑖𝑓 𝑡ℎ𝑖 ≠ 0
𝑖 ∈𝐼

where h is the per hour cost of heating, thi is the number of hours of heating which were executed at
shipment i, and hsd is the cost of the transport shunt, dependent of the location of the heating station. In
this thesis, hs1 corresponds to a shunt in mainland Europe, whereas hs2 corresponds to a shunt in England,
which is cheaper than hs1.
In case a non-smart tank is kept at the depot for longer time, the temperature has to be monitored over
there, costing a certain amount per day. Additional to the per day cost of temperature monitoring, is the
cost of transportation from the harbor to the monitoring location, costing a fixed amount per ride to the
depot. Therefore, the monitoring costs are calculated as:
𝑇𝑜𝑡𝑎𝑙 𝑚𝑜𝑛𝑖𝑡𝑜𝑟𝑖𝑛𝑔 𝑐𝑜𝑠𝑡𝑠 = ∑ 𝑚 ∗ 𝑡𝑚𝑖 + 𝑚𝑠 𝑖𝑓 𝑡𝑚𝑖 ≠ 0
𝑖 ∈𝐼

where m is the per day cost of temperature monitoring, tmi is the number of days of temperature
monitoring for shipment i, and ms is the cost of the transport shunt to the monitoring location.
The total monitoring costs are used as a consideration for the benefit of smart tanks, but are not taken
into account for the optimization study in Chapter 6.

3.1.5 Current performance
In Chapter 6 an optimization and various what-if scenarios are calculated, in order to find out how much
costs (specifically the accessorial costs incurred on shipments in 2019) can be saved by applying the
knowledge generated in Chapter 4 and 5, and, secondly, by varying the sources of uncertainty listed above
in Subsection 3.1.3. Applying the costs listed in Subsection 3.1.4 to the shipments executed in 2019, the
performance can be expressed as follows.
In 2019, the production plants held both the winter and summer setting for 6 months.
On the short transport lane in 2019, one shipment needed a total of two hours of heating, coming to a
total of 2*h + 1*hs1.
On the long transport lane in 2019, 74 shipments required a total of 560.5 hours of heating, all executed
at the heating station in England. Therefore, this totals to 560.5*h + 74*hs2. How these heating hours are
distributed over all shipments, is visualized in the histogram in Figure 4.
On the long transport lane in 2019, 19 shipments were monitored for a total of 62 days, coming to a toal
of 62*m + 19*ms.
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Figure 4: Distribution of heating time shipments on long transport lane

3.2 Data understanding
In this section the data understanding phase is elaborated. First of all, in Subsection 3.2.1, the sources of
the used data are listed, after which, in Subsection 3.2.2, the data is explored to gain a basic understanding
of the dataset, and split the set in various parts, which are explored to a larger level further on. In
Subsection 3.2.3, the temperature peaks directly after loading are visualized, after which, in Subsection
3.2.4, the temperature deltas are visualized for different time intervals. Next, in Subsection 3.2.5, the
temperature deltas are visualized for the observations that involved heating, after which, in Subsection
3.2.6, the range of ambient temperatures is explored, which is expected to be the most relevant input
variable in order to model the temperature development.

3.2.1 Data sources
In this thesis data points from multiple sources were integrated to form the final dataset. In order to
match all data sources, the shipment identification number recorded by Dow was used.
The first source of data used in this thesis are the logs holding the measurements of the smart tank
sensors. Den Hartogh’s two smart tanks have a total of four temperature sensors, monitoring the inside
temperature of the tank (denoted as fi(t) throughout the thesis), the temperature of the inner wall of the
tank, the heating inlet (where the hot water is connected at the heating station), and the ambient
temperature. Carrier B’s four smart tanks have a total of three temperature sensors, not monitoring the
tank wall temperature. Den Hartogh’s tanks update these sensor’s values multiple times an hour, whereas
Carrier B’s tanks update these values approximately every two hours. Besides temperature, the smart
tanks also hold a GPS sensor, updating its location. However, in the case of Den Hartogh, this sensor
appeared to be non-functioning during the first year of operations, so this data was retrieved from a
different source. All the information is updated to the cloud through a satellite connection, where the
carrier’s planners and account managers can retrieve it from.
In order to construct the stages during transport (in this thesis named “milestones”), when GPS data was
not available, Den Hartogh provided the stages of transport from their transport management system.
This system records the stages for each shipment, including what the modality was (e.g. truck, rail, or
ferry), the starting location and time, and ending location and time.
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Besides the carrier data, some information was retrieved from Dow’s ERP system. In order to flag the
observations during which the tank was actually loaded, the dates and times of loading (in order to
determine fi(t0)) and unloading (in order to determine fi(tfinal)) as recorded by Dow were used. Secondly,
the shipment’s weights were retrieved from the ERP system. Thirdly, in order to mark the observations
during which the tank was heated, the total amount of heating time per shipment (denoted as thi and
expressed in hours) was retrieved from the accessorial cost module of Dow’s ERP system.
The last variables, which are not recorded formally in the various systems, were retrieved by the means
of emailing the responsible people. Examples of such variables are the temperature ranges Product A and
B are kept at, at loading Location A and B, and the loading locations Carrier B uses.

3.2.2 Data exploration and visualization
Before modelling, an explorative look was taken into the data, and several shipments from both carriers
involved in the research were visualized. In this subsection the key take-aways are stated, whereas in
Appendix II some examples are listed.
As can be observed the best in Figure 17 in Appendix II, four major phases exist around and during a
shipment. These phases are pointed out below in Figure 5, which are:
5. Rapid increase of temperature after loading (displayed in red in Figure 5)
6. Gradual decrease of temperature during the shipment (displayed in green in Figure 5)
7. Rapid increase of temperature after being heated at the heating station (displayed in yellow in
Figure 5)
8. Rapid decrease of temperature after unloading (displayed in purple in Figure 5)

Figure 5: Typical behavior of temperature inside tank before, during, and after shipment of Den Hartogh (January 2019)

Hence, in order to identify these phases, it is important to point out in the dataset when exactly the
container was loaded and unloaded, and when the container was connected to the heating. How this is
constructed in the dataset, is explained in Subsections 4.1.1 and 4.1.2.
Furthermore, it has to be noted that three major things have to be modelled, in order to predict a
complete shipment. First of all, the peak after loading (denoted as fi(t0)) has to be predicted, as it cannot
be accurately measured when a non-smart tank is used. This peak depends partly on the temperature
setting of the production plant, but also has some variability in it. Secondly, the decrease per time unit y,
in this thesis named temperature delta and denoted as fi(t, t+y), has to be predicted, and finally, how
quickly the temperature rises during heating has to be predicted, which is currently also unknown exactly.
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When looking at the other examples, especially in the dataset of Carrier B some issues can be found. The
first issue is that, although the data says the inside temperature is updated approximately every two
hours, the temperature is reported to stay the same for a long time. For example, in Figure 21 in Appendix
II, it can be seen that the graph remains on a flat line, before dropping by relatively a lot, rather than
having a gradual decrease. This issue makes it impossible to use the dataset of Carrier B for modelling
short time intervals. The second issue, as can be seen in Figure 24 in Appendix II, is that sometimes the
sensor measurements are not updated for a longer period of time, making it necessary to check for long
time intervals between observations, and filtering these out of the dataset.
Because of these issues in the dataset of Carrier B, after consulting with business leaders at Dow and
Carrier B itself, it was decided that the sensor quality of measuring was too low to be useful for the
analysis, and therefore the data is not used in constructing the prediction model. The reason why this data
is this inaccurate, is unknown. This, however, reduces the generalizability of the prediction model, making
additional checks necessary before applying the model at transport lanes with different carriers and
products.

3.2.3 Temperature peaks after loading
As was stated above in Subsection 3.2.2, the first thing, in order to understand the temperature behavior
of a shipment, that has to be predicted, is the peak directly after loading, denoted as fi(t0). This peak
depends partly on the temperature setting of the production plant (winter versus summer), but also has
a degree of variability in it. However, as there was a very limited amount of data available to do this (N=23
between January 2019 and April 2020), no elaborate analysis could be made, stating just a visualization
and descriptive statistics.
In Figure 6 the temperature peaks are visualized by month and sorted by loading location. Corresponding
with the winter or summer setting of the production plant, the peaks are lower in the spring and summer
months. This observation can be explained by the difference in temperature setting between the summer
and winter months, as the loading locations keep the material at a lower temperature between April and
September. No clear difference can be deducted between both loading locations.
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Figure 6: Temperature peaks after loading by month, sorted by loading location

In Figure 7, the temperature peaks are visualized again, but now sorted by meteorological season, and
again sorted by loading location. In this figure, the comparison between the seasons can be seen much
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more clearly, having much lower peaks in summer compared to the other seasons. Again, the figure does
not indicate a clear split between the loading locations.
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Figure 7: Temperature peaks after loading by season, sorted by loading location (1=winter, 2=spring, 3=summer, 4=autumn)

When doing a short numerical analysis (summarized in Table 2), it can be seen that the loading peaks can
be approximated by season with a bandwidth of maximally 1.7 °C in winter or spring, 0.8 °C in summer,
and 1.3 °C in autumn. If this approximation is sufficiently accurate for a prediction multiple days ahead,
or that an accurate starting measurement is required in the case of a non-smart tank, is researched in the
following chapters.
Table 2: Distribution of temperature peaks after loading by season

Season
Winter
Spring
Summer
Autumn

Minimum
21.4 °C
21.4 °C
20.7 °C
20.8 °C

Maximum
23.1 °C
23.1 °C
21.5 °C
22.1 °C

Average
22.2 °C
22.2 °C
21.2 °C
21.5 °C

3.2.4 Delta temperature for each time interval by month
As was stated in Subsection 3.2.2, the second issue to predict is the temperature delta after a certain time
interval, denoted as fi(t, t+y). In this section descriptive statistics are provided for the temperature
difference between time t and t+y, given different time intervals y. These only include observations
recorded after reaching the loading peak and excluding those that received any heating during the time
interval y. Similar to the data visualized in Subsection 3.2.3, all observations were recorded between
January 2019 and April 2020
As was stated in Section 1.3, the goal of this thesis is to predict the temperature development of
preferably an entire shipment, but in any case, until the moment a new decision can be made regarding
interventions. For this reason, a multiple step ahead forecast has to be taken. As was stated in research
question 1.3, this thesis analyzes which time interval is the most appropriate to use and yields the best
predictive performance, which is to be elaborated in further detail in Subsection 4.3.2.

19

Figure 8: Boxplots of temperature delta when y=1 hour, sorted by month (N=6079, whiskers set to maximally 1.5 times IQR)

In Figure 8 the distribution of delta temperature is visualized when the time interval y is set to one hour.
These are divided in different boxplots, sorted by the month of observation. It can be deducted that the
medians and 3rd quartile values are almost identical for every month, where the medians are close to zero
in all months. The 1st quartile values, however, do range somewhat, being more negative in March and
December compared to the other months. The lower values in December can be explained due to weather
conditions. The lower values in March (lower than January and February), however, are counter intuitive.
Furthermore, some values are out of range from the whiskers (maximally set to an interquartile range
(IQR) of 1.5), indicating possible outliers. No observations, however, have been deleted for this reason, as
this noise could also exist in future shipments, and the modelling technique has to cope with it. All in all,
it can be deducted that at this time interval quite some noise exists in the dataset, and the temperature
behaves more or less randomly.

Figure 9: Boxplots of temperature delta per 24 hours, sorted by month (N=208, whiskers set to maximally 1.5 times IQR)
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In Figure 9 the distribution of the temperature delta is visualized when the time interval y is set to 24
hours. These are again divided in different boxplots, sorted by the month of observation. When comparing
these boxplots to the ones in Figure 8, it can be deduced that the variance in the dataset increases when
the time interval is extended. Furthermore, the differences between months becomes more clear, as
larger differences can be identified in the 1st quartile, medians, and 3rd quartile observations. This indicates
the temperature development becomes less random and can possibly be predicted better when
differentiating in months or seasons. However, the number of possible outliers increased proportionally,
from 0.69% (42 out of 6079) to 3.37% (7 out of 208).
Other time intervals that were considered for modelling the temperature development, are time intervals
of 4 and 12 hours. These, however, were considered to be less applicable, and their visualizations and
modelling results are reported in Appendix III.

3.2.5 Delta temperature when being heated
As was stated in Subsection 3.2.2, the third issue, in order to fully understand the temperature behavior
of a shipment, that has to be predicted, is the temperature increase when the tank receives heating, as
this is not fixed and has some variability in it, currently unknown to the involved companies. This is needed
in order to forecast how long a tank needs to stay connected to get to the temperature required for
delivery. As there are 187 hourly observations available where the tank received heating, some analysis
could be executed. Similar to the data visualized in Subsections 3.2.3 and 3.2.4, all observations were
recorded between January 2019 and April 2020.
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Figure 10: Temperature increase when tank receives heating (N=187)

In Figure 10 the temperature deltas per hour are visualized of the observations that required some heating
during their hourly interval (N=187). These observations coincide with the ones which were removed from
the hourly analysis in Subsection 3.2.4. As can be deducted from the trendline, a significant, linear
relationship exists between the amount of heating received and the temperature increase, with a
coefficient equal to 0.677 (indicating an average of 0.677 °C temperature increase per hour of heating)
and a p-value of 0.000. However, it is far from a perfect relationship, having an R2 of only 0.153. Another
variable that could hypothetically influence the increase of temperature during heating, is the starting
temperature of the time interval. As can be deduced from Figure 5, the temperature increased more
rapidly during the first hours of heating, after which it stabilized. As the heating station uses 35 °C water
21

to heat, it can be explained that when the product temperature converges to this value, the heating
process slows down. Therefore, the starting temperature is an important input variable, which is available
in the temperature modelling process.
This inaccuracy implicates that when a container is heated, the operational planner is unable to exactly
predict how long heating is necessary, and it is, for example, impossible to reserve a time slot at the
heating station for a specified amount of time. However, as the container temperature is exactly
monitored when connected to the hot water heating, it is possible to continue heating the container until
the required temperature has been reached.

3.2.6 Range of ambient temperature by month
As was stated in Subsection 2.1.2, it was suggested that the ambient temperature is an input variable
potentially influencing the product temperature behavior during a shipment to a large level. In this
subsection, the ranges of ambient temperature recorded in the observations (from January 2019 until
April 2020) were analyzed and compared with historical averages.

Figure 11: Boxplot ambient temperature sorted by month (N=6334, whiskers set to maximally 1.5 times IQR)

In Figure 11 the distribution of the ambient temperature, matching all hourly observations of product
temperature fi(t), is visualized over each month. As most of the observations occurred in 2019, and 2019
was one of the hottest years ever recorded according to NASA scientists3, it cannot be surprising a lot of
peaks are to be seen in the figure. As early as March to as late as September, maximum temperatures
were reported above 30 °C, with absolute peaks of almost 40 °C in June 2019. Furthermore, almost no
negative temperature observations were present in the dataset.
As the container tank spent by far most of its time in or around the harbor in northern England (as can be
deduced from the long waiting time stated in Subsection 3.1.3), historical data from this region is used as
a benchmark. To see how this compares to historical data, the average ambient temperatures were

3

Retrieved from https://www.noaa.gov/news/2019-was-2nd-hottest-year-on-record-for-earth-say-noaanasa#:~:text=It%20was%20also%20the%2043rd,cooler%20than%20the%202016%20record, accessed October 28th,
2020.
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calculated by month, only including the observations recorded in England in 2019 (filtered by GPS location
and year, N=3077 out of 6334), and compared to historical averages (from 1981 until 2010) recorded by
a weather station in northeast England4, close to the harbor where the container spent most of its time.
These values are stated in Table 3.
Table 3: Comparison average ambient temperature recorded in 2019, compared to historical averages

Month
1
2
3
4
5
6
7
8
9
10
11
12

Average of dataset in 2019 (°C)
3.9
7.0
6.9
9.0
12.3
17.0
19.4
18.6
15.9
10.7
6.1
1.8

Historical average 1981-2010 (°C)
3.8
4.1
5.9
7.8
10.6
13.3
15.6
15.4
13.1
9.8
6.4
3.9

As can be concluded from Table 3, during most of the months the average ambient temperature in the
dataset was higher than the historical average, in line with reporting that 2019 was a significantly hot
year. The differences between the dataset and historical averages, are small in many of the months.
In order to see what the general effect would be of a lower ambient temperature, in case the ambient
temperature has a very large influence on the temperature development, a what-if analysis could be
executed in order to compare the required heating in the hot year 2019 to the situation where the
ambient temperature was around the historical average.

4

Reported by Durham weather station. Data retrieved from https://durhamweather.co.uk/climate-of-north-eastengland/, accessed October 28th, 2020.
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4 Design of temperature prediction model for Dow and Den
Hartogh
In this chapter the methodology behind constructing the temperature prediction model is elaborated,
consisting of the third and fourth phase of the CRISP-DM cycle: data preparation and modelling. In Section
4.1 the data preparation phase is described. It is elaborated what decisions were made in order to clean
and integrate the data from the various sources (listed in Subsection 3.2.1), and how the additional
variables were constructed. Furthermore, in Section 4.2, the modelling objectives are stated. In this
section the first part of the assignment (stated in Section 2.2) is described in further detail, taking into
account the knowledge generated in Chapter 3 on how the model should be designed in order to be fully
functional. Finally, in Section 4.3, the methodology of the modelling process is explained, i.e. what
decisions were made in order to come to the results of the data mining study (documented in Chapter 5).

4.1 Data preparation
In Subsection 4.1.1, it is explained how the dataset was cleaned, and how the data from various shipments
and sources were integrated to form one final set. In Subsection 4.1.2, it is explained how, based on other,
raw variables, additional variables were constructed and integrated into the final dataset.

4.1.1 Data cleaning and integration
After retrieving the data form the various sources (listed in Subsection 3.2.1), the observations were
cleaned and integrated into one data frame.
The first and most important step in cleaning and integration, was marking the times at which a container
was loaded and unloaded, based on the times of loading and unloading reported in Dow’s ERP system. All
temperature registrations outside these windows, when the container was empty, were deleted from the
dataset.
The second step was adding the missing locations. As the GPS sensor does not update the location
automatically as often as the temperature sensors, quite some observations had a missing value for this
field. Therefore, the latest recorded GPS location was added as a variable.
The third step was integrating the milestone, or transport mode, data from Den Hartogh. For every
observation, the mode of transport, at which the container was at that time, was added, being either
road, rail, ferry, waiting (at the rail depot, harbor, or storage depot), loading, or unloading. The heating
milestone required a bit more work. Based on the accessorial cost data recorded by Dow, the total hours
of heating for each shipment were retrieved. Based on the location (being the storage depot), the
temperature registration of the heating inlet sensor (being around 35 °C or at least significantly higher
than the ambient temperature), and the temperature behavior (rising rapidly), the milestone was marked
as heating. Subsequently, it was checked that the total time flagged as heating for each shipment matches
the registered heating time for each shipment.

4.1.2 Derived features
In an addition to the existing variables, a number of variables have been created based on other
information.
The loading place of each shipment was created based on the GPS location at the moment of loading. This
feature, however, was only used for the explorative analysis in Subsection 3.2.3.
In order to mark the observations used in analyzing different time intervals, some observations were
flagged. Every first observation in every hour was flagged for the hourly analysis. Secondly, every hourly
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observation in hour 0, 4, 8, 12, 16, and 20 were marked for the 4-hourly analysis. Thirdly, all observations
in hour 0 and 12 were marked for the 12-hourly analysis, and, fourthly, all observations in hour 12 were
flagged for the 24-hourly analysis.
Based on the month, the variable season was created. For dividing the year into seasons, the
meteorological divisions were used5, at which, for example, the autumn starts at the first of September,
and winter the first of December. Subsequently, based on the hour of the observation, the variable
moment of the day was created, dividing the day in night (0-5 hours), morning (6-11 hours), afternoon
(12-17 hours), and evening (18-23 hours).
Based on the transport mode at each observation, the total time spent at that transport mode was
calculated. The timer started at zero for each shipment and went up by the time between observations.
In order to incorporate the data in the analysis, the difference in total time between flagged observations
is calculated, e.g. the total time spent at road at time t+y (y equaling one time interval ahead) minus the
total time spent at road at time t.
The dependent variable is added in the form of the probe temperature at time t+y, where y again equals
one time interval ahead. Furthermore, lag variables are created in the same form, up to time t-5y, in order
to be able to do time series analysis.

4.2 Modelling objectives
As was stated in Section 1.3 and 2.2, the first goal of this research is to build a model which can predict
the product temperature during preferable an entire shipment, but in any case, until the next point in
time where a decision can be taken regarding interventions. In line with the first main research question
and its decomposed sub questions, a number of important modelling decision have to be taken:
•
•
•

Which input variables should the model include (discussed in further detail in Sections 4.3.1 and
5.1)?
Which quantitative technique should be used (discussed in further detail in Subsection 4.3.4)?
What time interval should be used for the multiple step ahead forecasts (discussed in further
detail in Subsection 4.3.2)?

Before starting the modelling process, some objectives are stated to which the modelling should satisfy.
First of all, since two types of containers (smart tanks and non-smart, or regular tanks) are still used at
Den Hartogh and will also be used in the near-future, predictions should be applicable for both types of
equipment. Some variables, such as ambient temperature updated throughout the shipment, are not
recorded, and a different model should be considered for shipments using this type of equipment if the
input variable ambient temperature is found to be significant.
Secondly, since shipments take multiple days, it is preferred the predictions can also be made for multiple
days forward. Regarding the short lane, planning a heating intervention is more costly and complicated,
as a heating station is not located on route, and therefore the decision to heat or not is preferably already
taken at the moment of departure. Regarding the long lane, it can happen the tank is out of reach more
than one day, for example when the tank is loaded on a ferry, when it has to be dropped off some time
before the shipment, and can be retrieved only after it is unloaded.
Thirdly, in business it is preferred the model is straightforward to implement, not requiring specialized
software packages or a lot of computational power. Therefore, in this thesis an easy to use technique
5

Retrieved from https://www.knmi.nl/kennis-en-datacentrum/uitleg/herfst, accessed September 1st, 2020.
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(multivariate, linear regression) is compared to a more powerful, yet more complicated machine learning
technique (random forest regression). Furthermore, as some of the created input variables were difficult
to construct, it should also be considered how the model quality is when these variables are left out.

4.3 Modelling process
In this section the modelling process is elaborated. It is explained how the different models, to be
evaluated in Chapter 5, were constructed and why certain decision were made. In terms of
implementation, the caret package in R was used. In Subsection 4.3.1, the available input variables are
listed, being a combination of the predictors suggested by literature and the variables available to Dow
and Den Hartogh. In Subsection 4.3.2, the time aggregation levels for the temperature development are
listed. In Subsection 4.3.3, the experimental set-up is explained, i.e. how the dataset was partitioned in a
training and testing set, in order to avoid overfitting. In Subsection 4.3.4 the applied machine learning
methods are introduced, being selected from the methods suggested by literature and fitting to the
challenge present in the research.

4.3.1 Input variables (predictors) and dependent variable
As was stated in Subsection 2.1.2, three different strategies were found in literature regarding what input
variables can be used to formulate the prediction model:
•
•
•

Previous values of product temperature
Other sensor measurements
Shipment variables

Regarding other sensor measurements, literature suggests that ambient temperature, humidity, and
location (through GPS sensors) are able to predict the temperature behavior during transport. When
looking at the data available at the data sources listed in Subsection 3.2.1, ambient temperature and
location are found to be available for each product temperature measurement. Humidity, however, is not
measured, and thus cannot be used in this study. Furthermore, as the long transport lane of Den Hartogh
(which operates smart tanks) only crosses three countries (Germany, Netherlands, and UK), which does
not entirely coincide with the countries crossed in the short transport lane (going from Germany to
France), this geographical variable (country of observation) also cannot be used in the study if the model
has to be useful for both lanes.
Other shipment variables suggested by literature are the insulating capabilities op equipment, type of
products transported, weight of products transported and milestones during transport. The insulating
capabilities of the equipment is irrelevant in this study, as Den Hartogh uses similarly insulated equipment
on both transport lanes, and, most of all, the smart tanks are of the same production series. The only
difference to expect, was between the equipment of Den Hartogh and Carrier B. Combining both datasets,
it is found that the split in products coincides with the split in carriers, since Den Hartogh only transports
Product A on their transport lane with smart tanks (the long transport lane), and Carrier B only transports
Product B on their transport lanes with smart tanks. Therefore, the product type also cannot be a
predictor, making the prediction model in the first place only applicable for Product A. Regarding the
product weight, it is difficult to say if it can be used in building the prediction model. Regarding the
shipments in the Den Hartogh dataset, small differences can be found, only having a 2.4% difference
between the minimum and maximum weights of the shipments included in the dataset. Larger
differences, however, exist in the dataset of Carrier B, having a 13.6% difference between the minimum
and maximum weights of the shipments in the dataset, where it can make a difference in the temperature
behavior. Lastly, the milestones suggested by literature can be translated in the transport modes used in
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transport. As the transport lanes of Den Hartogh and Carrier B with the smart tanks installed make use of
different transport modes, this information can be included in the prediction model.
Dropping the dataset of Carrier B has impact on the available input variables. As was stated above, the
differences between the product weights of the various shipments in the dataset is relatively small in the
case of Den Hartogh and can therefore not be used in the study. Furthermore, the differences in
equipment (between both carriers) and materials are not available any more as predictors.
Regarding the dependent variable, a decision had to be made whether this would be either the actual
product temperature at time t+y (given the product temperature at time t, other input variables at time t
and time interval y), or the change in product temperature, measured as the temperature at time t+y
minus the product temperature at time t. The first approach was chosen for two reasons. First of all, it
could be the case that a temperature drop happens proportionally, i.e. that a temperature drop per time
interval starting from 22 °C is larger than a temperature drop starting from 20 °C during the same time
interval, which this approach takes into account by using the starting temperature as an input variable.
Secondly, this approach is easier to implement if the data is found to behave like time-series, where
previous observations are needed for accurate predictions.

4.3.2 Time aggregation level
The prediction model should ultimately be able to predict the temperature during an entire shipment of
length z to a certain degree of certainty, denoted as 𝑓̂𝑖 (𝑡0 , 𝑡0 + 𝑧). In the optimal situation, the
temperature development should be modeled for any time interval z matching the actual durations of
shipments on the considered transport lanes (having a standard transit time of one, two, five, and six
working days). However, as was introduced in Section 2.5, the size of the available dataset is too limited
to provide reliable results for this approach, and shorter time intervals y have to be considered. These are
subsequently used in an iterative, multiple step ahead forecast if the shipment takes longer than time
̂𝑖 (𝑡0 , 𝑡0 + 𝑧) is forecasted by calculating 𝑓
̂𝑖 (𝑡0 , 𝑡0 + 𝑦), subsequently 𝑓
̂𝑖 (𝑡0 + 𝑦, 𝑡0 +
interval y, i.e. that 𝑓
2𝑦), continuing until 𝑡0 + 𝑥𝑦 surpasses 𝑡0 + 𝑧.
Stated in research question 1.3, it is tested which time interval yields the lowest predictions error, and,
furthermore, which input variables have an effect on the temperature development in each time interval.
The rationale behind this idea, is that different results can be expected when modelling a short time
interval, and using it for a multiple step ahead prediction, versus modelling a longer time interval, and
using it for a fewer step ahead prediction. Combining modelling results with the time a shipment takes
and model complexity for the best fitting model at each time aggregation level, a decision is made which
time aggregation level is most appropriate in this situation.
As was stated in research question 1.2, this thesis analyzes which time interval is most appropriate and
yields the most accurate predictions.
The time intervals considered in this thesis are:
•
•
•
•

1 hour
4 hours
12 hours
24 hours

For the 4- and 12-hour time intervals, it has to be noted that these intervals are less practical to use, as
they are all standardized intervals. For example, as the 12-hour time interval is modelled to be between
12 AM and 12 PM (and vice versa), this model is difficult to apply to shipments from 5 AM until 5 PM.
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Therefore, these two time intervals were calculated to provide more understanding of the temperature
behavior, but are not used in the decision making and its results listed in Appendix III.
An example that was researched, among others, is at which time interval the observations have to be
considered as time series data, requiring additional input variables, and at which time interval the
observations become independent of each other and can be considered as cross-sectional data.

4.3.3 Experimental set-up
For a good evaluation of the predictive capabilities of the model and to avoid overfitting, which means
that a prediction model is fitted too precisely on past data which will lead to poor results on future data,
the dataset is split in different parts in an experimental set-up. Two different approaches can be used. The
first approach is a two-way split, where the dataset is split in a training set, where the prediction model is
fitted, and a testing set, where this fitted prediction model is evaluated, as is visualized in Figure 12. The
second approach also involves a validation set in between. Using this validation set, the parameters of the
prediction model are tuned for optimal results, which are subsequently tested on a separate testing set.
Because the chosen modelling techniques (elaborated in Subsection 4.3.4) did not require a lot of
parameter tuning, and as the dataset gets really small, especially when building a prediction model for
the 24-hour time interval and including up to 5 lag variables (N=130), it was chosen to not opt for the
second approach and only use a training and testing set.

Figure 12: Visualization experimental setup (Wilbik, 2017)

In order to be certain the testing set is representative for the entire dataset, a technique called k-fold
cross-validation can be used. In this technique, the dataset is split in k equal subsets, in which one subset
functions as the testing set, and the other k-1 subsets together form the training and set. This process is
visualized in Figure 13. As the dataset is of limited size, especially regarding the longer time intervals, it
was decided to set k equal to 5, having a testing set of size 20% and training set of size 80% in each fold.
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Figure 13: Visualization 5-fold cross-validation (Wilbik, 2017)

4.3.4 Modelling techniques applied
As was mentioned in Subsection 2.1.3, different quantitative, data-driven techniques have been used in
similar studies. All of these are in the form of regression analysis, with or without acknowledging the timeseries character of the data used.
In this thesis two modelling techniques were applied, which are:
•
•

Linear, multivariate regression (explained in further detail in Appendix IV)
Random forest regression (explained in further detail in Appendix IV)

Univariate, time-series models, like the ARIMA model, were considered, but, as the time-series
component can be integrated in the other modelling techniques by including lag variables, were not
chosen as a separate technique. Neural networks were not chosen as they operate as a black box, not
seeing the dynamics when the input variables change, are computationally more expensive, and should
function similar to the chosen random forest regressions in modelling non-linear relationships.
Multivariate regressions were chosen for different reasons. First of all, they can explain quite intuitively
which input variables have the largest effect on the forecast. Secondly, as the technique only uses linear
relationships, the technique does not overfit too much to the training set, which could become
problematic if there is unexplained noise in the data. The disadvantage, at the same time, is that
relationships can only be expressed linearly, which makes some input variables, like the month of the
observation, unsuitable for the analysis.
Another technique that was used in this study is random forest regression. This technique involves
decision trees, which are flowchart-like structures, where, based on the value of one or a combination of
input variables, a decision is made to continue to the next branch of the tree, until an end note is reached,
which corresponds to an output variable. By fitting a large number of decision trees (N=500 trees in this
thesis, as is the standard in the caret R-package), patterns can be recognized, and output variables
predicted. The power of this technique is the ability to fit non-linear relations between the input variables
and output variable. Furthermore, different combinations of input variables can be grouped together for
predicting the output variable (mtry is used as tuning parameter). The largest disadvantage is that this
technique can overfit the relationships to a too large extent to the training set, possible fitting the models
to the noise present in the training data but absent in the testing data, and creating a larger prediction
error in the testing set.
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5 Evaluation of temperature prediction model for Dow and
Den Hartogh
In this chapter the differently constructed temperature prediction models are compared, in order to find
an answer for the first main research question. In Section 5.1, an overview is provided of all models
applied. Secondly, in Section 5.2, the different models are compared based on predicting performance
and importance of the different input variables. Thirdly, in Section 5.3, a decision is made which prediction
model is most suitable for the involved companies.

5.1 Model overview
When looking at the suggested input variables, and matching this list with the available data, the variable
which was suggested to yield the highest influence on the product temperature behavior, is the ambient
temperature. However, as the ambient temperature changes continuously, thus cannot be exactly known
days in advance, a way had to be found to use this data in a different format, in order to make multi-step
ahead forecasts possible. This was examined in this thesis by considering four data availability scenarios
listed below.
The first scenario did not make use of ambient temperature at all. By only using seasonal averages, it was
tried to explain the product temperature development. In the operations for Dow, this scenario can also
be translated to the situation where a smart tank is not available, as a regular tank does not record
ambient temperature and this data is not available at all.
The second scenario only incorporated the ambient temperature at the time of loading, having the same
value for this variable throughout the shipment. The rationale behind this idea, is that this value is
available at the time a shipment starts, and can also be retrieved by an operational planner via a weather
station close to the loading place, in case a non-smart tank is used.
The third scenario incorporated two values for the ambient temperature for the entirety of a shipment,
being the minimum and maximum temperature during the day of loading. The rationale behind this idea,
is that these values can also be retrieved by an operational planner via a weather station close to the
loading place, in case a non-smart tank is used. A decision has to be made, if the scenario is preferred, to
use the forecasted ambient temperatures for the day and location of loading, or to wait until the next day
and retrieve the final values.
The fourth scenario fully incorporated the ambient temperature. In this scenario, the ambient
temperature is updated each time interval. This strategy, however, has the downside that it can only be
used when a smart tank is used, which automatically registers these values and acts as a mobile weather
station, which would be too time-consuming to retrieve manually. Furthermore, only one step ahead
forecasts can be made, as this value is not known for the entire shipment as it starts.
During the analysis, the four scenarios were compared to each other, in order to check how dependent
the temperature development is of the actual ambient temperature, and what the added value is of an
ambient temperature sensor in terms of predicting power.
On top of the four different ambient temperature availability scenarios, different scenarios are added
with one or more lag variables, being the product temperature one or multiple steps back, in order to
check whether the observations behave as time-series, which means they are dependent on previous
observations of the product temperature, or can be treated as cross-sectional data, meaning the
observations are independent of each other and can be modelled using only the product temperature at
the start of the prediction time interval. In Table 4, the various modeling scenarios are listed to show
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which input variables were used in constructing these models to predict the product temperature at time
t+y, given the data at time t.
Table 4: Overview input variables per modelling scenario used

Input variable

Modelling scenario
1 2 3 4 5
x x x x x
x x x x x
x

Constant
Product temperature time t
Product temperature time t-y
Product temperature time t-2y
Product temperature time t-3y
Product temperature time t-4y
Product temperature time t-5y
Ambient temperature moment of loading (t0)
Minimum ambient temperature day of loading
Maximum ambient temperature day of loading
Ambient temperature time t
Season dummy winter
Season dummy spring
Season dummy summer
Time dummy evening (only for 1- and 4-hour models)
Time dummy night (only for 1-, 4-, and 12-hour models)
Time dummy morning (only for 1- and 4-hour models)
Month (only for random forest models)
Time on truck during time interval y
Time on train during time interval y
Time on ferry during time interval y
Time heated during time interval y
Time waiting during time interval y

6
x
x
x
x

7
x
x
x
x
x

8
x
x
x
x
x
x

9
x
x
x
x
x
x
x

x
x
x
x
x
x
x
x
x
x
x
x
x

x
x
x
x
x
x
x
x
x
x
x
x
x

x
x
x
x
x
x
x
x
x
x
x
x
x

x
x
x
x
x
x
x
x
x
x
x
x
x

x
x
x
x
x
x
x
x
x
x
x
x
x
x
x

x
x
x
x
x
x
x
x
x
x
x
x

x
x
x
x
x
x
x
x
x
x
x
x

x
x
x
x
x
x
x
x
x
x
x
x
x

x
x
x
x
x
x
x
x
x
x
x
x
x

In Table 5 the numbers of observations for each model and each time interval are listed. It has to be noted
that when lag variables are introduced to the model, some observations early in the shipment have to be
dropped because of data unavailability.
Table 5: Number of observations available for each model

1-hour time interval
4-hour time interval
12-hour time interval
24-hour time interval

1
6266
1551
514
241

2
6266
1551
514
241

3
6266
1551
514
241

4
6266
1551
514
241

5
6243
1507
481
221

6
6220
1472
455
197

7
6193
1441
431
174

8
6152
1412
408
152

9
6113
1384
386
130

5.2 Model comparison
In this section the various models are compared in terms of predicting performance, measured by MSE
and prediction interval width. How these indicators can be calculated, is expressed in Subsection 5.2.1. In
Subsection 5.2.2, the models of the 1-hour time interval are compared, after which, in Subsection 5.2.3,
the models of the 24-hour time interval are compared.
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5.2.1 Performance indicators
As was introduced in Subsection 2.1.5, in the chemical industry larger prediction errors have a relatively
larger negative consequence than smaller prediction errors. Therefore, as the main predicting
performance indicator, MSE is chosen, as it gives a relatively larger penalty to large residuals. This
indicator is calculated as (Hyndman & Athanasopoulos, 2018):
𝐼

𝑇

2
1
𝑀𝑆𝐸 =
∑ ∑ (𝑓𝑖 (𝑡 + 𝑦) − 𝑓̂𝑖 (𝑡 + 𝑦|𝑡))
𝐼∗𝑇
𝑖=1 𝑡=1

where I equals the total number of shipments, T equals the total number of time observations for
shipment i, 𝑓𝑖 (𝑡 + 𝑦) is the actual outcome of the dependent variable for shipment i at time t+y, and
𝑓̂𝑖 (𝑡 + 𝑦|𝑡) equals the predicted outcome of the dependent variable for shipment i at time t+y given the
input at time t.
Besides the MSE, being a proxy for the point forecast accuracy of a model, the models are also being
compared to the width of their prediction intervals (PIs). Prediction intervals are often used instead of
point forecasts to assess future uncertainty and enable strategic planning (Chatfield, 1993), and can,
therefore, in this research be used to make a decision to intervene or not early in the process. In
consultation with business leaders at Dow, the prediction intervals are set to 99.9% throughout the thesis,
also dealing with the large negative consequences of inaccuracies. The values reported in this section are
calculated to be the number that has to be added (subtracted) to the point forecast to create the upper
(lower) limit of the prediction interval.
Most prediction intervals used in practiced, including those for a linear regression model, are in the
following, symmetric form, providing an upper and lower limit around the point forecast (Chatfield, 1993):
𝑓̂𝑖 (𝑡 + 𝑦|𝑡) ± 𝑧𝛼 ∗ √𝑣𝑎𝑟[𝑒𝑖 (𝑡 + 𝑦)]
where 𝑓̂𝑖 (𝑡 + 𝑦|𝑡) is the point forecast of the dependent variable for shipment i at time t+y, given the
input at time t, zα is the percentage point of a cumulative standard normal distribution, given the
confidence level of the prediction interval (in this case 3.2905 for a 99.9% prediction interval), and
√𝑣𝑎𝑟[𝑒𝑖 (𝑡 + 𝑦)] is the square root of the variance of the forecast error.
Regarding a linear regression, for the square root of the variance of the forecast error, the residual
standard error is often used, denoted as 𝑠̂𝑒 . This value is calculated as follows (Hyndman &
Athanasopoulos, 2018):
𝐼

𝑇

2
1
𝑠̂𝑒 = √
∑ ∑ (𝑓𝑖 (𝑡 + 𝑦) − 𝑓̂𝑖 (𝑡 + 𝑦|𝑡))
(𝐼 ∗ 𝑇) − 𝑘 − 1
𝑖=1 𝑡=1

where I equals the total number of shipments, T equals the total number of time observations for
shipment i, k equals the total number of input variables (predictors), 𝑓𝑖 (𝑡 + 𝑦) is the actual outcome of
the dependent variable for shipment i at time t+y, and 𝑓̂𝑖 (𝑡 + 𝑦|𝑡) equals the predicted outcome of the
dependent variable for shipment i at time t+y given the input at time t. As can be seen in the equation,
the denominator is hereby corrected with the number of input parameters.
For random forest regression, a technique called quantile regression forests is suggested by N.
Meinshausen (2006) to be used for calculating prediction intervals. Hereby, contrary to regular random
forests where for each node in each tree only the mean of observations is kept, quantile regression forests
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keeps the value of all possible observations in the node, and assesses the distribution of outputs on this
information (Meinshausen, 2006). Based on this distribution, the upper and lower limit of the prediction
interval can be calculated, such that the required percentage of forecasts (in this case 99.9%) falls between
the upper and lower limit of the interval.
The models are compared to each other by their predicting performance, as is measured in accuracy of
the point forecast in terms of MSE and certainty of correctness in terms of the width of the prediction
interval, and other characteristics regarding model complexity and ease of implementation, which is
elaborated in Section 5.3.

5.2.2 1-hour time interval
In Table 6 the performance measures are displayed for the nine used models and two used modelling
techniques when predicting the product temperature one hour forward.
Table 6: Performance temperature prediction models 1-hourly time intervals

Model 1
Model 2
Model 3
Model 4
Model 5
Model 6
Model 7
Model 8
Model 9

Multivariate, linear regression
MSE
Width of PI
0.0383
± 0.6426 °C
0.0383
± 0.6426 °C
0.0381
± 0.6423 °C
0.0381
± 0.6414 °C
0.0405
± 0.6284 °C
0.0348
± 0.6126 °C
0.0350
± 0.6133 °C
0.0349
± 0.6130 °C
0.0344
± 0.6091 °C

Random forest regression
MSE
Width of PI
0.0419
± 2.5534 °C
0.0427
± 2.3347 °C
0.0431
± 2.1643 °C
0.0401
± 2.5581 °C
0.0373
± 1.7391 °C
0.0354
± 1.1228 °C
0.0346
± 1.0582 °C
0.0345
± 0.9697 °C
0.0347
± 1.0089 °C

The first takeaway from Table 6 is that the differences in accuracy are overall very small between the nine
models and both techniques. Nevertheless, the predicting quality of both quantitative techniques
improves slightly when more input variables are added. Especially when more lag variables are added, the
MSE keeps improving up to model 8 for the random forest models and model 9 for the linear models,
indicating that the data at this level behaves as time-series data, and should be treated this way. As the
time interval only lasts an hour, the disadvantage that the model requires these lag observations before
making a forecast, is only limited. The best performing model, measured by the lowest MSE, is model 9,
applying multivariate, linear regression, although the differences between both techniques are negligible
at this time level.
Regarding the width of prediction intervals, a very large difference can be identified between the models.
Whereas the more straight-forward way of calculating prediction intervals for linear models leads to
prediction intervals being around 0.6 °C higher or lower than the point forecast, this amounts to
approximately 1.0 °C for the random forest regression at the minimum. This indicates that the prediction
interval has to be much wider for random forest regressions, in order to be certain at a level of 99.9% that
the prediction for the next hour is in this interval.
When looking at the significance of other variables, the most striking ones which are insignificant, are the
milestone variables, or the time spent on each transport mode, except the time the container was being
heated. Therefore, the analysis of Table 6 is repeated, but this time without the variables time on truck
during time interval y, time on train during time interval y, time on ferry during time interval y, and time
waiting during time interval y. The results of this analysis are reported in Table 7 below.
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Table 7: Performance temperature prediction models 1-hourly time intervals, milestone variables removed

Model 1
Model 2
Model 3
Model 4
Model 5
Model 6
Model 7
Model 8
Model 9

Multivariate, linear regression
MSE
Width of PI
0.0381
± 0.6425 °C
0.0382
± 0.6425 °C
0.0381
± 0.6423 °C
0.0380
± 0.6413 °C
0.0392
± 0.6285 °C
0.0349
± 0.6125 °C
0.0350
± 0.6132 °C
0.0349
± 0.6129 °C
0.0344
± 0.6090 °C

Random forest regression
MSE
Width of PI
0.0415
± 2.2265 °C
0.0440
± 2.5016 °C
0.0438
± 2.1110 °C
0.0404
± 2.2631 °C
0.0381
± 1.3601 °C
0.0353
± 1.0029 °C
0.0357
± 0.9096 °C
0.0344
± 0.7259 °C
0.0345
± 0.7885 °C

When looking at Table 7, it can be stated that all of the conclusions drawn from Table 6 still hold after the
transport mode variables were removed. Overall, all models improved by a very tiny bit, reducing the MSE
and narrowing the prediction intervals by a tiny amount. A big advantage, however, is that the model is
been made less complex, as the milestone variables don’t have to be included to be this accurate. The
best performing model in terms of the lowest MSE, is still linear model 9, which also generates the
narrowest prediction interval.

5.2.3 24-hour time interval
In Table 8 the performance measures are displayed for the nine used models and two used modelling
techniques, this time for the temperature 24 hours later.
Table 8: Performance temperature prediction models 24-hourly time intervals

Model 1
Model 2
Model 3
Model 4
Model 5
Model 6
Model 7
Model 8
Model 9

Multivariate, linear regression
MSE
Width of PI
0.4329
± 1.7936 °C
0.4455
± 1.7898 °C
0.3691
± 1.7613 °C
0.3442
± 1.7669 °C
0.3722
± 1.8300 °C
0.3582
± 1.9207 °C
0.4375
± 1.9503 °C
0.5191
± 2.0630 °C
0.8879
± 2.2171 °C

Random forest regression
MSE
Width of PI
0.4349
± 3.6842 °C
0.4397
± 4.1101 °C
0.4548
± 3.4904 °C
0.4872
± 3.4114 °C
0.4970
± 3.5605 °C
0.4878
± 3.0407 °C
0.6069
± 2.9469 °C
0.9203
± 3.1344 °C
0.8676
± 3.2517 °C

When looking at the models in Table 8, and comparing those to the models in Table 6 and 7 at the 1-hour
time interval, a few conclusions still hold. For almost all linear models, except model 2 and 9, the linear
model performs better in both point forecast accuracy, having a lower MSE, and in forecast certainty,
having the narrower prediction interval at a 99.9% confidence level. However, the differences between
the models are larger this time, partly explained by the overall larger variance in observations, as was
visualized in the boxplots in Figure 8 and 9.
When comparing the nine linear models, in line with the conclusions from modelling the temperature
behavior at the 4- and 12-hour time intervals in Appendix III, the models deteriorate when lag variables
are added, meaning the observations behave independently from each other, and don’t have to be
treated as time-series data. The best model, having both the lowest MSE and narrowest prediction
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interval, is model 4, where the ambient temperature is measured (and added to the model as an input
variable) at the start of each prediction. The narrowest prediction interval, however, lies with linear model
3, where the ambient temperature is added to the model in the form of the minimum and maximum
temperature during the day of loading.
Regarding the worse performance of the models where lag variables are included (models 5 until 9), it has
to be noted that the worse performance can also be partly explained by a lower amount of observations,
as the observations from the first days are unavailable when lag variables are required. Whereas in Section
5.2.2 the differences in observations between the nine models is relatively small (N=6113 for model 9
versus N=6226 for models 1 until 4), this difference gets much larger when modelling the temperature
behavior for 24-hour time intervals. Where the number of observations is 241 for models 1 until 4, this
number reduces to N=130 for model 9, indicating the model quality depends much more on the variance
of the observations left.
Similar to the 1-hour time interval analyses in Subsection 5.2.2, the milestone variables are found to be
mostly insignificant, except the heating time. Therefore, the analysis is repeated without these variables,
and the results reported in Table 9 below.
Table 9: Performance temperature prediction models 24-hourly time intervals, milestone variables removed

Model 1
Model 2
Model 3
Model 4
Model 5
Model 6
Model 7
Model 8
Model 9

Multivariate, linear regression
MSE
Width of PI
0.3484
± 1.8106 °C
0.3337
± 1.8124 °C
0.2879
± 1.7851 °C
0.3067
± 1.7866 °C
0.3476
± 1.8538 °C
0.4036
± 1.9543 °C
0.4540
± 2.0554 °C
0.5529
± 2.1846 °C
0.5868
± 2.2221 °C

Random forest regression
MSE
Width of PI
0.4284
± 2.3972 °C
0.3914
± 3.2707 °C
0.4072
± 3.4621 °C
0.4464
± 3.0535 °C
0.5367
± 2.9503 °C
0.6333
± 3.6400 °C
0.7102
± 3.5764 °C
0.6563
± 3.0944 °C
0.7631
± 3.9045 °C

When looking at the results in Table 9, and comparing these to the ones in Table 8, it can be deduced that
some of the models improved in quality, measured by a lower MSE and narrower prediction interval.
Especially the first four linear models improved, where model 3 is right now performing best in both point
forecast accuracy (lowest MSE) and prediction certainty (narrowest prediction interval).

5.3 Final model selection
In this section, the final model is selected, which is advised to be implemented by Dow and Den Hartogh.
This final model is selected based on the accuracy metrics and other factors, such as complexity, flexibility,
and ease of implementation.
The first choice is whether to proceed with multivariate, linear regression models, or the random forest
regression models. Since the linear models performed better in all cases regarding the certainty of the
predictions, measured by the narrower prediction intervals, and in most cases for the point forecast
accuracy as well, measured by the lower MSE, it is chosen to proceed with the linear models. A further
advantage of these models over random forest regression is, as was introduced in Section 4.2, that
implementation does not require a specific software package, and calculations can be made in Microsoft
Excel.
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The second choice is which model, for both the 1-hour and 24-hour time interval, would work best in the
environment of Dow and Den Hartogh, and is best suitable for the modelling objectives, also stated in
Section 4.2. One of these objectives, is that the model should be suitable for modelling a long time ahead,
until the next decision can be made whether to intervene or not. Models that highly depend on new
measurements of the ambient temperature during a shipment, for example, are less suitable than models
that only require the temperature on the moment of loading. Furthermore, models that include lag
variables have the disadvantage that these need some time to gather these observations, before they can
start making predictions.
Applying these principles on the best models for the 1- and 24-hour time interval, the choice for which
model to choose at the 24-hour time interval should be clear. When looking at the results in Table 9, linear
model 3 performs best in terms of both lowest MSE and narrowest prediction interval, does not include
lag variables, and only needs the ambient temperature in the form of the minimum and maximum
ambient temperature during the day of loading.
When looking at the models for the 1-hour time interval, and applying the statements above, the choice
is a lot harder. Looking at the results in Table 7, linear model 9 performs best overall, both in terms of the
lowest MSE and narrowest prediction interval. However, model 9 includes five lag variables, indicating the
model requires the product temperature of up to five hours in the past in order to produce a new forecast.
Since the time intervals only last one hour, this problem can be solved by waiting five hours before making
the first forecast, which is not ideal, but acceptable. However, accurate, hourly updates on the ambient
temperature are impossible to make and wouldn’t function for a multi-step ahead forecast. When looking
back at the results in Table 7, it can be noted that the effect of including hourly updates on the ambient
temperature is questionable, as the modelling results of model 4 (having hourly ambient temperature as
a regressor) are comparable to the results of model 1 (having no regressor for ambient temperature).
Therefore, model 9 is also checked how it performs when this ambient temperature variable is left out.
When running model 9 again without the ambient temperature, the MSE deteriorates from 0.0344 to
0.0346, whereas the prediction interval width widens from ± 0.6090 °C to ± 0.6117 °C. Hence, both of
these performance indicators would not make the model a lot more inaccurate, whereas removing the
ambient temperature from the input variables would make the model more suitable for longer term
ahead predictions. Therefore, it is advised to proceed with using linear model 9 without ambient
temperature as an input variable.
In Table 10 the input variable loadings are given of the selected models. For completeness, model 9 at the
1-hour time level is also provided including ambient temperature as an input variable.
In order to compare the performance the best fitting model at the 1-hour time interval to the best fitting
model at the 24-hour time interval, the models are assessed at how they would do at predicting the
temperature 24 hours ahead, which is, as was explained in Subsection 3.1.2, the shortest time horizon
needed to forecast the temperature in order to make an intervention decision. Regarding the prediction
intervals, a popular method to extend the prediction intervals from a 1-step ahead forecast towards a
multiple step ahead forecast, is to multiply the upper and lower boundaries with the square root of the
number of steps ahead (Chatfield, 1993). The derived equation is as follows (Hyndman & Athanasopoulos,
2018):
̂𝑖 (𝑡 + ℎ𝑦|𝑡), ± (𝑧𝛼 ∗ 𝑠̂𝑒 ∗ √ℎ)
𝑢𝑝𝑝𝑒𝑟 (𝑙𝑜𝑤𝑒𝑟) 𝑏𝑜𝑢𝑛𝑑𝑎𝑟𝑦 = 𝑓
̂𝑖 (𝑡 + ℎ𝑦|𝑡) equals the expected value of the product temperature at time t+hy, given the product
where 𝑓
temperature at time t, h equals the number of steps (in this example 24 steps of one hour) ahead, 𝑧𝛼
equals percentage point of a cumulative standard normal distribution, given the confidence level of the
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prediction interval (in this case 3.2905 for a 99.9% prediction interval), and 𝑠̂𝑒 equals the standard deviation
of the residuals when predicting 1 step ahead, which is equal to 0.1859 when using model 9 (without ambient
temperature) at the 1-hour time interval.
Table 10: Input variable loadings best models in order to predict 𝒇̂𝒊 (𝒕 + 𝒚|𝒕) (Significance codes: ***=p-value<0.01, **=pvalue<0.05, *=p-value<0.10)

1-hour: Model 9

Constant
Product temperature time t
Product temperature time t-y
Product temperature time t-2y
Product temperature time t-3y
Product temperature time t-4y
Product temperature time t-5y
Minimum ambient temperature day of loading
Maximum ambient temperature day of loading
Ambient temperature time t
Season dummy winter
Season dummy spring
Season dummy summer
Time dummy evening
Time dummy night
Time dummy morning
Time heated during time interval y (in hours)

0.1009***
0.6651***
0.2722***
0.0665***
-0.0103
-0.0056
0.0044
N/A
N/A
0.0041***
0.0185**
0.0177***
0.0041
-0.0415***
-0.0227***
-0.0030
0.6852***

1-hour: Model 9
without
ambient
temperature
0.1508***
0.6743***
0.2722***
0.0597***
-0.0120
-0.0062
0.0046
N/A
N/A
N/A
-0.0045
0.0126**
0.0335***
-0.0495***
-0.0420***
-0.0199***
0.6723***

24-hour: Model
3

1.7596***
0.8824***
N/A
N/A
N/A
N/A
N/A
-0.0249
0.0202***
N/A
-0.0217
0.1375
0.4951
N/A
N/A
N/A
0.4506***

According to this method, the prediction interval of model 9 (without ambient temperature) at the 1-hour
time interval would be extended from ± 0.6117 °C at the 1-step ahead forecast to ± 2.9967 °C at the 24step ahead forecast. Compared to the best fitting model at the 24-hour time interval, which is model 3,
having a prediction interval of ± 1.7851 °C, this would mean that the indirect way of forecasting (predicting
multiple, smaller steps ahead of 1 hour) yields more uncertainty in the forecast than the direct way
(predicting one large step ahead of 24 hours).
However, according to Chatfield (1993), this approximation way of extending prediction intervals can be
highly inaccurate when applied at new data, as the out-of-sample error is often larger than the in-sample
error, of which the prediction interval was built earlier on. Therefore, he suggests other ways to calculate
these longer-term prediction intervals. One way, which is most relevant for this research, would be to
apply the prediction models listed in Table 10 at new shipments (out-of-sample) for the required time
interval (in this case 24 hours). Subsequently, the MSE and 𝑠̂𝑒 of the new observations can be calculated
empirically and compared to each other to decide which model is performing best. A request to Den
Hartogh for more data led to eight additional shipments, consisting of a total of 73 24-hour time intervals
on which the most appropriate models, which are model 9 without ambient temperature at the 1-hour
level and model 3 at the 24-hour level, are tested. Using the same performance indicators explained in
Subsection 5.2.1, the results are as follows.
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When predicting model 3 at the 24-hour time level one step ahead, for which the prediction can be noted
as 𝑓̂𝑖 (𝑡 + 𝑦|𝑡), its MSE over the 73 observations is equal to 0.1797. Since the residual standard error is
equal to 0.5506, its prediction interval at a 99.9% confidence level is equal to ± 1.812 °C. Compared to the
values in Table 9, it can be noted that the MSE improved by a lot from its original value of 0.2879, which
could mean the model performs best in spring and summer, as the new shipments were almost all from
these seasons. Its prediction interval is just a little bit wider than the one calculated in the original dataset,
which is equal to ± 1.7851 °C.
When predicting model 9 without ambient temperature at the 1-hour time level 24 steps ahead, which
can be noted as 𝑓̂𝑖 (𝑡 + 24𝑦|𝑡), its MSE over the 73 observations is equal to 0.3801. Since the residual
standard error is equal to 0.9782, its prediction interval at a 99.9% confidence level is equal to ± 3.2188
°C. Comparing both values to the performance of model 3 at the 24-hour time interval one step ahead, it
can be noted that model 3 at the 24-hour time interval performs best for both metrics (lowest MSE and
narrowest prediction interval). When comparing the prediction interval, which is empirically calculated to
be ± 3.2188 °C, to the approximated one of ± 2.9967 °C, it has to be noted that the prediction interval
calculated in the empirical way, which is the preferred method of Chatfield (1993), is approximately 10%
wider than the theoretically approximated one. The latter, however, gives evidence the approximation of
a multiple step ahead prediction interval, by multiplying the residual standard error times the square root
of the number of steps ahead, gives generally good results, even when predicting 24 steps ahead.
Because both the approximation method and empirical calculation showed the best 1-hour model (model
9 without ambient temperature) would generate a prediction interval 1.67 (approximation) to 1.77
(empirical calculation) times as wide as the best 24-hour model (model 3), it can be advised to proceed
using this best performing 24-hour model. Subsequently, over the same observations, the best 24-hour
model also resulted in the most accurate point forecast. Furthermore, as this model does not require lag
variables to be included, the prediction can be made directly after loading, and the intervention planned
or not at the earliest moment, rather than wait for five hours to generate the five lag variables required
in model 9 at the 1-hour time level.
However, a major disadvantage is that this 24-hour model is less flexible regarding the time between
interventions. For example, if a shipment is loaded on day 1 at 12:00 and unloaded at 12:00 on day 3,
using a 24-hour step model will work perfectly. However, when the shipment would have been unloaded
at 14:00 on day 3, applying a 2-step ahead prediction of 24-hours will miss the final two hours of the
shipment, whereas applying a 3-step ahead prediction of 24-hours will extend the prediction by 22 hours.
A solution for predicting in a more flexible way, would be to combine both models. First of all, the large
steps would have to be taken with the 24-hour model, after which the 1-hour model is used for the final
hours of the shipment or forecasting horizon.
In the example above, this would translate to applying a 2-step ahead prediction of 24 hours, followed by
a 2-step ahead forecast of 1 hour. If the shipment from the example above would have been unloaded at
10:00 instead of 14:00, this would translate to applying a 1-step ahead prediction of 24 hours, followed
by a 22-step ahead forecast of 1 hour.
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6 Application of prediction model
In this chapter the knowledge, generated in the previous chapters, is applied at the two most frequent
transport lanes, in order to find out what decisions could be taken based on the generated knowledge,
and what the heating costs would be in different situations (related to the uncertainties currently existing,
as explained in Subsection 3.1.3). First of all, in Section 6.1, the prediction intervals are sketched when
forecasting multiple steps ahead towards the actual length of shipments. Afterwards, it is researched what
this indicates for both transport lanes. In Section 6.2 this analysis is documented for the short transport
lane (between Germany and France, having a standard transit time of either one or two working days),
whereas in Section 6.3 it is documented for the long transport lane (between Germany and England,
having a standard transit time of either five or six working days).

6.1 Prediction intervals multi-step ahead forecasting
The next step in model application, is looking how the model performs when predicting ahead for an even
longer period of time than 24 hours, towards the horizon required for preventive decision making and
intervention planning. In this subsection, it is calculated how wide the prediction intervals will become
when predicting multiple days ahead. A comparison is made how the prediction intervals are different
over the four seasons.
As there is a limited amount of data available on the starting product temperature (peak after loading) of
a shipment, the seasonally calculated averages (listed in Table 2 in Subsection 3.2.3) are used as the
̂𝑖 (𝑡0 ). Based on this starting value, the first prediction for 24 hours later
starting value on t=0, denoted as 𝑓
̂𝑖 (𝑡0 +
is made. Subsequently, the prediction for the product temperature 24 hours later, denoted as 𝑓
𝑦|𝑡0 ), is used as the input variable Product temperature time t, in order to make a forecast for two time
̂𝑖 (𝑡0 + 2𝑦|𝑡0 ), forecasting up to 𝑓
̂𝑖 (𝑡0 + 7𝑦|𝑡0 ).
intervals ahead, denoted as 𝑓
The second item to calculate is, given a determined confidence interval, the upper and lower bound
between which the observations are expected to be. As was introduced in Section 5.3, extending a single
step prediction interval can be executed by an approximation (Chatfield, 1993). Although this
approximation is not preferred, not enough data was available to again calculate the prediction intervals
the empirical way, and the approximation gave quite satisfying results in Section 5.3, being only around
10% wider than the empirically calculated prediction interval. Using this approximation, the upper and
lower limits are calculated as follows (Hyndman & Athanasopoulos, 2018):
̂𝑖 (𝑡0 + ℎ𝑦|𝑡0 ), ± (𝑧𝛼 ∗ 𝑠̂𝑒 ∗ √ℎ)
𝑢𝑝𝑝𝑒𝑟 (𝑙𝑜𝑤𝑒𝑟) 𝑏𝑜𝑢𝑛𝑑𝑎𝑟𝑦 = 𝑓
̂𝑖 (𝑡0 + ℎ𝑦|𝑡0 ) equals the expected value of the product temperature at time t0+hy, given the
where 𝑓
product temperature at time t0, h equals the number of steps (in this example days) ahead, 𝑧𝛼 equals
percentage point of a cumulative standard normal distribution, given the confidence level of the
prediction interval (in this case 3.2905 for a 99.9% prediction interval), and 𝑠̂𝑒 equals the standard deviation
of the residuals when predicting one step ahead, which is equal to 0.5425 when using model 3 at the 24-hour
time interval.
As was introduced in Subsection 2.1.5, safety is the most important requirement in the chemical industry, and
especially when working with unstable products such as monomers. For this reason, it was chosen to put the
prediction interval very high at 99.9%, meaning that it is expected that 99.9% of all future observations will be
between the upper and lower boundary.
These calculations are executed for each season and are visualized in four panels in Figure 14.
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Figure 14: Multiple days ahead forecasts, including boundaries of 99.9% prediction interval
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As can be deduced from the first panel of Figure 14, in winter the temperature is not expected to go below
18 °C after seven days, meaning it is expected heating is unnecessary for the first seven days of a shipment.
In spring, as can be seen in the second panel, the temperature is expected to be well over 18 °C after
seven days, meaning heating is unnecessary for an even longer period of time. In summer a similar pattern
is visible in panel 3, where the expected temperature seems to stabilize around 21 °C. The expected
temperature in autumn behaves similar to the one in winter, where the temperature is not expected to
drop below 18 °C after seven days, but comes close.
However, when looking at the confidence intervals, the critical boundaries (18 °C and 25 °C) are reached
much sooner. In winter already after three days the lower bound goes below 18 °C, having the possibility
heating is required before delivery at the customer. In spring this threshold is reached after three days,
whereas in summer it takes four days. In autumn the critical boundary is also breached after two days.
When looking at the upper boundary, only in spring and summer the temperature breaches the critical
value. In summer this could already happen after four days, whereas in spring it could take seven days.
Besides the planning of heating interventions, these prediction intervals also indicate on which transport
lanes smart tanks are valuable. Given the certainty required for the prediction interval, the temperatures
of shipments taking longer than two days have to be monitored accurately and constantly, as there is a
very real possibility the temperature drops below the critical boundary. In practice, these indications can
be translated into a requirement for Dow and Den Hartogh to use smart tanks on transport lanes where
the expected transit time exceeds two days, as the far more accurate digital temperature gauche of a
smart tank, compared to the mechanical gauche of a conventional tank, is required for reliable
monitoring.
However, apart from the uncertainty in the temperature development after some time, there is also a
large amount of uncertainty in the starting temperature. As was elaborated in Subsection 3.2.3, there
exists a bandwidth of maximally 1.7 °C between the seasonal maximum and minimum starting
temperature reported. This indicates the figures above could as a whole shift 0.85 °C upwards or
downwards, when the starting temperature is higher or lower than the average. In order to limit the
uncertainty later in the shipment, a smart tank could again be of added value, which can report the
starting temperature in a far more accurate way than a conventional tank, from where a more reliable
projection can be made.

6.2 Decision support for short transport lane
Using the knowledge from Section 6.1, it is tried to make decision rules which should lead to the optimal
costs regarding the short transport lane. In Subsection 6.2.1, the mathematical foundation for the optimal
cost calculation is elaborated. In Subsection 6.2.2, the decision-making process is elaborated which is
advised to be implemented on the short transport lane. Furthermore, using the shipment data from 2019,
the decision rules are tested.

6.2.1 Mathematical formulation
The cost optimization can be formulated as follows, in accordance with the relevant costs formulated in
Subsection 3.1.4:
min ∑ ℎ𝑠1 ∗ ℎ𝑖 + ℎ ∗ 𝑡ℎ𝑖 + ∑ 𝑝 ∗ 𝑡𝑏𝑖 (1)
𝑖 ∈𝐼

𝑖 ∈𝐼

subject to
ℎ𝑖 ∈ (0,1) (2)
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𝑡ℎ𝑖 ≥ 0 (3)
0 𝑖𝑓 min(𝑓𝑖 (𝑡0 , 𝑡0 + 𝑧)) > 18 ∧ max(𝑓𝑖 (𝑡0 , 𝑡0 + 𝑧)) < 25
𝑡𝑏𝑖 ∈ {
(4)
1 𝑖𝑓 min(𝑓𝑖 (𝑡0 , 𝑡0 + 𝑧)) < 18 ∨ max(𝑓𝑖 (𝑡0 , 𝑡0 + 𝑧)) > 25
where hs1 equals the cost for the transport shunt to the heating station in continental Europe, hi equals
the binary decision variable which signals whether heating is necessary or not for shipment i, h equals the
per hour cost of heating, thi equals the number of hours of heating decided to be needed for shipment i,
p equals the penalty cost associated with a temperature breach, and tbi equals the binary variable whether
such a temperature breach happens during shipment i.
Line 1 indicates that the total costs associated with temperature must be minimized, consisting of the
total costs of interventions in the form of heating, and penalty costs when the critical values are breached.
Line 2 indicates that the first decision variable hi can have a value of 0 (when heating is deemed
unnecessary), or a value of 1 (when heating is deemed required). Line 3 indicates that the second decision
variable thi can have any value larger than zero. Line 4 indicates that the variable 𝑡𝑏𝑖 has a value of zero
when the temperature thresholds are not breached, i.e. when the measured temperature 𝑓𝑖 remains
between 18 °C and 25 °C during the entire shipment over the time interval (𝑡0 , 𝑡0 + 𝑧), and has a value of
one when the temperature thresholds are breached, i.e. when the measured temperature 𝑓𝑖 drops below
18 °C or surges above 25 °C during the entire shipment over the time interval (𝑡0 , 𝑡0 + 𝑧).
Whereas the costs associated with heating are known, and fixed, the major problem with this cost
optimization, is formulating the penalty costs associated with a temperature breach. Such a penalty cost
would involve anything from a serious accident, to a delay in delivery, when heating the container is
necessary at the very last moment. Therefore, it is chosen to remove this penalty cost term from the cost
minimization, and replace it with a constraint:
𝑃(min(𝑓𝑖 (𝑡0 , 𝑡0 + 𝑧)) < 18 ∨ max(𝑓𝑖 (𝑡0 , 𝑡0 + 𝑧)) > 25) < 0.001
which indicates that the probability of a temperature breach during the entire shipment must be lower
than 0.1%, having the same confidence level as the previously established prediction intervals. Line 4 in
the original problem can be removed in this case.

6.2.2 Decision making of interventions on the short transport lane
When looking at the temperature prediction intervals visualized in Figure 14, and recalling the transit
times on this lane from Table 1 (1 day if loading happens at Location A, 2 days if loading happens at
Location B) in Subsection 3.1.1, a clear decision can be made regarding interventions. As the temperature
is not expected to drop below 18 °C and not expected to surge above 25 °C during the first two days of a
shipment 99.9% of the time in all of the seasons, it can be concluded that heating is never expected to be
required on this transport lane. Hence, the total costs associated with temperature, are expected to be
equal to zero.
Subsequently, this hypothesis is tested in a brief simulation on the shipment data of 2019.
As there was no real-life temperature data available for these shipments, since Den Hartogh does not
operate smart tanks on this transport lane, it was chosen to use only the average values for the starting
temperatures and temperature development by day, using values equal to those reported in Figure 14.
When looking at the expected temperatures at the end of each shipment, no temperature was reported
to be below 18 °C. The lowest temperatures measured in the simulation, were two cases where the
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temperature was equal to 19.22 °C and seven cases where the temperature was equal to 19.57 °C. This
indicates that none of the shipments would indeed have required heating.
However, when looking at the actual heating costs regarding this transport lane, one shipment in 2019
was reported to be heated for two hours, which would either be a case falling below the lower bound of
the prediction interval, or a malfunctioning temperature gauge on the container, which could have
indicated a too low temperature for which Den Hartogh intervened.
For this transport lane, the uncertainty sources (listed in Subsection 3.1.3) are less relevant. As the transit
time is only one or two days, executed entirely by road, there is little chance of severe delays, thus not
having the necessity for adding multiple days of slack time. Furthermore, the client at this lane delays
shipments less frequently and by fewer days than the clients at the end of the long transport lane. The
average transit time in 2019 was 1.889 days, which only decreased to 1.793 when shipments were
delivered exactly on the date they were supposed to. Of the delayed shipments, 33 were delayed by one
day and six shipments by two days. When recalculating the expected ending temperature as if these delays
did not exist, the lowest temperature was marked at 19.68 °C, being the only value below 20 °C.

6.3 Decision support for long transport lane
Using the knowledge from Section 6.1, it is tried to make decision rules which should lead to the optimal
costs regarding the long transport lane. In Subsection 6.3.1, the prediction model is applied at new
shipments on the long transport lane, in order to see their accuracy at new, real data when forecasting
ahead for the duration of an entire shipment. In Subsection 6.3.2, the mathematical formulation for the
cost optimization is provided in a similar way as in Section 6.2. In Subsection 6.3.3, it is explained how
decisions can be taken the best way, taking the cost optimization into account. Lastly, in Subsection 6.3.4,
an estimation is made what the savings could be in terms of required heating hours, when this part of the
process is optimized. Furthermore, it is estimated what the impact would be of different scenarios
regarding the uncertainty in the shipping process.

6.3.1 Applying multi-step ahead forecasting
Using some more recent shipments, taking place after the initial data for the data mining study was
collected (after April 2020), the final model can be applied at real cases, in order to see how well the
model does in reality. In Figure 15, the temperature of four shipments is visualized, and the real
temperature behavior can be compared to the predicted one, where in all cases the predictions were
made using only data available at time t0.
From the shipments in Figure 15 it can be concluded that, generally speaking, the prediction model is
working quite accurately. The prediction model smooths the temperature curve, taking out the noisiness
in, for example, shipment 2 and 3.
At shipment 1 the model is inaccurate at one point, where the real temperature has a high peak after
eight days, whereas this peak is lower in the predicted line. This could either be an unexplained variance
in the temperature behavior, or a heating operation longer than reported in the dataset. That a heating
intervention occurred, however, is very remarkable, as the temperature was still above 22 °C, and the
temperature was not expected to drop below 18 °C before the moment of unloading, two days later. This
is an example of a redundant heating operation, which could have been avoided if the temperature
prediction model would be in use.
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Figure 15: Applications of multi-step ahead forecasting
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Regarding shipment 4, the predicted temperature decrease seems to be going too fast. After only five
days, the temperature was expected to be approximately 2.5 °C too low. The following steep increase was
flagged in the dataset as a heating operation, which would again be remarkable given the fact the
temperature was still above 21 °C. After this heating operation, the predicted line again smoothens the
actual temperature decrease during the last two days, ending approximately 2 °C too low. This heating
intervention was in practice redundant, but would have been predicted to be necessary, as the predicted
temperature line would have breached the 18 °C before the final shipping day.
Given the four shipments in Figure 15, it can be concluded that the prediction model behaves quite well
when predicting a long period ahead. Especially the shipments in summer (shipments 1 until the heating
intervention, shipment 2, and shipment 3) were accurately predicted. Regarding the inaccuracy of
predicting shipment 4, a possible conclusion could be that this model requires some smoothing during the
transition period between seasons. The prediction model treats all observations from September 1st on
as autumn values, whereas it could be expected that early in September the temperature behavior is
similar to that in summer. Therefore, it could be beneficial to change the boundaries between seasons
from the strict, meteorological markers, to a looser transition, possibly depending on the changes in
weather conditions for a certain year. Furthermore, it is advised that the prediction model is tested later
in the year as well for the other seasons.

6.3.2 Mathematical formulation
The cost optimization can be formulated as follows, in accordance with the relevant costs formulated in
Subsection 3.1.4, and in a similar way formulated as the short transport lane:
min ∑ ℎ𝑠1 ∗ ℎ1,𝑖 + ℎ𝑠2 ∗ ℎ2,𝑖 + ℎ ∗ 𝑡ℎ𝑖 (1)
𝑖 ∈𝐼

subject to
ℎ1,𝑖 , ℎ2,𝑖 ∈ (0,1) (2)
𝑡ℎ𝑖 ≥ 0 (3)
𝑃(min(𝑓𝑖 (𝑡0 , 𝑡0 + 𝑧)) < 18 ∨ max(𝑓𝑖 (𝑡0 , 𝑡0 + 𝑧)) > 25) < 0.001 (4)
where hs1 equals the cost for the transport shunt to the heating station in continental Europe, h1,i equals
the binary decision variable which signals whether heating is necessary or not for shipment i when passing
the heating station on continental Europe, hs2 equals the cost for the transport shunt to the heating
station in England, h2,i equals the binary decision variable which signals whether heating is necessary or
not for shipment i when passing the heating station in England, h equals the per hour cost of heating, and
thi equals the number of hours of heating decided to be needed for shipment i.
Line 1 indicates that the total costs associated with temperature must be minimized, consisting of the
total costs of interventions in the form of heating. Line 2 indicates that the decision variables h1,i and h2,i
can have a value of 0 (when heating is deemed unnecessary), or a value of 1 (when heating is deemed
required). Line 3 indicates that the second decision variable thi can have any value larger than zero. Line
4 indicates that the probability of a temperature breach, being a drop in temperature below 18 °C or a
surge above 25 °C, must be lower than 0.1% during the entire shipment.
Without specifying costs, it has to be noted that hs1 has a higher value than hs2, indicating transport to a
heating station is more expensive in continental Europe than in England.
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6.3.3 Decision making of interventions on the long transport lane
When looking at the longer-term temperature development (as was outlined in Figure 14), and combining
it with the standard transit time of shipments on the long transport lane, some rules can be made
regarding intervening in the process related to temperature.
When looking at the expected temperature development at all seasons, it can be concluded that in
autumn and winter it is likely a shipment needs to receive heating. As the transit time currently is either
five or six working days, or, at the minimum, seven or eight weekdays, the low threshold of 18 °C is likely
to be breached. In winter, this is expected to happen at the eighth day after loading, when using the
average values for the seasonal starting temperature and temperature decrease. In autumn this is
expected to happen at the ninth day after loading. In spring or summer, the lower threshold is not
expected to be reached after more than 28 weekdays, not having the necessity for heating.
However, as there is not only a level of uncertainty in the temperature development, for which the
prediction intervals were created, but also variability in the starting temperature, the number of days
after which heating is required, could be different. Therefore, these calculations were also executed when
the shipment started at the minimum and maximum temperature, and are displayed in Table 11. From
this table, it can be concluded that the lower threshold in autumn or winter could be reached one day
earlier or later, depending on the starting temperature.
Table 11: Number of days after which heating is required

Season
Winter
Spring
Summer
Autumn

Average starting temp
8 days
>28 days
>28 days
9 days

Minimum starting temp
7 days
>28 days
>28 days
8 days

Maximum starting temp
9 days
>28 days
>28 days
10 days

When looking at the risk of overheating, i.e. when the upper threshold of 25 °C could be breached, this
seems to be less of a problem. In summer and spring, the temperature seems to stabilize at a certain
value, being dependent of the ambient temperature at the moment of loading. When this ambient
temperature is set to the average values by season, the stabilizing temperatures are 19.0 °C in spring and
21.5 °C in summer. These observations fit with the dynamics of the selected final model. When looking at
the next day temperature prediction in summer, the predictive value “loses” approximately 12% of the
product temperature at time t=0. However, through the intercept, summer dummy variable, and ambient
temperature, it “gains” approximately 2.50 °C. When the starting product temperature in summer would
be around 21.5 °C on day 0, it loses 2.50 °C whereas it gains 2.50 °C, reaching an equilibrium.
When looking at the amount of heating a shipment requires, and what it receives in the current situation,
this amount can be optimized. As there is no added value for the client, nor Dow and Den Hartogh, for
the shipment to be at a certain temperature, as long as it is between the benchmarks of 18 °C and 25 °C,
this amount can be minimized. For example, when delivery is due the next day and the temperature is
reported to be very close to 18 °C, it can be decided to heat until the temperature reaches a level which
is sufficient for next day delivery, plus a safety margin. When setting this safety margin to the same 99.9%
used before, this margin would amount to 1.8 °C, meaning the expected temperature at the next day
would have to be 19.8 °C. This would translate to a required temperature after heating of 20.4 °C,
indicating any further heating after the temperature reached this level, would be redundant. When
looking at the previous shipments in the dataset, it becomes clear that removing this redundancy can lead
to substantial savings.
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When looking at the timing of heating, more precisely, at which heating station the intervention should
occur preferably, a general rule can also be created. As was explained in Subsection 6.3.2, the transport
shunt to the heating station in England is cheaper than the shunt to the heating station in continental
Europe. Therefore, if heating is required, it preferable happens in England. Furthermore, as this heating
station is located closer to the final destination, applying the minimally required amount of heating is
easier to execute over there at a later moment in the shipment.
However, this would mean the product temperature is not allowed to drop below 18 °C until it reaches
the heating station in England. When looking at the shipments in the dataset (of which the GPS locations
are available) which were loaded at Location A, most of the time the container managed to reach England
within two days from the start of the shipment. This would mean, taking into account the prediction
intervals visualized in Figure 14, that it is safe to wait for the heating to occur in England, and skip the
heating station in continental Europe. The exact timing of the intervention can be postponed until the
lower boundary of 18 °C is nearly breached.
However, when looking at shipments which were loaded at Location B, this decision rule is not safe to
follow. When looking at the shipments in the dataset loaded at Location B, it generally took three days to
reach England from the start of the shipment. Therefore, in autumn and winter there is a possibility of a
temperature breach in case the heating station in continental Europe, located close to the ferry terminal,
is skipped. Therefore, it is advised to, at least, have some spare time between the moment of arrival of
the cargo train at the terminal and the moment the ferry departs, to plan a heating intervention if
required. This brings a subsequent advantage of a smart tank. In case a smart tank is used for transport,
the temperature value can be accurately measured at the moment the cargo train arrives. At that
moment, a new prediction can be made rather quickly, whether the product temperature is expected to
still be sufficient after embarking the harbor in England, and the heating intervention can be skipped, or
that heating is really necessary at that moment and the container should visit the heating station before
being loaded onto the ferry.

6.3.4 Simulation of heating hours and impact of uncertainty during process
In this section an estimation is made what the savings could be in terms of heating hours, when the
process is optimized. Furthermore, the amount of required heating hours is calculated for multiple
scenarios, linked to the two main sources of uncertainty outlined in Subsection 3.1.3.
All of this is done using all of the shipments with a starting date in 2019. As on this transport lane nonsmart tanks are still being used as well, besides the two recently installed smart tanks, only a fraction of
the temperature data was available for the estimation. Therefore, similar to the case study for the short
transport lane in Section 6.2, only expected values were used for the starting temperature and daily
increase or decrease.
Regarding the uncertainty in the process, the two sources which were researched, were the flexibility
clients have in delaying shipments after commencing, and disruptions in the logistics process, for which
slack time has to be incorporated. For the first source, the required heating hours of the shipments for
three scenarios were calculated. For the first scenario, clients keep all the flexibility they have right now,
meaning that in the calculations the ending dates for all shipments were the same as they were in 2019.
In the second scenario, clients lose all the flexibility they have right now. Assuming all of the shipments
would have been on time, the ending dates are recalculated to be exactly what they should be. For
example, a shipment that was loaded at Location A, was assumed to be delivered exactly five working
days, or seven weekdays later at the client. In the third scenario, clients keep a certain degree of flexibility,
which gives them permission to delay shipments three working days at most. The delivery dates were
calculated by taking the earliest date of either the current delivery date, or the loading date plus the
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standard transit time with three working days added. For example, a shipment which was loaded at
Location A, with a standard transit time of five working days, which was delivered in reality after seven
working days, still has the same delivery date. However, if this delivery date would have been 11 working
days after loading, it is recalculated to be eight working days after loading.
Regarding the second source of uncertainty, different scenarios were considered around the amount of
slack time included in the standard transit time. As was pointed out in Figure 3 in Subsection 3.1.3,
containers typically spend two or more working days waiting in the harbor in the UK, before travelling the
last miles to the customer’s site. Therefore, it could be an option to shorten this slack time, and therefore
the standard transit time. In this research, scenarios were considered to shorten the standard transit time
by one or two working days, which was implemented in the calculations by pushing the loading date
forward by one or two working days, keeping the delivery date constant. However, it can be questionable
whether Dow wished to take this risk, as there is a possibility of disruptions in a multi-modal shipment.
However, as the risk of an exit from the European Union by the UK without reaching an agreement (the
no-deal Brexit) was present at the time of doing the research, the probability of disruptions, for example
by more extensive customs checks, increased, it could also be decided to prolong the standard transit
time, making sure shipments arrive on time at the client’s site. Therefore, also two scenarios were
considered with a longer standard transit time, increasing it by one or two working days. This was
implemented in the calculations by pulling the loading date forward by one or two working days, assuming
a sufficient amount of material was available for loading.
For each combination of the scenarios it was calculated what the estimated amount of required heating
hours would be, which are visualized in Figure 16. Along with these scenarios is the real amount of heating
hours executed in 2019 to act as a benchmark. All heating hours were calculated using the same
mechanism explained in Subsection 6.3.2, i.e. that shipments were supposed to be 19.8 °C at the delivery
date. It was assumed one hour of heating resulted in a temperature increase of 0.4506 °C, which is the
coefficient for the time heated in the final temperature prediction model outlined in Section 5.3.
Concretely, the approximated required heating hours are calculated as follows:
̂𝑖 (𝑡0 + 𝑧|𝑡0 ) > 19.8
0 𝑖𝑓 𝑓
̂𝑖 (𝑡0 + 𝑧|𝑡0 )
𝑡ℎ𝑖 {19.8 − 𝑓
̂𝑖 (𝑡0 + 𝑧|𝑡0 ) < 19.8
𝑖𝑓 𝑓
0.4506
̂𝑖 (𝑡0 + 𝑧) equals the product
where thi equal the required hours of heating for shipment i and 𝑓
temperature on the final day of a shipment. Subsequently, all thi’s are summed to create the totals
reported in Table 16 under different scenarios.
First of all, from Figure 16 it can be concluded that a large proportion of the current heating hours in 2019
was redundant, as the current value is more than twice as high as the optimized amount of heating hours
for the scenario with full flexibility and no change in standard transit time. When comparing this value to
the actual performance stated in Subsection 3.1.5, which is equal to 560.5*h + 74*hs2, this can be reduced
to 242*h + 65*hs2 when the amount of heating is optimized. When looking at the dataset, this difference
seems logical. When looking at the temperature development of the shipment in Figure 5 in Subsection
3.2.2, for example, it can be seen the container was heated up to 24 °C the day before delivery, for which
a temperature after heating of 20.4 °C would have been sufficient, taking into account the safety margin.
For this shipment alone, eight hours of heating could be saved.
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Figure 16: Required heating hours for different uncertainty scenarios

The second conclusion is that substantial savings can be made by limiting the client’s flexibility in delaying
a shipment. Especially with the current or a shorter standard transit time, a lot less hours of heating are
required to deliver the shipment at a sufficiently high temperature, which is explained by the temperature
development graphs in Figure 14. As the lower boundary of 18 °C is reached after eight days in winter or
nine days in autumn, a decrease of the standard transit time brings the shipment in safe territory, where
the container does not need any heating at all.
However, when this standard transit time is extended (due to more customs check regarding Brexit), these
benefits disappear mostly. As most of the shipments were delayed by only up to three working days (only
16 shipments in 2019 were delayed by more than three working days), the amount of heating hours
required converges for all three scenarios.
When looking at the increase of required heating hours by changing the standard transit time, it can be
seen this amount does not increase tremendously when the transit time is extended by up to two working
days, increasing from 242 to 281 hours in the full flexibility scenario. This means that, in terms of heating
hours, an increase in transit time does not have a large monetary effect, when only considering heating.
In terms of safety, this could be different. As the prediction interval makes it possible to create a very wide
array of temperature values after only three or four days of waiting time, there is a very real possibility
the container gets overheated in summer or requires heating every few days in winter. Therefore, it is still
advised to discuss this very large amount of flexibility clients have and limit it.
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7 Conclusions and recommendations
In this chapter the research is concluded, and the results are being discussed. In Section 7.1, the
conclusions are presented, which are the answers to the research questions stated in Section 2.3. In
Section 7.2, the academic implications of the research are presented, which should fill the gaps stated in
Subsection 2.1.5. Furthermore, in Section 7.3, the conclusions are translated towards practical
recommendations to be implemented by Dow and Den Hartogh. In Section 7.4 the limitations of the study
are discussed, and finally, in Section 7.5, suggestions for further research are explored.

7.1 Conclusions
In this research two main research questions were stated, which are:
(1) How can product temperature of performance monomers be predicted, i.e. modeled for future
shipments?
(2) In what way can the knowledge, generated in the first part of the research, lead to a higher
safety and efficiency for the logistics processes executed by Dow and Den Hartogh?
The first research question was supported by the following four sub questions, which can be answered as
follows:
(1.1)

Which input variables, available in the companies and suggested by literature, have the
highest influence on temperature behavior during shipments?

Of the available input variables, the ones with the highest influence on temperature behavior during
shipments were the seasonal averages and the time the container received heating. Variables that had no
significant influence on the temperature delta were the milestones or transport modes. The time of day
(morning, afternoon, etc.) did have a significant influence on the temperature development, but was
inapplicable in the final model. Ambient temperature only had a modest influence on the temperature
behavior, as the simpler models without recent measurements of ambient temperature were superior to
the models that included the most recent ambient temperature. The last conclusion makes the developed
prediction model applicable for shipments on non-smart tanks as well, as the ambient temperature only
has to be retrieved once during a shipment and does not have to be updated.
(1.2)

What quantitative technique is the most reliable for predicting the temperature behavior
of a shipment?

Of the deployed quantitative techniques, the simpler multivariate, linear regression outperformed the
more complex random forest. This is most probably caused by the noise in the dataset. Where the linear
regression is less likely to overfit, the random forest has the risk of doing so, fitting complex relationships
on possible outliers in the training set which are not present in the testing set. Furthermore, it can be
concluded that when the time interval is increased to four hours or more, the data does not act as timeseries anymore, as the models with lag variables performed worse than the models without these
variables. This is also positive for the model applicability, as it does not have to run for up to five time
intervals before a prediction can be made for future temperature values.
(1.3)

What time interval is the most appropriate for predicting the temperature behavior of a
certain shipment?

When looking at the time intervals considered in the research, the 24 hour one is most appropriate for
the situation of Dow and Den Hartogh. The final model for this time interval leads to the simplest model,
without some difficult to calculate or monitor input variables (such as the updated ambient temperature
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or milestone data), can be deployed fairly easy by the operational planners, and leads to the lowest
variance for residuals, thus the narrowest prediction interval.
(1.4)

What is the predicting performance of the constructed prediction model?

When looking at this question from a theoretical perspective, i.e. when considering the prediction
intervals, it can be concluded that temperature can be modelled sufficiently accurately for two days
ahead. After this time, the prediction intervals become too wide to be certain the temperature stays
within the required boundaries. When looking at this question from a practical perspective, i.e. when
considering the temperature prediction model applied at some new shipments, the measuring errors after
more than two days are still relatively small. However, not enough data was available to thoroughly test
the final model.
The second research question was supported by two sub questions, which can be answered as follows:
(2.1) How can the knowledge be applied in the day-to-day operations of Dow and its carriers, and
what are the benefits of applying?
From the analyses in Chapter 6, it can be concluded that the final prediction model can be used to
sufficiently accurately predict the temperature during the first two days of a shipment, for which it can be
expected that none the two temperature thresholds are reached. As the short transport lane takes, in the
normal case without delays, at most two days, it can be proven that no interventions are needed during
these two days. For the long transport lane, this rule of two days can also be applied. As the transit time
consists of different phases (rail, ferry, truck), it can be predicted whether at the start of each phase an
intervention is required, as it is not possible to intervene when the container is loaded on a ferry or cargo
train. This knowledge, overall, should lead to a better safety.
Furthermore, with a better understanding of the temperature behavior, the amount of heating a
container requires can be reduced to the minimum, including a safety margin. This leads to a higher
efficiency of the logistics process, and again, as the amount of heating is minimized, to a better safety.
(2.2) How can the knowledge be applied in the strategical logistics planning of Dow and its carriers,
and what are the benefits of applying?
On the longer term the knowledge can be applied at identifying for which transport lanes smart tanks
should be introduced primarily. As the temperature of a shipment can be predicted sufficiently accurately
during the first two days of a shipment, and in 99.9% of all cases no interventions are required, smart
tanks are no absolute necessity on transport lanes taking a maximum of two days. Transport lanes having
a standard transit time of more than two days, however, would require a smart tank, in order to accurately
monitor the temperature, and intervene at the right time. Other lane characteristics on which this decision
can be taken, is the amount of slack time built in the transit time, as the container during this slack time
requires constant temperature monitoring, which comes at a cost. A smart tank would eliminate this
necessity.
Regarding the additionally required heating hours for the current client flexibility and a possible longer
standard transit time due to a no-deal Brexit scenario, this amount is significantly larger, but not
enormous, compared to the required heating hours for a scenario with less or no client flexibility and the
current standard transit time. However, for the safety aspect it is recommended to limit the waiting time
in the harbor, as there is a possibility of overheating in spring and summer and freezing in autumn and
winter.
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7.2 Academic implications of the research
When looking at the literature review previously executed, two major gaps were identified in Subsection
2.1.5, which can be partly closed by this research.
Regarding the first gap, i.e. how to model temperature for bulk, liquid products in the chemical industry
versus modelling solid products such as food or pharmaceuticals, the outcome was that the best
performing model in this study differs to a large degree to the models suggested by previous studies.
Many of the studies listed throughout Section 2.1 found sophisticated data mining techniques, like
artificial neural networks or random forests, performed best, sometimes combined with time-series
analysis. However, in this study, the simpler linear models outperformed the more complex random
forests, and time series variables were irrelevant after extending the time intervals beyond one hour. A
possible explanation for this conclusion, could be the noisy character of the dataset used in this thesis.
Regarding the second gap, i.e. how to apply the temperature behavior knowledge on the operational and
strategical supply chain planning, a good start was made. No earlier examples existed on how to plan
interventions related to temperature, for which this research created a starting point.

7.3 Practical recommendations to the involved companies
The following recommendations are made for the involved division of Dow and Den Hartogh.
The first recommendation is to implement the final temperature prediction model, as was outlined in
Section 5.3. With a relatively low prediction error (MSE of 0.2879 °C), the product temperature can be
predicted for the next day. However, it is advised for now to only use the prediction model for shipments
consisting of Product A, executed by Den Hartogh, for the moment, as the model has not been calibrated
yet for other products or carriers. Regarding this issue, further research could be relevant when a
significant dataset has been built with reliable temperature measurements for other products or carriers.
The second recommendation is to advance installing smart tanks on transport lanes having a standard
transit time of more than two days. For these lanes, exact monitoring of product temperature is most
important, as in here it is likely the thresholds are hit, and an intervention is required.
The third recommendation is to discuss the current flexibility clients have with the commercial
department. Although the cost advantages are not enormous, it is advised to limit the actual transit time
for safety reasons. As the prediction intervals go beyond 25 °C quite rapidly in spring or summer, there is
a real danger the containers get overheated when they are waiting in the harbor for multiple days or even
weeks. Furthermore, in autumn and winter, the tanks cool down rapidly, requiring heating multiple times
during the shipment. Therefore, it is advised to discuss with clients whether it is possible, at least, to limit
the delays to only a few days, similar to the scenario considered in Subsection 6.3.4 where clients could
delay shipments to a maximum of three working days. Another option could be to install infrastructure
on, or close to the depot currently used, where the containers can be stored in a more secure
environment, protected from extreme weather conditions.

7.4 Limitations
In this study there were five major limitations, of which three existed in the character of the dataset, and
two in the implementation of the model.
The first limitation is related to the overall size of the dataset. Especially for the peak analysis and 24-hour
time interval regressions, a limited amount of observations was available. Regarding the peaks, no
detailed analysis could be made, whereas for the 24-hour time interval regressions quite a lot of noise
existed in the dataset.
52

The second limitation is that the dataset only consisted of shipments on one transport lane, executed by
one carrier using one type of equipment, transporting one type of products, having approximately the
same amount of material in the container. All of this limits the usefulness of the study, as it is likely
different coefficients need to be used in different situations.
The third limitation existed during the data preparation phase. As it was not known exactly from which
time until which time the container was heated, an educated guess had to be made, based on the rules
explained in Subsection 4.1.1. As was pointed out in Subsection 6.3.1, it is possible heating moments were
missed using these rules.
The fourth limitation is that it was difficult to accurately estimate the amount of heating required under
the different scenarios. Only expected values were used, whereas in all parts of the temperature process
a large degree of uncertainty exists, making it difficult to accurately predict the possible savings.
The fifth limitation is that the prediction intervals for predictions multiple steps ahead are currently only
calculated by an approximation. As was presented by Chatfield (1993), this method can be inaccurate, and
other methods are advised if possible. When more data is available, and the prediction model presented
in this thesis can be tested, it can be checked whether the current boundaries would indeed hold the
required 99.9% of all cases.

7.5 Suggestions for further research
Three suggestions for further research are stated in this section.
The first suggestion, related to the limited size of the dataset used in this thesis, is to repeat the study
when more data becomes available, and check if the current level of noise holds or decreases.
The second suggestion, related the applicability of the temperature prediction model, is to include data
from more sources, once the reliability of the observations is confirmed. Possible examples are to
compare the long transport lane to the UK to transport lanes towards southern Europe or Scandinavia,
compare Den Hartogh’s equipment to equipment of other carriers, or to compare the temperature
development of Product A, which this research focused on, to that of Product B, other monomers, or even
other liquid chemicals. It would be particularly interesting to see whether the general conclusions from
this research hold and only the coefficients in the model change, or whether completely different models
perform better in these situations.
The third suggestion, related to the limited testing of the prediction model in Subsection 6.3.1 and general
calculations of the uncertainty scenarios in Subsection 6.3.4, would be to hold a trial of the temperature
prediction model, and see whether the current conclusions around limiting heating hours can be justified.
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Appendix I: Overview relevant literature product temperature prediction
Table 12: Overview relevant literature temperature prediction (chronologically ordered)

Author
Zhang (2003)

Industry
Generic time series

Input variables
Previous observations of time
series (univariate)

Prediction method
ARIMA and ANN hybrid

Laguerre, Ben Aissa, &
Flick (2008)

Food and medical
products (kept at 5
°C)
Generic time series

Temperature sensors (inside
test room and ambient)

Laguerre & Flick (2010)

Refrigerated
products

Inside (thermostat) and
ambient temperature

Adler-Nissen & Zammit
(2011)

Food (frozen
products)

Temperature sensors (inside
box and ambient), product
characteristics (mass, surface
area, heat transfer coefficient),
insulating capabilities of
container
N/A, multivariate

Deterministic equations on
heat transfer, tested by
controlled experiment
Regression (Gaussian process,
classification trees, K-nearest
neighbor, and support vector
machines), ANN (multilayer
perceptron, Bayesian, and
radial basis function)
Deterministic equations on
heat exchange by convection
and radiation
Thermodynamics equations of
heat transfer

Ahmed, Atiya, El Gayar, &
El-Shishiny (2010)

Ben Taieba, Bontempia,
Generic time series
Atiyac, & Sorjamaa (2011)

Previous observations of time
series (univariate)
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Regression (multivariate and
Gaussian process), ANN, and
time series (moving average
and exponential smoothing),
multi-step ahead

Performance
Hybrid form outperformed
separate ARIMA and ANN
models
Good agreement between
model and experiment, no error
measure given
Multilayer perceptron and the
Gaussian process regression
performed best

Good agreement between
model and experiment, no error
measure given
Good agreement between
model and experiment, no error
measure given

N/A

Chen & Shaw (2011)

Frozen food

Laguerre, Derens, & Flick
(2011)

Food (refrigerated)

Yamani & Al-Anbuky
(2011)
Zwierzycki, Bienczak,
Bienczak, Stachowiak,
Tyczewski, & Rochatka
(2011)

Food (emphasis on
meat)
Refrigerated vehicles

Laguerre, Hoang, Derens,
Alvarez, & Flick (2012)

Food (refrigerated)

Laguerre, Duret, Hoang,
& Flick (2014)

Refrigerated
products

Nechifor, Tarnauca, Sasu,
Teutsch, Waterfeld, Puiu,
Petrescu, & Moldoveanu
(2014)
Badia-Melis, McCarthy, &
Uysal (2016)

Food and
pharmaceutical
goods
Food (fresh fruit)

RFID-based temperature
sensors
Ambient temperature, load
position, and radiation
conditions
Temperature sensors (only
inside storage space)
Insulation and cooling
capabilities of vehicle, original
temperature of load,
temperature sensors (inside
vehicle and ambient)
Temperature (inside
refrigerator and ambient),
thermostat setting, position,
and time inside refrigerator
Temperature data (ambient
and thermostat setting) and
equipment parameters
(dimension, airflow rate, and
insulation)
Temperature (inside and
outside), humidity, current
clamp, and GPS sensors

ANN (back propagation type)

N/A

Deterministic thermal model

N/A, position within cabinet
explains largest part of variance

ANN

MAE of 1 °C

Thermodynamics equations of
heat transfer

Good agreement between
model and simulation, no error
measure given

Deterministic equations of
heat transfer and MonteCarlo simulation

N/A

Deterministic equations of
thermal models

N/A, only testing of most
relevant input parameters

Weka forecasting (time series
forecasting package in Java)
and ARIMA

Weka outperforms ARIMA, no
error measure given

Temperature sensors (inside
container and ambient)

ANN, Kriging method,
capacitive heat transfer

ANN performed best, RMSE of
0.11 °C in case of eight sensors,
RMSE of 1.49 °C in case of a
single sensor
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Emenike, van Eyk, &
Hoffman (2016)

Food (fresh products)

Temperature sensors (only
inside container at different
locations)

Emenike (2017)

Food (refrigerated)

Mentink (2018)

Pharmaceutical
products

Temperature sensors (only
inside container at different
locations)
Temperature sensors (inside
and ambient)

Mercier & Uysal (2018)

Food (perishable
products)
Pharmaceutical
products,
temperature range of
15 - 25 °C

Temperature sensors (inside
pallet and ambient)
Temperature sensors (inside
airplane), historical weather
data, milestones, and product
type

Food

Initial food temperature,
ambient temperature, heat
transfer coefficient

Terpstra (2018)

Song, Kim, Kim, & Koo
(2019)
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ANN, both spatial (difference
within container) and
temporal (time-series of same
sensor)
ANN (different
backpropagation types)

Sufficiently accurate with high
confidence levels, no exact error
measure given

Time-series forecast models
(recursive, direct,
direct/recursive methods)
ANN

MSE of 0.49 °C

Different ML techniques:
Lasso, Random Forest,
AdaBoost, Gradient Boosting,
XGBoost, and stacked
generalization
Deterministic equations on
heat transfer

XGBoost performed best, MAE
of 1.22 °C, 75% of predictions
correct within 2 °C

MSE close to 0

RMSE below 0.5 K

MAE less than 1 °C

Appendix II: Examples of temperature during shipments

Figure 17: Example of temperature behavior shipment Den Hartogh (Product A, January 2019)

Figure 18: Example of temperature behavior shipment Den Hartogh (Product A, March 2019)

Figure 19: Example of temperature behavior shipment Den Hartogh (Product A, August 2019)
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Figure 20: Example of temperature behavior shipment Den Hartogh (Product A, September 2019)
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Figure 21: Example of temperature behavior shipment Carrier B (Product B, May 2019)
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Figure 22: Example of temperature behavior shipment Carrier B (Product B, July 2019)
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Figure 23: Example of temperature behavior shipment Carrier B (Product B, October 2019)
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Figure 24: Example of temperature behavior shipment Carrier B (Product B, January 2020)
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Appendix III: Other time intervals considered in research
In this appendix information is provided about the other time intervals considered in modelling the
temperature delta. In Section III.1, the descriptive statistics are provided, whereas in Section III.2 the
modelling results are listed.

III.1 Descriptive statistics

Figure 25: Boxplots of temperature delta per 4 hours, sorted by month (N=1468, whiskers set to maximally 1.5 times IQR)

In Figure 25 the distribution of delta temperature is visualized in different boxplots when time interval y
is set to four hours. Similar to Figure 8, these are sorted by the month of observation. It can be deducted
that a larger difference exists between the different months, compared to the 1-hour time interval, as the
medians are clearly higher from May until September, which can be explained due to weather conditions.
Overall, compared to Figure 8, Figure 25 shows the data is varying more month by month, thus getting
less random.

Figure 26: Boxplots of temperature delta per 12 hours, sorted by month (N=465, whiskers set to maximally 1.5 times IQR)
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In Figures 26 this trend continues when aggregating the temperature delta over a longer time interval y
of 12 hours. The medians, 1st quartile, and 3rd quartile values are clearly moving up in the spring and
summer months, generating differences between the seasons. Furthermore, the number of observations
placed outside of the whiskers (possible outliers) decreases, indicating the dataset becomes less noisy. It
has to be noted that for the 12-hour interval not enough observations were present in December to
generate a complete boxplot.

III.2 Modelling results
Additional to the results listed in Section 5.2, the techniques are also applied at observations regarding a
4-hour and 12-hour time interval. This is generally done for more understanding of the behavior of the
data, for example at which time level the dependency on lag variables disappears, and the data can be
treated being cross-sectional, rather than strict time-series. In Subsection III.2.1 the results are listed for
the 4-hour time interval, whereas in Subsection III.2.2 the results are listed for the 12-hour time interval.

III.2.1 4-hour time interval
In Table 13 the performance measures are displayed for the nine used models and two used modelling
techniques, this time for the temperature four hours later.
Table 13: Performance temperature prediction models 4-hourly time intervals

Model 1
Model 2
Model 3
Model 4
Model 5
Model 6
Model 7
Model 8
Model 9

Multivariate, linear regression
MSE
Width of PI
0.0809
± 0.9318 °C
0.0830
± 0.9317 °C
0.0801
± 0.9286 °C
0.0811
± 0.9303 °C
0.0818
± 0.9338 °C
0.0841
± 0.9359 °C
0.0819
± 0.9352 °C
0.0821
± 0.9313 °C
0.0818
± 0.9304 °C

Random forest regression
MSE
Width of PI
0.0956
± 2.7223 °C
0.0948
± 2.8489 °C
0.0967
± 2.7620 °C
0.0997
± 2.8058 °C
0.1038
± 2.4485 °C
0.1026
± 2.3145 °C
0.1086
± 2.1797 °C
0.1038
± 2.1380 °C
0.1022
± 2.3073 °C

From Table 13 it can be deduced that, compared to the analysis for the 1-hour time intervals, the
differences between the various models are still minimal. Some models do improve a bit when more
variables are added, as can be seen by the addition of starting ambient temperatures in linear model 3
and model 2 and random forest model 2, compared to model 1, but the differences are again minimal.
The differences between both techniques are also relatively small, although the linear models do perform
better in all nine models. However, a major change compared to the models at the 1-hour time intervals,
is that the more complex models, which also include lag variables, are performing worse for both
techniques, indicating that at this time interval the observations do behave independently, and don’t have
to be treated any more as time-series data.
A conclusion from Subsection 5.2.2 that is still valid, is the large difference in width between the prediction
intervals of the linear models, versus the random forest ones. This still indicates that the more straightforward way of calculating these intervals generates the least amount of uncertainty in the prediction
accuracy.

III.2.2 12-hour time interval
In Table 14 the performance measures are displayed for the nine used models and two used modelling
techniques, this time for the temperature 12 hours later.
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Table 14: Performance temperature prediction models 12-hourly time intervals

Model 1
Model 2
Model 3
Model 4
Model 5
Model 6
Model 7
Model 8
Model 9

Multivariate, linear regression
MSE
Width of PI
0.1612
± 1.3253 °C
0.1691
± 1.3248 °C
0.1629
± 1.3139 °C
0.1710
± 1.3151 °C
0.1746
± 1.3290 °C
0.1859
± 1.3376 °C
0.1805
± 1.3660 °C
0.1946
± 1.3927 °C
0.1988
± 1.4222 °C

Random forest regression
MSE
Width of PI
0.2546
± 3.3581 °C
0.2629
± 3.4981 °C
0.2688
± 3.1968 °C
0.2442
± 3.6481 °C
0.2900
± 2.8888 °C
0.2831
± 3.1659 °C
0.3560
± 2.6361 °C
0.3738
± 3.1902 °C
0.4088
± 3.8019 °C

From Table 14 similar conclusions can be drawn as the ones from Table 13 at the 4-hour time intervals.
Linear models are still performing better, both in terms of point forecast accuracy, having a lower MSE in
all nine models, and having much more narrow prediction interval widths. Again, for both quantitative
techniques, the model quality deteriorates as lag variables are introduced.
However, when looking at the linear models, there is not a single model that performs best in both point
forecast accuracy (having the lowest MSE) and forecast certainty (having the narrowest interval). Whereas
model 1 achieves the lowest MSE, model 3 has the narrowest prediction interval. When choosing a final
model, this indicates that a decision has to be made which model is to be used, that weighs which
characteristic is most important for the usability of the model.
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Appendix IV: Description modelling techniques
In this appendix a short description is provided of both quantitative techniques used in modelling the
temperature behavior. In Section IV.1 this information is provided about multivariate, linear regressions,
and in Section IV.2, this information is provided about random forest regressions.

IV.1: Multivariate, linear regression
Linear regression is a very simple approach for supervised learning, which exists for a very long time.
Compared to more modern, more sophisticated techniques, it can be considered a bit dull. However, it is
still widely used, and often serves as a good starting point for other approaches (James, Witten, Hastie, &
Tibshirani, 2013).
A differentiation can be made between simple linear regression, which only uses a single predictor
variable, and multivariate regression, which uses multiple predictor variables. In the latter, a dependent
variable Y is predicted based on the values of multiple independent variables X, in the following form
(James et al., 2013):
𝑌 = 𝛽0 + 𝛽1 𝑋1 + 𝛽2 𝑋2 + ⋯ + 𝛽𝑝 𝑋𝑝 + 𝜀
where the βs indicate the slope coefficient and ε indicates the error term.
These coefficients are estimated using the least squares method, that minimizes the sum of squared
residuals (RSS), calculated to be (James et al., 2013):
𝑛

𝑅𝑆𝑆 = ∑(𝑦𝑖 − 𝑦̂𝑖
𝑖=1

𝑛

)2

2
= ∑(𝑦𝑖 − 𝛽̂0 − 𝛽̂1 𝑥𝑖1 − 𝛽̂2 𝑥𝑖2 − ⋯ − 𝛽̂𝑝 𝑥𝑖𝑝 )
𝑖=1

IV.2: Random forest regression
Random forest regression makes use of multiple regression trees, which are flowchart-like structures,
consisting of a series of splitting rules. Based on values of different input variables, a series of splitting
rules are created, starting at the top of the tree, and ending at a terminal value, which is the predicted
outcome (James et al., 2013). In Figure 27 an example of such a regression tree is visualized.
In Figure 27, it can be seen that the predictor space, i.e. the set of all possible values for predictors X1 and
X2, is split into different regions. Every observation in that region is assigned the same outcome value,
being the average of outcomes of all observations falling in the region. What variable is chosen for a
particular split, and what its cut-off value is supposed to be, is again determined by minimizing the RSS.
(James et al., 2013)
Each tree starts at the top where all observations are still in the same region. In a greedy way, known as
recursive binary splitting, it is determined which would be the best split at that stage, leading to the
highest possible reduction of RSS. These splits continue until a stopping criterion is reached. This criterion
could be when regions contain the lowest allowed amount of observations, or when a further split does
not improve RSS any more (James et al., 2013).
In random forest regression, a large number of these decision trees are deployed, which can substantially
improve the performance compared to a single tree.
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Figure 27: Example of regression tree logic 6

6

Retrieved from https://gdcoder.com/decision-tree-regressor-explained-in-depth/, accessed February 9th, 2021.
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