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Abstract
Lensless imaging is a technology that is rapidly growing in interest. The technology shows great
promise in the area of capturing 3D data, focusing after taking an image, and the low upfront
cost of the imaging systems.
This research explores a simple lensless system that consist of a diffuser placed before a
sensor. It builds on the work by Antipa et al. [1]. The diffusers encode a 3D scene into specific
patterns on the sensor: caustics. These essentially encode 3D information in a 2D sensor reading,
under various assumptions. By solving an optimization problem, the original 3D scene can be
reconstructed. Using compressed sensing, the Alternating Direction Method of Multipliers is
employed to solve this computationally efficient.
The quantitative 3D resolution of the simple system, is approximated laterally at ∼1 mm
and in depth at 5 mm. The research showed that finding the right distance between the sensor
and diffuser is critical to obtaining good sensor readings. Magnification and correlation are
shown to have significant resemblance to the reconstruction by the ADMM algorithm. Different
diffusers showed different properties, but had in common that the resolution increased when the
scene was placed closer to the imaging system, as long as no defocusing occured.
The sharpness of the caustics was related to the resolution and running over the CPU
and GPU were compared, with regard to image size and complexity. The sheer size of the
optimization necessitated using the GPU for most analysis. Finally it was shown that focusing
on a specific depth after taking an image was possible and showed no decrease in accuracy from
using the entire spectrum.
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1
1.1

Background of the project
History of imaging

In the current information age, images and photographs are ever-present. Social media thrives
on the rapid development of capturing systems and the improved quality of quality of photos
and videos. But to understand the current challenges and research topics it is good to have
some perspective. Below, the global history of the optics’ science is sketched. Followed by a
discussion of some recent developments that pertain to this project.
Before discussing the latest developments, first some of the earliest examples of optics, and
how understanding the physical phenomena have contributed to the development of (simple)
optical systems. The following account is largely based on the work of Mait [2]. Before Christ,
The Greek Euclid already made observations in his Catoptrics relating to the reflectance of light,
equating the angle of incidence to the angle of reflection. The magnifying properties of crystals
were also recognised in antiquity already.
At the same time, the properties of a so (later) called ‘camera-obscura’ were discovered. The
principle of this device is based on the geometrical properties of light and works as follows: Light
rays carry object information and project an inverted image through a small hole in a screen
separating the object and projection screen. The brightness and sharpness of the projected
image depends on the size of the hole (or aperture) relative to distance to the object. An image
captured using this method is also called a pinhole image. At the time the behaviour was simply
observed with small holes in a wall or ceiling.
One could argue that spectacles were the first optical system, introduced in the middle ages in
Florence. Based on observation, trial and error, and empirical data they were further improved
to increase their effectiveness. Although lenses were known to have magnifying properties, and
refraction had been observed and recorded, it was not until 1621 that Snell correctly derived
the laws of reflection and refraction.In 1670 Newton derived the imaging equation, still one of
the most important equations in geometrical optics (light modelled as rays).
Not much later, Huygens suggested another way to look at light, namely as a wave instead
of rays, but this concept was not immediately widely accepted. At the time, the main area
of improvement was found in refining and upgrading the optical elements in the optical systems: better shaping of glass lenses and increasing knowledge about the (refractive) properties
and deficiencies of glass. By this time, further applications using multiple lenses were already
developed and in use, e.g. microscopes and telescopes. These simple optical systems already
propelled other sciences like the medical and astronomical fields forward.
It took about a hundred years before any new big steps in the field of optics were made,
the first relating to experimenting with the material composition of glass. This in turn allowed
Fraunhofer in 1809 to explain dispersive properties (chromatic and spherical aberrations) of
glass and develop achromats to compensate for these effects. More importantly, in the 19th
century the wave nature of light became scientifically established, by the Maxwell equations,
and proved capable of explaining phenomena like diffraction and polarization. Hence, the field
of physical optics (light as waves) made big strides. A bit later, Abbe introduced the concept
of a diffraction limit to optical systems, which relates the physics of diffraction to a theoretical
limit of resolution for optical systems.
In the 19th century the first instances of optical systems capable of capturing images made
their entry. However, as ground-breaking as this may sound, these inventions were in fact of
1

little relevance in the development of the optics field at the time. Niepce and Daguerre were able
to capture images using heliography and daguerreotype in the early 1800’s but their respective
techniques were quickly made obsolete by the invention of the (wet) collodion process and,
later, gelatin dry plates. Development was quick and in 1888 photography was commercially
popularised by Kodak as they developed a dry gel on film so no photographic plates with toxic
chemicals were needed anymore.
During the twentieth century, the use of lenses and their focal length combined with the
aperture of cameras allowed for steady improvement in image quality and allowed for more
objects to simultaneously be in focus on an image. While the cameras got more sophisticated
over the course of the century, the latest and perhaps most important shift in imaging technology
(especially for the purpose of this project) happened around the 1960’s when digital imaging
was introduced.
The key advantage of digital imaging over the film images was reproducibility, without loss of
quality. Instead of capturing the image by a chemical reaction on the film, the light is captured
by electronic charges when interacting with the sensor interface. The interface is usually defined
in terms of its pixels. The charge in the different pixels depends on the intensity of the incident
light and the exposure time. The charges accumulated during exposure are transferred and
converted to voltages on a pixel-by-pixel basis. These voltages are further amplified, resulting in
the final data. This electronic data can then be stored and read out at any time, hence no loss
in image quality. The two types of image sensors that are currently still used are the Charged
Couple Device (CCD) and the Complementary Metal Oxide Semiconductor (CMOS).
Near the end of the 20th century and the early 21st century, technology advanced rapidly,
especially in the computer sciences. Digital imaging started to thrive over its analogous counterpart, rendering the latter nearly obsolete. The progress of computer algorithms and machine
learning allowed state of the art cameras to capture and create images beyond their hardware
limitations. Not surprisingly, this development is still ongoing. People still want to get sharper
images and capture more of their surroundings in higher quality. Look at the latest smartphones
that advertise their improved camera’s as one of their main selling points year after year. And
while commercial cameras are the most striking example, the improved resolution may be more
significant for scientific and professional use.
In any study or process where observation of a physical event is conducted, improvement in
the field of optics also positively influences these studies and processes. Examples include the
medical sector and astronomy. The medical use of optical elements and systems has led to a
tremendous improvement in the collective knowledge of diseases [3]. Think of X-ray systems,
microscopes and scanning systems. But not only medical science, also many industrial applications benefit from advance in the field of optics by better monitoring of their raw materials,
key processes and manufactured goods through machine vision, which makes automatization of
processes possible [4].

1.2

A brief study on 3D imaging

While our traditional imaging systems are still constantly being improved, imaging may be on
the verge of a new ground-breaking development: Capturing of true three-dimensional (3D)
images. Throughout the history of imaging, the final image would be two-dimensional. This
mainly comes down to the fact that traditional lenses have a single focal plane: one cannot focus
on more than one plane simultaneously. And while this is similar to how our eyes capture images,
2

it also provides an innate disadvantage. To obtain a sharp image of a 3D object, multiple images
are needed, on different depths. And even then, one cannot retrieve any depth information from
a single image, let alone reconstruct an entire three-dimensional setting.
For commercial use the focus is mainly on recognizing depth using multiple camera’s and
lenses and combining images and sensor information to simultaneously focus on an entire scene.
Modern phones, for example, essentially recreate the scene based on what they expect to see by
using their processing power for machine learning algorithms [5–7]. While this is very effective
for leisure use, these techniques cannot be used in research and science, where the emphasis is
on capturing exactly what is happening, without bias.
Significant research to capture 3D and 4D data using different technologies has already been
done. One could categorize them in the following way: light field imaging, (digital) holography,
and lensless imaging. This master project will focus on a technology that falls in the latter
category, but to understand its unique qualities, other technologies are introduced for reference.
Since a diffuser is used in this research, special attention is given to research with a diffusive
optical element, albeit in a different category.
1.2.1

(Digital) holography

The term ‘hologram’ is possibly the most widely known in the context of three-dimensional
images. Holography is based on the wave properties of light. More specifically, it uses diffraction
to reproduce a recording of the light field [8]. Traditionally the holograph is encoded in an
interference pattern and no direct image is captured. The interference pattern is simply encoded
on a photographic medium. To reproduce the recorded scene, one would need to use suitable
illumination of the medium.
Generally, holography employs a light beam that produces coherent light (a laser). This laser
beam is split into two parts. One of the beams is used to illuminate the scene, which leads to
reflection and scattering of the light. Some of this scattered light is captured by the photographic
medium. The light that does not hit the medium is not captured by the hologram and is lost.
At the same time the other (reference) beam is redirected by mirrors to precisely cover the
entirety of the photographic medium. Thus, the two contributions together create the desired
interference pattern. After development the hologram can be viewed by directing another laser
beam at the photographic medium to reconstruct the original scene [9]. An illustration is shown
in figure 1.1. So holography may also be classified under the lensless imaging techniques.

3

Figure 1.1: Schematic overview of how holography works: A coherent light beam passes through
a beam splitter, to obtain the reference beam and the illumination beam that hits the object. The
interference pattern is then either captured on a holographic plate or a digital recorder. Figure
altered from internet [10]
While holography differs greatly from conventional imaging, the exposure time remains critical for the photographic medium to capture the image. Moreover, if the scene, the optical
elements or the recording medium moves only very slightly while capturing the hologram the
entirety of the hologram can become blurred. As such, reconstructing a scene accurately using a
hologram requires precise equipment and sufficient measures to deal with the motion-sensitivity
of the system.
With the rise of digital recording media the last step of the holographic reconstruction can
be circumvented by digitally recovering the captured scene [11], [12]. A lensless image sensor
can capture the interference pattern digitally. Using computational algorithms, the hologram
can be reconstructed numerically. The interference pattern is generally created by either using
off-axis holography or phase shifting holography. The former is based on illumination under
various angles of incidence and records a single off-axis hologram. The latter gives multiple inline holograms. In post-processing, the images are reconstructed by using a Fourier-transform
method [13].
Usually the phase-shifting method is preferred, because the setup is easier to use and allows
a set-up without a reference beam [14]. This allows for a significant reduction in the complexity,
and consequently the cost, of the optical system. However, in-line holography has an inherent
issue of twin images (overlap in object lights). Several papers have already explored techniques
to eliminate this issue [15], [16]. Generally, these methods usually include time division or wave
splitting. Time division means that multiple exposures are required, while the wave splitting
technology require additional (costly) optical elements.
Interestingly, recent research proposed to use a diffuser to reduce the twin image [17]. A
diffusive element was added to the object beam, which allowed recording of a digital hologram
and only diffuse the twin image. As such, the twin image effect could be reduced leading to a
better hologram. While the numerical results showed promise, the experimental results suffered
from additional noise which needs additional investigation. Although promising, the diffusive
optical element will probably not see much use in holographic systems in the near future.

4

1.2.2

Light field imaging

The difference between light field imaging and conventional imaging is that instead of recording
the 2D projection of light rays on a sensor, the light field is described by the distribution of
light rays in free space. The principle upon which light field imaging is based is the so-called
plenoptic function which describes light in a scene as a function of position, angle, wavelength
and time [18]. But since this would require to obtain seven-dimensional data most current
applications focus on the position and angle to capture their images [19].
But first, the full plenoptic function and what it represents: It describes light rays travelling
in any direction, through any point, in three dimensional space. However, the wavelength and
time dependency of the function are generally assumed to be constant to simplify the plenoptic
function. A second common simplification is to assume the light field is measured in free space,
so the radiance remains constant along a straight line [20]. As a result, in light field imaging one
usually parametrizes light rays by intersectional coordinates with two arbitrarily placed planes,
see figure 1.2. Even with these simplifications this still comes down to four coordinates, so
four-dimensional data.
For light field imaging to work, one needs to capture four-dimensional data. There are
several ways to accomplish this: using multiple sensors, time-sequential capturing of images or
multiplexed imaging. The usage of multiple sensors works as follows. Usually sensors can only
measure information from two dimensions. The entire light field is then captured by placing
multiple sensors at different viewpoints. As such, one can recreate a 4D light field by combining
the spatial information obtained by the different sensors, with angular information due to their
different viewpoints.

Figure 1.2: Definition of a light field L(u,v,s,t) where the light ray is represented by its intersectional coordinates with arbitrarily placed planes (in this case parallel). The field is a 4D
representation where L is the irradiance of the light.
The second method only uses a single sensor but needs to capture multiple samples of the
light field. Here the two angular dimensions are resolved by moving the sensor and capture
images from different viewpoints. For this approach to work, the different viewpoints need to
be known. As such getting different viewpoints is usually done by moving optical elements
around the image sensor to avoid problems. The obvious advantage of the system is that it only
requires one image sensor, thus reducing the cost. However, when the object moves during the
subsequent exposures this type of light field imaging is not usable.
The final method is called multiplexing and is already commercially available. The approach
5

is to use an array of two-dimensional slices of the light field. Usually this is done by placing an
array of small lenses before the imaging sensor. As such each of the lenses essentially has its
own perspective on the object, and since the amount of lenses and their locations are known,
one can obtain spatial as well as angular information. Another way to use the multiplexing
method which works similarly is frequency multiplexing. Instead of using 2D slices the light
field is encoded into multiple frequency bands [21, 22].
Spatial multiplexing is the method used most in the field of light field imaging [19]. The
main advantage over the other two methods is that it allows to capture an image in a single
exposure. Interestingly, this also allows to refocus after an image has been captured, albeit at
the expense of spatial resolution. As a result, much research in light field imaging has been
about so-called super-resolution in different dimensions by making estimations for the other
dimensions. Generally, light field imaging benefits heavily from a priori having an accurate
estimate of the scene. Using diffusers as optical elements has proven effective to characterize
four-dimensional light fields into two-dimensional images [22], [23].
Due to the nature of light field imaging this technology requires its hardware and software to
obtain higher-dimensional data from a scene as opposed to conventional imaging. Consequently,
an inherent trade-off is involved as the extra dimensions mean that the resolution must be
shared: the resolution is lower for individual dimensions. Besides the resolution trade-off, the
extra dimensions also introduce extra complexity in the algorithms and computations.
1.2.3

Lensless imaging

Lensless imaging has been advertised as a technology that may prove to be superior to conventional lens-based imaging systems. Early lensless imaging examples are the camera obscura and
pinhole images. The technology really took off with the introduction of digital photography.
Nowadays, the difficulty of the system is not in the manufacturing of specialist hardware (e.g.
lenses or masks), but in the computational post-processing [24]. Because of that, lensless systems already have a big advantage over lens-based systems as the upfront cost is much lower.
Moreover, there is an added possibility for wavelength scaling (beyond the visual spectrum) and
3D imaging. Instead of lenses, different optical elements can be added ranging from nothing
(shadow imaging) to attenuation masks [25] and diffraction elements [26], [1]. The common
factor of lensless imaging systems is that the image sensor does not capture an image directly,
but computational algorithms are required to recover the original scene or object. As mentioned
before, holography can also be considered an example of lensless imaging. However, due to its
specific setup, it is generally treated as a separate category.
The quality of these lensless imaging systems does not solely rely on the hardware to capture
good images. The accuracy and notably speed of the algorithms to reconstruct the images is
very important. A system with higher resolution on the image sensor will still be able to capture
higher resolution images. Figure 1.3 shows a schematic overview of lensless systems. Depending
on the optical elements used instead of lenses the light falling on the sensor is manipulated
differently, and the algorithms reconstructing the image need to account for this accordingly.
Sometimes this allows for refocusing after an image has been taken. When the optical elements
also collect depth information of the original scene, the algorithms can reconstruct 3D images.

6

Figure 1.3: A schematic for lensless imaging, altered from Biscarrat et al. [27]. The object scene
is mapped onto the sensor using attenuation masks or diffraction elements. The resulting sensor
reading will not give a clear image, but rather a light pattern. Using knowledge of the element
in front of the sensor, algorithms reconstruct the original scene.
Essentially, the lensless optical systems use coded apertures so that each light source in the
object scene will give a unique pattern on the image sensor. Thus, the intensity and location of
the individual light sources are retraceable from the sensor data. This technology has been used
in X-ray imaging for a longer time, since the wavelengths involved were not properly manageable
by existing lenses [24]. Now the use of these masks also finds its way to the visible spectral range.
The FlatCam, for example, uses a coded binary mask [25]. The amplitude mask has transparent and opaque features, so light is either transmitted or blocked accordingly. As a result,
each pixel on the image sensor records a linear combination of light from the object scene. Because the pattern observed on the image sensor for a given mask design depends only on the
object scene, computational algorithms can solve the inverse problem to reconstruct the image.
The FlatCam is able to computationally change its focus to different depths. To do so, the
FlatCam needs to be calibrated at different depths. Using this calibration scheme, the lensless
system can simultaneously focus on objects with different spatial coordinates.
Notably, the DiffuserCam [1] provides another simple, yet effective, proof-of-concept of capturing 3D images single shot. By only using a diffuser as an optical element in front of the
imaging sensor. Antipa et al. developed a computational algorithm based on compressed sensing to essentially obtain more 3D data then they would have 2D storage (pixels) on their imaging
chip. The study revolves around shifted caustic patterns due to the diffuser. It shows that by
a relatively simple calibration 3D images can be reconstructed as long as the object remains in
the volumetric field of view.
1.2.4

A short overview

When comparing the different systems, it becomes apparent that conventional photography is
uncapable of capturing three dimensions simultaneously, hence the other three methods. And
whereas holography and light field imaging have been extensively researched the area of lensless
imaging is still relatively unknown. The differences between all the aforementioned categories
are summarized in figure 1.1.
Moreover, looking at the possibilities of lensless imaging compared to the other methods it
may ultimately prove superior as a 3D image capturing technique. The inherent advantage over
holography is that it does not need a coherent light source, and compared to the multiplexed
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light field systems, the proposed lensless systems are much simpler and cheaper. It is important
to note, however, that computational time for lensless systems may become their Achilles’ heel.

Table 1.1: Overview of the differences between the imaging techniques explained in the literature
study. The parameters to compare the different techniques are all considered positive to have in
an optical system. Any specific remarks are highlighted in the last column.
The discussed methods and individual solutions are all interesting research topics. Researchers in optics are actively pursuing better performance in each of the technologies. However, the relative simplicity of the optical system with the possibility of good 3D reconstruction
makes lensless imaging a good candidate to become superior to the alternatives. However, the
technique is relatively new, especially when combined with a diffuser. More research is required
to know how a system will respond when faced with specific problems. Therefore, this project
will build on the findings and data provided by the DiffuserCam. To get a better understanding,
the principles are worked out a little more extensively:

1.3

The DiffuserCam

The DiffuserCam can be designed by using simple and cheap parts. A building guide suggests a
proof-of-concept with some scotch tape as diffuser [27]. The setup is well illustrated by figure 1.3.
To recreate a DiffuserCam one could use a plain imaging sensor with any diffuser (e.g. the scotch
tape) to capture a scene. After choosing a diffuser, one needs to determine its corresponding
focal plane (also called: caustic plane). The right focal plane is required to reconstruct sharp
images. The focal plane can be found experimentally.
As with most lensless systems, the ingenuity of the design is not so much in the hardware
of the system but more so in the computational algorithms used to reconstruct the image. The
caustic pattern obtained through the diffuser, defined as the light streaks in figure 1.4, play an
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important role: These caustics shift with the location of the source point in three dimensional
space. As a result, the caustics essentially encode 3D information in a 2D sensor reading.

Figure 1.4: An example of a caustic pattern obtained when putting a point source in front of
the DiffuserCam. The pattern observed, actually is a so-called point spread function (system
response) for the system. Any scene put in front of the DiffuserCam is assumed to be a linear
combination of this image according to Antipa et al. [1].
To make a depth estimation the DiffuserCam needs to calibrated for every depth. By putting
a single point light source in front of the optical system, caustic patterns are distinguishable.
These patterns are called Point Spread Functions (PSF’s). More generally: A point spread
function is the system response to a single light point. So the PSF is characteristic for your
imaging system. Figure 1.4 thus shows an illustration of a PSF for the DiffuserCam. Antipa
et al. [1] make the assumption that every point in the field of view can be modelled as a linear
combination of these point spread functions.
To reconstruct 3D scenes from 2D sensor readings, one would generally need a system matrix:
a matrix that maps every point in space to the sensor reading, but that requires a tremendous
amount of data and time. Therefore the DiffuserCam uses forward convolution to reduce complexity. The convolution model allows to describe the system matrix as a linear operator. The
operator is defined as a function of the number of calibration images captured (making one
image theoretically enough to describe the system matrix). This not only simplifies obtaining
the system matrix, but also justifies the compressed sensing assumption.
Solving for every point in three dimensional space still takes a lot of computational time.
Moreover, the solution will be under-determined due to the switch from 2D to 3D: Several 3D
reconstructions can be reconstructed using the 2D sensor reading. Antipa et al. [1] circumvent
this by using a sparsity approximation. Sparsity is valid when the object scene is mostly empty
in a specific area of the 3D volume. Using this principle, images can be reconstructed in a
compressed and effective manner, converging to the right solution. This is called compressed
sensing and is used frequently in lensless based systems.
In order to reconstruct the initial scene an optimization problem needs to be solved. A
method is proposed to cut down on the size of this optimization problem. The alternating
direction method of multipliers. The implementation is available for use in Matlab, which will
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be used in this project to explore the properties of the DiffuserCam using a self-constructed
setup.

1.4

Problem definition and research question

The proof-of-concept presented by Antipa et al. [1] is promising, but due to the novelty of the
proposed system not much is known about how different parameters affect the quality of the
image taken. It is likely that there are trade-offs between the spatial dimension and the in-plane
resolution. Additionally, it is currently unknown what the maximum depth of field is, for a given
diffuser/sensor combination. While the initial tests have been conducted on continuous scenes,
the high complexity of these scenes may negatively influence the accuracy and resolution of the
system.
Capturing these continuous scenes may be very useful for eventual commercial use, but the
proposed technology is expected to be better suited to image disjunct point sources. Due to the
sparsity of these samples. In science and industry, particle-laden flows are often used, but can
be difficult to study due to their random nature. Focusing after taking the image and obtaining
three-dimensional data from the images would be very useful. However, in order to determine
the possibilities of the DiffuserCam as a solution, more information on the system performance
needs to be obtained.
This results in a three-fold research topic. Firstly, the DiffuserCam needs to be set up and
calibrated, possibly using the available data. Secondly, an experimental study will be carried
out to find and map the parameters that affect the resolution of the simple system, in order to
retrieve the spatial data, as well as sharp images of disjunct point sources from the DiffuserCam.
Finally, the research questions become:
Which parameters affect the reconstruction of 3dimensional scenes using the
ADMM algorithm? And what is quantitatively the resolution in three dimensional
space for a given diffuser/sensor combination and how does this change with distance to the imaging system?
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2

Theory

2.1

The mathematical model

Before moving on to the experiments, the algorithm provided by Biscarrat et al. [24], required to
obtain reconstructed images in the first place, will be discussed. While the aim of this project is
to experimentally explore the operation and limits of the DiffuserCam it is important to have a
solid understanding of the associated mathematical model, its assumptions and its methodology.
First, lets define the word ‘model’ in this context: It is the entire back-end that processes the
raw sensor reading into the reconstruction of the object scene. To better understand the model
it is split up in two parts according to standards in computational imaging: the forward model
(physical representation) and the inverse problem (reconstruction). The physical representation
describes how the object scene is captured on the sensor. It essentially tells what to expect on
the sensor given a certain object in space.
f (v) = b

(2.1)

Or the same in terms of the images in my research:

Figure 2.1: A graphic representation of equation 2.1. This figure represents how the object scene,
a centered point source, will be captured on the imaging sensor. By inverting the equation one
would see the reconstruction by the algorithm
Note that f is the forward model and b is the sensor reading. However, while in a controlled
setting one may know the object and its location, usually the (reconstructed) images is required
to provide the specifics. Especially when planning to use it on particle-laden flows. In that
case the sensor reading needs to be translated to what was in the scene, at a specific point in
time. Using the forward model, one ideally would inverse the problem, but the invertibility of
the forward model is not guaranteed (more often it is not), which brings additional difficulties.
Especially when trying to reconstruct a 3D scene from 2D data: the problem will be underdetermined. Therefore the inverse problem is solved using optimization techniques with priors,
but in its simplest form the reconstruction aims to solve:
f −1 (b) = v
2.1.1

(2.2)

The forward model or physical representation

The function f is everything that happens to the light rays are as they travel from the scene to
the sensor. In the DiffuserCam this comes down to f essentially mapping how the light rays are
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refracted by the diffuser and whether or not they hit the sensor plane. To construct the forward
model using a diffuser, two approximations for the system (diffuser plus sensor) are vital to
constructing a simple forward model:
Shift Invariance: A lateral shift of the point source will give a lateral translation of
the sensor reading. So when the point source is moved to the right, the sensor reading will
show a proportional translation of the pattern to the left. So a lateral translation of the
point source by (∆x, ∆y) will lead to a lateral shift of the caustic pattern on the sensor by
(∆x0 , ∆y 0 ) = (m∆x, m∆y). Note the introduction of m, which is the paraxial magnification:
when the point source is moved closer, the caustic pattern is assumed to magnify.
Linearity: A scaling in intensity of the point source also corresponds to a scaling in the
intensity of the sensor reading. Moreover, when there are two point sources in the scene the
sensor reading will show the sum of both individual components. Physically this means that
the sensor should be linear (which the raspberry pi is) and the light sources used should be
incoherent.
Combining the two approximations, the DiffuserCam system is assumed to be linear shiftinvariant. So all scenes can now be represented as a sum of point sources with varying intensity
and position. As such the expression for f (v) can be equated to the 2D-convolution of the actual
scene with the point spread function of a single point h:
f (v) = v ∗ h

(2.3)

While the above equation actually describes the entire forward model already (note the
single point calibration possibility), for numerical purposes the above expression is rewritten to
a matrix-vector multiplication, which is completely identical. The images, which are essentially
mxn matrices of intensity values, are vectorized to an mn-length vector by stacking all columns
on top of each other. The reconstruction v is rewritten into vector form v to allow for this
notation. Now the convolution can be represented as a 2D matrix M:
f (v) = v ∗ h ⇔ Mv

(2.4)

Note that until now, the fact that some of the light rays from the scene do not hit the sensor,
was ignored. One can imagine that missing light rays on the sensor will immediately result in
an incomplete reconstruction. While the output of the DiffuserCam system is a convolution of
the entire scene with the system’s PSF, not everything is recorded on the sensor. The sensor
reading is thus a cropped version of the convolution:
b = crop(h ∗ v) ⇔ CMv

(2.5)

Where C is again a matrix representation of an operator: the cropping. So under the linear
shift invariance assumption and with no occlusions in the object scene the sensor reading would
be according to the expression in 2.5. This can be written shorter by defining CM as H:
b = Hv
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(2.6)

Another important effect of the linear shift invariance assumption is that the matrix H does
not necessarily need to be instantiated explicitly, but can be computed as linear operator. So
a single point spread function h could theoretically be used to define the entire system matrix
H. To do so, the paraxial approximation needs to hold for the entirety of the mapped domain.
While this can be done, experimental results show that a better depth decomposition is made
when the convolution is done with PSF’s of each specific depth in the domain. So instead of
computing H as linear operator from one depth, this is done for multiple depths separately.
2.1.2

The reconstruction or inverse problem

In order to reconstruct the image, the inverse problem of equation 2.6 has to be solved. Due to the
complexity of the problem this cannot be done analytically and instead must be done numerically.
However, f (v) is generally not even invertible at all, because of the loss of information in the
cropping operation: C is not an invertible matrix. Moreover, convolving with a fixed function
may not always be invertible either, so H is not always invertible. So to be able to solve the
inverse problem altogether it is formulated as an optimization problem:
1
v∗ = argmin ||Hv − b||22
2
v

(2.7)

For the optimization problem it does not matter whether H is convolutional. What the
above-mentioned formula states is that reconstruction v∗ approaches the original scene v, when
the difference between Hv and b is minimized. Thus, the better the optimization, the better
the original scene is reconstructed from the sensor reading. From the above expression it also
becomes clear that the system matrix H will be very large and scale with the size of the sensor.
Take for example the sensor of the raspberry pi camera: 2646 x 3280 pixels. That would mean
nearly 107 rows already, and depending on the size of the reconstruction grid, at least the same
amount of columns. Note that giving v the same dimension as b would be optimizing for a 2D
reconstruction. As such, the total amount of entries in H would be in the order of 1013 to 1014 ,
which is impractical to ever load into computer memory.
Since the objective is not only obtaining a 2D reconstruction of the scene, but also recovering
3D data, v may have more voxels (3D equivalent of pixels) than there are pixels on the sensor.
Consequently the system matrix H would have more columns than rows and the problem would
be underdetermined. So Antipa et al. [1] use compressed sensing techniques to remedy this.
There are two prerequisites to use compressed sensing: sparsity and incoherence. The sparsity
assumption is valid in a 3D domain of disjunct point sources. The incoherence of the caustic
patterns is shown by Antipa et al. [1]. The sparsity is introduced as a prior in equation 2.7
resulting in:
1
v∗ = argmin ||Hv − b||22 + τ ||Ψv||1
2
v>0

(2.8)

In equation 2.8, Ψ maps v into a sparse domain. The factor τ is a tuning parameter to tune
the degree of sparsity. When applying the sparsity prior to measurements with single points in
a large domain the Ψ operator is the unity-matrix. H is also called the forward operator and Ψ
the regularizer. While the inverse problem can be solved using projected gradient techniques its
sheer size will make it extremely slow. Antipa et al. [1] suggest to use the alternating direction
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of multipliers method (ADMM) to leverage the specific structure of this problem, which is also
used in this project.
To do so Antipa et al. use the fact that Ψ can be written as a circular convolution and H can
be factored in a diagonal component D and a 3D convolution matrix Y so that H = DY [28].
One advantage of rewriting H is that now both the forward operator (its factored terms) and
the regularizer can be computed in 3D Fourier space (using the convolution theorem). The
ADMM is not worked out extensively here, only its essence in relation to this project is shown
below. The expression is rewritten using variable splitting to obtain the constrained counterpart
of equation 2.9:
1
v∗ = argmin ||b − Dv||22 + τ ||u||k1 where v = Mv, u = Ψv, w = v
w>0,u,v 2

(2.9)

Which is solved by forming a so-called augmented Lagrangian. How this is done exactly
for this case is shown in the supplementary material by Antipa et al. [28]. The Lagrangian
introduces three new dual variables: ζ, η, and ρ. And the Lagrangian dual approach is to solve
the optimization problem, where L is the Lagrangian:
maximize min L([u, v, w, v], [ζ, η, ρ])
ζ,η,ρ

u,v,w,v

(2.10)

The general equation is posed here to illustrate what the ADMM methods aims to do:
minimize the primal variables separately (allowing for much faster computation) and maximize
the dual variables. Hence, the ‘alternating direction’ name. Since only the the minimum primal
variables can be estimated, the algorithm updates these every iteration before solving for the
maximum values of the dual variables. By using both the primal and dual variables the ADMM
will generally convert to the optimal point where the reconstructed image v∗ = v.

2.2

Image analysis

In the remainder of the report some specific tools will be used to analyse the sensor readings
and reconstructed images. Therefore the non-trivial operation of cross-, and closely related,
autocorrelation are highlighted. To read out these correlations it is important to know what
exactly is displayed. A cross-correlation in relation to image analysis is simply put: moving an
image (moving image) over another image (original) and tracking to which extent the moving
image is the same as the original. Note that the moving image and the original can be of
different sizes. The distinction between ‘moving image’ and ‘original’ is made to allow for easier
indication in the following paragraphs. An autocorrelation is the analysis when the moving
image and original are actually the same image.
When the moving image and original are identical it is expected to see the highest (auto)correlation
happening when the moving image and original are exactly on top of each other. As the moving
image has not moved with respect to the original. Moving on to why autocorrelation is such a
useful tool in for example calibration: the sharper the image, the sharper the autocorrelation
peak is expected to be. Moving the image over the original will immediately result in a sharp
decrease in the match between the two, whereas for an image that is more vague, the decrease
is much smoother, and as a result the expected peak in the autocorrelation is broader. This can
be explained by how the autocorrelation is expressed for images:

14

In an autocorrelation the values of the two pixels on top of each other are multiplied. After
this is done all these values are summed and the highest correlation will occur when this sum
has the highest value. Note that grayscale images are saved as a grid of so-called uint8 values,
ranging from 0 (black) to 255 (white). So when a white line (uint8 value: 255) lies on a white
line (both high values) the single pixel multiplications will give very high values and contribute
a lot to the autocorrelation. So when an image has more vague lines, the moving image may
not be on the center of the white line but rather one shade darker the pixel multiplications will
still give fairly high values. Whereas in a sharp image the white line is followed by black (uint8
value: 0) the pixel multiplication will be zero and thus not contribute to the autocorrelation
and peak will appear much sharper.
To further explore the correlations figures 2.2, 2.3, and 2.4 show autocorrelations for illustrative cases. The examples are based on scripts provided by dr. Tess Homan, specifically designed
for this project. Note that the center image is a 2D representation of the autocorrelation while
the images on the right show a cross-section of these correlation figures. In figure 2.2 the correlation is displayed for a uniform image. Note that the autocorrelation shows a peak that linearly
declines towards the edge of the image.

Figure 2.2: The autocorrelation (middle) for a uniform white image (left). The correlation is
usually represented in a graph (right) where the displayed correlation is a cross-section of the
2D correlation, through the maximum, in either x or y direction (dotted lines). For a uniform
image the decline in correlation is linear towards the edges, as expected.
Figure 2.3 shows the autocorrelation for a white cross on a black background, and it can be
observed that the autocorrelation shows a much stronger peak in the center. That is because
moving the image one pixel already causes a mismatch. However, when inverting this image
to consist of only a black cross on a white background, the observed autocorrelation is not the
same. From the simple explanation one may expect the same result.
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Figure 2.3: The autocorrelations for a white cross on a black background and a black cross on
a white background. When having a predominantly black image the correlation shows a strong
peak as the black-white multiplications, when slightly moving the image over itself, contribute
zero. The middle images show that for a white-dominated image the autocorrelation will not
have a sharp peak because the white-white multiplication in the periphery dominate. A meansubstraction (lower figures) will counteract this effect to a certain extent and is general practice
to obtain better autocorrelation altogether.
This again can be explained by the mathematical expression for the cross correlation: the
element-by-element product for every off-set of the moving image relative to the original. Since
the cross images are essentially 2D matrices with values of 0 (black) to 255 (white), the effect
of the white values in these products is much bigger than the black ones. And for a black cross
on a white background, moving the image around will still yield a lot of white multiplications,
so the peak will not be as sharp. To counteract this effect it is common practice to subtract the
mean from the black and white image to obtain a somewhat more even number of positive and
negative values.
Now the correlation is much better able to detect the overlap between the images but as
a side effect of subtracting the mean, negative values are introduced in the image. This is
illustrated in figure 2.3 and when comparing the bottom row to to the white cross correlation,
one observes that the autocorrelation profiles show great similarity. With the caveat of the
negative elements due to the mean operation.
The images in figure 2.4 will resemble the images taken with a DiffuserCam more than the
previous images. Thin lines are introduced (which are also desired when having the sensor on
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the focal plane in the calibration) but with extreme alignment in horizontal direction. The
middle example in figure 2.4 should resemble the obtained caustic patterns the best: random
orientation of thin lines. Compare for example to figure 1.4.

Figure 2.4: The autocorrelations for lines on a black background. These images are designed to
resemble the caustic patterns in the sensor readings, for example figure 1.4. A clear orientation of
lines in the original image will also result in a clear peak orientation in the resulting correlations.
The sharper the lines, as illustrated by the middle and bottom images, the sharper the correlation
peak.
From the autocorrelation figures it is clear that a clear alignment in one direction also leads
to a broader peak in the correlation in that direction. The blue line shows a much broader
correlation peak, which is in the horizontal direction. This is as expected and shows why
correlation also is also widely used as a form of pattern recognition. Now for the randomly
oriented lines the autocorrelation will resemble the intended outcome for our situation. For
thicker lines the correlation is less sharp, and the extra white-white multiplications also cause
the total value of the correlation to be higher.
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3

Materials and methods

3.1

The DiffuserCam setup

For the purpose of this research the DiffuserCam is built according to the instructions in [27].
The system consists of three main elements: the image sensor, the diffuser and the aperture.
The setup includes the scene to be modelled. A sideview and topview of the complete setup is
shown in figures 3.1 and 3.2.

Figure 3.1: Sideview of the entire setup. On
the left the diffuser plus the sensor, which
are connected to the raspberry pi module.
The micrometerstage in the bottom left is
connected to the sensor using the rod structure. This allows for precise adjusting of
the sensor distance. On the right, the point
light source is connected to a tunable voltage source, so the light intensity that hits
the sensor can be controlled.

Figure 3.2: Topview of the entire setup. On
the left the diffuser plus the sensor, connected to the raspberry pi. The distance between the sensor and the diffuser can be adjusted by a micrometer stage (two poles on
the left). The object distance is measured
using the measuring tape. The point light
source, on the right, is mounted on a sliding stage so the distance between the object
and image system can easily be adjusted

A schematic of the setup is shown in figure 3.3. The point light source is placed at a certain
distance to the system, which includes the aperture, diffuser and sensor. A key aspect in the
setup is the variable distance between the diffuser and the sensor. This is useful to switch the
different diffusers, as they have different focal planes at which the caustics have their highest
sharpness . But during the experiments similar behavior to lenses (different imaging distances)
was observed when placing the light sources very close to the system. This will be elaborated
further in the calibration section. The sensor distance is modified using a micrometre stage and
the object distance using a slider system.
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Figure 3.3: A schematic of the full setup as displayed in 3.1. The Object distance and Sensor
distance are as defined in the schematic. In reality the sensor distance is covered by opaque
material to prevent stray light interfering with the measurements.
The sensor module is mounted using several rods to a micrometer stage. The entire structure
is shown in figure 3.4. The different rods allow for height adjustment and ensure proper fit
behind the diffuser-aperture combination. The Micrometer stage allows for precise control of
the distance from the sensor to the diffuser. The object distance is controlled using an slider
system with a measuring tape.

Figure 3.4: Side-view of the rod structure
(left) to hold the sensor behind the diffusermount. The rods are mounted on a micrometer stage so the sensor attached to the
hanging rod (top middle) can be moved towards the diffuser, which is mounted on the
middle post (bottom middle). This post is
fixed to the table. The point light source is
mounted on the rightmost post and can be
moved using the slider below.

Figure 3.5: Zoomed in on the diffuser
mount, one can see in the middle that the
sensor (attached to the hanging rod) can be
placed very close to the diffuser. The arrow highlights the 1 mm limitation, due to
the optical holder for the diffuser. So the
sensor can be placed as close as 1 mm from
the diffuser. On the right, the point light
source, placed very close the imaging system, again.

The different diffusers are mounted in a lens holder which holds the diffuser down by a pin so
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they are well attached but can be switched fairly quickly, as long as the aperture is not present.
See figure 3.5 for a detailed view of the diffuser mount. The distance shown in figure 3.5 is the
reason that the sensor cannot be put directly on top of the diffuser. The diffuser thickness is 2.6
mm while the optical holder has a thickness of 1 mm. Since the sensor plate is placed against
the optical holder it is not possible to place the sensor closer than 1 mm from the diffuser. The
aperture is placed in front of the diffuser.
The entire setup is placed in the Gemini LaserLab which allows the setup to be operated in
darkness. This is important as stray light can corrupt the measurements. To avoid stray light
or reflections, the sensor-diffuser combination is also wrapped in opaque tape, to ensure all light
that hits the sensor comes through the diffuser. To start doing experiments on resolution, the
calibration of the entire setup is paramount. This calibration can then be used to determine the
right sensor distance for the experiments.
3.1.1

The sensor

The image sensor used is the Raspberry Pi Camera Module V2 with a size of 3.68 x 2.76 mm
(4.6 mm diagonal), and sensor resolution of 3280 x 2464 pixels. The lens and lens holder are
removed so that only the bare sensor remains. The stripped Camera Module is mounted on a
small block using scotch tape for additional robustness while allowing easy removal in case of
dust or other corruptions on the sensor. The mounted sensor is displayed in figure 3.6.

Figure 3.6: Front view of the sensor
mounted behind the diffuser diffuser. The
green plate behind the sensor is attached to
the rod structure, seen in figure 3.4. The
sensor horizontally centered behind the diffuser, and is vertically aligned just above
the center. This is due to the how the two
mounts (sensor and diffuser) are interacting.

Figure 3.7: Front view of the point light
source. The wires connect to a tunable voltage source. The point light source is aligned
to be exactly in front of the sensor, for most
of the experiments. The point light source
is created by placing a pinhole in front of a
white LED, wrapped in opaque tape to prevent light leakage.
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3.1.2

The diffusers

The DiffuserCam uses a diffuser as its main optical element. Lensless imaging can be done using
various elements, but the properties of the diffuser make it interesting for this project. First off,
the diffuser scatters light in a pseudo-random pattern: that means that the light is scattered
seemingly random (patternless), but though a completely deterministic and repeatable process.
These pseudo-random patterns are important for the inchorence requirement on compressed
sensing. The incoherence of shifted patterns, when moving the point source, is shown in the
work of Antipa et al. [28].
Moving on to what is exactly captured by the sensor: a seemingly random collection of
light lines on a darker background, much similar to what is observed on the bottom of a pool
in the summer. In the pool example the wrinkled water surface serves as diffuser, due to its
refraction index and relative motion. In our project these diffraction patterns are due to the
use of a dedicated diffuser plate. Contrary to lenses which focus the incident light the diffuser
only redirects the incident light according to its surface structure. The original information
(light intensity values) in the scene is merely redistributed and more importantly, no depth
information is lost due to this redistribution. The observed light structures are called caustics
and are unique to the diffuser.
Two different diffusers are used in this project, while a third will appear here as a comparison:
A simple piece of double-sided scotch tape. In the experiments the 0.5◦ diffuser and 1.0◦ diffuser
are used. The diffusers used are holographic diffusers manufactured by Edmund optics made
from polycarbonate [29]. In figure 3.5, a sideview of the mounted diffuser: They have a plastic
circumference that has a certain thickness, measured to be (2.60 mm, total thickness according
to their specifications [29]).
A 0.5◦ diffuser means that the average angle that a light ray bends by the diffuser is 0.5
degrees. The holographic diffusers by Edmund optics are designed so that when a collimated
beam hits the diffuser, the refraction remains between -0.5◦ and 0.5 ◦ [29]. However, in this
project incoherent light is used, so the scattering properties are different: the different degrees
of the diffusers result in more (or less) dense caustic patterns.
Figure 3.8 shows the caustic patterns on the sensor from the different diffusers. The abovementioned statement about the unique caustics per diffuser are well illustrated. One can see
that a small change in the average reflection angle has a great impact on the observed caustic
pattern. Moreover, the differences in caustics between the diffusers also mean different properties
for the DiffuserCam. A higher degree diffuser has more concentrated caustics, and a shorter
focal distance (distance to focal plane). Depending on the object distance the sensor needs to
be placed at this focal plane. While this is a result observed in the experiments, it will be posed
here as prior knowledge since similar research had already been done in a previous study by
Biscarrat et al. [27].
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Figure 3.8: Raw experimental images when using different diffusers in front of the sensor. On
the left the caustic pattern for a piece of scotch tape, which shows great variation in caustic
density from left to right already. On the right of this image the thinnest lines are observed.
In the middle image, the caustic pattern for the 0.5◦ diffuser, it is the least dense of the three
diffusers. The right image shows the caustics for a 1◦ diffuser, its density is significantly higher
than the 0.5◦ caustics.
Biscarrat et al. observe for a shorter focal distance also less magnification, so the object
should be placed closer compared to a lower degree diffuser. The focal plane of a diffuser is
very important in the DiffuserCam setup and will be discussed extensively in the Calibration
section 4.1.1. Notice that the caustic pattern of the tape seems to have some sharper (thinner)
lines than the manufactured diffusers. This behavior is observed because the tape supposedly
has smaller features. However, the tape also shows significant difference between sections, so to
analyze results using scotch tape it would be very hard to attribute anything to it caustics. On
top of that, its stickiness on both makes it very difficult to prevent contaminations, so only the
holographic diffusers are used for further experiments.
3.1.3

The aperture

The aperture for the system varies during experiments. The aperture is used to control the
amount of light that hits the sensor, and to limit the illuminated area on the sensor. Figure
3.9 shows the latter very clearly: the caustic pattern is surrounded by non-illuminated pixels.
Since the limits and robustness of the algorithm are tested, some experiments do not include
an aperture in front of the diffuser. This allows the full sensor size to be used to capture the
caustic patterns. In the experiments section the difference in the reconstruction of the scene is
compared with and without aperture. Differently shaped apertures are also explored: Round
apertures are created using diaphragms and square or rectangular apertures are created using
a frame covered by opaque tape.
An important note to using an aperture is the very small sensor size, which means the
aperture should be even smaller to keep the entirety of the caustic pattern within the sensor
size when placing the object very close. And because the aperture is so small it limits the
field of view to only a couple of cm around the center axis. Figure 3.9 shows how the different
apertures affect the sensor reading. When an aperture is used in the experiments section, this
is highlighted.
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Figure 3.9: The resulting patterns on the sensor when using different apertures. The square
aperture is created by using a frame covered in opaque tape and the round aperture is created
using a diaphragm. Image contrast enhanced for visibility.
3.1.4

The object scene

Since the project is focused on exploring the usefulness of using a diffuser as optical element to
explore a sparse domain with only a few points of interest the object scene will be kept simple to
represent this sparsity. For the most part this will mean usage of a single point source, varying
in depth and position to monitor the system response and computational reconstruction. A
close up of such a point source is given in figure 3.7.
Key aspect is to tune the brightness of the point source used for this measurements. Ideally,
it should use the full dynamic range of the sensor. To this end, the LED’s are powered by a
tunable voltage source. The study endeavours to use the maximum brightness the image sensor
can handle while not overexposing. Overexposing is the state in which the intensity of the
light that hits any pixel of the sensor is above its maximum threshold, possibly resulting in
unexpected values in the sensor reading (corrupting the measurement).

3.2

Recording protocols

All the experiments are conducted using the same routine. First, the experimental goals need
to be set to know in which range of distances the measurement will be conducted. Once the
range of distances is known, a set of point spread functions needs to be measured. To reiterate:
A point spread function is the system response to a single light point (in this case at a certain
depth). Because of the shift-invariance assumptions these point spread functions essentially map
the 3D scene to the 2D sensor reading (revisit chapter 2 for a more in-depth explanation).
Start by making sure the right diffuser and the right sensor distance are set. The sensor
distance is set by adjusting the micrometer stage after placing the diffuser in the mount. Then,
the point light source is aligned to the center of the sensor (indicated by a piece of tape on the
mount). A quick test to ensure this is done correctly, is by moving the light source axially over
the slider system, while checking the preview using a high frame rate. The previewed caustic
pattern should not shift too much to either left/right or up/down (a slight shift is unfortunately
nearly unpreventable due to the small sensor size).
Now set the point light source at the required distance for the measurement and construct the
PSF stack by taking images at the required intervals. Note that the intervals inherently influence
the maximally attainable depth resolution due to the nature of the reconstruction algorithm.
Check for each distance that the PSF is not overexposed by checking the image histograms. To
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ensure no overexposure happens, the voltage over the light source needs to be tuned increasingly
as one takes PSF’s closer to the imaging system. Consequently, the intensity of the PSF’s will
change at the respective distances where the voltage was tuned. These intensity changes will
affect the reconstruction and need to be dealt with. Using a normalization operation is generally
enough, see chapter 4.2.1 for the verification.
The desired experiment can now be conducted, by creating the desired object scene. When
using point sources, make sure they are all in the field of view of the imaging system. This is
easily checked when using an aperture, but cannot be checked by the sensor reading without
one. Also make sure the illumination is sufficient, as the reconstruction cannot be done if the
sensor does not capture the caustics from the scene. Try to use the full dynamic range of the
sensor by checking the histogram of the sensor reading.
When changing either the diffuser or the sensor distance for a new experiment, a corresponding PSF stack will need to be made (again). Since the diffuser is mounted by hand, it is virtually
impossible to place it back, to have the exact same PSF’s as before. Therefore, it is advisable
to conduct all desired measurements with a certain system setup, before moving on to the next.

3.3
3.3.1

Capturing and post-processing of images (or stacks)
Using the dynamic range of the sensor

In order to do a proper measurement, it is desirable to capture the highest contrast possible
in every sensor reading. This will allow for easier detection of caustic patterns and allows for
easier comparison between images and better reconstruction altogether. According to Oxford
Languages [30], contrast is defined as: ”the degree of difference between tones in a television
picture, photograph, or other image.”. Moreover, the sharpness of an image can be harder to
observe, when the intensities (different tones) are low. To prevent this, every image should have
the highest possible intensity values on the sensor for all sensor distances.
A larger distance between the sensor and diffuser, inherently means a larger distance between
the sensor and the light source as well. When changing the sensor distance this can cause a
decline in intensity values on the sensor (light is simply further away). By altering either the
shutter speed or LED brightness, the sensor reading can still use the full dynamic range of the
sensor. This also applies to putting the point light source further from the imaging system.
In order to analyze the intensity of the sensor readings, the obtained data is binned into a
histogram over the individual pixel values. Since the readings are saved in a grayscale, uint8
format (unsigned integer number stored with 8bit), the histogram shows 255 bins. This corresponds to the pixel values that can be obtained in this image format. The histogram with its
corresponding sensor reading is shown in figures 3.10 and 3.11. There is a certain off-set and
the highest light intensities are very scarce.
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Figure 3.10: Raw, well-captured image.
The caustic pattern is clearly distinguishable. The pattern observed looks pseudorandom with no clear orientation in either
horizontal or vertical direction.

Figure 3.11: Histogram of the raw, wellcaptured image. One can clearly see the offset in the histogram for a value of around
60. To deal with this off-set a dark-frame
is subtracted before using the images in the
calibration and algorithm.

An important observation for all experiments: individual points can be overly lit. That
means the pixel value output does not actually represent the light intensity on that pixel. It
instead gets a value determined by the sensor and image capturing software. When the output
value is either 0 or 255 the actual intensity may be different. In the case of the Raspberry Pi
Camera the value of the pixel is not set to 255 when overexposed, which may off-set the binning
in the subsequent analysis.
As such, for all sensor readings, a measure is imposed based on the histograms for the
individual images. There may not be any overexposure in the images to disturb the result! This
is analyzed by checking the 255 and zero bins (note that an image taken in a dark room also
has a non-zero value, a so-called dark frame or zero image). Any zero-value obtained in sensor
readings means that the image is not captured well. On the same note, a value of 255 means
full saturation of the pixel, and thus the real value could be higher. An example of an overly
lit image and its corresponding histogram clearly shows how the histogram is a great tool to
ensure the light intensities are in the right range, see figures 3.12 and 3.13:
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Figure 3.12: A raw overexposed image. The
caustic pattern is again clearly distinguishable, but dark spots appear in the caustic
pattern. These dark spots are the overexposed pixels. The light intensity on these
pixel surpasses the dynamic range of the
sensor, and are computationally compensated by the raspberry Pi.
3.3.2

Figure 3.13: Histogram of the raw overexposed image. The overexposed pixels show
up to the left of the off-set seen in figure 3.11. So the Raspberry Pi compensates
the overexposed pixels by giving them a low
value. So the real value for these pixels is
lost and thus these images should never be
used in both calibration and the algorithm.

Background subtraction and flat-field correction

The off-set observed in 3.11 can be accounted for by capturing a dark frame before every measurement. This dark frame is essentially a zero measurement and ensures that the dark current
(pixel value when no light hits the pixel) and fixed noise are already accounted for. To capture
a dark frame, simply capture an image in a dark room. The result is shown in figure 3.14, with
the resulting histogram after applying the dark field correction in figure 3.15.

Figure 3.14: A zero measurement. The pixels still have a certain value, when no light
hits the sensor. This is a non-zero value,
because the dark frame is not pitch black.
It was also observed in figure 3.11 as the
off-set. This off-set is also the reason why
all the raw images have a gray look.

Figure 3.15: Histogram for the background
subtracted image. The off-set is removed
and the pixel values start around 0. As a
result, the lowest value corresponds to a real
black value, and the images will look like
3.9. In the entire project, the background
subtraction is carried out before the images
are used for analysis.

Besides the background-correction, images can also be corrected for flat-field. This correction
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accounts for pixel to pixel variations by capturing a image of a uniformly illuminated (white)
screen. In practice this was accomplished by using a sheet of white paper. This flat-field image
is applied to the captured images by using gain, which is defined as:
mean(F − D)
(3.1)
F −D
Where in equation 3.1, the F is the flat-field image and D is the dark frame from figure
3.14. The background subtracted image is multiplied by the gain to obtain a flat-field corrected
image. This flat-fielded image will ensure a uniform output for a uniform input. The flat-field
image is shown in figure 3.16.
Gain =

Figure 3.16: A flat-field image of a uniformly lit white screen. The image seems
to show an uniformly lit white image. The
image is captured by uniformly illuminating a sheet of white paper and placing this
in front of the sensor.

Figure 3.17: Applying a different colormap
to the flat-field image shows that the sensor
reading has a vignetting effect: the captured
intensities are higher in the center of the
image and decay towards the edges.

In figure 3.17, vignetting is observed. Vignetting is the effect of reduced brightness towards
the edges of an image. By looking carefully at the caustic patterns in the sensor readings, this
effect is also observed. The center of the pattern is brighter than the edges (and also more prone
to overexposure, which is seen in figure 3.12). The flat-field image verifies that vignetting is
present, and by using the gain, highlighted in equation 3.1, this effect can be accounted for in
the obtained images.
3.3.3

Normalization of PSF stacks

When capturing point spread functions for the PSF stack, the object distance is modified and as
a result, the brightness between different PSF’s can differ. During the capturing, one endeavours
to use the full dynamic range of the sensor for every image, but usually the captured stack will
not be perfect. The reconstruction is influenced by intensity differences in the PSF stack. The
detrimental effect of non-normalized stacks is shown in chapter 4.2.1. It is best to prevent this
from influencing the results by normalizing the stack.
The sensor readings are obtained in the uint8 format, which means there are no negative
pixels and normalization is simply done by dividing the entire image by its maximum, shown in
equation 3.2.
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Image
→
− N ormalized Image
M ax(Image)

(3.2)

However, this does not completely remove the intensity differences between different PSF’s:
a generally brighter image, will still remain brighter after the normalization operation. To fully
normalize the stack, the mean of the first image (or any reference image) in the stack should
be taken. Then for every other PSF in the stack they should be multiplied by the fraction of
the reference image with the mean of the image itself. The operations to obtain a normalized
image, and subsequently good PSF stack are shown in equation 3.3.
N ormalized Image ∗

mean(Ref erence)
→
− Good P SF
mean(N ormalized Image)

(3.3)

These two normalization steps need to be implemented on all the images in a PSF stack.
These stacks can then be resized according to the requirements for the experiments, which is
outlined below.
3.3.4

Ensuring Nyquist-sampled data

All the (resized) images used in the algorithm should be Nyquist-sampled. Nyquist-sampled
means that the image formed on the sensor does not have a higher resolution than the pixel
spacing can resolve: the observed observed caustic must not have features (light stroke plus dark
stroke), smaller than twice the pixel size. Otherwise, aliasing might happen, which is the effect
where the sensor recognizes shapes that are not present.
Antipa et al. [1] use a different kind of optical sensor, namely a CMOS sensor with a sensor
resolution of 2560 x 2160, with pixel size of 6.5 µm x 6.5 µm [31]. This corresponds to a sensor
size of 16.6 mm x 14 mm which means the pixel and sensor size are about six times as large as
the raspberry pi sensor. Antipa et al. [1] even use 2x2 binning on their sensor reading, and still
meet the Nyquist-criterion.
Since their sensor pixel size is so much larger, it is safe to assume that the full-sized images
obtained using the raspberry pi, are also Nyquist-sampled. Moreover, the image can theoretically
be reduced 12 times from the original image size, to still retain Nyquist-sampled data. All the
reconstructions use sensor readings and PSF’s that do not cross this limit: the largest resizing
operation is a reduction by a factor 10 on the original data. A good check is to look at the
resized image: the caustic pattern needs to be discernable and equivalent to the original, when
the image is resized.
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4

Experiments and Results

In this section, the experiments and their results are joined together to make it more clear on
what results are for what experiment. Before using the setup described before, the focal plane
needs to be determined. This focal distance is different for the diffusers, and is also related to
the object distance. Before determining this focal distance some notes on the reconstruction
using the ADMM algortihm and how this chapter is set up.
In order to explore the limits of the algorithm and solving power of the system, some images
are generated computationally (using experimental images as basis). The experimental images
themselves are also used as input, after a background subtraction. Finally, an image stack is
provided by Antipa et al. [1], which is used as reference or basis for various experiments. In
figure 4.1, the different kinds of images are illustrated.

Figure 4.1: The different types of images that are used to qualitatively analyze the ADMM
algorithm. On the left the raw experimental images, before subtracting the background. In the
middle, the computationally generated images by adding, scaling, or otherwise manipulating
experimental images. On the right, the provided stack of PSF’s, which provide good reference,
since the algorithm responds very well to these images.
Finally, due to the nature of the reconstruction algorithm not only the input images may
influence the result, first the sparsity prior that is introduced in the mathematical model allows
for interesting tuning opportunities already. Remember that Ψ is the identity matrix for a sparse
domain, and as such, the influence of the total value of the object scene vector can directly be
altered in the solver settings. This is done by tuning the τ value accordingly.
The solver essentially takes only two inputs (and a load of initial settings which can be
altered): A stack of Point Spread Functions (PSF) and the sensor reading. While the sensor
reading speaks for itself, the stack of PSF’s is explained again shortly: A point spread function
is essentially the system response to a point source. In the DiffuserCam case: how the sensor
captures the point after the light has passed through the diffuser. Essentially: the caustics on
the sensor for a point source at a certain depth is the point spread function for that specific
depth. A stack of PSF’s is a collection of PSF’s at varying depths.
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Figure 4.2: Schematic of how to read the 2D reconstruction images. The depth resolution of
the reconstruction solely depends on the amount of PSF’s loaded into the algorithm and the x-y
plane depends on the resolution of the point spread functions (e.g. 2464 x 3280). As such to
quantitavely say anything about resolution with respect to real distances, the distances of the
input need to be measured experimentally. The experimental results will be presented by showing
the [XY],[XZ], and [YZ] planes. In the [XY] plane the sum over all the depth slices is shown,
while in the [XZ] and [YZ] planes the maximum values of the respective third axis are shown.
Before moving on to the actual results, first some notes on the reconstruction algorithm and
how it works. Figures 4.3 and 4.4 shows the reconstruction made for a single point source that
is placed on-axis at a certain depth. For this illustration the provided PSF’s are used. For
illustrative purposes the complete stack of PSF’s is shown in A.5 in Appendix A. The depth
information in figures [XZ] and [YZ] depends on the amount of point spread functions in the
stack given as input. So when using a stack of 3 PSF’s, the algorithm will only be able to
reconstruct to three ‘depths’. An illustration on how to read the experimental results is shown
in figure 4.2. Where possible the original colours of the scene (black and white) are also used to
display the results. Since we are using points in a large domain the results are usually zoomed.
For additional visibility in some cases the black and white is substituted for a more distinctive
colorbar.
The actual depth values (e.g. distance to sensor) are not taken into account in the reconstruction. Only the PSF’s itself. To find the actual depth resolution, the corresponding depth
information needs to be known for all the individual PSF’s in the input stack. Since the point
source for these illustration is ‘placed’ on axis, it suffices to simply use one of the PSF’s. This
strengthens the expectation for the algorithm to recognize this depth.
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Figure 4.3: Reconstructed scene using the ADMM algorithm. The scene consists of a single
point source placed on axis. Notice that the PSF stack consists of 10 images by looking at [XZ]
and [YZ] figures. The sensor reading to reconstruct is the seventh PSF of the stack (so laterally
centered). The reconstruction has a zoom factor of 16 in all planes for visibility.

Figure 4.4: Reconstructed scene with a PSF stack of 5 images. The scene consists of a single
point source placed on axis. The sensor reading to reconstruct is the third PSF of the stack (so
laterally centered). The reconstruction has a zoom factor of 16 in all planes for visibility. Notice
that algorithm incorrectly estimates the depth at the second PSF, due to loading in an uneven
number of PSF’s.
The caption will provide the PSF that is loaded as sensor reading. The first unexpected result
of the reconstruction is observed using both the provided and experimental images: when having
an uneven number of point spread functions loaded into the PSF stack, the depth reconstruction
is flawed: it will place the point one PSF before its actual depth. The behavior is observed
consistently and when setting the sensor reading to the first PSF the depth estimation will
actually transfer to the last PSF in the stack! This is caused by a design choice in the algorithm
by Antipa et al. [1], because the depth estimation (which was equal to the number of PSF’s in
the stack) can be only be divided by multiples of two as well. So a PSF stack of 10 images can
be reduced to a depth reconstruction of only 5 depths. However, the issue of uneven stacks is
altogether easily circumvented by loading in PSF stacks of even numbers.
Another interesting observation can be made by looking at the reconstructed image size
compared to the sensor reading. When looking at the axes, one can see that the ADMM method
multiplies the axes by a factor two. Similar behavior is observed when making a correlation,
see 4.7 for example. In Appendix A, a slightly larger example is added. Figure 4.5 shows the
original image and ADMM reconstruction of the single point light source, both with their axes
turned on. However, this multiplication only occurs laterally and not axially. So the m x n size
of the individual PSF’s in the PSF stack will result in 2m x 2n size in the solution for each
depth slice. This may imply some similarity to cross-correlation in the algorithm.
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Figure 4.5: The resolution of the input image (which is the same as the PSF size) compared
to the ’resolution’ of the reconstructed scene using the ADMM algorithm. Similar to crosscorrelations for images of the same size, the ’resolution’ in each direction is multiplied by two.
The reconstructed image contains a single white dot in its center, but due the lack of zoom is
hard to observe here.
The section 4.4.1 also shows a comparison between the ADMM method and Gradient Descent
Method to solve for 2D scenes. Interestingly the gradient descent retains the original image size
while the ADMM method is similar to correlation in terms of output size.

4.1
4.1.1

Hardware setup
The calibration

To use the DiffuserCam, the setup first needs to be calibrated. This calibration is done by
adjusting the distance between the sensor and the diffuser until the plane of highest contrast
(the focal plane or caustic plane) can be observed. Notably this caustic plane depends on the
location of the point light source used to calibrate the DiffuserCam. However, to find the caustic
plane closest to the focal plane of the diffuser, the calibration is best done by placing the point
light source at a relatively large distance to the diffuser. Since previous research had been
conducted using similar diffusers, the expected result for the calibration is the following: The
sensor distance for the 1.0◦ diffuser is expected to be around 1 mm and for the 0.5◦ diffuser the
sensor distance is expected to be around 5 mm.
However, these focal planes are not as clearly defined as with lenses. Because of the profile
of the diffusers and its pseudo-random diffraction properties some caustics of the same diffuser
may be in focus at different sensor distances. Hence the experimental determination of the plane
of highest contrast for the complete diffuser. The cause for the ‘range of focus planes’ can be
found in the scattering properties of the diffusers. The light is not always refracted by the same
angle, it depends on where the incident light hits the diffuser. And as a result the focal plane is
not as clear-cut as a focal point with lenses. While this is difficult for finding one focal plane,
this behavior also means that the pattern will remain in relative focus for a range of object
distances. This behavior is comparable to a series of micro-lenses, used in light field imaging.
The different focal distances also allow for a range of depths to be analyzed.
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After making sure the calibration images are all well captured, the real calibration can be
executed. An example of a set of calibration images is shown in figure 4.6. For the calibration,
the raw images are compensated for flat-field and dark currents. The distance from sensor to
diffuser can be set very accurately with the micrometer stage on which the sensor is mounted.
First, the sensor is moved as close as possible to the diffuser. Then, the distance is increased in
steps, and for each distance an image is taken, while making sure they are evenly lit using the
tunable voltage and shutter speed. Unfortunately, the closest distance cannot be zero distance.
This may not only cause harm to the sensor but is also physically impossible due to limitations
in the setup, as explained in the materials section.

Figure 4.6: Calibration image set for the 1◦ diffuser. The sensor distance is increased for the
calibration experiment. The difference between the images is very hard to observe, but when
increasing the sensor distance the caustic pattern blurs slightly.
The set shown is for the 1◦ diffuser where the expected focal plane was around 1 mm. Placing
the diffuser as close as possible to the sensor will exceed this 1 mm already by a slim margin. So
the images in figure 4.6 show the expected result, but nonetheless the differences between the
images are very slim and hard to distinguish by eye. It is, for example, difficult to determine
exactly what the difference between the fourth and fifth image is. So an objective measure to
analyze the calibration images (for both diffusers) is required.
The autocorrelation provides the necessary tool to do objective calibration: the focal plane
of the diffuser can be found by comparing the autocorrelation for different sensor distances.
Notably, the autocorrelation figures should resemble each other very much since the lines in the
captured images will resemble each other exactly except for their sharpness or thinness. Since
the images are black and white, the trick with subtracting the mean is used to obtain better
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correlations. The focal plane for specific diffusers is deducted by comparing the width of the
correlation peak.
Doing this for the images obtained, the result in 2D will look like the center image in figure
4.7, where one can see the resemblance to figure 2.4. Taking two cross-sections of the 2D
correlation one obtains the right figure in figure 4.7. The figure shows a correlation where the
mean-subtraction strategy has been implemented to obtain the autocorrelation figures.

Figure 4.7: Autocorrelations for a single calibration image with 0.5◦ diffuser. The image is
corrected for gain and dark currents. The right image again shows the cross-sections of the
2D correlation, through the maximum, in both x (dark blue) and y (light blue) direction (dotted
lines). Note that the correlation is normalized so its values range from zero to one. For the
calibration, the peak width is interesting as its a measure of sharpness of the image. This peak
width varies when the sensor distance is varied.
To ensure that the correlations are comparable, some post-processing is required. Trivial
operations such as background subtraction and reformatting the image already have significant
impact on the resulting correlations. Also the resulting correlation can show strong fluctuation.
The applied post-processing operations are explained in Appendix A. Using the post-processed
correlations, figure 4.8 shows autocorrelation peak widths for different sensor distances. It
displays a broad calibration measurement, to get a global idea of the ideal range for the sensor
distance.
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Figure 4.8: Broad calibration for the
1◦ diffuser. Since the correlation gives a 2D
result, the x (red) and y (blue) intersections
are made according to figure 4.7. The peak
widths are taken at half-height, and correspond to how sharp the image is. Finding
the lowest peak width gives the experimental
focal plane of the diffuser.

Figure 4.9: Broad calibration for the
0.5◦ diffuser. Since the correlation gives a
2D result, the x (red) and y (blue) crosssections are made according to the center
figure of 4.7. The peak widths are taken
at half-height, and correspond to how sharp
the image is. Finding the lowest peak width
gives the (experimental) focal plane of the
diffuser.

From the figures it becomes immediately clear that the initial guesses were quite accurate
and that the 0.5◦ diffuser indeed has its focal plane around 5 mm, according to the broad measurements around 6 mm. The calibration for the 1.0◦ diffusers shows that the sensor should be
placed as close as possible to the diffuser. To see where the diffuser can be placed exactly the
calibration around the initial minimum has been repeated with smaller step size.
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Figure 4.10: Detailed calibration for the
05◦ diffuser, with the sensor distance ranging from 5 to 6 mm. The x (red) and y
(blue) cross-sections are made according to
the center figure of 4.7. The peak width goes
to a minimum at 6 mm.

Figure 4.11: Detailed calibration for the
0.5◦ diffuser, sensor distance ranging from
6 to 7 mm. The x (red) and y (blue) crosssections are made according to the center
figure of 4.7. The peak width moves towards
a minimum at 6 mm.

So when approaching the the initial guess of 6 mm from both sides, both reach their minimum
at 6 mm again. While not clearly visible in the figures, the experiment from 5 to 6 mm has a
slightly ’higher’ gradient than the experiment from 6 to 7 mm, in line with the broad experiment
in figure 4.9. However the values from both experiments would not run into each other, there is
a gap in peak width of about 1. While this is unexpected, the difference is within 5% of their
total value and likely stems from very slight differences in experimental conditions. To find the
focal plane the relative peak width within one experiment is more important and gives a clear
result: the sensor distance should be around 6 mm.

Figure 4.12: Detailed calibration for the 1◦ diffuser, sensor distance ranging from 1 to 2 mm.
The x (red) and y (blue) cross-sections are made according to the center figure of 4.7. The peak
width remains relatively stable around its minimum from for sensor distances from 1 mm to 1.6
mm.

36

Figure 4.12 shows another interesting result for the calibration of the 1◦ diffuser. While the
broad calibration seemed to suggest that the focal plane would be closer to the diffuser than
physically possible using the current setup, the refined calibration seems to suggest that around
1 mm from the diffuser (the closest distance possible) the difference in sharpness is not very
significant. This in turn means that placing the sensor as close as possible to the sensor in this
setup, is good enough to analyze this diffuser properly, without worrying that the focal distance
will cause issues in the experiments. In Appendix A.2 the effects of turning the diffusers are
explored, but as expected, flipping the diffuser does not have a significant effect on its focal
plane.
While the calibration is done and the sensor distance is set accordingly it is interesting to
highlight an addendum: In the following section, an experiment is set up to check whether the
thin-lens formula is applicable to our system. That could mean a different distance between the
sensor and diffuser may be necessary for different experiments. This is only relevant for the 0.5
diffuser, since the optimized distance when placing the light source at ‘infinity’ is around 5 mm.
To illustrate this assumption, have a look at equation 4.1 and its rewritten equivalent 4.2:
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(4.1)
(4.2)

Here i is the imaging distance, f is the focal distance and o is the object distance. When
filling in an object distance of 5cm: the image distance only becomes 5.5 mm, which is still close
to the focal plane. As such, when placing the object very close to the system, this effect may
become relevant.
To conclude this section: the sensor distance will be set according to the obtained focal
distances, unless the light source is placed so close to warrant caution, which is explored in the
following chapter. If, for any of the following experiments, the focal distance is different from
the obtained values here, it will be highlighted in the experiment description.
4.1.2

Testing the thin-lens equation

The 0.5◦ diffuser shows very strong blurring when bringing the point light source close the imaging
system. Figure 4.13 shows what the caustic pattern looks like when using this diffuser, for
different object distances.
When using lenses, the thin-lens equation describes how far the imaging distance will be
when the focal distance and object distances are known. This experiment will show ’calibration
schemes’ when the point light source is placed very close. Note that these experiments will again
look for the sharpest caustic pattern on the sensor. The experiment will not determine a new
focal distance, it will merely try to establish a better sensor distance when the point light source
is placed very close.
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Figure 4.13: When placing the point source very close to the imaging system the PSF’s show a
very strong blur when the sensor distance is kept according to the calibration. These panels show
the raw images taken when the sensor distance is varied while the object distance is 4mm. The
closer the sensor is placed to the diffuser, the less blur is observed.

Figure 4.14: Measurement of the autocorrelation, similar to the calibration images, when varying
the sensor distance. The measurement shows a very strong minimum around the sensor distance
of 2mm. Keep in mind that the focal distance was around 6mm for the 0.5◦ diffuser! The lines
are again the x and y intersections, made according to figure 4.7. The peak width corresponds
to how sharp the image is. The lower the autocorrelation peak width, the sharper the image is.
Figure 4.14 shows the broad measurement for the optimum sensor distance. So when placing
the light source very close, it is indeed better to adjuts the sensor distance. The closer the light
source, the closer the sensor should be to the diffuser apparently. This is interesting as the
magnification (which is derived from the thin-lens equation) used by Biscarrat et al. [27] is:
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M =−

imagedistance
objectdistance

(4.3)

So according to equation 4.3, when decreasing the object distance, the magnification increases, which is also observed in the experiments. The magnification was required in the linear
shift-invariance assumption to recognize depth properly. However, this experiment suggest that
the image distance should be decrease as well to retain good caustics, which counteracts the magnification factor. Figure 4.15 looks at the minimum in more detail in three separate experiments
with sensor distances ranging from 1mm to 4mm.

Figure 4.15: The same autocorrelation measurements, but now zoomed in around the minimum.
Again the minimum is around 2mm, but the range is pretty broad, similar behavior was observed
for focal distance of the 1◦ diffuser in figure 4.12.The lines are again the x and y intersections,
made according to figure 4.7. The peak widths correspond to how sharp the image is. The lower
the autocorrelation peak width, the sharper the image is.
The effect is counter-intuitive to thin-lens formula: When the object distance is decreased
the image distance is expected to increase, to obtain the sharpest image. This is an important
observation to make, as it clearly differs from lens-behavior.
4.1.3

Effect of caustic sharpness

So increasing blur is observed when placing point sources closer to the imaging system. More
blur, means that the images are less sharp. The difference between the provided stack and the
experimental images with regard to sharpness are observed in figure 4.1. The provided stack
seems to have much thinner lines, with an image size that is much smaller than the experimental
images already. For the provided stack the spatial reference (the difference in mm between the
PSF’s, the lateral field of view) is not available. As such, they are only used as qualitative
reference.
To compare the experimental images to the provided stack, the sensor readings are reduced
to a similar size (328x247 for the experimental stack vs 320x270 for the provided stack). A
reference experiment, using provided images, is added in appendix A.10. Translating the points
by two pixels in the reference image in figure A.18, results in a very clear lateral (and depth)
reconstruction in figure A.19.
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Figure 4.16: Reconstruction for a single point source axially centered with 15cm object distance.
The PSF stack consists of 10 images, of which the fifth corresponds to distance of 15cm from the
system. The [XY] view is zoomed in greatly to highlight the single point estimation.This figure
is added to account for difference in single point accuracy between the provided PSF stack and
experimental images.

Figure 4.17: Reconstruction for three points sources laterally shifted up by 2 pixels using Matlab.
All with 15cm object distance. The PSF stack consists of 10 images, of which the fifth corresponds
to distance of 15cm from the system. The [XY] view is zoomed in greatly to highlight the lateral
point estimation. The single points are not discernable with this shift, as opposed to the same
shift with the reference images.

Figure 4.18: Reconstruction for three points source laterally shifted up 4 pixels using Matlab. All
with 15cm object distance. The PSF stack consists of 10 images, of which the fifth corresponds
to distance of 15cm from the system. The [XY] view is zoomed in greatly to highlight the lateral
point estimation. The single points are discernable (the single image is pretty much copied three
times), but due to the lateral translation the depth estimation gets notably worse.
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When looking at experimental data with an aperture, the initial single point is already
relatively uncertain, so this is expected to occur in the images with multiple points as well. See
figure 4.16. When using a translational shift of 2pixels: the reconstruction has trouble reading
out three disjunct points, and clearly favors the fourth PSF, as shown in figure 4.17. When
increasing the step size to four pixels: the three points are clearly distinguishable: The same
pattern observed in 4.16 is now visible three times in figure 4.18, with a sufficient ’intensity
dip’ between them. Compared to the sharper lines in the provided caustic patterns, the same
operation with 2 pixels leads to a blurred reconstruction. So, the sharpness of the caustics also
defines the discernable change in the lateral plane.
4.1.4

Comparing the different diffusers

As presented in the methods section 3, the DiffuserCam is tested with two different diffusers.
The difference in the caustic pattern is easily observed. The 1◦ diffuser pattern is a lot denser
than the pattern by the 0.5◦ diffuser. In the experiments shown in figures 4.19, 4.20, 4.22,
and 4.23, the reconstructions using both diffusers are explored. The experiments are run for
1500 iterations. The PSF stacks contain the same distances and are divided into two: Near-field,
ranging from 3cm object distance to 10cm, and far-field, ranging from 10cm to 30cm. Individual
PSF’s are loaded in to observe the depth estimation.

Figure 4.19: With a 0.5◦ diffuser mounted: Reconstruction for a single point axially centered
with object distance of 25cm. Changed the colormap for visibility. The corresponding PSF is
the 11th out of 40.The depth estimation around the eleventh image is 25% higher than the next
estimation. However, the single point source is not recognized as clearly as expected, which may
also cause the the relatively wide depth estimation.
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Figure 4.20: With a 0.5◦ diffuser mounted: Reconstruction for a single point axially centered
with object distance of 5cm. Changed the colormap for visibility. The corresponding PSF is the
11th out of 14.The depth estimation around the 11th PSF is correct. However, the single point
source is more like a blur, which can be explained by looking at the PSF’s for the 0.5diffusers at
this object distance: they appear out of focus.
The experiments with 0.5◦ diffuser show interesting results. First off, the depth estimation is
fairly accurate in the far field in figure 4.19 (and far part of near field in figure), getting better
with more iterations. The lateral estimation declines in accuracy, when the object distance
becomes less than 5cm. Figure 4.20 shows the reconstruction for a sensor reading at 5cm. This
decline is in line with the decrease in observable caustic pattern: its is blurred. At on object
distance of 3cm, only some lighter and darker areas are discernable. The image loaded in as
sensor reading at 5cm distance already shows this slightly in figure 4.21.
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Figure 4.21: The different images used as sensor readings to reconstruct the scenes in figures
4.19, 4.20, 4.22, and 4.23. The background subtraction has already been applied to the images. On the top row the images for the 1◦ diffuser and on the bottom row the images for the
0.5◦ diffuser. The close images are captured at 5cm (left) and the far images at 25cm (right).
The image captured with the 0.5◦ diffuser, with object distance of 5cm, shows some blurring.
The results for the 1◦ diffuser sensor readings from 4.21 are shown in figures 4.22 and 4.23.

Figure 4.22: With a 1◦ diffuser mounted: Reconstruction for a single point axially centered with
object distance of 25cm. Changed the colormap for visibility. The corresponding PSF is the
11th out of 40. The depth estimation is clearly smeared out over multiple depths, in the range
of the 10-20 PSF’s. Note that the single point source is very clearly defined. When observing
the PSF’s the lines are thinner for the 1◦ diffuser and by the previous section this means better
lateral resolution which is shown nicely in this example.
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Figure 4.23: With a 1◦ diffuser mounted: Reconstruction for a single point axially centered with
object distance of 5cm. Changed the colormap for visibility. The corresponding PSF is the 11th
out of 14. The depth estimation is precisely at the 11th PSF. Again note that the single point
source is very clearly defined. Altoghether the reconstruction is very accurate
When making the comparison between the 0.5◦ diffuser and the 1◦ diffuser one thing is immediately clear: the 1◦ diffuser gives a clearer reconstruction in the lateral [XY] plane. The point
source is more clearly defined. In terms of the depth estimation, the 1◦ diffusers clearly shows
more difficulty in the far-field than the 0.5◦ diffuser. However, due to the contamination in the
lateral reconstruction using the 0.5◦ diffuser, many iterations are required. The 0.5◦ diffuser also
has more issues with its caustic pattern when getting close: the blur that increases. While this
also happens for the 1◦ diffuser, its caustics are still well-defined when placing the light source
at 3cm.

4.2
4.2.1

Location reconstruction
Managing the intensity of a PSF stack

In the calibration section, intensity has already been discussed. The images taken for the
PSF stack and the sensor reading should never by overexposed. When ensuring to meet this
prerequisite, the light intensity is adjusted and thus values on the sensor reading will differ
accordingly. This effect is especially interesting in the PSF stack: how does the algorithm
respond when the PSF-stack is not perfectly measured, with the same intensity range for every
single PSF? An extreme test case is worked out in the Appendix A: the PSF captured multiple
times, only with different intensities, to form the PSF-stack. The result shows that normalization
is a very powerful operation, and should be used on every PSF-stack, as was already revealed
in chapter 3.
So the algorithm ’reconstructs’ towards higher intensities. Now it becomes interesting to see
how intensity and magnification are prioritized. To this end a PSF-stack with a round aperture
is used, to show how different depth images are reconstructed by the algorithm in figures 4.24
and 4.25. The PSF’s of interest are also added to Appendix A. In figure A.10, for examination
of intensity differences by eye. Image A.10.7 and image A.10.14 are inherently brighter than
the rest. So for the purpose of the experiment, the image A.10.10 is chosen to reconstruct for,
with a PSF-stack that is not normalized. To reiterate, these images also show clear distinction
in their magnification (required for the shift-invariance assumption). The results in 4.24 clearly
show that the less illuminated PSF’s 8, 9 and 10 are omitted from the depth estimation.
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Figure 4.24: A reconstructed scene from an experimental PSF stack with a round aperture of 18
images. The sensor reading to reconstruct is the tenth PSF in the Stack. No normalization has
been done over the PSF stack. The reconstruction is zoomed by a factor of 8. The reconstruction
was run over the GPU.

Figure 4.25: A reconstructed scene from an experimental PSF stack with a round aperture of 18
images. The sensor reading to reconstruct is the tenth PSF in the stack. Now the stack has been
normalized. The reconstruction is zoomed by a factor of 8. Compared to figure 4.24 the depth
estimation is more accurate.
In figure 4.25 the depth estimation is much better than without normalization. So the
normalization operation has a big effect on the accuracy of the depth reconstruction and actually
takes priority over magnification. Even though the right depth was not recognized in the original
images, the correct depth slices are highlighted when using the normalized stack. The similarities
between a correlation and the reconstruction algorithm become even more apparent and warrant
an experiment to dive deeper into this.
4.2.2

Effect of magnification on depth estimation

Remember the assumptions in the model from chapter 2 about shift-invariance: When the point
source shifts laterally the point spread function should also shift laterally, and also that the
point spread function should magnify, when bringing a point source closer. These assumptions
allows one to detect the depth plane. To see how the magnification affects the depth estimation
new image analysis tools by Matlab are employed: image transform matrices, which use phase
correlation to compare two images.
Image transform matrices can be used to find differences and similarities between two pictures. Figure 4.26, shows an example of a transform matrix. On the trace of such a matrix are
the magnification values for x an y (expected to always be identical). At indices 1,2 and 2,1 are
the rotational components, and at 3,1 and 3,2 are the translations of the moving image with
respect to the original. First, the transform matrix analysis is applied to the provided PSF’s,
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and as expected, every image shows a magnification difference with the previous one. This explains why the depth estimation using these images goes so well. Figure 4.27 shows an example
between respectively the 25th (object image) and 26th (reference image) images in the stack.
The transform matrix is provided in the middle, the trace clearly shows that magnification is
detected between the two images.

Figure 4.26: An illustration of the image transform matrix, with the corresponding meaning of
the values. The transform matrix is obtained by comparing two images using phase correlation:
a reference image and the object image. The transform matrix is essentially the geometric
transformation to turn the object image into the reference image. When the magnification is
below zero that means that the object image needs to be reduced, to obtain the reference image.
Reversing the images (object becomes reference and reference becomes object) consequently gives
the reverse magnification as well.

Figure 4.27: An example of two PSF’s from the provided stack, with their corresponding transform matrix highlighted. The magnification value is smaller than one, indicating that PSF 26 is
smaller than 25 (PSF 25 needs to be reduced to obtain PSF 26) and thus farther away.
However, when using experimental results, these transform matrices do not detect any magnification. Moreover, the transform matrices are unity matrices, which would suggest that the
images are the same. Two examples for both the 0.5◦ and 1◦ diffuser are added in Appendix A.9.
So, a clear difference between the provided PSF stack and the experimental stacks is observed,
which may have multiple causes. Firstly, the provided stack seems to have much thinner lines
and clearer images, and secondly, the provided stack always uses an aperture. So both options
are explored further: By looking at artificially noisy and blurred images, subject to artificial
(easily controllable) magnification, and by comparing apertured experiments to non-apertured
experiments.

46

4.2.2.1

The influence of noise

To check the influence of noise on the magnification of the experimental results, first a scaled
image is constructed by cutting out the centre of an experimental image and magnifying this to
the original image size. This is the scaled image, the left picture in figure 4.28

Figure 4.28: Different examples of Noise applied to a scaled image, to check their effect on the
image transformation matrix. While the noise does influence the translation found by the Matlab
tools, the noise clearly does not seem to affect the magnification factor within the transform
matrices.
The translation matrices for the different operations in figure 4.28 are presented in the
bottom right corner. The original image is used as reference
4.2.2.2

The influence of an aperture

The influence of the aperture on the is researched in two ways: firstly, the black bar around the
provided PSF’s is removed to see whether the transformation matrices still indicate magnification. Which, as expected, is the case. More interestingly, using experimental images with an
aperture, what does the transformation matrix look like? As it turns out, for both the rectangular and the circular aperture, the phase correlation does not result in a strong peak. For the
apertured images, the transformation matrix is also equal to the unity matrix. So, while the
transformation matrices work well on the provided stack they cannot serve as a good indicator
for depth estimation on the experimental images. This is important to keep in mind, when
comparing the depth resolution of the experiments to the provided stack, for example.
4.2.3

Similarity between cross-correlation and ADMM algorithm

During the calibration of the setup, autocorrelation was introduced as a measure to find the
focal plane for the diffuser. However, autocorrelation is actually a form of cross-correlation with
the same image. The algorithm seems to show many similarities to cross-correlations, so the
two will be compared by an experiment. To do so, first a PSF stack is set up for both the
0.5◦ diffuser and the 1◦ diffuser. Then, an off-center point source is introduced for the ADMM
algorithm to reconstruct.
This off-center point will be cross-correlated with the PSF at that depth, to see whether the
lateral position can be predicted by the cross correlation. The experimental image and PSF
stack are both captured with a square aperture. Instead of the PSF at depth of 8cm, an off-axis
variant will be loaded as sensor reading: The light source is still about 8cm from the imaging
system, but shifted 5mm to the left. Figure 4.29 shows the reconstruction by the algorithm.
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Figure 4.29: Reconstruction for a laterally shifted point source at 8cm from the imaging system.
The PSF stack consists of 14 images, of which the ninth corresponds to distance of 8cm from the
system. The [XY] view is zoomed in as much as possible to highlight to lateral location estimated
by the algorithm. The depth estimation is 5 PSF’s away from the right depth and is highest at
the fourth PSF.
The cross-correlation for the 8cm PSF and shifted sensor reading is shown in figure 4.30.
The maximum value is close to algorithms’ lateral estimation but is still not quite close enough.
The depth estimation, however, suggests that the point light source is placed at the same depth
as the fourth PSF of the stack. This PSF corresponds to a distance of 9.25cm from the imaging
system. The cross-correlation between this PSF and the sensor reading is also taken and shown
in figure 4.31.

Figure 4.30: Cross-correlation for the 8cm PSF with the shifted sensor reading. The left image
shows the 2D representation seen earlier in the report, the right image displays a meshed version
where the peak is the point of highest correlation (equivalent to whitest pixel in 2D correlation).
The maximum value does not exactly correspond to the values read from figure 4.29 on the [XY]
plane.
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Figure 4.31: Cross-correlation for the 9.25cm PSF with the shifted sensor reading. The left
image shows the 2D representation and the right image displays a meshed version. The peak
location for this correlation does seem to match the estimated location by the ADMM algorithm.
Which could mean that the depth estimation is more important than realized as it does seem to
affect the lateral reconstruction.
So the Cross-correlation seems to predict the lateral reconstruction of the point source well.
However, the depth estimation by the algorithm plays a great role, as to which cross-correlation
is actually most relevant. Note that the cross-correlation and algorithm were resized to have
the same size, so they could easily be compared. So in turn, when the cross-correlation does not
find a unique answer, the point source may not be reconstructed well by the algorithm..

4.3
4.3.1

Resolution analysis
Lateral resolution definition and calculation

Many theoretical criteria can be applied to define a (mathematically optimal) resolution for an
imaging system. The Rayleigh criterion is commonly used and states that: ’two point sources
are resolvable when the center of the diffraction pattern is just over the first minimum of the
other’. Which amounts to an intensity dip of about 26%. The Rayleigh criterion is a rather
arbitrarily value defined for the human vision to observe enough contrast to distinguish two
points [31]. It requires a larger intensity dip between two points than the Full Width at Half
Maximum method described below.
The Full Width at Half-Maximum (FWHM) of a PSF is a widely used tool to analyze the
resolution of an optical system experimentally. In a general optic setup, one measures the point
spread function. When using lenses this usually results in a so-called airy disk (circular bright
intensity lobe) on the sensor reading as well. The intensity values captured are the PSF. The
resolution can be deducted by taking the FWHM of this sensor reading. By definition, when
another point is placed the FWHM away, the system recognizes enough difference to distinguish
the two point sources (according to this criterion). The intensity dip associated with this method
is about 20%. The advantage of taking the FWHM is that it can immediately be read out of
one airy disk measurement, whereas to apply the Rayleigh criterion two points are required.
However, in the DiffuserCam case, the point spread function has the form of a caustic pattern. To apply the criteria, the point spread function containing this caustic pattern should be
translated into a corresponding ’airy disk’. Two methods are proposed to obtain the corresponding point, required to analyze the resolution: the ADMM algorithm and the autocorrelation of
49

the caustic pattern. The ADMM algorithm actually translates the sensor reading back to its
original scene (point source) and the autocorrelation defines the sharpness of the image, which
has strong ties to resolution. In both cases the operations are on the sensor reading, so the
relation between pixels and real distance is important to quantify the resolution to the object
scene.

Figure 4.32: The object distance is set to 8cm. For the left figure a cross-correlation is created
between two points that are 5mm apart horizontally. The pixels are counted and total 298 pixels.
So at this object distance, 1 reconstructed pixel represents a horizontal distance of 17mum.
Evaluating the autocorrelation at this distance: the FWHM gives 38 pixels. So according to this
measure the lateral resolution would be 0.64mm. An explanation for this relatively high value
is that the FWHM takes the general peak width, but this peak could consist of multiple peaks on
top of each other.
The FWHM method using autocorrelations is shown in figure 4.32. The values obtained
(lateral resolution of 0.64mm at 8cm object distance) are only slightly better than the experimental two-point resolutions, explored in the next section. Since the autocorrelation shows one
strong peak, an explanation for the relatively high estimation is that this peak would actually
consist of multiple peaks stacked on top of each other. For example the peak could consist of a
Lorentzian stacked on top of a Gaussian, and the FWHM takes the width of the Gaussian. As
such, the values obtained here provide only a rough estimate of the lateral resolution, that is
likely to be lower in reality, even for the simple system in this setup.

50

Figure 4.33: Changing the object distance to 12cm: in the left figure a cross-correlation is created
between two points that are 5mm apart horizontally. The pixels are counted and total 224 pixels.
So at this object distance, 1 reconstructed pixel represents a horizontal distance of 22mum.
Evaluating the autocorrelation at this distance: the FWHM gives 21(!) pixels. So according to
this measure the lateral resolution would be 0.47mm. So compared to figure 4.32, with an object
distance of 8 cm the lateral resolution actually gets better. The sharp decrease in FWHM is the
reason for this increase in resolution.
Figure 4.33 shows a different object distance for the same diffuser. Because of the decreased
FWHM, the lateral resolution supposedly increases with distance to the sensor. While this may
be attributed to thinner lines in the caustic pattern (which is true), note should be again given to
the possibility of the right peak not being considered, in either case. As a check for the FWHM
measurements at these depths with lateral resolutions of respectively 0.64 mm and 0.47 mm the
corresponding pixel shifts are used for computationally generated images. The reconstruction of
these computational equivalents indeed shows that the algorithm is at least able to reconstruct
the two points for these depths.
The solving strategy is analagous when placing the the 1◦ diffuser in the setup: one measurement is taken axially centered, and one measurement is taken 5mm horizontally shifted. The
results for the same distances shown in figures 4.32 and 4.33 are in table 4.1.
Object Distance [cm]
8
12

Pixels 5mm
138
90

FWHM [-]
17
18

Resolution [mm]
0.61
1

Table 4.1: Table to test captions and labels
Note that the FWHM does not change with distance to the diffuser, and as a result: the
actual resolution deters with object distance. The same effect is also observed in experiments
using two light sources placed close together shown in figures 4.37 and 4.38. Also, the observed
resolution from the FWHM at 12 cm object distance is indeed verified to be lower in reality. The
combined results suggest that: to define the maximum attainable lateral resolution for the simple
components, the setup is not accurately adjustable enough. Computationally creating images
by adding together shifted versions of the same image, gives very accurate reconstructions.
However, these reconstructions are so accurate that the shift is reconstructed perfectly for very
few pixels already. So the corresponding real distances can not realistically be used, to say
something about the resolution, nor verified.
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4.3.2

Experimental two-point resolution

To experimentally define a resolution for the system, two point light sources are placed as close
together as possible on a black cardboard. This cardboard is than moved axially to check
whether the resolution changes a lot when moving axially. The lateral resolution is resolvable
by the reconstruction algorithm for almost all distances, which could also be expected when
looking at the caustic patterns loaded in as sensor reading. The pattern is clearly doubled in all
the images. In Appendix A.20 some two point images are shown. Note that lights are mounted
in such a way that they are at the same height (y) and depth (z) but have different x-values.

Figure 4.34: The light sources for the resolution measurement using two points, the LEDs are
1mm apart. The left image shows the rectangular LED’s in the middle of their bulb, when
switched of. The right image shows the same two LED’s when turned on. By eye, one can still
distinguish the two light sources.
The reconstructions for the 0.5◦ diffuser are shown in figures 4.35 and 4.36. The images are
run over the GPU, which means they are resized, this operation can only negatively affect the
resolution. As such, the resolution is expected to be higher again when the points are resolved.
Note that the Rayleigh criterion is very useful as the white values represent the separate point
sources in the scene. An intensity dip in the reconstruction by the ADMM algorithm can thus
be analyzed using the criterion.

Figure 4.35: With a 0.5◦ diffuser mounted: Reconstruction for two points with object distance
of approximately 12cm. The corresponding PSF is the 37th out of 40. The depth estimation is
fairly accurate. The planes are zoomed in 8 times in for visibility. The two points are clearly
distinguishable, with a distance of about 12 pixels between them.
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Figure 4.36: With a 0.5◦ diffuser mounted: Reconstruction for two points placed at 25cm. The
corresponding PSF is the 11th out of 40. The planes are zoomed in 8 times for visibility. Note
that the two points are laterally well defined. The difference is about 6 pixels in the reconstruction.
The lateral resolution for the 0.5◦ diffuser show that the point sources are indeed resolvable.
The reconstructions also a higher resolution is possible, by the amount of space between the
points. However, the depth estimation is lacking and the point sources are not not nearly
as pixel-perfectly defined as the single point source. This may not only be attributed to the
reconstruction though: the point sources themselves may affect the results negatively as well:
the point sources are now simple LED’s without any structure before them to make their light
more point-like. See figure 4.34 again for the light sources used.
When running the same depths for the 1◦ diffuser, the difference between the points is much
less defined. Figure 4.37 shows that only one reconstructed pixel is left between the two points.
Moving the two points even farther from the system for an object distance of 25cm, the algorithm
does not distinguish them as two separate points anymore. This is shown in in figure 4.38 One
could argue that the field of view for the 1◦ diffuser does not reach until 25cm.

Figure 4.37: With a 1◦ diffuser mounted: Reconstruction for two points placed at 12cm. The
corresponding PSF is the 19th out of 28. The [XY] and [XZ] planes are zoomed in for visibility.
Note that the two points are only just defined in the [XZ] plane. The difference is around 1 pixel
in the reconstruction. In the [XY] plane, however, a third point seems to be introduced. This is
caused by the depth estimation over multiple points. In both [XZ] and [YZ] the depth estimation
is close and hovering around the 19-21st PSF’s.
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Figure 4.38: With a 1◦ diffuser mounted: Reconstruction for two points placed at 25cm. The
corresponding PSF is the 6th out of 28. The [XY] plane is zoomed in for visibility. Note that
the two points are laterally not defined. The difference in the sensor reading is apparently too
small to reconstruct two separate points. Now the points seem joined together into one.
The behavior observed in table 4.1 for the 1◦ diffuser is also observed in the experiments.
An important difference is that at 12 cm object distance, the points are still disjunct by the
Rayleigh criterion (so theoretically also by FWHM), whereas the correlation seemed to suggest
this difference would be critical. This supports the claim that the FWHM resolutions obtained
in the previous section are indeed not maximum attainable resolutions for the imaging system.
4.3.3

Defining the depth resolution

Along the z-axis no point spread functions are measured. The depth is reconstructed by loading
in a PSF stack consisting of multiple PSF’s taken at different depths. The amount of PSF’s and
more importantly spacing between the individual PSF’s therefore already limits the maximum
depth resolution the DiffuserCam can converge to. Figure 4.39 shows a 3D reconstruction for a
single point source that is axially centered. The depth resolution is defined using these points,
placed at multiple depths.

Figure 4.39: Reconstruction for a single point axially centered at 12cm distance from the imaging
system. The system uses the 1◦ diffuser. The corresponding PSF is the 35th out of 40. All the
images are zoomed in by a factor 16, and use a different colorbar, for visibility. The reconstruction is normalized. Note that the depth estimation is correct but that some uncertainty remains:
besides the estimated depth (which was right) the reconstruction still shows other depths at lower
values.
Since the depth perceived by the system is entirely based on how the ADMM algorithm
reconstructs the original scene, the analysis is also based on these reconstructions. To objectively
compare the diffusers and the different object distances the values of the reconstruction are
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thresholded. All values in the reconstruction under half of the maximum are discarded and
the remaining values are taken as uncertainty on the depth estimation. The depth accuracy
or resolution for a specific object distance is defined by the remaining PSF’s in the depth
reconstruction. By knowing the distance between the PSF’s in the stack the actual depth
resolution in centimeters is obtained. Figure 4.40 shows the thresholded equivalent of 4.39.

Figure 4.40: Reconstruction for a single point axially centered at 12cm distance from the imaging system. The system uses the 1◦ diffuser. The corresponding PSF is the 35th out of 40. All
the images are zoomed in by a factor 16, and use a different colorbar, for visibility. The reconstruction is thresholded. All the uncertainty below 50% is removed. Only three PSF’s remain as
depth uncertainty. However, since they are not all contiguous the resulting depth accuracy is ”4
PSF’s”, which corresponds to 2cm in this case.
To obtain a good measurement for the depth resolution the distance between the PSF’s is
fixed at 5mm. The reconstruction is done for all depths with 2000 iterations. The resolution is
measured for depths ranging from 30cm to 3cm, with a step size of 1cm. So 30, 29, 28 etc. After
the reconstruction is thresholded all remaining PSF’s (depth) will be counted in the resolution,
so for figure 4.40 this would mean a depth estimation of four PSF’s which equals 4x0.5 = 2cm.
Note the difference in precision between the lateral dimensions and the axial dimension here
(approximately a factor 10!). A special case arises when the depth reconstruction estimates an
incorrect PSF as primary depth. Here a gradation is introduced when the estimation is within
3 PSF’s from the actual depth or not. Figures 4.41 and 4.42. show the estimation for the depth
resolutions.
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Figure 4.41: Resolution approximation for the 1◦ diffuser. The type of the points shows whether
the estimation at that depth by the ADMM was correct. A general upwards trend can be observed
with decreasing accuracy as the sensor distance increases. Moreover, the depth estimation is
incorrect more often as the object distance becomes larger. This trend can be explained by
similarity between the PSF’s: the further away, the more the PSF’s are alike (relatively less
magnification). Also note the stable, well defined depth resolution of at least 5mm, for object
distances until 10cm.
The 1◦ diffuser shows quite some incorrect depth estimations above an object distance of 20
cm. This is to be expected as the lateral estimation also showed similar results. The range in
which this diffuser gives good results axially is when the object is placed closer than 10cm from
the imaging system. In the far field, this diffuser is performing significantly less according to
figure 4.41. After an object distance of 15 cm this really deteriorates, with the range 10 cm
to 15 cm also being less than the first 10 cm. A side-note to the results shown in the figure is
that the lateral resolution was very accurately resolved (for a single point) in the range until
10cm. To get the most accurate results using this diffuser, it is best to place the scene within
this range.
For both the 1◦ and 0.5◦ diffuser, the last slice of the measurement (30cm) seems to be better
resolved than the previous depth slices. In the case of the 1◦ diffuser, some of the wrong depth
estimations were actually placed on the final depth of the stack. This may point to some
preference of the solver towards the final depth, but this cannot be concluded definitively from
these experiments.
Similar to the lateral resolution for the 0.5◦ diffuser, the resolution certainly degrades with
more distance to the imaging system, but the accuracy does not fall off dramatically. The
accuracy for the 0.5◦ diffuser seems fairly stable after an object distance of 15cm, hovering
around 3 cm. While this is not great, the correct depth slice was still estimated for all depths.
Therefore, the accuracy could be improved for the current setup using more iterations (the
algorithm converges to the right depth). Again the best depth estimations are until the object
distance of 10 cm, but the first three depths show a significant decrease in lateral resolution,
likely due to blur in the PSF’s, and should be avoided as well.
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Figure 4.42: Resolution approximation for the 0.5◦ diffuser. All depths using the 0.5◦ diffuser
were primarily estimated on the correct PSF. The same trends observed for the 1◦ diffuser are
observed here as well, but the accuracy generally remains better. The depth resolution is again
very good until 10-15cm, but a caveat is appropriate for the lowest sensor distances. Due to blur
in the PSF’s the [XY] reconstruction was poor.
Another observation made while recovering the depth resolution: over the first iterations
there appears to be some unexpected shape in the reconstruction: instead of a straight line,
which is observed in the far field for both diffusers, for some experiments in the near field this
straight line is replaced by a curvature. This can clearly be observed in the [XZ] and [YZ]
planes, and is shown in appendix A.12. This effect is caused by slight misalignment in the
setup, and should be avoided. If that is not possible it should be carefully monitored to avoid
falsely perceiving a lose or gain in depth of field due to lateral translations.

4.4
4.4.1

Numerical observations
The effect of iterations

Since the ADMM is a very specific optimization method catered to this problem, exploring
how fast the solution converges is very interesting. The distribution by Antipa et al. [1] only
provided the ADMM model to explore 3-dimensional reconstruction of image scenes. So to make
a quick comparison to a more conventional optimization algorithm, a two dimensional python
implementation is used. Here, both the gradient descent and ADMM method are possible to
solve the optimization problem posed in 2.7. Figure 4.43 show that converging is possible with
fewer iterations when using the ADMM method. Due to the small size, using gradient descent
for small 2D images is still a good option as the computational time to obtain a similar result
is not much worse. It is important to note the ADMM converges in fewer iterations. Especially
when looking to to reconstruct 3D scenes where each iteration will have long computational
time.
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Figure 4.43: Reconstruction using a 2D python implementation of the algorithm. The original
scene consisted of three light sources in a dark room. Both reconstructions converge to the right
solution. Left the reconstructed image (3 points above each other) using the ADMM to solve
the inverse problem stated in 2.7. On the Right, a Gradient Descent (GD) implementation. It
illustrates how the ADMM has a better reconstruction for the same iterations: the GD method
still shows some noise around the points. However, each iteration of the ADMM algorithm is
also more costly (4s per ADMM iteration compared to 1s for GD).
However, another observation is made when the amount of iterations is increased further and
further for the ADMM solver. Traditional optimization algorithms, like the gradient descent,
will converge to a solution. Increasing the number of iterations will not cause a significant
increase in accuracy after a certain point. But the 3D implementation by Antipa et al. [1] shows
different behavior. Two different iteration points are shown in figures 4.44 and 4.45.

Figure 4.44: Reconstructed scene with a PSF stack of 44 images. The sensor reading to reconstruct is the last PSF of the stack (so laterally centered). The reconstruction has a zoom factor
of 8 for visibility. The depth is fairly accurately defined at 800 iterations
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Figure 4.45: Reconstructed scene with a PSF stack of 44 images. The sensor reading to reconstruct is the last PSF of the stack (so laterally centered). The reconstruction in [XY] has a
zoom factor of two. The complete reconstruction has gone awry, notice the negative values in
the colorbar to the right
When having too many iterations the ADMM implementation will sometimes go past an
optimum to arrive at a worse result. The iterations after which the reconstruction overshoots
is problem-dependent, similar to how fast convergence is, is problem-dependent. When this
behavior is observed the values obtained in the figures become negative.
4.4.2

Image size and GPU usage

In appendix A, the complete data of the GPU in the laptop used for running the code is
displayed. It is a NVIDIA GeForce GTX 1650 graphic driver with 4GB VRAM. The image size
corresponds to the sensor pixels, which is at most 3280x2464 (full sensor size). To run full sized
images over the GPU, the memory is simply not sufficient. Moreover, the 16GB RAM is not
even sufficient to run the ADMM implementation over the full images with a decent PSF stack
(10+ images).
As in most complex computational problems one prefers the speed of the GPU over the
accuracy of the CPU, especially when the difference in accuracy is negligible. As it is an
optimization problem, it should technically always converge towards said optimum. However,
the result in the previous section suggested that the optimum can be surpassed. So to verify
the usage of the GPU the same problem is ran over both the CPU and GPU which is shown in
figures 4.46 and 4.47.

Figure 4.46: Example of a reconstructed scene from an experimental PSF stack with a round
aperture of 18 images. The sensor reading to reconstruct is the seventh PSF of the stack (so
laterally centered). The reconstruction in [XY] has a zoom factor of two. The reconstruction
was run over the CPU with 400 iterations.
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Figure 4.47: Example of a reconstructed scene from an experimental PSF stack with a round
aperture of 18 images. The sensor reading to reconstruct is the seventh PSF of the stack (so
laterally centered). The reconstruction in [XY] has a zoom factor of two. The reconstruction
was run over the GPU with 400 iterations. The result is similar to the result ran over the CPU,
but requires only about a tenth of the computational time
The difference in runtime is, as expected, very noticeable. Running a problem of the same
size over the GPU results in 8-10x faster processing time than running over the CPU. So to
what size should the problem be reduced for it to be possible to run over the GPU? It turns out
that for a PSF stack in the range of 10 images the image size should be reduced 5 times. So
instead of loading the measurements of 2464 x 3280 pixels into the algorithm, the images in the
stack are reduced to 493 x 656. Since the RAM on the laptop is 4 times larger than the VRAM,
an image combined with a PSF-stack, up to 10 PSF’s, is still solvable using the full image size.
However, at the cost of significantly increased computing time.

Figure 4.48: A computationally generated image (right) to simulate three point sources above
each other based on on an experimental image from an apertured PSF stack (left).
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Figure 4.49: Example of a reconstructed scene from an experimental PSF stack with a square
aperture of 10 images. The sensor reading to reconstruct is displayed in figure 4.48, on the
right. The reconstruction in all three images zoomed in 80 times to make the result visible. The
reconstruction was run full size over the CPU with 100 iterations. The reconstructed scene is
very well defined, according to expectation.

Figure 4.50: Example of a reconstructed scene from an experimental PSF stack with a square
aperture of 10 images. The sensor reading to reconstruct is displayed in figure 4.48, on the
right. The reconstruction was run over the GPU, requiring the image size to be reduced 5
times. The same amount of iterations (100) are used. Compared to the full-sized CPU-run,
the reconstruction is certainly less precise, but also requires a thousand times less computational
time

Figure 4.51: Example of a reconstructed scene from an experimental PSF stack with a square
aperture of 10 images. The sensor reading to reconstruct is displayed in figure 4.48, on the right.
The reconstruction in [XY] and [YZ] are zoomed respectively by a factor of four and two. The
reconstruction was run over the GPU, requiring the image size to be reduced 5 times. Now the
iterations are increased 10 times, up to 1000. Compared to the full-sized CPU-run in figure 4.49,
the reconstruction is certainly less precise
The results presented in figures 4.49, 4.50 and 4.51 show that running the full sized image
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gives the highest accuracy at a severe time penalty (runtime of over 8 hours, for 100 iterations).
But the solution does need a lower amount of iterations, compared to the same resized problem,
to converge to a good reconstruction. While these results are as expected, it is important to note
that the GPU reconstructions are showing the right depth estimation with sufficient iterations.
The penalty for the reduced image size (which is done by using a box filter) is that ADMM has
difficulty to completely converge to single points.
4.4.2.1

Image complexity

Besides the size of the image, one could also define the image used as sensor reading input by
its complexity: the amount of point sources for example. The more point sources are added, the
more complex the image is perceived. Since the algorithm will still run with the native sparsity
prior this cannot be extended indefinitely. A simple test, with a small difference (1 vs. 3) in
the amount of point sources, showed that the runtime of algorithm is not negatively influenced.
For a tripling of the number of point sources, the runtime remained around 18 seconds for 550
iterations. The resulting reconstructions can be found in Appendix A.7.
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5
5.1

Discussion
System analysis

The experiments show that quite some factors influence the reconstructed 3D images. First
the system itself, the sensor/diffuser combination: autocorrelations provide a good objective
measure to determine the focal distances of the different diffuser. For the 0.5◦ diffuser this focal
plane is found 6mm behind the diffuser and for the 1◦ diffuser the focal plane is at 1mm behind
the diffuser.
The range in which the caustic pattern remains sharp, as expressed above, is relatively large.
Comparing this to light field imaging, the diffuser shares resemblance with an array of microlenses [19]: Every different ’bumb’ on the diffuser is essentially a micro-lens with different focal
length. Over a certain range, different ’lenses’ come into focus. Which results in a relatively
sharp caustic pattern over a range of different focal lengths. This is observed in both the
calibration and the experiments with different sensor distances for a close light source. Around
the minimum, the autocorrelation peak width also shows relative stability for a range of µms
sensor distances, before showing a distinct difference.
When moving the point light source axially towards the imaging system, the caustics will
go out of focus. A relation from lens based systems does not hold for the DiffuserCam: Instead
of the image distance getting further away from the system, the caustics are sharper when
the sensor is placed closer to the diffuser. This contradicts earlier research by Biscarrat et
al. [27], where the relations from the thin-lens equation are used to derive the magnification.
On the other hand, the magnification observed by eye seemed to follow this magnification. The
observed defocusing when moving the objects closer severely limits the application of this setup.
The resolution experiments showed better axial accuracy, the closer the scene is placed to the
imaging system. Due to the defocusing the lateral resolution becomes a limiting factor in these
areas.
Another observation, made when analyzing the focal distance were the strong fluctuations in
the autocorrelations when running the full-sized images. These are likely due to how the images
are captured. When zooming in as much as possible on a light stroke in a caustic pattern, the
pattern in figure 5.1 is observed.
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Figure 5.1: Zooming in on the captured images using the raspberry Pi camera, in the light strokes
a certain pattern of light and dark pixels can be observed. It shows a grid-like structure, which
likely causes the strong oscillations in the autocorrelations. The grid could be, because of a Bayer
filter where either the red or blue filter results in a lower pixel value in the sensor reading.
A theory would be that the Bayer filter on the image sensor may cause this, but the effect is
nonetheless easily filtered out. Multiple different ways to do so were highlighted in the appendix
and these different tools show, as expected, very similar results. The 2D-fitting strategy takes
time but could also be used in future research, to determine whether multiple different peaks
are on top of each other to get a better estimate for the lateral resolution using the FWHM
method.
Moving on to the proposed simplicity of the system: having conducted the experiment and
analyzed the results this simplicity deserves a caveat. The potential is indeed great, but using
lensless imaging with the setup shown in the methods section, it shows a slight resemblance to
holography [9]: when measuring the point spread functions the alignment and relative motion
in the setup is really important to obtain good results (although the scale for these alignment
requirements is quite different).
When the alignment is off, this can result in incorrect reconstruction: The depth estimation
and lateral estimation in the reconstruction will interfere. The algorithm will have issues to
determine whether a shifted sensor reading is due to a different depth or a laterally shifted
source. Similarly, when there is movement during calibration this can cause unwanted changes
in the PSF stack and consequently, hard to recognize changes in the reconstruction of the scene.
This becomes especially important, when the system will be used for precise monitoring of
particle-laden flows for example.

5.2

Caustic sharpness and Magnification

The first thing that is observed when comparing the experimental images and the provided stack
is that they clearly differ in their reconstruction precision. By eye, the difference in sharpness
of the caustic pattern is also clearly distinguishable. The patterns observed in the experimental
study are ’thicker’ than the ones in the provided stack, which can partly be attributed to the
experimental setup. However, the scotch tape, mentioned briefly in chapter 3 showed thin lines
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with low pattern density in some of its domain. This suggests that the diffusers are a limiting
factor in the caustic sharpness.
Also, Antipa et al. [1] use a different kind of optical sensor, namely a CMOS sensor with a
sensor resolution of 2560 x 2160, with pixel size of 6.5 µm x 6.5 µm [31]. This corresponds to a
sensor size of 16.6 mm x 14 mm which means the pixel and sensor size are about six times as
large as the raspberry pi sensor. And their provided stack still has sharper lines than most of
the experimental images. This also means the obtained caustic patterns are not sharp enough
to use the increased sensor resolution. So unfortunately, the advantage of having a much smaller
pixel size essentially will not do anything for the resolution of the obtained reconstruction. The
smaller size of the image sensor only makes operation of the simple system harder, by making
it more responsive to small alignment errors. Also, the field of view is drastically reduced.
Besides the influence of the less sharp PSF’s from the experiments, the influence of magnification and magnification detection seems very important. Where the lateral resolution can
be attributed to the sharpness of the caustic pattern (the 1◦ diffuser also gives better lateral
reconstructions) the depth resolution should be attributed to magnification. For the provided
PSF’s this also works flawlessly. Moreover, the Matlab tools used to analyse the different PSF’s
and sensor readings find expected results.
The provided PSF stack seems to suggest a very strong relationship between good depth
estimation and magnification. However, magnification is very hard to distinguish by eye and
is therefore analysed using tools from the image processing toolbox, by Matlab. These indeed
show magnification differences between each subsequent image in the provided stack, but only
show unity matrices for the experimental images. The measurable magnification factor in the
provided stack is likely the reason why the depth reconstruction is so strong.
When analysing the experimental images, a very strong correlation is observed when images
in the PSF stack differs only slightly in light intensity. Noteworthy is that it can take precedence
over magnification. Since magnification in the experimental images is not picked up by the
Matlab tools, this effect can become even more detrimental. The PSF stacks should always be
properly normalized using the procedure from chapter 3.
The precedence over magnification in the experimental images may be caused by the reduced
clarity of these images: The magnification tools give the unity matrix when used on experimental
images. Using an aperture was expected to help (as the cropped image should increase in
size, when moving the point source closer) but showed no conclusive result, unfortunately.
The effect of noise or blurring was also ruled out. Possibly, the experimental images showed
no magnification, because the Matlab tools do not deal well with shear or additional data
entering the images. However, the lack of objective magnification does not prevent the ADMM
implementation to still recognize and estimate depth within certain ranges. Only the depth
estimation is stretched out, and needs more iterations to converge to a clear depth estimation.
Looking at the expressions in the mathematical model, the influence of both the magnification and intensity are to be expected. They can be retraced back to certain assumptions or
terms in the theory: the linear shift invariance assumption, the sparsity parameter, the primal
and dual variables. The ADMM implementation uses the intensity as one of its tuning parameters according to Biscarrat et al. [27]. The provided stack complies with the above-mentioned
assumptions, which explains its clear reconstructions. The experimental images show no measurable magnification and as such the decreased accuracy in reconstruction is to be expected.
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5.3

Cross-correlation and the ADMM

A similarity is observed between the reconstructed image using the ADMM algorithm, and
the cross-correlation of the sensor reading with its corresponding PSF. Cross-correlation values
increase when the images are brighter, which could explain the normalization requirement for
good reconstruction using the algorithm. Moreover, the estimations by the algorithm are also
given by a non-unitized value. It suggests a similar technique is used in the ADMM algorithm.
Remember that the algorithm uses forward convolution to predict the system matrix and in
Fourier space, convolution and correlation are very similar.
The analogy between the cross-correlation and the ADMM also emphasized the relationship
between the depth estimation and the lateral resolution. They are clearly intertwined in the
ADMM algorithm: a faulty or imprecise depth estimation may lead to a faulty reconstruction
on the lateral plane (or vice versa). The cross-correlation can be used as a tool to both check
ánd predict the location of the lateral reconstruction. The only prerequisite is that the crosscorrelation is with the PSF of the estimated depth. When the ADMM algorithm estimates a
certain depth, the cross-correlation between this depth and the sensor reading will correspond
to the lateral place in the [XY] reconstruction.
This also suggests that, as long as there is a correlation between a PSF of the depth slice
and the sensor reading, the ADMM algorithm or a similar optimization technique will be able to
solve for the lateral resolution. Whether the PSF is created using a diffuser should not matter.
Other examples were already introduced in the introduction, where the pseudo-random patterns
from using a diffuser could well be replaced by using masks [25].

5.4

Quantifying Resolution

The results show that the presented simple setup is not sufficiently robust, and does not give
the desired accuracy in the results to use for analysis yet. A first step would be to address
the outliers and uncertainty in the reconstruction. Throughout the results section there are
examples with either experimental images or altered experimental images that show non-perfect
points, where points were expected, or depth estimations that are incorrect. However, it is
important to note that the experiments showed: when keeping the measurement within certain
ranges, this will positively affect these issues.
The operating point in depth is different for both diffusers, but that is not due to the axial
accuracy. Both the 1◦ and 0.5◦ diffuser showed the best resolution when the object was placed
within 10cm from the imaging system. This can be attributed to clearer magnification, the
closer the point source moves. However, due to the lateral issues with defocusing, this is limited
to a certain distance. For the 0.5◦ diffuser the optimal range would approximately be from 6
cm until 10 cm for the best axial and lateral resolution. This could be extended to 6 cm to 15
cm, where the axial resolution does not become much worse and the lateral resolution remains
stable. The values obtained for lateral and axial resolution in this range of 0.64 mm laterally
(at 8 cm object distance) and 5 mm axially, should not be considered the maximum attainable
values. The setup limits the accuracy prediction.
For the 1◦ diffuser the optimal range is observed within object distances sub 10 cm. Here
the reconstructions are very accurate in both the axial and lateral dimension. The scene can be
placed as close as possible to the sensor, because the algorithm is able to resolve points up to
3 cm from the imaging system. The effect of defocusing only starts to happen at this distance
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of 3 cm. The axial resolution in this region is measured at 5mm and the lateral resolution is
likely better than 1mm. Again the quantitative values are not deterministic for the system, due
to the limited accuracy of the setup.
These statements are necessarily kept very broad, as the entire setup to qualitatively analyse
the different factors has multiple uncertainties in the mm range. While the results suggest that
sub-mm resolution is certainly obtainable, using the imaging system presented in this research,
the results provide no conclusive proof. A strong indication for this ’improved’ resolution is
observed in the raw caustic patterns and reconstructions from the two-point experiments. Two
point sources at 1 mm distance already show distinguishable doubling in their respective sensor
readings and are reconstructed a fair few pixels away from each other.The resolution achieved
by Antipa et al. of 0.75 µm laterally; 448 µm axially is still far away [1]. The trends observed
in the experiments are of more value: the 1◦ diffuser shows much stronger decline in lateral (and
axial) resolution with increasing depth, compared to the 0.5◦ diffuser.
Finally, The GPU processing and the image size are also important factors to take into
account. Better reconstruction of single point sources are obtained with more iterations. The
images can be resized to run over the GPU, but the precision of the reconstruction does decrease.
A PSF stack of 10 images was found to be an ideal size for the analysis of the experiments. Both
the GPU and CPU are able to run the ADMM algorithm over their respective maximum sizes:
reduced fives times for the GPU and the original image size for the CPU. The complexity of the
sensor reading does not influence the computational time. No direct resolution trade-off between
x, y an z was observed in the algorithm. Only the prerequisite to have the setup aligned properly
to avoid the dimensions negatively influencing each other.
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6

Conclusion

Lensless imaging is a very promising candidate for 3D and 4D modelling due to its advantageous
properties of focusing after taking images and relatively simple and cheap setup-cost compared
to current alternatives like holography and light field imaging.
The DiffuserCam is a good example of such a simple system, besides creating the scene, the
imaging system only consists out of a diffuser placed in front of an image sensor. The diffuser
encodes a 3D scene into a 2D sensor reading in the form of a caustic pattern. The 3D scene can
be reconstructed using an optimization procedure that uses compressed sensing in combination
with the sparsity principle. The alternating direction method of multipliers is a computationally
efficient way to converge towards a good reconstruction.
This research shows that the distance between the sensor and the diffuser is critical to obtain
sharp caustic patterns over a range of object distances. The sharpness of the pattern directly
relates to the accuracy of the reconstruction. Autocorrelation of the caustics is a good measure
to find an optimum for this distance. To reconstruct a 3D scene, a set of point spread functions,
needs to be made for every depth one would like to solve for. Intensity or brightness differences
in this set need to be accounted for as they interfere with depth estimation.
Some assumptions in the ADMM-model are required for a good reconstruction, namely:
linearity of the sensor, increasing magnification with decreasing object distance, and lateral
shift-invariance. Consequently the cross-correlation between a point spread function and sensor
reading at the same depth can be used to predict the lateral position in the reconstruction.
Focusing on a specific depth after taking an image is possible, and shows no decrease in accuracy
from using the entire spectrum.
The simple system has several limitations which unfortunately limit the quantitative resolution statement to 5 mm axially and ∼1 mm laterally. A 1◦ diffuser shows optimal reconstruction
when the diffuser is placed 1 mm or less from the sensor and the object distance is lower than 10
cm. A 0.5◦ diffuser respectively shows optimal reconstruction with a sensor distance of 6 mm and
object distance between 6 cm and 15 (10 for axial reconstruction) cm. Importantly, the system
shows a clear tendency, where both the axial and lateral resolution increase with a decrease in
object distance. That is, as long as the captured PSF’s do not go out of focus.
The caustic patterns obtained in the research are less well-defined than what was provided
by the authors of the original DiffuserCam [1]. As a result, the obtained reconstructions are also
less precise. The reconstruction time (and size) is one of the bottlenecks of lensless imaging,
so for the DiffuserCam as well. It is recommended to run the implementation over the GPU,
because the runtime is much lower compared to the CPU, and there is no significant difference
in outcome when running over the GPU compared to running over the CPU.
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7

Recommendations

The setup used for this project provided good qualitative analysis for the lensless system with
diffusers. However, to determine a better quantitative resolution, the setup should be made more
robust to avoid misalignment, and also more precise, to allow for a more accurate resolution
estimation. Using a larger sensor, similar to Antipa et al. [1], could be beneficial for operation
and preventing misalignment. Additional equipment like micrometer stages, or working with
the Microsystems group for design of parts, could be considered to accomplish a better setup
for quantitative analysis.
Also, exploring additional diffusers for sharper caustic patterns, could significantly improve
the lateral resolution of the simple system. The caustics from scotch tape already showed that
the sensor can capture sharper lines, compared to the diffusers used in this research. Designing
experiments using this scotch tape, could be a very good first step.
Some experiments also warrant some further investigation: most importantly, the magnification in relation to the depth estimation. The effect of an aperture could be further explored
for this, as it showed promise in some of the depth experiments conducted during this research.
Also the effect of defocusing could be explored further as it currently puts a big limitation on the
application of the simple system. Especially in the range where the reconstruction presumably
gets better in terms of depth (trend observed in the experiments and according to literature [1]).
Additionally, training the setup to do the PSF measurements automatically, or using training
networks could be a very interesting research topic. This could be extended to provide the
algorithm with initial guesses, or do manual tuning, to determine how the performance improves.
Having more computational power to solve the problems faster, and to be able to run larger
image sizes is advised. Using data science or artificial intelligence to make the code more efficient
or alleviate the harsh memory requirements also provide interesting avenues for future work.
Finally, the concepts of color correlation and disparity mapping can be researched to increase
the resolution of the system even further. Using different wavelengths of light may show different
scattering profiles to help move towards implementing the system to analyse a moving system
of point sources.
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Appendix B, Additonal material

A.1

Auto-correlations for calibration

In figure A.1 a correlation graph is shown that illustrates what the correlation looks like without
any post-processing: Note that there is a ‘bubble’ beneath the correlation which is caused by
the incorrect application of the mean subtraction since the image is save in uint8. Moreover the
observed behavior shows a very strong fluctuation. The fluctuation is highlighted in the right
figure.

Figure A.1: Auto-correlations pre-processing similar to figure 4.7 to highlight the need to filter
out the high-frequency noise introduced in the autocorrelation.
Since these oscillations are undesired it will need to be filtered. Due to the complexity of
the autocorrelation and the specific behavior observed in the correlations the following options
are explored:
•
•
•
•

A fitting strategy for the 2D autocorrelation
A low-pass Fourier filter for the 1D autocorrelation along the center of the images.
A fitting strategy for the 1D autocorrelation
Resizing the image (essentially bicubic interpolation)

Note the the 2D fitting strategy is the most correct since the complete correlation is taken into
account in the fit, before actually determining the actual peak width. Moreover the peak location
in can also be determined from these figures. Now the 2D representation is less illustrative for
the purpose of designing and verifying this fit. The correlation is instead displayed in a 3D
mesh where the value on the z-axis represents the correlation value and the x and y axes are the
correlation grid (Note that the correlation grid is different from the image, since the correlation
is product of the individual images and as such exactly twice as big in both x and y direction).
The result of an autocorrelation its corresponding 2D fit is displayed in figure A.2. Prof. dr ir.
Nico Dam assisted in designing the 2D fit.

I

Figure A.2: An illustration of the 2D fitting strategy using a Lorentzian stacked on top of a
Gaussian. In reality it is a 2-step fit where first the Gaussian is fitted and the Lorentzian is
fitted over the residue. The left image shows the oscillating autocorrelation, the right image
the 2D fit. The fit resembles the original very well, but each 2D requires tuning of the initial
parameters for the best fit.
The fit is setup by using a Lorentzian and a Gaussian and summing the individual parts for
the complete fit. The 2D Lorentzian and Gaussian are described by equations A.1 and A.2:
Lorentzian = C ∗

1
(1 + x2 + y 2 )

Gaussian = C ∗ exp(−(x2 + y 2 ))

(A.1)
(A.2)

Based on initial guesses for the location, height and width of the correlation peak an algorithm will compute the difference between the original correlation data and the fit. It will
then run an optimization by searching for minimum difference by altering the initial guesses
iteratively. When the minimum is reached the fit will resemble the original correlation as much
as possible without the strong fluctuations. The obtained values for the peak width can immediately be used to analyze the correlation. The 1D fitting strategy works similarly, but first
takes out a single row or column over the maximum of the auto-correlation before applying a
fitting routine over this single array.
The Fourier filter uses the same strategy as the 1D fitting routine in only applying their filter
to a single array. The Fourier filter will filter out all high frequency components which removes
the oscillations from the signal. The resizing of the image comes at the cost of possibly losing
resolution because the resulting image will always be smaller than the original. However, with
regard to the resolution all the above-mentioned strategies worked well and gave similar results.

A.2

Turning the diffuser

The entire calibration strategy has been implemented with the diffusers facing a certain way.
What happens when turning the diffusers around? A difference may result from having a ‘rough’
side and a ’smooth’ side. So whichever side it will pas through first may affect the structure of
the caustics. Instead of the diffusive side facing the light source, the glass side will face the light
source. Figure A.3 shows the result of this operation.
II

Figure A.3: The caustic pattern when flipping the diffuser in the mount. The pattern is different
due to a new part of the diffuser being used, but the general shape and density of the pattern
remains the same.
Since the resulting caustic pattern resembles the original so much, the resolution analysis is
unexpected to change when turning the diffuser. To verify this assumption of limited influence
a PSF stack has been captured using a turned diffuser. Also a broad calibration has been done
for the 0.5◦ diffuser while turned, which is shown in figure A.4.

Figure A.4: A broad calibration for the 0.5◦ diffuser, when flipping the diffuser in the mount.
Compare to 4.9 and see that the result is very similar. So turning the diffuser will not significantly
affect the outcome of the experiments. To keep it simple, the diffuser is henceforth only used
facing a particular way (letters in front).

III

As expected the results are very similar to placing it the usual way. To keep the experiments
simpler and the need for making more PSF stacks limited, the diffuser is kept facing the same
side for the experiments. Also the same part of the caustic pattern from the diffuser is used as
much as possible, but this is quite difficult, as the sensor is not perfectly centered behind the
diffuser in terms of height.

A.3

PSF Stack

To illustrate what the input for the reconstruction algorithm is: the PSF stack that is loaded
in for a specific reconstruction. Note that the size of the stack could have been any number.
For further experiments, instead of loading in a sensor reading from the PSF stack, readings
consisting points shifted laterally or multiple points can be used as input instead.

IV

Figure A.5: The images in the PSF stack used for making 4.3 and 4.4. Note that the images
loaded in are actually the images 3 and 7 in this collection. So the ADMM algorithm reconstructs
the single points at the ’right’ depths according to captions at the respective figures.
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A.4

Auto-correlation Size Multiplication

In figure A.6 the equivalent of figure 4.5 for an auto-correlation of a caustic pattern is displayed.
As described in chapter 4 the multiplication factor is the same.

Figure A.6: The resolution of the input image compared to the ’resolution’ of its auto-correlation.
Similarly to the ADMM algorithm the doubling of the axes occurs.
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A.5

Graphic Driver

The complete details for the GPU-device used to run the reconstructions:
CUDADevice with properties:
•

Name: ’GeForce GTX 1650’

•

Index: 1

•

ComputeCapability: ’7.5’

•

SupportsDouble: 1

•

DriverVersion: 11.2000

•

ToolkitVersion: 10.1000

•

MaxThreadsPerBlock: 1024

•

MaxShmemPerBlock: 49152

•

MaxThreadBlockSize: [1024 1024 64]

•

MaxGridSize: [2.1475e+09 65535 65535]

•

SIMDWidth: 32

•

TotalMemory: 4.2950e+09

•

AvailableMemory: 3.2832e+09

•

MultiprocessorCount: 14

•

ClockRateKHz: 1515000

•

ComputeMode: ’Default’

•

GPUOverlapsTransfers: 1

•

KernelExecutionTimeout: 1

•

CanMapHostMemory: 1

•

DeviceSupported: 1

•

DeviceSelected: 1
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A.6

Image Complexity

Figure A.7: Example runtimes for sensor readings with slight difference in complexity. The
runtimes stay in the same order of magnitude.

A.7

Intensity experiment

Figure shows the result of an using an intensity PSF stack: there is no distance between the
individual PSF’s and apart from the intensity values they are identical. The image with the
highest intensity is on the far right. When looking at the values, remember the auto-correlation
and how the total value for the auto-correlation is calculated: White parts of an image inherently
contribute more to a correlation, as they have a higher absolute value than black. So the lighter
or brighter an image, the higher the correlation will be. Since the PSF’s are all at the same
distance one might expect the depth to be constant along the Z axis. However the algorithm
also places the sensor reading near the brightest PSF’s in the stack.

Figure A.8: The result of a PSF Stack of six completely identical images, except for their intensity
values. The sensor reading to reconstruct is the third PSF of the stack (so laterally centered).
The reconstruction in [XY] is has a zoom factor of four.
Looking at the set of normalized images, it becomes increasingly interesting. The normalization operation spreads out the depth estimation as expected, but does not go through to the
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start. This is caused by the difference in the average values: 0.1061 (at PSF 1/6) vs 0.0824 (at
PSF 6/6). Every point is expected to be somewhat lighter due the difference in intensity, this
obviously cannot be cancelled out completely by normalisation. The new depth estimation is
shown in figure A.9.

Figure A.9: The result of a PSF Stack of completely identical images, except for their intensity
values. But now the PSF stack is normalized. The sensor reading to reconstruct is the third PSF
of the stack (so laterally centered). The reconstruction in [XY] is has a zoom factor of four.
Also the highest value for the depth estimation is now also at exactly the right image (3/6),
which is unexpected but good to notice. The matching variable is 11.75 at slice 3/6 vs. 11.03
on the last slice. So the normalization operation works very well to cancel any differences in
intensity in the PSF-stack.
Some of the PSF’s used in the main text are displayed in the figure below:

IX

Figure A.10: The interesting Images of the Round Aperture PSF stack. Under careful observation one can see that image 7 and image 14 are brighter than the rest, signalling increased
intensity from the point source at those depths.

A.8

Effect of smaller PSF stack

In most of the experiments the chosen amount of PSF’s will not be around the total amount
of PSF’s captured, to ensure computational time remains within limits. To still have a decent
chance at good depth estimation the PSF-stacks are made no smaller than 5 images (for simple
tests) and usually will have around 10 or more. These small stacks are often a subset of a larger
PSF stack. To support the claim that this assumption is validated, the cleanest PSF stack
is used once again: the provided PSF stack with full 44 images. It becomes clear that when
using this stack and subdividing it into smaller stacks the same results are obtained but in less
run-time due to the script having to analyze less depths.
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Figure A.11: Reconstruction of the fifth PSF in the full stack of 44 images. The algorithm is
stopped at 100 iterations for an easy comparison to the other stack sizes. The [XY] plane has
again a zoom factor of 4 for visibility reasons.

Figure A.12: Reconstruction of the fifth PSF in a reduced stack of 25 images. The algorithm is
stopped at 100 iterations for an easy comparison to the other stack sizes. The [XY] plane has
again a zoom factor of 4 for visibility reasons. The result has the same precision as the 44stack
(except for being placed one before its actual value, due to the uneven stack size) but in less
run-time.

Figure A.13: Reconstruction of the fifth PSF in the a reduced stack of 44 images. The algorithm
is stopped at 100 iterations for an easy comparison to the other stack sizes. The [XY] plane has
again a zoom factor of 4 for visibility reasons. As expected the run-time for this reconstruction
is the shortest out of the three, without giving away accuracy.
The provided stack is indeed very illustrative to support this logical claim. First the full
stack is used to determine the location of the single PSF. It is clear that using either a 10stack,
25stack or full 44stack does not make much difference for the depth estimation, but does make
XI

a difference in run-time and computational weight of the operation.

A.9

Magnification

The magnification matrices are not recognized by the matlab toolbox when using experimental
images without an aperture. The depth estimation using the ADMM implementation is given
in figures A.16 and A.17. The depth estimation for the 0.5◦ diffuser seems to go well, while the
depth estimation for the 1◦ diffuser is off.

Figure A.14: An example of two PSF’s from an experimental stack using the 0.5◦ diffuser, with
their corresponding transform matrix highlighted. The magnification value is is equal to one,
even when skipping several PSF’s. The magnification is not recognized by the Matlab toolbox.

Figure A.15: An example of two PSF’s from an experimental stack using the 1◦ diffuser, with
their corresponding transform matrix highlighted. The magnification value is is equal to one,
even when skipping several PSF’s. The magnification is not recognized by the Matlab toolbox.
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Figure A.16: Reconstruction using the ADMM algorithm with a PSF stack of 14 images. The
ninth PSF is loaded in as sensor reading (object distance 8cm). The images are taken with the
0.5◦ diffuser mounted. The [XY] figure is zoomed in 4 times for visibility reasons.

Figure A.17: Reconstruction using the ADMM algorithm with a PSF stack of 14 images. The
ninth PSF is loaded in as sensor reading (object distance 8cm). The images were taken with
the 1◦ diffuser mounted.The [XY] figure is zoomed in 4 times for visibility reasons. The depth
estimation is converging to the eight’ PSF so not at the right depth

A.10

Sharp Caustics of the provided stack

In the main text the Matlab-translated experimental images by two and four pixels are shown.
The reference with the provided PSF’s is presented here. Using the provided PSF’s and image
tools in the image toolbox by Matlab, multiple points are simulated next to each other, at
the same depth. As can be seen from figure A.19, the reconstruction algorithm is able to
determine the location of the three points. The figures show the translation in y direction,
for the translation in x direction the same result is observed. So in both lateral directions the
resolution has a 1-pixel accuracy.
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Figure A.18: Image constructed using translate functions in the Matlab image toolbox. The same
image (PSF 5) is created three times, with the first in its original position and the two other
instances shifted either 2pixels up or 2pixels down.

Figure A.19: 3D reconstruction of the sensor reading created in A.18. All three images are
zoomed in significantly for visibility. The reconstruction actually shows a pixel-perfect result.
The three points are placed exactly on pixel apart in the [XY] plane and the depth estimation is
completely similar to using only the PSF itself.

A.11

Two-point Experimental Images

The original sensor readings for the two-point resolution measurement are shown in A.20. Note
the doubling of the caustic patterns in the images. This doubling should mean that the ADMM
algorithm should be able to reconstruct two point sources from this data.
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Figure A.20: Some experimental images to check the two-point resolution of the simple system.
Different depths are explored for different diffusers.
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A.12

Effect of misalignment

Figures A.21 and A.22 show that the effect of a slight misalignment in the setup will already show
in the reconstruction of the scene. This is especially important to keep in mind when analysing
any point sources in the near field. The axial and lateral estimation may be influenced because
the algorithm may mistakenly perceive change in depth of field from a lateral translation of the
point source.

Figure A.21: When reconstructing images in the far field the algorithm converges towards the
eventual solution over a relatively straight line in x and y. Here a PSF at a distance of 29cm
is reconstructed, but is stopped after 100 iterations. The corresponding PSF is the third PSF of
the stack. The PSF’s around this depth already show the highest values already.

Figure A.22: When reconstructing images in the near field the algorithm converges towards the
eventual solution over a curved line in x and y. This is also observable as blur in the [XY] plane.
In this stack PSF’s are loaded ranging from 10cm to 3cm (right). The sensor reading is at the
11th PSF of the stack, corresponding to a real distance of 5cm. In 2000 iterations this example
will actually converge to a single point, but the reconstruction is stopped at 100 iterations. The
curve is clearly observable in both the [XZ] and [YZ] views. The cause is pretty straightforward,
slight misalignment of the point light source in the PSF stack. Besides depth information the
algorithm also notices some difference in the lateral plane, which indeed increases (if present)
when moving the point source closer.
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