EINDHOVEN
e UNIVERSITY OF
TECHNOLOGY

Eindhoven University of Technology

MASTER

Size-Estimation of Transitive Closure and Reachability in Graph Data

Teixeira Militdo, Daniel

Award date:
2022

Link to publication

Disclaimer

This document contains a student thesis (bachelor's or master's), as authored by a student at Eindhoven University of Technology. Student
theses are made available in the TU/e repository upon obtaining the required degree. The grade received is not published on the document
as presented in the repository. The required complexity or quality of research of student theses may vary by program, and the required
minimum study period may vary in duration.

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners
and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.

» Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
* You may not further distribute the material or use it for any profit-making activity or commercial gain

Take down policy
If you believe that this document breaches copyright please contact us providing details, and we will remove access to the work immediately
and investigate your claim.

Download date: 14. Sep. 2026


https://research.tue.nl/en/studentTheses/f91bd5a0-2d89-4409-9367-27081d433127

EINDHOVEN
e UNIVERSITY OF
TECHNOLOGY

Department of Mathematics and Computer Science
Database Group

Size-Estimation of Transitive Closure
and Reachability in Graph Data

Master’s Thesis

Daniel Teixeira Militao

Supervisor:
Prof. Dr. George H. L. Fletcher

External Supervisor:
Dr. Michael Schmidt (Amazon.com)

Assessment Committee:

Prof. Dr. George H. L. Fletcher

Dr. Nikolay Yakovets

Dr. Dirk Fahland

Dr. Michael Schmidt (Amazon.com)

January 2022



Abstract

Querying graph-structured data has been actively studied due to the numerous ap-
plications in areas including biological and social networks, and the semantic Web.
A query can be executed in many different ways by a database engine. The size of
intermediate results is one of the most significant factors for query execution time
and it can vary significantly across different (semantically equivalent) execution or-
ders. An accurate estimation of said size can guide a database engine into finding an
execution order that minimizes the amount of intermediate results and, typically cor-
related, overall execution time. This entire process of estimating how result values are
returned from a specific query using statistics is called cardinality estimation. Com-
puting the transitive closure (TC) and reachability information in directed graphs is
a common use case that has many applications. In query languages, TC estimations
are often embedded into more comprehensive queries. Understanding the complexity
of a TC computation can help in making decisions about the overall evaluation order.
Moreover, understanding TC computation cost can help in resource management by,
e.g., enabling the pre-allocation of memory and computation resources. In this work,
we cover three techniques for estimating the size of the TC on graph data: a sketch-
ing algorithm, where sketches are randomized summary structures of the distance
relations of nodes in a graph; a graph summary algorithm for the approximate eval-
uation of counting queries involving recursive paths; and an estimation function for
reachability queries using easy to pre-compute key features of a graph. Moreover, we
make two proposals of our own based on two of these techniques and we perform ex-
periments on these techniques using real world datasets of varying types and sizes in

order to understand their strengths and shortcomings, as well as potential use cases.
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Chapter 1

Introduction

1.1 Motivation

The topic of this work is on size-estimation in regards to transitive closure (TC)
and reachability in graph data. Querying graph-structured data has been actively
studied due to the numerous applications in areas including biological networks |23,
32, [30], social networks |36, [35], and the semantic Web |20} 33]. There are many
different ways in which a query can be executed by a database engine. The size of
intermediate results is one of the most significant factors for query execution time and
it can vary significantly across different (semantically equivalent) execution orders. An
accurate estimation of the size of intermediate results can guide a database engine into
finding an execution order that minimizes the amount of intermediate results and,
typically correlated, overall execution time. This entire process of estimating how
result values are returned from a specific query using statistics is called cardinality

estimation.

To exemplify this consider the following query:

PTRedHairTUeStudent(X) := hasRedHair(X) &
isFromPortugal(X) &

studiesAtTUe(X).



First finding all TU /e students, then finding those that are from Portugal, and finally
selecting those with red hair would be far more efficient than selecting everyone from

Portugal, then selecting those with red hair, and finally selecting those who also study

at TU /e.

Computing the TC and reachability information in directed graphs is a common
use case that has many applications [39, |16]. For example, in social networks, we
are often interested in finding all friends-of-a-friend of some person, i.e., the people
a person might know through their friends, or what people a person is connected
within a certain number of connections (n-hops), or even every possible connecting
(unlimited hops). Moreover, (in query languages) T'C estimations are often embedded
into more comprehensive queries. In that context, understanding the complexity of
a TC computation can help in making decisions about the overall evaluation order.
Furthermore, understanding TC computation cost can help in resource management

by, for example, enabling the pre-allocation of memory and computation resources.

A graph database is purpose-built to handle highly connected data. These databases
manage graphs where nodes are objects, and edges (labeled or not) can specify re-
lationships between them. A simple and widely-adopted solution is the use of edge-
labeled graphs, where we assign labels to edges that indicate the different types of
relationships in the domain being described. Edge-labeled graphs are widely adopted
in practice where they form the basis of the Resource Description Framework (RDF)
used for encoding machine-readable content on the Web [15]. An RDF graph is simply
a set of triples (subject, property, object) analogous to the edges in a graph database.
Similarly, we could consider labeling nodes. In RDF we could represent this type of
information by creating a new triple, but having node labels as part of the model
can offer a more direct abstraction that is easier for users to query and understand.
Moreover, it is often cumbersome to add additional information about the edges to an
edge-labeled graph. For scenarios where various new types of meta-information may
regularly need to be added to edges or nodes, the most general and widely adopted
alternative is to use an extension of an edge-labeled graph called a property graph [7].

In property graphs, both edges and nodes can be labeled.



In [10] the author applied and experimentally evaluated the use of size estimation
for computing sparse matrix products. Sparse matrices can be multiplied using much
fewer operations than dense ones. Thus, prior knowledge of the number of nonzero
entries in a product of matrices can be used to speed up the multiplication. The
problems of estimating the number of nonzero entries in each column, each row, or
the whole matrix product of (two or more) matrices reduces naturally to estimating
sizes of reachability sets.

Another reason why even rough estimates are essential in database systems that
support recursion is that even on modest sized databases, recursively defined rela-
tions can be too large to be computed. If a system is to be robust, it must detect
such computations and produce a warning rather than attempting to compute the
relation [27].

In order to improve database engines in understanding and estimating the require-
ments for transitive closure (and, more generally, n-hop expansions), in this work we

investigate techniques to estimate the size of the TC on graph data.

1.2 Contribution

We cover the three techniques we found for estimating the size of the TC on graph
data and make two proposals of our own based on two of these techniques. There were
other techniques that we found during our search, but they are not covered because
the authors of the three techniques we chose address these other proposals in their
work and reported better results. The techniques are:

1. A sketching algorithm, where sketches are randomized summary structures of
the distance relations of nodes in a graph [9]. The graph can be directed or
undirected, and edges can have uniform or general non-negative weights. We
make a proposal on the use of this sketching algorithm for labeled graphs.

2. A graph summary algorithm for the approximate evaluation of counting queries
involving recursive paths on property graphs [17]. Based on the ideas presented

by this technique we propose a summary algorithm for unlabeled graphs.



3. An estimation function for reachability queries using easy to pre-compute key
features of a graph, such as number of nodes and edges, number of nodes without
outgoing edges, and the out-degree of the node with highest degree [37].

Each of these techniques has been implemented using the Stanford Network Analysis
Platform (SNAP) [25], a general purpose network analysis library. For each tech-
nique, we replicate the experiments performed by the original authors. Moreover,
as the original experiments were performed on synthetic datasets, we also performed
experiments on real world data to verify their efficacy for real world applications.

We intent to answer the following:

1. How do our implementations compare with the published results?

2. How do the techniques compare to one another?

3. How well does each technique perform on real world data?

4. Do they excel/underperform for particular types of data (social network, web
graphs, etc)?

5. Are there characteristics in a dataset that would indicate which technique would
be better at estimating the size of the TC?

6. What is the viability (in speed and space requirements) of each contender for

real world applications?

1.3 Structure of this Work

This work is structured as follows. In Chapter [2| we introduce definitions and
terminology on graphs, graph traversal algorithms, and graph data models. Chap-
ter [3] we cover the three techniques we found for estimating the size of the TC on
graph data and in Chapter [l we introduce our two proposals. In Chapter [5] we report
and discuss the results of our experiments on our implementations of each of the five
techniques. For the three techniques covered in Chapter |3| we replicate the original
authors’ experiments in order to validate our implementation. Furthermore, for all
five techniques we perform more in depth experiments using a selection or real world

datasets of varying types and sizes. Finally, Chapter [0] concludes the work by ad-

4



dressing each of the five techniques, their strengths and shortcomings, potential use

cases, and future work.
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Chapter 2

Definitions and Terminology

In Section we formally define graphs and properties of graphs. Section
Finally, Section covers two models used for storing graph-structured data, as well

as how our mathematical model captures them for the purposes of this work.

2.1 Graphs

In this section we formally introduce graphs and for this purpose we adopt notation

from [14].

Definition 2.1 (Graph). A graph G = (V(G), E(G)) is a tuple consisting of a set of
nodes V(G) and a set of edges E(G), with E(G) C V(G) x V(G).

Whenever the context of the graph is clear we may write G = (V, E).

We make the distinction between two types of graphs, directed and undirected
graphs. Directed graphs have ordered pairs of nodes in E, while undirected graphs
the set F' contains unordered pairs of nodes. Consider (u,v) € E with u,v € V and
u # v. In a directed graph only v is adjacent to w, while in an undirected graph
the relation is symmetric, i.e., (u,v) is the same as (v,u). Moreover, if (u,v) € E in
a directed graph we say node u has the outgoing edge (u,v) and therefore u is the
source node of (u,v). Analogously, (u,v) is an incoming edge of node v and therefore

v is target node of (u,v). We call u parent of v and v child of u.

7



Definition 2.2 (Size of a graph). Given a graph G = (V, E). The size of G is the
number of nodes |V| plus the number of edges E| in G, i.e., |G| = |V|+ |E|.

Definition 2.3 (Node degree). Let G = (V, E) and v € V. The node degree of v

deg(v) is the number of edges in which v participates.

If G is directed we make the distinguish between an in-degree deg;,(v) and an
out-degree deg,,;(v) of a node v. By reason, the in-degree is the number of edges with
v as target node and the out-degree is the number of edges with v as source node.

Nodes and edges are often labeled. Hence, we define a label function for nodes

and edges of a graph.

Definition 2.4 (Label function, ¢). Let L be a set of labels. A label function ¢
assigns labels to nodes and edges, ¢(V, L) : V — L and ¢(E, L) : E — L.

Moreover, the concept of paths is integral to graphs. Of note that there are
different definition of paths, e.g. including or excluding the edges, but in the context

of this work we define a path and path length as:

Definition 2.5 (Path and path length). Let G = (V, E). A path p is a sequence of
nodes (vg, v1, Vg, ..., V), v; € V such that (v;_y,v;) € E for i = 1,2,...,k. The length
of the path is the number of edges in the path. The path of length 0 is one with no
edges and only (v).

If there exists a path p from u to v we say v is reachable from u, written as u ~» w.

Definition 2.6 (Simple path and cycle). Let G = (V, E). If all nodes in a path p
are unique, then p is a simple path, otherwise p is said to contain a cycle. A cycle is

a path in a directed graph with nodes (vg, v1,va, ..., vx), where vy = v, and k > 2.

A directed graph G without cycles is called a directed acyclic graph (DAG). In a
DAG a node may have many parent nodes. If a graph G contains no cycles and every

node v € V' has at most one parent it is a tree.

Definition 2.7 (Distance). Given a graph G = (V, E). The distance between two
nodes u,v € V d,, is the length of the shortest path p between them. If no path

exists, the distance is oc.



It is of note that for a pair of nodes there may exist multiple paths with the same

path length.

Definition 2.8 (Ancestors and descendants of a node). Let G = (V, E). A node
u € V is ancestor of v € V' if a path u ~» v in G exists. Analogously, all nodes w € V

are descendants of node v € V for which v ~» w in G exists.
We are able to depict all ancestor-descendant relationships in the transitive closure.

Definition 2.9 (Transitive closure). Given a graph G' = (V, E) with u,v € V. The
transitive closure of G is the graph G* = (V, E*), where E* = {(u,v)|u ~ v € G}.

When answering graph queries we are interested in certain nodes and edges of a

given graph. We thus formally introduce the notation of a subgraph.

Definition 2.10 (Subgraph and induced subgraph). Let G = (V, E). A graph G' =
(V' E') is a subgraph of G, written G’ C G, iff V' CV, E' C Eand FF C V' x V.
The graph G’ = (V’, E’) is an induced subgraph of G = (V, F) iff G’ is a subgraph of
G and E' = {(u,v)|(u,v) € E,u,v € V'}.

Graphs and subgraphs may have special properties, for example they may be
connected. Furthermore, we distinguish between undirected and directed graphs for

the definition of connected, strongly connected, and weakly connected graphs.

Definition 2.11 (Connected, strongly connected, and weakly connected graph).
Given an undirected graph G = (V, E). G is connected iff for every pair of nodes
u,v € V a path u ~ v exists.

Given a directed graph G = (V, E). G is strongly connected iff for every pair of
nodes u,v € V they are reachable from eachother, i.e., u ~» v and u ~» v. Moreover,
G is weakly connected iff for every a pair of nodes u,v € V there exists an undirected

path between them.

Definition 2.12 (Connected, strongly connected, and weakly connected compo-
nents). Given an undirected graph G. A connected component G’ of G is a subgraph

of GG that is connected and can not be extended.



Analogously, for a directed graph G a strongly /weakly connected component is a

subgraph of GG that is strongly /weakly connected and can not be extended.

2.2 Graph Traversal

To determine relationships between nodes in a graph we can use graph traversals.
Common algorithms use breadth-first search (BFS) or depth-first search (DFS) and
their pseudocode is provided in Algorithms [I|[2] respectively. Of note that BFS is
often used and mentioned in this work and both BFS and DFS are used implicitly
in the SNAP library for certain things such as computing weakly /strongly connected
components. Both BFS and DFS can be implemented in O(|V| + |E|).

Algorithm 1 Algorithm to perform a breadth-first search on graph G starting at
node u to find all nodes reachable from wu.

1: procedure BFS(graph G, node u)

2: traversed < ()

3: queue < ()

4: push(queue, u)

5: traversed < traversed U u

6: while ¢ # () do

7: u < pop(queue)

8: for all v € children(u) do

9: if v ¢ traversed then
10: push(queue, v)
11: traversed < traversed U v

return traversed

Algorithm 2 Algorithm to perform a depth-first search on graph G starting at node
u to find all nodes reachable from wu.
1: traversed < ()
2: procedure DFS(graph GG, node u)
3: traversed < traversed U u
for all v € children(u) do
if v ¢ traversed then

DFS(G,v)

10



2.3 Graph Data Models

In this chapter we introduced a mathematical notion of graphs and in this section,
we cover two prominent graph database technology standards, namely the resource
description framework (RDF) and Property Graphs. While those differ in various
details (abstraction level, syntax, supported features), we would like to point out
that — when it comes to challenges in transitive closure computation — both can be
easily mapped to our mathematical model, which captures nodes and (labeled) edges
as the core structural elements. The writing presented in this section is appropriated

from an earlier work by the author [29)].

2.3.1 Resource Description Framework (RDF)

The main design goal of Resource Description Framework (RDF) [38] is to support
highly-distributed data without any assumptions about the particular application
domain from which the data comes. RDF views data as a set of resources uniquely
identified by their Internationalized Resource Identifiers (IRIs). RDF statements
are used to describe relationships, called properties, between resources in the form of
triples (subject, property, object). Properties are possible relations between resources
and objects can either be resources or literals, which are atomic values. As an example,

consider the following triple that states that Tolkien wrote The Hobbit:

(http://example.com /person# Tolkien, http://example.com/action#wrote,
http://example.com/country#The Hobbit)

Subject Property Object

:wrote :The_Hobbit

Figure 2.1: Graph representation of an RDF triple.

An RDF can be understood as a graph by considering properties as labeled, di-
rected edges between subject and object nodes, and between subjects and literals, as

shown in Figure 2.1} We formally define RDF triples and RDF graph as follows.

11



Definition 2.13 (RDF triples and RDF graph). Consider the set Z of IRIs and the
set L of literals and assume these sets to be pairwise disjoint.

An RDF triple is a tuple (s,p,0) € Z x Z x (Z N L), where s is the subject, p is
the predicate, and o is the object.

An RDF graph is a finite set of RDF triples. An RDF graph G is the tuple
(N, 3, E) where:

e V is a finite set of nodes.

e Y is a finite alphabet (a set of labels).

e [ is a set of directed, labeled edges, where £ C V x ¥ x V.

2.3.2 Property Graph

Angles [2] informally defines a property graph as a directed labeled multigraph.
Nodes and edges are rich objects with a set of labels and a set (possibly empty)
of key—value pairs called properties. From a data modeling point of view, a node
represents an entity and an edge represents a relationship between entities, while a
property represents a feature of an entity or a relationship.

In addition, Angles [2]| goes on to provide a formal definition of a property graph.
Let O be a set of objects, £ be a set of labels (for nodes and edges), P be a set
of property names, and A be a set of atomic values. Moreover, given a set X, we
assume that SET(X) is the set of all finite subsets of X, excluding the empty set.

We assume these sets to be pairwise disjoint.

Definition 2.14 (Property graph). A property graph is a tuple G = (V| E, p, A, 0)
where:
1. V C O is a finite set of objects called nodes;
2. E C O is a finite set of objects called edges such that F has no elements in
common with V;
3. p: E— (V x V) is a function that associates each edge in E with an ordered
pair of nodes in V;

4. \: (VUE) — SET™(L) is a function that associates to each object (node/edge)

12



a finite set of labels from (i.e., A is a labeling function for nodes and edges);
5. 0: (VUE)xP — SET"(A) is a function that associates objects (nodes/edges)

with properties, and for each property it assigns a set of values from A.

13
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Chapter 3

Literature Review

In this chapter, we will cover three techniques for estimating the size of the TC
on graph data. The first technique is a sketching algorithm, where sketches are
randomized summary structures of the distance relations of nodes in a graph [9]. The
graph can be directed or undirected, and edges can have uniform or general non-
negative weights. The second is a graph summary algorithm for the approximate
evaluation of counting queries involving recursive paths on property graphs [17]. The
third is an estimation function for reachability queries using easy to pre-compute key
features of a graph, such as number of nodes and edges, number of nodes without

outgoing edges, and the out-degree of the node with highest degree.

3.1 All-Distances Sketches

Sketches are useful for storage and queries on massive data sets. Sketches enable us
to conduct approximation queries on the original data sets while taking up a fraction
of the storage space and computing resources required for the actual answer. Working
with sketches typically entails that, rather of explicitly maintaining and handling very
large subsets, we can instead maintain much smaller sketches while still querying
their attributes. The efficiency with which a sketching method is implemented, its
diversity in terms of operations supported, and the quality of the estimations obtained

determine its value.
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To understand All-Distances Sketches (ADS), it is best to start with a brief re-
view of MinHash sketches. There are multiple flavors of the MinHash sketch. The
common characteristic between them is that elements ¢ € U of the universe U are
assigned random rank values (i) (usually produced by a random hash function). The
MinHash sketch S(X) of a set X C U includes order statistics (maximum, minimum,
or top-/bottom-k values) of the set of ranks {r(j) | 7 € X}. MinHash sketches of
different subsets X are coordinated if they are generated using the same random rank
assignments of the domain U. The concept of sample coordination was introduced

by [§], and in the context of sketches, by [11].

Before defining the different flavors of MinHash sketch, we provide some intuition
for the power of order statistics. We first consider cardinality estimation. The min-
imum rank value min,cxr(z) is the minimum of |X| independent random variables,
and therefore, its expectation should be smaller when the cardinality |X| is larger.
Thus, the minimum rank carries information on |X|. We next consider the sketches
of two sets X and Y computed with respect to the same assignment r. The minimum
rank values carry information on the similarity of the sets, i.e., when the sets are
more similar, their minimum ranks are more likely to be equal. Finally, the minimum
rank element of a set is a random sample from the set and, therefore, as such, can

support estimation of statistics of the set.

A MinHash is parameterized by an integer & > 1, which controls a trade-off
between the size of the sketch representation and the accuracy of approximate query

results. As stated previously, MinHash sketches come in three flavors:

e A k-mins sketch [11] includes the smallest rank in each of k£ independent rank
assignments. There are k different rank functions r; and the sketch S(X) =
(71, ..., Tk), where 7, = minyexr;(y). When viewed as a sample, it corresponds
to sampling £ times with replacement.

e A k-partition sketch [18, [19] which in the context of cardinality estimation
is called stochastic averaging, uses a single rank assignment together with a
uniform at random mapping of items to k buckets. We use b : U — [k] for

the bucket mapping and r for the rank assignment. The sketch (7, ...,7%)
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then includes the item with minimum rank in each bucket. That is, 7, =
MiNyexpy)="i(y). 1If the set is empty, the entry is typically defined as the
supremum of the domain of 7.
e A bottom-k sketch [12, [13] 74 < ... < 7 includes the k items with smallest
rank in {r(y) | y € X}. Interpreted as a sample, it corresponds to sampling
k elements without replacement. Related uses of the same method include
KMV sketch [5], coordinated order samples [8, (34, 31|, or conditional random
sampling [26].
Note that all three flavors are the same when k£ = 1 and that a k-mins equates to
doing k independent bottom-1 sketches with respect to k& independent permutations.

A study performed by Meng [28| concluded, for the purposes of TC size estimates,
that k-partition sketches underperformed when compared to the k-mins and bottom-
k sketches. Moreover, k-mins performed similarly to bottom-£ at estimating. Hence,
the remainder of this section will solely focus on the bottom-k flavor of sketches,
seeing as they are the most suitable for the problem.

An ADS extends the simpler MinHash sketch of subsets, and inherits its proper-
ties. The ADS of a node v can be viewed as representing MinHash sketches for all
neighborhoods of v, that is, it includes a MinHash sketch of the set of the i clos-
est nodes to v, for all possible values of i. Accordingly, ADSs come in the same
three flavors, according to the underlying MinHash sketches: k-mins, k-partition,
and bottom-k and have expected size < klogn |11, 13|, but we will be focusing on
bottom-k. As with MinHash sketches, for k = 1 all three flavors are the same.

Before continuing we must introduce some terminology. For a set NV and a numeric
function r : N, the function k(N returns the k£ smallest value in the range of 7 on
N. If [N| < k then we return the supremum of the range r (typically we use r € [0, 1]
and the supremum 1). For node a i and a distance d we use the notation Ngy(i) for
the set of nodes within distance d of ¢ and n4(i) = | N4(7)| for the cardinality of Ny(i).
Moreover, we use the notation ®<;(i) for the set of nodes that are at least as close to
node ¢ as node j is to node 4, i.e., {h € U | d;, < d;;}.

A bottom-k ADS is defined with respect to a single random permutation. The
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ADS of a node i, ADS(7), is a set of node ID and distance pairs (7, d;;). The included
nodes are a sample of the nodes reachable from ¢. The sampling is such that the
inclusion probability of a node is inversely proportional to its Dijkstra rank (nearest
neighbor rank). That is, the probability that the jth closest node is sampled is
proportional to 1/7. We assume that r(7) is either included in the entry or can be
easily retrieved from j. ADS(i) includes a node j if and only if the rank of j is
one of the k-smallest ranks amongst nodes that are at least as close to 7, as defined
in Equation Note that this definition applies to both graphs with unique or

non-unique distances.

j € ADS(i) <= r(j) < k" (®;(i)). (3.1)

Figure 3.1: Example graph G for ADS.

Example 3.1. Consider graph G of Figure [3.1] To determine the ADS of node V,
we sort nodes in order of increasing distance from V,. The order is V,, V;,, V., Vy, Ve,
Vi, Vg, with respective distances (0, 1, 1, 2, 3, 4, 4). We now consider the random
ranks of nodes to determine which entries are included in the ADS. For k = 1, the
ADS of V, includes all the lowest rank within each distance. Let us consider each
node in order of increasing distance:

1. (0,V,) is included because there are no other nodes with distance from V,, smaller

or equal to 0. Logically, every ADS for a node v will have an entry (0, v).
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6.

. For d = 1, we have two nodes, V}, and V., and the set of nodes with d < 1
in increasing order of rank is ®<y; (Vi) = {(0.3,V.),(0.5,V4), (0.7, V;)}. Given
k =1, only V, is included in the ADS.

For d = 2, we have V; and ®<y,(V,) = {(0.3,V,),(0.4,V}), (0.5,V,), (0.7, V},)}
Given k = 1, we do not include V, because r(V,) = 0.3.

. For d = 3, we have V;, and ®<y,(V,) = {(0.2,V0), (0.3,V), (0.4, V4), (0.5, V4),
(0.7,Vy)}. Hence, for k = 1, we include V; in the ADS.

For d = 4, we have the nodes V; and V,, and &<y, (V,) = {(0.1,V}),(0.2,V),
(0.3,V4), (0.4, V4), (0.5,V,), (0.6, V,), (0.7, V4) }. Hence, we include V} in the ADS,
but not V.

ADS(V,) = {(0,V2), (1,V2), (3, V), (4,V7))

For k = 2, we include V; because r(V;) = 0.4 < 0.4 = k™ (®y,(V,)), but no other

extra node is included. For k£ = 3 we start including V}.

The authors implementation of ADS computation, as well as our own, is based

on PRUNED DIJKSTRA’S |11}, 12, (13| and the pseudocode is provided in Algorithm

which uses O(k|E|log|V]) edge traversals.

Algorithm 3 Calculate ADS set for G via PRUNED DIJKSTRA’S

1
2
3:
4
5

: procedure ADS(graph G, ranking method= r)
for rankee node u € U by increasing r(u) do
Perform Dijkstra’s algorithm from u on G7
for all scanned node v do
. if d,, > k"{y | (z,y) € ADS(v)} or |x € ADS(v) | dye < dpu| > k
then
prune Dijkstra at v
else
ADS(v) + ADS(v) U {(u,dy.)}

The algorithm builds the ADS of all nodes by considering a node v € U at a

time and adding it as an entry in ADS(v) for all relevant v. To do so efficiently,

we maintain the entries in ADS(v) as sorted by decreasing distances. The insertion

condition then amounts to testing the following:

1.

If |]ADS(v) < k| then we insert.
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2. Otherwise, if the pair (z,y) in position |ADS(v)|—k of ADS(v) (i.e. the element

with the kth-smallest distance) has y > d,,, then we insert.

0.3 0.6

Figure 3.2: Example graph G* for ADS.

Table 3.1: Entries added to each ADS in each iteration of the BFS of Algorithm
(k = 2), on the transposed graph G7 of Figure .

BF'S iteration Vj V. V. Vi V. Vy Vi
ADS(V,) (4,Vy) (3,Vo) (L,Ve) (2,Va) (0,Vo)

ADS(V3) (3,Vp) (2,V.) (L,V.) (1,Vi) (0, V3)
ADS(V,) (0, V)

ADS(Va) (2,Vy) (1L, Ve) (0, Va)

ADS(V,) (L, Vy) (0,Ve)

ADS(V;) 0,Vy) (2,V2) (0, V)

ADS(Vy) (LVy) (3,Ve) (1,V) (0, V4)

Example 3.2. Consider G7 in Figure , the transposed graph of the one used in
the previous example. For k = 2, Table [3.1] shows the entries added to each ADS in
each iteration of the BFS of Algorithm

We start by performing a BFS from the node with the smallest rank, i.e., V}:

1. We add (0, V) to ADS(V}), because |ADS(V})| < k.

2. Next, we can consider V. and V. We start with V. because its rank is lower.

Given that the [ADS(V,)| < k we add (1, V}) to ADS(V,).
3. The same is done for V.

4. Next, we consider V; and add (2, V) to its ADS for the same reason.
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5. The same is done to V; and to V.
We now perform a BFS from the node with the second smallest rank, i.e., V,:

1. We add (0,V,) to ADS(V,), because |ADS(V,)| < k.
2. For nodes Vg, V¢, V3, Vi, and V,; we add V, with its respective distance because
each node’s ADS size is still less than k.

Subsequently, we perform a BFS from node V:

1. We add (0, V,) to ADS(V,), because |ADS(V,)| < k.

2. The element with the kth-smallest distance in ADS(V,) is (1,V}). Hence, we
do not add V. to ADS(V;), because dy,y, = 1 £ 1 = dy, v, and we prune the
search.

3. The element with the kth-smallest distance in ADS(V,) is (4, V}). Given that
dy,yv, =1 <4 =dy,y,, we add (1,V;) to ADS(V,).

4. The same reasoning is applied to V; and V}, resulting in the addition of V. to
their sketches.

5. Finally, the element with the kth-smallest distance in ADS(V}) is (2, V). Hence,

we do not add V. because dy, v, = 2.
Afterwards, we perform BFS on Vj:
1. We add (0, V) to ADS(V;) because the element with the k-th smallest distance
is (2, V7).
2. The same reasoning leads to add it to ADS(V}) and ADS(V4).
3. We do not add it to ADS(V}) because dy, v, = 2 £ 2 = dy, v, We prune the

search.

4. Finally, we add it to ADS(V,).
Next up, we perform BFS on V,:

1. As always, we add (0,V,) to ADS(V,).
2. We do not add it to ADS(V}) because dy, v, = 1 £ 1 = dy,,v,. We prune the

search.

Performing BFS on V, and finally on V} has the same outcome as the BFS on V.
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The fully calculated sketches look like so:

ADS(Va) = {(4,Vy), (3, Ve), (2, Va), (1, V), (0, Va) }
ADS(Ve) = {(3, V), (2,Ve), (1, Va), (1, Ve), (0, V) }
(0, Ve)

o)}
ADS(Vd) = {(27 Vf)v (1’ ‘/6)7 (07 ‘/d)}

ADS(V,) = {

ADS(Ve) = {(L, V), (0,Ve)}
ADS(Vf> ={(2,Ve), (1, Va), (0, Vf)}
ADS(‘/Q) = {(3’ ‘/6)7 (17 Vf)v (1’ ‘/C)v (07 ‘/;])}

As expected, ADS(V,) is the same as the one in the previous example for k = 2.

3.1.1 Cardinality Estimation With the Bottom-kt Estimator

Recall that ADS(7) includes a node j if and only if the rank of j is one of the k-
smallest ranks amongst nodes that are at least as close to 7, as defined in Equation [3.1]
Also, for node a i and a distance d we use the notation N, (i) for the set of nodes
within distance d of i and ng(i) = |Ny(i)| for the cardinality of Ny(i). Consider Ny(i)
as the set of nodes in ADS(i) with a distance less than or equal to d, i.e., a sample
of the real Ny(i). To estimate ng(i) using the bottom-k estimator, we take the kth
smallest r value among nodes in Nd(i), which we denote by 7. If there are fewer than
k nodes in Nd(i), we return the number of entries as our estimate, because there can
be no other nodes reachable from ¢ at a maximum distance of d that are not included
in Ny(i). Otherwise, if |Ny(i)| > k, we compute the probability p, that an r-value
is below 7, which when r(v)U[0,1], we have p, = 7. We then use the estimate

k-1

This estimator is a conditional inverse-probability estimator [22| and has a coef-

ficient of variation (CV) \/7 and the mean relative error is see |9

2
w(k—2)’
for proof. For each element in U we consider its probability of being included in the

sketch, conditioned on fixed ranks of all other elements. This estimator is therefore
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Table 3.2: Size of the transitive closure for each node of graph G of Figure .

Node N Th n TC
47 V b 37 ‘/e b 27 V ) —
vt (1f)Vc() (0) 5) ! r(ve) =02 =5 T
{(37Vf)7(27‘/€)7(1avd)7 o 2.1
K (1,V2), (0, V3)} r(Ve) =02 T2 =0 7

(1N =1) < (k=2)

)
Ve {0 ve)} Hence, tauy, is not needed. 1 1
Vi o {2, V)), (1,Ve), (0, Va)} r(Va) =04 Sr=25 T
V. {(1,V),(0,V)} r(Vy) =0.7 % ~ 1.43 7
Vy {(2,V2), (1, Va), (0,Vp)} r(Vy) = 0.4 =l=25 7
{<37V€)7<17Vf)7 _ 2—-1 __
Vy (1;%),(07%)} 7“(Vc)—03 3 _3(3) 7
Total 19.76 43
unbiased.

Example 3.3. To estimate the cardinality of N5(V,) we analyze Ns(V,) = {V,, V.,
Vi, Vo, Vi}. Given |N5(V,)| > (k = 2), we take the kth smallest  value among the
nodes in it, which is 7, = r(V.) = 0.2. Hence, ns(V,) = 20%21 = 5.

To estimate the size of the full TC we do the same for every node for d = oo and

the results can be seen on Table [3.2

3.2 Approximate Querying on Property Graphs

Dumbrava et al. present a property graph summarization algorithm for approx-
imately evaluating counting regular path queries in [17]. Nodes and edges are com-
pressed into newly formed structures. To these structures, informative properties are
iteratively added to enable accurate estimations. Throughout this section we will
refer to the original unsummarized property graph as G.

The algorithm has two main stages, a grouping phase and a merge phase. In
the grouping phase (Section we group components based on label frequency
and then compute ®, a label-driven partition of G into subgroupings based on the

connectivity of each grouping. A first summarization collapsed the nodes and inner-
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edges of each grouping into s-nodes and the edges connecting s-nodes into s-edges. In
the merge phase (Section we take the output of the grouping phase and, based
on further label-reachability conditions specified by a heuristic mode, we collapse s-
nodes into h-nodes and s-edges into h-edges. To aid understanding this algorithm we

will use the property graph shown in Figure |3.3| as example throughout this section.

Figure 3.3: Example property graph G for the summarization algorithm.

3.2.1 Grouping Phase

For each frequently occurring edge label [ in GG, in descending order, we iteratively
partition G into ®, where each component of ® is a maximally [-connected subgraph

of G. The authors refer to each such component as a subgrouping.

Definition 3.1 (Maximal [-connectivity). A subgraph of G, G' = (V’, E")), is maxi-
mally [-connected iff:
e Removing any [-labeled edge from E’, there exists a node pair in V' that will
no longer be connected by an undirected [T-labeled path.
e (&' is weakly connected.

e No [-labeled edge connects a u € V' to any V' \ V.

Example 3.4. In the example graph in Figure[3.3] we have: #1; = 6, #ly = 2, #l3 =
5, #ly = 4, #l5 = 4, #l; = 4. Hence, in descending order we have [ly, 3,15, (7, 4, 5]
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(given #l, = #l5 = #l7, their order is arbitrary). Consider now Figure where
we have highlighted in yellow the groupings of G and boxed the subgroupings of each
grouping.

Firstly, we group all nodes connected by /;-labeled edges into grouping G;. Inciden-
tally, grouping G; is maximally /;-connected and therefore only has one subgrouping,
itself. Hence, ® = {G;} From here on out, we disregard nodes V; for 1 < i < 5 as
they are already grouped.

Secondly, we group all nodes connected by I3-labeled edges into grouping G,
which itself has three maximally /3-connected components. Thus, ® = {G;,G,} We
now disregard nodes V; for 1 <7 < 12.

Thirdly, we group all nodes connected by l5-labeled edges. However, there are no
ungrouped nodes connected by this label.

Next, we group all nodes connected by l7-labeled edges. There are three nodes
that fit this criteria and each one is a maximally [;-connected component. Hence,
® ={G1,G2,G3}.

Finally, for the two nodes zero degree nodes, V14 and Vj5 we group them into Gy,

with ® = {G1, G2, G3, Ga}.

GNGL

<\ 0\
G \Vs) My &

Figure 3.4: Grouping phase.

We then take ® to create the s-graph G* = (V*, E*), where each s-node gathers

all the nodes and edges of each subgrouping of ®, and each s-edge gathers all same-
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labeled cross-edges, i.e., edges between pairwise distinct s-nodes. The resulting graph

can be seen in Figure |3.5]

Figure 3.5: S-graph of G.

Moreover, during this stage, analytics on the grouped entities are computed and
stored on the s-graph as properties. For every s-edge we store the edge weight, i.e., its
number of compressed edges and for every s-node we store the following properties:

e Compression. Node weight (NWEIGHT) and edge weight (EWEIGHT), i.e., the
number of inner nodes and edges.

e [nner-connectivity. For each inner edge label present in the s-node we store the
percentage of [-labeled inner edges (LPERCENT) and the number of node pairs
connected by an [-labeled path (LREACH).

Of note that the paper covers the calculation of further analytics that are used for the
estimation of more complex queries, entitled outer-connectivity analytics. However,

they are not relevant for the scope of this work.

Example 3.5. Consider grouping G., in Figure that resulted in node V" Fig-
ure [3.4]

1. Compression. Its NWEIGHT and EWEIGHT are 5 and 8, respectively.

2. Inner-connectivity. Edge label [; has an LPERCENT of 75% and an LREACH of

14} Edge label /; has an LPERCENT of 25% and an LREACH of 2.

Ve, V1), (Va, Vi), (Va, V5), (V2, Va), (V3, Va), (V3, Vi), (V3, V5), (Vs, VA1), (Va, V5), (Va, Va),
(V4’ V4)7 (V5, VQ): (‘/57‘/4% (V57V5)}‘ =14
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3.2.2 Merge Phase

We take as input the s-graph G* = (V*, E*), shown in Figure and output the
compressed h-graph G = (‘7, E) Each h-node, merges all s-nodes that are maximally
label connected on the same label and that have either the same set of incoming
(source-merge (s-m)) or outgoing (target-merge (t-m)) edge labels, shown in Fig-
ures [3.6a][3.6D] respectively. Each h-edge merges all s-edges with the same label and

direction.

(a) Source-merge. (b) Target-merge.

Figure 3.6: H-graphs of G.

Example 3.6. When computing the source-merge, shown in Figure [3.6a) we are
interested in the set of incoming edge labels. The set of incoming labels for s-nodes
Vi, and V' is {l4,l7} and they get merged into V3. Node V5 also has an incoming
ls-labeled edge and because of this it is not merged into V3. S-nodes Vi*, Vg, and Vi
have no incoming edges and get merged into V4. The authors of the paper do not
cover zero degree nodes. In our implementation we ensure that the corresponding
s-node never gets merged with any other s-node. No other s-nodes share the same set
of incoming edges.

When computing the target-merge, shown in Figure [3.6b| we are interested in the
set of outgoing edge labels. The set of outgoing labels for s-nodes V5, V5, and V," is
{15} and they get merged into V3. S-nodes Vi, Vi, and V2 have the set of outgoing

{ly, 7} get merged into V5. No other s-nodes share the same set of outgoing edges.
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As with the s-graph, the h-graph is populated with properties regarding the com-
pression. For each h-edge we sum the edge weight of its s-edges. For each h-node we
attach the sum of the properties present in its s-nodes except for the percentage of
[-labeled inner edges (LPERCENT). For the label percentage we store the weighted
percentage mean?] Moreover, we also compute the average s-node weight, to estimate

how many nodes a h-node contains.

3.2.3 Approximate Query Evaluation

Dumbrava et al. cover how to estimate the size of a variety of different types of

reachability queries.

Single label Reachability queries of the type Single Label have the form ()-[1]1->().
In the summarization G , alabel [ occurs either within a h-node or on an h-edge. Thus,
we accumulate the number of [-labeled h-node inner-edges, i.e. for every v € V we add
(v.LPERCENT L x v.EWEIGHT), and the number [-labeled cross-edges within
[-labeled h-edges, i.e. for every I-labeled e € F we add e. EWEIGHT..

Optional Reachability queries of the type Optional have the form ()-[1]7->().
We estimate them like Single Form queries, but we also need to add the nodes them-

selves, i.e. for every v € V we add (v.AVG_SN NWEIGHT x v.NWEIGHT).

Kleene-plus Reachability queries of the type Kleene-plus have the form () -[1]+->().
We accumulate the counts within h-nodes containing Il-labeled inner-edges and the
weights on [-labeled cross-edges, i.e. for every v € V we add v.LREACH L and for
every l-labeled e € E we add e. EWEIGHT..

Kleene-star Reachability queries of the type Kleene-star have the form () -[1]*->().
As was the case for Optional type queries, Kleene-start queries are estimated like

Kleene-plus queries, but we also need to add the nodes themselves, i.e. for every

v eV weadd (v.AVG_SN_NWEIGHT x v.NWEIGHT).

2 _ >~ (s-node(LPERCENT)-s-node(LPERCENT))
h_DOde(LPERCENT) - h-node(EWEIGHT)
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Disjunction Reachability queries of the type Disjunction have the form ()-[:11]12]->(Q).
We treat each possible configuration on both label in the disjunction, i.e. for every v €
V and for every label [ in the disjunction we add (v.LPERCENT Lxv.EWEIGHT).
Moreover, we add for every [-labeled e € E we add e. EWEIGHT..

3.3 Estimating Result Size and Execution Times for

Graph Queries

Trifs] and Leser present estimation functions for the cardinality estimation of reach-
ability queries and path queries in [37]. Their estimates use characteristics of the
graph that are easily computed with a single pass over nodes and edges, such as the
total number of nodes and edges, the number of zero degree nodes and the maximum

out-degree of the node with the highest degree.

Take n = |V| and m = |E|. Estimates are performed for given sets of start and
end nodes, S and T, respectively, with s = |S| and ¢ = |T'|. The larger these sets are,
the more tuples are returned, i.e. the more start nodes in S can reach end nodes in T,
but the density of the graph, defined as the ratio between edges and nodes, also plays
a role in the size of the result set. Trifsl and Leser reported that the average number
of tuples returned fro graphs of density 2 remains almost constant at 0.6, i.e., about
60% of randomly selected node pairs are reachable from each other. With increasing
graph density this probability increases. According to their experiments, for graphs
with 5000 nodes and 30000 edges, i.e., graphs with a density of 6, almost all node pairs
are reachable from each other. Hence, their conclusion that with increasing average
node degree the probability of u ~» w increases, until a saturation occurs. They
found that the saturation function 1 — e~ "5 reflects this behavior well and provides
a good approximation. Equation shows the formula for cardinality estimation of
reachability queries.

m—n

Cardyegen, = (s, t,m,m) =s-t-(1—e” n ) (3.2)
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3.4 Summary of the Techniques

Table [3.3] summarizes the three techniques covered in this chapter.

Table 3.3: Key points for each of the three techniques covered throughout Chapter ,
along with the formulas to calculate/estimate the TC.

Technique Key points Formula

We can estimate not only the Ny(i) as the set of nodes in ADS(i) with a
ADS size of the TC, but also the size distance < d. 7 i§ the kth smallest r value

of the neighborhood of a node among nodes in Ny (7).

within a given distance. na(i) = kT—’kl

Can only be used to estimate For edges e labeled with a given [:
PG the TC size for particular edge v.LREACH L + e EWEIGHT+
summary labels, not for the nodes them- (v.AVG_ SN NWEIGHT x

selves. v.NWEIGHT)

Salculated 1n:t1ntl§; u:mg eafs Y Take n = |V| and m = |E|. For given sets

) ) O Pre-compute Key 1eatures ot a o start and end nodes, S and 7', respec-

Estimation graph. tively, with s = |S| and t = |T|:
function Not suitable for estimating the v mn '

TC of a single node.

s-t-(17e ")
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Chapter 4

Proposals

In this chapter we will cover two proposals of our own. The first proposal takes the
idea of aggregating nodes in regards to their connectivity from the method described
in Section [3.2] but we apply it to unlabeled graph data. The other proposal, is how
to use ADSs, covered in Section [3.I] to make estimations on labeled graph data.
The referenced papers on sketches |11, [12, |13 9], only covered the use of sketches
for directed or undirected and weighted or unweighted graph data. Specifically, we
explain how to make estimations on the size of the transitive closure with restrictions

on what edge labels to consider.

4.1 All-Distances Sketches for Edge-labeled Graphs

To estimate the result size of a reachability query of the form (v)-[11]12]*->(*),
where 1,1, € L, we could simply compute the ADS(v) while only traversing edges
labeled [; or l. Evidently, doing this would only be practical for the particular cases
where we know beforehand that we will often be doing reachability queries using
particular edge labels. However, we can take advantage of the coordinated property
sketches have when generated using the same random rank assignments of the domain
U.

For every label [ € L, using the same rank assignment r, we generate ADS;(v),

for v € U, where we only traverse edges with that particular label [. To estimate the
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result size of a reachability query we simply perform the same calculation covered in
Section with N4, for £ C L. To calculate N4(v) we can essentially perform a
breadth-first search through all the relevant sketches, as shown in Algorithm [4

Algorithm 4 Estimate neighborhood reachable from a node traversing only edges
with specific labels.

1: procedure ESTIMATENEIGHBORHOOD(sketches ADS, ranking method r, list
labels £, node root, int maxDist)

2: Label root as explored

3: Let N be an ordered set

4: N.add(r(root))

5: Let @ be a queue

6: Q.enqueue(root)

7: while () is not empty do

8: v = Q.dequeue()

9: for [ € £ do
10: sketch = ADS;(v)
11: for (dist,u) in sketch do
12: if dist > maxDist then
13: Break
14: else if u is not labeled as explored then
15: Label u as explored
16: N.add(r(u))
17: Q.enqueue(u)

return N

Figure 4.1: Example graph G.

Example 4.1. Table shows the k = 2 sketches of the graph shown in Figure 4.1
Suppose we want estimate the result size of the reachability query (V) -[11]12]*->(*).
We start from ADS,, (V,), we mark Vj as explored and add it to the queue and to
Ny, 4,(Va). For ADS,,(V,) nothing is added to the queue.
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Table 4.1: ADS of each node for each label of graph G.

Label ll lg

ADS(Va) {(17 ‘/b)’ (07 Va)} {(07 Va)}

ADS(V;)  {(0,Vi)} {(1,V0), (0, W)}
ADS(Vo)  {(2,W),(1,V4), (0, Vo)) {(0,V0)}

ADS(V,)  {(0,Vy)} {(2,Ve), (1, V), (0, Va)}

Subsequently, we pop V; from the queue, look at ADS,, (V}) and add nothing to
the queue. However, for ADS;, (V) we mark V. as explored and add it to the queue
and to Nll,ZQ(Va).

Next, we pop V. from the queue and from ADS;, (V.) we mark V, as explored and
add it queue and to Nll,ZQ(Va). From ADS,,(V,) nothing is added.

Finally, we pop V,, but nothing is added because all nodes have been explored.
Hence, Nll,lg(Va) = {V,, Vi, Vo, Vu}. Given that \NZLIQ(VQH > k we use the kth-
smallest rank from N, ;,(V,) to make our estimate, as covered in Section ie.,

k=1 _ 2—-1 __
=21-25

Tk

4.2 Unlabeled Graph Summarization

We cannot apply the algorithm described in Section directly to unlabeled
graphs, for two reasons. Firstly, during the grouping phase, one of the criteria for
grouping nodes is that they are weakly connected component by the same edge label.
When applied to unlabeled graphs we would aggregate the weakly connected com-
ponents. However, based on statistics gathered on a variety of real world unlabeled
graphs, which we will formally introduce in Chapter [5 we know that often the ma-
jority of nodes (> 97%) are weakly connected, as shown in Table in Appendix .
Hence, the majority or often all nodes would be aggregated into the same s-node,
meaning our estimations would essentially only tell us how many nodes are weakly
connected. Secondly, the merging phase aggregates s-nodes based on the labels of
the s-edges that connect them. If the s-edges have no labels then every s-node is

aggregated into the same h-node.
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Taking the idea of summarizing a graph based on its connections for the purposes
of calculating the size of the transitive closure we propose the following strategy to
summarize unlabeled graphs. We group strongly connected nodes into s-nodes, with
s-edges connecting s-nodes and record the number of inner nodes inside each s-node.
Then we merge s-nodes that have the incoming and outgoing s-edges with the same
source and target, respectively, into h-nodes, with h-edges connecting h-nodes, and
record the number of inner nodes inside each h-node. Of note that this strategy allows
us to calculate the exact size of the transitive closure of a node, not simply estimate
it.

The logic behind this aggregation is as follows. Consider a node v, with v/, v”
being the the s-node and h-node v is aggregated into. To calculate the size of the
transitive closure of node v we start by adding the number of nodes inside v’, as
every node that is a part of the same s-node is strongly connected. Then, we sum
the number of inner nodes of every h-node in the transitive closure of v”, except for
v” itself (unless we loop back to it), as nodes inside the same h-node are reachable
from the same nodes and can reach the same nodes. Hence, we need to track for each
h-node the number of inner nodes and for each node in the original graph the number

of nodes in its s-node. We do not need to store the s-graph itself.

Figure 4.2: Example graph G for the unlabeled graph summarization algorithm. The
strongly connected components are highlighted in yellow.

Example 4.2. Take the graph show in Figure Each strongly connected compo-
nent of this graph, highlighted in yellow, is aggregated into the same s-node resulting
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Figure 4.3: S-graph of G.

in the s-graph shown in Figure £.3] Node V" and V" have one inner node each, V*

has two, and V;* and V] have three each.

Figure 4.4: H-graph of G.

Y
<>
®

Subsequently, each s-node that has incoming and outgoing edges with the same
source and target, respectively, are merged into h-nodes. In our example, we merge
V> and V', resulting in the h-graph shown in Figure . Node V, and V, have one
inner node each, V; has three, and V.d has five.

To calculate the size of the transitive closure of V}; we calculate the the transitive
closure of its h-node in the h-graph, which is comprised of the h-nodes V. and V,
(we exclude Vb) We then add the number of inner nodes of each h-node in the

transitive closure as well as the number of inner nodes of V;*, the s-node of V4, i.e.,

(54+1)+3=09.
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4.3 Updated Summary of the Techniques

Table [1.2] expands on Table [3.3] by including our two proposals.

Table 4.2: Key points for each of the three techniques covered throughout Chap-
ter [3, as well as the two proposals of Chapter [ along with the formulas to calcu-
late/estimate the TC.

Technique

Key points

Formula

We can estimate not only the
size of the TC, but also the size

Ny (i) as the set of nodes in ADS(i) with a
distance < d. 7, is the kth smallest r value

ADS of the neighborhood of a node among nodes in Ny(i).

within a given distance. ng(i) = kT—_kl

Can only be used to estimate For edges e labeled with a given [:
PG the TC size for particular edge v.LREACH L+ e EWEIGHT+
summary labels, not for the nodes them- (v.AVG_ SN NWEIGHT x

selves. v.NWEIGHT)

Salculated mitaitly fu Sltng eas;; Take n = |V| and m = |E|. For given sets

) ) O Pre-compute Key 1eatires of = o start and end nodes, S and T, respec-
Estimation a graph. . . )
: , . tively, with s = |S| and t = |T|:

function Not suitable for estimating the b (]

TC of a single node. set- (e )
eAdDS_ for Do a BFS through the sketches for the la-
lak;gele d We are simply computing the bels we are querying to calculate Ny(i).

ADS for each label. Then proceed as explained above for ADS.
graphs

/ " : _
Unlabeled Does not provide size estimates, For a node v, where Y and v are its s-node
raph but instead provides the exact and h-node, respectively:

grap P o NWEIGHT+TC(v"), where we exclude
summary  TC of a node.

the path of length zero from T'C'(v").
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Chapter 5

Results

In this chapter we cover the datasets used, the experiments performed and their
evaluation metrics, as well as our reasoning behind them. To validate our imple-
mentation of each method covered in Chapter [3| we replicated the original authors’

experiments and compare the results.

In Section [5.1f we introduce the datasets used in our experiments and the reasoning
behind our choices, followed by an overview of the evaluation metrics used Section 5.2}
Finally, in Section we go over the experiments performed on each technique and

discuss the results.

5.1 Datasets

In this section we give a brief introduction to all the datasets used in our ex-
periments, as well as the reason for our choices. Section covers the synthetic
datasets used, while Section [5.1.2] covers the real world datasets. The experiments
performed by the original authors of each paper all relied on synthetic data. Hence,
our own experiments use real world data to understand how the techniques covered

actually behave in practice.
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5.1.1 Synthetic Datasets

We have not introduced any new synthetic datasets of our own in our experiments,

we only use the ones from papers surveyed in Chapter [3|

Approximate Querying on Property Graphs

The authors performed experiments on synthetic datasets generated using gMark [4],
a synthetic graph instance and query workload generator. It can generate datasets
of four different types and it takes a size parameter to determine the size of the
generated graphs. The types are a bibliographical network (bib), the LDBC social
network schema (social) [3], Uniprot knowledge graphs (uniprot), and the WatDiv
schema (shop) [1]. As gMark tries to construct the instance that best fits the size
parameter and schema constraints, the resulting sizes vary. Table in Appendix [A]

shows statistics on the datasets used.

Estimating Result size and Execution Times for Graph Queries

The authors used synthetic random and scale-free graphs with varying sizes and
densities. To generate the scale-free graphs the authors used the methods described
in [6]. For our experiments we used the library NetworkX [21] to generate them,
which has built in functions to generate scale-free graphs using the same methods.

Table in Appendix [A] shows properties of these graphs.

5.1.2 Real World Datasets

The Stanford Large Network Dataset Collection [24] is a collection of datasets
from tens of thousands of nodes and edges to tens of millions of nodes and edges.
For our experiments, we chose a variety of sizes as well as a variety of types, such
as social networks and web graphs, to try to understand how each method scales, as

well as if they excel with any particular type of data.
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Unlabeled Datasets

Statistics on the unlabeled datasets used are shown in Table in Appendix [A]

wiki-Vote A small part of Wikipedia contributors are administrators, who are
users with access to additional technical features that aid in maintenance. In order
for a user to become an administrator a Request for adminship (RfA) is issued and
the Wikipedia community via a public discussion or a vote decides who to promote
to adminship. The network contains all the Wikipedia voting data from the inception
of Wikipedia till January 2008. Nodes in the network represent Wikipedia users and

a directed edge from node i to node j represents that user ¢ voted on user j.

soc-Epinionsl A who-trust-whom online social network of a a general consumer
review site Epinions.com. Members of the site can decide whether to "trust" each
other. All the trust relationships interact and form the Web of Trust which is then
combined with review ratings to determine which reviews are shown to the user.
Nodes in the network represent Epinions users and a directed edge from node i to

node j represents that user ¢ trusts user j.

twitter combined and gplus combined These datasets consist of "lists"
from Twitter and "social circles" from Google+, respectively. At the time these
datasets were created, Twitter and Google+ users identified their circles either man-
ually, or in a naive fashion by identifying friends sharing a common attribute. Hence,
these datasets are comprised of many clusters of nodes, where each clusters corre-

sponds to a user’s "social circle".

soc-Pokec Pokec is one of the most popular online social network in Slovakia.
Friendships in Pokec are oriented. Nodes in the network represent Pokec users and a

directed edge from node 7 to node j represents that user ¢ has user j as their friend.

soc-LiveJournall LiveJournal is a online community with almost 10 million

members, where members maintain journals, individual and group blogs, and it al-
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lows people to declare which other members are their friends. Nodes in the network
represent LiveJournal users and a directed edge from node 7 to node j represents that

user ¢ has user j as their friend.

wiki-topcats This is a web graph of Wikipedia hyperlinks collected in Septem-
ber 2011. The network was constructed by first taking the largest strongly connected
component of Wikipedia, then restricting to pages in the top set of categories (those
with at least 100 pages), and finally taking the largest strongly connected component
of the restricted graph. The categories can serve as "ground-truth" communities and

are overlapping as each article may be classified into several categories.

web-NotreDame, web-Stanford, and web-BerkStan Nodes represent pages
from University of Notre Dame, Stanford, and Berkely and directed edges represent

hyperlinks between them.

web-Google Nodes represent web pages and directed edges represent hyperlinks

between them.

amazon0601 Network was collected by crawling Amazon website. It is based
on Customers Who Bought This Item Also Bought feature of the Amazon website. If
a product i is frequently co-purchased with product j, the graph contains a directed

edge from node i to node j.

Edge-labeled Datasets

Statistics on the edge-labeled datasets used are shown in Table[A.4]in Appendix[A]

soc-sign-bitcoinalpha and soc-sign-bitcoinotc These are who-trusts-whom
networks of people who trade using Bitcoin on the platforms Bitcoin Alpha and
Bitcoin OTC, respectively. Since Bitcoin users are anonymous, there is a need to
maintain a record of users’ reputation to prevent transactions with fraudulent and

risky users. Members rate other members in a scale of -10 (total distrust) to +10
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(total trust) in steps of 1. Nodes are members and an edge from node i to node j

with label [ indicates member ¢ rated member j an [.

soc-reddit-title and soc-reddit-body These are subreddit-to-subreddit hy-
perlink networks, extracted from the posts that create hyperlinks from one subreddit
to another. A hyperlink originates from a post in the source community and links to
a post in the target community. The hyperlink can be present in either the title of the
post or in the body, depending on the dataset. The edge label indicates if the source
post is explicitly negative towards the target post. The value is —1 if the source is

negative towards the target, and 1 if it is neutral or positive.

soc-sign-epinions This is who-trust-whom online social network of a a general
consumer review site Epinions.com. Members of the site can decide whether to trust
each other. Nodes are members and an edge from node 7 to node j indicates member

1 trusts member j, if labeled with 1, or not, labeled with —1.

5.2 Evaluation Metrics

Cohen [9] used the normalized root mean square error (NRMSE) and mean rel-
ative error (MRE) for their experiments, which are given by Equations and ,

respectively.

Tl (i)
NRMSE = Y~ (5.1)

T

where N is the number of data points, z; are the actual values, ; are the estimated

values, and T is the mean of the actual values.

ZN |xl—fz|
=1

MRE =
N )

(5.2)

where N is the number of data points, x; are the actual values, and z; are the

estimated values.

41



Dumbrava et al. [17] used average estimation ratioﬂ and average time gain, which

are given by Equations and [5.4]

ZN 1 min(z;,&;)

i=1 max(z;,&;)
5.3
= (5.3

Avg. Estimation Ratio =

where N is the number of data points, z; are the actual values, ; are the estimated

values.

S heh
=1 maz(t;,t;)

- (5.4)

Avg. Time Gain =

where N is the number of data points, ¢; are the times it took to calculate the actual
values z; and #; are the times it took to calculate the estimated values ;.

For the techniques that involve graph summarization we want to know the space
saving compared to the original graph’s nodes, edges and size, which is given by

Equation [5.5
Compressed size

Space Saving = 1 — (5.5)

Uncompressed size’

5.3 Experiments

The following experiments were conducted on Amazon EC2 R5.2xlarge instances
with 8 vCPU cores and 64GB of memory | Of note that our implementations ran
on a single core. Finally, the baseline for the calculation of the TC was the BFS
algorithm (see Algorithm [I]).

5.3.1 All-Distances Sketches

Validation Experiments

Cohen [9] did not use graph data in their experiments, instead they performed

simulations to generate an ADS. Essentially, they build an ADS of a node v by

! Authors referred to it as average relative error, but we chose to refer to it as average estimation
ratio to avoid confusion.
2See: |https://aws.amazon.com/ec2/instance-types,/r5/
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processing n distinct elements in increasing distance from v. For each element, they
assign it a randomized rank, which is all that is needed to determine if it should
be included in the ADS, given that the elements are being processed by increased
distance. After all n elements are processed, the ADS has been calculated and they
estimate the size of the neighborhood of v. This is done 1000 times for a variety
of different n up to and including n = 10000 (the exact values of n used are not
specified).

We have done the same to validate our implementation and the results can be seen
in Figure 5.1} Like the authors, our results show the NRMSE and the MRE estimates
by average of multiple simulation runs. We also provide, for reference, the exact
values of the CV (1/y/k —2) and MRE (=~ +/2/(n(k —2))). Our implementation
exhibits near identical NRMSE and MRE as the authors’, leading us to conclude that

our implementation is valid.

Real World Datasets Experiments

For each real world dataset we calculated the sketches for each node, with k =
{5,10, 50}, averaged over multiple runs, where for each run we used a different ranking
function. The average execution times can be seen in Figure [5.2] where the datasets
are ordered by size, accompanied with points indicating the number of nodes each
dataset has. Moreover, the average approximate memory occupied by the sketches
can be seen in Table [5.1]

For datasets with size under 15M the execution time is quite reasonable, but for
wiki-topcats, soc-Pokec, and soc-LiveJournall, whose sizes are 30M, 32M, and 74 M,
respectively, the execution time starts to increase exponentially. While Algorithm
performs O(k|E|log|V]) edge traversals, each sketch must be sorted with each in-
sertion. We believe this is what leads to the exponential increase in the execution
time. Logically, the biggest indicator of the time it will take to fully calculate all the
sketches is the number of number. The more nodes, the more sketches we have to
calculate, the larger each of our sketches will be, and the bigger impact sorting will

have on running time.
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Figure 5.1: Normalized root mean square error (NRMSE) and mean relative er-
ror (MRE) of neighborhood size estimation with £ = {5,10,50}, as a function of
neighborhood size, averaged over multiple runs, for the simulated experiments. For
reference, we also show the CV 1/v/k — 2 (upper bound of bottom-k estimator), as

well as

_2

w(k—2)

for the MRE.
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Figure 5.2: Time to create the sketches, with & = {5, 10,50}, averaged over multiple
runs, for the real world datasets experiments, ordered by dataset size. Each dataset
has a point indicating the number of nodes it has.
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In the case of gplus combined, while its size is 14M it only has 107K nodes.
Hence, the time it took to calculate the sketches for gplus combined is less than
the time it took for amazon0601, with a size of 3.7M, approximately a quarter of
gplus _combined’s size, but with |[N| ~ 400k. Nonetheless, this does not hold for
web-NotreDame, with |N| ~ 326 K being much higher than that of the other datasets
with a similar execution time. Unlike all other datasets, the majority of nodes of
web-NotreDame (=~ 57%) have an out-degree of zero, meaning that for whatever k,
~ 57% of sketches will only include their respective node and will not have a great
impact on the execution time.

Table 5.1: Approximate memory, in GB, occupied by the sketches, with k =

{5,10, 50}, averaged over multiple runs, for the real world unlabeled datasets ex-
periments, ordered by the number of nodes in each.

Sketch size

Dataset V| |E| Size

k=5 k=10 k=50
wiki-Vote K 104K 111K  0.01 0.02 0.04
soc-Epinionsl 76K 509K 585K  0.02 0.04 0.08

twitter combined 81K 1.8M 1.8M  0.03 0.05 0.09
gplus combined 108K 13.7M 13.8M  0.05 0.07 0.13

web-Stanford 281K 23M  26M  0.14 0.26 0.5
web-NotreDame 326K 1.5M 18M  0.07 0.13 0.2
amazon0601 403K 3.4M  3.8M 0.2 0.3 0.7
web-BerkStan 685K  7.6M  8.3M 0.3 0.8 1.7
web-Google 876K  5.1M 6M 0.4 0.8 1.8
soc-Pokec 1.6M 30.6M 32.2M 0.8 1.3 2.3
wiki-topcats 1.8M 28.5M 30.3M 0.9 1.3 2.4
soc-LiveJournall 4.8M 69M 73.8M 2.2 3.2 6.2

During the creation of the sketches we monitored the memory usage using the
vmstat command and derived rough estimates of the size occupied by the sketches
in memory, which is shown in Table [5.1] where the datasets are ordered by increasing
|[V|. As expected, it is mainly dependent on the amount of nodes the graph has.
The more nodes, the more sketches. The exception being web-NotreDame, given that
~ 57% of its nodes have an out-degree of zero and thus, their respective sketches

only contain one entry. The memory occupied sits slightly above gplus combined’s,
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which has |V| &~ 108K. When we consider that only ~~ 43% of web-NotreDame’s
nodes have out-degree bigger than zero, i.e., =~ 140K, then it makes sense as to
why web-NotreDame’s occupies only slightly more memory than gplus combined’s.
Furthermore, unlike the time required to calculate the sketches, the memory occupied
does not increase exponentially with k. As a matter of fact, increasing k from 10 to
50 resulted in only doubling the memory occupied.

To test the estimates we randomly selected 1000 nodes for each dataset and we
calculated and estimated the size of its TC of each selected node. The results are
shown in Figure [5.3, showcasing the NRMSE and the MRE estimates by average of
multiple simulation runs for each dataset. The estimation time for a set of 1000 nodes
is always less than a tenth of a second.

The results are in line with the bounds given by the original authors, except for
the MRE of web-NotreDame being noticeably lower than the expected bound and
NRMSE being consistently higher. Unlike all other datasets, the majority of nodes of
web-NotreDame (= 57%) have an out-degree of zero, meaning that for every sketch
size the estimate for these nodes is exact, i.e., one. However, nodes whose TC size is
> k have poor estimates. The NRMSE gives relatively high weight to large errors
because the errors are squared before they are averaged. Hence, web-NotreDame has

quite low MRE, but an NRMSE above the bound given by the authors.

5.3.2 Approximate Querying on Property Graphs

Validation Experiments

Recall that each h-node, merges all s-nodes that are maximally label connected
on the same label and that have either the same set of incoming (source-merge (s-m))
or outgoing (target-merge (t-m)) edge labels. Like the authors, we evaluate the effect
that the source-merge (s-m) and target-merge (t-m) heuristics have on the summary
construction time (SCT). We also assess the percentage of space saved compared to

the original graph’s nodes and edges’] Our results are shown in Figure and they

3The original authors referred to this as compression ratio (CR). However, this is incorrect, the
compression ratio is equal to UncompressedSize/CompressedSize.
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Figure 5.3: Normalized root mean square error (NRMSE) and mean relative er-
ror (MRE) of neighborhood size estimation with & = {5,10,50}, as a function of
neighborhood size, averaged over multiple runs, for the real world unlabeled datasets
experiments, ordered by dataset size. For reference, we also show the CV 1/vk — 2

(upper bound of bottom-k estimator), as well as

48



Node space saving (s-m) Edge space saving (s-m) SCT (s—m) [sec]

100.0% 4 . + + . . 100.0% { 5 . + + . N + bib %
. x
+ x . shop
. x 95.0% 8001 & social
. 98.0% —
8 £ 90.0% 8 . - = uniprot
- - [
o o b
< £ 85.0% 5 6001
= 96.0% x ] & £
o b x s
Y Y 80.0% e
= © S 400 |
2 2 =
o 94.0% o 75.0% 4 3 +
o ]
g g &
H + bib 2 70.0% + bib 2004 H
shop shop
92.0% 4 x
- % social 65.0% - % social - +
= uniprot = uniprot | H +
’ : : : : R . : : : : oL — : ‘ ‘
1K 5k 25k 50k 100k 200k 1K 5k 25k 50k 100k 200k 1K 5k 25k 50k 100k 200k
Size Size Size
Node space saving (t-m) Edge space saving (t-m) SCT (t—m) [sec]
100.0% 9 N + . . = 100% 4 & . . . . . + bib H
+ *® x * ®
5 x . x shop
97:5% 1 ¥ 8001 & social
£ 95.0% x s 90% 1 _ = uniprot
£ £ x S
= = g ]
£ 92.5% = 3 00
H % 80% g
n o E =
v 90.0%{ * I c
b 3 S 4004
2 2 2
“87.5% o 70% - 2 *
@ @ 1]
2 " 3 7 I
2 85.0% | + bib o + bb 200 &
shop shop
60% -
82.5% A = social ° = social = +
= uniprot = uniprot | : L +
soow 1 : : : : ‘ ‘ : : : : ‘ S . : :
1k 5k 25k 50k 100k 200k 1k 5k 25k 50k 100k 200k 1k 5k 25k 50k 100k 200k

Size Size Size

Figure 5.4: Space saving for nodes and edges, as well as summary construction time
(SCT) for the gMark datasets, for both source-merge (s-m), and target-merge (t-m).

are in line with the ones reported by the original paper. However, our implementation
is much faster, taking around 15 minutes to summarize the largest social and uniprot

datasets, as opposed to the over 2 hours reported by the original authors.

Dumbrava et al. generated workloads for different query types, bound by the
number of labels in each dataset. The query types were Disjunction, Kleene plus,
Kleene star, Optional, and Single Label, as covered in Section [3.2.3] For all types
except disjunction, for each label in the graph we calculated its respective query and
estimate. In the case of disjunction, for each possible pair of labels we calculated its
respective query and estimate. The average estimation ratio and time gain for each
query type are shown in Figure [5.5] Our results are in line with the ones reported by

the authors.

Real World Datasets Experiments

Firstly, we would like to address Equation [5.3] used by the author. Take x = 10,
i =7, and 2’ = 13. The estimation ratio between z and Z is 1 — (7/10) = 0.3, while

the estimation ratio between z and 2’ is 1—(10/13) & 0.23. The author did not justify
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Figure 5.5: Average estimation ratio and time gain, per query type, per dataset of
size 200k.

the use of this metric and we do not see any reason to penalize underestimations over
overestimations. Hence, the reason why we will also use Equations [5.1] and [5.2for the

real world datasets experiments.

As done previously in this section, as well as by the authors in their experiments,
we assess the percentage of space saving compared to the original graph, as well as
the time it took to construct the summaries. Our results are shown in Figure [5.6|
All datasets were heavily compressed, the datasets with only two edge labels even
more 8o (soc-reddit-body, soc-reddit-title, and soc-sign epinions). As for the summary
construction time (SCT), even though our implementation is much faster than the
authors’, we still clearly have scalability issues that must be addressed in order to use

this technique in a practical environment.

With our experimental setup we were unable to calculate the size of the transitive
closure for the three largest datasets, soc-reddit-body, soc-reddit-title, and soc-sign
epinions, due to lack of memory. Furthermore, we will be focusing on the Kleene
plus and Kleene star, given the objective of this work. Figure shows the average
estimation ratio and time gain and Figure [5.§ shows the MRE and NRMSE.

While the average estimation ratio results are not as good as the results achieved
with the gMark datasets, they still seem quite good. The time gain is much bigger
than gMark, which is expected given we achieve the same amount of space saving

while the datasets are bigger. However, when we consider MRE and NRMSE shown
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Figure 5.6: Space saving for nodes, edges, and size, as well as summary construction
time (SCT) (over 5 runs) for the real world edge-labeled datasets, for both source-
merge (s-m) and target-merge (t-m). Each dataset has a point indicating its size in

the SCT plots.
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Table 5.2: Transitive closure (TC) results and estimates on the summary graphs for
the dataset soc-sign-bitcoinalpha.

Label TC Estimate

Kleene plus Kleene star Kleene plus Kleene star

-10 21577 25360 7586 11369
-9 15 3798 14 3797
-8 15 3798 15 3798
-7 5 3788 5 3788
-6 6 3789 6 3789
-5 134 3917 133 3916
-4 15 3798 15 3798
-3 74 3857 74 3857
-2 126 3909 125 3908
-1 1418 5201 1312 5095

1 7918343 7922126 12672984 12676767

2 1433428 1437211 1468826 1472609
3 382144 385927 349831 353614
4 55443 59226 51420 55203
5 71199 74982 63404 67187
6 1217 5000 1203 4986
7 423 4206 307 4090
8 1597 5380 1442 5225
9 106 3889 105 3888
10 1191 4974 383 4666

in Figure 5.8, we get a better understanding of this technique’s setbacks. While the
MRE is still quite low, the NRMSE is quite high, and if we look at the values shown
in Tables and [5.3], the reason is clear. The estimates for the majority of labels is
actually quite good, but for both datasets the label with the highest TC is heavily

overestimated.

5.3.3 Estimating Result Size and Execution Times for Graph
Queries
Validation Experiments

Like the authors, for each of the generated random and scale-free graphs, we

executed 1000 reachability queries using randomly generated sets of start and end
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Table 5.3: Transitive closure (TC) results and estimates on the summary graphs for
the dataset soc-sign-bitcoinotc.

Label TC Estimate

Kleene plus Kleene star Kleene plus Kleene star
-10 139267 145148 96074 101955
-9 23 5904 21 5902
-8 31 5912 31 5912
-7 14 5895 14 5895
-6 5 5886 5 5886
-5 221 6102 211 6092
-4 29 5910 29 5910
-3 102 5983 102 5983
-2 340 6221 313 6194
-1 2911 8792 2575 8456
1 16814250 16820131 26493541 26499422
2 2624844 2630725 2569572 2575453
3 653719 659600 596197 602078
4 84794 90675 75967 81848
5 127975 133856 113479 119360
6 2028 7909 1958 7839
7 743 6624 536 6417
8 2010 7891 1748 7629
9 150 6031 138 6019
10 2476 8357 1780 7661
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Figure 5.9: Average number of tuples and estimated cardinality of reachability queries.

nodes, S and T, and gathered the size of the result set, i.e. how many tuples are

formed between the two sets. However, the authors did not report on the total size

of the result set, but on the fraction between the number of tuples returned and the

number of possible tuples formed by S and 7. Our results are in line with the ones

reported by Trifl and Leser.

For graphs of varying sizes but with fixed density of 2, the average remains al-

most constant at 0.6, i.e., about 60% of randomly selected node pairs are reachable

from each other, as can be seen in Figure With increasing graph density this
probability increases. For graphs with 5000 nodes and 30000 edges almost all node

pairs are reachable from each other, as shown in Figure [5.9b|
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Real World Datasets Experiments

The downside of this technique is clear, it is highly dependent on the sizes of S
and T which limits its usage. For example, it would not be appropriate for estimating
the size of the TC of a particular node. For this particular case, the set of start nodes
would only include the node we are interested in, and the set of end nodes would
be every node in the graph, i.e., |S| = 1 and |T'| = |N|. No matter the start node
selected, the estimate will be exactly the same, so whether we get a good estimate
is simply luck based. However, what if |S| = 10007 Compared to the sizes of our
graphs this is still quite small, but would this be a large enough S to provide quality
estimates? Hence, for each of the real world unlabeled datasets we selected 1000

nodes at random, calculated the size of the TC and compared it the estimate.

As covered in Section (3.3 as well as in the previous part of this section, the
authors’ technique assumes that for graphs with a density of 6, almost all node pairs
are reachable from each other. However, this is not the case for most of our datasets,
As seen in Table in Appendix [A] with the exception of web-NotreDame and web-
Google, whose densities are 4.6 and 5.8, respectively, all other datasets’ density fits
this criteria. However, besides wiki-topcats and amazon0601, their largest SCC has

< 85% of their nodes.

The results are shown in Figure |5.10, with the datasets are ordered by the per-
centage of nodes in their largest SCC. As expected, the more nodes in the largest
SCC, the better the estimates. The datasets with < 20% of their nodes in the
largest SCC performed terribly. In the case of web-NotreDame, as we observed ear-
lier in Section [5.3.1], the majority of nodes have out-degree of zero. This further
skews the results expected by the estimation function. The datasets with percentage
between 42% and 65% (soc-Epinions1, web-BerkStan, web-Google, web-Stanford, and
gplus_ combined) performed better, but their NRMSE and MRE are still far too high.
The last five datasets (soc-LiveJournall, soc-Pokec, twitter combined, amazon0601,
and wiki-topcats), which have percentages > 79% have much better estimates. In the

case of wiki-topcats, where all of its nodes are strongly connected, the estimates are
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Figure 5.10: Normalized root mean square error (NRMSE) and mean relative error

(MRE) per dataset for estimating the size of the TC of 1000 source nodes, ordered
by the percentage of nodes in their largest SCC.
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near identical to the actual result.

5.3.4 All-Distances Sketches for Edge-labeled Graphs

As with the experiments with the unlabeled datasets, for each dataset we calcu-
lated the sketches for each node, with & = {5,10,50}, averaged over multiple runs,
where for each run we used a different ranking function. The average execution times
can be seen in Figure [5.11] where the datasets are ordered by size, accompanied with
points indicating the number of nodes each dataset has. Furthermore, the average

approximate memory occupied by the sketches can be seen in Table |5.4]

Table 5.4: Approximate memory, in GB, occupied by the sketches, with k£ =
{5,10, 50}, averaged over multiple runs, for the real world edge-labeled datasets ex-
periments, ordered by the number of nodes in each.

Sketch size
k=5 k=10 k=50

soc-sign-bitcoinalpha 38K 242K  28.0K 20 0.1 0.15 0.5

Dataset |N| |E| Size |Lg|

soc-sign-bitcoinotc 5.9K  35.6K 415K 20 0.2 0.3 0.9
soc-reddit-body 35.8K 286.6K 322.3K 2 033 0.4 1.4
soc-reddit-title 541K 571.9K 626K 2 047 0.69 2.37
soc-sign-epinions 131.8K 841.3K 973.2K 2 149 2.4 9.32

The running time is similar to that of unlabeled datasets of the same size. This
is not unexpected, while we are creating many more sketches, i.e., we are creating
|N| - |Lg| instead of |N| -1, we are still performing O(k|E|log|V|) edge traversals.
However, the amount of memory required is much larger, as expected. The sketches
for soc-sign-epinions (|N| ~ 132.8K')) occupy more space in memory than any of the
unlabeled dataset which are much larger.

To test the estimates we randomly selected 1000 nodes for each dataset and for
each node we selected a random set of labels. Then, we calculated and estimated
the size of its TC of each selected node and labels pairing, i.e., the transitive closure
from the selected node following only labels with the selected edges. The results are
shown in Figure [5.12] showcasing the NRMSE and the MRE estimates by average of

multiple simulation runs for each dataset. As expected, the results are in line with
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Figure 5.11: Time to create the sketches, with k£ = {5, 10,50}, averaged over multiple
runs, for the real world edge-labeled datasets experiments, ordered by dataset size.
Each dataset has a point indicating the number of nodes it has.
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runs, for the real world edge-labeled datasets experiments, ordered by dataset size.
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Figure 5.13: Time to estimate, with k& = {5,10,50}, averaged over multiple runs, for
the real world edge-labeled datasets experiments, ordered by dataset size.

the bounds given by the original authors for unlabeled data.

Nonetheless, there is a noteworthy flaw with this technique and that is estimation
time. As mentioned in Section [5.3.1] estimation time for a set of 1000 nodes on
unlabeled graph sketches took maximum tens of a second. Predictably, this is still
the case when estimating for a single label. Nevertheless, when estimating for a
disjunction of labels, given we are essentially doing a BFS through the sketches,
estimation time often takes just as long or longer as calculating the TC, as seen in

Figure [5.13] making this technique unsuitable for making estimates on disjunction of

labels.

5.3.5 Unlabeled Graph Summarization

As explained in Section [£.2] this technique does not estimate the size TC, it merely
summarizes an unlabeled graph for the sole purpose of quickly calculating the TC
later. Hence, the metrics we are interested in are the time it takes to summarize the

graph, the percentage of space saving, and the time differences when calculating the
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Figure 5.14: Space saving for nodes, edges, and size, as well as TC calculation time
saving (over 250 runs) for the unlabeled real world edge-labeled datasets, ordered by
increasing size.

Total space saving (%)
Time saving (%)

TC between the original graph and the summarized graph. In our experiments we

used the real world edge-labeled datasets covered in Section [5.1.2

Figure illustrates the space saving of the summary graphs as well as time
saving when calculating the TC. The time it took to construct the summary graphs for
each of the datasets is presented in Figure and Table shows the approximate
times it took to calculate the TC on the original and summary graphs, for each of
the datasets, as well as the SCT. We can see that total space saving is above 90%
for all datasets, except for wiki- Vote. Furthermore, the time saving is also above 90%
for the majority of datasets, with the exception of wiki- Vote, web-NotreDame, and
web-Google. As for the summary construction times, even for the largest datasets it
is quite low. So low in fact that, if we are interested in determining the TC for a
large enough set of nodes, it is faster to construct the summary and calculate the TC

on it than it is to calculate the TC on the original graph using.

61



Summary construction time (SCT)

1le6 le6

re 200 3
17.5 | |
L 175 -
15.0 - 0.8 4
2 2 150
2, 12,5 4 I 06 2
‘5 10.0 < = <
c < 100
=] 5 o 5
S 75 ro42 5 s 1 r22
g ! g ,
w5041 1 . 0.2 U g 1
L]
2.5 25 U
| ]
0.0 ‘ . . — oo 0l — . ‘ o
& ~ 7 > ~ @ o > ) o ~
5 & & & 5 & F 5 § F & 3
2 9 @ 3 & IS 5 g 5 Y ) g
& s & & £ s 9 ¥ g & & &
§ & & g F & 5 @ e @ 5 &
o = &' g 3 2 5 o' 5 5
& 9 & ° & 4 9
& F & &

Dataset Dataset

Figure 5.15: Time (in seconds) to construct the summary graph (over 250 runs),
ordered by increasing size of the original graph. Each dataset has a point indicating
the number of nodes it has.

In the case of wiki-Vote, its small size is likely the reason for its relatively low
space saving, in comparison to the other datasets, as well as the small relative size
of its largest SCC (=~ 18% of nodes and = 38% of edges). As a consequence, its TC
time saving is not as large as the other datasets.

While web-NotreDame also has a small largest SCC (~ 16% of nodes and ~ 20%
of edges), it has a large amount of zero out-degree nodes (57%), which get merged
into h-nodes. Hence, why its space saving is much higher. However, because of the
latter, its TC time saving is the second lowest. It is not that the TC calculation time
on the summary graph is slow, or that the total space saved is low, it is that the TC
is calculated especially fast on the original graph due to 57% of nodes having a TC
of size one.

The web-Google dataset, with the exception of wiki-Vote, is the dataset with the
lowest space saving. Given its size of 6, its summary construction time stands out
when compared to web-BerkStan, whose size is 8.3M. However, when we consider
the number of nodes and edges this makes more sense. The web-Google dataset has
|IN| = 900K and |E| = 5.1M, while the web-BerkStan dataset has |[N| = 700K and
|E| = 7.6M. Logically, the less nodes and the more edges a graph has, i.e., the

62



Table 5.5: Approximate time to calculate the TC of 1000 nodes on the original graph
and on the summary graph, as well as summary construction time (SCT).

Original Summary

Dataset |N| |E| Size TC time  TC time SCT

wiki-Vote 7K 104K 111K 10 sec 3sec 0.2 sec
soc-Epinionsl 76K 509K 585K 2.6 min 14 sec 1.2 sec
web-NotreDame 326K 1.5M 1.8M 2.2 min 1 min 4.7 sec
twitter _combined 81K 1.8M 1.8M 11.6 min 7 sec 3 sec
web-Stanford 281K 23M  2.6M 10.1 min 23 sec 4.3 sec
amazon(0601 403K 3.4M  3.8M 31.2 min 18 sec 6.4 sec
web-Google 876K  5.1M 6M 31.8 min 19 min  17.5 sec
web-BerkStan 685K  7.6M 83M 21.9 min 1 min 12.1 sec
gplus _combined 108K 13.7M 13.8M 1.7 h 23 sec 31 sec
wiki-topcats 1.8M 28.5M 30.3M 5h 1 min 1 min
soc-Pokec 1.6M 30.6M 32.2M 5.50h 224 min 1.4 min

soc-LiveJournall 4.8M 69M 73.8M 144 h 56 min 3.2 min

higher the density of graph, as defined by Trikl and Leser [37], the more effective our
summarization will be.

The wrki-topcats dataset was compressed to only one node, as all its nodes and
edges are part of the same SCC. Hence, its estimation time is the time it takes to
search through the hashmaps.

Its important to note that the graph density and the size of its largest SCC are not
deciding factors on the performance of our algorithm, they are simply good indicators

of how effective this technique can be.
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Chapter 6

Conclusions and Future Work

Given the survey style of this work, in this chapter we first contrast the tech-
niques amongst each other. We follow this with a summarization of each technique,
discussing their strengths and shortcomings, potential use cases, and future work.

Three of the five techniques covered are used for unlabeled graph data. If we
are interested in determining the full TC (of a node or a graph), i.e., the nodes
themselves and not its size, then we the technique proposed in Section (Unlabeled
Graph Summarization) is the only suitable one. Its main setback is the inability
to determine the neighborhood of a node within a certain distance. If however, we
are interested in estimating the size of the TC or the size of the neighborhood of a
node within a specified distance then the technique covered Section 3.1| (All-Distances
Sketches) is the right choice. Finally, the technique covered in Section (Estimating
Result Size and Execution Times for Graph Queries) did not meet the expectations
set by the results on synthetic datasets and we are reluctantly to recommend it, unless
the connectivity between the nodes of the graph meets the authors’ assumptions (see
relevant part below for details).

For the two techniques for edge-labeled graphs, if we are interested in querying
particular single labels or particular disjunctions of labels then the technique cov-
ered in Section (All-Distances Sketches for Edge-labeled Graphs) offers the same
guarantees as ADS for unlabeled graphs. However, if we need to often query kleene

disjunctions that involve a large amount of different combinations of labels, then this
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method becomes unsuitable. If our use case does not require the estimation of the TC
of nodes but that of the labels, then the technique covered in Section (Approxi-
mate Querying on Property Graphs) is the one for the job. However, in its current

state it has scalibity issues.

All-Distances Sketches (Section (3.1

This technique allows the user to decide the trade-off between the information
content (and accuracy of attainable estimates) of the sketch and resource usage (for
storing, updating, or querying the sketch) using the parameter k, making it versatile
in its usage. For a use case where high accuracy is not critical, then we have the
ability to forgo accuracy in order to save on resources. Moreover, the error bounds
provided by the author, which are bound by £, hold even for real world graphs. This
facilitates the decision making process as we can confidently select k for the level
of accuracy that we want. Future work should focus on implementing parallelism
when calculating the sketches and further expanding them to be used on edge-labeled

graphs.

Approximate Querying on Property Graphs (Section |3.2

This technique offers high space saving, estimation time saving, and good esti-
mates. However, we are limited in the kind of estimates we can perform, as we
cannot specify nodes in our queries, only labels. Furthermore, in its current form, it
has heavy scalability issues. Even though the summary only needs to be calculated
once and then stored, it is not feasible to summarize real world datasets with millions
of nodes and billions of edges. Future work should focus on improving the Grouping
Phase of the algorithm by, for example, introducing parallelism for the calculation of
the subgroupings and their relevant statistics.

Also, we have not yet assessed if the quality of the estimates scales in real world
datasets. For both datasets we analyzed we heavily overestimated for the label with
the largest TC. It is possible that the behavior keeps worsening with the increase in

size of datasets. Given we group nodes based on their WCCs, we speculate that the
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larger the biggest WCC the worse this behavior will be.

Estimating Result Size and Execution Times for Graph Queries (Sec-

tion |3.3

The results for real world dataset are to be expected when we consider how the
authors derived the estimation function. They expected that the higher the graph
density, the more interconnected the nodes would be, to a point where, for a density
of 5, they assume there most likely is a path between any two nodes. Nevertheless,
there is no way to account for how the edges are distributed and that is the crux
of this technique. While this technique worked well on the synthetic datasets, it
underperformed on the real world datasets. Hence, we do not recommend its use in
its current form unless we are certain that the connectivity between the nodes of the
graph adheres to the authors’ assumptions in regards to graph density. If we know a
the size of a graph’s largest SCC we can determine if this technique is appropriate or
not. Perhaps this technique could be improved by taking into consideration the size

distribution of its SCCs and not only the density of a graph.

All-Distances Sketches for Edge-labeled Graphs (Section |4.1

ADS sketches can be just as suitable for edge-labeled graphs as they are for un-
labeled graphs. It entirely depends on how we want to use them. If we know we
will query particular single labels we can create ADS sketches for each label we are
interested in. In such a case, we would have the same guarantees as ADS sketches
on unlabeled graphs, at the cost of heavy memory requirements when many sketches
need to be created. Likewise, if we know we will often be querying particular dis-
junctions of labels, then sketches can be created which consider only those particular
labels. However, if we need to often query disjunctions that involve a large amount of
different combinations of labels, then this method becomes unsuitable. As evidenced
by our experiments, it is not viable time-wise to create ADS sketches for each label
and perform a BFS through the sketches for each disjunction query. Furthermore, it

is not viable memory-wise to create ADS sketches for too many different disjunctions
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of labels.

Unlabeled Graph Summarization (Section 4.2

The use case for this technique is highly specific. When working with unlabeled
graphs where we will only be calculating the full transitive closure of specified nodes
this technique could prove useful. However, even in such a case, it is not guaranteed
that this technique will perform well.

An analysis of the size distribution of the SCCs could be a good indicator on the
effectiveness of the first stage of this technique. Nonetheless, even a relatively low
space saving in the first stage could be offset by compression in the second stage.

That entirely depends on how the SCCs are interconnected.
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Appendix A
Datasets

Table A.1: Statistics on the generate gMark datasets, where |V| is the number of
nodes, |E| the number of edges, Ly the number of node labels, and |Lg| the number
of edge labels.

Dataset bib social  uniprot  shop

| Ly| 5 15 5 24
| L 4 27 7 89
oV 976 889 2182 3105

|E| 1269 2139 3982 4261
V| 4615 4398 6775 6662

K Bl 6217 10791 19362 10940
o5 VI 22141 21931 25605 17643
|E| 30264 55281 97280 33738
sop VI 44966 44300 48085 31346
|E| 60350 111281 193255 56799
oop V] 90592 88490 91434 56809
|E| 120841 223209 386610 93096
soop |VI 179779 176201 178316 108897

|E| 239745 449819 776148 168874
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Table A.2: Statistics for the generated random and scale-free graphs (Max. degree
= out-degree of the nodes with highest out-degree; Zero degree = number of nodes
with an out-degree 0). The figures are an average over five generated graphs.

Random graphs Scale-free graphs
No. nodes  No. edges Max degree Zero degree | Max degree Zero degree
25 50 8.1 0.1 3.6 2.3
50 100 9.7 0.1 6.5 6.5
100 200 10.2 1.8 11.2 14.9
250 500 10.1 6.2 15.8 37.9
500 1000 11.3 6.3 21.2 83.8
1000 2000 12.6 15.8 26.7 142.3
2500 5000 12.9 45.2 40.1 369.8
5000 10000 12.8 84.9 59.4 714.8
10000 20000 13.1 172.5 89.3 1347.8
25000 50000 13.6 497.3 157.6 4365.7
50000 100000 14.4 952.7 193.3 7345.1
100000 200000 15.1 1902.4 228.8 13621.7
250000 500000 15.9 4937.9 415.7 45226.8
500000 1000000 17.1 9155.6 607.5 67554.4
1000000 2000000 17.2 20593.7 793.3 141314.9
2500000 5000000 17.2 50021.3 994.8 385605.3
5000 5000 8.3 889.4 29.8 1896.7
5000 7500 8.9 432.1 52.1 1373.7
5000 10000 10.8 1274 61.2 698.9
5000 12500 12.8 30.1 69.7 585.9
5000 15000 13.3 11.8 88.5 352.0
5000 17500 14.9 4.8 90.2 264.6
5000 20000 17.2 2.3 109.8 135.6
5000 25000 20.6 1.5 148.9 61.3
5000 30000 23.8 1.3 151.8 25.9
5000 40000 29.1 0.8 172.3 6.5
5000 50000 30.4 0.1 231.6 1.5
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