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Abstract

Graph data models have become more and more popular recently and they can naturally model
many real-world data like a social network, protein-protein interaction networks, knowledge bases,
and road maps. A graph database is flexible and data can be collected without an enforced schema
on the database. The lack of a strict schema is useful for collecting data while posing challenges for
data management tasks, e.g. data querying, data integration, and data exchange. As real-world
graphs can be very large and might be constantly evolving, manually creating schemas requires
much time and effort and is thus not always feasible.

Therefore, it is desirable to automate the construction of a schema from existing data graphs.
A schema of graph data is usually a design choice made based on the application of the graph
data. Thus, a fixed algorithm that extracts one schema from graph data might be too rigid. In
this work, we propose a flexible framework that can extract different schemas from graph data.
The users can exploit their insights on the graph data to control what schema is inferred, e.g. via
adjusting parameters, choosing similarity measures, and how the similarity measures are combined.
The framework infers types in a schema based on similarities of labels, properties, and topology
between objects. The framework consists of a top-down and a bottom-up approach. An evaluation
metric that reflects how similar an inferred schema is to the ground truth schema is also proposed.
We evaluate our framework on both real-world and synthetic datasets. The experiment results
show that our framework can extract desired schemas when appropriate parameters are chosen.

Keywords: Property Graph Database, Schema Extraction
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Chapter 1

Introduction

1.1 Introduction

Graphs with nodes and edges can describe entities and their relationships and they can naturally
describe various things, for example social networks, protein-interactions and knowledge bases [2].
Due to their flexibility[3], they are widely used and there has been an increase in graph data in
recent years. There are also many commercial graph databases, e.g. Neo4j [61], TigerGraph [19],
JanusGraph [5] and OrientDB [57]. Constraints can be imposed on graph databases e.g. by only
permitting certain attributes (labels and properties) that objects can contain. However, most
graph databases do not enforce any schematic constraints on the content of nodes and edges or
structural constraints. Because, this gives flexibility for storing data.

Yet, a schema is often desired in most data management tasks, e.g. data integration, querying,
data exchange, data visualization [51]. For example, in data integration, data from heterogeneous
data sources are often needed to be integrated for answering a business question [38]. Manual
curation of schemas requires domain knowledge and a lot of effort, which is not always possible
due to the large volume of data and constant evolution of data [51, 27]. A fully automated schema
extraction approach might not work because schemas of databases are usually a design choice that
depends on the needs of the database [48].

For graph data without schema, a tool to automatically extract the schema from the data can
greatly reduce time and effort in the creation of a schema. Though, schema extraction might not
be completely automated as the schema of a database is more a design choice that is influenced
by the usage of the database [18, 47]. It is important to explore how to automate this process
such that human labor can be minimal.

1.1.1 Elements of Schema

Before introducing schema extraction approaches, we first describe what constitutes a property
graph schema. A schema consists of node types and edge types. A node type or an edge type
contains a set of labels and properties.

When creating a schema for an existing property graph, the application of the datasets are
usually considered. Different schemas can be created to serve the purpose of different applications.
However, it is impractical to consider all the applications of all possible graph data. Therefore, we
describe some often-seen use cases and analyze what common requirements these use cases have
for a schema.

Usage of a schema

e Querying is the most common usage. Types in a schema can be considered as an alias for
a set of constraints. When the user wants to retrieve a Student instance from the database,
he can write select a node of Student type. Essentially, these types can be used as a way

Property Graph Schema Extraction 1



CHAPTER 1. INTRODUCTION

to write queries. Without types, the example query can be replaced by: select a node with
Person label and has studyAt edges. The type Person summarizes characteristics of a node:
(1) might have properties: name, age, (2) might have edges isFriendOf (3) or might be
explicitly assigned a label Person

If types served as an alias, then what types are to be defined depend on the most common
queries.

e Quality control for incoming data. Data can only be added if the new data conforms
to the schema. The design of the schema depends on user knowledge of the data and the
application of the data (what can be kept, what is considered valid).

e Visualization: interesting aspects of the data can be shown through visualization, allowing
users to obtain insights about the dataset. For example, in Neo4j a schema is directly used
for visualization.

Depending on the usage, we have some possible requirements on the schema: (1) conciseness (2)
types should be intuitive, easy to understand, at least for domain experts

How to extract the schema from a given database? Based on observations of real-world graph
data schema, we notice that the difference between types is reflected in the labels, properties, and
topology of an object. Therefore, by finding patterns of these three aspects, we can infer types in
a schema.

Label

We categorize the ways labels are used in a graph: (1) used to define a type, e.g. in Neodj, each
node and edge contain exactly one label indicating their types. In this case, types can be inferred
by looking at the labels an object contains. An example is shown in Figure 1.1. (2) not used
to define types, just provide information about an object. Types of information a label provides
includes:

e information of its own (meaning information that, without labels, cannot be inferred), e.g.
a milk product with FSC label in a supermarket database. In this case, labels might need
to be considered when inferring types.

e information that can be inferred from its properties and topology. e.g. a milk product with
Food label in a supermarket database. (all Food nodes contain the bestBefore property.) In
this case, labels might not need to be considered when inferring types.

HAS_CEO
“Employee start_date: 2008-01-20 ( LOCATED_IN

name: Amy Company City
employee_id : 1

Figure 1.1: An example of a property graph using labels as types

Property

Usually, properties are used to provide information on objects. The information in property keys
and property values can characterize types. In Figure 1.2, shows examples of types characterized
by property keys and property values. The Student type and Employee type contain a distinct set
of property keys. For the Computer and Food types, the values of name can reflect their types.

2 Property Graph Schema Extraction
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Student Employee Computer Food
] name- str ‘Product ‘Product
| name: str pay_rate: str name: Thinkpad x270 name: Banana
casés_ye_ag_. nt supervisor: str price: 700 - price: 1
student_id: int workPhane: str in_stock: 10 in_stock: 100kg
(a) Types characterized by property keys (b) Types characterized by property values

Figure 1.2: An example of two node types characterized by properties

Topology

Topology can characterize a type. For example, in the organization, a manager manages employee
and a senior manager manage managers. The terms manager and senior manager might not be
explicitly noted in the property graph but can be inferred from the topology of an Employee node.

Interesting patterns in different graphs might vary a lot. The two level hierarchy works in
the organization graph but not in a social graph and vice versa. Consider in a social graph, an
influencer is characterized by the amount of follows edges, so an interesting pattern to discern
influencers would be to count the number of follows edges. Conversely however, an employee that
has many outgoing manage edges does not necessarily characterize him as a senior manager.

Senior
Manager

Employee

manage

manage

Employee {Employee] [Employee] [Employee]

Figure 1.3: An organization hierarchy graph. Types are characterized by topology.

follows follows
Influencer

follows @ follows

follows

Figure 1.4: A social graph. An influencer is characterized by the number of incoming follows
edgse. Types are characterized by topology.
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CHAPTER 1. INTRODUCTION

Combination of Label, Property, Topology
Types in a schema can be characterized by the combination of these three elements. We give

examples of three of these combinations.

Label + Topology In Figure 1.5, we show graph data of a chemical compound. Each node is
an atom and atom is also used as label for a node. Different types of carbons are defined by their
topology in the compound.

[

| /:;CH
-~ 7">N

Figure 1.5: Different types of carbon atoms characterized by their topology in an organic compound
i.e. types are characterized by label and topology. Atoms are used as labels.

Property + Topology In Figure 1.6, types of the graph data are characterized by their properties
and topology, A person node with outgoing write edges is of the Author type.

name: Bob buy
age: 35

buy

title: Mining Graph
publish_year: 2015

h 4

write

name: Tom
Author | age: 30

Figure 1.6: Types characterized by properties and topology.

name: Alice
age: 20

Label + Property (Attribute) Depending on the data, the creators of the data might simply
use labels as tags and treat labels equally as properties. Some categorical properties can be used
as labels and vice versa depending on the data collection. For example a property sex with value
’female’ might be replaced by using the label Female. Thus, labels and properties should both be
considered when inferring types.

Summary Types in a schema can be characterized by their labels, properties, and topology.
Sometimes, an indicator in one of these three elements of can signal the type of the object. For
example, a label might directly indicate the type of an object; the bestBefore indicates the object is
of Food type; the in-degree of a user indicates whether that user is of the Influencer type. However,
finding these indicators usually requires human knowledge. An automatic schema extraction
algorithm can only find distinct patterns in terms of these elements and their combination. After
these patterns are found, humans need to determine if these patterns are meaningful. Or, if there

4 Property Graph Schema Extraction
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Dairy Fruit
_ "FOOD
-FOOD VEGAN

MEADOW _MILK
name: butter milk
allergy_info: milk

name: apple

Figure 1.7: Node types that are characterized by labels and properties

are assumptions about the graph data (e.g. types are characterized by attributes), then these
assumptions can be exploited by the schema extraction algorithms.

1.1.2 Limitations of current work and the proposed framework

While there exist some schema extraction methods [36, 61], these methods impose some assump-
tions on the graph data like node/edge types are characterized by attributes of nodes/edges. These
assumptions might not hold on every graph database. As described in the previous section, types
in a schema can be characterized by the three elements and their combinations. Especially, all
previous approaches ignore topology which might also characterize types e.g. in a social network
graph [58]. When an approach fails to consider elements or combinations of elements that char-
acterize types, a proper schema cannot be extracted. For example, the Manager type in Figure
1.3 cannot be identified by only considering attributes of objects. Thus, we think it is important
to take into consideration all possible assumptions and provide room for users to adjust these
assumptions based on observation of the database. A framework that takes into account most
assumptions seen in real-world datasets is introduced, where no hard assumptions are imposed on
the schema extraction algorithms. With the framework, users can select suitable approaches based
on their observation of the dataset and validate assumptions on the dataset. Or they can inspect
the schema generated with different assumptions. They can adjust or combine these assumptions
by changing components within the framework or tuning parameters. The framework does not
only extract a schema for a given property graph but views schema extraction as a process that
needs human input. Our approach tries to minimize the human verification of extracted schemas
as much as possible.

Our framework consists of two approaches: (1) the bottom-up approach computes attributes
similarity and topology similarity between every pair of objects in a property graph. Partitions of
the objects are made based on object similarity. Node types and edge types are inferred from the
partition. (2) the top-down approach that views all objects as in the same partition. Partitions
are then refined based on attributes and topology similarity of objects within a partition. The
weight of label, property, and topology similarity is controlled by parameters.

1.2 Contributions

The contributions of our work can be summarized into four aspects:
e we design a framework for property graph schema extraction

e we implement two approaches (bottom-up and top-down) under the framework for schema
extraction

e we propose an evaluation metric to efficiently and more accurately evaluate an extracted
schema against a ground truth schema

Property Graph Schema Extraction 5
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e we evaluate with our proposed methods on the real-world and synthetic datasets and perform
parameter analysis on our approaches

1.2.1 Outline

The remainder of the thesis is structured as follows:

e Chapter 3 introduces our proposed framework for schema extraction, which includes the
bottom-up approach and the top-down approach. Different methods for computing label,
property, and topology similarity are described.

e Chapter 4 describes the datasets used for evaluation and the generation algorithm for syn-
thetic datasets. A novel metric for evaluating extracted schemas is also described.

e Chapter 5 shows the results of the experiments on our implementation of the framework.
We also analyze the parameters in the two approaches and aspects that can influence an
inferred schema.

e Chapter 6 concludes our work, addresses the limitations of the proposed framework and
provides direction for future work.

6 Property Graph Schema Extraction



Chapter 2

Preliminaries

2.1 Formal Definition

Terminology

e an attribute is a label or a property
e an object is a node or an edge

e an object type is either a node type or an edge type

2.1.1 Property Graph

A property graph is a directed multigraph, where nodes and edges in the graph might contain zero
or more attributes. An attribute can be a label or a property. A property is a property key and
property value pair. A formal definition of the property graph is presented below.

Let O be a set of objects, L be a finite site of labels, K be a set of property keys, and N
is a set of values. We assume these sets are pairwise disjoint. A property graph is a structure
G=(V,E,n,\v).

e IV C O is a finite set of objects, called vertices.

e £ C O is a finite set of objects, called edges, VN E = ()

e 1 £ — V x V is a function assigning to each edge an ordered pair of vertices;
e &: VUE — P(L) is a function assigning to each object a finite set of labels

e v: (VUE)x K — N is a partial function assigning values for properties to objects. The
set of domain values where v is defined is finite.

An example property graph is shown in Figure 2.1. The graph contains five nodes and five

edges. There are two person nodes, one company node, one university node and a city node. The

two organizations are all located in the city Eindhoven. Using the formal notions of property
graph, the example property graph can be described as below:

V = {n1,n2,n3,na,n5}

E ={e1,e2,e3,e4,e5}

X(n1) = {Person}, v(ni,name) = "Tom”
A
A

ng) = {Person}, v(n2,name) =" Sam”, v(n2, age) = 13

n3) = {Company, Organization}, v(ns,name) ="IBM”

>

X(ns) = {Place, City}, v(ns, name) = ” Eindhoven”

(
(
(
(
(
(

)
)
ng) = {University, Organization}, v(n4,name) = "TU/e”
)
)

Ae1) = {Knows}, n(e1) = (n1,n2)

Property Graph Schema Extraction 7
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:Knows

“workAf -studyAt

from: 2019

‘University
:QOrganization
name: TU/e

‘Company
:Qrganization
name: IBM

- isLocatedin
isLocatedin

Figure 2.1: A property graph example

Ae2) = {workAt}, n(e2) = (n1,n3),v(ez, from) = 2019
A(es) = {studyAt}, n(es) = (n2,n4)

Aeq) = {isLocatedIn}, n(es) = (n3z,ns)

Aes) = {isLocatedIn}, n(es) = (n4,ns)

2.1.2 Property graph schema
Let T be a set of element type. A schema is a structure S = (T, Te, n, A, 5)

e T, C T is a finite set of vertex type.
o T, C T is a finite set of edge type, T, N T, = ()

n: T, — T, x T, is a function assigning to each edge type an ordered pair of vertex types;

A T, UT. — P(L) is a function assigning to each element type a finite set of labels

B:(T,UT.) x K — T is a partial function that defines the properties for vertex and edge
types, and the data types of the corresponding values.

An example of property graph schema is shown in Figure 2.2.

8 Property Graph Schema Extraction
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Knows

‘Person
name: sir
age*: int

“workAt
from: int

‘sfudyAt

-Qrganization
‘University
name: str

:Crganization
Company
name: sir

islocatedin — tod
isLocatedin

‘Flace

:Cl:r}"
name: str

Figure 2.2: An example of a property graph schema

2.2 Problem Statement

Given a property graph (G. Schema extraction is to extract a schema S such that G conforms to
S.
A graph G conforms to S if:

e For every object o in G, there exists an object type 7 in S such that o conforms to 7.

e An object o conforms to an object type 7 if o contains all the mandatory attributes in 7
and the datatype of the property value in o is a subset of the datatype of the corresponding
property value type in 7.

e If the object is an edge, then the source node and the target node of the edge should conform
to the source node type and target node type of the edge type to which the edge conforms.

2.3 Related Work

In this section, we describe relevant work on property graph data schema inference. To better
understand the graph data schema inference problem, we also introduce other graph data models
and schema inference approaches on these graphs.

Graph data model There are many different data models for graph data, which can be classified
as simple graphs, attributed graphs, hypergraphs, and nested graphs[2]. A simple graph contains
only nodes and edges that connect these nodes. In an attributed graph, nodes and edges can
contain a set of attributes that describe the nodes or edges. A hypergraph allows an edge to
connect more than two nodes (i.e. hyperedge). On the contrary, a nested graph allows a node
to be a graph (hypernode). RDF graphs are labeled directed graphs and there exists work in
extracting schema from RDF graphs as described in the following paragraphs.

In this work, we focus on schema extraction from property graphs, i.e. attributed graph. There
exist schema extraction algorithms on attributed graphs in literature. In Neo4j', the schema of
a graph database can be visualized with a single line of command. However, the property graph
model used in Neo4j is limited as each node and edge can only have one label. The schema

Ineo4j.com
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extraction algorithm simply assumes a type is characterized by the label of a node or an edge.
The assumption might not always hold for every graph database. In [10], methods for schema
extraction are proposed based on the assumption that object types are characterized by their labels
and properties. They also infer type hierarchy based on the attributes of an object type. However,
their approaches are either based on labels or properties of objects, which does not fit for graph
data with types characterized by both labels and properties. In [15], the notion of edge-labeled
graph is explored and graph simulation [29] is used for defining conformance semantics between
graphs and schemas. They demonstrate that a graph can conform to multiple schemas and the
computable orders exists in these schemas.

In [19], algorithms are proposed to transform an ER model to a graph schema, which requires
a graph database to contain an ER model in the first place, which is not often the case.

2.3.1 Document store schema extraction

Document store data is a type of NoSQL data store that stores semi-structured data [41]. These
documents can be schema-less and the structures can evolve. A document can also contain other
documents, making it hierarchical. The common encoding of document stores are XML, JSON,
YAML, and BSON [16]. The main difference from the graph data store is that edges are not
explicitly defined.

There exist many works in schema discovery of document stores [33, 50, 24, 39]. In [39],
the work of schema discovery is classified into structural methods and statistical methods. The
structural methods use a tree or graph structure to extract the schema from documents, where
nodes are properties or subgraphs. Extracted schemas are explicit and explainable [33, 24]. The
statistical methods are further categorized into map-reduced-based and clustering-based. The
map-reduce based approach address the scalability problem and many works focus on developing
better map and reduce functions for extracting schemas [6]. The clustering approaches usually
consist of two steps: similarity computation and clustering. In the computation of similarity, the
content of a record and its structure are exploited [37, 52].

2.3.2 RDF graphs schema extraction

A lot is written on RDF graphs schema inference and summarization. The data model of RDF and
property graph share some similarities, i.e. they are both directed graph and labels are allowed
on nodes and edges of a graph [9, 35].

An RDF graph is a labeled directed multi-graph, which is constructed by triples. A triple is
a statement with the subject-predicate-object format [42]. A triple can represent a property of an
entity or can be the edge between two entities. Thus, the main challenge in RDF schema inference
is to build profiles of entities [32]. Yet for the property graph, this problem does not exist because
the attributes of nodes/edges are explicitly stated. Another difference between RDF graphs and
property graphs lies in the data model i.e. edges. In an RDF graph, edges do not contain prop-
erties and the notion of edge types does not exist as edges are characterized by predicates only.
The similarity between the schema inference from these two graphs is that structural information
plays a role in determining types in the schema.

As RDF graphs consist of triple statements and there are standards for data modeling [13],
many rules-based type inference approaches are proposed [28, 31, 56, 14]. In [28], a description
logic inference engine is built for inferring types in the semantic web. The standard RDFS infers
types via entailment rules [13]. The application of these rules highly relies on the accuracy and
consistency of the data [46]. Overall, these approaches require much time and effort to craft the
rules. As more and more triples are being collected during the evolution of the database [40], it
is hard to craft rules to keep up with the speed of the data growth. Also, often time data can
be collected without strict validation steps resulting in noise added in the data. The noise might
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degrade the performance of logical types inference [46].

Unsupervised type inference methods are proposed to address the above problems [32, 46, 40].
These approaches automate the schema inference process and reduce human labor on rules crafting.
In [4] a schema extraction approach is proposed for visualizing the RDF graphs. The approach
requires user input on the number of types extracted. Statistics are also used to find the most
frequent instances and construct type hierarchy based on the type of the instances. In [32], a
schema extraction method using density-based clustering is proposed. In [40], type inference is
based on statistics of the instances and also a hierarchical clustering algorithm [62, 21, 34, 22].

2.3.3 Attributed graph clustering

In this section, we briefly introduce the literature of attributed graph clustering, in which node
similarity is computed and used for clustering. In schema inference, nodes of the same types should
also have high similarity. We explore the assumptions in node similarity computation under the
context of attributed graph clustering and analyze if it can be applied in schema inference.

Attributed graph clustering is often referring to the problem of assigning nodes to groups
in a graph where nodes and edges can contain attributes [12]. Graph clustering is a similar
problem but on graphs without attributes. Nodes in the same cluster generated usually share some
common characteristics in terms of attributes or structures [11, 45]. The most known application
of attributed graph clustering is detecting community in a social network and therefore, the term
community detection is often used interchangeably with graph clustering [62, 21, 22, 34].

Many attributed graph clustering algorithms focus on computing the structural closeness and
attributes similarity of nodes. In many methods, the node similarity is used to update weights
of the edges, where higher weights indicate stronger connectivity [53, 54]. Then graph clustering
methods can be applied on the weighted graph, where nodes are clustered based on their con-
nectivity [26, 12, 43, 53]. More recently, graph convolutional networks are used to integrate node
content and structural information [1, 45, 63, 44, 59].

For computing attributes similarity, many approaches consider both the attributes keys and
attribute values due to the assumption that nodes belonging to the same clusters have homogeneous
values on their attributes [26, 60, 17, 8]. Yet, for schema inference, attribute values of the same
type might be homogeneous but it’s not always the case and highly depends on what is desired
for the schema.

In [25], they address that not all attributes should be used for computing node similarity. This
can also happen in schema inference as some attributes can occur in every type of a schema (e.g.
name, id).

While structure closeness is important in graph clustering, it is not required for nodes of the
same types. Because for graph clustering, a cluster is usually cohesive, but it’s not necessary for
node type inference. Nodes of the same type do not need to be connected, instead, an edge usually
connects nodes of different types.

Nodes of the same type can be in different communities e.g. in a social network, nodes of
Person type can belong to different communities. It seems that types are more coarse-grain than
communities.

Overall, node similarity measures in attributed graph clustering provide insights for node
similarity computation in schema inference. However, most of the approaches are not directly
applicable for schema inference. Because the generated node clusters seem to have finer granularity
than node types in a schema. For example, there are many clusters of Person in a social network
but there might be only one PERSON type.
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Chapter 3

Framework

In this section, we describe our framework for schema extraction. A conceptual model object graph
is first introduced, where nodes and edges are treated uniformly. Then, we describe two types
of approaches for schema extraction on the object graph, i.e. the bottom-up approach, and the
top-down approach. In the bottom-up approach, the similarity between each pair of objects is
first computed and object types are inferred based on the similarity between objects. Objects
with high similarity are considered as belonging to the same type. In the top-down approach,
all objects are considered as belonging to the same partition at first. The partitions are further
refined iteratively based on the similarity of objects within a partition. After all the partitions of
objects are determined, object types are inferred from partitions based on the characteristics of
objects in a partition.

3.1 Object graph

Given a property graph G, we build a new graph G’ as follows:

e For each node n of G, create a new node n’ of G’. n’ has all of the same labels and properties
as n.

e For each edge e of G, create a new node €’ of G’. ¢’ has all of the same labels and properties
as e.

e G’ has no other nodes.

e For each edge e of G, say from node n to node m, add an edge in G’ from €’ to n’ labeled
“head”.

e For each edge e of G, say from node n to node m, add an edge in G’ from €’ to m’ labeled
“tail”.

e G’ has no other edges.

The graph G’ of objects obtained treats all the nodes and edges of G uniformly, while preserving all
the original information of G. An example of transforming a property graph and its corresponding
object graph are shown in Figure 3.1 and Figure 3.2. The property graph contains three nodes and
two edges. All nodes have the Person label and all edges have the Knows label. Some nodes and
edges contain additional properties. In the object graph, all the nodes and edges in the original
property graph are relabeled as objects.

The motivation of our approaches is that if objects have high similarities in their labels, prop-
erties, and topology then they are likely to be of the same type.

We introduce two variations of the framework to infer object types. The first one adopts a
bottom-up approach that computes the similarity between every pair of objects in an object graph.
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Figure 3.1: A property graph
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Figure 3.2: The object graph of the above property graph

Then, a clustering algorithm is used to generated clusters(partitions) of objects. Each partition
corresponds to an inferred object type.

The second approach uses a top-down approach which iteratively divides partitions of objects.
At first, all objects are considered of the same partition. Then, the similarity computation function
is used to break down partitions into subpartitions.

3.2 The bottom-up approach

The intuition of this approach is that objects conforming to the same type should have high
similarities. Thus, the similarity of each pair of objects is computed, these objects are grouped
into partitions based on their similarity. Objects within the same partitions share high similarity
while objects from different partitions share a low similarity score. The evaluation of similarity
is based on three dimensions: label similarity, property similarity, and topology similarity. While
label and property similarity focus on the content of an object, topology similarity focuses on the
neighbors of the object.

In the context of this framework, an object o is defined as a 6-tuple o = (£,P,S,S",T,T"),
where L is a set of labels, P is a set of properties, S is a set of objects connected by incoming head
edges and S’ is a set of objects connected by outgoing head edges, T is a set of objects connected
by incoming tail edges, T’ is a set of objects connected by outgoing target edges. For node-node,
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S =T’ = 0; Objects in S and T are edge nodes. For edge-node, S =T =0 and |S'| = |T’| =1.
Label similarity is computed based on £, property similarity is computed based on P and topology
similarity is computed based on S, &', 7 and 7.

Implementation The code of the algorithm is shown in Listing 3.1. The functions for computing
label, property, and topology similarity are L, P, and T respectively. The parameters [, p and ¢
are used for weighting the three similarity and [ + p + ¢ = 1. The algorithm for measures label
similarity (L), property similarity (L) and topology similarity (T) are introduced in the following
sections. The parameter k is the order of neighbors being considered in the computation of
topology similarity. If £ = 1, only the nearest neighbor will be considered. If k& = 2, then the
nearest neighbors and second-order neighbors will be considered. For example, when computing
topology similarity of os in Figure 3.2, o4 and o5 are its nearest neighbours and oy, o3 are its
second-order neighbours. Similarity between every pair of objects are stored in the matrix sim.
The parameter theta is used to decide what objects belong to a partition based on the their
similarity.

First, the label and property similarity of objects are computed, then the topology similarity
is computed iteratively depending on the order of neighbor considered. The function getWeight
split the weight ¢ into k parts such that ¢; +to + ...+t = ¢, where ¢; is the weight for the i*" order
neighbour. If the closer neighbors are considered more important than farther neighbours, then
the weights of different order topology similarity can be set with the constraint: t; >t > ... > tj.

Then, in lines 8-12, the topology similarity based on the i*" order neighbor is computed and
added to the object similarity matrix sim. The function cartesian returns the cartesian products
of the objects, i.e. every pair of objects.

The function makePartitions will group objects into partitions based on similarity between
objects. Specifically, if an object have a similarity greater than theta with any object from a
partition, then the object belong to that partition.

Input: objects, 1, p, L, P, t, T, k, theta

;| for oi, oj in cartesian(objects):
sim[oil[0j] = 1xL(oi,o0j) + p*P(oi,o0j)

1
2
3

!

# t1 + t2 + ... + tk =t
71t1, t2, ... , tk = getweight(t,k)
s| for i in [1...k]:
9 new_sim = copy(sim)
10 for oi, oj in cartesian(objects):
11 new_sim[oil[o0j] = sim[oil[oj] + ti * T(oi, oj, sim)
12 sim = new_sim
13| partitions = makePartitions(sim, theta)

Listing 3.1: Python implementation of object similarity based algorithm

3.2.1 Similarity measures for labels and properties

In this section, we introduce possible methods to measures the similarity of a set of labels or
properties i.e. possible algorithms for L and P.

Exact Match In some graph databases, each object contains not many labels and no op-
tional labels (e.g. SNB), an exact match can be used as L. That is, objects sharing the same
labels have similarities equal to 1, otherwise 0. Sometimes, an object can contain many properties
and also optional properties, so using an exact match for P might not be appropriate in these cases.

Jaccard Similarity can be used for measuring similarity between a set of labels or properties.
The more labels (or properties) a pair of objects share, the more similar these two objects are.
If two objects have high similarity, then they may be of the same object type. Usually, labels
or properties are unique, i.e. the same labels or properties would not occur twice in an object.
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Labels or properties of an object can be considered as a set with a finite number of elements in
the set. To measure the similarity of two finite sets, Jaccard similarity commonly used sets[30].
Let A and B be two sets, the Jaccard similarity of these two sets can be computed as:

ANB
ap) - 402

, where |A] is the size of the set A and J(A, B) € [0, 1]. The Jaccard similarity can reflect the ratio
of labels or properties two objects share. When two objects do not contain any labels or proper-

ties, we set their Jaccard similarity to 1. That is to say objects without labels (or properties) are
considered equal by the function L (or P).

Weighted Jaccard Similarity The Jaccard similarity described above reflects the ratio of
attributes two objects share. The more attributes two objects share, the more likely they conform
to the same object type. Yet, in some cases, whether two objects conform to the same type depends
more on what attributes they share rather than the ratio of common attributes. Depending on the
graph data, some attributes just appear in many object types, which leads to different types with
these attributes have high attribute similarity. For example in Figure 3.3, Post and Comment are
two subtypes of Message. The subtypes contain all the properties and labels of the supertypes. The
type Post has two more properties than Message. Therefore, although their property similarity is
5/7 = 0.71, they are of different types, which indicates that the Jaccard similarity measure might
not distinguish types of objects.

A solution for this is to use a weighted Jaccard similarity measure, which assigns a lower
weight to attributes that occur in many types. That is the properties of Message will have lower
weight than the properties language and imageF'ile. Because the occurrence of language and
imageFile in an object indicates the type of the object is Post but the occurrence of properties
like content are less discriminative. However, because we do not know the types of the object when
performing schema extraction, the frequency of a property occurrence in object types cannot be
determined. Instead, the frequency of a property occurrence in objects is used for approximation.
This approximation works well when the instances of each type have more or less equal distribution
in the graph database. Otherwise, the frequency of occurrence in objects cannot reflect the
frequency of occurrence in object types. The weighted Jaccard similarity can be computed as

follows:
erAﬁB 1/ \% freQI
ZxEAUB 1/ \% f’reqz

| isLocatedin
likes hasTag

IMessage
reationDate: DateTime
broswerlsed: String

locationlP: String

length: Integer
i replyOf
-Post

language: String[0..1] :Comment
imageFile: String[0..1]

Jw(4A,B) =

A 4

hasCreator

Figure 3.3: A part of LDBC SNB schema. The subtypes Post and Comment contain all the
attributes and edges the Message type has.

Under the assumption that in a graph database, the number of the instances of Message, Post
and Comment are the same, the weighted Jaccard property similarity between Post and Message
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is 0.59. The weighted Jaccard is lower than the unweighted Jaccard measure.

Attribute-based If in a dataset, the usage of labels is similar to properties (providing inform-
ation for objects), then we can treat labels and properties equally. That is: attribute similarity is
computed based on the attributes of objects. And the attribute similarity replaces label and prop-
erty similarity. Instead of using [/ and p to control the importance that label and property places
in determining partitions, [ + p is used to control attribute similarity. Among these attributes,
whether labels or properties play a bigger role depends on the number of labels and properties in
an object.

3.2.2 Topology Similarity

The idea of the measure is that, if two objects are of the same type, the types of neighbors they
have should be similar. That is high topology similarity indicates the high similarity between the
four sets S,S’, T and T".

The topology similarity between two objects o; and o; can be computed as the average topology
similarity of the four neighbor sets:

simr(0;,05) = average(sim$(0;,0;), simr-(0;,04), simJ. (0, 05), sim3 (05, 05))

By definition, for a specific object, there are always two sets of neighbor which are empty, i.e. for
node-objects 8’ and T’ are empty; for edge-objects S and T are empty. Thus, the above formula
always computes the average of two terms.

The measure between two sets of neighbors follows the idea of finding the best match in the
other sets. Suppose we compute the similarity between S; and S;. For each object in S;, we
find the best match object in the other set S; and record their similarity. We perform this step
for every object in S;. This gives an estimate on how similar objects in S; to objects in S; by
averaging the similarity per object. Then, we do the same for S; and take the smaller measure
between these two. Because one neighbor set can be a subset of the other. Then the subset is
highly similar to the superset but the superset is less similar to the subset.

Specifically, the topology similarity between two objects o; and o; using the set S can be
computed as follows:

1 1
[ arg max sim(n;, m;), to—
|S(Oz)| ( )m_jES(oJ‘) ! |S(OJ)|

n;€S(0; m;ES(o;

sim$-(0i,07) = min( arg max sim(n;, m;))

) n;€S(0;)

where sim(n;, m;) is the similarity of two objects that can be obtained from the object similarity
matrix. The computation of other neighbor sets is similar.

Example We use an example to further explain the topology similarity measure. Suppose
the we need to compute the S-set topology similarity of two object shown in Figure 3.4. In
the object similarity matrix, $im(opkes, Odistikes) = 0.9 and sim(opas, Olikes) = 0.16. Then
sim‘%(oTom, 0John) = min(0.9, %(0.9 +0.16)) = 0.53. To obtain topology similarity between oy,
and ojonn, similarity between other neighbour sets still need to be considered.

3.2.3 Obtaining object types from partitions

After partitions are generated, object types can be inferred from the partitions. For node-object,
each partition corresponds to an object type. For edge-object, more than one object type can be
obtained from a partition. Because we assume that an edge type is characterized by its attributes
and its neighbor. For example, as shown in Figure 4.1, many pair of node types contain the edge
isLocatedIn, i.e. (Person, isLocatedIn, City), (Message, isLocatedIn, Country). These edge types
are considered separate edge types because their source and target node types are different. The
object type of a partition is generated as follow:
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head

Figure 3.4: The S neighbours of two object o7om and 0jonn

e The data type of a property is the union of all its datatype occur. e.g. if the property ’date’
has property value of type string and date, then the datatype of ’date’ is string U date.

e For node-object partition, mandatory attributes of an object type are attributes that present
in all node-objects. Attributes that present in some objects are considered optional attrib-
utes.

e For the edge-object partition, each distinct (source, target) tuple is an object type. Multiply
edge types can be generated from a single edge-object partition.

3.2.4 Example

In this section, an example is used to illustrate how the object-similarity-based schema extraction
approach works. Suppose an object graph is constructed as shown in Figure 3.2. The object graph
consists of five objects, among which o1, 09, 03 are node objects and o4, 05 are edge objects. All
node objects contain the Person label and all edge objects contain the Knows label.

Let I = p=0.35, t; = 0.2, t3 = 0.1 and the Jaccard similarity measure be used as the label
similarity measure L and the property similarity measure P. The similarity matrix obtained using
the alpha function is shown in Table 3.1.

In the first iteration of topology computation we have: simy(01,02) = %sim(04,05) = 0.175,
simr(01,03) = 0, simp(02,03) = 2sim(oa, 05) = 0.175, simy (o4, 05) = sim(o1, 02)+1 sim(o2, 03) =
0.47. The similarity matrix is updated by adding simq - t; as shown in Figure 3.2.

In the second iteration, we have: simp(01,02) = %sim(o;;, o5) = 0.222, simp(01,03) = 0,

simr(02,03) = 1sim(o4,05) = 0.222, simr(04,05) = Lsim(o1,02) + 2sim(o2,03) = 0.505. The

similarity matrix is updated by adding simy - t2 as shown in Figure 3.3.

ol 02 o3 o4 05
ol | 0.7 047 1035 |0 0
o2 | 047 | 0.7 047 | O 0
o3 | 0.35 | 0.47 | 0.7 0 0
o4 | 0 0 0 0.7 0.35
o5 |0 0 0 0.35 | 0.7

Table 3.1: Similarity matrix based on L. and P
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ol 02 o3 o4 05
ol | 0.9 0.505 | 0.35 0 0
o2 | 0.505 | 0.9 0.505 | O 0
o3 | 0.35 0.505 | 0.9 0 0
o4 | 0 0 0 0.9 0.444
o5 | 0 0 0 0.444 | 0.9

Table 3.2: Similarity matrix of objects after the first iteration of the topology similarity compu-
tation

ol 02 03 o4 05
ol |1 0.5272 | 0.35 0 0
02 | 0.5272 | 1 0.5272 | 0 0
o3 | 0.35 0.5272 | 1 0 0
od | 0 0 0 1 0.4945
o5 | 0 0 0 0.4945 | 1

Table 3.3: Similarity matrix of objects after the second iteration of the topology similarity com-
putation

3.2.5 Complexity

The time complexity of the bottom-up approach is O(k-n?) and space complexity is O(n?), where
n is the number of objects and k is the order of the neighbor considered in topology computation.
The main problem of this algorithm is scalability. When the property graph contains millions of
nodes and edges, computing similarity between each pair of objects is impractical. Therefore, we
propose another approach that is more time and space efficient.

3.3 The top-down approach

The bottom-up approach is not scalable as it computes the similarity of every pair of objects. Yet,
there exists much duplicate information in the object similarity matrix since many objects contain
the same sets of attributes, i.e. the similarity of some objects is 1 or close to 1. For example, if we
have a property graph with schema shown in Figure 2.2, many Person node instances would exist
in the graph database and these nodes have a high similarity score. Therefore, it is not useful
to store the similarity of objects when they are highly similar. Likewise, if two objects are too
different that they have similarities close to zero, then marking their similarity as zero would save
some space. For example, if in Figure 3.2 01, 02,03 belong to one partition and o4, 05 belong to
another partition, then only 2 similarity values need to be stored. Figure 3.5 illustrates the idea
of recording similarity between objects based on partition.

Similarity = 1 Similarity = 0

Similarity = 0 Similarity = 1

Figure 3.5: Similarity matrix of top-down method

The top-down approach does not record the similarity of each pair of objects, but the simil-
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arity of partitions. A partition contains at least one object and each object belongs to exactly
one partition. Partitions might be broken down into sub-partitions during the execution of the
algorithm and then, types are inferred from the final partitions.

An overview of the approach in shown in Figure 3.6. Initially, all objects belong to the same
partition P. Suppose the function alpha split P into subpartitions (P1, P2) based on the attrib-
utes of objects. Then, P1 and P2 might be further broken down into more partitions respectively,
depending on the function Beta, which compares the topology of objects within a partition and
possibly groups objects into subpartitions.

When the topology is not considered (i.e. ¢ = 0), the partitions generated by the bottom-up
approach and the top-down approach are equivalent.

alpha | |

sim{P1a, P1b) = sim(P1,P1) + 11
*T(P1a, P1b)

sim{P1x, P2y) = sim{P1,F2)
+11* T(P2x, P2y)

[P1a] [Pin] [P‘1rc] [Pid ]

Beta -| Eet a Eeta

h 4 A4 4 h 4
[P1a1] [pia2] [P1a3] .. Plc-1 P2a-1

sim(P1a-x, P1cy) = sim{P1a-x, P2a-y) =
sim{P1a, P1c) + t2 * T(P1a-x, P1c-v) sim(P1a, P2a) + {2 * T(P1a-x, P2a-y)

Figure 3.6: Overview of the top-down approach

Implementation We further describe the approach using the implementation as shown in List-
ing 3.2. The implementation is similar to the bottom-up approach. The functions L and P are
the same as in the bottom-up approach. The parameter theta controls the number of partitions
being generated. In line 5, the function computePartitionSim computes the similarity between
partitions based on labels and properties of objects in each partition. In lines 8-12, new partitions
might be generated in beta based on the topology similarity between objects within a partition.
Since there might be new partitions generated, partition_similarity is updated and the simil-
arity between partitions includes label similarity, property similarity, and topology similarity. The
parameter theta is the threshold for generating sub-partitions based on the topology similarity
of objects.
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1| Input: objects, L, P, T, 1, p, t, theta
2| Output: partitions

4| partitions = alpha(objects, L, P, 1, p, theta)

5| partition_similarity = computePartitionSim(partitions, 1, p, P, L, t=0, T=None)
6

71tl1,t2,...,tk = getWeight (t)

s for i in [1..k]:

9 new_partitions = []

10 for partition in partitions:

11 subpartitions = beta(partition, T, theta, partition_similarity) #

partition is a list of objects
2 new_partitions.add(subpartitions)

! # new_partitions = [[pla,plb,plc]l,[p2a,p2b]l,[p3all

5 partition_similarity = updatePartitionSimilarity(new_partitions,
partition_similarity, T, ti)
16 partitions = flatten(new_partitions)

Listing 3.2: Python implementation of partitions-based schema extraction

A possible implementation of the beta function is shown in Listing 3.3. We can observe that
to compute topology similarity, every pair of objects in the partition is considered.

1| def beta(objects, T, theta, partition_similarity):
for oi,oj in cartesian(objects)

sim[oi]l[0j] = T(oi,oj, partition_similarity)
| partitions = cluster(sim, theta)
5 return partitions

Listing 3.3: A possible implementation of the beta function

1| def computePartitionSim(partitions, 1, p, P, L, t, T, partition_similarity):
2 for partl,part2 in cartesian(partitions):

3 for oi,oj in cartesian(partl, part2):

' sim[oil[0oj] = 1*L(o0i,o0j) + p*P(oi,o0j) + t*T(oi,o0j,
partition_similarity)

5 partition_sim[parti][part2] = aggregate(sim,partl,part2)

6 return partition_sim

Listing 3.4: Possible implementation of partition similarity computation

3.3.1 Topology similarity measure

In this section, we describe a possible topology similarity measure based on partitions of objects.
The idea of the method is similar to the topology measure in the bottom-up approach. In the
bottom-up approach, the similarity between objects can be found in the similarity matrix. But a
similarity matrix is not recorded in the top-down approach. Therefore, the partition similarity is
used instead.

We modified the object definition in the context of this framework. An object o is defined as
a 6-tuple o = (L,P,S,S',T,T"), where L is a set of labels, P is a set of properties, S is a set
of partitions of the objects connected by incoming head edges and S’ is a set of partitions of the
objects connected by outgoing head edges, T is a set of partitions of the objects connected by
incoming tail edges, T’ is a set of partitions of the objects connected by outgoing target edges.
In this way, the topology similarity computation still follows the formulas introduced in Section

3.3.2 Complexity

A worse case is when all objects share the same attributes and in this case the topology similarity
between each pair of objects needs to be computed, which means the worst-case complexity is
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O(k-n?). In practice, hashing can be used for objects since in the definition o = (£, P, S, S, T,T"),
the sets S, &', T and T’ contain partitions instead of objects. Therefore, the complexity of this
approach can be reduced to linear.

3.4 Comparing Bottom-up and Top-down Approach

The main difference between the two approaches is in the way that the attribute similarity com-
bined with the topology similarity. In the bottom-up approach, partitions are determined by the
weighted average of attributes similarity and topology similarity between objects. Depending on
the value of [, p,t, two objects with the same attributes but completely different topology may be
considered to be of the same type. An example is shown in Figure 3.7. The Person and Book types
share many same properties and the topology is also the same, i.e. contain no edges. The topology
similarity between the two node types is 1 and if ¢ is high, the two types can be considered as the
same type, which is incorrect.

In the top-down approach, the attributes are used to determine the partition first, and then,
partitions are refined based on topology similarity between objects in the same partition. There-
fore, objects with very different attributes and similar topology would not be considered as of
the same types in the top-down approach but might be considered be of the same types in the
bottom-up approach. If top-down approach is used to infer the types in Figure 3.7, then the
partitions are made based on attribute similarity first. The Person and Book objects might be
distinguished depending on value of p.

Person Book

name; str
name:; str

title: str

fitle: str
age: int

Figure 3.7: An example of object types with the same topology and different attributes

Another example to demonstrate the difference between the two approaches is shown in Figure
3.8. The Person type contains optional edges. The object Bob and Tom share the same attributes
but have a different topology. The top-down approach will incorrectly put the two objects in
different partitions with the parameter ¢ > 0. This decision is made solely based on topology
similarity. But the bottom-up approach might put correctly Bob and Tom in the same partition
because their attribute similarity is high. The decision is made based on attributes and topology.

Overall, the top-down approach is more strict when determining if two objects belong to the
same partition. When objects of the same type have high similarity in labels, properties, and
topology, then the top-down approach can be used. A possible reason for objects of the same type
to have low similarity is optional attributes and optional edges. The impact of optional edges is
less in the bottom-up approach as the low attribute similarity due to optional attributes can be
balanced out by a high topology similarity and vice versa.
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Chapter 4

Dataset and Evaluation Metrics

For evaluation of the proposed methods, we use both synthetic datasets and real-world datasets.
These datasets differ in the way that object types are characterized. In this section, we introduce
these datasets and the generation algorithm for generating synthetic datasets. We also describe
the proposed modified F1 score for evaluating the inferred graph database schema.

4.1 Synthetic dataset

We use the LDBC social network benchmark (SNB), which is a synthetic dataset that is widely
used in many graph database research [20], as there are not many graph databases with ground
truth schema. We use the variations of the SNB schema and generate property graphs based on
these modified schemas. We also use the property graph schema of the Northwind dataset.

4.1.1 Generation algorithm

For evaluation of our framework, we generate property graphs that can reflect the usage of our
proposed methods. These property graphs are generated based on schemas that resemble real-
world use cases. The algorithm we used for generating a property graph based on a given schema
is similar to gMark[7]. For each node type in the ground truth schema, a random number of nodes
is generated. After all nodes are generated, for each edge type, a certain number of edge instances
are generated. The source nodes and target nodes of these edges are selected randomly from the

generated nodes that are of the corresponding source node types and target node types.

The pseudocode of property graph generation from a given schema is shown in Algorithm
1. The function generateAttributes take in an object type as parameter, and return an object
instance containing all attributes in the node type. The function getRamdomNodeByType randomly
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selects a node instance from the graph G that conforms to given node type.
Data: Ground truth schema S
Result: A Property graph G
for ( nt in S.node_types ) {
for (i=0;i <rand();i++ ) {
node = generateAttributes(nt);
G.add(node);

}

=

or (et in S.edge_types ) {

for (i=0;i <rand();i++) {
edge = generateAttributes(et);
edge.source = G.getRandomNodeByType(et.source_node_type);
edge.target = G.getRandomNodeByType(et.target_node_type);
G.add(edge);

}

Algorithm 1: Algorithm for generating property graph from a property graph schema

4.1.2 Graph data and schema

LDBC SNB is a realistic social network dataset containing people and their activities in the
social network [20]. The schema of LDBC social network property graph is shown in Figure 4.1,
which contains 14 node types and 20 edge types. The subtypes of a supertype contain all the
attributes and edges of the supertype. For example, the City type is a subtype of Place so City
type contains the label Place and the two properties: name and wurl. The two node types Place
and Organization do not have any node instances. We can notice that many node types have
common attributes e.g. id and wrl, which indicates that some properties cannot distinguish a
node type. Yet, other properties like gender, language and locationIP are unique to a node type
and these properties can characterize the node type.

LDBC SNB-LT is a graph data generated by modified SNB schema, where all subtype labels
removed. That is, the type City label of the type City is removed. The types City, Country
and Continent contain the same attributes as the type Place. The type University and Company
contain the same attributes as Organization. The idea is that due to database evolution or update
of use cases subtypes emerge and they are not yet created in the schema. But these subtypes show
characteristics that distinguish themselves from others. For example, the type Continent does not
have outgoing isPartOf edges while City and Country both do. The object types in the modified
schema can be identified by labels and topology.

LDBC SNB-PT This graph data is generated by removing all node labels in the SNB schema.
The object types in this dataset are characterized by properties and topology.

Northwind This is a sample dataset widely used in relational database research and contains
information about customers and the products they order'. In [23], a graph schema is provided
for the Northwind dataset as can be seen in Figure 4.2. Each node type contains a set of properties
and the edge type contains one label. The texts in a node indicate its type and there are no labels
in node types.

Thttps://archive.codeplex.com/?p=northwinddatabase
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Figure 4.1: Schema of LDBC social network graph database [20]
RegicnlD
CustomerlD RegionDescription
CompanyMame
Contacthame
(CustomeTypelD y
CustomerDesc ContaciTime
Address group
—_— City
SupplierlD graug pas Region
CompnayName PostalCode .
ContactName CustomeTypelD Country TerritorylD
ContactTitle CustemerDesc Phone TerritoryDescription
Address CategorylD Fax
City CategoryMame
Region Description group
PostalCode Picture ShipperlD
Country Compnayhame -
RegionlD
Phone Phone massage RegionDescription
Fax describe place | 0
Homepage
ship EmployeelD
ProductlD Lastiame
supply | ProductMame FirstHame
QuantityPerUnit Title sales
UnitPrice OrderlD TitleCiCourtesy | 3™
UnitsinStock OrderDate BirthDate
UnitsOnOrder RequiredDate HireDate
ReorderLevel ShipVia Address
Discontinued Freight andle— | City
Shle ame Region
ShipCity PostalCode
orderad L ShlpReglOl‘l Country
consistof Sh|pFuslaICode HomePhone
ShipCouniry Extension
UnitPrice Photo
Cuantity Notes
Discount ReportsTa
‘. PhotoPath /

Figure 4.2: Northwind schema [23]. All attributes in nodes are properties with datatype omitted.
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4.2 Real-world dataset

Google Product Taxonomy The datasets contain product categories and their hierarchical
relationships. An example of the dataset is shown in Figure 4.3%. The schema of the graph is
shown in Figure 4.4. There are 7 node types in total, corresponding to different levels of the
categories. There are no labels on each node only the name of the category. As can be seen, the
object types in the dataset are characterized by topology.

Musical
Instruments&
Orchestra

Clarinet

Figure 4.3: An example of google product taxonomy. Edges represent isPartOf relation.

Level 7 Level 8 Level 5 Level 4 Level 3 Level 2 Level 1
category category category category category category category

| isPartof [ | isPartof [ isPartof isPartOf isPartOf
name: sir J rl name: str J ’L name: str name: sir name: sir name: str name: sir

Figure 4.4: Schema of google product taxonomy

MBS is one of the NeuPrint datasets, which contains brain neurons and their connections[55].
The schema of the dataset is shown in Figure 4.5. There are four node types and five edge types
in total. An object is characterized by its attributes. Because the label Neuron is optional. If
only looking at labels, then nodes with the labels Neuron, Segment and nodes with the Segment
will be considered as different types. Therefore, properties of the Segment type also characterize
the type.

2The figure is from http://blog.bruggen.com/2015/07 /hierarchies-and-google-product-taxonomy.html
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Figure 4.5: MB6 schema. Optional attributes are marked with *

4.3 Evaluation metrics

As we discussed in the introduction session, a schema of a database highly depends on use cases.
The design of a schema for a database is an open question that does not have a single solution.

Yet, we still would like an evaluation of the proposed algorithms. Therefore, for synthetic
datasets, the schema used for generation is considered as the ground truth schema. For real-world
datasets, the provided schema is treated as ground truth. The more similar the inferred schema
is to the ground truth schema, the better the inferred schema is. The inferred schema is equal to
the ground truth schema if the inferred schema is isomorphic to the ground truth schema. The
metric graph edit distance seems a suitable metric for evaluation, which is the cost to edit the
inferred schema such that the inferred schema is isomorphic to the ground truth. However, the
complexity of the metric is NP-hard and as we described above, the ground truth schema is only
one answer, not the only one. Therefore, we introduce an evaluation metric that is efficient and
can still evaluate the inferred schema against the ground truth schema.

F1 score is used in [10], which is computed based on true(false) positive(negative) counts. An
inferred type is considered to be true positive if there exists an object type in the ground truth
schema that is considered equal to the inferred type. The formula for computing F1 is as follows:

precision - recall

F1=2 —
precision + recall

The question is then, what is considered equal? One method is to match the attributes of an
object type. If the inferred type considers all the attributes of a type in the ground truth, then
the inferred type count as a true positive. However, this might cause problems when the topology
of objects is considered during types inference. For example, the inferred schema shown in Figure
4.6a, the two Country types contain the same attributes as the Country type in the ground truth
but have different edges. These types might be inferred because some edges are optional and
topology is considered during schema extraction. The two Country types differ in their edges.

One might suggest matching the attributes and edges of an inferred node type to the node
types in a ground truth schema. But this might still cause problems. Another example is shown
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Figure 4.6: Examples of inferred schema of the SNB dataset

in Figure 4.6b. The inferred Continent types have the same attributes and edges but they have
different topology. If both the Continent types are counted as true positive, then the precision will
be higher than it should be. For example, suppose there are two inferred schemas. One contains
100 Country types and one City type, the other contains one Country type and one City type.
All of these inferred types are count as true positive. Then, the first schema has much higher
precision than the second schema. Although, intuitively, the first schema is worse and the second
one because it is less concise and contains duplicate information. Therefore, a metric that reflects
the conciseness of an inferred schema can be useful.

The cause of these problems is that we are not finding an isomorphic mapping between inferred
schema and ground truth schema. Instead, parts of the schema graph are isolated to evaluate
against parts of the ground truth schema, i.e. subgraph matching.

In summarization, a metric that reflects conciseness is needed, and when evaluating an inferred
type only limited information should be considered (i.e. its attributes and nearby neighbors).

Modified F1 score We propose a modified F1 score that can reflect the conciseness of the
inferred schema. When deciding if an inferred type is a true positive, we compare its attributes
with the attributes in the ground truth types. The topology might also be considered if there
exist types in the ground truth schema that can only be distinguished by topology. That is to say,
if we are evaluating the Northwind dataset, the inferred types can be considered as true positive
if the attributes are the same as one ground truth type. When evaluating the product taxonomy
dataset, the topology of node types should be considered.

To reflect the conciseness of a schema, we use the number of inferred types that are considered
to be equal to the same type. The more types considered the same is inferred, the lower the score.
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Specifically, we modified the way true positive is counted. Let Sy be the ground truth schema
and 7 be the object types in the schema. The modified true positive (¢p’) can be computed as
follows:

1
tp’ = —_—
P Z match(T)

TESgt

where match(7) is the number of inferred types that are considered equal to the ground truth
type 7. The modified false positive (fp’) is computed as:

' =fp+M—tp

where M is the number of ground truth types that are correctly inferred.
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Chapter 5

Experiment

In this chapter, we first introduce and analyze the goals of our experiments, and then, we describe
the design of the experiments to realize these goals. Next, the results of the experiments are
analyzed and discussed. At last, we conclude the results and share insights we obtained.

5.0.1 Experiment Goals and Design
We define the following questions which we wish to analyze and answer with experiments:
e Q1: How good are the schemas extracted by our framework?

e Q2: How good is the framework in extracting schemas with types characterized by combin-
ations of elements (i.e. label, property, and topology)?

e Q3: Can we obtain the desired schema? How can we obtain the desired schema?

Q1 As discussed in the previous chapter, there is no single best schema of a graph database. Only
appropriate schemas for different applications of one graph database. Although a good schema
can vary depending on the applications, not every schema is a good schema. We think however
that there are similarities between good schemas. For example, the graph data itself is a valid
schema but it is not a good one because it is not concise and does not provide useful information
about the graph data.

Experiment 1 To approximately evaluate extracted schemas, we evaluate the extracted schemas
on real-world graph data with schemas provided. The extracted schemas are scored against these
existing schemas, which are usually created by domain experts and are of good quality. This
method is also used in other work for evaluating schema extraction methods [36, 40].

Q2 A feature of our framework is its flexibility in incorporating users’ insights into the graph data.
Users might have the assumption that the types in the schemas are characterized by a combination
of elements e.g. labels and properties. The users can incorporate their insights while applying the
schema extraction by only considering the combination of labels and properties. In [36], a simple
combination of labels and properties extracts a schema on MB6 with more than 200 false positive
object types, making the schema difficult to use.

Experiment 2 To examine the effectiveness of the framework in combining elements for schema
extraction. We use datasets with schemas characterized by different combinations of elements.
Then, the framework uses the combination of these elements to extract schemas.

Q3 Suppose we have in mind the ideal schemas, and some of the characteristics of the schema,
e.g. objects of the same type share the same labels but properties can differ. Can we extract the
schema we want? As we know the desired characteristics of the schemas, how can we exploit these
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characteristics in the framework to extract the desired schemas?

Experiment 3 For experiments, we use synthetic datasets which are generated by given schemas
and these schemas are considered as targets we wish to extract. We run the extraction algorithms
with different parameter settings to see if the target schemas can be extracted. To understand
how we can extract target schemas, we draw links between the suitable parameter setting and the
insights we have on given schemas. We analyze if the insights can guide us in parameter selection.

5.1 Results

5.1.1 Experiment 1: Performance Evaluation

The experiments are used to show the effectiveness of our approaches on real-world datasets, i.e.
SNB, MB6, and Google product taxonomy. Although the SNB dataset is a synthetic dataset, the
schema represents a realistic social network and is designed by relevant participants from industry
and academia [20]. We use the labels and properties to extract schema for the SNB and MB6
datasets. In the LDBC SNB dataset, types are characterized by labels and in the MB6 dataset,
types are characterized by attributes.

The pre-generated SNB dataset with scale factor 0.1 is used, which consists of 327,588 nodes
and 1,477,965 edges '. The MB6 dataset consists of 486,267 nodes and 961,571 edges. The results
of using attributes to extract schemas from the datasets are shown in Table 5.1. When the topology
is not considered, the bottom-up and top-down approaches will extract the same schema from a
dataset.

As the types in SNB are characterized by labels, the label-based approach performs the best.
The types not inferred are abstract types that do not have instances in the graph data. The attrib-
utes and property-based methods perform poorly because many types share the same properties
like name and url. With weighted Jaccard used, these properties are given lower weight labels of
types get higher weight. So the weighted Jaccard performs much better than the Jaccard method.

Types in MBG6 are characterized by attributes, so the attribute-based method can identify all
types in MB6. One object type in MB6 contains an optional label so the label-based approach
cannot identify all types.

Attribute-based | Attribute-based
Datasets Label-based | Property-based (Jaccard) (Weighted Jaccard)
node | edge | node | edge node | edge node | edge
precision | 1 0.52 | 0.33 0.5 0.33 0.5 0.9 0.65
SNB | recall 0.79 0.65 | 0.14 0.45 0.14 0.45 0.64 0.65
F1 0.88 0.58 | 0.2 0.47 0.2 0.47 0.75 0.65
precision | 0.8 0.56 0.06 0.01 1 1 1 1
MBS6 | recall 1 1 0.75 0.6 1 1 1 1
F1 0.89 0.81 0.11 0.01 1 1 1 1

Table 5.1: Experiment results on SNB and MB6

Topology-based | Attribute4Topology
node | edge node | edge

Precision | 0.67 | 0.25 0.67 | 0.25

Recall 0.29 | 0.17 0.29 | 0.17

Fi 0.4 0.2 0.4 0.2

Table 5.2: Experiment results on Google product taxonomy

Lhttps://github.com/ldbc/ldbc_snb_interactive
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Summary

The experiment results show that the framework can extract schemas similar to a ground-truth
schema from real-world graph data. Because the extracted schemas of the MB6 and SNB data
are very similar to the given schema of the graph data. Though the extracted schema of the
taxonomy is quite different from the given schema, the semantics of the schema closely resemble
the semantics of the taxonomy schema as the inferred schema shows that three object types: the
highest-level category, the lowest level category, and the category in between.

5.1.2 Experiment 2: Combination Evaluation

The second experiment is for evaluating how well the framework performs at extracting schemas
with types characterized by different combinations of elements. Due to the lack of property graphs
with ground truth schemas, we construct schemas with types characterized by different combin-
ations of elements. Then, we generate property graphs using these schemas, which are also used
for scoring extracted schemas. The data we used for evaluating the combination label+topology is
SNB-LT and for property+topology is SNB-PT. These two datasets are already described in the
previous chapter. For evaluating label+property, the dataset MB6 is used.

The generated SNB-LT and SNB-PT both contain 78 nodes and 677 edges. The types in
the dataset SNB-LT are characterized by labels and topology while the types in SNB-PT are by
properties and topology. That is, in both schemas, a type can be unique identified by its labels
(or properties) and its topology.

For SNB-LT, the parameters setting for both approaches are [ =t = 0.5, k = 1, and theta =
0.5. As can be seen, the topology-based approach does not infer any correct types because the
approach does not consider any attributes. Also, objects of different types are considered the
same, and distinctions are only made between objects with connected neighbors or without. For
the bottom-up approach, the performance of label+topo is worse than only using labels. The
top-down approach using properties and topology performs slightly better than using properties
only, The recall is higher than using labels only, which means more types in the ground truth are
inferred.

When analyzing the false positive and false negative of the label+topo approach, we notice
that types of different labels can be successfully identified. Yet, types with the same label but
different topologies are difficult to be inferred. One cause is that the topology of different types is
too similar, e.g. the Message type and the Comment type have four edge types in common and
only one edge type differ. This means that the threshold for inferring edge types should be higher.
Another cause is optional edges, which are edges that a node instance need not contain. Optional
edges make nodes of the same types have different topologies, resulting in low topology similarity.

For SNB-PT, the parameter settings for both approaches are | = ¢ = 0.5, £ = 1, and
theta = 0.5. The results in Table 5.3 show that all methods perform rather poorly on infer-
ring node types. When incorporating topology information, the bottom-up approach performs
worse than the property-based approach. This is because a subtype like Post shares too many
similar edges with its supertype Message. Even though they have different properties, the topology
similarity between the two types is too high that they are considered the same type when topology
information is used. The top-down approach does not have this problem because the refinement
of partitions is only based on the topology similarity between objects within a partition. After
analyzing the inferred schema, we can conclude that the poor performance is due to the topology
similarity measure. The two reasons are the same as in SNB-LT.

The experiment results on the MB6 dataset are shown in Table 5.1. We can observe that the
attribute-based approach performs better than label-based and property-based and can infer all
the object types.
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Bottom-u Top-down
Label-based | Topology-based (Label + %opo) (L;i)bel + Topo)
node | edge | node | edge node | edge node | edge
Precision | 0.67 0.42 0 0 0.71 0.39 0.56 0.37
Recall 0.43 0.39 0 0 0.36 0.25 0.64 0.54
F1 0.52 0.41 0 0 0.48 0.3 0.6 0.43

Table 5.3: Results of the bottom-up and top-down approaches on SNB-LT

Bottom-u Top-down
Property-based | Topology-based (Proper tyr—)l— Topo) (PII')operty + Topo)
node | edge node | edge node | edge node | edge
Precision | 0.25 0.69 0 0 0 0.13 0.25 0.62
Recall 0.07 0.32 0 0 0 0.04 0.21 0.67
F1 0.11 0.44 0 0 0 0.06 0.23 0.64

Table 5.4: Results of bottom-up and top-down approaches on SNB-PT

Summary

The experiment results suggest that our framework can effectively combine label and topology
for schema extraction. The top-down approach can effectively combine attribute similarity and
topology similarity for schema extraction on the datasets. The two datasets SNB-PT and SNB-LT
contain types with the same attributes but different topologies. The bottom-up approach might
not able to distinguish objects of different types because their high attribute similarity overtakes
the difference in topology similarity. In the top-down approach, the generated partitions by alpha
are refined by using topology similarity only. Therefore, types with the same attributes but
different topologies can be identified.

5.1.3 Experiment 3: Parameter Selection

In this section, we analyze the parameters in the bottom-up approach and top-down approach. The
parameters for these approaches control the generated schema. The selection of the parameters
can be based on the user’s insights on the dataset and the user’s assumptions about the inferred
schema. The role that parameters play is analyzed in the following sections.

The Bottom-up Approach

I, p, t are the parameters to control the impacts of labels, properties, and topology similarity on
partitions of objects. The setting of these parameters depends on how types in the ground truth
are characterized. In Table 5.1, the F1 score on the SNB-PT dataset with different values of p is
shown. The value of [ is 0 and ¢t = 1 — p. When p = 0, types are generated based on topology
similarity only and when p = 1, types are generated only by property similarity. For this dataset,
types are characterized by property and topology so the best performance is obtained when p > 0
and ¢t > 0.

Theta is a parameter that determines the similarity between objects of the same type. When the
similarity between two objects is greater than theta, they are considered to be of the same type.
Depending on what information is used in computing similarity, different theta can be selected.
When dealing with label similarity, theta can be set higher if each object contains few labels or
no optional labels exist. When dealing with property similarity, theta can be set lower if optional
properties are prevalent or each object contains many properties. For topology similarity, the
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principles are similar to properties. If there are many optional edges or each object can participate
in many edges, theta can be set lower. Insights into the dataset help set an appropriate theta.

In Figure 5.1, we show the F1 score on SNB-PT dataset for different theta. When p = 1, the
performance is not very sensitive to theta, which indicates there are not many variations in the
sets of properties an object contains. Instead, the topology of objects varies more. As a higher
theta obtains more correct types, the types in the ground truth have small differences in terms of
properties and topology.

The performance on the dataset is rather poor. Except for optional edges, another reason is
that the similarity between types is sometimes too high e.g. the Message type and its subtypes.
That means a higher theta is needed to separate these types. Yet, a high threshold can incorrectly
split objects of the same type into different partitions, because objects of the same type can have
optional attributes and edges, which lower their similarity.

In Figure 5.2, the F1 score on the Northwind dataset for different values of theta is shown.
The bottom-up approach uses attributes and topology similarity to infer types. The y axis is the
value of [ +p. We can observe that when only attributes are used, the performance is sensitive to
theta, which indicates the objects contain different attributes and there are overlaps between these
attributes. The attributes each type contains vary a lot because a low theta value can already
correctly infer some object types.
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Figure 5.1: Heat map of F1 score with different theta and p on SNB-PT dataset

K is the orders of neighbor considered to play a role in the quality of extracted schemas. The
selection of k is based on the dataset. For most datasets we use (except for the Product Taxonomy),
the value of k& should be set to a small value because objects can be characterized by their nearest
neighbors. For a node-object, the connected edge objects are enough to characterize the node and
for an edge object, its nearest neighbor i.e. source and target nodes are also enough to characterize
the edge object.

We experiment with different % in two datasets. The weight for each order of topology similarity
t; is uniform, i.e. ¢t; = t/k. In Figure 5.3, the F1 score obtained with different k¥ and [ is shown,
where [+t = 1. As can be seen, on the two datasets, the best performance can be obtained with a
low value of k. The increase in k& cannot increase performance but might have adverse effects. This
is because, for these two datasets, the nearest neighbor can characterize types of objects while
higher-order neighbors have a lower impact. Higher-order neighbors might be noise in determining
types of objects.
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Figure 5.2: Heat map of F1 score with different theta and I+p on Northwind dataset

The Top-down Approach

I,p,t The parameter [ and p control the partitions generated at the first step i.e. by the alpha
function. If Jaccard similarity is used as T, then [ and p have no effects on the repartition step
with the beta function. Because partition similarity is not used in beta and exact match between
partitions is used instead.

Theta Unlike in the bottom-up approach where theta is used only once to generate partitions,
in the top-down approach, the theta is used in every partition refinement step. That is, in the
bottom-up approach, the weighted average similarity between objects within a partition is greater
than theta. In the top-down approach, different types of similarity between objects are greater
than theta respectively. In Figure 5.5 and Figure 5.6, the F1 score of extracted schemas on two
datasets with different parameters is shown. As can be seen in the Northwind dataset, when the
topology is not considered (k = 0), the best performance is obtained by setting theta to a high
value. Even an exact match of attributes (i.e. theta = 1) can obtain a high F1 score, which
indicates there might be few optional attributes in the types. A small theta results in a low F1
score, implying the types might share similar attributes. When k& > 0, the appropriate value of
theta is lower, which indicates objects of the same type might have different topology or objects of
different types share similar topology. In contrast, in Figure 5.6, we can notice topology is useful
for determining types of objects.

K is the order of neighbors considered in generating partitions. The role of k is similar to the
one in the bottom-up approach. In our experiments, the Jaccard similarity is used for computing
topology similarity, which is then used for refining partitions. If no new partitions are generated
in an iteration, the partitions will not change in the next iteration because the similarity between
objects within a partition remains the same. That is what we observe in Figure 5.5 and Figure
5.6, where the F1 score remains the same with £ >= 1. This can also be explained by the schema
of the two datasets. Object types can be characterized by their nearest types. For the bottom-
up approach, each iteration might modify the similarity matrix and consequentially impact the
partitions being generated at the last step.

Product taxonomy schema inference

In the previous section, the F1 score is used to evaluate the performance. For types that are
characterized by topology, showing the inferred schemas directly is more straightforward than
presenting the F1 score.
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Figure 5.3: Parameter analysis of k on the SNB-LT dataset using the bottom-up approach. The
label n_[=0.05 indicates F1 score of node objects with parameter {=0.05 and ¢; = (1 —1)/k. The
label e represents edge.

In this section, we describe the experiment on inferring types from the Google product tax-
onomy. The example property graph and schema of the taxonomy are shown in Figure 4.3 and
Figure 4.4 respectively. The structure of the schema is like a chain and types in the schema are
characterized by their order in the chain. We experiment with both bottom-up and top-down ap-
proaches and different values of k£ (under 50) are tried. The parameter theta is set to 0.5 assuming
we do not have prior information on the dataset. The inferred schema obtained is shown in Figure
5.7. The structure of the inferred schema can be explained by the fact that the topology for types
in the middle of the chain is too similar.

Therefore, we also try with a high value of theta and in Figure 5.8 the obtained schema is
displayed. As can be seen, more types are generated when the thresholds of similarity between
objects of the same types go up (i.e. theta increase). We notice during the iteration of topology
similarity computation that the topology similarity between objects of different types decreases
very slowly. The correct schema can be inferred with k£ = 50 only if theta is set higher than 0.979.

The poor performance of schema inference on the product taxonomy dataset is due to the
unique topology that characterizes the types. The topology similarity measures an overall similar-
ity of the structures not the similarity in a specific topology that characterizes types in a schema.
The level 3 and level 4 categories in the product taxonomy are considered similar as they both
contain an incoming and outgoing edge. What characterizes them is the number of hops that it
reaches till the end of the taxonomy, which is difficult to be captured by the topology similarity
measures. Only a designated topology similarity that measures the hop to the nodes with no
incoming edges (the level 1 category) is able to properly infer the taxonomy schema. However,
topology characterizing types cannot be known in advance unless users can provide insights about
the dataset. Thus, if users have insights on the datasets (e.g. the effective topology distinguishing
types), then the insights can be exploited to construct a suitable topology measure and infer a
more desired schema.
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Figure 5.4: Parameter analysis of £ on the Northwind dataset using the bottom-up approach.

Effects of Optional Edges

As discussed in the previous sections, optional edges can be tricky as they cause objects of the
same types to have low topology similarity. In this section, we study whether optional edges
influence parameter selections.

When a node type has optional edges, the instance of the node types might have different
topology structures in the graph data. This results in nodes of the same type being considered
as different types when their topology similarity is used in the schema extraction. To analyze
the effects of optional edges in schema inference, we use different parameters to generate graph
data from the same ground truth schema. The SNB-LT and Northwind schema is used in this
experiment. For each schema, we generate two datasets, which contain the same number of nodes
but a different number of edges. The dataset with more edges implies that for a node type with
optional edges, the instance of the node type is more likely to contain the optional edge instance.
The values of other parameters not shown in the graph are: k=1and t =1 —1.

In Figure 5.9, the heat maps of F1 score under different parameters are shown. We can observe
that when [ is low (i.e. ¢ is high), the performance on the datasets with more edges is overall better.
Because when topology plays a more important part in determining a partition, optional edges
can degrade performance by causing low topology similarity between objects of the same type.
When the density of edges is higher, the topology similarity becomes more reliable in inferring
types of an object. This can be observed by comparing two figures on the row with [ = 0.1, which
implies the weight for topology similarity is ¢ = 0.9. The performance on the denser graph is
better. Similar patterns can be observed from the datasets generated by the Northwind schema
in Figure 5.10.

Overall, when more nodes contain their optional edges in the graph data, the topology similarity
measure becomes more reliable for type inference. And then, lower values of theta can be used,
which indicates the similarity between different types is low. The performance of schema extraction
is also better. However, in a property graph, whether nodes contain edge instances that are
optional or what the ratio of nodes containing optional edges is, is usually unknown. The existences
of optional edges and their ratios influence the parameter selections of [ or p and theta. So, to
extract schemas with a topology-based method, users should try different combinations of [ or p
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Figure 5.5: Heat map of F1 score for different theta and k on Northwind dataset using the top-down
approach.
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Figure 5.6: Heat map of F1 score for different theta and k on SNB-PT dataset using the top-down
approach.

and theta.

Summary

In this section, we have shown that the parameters are generally interpretable and users can adjust
the parameters to infer schemas based on their insights. Overall, if the users select appropriate
parameters, desired schemas might be extracted. Yet, when the characteristics of the types are
too unique to be captured (e.g. the chain order in google taxonomy), the current general topology
similarity measure does not suffice. A designated topology measure that can exploit user insights
is desired. The existence of optional edges in a graph also poses challenges in measuring topology
similarity.
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Figure 5.7: Inferred schema of the product taxonomy
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Figure 5.8: Inferred schema of product taxonomy using the bottom-up approach with £ = 20 and
theta = 0.95
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5.2 Summary

In this chapter, we evaluate the proposed framework on synthetic and real-world datasets with
ground truth schema. Overall, the framework can extract a good schema from given graph data
when the schema is characterized by attributes. We assess the combination of similarity for schema
extraction and the results show that using combinations of similarity measures can outperform
using a single similarity measure for inferring types.

Parameter analysis shows that the desired schema can be inferred by selecting the appropriate
parameter. The selection of parameters is rather explainable. We also show the weakness of a
general topology similarity measure, which is unable to capture unique topology features that
characterize a type. An analysis on optional edges shows that optional edges can hinder schema
inference and a topology similarity measure that can tackle optional edges should be used if
optional edges are prevalent in the graph data. Ideally, users can design suitable topology measures
based on their insights from the parameter analysis to get the best result.

44 Property Graph Schema Extraction



Chapter 6

Conclusions

6.0.1 Conclusion

In this work, we tackle the problem of automatic schema extraction from property graphs. Dif-
ferent elements (labels, properties, and topology) that can characterize object types in a schema
are analyzed and discussed. We propose a framework that can exploit the elements for inferring
a schema from a property graph. The framework is flexible as users can determine what and
how elements have an impact on the inferred types, how big the impact is of each element, and
how these elements are combined. Users can select methods based on their insights on the datasets.

A bottom-up and a top-down approach are proposed for extracting types. In the bottom-up
approach, pairwise object similarities are first computed and a clustering step is used to find the
objects that belong to the same types. At last, the types are built based on objects in the same
partition. The similarity of objects is a combination of label, property, and topology similarity.
Different methods for computing these similarities are described.

In the top-down approach, all objects are considered to be of the same type at the start. Then,
the initial partition is refined based on label and property similarity between objects. Afterward,
the partitions are further refined by orders of topology similarity. The computations of label and
topology similarity are the same as in the bottom-up approach. Yet the difference is in the to-
pology similarity computation which is partition-based. The top-down approach is more scalable
than the bottom-up approach if topology similarity is used.

We also propose a metric for evaluation of the inferred schemas, which is a modified F1 score.
We evaluate the framework on both real-world and synthetic datasets and the results show that our
framework can extract schemas that are close to the given schemas of these datasets. Experiments
for evaluating the combination methods of the framework show that the combination of similarity
measures can perform better than using single similarity measures. That indicates that the way
that our framework combines labels, properties, and topology for schema inference is effective. The
parameter analysis shows that the desired schema can be extracted when appropriate parameters
are chosen. The selection of parameters is explainable and can incorporate users’ insights into the
dataset. For types characterized by topology, users can best incorporate their insights by designing
a new topology similarity measure.

6.0.2 Limitations

The attribute similarity measures do not consider the semantics of attributes. It can cause prob-
lems when the graph data contains heterogeneous data sources and the same properties have
different representations, e.g. group and team might be the same properties. Also, the value of
properties is not used for computing property similarity, although these values can be cues for the
types of the objects as described in the introduction. For example, the property title can either be
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the job title of a person or a title of a book. The different semantics of title can be distinguished
by considering the property values of title.

The current topology similarity measure cannot handle optional edges. When a graph contains
optional edges, the topology similarity between objects of the same type is low, which results in
objects being classified in different partitions.

The current bottom-up approach requires storing every pair of object similarities in a matrix,
which requires a lot of memory and is not scalable.

Another limitation in the current approaches is that we assume the similarity between objects
in a type is the same. However, this might not hold for all use cases or all datasets. Depending on
the desired granularity of each type, the similarity between objects in different types might vary.

6.0.3 Future work

It is interesting to explore different attributes similarity measures and topology similarity measures
and their effects. The content (attribute keys and values) of objects provide useful information
about the objects and natural language processing techniques can be used to exploit this in-
formation. A topology similarity that can handle node types with optional edges can be further
investigated.

To reduce the complexity of the bottom-up approach, hashing algorithms might be used and
can potentially speed up the computation and reduce the space and time complexity.

While generating partitions from objects, different similarity thresholds can be used depending
on the similarity between objects in the partitions. For example, the density-based clustering
algorithm that forms partitions based on the density of objects can be used.
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Appendix A

Weighting of attributes

Table A.1: Weighing of attributes in the LDBC SNB dataset

Attribute Seighting

url 0.36
Organisation 1.61
Company 2.30
name 0.36
id 0.00
imageFile 2.30
language 2.30
browserUsed 1.61
length 2.30
locationIP 1.61
Message 2.30
Comment 2.30
Post 2.30
creationDate 1.20
content 2.30
University 2.30
Tag 2.30
TagClass 2.30
firstName 2.30
birthday 2.30
Person 2.30
gender 2.30
lastName 2.30
Place 1.20
Country 2.30
City 2.30
Continent 2.30
title 2.30
Forum 2.30
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APPENDIX A. WEIGHTING OF ATTRIBUTES

Table A.2: Weighting of attributes on the MB6

Attribute
primaryRois

uuid

preHPThreshold
dataset
lastDatabaseEdit
totalPreCount
postHighAccuracy Threshold
meshHost

Meta

latestMutationld
superLevelRois
medulla7column Meta
totalPostCount
roiHierarchy

logo

roilnfo
neuroglancerInfo
neuroglancerMeta
postHPThreshold
statusDefinitions
SynapseSet
mushroombody SynapseSet
type

post

mushroombody Segment
alpha2

cropped

size

Segment

instance

pre

mushroombody Neuron
bodyld

status

alphal

Neuron

statusLabel

alpha3

confidence

Synapse
mushroombody Synapse
location

Weighting
1.39
1.39
1.39
1.39
1.39
1.39
1.39
1.39
1.39
1.39
1.39
1.39
1.39
1.39
1.39
0.69
1.39
1.39
1.39
1.39
1.39
1.39
0.69
1.39
1.39
0.69
1.39
1.39
1.39
1.39
1.39
1.39
1.39
1.39
0.69
1.39
1.39
0.69
1.39
1.39
1.39
1.39
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