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Situation-aware Drivable Space
Estimation for Automated Driving

Manuel Muñoz Sánchez , Denis Pogosov, Emilia Silvas , Decebal Constantin Mocanu ,
Jos Elfring , and René van de Molengraft

Abstract—An automated vehicle (AV) must always have a
correct representation of the drivable space to position itself
accurately and operate safely. To determine the drivable space,
current research focuses on single sources of information, ei-
ther using pre-computed high-definition maps, or mapping the
environment online with sensors such as LiDARs or cameras.
However, each of these information sources can fail, some are too
costly, and maps could be outdated. In this work a new method
for situation-aware drivable space (SDS) estimation combining
multiple information sources is proposed, which is also suitable
for AVs equipped with inexpensive sensors. Depending on the
situation, semantic information of sensed objects is combined
with domain knowledge to estimate the drivability of the space
surrounding each object (e.g. traffic light, another vehicle). These
estimates are modeled as probabilistic graphs to account for
the uncertainty of information sources, and an optimal spatial
configuration of their elements is determined via graph-based
simultaneous localization and mapping (SLAM). To investigate
the robustness of SDS towards potentially unreliable sensors and
maps, it has been tested in a simulation environment and real
world data. Results on different use cases (e.g. straight roads,
curved roads, and intersections) show considerable robustness
towards unreliable inputs, and the recovered drivable space
allows for accurate in-lane localization of the AV even in extreme
cases where no prior knowledge of the road network is available.

Index Terms—Drivable space, situational awareness, localiza-
tion, road model, domain knowledge, semantics, robustness.

I. INTRODUCTION

AUTOMATED vehicles (AVs) have the potential to in-
crease road safety [1] and bring several additional bene-

fits such as higher traffic throughput [2], fewer CO2 emissions,
and improved fuel efficiency [3]. To enable higher levels of
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automation (L3-L5 [4]), an AV requires a reliable world model,
i.e. an environmental representation capturing positions and
properties of road users and road infrastructure. A typical
world model extracts information from a map describing the
static elements of the road infrastructure and capturing the ge-
ometry and topology of the road network in a road model. The
exact elements in the world model and their level of detail are
application-dependent, however, an AV should always be able
to determine the drivable space, i.e. a minimal environmental
representation indicating where it can drive. Additionally, the
AV should know its location in this space (i.e. localization),
or at the very least within the lane it is currently occupying
(i.e. in-lane localization). Constructing and maintaining a
coherent world model is crucial in automated driving (AD)
applications to determine the drivable space and enable safe
and comfortable motion planning and control.

Common approaches in AD to capture the environment in
the world model focus on building high-definition (HD) maps
offline, i.e. extracting road geometry and surrounding static
objects with methods such as (i) analysis of aerial images [5],
(ii) recorded GPS trajectories [6]–[8], or (iii) deployment
of probe vehicles equipped with various perception sensors
(e.g. cameras and LiDARs) [9]. Using these offline methods,
detected landmarks while driving are matched against the
map to localize the vehicle. Although these approaches allow
accurate localization, they have several limitations that can
lead to unsafe on-road situations if the environment changes
and the previously known map becomes outdated (e.g. con-
struction work or temporarily blocked lanes). Furthermore,
maintaining up-to-date details of large outdoor environments
at the centimeter level incurs a heavy computational and
storage burden [10], or if the map is retrieved on-the-fly,
long-lasting connectivity issues could be problematic. These
limitations make HD maps insufficient to enable the AV to
drive autonomously, and raise the need for in-vehicle (i.e.
online) solutions that fuse multiple sources of information (in-
cluding the map) to update the road model and determine the
drivable space depending on the situation [11]. For instance,
it is normally not allowed to drive on the sidewalk, but it is
acceptable if it is the only way to prevent a collision.

To overcome these limitations, online approaches fusing
environmental elements into different map layers have been
proposed. These methods capture the highly dynamic envi-
ronment in which AVs operate [12]–[15] and populate map
layers while driving, combining the currently known environ-
mental information (e.g. a map) with objects detected by on-
board sensors, and comparing them for discrepancies. With
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Fig. 1. Typical architecture of an AV (simplified) including our proposed situation-aware drivable space (SDS) estimation. Raw input data is processed to
construct a world model, which is used to plan and execute the most suitable course of action. Our proposed SDS estimation allows availability of a situation-
aware road model and ego localization within it, and in future work it can be used to notify the map provider of outdated road information immediately. Note
that the components depicted with a dashed line are currently not part of the pipeline in our experiments.

these approaches, the in-vehicle road model can repair mi-
nor inconsistencies, however, upon substantial environmental
changes (e.g. construction work), the AV must be equipped
with various sensors [16] and methods to capture the new
environment accurately in real time [17]. However, some
of these sensors providing rich environmental information,
such as LiDARs, are typically one order of magnitude more
expensive than the others [18], and are therefore not suitable
for production vehicles. Additionally, upon sensor failures or
other complications (e.g. adverse weather conditions) the AV
might be unable to determine an up-to-date drivable space,
potentially leading to unsafe situations.

To address the limitations of these online methods, we
propose a new method for situation-aware drivable space
(SDS) estimation suitable for AVs equipped with inexpensive
sensors. Instead of relying on few conventional information
sources (e.g. an existing map) or rich data provided by
costly sensors (e.g. LiDARs), SDS integrates all available
information sources abstracting away from any specific sensor
or source and estimating the drivable space solely from the
detected objects without any low-level sensor data. Estimating
the drivable space directly from the detected objects instead
of raw sensor data allows a flexible interface that does not
require an update if the vehicle’s sensor setup is modified in
the future (e.g. a LiDAR is replaced by a camera, or a new
information source is introduced). Fig. 1 shows a high level
overview illustrating how SDS interacts with other components
of a typical AV architecture (adapted from [19]). As shall
be presented in greater detail in Section III, SDS estimation
incorporates human-like AD domain knowledge assumptions
based on an object’s semantic information, allowing road
discovery even when it is not observable by the sensors
(e.g. a vehicle is likely driving on a road). Additionally, the
elements of the new SDS format are modeled probabilistically
to account for the reliability of its elements. For instance,
the confidence we have regarding a road segment’s existence
is higher if it was observed than if it was assumed due
to other observations. Furthermore, explicitly modeling and
dynamically adjusting the reliability of each element in SDS
allows it to withstand individual sensor failures and other on-
road complications. The main contributions of our work are
summarized as follows.

• A new method for online drivable space estimation

capable of incorporating more information sources available
to the vehicle than conventional methods. Since the proposed
method does not rely on any particular information source
(e.g. a LiDAR providing rich data), it (i) is able to withstand
individual sensor failures and (ii) provides a flexible interface
suitable for any sensor setup, allowing effortless modification
of its components in the future.

• The incorporation of domain knowledge assumptions in
drivable space estimation based on semantic information of
sensed objects, resulting in a method that can reason about
the drivability of the surrounding space even when geometric
features of that space are unavailable in the sources.

The remainder of this paper is structured as follows. Sec-
tion II describes how an AV typically models the environment
and presents an overview of graph-based SLAM required
to understand our proposed method. Sections III, IV and V
present our proposed method, the verification and validation
through experiments, and the main results, respectively. Fi-
nally, Section VI briefly concludes the work and highlights
future improvements.

II. PRELIMINARIES

A. Maps & Drivable Space for Automated Driving

This section provides an overview of current approaches
that an AV uses to capture the environment and determine an
up-to-date drivable space for safe AD.

A.1 Road Geometry Extraction for Lane-Level Mapping
Common approaches in AD focus on building HD maps

offline extracting lane-level road geometry and surrounding
static objects. Depending on the information source consid-
ered, the various approaches can be classified in three cate-
gories: GPS-based, LiDAR-based and camera-based [9]. GPS-
based methods extract lane centerlines from position sensors,
such as GPS trajectories [6]–[8]. LiDAR-based methods extract
lane boundaries instead of lane centerlines from laser sensor
data, either (i) from point cloud data [20]–[22], or (ii) applying
a feature extractor on georeferenced feature images [20].
Camera-based methods extract lane boundaries from camera
data exploiting lane marking features, such as color [23], or
using deep learning approaches [24].

HD maps include information at the centimeter level, and
capture details such as lane boundaries, steepness of the road,
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Fig. 2. Examples of layered maps used for AD. A base-layer containing
static information (typically an HD map) is complemented with additional
information in increasing level of detail and dynamicity.

and much more. These pre-computed maps are available to
the AV when driving for accurate localization and motion
planning. Despite their accuracy, HD maps only capture static
information and do not model the highly dynamic environment
in which AVs operate. Furthermore, HD maps are typically
large, and if the environment undergoes significant changes,
on-the-fly updates could take longer than required. Maintaining
them up-to-date is one of the biggest challenges to ensure safe
AD. Thus, an AV should have in-vehicle solutions to extract
its own understanding of the environment online, and allow it
overcome inconsistencies in the provided map.

A.2 Enhancing Static Maps: Layered Models
To overcome the limitations posed by purely static maps,

numerous models extending base static maps have been
proposed. These models aim to provide the vehicle with a
complete description of the highly dynamic environment, and
although they differ significantly from each other, they all
group their elements in increasing level of detail and dynam-
icity (Fig. 2). For instance, HERE1 groups this information in
three main layers [12]: a base mapping layer contains detailed
road geometry information (i.e. the HD map), a dynamic
layer captures short-term changes in the environment, and an
analytics layer captures how humans typically behave in any
given road segment. Lyft2 organizes its maps into 5 layers [13]:
base, geometric, semantic, map priors, and real-time layers.
The authors of [14] go one step further and model the driving
environment using seven layers: road, traffic, road-lane, lane,
map feature, dynamic and intelligent decision support. Another
good example of layered maps for AD are Local Dynamic
Maps (LDMs), resulting from the SAFESPOT project [15],
which model four layers: permanent static, transient static,
transient dynamic, and highly dynamic. LDMs haven been
widely used in later research [25].

These layered models capture the static and dynamic envi-
ronment with a high level of detail, however, they are heavily
reliant on the AV being able to sense its surroundings accu-
rately. If they are provided with erroneous information (e.g.
from an outdated map), or upon other on-road complications
(e.g. sensor failures, adverse weather conditions), the AV
might not be able determine the correct drivable space for
localization and motion planning, leading to unsafe situations.

A.3 Online Environment Modeling
To enhance robustness in AD applications towards outdated

or incomplete maps, semantic information is exploited online
to improve environment perception. It is common practice to

1HERE is a company providing mapping and location services.
2Lyft is a ride-sharing company investing in AD research.
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Fig. 3. Simplified overview of the Environment Modeling & Scene Under-
standing component illustrating the difference between our work and current
approaches working with sensor data directly.

extract this semantic information from sensor measurements
applying deep learning methods to identify 3D objects and
their properties. The best results are currently achieved using
LiDAR point-clouds directly [17], [26]–[28], or in combina-
tion with camera images [29]–[31]. However, LiDARs are
costly, lack visual information, and they can fail. Redundacy
could be ensured using multiple LiDARs, but that would incur
even larger costs.

To avoid relying on a single source of information and
achieve a robust drivable space for the ego vehicle, our focus is
on estimating the drivable space from already fused informa-
tion that might originate from several varied sources. To do so,
SDS does not process sensor data directly to exploit semantic
landmarks and extract all the objects in the environment. In-
stead, SDS estimates the drivable space from detected objects
resulting from the fusion of available, potentially erroneous,
information sources (Fig 3). To allow robust drivable space
estimation even when some information sources are unreliable,
in the development of our method it is assumed that objects
might contain errors or be completely missing, focusing on
estimating a drivable space that is most consistent with the
available observations and domain knowledge assumptions
made about each object depending on its semantic information.
Thus, our proposed method is applicable in urban and peri-
urban environments where road users and infrastructure can
be observed, and is most beneficial in crowded environments
with abundant observations of semantic objects.

B. Least Squares SLAM

To robustly localize a mobile robot in a (partially) unknown
map, graph-based SLAM approaches are commonly used
[32], [33]. Graph-based SLAM systems consist of two main
components: a front-end and a back-end [34]. First, the front-
end processes sensor data to construct a graph consisting of
|N| nodes and |E| edges, where a node n ∈ N encodes robot
or landmark poses, and an edge eij ∈ E between nodes ni
and nj encodes an expected relative spatial constraint, ẑij ,
from a sensor measurement z or a control input u. After the
optimization graph is built, a back-end optimizer finds the
configuration of nodes N∗ that is most consistent with the
provided constraints (i.e. edges). That is,

N∗ = argmin
N

∑
eij∈E

ρ
(
εTijΩijεij

)
, (1)

where εij = ε (ni,nj) = zij − ẑij denotes the deviation
between the expected and actual measurement of ni and
nj , and Ωij denotes the information matrix representing the
certainty on the constraint. Additionally, ρ is an optional robust



AUTHOR VERSION. ACCEPTED FOR PUBLICATION IN IEEE TRANSACTIONS ON INTELLIGENT TRANSPORTATION SYSTEMS 4

function to minimize the influence of outliers. If unspecified,
ρ defaults to the identity function. Fig. 4 illustrates how the
optimization graph is constructed.

Fig. 4. Example of a graph-based formulation. Two vehicle states, xt−1 and
xt, and a detected object, o1 are converted into three nodes of the graph, ni,
nj , and nk , which are constrained by expected measurements ẑij , ẑjk , and
ẑik (extracted from odometry and landmark measurements, ut, z1, and z2)
with associated information matrices Ωij ,Ωjk,Ωik . However, there might
be some error in these expected measurements, εij , εjk , εik .

III. METHODOLOGY

A. Problem Definition

The drivable space is modeled as an undirected graph,
G(N,E), with |N| nodes and |E| edges. Any node n ∈ N
encodes a point in 2D Euclidean space and several additional
attributes,

n = (x, y, κ, τ, pe), (2)

where x and y denote the node’s longitudinal and lateral
positions, κ ∈ {0, 1} indicates if n is a knot separating
two road segments, pe ∈ (0, 1] represents its probability of
existence, and τ represents a node’s relative importance. The
relative importance is used to weight n when merged with
other nodes based on a object type prioritization. As shall
be detailed in this section, nodes can originate from different
types of objects. For instance, a node n1 originating from an
observed vehicle trajectory should not significantly displace
a node n2 originating from an observed road segment, as
it is likely the vehicle was not exactly centered within its
lane. Thus, a higher relative importance is assigned to n2.
Furthermore, an edge eij ∈ E between nodes ni and nj
encodes the probability that there is a drivable surface between
ni and nj , probability of drivability, pdij , and it is defined as

eij = (ni,nj , p
d
ij). (3)

Additionally, any given edge in the graph approximates the
centerline of the lane segment it represents, and although not
modeled explicitly, 2D geometric information is preserved as-
suming a lane width corresponding to the geographic location
and type of road [35]. With a combination of the nodes and
edges as defined in (2) and (3), the proposed drivable space is
able to describe any relevant urban scenario. For instance, a
typical driving lane is represented as a sequence of nodes and
edges with nonzero pe and pd, an obstructed lane would be
captured by an edge with pd = 0, or even seemingly unstruc-
tured environments (e.g. a 100× 100m2 outdoor parking lot)
have an implicit expected driving behavior that can be captured
in the graph. Nonetheless, if we wish to allow driving in any
direction in that space, it can be represented with additional

Segment

Segment

Fig. 5. Illustrative example of terminology and notation used in this work.
Filled nodes indicate knots (i.e. n1, n2 and n4), whereas hollow nodes (i.e.
n3) indicate nonknots and are used to preserve geometric information.

nodes and edges connecting adjacent points of this large space
in a grid-like fashion.

To model the drivable space in a robust manner from the ego
vehicle’s perspective, let O denote the set of all possible ob-
jects available to the ego vehicle (e.g. other vehicles, camera-
based road model, etc.), and D the possible drivable spaces
representing the environment around the vehicle. The aim is
to develop a method which from a limited number of available
objects, O ⊆ O, can construct the drivable space that most
accurately represents the real drivable space, G∗(N,E) ∈ D.
For ease of readability, terminology and notation used in this
work are introduced next and illustrated in Fig. 5.

a) Superscripts refer to an element attribute and subscripts
are used for indexing. For instance, to refer to an attribute
ψ ∈ {x, y, κ, τ, pe} of the ith node, it is denoted as nψi .

b) A knot is a node indicating the point where either (i)
a lane starts (e.g. one lane splits into two), (ii) a lane ends
(e.g. lanes merge), or (iii) a straight lane segment ends and a
curved one begins.

c) A segment S is a subgraph of the drivable space with
|SN| nodes and |SE| edges, which represents a maximal path
between two knots, i.e. no other node in between is a knot.

d) The two knots of a segment S are referred to as SK, and
all intermediate nonknots S̸K.

e) Finally, for any S, a straight segment between its two
knots n1,n2 ∈ SK,n1 ̸= n2 is denoted SK, and the vector
from n1 to n2 is given by S⃗K.

B. SDS: Situation-aware Drivable Space

To construct a road model and estimate the ego vehicle
position within it in a way that is robust against unreliable
inputs, we propose SDS: a novel method for drivable space
modeling as a probabilistic graph from the ego’s point of
view. As shown in Fig. 6, SDS is a three-step process. First,
for each detected object one or more graphs are generated,
which represent the drivability of the space surrounding such
object. We refer to these graphs as drivability projections.
Next, inspired by graph-based SLAM approaches, constraints
based on the object’s semantic information are introduced be-
tween projection nodes to construct a graph encoding an error
minimization problem. After solving the error minimization
problem, the most likely configuration of the drivable space
is captured by the projection graphs. Finally, the individual
projections are unified into one single graph representing the
final drivable space estimate.
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to estimate the drivable space at each time t. Projection colors indicate
probability of drivability of a road segment and probability of existence of
a node, ranging from 0 (black) to 1 (white).

B.1 Drivability Projections
To extract projections about the drivability of an object’s

surroundings, projection functions fp : O 7→ Da, a ≥ 1,
are defined to map each detected object onto one or more
drivability projections Φ = {ϕ1, ..., ϕa} depending on its
semantic information. A projection ϕ has the same shape as
the drivable space we seek to recover, although we distinguish
between two types of projections: drivable and nondrivable.
The sets of all drivable and nondrivable projections are denoted
as D+ and D−, respectively. The following conditions are
imposed to each type of projection:

ϕ ∈ D+ =⇒ ∀eij∈ϕE pdij ∈ (0, 1], and (4)

ϕ ∈ D− =⇒ ∀eij∈ϕE pdij = 0. (5)

Two types of projection functions are defined: domain
knowledge-based and empirically extracted.

1) Domain knowledge-based projections result from as-
sumptions that can be made about an object given its semantic
information. A rule-based approach is followed for these
projections, and they are defined for four types of objects
present in our experiments: vehicles, buildings, roads and the
ego lane as illustrated in Fig. 7.

a) Vehicles: If a vehicle is observed at time t on location
vt, then vt is considered part of a road and therefore drivable.
Furthermore, if the same vehicle is observed at time t+∆t on
vt+∆t, it is assumed that a vehicle can drive from vt to vt+∆t.
Thus, a projection ϕ ∈ D+ is extracted for each observed

(a) Projection from a vehicle trajectory. (b) Projection from buildings.

(c) Projection from a road network. (d) Projection from the ego lane.

Fig. 7. Examples of domain-knowledge based projections.

vehicle, with a node for each vehicle position and an edge
between nodes resulting from consecutive positions (Fig. 7a).

b) Buildings: If a building area is detected, hence non-
drivable space, a projection ϕ ∈ D− is extracted with nodes
and edges indicating the building perimeter (Fig. 7b).

c) Roads: If information is available about the road
network (e.g. from a map), this knowledge is translated into
a projection ϕ ∈ D+ (Fig. 7c).

d) Ego lane: If information about the ego lane is avail-
able (e.g. from an on-board camera), a projection ϕ ∈ D+

representing the lane centerline is extracted (Fig. 7d).
2) Empirically extracted projections. Domain knowledge

might not be sufficient to determine the drivability surrounding
some objects. For instance, if a traffic light is observed, one
may safely assume the existence of roads nearby. However, it
is not possible to determine exactly the location or shape of
those roads. Nonetheless, traffic lights are located at junctions
and it is likely that roads around them present similar patterns.
Thus, a data-driven approach is followed to extract projections
from objects such as traffic lights. To model traffic light
projections, an average drivability of the space surrounding
traffic lights in the simulator is extracted as summarized in
Fig. 8.

B.2 Projection Alignment via Graph-based SLAM
To obtain the most likely spatial configuration of all projec-

tions, Φ∗, projection nodes and available information about
the object from which they originated are used to build an
optimization graph. To that end, a new graph G is constructed
with nodes from the projections and edges encoding spatial
constraints between them, as detailed next.

1) Obtaining the nodes for the optimization graph. The
nodes considered to create the optimization graph, GN, result
from all the existing projection nodes, and some additional
ones originating from pairwise projection alignments to de-
termine if two segments in SDS represent the same physical
lane segment, as elaborated in the next section. The resulting
nodes are given by

GN =

⋃
ϕ∈Φ

ϕN


︸ ︷︷ ︸

All projection nodes

∪

 ⋃
ϕi,ϕj∈Φ
i ̸=j

h(ϕi, ϕj)


︸ ︷︷ ︸

New nodes from pairwise
projection alignments

, (6)
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(d) (e)(c)(b)(a)

Fig. 8. Overview of the extraction of traffic light projections. The surroundings of traffic lights are considered (a). Lanes nearby the traffic lights are extracted
(b) and the space is discretized and classified into drivable (white) if it intersects with a lane or nondrivable (black) if it does not (c). The discretized space
is averaged (d) and a projection is extracted from the average drivability around traffic lights (e).

with h(ϕi, ϕj) defined as

h(ϕi, ϕj) =
⋃

n∈ϕN
i

{g(n, ϕj) | nκ = 1∧P1(n, ϕj)∧P2(n, ϕj)}

(7)
and g(n, ϕj) denoting a function that returns the geometric
projection of nxy onto ϕj , as illustrated in Fig. 9. Furthermore,

Fig. 9. Two segments and projections of their knots onto the other segment.
The projected node is indicated by the hollow circle with a dashed border.

the binary predicates P1, P2 : GN×Φ 7→ {0, 1} are Boolean-
valued functions to evaluate certain conditions, given by

P1(n, ϕ) =

{
1 if ||g(n, ϕ)− nxy|| ≤ 1

2wl

0 otherwise, and
(8)

P2(n, ϕ) =

{
1 if ¬∃n′∈ϕN ||n′xy − g(n, ϕ)|| ≤ wr

0 otherwise,
(9)

where ||v|| is the magnitude of vector v and wl denotes
the lane width. Additionally, wr indicates a minimum dis-
tance from other nodes required to insert a new one, and
in our work we consider wr = 0.2m, since that resolution
is commonly considered sufficient detail for road geometry
preservation [36], [37]. Intuitively, (8) evaluates whether the
projected node is within the same lane as the original node,
and (9) whether there is already a node close to the projected
one to avoid redundancy in the graph.

2) Obtaining the edges for the optimization graph. An edge
or constraint eij ∈ GE between nodes ni and nj represents
a spatial constraint between them, and is given by

eij = (ni,nj , ẑij ,Ωij , ρ), (10)

where ni,nj ∈ GN; ẑij denotes an expected measurement
between ni and nj , i.e. a relative geometric transformation
that makes the two nodes overlap; and Ωij and ρ are the
information matrix of ẑij and an optional robust function, as
introduced in (1).

To create the edges of the optimization graph, constraints
between nodes are established based on the semantic informa-
tion of the input object from which they originated, as follows.

a) Pose prior: The current believe of an object’s location,
nxy , is used to anchor n to this point (Fig. 10a).

b) Odometry: Nodes ni and nj originating from the ego
location at two consecutive timesteps are constrained with an
odometry measurement, ẑij = ut (Fig. 10b).

c) Motion models: Several models exist to describe a ve-
hicle’s dynamics and predict its motion [38], [39]. We assume
the existence of a motion model M, which given a vehicle’s
position at time t, vt, and a prediction horizon ∆t, retrieves a
feasible vehicle position at time t+∆t, v̂t+∆t = M(vt,∆t),
and relates two nodes ni and nj originating from consecutive
vehicle positions by ẑij = v̂t+∆t − vt (Fig. 10c).

d) Data association (DA): To determine if two segments
in SDS represent the same lane segment, DA constraints are
established between any pair of knots of distinct projections
of the same type (i.e. drivable or nondrivable). Furthermore,
DA constraints are established when the operation g(n, ϕ)
is performed. For these constraints, ρ is as specified in the
dynamic covariance scaling (DCS) approach [40] to disable
false positive associations during the optimization (Fig. 10d).

e) Measurements: Measurements of sensed objects are
translated into constraints between the object and the ego
location at the time the measurement was obtained (Fig. 10e).

(a) Pose Prior (b) Odometry

CV, CTRA… 

(c) Motion Models (d) Data Associations

Max. range

(e) Ego Measurements (f) Road Geometry

Lane 

width

(g) Lane Width

New node 

splits edge

(h) Interpolated Constraints

Fig. 10. Constraints used to construct the graph representing the graph-based
SLAM problem.
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f) Road Geometry: Clothoids are commonly used in road
design [41], since their linear change of curvature with arc
length allows comfortable steering in curved segments. Knots
are used to construct a clothoid curve as in [42], and the rest of
the nodes of a segment are constrained to diminish deviations
from such curve (Fig. 10f).

g) Lane Width: Adjacent lanes are constrained to main-
tain lane width separation (Fig. 10g)

h) Interpolated constraints: When an existing edge be-
tween nodes ni and nk representing a constraint ẑik is split
by a newly introduced node, nj , two new constraints ẑij and
ẑjk are introduced resulting from a linear interpolation of ẑik
at the point nxyj (Fig. 10h).

3) Least squares optimization. To find the optimal spatial
configuration of the drivable space, the minimization problem
in (1) is solved with g2o [43] using the Gauss-Newton
algorithm, as in [40]. Thus, after optimization the drivable
space consists of several projections whose nodes are the most
consistent with the specified constraints.

B.3 Unification of Projections

To obtain the final estimate of the drivable space, all the
optimized individual projections, Φ∗, are consolidated into one
unified graph, G∗(N,E). To obtain G∗(N,E), a function fu :
D|Φ| 7→ D is defined, consisting of two steps. First, segments
are merged by merging their knots, after which the geometry,
as approximated by nonknots, is updated.

1) Merging Segment Knots. The first step towards obtaining
a unified drivable space is to determine which projection
nodes should be merged. To that end, a new graph is created
with all knots in G and edges between nodes that contain a
valid DA after optimization to extract C, the set of connected
components through valid DAs. A DA is considered valid if
it satisfies two conditions: (i) it is not considered an outlier
by DCS during the optimization [40], and (ii) the distance
between the nodes it connects is not larger than half of a
typical lane width, as illustrated in Fig. 11a.

Next, the nodes of each connected component C ∈ C are
merged and replaced by a node nf with coordinates given by

nxyf =
∑
n∈C

w(n) · nxy, (11)

where w(n) is a weighting function that accounts for the
confidence we have that this node exists, and its relative
importance nτ , given by

w(n) =
npe · nτ∑

n′∈C

n′pe · n′τ . (12)

Furthermore, the new node’s probability of existence, npef ,
is determined with the addition theorem for multiple non-
exclusive events [44], which by De Morgan’s law and under
independence assumption is calculated as

npef = 1−
∏
n∈C

(1− npe). (13)

Once the old knots of a segment to be merged, S′K =
{no1 ,no2}, are merged resulting in the new knots, SK =
{nf1 ,nf2}, the segment geometry is updated by applying an
affine transformation A to every nonknot n ∈ S′K̸, where A
is defined as

A =

 sx cos θ −sy sin θ txsx cos θ − tysy sin θ + t′x
sx sin θ sy cos θ txsx sin θ + tysy cos θ + t′y

0 0 1


(14)

and is the result of the composition of four transformation ma-
trices that make S′K fully overlap with SK: a translation given
by vector (t′x, t

′
y) = nxyo1 ; a rotation by angle θ = θs(S⃗

′K, S⃗K),
where θs(v1,v2) denotes the signed angle from vector v1 to
vector v2; a scaling by factor (sx, sy), given by

(sx, sy) =

(
nxf2 − nxf1
nxo2 − nxo1

,
nyf2 − nyf1
nyo2 − nyo1

)
; (15)

and a final translation given by vector (tx, ty) = nxyf1 . After
performing these operations, the segments of SDS still do
not resemble the geometry of the road due to various edges
branching out (Fig. 11b).

2) Merging Segment Nonknots and Edges. To unify edges of
the segments to be merged, we find a third degree polynomial
curve passing through the knots and minimizing deviation
from all other nodes. Before finding this curve, new nodes
are introduced in the segments to ensure an equal contribution
to the final geometry (Fig. 11c). Once the number of nodes
in each segment is equal, polynomial regression is performed
with all segment nodes as follows. Let Si and Sj be two
segments to be merged, and therefore after merging their nodes
as previously explained, SK

i = SK
j = {nk,nl}. We seek to

find a curve passing through nxyk and nxyl , and minimizing
deviation from SN

i ∪SN
j (Fig. 11d). The curve, f(x), is given

by
f(x) = β3x

3 + β2x
2 + β1x+ β0 (16)

and the optimal parameters β = {β0, β1, β2, β3} are obtained
by least squares optimization. Finally, the fitted curve is
approximated by a polyline to encode it in our drivable space
graph. The probabilities of existence and drivability of nodes
and edges are once again given by (13). The final result of the
merging operation is illustrated in Fig. 11e.
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Fig. 11. Overview of the unification of projections. Gray dashed ellipses indicate the connected components through valid DAs (green) and potential outliers
(red) are discarded (a). Nodes connected through valid DAs are merged, and the projection’s geometry updated accordingly (b). New nodes resulting from
geometric projection of unmerged nodes are introduced (c) to ensure equal contribution of different segments during polynomial regression. The probabilities
for the different line segments result from the addition of the merged edges’ pd, and the final line is approximated by a polyline (e).
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IV. EXPERIMENTS

A. Data Acquisition

The proposed method is first evaluated under different on-
road complications in the CARLA [45] driving simulator.
Additionally, its performance on real scenarios is validated
using a subset of the publicly available Waymo Open Motion
dataset [46].

1) Scenarios: Four challenging scenarios are simulated: two
intersection-free and two with intersections. Intersection-free
scenarios consist of a street with two 1-lane roads (scenario 1)
and two 2-lane roads (scenario 2). Road visibility is partially
occluded due to a curved road segment. Intersection scenarios
contain a T-intersection (scenario 3) and a X-intersection
(scenario 4). The road ahead is not visible due to an elevation
difference. An example of both types is shown in Fig. 12 and
Fig. 13. Additionally, ten diverse scenarios are extracted from
the Waymo dataset, including the examples shown in Fig. 14.

Fig. 12. Example of intersection-
free (scenario 1, top) and intersec-
tion (scenario 3, bottom) scenarios
from the ego’s point of view.

Fig. 13. Example of intersection-free
(scenario 1, left) and intersection (sce-
nario 3, right) scenarios from a bird’s
eye view.

Lane Center
Lane Boundary
Observed Vehicle
Past Ego Position
Current Ego Position

(a) Scenario W1 (b) Scenario W2

Fig. 14. Example scenarios extracted from the Waymo Open Motion dataset.

2) Data extraction: The inputs to our algorithm are objects
resulting from the fusion of several information sources (e.g.
sensors and map). Since SDS does not process raw sensor data,
object detection in the simulation experiments is simulated
retrieving ground truth information from CARLA for the five
types of objects considered in our experiments: (i) position
and orientation of all traffic lights in the map; (ii) areas
occupied by buildings in the surroundings of the experiment
scenarios; (iii) positions of vehicles sampled at 20Hz for the
duration of the entire simulation; (iv) a road network with
5 meter resolution, removing redundant nodes from straight
road segments applying Ramer-Douglas-Peucker [47], [48];
and (v) a camera-based reference line of the ego lane, which
is simulated extracting it from the road network at run-time
based on the ego’s location. In the real world experiments, the
detected objects are readily available in the Waymo dataset.
However, some of the considered objects are missing or in an

incompatible format (e.g. buildings). Thus, experiments with
this dataset are performed considering a subset of the inputs
previously described.

B. Experiment Setup
To demonstrate the robustness of SDS towards missing or

erroneous information in the inputs, two types of on-road
imperfections are simulated in the experiments. First, detection
failures by suppressing each type of input (e.g. the road
network is completely missing at the time of estimation), and
comparing the performance degradation with the baseline (i.e.
having all inputs available) to show that SDS can minimize
the impact of failure of an information source compensating
with the remaining ones. Second, erroneous information is
simulated introducing different levels of additive Gaussian
noise [49] with zero mean and varying variances to the coor-
dinates of the input objects. The values used for the variances
of the noise introduced to each input are based on a recent
study testing the robustness of tracking algorithms towards
noise [50] and a relative ordering of expected noise of the
different inputs following domain expert’s advice. Based on
these values, for each type of input a base variance is defined,
σ2
base, which is multiplied by a factor s ∈ {0, 0.3, ..., 2.7, 3},

where s ≤ 1 represent realistic noise (based on the variances
used in [50]), and s > 1 are introduced to test SDS with
extreme levels of noise.

To account for the randomness of artificial noise sampling,
each experiment is carried out five times, and the mean
absolute error (MAE) and standard deviation of the various
performance metrics are reported.

C. Evaluation Metrics
To evaluate the performance of SDS, two aspects are

considered: (i) its ability to correctly estimate the drivable
space and (ii) its suitability for in-lane localization. To assess
SDS’s ability to estimate the drivable space, first a qualitative
evaluation of the recovered topology is performed, followed by
a quantitative analysis of drivable space classification. Finally,
in-lane localization is assessed by means of the distance to
lane center (DTLC) error achieved when using SDS’s drivable
space and ego localization estimates.

C.1 Qualitative topology evaluation.
Systematic evaluation of topological correctness in SDS is

not straightforward, since the topology of the estimated and
ground truth road model graphs can be considerably different
despite representing a similar drivable space geometrically
(Fig. 15a). Thus, applying standard graph similarity metrics
(e.g. Graph Edit Distance) [51] would be misleading as a
similarity measure. To quantify the performance of SDS,
the estimates are visually inspected and analyzed for errors.
Depending on their quality, the estimates are considered (i) C:
correct if the recovered topology is perfect; (ii) CE: Correct
near Ego if the recovered topology contains some errors, but
not in the ego lane within 30-35 meters3 or (iii) I: incorrect
if the recovered drivable space topology contains some error
in the ego lane within 30-35 meters.

3Considered a safe stopping distance at maximum urban speeds [52].
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vs.

SDS Ground Truth

(a) Estimated drivable space graph and ground truth.
Despite representing similar drivable spaces, the two
graphs differ in number of nodes and topology.

SDS Ground Truth

vs.

(b) Discretization of the space into a grid. Cells
are assigned an average drivability from intersecting
segments, taking into account lane width.

SDS Ground Truth

vs.

(c) Cells are classified into drivable (white) and
nondrivable (black). Both drivable spaces can now
be compared using standard classification metrics.

Fig. 15. Example of drivability grid extraction from drivable space.

C.2 Quantitative evaluation.
Two types of evaluation of our method are performed

quantitatively: (i) the ability to correctly classify the space into
drivable and nondrivable, and (ii) the error of the estimated
distance to lane center (DTLC).

(i) Drivable space classification. To assess the accuracy
of drivable space classification, the output graph of SDS
is transformed into a drivability grid, which is a common
representation of drivable space [53]. The space is discretized
into a uniform grid of resolution 0.2 meters [36], [37], and an
average drivability for each cell is computed from intersecting
edges (i.e. road segments), as illustrated in Fig. 15b. Finally,
each cell is classified into drivable or nondrivable (Fig. 15c),
and deviations from the true drivable space are quantified
with standard classification metrics such as accuracy (acc.),
precision (pr.), recall (re.), and F1 [54]. This transformation
into the more common drivability grid representation is only
performed for evaluation purposes, and the final output of SDS
is kept as a graph due to its advantages in terms of expressive
power and efficiency in large outdoor areas.

(ii) DTLC error. The last criterion used to assess the
proposed SDS is DTLC error, εDTLC , given by

εDTLC = DTLC − D̂TLC, (17)

where DTLC denotes the true DTLC, which can be obtained
from the simulator, and D̂TLC denotes the estimated DTLC
using SDS’s estimate of the drivable space and ego location.

V. RESULTS

The results are presented in three sections. The first two
sections concern the simulation experiments, and since all the
ground truth information can be extracted from the simulator,
a thorough analysis of the method’s performance is possi-
ble, both qualitatively and quantitatively. First a qualitative
evaluation of the drivable space topology concluded from
visual inspection is provided. Next, the different quantitative
performance indicators are evaluated. In both sections, first
the impact of missing inputs is assessed in detail without
any noise, and then robustness towards erroneous information
sources is analyzed introducing different levels of noise to the
inputs. Finally, the results of the real world experiments are
analyzed in the last section more compactly, simultaneously
presenting the results with missing and noisy inputs for all
scenarios. Additionally, ground truth information is not always
available in the Waymo dataset (e.g. a missing lane boundary),
which impedes computation of the true drivable space for

quantitative evaluation. Thus, in the real world experiments
the focus is on a quantitative DTLC evaluation and qualitative
topology evaluation.

A. Simulation Experiments - Qualitative Evaluation

For ease of readability when referring to table entries, let
Tq(s,m) denote the percentage of reconstructions considered
to have topology quality q ∈ Q = {C,CE, I}, for scenario
s ∈ S = {1, 2, 3, 4}, when missing input m ∈ M , with M
denoting the set of possible missing inputs, including “None”
to indicate that all inputs are present. Additionally, when
referring to a missing input, only its first letter is used (e.g.
N denotes None, B denotes Buildings, etc.). Furthermore, the
change in performance when missing an input is given by

∆Tq(s,m) = Tq(s,m)− Tq(s,N). (18)

Table I shows that ∀q∈Q,m∈MTq(1,m) = Tq(2,m), and
∀q∈Q,m∈M\{R}Tq(3,m) = Tq(4,m), indicating that the
topology quality achieved by reconstructions in intersection-
free scenarios is identical, and similar in scenarios with
intersections. When no noise is introduced to the inputs,
TC(s,N) = 100%, for s ∈ {1, 2}, indicating perfect topology
recovery in intersection-free scenarios. When s ∈ {3, 4},
TCE(s,N) = 100%, so despite containing imperfections, the
recovered topology is available for in-lane localization.

TABLE I
DRIVABLE SPACE TOPOLOGY QUALITY WITHOUT NOISE IN THE INPUTS

Missing Input None, Buildings, Mobileye, Vehicles Road Traffic Lights
Quality [%] C CE I C CE I C CE I

Scenario

1-2 100 - - 0 100 - n/a n/a n/a
3 - 100 - - 100 - 100 0 -
4 - 100 - - 0 100 100 0 -

C - Correct | CE - Correct near ego | I - Incorrect | Red indicates an increase when an
input is missing, and blue a decrease | “-” - Value is always zero.

Furthermore, ∀q∈Q,s∈S,m∈M\{R,T}∆Tq(s,m) = 0, so miss-
ing these inputs does not affect topology reconstruction. On the
other hand, ∆TC(s,R) = −100%, and ∆TCE(s,R) = 100%
for s ∈ {1, 2}, while ∆TC(4,R) = −100% and ∆TI(4,R) =
100%, from which we confirm that prior knowledge of the road
network has the highest impact in SDS estimation. However,
even in the settings where the road network is completely
missing, SDS is able to at least recover the ego lane correctly,
as seen by TCE(s,R) = 100% for s ∈ {1, 2, 3}. The benefits
of SDS are most noticeable when s = 3, where domain
knowledge assumptions allow us to correctly recover the
topology of the ego lane (Fig. 16c) after observing traffic lights
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and a vehicle performing a right turn at an intersection, even if
the intersection itself is not visible (Fig. 12). This would not be
possible with methods that rely only on the information that
is captured by sensors or other information sources. Unlike
in scenario 3, TI(4,R) = 100%, since the estimated drivable
space fails to capture the allowed right turn at the intersection,
despite correctly capturing the straight path the ego may follow
(Fig. 16d).

(a) Scenario 1 (b) Scenario 2

(c) Scenario 3 (d) Scenario 4
Fig. 16. Bird’s eye view of SDS when the road network input is missing.
Node and edge colors represent their probability of existence and drivability,
ranging from black (probability of 0) to white (probability of 1). The ego
position estimate within the drivable space is denoted by a red circle.

Finally, ∆TC(s,T) = 100% for s ∈ {3, 4}, showing that
traffic light projections can introduce topological issues when
combined with other inputs, and are most beneficial in extreme
circumstances (i.e. no information about the road network
is available), since they allow road discovery in intersection
scenarios (Fig. 16c and 16d).

The effect of adding different noise levels to the inputs
is now investigated to assess the robustness of SDS towards
inaccurate inputs. Table II shows the topology quality achieved
for all scenarios when an input is missing and noise is injected
to the remaining ones. Like in the noise-free experiments,
the topology quality presents a similar pattern in scenarios
with and without intersections, i.e. in most cases the topology
is recovered correctly in intersection-free scenarios, and in
intersection scenarios at least the ego lane can be recovered.
Following this observation, the effect of different levels of
noise is investigated separately in scenarios with and without
intersections. Fig. 17a shows that when s ∈ {1, 2}, the

TABLE II
DRIVABLE SPACE TOPOLOGY QUALITY WITH NOISE IN THE INPUTS

Missing Input None Buildings Mobileye Vehicles Road Traffic Lights
Quality [%] C CE I C CE I C CE I C CE I C CE I C CE I

Scenario

1 76 24 - 74 26 - 84 14 2 100 0 - 0 100 - n/a n/a n/a
2 90 8 2 94 6 0 76 22 2 100 0 0 0 100 0 n/a n/a n/a
3 - 74 26 - 82 18 - 70 30 - 98 2 - 72 28 82 8 10
4 26 72 2 18 80 2 14 82 4 18 82 0 0 0 100 36 56 8

C - Correct | CE - Correct near ego | I - Incorrect | Red indicates an increase when an
input is missing, and blue a decrease | “-” - Value is always zero.

percentage of reconstructions with perfect topology slightly
decreases linearly from around 75% in the lowest noise setting
to around 60% with the highest noise levels. Despite this
decrease, a majority of the estimates can recover correctly at
least the ego lane, with only a small fraction of the recon-
structions resulting in incorrect topology. On the other hand,
when s ∈ {3, 4}, a majority of the reconstructions contain
imperfections, although the topology in SDS is sufficiently ac-
curate to recover the ego lane, as shown in Fig. 17b. However,
a significant fraction of the experiments yields an incorrect
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(a) Scenarios without intersections
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(b) Scenarios with intersections
Fig. 17. Topology quality in the reconstructions with noisy inputs.

topology, reaching 30% when introducing the highest levels
of noise due to topological errors mainly caused by traffic
light projections. The issues with traffic light projections are
especially noticeable in scenario 3, where ∆TC(3,T) = 82%,
meaning that extraneous road segments would have not been
introduced if traffic lights were not considered. The current
implementation to extract traffic light projections is too limited
and erroneously results in a high confidence in there being a
cross intersection, which introduces topological issues when
the intersection significantly deviates from this shape.

B. Simulation Experiments - Quantitative Evaluation

We now investigate the different performance metrics,
PM = {acc., pr., re., F1, DTLC} of drivable space classifica-
tion and ego in-lane localization defined previously. Similarly
to the notation defined earlier to refer to the quality of the
topology in the reconstructions, let i(s,m) denote the value
of metric i ∈ PM for scenario s ∈ S and missing input
m ∈ M . Furthermore, let εi(s,m) denote the error in metric
i ∈ PM for scenario s ∈ S and missing input m ∈ M . For
classification metrics, εi(s,m) is given by

εi(s,m) = 1− i(s,m). (19)

Finally, ∆εi(s,m) denotes the change in metric i ∈ PM given
in scenario s ∈ S when input m ∈M is missing.

Examples illustrating drivable space classification when the
road input is missing are shown in Fig. 18, and Tables III
to VII present an overview of the error achieved in drivable
space classification and ego in-lane localization when different
inputs are missing. As shown in Table III, εDTLC(s,N) ≤ 0.06
cm for s ∈ {1, 4}, indicating an almost perfect DTLC estimate
for these scenarios. However, despite this ideal setting without
any noise and all the inputs, 3.31 ≤ εDTLC(s,N) ≤ 3.37 cm
for s ∈ {2, 3}. This small error is introduced when merging
segments from different projections in the last step of SDS
estimation, when the projection from a vehicle trajectory not

TABLE III
DTLC MAE [CM] WITHOUT NOISE IN THE INPUTS

Scenario Missing Input
None Buildings Mobileye Vehicles Road Traffic Lights

1 0 0 0.01 0 0.01 -
2 3.37 3.37 1.22 3.37 6.06 -
3 3.1 3.1 7.67 3.1 8.95 7.68
4 0.06 0.06 0.31 0.08 0.15 0
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Fig. 18. Drivable space classification missing the road input. White - true
positives | Black - true negatives | Red - false positives | Blue - false negatives.

driving in the center of the lane is merged with the road
network projection, displacing the true lane center towards the
trajectory projection.

The classification metrics when all inputs are present show
an almost perfect classification of the drivable space except for
scenario 3, in which two wrongly introduced road segments
cause a portion of the space to be wrongly classified as drivable
(also visible in Fig. 18c, when the road input is missing),
having the highest impact on precision and subsequently F1,
with εpr.(3,N) = 0.068 and εF1

(3,N) = 0.0361.
TABLE IV

ACCURACY MAE [×104] WITHOUT NOISE IN THE INPUTS

Scenario Missing Input
None Buildings Mobileye Vehicles Road Traffic Lights

1 11 11 11 0 654 -
2 8 8 7 2 1730 -
3 201 304 203 198 285 7
4 4 4 4 3 198 0

TABLE V
PRECISION MAE [×104] WITHOUT NOISE IN THE INPUTS

Scenario Missing Input
None Buildings Mobileye Vehicles Road Traffic Lights

1 41 41 41 0 28 -
2 23 23 18 10 99 -
3 680 1004 683 676 778 12
4 8 8 8 8 215 0

TABLE VI
RECALL MAE [×104] WITHOUT NOISE IN THE INPUTS

Scenario Missing Input
None Buildings Mobileye Vehicles Road Traffic Lights

1 37 37 37 0 4456 -
2 12 12 12 0 7775 -
3 20 20 28 16 242 16
4 9 9 9 6 661 0

TABLE VII
F1 MAE [×104] WITHOUT NOISE IN THE INPUTS

Scenario Missing Input
None Buildings Mobileye Vehicles Road Traffic Lights

1 39 39 39 0 2874 -
2 18 18 15 5 6366 -
3 361 537 366 357 517 14
4 8 8 8 7 443 0

Examining the effect that missing different inputs have
on the performance metrics, one can easily observe that
some inputs are more vital than others. For instance,
∀i∈PM,s∈S\{3}∆εi(s,B) = 0, so buildings do not have a high
impact in the tested scenarios. When s = 3 ∧ i ̸= DTLC,
there is a small performance decrease, since the building
projection partially erases the road segments wrongly intro-
duced by the traffic light projections. Furthermore, observed
vehicle trajectories mainly affect classification metrics, and

∆εDTLC(s, V ) ≤ 0.02 cm for all s ∈ S, since the trajectories
in the testing scenarios do not overlap with the ego position
at the time of estimation.

On the other hand, missing inputs such as the road net-
work or traffic lights can have a more significant impact
in drivable space classification. Scenarios 1 and 2 contain
limited road infrastructure (i.e. no traffic lights), and when
the road network input is completely missing, discovery of
drivable space using SDS improves in dense traffic scenarios
where several dynamic objects (i.e. other vehicles) can be
observed at the time of estimation. As shown in Fig. 18a
and 18b, when the road input is missing SDS fails to identify
much of the drivable space if few vehicles are on the road,
resulting in a significant fraction of false negatives and having
the highest impact on recall with εre.(1,R) = 0.4456 and
εre.(2,R) = 0.7775. However, even in extreme cases where no
prior knowledge about the road network is available, DTLC
estimation does not suffer a significant performance drop, with
only ∆εDTLC(1,R) = 0.01 cm and ∆εDTLC(2,R) = 2.69 cm.
In intersection scenarios, similar behavior is observed. How-
ever, the classification metrics do not suffer a significant drop
since most of the drivable space is classified correctly (Fig. 18c
and 18d) due the assumptions resulting from observing the
traffic lights, although ∆εDTLC(3,R) = 5.85 cm resulting in
a total εDTLC(3,R) = 8.95 cm, the highest DTLC error in all
four testing scenarios.

When considering the different performance metrics in the
noise-free setting, we observed that missing some inputs does
not have a significant influence in some of the testing scenar-
ios. For instance, buildings only affect scenario 3, while traffic
lights are not relevant at all for scenarios 1 and 2 where there
are none. For simplicity, figures reporting the performance of
noisy and missing inputs simultaneously are omitted except
for the input with the highest influence in performance: the
road network. Furthermore, as observed previously, when the
road network input is missing there is a different trend in
performance in scenarios with and without intersections. As
such, the robustness towards noise in the inputs is presented
for scenarios with and without intersections separately, and
only DTLC error and one summary classification metric (F1)
is included.

The performance using SDS is compared with the per-
formance achieved considering the noisy inputs directly. In
both types of scenarios, with and without intersections, DTLC
error improves significantly using SDS if the inputs are noisy
(Fig. 19a and 20a). When employing the noisy road network
and ego position estimate for in-lane localization, the error
promptly increases, achieving a DTLC MAE of over 0.5
meters and great variance, and a maximum DTLC error of over
1 meter. Furthermore, if information about the road network
is unavailable, in-lane localization becomes impossible. On
the other hand, SDS allows maintaining the DTLC MAE
under 0.31 meters and significantly lower variance in all the
testing scenarios, even under the highest noise levels and
without a prior road network. Interestingly, the maximum
DTLC error is recorded in testing scenario 3 when all inputs
are present, achieving 0.52 meters in the experiments with
one of the highest levels of noise (Fig. 20a), and removing
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(a) DTLC error with all available inputs
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(b) DTLC error missing the road input
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(c) F1 with all available inputs
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(d) F1 missing the road input
Fig. 19. DTLC error and F1 score achieved under different levels of noise in scenarios without intersections. The dashed line indicates the mean performance
metric and the vertical bar the standard deviation. SDS (blue) indicates the performance achieved using the proposed method, as opposed to Noisy Inputs
(orange) which represents the performance achieved using the noisy inputs directly.
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(b) DTLC error missing the road input
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(d) F1 missing the road input
Fig. 20. DTLC error and F1 score achieved under different levels of noise in scenarios with intersections.

the road network with extreme noise improves DTLC error to
a maximum of 0.38 meters (Fig. 20b).

When investigating the performance in drivable space clas-
sification, there is a significant difference between scenarios
with and without intersections. As summarized in Fig. 19c,
the classification performance in scenarios 1 and 2 is superior
using SDS. However, Fig. 20c shows that SDS no longer
achieves a superior performance in intersection scenarios. This
drop in performance can be explained by its inability to recover
the intersection topology. Nonetheless, it is still advantageous
that this classification is available even without any prior
knowledge of the road model (Fig. 20d).

Despite an imperfect reconstruction in some instances of
the intersection scenarios, the proposed method is able to
discover much of the drivable space, and even without any
prior knowledge of the road network and other inputs being
highly unreliable, it is able to reconstruct a road model that
can be used to localize the ego within its lane accurately.

C. Real World Experiments

Similar conclusions can be derived from the real world
experiments. Fig. 21 shows SDS’s reconstruction and driv-
ability classification of scenarios W1 and W2 in the extreme
case when all information about the road network is missing.
When sufficient vehicles are detected, like in W1, an almost
perfect reconstruction of the drivable space is possible (Fig. 21
left). However, the parts of the environment with insufficient
observations cannot be recovered correctly, as is the case in
some road segments of W2 and the undetected turn (Fig. 21
right), although this does not interfere with the ego vehicle’s
operation within its own lane.

Fig. 21. Example SDS reconstruction (top) and resulting drivability classifi-
cation (bottom) for scenarios W1 (left) and W2 (right) when the road network
is missing. True drivability is computed assuming a lane width of 3.5m.

Fig. 22 shows the topology quality achieved in the real word
scenarios under different levels of noise, including missing
signals. As shown in the figure, for realistic noise levels (i.e.
≤ 1), SDS is able to correctly recover the topology of the
entire scene or at least the ego lane in almost all cases. For
unrealistically extreme noise levels, the percentage of incorrect
reconstructions slightly increases.
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Fig. 22. Topology quality achieved in the real word scenarios under different
levels of noise and missing at most one input signal.

Table VIII shows the effect of missing each signal in
topology reconstruction, including all the different noise lev-
els. Similarly to the simulated scenarios, the greatest impact
originates from suppressing the road network input, although
SDS is still able to recover at least the ego lane. Additionally,
suppressing the vehicle trajectories is beneficial for topology
recovery, since the noisy trajectories tend to introduce topolog-
ical issues. However, they are beneficial to recover the drivable
space in edge cases (Fig 21).

TABLE VIII
REAL WORLD EXPERIMENTS DRIVABLE SPACE TOPOLOGY QUALITY

Quality [%] Missing Input
None Mobileye Vehicles Road

C 34 38 59 11
CE 61 54 37 89
I 5 9 4 0

Finally, Fig 23 shows the mean and maximum DTLC errors
when using SDS’s estimate as opposed to the noisy inputs
directly. Similarly to the simulated scenarios, SDS shows great
robustness towards unreliable inputs, with significantly lower
MAE (under 0.2 meters) and variance, and maintaining the
maximum DTLC error under 0.5 meters in all tested scenarios
when considering realistic noise levels. Note that the DTLC
error when using SDS’s estimate without any noise (i.e. noise
level 0) is higher than when using the original inputs directly.
This behavior, which was not revealed in the simulations, is
due to a strong assumption of vehicles driving close to the lane
center, which does not always hold in reality and results in
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the lane center being displaced towards the vehicle trajectory.
However, as soon as the inputs are affected by more realistic
low noise levels, SDS yields more reliable results.
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Fig. 23. DTLC error achieved under different levels of noise in the inputs.

VI. CONCLUSION

For AVs to operate safely, it is required that a correct
representation of the drivable space is available at all times,
and that the AV can be localized within it even under chal-
lenging conditions such as sensor failures, adverse weather,
or outdated information in the inputs. Thus, the AV should
not only rely on pre-computed maps, and be able to capture
the drivable space with its on-board sensors while driving.
Existing approaches work well if the AV is equipped with
sensors providing rich data (e.g. LiDARs), but these are costly,
or could be unavailable due to sensor failures.

To that end, we introduced the foundations of SDS: a novel
drivable space model suitable for online estimation in AVs
equipped with inexpensive sensors. SDS exploits semantic
labels of sensed objects to estimate the drivability of the
space around such objects. These estimates are referred to as
drivability projections, and they are modeled as a probabilistic
graph, which can be extracted from both domain knowledge-
based assumptions and empirical data. Next, the projections
and their nodes are used to formulate a SLAM optimization
problem to achieve the most likely configuration of their
elements, providing a final estimate of the drivable space and
accurate in-lane localization of the AV.

Results show that SDS is robust towards unreliable inputs.
Even if there is no prior information available about the road
network, SDS achieved a maximum error of 0.09 meters in the
simulation experiments if all other inputs are noise-free, and
0.38 meters when the other inputs are extremely unreliable,
while in the real world experiments it achieved a maximum
error of 0.5 meters under realistic noise levels. However, topol-
ogy recovery is brittle in intersection scenarios, and further
research is required for these cases. Despite some limitations
in topology recovery, the proposed drivable space estimation
method shows resilience against erroneous or missing inputs,
and has been designed in a way that can be easily integrated
in the software architecture of a typical AV.

Future work will address modeling projections from reg-
ulatory elements (e.g. a sign indicating a mandatory turn),
and data-driven approaches to improve the projection extrac-
tion overall, first focusing on traffic light projections, which
currently cause topological issues when all other information
sources are available. Additionally, V2X information will be
incorporated in SDS to introduce domain knowledge assump-
tions from objects that are not directly observable from the
vehicle. Furthermore, SDS will be integrated in an AV for
automated decision making in real experiments.
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[39] M. Muñoz Sánchez et al., “A Hybrid Framework Combining Vehicle
System Knowledge with Machine Learning Methods for Improved
Highway Trajectory Prediction,” in SMC, 2020, pp. 444–450. [Online].
Available: https://ieeexplore.ieee.org/document/9282933/

[40] P. Agarwal et al., “Robust map optimization using dynamic covariance
scaling,” in Int. Conf. on Robotics and Automation, 2013, pp. 62–69.
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