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Abstract

During a disruption in the ITER tokamak reactor, the thermal energy stored in the plasma and the
energy stored in the magnetic field are rapidly lost, potentially damaging reactor components. To
ensure the longevity of tokamak machines of the size of ITER or larger, it is thus indispensable to
avoid or mitigate disruptions. For ITER, Shattered Pellet Injection (SPI) is the considered system
to safely mitigate disruptions plasma. In SPI, frozen fragments of impurities – such as neon or
argon – are injected into the plasma. The injected impurities and the plasma then radiate away
energy. The radiated energy ideally spreads over the walls evenly. To validate that SPI works as
intended before testing it in ITER, simulations are requisite.

Currently, simulation codes based on magnetohydrodynamics (MHD) models, such as JOREK,
NIMROD, and M3D-C1 strive to accurately produce 3-D simulations of SPI injections in toka-
maks. All three of the simulation codes assume that the injected impurities have a velocity and
temperature equal to that of the main plasma ions. Furthermore, the simulation codes use differ-
ent methods to model the evolution of the charge-state distribution of the impurities. A hybrid
fluid/marker-particle model has recently been implemented in JOREK to serve this purpose, in
which the impurity density distribution is simulated as a fluid. On top of that, marker particles are
used to simulate the charge state evolution of the impurities based on the local plasma parameters.

In this thesis, the model used in JOREK is extended to alleviate the assumption on the velocity
distribution of the impurities, while conserving the realistic model for the charge-state evolution.
To achieve this, the impurities are simulated as fully kinetic particles, moving in and interacting
with a background plasma. The kinetic particles move according to the electromagnetic forces they
experience, and furthermore collide, ionize, and radiate based on the local background-plasma state.

To include the effects that the impurities have on the main plasma, an MHD model is derived that
includes terms that describe the coupling to the fully-kinetic impurities. The resulting coupling
scheme ensures conservation of energy and momentum in the whole system. Additionally, a new
hybrid time-stepping scheme is derived to improve the energy conservation of the coupling terms
compared to the currently implemented time-stepping scheme of JOREK. The MHD model and
time-stepping scheme are verified by simulating the energy equilibration of cold kinetically described
deuterium in a hot deuterium plasma. A second verification simulation considers the addition of
pressure to an equilibrium and comparing the Shafranov-shift of the kinetic simulation to the
Shafranov-shift of a similar simulation using a fluid model without kinetic particles.

Finally, the model is used to run a simplified SPI simulation. The results are compared to a
benchmark simulation presented in (Hu et al., 2021). The simulation shows similar results to the
benchmark, but without making any assumptions on the temperature, velocity, and charge state of
the kinetic particles. Furthermore, the new model shows that the velocity distribution of the kinetic
particles cannot always be described by a temperature. It should be noted that collisions among
the kinetic particles were not considered yet. Including these collisions can alter this conclusion.
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Chapter 1

Introduction

To solve the global energy crisis an energy source should be developed that can provide ample clean
energy, preferably on demand. Nuclear fusion has the potential to be such an energy source. It is
the energy source that fuels the stars and our sun. The core of the sun consists of a hot plasma,
in which light hydrogen nuclei fuse together to form the heavier element helium. However, in this
fusion reaction, the sum of the masses of the individual hydrogen nuclei is larger than the mass
of the resulting helium nucleus. This mass deficit is released in the form of energy according to
Einstein’s most famous equation E = mc2. For a more general introduction to nuclear fusion, the
reader is referred to one of the many books that have been written on the topic, such as [1].

For the nuclei to fuse, they have to be close enough together so that the short-ranged attracting
strong nuclear force becomes stronger than the long-ranged Coulomb force, that repels the two
positively charged ions. However, like anything with high pressure, the plasma will expand. In the
case of a star, this expansion is balanced by the gravitational force created by the huge mass of the
star. On earth, this is not a possibility, so other methods need to be invented.

The technology to successfully harness nuclear fusion energy on earth is still being developed.
Several concepts and techniques have been developed to design a machine that successfully delivers
power to the grid. One concept for such a device, the so-called tokamak, has been developed the
furthest. Tokamaks are donut, or torus, shaped devices that contain a magnetically confined plasma.
Inside the torus, a toroidal magnetic field is created by multiple toroidal field coils located around
the torus. Additionally, a poloidal magnetic field is created by running a toroidal current through
the plasma in the torus. This current is mainly induced by a changing magnetic field caused by
running a current inside a central solenoid, effectively making a tokamak a large transformer. The
combined magnetic fields create a helical field structure, with a much larger toroidal component
than the poloidal component. A schematic representation of a tokamak configuration is shown in
Figure 1.1. An operational fusion power plant tokamak will include more coils to position and
stabilize the fusion plasma, but the figure nicely illustrates the most important features of the
tokamak reactor.

Tokamaks have a long-lasting history. Experimenting with toroidal configurations started in the
1950s, and many different arrangements were tried. However, it is generally accepted that the
T-1 tokamak marks the “symbolic beginning” of the tokamak adventure [3, 4]. This tokamak
was described in a paper presented by Soviet fusion scientists during the Second Atoms for Peace
conference, held in Geneva in October 1958. Since then, many operational experimental tokamaks
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CHAPTER 1. INTRODUCTION

Figure 1.1: A schematic representation of a tokamak configuration plasma. The total helical
magnetic field is composed of the toroidal magnetic field, created by the toroidal field coils,
and the poloidal magnetic field, created by running a toroidal current through the plasma
(taken from [2]).

have been built worldwide. These tokamaks vary in size from small-scale reactors such as the
recently deprecated Alcator C-mod [5] with a major radius of 0.68 m to mid-sized tokamaks such
as ASDEX Upgrade [6], DIII-D [7], and EAST [8], to larger tokamaks such as and JT-60SA [9] and
the largest operational experimental reactor JET [10], with a major radius of almost 3 m. These
reactors are not meant to serve as a clean energy source. Instead, the goal of these reactors is to
provide a scientific basis for the design of new reactors.

To demonstrate that a nuclear fusion tokamak reactor can achieve a net energy gain, ITER is
being built in the south of France [11]. The ITER Organization is an international cooperation
of China, the European Union, India, Japan, Korea, Russia, and the United States. When fully
operational, it has the goal to output ten times more energy than is put in (Q ≡ Pout/Pin = 10)
[11]. Furthermore, it aims to sustain a performance of five times more energy output than input
(Q = 5) for the duration of an hour. The ITER tokamak is designed to have a major radius of 6.2 m,
containing plasma of temperatures up to the order of 150 million Kelvin, an order of magnitude
hotter than the core of the sun. The plasma is magnetically confined using large superconducting
magnets. Although ITER aims to have a net energy gain, the energy will not be converted to
electricity for the grid. Instead, ITER yet again aims to provide physical and technological insights
for the design of even larger fusion power plants (e.g. DEMO [12]) that should finally provide
electricity to the grid.

Before this is realized, there are still technical challenges to overcome. One of these challenges
concerns the successful magnetic confinement of the hot plasma. During the optimization of the
plasma parameters for fusion energy production, the magnetically confined plasmas have been
revealed to suffer from various types of plasma instabilities. Of those instabilities, magnetohydro-
dynamic (MHD) instabilities occur on the fastest timescale [13], which results in changes in the
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CHAPTER 1. INTRODUCTION

magnetic field configuration and can worsen the confinement of the plasma.

There are many different types of these instabilities, which are usually divided into two categories:
current-driven instabilities and pressure-driven instabilities (e.g. external kink modes, internal kink
modes, ballooning modes, and neoclassical tearing modes). Furthermore, there are many other
(usually slower) instabilities that can appear in the plasma. These can arise due to non-ideal
phenomena such as electric resistivity, drift waves, and energetic particles. Often, the instabilities
can be compared to ideal MHD instabilities considering the plasma motion, electric current, and
magnetic field perturbations [13]. The MHD instabilities can have different origins, but in all cases,
a disruption of the plasma can occur if the MHD instabilities grow too large.

During a disruption in ITER, the stored energy of a burning plasma pulse is rapidly lost [14]. This
leads to intolerable heat fluxes to the plasma-facing components (PFC) that significantly exceed the
PFC melting thresholds [15]. Furthermore, large electromagnetic forces arise due to halo and eddy
currents that appear. Moreover, there is potential first-wall damage due to multi-MeV runaway
electrons that form during the fast current-decay [14]. The stored thermal and magnetic energy in
a tokamak plasma scales roughly as R5 where R is the major radius [16]. Since the wall surface
area scales with R2, the average heat load on the walls will scale with R3, making the challenge
of disruptions bigger as the size of the machines increases. It is thus indispensable to successfully
predict, and subsequently, avoid or – as a last resort – mitigate disruptions to ensure that the PFC
reach their foreseen lifetime in ITER and larger fusion reactors. The mitigation of disruptions is
realized by a so-called Disruption Mitigation System (DMS).

At present, the DMS considered for ITER involves injecting a massive amount of hydrogen isotopes,
impurities, or a mixture of both into the plasma [17]. When the impurities enter the plasma, they
are ionized. The ions will then engage in several processes that result in energy being radiating
away, e.g. bremsstrahlung, electron capture, and de-excitation. Ideally, the radiation power spreads
evenly over the whole surface of the reactor, minimizing the local heat load on the walls.

The main DMS design that is currently being validated for ITER is Shattered Pellet Injection
(SPI) [11]. In current smaller devices, another DMS called Massive Gas Injection (MGI) has
been implemented. However, this shows unfavorable scaling of the gas penetration depth [18].
Both experimental and numerical research has shown that SPI has better characteristics regarding
gas penetration as well as more efficient assimilation during disruption mitigation. For this reason,
ITER is motivating current tokamak devices to install SPI as their DMS to gather more experimental
data regarding the behavior of SPI, so that the DMS choice for ITER can be validated.

SPI involves injecting large amounts of frozen material into the plasma. Initially, a large pellet
is injected that strikes a metal surface just before entering the plasma. Consequently, the pellet
shatters, producing a spray of fragments. The collective ablation surface of the many fragments
is much larger than that of the intact pellet, which increases the ablation efficiency. If the pellet
would be injected without shattering, it would not fully ablate and could potentially damage the
PFC upon impact. After ablation, the particles are ionized by the hot plasma and start radiating,
effectively cooling the plasma.

It is a necessity to validate that SPI works as intended for ITER before it is operational. Simulations
are extensively used to investigate the behavior of SPI and the spread of the heat load on the walls.
If the simulations can accurately reproduce the results of existing tokamak experiments, they can
provide useful predictions for the behavior of SPI in tokamak devices of the dimensions of ITER
or DEMO. At the basis of such simulations is usually an MHD model describing the evolution of
the fusion plasma. The equations in such an MHD model can be described as a combination of the
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CHAPTER 1. INTRODUCTION

Navier-Stokes equations of fluid dynamics and Maxwell’s equations of electrodynamics [19].

Multiple simulation codes already include a model to simulate SPI. However, currently, many as-
sumptions are made to simplify the simulations. The goal of this thesis is to improve SPI simulations
by proposing a model that uses fewer assumptions than the models used in current state-of-the-
art SPI simulations. The current status of SPI simulations is discussed in Section 1.1. Then, the
proposed improvements and research objectives are discussed in Section 1.2.

1.1 Current Status

3-D MHD simulation codes such as JOREK [20, 17], NIMROD [21, 22], and M3D-C1 [23, 24], are
state-of-the-art in providing SPI simulations in tokamak plasmas. All of these simulation codes use
the finite element method (FEM) to solve a form of the MHD equations. Whereas M3D-C1 uses
3-D finite elements to discretize space when running 3-D simulations, NIMROD and JOREK both
use 2-D finite element discretization of the poloidal plane and extend to a 3-D discretization by
using Fourier series in the toroidal direction. The MHD models that these simulation codes use
are typically based on a single- or two-fluid description for the electrons and a single ion species.
To simulate SPI, the models need to be extended to include impurities, accurately coupling their
transport, ionization, recombination, and radiation to the rest of the plasma.

Both NIMROD and M3D-C1 have included an additional density continuity equation for each of
the charge states of the impurity, using the Killer Pellet RADiation (KPRAD) code for impurity
dynamics [24]. The KPRAD module is also used to calculate the ionization, recombination, and ra-
diation rates based on the electron temperature and density. In both simulation codes, it is assumed
that the impurity velocity distribution can be represented by a Maxwell-Boltzmann distribution,
with a temperature that is set equal for all the ion species. Furthermore, the mean ion velocity
is assumed to be equal for all ion species in both models. Having separate continuity equations
for the different charge states gives a clear temporal and local charge state distribution function.
However, as a consequence, the number of equations and unknowns can quickly grow for impurities
with many charge states (i.e. high-Z impurities). This in turn increases the computational cost of
the simulations.

In JOREK an alternate approach was tried to simulate impurity dynamics. In JOREK, SPI is
simulated by solving an extended-MHD model that includes a single impurity density continuity
equation, representing all charge states of the impurity. The charge state distribution is calculated
using the OPEN-ADAS database [25] and assuming the charges states are in Coronal Equilibrium
(CE), where the population and depopulation of all charge states through recombination and ion-
ization respectively, are in equilibrium. The model assumes the same ion temperature and velocity
for all ion species, similar to the aforementioned simulation codes.

The CE assumption used in the JOREK model results in a significant underestimation of the initial
radiative power loss as shown in Figure 2 of [17]. This is due to the similar timescales of the
injection of the impurities, and the reaching of coronal equilibrium (both being of the order of
0.1 ms). To improve the model, a particle-based collisional-radiative non-equilibrium model was
proposed [26]. The model uses so-called marker particles to simulate the evolution of the impurity
charge state distribution. The marker particles have individual ionization and recombination rates,
based on the local plasma pressure. As the marker particles flow along with the fluid, they each
individually ionize or recombine based on the corresponding rate coefficients. The resulting charge
state distribution is then projected back on the finite element grid and is used to solve the MHD
equations.
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CHAPTER 1. INTRODUCTION

Figure 1.2: The impurity density contour comparison between the fluid description (white
contours) and the particle moment projection (red contours) in a JOREK SPI simulation at
(a) t = 0.45 ms, (b) t = 0.78 ms and (c) t = 1.10 ms. Note that the contours from each color
are on exactly the same scale, so matching contour lines indicate a quantitative match of
the two representations. As time progresses, the two descriptions start deviating (taken from
[26]).

Although this model shows an improved accuracy regarding the initial radiation power loss, the
two different representations for the impurity density – that of the marker particles description and
that of the fluid description – are increasingly inconsistent as the simulation progresses [26]. This
is shown in Figure 1.2. Furthermore, the model still assumes a single ion temperature and mean
velocity for both the impurities and the main plasma ions.

1.2 Research Objectives

The aim of this project is to improve the accuracy of the SPI simulation in JOREK by extending
the currently implemented model. To improve the SPI simulations in JOREK, the impurities are
modeled using a fully kinetic particle description. By describing the impurities as fully kinetic
particles, no coronal equilibrium needs to be assumed, as the charge state of each impurity can be
evolved separately. Additionally, by using a fully kinetic description of the particles, no assumptions
need to be made on the velocities or temperature of the impurities. The velocities of the impurities
are simulated individually and the temperature is defined by the resulting velocity distribution –
that is if it can be described by a temperature at all. Furthermore, since the particles are no longer
described as fluid, the discrepancy shown in Figure 1.2 is inherently not an issue. This approach is
a novelty, and thus the results are relevant for the further development of accurate SPI simulations.

The proposed extensions to the JOREK model are implemented to answer the research question:

can SPI simulations (in JOREK) be improved by using a fully kinetic particle description
of impurities instead of a fluid/marker-particle hybrid description?

To answer the research question, the fluid model and kinetic model should at least be compared
regarding the impurity density profile, radiation loss, and impurity velocity distribution. The im-
purity density profile and radiation loss are compared to make a comparison of the mitigation
evolution of the plasma in both models, and also to solve the problem of the ambiguous description
shown in Figure 1.2. Comparing the impurity velocity distribution gives an insight into the cor-
rectness of the assumptions made in the fluid model, which helps to answer the question: what is
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CHAPTER 1. INTRODUCTION

the error in the assumptions on the impurity temperature and velocity in the fluid/marker-particles
hybrid model?

The steps to successfully extend the current JOREK model to a model that is coupled to fully
kinetic impurities are presented in this thesis. The first step is to derive an MHD model that
includes coupling terms describing the interaction between the fully kinetic impurities and the rest
of the plasma. Although coupling schemes have been derived and implemented in JOREK before,
for example in [26] and [27], they have always only partly coupled the kinetic particles and the rest
of the plasma, e.g., through current-coupling terms or pressure-coupling terms. In this thesis, a
new coupling scheme is derived and implemented in JOREK that is based on the full conservation
of energy and momentum in the system.

The derivation of the coupled MHD model is presented in Chapter 2. Initially, a derivation of the
multi-fluid MHD model is presented that is similar to those found in literature. It is presented in
this thesis anyway to highlight some parts of the derivation that will help to better understand
the rest of the derivations in the thesis. Then, starting from the multi-fluid MHD model, the new
fully coupled MHD model is derived. The derivation will resemble that of the more conventional
single-fluid MHD model but includes the effects of the kinetically described impurities.

Afterward, in Chapter 3 the implementation of the new model in JOREK is discussed. Further-
more, a new time-stepping scheme is derived and implemented in JOREK to improve the energy
conservation of the coupling terms compared to the currently implemented time-stepping scheme.
Moreover, a general description of the JOREK code is given.

In Chapter 4 the fully kinetic simulation of the impurities is described in more detail. Besides
discussing the modules that have previously been implemented in JOREK to run kinetic simulations,
the calculation of the coupling terms in the kinetic simulation is also presented. Initially, the kinetic
particles are assumed to only collide with the main ion species in the plasma, i.e., no collisions
among the kinetic particles or with electrons are considered. This assumption is made to simplify
the implementation in JOREK given the current architecture to simulate kinetic particles. However,
to make realistic predictions of SPI, the assumptions may be inaccurate. To estimate under which
conditions the assumption is realistic, a brief analysis of the collisional time scales of the impurities
with all the other plasma species present is also presented in Chapter 4.

Once the new fully coupled MHD model and hybrid time-stepping scheme are derived and imple-
mented in JOREK, they are verified in Chapter 5 by running simulations with foreseeable outcomes.
Two verification simulations are done. The first simulation considers the temperature equilibration
of a small number of cold ions added to a hot plasma, the second simulation considers the evolution
of the Shafranov-shift after the pressure of a plasma is increased.

Once verified, the new model is used to run a benchmark simulation. In Chapter 6 the results are
compared to the results of the benchmark simulation using the marker-particle model presented
in [26]. Subsequently, in Chapter 7 the most important results of the thesis are presented and
discussed. Also, the strengths and shortcomings of the model derived and implemented in this
thesis are discussed, and recommendations are made for the further development of the model.
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Chapter 2

MHD Equations

At the basis of the physical model that is developed to describe a tokamak plasma, are the mag-
netohydrodynamic (MHD) equations. These equations, often described as a combination of the
Navier-Stokes equations and Maxwell’s equations, have been proven successful to describe the evo-
lution of plasma as a current-carrying fluid. A successful MHD model for this thesis describes the
evolution of the main fusion plasma as a (charged) fluid and includes coupling terms to describe
the interaction with fully kinetically described impurity ions.

A realistic fusion power plant plasma generally consists mainly of fully ionized deuterium and
tritium ions, and electrons. All other species classify as impurities. In this thesis, the considered
main plasma consists only of fully ionized deuterium and electrons, since current fusion devices
have primarily gathered experimental data with such types of plasmas. The combination of the
fully ionized deuterium and the electrons – together forming the main plasma – is referred to as
the background plasma or background fluid.

Within this background plasma, other ions exist that are described fully kinetically in the simula-
tion, labeled as kinetic ions or kinetic particles. The kinetic ions can be of any arbitrary type, but
the main species considered are deuterium and argon. Deuterium is used to compare the kineti-
cally describe deuterium to the background-fluid deuterium. Both should logically behave similarly
as they are physically the same species. Argon is used because of the availability of benchmark
simulations.

This chapter starts with the derivation of the multi-fluid MHD model, starting from the Boltzmann
equation and Maxwell’s equation. First, the Boltzmann equation and its components are discussed
in more detail in Section 2.1, after which Maxwell’s equations are simplified for the context of a
fusion plasma in Section 2.2. Then, the multi-fluid MHD model is derived in Section 2.3. This
model describes the plasma using macroscopic quantities – such as the density or center-of-mass
velocity of a species – instead of the distribution functions of the different species. Thus far, the
derivation will closely follow those found in literature such as the ones done by Freidberg [28] and
Goedbloed [29]. It is repeated in this thesis because it improves the understanding of the derivations
coming afterward.

Then, as new work done in this thesis the multi-fluid MHD equations are combined into the desired
fully coupled MHD model that describes the evolution of the background plasma as one fluid and
has coupling terms to include the interaction with the kinetic ions. This derivation is presented in
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Section 2.4. The derivation resembles the derivation of the single-fluid model found in the afore-
mentioned literature but makes apt adjustments to correct for the difference in plasma composition,
which now contains additional kinetic ions. This final model is referred to as the background-fluid
model.

As mentioned, the starting point of the derivation is a coupling between the Boltzmann equation and
Maxwell’s equations. Together these equations describe the motion of (charged) particles within an
electric field, where each particle species α has its own Boltzmann equation. This set of equations
is given by

dfα
dt
≡ ∂fα

∂t
+ vα · ∇fα +

qα
mα

(E + vα ×B) · ∇vfα = Cα + Sα(r,v, t), (2.1)

∇×E = −∂B

∂t
, (2.2)

∇×B = µ0J +
1

c2
∂E

∂t
, (2.3)

∇ ·E =
σ

ε0
, (2.4)

∇ ·B = 0. (2.5)

The first equation is the Boltzmann equation, the latter four are Maxwell’s equations. The equations
are now discussed in more detail.

2.1 The Boltzmann Equation

Consider a plasma that consists of electrons and multiple ion species. Each species α has its own
mass (mα) and charge (qα). The kinetic and spatial information of each species is described by its
distribution function fα(r,v, t). Such a distribution function gives the number of particles located
in the volume element (r, r + dr) with a velocity between (v,v + dv) at time t as f(r,v, t) dr dv.

The time evolution of the distribution function of type α is given by the Boltzmann equation as
[29]

dfα
dt
≡ ∂fα

∂t
+ v · ∇fα +

qα
mα

(E + v ×B)︸ ︷︷ ︸
Fα/mα

·∇vfα = Cα + Sα(r,v, t), (2.6)

In this equation, v · ∇ is a summation of the products of each component of the velocity with
the corresponding component of the spatial derivative, i.e., vx∂/∂x+ vy∂/∂y + vz∂/∂z. The term
Fα · ∇v is defined similarly. Furthermore, Fα(r, t) is the electromagnetic force acting on a particle
of type α, and E(r, t) and B(r, t) are the electric and magnetic field respectively. The magnetic
and electric fields consist of both the externally applied magnetic and electric fields, as well as any
magnetic or electric fields resulting from long-range inter-particle interactions.

On the right-hand side of the equation, Cα + Sα(r,v, t) represents the short-range inter-particle
interactions, sources, and sinks of species α1, often referred to as the collisions between particles.

1This differs slightly from [29], where only one source term describes both the Coulomb collisions as well as all
other short-range inter-particle interactions, instead of separating them in two designated variables.
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Specifically, Cα are the elastic Coulomb collisions, which are the dominant type of collisions [28].
Sα(r,v, t) are all other types of short-range interactions and also includes sources or sinks for
particles of type α that are added or removed per unit of time in phase space (r,v) at time t.
Short-range interactions, sources, and sinks could be atomic (or chemical) processes (e.g. ionization,
recombination, fusion reactions) as well as external sources or sinks (e.g. sputtering, SPI). A positive
Sα corresponds to a particle source and a negative Sα corresponds to a particle sink.

Note that there is a difference between the full time derivative d/ dt and the partial time derivative
∂/∂t. The equation shows that the distribution function at (r,v) can change in time, due to
a moving density gradient, or due to an electromagnetic force acting on a velocity gradient. In
absence of any interactions between different particle species and no external sources or sinks, the
right-hand side of the equation equals zero [29].

2.1.1 Macroscopic Quantities

Given the distribution function fα, macroscopic quantities can be defined by multiplying the dis-
tribution function with particle quantities and integrating over velocity space. For instance, the
particle density of species α (nα), is obtained by multiplying the distribution function by unity and
integrating over all velocities. It is given by

nα(r, t) ≡
∫
fα(r,v, t) dv. (2.7)

Note that nα no longer depends on the velocity v, due to the integration over all velocities. To get
the particle density flux of a species, the density function is multiplied by unity times the velocity,
i.e.,

Γα(r, t) ≡
∫

vfα(r,v, t) dv = nαuα, (2.8)

where the distribution weighted averaged velocity of species α (uα) is defined as

uα(r, t) ≡
∫

vfα(r,v, t) dv∫
fα(r,v, t) dv

=
1

nα

∫
vfα(r,v, t) dv. (2.9)

For convenience, a more general notation for taking the distribution weighted average of a quantity
is introduced, such that uα ≡ 〈v〉α means taking the average of v weighted to the distribution
function of α. More generally, the notation is defined as

〈g〉α(r, t) ≡
∫
gα(r,v, t)fα(r,v, t) dv∫

fα(r,v, t) dv
=

1

nα(r, t)

∫
gα(r,v, t)fα(r,v, t) dv. (2.10)

The mass density (ρα) and mass flux density (Φmα ) of species α are obtained similarly, by integrating
the density distribution multiplied by the mass, and mass and velocity respectively. Similarly, the
charge density (σα) and charge flux density (i.e. current density) (Jα) of species α are obtained by
integrating the density distribution multiplied by the charge, and charge and velocity respectively.
The resulting quantities are thus defined as

9
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ρα(r, t) ≡
∫
mαfα(r,v, t) dv = mαnα, (2.11)

Φmα (r, t) ≡
∫
mαvfα(r,v, t) dv = ραuα, (2.12)

σα(r, t) ≡
∫
qαfα(r,v, t) dv = qαnα, (2.13)

Jα(r, t) ≡
∫
qαvfα(r,v, t) dv = σαuα. (2.14)

Using these definitions, the distribution weighted average velocity can be rewritten to a center-of-
mass velocity by multiplying Equation (2.9) by mα/mα:

uα(r, t) =

∫
mαvfα(r,v, t) dv∫
mαfα(r,v, t) dv

=
Φmα
ρα

. (2.15)

Finally, the total charge density and the total current density are defined as the sum of the quantities
of all species α, i.e.,

σ ≡
∑
α

σα, (2.16)

J ≡
∑
α

Jα =
∑
α

σαuα. (2.17)

The quantities resulting from taking the moments or weighted averages of the distribution function
are often referred to as fluid variables, as they describe the species by their collective properties
and the individual particle is lost.

2.1.2 The Distribution Function of Kinetic Ions

Whereas the background fluid will only be described using macroscopic quantities, the kinetic ions
are described on a particle level. To couple the two, it is important to see how the information on
the separate particles translates to a distribution function. Once the distribution function of the
kinetic ions is known, all other macroscopic quantities can be derived by substituting the kinetic
distribution function into the definitions of the macroscopic quantities.

First, consider the distribution function of a single particle. A few conditions must be met for the
distribution function to be an accurate representation of the particle. First of all, the total number
of particles in the distribution function must be unity, i.e., the distribution function integrated
over phase-space must be unity. Furthermore, the number density of the distribution should be
infinitely large at the position of the particle, and zero otherwise. To successfully meet the criteria,
Dirac-delta functions are used to describe the distribution function. For a formal definition of the
Dirac-delta function, the reader is referred to literature (e.g. [30]), but it can loosely be thought of
as a function that is zero everywhere except at the origin, where it is infinite, i.e.,

δ(x) =

{
∞, if x = 0;

0, if x 6= 0,
(2.18)

10
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and which is furthermore constraint to match the identity

∞∫
−∞

δ(x) dx = 1, (2.19)

which is a specific case of the more general identity

∞∫
−∞

δ(x)f(x) dx = f(0). (2.20)

Using the Dirac-delta function, the distribution function of one particle located at rp with a velocity
of vp, is given by

fp(r,v, t) = δ(r− rp(t))δ(v − vp(t)). (2.21)

Note that a higher-dimensional Dirac-delta function is simply a product of Dirac-delta functions of
all components of the vector. To get the distribution function of all the kinetic ions, their separate
distribution functions are summed, i.e.,

fk(r,v, t) =
∑
p=k

δ(r− rp(t))δ(v − vp(t)), (2.22)

where the subscript k is used to indicate the kinetic ions. Given this distribution function, all the
macroscopic quantities can be obtained by substituting this definition for the distribution function,
e.g., the number density of the kinetic ions is given by

nk(r, t) =

∫
fk(r,v, t) dv =

∑
p=k

δ(r− rp(t)), (2.23)

which is indeed infinitely big at the position of a particle, and zero otherwise.

Using similar reasoning, the collision operator is described by delta functions as

(
∂fα
∂t

)
c

≡ Cα =
∑
c=cα

[δ(v − vbc)− δ(v − vac )]δ(r− rc)δ(t− tc), (2.24)

where c indicates the collision of a particle at position rc and time tc where the velocity of the
particle change from vac before the collision to the velocity vbc after the collision. Furthermore, cα
are the collisions of a particle of species α.

A derivation of this expression is presented in Appendix A. By combining the collision operator
with conservation laws for mass, momentum, and energy in a collision, some conclusions can be
drawn. First of all, the change in particle density due to elastic collisions is zero, since
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∫
Cα dv =

∫ ∑
c=cα

[δ(v − vbc)− δ(v − vac )]δ(r− rc)δ(t− tc) dv = 0 (2.25)

More conservation laws can be derived by specifically separating the collisions of species α with
species β as

Cα =
∑
β

Cαβ , (2.26)

where Cαβ representing the collisions between species α and β. Without going into too much detail,
using algebra and conservation of momentum and energy between collisions it can be shown that

∫
mαvCαα dv = 0, (2.27)∫
mαvCαβ dv =

∫
mβvCβα dv, (2.28)∫

1

2
mαv

2Cαα dv = 0, (2.29)∫
1

2
mαv

2Cαβ dv =

∫
1

2
mβv

2Cβα dv. (2.30)

The first and third equations state that collisions among particles of the same species do not change
the total momentum and energy of that species. The second and fourth equations state that all the
momentum and energy that is removed from or is added to species α due to collisions with species
β, is added to or removed from species β so that the total momentum and energy before and after
a collision is conserved.

2.2 Maxwell’s Equations

The full Maxwell’s equations given by Equations (2.2) - (2.5) simplify when only non-relativistic
velocities are considered. For a fusion plasma, this is sufficient to capture most plasma phenomena.
Using this assumption (v � c), it can be shown that the total local charge density σ, and the dis-
placement current c−2∂E/∂t are of small order, O(v2/c2) [29]. As a result, Poisson’s law is replaced
by the quasi-neutrality condition. Furthermore, Ampere-Maxwell’s law simplifies to Ampere’s law:

σ =
∑
α

σα = 0, (2.31)

∇×B = µ0J. (2.32)

The rest of the equations remain unchanged, which means all relevant Maxwell’s equations are
given by
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∇×E = −∂B

∂t
, (2.33)

∇×B = µ0J, (2.34)

∇ ·B = 0. (2.35)

with the additional quasi-neutrality given by Equation (2.31).

2.3 Kinetic Equations to Multi-Fluid Model

Equations (2.1) - (2.5) can be transformed into an infinite system of fluid equations that consists
only of variables that depend on r and t, and no longer has any v dependence.2 This is achieved by
taking different moments of the Boltzmann equation, i.e., multiplying the Boltzmann equation by a
function g, and taking the integral over all velocities. The set of equations is infinite, since in each
equation, describing the time evolution of a moment of the Boltzmann equation, a higher-order
moment appears. To close the system of equations, at some point a higher-order moment has to be
either neglected or estimated by a model.

The equation to be solved is given by

∫
gi

[
dfα
dt
− Cα − Sα

]
dv = 0 (2.36)

where gi is the equation used to take the i-th moment of the Boltzmann equation. For the multi-fluid
MHD model derived in this thesis – and in most literature – the first three moments (i = 0, 1, 2)
are taken. Hence, the fourth moment of the distribution function – the heat flux – is approximated
by a model. The gi functions for i = 0, 1, 2 are given by

g0 = mα, (mass) (2.37)

g1 = mαv, (momentum) (2.38)

g2 =
1

2
mαv

2, (energy) (2.39)

where v2 = v · v.

Substituting Equations (2.37) - (2.39) into Equation (2.36), results in three conservation laws for
the mass density, momentum, and energy of each species α, given by

2Although the value of some fluid variables such as uα depend on how the distribution function depends on v,
the resulting variables only depend on r and t due to the integration over all velocities.
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∂ρα
∂t

+∇ · ραuα = Sρα , (2.40)

∂

∂t
(ραuα) +∇ · (ρα〈vv〉α)− qαnα (E + uα ×B) =

∑
β 6=α

∫
mαvCαβ dv + Smα

, (2.41)

∂

∂t

(
1

2
ρα〈v2〉α

)
+∇ ·

(
1

2
ρα〈v2v〉α

)
− qαnαE · uα =

∑
β 6=α

∫
1

2
mαv

2Cαβ dv + SEα , (2.42)

where the density source term (Sρα), momentum source term (Smα
) and energy source term (SEα)

of species α are defined as

Sρα(r, t) ≡
∫
mαSα(r,v, t) dv, (2.43)

Smα(r, t) ≡
∫
mαvSα(r,v, t) dv, (2.44)

SEα(r, t) ≡
∫

1

2
mαv

2Sα(r,v, t) dv. (2.45)

The detailed derivation, starting from Equation (2.36) and rewriting to the conservation form of
Equations (2.40) - (2.42) is given as an intermediate result in Appendix B.

The conservation laws are simplified further by decomposing the velocity v into the average velocity
uα, and the deviation from this average velocity ṽα, i.e.,

v ≡ uα + ṽα. (2.46)

The deviation ṽα from the center-of-mass velocity uα is related to thermodynamic quantities. The
thermodynamic quantities used are defined as

pα ≡
1

3
mαnα〈ṽ2α〉α (2.47)

Pα ≡ mαnα〈ṽαṽα〉α = pαI + Πα (2.48)

qα ≡
1

2
mαnα〈ṽ2αṽα〉α (2.49)

Rα ≡
∫
mαṽαCα dv (2.50)

Qα ≡
∫

1

2
mαṽ

2
αCα dv (2.51)

which are respectively the pressure (pα), stress tensor (Pα), an-isotropic part of the stress tensor
(Πα), heat flux (qα), collisional momentum transfer (Rα), and collisional heat transfer (Qα) of
species α. Furthermore, I is the identity tensor. Using these thermodynamic quantities, the three
moments of the Boltzmann equation are rewritten into a mass conservation, momentum conser-
vation, and energy conservation equation for each species α. Note that they are formulated as
the evolution of the mass density, center-of-mass velocity, and pressure – quantities that are not
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necessarily conserved – but contain the appropriate corresponding terms to still conserve mass, mo-
mentum and energy respectively. Combined with Maxwell’s equations this result in the multi-fluid
MHD model, given by

∂ρα
∂t

+∇ · (ραuα) = Sρα , (2.52)

ρα

(
∂uα
∂t

+ uα · ∇uα

)
+∇pα +∇ ·Πα − ρα

qα
mα

(E + uα ×B) = Rα + Smα − uαSρα , (2.53)

∂pα
∂t

+ uα · ∇pα + γpα∇ · uα = (γ − 1)

[
Qα −∇ · hα −Πα : ∇uα

+ SEα − uα · Smα
+

1

2
u2αSρα

]
, (2.54)

∇×E = −∂B

∂t
, (2.55)

∇×B = µ0J, (2.56)

∇ ·B = 0. (2.57)

The detailed derivation to get from Equations (2.40) - (2.42) to Equations (2.52) - (2.54) is presented
in Appendix B.

2.4 Background-Fluid MHD Model with Kinetic Ion Cou-
pling

Equations (2.52) - (2.57) hold, without making any assumptions on the composition of the plasma,
since each species in the plasma has its own set of equations. In this section, a more specific
background-fluid MHD model will be derived, which describes the time evolution of the background
plasma as a single fluid interacting with the kinetic ions. The background-fluid MHD model that
is derived has not been derived or implemented in JOREK before.

To do this, the considered plasma is described in more detail first, after which some assumptions are
introduced. Then, the equations for the background ions and electrons are combined to describe
their conjoint evolution as a single fluid. The steps taken to get to the background-fluid model
are briefly presented in this section. For a more detailed, step-by-step derivation of each of the
equations, the reader is referred to Appendix C.

2.4.1 Background-Fluid Composition and Definitions

To successfully describe the background plasma as a single fluid, it should be well defined what its
composition is. Furthermore, the background-fluid variables should be related to the underlying
properties of the background ions and electrons.

The plasma of interest consists of a background plasma – consisting of electrons and a fully ionized
ion species – that is described as a fluid. Furthermore, the plasma contains kinetic ions – or more
accurately, kinetic particles as they can also be neutral. The described plasma thus contains the
species:

• (background) electrons (α = e);
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• fully ionized background ions (α = i);

• kinetic ions (α = k0, k1, ... , kZ),

where Z is the atomic number of the injected ion species.3 For the kinetic ions, the superscript
corresponds to a charge state. Each charge state j is a different species α = k(j), since each species

has a unique charge q
(j)
k equal to j ∗ e where e is the elementary electron charge. This means the

considered system consists of two background species, and Z + 1 kinetic species, each with their
corresponding mass, charge, number density, mass density, etc., as defined by Equations (2.7) -
(2.14).

The total charge density and current density for this specific plasma composition, given in general
by Equations (2.16) and (2.17), are given by

σ ≡
∑
α

σα = σe + σi +

Z∑
j=0

σ
(j)
k , (2.58)

J ≡
∑
α

σαuα = σeue + σiui +

Z∑
j=0

σ
(j)
k u

(j)
k . (2.59)

To simplify, the kinetic ion species will be combined into one species α = k by defining some total
and average quantities of all the kinetic ion species combined. Specifically,

nk ≡
Z∑
j=0

n
(j)
k , (2.60)

ρk ≡
Z∑
j=0

ρ
(j)
k = mk

Z∑
j=0

n
(j)
k = mknk, (2.61)

σk ≡
Z∑
j=0

σ
(j)
k =

Z∑
j=0

n
(j)
k q

(j)
k , (2.62)

qk ≡
∑Z
j=0 n

(j)
k q

(j)
k∑Z

j=0 n
(j)
k

=
σk
nk
, (2.63)

Jk ≡
Z∑
j=0

σ
(j)
k u

(j)
k , (2.64)

are the total kinetic ion number density (nk), mass density (ρk), charge density (σk) and current
density (Jk), and the average kinetic ion charge (qk). Note that the mass of every kinetic species is
equal to mk. This is only true if all the kinetic ion species are assumed to have the same atomic mass.
By making this assumption, the model is limited to the inclusion of only one element of kinetic

3To distinguish different types of atoms, a different letter should be used for each atom type (e.g. H0, H1, Ne0,
Ne1, ..., Ne10, Ar0, Ar1, ..., Ar18) since each species has its own mass and charge. However, for now, only one
atom type is described kinetically per simulation. Hence, all the kinetic ion species have mass mk and they are only
distinguished by their charge state.
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particles. Although this is not a necessity, and the derivation can be continued using a generic
mass, the assumption is used is this thesis to simplify the derivation for this first implementation.
Furthermore, the assumption neglects the mass difference due to the difference in the number of
bounded electrons, which is consistent with the approximations that will be presented in Section
2.4.2.

Using the definitions given by Equations (2.60) - (2.64) to describe the kinetic ions, the total charge
density and total current density given in Equations (2.58) and (2.59) simplify to

σ = σe + σi + σk = 0, (2.65)

J = σeue + σiui + Jk. (2.66)

Next, the background-plasma quantities are used to reduce the number of unknowns, by replacing
the electron and background-ion quantities with a single set of background-plasma quantities. These
are then used to rewrite the multi-fluid MHD model of Equations (2.52) - (2.57) to a background-
fluid MHD model. The background-fluid quantities used as variables in the model are given by

ρb ≡ ρe + ρi (2.67)

ub ≡
ρeue + ρiui
ρe + ρi

(2.68)

pb ≡ pe + pi (2.69)

which are referred to as the background-fluid mass density (ρb), center-of-mass velocity (ub) and
pressure (pb). Together with the variable J, they form the set of unknown fluid variables for the
background-fluid model.

2.4.2 Approximations

To simplify the transformation from the multi-fluid model to the background-fluid model some ap-
proximations are made. First of all, the electron mass density is assumed to be negligible compared
to the mass density of the background ions, i.e.,

ρe � ρi. (2.70)

Using quasi-neutrality, this limit is rewritten to an upper limit on the ratio of the number densities
of the kinetic ions and the background ions:

nk
ni
�
(
− qe
qk

mi

me
− qi
qk

)
≈ − qe

qk

mi

me
. (2.71)

This assumption is satisfied as long as the kinetic ions are not adding a significant electron mass
density to the total background plasma mass density. Furthermore, it is assumed that the absolute
difference in velocities is small compared to the absolute velocity, i.e.,

|ue − ui| � |ui|. (2.72)
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This assumption is made based on the argument that both the electron flow velocity and the
background-ion flow velocity are dominated by the same E×B term. Combined with the previous
assumption on the mass densities, this has as a consequence that the momentum of the background
fluid is carried by the ions.

Using these assumptions, the background-fluid variables are simplified. The background-plasma
mass density (ρb) and center-of-mass velocity (ub) simplify to4

ρb ≡ ρe + ρi ≈ ρi, (2.73)

ub ≡
ρeue + ρiui
ρe + ρi

≈ ui. (2.74)

The electron velocity is expressed in fluid terms by using the definition for the total current J as
given by (2.66) together with quasi-neutrality, i.e.,

ue = −σi
σe

ub +
1

σe
(J− Jk) . (2.75)

Given the background-fluid variable definitions and Equations (2.52) - (2.54), the background-fluid
model with coupling to the kinetic ions is derived. The general procedure is now presented. A
step-by-step derivation is presented in Appendix C.

2.4.3 Deriving the Background-Fluid Model

To get from the multi-fluid equations to the background-fluid model, the multi-fluid equations are
combined and rewritten to describe the evolution of the background fluid. Four different equations
are derived in this section, describing the evolution of the mass density, center-of-mass velocity,
and pressure of the background fluid, as well as an expression for the electric field based on the
background-fluid variables.

Mass Density Equation

The background-fluid mass density equation is given exactly by the sum of the mass density equation
for electrons and ions. This results in

∂ρb
∂t

+∇ · ρbub = Sρb (2.76)

where Sρb = Sρe + Sρi is the total background-fluid mass density source.

Momentum Equation

The background-fluid momentum equation is obtained by summing the momentum equation for
the electrons and background ions. The first term of the electron momentum equations is negligible
compared to that of the background-ion momentum equation, due to the assumption given by
Equations (2.70) and (2.72). The electric-field term is further simplified by using quasi-neutrality.

4The relation between the background-fluid variables and the electron and background ion variables can also be
derived by exploiting the inverse of Equations (2.65)-(2.69), as seen in Equation (1.132) of [29]. However, these
expressions are much more complex for the background-fluid model than they are for the single-fluid MHD model.
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Furthermore, the σαuα × B terms are simplified by substituting in Equation (2.66). Finally, due
to the conservation of momentum, the sum of all momentum transfers due to collisions must equal
zero, e.g.,

∑
α

Rα =Re + Ri + Rk = 0, (2.77)

Re + Ri = −Rk, (2.78)

with

Rk ≡
Z∑
j=0

R
(j)
k =

∫
mαvαCk dv. (2.79)

For the last expression, Equation (2.25), (2.46) and (2.50) are used. The resulting background-
plasma momentum equation is given by

ρb

(
∂ub
∂t

+ ub · ∇ub

)
= −∇pb + (J−Jk)×B−∇ ·Πb−Rk − σkE + Sub , (2.80)

where Sub ≡ Sme
+ Smi

− ueSρe − ubSρi is the total source of background-fluid momentum, and
Πb ≡ Πe + Πi is the an-isotropic part of the background-fluid stress tensor. The parts in red are
additional terms when comparing the background-fluid model to the more conventional single-fluid
model found in [28] and [29]. Those terms represent the coupling between the kinetic ions and the
background fluid. Collecting the coupling terms, the equation is rewritten to

ρb

(
∂ub
∂t

+ ub · ∇ub

)
= −∇pb + J×B−∇ ·Πb + Sub−Jk ×B− σkE−Rk, (2.81)

ρb

(
∂ub
∂t

+ ub · ∇ub

)
= −∇pb + J×B−∇ ·Πb + Sub−fk, (2.82)

where

fk = Jk ×B + σkE + Rk (2.83)

is the interaction force density acting on the kinetic particles. At first glance, the coupling terms
given in red seem explicable. The momentum added to the kinetic ions due to collision with the
background plasma (Rk) should be removed from the background plasma which is a logical result
of momentum conservation.

Furthermore, the momentum added to the kinetic ions due to the Jk × B force should also be
removed from the background plasma since the term J × B represents the force exerted by the
magnetic field on the total current J. Thus, to get the net magnetic force acting on the background
fluid, the magnetic force on the kinetic ions should be deducted.

Lastly, any forces of the electric field on the total system should be canceled due to quasi-neutrality.
Therefore, the electric force on the kinetic ions and background fluid should be equal but in opposite
direction, explaining the σkE term.
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Ohm’s Law

By rewriting the momentum equation for electrons in terms of background-fluid variables, an ex-
pression for the electric field is found. Since the electron momentum is assumed to be negligible
compared to the ion momentum, the change in the electron momentum will also be negligible. Con-
sequently, the sum of all the other terms in the electron momentum equation should be negligible.
Rewriting the resulting equation gives an equation for the electric field as

E =
σi
σe

ub ×B− 1

σe
[(J−Jk)×B−∇pe −∇ ·Πe+Re + Sue ] (2.84)

where Sue ≡ Sme
− ueSρe . Note that Re is red, even though this term is also present in the

single-fluid derivation. However, whereas the electrons only collide with the background ions in the
single-fluid model, they also collide with the kinetic ions in the background-fluid model. This is
considered later.

Pressure Equation

The background-fluid pressure equation is obtained by summing the electron and ion pressure
equations. It is then simplified by using the assumption given by Equation (2.72), and pb = pe+pi.
The resulting equation is given by

∂pb
∂t

+ ub · ∇pb + γpb∇ · ub = (γ − 1)[Qb −∇ · hb −Πb : ∇ub + Spb ] (2.85)

where Qb ≡ Qe + Qi is the total heat generated/lost by the background-fluid due to collisions,
hb ≡ he + hi is the total background-fluid heat flux, and Spb ≡ SEe + SEi − ue · Sme − ui · Smi

+
1
2u

2
eSρe + 1

2u
2
iSρi is the total background-fluid energy source.

2.4.4 Simplifying the Background-Fluid Model

Combining Equations (2.76), (2.82), (2.84), and (2.85) together with Maxwell’s equations results
in the full background-fluid model with kinetic ion coupling, given by

∂ρb
∂t

+∇ · (ρbub) = Sρb , (2.86)

ρb

(
∂ub
∂t

+ ub · ∇ub

)
= −∇pb + J×B−∇ ·Πb−fk + Sub , (2.87)

∂pb
∂t

+ ub · ∇pb + γpb∇ · ub = (γ − 1)[Qb −∇ · hb −Πb : ∇ub + Spb ], (2.88)

E =
σi
σe

ub ×B− 1

σe
[(J−Jk)×B−∇pe −∇ ·Πe+Re + Sue ] , (2.89)

∇×E = −∂B

∂t
, (2.90)

∇×B = µ0J, (2.91)

∇ ·B = 0, (2.92)

where the source terms are defined as
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Sρb ≡ Sρe + Sρi , (2.93)

Sub ≡ Sme
+ Smi

− ueSρe − ubSρi , (2.94)

Sue ≡ Sme
− ueSρe , (2.95)

Spb ≡ SEe + SEi − ue · Sme
− ub · Smi

+
1

2
u2eSρe +

1

2
u2bSρi . (2.96)

As a next step, some terms are neglected, simplified, or approximated by a model. A dimension
analysis to estimate the order of magnitude of some of the parameters is presented in [28]. Based on
that analysis, some terms can be neglected compared to others. First of all, ∇·Πe < ∇·Πi � ∇pb
as long as the plasma is collision dominated [28]. This assumption is satisfied for a cold plasma but
is never satisfied for a viable fusion plasma. However, as mentioned in [28], the parts of the MHD
model that are not valid because of violation of the assumption are not directly involved in most
phenomena of interest. Furthermore, it is argued that the terms Πb : ∇ub � ∂pb

∂t as long as the
ion collision relaxation timescale is large enough so that the plasma is not dominated by resistive
diffusion [28]. Additionally, the full expression used for the average electron velocity ue in Equation
(2.89) is substituted for the cruder assumption ue ≈ ui, resulting in

(
σi
σe

ub −
1

σe
(J−Jk)

)
×B = −ue ×B ≈ −ub ×B. (2.97)

Furthermore, ∇ · h is modeled by ∇ · (κ∇pb/nb), where κ is the heat diffusion tensor. The model
used for Re is given by

Re = −σeηJ, (2.98)

with a slightly altered definition for the resistivity than is conventional in the single-fluid model:

η ≡ −
√
me ln Λcqeqeff

6
√

2ε20(πkBTe)3/2
, (2.99)

where ln Λc is the Coulomb logarithm (typically between 10 and 20), and qeff is the effective charge
of all ions in the plasma defined as

qeff =
niq

2
i +

∑Z
j=0 n

(j)
k q

2(j)
k

niqi + nkqk
. (2.100)

Finally, Qb is approximated by
Qb ≈ −Wk + ub ·Rk (2.101)

where

Wk ≡
∫

1

2
mkv

2Ck dv (2.102)
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is the kinetic energy transfer due to collisions. The derivation for the models for Re and Qb are
discussed in Appendix D.

These presented approximations and models are substituted into the set of full background-fluid
MHD equations to get the simplified background-fluid model, given by

∂ρb
∂t

= −∇ · (ρbub) + Sρb , (2.103)

ρb
∂ub
∂t

= −ρbub · ∇ub −∇pb + J×B−fk + Sub , (2.104)

∂pb
∂t

= −ub · ∇pb − γpb∇ · ub + (γ − 1)[−Wk + ub ·Rk −∇ · (κ∇
(
pb
nb

)
) + Spb ], (2.105)

E = −ub ×B + ηJ +
1

σe
∇pe, (2.106)

∇×E = −∂B

∂t
, (2.107)

∇×B = µ0J, (2.108)

∇ ·B = 0. (2.109)

This set of equations is at the basis of the simulations in this thesis. The terms in red are the terms
that differ from the single-fluid model and depend on the kinetic ions. These terms thus govern the
coupling between the kinetic ions and the background plasma. Note that the coupling terms in the
momentum equation and energy equation are based on momentum and energy conservation, i.e.,
all the momentum added to the kinetic ions is taken from the background fluid momentum, and all
the energy transferred to the kinetic ions due to collisions is taken from the background-fluid.

Starting from the Boltzmann equation and Maxwell’s equation, Equations (2.103) - (2.109) have
been derived to describe the evolution of the background fluid including coupling terms describing
the interaction with the kinetically simulated particles. The coupling terms found in this new model
contain the coupling terms found in previously implemented partial coupling schemes. However,
the new model contains additional coupling terms that have not been derived or implemented in
JOREK before, making the description of the interaction of the fluid and the kinetic particles more
extensive. Before the model can be implemented in JOREK, it is reformulated to be compatible
with the JOREK model.
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JOREK Model

JOREK is a non-linear 3D MHD code initially developed in 2002 by G.T.A. Huijsmans. Twenty
years later it has grown to one of the leading simulation codes in the world in simulating large-
scale plasma instabilities in realistic divertor tokamak plasmas. The simulation code is described
as “a massively parallel fully implicit non-linear extended magneto-hydrodynamic (MHD) code for
realistic tokamak X-point plasmas” [20, p. 2]. Twenty years of development can impossibly be
discussed in this thesis, and thus this chapter will focus on the additions done to the code rather
than presenting the complete framework. Additionally, some key features of the code that are
deemed necessary for the comprehension of this thesis are presented in this chapter. For further
details on the JOREK code, the reader is referred to the JOREK overview paper [20].

At the basis of the JOREK code is a set of normalized non-linear MHD equations. The MHD
equations in JOREK are formulated slightly different than the background-fluid model given by
Equations (2.103) - (2.109), so as a first step the background-fluid model is rewritten to be consistent
with the JOREK formulation in Section 3.1.

Furthermore, the model used in JOREK is normalized to improve the numerical stability and the
performance of JOREK. To which parameters it is normalized, and how this is done is further
discussed in Section 3.2, after which the background-fluid model is normalized in a similar fashion.

To optimize computation times, the JOREK code solves the reduced MHD equations – although a
full MHD model is also available. The reduced MHD equations get their name from reducing the
dimensions of the problem by making some assumptions. The exact reductions are presented in
Section 3.3. After that, in Section 3.4, the model that is implemented in JOREK to estimate the
resistivity of the plasma is discussed.

Afterward, the temporal and spatial discretization of JOREK is discussed. JOREK uses 2-D finite
elements to discretize the poloidal plane. This discretization can be extended to a 3-D discretization
by using a Fourier expansion in the toroidal direction [20]. However, for this thesis, the third
dimension is not considered and all fluid variables are assumed constant in the toroidal direction.
The finite-element method (FEM) is a popular numerical method for solving partial differential
equations in engineering and mathematical physics. The details of the FEM will not be discussed
extensively in this report. For a basic description of the FEM, the reader is referred to [31]. A brief
description of an essential step for the FEM – the derivation of the weak form of the background-
fluid model – is given in Section 3.5.
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To discretize time, JOREK has the option to choose between a Crank-Nicolson scheme, or a Back-
ward Differential Formula (BDF2, or Gears scheme). A brief description of these time-stepping
schemes will be presented, revealing some undesirable properties the implementation of the new
energy-conserving coupling scheme. To improve the time stepping, a new scheme is derived and
implemented in JOREK as part of the work of this thesis. The derivation of this time-stepping
scheme is also presented in Section 3.6.

Lastly, the architecture of the JOREK code is discussed, by presenting and discussing a schematic
overview of the steps of a JOREK simulation in Section 3.7. A pseudo-code of such a simulation is
given in Appendix F.

3.1 Reformulation

The JOREK model is formulated slightly differently than the background-fluid model given by
Equations (2.103) - (2.109). For consistency, the background-fluid model is reformulated to match
the JOREK formulation. First of all, JOREK uses the temperature instead of the pressure as a
fluid variable. So, the pressure equation of species α is rewritten using

pα = nαkBTα. (3.1)

To rewrite the background-fluid pressure equation into a temperature equation, the background
temperature is defined as

kBTb ≡
pb
nb

=
pbmi

ρb
, (3.2)

i.e., the background-fluid temperature is the temperature that a hypothetical species would have
if it had a density and pressure equal to the background-fluid density and pressure. Combining
Equations (2.69), (3.1) and (3.2), the temperature is related to the background-ion and electron
temperature as

Tb =
ne
ni
Te + Ti. (3.3)

In this thesis the single-temperature model is used for the background fluid, meaning a single energy
equation is used to calculate the background temperature. A two-temperature model would allow
for a separate evolution of the electron energy and ion energy, which allows for a more precise
coupling of sources and sinks of ion or electron energy. Although it was shown that treating the
two temperatures separately can have a big effect on the plasma evolution [17], it is postponed for
now to simplify the implementation of the model.

To convert the background-fluid temperature and pressure back to the temperature and pressure of
the electrons and background ions, it is assumed that the pressure of the electrons and background
ions are equal. This implies that the electrons added to the background plasma by the kinetic ions
do not add any energy or pressure to the background fluid. As a result, the background temperature
and pressure are linked to that of the electrons and background ions as
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pb = 2pi = 2pe, (3.4)

Tb = 2Ti = 2
ne
ni
Te. (3.5)

Furthermore, JOREK uses a vector potential notation for the magnetic field B. Specifically, the
magnetic field is decomposed into two parts. The first part is a constant toroidal magnetic field.
The second part gives the poloidal magnetic field and the non-constant part of the toroidal magnetic
field and is described by a vector potential (A), defined such that

B ≡ F∇φ+∇×A, (3.6)

where F (ψ) = RBφ is constant in time. In principle, the constant toroidal component of the
magnetic field could have been included in the definition of the vector potential, but to improve
the numerical stability, the constant toroidal component of the magnetic field is taken out of the
vector potential [20]. As a result of this notation, Gauss’ law for the magnetic field is automatically
satisfied, since

∇ ·B = ∇ · (F∇φ) +∇ · (∇×A) = 0. (3.7)

Substituting the definition for B into Faraday’s law given by equation (2.107) and rewriting it,
gives an expression for the evolution of A as

∂A

∂t
= −E−∇Φ, (3.8)

where Φ is an arbitrary integration constant since ∇ × ∇Φ = 0 for any scalar. Finally, E is
substituted using Equation (2.106), making Equation (2.106) abundant.

Then, the model is rewritten so that the highest moments of the kinetic quantities are used. Since
an error is introduced each time the kinetic quantities are calculated, directly calculating the highest
moment is more precise than multiplying multiple lower order quantities. Specifically, nkqk = σk
is substituted. The background-fluid velocity symbol ub is substituted by the symbol V to better
match the JOREK notation. Furthermore, for now, the source terms are set to zero (although
later on radiation, ionization, and ohmic heating are added as sinks and/or sources in the energy
equation). Using these substitutions, the background-fluid model consistent with a (simple version
of) the JOREK model is rewritten to
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∂ρb
∂t

=−∇ · ρbV, (3.9)

ρb
∂V

∂t
=− ρbV · ∇V −∇(

ρb
mi

kBTb) + J×B−fk, (3.10)

∂( ρbmi kBTb)

∂t
=−V · ∇(

ρb
mi

kBTb)− γ
ρb
mi

kBTb∇ ·V

+ (γ − 1)

[
−Wk + V ·Rk −∇ · (κ∇(kBTb))

]
, (3.11)

∂A

∂t
=V ×B− ηJ− 1

σe
∇pe − F0∇u, (3.12)

B =F∇φ+∇×A, (3.13)

∇×B =µ0J. (3.14)

Note that JOREK has developed additional models to accurately describe plasma physics phe-
nomena such as neoclassical transport, turbulent transport, and diamagnetic flows. Furthermore,
JOREK uses computational terms that are non-physical but help to improve stability. Although
the model given by Equations (3.9) - (3.14) captures the important physics of this thesis, the actual
model used is based on the more extensive model already implemented in JOREK. More information
on that model can again be found in the JOREK overview paper [20].

3.2 Normalization

The JOREK model is normalized to improve the numerical stability. To normalize the background-
fluid model, all quantities are rewritten as XSI = X0X

∗, where XSI is the quantity in SI units, X∗

is the normalized quantity and X0 is the normalization constant. Then, by setting a given number
of normalization constants, all the other normalization constants can be chosen such that they
cancel in the equations. For JOREK, the normalization constants that are set are R0, B0, q0, ρ0,
and m0 which normalize space, the magnetic field, charge, mass density, and the mass respectively.
Where possible, the other normalization constants are chosen to cancel constants such as (γ − 1),
kB , and µ0.

As a simple example, Ampere’s law is normalized. The normalized variables are substituted into
Ampere’s law, e.g.,

∇×B0B
∗ = µ0J0J

∗. (3.15)

This is equal to
∇×B∗ = J∗ (3.16)

if the current density normalization constant is chosen as J0 = B0/µ0. Similarly, the other quantities
of the model are normalized (see Appendix E for a list of all the normalization constants). In
JOREK, the chosen normalization constants are set to B0 = 1, R0 = 1, m0 = mi, ρ0 = ρb0 and
q0 = e, where e is the elementary charge and typically mi is the mass of the background ions and
ρb0 is the central mass density of the background ions. Setting five normalization constants results
in an over-defined normalization, which introduces a normalization parameter τ = mi/(

√
µ0ρ0e).

This constant, which is the ratio of the ion gyro-period over the Alfvén time, usually has a small
value (order of 10−2-10−3 for a machine the size of ITER, and scaling as 1/R). For readability,
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any quantity X represents a normalized quantity from this point onward. The corresponding SI
quantity is given by XSI .

The normalized background-fluid model is given by

∂ρb
∂t

= −∇ · ρbV, (3.17)

ρb
∂V

∂t
= −ρbV · ∇V −∇(ρbTb) + J×B−fk, (3.18)

∂(ρbTb)

∂t
= −V · ∇(ρbTb)− γρbTb∇ ·V−Wk + (γ − 1)V ·Rk −∇ · (κ∇Tb), (3.19)

∂A

∂t
= V ×B− ηJ− τ

σe
∇pe − F0∇u, (3.20)

B = F0∇φ+∇×A, (3.21)

∇×B = J. (3.22)

3.3 Reduced MHD

To reduce the computation costs and memory requirements of MHD simulations, a reduced MHD
model is often used. Such a model is computationally cheaper because it reduces the number of
unknown variables by making specific assumptions [20]. The ansatz used to derive the reduced
MHD model of JOREK is that the magnetic field can be written as

B = F0∇φ+∇ψ ×∇φ, (3.23)

which has a direct consequence that

A = ψ∇φ. (3.24)

The ansatz states that in the toroidal direction the magnetic field is given by Bφ = F0/R, where
F0 is constant in space as well as time. In the poloidal direction, it is given by the gradient of the
scalar potential ψ. Given the ansatz of Equation (3.23), the velocity is given. Namely, by taking the
cross product of Equation (3.20) with ∇φ (and neglecting the resistivity, the poloidal component
of B and the diamagnetic drifts), the poloidal component of the velocity can be written as

VP = −R2∇u×∇φ, (3.25)

where u ≡ Φ/F0 and VP ≡ (eφ×V)×eφ [20]. By neglecting the other terms, this poloidal velocity
is determined completely by the E ×B effects. Since for many scenarios the flow is not purely in
the poloidal direction, a parallel component of the velocity is added to the model defined as v‖B.
The total velocity in the reduced MHD model is thus given by

V = v‖B−R2∇u×∇φ. (3.26)
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The combination of the new definition for the velocity and the magnetic field concludes the reduced
MHD model. In the reduced MHD model the three unknown components of the magnetic field are
rewritten to one unknown component (ψ), and the three unknown components of the velocity are
rewritten to include only two unknown components (a parallel component v‖, and a velocity stream
function u).

Lastly, using Equations (3.8) and (3.24) and the definition for u, the electric field is rewritten to

E = −∂ψ
∂t
∇φ− F0∇u. (3.27)

Hence, in reduced MHD the electric field is given based on the background-fluid velocity and the
magnetic field and is no longer an extra independent variable.

3.4 Resistive Terms

Two resistive terms are considered in the background-fluid model. The first term is the one in the
induction Equation (3.20). The second term has not yet been introduced and represents ohmic
heating. Ohmic heating converts magnetic energy to thermal energy. It is added to the energy
equation as a source term given by ηJ2. To include these terms correctly in the background-fluid
model, the background-plasma resistivity is reviewed.

Multiple models have been implemented in JOREK to approximate the resistivity of the plasma.
A first approximation is to use a constant resistivity. However, this is a very crude approximation
that can be improved easily by including the dependence of the plasma resistivity on the electron
temperature. This temperature-dependent resistivity in JOREK is given by

η(T ) =
η0

(Te/Te0)3/2
=

η0
(Tb/Tb0)3/2

, (3.28)

where Te0 is the central electron temperature at which the plasma resistivity would be η0 and
Tb0 = 2Te0.

In the background-fluid model, two important changes in the plasma resistivity are included. First
of all, the plasma resistivity depends on the effective charge. The dependence is taken similar to the
one used in the benchmark simulation in [26] so that the results can be compared. The correction
in the plasma resistivity due to the effective charge is given by the coefficient

C(Zeff ) = 0.445Zeff
1 + 1.198Zeff + 0.222Z2

eff

1 + 2.966Zeff + 0.753Z2
eff

, (3.29)

where the factor 0.445 normalizes the coefficient so that it is unity for an effective charge of one.

The second change comes from the altered definition for the electron temperature given by Equation
(3.5). Using these additional dependencies for η, the background-plasma resistivity is given by

η(Tb, nb, Zeff ) = C(Zeff )
η0

(Te/Te0)3/2
= C(Zeff )

η0
(Tb/T0)3/2

(
ne
nb

)3/2

. (3.30)
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Finally, JOREK includes a threshold temperature below which the plasma resistivity is kept con-
stant to prevent the resistivity from becoming nonphysically large. Since the additional terms could
still make the plasma resistivity larger, even if the minimum temperature has been reached, the
resistivity is kept constant at the value that it would have at the minimum temperature without
the extra terms, i.e.,

ηmax =
η0

(Te,min/Te0)3/2
=

η0
(Tb,min/Tb0)3/2

(3.31)

η = max(η(Tb, nb, Zeff ), ηmax), (3.32)

where Te,min is the threshold electron temperature, Tb,min = 2Te,min and ηmax is the upper limit
on η.

3.5 Weak Form

JOREK uses the FEM to discretize space. At the basis of the FEM, is the projection of physical
parameters onto a finite element representation. What this means is that each variable has a
value at a discrete set of positions (the grid points), and all values in between the grid points are
essentially an interpolation of the values at the grid point using so-called basis functions, i.e.,

X(r, t) ≈ X̃(r, t) ≡
∑
i

Xi(t)Hi(r). (3.33)

where X is the physical variable, X̃ is its finite element projection, i is the index indicating a
grid-point, Xi is the value of X at grid-point i, and Hi(x) is the basis function corresponding to
grid-point i, defined is such a way that it is unity on grid-point i, and zero on all other grid-points

An additional essential ingredient of the FEM is the use of the weak form of equations. The weak
form of an equation is obtained by multiplying the equation with an arbitrary test function v and
integrating it over the domain. The test function v has to satisfy the essential boundary conditions.
Furthermore, the weak form of the equation has to be satisfied for any admissible test function v.
One of the advantages of using the weak form of an equation is that it can be rewritten to get rid
of second-order derivatives using integration by parts and specifying the boundary integral.

Without going into too much detail, the FEM exploits the weak formulation of the model combined
with the finite element projection of the fluid variables given by Equation (3.33). Combining the
two, the set of (time-discretized) differential equations is transformed into a finite system of linear
equations with separate equations for the evolution of the fluid variables on each grid point.

Since the background-fluid model only has a few new terms compared to the model already imple-
mented in JOREK, only the finite element protection and weak form of the extra terms are derived.
The finite element projection will be discussed in Section 4.5, since it is there where the fully kinetic
description of the particles is transformed to a finite element representation to be coupled back to
the background-fluid model. The derivation of the weak form of the coupling terms is discussed in
this section.

The extra term in the momentum equation is given by −fk, and in the energy equation is given
by −Wk + (γ − 1)V ·Rk. To derive the weak form, each equation is multiplied by a test function
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v∗ and integrated over the volume V , where v∗ is an arbitrary test function. In JOREK, the
infinitesimal volume segment dV is rewritten to R dφX(s, t) dsdt where X(s, t) is the Jacobian for
transformation from the global (R,Z) coordinates to local (s, t) coordinates used in a finite-element.
However, for readability, it will not be simplified further than dV

An important choice for the model in JOREK is the choice for the test functions. For the scalar
equations, this choice is trivial, and can just be written as the test function v∗. However, for the
momentum equation, which is a vector equation, this is different. Since the velocity was reduced
to be described by two unknowns, only two equations are required. By taking the projection of the
momentum equation on a test function of choice, this is achieved. The projections that are used
are the component of the momentum equation parallel to the magnetic field and the component in
the poloidal plane. These are obtained by taking the dot product with the test functions v∗B and
R2(∇v∗ ×∇φ) respectively.

Momentum Equation

The extra term −fk in the weak form of the parallel momentum equation is obtained by taking the
dot product with the test function v∗B. This results in5

∫
−fk ·Bv∗ dV, (3.34)∫
−fk · (F0∇φ+∇ψ ×∇φ)v∗ dV, (3.35)∫
−v
∗

R

(
F0f

φ
k + fRk ∂Zψ − fZk ∂Rψ

)
dV. (3.36)

To get the extra term in the perpendicular momentum equation, the dot product is taken with the
test function R2(∇v∗ ×∇φ) resulting in

∫
−fk ·R2(∇v∗ ×∇φ) dV, (3.37)∫
−R(fRk ∂Zv

∗ − fZk ∂Rv∗) dV. (3.38)

Energy Equation

To get the weak form of the extra terms in the energy equation, they are multiplied by the test
function v∗.

∫ (
−Wk + (γ − 1)V ·Rk

)
v∗ dV. (3.39)

Then, it is rewritten using the definition for the velocity given in Equation (3.26). In vector notation,
this has the (R,Z, φ) components

5In cylindrical coordinates the gradient is defined as ∇ ≡ ( ∂
∂R

eR,
∂
∂Z

eZ ,
1
R

∂
∂φ

eφ)
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V =
1

R

 v‖∂zψ −R2∂Zu
−v‖∂Rψ +R2∂Ru

v‖F0

 . (3.40)

Hence, the extra terms in the energy equation are

∫ (
−Wkv

∗ + (γ − 1)v∗
[
v‖

R

(
∂ZψR

R
k − ∂RψRZk + F0R

φ
k

)
−R(∂ZuR

R
k − ∂RuRZk )

])
dV.

(3.41)

3.6 Temporal Discretization

To solve the partial differential equations of the background-fluid model, the time derivatives have
to be discretized. However, the previously implemented Gears time-stepping scheme has shown
bad initial energy conservation for coupled kinetic simulations. To solve this problem a new hybrid
time-stepping scheme is proposed in this section. For a detailed description of the previously
implemented temporal discretization schemes of JOREK, the reader is referred to [20]. For a more
general description of time-discretization schemes, the reader is referred to [32].

To explain the temporal discretization used in JOREK, consider a first-order ordinary differential
equation of the form

∂X(x)

∂t
= F(x, t), x(t = 0) = x0. (3.42)

A general consistent two-step-time-discretization method is given by

(1 + ξ)Xn+1 − (1 + 2ξ)Xn + ξXn−1 = h[θFn+1 + (1− θ + φ)Fn − φFn−1], (3.43)

where h is the time-step size, the notation xn ≡ x(t = nh) is introduced, and ξ, θ and φ can be
any arbitrary real number [32]. To guarantee at least second-order accuracy from the scheme, the
parameters are related by

φ = ξ − θ +
1

2
. (3.44)

The time-stepping schemes used in JOREK are the BDF2 (Gears) and Crank-Nicolson scheme,
obtained by choosing (ξ, θ, φ) as ( 1

2 , 1, 0) and (0, 12 , 0) respectively. Note that the Crank-Nicolson
scheme belongs to the subset of linear one-step methods, with ξ = φ = 0, given by

Xn+1 −Xn ≡ δXn+1 = h[θFn+1 + (1− θ)Fn]. (3.45)

The right-hand side variable Fn+1 is approximated by taking the first-order Taylor expansion around
tn as
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Figure 3.1: The exact solution to Equation (3.47) is compared to the solution obtained
using the Crank-Nicolson the Gears time-stepping schemes in the left figure. The Gears
time-stepping scheme is used with two different time-step sizes, dt = 1 and dt = 2. The right
figure shows the error of the different time-stepping schemes over time. Whereas the Crank-
Nicolson scheme introduces no error, the Gears scheme introduces an error that decreases
over time. The larger the time step size, the longer it takes for the error to decrease.

Fn+1 = Fn + δx · ∂
∂x

Fn. (3.46)

The Gears time-stepping scheme and the Crank-Nicolson time-stepping scheme that have previously
been used for coupled kinetic simulations in JOREK both have their advantages and disadvantages.
The Crank-Nicolson time-stepping scheme has the advantage that it is perfectly energy conserv-
ing, whereas the Gears scheme is not guaranteed to conserve energy for increasing time step sizes.
However, the Crank-Nicolson time-stepping scheme is only marginally stable and sensitive to non-
linearities [33]. The Gears scheme on the other hand is unconditionally stable. To illustrate this
point, both schemes are used to calculate the solution to the simple equation

∂y

∂t
= δ(t− 4). (3.47)

The analytical solution to this differential equation is a translated Heaviside step function that is
zero for t < 4 and unity for t ≥ 4. The results shown in Figure 3.1 show that the Crank-Nicolson
scheme matches the analytical solution within one time step. Thus, at no discrete time is there
any error (i.e. it would be perfectly energy-conserving if y would be some sort of energy). The
Gears scheme on the other hand shows a more gentle increase toward the new value, introducing
an initial error (i.e. energy deviation) in the result. For larger time step sizes it takes longer for the
time-stepping scheme to approach the analytical solution. This example nicely illustrates both the
advantages and disadvantages of both schemes. Whereas the Crank-Nicolson scheme has perfect
energy conservation, it is sensitive to sharp changes that could be introduced because of noise or
other numerical reasons. This could in turn trigger instabilities. The Gears scheme shows a more
gentle response to such changes but at the cost of introducing an energy deviation.

The initial error introduced after sudden changes when using the Gears time-stepping scheme has
been observed in previous coupled kinetic simulations in JOREK. However, thus far the energy
deviation has not been addressed successfully yet.
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In the background-fluid model, it is desirable to use a time-stepping scheme that is energy conserving
because the proposed coupling scheme for the background-fluid model is inherently based on energy
and momentum conservation between the particles and the background fluid. However, the stability
of the Gears scheme is also favorable. To solve this issue, a hybrid time-stepping scheme is proposed
where the coupling terms are discretized in time using a Crank-Nicolson scheme (and are thus energy
conserving), whereas the rest of the background fluid uses the Gears scheme. Thus, to solve the
initial energy deviation of the Gears time-stepping scheme, a new hybrid time-stepping scheme is
proposed.

3.6.1 Hybrid Time-Stepping Scheme

The goal is to derive a time-stepping scheme that discretizes the kinetic coupling terms using the
energy-conserving Crank-Nicolson scheme, whilst discretizing the rest of the fluid terms using the
more stable Gears scheme. To achieve this, the two types of terms are separated. The fluid terms
are given by F and the kinetic coupling terms are given by K. In the energy equation, the coupling
term V ·R consists of both a kinetic term, as well as a fluid variable. To deal with these combined
terms, all kinetic terms are written as a multiplication of fluid variables and kinetic terms as C K.
C is set to unity if a term only depends on the kinetic particles.

The symbol C is used because the fluid variables in these terms are assumed to be constants so
that they can be taken out of time integrals. It is taken constant at a value averaged between n
and n + 1, consistent with the rest of the time-stepping scheme as C = θCn+1 + (1 − θ)Cn. The
general contribution of the kinetic coupling terms to the evolution of the unknown vectors (in a
Crank-Nicolson scheme) is given by

δXn+1 =
(
θCn+1 + (1− θ)Cn

) n+1∫
n

K dt, (3.48)

where the new value Cn+1 is again approximated by a Taylor expansion.6 The evolution of the
unknown vectors in the general two-step method given by Equation (3.43) can be evaluated as a
linear combination of two one-step terms as

(1 + ξ)δXn+1 − ξδXn. (3.49)

The contribution of the kinetic coupling terms to these two one-step terms should thus be added
in the same linear combination, resulting in a contribution of

(1 + ξ)δXn+1 − ξδXn = (1 + ξ)
(
θCn+1 + (1− θ)Cn

) n+1∫
n

K dt

−ξ
(
θCn + (1− θ)Cn−1) n∫

n−1

K dt.

(3.50)

6When solving the system for Xn+1, the integrals
∫ n+1
n Kdt (representing the kinetic coupling terms) are already

known, because the kinetic simulation runs from n to n+1 before the the new fluid state is calculated. This is discussed
in more detail in Section 3.7. The calculation of the value of the integrals in the kinetic simulation is discussed in
Section 4.5.

33



CHAPTER 3. JOREK MODEL

Including the fluid terms of the general two-step method given by Equation (3.43), the total hybrid
time-stepping scheme is given by

(1 + ξ)δXn+1 − ξδXn =h[θFn+1 + (1− θ + φ)Fn − φFn−1]

+ (1 + ξ)
(
θCn+1 + (1− θ)Cn

) n+1∫
n

K dt

− ξ
(
θCn + (1− θ)Cn−1) n∫

n−1

K dt.

(3.51)

Note that the hybrid time-stepping scheme has assumed no values for (ξ, θ, φ). The argumentation
is in principle valid for any combination of one- and two-step methods, where the kinetic coupling
terms are discretized using the one-step method and the fluid terms are discretized using the two-
step method.

3.6.2 Hybrid Variable-Time-Stepping Scheme

Thus far, the hybrid time-stepping scheme presented in Equation (3.51) has assumed two equidistant
time steps of size h. For the Gears scheme, a variable-time-step method is proposed in [34] as

(1 +
2hn+1

hn+1 + hn
ξ)δXn+1 − 2hn+1

hn+1 + hn
ξ
hn+1

hn
δXn = hn+1[θFn+1 + (1− θ)Fn], (3.52)

where hn+1 ≡ tn+1 − tn. Note that (ξ, θ) are not set to the values corresponding to the Gears
scheme yet. This is done because the equation still generalizes to a Crank-Nicolson scheme when
setting the values accordingly. However, Equation (3.52) should not be considered to generally
be true for any choice of (ξ, θ). For a more general formulation of a variable-step-size multi-step
method, the reader is referred to [34]. Equation (3.52) is simplified by introducing

ξ̃ ≡ 2hn+1

hn+1 + hn
ξ (3.53)

as the corrected ξ. To get the hybrid variable-time-stepping scheme, the kinetic particle contribu-
tions (in a Crank-Nicolson scheme) are again added in the same linear combination as the delta
terms on the left-hand side. This results in

(1 + ξ̃)δXn+1 − ξ̃ h
n+1

hn
δXn =hn+1[θFn+1 + (1− θ)Fn]

+ (1 + ξ̃)
(
θCn+1 + (1− θ)Cn

) n+1∫
n

K dt

− ξ̃ h
n+1

hn
(
θCn + (1− θ)Cn−1) n∫

n−1

K dt,

(3.54)

which simplifies to the hybrid variable-time-stepping scheme by setting (θ, ξ) = (1, 12 ):
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(1 + ξ̃)δXn+1 − ξ̃ h
n+1

hn
δXn = hn+1Fn+1 + (1 + ξ̃)Cn+1

n+1∫
n

K dt− ξ̃ h
n+1

hn
Cn

n∫
n−1

K dt, (3.55)

with ξ̃ = hn+1

hn+1+hn . Given this temporal discretization scheme, the coupling terms that need to be
computed in the kinetic part of the simulation are

n+1∫
n

fk dt,

n+1∫
n

Rk dt,

n+1∫
n

Wk dt, (3.56)

as well as the integrals of the previous time step. However, since these can be saved during the
previous time step in the simulation, they do not need to be recomputed.

The resulting hybrid time-stepping scheme given by Equation (3.55) has the desired characteristics
of using a Crank-Nicolson time-stepping scheme for the kinetic coupling terms while still evolving
the rest of the background-fluid using the more stable Gears time-stepping scheme.

3.7 Simulation Schematic Overview

In this section, a global overview of the different steps of a JOREK simulation is presented. Since the
complete architecture of JOREK is too large to describe in this thesis, only the procedures relevant
to this thesis are discussed. The (more detailed) pseudo-code for a background-fluid simulation
with kinetic ion coupling is presented in Appendix F.

During a simulation, there are two different timelines. The first is the fluid timeline, the second is
the kinetic timeline. The general procedure consists of nine steps, schematically shown in Figure
3.2 (adapted from [27]).

The steps visualized in Figure 3.2 are described as follows:

1. The background-fluid state is initialized, either by loading a state from previous simulations
or by solving for an equilibrium state.

2. The background-fluid state is transferred to the kinetic timeline so that the electromagnetic
fields and other background-fluid variables are known.

3. The kinetic ions are initialized either by sampling based on certain background-fluid variables
or by loading a saved state from previous simulations.

4. The kinetic time steps are performed, starting from the last known fluid time step tn. The
kinetic time steps need to be small enough to resolve the full orbit of the kinetic ions. Fur-
thermore, the time step size is altered, so that an integer number of time steps fit in one fluid
time step. Since the background-fluid state is only known at the starting time tn, the kinetic
particles move in the static electromagnetic field and the static background fluid at tn.

5. Once the kinetic time stepping is complete, the feedback terms needed to calculate the new
background-fluid state are projected onto the background-fluid grid.
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Figure 3.2: A schematic overview of the steps taken during a JOREK simulation. Note
that there are many kinetic time steps within one fluid time step. Each step is described in
Section 3.7 (adapted from [27]).

6. The time-stepping for the background-fluid is now performed, resulting in the new background-
fluid state at tn+1.

7. The new background-fluid state at tn+1 is transferred to the kinetic timeline so that the
kinetic ions can now move in the new electromagnetic fields.

8. Optionally, more kinetic particles are initialized. This can be useful when a particle source is
simulated, where new particles are added constantly as is the case for SPI.

9. The same process is now continued from tn+1 to tn+2

All steps to successfully implement the new background-fluid model in JOREK have been pre-
sented in this chapter, as well as a new hybrid time-stepping scheme designed to improve the
energy conservation of the coupling terms in the model. Furthermore, the global steps of a fluid
simulation of JOREK have been presented. However, before successfully running a simulation us-
ing the background-fluid model in JOREK, the fully kinetic part of the simulation has yet to be
discussed.
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Chapter 4

Kinetic Particle Simulation

Ions and electrons moving in a tokamak plasma experience an electromagnetic force due to the
E-field and the B-field. The Lorentz force plays a crucial role in tokamak plasmas. It causes the
charged particles to gyrate around magnetic field lines, confining them in the plasma. The gyro-
motion of ions in a fusion plasma has a period of the order of 10−7 s - 10−9 s. When simulating ions
as fully kinetic particles, the gyro-period is the shortest time scale that needs to be resolved to ac-
curately described the trajectory of the ions. It is thus also the time scale limiting the minimization
of the computational cost of a fully kinetic simulation.

The architecture for hybrid MHD-particle simulation was first introduced in 2015. The first results
were published in 2019 in [35], where it was used to study divertor erosion due to edge localized
modes (ELMs), transport of tungsten impurities due to ELMs, and the influence of impurities on the
main plasma species. Since then, hybrid MHD-particle simulations with partial coupling schemes
have been used in JOREK for applications such as the transport and interaction of fast particles
with the MHD-fluid, SPI simulations, and the modeling Toroidal Alfven Eigenmodes (TAEs).

Evidently, the JOREK code already contains modules for the simulation of kinetic particles. Some
modules include among others particle initialization, particle-pushers to move particles in an elec-
tromagnetic field, and ionization, recombination, and radiation based on the rates coefficients of the
OPEN-ADAS database [25]. The framework for kinetic particles in JOREK is extensively described
in [35].

In this chapter, first, the typical steps of a kinetic simulation are presented in Section 4.1. After
that, each of the steps is discussed in more detail, starting with the initialization of the particles,
discussed in Section 4.2. Then the ionization and radiation of the kinetic particles are presented in
Section 4.3. In Section 4.4 the collisions of the kinetic particles are discussed, as well as an analysis
of the different collision rates of the kinetic particles with the other particles present in the plasma.
Subsequently, in Section 4.5, the computation of the kinetic coupling terms is discussed, as well as
the finite element projection of these terms. Finally, in Section 4.6, some additional diagnostics are
briefly discussed.
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Figure 4.1: A schematic overview of the steps taken in a single kinetic time step for one
kinetic particle. The particle respectively (1) is initiated, (2) radiates, (3) ionizes/recombines,
(4) collides (changing its velocity), and then (5 and 6) moves and accelerates based on the
local electromagnetic field. Each of the steps is discussed throughout Chapter 4.

4.1 Description Kinetic Time Step

During a kinetic simulation, each kinetic particle is evolved in the background plasma individually
and interacts with it based on the properties of the background plasma and the particle itself.
As even fusion plasmas with low impurity densities can already contain up to 1× 1016 impurity
particles, it would be far too computationally expensive to simulate every single impurity particle
kinetically. Therefore, the simulation uses so-called super particles. A super particle has all the
properties of the physical particle it represents and is simulated to behave identically to the physical
particle. The key difference lies in the fact that a super particle represents a large number of real
particles. The number of real particles represented by a super particle is referred to as the weight
of the super particle. All the coupling terms that describe the interaction of a super particle with
the background plasma are multiplied by the weight of the super particle. Hence, the coupling term
is constructed as if all the physical particles that the super particle represents interacted with the
plasma as the super particle did. The number of super particles used in a simulation is given by
N , where each super particle p represents wp real particles.

A kinetic time step consists of multiple steps, all discussed in this chapter. In reality, these steps
are all happening simultaneously or in random order. However, during the simulation, the events
happen in a specific order, schematically shown in Figure 4.1.

Each kinetic particle undergoes the following steps during one kinetic time step:

1. If it is the first time step of the particle, the particle is initialized. The initialization is
discussed in Section 4.2. During initialization, the current position, velocity, and charge of
the particle are determined.

2. The particle radiates away energy because of bremsstrahlung or radiative decay. The radiation
module is discussed in Section 4.3.

3. The particle is ionized or recombined. The charge state of the particle is then updated
accordingly. This is further discussed in Section 4.3. It is important that this step occurs
after the radiation since the rate coefficients for radiation and ionization/recombination need
to be consistent and both depend on the charge state.
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4. The particle collides with the background-fluid ions, changing its velocity (and thus its mo-
mentum and energy). The collisions are discussed in Section 4.4.

5. The electromagnetic field is determined based on the background-fluid variables, and the
position of the particle.

6. The position of the particle is updated based on its velocity. Its velocity is simultaneously
updated based on the local electromagnetic force. A Boris integrator is used for this. For a
detailed description of the implemented Boris integrator, the reader is referred to [35].

7. All the energy and momentum that is transferred to or from the background fluid during
the kinetic time step is gathered in feedback terms. The feedback terms are summed over all
kinetic time steps in one fluid time step and then used to calculate the coupling terms of the
background fluid. The calculation of the required feedback terms and how they relate to the
coupling terms are discussed in Section 4.5.

4.2 Initialization

The particles are initialized using a Monte Carlo method. The initial kinetic particle distribution
is sampled based on a predefined rejection function. In this thesis, one of two rejection functions
is used. Either, the particles are sampled based on the background-fluid ion density. By using this
rejection function the kinetic particles are initialized with a similar density profile to that of the
background-fluid ions. The other option is initialization based on the one used in the benchmark
[26]. In this case, the rejection function is a circular Gaussian shape, centered around a given
location (R,Z). The rejection function decays exponentially with a given decay rate as the distance
from the center of the source increases. This model is meant to be a very simplistic representation
of MGI or SPI.

The initial velocity of the particles is sampled either from the velocity distribution of the back-
ground ions at the location of initialization or from a velocity distribution with a predefined fixed
temperature. Furthermore, the particles can be initialized as neutrals, as fully ionized particles, or
in coronal equilibrium, although the latter is not used in this thesis. If the particles are initialized as
neutrals, the ionization module is used during the simulation to ionize or recombine the particles.
This is often used for heavier ions. If the particles are initialized as fully ionized, they usually
stay fully ionized throughout the simulation and no ionization module is used. A more detailed
description of the initialization of particles in JOREK can be found in [35].

4.3 Ionization and Radiation

The presence of the ions causes radiation due to three different mechanisms. The first is bremsstrahlung,
and the second is recombination which in turn consists partly of the radiation of the free energy of
the captured electron, and partly of the radiative de-excitation of the electron into a lower energetic
state. Whereas the radiated energies of the first two come from the electron energy and are thus
energy sinks for the background plasma, the latter is a small sink for the internal energy of the
kinetic ions (which is not considered during the kinetic simulation). The rate coefficients for these
processes depend on the electron temperature and density, as well as the kinetic ion charge state.

The OPEN-ADAS database only contains a single rate coefficient for recombination, in which
the energy loss of the free electron and the internal energy change of the ion due to radiative de-
excitation are combined. However, only the energy radiated away by the electron should be coupled
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to the background plasma. To retrieve this energy, the rate coefficient of de-excitation radiation is
subtracted from the total recombination rate coefficient.

After this correction, the two radiative rate coefficients that are left are for bremsstrahlung and the
free electron energy of the recombination. To get the total radiated energy during one kinetic time
step, the rate coefficient (given in J s−1 m3) is multiplied by the kinetic time step length and the
electron density. The total radiated energy is then gathered in the feedback terms to be coupled to
the background-plasma energy as a loss.

Then, the kinetic particle is ionized or recombined during a kinetic time step based on the electron
temperature and density, the current charge state of the kinetic ion, and the length of the time
step. If the particle ionizes, the binding energy that needs to be overcome to ionize is coupled back
as a loss for the background plasma. If the kinetic ion recombines, the energy is not coupled back
to the background plasma since the energy change will be a change in the internal energy of the
kinetic ion which is not considered in the simulation.

Note that the energy lost by both ionization and recombination should be coupled back to the
electron energy specifically, as they are the species delivering the energy to the processes. However,
since a one-temperature model is used this is not possible and the energy loss is distributed over
both the background ions and electrons.7

4.4 Collisions

To simulate collisions in JOREK, the model presented in [36] has previously been implemented.
The model accurately describes the collision frequency and momentum/energy exchange during
collisions based on the properties of the two colliding particles. The properties of the colliding
kinetic ion are known. The properties of the background-ions it collides with are sampled from a
distribution based on the background-fluid properties. The momentum and energy change of the
kinetic ion because of the collisions is then gathered in the feedback terms to be coupled back to
the background fluid.

Due to the architecture of JOREK, only collisions with the background fluid ions are considered,
because it more complex to collide the kinetic ions with each other in the simulation.8 Furthermore,
the effect of collisions with the background electrons is assumed negligible. In the rest of this section,
it is derived under which conditions these are accurate assumptions, specifically for the energy
equilibration of kinetic deuterium and argon in a deuterium background fluid. For a derivation
comparing the effects of momentum transfer due to collisions between different species, the reader
is referred to Appendix D.

The rate of energy exchange of the kinetic ions with different species is given by the collision
frequency multiplied by the fraction of energy exchange during a collision. The characteristic
exchange timescale is the inverse of this exchange rate. The characteristic timescale for energy
equilibration (τEαβ) of species α due to collisions with species β is given by [37]:

7Coupling the radiation and ionization back to the total background-plasma instead of only to the electrons would
only be accurate if the energy equilibration between the background species is of a much shorter timescale than the
rest of the simulation. As mentioned before, the work of Hu et al. [26] has shown that this is not an accurate
assumption.

8To allow efficient parallelization of the kinetic code, it is written in such a way that each kinetic ion can evolve
individually throughout the background plasma. As a consequence, the kinetic ions are not aware of each other’s
positions and velocities while moving through the plasma.

40



CHAPTER 4. KINETIC PARTICLE SIMULATION

τEαβ =
6π3/2ε20√
2 log ΛC

[mβkBTα +mαkBTβ ]3/2

nβq2αq
2
β

√
mαmβ

∝ [mβmαv
2
α +mα3kBTβ ]3/2

nβZ2
αZ

2
β

√
mαmβ

, (4.1)

where log ΛC is the Coulomb logarithm (usually between 10 and 20 for a fusion plasma), ε0 is the
vacuum permittivity and v2α is the speed of the colliding particle α. For now, it is assumed that
the kinetic energy of particle α is always smaller, or of the same order of magnitude as the thermal
energy of species β, i.e.,

τEαβ ∝
[mβmαv

2
α +mα3kBTβ ]3/2

nβZ2
αZ

2
β

√
mαmβ

≈ [(mα +mβ)3kBTβ ]3/2

nβZ2
αZ

2
β

√
mαmβ

, (4.2)

For kinetic deuterium in a deuterium plasma, me � mDf = mDk , where the index f and k are for
the background-fluid deuterium and kinetic deuterium respectively. For argon its is assumed that
me � mD � mAr. Although deuterium is only twenty times lighter than argon, for simplicity it is
assumed a negligible weight. Furthermore, the charge for deuterium is qD = −qe = e, and for argon
is qAr = Ze where Z is the charge state of the argon. Finally, it is assumed that TDk = TDf ≈ Te
because all the simulations with kinetic deuterium initiate it with the same temperature as the
background ions.

Using the assumptions just presented, it is found that for kinetic deuterium

τEDk,Df =
nDk
nDf

τEDk,Dk =
ne
nDf

√
2me

mD
τEDke ≈

1

40

ne
nDf

τEDk,e, (4.3)

which means that the energy equilibration of the kinetic ions with the fluid ions is the fastest as
long as the number density of the kinetic deuterium is lower than that of the fluid deuterium. If
their densities become of a similar order, so will their temperature equilibration time. Logically, in
the limit that there is only one kinetic ion and many fluid ions, the kinetic ion will only equilibrate
due to collisions with the fluid ions, and vice versa. The equilibration time with the electrons is
roughly 40 times slower for low kinetic deuterium densities. For high kinetic deuterium densities, the
equilibration time with the electrons can become comparable to that with the fluid ions. However,
by then the equilibration time among the kinetic deuterium will be much shorter.

For kinetic argon, it is found that

τEAr,D =
nArZ

2

nD

√
mAr

8mD

(
3kBTD

mArv2Ar + 3kBTAr

)3/2

τEAr,Ar =
ne
nD

√
me

mD
τEAr,e, (4.4)

τEAr,D ≈
nArZ

2

nD

(
3kBTD

mArv2Ar + 3kBTAr

)3/2

τEAr,Ar ≈
1

60

ne
nD

τEAr,e. (4.5)

Note that the term mArv
2
Ar + 3kBTAr ≈ 6kBTAr is a good approximation if the argon can be

described by a Maxwell-Boltzmann velocity distribution. However, it is not simplified further
because the current notation gives better insights into what happens if one considers the energy
equilibration of one fast argon ion moving in a plasma with much less energetic other argon ions.
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If the fast argon would have an energy comparable to the background-fluid thermal energy, then
mArv

2
Ar = 3kBTD � 3kBTAr, and the whole temperature fraction would be unity.

Equation 4.5 shows that the energy equilibration of kinetic argon with fluid ions is usually much
faster than that with electrons until the electron density is of the order of 60 times higher than the
fluid ions density. The energy equilibration of kinetic argon with other kinetic argon, on the other
hand, can quickly become even shorter due to the larger charge of the kinetic ions compared to
the background fluid. For plasmas with an electron temperature of the order of 1 keV and electron
densities of the order of 1× 1020 m−3, the average charge state is of the order of 15 [35]. This means
that in such a plasma, even if the number density of kinetic argon would only be 0.1% of that of the
background ions and their temperatures would be equal, the temperature equilibration timescale
would be of the same order of magnitude. During SPI, the density of the kinetic argon can become
much larger than that, and its temperature can be much lower than that of the background ions,
in which case the energy equilibration time of kinetic argon with other kinetic argon ions is much
faster than that with the background ions.

However, the actual energy exchange also scales with the temperature difference between the two
species. Thus, the energy exchange between kinetic argon can still be small compared to that
between the kinetic argon and the background fluid if the temperature difference between the latter
is much larger. Nonetheless, the effects of inter-species collisions will be an interesting addition to
the model to accurately simulate SPI impurities.

Appendix D shows that of the mean momentum transfer terms in the background-fluid momentum
equation, the most dominant term is Rik, confirming that neglecting the electron collisions is an
adequate approximation.

To be consistent in neglecting the collisions of kinetic ions with the background-fluid electrons, the
electric field in the kinetic simulation is modified. Specifically, the term ηJ in Equation (3.20) is
neglected, as the term is a direct result of electron collisions. Without considering the electron
collisions in the kinetic simulation, the ηJ term of the electric field accelerates the kinetic ions
without resistance of the electrons. To avoid this, both the electron collisions and the ηJ term in
the electric field are neglected in the kinetic simulation. Physically, this means it is assumed that
acceleration due to the ηJ term in the electric field, and deceleration due to electron collisions are
always in balance. Note that the electric field in the fluid simulation is not altered.

4.5 Coupling Terms

To couple the evolution of the kinetic particles to the background fluid, the expressions given in
Equation (3.56) need to be computed in the kinetic simulation. However, in the kinetic simulation,
the evolution of each particle is simulated separately, whilst the coupling terms describe their
collective interaction with the background plasma. The goal of this section is to combine the
information of all these particles into feedback terms that can be used to calculate the coupling
terms that are used in the background-fluid model. For the collisional terms, the feedback term is
found by substituting the kinetic description of the collision operator given by Equation (2.24) into
the collision coupling terms given by Equations (2.79) and (2.102). To rewrite the time-integrated
force density term, it is used that a force can also be written as a change in momentum.

First of all, using Equation (2.24) and (2.102) the collisional energy transfer term is rewritten to
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n+1∫
n

Wk dt =
∑
c=c̃k

wc
1

2
mk[vb2c − va2c ]δ(r− rc), (4.6)

where c̃k are all collisions of species k which happen between time n and n+ 1 and wc is the weight
of the super particle colliding during collision c. Note that this is now an expression of the form
Apδ(r − rp). At the end of the section, it is presented how the feedback term on the right-hand
side is used to calculate the coupling term that is used in the background-fluid model. For now, it
suffices to say that this gets rid of the Dirac-delta function.

Similarly, again using Equation (2.24) now with Equation (2.79), the collisional momentum transfer
term is rewritten to

n+1∫
n

Rk dt =
∑
c=c̃k

wcmk[vbc − vac ]δ(r− rc). (4.7)

To rewrite the force density term to a particle level is a bit more complex. To do this, the relation
between the kinetic description and fluid description of variables as presented in Section 2.1.2 is
used. First, recall that the force density is defined as

fk = σkE + Jk ×B + Rk. (4.8)

Now, the kinetic fluid variables are written using Dirac-delta functions as presented in Section 2.1.2:

σk =

Z∑
j=0

σ
(j)
k =

N∑
p=1

qpδ(r− rp), (4.9)

Jk =

Z∑
j=0

J
(j)
k =

N∑
p=1

qpvpδ(r− rp). (4.10)

Using these expressions, the electromagnetic part of the force density is rewritten to

N∑
p=1

(qpE + qpvp ×B)δ(r− rp) =

N∑
p=1

Fpδ(r− rp), (4.11)

Where Fp is the electromagnetic force acting on particle p. The electromagnetic force is then
written as the change of momentum per unit of time so that the total force density is given by

fk =

N∑
p=1

∂mp

∂t
δ(r− rp) + Rk. (4.12)

43



CHAPTER 4. KINETIC PARTICLE SIMULATION

The time integral of this term is the combined momentum change of all particles due to electro-
magnetic forces and collisions. Since these are the only forces considered during the particle time
steps, the full force density term is rewritten to

n+1∫
n

fk =

n+1∑
nk=n

N∑
p=1

wpmk(vnk+1
p − vnkp )δ(r− rnkp ), (4.13)

where the represent the kinetic time step, and the sum of nk from n to n+ 1 means taking the sum
over all kinetic time steps within the fluid time step. The term δ(r − rnkp ) causes the feedback of
particle p to be gathered at rnkp , which is the position of the particle at the start of the kinetic time
step.9

Now, all the feedback terms of the kinetic particles are gathered in expressions of the form

K(r) =

N∑
p=1

Apδ(r− rp). (4.14)

The next step is to calculate the coupling terms of the background-fluid model based on the feedback
terms. To do this, the feedback terms are projected on the same finite element grid that is used in
the fluid simulation. The finite element projection K̃(r) given by Equation (3.33) is obtained by
solving the weak form of the equation

K̃(r) = K(r). (4.15)

This results in the system of equations

∫
K̃(r)v∗(r) dV =

∫
K(r)v∗(r) dV, (4.16)∫

K̃(r)v∗(r) dV =

N∑
p=1

Apv
∗(rp), (4.17)

where the test functions v∗ is chosen equal to that used in the fluid simulation. Note that the
Dirac-delta function and the volume integral are removed using the property of the Dirac-delta
function given by Equation (2.20). The finite element projection is obtained by solving this system
of equations. Additionally, the projection results can be smoothed by solving the equation

∫
(1 + α∇4)K̃(r)v∗(r) dV =

N∑
p=1

Apv
∗(rp), (4.18)

9The Boris integrator that is used to integrate the forces acting on the particles uses a leapfrog type scheme. This
means that the positions and velocities are shifted in time by half a time step, e.g., the velocities are actually known
at the half time steps, vm−1/2 and vm+1/2 whereas the positions are known at the full time steps [35]. Because of
this, calculating the feedback at rn means it is calculated at the position halfway in between the momentum change
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instead of Equation (4.16), where α is the smoothing constant typically of the order 10−10 m4 to
10−12 m4 [20]. Effectively, the smoothing constant α gives the particles finite size that increases
as α1/4. The coupling terms used in the background-fluid model are given by the smoothed finite
element projections of the feedback terms by solving the systems

∫
(1 + α∇4)W̃k(r)v∗(r) dV =

∑
c=c̃k

wc
1

2
mk[vb2c − va2c ]v∗(rc), (4.19)∫

(1 + α∇4)R̃k(r)v∗(r) dV =
∑
c=c̃k

wcmk[vbc − vac ]v∗(rc), (4.20)

∫
(1 + α∇4)f̃k(r)v∗(r) dV =

n+1∑
nk=n

N∑
p=1

wpmk(vn+1
p − vnp )v∗(rnkp ). (4.21)

Usually, terms of the fourth-order derivatives are rewritten using integration by parts to remove
fourth-order derivatives: ∫

α∇4X(r)v∗(r) dV =

∫
α∇2X(r)∇2v∗(r) dV. (4.22)

Thus, the feedback terms on the right-hand sides of Equations (4.19) - (4.21) are gathered during
the kinetic simulation. Then, the resulting system of equations is solved only once per fluid time
step to get the background-fluid model coupling terms.

4.6 Diagnostics

To compare the fluid to the kinetic particles, it is useful to compute the fluid quantities of the kinetic
particles. For this, several diagnostics are introduced. Specifically, the number density, pressure,
momentum density, and parallel momentum density of the kinetic particles are implemented as a
diagnostic. To reduce the noise on the variables, the quantities are averaged over all the particle
time steps in a fluid time step. The different variables are given by:

ñk =
1

nsteps

nsteps∑
nk=1

N∑
p=1

wpδ(r− rnkp ), (4.23)

p̃k =
1

nsteps

nsteps∑
nk=1

N∑
p=1

wpmk
1

3
v2pδ(r− rnkp ), (4.24)

M̃k =
1

nsteps

nsteps∑
nk=1

N∑
p=1

wpmkvpδ(r− rnkp ), (4.25)

M̃k‖ =
1

nsteps

nsteps∑
nk=1

N∑
p=1

wpmkvp ·
B

|B|
δ(r− rnkp ). (4.26)

Note that the notation x̃ means a time average, not a finite element projection. To project the
resulting quantities on the finite element grid (and get rid of the Dirac-delta functions), the weak
form of equations is solved similarly to what was presented in Section 3.5.
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From these quantities, other quantities (e.g., the mass density ρ̃k = mkñk) can be deduced. Besides
these diagnostics, another diagnostic is implemented to make a velocity distribution histogram of all
kinetic ions that are within a specific flux surface, or that are within an area of specific background
temperature. This diagnostic is trivial. It is simply checked whether a particle is in the region of
interest, if so, a count is added to the histogram bin at the corresponding speed of the particle.

Now that the fully kinetic particle simulation is discussed, and the coupling terms for the background-
fluid model can be calculated from this part of the simulation, all the essential components have
been presented to run simulations using the background-fluid model with kinetic particle coupling.
In the next section, the derivation and implementation of the new additions to the JOREK model
are verified before using the model to run the benchmark simulation.
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Verification

Before comparing the benchmark simulation of the new background-fluid model to the simulation
presented in [26], the background-fluid model and the hybrid time-stepping scheme that have been
implemented in JOREK are verified. To verify the model and the time-stepping scheme, two test
cases are discussed in this chapter.

The first test case considers the injection of a small amount of kinetic deuterium in a deuterium
background plasma. The injected deuterium has a temperature of zero, whereas the background
ions have a non-zero temperature. It is expected that the background plasma will change only
slightly due to the small amount of kinetic deuterium that is added compared to the background-
fluid ions. The temperature of the kinetic deuterium is expected to increase and equilibrate with
that of the background fluid due to collisions. The temperature equilibration of the kinetic ions
with the background-fluid ions is compared to the theoretical equilibration. The simulation is used
to verify the implementation of the new hybrid time-stepping scheme. The results are presented in
Section 5.1.

The second test case considers the addition of a significant amount of deuterium to a background
deuterium plasma, both at equal non-zero temperatures. By doing this, the Shafranov-shift – which
is introduced later – should increase as pressure is added. This simulation is done twice. Once,
pressure is added by increasing the electron and background-fluid ion density in the fluid simulation,
and once pressure is added by adding kinetic deuterium in a hybrid background fluid and kinetic
simulation. Since physically the two scenarios are similar, the results of the two simulations should
be similar. The results of both simulations are presented and compared in Section 5.2.

5.1 Temperature Equilibration

As an initial verification of the background-fluid model, the temperature equilibration of kinetic
deuterium with background-fluid ions is analyzed. The validation is successful if the temperature
of the kinetic deuterium equilibrates with that of the background-fluid ions. Furthermore, good
conservation of energy is desired. To accentuate the properties of the coupling terms in the time-
stepping scheme, the evolution of the background fluid terms should be small compared to that
of the coupling terms. To ensure this, the density of the kinetic deuterium is set to 1% of the
background ion number density. A simple geometry is used to keep the physics simple. The plasma
has a perfectly circular poloidal cross-section, with a major radius of 10 m and a minor radius of
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1 m, the central toroidal magnetic field is 3 T.

For the temperature equilibration, the kinetic deuterium is inserted without any energy, but com-
pletely ionized, in a hot deuterium background plasma. The background plasma has a parabolic
density and temperature profile with a background-ion central number density of 1× 1020 m−3 and
a central background ion temperature of 0.25 keV. The resistivity of the plasma is set to a con-
stant value of 2× 10−6 Ω m, and the viscosity is set to a constant value of 0.5× 10−6 kg m−1 s−1.
To compare the performance of the different time-stepping schemes, the simulation is done using
the Gears, Crank-Nicolson, and the new hybrid time-stepping schemes introduced in Section 3.6.
Ideally, the new hybrid time-stepping scheme has energy conservation that is comparable to the
Crank-Nicolson scheme and thus better than that of the Gears scheme. For each time-stepping
scheme, step sizes of 0.32 µs, 0.65 µs and 1.3 µs are used.

Figure 5.1 shows the temperature equilibration of the kinetic deuterium with the background-fluid
ions. The equilibration of the temperature profile is shown qualitatively. Moreover, the quantitative
temperature equilibration in the center of the plasma is shown. The temperature of the kinetic
deuterium is calculated by dividing the pressure given by Equation (4.24) by the number density
given by Equation (4.23) (and then converted from Joule to eV). The kinetic deuterium temperature
shows equilibration to within one percent of the temperature of the background fluid, with a similar
temperature profile. For the figure, the hybrid time-stepping scheme with a time step of 0.65 µs is
used. However, there is no noticeable difference in the results of the different time-stepping schemes
and time-step sizes.

The theoretical energy equilibration timescale of the kinetic deuterium with the background deu-
terium is given by Equation (4.1). To calculate the timescale, the Coulomb logarithm is calculated
based on Equations (12), (13), and (15) of [37]. Given the energy equilibration timescale, the
temperature evolution is given by [37]

∂Tα
∂t

=
Tβ − Tα
τEα,β

. (5.1)

Assuming a constant background deuterium temperature and a constant equilibration timescale,
Equation (5.1) has the analytical solution

Tα = Tβ

[
1− exp

(
−t
τEα,β

)]
. (5.2)

For this simulation, the initial equilibration timescale is τEDk,Df = 30 µs. Figure (5.1) shows the

theoretical temperature evolution given by Equation (5.2) for this equilibration timescale where
Tα is the kinetic deuterium temperature and Tβ is the background deuterium temperature kept
constant at its initial value. Clearly, this equilibration is faster than that of the kinetic deuterium
in the simulation. This can be explained by the fact that the equilibration time scale increases as
the temperature of the kinetic particles increases. The theoretical result is improved by including
this temperature dependence of the equilibration time scale.

For a temperature-dependent equilibration time scale, the analytical solution of Equation (5.1) is
no longer trivial. Instead, a simple forward Euler time-stepping scheme is used to solve the partial
differential equation for the temperature evolution, resulting in
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Figure 5.1: The kinetic and background-fluid ion temperatures are shown in a poloidal cross-
section of the plasma. The top row shows the background-fluid ion temperature, the bottom
row shows the kinetic ion temperature at (a) t=7 µs, (b) t=65 µs and (c) t=650 µs from left
to right. The temperature profile of the kinetic ions and background-fluid ions equilibrate in
both magnitude and profile due to collisions. In the bottom plot, the energy equilibration
in the center of the poloidal cross-section is shown. The kinetic temperature evolution is
compared to a temperature equilibration with a constant equilibration timescale of τ = 30µs
(Equation (5.2)) and with a temperature-dependent equilibration timescale (Equation (5.2)).
The temperature equilibration in the simulation shows a near-perfect match with the latter.
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Figure 5.2: The total energy conservation for a simple temperature equilibration simulation.
The energy loss/gain in the system is expressed as a percentage of the final kinetic energy
of the kinetic ions. The hybrid time-stepping scheme shows similar energy deviation as the
Crank-Nicolson scheme, as is expected.

Tn+1
α = Tnα + ∆t

(
Tβ − Tnα
τE,nα,β

)
, (5.3)

T 0
α = Tα0, (5.4)

where ∆t is the time step size, and the superscript n indicates the value of a variable at time
t = n∆t. The resulting temperature evolution with an initial temperature of T 0

Dk
= 0 eV and a

step size of t = 0.65 µs is shown in Figure 5.1. The temperature equilibration of the simulation
matches the improved theoretical temperature equilibration within a few percent during the whole
simulation, indicating that the collisional energy equilibration is implemented correctly.

Next, the energy conservation of the different time-stepping schemes and for different time-step sizes
are compared to verify whether the new hybrid time-stepping scheme is implemented correctly. In
Figure 5.2 the results are shown. Note the different scales used on the y-axis.

The energy conservation plots show a clear difference between the Crank-Nicolson scheme and
the Gears scheme. First of all, the Gears scheme has a large (initial) energy deviation, that first
increases, and then decreases steeply. Then, the energy deviation stabilizes. The height of the
initial peak and drop increase linearly for increasing time step sizes.

The Crank-Nicolson scheme has a much lower initial deviation. However, the Crank-Nicolson
scheme does not stabilize. Instead, the energy deviation grows linearly. Interestingly, the linear
growth rate of the energy deviation seems to increase as the time steps get smaller. The observations
are in line with the expectation that the Crank-Nicolson scheme has a smaller energy deviation
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(especially for larger time steps), but the Gears scheme is more stable.

Finally, the new hybrid time-stepping scheme shows similar behavior to the Crank-Nicolson scheme.
The new hybrid time-stepping scheme couples the coupling terms to the background fluid with an
order of magnitude smaller energy deviation than the gears scheme, while still using the more stable
Gears scheme to evolve the rest of the background fluid. The results shown in Figure 5.2 verify the
successful derivation and implementation of the hybrid time-stepping scheme.

5.2 Shafranov-shift

The Grad-Shafranov equation, derived by the authors it is named after in 1950, describes the
spatial dependence of the poloidal magnetic flux [29]. The solution of the Grad-Shafranov equation
determines the topology of the flux surfaces in the plasma, which can usually be described as closed
nested surfaces with a radially outward shifted center. This shift of the center of the innermost
flux surface, compared to the geometric center of the plasma is referred to as the Shafranov-shift
(∆). The analytical solution of the Grad-Shafranov equation is complex and will not be discussed
further. For now, it suffices to know that the Shafranov shift scales as [29]

∆ ∝ βp ≡
2〈p〉

Bp0(a)2
, (5.5)

where 〈p〉 is the volume averages pressure, Bp0(a) is the magnetic pressure at the edge of the plasma,
a is the minor radius and βp is the poloidal beta. The magnetic pressure at the edge of the plasma
(for a perfectly circular plasma) is defined as

Bp0(a) =
Iφ

2πa
, (5.6)

where Iφ is the total toroidal current. Note, that the scaling is a bit more complex, hence it cannot
be said that doubling the plasma pressure should double the Shafranov-shift. However, it does
increase the Shafranov-shift.

To verify the kinetic particle coupling to the background-fluid model, the increase in the Shafranov-
shift is analyzed after adding pressure to the background-fluid plasma at a constant plasma current.
The performance of the background-fluid model with kinetic ion coupling is compared to that of
the already implemented single-fluid model in JOREK. In the latter, the pressure is increased by
10% by increasing the number density of the electrons and of the deuterium by 10% at constant
temperature in one time step. In the background-fluid model, the pressure is also increased by
10%, but this time by increasing the ion density by 20% at constant temperature by adding kinetic
particles to the background fluid.10 The results of the two simulations are then compared.

For this simulation, a perfectly circular poloidal geometry is used, with parameters comparable to
that in ITER. The major radius is 6 m, the minor radius is 2 m, and the on-axis magnetic field is 5 T.
The plasma is a deuterium plasma with an initial central ion number density of 1× 1020 m−3 and an
initial central ion temperature of 5 keV. Both the ion temperature and density decay parabolically
towards the edge.

10Since the electrons added by the kinetic deuterium are added without pressure, adding 20% of deuterium will
increase the total background-fluid pressure by only 10%.
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Figure 5.3: The Shafranov-shift is shown after a sudden pressure increase is compared for a
fluid simulation and a coupled kinetic simulation for different time step sizes using the hybrid
time-stepping scheme. The fluid simulation and kinetic simulation both show a damped
oscillation with comparable overshoot, frequency, and offset. However, the damping is larger
for the kinetic simulation. Furthermore, both simulations show stronger damping for larger
time step sizes.

For the simulation, the results of all time-stepping schemes have been compared. Only the results of
the hybrid time-stepping scheme are presented in the figures, any noteworthy differences observed
in the other time-stepping scheme will be mentioned in the text. For the simulations, time step
sizes of 0.32 µs, 0.65 µs and 1.3 µs are used.

Firstly, the Shafranov-shift is shown in Figure 5.3 for both simulations for different time-step sizes.
After the initial pressure increase, the Shafranov-shift increases, after which it starts a damped
oscillation around a new equilibrium. The kinetic simulation compares well to the fluid simulation
for all time step sizes regarding the initial amplitude, frequency, and offset of the oscillation of the
kinetic simulation. Only the damping of the oscillation is stronger for the kinetic simulation than
it is for the fluid simulation.

As the time step size increases, so does the damping effect of the oscillation. Furthermore, the
mismatch in damping between the fluid and kinetic simulation decreases for larger time steps. An
explanation for the increased damping in the kinetic simulation compared to the fluid simulation
could be the different deuterium and electron densities in the two simulations.
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Figure 5.4: The (left) poloidal and (right) parallel kinetic energies of the background-fluid
plasma in the fluid simulation and the kinetic simulation are compared. The poloidal kinetic
energies are similar, except for the stronger damping for the kinetic simulation. The parallel
kinetic energy shows a strong initial deviation that decreases as the simulation progresses.

The increased damping for larger step sizes can be a result of using the Gears time-stepping scheme
that is used for the fluid evolution. The amplification factor – a measure for the numerical ampli-
fication of a mode compared to that of the exact solution – decreases for the Gears time-stepping
scheme as the time-step size increases [33]. The Crank-Nicolson time-stepping scheme, on the other
hand, is marginally stable (i.e. with an amplification factor of exactly unity) independent of the
time-step size. However, due to this marginal stability, the scheme is sensitive to non-linearities
and high-frequency error sources [33].

Indeed, running the simulation with the Crank-Nicholson time-stepping scheme no relation is seen
between the time step size and the damping effect. Instead, the damping is comparable to the
damping seen in the hybrid time-stepping scheme fluid simulation for a time step size of 0.32 µs
for all time step sizes. However, for the larger time step sizes the Crank-Nicolson scheme becomes
unstable.

Besides the Shafranov-shift, the agreement in the evolution of the other fluid variables is of the
same order of magnitude as that of the Shafranov-shift – or better – except for the velocity stream
function u and the parallel velocity v‖.

For the parallel velocity, initially, a profile develops in the kinetic simulation that is not seen in
the fluid simulation, where the fluid moves in the negative B direction on the high field side and
in the positive B direction on the low field side. This results in a parallel kinetic energy that is
approximately four times larger after approximately 100 µs for the kinetic simulation as can be seen
in Figure 5.4. After some time, the initial mismatch decreases and the difference in energy reduces
to the order of 15%.

For the poloidal kinetic energy, a similar trend is seen as in the Shafranov-shift, i.e., a damped
oscillation for which the amplitude, frequency, and offset show good agreement between the fluid
and kinetic simulations. The damping is again stronger for the kinetic simulation than for the
fluid simulation. For a higher number density of injected kinetic deuterium than was used in this
simulation, the poloidal kinetic energy quickly grows unstable. This instability originates from the
interaction between the kinetic deuterium and the electric field through the velocity stream function
u.
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Figure 5.5: A qualitative comparison of the velocity stream function u at t=0.2 ms for a
fluid simulation without (a) diamagnetic flow terms, (b) with diamagnetic flow terms, and
(c) a kinetic simulation without diamagnetic flow terms in the fluid model. Note the different
scales for the left-most figure and the two right figures. The kinetic simulation shows a good
match to the fluid simulation including diamagnetic flows, suggesting that the diamagnetic
flow terms are implicitly included in the kinetic simulation.

Lastly, the influence of the diamagnetic flow terms on the simulations is shown in Figure 5.5. The
profile for u is shown for three different simulations. Figure 5.5a shows the velocity stream function
profile for a fluid simulation without using the diamagnetic flow terms, 5.5b shows the velocity
stream function profile for a fluid simulation including the diamagnetic flow terms, and 5.5c shows
the velocity stream function profile for a hybrid fluid-kinetic simulation without diamagnetic terms
in the fluid model. All figures show the profile at t = 0.2 ms.

The fluid simulation including diamagnetic terms and the hybrid simulation show a similar profile for
u that is also of a similar order of magnitude. The fluid simulation without diamagnetic terms on the
other hand has both a different profile as well as a magnitude that is two orders of magnitude smaller.
Evidently, even though the diamagnetic terms are excluded in the background-fluid model of the
hybrid simulation, the effect on the poloidal flow is still present. This is because the diamagnetic
effect – originating from a pressure gradient – is implicitly included in the kinetic coupling terms
of the momentum equation, where a pressure gradient can result in a net flow when averaging over
the velocities of all particles. This illustrates that some implicit effects that can be turned on or off
in a fluid description, cannot always be avoided or neglected in a kinetic simulation.

Although there are some noteworthy deviations between the fluid simulation and the kinetic sim-
ulation – especially in the momentum coupling – the main evolution of the Shafranov-shift shows
a good agreement in the damped oscillation. Nevertheless, additional verification simulations fo-
cusing on the coupling terms in the momentum equation could improve the understanding of the
differences in the parallel velocity and the velocity stream function, which can in turn help to
understand the stability issues.

In summary, the temperature equilibration of the newly implemented background-fluid model
matches the theoretical temperature equilibration within 5%. In the simulation using the hybrid
time-stepping scheme – derived to improve the energy conservation of the coupling terms compared
to the Gear time-stepping scheme – the energy conservation is of similar order as when using the
Crank-Nicolson time-stepping scheme. It is an order of magnitude better than when using the
Gears time-stepping scheme.
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Furthermore, the background-fluid model coupled with kinetic deuterium shows a similar damped
oscillation in the Shafranov-shift after adding pressure as the fluid simulation in terms of frequency,
overshoot, and offset. The damping is larger for the background-fluid simulation. Note that for
a larger density of added kinetic ions the background-fluid model encounters numerical stability
issues due to the momentum coupling terms.
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Chapter 6

Benchmark Simulation

In this chapter the results of a benchmark simulation of the newly developed background-fluid
model with kinetic ion coupling are compared to the existing results of the marker-particle model
[26]. Moreover, the validity of the assumptions made about the temperature and velocity of the
marker-particles in the marker-particle model are evaluated. The results are presented in Section
6.2.

Before evaluating the validity of the assumptions in the benchmark simulation, initially, a simulation
is done where cold argon equilibrates with a static background through collisions and ionizes based
on the OPEN-ADAS database ionization rates. The results of this simulation are presented Section
6.1. The goal of this simulation is to see whether the velocity distribution of the argon species is
a Maxwell-Boltzmann distribution and whether the charge distribution will reach a coronal equi-
librium at all. Furthermore, the simulation gives an upper limit on the temperature equilibration
time and charge equilibration time of the kinetic argon in the benchmark background plasma. Af-
terward, it is analyzed how the distributions are affected by the constant fueling of new cold argon
particles and by the interaction with the background plasma in the benchmark simulation.

The benchmark simulation uses a DIII-D equilibrium corresponding to DIII-D shot 137611 at
1950 ms. This equilibrium has been used previously for SPI simulation in 2-D geometry for which
verification benchmark studies have been published by the JOREK [26], M3D-C1 and NIMROD
[38] simulation codes. The equilibrium has a central background temperature of 7.6 keV, a central
electron and background-ion density of 1× 1020 m−3 and a central toroidal current density of ap-
proximately 2 MA m−2. The exact profiles of the equilibrium are given in Figure 1 of [26]. All other
parameters are set equal to [26] for comparison.

For the resistivity, the Spitzer-like resistivity described in Section 3.4 is used, with η0 set to
1.83× 10−8 Ω m. As in [26], this resistivity is roughly 2.5 times higher than the physical resis-
tivity. The minimum electron temperature is set to 1.5 eV compared to 1 eV in [26]. A higher
minimum temperature is needed to avoid numerical stability issues in the simulation.

Furthermore, to avoid numerical issues the simulation is run using the Gears time-stepping scheme
instead of the hybrid time-stepping scheme using a time-step size of 0.65 µs. Moreover, the smooth-
ing constant of the finite element projection given in Equations (4.19) - (4.21) is set to α =
1× 10−5 m4.

The argon injection source is the same as in [26] The local injection rate (SAr) is a Gaussian-shaped
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distribution given by

SAr(R,Z) ∝ exp

(
− (R−R0)2 − (Z − Z0)2)

∆r2

)
, (6.1)

centred around R0 =1.77 m, Z0 =0.0145 m with a decay length of ∆r2 =0.356 m. The volume
integrated argon injection rate is set to 4.37× 1023 s−1, which is the same as in [26].

Using the full background-fluid model at this injection rate leads to numerical stability issues due
to the coupling between the kinetic ions and the electric field, similar to what was found in the
Shafranov-shift simulation for high kinetic ion densities in Section 5.2. For this reason, two altered
simulations are used to compare the background-fluid benchmark simulation to the marker-particle
benchmark simulation. In the first simulation, the coupling terms in the momentum equation are
not used, leaving only the coupling terms in the pressure equation and the resistivity. In the second
simulation, all coupling terms are used, but the volume integrated argon injection rate is set to
4.37× 1022 s−1, ten times lower than in the benchmark simulation.

Before the background-fluid model and the marker-particle model are compared, the simulation is
done where argon is injected in a static DIII-D equilibrium background. In this simulation, instead
of a constant inflow of argon, there is only one injection of argon at the first time step. Furthermore,
the background plasma is not evolving and is kept constant at the initial equilibrium state.

6.1 Velocity and Charge Distribution in a Static Background
Plasma

Before analyzing the velocity and charge distributions that develop in the benchmark simulation, a
simulation is used to see the resulting distributions of cold argon evolving in a static background. In
this simulation, the argon is all initialized in the first time step, instead of having a constant source
of cold argon. Furthermore, the interaction of the kinetic particles with the fluid is not coupled. By
comparing the results of this simulation to those of the benchmark simulation afterwards, the effect
of the constant fueling of cold argon and the plasma-kinetic coupling on the distributions can be
analyzed. The results of the simulation of kinetic argon in a static DIII-D equilibrium background
are presented in this section.

All the kinetic argon is initialized on the first time step as neutrals with zero kinetic energy. Due to
the high background-fluid temperature, the injected argon quickly starts ionizing and heating up.
The temperature equilibration and ionization rates of the kinetic argon depend on the background-
fluid temperature. Thus, it would be inconsistent to compare the evolution of the charge distribution
and velocity distribution of kinetic argon particles that are in regions of different temperatures.
Instead, only particles in an area of equal temperature are considered to compute a distribution.
In this case, only kinetic argon that is in a region with a temperature that is within 95%-100% of
the central temperature is considered.11

To see whether the velocity distribution of the kinetic argon in the region of interest can be described
by a temperature, it is plotted in a histogram, where the counts in the histogram are normalized

11If the range is too large, the resulting distributions will be the sum of many different distributions in a whole
range of temperatures. If the range is too small, however, hardly any kinetic particles are considered, resulting in a
small population of particles to form the distribution, consequently resulting in a lot of noise.
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so that the total integrated counts, sum up to unity. The resulting velocity distribution is then
compared to a Maxwell-Boltzmann distribution given by

f(v) = 4πv2
(

mAr

2πkBT

)3/2

exp

(
−mArv

2

2kBT

)
, (6.2)

with a temperature corresponding to the average speed of the kinetic argon, i.e.,

3

2
kBT =

1

2
mArv

2
avg. (6.3)

The top row in Figure 6.1 shows the resulting velocity distribution at t = 0.03 ms, t = 0.13 ms and
t = 0.97 ms. The figure shows that, due to collisions, the velocity distribution of the kinetic argon
in the region of interest can be described by a Maxwell-Boltzmann distribution with a temperature
matching the average velocity of kinetic argon.

The bottom row in Figure 6.1 shows the charge distribution in the same region at t = 0.03 ms, t =
0.13 ms and t = 0.97 ms. The last charge distribution matches the charge state of Argon in coronal
equilibrium for an electron temperature of approximately 2 keV and a density of 1× 1020 m−3

as shown in Figure 3.10 of [35]. However, an electron temperature of 3.79 keV – as it is in the
benchmark equilibrium – the theoretical charge distribution according to [35] the population in
a charge state of 18 should be of the order of 50% and so should the population in the charge
state of 17, with only a small population in a charge state of 16. If the simulation is run for a
longer time, it is observed that the charge distribution is still evolving slightly. This can be seen in
Figure 6.2, where the average charge state is still increasing after 4 ms. Thus, although the average
charge states increases to approximately 16 in the order of tenths of milliseconds, reaching an actual
coronal equilibrium takes more than four milliseconds. So, although the error of the assumption of
coronal equilibrium will quickly decrease in the first 0.2 ms, it will not completely be reached for a
much longer time.

The temperature and average charge state evolution of the kinetic argon in the designated temper-
ature region are shown in Figure 6.2, where the temperature is determined by Equation (6.3). The
temperature equilibration time scale is approximately 0.2 ms. Note that the temperature equilibra-
tion starts up slower because the collision frequency scales with the charge state squared, and the
charge state is low initially.

The temperature equilibration is compared to the theoretical temperature equilibration given by
Equation (5.3) with an equilibration time given by Equation (4.1). Since the temperature equili-
bration time depends on the charge state, and the charge state is not homogeneous for all argon
particles, it is calculated using three different expressions for the charge state of the argon. Twice,
a constant argon charge state is used, once of Z = 8 and once of Z = 16. Finally, the equilibration
time is calculated using the average argon charge state as given in the right plot of Figure 6.2.
The theoretical temperature equilibration using the latter expression for the charge state of argon
matches the temperature equilibration of the simulation with an error of the order of only 1%.
The average charge state increases slightly faster initially, increasing to an average charge state of
approximately 8 within tens of microseconds, after which it equilibrates exponentially to an average
charge state of approximately 16 at a characteristic timescale of approximately 0.1 ms. However,
after this the charge evolution enters a slow linear increase phase and is still increasing after 4 ms.

Note that the shown equilibration is in a static background plasma. In the benchmark simulation,
not only will the argon heat up, but simultaneously the plasma will cool. Thus, the equilibration
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Figure 6.1: The velocity distributions and charge distributions of argon in the hot region
of a static background-plasma at t = 0.03 ms, t = 0.13 ms and t = 0.97 ms. The velocity
distributions are plotted with a Maxwell-Boltzmann distribution with a corresponding average
speed. The velocity distribution can be described by a Maxwell-Boltzmann distribution very
well. The charge state is still evolving at t = 0.97 ms

time of the background ions and the kinetic particles is shorter in the benchmark simulation than
in this simulation.

Now that it is clear how the velocity distribution and charge state distribution evolve in the case
of an initial cold argon population, it can be compared to the benchmark simulation For the
benchmark simulation the distributions can be affected by the constant fueling of cold argon and
by the interaction between the kinetic particles and the background plasma. The impact of these
effects on the distribution function is discussed in Section 6.2.
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Figure 6.2: The temperature evolution (left) and average charge evolution (right) of argon
in the hot region of a static background plasma. The temperature is compared to theoretical
temperature equilibration (Equation (5.3)) with the equilibration timescale for Z = 16, Z =
16, and Z(t) = Zavg(t). The latter uses the average charge state at time t given in the
right figure to calculate the equilibration timescale at time t. The left figure shows that the
average charge state increases to approximately 8 within tens of microseconds, after which it
is compared to an exponential equilibration with an equilibration timescale of 0.1 ms.

6.2 Benchmark Comparison

The results of the benchmark simulation of the new background-fluid model are compared to those
of the previously implemented marker-particle model. Partly, this is done to verify the background-
fluid model, and partly this is done to evaluate the validity of the assumptions made in the marker-
particle model. Due to numerical stability issues for the background-fluid model for the argon
injection rate used in the benchmark simulation, the benchmark simulation is done without using
the coupling terms in the momentum equation. To analyze the effect of the momentum coupling
terms on the background-fluid model, two more simulations are done at a ten times lower argon
injection rate. Once using the background-fluid model with all the coupling terms, and once using
the background-fluid model without the momentum coupling terms. The two simulations are then
compared.

First, the background-fluid model and marker-particle model are compared at the argon injection
rate used in the benchmark simulation [26]. The coupling terms in the momentum equation of
the background-fluid model are not used. The two models differ in a few aspects. First of all, the
particles in the background-fluid simulation move kinetically, whereas the marker particles move
along with the fluid. Furthermore, the kinetic particles collide with the background fluid, resulting in
an extra coupling term for the background-fluid energy. Lastly, the background-fluid model assumes
an equal pressure for the electrons and the background-fluid ions, causing the temperatures of the
two species to differ as their densities start deviating. The marker-particle model on the other hand
uses a single-temperature assumption (for the single-temperature model). As a consequence, the
electron temperature can decrease more quickly in the background-fluid model as the argon charge
density increases, according to Equation (3.5).

The top plot of Figure 6.3 shows the energy balance evolution over time for the benchmark simula-
tion using the background-fluid model. Initially, almost all of the energy is stored in the magnetic
field and as thermal energy in the plasma. By the end of the simulation, almost all of the energy
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has been radiated away. Another small fraction of energy is lost to ionize argon or through the
boundary of the simulation domain. Note that no deviation in the total energy can be observed on
this scale. The total energy deviates by less than 0.4% throughout the simulation.

The resulting heating and cooling powers for the benchmark simulation using the background-fluid
model and the marker-particle model are shown in the middle plot and bottom plot (adapted from
[26]) of Figure 6.3 respectively. Note that in the background-fluid model the total, thermal, and
magnetic power are defined as the rate of change of the total, thermal, and magnetic energy respec-
tively. Furthermore, note that the Ohmic heating power (used for the marker-particle simulation
in the bottom plot of Figure 6.3) converts magnetic energy to thermal energy and can thus be
compared to the magnetic power of the background-fluid model.

Comparing the power balances of the background-fluid model and the marker particle model in
Figure 6.3, the first observation is that the initial peak in radiation power in the background-fluid
model is in between the peaks of the marker particle model for the one-temperature and two-
temperature models both in time and in magnitude. This could be a result of the equal electron
and background-fluid pressure that is assumed, decreasing the electron temperature quicker than
the ion temperature as the argon charge density increases.

Secondly, the peak in the radiation power, and ohmic heating (or magnetic) power at t ≈ 1.1 ms
is almost twice as high and occurs approximately 0.05 ms later for the background-fluid model
than for both the single-temperature and the two-temperature marker-particle model. However,
when comparing the results to those of the benchmark simulations done with the M3D-C1 and
NIMROD models shown in Figure 3 of [38], it is found that both M3D-C1 and NIMROD find a
maximum radiation power of approximately 3 GW. Furthermore, M3D-C1 finds an ohmic heating
peak of approximately 3 GW and NIMROD finds an ohmic heating peak of approximately 4.5 GW.
Thus, although the peak of the background-fluid model is larger than that found in [26], it is still
within the range of values that is found by the different models for the same benchmark simulation.
A possible explanation for the increased radiation peak is discussed later when the simulation is
analyzed on a more qualitative level.

Furthermore, Figure 6.3 shows two dips in the radiation power and magnetic power, at t ≈ 0.85 ms
and t ≈ 1 ms for the background-fluid model. Similar dips are seen in the marker-particle model,
although the depths of the dips in the marker-particle model are small compared to those in Figure
6.3. Whereas the first dip is of comparable magnitude in both models, the second dip is approxi-
mately twice as large as the first dip in the background-fluid model, whereas it is insignificant for
the marker-particle model. Although a possible explanation for the dips is discussed in more detail
during the qualitative analysis of the simulation, it is already revealed that they can be attributed
to the formation and quenching of the rings of high current density and temperature that form in
the background plasma.

Lastly, note that the collisions – included in the new background-fluid model but not in the previ-
ously implemented marker-particle model – initially speed up the cooling of the background plasma,
as the energies of the kinetic argon and the background-fluid ions equilibrate. Later, the collisions
slow down the cooling of the background plasma, as the background plasma re-heats by collisions
with the kinetic argon. However, except for in the first few tenths of milliseconds, the cooling effect
of the collisions is at least an order of magnitude smaller than the radiation power.

Figure 6.4 shows the spatial evolution of the argon density profile over time for the benchmark
simulation using the background-fluid model. In the background-fluid model, the argon particles
are only described kinetically, inherently avoiding the issue of an ambiguous description of the
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Figure 6.3: The energy balance and power balance of the benchmark simulation using
the background-fluid model benchmark simulation are shown in the top and middle plot
respectively. The bottom plot is an adaptation of the power balance of the benchmark
simulation using the marker-particle model as presented in Figure 7 of [26]. Due to the
conservation of energy, the total energy should stay constant, and thus the total power should
be zero. The initial radiation peaks are comparable for the background-fluid model and the
marker-particle model. The second peak is approximately twice as high in the background-
fluid simulation and reaches its maximum approximately 0.05 ms later.
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Figure 6.4: The kinetic argon density profile of the benchmark simulation using the
background-fluid model is shown at t = 0.45 ms, t = 0.78 ms, t = 1.15 ms. The contours
represent lines of constant density. The argon density profile moves to the side and nar-
rows, showing similar behavior to the densities found using the marker-particle simulation
[26]. Note that there are no longer two ambiguous descriptions of the argon density in the
background-fluid model.

density profile as was encountered in the marker-particle model. Comparing this to the evolution
of the simulation using the marker-particle model, presented in Figure 5 of [26], the main features
are comparable. That is to say, the profile initially starts to expand radially outward, after which
the whole profile narrows and moves radially outwards and upwards. Furthermore, both models
show three ‘arms’ radially inwards, one at the top, one in the middle, and one on the bottom.

However, initially, the argon density profile in the background-fluid model aligns with the flux
surface more than in the marker-particle model. Furthermore, the sideways movement is a bit
slower (note that the last figure in 6.4 is at t = 1.15 ms whereas the equivalent figure in [26] is
at t = 1.1 ms). Furthermore, the upwards movement and narrowing of the density profile is less
prevalent in the background-fluid model compared to the marker-particle model. Remember that
the argon is simulated differently for both models: the marker-particle model moves the argon along
with the fluid whereas the background-fluid model moves the argon as fully kinetic ions. Thus, the
overlap and deviations between the evolution of the argon density profile for a fully kinetic argon
description and the marker-particle argon description is a new result.

The electron temperature profile of the background-plasma is shown in Figure 6.5a at t = 0.41 ms,
t = 0.59 ms, t = 0.89 ms and t = 1.15 ms for the benchmark simulation using the background-fluid
model. These can be compared to the electron temperatures found using the marker-particle model,
presented in Figure 15 of [26]. Note that the last plot in Figure 6.5a is at t = 1.15 ms, whereas it is
at t = 1.1 ms in Figure 15 of [26]. Globally, the same characteristics are seen in the evolution of the
electron temperature of the background-fluid model and the marker-particle model. Both initially
show a cooling of the center of the plasma, causing a ring of higher temperature to form. Later,
as this ring is cooled further and pulls towards the divertor area, a spot of reheating appears in
the center. However, on a more detailed level, there are some distinct differences between the two
models.

First of all, the center seems to cool quicker for the background-fluid model. This can be due to
the single-pressure assumption, which results in a cooling of the electron temperature as the argon
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Figure 6.5: The (a) electron temperature and (b) toroidal current density at t = 0.41 ms,
t = 0.59 ms, t = 0.89 ms and t = 1.15 ms. Both show a similar evolution, initially decreasing
in the center, then forming two rings of higher temperature/current density, and eventually
a small spot of reheating with a high current density. This is similar (but not identical) to
what is seen in [26].

charge density increases. Furthermore, the electron temperature at t = 0.41 ms is of a similar order
of magnitude for both models throughout the largest part of the ring that forms but is approximately
a factor 4 higher in the outer regions of the ring for the background-fluid model. This outer ring of
higher electron temperature is not seen in any of the other benchmark simulations and is probably
a direct consequence of the implementation of the electron temperature as given by Equation (3.3).
This higher temperature is still observed at t = 0.89 ms. Moreover, a second ring of increased
electron temperature forms in the background-fluid model at t = 0.89 ms that is not seen in the
marker-particle simulation. The higher temperature in the first ring, as well as the formation of the
second ring, can partially explain the dips in the radiation power and magnetic power observed in
Figure 6.3. The observed dips of radiation power happen simultaneously with the quenching of the
ring of high temperature. This also explains why two of these dips are observed for the background-
fluid model whereas only one is observed for the marker particle model: the marker-particle model
only sees a dip as the first and only high-temperature ring quenches, whereas the background-fluid
model sees a dip during the quenching of both the first and the second ring of high temperature.
Lastly, the central reheating of the electrons in the background-fluid model starts later and forms
a smaller spot, that is approximately twice as hot as in the marker-particle model.

The current density is strongly coupled to the electron temperature. The two are coupled through
ohmic heating, which is the main source of heating, especially at low electron temperatures. Figure
6.5b shows the toroidal current density profile of the background fluid at the same times as the
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electron temperature profiles in Figure 6.5a.

Figure 6.5b is compared to the toroidal current density of the marker-particle model shown in
Figure 16 of [26]. At t = 0.41 ms and t = 0.59 ms the two models show no noticeable difference,
except for a thin ring with a higher current density that forms near the center at t = 0.59 ms
for the background-fluid model that is not seen for the marker-particle model. This thin higher
current density ring on the inside of the larger ring of high current density is also observed with
the same order of magnitude in the M3D-C1 and NIMROD benchmark simulations in Figure 8
of [38]. At t = 0.89 ms, besides the outer current ring that is of comparable magnitude for both
models, a second current ring forms for the background-fluid model that is not observed for the
marker-particle model. This is consistent with the second ring of high electron temperature seen
at the same time in Figure 6.5a.

Lastly, the high current density spot that forms on the last time step is smaller in size but almost
twice as large in magnitude for the background-fluid model than the one seen in the marker-particle
model. This is again consistent with the smaller, but higher electron temperature spot that is seen
at the same time in Figure 6.5a.

The difference in current density and electron temperature on this spot is a possible explanation
for the higher peak seen in Figure 6.3 at t = 1.15 ms for the background-fluid model compared to
the marker-particle model since the radiation power scales with the electron temperature, and the
ohmic heating scales with the current density squared.

The marker-particle model uses the assumption that the velocity distribution of the argon particles
is always in equilibrium with the rest of the plasma. To check the validity of that assumption, the
velocity and charge distributions of the kinetic argon in the background-fluid model at t = 0.31 ms,
t = 0.58 ms and t = 0.84 ms are shown in Figure 6.6. Whereas in the Section 6.1 only kinetic
ions in a specific temperature range were considered for the distribution, this no longer works for a
cooling plasma. For this reason, only the kinetic argon inside a given flux surface is considered. If
this circle is small enough, the background-fluid temperature within such an area is within a small
range throughout the whole area.12

The velocity distribution at t = 0.31 ms is slightly broader than can be described by a single
temperature Maxwell-Boltzmann distribution. This broader profile can be explained by the constant
addition of cold argon. As the center of the plasma starts cooling, the effect of the newly added cold
argon ions starts increasing. At t = 0.58 ms, the average speed of the whole distribution is shifted
down because of a large population of argon particles with very low energy (hardly visible along
the y-axis in the plot). However, the velocity distribution of the remaining population of argon is
still somewhat shaped like a Maxwell-Boltzmann distribution. Even later, at t = 0.84 ms, this is no
longer the case, and the mixture of cold argon and hot argon ions can no longer be described by a
single temperature.

In the charge distribution, the newly added argon particles also alter the charge distribution evo-
lution compared to the evolution of a single initial group of argon atoms in a static background.
Initially, at t = 0.31 ms a large tail of argon ions is still in a low charge state compared to the
average charge state. Later, the impact of cold argon becomes even larger, as even more charge
states are populated simultaneously, and even neutrals start forming a large part of the population.

Consequently, assuming a Boltzmann-Maxwell velocity distribution can lead to a large under-
estimation of the number of low energetic and high energetic argon particles. For any phenomenon

12The small central area is formally defined as the area where the normalized flux is smaller than 0.05, i.e.,
ψN < 0.05. After some time (approximately 1 ms) this area is ill-defined, rendering the statistic useless.
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Figure 6.6: The velocity distributions and charge distributions of argon in the central flux
surfaces at t = 0.31 ms, t = 0.58 ms and t = 0.84 ms. The velocity distributions are plotted
with a Maxwell-Boltzmann distribution with a corresponding average speed. Note the large
(but barely visible) population of argon at very low speeds at t = 0.58 ms. The velocity
distribution cannot be described by a Maxwell-Boltzmann distribution and almost all charge
states are populated in the final time step.

that depends on the velocity distribution, this can thus lead to wrongful results. For instance, con-
sider the velocity distribution at t = 0.84 ms in Figure 6.6 for the collisionality of an argon particle
with other argon particles. The collision frequency scales with v−3 ∝ T (−3/2). If the Maxwell-
Boltzmann distribution of temperature T = 0.01 keV is assumed, the collision frequency would be
underestimated, because the large population of low-velocity argon particles will result in a much
larger collision rate than that of a Maxwell-Boltzmann velocity distribution with the same average
energy.

Furthermore, the assumption on the temperature of the argon in the marker-particle model results
in zero collisional heat exchange between the argon particles and the background plasma. Although
the energy exchange is non-zero, Figure 6.3 shows that the energy exchange through collisions is
small compared to the radiative power.

Now the same simulation is repeated with an argon injection rate that is ten times lower than in
the benchmark simulation to give an indication of the effect of the momentum coupling terms on
the simulation. The simulation is done twice, once using all the coupling terms, and once without
using the coupling terms in the momentum equation. The two simulations show a discrepancy in
the evolution of the velocity stream function and parallel velocity. This is not surprising since the
coupling terms in the momentum equation directly affect these two fluid variables. The differences
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Figure 6.7: In the top figure (a) the parallel flow v‖ and the velocity stream function
u are compared for the simulation with all coupling terms and the simulation without the
momentum coupling terms at t = 1.3 ms. The bottom two plots compare the (b) parallel
and (c) poloidal kinetic energy of the two simulations. There is an increasing mismatch in
both the profile of both variables as well as in the poloidal and parallel kinetic energy as the
simulation progresses. The simulation using all terms becomes unstable and crashes shortly
after t = 1.6 ms

are shown in Figure 6.7. The difference in all the other fluid variables is of a much smaller scale
that is not noticeable at first glance and is thus not discussed.

The poloidal kinetic energy – which is linked to the electric field through u – is shown in 6.7c. It
grows and becomes increasingly noisier for the simulation using all coupling terms, whereas for the
simulation without the momentum coupling terms it is three orders of magnitude smaller. The
parallel kinetic energy is shown in 6.7b. The two simulations show a negligible discrepancy up
to approximately t = 0.5 ms, after which the energy in the simulation using all coupling terms
increases while it decreases for the simulation without momentum coupling.

Qualitatively, the difference in energy can be explained by the different profiles that develop for the
two simulations, as shown in Figure 6.7. For the parallel velocity, a similar profile develops using
all terms as was seen in the Shafranov-shift simulation in Section 5.2.

The same can be said for the velocity stream function, where the simulation using all terms develops
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a profile that is similar to the simulation including diamagnetic terms for the Shafranov-shift sim-
ulation. A possible explanation for the numerical instabilities can thus be in the implicit inclusion
of diamagnetic flow terms of the argon particles in the coupling terms in the momentum equation,
although other causes cannot be excluded.

In the low injection rate simulation, the coupling terms in the momentum equation seem to have
little effect on the evolution of the fluid variables other than the parallel velocity and the velocity
stream function. This suggests that including the momentum coupling terms in the background-
fluid model for the benchmark simulation should have a limited effect on the outcome. Of course,
this is strictly based on what is observed in the low injection rate simulation, and it is not guaranteed
that the same can be said for the benchmark simulation.

In summary, the newly implemented background-fluid model uses a fully kinetic description of the
injected argon particles without making assumptions about the velocity distribution. The results of
the benchmark simulation of the background-fluid model and the marker-particle model show good
qualitative agreement. The two models show similar features regarding the cooling mechanisms
at play, initial central electron cooling, the formation of rings of high current density and high
electron temperature, a central spot of ohmic re-heating, and similar deformation of the argon
density profile. Furthermore, the magnitude of the cooling powers of the background-fluid model is
in the range of magnitudes that are found in the marker-particle model, NIMROD and M3D-C1.
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Conclusions & Discussion

To properly predict the mitigation of an ITER plasma after SPI, a model needs to be developed that
captures the dominating physics during the cooling of the plasma. Different models have previously
been proposed, each with its own assumptions and limitations. The newly developed background-
fluid model describes the evolution of a background fluid that is coupled to fully kinetic impurity
ions. By using fully kinetic particles to describe the impurity evolution, the background-fluid model
no longer assumes the temperature and velocity of the injected impurities to be equal to that of
the rest of the plasma, as was assumed in the previously implemented marker-particle model.

The coupling terms that are derived and implemented in this thesis are derived to assure momentum
and energy conservation of the whole system. Using the model, an effort is made to improve the
SPI simulations in JOREK. To further improve the energy conservation of the proposed coupling
scheme, a new hybrid time-stepping scheme has been derived and implemented in JOREK. The new
model and time-stepping scheme have then been verified and have been used to run a benchmark
simulation.

The results of the verification and benchmark simulation of the newly implemented background-
fluid model and hybrid time-stepping scheme are summarized in Section 7.1. Subsequently, the
performance, strengths and weaknesses of the background-fluid model are discussed in Section 7.2,
as well as the prospects, potential extensions, and future applications of the model.

7.1 Conclusions

The newly proposed background-fluid model and hybrid time-stepping scheme show promising
initial verification results. First of all, the hybrid time-stepping scheme that was proposed in Section
3.6 is successfully implemented and shows similar energy conservation for the coupling terms as the
simulation that uses a Crank-Nicolson scheme. The energy conservation of the coupling terms is
an order of magnitude better using the hybrid time-stepping scheme than using the Gears scheme
for the considered simulation.

Furthermore, the Shafranov-shift found when increasing the pressure by 10% using a fluid simulation
is matched well by the background-fluid model after increasing the pressure by 10% by adding
kinetic ions. Both show a similar initial overshoot, frequency, and offset of the Shafranov-shift as
the magnetic axis oscillates to its new equilibrium Only the damping of the oscillation is stronger
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for the simulation with the background-fluid model. The comparison has furthermore shown that
the diamagnetic flow terms are implicitly included in the kinetic simulation.

The results of the benchmark simulation and using the background-fluid model using the marker-
particle model presented in [26] both show a similar evolution of the energy balance of the system,
initial central electron cooling, the formation of rings of high current density and high electron
temperature, a central spot of ohmic re-heating, and similar deformation of the argon density
profile. Although, the magnitude of the second radiation power peak of the background-fluid model
is almost twice as large as it is for the marker-particle model, it is a similar order of magnitude as
found by NIMROD and M3D-C1.

Furthermore, in the background-fluid model simulation, two rings of high current density and
electron temperature form, whereas only one forms using the marker-particle model. Consistently,
two dips are seen in the radiation power as a ring of high temperature and current density quenches,
whereas only one dip is seen for the marker-particle model.

Additionally, an analysis of the velocity distribution of the kinetic particles shows that the assump-
tions made in the marker-particle model – that of equal temperature and velocity of all ion species
– are not always satisfied. The velocity distribution of the kinetic particles cannot be described by a
temperature at all in some scenarios. However, the effects of the wrongful assumptions seem to have
little effect on the benchmark simulation. The collisions between the argon and the background-
fluid result in some extra initial cooling, and later in extra heating but the cooling effect is at least
an order of magnitude smaller than the radiation power except for during approximately the first
0.4 ms of the simulation. The collisional power is of a similar order of magnitude as the ionization
power though. Nevertheless, having an actual velocity distribution instead of assuming one that
can be described by a temperature can be beneficial for future simulations, e.g., when the kinetic
particles collide with other kinetic particles.

Furthermore, the displacement of the argon in the marker-particle model is slightly faster (the
furthest displacement is reached roughly 0.05 ms sooner) and further (order of 0.05 m) than that
found using the background-fluid model. This can be the result of the assumption of instant velocity
equilibration used in the marker-particle model, whereas in reality, the heavy argon ions need to
be accelerated first. Nonetheless, the time and length scale of the difference is irrelevant for any
practical SPI application. Lastly, the marker-particle model has two, inconsistent descriptions of
argon number density. This is no longer a problem in the background-fluid model where there is
only one fully kinetic description of the argon particles.

It should be noted that the coupling of the kinetic ions to the momentum equation of the background-
fluid model can lead to numerical instabilities in the simulations, especially for high kinetic ion
densities. This appears to be a result of the coupling between kinetic ions and the electric field,
through the momentum equation and might have to do with the coupling of implicit diamagnetic
flow terms of the kinetic particles to the background fluid. Although a simulation at low argon
injection rates suggests that the coupling in the momentum equation should have a small effect on
the other fluid variables for the benchmark simulation, it is undetermined how this extrapolates to
the actual benchmark simulation.

The background-fluid model simulations furthermore suggest that the velocity distribution of the
argon particles is far more complex than a Maxwell-Boltzmann distribution with a fixed tempera-
ture. However, Equation (4.5) shows that the energy equilibration time between the kinetic argon
ions is much shorter than that of the kinetic argon ions with the background deuterium ions.
Hence, to confirm or refute this conclusion, the inter-species collisions of argon should be included
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in the model. Possibly, these collisions effectively redistribute the energies of the kinetic ions to a
Maxwell-Boltzmann distribution on a very short timescale.

All things considered, the newly implemented background-fluid model with coupling to kinetic ions
adequately reproduces the benchmark SPI simulations without making any assumptions about the
velocities of the injected particles. Both the quantitative and qualitative results of the background-
fluid model compares to the marker-particle model within a margin of error that is of the same
magnitude as the deviations found between the results of the benchmark simulations in [26] and [38].
However, understanding and solving the numerical stability issues encountered in the momentum
coupling will be paramount for its further development.

7.2 Discussion and Outlook

The coupling scheme presented in the background-fluid model is a new generic approach that can
be adapted for different applications relatively easily. What is meant by this, is that the coupling is
set up in such a way that turning terms on or off in the kinetic simulation will automatically turn
off the coupling of this term to the background-fluid model too. If, for instance, the electric field is
set to zero in the kinetic simulation, it will not accelerate the kinetic ions, which will automatically
result in zero momentum change to couple back to the background fluid. The same can be said for
turning the collisions on or off in the kinetic simulations.

Due to this generic approach – purely based on momentum and energy conservation – the model can
potentially be used for many different applications. The model has already been implemented to
simulate energetic ion-driven TAEs without many alterations. This work was done in collaboration
with Timo Bogaarts [39]. The application of the TAE modes excitation by fast particles is the
first demonstration in 3-D geometry, including a resonant interaction between kinetic particles and
the background fluid. Furthermore, a very similar approach might be used to simulate runaway
electrons.

However, before expanding the background-fluid model further, the current model should improve
on the numerical stability of the simulations. To do this, first of all, the assumption ue ≈ ui made
in Ohm’s law in Equation (2.97) should be carefully reconsidered, as this assumption could directly
impact the coupling between the electric field and kinetic ions, which is the basis of the instability.
However, the electric field is then substituted into Equation (3.20), which is in turn projected in the
parallel direction of the magnetic field (similarly to how this is done in Equation (3.34)). Hence,
this ue ×B term should vanish in reduced MHD.

Another option is to improve the coupling between the kinetic particles and the electric field (and the
background fluid in general) is to implement an implicit time-stepping scheme for the kinetic particle
simulation. In the current model, the particles are moved in the background fluid explicitly. Thus,
during the kinetic time steps, the evolution of the background fluid that is happening simultaneously
in reality is never known to the particles. In an implicit time-stepping scheme the background-fluid
parameters can evolve in time as the kinetic particles move. One way to make the time stepping
implicit is to iteratively improve the solution by running the kinetic time step again after the initial
explicit time stepping. The second iteration, the background fluid can evolve with the particles
using interpolation. Based on this new implicit iteration, the background-fluid evolution can in
turn be improved based on the new coupling terms gathered in the implicit kinetic simulation.
This process is then repeated until the change of the background fluid state is smaller than a
given threshold. Although the process could improve the accuracy and numerical stability of the
simulations, it can also quickly increase the computational cost of the simulation, as this increases
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with the number of iterations done per fluid time step.

To improve the model further – within the framework of the benchmark simulation – three exten-
sions are proposed. First of all, the derivation of the background-fluid model can be redone without
making the assumption that all the kinetic ions have the same mass, and consequently are of the
same species. At first sight, the expectation is that the derivation – albeit a bit more extensive –
will still result in a coupling scheme where all the momentum change in the kinetic ions is coupled
back to the plasma fluid, and all the collisional energy change is coupled back to the fluid. If the
model is generalized to a coupling that does not assume kinetic ions to be of only one species,
the architecture of the kinetic simulation would allow for the simulation of many different types of
impurities simultaneously. This can in turn help to simulate realistic fusion plasmas, where species
such as helium (fusion product), argon (SPI), and tungsten (wall sputtering) might all be present
in the plasma simultaneously.

Secondly, the background-fluid model can be derived using a separate energy equation for the
background-fluid electrons and the background-fluid ions. The benchmark simulation using the
marker-particle model in [26] has already shown the significant effect that this distinction has on
the simulation. For the background-fluid model, not only can the radiation energy and ionization
energy be coupled to the electrons specifically, but also the collisions with the background-fluid ions
can be coupled back to those ions specifically. This consequently results in a better representation
of the electron temperature and ion temperature in which the kinetic ions move, which in turn
improves the correctness of the collisional energy transfer and radiation and ionization rates.

Finally, the collisions of the kinetic particles with electrons and with other kinetic ions can be
included. By including the collisions of the kinetic ions with the electrons, the ηJ term in the
electric field definition no longer has to be neglected. This way, the kinetic ions can find an actual
equilibrium between the acceleration by the electric field, and the deceleration by collisions with
electrons, instead of assuming this equilibrium is always satisfied. The inter-species collisionality
of the kinetic ions should be included in the kinetic simulation to better analyze the velocity
distribution of the kinetic ions. By implementing this, a better argument can be made on whether
the velocity distribution of the kinetic ions can or cannot be described by a Maxwell-Boltzmann
distribution. Admittedly, combining this with the previously proposed extension to include multiple
ion species in the kinetic simulation might pose an extra challenge.

A good qualitative and quantitative agreement is observed between the new background-fluid model
and the marker-particle model for the benchmark simulation. The qualitative and quantitative de-
viations between the two models are of a similar order as the qualitative and quantitative deviations
between the three results published in [17] and [38]. However, to properly verify the background-
fluid model more comparisons are required on more realistic experimental cases. Besides the exten-
sions of the included physics previously proposed, the model should be verified for more realistic
simulations. The first addition to the simulation that is proposed is to extend the 2-D simulation
to a 3-D simulation. This is a necessity to accurately capture the toroidal asymmetric effects due
to the toroidal asymmetry in the SPI injection. Furthermore, running a 3-D simulation allows
MHD instabilities such as kink-modes or tearing-modes to occur, that are not yet present in 2-D
simulations. The first successful application of the background-fluid model in a 3-D geometry has
already been demonstrated in the simulation of TAE modes excitation by fast particles, as men-
tioned before. Secondly, the actual impurity deposition due to SPI should be improved by using a
more accurate model for the injection rate and location of impurities during SPI. Some modules for
this have already been implemented in JOREK. Lastly, the results of a realistic simulation should
be compared to experimental data as a final validation of the background-fluid model.
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All things considered, the first results presented in this thesis show that the background-fluid forms
a good basis for the fully kinetic treatment of impurities injected during SPI. On top of that, the
framework and coupling scheme allows the background-fluid model to be used for a much broader
range of simulations of particles in a background plasma. Ideally, the approach – when improved
and extended sufficiently – can be used to fully kinetically simulate any ion or combination of ions
of interest, as it moves throughout the background plasma, ranging from sputtered tungsten, to
highly energetic ions, to injected SPI impurities. Before that is reality, plenty of interesting research
remains to be done on this topic.
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Appendix A

The Collisions Operator for Binary
Collisions

The collision operator changes the distribution function of a species due to collisions of this species.
In a binary collision model, a collision can be described as an instantaneous change of a particle’s
velocity from the one it had before the collision, to the velocity that it has after the collision. A
collision taking place at time tc and position rc changes the velocity of the colliding particle from
vac , to velocity vbc. The two velocities are formally defined as

vac = lim
δt→0

vc(tc − δt), (A.1)

vbc = lim
δt→0

vc(tc + δt), (A.2)

which are the one-sided limits of the velocity of the colliding particle, approaching the collision time
from different sides. In the distribution function, a collision can be described as one particle being
removed at (rc,v

a
c ) in phase-space, and one particle being added at (rc,v

b
c) in phase space.13 Note,

that this process is instantaneous at time tc. Hence, the derivative ∂vc(tc)/∂t is ill defined.

Now, consider the change of a distribution function, only affected by collisions over a time period
dt. The change in the distribution function is defined as

fα(r,v, t+ dt)− fα(r,v, t). (A.3)

Consider again the collision occurring at time tc. It will move one particle in the distribution
function in phase-space from (rc,v

a
c ) to (rc,v

b
c) only if t < tc < t + dt. Algebraically, this change

is described as

13It is assumed that no particles are created/annihilated during the collision, even though this is not the case for
fusion plasmas where deuterium and tritium collide to form helium and a neutron. However, these collisions can be
treated as a source and can be excluded from the collision operator.
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fα(r,v, t+ dt)− fα(r,v, t) =

t+dt∫
t

[δ(v − vbc)− δ(v − vac )]δ(r− rc)δ(t− tc) dt (A.4)

where the Dirac-delta function is again used to move the particle in phase-space only if t < tc <
t+ dt. The rate of change of the distribution function due to one collision is given by

(
∂fα
∂t

)
c

= [δ(v − vbc)− δ(v − vac )]δ(r− rc)δ(t− tc). (A.5)

A collision thus only changes the distribution function at time t = tc (infinitely fast) and leaves it
unaltered otherwise. The rate of change of the distribution function caused by all the collisions is
obtained by summing over all collisions

(
∂fα
∂t

)
c

≡ Cα =
∑
c=cα

[δ(v − vbc)− δ(v − vac )]δ(r− rc)δ(t− tc). (A.6)

All other quantities that are defined based on the collision operator later, are related to the kinetic
ions by substituting in this kinetic description of the collision operator.
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Appendix B

Taking Moments of the Boltzmann
Equation

Recall the definitions given in Chapter 2. The Boltzmann equation is given by

dfα
dt
≡ ∂fα

∂t
+ v · ∇fα +

qα
mα

(E + v ×B) · ∇vfα = Cα + Sα(r,v, t) (B.1)

with

Cα =
∑
β

Cαβ (B.2)

Furthermore, the macroscopic quantities

nα(r, t) ≡
∫
fα(r,v, t) dv (B.3)

ρα(r, t) ≡
∫
mαfα(r,v, t) dv = mαnα (B.4)

are defined, as well as the notation for distribution averaged quantities

〈g〉α(r, t) ≡=
1

nα(r, t)

∫
gα(r,v, t)fα(r,v, t) dv. (B.5)

and the average velocity uα

uα(r, t) ≡ 〈v〉α =
1

nα(r, t)

∫
vfα(r,v, t) dv. (B.6)

Due to conservation laws of elastic collisions, integral of the collision operator vanishes for the
following cases:
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∫
Cαβ dv = 0 (B.7)∫
Cα dv =

∫ ∑
β

Cαβ dv = 0 (B.8)∫
mαvCαα dv = 0 (B.9)∫
1

2
mαv

2Cαα dv = 0 (B.10)

The velocity vector v is then decomposed in the average velocity uα, and a difference vector ṽα,
i.e.,

ṽα = v − uα. (B.11)

This allows for the introduction of thermal quantities to further rewrite the Boltzmann moments.

pα(r, t) ≡ 1

3
ρα〈ṽ2α〉α (B.12)

Pα(r, t) ≡ ρα〈ṽαṽ〉α = pαI + Πα (B.13)

hα(r, t) ≡ 1

2
ρα〈ṽ2αṽ〉α (B.14)

Rα(r, t) ≡
∑
β 6=α

∫
mαṽαCαβ dv (B.15)

Qα(r, t) ≡
∑
β 6=α

∫
1

2
mαṽ

2
αCαβ dv (B.16)

Using all the definitions given above, the goal is to take the first three moments of the Boltzmann
equation, and rewrite them into a conservation law. The equation to be solved is given by

∫
gi

[
dfα
dt
− Cα − Sα

]
dv = 0 (B.17)

where gi is the equation used to get the i-th moment of the Boltzmann equation. To get to a set
of multi-fluid MHD equations, i = 0− 2 with the corresponding gi given by

g0 = mα (mass)

g1 = mαv (momentum)

g2 =
1

2
mαv

2 (energy)

(B.18)
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APPENDIX B. TAKING MOMENTS OF THE BOLTZMANN EQUATION

B.1 Algebraic Rules Distribution Average Quantities

Before deriving the different conservation laws, some algebraic identities of the distribution averages
are introduced, to make the derivation of the moments of the Boltzmann equation easier.

∂〈g〉α
∂v

= 0 (B.19)

〈g + h〉α = 〈g〉α + 〈h〉α (B.20)

〈〈g〉α〉α =

∫
〈g〉αfα(r,v, t) dv∫
fα(r,v, t) dv

= 〈g〉α
∫
fα(r,v, t) dv∫
fα(r,v, t) dv

= 〈g〉α (B.21)

〈〈g〉αh〉α =

∫
〈g〉αhfα(r,v, t) dv∫
fα(r,v, t) dv

= 〈g〉α
∫
hfα(r,v, t) dv∫
fα(r,v, t) dv

= 〈g〉α〈h〉α (B.22)

(B.23)

Using these identities, it is clear that by definition

〈ṽα〉α = 〈v − uα〉α = 〈v〉α − 〈uα〉α = 0 (B.24)

Furthermore, the identities are used to rewrite

〈vv〉α = 〈(uα + ṽα)(uα + ṽα)〉α
= 〈uαuα + 2uαṽα + ṽαṽα〉α
= 〈uαuα〉α + 〈2uαṽα〉α + 〈ṽαṽα〉α (B.25)

= uαuα + 2uα〈ṽα〉α + 〈ṽαṽα〉α
= uαuα + 〈ṽαṽα〉α

〈v2〉α = 〈v · v〉α
= 〈(uα + ṽα) · (uα + ṽα)〉α
= 〈uα · uα + 2uα · ṽα + ṽα · ṽα〉α (B.26)

= uα · uα + 〈ṽα · ṽα〉α
= u2α + 〈ṽ2α〉α

〈v2v〉α = 〈v2(uα + ṽα)〉α
= 〈v2uα + v2ṽα〉α
= uα〈v2〉α + 〈v2ṽα〉α (B.27)

= uα(u2α + 〈ṽ2α〉α) + 〈(u2α + 2uα · ṽα + ṽ2α)ṽα〉α
= uαu

2
α + uα〈ṽ2α〉α + 〈u2αṽα〉α + 〈2uα · ṽαṽα〉α + 〈ṽ2αṽα〉α

= uαu
2
α + uα〈ṽ2α〉α + 2uα · 〈ṽαṽα〉α + 〈ṽ2αṽα〉α
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B.2 Zeroth-Order Moment

To get the zeroth-order moment of the Boltzmann equation, use Equation (B.17) and substitute
gi = g0 = mα into it. The equation that needs to be solved is thus given by

Equation to solve∫
mα

[
∂fα
∂t

+ v · ∇fα +
qα
mα

(E + v ×B) · ∇vfα

]
dv =

∫
mα [Cα + Sα(r,v, t)] dv (B.28)

Each term will be simplified separately.

First term∫
mα

∂fα
∂t

dv =
∂

∂t

(∫
mαfα dv

)
=
∂ρα
∂t

Second term∫
mαv · ∇fα dv =

∫
mα∇ · vfα −mαfα∇ · v dv

=

∫
mα∇ · vfα dv

= ∇ · (mα

∫
vfα dv)

= ∇ · (mαnαuα)

= ∇ · (ραuα)

Here, ∇ · v = 0 was used, because v is coordinate of the system, thus independent of coordinate r.

Third term∫
qα (E + v ×B) · ∇vfα dv =

∫
∇v · (qα (E + v ×B) fα) dv −

∫
qαfα∇v · (E + v ×B) dv

Use Gauss’ divergence theorem

=

∫
v=vmax

qα (E + v ×B) fα · dv −
∫
qαfα∇v · (E + v ×B) dv

For the limit of vmax →∞, fα goes to zero much quicker than v grows

= −
∫
qαfα∇v · (E + v ×B) dv

= −
∫
qαfα (B · (∇v × v)− v · (∇v ×B)) dv = 0
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The last terms are zero because first of all E and B(r, t) are independent of v. Furthermore, looking
at the z component of (∇v × v)z = ∂vx/∂vy − ∂vy/∂vx = 0. The same argument can be given for
all components.

Fourth term∫
mαCα dv =

∫
mα

∑
β

Cαβ dv = 0

using equation (B.8)

Fifth term∫
mαSα dv ≡ Sρα(r, t)

Sρα is defined as the density source of type α

Adding all the terms together gives the zeroth-order of the Boltzmann equation as

Final result - continuity equation

∂ρα
∂t

+∇ · (ραuα) = Sρα(r, t) (B.29)

and is also referred to as the continuity equation.

B.3 First-Order Moment

To get the first-order moment of the Boltzmann equation, use Equation (B.17) and substitute
gi = g1 = mαv into it. The equation that needs to be solved is thus given by

Equation to solve∫
mαv

[
∂fα
∂t

+ v · ∇fα +
qα
mα

(E + v ×B) · ∇vfα

]
dv =

∫
mαv [Cα + Sα(r,v, t)] dv (B.30)

Each term will be simplified separately.

First term∫
mαv

∂fα
∂t

dv =
∂

∂t

(∫
mαvfα dv

)
=

∂

∂t
(ραuα)

The definition of uα as given in (B.6) is used. Note again that v is a coordinate of the system, and
thus does not depend on t.

Second term∫
mαvv · ∇fα dv = ∇ ·

∫
mαvvfα dv

= ∇ · (ρα〈vv〉α)
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Here, the gradient can be taken out of the integral once more because v is coordinate of the system,
thus independent of coordinate r.

Third term∫
qαv (E + v ×B) · ∇vfα dv =∫

∇v · (qαv (E + v ×B) fα) dv −
∫
qαfα∇v · (v (E + v ×B)) dv

Use Gauss’ divergence theorem

=

∫
v=vmax

qαv (E + v ×B) fα · dv −
∫
qαfα (v · ∇v (E + v ×B) + (E + v ×B) · ∇vv) dv

For the limit of vmax → ∞, fα goes to zero much quicker than v or vv grows. Furthermore,
∇v(E + v × B) = 0 is shown in the derivation of the zeroth-order moment of the Boltzmann
equation. Lastly, ∇vv = I is used.

= −
∫
qαfα (E + v ×B) dv

= −qα
∫
fα dv E− qα

∫
fαv dv ×B

= −qαnα(E + uα ×B)

= −ρα
qα
mα

(E + uα ×B)

Fourth term∫
mαvCα dv =

∫
mαv

∑
β

Cαβ dv

=
∑
β

∫
mαvCαβ dv

=
∑
β 6=α

∫
mαvCαβ dv

Here, Equation (B.9) was used.

Fifth term∫
mαvSα dv ≡ Smα(r, t)

Smα
is defined as the momentum source of type α.

Adding all the terms together gives the first-order moment of the Boltzmann equation as

Intermediate result

∂

∂t
(ραuα) +∇ · (ρα〈vv〉α)− ρα

qα
mα

(E + uα ×B) =
∑
β 6=α

∫
mαvCαβ dv + Smα

(r, t)
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This form of the first-order moment of the Boltzmann equation can be rewritten by decomposing
the velocity v as defined in (B.11). The introduced thermal quantities of Equations (B.12) - (B.16)
are furthermore used. Finally, basic algebra is used to further rewrite the equation, as well as the
identities described in Section B.1.

Rewriting using thermal quantities - second term

∇ · (ρα〈vv〉α) = ∇ · (ραuαuα) +∇ · (ραṽαṽα)

= ραuα · ∇uα + uα∇ · (ραuα) +∇ ·Pα

= ραuα · ∇uα + uα∇ · (ραuα) +∇pα +∇ ·Πα

Here, Equation (B.13) was used.

Rewriting using thermal quantities - collision operator∑
β 6=α

∫
mαvCαβ dv =

∑
β 6=α

∫
mαuαCαβ dv +

∑
β 6=α

∫
mαṽαCαβ dv

= uα
∑
β 6=α

∫
mαCαβ dv + Rα

= Rα

Here, Equation (B.7) and (B.15) were used.

Substituting these terms into the intermediate result for the first-moment of the Boltzmann equation
gives

Rewriting using thermal quantities

ρα
∂uα
∂t

+ uα
∂ρα
∂t

+ ραuα · ∇uα + uα∇ · (ραuα) +∇pα +∇ ·Πα − ρα
qα
mα

(E + uα ×B)

= Rα + Smα(r, t)

ρα

(
∂uα
∂t

+ uα · ∇uα

)
+∇pα +∇ ·Πα − ρα

qα
mα

(E + uα ×B)

= Rα + Smα
(r, t)− uαSρα(r, t)

Where the terms in red are substituted by using the result of the continuity equation given by
Equation (B.29). Hence, finally, the first-order moment of the Boltzmann equation is given by the
so called momentum equation:

Final result - momentum equation

ρα

(
∂uα
∂t

+ uα · ∇uα

)
+∇pα +∇ ·Πα − ρα

qα
mα

(E + uα ×B)

= Rα + Smα
(r, t)− uαSρα(r, t) (B.31)
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B.4 Second-Order Moment

Finally, to get the second-order moment of the Boltzmann equation, use Equation (B.17) and
substitute gi = g2 = 1

2mαv
2 into it. The equation that needs to be solved is thus given by

Equation to solve∫
1

2
mαv

2

[
∂fα
∂t

+ v · ∇fα +
qα
mα

(E + v ×B) · ∇vfα

]
dv =

∫
1

2
mαv

2 [Cα + Sα(r,v, t)] dv

(B.32)

Each term will be simplified separately.

First term∫
1

2
mαv

2 ∂fα
∂t

dv =
∂

∂t

∫
1

2
mαv

2fα dv

=
∂

∂t

(
1

2
ρα〈v2〉α

)
Again, it was used that v2 is a coordinate of the system and thus independent of time.

Second term∫
1

2
mαv

2v · ∇fα dv =

∫
1

2
mαv

2(∇ · (vfα)− fα∇ · v) dv

= ∇ ·
(∫

1

2
mαv

2vfα dv

)
= ∇ · (1

2
ρα〈v2v〉α)

Here, the gradient can be taken out of the integral once more because v is the coordinate of the
system, thus independent of coordinate r.

Third term∫
1

2
qαv

2 (E + v ×B) · ∇vfα dv =∫
∇v ·

(
1

2
qαv

2 (E + v ×B) fα

)
dv −

∫
1

2
qαfα∇v · (v2 (E + v ×B)) dv

Use Gauss’ divergence theorem

=

∫
v=vmax

1

2
qαv

2 (E + v ×B) fα · dv

−
∫

1

2
qαfα

(
v2∇v · (E + v ×B) + (E + v ×B) · ∇vv

2
)

dv

For the limit of vmax →∞, fα still goes to zero much quicker than v2 or v2v grows. Furthermore,
∇v(E + v × B) = 0 is shown in the derivation of the zeroth-order moment of the Boltzmann
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equation. Lastly, ∇vv
2 = 2v.

= −
∫
qαfα (E + v ×B) · v dv

= −qαE ·
∫
fαv dv

= −qαnαE · u

= −ρα
qα
mα

E · uα

Fourth term∫
1

2
mαv

2Cα dv =

∫
1

2
mαv

2
∑
β

Cαβ dv

=
∑
β

∫
1

2
mαv

2Cαβ dv

=
∑
β 6=α

∫
1

2
mαv

2Cαβ dv

Here, Equation (B.10) was used.

Fifth term∫
1

2
mαv

2Sα dv ≡ SEα(r, t)

SEα is defined as the energy source of type α.

Adding all the terms together gives the first-order moment of the Boltzmann equation as

Intermediate result

∂

∂t
(
1

2
ρα〈v2〉α) +∇ · (ρα〈v2v〉α)− ρα

qα
mα

E · uα =
∑
β 6=α

∫
1

2
mαv

2Cαβ dv + SEα(r, t)

This form of the second-order moment of the Boltzmann equation can again be rewritten by decom-
posing the velocity v as defined in (B.11). The introduced thermal quantities of Equations (B.12) -
(B.16) are furthermore used. Finally, basic algebra is used to further rewrite the equation, as well
as the identities described in Section B.1.

Rewriting using thermal quantities - first term

∂

∂t

(
1

2
ρα〈v2〉α

)
=

∂

∂t

(
1

2
ραu

2
α

)
+
∂

∂t

(
1

2
ρα〈ṽ2α〉α

)
= uα · ρα

∂uα
∂t

+
1

2
u2α
∂ρα
∂t

+
3

2

∂pα
∂t
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Rewriting using thermal quantities - second term

∇ · (1

2
ρα〈v2v〉α) =∇ · (1

2
ραu

2
αuα) +∇ · (1

2
ραuα〈ṽ2α〉α)

+∇ · (ραuα · 〈ṽαṽα〉α) +∇ · (1

2
ρα〈ṽ2αṽα〉α)

=∇ · (1

2
ραu

2
αuα) +∇ · (3

2
uαpα)

+∇ · (uα ·Pα) +∇ · hα

=
1

2
u2α∇ · ραuα +

1

2
ραuα · ∇u2α +

3

2
pα∇ · uα +

3

2
uα · ∇pα

+∇ · (uα ·Pα) +∇ · hα

=
1

2
u2α∇ · ραuα + uα · ραuα · ∇uα +

3

2
pα∇ · uα +

3

2
uα · ∇pα

+∇ · (uα ·Pα) +∇ · hα

Here, Equations (B.12), (B.13) and (B.14) were used.

Rewriting using thermal quantities - collision operator∑
β 6=α

∫
1

2
mαv

2Cαβ dv =
∑
β 6=α

∫ [
1

2
mαu

2
αCαβ +mαuα · ṽαCαβ +

1

2
mαṽ

2Cαβ

]
dv

=
1

2
mαu2

α

∑
β 6=α

∫
Cαβ dv + uα ·

∑
β 6=α

∫
mαṽαCαβ dv +Qα

= uα ·Rα +Qα

Here, Equation (B.7), (B.15) and (B.16) were used.

Substituting these terms into the intermediate result for the first-moment of the Boltzmann equation
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gives

Rewriting using thermal quantities

uα · ρα
∂uα
∂t

+
1

2
u2α
∂ρα
∂t

+
3

2

∂pα
∂t

+
1

2
u2α∇ · ραuα+uα · ραuα · ∇uα

+
3

2
pα∇ · uα +

3

2
uα · ∇pα +∇ · (uα ·Pα) +∇ · hα − ρα

qα
mα

E · uα

= uα ·Rα +Qα + SEα(r, t)

3

2

∂pα
∂t

+
3

2
pα∇ · uα +

3

2
uα · ∇pα +∇ · (uα ·Pα) +∇ · hα − ρα

qα
mα

E · uα+
1

2
u2αSρα(r, t)

+uα ·
[
−∇ ·Pα + ρα

qα
mα

(E + uα ×B) + Rα + Smα
(r, t)− uαSρα(r, t)

]
= uα ·Rα +Qα + SEα(r, t)

3

2

∂pα
∂t

+
3

2
pα∇ · uα +

3

2
uα · ∇pα +∇ · (uα ·Pα) +∇ · hα − ρα

qα
mα

E · uα+
1

2
u2αSρα(r, t)

−uα · ∇ ·Pα + ρα
qα
mα

E · uα + uα ·Rα + uα · Smα
(r, t)− u2αSρα(r, t)

= uα ·Rα +Qα + SEα(r, t)

Where the blue terms are substituted by the continuity equation given by Equation (B.29), and
the red terms are substituted by the momentum equation given by Equation (B.31). The equation
is simplified further as

3

2

∂pα
∂t

+
3

2
pα∇ · uα +

3

2
uα · ∇pα+∇ · (uα ·Pα) +∇ · hα−ρα

qα
mα

E · uα+
1

2
u2αSρα(r, t)

−uα · ∇ ·Pα+ρα
qα
mα

E · uα+uα ·Rα + uα · Smα
(r, t)−u2αSρα(r, t)

= uα ·Rα +Qα + SEα(r, t)

3

2

(
∂pα
∂t

+ uα · ∇pα
)

+
3

2
pα∇ · uα∇ · hα+Pα : ∇uα

= Qα + SEα(r, t)− uα · Smα(r, t)+
1

2
u2αSρα(r, t)

3

2

(
∂pα
∂t

+ uα · ∇pα
)

+
3

2
pα∇ · uα +∇ · hα+Πα : ∇uα + pα∇ · uα

= Qα + SEα(r, t)− uα · Smα(r, t) +
1

2
u2αSρα(r, t)

∂pα
∂t

+ uα · ∇pα + γpα∇ · uα = (γ − 1)[Qα −∇ · hα −Πα : ∇uα

+ SEα(r, t)− uα · Smα
(r, t) +

1

2
u2αSρα(r, t)]
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Hence, finally, the second-order moment of the Boltzmann equation is given by the so called pressure
equation:

Final result - pressure equation

∂pα
∂t

+ uα · ∇pα + γpα∇ · uα =

(γ − 1)[Qα −∇ · hα −Πα : ∇uα + SEα(r, t)− uα · Smα(r, t) +
1

2
u2αSρα(r, t)]

(B.33)
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Appendix C

Detailed Derivation
Background-Fluid Model with
Kinetic Ion Coupling

In the following derivation, the multi-fluid MHD model is given by

∂ρα
∂t

+∇ · (ραuα) = Sρα (C.1)

ρα

(
∂uα
∂t

+ uα · ∇uα

)
− qαnα (E + uα ×B) +∇pα +∇ ·Πα = Rα + Smα − uαSρα (C.2)

∂pα
∂t

+ uα · ∇pα + γpα · ∇uα = (γ − 1)

[
Qα −∇ · hα −Πα : ∇uα + SEα − uα · Smα

+
1

2
u2αSpα

]
(C.3)

∇×E = −∂B

∂t
(C.4)

∇×B = µ0J− ε0µ0
∂E

∂t
(C.5)

∇ ·E =
σ

ε0
(C.6)

∇ ·B = 0. (C.7)

where the current (J) and current density (σ) are defined as

J ≡
∑
α

qαnαuα (C.8)

σ ≡
∑
α

qαnα (C.9)

The considered plasma consists of a kinetically described ion type, and the rest of the plasma -
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consisting of electrons and a fully ionized ion species - is described as a fluid. The combination
of the electrons and the fully ionized (fluid) ions, will be referred to as the background plasma or
background fluid. The fully ionized ions will accordingly be referred to as the background ions.

The described plasma thus contains as species (background) electrons (α = e), background ions
(α = i) and kinetic ions (α = k0, k1, ... , kZ) where Z is the atomic number of the injected ion
species. For the kinetic ions, each charge state i corresponds to a different species α = ki, since
each species has a unique charge qki (equal to i ∗ e where e is the elementary electron charge).

The total charge density and current density, given in their general form by Equations (C.8) and
(C.9), can thus be given by

σ ≡
∑
α

nαqα = neqe + niqi +

Z∑
i=0

nkiqki (C.10)

J ≡
∑
α

nαqαuα = neqeue + niqiui +

Z∑
i=0

nkiqkiuki (C.11)

for the considered plasma. These expressions are simplified by combining the kinetic ions species
into one species α = k by defining some total and average quantities of all the kinetic ion species
combined as

nk ≡
Z∑
i=0

nki (C.12)

ρk ≡
Z∑
i=0

nkimki = nkmk (C.13)

qk ≡
∑Z
i=0 nkiqki∑Z
i=0 nki

(C.14)

σk ≡
Z∑
i=0

nkiqki = nkqk (C.15)

Jk ≡
Z∑
i=0

nkiqkiuki, (C.16)

which are the total kinetic ion number density (nk), total kinetic ion mass density (ρk), average
kinetic ion charge (qk), total kinetic ion charge density (σk) and total kinetic ion current density
(Jk) and mki = mk for all i. Lastly, the average kinetic ion velocity

uk ≡
∑Z
i=0 nkiuki∑Z
i=0 nki

(C.17)

is defined. Note, that consequently Jk 6= nkqkuk.
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Using the definitions given by Equations (C.12) - (C.16) to describe the kinetic ions, the total
charge density and total current density given by Equations (C.10) and (C.11) can be simplified to

σ = neqe + niqi + nkqk (C.18)

J = neqeue + niqiui + Jk (C.19)

During the derivation of the background-fluid model, simplifications are made by assuming

neme � nimi. (C.20)

|ue − ui| � |ui| (C.21)

Using these assumptions, the background-plasma mass density (ρb), center-of-weight velocity (ub)
and pressure (pb) can be defined as

ρb ≡ mene +mini ≈ mini

ub ≡
meneue +miniui
mene +mini

≈ ui

pb ≡ pe + pi

(C.22)

Using the above definition for the background-fluid variables, and the definition for the total current
J, the average electron velocity ue can be rewritten in terms of background-fluid variables as

ue = − niqi
neqe

ub +
1

qene
(J− Jk) (C.23)

C.1 Low-Frequency Pre-Maxwell Equations

The Maxwell equations are rewritten to the low-frequency Pre-Maxwell equations remain the same.
Only Equation (C.6) is implicitly used in the other equations in the form of quasi-neutrality. It
is thus no longer explicitly needed in the model. For formality, it is shown how quasi-neutrality
results from the low-frequency assumption in Equation (C.6)

E =
σ

ε0

ε0E = σ =
∑
α

qαnα = qene + qini + qknk

lim
ε0→0

qene + qini + qknk = 0

The remaining three Maxwell equations are unchanged:

∇×E = −∂B

∂t
∇×B = µ0J

∇ ·B = 0
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C.2 Mass Density Equation

Sum Equation (C.1)e and (C.1)i

∂ρe
∂t

+
∂ρi
∂t

+∇ · (ρeue) +∇ · (ρiui) = Sρe + Sρi

∂ρe + ρi
∂t

+∇ · (ρeue + ρiui) = Sρe + Sρi

Substitute ρe + ρi = ρb and ρeue + ρiui = ρbub

∂ρb
∂t

+∇ · ρbub = Sρe + Sρi

∂ρb
∂t

+∇ · ρbub = Sρb

with Sρb ≡ Sρe + Sρi

C.3 Momentum Equation

Sum Equation (C.2)e and (C.2)i

ρe

(
∂ue
∂t

+ ue · ∇ue

)
+ ρi

(
∂ui
∂t

+ ui · ∇ui

)
− qene (E + ue ×B)− qini (E + ui ×B)

+∇pe +∇pi +∇ ·Πe +∇ ·Πi = Re + Ri + Sme
+ Smi

− ueSρe − uiSρi

Use ρe
(
∂ue
∂t + ue · ∇ue

)
� ρi

(
∂ui
∂t + ui · ∇ui

)
by combining limits neme � nimi and |ue − ui| �

|ui|

ρi

(
∂ui
∂t

+ ui · ∇ui

)
− qene (E + ue ×B)− qini (E + ui ×B)

+∇pe +∇pi +∇ ·Πe +∇ ·Πi = Re + Ri + Sme
+ Smi

− ueSρe − uiSρi

Substitute ρi ≈ ρb and ui ≈ ub

ρb

(
∂ub
∂t

+ ub · ∇ub

)
− qene (E + ue ×B)− qini (E + ui ×B)

+∇pe +∇pi +∇ ·Πe +∇ ·Πi = Re + Ri + Sme + Smi − ueSρe − uiSρi

Substitute equation for quasi-neutrality −qene − qini = qknk and definition of current −qeneue −
qiniui = −J + Jk
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ρb

(
∂ub
∂t

+ ub · ∇ub

)
+ nkqkE− (J− Jk)×B

+∇pe +∇pi +∇ ·Πe +∇ ·Πi = Re + Ri + Sme
+ Smi

− ueSρe − uiSρi

Now use Re + Ri = −Rk, and substitute definitions pe + pi ≡ pb, Πe + Πi ≡ Πb and Sub =
Sme

+ Smi
− ueSρe − ubSρi

ρb

(
∂ub
∂t

+ ub · ∇ub

)
+∇pb − (J− Jk)×B = −∇ ·Πb −Rk − nkqkE + Sub

Finally, we rewrite the equation to the highest moments of all variables in k as

ρb

(
∂ub
∂t

+ ub · ∇ub

)
= −∇pb + (J− Jk)×B−∇ ·Πb −Rk − σkE + Sub

C.4 Ohm’s Law

Rewrite Equation (C.2)e in terms of background-fluid variables.

ρe

(
∂ue
∂t

+ ue · ∇ue

)
− qene (E + ue ×B) +∇pe +∇ ·Πe = Re + Sme

− ueSρe

First use |ρe
(
∂ue
∂t + ue · ∇ue

)
| � |qene (E + ue ×B) |

−qene (E + ue ×B) +∇pe +∇ ·Πe = Re + Sme
− ueSρe

Then substitute ue = − niqi
neqe

ub + 1
qene

(J− Jk) and use quasi-neutrality qene = −qini − qknk, as
well as definition Sue ≡ Sme − ueSρe

−qene
(

E +

(
− niqi
neqe

ub +
1

qene
(J− Jk)

)
×B

)
= −∇pe −∇ ·Πe + Re + Sue

Then rewrite to form E = ...

E +

(
− niqi
neqe

ub +
1

qene
(J− Jk)

)
×B =

−1

qene
[−∇pe −∇ ·Πe + Re + Sue ]

E =
niqi
neqe

ub ×B− 1

qene
[(J− Jk)×B−∇pe −∇ ·Πe + Re + Sue ]

Now we use ordering to neglect small terms. Πe/(qene) is small compared to ub×B. Furthermore,
we use quasi-neutrality and ni = ρb/mi to rewrite qene
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E = − ρbqi
nkqkmi + ρbqi

ub ×B +
mi

miqknk + ρbqi
[(J− Jk)×B + Re −∇pe + Sue ]

Lastly, we rewrite the equation to the highest moments of k as

E = − ρbqi
σkmi + ρbqi

ub ×B +
mi

σkmi + ρbqi
[(J− Jk)×B + Re −∇pe + Sue ]

C.5 Pressure Equation

Sum Equation (C.3)e and (C.3)i.

∂pe
∂t

+
∂pi
∂t

+ ue · ∇pe + ui · ∇pi + γpe · ∇ue + γpi · ∇ui

= (γ − 1)[Qe +Qi −∇ · he −∇ · hi −Πe : ∇ue −Πi : ∇ui

+ SEe − ue · Sme
+

1

2
u2eSpe + SEi − ui · Smi

+
1

2
u2iSpi ]

First, substitute ue = ub + 1
qene

(J− Jk) + nkqk
neqe

ub and ui ≈ ub

∂(pe + pi)

∂t
+

(
ub +

1

qene
(J− Jk) +

nkqk
neqe

ub

)
· ∇pe + ub · ∇pi

+ γpe∇ ·
(

ub +
1

qene
(J− Jk) +

nkqk
neqe

ub

)
+ γpi∇ · ub

= (γ − 1)[Qe +Qi −∇ · he −∇ · hi −Πe : ∇
(

ub +
1

qene
(J− Jk) +

nkqk
neqe

ub

)
−Πi : ∇ub

+ SEe − ue · Sme
+

1

2
u2eSpe + SEi − ui · Smi

+
1

2
u2iSpi ]

∂(pe + pi)

∂t
+ ub · ∇(pe + pi) +

(
1

qene
(J− Jk) +

nkqk
neqe

ub

)
· ∇pe

+ γ(pe + pi)∇ · ub + γpe∇ ·
(

1

qene
(J− Jk) +

nkqk
neqe

ub

)
= (γ − 1)[Qe +Qi −∇ · (he + hi)− (Πi + Πe) : ∇ub −Πe : ∇

(
1

qene
(J− Jk) +

nkqk
neqe

ub

)
+ SEe − ue · Sme

+
1

2
u2eSpe + SEi − ui · Smi

+
1

2
u2iSpi ]

Now substitute definitions pe + pi ≡ pb, Qe + Qi ≡ Qb, he + hi = hb, Πe + Πi = Πb and
SEb = SEe + SEi − ue · Sme − ui · Smi

+ 1
2u

2
eSρe + 1

2u
2
iSρi .
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∂pb
∂t

+ ub · ∇pb +

(
1

qene
(J− Jk) +

nkqk
neqe

ub

)
· ∇pe

+ γpb∇ · ub + γpe∇ ·
(

1

qene
(J− Jk) +

nkqk
neqe

ub

)
= (γ − 1)[Qb −∇ · hb −Πb : ∇ub −Πe : ∇

(
1

qene
(J− Jk) +

nkqk
neqe

ub

)
+ SEb ]

Next, the equation is ordered, and small terms are neglected. Use that pb = pe+pi, and |ue−ub| �
|ub|. Note that 1

qene
(J− Jk) + nkqk

neqe
ub = ue − ub. This means that

(
1

qene
(J− Jk) + nkqk

neqe
ub

)
pe �

ubpb. Furthermore, it means that Πe : ∇
(

1
qene

(J− Jk) + nkqk
neqe

ub

)
� Πe : ∇ub

∂pb
∂t

+ ub · ∇pb + γpb∇ · ub = (γ − 1)[Qb −∇ · hb −Πb : ∇ub + SEb ]
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Collision Terms

D.1 Resistive Term Ohm’s Law

The resistive term ( 1
σe

Re) in the electric field equation is rewritten to fluid variables. The mean
momentum transfer Rα is approximated, both in JOREK and in literature, by

Rα = −σαηJ, (D.1)

where η is the resistivity of the plasma. However, this expression is derived for a two-fluid plasma
only consisting of electrons and one type of fully ionized ions. In this section, the relation between
the mean momentum transfer operator and fluid variables will be reevaluated for a more general
plasma.

A more general expression for the mean momentum transferred from particle species α to parti-
cle species β can be derived based on the momentum exchange timescale. The energy exchange
timescale is given in Equation (4.1). The characteristic energy equilibration time scale (τEαβ), mo-

mentum equilibration timescale (τMαβ), and collisional timescale ταβ are related by [37]

τEαβ = ταβ
(mα +mβ)2

2mαmβ
(D.2)

τMβα = ταβ
mα +mβ

mβ
. (D.3)

These equations state that the energy and momentum equilibration time scale is the collision time
multiplied by the (inverse) fraction of energy and momentum that is exchanged in a collision. Given
this relation, the momentum exchange time scale is given by

τMαβ =
6
√

2ε20
nβ

√
mα

mβ

[mβπkBTα +mαπkBTβ ]3/2

log ΛCq2αq
2
β(mα +mβ)

. (D.4)

Given the momentum equilibration timescale, the mean momentum transfer rate is given by
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Rαβ = ρα
(uβ − uα)

τMαβ
. (D.5)

Substituting Equation (D.4) into Equation (D.5) gives

Rαβ = ραρβ
ln Λcq

2
αq

2
β

√
mα +mβ

6
√

2ε20
√
mαβ [πmβkBTα + πmαkBTβ ]

3/2
(uβ − uα), (D.6)

where mαβ is the reduced mass defined as mαmβ/(mα + mβ) For the considered plasma, me �
mi ≤ mk. As a result, mei ≈ mek ≈ me. Furthermore, the ions and electrons are assumed to
have temperatures of comparable magnitude and all charge states of the injected impurities are

considered colder, so that Te ∼ Ti ≥ T
(j)
k . Using this, the mean momentum transfer between

electrons and background ions, and electrons and kinetic ions of charge state j simplify to

Rei = σeσi

√
me ln Λcqeqi

6
√

2ε20(πkBTe)3/2
(ui − ue), (D.7)

R
(j)
ek = σeσ

(j)
k

√
me ln Λcqeq

(j)
k

6
√

2ε20(πkBTe)3/2
(u

(j)
k − ue). (D.8)

Where ραρβq
2
αq

2
β is rewritten to mαmβσασβqαqβ .

Now, using mi ≤ mk and Ti ≥ T
(j)
k , the momentum transferred from background ions to kinetic

ions of charge state j can be simplified to

R
(j)
ik = σiσ

(j)
k

(mi +mk)
√
mi

mk

ln Λcqiq
(j)
k

6
√

2ε20(πkBTi)3/2
(u

(j)
k − ui). (D.9)

Note that in reality

(mkkBTi)
3/2 <

[
(mkkBTi +mikBTk)3/2

]
< 2
√

2(mkkBTi)
3/2 (D.10)

for the given limits on mk and Tk. For now, the lower limit is assumed. A factor 2
√

2 will not make
a large difference for the arguments presented during this derivation.

Using Equations (D.7) and (D.8), the total mean momentum transfer from background ions and
all kinetic ions to the electrons is given. To simplify the expression, first the effective charge of the
kinetic ions (qk,eff ), the total effective charge (qeff ), the effective charge velocity of the kinetic ions
(uk,eff ), and the resistivity (η) are defined as
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qk,eff ≡
∑
j n

(j)
k q

(j)2
k∑

j n
(j)
k q

(j)
k

, (D.11)

qeff ≡
niq

2
i +

∑
j n

(j)
k q

(j)2
k

niqi + nkqk
, (D.12)

uk,eff ≡
∑
j n

(j)
k q

(j)2
k u

(j)
k∑

j n
(j)
k q

(j)2
k

, (D.13)

η ≡ −
√
me ln Λcqeqeff

6
√

2ε20(πkBTe)3/2
. (D.14)

Using these variables, the total mean momentum transfer to the electrons is given by

Re = Rei +

Z∑
j=0

R
(j)
ek = −σeη(

qi
qeff

σiui +
qk,eff
qeff

σkuk,eff + σeue). (D.15)

The expression is then rewritten by using the definition of the total current density to get

1

σe
Re = −η

J− Jk +

Z∑
j=0

q
(j)
k

qeff
σ
(j)
k u

(j)
k − (1− qi

qeff
)σiui

 . (D.16)

Note that this simplifies back to 1
σe

Re = −ηJ in two limits. The first limit is when n
(j)
k q

(j)2
k � niq

2
i ,

which is satisfied as long as the density of the kinetic ions is very low, and the charge state of the
kinetic ions is not too high yet. In this limit, qeff ≈ qi, so the definition for η will also simplify
back to its single-fluid definition.

The second limit, is when u
(j)
k = ui. if q

(j)
k = qi, however, the definition for η is modified. In this

case, the η definition will still be different compared to the single-fluid definition by a factor qeff .

For now, the background-fluid model will assume either of the limits is always met. For SPI,
initially, the density and charge state of the impurities will be low, and later flow velocities are
expected to equilibrate (although this is not certain). However, it should be noted that there are
scenarios where the approximation could be inaccurate. The resistive term in the background-fluid
ohm’s law will thus be given by

E = −ub ×B + ηJ +
1

σe
∇pe. (D.17)

D.2 Mean Momentum Transfer

To see the effect of the mean momentum transfer terms in the background-fluid momentum equation,
the different components are compared. The terms included in this equation are Rk and σkE ∝
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σk
σe

Re. The expression for Re is given in Equation (D.16). The expression for Rk is now derived
further.

Using Equation (D.9) and definitions (D.11)-(D.14), the sums of the mean momentum transfer of
all the kinetic ions to the background-fluid ions and to all the electrons are given by

Z∑
j=0

R
(j)
ek = −σeσkη

qk,eff
qeff

(uk,eff − ue) (D.18)

Z∑
j=0

R
(j)
ik = −σiσkη

√
mi

me

mi +mk

mk

qiqk,eff
qeqeff

(
Te
Ti

)3/2

(uk,eff − ui) (D.19)

The total kinetic ions collision operator is given by

Rk =

Z∑
j=0

R
(j)
k =

Z∑
j=0

R
(j)
ki +

Z∑
j=0

R
(j)
ke = −

Z∑
j=0

R
(j)
ik −

Z∑
j=0

R
(j)
ek (D.20)

= σiσkη

√
mi

me

mi +mk

mk

qiqk,eff
qeqeff

(
Te
Ti

)3/2

(uk,eff − ui) + σeσkη
qk,eff
qeff

(uk,eff − ue). (D.21)

Using this, together with (D.16), the collision terms in the background-fluid momentum equation
are given by

−Rk +
σk
σe

Re =σkη
qk,eff
qeff

[
− σi

√
mi

me

mi +mk

mk

qi
qe

(
Te
Ti

)3/2

(uk,eff − ui)− σe(uk,eff − ue)

− qi
qk,eff

σi(ui − ue) + σk(uk,eff − ue)

]
(D.22)

Now a few assumptions are introduced. Firstly, the mean velocities of the electrons and ions are
of the same order of magnitude, and the effective mean velocity of the kinetic particles is always
smaller than that. This results in

|uk,eff − ui| ∼ |uk,eff − ue| > |ue − ui| (D.23)

Furthermore,

Te ∼ Ti (D.24)√
mi

me

mi +mk

mk
≥
√
mi

me
� 1. (D.25)

Using all these assumptions, it can be shown that the mean momentum transfer terms on the
right-hand side will be dominated by the Rki term. So, the complete term can be approximated by
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−Rk +
σk
σe

Re ≈ −σkσiη
√
mi

me

mi +mk

mk

(
Te
Ti

)3/2
qi
qe

qk,eff
qeff

(uk,eff − ui) (D.26)

which in a one-temperature model with qe = −qi simplifies to

−Rk +
σk
σe

Re ≈ Rki = −σkσiη
qk,eff
qeff

√
mi

me

mi +mk

mk
(uk,eff − ui) (D.27)

= σi
η

qeff

√
mi

me

mi +mk

mk
(

Z∑
j=0

n
(j)
k q

2(j)
k u

(j)
k −

Z∑
j=0

n
(j)
k q

2(j)
k ui) (D.28)

If the electron temperature becomes significantly lower than the background-fluid ion temperature,
the electron collisions will become more important.

D.3 Collisional Heat Transfer Term

To derive an expression for the heat transfer in terms of collisions of the kinetics, the heat transfer
term is first rewritten to

Qb =Qe +Qi (D.29)

=

∫
1

2
meṽ

2
eCe dv +

∫
1

2
miṽ

2
iCi dv (D.30)

=

∫
1

2
me(v − ue)

2Ce dv +

∫
1

2
mi(v − ui)

2Ci dv (D.31)

=

∫
1

2
mev

2Ce dv − ue ·
∫
mevCe dv +

1

2
meu

2
e

∫
Ce dv (D.32)

+

∫
1

2
miv

2Ci dv − ui ·
∫
mivCi dv +

1

2
miu

2
i

∫
Ci dv (D.33)

Now, it is used that Ce = Cei+Cek and Ci = Cie+Cik, and furthermore conservation of momentum
and energy during collisions (Equations (2.27) - (2.30)) are used to write

Qb =

∫
1

2
mev

2Cek dv − ue ·
∫
mevCek dv − ue ·

∫
mevCei dv (D.34)

+

∫
1

2
miv

2Cik dv − ui ·
∫
mivCik dv − ui ·

∫
mivCie (D.35)

(D.36)

Then, rewriting the electron velocity to ue = ui + ∆u and using conservation of particles in a
collision as well as |∆u| = |ue − ui| � |ui| and me � mk, the heat transfer can be approximated
by
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Qb =

∫
1

2
mev

2Cek dv − ui ·
∫
mevCek dv −∆u ·

∫
mevCe dv (D.37)

+

∫
1

2
miv

2Cik dv − ui ·
∫
mivCik dv (D.38)

=−
∫

1

2
mkv

2Ck dv + ui ·Rk −∆u ·
∫
mevCe dv (D.39)

≈−Wk + V ·Rk, (D.40)

where

Wk =

∫
1

2
mkv

2Ck dv. (D.41)

is the kinetic energy transfer to the kinetic particles due to collisions.
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APPENDIX E. JOREK NORMALIZATION TABLE

JOREK Normalization Table

S.I. Full Normalization JOREK Normalization quantity description [units]

t = R0

B0

√
µ0ρ0t

∗ =
√
µ0ρ0t

∗ time [s]

m = m0m
∗ = mim

∗ mass density [kg m−3]

ρ = ρ0ρ
∗ = ρ0ρ

∗ mass density [kg m−3]

r = R0r
∗ = r∗ space vector [m]

V = B0√
µ0ρ0

V∗ = 1√
µ0ρ0

V∗ velocity [m/s]

T =
B2

0m0

µ0ρ0kB
T ∗ = mi

µ0ρ0kB
T ∗ temperature [K]

p =
B2

0

µ0
p∗ = 1

µ0
ρ∗T ∗ = 1

µ0
p∗ = 1

µ0
ρ∗T ∗ pressure [kg m−1 s−2]

J = B0

R0µ0
J∗ = 1

µ0
J∗ current density [A m−2]

q = q0q
∗ = e q∗ particle charge [A s]

σ = ρ0q0
m0

σ∗ = ρ0e
mi
σ∗ particle charge density [A s m−3]

B = B0B
∗ = B∗ magnetic field [T]

E =
B2

0√
µ0ρ0

E∗ = 1√
µ0ρ0

E∗ electric field [kg m s−3 A−1]

A = B0R0A
∗ = A∗ magnetic vector potential [T m]

F = B0R0F
∗ = F ∗ toroidal flux function [T m]

Φ =
B2

0R0√
µ0ρ0

Φ∗ = 1√
µ0ρ0

Φ∗ electric potential [kg m2 s−3 A−1]

fk =
B2

0

R0µ0
f∗k = 1

µ0
f∗k total mean momentum transfer rate [kg m−2 s−2]

Rα =
B2

0

R0µ0
R∗α = 1

µ0
R∗α collisional mean momentum transfer rate [kg m−2 s−2]

Qα = 1
γ−1

B3
0

R0µ0
√
µ0ρ0

Q∗α = 1
γ−1

1
µ0
√
µ0ρ0

Q∗α collisional heat generation rate [kg m−1 s−3]

Wα = 1
γ−1

B3
0

R0µ0
√
µ0ρ0

W ∗α = 1
γ−1

1
µ0
√
µ0ρ0

W ∗α collisional kinetic energy transfer rate [kg m−1 s−3]

hα = 1
γ−1

B3
0

µ0
√
µ0ρ0

h∗α = 1
γ−1

1
µ0
√
µ0ρ0

h∗α heat flux due to random motion [kg s−3]

Πα =
B2

0

µ0
Π∗α = 1

µ0
Π∗α anisotropic part of the pressure tensor [kg m−1 s−2]

Sρα = B0

R0

√
ρ0
µ0
S∗ρα =

√
ρ0
µ0
S∗ρα density source/sink [kg m−3]

Suα =
B2

0

µ0
S∗uα = 1

µ0
S∗uα average velocity source/sink [kg m−2 s−2]

Spb =
B3

0

R0γ−1
1

µ0
√
µ0ρ0

S∗pb = 1
γ−1

1
µ0
√
µ0ρ0

S∗pb background-fluid pressure source/sink [kg m−1 s−3]

η =
√

µ0

ρ0
B0R0η

∗ =
√

µ0

ρ0
η∗ resistivity [kg m3 s−3 A−2]

κ = 1
γ−1

√
ρ0
µ0

B0R0

m0
κ∗ = 1

γ−1

√
ρ0
µ0

1
mi
κ∗ heat diffusivity [m−1 s−1]

τ = m0

R0
√
µ0ρ0q0

= mi√
µ0ρ0e

Normalization constant [a.u.]

106



Appendix F

Pseudo-code

107



APPENDIX F. PSEUDO-CODE

Algorithm 1 JOREK Simulation

1: use JOREK
2: use PARTICLE LOOP . See algorithm 2
3:

4: JOREK.initialize simulation()
5: fluid state = JOREK.load equilibrium()
6: particles = JOREK.setup particle properties(atomic number, n super particles)
7:

8: . Fluid Loop
9: for n = 0, n fluid steps− 1 do

10: . Calculate time-stepping variables
11: t now = n ∗ t fluid step
12: n particle steps = max(t fluid step/t particle step, 20)
13: n particle steps = int(n particle steps)
14: t particle step = t fluid step/n particle steps
15:

16: . Initiate part of kinetic particles
17: n to initiate = n super particles/n buildup steps
18: if n ≤ n buildup steps then
19: JOREK.initialize particles(n to initiate, particles, fluid state, sampling criteria)
20: end if
21:

22: . Particle loop from t = n to t = n + 1
23: old feedback = feedback ! Save the feedback of the previous time step
24: particle loop(fluid state, particles, feedback, n particle steps, t particle step)
25:

26: . Fluid step from t = n to t = n + 1
27: fluid deltas = JOREK.fluid step(fluid state, t fluid step, feedback, old feedback)
28: fluid state = fluid state+ fluid deltas
29:

30: . Write and export diagnostics
31: JOREK.print diagnostics(fluid state, particles)
32: JOREK.export to vtk(fluid state)
33: JOREK.export to vtk(feedback)
34: end for
35:

36: JOREK.finalize simulation()
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Algorithm 2 Particle Loop

1: use JOREK
2:

3: function particle loop(fluid state, particles, feedback, n steps, t step)
4: . The function moves all the particles to their new position and gathers all the en-

ergy/momentum transfer due to electromagnetic forces, collisions, ionization or radiation in
the feedback term

5: Input: fluid state . Background fluid for kinetics to evolve in
6: Input: particles . Array of particles to evolve
7: Input: feedback . Initially the value of previous fluid step
8: Input: n steps . number of steps to evolve particles
9: Input: t step . time of each step

10:

11: Output: particles . Evolved array of particles
12: Output: feedback . New feedback to evolve fluid state
13:

14: old feedback = feedback . Save to still access while updating new feedback
15:

16: . Loop over all particles
17: for j=1,n super particles do
18: p = particles(j)
19:

20: . Loop over particle steps
21: for k = 1,n steps do
22: . Check if particle is still in the domain
23: if p = lost then
24: break
25: end if
26:

27: . Extract particle variables
28: adas = p.adas . OPEN-ADAS database rates of recombination, ionization etc.
29: w = p.weight . Number of physical particles of this super particle
30: m = p.mass
31: vold(3) = p.v . Velocity
32: xold(3) = p.x . Position
33: qold = p.q . Charge
34: Eold = 0.5 ∗w ∗m ∗ v2old . A vector squared means taking the dot product with itself
35: Mold(3) = w ∗m ∗ vold
36:

37: . Get/set the background fluid variables
38: (E(3), B(3), V‖, Tb, nb) = JOREK.read fields(fluid state, xold)
39: qb = fluid state.q . Background ion charge
40: mb = fluid state.m . Background ion mass
41: σk = old feedback(xold, σk) . Use old feedback as estimate for kinetic charge density
42: ni = nb
43: Ti = Tb/2
44: ne = ni ∗ qb + σk
45: Te = ni/ne ∗ Tb/2
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46: . Particle evolution
47: if use ionisation then
48: p.q = JOREK.new charge(qold,adas, ne, Te, t step)
49: if p.q > qold then . Energy loss due to recombination is included as radiation
50: ionization energy = adas.binding energy(qold) ∗ w
51: end if
52: end if
53:

54: if use radiation then
55: . Line power driven by excitation
56: plt = adas.PLT(p.q, ne, Te)
57: . Continuum and line power driven by recombination and bremsstrahlung
58: prb = adas.PRB(p.q, ne, Te)
59: radiation energy = ne ∗ w ∗ (plt+ prb) ∗ t step
60: end if
61:

62: if use collisions then
63: couloumb log = JOREK.couloumb log(Ti, ni, p.q, qb,m,mb)
64: v sampled = JOREK.sample velocity(Ti, ni,mb, qb, vb)
65: . Now p.v is changed due to collisions according to [36]
66: JOREK.collide particles(p.q,m, p.v, qb,mb, v sampled, ni, coulomb log, t step)
67: end if
68: . Calculate energy and momentum change due to collisions (for Wk and Rk)
69: ∆Mcoll(3) = w ∗m ∗ p.v −Mold

70: ∆Ecoll = 0.5 ∗ w ∗m ∗ p.v2
71:

72: . Move particle in electromagnetic field as described in [35]
73: JOREK.push particle(p,E,B, t step)
74: . Calculate momentum change due to all forces (for fk)
75: ∆Mtot(3) = w ∗m ∗ p.v −Mold

76:

77: . Add terms to feedback (f is short for feedback)
78: f(xold, nk) = f(xold, nk) + w/n steps
79: f(xold, σk) = f(xold, σk) + w ∗ qk/n steps
80: f(xold, σkqk) = f(xold, σkqk) + w ∗ q2k/n steps
81: f(xold,Mk(3)) = f(xold,Mk(3)) + w ∗mk ∗ p.v/n steps
82: f(xold, pk) = f(xold, pk) + 1/3 ∗ w ∗mk ∗ p.v2/n steps
83: f(xold, fk(3)) = f(xold, fk(3)) + ∆Mtot

84: f(xold, Rk(3)) = f(xold, Rk(3)) + ∆Mcoll

85: f(xold,Wk) = f(xold,Wk) + ∆Ecoll
86: f(xold, SE) = f(xold, SE) + ionization energy + radiation energy
87: end for . Steps
88:

89: particles(j) = p . Copy temporary particle back to particles array
90: end for . Particles
91:

92: feedback = f
93: end function
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