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Abstract

Currently, most robots in the parcel industry manipulate objects by making contact with a
near-zero velocity, limiting their movement to pick-and-place actions. The incorporation of
impacts, i.e., making contact with non-zero velocity, in the control of robots can extend the
robot’s actions with grabbing, which improves the throughput of such systems.

The control of robots during impact requires the use of novel control algorithms, for which
an estimation of the robot’s impact behavior is required. The application and development
of such control algorithms, and the study towards robot impacts in order to improve such
estimations are both subjected to the impulsive nature of impacts, and the complications
that arise consequentially. First of all, impacting with robots poses a safety hazard for both
the operator, the robot, and the environment, as impacts are often paired with quick changes
in velocity, peaking forces, and peaking torques. Second of all, the generation of reference
trajectories for robotic grabbing is time-consuming and undextrous, which raises the need
for a more human-oriented method of instructing robot reference trajectories.

In this work, a software framework is developed which aims at tackling both of the afore-
mentioned problems. This framework combines the human capability of trajectory planning
and of performing swift grabbing actions by controlling the robot setup via teleoperation.
The teleoperated reference trajectories control a QP controller, which interacts with a sim-
ulation of the robot scene which mimics real life physics, allowing preliminary testing to be
conducted on this virtual system. Experiments are conducted to test the usability of the tele-
operation system. Furthermore, to illustrate that the system can indeed aid in development
of novel control techniques and impact behavior estimations, experiments are conducted
which focus on the effect of the robot posture and the end effector impact location on the
impact behavior of the system. Results show that the developed system is intuitive to use,
and that the robot elbow pose and the location of the impact have a significant effect on the
robot’s impact behavior.
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Chapter 1

Introduction

The automation of industrial processes has always been a considerable component in the
strive for increased practical and financial factory efficiency. Automation may speed up
processes or make them more accurate, which in terms makes the process cheaper. Start-
ing in the mid-2010s, the use of automated processes began to spread in the logistics and
parcel industry as well, starting with automated distribution warehouses, and was quickly
followed by pick-and-place sorting robots [1]. Development of these technologies has been a
major research topic ever since, and the development of these robots has become even more
important due to the increase of the online shopping market share, accelerated due to the
COVID-19 pandemic outbreak [2] and the decrease of available labor, which demands a more
involved logistic approach.

Although the development of the aforementioned technologies has already been substan-
tial, the tact and effectiveness of logistic pick-and-place robots is still limited compared to
the flexibility and speed of a human employee. One of the main reasons for this discrepancy
is the fact that current robotic systems are not well-equipped to deal with impacts with
objects, whereas humans use such impacts naturally when dynamically manipulating ob-
jects. As a result, most robotic systems are only able to perform pick-and-place operations,
while humans can perform a more swift grab-and-toss action [3, 4]. For a robot to pick or
to place an object, it must slow its entire motion down, because the peaks in the accelera-
tion and torques and jumps in the velocity accompanied with picking or placing an object
with non-zero relative speed between the contact surfaces are troublesome for most standard
robot controllers to handle. The contact phase is hence approached with as little relative
velocity as possible. The scenario in which an object’s position, orientation, or size does not
match its expected value is again troublesome, as such discrepancies between the planned
and the actual state of the environment can cause peaks in the control error near impacts.
Humans, on the other hand, know how to perform such object manipulations unconsciously,
and hence have a much faster workflow. The development of pick-and-place to grab-and-toss
motions and the development of novel robot impact modelling methodologies is part of the
I.AM project, an international collaboration focusing on new robot manipulation technology,
funded under the European Union’s Horizon 2020 Research and Innovation Program1.

In the development of impact-aware robotics, the physical integrity and safety of both the
robotic system, the object to be manipulated, and the operator is of major importance. Due
to the impulsive nature of the studied impacts, considerable stresses can build up inside the
robot’s links and joints, which pose a risk to the environment and the robot itself. Most state-
of-the-art robotic systems are equipped with safety systems that trigger upon such impulsive
forces, which prevent the robot from breaking. In impact-oriented experiments, these safety

1I.AM Project: https://i-am-project.eu/
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Chapter 1. Introduction

(a) Human parcel sorting. (b) Robot parcel sorting.

Figure 1.1: Sorting of parcels can be done either by humans or by robots.

measures have to be extended with impact classifiers to distinguish between desired and
undesired impacts, making it more difficult to guarantee the safety of the situation compared
to static manipulation scenarios [5]. Moreover, these safety measures can only affect the
state of the robot, and do not shield the user from the behavior of other objects, such as
tossed parcels. Experimenting with impacts thus adds a new level of safety requirements
to the already complex robot technology development. Moreover, due to the expensive
nature of high-end industrial robotic systems, the availability of such systems for research is
often limited. Practical implementation of new robot control concepts does however demand
testing and debugging on site, which is known to be a time-consuming practice. A virtual
version of a robotic system which mimics real life physics would thus make research towards
the impact-aware control of such systems easier, faster and safer.

Other than the impact-aware handling of objects humans perform so naturally, the swift-
ness and dexterity of their operation stems from their capability of determining fast and
smooth reference trajectories in real time. Humans can quickly determine an efficient method
of approach to grasp or manipulate an object, while robots require the time-consuming and
human-instructed analysis, computation and planning of such tasks. Recent developments
have allowed users to demonstrate such tasks by means of teleoperation, in which a leader
(the user) instructs a following device (the robot) to mimic the task [6–9]. When combined
with a learning from demonstration algorithm, such developments improve not only the qual-
ity of the recorded tasks, considering that the planning aspect is now completely left to the
user, but also speed up the process of generating the reference trajectories required for these
tasks. In order for the robotic setup to be in line with the human physique, thus easing the
translation from teleoperated motion to its robotic implementation, this study focuses on
telerobotic grabbing in a dual arm configuration.

1.1 Related work

Many of the aspects of impact-aware robotics and teleoperation mentioned above have had a
considerable amount of contributions in the past. Here, the contributions which are relevant
to this study will be discussed here.

1.1.1 Dynamic manipulation in robotics

In this research project, the aim is to develop a software framework that can aid in the
development of novel impact-oriented control techniques. In controlling robots during such
impacts, challenges arise due to the fact that the impact dynamics are characterized by

2



1.1. Related work

short time durations, large contact forces, high accelerations and a large energy dissipation.
Moreover, these characteristics, along with the complex dynamics of a robot manipulator
itself make the modelling of impacts difficult, and hence troubles the planning of reference
trajectories containing impacts [10–12]. One can distinguish two main methods of modelling
impacts: discrete impulse-momentum methods and continuous force based methods. The
former considers the impact to be instantaneous, and is based on the assumption that the
configuration of the interacting bodies does not change. This method computes the post-
impact behavior via an impact map, which is often based on the dissipation of energy or
the restitution of velocity. The continuous force based method of describing an impact
assumes a flexible connection between the impacting bodies, such that unilateral spring-
damper models of the connection provide contact forces [13]. Weekers [14] studied the
use of a rigid robot model for modelling contact between a robot and a rigid surface and
compared both the discrete and the continuous methods. In [15, 16], Wang et al. discussed
commonly-used approaches for the prediction of velocity jumps resulting from an impact.
The authors proposed and compared a novel velocity jump prediction which is specifically
aimed at articulated robotics, which uses an impulse-to-velocity mapping based on an inverse
inertia matrix.

In manipulating of objects with a kinematically redundant robot, i.e., a robot which
possesses more degrees of freedom (DOF) than the executed task demands, the null space
configuration determines the robot’s pose, which in turn determines the robot’s dynamic be-
havior [17–25]. Additional tasks have to be specified to deal with this kinematic redundancy.
In [26], Kang et al. discussed the possibility of reducing the magnitude of impact forces
by moving a mobile robot’s base in order to change the robot pose, and to hence reduce
the magnitude of the effective end effector inertia. Ajoudani et al. [27, 28] removed the
kinematic redundancy by linking the robot’s null space configuration to the configuration of
the user’s arm, which controlled the robot through teleoperation. Yamane [29] proposed a
similar solution to the redundancy problem, but used a data driven method to link the hu-
man arm configuration to the eventual robot configuration. Beumer [30] controlled a robot’s
elbow direction in order to suppress its kinematic redundancy. In this research, an attempt
is made in clarifying the effect of the robot’s null-space configuration on the impact behavior,
specifically.

1.1.2 Impact-aware control

Besides the modelling of impacts, the control approaches used to deal with such impact have
had numerous contributions. Yang et al. [31] proposed impact control of legged robots by
mapping controlled velocities to an impact-invariant subspace during a specified time period
before and after impact. Stouraitis et al. [32] investigated the halting of moving boxes by
means of a trajectory optimization that contained multiple modes. Bombile and Billard
[33] developed a motion generation algorithm that used a modulated dynamical system to
generate the reference trajectories for a dual robot setup. The motion generation algorithm
allowed for grabbing and tossing with a non-zero velocity. Amanhoud et al. [34] proposed
a disturbance compensating dual robot arm manipulation of objects by steering the end
effector via a continuous dynamical system, and by modulating to a desired contact force
mode once the robot is close to contact. In [35], Dehio et al. investigated the possibility
of adding soft pads to the end effectors in dual arm setup, which was shown to reduce the
impact force, allowing for impact with higher velocities to occur without physical robot
failures.

Another example of an impact-aware control approach is reference spreading. Here,
the main objective is to extend the pre- and post-impact velocity trajectories for some time

3



Chapter 1. Introduction

(a) Demonstration via kinesthetic learning. (b) Teleoperation via VR.

Figure 1.2: Two different methods of instructing end effector reference trajectories to a
robot.

around the moment of impact, and to switch to the post-impact state once impact is detected,
such that peaking of the velocity error is prevented upon misalignment of the planned and
actual jump times [36]. Beumer [30] applied task-space reference spreading to the control
of a dual arm manipulator setup by using a QP controller. De Zwart [37] used probabilistic
movement primitives to generate 2D reference trajectory data, which was used to pick up
boxes via reference spreading. Uitendaal [38] extended this work by applying a similar control
strategy to the control of a 7 DOF robot. The reference spreading algorithm requires the
user to define both a pre- and a post-impact reference trajectory. These two trajectories
are connected by means of a jump in the velocity, i.e., an impact map. The quality of the
velocity jump prediction thus affects the quality of the determined post-impact reference
trajectories.

1.1.3 Teleoperated robots

Probably the most famous application of telerobotics in practice, are the bi-laterally operated
surgical robots that help surgeons to increase their operation’s precision throughout extended
periods of time [39, 40]. Furthermore, the field of telerobotics has seen many contributions
in space [41] and in nuclear applications [42], where it is used in cluttered or dangerous
environments. As robotics in the parcel industry is much less task specific and often relies
on performing repetitive actions on a varying set of objects, such practical examples of
direct teleoperation in such industries are scarce [7, 43]. More attention is however paid to
indirect teleoperation, in which the teleoperated motion is recorded and used to compute
suitable reference trajectories offline. An example of such applications is in the work of Van
Gorp [9], in which a human demonstration is used to let a robot toss a box. Most indirect
teleoperation methods use a concept called Learning from Demonstration (LfD) in which
multiple instructed trajectories train the robot in performing a task [8, 44–46]. Several
examples of teleoperated learning from demonstration in the context of reference spreading
are given in Section 1.1.2 in [37] and [38].

It is noted that in this context of impact-oriented robot control, the use of kinesthetic
robot learning, in which the user is guiding an actual robot for it to learn the instructed tra-
jectory, is avoided in this work, since such demonstration methods affect the robot dynamics
[47]. In that respect, preferred methods of teleportation control use vision-based systems
[48, 49], optical motion-capture systems [50], or virtual reality (VR) systems [6, 51, 52], of
which the latter is also used in this study.

4



1.2. Problem definition

1.2 Problem definition

The increasing demand for parcel industry services and the limited availability of labor
forces is an ever-growing problem. Robotic applications such as robotic arms and sorting
warehouses have been around for several years, and their usage in alleviating these problems
has become evident. The development of novel approaches that make such applications
more efficient has been vast, and recent studies have focused on the utilization of impacts
to speed up these logistic processes. The usage of impacts with non-zero velocities does
however come at a risk for both the operator, the robot and the parcel, as the impulsive
nature of the applied forces can harm the user or break the robot. To safely develop these
novel approaches without the limitations of robotic safety mechanisms, a simulation based
version of the used robot setup can aid in analyzing the system’s behavior before applying
the approach to a real setup. To ease the generation of reference trajectories for robotics,
use is made of human-generated reference trajectories via teleoperation. These trajectories
can be generated faster and smarter than manually programmed motions, and can rely on
the user’s perception of the environment to ensure a correct motion planning.

Summarizing the above two developments, the main contribution of this study is:

The development of a software framework for the realization of teleoperation
control of a dual arm robot simulation which mimics real-life physics and is
aimed towards impact-aware robot grabbing whilst being scalable to a real life
setup and the validation of such a framework by means of experiments on robot
impact behavior for varying impact conditions.

To achieve such a contribution, the following steps have been undertaken:

• A software framework is developed in which a user is able to operate two end effector
reference trajectories by means of VR-based teleoperation, which is used in the control
of a dual arm robotic simulation which mimics real life physics. In this development,
the controller, simulator and used robot are consortium-bound and constrained to be
mc rtc, AGX Dynamics, and Franka Emika Research 3, respectively.

• The teleoperation system is evaluated for its usability in a box grabbing scenario, and
teleoperated reference trajectories are recorded for later use in experiments.

• In order to demonstrate the usability of the system in the development of impact-aware
control algorithms, experiments are conducted that investigate the effect of varying
robot postures and varying impact locations on the system’s impact behavior.

1.3 Thesis outline

This thesis is structured as follows. Chapter 2, the background of several mathematical and
practical topics used in this project will be discussed. In Chapter 3, the integration of appli-
cations and the design choices which constitute the software framework will be elaborated,
along with an overview of the virtual scene which is constructed in order to test the system.
In Chapter 4, the experiments which are conducted during this research will be elaborated.
These experiment encompass the general functioning of the system, as well as the robot’s
impact behavior for different configurations. Finally, in Chapter 5, the conclusion which is
drawn from this project and several recommendations for future continuations of this project
will be presented.
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Chapter 2

Preliminaries

To better understand the contributions which are presented in this thesis, an overview is
given here that summarizes the background information of the topics that will follow in the
upcoming chapters. As a starting point, the mathematical notation of multibody systems
which is used in this thesis will be given in Section 2.1. Next, quadratic programming control
will be elaborated in Section 2.2, after which the robot which is used in this thesis will be
introduced in Section 2.3. Chapter 2.4 introduces several mechanisms used in the grabbing
of parcels. Finally, Chapter 2.5 discusses reference spreading.

2.1 Multibody dynamics notation

In this thesis, use is made of the dynamics notation of [53] and the references therein, albeit
with small adaptations to better fit the contents of this document. In the process of making
this overview, use was made of [5, 9, 14, 30].

2.1.1 Points and coordinate frames

As a start, consider Figure 2.1 in which a right-handed coordinate frame, A, a second coordi-
nate frame, B, a point, p, and the transformations between them have been shown. The pose
of frame A, i.e., its orientation and its position are given by A = ([A],oA). The unit vectors
of A are denoted x⃗A, y⃗A, and z⃗A, and are denoted in red, green and blue, respectively. The
coordinates of point p can be expressed in both frame A and in frame B. Such coordinates
are denoted as

Ap :=

r⃗oA,p · x⃗A
r⃗oA,p · y⃗A
r⃗oA,p · z⃗A

 ; Bp :=

r⃗oB ,p · x⃗B
r⃗oB ,p · y⃗B
r⃗oB ,p · z⃗B

 ∈ R3, (2.1)

where · describes the dot product between two vectors, and where r⃗oA,p denotes the vector
connecting the origin of frame A to the point p and r⃗oB ,p denotes the vector connecting the
origin of frame B to the point p.

The transformation between the frames A and B can be described by a translation and a
rotation. The translation is displayed here as the vector connecting the origin of frame A to
the origin of frame B, which is denoted as r⃗oA,oB . Note that the origin of frame B can also
be described in the coordinates of frame A directly. This is denoted as AoB. The rotation, or
coordinate transformation, between the orientation of frame A and the orientation of frame
B is denoted as

ARB ∈ SO(3). (2.2)
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Figure 2.1: Two coordinate frames and a point, connected by vectors. The vectors describ-
ing the translations between the various components are displayed in orange. The rotation
between frame A and frame B is displayed in purple.

The combination of the coordinate frame translation and rotation can be expressed in a
homogeneous transformation matrix. For the transformation from frame A to B, this reads

AHB :=

(
ARB

AoB
01×3 1

)
∈ R4×4. (2.3)

To describe the difference in direction between two vectors, the dot product is used. for
the vectors r⃗oA,p and r⃗oB ,p, which are abbreviated here as r⃗1 and r⃗2, respectively, this yields

θ1,2 = cos−1

(
r⃗1 · r⃗2
|r⃗1||r⃗2|

)
∈ R, (2.4)

where θ1,2 describes the 3D angle between the two vectors. When applied to a more practical
scenario as is illustrated in Figure 2.2, in which two end effectors approach a box, the angle
between the end effectors and the box can be described by the angle between the unit vectors
z⃗L and z⃗B and the unit vectors z⃗R and z⃗B. These angles will be referred to as the end effector
orientation alignment deviation angles

θK,L = cos−1

(
z⃗K · z⃗L
|z⃗K ||z⃗L|

)
; θM,L = cos−1

(
z⃗M · −z⃗L
|z⃗M ||z⃗L|

)
∈ R. (2.5)

2.1.2 Velocity and acceleration vectors

For a point p with its coordinates defined in the frame A, the time derivative of such a point
reads

Aṗ =
d

dt

(
Ap

)
. (2.6)

8



2.1. Multibody dynamics notation

Figure 2.2: Two schematic end effectors with frames L and R attached to them approaching
a box, denoted by frame B, at skewed angles.

Similar for the time derivative of the origin of a coordinate frame oB in the frame A, we find

AȯB =
d

dt

(
AoB

)
. (2.7)

Note that due to the relative nature of velocity vectors, the superscripts denoting the frame
with respect to which the velocities are considered are elemental. Time derivatives of orien-
tations can be defined very similar to (2.6)

AṘB =
d

dt

(
ARB

)
. (2.8)

Combining (2.6) and (2.8) yields

AḢB :=
d

dt

(
AHB

)
=

(
AṘB

AȯB
01×3 1

)
. (2.9)

A more compact representation of AḢB can be obtained by pre-multiplying AḢB with the
inverse of AHB. Such a multiplication yields the left trivialized velocity of a frame. First,
apply the inverse of the transformation vector

AH−1
B

AḢB =

(
ART

B
AṘB

ART
B

AȯB
01×3 1

)
. (2.10)

Next, consider the function of the hat operator, (·)∧, which maps the elements of a vector
in R3 onto a skew symmetric matrix in R3×3. For a vector s that yields

s∧ =

a
b
c

∧

=

 0 −c b
c 0 −a
−b a 0

 . (2.11)

The inverse operation, i.e., mapping the elements of a skew symmetric matrix onto a vector,
is denoted by the vee operator, (·)∨. For a matrix S this yields

S∨ =

 0 −c b
c 0 −a
−b a 0

∨

=

a
b
c

 . (2.12)

9
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Observe that the matrix ART
B

AṘB from (2.10) is indeed such a skew-symmetric matrix,
which allows that matrix to be written as a vector with use of the vee operator. In doing so,
the left trivialized velocity vector is obtained

BvA,B :=

(
BυA,B
BωA,B

)
∈ R6, (2.13)

where, with slight abuse of notation of the (·)∧-operator
BυA,B := ART

B
AȯB, (2.14)

Bω∧
A,B := ART

B
AṘB. (2.15)

The acceleration vector associated with the left trivialized velocity vector is denoted as

Bv̇A,B :=

(
Bυ̇A,B
Bω̇A,B

)
. (2.16)

The right trivialized vector, which is used to describe the velocity of frame B with respect
to frame A, expressed in frame A. This vector is given by

AvA,B :=

(
AυA,B
AωA,B

)
∈ R6, (2.17)

where

AυA,B := AȯB −A ṘB
ART

B
AoB (2.18)

Aω∧
A,B := AṘB

ART
B. (2.19)

Similar to (2.16), the acceleration vector associated with this velocity vector is given by

Av̇A,B :=

(
Aυ̇A,B
Aω̇A,B

)
. (2.20)

2.2 Quadratic programming control

A quadratic programming (QP) controller is a controller that minimizes a cost function that
is quadratic in terms of its optimization variables, whilst being subjected to constraints that
are linear in the optimization variables. The QP cost function consists out of QP objectives
which are combined by means of a strict, hybrid, or combined hierarchy. These objectives
can either be defined in task space or in joint space, and relate to states, such as positions or
velocities, of subsystems in the environment, i.e., robots or rigid objects. The output of the
QP controller is a set of desired joint accelerations or desired joint torques which steer the
system towards achieving the QP objectives whilst taking into account the QP constraints.
Lastly, the QP controller outputs contact forces which result from the optimization.

2.2.1 General formulation

The general formulation of a QP controller reads [54, 55]

(q̈des, τdes,λ) = argmin
∑

quadratic objectives (2.21)

subject to


system of equations of motion

joint torque limits

joint position and velocity limits

collision avoidance

(2.22)
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where q̈des, τdes and λ are the desired joint accelerations, the desired joint torques and the
contact forces resulting from the QP optimization, respectively. If the formulation of the
objectives, represented in (2.21) is done in a weighted, quadratic sense. For k = {1, ...,m}
tasks, the total objective function reads

min
q̈,τc,λ

m∑
k=1

wk

∥∥∥g̈k − g̈d
k

∥∥∥2, (2.23)

where
g̈d
k := g̈ref

k −Pkek −Dkėk, ek := gk − gref
k , (2.24)

where gk denotes a multidimensional task and gref
k is a reference trajectory or a fixed set-

point of such a task. Pk and Dk represent positive definite proportional and derivative gain
matrices, respectively [30]. The gains are defined as matrices such that these can be adjusted
for each task dimension independently. Plugging in (2.24) into (2.23) yields

min
q̈,τc,λ

m∑
k=1

wk ∥ëk +Dkėk +Pkek∥2. (2.25)

2.2.2 QP objectives

The quadratic objectives specified in (2.21) can relate to many aspects of the subsystems
in the environment. In this research, the primary interest is on objectives related to body
positions, orientations, and to subsystem postures, which will be further detailed below. Note
that the QP objectives discussed here are far from all-encompassing. There are an infinite
amount of objectives which can be come up with, or can be constructed from multiple lower-
level QP objectives.

Position tracking task

Consider the situation schematically represented in Figure 2.3, where an end effector frame
E is depicted attached to a robot’s end effector, and where a frame B is used as a reference
pose for the end effector. Also note frame R, which is attached to the base of the robot.
A position task can be included in the QP controller to let the origin of frame E converge
towards the origin of frame B. Conform the notation of (2.24), the position task error can
be computed by using the first and second time-derivative of both the origin of frame E,
RoE , and the origin of frame B, RoB.

Ep = wp

∥∥RöE − RöB +Pp

(
RoE − RoB

)
+Dp

(
RȯE − RȯB

)∥∥2 , (2.26)

where wp is a weight associated to this position task, Pp ∈ R3×3 is a diagonal matrix of
proportional gains, and Dp ∈ R3×3 is a diagonal matrix of derivative gains.

Orientation tracking task

Consider again Figure 2.3, and note that frame B is not only translated, but also rotated
with respect to frame E. Similar to the position task, an orientation task can be included in
the QP controller to let the orientation of frame E converge to the orientation of frame B.
The orientation task error is defined similarly to (2.24) and (2.26), i.e., a quadratic expression
including the second and first time-derivative of the task error including proportional and
derivative gains. However, as the task objective is now an orientation instead of a position,
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Figure 2.3: A robot with robot frame, R, end effector frame E and an objective frame B.

the expressions of the time-derivatives of the task error become non-trivial. A detailed
derivation of the orientation task error is given in [56], which is summarized in [30]. Here,
only the resulting task error is given.

Eo = wo

∥∥∥ Rω̇R,E −
(R

ω̇R,B−RωR,E × (RωR,B − RωR,E)

+Do(
RωR,B − RωR,E) +Po

RRE(log(
ERB))

∨)∥∥∥2. (2.27)

In (2.27), Eo is the orientation task error, wo is the orientation task error weight, RωR,E ∈ R3

and RωR,B ∈ R3 are the angular velocity of the end effector frame, E, and the objective
frame, B, with respect to the robot frame, R, expressed in frame R, respectively, Po ∈ R3×3

is a diagonal matrix of proportional gains, and Do ∈ R3×3 is a diagonal matrix of derivative
gains. RRE describes the orientation of frame E with respect to frame R, and ERB describes
the orientation of frame B expressed in frame E, which can be computed as

ERB = ERR
RRB = RRT

E
RRB. (2.28)

For q = (q1, ..., qn) denoting the stacked vector of generalized coordinates of each subsystem,
the angular velocity of frame E can be computed with

RωR,E = R(Jω)R,E(q)q̇, (2.29)

where R(Jω)R,E is the angular part of the Jacobian describing the mapping between the
angular velocity of the body frame, E, with respect to the robot frame, R, expressed in the
frame R. From the angular velocity, the angular acceleration can be computed as

Rω̇R,E = R(J̇ω)R,E(q)q̇+ R(Jω)R,E(q)q̈. (2.30)

Posture tracking task

Position and orientation tasks only describe the desired position or orientation of a specific
location on one of the subsystem’s bodies. Describing the motion of a subsystem by means of
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a position and an orientation tasks thus only constrains a maximum of 3 degrees of freedom
per task, i.e., 6 DOFs in total. For kinematically redundant robots, i.e., robots which have
more than these 6 DOFs, an orientation and a position task are insufficient to describe the
entire robot’s pose, and additional tasks must be added in order to make the set of null-space
configurations finite. In this work, these additional tasks are called the QP posture tracking
tasks, and consists out of static desired values for several of the subsystem’s joints. Denote
the vector of desired posture task joint positions as qpos ∈ Rn and let W be a diagonal
matrix that selects the active posture task joint, i.e.,

Wk,k =

{
1 for active joint k,

0 for inactive joint k.
(2.31)

The task error for a posture task equals

Er = wr

∥∥∥W (q̈− q̈pos +Pr(q− qpos) +Dr(q̇− q̇pos))
∥∥∥2, (2.32)

where wr describes the posture task’s weight and Pr ∈ Rn×n and Dr ∈ Rn×n are diagonal
matrices with proportional and derivative gains, respectively. For static posture task joint
positions, q̈pos = q̇pos = 0. Equation (2.32) hence simplifies to

Er = wr

∥∥∥W (q̈+Pr(h− qpos) +Drq̇)
∥∥∥2. (2.33)

2.2.3 QP constraints

On top of the control objectives, constraints are added to the QP solver to ensure that the
subsystems in the environment don’t exceed the limits of the hardware which they represent
or to ensure that two subsystems do not collide. These constraints are discussed here.

Equations of motion

In order for the QP controller output to comply with the system’s dynamics, all solutions
must comply with an equation of motion (EOM). Moreover, this EOM is required to compute
the desired joint torques based on the desired joint accelerations. For index i = {1, ..., r}
denoting the different fixed-base or floating base objects or subsystems, i.e., robots, in the
environment, this yields

Mi(qi)q̈i +Ni(qi, q̇i) = Siτc, i, (2.34)

where τc, i ∈ Rai is the vector of commanded torques acting on the actuated joints of robot
i. For unactuated robots, ai = 0 [54]. Si ∈ Rni×ai denotes the mapping of torques to the
joints of the subsystem. Note that for the fully actuated robots Si = I. Ni(qi, q̇i) is the
vector of non-linear, Coriolis, and gravity effects, and Mi(qi) is the mass matrix. Finally, qi

denotes the generalized coordinates of subsystem i.

Collision avoidance

To avoid two links from making an undesired contact, collision avoidance is implemented in
the QP controller as a constraint. The implemented collision avoidance constraint has two
stages. In the first stage, triggered at an intermediate distance of δi, the constraint becomes
active, steering the two subsystems away from each other. In the second stage, triggered at

13



Chapter 2. Preliminaries

an intermediate distance of δs, the collision avoidance ensures that the contact will never be
reached. This is encapsulated in the following constraint:

˙dist(la, lb) ≤ ξ
dist(la, lb)− δs

δi − δs
, (2.35)

where dist(la, lb) describes the intermediate distance between the two bodies, named a and
b, and where ξ represents a velocity damping coefficient. To be able to use the constraint in
the QP controller, the constraint is approximated as

¨dist(la, lb) ≤
1

∆t

(
−ξ

dist(la, lb)− δs
δi − δs

− ˙dist(la, lb)

)
, (2.36)

where ∆t is the time step used in the QP controller.

Joint limits

The movement of the subsystems is naturally limited by the capabilities of the used hardware.
To ensure that these limits are not exceeded, constraints are included in the QP solver that
limits the behavior of the robots [54, 55]. For every joint q it holds that

qmin ≤ q ≤ qmax, (2.37)

q̇min ≤ q̇ ≤ q̇max, (2.38)

τmin ≤ τ ≤ τmax. (2.39)

To apply the constraints from (2.37) and (2.38) in the QP controller, an approximation in
terms of q̈ is derived

qmin − q − q̇∆t
1
2∆t2

≤ q̈ ≤ qmax − q − q̇∆t
1
2∆t2

, (2.40)

q̇min − q̇

∆t
≤ q̈ ≤ q̇max − q̇

∆t
. (2.41)

2.2.4 QP control overview

Combining the above sections and casting them into the formulation of (2.21) and (2.22) for
k amount of tasks yields the following overview.

(q̈des, τdes, λ) = argmin
∑
k

wkEk (2.42)

subject to



M(q)q̈+N(q, q̇) = Sτc,

¨dist(la, lb) ≤ 1
∆t

(
−ξ dist(la,lb)−δs

δi−δs
− ˙dist(la, lb)

)
,

τmin ≤ τ ≤ τmax,
q̇min−q̇

∆t ≤ q̈ ≤ q̇max−q̇
∆t ,

qmin−q−q̇∆t
1
2
∆t2

≤ q̈ ≤ qmax−q−q̇∆t
1
2
∆t2

,

(2.43)

2.3 Franka Emika Robot

The robot of choice for this research is the Franka Emika Research 3, a 7 DOF robot with a
maximum payload of 3 kg, visualized in Figure 2.4a1. The robot model used in the simulation

1Franka Emika website: https://www.franka.de/
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(a) (b)

Figure 2.4: A Franka Emika Research 3 robot in (a) real life and (b) simulation.

is displayed in Figure 2.4b. Note that the used robot model of Figure 2.4a is equipped with
a different end effector than the robot simulation model from Figure 2.4b. This simulated
model uses a rigid, round end effector, which is based on the end effector used by Dehio et
al. [35]. On top of this end effector, a square padding is placed, which the simulator uses as
a deformable contact model.

The characteristics of this robot are given in Table 2.1. For a more detailed overview
of the robot and interface characteristics, please refer to [2]. The real life robot contains
encoders in each joint that can measure the joint position, from which the joint velocity,
acceleration, and jerk can be obtained. The link-side joint torques are obtained by means of
strain gauge torque sensors. In the simulated version of the robot, such measurements are
replaced by an observer.

While there is no physical sensor in place that measures the external forces and torques
applied on the robot, Franka Emika adopts a momentum observer that estimates these
external influences based on the readings of the position and torque sensors. While the man-
ufacturer does not reveal any technical details of such an external force/torque estimation,
studies have reported that the external forces can be estimated with limited errors, given
that the robot is not near a singular configuration [57]. As the external force/torque esti-
mation is shielded by the manufacturer, this study adopts the use of a virtual force/torque
sensor, which is located in between the end effector and the end effector padding.

Table 2.1: Technical data on the FE Research 3.

Property Value

DOF 7

Payload 3 kg

Maximum reach 855 mm

Repeatability ± 0.1 mm

Maximum joint torques (link-dependent) 12/87 Nm

Control and measurement frequency 1 kHz

2Franka Control Interface Documentation: https://frankaemika.github.io/docs/
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(a) Bottom view of the robot’s workspace. (b) Top view of the robot’s workspace.

Figure 2.5: A schematic representation of the available workspace of the Franka Emika
Research 3 robot.1

2.4 Grabbing boxes with robots

Consider Figure 2.6 in which a square box is falling towards a flat surface. Naturally, the
box does not make full contact immediately, instead, it passes through two other states
before doing so. First, the box is in free motion, and is not in contact with the plane. As
the box first touches the plane, a point contact is established, constraining 3 DOF of the
box. As the box rotates further towards the plane, the point contact is extended into a line
contact, which constrains 5 DOF of the box. Finally, as the box has dropped fully, a planar
contact is established, constraining all of the 6 DOF of the box. The contact of the box
with the surface now has three modes: the pre-impact mode, the intermediate mode and
the post-impact mode. In dual-arm robotic grabbing, the alignment mechanism of Figure
2.6 is occurring on both sides of the box at each manipulator. In such a setup, the end
effectors do not fall, but are forced towards the box by the controller until they align their
end effector planes with the sides of the box. Having two of such mechanisms extends the
possible amount of contact states from 4 to 16.

Upon impact with the box, the end effector positions relative to the box remain approx-
imately constant, while the end effector velocities relative to the box and normal to the
end effector planes suddenly drop. The angular velocities of the end effectors spike due to
the alignment phenomenon. After contact has been established, the system of 12 controlled
DOF reduces to a system of 6 controlled DOF, where the positions of the two end effectors
are sufficient for describing the full box state.

Figure 2.6: Contact states during the approach of a box towards a flat surface. From left
to right: no contact, point contact, line contact, plane contact.
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2.5 Reference spreading

A recent development in impact-aware control is reference spreading, which uses impact-
based switching between reference states to reduce the tracking error. Consider Figure 2.7a,
in which a system’s state trajectory, x(t), is ought to follow a reference trajectory, α(t, i),
which encapsulates two contact states which are described by a pre- and a post-impact ref-
erence trajectory. The system is predicted to impact the environment at τ , which induces
a jump in the reference trajectory from α(t, j − 1) to α(t, j). In reality, however, the sys-
tem actually impacts the environment at a different time, t1, which occurs just before the
predicted impact time. A mismatch between the reference trajectory contact state and the
system’s contact state occurs. The tracking error, e(t), displayed in the bottom of Figure
2.7a, is computed as the difference in the reference trajectory state and the system state at
that point, i.e.,

e(t) = x(t)− α(t, j − 1), (2.44)

and spikes during the mismatch in contact states. This spiking of the tracking error is called
peaking [36, 58].

The strategy in reference spreading is to extend the pre- and post-impact reference tra-
jectories for some time around the moment of impact, and to switch to the contact state
once impact is detected. This can be seen in the top figure of Figure 2.7b. In this figure,
the controller switches to the extended post-impact trajectory once the impact is detected
at t1. The tracking error is now not computed based on α(t, j − 1), but rather on α(t, j)

e(t) = x(t)− α(t, j), (2.45)

which reduces the peak in the tracking error, as can be seen in the bottom of Figure 2.7b.
The case in which the jump in contact state is not immediate, but follows an interme-

diate mode, is displayed in Figure 2.8. The intermediate mode causes the system’s state
trajectory, and subsequently the system’s tracking error, to have an additional jump. In
the intermediate mode, the intermediate contact states can’t be measured accurately and

(a) Peaking of the tracking error, e(t), caused
by a contact state mismatch.

(b) Reduced peak in tracking error due to refer-
ence spreading.

Figure 2.7: The effect of reference spreading. (a) Tracking of a reference trajectory con-
taining a jump at time τ without reference spreading. The actual system jumps at t1, causing
a large peak in the tracking error. (b) Tracking of an extended reference trajectory contain-
ing a jump at time τ with reference spreading. Upon jumping, the actual system follows the
extended reference trajectory, reducing the tracking error.
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Figure 2.8: Tracking of a reference trajectory containing a jump with an intermediate
mode without reference spreading. The intermediate mode starts at t1 and is completed at
t2, while the reference trajectory jumps at τ .

the velocity information around those events is unreliable, making it infeasible to track the
corresponding trajectories. Take for example the falling box example of Section 2.4. For such
a falling box it is almost impossible to predict and track the order and timing at which the
intermediate modes appear. Instead, previous authors used conventional reference spreading
and applied feedforward control [59] or a combination of feedforward and position control
[60] during the intermediate phase to obtain only a minimal jump in desired torque when
passing through this phase.

In the context of QP controlled systems, Beumer [30] applied task-based reference spread-
ing to the QP based control of a dual arm manipulator setup. This method required addi-
tional link position requirements in order to remove the robot’s kinematic redundancy, such
that conventional state trajectory reference spreading could be applied. The method was
demonstrated by means of a simulation of the robotic setup.

2.6 Summary

In this chapter, the multibody dynamics notation, the QP controller formulation, and the
used robots were introduced, along with background information on grabbing boxes with
robots and reference spreading. The provided information serves as a basis for the rest of
this document, and will be used in the description and analysis of the developed system.
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Chapter 3

Design of simulation based
teleoperation system

In this chapter, the design of the software framework which is used for teleoperating the
dual arm robot simulation is elaborated. Among other things, the design of this framework
determines the response of the system to a teleoperation input and determines the way in
which the QP controller handles reference trajectories and communicates with the simulation.
First, the architecture of the designed framework is presented in Section 3.1. In Section 3.2
the gathering of teleoperation data is explained, after which the generation of the reference
trajectories from this data is explained in Section 3.3. The tuning of the QP controller
components is discussed, after which the selected parameters are given in Section 3.4. Lastly,
the constructed virtual scene is presented in Section 3.5.

3.1 Software framework architecture

To establish the VR steered QP controlled physically plausible simulations, it is important
to first identify the necessary components and the relation between these components. The
overall software framework architecture can be seen in Figure 3.1. Note that this scheme
displays a closed loop setting, in which the output of the simulation by AGX Dynamics is
fed back to the QP controller, which uses the simulated positions and velocities to solve
the quadratic optimization problem. Furthermore, there is a feedback from the visualizer
output to the VR control, shown by the dashed red line, indicating that the information
which the user receives to control the setup is coming from the visualization of the output
from the simulator. The software components mentioned in Figure 3.1 will be discussed in
the following sections.

3.1.1 SteamVR and HTC VIVE

The VR hardware of choice for this research is the HTC VIVE Pro full kit, as is displayed
in Figure 3.21, which contains a head mounted display (HMD), two handheld VR trackers
and two lighthouses, also named base stations. The VIVE Pro is a VR system primarily
designed for gaming applications, but has also been used in many robotic applications in
the past [8, 9, 38, 61, 62]. Claims by the manufacturer state that their products have a
sub-millimeter translational accuracy. No claims are made on the rotational accuracy of the
VIVE Pro kit. Accuracies in the same order of magnitude were also observed in literature
for static applications. For dynamic applications, a sub-centimeter precision was observed,

1HTC VIVE Pro Full: https://www.vive.com/eu/product/vive-pro-full-kit/
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Figure 3.1: The software framework architecture for a closed loop setting.
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Figure 3.2: The HTC VIVE Pro Full kit.

albeit under highly controlled circumstances [63, 64]. For the application at hand, such
precision is considered satisfactory.

In this research, no use is made of the display inside the HMD, as that eases the visu-
alization of simulation scenes significantly, and reduces the computational effort required to
visualize the simulated robotic scene. Moreover, long-term use of VR visualization that is
prone to frame jitter, frame lag and latency has proven to cause physical harm to the user
[65–67], which is to be prevented.

The HTC VIVE Full Pro kit is specifically chosen due to its user development options
within the Linux operating system and its compatibility with the software development kit
(SDK) called OpenVR2. The OpenVR SDK allows access to the data from SteamVR, which
is the interface that provides the user with information about the device availability, and
gives access to the VR kit settings. These settings are limited to video and gaming related
features. Setting such as the device pose signal filtering are shielded from the user. The data
which can be accessed by the OpenVR SDK through SteamVR includes among other things
the device type, the device pose and the detected button events, and allows the user to send
haptic feedback via the actuators in the VR trackers. This VR kit has been used by other
members of the I.AM consortium [9, 38], which eases development of the required software
interface.

3.1.2 mc rtc interfaces

In this research, the QP controller software framework of choice is mc rtc3. In this controller
framework, use is made of a weighted QP objective hierarchy, resulting in accelerations,
torques, and contact forces as controller output in accordance with (2.21) and (2.22). In
order for mc rtc to communicate with the physics simulator, an interface is required, which
is called mc click4. The functioning of mc rtc and mc click follows the following procedure:

1. The robot simulation and the controller are initialized by a trade-off of handshake
messages.

2. The robots’ sensors in the QP controller are updated with the values obtained from
the simulation.

3. The QP solver is triggered to run.

2OpenVR: https://github.com/ValveSoftware/openvr
3mc rtc: https://jrl-umi3218.github.io/mc_rtc/index.html
4mc click: https://gitlab.tue.nl/h2020-i-am-project/mc_click

21

https://github.com/ValveSoftware/openvr
https://jrl-umi3218.github.io/mc_rtc/index.html
https://gitlab.tue.nl/h2020-i-am-project/mc_click


Chapter 3. Design of simulation based teleoperation system

4. The QP outputs desired joint torques and accelerations. The latter are integrated to
obtain the desired joint positions and velocities.

5. The new desired robot states are sent to the robot, such that the low-level controller
can steer the robot towards the desired joint positions/velocities/torques.

6. Steps 2 through 5 are repeated until either the controller or the robot simulator stops
the communication.

For control of a real robot setup, the mc click interface can be interchanged with mc franka5,
which is the interface for the Franka Emika robot. Note however that the control interface of
the Franka Emika robot compensates for gravity, while such gravity compensation terms are
already present in the commanded torque computed by the QP solver. By directly sending
the QP solver output to the robot, the gravity would thus be overcompensated, which moves
the robot away from the desired position. To prevent this, efforts are made within mc franka
to remove the gravity compensation. Such efforts are not made in mc click.

The integration performed in step 4 can be seen in (3.1) through (3.3) and is performed by
using a combination of measured joint positions and velocities and desired joint accelerations.

(τdes, q̈des) = QPSolver(qreal, q̇real), (3.1)

qdes = qreal +∆tq̇real +
1

2
(∆t)2q̈des, (3.2)

q̇des = q̇real +∆tq̈des, (3.3)

where q, q̇, and q̈ denote the position, velocity, and acceleration of the system’s generalized
coordinates, i.e., the robot joints, respectively. τ denotes the torque applied by the actuators
in the joints. The subscripts (·)real and (·)des indicate the measured and the desired state,
respectively. Measurements of the joints’ position and velocity are obtained through an
observer, as was elaborated in Section 2.3.

3.1.3 AGX Dynamics

The physical simulator of choice in this research is AGX Dynamics6 by Algoryx, which is a
partner in the consortium of the I.AM project. A property within AGX Dynamics which is of
particular interest to this study is time-stepping, which is a numerical technique particularly
suited for the analysis of impacts. A brief introduction to time stepping is given in Appendix
A. AGX Dynamics supports the use of agxViewer, a visualization developed by Algoryx, but
is also capable of utilizing other visualizers, such as Unity, Unreal, or RViz7. In this study,
use has been made of both agxViewer and RViz.

The input to AGX Dynamics coming from mc click is defined in terms of joint positions,
velocities, and torques. Robots can not be controlled directly by position or velocity signals,
but must be controlled at their joints with a motor current, such that a motor torque
proportional to that current can be generated [68]. In order to track the desired positions,
velocities and accelerations properly, a low-level controller is thus required in order to convert
the given parameters into a commanded torque and to let these parameters converge towards
their respective desired value. Here, three low-level control types are discussed: position
control, velocity control and torque control.

5mc franka: https://github.com/jrl-umi3218/mc_franka
6AGX Dynamics: https://www.algoryx.se/agx-dynamics/
7RViz: http://wiki.ros.org/rviz
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3.2. Obtaining tracker data

In position control, the aim is to match the robot’s joint positions with that of the
desired joint positions. In AGX Dynamics, the torque required to do so is obtained via a
PD-controller on the joint positions

τc = Kmotor (qdes − qreal)−Dmotorq̇real, (3.4)

where Kmotor and Dmotor are the PD controller’s proportional and derivative gains, respec-
tively. In velocity control, the robot’s joint velocities are controlled in order to match them
with the desired joint velocities. The torque required to do so is obtained via a proportional
controller on the joint velocities

τc = Dmotor (q̇des − q̇real) . (3.5)

Note that although there is no position based component in this low-level controller, conver-
gence to a desired position will occur through the optimization in the QP controller. Lastly,
there is the option to control the robot via a low-level torque controller. In the current
implementation in AGX Dynamics, all robot joints and links are considered to be rigid. As
a consequence, the torque controller is a simple throughput of torque, i.e.,

τc = τdes. (3.6)

In reality, however, robotic joints are compliant due to flexibility in the drivetrain, which
makes (3.6) inadequate, and a more involved controller is required for dealing with this joint
compliance. Although such a controller is currently not applicable to the available simulation
setup, it is elaborated in Appendix B for the sake of completeness and with the aim towards
future simulation features.

3.2 Obtaining tracker data

As was discussed in Section 3.1.1, the OpenVR SDK allows the user to have access to the
VR tracker’s position and orientation data via SteamVR. Upon startup, SteamVR defines
an inertial frame based on the initial pose of the HMD from which all tracker positions and
orientations are derived. Consider Figure 3.3, in which a dual arm robot setup is displayed,
along with a VR tracker, a box, and frames connected to the left robot and the VR tracker.
The previously mentioned inertial frame generated by the HMD, named the VIVE frame
hereafter, is illustrated in blue in Figure 3.3 and is denoted by V = ([V ], oV ) with [V ] and
oV the orientation and the origin of the VIVE frame, respectively. Also denoted in blue
is the frame attached to the VR tracker, which is denoted by C = ([C], oC). Next, a red
frame is attached to the base of the robot. This frame indicates the coordinate system in
which the controller operates and is denoted R = ([R], oR). It will be referred to as the
robot frame. Finally, the pose of the end effector is displayed in red by the frame denoted
as E = ([E], oE). The VR tracker pose data obtained via the OpenVR SDK is given as a
3x4 matrix

D =

D11 D12 D13 D14

D21 D22 D23 D24

D31 D32 D33 D34

 ∈ R3×4, (3.7)

where the first three columns describe the orientation of the tracker and where the last
column represents the position of the VR tracker in the VIVE frame, denoted V oC . Closer
inspection revealed that for the first three columns to represent the rotation of the tracker

23



Chapter 3. Design of simulation based teleoperation system

Figure 3.3: Coordinate frames in the dual arm setup. Red: coordinate frames related to the
robot. Blue: coordinate frames related to the VR system. Observe that the VR tracker has
moved from its position at the beginning of the teleoperation, ostartC , to its current position,
oC . The robot’s end effector reference trajectory pose is moved an equivalent but scaled
amount from the end effector’s current position, oE , to its new position, orefE . For clarity,
only one controller is displayed and only one robot is provided with coordinate frames.

with respect to the VIVE frame, these columns have to be reordered and transposed

V RC =

D11 D12 D13

D21 D22 D23

D31 D32 D33

T 0 1 0
0 0 1
1 0 0

 =

D31 D11 D21

D32 D12 D22

D33 D13 D23

 , (3.8)

which yields
C =

(
V RC

V oC
)
. (3.9)

Note that for each VR tracker a matrix as in (3.9) is stored. For clarity, only one tracker
pose will be discussed here.

The pose of the trackers is measured with respect to the pose of the VIVE frame. This
frame is however not orientated in the same manner as the frame in which the controller

Figure 3.4: Three frames visualizing the transformation from the VIVE frame, V to the
robot frame, R.
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operates, i.e., frame R. In order to align these two frames, a transformation must be applied
to the data of (3.9). To this end, consider Figure 3.4, in which the VIVE frame, an inter-
mediate frame denoted I, and the robot frame are displayed. The transformations required
to obtain each successive frame are given in the same figure, and correspond to a rotation
in the x⃗V -direction of -90◦ to transform frame V into frame I. For the transformation from
frame I to frame R, a rotation around the z⃗I -direction of -90◦ is required. Mathematically,
these respective transformations can be expressed as

V RI =

1 0 0
0 0 1
0 −1 0

 , (3.10)

IRR =

 0 1 0
−1 0 0
0 0 1

 . (3.11)

The transformation from frame V to frame R is thus expressed as

V RR = V RI
IRR =

0 1 0
0 0 1
1 0 0

 , (3.12)

and vice versa

RRV =
(
V RR

)T
=

0 0 1
1 0 0
0 1 0

 . (3.13)

The orientation of the tracker in the robot frame can now be obtained via

RRC = RRV
V RC . (3.14)

Note that the above derivation is only valid for the setup used in this research. That is,
with the HMD facing in the same direction as the user, with SteamVR’s ’Standing Only’
mode, and with a similar direction of visualization of the scene, as will be elaborated in
Section 3.5.

In order to obtain the VR tracker’s position, the same transformation of (3.14) can be
used. This yields

RoC =

 Rx⃗C
Ry⃗C
Rz⃗C

 = RRV
V oC =

0 0 1
1 0 0
0 1 0

 V x⃗C
V y⃗C
V z⃗C

 =

 V z⃗C
V x⃗C
V y⃗C

 , (3.15)

which allows the pose of the VR tracker in the robot frame R to be written as

C =
(
RRC

RoC
)
. (3.16)

3.3 Reference generation

With the tracker poses known, several design choices have to be considered which relate to
the way in which the pose data must be translated into the pose of the end effector reference
frames. These design choices will be discussed here.
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Figure 3.5: The HTC VIVE handheld trackers with the clutches indicated by their respec-
tive numbers

3.3.1 Clutching

When turned on, the VR hardware provides a constant stream of information regarding the
pose of the VR trackers. It might however not always be beneficial to track these poses
immediately. Two clutches are introduced to prevent undesired teleoperation motions and
to ease the use of the system. The presence of two clutches is deliberately chosen as a safety
measure to prevent accidental teleoperation actions, which can occur when a controller is
being dropped, for example. Only when both clutches are being pressed, teleoperation is
activated. On the HTC VIVE trackers, displayed schematically in Figure 3.5, the first clutch
is set to be triggered by the grip buttons, indicated by number 1. These buttons are present
on both sides of the controller. The second clutch is set to be activated by the trigger
buttons, indicated by number 2.

3.3.2 Relative teleoperation

Enabled by the availability of the two clutches, it is opted here to use relative teleopera-
tion. Relative teleoperation allows the user to control the change in reference trajectory by
commanding the transformation of the VR tracker relative to the start of teleoperation. In
contrast to absolute teleoperation, i.e., the direct coupling between the VR tracker’s pose
and the reference trajectory, relative teleoperation yields an easier VR tracker initialization,
a larger obtainable reference trajectory workspace, and a smoother reference trajectory, at
the cost of a reduced intuitivity of control. The differences between relative and absolute
teleoperation is visualized in Figure 3.6. For relative teleoperation, first the pose of the con-
troller at the start of teleoperation at tstart is stored along with the pose of the end effector
of the robot

RostartC = RoC(tstart), (3.17)
RRstart

C = RRC(tstart), (3.18)
RostartE = RoE(tstart), (3.19)
RRstart

E = RRE(tstart). (3.20)
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Next, the position of the VR tracker frame relative to its position at the start of teleoperation
is computed

RorelC (t) = RoC(t)− RostartC . (3.21)

This relative controller position is scaled and added to the position of the robot’s end effector
at the beginning of the teleoperation to obtain the final reference trajectory

RorefE (t) =
(
RostartE + Z RorelC (t)

)
, (3.22)

where Z ∈ R3×3 indicates a diagonal matrix containing scaling parameters. Scaling can
be used to shift the balance between the precision and the reachability of the position of
the generated reference trajectory when teleoperating. A large scaling factor yields a large
range of motion, but makes it difficult to control a precise motion when compared to a small
scaling factor, and vice versa. Here, use is made of Z = I, indicating a 1:1 scaling. Relative
teleoperation for the orientation of the reference trajectory yields

RRrel
C (t) = (RRstart

C )−1 RRC(t), (3.23)

RRref
E (t) = RRstart

E
RRrel

C (t), (3.24)

= RRstart
E (RRstart

C )−1 RRC(t). (3.25)

Upon release of either one of the two clutches, the reference trajectory is set to become
equal to the robot’s end effector pose at time of release

RorefE (t) = RoE(trelease), (3.26)

RRref
E (t) = RRE(trelease). (3.27)

Note that the frames E = (RRE
Roe), C = (V RC

V oC), E
ref = (RRref

E
RorefE ) and

Cstart = (V Rstart
C

V ostartC ) are displayed in Figure 3.3. The dotted lines between frames Cstart

and C and between E and Eref represent the relative VR tracker pose and the resulting
relative reference trajectory, respectively. An illustrative example of the code used to obtain
relative tracking is given in Appendix C.
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Figure 3.6: Different clutching methods for a given VR tracker pose. (a) A 1D input
trajectory from a VR tracker. The dotted blue lines indicate whenever the clutches are not
pressed, i.e., when no data is transmitted to the controller. The red vertical dotted lines
indicate a moment of clutching. (b) The reference trajectory generated from the data of
(a) based on absolute tracking. (c) The reference trajectory generated from the data of (a)
based on relative tracking.

3.4 QP controller structure

As became evident from Section 2.2, there is a large amount of flexibility in the usage of a
QP controller. Here, the choice of QP objectives, states, and constraints will be discussed.

End effector task

The VR tracking and reference generation elaborated in Sections 3.2 and 3.3 results in a
reference trajectory for the end effector poses in which each VR tracker steers one of the end
effectors. To this end, an end effector tracking task is assigned to each of the robots. This
task is a combination of a position tracking task and an orientation tracking task, combining
to a 6 DOF reference trajectory. In terms of the QP objective descriptions of Section 2.2.2,
the output of the VR tracking results in

RoB(t) =
RorefE (t); RRB(t) =

RRref
E (t), (3.28)

where RoB(t) is the reference position for the position tracking task, and RRB(t) is the

reference orientation for the orientation tracking task. Furthermore, RorefE (t) stems from

(3.22) and RRref
E (t) stems from (3.25).

Each end effector tracking task has 6 parameters that can be tuned per robot. These
parameters are the position tracking task weight, stiffness, and damping parameters and
the orientation tracking task weight, stiffness and damping parameters, which are set to be
identical for both robots. For the tuning of the end effector tracking task, first consider the
stiffness parameters of both the position and the orientation tracking tasks. This parameter
determines the controller’s effort which is made to nullify a static pose error. A large stiffness
parameter yields a fast and responsive tracking behavior, of which the limits are determined
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3.4. QP controller structure

by the system’s joint limits, the system’s dynamics which can cause the system to become
unstable, and the allowed amplification of noise. Moreover, in a teleoperated manipulation
task, a high tracking stiffness makes the control of the force applied by the robot on the
environment very sensitive to variations in the user’s input.

In Section 2.4, it was already mentioned that upon making contact, the control of a
grabbed object can be defined by 6 DOF. The definition of two end effector positions, while
the end effector planes remain aligned with the sides of the grabbed object, is hence satis-
factory for full object control. One might hence opt to reduce the end effector orientation
stiffness to allow such self-alignment to occur more naturally. Here, the reason not to do
so is three-folded. First, the control of the end effectors in free motion requires the orien-
tation task stiffness to be comparable to the position task stiffness to ensure intuitivity of
teleoperation. Second, a low orientation task stiffness would affect the ability of an operator
to control the torque applied to the environment. Third, in the experiments which will be
elaborated in Chapter 4, the similarity of the pre-impact conditions within an experiment
case is a requisite for isolating the effects of the varied parameters. Having a relatively low
orientation task stiffness yields relatively large differences in pre-impact orientation reference
tracking, and hence affects the comparability of such experiments.

Concluding the above, the stiffness for both the position and the orientation tracking
tasks are set to

Pp = diag(100); Po = diag(100). (3.29)

Next, the damping coefficients are determined. These are set to be equal to

Dp = 2
√

Pp = 20; Do = 2
√
Po = 20, (3.30)

which are the damping coefficients required for critical damping. Lastly, the weights of the
position and orientation tracking tasks are set. These weights are used to determine the
balance between the position, orientation, and the posture tasks, of which the latter will be
discussed below. For both components of the end effector task, the weight is set to 50

wp = wo = 50. (3.31)

Posture task

A posture task is added to the QP objectives to deal with the kinematic redundancy of
the Franka Emika robots. It is important to note that for the purpose of robot grabbing,
which is the case in this research, there are certain restrictions to the implementation of the
posture task. For example, consider the scenario in which a 7 DOF robot is set to track a
6 DOF reference trajectory, and to which a 7 DOF posture task is applied. Such a 13 DOF
set of objectives creates a task redundancy, i.e., a task set of which the amount of DOFs
exceeds the amount of DOFs available on the robot. Such a task redundancy is solvable
through the weighted hierarchy of the QP controller, creating a unique optimal solution for
the control problem. Such a multi-DOF posture task is required to have low stiffness and
weight properties to prevent the task from affecting the end effector’s position and orientation
tracking task.

In free-motion scenarios, such a posture task is a valid way of removing the robot’s
kinematic redundancy. However, in manipulation tasks, the robot requires sufficiently stiff
joints in order for the end effector to apply a force to the environment. As the multi-DOF
posture task is constrained to have a low stiffness, it is insufficient in preventing self-motion,
i.e., the occurrence of an internal movement of the manipulator whilst keeping the end
effector pose constant. Such self-motions nullify the effect of the posture task. Intuitively
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Table 3.1: Tuning parameters for the end effector and posture tasks of a dual robot setup
in a box-grabbing scenario.

Tracking task Stiffness
[
s−2

]
Damping

[
s−1

]
Weight [-]

Position 100 20 50

Orientation 100 20 50

Posture 1000 63.2 10000

speaking, one can visualize such a self-motion by pressing down on a table with a bent arm
via a rotation of the shoulder joint. Without stiffening the wrist joint, the elbow tends to
keep moving downwards. Only when the wrist is stiffened, one can actually apply force to
the table.

A better approach to the posture task is to lock only the amount of joints necessary to
provide a solution to the kinematic redundancy, i.e.,

DOFpos = DOFrobot −DOFtask. (3.32)

For the 7 DOF Franka Emika robot for which the end effector is controlled with 6 DOFs,
this means that the amount of joints locked by the posture task equals DOFpos = 7− 6 = 1.
Such a posture task is not subject to the aforementioned limitations in the QP weight and
stiffness parameters, since tracking of this posture task can occur parallel to the tracking of
the end effector pose. In fact, locking this joint in a static position demands the stiffness
and weight parameters to be relatively high.

In preliminary testing, the 1 DOF posture task showed a significantly better performance
in manipulation tasks than the multi-DOF posture task. Due to the apparent importance
of this task it is chosen to construct several experiments that investigate the influence of
varying the joint to be constrained and the position of the constrained joint in the posture
task8. These experiments will be elaborated in Chapter 4. To approximate a rigid joint, the
posture task stiffness coefficient and weight for both robots are set to be

wr = 10000; Pr = diag(1000). (3.33)

The damping coefficients for both robots are set to

Dr = 2
√
Pr = diag(

√
1000) = diag(63.2), (3.34)

which are the damping coefficients required for critical damping. Note that formulation
of the posture task is not unique. One could opt to supplement the task set with various
position or orientation tasks in order to remove the kinematic redundancy of the robot. For
example, Beumer [30] applied a direction task to the 4th link of a 7 DOF robot in order
to fully suppress its kinematic redundancy. To summarize, all QP objective parameters are
given in Table 3.1.

Controller states

A finite state machine (FSM) is used in which tasks are added to the QP controller and in
which an initialization procedure is followed. The following states are used in chronological
order:

1. Initial state: The QP objectives are defined and the corresponding parameters are set.

8Note that constraining a joint via the posture task is done via the QP posture task objective, and not
via the QP constraints.
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2. Setup state: The robot end effectors are rotated such that the end effectors are parallel
to the sides of the box. The position of the end effectors are set to align with the box’s
height at a certain distance from the box’s sides.

3. Teleoperation or replay state: After the setup is complete, the operator can control the
end effector reference trajectories via teleportation. Alternatively, recorded reference
trajectories can be replayed.

Note that no use has been made of a contact-specific control state. Instead, the teleoperation
state allows for a more intuitive impedance-like control of the end effectors.

QP constraints

In correspondence with Section 2.2.3, the following constraints are added to the QP solver:

• Equations of motion. This constraint is added to be able to convert the desired joint
accelerations calculated by the QP controller into desired joint accelerations and to be
able to enforce joint torque limits.

• Collision avoidance. This constraint is added to avoid self-collisions for each robot. It
is specifically chosen not to add any collision avoidance between any other objects in
the environment, as the intent of this research is to study impacts.

• Joint limits. Although safety is not an issue in the simulated environment, joint torque,
joint position and joint velocity limits are added to ensure a realistic robot behavior,
as these joint limits will also be added in a real-life robot setup.

Note that no use was made of contact constraints, as such constraints require knowledge on
both of the contacting objects. In a real-life setup, no information about the box’s position
or orientation is available, which makes the use of such constraints impossible. By opting
not to use contact constraints, the system hence remains scalable to such a real-life setup.

3.5 Experiment layout

In order to facilitate the design of the software framework, the box-grabbing scene of Figure
3.7 is constructed. Note that this scene includes one of the robot’s coordinate frames,
which will be used in the experiments to indicate positions in the scene. The robot scene
is supplemented with a live graph of the total force measured at the end effectors, which
gives the user an indication of the force applied on the box when grabbed. In this research,
the left and right robot will be interchangeably referred to as robot 1 and 2, as indicated
in the figure, respectively. The box used in this scene has a weight of just over 0.5 kg. For
the interaction between the box and the robot end effectors, the Young’s modulus is set to
2 GPa, the friction coefficient is set to 1, and the coefficient of restitution is set to be 0. An
example of a user grabbing a box in this scene is given in Figure 3.9. For demonstration
purposes, a scene mimicking a depalletizing scenario was constructed in parallel to the scene
of Figure 3.7. This scene is displayed in Appendix D.

For performing experiments with teleoperation via VR, the setup of Figure 3.8 is used.
In this setup, the user is standing at a table on which a laptop is placed on which the
software framework is active, which is connected to the VR kit interface and HMD. Both
the simulation and the controller are set to run at 200 Hz.
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Figure 3.7: The scene layout used in this research. The numbers ‘1’ and ‘2’ correspond to
the left and right robot, respectively. The robot frame, R, is used to indicate the orientation
of the coordinate axes in the scene.

Figure 3.8: The experimental setup used for teleoperation. The black squares indicate the
base stations, of which their field of view and their respective distance to the user are being
displayed.
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Figure 3.9: Grabbing a box with the developed teleoperation system. Left: the user teleop-
erating via the VR trackers. Right: The robot scene resulting from the teleoperated reference
trajectories, which are depicted by colored frames. From top to bottom: Initialization of the
end effectors and start position of the relative teleoperation, making contact with the box,
lifting the box, and placing the box. These snapshots are recorded at the European Robotics
Forum 2022, at which the developed system was demonstrated.
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3.6 Summary

In this chapter, the design of the developed system is discussed. The overall software frame-
work architecture is presented, after which the individual components of this framework are
elaborated. These components include for example the interfaces between the QP controller
and the robot setup, the low-level controller used in the control of the robot joints and the
application of the obtained teleoperation data to the generation of reference trajectories,
which are novel features of this framework. A tuning of the QP controller’s parameters is
given, which made use of a 1 DOF static posture task in order to deal with the robot’s
kinematic redundancy. Finally, the robot scene and experiment setup used to teleoperate
the system were presented, along with a brief example of how the system can be used in a
box-grabbing scenario. The resulting system will be evaluated in Chapter 4, where it will be
used to analyze the robot setup’s impact behavior upon varying impact configurations.
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Chapter 4

Experiments

With the design of the software framework as elaborated in Chapter 3 complete, experiments
can be conducted to test the behavior and the performance of the system. To this end, this
chapter contains a detailed description of the conducted experiments. In Section 4.1, the
results obtained in preliminary testing are discussed. In this preliminary testing phase,
irregularities regarding the behavior of the system are reported and solved and an empirical
analysis of the system’s behavior for different configurations of the 1 DOF static posture
task, used to deal with the robot’s kinematic redundancy, is made. This analysis allowed
to reduce the scope of the succeeding experiments by excluding several unfit posture task
configurations. The performance of the teleoperation of the system is analyzed in Section
4.2. The repeatability of this teleoperation is discussed for various configurations of the 1
DOF static posture task, allowing for recorded teleoperated reference trajectories to be used
in future experiments. In Section 4.3 and Section 4.4, the effect of changing the posture
task configuration on the impact behavior of the system is discussed. Such knowledge on the
effects of the robot configuration on the system’s impact behavior aids in the application and
development of novel impact-aware control algorithms, such as reference spreading. Although
the currently available literature contains many examples of studies towards the effect of
robot postures in manipulation tasks for both dual and single robot arm configurations [15,
16, 22–25, 35], there are no reports of studies that investigate the effects of the robot posture
on the impact behavior in a dual arm object-grabbing scenario. These experiments aim at
attenuating this gap in the literature by giving an insight in the effects of the robot posture
on the impact behavior for such a scenario. Lastly, in Section 4.5 and Section 4.6, the effect
of varying the end effector impact location on the impact behavior of the system is discussed.
Insights in such effects highlight the importance of the end effector impact location in impact-
aware manipulation, and validate assumptions made in preceding experiments regarding the
similarity of pre-impact end effector conditions.

4.1 General testing

Preliminary testing revealed that the choice of joint constrained via the 1 DOF static posture
task in order to deal with the robot’s kinematic redundancy is of big importance to the
reference trajectory tracking of the system. Through empirical findings, it was found that
locking either joint 1, 3 or 6 results in the least amount of workspace and agility loss, which
is why these are selected as the primary interest when investigating the effects of the posture
task on the system’s grabbing performance and impact behavior. In general, constraining
joints close to the base of the robot severely affects the available workspace of the robots,
whilst the agility of the robot, i.e., the ability to control the end effector in a responsive and
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accurate manner, is hardly compromised. Constraining joints that lie close to the end effector
causes a less severe impact on the available workspace, but comes at a cost of reduced agility
of operation. For a more thorough description of these empirical findings, see Appendix E.1.
Further general observations regarding the functioning of the system are given in Appendices
E.2 and E.3, where the computational performance of the system, and the behavior of the
end effectors upon impact are discussed.

In the testing phase, the usage of the system was regarded as being intuitive by both
experienced users, i.e., the author of this document, and novel users. In more complex box-
grabbing scenarios, such as displayed in Appendix D, it was noted that especially the lack
of a 3D view and the limited workspace of the robots complicated the use of the system.

4.2 Teleoperation performance

The reproducibility of reference trajectories generated with the software framework in a
box-grabbing scenario determines to what extent a user is able to instruct a motion with
a desired shape to the robot. In an attempt to quantify these characteristics, multiple
box-grabbing motions are prescribed to the system by means of teleoperation. To obtain
information about the different teleoperation characteristics for constraining various joints
via the posture task, these motions are recorded for the three constrained joint options
mentioned in the previous section, which are summarized in Table 4.1. The teleoperated
reference trajectories are recorded such that they can be analyzed and can later be used in
the experiments regarding the effect of the posture task and end effector impact location
on the impact behavior of a manipulation scenario, which will follow in the sections below.
The main goal of this experiment is to determine the usability of the software framework in
the light of data collection for further experiments and reference trajectory generation for
future learning from demonstration applications. That is, to determine to what extent it is
possible to repeatably teleoperate the simulated robots to perform a motion with a desired
shape. In order to reach this goal, the following sub-goals are formulated:

• Collect human-demonstrated reference trajectories for next experiments.

• Asses the consistency of the location and the orientation at which a box can be impacted
via teleoperation for different joints constrained via the posture task.

• Determine the success rate of grabbing, lifting and placing boxes via teleoperation for
an experienced user.

4.2.1 Recording teleoperation motions

As the focus of this study is towards impact-aware manipulation, the teleoperation for grab-
bing of the box and the lifting of the box are performed in one continuous motion in which

Table 4.1: Three experiment cases representing three different constrained joints via the
posture task, including the constrained joint’s position and the elbow configuration upon
impact. The indicated elbow configurations are given in Figure 4.1.

Case Constr. joint Joint positions Elbow configuration upon impact
Robot 1 Robot 2

1 1 0 0 Straight up
2 3 0 0 Straight up
3 6 1.5 1.5 Banked slightly inwards
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Figure 4.1: Robot elbow positions for various robot configurations. a) ∼ 45◦ inwards, b)
banked slightly inwards, c) straight up, d) banked slightly outwards, e) ∼ 45◦ outwards.

the start of the contact phase simultaneously starts the lifting phase, and in which the im-
pact with the box occurs at a non-zero velocity. The aim is to impact with the end effectors
on the center of the sides of the box with the planes of the end effectors aligned with the
sides of the box, as is schematically depicted in Figure 4.2. After lifting the box, the box is
lowered and placed back on the pillar.

The experiments are performed for the three cases of constrained posture task joints,
which are given in Table 4.1 along with the joint positions for the constrained joints. Note
that in this table, the joint position upon impact with the box is also displayed. For each
posture task configuration, a total of 5 successful grabbing motions are recorded. In total, 18
attempts were required to collect all 15 grabbing motions. In case 1, no failed attempts were

Figure 4.2: The intended grabbing and lifting motion of the end effectors and the box.
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recorded, in case 2, two failed attempts were recorded, and in case 3, one failed attempt was
recorded. It was made sure that only the experiments which were too poor to analyze were
deleted from the data in order to maintain a transparent overview of the system’s actual
performance.

4.2.2 Analyzing teleoperation data

After the teleoperation motions are recorded, their reference trajectories are replayed to the
system. The result of such a replayed reference trajectory can be seen in the blue and cyan
lines of Figure 4.3 where a reference trajectory of case 1 has been used. To illustrate the
direction of the motion, the grabbing motion has been displayed in blue, and the dropping
motion has been displayed in cyan. Additionally, in Appendix E, Figure E.3 the teleoperated
reference trajectories during the grabbing motion is displayed for all experiments. Note the
applicability of such data to the reference spreading based probabilistic motion primitives
developed by De Zwart [37] with a QP based implementation as developed by Beumer [30].
Such an extension of the current framework is left for future research. In Appendix E.4,
Figure E.2, a similar figure is constructed for the orientation of the VR trackers during the
experiments. Several remarks can be made regarding these figures.

• In free motion, the end effectors track the teleoperated motion with a relatively small
error, indicating that in free motion, the tracking of the instructed reference trajectories
works well. As soon as the end effectors hit the box, the tracking error increases while
the reference trajectories stay at a near constant distance from each other. The fact
that the operator is able to keep the instructed reference trajectories at a constant
intermediate distance from each other justifies the choice not to use an explicit contact
state, and to use an impedance-like approach to the control of the end effector force
acting on the box.

• Upon contact with the box, the end effector positions change in a nonsmooth manner
due to a sudden jump in the end effector velocity. Such sudden transitions in velocity
can be described by a velocity jump, which will be the topic of the experiments of
Sections 4.3 through 4.6.

• The similarities between the reference trajectories for the grabbing motion of Figure
4.3 and Figure 4.2 are apparent, indicating that instructing a motion with a specific
desired shape via teleoperation through VR is possible.

As the robots lift the box with their end effectors, a force acts between the end effector
surfaces and the surfaces of the box. These forces can be measured with the virtual force/-
torque sensors present in the end effectors and are given in Figure 4.4. From this figure it
becomes clear that during the moment of impact, the forces acting on the end effectors spike
primarily in the z⃗E-direction of the body frame of the end effector, which is the direction
normal to the end effector plane. At the moment of releasing the box, the forces parallel to
the end effector planes also show a large peak, which is due to the forced placing of the box
on the pillar. While the box is in the air, the forces acting on the end effector primarily act
in the end effector’s z⃗E-direction of the end effector plane, which is due to the clamping of
the box.

Definition of the moment of impact

To assess the impact behavior of the system, the velocity jump describing the difference
in velocity before and after impact is used. Recall to this end Section 2.4, in which the
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Figure 4.3: Position of the VR trackers and end effectors (EE) during an impact experiment.
The blue and the cyan lines represent the instructed reference positions during the grabbing
and the dropping motion of the box, respectively. The red and the orange lines represent
the positions of the end effectors following the instructed reference trajectory during the
grabbing and dropping motion, respectively. The pillar and the box from Figure 3.7 are
statically displayed in semitransparent red and blue, respectively. This particular motion is
a recording of experiment case 1.
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intermediate mode was introduced. Determining the velocity jump requires the moment of
impact, as well as the moment after the intermediate mode, i.e., the moment of full contact,
to be known. To define the moment of impact, separating the pre-impact state from the
intermediate state, the force measurements at the end effectors are used. For each separate
robot, the moment of impact is defined as the time step from which the forces acting on the
end effectors start to spike. For the example shown in Figure 4.4, this means that the left
end effector impacts the box at t = 3.010 s and that the right end effector impacts the box
at t = 3.045 s.

At this moment of impact, the end effector positions remain constant, whereas the end
effector velocities change very suddenly, as can be seen in Figure 4.5. The angular velocity
of the end effectors increases rapidly upon impact, due to the end effector planes and the
sides of the box aligning, confirming the behavior discussed in Section 2.4.

Definition of the start of the post-impact state

After the end effectors have aligned with the sides of the box, the intermediate mode is
completed, and the system is in the post-impact state. In contrast to the moment of impact,
there is however no clear-cut measurement available that describes such a transition. The
intermediate state ends once both end effectors are aligned with the sides of the box, but
due to the human inaccuracies in teleoperating the system, there is no guarantee that the
alignment of the end effectors with the box occurs via the state transitions elaborated in
Section 2.4. Instead, it is possible that the end effectors move from a planar contact back to
a line contact, or from a line contact back to a point contact, which clutters the measurement
of the intermediate states. Moreover, due to the indentation of the simulated padding on the
end effectors, a perfect alignment is never achieved. In reality, there will always be an ever
so slight angle between the end effector planes and the sides of the box. Sticking with the
example recording from experiment case 1, consider Figure 4.6, in which the angle between
the vectors perpendicular to the end effector planes and the vectors perpendicular to the
sides of the box as defined in (2.5) have been shown. From this figure it becomes clear that
at t = 4.335 s, both the alignment deviation angles between the end effectors and the sides
of the box and the alignment deviation angle between the end effectors themselves approach
0◦, then shortly pass through a transient, and then converge to 0◦ again. The post-impact
state is hence defined to start at t = 4.335 s.

4.2.3 Results for multiple experiment cases

With the above procedure, the moment of transition between the pre-impact, intermediate
and post-impact states are determined for each of the experiments. Such information allows
for a more in depth analysis of the recorded motions and sheds light on the differences
observed due to the constraining of various posture task joints. Consider Figure 4.7, in
which all of the end effector motions in the pre-impact and intermediate phases from the 15
experiments are shown. Observe that the three different posture tasks described in Table
4.1 cause for three different paths of approach from the initial starting point, denoted by the
magenta dot, to the calibration position, denoted by the black dot. Closer inspection reveals
that this calibration is with a sub-millimeter and 0.5◦ precision. Once the end effectors hit
the box, their location at the moment of impact does not lie on the surface of the box’s
sides. Instead, impact is detected at a certain distance outside of these surfaces due to the
misalignment of the box’s sides and the end effector planes.

The location of the end effectors upon impact is given in Figure 4.8. Here, the position of
the end effectors in the x⃗Rz⃗R-plane is given along with the end effector alignment deviation

40



4.2. Teleoperation performance

2.5 3 3.5 4 4.5 5 5.5 6

0

50

100

150
Left end effector

Right end effector

3.005 3.01 3.015 3.02 3.025 3.03 3.035 3.04 3.045 3.05

0

50

100

150

3 4 5 6

0

50

100

150

3 4 5 6

0

50

100

150

3 4 5 6

0

50

100

150

Figure 4.4: The forces acting on the end effectors during contact with the box; a) the total
force acting on each of the end effectors. b) the total force acting on each of the end effectors,
zoomed in at the moment of impact. c) The forces acting on each of the end effectors, written
in terms of the body-fixed coordinate frames that are rigidly attached to the end effectors
and are denoted by E. Note that z⃗E corresponds to the direction perpendicular to the end
effector plane and that x⃗E and y⃗E correspond to the directions parallel to the end effector
plane.
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Figure 4.5: Position, velocity and angular velocity of the end effectors during the impact
with the box for a teleoperation recording of experiment case 1. The end effector’s positions,
velocities and angular velocities have been indicated by solid lines in the left, middle and
right column, respectively. The time of impact for both end effectors has been indicated
with dashed lines throughout all three columns.
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Figure 4.6: The angles between the vectors perpendicular to the end effector planes and the
sides of the box. The legend entries correspond to the frames of Figure 2.2. Blue: the angle
between the left robot’s end effector and the left side of the box. Red: the angle between
the right robot’s end effector and the right side of the box. Yellow: the angle between the
two end effectors.

angles, as were defined in (2.5), at the moment of impact. The results have been displayed for
each experiment case separately. The mean and standard deviation (SD) of the end effector
location and the end effector orientation alignment deviation at the time of impact have been
displayed in Table 4.2. These results show that the mean of the impact location coordinates
in the x⃗Rz⃗R-plane have a difference of at most 11 mm among the various experiment cases.
Moreover, the standard deviation for these coordinates within each case are at most 16
mm, and have comparable values for all experiment cases, for both robots. It can hence
be concluded that the joint which is constrained by the posture task has little effect on the
average x⃗Rz⃗R-plane impact location of an end effector in teleoperated control and that it is
possible to teleoperate the dual arm setup with a repeatability in the order of centimeters.

The deviation angle between the end effector planes and the sides of the box is in all
cases largest for robot 1, where it is smallest for case 1, in which the 1st is constrained,
and largest for case 3, in which the 6th is constrained. For robot 2, case 3 also shows the
largest deviation angle. No correlation was observed between the deviation angle’s standard
deviations and the joint which is constrained by the posture task. These findings indicate
that when the joint constrained by the posture task is close to the end effector, e.g., joint 6,
the ability of the user to impact the box with a flat end effector reduces, resulting in larger
orientation alignment deviation angles. Such findings were already reported in the empirical
findings of Section 4.1, in which it was reported that constraining joints that lie close to the
end effector cause a reduced agility of operation.
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Figure 4.7: End effector positions during for all experiments during grabbing motions.
The lines in blue and red indicate the position of the end effectors during the pre-impact
and the intermediate phase, respectively. For clarity, the post-impact phase has not been
displayed. The magenta dots indicate the starting position of the end effectors, and the black
dots indicate the end effector location after initialization at the end of the setup state. The
pillar and the box from Figure 3.7 are statically displayed in semitransparent red and blue,
respectively.

Figure 4.8: The location and the orientation alignment deviation of the end effectors at
the time of impact. The different experiment cases are separated with circles, triangles and
squares. The mean position for each experiment is indicated by the uncolored figures. The
orientation alignment deviation is expressed via the color bar at the bottom. Note that in
for both the left and the right faces of the box, the front of the box is located at the center
of the figure.
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Table 4.2: Mean and standard deviation (SD) over 5 experiments per case for the end
effector location and orientation alignment deviation (OAD) at the time of impact for the
teleoperation recording experiment.

Robot 1

Case Constr. joint x-position [m] z-position [m] OAD [◦]
Mean SD Mean SD Mean SD

1 1 0.600 0.013 0.300 0.015 6.133 1.451
2 3 0.602 0.011 0.302 0.008 8.404 3.033
3 6 0.594 0.016 0.294 0.007 10.590 2.162

Robot 2

Case Constr. joint x-position [m] z-position [m] OAD [◦]
Mean SD Mean SD Mean SD

1 1 0.577 0.008 0.280 0.014 4.555 2.163
2 3 0.585 0.016 0.291 0.010 4.367 0.867
3 6 0.580 0.008 0.285 0.010 6.972 1.886

4.3 Effects of posture task joint position on impact behavior

The reference trajectories obtained in Section 4.2 are used here to further analyze the effect
of the 1 DOF static posture task on the impact behavior in a dual manipulator grabbing
setup. As previously mentioned in Section 1.1, the position of the posture task joint affects
the pose of the robot, and hence affects the dynamics of the robot, which determine its
behavior upon impact. Impact-aware control algorithms such as reference spreading require
an estimation of the robot’s behavior upon impact, and insight in how these dynamics change
for varying posture task configurations thus aids in the application and development of these
algorithms. This experiment aims to investigate to what extent the joint position constrained
by the posture task and the robot pose resulting from that joint position affects the impact
behavior of the robots in a dual arm box-grabbing scenario, and, given that the observed
effect is significant, correlate the change in impact behavior to the changes in the posture task
configuration and the resulting robot pose by analyzing the resulting end effector velocity
jumps. To this end, experiment data is collected and interpreted, after which an analysis
of the system’s pre-impact conditions is made. Finally, conclusions will be drawn about the
effect of the posture task joint position on the system’s impact behavior.

4.3.1 Obtaining experiment data

The analysis of the effect of the posture task joint position is again performed for the cases in
which joints 1, 3, and 6 are constrained, and hence three appertaining reference trajectories
are selected from the recorded trajectories from the experiments elaborated in Section 4.2.
For each of these constrained joint cases, a range of 5 feasible posture task joint positions
is determined. In Table 4.3, these configurations are displayed along with their elbow con-
figuration at impact. To better illustrate the difference in these configurations, Figure 4.1
illustrates the described elbow positions.

4.3.2 Comparing pre-impact states

Varying the robot configuration does not only affect the system’s impact behavior, but also
affects the robot’s tracking behavior, which can cause differences in end effector pose or
velocity upon impact. In order to isolate the effect of the posture task joint positions on the
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Table 4.3: Posture task joint position configurations for the thee experiment cases of the
posture task joint position variation experiment. The indicated elbow configurations are
given in Figure 4.1.

Case
Constr.
joint

Exp.
number

Joint positions [rad] Elbow configuration at impact

Robot 1 Robot 2

1 1 1 0.5 -0.5 Banked slightly inwards
2 0.25 -0.25 Straight up
3 0 0 Straight up
4 -0.25 0.25 Banked slightly outwards
5 -0.5 0.5 ∼ 45◦ outwards

2 3 1 -1 1 ∼ 45◦ inwards
2 -0.5 0.5 Banked slightly inwards
3 0 0 Straight up
4 0.5 -0.5 Banked slightly outwards
5 1 -1 ∼ 45◦ outwards

3 6 1 1.25 1.25 ∼ 45◦ inwards
2 1.5 1.5 Banked slightly inwards
3 1.75 1.75 Straight up
4 2 2 Banked slightly outwards
5 2.25 2.25 ∼ 45◦ outwards

impact behavior of the system, it must hence be ensured that these pre-impact conditions
for all conducted experiments are equal. Following the pre-impact time definition discussed
in the previous section, the mean and standard deviation of the position and the orientation
alignment deviation at the time of impact are computed for both robots, for each experiment
case. This yields the result of Table 4.4. The standard deviations of the impact conditions are
considerably lower here than in the results of Table 4.2, which is to be expected, considering
that the reference trajectories remained constant throughout each experiment case. The
largest observed SD of the impact position coordinates is 1 mm, and the largest observed
SD of the orientation alignment deviation at impact is 0.2◦. Similar results were observed
for the end effector velocities and angular velocities, which have been left out for readability.
From these results, it can be concluded that the end effector’s pre-impact conditions are not
significantly affected by variations in the posture task joint position, and that hence any
variations observed in the impact behavior are solely caused by the variations in the posture
task joint position and the robot configuration variations that result from that joint position.

4.3.3 Post-jump time definition

The end of the intermediate phase has been determined via the procedure discussed in
Section 4.2 for each experiment. Observe Figure 4.9, in which the resulting intermediate
phase times have been displayed for each experiment case, and for each robot separately.
The intermediate phase times for all experiments take longer than 0.5 s, which is relatively
long considering the impulsive nature of the impacts. These long intermediate phase times
are caused by the relatively lengthy process of aligning the end effector planes with the sides
of the box. As a consequence, a comparison between the end of the pre-impact state and the
beginning of the post-impact state is compromised, since during the long intermediate phase,
the QP controller is able to regain tracking of the reference trajectories, which changes the
velocity profiles of the end effectors. Moreover, due to the regained tracking after impact,
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Table 4.4: Mean and standard deviation (SD) over 5 experiments per case for the end
effector location and orientation alignment deviation (OAD) at the time of impact for the
posture task joint position variation experiment, separated by experiment case.

Robot 1

x-position [m] y-position [m] z-position [m] OAD [◦]
Mean SD (×10−3) Mean SD (×10−3) Mean SD (×10−3) Mean SD

1 0.583 0.119 0.258 0.016 0.290 0.031 5.959 0.024
2 0.591 0.086 0.255 0.040 0.292 0.029 7.562 0.010
3 0.591 0.925 0.255 0.647 0.296 0.719 8.018 0.087

Robot 2

x-position [m] y-position [m] z-position [m] OAD [◦]
Mean SD (×10−3) Mean SD (×10−3) Mean SD (×10−3) Mean SD

1 0.576 0.114 0.548 0.020 0.288 0.016 4.705 0.130
2 0.578 0.100 0.542 0.022 0.286 0.038 3.246 0.024
3 0.579 0.525 0.545 0.521 0.293 0.244 4.905 0.036

the end effector positions at the post-impact time have changed significantly compared to
the positions at the moment of impact, which is not in line with the definition of an impact.

To have a clearer view on the impulsive part of the impact behavior of the system, it is
opted here to define a post-jump time that describes the time after the velocity jump of the
first contact has passed. For each experiment case and case number, this post-jump time
is defined to be 0.1 s after the last robot has made impact with the box, as analysis has
shown that after this time interval, the major transient of the impact has passed. Recall for
example Figure 4.5, in which the impulsive transient behavior can indeed be seen in between
the moment of impact of the second robot and the 0.1 s thereafter. Mathematically, the
post-jump time is defined as

tpost-jump := max (timpact, 1, timpact, 2) + 0.1. (4.1)

4.3.4 Resulting impact behavior

Now, with the newly defined post-jump time, the velocities at the pre-impact time are
compared to the velocities at the post-jump time. To this end, the difference between pre-
impact and post-jump velocities are computed per side and scaled to the absolute pre-impact
velocity to obtain the normalized velocity jump. The velocity jump of the end effector frame,
E, expressed in frame R is defined as

Rυnorm. vel. jump, E :=
υ− − υ+

∥υ−∥
∈ R3, (4.2)

where
υ− := RυR,E(tpre-impact); υ+ := RυR,E(tpost-jump). (4.3)

Note that such a normalized velocity jump can be constructed for each end effector. The
result of these normalized velocity jumps is given in Figure 4.10. Note that due to the
use of different teleoperation-generated reference trajectories, the differences between the
experiment cases are not comparable. Complementary, the pre-impact and post-jump time
velocities of the end effectors and the box for the posture task joint position variation exper-
iment, case 2 have been displayed in Figure 4.11. For readability, the remaining two cases
have not been shown.
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Figure 4.9: Intermediate phase times for the three experiment cases, separated per robot.

Relating these results to the robot’s elbow postures given in Table 4.3, it can be stated
that the posture task joint positions that cause an ‘elbow-out’ configuration cause normalized
velocity jumps with a relatively small z⃗R and relatively large x⃗R components, whereas posture
task joint positions that cause an ‘elbow-in’ configuration cause normalized velocity jump
with relatively large z⃗R and small x⃗R components. Similar results are observed for the post-
jump time box velocity, as can be seen in Figure 4.11. Experiments in which the robots are
in an ‘elbow-out’ configuration yield a post-jump time box velocity with a relatively small
z⃗R and relatively large x⃗R components, whereas experiments in which the robots are in an
‘elbow-in’ configuration yield post-jump time box velocities with large z⃗R and relatively small
x⃗R components. The observed effects are most apparent for experiment case 3, in which the
6th joint was constrained.

For all experiment cases, for both end effector normalized velocity jump vectors, no
correlation was found between the impact configuration and the magnitude of the normalized
velocity jump vector. The maximum observed standard deviation of the magnitude of the
normalized velocity jump vectors within an experiment case for one robot is 0.052. The
magnitude of the normalized velocity jump vectors is hence not affected by the posture task
joint position.

Lastly, note that the effect of the posture task variations is more apparent for the right
robot’s normalized velocity jump than it is for the left robot’s normalized velocity jump.
This is due to the left robot having a longer pre-impact to post-jump time via the definition
of (4.2) and hence having a longer time to re-establish tracking. This observation justifies
the use of the post-jump time.

Summarizing the above, the static posture task joint position and the resulting robot
pose have a significant effect on the direction of the normalized velocity jump, but hardly
affect the magnitude of these normalized velocity jumps. The robot pose upon impact is
hence of relevance in predicting the system’s impact behavior, and should be taken into
consideration when planning robot reference trajectories containing impacts.
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Figure 4.10: The normalized velocity jump for each robot, separated per experiment case.
The vectors displayed express the difference in pre-impact and post-jump end effector veloc-
ities, scaled by the pre-impact end effector velocities, as computed via (4.2) and (4.3). The
vectors for which yr < 0 are related to the left robot, and the vectors for which yr > 0 are
related to the right robot.
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Figure 4.11: The pre- and post-jump time end effector and box velocities displayed on
the box, starting from their respective position at the moment of impact for the posture
task joint position variation experiment, case 2. The dashed vectors at the sides of the
box indicate the pre-impact end effector velocities, and the adjacent solid lines represent
the post-jump time velocity vectors. The solid vectors starting from the center of the box
represent the post-jump time box velocities.

4.4 Effects of posture task joint selection on impact behavior

Similar to the posture task joint position variation experiment, this experiment investigates
the effect of the selected 1 DOF posture task joint on the system’s impact behavior. As
previously indicated in Section 4.1, the selection of the joint constrained by the posture task
is of significant influence to the system’s tracking behavior. In determining which joint is
best selected for the posture task of a specific impact-oriented application, the effect which
the selected posture task joint has on the system’s impact behavior is of interest. Moreover,
planning reference trajectories for such applications again requires insight in the impact
behavior of that specific posture task configuration. This experiment aims to investigate to
what extent the selected posture task joint affects the impact behavior of the robots in a
dual arm box-grabbing scenario, and, given that the observed effect is significant, correlate
the change in impact behavior to the posture task joint selection by means of analyzing the
normalized velocity jumps. To this end, the experiment data is collected and interpreted,
after which an analysis of the system’s pre-impact conditions is made. Finally, conclusions
will be drawn about the effect of the posture task joint position on the system’s impact
behavior.

4.4.1 Obtaining experiment data

The three reference trajectories used in Section 4.3 are instructed to the system while the joint
constrained by the posture task is varied. The analysis of the effect of the selected posture
task joint is again performed for the cases in which joints 1, 3, and 6 are constrained. This
results in a data set of 9 grabbing attempts, as is illustrated in Table 4.5
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Table 4.5: The experiment configurations conducted for the posture task’s joint variation
experiments.

Joint positions [rad]

Case Exp. number
Reference generated
with constr. joint

Constrained joint Robot 1 Robot 2

1 1 1 1 0 0
2 3 0 0
3 6 1,75 1,75

2 1 3 1 0 0
2 3 0 0
3 6 1,75 1,75

3 1 6 1 0 0
2 3 0 0
3 6 1,75 1,75

4.4.2 Comparing pre-impact states

In order to isolate the effect of the selected posture task joint on the impact behavior, the
remaining pre-impact conditions must be equal among all experiment numbers. Following
the definition of the time of impact as derived in Section 4.2, Table 4.6 shows the mean and
standard deviation of the position and the orientation alignment deviation at the time of
impact. The variation in impact location is largest in the y⃗R-direction, where the largest
observed standard deviation of the position upon impact for all experiment cases, for both
robots is 1.944 mm. For the orientation alignment deviation angle, the largest observed
standard deviation for all experiment cases, for both robots is 0.272◦. Similar results were
obtained for the end effector orientations, velocities and angular velocities upon impact,
which are left out for readability. Lastly, by comparing the used joint positions of Table
4.5 to those of Table 4.3, it becomes apparent that the elbow configuration upon impact
is similar for all experiment cases. From these results, it can be concluded that the end
effector’s pre-impact conditions are not significantly affected by variations in the selected
posture task joint, and that hence, the variations observed in the impact behavior are solely
caused by the variations in the posture task joint selection.

4.4.3 Resulting impact behavior

Just as in the posture task joint position variation experiment of Section 4.3, the interme-
diate phase times observed during the experiment here were all larger than 0.5 s, and the
normalized velocity jumps are hence all constructed based on the post-jump time defined
in (4.1). The result of these normalized velocity jumps is given in Figure 4.12. Comple-
mentary, the pre-impact and post-jump time velocities of the end effectors and the box for
experiment case 1 have been displayed in Figure 4.13. Note that due to the use of different
teleoperation-generated reference trajectories, the differences between the experiment cases
are not comparable.

From the normalized velocity jumps, it can be seen that in all experiment cases, the
direction of the normalized velocity jumps for experiment numbers 3, in which the 6th joint
is constrained, diverge the most from the rest of the normalized velocity jumps, albeit less
obvious than in the experiment elaborated in Section 4.3. The normalized velocity jump
directions of experiment numbers 1 and 2 are very similar. The observed difference can
possibly be explained due to the differences in agility for varying posture task joint selections,
which was already reported in Section 4.1. For a 7 DOF manipulator in which the 6th joint
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Table 4.6: Mean and standard deviation (SD) over 3 experiments per case for the end
effector location and orientation alignment deviation (OAD) at the time of impact for the
posture task joint variation experiment.

Robot 1
Case x-position [m] y-position [m] z-position [m] OAD [◦]

Mean SD (×10−3) Mean SD (×10−3) Mean SD (×10−3) Mean SD
1 0.583 0.335 0.259 1.846 0.290 0.165 6.030 0.059
2 0.592 0.505 0.256 1.583 0.292 0.350 7.545 0.092
3 0.591 0.475 0.256 1.944 0.298 0.064 7.721 0.049

Robot 2
Case x-position [m] y-position [m] z-position [m] OAD [◦]

Mean SD (×10−3) Mean SD (×10−3) Mean SD (×10−3) Mean SD
1 0.576 0.054 0.547 1.732 0.287 0.089 4.846 0.093
2 0.578 0.229 0.541 1.559 0.287 0.458 3.300 0.272
3 0.579 0.262 0.544 1.672 0.295 0.236 4.745 0.133

is constrained, the majority of the robot has to move in order for the end effector to comply
with the prescribed pose. Such motion of the manipulator causes an increase in effective
impacting inertia, and hence affects the robot’s impact behavior. Further analysis, following
the methodology of [16], for example, is however required to support such statements.

Lastly, no correlation was found between the impact configuration and the magnitude of
the normalized velocity jump vector. The maximum standard deviation of the magnitude of
these vectors is 0.062, which was observed for experiment case 2, on the right robot. This
standard deviation indicates that the magnitude of the normalized velocity jump vectors is
not varying a significant amount, and is not affected by the selected posture task joint.

Concluding the above, the choice of constrained joint is of importance to the direction
of the normalized velocity jump, but the effects are not as apparent as in the posture task
joint position variation experiment.
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4.4. Effects of posture task joint selection on impact behavior

Figure 4.12: The normalized velocity jump for each robot, separated per experiment case.
The vectors displayed express the difference in pre-impact and post-jump end effector veloc-
ities, scaled by the pre-impact end effector velocities, as computed via (4.2) and (4.3). The
vectors for which yr < 0 are related to the left robot, and the vectors for which yr > 0 are
related to the right robot.
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Figure 4.13: The pre- and post-jump time end effector and box velocities displayed on
the box, starting from their respective position at the moment of impact for the posture
task joint variation experiment, case 1. The dashed vectors at the sides of the box indicate
the pre-impact end effector velocities, and the adjacent solid lines represent the post-jump
time velocity vectors. The solid vectors starting from the origin of the box represent the
post-jump time box velocities.

4.5 Effects of symmetric impact location variation on impact
behavior

This experiment aims at investigating the effects of a shift in end effector impact location on
the impact behavior of a system. The importance of investigating the effect of the impact
location is two-folded. First, the end effector’s impact location is a result of the instructed
reference trajectory, and planning or tracking of such a trajectory hence benefits from such
insights into the system’s impact behavior. Second, unwanted shifts in end effector impact
locations can occur due to a various number of reasons, such as modelling, sensor, or control
errors. Knowing the effect of such errors on the system’s impact behavior can aid in defining
the accuracy requirements for systems. Note that such errors were already observed in the
experiments of Sections 4.3 and 4.4, where slight deviations in impact location occurred due
to control errors.

In this experiment, the focus is on symmetric impact location variations. To this end,
the experiment data is collected and interpreted, after which an analysis of the system’s
pre-impact conditions is made. Finally, conclusions will be drawn about the effect of the
symmetric impact location variation on the system’s impact behavior.

4.5.1 Obtaining experiment data

For this experiment, the joint constrained by the posture task and this joint’s position
is kept constant throughout the experiment, such that only the impact location is set to
vary throughout the experiment. The posture task configuration is obtained by statically
constraining the first joint at a joint position of 0 rad for both robots. A default reference
trajectory is translated over a constant value in the x⃗R- and z⃗R-directions to obtain a grid
of impact locations. The selected translational grid can be seen in Figure 4.14, in which the
various location translations have been numbered individually. No variations were made in
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Figure 4.14: A grid indicating the amount by which the various experiment reference
trajectories have been translated. Note that the experiment numbers on the left side of the
grid have a positive x⃗R-translation, indicating a reference trajectory motion which is closer
to the user, following the frame definition of Figure 3.7. Motion number 13 corresponds to
the situation is which no translation is applied to the data.

the y⃗R-direction of the impact location, which would cause one end effector to hit the box
long before the other. Such behavior is of interest in the study towards impacts, but was
not investigated here due to the limited scope of time of this research.

4.5.2 Comparing pre-impact conditions

Even through the impact locations are determined here in advance, differences in tracking
performance between the various experiment configurations leads to small deviations in the
actual impact location. Consider to this end Figure 4.15, in which the planned and the actual
impact location have been displayed for each robot separately. Observe that especially near
the outer borders of the grid, the discrepancy between the planned and actual impact location
increases, indicating a poorer tracking behavior in those regions. The maximum observed
difference in planned and actual impact location is smaller than 0.5 mm, indicating that
the planned and the actual impact locations are similar. Complementary, the end effector
alignment deviation angle, velocity, and rotational velocity have been compared, and were
concluded to be similar throughout all experiments. With the above, it can be concluded
that apart from the end effector impact location, the impact configuration for each robot
was similar for each experiment. Any observed differences in results are hence solely caused
by the variations in end effector impact location.

4.5.3 Resulting impact behavior

For the normalized velocity jumps describing the impact behavior of the system under the
varying impact locations, the post-jump time is again considered. The resulting normalized
velocity jumps are displayed in Figure 4.16. Complementary, the post-jump time velocities
of the end effectors and the box have been displayed in Figure 4.13. For clarity, the vectors
in these figures are colored per impact location column.

From these results, it follows that the normalized velocity jump vectors of the second and
third column of impact locations have a relatively large z⃗R-component compared to the rest
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Figure 4.15: Error between the planned and the actual impact location displayed on the
grid of Figure 4.14 for the symmetric location variation experiment. Note that for both the
left and the right grids, the front of the box is displayed at the center of the figure.

of the data. A clear correlation between the impact location row and the impact behavior
was not found, since the normalized velocity jump’s large z⃗R-component was not observed
for the first column of impact locations. Instead, this first column of experiments, i.e., the
blue vectors, result in normalized velocity jumps with a relatively small vertical component,
which are more similar to the fourth and fifth row of end effector impact locations. Within
each row, the differences in normalized velocity jump direction are minimal.

No correlation was found between the end effector impact location and the magnitude
of the normalized velocity jump vector, since all vectors, with the exception of the right
robot’s normalized velocity jump vector for experiment 3, showed a similar magnitude. The
maximum standard deviation of the magnitude of these vectors for both robots is 0.029.
The magnitude of the normalized velocity jump vectors is hence not varying a significant
amount, and does not seem to be affected by the variation in impact location.

Due to the symmetry of the setup of Figure 3.7 and the symmetry of the instructed
motions, the differences in pre-impact conditions among the experiments conducted in Sec-
tion 4.3 and Section 4.4 were nearly symmetric among the two robots. When comparing
the order of magnitude of the translational grid of Figure 4.14 to the order of magnitude of
the pre-impact position differences observed in the aforementioned experiments, and when
comparing the corresponding differences in normalized velocity jump vector directions, it
can be confirmed that the observed pre-impact position differences in the preceding experi-
ments were indeed too small to have any significant effect on the experiment outcome, which
justifies the approximation of equal pre-impact conditions in these experiments.

Concluding the above, it can be stated that when impacting a square box with a dual
manipulator setup, the effect of varying the end effector impact location in a symmetric
manner on the system’s impact behavior is predominant when varying the x⃗R-coordinate of
the impact location, which results in a change of normalized velocity jump direction, but not
in a change of normalized velocity jump magnitude. Changes in the z⃗R-coordinate of the
impact location do not result in significant changes in the system’s impact behavior. These
findings can aid in the assessment of experiment pre-impact conditions or in the generation
of reference trajectories containing impacts.
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Figure 4.16: The normalized velocity jump for each robot, colored per experiment rows.
The vectors displayed express the difference in pre-impact and post-jump end effector veloc-
ities, scaled by the pre-impact end effector velocities, as computed via (4.2) and (4.3). The
vectors for which yr < 0 are related to the left robot, and the vectors for which yr > 0 are
related to the right robot.

Figure 4.17: Post-jump time end effector and box velocities for the symmetric impact
location variation experiment. The end effector velocities are drawn as vectors starting from
the corresponding location of impact. The box velocities are drawn as vectors starting from
the center of the box.

57



Chapter 4. Experiments

4.6 Effects of asymmetric impact location variation on impact
behavior

Similar to the symmetric impact location variation experiment, this experiment aims at in-
vestigating the effect of the end effector’s impact location on the system’s impact behavior.
Contrary to the experiments conducted in the previous section, the impact location is varied
here in an asymmetric way among the two robots. Such analysis follows the same two-
folded justification as the experiment conducted in Section 4.5. First, the aforementioned
modelling, sensor, or control errors can appear in an asymmetric manner, and knowing the
effect of such errors on the system’s impact behavior can aid in defining the accuracy re-
quirements for systems. And second, when generating or tracking reference trajectories that
contain asymmetric impacts, knowledge on the effect of such asymmetry aids in developing
or tracking such trajectories.

In conducting this experiment, first the experiment data is collected and interpreted,
after which an analysis of the system’s pre-impact conditions is made. Finally, conclusions
will be drawn about the effect of the asymmetric impact location variation on the system’s
impact behavior.

4.6.1 Obtaining experiment data

Similar to the experiment elaborated in Section 4.5, the joint constrained by the posture
task and this joint’s position is kept constant throughout the experiment, such that only
the impact location varies throughout the experiments. The posture task configuration
is obtained by statically constraining the first joint at a joint position of 0 rad. A default
reference trajectory is translated over a constant value in the x⃗R- and z⃗R-directions to obtain
a grid of impact locations. The translation is set to be opposite for both end effectors, creating
the grids of Figure 4.18. Again, no variations were made in the y⃗R-direction.

4.6.2 Comparing pre-impact conditions

The tracking behavior of an end effector towards a specific impact location is not affected
by whether such tracking occurs in a symmetric or an asymmetric manner between the two
robots, since the changes in dynamic behavior only occur after the impact. The result of
Figure 4.15 is hence also representative for this experiment, albeit with a different map-
ping between the experiment numbers and the impact locations. This allows for a similar
conclusion to be drawn, i.e., the planned and the actual impact locations are similar for
all experiments, for both robots. Complementary, the end effector alignment deviation an-
gle, velocity, and rotational velocity have been compared, and were concluded to be similar
throughout all experiments. With the above, it can be concluded that apart from the end
effector impact location, the impact configuration for each robot was similar for each ex-
periment. Any observed differences in results are hence solely caused by the asymmetric
variations in end effector impact location.

4.6.3 Resulting impact behavior

For the normalized velocity jumps describing the impact behavior of the system under the
varying impact locations, the post-jump time is again considered. The resulting normalized
velocity jumps are displayed in Figure 4.20. Complementary, the post-jump time velocities
of the end effectors and the box have been displayed in Figure 4.21.
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Figure 4.18: Two grids indicating the amount by which the various experiment reference
trajectories have been translated. The grids are asymmetric copies of each other, meaning
that if an experiment’s impact location is located at the top front on the left side of the
box, i.e., experiment number 1, it’s impact location on the right side is at the bottom on
the backside of the box. Note that for both the left and the right grids, the front of the box
is displayed at the center of the figure. Motion number 13 corresponds to the situation is
which no translation is applied to the data.

From these results, it follows that having an asymmetric translation in which the right
robot impacts at a higher location than the left robot causes the normalized velocity jump of
the right robot to have a relatively large vertical component and causes the left robot to have
a relatively small vertical component, and vice versa. Having an asymmetric translation in
which the right robot impacts at a location close to the robot base and in which the left
robot impacts the box at a large distance from the robot base causes the normalized velocity
jump of the right robot to have a relatively large vertical component and causes the left
robot to have a relatively small vertical component, and vice versa.

Figure 4.19 complements the aforementioned results by displaying the magnitude of the
normalized velocity jump vectors on their corresponding impact location on the grid of Figure
4.18. It follows that the magnitude of the normalized velocity jump vectors correlates with
the direction of the normalized velocity jump. More specifically, the normalized velocity
jumps that are oriented more in the vertical direction have a relatively small magnitude
compared to the normalized velocity jumps which have relatively small vertical components.
Such differences can be explained by the fact that in the y⃗R-direction, the motion of the end
effectors is nearly fully halted by the box, while in the vertical direction, the end effectors
still move while in contact with the box.

Concluding the above, it can be stated that the normalized velocity jump, describing the
robot’s impact behavior upon impact, is very sensitive to asymmetric impact location vari-
ations. The effect of these impact variations is predominant when there is a large difference
in vertical end effector impact location, making it an important factor of consideration when
dealing with modelling, sensor, or control errors or when generating reference trajectories
containing impacts.
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Figure 4.19: Normalized velocity jump magnitudes for both end effectors for the asymmet-
ric impact location variation experiment. The numbering in the figure corresponds to the
grid layout of Figure 4.18. Note that for both the left and the right grids, the front of the
box is displayed at the center of the figure. Motion number 13 corresponds to the situation
is which no translation is applied to the data.

Figure 4.20: The normalized velocity jump for each robot, colored per experiment. The
vectors displayed express the difference in pre-impact and post-jump end effector velocities,
scaled by the pre-impact end effector velocities, as computed via (4.2) and (4.3). The vectors
for which yr < 0 are related to the left robot, and the vectors for which yr > 0 are related
to the right robot.
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Figure 4.21: Post-jump time end effector velocities and post-jump time box velocities for
the asymmetric impact location variation experiment. The end effector velocities are drawn
as vectors starting from the corresponding location of impact. The box velocities are drawn
as vectors starting from the center of the box.

4.7 Summary

In this chapter, the experiments which are used to test the system which was developed in
Chapter 3 are presented. First, a preliminary testing phase revealed several of the software
framework’s performance characteristics and resulted in an empirical analysis of the system’s
teleoperation behavior for different joints constrained by the static 1 DOF posture task.
This empirical analysis showed that the choice of constrained posture task joint is of large
importance to the system’s teleoperation behavior and that constraining joints 1, 3, or 6
resulted in the least amount of workspace and agility loss.

After discussing the preliminary testing phase, experiments are presented that analyze
the behavior of the teleoperation of the system. First, the behavior of the teleoperation
system was investigated by analyzing the end effector behavior upon impact. The results
validated that the expected robot behavior, elaborated in Chapter 2, was indeed observed in
the simulations. Next, the end effector impact locations resulting from teleoperated reference
trajectories for varying joints constrained by the posture task were compared. Results showed
that the joint which is constrained by the posture task has little effect on the average impact
location of an end effector in teleoperated control, and that it is possible to teleoperate the
dual arm setup with a repeatability in the order of centimeters. Furthermore, it followed
that when the joint constrained by the posture task is closer to the end effector, the ability
of the user to impact the box with a flat end effector reduces, resulting in larger alignment
deviation angles.

Finally, experiments were conducted that investigated the isolated effects of variations in
the posture task and in the impact location on the robot’s impact behavior. Hereto, normal-
ized velocity jumps are computed that indicate the difference in end effector velocity between
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the moment of impact and the so-defined post-jump times. Results showed that changing
the position of the joint constrained by the posture task, which results in a change of the
robot pose, and having an asymmetric variation in the impact location of the end effectors
has a relatively large effect on the direction of the resulting normalized velocity jump vector.
Changing the joint which is constrained by the posture task or having a symmetric variation
in the impact location resulted in a significant, but less apparent effect on the normalized
velocity jump vector direction. Changes in the normalized velocity jump vector magnitude
were only observed in the asymmetric impact location variation experiment. With the con-
ducted experiments, a first insight in the effect of the robot’s impact configuration on the
system’s impact behavior in a dual arm box-grabbing scenario is given, which complements
the existing literature on the topic of dynamic manipulation in robotics.

The conducted experiments do not only shed light on the variations in impact behavior
for various robot configurations, but also indicate that the developed system is suited for
conducting impact-oriented experiments. Using the presented simulation setup instead of an
actual robotic system allows for faster and safer preliminary testing. However, it must be
noted that an analysis of the simulation-to-reality gap is still required to validate the results
obtained from the simulation. Such work is left for future research.
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Conclusion and recommendations

In this chapter, the research goal described in Chapter 1 will be evaluated based on the
findings that have been done in Chapter 4. These findings have led to the concluding remarks
drawn in Section 5.1. In order to facilitate future work in this field, several recommendations
have been given in Section 5.2 that could aid in the development of future iterations of the
developed software framework towards its implementation on a physical dual-arm system.

5.1 Conclusions

Current state of the art robotic applications in the parcel industry are limited to manipulation
tasks which are confined to establish contact at almost zero relative speed. Such manipula-
tion tasks have shown to be slower than the impact-aware manipulation tasks which humans
can perform. The extension of robot manipulation tasks to include impacts can cause rel-
atively large impulsive forces to act on a robot, which are troublesome for most controllers
to handle, and which pose risks for both the robot and the operator. These risks limit the
ease of experimenting with robotic manipulators in impact-oriented scenarios, and hence call
for a virtual substitute of such a system. Moreover, the instruction of human-like grabbing
motions are cumbersome to prescribe to robots in manual programming applications. To aid
in the development of impact-aware robot manipulation, the following goal has hence been
set for this research:

The development of a software framework for the realization of teleoperation
control of a dual arm robot simulation which mimics real-life physics and is
aimed towards impact-aware robot grabbing whilst being scalable to a real life
setup and the validation of such a framework by means of experiments on robot
impact behavior for varying impact conditions.

To achieve such a contribution, the following steps have been undertaken:

• A software framework is developed in which a user is able to operate two end effector
reference trajectories by means of VR-based teleoperation, which is used in the control
of a dual arm robotic simulation which mimics real life physics. In this development,
the controller, simulator and used robot are consortium-bound and constrained to be
mc rtc, AGX Dynamics, and Franka Emika Research 3, respectively.

• The teleoperation system is evaluated for its usability in a box grabbing scenario, and
teleoperated reference trajectories are recorded for later use in experiments.
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• In order to demonstrate the usability of the system in the development of impact-aware
control algorithms, experiments are conducted that investigate the effect of varying
robot postures and varying impact locations on the system’s impact behavior.

The following sections will state conclusions which can be made on the various elements of
this research goal.

5.1.1 Software framework development

In the design analysis of Chapter 3, the contents of the software framework are discussed.
As a start, the inclusion of the VR-based teleoperation in the framework has shown to
enable an operator to steer the reference trajectories of the two robot end effectors. The QP
controller is subsequently able to process such reference trajectories and use these to compute
desired torques in the joint-space, all within the defined constraints which are applied to the
optimization. The joint-based values are sent to AGX Dynamics, where the numerical solver
is able to compute physically plausible robot states whilst operating in real-time. Finally,
the computed robot state is displayed to the user and updated in the QP solver, after which
a new iteration starts. With this procedure, the first contribution mentioned in Section 5.1
is achieved.

The functioning of this system has been demonstrated with the experiments of Section 4.1
and Section 4.2, where plentiful teleoperated box-grabbing experiments have been conducted
and reported. With the empirical findings of Section 4.1 discussed and the therein mentioned
issues resolved, the system was regarded as being intuitive to use by both experienced and
novel users. In the box-grabbing scene of Section 3.5, the author, a trained user, was able to
perform 15 correct grabbing motions in 18 attempts, which indicates the ease of operation of
the teleoperation. For these grabbing motions, the coordinates of the impact location varied
with a standard deviation of at most 1.6 cm and the orientation alignment deviation angle
of the end effectors with respect to the sides of the box varied with a standard deviation of
at most 3◦, indicating that it is possible to generate similar reference trajectories by means
of teleportation via VR trackers. With these experiments, the second contribution stated in
Section 5.1 is achieved.

Lastly, the applicability of the system to impact-oriented experiments is demonstrated
by means of the posture task variation experiments and the impact location variation exper-
iments, from which the conclusions will be drawn in Section 5.1.2. While the experiments
here have been limited to the posture tasks of the robots and the impact location of the end
effectors, there exist many more parameters in the controller and simulator of which their
influence is not fully understood or reported. The availability of this software framework
allows for a much more accessible means of exploring these factors.

5.1.2 Impact behavior experiments

The usability of the developed software framework to the gathering of data is demonstrated
by means of 4 different experiments related to the posture task and the impact location.
By using the recorded reference trajectory motions obtained through the VR-based teleop-
eration, these experiments shed light on the impact behavior of the system, expressed by
a normalized velocity jump, for various configurations of the robot posture and for various
impact locations. The study towards this impact behavior is relevant, since impact-aware
control algorithms, e.g., reference spreading, require an estimation of the robot’s behavior
upon impact. Insight in the sensitivity of the impact behavior to variations in the posture
task and the impact location, and knowledge on how the system dynamics are affected by
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these configurations thus aids in the application and development of these algorithms. More-
over, the results from the impact location variation experiments shed light on the effect of
varying pre-impact locations, which aids in the analysis of other experiments. Here, several
of the most important findings from these experiments are repeated.

For all experiments, it was observed that after the initial contact, the full alignment of
the end effectors with the sides of the box, i.e., the ending of the intermediate phase, took a
relatively long time. For the posture task joint position variations experiment, intermediate
phase times larger than 0.5 s were observed. During that period of time, the QP controller
was observed to converge to the reference trajectory paths, nullifying the differences in impact
jumps caused by the various impact configurations. To this end, a post-jump time is defined
at 0.1 s after the impact of the second robot.

In Section 4.3, experiments were conducted that investigated the effects of the position
of the joint which is constrained by the posture task on the impact behavior of the system.
These experiments resulted in a strong correlation between the resulting elbow configuration
and the normalized velocity jump direction. It was concluded that ‘elbow-out’ configurations
cause normalized velocity jumps with a relatively small vertical and relatively large horizontal
components, whereas ‘elbow-in’ configurations cause normalized velocity jump with large
vertical and relatively small horizontal components. Moreover, it was observed that this effect
was most apparent for the case in which the constrained joint was located more towards the
end effector. The correlation between such results and the inverse inertia matrix as defined in
[16] seems apparent, but currently lacks the mathematical analysis to support such findings.

In Section 4.4, experiments were conducted in which for similar reference trajectories
and similar robot configurations upon impact, the joint constrained by the posture task was
varied. Results showed that despite similar pre-impact conditions, the normalized velocity
jumps varied significantly between the various experiment cases, indicating that the selection
of the joint constrained by the posture task has a large effect on the impact behavior of the
system. Among other things, such insights aid in the selection of the joint to be constrained
by the posture task, for which several recommendations will be given in Section 5.2.

Next, in Sections 4.5 and 4.6, the system’s impact behavior upon varying impact locations
were investigated. Results showed that the effect of a symmetric location variation in the x⃗R
direction was apparent, but marginal, whereas the effect of an asymmetric impact location
variation was considerably higher. Having an asymmetric translation in which the right robot
impacts at a higher location than the left robot causes the normalized velocity jump of the
right robot to have a relatively large vertical component and causes the left robot to have
a relatively small vertical component, and vice versa. Having an asymmetric translation
in which the right robot impacts at a location close to the robot base and in which the
left robot impacts the box at a large distance from the robot base causes the normalized
velocity jump of the right robot to have a relatively large vertical component and causes the
left robot to have a relatively small vertical component, and vice versa. Moreover, it was
observed that only for the asymmetric impact location variation experiment, the magnitude
of the normalized velocity jump vectors showed a correlation with the rest of the data.
This correlation indicated that configurations that cause normalized velocity jumps with a
large vertical component have a smaller magnitude compared to configurations that cause
normalized velocity jumps which have a small vertical component. Such effects were not
observed in the remaining three experiments. Such insights in the effect of the end effector
impact location on the system’s impact behavior is helpful in determining the accuracy
requirements or tuning parameters for future applications of the system.

The above conclusions shed light on the impact behavior of a dual arm robotic system
in a teleoperated box-grabbing scenario for varying posture task configurations and impact
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locations. Such findings contribute to the understanding of impacts in teleoperated grabbing
motions and highlight the relative importance of the varied parameters, which is useful in
the estimation of a system’s impact behavior and hence aids the generation or tracking of
impact-aware reference trajectories. Moreover, these experiments indicate the usability of
the developed software framework to the collection of data for impact-oriented experiments.
As such, the third contribution stated in Section 5.1 is achieved.

5.2 Recommendations

In the design of the software framework and during the experiments which were conducted
with that framework, several system aspects were identified which could be improved in
future iterations of the software or further investigated in future experiments. This section
aims at aiding such future research by giving several recommendations.

5.2.1 Redundancy resolution

When dealing with the kinematic redundancy of a 7 DOF robot by means of constraining
1 DOF in a static manner, one might naturally wonder which joint to choose for such a
posture task. Although such a research question was not explicitly formulated at the start of
this research, some advice is given here to lighten the burden of selection for future practical
applications using this system. The selection of posture task joint to be constrained comes
down to a balance between robot workspace and teleoperation agility. Consider to this end
again Table E.1. From this table, it was already concluded that constraining joints close to
the robot base result in robot control with a small workspace and a high agility, and vice
versa for joints close to the end effector. With that knowledge, two options are given here:

• If the purpose of the robotic application is divided into multiple phases in which the
orientation of the workspace is somewhat constant in each phase, it is advised to
constrain joint 1, i.e., the joint closest to the base, and to fix that joint in a phase-
dependent position, such that the robot always faces to object to be manipulated from
the front.

• If the application does not use such phases, or if the phases do not take place in a
concentrated workspace, it is advised to constrain joint 3. This joint has shown to
yield the best balance between robot workspace and agility.

In addition, it must be stressed that the static joint 1 DOF posture task is not unique in
solving the kinematic redundancy of a robot. For example, other authors have used a body
vector direction task [30] or tried to mimic the human arm pose during teleoperation [28].
The study towards these different approaches to tackle a robot’s kinematic redundancy can,
for example, lead to more intuitive teleoperation, and is left for future research.

5.2.2 Teleoperation improvements

The teleoperation system developed here is based on the use of commercially available VR-
trackers. While operating, no use was made of the VR system’s head mounted display, leaving
the user with a 2D view of the robot scene. Such a 2D view has proven to work sufficiently
well in the box-grabbing scenario of Figure 3.7, given that the robots are initialized to align
with the object to be grabbed. For more complex applications, however, users reported that
the lack of a 3D view of the scene troubled the estimation of depth, making grabbing objects
considerably more difficult. It is therefore advised to adopt future versions of this software
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framework to support the processing of 3D images, such that these can be displayed on the
HMD. Such visualization is computationally expensive, and might hence require an external
computer to be connected over ROS to perform such a visualization.

5.2.3 Simulator improvements

Apart from the inclusion of the interface for the real Franka Emika robot, mc franka, the
software framework is made to be fully scalable to be used on a real dual arm setup. A
comparison between such systems is not included here, as it has not been the interest of this
research to validate the robot simulation. It is however important to stress the developments
which will enhance the simulation validity in the context of impact-oriented experiments.
Such a feature is the inclusion of flexible joints. Currently, the actuators on the joints of
the robot are assumed to be rigidly linked to the links of the robot, allowing the use of the
low-level controller of (3.6). In reality, however, the actuators in the joints are coupled to
the links by means of harmonic drives, which requires an extension of the low level controller
as discussed in Appendix B. The inclusion of such flexible joint would significantly approve
the estimation of the robot states, as follows from the work of Weekers [14], and is hence left
as a recommendation for future work.

5.2.4 Extension towards learning from demonstration

As mentioned previously in this report, the teleoperation motions which can be recorded
by means of the VR trackers are readily applicable to learning from demonstration based
reference spreading algorithms [30, 37]. Such an algorithm has been developed by [38] for a
single robot case, but lacks an implementation in the simulated dual robot case. Developing
such an extension extends the system from being impact-oriented to being fully impact-
aware and eases the practical evaluation of these algorithms by means of the developed
virtual environment.
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Appendix A

Time stepping integration for
impact dynamics

Time stepping is a special kind of integration that makes no distinction between impulsive
or non-impulsive forces in the computation of such forces, as these are all accounted for on a
momentum-level. These impulsive forces can be due to impact, but can also occur at a slip-
stick transition of a contact. Within each iteration, time-stepping makes use of a midpoint
time, illustrated in Figure A.1. Here, tA denotes the time at the start of the time step,
tM = tA + 1

2∆t denotes the midpoint time, and tE denotes the end of the time step. The
constant time step and the availability of the midpoint time allows for a good approximation
of the system dynamics to be made. The computational routine is as follows:

1. The generalized coordinates, q and their derivatives with respect to time, q̇, are known
at tA. This can either follow from a previous time step or from initial conditions.

2. At the midpoint time, the generalized coordinates are computed by qM = qA+
1
2∆tq̇A.

3. From the newly computed coordinates, the set of active contacts are computed.

4. At the midpoint time the mass matrix, the generalized forces, the directions of the
generalized forces, and all the terms independent of the generalized velocities are com-
puted.

5. The generalized velocity at the end time, tE and the impulsive momenta are computed.

6. The generalized coordinates at the end of the time step are computed as qE = qM +
1
2∆tq̇E

Figure A.1: The three time instances used in every iteration of the time stepping procedure.
tA = starting time, tM = midpoint time, tE = end time [69].
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The use of the momentum-based approach favors time-stepping over other event-driven
methods. In such methods, the system dynamics are integrated during a smooth non-
impulsive motion until an event, i.e., an impulsive force, occurs and the next mode (e.g.,
local slip, stick, contact, no contact) is determined. The event-driven method subsequently
integrates the dynamics for the duration of the next smooth phase of that motion, until
again an impulsive force occurs. The dependency of event-driven methods on the detection
of impulsive forces makes them less suited for applications in which a large quantity of si-
multaneous impulsive forces appear. For a more elaborate explanation of time-stepping, the
reader is referred to [69] and the references therein.
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Appendix B

Torque control for flexible-joint
manipulators

The low-level torque controller and currently implemented in the AGX Dynamics robotic
simulation, described in Section 3.1.3, is intended for use on a rigid robot, i.e., a robot
without flexibility in either its links or joints. For compliant robots, such a controller is
inadequate, as many of the dynamics of the robots are left out in the analysis. Here, we
recall how the control of a robot with flexible joints is typically performed, with the idea that
a similar scheme should be included in AGX Dynamics in the future for improved simulation
fidelity with respect to physical experiments that can be performed with the real robot.

From ([14], subsection 3.1), it follows that for the Franka Emika Research 3, most of the
flexibility stems from the joints, and that hence the links of the robot can be assumed rigid.
The joints are best modelled by a motor connected to the link by means of an ideal gear
ratio followed by a torsional spring-damper combination. The model that follows from these
assumptions is an extension of the robot dynamics described in (2.34), such that the joint
flexibility is taken into account [14, 70]

q̇ = ν, (B.1)

τl = K(θ − q), (B.2)

M(q)ν̇ +C(q, q̇)ν + g(q) = τl +DK−1τ̇l + τext, (B.3)

Bρθ̈ + τl +DK−1τ̇l = τact. (B.4)

Note that, when comparing (2.34) to (B.1)-(B.4), it follows that

N(q, q̇) = Cν + g −DK−1τ̇l, (B.5)

τl = K(θ − q) = Sτ (B.6)

τext = 0. (B.7)

In the above equation, K ∈ Rn×n, D ∈ Rn×n and Bθ ∈ Rn×n are the positive definite
diagonal joint stiffness, joint damping and post-gearbox motor inertia matrices, respectively.
C(q, q̇)ν describes the centripetal and Coriolis vector and g(q) is the gravity vector. Finally,
τl describes the link-side joint torques, τext describes the externally applied torques, and τact
describes the actuator torques, which are the result of the low-level torque controller. The
torque controller used throughout this thesis is constrained to the one used in the control of
the Franka Emika Research 3 robot, which is given in [70]

τact := BρB
−1
θ u+ (I+BρB

−1
θ )(τl +DK−1τ̇l), (B.8)

= BρB
−1
θ u+ τl +DK−1τ̇l −BρB

−1
θ (τl +DK−1τ̇l), (B.9)
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where Bθ ∈ Rn×n is a matrix of desired inertias [71]. Plugging in this controller into (B.4)
yields

Bθθ̈ + τl +DK−1τ̇l = u. (B.10)

Note the resemblance of (B.10) with (B.4). Indeed, the low-level torque controller has
reduced the effective inertia of the motor after the gearbox, Bρ, to a desired inertia, Bθ.
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Appendix C

Algorithm code for relative
teleoperation control

The code snippet below represents a summary of the code used to obtain relative teleop-
eration, which is constantly iterating while teleoperating. The primary interest in these
sections is to illustrate the logic operators that have been used. Consequentially, the actual
computations have been abbreviated.

1 // Re l a t i v e t r a c k i n g o f an HTC VIVE c o n t r o l l e r
2
3 Get abso lu t e pose and button data // Button data conta ins Sa fe tyClu tch ,

Te leopera t ionClu tch , and Or ien ta t i onTr i gge r . S tar tTe l eop i s s e t to t rue
when the Te l eopera t ionC lu tch i s pres sed

4
5 Align VIVE frame with robot frame
6
7 for ( a l l c o n t r o l l e r s ) {
8 i f ( SafetyClutch && Teleoperat ionClutch ) {
9 i f ( StartTe leop ) {

10 VIVEStartPosit ion = VivePos i t i on
11 VIVEStartOrientation = ViveOr ientat ion
12 EndEf f e c to rS ta r tPos i t i on = EndEf f ec to rPos i t i on
13 EndEf f e c to rSta r tOr i en ta t i on = EndEf f ec torOr i entat ion
14 StartTe leop = fa l se }
15
16 Re l a t i v ePo s i t i on = VivePos i t i on − VIVEStartPosit ion
17 Re f e r encePos i t i on = EndEf f e c to rS ta r tPos i t i on + Re l a t i v ePo s i t i on
18
19 i f ( Or i en ta t i onTr igge r ) {
20 Re f e r enceOr i enta t i on = CenterPlane
21 VIVEStartOrientation = ViveOr ientat ion
22 EndEf f e c to rSta r tOr i en ta t i on = EndEf f ec torOr i entat ion }
23 else {
24 Re l a t i v eOr i en ta t i on = VIVEStartOrientation . i nv e r s e ( ) ∗

ViveOr ientat ion
25 Re f e r enceOr i enta t i on = EndEf f e c to rSta r tOr i enta t i on ∗

Re la t i v eOr i en ta t i on }
26 } else {
27 Re f e r encePos i t i on = EndEf f ec to rPos i t i on
28 Re fe r enceOr i enta t i on = EndEf f ec torOr i entat ion }
29 }
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Appendix D

Depalletizing scene

For demonstration purposes, a scene which mimics a depalletizing scenario was constructed
in parallel to the scene of Figure 3.7. This scene is displayed in Figure D.1. The depalletizing
scenario is one of the use cases of robotics in the parcel industry. This scene is used to test
the developed system in such a scenario, and was used in establishing the findings reported
in Section 4.1.

Figure D.1: The logistically relevant scene layout used in this research. The numbers ‘1’
and ‘2’ correspond to the left and right robot, respectively. The robot frame, R, is used to
indicate the orientation of the coordinate axes in the scene.
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Appendix E

Additional experiment findings

Preliminary testing revealed several important aspects of the software framework, for which
the major findings are given here.

E.1 Posture task joint

Empirical findings showed that the selection of the joint constrained via the posture task
has a particular influence on the available workspace and on the agility of the robot control,
the empirical findings regarding these characteristics are reported in Table E.1 for each
joint. From this table, it becomes clear that constraining joints close to the base of the
robot severely affects the available workspace of the robots, whilst the agility of the robot is
hardly compromised. Constraining joints that lie close to the end effector causes a less severe
impact on the available workspace, but comes at a cost of reduced flexibility of operation. It
is found that constraining either joint 1, 3 or 6 yields the best behavior in terms of workspace
limitations and agility of control.

E.2 Simulation time delay

During the teleoperation control of the two robots in the box grabbing scenario of Figure 3.7
it was observed that, especially while impacting objects with the robots, large delays occurred
in the simulation time, as is illustrated in Figure E.1. Such delays affect the dynamics of the
simulation, and hence render the simulations unusable. These delays in the simulation time
are computed via the difference in the wall clock time, twall, and the simulation time, tsim

tdelay = twall − tsim [s]. (E.1)

To reduce the large simulation time delays, several steps were undertaken to increase the
system performance:

• The teleoperated motions are recorded and replayed instead of using live teleopera-
tion for the conducted experiments. The integration of SteamVR into the software
framework appeared to take up much of the available computational power. Recording
and replaying the teleoperated motions removed the need for SteamVR to run in the
background, and hence decreased the simulation time delay.

• In case of position or velocity control, the motor stiffness and damping coefficients from
(3.4) and (3.5) are lowered. High low-level control stiffness and damping characteristics
cause the commanded joint torques to become very large for relatively small joint

83



Table E.1: Empirical findings regarding the workspace limitation and the agility of teleoperation of a 7 DOF robot for various joints
constrained by a posture task.

Joint Workspace limitations Agility of control

1

The robot loses the ability to rotate 360 degrees around the
vertical axis, which reduces the workspace to the field of
view of the constrained setup. The robot can still rotate
180 degrees about its 2nd joint to invert this field of view,
but in this configuration the joint position limits are quickly
reached, as can be seen in Figure 2.5.

Due to the reduction of workspace, the control of the ori-
entation gets compromised when reaching in the horizontal
direction. Due to the full availability of the last three joints,
the robot can easily comply with prescribed orientations.

2
The workspace limitation is predominantly in the vertical-
direction, i.e., the height of the end effector.

The control of the robot is limited when the end effector is
close to the robot. This is due to the 4th joint reaching its
joint position limits.

3 The workspace is almost uncompromised.

Due to the full availability of the last three joints, the robot
can easily comply with prescribed orientations. Control of
the end effector in the horizontal direction occurs via the 1st

joint, which decreases the responsiveness compared to the
case in which joint 1 is constrained.

4
Joint 4 is used to determine the distance between the axis
of rotation of joint 2 and the end effector, the workspace is
reduced to a specific distance from the robot base.

As it becomes very difficult to control distance between the
base and the end effector, control of the end effector is dif-
ficult and unnatural.

5
The workspace is uncompromised. The robot is now very
similar to a 6 DOF robot like the UR10e.

Rotations that would normally take place at the 5th joint
are now performed by rotating the entire elbow of the robot,
which is cumbersome due to the inertia of the manipulator.

6 The workspace is uncompromised.

The ability of the robot to comply with a prescribed orien-
tation is affected, but relies less on the movement of the rest
of the manipulator compared to the cases in which the 5th

or the 7th joint is constrained.

7 The workspace is uncompromised.

Due to the shape of the end effector, the rotation of the 7th

joint is of little importance to the impact configuration of
the system. When constraining this joint, it does however
become demanding in terms of control, as the entire manip-
ulator must rotate for the end effector to comply with it’s
reference orientation.

https://www.universal-robots.com/nl/producten/ur10-robot/


E.2. Simulation time delay

position- and velocity errors. These large torque commands cause some of the joint
torque limits to be fully saturated, increasing the computational effort required to
solve the numerical problem. Changing the motor characteristics does change the
robot’s tracking behavior, which is not desirable. The source of this delay is still being
investigated by Algoryx.

• The low-level controller is set to the torque controller of (3.6). The above issue consid-
ering the low-level motor gains can be avoided completely by switching to the low-level
torque controller, which reduces the saturation of the joint torque limits. This signifi-
cantly reduces the simulation time delay.

• The used software platform is switched to a ‘Performance’ setting. This allows the
computer to use more of the CPU capacity at the cost of a larger power usage. The
default governor setting in Ubuntu 20.04 is ‘Powersave’, which reduces the performance.

• The visualization of the robots is turned off during the replay of the recorded motions.
Naturally, visualizing the robots during a simulation costs computational power, which
is to be avoided.

• The time step of the simulation is increased. By increasing the size of the time step,
the simulation can evaluate the scene at a lower frequency, which saves computational
power. A short time step is however elemental in the study of impacts, and is hence
best left unchanged. The current time step is set to be 0.005 s, resulting in a simulation
frequency of 200 Hz.

• Switching to a faster computer. As a last resort to decrease the simulation time de-
lay, the software framework was transferred to a faster PC. Again, this reduced the
simulation time delay.

Several of the above performance improvements are illustrated in Figure E.1.
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Appendix E. Additional experiment findings
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Figure E.1: Simulation time delay for various modes of operation. In the top figure,
the simulation time delay for velocity control with two different motor stiffnesses and for
torque control are given. Note that in the case of velocity control with lowered stiffness, the
initialization procedure had to be adjusted due to poor tracking performance, and hence the
moment of initial contact was shifted with respect to the other experiments. In the middle
figure, various options to improve the system performance are given for a torque controlled
simulation. In the bottom figure, the forces on the end effectors during the torque controlled
experiment with ‘Performance’ mode on, visuals off, and the updated PC are given, which
are used to indicate that especially during contact, the simulation time delay increases. Note
that all of the presented experiments are conducted via replayed teleoperated motions at 200
Hz. The use of live teleoperation via the VR trackers amplifies the given results.
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E.3. End effector alignment

E.3 End effector alignment

While steering the end effectors to impact a box, the planes of the end effectors ideally self-
align with the sides of the box. This occurs via the mechanism elaborated in Section 2.4. It
is observed that such self-alignment is heavily dependent on the low-level controller. More
specifically, such alignment was only observed in the torque controlled case and not observed
in the position-and velocity controlled case.

In box-grabbing experiments with a low-level velocity controller, the end effectors were
rather observed to settle in a configuration in which one side of the box was in a plane-contact
configuration, while the other was in a point contact configuration.

In static manipulation experiments, i.e., by teleoperating an end effector to press against
a static pillar, torque controlled robots showed an increasingly large static position error for
increased contact forces, and velocity controlled robots showed both an increasingly large
static position and orientation error upon large contact forces. Further analysis concluded
that such event occurred upon the saturation of the joint torque limits, which are hence to
be avoided.
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Appendix E. Additional experiment findings

E.4 Recorded teleoperated reference trajectories

Figure E.2: Position and direction perpendicular to the end effector planes for the reference
trajectories generated with the VR trackers and the end effectors (EE) during the grabbing
motion of experiment of case 1, attempt 3. The blue lines represent the instructed reference
positions during the grabbing motion of the box. The cyan arrows attached to these blue
lines represent the desired direction of the vector perpendicular to the end effector planes.
The red lines represent the actual end effector positions during the grabbing motion of the
box. The orange arrows attached to these red lines represent the actual directions of the
vector perpendicular to the end effector planes. The pillar and the box from Figure 3.7 are
statically displayed in semitransparent red and blue, respectively.
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E.4. Recorded teleoperated reference trajectories

Figure E.3: Position of the VR trackers during the grabbing motion of the experiments
conducted in Section 4.2. The pillar and the box from Figure 3.7 are statically displayed in
semitransparent red and blue, respectively.
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