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“The Answer to the Great Question... Of Life, the Universe and
Fverything... Is... Forty-two,” said Deep Thought, with infinite majesty and
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Abstract

Answer graphs are a new factorisation method that can be used for eval-
uating conjunctive queries (CQs) over graph databases. After there first
introduction by Abul-Basher et al. [2], we formalize the notion of an an-
swer graph and introduce (intermediate) edge compliance to proof what an
answer graph for an acyclic CQ must contain. Using (intermediate) edge
compliance, we provide three methods for answer graph construction fitting
node burnbacks within or after answer graph construction. Additionally, we
provide a first metric that we can estimate using Characteristic Sets [44] to
select good over bad answer graph plans. Using a bare-metal implementation
of answer graphs together with the WatDiv and LSQB benchmark we gain
insight in the process of answer graph construction and proof our metric can
distinguish good from bad plans.
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Chapter 1

Introduction

The collection of data stems back to ca. 20,000 years ago when a Stone Age
person in Africa carved notches into a bone, the Ishango Bone [52]. Since this
first notion of data collection, the world has evolved towards a world where
one cannot survive without it. Nowadays, bones are replaced by databases
and carving knifes by keyboards or even code allowing faster querying of our
data. Still, we are not yet satisfied with the size of and querying speed on
our data collection.

Therefore, one still aims to enlarge the data collection capacity, establish
more advanced robustness, and accelerate the process of querying data. Al-
though it is already possible to store petabytes of data [1] via online services,
querying such large chunks of data may easily lead to waiting times in the
order of days. A plethora of methods [2, 5, 24, 30, 37, 38, 40, 44, 50, 60]
are proposed over the years to significantly speed up queries to prevent long
waiting times. However, the ability to query data that was not queryable
before only moves the bound of not queryable data further up. Hence, we
are still searching for optimizations that enable querying even larger data
collections.

Nowadays, a common type of databases for large collections is a graph
database. This system is designed for networks and uses graph algorithms
to insert, delete and query data. One of the main advantages of a graph
database is flexibility, i.e. it can handle unstructured data well while staying
scalable. Paired with the rise of popularity of the use of graph databases in
the field, is the interest from the academic field in graph databases as well
[54].

One of the main topics of interest in the academic field surrounding graph
databases is subgraph matching. From a mathematical perspective, subgraph
matching in a graph database is searching for subgraphs in the data that are
isomorphic to the query graph. This is called the subgraph isomorphism



problem and is proven to be NP-complete [17]. Therefore, we know that it is
computationally expensive to conduct subgraph matching. Nevertheless, we
are still able to accelerate this process in various ways, for example using in-
dices [23, 56, 57|, cardinality estimation [38, 44, 50, 60], and/or factorization
(2, 47].

One of the most prevalent types of queries is a conjunctive query, which
are “defined by formulae that make only use of atoms, conjunction, and
existential quantification" [58]. Similar to subgraph matching, computing
all embeddings of a cyclic conjunctive query is NP-hard [15], although for
a conjunctive query with bounded tree-width, i.e. is acyclic, the problem is
fixed-parameter tractable [27]. Still, we are looking for a general approach for
evaluating conjunctive queries that is faster than the current state-of-the-art
approaches such that even larger datasets can be queried. As Abul-Basher et
al. [2] point out, “large graphs are meant to be queried"; so let us look for a
fast approach to evaluate conjunctive queries using the promising framework
WireFrame proposed by Abul-Basher et al. [2].

1.1 Problem description

Currently, we have not yet reached the fastest query strategy for graph data.
Therefore, we must explore new methods for querying large data and look for
use-cases that fit such new methods. One of such new methods is the notion
of an answer graph [2]. An answer graph evaluates SPARQL conjunctive
queries by first finding a factorized answer set, the answer graph, and then
generate the embedding tuples from this factorized answer set. Abul-Basher
et al. have shown a promising performance gain against current state-of-the-
art database systems.

Currently, an answer graph is not mathematically formalized, which might
raise the question of its validity. Without this formalization our reasoning
about answer graphs is limited, especially if we want toformally reason about
it and prove certain characteristics such as minimality. By defining an an-
swer graph mathematically we can also obtain properties of answer graphs
that may lead to a deeper understanding of its structure and use. Therefore,
we obtain our first research question:

RQ 1. What is the mathematical definition of an answer graph and what
properties can we obtain from this definition?

Given a formal definition together with multiple properties of answer
graphs, we can focus on its use in the field. First of all, Abul-Basher et
al. state that “factorization [...] is virtually always a win for evaluating



graph conjunctive queries" [2]. Although a quintessential example is given
by Abul-Basher et al., they only mention multiplicity from edges “fanning
in" and “fanning out" in a single node as proof that an answer graph is
almost always more efficient. Most likely this is true for such a quintessential
situation, and they only offer a proof-of-concept, nevertheless, the question
remains when and why an answer graph is superior and what influence comes
from different query plan.

More precisely, we divide this question over two areas of interest. Initially,
answer graphs are proposed as method for evaluating conjunctive queries only
and only conjunctive queries with exclusively distinguished query variables
are considered. Hence, we will only consider such queries as well. Secondly,
answer graphs are proposed as method to factorise an answer set, hence, limit
memory consumption for intermediate results during query evaluation. A
welcoming side-effect of answer graphs is the proven performance gain against
current state-of-the-art database systems. However, it is not clear how answer
graphs behave during their construction and what role factorisation plays in
construction. Hence, we obtain the following research questions:

RQ 2. Does an answer graph provide a high factorization factor for different
conjunctive query shapes?

RQ 3. When is answer graph construction superior if we take intermediate
answer graph size into consideration?

RQ 4. When is answer graph construction superior if we take query evalu-
ation time into consideration?

Similar to common evaluation, it is possible to obtain the answer graph
for a conjunctive query in multiple ways. Abul-Basher et al. propose Wire-
frame, “a two-phase cost-based optimizer for conjunctive queries" that is
able to provide the embeddings of a conjunctive queries. An answer graph
plan describes how an answer graph should be constructed and, therefore,
influences construction significantly.

Consequently, we want to choose a good answer graph plan before the
construction of the actual answer graph. This process is similar to cardinality
estimation of common evaluation. Thus, for each answer graph plan we want
to estimate some cost metric such that we can order all answer graph plans for
a single query accordingly. Moreover, for even faster generation of the best
answer graph plan, the metric should be convenient for any depth-first search
algorithms that are able to construct an answer graph plan. In contrast to
standard cardinality estimation, which is the estimation of the number of
intermediate output embeddings based on a query plan, we must estimate a



different metric as the number of embeddings is a side-product of the answer
graph. This metric should most likely display a relation to the answers of
RQ3 and RQ4. Hence, we obtain two new research questions:

RQ 5. What cost metric should we estimate for each answer graph plan to
properly select a good plan?

RQ 6. How should the proposed cost metric be estimated precisely?

1.2 Contributions

In short, we will provide the following contributions to the work on an-
swer graphs. First, in Chapter 2 we give an extensive summary of related
work coupling answer graphs to the Yannakakis algorithm and d- and f-
representations. Additionally, we mention a method that can extend answer
graphs genuinely towards the setting of projections.

Furthermore, in Chapter 5 we provide a first mathematical definition
of an answer graph. Using this definition we provide the property of edge
compliance which proofs itself essential for computing the ideal answer graph.

Additionally, in Chapter 6 we propose three different methods for con-
struction, where the placement and cascading of a node burnback differs per
method, together with the notion of answer graph plans.

Moreover, in Section 6.2 we relate the notion of edge compliance to Char-
acteristic Sets [44]. Then, we propose an estimation method leveraging Char-
acteristic Sets in a different way than their original intent as we are not in-
terested in the intermediate result size, but the intermediate answer graph
size. Using our proposed cost metric, the maximum number of nodes in an
answer graph during construction, we can distinguish good from bad answer
graph plans.

Then, in Chapter 7 we proof all of the above using a bare metal imple-
mentation optimized for answer graphs. Hence, our implementation solely
focuses on the answer graph construction process, therefore, we can safely
compare our construction methods.

At last, in Section 8.1 we provide the implications of our findings and
mention the limitations of our work. Following our implications and limita-
tions together with ideas that were out of scope of this research, we provide
multiple areas of interest for future work.



1.3 Organization

In this report we will set out our research and elaborate on our conclusions.
We will start with a brief discussion of the available research on conjunctive
query evaluation in Chapter 2 and dive into query plan optimization, join
optimization and factorization resp. in Sections 2.1.1, 2.1.2, 2.1.3. Before
we continue to the preliminaries, we state the advancements that an answer
graph brings and what we contribute.

In the next chapter, we set out the definitions of a data graph (Sec.
3.1), a conjunctive query with its query graph (Sec. 3.2), the subset of
conjunctive queries that we will discuss (Sec. 3.2.2), and introduce the notion
of cardinality estimation (Sec. 3.3).

Now, that the research setting has been established, we informally intro-
duce answer graphs in Chapter 4. We begin with the construction steps for
an answer graph in Section 4.1, after which we organise those steps into an
answer graph plan in Section 4.2. Then, in Section 4.3 we will show how
output embeddings can be obtained from an answer graph. At last, we will
discuss the factorization factor an answer graph may provide over query eval-
uation using joins. Subsequently, we formalize the definition of an answer
graph together with its construction and output generation in Chapter 5.

With all definitions in place we will propose multiple methods to opti-
mize query evaluation using answer graphs in Chapter 6. In Section 6.1, we
introduce three methods for answer graph construction. Then, we discuss
how answer graph plans influence answer graph construction and propose a
method to order answer graph plans on their expected evaluation time in
Section 6.2.

In order to proof our proposed optimization methods, we provide multi-
ple experiments in Chapter 7. First, we discuss our implementation together
with the benchmarks used in Section 7.1. Then, we discuss our results in
Section 7.2. Our results are divided into three sections, discussing the con-
struction optimization methods in Section 7.2.1, our estimation method for
speed of answer graph plans in Section 7.2.2, and additional findings on the
factorization factor of answer graphs in Section 7.2.3.

At last, we will conclude our research in Chapter 8. We discuss the
limitations and implications of our results in Section 8.1. Additionally, we
suggest diverse areas of interest for future work in Section 8.2



Chapter 2

Query Evaluation on
Conjunctive Queries

Looking at the popularity of conjunctive queries and their intractable nature,
we will dive into the evaluation of conjunctive queries. Conjunctive queries
are first researched in the context of relational databases [6, 15, 19, 22, 25,
27, 32, 35, 47, 49, 62], where later on also graph databases came into play
[2, 14, 51]. We will designate our research towards evaluating conjunctive
queries on graphs, although methods for evaluation on relational databases
are deeply related and much more advanced.

With the rise of the Semantic Web, the Resource Description Framework
was introduced for analysis and processing of large quantities of data [29].
Again, only acyclic conjunctive queries are found to be tractably solvable
[27, 51] in the setting of graph data. Therefore, we are still looking for
a general approach that can handle all types of conjunctive queries in the
setting of graph databases.

Before we discuss answer graphs for conjunctive query evaluation in detail,
we will discuss the history and current state-of-the-art evaluation methods
for query evaluation on conjunctive queries in Section 2.1. We shall see that
we can divide optimizations into three directions, namely, factorization, join
optimization and query plan optimization. Subsequently, we will point out
advancements that we will make in comparison to current state-of-the-art
methods in Section 2.2.

2.1 Related work

During the 70s relation databases were invented by Codd [16, 53] which
transformed the way how we deal with data fundamentally. Then and still,



conjunctive queries, as defined in Section 3.2, are an important sub-fragment
of all queries issued on relational databases. As, limitations of conjunctive
queries were given by proving how hard it is to actually solve conjunctive
queries [15, 27], research diverted to query evaluation optimizations to gain
more information at a higher rate using conjunctive queries [22, 31, 32, 35,
44, 55, 62].

Chandra and Merlin [15] proved that evaluating conjunctive queries is NP-
complete. However, they also proved that an optimal solution could be found
“that is within a constant of optimal" [15]. As Chandra and Merlin prove
that conjunctive queries can be evaluated using only selection, projection and
joins, they point out that joins are the most time consuming. Therefore, they
propose to focus on faster join strategies or less joins in a conjunctive query.
This suggestion is picked up and worked on in the three directions mentioned
above, factorization, join optimization and query plan optimization. Each
direction will be briefly discussed below.

2.1.1 Query plan optimization

The first direction is query plan optimization in order to speed up conjunc-
tive queries. Chandra and Merlin started this line of work as they stated
“that each conjunctive query has a unique minimal equivalent query" [15].
Additionally, they proposed an algorithm to find smaller equivalent queries
by folding. Logically, work continued to minimize the number of joins in a
conjunctive query.

So, Aho et al. [3, 4] propose tableaux as method to optimize typed con-
junctive queries and provide equivalence testing in polynomial time for such
queries. Dublish and Biskup [22] focus on minimizing joins in conjunctive
queries using implication graphs [35] together with tableaux, where they ex-
tend the subset of queries that could be optimized by Aho et al. and also
provide a proof that further extension of tableaux will lead to a NP-hard
problem. Therefore, conjunctive queries are fully optimized in the number
of joins they need and this research is saturated.

Another approach to query plan optimization is not minimizing the num-
ber of joins, but cardinality estimation. The concept of cardinality estimation
is a problem investigated since the 1980’s [37, 40]. The aim of cardinality es-
timation is to understand the intermediate result sizes during joining. Using
such estimations one can minimize the number of tuples during the execution
of a query plan by executing low cardinality joins first.

Over the last four decades many diverse cardinality estimation procedures
with different goals are proposed, some building on top of one another [24],
some experimenting with new ideas [44, 50, 60]. Still, we are not satisfied
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with its precision and there is no method yet that can handle all data and
queries well.

As mentioned above, there are different goals of cardinality estimation.
In the early days minimizing processing effort was the most researched de-
sired metric [40]. Concurrently, the number of output tuples was also briefly
discussed [37] and became dominant with the introduction of the zeroth-
frequency moment by Alon et al. [5]. From this goal summary- and sampling-
based estimation techniques were introduced with or without error bounds
[24]. Also, different methods estimating aggregations [38] were introduced in
the last years.

Together with the rise of graph databases, graph-based cardinality esti-
mation methods with the goal to estimate the number of output tuples were
introduced [44, 61]. This introduction of new graph-based methods feels
logical due to the underlying data structure of graph databases. Again, we
have sampling- and summary-based methods where summary-based methods
more focus on structures of subgraphs and sampling-based techniques rely
on random walks [50].

A summary-based technique developed by Neumann et al. [44], namely,
Characteristic Sets, is of particular interest for cardinality estimation for
answer graphs. The idea of Characteristic Sets is to count star-shaped struc-
tures in a data graph. Then, by decomposing the query into star-shaped
subqueries, it can estimate the cardinality of each subquery using the saved
counts. At last, it aggregates the estimated cardinalities for each subquery
based on the independence assumption and outputs the estimate for the en-
tire query.

As subgraph queries can be expressed as join queries in relational data-
bases, Park et al. show that relational-based cardinality estimation tech-
niques can be altered towards the problem of estimating cardinality in graph
databases. Moreover, one method for cardinality estimation for online ag-
gregation over joins, Wander Join [38], outperforms multiple state-of-the-
art graph- and relational-based cardinality estimation methods meant for or
adapted to the problem of subgraph cardinality estimation. Wander Join
performs random walks where the sampling distribution is skewed towards
walks contributing to the cardinality.

The latest advance in cardinality estimation, namely learned cardinality
estimation, is a complex new addition as “their behaviors are much harder
to interpret and often unpredictable" [60]. From this observation we do not
consider any such method throughout this research.



2.1.2 Join optimization

Additionally, hash joins were developed and appeared advantageous for in-
memory joins [21]. Not much later, Mackert and Lohman [39] proved optimal
performance combining hash joins with semi joins and the use of temporary
indexes on data. As this approach is feasible for more general types of queries
as well, much work was focused on more general query optimization strate-
gies such as finding the best join ordering [48], which relates to query plan
optimization, and join algorithms [26] such as Hash joins [13], Block-Nested
Loop join, and Sort-Merge join.

Additionally, Atserias, Grohe, and Marx provided a tight bound on the
maximum cardinality of a full conjunctive query, known as the AGM bound
[8]. Not much later Ngo et al. provided a first join algorithm, henceforth
NPRR, with worst-case running time proportional to the AGM bound [46].
Subsequently another approach, namely, Leapfrog Triejoin, was discovered
by Veldhuizen et al. which was also worst-case optimal up to log factor
compared to NPRR. [59]. Besides, Leapfrog Triejoin does achieve worst-case
optimality when constraints on projection cardinalities come into play where
NPRR does not. It must be noted that both algorithms are derived from
the same general join algorithm that is worst-case optimal [45]. Both join
methods may be interesting for answer graph construction, although that is
not necessarily the aim of our research.

2.1.3 Factorization

A more recent direction of optimization of conjunctive queries is factorization.
As one of the first, Yannakakis [62] provided an algorithm to compute acyclic
conjunctive queries in polynomial time using factorization. Namely, given a
join tree of an acyclic conjunctive query, for each join node n we semi-join its
parent p with n in bottom-up fashion. When the root is reached, for each join
node m we we semi-join all its children with m in top-down fashion. At last,
we execute all joins in bottom-up fashion, leaving us with the answer to the
conjunctive query in the root. This effectively speeds up query processing as
“semi-joins reduce the number of tuples involved in the evaluation of a query”
[11]. Nowadays, there is a theoretically improved Yannakakis algorithm, Dy-
namic Yannakakis [31], which suits evaluating queries under updates better.
However, there is no comparison against the original algorithm provided.
Building on top of the work of Yannakakis, Pagh and Pagh [49] propose
an algorithm for acyclic joins using semi joins. First, it computes the oc-
currence count of a tuple in a relation in the output bottom-up. Then, in
top-down fashion intervals identifying embeddings where the tuple occurs
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Figure 2.1: The parse tree for the d-representation and f-representation of
(((A1: 1) x (A3 : 0)) U (({(A1 : 0) U(A; : 1)) x (Ay: 1)) [47]

in are calculated. At last, by splitting intervals in to ‘intervals’ of length
one a single scan is needed to enumerate all embeddings. Additionally, they
extend their algorithm to 3-cycle joins graphs which introduce invalid em-
beddings with their original algorithm. We will see that this method is very
similar to answer graphs, however, it uses a different data structure to save
intermediate results.

Another approach to factorization of relations is developed by Bakibayev
et al. [10], namely, “FDB, an in-memory query engine for select-project-
join queries on factorised databases'. Here embeddings are factorised using
f-representations. In Fig. 2.1 we see a simple example on the right from
Olteanu et al. [47] which represents the relation {(1,0),(0,1),(1,1)} over
schema {A;, Ay} where X is the Cartesian product and U the union of re-
lations. (A : a) is the unary relation with a single tuple with value a. An
extension named d-representations proposed by Olteanu et al. [47] removes
duplicates of the same expression using references to subexpressions, i.e. as
shown on the left side of Fig. 2.1.

Additionally, Olteanu et al. [47] provide a proof that their algorithms
for computing d- and f-representations are worst-case optimal. Also, they
relate the succinctness of both representations to fractional hypertree width.
Deep et al. [19] optimize d-representations even more in space complexity
trading with a possible increase in delayed enumeration. Also, d- and f-
representations use a similar structure to factorize data as we will see later
on.

All the above work only concerns acyclic conjunctive queries without pro-
jections. Bagan et al. showed that embeddings of such acyclic conjunctive
queries can be enumerated with linear delay after linear processing time [9].
Over time, this bound is improved [20] where eventually Kara et al. relates
the enumeration delay time to the prepocessing time of a hierarchical con-
junctive query with projections [36]. Deep et al. extend this work by giving

10



tighter bounds on prepocessing and enumeration delay for more specific types
of conjunctive queries [20].

Amossen and Pagh [6] propose a different algorithm to handle joins under
projections, noticing that intermediate results in that case may introduce
@(\/N ) more tuples than the final result. For a conjunctive query ¢’ =
Tac(R1 X Ry) with Ry(a,b) and R (b, ¢), they represent the full output as a
tripartite graph with vertex sets V,, Vj, and V, corresponding to matches for
each variable and an edge between vertices if a relation exists. Then, they
split the vertex sets into low and high degree nodes, where the low degree
nodes are joined using some classical join algorithm and high degree nodes
are joined using matrix multiplication. This may be of particular interest
when using answer graphs for projections.

2.2 Advancements

Now, most proposed factorization methods are theoretically proven, i.e. their
worst-case running time is given. This is of course not unwanted, but it does
raise the question whether these methods are actually used in practice. It is
definitely interesting to see a comparison of these methods in practice, as in
practice the worst-case is not representative. Leapfrog Triejoin is a perfect
example of a method coming from practice that is proven worst-case optimal
afterwards.

Similarly, answer graphs are proposed by Abul-Basher et al. [2] with-
out mathematical formalization and theoretical analysis, but are proved
faster than existing implemented query evaluation methods via a benchmark.
Hence, we will focus on larger benchmarks and especially give more attention
to its construction process.

Also, almost all work described above is designed for relational databases.
Nevertheless, most work can easily be adapted towards the setting of graph
databases, see Park et al. [50] for an example. The technique of joining
can of course easily be adapted, as a join on a graph database can easily be
represented in a relational setting [18]. On the other hand, answer graphs
are developed from a graph database perspective and might shed new light
on conjunctive query evaluation.

Another factor that is not addressed in current research for factorization
that we will provide is a suitable cost metric to estimate construction plans.
Cost metrics are well-researched in the context of cardinality estimation [33,
42, 43, 61], this suggests that we will adapt cardinality estimation techniques
towards construction of answer graphs and develop a new cost metric.
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Chapter 3

Preliminaries

Before we dive into answer graphs and their optimizations, we must de-
fine multiple vital structures and topics necessary for answering our research
questions. In Chapter 1 we introduced graph data and conjunctive queries
informally. Now, in Section 3.1 we will formally define a data graph. Then,
we will move forward to conjunctive queries on a data graph in Section 3.2.
Subsequently, we introduce the notion of a query graph in Section 3.2.1 and
partition the set of conjunctive queries in Section 3.2.2. At last, in Section
3.3 we present the current literature on cardinality estimation.

3.1 Data graph

The concept of an answer graph is defined on a data graph that is a labeled
directed multigraph [2]. Such a graph consists of a set vertices V and a set of
directed edges E. Let us denote the finite alphabets ¥y and X g containing
respectively vertex and edge labels. Now, let us define a labeled directed
multigraph as the following:

Definition 3.1 (Labeled directed multigraph). A labeled directed multigraph
is a tuple G = (V, E, Xy, Xg,0,7,0y,lg) such that:

e 0: FE —V is amapping from each edge to its source vertex;
o 7:FE —V is a mapping from each edge to its target vertex;
o Uy :V — Xy is a mapping from each vertex to a label;

o lp: E — Xg is a mapping from each edge to a label.

12



Example 3.1. Let us look at a data graph G from Fig. 3.1 that is a labeled
directed multigraph (notice that edge color defines it label). More formally,
G=(V,E,Xy,Xg,0,1,0y,lg) with the following definitions:

e V={1,2,...,11};
e E={1,2,...,16};

o Yy = { William Shakespeare, The Tempest, Hamlet, Henry V,
English, Comedy, Tragedy, The Globe Theatre, Oedipus Rez,
Oscar Wilde, Vera; or The Nihilists};

o Y = {hasWritten, writesIn, speaks, writtenln, hasGenre, PlayedIn};

e o={1—-12—-13—14— 15— 1,627~ 38~49—
3,10~ 2,11+ 2,12+ 4,13 +— 4,14 — 4,15~ 1,16 — 10};

e 7={1—-22—-33—44~55~56~—57~58~59—
7,10 = 6,11 — 7,12+ 8,13+ 8,14 — 8,15+ 9,16 +— 11};

o Uy = {1+ William Shakespeare,2 — The Tempest,3 — Hamlet,
4 — Henry V,5 +— English,6 — Comedy, 7 — Tragedy,
8 +— The Globe Theatre,9 — QOedipus Rex,10 — Oscar Wilde, 11 >
Vera; or The Nihilists};

o (g = {1+ hasWritten,2 — hasWritten,3 — hasWritten,
4 — writesIn, b — speaks, 6 — writtenIn, 7 — writtenln,
8 +— writtenIn,9 — hasGenre, 10 — hasGenre, 11 — hasGenre,
12 — playedIn, 13 — playedIn, 14 — playedIn, 15 — hasWritten, 16 —
hasWritten}.

3.2 Conjunctive query

Now that we have graph data, one would like to identify substructures in
the data graph [14]. Conjunctive queries (CQs) allow the user to query such
subgraph patterns. A CQ consists of a set of edge predicates where each edge
predicate consists of a pair of query variables and an edge label. Combining
all edge predicates will form a subgraph pattern.

Hence, we take the definition for a CQ from Bonifati et al. [14] and adjust
it to our graph.
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Figure 3.1: Data graph G

Definition 3.2 (Conjunctive query). Let W be the set of unique query vari-
ables and let G be a data graph. Then a CQ) is an expression of the form:

(21, oy 2m) < a1(x1,y1), -« @ (T, Yn) (3.1)
where
e m>0,n>0;
o T1,Yl,...,Tn,Yn € W are all query variables;
* 1,...,ay € Xg;

for each 0 <i < m, it holds that z; € {x1,y1,.. ., Tn,Yn}-

All query variables z; for ¢ € {1,...,m} are distinguished, i.e. in the head
of a CQ and all ¢ € W\ {z,..., 2, } undistinguished variables. We will see
that this distinction is necessary when we consider CQs with projections.

Example 3.2. A simple conjunctive query that is valid on data graph G
from Ezample 3.1 is the following (Tw,?x,?y,?z) + hasWritten(?w, ?z),
writtenIn(?xz, ?7y), hasGenre(?x,?z), where:
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e m=4,n=3;
o W ={w,?x,7y,72};

o Y = {hasWritten, writesIn, speaks, writtenIn, hasGenre, PlayedIn},
i.e. the edge label set from data graph G from Example 3.1;

o 2 €W foreachi€ {1,...,m}.

The semantics of a conjunctive query is now given by bindings of variables
to nodes in a data graph G. Furthermore, a set of variable bindings is a valid
answer if and only if each expression has a matching edge in the data graph.
So let us have data graph G and the conjunctive query CQ given in Eq. 3.1
then we obtain the following definition.

Definition 3.3 (Semantics of a conjunctive query). Let u : W — V be a
mapping such that for each 1 < i < n, there exists an edge e; € E for which
s(e;) = p(x;), tle;) = p(y:), and a; € lg(e). Then, we have the following bag
of tuples:

[CQ)e = {(1(z1), - ., #zm)) | 1 is @ mapping for CQ on G} (3.2)

Notice that only distinguished query variables appear in [CQ]s.

Example 3.3. Looking at the conjunctive query C'Q from Ezample 3.2 and
data graph G from Example 3.1, we obtain the following embeddings:

[CQle = {(1,2,5,6),(1,2,5,7),(1,3,5,7)}

3.2.1 Query Graph

“The answer to a CQ over a data graph G is denoted as [CQJs and is a
homomorphic embedding of the query graph into the data graph that matches
the query’s labels to the data graph’s labeled edges" [2]. Hence, a query graph
is a structural representation of the structure we are seeking to match against
in the data graph. Additionally, in future Sections we will constrain ourselves
to different types of conjunctive queries, for some properties of specific types
of conjunctive queries it is more natural to reason with the definition of a
query graph than a conjunctive query.

Now, let us define a query graph for a conjunctive query CQ. The query
graph will be a labeled directed multigraph as well. First, for each query
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variable in W we create a vertex vy and let Vi be the set of all vertices
vy and let Ly map each vy to a unique query variable in W. For each
expression a;(x;,y;) in the CQ, let there be an edge e; in the set Egq with
Lg(e;) = a;, source v; € Vo for which Ly (v;) = x;, and target v, € Ve for
which Ly (vy) = y;. At last, we add a set Vy, that contains all the vertices of
Ve that are mapped to a variable in the head of the CQ, i.e. it is the set of
distinguished variables. Hence, we have the following definition:

Definition 3.4 (Query graph). QG is a labeled directed multigraph (Voe, Egca,
s,t, Ly, Lg, Vg) for a conjunctive query CQ with:

« Voo the set of vertices of size number of distinct variables in CQ);
o FEgg a set of edges of size of number of distinct expressions in CQ);

e 5 FBga — Vga mapping each expression to the vertex with label x;

from CQ;

e t: Ege — Vg mapping each expression to the vertex with label y; from

CQ;
o Ly mapping each vertex to a variable name to W from CQ);
o Lg mapping each edge to a label a; from CQ;

o Vay a subset of Vo with vertices that are mapped to distinguished vari-
ables.

Example 3.4. Using the conjunctive query CQ from Ezxample 3.2, let us
construct the corresponding query graph as follows:

. Voo = {1,2,3,4};

. Ege ={1,2,3};

e s={1—1,2—23—2};

e t={1—2,2—3,3—4};

o Ly ={1l=%w,2 7,3 —7y,4—7z};

o Lg = {1~ hasWritten,2 — writtenIn,3 — hasGenre};
.« Vi =1{1,2,3,4)

Hence, we obtain the following query graph:
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Figure 3.2: Query graph QG

3.2.2 Restricted classes of conjunctive queries

Now that we have a general definition for CQs we can establish two restricted
classes of CQs for which their eventual answer graphs must be constructed
in distinct ways. Therefore, we will introduce the notion of acyclic and cyclic
CQs. Our experiments will only focus on acyclic CQs, however, we will show
the behaviour of an answer graph with a cyclic CQ.

Acyclic conjunctive query

The first restricted class that we will define is an acyclic conjunctive query.
We need to distinguish acyclic CQs as such a CQ will provide the simplest
method for obtaining an answer graph as we will see in Section 4.1. As the
name suggests such a CQ is acyclic. In order to define this properly we have
the following definition:

Definition 3.5 (Cyclic CQ). A CQ q is acyclic if and only if the query graph
for q has hypertree-width of 1.

Cyclic conjunctive query

The opposite of an acyclic CQ is a cyclic CQ. Abul-Basher et al. [2] have
shown that cyclic CQs introduce spurious edges (edges not found in any
embeddings) in an answer graph and that an extra step is needed to remove
such spurious edges. Similarly to Def. 3.5 we have the following definition:

Definition 3.6 (Cyclic CQ). A CQ q is cyclic if and only if the query graph
for q has hypertree-width greater than 1.

Later on we will show what the impact of cyclic conjuntive queries is on
an answer graph, but we will not consider such queries in our experiments.
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3.3 Cardinality estimation

At last, we will discuss cardinality estimation and its use case for our method.
As we are interested in finding all embeddings of a conjunctive query ¢ in
a data graph G, i.e. computing [¢]c, we want to look for any optimization
that will speed up this process significantly. As for every problem that we
tackle, we must start with a plan, more precisely, a query plan. Additionally,
we can have different plans that amount to the same result. All those plans
together for a single query is the query plan space S.

From this query plan space S, we want to pick the query plan that is
optimal for reaching our goal. As mentioned in Section 1.1 we are looking
for optimizations in two dimensions, namely, memory consumption and query
evaluation time. So now the question arises, how can one pick the query plan
that will minimize those two dimensions best before we execute the query.
We want to find this plan as fast as possible, and in a fraction of the time of
the execution of the worst plan. In order to achieve fast discovery of the best
query plan and actually comparing evaluation plans we turn to cardinality
estimation.

As mentioned in Section 2.1.1, cardinality estimation techniques for rela-
tional databases can easily be adapted towards the setting of graph databases.
Therefore, we will not limit our view to graph-based cardinality estimation
techniques, but look for promising graph- and relational-based methods that
have a natural relation towards our desired form of cardinality estimation to
obtain the best query plans for answer graphs.

In Section 6.2 we will dive into one of these promising methods and explain
its relation and use in the setting of answer graphs. In Section 7.2.2 we will
analyse the benefits we may obtain by leveraging this method.
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Chapter 4

Answer Graphs

In the previous chapters we have discussed the history and state-of-the-art
methods for conjunctive query evaluation. While the discussed methods, to-
gether with technological advancements, already quickened conjunctive query
evaluation, we do not have a general approach to tackle all types of conjunc-
tive queries with a single method. Therefore, we keep optimizing existing
and exploring new approaches to query evaluation for conjunctive queries.

One new approach is proposed by Abul-Basher et al. [2] and is called
WireFrame. It is an implementation agnostic approach that uses factoriza-
tion as a query optimization technique. First, WireFrame finds “the subset
of edges from the data graph that suffices to compose the CQ’s embeddings'
[2] and creates an answer graph from this subset. Secondly, using the an-
swer graph WireFrame generates all valid embeddings of the conjunctive
query. As we will see, WireFrame is conceptually simple, but there are a
few catches when looking at its implementation.

In this chapter we will first explain what an answer graph is conceptually
and how they can be constructed in Section 4.1. Secondly, we introduce
the notion of burnbacks, a deletion procedure on the found answer graph
that is needed to remove nodes that will not occur in output embeddings,
for all CQs, or spurious edges, for cyclic CQs. At last, we will discuss how
embeddings are generated using an answer graph that is fully burned. In
Chapter 5 we will formalize answer graphs and all procedures. Additionally,
multiple formal properties of answer graphs will be derived that are of interest
for optimizing answer graphs.
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4.1 Answer graph construction

First of all, we assume that we have a data graph GG and some conjunctive
query g with query graph QQG as defined in Chapter 3. Now, we will collect
all matches for each variable (vertex) and expression (edge) in ¢ (QG) in
a single graph-like data structure, i.e. an answer graph. So, how do we
construct an answer graph properly?

We start by picking an edge e from (G, then we find all its matches in
G and add those matches into the answer graph such that all source (target)
nodes of the matches are added to the node set of vertex s(e) (¢(e)) and all
matches are added to the edge set of edge e. Now, picking a next edge f we
ensure that all join constraints of the current answer graph remain intact,
i.e. if the source vertex s(f) already has a non-empty node set V we only
add matching edges with a source node in V. This process will continue until
all edges in QG are materialized in the answer graph. Let us exemplify this
process.

Example 4.1. Assume we have data graph G from Ezxample 3.1, the con-
junctive query C'Q from Example 3.2 and its corresponding query graph QG
from example 3.4. Now, we will pick the edges from QG in the order 1, 3,
2. Let us start with edge 1 with expression hasWritten. Looking at G we see
four matches originating from the node with label William Shakespeare and
Oscar Wilde, so let us add them to our answer graph, see Fig. 4.1(a).

The second edge, edge 3, again has four matches and the source vertex
is already materialized in Fig. 4.1(a). For this example, let us construct its
answer graph separately, see Fig. 4.1(b), and then join it with the already
materialized answer graph in Fig. 4.1(c). In similar manner we materialize
the last edge, edge 3, also with three matches. The final answer graph can be
seen in Fig. 4.1(d)

Interestingly, this joining of the partial answer graphs in Fig. 4.1(a) and
4.1(b) results in the graph in Fig. 4.1(c). Then, we observe a left semijoin
X, i.e. joining on variable ?7x and only keep vertices that were present in the
left graph. Therefore, construction of an answer graph can be presented as
a set of left semijoins.

Now, looking at the answer graph in Example 4.1 we directly see its
power. The most left node with label William Shakespeare only appears
once in the answer graph, but looking at the embeddings of ¢ (see Example
3.3) we notice that that node is present in each embedding of ¢q. Hence,
the answer graph is a factorization of the embeddings of q. Notice that in
this case directly outputting the embeddings is more efficient, however, on a
larger scale we will see that an answer graph provides better factorization.
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Additionally, we see that we do not keep the node with label Oedipus Rex
in our answer graph as it is not in the already constructed answer graph of
Fig. 4.1(a). Effectively, we semi join the answer graph in Fig. 4.1(a) with
the answer graph in Fig. 4.1(b).

On the other hand, we also see the nodes with labels Henry V, Oscar
Wilde and Vera; or The Nihilists which is not present in any of the embed-
dings of ¢. It is evident from Fig. 4.1(c) that the node with label Henry
V' has no connected materialization of expression hasGenre. The other two
nodes are disconnected and only match edge 1. This phenomena is common
in answer graphs and leads to incomplete tuples after embedding generation.
In the next section we will see how this problem can be solved in general.

Another interesting perspective is the construction order of an answer
graph. If we would materialize edge 2 before edge 1 for example, the final
answer graph will contain the node with label Oedipus Rex, but not the nodes
with labels Oscar Wilde, Vera; or The Nihilists, and Henry V. To optimize
the join order, we will discuss possible metrics for RQ5 in Section 6.2 and in
Section 7.2.1 we look for the best metric.

4.1.1 Node burnbacks

After the construction of an answer graph, as described in the previous sec-
tion, some nodes remain that do not occur in the embeddings of ¢q. Therefore,
we must remove them from the answer graph, Abul-Basher et al. [2] call this
process node burnback.

Again, the idea is straightforward. We know that each vertex from a query
graph QG must have at least one incoming or outgoing edge and might have
more. The corresponding node set of a vertex in QG must only contain nodes
that have at least one edge for each incoming or outgoing edge in QG. We
call such a vertex edge compliant.

Otherwise, we have a situation as in Fig. 4.1(d) where the nodes with
labels Henry V and Vera; or The Nihilists are not edge compliant, hence,
should not be present in the ideal answer graph. Therefore, we remove each
not edge compliant node and all its incoming and outgoing edges from the
answer graph.

However, after the removal of the node with label Vera; or The Nihilists,
the node with label Oscar Wilde becomes an invalid match for variable ?uw.
Hence, we must delete that node as well, which is called a cascaded node
burnback. This can only happen when a node burnback is executed and
must be checked for after a node burnback. After the removal of all invalid
nodes from the answer graph, we obtain the answer graph in Fig. 4.2 which
represents all valid embeddings of ¢, i.e. it is an ideal answer graph [2]. An
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ideal answer graph is also minimal, as removal of a single vertex or edge will
prevent at least one valid embedding to be generated.

hasGenre
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\\‘1'i‘[m

The
Tempest

Figure 4.2: Ideal answer graph

Equally, we can execute node burnbacks before we fully constructed the
answer graph and obtain the same ideal answer graph. If we execute the
node burnback on the answer graph in Figure 4.1(c), we remove exactly the
same nodes, but one edge less. Namely, the edge from Henry V to English
is not yet present in the answer graph. Additionally, all edges that should
be present in the ideal answer graph definitely remain. Therefore, we pose
that the moment of executing a node burnback might be crucial for our
optimization purposes and we explore this in Section 6.1.

Similarly to the construction process, although less obvious, node burn-
backs can be executed with a semijoin as well. In order to remove the node
with label Henry V for example, we semijoin the answer graph in Fig. 4.1(a)
with the matching nodes of variable ?x. This postulates an intriguing re-
lationship, namely the relation between answer graph construction and the
Yannakakis algorithm [62].

As the Yannakakis algorithm traverses a join tree bottom-up and then
traverses down using semijoins, it has a similar feel to the construction of
an answer graph. On the other hand, during the construction of an answer
graph one can choose to execute node burnbacks intermediately. Therefore,
it is a more flexible process as the Yannakakis algorithm must fully traverse
bottom-up first.
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4.1.2 Edge burnbacks

The final answer graph in Fig. 4.2 is ideal, i.e. it generates only valid em-
beddings for the conjunctive query C'(). However, with only the construction
process as described above, a not ideal answer graph may remain for a cyclic
conjunctive query CCQ. As we will not focus our experiments towards cyclic
conjunctive queries, we will only provide an isolated example to make the
reader aware of the need for edge burnbacks. The actual algorithm to execute
edge burnbacks can be found in the work of Abul-Basher et al. [2].

So, assume we have the graph G’ in Fig. 4.3 and the query graph QG’ in
Fig. 4.4. Clearly, QG’ now has two valid embeddings, namely {(Professor,
TU FEindhoven, George Fletcher),(PhD, Lassonde School of Engineering,
Nick Yakovets)}. If we construct the answer graph for QG’ we see that
it is actually the same visualization as G’ in Fig. 4.3. Now, there is a spu-
rious edge that does not occur in any embedding, namely, canObtainTitleAt
from PhD to TU Eindhoven. In order to delete this edge Abul-Basher et al.
propose a mesh plan to dictate an order and choice of chord bisections of
cycles [2] which will not be discussed in the scope of this report.

titleIsGivenTo

canObtainTitleAt « George
worked At Fletcher

Professor

canObtain'Ti tlm\t

Lassonde
School of
Engineering

canObtainTitleAt Nick

Yakovets

>

workedAt

titleIsGivenTo

Figure 4.3: Graph G’
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Figure 4.4: Query graph QG’

4.2 Answer graph plan

Similar to normal query processing the construction of an answer graph needs
a plan that will be executed. Moreover, we should ensure that we can eval-
uate each plan in such a manner that we can order plans on their expected
evaluation speed. As mentioned in Section 3.3, we should decide on this or-
der in a fraction of the query evaluation speed, otherwise just picking a plan
would be faster. Now, Abul-Basher et al. [2] named this an answer graph
plan and is an order of expressions such that its matches will subsequently
be added to the answer graph. As mentioned in Section 4.1.1 we can present
an answer graph plan as set of semijoins.

Another procedure that we have seen, is a node burnback that starts from
some query variable var. Additionally, the node burnback may cascade or it
may not. After each semijoin in an answer graph plan, we can choose to do
no burnback, a burnback without cascading or a burnback with cascading.
This introduces much flexibility in answer graph construction.

Now, we can construct an answer graph plan from an acyclic conjunctive
query CQ. As we want our answer graph to evolve naturally, we will only
consider connected left-deep answer graph plans, i.e. each newly evaluated
expression has at least one query variable that is already materialized in the
answer graph except for the most left leaf and all right childs are leafs.

Additionally, to reduce the number of possible answer graph plans and
prevent from unnecessary construction of edges and nodes, we always start
our answer graph plan with matching two connected expressions. This simple
optimization prevents the construction of unnecessary edges that match an
expression with large cardinality.
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4.3 Embedding generation

Now that we have discussed how ideal answer graphs are constructed, let us
look at how we can generate the corresponding embeddings. Again, in order
to generate all valid embeddings for cyclic conjunctive queries, we follow the
same procedure as for acyclic conjunctive queries, but with some extra work.

So, we construct embeddings using some connected order w, i.e. for all
but the first expression at least one of the query variables it connects is
already seen in the order, of expressions of the conjunctive query. For the
first expression ex; we pick a source vertex s that is matched to the source
query variable s’ of ex;. If ¢ is distinguished, we add s to the embedding,
otherwise we continue. Next, we select a target vertex t that is connected by
an edge in the data graph to s and is matched to the target query variable
t' of ex;. Again, we only add ¢ to the embedding if ¢ is distinguished.

As w is a connected order, the next expression ex,.,; has a source or
target query variable that is already seen. So, we look for an edge connecting
to a vertex matched to the opposite query variable and again see if this
vertex must be added to the embedding. This process is continued until
all distinguished query variables have a matched node, then we output the
embedding.

Now, we remove the last added vertex and look if there was another
vertex that could replace it by looking for another edge that matched the
last picked expression of w. If so, we again fill the embedding and output
it. Otherwise, we remove the second to last added vertex and look for a
replacement. By doing this for all possible source vertices that match s" we
obtain all embeddings for acyclic conjunctive queries.

Example 4.2. Consider the final answer graph in Fig. 4.2, the corresponding
conjuntive query CQ and order w = [has Written, writtenIn, hasGenre].
So, we pick has Written as first expression and look for a matching source
vertex. Clearly, we only have William Shakespeare as valid option, so
we add it to the embedding, as all query variables are distinguished. Now,
we walk over an edge matching hasWritten to a target, say The Tempest,
and add it to the embedding. For the next expression, writtenIn, we only
have one matching edge, so we walk over it to find English and add it to
the embedding. At last, we evaluate expression hasGenre and walk over to
Tragedy and add it to the embedding. Now, the embedding is complete, so
we output (William Shakespeare, The Tempest, English, Tragedy).
Then, we remove Tragedy from the embedding and look for another edge
that matches our last used expression hasGenre. As there is one, we add
its target Comedy to the embedding, so we can output (William Shake-
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speare, The Tempest, English, Comedy). Again, we remove the last
added vertex, look for another matching edge for the last used expression.
There is no new edge left, so we remove the second to last added verter,
etc. We output the embedding (William Shakespeare, Hamlet, English,
Tragedy) at last and see that we have the same embeddings as in 3.3, only
outputting the labels of the vertices instead of their actual identifiers.

It must be noted that this process still does not ensure that invalid em-
beddings cannot be constructed in the case of cyclic conjunctive query. If
we merge the nodes PhD and Professor to Assistant Professor in Fig. 4.3,
we actually do have an ideal answer graph, i.e. one that is minimal, as all
edges and nodes participate in at least one embedding. However, we could
generate an invalid embedding using order w = {canObtainTitleAt, titlels-
GivenTo, workedAt} and halt after titleIsGivenTo, i.e. we have (Assistant
Professor, TU Eindhoven, Nick Yakovets) and do not check if workedAt still
holds. The order w = {workedAt, canObtainTitleAt, titleIsGivenTo} is an
example where we can halt after the first two expressions.

4.4 Factorization factor

Looking at the proposed use of answer graphs, Abul-Basher et al. [2] men-
tion their factorization factor as main reason for superior evaluation over
normal query evaluation, i.e. joining and maintaining intermediate results.
More explicitly, the benefit of an answer graph is highly dependent on the
multiplicity between edges fanning in and out of a node. If all nodes in an
answer graph have only one incoming and one outgoing edge, the answer
graph does not factorize at all as each edge and node will only be present in
one embedding. As we project out the nodes only, obviously the representa-
tion overhead is the number of edges, which is not desirable. On the other
hand, if a node has a high number of edges fanning in and out, it has a high
multiplicity and will be present in a high number of embeddings as well, i.e.
a desired situation.

Additionally, certain query structures mimic this multiplicity factor as
well. A star query for example has a single center query variable and a
number of predicates fanning out. Therefore, for each node that matches
the center query variable, we output all combinations of connected matches
of all other query variables. So, if we have one of the predicates fanning
out matching m edges, a second predicate matching n edges, and all other
predicates matching a single edge, we can already output m*n embeddings for
this single center. This one to one relation with embedding generation from
answer graphs implies there are query structures for which answer graphs are
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preferred. So, how much does an answer graph actually factorise and does
the query structure actually influence this?

28



Chapter 5

Answer Graphs Formalized

Although Abul-Basher et al. [2] clearly explain how answer graphs work, they
leave a formal definition to the reader. In order to reason about optimizations
of answer graph generation, it is useful to have such a formal definition.
Therefore, we propose a formal definition of answer graphs together with
appropriate properties in this chapter which answers RQ1.

To start with we shall introduce a formal definition of an answer graph
and an ideal answer graph. Subsequently, we formalize the node burnback
procedure. To conclude with, we state that an ideal answer graph is minimal.

5.1 A formal answer graph

An answer graph is a “subset of edges from the data graph that suffices to
compose the CQ’s embeddings" [2]. Hence, it should represent the structure
of the query graph in the data from the data graph. More importantly,
an answer graph must contain the structure of all unique embeddings from
[CQ]¢. If that is the case, one can generate the answer for [CQ]s from the
answer graph. Therefore, we must prove that by definition of the answer
graph all unique embeddings from [CQ]q are found and not more.

Definition 5.1 (Answer graph). An answer graph is a tuple AG = (Vag, Fac,
TAG, TAG Ti, Tis @, B) that belongs to a query graph QG of a conjunctive query
CQ such that:

o Vac ={V1, .., Vvgel} where Vi C Vg for each i € {1,...,|Vqal},
o Eag={E, ..., By} where E; C E,, for eachi € {1,...,|Eqgal},

e 0ac : Fag — Vag mapping each edge partition to the vertex partition
containing all source vertices,
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o Tag : Fag — Vag mapping each edge partition to the vertex partition
containing all target vertices,

o 0,: E; = 0ac(E;) mapping each edge in E; € Eag to its source vertex
in oac(E;) € Vag,

o 7,1 E; — Tac(E;) mapping each edge in E; € Eaq to its source vertex
mn TAg(Ei) € VAg,

o ¢ : Vag — Voa a bijective mapping, mapping each vertex partition to
a unique vertex in the query graph QG,

e [ :Eaq — Egc a bijective mapping, mapping each edge partition to a
unique edge in the query graph QG.

5.2 Answer graph construction

Using the definition for an answer graph AG, let us formalize its construction.
As input we have data graph G, a conjunctive query ¢ and its corresponding
query graph QQG. We start off by initializing an answer graph AG as in
Def. 5.1. For each vgg € Ve we add an empty set vag = 0 to Vi and let
d(vag) = vog- For each ege € Ege we add an empty set eq¢ = () to E4¢ and
let Bleac) = eqa, oacleaa) = ¢ (s(eqa)), and Tag(eas) = ¢~ (t(eqa))-
Now, we have an empty answer graph, so let us fill it now.

For an edge e, € Ege we find all unique edges eq € Eg where (g(eq) €
ag. If both the source s, = s(e,) and target ¢, = t(e,) of e, are not yet
materialized, we do the following; for each unique edge e we add it source
o(eg) to the corresponding partition ¢~*(s,) if its not already present, and
analogously for its target 7(e,) and corresponding partition ¢~'(¢,). Then,
we add each edge eg to its corresponding edge partition 37! (e,) and add its
relation to its source and target respectively to o; and ;.

If either the source or target of ¢, is already materialized, i.e. was present
in an earlier materialized edge, we will only add unique edges that respec-
tively have a source or target that is materialized. Similarly, all new targets
or sources will be added to the corresponding partition and the each unique
edge is also added to its corresponding partition. If both the source and
target of e, are materialized, we will only add unique edges to its corre-
sponding edge partition 37'(e,) if its source and target are found in their
corresponding partitions ¢~(s,) and ¢~ (¢,).

After materializing all edges in the conjunctive query ¢ we have obtained
the complete answer graph. However, this answer graph is not necessarily
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ideal, hence, we must execute node burnbacks described as in Section 4.1.1.
In the next section we present a node burnback formally, but first, let us look
at the formal definition of the constructed answer graph in Example 4.1.

Example 5.1. After initialization of the answer graph for the conjunctive
query CQ in Example 3.2 we have the following answer graph:

o Vag ={V1,Va, V3, Vi} where Vi = Vo = V3 =V, = [);

o Eag ={F\, Es, E3} where By = Ey = E3 = ;

o oag =1{E1— V1, By = Vo, B3 = Va};

o Tag ={E1 Vo, By = V3, B3 = Vy};

* 01202203:{};

* 712722732{};

o ¢={Vi—=1lcg,Var 200, Vs 3cq, Vi — 4co};

o B=A{E1— log, Es— 2cq, Es — 3cq}-

Now ezecuting the full procedure will construct the following sets:
o Vi ={1,10}, Vo ={2,3,4,11}, V3 ={6,7}, and V, = {5};
« F1=1{1,2,3,16}, Ey ={6,7,8}, and E3 = {9,10,11};

e 0 ={1—1,2— 1,3+ 1,16 — 10}, 09 = {6 — 2,7 — 3,8 — 4},
and o3 = {9+ 3,10 — 2,11 — 2};

e 1 ={1—22—33—4,16— 11}, » ={6+— 5,7+ 5,8 — 5}, and
73={9— 7,10~ 6,11 +— T};

5.2.1 Node burnbacks

As mentioned in Section 4.1.1 some vertices may remain in AG that do not
occur in the embeddings of ¢q. Such vertices must be removed via a node
burnback, so let us define that formally. In order to do so, we must first
proof that for each vertex v, € V; for each V; € V¢ in an ideal answer graph
has at least one incoming/outgoing edge for each incoming/outgoing edge of
vertex ¢(V;) € Vg, i.e. its corresponding vertex in the query graph, with the
same label, i.e. is edge compliant. Using this property, we can select vertices
that should be removed from the answer graph. Hence, as a first answer to
1 we propose a first formal property used in answer graph construction:
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Definition 5.2 (Edge compliance). For a vertex v, € V; for each V; €
Vae there exists a verter v, € Vg for which ¢(V;) = v,. Then, for each
incoming edge €. € t~(v,) there exists an edge eipme € B~ (€ine) for which
7i(€iner) = vq. Similarly, for each outgoing edge ey € s~ (v,) there exists an
edge e € B eine) for which oi(eme) = vq. Then, v, is edge compliant,
otherwise it is not.

Now, the answer graph after construction as in Section 5.2 is not nec-
essarily ideal, i.e. minimal. Therefore, it may contain not edge compliant
vertices. If an edge e, € E¢q for which its source is already materialized, one
will only add unique edges with an already materialized source. Clearly, it
is possible that there exists a source that has no outgoing edge that matches
e, as seen in Fig. 4.1(b). From Def. 5.2 it is obvious that such a source is
not edge compliant anymore. This works analogously for a target vertex.

So, by removing all not edge compliant vertices and its adjacent edges
(otherwise edges without an endpoint would remain) reduces the size of the
answer graph, but does not make it ideal yet. By removing the adjacent
edges, it might be possible that another vertex becomes not edge compliant.
An example is the vertex with label Oscar Wilde after the removal of the not
edge compliant vertex with label Vera; or The Nihilists in Fig. 4.1(d).

Therefore, after removing a not edge compliant vertex v € V; with V; €
Vae we must check if all v’s neighbours in some V; € Vi where i # j and
for some Ej € Eu¢ we have either oag(Ey) = V; and m4q(Ey) = V;, or
oac(Er) = V; and Taq(Ex) = Vi, are still edge compliant. If a neighbour
v, only had one edge in some Ej and that edge is removed, clearly, v, is
not edge compliant anymore and should be removed as well. This is called
a cascading node burnback by Abul-Basher et al. [2] where the number of
cascades is limited by the number of query variables in q.

Example 5.2. Looking at the obtained answer graph in FEx. 5.1 there are two
nodes that are not edge compliant, namely 4 and 11 both in V,. As ¢p(Va) =
QCQ, 871(2062) = {20@,30@}, and 571(2062) = FE5 and 571(3062) = F3 we
will look for edges in o and Es that start from 4 or 11. Clearly, 4 or is only
a source for 8 € Ey and 11 is not a source. Hence, we delete both nodes and
all adjacent edges.

Now, as we remove edge 16 € Ey of which 11 is a target, we leave vertex
10 € V} without any edge in E,. Therefore, we delete that vertex as well, i.e.
a cascaded node burnback. Then, we are left with the ideal answer graph with
the following sets:

o Vi={1}, Vo ={2,3}, V3 ={6,7}, and V, = {5};
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o« F1=1{1,2}, B2 ={6,7}, and E3 = {9,10,11};

. 01:{1i—>1,2i—>1}, 02:{6,_>277,_>3}7 and03:{9'_>3710}_>
2,11I—>2};

° 71:{1H2,2H3}, 7'2:{6;_>577,_>5}’ (lnd7‘3:{9l—>7,10;—>
6,11 — 7};

Additionally, we have introduced the notion of intermediate node burn-
backs in Section 4.1.1. Such a node burnback is executed before all ex-
pressions are actually materialized in the answer graph. Therefore, a not
edge compliant vertex may certainly be valid during an intermediate node
burnback. In order to properly define this, we introduce intermediate edge
compliance below.

Definition 5.3 (Intermediate edge compliance). Let S C Egg be the set
of already materialized expressions in the answer graph. Then, for a vertex
vy € V; for each V; € Vag there exists a vertex v, € Ve for which ¢(V;) =
vg. Then, for each incoming edge ey. € t1(vy) NS there exists an edge
Cine' € B (€ine) for which T;(eime) = vq. Similarly, for each outgoing edge
Cout € 5 (vg)NS there exists an edge e € B (€ine) for which oi(eime) = vg.
Then, v, is intermediate edge compliant, otherwise it is not.

5.3 Embedding generation

In order to generate all valid embeddings from an answer graph, one does not
have to burn all not edge compliant vertices from the answer graph. However,
a vertex v € V that is not edge compliant cannot be part of any embedding
as at least one expression connected to v is not matched in GG. Therefore, we
can safely remove all not edge compliant vertices from an answer graph.

On the other hand, if we remove an edge compliant vertex and its adjacent
edges from an answer graph only containing edge compliant vertices, i.e.
remove a random vertex v € V; with V; € V¢ and all adjacent edges, at
least one valid embedding in [CQ]s cannot be generated anymore.

If v is in no valid embedding, it only has paths containing at least one not
edge compliant vertices (if this was not the case, the path is leads to a valid
embedding). As we know that V; is a set, V; does not contain another vertex
v’ for which v = v’. Hence, removing v from V; will remove all embeddings
for which ¢(V;) = v, is mapped to v, which is at least one embedding.

Removing any edge from an answer graph, directly leads to the removal of
one embedding, as two vertices that could reach each other, and would be in
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at least one embedding together, cannot reach eachother anymore, hence, be
together in an embedding. Therefore, an ideal answer graph is minimal, as
removal of a vertex or edge prevents the generation of at least one embedding.
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Chapter 6

Answer Graph Optimization

Now that we have fully formalized answer graphs, we will focus on opti-
mization of its construction. We start with optimization methods for answer
graphs in general, so it behaves well for any query. Then, we will shift our
focus to the best and worst query plans to investigate the behaviour of an-
swer graphs in optimal and suboptimal circumstances. Using the behaviour
found in optimal and suboptimal circumstances we will choose two cardinal-
ity estimation methods in order to estimate the best plan.

6.1 Construction optimization

The proposed construction process of an answer graph in Section 4.2 is very
similar to the Yannakakis algorithm [62] by traversing up the query plan
tree once, traverse down, and traverse up again to obtain all embeddings.
However, as noted in 4.1.1 answer graph construction is more flexible. Instead
of a full traversal up before one can traverse down, answer graph construction
allows to execute the pass down before the top of the query plan tree is
reached. Even more so, it allows for only one step down, and a full pass
down at the end as well. Therefore, the construction process of an answer
graph is more flexible.

On the other hand, more flexibility imposes more approaches, hence, no
single best plan. So, we must ask ourselves what approach of answer graph
construction is best in which case. Let us propose the three methods and
discuss their benefits and downsides separately. In Section 7.2.1 we will
investigate which of the three approaches is expected to work best.
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6.1.1 Single node burnbacks with cascade (SB)

In the running example starting at Fig. 4.1 we see how the full answer graph
is constructed after which we execute a single node burnback pass over each
query variable with cascading. This approach will reduce the number of
times we must test if a vertex is edge compliant, so for query plans where the
number of eventual burnbacks will be low this is most likely most efficient.
On the other hand, it may construct edges that will be burned anyway, which
is the main drawback of only burning the answer graph at the end.

6.1.2 Intermediate node burnback (IBC & IB)

In Section 4.1.1 we have introduced the notion of intermediate burnbacks.
Such a node burnback behaves exactly the same as a single node burnback,
only is executed on the already constructed query variable(s) in the answer
graph after the materialization of an expression using intermediate edge com-
pliance. If we would burn the last added query variable, we would not burn
anything, as only vertices that are reachable from vertices already in the an-
swer graph would be inserted for this query variable, hence, are intermediate
edge compliant.

The main benefit is the prevention of construction of edges that would
be removed anyway later on, as it was initially adjacent to a not interme-
diate edge compliant vertex. On the other hand, a drawback could be that
relatively few vertices are removed and that the number of executed tests
outweigh the benefit of preventing unnecessary construction. Now, we dis-
tinguish between two variants of an intermediate node burnback, namely
with cascading and without cascading.

Cascading (IBC)

This approach is exactly the same as the single node burnback procedure,
only using intermediate edge compliance instead of edge compliance. There-
fore, if a vertex is removed, we will check if all its adjacent neighbours remain
intermediate edge compliant and remove them when necessary. The bene-
fit is the direct reduction of memory use and maintaining a minimal state
throughout the construction process. However, cascading might trigger the
burnback procedure to walk through all query variables that are materialized
where this is not necessary.
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Without cascading (IB)

In contrast to intermediate burnbacks with cascading, now we only remove
vertices and their adjacent edges of the query variable that we are burning.
We do not consider neighbouring vertices, as that will result in more tests for
intermediate edge compliance. On the other hand, by removing a vertex a
neighbouring vertex could become not intermediate edge compliant anymore.
Leaving that vertex might lead to unnecessary edge additions. Hence, we
should execute such a burnback on the query variable that we will join the
next expression on. Then, only intermediate edge compliant vertices can be
extended which is optimal at that point in time.

However, we do not maintain a minimal state throughout the construction
process. If, for example, we burn some query variable ¢ and some vertices
V' matching a neighbouring query variable n become not intermediate edge
compliant. Then, some other query variable ¢’ # ¢ that is also a neighbour
of n may have vertices W connected to vertices in V. Therefore, vertices in
W may become not intermediate edge compliant if we removed V. However,
we do not remove V', so these vertices in W remain and may introduce new
edges that will be removed at the end.

6.2 Answer graph plan influence

Now that we have multiple methods to construct an answer graph, we will
look into the influence a answer graph plan can have on the actual construc-
tion of an answer graph. Similar to query plan influence on existing query
evaluation techniques, answer graphs can be different for the same query.
However, the ideal answer graph for an acyclic conjunctive query is unique.
So we want to know when and why an answer graph plan is beneficial in the
construction process of an answer graph.

Looking at the answer graph in Fig. 4.1(d) and the ideal answer graph
in Fig. 4.2 it is obvious that for query variable 7y and 7z no vertices are
removed. If we go back to data graph G in Fig. 3.1 we notice that only the
vertices present in the ideal answer graph in Fig. 4.2 for 7y and 7z are the
only valid matches in G. So what happens if we first materialize expression
writtenIn for example?

Then, it materializes the same edges for writtenIn and vertex for 7y,
but does materialize one vertex less for 7x, namely Vera; or The Nihilists.
Materializing hasGenre afterwards materializes the same edges and vertices
in the answer graph. However, for the last expression hasWritten we do not
materialize the vertex Oscar Wilde and its outgoing edge. Therefore, we
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construct less edges and vertices by just changing the order in the answer
graph plan. Most likely, this will lead to answer graph plans that are bad,
i.e. that construct loads of edges and vertices that will be burned, and good
answer graph plans, i.e. that prevent unnecessary construction by order.
Hence, we now have emphasised the importance of RQ5 and RQ6, but how
can we answer them?

If we translate traditional cardinality estimation towards answer graphs,
we would have to estimate some intermediate size that relates to the final
output. As for traditional cardinality estimation this is the number of in-
termediate output embeddings, we propose the intermediate answer graph
size as a possible metric. Additionally, the intermediate answer graph size
also captures any changes introduced by intermediate node burnbacks both
with and without cascading. For example, after an intermediate burnback
the size of the answer graph can be reduced. If we however estimate up front
that this reduction is negligible in comparison to the cost of executing the
burnback, we can choose a single node burnback up front. Vice versa, if the
reduction is huge, we prefer an intermediate node burnback plan.

However, the size of an answer graph can be measured using multiple
metrics, so what metric should we use? The first metric that we can use is
the total number of nodes in an intermediate answer graph. A node must
be edge compliant in an ideal answer graph. Hence, if we introduce many
nodes in an answer graph that will not be edge compliant at the end, we
must delete all not edge compliant nodes again. Additionally, such nodes
may introduce paths to other not edge compliant nodes and let the answer
graph unnecessarily grow more. With (intermediate) edge compliance we
have a clear property that we can use for estimation.

Additionally, we can maintain the maximum number of nodes that was
once present in an answer graph as, similarly to traditional cardinality es-
timation, we most likely want our intermediate results to be as small as
possible. Also, if it is possible to estimate the number of added nodes for
each step in the answer graph plan and also estimate the number of interme-
diate edge compliant nodes at a later point in the answer graph plan, we can
calculate the difference, i.e. estimate the number of node burnbacks during
a plan.

Secondly, we have the number of edges in an intermediate answer graph
as metric to estimate. Edges must be connected to edge compliant nodes
to remain in an ideal answer graph. Also, if we introduce more edges than
necessary, we may connect to a not edge compliant node with a high in- or
out-degree. This node may again introduce other edges will not remain in
the ideal answer graph. Therefore, it is of interest to keep the number of
edges in an intermediate answer graph minimal.
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Similar to the number of nodes in an intermediate answer graph, we
can maintain the maximum number of edges in an answer graph during its
construction. Also, we can estimate the number of edges that will be removed
by a node burnback procedure in a similar manner.

Another possible metric is the sum of the number of nodes and edges in
an intermediate answer graph. However, as we prefer our answer graph to
factorise the output embeddings as much as possible, we prefer many edges
for little nodes. So, the sum of the number of nodes and edges will most
likely be dominated by the number of edges. Therefore, we should correct
for this imbalance, which might proof to be difficult.

Now, in Section 2.1.1 we already touched upon cardinality estimation
to optimize query plans and specifically mentioned Characteristic Sets [44].
More precisely, Characteristic Sets have been proven to work well on star joins
and summarize the number of vertices with certain outgoing expressions in
a data graph. Using this summarization, it can quickly estimate the number
of output embeddings of a star join. Moreover, a Characteristic Set provides
summary statistics for outgoing or incoming expressions of all nodes in the
data graph. Hence, we can reason about the number of nodes that are edge
compliant for the outgoing or incoming expressions of a query variable and
the number of edges matching an expression connected to an edge compliant
node. Hence, we will introduce Characteristic Sets in the next section and
use them to estimate the number of nodes and edges in an answer graph
during construction.

6.2.1 Characteristic Sets

Characteristic Sets are invented by Neumann and Moerkotte and focuses
on cardinality estimation for RDF stores which “can be seen as a relational
database with a single table with three attributes" [44]. These attributes are
called subject, predicate, and object which translates to respectively source,
edge, and target in the setting of a data graph. The main benefit of Charac-
teristic Sets is the ability to capture correlations between outgoing predicates
up front, so selectivity estimation becomes more accurate.

Now, an RDF data set R is a list of tuples (s, p, 0) where s is the subject
(source), p is the predicate (expression), and o is the object (target). A
Characteristic Set for a subject s is the set of predicates p that reach some
object o in the RDF data set R, or more formally:

So(s) = {p | 3o (5,p,0) € R}
For a given RDF data set R the set of Characteristic Sets is just all distinct
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Characteristic Sets in R. Although, this latter set could be as large as |R|,
in practice it is much smaller which ensures that it is viable for cardinality
estimation. Now, we keep count of each Characteristic Set S = {p1,pa,...}
and occurrence count for each outgoing predicate p; € S (a single subject may
have multiple outgoing p;). Then, we are left with the number of vertices
with a certain set of outgoing predicates and the total number of occurrences
per predicate in this certain set. Additonally, we can maintain Characteristic
Sets for incoming predicates as well.

Consequently, Characteristic Sets are straightforward to apply to the set-
ting of answer graphs. A Characteristic Set provides a direct count of the
number of vertices that are edge compliant for the outgoing (or incoming)
expressions of a query variable. Using these counts, we can estimate the
number of vertices or edges that will be added to an answer graph, but also
the number of vertices or edges that will be removed eventually.

However, a Characteristic Set is focused on star joins, but not on a general
conjunctive query. Therefore, using Characteristic Sets for estimating the
total cardinality of a query one must decompose the query into star-shaped
subqueries and use the independence assumption between such subqueries.
Park et al. [50] have proven that Characteristic Sets do not lend themselves
for general queries over graph databases as they suffer from underestimation
due to the independence assumption.

Example 6.1. Let us exemplify the Characteristic Sets using data graph
G from Ezxample 3.1. So, we have Sc(G) all the Characteristic Sets of G,
count(S) = |{s € Vo | Sc(s) = S}|, and keep count of each predicate outgoing
of all s. For incoming edges we count o € Vg We calculate the count of
Characteristic Sets for both incoming (Table 6.2) and outgoing edges (Table
6.1).

If we look at vertex William Shakespeare, it has Sy, = {} and Spw =
{hasWritten, speaks, writesIn}. For Sy, we can now directly see that node
William Shakespeare is the only node that has this set of outgoing predicates.
Additonally, we can directly obtain the number of outgoing edges in the data-
graph per predicate.

6.2.2 Characteristic Sets for answer graphs

Now, originally Characteristic Sets are used for the estimation of number of
intermediate output embeddings of a query. We, on the other hand, will use
Characteristic Sets to estimate the intermediate size of the answer graph. In
order to do so, we will leverage the relation of Characteristic Sets towards
edge compliance. Let us illustrate the estimation of both the number of
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Sout = {P1,---,pi} | count(Sput) | count(py) | count(ps) | count(ps)

{} 5 - -
{hasGenre} 1
{hasWritten} 1
{hasGenre, writtenIn} 2
1
1

{playedIn,writtenin}
{hasWritten, speaks, writesIn}

LW W W = =
— =N
1

Table 6.1: Characteristic Sets with occurrence annotations for outgoing
expressions

Sin = {p1,--.,0i} ‘ count(Si,) ‘ count(py) ‘ count(ps) ‘ count(ps)
{}

{hasGenre}
{hasWritten}
{playedIn}
{speaks,writtenIn,writesIn}

— =N W
— W o
1
1

Table 6.2: Characteristic Sets with occurrence annotations for incoming
expressions

nodes and edges in an answer graph by example.

Example 6.2. Assume we have data graph G from Ezxample 3.1 and cal-
culated all occurrences for all incoming and outgoing predicates, respectively
shown in Table 6.2 and 6.1. For our first step in the answer graph plan we
will pick two expressions from an answer graph plan, so we have three situ-
ations for which we need two procedures to estimate the size of the answer
graph after materializing these two expressions. We will illustrate these two
procedures with subqueries of conjunctive query C'Q) from Example 3.2 and
show their query graphs in Fig. 6.1. Besides, we will maintain the number
of matches per query variable and expression present in the answer graph,
together with the number of burned nodes and edges.

hasGenre

@ writtenln 0 e @ hasWritten @ writtenIn @

(a) Subquery Q1 (b) Subquery Q2
Figure 6.1: Query graphs of subqueries of C'Q)

Let us start with subquery Q1 shown in Fig. 6.1(a). First, we will focus
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on the center query variable ?x which has S.(?x) = {hasGenre, writtenIn}.
We will sum all counts of ?x and its outgoing expressions for all Sy for which
Se(?z) € Sour. There is only such Sy, so we maintain the counts in Table 77.
Now, for query variable ?y we have S.(?y) = {writtenIn} we find all S;, for
which S.(?7y) C Sin and obtain f = < with the maintained count c,, of its in-
coming expression writtenin and chzn: 2 Se{Sin|Se(7y)CSin} COUNt(writtenin).
Then, we multiply the count for 2y by f, i.e. take into account the average
number of incoming edges for expression writtenIn. We repeat this step for
7y and round up, then we have our estimated size for the answer graph after
materializing subquery Q1. Note that this procedure is exactly the same for a
subquery Q1 where both expressions are reversed and we use Sy, for Sou and
vice versa.

Query variable/expression ‘ Nr. of matches ‘ Nr. of burns

7x 2 0
7y 1«2 =1 0
?7 2% 3] =2 0
hasGenre 3 0
writtenln 2 0

Table 6.3: Estimation subquery Q1

Now, let us continue with subquery Q2 shown in Fig. 6.1(b). Again, we
start with the center query variable ?x and obtain its occurrence count from
Table 6.2 and 6.1, which are resp. 4 and 2+1=3. We maintain the minimum
of both occurrence counts as that is the maximum amount of matching nodes.
For its incoming and outgoing expression, we obtain the count from their
occurrence counts and multiply the expression with the mazimum occurrence
count for 2w by the minimum count of ?w divided by the maximum count of
7w, and round up. At last, we obtain the counts for Tw and 7y in the same
manner as Ty in subquery Q1.

Query variable/expression ‘ Nr. of matches ‘ Nr. of burns

7w 2 2% 3] =2

X min(4,3) =3 0

Ty [1*3]=1 0
hasWritten [4 %1 =4 0
writtenIn 3 0

Table 6.4: Estimation subquery ()2

Clearly, we have not discussed the full process of estimation yet. If we
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extend subquery Q1 to CQ we need to add matches of hasWritten to the
answer graph. Therefore, we look for the occurrence count of hasWritten as
incoming expression, which is 4 and multiply it by the minimum of one and
factor f that is equal to the maintained occurence count of ?x, i.e. 2, and
the occurrence count from hasWritten as incoming expression, i.e. 4, again
rounding up. Then, 7w is obtained as 7y in subquery Q1.

Query variable/expression ‘ Nr. of matches ‘ Nr. of burns

w [2+3]=1 0
7x 2 0
7y [1x2]=1 0
77 [2 % %1 =2 0
hasGenre 3 0
writtenin 2 0
hasWritten [4%min(1,2)] =2 0

Table 6.5: Estimation query C'Q) before burning

At last, if we burn a query variable, we obtain the occurrence counts of
that query variable using its outgoing and incoming expressions. We take the
minimum of the two counts, ¢yin, and see if the current occurrence count of
that query variable is lower, we know there are not edge compliant nodes in
the answer graph. Hence, we add the difference to the number of burns and
set Cin as new count. Then, we make sure we adjust the number of adjacent
expressions in the same way. If we do a cascading burnback, we execute this
procedure for all adjacent query variables as well. Now, we have an estimate
of number of matches for each query variable and expression, so we sum them
and obtain the estimated size of the answer graph.

Looking at Example 6.2 we will most likely overestimate the number of
nodes and edges in an answer graph as we round up all factors that we use
during estimation. It is interesting to see how much this overestimation will
be and if the estimation will remain within justifiable error margins.

Additionally, we always assume that all our nodes in our data graph have
exactly the average number of incoming or outgoing edges for an expression
as prescribed by the occurrence annotations of Characteristic Sets. However,
this is not a realistic assumption, as the data most likely will not have this
structure and any decimal average implies fractional edges, which is not
possible in a data graph. Therefore, we introduce error into our estimation
by the use of Characteristic Sets.
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Chapter 7

Experiments

Now that we have defined answer graphs and methods of optimizing its con-
struction, let us validate our research questions (RQ2, RQ3, RQ4, RQ5, RQ6)
and intuition of optimization techniques. First, we describe our experimental
setup after which we continue to our results. The results are divided into the
three proposed answer graph optimizations. In Section 7.2.1 we will discuss
results relation to construction optimization, in Section 7.2.2 we discuss our
proposed cost metrics and estimator, and in Section 7.2.3 we look into the
factorization factor of an answer graph.

7.1 Experimental setup

The experimental setup is divided into our standalone implementation and
the datasets used. We ran all experiments on a machine with 2.9GHz Dual-
Core Intel Core i5 processors and 8GB of memory.

7.1.1 Standalone implementation

As there is no public available implementation of answer graphs and we
wanted to experiment with different algorithms for construction, we choose
to implement our own version in C++. Therefore, we can compare each
algorithm without any system overhead and have full flexibility for imple-
mentation.

The data is loaded into a graph where both its nodes and edges are stored
in a hash table. Additionally, both prefixes from IRIs and edge labels are
stored in a separate hash table to lower the memory consumption of the
graph and ensure it fits in memory. Each edge has a pointer to their edge
label and possible prefix and each node has a pointer to its possible prefix.
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Additionally, we maintain two dictionaries with all outgoing and incoming
edges of a node. Therefore, we have a constant average time for access,
search, insertion and deletion.

Secondly, an answer graph contains only pointers to nodes and edges in
the data graph as it can only consists of those nodes and edges. Additionally,
we limit our memory consumption so the answer graph can coexist in memory
with the data graph. We store key-value pairs of a query variable with a hash
table of matched nodes in a hash map. Similarly, we store key-value pairs of
an expression with a hash table of matched edges in a hash map. Again, the
basic operations on these data structures are in constant average time.

7.1.2 Datasets and queries

In order to test our implementation we will turn towards two benchmarks,
namely the Waterloo SPARQL Diversity Test Suite v0.6 (WatDiv) [28] and
LSQB [41]. WatDiv is focused on stress testing of RDF data management
systems using diverse queries. LSQB, on the other hand, focuses on read-
heavy workloads using global queries. Using two different benchmarks we will
attempt to understand how answer graphs behave on real-world workloads
and where their use is beneficial.

WatDiv provides a data and query template generator which allow for
scalable datasets parameterized by a scale factor iy, and many different
queries of a similar structure. As our implementation is implemented from
scratch and our focus is on answer graph construction in preferable situations,
we do not consider any constants generated by the data generator and replace
bounded endpoints with free variables which are added to the projection.
Therefore, all queries have more freedom and will output more embeddings
than their initial generated query. Additionally, from each template we only
observe one query as we do not allow for bounded endpoints. In Appendix
A.1 we list the used queries which are derived from the given query templates
from WatDiv.

Similar to WatDiv, LSQB leverages a data generator, although not its
own. It is based on the LDBC social network data generator [7] in order
to support scalability as well using a scale factor ¥;. In contrast to Wat-
Div, LSQB provides nine queries where some contain undirected edges (i.e.
introducing cycles), antijoins, and optional patterns. Again, as we do not
want to extend our research to such queries, we only select a few and most
are adapted towards our implementation. Again, the adaptations will give
a superset of the embeddings generated by the original query. In Appendix
A.2 we list the used queries which are derived from some of LSQB queries.
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7.2 Results

We divide our experiments into multiple parts. The first part is focused on
answer graph construction and its optimizations described in Section 6.1. We
start with a full exploration of answer graph construction behaviour based on
all connected answer graph plans of the queries listed in Table 7.1. With the
outcomes we will answer what answer graph construction method is superior
taking construction time into account (RQ4).

Then, we will dive into queries which show the largest deviations in the
total answer graph construction time, i.e. the total time needed for con-
struction and burning. Hence, we can analyze the process of answer graph
construction between different plans and see if intermediate answer graph size
plays a dominant role in the total answer graph construction time (RQ3).

The second part is focused on answer graph planning as described in
Section 6.2. Using the identified factors that play a dominant role in answer
graph construction, we will choose a suitable cost metric (RQ5). Then,
we will propose what method is able to estimate this cost metric genuinely
(RQ6). At last, we briefly discuss the factorization factor of answer graphs
and see if the shape of a conjunctive query influences this factorization factor.

Benchmark ‘ Queries !
WatDiv C3, F1, F2, F3, F4, F5, L2, S1, S2, 5S4, S6
LSQB Q1, Q4, Q6, Q7b, QTc

Table 7.1: Queries used per benchmark

7.2.1 Construction optimization

First of all, we will look how construction can be optimized by the placement
of node burnbacks throughout the construction process. We execute all con-
nected answer graph plans for all queries from Table 7.2 for both benchmarks.
Looking at Fig. 7.1 we see for both WatDiv and LSQB queries that in gen-
eral intermediate burnbacks do not slow down the query evaluation time
significantly.

For queries C3, F4 and S2 for WatDiv, and Q1 and Q4 for LSQB (marked
bold in Table 7.1 and 7.2) intermediate burnbacks outperform a single burn-
back at the end significantly if we take the average query evaluation time
into account, answering RQ4. Also, these queries have at least ten different

'Bold queries are used for more in-depth investigation
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answer graph plans which we can investigate. Therefore, we will analyze
these queries in more depth.

Total construction time (ms)

Total construction time (ms)

Query' || C3 |F1|F2|F3|F4|F5|L2|S1|8S2]|S4]S6
6

Nr.ofplans||120|56|6|4|66|4|4 6|24|6|

10°

10

10

Query ! || Q1 | Q4 | Q6 | Q7b | Q7c
Nr. of plans || 64 | 24 | 4 | 6 6

Table 7.2: Number of connect answer graph plans per query

Construction type
I SBC

)

F4 F5 L2 S1 S2 S6
Query name

(a) WatDiv by = 100

Construction type
I SBC
I BC
3 B
5

Q1 Q4 Q6 Q7b Q7c
Query name

(b) LSQB ¢ =1

Figure 7.1: Total construction time per query when enumerating all

M

connected query plans for three different construction processes

ore specifically, for each query that we will discuss in more detail we

select the two best and two worst answer graph plans based on the total
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construction time. We choose two answer graph plans for both sides in order
to remove the chance of picking an outlier due to influence of the cache. Such
plans may coincide, i.e. a best SBC plan may be the same as a best IBC plan.
As we want to find distinguishing factors between answer graph construction
plans, comparing the best and worst plans for each query should discriminate
such factors best.

The first factors that we will consider is the number of nodes and edges
burned for an answer graph plan. This is equivalent to the number of added
nodes and edges to the answer graph minus the number of nodes and edges
in the ideal answer graph. From Section 4.1.1 it is clear that nodes and edges
may be introduced in the answer graph which are not edge compliant anyway.
For that reason, we expect a lower total construction time for answer graph
plans that introduce less such nodes and edges as we must add and delete
each not edge compliant node and its adjacent edges during construction.

Looking at the number of nodes and edges burned versus the total con-
struction time in Fig. 7.2 we observe that indeed faster answer graph plans
burn less nodes and edges in general. Now, query F4 stands out as the fastest
query burns more nodes than the minimum number of nodes burned.

Now, another logical aspect that is interesting stems from cardinality
estimation, namely, estimating the intermediate result size and choose a plan
that minimizes this. Therefore, we obtain the number of nodes and edges in
the answer graph after each step in the query plan for each construction type.
As query plans with a single node burnback have less steps (no intermediate
burnback), we interpolate the number of nodes and edges at these steps.

In Fig. 7.3 we respectively see the number of nodes (bright) and edges
(pale) during each step of the answer graph construction. For all best plans,
the number of nodes and edges in the answer graph during construction is
minimized as much as possible. Additionally, as one can observe in 7.3(a)
for step 6, if a substantial amount of nodes must be added, it is best to
delay it as much as possible. Therefore, it is evident that faster answer
graph construction time implies a small size of the answer graph during
construction. Nonetheless, a small answer graph size does not necessarily
imply a fast answer graph construction time as we can see in Fig. 7.3(d),
where the worst plan for IB has a minimal number of nodes and edges from
step 3 onward.

7.2.2 Answer graph size estimation

From the results of previous section we know that the intermediate size of
an answer graph plays a crucial role in the construction time for an answer
graph plan. Therefore, our initial idea of focusing on the answer graph size
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instead of number of output embeddings is supported by our results.

In Section 6.2 we proposed to estimate the number of nodes and edges
in an answer graph during construction. Leveraging Characteristic Sets we
are able to obtain estimates of both the number of nodes and edges in an
intermediate answer graph. Additionally, we are able to adjust this estimate
after a node burnback, so this gives us the ability to estimate the number
of nodes and edges in an intermediate answer graph at any point in time
during answer graph construction. First, we estimate the maximum number
of nodes and edges in an answer graph during construction for the selected
two best and worst plans for each construction method. In Fig. 7.4 we see
the number of estimated nodes on the left axis and the estimated number
of edges on the right axis against the total construction time. It is evident
that for each query except Q1 the estimate for both maximum number of
nodes as edges clearly distinguishes a good plan from a bad plan. For query
Q1 we see a lower number of edges for bad plans. However, the estimated
maximum number of nodes still distinguishes good plans from bad plans.

7.2.3 Factorization factor

In Section 4.4 we briefly discussed how an answer graph factorises the repre-
sentation of embeddings. Moreover, we have indicated that an answer graph
can take up more space than the plain embeddings. Especially, edges are ex-
pected to provide more overhead, as they are only matched once for a single
predicate, whereas a node can be matched to the same query variable mul-
tiple times when it has multiple connected edges that match the predicate
connected to the query variable. Hence, for each query in Table 7.1 we have
calculated the number of nodes and edges in the ideal answer graph together
with the number of embeddings the ideal answer graph will output.

Now, in Fig. 7.5 we present the average number of embeddings per node
or edge versus the total number of nodes or edges in an answer graph where
the red dotted line marks a ratio of one. Clearly, for almost all queries the
answer graph will output more embeddings than nodes. However, this is
not the case for the number of edges, indicating that a possible overhead in
representation size is mostly due to the number of edges.

Additionally, we expect that queries with a structure that implies high
multiplicity for single nodes are well factorised by an answer graph. However,
in Fig. 7.5 we observe that the factorization factor for star and chain queries
are well above and below one. Therefore, we can now answer RQ2 as the
query structure does not imply good or bad factorization using an answer
graph.
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Chapter 8

Conclusion

All in all, we have researched answer graphs as technique to evaluate con-
junctive queries with unbounded query variables. After an informal intro-
duction to answer graphs, we derive a more formal notion which helped us
to optimize the construction process of answer graphs. With our proposal
of different construction methods, cost metric and estimator we have set the
first few steps towards optimal conjunctive query evaluation using answer
graphs. Now, let us discuss our results and provide multiple areas of interest
that remain open for future work.

8.1 Discussion

Now that we have laid out our results in Section 7.2, we will discuss their
implications and limitations. We start with some general limitations in our
work. Then, we discuss our results regarding construction optimization, con-
tinue towards answer graph estimation and end with a discussion about the
factorization factor of an answer graph.

First of all, we have chosen to implement our experiments using two
benchmarks, namely WatDiv and LSQB. In order to actually be able to
use those benchmarks for our experiments, we had to change their proposed
query templates or queries as our implementation is only limited to acyclic
conjunctive queries with directed edges and unbound query variables. There-
fore, we cannot compare our work directly with other research using both
benchmarks as the queries we used provide different output embeddings than
their original versions.

Nevertheless, we have ran our experiments on large datasets as WatDiv
with ¥y, = 100 has about 10M triples and LSQB with ¢, = 1 has 3.2M
nodes and 17.3M edges. Therefore, we have shown that answer graphs can
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handle large datasets well.

Additionally, we have implemented answer graphs in a bare-metal setting.
Therefore, it is not comparable with other database vendors as our imple-
mentation is fully optimized for answer graphs. Also, we did not consider
the time needed for outputting the final embeddings for a conjunctive query.
As an ideal answer graphs allows the user to stream out such embeddings,
an answer graph is at least memory efficient if used for settings where an
output stream is allowed or desired.

Still, the comparison between the construction methods is valid, as each
method is implemented using the same access, insertion and deletion meth-
ods. Therefore, the comparison between such methods will most likely trans-
late to other implementations as well keeping the construction processes the
same.

8.1.1 Construction optimization

Another limitation that our own implementation introduced is the influence
of cache on the construction time of an answer graph. It might be that
plans that were executed later on performed faster, as the cache was warmed
up. Additionally, all plans with a number of connected plans lower than ten
might be affected too much by the interference of cache optimization by the
operating system, so we leave them out of further analysis. However, for
our more in-depth analysis we only use queries with more than ten plans
and those plans are executed directly after each other, limiting variability
introduced by cache.

Another limitation of our work is the omission of constants, projections,
and antijoins in our work. Constants introduce a large selectivity in the
output results and may therefore influence the size of an answer graph dras-
tically. Also, the current work on answer graphs does not provide a method
to output projections efficiently (i.e. not outputting the full embedding and
showing the projected variables only) yet. Additionally, antijoins cannot be
represented by answer graphs currently, and the question remains if they can
be represented at all using answer graphs.

However, we do proof that answer graphs are also desired to be as small as
possible during construction. In Fig. 7.3 we see that for all queries except Q1
the worst plans construct a larger number of nodes and edges in the answer
graph. As we want to have the ideal answer graph at the end, we can see for
each query that the number of nodes converge to the same count, just as the
number of edges. Hence, the traditional view of cardinality estimation, i.e.
estimating the intermediate result size, also remains in the setting of answer
graphs.
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8.1.2 Answer graph size estimation

In order to estimate the intermediate size of an answer graph we turn our-
selves to Characteristic Sets. It is proven that Characteristic Sets work well
for star joins, but lack the capability of good estimates for other types of
queries [50]. As our own estimations do not estimate the number of nodes
correctly, our estimator is not a good choice if we want to estimate the actual
size.

However, our estimator does distinguish good from bad plans consider-
ing the maximum number of nodes of an answer graph during construction.
Therefore, more research is required to find the factor that we capture with
our estimator that distinguishes such plans. Then, we can optimize the es-
timator to give tighter estimates, for example by sampling using random
walks.

8.1.3 Factorization factor

At last, we briefly discuss the factorization factor of an answer graph. We
only do this informally and do not provide any method to decide if answer
graph construction is preferred over conjunctive query evaluation using joins.
This requires more research and is one of the most important topics for future
work as this can proof that answer graphs are useful in database systems.
Secondly, we only considered star and chain conjunctive queries. Other
shapes, such as snowflake and flower queries, are not considered and might
influence the factorization factor of answer graphs. Still, we can clearly see
that in Fig. 7.5 we definitely factorise the number of nodes and edges well.

8.2 Future work

Altogether, we have formalized answer graphs, provided three methods for
construction, and devised an estimator for answer graph plans based on
Characteristic Sets [44]. However, there is plenty of unexplored areas in
the landscape of answer graphs. Therefore, we pose multiple questions that
lay ground for possible further research.

So, we have seen how an answer graph can be leveraged for acyclic con-
junctive query evaluation and also what extra burnback procedure, an edge
burnback, must be executed in order to obtain a valid ideal answer graph for
cyclic conjunctive queries. Now, there is a trade-off to be made between the
execution of an edge burnback ensuring only valid output embeddings can
be generated, or testing all output embeddings if they are valid. Also, are
answer graphs useful if we use

56



Moreover, can we extend our estimator towards the setting of cyclic con-
junctive queries as well. Characteristic Sets do not capture any cyclic re-
lationships from a graph, so at first sight, this will not be the case. Then,
the question arises if there are other cardinality estimation methods that do
provide solid estimates for cyclic conjunctive queries.

Also, we only considered conjunctive query with unbounded query vari-
ables for answer graph construction. Clearly, this is only a subset of all
conjunctive queries, so extending our research towards conjunctive queries
with constants is of interest as well. Likewise, can we extend answer graphs
towards projections, antijoins and negations to provide a more general frame-
work for conjunctive query evaluation.

Furthermore, Amossen and Pagh [6] provided a method to handle joins
under projections that uses a similar structure as an answer graph to output
the projected embeddings using fast matrix multiplications. Utilizing their
approach, evaluating conjunctive queries with projections can be accelerated
as well.

Considering what semijoins were originally designed for, namely reducing
transfer costs by only sending projected join columns to different sites [12],
and their heavy use in answer graph construction, we might be able to natu-
rally distribute answer graph construction for distributed query processing.
It should be interesting to see if distributed answer graph construction is pos-
sible and if it outperforms current state-of-the-art frameworks for distributed
query evaluation such as DISE by Jabeen et al. [34].

Besides all practical future work described above, also a theoretical screen-
ing of answer graphs is preferable. We showed that an ideal answer graph can
factorise the output embeddings quite nicely, however, we have not provided
any theoretical bounds for their factorisation ability. Such theoretical bounds
may be related towards d- and f-representations introduced by Bakibayev et
al. [10] and Olteanu et al. [47] which are used for select-project-join queries
which is related to conjunctive queries. Additionally, proof that answer graph
construction is worst-case optimal would provide more theoretical incentive
to use answer graphs in practice.

All in all, answer graphs are still in their infancy and should be extended
towards a more general setting. Providing a formalization together with
different construction methods and an estimator to obtain good answer graph
plans, we manage to understand answer graphs better. If answer graphs are
the answer for evaluating conjunctive queries we do not know yet, but we
do know that answer graphs are flexible and provide some advantages over
normal query evaluation.
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Appendix A

Query rewrites

A.1 WatDiv queries

In this appendix we only show the adapted queries, all the original queries can
be found at https://dsg.uwaterloo.ca/watdiv/basic-testing.shtml. The
following prefixes are used throughout all queries for the WatDiv Benchmark:

PREFIX dc: <http://purl.org/dc/terms/>

PREFIX foaf: <http://xmlns.com/foaf/>

PREFIX gn: <http://www.geonames.org/ontology#>

PREFIX gr: <http://purl.org/goodrelations/>

PREFIX mo: <http://purl.org/ontology/mo/>

PREFIX og: <http://ogp.me/ns#>

PREFIX rdf: <http://www.w3.0rg/1999/02/22-rdf-syntax-ns#>
PREFIX sorg: <http://schema.org/>

PREFIX wsdbm: <http://db.uwaterloo.ca/~galuc/wsdbm/>

A.11 C3

SELECT ?v0 ?vl ?v2 ?v3 ?v4 ?v5
WHERE {
?7v0 wsdbm:likes ?v1 .
?7v0 wsdbm: friendOf ?v2 .
?7v0 dc:location ?v3 .
?v0 foaf:age ?v4 .
?7v0 wsdbm:gender ?v5 .
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Al1.2 F1

SELECT ?v0 ?vl1 ?v2 ?v3 ?v4 ?v5
WHERE {
?7v0 og:tag ?vl .
?7v0 rdf:type ?v2 .
?v3 sorg:trailer ?v4 .
?v3 wsdbm:hasGenre ?7v0 .
?v3 rdf:type ?v5 .

A.1.3 F2

SELECT ?v0 ?vl ?v2 ?v3
WHERE {
?7v0 foaf:homepage ?v1 .
?7v0 rdf:type ?v3 .
?7v0 wsdbm:hasGenre ?7v2 .

A.14 F3

SELECT ?v0O ?v2 ?v4 ?v5
WHERE {
?v0 wsdbm:hasGenre ?v2 .

?v4 wsdbm:makesPurchase ?v5 .

?v5 wsdbm:purchaseFor ?v0 .

A.l1.5 F4

SELECT ?v0O ?v1 ?v2 ?v3 ?v7 ?7v9
WHERE {

?7v0 foaf:homepage ?v1 .

?v2 gr:includes ?v0O .

?7v0 og:tag ?v3 .

?vl sorg:language ?v9 .

?v7 wsdbm:likes ?vO .
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A.1.6 F5

SELECT ?v0 ?vl ?v2 ?v6
WHERE {
?7v0 gr:includes ?v1 .
?v2 gr:offers ?v0O .
?vl rdf:type ?v6 .

A.l1.7 L2

SELECT ?v0O ?v1 ?7v2 ?v3

WHERE {
?7v0 gn:parentCountry ?vl .
?7v2 wsdbm:likes ?v3 .
?v2 sorg:nationality ?vl .

A.1.8 S1

SELECT ?v0O ?vl ?v2 ?v8
WHERE {
?7v0 gr:includes ?v1 .
?v2 gr:offers ?v0O .

?7v0 sorg:eligibleRegion ?v8 .

A.19 S2

SELECT ?v0 ?vl1 ?v2 ?v3 ?v4
WHERE {
?v0 dc:Location ?vl .
?v0 sorg:nationality ?v2 .
?7v0 wsdbm:gender ?v3 .
?7v0 rdf:type ?v4 .
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A.1.10 S4

SELECT ?v0 ?vl ?v2 ?v3
WHERE {
?7v0 foaf:age ?vl .
?v3 mo:artist ?v0O .
?7v0 sorg:nationality ?7v2 .

A.1.11 S6

SELECT ?v0 ?vl1 ?v2 ?v3
WHERE {
?v0 mo:conductor ?vl .
?7v0 rdf:type ?v2 .
?7v0 wsdbm:hasGenre ?v3 .

A.2 LSQB queries

In this appendix we only show the adapted queries, all the original queries
can be found at https://github.com/ldbc/lsqb/tree/main/sparql. For
LSQB we ignore the prefixes, as they did not contribute anything to the data.
Hence, they are also not present in the data graph. From some queries we
have deducted two or more variants enumerated with an alphabetic suffix.

A21 Q1

SELECT ?city ?country ?person ?forum ?post ?comment ?tag ?
tagClass
WHERE {
7city 1lp:City_isPartOf_Country ?country .
?person lp:Person_isLocatedIn_City ?city .
?forum lp:Forum_hasMember_Person ?person .
?forum lp:Forum_containerOf_Post ?post .
?7comment lp:Comment_replyOf_Post ?post .
?7comment 1lp:Comment_hasTag_Tag ?tag .
?tag p:Tag_hasType_TagClass ?tagClass .
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A22 Q4

SELECT ?message ?tag ?person ?liker ?reply
WHERE {
?message (lp:Comment_hasTag_Tag | lp:Post_hasTag_Tag) ?tag

?message (lp:Comment_hasCreator_Person | 1p:
Post_hasCreator_Person) ?person .

?liker (lp:Person_likes_Comment | 1lp:Person_likes_Post) ?
message .

?reply (lp:Comment_replyOf_Comment | 1p:
Comment_replyOf_Post) ?message .

A.2.3 Q6

SELECT 7?personl ?person2 ?person3 ?tag

WHERE {
?personl 1lp:Person_knows_Person ?person2 .
?person2 1lp:Person_knows_Person ?person3 .
?person3 lp:Person_hasInterest _Tag ?tag .

A.2.4 Q7b

SELECT ?message ?tag ?person ?liker
WHERE {
?message (lp:Comment_hasTag_Tag | lp:Post_hasTag_Tag) ?tag

?message (lp:Comment_hasCreator_Person | 1p:
Post_hasCreator_Person) ?person .

?liker (lp:Person_likes_Comment | 1lp:Person_likes_Post) ?
message .

A.2.5 QT7c

SELECT ?message ?tag ?person ?reply
WHERE {
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?message (lp:Comment_hasTag_Tag | lp:Post_hasTag_Tag) ?tag

?message (lp:Comment_hasCreator_Person | 1p:
Post_hasCreator_Person) ?person .

?reply (lp:Comment_replyOf_Comment | 1p:
Comment_replyOf_Post) ?message .
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