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Abstract Most information systems log events (e.g., transaction logs,
audit trails) to audit and monitor the processes they support. At the
same time, many of these processes have been explicitly modeled. For
example, SAP R/3 logs events in transaction logs and there are EPCs
(Event-driven Process Chains) describing the so-called reference models.
These reference models describe how the system should be used. The coexistence of event logs and process models raises an interesting question:
“Does the event log conform to the process model and vice versa?”. This
paper demonstrates that there is not a simple answer to this question. To
tackle the problem, we distinguish two dimensions of conformance: fitness
(the event log may be the result of the process modeled) and appropriateness (the model is a likely candidate from a structural and behavioral
point of view). Different metrics have been defined and a Conformance
Checker has been implemented within the ProM Framework.

1

Introduction

New legislation such as the Sarbanes-Oxley (SOX) Act [15] and increased emphasis on corporate governance and operational efficiency has triggered the need
for improved auditing systems. To audit an organization, business activities need
to be monitored. Buzzwords such as BAM (Business Activity Monitoring), BOM
(Business Operations Management), BPI (Business Process Intelligence) illustrate the interest of vendors to support the monitoring and analysis of business
activities. The close monitoring of processes can be seen as a second wave following the wave of business process modeling and simulation. In the first wave the
emphasis was on constructing process models and analyzing them. The many notations (e.g., Petri nets, UML activity diagrams, EPCs, IDEF, BPMN, and not
to mention the vendor or system specific notations) illustrate this. This creates
the interesting situation where processes are being monitored while at the same
time there are process models describing these processes. The focus of this paper
is on conformance, i.e., “Is there a good match between the recorded events and

the model?”. A term that could be used in this context is “business alignment”,
i.e., are the real process (reflected by the log) and the process model (e.g., used
to configure the system) aligned properly.
Most information systems, such as WFM, ERP, CRM, SCM, and B2B systems, provide some kind of event log (also referred to as transaction log or audit
trail) [5]. Typically such an event log registers the start and/or completion of
activities. Every event refers to a case (i.e., process instance) and an activity,
and, in most systems, also a timestamp, a performer, and some additional data.
In this paper, we only use the first two attributes of an event, i.e., the identity of
the case and the name of the activity. Meanwhile, any organization documents
its processes in some form. The reasons for making these process models are
manifold. Process models are used for communication, ISO 9000 certification,
system configuration, analysis, simulation, etc. A process model may be of a descriptive or of a prescriptive nature. Descriptive models try to capture existing
processes without being normative. Prescriptive models describe the way that
processes should be executed. In a Workflow Management (WFM) system prescriptive models are used to enforce a particular way of working using IT [2].
However, in most situations prescriptive models are not used directly by the information system. For example, the reference models in the context of SAP R/3
[12] and ARIS [16] describe the “preferred” way processes should be executed.
People actually using SAP R/3 may deviate from these reference models.
In this paper, we will use Petri nets [9] to model processes. Although the
metrics are based on the Petri net approach, the results of this paper in general
can be applied to any modeling language that can be equipped with executable
semantics. An event log is represented by a set of event sequences, also referred
to as traces. Each case in the log refers to one sequence. The most dominant
requirement for conformance is fitness. An event log and Petri net “fit” if the
Petri net can generate each trace in the log. In other words: the Petri net should
be able to “parse” every event sequence. We will show that it is possible to
quantify fitness, e.g., an event log and Petri net may have a fitness of 0.66.
Unfortunately, a good fitness does not imply conformance. As we will show, it
is easy to construct Petri nets that are able to parse any event log. Although
such Petri nets have a fitness of 1 they do not provide meaningful information.
Therefore, we introduce a second dimension: appropriateness. Appropriateness
tries to capture the idea of Occam’s razor, i.e., “one should not increase, beyond
what is necessary, the number of entities required to explain anything”. Clearly,
this dimension is not as easy to quantify as fitness. We will distinguish between
structural appropriateness (if a simple model can explain the log, why choose a
complicated one) and behavioral appropriateness (the model should not be too
generic). Using examples, we will show that both the structural and behavioral
aspects need to be considered to measure appropriateness adequately.
To actually measure conformance, we have developed a tool called Conformance Checker. It is part of the ProM framework 3 , which offers a wide range of
tools related to process mining, i.e., extracting information from event logs [5].
3

Both documentation and software can be downloaded from www.processmining.org.

2

This paper is organized as follows. Section 2 introduces a running example
that will be used to illustrate the concept of conformance. Section 3 discusses
the need for two dimensions. The fitness dimension is discussed in Section 4.
The appropriateness dimension is elaborated in Section 5. Section 6 shows how
these properties can be verified using the conformance checker in ProM. Finally,
some related work is discussed and the paper is concluded.

2

Running Example

The example model used throughout the paper concerns the processing of a
liability claim within an insurance company (cf. Figure 1(a)).
At first there are two tasks bearing the same label “Set Checkpoint”. This can
be thought of as an automatic backup action within the context of a transactional
system, i.e., activity A is carried out at the beginning to define a rollback point
enabling atomicity of the whole process, and at the end to ensure durability of
the results. Then the actual business process is started with the distinction of
low-value claims and high-value claims, which get registered differently (B or
C ). The policy of the client is checked anyway (D) but in the case of a highvalue claim, additionally, the consultation of an expert takes place (G), and then
the filed liability claim is being checked in more detail (H ). Finally, the claim is
completed according to the former choice between B and C (i.e., E or F ).
Figures 1(b)-(d) show three example logs for the process described in Figure 1(a) at an aggregate level. This means that process instances exhibiting the
same event sequence are combined as a logical log trace, memorizing the number
of instances to weigh the importance of that trace. That is possible since only the
control flow perspective is considered here. In a different setting like, e.g., mining
social networks [4], the resources performing an activity would distinguish those
instances from each other.

3

Two Dimensions of Conformance: Fitness and
Appropriateness

Measurement can be defined as a set of rules to assign values to a real-world
property, i.e., observations are mapped onto a numerical scale. In the context of
conformance testing this means to weigh the “distance” between the behavior
described by the process model and the behavior actually observed in the workflow log. If the distance is zero, i.e., the real business process exactly matches
the specified behavior, one can say that the log fits the model. With respect to
the example model M1 this applies for event log L1, since every log trace can be
associated with a valid path from Start to End. In contrast, event log L2 does
not match completely as the traces ACHDFA and ACDHFA lack the execution
of activity G, while event log L3 does not even contain one trace corresponding to the specified behavior. Somehow L3 seems to fit “worse” than L2, and
the degree of fitness should be determined according to this intuitive notion of
conformance, which might vary for different settings.

3

Figure 1. Example models and logs
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But there is another interesting — rather qualitative — dimension of conformance, which can be illustrated by relating the process models M2 and M3,
shown in Figure 1(e) and (f), to event log L2. Although the log fits both models
quantitatively, i.e., the event streams of the log and the model can be matched
perfectly, they do not seem to be appropriate in describing the insurance claim
administration.
The first one is much too generic as it covers a lot of extra behavior, allowing
for arbitrary sequences containing the activities A, B, C, D, E, F, G, or H, while
the latter does not allow for more sequences than those having been observed
but only lists the possible behavior instead of expressing it in a meaningful way.
Therefore, it does not offer a better understanding than can be obtained by just
looking at the aggregated log. We claim that a “good” process model should
somehow be minimal in structure to clearly reflect the described behavior, in
the following referred to as structural appropriateness, and minimal in behavior
to represent as closely as possible what actually takes place, which will be called
behavioral appropriateness.
Apparently, conformance testing demands for two different types of metrics,
which are:
– Fitness, i.e., the extent to which the log traces can be associated with execution paths specified by the process model, and
– Appropriateness, i.e., the degree of accuracy in which the process model
describes the observed behavior, combined with the degree of clarity in which
it is represented.

4

Measuring Fitness

Different ways are conceivable to measure the fit between event logs and process
models. A rather naive approach would be to generate all execution sequences
allowed by the model and then compare them to the log traces using string
distance metrics. Unfortunately the number of firing sequences increases very
fast if a model contains parallelism and might even be infinite if we allow for
loops. Therefore, this is of limited applicability.
Another possibility is to replay the log in the model and somehow measure
the mismatch, which subsequently is described in more detail. The replay of
every logical log trace starts with marking the initial place in the model and
then the transitions that belong to the logged events in the trace are fired one
after another. While doing so we count the number of tokens that had to be
created artificially (i.e., the transition belonging to the logged event was not
enabled and therefore could not be successfully executed ) and the number of
tokens that had been left in the model, which indicates the process not having
properly completed.
Let k be the number of different traces from the aggregated log, n the number
of process instances combined as one of these traces, m the number of missing
tokens, r the number of remaining tokens, c the number of consumed tokens,
and p the number of produced tokens during log replay, then the token-based
fitness metrics f is formalized as follows.
5
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Note that, for all i, mi ≤ ci and ri ≤ pi , and therefore 0 ≤ f ≤ 1. Using
the metrics f we can now calculate the fitness between the event logs L1, L2,
L3, and the process description M1, respectively. The first event log L1 shows
three different log traces that all correspond to possible firing sequences of the
Petri net with one initial token in the Start place. Thus, there are neither tokens
left nor missing in the model during log replay and the fitness measurement
yields f (M 1, L1) = 1. Replaying the event log L2 fails for the last two traces
ACHDFA and ACDHFA, since the model requires activity G being performed
before activating task H. Therefore, in both cases one token remains in place
c6, and one token needs to be created artificially in place c7 for firing transition
H (i.e., m1 = r1 = m2 = r2 = m3 = r3 = 0, and m4 = r4 = m5 = r5 = 1).
Counting the tokens being produced and consumed in the Petri net model (i.e.,
c1 = p1 = 7, and c2 = c3 = p2 = p3 = 9, and c4 = c5 = p4 = p5 = 8), and
with the number of process instances per trace, given in Figure 1(c), the fitness
can be measured as f (M 1, L2) ≈ 0.995. For the last event log L3 the fitness
measurement yields f (M 1, L3) ≈ 0.540.
Besides measuring the degree of fitness pinpointing the site of mismatch is
crucial for giving useful feedback to the analyst. In fact, the place of missing
and remaining tokens during log replay can provide insight into problems, such
as Figure 1(j) visualizes some diagnostic information obtained for event log L2.
Because of the remaining tokens (whose amount is indicated by a + sign) in place
c6 transition G has stayed enabled, and as there were tokens missing (indicated
by a − sign) in place c7 transition H has failed seamless execution.
Note that this replay is carried out in a non-blocking way and from a logbased perspective, i.e., for each log event in the trace the corresponding transition
is fired, regardless whether the path of the model is followed or not. This leads
to the fact that — in contrast to directly comparing the event streams of models
and logs — a concatenation of missing log events is punished by the fitness
metrics f just as much as a single one, since it could always be interpreted as a
missing link in the model.
As a prerequisite of conformance analysis model tasks must be associated
with the logged events, which may result in duplicate tasks, i.e., multiple tasks
that are mapped onto the same kind of log event, and invisible tasks, i.e., tasks
that have no corresponding log event. Duplicate tasks cause no problems during
log replay as long as they are not enabled at the same time and can be seamlessly
executed, but otherwise one must enable and/or fire the right task for progressing
properly. Invisible tasks are considered to be lazy, i.e., they are only fired if they
can enable the transition in question. In both cases it is necessary to partially
explore the state space of the model but a detailed description is beyond the
scope of this paper.
6
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Measuring Appropriateness

Generally spoken, determining the degree of appropriateness of a workflow process model strongly depends on subjective perception, and is highly correlated
to the specific purpose. There are aspects like the proper semantic level of abstraction, i.e., the granularity of the described workflow actions, which can only
be found by an experienced human designer. The notion of appropriateness addressed by this paper rather relates to the control flow perspective and therefore
is approachable to measurement but there still remains a subjective element.
The overall aim is to have the model clearly reflect the behavior observed in
the log, whereas the degree of appropriateness is determined by both structural
properties of the model and the behavior described by it. Figure 1(g) shows M4,
which is a good model for the event log L2 as it exactly generates the observed
sequences in a structurally suitable way.
In the remainder of this section, both the structural and the behavioral part
of appropriateness are considered in more detail.
5.1

Structural Appropriateness

The desire to model a business process in a compact and meaningful way is
difficult to capture by measurement. As a first indicator we will define a simple metrics that solely evaluates the size of the graph and subsequently some
constructs that may inflate the structure of a process model are considered.
Given the fact that a business process model is expected to have a dedicated
Start and End place, the graph must contain at least one node for every task
label, plus two places (the start and end place). Let T be the number of different task labels, and n the number of nodes (i.e., places and transitions) in the
Petri net model, then the structural appropriateness metrics aS is formalized as
follows.
T +2
(2)
n
Calculating the structural appropriateness for the model M3 yields aS (M 3) ≈
0.170, which is a very bad value caused by the many duplicate tasks. For the good
model M4 the metrics yields aS (M 4) = 0.5. With aS (M 5) ≈ 0.435 a slightly
worse value is calculated for the behaviorally (trace) equivalent model M5 in
Figure 1(h), which is now used to consider some constructs that may decrease
the structural appropriateness aS .
(a) Duplicate tasks. Duplicate tasks that are used to list alternative execution sequences tend to produce models like the extreme M3. M5 (a) indicates an
example situation in which a duplicate task is used to express that after performing activity C either the sequence GH or H alone can be executed. M4 (b)
describes the same process with the help of an invisible task, which is only used
for routing purposes and therefore not visible in the log. One could argue that
this model supports a more suitable perception namely activity G is not obliged
to execute but can be skipped, but it somehow remains a matter of taste. However, excessive usage of duplicate tasks for listing alternative paths reduces the
aS =
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appropriateness of a model in preventing desired abstraction. In addition, there
are also duplicate tasks that are necessary to, e.g., specify a certain activity
taking place exactly at the beginning and at the end of the process like task A
in M4 (a).
(b) Invisible tasks. Besides the invisible tasks used for routing purposes like,
e.g., shown in M4 (b), there are also invisible tasks that only delay visible tasks,
such as the one depicted in M5 (b). If they do not serve any model-related purpose
they can simply be removed, thus making the model more concise.
(c) Implicit places. Implicit places are places that can be removed without
changing the behavior of the model. An example for an implicit place is given
in M5 (c). Again, one could argue that they should be removed as they do not
contribute anything, but sometimes it can be useful to insert such an implicit
place to, e.g., show document flows. Note that the place c5 is not implicit as it
influences the choice made later on between E and F. Both c5 and c10 are silent
places, with a silent place being a place whose directly preceding transitions are
never directly followed by one of their directly succeeding transitions (i.e., the
model is unable to produce an event sequence containing BE or AA). Mining
techniques by definition are unable to detect implicit places, and have problems
detecting silent places.
5.2

Behavioral Appropriateness

Besides the structural properties that can be evaluated on the model itself appropriateness can also be examined with respect to the behavior recorded in
the log. Assuming that the log fits the model, i.e., the model allows for all the
execution sequences present in the log, there remain those that would fit the
model but have not been observed. Assuming further that the log satisfies some
notion of completeness, i.e., the behavior observed corresponds to the behavior
that should be described by the model, it is desirable to represent it as precisely
as possible. When the model gets too general and allows for more behavior than
necessary (like in the “flower” model M2 ) it becomes less informative in actually
describing the process.
One approach to measure the amount of possible behavior is to determine
the mean number of enabled transitions during log replay. This corresponds to
the idea that for models clearly reflecting their behavior, i.e., complying with
the structural properties mentioned, an increase of alternatives or parallelism
and therefore an increase of potential behavior will result in a higher number of
enabled transitions during log replay.
Let k be the number of different traces from the aggregated log, n the number
of process instances combined as one of these traces, m the number of labeled
tasks (i.e., does not include invisible tasks, and assuming m > 1) in the Petri net
model, and x the mean number of enabled transitions during log replay (note
that invisible tasks may enable succeeding labeled tasks but they are not counted
themselves), then the behavioral appropriateness metrics aB is formalized as
follows.
8
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(3)

Calculating the behavioral appropriateness with respect to event log L2 for
the model M2 yields aB (M 2, L2) = 0, which indicates the arbitrary behavior
described by it. For M4, which exactly allows for the behavior observed in the
log, the metrics yields aB (M 4, L2) ≈ 0.967. As an example it can be compared
with the model M6 in Figure 1(i), which additionally allows for arbitrary loops of
activity G and therefore exhibits more potential behavior. This is also reflected
by the behavioral appropriateness measure as it yields a slightly smaller value
than for the model M4, namely aB (M 6, L2) ≈ 0.964.
5.3

Balancing Fitness and Appropriateness

Having defined the three metrics f , aS , and aB , the question is now how to put
them together. This is not an easy task since they are partly correlated with each
other. So the structure of a process model may influence the fitness metrics f as,
e.g., due to inserting redundant invisible tasks the value of f increases because
of the more tokens being produced and consumed while having the same amount
of missing and remaining ones. But unlike aS and aB the metrics f defines an
optimal value 1.0, for a log that can be parsed by the model without any error.
Therefore we suggest a conformance testing approach carried out in two
phases. During the first phase the fitness of the log and the model is ensured,
which means that discrepancies are analyzed and potential corrective actions are
undertaken. If there still remain some tolerable deviations, the log or the model
should be manually adapted to comply with the ideal or intended behavior, in
order to go on with the so-called appropriateness analysis. Within this second
phase the degree of suitability of the respective model in representing the process
recorded in the log is determined.
Table 1. Diagnostic results.
M1
f = 1.0
L1 aS = 0.5263
aB = 0.9740
f = 0.9952
L2 aS = 0.5263
aB = 0.9705
f = 0.5397
L3 aS = 0.5263
aB = 0.8909

M2
f = 1.0
aS = 0.7692
aB = 0.0
f = 1.0
aS = 0.7692
aB = 0.0
f = 1.0
aS = 0.7692
aB = 0.0

M3
f = 1.0
aS = 0.1695
aB = 0.9739
f = 1.0
aS = 0.1695
aB = 0.9745
f = 0.4947
aS = 0.1695
aB = 0.8798

M4
f = 1.0
aS = 0.5
aB = 0.9718
f = 1.0
aS = 0.5
aB = 0.9669
f = 0.6003
aS = 0.5
aB = 0.8904

M5
f = 1.0
aS = 0.4348
aB = 0.9749
f = 1.0
aS = 0.4348
aB = 0.9706
f = 0.6119
aS = 0.4348
aB = 0.9026

M6
f = 1.0
aS = 0.5556
aB = 0.9703
f = 1.0
aS = 0.5556
aB = 0.9637
f = 0.5830
aS = 0.5556
aB = 0.8894

Regarding the example logs given in Figure 1(b)-(d) this means that we only
evaluate the appropriateness measures of those models having a fitness value f =
1.0 (cf. Table 1) and therefore completely discard event log L3, which only fits the
trivial model M2, and the model M1 for event log L2. For event log L1 and L2
9

we now want to find the most adequate process model among the remaining ones,
respectively. Given the fact that neither the structural appropriateness metrics
aS nor the behavioral appropriateness metrics aB defines an optimal point (note
that for the process model M2 the aS value is very high while the aB value is
very low and vice versa for the other extreme model M3 ) they both must be
understood as an indicator to be maximized without decreasing the other. A
possible outcome of such a qualitative analysis could be that M1 is selected for
L1 while M4 is selected for L2. More test cases are needed to properly balance
the three metrics.

6

Adding Conformance to the ProM Framework

The main concepts discussed in this paper have been implemented in a plug-in
for the ProM Framework. The conformance checker replays an event log within
a Petri net model in a non-blocking way while gathering diagnostic information
that can be accessed afterwards. It calculates the token-based fitness metrics f ,
taking into account the number of process instances represented by each logical
log trace, the structural appropriateness aS , and the behavioral appropriateness
aB . Furthermore, the diagnostic results can be visualized from both a log-based
and model-based perspective.

Figure 2. Screenshot of the conformance analysis plug-in

During log replay the plug-in takes care of invisible tasks that might enable
the transition to be replayed next, and it is able to deal with duplicate tasks.
The lower part of Figure 2 shows the result screen of analyzing the conformance
of event log L2 and process model M1. As discussed before, for replaying L2 the
model lacks the possibility to skip activity G, which also becomes clear in the
visualization of the model augmented with diagnostic information. In the other
window the process specification M4 is measured to fit with event log L1.
10
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Related Work

The work reported in this paper is closely related to earlier work on process
mining, i.e., discovering a process model based on some event log. For more
information we refer to a special issue of Computers in Industry on process
mining [6] and a survey paper [5]. Given the scope of this paper, we are unable
to provide a complete listing of the many papers published in recent years.
The work of Cook et al. [8,7] is closely related to this paper. In [8] the concept
of process validation is introduced. It assumes an event stream coming from the
model and an event stream coming from real-life observations, both streams
are compared. Here the time-complexity is problematic as the state-space of
the model needs to be explored. In [7] the results are extended to include time
aspects. The notion of conformance has also been discussed in the context of
security [3], business alignment [1], and genetic mining [13]. However, in each of
the papers mentioned only fitness is considered and appropriateness is mostly
ignored. In [10] the process mining problem is faced with the aim of deriving a
model which is as compliant as possible with the log data, accounting for fitness
(called completeness) and also behavioral appropriateness (called soundness).
Process mining and conformance testing can be seen in the broader context of Business (Process) Intelligence (BPI) and Business Activity Monitoring
(BAM). Tools such as described in [11,14], however, often focus on performance
measurements rather than monitoring (un)desirable behavior.
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Conclusion

Given the presence of both process models and event logs in most organizations
of some complexity, it is interesting to investigate the notion of conformance as
it has been defined in this paper. Conformance is an important notion in the
context of business alignment, auditing (cf. Sarbanes-Oxley (SOX) Act [15]),
and business process improvement. Therefore, the question “Does the event log
conform to the process model and vice versa?” is highly relevant.
We have shown that conformance has two dimensions: fitness and appropriateness. Fitness can be captured in one metrics (f ). For measuring appropriateness we introduced two metrics: structural appropriateness aS and behavioral
appropriateness aB . Together these three metrics allow for the quantification of
conformance. The metrics defined in this paper are supported by the Conformance Checker, a tool which has been implemented within the ProM Framework.
An interesting direction for future research is to exploit log data on a more
fine-grained level (e.g., stating the start and end of activities) and to include
other perspectives such as time, data, and resources. For example, in some application the timing of an event is as important as its occurrence.
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Abstract. Understanding a process is a basic requirement for improving or reengineering it. Process mining provides methods and techniques
for capturing the process behaviour from history data of past executions.
Promising control flow mining approaches have been already published.
However, organisational aspects have been neglected so far. Especially
the link between the process and the organisational structures is less understood. Since most companies have an organisational model it can be
used in combination with the audit trail data in order to derive meaningful staff assignment rules enabling a better understanding of the underlying process. Furthermore, knowledge about staff assignments can
be used as input for further analysis (e.g. workload balance of actors or
delta-analysis). In this paper, we introduce the problem of mining staff
assignment rules and show that it can be interpreted as an inductive
learning problem, particularly using a decision tree learning approach.

1

Introduction

While great effort has been spent on researching the control flow aspect of business processes, organisational aspects of processes are often neglected. In particular, the link between the process and the organisational elements is less well
understood [1]. A recent study on common mistakes in workflow projects pointed
out that employing poor strategies for assigning work items to agents is one of
the main problems [2]. The common approach is to send a high number of work
items to a shared queue that a high number of agents access. This, in turn,
makes it difficult for agents to decide which work items belong to their field of
responsibility. This approach also contradicts to one of the basic ideas of Workflow Management Systems (WfMS), namely to send the right work items to
the right agents at the right point in time. Longer execution durations but also
unpropitious workload balance are possible consequences of a poor work assignment strategy. Staff assignment rules directly reflect the strategy for assigning
work items to agents. Therefore they are considered to be an essential part of
performant WfMSs.
Workflow Management Systems but also other process-oriented systems log
events which occur while a process (a case) is executed. The log data, also
called audit trail, typically contain information about the start and the end of

an activity but also the agent who performed the activity. Process mining [3, 4]
provides methods and techniques to capture the process from this event-based
log data, also called audit trail. In particular, a structured process description
can be derived using process mining techniques [3]. While promising approaches
for mining the control flow of a process have been published, less work has been
done on mining the organisational aspects of processes. This might be due to
the fact that the information provided by audit trails is typically very limited.
Deriving an organisational model from audit trail data seems quite unrealistic.
However, in most cases organisational models are already available. Therefore by
combining the information provided by the organisational model with the audit
trail data meaningful staff assignment rules can be derived.
In this paper, we introduce the problem of mining staff assignment rules
from event-based data using an organisational model. We denote this as staff
assignment mining. Staff assignment rules define, to a certain extent, the profile
of agents capable of or eligible for performing an activity. For example, for performing the activity “create bills” agents have to posess the role “book-keeper”
and additionally need to have “computer skills”. Properties not referred to in
the staff assignment rule have don’t-care semantics. An agent might have those
properties or not.
As with process mining the goal of staff assignment mining is to reveal the
actual process behaviour. The derived staff assignment rules reveal the actual
profile of agents performing the activity and thus enabling further analysis, particularly delta-analysis (cf. Fig. 1). If an a priori staff assignment rule of the
example activity α (SAR(α)) in Fig. 1 is, for instance, more general than the
rule derived, this indicates that only a subset of the agents identified by the
original rule really performed instances of α. Besides a better understanding of
the process behaviour knowing the actual state of staff assignment also allows
for incrementally defining staff assignment rules. The objective of our work is to

α

. . .

. . .

Audit Trail
a priori SAR(α)
agents covered

Staff Assignment Mining

performers of

α

agent covered

SAR(α)

Fig. 1. Using Staff Assignment Mining For Delta-Analysis

derive staff assignment rules for an activity such that:
– the rules are consistent to the audit trail data
– the rules identify the set of agents performing the activity which reveals the
actual situation
– the rules are kept general so that they cover the essential profile of agents
performing the activity

Table 1. Audit trail information for the example activity α

Case
Case
Case
Case
Case
Case
Case
Case
Case
...

1
1
2
2
3
3
4
4

Event

Agent

α started
α completed
α started
α completed
α started
α completed
α started
α completed
...

a4
a4
a5
a5
a7
a7
a12
a12
...

Besides information necessary for control flow mining, e.g. a case identifier or
an event identifier, audit trail entries often contain the identifier of the agent
responsible for the event as well. Thus, for instances of an activity a list of all
performers recorded in the audit trail can be provided. Table 1 shows an example
audit trail for our example activity α. Abstracting from concrete events we will
refer to a performer of an activity as an agent who started and completed an
instance of the activity. Using the organisational model for each agent properties
indicating which organisational positions, roles etc. he possesses can be determined. By using this information for separating the performers of the activity
from the non-performers1 meaningful staff assignment rules can be derived. If
we for instance find out that all performers of the example activity α, e.g. a4,
a5 etc., have the role “book-keeper” while all non-performers do not, it is likely
that the role “book-keeper” is a key property for performing α. Thus the staff
assignment rule for α could demand that all agents need to possess the role
“book-keeper”.
This paper is organised as follows. After introducing related work in Sect. 2
we will refer to the problem of learning staff assignment rules. For this purpose an
organisational meta-model and an appropriate representation of staff assignment
rules are introduced in Sect. 3. Then, the problem of learning staff assignment
rules is adressed in Sect. 4. Finally, Sect. 5 concludes the paper.
1

Agents who did not perform the activity

2

Related Work

Many papers on process mining have been published, in particular on control
flow mining. Only few papers consider organisational aspects. For a survey on
existing process mining approaches the reader is referred to [4].
Approaches integrating organisational aspects can be divided into two categories. The first category concentrates on relations between agents involved in
the processes [5, 6]. The second category focuses on the link between a process
and the organisation.
In [5, 6] van der Aalst and Song introduce an approach for mining social
networks from event-based data. The authors define four categories of metrics
expressing potential relationships between agents (e.g., metrics based on joint
activities). Using these metrics sociograms are derived which can be further
used for social network analysis. This work can be considered as an important
contribution to enterprise social networks analysis. The authors also mentioned
the possibility of “guessing” organisational structures, in particular guessing
roles of agents. Agents performing the same activities are assigned the same
roles. However, [5, 6] does not consider the use of organisational models in this
context. In addition, it seems that this was just a suggestion since no further
work on this aspect has been published.

3

The Organisational Meta-model

Our organisational meta-model is kept simple but yet powerful (cf. Fig. 2). Since
the organisational structures used by our meta-model are the common basis of
many other organisational meta-models, the approach presented here can also
be directly applied to these models. Furthermore, in case the organisational
model is not readily available, the basic information necessary to create such an
organisational model can be acquired more easily.

specializes
(0, n)

(0, 1)

Role

(0, n)

has
(0, n)

describes

(0, n)

is subordinated

(0, n)

(0, n)

Ability

(0, 1)
(0, n)

Org. Unit

(0, n)

has

(1, 1)

Org. Position

(0, n)

has

(0, n)

Agent

Fig. 2. The organisational meta-model used

(0, n)

has

Table 2. Example of an organisational model. The first part lists agents and respective
organisational entity, position and roles (MTA stands for medical-technical assistant).
The second part lists agents and respective abilities. Abilities directly assigned to the
agent are marked with an asterisk
Agent Org. unit

Org. position

Roles

A1
A2
A3
A4
A5
A6
A7
A8
A9
A10
A11
A12

1st Doctor
2nd Doctor
3rd Doctor
1st Nurse
2nd Nurse
3rd Nurse
4th Nurse
1st MTA
2nd MTA
3rd MTA
1st Secretary
2nd. Secretary

Doctor
Doctor
Doctor
Nurse, Receptionist, Book-keeper
Nurse, Receptionist, Book-keeper
Nurse, Receptionist, Book-keeper
Nurse, Receptionist, Book-keeper
MTA
MTA
MTA
Secretary, Receptionist, Book-keeper
Secretary, Receptionist, Book-keeper

Clinical
Clinical
Clinical
Clinical
Clinical
Clinical
Clinical
Clinical
Clinical
Clinical
Clinical
Clinical

Centre
Centre
Centre
Centre
Centre
Centre
Centre
Centre
Centre
Centre
Centre
Centre

Agent Abilities
A1
A2
A3
A4
A5
A6
A7
A8
A9
A10
A11
A12

Computer
Computer
Computer
Computer
Computer
Computer
Computer
English*
English*

skills*, Take blood sample, Issue prescription, English*
skills*, Take blood sample, Issue prescription
skills*, Take blood sample, Issue prescription, English*
skills, Take blood sample, English*, French*
skills, Take blood sample, English*
skills, Take blood sample
skills, Take blood sample, French*

Computer skills, French*
Computer skills, English*

The meta-model uses the following organisational structures: agents, organisational units, roles, abilities, and organisational positions. Since the latter one is
considered to be assigned to only one agent (except for time-sharing aspects) we
neither consider agent objects nor organisational positions when deriving rules,
since those rules would not represent a general profile. Abilities can be assigned
to agents directly or indirectly via roles. Being assigned a certain role an agent
also has all abilities, i.e. capabilities and privileges, associated with that role. For
example, the role “receptionist” has the ability “computer skills”. Organisational
positions (e.g. “1st book-keeper”, can be interpreted as an instantiation of a set
of roles. Due to space limitations we cannot go into detail on the meta-model.
For further information the reader is referred to [12]. The model used here is

a simplification of the model developed there. Table 2 shows an example of an
organisation model based on this meta-model.
Based on the organisational meta-model, staff assignment rules (SAR) can
refer to organisational entities in a manner similar to disjunctive normal forms
(DNF) in order to define the profile of performers. A SAR of the example activity
α (SAR(α)) is given below, where a certain role (ability) is specified by R (A).
This rule would identify the agents a4, a5, a7, a11 and a12 from Tab. 2.
SAR(α):
(R = ’receptionist’ AND A = ’english’)
OR
(R = ’receptionist’ AND A = ’french’)

Note that it is also possible to use negative qualifications by using NOT,
in the sense of demanding that an agent must not have certain properties. If
an agent is not related to an organisational entity, then he is assigned to have
negative qualifications concerning these entities. Though organisational entities
may have many attributes we abstract from attributes other than the name of
the entity. Rules in the form described above can be used in order to define
the appropriate performers of a workflow activity but also in order to define
access rules or constraints for any kind of information system and objects (e.g.,
to control the access to electronic documents).

4

Learning Staff Assignment Rules

In this section we present our approach for deriving meaningful staff assignment
rules using audit trail data and an existing organisational model.
4.1

Decision Tree Learning

Since staff assignment rules are supposed to identify the set of real performers
of a given activity, the question is to determine combinations of properties that
distinguish performers from non-performers. Thus, the problem of deriving the
rules can be interpreted as an inductive learning task from positive and negative
examples. Unlike with control flow mining negative examples are directly given
for our problem: every non-performer can serve as a negative example. First, we
define the notion of positive and negative examples for this learning problem.
Definition 1 (Positive/Negative Examples). Let A be a set of agents and
let X be the total set of activities. Then performer is a classification function
which determines whether a given actor a ∈ A has worked on any instance of
activity x ∈ X or not:
perf ormer : X × A → {True, False}

True if a has performed an instance of x
perf ormer(x, a) =
False otherwise

An ’example’ is a triple (x, a, perf ormer(x, a)). We further distinguish between positive examples, i.e., (x, a, True), and negative examples, i.e., (x, a, False).
Note that due to this definition agents performing x multiple times will be associated with a respective number of examples. For every non-performer a negative
example can be generated.
Table 3 shows a set of examples referring to the agents from our organisational
model depicted in Tab. 2 and our example activity α. Since we refer to α, the
activity information is omitted in Tab. 3.
Table 3. A set of examples. The agents a1, a2, a6, a8, a9, and a10 did not perform α
while the agents a4, a5, a7, a11, and a12 did
Agent a performer(α,a)
a1
a2
a3
a4
a5
a6
a7
a8
a9
a10
a11
a12

False
False
False
True
True
False
True
False
False
False
True
True

Based on the examples the objective is to derive a rules which approximates
the classification function performer. This problem belongs to supervised learning [8] since we have predefined classes. Many learning methods can be applied to
solve this problem. We have chosen to adapt decision tree learning [7]. Decision
tree learning is one of the most widely-used methods of inductive inference. It can
be employed for attribute-based learning of disjunctive concepts. This method is
simple and explicitly enables graphical representations. This constitutes an advantage when developing a user-friendly graphical interface for a respective staff
assignment mining tool. Furthermore, decision tree learning also incorporates
methods for handling noise data and continuous attribute values. Continuous
attribute values do not occur with our preliminaries. However, this will be an
important feature when we will extend our approach to consider attributes of
organisational entities as well.
All entities of an organisational model can be used as testing attributes in
order to separate the performers from the non-performers of a given activity. For
example, the set of attributes shown below can be derived from the organisational model described in Tab. 2. A certain organisational unit is specified by OU.

{OU = ’clinical center’, R = ’nurse’, R = ’doctor’,
R = ’receptionist’, ...}
Staff assignment rules can be derived from building decision trees (cf. Fig. 3).
Starting at the root an attribute is chosen in order to separate the example set.
In Fig. 3 R = ’receptionist’ was chosen as first attribute. (Which attributes
are chosen and in which order is discussed in the following.) This procedure is
continued recursively for the child nodes until only examples from one class,
indicated by the ’+’ and the ’−’ set in Fig. 3, are left or there are no attributes
left. The ’+’ set represents the class of performers while the ’−’ set represents
the class of non-performers. Depending on whether they are related to an organisational entity, examples (i.e., agents) are assigned to the “yes”-child-node
or “no”-child-node respectively. Note that for every agent it can be determined
whether the agent is related to an organisational entity or not. From a decision tree if-then-rules or rules in DNF can be easily derived. The conjunction
of attribute values of a path from a leaf-node with the target class to the root
represents the if-part of the if-then rule or a disjunction element of the DNF.

+ {a4, a5, a7, a11, a12}
- {a1, a2, a3, a6, a8, a9, a10}
R = „receptionist“
true

false

+ {a4, a5, a7, a11, a12}
- {a6}

+{}
- {a1, a2, a3, a8, a9, a10}

A = „english“
true

false

+ {a4, a5, a12}
- {}

+ {a7, a11}
- {a6}
A = „french“
true

+ {a7, a11}
- {}

false

+{}
- {a6}

Fig. 3. A decision tree for the example set for activity α from Tab. 3. From this
decision tree the rule SAR(α): (R = ’receptionist’ AND A = ’english’) OR (R =
’receptionist’ AND A = ’french’) can be derived.

However, our objective is to mine general profiles of performers with as less
conjunction elements as possible. Finding decision trees representing minimal
rules is of NP-hard complexity [10]. For guiding the search, i.e. choosing an
attribute, the metrics information gain [11, 10] is used. The information gain
metrics is based on entropy calculations. The formulas of entropy and information gain are given below. S is an example set, a an attribute, and p+ and p−
indicate the proportion of positive and negative examples respectively. Syes and
Sno are the example sets assigned to the “yes”- or the “no”-child of the node
belonging to S, respectively.
The entropy is a metrics for the homogeneity of a set. At every separation step
the attribute with the best information gain value is chosen. Thus, the decision
tree algorithm tries to achieve the best split in every step.
entropy(S) = −p+ log2 p+ − p− log2 p−

(1)

|Sno |
|Syes |
entropy(Syes )−
entropy(Sno )
|S|
|S|
(2)
The decision tree in Fig. 3 was generated using information gain. For further
information on decision trees and metrics please refer to [11, 10, 9].
Generally more than one decision tree can often be derived. This also applies
to our example set from Tab. 3. Therefore, it is important to offer alternative
rules to the process engineer who then evaluates them. In order to extract more
than one rule backtracking is needed. Again, information gain can be used in
order to chose the suitable attributes. Instead of using only the best separating
attribute the k-best attributes can be used, where k is a configurable parameter.
Figure 4 shows an alternative decision tree using the second best testing attribute
at root level. Note that besides the trees shown here even more decision trees
can be derived from our example set by choosing another k and/or allowing
backtracking on other than just on the root level.
inf ormation gain(S, a) = entropy(S)−

4.2

Advanced Issues

Taking the given organisational meta-model, attributes are not necessarily independent. In fact, attributes can be related to each other in different ways.
Organisational units can consist of other units. Thus, any agent in the sub-unit
also belongs to the superordinate unit. Furthermore, roles can be in a specialisation/generalisation relationship to other roles. For example, the role “nurse” can
have the role “lead nurse” as specialization which then inherits all privileges and
abilities of the role “nurse”. Thus, having the role “lead nurse” directly implies
having the role “nurse”.
Another case of dependent attributes occurs with roles and abilities. Roles
can imply abilities but not vice versa. Since every organisational entity is represented by an attribute, those dependencies do not have to be handled separately.
However, when an attribute is selected for separation all attributes implied by
it can be excluded from the set of remaining attributes for this path, since they

+ {a4, a5, a7, a11, a12}
- {a1, a2, a3, a6, a8, a9, a10}
R = „book-keeper“
true

false

+ {a4, a5, a7, a11, a12}
- {a6}

+{}
- {a1, a2, a3, a8, a9, a10}

A = „english“
true

false

+ {a4, a5, a12}
- {}

+ {a7, a11}
- {a6}
A = „french“
true

+ {a7, a11}
- {}

false

+{}
- {a6}

Fig. 4. An alternative decision tree for the example data. From this decision tree the rule SAR(α): R = (’book-keeper’ AND A = ’english’) OR (R =
’receptionist’ AND A = ’french’) can be derived.

would not achieve any enhancements. This helps reducing the amount of attributes to test.
Note that it will typically be possible to confine the set of relevant organisational entities as well as relevant examples in advance. On the one hand, it
is often possible to exclude certain organisational entities, e.g. for the activity
“create bills” the ability “take a blood sample” is fairly uninteresting. Therefore, it can be excluded from the set of testing attributes since generating a staff
assignment rule based on this attribute would not make sense anyway. On the
other hand, a basic set of qualifications necessary for performing an activity is
often already known in advance. Agents who do not have this qualifications can
be excluded as testing examples. This helps reducing the amount of examples.
For example, for activity “examine the patient” the role “doctor” is required.
The task of excluding attributes in advance or selecting qualifications, which
agents need to possess, should be performed by the user.
4.3

Dealing With Noise

However, “perfect” process executions and perfect log data as in the previous
examples cannot be taken for granted. Hence, we also have to deal with excep-

tional cases and noise data. Exceptional cases are considered to be cases where
agents perform the activity although they are not eligible to do so , e.g. as a replacement. Replacement performers do not necessarily have the profile of regular
performers. Therefore, the decision tree might not reveal the profile of regular
performers.
Noise data occur when, for instance, a wrong agent is logged as the performer of the activity. In order to account for those cases threshold values are
introduced. Concerning performers, the frequency of their occurrence in the example set can be used as an indication of whether they are regular performers
or not. If agent a4, for instance, executed activity α twice while all other agents
who executed α did so a lot more often, this indicates that agent a4 is not a regular perfomer of activity α. Thus, performers executing α less often than a given
threshold value can be removed from the example set in advance. Threshold
values can also be used for post-pruning the decision tree. For example, nodes
where the proportion of positive examples is less than a threshold value can be
transformed into a leaf-node.
Since it is our objective to identify the actual performer set, pruning the tree
based on negative examples should mainly be used in order to account for minor
mistakes of the organisational model, e.g. non-performer agents were assigned
spurious properties making them more difficult to separate from the positive
examples. In a post-pruning operation nodes where the amount of negative examples is less than a threshold value can be transformed into a leaf-node. For
further information on pruning decision trees the interested reader is referred
to [11, 7].
In contrast to control flow mining we use the organisational model in addition to the audit trail data. Thus, the quality of the derived rules highly depends
on the quality of the organisational model. As aforementioned, minor mistakes
in the organisational model can be compensated using threshold values. Nevertheless, the organisational model needs to be complete, in the sense of that all
relevant organisational entities are modelled. Mistakes or incompleteness of the
organisational model may lead to less meaningful rules. However, the derived
rules at least reveal the actual situation.

5

Conclusion and Outlook

In this paper, we concentrated on a new aspect of process mining: mining staff
assignment rules. We have shown that the problem of deriving staff assignment
rules by combining information from audit trail data and an organisational model
can be interpreted as an inductive learning problem. Therefore, machine learning
techniques can be adapted in order to solve the problem. In particular, we have
used decision tree learning to derive meaningful staff assignment rules. Thus, it
is possible to provide staff assignment information about activities enabling a
better understanding of the underlying process.
However, enhancements and alternatives of the learning method have to be
considered. Instead of using information gain as the metrics for guiding the

search, another metrics, which prefers positive qualifications of positive examples, can be applied. This may lead to better results since performers’ profiles
are typically defined by positive rather than negative properties. Furthermore,
another way of dealing with dependent attributes may also be considered, e.g.
by incorporating a reasoning-component. In addition, alternative learning methods are interesting subjects of study. In particular, mining association rules [8]
seems to be interesting in this context. Alternative learning techniques will be a
subject for future research.
Besides possible enhancements of the procedure itself many other interesting
questions concerning staff assignment mining have arised, e.g. dealing with dependent staff assignment rules (i.e., the performer working on activity x should
be always the same as the one who works on a preceding activity y), combining different perspectives (e.g., for credit amounts greater than 50000 e other
agents are needed), and creating a user-friendly interface. Though tests on real
data sets are still required, the first steps are taken in order to mine the relation
between the process and the organisation structures.
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Abstract. The recent dynamics in business and the rough environment of
globalization impose enormous pressure on every enterprise to be innovative.
Business processes must be agile to adapt or react continuously to the changing
requirements of the environment. Thus the complexity of business processes
increases and the management of these processes must be supported with
intelligent technologies providing improved tools to the user. A fuzzy based
approach enabling the integration of agility into business process models is
presented. Based on this concept the improvement of business processes with
artificial neural networks has been simulated and first results show the potential
impact of such an approach.

1

Vagueness in Business Process Management

Business Process Management systems have positive effects on time- and costeffectiveness in well-structured procedures. Especially standardized workflows that
are repeated very often and which have a simple composition are suited for
automation systems. Thus comprehensive software products are available that can
support thousands of transactions a day. This business process automation is generally
preceded by a business process reengineering project to identify appropriate
procedures and to improve their quality and efficiency. Therefore the introduction of
an automation system must be embedded into a holistic business process management
concept from requirements analysis via business process modelling and the
conceptual design to implementation and maintenance [11]. Many methods have been
developed in order to model procedures from various perspectives [2]. Only a few of
them are generally accepted. One example for structured methods are Petri-Nets [17]
that are often used in the context of workflow control [24] whilst Event-driven
Process Chains (EPC) [12] are a semi-structured modelling method used on the
conceptual level. These different fields of application result from the intuitive usage
of EPCs for employees in contrast to the unambiguity of Petri-Nets that corresponds
to the clearness that computers need as an input.
In practice business processes depend on implicit knowledge and require decisions
based on unclear objectives [8; 21]. Decisions based on vague or qualitative
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information belong to the class of the decisions under uncertainty extending the
classical view of deterministic and stochastic models [6]. In this contribution
vagueness is understood as the uncertainty regarding data and their interdependences.
A more detailed view on this term can be delivered by the identification of different
kinds of vagueness referring to their origin [9; 22].
The complexity of the environment and the perception limits of human beings
cause informational vagueness. Business processes contain information from various
sources or data with a short life-span and therefore at a fixed time only one part of the
whole system can be analysed, so that data become obsolete during the collection of
other partial aspects. Human preference profiles are not determinable. Thus the
objective ”substantial reduction of the processing time” cannot directly be transferred
into actions as the extent of the desired change is unclear. Furthermore,
interdependences with other goals are not specified.
Natural language descriptions of real world facts contain inherent (also: linguistic)
fuzziness. Both the creation of linguistic models and the context sensitivity of
linguistic statements contribute to the emergence of this vagueness. Closely connected
is the inaccuracy in linguistic comparisons. The statement ”this object value is much
higher than x” can serve as an example for this vagueness.
Similarly it is a human characteristic to categorize perceived facts. E. g. a customer
order is classified as high, medium and low. The boundaries cannot be determined
exactly.
These complex scenarios aren’t appropriately supported by IT so far. This
weakness derives from the difficulties to translate the vagueness and ambiguity of
natural language and human thinking into business models and formal mathematical
models for automation. Imprecise or tentative data have been treated as hard facts and
sophisticated interdependencies have been reduced to a few relations as substitutes.
Thus the transformation of real-world uncertainty, imprecision, and vagueness into
information technology controls that are based on propositional logic imply a loss of
relevant information. The use of vague data is favourable whenever appropriate
measuring methods are missing or are too expensive, the environment is characterised
by high dynamics or is not determinable.

2

Fuzzy Set Theory and Enterprise Modelling

In 1965 Lotfi A. Zadeh proposed an extension of the traditional crisp set theory [25]
that admits not only true or false as logical values but also membership values
between 0 and 1 and is able to tolerate a certain amount of vagueness [5; 14]. With
fuzzy sets linguistic variables can be formulated. These linguistic variables link fuzzy
sets to linguistic expressions like ”the value of this object is high”.
Figure 1 shows the linguistic variable ”object value”. The membership functions
µlow and µhigh express how much a specified value is member in the set of being low or
high respectively. The object value 26,000 € belongs with a degree of 0.82 to the
fuzzy set ”low” and with 0.47 to the fuzzy set ”high”. This mapping of crisp values on
fuzzy sets is called fuzzification. In a crisp context boundaries must be fixed. E.g. an
object value starting from 26,000 € would be considered as ”high” whilst 25,999 €
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would already be considered as ”low”. Similarly the availability of a resource could
be rated as good or bad.
µ
1.0

µlow

µhigh

0.8
0.6
0.4

Object
value x [€]

0.2

10.000 20.000 30.000 40.000 50.000 60.000

Fig. 1. Membership function ”Object value”

A fuzzy system consists of input and output variables, whose respective attributes
are expressed by rules, consisting of condition and conclusion part; e.g., ”IF object
value = low THEN priority = average”. The input variables are transformed into
output variables by inference mechanisms. For a executable action, e. g. ”assign
employee to customer order”, a crisp value of the output variable is needed. A
suitable defuzzifying method delivers this crisp value.
Today the fuzzy set theory is used successfully in many products from home
appliances to industrial manufacturing. Fuzzy logic controllers optimise the
functionalities of these devices by applying the three basic steps of fuzzification,
fuzzy inference with a fuzzy rule set, and defuzzification to control decisions [18; 26].
The outstanding advantage of these systems is the sophisticated control mechanism,
which is achieved by only a small set of very simple rules [1]. This concept has
already been adapted for the technical field of production planning and control.
However its adoption within the business level domain hasn’t been realized yet from
an integrated perspective.
In the field of enterprise modelling some traditional methods have already been
extended by Fuzzy Set Theory concepts. Zvieli and Chen [27] describe a fuzzy
extension of the Entity Relationship Model (ERM) [7]. Entity types, relation types
and attributes are interpreted as fuzzy values. The use of these fuzzified data in
business process automation ensures the uncertain and vague information being
treated appropriately. Particularly Production Planning and Control (PPS) can benefit
from provisional data that represent preliminary information or estimations about
customer orders [3].

3

Fuzzy Extension of Knowledge-intensive Business Processes

Besides others Petri Nets are widely used for modelling business processes. In order
to represent procedures with vague conditions or incomplete information Petri Nets
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were extended by fuzzy concepts. The Fuzzy Petri Net results from the projection of
several crisp Petri Nets [15]. Petri Nets are a formal modelling method based on
mathematical precision. In contrast business process modelling with Event-driven
Process Chains is semi-structured and thus intended to be more user-friendly. EPCs
are widely used in practice [16]. Especially their intuitive practicability and
comprehensive tool support have contributed to their relevance. EPCs are integrated
in the ARIS Toolset of the IDS Scheer AG [20] and the Business engineering and
customizing of the SAP R/3-System [13]. In the following figure an example EPC for
the processing of loan requests is illustrated.
Loan request
received

ER (Equity
Ratio)

Rate ER

ER <= 22

22 < ER <= 55

ER > 55

Assign
ER 75 P

Assign
ER 175 P

Assign
ER 250 P

ER rated

Rate ROI

ROI (Return
on
Investment)

ROI <= 6

6 < ROI <= 17

ROI > 17

Assign
ROI 75 P

Assign
ROI 175 P

Assign
ROI 250 P

ROI rated

Analyze
request

Score

Request to be
rejected

Request to be
checked
intensively

Request to be
accepted

Reject loan
request

Forward loan
request

Accept loan
request

Loan request
rejected

Loan request
forwarded

Loan request
accepted

Fig. 2. Example EPC ”Processing loan requests”
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The most important activity of analyzing the request would be detailed in an
assigned model. This model has to represent a formalization of the knowledge that the
employee uses to decide whether the request is accepted, rejected or has to be checked
intensively e.g. by the manager of the department.
Traditionally the vague conditions would be translated into crisp decision rules
leading to rigid process models (assuming that this process was supported by BPM at
all). The decision intervals would be limited by exact boundaries and a more or less
comprehensive model would substitute the experience of the employee. Relevant
information would be lost and the IT supported decision would be inferior to the
original one. Introducing fuzzy-extension of EPCs improves business process
management. Decision rules are now implemented with the aid of linguistic variables
and natural language rule sets.
Becker, Rehfeldt and Turowski [4] introduce provisional data into Event-driven
Process Chains (EPC) as shaded elements. Thomas, Hüsselmann and Adam [23] have
extended the EPC semantically by fuzzy constructs. To achieve these extensions,
entities able to represent linguistic variables and fuzzy rule sets have been added to
the meta-model of the EPC. This allows to model adaptive processes, that are easier
to understand and to adapt for the user [10].
The control logic formalism is taken out of the model so that only the business
knowledge is represented in the EPC. Any employee can use it directly without major
efforts in training as the EPC is reduced significantly in means of complexity as
shown in the following figure.
Loan request
received

ROI
(Return on
Investment)

Check loan
request

ER (Equity
Ratio)

Loan request
to be rejected

Loan request
to be checked
intensively

Loan request
to be accepted

Reject loan
request

Check request
intensively

Accept loan
request

Loan request
rejected

Loan request
checked

Loan request
accepted

Fig. 3. Reduced example EPC

The necessary control knowledge is documented as adequate rule sets in the
background and can be transferred into workflow controls. In the front-end the same
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result could be achieved by integrating a business rules approach into process
modelling but only the Fuzzy Set Theory-based method allows the continuous
configuration of the decision logic and the compensation of different aspects. The
models can thereby be easily adapted for similar cases or used instantly as reference
models expressing the best local practice [19]. The natural way of human thinking is
directly applicable in the design and administration of business process models. The
user can change the easily understandable rule sets at run-time and is therefore able to
influence the execution of the business process in a straightforward manner.

4

Implementation and Evaluation in a Software Prototype

In the following screenshots the basic user interface to define fuzzy variables and
fuzzy rule bases for business processes is shown. The fuzzy variables can be created
and edited as function graphs. A further development of a dialog component enabling
an interactive definition of fuzzy variables by questions and answers is planned. To
define rule sets the software provides templates by analyzing the designed process
and a wizard proposes attributes that should be filled.
Check loan request

IF ER = low
IF ER = medium
IF ER = low
IF ER = low
IF ER = high
IF ER = medium
IF ER = high
IF ER = medium
IF ER = high

AND
AND
AND
AND
AND
AND
AND
AND
AND

ROI = medium
ROI = low
ROI = low
ROI = high
ROI = low
ROI = medium
ROI = high
ROI = high
ROI = medium

THEN Reject loan request
THEN Reject loan request
THEN Reject loan request
THEN Check loan request intensively
THEN Check loan request intensively
THEN Check loan request intensively
THEN Accept loan request
THEN Accept loan request
THEN Accept loan request

Fig. 4. User interface for fuzzy variables and rule sets

A prototype for an extended business process modelling tool including a
simulation component has also been implemented and is shown in the following
screenshot. In the left hand corner a tree-browser for models, simulation data and
reports is shown. In the main window the process model can be graphically edited.
The user can hide the XML-code output window that enables viewing the process in
standard-compliant Event-Driven Process Markup Language (EPML) syntax
introduced by Mendling and Nuettgens. In the right hand corner the user can choose
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new model elements to be added. A standard BPM tool could be extended to include
fuzzy components as well.

Loan request
received

ROI
(Return on
Investment)

Check loan
request

ER (Equity
Ratio)

Loan request
to be rejected

Loan request
to be checked
intensively

Loan request
to be accepted

Reject loan
request

Check request
intensively

Accept loan
request

Loan request
rejected

Loan request
checked

Loan request
accepted

Fig. 5. Screenshot of fuzzy modelling and simulation tool

To evaluate the software prototype the example process for processing loan
requests within a bank has been modelled in the tool. The data clusters representing
Equity Ratio and Return on Investment of the applicant enterprise are stored as fuzzy
variables. The decision rules are assigned to the core decision activity as a fuzzy rule
base. A testing set of 1,000 random records simulating historic loan requests has been
generated. The possibility of loss has been computed for each request as given in
equation (1).
⎡⎛ ER ⎞ ⎛ ROI ⎞⎤
Pi = ⎢⎜1 −
⎟ ⋅ ⎜1 −
⎟⎥
⎣⎝ 100 ⎠ ⎝ 100 ⎠⎦

2

(1)

With an additional random number the actual fulfilment or loss of the loan has
been determined by comparing the possibility of loss with the random number. As a
first validation the fuzzy sets have been set to equal the crisp decision modelled in
figure 2. Then the simulation component has been run with the crisp model and with
the fuzzy extended model and resulted in the same numbers. With a more
sophisticated tuning of the rule base and the fuzzy variables better results should be
achieved. The manual improvement would require deep knowledge in fuzzy sets with
the user so that an automated training method for these parameters is necessary. Thus
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the software prototype was extended by a Neuro-Fuzzy component using a multilayer perceptron to learn rules and fuzzy variable configuration from historic values.
The fuzzy parameters were trained with this artificial neural network and the values
from the testing database. A new set of 100,000 records was created following the
same procedure as described above. This enlarged testing base was processed in two
simulations – one with the untrained parameters equivalent to the crisp decision logic
and one with the trained parameters from the independent first testing database.
With the trained sets the simulation produces an increase of 8 % for the
immediately accepted loan requests and a significant decrease of 48 % of rejected
requests as well as a decrease of 10 % for the intensively checked requests. Thus the
efficiency and the revenues are improved. At the same time the trained sets determine
good and bad requests with a higher reliability as the number of loans granted and lost
afterwards is reduced by 50 % as well as the requests rejected even though the loan
would have been paid is reduced by 5 %. Thus the effectiveness of the business
process is also improved.
80.000
70.000
60.000
50.000
40.000
30.000
20.000
10.000
0

Accepted

Rejected

Check
intensively

Error 1st
degree

Error 2nd
degree

Crisp

68052

6315

25633

2789

3140

T rained

73586

3307

23107

1379

2970

8

-48

-10

-51

-5

Effect

Fig. 6. Chart of first evaluation results

In order to transfer these fuzzy-extended concepts into workflow control and
process automation systems two ways can be taken. Traditionally the applications can
be fuzzified internally whilst the business process management system itself is not
affected. This solution has already been implemented several times e. g. within a
project of the company FUZZY!INFORMATIK with BMW Bank. The main problem
herein is the loss of relevant information after the specific activity is completed and
the unavailability of relevant information for the workflow system and for
consecutive activities.
The second and better way is the specific extension of business process
management systems. The inclusion of fuzzy control mechanisms in these software
tools can be based on existing implementations of fuzzy controllers that are available
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in many programming languages from C++ to Java. The most difficult part is the
extension of process definition languages. A first study on extending the Event Driven
Process Markup Language (EPML) and WFMCs XML Process Definition Language
(XPDL) showed that only data structures have to be changed or added corresponding
to the intention of any XML-based language. The concept itself is not affected.

5

Conclusion and Further Research

As described above, current business process management concepts usually disregard
vagueness and uncertainty in business environments. When a business process is
designed or documented in a model, imprecise or vague data and interdependencies
tend to be translated into crisp formalisms. This loss of relevant information and
flexibility produces significant inefficiencies. The long existing fuzzy set theory can
be used to integrate this kind of uncertainty into BPM to create manageable processes.
The authors propose two directions for the further work. In the research area
business processes in different domains should be extended systematically. Here the
whole spectrum of fuzzy concepts should be used. Beyond the extension of core
control logic, resource assignments and information flow objects can be treated as
fuzzy entities. Concerning fuzzy-enabled BPM software tools and workflow systems,
implementations with a large scope of functionalities should be addressed and in
consequence first product-near prototypes will be realized. To promote dissemination
of this idea XML-schemas capable of fuzzy data should elaborated.
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Abstract. In order to support business processes effectively, their implementation by a process management systems (PMS) must be as close
to the real world’s processes as possible. Generally, it is not sufficient
to analyze and model a business process only once, and then to handle respective business cases according to the defined model for a long
period of time. Instead, process implementations must be quickly adaptable to changing needs. A PMS should enable process instance changes
and provide facilities for analyzing these instance-specific changes in order to derive optimized process models. In this paper we introduce a
framework for the agile mining of business processes which supports the
whole process life cycle in an integrated way. Our framework is based on
process mining techniques, adaptive process management, and conversational case-based reasoning. On the one hand, it allows annotating execution and change logs with semantical information to gather information
about the reasons for ad-hoc deviations, which can then be analyzed by
the process engineer (with support from the PMS). On the other hand,
it enables the process engineer to adapt process models based on the
outcome of these analyses and to migrate related process instances to
the new model.

1

Introduction

Companies are developing a growing interest in aligning their information systems in a process-oriented way. Recently, process mining, in particular Delta
analysis [1, 2], has been proposed to improve business alignment [3]. If no process
models are available yet, process mining techniques can be applied to identify
repetitive process fragments. However, if the business processes are already captured in process models, Delta analysis can help to detect discrepancies between
the modeled and the observed execution behavior of a process. Though process
execution logs can be used to reveal malfunctions or bottlenecks, they do not

provide any semantical information about the reasons for the observed discrepancies. In respect to the optimization of the process models these logs therefore provide only limited information to process engineers. Furthermore, current
PMS do not sufficiently support process engineers to incorporate the results of a
Delta analysis into an improved process model and to smoothly migrate running
process instance to the new model version.
Obviously, the practical benefit of process mining depends on the quality of
the available log data. In PMS, for instance, respective execution logs can only
reflect situations the PMS is able to handle. Particularly, if the PMS does not
support process instance changes it has to be bypassed in exceptional situations
(e.g., by executing unplanned process activities outside the scope of the PMS).
Consequently, the PMS is unaware of the applied deviations and thus unable to
log information about them. This missing traceability of process instance changes
significantly limits the benefits of process mining and Delta analysis approaches.
Continuous process improvement requires adaptive PMS which enable authorized users to flexibly deviate from premodeled processes as needed. Since this
results in more meaningful execution logs, which implicitly reflect the applied
process instance changes, process mining and Delta analysis approaches become
more useful. If such analyses result in an optimized version of a process model,
adaptive PMS support the process engineer to quickly implement the model
change and smoothly migrate running process instances to the new model.
In addition to process execution logs, adaptive PMS maintain information
about applied instance modifications in change logs. Minimally, a change log
should keep syntactical information about the kind and the context of the applied changes (e.g., the type and position of a dynamically inserted process
activity). While this information is useful for process mining, it is not sufficient
to effectively support process optimization efforts, process engineers also need
semantical information about the reasons for the change. This is particularly
important if the same or similar instance changes happen over and over again.
Assume that in a patient treatment process an unplanned lab test is dynamically added for a considerable number of process instances. Then the respective
change logs should also reflect information about the semantical context of the
applied instance changes (e.g., that insertions have been mainly performed for
patients older than 40 years and suffering from diabetes).
In this paper we introduce a framework for the agile mining of business
processes which supports the whole process life cycle in an integrated way and
fosters continuous and quick adaptation to change. Our framework is based on
process mining [3], adaptive process management (PM) [4, 5], and, to close the
semantic gap, conversational case-based reasoning (CCBR) [6]. CCBR is an interactive extension of the case-based reasoning (CBR) paradigm [7]. In particular, we combine the advantages of these three approaches in an integrated
prototype. We enhance execution and change logs with semantical information,
which is then analyzed by the process engineer with support from the PMS
to provide knowledge about the context of and the reasons for discrepancies
between process models and related instances. This semantical information is

also reused to support users when similar deviations become necessary. Finally,
our framework enables the process engineer to adapt process models based on
the outcome of process mining efforts and to smoothly migrate related process
instances to the new model version.
Section 2 describes building blocks for the agile mining of business processes.
Section 3 gives an overview of our framework and Section 4 discusses a sample
application. The paper closes with a summary and an outlook in Section 5.

2

Building Blocks for Agile Mining of Business Processes

This section summarizes main characteristics of our framework’s building blocks:
process mining, case-based reasoning, and adaptive PM.
2.1

Process Mining

Process mining denotes the extraction of process knowledge from log data related
to past process and application executions. Respective logs are usually provided
by workflow systems, but also by other process-oriented applications, like enterprise resource planning or supply chain management systems. Typically, all
these systems log event-based data (e.g., related to the start or completion of task
executions) together with additional context information (e.g., about actors).
The main objective of process mining is to effectively use automatically collected data in order to gain process knowledge from the logs. In particular,
process mining extracts formal process models from execution logs [3, 8–11]. So
far, the focus has been put on issues related to control-flow mining. However,
first approaches have been developed which use event-based data for mining organizational and performance aspects as well [12, 13]. Process mining is generally
considered as an alternative to interviews or questionnaires to acquire process
knowledge. Its results can be used for further analysis. For instance, Delta analysis [1, 2] compares existing process models with the results of process mining in
order to detect discrepancies between the modeled and the observed execution
behavior. This information is then used to improve the process model.
2.2

Case-Based Reasoning

Case-based reasoning (CBR) is a contemporary approach to problem solving
and learning [7]. New problems are dealt with by drawing on past experiences –
described in cases – and by adapting their solutions to the new problem situation.
Reasoning based on past experiences is a powerful and frequently applied
way to solve problems by humans [14]. A physician, for example, remembers
previous cases to determine the disease of a newly admitted patient. A case is a
contextualized piece of knowledge representing an experience [7], which typically
consists of a problem description and the corresponding solution.
Our framework applies conversational CBR, an extension of the CBR paradigm, which actively involves users in the inference process [15]. CCBR systems

are interactive systems that, via a mixed-initiative dialogue, guide users through
a question-answering sequence in a case retrieval context. Unlike traditional
CBR, CCBR neither requires users to provide a complete a priori problem specification for case retrieval nor to provide knowledge about the relevance of each
feature for problem solving. Instead, the system assists users in finding relevant
cases by presenting a set of questions to assess a given situation. Furthermore,
it guides users who may supply already known information on their initiative.
Therefore, CCBR is especially suitable for handling exceptional or unanticipated
situations which cannot be dealt with in a fully automated way.
CBR has been applied to PM for several purposes [16]. Our research prototype CBRFlow, for example, uses CCBR to perform ad-hoc changes of single
process instances, to memorize these changes, and to support their reuse in similar future situations [17].
2.3

Adaptive Process Management

Adaptive PM technology increases the flexibility of process-oriented information
systems by enabling (dynamic) changes of different process aspects (e.g., control
and data flow). Such process changes can be performed at two levels – the process
type and the process instance level [5, 18].
If a process template or, more precisely, the process type schema representing this template is changed the respective changes are propagated to already
running process instances as desired [19]. This has to be done in a correct and
consistent manner, and respective migration procedures must efficiently handle a
high number of concurrently running process instances. In this context it must be
possible to propagate process type changes to both unbiased and biased process
instances. We denote process instances as unbiased if they are running according
to the original process type schema they were derived from, whereas process
instances are denoted as biased if they have been individually modified (e.g., due
to an ad-hoc change) [18].
Instance–specific ad-hoc changes (e.g., switching the order of two activities
or adding new ones) must be performed to deal with exceptional situations [4].
Usually, they are stored in change logs, which provide information about the
type of the applied change and related context information (e.g., the position
of a newly inserted activity). This log information contributes to the analysis of
potential conflicts between process type and process instance changes as well as
to the documentation of the instance history. The described functionality has
been implemented in our ADEPT PMS [4, 5, 18, 19].

3

Framework for Agile Mining of Business Processes

The implementation of a framework for the agile mining of business processes
raises a number of challenges. This section outlines basic requirements (Section
3.1), gives an overview of the designed framework (Section 3.2), and describes
the current state of its implementation (Section 3.3).

3.1

Requirements for an Agile Process Mining Framework

An agile process mining framework must provide comprehensive facilities for
business process monitoring and must allow quick responses to observed discrepancies between the modeled and the executed processes. In particular, process engineers should be supported in learning from previous (ad-hoc) instance changes
and in deriving optimized process models from log data.
When performing a process instance change information about the reasons
for the change should be kept in a case–base. This can be done by either adding
a new case (when no similar change has been applied before) or by reusing an
existing one (representing a previously applied, similar ad-hoc change). A pure
syntactical approach is not sufficient to stimulate the reuse of change information, semantical information about the changes must be maintained as well. Consider, for example, a patient treatment process and assume that an additional
activity (i.e., a lab test) has been frequently inserted for patients older than
40 years and suffering from diabetes. If such context information is explicitly
maintained, respective cases can be reused in similar situations and optimized
process models can be derived from instance change logs.
To continuously optimize business processes, extended mining techniques
must be provided. They should use information from execution and change logs
as well as the semantical information (cases) associated with the changes. When
similar ad-hoc changes occur frequently enough (i.e., their occurrence exceeds a
certain threshold), process engineers should be notified and assisted in optimizing the process model. Semantical change information must be represented in
such a way that useful suggestions can be made. For example, assume that our
lab test activity has been inserted for a significant number of process instances
in the context just mentioned. When moving this change to the process type
level the simple insert operation (used at the instance level) cannot be applied
directly as the additional lab test activity shall only be performed if the specific
conditions (older than 40 years, diabetes) are met. Therefore, the PMS should be
able to translate instance changes and related semantical information to process
type changes (i.e., to respective transformations of the process type schema) and
to suggest them to the process engineer.
Process engineers should not only be supported in deriving new schema versions from log data, but also in migrating already running instances to a modified
schema. For this, the PMS has to check whether these instances are compliant
with this new schema version or not. Depending on whether an instance is biased
or unbiased (cf. Section 2.3) and depending on the degree of overlap between
process type and process instance change, different migration strategies must
be supported by the PMS [20]. Furthermore, the system has to migrate the semantical information associated with the process schema as well (i.e., the cases
representing ad-hoc changes on instances of this schema), as only information
not yet covered by the new process schema must be migrated. Information on
the ad-hoc change which triggered the process type evolution should be omitted,
i.e., those cases should be dropped from the new case-base version.

3.2

Overview of the Framework

In order to meet these requirements and to reflect a company’s business processes
adequately, process models must be continuously monitored and adapted to
changing needs. For this, both execution and change logs must be enriched with
semantical information. As illustrated in Fig. 1, different information sources
(i.e., execution logs, change logs, and case-bases) are relevant in this context.
These sources must be continuously evaluated and changes to the process model
should be triggered when discrepancies between it and its instances occur frequently. Based on the information maintained in the execution logs, in the change
logs, and in the case-base, the process engineer can then adapt the process model
and migrate related process instances by using adaptive PM technology (cf. Section 2.3).
Change Log
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Fig. 1. Information Sources Triggering Process Evolution

Execution and change logs provide the syntactical information on what happened, i.e., which activities were executed and which deviations occurred at what
time. CCBR (cf. Section 2.2) is used to provide semantical information on why
changes happened. More precisely, experiences from previous changes are stored
as cases in a case-base. A case represents a concrete ad-hoc modification of one
or more process instances, it consists of a textual problem description briefly explaining the problem that made the deviation necessary, a set of question-answer
pairs, and a solution part. The question-answer pairs describe the reasons and
the context of the ad-hoc deviation and the solution part reflects the concrete
change operations that have been applied to the respective instance(s) to perform the desired ad-hoc change by using services of the adaptive PMS (for a
more detailed description see [21, 22]).
In Fig. 1 the mining of the process execution log reveals that activities A, B,
C, D and E are always executed in sequence. The change log further indicates
that for some process instances running on schema S the additional activity X
was dynamically inserted between activities C and D. However, the change log

does not provide any semantical information on why activity X was inserted. By
analyzing the cases in the case-base, the process engineer learns that activity X
was primarily added and executed for patients older than 40 years who suffers
from diabetes. Based on this information he can derive a new process schema
containing the additional activity X for patients matching these two conditions.
Finally, after the new version of the process type schema is released, process
instances can be migrated to the new schema version.
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Fig. 2. Integrated Process Life Cycle Support

In the following we describe how the building blocks (cf. Section 2) and
their respective information sources (i.e., execution log, change log and casebases) work together to complete the process life cycle (cf. Fig. 2). An initial
process schema can either be created by applying process mining techniques (i.e.,
by observing process and/or task executions) or by business process analysis
(1). During run-time new process instances are created from such a predefined
process schema (2). In general, process instances are then executed according
to their process type schema and execution logs are written (3). However, when
deviations from the predefined schema become necessary (e.g. due to exceptions
or unanticipated situations) process actors must be able to deviate from it.
They can either specify a new ad-hoc deviation and document the reasons for
their changes in the CCBR subsystem, or reuse a previously specified ad-hoc
modification from the case-base (4). In both situations an appropriate change
log entry is written (5) and the execution continues. When a particular ad-hoc
modification is frequently reused, the process engineer is notified to perform a
process type change (6). Both execution and change logs are needed to know how
often a particular schema has been instantiated and how frequently deviations
occurred. The process engineer can then perform a schema evolution (7), as
supported by the adaptive PMS, and, if possible, migrate running instances to
the new schema version.

Thus, combining process mining and CCBR techniques with adaptive PM
allows full process life cycle support and the seamless integration of the detected
discrepancies into a new, optimized process schema.
3.3

Current State of the Framework

Our ongoing research focuses on the integration of adaptive PM technology and
CCBR. We currently work on the integration of the methods, concepts, and
prototypes developed by our groups in the ADEPT and the CBRFlow projects.
ADEPT [4] is a next generation PMS that offers full functionality in respect
to the modeling, analysis, execution, and monitoring of business processes [4, 5,
19]. To our best knowledge it is the only PMS providing full support for adaptive
processes at both the process instance and the process type level. When performing process instance changes, ADEPT ensures consistency and correctness. In
the context of process type changes it additionally allows to migrate running
process instances efficiently to the new schema version [5, 18, 19]. A powerful
prototype demonstrating this functionality exists and is used by several research
groups and industry partners.
CBRFlow [17] supports users in performing simple ad-hoc instance changes
and allows them to express the semantics of these changes by applying CCBR
techniques. It documents the reasons for a process instance change and enables
the user to reuse information about previously performed ad-hoc deviations
when creating new ones for other instances of the same process type. Like with
ADEPT, a powerful prototype exists.
By integrating ADEPT and CBRFlow significant synergies can be exploited,
fostering integrated process life cycle support [21, 22]. On the one hand the combined system provides a powerful process engine, supporting all kinds of changes
in one system. On the other hand it enables the intelligent reuse of process instance changes and fosters deriving process type changes from collected information. Currently we implement a prototype which integrates both systems; future
work will include process mining tools as well [23]. We will apply and evaluate
our prototype in different application settings, including healthcare processes
and emergent workflows (e.g., in the automotive sector).

4

Sample Application of the Framework

Contemporary PMS rely on predefined process models requiring large upfront
investments to analyze and model business processes before process-aware information systems can be deployed. it is especially difficult to create adequate
process models for knowledge-intensive processes (e.g., engineering processes in
the automotive sector) comprising both routinized and non-routinized work. In
some cases process schemes are already obsolete when their specification is ”completed”. In todays dynamic business environment not all eventualities and deviations can be considered in advance as requirements change or evolve rapidly over
time. Covering too many details in a process schema early on raises the risk of

including rarely needed, not yet needed or never needed parts. For these reasons
process modeling on demand and focusing on core functionality is a promising
approach to foster shortened modeling cycles and earlier productive systems.
To cope with these risks and to ensure that the modeled process schemes
closely reflect a company’s business processes, short iteration cycles must be
supported. Instead of starting with a completely defined process schema, the
process engineer can either develop a preliminary one with a clear focus on core
functionality (e.g., covering the standard process, but not all alternative paths)
or apply process mining techniques to extract process fragments from event logs.
Initially, new process fragments may only reflect a partial view on a process,
i.e., the derived models are not mature. However, they already represent meaningful process knowledge which can be evolved over time and be reused in a
different context (e.g., to automate routine work or to derive more comprehensive process templates). For example, engineers may want to customize fragments
to individual needs or combine them to come up with more complete process
views reflecting complex processes. When adapting or extending process fragments in such a way, new process knowledge is created, which again could be
reused, harvested, and linked with existing fragments.
In this scenario fragment creation, storage, reuse, composition, and execution are important tasks, our framework provides fundamental support to deal
with them. Initially, process fragments can be derived by applying process mining techniques, the resulting models can be semantically annotated by CCBR
before they are stored in the process repository. When a user wants to retrieve
a fragment, he is guided through a question-answering sequence by the CCBR
sub-system. When a fragment is reused, its reuse counter is increased. Additionally, quality ratings from users are aggregated in a reputation score. A special
challenge is the execution of incomplete fragments which are to be completed
or adapted; for this, adaptive PM technology is key. Altogether, our framework
provides the needed adaptation and mining techniques to support such evolving
and emergent processes.

5

Conclusion and Outlook

We have introduced a framework for the agile mining of business processes based
on CCBR, adaptive PM and process mining. The main focus has not been put
on the development of new concepts in these domains, but on the integration of
existing methods, concepts and prototypes (ADEPT and CBRFlow) and on the
support of business process intelligence. We have sketched the basic relationships
between the different components, discussed technical requirements for providing
an integrated solution, and drafted the approach we take. Currently we work on
the implementation of the framework presented, starting with the integration
of ADEPT and CBRFlow. In this context we have also developed concepts for
process evolution and the migration of related case-bases [21, 22]. In the next
step we want to incorporate process mining tools into our framework.
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Abstract. One of the aims of process mining is to retrieve a process
model from a given event log. However, current techniques have problems when mining processes that contain non-trivial constructs and/or
when dealing with the presence of noise in the logs. To overcome these
problems, we try to use genetic algorithms to mine process models. The
non-trivial constructs are tackled by choosing an internal representation
that supports them. The noise problem is naturally tackled by the genetic
algorithm because, per definition, these algorithms are robust to noise.
The definition of a good fitness measure is the most critical challenge in a
genetic approach. This paper presents the current status of our research
and the pros and cons of the fitness measure that we used so far. Experiments show that the fitness measure leads to the mining of process models
that can reproduce all the behavior in the log, but these mined models
may also allow for extra behavior. In short, the current version of the genetic algorithm can already be used to mine process models, but future
research is necessary to always ensure that the mined models do not allow
for extra behavior. Thus, this paper also discusses some ideas for future
research that could ensure that the mined models will always only reflect
the behavior in the log.
Keywords: process mining, genetic mining, genetic algorithms, Petri nets, workflow
Petri nets.

1

Introduction

One of the aims of process mining is to automatically build a process model that
describes the behavior contained in an event log. The models mined by process
mining tools can be used as an objective starting point during the deployment of
systems that support the execution of processes and/or as a feedback mechanism
to check the prescribed process model against the enacted one. We illustrate
how process mining techniques work using an example. Consider the event log
shown in Table 1. This log shows the events for applying to get a license to ride
motorbikes or drive cars. Note that applicants for different types of licenses do
the same theoretical exam (task C) but different practical ones (tasks D or E).
In other words, whenever task B is executed, task E is the only one that can be
executed after the applicant has done the theoretical exam. This shows that there
is a dependency between tasks B and E, and also between tasks A and D. Based
on this log and these observations, process mining tools could retrieve the model
in Figure 1. In this case, we are using Petri nets to depict this model. We do so

ID Process instance
1
X, A, C, D, Y
2
X, B, C, E, Y

ID Process instance
3
X, A, C, D, Y
4
X, B, C, E, Y

ID Process instance
5
X, B, C, E, Y
6
X, A, C, D, Y

Table 1. Where: X = “Apply for license”, A = “Attend to classes on how to ride
motorbikes”, B = “Attend to classes on how to drive cars”, C = “Do theoretical exam”,
D = “Do practical exam to ride motorbikes”, E = “Do practical exam to drive cars”,
and Y = “Get result”.
A

X
Start

p1

B

p3

D

p4

E

C
p2

Y
p6

End

p5

Fig. 1. Mined net for the log in Table 1

because Petri nets [5, 10] will be used to explain how the semantics of our internal
representation work.
Petri nets are a formalism to model concurrent processes. Graphically, Petri
nets are bipartite directed graphs with two node types: places and transitions.
Places represent conditions in the process. Transitions represent actions. Tasks
in the event logs correspond to transitions in Petri nets. The state of a Petri
net (or process for us) is described by adding tokens (black dots) to places. The
dynamics of the Petri net is determined by the firing rule. A transition can be
executed (i.e. an action can take place in the process) when all of its input places
(i.e. pre-conditions) have at least a number of tokens that is equal to the number
of directed arcs from the place to the transition. After execution, the transition
removes tokens from the input places (one token is removed for every input arc
from the place to the transition) and produces tokens for the output places (again,
one token is produced for every output arc). Besides, the Petri nets that we
consider have a single start place and a single end place. For the Petri net in
Figure 1, in the initial state there is only one token in place Start. This implies
that X is the only transition that can be executed in the initial state. When X
executes (or fires), one token is removed from the place Start and one token is
added to the place p1. In this marking, A or B are enabled to fire. If A fires, it
consumes the token in p1 and produces one token for p2 and another for p3. Note
that, although place p3 has now one token, transition D cannot fire yet because
the place p4 is not marked. The next transitions to fire are respectively C, D and
Y.
Current research in process mining [1–4, 7, 8, 11] still has problems to discover
process models with certain structural constructs and/or to deal with the presence
of noise in the logs. The problematic constructs are: non-free-choice, invisible tasks
and duplicate tasks [8]. Non-free-choice constructs combine synchronization and
choice. The example in Figure 1 illustrates a non-free-choice construct involving
the tasks D and E. The current techniques do not capture the dependency between
the tasks A − D and B − E. Invisible tasks are only used for routing purposes
(for instance, to skip the execution of another task) and do not appear in the log.
The current techniques do not mine models with unlabelled tasks. Duplicate tasks
mean that multiple transitions have the same label in the original process model.

The problem here is that most of the mining techniques treat these duplicate tasks
as a single one. Noise can appear in two situations: event traces were somehow
incorrectly logged or event traces reflect exceptional situations. Either way, most
of the techniques will try to find a process model that can parse all the traces in
the log. However, the presence of noise will hinder the correct mining of the most
common behavior.
One of the reasons why the current techniques cannot completely cope with the
above mentioned problematic constructs and/or with noisy logs is because their
search is based on local information in the log. For instance, the α-algorithm (see
[2] for details) uses only information about which tasks directly succeed or precede
one another in the process instances. As a result, this algorithm does not capture
the dependency in non-free-choice constructs. For example, the α-algorithm will
never discover the Petri net in Figure 1 for the log in Table 1 because none of
the process instances has the sub-trace “A,D” or “B,E”. Consequently, the αalgorithm will not link these tasks. To overcome these problems, our research
uses genetic algorithms [6] to mine process models. The main motivation is to
benefit from the global search that is performed by this kind of algorithms.
Genetic algorithms are adaptive search methods that try to mimic the process
of evolution. These algorithms start with an initial population of individuals (in
this case process models). Every individual is assigned a fitness measure to indicate
its quality. In our case, an individual is a possible process model and the fitness
is a function that evaluates how good the individual expresses the behavior in
the log. Populations evolve by selecting the fittest individuals and generating new
individuals using genetic operators such as crossover (combining parts of two of
more individuals) and mutation (random modification of an individual).
When using genetic algorithms to mine process models, there are three main
concerns. The first is to define the internal representation. The internal representation defines the search space of a genetic algorithm. The internal representation
that we define and explain in this paper supports all the problematic constructs,
except for duplicate tasks. The second concern is to define the fitness measure.
In our case, the fitness measure evaluates the quality of a point (individual or
process model) in the search space against the event log. A genetic algorithm
searches for individuals whose fitness is maximal. Our fitness measure makes sure
that individuals with a fitness that is equal to 1 will parse all the process instances
(traces) in the log. The third concern relates to the genetic operators (crossover
and mutation) because they should ensure that all points in the search space defined by the internal representation may be reached when the genetic algorithm
runs. This paper presents a genetic algorithm that addresses these three concerns.
The rest of the paper is organized as follows. Section 2 explains the internal
representation that we use and its semantics. Section 3 explains how the genetic
algorithm works. Section 4 discusses the experiments and results. This section
also shows the results when the genetic algorithm uses some heuristics during the
building of the initial population. Section 5 presents the current ideas to make
sure that the returned model is “minimal”. Section 6 presents the conclusions and
future work.

2

Internal Representation and Semantics

When defining the internal representation to be used by our genetic algorithm,
the main requirement was that this representation should express the dependencies between the tasks in the log. In other words, the model should clearly express
which tasks would enable the execution of other tasks. Additionally, it would be
nice if the internal representation would be compatible with a formalism to which
analysis techniques and tools exist. This way, these techniques could also be applied to the discovered models. Thus, one option would be to directly represent the
individual (or process model) as a Petri net [10]. However, such a representation
would require determining the number of places in every individual and this is
not the core concern. It is more important to show the dependencies between the
tasks. So, we defined an internal representation that is as expressive as Petri nets
(from the task dependency perspective) but that focusses only on the dependencies between tasks. This representation is called causal matrix. Figure 2 illustrates
in (i) the causal matrix1 that expresses the same task dependencies that are in the
“original Petri net”. The causal matrix shows which tasks enable the execution
of other tasks via the matching of input (I) and output (O) condition functions.
The sets returned by the condition functions I and O have subsets that contain
the tasks in the model. Tasks in a same subset have an OR-split/join relation.
Sets in different subsets have an AND-split/join relation. Thus, every I and O set
expresses a conjunction of disjunctions. Additionally, a task may appear in more
than one subset in a same set. As an example, for task D in the original Petri
net in Figure 2 the causal matrix states that I(D) = {{F, B, E}, {E, C}, {G}}
because D is enabled by an AND-join construct that has 3 places. From top to
bottom, the first place has a token whenever F or B or E fires. The second place,
whenever E or C fires. The third place, whenever G fires. Similarly, the causal
matrix has O(D) = {} because D is executed last in the model. The following
definition formally defines these notions.
Definition 1 (Causal Matrix). A Causal Matrix is a tuple CM = (A, C, I, O),
where
-

A is a finite set of activities,
C ⊆ A × A is the causality relation,
I ∈ A → P(P(A)) is the input condition function,2
O ∈ A → P(P(A)) is the output condition function,

such that

S
- C = {(a1 , a2 ) ∈ A × A | a1 ∈ I(a2 )},3
S
- C = {(a1 , a2 ) ∈ A × A | a2 ∈ O(a1 )},
C

- C ∪ {(ao , ai ) ∈ A × A | ao • = ∅ ∧
1

2
3

C

•

ai = ∅} is a strongly connected graph.

Due to space limitations, Figure 2 shows a compact representation of this causal
matrix.
P(A) denotes the powerset of some set A.
S
I(a2 ) is the union of the sets in set I(a2 ).

Any Petri net without duplicate tasks and without more than one place with the
same input tasks and the same output tasks can be mapped to a causal matrix.
Definition 2 formalizes such a mapping. The main idea is that there is a causal
relation C between any two tasks t and t0 whenever at least one of the output
places of t is an input place of t0 . Additionally, the I and O condition functions
are based on the input and output places of the tasks. This is a natural way of
mapping because the input and output places of Petri nets actually reflect the
conjunction of disjunctions that these sets express.

A

F

F

B

B

C

E

A

D

E

(i)

D

C

(ii)

G

G
Original Petri net

TASK
A
B
C
D
E
F
G

Mapped Petri net

I(TASK)
{}
{{A}}
{{A}}
{{F,B,E},{E,C},{G}}
{{A}}
{{A}}
{{A}}

O(TASK)
{{F,B,E},{E,C},{G}}
{{D}}
{{D}}
{}
{{D}}
{{D}}
{{D}}

Compact representation of the causal matrix

Fig. 2. Mapping of a PN with more than one place between two tasks (or transitions).

Definition 2 (ΠP N →CM ). Let PN = (P, T, F ) be a Petri net. The mapping of
PN is a tuple ΠP N →CM (PN ) = (A, C, I, O), where
- A = T,
- C = {(t1 , t2 ) ∈ T × T | t1 • ∩ • t2 6= ∅},
- I ∈ T → P(P(T )) such that ∀t∈T I(t) = {•p | p ∈ •t},
- O ∈ T → P(P(T )) such that ∀t∈T O(t) = {p • | p ∈ t•}.
The semantics of the causal matrix can be easily understood by mapping them
back to Petri nets. This mapping is formalized in Definition 3. Conceptually, the
causal matrix behaves as a Petri net that contains visible and invisible tasks. For
instance, see Figure 2. This figure shows (i) the mapping of a Petri net to a causal
matrix and (ii) the mapping from the causal matrix to a Petri net. The firing rule
for the mapped Petri net is very similar to the firing rule of Petri nets in general.
The only difference concerns the invisible tasks. Enabled invisible tasks can only
fire if their firing enables a visible task. Similarly, a visible task is enabled if all
of its input places have tokens or if there exits a set of invisible tasks that are
enabled and whose firing will lead to the enabling of the visible task. Conceptually,
the causal matrix keeps track of the distribution of tokens at a marking in the
output places of the visible tasks. Every causal matrix starts with a token at
the start place. We point out that, in Figure 2, although the mapped Petri net

does not have the same structure of the original Petri net, these two nets are
behaviorally equivalent. In other words, given that these two nets initially have a
single token and this token is at the start place (i.e., the input place of A), the set
of traces the two nets can generate is the same. Additionally, the invisible tasks
in the mapped Petri net show that the causal matrix supports the representation
of invisible tasks that are used, for instance, to skip tasks. A detailed explanation
and formalization about the mappings in this section can be found in [9].
N
Definition 3 (ΠCM
→P N ). Let CM = (A, C, I, O) be a causal matrix. The naive
N
Petri net mapping of CM is a tuple ΠCM
→P N = (P, T, F ), where

- P = {i, o} ∪ {it,s | t ∈ A ∧ s ∈ I(t)} ∪ {ot,s | t ∈ A ∧ s ∈ O(t)},
- T = A ∪ {mt1 ,t2 | (t1 , t2 ) ∈ C},
C

C

- F = {(i, t) | t ∈ A ∧ • t = ∅} ∪ {(t, o) | t ∈ A ∧ t • = ∅} ∪ {(it,s , t) | t ∈
A ∧ s ∈ I(t)} ∪ {(t, ot,s ) | t ∈ A ∧ s ∈ O(t)} ∪ {(ot1 ,s , mt1 ,t2 ) | (t1 , t2 ) ∈
C ∧ s ∈ O(t1 ) ∧ t2 ∈ s} ∪ {(mt1 ,t2 , it2 ,s ) | (t1 , t2 ) ∈ C ∧ s ∈ I(t2 ) ∧ t1 ∈ s}.

3

Genetic Algorithm

In this section we describe the main building blocks of our genetic algorithm.
3.1 Initial Population
The initial population is randomly built by the genetic algorithm. As explained in
Section 2, individuals are causal matrices. When building the initial population,
we roughly follow Definition 1. Given a log, all individuals in any population of the
genetic algorithm have the same set of activities (or tasks) A. This set contains the
tasks that appear in the log. However, the causality relation C and the condition
functions I and O are randomly built for every individual in the population. As a
result, the initial population can have any individual in the search space defined
by a set of activities A. Note that the higher the amount of tasks that a log
contains, the bigger this search space.
3.2 Fitness Calculation
Our fitness is based on the parsing of the event traces by individuals. For a noisefree log, the perfect individual should have fitness 1. For a noisy log, the perfect
individual should have fitness close to 1 (since it would be able to parse most of the
traces but it would have problems to parse the noisy traces). From this discussion,
a natural fitness for an individual to a given log seems to be the number of properly
parsed event traces4 divided by the total number of event traces. However, this
fitness measure is too coarse because it does not give indication about how many
parts of an individual are correct when the individual does not properly parse an
event trace. So, we defined a more elaborate fitness function: when the task to be
parsed is not enabled, the problems (e.g. number of missing tokens to enable this
4

An event trace is properly parsed by an individual if, for an initial marking that
contains a single token and this token is at the start place of the mapped Petri net
for this individual, after firing the visible tasks in the order in which they appear in
the event trace, the end place is the only one to be marked and it has a single token.

task) are registered and the parsing proceeds as if this task would be enabled. This
continuous parsing semantic is more robust because it gives a better indication
of how many tasks do or do not have problems during the parsing of a trace. The
fitness function that our algorithm uses is in Definition 4. The notation used in
this definition is as follows. allParsedActivities(L, CM ) gives the total number of
tasks in the event log L that could be parsed without problems by the causal
matrix (or individual) CM . numActivitiesLog(L) gives the number of tasks in
L. allMissingTokens(L, CM ) indicates the number of missing tokens in all event
traces. allExtraTokensLeftBehind (L, CM ) indicates the number of tokens that
were not consumed after the parsing stopped plus the number of tokens of the
end place minus 1 (because of proper completion). numTracesLog(L) indicates
the number of traces in L. numTracesMissingTokens(L, CM ) and
numTracesExtraTokensLeftBehind (L, CM ) respectively indicate the number of
traces in which tokens were missing or tokens were left behind during the parsing.
Definition 4 (Fitness). Let L be an event log. Let CM be a causal matrix. Then
the fitness F : L × CM → (−∞, 1] is a function defined as
) − punishment
, where
F (L, CM ) = allParsedActivities(L,CM
numActivitiesLog(L)
punishment =

allMissingTokens(L,CM )
numTracesLog(L) − numTracesMissingTokens(L,CM )+1

+

allExtraTokensLeftBehind(L,CM )
numTracesLog(L) − numTracesExtraTokensLeftBehind(L,CM )+1

The fitness F gives a more detailed indication about how fit an individual is to a
given log. The function allMissingTokens penalizes (i) nets with OR-split where
it should be an AND-split and (ii) nets with an AND-join where it should be an
OR-join. Similarly, the function allExtraTokensLeftBehind penalizes (i) nets with
AND-split where it should be an OR-split and (ii) nets with an OR-join where
it should be an AND-join. Note that we weigh the impact of the allMissingTokens and allExtraTokensLeftBehind functions by respectively dividing them by
the number of event traces minus the number of event traces with missing and
left-behind tokens. The main idea is to promote individuals that correctly parse
the more frequent behavior in the log. Additionally, if two individuals have the
same punishment value, the one that can parse more tasks has a better fitness
because its missing and left-behind tokens impact fewer tasks. This may indicate
that this individual has more correct I and O condition functions than incorrect
ones. In other words, this individual is a better candidate to produce offsprings
for the next population (see Subsection 3.4).
3.3 Stop Criteria
The mining algorithm stops when (i) it finds an individual with fitness equals 1;
or (ii) it computes n generations, where n is the maximum number of generation
that is allowed; or (iii) the fittest individual has not changed for n/2 generations
in a row.
3.4 Genetic Operators
We use elitism, crossover and mutation to build the individuals of the next generation. A percentage of the best individuals (the elite) is directly copied to the next

population. The other individuals in the population are generated via crossover
and mutation. Two parents produce two offsprings. To select parents, a tournament is played in which five individuals in the population are randomly drawn
and the fittest one always wins. The crossover rate determines the probability
that two parents undergo crossover. Crossover is a genetic operator that aims at
recombining existing material in the current population. In our case, this material
is the set of current causality relations in the population. The crossover operation
should allow for the complete search of the space defined by the existing causality relation in a population. Given a set of causality relations, the search space
contains all the individuals that can be created by any combination of a subset
of the causality relations in the population. Thus, our crossover operator allows
an individual to: lose tasks from the subsets in its I/O condition functions (but
not necessarily causality relations because a same task may be in more than one
subset of an I/O condition function), add tasks to the subsets in its I/O condition
functions (again, not necessarily causality relations), exchange causality relations
with other individuals, incorporate causality relations that are in the population
but are not in the individual, lose causality relations, decrease the number of subsets in its I/O condition functions, and/or increase the number of subsets in its
I/O condition functions. The crossover point of two parents is a randomly chosen
task. Note that, after crossover, the number of causality relations for the whole
population remains constant, but how these relations appear in the offsprings may
be different from the parents.
After the crossover, the mutation operator takes place. The mutation operator aims at inserting new material in the current population. In our case, this
means that the mutation operator may change the existing causality relations of
a population. Thus, our mutation operator performs one of the following actions
to the I/O condition functions of a task in an individual: (i) randomly choose a
subset and add a task (in A) to this subset, (ii) randomly choose a subset and
remove a task out of this subset, or (iii) randomly redistribute the elements in
the subsets of I/O into new subsets. For example, consider the input condition
function of task D in Figure 2. I(D) = {{F, B, E}, {E, C}, {G}} can be mutated to (i) {{F, B, E}, {E, C}, {G, D}} if task D is added to the subset {G},
(ii) {{F, B, E}, {C}, {G}} if task E is removed from the subset {E, C}, or (iii)
{{F }, {E, C, B}, {G}, {E}} if the elements in the original I(D) are randomly redistributed in a random chosen number of new subsets. Every task in an offspring
may undergo mutation with the probability determined by the mutation rate.

4

Experiments and Results

As a first test for our genetic algorithm (GA), we applied it for noise-free event
logs and checked if it could mine process models that contain all the behavior in
these logs. In other words, the mined model should have the fitness F = 1. During
the experiments, the genetic algorithm mined event logs from nets that contain
5, 7, 8, 12 and 22 tasks. These nets contain short loops, parallelism and/or nonfree-choice constructs. Every event log has 1000 random executions of the nets.
For each noise-free event-log, 10 runs of the genetic algorithm were executed. The
populations had 500 individuals and were iterated for at most 100000 generations.

The crossover rate was 1.0 and the mutation rate was 0.01. The elitism rate was
0.01. The initial population might contain duplicate individuals. All the experiments were run using the ProM framework, our tool set that can be obtained via
www.processmining.org. We implemented the genetic algorithm described in this
paper as a plug-in for this framework. This framework also supports a mapping
from the internal representation to Petri nets (cf. Definition 3).
# Tasks Figure # Runs BFE
F =1
5
3.a
9
1
7
2
6
1
7 (nfc)
1
10
1
8
3.b
10
1
12
3.c
10
1
22
–
0
0.931

WFE MBF
0.989
0.987
1
1
1
0.537

0.998
0.997
1
1
1
0.739

Mean
Original
# Generations Found
5016
0
29259
0
511
0
5145
0
1831
0
249
0

Table 2. Results of the mining for 10 runs. “#” means “number of”. The columns BFE,
WFE and MBF respectively show the Best Fitness Ever, the Worst Fitness Ever (i.e.
the best one in the worst run) and the Mean Best Fitness (i.e. average over 10 runs).

The results in Table 2 show that the GA could find an individual that can
parse all log traces in most of the runs 5 . However, none of these individuals
are equal to the original nets that were used to generate the event logs. This
happens because, although the requirements that the fitness F captures are all
necessary to ensure that the GA mines a process model that can parse all traces
in the log, these requirement are not sufficient to ensure that the mined model
will always give a good insight about what is happening in the log. The reason
is that different models are able to parse all event traces and these models may
allow for extra behavior that does not belong to the class of traces in the log. A
class of traces defines all possible combinations of task orderings for a given set
of tasks. For instance, the traces “a,b,c,d” and “a,c,b,d” belong to the same class
because they involve the same set of tasks {a, b, c, d} and show that these tasks
can be interleaved probably because they are in parallel or they are short loops.
(a)

B

B
A

E

A

D
C

(b)

H

C
D

E
F

G

Fig. 3. The original nets with 5, 8 and 12 tasks.

Thus, the challenge we have now for our GA is: “How to ensure that the
retrieved model that can parse all the traces does not allow for extra undesired
5

Note: The experiments for the log of the net with 22 tasks were run for at most 250
generations because they take too much time to complete. However, the obtained
results suggest that the population was evolving towards the right direction. Due to
space limitation, the net 22 is not presented here. This net can be found in [9], Figure
8.

behavior as well?”. To illustrate this we consider the nets shown in Figure 4. These
models can also parse the traces in Table 1, but they allow for extra behavior. For
instance, both models allow for the applicant to take the exam before attending
to classes. To define a fitness measure to punish models that express more than it
is in the log is especially difficult because we do not have negative examples. The
logs show the allowed (positive) behavior, but they do not express the forbidden
(negative) one.
(a)

(b)

A

A

B
X

C
D

Y

B

X

Y
C

E

D

E

Fig. 4. Example of nets that can also reproduce the behavior for the log in Table 1. The
problem here is that these nets allow for extra behavior that is not in the log.

A possible way to increase the probability that the GA will mine models that
allow for none or little extra behavior is to use a hybrid version of evolutionary
algorithm that uses heuristics in the search [6]. In our case, the hybrid version
uses some heuristics to build the initial population. In short, the more often a
task t is directly followed by a task t0 (i.e. the subtrace “t, t0 ” appears in traces
in the log), the higher the probability that individuals are built with a causality
relation from t to t0 . Details about the heuristics can be found in [9]. With this
setting, the genetic algorithm could also find, most of the time, an individual that
could parse all traces in the log. Furthermore, the genetic algorithm sometimes
found an individual that is equal to the original net (see Table 3). Note that the
hybrid genetic algorithm performed better for nets with few or no parallelism.
Additionally, the use of heuristics hindered the discovering of the non-free-choice
construct. This happens because the heuristics are based on local relations in the
log. Note that there is no direct relation between tasks A − D and B − E, and if
we remove the places p3 and p5 from the net in Figure 1, the resulting net can
also parse all traces that the net in Figure 1 can parse.
# Tasks Figure # Runs BFE WFE MBF
F =1
5
3.a
10
1
1
1
7
2
9
1
0.999 0.999
7 (nfc)
1
10
1
1
1
8
3.b
10
1
1
1
12
3.c
10
1
1
1
22
–
1
1
0.972 0.989

Mean
Original
# Generations Found
2
2
16323
4
0
0
2
9
1
10
192
0

Table 3. Results of the mining for 10 runs when heuristics are used to build the initial
population.

Another possible solution is to improve the fitness function to make sure that
the mined model is not only complete (parses all traces in a log) but it is also

minimal (does not allow for classes of traces that cannot be derived from the log).
The next section presents some ideas on how to do so.

5

Challenges and Some Ideas

Although our fitness measure F (see Subsection 3.2) punishes individuals with
wrong AND/OR-split/join constructs and individuals with missing arcs, it does
not punish individuals that allow for additional behavior not present in the log.
Thus, our challenge is to include in the fitness function F a measure that punishes
for extra behavior.
One possible solution to punish an individual that allows for undesirable behavior could be to build the coverability graph [10] of the mapped Petri net for
this individual and check the fraction of event traces this individual can generate
that are not in the log. The traces that express different paths of execution for
parallelism are not considered as extra behavior. The main idea in this approach
is to punish the individual for every extra event trace it generates. Unfortunately,
building the coverability graph is not very practical and it is unrealistic to assume
that all possible behavior is present in the log.
Another possibility is to check, for every marking, the number of visible tasks
that are enabled. Individuals that allow for extra behavior tend to have more
enabled tasks than individuals that do not. For instance, the nets in Figure 4
have more enabled tasks in most reachable markings than the net in Figure 1.
The main idea in this approach is to punish more the individuals that have more
enabled visible tasks during the parsing of the log.

6

Conclusions and Future Work

In this paper we presented a genetic algorithm to mine process models. The internal representation allows for the mining of process models that contain non-freechoice and invisible tasks. The current version can search the space defined by the
set of tasks in the log and return a process model (individual) that can parse all
event traces, regardless of how the initial population is built. This means that our
genetic operators (crossover and mutation) are working as expected. However, the
fitness measure needs to be improved to make sure that the mined models only
express the behavior in the log. Our main challenge here is how to cope with the
lack of negative examples. We do not have logs that show the forbidden (negative)
behavior. Thus, the genetic algorithm has to work with what actually happened
(positive examples), but it still should punish the individuals that allow for extra
behavior that does not comply with the log. Some ideas to improve the fitness
measure include (i) computing all the traces that an individual can produce (its
coverability graph) or (ii) checking the amount of tasks that are enabled at every marking during the parsing of event traces. Our future work will focus on
developing metrics to mine process models that are not only complete (express
the behavior in the log), but are also minimal (do not allow for extra undesired
behavior).
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Abstract. With the ever growing importance of the service-oriented
paradigm in system architectures more and more (business) processes
will be executed using service-oriented systems. Therefore, we believe
that the ability to discover processes in loosely-coupled systems is essential in system optimization. Firstly, we briefly describe our previously
introduced idea of Web Services Interaction Mining (WSIM) and then
direct our attention on mining for workflows in logs provided by SOA.
We thoroughly examine strategies in other fields of mining for their applicability in SOA. After that, we discuss logging possibilities in serviceoriented systems and analyze mining opportunities with regards to the
provided logs. As a case study we present a service-oriented system and
its logging features. We conclude with a demonstration of how we successfully applied existing process mining strategies on this system’s logs
and present the results of that mining in the form of workflow models.

1

Introduction

With the emergence of Web services (WS) as a widely accepted standard, serviceoriented architectures (SOA) increasingly gain attention, both, in research and
in industry. The use of Web services facilitates the integration of formerly independent systems. In the future, service-oriented systems can be expected to gain
more and more importance in information technology (IT). Designing new systems based on the service-oriented paradigm allows for the development and the
deployment of loosely-coupled systems which promise to be more flexible and
more easily adaptable when business process requirements change over time.
Such quickly evolving systems demand for sophisticated and powerful monitoring in order to ensure correct system behavior and to allow for optimizing system
characteristics, like performance or usability. In other fields, mining techniques
are applied to gain additional knowledge about systems and data. In this paper,
we argue that mining may also be applied to service-oriented systems.
In our previous work we have introduced the idea of Web services Interaction Mining (WSIM) [1, 2]. In WSIM we make use of the findings in the fields of
data mining and process mining and apply them to the world of Web services
and service-oriented architectures. Mining describes the act of examining and
analyzing large amounts of (log) data with the ultimate goal of knowledge discovery (KD). Consequently WSIM attempts to apply mining techniques on logs
provided by Web services and SOA infrastructures. We begin by presenting an
overview of WSIM to outline the cornerstones of our approach.

1.1

Fundamentals of Web services Interaction Mining

We currently develop our Web Services Interaction Mining approach with regards
to three levels of abstraction that represent three complementary ”views” on Web
services.
The lowest level of abstraction is the Web service operational level. On this
level only one Web service is to be examined. Its standing within a serviceoriented system is not yet considered. Characteristics of a WS to be examined
on this level include, but are not limited to, execution time, service usage, or
service availability. Mining on this level can be as detailed as to only analyze
single operations of a given WS.
The second level of abstraction is the Web service interactions level. On this
level the focus is still on a single Web service but with regards to its interactions with other services. In these interactions the given WS may act as either
provider or consumer. Therefore, analyses on this level may deal with WS conversation, i.e., in what order are operations invoked by service requestors, or
WS composition, i.e., which services are consumed by a given composite WS [3].
Furthermore, a thorough analysis of past interaction with a given WS can reveal
dependencies in service-oriented systems and provide the information necessary
for an impact analysis when changes to a WS are planned. The result of mining
on this level can be an interaction graph as presented in [1].
The highest level of abstraction is the Web services workflow level. Here, we
attempt to identify workflows, or (business) processes, that are implemented using the functionalities of Web services. In that sense WSIM is positioned one step
before WS orchestration. WS orchestration allows for the definition of workflows
in an orchestration language such as WSBPEL [4] and for a monitored execution of that workflow using a BPEL engine [5, 6]. However, WSIM deals with
service-oriented systems that do not yet apply WS orchestration tools. A future application of WSIM on the workflow level might therefore be to generate
abstract workflow definitions of discovered processes and thereby facilitate the
work of workflow designers.
This paper focuses on the discovery of Web services workflows. We want to
emphasize that we are working in environments where no means of WS orchestration, e.g. BPEL, are used.
The remainder of this paper is structured as follows. In Section 2 we examine
other fields of mining and discuss their relevance for workflow mining in serviceoriented architectures. In Section 3 we analyze logging possibilities in SOA and
propose a scale of levels of logging as well as the mining opportunities on these
levels. Section 4 describes a service-oriented system we have implemented as a
motivating example. In Section 5 we describe the mining experiments that were
performed in our case study. A conclusion is given in Section 6.

2

Related Work

In this section we present the current state-of-the-art in other fields of research
which have influence on Web services Interaction Mining, the most relevant of
which are Web usage mining (WUM) and process mining.
2.1

Web Usage Mining

With the ever growing importance of the World Wide Web (WWW) many researchers have directed their attention to developing means of managing, analyzing, and understanding the vast amounts of data provided on and by the
web. These efforts are centered around applying data mining strategies to the
content of Web sites, Web server log records, etc. Depending on the data that is
analyzed and the desired outcomes of these analyses, web mining can be further
broken down into sub-categories: Web content mining, Web structure mining
and Web usage mining [7]. Web usage mining, and possibly Web content mining provide methods and approaches that can be integrated and used in Web
services Interaction Mining.
Web usage mining is concerned with discovering Web access patterns in Web
server logs in order to analyze user browsing behavior [8, 9]. Most Web servers
provide logging features, which record one log entry for each request received
by the server. Such a log entry typically contains the following information [10,
11]: the IP-address of the requesting host, a timestamp, the request line, e.g.
"GET /index.html HTTP/1.0", and the HTTP status code returned to the client.
Another important element a log entry may contain is the referer (sic). This is
an identifier a client may include in his request indicating where he was referred
from when requesting this resource, i.e., where the link was he clicked to request
the current resource. Also, if user authentication is required to access a web site,
the username is included in all log records of requests sent by that user.
In order to discover access patterns it is first necessary to group individual
requests into user sessions, a process called session reconstruction. A session
describes a user’s visit to a Web site from opening the first page until the site
is left. Once sessions have been identified, WUM mines in these sessions for
reoccurring patterns. The knowledge gained is used to optimize or customize
Web sites. Session reconstruction can be done by collecting requests sent from
a given host and applying time constraints [12]. Such time-oriented heuristics
pose limitations on the duration of the entire session (h1) and on the duration
of a stay on one individual page (h2). The values for h1 and h2 are often fixed,
e.g., to 30 and 10 minutes, respectively. Some argue that these values should be
flexible and should also incorporate the structure and content of a web site [13,
14].
2.2

Process mining

Workflow mining or process mining (the terms may be used interchangeably),
describes the effort to discover workflow patterns in a given set of log data. A

workflow is a reoccurring, ordered set of activities that are performed in order
to fulfil a higher-level task. Each individual execution of that workflow is called
an instance of the workflow, or a case. The goal of process mining is to analyze
a so-called workflow execution log in order to construct a workflow model that
best describes all recorded instances of that workflow. Log entries must include
a workflow identifier and a case identifier, so that the recorded events can be
mapped to the according workflow and case.
The greatest challenge in process mining is the construction of models for
complex processes. Workflows may contain alternative flows, concurrencies, or
loops [15]. Such complex patterns pose challenges to the development of efficient
mining algorithms. In [16] van der Aalst et al. present the current state of process
mining. In [17] the InWoLvE process mining system is presented which claims
to be able to discover a wide range of process models. In [18] an algorithm for
”mining exact models of concurrent workflows” is introduced. More issues are
discussed in [19, 20, 15].
2.3

Applicability of Web usage mining and process mining in
WSIM

Web usage mining will have an impact on our work of developing methods to
discover workflows in WS-related logs. Comparable to the browsing through
Web sites, Web service interactions can also be seen as isolated request-response
transactions, embedded in larger-scale sessions made up of numerous such transactions. The records one can keep of WS interactions are somewhat similar to
records found in Web server logs. Especially the scenarios addressed in [13, 8],
i.e., mining in Web server log records in the absence of session information, pose
the same problems as the situation we are faced with in WSIM. However, the
values used in time-oriented algorithms for user session reconstruction, namely
h1 and h2, may be suitable in human user interaction scenarios, where page
requests often do happen in intervals of >1 minute. However, in service-oriented
systems which are designed for machine-machine interactions, the time elapsed
between two interactions may be far less. Therefore, new metrics will have to
be found when applying WUM approaches in WSIM. Also, the structure of the
system to be examined will have an impact of the values assumed for h1 and h2,
which is also one of the key statements in [13]. For example, in a system that
performs a workflow of ordering products, time heuristics similar to those in
Web usage mining may be suitable. On the other hand, in a system for chemical
simulations, in which certain services compute parts of computationally intensive equations, interactions might happen in intervals of only a few milliseconds.
Therefore, there are limitations to the possibilities of applying WUM in serviceoriented systems.
Another disadvantage in the approaches of Web usage mining that itdoes
not go as far as attempting to construct complete process models. The construction of such a model, however, is the main goal of WSIM on the workflow level.
This goal is clearly shared with process mining. A major advantage of process
mining is the availability of powerful algorithms, which can clearly be of use in

WSIM research. A draw-back of process mining is, in our opinion, the restrictive assumptions made about the richness of information available in workflow
execution logs [16].
From our research we conclude that WSIM is located between WUM and
process mining. Web usage mining attempts to find frequent traversal path patterns from a limited amount of log information. Process mining, on the other
hand, tries to construct complete workflow models from very rich log data. The
log data available in WSIM is comparable to that in Web server logs. However,
the more steps are taken, and the earlier WSIM is considered in the development
process of a service-oriented system, the richer the log information can become.
Therefore, WSIM on the workflow level should both (a) apply Web usage mining
techniques on service-oriented systems that provide little log information and (b)
present methods for the development of more sophisticated logging in serviceoriented systems, so that these systems may later be mined for exact workflow
models with the assistance of process mining tools. Consequently, the quality of
workflow models that can be discovered using WSIM will depend on the quality
and richness of execution log data provided by the underlying system.

3

Web service loggging

In this section we examine and formalize the logging possibilities in serviceoriented architectures. The levels of logging vary in the richness of the information that is logged and in the additional development effort that is needed when
implementing the respective features.

Level 1: Standard HTTP-server logging
The most commonly used log formats provided by Web servers are the Common
Log Format and the Combined Log Format [10, 11, 21]. The log entry recorded
in Apache Tomcat when a request is sent to a WS ExampleService may look as
follows:
127.0.0.1 - - [15/Mar/2005:19:50:13 +0100]
"POST /axis/services/ExampleService HTTP/1.0" 200 819 "-" "Axis/1.1"

The log entry contains the requestor’s IP address, a timestamp, the request
line, the HTTP code returned by the server, i.e., 200 for OK, the size of the
returned resource, and the User-Agent, i.e., Axis/1.1. The empty element, i.e.
”-”, indicates that no referer-information is available. Such log records allow for
tracking of the service consumer, determining which service is called how often
(but not which operation of the service), or analyzing service failure rates.
This level of logging can be achieved by simply enabling the respective Web
server’s logging facilities. The service-oriented environment is in no way affected.

Level 2: Logging of complete HTTP requests and responses
Alternatively to Web server logging, an HTTP listener may be used to record all
traffic directed to a given port, which allows for logging of the complete HTTP
request and response traffic. This way the involved SOAP messages are also
recorded since they are sent as part of the HTTP messages.
Achieving logging on level 2 requires an HTTP level logger that listens to a
given port A and redirects to another port B. Also, it is necessary to reconfigure
the HTTP server from the original port A, where service calls are expected to
be received, to port B, to which the HTTP logger redirects. The service-oriented
system is not affected. An existing open-source HTTP listener is Apache TCP
Tunnel/Monitor [22].

Level 3: Logging at WS container level
On level 3 the logging is done inside the WS container, e.g., Apache Axis [23].
Unlike on levels 1 and 2, the logging is more flexible and can be configured, e.g.,
by only monitoring and logging certain WS. Also, HTTP requests not directed
at Web services are ignored. The logging itself is achieved using SOAP intermediaries. In Apache Axis such intermediaries are called handlers, and they can be
added to each deployed Web service’s request and/or response flow.
This level of logging can be reached by developing SOAP intermediaries that
log all SOAP traffic and integrating them into the service-oriented system. The
WS themselves are not affected.

Level 4: Logging client activity
Logging on levels 1 through 3 involves provider-side logging only. Such scenarios
are comparable to the situations addressed by Web usage mining where interaction with a single, central server is assumed. On level 4 logging should also
be done on the consumer side, e.g., when a WS is a composite service and itself makes calls to other WS possibly deployed on other hosts. Level 4 logging,
therefore, greatly expands the opportunities of workflow mining, since a system’s
activities as a client are also recorded. If a workflow spans over multiple hosts
or systems, such interactions may be discovered if level logs are available.
Apache Axis allows for the use of client-side handlers which are invoked
whenever the Axis API is used to consume services [23]. The system itself is not
affected when level 4 logging is to be implemented.
In [24, 25] the authors present a sophisticated logging architecture for serviceoriented systems. Their logging facilities reach level 4 logging on the scale we
propose. Some of the authors’ goals they wish to reach using the log architecture
are also addressed by WSIM on the operational level, such as service execution
time and Web service usage.

Level 5: Providing for process information
As stated in subsection 2.3, successful mining for exact workflow models requires
workflow information in log records. We have also shown that such information
is not available in conventional Web server logs. One of the goals of WSIM is to
make service-oriented systems fit for process mining by providing suitable logs.
Therefore, the highest level of logging in SOA must provide for both a workflow identifier and a case identifier in each interaction that is logged. This in
turn requires for additional design and implementation considerations when implementing service-oriented architectures. To be precise, Web services must ”cooperate” in a sense that they are able to receive and forward information regarding the workflow they are currently part of. The exchange of that information
between Web services can be done by using SOAP headers. Web services should
process the workflow information and forward it to other WS it consumes in the
process. If such measures are taken when designing Web services the recorded
logs will allow the mining of exact models of complex workflows. Our future
work includes the development of an API that facilitates the implementation of
Web services which allow for level 5 logging.

Table 1. Summary of logging features and mining opportunities
Level Logged information
1 - consumer IP
- invoked WS
- timestamp
- HTTP status code
2 - level 1 +
- SOAP request & response
- timestamps
3 - invoked WS & operation
- SOAP request & response
- timestamps
4 - level 3 +
- consumer-side activity
5 - level 4 +
- workflow information

4

Logging facilities Mining opportunities
- Web server
- service utilization
- consumer tracking
- failure rates
- HTTP listener
& logger
- WS container
- SOAP handlers
-

WS container
SOAP handlers
level 4 +
Web services

-

level 1 +
WS execution time
analysis of SOAP messages
level 2

-

level 3 +
client-side activity
level 4 +
Web services workflows

Motivating Example

In this section we present a motivating example showing possible applications
of WSIM. Although only simple, the example has been fully implemented and
it demonstrates, on a small scale, what could be done with WSIM on a much

larger scale in the not so distant future. We first present the scenario and then
describe the mining process in Section 5.
The sample service-oriented system we have developed is a collection of 13
WS which are shown in Figure 1. We assume to have ownership over host 1, i.e.,
access to its logs, while host 2 and 3 are third-party owned.

Fig. 1. Case Study Service oriented system

The workflow is started by a client application making a call to the OrderService (WSA), which triggers the execution of an application implementing the
workflow by using the other Web services. The DataValidationService (WSB) is
called to check if the customer is registered and if the given product is available
in the desired quantity. If the product is not available the StockManagementService (WSC) is called, which in turn makes a call to the ReorderService (WSI) on
host 2. Furthermore, the DataValidationService (WSB) calls a CreditCardValidation (WSJ) on host 3. The CreditCardValidation-WS makes, depending on
the company in the credit card information supplied, a call to either the Visa-,
the MasterCard-, or the AmEx- Web service. Once order data and customer data
have been successfully validated, the PackagingService (WSD) is invoked. When
completed, the ShippingDecisionService (WSE) is called which determines the
method of shipping and finally invokes one of the ShippingServices. This completes the workflow.
In addition to the example workflow we have implemented logging facilities
which reach level 5 on our proposed scale, i.e., the Web services are able to
receive, process, and forward workflow information. The SOAP enabling software
used was Apache Axis [23], deployed on an Apache Tomcat servlet engine [21].
The logging is done by SOAP handlers on both the client and the server side
which are invoked before and after the invocation of each WS. Therefore, all
request and response messages are logged. Each log record is of the format
uniqueID - mappingID- targetWS - msgType - SOAPmessage - timestamp

where mappingID is an identifier mapping a SOAP request to its corresponding
response, targetWS is the URL of the invoked service, msgType is the type
of message, i.e., request or response, and SOAPmessage is the complete SOAP
message that was sent.

5

The mining process

In our experiments the workflow was executed several times so that every possible flow of the process was performed at least once, e.g., in at least one instance
of the workflow products were unavailable and the ReorderService had to be
called. Once a sufficient amount of data was collected the log records were preprocessed to a format more suitable for data mining. For example, the recorded
SOAP messages were analyzed for workflow information in their headers and
the invoked method was retrieved. Also, corresponding log records, i.e., request
and corresponding response, were combined into one log record, so that one call
to a Web service was represented by one record. The log format after data preprocessing was as follows:
workflowID - instanceID - targetWS - operation - SOAPrequest requestTimestamp - SOAPresponse - responseTimestamp

5.1

Scenario

In order to demonstrate the benefits of logging on level 5 consider the following
scenario. The formerly independent hosts 1 - 3 in our case study are now under
ownership of one virtual organization. Such a situation might occur when companies merge or when the independent hosts were previously managed by separate
departments and are now put under the control of one central IT-department
or outsourced. In such a situation it is beneficial when workflow information is
available for processes that are performed using services deployed on (formerly)
independent hosts.
5.2

Data pre-processing for ProM

In our experiments we used ProM as the process mining tool [26]. ProM requires
an input file in XML format which contains the information concerning processes
and their instances. It should be noted that ProM works with event-based data
in order to be able to discover complex workflow patterns. This means that
not activities are recorded but rather events. The simplest events regarding an
activity are start and complete. Therefore, the Web service execution logs have
to be transformed into an event-based view. The XML format of a ProM - input
file is roughly the following:
The root element is the <WorkflowLog> element and it has a number of
<Process> sub-elements, each encapsulating execution data of one process, or

workflow. A <Process> element has a number of <ProcessInstance> child elements. A <ProcessInstance> has numerous <AuditTrailEntry> child elements.
An <AuditTrailEntry> represents one log record and contains an identifier of
the activity, the event-type and a timestamp.
The pre-processed logs described in the previous subsection were traversed
for log records belonging to a given workflow, i.e., ”orderprocess” in our case.
Because ProM requires log entries to be sorted by process instances, a list of
instances was constructed, which was then traversed until all instances were
processed. As an activity identifier we used the values targetWS-operation of the
pre-processed logs. Furthermore, the receiving of a SOAP request was taken as
the start event of an acivity, the sending of the SOAP response was considered
the complete event. Also, since both, provider- and consumer-side interactions
were logged, care had to be taken that interactions were only considered once,
in cases of provider and consumer residing on the same host.
5.3

Mining results

The procedure of creating a ProM - compatible workflow log was performed
several times with varying amounts of log data available. In one session only the
logs collected at host 1 were used. This scenario may very well appear in the real
world when system owners decide to upgrade their infrastructure to a BPEL enabled environment.

Fig. 2. Process model of host 1

The log data first had to be cleaned from interactions which were recorded
twice, i.e., by both provider-side and consumer-side handlers. For all interactions
with third party hosts the consumer-side entries made at host 1 were used to
capture these interactions. From the information extracted from the logs the
workflow model in Figure 2 was constructed using ProM. The workflow model
turned out to be complete and correct.
Note that the names of WS and operations were abbreviated in Figures 2 and
3 and only start-events were considered in order for the models to be displayable

here. The abbreviations correspond to those used in Figure 1. Furthermore, the
original images created by ProM had to be ”cut in half”. The circles marked X
are where the two halves should be joined.
In another experiment, we considered all logs collected on the three hosts.
This scenario is imaginable when formerly independent hosts come into ownership of one virtual organization. Again, the data was pre-processed and cleaned
from double recorded interactions. The workflow model in Figure 3 was constructed which now includes the workflow performed on host 3. Figure 3 demonstrates the benefits from providing logs at a level 5 of our scale. The portion
of the model highlighted is the additional knowledge gained from including logs
from host 3 in the mining process.

Fig. 3. Process model of all hosts

6

Conclusion and Future Work

In this paper we have presented our approach of Web services Interaction Mining
(WSIM) with a focus on mining for Web services workflows. We have examined
related work, of which we specifically point out Web usage mining and process
mining. Since the possibilities of process mining in SOA seem limited using traditional logging facilities like Web server logs, we have presented a classification
of service-oriented systems by the richness of the log data they provide. Depending on the level of logging, different methods of WSIM may be applied to
a system. If level 5 logging is implemented, a service-oriented system may be
mined for complete workflow information using already existing process mining
tools such as ProM. As a case study we presented such a system and described
the process of processing the log data to create logs understandable by ProM.
We also showed the results achieved by mining the logs for workflows.
Since level 5 logging cannot be assumed in many service-oriented systems, our
future work will be directed at developing strategies and algorithms for WSIM in
systems which provide less log information. Specifically, we will examine WUM

strategies and adapt them to the needs when mining in logs provided by serviceoriented systems.
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