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Preface
Periodic scheduling is concerned with the planning of periodic activities, that
is, activities that have to be identically repeated at regular intervals. Such
periodic activities include the processing of samples of a digital signal, the
arrival of trains at a railway station, the oiling of machinery, and the workshifts
of personnel.
Despite the variety of applications, the subject has so far received little
attention in the scheduling literature, and articles that have appeared on this
subject are often strongly application-oriented.
My own interest in periodic scheduling emerged from the problem of costeffectively implementing real-time video signal processing in hardware. Little
of what is offered by the present literature on periodic scheduling turned out to
be directly applicable to this problem domain and it was this which tempted me
to fill in this gap. In this way, the signal processing problem has served as a
starting point for my research in periodic scheduling, which eventually resulted
in this thesis.
The problems I consider and the terminology I use in this thesis are derived
from the signal processing domain. Nevertheless, I am convinced that the results
presented here are of a much wider interest.
I next want to thank all persons that have contributed in one way or another
to this work.
First of all, I want to express my gratitude to Emile Aarts, who has encouraged me a great deal to write this thesis. Sharing our office for more than six
years, we have spent many hours discussing our work. Emile has taught me
much on how to do research. I hope our collaboration will continue for many
years to come.
I feel fortunate in having Jan Karel Lenstra as a supervisor. His extensive
knowledge of combinatorial optimization has been of great benefit to me.
I also appreciate Jaap Wessels' continuing interest as the work proceeded. I
found the regular discussions with Emile, Jan Karel, and Jaap very stimulating.
Special thanks go to Ronan Burgess and Wim Verhaegh for carefully reading
drafts of this thesis. Their comments resulted in many improvements. I also
thank Maurice Diederen who carried out his M.Sc. work on a subject closely
related to the subject discussed in Chapter 5 of this thesis.
I am grateful to the management of the Philips Research Laboratories for
giving me the opportunity to carry out the research described in this thesis.
The laboratories offer a stimulating working environment and I owe thanks to
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many colleagues. Of those colleagues not already mentioned, I want to thank in
particular Gerben Essink, Charlie O'Brien, Albert van der Werf. and Clemens
Wouters.
Finally, I want to thank my companion in life, Caroline Bockstael. Without
her this thesis would probably have been completed much earlier but life would
have been less fun.
Eindhoven, October 1992

Jan H.M. Korst
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1
Introduction

This thesis is concerned with the theory of periodic scheduling. Periodic
scheduling considers the scheduling of operations that have to be periodically
executed at a constant rate over time. Periodic scheduling problems arise in such
diverse areas as production planning, real-time processing, vehicle scheduling,
and personnel planning. Our interest in periodic scheduling originates from the
field of digital video signal processing, more precisely, from the problem of costeffectively mapping video signal processing algorithms onto digital hardware.
Throughout this thesis, this mapping problem is used as a guideline to discuss
periodic scheduling, and it is used to motivate the restrictions we impose on the
specific periodic scheduling problems that are considered.
This introductory chapter is organized as follows. Before elaborating on the
mapping problem in Section 1.2, we first informally introduce in Section 1.1
periodic scheduling as a part of multiprocessor scheduling. Next, in Section 1.3

2

Introduction

we give a number of elementary definitions and present a classification of relevant periodic scheduling problems. Section 1.4 outlines possible strategies
to decompose the scheduling problems into smaller subproblems. The chapter
ends with an outline of the thesis in Section 1.5.

1.1 Multiprocessor Scheduling
The theory of scheduling is concerned with the allocation of resources to activities over time [Baker, 1974a]. Scheduling theory is an important field in discrete
or combinatorial optimization, and it is often applied in operations research.
Combinatorial optimization involves problems in which we have to choose the
best solution from a finite number of relevant solutions; for a brief overview of
this area, see Chapter 2. Scheduling problems occur in many practical situations
in areas such as production planning, computer scheduling and VLSI design,
and there exists an extensive body of literature on this subject. In this introduction only those scheduling concepts are discussed that are relevant to the
subsequent chapters. For elaborate introductions into the theory of scheduling
we refer to Conway, Maxwell & Miller [1967], Baker [l974a], Coffman [1976],
French [1982], and Lawler, Lenstra, Rinnooy Kan & Shmoys [1989].
The scheduling literature distinguishes a broad range of different problem
formulations. Throughout this thesis, scheduling problems are concerned with
the scheduling of operations on a limited number of processors. Each processor
can execute only one operation at a time and is continuously available. Each
operation can be executed by only one processor at a time. We further restrict
our attention to a class of scheduling problems that is relevant to video signal
processing. To characterize this class of problems we use the following three
criteria.
Off-line vs. on-line scheduling In an off-line scheduling problem, all characteristics of the operations that have to be executed are known in advance, and
consequently a schedule that optimally utilizes the available resources can be
constructed beforehand. In an on-line scheduling problem, the operations may
not be known in advance. In that case, they can be scheduled only after they
have been released. Alternatively, the operations may be known in advance
but not their release times. On-line scheduling problems occur, for example,
when operations have to be executed conditionally, depending on the outcome
of other operations. Some situations can be handled by off-line as well as online scheduling techniques. Usually, the quality of an on-line schedule is worse
than that of an off-line schedule, since in the former case the construction of a
schedule is only based on incomplete information. For detailed information on
on-line scheduling we refer to Shmoys, We in & Williamson [ 1991]. In video
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signal processing conditional operations are rare, and if they do occur, they can
usually be modelled as if all operations are known in advance. For that reason,
we confine ourselves to off-line scheduling.
Preemptive vs. nonpreemptive scheduling In preemptive scheduling problems, an operation that is executed on a processor is allowed to be interrupted
before its completion to be resumed on another processor at that same time
or on any processor at a later time. In nonpreemptive scheduling problems,
such preemptions are not allowed, i.e., if an operation is started on a given processor, then it must be completed without interruption on that same processor.
The operations that are used to process a given video signal are assumed to be
atomic. They consist of elementary arithmetic and logic operations that cannot
be interrupted. Hence, we consider our scheduling problems to be nonpreemptive.
Precedence constraints vs. no precedence constraints Precedence constraints
between operations restrict the possible order in which they can be scheduled
in time. Precedence constraints can be represented as a partial order < defined
on the set of operations, where oi < OJ means that operation Of must be completed before operation OJ can be started. In video signal processing, precedence
constraints usually play an important role.
Summarizing, we restrict ourselves in this thesis to off-line nonpreemptive
precedence-constrained multiprocessor scheduling.
So far we have implicitly assumed that each operation has to be executed
exactly once. A major part of the scheduling literature is based on this assumption. Under this assumption, a schedule specifies for each operation at what
time and on which processor it is executed. In addition, the objective is to find
a schedule that optimizes some criterion or cost function value. The variety of
processor environments, operation characteristics, and possible cost functions
gives rise to a large number of different problem formulations. Roughly speaking, off-line nonpreemptive multiprocessor scheduling problems come in two
alternative types, which can be formulated as follows.
Given a set of operations and a number of processors, find a schedule that
minimizes the total completion time, or some other function of the completion times of the operations.
- Given a set of operations and an overall deadline, find a schedule that meets
the deadline and uses a minimal number of processors.
Examples of both alternatives are given in Figure 1.1. The two problem formulations can be viewed as each other's dual. The reader may recognize them as
bin packing and bin design problems; see Coffman, Garey & Johnson [1984].
The two alternatives illustrate that generally there is a trade-off between the
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Figure 1.1 Two Gantt charts showing different schedules for the execution
of operations o 1 ••••• o 7 , requiring 3, 3, 4, 5, 5, 2, and 7 time units to be
executed, respectively. The processors, denoted by m 1 , m2 , ••• , are shown
along the vertical axis. A time scale is shown along the horizontal axis.
Precedence constraints are given by o 1 < o2 • o 1 < o5 , and o6
o3 • Schedule
(a) gives a schedule on 3 processors that minimizes the total completion
time. Schedule (b) minimizes the number of processors subject to an overall
deadline of 8 time units.

used processing capacity and the total completion time. This trade-off occurs
in many scheduling problems.
In the following section we examine how the problem formulations are
affected if we do not assume that each operation has to be executed exactly
once. but assume instead that each operation is to be periodically repeated at a
constant rate.
1.1.1

Periodic Multiprocessor Scheduling

In periodic scheduling problems, operations have to be periodically executed an
indefinite, very large number of times. This can be most conveniently modelled
as if the operations have to be executed infinitely often. Their execution frequency is fixed. Such an operation is called a periodic operation. For a given
set of periodic operations a schedule is given by
- a time assignment, which specifies for each execution of an operation the
time at which it is started, and
- a processor assignment, which specifies for each execution of an operation
the processor on which it is carried out.
If operations are repeated infinitely often, then minimizing the total completion
time is no longer a meaningful objective. Hence, we confine ourselves to
problem formulations for which the objective is to repeatedly execute a given
set of periodic operations, each with a given frequency, using a minimal amount
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of resources. As is explained in the next section, resources include processors
as well as storage elements.
In the next section video signal processing is discussed. The scheduling
problems considered in this thesis are motivated by this application area, and
the results we present in subsequent chapters are intended to be of interest to it.

1.2 Video Signal Processing
For several decades, signal processing has played an important role in modern
civilization in areas as medical diagnosis, radio, TV, radar, and telecommunications. We observe an ongoing trend from analogue towards digital signal
processing, which is facilitated by the continuing advances in IC technology.
A video signal contains the information of a moving image. The advances in
video signal processing technology has opened the way to many interesting new
applications, including video conferencing, interactive video tools on personal
computers, multimedia systems, and high definition television.
The specification of how a video signal must be processed is called a video
signal processing algorithm, or video algorithm for short. A cost-effective hardware implementation of video algorithms poses a class of periodic scheduling
problems, that until now has received very little attention in the scheduling literature. In this section, we discuss the main issues in video signal processing
that are relevant for the problem of cost-effectively mapping video algorithms
onto hardware. Furthermore, we explain how periodic scheduling relates to
this problem. Extensive overviews of digital image processing are given by
Gonzalez & Wintz [ 1986] and Pratt [ 1991].
A digital video signal is obtained by sampling a given image that can be
regarded continuous in space and time. In order to be in a forn1 suitable for
processing, an image is digitized in space, in time, and in amplitude. The spatial and temporal digitization is referred to as video sampling, while amplitude
digitization is referred to as quantization. With respect to temporal sampling,
an image must be sampled at least 24 times per second to avoid flicker. Such
a sampled image is called a frame. Each frame consists of a number of lines,
while each line consists of a number of picture elements or pixels for short.
The exact number of lines per frame and pixels per line and the number of bits
used for the representation of one pixel depends on the video standard that is
used. For example, in the PAL (Phase Alternating Line) standard, which is used
for present-day television in Europe, 25 frames per second are sampled, where
each frame contains 625 lines, and each line 864 pixels. This gives a total of
25·625·864 = 13.5 million pixels per second. If each pixel is represented by 16
bits, we obtain a sampling frequency of 216 million bits per second. Hence,
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real-time video signal processing requires an enormous processing throughput,
which poses large computation and communication demands.
The digital video signal one obtains by sampling a given image can be
considered as a stream of integers, e.g., 16 bit integers each containing the data
of one pixel. These integers are referred to as samples. Hence, a digital video
signal is a stream of samples. If a signal has to be processed in real time, it
must be processed at the same frequency it is sampled with. Digital video signal
processing is concerned with the processing of subsequent samples of a signal.
A given stream of samples is in this way transformed into another stream of
samples. The signals used as input for the processing activity are called input
signals, and the signals that are obtained by the processing activity are called
output signals. The corresponding samples are called input and output samples,
respectively.
The time between the arrival of two successive samples in video signal processing is so small, in comparison with the time needed to process one sample,
that the processing of one sample has only just started when the next sample
arrives. The processing of successive samples consequently overlaps in time.
The time needed for processing one sample clearly depends on the processing
speed of the available hardware. Even if we use a very fast hardware implementation, the processing of samples still overlaps in time for even the simplest
video algorithms. It is conceivable that future advances in IC technology will
eliminate this overlap for the video algorithms we presently want to map on
hardware. However, at the same time we observe a rapid increase in the complexity of the video algorithms we want to map onto hardware. Consequently,
the problem of overlap in the processing of successive samples of a video signal
is expected to remain relevant in the future.
We assume that each sample is processed in the same way, i.e., each sample
undergoes the same sequence of operations. This is a reasonable assumption
for most present-day video algorithms. Hence, video signal processing can be
specified by a set of operations that have to be repeatedly executed, and the
problem of cost-effectively scheduling these periodic operations on a multiprocessor system can be modelled as a periodic scheduling problem.

1.2.1 Mapping Video Algorithms onto Hardware
A video algorithm is specified as a directed graph (0, R ), called a signal flow
graph. In a signal flow graph each vertex oi E 0 corresponds to an elementary
operation that has to be repeatedly executed. Each arc (oi, o1 ) E R specifies a
precedence between the operations Oi and o1 . More specifically, an arc (oi, o1 )
specifies that the results of executions of Oi are repeatedly used as input to the
corresponding executions of operation o1 .
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Such a result must be stored from the time that the execution of Oi is
completed until the time that the corresponding execution of o1 is started. The
hardware must provide enough storage elements to store these intermediate
results. An example of a signal flow graph is given in Figure 1.2. A more
formal specification of a signal flow graph is discussed in Section 1.3.

Figure 1.2 An example of a graphical representation of a signal flow graph.
The squares denote periodic operations, the lines between squares denote
precedences. The pentagons denote input and output signals. This type
of graphical representation is used in the VSP mapping tools developed at
the Philips Research Laboratories [Essink, Aarts, Van Dongen, Van Gerwen,
Korst & Vissers. l991a].

Let us next consider how a signal flow graph can be cost-effectively mapped
onto hardware. To this end, one aims at designing a hardware implementation that is able to process the input samples with the required frequency, at
minimum hardware costs. As already mentioned, present-day sequential computers are by no means capable of realizing the huge computational demands
that are necessary for real-time digital video signal processing. A high degree
of parallelism and pipelining is required to accomplish this high throughput.
The required throughput could be obtained by using general-purpose parallel
computers. However, for many applications, this solution is too expensive or
impractical. Furthermore, these parallel computers offer far more flexibility
than required. Especially for consumer applications, where hardware implementations have to be provided in large quantity, a special-purpose IC im-
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plementation is more cost effective. The quality of a mapping of a signal
flow graph onto hardware strongly determines the costs of the IC implementation.
The costs of an IC are dominated by the design costs and the production
costs. If an IC is produced in large quantity, then the design costs are negligible.
The production costs of an IC are to a large extent determined by its area. To
quantify the elements that contribute to the area of an IC, we assume that lhe
IC has a general clocked architecture as shown in Figure 1.3. We distinguish

c

processors

0

n

0

e

storage
elements

Figure 1.3 A hardware architecture that is used to execute video signal
processing algorithms.

the following elements.
- A set of identical processors, given by .M = { m 1, mz, ... }, which execute
the operations in 0.
- A set of storaf?e elements, given by S = {s1,sz, .. .}, to store intermediate
results of the executions. We assume that each execution of an operation
produces one result and that each storage element s1 E S can store one result
at a time.
- An interconnection nefvllork, which handles the transportation of results between processors and storage elements.
- A controller, which controls the correct functioning of the IC. It determines
at each time what type of operation has to be executed on each processor,
and it controls when and where the results are transported and stored.
As stated before, the production costs of an IC are predominantly determined
by its area. All four elements in the architecture contribute to the area of an
IC. Here, we take only the processor and storage costs explicitly into account.
This decision is motivated in Section 1.3.8. The problem of cost-effectively
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mapping a given signal flow graph onto a multiprocessor architecture can now be
reformulated as the problem of designing a schedule for the periodic operations
that requires minimal processor and storage costs.
We end this section with two remarks. The processors are assumed to be
identicaL This is not a very restrictive assumption, however. It can be shown
that this assumption can be easily relaxed to the case where different types
of processors exist for which it is known in advance which type of processor
executes which operation. Most results derived in this thesis also hold for this
case.
Intermediate results are all stored in individual registers, i.e., the storage
elements can store exactly one result at a time. Often it is more cost-effective
to use random access memories (RAMs), shift registers, or other storage elements. These storage elements are capable of storing more than one result
simultaneously. However, they pose restrictions on the number of results that
can be simultaneously read or written, or on the time that a result can be stored.
These restrictions do not affect the general solution strategy proposed in this
thesis. They would however unnecessarily complicate the mapping problem.
Instead we assume that a mapping problem is first solved by using individual
registers. Next, given such a solution, we can further decrease the storage costs
by combining registers to RAMs or shift registers.

1.3 Problem Modelling and Formulation
In this section we give a formal description of a number of related periodic
scheduling problems that are relevant to the mapping problem discussed in
the previous section. All scheduling problems fit into one generic problem
formulation. They only differ in the type of constraints that have to be satisfied
in addition. We first present a number of basic definitions in Section 1.3.1.
In Sections 1.3.2-1.3.6, we discuss the different types of constraints that can
be imposed in addition. Based on these definitions and constraints, we next
define in Section 1.3.7 a generic periodic scheduling problem and present a
classification of related scheduling problems that satisfy this generic problem
formulation. Finally, in Section 1.3.8, we address the relation of these problems
with the mapping problem discussed above.

1.3.1 Definitions and Notation
Let 0 = {OJ, ... , On} be a given set of periodic operations. A periodic operation
o E 0 must be repeatedly executed. More precisely, it must be executed on
average once every p(o) time units, where each execution requires e(o) time
units. Hence, we can define a periodic operation as follows.
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Definition 1.1 A periodic operation is an operation that must be repeatedly
executed over an infinite time horizon. With each periodic operation o a period
p(o) E IN and an execution time e(o) E IN are associated, with e(o) ::; p(o ).
The period p(o) specifies the number of time units that must lie on average in a way that is specified later - between the start times of two successive
executions of o. The execution time e(o) specifies the number of time units
required for each execution of o.
D
Figure 1.4 gives an example of a periodic operation. To be able to refer to each

Figure 1.4 Five executions of a periodic operation o with period p(o) = 5
and execution time e(o) = 2, regularly positioned in time.
specific execution of an operation, we denote the kth execution of an operation
o by o [k], k E 7!... The set of all executions is given by
E(O) = {o[k] I o E O,k E

7!..}.

With respect to the assignment of executions to processors we make the following assumptions. Once an execution is started on a processor, it is completed
without interruption on that same processor, i.e., preemptions are not allowed.
An execution of an operation o E 0 that starts at a time t E 7l.. occupies a processor during the interval [t, t + e(o )). The set of processors is denoted by M.
The processors are assumed to be identical, i.e., each operation o can be executed on any processor m E M and its execution time does not depend on the
processor. Furthermore, a processor can execute at most one operation at a time.
Next, let R be a set of precedences, which restricts the order in which the
executions in E (0) can be scheduled in time. This set is defined as follows.

Definition 1.2 The set of precedences is given by R = {r1, ... , rq }. Each r E R
is an ordered pair (o, o'), with o, o' E 0, having a label (p(r), b(r), b'(r)), with
p(r) a multiple of !cm(p(o),p(o')) and b(r),b'(r) E 7!... Precedence r specifies
that the (a(r)k+b(r))th execution of o must be completed before the start of the
(a'(r)k +b'(r))th execution of o', for each integer k, where a(r) and a'(r) are
given by a(r) = p(r)jp(o) and a'(r) = p(r)jp(o'). The result of each execution
o[a(r)k + b(r)] must be stored from the time that this execution is completed
D
until the time that o'[a'(r) k + b'(r)] is started.
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The results that need to be stored one or more time units are called intermediate
results. We observe that the precedences in R are also of a periodic nature. The
period of a precedence r = (o, o 1 ) is given by p(r ). Operation o produces results
with a period p(r) that are consumed by o' with the same period. These periods
are necessarily identical. If the results of o would be produced with a frequency
that is lower than the frequency with which they have to be consumed by o',
then the executions of o' cannot be carried out with the required frequency. If
on the other hand the results would be produced with a frequency that is higher
than the frequency with which they have to be consumed, then each result of the
executions of o would have to be stored longer than the preceding one. Clearly,
if in that case the operations are executed infinitely often, then this requires an
infinite number of storage elements. Hence, in both cases, no feasible schedule
exists with finite costs.
Finally, let the set of storage elements be denoted by S = {s 1, s2, ... } . We
assume that each Si E S can store only one result at a time.
The general goal in this thesis is to schedule a given set of periodic operations with minimal hardware costs. A schedule S specifies for each execution
o[k] E £(0) at what time and on which processor it is started, and for each
intermediate result in what storage element it is stored. A schedule is defined
as follows.
Definition 1.3 A schedule S is a 3-tuple (s, m, z) where

- the time assignments : E(O)-+ Z specifies for each execution o[k] the time
at which it is started,
- the processor assignment m : E(O)
JVi specifies for each execution o[k]
the processor on which it is executed, and
- the storage assignment z : E (0) f---+ S specifies for the result of execution
o[k] the storage element in which it is stored, if this is required.
0
If R = 0, then a storage assignment is not required and we simply define a
schedule S as a pair (s, m ). For a given schedule S the required number of
processors is given by np(S) = lm(£(0)) and the required number of storage
elements is given by ns(S) = iz(£(0))1.
The schedule for a given set of periodic operations is often periodic itself;
cf. Definition 1.16. The period of a schedule is denoted by P.
We next discuss in Sections 1.3.2-1.3.6 five types of constraints, namely
processor, storage, precedence, confinement, and periodicity constraints. These
constraints specify whether or not a given schedule S is feasible. Which specific
constraints are imposed depends on the specific problem at hand. The processor,
storage, and precedence constraints always have to be satisfied.
1

,
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1.3.2 Processor Constraints
The processor constraints formalize the requirement that each processor can
carry out at most one execution at a time. They are defined as follows.

Definition 1.4 A given schedule S satisfies the processor constraints if no two
executions o1[k], o;[/] E E(O) overlap in time if they are executed on the same
processor, i.e., if m(oi[k]) = m(o;[l]), then either
s(odk])+e(oi) ~ s(o;[/])

or
D

Note that the processor constraints only restrict the time and processor assignments.

1.3.3 Storage Constraints
Similarly, the storage constraints formalize the requirement that each storage element can store at most one intermediate result at a time. Let the time that the
result of execution o 1 [k] must be stored be denoted by t(o1 [k ]). The corresponding time interval is called the lifetime of this result. The storage constraints are
defined as follows.

Definition 1.5 A given schedule S satisfies the storage constraints if the lifetimes of the results of two executions Oi [ k], OJ [l] E E (0) do not overlap if they
are stored in the same storage element, i.e., if z (oi [k]) = z (Oj [I]), then either
s(o 1 [k])+e(oi)+t(oi[k]) ~ s(oi[l])+e(o;)

or
D

Note that the storage constraints only restrict the time and storage assignments.

1.3.4 Precedence Constraints
The precedence constraints are defined as follows.

Definition 1.6 A given schedule S satisfies the precedence constraints if for
each precedence r = (o, o') E R and each k E Z we have that
s(o[a(r)k +h(r)])+e(o) ~ s(o'[a'(r)k +h'(r)]).

The precedence constraints only restrict the time assignment.

D
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Confinement Constraints

In some cases it is required that all executions of a periodic operation are
executed on the same processor. This requirement is defined by the following
constraints.

Definition 1.7 A given schedule S satisfies the confinement constraints if the
executions of each operation are carried out on the same processor, i.e., for each
Oi E 0, and for all k, I E Z
m(oi [k]) == m(oi[l]).

D

The confinement constraints only restricts the processor assignment.

1.3.6 Periodicity Constraints
So far we have not made any assumptions about the freedom we have in executing an operation o such that it is executed on average once every p(o) time
units. As we will see in the following chapters, these assumptions can greatly
influence the quality of the schedules we can obtain. We therefore discuss in
this subsection in more detail alternatives to model periodicity constraints.
Let U0 (t 1 , t2) be the number of time units in the interval [t,, t2) that are used
to execute operation o. To guarantee that a periodic operation is executed with
a given frequency we must at least require the following.

Definition 1.8 A given schedule S satisfies the minimal periodicity constraints
if for each o E 0 and each time t E Z
.
U0 (t,t+t')
hm
t'~'oo
t'

e(o)

p(o)

(l.l)
D

These periodicity constraints are very weak, since they still offer the possibility
of postponing all executions of an operation for an arbitrary finite period of
time. This is usually not what one would like to have in practice, since postponing executions for a long time results in very large storage costs. Let us
therefore consider a number of alternatives to strengthen the minimal periodicity constraints. The most restrictive alternative is obtained if we require the
operations to be executed strictly periodically.

Definition 1.9 A given schedule S satisfies the strict periodicity constraints if
each periodic operation o E 0 is executed strictly periodically, i.e., for each
o 0 and each k E Z
s(o[k +I])

s(o[k]) +p(o).

( 1.2)
0
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Note that the operation shown in Figure 1.4 is executed strictly periodically.
For some applications strict periodicity is a necessary constraint; for others it
is merely a convenient way to model periodicity. However, in the following
chapters we wiJJ see that in some cases strict periodicity may lead to excessive
processor costs. For those cases, we consider a less restrictive alternative. If
operation o is executed strictly periodically, then for each time t E Z
U0 (L t + p(o))

= e(o)

or, equivalently, for each t E Z and each k E Z
U 0 (t, t + k p(o))

= k e(o ).

One reasonable possibility to relax strict periodicity is given by the requirement
that for each t E Z and each k E Z
(k-1)e(o) S U 0 (t,t+kp(o)) S (k+1)e(o).

(1.3)

Clearly, (1.3) implies (l.l) and deviates only slightly from strict periodicity.
Verifying whether or not these constraints hold for some operation o in a given
schedule S with period P, means that (1.3) must be verified for P successive
values of t and P / p(o) values of k, which can be very time consuming, if P is
large. Periodicity constraints that can be verified more efficiently are obtained
if we slightly change requirement (1.3) as follows.
Definition 1.10 A given schedule S satisfies the slack periodicity constraints
if for each operation o E 0 a time r(o) E {0, 1 ... ,p(o) 1} exists such that
exactly one execution of o is started and completed in each time interval
[r(o) + k p(o ), r(o) + (k + 1) p(o )), k E Z.

(1.4)
D

I
I

I
I

~

hl hl
r(o)

Figure 1.5 The executions of a periodic operation o with period p(o) S
and execution time e(o)
2 are scheduled such that the slack periodicity
constraints are met. The request times are represented by the dashed vertical
lines. We easily verify that between every two consecutive dashed lines
exactly one execution is scheduled.
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These constraints can also be modelled as follows. A periodic operation o is
requested to be executed exactly every p(o) time units. Once requested, an
execution o[k] is required to be completed before the request for o[k + 1]. The
request times are given by r(o )+k p(o ), k E Z. Figure 1.5 shows the executions
of a periodic operation that satisfies the slack periodicity constraints. The following theorem ranks the three alternative constraints in order of restrictiveness.

Theorem 1.1 The three alternative definitions of periodicity constraints given
by (1.2), (1.3), and (1.4) are related by
(1.2)

=}

(1.4)

(1.3)

=/? (1.4)

=}

(1.3)

and

(1.2).

Proof Figure 1.5 gives an example that satisfies (1.4) but not ( 1.2). Figure 1.6
gives an example that satisfies ( 1.3) but not ( 1.4 ). To prove that ( 1.2) imI

I

I

gzj

I
I

I

I

I

I

r=n

I

I

I

r=:l

I

I

Figure 1.6 The executions are scheduled such that (1.3) is satisfied but not
( 1.4 ).

plies (1.4) and (1.4) implies (1.3), we first show that (1.4) is equivalent to the
following constraints: for each o E 0, each time t E Z, and each k E Z,
U0 (t,t+kp(o)+e(o)) S: (k+l)e(o),

( 1.5)

U0 (t,t +kp(o)- e(o))

(1.6)

and
(k- l)e(o).

Let (1.4) hold for a given schedule S. One then easily verifies that
U0 (r(o) + l p(o), r(o) + (l + k)p(o) + e(o )) S: (k + l)e(o),

with k, l E Z, and that after shifting such an interval over at most p(o) time
units this constraint still holds. Hence, (1.4) implies (1.5). Similarly, we can
prove that (1.4) also implies (1.6).
Now, let (1.5) and (1.6) hold for some periodic operation o. We first choose
r(o) s(o[k']) modp(o), with o[k'] the execution for which s(o[k'J) k' p(o)
is minimal.
This choice implies that an execution is never executed prior to its request. We now prove that ( 1.4) holds for this choice of r(o) by contradiction.
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Suppose that (1.4) does not hold, i.e., some execution o[l] that is requested
at time r(o)+lp(o) is not completed at time r(o)+(l + l)p(o). Now, we
distinguish two different cases: either l > k' or l < k'. Clearly, 1 can
not equal k', since s(o[k']) = r(o[k']). If l > k', then (1.6) is not satisr(o) + k'p(o) + e(o) and k == (l + l) - k'. If 1 < k', then
fied for t
(1.5) is not satisfied for t = r(o) + (l + l)p(o) amd k == k' - (! + 1). In
both cases this contradicts the assumption that (1.5) and (1.6) hold for all
t E 71. and k
71.. Hence, we conclude that (1.4) is satisfied if and only
if ( 1.5) and ( 1.6) are satisfied. Now, it can be straightforwardly shown that
( 1.2) implies ( 1.5) and ( 1.6), and that ( 1.5) and ( 1.6) imply ( 1.3), and consequently that (1.2)
(1.4)
(1.3). This completes the proof of the theorem.
D

From the proof of the Theorem 1.1 we derive the following corollary.
Corollary 1.1 A given schedule S satisfies the slack periodicity constraints
and only if
Smax(o)
Smin(O) S: p(o)- e(o),

if

where Smax(O) and Smin(O) are the relative earliest and latest start times defined
by Smax(o) = maxk{s(o[k]) k p(o)} and Smin(o) = mink{s(o[k])- k p(o)}.
D

Consequently, it is much more convenient to verify the periodicity constraints
given by (1.4) than the ones given by (1.3). In the remainder of this thesis
we either require the strict or the slack periodicity constraints. For ease of
reference the latter case is denoted as scheduling with slack. Note that the
periodicity constraints only restrict the time assignment.

1.3.7 Problem Classification
We are now ready to give a formal definition of the periodic scheduling problems
of our interest.
Given the definitions presented in the previous sections we first define a
generic periodic scheduling problem as follows.
Definition 1.11 (periodic scheduling problem) Given a set 0 of periodic operations, a set R of precedences, and a pair .:\, f1 R +, find a schedule S that
minimizes the cost function
/(S)

.:\np(S)+pn 5 (S),

subject to some of the constraints given in Sections 1.3.2-1.3.6.

D
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The constants .A and J.t in the cost function weigh the relative difference in cost
between a processor and a storage clement.
We next present a classification of periodic scheduling problems that satisfy
this generic definition. They only differ in the constraints that have to be
satisfied. For each of the problems a schedule must at least satisfy the processor,
storage, and precedence constraints. In addition, depending on the problem, a
schedule must satisfy either the strict or the slack periodicity constraints.
For ease of reference we use a classification scheme to denote the various
periodic scheduling problems, using a three-field notation ul/3h.
The first field n specifies which periodicity constraints have to be satisfied:
if o: ::= s, then the strict periodicity constraints are required; if a: = s, then the
slack periodicity constraints are required.
The second field specifies whether or not the confinement constraints have
to be satisfied. If ,!3 ::= c, then all executions of a single operation are required to
be executed on the same processor; this is referred to as constrained scheduling.
If /3 ::= c, then the confinement constraints need not be satisfied; this is referred
to as unconstrained scheduling.
The above choices for ex and ;3 give rise to four different problems. As we
will see in Section 1.4, we are often interested in the special case, where R is
empty. Now, the third field 1 specifies whether or not R is empty. If~, ::= 1, then
R f. 0. If ~~ = i, then the operations in 0 are independent, i.e., R 1~. In that
case, a schedule S can be defined as a pair (s, m ), and we need not consider
the precedence and storage constraints. Clearly, in that case n 5 (S) = 0 for each
scheduleS.
In this way we have defined eight different problems that can be denoted
by using the three-field notation. For example, s!cli denotes the problem of
scheduling a set of independent operations strictly periodically such that all
executions of a single operation are assigned to the same processor.
For these problems we can now define the feasibility of a schedule as follows.
Definition 1.12 Given a set of periodic operations 0 and a set of precedences
R, a schedule S is feasible for a given problem
if and only if it satisfies
the constraints that go with the problem.
c
Similarly, we can define the feasibility of a time assignment s, a processor
assignment m, and a storage assignment z .

18
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Definition 1.13 Given a set of periodic operations 0 and a set of precedences
R, a time assignment s is feasible for a given problem
if it satisfies the
periodicity and precedence constraints that go with the problem.
D
Definition 1.14 Given a set of periodic operations 0 and a feasible time
assignment s, then a processor assignment m is feasible for a given problem
ai;3Jr if it satisfies the processor and confinement constraints that go with the
D
problem.
Definition 1.15 Given a set of periodic operations 0 and a feasible time
assignments, then a storage assignment z is feasible for a given problem a:IJ3h
if it satisfies the storage constraints that go with the problem.
D
Clearly, if a time assignment s is feasible for a given pair (0, R) and m is a
corresponding feasible processor assignment and z is a corresponding feasible
storage assignment, then S = (s. m, z) gives a feasible schedule for (0, R ).
We end this section with the following remarks. To schedule periodic operations off-line, i.e., to construct a schedule beforehand, one inevitably must
construct a schedule that is itself periodic.
Definition 1.16 A schedule is periodic with period P if P is the smallest positive integer such that for each time t, each o E 0, and each m .A!f it holds
that o is executed by m at time t if and only if o is executed by m at time t + P.
D

If a schedule S is not periodic, then one has to specify explicitly for each execution in E ( 0) the start time and the processor on which it is executed, and for
each intermediate result in which storage element it is stored. Given that £(0)
is infinitely large, probably no compact representation of an aperiodic schedule
S exists, which is clearly impractical for hardware implementations. Hence, we
always aim at constructing periodic schedules beforehand. In order to satisfy
the periodicity constraints it clearly must hold that p(o) 1P, for all o E 0, and
hence that lcm(p(oJ), ... ,p(on)) I P.

1.3.8 Video Signal Processing Revisited
We next examine how the problem of mapping video algorithms onto hardware can be most realistically modelled as a periodic scheduling problem, by
specifying a:,
and I·
The processing of a video signal generally implies the presence of precedences. Hence, ~f = L Furthermore, we see no immediate reason why executions
of the same operations should be restricted to the same processor. Thus /3 = c.
Let us now examine the periodicity constraints that are imposed in practice.

l .4 Decomposition Strategies

19

In video signal processing the periodicity constraints are only imposed implicitly, by the requirement that input samples arrive and output samples leave
strictly periodically. Furthermore, there is usually no explicit restriction on the
makespan, i.e., the time between the arrival of an input sample and the departure
of a corresponding output sample. However, large makespans generally imply
large storage costs. Consequently, we intuitively argue that in solutions with a
small makespan the operations are executed reasonably periodically, which can
best be modelled by assuming that o: s or o: s. Hence, the mapping problem
can be more conveniently modelled as s!cli or
We next motivate why we do not take controller and interconnection constraints explicitly into account.
We first consider the costs related to the controller. In video signal processing applications, these costs are usually fairly small compared to the processor
and storage costs. Furthermore, these costs are difficult to estimate for a given
schedule S without explicitly generating a controller, since no appropriate models exist to quantify these costs. We therefore restrict ourselves to taking these
costs into account only implicitly, by requiring for example that ct = s or 3 = c.
These requirements usually decrease the controller costs.
We next consider the interconnection costs. Also for these it is difficult
to estimate the costs of a schedule S, without generating an interconnection
network explicitly. As a first approximation, it is however considered reasonable
to assume that a schedule that minimizes the number of processors and storage
elements also has small interconnection costs. A small number of processors
and storage elements directly implies that only a small number of objects need
to be interconnected. Furthermore, small interconnection costs can be further
enforced implicitly by assuming that ,8 c.
We conclude that it is a reasonable approach to only take into account processor and storage costs explicitly and to consider interconnection and controller
costs only implicitly, by comparing the different problem formulations given by
s!c!i, s!c!I, s!c!i, and s!c!i.

1.4 Decomposition Strategies
Despite the proposed simplifications, the resulting scheduling problems remain
complex in the sense that three coupled assignments have to be constructed to
minimize a cost function that is the sum of two terms, subject to a number of
different types of constraints.
In this section, we discuss possible strategies to decompose the scheduling
problems into smaller subproblems that are more easy to handle. One of the
goals of this thesis is to examine to what extent one can profitably utilize these
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decomposition strategies, to see what they have to offer in terms of solution
quality and ease of solution approach. In the following two subsections we
describe two decomposition strategies.

1.4.1

Decomposing Processor and Storage Costs

The periodic scheduling problems, as presented in Section 1.3, aim at minimizing a weighted sum of processor and storage costs. In this section we consider
a way of further simplifying this problem formulation, by using the following
decomposition strategy.
- Given a pair (0. R), construct a pair S = (s, m) that minimizes np(S ). not
taking into account precedence and storage constraints.
- Next transform this pair S
(s, m) into a schedule S 1 = (s 1 , m 1 , z ), with
1
np(S ) = np(S ), such that the precedence and storage constraints are met and
such that ns(S 1) is minimized.
The transformations used in the second step must guarantee that the number of
processors is not changed. These transformations are called processor invariant
transformations. An example of a processor invariant transformation is given
by the transformation from S (s, m) to S 1 = (s 1 , m 1 ) consisting of a translation
of the executions of one operation o in time, such that for some integer I
s 1(o[k]) = s(o[k +I]) and m 1(o[k]) m(o[k +I]) for all k E 7L If the processor
and periodicity constraints are met in schedule S, then they are also met in S 1•
Alternative processor invariant transformations are described in Chapter 6.
The processor invariant transformations can be used to transform the given
schedule in such a way that the precedence and storage constraints are met and
the storage costs are minimized.
Now the question is whether a given scheduleS can always be transformed
into a schedule that meets the precedence and storage constraints, by using
only processor invariant transformations. This question is discussed in detail in
Chapter 6.
The proposed decomposition strategy has the advantage that in the first step
the periodic operations can be regarded as being independent. This greatly
simplifies the algorithms for the periodic scheduling problems. We assume that
the processor invariant transformations offer enough freedom to find a feasible
schedule that requires a small amount of storage elements in the second step. On
the basis of this decomposition strategy we assume in the following chapters
that the periodic operations are independent. In Chapter 6 we consider the
validity of the proposed strategy. There we argue that the processor invariant
transformations indeed offer enough freedom to obtain good feasible schedules
in most cases.

1.5 Outline of this Thesis
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1.4.2 Decomposing Time and Processor Assignments
Given the decomposition strategy presented in Section 1.4.1, we can further
decompose its first step as follows.
In this first step we must find a time assignment and a processor assignment.
In this subsection we examine the possibility of determining these assignments
one after the other instead of constructing them simultaneously.
A straightforward way to determine the time and processor assignments is
given by the following decomposition strategy.
- Given a pair (O,R), construct a feasible time assignment s, i.e., a time
assignment s that satisfies the periodicity constraints.
- Next, construct for the given set of operations 0 and the given time assignment s a processor assignment m that minimizes np(S) such that the
processor (and possibly the confinement) constraints are met.
In the first step we want to take into account the number of processors that are
necessary for the processor assignment in the second step, without determining
the processor assignment explicitly. Possible ways to do this are discussed in
the following chapters.
The second step poses an interesting class of assignment problems, which
are denoted as periodic assignment problems.

Definition 1.17 (periodic assignment problem) Given a set 0
{OJ, ...• o 11 }
of periodic operations and a time assignment s : E (0)
7l. that
for each
execution of an operation o E 0 the time at which it is started, find a feasible
processor assignment m : E (0) -+ M that minimizes the required number of
processors, subject to the processor (and possibly the confinement) constraints.
D

For a given feasible time assignment, a feasible processor assignment can always be obtained by assigning the executions of each operation to a separate
processor. Periodic assignment problems are given special attention in Chapter 3.
Note that we could also first construct a processor assignment and next
a time assignment. In some cases this is a reasonable approach. Very often
however one can not guarantee beforehand that a given processor assignment
can be completed to a feasible schedule.

1.5 Outline of this Thesis
The goal of this thesis is to study the periodic scheduling problems, defined in
this chapter, by examining their computational complexity, designing algorithms
to solve them, analysing the efficiency and effectiveness of these algorithms,
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and by considering well-solvable special cases. The proposed decomposition
strategies are used as a guideline in the following chapters.
Periodic scheduling belongs to the area of combinatorial optimization. In
Chapter 2 we present a number of definitions and results from this area that
are necessary for a good understanding of the following chapters. To illustrate
these concepts, we use two combinatorial optimization problems that are known
as bin packing and graph colouring. These problems are in some sense closely
related to the periodic scheduling problems, and a number of important results
concerning these problems are discussed that are used in the subsequent chapters.
Furthermore, we review in Chapter 2 known results from the theory of periodic
scheduling, from a broader perspective than we have taken so far, and we discuss
to what extent these results are applicable to the periodic scheduling problems
we consider here.
The periodic assignment problem, introduced in Section 1.4.2, is considered
in detail in Chapter 3. This problem arises if a given set of periodic operations
has already been scheduled in time. A number of algorithms are proposed to
solve this problem under different constraints. Its relation with a number of
special graph colouring problems is discussed. Some of the results presented in
this chapter have been discussed by Korst, Aarts, Lenstra & Wessels [1992].
Chapter 4 examines the problem of scheduling independent operations strictly
periodically. Constrained and unconstrained ({3 = c and {3 = c) versions of this
problem are studied. It is shown that special cases of this problem can be related
to bin packing problems. Preliminary results have been given by Korst, Aarts,
Lenstra & Wessels [1991].
Chapter 5 discusses what we can gain by relaxing the strict periodicity
constraints to the slack periodicity constraints. Necessary and sufficient conditions are derived for scheduling two periodic operations with slack to a single
processor. These conditions are used to develop approximation algorithms for
scheduling with slack, both for the constrained and the unconstrained cases.
In Chapter 6 the emphasis is on periodic scheduling with precedences. We
derive necessary and sufficient conditions for the existence of a feasible schedule
for a given pair (0, R). The storage costs associated with precedence constraints
are considered in detail. Furthermore, sufficient conditions are derived that
guarantee that the decomposition strategy, presented in Section 1.4.1, results in
a feasible solution.
Finally, in Chapter 7 we summarize the main results of this thesis and give
suggestions for further research.

2
Combinatorial Optimization

In this chapter we present a brief overview of the theory of combinatorial optimization focusing on a number of basic definitions and results that are used
in subsequent chapters. For more elaborate introductions into the theory of
combinatorial optimization the reader is referred to Papadimitriou & Steiglitz
[1982], Schrijver [1986], and Nemhauser & Wolsey [1988]. Annotated bibliographies on different areas in combinatorial optimization, including scheduling,
have been given by O'hEigeartaigh, Lenstra & Rinnooy Kan [1985].
To illustrate the different aspects discussed in this chapter we use two combinatorial optimization problems as running examples. These problems are
known as bin packing and graph colouring. Both problems are closely related
to periodic scheduling and, consequently, some of the results obtained for these
problems are directly applicable in the following chapters. Finally, we review
in this chapter the literature on periodic scheduling and discuss to what ex23
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tent the results that are presented in the literature are applicable to the periodic
scheduling problems that are of interest to us.

2.1 Preliminaries
Let us first define (one-dimensional) bin packing and graph (vertex) colouring.

Definition 2.1 (bin packing) Given a set U { UJ, .•. , Un} of items, each item
ui E U having an integer size s(ui), and a bin capacity B, find a partition of U
into a minimal number of subsets (bins) U 1, ••• , Uk such that for each subset
vi. 1 J ::;k,
L:s(ui)::;B.
UiEUi

0

Definition 2.2 (graph colouring) Given a graph G (V, E). with V the set of
n vertices and E the set of edges, find a partition of V into a minimal number
of subsets V 1 , ••• , Vk such that for each edge { v;, vi} E E its endpoints v; and
vi are in different subsets.
0
In general, a combinatorial optimization problem can be considered as a set
of instances, where each instance is determined by its specific input data. For
example, an instance of bin packing is determined by the given item sizes and
the bin capacity. An instance I of a combinatorial optimization problem can be
formulated as the problem of finding a solution. that is optimal with respect to
a given cost function, from a finite set S1 of feasible solutions. A solution is
feasible if it satisfies the constraints that go with the problem. The cost function
f : S, JR determines the quality of a solution i E Sf. Throughout this thesis
we restrict ourselves to minimization problems and consequently we define
OPT(!)= min;Es,/(i). An optimal solution is denoted by iopt· Usually, the set
of solutions S1 is not given explicitly but implicitly by a compact representation,
from which all solutions can be generated.
The finiteness of the set S1 suggests the possibility of exhaustively enumerating S 1 , i.e., to simply generate all feasible solutions, determine their costs, and
select one with minimal cost. This approach is impractical for all but very small
instances if the number of feasible solutions grows superpolynomially with the
size of the problem instance.

Definition 2.3 The size of a problem instance I is defined as the number of
symbols required to represent the instance in a compact way. It is denoted by
Size(!).

0

For practical reasons. it is often important to obtain a solution in a time that is
polynomial in Size(!). Clearly, Size(!) depends on the type of encoding used
for the compact representation of I. For example, integers may be represented
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in a decimal or binary encoding. Unless mentioned otherwise we assume a
binary encoding. This choice is of little importance, as long as the representations are polynomially related. Using another integer b > 2 as base of the
encoding scheme does not alter the results derived below, since the number of
symbols required to represent an integer will only change by a constant factor log2/logb and consequently, what is polynomial in one encoding scheme
remains polynomial in the other.
To specify a bin packing instance 1 with n items, it suffices to give the sizes
of all items and the capacity B of a bin, i.e., Size(/) ::::; (n + 1) IogB, assuming
that s(ui) ::::; B for all Ui E U. Similarly, to specify a graph colouring instance
1 for a graph with n vertices, it suffices to give the set of edges as pairs of
integers that are smaller than or equal ton, i.e., Size(/)::::; ~n 2 logn. For neither
problem the cardinality of S1 can be bounded by a polynomial in Size(!).
The fact that the cardinality of S1 is not polynomial in Size(!) does not
imply that an optimal solution iopt can not be found in a time that is polynomial
in Size(/). For an algorithm A, that is used to obtain a solution i E S1 , we give
the following definitions.

Definition 2.4 The time complexity function fA : 1N -+ lN expresses the time
requirements of a given algorithm A by .giving for each possible size of an instance the largest time needed for solving an instance of that size.
C
Hence, the time needed for solving an instance I with algorithm A is bounded
from above by tA(Size(J)). In this context, it is good practice to measure running times not in seconds but in the number of elementary operations, such as
additions, comparisons, etc. In this way the results do not depend on the type
of computer that is used to obtain them.
To compare algorithms we are often only interested in the order of their
time complexity functions. We say thatf(n) = O(g(n)) whenever there exist
c · lg{n)l for all n "2: no. For example,
constants c and no such that 1/(rt)l
f(n) = 3n 3 + n logn = O(n 3 ). We can now define polynomial-time algorithms.
as follows.

Definition 2.5 An algorithm A is called a polynomial-time algorithm if, for
some polynomial function p(n), tA(n) = O(p(n)). Otherwise, the algorithm is
called a superpolynomial-time algorithm.
D
If for a problem 7f there is a polynomial-time algorithm, then 11 is called solvable
in polynomial time. By exploiting the structure of a combinatorial optimization
problem one can aim at designing algorithms that are tailored to solve this
problem. For several problems this has resulted in polynomial-time algorithms
that solve each instance 1 to optimality. These problems are often informally
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denoted as 'easy'. For other combinatorial optimization problems, however, this
approach has not led to the desired result of a polynomial-time algorithm, despite
considerable research efforts. Any known algorithm that guarantees to solve
each instance of such a problem to optimality requires superpolynomial time.
For this reason, these problems are often informally denoted as 'hard'. During
the past two decades considerable evidence has been collected for the conjecture
that there is a large class of combinatorial optimization problems for which no
polynomial-time algorithm exists that solves each instance to optimality. A
more formal approach to this issue is given by the theory of NP-completeness,
which was first developed by Cook [1971], Karp [1972], and Levin [1973].

2.2 Computational Complexity
The theory of NP-completeness formalizes the difference between hard and easy
problems. It is firmly based on a computing model that is known as the Turing
machine; see e.g. Aho, Hopcroft & Ullman [1974]. This computing model can
be shown equally general as other sequential computing models; see Van Emde
Boas [ 1990]. We do not go into the details of these underlying computing
models, however. For an excellent overview of the theory of NP-completeness,
we refer to Garey & Johnson [1979]. For reasons of uniformity, the theory is
based on decision problems only. Decision problems are problems that have
only two possible answers, 'yes' and 'no'. If for a given instance l the answer
is 'yes' (or 'no'), then the instance is called a 'yes' instance (or a 'no' instance).
With each optimization problem of the form 'Given a set S1 of feasible solutions,
find an i E St with f (i) = minj ES1 f (j )', we can associate a decision problem
of the form 'Given a set S1 of feasible solutions and a constant k E Z, is there
a solution i E S1 withf(i) ~ k?'. This associated decision problem is referred
to as the decision variant of the optimization problem.
As we will argue below, the computational complexity of an optimization
problem and its decision variant are often closely related in such a way that the
optimization problem is solvable in polynomial time if and only if its decision
variant is solvable in polynomial time.
To formalize the difference between hard and easy problems we first introduce two Classes of decision problems, called P and NP, with P
NP. The
class P contains the problems that are commonly denoted as 'easy'.
Definition 2.6 P is the class of decision problems that are solvable in polynomial time.
D
To define the class NP, we first informally define for a given instance l a concise certificate c(l) as an amount of data that is polynomial in Size(!) such that
instance l can be verified to be a 'yes' or 'no' instance from the pair (I, c(l))
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in polynomial time. For example, for the problem of determining whether a
given positive integer k is a composite number, a prime factor
of k can be
considered to be a concise certificate. Let I be an instance of a given combinatorial minimization problem, and let k be an integer. The pair (/, k) can then
be considered as a corresponding instance of its decision variant. If for a given
solution i we can verify in polynomial time that i E S1 and j(i) :s; k, then
the solution i, for which i E S, and f (i) :s; k, can be considered as a concise
certificate for (I, k ). Now, the class NP can be defined as follows.

e

Definition 2. 7 NP is the class of decision problems for which each 'yes' instances has a concise certificate.
0

Many interesting and relevant problems are in NP. It is easily seen that the
decision variants of bin packing and graph colouring are both in NP. Namely,
to verify that a given packing is feasible and requires at most k bins, it suffices
to check whether a bin capacity is exceeded and to count the number of bins
used. To verify that a given colouring of the vertices in a graph is feasible
and requires at most k colours, it suffices to check for each edge whether its
endpoints are in different subsets and to count the number of subsets used.
To relate the computational complexity of two decision problems the concept
of reducibility has been shown very useful.
Definition 2.8 A problem 1r is polynomially reducible to a problem
if and
only if there exists a polynomial-time algorithm that transforms an arbitrary
instance I of 1r to an instance I' of 11'1 , such that I is a 'yes' instance for 1r if
and only if I' is a 'yes' instance for
o

If 1r is polynomially reducible to rr', then can be considered at least as difficult
as 1r. Next, we consider the problems that can be regarded as the most difficult
ones in NP. These problems are called NP-complete.
Definition 2.9 A problem rr is NP-complete if and only if r. E NP and if
every problem in NP is polynomially reducible to r.. The class of NP-complete
problems is denoted by NPC.
0

The problems in NPC can be considered as the 'hardest' ones in NP. Reducibility
is an important tool in proving that a problem is NP-complete. Definitions 2.8
and 2.9 imply that, in order to prove that 1r 1 E NPC, it suffices to show that
rr' E NP and that some NP-complete problem rr is polynomially reducible to
rr'. For example, the decision variant of bin packing has been shown to be NPcomplete by showing that partition, which is in NPC, is polynomially reducible
to bin packing [Garey & Johnson, 1979]. Similarly, the decision variant of
graph colouring has been shown to be NP-complete, even for k = 3, by a

28

Combinatorial Optimization

reduction from 3-satisfiability [Karp, 1972]. The first problem that was proven
NP-complete is satisfiability [Cook, 1971 ].
Note that, if some NP-complete problem can be solved in polynomial time,
then every problem in NP can be solved in polynomial time. Hence, in that case,
P = NP. However, despite considerable efforts over the last two decades, no
polynomial-time algorithm has been found for any problem in the large class of
NP-complete problems and it is therefore generally believed that these problems
are inherently intractable, i.e., that any algorithm that solves each instance of
an NP-complete problem requires superpolynomial time.
If a problem 1r is NP-complete, then it cannot be solved in polynomial
time, unless P = NP. It is, however, still possible that 1r can be solved by a
pseudo-polynomial time algorithm, i.e., an algorithm whose running time can
be bounded by a polynomial function of Size(!) and Max(/), where Max(/)
is defined as the magnitude of the largest number that occurs in the compact
representation of I. We assume that all numbers in I are integers. By definition,
Max(!) = 0 if no number occurs in I. A problem is called a number problem
if there is no polynomial p such that for all instances I, Max(!) :::; p(Size(l));
see for instance Garey & Johnson [ 1979]. If an NP-complete problem 1r is
not a number problem, then 1r cannot be solved by a pseudo-polynomial time
be
algorithm, unless P NP. For a problem 1r and a given polynomial p, let
the subproblem of 1r containing the instances I for which Max(!):::; p(Size(l)).
Now, an NP-complete problem 1r is called NP-complete in the strong sense if
some polynomial p exists for which Tip is NP-complete. Otherwise, it is called
NP-complete in the ordinary sense.
Note that if a unary encoding scheme is used, i.e., if an integer is encoded
with a number of bits that equals its magnitude, then by definition Max (I) is
polynomial in Size (I) and each pseudo-polynomial algorithm is a polynomial
algorithm.
Graph colouring is NP-complete in the strong sense, since it is not a number
problem. Also, bin packing can be shown to be NP-complete in the strong sense
[Garey & Johnson, 1979].
Let us conclude this section by addressing the relationship between the
complexity of a combinatorial optimization problem 1r and its decision variant
7ict. To this end, we first observe that two different versions of a combinatorial
optimization problem can be distinguished as follows.
- The optimization version: Given an instance I, find a solution i E 5h for
whichf(i) OPT (I).
- The evaluation version: Given an instance I, determine the optimal cost
OPT(/).
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Let these versions be denoted by 7r0 and 7re, respectively. Under the assumption
that the cost of a solution can be determined in polynomial time, we see that,
if 7r0 can be solved in polynomial time, then so can 1re· There seems to be no
general approach, however, to obtain an optimal solution from the optimal cost
OPT(/), in polynomial time.
Now, if 7re can be solved in polynomial time, then 7rd can be solved in
polynomial time as well, since we only have to compare the optimal value,
obtained by solving 7re, with the given constant k of 7rct. Furthermore, it is
often the case that if 7rct can be solved in polynomial time, then also rre is
polynomially solvable. This is the case if the cost of a solution is integer and
log(OPT(J)) is bounded by a polynomial in the size of the problem instance.
If this is the case, we can solve 7re, i.e., determine OPT(/), by solving 7rct a
polynomial number of times for different values of k by using bisection search
[Aho, Hopcroft & Ullman, 1974]. For a bin packing instance with n items, for
example, OPT(!) ~ n. Hence, one can determine the minimum number of bins
by solving the decision variant at most flog n l times. Similarly, for a graph
colouring instance with n vertices, one can determine the minimum number of
colours by solving the decision variant at most flog n l times.
Informally speaking, a problem is called NP-hard if it is at least as hard as
any problem in NP. Hence, each NP-complcte decision problem is NP-hard, and
if the decision variant of a given optimization problem is NP-complete, then
this optimization problem is also NP-hard. Most of the problems that arise in
the following chapters of this thesis are shown to be NP-hard. When confronted
with an NP-hard problem, one has generally three approaches that one can follow [Garey & Johnson, 1979]. The first approach, while acknowledging the
inevitability of worst-case superpolynomial time complexity, seeks to obtain as
much improvement as possible, with respect to running time, over straightforward exhaustive enumeration. This approach is addressed in Section 2.3. In the
second approach one discards the guarantee of obtaining an optimal solution.
Instead one focuses on approximation algorithms that find 'good' solutions in
an acceptable amount of time. This approach is discussed in Section 2.4. Finally, the third approach aims at carefully analysing the problem instances at
hand, hoping that they satisfy some additional constraint, which makes them
polynomially solvable. This approach is discussed in Section 2.6.

2.3 Optimization Algorithms
As we have argued, exhaustive enumeration is usually impractical for all but the
smallest instances. It is often not necessary to enumerate all solutions explicitly,
however. Many solutions can be discarded as nonoptimal without enumerating
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them explicitly. Branch-and-bound and dynamic programming are two generally
applicable implicit enumeration techniques. An alternative approach that is not
based on enumeration is given by cutting plane techniques. We restrict ourselves
to briefly describing these three techniques.
A branch-and-bound algorithm is based on iteratively partitioning the set S
of feasible solutions into smaller subsets. In each iteration, a subset S 1 S is
chosen to be further partitioned into subsets, which are in tum further partitioned
until a subset either contains only a single solution or all of its solutions can
be recognized as nonoptimal and thus discarded. In the first case, the cost of
the single solution is compared to that of the best solution obtained so far.
In the second case, the nonoptimality of the solutions in S 1 can be derived
by calculating a lower bound b(S 1) on the cost of any solution in S 1 , i.e.,
1
1
1
b(S ) :S miniES' j(i). Now, if b(S )?::. /best. for some subset 5 , with /best being
the cost of the best solution obtained so far, then S 1 cannot possibly contain a
solution with a better cost than the best one obtained so far. In that case, all
solutions in S 1 can be discarded without enumerating them explicitly. A branchand-bound algorithm can often be conveniently modelled by a search tree whose
nodes correspond to the subsets S 1 • The children of a node correspond to the
subsets into which S' is partitioned. The root node corresponds to the set S
of all feasible solutions. The leaf nodes correspond to individual solutions.
Discarding a nonoptimal subset then corresponds to pruning the corresponding
subtree. The running time of a branch-and-bound algorithm is determined by
the total number of nodes the algorithm must visit before termination. This
is determined by the tightness of the lower bound b and the way and order in
which the subsets are partitioned. For detailed information on branch-and-bound
the reader is referred to Lawler & Wood [1966], Beale [1979], and Garfinkel
[1979].
Dynamic programming gives an alternative way of organizing the search
for an optimal solution. A dynamic programming algorithm can be modelled
as follows. Let a solution to some optimization problem be the result of a
sequence of decisions D,, ... ,D11 • By definition, an optimal solution is the
result of an optimal sequence of decisions. A sequence D 1 , ••• , D 11 can only
be optimal if the last k decisions Dn-k+l, ... , D 11 are optimal. That is, the
completion of an optimal sequence must be optimal. This is often referred to as
the principle of optimality; see for instance Papadimitriou & Steiglitz [1982].
To solve a problem by dynamic programming, the construction of a solution
must be modelled as a sequence of decisions. Furthermore, a recurrence relation
must be identified that relates the optimality of a decision Dk to the optimality
of decisions Di, i > k. For detailed information on dynamic programming the
reader is referred to Bellman [1957] and Denardo [1982].
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To apply cutting plane techniques, one must formulate the given combinatorial optimization problem as an integer linear programming (ILP) problem of
the form
.
I
mmcx
Ax ?:_ b
x?:_O
x integer,

with given n-vector c, m x n matrix A, and m-vector b, and with x E zn representing a solution. The aim of cutting-plane techniques is to solve this ILP problem by iteratively solving linear programming (LP) problems. Solving the LPrelaxation of the ILP problem, i.e., the LP problem that results from deleting the
integrality constraints, one obtains a solution x * whose components are generally
not all integer. If the matrix A is totally unimodular and b is integer, then x* is
guaranteed to have only integer components. In that case, x* is also an optimal
solution to the ILP problem. Note that, in any case, c'x * -::;;/opt· Now in a cutting
plane algorithm the relaxation is solved a number of times, while each time extra
linear constraints are added, until the obtained solution x * is integer. If the added
constraints are such that they do not exclude integer feasible solutions, then x*
is an optimal solution to the original ILP problem. A linear constraint that does
not exclude any integer feasible points is called a cutting plane. The number of
cutting planes that has to be added to obtain an integer solution greatly depends
on the effectiveness of the cutting planes and can generally be very large. Constructing effective cutting planes is often problem dependent; see e.g. Grotschel
& Padberg [1985]. In each iteration of a cutting plane algorithm, one aims at
finding a better lower bound on the optimal cost. These lower bounds can sometimes be successfully used in a branch-and-bound algorithm. See for example
Padberg & Rinaldi [1987]. For more information on cutting plane techniques
the reader is referred to Schrijver [1986] and Nemhauser & Wolsey [1988].
Note that the branch-and-bound and cutting-plane algorithms approach the
optimal cost from opposite sides. A cutting-plane algorithm generates an increasing sequence of lower bounds on the optimal cost. A branch-and-bound
algorithm generates a decreasing sequence of upper bounds on the optimal cost.
We do not consider optimization algorithms for bin packing and graph
colouring here. Branch-and-bound algorithms for bin packing are presented
by Eilon & Christofides [1971], Hung & Brown [1978], and Martello & Toth
[ 1990]. Optimization algorithms for graph colouring are reported by Brelaz
[1979], Johri & Matula [1982], and Johnson, Aragon, McGeoch & Schevon
[1991].
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2.4 Approximation Algorithms
For many NP-hard problems one has to resort to the use of approximation algorithms, since the sizes of the instances that need to be solved are far beyond
the horizon of what is optimally solvable in a reasonable amount of time. Furthermore, for many applications it is often not mandatory to have an optimality
guarantee. For example, it might be that the cost function used in the combinatorial optimization problem gives only an approximate value of the exact cost
of a given solution. This might occur, for example, when determining the exact
cost of a solution is already a hard problem in itself. In such a case, one often
opts for the use of approximation or heuristic algorithms. These algorithms
aim to construct good approximate solutions in a reasonable time. Very often
there is a trade-off between the quality of the approximate solution and the time
one is prepared to spend. We distinguish two general classes of approximation
algorithms, namely constructive and local search algorithms.
A constructive algorithm generates a solution through a number of steps,
where in each step the partial solution obtained so far is extended until in the
last step a complete solution is obtained. The order in which the steps are
carried out and what is done in each step is often strongly problem dependent.
Constructive algorithms are frequently based on sensible 'rules of thumb'.
As an example, let us consider a well-known constructive algorithm for bin
packing, known as first fit decreasing. The algorithm is based on the following
intuitive ideas: (i) never use a new bin if an item can still be assigned to any of
the nonempty bins, and (ii) better packings are usually obtained if large items
are packed first.

FIRST FIT DECREASING

First, reindex the items such that s(uJ) 2:: s(u2 ) 2:: · · · s(u 11 ). Next, assign the
items to the bins B 1 , Bz, . .. , one at a time, in order of increasing index. Always
place an item u; into the lowest-indexed bin in which it fits without exceeding
the bin capacity.

A constructive approach to find near-optimal graph colourings is known as
sequential colouring. Many variants on this approach are presented in the literature. We consider the variant introduced by Welsh & Powell [ 1967]. Let the
degree d(v;) of a vertex Vi be the number of vertices that are adjacent to v;, we
can then define this variant as follows.
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SEQUENTIAL COLOURING

First, reindex the vertices such that d(vJ)::?: d(v2)::?: · · · d(vn). Next, assign a
colour to the vertices one at a time, in order of increasing index. Always assign
to a vertex vi the lowest-indexed colour that is not yet assigned to a vertex that
is adjacent to vi.

Both algorithms have a polynomial time complexity. The quality of the algorithms is discussed in the following section.
The second general class of approximation algorithms we consider is the
class of local search algorithms. Here, the basic concept is stepwise improvement of a solution by exploring neighbourhoods. It assumes the definition of
a neighbourhood structure, which specifies for each solution i E S1 a set of
neighbouring solutions S (i) ~ S1 , that can be obtained from i by applying
some relatively simple transition mechanism.
The most straightforward local search algorithm is known as iterative improvement. This algorithm starts with constructing an arbitrary initial solution
istart· Next, it continually tries to find a better solution by searching the neighbourhood of the current solution for a solution with a lower cost. If such a
solution is found, the current solution is replaced by this solution. The algorithm terminates in a local minimum, i.e., a solution i for which f(i) ::; f(j)
for all j E S (i). A well-known drawback of iterative improvement is that it
terminates in the first local minimum that is encountered. Hence, the quality of
the solution obtained by iterative improvement usually strongly depends on the
intial solution and the choice of the neighbourhood structure.
An approach to avoid getting trapped in poor local minima is the possibility
of allowing, in a limited way, transitions that deteriorate the cost. A number
of variants are based on this idea. We mention simulated annealing [Aarts &
Korst, 1989; Van Laarhoven & Aarts, 1987], tabu search [Glover, 1989], and
genetic local search [Miihlenbein, Gorges-Schleuter & Kramer, 1988; Ulder,
Aarts, Bandelt Van Laarhoven & Pesch, 1990].
Globally speaking, local search algorithms are easy to construct and are
known to produce good results in practice. However, it is usually difficult to
give a guarantee of the solution quality, and to give a precise estimate of the
running time. With respect to the latter, we note that for some problems one
can prove that, for a given polynomially computable neighbourhood structure, a
local search algorithm may require an exponential number of iterations to obtain
a local optimum. PLS defines a complexity class that is related to finding a local
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optimum. For further details on this class we refer to Johnson, Papadimitriou
& Yannakakis [1988]. For an overview of local search we refer to Aarts, Korst
& Zwietering [1992].

For a simulated annealing algorithm for bin packing we refer to Kampke
[1988]. Various approximation algorithms for graph colouring, based on simulated annealing, are discussed by Johnson, Aragon, McGeoch & Schevon [ 1991].
We end this section with the remark that optimization and approximation
algorithms are sometimes based on very similar approaches. For example,
branch-and-bound can also be used as an approximation technique. Instead
of using an exact lower bound h(S ') on the costs of the solutions in a given
subset S ', one can use some heuristic lower bound. This offers the opportunity
of pruning the search tree more rigorously leading to a substantial reduction in
running time at the risk of discarding an optimal solution.

2.5 Analysis of Algorithms
The quality of an approximation algorithm is determined by (i) the quality of
the solutions it produces and (ii) the time it requires to obtain them. These
two criteria are often called effectiveness and efficiency, respectively. In the
following two subsections we discuss how both aspects can be analysed. The
quality of an optimization algorithm is clearly only determined by its efficiency.
2.5.1 Effectiveness of Algorithms
The effectiveness of an algorithm, i.e., the quality of the solutions it produces,
can be analysed both from a worst-case and an average-case viewpoint.
Worst-Case Analysis
Let Drr denote the set of all instances of a given minimization problem 1r. Suppose we want to analyse the worst-case performance of a given approximation
algorithm A. Then A (I) is defined as the cost of the solution obtained by algorithm A, when applied to instance I. If A(/) OPT(!) for all instances I, then
A is an optimization algorithm. Otherwise, we can express the effectiveness
of A by the maximum difference between A(!) and OPT(!), for all instances
I E D". For many algorithms this absolute difference cannot be bounded by a
constant. A nice exception is the edge colouring algorithm proposed by Vizing
[ 1964], which gives solutions that deviate from the optimum by at most one
colour. For most algorithms it is likely that this difference grows with the size
of the instance. In that case it is more natural to consider the relative difference
between A(!) and OPT (I). Let us first give some definitions.
Definition 2.10 Let A be an approximation algorithm for a given minimization
problem 7r. For a given instance I E D" the pe1jormance ratio RA (I) is defined
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by
R 1 -

A(l)

A( ) - OPT(l)
D

Using this definition we next define the absolute and asymptotic performance
ratios as follows.
Definition 2.11 The absolute performance ratio RA of an approximation algorithm A is given by the maximum ratio RA (I) that can be obtained for some
instance 1 or, more precisely,

c
In many cases, this maximum ratio is attained for small instances only, i.e.,
instance with small values of OPT(l). To express the performance of algorithm
A for sufficiently large instances the following performance ratio is usually of
greater interest.
Definition 2.12 The asymptotic performance ratio Rf' is given by

R'f = lim sup{R.4(1) I OPT(/) 2: n }.
n~oo

0

It is easily seen that 1 ::; Rf' ::; RA. Now, let us consider a given approximation
algorithm A for which
(2.1)
A(l)::; a OPT(/)+ b,

with a, b E 1R. From the above definitions we obtain Rf' ::; a. Furthermore,
assuming integer cost greater than 0, we obtain R.4 ::; a+ b. If (2.1) is tight, i.e.,
if instances with arbitrary large OPT(I) exist such that A (I) 2: a OPT(/)+ c,
with 0 ::::; c ::; b, then Rf' =a. If Rf' a for a given approximation algorithm
A, then algorithm A is called an a-approximation algorithm.
The NP-completeness of a given problem can sometimes be used to derive
a lower bound on RA for any polynemial-time approximation algorithm A. This
is expressed by the following theorem.
Theorem 2.1 rffor a given minimization problem rr with integer cost its decision
variant 7rd is NP-complete for a given constant cost bound k
0, then, unless
P = NP, any polynomial-time approximation algorithm A for r. must satisfy
RA

k+1

>
-k- .
-

Proof The proof is by contradiction. If RA < (k + 1) j k, then solving an instance
1 for a constant k with algorithm A results in polynomial time in a solution i
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with cost f (i) < k + 1, and thus with f (i) :::; k, if and only if the instance is
a 'yes' instance. But this contradicts the NP-completeness of 1r for constant k,
assuming P f. NP.
D
Below, we illustrate the above definitions by examining the worst-case performance of the algorithms presented in the previous section. Let FFD(J) denote
the number of bins obtained by applying first fit decreasing to instance I and let
SC (I) denote the number of colours obtained by applying sequential colouring.
For first fit decreasing, it is easily verified that at most one nonempty bin
in a first fit decreasing packing is filled half or less. Hence, for each instance I
with FFD(I) > 1,

Combining this with the observation that

we derive that
RFFD

<

2.

Furthermore, it is easily seen that for the set of items {ut, ... , u6} with s(u 1) = 4,
= s(u3) = 3, s(u4) = s(us) = s(u6) 2, and bin capacity B = 8, first fit
decreasing requires 3 bins while the minimum is 2. Hence,

s(u2)

3
:'SRFFD·
2
Theorem 2.1 and the fact that bin packing is NP-complete for 2 bins [Garey &
Johnson, 1979] imply that the lower bound of 3/2 is essentially the best possible
one for a polynomial-time bin packing algorithm, unless P
NP.
With respect to the asymptotic performance ratio, Johnson [ 1973] has shown
that, for all instances I,
ll

FFD(I):::; i)OPT(I) +4,

and that instances I exist with OPT (I) arbitrary large such that
FFD(I);?::

11
OPT(!).
9

Hence,
ll
R'fFD = 9

(2.2)
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Simpler proofs of (2.2) were later given by Baker [ 1985] and Yue [ 1990], reducing the constant 4 to 3 and 1, respectively. The asymptotic performance
ratio of 191 has stood unchallenged for quite some time, until Yao [ 1980] succeeded to construct an O(n 10 logn) algorithm A with RA' s;
0.0000001,
later followed by an improved first fit decreasing algorithm with an asymptotic
performance ratio of ~b; see Johnson [ 1982]. The search for algorithms with an
even better performance ratio has been abruptly terminated by Fernandez de la
Vega & Lueker [1981], who showed that a linear-time approximation scheme
exists for bin packing. An approximation scheme is defined as follows.

Definition 2.13 An approximation scheme is a collection of approximation
algorithms {A[c-] I c- > 1}, such that A[c] is an £-approximation algorithm for
each E > 1. An approximation scheme is called polynomial if its time complexity is bounded by a polynomial function of Size[!]. An approximation scheme
is called fully polynomial if its time complexity is bounded by a polynomial
0
function of Size[!] and 1/(c- - 1).
The approach is based on constructing all possible bin configurations to formulate the problem as a possibly very large but, for each c-, fixed size linear
programming problem. Although linear in the problem size, the running time
of the approximation scheme proposed by Fernandez de la Vega and Lueker is
exponential in 1
1). Based on these results, Karmarkar & Karp [ 1982]
later constructed a fully polynomial asymptotic approximation scheme for bin
packing.
For sequential colouring the results are less favorable; see Johnson [1974].
In fact one can show that no constant c exists for which

RfC

:S; c.

Furthermore, Garey & Johnson [1976] have shown that, if a polynomial-time
algorithm A exists for colouring graphs with R'f' < 2, then there also exists a
polynomial-time optimization algorithm for graph colouring, which would imply
that P NP. Lund & Yannakakis [ 1992] recently showed that there is an E > 0
such that graph colouring cannot be approximated within a ratio nc:, unless P
NP, with n denoting the number of vertices in a graph. Hence, unless P = NP,
no polynomial algorithm A exists with R'f < c, for any constant c.
We end this section with the remark that bin packing and graph colouring are
both strongly NP-hard. Nevertheless, as we have seen, there is a great difference
in the performance guarantees that can be obtained. For more information we
again refer to [Garey & Johnson, 1979].
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Average-Case Analysis
The worst-case analysis as discussed above gives upper bounds on the averagecase performance of algorithms. To analyse how an algorithm performs on
average, we distinguish two different approaches, namely, probabilistic and
empirical analyses.
A probabilistic analysis aims at determining the expected performance of an
algorithm. It presupposes that a probability distribution is given over the set of
all problem instances. Let for a given minimization problem ", the set of all
instances be given by D1r. A probability distribution gives for each I E D1r the
probability P(l) that I occurs as an instance.
Definition 2.14 The expected performance ratio E[RA] of an algorithm A,
given a probability distribution P, is given by
E[RA] =

I: P(I )RA(I ).
lED,

A detailed description of probabilistic analysis is considered beyond the scope
of this thesis. For more information on this subject we refer to Karp [1976],
Karp, Lenstra, McDiarmid & Rinnooy Kan [1985], and Coffman & Lucker
[ 1991].
An empirical analysis is based on a (large) set of computational experiments.
These experiments are carried out on a representative set Ds of instances, either
taken from practice or randomly generated according to some chosen probability
distribution. The algorithm A that is to be tested is applied to these instances
and the average performance ratio is derived.
Definition 2.15 The average performance ratio RA is given by
RA

= I:
lEDs

RA(I ).
0

This result can only be obtained if optimal solutions can be derived for the
instances in Ds. Very often, however, optimal solutions cannot be constructed
in a reasonable time. In that case the values of the obtained solutions can be
compared with known lower bounds on the optimal solutions, establishing an
upper bound on the average performance ratio
Average performance ratios
based on a comparison with some lower bound are denoted by RA in this thesis.
Another possibility to analyse the average-case performance of an algorithm
is to compare its results with the results obtained by other (state-of-the-art)
approximation algorithms so as to determine their relative ranking.
Let us once again return to bin packing and graph colouring. An interesting
study of the average-case performance of first fit decreasing is reported by
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Bentley, Johnson, Leighton & McGeoch [1983]. They study the performance
on instances for which the item sizes are drawn uniformly from the range
[0, u], where the upper bound u is allowed to vary between 0 and 1, and
the bin capacity is always assumed equal to l. Note that these instances do
not agree with the definition of bin packing in Section 2.1, since the item sizes
are not integer. However, this definition can be easily adjusted such that the
bin capacity equals l and the item sizes are rational numbers between 0 and I.
Instead of considering the ratio between bins used and bins needed, Bentley,
Johnson, Leighton & McGeoch measure the total amount of 'empty space' in
the bins. Based on their experiments they conjectured that the expected amount
of empty space after packing n items chosen uniformly from [0, I] with first fit
decreasing is roughly 0.3n°· 5 • This was proven to be correct by Lueker [1982].
Note that these results are considerably better than one would expect from the
worst-case analysis of first fit decreasing. Furthermore, if u is chosen smaller
than I, the results are even better. For example, if u < 0.5, then the empty
space is less than I in roughly 75% of the packings, resulting in a provably
optimal packing. From these experiments, they conclude that first fit decreasing
performs extremely well on the examined instances.
For average-case analyses of graph colouring algorithms the reader is referred to Brelaz [1979], Williams & Milne [1984], and Johnson, Aragon, McGeoch & Schevon [1991]
2.5.2 Efficiency of Algorithms
For both approximation and optimization algorithms their efficiency, i.e., their
time complexity, is clearly of interest. We briefly consider worst-case and
average-case analyses of time complexities in the present subsection.
Worst-Case Analysis
The time complexity function of a constructive approximation algorithm can
often be bounded from above by some low-order polynomial. For example,
first fit decreasing can be implemented to run in 0 (n log n) time, and sequential
colouring in O(n 2 ) time.
For local search algorithms determining a time complexity function is usually much more difficult. This does not necessarily imply that these algorithms
are not of use in practice. If algorithms are routinely used to solve a large
set of problem instances, one is often more interested in the average-case time
complexity.
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Average-Case Analysis
Evidently, unless P = NP, an optimization algorithm that solves an NP-hard
problem has a superpolynomial time complexity. This does not necessarily imply that its average-case time complexity cannot be polynomial. If the instances
for which the algorithm requires superpolynomial time are extremely rare, its
average case time complexity may still be polynomially bounded [Johnson,
1984].
Even for problems in P, algorithms with a worst-case superpolynomial time
complexity may still be of practical interest. An interesting example of such
an algorithm is the simplex algorithm for linear programming, which has been
shown to have an exponential worst-case time complexity [Klee & Minty, 1972],
while in practice the average case time complexity has been observed to be
polynomial [McCall, 1982].
Again, as for the analysis of the effectiveness of algorithms, an averagecase analysis can be either probabilistic or empirical. Discussing these types of
analyses in detail is considered beyond the scope of this thesis.

2.6 Special Cases
It is sometimes worthwhile to examine whether the problem we want to solve

has a subset of instances satisfying some additional constraints which makes
them polynomially solvable. These are often denoted as well-solvable special
cases. To illustrate this, we consider well-solvable special cases for bin packing
as well as graph colouring. These will tum up again in the following chapters.
2.6.1 Packing Bins with Items of Divisible Sizes
In this subsection we consider bin packing with the additional constraint that
the item sizes form a divisible sequence, i.e., the sequence of distinct sizes
SJ

<

s2

< · · · < Smax

that occur as size of the items is such that Si I Si+l· This special case of
bin packing has been extensively examined by Coffman, Garey & Johnson
[ 1987]. They show that the first fit decreasing algorithm always produces
an optimal packing. If Smax I B, with B the bin capacity, then this can be
shown as follows. If the items are assigned by the first fit decreasing algorithm, then the remaining available space in a bin is always an integer multiple (possibly zero) of the size of the item that was last assigned to that bin.
Hence, either the bin is completely filled or it has room for the next bin to
be assigned. Consequently, first fit decreasing only starts a new bin if all previous bins are completely filled, which clearly results in an optimal packing.
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For further details and related results we refer to Coffman, Garey & Johnson
[ 1987].
2.6.2 Colouring Interval Graphs
Next, we consider the colouring of a special class of graphs, known as interval
graphs. A graph G
(V, E) is an interval graph if we can associate with
each vertex v 1 E V an interval [/;, r; ), with l;, r; E 7l.. and 11 < r;, such that an
edge { v 1 , Vj} E E if and only if the corresponding intervals [11 , r1) and [lj, rj)
overlap. For a given interval graph corresponding intervals can be constructed,
in O(n 2 ) time, where n is the number of vertices; see Booth & Lueker [1976].
A colouring can next be found in O(n logn) time. Hashimoto & Stevens [1971]
propose the so-called left edge algorithm which optimally colours n intervals in
O(n log n) time. Given a set of intervals {[/;, r;) II; =:;; r;, i = l, ... , n} and a set
of colours {c 1, ••• , C11 } , the left edge algorithm can be formulated as follows.

LEFT EDGE

First, reindex the intervals such that It :::; /2 :::; · · · =:;; 111 • Next, assign the
intervals a colour in order of increasing index. Always assign to an interval
[11 , r;) the lowest indexed colour that has not yet been assigned to an interval
overlapping [1 1 , r 1).
---····~·--·-····---·····--···~····--····---···-~--····---

It is easy to show by contradiction that the number of colours used by left
edge is equal to rmax, the maximum number of intervals that cover a common
point and consequently gives the minimum number of colours. Indeed, suppose
that left edge uses rmax + I colours. Then at some point in time colour c;,
with j = pnax + I, is assigned to some interval [/;, r1). But this implies that
rmax intervals exist that already have a colour and cover point /1 , which implies
that the number of intervals that cover point l; equals at least rmax + I. This
contradicts the assumption that rmax gives the maximum number of intervals
that cover a common point.

2. 7 Literature on Periodic Scheduling
We end this chapter with a discussion of the existing literature on periodic
scheduling, emphasizing the results that are relevant to the scheduling problems
considered in this thesis. We first review in Section 2.7.1 the literature on
periodic scheduling. Next, in Section 2.7.2, the literature that is related to the
periodic assignment problems, as discussed in Section 1.4.2, is considered.
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2.7.1 Periodic Scheduling
A large part of the literature on scheduling periodic operations in time is restricted to preemptive scheduling.
Preemptive Periodic Scheduling
In the literature, preemptive periodic scheduling problems are usually modelled
as follows; see e.g. Coffman [1976], Leung & Merill [1980], Liu & Layland
[1973]. Given a set of independent operations 0 = {oJ, ... ,on}, each operation Oi E 0 is periodically requested to be executed with a given period p(oi ),
where each execution of o 1 requires e(o1) time units. Once requested at time
t, an execution of Oi is required to be completed at time t + d(o 1), called its
deadline. Note that this is a generalization of the slack periodicity constraints,
defined by Definition 1.10, where we assumed that d(oi) = p(oi) for all 01 E 0.
The objective is to find a feasible preemptive schedule that requires a minimal
number of processors, where a schedule is called feasible if all deadlines are
met.
Coffman [1976] presents some initial results concerning necessary and sufficient conditions for the existence of a feasible preemptive schedule on a given
number of processors. He notes that a feasible schedule on m processors can
only exist if
'"""" e(oi)
L
<m.
o;EO p(oi) -

(2.3)

This is easily seen as follows. To execute operation o1 once every p(o;) time
units one must spend on average a fraction e(o1)jp(o 1) of every time unit on
executing o1 • With m processors available, the total sum of such fractions that
can be executed each time unit clearly cannot exceed m. Note that the constraint
given by (2.3) is necessary but not sufficient. Furthermore, Coffman states that
a feasible preemptive schedule on m processors always exists if

L
o;EO

e(oi)
d(oi)

=:;

m.

(2.4)

If (2.4) holds, then one can spend in each time unit exacty one fraction e(o 1) jd(o 1)
on executing operation a; and thus one spends exactly e(o1 ) time units on executing an execution of Oi between its request and its deadline. Note that the
constraint given by (2.4) is sufficient but not necessary. If d(o 1) = p(o 1) for
all o1 E 0, then the conditions (2.3) and (2.4) are identical and hence they are
necessary and sufficient.
Most algorithms presented in the literature to determine whether a feasible
preemptive schedule exists on m processors or alternatively to obtain a schedule
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on a minimum number of processors are so-called priority driven algorithms or
list scheduling algorithms [Liu & Layland, 1973; Leung & Merrill, 1980]. A
priority-driven algorithm produces a schedule as follows. Under the assumption
that the request times of the executions are given, it starts to schedule at some
arbitrary point to in time and schedules the executions requested after to in the
following way. At each time t ;::: to the active executions with the highest priority are scheduled first. An execution is called active if it is requested but not yet
completed. An execution is only interrupted at some time if at that time another
execution is requested with a higher priority. We observe that after some time
either a deadline is violated or the schedule that is obtained in this way becomes
periodic. In the latter case we clearly obtain a feasible periodic schedule. The
literature distinguishes between fixed-priority and dynamic-priority scheduling
algorithms. In the first case an execution receives a priority that is fixed in time,
in the latter a priority may change over time. Let us next summarize the results
that are known for these algorithms. First we consider m I, next m ;::: I.
Preemptive Periodic Single-Processor Scheduling
Leung & Merrill [ 1980] prove that the problem of deciding whether a feasible preemptive schedule exists on m processors is NP-complete, even if m = 1.
Hence, unless P NP. no polynomial-time algorithm A exists for which RA < 2.
Form= I, Labetoulle [1974] proves that the so-called deadline driven algorithm
always produces a feasible schedule, provided that one exists. The deadline
driven algorithm is a dynamic-priority scheduling algorithm, which schedules
at each time the active execution with the earliest deadline. Liu & Layland
[1973] prove the same result under slightly less general conditions. Given the
above necessary and sufficient conditions, this implies that, if d(o 1 ) = p(o1) for
all o1 E 0, then the deadline driven algorithm produces a feasible schedule if
EO e(oi )jp(oi) ::;: I.
and only if
Clearly, given the NP-completeness of the problem, the deadline driven algorithm must have a superpolynomial time complexity, unless P NP. This can
be seen as follows. The period P of a feasible schedule must be a multiple of the
periods of the individual operations. and consequently lcm(p(oJ), ... ,p(on )) I P.
Now, since lcm(p(oJ), ... ,p(on)) cannot be bounded by a polynomial in the size
of the problem instance, the number of executions that have to be scheduled
before the schedule can become periodic is exponential in the worst case. Leung
& Merrill [ 1980] show that a feasible schedule obtained by the deadline driven
algorithm is periodic with period P lcm(p(oJ), ... ,p(o11 )).
Liu & Layland [1973] also give a fixed-priority scheduling algorithm known
as the rate-monotonic priority algorithm. This algorithm assigns priorities to
the executions of an operation o1 according to its period p(o1). An operation
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with a smaller period receives a higher priority. Liu & Layland show that,
if d(o;) = p(o;) for all oi E 0, then the rate-monotonic priority algorithm is
optimal in the sense that it finds a feasible schedule whenever a feasible schedule
can be obtained by a fixed-priority scheduling algorithm. They also derive
an upper bound on L:oiEO e(o;)/p(o;) for which the rate-monotonic priority
algorithm is guaranteed to produce a feasible schedule. More precisely, they
show that a feasible fixed-priority schedule on one processor is only guaranteed
to exist for n operations if L:o;EO e(oi)/p(o;) ::; n(2 1/n - 1). Resulting in a
oo, may be as low as In 2 = 0.693.
guaranteed occupation degree that, for n
Serlin [ 1972] has found a similar result. An exact characterization of the ratemonotonic priority algorithm and an analysis of its average-case behaviour is
given by Lehoczky, Sha & Ding [1989].
Leung & Whitehead [ 1982] show that the rate-monotonic priority assignment
is only optimal if d(o;) =p(o;) for all o; E 0. For the case that d(o;) f. p(o;)
for some o; E 0, they propose the inverse-deadline priority assignment and
show that it is optimal for m = 1.
Hence, if d(o;) p(o;) for all o; E 0, then dynamic-priority algorithms are
generally capable of obtaining a better processor utilization than fixed-priority
scheduling algorithms. Furthermore, Serlin [ 1972] argues that the deadlinedriven algorithm generally requires less interrupts than the rate-monotonic priority algorithm.
Baruah, Howell & Rosier [ 1990] present a number of interesting complexity
results concerning preemptive periodic single-processor scheduling.
Preemptive Periodic Multiprocessor Scheduling
The above results only hold for m = 1. Dhall & Liu [ 1978] show that the
rate-monotonic priority algorithm and the deadline-driven algorithm perform
less well for m > l. In fact, for both algorithms the minimum achievable
processor utilization is shown to be at most 1/m, for arbitrary m. Assuming
that d(oi) = p(o;) for all o; E 0, they propose a decomposition strategy that
consists of first partitioning the set 0 of operations into a minimum number of
subset 0 1, ... ,01, such that
EOje(o;)jp(o;):::;; 1 for each subset Oj, and
next scheduling the operations of each subset Oj on a single processor, using the
deadline-driven algorithm. Note that the first step of this strategy is a bin packing problem with items e(oJ)jp(oJ), ... , e(on)/p(on) and bin capacity 1. Using
first fit decreasing, discussed in Section 2.4, we easily see that this decomposition strategy uses at most twice the minimum number of processors. Such a
decomposition strategy cannot be used for a fixed-priority algorithm. Instead
they propose two alternative fixed-priority algorithms called rate-monotonicnext-fit and rate-monotonic-first-fit with worst-case performance ratios ranging
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between 2.4 and 2.67 and between 2 and 2.232, respectively.
Leung & Whitehead [ 1982] show that the preemptive periodic multiprocessor scheduling problem is NP-hard in the strong sense.
Lawler & Martel [1981] show that also for m > I a feasible preemptive
schedule exists if and only if a feasible preemptive periodic schedule exists with
a period P = lcm(p(OJ ), ... , p(o 11 )), generalizing the result of Leung & Merrill
[ 1980] for single-processor scheduling. They propose a linear programming
(LP) formulation and show that a feasible schedule with period P exists if and
only if the LP formulation has a feasible solution. The LP formulation can
be solved in O(N 3 ) time in the case that the processors are identical, where
N = Lo;EO P jp(oi). However, N cannot be bounded by a polynomial in the
size of the problem instance, as is to be expected from the NP-completeness of
the problem.
Bertossi & Bonuccelli [1983, 1985] consider preemptive scheduling on multiprocessor systems consisting of processors of different speeds. Scheduling periodic operations together with 'sporadic time-critical operations' is examined
by Chetto & Chetto [ 1989]. The algorithms presented in this subsection are
often applied in real-time computer systems. The scheduling of such real-time
systems may be further complicated by the presence of precedence, communication and fault tolerance requirements. Scheduling such complex periodic
tasks is addressed by a number of authors [Agne, 1991; Chung & Liu, 1988;
Peng & Shin, 1989; Ramamrithram, 1990].
A serious obstacle for using the results presented in this subsection is the
fact that preemptions are not a realistic option in the application area that is
of interest to us; cf. Section 1.3. However, we use some of these results in
the following chapters, by showing that under certain conditions a schedule
produced by the deadline driven algorithm contains no preemptions.
Nonpreemptive Periodic Scheduling
So far nonpreemptive periodic scheduling has received little attention in the
literature. Moreover, the application areas are quite diverse and most of the
papers that address nonpreemptive periodic scheduling problems give solutions
that are strongly tailored to the application at hand, a notable exception being
the paper by Serafini & Ukovich [1989].
Serafini & Ukovich present a mathematical model for nonpreemptive periodic scheduling problems. They consider the problem of determining whether a
feasible nonpreemtive time assignment exists for a given set of periodic operations subject to a specific type of precedence constraints, called span constraints.
The authors make the important assumption that all operations have identical
periods and that all operations are executed strictly periodically. They show
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that the feasibility problem is NP-complete, and give an optimization algorithm
to solve it. Serafini & Ukovich also indicate how their model can be extended
to include resource constraints. Dauscha, Modrow & Neumann [1985] consider
related problems. Unfortunately, these results are of limited value to us, due to
the assumption that all operations have identical periods and the differences in
precedence constraints; cf. Section 1.3.
Gonzalez & Soh [ 1976] propose a polynomial-time optimization algorithm
for nonpreemptively scheduling periodic operations for the rather special case
that the period of the ith operation is half the period of the (i + 1)th one.
Park & Yun [ 1985] give an ILP formulation of a nonpreemptive scheduling
problem. They consider a set of independent periodic operations, where each
execution requires a given number of resources during one unit of time, and
aim to minimize the maximum required amount of resources. This problem can
be partitioned into a set of independent subproblems, which can be optimized
independently. The partitioning divides the operations into subsets such that
the periods of operations in different subsets are relatively prime. Similar partitioning strategies are considered in Chapter 4 of this thesis to schedule strictly
periodic operations.
A number of authors consider periodic scheduling problems that occur in
production planning, such as periodic versions of shop problems. We mention
Hillon, Proth & Xie [1987], Kats [1982], Maxwell & Singh [1986], Roundy
[ 1988], De Werra & So lot [ 1991], and Zdrzalka [ 1989]. The problems considered by these authors differ widely from the problems we classified in Section 1.3.7.
For the sake of completeness, we mention the work on inscribing polygons
in a circle so as, for example, to maximize the minimum distance between two
vertices on the circle. We refer to Brucker & Meyer [ 1988], Burkard [1986],
Brucker, Burkard & Hurink [1990], Guldan [1980], and Vince [1989].
As an overall conclusion we state that the periodic scheduling problems
presented in the literature all differ in one or more aspects from the problems
considered in this thesis. Occasionally we are able to use elements of some
of the mentioned papers. Corresponding references are given in the following
chapters.

2.7.2 Periodic Assignment
Periodic assignment deals with the problem of assigning the executions of periodic operations to a minimal number of processors, assuming that the executions
are fixed in time. Periodic assignment problems occur in two important application areas, known as vehicle scheduling and personnel scheduling. We next
discuss the main periodic assignment results from these application areas.
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Vehicle Scheduling
Some problems in vehicle scheduling, predominantly in planning public transportation, amount to minimizing the number of vehicles (trains, airplanes, etc.)
to meet a fixed periodic schedule. In our terminology, the problem can be stated
as follows. Given a time assignment for a given set of periodic operations, find
a processor assignment that requires a minimum number of processors. Usually,
it is assumed that all operations have the same period. The vehicle scheduling
problem is further complicated by the presence of setup times. Let a periodic
operation Oi denote an air route i that must be periodically serviced with a period p(oi ), which determines how often an airplane must fly from city Si to city
di. Clearly, if a processor (airplane) first executes oi and next oi, then it has to
be transported from di to !.] between executing Oi and o1 • Different versions of
this periodic assignment problem with setup times are considered by Simpson
[1969], Orlin [1982], and Wollmer [1990].
Personnel Scheduling
In scheduling the work-shifts of workers at a factory or nurses at a hospital the
problem arises of producing a planning that meets the given daily staff requirements. In our terminology, a time assignment is given for a number of periodic
operations, all with unit execution times, and a processor assignment must be
determined that minimizes the number of 'processors' (workers, nurses), subject to a number of additional constraints. These constraints may for example
include that the 'processors' are allowed a number of consecutive time units
off each period. Hence, for these problems processors cannot be assumed to
be continuously available. A number of authors have addressed this type of
periodic assignment problem. We mention Bartholdi [ 1981], Bartholdi, Orlin &
Ratliff [1980], Bartholdi & Ratliff [1978], Bechtold [1981], and Rosenbloom &
Goertzen [ 1978].
We finally mention that the periodic assignment problem is closely related
to the problem of colouring circular-arc graphs, as we will see in the next chapter. Circular-arc graph colouring has been studied by several authors. Garey,
Johnson, Miller & Papadimitriou [1980] prove that circular-arc graph colouring
is NP-hard. Tucker [1975] gives upper bounds on the number of colours needed
to colour various types of circular-arc graphs. Orlin, Bonuccelli & Bovet [1981]
and Shih & Hsu [1989] give efficient algorithms for the polynomially solvable
subproblem of colouring proper circular-arc graphs. The relation between periodic assignment and colouring circular-arc graphs is extensively considered in
the next chapter.

3
Periodic Assignment

Periodic assignment is the problem of optimally assigning periodic operations
to processors, under the assumption that start times are fixed. Periodic assignment frequently arises as a natural subproblem in periodic scheduling. As has
been argued in Section 1.4.2, it is often convenient to solve a periodic scheduling problem by constructing first a time assignment and next a corresponding
processor assignment. Also, the problem of storing intermediate results in a
minimum number of storage elements for a given time assignment can be considered as a periodic assignment problem; see Section 1.3. We therefore first
discuss the periodic assignment problem in this chapter, before dealing with the
more general periodic scheduling problem in subsequent chapters.
This chapter is organized as follows. We start off with some basic definitions
in Section 3.1. Next, in Section 3.2 the unconstrained periodic assignment
problem is discussed by relating it to colouring interval and circular-arc graphs.
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We present two approximation algorithms for colouring circular-arc graphs and
discuss their worst-case and average-case performances. In Section 3.3 the
constrained periodic assignment problem is discussed for both strict and slack
periodicity constraints. We end with some concluding remarks in Section 3.4.

3.1 Preliminaries
Let 0
{ o 1 , ••• , On} be a given set of periodic operations and let s : E (0) ---+ 7l
be a given periodic time assignment. The period of a time assignment is defined
as follows; cf. Definition 1.16.

Definition 3.1 A time assignment s is periodic with period P' if P' is the
smallest positive integer such that, for each time t E 7l and each operation
o E 0, o is executed at time t if and only if o is executed at time t + P'.
D
Let S = (s, m) be a periodic schedule with period P, and let P 1 be the period
of the time assignment s. From Definitions 1.16 and 3.1 it easily follows that
1
P I P. By definition, the period of the processor assignment m is given by P.
Unless stated otherwise, in the remainder of this thesis P' denotes the period of
a time assignment and P the period of a schedule.
To determine the required number of processors, for given 0 and s, the
following definition is useful.

Definition 3.2 Given a time assignment s, the thickness function Ts : Z ---+ 1N
gives for each time t the number of executions that are carried out at that time.
0

If the given time assignment s is periodic with period P

1

, then the thickness
function r~ is also periodic with period P'; see Figure 3.1. Since a processor
can carry out only one execution at a time, one immediately obtains that the
maximum thickness, defined as r:,nax = max 1 (1), gives a lower bound on the
number of processors that is required to carry out the executions in E (0) for a
given time assignment.
In Sections 1.3.2-1.3.6 we defined five types of constraints that can be taken
into account when scheduling periodic operation. The precedence, storage, and
periodicity constraints need not be considered when assigning executions to
processors, since they do not influence the feasibility of a processor assignment;
see Definitions 1.12-1.15. We assume that the given time assignment s is
feasible.
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Figure 3.1 For a given time assignments of {o 1 , ... ,o 5 }, as shown in the
upper part of this figure, the thickness function T,. is shown in the lower
part. The time between the dashed lines equals the period P' of the time
assignment s.

We distinguish two different periodic assignment problems, namely
- constrained periodic assignment, where all executions of a periodic operation
have to be assigned to the same processor, and
unconstrained periodic assignment, where different executions of a periodic
operation can be assigned to different processors.
In the following two sections we consider both cases, starting with unconstrained
periodic assignment.

3.2 Unconstrained Periodic Assignment
Let us first consider as a simple example the assignment problem for a finite set
of executions. The problem then amounts to assigning the finite set of executions, with given start and execution times, to a minimum number of processors.
This problem is equivalent to colouring an interval graph with a minimum number of colours; see Section 2.6.2. The corresponding interval graph is obtained
by associating with each execution a vertex in the corresponding interval graph
such that two vertices are adjacent if and only if the corresponding executions
overlap in time. Let us first restate the definition of an interval graph.
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Definition 3.3 A graph G = (V, E) is an interval graph if we can associate
with each vertex v E V an interval [li, ri), with li, n E Z and li
n, such
that {Vi, Vj} E E if and only if the corresponding intervals [h, ri) and [lJ, rJ)
overlap.
D
An example of a finite set of executions and the corresponding interval graph is
given in Figure 3.2. In the next subsection we discuss colouring interval graphs.

6

6 C::::::::J

2

c::========::J
c:::======::J
4

5

(a)

(b)

Figure 3.2 (a) A finite set of executions and (b) the corresponding interval
graph. The vertices are adjacent if and only if the associated executions
overlap.

3.2.1 Constructing an Optimal Unconstrained Assignment
Interval graphs can be optimally coloured in polynomial time, as we have seen in
Section 2.6.2. From the results presented there, we conclude that for a finite set
of executions the minimum number of processors exactly equals the maximum
thickness nnax.
Using this result, we formulate the following theorem for unconstrained
periodic assignment.
Theorem 3.1 For a given set of periodic operations 0 = {o 1, ••• , o11 } and a
corresponding periodic time assignments, an unconstrained periodic processor
assignment of the executions in E(O) exists that uses only Tsmax processors.
Proof Let the left edge algorithm be used to assign the exections o[k] E £(0),
with s(o[k]) ?:': 0, starting at time 0. From the above result for a finite set of
executions we deduce that left edge also uses Tsmax processors for this infinite
set of executions: if the algorithm would use at some point colour c1 , with
j = T;nax + 1, then the finite set of executions that are coloured so far would
clearly also require j colours, which would contradict the above result.
It remains to be shown that the processor assignment obtained by left edge
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becomes periodic, i.e., that for some period P and some to > 0 it holds that
M, m executes o at t if and only if m
for each t > to, o E 0, and m
executes oat t +P. Let the time assignments be periodic with period P'. Now
consider the time intervals [IP 1 , (! + 1)P 1), with I 0, 1, ... In each of these
intervals, left edge assigns a finite number of executions to a finite number
of processors. Hence, only a finite number of different assignments exist for
such intervals. Consequently, the assignment obtained by left edge necessarily
becomes periodic after traversing a finite number of such intervals, using nnax
processors. The part of the schedule between to and to + P can clearly be used
C
to obtain a periodic assignment; cf. Definition 3.1.
Let us next consider the time complexity of left edge, when applied to the
executions of a set of periodic operations. Let P be the period of the schedule
obtained by left edge and let P' be the period of the given time assignment
s. Furthermore, let N =
P jp(o) be the number of executions that left
P'jp(o)
edge has to assign in an interval of length P, and let N' =
be the number of executions for which a start time is explicitly given by the
time assignment s. As stated before, left edge can be implemented to run in
O(N log N) time. Nevertheless, we can prove the following result.

Theorem 3.2 The time complexity of the lejt edge algorithm is supnpolynomial
in n, the number of operations in 0.
Proof This can be shown as follows. Left edge has an 0 (N log N) time
complexity. Let L == lcm(p(oi), ... ,p(on)). From the periodicity constraints we
immediately derive that L I P 1 • Furthermore, from the fact that P 1 I P we obtain
that P 2': L, and consequently that N 2':
co Ljp(oi). Now, suppose that the
periods of the operations in 0 are all relatively prime, i.e., gcd(p(oi ), p(oi )) I
for all o;,Oj E 0. Then N > (n/Pmax) f1o;EO p(o;), with Pmax = maxo;EO p(o;).
Since f1 01 EO p(o;) is generally not polynomially bounded in n, we obtain the
~~~~

0

Note that for the class of instances used in the proof of Theorem 3.2 it already
holds that N 1 is not polynomial inn. Even if lcm(p(oJ), ... ,p(o 11 )) == Pmax. then
1
1
N is still not polynomial in n. In that case, N == Lo, EO Pmax / p (Oi) 0 (11Pmax),
and since Pmax cannot be bounded by a polynomial in n, we obtain that N 1 is
not polynomial in n. However, if Pmax is bounded by a polynomial in n, then
N 1 is polynomial in n.
Informally speaking, the time required by left edge to assign the executions
in an interval of length P' may not be polynomial in n. It is an open problem
whether the number of intervals of length P' that have to be traversed by left
edge can be bounded by a polynomial in n.
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The following result states that there is no polynomial time algorithm that
constructs a processor assignment using T;1ax processors for a set of strictly
periodic operations, unless P NP.

Theorem 3.3 The problem of determining the minimum number of processors
for an unconstrained periodic assignment for a set of strictly periodic operations
is NP-hard in the strong sense.
Proof This is shown by a reduction from the simultaneous congruences problem, which has been shown NP-hard by Leung & Whitehead [ 1982] and NP-hard
in the strong sense by Baruah, Howell & Rosier [ 1990]. The simultaneous congruences problem is defined as follows. Given a set T of n ordered pairs of
positive integers (a 1 , b 1), ... , (a 11 , b 11 ), determine the cardinality of the largest
subset T' <;;;; T for which there is a positive integer x with the property that
x :::=: a 1(mod b1) for all (a;,b 1) E T'.
Now, with each instance of the simultaneous congruences problem, as defined above, we can associate an instance of our problem, such that the cardinality of the largest subset T' equals k if and only if the minimum number of
processors equals k. With each pair (a;, b 1 ) E T we associate a periodic operation o 1 with period p(o 1) b;, execution time e(o;) = 1, and start time s(o;) =a;.
It is now easy to see that an integer x with the property that x
a;(mod bi)
for all (a;, b1) E T' corresponds to a time t where the corresponding operations
are executed simultaneously, which gives the required result.
0

We end this subsection by describing a variant of left edge for which we can
prove that it needs to traverse only one interval of length P' explicitly. This
variant works as follows. It starts by assigning the executions in the interval
[0, P'], including all executions that cover time 0, by using left edge. Now, for
ease of reference, we assume that for each operation o; the execution that is first
executed in this interval is denoted by o;[O]. Let O' = {o; 0 I s(o;[O])::; 0}
and let n; = P' jp(o; ). For each operation o1 E O' we have that o1 [OJ covers
time 0 and o;[nt] covers time P'. Both executions need not be executed on the
same processor however.
If m(o; [0]) m(o1 [n;]) for all o; E O', then the resulting processor assignment is periodic with period P '. In that case, the processor assignment for all
executions in £(0) is given by m(oi[k]) = m(o;[k mod n;l).
If m(o;[O]) ::f m(o;[niJ) for at least one o;
0 1, then a bijective function
g : M'
M', with M' = {mJ, ... ,mT;""'}, can be defined by g(m1 ) = mk if
and only if m(oi[O]) = m1 and m(o; [nil)
mk for some o; E 0'. If for a
given mJ no such o; E O' exists, then g(m;) can be chosen arbitrarily, with the

3.2 Unconstrained Periodic Assignment

55

only restriction that g must be a bijective function. In that case, a processor
assignment on T{nax processors for all executions in E ( 0) is given by
m(ot[k])

where qk

= Lk /nil

and rk

= gqk(m(ot[rk])),

k mod n,.

3.2.2 Limiting the Period of a Processor Assignment
The period of the schedule obtained by the left edge algorithm or the variant
discussed in the previous subsection may be unacceptably large in practice.
Instead we could try to find a periodic assignment that has a given fixed period
P, possibly at the expense of using more than T5max processors. Clearly, to
satisfy the given periodicity constraints, we have to choose P = cP 1, with c
some positive integer that can be freely chosen.
Constructing a periodic assignment with a given period P can be modelled
as colouring circular arcs that are positioned on a circle that is divided into P
segments, such that overlapping arcs receive different colours. The periodic
assignment problem can thus be reformulated as the problem of colouring a
circular-arc graph with a minimum number of colours.

(a)

(b)

(C)

Figure 3.3 (a) The executions of a set of operations with identical periods,
(b) an associated set of circular arcs, and (c) an associated circular-arc graph.

Definition 3.4 A graph G (V, E) is a circular-arc graph if it can be associated with a circle that is divided into a number of segments, numbered clockwise
as l, ... , 2n, with n IV I, in such a way that each vertex Vi
V can be associated with a circular arc At
[it, r 1], with l;, ri E { l, ... , 2n }, i.e., an arc
on the circle that stretches clockwise from segment It to segment r 1, containing
both h and ri, and such that {v;, VJ} E E if and only if the corresponding arcs
[1 1 , r 1] and [11 , r1 ] overlap.
D
Comparing Definitions 3.3 and 3.4 we see that every interval graph is a circular-
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arc graph. Figure 3.3 gives an example of a set of periodic operations and an
associated circular-arc graph. Note that the graph is not an interval graph.
In the following subsection we discuss the colouring of circular-arc graphs
in more detail.

3.2.3 Colouring Circular-Arc Graphs
Garey, Johnson, Miller & Papadimitriou [1980] have shown that colouring
circular-arc graphs is NP-hard. Furthermore, they showed that k-colourability,
i.e., the problem of determining whether a circular-arc graph can be coloured
with k or less colours, can be solved in O(n k! k log k) time. Thus, for fixed k
this problem can be solved in polynomial time.
A circular-arc graph is said to be proper if none of the corresponding arcs is
completely contained in another arc. Proper circular-arc graphs can be optimally
coloured in polynomial time. Orlin, Bonuccelli & Bovet [1981] have given
an O(n 2 log n) algorithm, which is based on the following observation. For
proper circular-arc graphs, k-colourability can be transformed into a shortest
path problem on n vertices, which can be solved in O(n2 ) time. Combining this
with a bisection search over k results in an O(n 2 log n) algorithm. Successive
improvements of this result have been presented by Teng & Tucker [1985]
and Shih & Hsu [ 1989], having 0(n 312 Jog n) and O(n 312) time complexities,
respectively.
To the best of our knowledge, Tucker [ 1975] is the only author who considered approximation algorithms for colouring circular-arc graphs. Here, we
discuss two approximation algorithms, viz.
- Sequential Colouring, a generally applicable graph colouring algorithm that
was first proposed by Welsh & Powell [ 1967], and
- Sort & Match, an extension of an algorithm that was proposed by Tucker.

We next discuss both algorithms and examine their worst-case behaviour. For
ease of formulation, we use the words 'vertices' and 'arcs' interchangeably in
the following subsections. The algorithms are often denoted by SC and S&M,
respectively. The number of colours the algorithms use to colour a graph G
is denoted by SC(G) and S&M(G), respectively. These results are related to
a lower bound on the chromatic number x(G), i.e., the minimum number of
colours to colour G. Furthermore, an empirical analysis of both algorithms is
given.
Sequential Colouring
The sequential colouring algorithm has been described in Section 2.4. For
arbitrary graphs, SC can give results that are arbitrarily far from optimal, i.e.,
Rsc has no constant upper bound. Moreover, types of graphs exist for which

57

3.2 Unconstrained Periodic Assignment

Rsc(G) grows linearly in IV 1- This can be seen from the following set of
instances. LetGq
(Vq,Eq) be a graph with Vq
{at,hi II::; i::; q}
and Eq
{ {ah h;} I i ~ j}. Since all vertices have equal degree, they can be
arbitrarily reindexed in the first step of the algorithm. If the order of the vertices
is at, b 1 , az, b2 , ..• , aq, bq, then SC(Gq) == q, while xJGq) 2. Note that Gq is
not a circular-arc graph, if q > 3.
The following theorem states that colouring circular-arc graphs with sequential colouring requires less than twice the minimum number of colours.

Theorem 3.4 For any circular-arc graph G, Rsc(G)

< 2.

Proof The proof is by contradiction. Suppose that for some circular-arc graph
G, sequential colouring requires q colours, with q ;:::: 2x(G ). Clearly, in that
case some arc a1 receives colour
and must consequently be adjacent to at
least q I other arcs that received a colour from {c 1, ••. , cq-i} prior to arc a1•
Let this subset of neighbours of ai be denoted by N(at). Clearly, d(a;) ;:::: d(a 1)
for each a1 E N(a 1), due to the reindexing in the first step of the algorithm. Now
we consider the following two cases.
None of the arcs in N (ai) are completely contained in a1. Then, each of
the arcs in N(ai) covers at least one of the end-points of ai. Hence, one of
the end-points is covered by at least
I
arcs. Since
x( G), this
results in a thickness of at least x( G)+ I. However, this is in contradiction
with x( G) being greater than or equal to the maximum thickness Tsmax.
- One or more arcs in N (ai) are completely contained in at. Then, there is
at least one of these arcs, say a1, such that none of the other arcs in N(ai)
are completely contained in ai. Since a; is completely contained in ai and
d(a1) ;:::: d(a 1), we conclude that d(a;) = d(a 1). Consequently, this implies that
all arcs that overlap with a1 also overlap with a1, and vice versa. Hence,
1
one of the end-points of ai is covered by at least
1 arcs. Again, this
is in contradiction with x( G) being greater than or equal to the maximum
thickness.

rq;ll ;: :

rq;

Hence, for both cases we have derived a contradiction, which completes the
proof of the theorem.
c
We next show that the worst-case performance bound given by Theorem 3.4 is
tight. To that end, we first give the following lemma.

Lemma 3.1 For all q E 1N, gcd(q 2 , 2q

1)

= 1.

Proof Let a= gcd(q 2 ,2q- 1). Suppose a> I. Now, if alq 2 and al(2q- 1),
then also for any prime factor rr of a, rrlq 2 and nl(2q- 1). But, for any prime
number 1r, if rrJq 2 then rrlq. due to the fundamental theorem of arithmetic;
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see e.g. Niven & Zuckennan [1960]. Furthermore, if 1rjq then
Consequently, a cannot be greater than 1.

1r

J(2q - l).
D

Using Lemma 3.1 we can now prove the following theorem.

Theorem 3.5 For any o:

> 0, a circular-arc graph
Rsc(G)

>2

G exists such that

£.

Proof This follows directly from the set of instances defined below. Let Sq be
a set of q 2 arcs on a circle with 2q 2 segments numbered 0, ... , 2q 2 - I, with q
odd and q :?::: 3. The arcs are defined by

[(4/q

21) mod 2q 2 , (4lq

21 + 2q- I) mod 2q2 ],

Figure 3.4 gives an example of such a set for q

0, I, ... , q 2

= 3.

I.

All of these arcs have dif-
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Figure 3.4 The set of circular arcs for q 3. For reasons of convenience,
the arcs are drawn as intervals on a straight line segment, which is obtained
by 'unfolding' the circle.

ferent left endpoints, since gcd(q2 , 2q -I) = 1, as stated by Lemma 3. I. All arcs
overlap with 2q 2 other arcs. Consequently, all vertices in the corresponding
circular-arc graph have the same degree and the arcs are thus coloured in an
arbitrary order by SC. If the arcs are coloured in order of increasing values of I,
then SC requires 2q 1 colours. With each colour, SC colours at most (q+ 1)/2
arcs. However, an optimal colouring requires only q colours. Hence, choosing
q > 1 results in a graph that has the required property. This completes the
proof of the theorem.
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Sort & Match
For reasons of simplicity this algorithm 1s formulated in terms of colouring
circular arcs instead of vertices.

SORT

&

MATCH

First, determine on the circle a point t with minimum thickness. Partition the
set of arcs into two subsets A and 13, where A is the set of arcs that cover
point t. Hence, IAI = Tsmin. The arcs in 13 define an interval graph. These are
coloured by using the left edge algorithm with at most r:nax colours.
Next, determine a maximum-cardinality subset A' <.:;;; A, whose arcs can
be coloured with a colour that has already been used. This problem can be
formulated as a maximum-cardinality matching problem in a bipartite graph
G = (V 1, V2 , E). Each vertex v E F 1 is an arc in A and each vertex u E V2 is
is a colour that is already used to colour arcs in 13. An edge {v, u} is in E if
arc v can be given colour u. This matching problem can be efficiently solved
using an augmenting path algorithm [Lawler, 1976; Hopcroft & Karp, 1973].
Finally, each remaining arc in A- A' is given a different unused colour.

The following theorem states the worst-case performance of S&M.

Theorem 3.6 For any circular-arc graph G, Rs&Y!(G) :S: 2.
Proof Since the arcs in subset 13 are coloured with Tsmax colours and the arcs in
subset A are coloured using at most Tsmin colours, we directly obtain the result
that S&M(G) :S: r;nax + T;nin :S: 2T1max. Combining this result with the fact that
nnax :S: x( G), we obtain the desired result.
D

Tucker [1975] only considers the first step of the algorithm presented above,
but essentially proves the same worst-case performance bound. In addition, we
can prove that this bound is tight.

Theorem 3.7 For any

> 0,

a circular-arc graph G exists such that

Rs&M(G)

> 2- c.

Proof This is directly derived from the following subset of instances. Let Sq
be a set of 3q - 3 arcs on a circle with 6q segments, q 2': 4, defined by
[2/, 2q + 21- 1],
[2q+2l+2,4q+21+ 1],
[4q + 21 + 2, 21 + l],

I= 0, ... ,q
I= 0, ... ,q
I= 0, ... ,q

1,

1, and
4.
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Figure 3.5 gtves an example for q

I

= 4.

Applying S&M to Sq results in a

I

i

t
Figure 3.5 The set of circular arcs for q
which the thickness is minimal.

4. The arrow gives a point for

colouring with 2q - 3 colours, while the minimum number of colours is q.
Hence, by choosing q > 3/r::, we obtain a graph with the required property.
This completes the proof of the theorem.
D
Note that applying SC to the above set of arcs may also result in a colouring
with 2q 3 colours. Hence, choosing the best result of S&M and SC does not
improve the worst-case performance ratio of 2.

Empirical Analysis
In this subsection we present some experimental results that give an indication
of the average-case performance of S&M, SC and min(S&M, SC). The results
are obtained by applying the algorithms to randomly generated instances. Each
instance contains l 00 arcs on a circle with a circumference equal to l. The left
end-point of an arc is chosen uniformly from the interval [0, l) and the arc length
is chosen uniformly from the interval Umin, lmax), with 0 ::; !min < lmax ::; l.
Note, that these instances differ slightly from the definition of circular arcs, as
given by Definition 3.4. This difference can be easily overcome by sorting the
endpoints and replacing them in this order by integers from {I, ... , 2n}.
For different choices of lmin and lmax, Table 3.1 gives the average relative difference and corresponding standard deviation for S&M, SC and min(S&M, SC).
Since the minimum number of colours is unknown, the relative differences are
calculated from Lmq• the cardinality of a maximum clique. This cardinality
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Imax

/min

0.0

0.1

0.2

0.3

0.4

0.1

0.0 0.0
2.5 4.3
0.0 0.0

0.2

0.6 2.6
2.8 3.7
0.3 1.4

0.8 2.5
4.9 4.0
0.6 1.8

0.3

1.2 3.2
2.7 2.9
0.6 1.7

2.5 5.3
6.3 3.7
1.7 3.3

6.0 7.7
5.4 3.9
3.6 4.1

0.4

2.1 3.7
3.5 2.5
1.0 1.9

4.2 5.6
5.6 3.4
2.9 4.0

4.7 6.7
7.7 4.9
3.8 5.0

27.0 13.6
16.6 7.4
16.3 7.8

0.5

4.3 5.5
3.5 2.7
2.0 2.0

4.9 5.6
5.6 3.3
3.4 3.9

8.3 7.4
6.8 3.8
5.4 4.7

10.2 8.5
5.6 3.4
4.5 4.0

1. 1 2. 1
1.8 1.8
0.6 1.1

0.6

6.1 5.7
3.6 2.5
2.8 2.6

7.3 5.9
4.2 2.5
3.4 2.7

7.3 5.5
3.6 2.2
3.2 2.4

5.6 4.3
1.3 1.4
1.2 1.4

1.2 1.3
0.2 0.5
0.1 0.4

0.7

9.3 4.9
2.7 2.0
2.5 1.9

10.1 6.0
3.0 2.1
2.9 2.2

8.7 5.0
1.4 1.4
1.2 1.3

4.0 3.0
0.5 0.9
0.5 0.9

0.4 0.7
0.0 0.2
0.0 0.1

0.8

0.3 4.8
1.9 1.6
1.8 1.6

9.6 4.3
1.4 1.6
1.4 1.6

6.5 3.6
0.8 1.1
0.8 1.1

2.4 1.8
0.2 0.4
0.1 0.4

0.2 0.5
0.0 0.2
0.0 0.1

0.9

8.0 4.0
1.3 1.4
1.2 1.3

6.4 3.5
0.8 1.1
0.8 1.1

4.4 2.8
0.5 0.8
0.5 0.8

1.8 1.6
0. 1 0.4
0.1 0.4

0.2 0.5
0.0 0.1
0.0 0.0

1.0

5.9 3.0
0.7 1.0
0.6 1.0

5.1 3.2
0.6 0.8
0.5 0.8

3.5 2.4
0.4 0.7
0.4 0.7

1.4 1.2
0.1 0.4
0.1 0.4

0.0 0.4
0.0 0.0
0.0 0.0

Table 3. 1 Results obtained by applying S&M, SC and min(S&M,SC) to
randomly generated circular-arc graphs. Each entry in the table gives the
average relative difference, as a percentage of Lmq. and the corresponding
standard deviation for S&M, SC, and min(S&M,SC), respectively. The results
of each entry are obtained by averaging the outcome of the algorithms over
I00 instances.
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gives a lower bound on the m1mmum number of colours. Determining the
cardinality of a maximum clique is NP-hard for arbitrary graphs. However,
for circular-arc graphs this problem can be solved in polynomial time, by iteratively constructing a maximum matching in a sequence of related bipartite
graphs [Gavril, 1974].
Now, the average relative difference, as given in Table 3.1, is defined as the
average difference between the number of colours found by the algorithm and
the lower bound Lmq. expressed as a percentage of Lmq·
Comparing both algorithms, we see that on average S&M outperforms SC
if the arc lengths are small. However, for larger arc lengths SC produces better
average results than S&M. This motivates the interest in the best result of both
algorithms. From Table 3.1 we observe that the average relative difference for
min(S&M,SC) remains almost always within 5% of the optimum.
An exception is given by instances with arc lengths chosen from [0.3, 0.4).
Both S&M and SC seem to perform less well for these instances - they give
average relative differences of 27.0% and 16.6%, respectively. We assume that
these large differences are not caused by the possibility that for these instances
Lmq is a bad approximation of the chromatic number. Experimental results
support this assumption. We have optimally coloured 50 instances from this
class each containing 30 arcs. For these instances the chromatic number differs
on average only 1% from Lmq·
The observed maximum relative difference for S&M, SC, and min(S&M,SC)
over all considered instances except those with arc lengths chosen from [0.3, 0.4),
is 33.3%, 21.2% and 18.4%, respectively. For the latter the observed maximum
relative difference for S&M, SC and min(S&M,SC) is 56.4%, 32.5% and 32.5%,
respectively.
From the experimental results presented in this subsection, we conclude
that the average-case performance of S&M and SC is usually substantially better
than the worst-case bounds given in the previous subsections. Furthermore, both
algorithms perform less well if the lengths of the circular arcs are approximately
one third of the circumference of the circle.
Summarizing the results of Sections 3.2.2-3.2.3, we conclude that restricting
the period P of a processor assignment to some given multiple of P' can at
most double the required number of processors. Tucker [1975] conjectures that
x(G):::; ~Tsmax, for each circular-arc graph G. This conjecture suggests that a
priori restricting the period P may require at most 50% extra processors. This
conjecture is still not proven, however. Our empirical analysis indicates that
the number of extra processors is very often less than 5%.
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3.3 Constrained Periodic Assignment
In this section we consider the periodic assignment problem with the additional
constraint that all executions of a periodic operation have to be assigned to
the same processor. Given this constraint, one can simply define the processor
assignment as a function m : 0 _____, M, with M the set of processors, such that
m(o[k]) = m(o) for all o E 0, k E 71.. Furthermore, given this constraint, we
immediately obtain that P = P'.
To assign two operations to the same processor one must examine whether
the executions of both operations overlap somewhere in time. For this we consider two different cases, namely the cases where the strict or slack periodicity
constraints have to be satisfied; see Section 1.3. These two cases give rise to
different procedures to check overlap. In the following subsections we consider
both cases in detail.

3.3.1 Slack Periodicity Constraints
For the case with slack periodicity constraints we show that the problem of
finding a processor assignment m that uses a minimum number of processors is
NP-hard in the strong sense.

Theorem 3.8 For a given set 0 of periodic operations with slack and a given
time assignment s, the problem of constructing a constrained processor assignment m that uses a minimum number of processors is NP-hard in the strong
sense.
Proof The theorem is proved by giving a polynomial reduction from graph
colouring. Let G = (V, E) be an arbitrary undirected graph with n vertices
numbered vo, ... , Vn -1· We define a corresponding set 0 of n operations and
a time assignment s with a period P' = n 2 such that the vertices in V can be
coloured with c colours if and only if 0 can be assigned to c processors. This
can be done as follows. With each Vi E V we associate a periodic operation
Oi E 0 with a period p(oi) = n and an execution time e(oi) = 1. The time
assignment s specifies the start times of n successive executions for each Oi E 0
such that the executions of two operations Oi, o1 E 0 somewhere overlap if and
only if {Vi, v1 } E E. The time assignment is given by
s(oi[k])= {

~ink(i,j)+kn
1

+ n

if {Vi, Vj} E E
otherwise,

where k = 0, ... , n - 1 and j = (n + k - i) mod n. An example of such
a transformation is given in Figure 3.6. Note that each Oi E 0 is executed
exactly once in each interval [kn, (k + 1)n ), with k = 0, ... , n - 1. Hence, the
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Figure 3.6 For a given graph G shown in (a) the corresponding time assignment is shown in (b). Note that vertices in G are adjacent if and only if the
executions of the corresponding operations overlap somewhere.

periodicity constraints are satisfied. Also, one can show that {vi , Vj} E E if
and only if the operations Oi and Oj are executed simultaneously in the interval
[0, n 2 ). Hence, we conclude that G can be coloured with c colours if and only
if the operations in 0 can be assigned to c processors.
D
Note that also the inverse transformation is polynomial, and that in fact we have
shown graph colouring to be equivalent to a subclass of this periodic assignment
problem. Hence, we obtain the following corollary.

Corollary 3.1 Unless P = NP, no polynomial-time algorithm A with R'f < 2
exists that produces a constrained processor assignment for a given set 0 of
periodic operations and a given time assignment s with slack.
The above result directly follows from the equivalence with graph colouring.
Garey & Johnson [1976] have shown that, if a polynomial-time algorithm exists
that colours any graph G with at most ax(G) + b colours with a < 2, then
there also exists a polynomial-time algorithm that colours each graph G with
x(G) colours. Recent results by Lund & Yannakakis [1992] imply that there is
probably rio polynomial-time algorithm for any constant a.
Note that using the above transformation we can construct a pair (0, s), with
n operations, for which n processors are required while T5max = 2. Hence, by
requiring that all executions of an operation are assigned to the same processor,
we can no longer bound the required number of processors by cT5max, for some
constant c.
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The equivalence with colouring arbitrary graphs implies that we may have
little hope that polynomial-time approximation algorithms exist with a good
asymptotic performance ratio.
On the other hand, there is a large amount of literature on approximation
algorithms for colouring graphs that perform well in practice; see for instance
Brelaz [1979] and Williams & Milne [1984]. To solve the assignment problem
considered in this subsection, we propose to use these approximation algorithms.

3.3.2 Strict Periodicity Constraints
If a given set 0 of periodic operations is executed strictly periodic, then a time
assignment has to specify the start time of only one execution; cf. Definition 1.9.
In that case a time assignment can be defined as a function s : 0 - t Z, where
S(o;) is defined as being the start time of the zeroth execution of o;. In this
way, s(o;[k]) = s(o;) + kp(o;) for all k E 71... We next define the overlap of
strictly periodic operations as follows.
I

Definition 3.5 Two strictly periodic operations o; and OJ, with given s(o;) and
s(OJ ), overlap if integers k , I exist such that o; [k] and OJ[!] overlap, i.e., if
integers k , I exist such that

or
D

Clearly, if operations do not overlap, then they can be executed on the same
processor.
The following theorem gives necessary and sufficient conditions for assigning two strictly periodic operations to the same processor.
Theorem 3.9 Two strictly periodic operations o; and OJ with given start times
s(o;) and s(oJ ), s(o;) ~ s(oJ ), do not overlap if and only if
e(o;) ~ (s(oJ) - s(o; )) mod gu ~ g;J - e(oJ ),

(3 .1)

where g;J = gcd(p(o; ),p(OJ )).

=

Proof Without loss of generality we may assume that s(o;)
0. This is true
since, if s(o;) f. 0, then the start times of o; and OJ can be shifted such that
s(o;) becomes zero, without affecting possible overlap. The sufficiency of (3.1)
is shown as follows. We first observe that if(3.1) holds, then e(o;)+e(oJ) ~ giJ.
Let us consider time intervals [kgu ,(k + I )gu ), with k E 71... The first e(o;) time
units of each of these intervals can be allocated for executions of o;, and the
remaining g;J - e(o;) time units for executions of OJ· Now, if (3.1) holds, then
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the allocated time units surely suffice to execute Oi and OJ. The first e(oi) time
units of the intervals are only used to execute Oi once every p(oi) I giJ intervals.
The remaining giJ - e(oi) time units are only (partly) used to execute OJ once
every p(oJ )I giJ intervals.
The necessity of (3.1) is shown as follows. Let us again consider the time
intervals [kgiJ , (k + l)giJ ), with k E 7!... If (3.1) does not hold, then once every
p(OJ )I giJ time intervals the execution of OJ overlaps the first e(oi) time units
of such a time interval. We have already seen that once every p(od I giJ time
units the first e(oi) time units of the intervals are used for the execution of
Oj. Now, by definition, gcd(p(oi)/giJ,p(oJ)Igu) = 1 and consequently, using
the Chinese remainder theorem, there is always an interval in which Oi and OJ
overlap. Hence, if (3.1) does not hold, then operations Oi and OJ cannot be
executed on the same processor. This completes the proof of the theorem. D
From Theorem 3.9 we can easily derive the following result.

Corollary 3.2 Two strictly periodic operations Oi and OJ with given start times
s(o;) and s(oJ ), for which e(o;) = e(oJ) = l , overlap if and only if
s(OJ)

= S(Oj )(mod gij ).

Using Corollary 3.2, we can now prove the following theorem.

Theorem 3.10 For a given set 0 of strictly periodic operations and a given time
assignments, the problem of constructing a constrained processor assignment
m that uses a minimum number of processors is NP-hard in the strong sense.

= (V, E) be an
arbitrary graph, with loops. We show that we can associate with each v; E V
a strictly periodic operation Oi with given p(o; ), e(oi ), and s(o;) such that, for
each pair of distinct vertices v;, VJ E V, { v;, VJ} E E if and only if the associated
periodic operations Oi and OJ overlap.
We first select the smallest n(n- 1)12 distinct prime numbers larger than n,
and let these prime numbers be denoted by IriJ for 1 :S i < j :S n. Furthermore,
let IrJi = IriJ for i < j. By the prime number theorem, the magnitude of
the largest of these numbers is 0 (n 2 log n ). We can now associate a periodic
interval o; with each Vi E V according to: e(o;) = 1 and p(o;) = f1Ni Irij.
The start time S(oi) is chosen such that for each j ::f i, S(oi) = 1 (mod IriJ) if
{ v;, VJ} E E, and S(oi) = i (mod IriJ) if {v;, VJ} ~ E. Start times that satisfy
these constraints always exist and they can be determined in polynomial time
by using the Chinese remainder theorem; see e.g. Niven & Zuckerman [1960].
Now, if { v;, VJ} (/-. E for two distinct vertices vi, VJ E V, then o; and
OJ do not overlap. This can be seen as follows. Since s(o;) = i (mod IriJ ),

Proof We again use a reduction from graph colouring. Let G
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=

s(OJ)
j (mod 1riJ ), and 0 < li - j I < n < 1fiJ, we derive that s(oi) and
s(OJ) are not congruent modulo 1riJ. Furthermore, 8iJ = gcd(p(oi ) , p(oJ)) = 1riJ.
Hence, using Corollary 3.2, we obtain that Oi and OJ do not overlap.
Furthermore, if {Vi , VJ} E E, then Oi and OJ can be shown to overlap. Since
s(oi) = 1 (mod 1fiJ) and s(oJ) = 1 (mod 1fiJ ), we derive that s(oi) and s(oJ) are
congruent modulo 1fiJ. Hence, again using Corollary 3.2, we obtain that Oi and
OJ overlap. This completes the proof of the theorem.
0

Furthermore, one can reformulate each instance of the assignment problem as
a graph colouring instance. Using Theorem 3.9, this can clearly be done in
polynomial time. Again, general approximation algorithms for graph colouring
can be used solve this assignment problem to proximity.

3.4 Conclusions
Let us summarise the main results derived in this chapter. The periodic assignment problem has been considered under different additional assumptions.
If the executions of a periodic operation can be assigned to different processors, then a processor assignment exists that requires only T 5max processors.
In that case the period P of the processor assignment may be very large. If
P = lcm(p(oi), ... ,p(on)), then we need at most 2T5max processors. Experimental results show that very often the required number of processors is bounded
by 1.05 T5max.
If the executions of a periodic operation are required to be executed on the
same processor, then the required number of processors can no longer be bound
by a constant multiple of T 5max . Based on the equivalence with graph colouring,
we can construct in that case instances with T5max = 2 and the required number
of processors arbitrarily large.

4
Scheduling Independent Operations
Strictly Periodically

I

In this chapter we consider operations that must be scheduled strictly periodically on a minimum number of processors. Such operations are called strictly
periodic operations. Furthermore, we assume the operations to be independent,
i.e., R = 0. As in Chapter 3, we distinguish two different cases, namely

- constrained periodic scheduling, where the executions of a single operation
must be assigned to the same processor, and
- unconstrained periodic scheduling, where the executions of a single operation
may be assigned to different processors.
In the problem classification presented in Section 1.3.7 these problems are denoted as slcli and slcli, respectively.
This chapter is organized as follows. In Section 4.1 we derive a number of
general results for scheduling strictly periodic operations, which are relevant to
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both slcli and slcli. Sections 4.2 and 4.3 discuss solution strategies for slcli and
slcli, respectively. Finally, in Section 4.4 we make a comparison between the
constrained and the unconstrained cases.

4.1 General Results
We first consider the computational complexity of scheduling strictly periodic
operations in Section 4.1.1. Next, in Section 4.1.2, we discuss the overlap of
strictly periodic operations and give necessary and sufficient conditions for the
overlap of two strictly periodic operations. In Section 4.1.3 the equivalence of
time assignments is addressed.

4.1.1 Computational Complexity
Since the problems slcli and slcli are identical if only one processor is available,
we focus our attention on the single processor case.

Theorem 4.1 Determining whether a given set 0 of strictly periodic operations
can be scheduled on a single processor is NP-complete in the strong sense.
Proof For a given set 0, we can verify in polynomial time whether a time
assignment s requires a single processor by determining for each pair of operations whether they overlap, using Theorem 3.9. Hence, the problem is in
NP.
To prove that the problem is NP-complete in the strong sense we use the
following polynomial time reduction from 3-partition, which is known to be
NP-complete in the strong sense [Garey & Johnson, 1975]. In bin-packing
terminology 3-partition can be defined as follows. Given a set A of 3m items, a
bin capacity B, and a size s(ai) E IN with B /4 < s(ai) < B /2 for each ai E A
such that I:aiEA s(ai} = mB, can A be packed in m bins?
Given an arbitrary instance of 3-partition, as defined above, we construct
a corresponding instance of the scheduling problem such that the items can be
packed in m bins if and only if the corresponding operations can be scheduled
on one processor. For each ai E A we define a periodic operation Oi with period
p(oi) = m(B + 1) and execution time e(oi) = s(ai ). In addition, we introduce
a periodic operation 03m+i with period p(o3m+d = B + 1 and execution time
e(o3m+d = 1. Operation 03m+i is given an arbitrary start time. Then, in a
time interval of length m(B + 1) exactly m intervals each of length B are free;
see Figure 4.1. Each of the operations o 1 , ••• , o3m must be executed in one
of these intervals exactly once, if only one processor is to be used. Hence,

.jl,
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the operations can be executed on one processor if and only if the items of the
0
corresponding 3-partition instance can be packed in m bins.
Theorem 4.1 implies that scheduling a set of strictly periodic operations on a
minimum number of processors is NP-hard in the strong sense, both for the
constrained and unconstrained cases. Furthermore, Theorem 2.1 implies that
for both cases no polynomial time approximation algorithm A can exist with
RA < 2, unless P = NP.
I
I

.......tJ.......___
•

Figure 4.1
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If operation o 3m+l is scheduled, then in an interval of length

m(B + 1), indicated by the dashed vertical lines, m intervals of length B are

free. Each of the operations o 1 ,
intervals exactly once.

•••,

o3m must be executed in one of these m

4.1.2 Overlap of Periodic Operations
If operations are scheduled strictly periodically, then a time assignment can be
specified by a mapping s : 0 ~ Z, such that the start time of each execution
Oj [k] E E (0) is given by s(Oj [k]) = s(Oj) + kp(Oi ).
In Chapter 3 we have derived necessary and sufficient conditions for the
overlap of two strictly periodic operations Oi and OJ, under the assumption that
s(od and s(oJ) are given; see Theorem 3.9. From this theorem we can derive
the following corollary.

Corollary 4.1 Two strictly periodic operations Oi and OJ necessarily overlap if

The condition that gcd(p(oi ),p(oJ )) 2: e(oi )+e(oJ) is not sufficient to guarantee
that oi and OJ do not overlap. For example, if s(oi) = s(oJ ), then the operations
overlap by definition. Nevertheless, if gcd(p(oi ) , p(OJ )) 2: e(oi) + e(oJ ), then
start times can always be chosen such that the operations do not overlap. For
example, if s(oi) = 0 and s(oJ) = e(oi ), then Oi and OJ do not overlap.
Clearly, if the operations do not overlap, then they can be assigned to the
same processor. Corollary 4.1 can be used to decompose an instance of slcli
into independent subproblems, as is described in Section 4.2.
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4.1.3 Equivalence of Time Assignments
We next examine the equivalence of time assignments. As we will see in
Section 4.3, this concept can be used to decompose a given problem instance
of sjcji into independent subproblems.
As stated before, a time assignment is specified by a mapping s : 0 --+ Z that
gives for each operation o; E 0 the start time of its zeroth execution. Since the
operations in 0 are independent and strictly periodic, changing a start time s(o;)
by a multiple of p(o;) time units does not alter the time assignment essentially;
cf. Section 1.4.1. Consequently, without loss of generality, we assume in this
chapter that 0 ::; S(o;) < p(o;) for each o; E 0.
The number of different time assignments that can be constructed in this way
is bounded by flo; E 0 p(o; ). Many of these time assignments can be shown to
be equivalent, however. The equivalence of time assignments is defined as
follows.

Definition 4.1
Two time assignments sa and sb are equivalent if one can be
obtained from the other by a translation over an integer number of time units,
i.e., if an integer k exists such that for all o; E 0
0

Let us illustrate this with an example.

Example 4.1 Let 0 = { o,, oz} be a set of strictly periodic operations with
p(o 1) = 4, e(o 1) = 2, p(oz) = 3, and e(oz) = I. Let two time assignments sa and
sb be given by sa(o,) = 0, sa(oz) = 0 and Sb(o!) = 2, sb(oz) = 0; see Figure 4.2.
Now, it is easily seen that sa and sb are equivalent, since sb can be obtained
from sa by a translation over 6 time units.
0
If two time assignments are equivalent, then they require the same number of
processors. The equivalence relation partitions the set of all time assignments s
into a number of equivalence classes each corresponding to a set of equivalent
time assignments. Let for a given set 0 = {o, , ... , On} the number of equivalence classes be denoted by N (o,, ... , On).
As a simple example, let us first determine the number of equivalence classes
in case we only have two operations.

Theorem 4.2 ·For two strictly periodic operations o; and Oj, the number of
non-equivalent time assignments is given by gcd(p(o; ),p(oj )). Each time assignment has a period that is given by lcm(p(o;),p(oj)).
Proof Without loss of generality, we assume that s(o;) = 0, since each time
assignment with s(o;) ~ 0 can be translated by s(o;) time units to obtain an
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Figure 4.2 Two equivalent time assignments: time assignment (b) can be
obtained from (a) by a translation over 6 time units.

equivalent time assignment with s(o;) = 0. It remains to be shown that s(oj)
can be chosen in only gcd(p(o; ), p(oj )) non-equivalent ways. Let the set Su be
defined by
Su = {0, 1, ... , gcd(p(o; ),p(oj )) - 1}.
It can be shown that s(Oj) E S;j are essentially the only non-equivalent choices
for s(oj ). We first show that each sa(Oj) fJ_ Su is equivalent to some sh(Oj) E Su,
while sa(o;) = sh(O;) = 0. To that end, we have to prove that some k exists such
that (sa(oj) + k) mod p(oj) = sh(oj). with k mod p(o;) = 0. Hence, k can be
written ask= m;p(o;), for some integerm; and we have to prove that integers
m;,mj exist such that sa(Oj)+m;p(o;)-mjp(oj) = sh(Oj). From number theory it
follows that integers m;, mj exist for which mjp(oj )- m;p(o;) = gcd(p(o; ) , p(oj ))
[Niven & Zuckerman, 1960]. Hence, each multiple m of gcd(p(o; ),p(oj)) can
be written as m = mjp(oj)- mfp(o;), with mf , mj E Z. Consequently, for each
sa(Oj) fJ_ Su an equivalent sh(Oj) E Su can be found, while sa(o;) = sh(o;) = 0.
It remains to be shown that different choices s(oj) E Su cannot be translated
into each other. This immediately follows from the fact that gcd(p(o; ),p(oj))
is the smallest positive integer that can be written as a linear combination of
p(o;) and p(oj) [Niven & Zuckerman, 1960].
From the definition of the period of a time assignment, we see that each
time assignment has a period that equals lcm(p(o;) , p(oj)).
D
Clearly, if two operations overlap in a given time assignment sa. then they also
overlap in a time assignment that is equivalent to sa. From Theorem 4.2 the
following corollary is derived.
Corollary 4.2 For two strictly periodic operations o; and Oj whose periods are
relatively prime, all possible time assignments are equivalent and the operations
o; and Oj always overlap.
The latter result follows from the fact that each time assignment is equivalent
to the time assignment with s(o;) = s(oj) = 0. We next generalize Theorem 4.2
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for an arbitrary number of periodic operations.

Theorem 4.3 For a given set of strictly periodic operations 0 = {o 1 , ••• , On},
the number of non-equivalent time assignments N (OJ, ... , On) is given by
p(oJ) · · · p(on)
N(oJ , ... ,on) = - - - - - - - lcm(p(OJ), . . . , p(on))

We first observe that clearly flo;EO p(oi )/lcm(p(oJ ), ... , p(on)) gives an upper
bound on the total number of non-equivalent time assignments. Indeed, the
total number of time assignments is given by flo; EO p(oi) and the start times
in each time assignments can be translated over at most lcm(p(oJ), .. . ,p(on))
time units before the resulting time assignment s' becomes equivalent to s. We
next give two alternative proofs of Theorem 4.3, to show that this upper bound
is always attained. The first one uses a number of algebraic concepts, for which
we refer to Lang [ 1971]. The reader not familiar with these concepts might
prefer the second (more elementary, but inevitably longer) proof.
First proof Let Z/m'!L be defined as the set of integers modulo m . This is a

cyclic group of order m. Now a time assignment is an element of the product
group Z/p(oJ)Z x · · · x '!Ljp(on)'!L of order p(oJ) · · · p(on). Furthermore, let
f : 7L ---+ Z/p(o 1)Z x · · · x Z/p(on)Z be a function that maps an integer k to
(k mod p(o 1 ), ••• , k mod p(on)). Two time assignments are equivalent if and
only if they lie in the same coset off. Hence, the number of equivalence
classes is given by the index off, which is given by p(oJ)· ·· p(o11 )/ (orderf).
Now, order f = [ 7L : kernel/]. For an integer k it holds that k E kernel f
if and only if for all i, 1 :::; i :::; n, p(oi) I k or, analogously, if and only
if lcm(p(oJ), ... , p(on)) I k . Hence, kernel f = lcm(p(ot), ... ,p(on)) · 7L and
[Z: kernel/]= lcm(p(ot ), . .. ,p(on)), by which we obtain the required result.
D

Second proof From Theorem 4.2 we know that for Ot and 02, gcd(p(OJ ),p(o2))

non-equivalent time assignments exist, each with a period lcm(p(OJ),p(o2)).
Similarly, combining each of these time assignments with 03 results in

non-equivalent time assignments, each with a period
lcm(p(o3), lcm(p(ot),p(o2)) = lcm(p(oJ),p(o2), p(o3)).
This results in a total number of gcd(p(o1),p(o2)) gcd(p(o3), lcm(p(oJ),p(o2)))
non-equivalent time assignments.
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In a similar way we obtain that

=

N (01 , ... , On)

gcd(p(o1 ), p(oz)) x

gcd(p(o3), lcm(p(oi),p(oz))) x

gcd(p(on), lcm(p(oi), ... , p(on-I))).

(4.1)

Before reformulating this expression, we first present a basic property of the
least common multiple.

Lemma 4.1 For a given set A
common multiple is given by
lcm(A)

= {a 1, ... , an}

IT gcd(A')

=

of positive integers the least

f<A '),

(4.2)

A'~A

where gcd({ai }) = ai,for all ai E A, and f(A') is defined by
f(A')

={

1

-1

if IA'I.mod 2
otherwtse.

= 1,

Proof To prove this lemma we represent a positive integer by a multiset containing its prime factors, i.e., an integer a = p~ 1 • • • p::,"' is represented by a
multiset Sa containing each prime factor Pi a number of times as given by the
exponent ni. Now, we easily see that the gcd of two positive integers a and
b can be represented by the multiset Sanb = Sa n Sh. Similarly, the lcm of a
and b is represented by Saub =Sa u Sb =Sa + Sb - Sanb· Figure 4.3 gives an
example for three integers a, b, and c. By using the principle of inclusion and
exclusion [Liu, 1968] we see that

from which we derive that
_

lcm(a , b , c ) -

a b c gcd(a , b , c)
-=-----'----'--'--- gcd(a , b) gcd(a , c ) gcd(b , c)

- --

It is now straightforward to prove by induction that (4.2) holds.

D

Using Lemma 4.1, (4.1) can be reformulated such that we obtain
p(oi) · · · · · p(on)
lcm(p(oi), ... , p(on))

N(O(, ... ,on )= - - - - -- - -

This can be proved by induction. We first prove that (4.3) holds for n

(4.3)

= 2.
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Figure 4.3 Three positive integers a , h and c with a = 22 · 3 · 7, h = 2 ·5 2 · 7,
and c = 33 · 5 · 7, are represented as multisets containing their prime factors
as elements. In this way the gcd and lcm of integers can be represented as
intersection and union, respectively.

From (4.1) we obtain that
N (Ot , oz) = gcd(p(ot) ,p(oz)).

(4.4)

From (4.2) we derive that
p(ot) p(oz)

lcm(p(ot),p(oz))

= gcd( pOt
( ) ( ))
,p oz

(4.5)

Combining (4.4) and (4.5) results in
N (ot , oz)

=

p(ot) p(o2)

lcm(p(ot) ,p(o2))

(4.6)

Hence, (4.3) is true for n = 2.
Next we show that if (4.3) is true for n
From (4.1) we obtain that

=k

then it is also true for n = k + 1.

gcd(p(ot ),p(oz)) x
gcd(p(o3), lcm(p(ot) ,p(oz))) x

gcd(p(ok ), lcm(p(ot ), ... ,p(ok - l))) x
gcd(p(ok+t) , lcm(p(ot) , . . . ,p(ok))).

(4.7)
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Again using (4.1 ) this expression can be rewritten into
N (OJ , .. . , ok , ok+J)

= N (OJ , ... , Ok) gcd(p(ok+J ), lcm(p(oJ ) , ... ,p(ok ))).

(4.8)

Using the induction hypothesis we obtain
N(oJ, ... , okook+d=

p(oJ) · · · · · p(ok)
( ( )
( ))gcd(p(ok+d,Icm(p(oJ), ... ,p(ok))).
1em p OJ , ... ,p ok
(4.9)

Next, by using (4.2), we get

0'~{

(gcd(0
II
o, ,... },10'122

1)) -f{O')

X

,ok

gcd(p(ok+d , Icm(p(oJ) , ... , p(ok))).

Using the basic property that gcd(a , be)
gers a, b , c, we finally obtain

= gcd(a, b) gcd(a , c),

for positive inte-

O' ~ {o,

(gcd(O')) -J<O')
II
,... },10'122
II
gcd (p(ok+d , (gcd(0')/{0'))

O'~{o,

,... ,ok },I O' I2 J

O' ~{o ,

,... ,ok,ot.:. 1},10'1 22

X

=
=

,ok

II

(gcd(O')) -f(O'>

p(OJ) · · · · · p(ok)p(Ok+J)
lcm(p(oJ), ... , p(ok),p(ok+J )) '

which completes the second proof of Theorem 4.3.

D

Using Theorem 4.3 we immediately obtain the following corollary.

Corollary 4.3 Let 0 be a set of strictly periodic operations. If 0 has the
property that gcd(p(o; ), p(oj )) = 1 for each pair o;, Oj E 0, then all time
assignments are equivalent and for each time assignment there exists a point in
time at which all operations are executed simultaneously.
Hence, if gcd(p(o; ),p(oJ )) = 1 for each pair o;, OJ E {OJ, ... , On}, then n
processors are needed to schedule the operations strictly periodically, for the
constrained as well as the unconstrained case.

4.2 Constrained Periodic Scheduling
To schedule a set 0 in a constrained and strictly periodic way, it suffices to give
a time assignments : 0 """""' 7L and a processor assignment iiz : 0 """""'M. In this
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case scheduling an operation Oi can be viewed as allocating on a processor an
infinite set of free time intervals, each of length e(o1 ), equally spaced in time
with a distance p(oi) - e(oi) between successive intervals. Such a set of free
intervals is called a periodic interval.
Definition 4.2 A periodic interval [p , e] is an infinite set of free time intervals
each of length e E JN, where p E JN, e ::; p, gives the difference between the
left endpoints of two successive intervals.
D

An idle processor can in this notation be written as [ p, p ], with p an arbitrary
integer. To position a periodic interval in time it suffices to give a start time
t E { 0, ... , p - 1} for one of the intervals. It is often not necessary to give such
a start time explicitly, as we will see below. Using Definition 4.2, scheduling
operations in a constrained and strictly periodic way can be modelled as assigning periodic operations to periodic intervals. In this context we denote a
periodic operation Oi as a pair (Pi, ei ), with Pi = p(oi) and ei = e(oi ).
Now, scheduling is modelled as assigning periodic operations to periodic
intervals. If a periodic operation does not completely occupy the periodic interval to which it is assigned, then the remaining free space can be expressed
as one or more periodic intervals. These periodic intervals can next be used by
operations that have not yet been assigned.
Let us first derive a lower bound on OPTsfcfi(O). An operation Oi uses a
fraction e(oi )jp(oi) of the total processing capacity of a processor, since all
executions of Oi have to be assigned to the same processor. The sum of the
fractions of the operations that are assigned to the same processor cannot exceed
the total processing capacity of the processor, i.e., for each processor m1 E M
e(oi) < I.
p(Oi) o; E 0,
m(o;)

= mj

Thus, a lower bound on the minimum number of processors is given by the number of bins required to pack a set of items with sizes e(oi)jp(ot) , ... , e(o 11 )jp(o11 )
into bins, each with capacity I. This lower bound is denoted by Lbp( 0 ), where
the subscript 'bp' stands for bin packing.
Using Corollary 4.1, we can sometimes decompose a given instance of slcli
into a number of independent subproblems. To explain this, we define for a
given set 0 an undirected graph G0 (0) = (V0 , E0 ). With each Oi E 0 we
associate a vertex Vi E V0 such that the edge {Vi , VJ} is in E 0 if and only if
e(oi) + e(oJ)::; gcd(p(oi),p(oJ )). The graph G0 (0) is called the overlap graph
of 0 . Let the overlap graph G0 ( 0) be disconnected, i.e., let G0 ( 0) contain l
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components, with I > 1. In that case, G 0 ( 0) defines a partition of 0 into a
number of subsets given by 0 = 0 1 u · · ·U01 , where each subset Oi corresponds
to one of the components of G 0 (0). We now prove the following result.

Theorem 4.4 If for a given set 0 the overlap graph G 0 (0) is disconnected,
i.e., if it partitions 0 into I subsets 01 , ... , 01, with I > l, then
(4.10)

Proof Clearly, OPTslcJi(O) ~ OPTslcJi(OI) + · · · + OPTslcli(OI ). Next, since
two operations oi and o1 that belong to different subsets cannot be assigned to
the same processor, we observe that a scheduleS for 0 that uses OPTslcJi(O)
processors can be partitioned into a number of subschedules, where each subschedule corresponds to a subset Oi and uses different processors. Hence, we
obtain the required result.
0
Consequently, we can consider the subsets Oi as independent subproblems.
In addition, one can often delete edges in G 0 (0) as follows. If a vertex vi in
G 0 (0) has a degree equal to one, i.e., if the corresponding operation Oi can only
be combined with one other operation OJ on a single processor, then without loss
of optimality one can assign o1 to the same processor as Oi . This implies that
all edges {v1 , vk}, with vk :1- Vj, can be deleted without loss of optimality. This
procedure can iteratively be applied to delete edges from G 0 ( 0 ), and generally
results in a larger number of components in the overlap graph G 0 (0).
If the overlap graph G 0 (0) that is thus obtained consists of different components, i.e., if it specifies a partition of 0 into 0 1 U · · · U 0 1 with I > 1, then
we obtain a better lower bound than Lbp(O), given by
I

Lpbp(O) = LLbp(O;).
)=I

The subscript 'pbp' stands for partitioned bin packing. Inevitably, it holds that
Lbp(O) ~ Lpbp(O). Since bin packing is NP-hard, we cannot determine Lbp(O)
and Lpbp(O) in polynomial time, unless P = NP. In practice, we therefore often
use Lrr(O) and Lprr(O) instead, where

and

I

Lprr(0)

=L
) =I

Lrr(Oj ).
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The subscripts stand for resource requirements and partitioned resource requirements, respectively. Clearly, Lrr(O) S Lbp(O) and Lprr(O) S Lpbp(O). With
respect to the tightness of the lower bounds, we prove the following theorems.

Theorem 4.5 For any positive integer b, a set 0 exists for which
OPTslclj{O)

> b 4(0).

The same holds for the lower bounds Lbp(O), Lprr(O), and Lpbp(O).
Proof We can construct for each integer b a set 0 with b + I operations, with
e(o;) =I and p(o;) ~ b +I for each o; E 0 and gcd(p(o;),p(o1)) =I for each
pair o;, Oj E 0. This can for instance be obtained by choosing prime numbers
for the periods. Using Corollary 4.3, we observe that OPTslcli(O) = b +I, while
Lrr(O) = Lbp(O) = I.
For the lower bounds Lprr(O) and Lpbp(O), we can formulate a similar construction. For each integer b a set 0 with 2b + 4 operations can be constructed
as follows. We choose e(o,) = 1, p(o,) = 4, e(o2) = 1, and p(o2 ) = 8. Furthermore, for 2 < i S 2b + I and i odd, e(o;) = p(o; _ 2) and p(o;) = 2(i+I)/ 2e(o; ).
For 2 < i S 2b + 2 and i even, e(o;) = e(o; -I) and p(o;) = 2p(o; _, ). The operations o2h+3 and 02b+4 are chosen identical too, and 02b+2, respectively. Now,
we observe that for each i, 1 i < 2b+2, e(o;)+e(o;+ 1) gcd(p(o;),p(o;+ 1)).
Hence, the overlap graph G 0 (0) is connected. Furthermore, due to the extra
vertices 02h+3 and o2h+4 , the overlap graph has no vertices with a degree equal
to I. Hence, Lprr(O) = Lpbp(O) = Lrr(O) = I. However, for each pair i,j with
i and j both odd, we have that e(o;) + e(o1 ) > gcd(p(o; ),p(o1)), and hence
OPTslcli(O) ~ b +I.
o

s

s

We have seen in Section 4.1.2 that two strictly periodic operations can be assigned to the same processor if and only if gcd(p(o; ),p(o1)) ~ e(o;) + e(o1).
This result can be reformulated as follows.

Corollary 4.4 A periodic operation (p;, e;) can be assigned to a periodic in0
terval [p1 , e1] if and only if gcd(p; ,pj) ~ e; + (p1 - e1).
Using Theorem 4.1 we conclude that one may not expect to obtain necessary
and sufficient conditions, for the assignment of an arbitrary subset 0' ~ 0 to a
single processor, that can be verified in polynomial time.
Before discussing a general solution strategy to solve instances of slcli in
Section 4.2.2, we first consider some special cases.
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4.2.1 Special Cases
We consider two special cases: the case where all operations have identical
periods and the case where all periods and execution times form a divisible
sequence.

Identical Periods
Let p(oi) = p for all Oi E 0. For this case the necessary condition for assigning
a given set O' ~ 0 to a single processor, given by LoiEO' e(oi)/ p(oi) :S: I,
is also sufficient. Hence, this special case can be shown equivalent to the bin
packing problem with items having sizes e(o1 ), ... , e(on) and bin capacity p.
Theorem 4.6 If p(oi)

= p for all Oi

E 0, then OPTslcli(O)

= Lbp(O).

The algorithms for bin packing, mentioned in Chapter 2, can be used directly
to obtain good solutions for this special case.

Divisible Periods and Execution Times
Next, we consider the case where all periods and execution times in the given set
0 form a divisible sequence, i.e., the sequence a 1 , ••• , amax of distinct integers,
that occur as periods or execution times, has the property that ai I ai+I·
This is for instance the case if, for all Oi E 0 , p(oi) and e(oi) are powers
of the same integer number.
To examine this special case, we first concentrate on the case where all periods and execution times are powers of 2. This case often occurs in scheduling
problems that originate from the field of video signal processing [Essink, Aarts,
Van Dongen, Van Gerwen, Karst & Vissers, 1991 ]. After that, we show that
the results obtained for that special case can be generalized to hold for arbitrary
divisible periods and execution times.
Hence, we first assume that e(oi ),p(oj) E {2k I k E IN} for all Oi E 0 . Let
us first give some definitions and derive some simple properties for problem
instances of this specific type. Since it is often more convenient to only reason
about the exponents, a periodic operation (2P , 2e) is written as (p , e) 2 and a
periodic interval [2P , 2e] as [ p , e ] 2 •
One can easily see that for these instances Corollary 4.4 can be further
simplified as follows.
Corollary 4.5

A periodic operation (Pi, ei )2 can be assigned to a periodic
interval [pj , ej ] 2 if and only if Pj = ej or
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If Pj = ej, then the periodic interval represents an idle processor and
operation (Pi, ei )1 can clearly be assigned to it, since we always require that
Pi 2':: ei. If Pj > ej, then (Pi, ei ) 2 can only be assigned to [pj , ej ] 2 if and only
if Pi 2':: Pj and ei :::; ej. This can be shown as follows. If Pj > ej, then between
two intervals of the periodic interval we have an occupied interval of at least
2 Pj -I time units. If Pi < Pj, then 2Pi :::; 2Pr 1 and we observe that the occupied
interval is too large. Furthermore, if Pj > ei, then ei cannot exceed ej. Hence,
if Pj > ej, then Pi 2':: Pj and ei :::; ei are necessary. It is easy to see that these
conditions are also sufficient.
D
Proof

We next describe in an informal way how these type of instances can be optimally scheduled, by repeatedly assigning periodic operations to periodic intervals. We assume without loss of generality that an idle processor is only
represented as a periodic interval at the moment it receives an operation, and
that the period of the operation determines the period of the interval.
To assign a periodic operation (Pi, e; ) 2 to a periodic interval [pj , ej ] 2 we
apply the following convention. We first iteratively split up [pj, ej ] 2 into two
periodic intervals until we obtain a periodic interval [p;, e; ] 2 , i.e., a periodic
interval with the same period and length as the periodic operation. Next, we
assign (p;, e; ) 2 to this periodic interval, and clearly the operation completely
occupies the interval. Note that this procedure is equivalent to first assigning
operation (p;, e; ) 2 to [pj , ej ] 2 and next partitioning the remaining free space of
[pj, ej ] 2 into a number of periodic intervals.
Since periods and execution times are all powers of two, one can split up a
periodic interval [pj, ej ] 2 in two essentially different ways, i.e., either into two
intervals [Ph ej - I ] 2 , or into two intervals [ Pj + 1, ej ] 2 • Let these two ways
be denoted by a v-split and a h-split, respectively.
To obtain a periodic interval [Pi, ei ] 2 from iteratively splitting up [pj, ej ] 2
we clearly aim at splitting up the interval into a minimum number of intervals.
In this way, the remaining intervals have a greater probability of accommodating
operations that have not yet been assigned to an interval. It is easily seen that
[p;, e; ] 2 is obtained from [Pj, ej ] 2 , with p; 2':: Pj and e; :::; ej, after splitting
up intervals a number of times given by (p; - Pj) + (ej - e; ). The number
of different ways that can be pursued to obtain [Pi, ei ] 2 from [pj , ej ] 2 is
given by all sequences of (ej - e;) v-splits and (p; - Pj) h-splits, since each
sequence results in another set of periodic intervals. Hence, this number is
given by
(p; - Pj + ej - ei )!

(p; - Pj )!(ej - e; )!
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To illustrate how we can solve such an instance, we draw an analogy with the
following game. The game is played with black and white pieces on a board
as shown in Figure 4.4. A black piece placed on a square with coordinates

-----p

Figure 4.4 The board of the game that corresponds to the scheduling problem.

p, e corresponds to a periodic operation (p, e )2 • Similarly, a white piece with
coordinates p, e corresponds to a periodic interval [ p, e ] 2 • The game allows

four types of moves given as follows; see also Figure 4.5.
(a) Place a white piece on a square (p, e) for which p = e; this corresponds to
taking an idle processor, which is modelled as a periodic interval [p,p]b.
(b) Replace a white piece on square ( p, e) by two white pieces on square
(p, e
1); this corresponds to splitting up a periodic interval [p, e] 2 into
1] 2 •
two periodic intervals [p,e
(c) Replace a white piece on square (p, e) by two white pieces on square
(p + l,e); this corresponds to splitting up a periodic interval [p,e]L into
two periodic intervals [p + 1, e ]1 2 •
(d) Remove a pair of one black and one white piece from a square (p, e); this
corresponds to assigning a periodic operation (p, e )2 to a periodic interval
[p, e]2.
In the initial position the board contains only black pieces, corresponding to the
periodic operations that have to be scheduled. Now, scheduling the operations
on a minimum number of processors corresponds to removing all black pieces
by placing a minimum number of white pieces on the board, i.e., by applying
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(b)

(a}

:~1

(C)

I

:3=6-!

!

(d)

Figure 4.5 Examples of the four types of moves.

a minimum number of moves of type (a). A white piece on square (pj, e;) can
be used to remove a black piece on square (Pi, ei) if and only if Pi
Pi and
ei ~ ei, since it can only move down or to the right.
Let us first present the following strategy to the game described above. The
black pieces are removed row by row, where the rows are handled in order of
decreasing e. To remove the black pieces from row e we apply moves of type
(a), (c), and (d). The black pieces on one row are removed from left to right.
A black piece is removed by (repeatedly) applying a (c) move to the rightmost
white piece that is positioned on its left, until we can remove it with a (d) move.
If there is no white piece on its left side, apply an (a) move. After removing all
black pieces from row e, move all remaining white pieces from row e to row
e 1, by applying (b) moves.
The above strategy can be shown optimal. Its optimality is based on the
observations that (i) a white piece is never moved down or moved to the right
unless strictly necessary and that (ii) an (a) move is only applied if there is no
other alternative for removing a black piece. We first observe that the order in
which black pieces are removed does not influence the optimality of the strategy.
Indeed, each optimal strategy for a given initial position can be adjusted such
that the black pieces are removed in the order as sketched above, using the same
number of (a) moves. Hence, we can freely choose the order in which the black
pieces are removed as given above. Now, given this choice we next prove that
the strategy is optimal, by showing that each move in the strategy cannot be re-
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placed by a better one. We consider the moves that are subsequently carried out.
First, the left-most black piece on the top row is removed. Let this black
piece be positioned on square {p, e). In order to do so, we have to start with
an (a) move. To be able to remove the black piece on square (p, e), the white
piece must be placed on a square (q, q ), with e S: q S: p. Now, choosing q = e
is at least as profitable as any other allowed choice for q. Indeed, by removing
the black piece by using (c) moves, a sequenceS of white pieces is created on
squares (e + 1, e), (e + 2, e), ... , {p, e). Choosing a q 2 e + 1 would result in
another sequence S' that is less profitable, i.e., every set of black pieces that
can be removed with the white pieces of a sequence S' can also be removed
with the white pieces of sequence S.
Next, the remaining black pieces are removed from the top row from left
to right, by (c) moves. Moving the right-most white piece that is on the left of
a black piece to the right can be shown to be optimal. If there are two white
pieces on the left of a black piece, say piece w on square (p,e) and w' on
( p + q, e), with q > 0, then moving w 1 to the right to remove the black piece
is always at least as profitable as moving w. Indeed, every black piece that can
be removed by w' can also be removed by w, while black pieces on a square
(p', e'), with p S: p' < p + q and e' S: e, can be removed by w and not by w'.
Hence, using w' before w is optimal.
From this discussion we conclude that the black pieces are removed from
the top row in an optimal way. The remaining white pieces can no longer be
used on this row and are moved down one row, which is at least as good as
moving them to the right first. In this way we repeatedly remove the black
pieces row by row with a minimal number of (a) moves.
Hence, we conclude that, if operations have periods and execution times
that are powers of 2, the algorithm - informally described above - gives optimal
results in polynomial time.
The above result can be easily generalized to hold for arbitrary divisible
periods and execution times. Let the integers that occur as periods and execution
times be given by the sequence a 1, ... ,a1, with ai+l
h;a; tor some integer
h1 > 0, for all 1 S: i < I. Then, the same algorithm can be applied with the
only difference that a given periodic interval [a;, aj ]] can be split up in either
h1 periodic intervals [a 1+1,ai] or in hi-1 periodic intervals [a 1 ,aj_ 1]. Hence,
we have proved the following theorem.
Theorem 4.7 The set of instances of slcli for which the periods and execution
times form a divisible sequence can he optimally scheduled in polynomial time.
We end this section with a number of remarks. The results obtained in this
section can be regarded as a generalization of the work on bin packing with
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divisible item sizes by Coffman, Garey & Johnson [1987]. Packing items with
divisible item sizes is equivalent to scheduling strictly periodic operations with
identical periods and divisible execution times; cf. Section 2.6.1.
To schedule a set 0 of operations with identical periods and divisible execution times, the above algorithm can be shown to require only Lrr(O) processors.
Similarly, a set 0 of operations with divisible periods and identical execution
times can also be scheduled on Lrr( 0) processors. These instances correspond to
situations where all black pieces are positioned on one column or one row. Furthermore, we can use this result to show that for divisible periods and execution
times
OPTs!c!i( 0) < Lrr( 0) + min(nperW ), nex ( 0 )),
where nper( 0) and nex ( 0) are defined as the number of different integers that
occur as period or execution time, respectively. The second term gives the
minimum of the number of rows or columns on which black pieces are initially
positioned.
This second term can be further reduced to the minimum number of columns
and rows that together cover all squares on which black pieces are initially
positioned. The problem of determining this minimum is equivalent to the
problem of determining a minimum vertex cover in a bipartite graph. This
problem can be solved in polynomial time by matching; see e.g. Harary [ 1969].

4.2.2 Solution Strategy
We now return to the general constrained scheduling problem sic i. We propose
an approximation algorithm for slcii that is based on iteratively assigning periodic operations to periodic intervals. The algorithm is denoted as Asicli·

Aslcli
First, construct the overlap graph G0 (0) as discussed above. If G 0 (0) is disconnected, then partition 0 into a number of subsets, where each subset corresponds
to a component in G 0 (0). Next, for each subset 0;, schedule the operations in
0; as follows.
- First, determine a maximal independent set in the component corresponding
to 0; and assign each of the operations in this set to a separate processor.
- Next, assign the remaining operations in 0; iteratively to periodic intervals
in order of decreasing resource requirements, as specified below.
---············---·~--

.....• ~----···--~--~~---------··-·········---·-

---·--
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A periodic operation ( p;, e;) can be assigned to a periodic interval [Pi,

n
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200
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n if

Pmax
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0.55
1.23
2.29
2.29
2.70
3.48
3.86
4.20
3.95
4.16
4.16
4.43
4.53
4.33
4.39
4.40
4.60
4.53
4.24
4.24

0.43
0.93
1.61
1.72
2.50
2.69
3.28
3.71
4.04
4.63
4.42
5.10
4.78
5.02
5.15
5.42
5.45
5.71
5.44
6.10

0.41
0.89
1.21
1.50
1.76
2.07
2.89
2.84
3.90
3.77
4.14
4.45
4.51
4.67
4.90
5.48
5.63
5.55
6.09
5.77

0.27
0.46
1.19
1.22
1.70
!.64
2.01
2.44
3.02
3.09
3.23
3.79
4.02
4.70
4.48
4.63
5.03
5.39
5.36
5.27

0.00
0.50
0.56
1.19
!.22
!.44
2.06
2.22
2.46
2.32
2.69
3.43
2.94
3.79
3.77
4.14
4.23
5.02
4.17
4.73

0.29
0.27
0.51
l.l7
1.35
1.34
1.78
1.62
1.99
2.16
2.42
2.53
2.76
3.42
3.37
3.58
3.66
4.11
4.44
4.01

0.13
0.24
0.54
0.93
!.29
!.16
1.19
2.18
1.31
1.92
2.21
2.75
2.95
3.20
3.13
2.84
3.49
3.78
3.89
4.04

0.39
0.36
0.54
0.56
0.91
1.00
1.20
1.26
1.54
1.59
1.88
2.17
2.10
2.18
2.57
3.07
3.01
3.05
3.61
3.49

0.00
0.32
0.33
0.85
0.52
0.78
1.03
1.14
1.15
1.89
1.37
1.88
2.39
2.01
2.64
2.27
2.77
2.49
3.57
3.10

100
0.00
0.55
0.50
0.50
0.86
0.88
0.62
1.03
1.34
1.52
1.51
1.94
1.81
1.78
2.11
2.29
2.47
2.86
3.08
2.84

Table 4.1 Average relative differences between As~ci(O) and Lprr(O), in
percentages of Lprr(O), for different values of the number of operations n
and the maximum period Pmax· Averages are determined over 100 randomly
generated instances.

and only if gcd(p; ,p1 ) ~ e; + (p; - e1). If (p;, e;) can be assigned to several
intervals [PJ, e1], with PJ 'f. e), then (p;, e;) is assigned to the periodic interval
with the largest possible period and, in case of a draw, it is assigned to the one
with the smallest execution time. If (p;, ed is assigned to [PJ, e1 ]], then the
remaining free space is partitioned into periodic intervals as follows. If p; =Pi,
then the remaining free space is represented by [PJ, e1 -e; ]. If p; = kpJ for some
integer k > 1, then the remaining free space is partitioned into k
I intervals
[p;, e1] and one interval [PJ, eJ- e;]. If PJ = kp; for some integer k > 1, then
the remaining free space is partitioned into k 1 intervals [PJ ,p; e;] and one
interval [PJ ,p; -lp; e1 )]]. Finally, if gcd(p; ,pJ) = Pk with Pk < min(p; ,p; ),
then the remaining free space is partitioned into Pi/Pk - 1 intervals [p;, e;],
PJIPk 1 intervals [pJ,PJ eJ]), and one interval [Pk,Pk- (e; +ej)]]. We next
discuss some experimental results.
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4.2.3 Empirical Analysis
We present results of the approximation algorithm sketched above. Let Asjcp(O)
denote the number of processors that the algorithm requires to schedule the
operations in a given set 0. To examine the average-case performance of
algorithm Asjcji, it is applied to randomly generated instances 0, and the resulting
number of processors Asjcji(O) is compared with lower bound Lprr(O). Each
instance 0 contains 11 periodic operations, where p(o;) of an operation o; E 0
is chosen uniformly from {1, ... ,Pmax} for a given Pmax· The corresponding
execution time e(o 1) is chosen uniformly from {1, ... ,p(o1) }. Table 4.1 gives
average relative differences between Asjcji(O) and Lprr(O), in percentages of
Lprr(O).

From Table 4.1, we first observe that for the considered problem instances
the algorithm performs well. The average relative differences stay within 7%
of the lower bound. We observe that for fixed Pmax the average relative difference increases as 11 increases. However, it only increases slowly, and it seems
to increase asymptotically to some maximum value. Experiments with larger
instances, not shown here, support this hypothesis. Furthermore. we observe
that for fixed n the average relative difference decreases as Pmax increases.

4.3 Unconstrained Periodic Scheduling
In this section we focus our attention on slcli. In comparison with sic i, we now
have the additional freedom of assigning the executions of a single periodic
operation to different processors.
Let us first consider lower bounds on OPTsjci(O). Evidently, at least Lrr(O)
processors are required to schedule the operations in 0.
Similar to the solution strategy for slcli. we can sometimes decompose an
instance of slcli into a number of independent subproblems, without loss of
optimality. To that end, we again construct an overlap graph G~(O). However,
for this problem the overlap graph is defined differently. For a given set 0.
the overlap graph G~(O) = (V;,E~) is given as follows. With each operation
o; E 0 we associate a vertex v; E V; such that {v;, v1 } E E~ if and only if
gcd(p(o; ),p(OJ )) > 1.
We can now prove the following result.

Theorem 4.8 lffor a given set 0 the overlap .graph G~(O) is disconnected,
i.e .• if it partitions 0 into l subsets 0 1 , ••• , Ot. with I > I, then
(4.11)

4.3 Unconstrained Periodic Scheduling

89

Proof Clearly, OPTslcli(O) S: OPTslcli(Od + · · · + OPTsicli(OI ). We next show
by induction on l that (4.11) holds. Let l = 2, then 0 = 0 1 U Oz. By definition, gcd(p(o;),p(oj)) =I for each pair o; E O,,oi
Oz. Now, we prove
that OPTsjl:ji(O) 2': OPTslci(OI) + OPTslcli(02). We can partition an optimal
scheduleS for 0 into two subschedules S 1 and S2, where S 1 is the schedule for
the operations in 0 1 and S2 that for the operations in Oz. Let n(SI) and n(S2)
be the maximum number of processors that subschedules S1 and S2 require,
respectively. Let P 1 be the period of the time assignment related to S 1 and P2
the period of the time assignment related to Sz. By definition, gcd(P 1 , Pz) = 1,
and consequently there must be a point in time where the subschedules need
n(SJ) and n(S2) processors simultaneously. Hence, OPTscli(O) n(SI)+n(S2).
By definition, OPTsicli(O,) = n(S,) and OPTslcli(02) = n(S2). Hence, we obtain that OPT,icli(O) 2': OPT~Icli(O,)+OPTsicji(Oz). Consequently, we have that
OPTslcli(O) = OPTsjc i(Ot) + OPTslcli(02). It is easily seen that the above result
can be generalized to hold for arbitrary values of l.
D
1

Hence, we can consider the subsets 0; as independent subproblems. Furthermore, we can in some cases reduce the number of edges in G~(O) in a similar
way as discussed for s1cli in Section 4.2.
Using the proof of Theorem 4.5, we observe that one can construct arbitrarily
large instances for which Lrr(O) = l while OPTsicli(O) OPTscji(O) 101.
This illustrates that no constant b exists for which OPTsicli(O) S: b LrrCO ),
for all choices of 0, and that, consequently, the average occupation degree of
processors in optimal schedules can be arbitrarily low.
Also for Lprr(O) no constant c exists for which OPTslcli(O) S: cLprr(O) for
{ 01, ••• , On} with e(o 1 ) l, p(o 1) = 2,
all choices of 0. For example, let 0
and e(o;) = p(o; -1) and p(o;) = i e(o;) for i > 1. Then it is easily seen that
Lprr(O) < 1 and OPTslcli(O) 101.
Before considering a solution strategy to solve arbitrary instances of slcli,
we first examine a well-solvable special case.

4.3.1 A Special Case
Suppose that all operations have the same period.

Theorem 4.9 Ifp(o;) p for all Oi E 0, then OPTsicii(O) = Lrr(O) and an
optimal schedule can be constructed in 0 (n) time.
Proof The proof is by construction. Let the set of periodic operations be given
by 0 = {OJ, ... , On}, and the processors by mo, . .. , m,, with l
Lrr( 0)
I.
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Now, consider the time assignment given by

o,

s(o1)

=

s(Oi+I)

= (s(o;)+e(o;))modp,

i=1, ... ,n

1,

and the processor assignment given by

m(oi[k])=mj,

l, ... ,n,

1
with j = (
e(oq)/p l + k) mod Lrr(O ). It is easy to see that the resulting
schedule is feasible, uses only Lrr(O) processors, and has a period P =pLrr(O ).

0

Using Theorem 4.9, we derive an upper bound on OPTslcli(O) for arbitrary
choices of 0.

Theorem 4.10 Let nper(O) denote the number of different integers that occur
as the period of an operation in 0, i.e., flper(O) = l{p(o;) I o; E 0}1. In that
case
Ln(O) :S: OPTslcli(O) < Lrr(O)+nperW).
Proof Let 0 be partitioned into a minimum number of subsets 0 1 , ••• , 0 1,
with l = nper(O ), such that all operations in one subset have identical periods.
Theorem 4.9 implies that the operations in each subset 0 1 can be scheduled
on Lrr( 0 1 ) processors. Hence, all operations can be scheduled on
Lrr( 0 1 )
processors. Let L~(O) = Lo1 EOJ e(o;)/p(o;). In that case
I

2:::: LrrW;) <
j=l

(L~/0;) + 1) = L~(O) + nper<O)

< Lrr(O) + llper(O ),

j=l

which gives the required result.

0

4.3.2 Solution Strategy
Let us now return to the general unconstrained scheduling problem slcli. Before
presenting an approximation algorithm for slcli, we first make a few observations.
Theorem 4.6 implies that a set 0 with identical periods can be given a time
assignment s, such that for each time unit t the thickness 7~~(t) equals either
Lrr( 0) or Lrr( 0) - 1. For example, let 0 consist of 3 operations OJ, oz, and
03, all with period 5 and execution times 4, 4, and 3, respectively. Then, using
Theorem 4.9, these operations can be scheduled such that the thickness is either
2 or 3; see Figure 4.6. In fact the thickness is 3 only once every 5 time units.
Using this observation, we see that the operations can always be scheduled such
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Figure 4.6 Three periodic operations Oj, 02, and 03 can be scheduled in such
a way that the resulting thickness function equals the one for the operations
o 4, os, and o6.

that they result in the same thickness as any time assignment for 3 operations
with period 5 and execution times 5, 5, and 1.
In this way, we can replace a set of operations with identical periods by
a number of operations that completely occupy a processor. If the executions
times of the operations do not sum up to a multiple of the period, then the
operations with the largest execution times are combined first. The remaining
operations whose execution times do not sum up to a complete period are not
combined to a single operation to allow enough freedom in the remainder of
the solution strategy. Operations with period 6 and execution times 5, 4, 3, 2,
and 1 can thus be replaced by operations with period 6 and execution times 6,
6, 2, and 1.
It is not difficult to see that in any given schedule these 'new' operations
can again be replaced by the original ones. We therefore propose to replace the
operations with identical periods as discussed above. Note that in this way we
restrict the number of time assignments that we consider beforehand. However,
as is argued below, this approach generally offers solutions of good quality.
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The argumentation is based on the following two observations.
- The resulting operations with p(oi) = e(oi) completely occupy a processor
and thereby contribute to an efficient processor utilization.
- The resulting operations with e(oi) < p(oi) tend to have small execution
times, if the operations are replaced in order of decreasing execution times,
as has been illustrated by the above examples. In this way, they can be
combined more easily on few processors, even if these remaining operations
are scheduled in a constrained way; cf. Corollary 4.1.
For that reason, we decide to schedule these remaining operations in a constrained way. In that way, as is shown in Section 4.2, we can obtain a schedule
in polynomial time, without scheduling the executions explicitly. We now propose the following algorithm for slcli.

Aslcli

First, construct the overlap graph G~(O). If G~(O) is disconnected, then partition 0 into a number of subsets, where each subset corresponds to a component
in G~( 0 ). Next, for each subset 0 1, schedule the operations in 0 1 as follows.
- First, combine operations with identical periods as sketched above, resulting
in a number of operations for which e(oi) = p(oi ), each occupying a complete
processor, and a number of remaining operations.
- Next, assign the remaining operations in 0 1 iteratively to periodic intervals
in order of decreasing resource requirements using Aslcli·

In the following subsection we present some experimental results to illustrate
the effectiveness of the proposed algorithm. Clearly, the algorithm runs in
polynomial time.

4.3.3 Empirical Analysis
We present results of the approximation algorithm, sketched in the previous
subsection. Let Aslcli(O) denote the number of processors that AsiCii requires
to schedule the operations in a given set 0. To examine the average-case
performance of algorithm Aslcli, it is applied to randomly generated instances
0, and the resulting number of processors Aslcli(O) is compared with the lower
bound Lprr( 0 ). Each instance 0 contains n periodic operations. The period
p(oi) of each operation Oi E 0 is chosen uniformly from { 1, ... ,Pmax}· The
corresponding execution time e(oi) is chosen uniformly from {1, ... ,p(oi)}.
Table 4.2 presents average relative differences between Aslcli(O) and Lprr(O),
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in percentages of Lprr(O). The averages are detem1ined over 100 randomly

11

10
20
30
40
50
60
70
80
90
100
110
120

uo
140
150
160
170
180
190
200

Pmax

10

20

30

40

50

60

70

80

90

16.23
11.28
8.69
5.94
5.01
3.99
2.98
2.86
2.58
2.33
2.19
1.90
1.59
1.40
1.64
1.26
1.26
1.29
1.16
0.99

24.86
19.79
17.62
13.88
10.97
9.38
7.81
6.86
5.91
5.34
4.85
4.35
4.30
3.67
3.50
3.43
3.12
2.73
2.65
2.65

33.05
32.80
27.88
23.31
19.95
17.93
15.80
13.68
12.75
10.83
10.27
9.07
8.49
8.07
7.25
6.96
6.46
5.96
5.81
5.40

39.48
38.64
37.34
29.64
27.31
24.62
21.97
19.77
18.20
17.21
15.46
14.23
13.35
12.18
11.65
10.79
9.89
9.72
9.03
8.19

37.18
42.22
35.24
33.94
30.45
27.24
25.13
23.68
21.89
20.29
18.34
17.54
1604
15.08
14.48
12.95
12.75
12.01
11.26
10.45

43.76
43.64
41.59
38.47
35.53
32.69
30.70
27.73
25.54
24.35
22.54
20.88
19.37
18.55
17.33
16.15
15.77
14.83
13.91
13.15

46.15
44.52
41.96
41.20
37.59
35.47
33.08
30.22
29.42
27.11
25.87
24.20
22..31
21.26
20.09
18.85
18.26
17.47
16.62
15.48

41.88
45.61
43.36
40.50
39.29
37.62
34.78
32.54
31.77
29.09
28.01
25.64
24.29
23.63
22.50
21.48
20.07
19.33
18.29
17.71

46.91
50.69
45.63
43.69
41.20
40.49
36.91
35.19
34.48
31.38
30.30
28.84
27.86
26.21
24.98
23.92
22.95
22.02
20.90
19.83

100
43.97
50.43
50.15
46.83
44.55
41.24
39.38
39.95
36.70
34.31
32.93
31.46
30.34
29 06
28.07
27.03
25.74
25.12
23.70
23.17

Table 4.2 Average relative differences between A,fCii (0) and Lp11 (0), in
percentages of Lp 11 (0), for different values of the number of operations n
and the maximum period Pmax.

generated instances.
From Table 4.2 we observe that for fixed Pmax the relative difference decreases if the number of operations n increases. Indeed, if n increases, then
the number of operations with identical periods increases, and these can be effectively combined using Theorem 4.6, and consequently the results improve.
In fact, it is not difficult to see that for fixed Pmax, the relative difference approaches zero. This immediately follows from the fact that, for each instance
0, Aslcli(O) :S: Lrr(O) + Pmax·
For small n, the relative difference can be quite large. The largest observed
relative ditTerence over all the 20,000 generated instances is 133%, for an instance with 10 operations. Note that this does not necessarily imply that the
algorithm performs less well on instances with few operations. It might also
be the case that, for small n, the lower bound Lprr(O) is a bad approximation of OPTsicli(O). The following experiment provides evidence for this. For
the instances with n equal to 10 and Pmax equal to 10 and 20 we determined
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optimal solutions with a branch-and-bound algorithm. For these instances the
average relative difference between Aslcli(O) and OPTsjcp(O), as a percentage
of OPTslcli(O) equals 3.48% and 4.61 %, respectively. These numbers should
be compared with the relative difference between Asjcp(O) and LprrCO), which
equal 16.23% and 24.86%, respectively. Hence, the experiment suggests that
the results of algorithm Asicii are considerably better than one would expect from
Table 4.2.

4.4 Constrained versus Unconstrained
We end this chapter with a comparison between the constrained and unconstrained cases. More specifically, we examine the maximum difference between
OPTscli(O) and OPTslcli(O). Clearly, for each 0, OPTslcli(O) ::::; OPTslcli(O),
since each solution that is feasible for s!cli is also feasible for s eli. Using the
proof of Theorem 3.10 we immediately derive the following result.
Theorem 4.11 For each positive integer b a set 0 exists for which
OPTslcli(O)

> b OPTslcli(O).

Hence, the difference between OPTslcli(O) and OPTslcli(O) can be arbitrarily
large. However, comparing the experimental results discussed in Sections 4.2
and 4.3, we observe that for randomly generated instances the average number of processors obtained by
deviates at most 11% from the average
number of processors obtained by algorithm Aslcli· Hence, for these instances
the differences between the constrained and unconstrained cases remains rather
small.
We next consider a number of special cases. Using the results discussed in
Sections 4.2.1 and 4.3.1, we can derive the following result.
Theorem 4.12 {fp(Ot)

pforall Of E 0, then OPTslcli(O)::::; 20PT.slcli(O)

In fact, for this special case, we can show that OPTslcli(O) ::::; 2Lrr(O). Choices
for 0 with p(oi) = p for all Of E 0, exist for which OPTsicli(O) is arbitrarily
close to 20PTs eli( 0 ). This can be illustrated by the following instance. The set
0 consists of 2n operations. Each operation o1 E 0 has a period p(o1) = 2n and
an execution time n + 1. For this instance OPTslcli(O) = 2n, since the free space
between two executions of an operation is not large enough to accommodate an
execution of another operation. Furthem1ore, using Theorem 4.9, we obtain that
OPTslcli(O) = n + 1. By choosing n arbitrarily large, OPTslcii(O) is arbitrarily
close to 20PTsjcji(O). Figure 4.7 gives constrained and unconstrained schedules
for n 3.

4.4 Constrained vs. Unconstrained
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[

(a)

(b)

Figure 4.7 (a) An optimal constrained schedule and (b) a corresponding
optimal unconstrained schedule for a set of 6 operations, each with period 6
and execution time 4.

Using the results of Coffman, Garey & Johnson [1987] we derive the following
result.
Theorem 4.13 If p(oi) = p for all Oi E 0, and if the execution times are
strongly divisible, i.e., the sequence of integers a1 < · · · < a1 occurring as
execution time have the property that ai I ai+I for all I : .:_: i < l and a, I p, then
OPTscli(O)

= OPTslcli(O) = Lrr(O).

This can be generalized as follows.
Theorem 4.14 Let the periods and execution times of a given set of n operations
form a divisible sequence. If no pair of the operations can be assigned to a
single processor, then even for the unconstrained case n processors are required
to schedule the n operations.
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< p(o1 ) for all n operations. If e(o1 ) = p(o1) for
some operation o1, then this operation clearly requires a complete processor. If
a pair o1 and o1• with p(o1 ) s p(oj) cannot be assigned to a single processor
and the execution times and periods form a divisible sequence, then it must
hold that p(ot)
e(oi ), i.e., each execution of OJ overlaps with at least one
execution of o1. Now, if we haven operations 0
{01, •.• , On}, for which we
assume without loss of generality that p(o1) p(oz)
p(o 11 ), and no pair
of these operations can be assigned to a single processor, then we have that

Proof We assume that e(ot)

s

s

s ··· s

which implies the required result.
Consequently, if the periods and execution times of a set 0 of operations form
a divisible sequence, then OPTslcli(O) OPTslci(O).

5
Scheduling Independent Operations
with Slack

Scheduling operations strictly periodically can in some cases lead to a poor
processor utilization. As an alternative to the strict periodicity constraints, we
investigate in this chapter the use of the slack periodicity constraints, as given
by Definition L lO. Since operations are assumed to be independent, the slack
periodicity constraints can be described as follows. For each periodic operation
Oi E 0 a time F(oi), with 0 :::; F(oi) :::; p(oi)- 1, must exist such that each
execution o1 [k], k Z, is executed in the interval
[r(o 1) + kp(o 1), F(oj) + (k + l)p(o1)).

This interval is called the execution interval of Oi [k ]. In addition, the time
r(oi[k])
f(oi) + kp(oi) is called the request time of execution o 1 [k]. As an
example, Figure 5.1 shows a number of execution intervals of operation o 1•
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Note that different executions of the same operation have disjoint execution

Figure 5.1 The execution intervals of o1 [ - 2], ... , o1 [I].

intervals. For reasons of brevity, scheduling operations subject to the slack
periodicity constraints is referred to as scheduling with slack.
Slack periodicity constraints have been discussed by a number of authors in
the context of preemptive periodic scheduling; see, e.g., Coffman [1976], Leung
& Merill [1980], and Liu & Layland [1973]. If preemptions are allowed, then
Lrr( 0) processors can be shown to be sufficient for unconstrained scheduling;
see Section 2.7.1. We will see in this chapter that some of the results derived
for preemptive scheduling can also be used for nonpreemptive scheduling.
Using Corollary 1.1, one can verify for a given periodic time assignments,
with period P', whether an operation Oi satisfies the slack periodicity constraints
by determining the relative earliest and the relative latest start times, given by
Smin(oi)
mink{s(oi[k])
kp(od} and Smax((Ji)
maxk{s(o;[k])
kp(o;)},
respectively, with k E {l, ... ,P'/p(o 1)}. Now, as stated in Corollary 1.1,
the slack periodicity constraints can be satisfied if and only if the start times
Smin(o;) :::; p(oi)
e(o; ), in which case one may choose
satisfy SmaxCoi)
f(o;) = Smin(O;) mod p(oi ).
The period P' of the time assignment can be arbitrarily large if the operations
are scheduled with slack. In Chapter 4 we observed that, if operations are
scheduled strictly periodically, then P' = lcm(p(ot), ... ,p(on )). For a given
time assignment one can again use the periodic assignment algorithms presented
in Chapter 3 to obtain a corresponding processor assignment. However, these
algorithms are generally not polynomial in the number of operations. We aim in
this chapter at constructing polynomial algorithms that determine upper bounds
on OPTslcli(O) and OPTsrcli(O).
The organization of this chapter is as follows. In Section 5.1 a number
of general results are derived for scheduling independent periodic operations,
subject to the slack periodicity constraints. In Sections 5.2 and 5.3 we focus
our attention on the problems s!cli and slc!i, respectively. We present some
approximation algorithms, and consider a number of special cases. Finally, in
Section 5.4, we summarize the main results and make a comparison between
the strict and slack periodicity constraints.

5.1 General Results
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5.1 General Results
In Section 5.1.1 we first consider the computational complexity of scheduling
with slack. Next, in Section 5.1.2, the concept of maximally uniform sequences
is used to derive necessary and sufficient conditions for scheduling two operations with slack on a single processor.
5.1.1 Computational Complexity
We examine the computational complexity of slcli and slcli by considering the
single-processor case, for which both problems are identical.

{OJ, ... , o 11 }
Theorem 5.1 The problem of determining whether a given set 0
of operations can be scheduled with slack on a single processor. with a period
given by lcm(p(o!), ... ,p(o11 )), is NP-hard in the strong sense.
Proof As in the proof of Theorem 4.1 we use a polynomial transformation
from 3-partition, which is defined as follows. Given a set A of 3k items, a bin
capacity 8, and a size s(ai) IN for each a; A such that 8/4 < s(a;) < 8/2
and La;EA s(a;)::::: k8, can A be packed ink bins?
Given an arbitrary instance of 3-partition, we construct a corresponding
instance of the single-processor scheduling problem such that the items can be
packed in k bins if and only if the corresponding operations can be scheduled
with slack on one processor with a period P 1 = 6k(8 + 2). For each a; E A,
we define a periodic operation o; with p(o;)
6k(8 + 2) and e(o;)
s(u; ).
In addition, we introduce operations OJk+h 03k+2• and o3k+3• with e(o3k+t)::::: l,
p(o3k+I)
8 + 2, e(o3k+2) 28 + 2, p(o3k+2) 3(8 + 2), e(o3k+3)::::: 8 + 2, and
p(03k+3) = 6(8 + 2).
Without loss of generality, we assume that request time f(o3k+J) = 0. Due
to the values of e(o3k+f), p(o3k+d, and e(o3k+2), an execution of 03k+2 must
always be executed exactly between two successive executions of o 3k+I· Such
a sequence o3k+l, o3k+2, o3k+l can only start at times 1(8 + 2), l E Z. In the
interval [0, 6k(B + 2)) we have to schedule 2k of these sequences. In this
interval we also have to schedule k executions of 03k+3· These executions force
the 2k sequences to be scheduled two by two, leaving k free intervals of length
2(8 + 2), that each have to accommodate two executions of o3k+ 1, one execution
of OJk+3• and executions of o,, ... , o3k· Figure 5.2 shows an interval of length
6(B + 2). The free interval has length 8. Each of the 3k operations must be
executed exactly once in the interval [0, 6k(8 + 2)). Hence, we conclude that
the executions of o 1 , ••• , o3k can be assigned to these k free intervals if and
only if the corresponding items can be packed in k bins.
D

Note that in Theorem 5.1 we concentrated on the existence of a schedule with
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0

8+2

2(8+ 2)

J(B+ 2)

4(8+ 2)

5(8+2)

MB+

Figure 5.2 The executions of operations o3k+I, o3k+2, o3k+3 in an interval of
length 6(8 + 2). The dashed arrows indicate an interval of length B that can
be used for scheduling operations o 1 , ••• , o3k·

a period equal to lcm(p(oJ), ... ,p(o11 )). If for the instances that are obtained
by a transformation of a 3-partition instance no such a schedule exists, then it
is still possible that a schedule with a larger period exists. Indeed, it is possible
to construct instances I of 3-partition for which no solutions exists, while the
corresponding instances that are obtained by adding a copy of each item in I
and doubling the number of available bins do have a solution. An example is
given by the instance with 4 bins with bin capacity I 000 and 12 items with
sizes 269, 292, 304, 309, 315, 331, 338, 347, 348, 349, 382, and 416. This
instance has no solution, while the instance obtained by adding a copy of each
item has a solution with 8 bins.
We conjecture that the problem of finding a feasible schedule with a period
llcm(p(o!), ... ,p(o11 )), for some l EN, remains NP-hard in the strong sense.
Theorem 5.1 implies that s eli and s!cli are both NP-hard in the strong sense.
Furthermore, using Theorem 2.1, we conclude that for both problems no polynomial time approximation algorithm A can exist with RA < 2, unless P = NP.
In contrast to scheduling strictly periodic operations, we do not have a polynomial time algorithm that verifies whether the executions in a given schedule
overlap in time; that is to say, we do not have such an algorithm that is polynomial in the number of operations. Indeed, the best known algorithm to verify
this checks each pair of executions for overlap only if the associated execution
intervals overlap. The number of executions is not polynomially bounded in
the number of operations. We conjecture that this problem is not in NP.

5.1.2 Scheduling Two Operations with Slack on a Single Processor
In this subsection we derive necessary and sufficient conditions for scheduling
two operations with slack on a single processor. Before considering feasible
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schedules, we first consider feasible sequences of executions of o; and Oj, i.e.,
sequences of executions for which a feasible single-processor schedule with
slack can be constructed. So, we only consider how executions are sequenced,
not how they are scheduled in time. To represent sequences we use the following conventions. If q is a given sequence of executions, then q 11 represents a
sequence of n repetitions of sequence q. Hence, a sequence of n executions of
o; is represented by o?. Furthermore, q" represents the sequence in which q is
repeated infinitely often. We first give the following lemma, which states that a
sequence can only be feasible if the operations o; and Oj occur in the required
proportion.

Lemma 5.1 An infinite sequence q of executions of o; and OJ can only corre.'.pond to a feasible single-processor schedule with slack if q is a permutation of
the sequence q', given by

Proof A schedule that meets the slack periodicity constraints has the property
that in an interval of length kp(o; )p(oj) operation o; is executed at least kp(oj )-1
times and at most kp(o1)+ 1 times, and similarly o; is executed at least kp(o;) 1
times and at most kp(o;) + 1 times. If a given sequence cannot be obtained by
permuting q 1, then we can always find an integer k such that the operations do

not have the above property.

D

A sequence q is called feasible if it can correspond to a feasible single-processor
schedule. Let Sq denote the set of all infinite sequences of executions of o1 and
Oj that can be represented as a permutation of q'. Now, we concentrate on the
sequences in Sq that are maximally uniform, a property that plays an important
role in the remainder of this section. In fact, we will see that two periodic
operations can be scheduled on a single processor if and only if a schedule
exists in which the operations are sequenced maximally uniformly.

Definition 5.1 An infinite sequence q of executions of o; and
uniform if, for all k, l, m E Z,

Oj

is maximally

Nf,i( )

I k,I q

where N{;J(q) gives the number of executions of OJ between o;[k] and o 1 [k +l]
in sequence q.
D
A maximally uniform sequence is denoted as q. Note that a maximally uniform
sequence can also be defined by considering the number of executions of o;
between pairs of executions of o1. This gives an equivalent definition.
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Figure 5.3 The sequence of 5 executions of o; and 8 executions of o1 which
is periodically repeated can be visualized by ordering the executions around
a circle, where the executions of o; are drawn as circles and those of oi as
line segments.

Example 5.1 Let o; and o1 be two periodic operations with periods p(o;) = 8
and p(o;) == 5. A maximally uniform sequence q of the executions of o; and a;
can be represented by
2

2

( (<o1 o;) o;) o; o; OJ)*.

Figure 5.3 illustrates this maximally uniform sequence.

D

We first derive some general properties of maximally uniform sequences. Without loss of generality, we assume that p(fh) ?':. p(o; ).
Lemma 5.2 In a maximally uniform sequence

q of executions of o;

l

lp(o;)j <NJJ(-) <
kl, q P ( o·.I )

for all k, l E Z. Furthermore. a maximally uniform sequence
that for all l E Z

and OJ,

(5.1)

q has the property
(5.2)

Nj·; (q) l p(o; )jp(oJ) and maxk N{'; (q) is
minimal. Let us next consider the case ~here p(oj) Ap(o; ). From Definition 5.1
we know that, for different values of k, Nf'J(q) may deviate by at most one
execution of o1. Furthermore, in order to ~orrespond to a feasible schedule,
o; and OJ must be executed in the required ratio, as given in Lemma 5.1,
i.e., for each given/, N£:;(q) must on average equal/ p(o;)jp(o1). Hence, we
Proof Clearly, if p(oi) I p(o; ), then
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obtain (5.1). From (5.1) we immediately derive that maxk N£;f is minimal for
a maximally uniform sequence q.
D
Furthermore, we derive that a maximally uniform sequence is periodic.
Lemma 5.3 A maximally uniform sequence q E Sq of executions of o; and OJ is
periodic with a period of n; + ni executions, where n; = lcm( p(o; ),p(oj ))/ p(o;)
and n1 = Icm(p(o; ),p(OJ ))/ p(of ).
Proof In order to correspond to a feasible schedule, N~~ (q) must equal

n;

'./

on average, where the average is taken over k E Z. For a maximally uniform
sequence q it then follows that, for all k E

N;~• 1.I (q)

= ni .

Indeed, if N~.'~/q) < n; for some k, then Nf1,11; (q) > n; for some other k',
and consequently the sequence is not maximally uniform. From the fact that
N ;~ (q) n; for all k E 7!., we immediately derive that the sequence is periodic
, I
with a period of n; executions of o; and n1 executions of o1.
D
Hence, to construct a maximally uniform sequence we only need to consider a
subsequence with ni executions of o1 and n1 executions of o; We can construct
such a subsequence as follows. If n; I ni, then the subsequence is given by

Otherwise, the subsequence consists of
11
nJ mod n; subsequences ( Oi ol j 1n;
n;

l), and
h J).

(ni mod n;) subsequences ( oi o

1

/n;

Let us denote these two types of subsequences as executions of 'operations'
Hence, we have nYl = n1 mod n; executions of operation oj 2l and

oj2l and oyl.

nj 2l n;- (nf mod n1) executions of operation o?1• These executions must next
be sequenced maximally unifmmly. So, we can again use the above construction. In this way, we can recursively combine the 'operations' until we obtain
Let us illustrate this construction
'operations' o?) and ojkl for which n?l
with the following example.
!

n?)

Example 5.2 Let operations o; and OJ have periods 538 and 205, respectively. Since 205 X 538, we have 538 mod 205 = 128 subsequences (o; o])
and 205-128
77 subsequences (o; oj). These can again be combined into

Periodic Scheduling with Slack

104

128 mod 77 = 51 subsequences (o; o/)(o; o]') 2 and 77~51

26 subsequences

(o; o})(o1 o]). Next, these can be combined into 51 mod 26

25 subsequences

(o; o})(o; o{)(UJ; o/)(o;
and 1 subsequence (o; o])(o; o])(o; oj)(o; o]') 2 .
Finally, since l divides 25, we obtain the sequence
o]) 2 ) 2

D

In this way, we can construct for each pair of operations a maximally uniform
sequence by repeatedly combining subsequences to larger subsequences.
If p(o1) is close to p(o; ), then a maximally uniform sequence contains sub~
sequences in which o; and Oj alternate a number of times. The following lemma
gives an expression for the maximum length of such an alternating subsequence.

Lemma 5.4 An alternating subsequence in a maximally un(form sequence of
executions of o; and Oj, with p(o;) > p(o; ), contains at most a number of
executions of o; that is given by

r

p(o;)

p(o;) - p(o;)

1
·

Proof Without loss of generality, we assume that gcd(p(o; ),p(o;)) = 1. Us~
ing Lemma 5.3 we conclude that in the maximally uniform sequence is periodic with a period containing p(o1 ) executions of o; and p(o;) executions of
01. We next consider a number of different cases. If p(o;) ;:::: 2p(oj ), then
an alternating sequence contains only one execution of o;. For this case,
lp(o;)/(p(o;) p(o;))l = 1. If p(o;) < 2p(oj), then between each pair of
the p(o1 ) successive executions of o; we have either one or two executions of
o1. Between p(o;)
p(o;) pairs of successive executions of o; we have two
executions of o;. Between the remaining 2p(o;) p(o;) pairs we have only
one execution of o;. Since the sequence is maximally uniform, we have one
execution of o1 between maximally !(2p(o1) p(o; ))/(p(o;)- p(o; ))l pairs of
successive executions of o1, which implies the required result.
D
From Lemma 5.4 we easily derive the following corollary.
Corollary 5.1 In a maximally uniform sequence of executions of o; and Oj there
is always an alternating sequence contains exactly

)

executions of o;.

Hence, the upper bound given in Lemma 5.4 is always attained. Using the above
lemmas, we next derive necessary and sufficient conditions for scheduling two
operations with slack on a single processor.
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Theorem 5.2 Two periodic operations Oi and oi, with p(oi)
scheduled with slack on a single processor if and only if
e(o;)+e(oi) :S::

> p(o; ),

~P(()~iP(()Jll + lgcd(p(o~),[J(Oi!lj

can he

(5.3)

and

(5.4)
where
c

p(o}f~j~(oj) 1·

=r

Proof To prove this theorem we consider the following three different cases: (a)
p(o;) < p(o 1) < 2p(o;). (b) 2p(oj) :S:: p(o;) < 3p(o;), and (c) 3p(oj) :S:: p(o;).
We first prove the theorem for case (c). We observe that in this case each
execution interval of o1 covers at least two complete execution intervals of o1 ;
see Figure 5.4. Then the necessary requirement that an execution of o 1 can be
executed between two executions of o; is also sufficient, i.e., o; and o1 can be
executed on a single processor if and only if

(5.5)
Note that, if p(o;) 2': 3p(o1 ), then c = 1 and consequently (5.4) equals (5.5).
Hence, for this case (5.4) is necessary and sufficient. Furthermore, we can show
that for this case (5.4) implies (5.3). If (5.4) is true, then
e(o 1)

+ e(oi) < 2p(oi)

= ~3p(Oj); JJ_(Oj)

l

~P((););p_(aJ)l + lgcd(p(o~),p(oj))J.
Next, we prove that (5.3) and (5.4) are necessary conditions for the remaining
two cases (a) and (b).
We first prove that (5.3) is necessary for (a) and (b). Suppose that p(o;)
and p(o1 ) are relatively prime, and that they are both odd. In that case, using
Theorem 4.2, we observe that the request times of o1 and OJ can be chosen
in essentially one way, i.e., every relative distance between request times of
executions of o; and OJ occurs. The most restrictive relative distance between
the request times of a pair o; [k] and Oj [l] occurs if the execution intervals of
both executions are centred around the same midpoint, as shown in Figure 5.5.
(p(o;) + p(oi ))/2 is a necessary condition. Taking into
Then, e(o;) + e(o;)

s
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Figure 5.4 If p(oi) '2: 3p(oj ), then each execution interval of
least two complete execution intervals of o;. b

Oi

covers at

account the possibility of p(o;) or p(oJ) being even, we derive that necessarily
fp(oi)+p(o;)l .
e (01·) + e (o1·) <
_ I
2
If p(oi) and p(o;) are not relatively prime, then we have gcd(p(oi),p(o1))
essentially different choices for the request times of o; and o1; cf. Theorem 4.2.
Using the best possible choice, the most restrictive relative distance between
successive request times of o; and OJ occurs if the centres of the execution
intervals of an execution of Oi and an execution of OJ have a distance equal
to lgcd(p(o; ),p(o; ))/2J. Hence, we have proved the necessity of (5.3). We
conclude that (5.3) guarantees that the request times can be chosen such that no
two executions o; [k], OJ [l] exist that necessarily overlap.
We next prove that (5.4) is necessary for (a) and (b). Consider all possible
sequences q E Sq. If maxk N{'i (q) 2':: 2 for a given sequence q, then we require
·
that at least
(5.6)
2e(o;) + 2e(o;) ::; 2p(o; ).
If (5.6), then (5.4) for any positive c. Hence, if maxkN~.~(q) 2':: 2, then (5.4)

is necessary. Else, if maxkN~.~(q) 1, then using Corollary 5.1 we derive that
we have at least an alternating subsequence with c executions of o;. Hence, we
conclude that in any case (5.4) is a necessary condition.
Before proving the sufficiency of (5.3) and (5.4) for cases (a) and (b), we
make the following remarks. We assume that the request times are chosen as
indicated above. If (5.3) and (5.4) are satisfied, then for each execution of o; [k]
we can always find a pair of executions o1 [l],oJ[l + 1] such that o;[k] can be
executed in between o1 [!] and o1 [l + 1]. Condition (5.3) implies that no two
executions o; [k] and OJ [I] necessarily overlap. Furthermore, condition (5.4)
implies that we can always execute o; in between two executions of o;, since
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Figure 5.5 If the execution intervals of o;[k] and o1(l] are centred around the
same midpoint, then e(o; )+e(o1) :S (p(o; )+p(o1))/2 is a necessary condition.

c 2: 1. Hence, (5.3) and (5.4) imply that for each execution of Of [k] we can
find a pair Oj[l],o1 [1 + l] such that o;[k] can be executed in between o1[l] and
o1[I + 1]. However, this property is local and does not guarantee the existence
of a feasible schedule.
We next prove the sufficiency of (5.3) and (5.4) for case (b). In this case,
it suffices to prove that for each execution o1 [ k] we can find a pair oi [I] and
o1 [1 + 1], such that o;[k] can be executed between o1 [l] and oi[l + l] and such
that the pairs corresponding to two successive executions of o1 are disjoint. We
have already seen that (5.3) and (5.4) imply that for each o1[k] we can find such
a pair o1 [l] and o1 [l +I]. It is possible that an execution o;[k] can be scheduled
in between more than one pair of successive executions of oi. In that case, we
always choose the pair with the smallest indices, i.e., for which l is minimal.
We now prove by contradiction that the pair associated with Oi [k] and the pair
associated with o1[k + 1] are disjoint. Let us assume that oflk] and o1 [k + l]
have associated pairs OJ[/-1], OJ[l] and OJ[/], Oj[l + 1], respectively. Figure 5.6

Figure 5.6 Execution o1 [k] can be scheduled in between oj[l- 1] and o;[l]
and execution odk + 1) can be scheduled in between o1[l] and o1 [I+ 1].
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illustrates this assumption. We next derive a contradiction. Since oi[ k + I] can
be executed in between OJ [I] and OJ I + 1], we derive that

r

r(Oi [k + 1]) + e(Oi) + e(Oj) ::; r(OJ [I + 2]).

Using that r(oi [k + 1]) = r(o 1 [k]) + p(o1 ) and r(oJ [I+ 2]) = r(o 1[/]) + 2p(oj ), we
obtain
r(o; [k]) + e(o1) + e(oJ) + p(o1 ) ::; r(o 1[I])+ 2p(o 1).
Combining this result with p(o1 )

::=

2p(o1), we have

r(oi[kJ) + e(oi) + e(oJ)::; r(oj[l]).

This implies that o 1[k] can be executed between OJ [I - 2] and o1[I - 1], which
l ]JJJ [/] is the pair with the smallest
contradicts the assumption that o1[I
indices between which o1 [k] can be executed. Hence, the pairs corresponding
to two successive executions of o1 do not have an execution of o1 in common,
and we conclude that conditions (5.3) and (5.4) are sufficient for case (b).
It remains to be shown that (5.3) and (5.4) are also sufficient for case (a). We
again have to find for each execution Of [ k] a pair o; [I L o; [l + 1], such that o1 [ k]
can be executed in between OJ [I] and o1 [I + 1]. In this case, however, the pairs
of executions of o; that correspond to successive executions of o1 can have an
execution in common, such that an alternating sequence of executions of o1 and
o1 can occur. We prove the sufficiency of (5.3) and (5.4) by showing that (i) such
an alternating sequence contains at most c executions of o1 if the corresponding
pairs are chosen as indicated above, (ii) an alternating sequence with at most
c executions of Of is feasible, and (iii) a feasible schedule consequently exists
with a period equal to lcm(p(o1), p(of )).
We first prove by contradiction that at most c successive executions of o 1
have overlapping corresponding pairs of executions of OJ. Let such an alternating sequence be given by
Oj[l],

Oj[k], OJ[I + l], Oj[k + 1], ... , Oj[l + C

Since o 1[ k] can not be executed between o; [I

·······

J], Of[k + C

1] and o1[!], we obtain

Furthermore, from the definition of c we obtain that

Combining these we obtain that

1], Oj[/ + c].
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or, equivalently, that
r(o;[k +c))+ e(oi) + e(oi)

> r(oj [I+ c + 2]),

which implies that odk +c] cannot be executed between Oj [l +c] and oi [I +c + 1].
Hence, we conclude that in a feasible schedule an alternating sequence cannot
contain c + I executions of Oi.
Next, we show that an alternating sequence with at most c executions of
Oi, as shown in Figure 5.7, is feasible. We first observe that (5.4) implies that

Figure 5.7 An alternating sequence with c executions of o; and c + 1 executions of oi.

the c executions of o1 and c + I executions of

Oj

can be executed within the

c +I execution intervals of oi. It now remains to be shown that no subsequence

of this alternating sequence violates a slack periodicity constraint, i.e., that no
execution is executed outside its execution interval. We easily derive that any
subsequence, starting and ending with an execution of oi, can be executed
within the corresponding execution intervals of oi. This follows from (5.4).
Furthermore, the subsequence, starting with Oi[k] and ending with o;[k+c I],
can be executed within the corresponding c execution intervals of o;. This can
be derived as follows. We have to prove that
ce(oi)

+ (c - I)e(oi)

(.p(oi ).

From (5.4) we know that
ce(oi) + (c + I)e(oi) ~ (c + 1)p(oi ).

Furthermore, from the definition of c we obtain that
(c + l)p(oi) ~ cp(o; ).

Combining these results we obtain
ce(oi)

+ (c + I )e(oi)

~ cp(oi ),

(5.7)
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which clearly implies the required result. Again, we easily derive that any
subsequence, starting and ending with an execution of o;, can be executed
within the corresponding execution intervals of oi. Finally, from (5. 7) we also
derive that the subsequence starting with o; [k J and ending with o; [I +c ], and the
subsequence starting with Oj[l] and ending with o;[k +c- l], can be executed
within their the corresponding intervals. Again, any subsequence, starting with
an execution of o1 and ending with an execution of o1 , or vice versa, can be
executed within the corresponding intervals. We conclude that an alternating
sequence with at most c executions of o; is feasible.
Now, a schedule consists of a number of independent alternating subsequences and from the fact that alternating subsequences are feasible we immediately derive that the schedule is feasible. Hence, (5.3) and (5.4) are sufficient
for case (a). We end this proof with the remark that in each of the three cases
a schedule can be chosen such that it is periodic with period lcm(p(o; ),p(o1)).
D

From the proof of Theorem 5.2 we obtain the following corollary.
Corollary 5.2 Two periodic operations o1 and o; can be scheduled on a single
processor if and only if a feasible schedule exists in which the operations are
sequenced maximally uniformly, with a period given by lcm(p(oi),p(oj)).
If two operations o; and o; satisfy the conditions given in Theorem 5.2, then
we know that they can be assigned to a single processor. Hence, this theorem
can be used to determine an upper bound on OPT5 icli(O), without explicitly
scheduling the individual executions.
As a possible approach to schedule a given set of periodic operations, we
can use Theorem 5.2 to combine the operations pairwise such that they can
be scheduled on a single processor. In this way we determine a number of
processors that suffices to schedule the given set of operations, without having
to schedule the individual executions explicitly. This approach has a severe
drawback, however. We do not know how to model the remaining idle space
after having assigned two operations to a processor. If we do not use the
remaining idle space, then we can assign at most two operations to a single
processor, which might result in an inefficient processor usage. To overcome
this drawback, while still avoiding that individual executions are scheduled
explicitly, we investigate alternative ways of combining two periodic operations.
One possibility is to combine two periodic operations with slack to obtain one
strictly periodic operation. Combining two operations o; and o1 into an operation
ok is defined such that for each time assignment for ok we can construct a time
assignment for o 1 and OJ, such that o1 and OJ do not overlap and such that o1
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and o1 are only executed if ok is executed. For an example, see Figure 5.8.

Figure 5.8 Operation oh with p(o;)
6 and e(o;)
3, can be combined
with operation o" with p(o1) = 5 and e(o1 ) I, to obtain a strictly periodic
operation OK, with p(ok) 5 and e(ok) 4.

Theorem 5.3 Two periodic operations with slack o; and Oj, with p(o;) > p(o; ),
can be combined to obtain a strictly periodic operation oh with p(ok)
and e(ok) e(o;) + e(oJ ), if and only if

p(o;)

(5.8)
and

(5.9)
Proof Since it is required that e(ok) :::; p(ok ), we obtain the necessity of (5.8).
Without loss of generality, let ok be determined by scheduling the executions
of o; and o1 in the intervals

q E Z, and let f(o1 )

= 0.

Now, in each interval

we have one of the following cases: (i) an execution of o1 starts at qp(o1 ) and
an execution of o; starts at qp(o1 )+e(oj), (ii) an execution of o; starts at qp(o1 )
and an execution of OJ starts at qp(oJ) + e(o; ), or (iii) only o1 is executed in the
interval.
Assuming that e(o;) + e(o;) :::; p(o1), we next show that (5.9) is necessary
and sufficient. Using Theorem 4.2, we derive that f(o;) can be chosen in
gcd(p(o; ),p(o1 )) essentially different ways, given by
f(o;) E {O, ... ,gcd(p(o;),p(o;))

1}.

We now first prove the necessity of (5.9). We observe that, if (5.9) is not satisfied
then for each choice of f(o;) we have an execution o; [I] that is requested in
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[qp(oj)+e(oj)+ l,qp(oj)+e(oj)+gcd(p(o;),p(oj))+ 1) and cannot be executed
in [qp(oJ ), qp(oJ) + e(o;) + e(oi )) nor in [(q + 1)p(oJ ), (q + l)p(oi) + e(o;) + e(oi )).
Next we prove the sufficiency of (5.9). By choosing

f(o;) = e(oJ) mod gcd(p(o; ),p(oJ )),
we next show that, if (5.9) holds, then for each execution interval
[f(o;) + lp(o; ), f(o;) + (l + l)p(o;))
of o; there is an interval [qp(oj),qp(oj) + e(oj) + e(oi)) such that o;[l] can be
executed at the beginning or at the end of this interval. If o; [I] can be executed
in different intervals [qp(oJ ), qp(oJ) + e(oJ) + e(o; )), then we always choose the
one with the smallest value of q. Let [qp(oi ), qp(oi) + e(oJ) + e(o;)) be the
lowest indexed interval that overlaps with the execution interval
[f(o;) + lp(o; ), f(o;) + (l + 1)p(o; )).
The corresponding executions are denoted by o;[l] and oi[q]. Now, if we have
that
r(o; [/])- r(oi [q]) E

{0, ... , e(oj )},

then o; [/] can clearly be executed in the execution interval of OJ [q]. Let us next
consider the case where r(o; [/]) - r(oi [q]) > e(oJ ). Since
f(o;) = e(oJ) mod gcd(p(o; ), p(oJ )),
we derive that r(o; [/]) - r(oj [q]) is a multiple of gcd(p(o; ),p(oj )). Consequently, the first occurrence of r(o;[l])- r(oj[q]) greater than e(oj) is given
by
e(oi) + gcd(p(o; ),p(oJ )).
In that case o; cannot be executed in the execution interval of oi [q]. However,
o; [/] can then be executed in the execution interval of Oj [q + 1]. This interval
starts at time (q + l)p(oj ), while the execution interval of o; [/] ends at time
f(o; [/]) + p(o;) = qp(oj) + e(oj) + gcd(p(o; ),p(oj )) + p(o; ). Hence, the interval
at which they overlap is large enough to execute o; if (5.9) is satisfied. This
completes the proof of Theorem 5.3.
D
Using Theorem 5.3 we can sometimes combine two operations with slack to
obtain a strictly periodic operation. This strictly periodic operation can next
be combined with another strictly periodic operation, which is also obtained by
combining two periodic operations with slack. In Chapter 4 we discussed ways
to combine two strictly periodic operations on a single processor.
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Alternatively, one can combine the strictly periodic operation with a periodic
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Figure 5.9 Operation o; with slack, with p(oi) 5 and e(oi) 2, can be
combined with the strictly periodic operation oi, with p(o;) 4 and e(OJ) I,
to obtain a strictly periodic operation ob with p(th) 4 and e(ok) = 3.

operation with slack. Figure 5.9 gives an example. In that case, we use the
following theorem.
Theorem 5.4 A periodic operation o1 with slack can be combined with a strictly
periodic operation OJ, with p(o;)
Ob with p(ok)
p(oJ) and e(ok)

> p(OJ ),

to obtain a strictly periodic operation

= e(oi) + e(oJ). if and only if
(5.10)

and
p(o;)

+ e(o;)

~

p(o;)

+ gcd( p(o1), p(o; )).

(5.11)

Proof The proof follows the lines of the proof of Theorem 5.3. There are a
few differences that we point out below. Here, in each interval
[qp(Oj ), qp(Oj) + e(Oj) + e(Oi ))

we have only one of the following two cases: (i) an execution of o; starts at
qp(o1 ) and an execution of o; starts at qp(o; )+e(oJ ), or (ii) only OJ is executed in
the interval. Hence, if o; [/] cannot be executed in [qp(o1 ), qp(OJ )+e(o; )+e(o; )),
then it cannot start before (q+ l)p(o1 )+e(oJ ). Consequently, (5.9) in Theorem 5.3
is tightened by the extra term e(o1 ) to (5.11 ).
D
Similarly, we derive necessary and sufficient conditions for combining a periodic
operation with slack and a strictly periodic operation on a single processor.

Periodic Scheduling with Slack

114

Theorem 5.5 A periodic operation with slack o; can be combined with a strictly
periodic operation o;, with p(o;) > p(o; ), on a single processor if and only if
(5.12)
and
2e(o;) + e(o;) ::; p(o;) + gcd(p(o; ), p(o1)).

(5.13)

Proof It is clear that (5.12) is a necessary condition, since an execution of
o; must be carried out in between two executions of o;. Assuming that (5.12)

holds, we next show that (5.13) is necessary and sufficient. We assume, without
loss of generality, that o1 is executed in [qp(o;),qp(o1 )+e(o1 )), q E Z. Now, if
p(o;) and p(o;) are relatively prime, then every relative distance between request
times of executions of oi and start times of executions of o1 occurs. The most
restrictive one occurs if an execution OJ [l] is scheduled in the middle of an
execution interval of o; [k]. In that case, o; [k] must be scheduled before or after
o1 [l]. Hence, 2e(o;) + e(o1 ) ::; p(o;) + 1 is necessary and sufficient for this case.
We now can easily generalize this result to the case where gcd(p(o;),p(o1 )) > 1,
to prove that (5.13) is necessary and sufficient, if f(o;) is given by the expression
(p(o;) - e(o; )) mod gcd(p(o; ), p(o1)).
0
Using Theorems 5.2-5.5 we can repeatedly assign periodic operations with slack
to a processor by representing the occupied space on the processor as a single
periodic operation. In doing so, we can take advantage of the possibility to
schedule the operations with slack without having to schedule the individual
executions explicitly. In the next sections we show how the above theorems
can be used to design approximation algorithms to determine upper bounds on
OPTslcli(O) and OPTslcli(O).

5.2 Constrained Scheduling with Slack
In this section we consider some special cases and propose a solution strategy
for s!cli based on Theorems 5.2-5.5.

5.2.1 Special Cases
Using the results obtained for preemptive periodic scheduling as described in
Section 2.7.1, we obtain the following result.

Theorem 5.6 If e(o;) = 1 for all o; E 0, then OPT51cli(O)

Lbp(O).

Proof The operations can be partitioned into a number of subsets 0 1 , .•. , 0 1 ,
with l Lbp(O), such that 2.:; 01
e(o; )jp(o;) ::; l. Using the results obtained

for preemptive periodic scheduling we derive that for each of these subsets a
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feasible preemptive single-processor schedule can be obtained with the deadline driven algorithm [Liu & Layland, 1973]. Furthermore, if e(oi) = 1 for
0, then the schedule obtained by the deadline driven algorithm does
all Oi
not contain preemptions, since no operations are executed at times at which
0
executions are requested. Hence, we obtain the required result.
From Theorem 5.6 we derive the following corollary.
Corollary 5.3 If a p E 7L exists for which e(oi) ~ p and p I p(oi) for all
E 0 = {o1, ... ,on}, then OPTslc!i(O) ~ Lbp(O'), where O' = {o;, ... ,o:J,
with p(o[) = p(oi) and e(o[) p for all o[ E 0'.

Oi

Proof Let the set 0 satisfy the given conditions. Now, by considering each
time interval [lp, (l + lp) as a single time unit, we can associate with the set
O' a set O" = {o;', ... ,o:}, withp(a;') =p(o;)Jp and e(of') = 1. Now, using
0
Theorem 5.6, we obtain the required result.

5.2.2 Solution Strategy
We now propose a solution strategy to obtain upper bounds on OPT-stc 1i(O). The
solution strategy consists of two basic steps. In the first step the set 0 of periodic operations is partitioned into subsets that can be independently scheduled.
In the second step the operations in each subset are scheduled by iteratively
assigning operations to processors. We next consider both steps in detail.
Step 1: Partitioning an instance
Using Theorem 5.2, we can partition the given set 0. To this end, we construct
an overlap graph G0 (0) = (V ,E), where each v; E V corresponds to an operation oi 0 and, for for each pair v;, v1 E V, {vi, v1 } E E if and only if the
corresponding operations oi and o1 satisfy the conditions given in Theorem 5.2,
i.e., two vertices are adjacent if and only if the corresponding operations can be
scheduled with slack on a single processor.
Similarly as in Chapter 4, we can delete edges from G0 (0) as follows. If
a vertex vi is incident to only one vertex v1, then we can delete, without loss
of optimality, all edges {v1, vk} E E, with vk :f v;. This can be repeated until
all vertices vi of degree l only occur in components consisting of only two
vertices.
The resulting components in the overlap graph correspond to subsets of operations that can be independently scheduled without loss of optimality.
Step 2: Assigning operations to processors
Let Ok be a subset of 0, whose operations correspond to a component of the
overlap graph G0 (0). The operations in Ok are scheduled as follows. The oper-
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ations are first sorted in order of nonincreasing resource requirement e(oi )jp(oi ).
Next the operations are assigned to processors in this order by using the Theorems 5.2-5.5, as follows.
Using one of these theorems, we combine a given operation Oi with the
operations that are already assigned to a processor and that are represented
by a single periodic operation Oj. By assigning operation oi to a processor,
we usually leave some fraction of its processing capacity unused. If we use
Theorems 5.2 or 5.5, then the processor is used for operations Oi and Oj only.
In that case, a fraction 1- e(oi)/p(oi)- e(oj)jp(oj) of the total processing
capacity of the processor is wasted. If Theorems 5.3 or 5.4 are used, then a
fraction e(oi)jp(oj)- e(oi)/p(oi) is wasted. In that case, we can still use a
fraction 1 - (e(oi) + e(oj ))jp(oj ).
Now, the operations are assigned as follows. Let Oi be the operation that
is to be assigned next. Furthermore, let M' be the set of processors that are
already in use and to which operation Oi can be assigned. If M' :j. 0, then Oi
is assigned to the processor in M' for which the wasted processing capacity is
minimal. If M' = 0, then Oi is assigned to a new processor.

5.2.3 Empirical Analysis
In this section, we present results of the approximation algorithm that is based
on the solution strategy presented above. Let Aslcli denote the approximation
algorithm, and let A:slcli (0) denote the number of processors that the algorithm
requires to schedule the operations in a given set 0. To obtain an impression
of the average-case performance of Aslcli' it is applied to randomly generated
instances 0, and the resulting number of processors A:slcli(O) is compared with
the lower bound Lpbp( 0 ), as defined in Chapter 4. Each instance 0 contains
n periodic operations. The period p(oi) of each operation Oi E 0 is chosen
uniformly from {1, ... ,Pmax}, while the corresponding execution time e(oi) is
chosen uniformly from {1, ... ,p(oi)}. Table 5.1 gives average relative differences between Aslcli(O) and Lpbp(O), in percentages of Lpbp(O), for different
values of n and Pmax, Averages are determined over 100 randomly generated
instances. For the examined choices of n and Pmax we observe that the average
differences between A:slcli(O) and Lpbp(O) stay well within 10% of the lower
bound Lpbp(O). For fixed values of Pmax, we first observe an increase in the
average relative difference and next an almost monotone decrease for increasing
values of n. For fixed values of n, we see that the average relative difference
increases slowly for increasing values of Pmax· Furthermore, the maximum
observed relative difference for all 20,000 examined instances is 66.67 %.
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n

Pmax

10

20

30

40

50

60

70

80

90
..

10
20
30
40
50
60
70
80
90

JOO
110
120
130
140
150
160
170
180
190
200

3.17
3.04
3.27
2.99
2.36
2.31
1.85
2.02
2.00
1.67
1.53
1.71
1.95
1.55
1.38
1.34
1.40
l.38
1.48
1.35

5.38
4.48
5.26
4.76
4.35
4.03
3.51
3.61
3.52
3.30
3.20
3.06
3.01
2.91
2.20
2.52
2.53
2.35
2.35
2.38

4.63
7.42
6.54
6.13
4.60
4.84
4.71
4.52
4.42
4.25
3.98
3.98
3.87
3.80
3.19
3.26
3.11
3.13
2.93
2.87

4.84
7.64
7.52
6.09
6.41
6.08
5.38
5.23
4.84
4.82
4.69
4.70
4.28
4.33
4.03
3.92
3.82
3.52
3.45
3.37

6.67
6.91
6.02
7.19
6.26
6.18
6.36
6.14
5.03
5.46
5.27
5.05
4.34
4.76
4.32
423
4.11
3.80
4.12
3.67

5.98
7.60
7.86
7.45
6.49
6.63
6.40
6.29
5.90
5.03
5.18
5.35
4.90
4.47
4.51
4.71
4.47
4.65
3.88
4.13

7.14
7.75
7.53
7.03
7.43
7.64
6.90
6.38
6.10
6.04
5.32
5.40
4.96
5.20
4.89
4.63
4.84
4.70
4.19
4.09

8.34
6.21
6.07
7.55
7.65
7.12
7.08
6.27
6.25
621
5.78
5.73
5.37
5.08
5.02
4.83
4.92
4.53
4.36
4.35

100

~---

5.52
9.21
7.62
7.79
7.39
7.66
6.80
6.73
6.57
6.30
5.89
5.76
5.84
5.36
5.11
5.12
5.06
4.74
4.69
4.70

5.72
7.50
6.94
7.34
7.13
7.37
6.69
6.55
6.46
6.40
6.07
5.92
5.75
5.47
5.43
5.15
4.94
4.93
4.53
4.66

Table 5.1 Average relative differences between A;;lcli(O) and Lpbp(O), m
percentages of Lpbp(O ), for different values of the number of operations n
and the maximum period Pmax· Averages are determined over 100 randomly
generated instances.

5.3 Unconstrained Scheduling with Slack
In this section we consider some special cases and present a solution strategy
for s1cji.

5.3.1 Special Cases
Using the results obtained for preemptive periodic scheduling, we obtain the
following result.

Theorem 5.7 ff e(ot)

l for all o; E 0, then OPTscli(O)

=Lrr(O).

Proof Using the results described in Section 2. 7.1, we know that a preemptive
schedule exists using Lrr( 0) processors. Furthermore, we know that such a
schedule can be obtained by using the deadline driven algorithm. If e(o;) = l
for all o1 E 0, then the schedule obtained by the deadline driven algorithm
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does not contain any preemptions, since no operations are being executed at the
times at which executions are requested, which gives us the required result 0
From Theorem 5.7 we derive the following corollary.
Corollary 5.4 If a p E 7L exists for which e(o;) :::;; p and p
o; E 0
{01, ... , On}, then OPT-s[ci(O) :::;; Lrr(O'), where 0
with p(of) p(o;) and e(of) p for all of E 0'.

I p(o1) for all
{o;, ... , o~ },
0

Similar to slc i we can prove the following corollary.
1

Corollary 5.5 {l p(o;)

=p, for all o;

E 0, then OPTsfcli( 0)

Lrr( 0 ).

0

The corollary can be derived immediately from Theorem 4.9.
5.3.2 Solution Strategy
The solution strategy is similar to the one presented in Section 5.2.2. We
restrict ourselves to describing the differences. Since operations are allowed to
be scheduled in an unconstrained way we can no longer partition the given set
0 of operations into independent subsets. On the other hand, we can make use
of Corollary 5.5 to combine operations with identical periods beforehand.
5.3.3 Empirical Analysis
We present results of the approximation algorithm, as sketched above. Let
the approximation algorithm be denoted by A:s[c[i• and let As[cfi(O) denote the
number of processors that the algorithm requires to schedule the operations in
a given set 0. To examine the average-case performance of algorithm A:s[c[i,
it is applied to randomly generated instances 0, and the resulting number of
processors As[c[i ( 0) is compared with the lower bound Lrr( 0 ), as defined in
Chapter 4. Each instance 0 contains n periodic operations. The period p(o 1) of
an operation o; E 0 is chosen uniformly from {I, ... ,Pmax} for a given Pmax.
The corresponding execution time e(o1 ) is chosen uniformly from { 1, ... , p(oi)}.
Table 5.2 presents average relative differences between As[cfi( 0) and Lrr(O ),
in percentages of Lrr(O), for different values of n and Pmax· Averages are
determined over 100 randomly generated instances. For the examined choices
of n and Pmax. we observe that the average differences between Aslcfi(O) and
Lrr(O) stay within 20% of the lower bound Lrr(O). For fixed values of Pmax.
we observe an almost monotone decrease in the average relative difference for
increasing values of n. For fixed values of n, we see that the average relative
difference increases slowly for increasing values of Pmax. Furthermore, the
maximum observed relative difference for all 20,000 examined instances again
equals 66.67 %.
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11

10
20
30
40
50
60
70
80
90
100
110
120
130
140
150
160
170
180
190
200

/)max

10

20

30

40

50

60

70

80

90

6.26
4.14
3.35
3.1S
2.58
2.24
1.85
1.80
1.80
1.52
1.38
1.16
1.17
1.02
0.93
0.90
0.84
0.74
0.81
0.67

12.15
8.77
6.54
6.35
5.78
5.73
5.40
4.81
4.38
4.02
3.83
3.72
3.44
3.36
3.10
2.93
2.80
2.72
2.35
2.44

13.27
11.22
9.54
7.73
6.99
6.75
6.28
6.60
6.34
5.73
5.67
5.68
5.63
5.04
4.73
4.53
4.45
4.33
3.94
3.84

15.02
12.29
10.60
8.54
7.51
7.34
6.S3
6.94
6.80
6.59
6.52
6.40
6.09
5.98
5.82

18.61
13.12
10.65
9.24
8.08
7.92
7.54
7.06
6.83
6.94
6.96
6.83
6.62
6.60
6.48
6.20
6.26
5.72
5.94
5.79

17.26
13.48
11.61
10.33
8.53
8.36
7.83
7.44
7.33
6.93
7.04
7.21
6.80
6.70
6.62
6.51
6.48
6.72
6.27
6.15

17.46
13.87
12.42
10.24
9.10
8.24
7.99
7.28
7.75
7.52
7.01
6.96
6.84
6.90
6.93
6.80
6.81
6.66
6.72
6.75

19.55
14.14
12.79
I 1.10
9.55
9.12
R.36
8.01
7.53
7.25
7.50
7.27
7.30
6.94
6.94
6.79
6.78
6.72
6.85
6.85

19.03
15.62
13.01
10.97
10.31
9.15
8.14
8.32
7.76
7.42
7.30
7.15
7.01
7.00
6.93
6.92
6.78
6.80
6.94
6.73

5.81
5.53
5.51
5.08
5.09

100
20.18
16.32
12.58
11.51
9.92
9.03
8.63
8.50
7.84
7.54
7.32
7.34
7.25
6.71
7.03
6.77
6.68
6.93
6.72
6.88

Table 5.2 Average relative differences between AsJcJi(O) and Ln(O ), in percentages of Ln.( 0 ), for different values of the number of operations n and the
maximum periodpmax· Averages are determined over 100 randomly generated
instances.

5.4 Slack Periodicity Constraints vs. Strict Periodicity Constraints
We end this chapter with a comparison between the strict and slack periodicity
constraints. So far, we have considered in Chapters 4 and 5 four types of
scheduling problems, which are denoted by sicji, s!c!i,
ji, and
These
problems differ in the type of processor constraints (c or c) and the type of
periodicity constraints (s or s).
We first make the obvious observation that for each set 0 of periodic operations
we have
(a)
(b)

(c)
(d)

OPTslcli( 0)
OPTslcii(O)
OPTslcli(O)
OPT8 cli(O)

2': OPTslcli(0 ),
2': OPTslcli(O),
2': OPT-s 1cli(0), and
2 OPT:stcli(O).

With respect to the differences between the optima we give the following results.
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Theorem 5.8 No real number b

>

1 exists such that for all instances 0

Proof In Chapter 4 we have derived that two periodic operations Oi and oi can
be executed on the same processor if and only if e(oi )+e(oi) ::::; gcd(p(oi ),p(oi )).
Hence, we can always choose a set periodic operations 0 = {o 1, ••• , oh+ 1} with
e(oi) = 1 for all Oi E 0 and gcd(p(oi ),p(oi)) = 1 for all Oi, Oj E 0 and
Lrr( 0) = 1, by choosing as periods prime numbers that are greater than b + 1.
Hence, we obtain that OPTsjcji(O) = b + 1. From Theorem 5.6 we immediately
derive that OPT:sjcji(O) = Lbp(O) = 1, which completes the proof.
0

We can also prove the following result.
Theorem 5.9 No real number b

>

1 exists such that for all instances 0

Proof Using Theorem 4.3 we observe that also in the unconstrained case,
instances 0, as defined in the proof of Theorem 5.8, require b + 1 processors.
0
Hence, OPTsjcJJO) = b + 1, while again OPT:sjcji(O) = 1.

Using that, for all sets 0, OPT:sjcji(O) 2: OPT:sjcji(O) we obtain the following
corollary.
Corollary 5.6 No real number b

>

1 exists such that for all instances 0
0

Furthermore, we have already proved in Chapter 4 that no real number b > 1
exists such that OPTsjcji(O) ::::; bOPTsjcji(O) for all instance 0. It remains an
open problem whether the same holds for OPTsjcji(O) and OPT:sjcji(O).

6
Periodic Scheduling
with Precedences

In this chapter we consider the problem of scheduling periodic operations
subject to precedence constraints. A precedence constraint, or precedence for
short, defines for a pair of operations Oi, OJ an infinite set of ordered pairs

requiring that the result of execution Oi [kq] is used as input to execution oi [lq ],
for each q E Z. The index sets {kq I q Z} and {lq I q E Z} are represented
by a linear expression in q; cf. Definition 1.2.
A precedence constraint restricts the set of feasible time assignments, since it
requires for each q E Z that Oi [kq] is completed before o1 [lq] starts. In addition,
a precedence constraint implies storage costs. The result of each o1 [kq] must
be stored from the completion time of Oi [kq] until the start time of oi [lq].
121
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Scheduling periodic operations subject to precedence constraints amounts to
constructing for a given set 0 of operations and a given set R of precedences
a feasible schedule S that minimizes a weighted sum of processor and storage
costs; cf. Definition 1.11. In this chapter the emphasis is on examining the
possibilities of using the decomposition strategy presented in Section 1.4.1. We
will not explicitly consider the construction of a storage assignment z. The
assignment of intermediate results to storage elements can be described as a
periodic assignment problem. Different solution strategies for this problem
have been discussed in Chapter 3. Instead, we restrict ourselves to derive time
assignments for which the number of intermediate results that have to be stored
simultaneously is as small as possible. This number is denoted the maximum
storage thickness.

The organization of tbis chapter is as follows. In Section 6.1 we address
the question whether for a given pair (0, R) a feasible schedule exists. In
Section 6.2 the storage costs are considered in detail. Next, in Section 6.3 we
discuss in detail the decomposition strategy. This strategy is based on the use
of processor invariant transformations, which are discussed in Section 6.4. We
end witb some concluding remarks in Section 6.5.

6.1 Feasibility of Instances
Let us first restate the definition of precedence constraints. The set of precedences is given by R
{r,, ... , rq}. Each r E R is an ordered pair (o, o'),
with o, o' E 0. Precedence r has a period p(r ), which is a multiple of
lcm(p(o ),p(o')). The precedence r specifies that, for each k E 7L., the result of
o[a(r)k + h(r)] is used as input to o'[a 1(r)k + h'(r)], with a(r) = p(r)jp(o) and
a'(r) p(r)jp(o'). The integers h(r) and h'(r) can be considered as constant
off-sets.
Note that p(r ), b(r ), and h' (r) give a compact representation of the index
sets {kq q E 7L.} and {lq I q
7L.} given above. For reasons of brevity,
precedence r is often denoted as
o[a(r)k + b(r)]

1

1

o'[a (r)k + b (r)].

Figure 6.1 gives an example of a precedence, defined on the executions of two
strictly periodic operations. This precedence is denoted by

o, [3k + 1]

oz[4k + 2].

Let 0 be a given set of periodic operations and let R be a corresponding set
of precedences. Depending on the type of periodicity constraints and whether
or not the confinement constraints have to be satisfied, the pair (0, R) specifies

6.1 Feasibility of Instances
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Figure 6.1 A precedence constraint r = (o~,
withp(r) = 12, h(r) = 1,
and h'(r) = 2. Operations o 1 and o2 have periods 4 and 3. respectively, and
consequently a(r) 3 and a'(r) = 4.

an instance of one of the problems s 1cJI,
s!c 1l, and s!cil; cf. Section l.3.6.
For all four problem types, it is possible that a given instance has no feasible
schedule. This is shown in the following example.

Example 6.1 Let 0
{o,, 02}, with p(o,) = p(o2) 4 and e(o,) = e(o2) = 3.
LetR = {r1,
be given by r 1 : o 1[k]---+ o2[k] and r2: 02[k]
o 1[k+l]. Even
for slcJi no feasible schedule exists for (0 ,R). This is shown as follows. If the
operations can be scheduled with slack, then the difference between s(o 1 [k])
and s (o 1[k +I]) is at most 5 time units. However, in this interval o 1 [k] and 02 [k]
must be executed, one after the other, requiring at least 6 time units. Hence,
the periodicity and precedence constraints pose conflicting requirements, and no
feasible schedule exists.
D
Furthermore, it is possible that for a given instance (0 ,R) of
a feasible
schedule exists, while for the same instance (0, R) of s!<.* no feasible schedule
exists. This is illustrated by the following example.
Let 0
{o1,o2}, with p(o,) = 4, e(oJ)
2, p(o2) = 8,
and e(o2) = 3. Let R
{r1, r2} be given by r1 : o 1[2k]
o2[k] and
r2 : o2 [k] __,. o 1[2k + I]. Now, for s 1cJ! a feasible schedule with period 8
is shown in Figure 6.2. If the operations have to be scheduled strictly periodically, then the difference between s(o 1 [2k]) and s(o,[2k + l]) is 4 time units.
However, in this interval o 1(2k] and o2 [k] must be executed, one after the other,
requiring at least 5 time units. Hence, for slc!l no feasible schedule exists. D

Example 6.2

For the problems sJcJ!, slcli, sJc!I, and sJc!I, we give the following definition.
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Figure 6.2 A feasible schedule for the instance of slcli described in Example 6.2

Definition 6.1 An instance (0 , R) is called feasible for a given problem if
there is a feasible schedule S for (0, R).
0
Before addressing the feasibility of a given problem instance (0, R) in more
detail, we make the following observations. To construct a feasible schedule,
we have to determine a time assignment s that satisfies the periodicity and
precedence constraints, a corresponding processor assignment m that satisfies
the processor constraints, and a corresponding storage assignment z that satisfies the storage constraints; cf. Definitions 1.1 1.15.

Lemma 6.1 For each feasible time assignment s, there exist a corresponding
feasible processor assignment m and a corresponding feasible storage assignment z.
Proof For a given feasible time assignment, all executions of an operation Oi
can be assigned to a single processor, since executions of a single operation
never overlap in time in a feasible time assignment. Hence, by assigning each
operation to a separate processor we obtain a feasible processor assignment.
Furthermore, using the left edge algorithm, we can always find a corresponding
0
feasible storage assignment.

Consequently, to determine whether a given instance (0, R) is feasible it suffices
to determine whether a time assignments exists that satisfies the periodicity and
if
precedence constraints. Furthermore, an instance (0, R) is feasible for
and only if it is feasible for slcli, and it is feasible for slcii if and only if it is feasible for slcli. Consequently, in this context we combine slcii and slcii to s, ·II,
and slcii and
to sl · II. In the following subsections we consider both cases
in detail, starting with the feasibility problem for strictly periodic operations.

6. I Feasibility of Instances
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6.1.1 Feasibility and Strict Periodicity Constraints

For strictly periodic operations we can derive necessary and sufficient conditions
for the feasibility of an instance. To this end, we first give the following
definition.
Definition 6.2 The precedence graph Gp (Vp, Ep) of a given instance (0, R),
is the directed multigraph that is obtained by associating with each oi E 0 a
0
vertex Vi E l)1 , and with each r :::: (oi, oi) E R an arc (vi, vi) E Ep.
If operations are executed strictly periodically, then all precedence constraints
can be rewritten as constraints that relate the start times ,Hoi) of the operations
in 0. A precedence o[ak + b]
o'[a'k + b'] can be rewritten as follows. The
precedence requires that for all k E 7l

s(o[ak + b]) + e(o) :::;; s(o 1 [a' k + b']).

For a strictly periodic operation o, we have that s(o[k])
hence (6.1) can be rewritten into
s(o) + akp(o) + bp(o) + e(o) :::;; s(o

Using that ap(o)

1
)

(6.1)

= s(o) +kp(o)

and

+ a'kp(o 1 ) + b 1p(o 1 ).

a 1p(o 1 ) we obtain that
s(o) + bp(o) + e(o)

1

s(o 1) + b p(o 1 ),

or, equivalently, that
1

,~(0 )

s(o)

2:: bp(o)+e(o) -b 1p(o 1 ).

Hence, for strictly periodic operations the precedence constraints· can be represented as linear constraints on the time assignment s. We can now prove the
following result.
Theorem 6.1 The feasibility of an instance (0, R) for s I · /I can be determined
in O(nq) time, where n is the number o_foperations and q the number o_fprecedences.
Proof To determine whether instance (0, R) is feasible, we have to determine

a start time for each operation, such that for each precedence r
have that
1
,~(o )- s(o) 2:: b(r)p(o) + e(o)
b'(r)p(o').

= (o, o')

we

(6.2)

The equations given by (6.2) are closely related to the so-called Bellman equations, for the on-to-many shortest path problem; see Lawler [1976]. Based on
this analogy, we can formulate the problem of determining the feasibility of
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a given instance as a longest path problem in the corresponding precedence
graph, where each arc a = (v 1, v; ), corresponding to r = (o;, OJ), is given a
weight w(a) = b(r)p(o 1)+e(o;)-b'(r)p(o1). In that case, the constraints given
by (6.2) are satisfied for each precedence r = (o;, OJ) if and only if a finite
longest path from v1 to v; exists for each pair v;, v; where v1 is reachable from
v1• Algorithms to solve the on-to-many shortest path problem have been developed in the late 1950s by Ford and by Bellman; see Lawler [ 1976]. Based on
the so-called Bellman-Ford algorithm, an algorithm that verifies the feasibility
of an instance can be defined as follows. The algorithm assigns start times J(o;)
to the corresponding vertices v; E Vp.

FEASIBfLITY

First, set c~(o 1 ) equal to zero for each v1 E Vp. Next, replace for each arc
a
(v;, v;)
the value of c~(oj) by s(o;) + w(a) if s(o;) < s(o;) + w(a).
Repeat this last step for each arc at most IVPI 1 times.

It is easily seen that the algorithm finds start times that satisfy the precedence
constraints if and only if they exist. Indeed, let for an arbitrary pair of vertices
v1 and vi the longest path from v1 to v; be given by a path consisting of the
arcs a 1 , ••• , a,. This path contains at most 1VPI - 1 arcs. For each vertex vk
on this path, the longest path from vi to vk is necessarily a subsequence of the
path a 1, ••• , ar. Each iteration, the algorithm finds a correct start time for the
next vertex on this path, and after iVpl 1 iterations vertex v; has obtained a
correct start time.
Note that the algorithm does not necessarily find start times such that for
each pair v1 , v;, with v1 reachable from v;, .S(o;) s(o1) gives the length of the
longest path from Vj to Vj. However, s(o;) s(o;) gives an upper bound of this
length, provided a finite longest path exists.
If no longest path exists between some pair of vertices v; and v;, but v;
can be reached from v 1, then the precedence constraints on the start times are
contradictory. In that case there is a cycle in the precedence graph for which the
sum of the weights is positive and it must still hold that s(o1) < s(ok) + w(a ),
for some arc a = ( vh v,) after the feasibility algorithm has been applied.
Using an adjacency-list representation, the feasibility algorithm can be implemented to run in 0 (nq) time, which gives the required result.
D
We now immediately obtain the following corollary.
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Corollary 6.1 An instance (0, R) of sl · II is feasible if and only if the corresponding weighted precedence graph Gp does not contain a positive cycle, i.e.,
if and only if for each cycle C ~ Gp

L w(a)::; 0.
a C

0

If an instance (0, R) is feasible for sl · II, then it is also feasible for
However, the inverse is not true, as we have seen in Example 6.2.

sl · IL

6.1.2 .Feasibility and Slack Periodicity Constraints

Let us next consider how we can determine the feasibility of a given instance,
in case the operations can be scheduled with slack. In this case, we can again
construct a directed multigraph that has a positive cycle if and only if the
corresponding instance is infeasible.
We first consider the question whether for a given instance (0, R) of sl · II
a feasible time assignment exists with a period P, given by

P

lcm(p(oJ), ... ,p(o11 ),p(rJ), ... ,p(rq)).

In that case, the time assignment has to specify a start time for P jp(o;) successive executions of each operation o; E 0. This can be modelled as if o; consists
of P jp(o;) strictly periodic operations o; 0 , ... , oa, with l = P jp(o;) 1, such
that for each execution o; [ k]
S(o;[k])

l

= S(Otx) + kp~~i) J p,

with x = k mod (P jp(o;)).
In order to guarantee that these P jp(o;) strictly periodic operations constitute a single periodic operation o1 with slack, additional constraints have to be
imposed on the start times of the P jp(o;) strictly periodic operations. These
constraints are specified as follows.
Lemma 6.2 For si·II, a periodic operation o; can be composed out of P jp(o;)
strictly periodic operations Oto, o; 1, ... , o;,, each with period P and execution
time e(oi), by choosing s(o; [k]) = s(Oix )+ kp~i) J P, with x k mod (P jp(oi)),
if and only if for each pair Otx, o;y, 0 ::; x < y ::; l,

l

S(O;y)

S(Otx)

:?

(y -X

l)p(o;)

+ e(o;)

(6.3)

and
(6.4)
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If (6.3) and (6.4) are satisfied, then the relative earliest start time
Smin(Oi) = minxU(oir)
xp(oi )) specifies a feasible choice for the reference
time f(od, by i'(oi) Smin(Oi) mod p(oi). It is easily verified that in this case
the slack periodicity constraints are satisfied.
If (6.3) and (6.4) are not satisfied, then the slack periodicity constraints are
not satisfied. This can be shown as follows. If (6.3) is not satisfied for some
pair Oix, Oiy, with x < y, then
Proof

Uoi(s(oix),s(oix)+(y

x)p(o;) -e(oi))

<

(y -x

l)e(oi),

and consequently, (1.6) is not satisfied fork= y -x and t = s(oix). Similarly, if
(6.4) is not satisfied for some pair OiJ. , o 1y, with x < y, then ( 1.5) is not satisfied
D
for k = y - x and t = s(o1x ); cf. Theorem 1.1.
As in the previous subsection, we can define a precedence graph G~ =(V ~, E~)
as follows. With each operation o1 E 0 we associate P jp(o 1) vertices in
V~, numbered Vio, ... ,Vif, with l = Pjp(oi)- I, corresponding to Pjp(oi)
successive executions of Oi for which we have to determine a start time in a
time assignment with period P. Using Lemma 6.2, we associate with each
pair v;x, Viy, 0 < x < y ~ l, of these vertices two arcs ( Vix, Viy) and (Viy, Vix ),
labeled with weights e(oi) + (y - x - l)p(ot) and e(oi)
(y
x + l)p(oi),
respectively. Furthermore, we can associate with each precedence r E R. given
by oda(r)k + b(r)]
o1 [a 1(r)k + h 1(r)], P jp(r) arcs. These arcs relate the
vertices v;x, with x
h(r)(mod a(r)), to the corresponding vertices v1y, with
y = h'(r)(mod a'(r)).
For this graph we again determine whether there is a positive cycle in exactly
the same way as explained in the previous subsection. If the graph contains a
positive cycle, then no feasible time assignment exists with a period P.
Furthermore, we show that if this graph contains a positive cycle, then no
feasible time assignment with a period larger than P can exist, as stated by the
following theorem. Clearly, a larger period must be a multiple of P.
Theorem 6.2 For a given instance (0, R) of sl · II, there is a feasible time
assignment if and only 1j there is a feasible time assignment with period P, with
P = lcm(p(oi), ... ,p(on),p(rl), ... ,p(rq)).
Proof This theorem is proved by showing that if no feasible time assignment
exist with period P, then there is no feasible time assignment with period 2P.
This result can be generalized to hold for arbitrary multiples of P.
The result for 2P is shown as follows. If there is no feasible time assignment
with period P, then a cycle C = acl, ···,Get exists with
w(aci) > 0. If we
consider a time assignment with 2P, then the number of operations is doubled.
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Instead of P jp(o;) strictly periodic operations we have 2P jp(oi) strictly periodic
operations, and the precedences are adjusted accordingly. Now, one of the
following two cases holds. Either the same cycle C occurs in the first (and in
the second) part of the extended precedence graph; in that case we again have
a positive cycle. Or a cycle occurs running over both parts of the extended
precedence graph whose total weight equals twice the total weight of C; again
we have a positive cycle.
D

c;

Verifying that the precedence graph
= (V~,E~) does not contain a positive
cycle, is generally not polynomial in the number of operations and precedences.
However, in some special cases, this can be done in polynomial time. This is
the case if, for example, all operations have the same period.

6.2 Storage Costs
Precedence oi[a(r)k + b(r)] ----* o1 [a'(r)k + b'(r)] specifies that the result of
+ b(r )] must be stored from time s(oi [a(r )k + b(r)]) + e(oi) until time
s(oj[a'(r)k + b'(r)]), for each k E 7L If the result of an execution is used by
several other executions, then it must be stored in a storage element until the
last of these executions is started. Hence, a result is 'written' only once into a
storage element, and it is 'read' one or more times. The time interval between
the time it is written and the time it is last read is called its lifetime.
The problem of assigning for a given time assignment the intermediate results to a minimum number of storage elements closely resembles the periodic
assignment problem, as discussed in Chapter 3, with the difference that here the
intermediate results of successive executions of an operation may have overlapping lifetimes. We assume that all intermediate results are stored in individual
storage elements, i.e., storage elements that can contain at most one result at a
time. The minimum number of storage elements needed to store all intermediate results for a given time assignment is given by the maximum number of
lifetimes that overlap simultaneously.
With respect to the assignment of intermediate results to storage elements,
we could consider constrained and unconstrained cases; cf. Sections 3.2 and
3.3. In the constrained case all intermediate results of a single operation have
to be assigned to the same storage element. However, as just mentioned, the
lifetimes of the intermediate results of successive executions of an operation
may necessarily overlap in time. For that reason, we will not consider this
special case.
In Section 1.3, we argued that in some cases results can be more efficiently
stored in other types of storage elements, such as RAMs and shift registers.
However, these storage elements would further complicate the mapping probOi [a(r )k
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!em, due to additional constraints, that restrict for example the number of simultaneous read and write actions. For that reason, the use of these types of
storage elements is considered as a postprocessing step, in which individual
storage elements are combined to more efficient implementations using RAMs
and shift registers. This step is considered to be a further refinement of the
decomposition strategy presented in Section 1.4. Its discussion is considered
to be beyond the scope of this thesis. The problem of combining individual
storage elements can be formulated as a graph colouring problem. A possible
strategy to cope with this problem is given by Lippens, Van Meerbergen, Van
der Werf, Verhaegh & McSweeney [1991].
In general, we want to construct a schedule S that minimizes a weighted
sum of processor and storage costs, i.e., that minimizes f(S) = A.np(S) + tms(S ),
with >-.., f-L E JR. If f-L = 0, then the storage costs are not considered. In that
case, the precedences only restrict the set of feasible schedules. Alternatively,
if ).. = 0, then only the storage costs are considered. In that case, we observe
that the problem of minimizing the storage costs can be thought of as though
each operation is assigned to a separate processor.
In Chapters 3, 4, and 5 we only considered processor costs. Let us now
consider the problem of constructing a schedule S that only minimizes the
storage costs ns(S ). An optimal solution for this problem clearly gives a lower
bound on the storage costs for the problem of minimizingf(S) = A.np(S )+J-Lns(S ).
For the problem of minimizing the storage costs, we show the following result.

Theorem 6.3 If a given periodic scheduling problem · I · li, with cost function
f(S) = np(S), is NP-hard, then the corresponding problem · I · II, with cost
function f (S) = ns(S ), is also NP-hard.
Proof With each instance 0 of ·1·1 i, for which np(S) is to be minimized, we can
associate an instance (O',R') of ·I·II, for which ns(S) is to be minimized, such
that (O',R') requires k storage elements if and only if 0 requires k processors.
This can be done as follows. With each operation Oi E 0 we associate three
operations Oi 1, Oi2, Oi3 E 0', such that p(oi t) = p(oi2) = p(oi3) = p(oi ), and
that e(oi 1) = e(oi3) = l and e(od = e(oi ). Furthermore, with each operation
oi E 0 we associate three precedences Oit[k]---+ odk], Oit[k]---+ oi3[k], and
odk] ---+ oi3[k]. Hence, with each execution Oi [k], which occupies a processor
for e(oi) time units, we can associate a result of oi 1 , which occupies a storage
element for (at least) e(oi) time units. It is now easily seen that a schedule
for 0, requiring k processors, can be translated into a schedule for (O',R')
requiring k storage elements, and vice versa.
D
Hence, the NP-hardness results obtained in Chapters 3, 4, and 5 must also hold
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for the corresponding problem of minimizing the storage costs.

6.2.1 Lower Bound on the Minimum Storage Costs
In this section we derive a lower bound on the minimum attainable maximum
storage thickness. For convenience, we assume that operations are executed
strictly periodically. Similar lower bounds can also be derived if operations are
scheduled with slack, by using the transformation given by Lemma 6.2.
Instead of determining the number of lifetimes that overlap simultaneously,
we minimize the total length of all lifetimes. If each result of an operation o is
stored for k time units, then the results of o require on average k / p(o) storage
elements. The sum of these storage requirements for all operations gives a
lower bound on the minimum number of storage elements.
Let us consider the problem of scheduling the operations such that the total
length of the life times is minimal. We first consider the special case where the
result of an execution is used by at most one other execution. In this case, the
problem is given by
"\'
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subject to
S(o')

S(o) :-;-,_ w(r) for all r

(o,o 1) E R.

Interpreting this as an integer linear programming problem for which the
constraint matrix can be shown to be totally unimodular, as is indicated laterits dual can be formulated as
min

2: w(r)f(r)
rER

subject to
2:f(r) = -c(o) for all o

2:f(r)

0.

and
f(r) :-;-,_ 0.

This can be interpreted as a min-cost flow problem, where the cost of a unit
flow in arc r equals w(r ), and the net inflow of a vertex o must equal c(o ). All
arcs are assumed to have infinite capacity.
This dual problem can be formulated as a standard min-cost flow problem,
as defined by e.g. Papadimitriou & Steiglitz [ 1982]. To this end, we extend the
set of operations with oo and On+ 1; resulting in the set 0 '. The corresponding
vertices vo and \'n+ 1 play the role of the source and sink in the min-cost flow
problem. Furthermore, for each Oi for which the net inflow c(oi) is positive an
arc (oo, Oi) is added with zero cost and capacity c(o 1). Similarly, for each o1
for which the net inflow c(oi) is negative an arc (o1 , On+ 1) is added with zero
cost and capacity - c(o1). In this way, the net inflow for all o E 0 is required
to be zero. The net inflow for oo is required to be v0 , with
vo

c(o),

and consequently the net inflow for On+I is required to be - vo.
The problem of minimizing the total length of all lifetimes is thus formulated
as the problem of realizing a flow of
v0 at minimal costs. which can be
efficiently solved to optimality. Note that the LP-relaxation of the problem
always has integer solutions, due to the total unimodularity of the constraint
matrix.
If we only want to determine the minimum storage requirements, as defined
above. to use it as a lower bound on the required number of storage elements, we
can restrict ourselves to determining the optimal cost of this dual problem. This
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can be obtained by using a min-cost flow algorithm; see e.g. Ahuja, Magnanti
& Orlin [1989] or Goldberg, Tardos & Tarjan [1989]. If we want to know
the optimal time assignment in the corresponding primal problem, then we
can use a primal-dual algorithm, such as the one given by Ford & Fulkerson
[ 1962]. Such an algorithm also gives an optimal solution of the original primal
problem. The algorithm of Ford & Fulkerson assumes nonnegative flow costs,
i.e., w(r) 2:: 0, which is generally not the case. We can however adjust the
min-cost flow instance such that this condition is satisfied. This is realized by
first constructing a feasible time assignment, using e.g. the feasibility algorithm.
Given this feasible time assignment we can formulate the problem of adjusting
the start times to minimize the storage requirements as the dual of a min-cost
flow problem, for which the flow cost can be shown to be positive. The latter
problem is sometimes called 'retiming' and is described by Leiserson & Saxe
[1991].
Leiserson & Saxe also present a strategy to extend the special case discussed
above to general precedence constraints.
Finally, we make the observation that the maximum storage thickness we
obtain by minimizing the total length of lifetimes may differ largely from the
optimal maximum storage thickness.

6.3 Decomposition Strategy
The periodic scheduling problems, as presented in Section 1.3, aim at minimizing a weighted sum of processor and storage costs. In this section we consider
a way of further simplifying this problem formulation, by using the decomposition strategy introduced in Section 1.4.1. This strategy can be formulated as
follows. The storage assignments are not given explicitly.
Given a pair (0, R), construct a schedule S that minimizes np(S) under the
assumption that R = 0.
- Next transform the schedule S into a schedule S 1, with np(S 1) = np(S ), such
that the precedence constraints are met and such that n5 CS 1) is minimized.
The idea is that, in many cases, a given schedule S can be transformed in such a
way that the required number of processors is not changed. Transformations that
do not affect the required number of processors are called processor invariant
transformations.

6.4 Processor Invariant Transformations
The transformations used in the second step must guarantee that the number of
processors is not changed. A number of processor invariant transformations can
be defined as follows.
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(a) A transformation from S = (s, m) to S 1 = (s 1 , m1) consisting of a translation
of the executions of one operation o in time, such that for some integer I,
s 1(o[k]) s(o[k+l])andm(o[k]) m(o[k+l])forallk E 76. Iftheprocessor
and periodicity constraints are met in schedule S, then they are also met in S 1 •
(b) A transformation from S = (s, m) to S 1 = (s 1 , m 1) consisting of a translation
of all the executions assigned to one processor mo over I E 76 time units,
such that for all o[k] E E(O) we have s 1(o[k]) = s(o[k])+l if m(o[k]) = mo,
and s 1(o[k]) = s(o[k]) otherwise. The processor assignment is not changed.
If the processor constraints are met inS, they are also met inS'. If operations are always executed on the same processor, then also the periodicity
constraints remain unaffected.
(c) A transformation from S = (s,m) to 5 1 = (s 1 ,m 1) consisting of exchanging
the executions of two periodic operations o; and OJ for which p(o;) = p(OJ)
and e(o;) = e(oj). For all k E 76, s 1(o;[k]) = s(o1 [k]), s 1(o;[k]) = s(o;[k]),
m 1(o;[k]) = m(o;[k]), and m 1(oj[k]) m(o;[k]). The time and processor assignments for the other operations remain unchanged. Again, the processor
and periodicity constraints remain unaffected.
The processor invariant transformations can be used in a local search algorithm
(see Chapter 2) to transform the given schedule in such a way that the precedence
constraints are met and the storage costs are minimized.
Now the question is whether a given schedule S can always be transformed,
using only processor invariant transformations, such that the precedence constraints are met. The following theorem gives a sufficient condition to guarantee
that one can always construct a feasible schedule with the proposed decomposition strategy.
Theorem 6.4 If (0, R) is acyclic, then any schedule S that satisfies the processor and periodicity constraints and that requires np(S) processors can be transformed into a scheduleS 1, with np(S 1) = np(S ), that also satisfies the precedence
constraints given by R.
Proof Note that one can always change a given schedule S by shifting the
executions of an operation o forward in time, as defined by processor invariant
transformation of type (a). Clearly, such a transformation does not affect the
required number of processors. Furthermore, if the processor and periodicity
constraints are met in S, then they are still met after this transformation. We
next show that any given schedule S can be transformed, using this type of
transformation, such that the resulting schedule S 1 satisfies all precedence constraints. Suppose that for a given schedule S some precedences r E R are not
satisfied. Then we take an r (o;, OJ) that is not satisfied and apply the trans-
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formation given above to operation Oj such that r is satisfied. If S is periodic,
then this can always be done. These transformations may have as a side effect
that other precedences r = (o;, ok) are no longer satisfied. These can in turn
be satisfied by shifting the executions of Ok forward in time. Since (0, R) is
acyclic this procedure is guaranteed to result eventually in a schedule S 1 that
satisfies all precedence constraints.
D
Hence, if (0, R) is acyclic, then we can always satisfy the precedence constraints. We remark that the signal flow graphs that are used in practice are
often acyclic or have very few cycles. In the latter case some extra provisions
have to be made to guarantee that the decomposition strategy results in a feasible
schedule.
The proposed decomposition strategy has the advantage that the periodic
operations can be assumed to be independent in the first step. This greatly
simplifies the algorithms we propose for the periodic scheduling problems. We
assume that the processor invariant transformations offer enough freedom to
find a schedule that requires a small amount of storage elements in the second
step.

6.5 Solution Strategy
Based on the decomposition strategy we next propose a strategy to solve a given
periodic scheduling problem with precedences. In the first step, depending on
the periodicity and processor constraints, we use one of the algorithms proposed
in Chapters 4 and 5. Using such an algorithm we obtain a scheduleS that uses
a small number of processors.
Next schedule S is adjusted by using processor invariant transformations.
We use a simulated annealing algorithm to apply these transformations. The
algorithm is implemented as follows. Assuming that the given instance (0, R)
is acyclic, the initial schedule S is transformed into a feasible schedule by
repeatedly applying transformations of type (a).
Next, each iteration in the annealing algorithm consists of applying a transformation of type (b) or (c) on the current feasible scheduleS. If the resulting
schedule is infeasible, one or more transformations of type (a) are applied, resulting in a schedule S 1, that is again feasible. Based on the difference in
required number of storage elements for schedules S and S 1, the new schedule
S 1 is accepted with a certain probability as the current schedule.
The annealing algorithm is implemented along the lines of the cooling schedule given by Aarts & Korst [1989]. As cost function a weighted sum of the
maximum storage thickness and the total length of the lifetimes in an interval
of length P is used, such that the maximum storage thickness is minimized, and
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subject to that the total length of the lifetimes.
6.5.1 Experimental Results
To examine the conjecture that the processor invariant transformations offer
enough freedom to obtain schedules with acceptable storage costs, we have
applied the solution strategy to randomly generated instances.
The instances are chosen as follows. Each instance is specified by a pair
(0, R). To avoid the possibility that the initial schedule cannot be transformed
to a feasible schedule by processor invariant transformations, we have generated
instances for which (0, R) is acyclic. Furthermore, we restricted ourselves to
considering instances of slcii. To construct instances that have a large similarity
with instances that we have encountered in practice [Essink, Aarts, Van Dongen,
Van Gerwen, Korst & Vissers, 1991 a], the set of operations 0 = {OJ, ... , On}
is chosen such that the periods and execution times are powers of 2. From
Section 4.2.1 we know that for these instances a pair (s, m) can be constructed
in polynomial time for which np(S) is minimal. For each operation o, the period
p(o) is chosen uniformly from {2, 4, 8, 16} and the execution time e(o) is chosen
uniformly from { 1, 2, 4, ... , p(o)}. The precedences are chosen such that each
operation has two predecessors. This done as follows. For each Oi E 0, two
predecessors are uniformly chosen from {o 0 , OJ, ..• , oi 1 }. Operation oo is
considered to be an input signal. Note that by constructing the instance in this
fashion, the instance (0, R) is guaranteed to be acyclic.
Table 6.1 on page 138 gives results for 40 randomly generated instances with
n varying from 10 to 40. The first two columns give the number of operations
and precedences, respectively. The third column gives the minimum number of
processors obtained by using the solution strategy described in Section 4.2.1.
Furthermore, the table contains three pairs of columns; of these pairs the first
column gives the maximum storage thickness and the second the corresponding
total length of the lifetimes in an interval of length 16. The first pair gives the
results for the initial feasible schedule. The second pair gives the results for
the final schedule, obtained by the annealing algorithm. We observe that, on
average, the maximum storage thickness is reduced with 59%. To judge the
storage costs obtained by the decomposition strategy, we decided to repeat the
annealing algorithm on the same instances, but instead of constructing an initial
schedule by the solution strategy of Section 4.2.1, we assigned each operation to
a separate processor. In this way, we aimed at minimizing the storage costs, as
if the processor costs are negligible. These results are given by the third pair of
Table 4.1. These results can be considered as a lower bound on the storage costs
for the case that the cost function is a weighted sum of processor and storage
costs. The average relative difference between the maximum storage thickness
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obtained by the final schedule and the lower bound is 53%, as a percentage of
the maximum storage thickness of the lower bound. This percentage seems to
decrease slightly for larger instances.
Taking into account that for the lower bound the processor constraints are
assumed negligible, we conclude that the decomposition strategy can indeed
be used to obtain good results for the instances considered. We conjecture
that the decomposition strategy offers comparable results in other cases. This
motivated as follows. We admit that by choosing the periods and execution times
as powers of 2, we often have the possibility of applying processor invariant
transformations of type (c). Nevertheless, if the periods and execution times
are chosen more randomly, then the processors will generally have a lower
occupation degree, which offers more freedom in applying transformations of
type (b). These effects are expected to cancel each other out.

6.6 Conclusions
In this chapter we have considered the problem of scheduling periodic operations
subject to precedence constraints. We examined the problem of determining
whether for a given pair (0, R) a feasible schedule exists. Furthermore, we
examined the applicability of the decomposition strategy. In particular, we
showed that if (0, R) is acyclic, a feasible schedule can always be obtained by
using only processor invariant transformations of type (a). Experimental results
indicate that often solutions can be obtained that have small storage costs.
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n

4

lO
lO

!I

10
lO

10
10
10
lO

10
10
20
20
20
20
20
20
20
20
20
20
30
30
30
30
30
30
30
30
30
30
40
40
40
40
40
40
40
40
40
40

14
13
14
15
12
12
16
13

13
31
28
33
32
33
32
31
28
33
32
52
49
45
51
46
49
47
47
53
46
70
68
67
67
67
70
69
67
67
69

number of
processors

3
6
5
5
4
5

6
5
5
5
7
8

7
9
8
9
10
8
7
9
10
II

13
12
13
13

9
13
12
12
13
l3

15
13
15
17
17
17
17
14

initial
schedule

6
8
5
16
6
8
10
14
6
4
17

16
30
46
24
16
40
17
19
18
30
32
47
33
39
44
40
27
38
26
51
38
46
33
51
74
64
53
56
39

65
89
60
231
69
88
117
185
71
47
251
238
444
685
330
228
600
256
274
245
431
490
708
487
578
641
599
398
556
382
748
582
705
485
747
1148
976
798
840
585

final
schedule

6
2
3

4
4
3
2
6
3

2
8
7
15
16
12
7
17

9
9
6
10
II

20
22
15
17
15
10
15
15
27

14
17
13
27
32
35
26
20
15

57
21
31
52
47
39

lower
bound

3
I

3
3
2
2

8

68
41
21
102
99
205
237
157
100
241
116
122
65
123
146
287
328
202
235
213
128
220
203
399
187
228
193
385
493
542
394
299
221

5
2
2
5
5
6
12
5
6
II

6
6
4
8
7
11
18
13
14
7
7
11
9
14
II
8
II

16
26
30
22
16
12

15
7
28
38
20
17
6
60
17
14
54
69
49
157
57
78
151
81
66
53
84
94
152
237
162
207
95
97
129
102
170
132
78
130
233
407
455
328
232
164

Table 6.1 Results of applying the decomposition strategy on 40 randomly
generated instances. For more information on the presented data we refer to
the running text.

7
Conclusions

In this final chapter we summarize the main results derived in this thesis,
mention some problems that remained open, and give suggestions for further
research.
We have considered a number of closely related periodic scheduling problems that were inspired by the problem of cost-effectively implementing video
signal processing algorithms in hardware. Each of these problems can be formulated as follows. Given a set 0 = {o 1, ••• , o11 } of periodic operations and
a set R = {rt, ... , rm} of precedences, find a schedule S (s, m, z) that minimizes the weighted sum >.np(S)+wzs(S), subject to certain constraints, as given
in Section 1
These problems were shown to be NP-hard. In Section 1.4 we
presented a strategy to decompose such a problem into a number of smaller subproblems. The decomposition strategy is based on the assumption that a given
schedule generally offers enough freedom to change a given time assignment s,
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without changing the required number of processors. This offers the possibility
of first constructing a pair (s, m) that minimizes np(S ), not taking precedence
constraints and storage costs into account. In the second step, one can apply the
processor invariant transformations to this given pair (s, m ), such that, in many
cases, the precedence constraints are satisfied and the storage costs are small.
Furthermore, the first step can again be decomposed, by first constructing a time
assignment s and next a corresponding processor assignment m. The proposed
decomposition strategy defines a number of subproblems. These subproblems
have been considered in detail in Chapters 3-6.
In Chapter 3 the periodic assignment problem was discussed, i.e., the subproblem of determining, for a given time assignment s, a processor assignment
m that minimizes np(S ). A lower bound of the minimum number of processors is given by the maximum thickness T5max, i.e., the maximum number of
operations that are simultaneously executed.
For the unconstrained periodic assignment problem it was shown that a processor assignment m always exists that uses exactly r_:nax processors. However,
determining T5max is NP-hard, even if the operations are executed strictly periodically. This is caused by the fact that q, i.e., the number of executions in a time
interval of length lcm(p(o 1 ), ... ,p(on)), is generally not bounded by a polynomial inn. The maximum thickness can however be determined in O(q logq)
time, by using the left edge algorithm. However, the period of the schedule
obtained by the left edge algorithm can be quite large. It is an open problem
whether its running time can be bounded by a polynomial in q. If the period of
the schedule is required to be a given multiple oflcm(p(oi), ... ,p(on)), then the
unconstrained periodic assignment problem has been formulated as the problem
of colouring a collection of circular arcs with a minimum number of colours.
This problem is known to be NP-hard. Nevertheless, two approximation algorithms have been presented that are shown to use less than 2T5max processors.
An empirical analysis based on randomly generated instances indicated that very
often the algorithms find solutions within 5% of the optimum. This suggests
that the decomposition strategy, discussed in Section 1.4.2, can be profitably
used by first constructing a time assignment s that minimizes r:,uax, and next
a corresponding processor assignment m. However, since determining T5max is
NP-hard and no reasonable approximation algorithm is known for this problem,
this is not a practical approach. For that reason, this decomposition strategy
has not been considered in Chapters 4 and 5. Approximation algorithms to
determine lower and upper bounds on T5max that are polynomial in n and offer
some performance guarantee remain a topic for further research.
The constrained periodic assignment problem was shown equivalent to the
graph colouring problem, in the sense that each graph colouring instance can
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be transformed in polynomial time into an instance of the constrained periodic
assignment problem, and vice versa. This holds for the strict, as well as the
slack periodicity constraints. Using recent results on the hardness of obtaining
approximate solutions for graph colouring, this implies that no constant c exists such that a polynomial algorithm solves each instance within c times the
optimum, unless P = NP.
In Chapter 4 the problem was considered of finding a pair S = (s, m) that
minimizes np(S) for a given set op stictly periodic operations. This problem
was shown NP-hard in the strong sense, for both the constrained and unconstrained cases. Necessary and sufficient conditions were derived for assigning
two strictly periodic operations to a single processor. Furthermore, an expression was derived for the number of non-equivalent time assignments, which
indicates that, even in the unconstrained case, a set of n periodic operations
whose periods are pairwise relatively prime requires n processors. Hence, in
that case, we cannot do better than assigning each operation to a separate processor. This implies that, even for optimal schedules, the average occupation
degree of processors can be arbitrarily low.
For both the constrained and unconstrained cases, an approximation algorithm has been proposed that is based on iteratively assigning operations to
processors. An empirical analysis indicated that in the constrained case, the
algorithm usually obtain good results. However, for the unconstrained case,
the results were less good. This is probably caused by the freedom, offered
by the unconstrained case, being only used to a small extent. An interesting
alternative is given by first determining a time assignment that minimizes the
maximum thickness r;nax, and next using the results of Chapter 3 to obtain a
corresponding processor assignment. The use of a local search algorithm is an
interesting option for the first step. Since this alternative approach is generally not polynomial in the size of the problem instance, i.e., in the number of
periodic operations, we have not considered this alternative in this thesis.
An interesting special case is obtained if the periods and execution times of
the given operations form a divisible sequence. We showed in Section 4.2.1 that
for this special case the problem is polynomially solvable, usually resulting in a
high processor occupation degree. Many problem instances that are encountered
in practice belong to this special case.
In Chapter 5 we examined the possibilities of using slack periodicity constraints instead of strict periodicity constraints. Slack periodicity constraints
offer far more freedom in combining periodic operations on a single processor,
especially if their periods are relatively prime. But also in the case that periods
and execution times form a divisible sequence, the slack periodicity constraints
can reduce the required number of processors with 50 %, as compared to the
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strict periodicity constraints. For both the constrained and unconstrained cases.
the periodic scheduling problem remains NP-hard in the strong sense, and the
corresponding decision variant is conjectured not to be in NP. In Chapter 5
much effort was spent on deriving necessary and sufficient conditions for assigning two periodic operations with slack to a single processor. Other ways
of combining periodic operations were also considered such as combining a
periodic operation with slack with a strictly periodic operation to obtain a new
strictly periodic operation.
Based on these conceptually simple ways of combining operations, approximation algorithms were derived for the constrained and unconstrained cases.
An empirical analysis indicated that the algorithms obtain good results, despite
the fact that many possibilities of combining operations are not considered. For
example, one could consider the possibility of combining three or more operations on two processors. And, again, the freedom offered by the unconstrained
case is only used to a small extent. Designing more sophisticated algorithms
remains a topic for further research.
In Chapter 6 the emphasis was on the precedence constraints and on the
corresponding storage costs. In some cases the precedence and periodicity
constraints pose contradicting demands on a schedule, and consequently no
feasible schedule exists. Necessary and sufficient conditions were derived for
the existence of a feasible schedule. For the case where the operations are
scheduled with slack, a feasible schedule was shown to exist if and only if
a feasible schedule exists with a period of minimal length. Furthermore, an
interesting class of instances has been identified for which the processor invariant
transformations at least offer the possibility of transforming any given pair (s, m)
such that the precedence constraints are satisfied. To determine the quality of
the schedules obtained by the proposed decomposition strategy, a lower bound
on ns(S) was derived. This lower bound can be obtained by solving a mincost flow problem. Finally an empirical analysis showed that in many cases
the processor invariant transformations indeed offer enough freedom to obtain
schedules that require a small number of storage elements. In this way, the
results obtained in Chapters 3-6 are directly applicable to periodic scheduling
with precedences.
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Samenvatting
Dit proefschrift handelt over het ptannen van periodieke activiteiten. Dit zijn
activiteiten die steeds opnieuw herhaatd moeten worden met een gegeven frequentie. Periodieke planningsproblemen treft men aan in veterlei gebieden.
Men kan daarbij denken aan het ptannen van de aankomsttijden van treinen op
een station of het inroosteren van werkdagen van werknemers in een volcontinu
dienst.
De periodieke ptanningsprobtemen die in dit proefschrift worden beschouwd
vinden hun oorsprong in de probtematiek van het efficient bewerken van digitate TV -signaten met behutp van ge1ntegreerde schaketingen. Een digitaat
signaat ontstaat door een gegeven anatoog signaat periodiek te bemonsteren.
Op deze wijze kan een digitaat signaat beschouwd worden als een sequentie
van monsters en het bewerken van zo 'n signaat komt neer op het bewerken van
de opeenvotgende monsters met een gegeven frequentie. Het kosteneffectief
bewerken van deze monsters kan zodoende beschreven worden ats een periodiek
ptanningsprobteem.
De bewerking die een monster ondergaat bestaat veetat uit een aantat etementaire operaties, die dus periodiek herhaatd mocten worden voor de opeenvotgende monsters van het signaal. Een gei'ntegreerde schakeling kan men
opgebouwd denken uit een aantat processoren, die deze operaties kunnen executeren, en een aantat geheugenptaaten, waarin tussenresultaten voor korte of
tangere tijd bewaard kunnen worden. Het probleem is nu voor een gegeven
signaalbewerking de periodieke operaties zo gunstig mogelijk te plannen in tijd
en ruimte. De kosten worden gegeven door het aantal benodigde processoren
en geheugenplaatsen.
De verscheidenheid aan beperkingen en doelstellingen teidt tot een verzameling verwante periodieke planningsproblemen, die tot nu toe weinig aandacht
hebben gekregen in de vakliteratuur. Elk van deze problemen komt neer op het
bepalen van een toekenning van de gegeven operaties aan processoren en het
bepalen van een starttijdstip voor het herhaald executeren van de operaties. Dit
betekent dat voor ieder probleem in feite een eindig - maar mogelijk enorm
groot aantal relevante oplossingen bestaat, waaruit een oplossing met minimale kosten bepaald moet worden. Problemen met deze eigenschap heten
combinatorische optimaliseringsproblemen.
Sommige problemen zijn gemakkelijk, hetgeen wil zeggen dat er een methode bestaat die een optimale oplossing vindt in een aantal basisbewerkingen
(optellen, aftrekken, enz.) dat van boven begrensd wordt door een polynoom
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in de grootte van het probleem. Het probleem is dan oplosbaar in polynomiale
tijd. De grootte van een periodiek planningsprobleem kan worden uitgedrukt in
bijvoorbeeld het aantal periodieke operaties.
Veel periodieke planningsproblemen blijken echter NP-lastig te zijn. Als een
probleem NP-lastig is, dan is het zeer onwaarschijnlijk dat het probleem opgelost
kan worden in polynomiale tijd. De eindigheid van de oplossingsverzameling
suggereert dat volledige aftelling van de oplossingen een effectieve oplosmethode is. Dit is bedrieglijk. Het aantal relevante oplossingen neemt over het
algemeen exponentieel toe met het aantal periodieke operaties en daarom is
deze methode slechts doenlijk voor problemen van bescheiden omvang. Om
die reden kiest men bij NP-lastige problemen veelal voor het gebruik van benaderingsmethoden. Dit zijn methoden die in korte tijd een goede oplossing
geven, waarbij echter niet gegarandeerd is dat de gevonden oplossing optimaal
is. Soms kan voor een dergelijke methode echter wei gegarandeerd worden dat
de kosten van een gevonden oplossing hooguit een bepaald percentage afwijkt
van de minimale kosten.
Dit vormt de achtergrond van het materiaal dat in het proefschrift wordt
besproken volgens de volgende hoofdstukindeling.
Hoofdstuk I geeft in detail aan hoe het kosteneffectief bewerken van digitate
signalen gemodelleerd kan worden als een periodiek planningsprobleem en hoe
dit probleem gedecomponeerd kan worden in een aantal kleinere deelproblemen.
Hoofdstuk 2 presenteert een aantal begrippen en resultaten uit de theorie
van de combinatorische optimalisering, die in de daaropvolgende hoofdstukken
gebruikt worden.
Hoofstuk 3 handelt over het deelprobleem waarbij de operaties reeds voorzien
zijn van een starttijdstip. In dat geval beperkt het probleem zich tot het zo gunstig mogelijk toekennen van operaties aan processoren.
Hoofstuk 4 bespreekt het periodieke planningsprobleem onder de voorwaarde dat operaties strikt periodiek uitgevoerd moeten worden.
In Hoofdstuk 5 wordt nagegaan wat de voor- en nadelen zijn van het toestaan
van een beperkte speling in tijd die ligt tussen twee opeenvolgende executies
van een periodieke operatic.
Hoofdstuk 6 concentreert zich op de problematiek van precedentie-beperkingen. Deze beperkingen reduceren de verzameling toegestane oplossingen en
geven bovendien aanleiding tot geheugenkosten.
Hoofdstuk 7 geeft de belangrijkste conclusies die uit het werk getrokken
kunnen worden, samen met enkele suggesties voor verder onderzoek waaronder
een aantal open problemen.
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I
Zij A ecn gcg~ven coUectie cirkelbogen. Indien geen deelverzameling A' C A met
JN I = k de volledige cirkel overdekt, dan geldt dat
x(A):::; k

k
•m

l T(A),

waarbij x(A) het minimaal aantal kleuren is waarmee de hogen in A gekleurd kunnen
worden, zodat twee ovcrlappcndc bogcn ccn vcrschillcndc klcur krijgcn, en T(A) hct
maximaa.l amlta1 bogen in A is dat een gemeenschappclijk punt op de cirkel overdekt
Dc~c stdling generaliseert een stei.ling van Tucker [I J, waarin het geva.l k = J beschouwd
wordL
[I J Tucker, A_ (1975), Coloring a family of circular r.rc:s, SIAM Journal on Applied
Mathematics 29, 493-502.

II
Beschouw het prohlecm van hel tocwijzcn van cen verL",ameling 0 vwl strict periodickc
opcratics aan een minimaa.l aanta.l processoren, onder de voorwaarde dat alk exe(;utics
van ccn pcriodickc operatic op ccnr.df(k procc:ssor uitgcvocrd worden [2[. Een recent.
resultaa.t van Lund en Yannakakis [3[ impliceert dat, tenzij P "" NP, cr voor elkc c > l
gl:en bcnaderingsa.lgoritmc kan bestaan dat voor elke instantk van dit probkcm in polynomialc tijd een oplossing const.rueert met ten hoogste Olmin(O) processoren. wam-bij
flmin(O) het minimaa.l aantal processoren aanduidt.
[2] Korst, J .H.M., E.HL Aarts, J _K_ Lenstra en J_ Wessels ( 1992), Periodic assignment
and graph colouring, gea(;ceptccrd voor publicatic in Discu~t(~ Applied Mmhnnm-

ics,
[3] Lund, C. en M. Ymmakakis (1992), On the hardness of approximming minimtmtion
problems, pwprint AT&T Bdl Laboratories, Murray Hill.

Ill
Het NP-volledigheidsbewijs gegeven door Vince [4] is niet correct, omdat de vuorgl:stcldi,;
transfonnatie niet polynomiaal is.

[41 Vince, A_ (l9R9), Scheduling periodic
299-310.

event~,

Disaere Applied Mathematics 25,

IV
Voor het. nsymmet.ischc handebrcizigcrspmhkcm geldt illll icdcrc tour 2-optimaal is en dat
iedcrl~ tour Or-optimaa.l is dan en skchts dan aJs hij 3-optimaal is. Voor ddinitics, 1,ie [51-

1:11 Lawler, E.L, JK Lemma. A.H.G_ Rinnooy Kan en D.B. Shmoys (red,) (19H5),
The Travdint; S(llesman Problem; A Guidnl Tour of Comhinawrial Optimization,
John Wiley & Sons, Chidwstcr.

v
Bij het plaatsen van modules in een lC-ontwerp biedt de slicing structuur de mogelijkhcid
om het plaatsingprobleem tc dccomponcrcn in twce deelproblemen die achtereenvolgens
opgelost kunnen worden. Berst kunnen de modules geplaatst worden zodat de omschrijvende rechthoek minimaal is, zonder rekcning tc houden met de bedrading tussen
modules. Vervolgens kunnen de modules verwisseld, gespiegeld en gcrol.ccrd worden
zodat de som van de Ieogtes van de vcrbindingsdradcn verkleind wordt, zonder dat de
ornschrijvende rechlhoek verandert. Deze aanpak gccft in de praktijk goede resultaten.

[6]

Aart~.

E.H.L, F.M.J. de Bont, J.H.M. Korst en J.MJ. Rongen (1991), An cnicieJU
macro-cell placement algorithm. Integration, the VLSI journal 10, 299-317_

VI
De. Bolt.zmann-ma.chinc kan bcschouwd worden als een model voor het grootschalig
parallel implcrncntcren van simulated annealing en is als zodanig nuttig toe te passcn op
optima.lise.ringsprobkmcn op grafcn.

l7J Korst, J.H.M. en E.H.L. Aarts (1989), Combinatorial optimization on a Bollzmrum
machine, Journal of Parallel and Distributed Computing 6. 331-357.

VII
De complexiteit~theorie is van gmot belang voor een goed inzicht in het concept van
berekenba.:u-heid, :wwel in theoretische aJs·in praktischc ~in. Het is een ernstige nalatighcid indien in het basiscurriculum van een universitaire studie informatica of besliskunde
geen college complexiteitstheorie is opgenomen.

VIII
Recent bibliometrisch onderzoek [8] geeft aan dat naar 55% van de artikelcn die vcrscllenen zijn in toptijdschriften in de jaren I 980-1985 in het geheel niet verwezen wordt
binncn 5 jaar na hun vcrschijning. Hct slcmt tot nadenkcn dal na.ar dit ondcrzock z(J
weinig verwezen wordt.
[81 Hamilton, D.P. (1990), Publishing by - and for? - the numbers, Science 250,
133!-1332.

IX
H~;t ge.bruik van alge.m~ne Iocale-zoeka.Jgoritmen, wals simulated annealing [9], leidt in
de pmktijk vaak tot goede resultaten, maar geeft doorgaans weinig in~icht in hct op tc
lossen probleem zelf.

[9] Aruts, E.H.L en J.H.M. Korst (1989), Simulated Annealing and Boltzmann Ma"
chines, John Wiley & Sons, Chichester.

X
Daar hct docn van ondcr~.ock doorgaans nict bepcrkt is tot kantoorun;n, lct;nt hct zich
uitstekend voor deeltijdarbeid_

