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Experimental designs and manipulations
The following provides an overview of the various experimental designs and the
experimental manipulations in this dissertation. Independent variables that were
manipulated within participants are marked with an asterisk. The page numbers refer to
the introductory sections of the individual experiments.
Chapter 2 (p. 22)
2 (Automation Failure Rate: low versus high) * 2 (Manual Failure Rate: low versus
high) between-participants design; n = 96.
- Automation Failure Rate (AFR): Number of routes planned in automatic planning
mode that turned out as “slow” (as opposed to "fast"), after comparison with a
database containing route information based on the reported long-time city traffic
experiences of London-based ambulance personnel, and police officers;
- Manual Failure Rate (AFR): Number of routes planned in manual planning mode
that turned out as “slow” (as opposed to "fast"); analogous to Automation Failure
Rate.
Chapter 3, experiment 1 (p. 41)
2 (Consensus: minority cue versus majority cue) * 2 (Message Valence: negative versus
positive) between-participants design; n = 71.
- Consensus: Brief message conveying a favourable opinion about the focal system,
which was endorsed either by many participants in earlier test rounds (majority cue),
or by few (minority cue);
- Message Valence: Message containing an independent evaluation of the route
planner's performance, compared to the performance of both regular automatic route
planners as well as experienced human route planners; this evaluation contained either
predominantly positive, or predominantly negative arguments.
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Chapter 3, experiment 2 (p. 54)
Consensus (minority cue versus majority cue versus no cue)*, within-participants design; n
= 18.
- Consensus: As above, with the exception that a neutral condition was incorporated, in
which participants were told that the data from earlier test rounds had not yet been
analysed.
Chapter 4, experiment 1 (p. 65)
2 (Consensus: minority cue versus majority cue)* * 2 (Process Feedback: yes versus no)*
within-participants design; n = 24.
- Consensus: As above;
- Process Feedback: Availability of route display in automatic route-planning mode,
while outcome feedback, i.e., clear feedback in terms of a particular route being either
fast or slow was not available. The route planner could either be observed to generate
a route by connecting crossings from start to finish, allowing participants to follow the
actual route-generating process step-by-step, or not.
Chapter 4, experiment 2 (p. 72)
2 (Consensus: minority cue versus majority cue)* * 2 (Process Feedback: random versus
consistent)* within-participants design; n = 32.
- Consensus: As above;
- Process Feedback: The displaying of routes, in the absence of outcome feedback,
which consistently favoured arterial roads or highways, or were randomly selected from
a subset of alternatives.
Chapter 4, experiment 3 (p. 80)
2 (Consensus: minority cue versus majority cue) * 2 (Consistency: random versus
consistent)* * 2 (Face Validity: high versus low)* mixed design; n = 48.
- Consensus: As above;
- Consistency: The displaying of routes, in the absence of outcome feedback, which in
the consistent condition displayed consistency by favouring arterial roads or highways
*

Indicates within-participants independent variables
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-

or making relatively large detours that were always on the same location; in the
random condition routes were randomly selected from a subset of alternatives or made
relatively large and inconsistent detours, i.e., never on the same spot;
Face Validity: The displaying of routes, which were either likely, i.e., relatively short,
or unlikely, i.e., made a relatively large detour, to result in fast routes.

Chapter 5 (p. 105)
2 (Consensus: minority cue versus majority cue) * 2 (Process Feedback: random versus
consistent)* * 2 (Rule Inference Instruction: no versus yes) mixed design; n = 56.
- Consensus: As above;
- Process Feedback: As in Chapter 4, Experiment 2;
- Rule Inference Instruction: Instruction in which participants were told to pay special
attention to the routes generated while interacting with the system, and, subsequently,
try to infer the rules utilised by the route planner to arrive at a solution. In the control
condition no such instruction was supplied.
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Chapter 1:
1.1

General introduction

Introduction

Automation has crept into our daily lives. Today, machines may tell us when our
pizza's are ready, answer incoming phone calls when we are away, govern how we drive
our cars, and indicate where we should drive them to arrive at our destination. In the near
future, systems turning off lights in unoccupied rooms, closing curtains when it gets dark,
turning on the central heating system and the coffee machine in the morning in anticipation
of occupants getting up from bed, or changing ventilation when pollen counts exceed
threshold values may become commonplace in newly built houses. According to some, this
is only the beginning (for an overview of possible future scenarios, e.g. see Denning,
2002).
Important questions in this context are whether people will be willing to hand over
control to a system by having it perform tasks for them, and what the antecedents of that
willingness are.
With the objective to optimise effectiveness, efficiency and reliability (Riley, 1994, p.
6), automation was first implemented in the working environment, from process control in
chemical systems, to autopilots and navigation onboard ships and aircraft. Although the
introduction of automated control has indeed relieved many people from carrying out
tedious and time-consuming activities, it has also been associated with a number of
drawbacks, i.e. loss of manual skill, becoming overly reliant on automation (also known as
complacency, e.g., see Endsley, 1996), and reducing job satisfaction of replaced operators
(Wickens, Gordon, & Liu, 1998). In addition, since the implementation of relatively
autonomous automation requires an operator to interact with an extra "agent" that may
govern many different subsystems, such systems may also vastly increase complexity
(Woods, 1996).
People may have various reasons to delegate control to a system; they may try to
reduce workload, or avoid tedious, time-consuming work. However, when they are
seriously committed to their task, they are not likely to hand over control to a system that
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they know will not meet their standards. Unfortunately, users seldom have the knowledge
necessary to know about output adequacy. In fact, a system's complexity may actually
cause users to feel uncertain about whether it will provide positive or negative consequences
to the user. Uncertainty, which may arise whenever the available data is incomplete,
ambiguous, or erroneous, in other words, when future system states and events are not, or
not completely predictable (Woods, 1996), may constitute a major obstacle in the way of
reliance on system advice.
However, despite a feeling of uncertainty, and the possibility of negative outcome
consequences, people may still favour the use of automation over performing the task
themselves. Apparently, although they may not have complete knowledge about future
system output, they may somehow form expectations about it that are solid enough to allow
them to engage in interaction.
One way for people to deal with feelings of uncertainty is to develop system trust. In
other words, if users believe the automation will perform a task well, they will be more
likely to use the automation to their advantage, despite not understanding the system.
Trust, therefore, is a concept highly relevant for the interaction between users and
technology. Equally important in this regard is the question how trust is formed;
specifically, understanding and influencing the acceptance or rejection of system advice by
the user necessitates knowledge of how different kinds of information available to the user
are used to develop trust.
Before the role of available information in trust formation is discussed, however, the
concept of trust will be discussed in greater detail.
1.2
1.2.1

Trust
Foundation for trust

The roots for trust lie in the realisation that objects and people do not display random
behaviour. Already in their first year of life do infants exhibit a sense of understanding of
inanimate objects; being able to represent and reason about such physical objects
constitutes a "naïve theory of physics" (Spelke, 1990) that is suitable for dealing with
events in the physical world (Gergely, Nádasdy, Csibra, & Bíró, 1995). This theory,
however, may fail to account for behaviour of animate objects, such as humans and
animals. Compared to the behaviour of physical objects, the behaviour of agents is far less
constant, and requires reasoning that transcends the naïve theory regarding physical
objects. As Gergely et al. argued, a more helpful strategy to predict the behaviour of
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humans would be to adopt Dennett's (Dennett, 1987) intentional stance, thus attributing
concepts as beliefs, desires and goals as causes of observed behaviour.
The order that is thus constructed in the world of animate objects provides a necessary
basis for trust to build on. The expectation that the inferred natural physical laws will
persist, allows for construction of mental models of physical processes, and, hence, for the
prediction of future events (Barber, 1983). Based on this expectation, people may predict
that an apple, once its stem is broken, will fall to the ground, or that approaching
cumulonimbus clouds will be accompanied by rain showers. Similarly, as Barber argued,
general expectations of the persistence of moral social orders entail beliefs that other people
are in general good or decent. This expectation is vital for people to interact with others;
without the assumed continuation of goodness and decency in society, people would
constantly live in fear of being deceived in interactions with others, and, likely, abstain from
voluntarily engaging in such interactions.
In the field of system trust research, Lee and Moray (1992) have proposed a model
that explicitly incorporates a basic expectation of goodness or decency, analogous to
Barber (Barber, 1983). Like humans, rather complex inanimate objects such as
computers may exhibit behaviour that is hard to predict, or seems original, in the sense that
it seems to have a mind of its own. Presumed decency would therefore be a necessity for
human-system interaction as well: without a basic expectation that computers or systems
are "good", there would be no reason or incentive for potential users to even consider
interacting with it.
As such, expecting decency, or dismissing evil intent, creates the mere possibility for
users to interact with systems; to what extent these users are actually willing to accept the
uncertainty of interacting with a particular system that they are unfamiliar with, however, is
determined by the user's trust that goes beyond the basic expectation of goodness. In
conformance with the interests of most researchers in the field of system trust, the studies
presented in this dissertation will be dedicated to this more specific kind of trust and its
antecedents.
1.2.2

Function and prerequisites of trust

A number of theorists have proposed trust to be a mechanism that enables people to
deal with situations of uncertainty or risk. Luhmann (1979), for instance, argued that trust
effectively limits the number of possible behavioural outcomes associated with dealing with
other people to only a relatively small number of expectations. Limiting investigation of
possible outcomes of an interaction to only a few, may result in more careful investigation
of the realistic option, which may reduce both uncertainty and risk of the actor. In a similar
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vein, Anthony Giddens (1990) used the term trust for situations where knowledge about
the trustee or referent is absent. As such, trust can be seen to compensate for a lack of
knowledge. He argued that there would be no need for trust if all the trustee's activities
and inner processes were perfectly clear to the trustor.
Coleman (1990) distinguished a number of elements crucial for placing trust. Firstly,
placing trust allows an action on the part of the trustee, i.e. the trusted party or referent,
that would not have been possible otherwise1. More specifically, as Coleman (1990) puts
it, it involves voluntarily putting resources in the hands of another, who in turn will use
them to his own advantage, the trustor's advantage, or both. A bank may place trust in a
person getting into business based on a sound business plan, and consequently loan him or
her the necessary money. The bank will expect the trustee to put that money to good use
and make profit in business, allowing the trustee to pay back the loan plus interest, which
constitutes the bank's benefit. This will only work, however, if the trustee is trustworthy
(Coleman, 1990). In other words, if the trustee is trustworthy, the trustor is better off than
if trust were not placed in the trustee. Contrarily, if the trustee is not trustworthy, the
trustor is worse off by placing trust in him or her than if trust had not been placed.
Subsequently, trust has to do with future actions on the part of the trustee, and is only
relevant in situations that can be characterised by a certain degree of free will in placing
oneself in that situation (Kohring & Kastenholz, 2000; cf. Coleman, 1990). Furthermore,
trust is argued to relate to inferences of the other's goodwill; Yamagishi and Yamagishi
(1994) used a separate concept, "assurance", to denote an expectation of benign behaviour
that is attributable to reasons other than goodwill. Rather, assurance is based on the
perceived incentive structure surrounding the relationship (also see Mayer, Davis, &
Schoorman, 1995). As such, cooperation between business partners is not necessarily a
manifestation of trust, but could also be inspired by contractual, legal and social
obligations and constraints.
1.2.3

Forms of trust: general, social, and interpersonal trust

Although most researchers seem to endorse the function of trust and most of its
prerequisites, differences in the viewpoints taken certainly exist. The concept of trust has
been studied in various disciplines, ranging from economics and political sciences to
personality research and social psychology. Each of these disciplines may treat the concept
differently with regard to whether it is seen as an dependent, independent, or interaction
1

The fact that trust makes cooperation between actors possible has caused some to view
trust as a kind of social capital (e.g., see Misztal, 1996; Coleman, 1990).
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variable, whether it is static or dynamic, or whether it is studied on the institutional, group
or individual level (for an overview see Bhattacharya, Devinney, & Pillutla, 1998; Earle,
Siegrist, & Gutscher, 2002; Rousseau, Sitkin, Burt, & Camerer, 1998).
Even within psychology viewpoints differ. The concept of general trust, or generalised
interpersonal trust, for instance, relates to the trust people have in most other people, or
strangers, and is treated as a stable characteristic of both individuals and groups (Earle et
al., 2002). Contrary to general trust, social trust is based on social relations and shared
values. As such, it has more specific referents than general trust, namely persons or
organisations that are perceived to share the trustor's values (Siegrist, Cvetkovich, &
Gutscher, 2001). Social trust, a focus of attention in risk management research, involves
little or no interaction, and is often a one-shot affair (Earle et al., 2002). Interpersonal
trust, on the other hand, does involve interaction. It is a kind of trust much studied in social
psychology, where it is treated as an expectation of the other's behaviour that is specific to
the interaction (Bhattacharya et al., 1998). This expectation is argued by some to be
based on perceptions of the other's competence and honesty (Renn & Levine, 1991) or
goodwill (Yamagishi & Yamagishi, 1994).
Different labels for and distinctions between types of trust are found in the literatures of
the different fields. However, most are analogous to the typology described above. Zucker
(1986), for instance, used the term "characteristic trust" to denote trust based on social
relations, comparable to Earle et al.'s (2002) concept of social trust. In addition, Rotter
(1980) distinguished between dispositional and relational trust, the former relating to
others in general, the latter based on interaction with a particular other. Propensity to
trust, proposed by Mayer, Davis and Schoorman (1995) as a stable characteristic
affecting the likelihood that someone will trust, may be thought of as a general willingness
to trust others, and as such, bears strong resemblance to general trust. Zaheer, McEvily
and Perrone (1998) defined interpersonal and interorganisational trust as different
constructs. In doing so, they conceptualised it as a type of trust that partly overlaps the
categories of social and interpersonal trust: it has an organisation or group as its referent,
as does social trust, and at the same time is based on interactions, as is typical of
interpersonal trust.
The concept of system trust can be seen as a special case of interpersonal trust. Like
interpersonal trust it refers to expectations about behaviour of a specific other, rather than a
group of others or strangers. In the case of system trust, however, the referent is not a
human partner, but rather an object, i.e. the system with which a user is in interaction.
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Before going into the specifics of system trust, however, the different trust models
prevailing in this field of research will be discussed. As will be shown in the following
section, system trust research relies to a large extent on trust models that originated in both
sociology (Barber, 1983) and personality research (Rempel, Holmes, & Zanna, 1985).
1.2.4

Models of trust

Focusing solely on past direct experiences in interpersonal relationships, Rempel,
Holmes & Zanna (1985) presented a theoretical model encompassing the dynamic
aspects of interpersonal trust in close relationships. According to them, there are three
categories through which trust develops, namely predictability, dependability, and faith.
Predictability begins when each partner observes the other's behaviour. If one partner
repeatedly fulfils his or her promises, the other will view this as predictability.
Predictability may be influenced by a number of factors. Among them are the consistency
of recurrent behaviour, stability of the social environment, and knowledge of functional
reinforcements and restraints on behaviour. When the partner has witnessed enough
consistently performed behaviour, trust moves to the next category, dependability, which
refers to the other's general traits instead of the predictability of specific behaviour. After a
partner is seen to behave predictably, he may be labelled dependable or reliable. The final
category, faith, evolves as partners grow confident that their relationship will last. Decisions
about faith represent a shift from expectations about a partner's current traits to
expectations about his or her general motives concerning the present and future value of
the relationship.
Similarly, Barber (1983) also noted the importance of observed behaviour. He defined
trust as a taxonomy of three specific expectations, one of which has a direct relation with
system performance. This expectation of technically competent role performance, Barber
argued, is at the very heart of the trust between man and machine. Whether a system can
be expected to competently perform the task allocated to it determines whether someone
will use it.
In addition to technical competence, Barber (1983) also identified expectations
concerning the persistence of natural and moral social orders, and fiduciary obligations and
responsibility. The former, as discussed in section 1.2.1, entails beliefs that others are, and
will continue to be good or decent. The latter represents a basis for trust when the user's
technical competence is exceeded by the referent's, or is unknown to him. Not able to form
a judgement based on the referent's competence, the user is forced to rely on the referent's
moral obligation not to abuse the power he has. As such, it offers the possibility to trust an
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unknown hospital physician based on the thorough educational system that this person is
assumed to have gone through. Similarly, a system may be trusted based on the moral
obligations of its designers, instead of on assessments of reliability. Thus, a user who may
not yet have had the opportunity to form trust towards a system based on prior
interactions, may hold fiduciary expectations towards system or its designers. In other
words, he or she may expect the system to function as it should, because it was designed by
people who are trained and employed to do just that, i.e. build correctly functioning
systems.
As noted before, the ideas of Barber (1983) and Rempel et al. (1985) have been
influential in system trust research. Zuboff (1988), for example, distinguished between
trial-and-error experience, understanding, and leap of faith as constituents of trust, more or
less analogous to Rempel et al.'s (1985) predictability, dependability and faith,
respectively.
Muir (1987) viewed Rempel et al.'s dynamics of trust and Barber's expectations as
complementary, and applied Rempel et al. 's developmental stages in the growth of trust to
all of Barber's components of trust.
Trying a different approach, Lee and Moray (1992) came up with a taxonomy that
would encompass most viewpoints, and distinguished four elements: foundation,
performance, process, and purpose. Lee and Moray's foundation of trust is identical to
Barber's (1983) persistence of natural laws. Performance relates to consistency, stability
and desirability of the referent's behaviour, and as such encompasses Barber's (1983)
technically competent role performance, and Rempel et al.'s (1985) predictability. Process
deals with inference of the referent's characteristics, and as such relates to Rempel et al.'s
(1985) dependability. Finally, purpose includes Barber's (Barber, 1983) fiduciary
responsibility, and Rempel et al.'s (1985) faith; it deals with underlying motives and
intentions, and is attributed to the designer of a system.
1.2.5

Trust in humans versus trust in systems

As the previous section illustrates, it is generally assumed that, very much like
interpersonal relationships depend on trust, so do the relationships between users and the
systems they interact with. Analogous to interpersonal interactions, trust in a system's
capabilities will influence its user's decision whether or not to delegate control to it, or
whether or not system-generated advice should be followed. Some researchers, however,
have questioned this assumed equality of interpersonal trust and system trust.
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Lerch and Prietula (1989), for instance, investigated how attributions of qualities to
agents influenced trust on the part of the operator. They found that source pedigree, i.e.
the source being a human novice, a human expert, or a computer, played an important
part in the formation of trust. Interestingly, their results suggest that although participants'
levels of confidence in an expert system did not differ from their confidence in a human
novice offering the same advice, the information used to form these judgements was
somehow different; in addition, although confidence in the human expert's advice was
higher than in the human novice, the information used seemed to be the same. Specifically,
if the source was human, participants did not seem to use their judgements of agreement
with each individual piece of advice to update confidence levels when an unpredictable,
negative event occurred. Contrarily, agreement judgements regarding such an event were
incorporated if the source of advice was an expert system.
Waern and Ramberg (1996) conducted two studies in which they compared trust in
advice given by humans or by automation, but found contradictory results. In a study
concerning a matrices test, they found that human advice was trusted more than computer
advice, whereas in a study concerning car repair problems they found opposite results.
Waern and Ramberg argued that these findings might well be explained by differences in
the particular task and participants' background knowledge. In contrast with the first study,
the task in the second study was more difficult, and required domain-specific, rather than
general, knowledge (about cars), which may have caused participants to place more trust
in computer generated advice than in advice from humans. Apparently, they concluded, if
people are unable to solve a problem, reasonable advice from computers is trusted more
than advice from other humans.
Lewandowsky, Mundy, and Tan (2000) argued human operators and automation to
be interchangeable at the task level, but hypothesised that control allocation and trust in
human-human interactions and human-automation interactions may differ at the social
level. Similar to human operators interacting with a human collaborator, a person's trust in
automation would be positively linked to performance. However, Lewandowsky et al.
argued that, contrary to control delegation between humans, switching to automatic control
implies that the person delegating control still bears ultimate responsibility for the quality
of the process' outcomes. Because this responsibility is recognised by operators, the
occurrence of errors may affect self-confidence. Contrarily, in situations in which humans
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interact with each other this responsibility is shared1. This diffused responsibility may
cause self-confidence to be more resilient to the occurrence of errors. Indeed, in their study
they found that, in contrast to the automation condition, self-confidence remained largely
unaffected by errors during manual operation in the human-human condition.
Lewandowsky et al., furthermore, found no evidence indicating that people are more
reluctant to delegate control to a human collaborator than to automation, and concluded
that "…the moment-to-moment dynamics of trust between people who share tasks within a
complex environment resemble those observed between human operators and automation."
(2000; p.121).
1.2.5.1

The trust-confidence distinction

Earle, Siegrist, and Gutscher (2002; also see Siegrist, Earle, & Gutscher, 2003)
proposed a dual-process model of cooperation, separating the concepts of trust and
confidence. Whereas trust is based on social relations, group membership, and shared
values, confidence is proposed to be a belief concerning the occurrence of expected future
events, based on experience, or evidence, and, thus, on concepts as familiarity and
competence. Specifically, trust is taken to be a relation between an agent and another
(presumed) agent, whereas confidence concerns agent-object relations. The distinction
between trust and confidence should therefore be made on whether agency is conferred on
the other (trust), or whether the other is objectified (confidence). Conference of agency
implies, among other things, inferring values, and reasons, rather than causes, behind
behaviour. Another key difference, according to Earle et al., is the centrality of emotions to
trust, and the attempt to avoid them in confidence.
Others have also distinguished between trust and confidence, but there seems to be
considerable confusion concerning criteria. According to Luhmann (1979), for instance,
confidence represents a state where alternatives are not recognised. Yamagishi and
Yamagishi (1994) regarded confidence as an expectation of a partner's competence,
analogous to Barber's (1983) "technically competent role performance", whereas they
considered trust to be an expectation of the other's goodwill and benign intent. Numan
(Numan, 1998; Arion, Numan, Pitariu, & Jorna, 1994), on the other hand,
distinguished between confidence, trust, and faith using an evidential continuum.
1

However, this is probably only the case if the task to be delegated can also be performed
manually; a task that one cannot perform oneself, such as performing surgery on oneself,
requires the delegation of both control and responsibility to someone else, in this example
a surgeon.
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Confidence is considered as an expectation that is based on definite evidence or logical
operations on definite evidence, whereas trust is based on partial evidence. Faith lies in the
continuum’s other extreme: it is an expectation that is based on a complete lack of
evidence. Lewis and Weigert (1985) argued that trust involves a leap of faith, contrary to
confidence. Furthermore, they argued that trust can either be cognitive- or emotion-based
(cf. McAllister, 1995). Whereas integrity, goodwill, value congruence may feed the
emotion-based side, competence can be seen as a cognitive cue for trust (for an overview of
cognitive and emotional cues, see Dunn, 2000).
Central to some of the ideas mentioned above is the contention that the difference
between trust in humans and non-humans lies in the attribution of concepts as traits,
reasons, intentions, and values to the entity-to-be-trusted. Lerch and Prietula (1989), who
found that the same advice was trusted more when it was given by a human expert rather
than a computer or a human novice, argued that this phenomenon was caused by users'
attributing a trait as dependability to human experts, but not to human novices and expert
systems. In a similar vein, Lewandowsky et al. (2000) argued that trust between humans
and automation is asymmetrical, because people may not be willing to attribute values,
motivation, and personal goals to machines. Although Earle et al. (2002) did not exclude
the possibility that people may take certain objects to be agents, their distinction between
confidence and trust appears to favour a similar distinction between trust in other humans
and trust in non-human entities based on the inference of agency; given sufficient
interaction, people attribute agency (value similarity, intentions, reasons) to other people,
but likely not to systems; system trust will probably not go beyond mere prediction of
behaviour from objective evidence, such as perceived causes.
However, empirical evidence has yet to show that the attribution of concepts as values,
intentions, or goals allows for a valid distinction between system trust and interpersonal
trust. One could argue that the development of system trust to the point where such
attributions are made is a mere matter of interaction duration and complexity. Rempel et
al. (1985) argued that the level of dependability is reached only after the trustor has
observed a sufficient amount of predictable behaviour; as such, interpersonal trust is
assumed to develop from observation of objective information (the other's behaviour) to a
stage in which attributions are made, i.e., dependability. In light of this notion, the
contention that trust in systems seems to be based on different information than trust in
humans, as implied by Earle et al. (2002), may not necessarily stem from conceptual
differences, but rather from differences in developmental stages. In other words, system
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trust may indeed be based on different information, but perhaps only because it has not yet
had the opportunity to evolve into the same developmental stage as interpersonal trust. Not
only may our interactions with system be less frequent than those with other people, trustrelevant information may also be more available in social interaction than in human-system
interactions (for a discussion, see Ronald & Sipper, 2001). Both differences in the
frequency of interactions as well as the amount of trust-relevant information available per
interaction may cause system trust to progress more slowly through Rempel et al.'s
developmental stages than interpersonal trust. Given sufficient time and interaction, system
trust too may become based on trait inference. The development of system trust, therefore,
should be allowed sufficient time to develop, before possible conceptual differences with
trust in humans can be established.
In addition, perceptions of causes, as a proposed antecedent of confidence rather than
trust (Earle et al., 2002), can likely only be made when the system's inner working are
relatively straightforward; systems that are considerably more complex, such as a chess
computer, may make it hard, if not impossible, for a user to establish cause-and-effect
relations. Causes being obscured, users may turn to more intuitive information, and may be
less reluctant to attribute traits as dependability and competence, and agency to the system,
thus transcending Rempel et al.'s (1985) stage of predictability. The fact that most people
are aware that systems cannot actually hold traits, values or intentions in the same way
humans do, is by no means detrimental to this conclusion. In fact, this is in keeping with
Dennett's (1987) idea of the intentional stance. Dennett argued that behaviour of not only
other people, but also complex artefacts such as chess computers, could be predicted and
interpreted vastly easier when these entities are treated as rational agents. Hence, this
stance is frequently adopted with regard to systems. Additionally, research by Nass and
Moon (2000) clearly indicates that their participants mindlessly applied social rules and
expectations to computers, although every single one of them articulated awareness that a
computer is not a person, and does not warrant attributions or treatment as such. For
instance, after exposure to a social category cue (i.e., the computer agent had either a
Korean or a Caucasian video face), persons with the same ethnical background perceived
the agent to be more attractive, persuasive, intelligent, and trustworthy than participants
with a different ethnicity, just as they would if the agent had been human. In fact, the
social category cue caused them to overuse human social categories by applying them to a
computer. As Nass and Moon put it, "Once categorized as an ethnically marked social
actor, human or nonhuman was no longer an issue" (2000; p. 86).
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Additionally, Earle et al.'s (2002) views imply that confidence is based on more
information than trust, analogous to Numan's evidential continuum. Indeed, value
similarity can be perceived in others based on a mere cue, such as membership of the same
social group (for instance, see Lipshitz, Gilad, & Suleiman, 2001), whereas competence
can be based on past performance. Competence, however, can also be based on cues, such
as professional qualifications, as Zucker argued (1986); as such, competence does not
need behavioural input. Similarly, people may regard a certain program as highly
competent, based on past performances, and transfer this judgement of competence to
other, unknown, programs of the same software developer or the same interface design. As
such, the brand name or interface has simply become a cue for competence, allowing for
trust to occur. In fact, brand loyalty may well be based on this principle; having driven a
particular car brand for years, the perceived reliability of that car may be applied to a new
car of the same brand.
Besides, value similarity as a basis for trust may not be restricted to interpersonal
relationships. Similar phenomena can be found outside this context. It may, for instance,
be comparable to selectivity, a principle thought to underlie trust in media, as some media
researchers argue (Kohring & Kastenholz, 2000). Thus, one may trust the content of a
particular paper because its perceived social or political stance, which becomes apparent
from the selection of and reporting on news items, matches one's own.
With most systems, the trust a user has in it could reasonably be labelled competence,
i.e., an expectation of "competent role performance" (Barber, 1983). In other words, most
of these systems will not invoke the user to attribute such concepts as agency, intention, or
values to it. That does not mean that system trust should, therefore, be considered a
special case of confidence; as was argued in the above, systems that are highly complex
may actually very well cause users to attribute such concepts to the system. Additionally,
the lower frequencies with which users interact with systems compared to fellow humans
may also influence whether trust is based on past behaviour or on attributions of any kind.
Indeed, system trust probably does not depend solely on whatever information becomes
available from past behaviours; it may also find root in simple cues, similar to group
membership in value similarity. In fact, it was explicitly argued by Zucker (1986) that
competence can be based on cues as professional qualifications.
In sum, system trust does not necessarily rely on more and objectified information, or
solely on past behaviour, but may also be based on simple cues, and, possibly, on inferred
agency, intentions or values, analogous to trust in a social context. Thus, the only
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difference between trust in human-system interactions and that in interpersonal interactions
may well be the actual balance between perceptions of competence, on the one hand, and
perceived agency, values, or intentions, on the other; perhaps, trust in human actors may
put more emphasis on the latter, while also incorporating the former, whereas with trust in
systems this may be the other way around. Therefore, willingness to rely on the advice or
help of a system is not necessarily a matter of mere confidence; rather, interactions with
systems may involve both confidence and trust. No formal distinction between trust neither
in humans and non-humans, nor between trust and confidence will, therefore, be made in
this dissertation. The term trust will be preferred over confidence; however, preferred
terminology of cited authors will be followed.
1.2.6

Trust and information

A trusting person, Yamagishi and Yamagishi noted, "… overestimates the benignity of
the partner's intentions beyond the level warranted by the prudent assessment of the
available information" (Yamagishi & Yamagishi, 1994; p. 136). In other words, trust
involves the judgemental implications of insufficient information to be overestimated in
order to reduce uncertainty. Clearly, trust is not blind; trust requires whatever information
is available in order to evolve. Whereas Rempel et al. (1985) focused exclusively on
observed behaviour as a source of information, Barber (1983) specifically noted the
possibility that trust-relevant information can be obtained through other channels as well,
an idea that was picked up by researchers as Muir (1987), and Lee and Moray (1992).
Following Barber's ideas, they incorporated the system's designer and his assumed motives
and intentions in system trust theory.
The view that both direct as well as indirect information can influence system trust, was
further elaborated on by Numan (1998; also see Arion et al., 1994). Similar to other
researchers, they considered the information obtained by direct experiences as first-hand
knowledge about what the system is good at and what not, allowing for assessments of
consistency of performance, or predictability (cf. Zuboff's (1988) "trial-and-error
experience", Lee & Moray's (1992) "performance" and Rempel et al.'s (1985)
"predictability", for instance). In turn, this may lead to more profound insight in the
system's inner workings (comparable to, for instance, Zuboff's (1988) "understanding",
Lee & Moray's (1992) "process" and Rempel et al.'s (1985) "dependability").
Additionally, Numan proposed that trust can be based on observing someone else
interacting with a system. Behaviours that may be interpreted as trusting behaviour may
induce the observer to conclude that the system is trustworthy. Likewise, one could base
trust upon "second-hand experiences", i.e. the experiences of others, in the form of
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recommendations, or reported interactions with a system. Corritore, Kracher, and
Wiedenbeck's (2003) model also goes beyond mere direct experience as an antecedent of
trust; in addition to prior experience with the object, this model also acknowledges the
potential importance of indirect information such as of seals of approval, which can be
considered recommendations by independent, trustworthy third parties, and reputation. In
e-commerce, reputation systems are used to provide information, obtained from external
persons or group of persons, that substitutes a personal history of past experiences with a
specific partner, helping users to judge the risk associated with a transaction or the value of
information from a particular source (Corritore, Kracher, & Wiedenbeck, 2003;
Standifird, 2001; for studies on the role of indirect information in different domains, e.g.,
see Meijnders, Midden, Kohring, Olofsson, Öhman, Matthes, Gutteling, & Rusanen,
2004; Briggs, Burford, De Angeli, & Lynch, 2002).
Interestingly, the type of information that is available to build trust depends on the
experience of the user. Whereas experienced users may have an extensive body of
interaction experiences at their disposal to build trust on, novice users, by definition, do
not.
According to some theorists, however, such a lack of prior interactions implies that
initial trust is low (for instance, see Blau, 1964; Rempel, Holmes, & Zanna, 1985),
which would provide a major obstacle in the way of adoption of e-commerce or acceptance
of system advice. After all, deciding to engage in interaction with an unknown e-commerce
company requires high levels of initial trust to reduce uncertainty. As McKnight,
Choudhury, and Kacmar (2002; also see Berg, Dickhaut, & McCabe, 1995) argued,
however, the mere fact that a potential consumer has not yet had any interaction with an
on-line vendor does not necessarily mean that initial trust is low. In initial relationships,
McKnight et al. argued, people may use whatever information is available; as such, initial
trust can be influenced by a host of factors, such as perceived website quality, reputation,
third party endorsements, e.g. by a professional medical association in case of a medical
website, but also on an individual's propensity to trust others (McKnight et al., 1998). In
addition, McKnight noted the importance of institution-based trust, which refers to a belief
in technical and legal structures upholding proper on-line conduct (2002; however, see
Yamagishi & Yamagishi's (1994) "assurance"). If such information yields sufficient initial
trust, a first-time consumer may be persuaded to engage in a transaction (also see
McKnight, Cummings, & Chervany, 1998, in the context of organisational relationships).
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When it comes to systems, novice users may resort to extensive evaluations reported in
consumers' magazines in order to assess the system at hand. Additionally, friends
presumably are likely sources of such information, which can be conveyed in the shape of
recommendations, or through displaying trusting behaviour. Experienced users, on the
other hand, have gone through Luhmann's continuous feedback loop (Luhmann, 1979),
which holds that the trustee's behaviour is continuously monitored, each positive experience
causing an increase of trust, and each negative experience a decrease. They may also have
received recommendations from friends, or have observed them in trusting interaction with
the system, but may not incorporate it in an assessment, and use first-hand information
instead.
In conclusion, which types of information a user uses to make an assessment of trust
presumably depends on the user's level of experience with the system at hand. Novice users
have no other option than to use indirect information, whereas experienced users may have
both indirect and direct information at their disposal. To fully understand trust formation
in users, both novice and expert, therefore requires the consideration of both types of
information. Up to date, however, system trust research has focused mainly on error
feedback as a type of direct information. Although several researchers, as discussed in the
above, have proposed a potential role for indirect information, it has been largely neglected
in experimental studies. Even less is known about the interaction of direct and indirect
information, which is could be of importance for experienced users. To fill in these blanks
in system trust formation, the experiments presented here target the influence of both direct
and indirect experiences on system trust, both separately and in combination with each
other.
1.3
1.3.1

The present research
Definition of system trust

As was discussed in previous sections, system trust plays a role when a trustor, the
user, interacts with a trustee, the system; the necessary precondition is that this user-system
interaction takes place voluntarily. In addition, the incentive for the user to engage in
interaction with the system is the expected benefit from the outcomes of the task. The
actual outcome, however, is uncertain, due to a lack of sufficient evidence. The degree to
which the actual amount of evidence available can be called sufficient depends on the risk
involved; compared to situations of low risk, high-risk situations may require more evidence
for uncertainty to be reduced.
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In this dissertation, trust is considered a mental state. Specifically, system trust is
considered to be an expectation a user has about the system, that, when the system is
activated, it will perform a certain task that is beneficial for the user, in a situation in which
a lack of sufficient evidence causes the actual outcome of that task to be uncertain, in that
using the system can have both positive and negative consequences. In other words, an
element of risk should be present.
In this context, the term "system" is used to denominate automated, computer-based
systems (applications), notably decisions aids, and will henceforth be considered
synonymous with "automation"; "system trust" implies trust in one-on-one interactions
between users and such systems, and is treated as similar to interpersonal trust. It concerns
expectations about behaviour of a specific referent or trustee, i.e., the system, rather than a
diffuse group of others, such as the system's developers.
1.3.2

Research outline

A considerable number of studies have been conducted in this domain, which have
yielded important, and sometimes intriguing clues regarding trust in automation. They
have shown, for instance, that trust, in combination with self-confidence, is a better
predictor for control-allocating decision than trust alone (for instance, see Lee & Moray,
1992). As Lee & Moray argued, when trust in the system exceeds trust in one's own
abilities to perform that particular task manually, automatic mode will be selected.
Conversely, manual mode will be selected when trust in one's manual ability (selfconfidence) is highest. Others, like Riley (1996) and Lee (1992), have shown people to
be biased towards manual use. Typically, these studies employed outcome feedback, i.e.
messages concerning the occurrence of failures in system output, to manipulate trust.
In Chapter 2, an experiment is presented that targets direct information, i.e., one's own
experiences with the focal system, as a source for trust formation. Specifically, the effects of
outcome feedback on both system trust and self-confidence, and the subsequent choice for
manual or automatic operation mode, i.e. control allocation, will be examined. Different
from the previously mentioned studies, the direct experience participants gained in
operating both manual and automatic mode operation will be kept equal, to enable a better
insight into the mediating role of trust and self-confidence on control allocation, as well as
a possible bias for either of the two modes.
Chapter 3 describes two studies that focus on the influence on system trust of indirect
information, i.e., information that is not obtained by one's own previous interactions with
the system. Presumably, when no direct information is available, people will resort to the
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use of other sources to build trust, such as the satisfaction reported by either a minority or a
majority, i.e., consensus information, and more thorough evaluations by consumers'
magazines. Manipulations of the former, i.e., supplying participants with minority or
majority consensus information, constituted a cue for heuristic processing, whereas the
latter, manipulated as a positive or negative evaluation, provided a source of information
that requires more effortful processing. The judgements conveyed by these sources are
expected to influence system trust and, subsequently, control allocation.
Whereas the experiment described in Chapter 2 may be exemplary for situation in
which expert users interact with a system, and those in Chapter 3 may typify novel users,
the subsequent chapters are characteristic of users whose level of experience are somewhere
in-between.
Chapter 4 introduces the concept of process feedback as a type of direct information.
As opposed to outcome feedback, which concerns system advice that is either proven right
or wrong, process feedback entails the more subtle and oblique information that is obtained
from observing the system's functioning. In three experiments, process feedback is pitted
against consensus information, as used in Chapter 3. Experiment 1 aims to establish the
effects of process feedback by pitting its mere availability against the effectiveness of the
consensus cue. Experiments 2 and 3 attempt to uncover why process feedback influences
system trust and consensus cue effectiveness by examining the ease with which it allows
users to infer the system's inner workings. Experiment 2 targets process feedback
consistency, whereas Experiment 3 takes both process feedback consistency and face
validity into consideration.
It is assumed that process feedback consistency provides users with information that can
be used to build trust, by allowing them to form beliefs about the system's functioning.
Chapter 5 attempts to find further support for this notion, by uncovering the role of
motivation. To do so, an experiment is reported in which the presumed rule inference
process is manipulated by explicitly instructing participants to find out how the system
operates. The effects of the consensus cue and the rule inference instruction on system trust
and control allocation are examined.
Finally, the results of the research presented in this thesis will be reviewed in Chapter
6. Limitations and suggestions for further research will subsequently be discussed.
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Chapter 2: The effects of direct
experience on system trust, selfconfidence, and the allocation of control1
2.1

Introduction

When computers and computer software are discussed, the issue of uncertainty is often
raised. Apparently, people feel ill at ease using software, especially when it is intended to
make decisions for them and there is something at stake. Often, the cause seems to be a
lack of knowledge about the application that causes users to feel uncertain about the
outcome of the task at hand. People thinking about buying a book on the Internet, for
instance, may have serious security and privacy concerns: third parties may eavesdrop
during the transmission and copy confidential information, stored information such as a
credit card number may be illegally accessed either by hackers or e-company employees,
and personal information may be sold to other companies (for an overview of barriers for
electronic transactions, see Egger, 2003). It is not unlikely that such feelings of uncertainty
may cause someone to decide not to engage in an Internet transaction, and to buy the
product in a conventional store instead. As was argued in Chapter 1, however, trust is
considered to be a mechanism to reduce such feelings of uncertainty (Luhmann, 1979).
Therefore, if the level of trust, e.g., in the safety precautions or privacy policy of the ecommerce company, is sufficiently high, the user may decide to purchase an item by
Internet after all.
One factor influencing trust is direct experience. Direct experience is gained by actually
interacting with the system, and may yield information about the system’s behaviour over
time. Repeatedly yielding satisfactory output, the system may be perceived as predictable,
consistent and stable, thus enabling users to anticipate future system behaviour (e.g., see
Lee & Moray, 1992; Zuboff, 1988; cf. Rempel, Holmes, & Zanna, 1985, in the context
of interpersonal trust). As Luhmann (1979) argued, trust constitutes a continuous
feedback loop. More specifically, there is an object at which trust is directed, the referee or

1

This chapter is based on De Vries, Midden, and Bouwhuis (2003).
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trustee, and this object provides feedback on the basis of which trust might be built up or
broken down. So, in terms of interpersonal trust, a trusted person’s behaviour may be
closely watched by the “trustor” to see if the trust placed in the trustee was justified. If the
trustee performs according to the trustor’s expectations trust may be maintained or
increased; not living up to expectations will result in a breakdown of trust (Altman &
Taylor, 1973; Kohring & Kastenholz, 2000; Rubin, 1973; cf. Strickland, 1958),
possibly to the extent that trust is replaced by distrust. Thus, someone who has decided to
follow the advice of a route planner may come to the conclusion that the destination was
reached in time, and that the system's advice was correct. This may increase trust, and,
hence, the likelihood that future advice will be followed as well. Unexpectedly running into
a traffic jam, causing the travel time to exceed the time that was predicted by the system,
may result in a decrease of trust and, thus, an increase of the likelihood that future advice
will be discarded.
2.1.1

System trust, self-confidence and automation use

Several researchers have recognised the role of trust on the use of automation
(Sheridan & Hennessy, 1984, among others; Lewandowsky, Mundy, & Tan, 2000;
Muir, 1988; Moray, Inagaki, & Itoh, 2000; Lee & Moray, 1992). A user’s decision to
either take manual control or let a process be governed by automation depends on the
amount of trust he or she has in the automated system; when trust is low, users are more
likely to perform a task manually compared to when trust in automation is high.
Consequently, as Muir (1987) argued, trust may be a critical factor in the design of such
systems. After all, overly trusting automation (mistrust) may cause people to use it
inappropriately, allowing it to perform functions that would be performed better manually.
On the other hand, not trusting a system (distrust), no matter how intelligent it may be,
may lead to rejection of that system, and thus its potential benefits concerning system
performance will be lost (Muir, 1987).
In the first laboratory-based study in this field, Muir (1989) had participants operate a
milk pasteurisation plant, parts of which could run in both automatic and manual mode.
She managed to demonstrate a strong correspondence between automation accuracy on the
one hand, and changes in users’ trust in automation and their decisions concerning the
allocation of control on the other: when automation turned faulty, both system trust and
automation use diminished.
However, others have argued that the relation between trust and the willingness to rely
on automation is influenced by an additional variable, namely the trust people have in their
abilities to perform the task at hand themselves, labelled self-confidence (Lee & Moray,

- 20 -

1992; Lee & Moray, 1994; Riley, 1996). Kantowitz et al. (1997), for example, studied
the acceptance of advice from an Advanced Traveller Information System (ATIS) in
route-selecting tasks on the Battelle Route Guidance Simulator. While trying to find the
fastest routes and avoid heavy traffic, participants could purchase ATIS information.
Failure to avoid heavy traffic resulted in a reduction of the bonus that participants received
each trial. In the first study reported, Kantowitz et al. (1997) found that harmful
unreliable information (ATIS reported light traffic ahead, when actually heavy) decreased
trust, causing self-confidence to exceed trust, but not the harmless unreliable information
(reported traffic was heavy, when actually light). Subsequently, they compared information
reliability levels of 100 %, 71 %, and 43 % in familiar versus unfamiliar environments.
They found that drivers' ratings of trust in the ATIS was decreased by unreliable
information, especially by 43 % reliable information, but that it recovered when reliable
information was received. For drivers in a familiar environment, who received information
that was only 43 % accurate, self-confidence was shown to exceed trust. Kantowitz et al.
(1997) suggested that in situation where self-confidence exceeds trust, drivers would prefer
their own solutions and ignore advice provided by the ATIS, especially when the
environment is familiar.
Using a orange juice pasteurisation plant, derived from Muir’s (1989), Lee and
Moray’s (1994) experiments provided evidence that the occurrence of errors changes selfconfidence and trust, which subsequently influences operators’ control-allocating decisions.
Lee and Moray (1994) concluded that people use automatic control when trust exceeds
self-confidence. Contrarily, when trust in one’s own abilities exceeds trust in automation,
users are more likely to abstain from using automatic mode. In addition, it became evident
that operators preferred either complete manual or automatic control, and displayed a
reluctance to change allocation strategy, even when trust and self-confidence changed.
Finally, a general predisposition for manual control became evident, indicating a possible
user bias to distrust unfamiliar automation (see also Sheridan & Hennessy, 1984).
2.1.2

Imbalance of experiences

Although Lee and Moray’s (1994) participants apparently based at least their initial
control-allocating decision on which mode they trusted most, they also displayed a
reluctance to change modes once that initial decision was made, regardless of changes in
trust and self-confidence levels. In other words, their participants largely continued to use
the mode of control they had chosen in the first trial.
A possible explanation for this phenomenon may lie in an imbalance of experiences.
For instance, high system trust may have influenced participants to select automatic mode
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repeatedly. The experience with automatic mode thus gained may allow system trust to be
built up. At the same time, however, no experience with manual mode is gained to build
trust in one’s own abilities. Thus, the difference between self-confidence and system trust
may increase, causing participants to become more reluctant to switch to manual mode in
the trials to come. Lee and Moray (1994) did incorporate practice trials in their
experiments, allowing participants to get acquainted with manual and automatic mode on
ten alternate trials in the first hour of the experiment; afterwards, however, the free trials
ran for five more hours, thus outweighing the practice trials. In other words, the design of
these experiments did not exclude a possible imbalance of experiences. As such,
participants may have received sufficient information to allow for a sound judgement
regarding one mode, but, consequently, virtually no information about the other, which
may explain why participants were reluctant to change control modes.
2.1.3

The present study

This experiment was designed to study trust in the domain of route planning. In order
to shed more light on the previously mentioned preference of manual control over
automatic control, Lee and Moray’s (1994) experiment was extended to maintain a higher
degree of experimental control. First, participants had to complete a total of 26 routeplanning trials using a computer-based program. In the first 20 trials participants
familiarised themselves with both the manual and the automatic mode. During these socalled fixed trials, they encountered systematically varied numbers of failures in automatic
as well as in manual mode. During the final six trials participants were free to choose
modes; the number of times automatic mode was selected in these six trials constituted the
main dependent variable.
One fundamental difference with previously discussed experiments is that the number
of practice trials exceeded the number of free trials. In the practice trials, participants were
required to complete ten trials manually, and ten automatically, ensuring that they would
become equally experienced in both manual and automatic mode before they started
completing the free trials. Thus, a possible imbalance of experiences would be avoided.
Additionally, automation failure rates were pitted against manual failure rates. It was
expected that if a fundamental preference for manual mode would manifest itself, this
would become overt in the conditions where failure rates in manual mode matched
automatic mode.
Finally, during all 26 trials participants had to stake bets on the outcome of each trial
(i.e., a route turned out either faster or slower than a certain criterion); the credits
accumulated over 26 trials supposedly determined the amount of money participants
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received in return for their participation. Not only did this introduce the necessary element
of risk into the experiment, the number of credits they staked was also used as a measure of
trust, either in the automated route planner or in their own route-planning abilities.
Contrary to the trust ratings, which were included to measure trust as a mental state, the
number of credits staked constituted a consequence of that trust, i.e., trusting behaviour.
Confronting participants with choices that have consequences in terms of monetary rewards
is widely used in research involving trust games (Bacharach & Gambetta, 2001). In an
experiment conducted by Berg, Dickhaut and McCabe (1995), for instance, participants
were divided over two rooms, and those in room A received a show-up fee of $ 10. They
subsequently had to decide how much of this money to send to the participant in room B;
each dollar sent, they were told, would be tripled. Participants in room B subsequently
decided how much of the tripled money they would return to the participant in room A.
The credits-staking procedure is largely similar to this procedure. At the start of each trial,
participants were given 10 credits; subsequently, they had to decide whether to keep the
entire sum, or to attempt to gain more by staking any number of credits. By staking credits,
they ran the risk of losing it altogether, or doubling it. Analogous to Berg et al.'s study and
trust games research in general, the number of credits that participants are willing to stake
can be considered as a reflection of their trust in the system, with few staked credits
indicating low trust, and many credits implying high trust.
It was expected that automation reliability during the first 20 trials would influence
automation use in the final six trials. More specifically, when automation has a high failure
rate, i.e., automation failure rate (AFR) is high compared to manual failure rate (MFR),
people will use it to a lesser extent. Likewise, a MFR exceeding AFR was expected to
increase people’s use of automatic mode. What would happen when MFR and AFR are
equally high, or low, was not entirely clear. As discussed in previous sections, earlier
findings have indicated that participants are biased towards the use of manual mode (Lee
& Moray, 1994). However, the decision to use automation in completing a route-planning
task may also be influenced by the fact that using automation saves effort. In other words,
because the automatic mode allows participants to come up with a route with just one click
of a button, they may abstain from using the more effortful manual mode.
Finally, the relation between failure rates and control allocation was expected to be
mediated by trust: a higher AFR will cause a decrease in system trust, which, in turn, will
influence participants to select automatic mode less often. Likewise, a higher MFR
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presumably causes a decrease in the trust that participants have in their own routeplanning abilities, which, in turn, will cause them to select automatic mode more often.
2.2
2.2.1

Method
Participants and design

Ninety-six undergraduate students at Eindhoven University of Technology took part in
this experiment in return for a payment of Dfl. 7.50 (approximately US$ 3,-). They were
randomly assigned to the cells of a 2 (Automation Failure Rate: low versus high) * 2
(Manual Failure Rate: low versus high) between-participants design.
2.2.2

Procedure

On arrival at the laboratory, participants were seated in separate cubicles, where the
experiment was run on computers. First, all participants were instructed to carefully read
the instruction before starting the route planning program. From the instruction they
learned that they would participate in research concerning the way people deal with
complex systems. Specifically, they would have to interact with a route planner capable of
determining an optimal route by estimating the effects of a vast number of factors, ranging
from simple ones, like obstructions and one-way roads, to more complex ones, such as
(rush-hour) traffic patterns. Furthermore, they were told that the computer had a database
at its disposal, containing route information based on the reported long-term city traffic
experiences of ambulance personnel and policemen from that city. These experiences
supposedly constituted a reliable set of optimal routes, against which both manually and
automatically planned routes could be compared and subsequently scored. Thus, the route
planning capability of both human and machine could be validated.
During the experiment, a city map was shown on the screen (see Figure 2.1). Twentysix times participants were requested to come up with the quickest possible route from a
square positioned on the map, indicating a starting point, to a circle elsewhere on the map,
indicating a destination; the locations of the starting points and destinations differed
between trials. In principle, the program comprised both a manual and an automatic
planning mode. The manual mode required participants to indicate the route they thought
was quickest by clicking each crossing encountered between start and finish, while the
automatic mode could be used to generate a route by just one push of a button.
In order to allow participants to gain an equal amount of experience with both control
modes, the first 20 trials were fixed. Ten of these trials (in blocks of five) had to be done
manually, the other ten were to be executed automatically. The order in which both modes
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were to be used was counterbalanced: participants started the 20 route-planning trials
either with a set of five manual trials or with five automatic trials.

Figure 2.1: Screen capture of the route planner program used in this study; labels are translated
from Dutch

Failures in manual and automatic mode were administered during the first 20 routeplanning trials. After comparison with the reported routes database mentioned earlier,
manually or automatically planned routes supposedly turned out as either “fast” or “slow”.
While in automatic mode participants in the Low Automation Failure Rate condition
experienced failures (i.e., “slow” routes) at a rate of one in five trials. In the High
Automation Failure Rate condition this amounted to three failures in five trials. Likewise,
participants in the Low Manual Failure Rate condition experienced one failure in five
manually completed trials, and three out of five in the High Manual Failure Rate
condition. Feedback regarding the quality of the routes was given after each route planning
trial. No information as to why a route was fast or slow was given, however, to ensure that
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participants formed trust in the absence of sufficient information. In the final six trials
participants could choose whether they wanted to plan routes manually or automatically. In
order to create the possibility of detecting a possible recovery of participants’ trust in their
own or the system’s route planning capability, these trials were devoid of failures,
regardless of the selected control mode.
Two countermeasures were taken to discourage participants from selecting automatic
mode out of mere convenience. First, care was taken to ensure that automatic routes were
generated at approximately the same speed as manual routes. Thus, on average, the time
needed to obtain an automatically generated route did not differ from the time it took to
plan a route manually. Presumably, this would eliminate the duration factor as an
incentive to choose automatic mode. Secondly, the experiment was designed so that a
certain risk was associated with control allocation. Per route planning trial, participants
received ten credits, which, either entirely or partially, could be put at stake in a bet.
Directly after a route was indicated on the map and a control mode was chosen, a dialogue
box would appear on the screen, asking participants to enter any number of the ten credits
allotted per trial as stakes. When an either manually or automatically generated route, after
comparison with the database with reported routes, was judged slower, participants lost the
indicated number of credits; a quicker route resulted in a doubling of the indicated credits.
The number of credits participants accumulated was updated after each trial, and was
visible on the screen throughout the experiment; they were told that the actual amount of
money they would receive in return for participating would depend on this sum of
revenues. Moreover, it was assumed that the number of staked credits would prove to be
an accurate measure of trust. After all, high stakes indicate equally high levels of trust that
the system would not betray participants’ expectations regarding its performance.
Consequently, the average number of credits staked in manual trials was used a s an
indicator of the trust participants have in their own route-planning abilities (selfconfidence), whereas the average number of credits staked in automatic trials represented
trust in automated route-planning (system trust).
After completion of all 26 route-planning trials, participants were required to rate the
extent to which they trusted both the system and their own abilities on 7-point scales,
ranging from “very little” to “very much”. Thus, self-reports of trust and self-confidence
were obtained, in addition to the behavioural measures.
Finally, participants were debriefed, thanked and paid. However, as the program gave
only bogus feedback, the accumulated credits depended largely on the condition
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participants were assigned to. Therefore, all participants were rewarded equally with Dfl.
7.50 (approximately US$ 3,-).
2.3

Results

Due to counterbalancing, participants could start the 20 trials either with five manual
trials or with five automatic trials. In some of the following analyses, this variable, labelled
“Order”, produced significant effects on the dependent variables. Therefore, Order was
inserted as an independent variable in all analyses, despite the absence of a specific
hypothesis relating to the effects of this variable. The variable Order is dichotomous, as the
first five trials could either be automatic (i.e. Order equals 1) or manual (Order equals 2).
2.3.1

Control allocation

The number of times automatic mode was selected during the six free trials was
averaged and subjected to an ANOVA. Table 2.1 shows these average levels of control
allocation.
The analysis did not reveal a significant effect of Order, F (1, 88) = 0.05, ns. As was
expected, a significant main effect of Automation Failure Rate was found: participants
who experienced a low failure rate in automatic mode chose automatic mode more often
than did participants in the high failure rate condition, M = 3.09 versus M = 1.55, F (1,
88) = 18.5, p < 0.01. However, the main effect of MFR was smaller and only
marginally significant, M = 2.00 versus M = 2.63, F (1, 88) = 3.0, p < 0.09. The
interaction between AFR and MFR remained non-significant, F (1, 88) = 0.37, ns.
Table 2.1: Average number of times automation was selected (maximum of six) and
standard deviations as a function of failure rates in manual and automatic mode
Manual Failure Rate
Low
High
Total
Automation Failure Rate
M
SD
M
SD
M
SD
Low
2.88
1.83
3.29
2.05
3.09 1.93
High
1.13
1.23
1.96
1.49
1.55 1.41
Total
2.00
1.77
2.63
1.90
2.31 1.85

2.3.2

Trust and self-confidence as indicated by staked credits

Ten of the first 20 routes had to planned manually and another ten automatically.
During each of these trials, a variable number of credits could be staked. Averaging the
number of credits staked in the automatic trials, and pitting them against the
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manipulations, yielded the pattern displayed in Table 2.2. No significant main effect of
Order was found, F (1, 88) < 0.1, ns.
Table 2.2 shows that a higher failure rate in automatic route planning corresponds
with a lower average number of credits staked, M = 5.37, versus M = 6.28 when AFR
was low. This difference proved to be significant, F (1, 88) = 5.5, p < 0.02. The main
effect of MFR was marginally significant, F (1, 88) = 3.8, p < 0.06.
Table 2.2: Average number of credits staked in ten automatic trials
deviations as a function of failure rates in manual and automatic mode
Manual Failure Rate
Low
High
Automation Failure Rate
M
SD
M
SD
Low
6.04
1.81
6.52
2.17
High
4.84
1.82
5.89
1.97
Total
5.44
1.89
6.21
2.07

and standard

Total
M
SD
6.28 1.99
5.37 1.95
5.82 2.01

Table 2.3 shows the pattern of results that emerged after averaging the number of
credits staked in the manual trials, and pitting them against the manipulations.
Table 2.3: Average number of credits staked in ten manual trials
deviations as a function of failure rates in manual and automatic mode
Manual Failure Rate
Low
High
Automation Failure Rate
M
SD
M
SD
Low
6.66
1.69
6.18
2.19
High
6.40
1.49
6.81
1.59
Total
6.53
1.58
6.49
1.92

and standard

Total
M
SD
6.42 1.95
6.61 1.54
6.51 1.75

As can be seen in Table 2.3, manipulations in manual failure rates did not result in a
difference in credits staked, M = 6.53 versus M = 6.49. Indeed, an ANOVA revealed
the main effect of MFR to be non-significant, F (1, 88) < 0.1, ns. Not surprisingly, the
main effect of AFR did not reach significance either, F (1,88) = 0.2, ns. However, a
marginally significant main effect of Order was found, F (1, 88) = 2.9, p < 0.09.
The data displayed in both tables show that the overall average number of credits
staked in manual mode exceeded the average staked in automatic mode, M = 6.51 versus
M = 5.82; a t-test revealed that this difference was significant, t (95) = 4.5, p < 0.01.
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2.3.3

Trust and self-confidence ratings

Table 2.4 shows the average ratings of system trust. No effect of Order was found on
these ratings, F (1, 88) = 0.9, ns.
Table 2.4: Average ratings of system trust, taken on a 7-point scale, and standard
deviations as a function of failure rates in manual and automatic mode; higher scores
indicate higher levels of trust
Manual Failure Rate
Low
High
Total
Automation Failure Rate
M
SD
M
SD
M
SD
Low
5.00
1.56
4.58
1.35
4.79 1.46
High
2.79
1.14
3.83
1.20
3.31 1.27
Total
3.90
1.75
4.21
1.32
4.05 1.55

5.5

System Trust

5
4.5
4

Low Manual Failure Rate

3.5

High Manual Failure Rate

3
2.5
Low

High

Automation Failure Rate

Figure 2.2: Average ratings of system trust, taken on 7-point scales, as a function
of failure rates in manual and automatic mode; higher scores indicate higher levels of
trust

As can be seen in Table 2.4, manipulations in manual failure rates resulted in a slight
difference in ratings of system trust. As expected, an ANOVA revealed this main effect of
MFR to be non-significant, F (1, 88) = 1.3, ns. The main effect of AFR, however, did
reach significance, F (1,8 8) = 28.3, p < 0.01, indicating that participants reported
higher levels of trust when AFR was low than when it was high. Furthermore, a significant
interaction was found, F (1, 88) = 6.4, p < 0.02, indicating that the effect of AFR was
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most pronounced when MFR was low (see Figure 2.2 for a graphical representation of
the interaction).
The ratings of system trust and the number of credits staked in automatic mode
correlated significantly, r = 0.35, p < 0.01.
Table 2.5 shows the ratings of self-confidence. The values of the self-confidence ratings
were considerably higher than those of system trust (M = 5.04 for self-confidence, versus
M = 4.05 for system trust), and, contrary to trust ratings, were only affected by
manipulations of manual failure rates. In the High MFR condition, the values of the selfconfidence ratings were lower than in the Low MFR condition, F (1, 88) = 9.4, p <
0.01. No significant effects of AFR, Order, nor an interaction between MFR and AFR
were found, all F’s < 1.
Table 2.5: Average ratings of self-confidence, taken on a 7-point scale,
deviations as a function of failure rates in manual and automatic mode;
indicate higher levels of self-confidence
Manual Failure Rate
Low
High
Automation Failure Rate
M
SD
M
SD
Low
5.37
1.06
4.46
1.72
High
5.58
1.18
4.75
1.29
Total
5.48
1.11
4.60
1.51

and standard
higher scores

Total
M
SD
4.92 1.49
5.17 1.29
5.04 1.39

A comparison of the total averages in these tables suggest that self-confidence ratings
were higher than ratings of system trust, M = 5.04 versus M = 4.05; a t-test showed this
difference to be significant, t (95) = 4.1, p < 0.01.
The two measures of self-confidence, i.e. the number of credits staked in manual mode,
and ratings of self-confidence correlated significantly, r = 0.36, p < 0.01.
2.3.4

Trust and self-confidence as mediating variables

To investigate whether the relation between failure rates and control allocation is
mediated by system trust and self-confidence, separate mediation analyses, following the
procedure recommended by Baron & Kenny (1986), were performed for system trust and
self-confidence.
The results of the analysis regarding system trust were controlled for effects caused by
MFR, self-confidence and Order. Likewise, results regarding self-confidence were
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controlled for AFR, system trust and Order. The results of the mediation analyses are
displayed for system trust and self-confidence separately, in Figure 2.3 and Figure 2.4,
respectively.
**

ß = -0.39

AFR

Control
Allocation

*

ß = -0.21

AFR

**

**

ß = 0.40

ß = -0.48
*
**

Control
Allocation

System
Trust
p < 0.05
p < 0.01

Figure 2.3: Analysis of system trust as a mediator for the effect of
failures in automatic mode on control allocation

First, regressing system trust on AFR showed that variations in AFR significantly
accounted for variations in the presumed mediator system trust, t (95) = -5.3, p < 0.01.
Second, regressing control allocation on AFR showed the relation between these two
variables to be significant as well, t (95) = -4.4, p < 0.01.
Third, regressing control allocation on system trust and AFR yielded relations between
the dependent variable on the one hand, and system trust, t (95) = 4.0, p < 0.01, and
AFR, t (95) = -2.2, p = 0.03, on the other. As can be observed in Figure 2.3, inserting
system trust effectively lowered AFR regression coefficients. This would indicate
mediation, which was supported by a significant Sobel-test1 statistic: -3.0, p < 0.01.
The same procedure was followed for self-confidence (see Figure 2.4). This time,
however, the Sobel test yielded a marginally significant result, Sobel-test statistic = 1.8, p
= 0.07. Additionally, no significant relation between MFR and control allocation was
found, neither before nor after insertion of self-confidence as a potential mediator, t (95)
= 1.4, ns., and t (95) = 0.73, ns., respectively. Although variations in MFR were shown
1

Tests whether a mediator variable carries the influence of an independent variable to a
dependent variable.
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to significantly account for variations in self-confidence, t (95) = -3.2, p < 0.01, and selfconfidence for variations in control allocation, t (95) = -2.2, p = 0.03, mediation could,
therefore, not be proven (see Baron & Kenny, 1986).
ns

ß = 0.12

MFR

ns

ß = 0.06

MFR
**

*

not significant

Control
Allocation
*

ß = -0.31
ns

Control
Allocation

ß = -0.20
Selfconfidence

p < 0.05

**

p < 0.01

Figure 2.4: Analysis of self-confidence as a mediator for the effect of
failures in manual mode on control allocation

2.4

Discussion

This experiment successfully demonstrated the effects of direct experience on trust, selfconfidence, and the allocation of control. First, participants who experienced a low failure
rate in automatic mode chose automatic mode more often than did participants in the high
failure rate condition. A similar effect of failure rates in manual mode was observed:
people displayed a tendency to abstain from use of manual mode when the manual failure
rate in the fixed trials was high. Remarkably, this effect was far smaller than that of
automation failure rate, and only marginally significant. Second, these results complement
earlier findings by showing a strong preference for use of the manual mode; the number of
times automatic mode was selected hardly ever exceeded three (out of six), even when the
number of failures in automation was lower than the manual failure rate. Therefore, having
eliminated the possibility of imbalanced experiences, it can be concluded that these results
conform to those of Lee and Moray (1994) by pointing towards a more fundamental bias
to trust one’s own abilities more than the abilities of a system. Apparently, this bias is
strong enough to overcome participants’ possible motivation to select the less effortful
automatic mode. This fundamental bias also became evident from the staked credits and
trust and self-confidence ratings. The total average number of credits staked in the manual
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trials was shown to be significantly higher than the total average staked in automatic mode.
Similarly, ratings of self-confidence were shown to exceed ratings of system trust.
Arguably, this bias in participants' control allocation decisions was inspired by the fact
that they were somehow more familiar with planning routes manually. However, planning
routes manually is not likely to be done in the same fashion as in this experiment. Planning
a route manually in daily life mostly means taking out an old-fashioned paper map and
simply mark or memorise a route that seems adequate. In this experiment, manual
planning was done by clicking from crossing to crossing until the destination was reached,
which is unlikely to be a familiar procedure. It is, therefore, not likely that participants
preferred to use the manual planning mode in the laboratory simply because it resembled
manual planning at home.
Furthermore, manipulations of automation failure rates were shown to affect the
number of credits that were staked in each of the fixed automatic trials: participants who
had experienced a low failure rate staked more credits than did those who experienced a
high failure rate. Rather surprisingly, manipulations in manual failure rate had a
marginally significant effect on the number of credits staked in automatic mode. The stakes
in the fixed manual trials, however, showed no significant influences of manual and
automation failure rates, an effect strikingly resembling the aforementioned failure to
influence control allocation by means of manual failure rate manipulations.
System trust, furthermore, proved to mediate the effect of automation failure rates and
control allocation, which was in accordance with the hypothesis. However, the analyses
showed this mediation to be only partial; the significant relation between automation
failure rate and control allocation remaining after insertion of system trust as a mediator
could be attributed to the possibility that the full extent of system trust was not covered by
the trust measure. Failure feedback can, therefore, be concluded to exert an influence on
cognitive representations, i.e., trust, which in turn guides people’s decision allocate control
to the system. Mediation of self-confidence on the effect of manual failure rates and control
allocation could not be shown, however.
Besides providing support for earlier findings under more controlled circumstances,
these data also suggest these relationships to be of a more complex nature than previously
believed. As mentioned before, it became clear that manipulations in manual failure rate
somehow exerted an influence on trust in the automatic mode, contrary to expectations.
Being small, and only marginally significant, this effect could easily be dismissed as a
random occurrence. However, an alternative explanation is available. Apparently, high
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manual failure rates made participants aware that route planning in cities is indeed a
precarious affair, which, in turn, may have had a negative effect on trust in the automatic
mode. These data show that participants tended to use manual mode more often than the
automatic mode, suggesting higher levels of trust in themselves than in the system.
Consequently, participants may have reasoned that if manually planning a route is difficult
enough to result in numerous failures, it must be even less likely that the computer will
come up with successful routes. Apparently, one’s own performance constitutes a firm
frame of reference whenever the trustworthiness of a system needs to be assessed.
Forcing participants to use an equal number of manual and automatic trials in principle
allowed them to get a good idea of system performance and manual performance.
However, in real life people may not gain such balanced experiences. The bias for manual
mode discussed earlier, may cause users to gain far more experience with manually
planning a route, using a paper map, than with operating a route planner. As discussed in
the introduction, this imbalance of experience may further reduce the chance that the user
will switch from paper maps to computer-based route planning. This effect will be
enhanced if the route planner has produced sub optimal results in the recent past
(failures). In addition, users seem less susceptible to their own failures than for system
failures. In other words, one’s own sub optimal routes may easily be forgotten, whereas
automatically generated routes are kept in mind for a far longer time. Thus, the system’s
capabilities may become highly underestimated, which will reduce a user’s willingness to
rely on its advice.
The opposite effect, too much trust in systems leading to overreliance, however, has
also been found (Parasuraman & Riley, 1997). Especially when automation failures are
infrequent, users may initially grow to trust the system. Indeed, as Muir (1988) suggests,
overestimation of a system's predictability may occur if it behaves as expected in early trials.
If trust increases to excessive levels, this may cause users to rely uncritically on the system.
Thus, users may become unaware of the occurrence of failures. This effect, however, was
only found in professional settings with high workload, such as airliner cockpits, and it
remains to be seen whether users of everyday systems like route planners are also likely to
become overly reliant on automation.
In conclusion, the results of this experiment corroborated and extended those of Lee
and Moray (1994) and Muir (1989), provided further support for the idea that the
concepts of system trust and self-confidence are important for understanding automation
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use. Its results not only showed the difference between measures of trust and selfconfidence to be predictive of control allocation, they also suggested a fundamental bias to
trust one’s own abilities over those of the system. In this experiment, only direct
information, i.e. participants' own interaction experience, was used to influence system
trust and self-confidence. A question that remains unanswered, however, is how users form
trust when such direct information is not available, as is the case for novice users. As the
correct calibration of system trust is a necessity for optimising performance and user
satisfaction, further research into other roads leading to trust, such as indirect information,
is also essential.
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Chapter 3: The effect of indirect
information on system trust and control
allocation
3.1

Introduction

In April 2003, visitors of on-line bookstore Amazon.com were greeted with the
message that the retailer “…continues to show remarkably high levels of customer
satisfaction. With a score of 88 (up 5 %) [American Customer Satisfaction Index] it is
generating satisfaction at a level unheard of in the service industry…”. Information such as
this is commonly used in the world of e-commerce. On-line bookstores, for example, often
provide the possibility to check other readers’ satisfaction, not only with the product itself,
but also with the services provided by the affiliated bookstore to which customers are
directed following a query. In addition, previous customers’ satisfaction levels with both
book and affiliated bookstore are often summarised by displaying scores on 5-point scales.
Thus, on-line bookstores try to increase the likelihood that a visitor of the site will decide to
purchase a product. Although attempts to influence consumer behaviour using
recommendations and favourable messages are not uncommon in both the on-line and offline world, their potential role in users' reliance on system advice has not yet been
established. Since indirect information about a system seems especially relevant in the
absence of personal experience with it, in this chapter, the role of indirect information on
system trust and control allocation will be investigated.
Research in consumer behaviour has shown that recommendations or satisfaction
reported by others is highly influential in choosing between product alternatives. A survey
by Formisano, Olshavsky, and Tapp (1982; see also Aggarwal, 1998), for example,
suggested that most of the targeted consumers (as much as 75 percent), all of whom had
purchased a life insurance policy relatively recently, reported not to have engaged in any
prepurchase information acquisition about other insurers. Assuming that these consumers
did not already have such information available in long-term memory, Formisano et al.
concluded to have found strong support for their notion that the consumers’ choices were
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predominantly based on personal recommendations. The main source of such
recommendations in this case was the salesperson, although some respondents mentioned
other sources as well, such as parents, friends, and relatives.
The strong influence of the salespersons on consumers' choices found by Formisano et
al. (1982) could reasonably be attributed to the fact that they are considered to be experts.
One of the dual-process theories of information processing that have dealt with the impact
of perceived expertise on attitude change and persuasion is the Heuristic-Systematic
Model (Chen & Chaiken, 1999). The Heuristic-Systematic Model recognises the
importance of such information-processing short cuts known as heuristics (cf. the
Elaboration Likelihood Model, Petty & Wegener, 1999). Activation and application of
the heuristic "Expert's statements can be trusted" by cues in the appearance and behaviour
of the salesperson may cause people to give credence to his or her message, and rely on the
expert's advice. Another heuristic that may be employed when recommendations are
concerned, is the consensus heuristic, which implies that "consensus opinions are correct"
(Chen & Chaiken, 1999). The application of this heuristic causes people to believe those
opinions to be correct that are endorsed by a majority, in contrast to those endorsed by a
minority.
The judgemental impact of heuristics, such as the consensus or expert heuristic
activated by recommendations, depends on whether rather superficial processing of
information suffices in the situation at hand (cf. Chaiken, Liberman, & Eagly, 1989;
Petty & Cacioppo, 1986, among others), and on the availability of other information.
Indeed, people may also resort to methods that yield more extensive information if they are
willing to invest the effort associated with it. Before going out to buy an expensive stereo
set, for instance, people may consult a consumers' magazine featuring a thorough
evaluation of the latest types of sets and brands available on the market, whereas buying a
cheap portable set could have caused people to merely rely on a friend's advice. When
looking for books on the Internet, people may decide to proceed with one particular seller
after having compared the selection, price level and security policy of a number of
competing sites instead of using the first on-line store that comes to mind. Subsequently,
they may choose a book based on the favourable descriptions by people who have read it,
rather than on mere satisfaction summaries.
Often, however, there is another important factor involved besides mere
disappointment, namely trust.
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3.1.1

Cues and evaluations as a basis for system trust

On-line interactions, such as those involved in e-commerce, are especially characterised
by uncertainty. The exchange of the consumer's money and the requested good or service,
for example, do not necessarily occur simultaneously, which creates the opportunity for the
interaction partner to behave opportunistically by not fulfilling his or her part of the deal;
since the on-line seller will likely remain anonymous, this behaviour largely remains beyond
the control of the consumer (Grabner-Kräuter & Kaluscha, 2003). Therefore, if the
consumer does not trust the seller to be honest, he or she will be unlikely to order a product
on-line. The role of information, both direct and indirect, as a basis for trust has, therefore,
attracted serious attention from researchers and practitioners in the domain of e-commerce.
Reputation systems, for instance, have been argued provide important information;
obtained from external, independent persons, this information substitutes past experiences
with a specific partner, and may, thus, help users to overcome the uncertainty associated
with a transaction (Corritore, Kracher, & Wiedenbeck, 2003; Klang, 2001; Standifird,
2001). Whereas reputation systems provide detailed information about an actor's previous
interactions with others, other trust enhancers appear more suitable for heuristic
processing, such as website quality and third party endorsements, e.g. by a professional
medical association in case of a medical website (Corritore et al., 2003; McKnight,
Cummings, & Chervany, 1998).
In contrast with the interest for such information as recommendations and evaluations
in consumer behaviour and persuasion literature, these types of indirect information have
attracted only scant attention from researchers in the field of system trust. Numan and his
colleagues (1998; Arion, Numan, Pitariu, & Jorna, 1994), for example, were among the
few to explicitly acknowledge the role of other people’s experiences as a basis for system
trust. Merely observing others in interaction with the system, they argued, may lead the
observer to draw conclusions about the system’s trustworthiness. In addition, the reported
experiences of others, e.g. in the form of recommendations, might exert an influence on
trust (cf. Corritore et al., 2003).
These contentions, however, have remained untested in research on system trust.
Moreover, no distinction is made between different types of information based on the effort
required to process it. Yet, both indirect information as well as the processing effort
associated with it seem highly relevant for users prior to and during their very first
interactions with a system. Not having had any prior experiences with a system, such as a
route planner, novice users in particular may be highly susceptible to indirect trust-relevant
information. In other words, when no other information is available, indirect information
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may determine whether system advice is either followed or ignored. Indeed, novice users
may buy computer magazines hoping to find arguments why a particular route planner is
better than others, or inquire about a specific route planner in stores or on the Internet. If
the effort involved is too high, however, or the information obtained is indecisive,
recommendations provided by others may actually help make up one’s mind. Both
recommendations and more thorough evaluations may therefore help shape the user's
expectation towards the system. As such, both may set initial trust to a level high enough
for the trustor to be willing to delegate control to the system or follow its routing advice,
whereas negative information will likely cause the trustor to abstain from using it or discard
its advice.
Congruent with dual process theories, users may assess the system's trustworthiness by
processing indirect information through heuristic as well as systematic processing. Likely, a
cue that can be interpreted as having negative implications for the focal system will cause
trust to decrease, and, consequently, decrease the likelihood that the user will delegate
control to the system. Conversely, an increase of trust, and, hence, an increased likelihood
that control will be delegated to the system, can be expected if the cue is amenable to a
positive interpretation. Additionally, a favourable evaluation of a system may cause trust to
rise, as opposed to an unfavourable evaluation; as a result, the willingness to delegate
control will be highest when the evaluation was favourable.
Additionally, the Heuristic-Systematic Model provides specific hypotheses for the
concurrence of both processing modes, which can be applied to situations in which users
simultaneously have recommendations and evaluations at their disposal. Heuristic and
systematic processing, for instance, can be expected to produce additive effects when both
modes yield congruent information. In addition, the biased-processing hypothesis holds
that processing of heuristic cues may establish expectancies about message validity when
the persuasive arguments provided are somehow ambiguous, thus affecting the perception
and evaluation of persuasive arguments (Chaiken et al., 1989; Chaiken & Maheswaran,
1994). Finally, according to Chaiken et al. (1989), systematic processing can be expected
to attenuate the impact of heuristic processing when the actual message blatantly
contradicts heuristic cues. In essence, heuristic cues, like consensus information, can create
expectancies, and subsequent information that disconfirms these expectancies should be
more extensively processed than expectancy-confirming information (Maheswaran &
Chaiken, 1991). In accordance with this attenuation hypothesis, conflicting information,
i.e., a negatively interpretable heuristic cue and a positive evaluation and vice versa, will
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likely cause the effect of the cue to be attenuated by the message's valence as a result of
increased information processing.
Thus, when friends or acquaintances recommend a particular system to a user, and a
simultaneously available, independent evaluation portrays the system positively as well,
trust is likely to be high; when both are negative, this will result in a decrease of user trust.
When the judgemental implication of the cue, i.e. the recommendations, conflicts with that
of the evaluation, trust will increase or decrease, depending on whether the evaluation was
positive or negative, respectively.
3.2

Experiment 1

This experiment was conducted to examine the effects of indirect information on trust
and control allocation decisions. The route planner that was used was similar to that
described in Chapter 2. One notable difference, however, concerned the automatic control
mode: if participants selected this mode, and were not sure whether the automatically
generated route would be as fast as required, they could request alternative route
suggestions.
Specifically of interest is the influence of effortful processing of an independent
evaluation compared to less effortful heuristic processing of a consensus cue. In other
words, an independent evaluation, comparable to those in consumers' magazines,
containing predominantly positive arguments regarding the system's capabilities (positive
message valence) will lead to higher trust than a message with predominantly negative
arguments (negative message valence). Likewise, a favourable opinion about a system that
is endorsed by many persons (majority cue) may be interpreted positively as a result of
heuristic processing, causing trust to increase, whereas a favourable opinion endorsed by
few (minority cue) may be interpreted negatively, leading to a decrease of trust. Control
allocation is likely to depend on the level of trust a user has; high system trust will increase
the likelihood that the user will delegate control to the system by deciding to use automatic
mode operation, whereas low trust will cause participants to operate manually.
As the attenuation hypothesis predicts, attenuation was expected to become apparent
as a main effect of evaluation valence. In conditions in which the cue is incongruent with
the evaluation, an increase in systematic processing was expected; this, in turn, would
cause trust ratings and automation use to be influenced predominantly by the valence of
the evaluation. Contrarily, in conditions in which the judgemental implication of the cue is
congruent with the valence of the evaluation, participants were expected to less willing to
process information extensively, and to base themselves on the default processing mode,
i.e., heuristic processing. System trust ratings and the use of automatic mode would,
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therefore, be influenced by the valence of the cue, but, because of congruency, also
correspond to the valence of the message. In other words, system trust and use of automatic
mode were expected to increase if both cue and message were positive, whereas a decrease
was expected if both were negative.
In addition, increased systematic processing, caused by conflicting information, should
also become apparent in the scrutiny of additional information. Thus, the number of route
alternatives requested during automatic mode operation should be higher following
incongruent information than after congruent information. Thought-listing and free-recall
procedures, similar to those of Maheswaran and Chaiken (1991), were used to check
whether trust was based on either heuristic, which was expected in the congruent
conditions, or systematic processing, as expected in the incongruent condition.
3.2.1

Method

The paradigm used in this experiment is largely similar to that described in Chapter 2.
Only the differences with the previous chapter will therefore be discussed in detail.
3.2.1.1

Participants and design

Seventy-one students participated in this experiment, and were randomly distributed
across the cells of a 2 (Consensus: minority cue versus majority cue)* 2 (Message
Valence: negative versus positive) between-participants design.
3.2.1.2

Procedure

Participants were told that the experiment concerned the evaluation of an early version
of a route planner. After being assigned to a cubicle in the laboratory and before actually
testing the route planner, participants had to read some information that conveyed the
experimental manipulations.
Consensus was manipulated first; participants in the Majority Cue condition learned
that 86% of the students that had participated in the first series of tests were extremely
satisfied and less than 3 % were extremely dissatisfied. In the Minority Cue condition,
participants were told that these percentages were 20% and 50%, respectively (adopted
from Maheswaran & Chaiken, 1991).
Subsequently, the Message Valence manipulations took place. Participants were
requested to read a message containing an independent evaluation of the route planner's
performance, compared to both regular route planners' as well as experienced human route
planners' performance. In the Positive Message Valence condition, the test results were
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predominantly favourable of the experimental route planner, whereas in the Negative
Message Valence condition participants learned that it was judged predominantly inferior
to the other route planners. As can be observed below, virtually identical wording was used
to construct both types of messages, except for the actual valence of the evaluations:
Message Valence was manipulated by the words displayed in bold typeface.
CityPlot CP 1.2 Pro
Late January 2001, UK-based CityPlot released its latest test version of the CP 1.2 Pro
route planner. Despite (Thanks to) the effort CityPlot has invested since previous version,
it has not been (has been) able to develop a route planner functioning flawlessly under
ever-changing circumstances.
The CP 1.2 shows that it is not possible yet (possible) to capture complex situation, such
as city traffic dynamics in algorithms. The software, specially developed for efficient pattern
recognition […], has shown to be unable (able) to correctly interpret the variety of
information available. This becomes especially apparent from the high (low) number of sub
optimal routes generated in an efficiency test conducted recently.
During this test the generated fastest route solutions were compared with those of three other
route planners available on the market, among which the Andes Electronics EasyTravel 3.01
Pro. […] Additionally, they were compared to routes generated by 11 experienced route
dispatchers working in ambulance and police control rooms. Whereas the other three route
planners in well over 81 % (less than 65 %) of the cases generated routes at least equally
as fast as those of the professional route dispatchers, the CP 1.2 managed to match the
dispatchers' routes in less than 65 % (well over 81 %).
[...]
However, with regard to the computing power the CP 1.2 Pro beat (was beaten by) the
other three route planners. On a PC equipped with an Intel 667 MHz processor (128 MB
memory) the CP 1.2 Pro proved to be an average of over 160 milliseconds faster (slower)
than its fastest (slowest) competitor, the EasyTravel 3.01. [...] This difference did not
appear in inner city stretches.
[…]
CityPlot mentions as an advantage that the CP 1.2, different from other route planners,
distinguishes between roads with high maximum speed (traditionally indicated in red) and
roads with a lower maximum allowable speed (indicated in white) when determining optimal
routes. Due to the fact that traffic density on red roads is subject to greater variability during
workdays than that on white roads, this could be a very useful strategy. […] Efficiency tests
showed, however, that especially the CP 1.2-routes on red roads more often proved to be
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slower than those of route dispatchers. […]
By contrast, CP 1.2 software showed to be well adapted to rush hour density; especially those
CP 1.2 routes between late afternoon and early evening (approx. 03:00 a.m. to 06:30 am)
were more often faster than the routes manually planned by dispatchers.
[…]
CityPlot aims to market a system better capable of utilising available traffic information than a
human dispatcher. The aforementioned test shows that the CP 1.2 has seen (not seen)
enough doctoring yet to substantiate this claim.
Source: European Bulletin of User-System Studies, Vol. 12 (1), 2001.

The second part consisted of “free play”; participants were told to complete ten routeplanning trials. In each trial they had to decide whether to use the manual or automatic
mode, and subsequently indicate how sure they were they would complete the trial
successfully using the selected mode; ratings in the automatic trials were averaged to
represent a during-interaction measure of system trust. The number of times automatic
mode was selected constituted the primary dependent variable. Additionally, participants
could request one or more alternatives to automatically generated routes; the number of
automatically generated routes that was viewed per trial served as a dependent variable,
intended to reflect processing level; under conditions of increased systematic processing,
participants were expected to select more alternatives.
Participants were explicitly reminded of the fact that errors could occur both in manual
as well as automatic mode, rendering a route unsuccessful. Success of a planned route was
supposedly determined by comparing it to data from a database containing route
information based on the reported long-time city traffic experiences of London-based
ambulance personnel, and police officers. In contrast to the experiment described in
Chapter 2, participants were not asked to stake credits on the outcome of the trial, as this
procedure could well bias participants to process the available information systematically.
After completion of all ten route-planning trials, participants were required to rate the
extent to which they trusted the system's as well as their own route-planning capabilities on
bipolar 9-point scales, ranging from “very much” to “very little” (cf. Maheswaran &
Chaiken, 1991). Thus, after-interaction self-reports of trust and self-confidence were
obtained, in addition to the during-interaction measures.
Subsequently, participants were allotted 3 minutes to list any thought about the
program or the description that occurred to them during or after the experiment.
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Participants were also requested to list everything they remembered from the evaluation in
an untimed free-recall task. The number of correct attributes recalled was scored.
The Consensus manipulation was checked by having participants indicate the extent to
which earlier participants had evaluated the route planner positively (vs. negatively). The
manipulation of Message Valence was assessed by having participants indicate the extent
to which the evaluation contained positive and negative arguments, respectively, as well as
the extent to which the evaluation depicted the system as good or bad. In addition,
participants were asked to indicate how convincing they thought the arguments in the
evaluation were. Finally, they were requested to rate how important obtaining a successful
route was to them.
Finally, participants were debriefed, thanked and paid. All participants received Dfl.
7,50 (approximately 3 US$).
3.2.2
3.2.2.1

Results
Manipulation checks

The Consensus manipulation was checked by having participants rate the extent to
which they remembered the Consensus cue to convey a positive or negative judgement
made by participants of a previous test. This was done on a 9-point scale, ranging from
"very negative" to "very positive". An ANOVA, with Consensus and Message Valence as
independent variables, revealed that participants in the Majority Cue condition had rated
this judgement as more positive (M = 7.79, SD = 1.19) than those in the Minority Cue
condition (M = 3.26, SD = 1.72), as indicated by a significant main effect of
Consensus, F (1, 67) = 161.1; p << 0.01. No effect of Message Valence was found, F
(1, 67) = 1.78; ns. No interaction was found either, F (1, 67) = 0.03; ns.
Message Valence manipulations were checked by asking participants to rate the extent
to which the message contained positive arguments, the extent to which it contained
negative arguments, and the overall valence of the message, all on 9-point scales. For
means and standard deviations, see Table 3.1, Table 3.2, and Table 3.3, respectively.
Ratings of the number of positive arguments were shown to be additively affected by
both Message Valence and Consensus. Participants in the Positive Message Valence
conditions rated significantly more positive arguments than those in the Negative Message
Valence condition, F (1, 67) = 6.24; p < 0.02. Participants in the Majority Cue
condition, however, also rated the number of positive arguments higher than those in the
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Minority Cue condition, F (1, 67) = 15.4; p << 0.01. No significant interaction was
found, F (1, 67) = 0.01; ns.
Table 3.1: Average ratings of the number of positive arguments conveyed by the message and
standard deviations as a function of Consensus and Message Valence (9-point scale, ranging
from "very few positive arguments" to "very many positive arguments")
Message Valence
Negative
Positive
Total
M
SD
M
SD
M
SD
Minority Cue
4.15
1.71
5.05
1.99
4.61 1.88
Consensus
Majority Cue
5.59
1.50
6.56
0.63
6.06 1.25
Total
4.83
1.75
5.74
1.69
5.28 1.77

The number of negative arguments in the evaluation also showed additive effects of
both manipulations. First, a Negative Message Valence led participants to rate the number
of negative arguments listed in the evaluation higher than participants in the Positive
Message Valence condition, F (1, 67) = 5.97; p < 0.02. In addition, a Minority Cue
caused participants to rate the number of negative arguments higher than a Majority Cue,
F (1, 67) = 21.5; p << 0.01. Message Valence and Consensus did not interact, F (1,
67) = 0.01; ns.
Table 3.2: Average ratings of the number of negative arguments conveyed by the message
and standard deviations as a function of Consensus and Message Valence (9-point scale,
ranging from "very few negative arguments" to "very many negative arguments")
Message Valence
Negative
Positive
Total
M
SD
M
SD
M
SD
Minority Cue
5.79
1.72
4.16
1.86
4.97 1.95
Consensus
Majority Cue
3.24
1.79
2.81
1.68
3.03 1.72
Total
4.58
2.16
3.54
1.88
4.07 2.08

As to the overall valence of the evaluation, participants had to rate how the route
planner was depicted in the message, on a scale ranging from "very bad" to "very good".
This rating was shown to be affected by Message Valence: in the Positive Message
Valence condition, these ratings were significantly higher than in the Negative Message
Valence condition, F (1, 67) = 5.1; p < 0.03. In addition, a Majority Cue caused these
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ratings to be higher than when a Minority Cue had been presented, F (1, 67) = 31.1; p
<< 0.01. Again, no significant interaction was found, F (1, 67) = 0.54, ns.
Table 3.3: Average ratings of overall message valence and standard deviations as a function
of Consensus and Message Valence (9-point scale, ranging from "very bad " to "very good")
Message Valence
Negative
Positive
Total
M
SD
M
SD
M
SD
Minority Cue
4.26
1.79
5.47
2.29
4.87 2.12
Consensus
Majority Cue
6.82
1.47
7.44
0.73
7.12 1.19
Total
5.47
2.08
6.37
2.00
5.92 2.08

Additionally, participants were asked to indicate to what extent they found the
arguments in the message convincing, on a 9-point scale ranging from "not at all
convincing" to "very convincing". No effects of Consensus or Message Valence, nor of an
interaction were found on this rating, however, F (1, 67) = 2.7; ns., F (1, 67) = 0.2;
ns., and F (1, 67) = 1.0; ns., respectively (M = 5.89, SD = 1.28).
Finally, the importance of obtaining the fastest route was measured by having
participants rate it on a 9-point scale ranging from "not at all important" to "very
important". As this measure was added to the experiment later on, it applies to only 57
instead of all 71 participants. These ratings were not affected by Message Valence or
Consensus, nor by an interaction of Message Valence and Consensus, F (1, 52) < 0.1;
ns., F (1, 52) = 0.1; ns, and F (1, 52) = 0.4; ns., respectively. Importance ratings were
invariably high (M = 7.54, SD = 1.03).
3.2.2.2

Control allocation

The average number of times automatic mode was selected to obtain fast routes during
the ten trials was subjected to an ANOVA, with Consensus and Message Valence as
independent variables. See Table 3.4.
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Table 3.4: Average number of times automation was selected (maximum of ten) and
standard deviations as a function of Consensus and Message Valence
Message Valence
Negative
Positive
Total
M
SD
M
SD
M
SD
Minority Cue
4.42
1.92
5.21
1.40
4.82 1.71
Consensus
Majority Cue
4.94
2.68
4.19
2.34
4.58 2.52
Total
4.67
2.29
4.74
1.93
4.70 2.11

Results showed no significant effect of Consensus, Message Valence, nor an
interaction between Consensus and Message Valence, F (1, 67) = 0.3; ns., F (1, 67) <
0.1; ns., and F (1, 67) = 2.45; ns., respectively.
3.2.2.3

Number of route alternatives viewed

For each route generated in the automatic mode, participants could request one or
more alternatives. As this option was not available in the manual mode of operation, the
total number of alternatives viewed was averaged across the automatically performed trials
and, subsequently, subjected to an ANOVA with Consensus and Message Valence as
independent variables. See Table 3.5 for means and standard deviations.
Table 3.5: Average number of alternatives viewed and standard deviations as a function of
Consensus and Message Valence
Message Valence
Negative
Positive
Total
M
SD
M
SD
M
SD
Minority Cue
2.52
1.24
2.04
1.01
2.28 1.14
Consensus
Majority Cue
2.99
1.85
1.95
1.27
2.45 1.64
Total
2.73
1.53
2.00
1.12
2.36 1.38

The number of alternatives viewed was shown to be affected by Message Valence, F
(1, 65) = 5.41, p = 0.02. When participants received a predominantly negative
evaluation, they subsequently selected more alternatives than participants who received an
evaluation with positive arguments. However, neither a Consensus effect, nor an
interaction was found, F (1, 65) = 0.35; ns. and F (1, 65) = 0.72; ns, respectively.
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3.2.2.4

Trust and self-confidence measures during interaction

Each trial, after having selected either manual or automatic mode, participants had to
rate the extent to which they were certain that using manual/automatic mode would result
in obtaining a fast route. The ratings from the automatic and manual trials were averaged
to form separate indexes, trust in automatic mode (system trust), and trust in manual mode
(self-confidence), respectively.
Subjecting trust in automatic mode to an ANOVA, with Consensus and Message
Valence as independent variables, yielded a significant effect of Message Valence,
indicating that trust in automatic mode was slightly higher when Message Valence was
positive compared to when it was negative, F (1, 65) = 4.1; p < 0.05. Neither
Consensus, nor the interaction between Consensus and Message Valence proved to have a
significant effect, F (1, 65) = 2.7; ns., and F (1, 65) = 0.8; ns., respectively. See Table
3.6 for means and standard deviations.
Table 3.6: Average ratings of trust in automatic mode (system trust), taken during
interaction on 9-point scales, and standard deviations as a function of Consensus and
Message Valence; higher scores indicate higher levels of trust
Message Valence
Negative
Positive
Total
M
SD
M
SD
M
SD
Minority Cue
6.05
1.57
6.84
0.90
6.44 1.33
Consensus
Majority Cue
6.74
0.89
7.04
0.83
6.89 0.86
Total
6.35
1.35
6.93
0.86
6.65 1.15

The same pattern of results became visible after analyses on trust in manual mode: a
significant effect of Message Valence, indicating higher trust in manual mode when
Message Valence was positive, F (1, 66) = 4.4; p < 0.04, and no effects of Consensus,
F (1, 66) < 0.1; ns., and of an interaction, F (1, 66) = 1.7; ns. See Table 3.7.
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Table 3.7: Average ratings of trust in manual mode (self-confidence), taken during
interaction on 9-point scales, and standard deviations as a function of Consensus and
Message Valence; higher scores indicate higher levels of trust
Message Valence
Negative
Positive
Total
M
SD
M
SD
M
SD
Minority Cue
5.98
1.39
7.04
1.49
6.51 1.52
Consensus
Majority Cue
6.47
1.36
6.73
0.86
6.60 1.13
Total
6.20
1.38
6.90
1.24
6.55 1.35

3.2.2.5

Trust and self-confidence measures after interaction

After the route planning stage, participants were asked to rate the extent to which they
trusted the automatic route planner, on a 9-point scale, ranging from "very little" to "very
much". These self-reported levels of system trust were subjected to an ANOVA, with
Consensus and Message Valence as independent variables. No effect of Consensus was
found, F (1, 67) = 0.4; ns. The effect of Message Valence turned out to be only
marginally significant, F (1, 67) = 3.7; p = 0.06. Trust ratings tended to be slightly
higher when Message Valence was positive compared to when it was negative. Finally, a
significant interaction was found, F (1, 67) = 6.0; p < 0.02, indicating that Message
Valence only influenced trust when Consensus was negative. See Table 3.8 for means and
standard deviations, or Figure 3.1 for a visualisation of the interaction.
Table 3.8: Average ratings of system trust taken after interaction on a 9–point scale, and
standard deviations as a function of Consensus and Message Valence; higher scores indicate
higher levels of trust
Message Valence
Negative
Positive
Total
M
SD
M
SD
M
SD
Minority Cue
6.05
1.47
7.16
0.69
6.61 1.16
Consensus
Majority Cue
6.82
1.01
6.69
0.87
6.76 0.94
Total
6.42
1.32
6.94
0.80
6.68 1.12
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Figure 3.1: Average ratings of system trust, taken on 9-point scales,
as a function of failure rates in manual and automatic mode; higher
scores indicate higher levels of trust

Self-reported levels of self-confidence showed no effects of Consensus, Message
Valence, or interaction, F (1, 67) = 0.1; ns., F (1, 67) = 0.7; ns., and F (1, 67) =
0.6; ns., respectively.
3.2.2.6

Cognitive responses

The thoughts participants had listed were categorised by independent raters as
attribute-, consensus-, or discrepancy-related if they concerned the content of the
evaluation, the consensus manipulation, or a discrepancy between consensus information
and message valence, respectively. Thoughts that could not be placed in these categories
were labelled irrelevant. In addition, all remarks were also rated as positive, negative or
neutral, depending on their apparent valence. The number of remarks in each of these
categories was averaged, and subjected to a MANOVA, with information congruency as
independent variable. No effects of message congruency were found, however, as indicated
by a non-significant overall effect of congruency, F (9, 61) = 1.5; ns.
3.2.2.7

Argument recall

No significant effect of message congruence on the average number of correctly recalled
arguments was found, F (1, 69) < 0.1, ns.
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3.2.3

Discussion

The results of this study showed that the information provided was indeed used to form
trust. Although control allocation appeared to be unaffected by the manipulations of
consensus and message valence, the latter did prove to have an effect on the number of
selected alternatives. When participants received a predominantly negative evaluation, they
subsequently selected more alternatives than participants who received an evaluation with
positive arguments, presumably because negative information had decreased system trust.
This main effect of message valence, which was also found, albeit only marginally
significantly, on the measure of trust in automatic mode that was obtained during the
route-planning process, provides some support for the hypotheses. After all, contradictory
information was expected to motivate participants to engage in increased systematic
processing; those who received congruent messages were expected to be less motivated than
in case of incongruent information. When the heuristic cue (consensus information) and
the message both conveyed positive viewpoints, participants were expected to display a
higher trust in the system than when both contained negative information; because of the
congruence, in these cases trust was expected to correlate highly with both consensus
information and message valence. In addition, when both types of information were
incongruent, trust was hypothesised to be based on the viewpoint portrayed in the
evaluation message.
However, for this main effect to be fully attributable to variations in message
congruence, the checks with regard to the information-processing mode would have to
show heuristic processing to dominate when information was congruent, and systematic
processing to prevail when the supplied information was incongruent. This, however, was
not the case. No effect of message congruence was found on the thoughts listed during the
cognitive responses task.
Although no support was found for the attenuation hypothesis, there is sufficient
ground to conclude that system trust is influenced by indirect information. First, message
valence manipulations were shown to affect the number of route alternatives viewed in the
automatic planning mode. Additionally, the trust measured during interaction with the
route planner was shown to be influenced by message valence, as was the after-interaction
trust measure, although the latter effect was only marginally significant. Apparently,
evaluations are quite influential in influencing trust. Supplying participants with minority
or majority cues, however, was less successful; no significant effects of this manipulation
were found on any of the trust measures.
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In this study, the trustworthiness of the source of the message was not taken into
account, although it could well have influenced the impact of indirect information. In
attitude research, a distrusted source that is believed to have an interest in advocating a
particular view has been argued to result in a more negative attitude towards the object of
the view. Contrarily, information arguing against the vested interest of the source could
cause attitudes to increase consistent with the direction of the information, or even increase
the credibility of the source (Eagly, Wood, & Chaiken, 1978). In addition, Frewer,
Scholderer, and Bredahl (2003), found that people who had a favourable opinion of the
use of genetic modification were more likely to trust a source promoting its benefits; those
who oppose genetic modification, however, may distrust a source advocating the use of
genetic modification. Although prior attitudes or source trustworthiness were not
measured, it can reasonably be assumed that differences in the perceived source
trustworthiness did not play an important role in this study. First, it seems unlikely that
participants believed the source of the evaluation to have an interest in portraying the
system as either good or bad. Being university students, they were likely familiar enough
with scientific research and publicising to view the source, a scientific journal, as
independent and objective. Similarly, consensus information related to the endorsement of
participants in earlier test rounds, and it was made explicit that these participants were
university students as well; it can be assumed that participants did not perceive their fellow
students to have an interest different from their own in expressing a certain opinion.
Furthermore, the evaluation in both the positive and negative condition contained a
counterargument; thus, the message conveyed predominantly negative or positive
arguments, rather than exclusively negative or positive; this has been argued to increase the
persuasiveness of a message (Lee, 1986; McGuire, 1985; for a discussion, see Renn &
Levine, 1991). Moreover, if participants would indeed have judged the source as
untrustworthy, this should have been accompanied by lower ratings of the degree to which
the arguments in the message were found to be convincing. This measure, however,
remained totally unaffected by the manipulations.
It remains unclear why the self-confidence measure, taken during interaction showed a
similar effect of message valence as ratings of system trust; both system trust and selfconfidence were rated lower when the message conveyed predominantly negative
arguments, compared to when the arguments were predominantly positive. It is possible,
however, that a predominantly negative evaluation about the route planner, as conveyed by
the message, caused participants to doubt their chances to find fast routes in manual mode
as well. The fact that a system is reportedly not up to its task may lead to the conclusion
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that the system is just not good enough, and, hence, warrants little trust, but also that the
task it has to perform is a formidable one, and, therefore, is not likely to be brought to a
successful conclusion manually. On the other hand, the self-confidence ratings taken after
interaction do not show this effect of message valence, which provides some justification to
dismiss the effect on self-confidence ratings during interaction as a fluke.
As noted before, no significant effects of the consensus manipulation were found on
any of the trust measures. Mere forgetting of the information conveyed by the cue cannot
be held accountable for this finding, however, as the manipulation checks revealed that the
consensus cue was recalled correctly. Another possibility is that nearly all participants were
motivated enough to disregard the heuristic cue and engage in systematic processing, even
when cue and evaluation were congruent. The high importance ratings given by the
participants certainly provide support for this contention. It is also quite likely, on the other
hand, that this high importance score was actually influenced by social desirability.
Yet another possibility concerns the influence of direct experience. Although
participants in this experiment were not supplied with feedback on the outcome of each
trial, it is in principle possible that they were somehow influenced by viewing the routes
that the automatic route planner generated. Quite likely, they elaborated on the
automatically generated routes, trying to find explanations why certain roads were chosen,
or matching them with their own preconceived solutions. Arguably, the direct experience
participants thus gained left a much stronger impression than merely reading some
information beforehand. In other words, whatever direct information participants could
obtain might simply have overshadowed the consensus information supplied prior to the
interaction stage of the experiment, accounting for the lack of effect of this manipulation.
3.3

Experiment 2

No error feedback was given in the previous experiment, but it seems probable that the
assumption that the influence of direct experience on system trust was thereby eliminated
was not fully justified. After selection of automatic mode, the computer allegedly calculated
a fast route, which was subsequently displayed on the screen. Although participants
received no information whatsoever regarding whether this was indeed a fast route, they
could have gained some direct experience by viewing the displayed route, and assessing its
quality by using their intuition in the absence of hard evidence.
An experiment was designed to measure the effect of a consensus cue in the absence of
direct information. Before engaging in interaction, participants received a majority cue, a
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minority cue, or no cue at all. In addition, trust measurements took place both before and
after the actual route-planning phase, in order to capture both the effect of the cue on trust,
as well as possible changes in trust due to elapsed time or mere interaction with the system.
To eliminate any influence of direct information, all route indications in automatic mode
were removed; participants only saw the start and finish points of the routes, but not the
lines connecting both. Thus, overall system trust could only be based on the consensus cue
and feedback regarding whether the planned routes were as fast as required; the latter,
however, was supplied at the end of the experiment, i.e., after the trust measurements.
In the absence of direct information, participants were expected to rely on consensus
information to form trust. Specifically, participants who receive a majority cue will have
more trust and prefer automatic mode to manual. Participants who receive a minority cue
are expected to have less trust and prefer manual mode to automatic. Participants who
receive no cue are expected to be impartial to either mode, as indicated by trust levels and
preferences for automatic mode that lie in between those following a minority and majority
cue. No significant differences between before- and after-interaction measurements of trust
were expected.
3.3.1
3.3.1.1

Method
Participants and design

Eighteen undergraduate students participated in this study. They were randomly
assigned to the cells of a two-factor design. Consensus (minority cue versus majority cue
versus no cue) was varied within-participants; randomising the order in which these
conditions were administered resulted in six different orderings. The corresponding
variable Order, therefore, constituted a six-levels between-participants variable.
3.3.1.2

Procedure

All participants were seated in separate cubicles and were instructed to carefully read
the instructions provided to them on a sheet of paper. From the instructions, they learned
that they would have to interact with and evaluate three different route planners.
Just prior to reaching each of the three sets of route-planning tasks, participants
received the consensus manipulations, directly followed by the before-interaction trustmeasurement.
Participants in the Majority Cue condition learned that a majority (86%) of the
students that had participated in a recent pre-test were extremely satisfied. In the Minority
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Cue condition, participants were told that this percentage was 14%. In the control
condition, participants were told that the data from the pre-test had not yet been analysed.
The route-planning phase consisted of five “free play”-trials with each of the three
route planners. Again, participants were requested to come up with the quickest possible
route using either the manual or the automatic planning mode.
Contrary to Experiment 1, where a computer-generated route was displayed on the
screen when automatic mode had been selected, in this experiment no routes were shown
during or after the route-generating process. Therefore, the only visual information
participants received during their route-planning trials was the indication of start and
finish. Only after completion of the experiment did participants receive information about
how adequate the generated routes were.
In addition, the credit-staking procedure described in Chapter 2 was employed to
introduce an element of risk in the experiment; participants were allotted ten credits per
route-planning trial, which, either entirely or partially, could be put at stake in a bet. As in
Chapter 2, an either manually or automatically generated route that, after comparison with
the database with reported routes, was judged slower, resulted in loss of the staked credits;
a quicker route resulted in a doubling of the indicated credits. Participants were told that
the amount of money they would receive in return for participating would depend on this
sum of revenues; feedback regarding routes being fast or slow and the number of
accumulated credits was not given until the end of the experiment.
Before and after participants interacted with each of the route planners, they were
subjected to trust-measurements. Participants had to indicate on 7-point scales the extent
to which they trusted the automatic route planner to come up with fast routes. The number
of times automatic mode was selected during interaction with each route planner
constituted the primary dependent variable.
The Consensus manipulation was checked by having participants indicate the extent to
which earlier participants had evaluated each of the three route planners positively (vs.
negatively).
After the manipulation checks participants were debriefed, thanked and paid; they all
received € 3,- (approximately 3 US$).
3.3.2

Results

A multivariate within-participants ANOVA was conducted, with Consensus as a
within-participants independent variable, the order in which Consensus manipulations
were encountered as between-participants independent variable, and control allocation,
before- and after-interaction trust measures as dependent variables. The results showed a
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highly significant effect of Consensus, F (6, 7) = 8.9, p < 0.01, but not of the order
variable, nor of an interaction with Consensus, F (15, 36) = 0.8, ns., and F (30, 55) =
1.0, ns., respectively. Therefore, the order variable was not included in the analyses
presented here.
3.3.2.1

Manipulation check

The Consensus manipulation was checked by performing an ANOVA with
Consensus as a within-participants independent variable on the scores for the Minority and
Majority Cue conditions. This check revealed a significant main effect of Consensus,
indicating that participants had correctly remembered the valence of previous participants'
judgement regarding the system, M = 1.78, SD = 0.94 versus M = 7.00, SD = 2.61,
F (1, 17) = 71.3; p < 0.01.
3.3.2.2

Control allocation

The number of times automatic mode was selected during the five trials per route
planner was subjected to an ANOVA with Consensus as a within-participants
independent variable. Means and standard deviations are shown in Table 3.9.
Results showed a significant within-participants effect of Consensus, F (2, 34) =
3.60, p < 0.04 (sphericity assumption tenable). Planned comparisons revealed a
significant difference between the Minority and Majority Cue condition, p < 0.01.
Differences between Minority and No Cue, and No Cue and Majority Cue turned out not
to be significant. A linear contrast revealed that use of automatic mode was indeed lowest
in the trials preceded by a Minority Cue (M = 1.61), highest for the trials preceded by a
Majority Cue (M = 2.50), and intermediate for the control condition (M = 2.06), F (1,
17) = 11.1; p < 0.01. Clearly, participants had used the information provided to them
to make control-allocating decisions.
Table 3.9: Average number of times automatic
mode was selected (maximum of five) and standard
deviations as a function of Consensus
M
SD
Minority Cue
1.61
1.46
Consensus
No Cue
2.06
1.16
Majority Cue
2.50
1.15
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3.3.2.3

Staked credits

A similar pattern of results became visible for the credits staked in the automatic trials.
An ANOVA revealed a marginally significant within-participants effect of Consensus, F
(2, 24) = 2.8, p < 0.08 (sphericity assumed), and a significant linear contrast, F (1, 12)
= 10.0; p< 0.01, indicating that participants had entered fewer credits in trials preceded
by a minority cue than in trials preceded a majority cue, or no cue at all. Likewise, the
number of credits staked was highest in the trials preceded by a majority cue. Not
surprisingly, the number of credits staked in manual mode was not affected by the cue
manipulations, all F’s < 1. Means, standard deviations, and the number of observations
are displayed in Table 3.10.
Table 3.10: Average number of staked credits in automatic and manual control
mode, and standard deviations as a function of Consensus; n indicates the number of
times the respective control mode was selected in each condition
Control Mode
Automatic
Manual
M
SD
n
M
SD
n
Minority Cue
4.09
2.34
29
6.06
2.24
61
Consensus
No Cue
4.85
2.01
37
5.80
1.75
53
Majority Cue
5.58
2.09
45
5.40
2.50
45

3.3.2.4

Trust measures

A highly significant effect of the cue manipulation on the first trust measure, trust in the
automatic mode to yield fast routes, was found, both on the before- and after-interaction
measurement, F (2, 34) = 39.4; p < 0.01 and F (2, 34) = 18.7; p < 0.01,
respectively. Results are shown in Table 3.11. Although the effects for the afterinteraction measurement are less pronounced than the before-interaction measurement,
both show a significant linear trend; trust in the system is lower when a minority cue is
given than when a majority cue is given, F (1, 17) = 43.4; p < 0.01 and F (1, 17) =
30.6; p < 0.01, respectively.
Planned comparisons applied to the before-interaction measures revealed significant
differences between the Minority and Majority Cue condition, between Minority and No
Cue, and between No Cue and Majority Cue, all at p < 0.01. In the after-interaction
measures significant differences were found between the Minority and Majority Cue
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condition, p < 0.01, and between Minority and No Cue, p < 0.01, but not between the
No Cue and Majority Cue conditions, ns.
The correlation between the system trust ratings and the number of credits staked in
automatic mode was marginally significant, r = 0.42, p < 0.09.
Table 3.11: Average ratings of system trust taken after interaction on a
7–point scale, and standard deviations as a function of Consensus; higher
scores indicate higher levels of trust
Trust Measure
Before
After
M
SD
M
SD
Minority Cue
2.66
1.02
3.28
0.89
Consensus
No Cue
4.33
0.69
4.44
0.98
Majority Cue
5.06
0.87
4.78
0.94

3.3.3

Discussion

Supplying participants with consensus information, succeeded in manipulating levels of
system trust. Having no other information to go on than the majority, and minority
consensus cue, participants used this consensus information to form trust, as became
evident in a number of ways.
First, use of automatic mode was shown to be influenced by the consensus cue;
allocating control to the route planner was least likely in the trials preceded by a minority
cue, whereas a majority cue induced participants to select automatic mode more often.
Secondly, similar results were found for the credits staked in the automatic trials.
Participants were willing to risk more credits (and thus, indirectly, money) when a
majority cue had been given than when a minority cue had been given.
Finally, the measures of system trust, both the before- and after-interaction
measurement, were also influenced by cue manipulations; a majority cue caused higher
ratings of system trust than a minority cue (or no cue, for that matter).
In sum, this experiment clearly shows consensus information as a cue can influence
trust. Not only did the results show an influence on trust as a mental state, as indicated by
the trust ratings, the influence was also manifest in the behavioural consequences, i.e. the
willingness to put money at risk, and the allocation of control.
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3.4

General discussion

Results of the two experiments presented in this chapter indicate that information that
does not stem from one's own experience exert an influence on trust.
Indeed, trust is not blind. Elaborate information obtained from an article in a
consumers' magazine, for instance, may well provide the information necessary for trust to
form. Less elaborate information may also provide that information. Experiment 2 clearly
shows that the satisfaction reported by a majority or a minority is used to build trust,
which, in turn, influences control-allocating decisions. Apparently, an opinion expressed
by a majority may well be viewed as an opinion worth adopting, although this opinion, in
this case reported satisfaction, did not necessarily yield actual information. Close
inspection of the consensus information used in both experiments would likely have raised
questions about its value to the task participants were faced with. After all, the consensus
manipulation did not state exactly what aspects of the route planner previous research
participants were satisfied with. Despite the absence of this important element, however,
participants seemed to have applied the "consensus opinions are correct"-heuristic (cf.
Chen & Chaiken, 1999). It should be noted, however, that the cue-effect only became
apparent in Experiment 2, which was devoid of other information, indicating that the
effectiveness of heuristics is easily reduced by the content of more elaborate indirect
information, such as evaluations, and direct information.
However, the availability of other information may not necessarily render cues
ineffective. Research on the Heuristic-Systematic Model (Chaiken & Maheswaran, 1994)
and the Elaboration Likelihood Model (e.g., see Petty & Cacioppo, 1986) has yielded
some interesting possibilities for cues and messages to co-occur, the most specific being the
Heuristic-Systematic Model's attenuation, additivity, and biased-processing hypotheses
(Chaiken et al., 1989; Chaiken & Maheswaran, 1994). The attenuation hypothesis,
however, could not be proven here; conflicting information did not appear to lead to more
elaborate processing of the evaluation, and, hence, to attenuation of the consensus effect.
Nevertheless, some of the results of Experiment 1 merit attention where concurrence is
concerned. The analysis of the trust ratings yielded an interaction between message valence
and consensus. Not only did trust ratings prove to be slightly higher when the message’s
valence was positive compared to when it was negative, this effect of message valence was
strongest when participants had received a minority consensus cue. This could mean that
merely providing participants with consensus information that can be interpreted as
negative is sufficient to coax them into more elaborate processing of the evaluation. One
explanation for this phenomenon could be that negative initial information is not what
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participants expect when asked to participate in evaluation of a new product. In other
words, the fact that they receive negative information, while expecting at least moderately
positive information, may motivate them to further analyse the message’s content, similar to
the effect of incongruent information. Problematic in this regard, however, is that enhanced
information processing after negative initial information does not show in the cognitive
responses measures. As such, this interaction needs to be interpreted carefully.
Nevertheless, Experiment 2 also provides indications that a negatively interpreted
consensus manipulation alerted participants. The trust ratings taken in this experiment, for
instance, show that a minority cue diminishes trust more strongly than a majority cue
increases trust; the difference in trust between the minority and no cue conditions exceeds
that between the no cue and majority cue conditions. Although participants could not
engage in additional systematic information processing after a minority cue, as no other
information was available, the need for more information may well have caused increased
uncertainty, which could have manifested itself in lower trust ratings.
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Chapter 4: Multiple concurrent sources of
information: Cues and process feedback
4.1

Introduction

Direct information, as opposed to indirect information, has attracted considerable
interest in experimental studies on system trust. These studies have mostly focused on a
single type of direct experience, namely output feedback. Typically, the focal system
produces consistently varied numbers of output errors, such as under- or overheating of
juice or milk in a pasteurisation plant (Lee & Moray, 1994; Muir, 1989) or the incorrect
classification of characters as either letters or digits (Riley, 1996), which are subsequently
shown to influence trust and reliance on automation (also see Chapter 2).
Such unequivocal errors, however, may not be the only trust-relevant information
obtainable from direct experience. Woods, Roth, and Bennett (1987), for instance, found
that when technicians do not trust a decision aid, they either reject its solution to a problem
or try to manipulate the output toward their own preconceived solutions. In their study,
they found evidence that technicians, working with a system designed to diagnose faults in
an electromagnetic device and suggest repairs, sometimes simply judged themselves
whether the system's pending advice was likely to solve the problem, rather than
implementing the suggested change and subsequently checking whether it provides the
desired results. In other words, these technicians apparently did not wait until unequivocal
right/wrong feedback became available to them to form a trust judgement, but rather
followed their own judgements on the plausibility of the system's "line of reasoning" as it
was fed back to them. Apparently, people sometimes judge the quality of system advice on
the process that led to that advice.
Lee and Moray (1992) hypothesised that besides automation reliability, also "process"
should be considered as a trust component of direct experiences. Process is used to denote
an understanding of the system's underlying functions or characteristics. Whereas in
humans this might encompass stable dispositions or character traits, in a more
technological domain this could be interpreted as rules or algorithms that determine how
the system behaves. As such, "process" bears a close resemblance to Zuboff's (1988)
"understanding", and Rempel, Holmes and Zanna's (1985) "dependability" as an aspect
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of interpersonal trust. Others have come up with mental models to denote understanding
of a system. Mental models refer to representations that capture the workings or structure
of a device (Sebrechts, Marsh, & Furstenburg, 1987). As such, they represent knowledge
of how a system works, what components it consists of, how these are related, what the
internal processes are, and how they affect components (Carroll & Olson, 1988). Mental
models allow users to explain why a particular action produces specific results; however,
they may be incomplete or internally inconsistent (Allen, 1997).
Such understanding of how a system arrives at a solution to a problem may increase
user trust. Presumably, one aspect of such process feedback that instils trust is consistency;
users may conclude there is a reason for the system's process feedback to show a particular
recurrent pattern. For example, a user may request system advice on a number of different
routes and subsequently find that the system persists in favouring routes that use a ring
road over those that take a shortcut through the city centre. Despite an initial belief that
suitable routes should more-or-less follow straight lines, repeatedly encountering this
preference may cause the user to conclude that the system's advice is not so inaccurate after
all. To the user, there must be a reason why this seemingly inaccurate route subsection is
favoured, and he or she may start conjecturing what that reason might be. Eventually, the
user may infer that although the shortcut through the centre seems faster, the system may
discard it because it is prone to dense traffic. Although such explanations do not
necessarily match the system's actual procedures, they may facilitate the formation of beliefs
about what is happening "inside the computer". This more profound insight in the system's
inner workings, comparable to, for instance, Zuboff's (1988) "understanding", Lee &
Moray's (1992) "process", and Rempel et al.'s (1985) "dependability", may reduce the
user's uncertainty even further, and, thus, lead to a greater willingness to rely on the
system's advice. Indeed, research by Dzindolet, Peterson, Pomranky, Pierce, and Beck
(2003) have shown that participants working with a "contrast detector" to find
camouflaged soldiers in terrain slides, trusted the system more, and were more likely to rely
on its advice when they knew why the decision aid might sometimes fail, compared to those
who were ignorant of such causes.
Although Dzindolet et al.'s (2003) studies provide additional, empirical support for the
idea that a sense of understanding is beneficial for trust, their participants did not obtain
this information from their own direct experiences with the device, as both Lee and Moray's
(1992) concept of "process" and mental model theory entails, but rather received that
information from the experimenter. As such, the assumption that users gain understanding
by observing system behaviour remains untested.
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4.1.1

Combined effects of indirect and direct information

It is not improbable that, in daily life, users have multiple concurrent types of
information available to help them form a trust judgement about a particular system;
besides their own experiences, based on process and outcome feedback, the opinions of
others may also be used. Someone who's own experiences are somewhat limited may also
take into account what friends or colleagues have to say about it, before deciding to use the
system another time. Potentially important in this regard may be the amount of information
obtainable per type; indirect experiences may yield far less information than direct
experience. Indeed, the recommendations someone receives concerning a system, are
sometimes made by others simply expressing a mere final judgement in terms of suggested
use or disuse, unaccompanied by reasons or considerations for arriving at this judgement.
Hence, such recommendations may be less influential than direct experience (Arion,
Numan, Pitariu, & Jorna, 1994). In fact, the informational content of direct experience
may be so much higher, that recommendations cannot compete (cf. Regan & Fazio,
1977), and are presumably easily overridden.
Direct experiences, however, may not always contain more information than indirect
experiences. Consider, for example, buying a used car; one may have obtained an
independent expert's view on why a particular car is a good buy, or one may take the car
for a test ride. In the case of consulting the expert, one is likely to obtain more information
than after driving the car for a while, especially if one has little knowledge about car
engineering and maintenance. The first mode may yield information about the state of its
brakes, the wear of the engine, corrosion, etc., which may not become evident from merely
test-driving the car. Likewise, the process feedback of a system may not necessarily provide
a user with information to enable him or her to form beliefs about its functioning. When a
system's feedback is rather consistent, in that it displays stable preferences or patterns, this
will allow users to generate a line of reasoning to explain the regularities. This type of
feedback could therefore be considered as highly informative, and, as such, may be capable
of overriding the influence of the less informative recommendations. Contrarily,
inconsistent feedback may contain far less information that will be instrumental in the
formation of such beliefs. As such, the information it conveys may not be substantial
enough to override the effect of competing recommendations.
4.2

Experiment 1

This experiment was conducted to establish the influence of mere process feedback in
combination with consensus cues on system trust. No outcome feedback, i.e., clear
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feedback in terms of a particular route being either successful or not, was made available to
participants during interaction with a number of route planners. Although participants
were, thus, unable to incorporate such feedback in their trust judgements, they could
observe the mere appearance of a particular route suggestion, and infer what the system's
rules were that led it to provide this solution. Route display without outcome feedback
could, therefore, be considered as process feedback.
Participants were requested to interact with four supposedly different route planners,
two with route display in automatic mode (i.e., with process feedback), and two without
route display (without process feedback). Prior to the interaction phase, they were given
majority and minority consensus cues. Trust measurements took place both before and
after the actual route-planning phase, in order to capture both the effect of the cue on trust,
as well as a possible effect of the mere presence of Process Feedback. All participants had
to complete the route-planning trials in automatic mode.
It was expected that, in the absence of direct information, participants would rely on
consensus information to form trust. Specifically, participants who receive a majority cue,
i.e., a favourable judgement endorsed by many, would have more trust in the system.
Contrarily, participants who receive a minority cue, or a favourable judgement endorsed by
only a few, were expected to have less trust. Furthermore, it was expected that the
influence of this cue on trust measures taken after the interaction would depend on the
availability of other, concurrent information, i.e. whether or not process feedback was made
available.
4.2.1
4.2.1.1

Method
Participants and design

Twenty-four undergraduate students participated in this study. The experiment had a
2 (Consensus: minority cue versus majority cue) * 2 (Process Feedback: yes versus no)
within-participants design.
4.2.1.2

Procedure

The procedure followed was largely similar to that of previous chapters. However, the
interface of the route planner program slightly differed. Although both the "manual" and
"automatic" button were visible, as in previous experiments, only the latter was active,
which eliminated the manual mode operation option. This was done to ensure that all
participants were equally exposed to the Process Feedback manipulation, which was
inherent to the automatic mode. In addition, the interface was given a slightly different

- 66 -

appearance to make it appear more in conformance with existing route planners on the
Internet. One feature that was added, for instance, was a number of buttons that would
allow participants to zoom in and out, or pan across the map of London (lower right-hand
corner of the interface, see Figure 4.1). To avoid disturbances in the experiment, however,
participants received a message that these functions were "temporarily deactivated" upon
clicking the zoom or pan buttons.

Figure 4.1: Route planner interface as used in this study; labels are translated from Dutch

Participants were requested to interact with four supposedly different route planners.
Before the interaction stage, Consensus cues were administered; high consensus
participants learned that a majority, either "more than 83%" or "approximately 88%", of
the students that had participated in a recent pre-test were extremely satisfied. In the low
consensus condition, participants were told that this percentage was either "less than 17%"
or "approximately 12%".
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Process Feedback was manipulated during interaction with each of the route planners.
In the Process Feedback condition, the route planner could be observed to find a route by
connecting crossings from start to finish. Thus, instead of presenting the system's route
solution in its entirety, each route was divided in small pieces, which were presented
consecutively. This allowed participants to follow the actual route-generating process stepby-step, and, likely, made them more aware of underlying rules. Contrarily, in the No
Process Feedback this information was entirely absent; the only visual information that
could be obtained were the start and end points of each route, indicated by squares and
circles, respectively.
To increase commitment, the credit-staking procedure described in Chapter 2 and 3
was employed. Again, participants were told that the money they would receive for
participation would depend on the sum they managed to accumulate over all 20 routeplanning trials. The average number of credits staked per route planner was also used as a
measure for trust.
Before and after interaction with each route planner, participants rated the extent to
which they trusted the system on 7-point scales, ranging from "very little" to "very much".
After interaction with all four route planners, the Consensus manipulation was checked
by having participants indicate the extent to which earlier participants had evaluated each
of the route planners positively or negatively, on a 9-point scale, ranging from "very
negative" to "very positive".
Finally, participants were subsequently debriefed, thanked and paid. Contrary to what
they had been told at the start of the experiment, all participants were rewarded equally
with € 3,- (approximately US$ 3,50).
4.2.2

Results

No effects were found for the order in which participants received the manipulations.
Therefore, this variable will not be included in the subsequent analyses.
4.2.2.1

Manipulation check

The manipulation check was subjected to a repeated-measures ANOVA, with
Consensus and Process Feedback as independent within-participants variables. This
revealed that participants in the Minority Cue condition had rated earlier participants'
judgement as less positive than those in the Majority Cue condition (M = 3.63, SD =
2.34 versus M = 7.00, SD = 1.98 in the Process Feedback condition, and M = 3.38,
SD = 2.12 versus M = 6.63, SD = 2.16 in the No Process Feedback condition), as
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indicated by a significant main effect of Consensus, F (1, 23) = 22.7; p << 0.01. The
Consensus manipulation, therefore, appears to have been remembered correctly.
No significant main effect of Process Feedback, nor an interaction was found, F (1,
23) = 1.3; ns., and F (1, 23) < 0.1; ns.
4.2.2.2

Before- and after-interaction trust measures

A repeated-measures ANOVA was run with the trust ratings as dependent variable,
and Consensus, Process Feedback, and Time of measurement (i.e., before versus after
interaction) as independent variables. Means and standard deviations are displayed in
Table 4.1.
Table 4.1: Average ratings of system trust, taken before and after interaction on 7-point
scales, and standard deviations as a function of Consensus and Process Feedback; higher
scores indicate higher levels of trust
Trust Measure
Before
After
Process Feedback
Process Feedback
Yes
No
Yes
No
Consensus
M
SD
M
SD
M
SD
M
SD
Minority Cue 3.25 1.59
3.04 1.63
3.29 1.60
3.46 1.72
Majority Cue 5.21 0.93
5.38 0.82
4.88 1.16
4.29 1.49

The Time of measurement produced only a marginally significant main effect,
indicating that before-interaction measurements of trust tended to be slightly higher than
after-interaction measurements, F (1, 23) = 3.6; p < 0.08.
Contrarily, the overall main effect of Consensus turned out to be highly significant, F
(1, 23) = 38.4; p << 0.01. A Majority Cue led to higher trust ratings than a Minority
Cue. Separate repeated-measures ANOVAs on the before- and after-interaction
measures, respectively, revealed that this main effect of Consensus applied to both beforeand after-interaction ratings, F (1, 23) = 51.1; p << 0.01, and F (1, 23) = 15.2; p <
0.01, respectively. Furthermore, a significant interaction between Consensus and Time of
measurement, F (1, 23) = 11.1; p < 0.01, indicated that the effect of the Consensus
manipulation was largest in the before-interaction measurements.
Both Process Feedback and the interaction between Consensus and Process Feedback
did not yield significant effects, Fs < 1.
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Finally, a significant three-way interaction between Consensus, Process Feedback and
Time of measurement was found, F (1, 23) = 6.0; p < 0.03. Compared to the beforeinteraction measurements, both in the Process Feedback and No Process Feedback
conditions the after-interaction trust measurements tended to shift towards the scale midpoint, especially when a Majority Cue had been given. This effect was most pronounced in
the No Process Feedback conditions.
To further analyse the interaction between Consensus, Process Feedback and Time of
measurement, the effects of Consensus and Time of measurement were analysed for the
two Process Feedback conditions separately. See Figure 4.2 for a visual representation of
this interaction.
6
5.5

Minority Cue, No Process
Feedback

System Trust

5

Minority Cue, Process
Feedback

4.5

Majority Cue, No Process
Feedback

4
3.5

Majority Cue, Process
Feedback

3
2.5
Before

After

Figure 4.2: Average ratings of system trust, taken before and after interaction on 7point scales, as a function of Consensus and Process Feedback; higher scores
indicate higher levels of trust

When Process Feedback was not available, a repeated-measures ANOVA, with
Consensus and Time of measurement as independent variables, revealed a highly
significant main effect of Consensus, and a highly significant interaction between
Consensus and Time of measurement, F (1, 23) = 18.8; p << 0.01. Apparently, the
after-interaction effect of Consensus was less pronounced than the effect before the
interaction. Inspection of the means displayed in Table 4.1 indicated that trust ratings
taken after the interaction were slightly higher than those before interaction when a
Minority Cue was supplied, and slightly lower when a Majority Cue was given.
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Contrarily, when Process Feedback was available, only a highly significant effect of
Consensus was found, F (1, 23) = 35.7; p << 0.01; no effects of Time or an
interaction emerged, all Fs < 1; the effect of Consensus remained unchanged over time.
Apparently, the previously mentioned three-way interaction of Consensus, Process
Feedback, and Time of measurement is accounted for by a significant interaction between
Consensus and Time in the No Process Feedback condition.
4.2.2.3

Staked credits

The number of credits staked during interaction was averaged for each of the route
planners, and, subsequently, subjected to a repeated-measures ANOVA with Consensus
and Process Feedback as independent variables. This analysis revealed a significant effect
of Consensus, F (1, 23) = 7.2, p < 0.02 (sphericity assumed), indicating that
participants had entered fewer credits in trials preceded by a minority cue than in trials
preceded a majority cue. However, no significant effects of Process Feedback, or of an
interaction was found, F (1, 23) = 2.3, ns., and F (1, 23) < 1. Results are shown in
Table 4.2.
Table 4.2: Average number of staked credits and standard
deviations as a function of Consensus and Process Feedback
Process Feedback
Yes
No
M
SD
M
SD
Minority Cue
3.93 2.30
4.78 2.64
Consensus
Majority Cue
5.38 2.41
5.68 2.45

The correlation between the number of credits staked and ratings of system trust was
marginally significant, r = 0.37, p < 0.08.
4.2.3

Discussion

In this experiment, the effects of consensus cues and the availability of process feedback
on system trust were shown. Although no unequivocal output feedback was given, in the
sense of routes turning out either successful or unsuccessful, the mere availability of process
feedback proved to affect trust. Although the availability of process feedback did not lead
to higher trust ratings or more staked credits, the effect of consensus information on trust
did prove to be affected by it.
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Minority endorsement information caused people to be less willing to put credits at
stake regarding the outcome of the route-planning process than when majority endorsement
information was given. Similar effects were found on the trust ratings that were taken
before and after interacting with the system: when participants were led to believe that only
a minority of previous participants were satisfied with the system, they rated trust lower
than when majority endorsement information was given.
Although no main effect of process feedback, nor a significant interaction, was found,
these results showed that when no process feedback was given, the after-interaction trust
measurements made a significant shift towards the centre of the scale, compared to beforeinteraction measurements. When process feedback was present, no such interaction was
found. Whereas the former might be explained by the wearing-out of cue effectiveness over
time, in the sense that trust after a majority cue slightly decreased after a time lapse, and
trust after a minority cue slightly increased, the latter could have been caused by the
apparent randomness of the displayed routes. Unable to interpret this visual information,
participants may have had to use the cue content to support interpretation.
This begs the question what would happen if process feedback does not invoke the
need for cues for interpretation. As will be tested in Experiment 2, consistent process
feedback may itself provide information that overrules the judgemental impact of the cue,
rather than sustaining it, which would be the case in case of seemingly random Process
Feedback.
4.3

Experiment 2

This experiment was conducted to study the effects of consensus information in
combination with consistent versus random route generation.
Presumably, when a system's feedback is consistent, it may enable users to generate
beliefs about the system's workings that explain the regularities. As such, consistent process
feedback could be considered to convey information. Contrarily, random process feedback
may not convey such information. Consequently, consistency in the routes displayed onscreen while interacting with the route planner was expected to increase trust, whereas the
absence of consistency, i.e., randomness, would have no such effect. In fact, as random
process feedback may be interpreted as system inadequacy, it could be expected that an
additional decrease in trust ratings would be found.
In the absence of process feedback, consensus cues were expected to be used to form
trust, as would become evident from the before-interaction trust measures. With the
availability of process feedback, however, the information in the consensus cue would have
to compete with the information provided by process feedback. The process feedback
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characteristics would, therefore, determine what would happen to cue effectiveness.
Specifically, the information conveyed by consistent process feedback was expected to
override the influence of the competing, less informative consensus cue on the afterinteraction measures. The little information obtained from random process feedback,
however, may not be substantial enough to override the effect of competing consensus
information. Consequently, when a random process determines the displayed route, the
effect of a consensus manipulation could be expected to be sustained over time, rather than
overruled.
4.3.1
4.3.1.1

Method
Participants and design

Thirty-two students participated in this study. The experiment had a 2 (Consensus:
minority cue versus majority cue) * 2 (Process Feedback: random versus consistent)
within-participants design.
4.3.1.2

Procedure

Except for manipulations of Process Feedback, and the addition of manipulation
checks, the procedure followed in this experiments was similar to that of Experiment 1.
Again, trust was measured by before- and after-interaction measurements, on 7-point
scales, ranging from "very little" to "very much", as well as by logging the number of credits
staked at the beginning of each route-planning trial. Furthermore, Process Feedback was
manipulated by displaying routes that either favoured arterial roads (Consistent Process
Feedback), or displayed routes that were randomly selected from a subset of alternatives
(Random Process Feedback). Routes in the Consistent Process Feedback condition took
"red" roads, i.e. arterial roads or highways, in 80% of the cases, and deviated from the red
routes in only 20 %. In the Random Process Feedback condition, the randomly selected
roads either followed a red road in 20 % of the cases, whereas in the remaining 80 % a
more-or-less straight line between start and finish or any other reasonably probable route
was followed. The random and consistent routes were derived from data gathered during
the experiments described in the previous empirical chapters; each manually planned route
was logged in a data file, from which the most commonly planned routes were either
selected to be used in this experiment, or at least provided a basis for the displayed routes.
This was done to prevent the routes in the Random Process Feedback condition to be
somehow more improbable than the consistent ones.
Manipulations of Consensus did not differ from Experiment 1.
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The manipulation checks required participants rate the extent to which (a) they could
predict the generated routes, (b) they thought the generated routes displayed a certain
pattern, (c) they thought that the generated routes were based on fixed rules, and (d) the
generated routes matched the way they themselves would have planned them.
4.3.2

Results

No effects were found for the order in which participants received the manipulations.
This variable will, therefore, not be included in the subsequent analyses.
4.3.2.1

Manipulation checks

The manipulation checks were all subjected to repeated-measures ANOVAs, in which
Consensus and Process Feedback were inserted as independent variables.
First, these analyses showed that consistency enhanced participants' ability to predict
route generation, as indicated by higher predictability ratings in the Consistent condition
compared to the Random condition, F (1, 31) = 44.3; p << 0.01 (see Table 4.3 for
means and standard deviations). No effects of Consensus, nor of an interaction of
Consensus and Process Feedback were found, F (1, 31) = 0.9; ns., and F (1, 31) <
0.1; ns., respectively.
Table 4.3: Average ratings of predictability of Process Feedback,
on 9-point scales, and standard deviations as a function of
Consensus and Process Feedback; higher scores indicate higher
levels of predictability
Process Feedback
Consistent
Random
M
SD
M
SD
Minority Cue
6.34 1.43
4.31 2.09
Consensus
Majority Cue
6.72 1.71
4.56 1.98

Secondly, in the Consistent condition, participants rated the extent to which they
thought the Process Feedback showed a certain pattern significantly higher than in the
Random condition, F (1, 31) = 22.8; p << 0.01. Consensus did not affect these
ratings, nor did Consensus interact with Process Feedback, F (1, 31) = 2.9; ns., and F
(1, 31) = 0.4; ns., respectively (see Table 4.4).
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Table 4.4: Average ratings of the extent to which Process
Feedback displayed a pattern, on 9-point scales, and standard
deviations as a function of Consensus and Process Feedback; higher
scores indicate higher belief of pattern display
Process Feedback
Consistent
Random
M
SD
M
SD
Minority Cue
6.50 1.52
5.22 2.17
Consensus
Majority Cue
7.25 1.72
5.59 1.76

In addition, in the Consistent condition, participants believed more strongly that fixed
rules were the basis for the generated routes than in the Random condition, F (1, 31) =
15.3; p < 0.01. No effects of Consensus, nor of an interaction of Consensus and Process
Feedback were found, F (1, 31) = 0.2; ns., and F (1, 31) = 0.5; ns., respectively.
(Table 4.5).
Table 4.5: Average ratings of belief of fixed rules underlying
Process Feedback, on 9-point scales, and standard deviations as a
function of Consensus and Process Feedback; higher scores indicate
higher belief of fixed rules
Process Feedback
Consistent
Random
M
SD
M
SD
Minority Cue
6.72 1.55
5.53 2.09
Consensus
Majority Cue
7.06 1.61
5.50 1.87

Finally, participants rated the automatically generated routes as more similar to the way
they would have planned it themselves when Consistent Process Feedback had been given,
F (1, 31) = 8.3; p < 0.01 (Table 4.6), which may indicate that randomness in Process
Feedback is interpreted less positively than consistency. No effects of Consensus, F (1,
31) < 0.1; ns., nor of an interaction of Consensus and Process Feedback were found, F
(1, 31) = 1.3; ns.
In sum, the Process Feedback manipulation proved successful. Not only was the
manipulation noted, the analyses presented here also provided support for the assumption
that Consistent Process Feedback caused participants to believe they had some
understanding of the system's functioning.
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Table 4.6: Average ratings of similarity between displayed routes
and participants' own routes, on 9-point scales, and standard
deviations as a function of Consensus and Process Feedback; higher
scores indicate higher similarity
Process Feedback
Consistent
Random
M
SD
M
SD
Minority Cue
5.75 1.41
4.38 2.15
Consensus
Majority Cue
5.38 2.04
4.72 2.14

4.3.2.2

Before- and after-interaction trust measures

A repeated-measures ANOVA was performed, with Consensus, Process Feedback
and Time of measurement (before- versus after-interaction) as independent variables. (See
Table 4.7 for means and standard deviations).
Table 4.7: Average ratings of system trust, taken before and after interaction on 7-point
scales, and standard deviations as a function of Consensus and Process Feedback; higher
scores indicate higher levels of trust
Trust Measure
Before
After
Process Feedback
Process Feedback
Consistent
Random
Consistent
Random
Consensus
M
SD
M
SD
M
SD
M
SD
Minority Cue
3.34 1.07
3.47 1.05
4.25 1.02
3.19 1.65
Majority Cue
5.31 0.82
5.09 1.00
4.53 1.41
4.13 1.41

This resulted in a highly significant effect of the Consensus manipulation, indicating
that trust was rated higher after a Majority Cue than after a Minority Cue, F (1, 31) =
38.1; p << 0.01. Separate analyses showed that this overall effect applied to both beforeand after-interaction measures, although the effect on the latter was smaller, F (1, 31) =
73.8; p << 0.01, and F (1, 31) = 5.1; p = 0.03, respectively.
Likewise, a significant main effect of Process Feedback was found, F (1, 31) = 6.7; p
< 0.02, indicating that trust measures were higher after Consistent Process Feedback than
after Random Process Feedback. No interaction between Consensus and Process
Feedback was found, F (1, 31) = 0.4, ns.
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Time of measurement yielded a significant overall effect on trust, F (1, 31) = 4.4; p
< 0.05; as Table 4.7 indicates, trust levels tended to decrease over time, although the
opposite was visible in the Minority Cue – Consistent Process Feedback condition.
Additionally, the effect of Consensus was more pronounced on the before-interaction than
on the after-interaction measure, as indicated by a significant interaction of Consensus and
Time of measurement, F (1, 31) = 17.5; p < 0.01.
The analysis also showed a significant three-way interaction between Process
Feedback, Consensus and Time of measurement, F (1, 31) = 4.4; p < 0.04, indicating
that the effect of Consensus over time depended on whether Process Feedback was
consistent or random. This interaction is visualised in Figure 4.3.
6
Minority Cue, Random
Process Feedback

5.5

System Trust

5

Minority Cue, Consistent
Process Feedback

4.5

Majority Cue, Random
Process Feedback

4
3.5

Majority Cue, Consistent
Process Feedback

3
2.5
Before

After

Figure 4.3: Average ratings of system trust, taken before and after interaction on 7point scales, as a function of Consensus and Process Feedback; higher scores
indicate higher levels of trust

Subsequently, the specific hypotheses were tested by performing two separate two-way
repeated-measures ANOVAs with Consensus and Time of measurement as independent
variables, one for Random, and one for Consistent Process Feedback.
In the case of Random Process Feedback, the hypothesis stated that both beforeinteraction, as well as after-interaction trust would be influenced by Consensus
information, and that, possibly, trust ratings would decrease over time, as Random Process
Feedback could be interpreted negatively. Indeed, separate analyses of before- and afterinteraction measures showed that both were significantly affected by the Consensus
manipulation, F (1, 31) = 47.2; p << 0.01, and F (1, 31) = 5.72; p < 0.03,
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respectively; ratings were significantly higher following a majority endorsement message
than they were after a minority endorsement. Additionally, a significant main effect of
Time was found: after-interaction measures were lower than before-interaction measures, F
(1, 31) = 9.1; p < 0.01. This analysis provided support for the hypothesis that Random
Process Feedback caused the Consensus effect to be sustained over time.
In the Consistent Process Feedback condition, an interaction of Consensus and Time
of measurement was expected. Again, a two-way repeated-measures ANOVA was
performed, revealing a main effect of Consensus, F (1, 31) = 27.9; p << 0.01. No
main effect of Time was found, F (1, 31) = 0.1, ns. Furthermore, a highly significant
interaction of Consensus and Time of measurement was found, F (1, 31) = 25.5; p <<
0.01, indicating that the Consensus manipulations only had an effect on the beforeinteraction trust measurement, but not on the after-interaction measurement. Indeed,
separate analyses of before- and after-interaction trust measures revealed a significant effect
of Consensus on the former, and a non-significant effect on the latter, F (1, 31) = 63.1; p
<< 0.01, and F (1, 31) = 0.9; ns., respectively. In conformance with the hypothesis,
Consistent Process Feedback apparently overruled the effect of Consensus.
4.3.2.3

Staked credits

The number of stakes entered showed a significant effect of Consensus, F (1, 31) =
5.3; p < 0.03. A Majority Cue caused participants to stake more credits than a Minority
Cue. Process Feedback did not produce a significant effect, F = < 1, ns. The interaction
between Consensus and Process Feedback was not significant at the 0.05-level, F (1, 31)
= 3.1, p = 0.09. See Table 4.8.
The ratings of system trust and the average number of staked credits correlated
significantly, r = 0.37, p < 0.04.
Table 4.8: Average number of staked credits and standard
deviations as a function of Consensus and Process Feedback
Process Feedback
Consistent
Random
M
SD
M
SD
Minority Cue
5.00 2.17
5.18 2.25
Consensus
Majority Cue
5.98 1.67
5.48 1.97
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4.3.3

Discussion

Consensus information proved to have an effect on trust when other information was
not available. As in the previous experiment, majority endorsement provided participants
with information on which trust was subsequently built. Furthermore, process feedback
also provided participants with information that was used to judge the system in terms of
trustworthiness, depending on the nature of that information, i.e. random or consistent.
Not only was consistent process feedback judged to be more predictable, participants also
scored higher on the extent to which they believed that the consistent process feedback
showed a pattern, as well as the extent to which they believed that it was governed by fixed
rules than those in the random condition.
With regard to Random Process Feedback, the data showed that the differences in
trust between majority and minority endorsement treatments hardly changed over time, an
indication that random process feedback provided little additional information that
competed with consensus information. In addition, participants may also have used the
consensus information to interpret the ambiguous randomised information presented on the
screen. Additionally, after-interaction measures of trust were somewhat lower than beforeinteraction measures in the random Process Feedback conditions; apparently, randomised
Process Feedback led to a decrease in trust levels. This notion is supported by the finding
that participants rated routes in the consistent process feedback condition as better
matching the way they would have planned the same route themselves.
In the consistent process feedback treatments a different pattern emerged. Although
consensus information influenced participants to rate their initial levels of trust as either
high (majority cue) or low (minority cue), this effect was absent in the after-interaction
measure, which was in line with the hypotheses.
The credits staked provide partial support for these findings. The results of this
experiment show that these stakes, too, were influenced by the consensus information. In
addition, a trust-enhancing effect of consistent process feedback seems present in the
majority cue condition; the credits staked appear to have been highest in the consistent
condition in combination with a majority cue. However, this could not be ascertained at
the required level of significance.
Apparently, consistent process feedback diminished consensus cue effectiveness by
providing participants with information that caused the average trust level to converge
slightly above the scale midpoint. As a result, low trust levels could be observed to rise
after a minority cue, whereas trust decreased following a majority cue. Trust levels
following a minority cue did not rise when random process feedback was experienced,
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thereby contrasting the effect of consistent process feedback. The reported before- and
after-interaction trust levels, however, displayed a decrease in trust over time after a
majority cue that is very similar for both the random and consistent process feedback
conditions. In other words, after a majority cue no differences were found between the
consistent and random conditions, suggesting that differences in process feedback
conditions were simply not noticed, contrary to a minority cue. An alternative explanation
for the interaction found in the consistent process feedback condition would, therefore, be
that a mere minority cue evokes a certain alertness, causing participants to watch system
behaviour more closely for clues. Thus, manipulations of consistent versus random process
feedback may only affect trust levels when preceded by a minority cue, amenable for
negative interpretation. Although there is ample evidence to suggest that negative
information weighs more heavily in decisions and evaluations (for instance, see Rozin &
Royzman, 2001), analyses of the manipulation checks clearly showed that this
phenomenon cannot account for differential effects of minority and majority cues. If a
minority cue, as opposed to a majority cue, would indeed cause alertness, this would also
have to become evident as an interaction between consensus and process feedback on these
checks. However, this interaction could not be shown for any of the manipulation checks.
This experiment showed that the character of the process feedback plays a significant
role in the formation of trust. One explanation for this finding, suggested previously, is
that, contrary to randomness, consistency tempts users to think that there is a reason why
the route planner results showed a particular recurrent pattern, rather than consider the
pattern as an imperfection of the system. In other words, users may form beliefs about the
system's functioning in order to explain its output. This, in turn, may increase trust and,
subsequently, the willingness to rely on generated route solutions. The findings that the
effect of consensus information depended on the consistent versus random appearance of
the suggested routes, and that participants were more convinced that there were fixed rules
embedded in the route planners that gave consistent process feedback than those with
random process feedback, provides additional support for this contention.
4.4

Experiment 3

Arguably, consistency alone may not provide sufficient grounds for trust to form; users
may also base their judgement on face validity. Indeed, one may think of a system yielding
output that consists of consistent yet unlikely, or disagreeable advice. In Experiment 2, the
consistent process feedback probably consisted of fairly agreeable routing advice; the
question remains what the influence of consistency will be when the routes displayed are
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highly unlikely as correct solutions, i.e., when users do not agree with the advice given to
them.
Lerch and Prietula (1989) investigated agreement with human and system advice, and
confidence in the source of that advice. They treated participants' agreement with system
advice as similar to predictability, and proposed an additive model of confidence and
agreement. Agreement ratings, like predictability ratings, were primarily guided by the
specific evidence provided in each problem solving trial; confidence levels were to a certain
extent based upon prior confidence levels and on an agreement history. By considering
agreement similar to consistency, Lerch and Prietula implied that both concepts have a
similar direct relation to trust. Higher agreement with system advice corresponds to higher
levels of trust, as would be the case for consistency.
Face validity, or agreement, in Lerch and Prietula's (1989) terminology, and
consistency in process feedback come about differently, however. Face validity of system
advice, i.e., the extent to which people regard the advice as realistic or preferable, may be
based on one single route planning trial, whereas conclusions concerning consistency can
only be drawn after viewing multiple different routes. In other words, to a novice user, an
assessment of face validity may be made before process feedback is judged as consistent.
Furthermore, consistency does not necessarily imply that users agree with it. For example,
if a user wants advice on how to travel from, say, the Royal Albert Hall to Piccadilly
Circus, and subsequently from Piccadilly Circus to Tower Bridge, a route planner that
consistently incorporates Hyde Park in its suggestions is not very likely to instil trust in the
user, and is probably not considered to provide feedback with high face validity.
Therefore, consistency and face validity can be considered as separate characteristics of
process feedback, and they will be treated accordingly in this study.
In Experiment 3, face validity of process feedback was pitted against process feedback
consistency and consensus cues. Similar to Experiment 2, consistent feedback was
expected to result in higher trust ratings than random feedback. Likewise, process feedback
with high face validity, i.e., process feedback that participants believe is likely to result in
fast routes, would cause trust ratings to be higher than process feedback with low face
validity, or process feedback that is unlikely to yield fast routes. Additionally, as consistent
process feedback may contain trust-relevant information, it was expected to overrule the
less informative consensus information, causing the effect of consensus on the afterinteraction trust measures to disappear. Random process feedback, being low in
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informational content, would not be able to overrule consensus information, as would be
indicated by a sustained consensus effect on after-interaction trust over time.
As a result of the overruled consensus effect, trust levels in the consistent conditions
would show a convergence over time, as was observed in Experiment 2; whether trust
levels would converge on high or low after-interaction trust levels, was expected to depend
on the process feedback being either high or low in face validity. Specifically, consistent
process feedback with high face validity was expected to converge at higher trust levels than
consistent process feedback with low face validity. Random process feedback was expected
to show a sustained effect of consensus on the after-interaction measure, in addition to an
effect of face validity: random process feedback with high face validity would result in
higher after-interaction trust than random process feedback with low face validity.
4.4.1
4.4.1.1

Method
Participants and design

Forty-eight undergraduate students participated in this study, which had three-factor
mixed design. Consensus (minority cue versus majority cue) was varied betweenparticipants, whereas Consistency (consistent versus random) and Face Validity (high
versus low) were manipulated within-participants. The order in which the Face Validity
conditions were encountered constituted an additional two-levels between-participants
variable.
4.4.1.2

Procedure

Except for the process feedback manipulations, the procedure followed was largely
similar to that of Experiment 2.
Process feedback that was Consistent and had High Face Validity consisted of routes
that favoured arterial roads, and, as such, were similar to the routes used in the consistent
process feedback condition of Experiment 2. Likewise, routes displayed in the Random
and High Face Validity conditions were the same as those used as random routes in the
previous experiment, and showed routes selected randomly from a small subset of
alternatives that participants had rated agreeable in earlier experiments. Contrarily, the
routes in the Low Face Validity condition, both Random and Consistent, were entirely
different to the routes used before. Low Face Validity entailed routes that displayed
relatively large detours; these routes, therefore, were not very likely to be as fast as
required. Process feedback that was Consistent and had Low Face Validity showed routes
that made a relatively large detour that was always on the same location; thus, these routes

- 82 -

were both unlikely to be fast, but at the same time displayed consistency. Contrarily,
process feedback that was Random and had Low Face Validity consisted of routes that
made relatively large and inconsistent detours, i.e., never on the same spot.
The order in which these manipulations took place was counterbalanced. The first two
route planners yielded Consistent process feedback, whereas the third and fourth were
random, and vice versa. Within the Random and Consistent conditions, High and Low
Face Validity conditions were systematically varied.
The manipulation checks concerning Face Validity entailed asking participants to rate
the extent to which (a) the generated routes matched the way they themselves would have
planned them, and (b) they agreed with the displayed routes. Consistency manipulations
were checked by having participants rate the extent to which they (a) could predict the
generated routes, (b) thought the generated routes displayed a certain pattern, and (c)
thought that the generated routes were based on fixed rules.
4.4.2

Results

The order in which manipulations in process feedback were encountered, proved to
influence some dependent variables. Therefore, although no hypotheses regarding its
effects had been formulated, the variable Order was included in all reported analyses as an
extra independent variable; its effects will be discussed for each dependent variable
separately in the following sections.
4.4.2.1

Manipulation Checks

All manipulation checks were subjected to an ANOVA, with Consistency and Face
Validity as within-participants independent variables, and Consensus and Order as
between-participants independent variables.
The ratings of the Consensus manipulation revealed a highly significant main effect of
Consensus, F (1, 32) = 156.7, p << 0.01. Participants in the Minority Cue condition
recalled a more negative cue content than did those in the Majority Cue condition,
regardless of other manipulations. Table 4.9 shows means and standard deviations.
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Table 4.9: Average ratings of Consensus valence, on 9-point scales, and
standard deviations as a function of Consensus, Consistency, and Face
Validity
Consistency
Consistent
Random
Face Validity
Consensus
M
SD
M
SD
Minority Cue
3.13
1.26
3.38
1.56
High
Majority Cue
7.46
1.35
7.58
1.02
Low

Minority Cue
Majority Cue

3.17
7.13

1.49
1.57

2.92
7.33

1.38
1.74

The two checks concerning the extent to which the generated routes matched the way
participants would have planned them themselves (similarity ratings, see Table 4.10), and
the extent of agreement with the displayed routes both showed highly significant effects of
Face Validity, F (1, 32) = 43.8, p << 0.01, and F (1, 32) = 36.9, p << 0.01,
respectively. Ratings with regard to the former check were higher in case of High Face
Validity than in case of Low Face Validity. A similar effect of Face Validity was found on
the latter check (see Table 4.11). Both checks, however, also showed an effect of
Consistency, F (1, 32) = 12.4; p << 0.01, and F (1, 32) = 22.2; p << 0.01. Both
ratings were highest in the Consistent condition. In addition, a significant interaction
between both independent variables was found on the agreement rating, F (1, 32) = 5.1;
p = 0.03. It appeared that larger differences between High Face Validity and Low Face
Validity were found in the Consistent conditions.
Table 4.10: Average ratings of similarity between
displayed routes and participants' own routes, on 9-point
scales, and standard deviations as a function of
Consistency and Face Validity; higher scores indicate
higher similarity
Consistency
Consistent
Random
Face Validity
M
SD
M
SD
High
5.46
2.16
4.90
2.22
Low
4.31
2.23
3.00
2.34
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Table 4.11: Average ratings of agreement with process
feedback, on 9-point scales, and standard deviations as a
function of Consistency and Face Validity; higher scores
indicate higher agreement
Consistency
Consistent
Random
Face Validity
M
SD
M
SD
High
5.63
2.05
5.29
2.20
Low
4.67
2.06
3.31
2.24

Furthermore, analysis of the Consistency manipulation check showed that participants
judged the process feedback as significantly more predictable in the Consistent condition,
compared to the Random condition, F (1, 32) = 42.4, p << 0.01. Also, a highly
significant effect of Face Validity became apparent on this check, F (1, 32) = 56.7, p
<< 0.01; predictability was rated higher when process feedback had been high in Face
Validity, versus when Face Validity had been low. Means and standard deviations are
displayed in Table 4.12.
Table 4.12: Average ratings of predictability of process
feedback, on 9-point scales, and standard deviations as a
function of Consistency and Face Validity; higher scores
indicate higher predictability
Consistency
Consistent
Random
Face Validity
M
SD
M
SD
High
6.21
2.21
4.88
2.19
Low
4.65
2.36
2.96
2.41

Similar effects of Consistency and Face Validity were found on the check to what
extent participants had discerned patterns in the process feedback, F (1, 32) = 7.7, p <
0.01, and F (1, 32) = 15.6, p << 0.01, respectively, see Table 4.13.
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Table 4.13: Average ratings of the extent to which
process feedback displayed a pattern, on 9-point scales,
and standard deviations as a function of Consistency and
Face Validity; higher scores indicate higher belief of
pattern display
Consistency
Consistent
Random
Face Validity
M
SD
M
SD
High
6.56
2.31
5.88
1.97
Low
5.50
2.40
4.69
2.59

Ratings regarding the extent to which they believed fixed rules to underlie system
output showed only a marginally significant effect of Consistency, and a significant effect of
Face Validity, F (1, 32) = 3.0, p = 0.09, and F (1, 32) = 11.8, p < 0.01,
respectively. Table 4.14 shows means and standard deviations.
Table 4.14: Average ratings of belief of fixed rules
underlying process feedback, on 9-point scales, and
standard deviations as a function of Consistency and
Face Validity; higher scores indicate higher belief of
fixed rules
Consistency
Consistent
Random
Face Validity
M
SD
M
SD
High
6.79
1.88
6.06
1.73
Low
5.50
2.13
5.38
2.38

4.4.2.2

Before-and after-interaction trust measures

The before- and after-interaction trust measures were subjected to ANOVAs, with
Consistency and Face Validity as within-participants independent variables, and
Consensus and Order as between-participants independent variables. Table 4.15 and
Table 4.16 display means and standard deviations of before- and after-interaction trust
ratings, respectively.
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Table 4.15: Average ratings of system trust, taken before interaction on 7point scales, and standard deviations as a function of Consensus,
Consistency, and Face Validity; higher scores indicate higher levels of trust
Consistency
Consistent
Random
Face Validity
Consensus
M
SD
M
SD
Minority Cue
3.88
1.23
3.67
1.46
High
Majority Cue
4.96
1.12
4.71
1.16
Total
4.42
1.29
4.19
1.41

Low

Minority Cue
Majority Cue
Total

3.88
4.83
4.35

0.99
0.96
1.08

4.21
4.88
4.54

1.02
0.99
1.05

Table 4.16: Average ratings of system trust, taken after interaction on 7point scales, and standard deviations as a function of Consensus,
Consistency, and Face Validity; higher scores indicate higher levels of
trust
Consistency
Consistent
Random
Face Validity
Consensus
M
SD
M
SD
Minority Cue
4.29
1.08
4.54
1.32
High
Majority Cue
4.67
1.43
5.00
1.10
Total
4.48
1.27
4.77
1.22

Low

Minority Cue
Majority Cue
Total

3.71
3.50
3.60

1.55
1.69
1.61

1.92
2.38
2.15

1.06
1.47
1.29

The effect of the Consensus manipulation significantly affected before-interaction trust
measures, but not the after-interaction measures, F (1, 32) = 15.0; p < 0.01, and F (1,
32) = 1.4; ns. Trust was rated higher when a majority cue was given, compared to a
minority cue. Apparently, the manipulations that took place in the interaction stage, i.e.,
after the before-interaction trust measure, overruled the effect of the Consensus cue.
The after-interaction measures showed a significant main affect of Consistency, F (1,
32) = 22.2; p << 0.01, indicating that these ratings were higher in the Consistent than
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in the Random conditions. Manipulations of Face Validity also affected the afterinteraction trust measures; these were higher in the High Face Validity conditions than in
the Low Face Validity conditions, as indicated by a significant main effect of Face
Validity, F (1, 32) = 110.7; p << 0.01.
These results supported the hypotheses. When no other information was available, the
Consensus information was used to build trust, as indicated by the Consensus effect on the
before-interaction trust measures. After the interaction, however, Consensus no longer
showed an effect on trust, as it was overruled by the competing information conveyed by
process feedback.

4
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Figure 4.4: Average ratings of system trust, taken before and after interaction on 7-point scales,
as a function of Consensus and Consistency; the left part shows averages for High Face Validity,
the right part for Low Face Validity; higher scores indicate higher levels of trust

The interaction of Face Validity and Consistency was significant for both the beforeand after-interaction trust measures, F (1, 32) = 5.8; p = 0.02, and F (1, 32) = 29.3; p
< 0.01, respectively. Table 4.16 and Figure 4.4 show that that the effect of Face Validity
was far smaller when process feedback was also consistent, compared to when it was
random. Table 4.15 indicates that, whereas before-interactions in de High Face Validity
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conditions did not differ between Random and Consistent conditions, Low Face Validity
conditions were lower when process feedback was also consistent. As these differences are
rather small, they could be dismissed as flukes. The interaction on the after-interaction
measures, however, indicates that Consistency was more influential than Face Validity.
When process feedback was consistent, the fact whether it also had High or Low Face
Validity added only little in terms of trust. Face Validity gained in importance in the
absence of consistency, however, as it did not have to compete.
The Order in which process feedback manipulations took place, appeared to interact
with Consistency on the after-interaction trust measures, F (7, 32) = 5.4; p < 0.01. As
the order of both the Face Validity and Consistency manipulations were varied, this Order
variable consisted of eight levels, each relating to one specific sequence of Face Validity
and Consistency manipulations. To enable the interpretation of the interaction this number
of levels was reduced to two, by focusing solely on variations in the order in which the
Random and Consistent conditions were encountered. Specifically, the Order conditions
in which the first two route planners provided consistent process feedback were collapsed
to form one level of an alternative Order-variable, and those in which the first two were
random were collapsed to form the second level.
Inserting this two-level variable Order, together with Face Validity and Consistency, as
independent variables into a repeated-measures ANOVA, yielded a significant main
effect of Order, F (1, 44) = 4.6; p < 0.04, indicating that after-interaction trust ratings
were somewhat higher when participants had encountered random process feedback first
(see Figure 4.5). In addition, a significant interaction of Consistency and this alternative
Order variable was found, F (1, 44) = 6.3; p < 0.02. Apparently, the effect of
Consistency manipulations on trust was strongest when random preceded consistent routes;
the effect of random process feedback seems not to have been affected by Order. Perhaps,
when random process feedback was encountered first, the subsequent consistent routes may
have been more easily recognisable as such, resulting in higher trust ratings following
consistent process feedback, compared to when consistent routes were encountered first.
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Figure 4.5: Average number of staked credits, as a function of
Consistency and Order (i.e., whether Consistent or Random process
feedback came first)

To test the specific hypotheses about the dependence of cue effectiveness on whether
process feedback was consistent or random, separate analyses were run for Consistent and
Random conditions; the trust measures were inserted as dependent variables into an
analysis of variance, with Consensus, and Order as between-participants independent
variables, and Time of measurement (before or after interaction) and Face Validity as
within-participants variables.
In the Consistent condition, analyses revealed a highly significant interaction between
Time of measurement and Consensus, F (1, 32) = 11.8; p < 0.01. Further analyses
indicated that, as expected, the effect of Consensus reached significance only for the
before-interaction-, and not the after-interaction measures, F (1, 32) = 18.3; p < 0.01,
and F (1, 32) = 0.1; ns., respectively. A non-significant three-way interaction between
Time of measurement, Consensus and Face Validity indicated that this effect could not be
shown to differ between the High and Low Face Validity conditions, F (1, 32) = 0.5;
ns. This supported the hypothesis that consistent process feedback would yield trustrelevant information that would overrule the competing, less informative Consensus cue.
In the Random condition, the interaction between Time of measurement and
Consensus was not significant, F (1, 32) = 1.9; ns. Closer inspection revealed a
significant Consensus-effect on the before-interaction-, and a marginally significant effect
on the after-interaction measure, F (1, 32) = 9.4; p < 0.01, and F (1, 20) = 3.6; p =
0.07. A non-significant three-way interaction between Time of measurement, Consensus
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and Face Validity suggested this not to differ between High and Low Face Validity
conditions, F (1, 32) = 0.6; ns. Although marginally significant, the after-interaction trust
ratings showed an effect of the Consensus manipulation, which is in conformance with
expectations: as random process feedback would convey only little competing trust-relevant
information, the effect of Consensus information was expected to affect both before- and
after-interaction measures.
4.4.2.3

Staked credits

No significant between-participants main effect of Consensus was found on the number
of credits staked, F (1, 32) < 0.1, ns. Consistency only resulted in a marginally significant
main effect, F (1, 32) = 3.7, p = 0.06. The number of credits staked was slightly higher
in the consistent process feedback condition than in the random condition (see Table
4.17).
Contrarily, a highly significant main effect of Face Validity was found, F (1, 32) =
37.9, p < 0.01; High Face Validity caused participants to stake more credits than Low
Face Validity.
Table 4.17: Average number of staked credits and standard deviations
as a function of Consensus, Consistency, and Face Validity
Consistency
Consistent
Random
Face Validity
Consensus
M
SD
M
SD
Minority Cue
5.29
1.99
5.25
1.80
High
Majority Cue
5.48
2.21
5.76
2.13
Total
5.39
2.08
5.50
1.97

Low

Minority Cue
Majority Cue
Total

4.75
4.43
4.59

2.14
2.50
2.31

3.97
3.70
3.83

1.97
2.49
2.22

Finally, Face Validity and Consistency were found to interact significantly, F (1, 32)
= 6.3, p = 0.02; as is illustrated by Figure 4.6, in the Consistent conditions, the
manipulations of Face Validity turned out to have a smaller effect than in the Random
condition.
The correlation between the number of staked credits and the system trust ratings was
highly significant, r = 0.49, p < 0.01.
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Figure 4.6: Average number of staked credits, as a function of Consensus,
Consistency, and Face Validity

4.4.3

Discussion

Overall analyses showed that, in line with previous experiments, consensus information
affected trust levels; majority endorsement information led to higher trust in the system's
abilities than minority endorsement information. Closer inspection revealed that this
consensus-effect was only found on trust measures that were taken just before the stage
where participants actually gained experience with the application. Apparently, the visual
information that was displayed during this stage provided participants with enough
information to overrule the consensus-effect on the subsequent after-interaction trust
ratings.
Indeed, the different characteristics of visual information manipulated in this
experiment directly or indirectly led to changes in the trust measures. As hypothesised,
displayed routes that were likely to be fast routes (i.e., routes with high face validity),
resulted in higher levels of trust than did routes that were unlikely to be fast (routes with
low face validity). In conformance with the expectations, routes that were consistent were
shown to cause higher trust ratings and higher numbers of staked credits than random
routes. Interestingly, the analyses of the trust ratings showed that consistency and face
validity interacted with one another, in that face validity had a stronger influence when
process feedback was also random, compared to when it was consistent.
With regard to the relation between cue effectiveness and consistency in process
feedback, the analyses show that, in accordance with the specific hypotheses, consistent
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process feedback condition caused the consensus manipulation to affect only the beforeinteraction, and not the after interaction measure. In other words, cue effectiveness was
shown to be cancelled out over time when process feedback had been consistent. This
effect did not differ between high and low face validity conditions. In the random process
feedback condition, the expected sustained effect of consensus was shown for both face
validity conditions.
Despite the order effect, these results do provide interesting information about the
differential paths used to process different types of information.
Clearly, when no process information is available to participants, i.e., when they do not
have any experience with the program, the information they get from reading the consensus
information is the only source they can use to base trust on. A message containing
information with positive implications for the system consistently builds up trust, whereas
negative implications lower trust levels. However, when process information becomes
available, this may yield new information that competes with consensus information. As
consistent process feedback may yield more trust-relevant information, it causes the
influence of the less informative consensus information to diminish to the point where it is
overruled, as became evident from the absence of consensus influence on after-interaction
trust levels. Contrarily, random process feedback does not yield substantial information to
compete with consensus information, causing the latter to affect both before- and afterinteraction trust. Thus, although no absolute right/wrong-feedback was given, mere process
feedback provided information that could be used to form trust. This experiment showed
that, besides consistency, face validity of the displayed routes also has an influence on trust.
Process feedback with high face validity, or the displaying of routes that seemed likely to
be fast, matched participants' preconceptions about fast routes, and, thus, influenced trust.
Likely fast routes resulted in higher trust levels than did unlikely fast routes (i.e., process
feedback with low face validity). However, as noted in the above, the magnitude of the
effect was determined by consistency. This could be interpreted as consistency having a
higher "priority" than face validity; it seems as if participants rely more heavily on face
validity when consistency is absent.
Lerch and Prietula (1989) reasoned that both agreement and confidence are rooted in
predictability, or consistency, and, hence, are directly related. This explanation, however,
fails to explain the interaction effects found on the after-interaction trust measurement and
the number of staked credits. If predictability, or consistency, and face validity, or
agreement, were linked as proposed by Lerch and Prietula, only main effects of these
variables on both trust measures and the number of stakes could have been expected, but
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not an interaction. Although main effects of face validity were found on both measures,
also significant interactions between consistency and face validity appeared, indicating that
these variables could be viewed as independent concepts. A consistent set of routes could
indeed be judged as higher in face validity, but face validity does not necessitate
consistency, as this experiment shows. In other words, consistency may directly influence
face validity and trust, but face validity may also affect trust without consistency.
4.5

Overall analysis

In addition to the separate analyses of the previous sections, an overall analysis was
conducted to compare the different manipulations across experiments, with greater
statistical power. To do so, the experimental conditions identical across the experiments
were identified and combined.
Consensus information was manipulated similarly across all experiments, apart from
the fact that in Experiment 3 manipulations took place between-participants, whereas in
Experiments 1 and 2 Consensus was manipulated within-participants. All other variables,
whose effects added on to the effect of the Consensus cue supplied before the interaction
stages, were manipulated within-participants. Thus, for each participant there are four
measurements taken before the interaction, showing only an effect of Consensus
manipulations, and four measurements taken afterwards, on which the process feedback
manipulations had an additional effect.
The process feedback as manipulated in Experiment 1 (Process Feedback: yes versus
no), provided the basis for the manipulations in Experiments 2 and 3; in Experiment 2 it
was made more random in the one condition, and more consistent in the other. The
process feedback supplied in Experiment 1 can therefore be considered to lie between the
random and consistent process feedback conditions of Experiment 2 in terms of
consistency.
In Experiment 3, an additional characteristic of process feedback was added to the
random versus consistent appearance of the routes used in Experiment 2, namely whether
the displayed routes were likely to be fast routes (high face validity) or not (low face
validity). In other words, routes were created that contrasted with the other process
feedback manipulations in the degree that they were likely to yield successful routes;
compared to these conditions, the other manipulations, i.e. the available condition in
Experiment 1 and the random and consistent conditions in Experiment 2, can, therefore,
be considered to have high face validity.
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Table 4.18 shows how process feedback conditions of Experiments 1, 2, and 3 are
combined to form the conditions in the overall analysis. This analysis comprised levels in
which process feedback Consistency can be unavailable (Absent Process Feedback),
random (Random Process Feedback), available and in-between consistent and random
(Available Process Feedback), and consistent (Consistent Process Feedback). In
addition, process feedback can either have High or Low Face Validity.
As the process feedback manipulations of Experiment 2 were identical to the
manipulations of Consistency in the High Face Validity condition of Experiment 3, these
conditions can be combined. As such, the overall design consisted of only six different
manipulations of Process Feedback (see Table 4.18). Taking the two levels of the
Consensus manipulation into account, combining all three experiments resulted in a design
of 12 cells.
Table 4.18: Process feedback conditions in separate experiments compared to those in the
overall analysis
Separate Experiments
Overall Analysis
Absent
Absent
Experiment 1
Available
Available - High Face Validity
Experiment 2

Consistent
Random

Consistent - High Face Validitya
Random - High Face Validityb

Experiment 3

Consistent-High Face Validity
Random-High Face Validity
Consistent-Low Face Validity
Random-Low Face Validity

Consistent - High Face Validitya
Random - High Face Validityb
Consistent - Low Face Validity
Random - Low Face Validity

Note. Indexes a and b indicate identical conditions that are combined in the overall analysis

Trust measurements taken before interaction depended only on the Consensus
manipulation, on individual differences in trust, and on within-participant variability.
Thus, before-interaction trust (T) of an individual i after Consensus manipulation j was
modelled as a weighted sum of a fixed consensus effect µj, a random variable Ai for
individual differences in general trust, and a random variable Eij for measurement error:
Tij, before = µj + α*Ai + ηj*Eij,

where A and E ~ N (0, 1).
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Note that the model allowed for different error variances for the two types of consensus.
Subsequently, both an additive, as well as an interactive model was fitted to these data.
The additive model was used to determine whether there are main effects of Consensus,
Consistency and Face Validity manipulations, and what the magnitudes of the individual
factors' effects are in terms of trust. Subsequently, comparing the additive and the
interactive model with regard to how well each accounts for the observed means, yields
information about interaction effects; if the additive model would provide a significantly
worse fit than the interactive model, this would be an indication of interactions, providing
further support for the results of the experiments.
In the additive model, each level of an experimental manipulation was represented by a
constant that is added to the trust level at the first measurement. Specifically, the afterinteraction measurements were modelled as a sum of the before-interaction measurement in
the same experimental condition, a fixed effect µ for each level of the manipulated factors
Consistency (k) and Face Validity (l), and again some random measurement error (F)
that is uncorrelated across experimental conditions:
Tijkl, after = Tij, before + µk + µl + φjkl*Fijkl,

where F ~ N (0, 1).

The additive model as described above is not identified. Whereas the absolute effects
of the two Consensus manipulations and the effect of the condition in which process
feedback was not available (Experiment 1) could be estimated without problems, the
remaining manipulations of Consistency and Face Validity required one of the effects to be
fixed. It was arbitrarily chosen to set the absolute effect of the Low Face Validity
manipulation to 0.
The interactive model, in contrast to the additive model, allowed different effects for
each of the 12 different experimental conditions. Thus, specific combinations of the three
experimental factors may result in specific levels of trust; no additivity is assumed, except
that the after-interaction measuments are based on the before-interaction level of trust. The
modelling therefore only differed regarding the after-interaction measurements:
Tijkl, after = Tij, before + µjkl + φjkl*Fijkl,

where F ~ N (0, 1).

- 96 -

The models were fitted to the data using Mx (Neale, Boker, Xie, & Maes, 2003), a
general program for structural equation modelling that estimates model parameters by
maximising the log-likelihood of the raw data.
4.5.1

Results and discussion

The additive model proved to fit significantly worse than the interactive model, χ2 (7)
= 55.5, p << 0.01. This indicates that the additive model does not fit the data, and that
the effects of Consensus, Consistency and Face Validity indeed interact.
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Figure 4.7: Average observed ratings of system trust, taken before
interaction, as a function of Consensus, Consistency, and Face Validity
(FV), compared to predicted ratings

Figure 4.7 shows the observed and expected means for the before-interaction
measurement, taken right after the cue manipulation. Figure 4.8 displays the observed
means, and the means as expected under the interactive and additive models.
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Figure 4.8: Average observed ratings of system trust, taken after interaction,
as a function of Consensus, Consistency, and Face Validity (FV), compared
to ratings predicted by the interactive and additive models

Based on the additive model, the effect of Consensus on before-interaction trust levels
turned out significant; the mean difference between the minority and majority cue
conditions was M = 1.79 (95% confidence interval: 1.56, 2.02), with higher trust after a
majority cue. Absent Process feedback (Experiment 1) did not result in changes in trust
after interaction, the effect being M = -0.22 (95% confidence interval: -0.82, 0.32).
Available Process Feedback proved to have the same effect on trust as Random Process
Feedback, the difference between these two conditions being only M = 0.17, and nonsignificant (95% confidence interval: -0.30, 0.64).
The difference between Consistent and Random Process Feedback was significant, M
= 0.76 (95% confidence interval: 0.37, 1.14); trust was higher after Consistent than after
Random Process Feedback. Compared to Available Process Feedback, Consistent
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Process Feedback resulted in higher trust, M = 0.59 (95% confidence interval: 0.13,
1.05). The difference between High and Low Face Validity was M = 1.84 (95%
confidence interval: 1.44, 2.24).
In summary, Available Process Feedback did not differ from Random Process
Feedback. This supports the assumption made in the discussion of Experiment 1 about
the nature of the displayed routes. These were argued to be somewhat random, causing
participants to rely on the Consensus information in order to interpret what they saw on
the screen. Moreover, this overall analysis provided further support for the observation that
Consistent Process Feedback resulted in higher trust than Random Process Feedback. In
addition, Process Feedback with High Face Validity also instilled more trust in
participants than Process Feedback with Low Face Validity. The additive effect of Face
Validity turned out to be far stronger than that of Consistency; the difference between
High and Low Face Validity was far greater than that between Consistent and Random
Process Feedback.
However, care should be taken in interpreting these main effects, since the additive
model fitted the data significantly worse than the interactive model. This indicates that the
different manipulations indeed interacted with each other, as was concluded from the
results of the individual experiments. In line with the findings of Experiments 2 and 3, the
interactive model suggests that the effect of Consensus on the after-interaction trust levels
depends on whether process feedback was Consistent or Random (see Figure 4.8).
Whereas the additive and interactive model largely agree on the difference in trust between
Majority and Minority Cue conditions when process feedback was Random, the
interactive model predicts this difference to be far smaller in the Consistent Process
Feedback conditions. The additive model, however, does not predict a difference in the
Consensus effect between Random and Consistent Process Feedback. In addition, the
predictions of the interactive model suggest that the effect of Face Validity depends on the
consistency of process feedback; Figure 4.8 shows that in the Random conditions the
difference in trust between High and Low Face Validity was greater than in Consistent
conditions, which is in line with the findings of Experiment 3.
4.6

General Discussion

The reported studies present a number of interesting phenomena pertaining to
situations in which users of systems have different kinds of information at their disposal.
Experiment 1 showed that cue effectiveness could be moderated by process information.
When process feedback was omitted, the influence of the cue, given beforehand,
diminished over time; participants clearly rated their trust less extreme afterwards than they
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did beforehand: very low initial trust ratings increased somewhat, whereas high trust
decreased with interaction. Presumably, because the elapsed time between the cue
manipulations and the first trust measurement was much smaller than that between the cue
manipulation and the second trust measurement, the latter could have caused participants'
recollection of the cue content to become less salient, resulting in less extreme trust ratings.
On the other hand, if process feedback was presented, trust ratings remained fairly stable
over time. As the corresponding routes probably provided rather ambiguous information,
this may have necessitated participants to use the only other information available, i.e., the
consensus manipulation, in order to decide whether a particular route should be classified
as either slow or fast. In other words, the cue content was probably used to fill in the gaps
that the visual information provided. As a result, the cue content would have to be recalled
from memory with each new displayed route, thus decreasing the possibility that the
memory of the cue content would fade.
Experiment 2 showed that process feedback with a random appearance caused a
similar pattern of trust ratings as the first experiment. Presumably, random process
feedback provided rather indefinite visual information that required the content of the
consensus manipulation for interpretation. Hence, the effect of consensus information was
present both before and after the interaction stage. Nevertheless, randomised routes also
resulted in a general decrease of trust ratings. Presumably, randomness was taken as a sign
of a system's inadequacy. Consistent process feedback, on the other hand, apparently did
provide information on which trust judgements could subsequently be based. The
regularities that could be observed in the displayed routes, such as a preference for routes
along arterial roads, led to higher levels of trust. In fact, its effects were strong enough to
completely annihilate the effects of consensus information.
Experiment 3 provided further support for the conclusions drawn in Experiment 2.
Again, a main effect of process feedback consistency was found; trust was shown to be
higher after consistent rather than random process feedback. In addition, the effect of
consistency became apparent, for example, from the interaction with face validity: the effect
of the latter factor was stronger when process feedback was randomised. This could be
interpreted as an indication of the "informative content" of consistent process feedback.
Process feedback being consistent may have reduced the need to rely on other information,
i.e. face validity. Randomness would likely have caused participants to put more emphasis
on the face validity of the information. This is conformance with the notion that random
process feedback, as opposed to consistent, provides little information that can be used to
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build trust; specifically, this lack of information apparently caused the face validity of
process feedback to gain weight in trust judgements.
The overall analyses provide additional support for these findings. Whereas the
additive model provides information about the magnitude of the manipulations'
independent effects on trust, the significantly worse fit of this model with the means
observed in the three experiments, compared to the interactive model, indicate that these
data cannot be explained by mere additive effects of the manipulations. In line with the
findings of Experiments 2 and 3, the predictions of the interactive model suggest that the
effect of the consensus manipulation on the after-interaction trust levels depends on
whether consistent or random process feedback had been encountered. Similarly, the
interactive model also indicates that the effect of face validity depends on the consistency of
process feedback, which is congruent with the results of Experiment 3.
Furthermore, these results suggest that consistency and face validity of process feedback
do not necessarily represent two sides of the same coin. Whereas Experiment 2 shows that
process feedback consistency causes trust to increase, Experiment 3 indicates that
agreement with route advice can cause trust to rise independently of consistency. This
finding was supported by the results of the overall analysis, which also showed
independent, additive effects of both process feedback consistency and face validity, with
the size of the latter exceeding that of the former.
These findings shed new light on Numan et al.'s (Arion et al., 1994) contention that
indirect information is easily overruled by direct information, because of the latter's higher
informational content. Indeed, process feedback, as a type of direct information that is not
accompanied by right/wrong output feedback, is capable of overruling indirect information.
Whether or not direct experiences provide more information than indirect experiences,
however, depends in part on the nature of the former. As Experiment 2 suggests, if
process feedback is consistent, it may indeed overrule the less informative indirect
information. The manipulation checks of Experiment 2 revealed that participants,
according to expectation, expressed a stronger belief that the system's output was governed
by fixed rules when process feedback had been consistent, compared to when it had been
random. This provides some support for the notion that consistency facilitates formation
beliefs about the system's functioning. The manipulation checks of Experiment 3, however,
only showed a mere trend in this direction. Furthermore, these data seem to indicate that
in the case of random feedback indirect information is actually necessary for interpretation;
the data of Experiments 2 and 3 clearly showed that this particular combination of direct
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and indirect information resulted in persistence, rather than extinction of the effect of
consensus information. A further indication that random feedback required users to call
upon other information available was found in the greater influence of face validity on trust
in the random conditions.
The concept of process feedback, and its possible beneficial effects on a user's
understanding of system functioning has received only scant attention, since it has found its
way into theories on system trust a few decades ago (e.g., see Lee & Moray, 1992;
1988). Although Dzindolet et al. (2003) quite recently tested the effects of understanding
of a system's processes on trust, the emergence of understanding from actually observing
process feedback remained obscured. Therefore, these experiments represent a first
attempt at uncovering how process feedback plays a role in the development of system
trust, via understanding.
Needless to say that much work needs to be done to fully uncover all trust-relevant
aspects of direct information. Since interactions with systems normally entail both outcome
as well as process feedback, it seems worthwhile to study not only the former, which yields
feedback in clear right/wrong verdicts, but also the latter, that may contain far subtler
clues. To fully understand users' perceptions of, and interactions with systems, what
matters is not just what these systems do, but also how they do it.
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Chapter 5: The effect of motivation on
the use of cues and process feedback
5.1

Introduction

Basic trust theories hold that trust requires an element of risk; the risk of an
unfavourable outcome of the interaction to be engaged in causes people to be uncertain,
which needs to be reduced (Luhmann, 1979; cf. Giddens, 1990). Likely, the higher is
the risk of an interaction with someone or something else, the higher will be the need for
trust to engage in an interaction. For example, one may trust a neighbour enough to lend
him or her a book, but that does not necessarily mean that this trust is sufficiently high to
hand the neighbour the car keys as well. Similarly, someone may trust the advice of a route
planner for a relatively unimportant trip just to be out of town, but perhaps not the advice
on how to arrive at an important job interview at nine a.m. the next day. If the situation
allows, the gap between the actual trust a person has in someone or something and the
degree needed to engage in a particular trusting behaviour may be bridged by the scrutiny
of additional information. An important job interview early the next morning, for instance,
may make it worthwhile to consult the route planner's manual for information regarding the
quality of routes during early morning rush hour.
Additional information may not always be available, however; the gap between the
actual level of trust and the level of trust required to rely on system advice may then prove
insurmountable, causing the advice to be discarded. Another possibility is that increased
risk causes the available information to be used differently. Specifically, the level of risk
associated with the use of system advice could influence the motivation to process available
information more elaborately. If the risk is low, people are probably more likely to favour
cue-like information, such as consensus information, over information requiring more
elaborate processing. Contrarily, high risk may render heuristic processing of consensus
information insufficient, causing its impact to decline, while increasing the motivation to
engage in more effortful processing of information, such as information from consumers'
guides, or from watching process feedback (cf. Chen & Chaiken, 1999; Petty & Wegener,
1999, for instance).

- 103 -

The impact of heuristics on judgements indeed depends on whether people are willing
and able to invest effort and elaborate information more extensively (for instance, see
Chaiken, Liberman, & Eagly, 1989; Petty & Cacioppo, 1986). In the context of system
trust, this would imply that, with the increase of motivation, participants would become less
willing to base their judgement solely on heuristics, while putting more emphasis on more
effortful information, such as inferences from observed system behaviour.
As argued in the previous chapter, process feedback may provide information that
competes with the information obtained from processing consensus cues, depending on
whether process feedback displays consistency or not. Specifically, consistency in process
feedback may enable or facilitate formation of beliefs about system functioning, whereas
random process feedback may actually hinder it. Presumably, such inductive inferences are
also subject to variations in motivation. When the element of risk or task importance in an
interaction between user and system is low, the motivation to examine process feedback for
information would be low as well; as a result, differences in the degree of consistency
would not be noticed. Contrarily, high levels of risk could motivate users to engage in the
more effortful process of inferring rules from process feedback.
In the case of consistent process feedback, increased motivation may indeed lead to
more rules being inferred, increasing trust. With regard to process feedback with a more
random appearance, however, different effects could in principle occur under influence of
motivation. First, participants may not be able to infer rules regardless of motivation level;
whether motivation is high or low, the result of watching system behaviour is the same in
terms of inferred rules. Accordingly, trust levels would not differ between levels of
motivation. Second, increased motivation could cause participants to interpret the absence
of rules underlying system functioning even more negatively, consequently decreasing trust.
These possibilities, however, rest on the assumption that a series of routes that are
randomly selected from a certain subset is indeed perceived as random, and, thus, does not
allow for the inference of rules, in contrast to a consistent series of routes. Indeed, as Lopes
(1982) has argued, information that is perceived as non-random initiates inductive
inference. Truly random information, however, is notoriously difficult for people to
recognise as such; when results of a chance process do not match people's idea of
randomness, they may invoke an idle theory to account for the observation (for a review of
subjective randomness, see Falk & Konold, 1997). When applied to the present research,
this could mean that supplying people with random route information does not necessarily
prevent them from engaging in inductive inference. They may simply perceive it as low
consistency, rather than random process feedback, causing them to invoke explanations.
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However, since rule inference from random process feedback is probably far more effortful
than from consistent process feedback, the effect of motivation on rule inference, and,
hence, on trust, differs depending on whether the observed process feedback is random or
consistent. Whereas consistency may facilitate rule inference, its effects on trust may even
be noticeable for people whose motivation levels are not all that high. Contrarily,
randomness requires high levels of motivation in order for rules to be inferred.
5.1.1

The present study

This study was conducted to examine the effect of motivation on information from
heuristics, i.e. consensus information, and process feedback as a basis for system trust.
Motivation is difficult to manipulate in laboratory conditions, however. First, the process of
recruiting participants already excludes the not-so-motivated from participating in the first
place. If not motivated from the start, participants may actually become motivated by tests
that are to their liking, make them curious, or somehow present a challenge. Attempting to
induce a state of low motivation is, therefore, a precarious affair. To circumvent this
problem, a rule inference, rather than a motivation manipulation was employed. Some
participants were instructed to closely watch the system’s feedback and infer rules from it,
as would be the case with highly motivated participants; participants in the control group
received no such instruction (congruent with lower levels of motivation). This, it was
assumed, would result in a different use of the available information, analogous to the
supposed effects of motivation.
As argued in the introduction, randomness in process feedback may not be perceived
as such; rather, participants may actually perceive such feedback as displaying a low level
of consistency. The distinction between random and consistent process feedback used in
this experiment, may, therefore, be considered congruent with the distinction between lowconsistency and high-consistency process feedback, in perceptual terms.
Consistent process feedback, i.e., process feedback perceived as highly consistent, was
argued to cause trust levels to increase because participants gain understanding of how the
system operates, as compared to random process feedback, or perceived low-consistency
process feedback. It was, furthermore, expected that motivation would moderate the
differences in information use between random and consistent process feedback.
Specifically, if participants would be highly motivated, they would study the process
feedback more closely, and, consequently, infer more rules than participants who were less
motivated. As rule inference is far easier for consistent than for random process feedback,
however, differences in levels of motivation were expected to have a stronger effect on the
latter than on the former. Specifically, consistency is much easier to notice, and facilitates
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rule inference to a larger extent than random process feedback. Thus, the effects on trust of
the rule inference in the consistent condition could become noticeable in both rule
inference conditions, whereas its effect in the random process feedback condition would
only be apparent in the rule inference condition. Finally, in both rule inference conditions,
participants were expected to have a preference for the consistent route planner in the
control allocation task; this preference would be strongest in the rule inference condition.
5.2
5.2.1

Method
Participants and design

Fifty-six students of the Eindhoven University of Technology took part in this
experiment; they were randomly assigned to the cells of a three-factor mixed design.
Process Feedback (consistent versus random) was varied within-participants, whereas
Consensus (minority cue versus majority cue) and Rule Inference Instruction (no versus
yes) were varied between-participants. The latter was done to prevent the occurrence of
carry-over effects; it seem likely that participants who had received a Rule Inference
Instruction early in the experiment would apply it also to subsequent conditions, regardless
of whether instructions required them to do so. The order in which the within-participants
conditions were encountered constituted a two-levels between-participants variable.
5.2.2

Procedure

The experiment required participants to familiarise themselves with two supposedly
different automatic route planners, one of which gave random process feedback, the other
more consistent feedback (as in previous experiments). As these feedback manipulations
could only be given in automatic mode, the manual mode operation option was blocked.
The manipulations of rule inference instruction took place after participants had read
an introductory text outlining the purpose and procedures of the experiment. In the Rule
Inference Instruction conditions, participants were asked to pay special attention to the
routes generated while interacting with the system; they were told that at the end of the
experiment they would be asked what inferences they had drawn on the basis of this
feedback with regard to the rules utilised by the respective systems to arrive at a solution.
Participants in the control condition (No Rule Inference Instruction) received no such
message. In order to maximise the effect of this manipulation on the motivation to process
the route display information, the credits-staking procedure was discarded. After all, one of
the reasons for employing this procedure in previous experiments was to encourage
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participants to commit to their task; as such, it would constitute an extra motivating factor,
which could render this experiment’s control condition useless.
Next, participants entered the first interaction stage where they were required to
interact with the two route planners alternately, five trials per route planner. Both route
planners were preceded by the consensus manipulation, stating that either a majority or a
minority of participants in previous tests was satisfied with this particular route planner. In
the minority cue condition, the actual percentage displayed ranged between 12 and 20 %,
whereas in the majority cue condition this amounted to between 80 and 88 %.
Contrary to previous experiments, no before-interaction measurements of system trust
were taken, to prevent interference with manipulations of Rule Inference Instruction.
Asking participants to rate their trust beforehand could well make them aware of what the
main dependent variable was, which, in turn, could focus them to find trust-relevant
information during interaction.
Within-participants manipulations of process feedback took place in the first interaction
stage. One route planner provided consistent feedback, whereas the other yielded random
process feedback. The order in which the process feedback conditions were encountered
was varied systematically.
After having completed the routing trials for both route planners in the first interaction
stage, participants were asked to indicate how much they trusted each route planner. This
measure constituted the main dependent variable. Next, participants entered the second
interaction stage, which consisted of six trials; in each route-planning trial, participants
could choose which of the two route planners they wanted to use in order to obtain routing
advice. To avoid interference with the process feedback manipulation, this interaction stage
was devoid of process feedback; only the start and end points of each route were displayed
on the screen. In order to introduce a certain risky element, encouraging participants to
seriously consider which of the two route planners to choose for each trial, they were told
that each successful route would yield € 0.15. Feedback on the number of successful
routes, and, hence, how much they had earned, was supposedly given at the end of the
experiment.
Subsequently, participants in both Rule Inference Instruction conditions were requested to
describe, in as much detail as possible, what they had inferred about each system's
workings from the process feedback. These inferences had to be typed into the computer,
for each route planner separately. Immediately hereafter, they again had to indicate their
trust in the route planners.
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At the end of the experiment a number of questions were asked to test the
manipulations. All questions involved 9-point scales.
First, the effectiveness of the process feedback manipulations was checked. Participants
were asked to rate the extent to which they could predict the generated routes, they thought
the generated routes displayed a certain pattern, and they thought that the generated routes
were based on fixed rules.
Furthermore, participants were asked to rate their level of motivation in trying to find
out the system’s inner workings, and how much effort they expended in doing so.
Additionally, participants were asked to indicate the amount of information they felt they
had obtained from watching the process feedback, and the experienced difficulty in doing
so. Presumably, these ratings would be higher following instructions to try and find the
system’s algorithms than in the control condition.
5.3

Results

The order in which manipulations of Process Feedback took place did not show any
effects on the dependent variables, and will, therefore, not be considered in the analyses.
5.3.1

Manipulation Checks

All manipulation checks were subjected to an ANOVA, with Consensus and Rule
Inference Instruction as between-participant independent variables, and Process Feedback
as a within-participants independent variable.
The manipulation checks clearly indicated that manipulations of Process Feedback
were effective. Participants rated the degree to which they could predict the process
feedback higher when Process Feedback had been consistent (M = 7.00, SD = 1.28
versus M = 5.63, SD = 1.64), F (1, 52) = 24.5, p < 0.01. No effect of Rule
Inference Instruction was found, F (1, 52) < 0.1; ns.
Similar results were found for the degree to which participants believed that process
feedback displayed patterns; this was rated higher when Process Feedback was consistent
(M = 7.13, SD = 1.44) than when it was random (M = 5.88, SD = 1.57), F (1, 52)
= 20.0, p < 0.01. No effect of Rule Inference Instruction was found, F (1, 52) = 0.4;
ns.
The extent to which they believed that the system’s output, i.e., Process Feedback, was
governed by fixed rules, was higher in the consistent than in the random Process Feedback
condition (M = 6.89, SD = 1.52 versus M = 6.20, SD = 1.62), F (1, 52) = 7.4, p
< 0.01. Rule Inference Instruction had no effect on this rating, F (1, 52) = 0.1; ns.
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Average levels of participants' motivation to infer rules showed no effect of Rule
Inference Instruction, F (1, 52) = 1.1, ns. Process Feedback was shown to have an effect
close to significance; participants tended to be slightly more motivated in the consistent (M
= 6.38, SD = 1.37) than in the random condition (M = 5.98, SD = 1.74), F (1, 52)
= 3.7; p = 0.06.
Self-reports on how much effort participants had expended to figure out how each
route planner worked, could not be shown to be affected by Rule Inference Instruction, F
(1, 52) = 1.3; ns. No effect of Process Feedback was found either, F (1, 52) = 0.01; ns.
The amount of information participants reported to have obtained from watching the
system's process feedback, was not affected by Rule Inference Instruction, F (1, 52) =
0.3, ns. Process Feedback, however, did prove to have a significant effect on these ratings:
participants reported to have obtained less information from Random Process Feedback
than from Consistent Process Feedback (M = 5.20, SD = 1.66 versus M = 5.84, SD
= 1.66), F (1, 52) = 8.4, p < 0.01.
Ratings of the degree of difficulty participants had experienced in inferring rules
showed no effect of Rule Inference Instruction, F (1, 52) = 0.1; ns. Process Feedback,
however, did affect difficulty, F (1, 52) = 13.5; p < 0.01. Participants reported greater
difficulty in rule inference for Random Process Feedback, M = 5.50, SD = 1.69, than
for Consistent Process Feedback, M = 4.61, SD = 1.77.
In sum, virtually no effects of Rule Inference Instruction were found on these
manipulation checks. Apparently, the Rule Inference Instruction manipulation was not
successful. The manipulations of Process Feedback, on the other hand, proved to be
successful. Random Process Feedback was regarded as less indicative of fixed rules, was
judged to contain less information, and was more difficult to infer rules from than
Consistent Process Feedback.
5.3.2

Trust ratings

First, separate repeated-measures ANOVAs were conducted for the trust measures
taken before the inference listing stage, and the ratings taken after inference listing and
control allocating part; in both analyses, Consensus and Rule Inference Instruction were
inserted as between-participants independent variables, and Process Feedback as a withinparticipants independent variable. Results are displayed in Table 5.1 and Table 5.2.

- 109 -

Table 5.1: Average trust ratings, taken before control allocation and
inference listing, and standard deviations as a function of Consensus,
Rule Inference Instruction, and Process Feedback; higher scores indicate
higher levels of trust
Process Feedback
Rule Inference
Consistent
Random
Instruction
Consensus
M
SD
M
SD
Minority Cue
4.50
1.22
3.36
1.39
No
Majority Cue
5.07
1.14
4.43
1.02
Yes

Minority Cue
Majority Cue

4.57
5.29

1.55
0.83

3.50
4.79

1.87
1.53

Total

Minority Cue
Majority Cue

4.54
5.18

1.37
0.98

3.43
4.61

1.62
1.29

Table 5.2: Average trust ratings, taken after control allocation and
inference listing, and standard deviations as a function of Consensus,
Rule Inference Instruction, and Process Feedback; higher scores indicate
higher levels of trust
Process Feedback
Rule Inference
Consistent
Random
Instruction
Consensus
M
SD
M
SD
Minority Cue
4.50
1.02
4.00
1.11
No
Majority Cue
5.07
0.62
4.71
0.83
Yes

Minority Cue
Majority Cue

4.64
5.21

1.15
0.70

3.57
4.64

1.91
1.22

Total

Minority Cue
Majority Cue

4.57
5.14

1.07
0.65

3.79
4.68

1.55
1.02

The analyses yielded a significant main effect of Consensus on the first and the second
rating, F (1, 52) = 17.1, p < 0.01, and F (1, 52) = 17.0, p < 0.01, respectively.
Trust ratings were higher after a Majority Cue than after a Minority Cue.
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In addition, Process Feedback proved to have significant effects on both ratings, F (1,
52) = 8.5, p < 0.01, and F (1, 52) = 6.5, p = 0.01, respectively. Consistency in
Process Feedback caused somewhat higher trust ratings than randomness.
No effect of Rule Inference Instruction on either measure was found, F (1, 52) = 0.8,
ns., and F (1, 52) = 0.1, ns., respectively, nor any significant two- or three-way
interactions, all Fs < 1.
In order to determine whether the second trust rating differed from the first, another
repeated-measures ANOVA was conducted, in which Process Feedback and Time of
measurement (i.e., before versus after inference listing), were entered as within-participants
independent variables, Consensus and Rule Inference Instruction as between-participants
independent variables, and trust ratings as dependent variable.
The trust ratings taken after the listing of inferences, however, could not be shown to
differ significantly from those taken before, as was indicated by a non-significant main
effect of Time of measurement, F (1, 52) = 1.9, ns. No significant interactions of Time
of measurement with either Rule Inference Instruction or Consensus were found, F (1, 52)
= 2.5, ns., and F (1, 52) = 1.3, ns., respectively. No significant interaction of Timing
with Process Feedback was found either, F (1, 52) = 0.8, ns.
5.3.3

Control allocation

A between-participants ANOVA was conducted with Consensus and Rule Inference
Instruction as independent variables, and the average number of times participants selected
the consistent route planner as dependent variable. Results are displayed in Table 5.3.
Table 5.3: Average number of times consistent route
planner was selected (maximum of six) and standard
deviations as a function of Consensus and Rule Inference
Instruction
Rule Inference
Instruction
Consensus
M
SD
Minority Cue
3.07
1.00
No
Majority Cue
3.29
0.99
Yes

Minority Cue
Majority Cue

- 111 -

3.00
3.57

1.36
0.51

No effect was found for manipulations of Rule Inference Instruction, F (1, 52) = 0.2,
ns., nor of Consensus, F (1, 52) = 2.1, ns. No significant interaction was found either, F
(1, 52) = 0.4, ns.
5.3.4

Open Ended Questions

An independent rater, unaware of the aim of the experiment and the manipulations,
scored the answers that were generated in the inference-listing task on the number of
different aspects concerning the inferred workings. Examples of such listed inferences are
"This route planner takes rush hours into account", "Looks for routes with as few side
streets as possible" and "Tries to get onto an arterial road as fast as possible, and only exits
that road when the distance to the destination has become as small as possible".
Table 5.4: Average number of inferences listed and standard
deviations as a function of Rule Inference Instruction and
Process Feedback
Process Feedback
Rule Inference
Consistent
Random
Instruction
M
SD
M
SD
No
2.07
0.66
2.00
0.61
Yes
2.43
0.84
2.39
0.74

The average number of inference listed showed variations between the Rule Inference
Instruction conditions, as indicated by a significant main effect, F (1, 52) = 5.6, p =
0.02. Table 5.4 shows that the number of listed inferences was higher in the Rule
Inference Instruction condition, compared to the No Rule Inference Instruction condition.
No effects of Consensus, Process Feedback, nor any interactions were found, all Fs <1.
5.3.5

Additional analyses

The fact that the Rule Inference Instruction manipulations clearly did not mimic the
influence of motivation on the processing of available information required different
analyses to uncover the motivational aspect. Specifically, the analyses in this section were
conducted to establish a direct relationship between motivation and the use of information.
First, an analysis of covariance was performed on the trust ratings taken before and after
the inference-listing task. Consensus and Inference Listing were inserted as betweenparticipants independent variables, and Process Feedback as a within-participants
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independent variable. The ratings of motivation to infer the workings of each route planner
(see section 5.3.1) were averaged and inserted as a covariate, labelled Motivation.
The main effect of Motivation reached significance for both trust ratings, F (1, 48) =
5.2, p < 0.03, and F (1, 48) = 5.8, p = 0.02, respectively. Clearly, trust ratings
changed as a function of Motivation. The insertion of Motivation as a covariate caused the
effect of Process Feedback on the first trust rating to become non-significant, F (1, 48) =
0.3, ns, whereas the effect on the second rating remained significant, F (1, 48) = 8.6, p
< 0.01. The main effects of Consensus on both measures remained as before, F (1, 48)
= 10.9, p < 0.01, and F (1, 48) = 11.6, p < 0.01, respectively. This would be
consistent with the notion that Consensus information was amenable for heuristic
processing; being effortless, heuristic processing would hardly be influenced by
motivational aspects.
Additionally, Motivation interacted with a number of independent variables.
Significant interactions of Motivation were found with Consensus, for example, on both
the first and the second measure, F (1, 48) = 6.3, p < 0.02, and F (1, 48) = 6.9, p =
0.01, respectively. Also, Motivation interacted with Process Feedback, albeit on only the
second measure, F (1, 48) = 6.0, p < 0.02. No such effect was found on the first, F (1,
48) < 0.1, ns. Similarly, the three-way interaction of Motivation with Consensus and
Process Feedback also reached significance on the second measure F (1, 48) < 12.4, p
< 0.01, but not the first, F (1, 48) < 2.7, ns.
Table 5.5: Distribution of numbers of
participants across levels of Motivation and
Rule Inference Instruction
Motivation
Rule Inference
Instruction
Low
High
No
15
13
Yes
12
16

Secondly, in order to interpret these results, the motivation ratings were subjected to a
median split, and entered into an ANOVA as an independent variable, so that a pattern
of means relating to motivation could be established. Participants with average ratings of
motivation lower than 6.5 were assigned to the Low Motivation group (M = 5.07; SD =
0.96; n= 27); those with ratings of 6.5 and higher formed the High Motivation group (M
= 7.21; SD = 0.74; n= 29). Table 5.5 shows how numbers of participants were
distributed across levels of Motivation and Rule Inference Instruction; this distribution
illustrates the ineffectiveness of the Rule Inference Instruction to affect levels of motivation.
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Next, a within-participants ANOVA was run, in which Motivation, Consensus and
Rule Inference Instruction were inserted as between-participants independent variables,
and Process Feedback as a within-participants independent variable. This analysis yielded
the same pattern of results as the previously described analysis of covariance. Table 5.6
and Table 5.7 show means and standard deviations of both trust ratings.
Table 5.6: Average trust ratings, taken before inference listing, and standard
deviations as a function of Consensus, Process Feedback, and Motivation; higher
scores indicate higher levels of trust
Process Feedback
Consistent
Random
Motivation
Consensus
M
SD
M
SD
n
Minority Cue
4.27
1.49
2.80
1.26
15
Low
Majority Cue
5.17
0.83
4.58
1.16
12
Total
4.67
1.30
3.59
1.50
27

High

Minority Cue
Majority Cue
Total

4.85
5.19
5.03

1.21
1.11
1.15

4.15
4.63
4.41

1.72
1.41
1.55

13
16
29

Table 5.7: Average trust ratings, taken after inference listing and control
allocation, and standard deviations as a function of Consensus, Process Feedback,
and Motivation; higher scores indicate higher levels of trust
Process Feedback
Consistent
Random
Motivation
Consensus
M
SD
M
SD
n
Minority Cue
4.67
1.23
2.93
1.33
15
Low
Majority Cue
5.00
0.74
4.58
0.67
12
Total
4.81
1.04
3.67
1.36
27

High

Minority Cue
Majority Cue
Total

4.46
5.25
4.90

0.88
0.58
0.82
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4.77
4.75
4.76

1.17
1.24
1.18

13
16
29

First, Motivation proved to have a significant main effect on both trust ratings. Trust
ratings taken before the inference listing task were higher when Motivation was high,
compared to when it was low, F (1, 48) = 5.3, p < 0.03; trust measured afterwards
showed the same main effect of Motivation, F (1, 48) = 10.1, p < 0.01. Possibly, High
Motivation participants had obtained more information from the process feedback than
Low Motivation participants, which led to higher trust ratings.
The interaction of Motivation with Consensus proved significant for the first trust
measure, and marginally significant for the second, F (1, 48) = 5.7, p < 0.02, and F (1,
48) = 3.9, p < 0.06, respectively. Whereas trust ratings following a Majority Cue did
not differ between high- and low-motivation participants, trust in the minority condition
turned out to be higher in the High than in the Low Motivation group. Possibly, High
Motivation participants who had received a Minority Cue were more inclined to elaborate
on the Consensus information than Low Motivation participants, which may have revealed
to them that it actually provided very little relevant information; thus, they may have been
prevented from processing the Consensus cue heuristically. As a result, the Consensus
manipulation may, therefore, have been less influential for participants with higher
motivation. This effect was visible on both measures, although somewhat more pronounced
on the first (also see Figure 5.1 and Figure 5.2).
6
5.5

Minority Cue, Consistent
Process Feedback

System Trust

5

Minority Cue, Random
Process Feedback

4.5

Majority Cue, Consistent
Process Feedback

4
3.5

Majority Cue, Random
Process Feedback

3
2.5
Low

High
Motivation

Figure 5.1: Average trust ratings, taken before inference listing, as a function of
Consensus, Process Feedback, and Motivation; higher scores indicate higher levels of trust
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Minority Cue, Consistent
Process Feedback

System Trust

5

Minority Cue, Random
Process Feedback

4.5

Majority Cue, Consistent
Process Feedback

4
3.5

Majority Cue, Random
Process Feedback

3
2.5
Low

High
Motivation

Figure 5.2: Average trust ratings, taken after inference listing and control allocation, as a
function of Consensus, Process Feedback, and Motivation; higher scores indicate higher
levels of trust

In conformance with the results of the analysis of covariance, the interaction of
Motivation with Process Feedback turned out to be significant for the second trust
measure, F (1, 48) = 5.2, p < 0.03, but not for the first, F (1, 48) = 0.4, ns. Inspection
of the means displayed in Table 5.7 revealed that differences in motivation did not affect
trust levels in the consistent Process Feedback condition. Perhaps even participants who
had reported relatively low motivation were still motivated enough to obtain information
from the consistent Process Feedback. Indeed, the average motivation rating in the Low
Motivation group was still on the centre of scale (M = 5.07; SD = 0.96), supporting this
contention. In the random Process Feedback conditions, however, this level of motivation
may not have been high enough to extract trust-relevant information, causing trust ratings
to be lower. Participants who reported higher motivation, however, reported higher trust
than low-motivation participants.
Finally, the three-way interaction of Motivation with Process Feedback and Consensus
reached significance for the second trust measure, F (1, 48) = 6.1, p < 0.02, but not for
the first, F (1, 48) = 0.5, ns. Whereas in the consistent Process Feedback condition
differences between trust in the Minority and Majority Cue conditions were virtually
similar for both high and low levels of motivation, trust ratings in the random Process
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Feedback condition showed a far stronger influence of Consensus in the Low Motivation
condition, compared to High Motivation participants.
Interestingly, the effects of motivation on trust could in a number of cases could only be
observed on the ratings taken after the point where participants had actually listed their
inferences and had engaged in the control allocation task. One explanation for this
phenomenon is that the before inference listing trust were rated in a rather perfunctory
manner. No trusting behaviours could be displayed at this point, as neither control
allocation, nor credits-staking tasks, were employed in this stage (contrary to previous
experiments). As such, participants could afford to use their information lightly. After this
measure was taken, however, participants first had to list their inferences, and subsequently
engage in a control allocation task; they could select whichever route planner they wanted
to find the fastest routes, but this time, there was a risk associated with their choices, i.e.
loss of money. At this stage, the different kinds of information available to the participants
needed to be considered seriously, in order for them to avoid losing money. As such,
participants' motivation during interaction with both route planners, i.e., before the first
trust measure was taken, presumably influenced their use of Consensus and Process
Feedback information.
5.4

Conclusions

This study was conducted to examine the effect of motivation on the use of trustrelevant information. Instead of manipulating motivation directly, however, participants
were instructed to closely watch the system’s feedback (as would be the case for highly
motivated participants) compared to a control group (comparable to less motivated
participants). This, it was hypothesised, would result in a different use of the available
information, higher trust ratings compared to a control group, and a stronger preference for
the consistent route planner in the second interaction stage, or control allocation task.
Although the number of aspects listed in the inference listing task showed a small but
significant effect of the rule inference manipulation, no significant effects whatsoever were
found on trust and control allocation, nor on ratings of expended effort, the amount of
information obtained from the process feedback, or on motivation. Consensus, on the other
hand, did significantly affect trust. As in previous experiments, the minority cue condition
showed lower trust ratings than the majority cue condition. Additionally, process feedback
was shown to influence trust; as in previous experiments, consistent process feedback led to
higher trust ratings than random feedback. Additionally, ratings of the amount of
information obtained from watching process feedback, was found to be affected by process
feedback, as was the extent to which participants believed process feedback to be governed
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by fixed rules. Taken together, these findings provide more support for the contention that
consistent process feedback conveys more information that can be used to increase insight
in the system's functioning than random process feedback, thereby causing trust to
increase.
Because of the lack of effect of the rule inference manipulation, additional analyses
were conducted. These analyses provided support for the supposed role of motivation in
trust formation. First, trust proved to be somewhat higher when participants had been
motivated to infer rules from the process feedback, compared to the control group.
Furthermore, results indicated that in the random process feedback condition motivation
played a significant role; highly motivated participants rated higher trust than low
motivation participants. Probably, motivation determined the amount of trust-relevant
information that was obtained from observing the system's behaviour, hence influencing
trust. Differences in motivation did not affect trust levels in the consistent process feedback
condition, however; even the participants in the low motivation group were possibly still
motivated enough to obtain information. Finally, whereas the effect of consensus in the
consistent process feedback condition was not influenced by levels of motivation, trust
ratings in the random process feedback condition showed a considerably stronger influence
of consensus in the low motivation condition, compared to the high motivation group. This
could be accounted for by the fact that participants seemed to have obtained more
information from random process feedback in the high motivation group, compared to the
low motivation group, as was indicated by the previously discussed interaction between
process feedback and motivation. An additional explanation would hold that highly
motivated people are less likely to take the consensus information for granted. These
people may realise that the informative value of the cue is actually rather low, causing its
effect on trust to wither. This would be consistent with the Elaboration Likelihood Model,
which posits the content (source or message variables) and the processing mode
(heuristically, effortful scrutiny) to be orthogonal (Petty & Wegener, 1999). As such,
both consensus cues and process feedback could be subjected to effortful processing. A
transition from low to high motivation could be accompanied by increased elaboration of
the cue, causing its perceived relevance for the evaluation to diminish. As Petty and
Wegener noted, people that are more inclined to elaborate on the information available to
them, may decide that "…it is inappropriate to use some of the information that they were
all too willing to use when they were not thinking very much" (Petty & Wegener, 1999, p.
47).
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In this study, motivation could not be manipulated directly. Nevertheless, the results
presented here provide some support for the notion that the influence exerted by the
degree of process feedback consistency depends on motivation. The observation that
higher motivation seemed to correspond with higher trust ratings in only the random
process feedback condition, rather than both the random and the consistent conditions, is
not detrimental to this conclusion. In fact, obtaining information from the feedback
supplied in the consistent condition may have been relatively easy, enabling even the
participants with lower motivation levels to extract it; in addition, it is worth noting that
these participants, in terms of motivation ratings, were still in the upper half of the
motivation scale. Contrarily, it may very well be difficult to extract information from
random process feedback, rather than impossible, which may invoke the need for higher
levels of motivation to do so. In other words, the lower ratings of motivation observed in
this study may not have been sufficient to engage in the quite effortful process of extracting
information from randomised process feedback. Consistent with this line of reasoning,
participants who indicated higher motivation levels also scored higher on trust in the
random condition. Instead of accepting the random process feedback for what it was,
participants likely perceived it as process feedback with low consistency, which may have
induced then to invoke explanations to account for the observed visual information (cf.
Falk & Konold, 1997; Lopes, 1982).
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Chapter 6:

General discussion

The experiments reported in this dissertation have shed light on the use of information
in the formation of trust. Not only have they identified some of the types of information
that influence the trust users have in the focal system, they have also shown how some of
these types of information interact when they are simultaneously available. Before
providing a wider scope towards the results of these experiments and their theoretical and
practical implications, first a brief overview of the results obtained will be presented.
6.1

Overview of results

Chapter 2 focused on direct experience, particularly on a kind that has attracted
considerable attention among system trust researchers, namely the occurrence of system
failures. The experiment described in this chapter1 examined the influence of system
failures on trust, failures in manual mode on self-confidence, and the effect of both on the
decision to delegate control to the system, i.e., to use automatic instead of manual mode.
As such, it relates to the research conducted by Kantowitz, Hanowski, & Kantowitz
(1997), Lee and Moray (1992; 1994), Muir (1989), and Riley (1996), for instance.
Consistent with their results, failures in automatic and manual mode were shown to affect
system trust and self-confidence, respectively. System trust was subsequently shown to
mediate the relation between errors and control allocation: a high system failure rate
caused low system trust, which, in turn, led users to select the automatic mode less often
than when system trust was high, which was caused by low system error rates. In contrast
with the previously mentioned studies, however, care was taken to ensure that participants
became equally experienced in manual and automatic mode operation. As such, the effects
found in Chapter 2 could not be ascribed to a possible preference developed by an
imbalance of experiences.
Chapter 3 focused on a different type of trust-relevant information, namely that
obtained from other sources than personal experience, i.e. indirect information. The first
1

Design: 2 (Automation Failure Rate: low versus high) * 2 (Manual Failure Rate: low
versus high).
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experiment1 reported showed that the overall valence of evaluations exerted a considerable
influence on trust; a positive evaluation caused an increase of trust, whereas a negative
evaluation led to a decrease of trust. Control allocation, i.e., the choice between manual
and automatic mode, however, remained unaffected. This experiment showed no effect of
reported consensus, although research on consumer behaviour (e.g., see Formisano,
Olshavsky, & Tapp, 1982) and attitude change (Chen & Chaiken, 1999; Petty &
Wegener, 1999, for instance) have underlined the importance of such cues on evaluations.
A follow-up experiment2 subsequently showed that, contrary to the implications of the first
experiment of Chapter 3, consensus messages affected both trust and control allocation; a
favourable opinion concerning a system that was endorsed by a minority was shown to
exert a negative influence on both trust as well as the use of the automatic route planning
mode.
Taken together, these experiments show that trust-relevant information may be
amenable to both heuristic and systematic processing, congruent with the HeuristicSystematic Model (Chen & Chaiken, 1999; cf. Petty & Wegener, 1999). Thus,
activation and application of the heuristic "consensus opinions are correct" (Chen &
Chaiken, 1999) upon perceiving consensus information likely caused participants to take
account of the opinion endorsed by a majority, in contrast to an opinion endorsed by a
minority. The evaluation supplied in the first experiment was processed more elaborately,
or systematically, causing trust ratings to correspond with the overall valence of the
message, which would have become apparent after reading all its individual arguments.
One explanation offered to account for the lack of effect of the consensus cue in the first
experiment, pointed to the availability of some kind of direct experience. Although no
outcome feedback, i.e. failure messages, was given about the quality of the automatically
generated routes, it could not be excluded that inferences were made based on the
automatically generated routes that were displayed on the screen, i.e. process feedback.
The subsequent chapter examined whether information thus obtained could have
eliminated the effect of the consensus cue.

1

Design: 2 (Consensus: minority cue versus majority cue)* 2 (Message Valence: negative
versus positive).
2
Design: Consensus: minority cue versus majority cue versus no cue.
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The experiments in Chapter 4 were conducted to examine the possibility that process
feedback influences trust. The first experiment reported1 showed that with the availability
of such process feedback different effects on trust were found, compared to when process
feedback was absent. Specifically, whereas absence of process feedback led to a somewhat
reduced effectiveness of the consensus cue, no such reduction was found when it was
available. It was argued that the process feedback, which was rather random in
appearance, had necessitated the continued use of the consensus information to further
interpretation of the feedback in terms of quality.
In the second experiment2, process feedback was manipulated to be either random or
consistent, and was pitted against consensus information. Again, it was found that random
process feedback showed a sustained effect of consensus, i.e., its effect was found on both
the before- and after-interaction trust measurement. Contrarily, consistent process feedback
led to a cancelled consensus effect: as opposed to the before-interaction measure, ratings
taken afterwards showed no such effect of consensus.
These findings were corroborated by the third experiment3, in which, besides
consistency versus randomness, process feedback could in addition have high face validity,
i.e., generated routes were likely to result in fast routes, or low face validity, i.e., routes
were unlikely to yield fast routes. Consistency versus randomness interacted with consensus
in a manner similar to that observed in the second experiment of Chapter 4: a sustained
consensus effect in the random conditions, and a cancelled effect in the consistent
conditions. Manipulations of the face validity of process feedback proved to have an
additional effect: routes that displayed consistency and had high face validity led to higher
trust than those that were consistent but had low face validity. In addition, both
manipulations of process feedback interacted with each other: whether routes were high or
low in face validity had a smaller impact on trust when the routes were also consistent.
Both in the second and, to a lesser extent, also in the third experiment, participants
indicated a stronger belief that consistent system output, i.e., process feedback, was based
on fixed rules.

1

2

3

Design: 2 (Consensus: minority cue versus majority cue) * 2 (Process Feedback: yes
versus no).
Design: 2 (Consensus: minority cue versus majority cue) * 2 (Process Feedback:
random versus consistent).
Design: 2 (Consensus: minority cue versus majority cue) * 2 (Consistency: random
versus consistent) * 2 (Face Validity: high versus low).
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These results provide support for the notion that inferences, i.e., rules underlying the
system's functioning, can indeed be drawn from process feedback, which, in turn, influence
trust. Whereas random process feedback hardly allows for inductions on the system's
workings, this type of feedback does not yield trust-relevant information; as such, the
consensus information supplied remained the only source of trust-relevant information,
which may explain the sustained effect in case of random process feedback. Consistent
process feedback, however, does allow for inferences being drawn about how the system
operates, thus, creating a sense of understanding, which increased trust. The information
thus obtained probably competed with the less-informative consensus information, causing
the latter to be overruled.
The experiment in Chapter 51 was conducted to examine whether the process of
drawing inferences depended on the level of motivation participants had to do so.
Although the inference process could not be influenced directly by rule inference
manipulations, the experiment described in this chapter does point to motivation as a factor
influencing how the available information is used to form trust. In the highly motivated
group, the influence of the consensus cue was less strong than in the low-motivation group.
Rule inference, however, appears to have been increased, as was indicated by higher trust
ratings in the random process feedback conditions when motivation had been high. In the
consistent process feedback, this result was not observed; apparently, the rule inference
process is so much easier in the consistent conditions that there was hardly extra
information to be gained for highly motivated individuals.
Taken together, these results suggest that people may use any information available in
order to form a trust judgement. This information may be very straightforward in terms of
its implications, such as with system failures, or a list of positive or negative arguments in
an evaluation. However, users may also engage in inductive inference on the basis of what
they observe before their eyes, without any verifiable indicators of output quality available.
This is considered a type of direct information, as it stems from one's personal experience
obtained during interaction with the system, and has been labelled "process feedback"
throughout Chapters 4 and 5, in order to distinguish it from the direct experience based on
outcome feedback.

1

2 (Consensus: minority cue versus majority cue) * 2 (Process Feedback: random versus
consistent) * 2 (Rule Inference Instruction: no versus yes).
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Interestingly, it was shown that even when concrete feedback was absent, users still
managed to extract information from what they observed on the screen. This possibility
was first brought to bear to explain the lack of effect of the consensus cue observed in the
first experiment of Chapter 3; trust ratings of participants, who received both a consensus
cue and a message containing predominantly positive versus negative arguments, showed
an effect of the latter, but not of the former. Although this lack of effect could also have
been caused by the dominance of the information in the evaluation over that in the
consensus cue, the experiments reported in Chapter 4 clearly showed that the notion of
process feedback influencing the effect of consensus was valid. Specifically, the
effectiveness of the consensus cue was shown to depend on whether process feedback was
random or consistent. Moreover, process feedback was also shown to affect trust directly:
the second and third experiment reported in Chapters 4 and 5 showed that consistency in
process feedback was responsible for a rise of trust levels, compared to randomness.
The influence of consistency versus randomness on other available information and
trust was argued to be caused by the information content of process feedback. According
to this notion, consistent process feedback, as opposed to random, provided additional
information through the inference of rules, which was assumed to interfere with the less
informative consensus information. Support for this line of reasoning was found in a
number of experiments. The analyses of the manipulation checks in Chapter 4 and 5
showed that the belief participants had that the system's route suggestions were indicative
of fixed rules was influenced by whether feedback had been random or consistent:
participants' ratings indicated that their belief of fixed rules was higher when feedback was
consistent. This was observed in the second, where process feedback could either be
random or consistent, as well as the third experiment of Chapter 4, in which the face
validity of process feedback was also manipulated; in the latter experiment, however, it was
only marginally significant. The experiment reported in Chapter 5 showed the same effect
of randomness versus consistency on these ratings. In addition, the results of the
experiment in Chapter 5 showed that consistent feedback was indeed regarded to contain
more information, as was indicated by a significant effect of process feedback consistency
versus randomness on ratings of the amount of information obtained from observing
process feedback during the experiment. Finally, the experiment in Chapter 5 indicated
that the effect of process feedback depended to some extent on the level of motivation of the
user. Whereas even in the low-motivation group the motivation ratings were still relatively
high, this group was shown to differ from the high motivation group. Specifically, trust
levels in the high-motivation group were higher than in the low-motivation group when
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process feedback had been random. In the consistent process feedback condition, this effect
was not observed; trust remained unaffected by levels of motivation. This latter finding can
be explained by the possibility that rule inference in the consistent condition was relatively
easy, and that, hence, even in the low-motivation group participants were still sufficiently
motivated to engage in it. The former effect implies that it may not be impossible to
extrude information from random feedback, but rather very difficult. Consistent with
research on perception of randomness, which has shown that results of a truly random
process are not necessarily recognised as such (Lopes, 1982; Falk & Konold, 1997),
highly-motivated participants, as opposed to those with a lower motivation, may have
attempted to find a rather complex rule that would explain random process feedback that
they interpreted as non-random.
The types of information manipulated in the experiments reported here can be
characterised on whether they stem from personal experience or not, i.e., direct or indirect,
respectively, and on the basis of the type of processing they are likely to elicit, i.e. heuristic
or systematic processing. Consensus information was used in Chapter 3, 4, and 5 as an
example of the former. It was assumed that supplying participants with an opinion towards
the focal system that was endorsed by a majority, which constituted a cue to initiate
heuristic processing, would induce them to apply the "majority opinions are correct"heuristic, whereas a minority opinion as a cue would lead them to conclude that this
opinion was incorrect. The results of various experiments strongly indicate that this indeed
happened. First, trust, and in some experiments also control allocation, i.e., the delegation
of control to the system, could be observed to be influenced by the consensus information;
when no other information was available, this effect proved to be rather strong.
Furthermore, when process feedback became available, this consensus effect remained only
when process feedback was random and, therefore, did not yield much additional
information; contrarily, it was observed to decrease when process feedback could be used
to extract information, i.e., when it was consistent. Checks on the effects of the consensus
manipulation, however, convincingly showed that forgetting of the cue content could not be
held accountable for these findings. In other words, in the presence of other information,
consensus information ceased to be relevant, instead of being merely forgotten. Finally, the
consensus effect was shown to differ between the highly and less highly motivated
participants. Likely, the participants who reported high levels of motivation were somewhat
more sceptical towards the judgemental implications of the consensus information. Put
differently, participants who were less motivated seem to have applied the heuristic rather
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thoughtlessly, whereas those with high motivation did not; instead, they may have actually
questioned the value of this information for their own trust judgements, as was argued by
Petty and Wegener (1999).
These findings suggest that, as was argued, heuristic processing can be used in the
formation of trust. Thus, the processing of information in the formation of trust does not
differ from that proposed by previously mentioned dual-processing theories of attitude
change or persuasion (Chen & Chaiken, 1999; Petty & Wegener, 1999).
6.2

Evaluation of the experiments used

As discussed in Chapter 1, system trust was considered to be an expectation a user has
that using the system will have positive consequences, while the risk of negative
consequences is present, i.e. the actual outcome is uncertain.
In all experiments described in this dissertation, the element of uncertainty was
maintained by supplying participants with as little information as possible. First, the route
planner program only displayed the map of London on the screen, without any additional
information with regard to traffic lights, specific places of interest, one-way streets, etc.
Although a number of participants may actually have visited London in the past, it was
assumed that the advantage these individuals had in terms of additional information was
negligible. In fact, some of the roads shown on the map were altered to better meet the
needs of the experiments, yet none of the people participating in these experiments ever
voiced awareness of changed traffic situations in the debriefings. In other words, it can
safely be assumed that all participants were sufficiently ignorant of the London road
system to experience uncertainty during the experiments.
As the freedom to choose between options was argued in Chapter 1 to be an element
necessary for trust to form (cf. Kohring & Kastenholz, 2000; Coleman, 1990), both the
credits taking procedure and the control allocation tasks probably prevented the trust
measured in these experiments from becoming trivial. To be able to make a responsible
choice about how many credits to stake and which control mode to chose, participants
presumably used the momentary level of trust. In other words, the element of choice was
present in all experiments, either implemented by control allocating tasks or the creditsstaking procedure. Both ensured that participants had to engage in a risky choice, as
participants were told that the monetary reward for participation would be influenced by
the winning or losing credits.
The credits-staking procedure was, therefore, likely quite effective as a means to induce
a certain task commitment. As an additional measure of system trust it seems to have been
less effective, as it was not always affected by consistency, whereas this manipulation did
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affect most of the trust ratings. However, the trust ratings and the number of credits were
different measures; whereas the ratings measured trust as a mental state, the staked credits
reflected a behavioural consequence of trust. In addition, the number of credits staked in
each trial did not just depend on a more general trust judgement, but also on the face
validity of each generated route. This would be consistent with the ideas of Lerch and
Prietula (1989), who argued that trust in machine advice is influenced not only by prior
trust levels but also by agreement with the specific evidence provided in each separate
problem solving trial. The number of staked credits could, therefore, be expected to
fluctuate somewhat, all the more so because the order in which the routing trials were
randomised, and participants encountered different routes at different times during the
experiment. The trust measures taken after the interaction stage, on the other hand, tapped
into a more stable trust judgement, and were less influenced by judgements on momentary
information.
The implementation of control allocation was not identical over all experiments,
however. Whereas in Chapters 2 and 3 participants were required to choose between
manual and automatic mode, the procedure followed in Chapter 3 also entailed choosing
between a number of route alternatives, which can be considered to be similar to an
intermediate level of control delegation (e.g., see Billings, 1991; Wiener & Curry, 1980,
for an overview of control levels). In Chapter 5, control could be delegated to two different
route planners, one providing consistent, and the other random process feedback. Finally,
also the reliance on indirect information exhibited by the participants of the experiments in
Chapters 3, 4, and 5 can be regarded as delegation of control, in accordance with the
concepts of delegated or "subcontracted" decision-making in consumer research (for
instance, see 1998; Olshavsky & Granbois, 1979; Rosen & Olshavsky, 1987). Contrary
to the allocation of control discussed previously, however, this delegation involves obtaining
and using a recommendation from another person in a pre-decisional stage, and, thus,
constitutes an antecedent, rather than a consequence of trust.
The experiments discussed in this dissertation covered a variety of different types of
information; yet, the focal system that these types of information reflected upon remained
the same. Aside from small adaptations to the interface, and the different implementations
of control allocation discussed in the above, the route planner that participants were
required to interact with was similar throughout the series of experiments. One reason for
this concerned the importance for participants to experience some degree of uncertainty
while working with the system; if uncertainty was not experienced, there would simply be
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no need for trust. The route planner was chosen as a focal system in this dissertation
because it provided this uncertainty; although a route planner may not nearly be as
complex as a chess computer in the eyes of participants, it is complex enough for them to
experience uncertainty. Route planners determine fast or short routes, sometimes for
different travel modes, using algorithms unknown to any except experts, and incorporating
vast amounts of information that are not available to the user. In these experiments,
participants were, furthermore, informed that the system they would be working with was
highly adaptive, in that it could base route-planning advice on momentary information such
as temporary road obstructions and altered traffic conditions, but they were not able to
check any of this information themselves. In addition, by actually creating a new route
planner, instead of relying on existing ones, and using a map of a relatively unfamiliar
area, i.e., London, it was possible to exclude prior experience and prior opinions as factors
influencing the experiments, which would have been problematic if an existing system was
chosen to use in the experiments.
The route planner paradigm, furthermore, enabled the successful and credible
manipulation of a number of different types of information, especially outcome and process
feedback. In daily life, relatively inexperienced users using a route planner to obtain
routing advice will have to decide whether to follow the advice long before outcome
feedback becomes available to them, i.e., when they arrive at their destination, at the
expected time, for instance. As the actual route planning process, which yielded process
feedback, was separated from outcome feedback, as would be consistent with real-life
experiences, both kinds of feedback could be manipulated independently without losing
credibility. In other systems, however, process and outcome feedback may not be separated
that easily. Sophisticated climate control installations, adapting to users' requirement
patterns, for example, may display either consistent or random changes in temperature, but
this behaviour is inextricably linked to outcome feedback, i.e. the indoor temperature going
up or down. Likewise, search engines as Google, for instance, report search times that are
sometimes less than half a second; if process feedback could be made available, it would
likely not affect the trust people have in it, simply because it is followed too quickly by the
display of results. Stretching actual process duration to the point where its characteristics
could in principle be noted and manipulated, however, would likely have a negative effect
on credibility.
Rather than a series of experiments with a limited set of antecedents specifically
relevant for trust in route planners as decision aids, the research presented here may be
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generalised to different systems, and different types of trust-relevant information. As the
concepts of outcome feedback, process feedback, evaluations and consensus cues, are by no
means exclusive to route planners, the effects of these types of information, separately or
simultaneously available, should be taken into account for other systems as well. For
instance, before relying on a system to automatically cut the air intake from outside when
pollen counts exceed certain thresholds, people prone to hay fever probably seek
information from independent sources about the adequacy of the system. Every product on
the market may be subjected to the scrutiny of not only consumers' magazines, but also of
friends or acquaintances, and the resulting evaluations and recommendations that are
disclosed are likely to affect the trust levels of others, especially those with little knowledge
of and experience with it. People who are about to buy their first computer may be
especially wary of Microsoft product, simply because there are so many other people heard
to complain about it. In addition, there may be other types of information that share with
consensus information that they are amenable for heuristic processing. For instance, trustrelevant cues in the interface design of a program or web application that influence trust,
may be the logo or name of a reputable organisation (cf. Briggs, Burford, De Angeli, &
Lynch, 2002; Corritore, Kracher, & Wiedenbeck, 2003). Perception of such a cue
would, then, lead to the application of a rule such as "If it is endorsed by reputable
companies, it is trustworthy".
Furthermore, using a particular on-line application to find the cheapest airline tickets
available on the Internet may be based on the advice given by friends, and/or on simply
trying it out, by entering some queries and watching the results. Trying it out may indeed
provide trust-relevant information, perhaps consistency, but it may not provide the ultimate
right/wrong feedback; evidence that a ticket could have been bought for a lower price
elsewhere may only come to light after talking to other passengers on the plane.
The concept of process feedback may also be operative in different ways. In fact,
processing duration, such as the search times of an Internet search engine, may also qualify
as process feedback. The delays between entering a search term and the eventual display
of results may influence trust in a similar way as was demonstrated in Chapter 4: consistent
search times may well cause the user to infer efficiency, for example, and, subsequently, to
view the search engine as trustworthy, whereas randomly varying search times may not.
Likewise, the automatic conversion of word-processor documents into PDF-file, or the
automatic generation of a reference list in a research paper is usually accompanied by
phenomena that convey information about the ongoing process, such as duration, either
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visualised in progress bars or not, indications of the subtask currently performed, and
flickers on the screen.
Besides trust and self-confidence, there may be a host of individual differences
influencing trust and control allocation, which were not taken into account in the
experiments described here. Riley (1996), for instance, suggested that factors such as
boredom, fatigue and distraction influenced the decision to switch automation on or off; his
participants' responses indicated that these factors caused some of them to become less
responsive to the experimental manipulations. Another factor of importance was suggested
by Lee and Moray (1994); they suggested people to differ in the extent to which they
engaged in exploratory behaviour; especially early in their experiment, some operators
seem to have explored the possibilities of manual control, trying out different strategies to
increase productivity. In addition, trust formation may also be affected by individual
differences in the motivation and ability for elaboration of information (for a discussion, see
Tesser & Shaffer, 1990). Participants scoring high in their need for cognition, for
instance, typically engage in more elaborate processing of information than those low in
need for cognition (Cacioppo & Petty, 1982; Cacioppo, Petty, Kao, & Rodriguez,
1986). In addition, heuristic processing depends on the availability, applicability and
accessibility of heuristics such as "consensus opinions are correct" (Chen & Chaiken,
1999), and these preconditions may differ between individuals as well. As no relevant
data concerning these effects were gathered, valid conclusions as to their effects cannot be
drawn here. However, because participants were assigned randomly to experimental
between-participants conditions, and the order of the within-participants manipulations
were randomised, their possible effects on trust, credits staking, and control allocation, can
reasonably be assumed equal for all conditions.
The majority of the people participating in these studies were undergraduate students,
under the assumption that the effects of the experimental manipulations would reflect
general patterns, rather than findings that are valid for one particular group of people only.
That does not necessarily mean that using a different selection of participants would have
yielded identical results. One could argue, for instance, that elderly people, being less
familiar with new technologies than young people, would be more distrustful towards
computer and computer applications such as the route planners used in these experiments.
According to this line of reasoning, elderly people could be expected to have less system
trust, and display an even stronger bias for manual mode operation than others.
Nevertheless, manipulations such as failure rates, consensus cues, or systematic evaluations
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could be expected to produce effects similar to those found in the reported experiments.
Some support for this contention was provided by Riley (1996); he had commercial
airline pilots, well trained in and highly experienced with the use of automation, participate
in his experiment, and compared their automation use with students as participants. He,
subsequently, found that although the pilots’ overall level of automation use during the
experiment was substantially higher, which was to be expected in light of their familiarity
with it, the dynamic aspects of automation use for professional pilots was virtually identical
to that of students. In other words, despite the pilots' stronger preference for automatic
mode, the occurrence of a failure was succeeded by a decrease in use that was highly
comparable to the decrease in use that the students displayed.
6.3

Implications

In this dissertation, system trust was regarded similar to interpersonal trust, which is
treated in social psychology as an expectation of the other's behaviour that is specific to the
interaction (Bhattacharya, Devinney, & Pillutla, 1998). Specifically, it was treated as a
special case of interpersonal trust; instead of the relation between two human actors, it
concerned the interaction between a human and a system. The question remains, however,
how this concept relates to the different views on trust, system trust and the distinction
between trust and confidence introduced in Chapter 1.
6.3.1

Existing trust models

Rempel, Holmes & Zanna’s (1985) trust model encompasses three developmental
stages, namely predictability, dependability, and faith. The first stage involves observation
of the other's behaviour; this is judged as predictable if the other repeatedly fulfils his or
her promises. The second stage, dependability, goes beyond mere predictability of
behaviour, referring to the other's general traits, such as dependability or reliability.
Finally, faith represents an extrapolation from current traits to future motives. At first
sight, Rempel et al.'s predictability seems applicable to the trust that was induced in
Chapters 2 and 4. In Chapter 2, the failure messages that were supplied in automatic
mode could, arguably, have caused participants to view system output as predictable.
These failures occurred randomly in either one or three out of each five route planning
trials, and were not in any way related to specific routes. However, in light of Falk and
Konold's (1997) findings, the possibility that causal relationships between specific types of
routes (for instance, through the city's centre) and the occurrence of failures were
established in the mind of the participants cannot be excluded. The trust levels measured
in this experiment could, therefore, be placed in Rempel et al.'s first developmental stage.
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In Chapter 4, it was observed that consistency in process feedback influenced trust.
However, the finding that consistent process feedback caused the effect of consensus
information on trust to disappear, whereas this effect was sustained when process feedback
had been random, indicates that trust went beyond mere predictability. The results of these
experiments indicated that inferences were made about the system, which would be
consistent with Rempel et al.'s dependability, but also with Zuboff's (1988) concept of
"understanding", and Lee and Moray's (1992) "process", as these inferences were argued
to increase participants ' understanding of the system.
Rempel et al. (1985), Zuboff (1988), and Lee and Moray (1992) focussed
predominantly on the other's behaviour as a source for trust-relevant information, although
the latter also incorporated "foundation of trust" (as did Barber, 1983) and "purpose"
(fiduciary responsibility, see Barber, 1983) in their models. The experiments reported in
Chapter 3 showed, however, that system trust was influenced not only by system
behaviour, but also by indirect information, i.e., consensus cues and evaluations. This
finding corresponds to Numan's (Numan, 1998; Arion et al., 1994) ideas; he argued that
behaviours of others that may be interpreted as trusting behaviour may induce the observer
to conclude that a system is trustworthy. Moreover, system trust could be based upon
information from others, such as recommendations, or reported interactions with a system.
6.3.2

Trust versus confidence

Some of the distinctions between confidence and trust put forward in Chapter 1
concern the question whether alternative behaviours are considered or recognised
(Luhmann, 1979), and the amount of available evidence (Numan, 1998; Arion et al.,
1994). Both notions are based on the assumption that confidence implies certainty,
instead of uncertainty, as is the case for trust. Consistent with this viewpoint, Lewis and
Weigert (1985) argued that trust involves a leap of faith, contrary to confidence. The
participants in these experiments were supplied with as little information as possible. First,
the map of London that was displayed on the screen during the experiments did not
contain information about, for instance, traffic lights, tourist highlights, or one-way streets,
which would have aided them in their tasks. Furthermore, the staking of credits took place
before the route of the specific trial was shown on the screen. Finally, outcome feedback
was given after all the route-planning trials were completed, except in the experiment of
Chapter 2, where outcome feedback was of primary importance. In sum, all experiments
reported here concerned situations of uncertainty, or, as Numan called it, partial evidence
(Numan, 1998; Arion et al., 1994), and the distinction as described above would,
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therefore, justify the use of the label trust, instead of confidence, to denote the mental states
that were manipulated and measured throughout this dissertation.
Another distinction between trust and confidence hinges on differences in the
information that lies at their bases. Earle, Siegrist, and Gutscher (2002), for instance,
argued that trust concerns agent-agent interactions, and is based on social relations, group
membership, intentions and shared values. Confidence, on the other hand, deals with
agent-object relations, and is based on experience, or evidence, and, thus, on competence.
Similarly, Yamagishi and Yamagishi (1994) considered confidence as an expectation of
competence, and trust as an expectation of goodwill and benign intent on the part of the
other. These distinctions would imply that system trust, which concerns interactions with
an object, is based on competence, inferred from system behaviour; interpersonal trust, on
the other hand, is based on inferred intentions. As was argued in Chapter 1, however,
systems may not always be perceived as mere objects, as research by Nass (2000; cf.
Dennett, 1987) indicates. In other words, inference of intentions or other human-like
characteristics as a basis for trust cannot be excluded in interactions between humans and
systems. Similarly, it could also be argued that intentions and values are not always
necessary for trust between persons; trust in someone else could also be based on perceived
competence (see Lewis & Weigert, 1985).
As the system utilised here was probably not complex enough to warrant the inference
of human-like phenomena such as intentions, benevolence, or value similarity as a basis for
trust, Barber’s (1983) expectation of technically competent role performance would be
most appropriate here. In other words, the information that participants had at their
disposal allowed them to infer a certain degree of system competence, or the capability of
the system to calculate routes that were fast, and, thus, to yield positive consequences for
them. The results presented here illustrate, therefore, that an assessment of competence
can be based on multiple types of information.
In accordance with the notions of Earle, Siegrist, and Gutscher (2002) and Yamagishi
and Yamagishi (1994), the results of the experiment in Chapter 2 clearly show that
competence is an assessment that can be based on the observation of system behaviour
during past interactions. High failure rates experienced during interaction caused low
levels of system trust, and low failure rates caused higher trust. Chapters 4 and 5 described
experiments that also included the observation of system behaviour; in these studies,
however, no messages of system failure were administered, causing competence to be based
on less lucid information, such as the perceived consistency of displayed system behaviour,
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or agreement with it. Moreover, competence turned out to be influenced by information
other than past system performance; Chapters 3, 4, and 5 describe experiments that
supplied indirect information, namely evaluations (Chapter 3), and consensus information
(Chapters 3, 4, and 5). Both types of indirect information were shown to affect trust
ratings, the former through systematic, and the latter through heuristic processing. Clearly,
these results show that competence does not require behavioural input. With the inference
of such concepts as shared values and intentions from system behaviour being by no means
an unrealistic possibility (cf. Nass, 2000; Dennett 1987), the data presented in this
dissertation, therefore, support the use of the label trust.
6.3.3

Implications for practice

As several researchers have argued, understanding how a certain system works may
cause users to have more trust in its capabilities, and, consequently, be more willing to
delegate control to a system, or accept its advice (e.g., see Lee & Moray, 1992;
Parasuraman & Riley, 1997; Zuboff, 1988). Support for this contention was found by
Dzindolet et al. (2003); their system, a "contrast detector" to find camouflaged soldiers,
was trusted more, and its advice was more likely to be relied upon when information had
been supplied that indicated the reasons why the decision aid might sometimes fail.
Interestingly, the experiments described in Chapter 4 show that such a sense of
understanding can also be gained from one's direct experiences, even when outcome
feedback is not available. To prevent disuse of a system, designers should be aware of the
potential influence of such implicit sources of information on trust.
Designers who want to increase user trust in their system may explicitly inform users
about the system's rules, as was done by Dzindolet et al. (2003). If users learn why
failures in output may occur, their occurrence may not harm trust levels as it would when
users are left in the dark about system functioning. However, users may simply overlook
such explicit information if it has to be looked up in a manual, or may not be motivated
enough to read it. If this occurs, users may gain a sense of understanding through
interaction with the system instead; consistent system behaviour may help them gain
understanding of system functioning, resulting in increased trust.
Not all systems may, however, produce consistent results. A route planner that has
frequently refreshed, detailed information at its disposal may give different solutions for the
same route at different times. It may, for example, suggest a route along an arterial road to
avoid inner-city traffic during rush hours, but a route through the inner city once rush hour
traffic congestion has dissolved. In addition, a system that suggests a route to be driven on
Monday at 2 p.m. may suggest differently for a route exactly a week later, to avoid ongoing
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roadwork. In other words, a flexible system may display solutions that are viewed as
inconsistent, and, consequently, do not provide trust-relevant information, causing its level
to remain as it is, or even decrease, as suggested by Experiment 2 in Chapter 4.
Additionally, if interacting with a system does not provide trust-relevant information, users
may become especially susceptible for information that is simultaneously available, such as
the consensus cue supplied in Chapters 3 and 4; the results of Chapter 4 show that the
effect of consensus information on after-interaction trust measures is sustained when route
display takes on a random appearance, contrary to when it is consistent. Although the
opinion of friends or colleagues that are expressed to the user may largely be beyond the
control of system designers, the example of Amazon in the introduction of Chapter 3
illustrates that the satisfaction of others, albeit a ill-defined sample of previous customers
rather than friends, can still be used to boost initial trust.
Put differently, the implications of the results of these studies for system designers is
that direct experience does not necessarily dominate indirect information in the formation
of trust. Whereas researchers as McKnight et al. (McKnight et al., 1998; McKnight,
Choudhury, & Kacmar, 2000), and Numan (1998; Arion, Numan, Pitariu, & Jorna,
1994), for example, have suggested that trust derived from indirect sources are quickly
displaced by information obtained through experience (cf. Fazio & Zanna, 1981), the
findings reported in Chapter 4 indicate that the longevity of such flimsy information
depends on the nature of the direct experience, i.e. whether it provides information that is
consistent or random. As a result, seemingly random system behaviour may place higher
demands on whatever else information is available. Specifically, random process feedback
causes cues to be effective far longer than systematic process feedback. If the process
feedback of a product is random, more emphasis should be put on making users
understand what lies beneath, to compensate the effect of possibly negative indirect
information.
6.4

Further research

In research on system trust, the information obtained from direct experiences as an
antecedent of that trust has attracted most attention. The information derived from other
sources, however, are also highly relevant for the manner in which users interact with
systems. These sources, therefore, deserve the attention of researchers and system
designers.
An interesting question that warrants further research is how the processing of different
types of available information in the formation of trust can be modelled. In Chapter 3, the
Heuristic-Systematic Model (Chen & Chaiken, 1999) was brought to the fore to clarify
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the effects of concurrent types of indirect information in trust formation, i.e., consensus
information and evaluations. Presumably, this model could be extended to the other
antecedents of system trust that were manipulated in this dissertation as well.
The sufficiency principle proposed in the Heuristic-Systematic Model predicts whether
users will engage in heuristic or systematic processing of available information. Heuristic
processing being the default mode (see the principle of least effort, Chen & Chaiken,
1999), a discrepancy between the actual level of confidence someone has in his or her
judgement or evaluation and the level required, or the sufficiency threshold, determines
whether additional systematic processing will occur (Chen & Chaiken, 1999). Ideally, this
motivation would cause the processing of information to continue until the actual level
meets the desired level of judgemental confidence, provided that the cognitive capacity to
do so is available.
Arguably, engaging in risky interactions with others also depends on whether the
current level of trust in the interaction partner suffices, in other words, whether trust is, at
least, equal to a threshold value. Above this threshold someone or something is trusted,
below the threshold it is not (Marsh, 1994). This notion, when combined with a
motivation to increase actual levels of certainty in one's evaluation, as proposed by the
Heuristic-Systematic Model (Chen & Chaiken, 1999), could yield insight into the role of
different kinds of information on the trust formation. In principle, trust will only be
sufficient for human-computer interaction to commence when the actual trust level is at
least equal to the threshold value. When this is the case, users will likely not be motivated
to engage in further processing of information. Any gap between actual and threshold
levels, on the other hand, would motivate users to engage in processing of available
evidence. A small gap may be bridged after initial heuristic processing. Larger gaps,
however, may render mere heuristic processing insufficient, subsequently causing users to
engage in more effortful, systematic processing in order to close them.
The results of the experiments in previous chapters may be interpreted accordingly. In
the first experiment reported in Chapter 3, pitting consensus cues against the valence of a
subsequent evaluation, heuristic processing of the consensus information did probably not
increase trust to sufficient levels, causing participants to engage in additional, effortful
processing of the evaluation. In addition, the number of selected alternatives in this
experiment proved to be affected by the valence of the route planner's evaluation; when a
predominantly negative evaluation was given, trust levels dropped, causing participants to
subsequently select more route alternatives than participants who received an evaluation
with positive arguments. These participants apparently required more information to form
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trust, which, in the light of the model described here, could be interpreted as a sign that
the discrepancy between actual and threshold levels of trust was increased by the message's
negative content, causing, in turn, increased motivation to process additional information.
Likewise, in Chapter 4, participants were shown to process both the consensus information
and the available process feedback in order to form trust. Random process feedback, it was
argued, did not add any trust-relevant information, causing trust levels to be rather low.
Consistent process feedback, on the other had, did supply participants with extra
information, which manifested itself in higher trust levels and overruling of the consensus
information. Finally, the experiment in Chapter 5 provided indications that increased
motivation led to more elaborate processing of process feedback; participants with high
self-reported levels of motivation to infer rules from series of displayed routes reported
higher system trust levels when that series showed little consistency than participants who
reported to be lowly motivated.
Unfortunately, the data from these experiments are insufficient to fully support this
model. Although the results discussed in previous chapters seem to be in line with the
proposed model, further research is definitely needed to validate it. Further testing could,
for instance, show whether differences between actual and threshold levels of trust, which
were not measured in the experiments reported here, indeed correspond with increased
elaboration of available evidence. Furthermore, experimental scrutiny should be devoted to
the factors that influence actual and threshold trust levels. One factor affecting threshold
levels may be risk: trust that suffices for a user to follow a route planner's advice how to
arrive at a friend's place at an unspecified time, for instance, may be insufficient to rely on
advice on how to get to the airport to catch an early flight the next day. In other words, the
same level of trust may be sufficient to follow routing advice when the risk is merely
arriving late for tea at a friend's place, but insufficient when the risk is higher, such as
missing one's flight1. Finally, one could study how actual and threshold values that are
relevant for the decision to use automatic control relate to the trust people have in their
own abilities to perform a task manually compared to its specific threshold. Such efforts
may indeed increase understanding of system trust, information processing, and
automation use significantly.

1

Indeed, some researchers in the field of system trust have noted that manipulations of risk
can have a considerable impact on control allocation decisions (e.g., see Riley, 1996;
Lee, 1992).
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Another line of potential fruitful research concerns the impact of system failures. The
occurrence of system failures cannot be fully prevented. However small, such failures may
reverberate disproportionately in the user's subsequent judgements regarding that system.
Dzindolet, Pierce, Beck, and Dawe (2002), for instance, found evidence that people have
a positive bias toward automation that causes occurring failures to become more easily
noted and remembered. Specifically, they suggested that users expect automated systems to
be near perfect, i.e. they have a schema in which automation produces virtually no failures.
Failures that do occur, however, conflict with that schema, and, consequently, are highly
conspicuous. The decrease in trust and discarding of system advice that may thus occur
might be prevented, however, by a sense of understanding. In other words, if users come to
understand the system, they may have more trust in its capabilities, which may make their
trust levels less susceptible to occurring failures. Consistent process feedback may provide
such understanding, as the experiments in Chapter 4 indicate; it allows for extraction of
information that has a positive influence on system trust.
As consistency may not be the chief quality of the outcome in the eyes of system
designers, however, other measures are necessary to prevent the seemingly random or
implausible results to exert a negative influence on overall system trust. This possible
negative influence places higher demands on Parasuraman and Riley's (1997) explicit
means to enable users to learn about the underlying procedures, as they should be able to
counter the negative effect on trust of random information. Further research is, therefore,
needed.
The research presented in this dissertation constitutes a first step to systematically
examine the effects of the different kinds of information relevant to system trust formation,
especially in situations where different types of information co-occur. Venturing beyond the
outcome feedback commonly studied in system trust research, it offers insight in the way
direct and indirect information may be used to overcome feelings of uncertainty that plague
relatively novice users of technologies. These different sources of information may help
them adjust their system trust either upward or downward, causing them to favour the use
of automation to perform a task, or to discard it.
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Summary
Automation has crept into our daily lives: machines may tell us when our pizzas are
ready, answer incoming phone calls when we are away, govern how we drive our cars, and
indicate where we have to go to arrive at our destination. According to some, this is only
the beginning.
People, however, rarely know the ins and outs of the systems they encounter in daily
life. Few, for example, know how their car navigation sets work, beyond the notion that it
has "something to do with satellites". Not being able to fully understand such a system and
assess its capabilities may constitute a major obstacle in the use of system advice. Trust is
assumed to be a mechanism that enables people to deal with such situations of uncertainty
or risk, and as such, is crucial in a user's decision to rely on system advice. This research
project aimed to gain insight in the factors that underlie the formation of system trust, and
to understand its effect on a user's decision to rely on a system to perform tasks or to follow
its advice.
A series of experiments was conducted in which participants had to work with a route
planner. This route planner generated routing advice, and the trust of the participant in
the system was measured. In a number of experiments, participants could decide whether
they wanted to plan the routes themselves, i.e., plan manually, or whether they wanted to
delegate the planning task to the system, i.e., engage in automatic mode. In this way, the
behavioural consequences of trust could be determined.
The role of direct information has attracted a lot of attention from researchers in the
field of system trust. Usually, trust is manipulated by the occurrences of failures in system
output. The first experiment reported here, in Chapter 2, followed this line of research by
manipulating failure rates in manual and automatic mode. However, contrary to many
experiments, the number of previous interactions did not differ between modes. The results
showed system trust and self-confidence to be affected by failures in automatic and manual
mode, respectively. In turn, system trust in particular influenced whether people selected
manual or automatic mode when they could choose freely, although they also displayed a
preference for manual mode.
Users can also obtain trust-relevant information from sources other than personal
experience, i.e. indirect information, such as the opinions of others or analyses in
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consumers' magazines. The first experiment reported in Chapter 3 showed that the overall
valence of an evaluation exerted a considerable influence on trust. In other words, a
positive evaluation caused an increase in trust, whereas a negative evaluation led to a
decrease in trust. A follow-up experiment subsequently showed the provided consensus
information to affect both trust and the use of the automatic mode. A favourable opinion
concerning the system that was endorsed by a small group of people was shown to exert a
negative influence on both trust as well as the use of the automatic route planning mode,
contrary to the same opinion endorsed by a large group. These experiments show that
trust-relevant information may be processed differently. Activation and application of the
heuristic "consensus opinions are correct" upon perceiving consensus information probably
caused participants to believe the opinion endorsed by a majority, in contrast to an opinion
endorsed by a minority. The evaluation supplied in the first experiment was processed
more elaborately, or systematically, causing trust ratings to correspond with the overall
valence of the message.
In Chapter 4, experiments are described that test whether system behaviour may also
convey information when clear outcome feedback, i.e. failure messages concerning the
quality of the automatically generated routes, is not available. Possibly, inferences are
made based on the mere appearance of automatically generated routes that are displayed
on the screen, i.e. process feedback. In addition, as people may often have multiple types
of information available to help them form trust, this process feedback was pitted against
consensus information. The first experiment showed that the absence of process feedback
led to a somewhat reduced effectiveness of the consensus information, whereas no such
reduction was found when it was available. Arguably, the process feedback, which was
rather random in appearance, had necessitated the continued use of the consensus
information to further the interpretation of the feedback in terms of quality. The second
experiment showed that random process feedback caused a sustained effect of consensus,
whereas consistent process feedback led to a cancelled consensus effect. These findings
were supported by the third experiment. Manipulations of the face validity of process
feedback, furthermore, proved to have an additional effect: routes with high face validity
that displayed consistency or randomness led to higher trust than those that were consistent
or random but had low face validity. These results suggest that consistency in process
feedback allows for inferences being drawn about how the system operates, thus, creating a
sense of understanding, which increased trust. Random process feedback, on the other
hand, hardly allows for such inductions. In other words, the information obtained from
consistent process feedback probably competed with the less-informative consensus
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information, causing the latter to be overruled. Contrarily, randomised routes do not yield
trust-relevant information, which may explain the sustained effect in the case of random
process feedback.
In Chapter 5, an experiment is reported that aimed to examine whether the process of
drawing inferences depended on the participants' motivation. In the highly motivated
group, the influence of the consensus information proved to be less strong than in the lowmotivation group. Additionally, highly motivated participants reported higher trust levels
in the random process feedback conditions than participants with low motivation. This was
not observed in the consistent process feedback condition, however. Apparently, the
inference of system rules from consistent process feedback was so easy that there was
hardly any information to be gained for highly motivated individuals.
Taken together, these results suggest that people may use any information available to
form a trust judgement. This information may be straightforward, such as failure messages,
or a list of positive or negative arguments in an evaluation. However, users may also
engage in inductive inference based on observed system behaviour, without any verifiable
indicators of output quality available.
The results of these experiments have consequences for the interpretation of the concept
of system trust regarding to distinctions between trust and confidence. First, all the
experiments reported here concerned situations of considerable uncertainty, and
distinctions based on the assumption that confidence implies certainty, as opposed to trust,
therefore, justify the use of the label trust. Another distinction concerns differences in the
information that lies at the bases of trust and confidence. According to this distinction,
trust concerns agent-agent interactions, and is based on social relations, group
membership, intentions and shared values. Confidence, on the other hand, deals with
agent-object relations, and is based on experience and, thus, on perceived competence.
This distinction would imply that, contrary to interpersonal trust, system trust, which
concerns interactions with an object, is based on perceived competence, inferred from
system behaviour. The results presented here, however, illustrate that an assessment of a
system's competence can be based on multiple types of information. Next to past system
performance, competence turned out to be influenced by other information as well. Indirect
information, in the form of evaluations and consensus information, was also shown to affect
trust ratings, through both systematic, as well as heuristic processing. Competence,
therefore, does not require behavioural input.
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Samenvatting
Automatisering rukt op; nu al vertellen machines ons wanneer de pizza klaar is,
beantwoorden ze inkomende telefoontjes als we er niet zijn, controleren ze hoe we
autorijden, en geven ze aan hoe we moeten rijden om op de plaats van bestemming te
komen. Volgens sommigen is dit slechts het begin.
Desondanks weten mensen zelden veel van de systemen waarmee ze omgaan in het
dagelijkse leven. Bij weinigen zal bijvoorbeeld kennis van hun navigatiesysteem in de auto
bijvoorbeeld verder gaan dan dat het "iets te maken heeft met satellieten". Niet in staan
zijn om zulke systemen en hun capaciteiten volledig te doorzien kan een obstakel vormen in
het omgaan met advies van een systeem. Vertrouwen is mechanisme dat mensen in staat
stelt om te gaan met situaties die gekenmerkt worden door onzekerheid en de aanwezigheid
van risico's, en is daarom cruciaal in de beslissing van een gebruiker om zich te verlaten op
systeemadvies. Het doel van dit project is om inzicht te verkrijgen in de factoren die ten
grondslag liggen aan vertrouwen, en de effecten ervan op de beslissing van een gebruiker
om het systeem, dat hij of zij ter beschikking heeft, te gebruiken voor het uitvoeren van een
bepaalde taak of het advies dat het verstrekt op te volgen.
Er werd een serie experimenten uitgevoerd waarin proefpersonen moesten werken met
een routeplanner. Deze routeplanner bracht routeadviezen uit, waarbij telkens werd
gemeten wat het vertrouwen van de proefpersoon in het systeem was. Bij een aantal
experimenten werden proefpersonen voor de keuze gesteld of ze routes zelf wilden
plannen, dat wil zeggen handmatig plannen, of het plannen over wilden laten aan het
systeem, oftewel de automatische stand wilden gebruiken; op deze manier kon worden
bepaald wat de consequenties van vertrouwen in termen van gedrag waren.
De rol van directe informatie heeft veel aandacht gekregen van onderzoekers op het
gebied van systeemvertrouwen. Trust wordt veelal gemanipuleerd door het laten optreden
van fouten in de uitkomsten van het systeem. Overeenkomstig deze werkwijze werden in
het eerste experiment, gerapporteerd in Hoofdstuk 2, fouten in handmatige en
automatische modus gemanipuleerd; hierbij werd, in tegenstelling tot veel eerdere
experimenten, voorkomen dat het aantal interacties dat proefpersonen met handmatige
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bediening hadden verschilde van het aantal met automatische bediening. De resultaten
lieten zien dat systeemvertrouwen en zelfvertrouwen werd beïnvloed door het optreden van
fouten tijdens automatische en handmatige bediening. Met name systeemvertrouwen
beïnvloedde op zijn beurt of mensen de automatische of handmatige modus kozen als ze
vrij konden kiezen, hoewel ze ook een voorkeur vertoonden voor handmatig.
Gebruikers kunnen voor het vormen van vertrouwen ook putten uit andere
informatiebronnen dan hun eigen ervaringen, dat wil zeggen, uit indirecte ervaringen, zoals
de meningen van anderen of meer diepgaande analyses zoals die te vinden zijn in de
Consumentengids. Het eerste experiment dat werd beschreven in Hoofdstuk 3, liet zien
dat de algehele valentie van een evaluatie een aanzienlijke invloed had op vertrouwen; een
positieve evaluatie gaf meer vertrouwen, terwijl een negatieve evaluatie vertrouwen deed
dalen. Een tweede experiment liet vervolgens zien dat de consensusinformatie zowel
vertrouwen als het gebruik van de automatische bediening beïnvloedde; een positieve
mening over het systeem die werd onderschreven door een kleine groep mensen had een
negatieve invloed op zowel systeemvertrouwen als het gebruik van de automatische
bediening, in tegenstelling tot een zelfde mening die werd onderschreven door een grote
groep. Deze experimenten laten zien dat informatie die relevant is voor vertrouwen op
verschillende manieren verwerkt kan worden. Het activeren en toepassen van de "meningen
van de meerderheid zijn correct"-heuristiek na het waarnemen van consensusinformatie
bracht proefpersonen er waarschijnlijk toe de mening van een meerderheid ter harte te
nemen, in tegenstelling tot de mening van een minderheid. De evaluatie die werd
aangeboden in het eerste experiment werd daarentegen grondiger of systematischer
verwerkt, waardoor het vertrouwen overeen kwam met de algehele valentie van deze
boodschap.
In Hoofdstuk 4 worden experimenten beschreven waarin wordt getest of het gedrag van
een systeem ook informatie kan overbrengen wanneer duidelijke feedback over de
uitkomsten, dat wil zeggen, foutmeldingen met betrekking tot de kwaliteit van de
automatisch gegenereerde routes, niet beschikbaar was. Mogelijkerwijs worden er
conclusies getrokken louter uit hoe de automatisch gegenereerde routes, die op het scherm
werden getoond, eruit zien, dat wil zeggen, uit proces feedback. Omdat mensen
normalerwijze vaak meerdere soorten informatie ter beschikking hebben voor het vormen
van vertrouwen, werd proces feedback afgezet tegen consensusinformatie. Het eerste
experiment liet zien dat de afwezigheid van deze proces feedback leidde tot een enigszins
afgenomen effectiviteit van de consensusinformatie, terwijl deze afname niet werd
waargenomen wanneer het wel beschikbaar was. De aangeboden proces feedback, die
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enigszins willekeurig was, kan ervoor gezorgd hebben dat de consensusinformatie telkens
weer nodig was om de kwaliteit van de proces feedback te kunnen interpreteren. Het
tweede experiment liet zien dat willekeurige proces feedback een aanhoudend effect van de
consensusinformatie tot gevolg had, terwijl consistente feedback ervoor zorgde dat het effect
ervan teniet werd gedaan. Het derde experiment ondersteunde deze bevindingen.
Daarnaast hadden manipulaties in de mate dat de proces feedback er logisch uitzag, een
bijkomend effect: consistente of willekeurige routes die ook logisch waren gaven meer
vertrouwen dan consistente of willekeurige routes die onlogisch waren. Deze resultaten
suggereren dat consistentie het mogelijk maakt af te leiden hoe het systeem werkt, en
daardoor een zeker begrip kweekt, wat meer vertrouwen geeft. Random proces feedback
daarentegen, staat dit nauwelijks toe. Met andere woorden, de informatie die uit
consistente proces feedback werd gehaald concurreerde waarschijnlijk met de minder
informatieve
consensusinformatie,
waardoor
deze
ondergesneeuwd
raakte.
Gerandomiseerde routes, daarentegen, geven geen relevante informatie, wat het overeind
blijven van het effect van consensusinformatie bij willekeurige feedback kan verklaren.
In Hoofdstuk 5 wordt een experiment gerapporteerd dat beoogde te onderzoeken of het
maken van afleidingen uit proces feedback afhangt van de motivatie van de proefpersonen.
In de hooggemotiveerde groep werd het effect van de consensusinformatie minder sterk dan
in de laaggemotiveerde groep. Daarnaast rapporteerden hooggemotiveerde proefpersonen
hogere niveaus van vertrouwen in de condities met willekeurige proces feedback dan
laaggemotiveerde. Dit werd echter niet waargenomen in de conditie met consistente proces
feedback; blijkbaar is het afleiden van systeem regels uit consistente proces feedback zo
gemakkelijk dat er voor hooggemotiveerde mensen nauwelijks nog extra informatie te
verkrijgen was.
Deze resultaten tezamen suggereren dat mensen alle beschikbare informatie kunnen
gebruiken om een vertrouwensoordeel te vormen. Dit kan heel duidelijke informatie zijn,
zoals foutmeldingen, of een lijst van positieve of negatieve argumenten in een evaluatie.
Gebruikers kunnen echter ook inferenties maken na observatie van systeemgedrag zonder
dat daarbij verifieerbare indicatoren van kwaliteit beschikbaar zijn.
De resultaten van deze experimenten hebben consequenties voor de interpretatie van
systeemvertrouwen met betrekking tot het onderscheid tussen vertrouwen en confidence.
Ten eerste hebben alle gerapporteerde experimenten betrekking op situaties met
aanzienlijke onzekerheid, en een onderscheid gebaseerd op de aanname dat confidence
zekerheid impliceert, in tegenstelling tot vertrouwen, rechtvaardigt daardoor het gebruik
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van het etiket vertrouwen. Een ander onderscheid heeft te maken met verschillen in de
informatie die aan vertrouwen en confidence ten grondslag ligt. Volgens dit onderscheid
heeft vertrouwen te maken met interacties tussen actoren, en is het gebaseerd op sociale
relaties, groepslidmaatschap, intenties, en overeenkomende waarden, terwijl confidence
betrekking heeft op interacties tussen actoren en objecten, en is gebaseerd op ervaringen
en, daarmee, op waargenomen competentie. Dit onderscheid impliceert dat
systeemvertrouwen, dat interacties met een object behelst, gebaseerd is op waargenomen
competentie, in tegenstelling tot vertrouwen tussen personen. De hier gepresenteerde
resultaten later echter zien dat beoordelingen van de competentie van een systeem
gebaseerd kan zijn op meerdere vormen van informatie. Competentie bleek ook te worden
beïnvloed door andere informatie dan gedrag van het systeem in het verleden; ook indirecte
informatie, in de vorm van evaluaties en consensusinformatie, bleek vertrouwen te kunnen
beïnvloeden, zowel door systematische, als door heuristische verwerking. Competentie
vereist daarom niet noodzakelijkerwijs gedrag als input.

- 155 -

Curriculum vitae

1973

Born in Leek, The Netherlands

1985 – 1991

VWO, Nienoordcollege, Leek

1991 – 1995

Maritime Academy Willem Barentsz., Terschelling

1995 – 1998

Human-Technology Interaction, Eindhoven University of Technology

1998 – 2000

Research assistant at Human-Technology Interaction, Eindhoven
University of Technology

2000 – 2004

Graduate student at J.F. Schouten School for User-System Interaction,
Eindhoven University of Technology

- 157 -

Stellingen
behorend bij het proefschrift “Trust in systems: Effects of direct and indirect information” door Peter
de Vries
1. The dominance of direct over indirect information in the formation of system trust depends on
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