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A smile is a curve that sets everything straight.
Phyllis Diller
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corners. I am blessed to have such good friends and to be welcomed as part of the
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made everything else since then possible. Thank you for your daily support and
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Of course you can have the best of support and still get nowhere when you are
not in an amazing working environment. I would like to thank all my colleagues and
friends at the Algorithms and Applied Geometric Algorithms group for the great atmosphere: Quirijn Bouts, Hans Bodlaender, Kevin Buchin, Maike Buchin, Riet van
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three people from this group who deserve special attention. Kevin, Aleks, and
Q, thanks for being a friend. Thanks for the midnight games, dinner parties, and
cheese, lots of cheese. Q, I think we might still not have enough experience to
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would also like to thank Bram Cappers, Paul van der Corput, Stef van den Elzen,
Roeland Scheepens, and Michel Westenberg from the Visualization group.
I would also like to thank all my co-authors: Kevin Buchin, Atlas Cook IV,
Thomas van Dijk, Jason Dykes, Roland Geraerts, Jan-Henrik Haunert, Michael
Hoffmann, Norman Jaklin, Maarten Löffler, Wouter Meulemans, Andreas Reimer,
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respect for both cartography and algorithms made a lot of this possible. It is no
mean feat to talk to a (theoretical) computer scientist and not run away frustrated.
Without you we would have ended up with nice but utterly useless algorithms.
That the results from this thesis make any sense at all is thanks to you.
Special thanks are also due to the members of my thesis committee for taking
the time to read my thesis and the great constructive feedback: Mark de Berg,
Michael Kaufmann, Alexandru Telea, Robert Weibel, and Jack van Wijk. Finally I
cannot forget my friends and family. Without you life would have been a shimmer
of what it was: Samantha Baartmans, Ebbe Backer, Feije Backer, Carola Doornbos, Jan Dorlijn, Maximus Dorlijn, Patrick van Ek, Mervyn van Goethem, Jessica
Siewert, and Lidwien Vis. Thank you for being my friend.
There are many more people I would like to thank, but cannot as the paper is
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Introduction

1.1 Introduction
Maps are everywhere. We may not realize it, but maps form an integral part of our
lives. Maps show us which bus to take, where to walk the dog, and how the eighto’clock news relates to the world far away and close to home. Maps help us make
decisions and support the analysis of complex problems. That maps form such
an indispensable part of our society is not surprising. Maps are information dense
and help to quickly place information in a geographical context. Most information
has a geographical aspect to it [59], and maps naturally play an important role in
the distribution of it.
The importance of maps as information carriers is reflected in their integration
in our history. The oldest known map of the world, the Imago Mundi (see Figure 1.1(left)), has been dated back to at least 500 BC. And while the oldest map
of the world already dates back 2500 years, the oldest known map can be traced
back even further. No consensus has yet been reached about what the oldest
map ever found is, but arguments have been made for maps dating back as far
as 11,000 - 24,000 BC [122, 129] (see Figure 1.1(right)). It is safe to say that the
art of making maps has already been on our mind for many millennia.
Cartography is the field of research that focuses on the art, science and practice of making maps. Many factors play into the creation of a map. Aesthetics,
effectiveness, and truthfulness all vie for the attention of the map maker. The integration of all these aspects is far from trivial and has received significant attention
over the years. By now a large body of knowledge is available that discusses how
the different characteristics of a map form a well balanced whole. This body of
knowledge includes, for example, rules for the placement of labels [19, 68, 136],
and the effect of the different visual variables (e.g., color, shape, orientation) on
the display and readability of data [14]. As maps are inherently scaled abstractions of reality, a wealth of knowledge is also available on the reduction of detail
in a map. The process of detail reduction, as well as the techniques applied, are
known as generalization.

Figure 1.1: (left) The Babylonian Imago Mundi is the oldest known map of the world. (right)
A possible map showing the surrounding landscape from 11,000 BC was found
in Spain (Image from [129]).
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Cartographic generalization is the reduction of detail in a map to a scaleappropriate level. The scale and the medium of a map place restrictions on the
amount of information we can present on it. Hence, to create an effective map,
we have to select and simplify the information to be displayed. This process is
balanced by the desire to stay as close to the original ground-truth as possible.
The Radical Law by Töpfer and Pillewizer [127] gives an estimation of the amount
of detail that can be maintained on a map at an arbitrary scale. Generalization
operators, such as aggregation and selection, describe how to reduce the detail
in a map. In this thesis we are mainly concerned with the simplification operator.
Simplification reduces the detail with which a (single) feature is presented while
minimizing the error induced in the process. Simplification within the context of
generalization aims to maximize the amount of detail maintained while adhering
to scale restrictions.
Schematization is a special type of generalization. Schematization simplifies
information on the map beyond the needs of the target scale or medium, minimizing detail while maintaining a task-appropriate level. The reduction of detail to the
core essentials helps emphasize the information that is presented. To further reinforce this, design-based rules emphasize the visual appearance over geographic
accuracy. The combination of both effects results in a strong visual cue of abstraction. Schematization may be used to direct the user’s attention away from
the exact geography of the features to focus on the relation between them instead.
Schematization can structure and simplify the presented information, helping the
user to analyse the material. It may reduce the illusion of accuracy [78, 90] caused
by map overlays on fully featured topographic maps. And finally, schematization
can be used to create a more striking and powerful message, maximizing the
impact of the map.
The use of curves is quite common for schematization. Many natural features
do not adhere to straight lines. Curves, having more degrees of freedom than line
segments and can capture more complex patterns. A few curves may be sufficient
in cases where many line segments would be needed. Regular curves, such as
circular arcs, may also be used to create a strong sense of design. Finally, the
aesthetics of a map may benefit from the use of curves. Sharp angles, numerously present in straight-line schematizations, may subconsciously be linked with
danger, thus reducing the aesthetics [7]. While curves are commonly used for
schematization, surprisingly the automated curved schematization of maps has
received only very little attention.
In this thesis we focus on the automated curved schematization of maps. We
shall focus on three specific topics, namely schematization of territorial outlines,
schematization of networks, and the limits of schematization. In this chapter we
first introduce schematic mapping. Section 1.2 explains the concept of schematization. Section 1.3 then gives an overview of the different forms that schematic
maps may take. The automated generation of schematic maps has received significant attention. In Section 1.4 an overview is given of the current state of research. Related work specifically tied to a single chapter is discussed in the respective chapter. Finally, in Section 1.5 we give an overview of the contents of
this thesis and show how it contributes to the area of automated schematization.
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Introduction

1.2 Schematization
Schematization is the reduction of detail to a task-appropriate level. The aim of
schematization is to improve the clarity of a map by reducing the presented information to its bare essentials. Schematization is a special type of generalization.
It applies the generalization operators to reduce detail, but extends generalization
by including a design aspect. We first briefly discuss the concept of generalization
and then discuss how schematization extends generalization.
Generalization. Generalization is the reduction of detail in a map to a scale- and
task-appropriate level. The goal of generalization is to maximize functional detail,
while adhering to legibility constraints. The reduction of detail in a map is not
a clear-cut task. Scaling features may make them illegible or overly prominent.
Generalization deals with the issues that arise from scale change.
Generalization operators describe all possible changes induced by a change
in scale. There is no universal agreement about the operators that are part of generalization [104]. Often included operators are selection, aggregation, typification,
displacement, simplification, and exaggeration. An overview of these generalization operators is given in Figure 1.2.

Selection

Aggregation

Typification

Displacement

Simplification

Exaggeration

Figure 1.2: The main generalization operators. For each operator an example input and
output are given.
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Schematization.
In contrast to
generalization, schematization it not
concerned with maintaining the maximum functional detail.
Instead
it aims to minimize non-functional
detail, possibly going beyond the
needs of the target scale or medium
[79]. Many maps do not focus on
conveying the exact geography, but
instead focus on displaying information in the context of the geography. In these cases geographic details, while viably displayed at the Figure 1.3: The iconic Tube Map as introduced
by Henry Beck in 1933.
given scale, may be irrelevant for
the map’s purpose. The excess details may even be detrimental.
Schematic maps present a strongly abstracted and compact representation
of the original data. They employ design-based rules in combination with this
strong reduction of detail to further emphasize their message. Schematic maps
generally deviate more liberally from the geographic truth. Schematization may
serve several purposes. We highlight two of these.

Schematization is an abstracted and compact representation of the
original data applying design-based rules to emphasize and structure the message.

First, schematization may be
employed to improve the exposition
of information on a map. The substantial reduction in detail removes
irrelevant information and a strong
design highlights the key information. One of the most well-known
examples of schematization on behalf of clarity of exposition is the
London metro map (see Figure 1.3).
Proposed in 1933 by Henry Beck,
the now commonly used design
Figure 1.4: London metro network using con- emphasizes connectivity over geographical accuracy. The striking detinuous curves [108].
sign and heavy schematization are
possible as geographic accuracy is of low importance for a traveller on the subway. Lines are placed only along regularly spaced orientations and stations are
regularly spread along lines. Other design principles may affect the information
differently and, for example, emphasize continuity of a single line (see Figure 1.4).
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Figure 1.5: Bünting Clover Leaf Map, Itinerarium Sacrae Scripturae, 1581. Jerusalem
is placed at the center of the known world, emphasized through the strong
schematization of Africa, Asia, and Europe.

Second, schematization may also be used to structure information. By strongly
abstracting the information the user is guided to ‘correctly’ interpret the material.
The very clear-cut presentation of the information promotes a belief in simplicity
making the presented message more easy to accept. Chorematic diagrams are
a clear example of maps that use schematization to strongly structure the information. What the correct interpretation of the material is may depend on the map
source and may possibly be classified as propaganda (see Figure 1.5).

1.3 Schematic Maps
Maps serve a variety of different tasks and, consequently, there are many different
forms maps take. In this section we explore the variety in schematic maps that
exist. We have already seen some incarnations of schematic maps. The most
iconic types of schematic maps are transit maps such as the London metro map.
We investigate metro maps in Chapter 6.
Schematization is used to visualize different types of connectivity data as well.
Flow maps present the movements of goods or people between different regions.
A simple schematized flow tree is used to show the overall distribution of goods.
Flow maps exist that schematize only the flow, but well-known examples also distort the underlying geometry in favor of the presented message (see Figure 1.6).
Area cartograms display the measurement of a single statistical variable for
different regions on the map. They distort the area of the regions to ensure that
their area is directly proportional to the value of the local measurement. In this
way area cartograms nullify one of the key problems of their non-schematized
counterpart; choropleth maps. Choropleth maps use color-encoding to display
the different measurements. Large areas are visually more prominent than their
smaller counterparts though. This can result in a visual bias that is not supported
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Figure 1.6: Charles Minard’s map of the exportation of wine from France [88].

by the data (see Figure 1.7(left)). While area cartograms reduce geographic accuracy, they give a more balanced comparison of the data. Schematization may
emphasize the disproportionality of the map, helping to drive the message home
(see Figure 1.7(right)).
Linear cartograms (or distance cartograms), similar to area cartograms, distort
the map to display a statistical variable. In linear cartograms the variable describes
the relation between two points on the map. Often linear cartograms are used to
display travel time (see Figure 1.8(left)), but similar techniques have also been
applied to display other statistical variables [18]. Linear cartograms suffer from
several problems though. Similar to area cartograms they severely distort the
map. Cartograms induce three types of distortion, namely distortion of area, form,
and position. This can have an impact on the ability to search and query a given
map, thus affecting the effectiveness of the map [75]. Furthermore, it may not be
possible to distort the map such that distance corresponds proportionally to the
displayed variable for all pairs of points. In Chapter 7 we propose a new method
for linear cartograms that solves both problems.

Figure 1.7: (left) Choropleth of the 2012 US election. Democrats (blue) won, but Republicans (red) dominate the map. [http://www-personal.umich.edu/~mejn/
election/2012/, June 2016] (right) Area cartogram of the world Aids distribution. [http://www.improving-visualisation.org/vis/id=304, June 2016]
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Figure 1.8: (left) Linear cartogram displaying the travel time from Amsterdam in the
Netherlands. [http://www.vincentmeertens.com/timemaps/, June 2016]
(right) Tile grid maps avoid the bias by area using uniform elements. [http:
//blog.apps.npr.org/2015/05/11/hex-tile-maps.html, June 2016]

Besides area cartograms and linear cartograms, tile grids are a third way to
display statistical data on a map. Tile grids prevent the bias by area by making
the size and shape of the area uniform over all features (see Figure 1.8(right)).
As areas are uniform, color can safely be used to display the variable in question
(similar to a choropleth map). The inherently strongly schematized look of tile
maps are bordering on a more diagrammatic display of the information.
This diagrammatical structuring of data can be a very powerful tool. Chorematic diagrams strongly schematize the presented information to emphasize the
structure present. The blue banana (see Figure 1.9(left)) by Brunet [21] guides the
user in evaluating the presented information. The structuring of data may even
push the geography completely to the background as shown in Minard’s iconic
display of Napoleon’s Russian campaign (see Figure 1.9(right)).

Figure 1.9: (left) The “blue banana” by Brunet [21] shows how Paris risks being left out of
the economic development in Europe. (right) Minard’s map of Napoleon’s Russian campaign [89] strongly schematizes the map to display several attributes
simultaneously.
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1.4 Automated Schematization
The design of schematized maps is still mainly a manual process. With the rise
of digital maps and the increased need for up-to-date and on-the-fly maps, however, automated cartography has become a more prominent field of research.
The importance of automated cartography is emphasized by the increase in mapproducts such as freely available mapping products (i.e., OpenStreetMap, Google
Maps, Apple maps), and navigation systems. With the rise of automated cartography so has the interest in schematized maps increased. Recent approaches
have shown how automated schematization can be applied to obtain straightline schematizations, for example for transit maps. Unfortunately, the inclusion
of curves in automated schematization has been left behind so far. We give an
overview of schematization approaches that have been proposed in related work.
In this overview we focus on schematization in the context of cartography. Specifically this implies that the input is assumed planar and has a spacial embedding.

Automated cartography has become a more prominent field, but the
inclusion of curves has been left behind so far.

1.4.1

Straight-Line Schematization
The representation of outlines has received significant attention within the field
of cartography. Automated cartographic generalization [28, 29, 80] is driven by
the knowledge of the target scale or level of detail of the map product (e.g., [20]).
Well known results in cartographic generalization, such as linear simplification
(e.g., [41, 66, 132]), maximize the information maintained when reducing the level
of detail. Linear simplification has also been extended to take more factors into
account during simplification. De Berg, Van Kreveld, and Schirra [12] show how
to guarantee the topological correctness of surrounding features (such as cities)
while simplifying outlines. Park and Yu [99] consider the interplay between segmentation and simplification, allowing locally different levels of simplification.
Work on automated schematization of shapes is sparse and has mainly concentrated on straight-line drawings so far. Buchin et al. [25] and Cicerone and Cermignani [35] describe algorithms for schematization of polygonal features where
every line must adhere to one of a given set of orientations. Reimer and Meulemans [107] conjecture that parallelism drives straight-line schematization. They
give a heuristic method to optimize a parallelism measure.
Schematization has also been applied to single paths. Neyer [93] investigates
the schematization of a single path using a fixed set of orientations while minimizing the Fréchet distance of the resulting schematization. Delling et al. [37]
schematize a path that is embedded in a network using a restricted set of regularlyspaced orientations.
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Network Schematization. Research on automated schematization of networks
has mainly been restricted to representations with orientation-restricted line segments. Network schematization is generally less concerned with maintaining exact shape. An overview of recent work on network schematization is given in [96].
Cabello, De Berg, and Van Kreveld [30] give an algorithm for schematization of
networks using regular-oriented line-segments. They replace paths in the network
by paths containing at most three line-segments that have a restricted orientation
per line-segment. The resulting schematization is topologically equivalent to the
input. Merrick and Gudmundsson [84] also look at the regularly-oriented schematization of networks. They require the schematized paths to stay within an given
distance of the original input. Both approaches guarantee an optimal solution, if
one exists, given the set requirements for schematization.
The use of heuristic problem solvers has lately gained attention to allow more
constraints to be taken into account. Nöllenburg and Wolff [97] describe a mixedinteger programming (MIP) approach based on seven design-rules extracted from
manually created schematized network maps. The use of MIP for network schematization was also explored in several other papers [86, 138]. Stott et al. [120] use
multi-criteria optimization in combination with a hill climbing approach to find a
regularly-oriented schematization. In their optimization approach they also take
the labeling of the resulting network into account.
Different local optimization approaches have been proposed. Dwyer, Hurst,
and Merrick [45] proposed a simple heuristic for generating regularly-oriented networks using least-squares regression. Other approaches include the use of simulated annealing [133] and gradient descent [4]. Finally Barkowsky, Latecki, and
Richter [9] proposed the use of discrete curve evolution for the schematization of
networks.

1.4.2

Curved Schematization
Curves play an important role in cartography [105]. Manually produced schematized maps often make copious use of curves (see Figure 1.10). Curves have
greater expressive power than line segments: several line segments can often be

Figure 1.10: Manually drawn schematizations of Languedoc-Roussillon [22], Corsica [23],
and Britain [58].
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replaced by a single, low-degree curve. Nevertheless, the integration of curves
in automated cartography has stayed behind. Software for automated map production and geodata handling only recently began utilizing parametric curves. The
use of curves in automated schematization is still predominantly missing [24, 108].
Some techniques for curved schematization have been discussed in different
fields of research though.
Curved simplification has received attention in the field of non-photorealistic
rendering. Mi et al. [85] describe an algorithm for curved abstraction. They detect
the basic parts constituting a given shape. Using these parts they build simplified
versions of the original shape at arbitrary levels of detail. Their algorithm, however,
does not consider topology.
Smooth circular arcs have also been used to represent inherently smooth polygons [63]. It is unclear whether such solutions are useful for schematization. In
schematization it is generally not desirable to assume that the original shape is
relatively smooth. A non-smooth approach is given by Drysdale et al. [42]. They
present an algorithm for curve approximation with circular arcs using a set of
‘gates’. However, requirements on these gates prevent a significant complexity
reduction.
Network Schematization. Similarly to the curved schematization of single features, the schematization of networks using curves has mainly received attention
in tangential fields of research. The field of graph drawing has an extensive literature on curved representations. A force-directed approach to curved graph
drawing was proposed by Finkel and Tamassia [50]. Cheng et al. [32] discuss the
embedding of a graph using circular edges while maintaining good angular resolution. That is, the incoming edges for each vertex are (nearly) uniformly distributed
around the vertex.
The creation of Lombardi drawings [33, 44] and confluent drawings [47, 65]
have also received significant attention. Lombardi drawings represent a given
graph by drawing all edges using circular arcs such that all vertices have perfect
angular resolution. Confluent drawings do not explicitly draw the edges in a graph.
Instead all edges are replaced by a network of smooth curves, such that for every edge in the original graph a smooth path exists between the corresponding
vertices. Generally though, these methods are not focused on maintaining any
measure of shape.
There are a few methods that use curves for schematization of networks. Kämper et al. [71] present a method for distorting a schematization into a circular-arc
cartogram, but recognizability is not a primary concern; aesthetics and legibility
remain untested. Fink et al. [49] use Bézier curves to draw metro maps. They
are able to move high-degree vertices and aim to prevent abrupt turns of metro
lines. The use of Bézier curves inherently admits more freedom than circular arcs,
resulting in a less strict schematic style. The use of smooth curves for metro map
design is not uncontested, but may have advantages for some maps [109].
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1.5 Contributions
Outline Schematization. Outline schematization is one of the most prevalent
applications of schematization. Outline schematization can help structure information or help to emphasize features. In Chapter 3 and 4 we describe two different
algorithms for the automated curved schematization of territorial outlines.
In Chapter 3 we present a generic
framework for topology-preserving curved
schematization that allows a choice of quality measures and curve types. The framework fits a curve to every part of the input. It uses Voronoi diagrams to ensure
that curves fitted to disjoint parts do not
intersect. The framework employs a dynamic program to find an optimal schematization using the fitted curves. This fullyautomated approach does not need critical
points or salient features. We illustrate our
framework with Bézier curves and circular
arcs.
In Chapter 4 we present an algorithm for
curved schematization of territorial outlines that is area-preserving. The algorithm
converts a simple polygon into a schematic crossing-free representation using
circular arcs. The result is not restricted to arcs ending at input vertices. Via a
single parameter we can steer the method to include less, or more, strongly curved
arcs. To evaluate the effectiveness of our design choices, we present a geometric
evaluation of the resulting schematizations. Besides the geometric qualities of our
algorithm, we also investigate the potential of curved schematization as a concept
in Chapter 5. We conducted an online user study investigating the effectiveness
of curved schematizations compared to straight-line schematizations.

Network Schematization. In Chapter 6 we
present an algorithm to compute schematic
maps specifically focused on networks or subdivisions. Our algorithm iteratively replaces two
consecutive arcs with a single arc to reduce the
complexity of the output map and thus to increase its level of abstraction. Our main contribution is a method for replacing arcs that meet at
high-degree vertices. The ability to insert curves
even across high-degree vertices allows us to
significantly reduce the output complexity, even
for dense networks.
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We experimentally evaluate the effectiveness
of our algorithm in three scenarios: territorial outlines, road networks, and metro maps. For the latter, we combine our approach with an algorithm to
more evenly distribute stations across the map as
well as along lines. Our experiments show that our
algorithm produces high-quality results for territorial outlines and metro maps, significantly reducing the complexity while maintaining a good resemblance to the input. However, the lack of caricature (exaggeration of typical features) makes it less
useful for road networks.
Cartograms.
Linear cartograms visualize
travel times between locations, usually by deforming the underlying map such that Euclidean distance corresponds to travel time. In
Chapter 7 we introduce an alternative model,
where the map and the locations remain fixed,
but edges are drawn as sinusoid curves. Now
the travel time over a road corresponds to the
length of the curve. Of course the curves might
intersect if not placed carefully. We study the
corresponding algorithmic problem and show
that suitable placements can be computed efficiently. However, the problem of placing as many curves as possible in an ideal,
centered position is NP-hard. We introduce three heuristics to optimize the number of centered curves and show how to create animated visualizations.
Stenomaps. In Chapter 8 we address some of the challenges in representing spatial data with a novel form of geometric abstraction – the stenomap. The stenomap
comprises a series of smoothly curving linear glyphs that each represent both the
boundary and the area of a polygon. We present an efficient algorithm to automatically generate these open, 𝐶 1 -continuous splines from a set of input polygons.
Feature points of the input polygons are detected using the medial axis to maintain
important shape properties. We use dynamic programming to compute a planar
non-intersecting spline representing each polygon’s base shape.
The results are stylised glyphs whose appearance may be parameterised and that offer new possibilities in the ‘cartographic design
space’. We compare our glyphs with existing
forms of geometric schematization and discuss
their relative merits and shortcomings. We describe several use cases including the depiction of uncertain model data in the form of hurricane track forecasting; minimal ink thematic
mapping; and the depiction of continuous statistical data.

1

16

1

Introduction

1.6 Publications
The following publications form the basis for the material discussed in this thesis.
• Topologically Safe Curved Schematization
A. van Goethem, W. Meulemans, A. Reimer, H. Haverkort, and B. Speckmann. The Cartographic Journal, 50(3):276–285, 2013.
• Exploring Curved Schematization of Territorial Outlines
A. van Goethem, W. Meulemans, B. Speckmann, and J. Wood. IEEE
Transactions on Visualization and Computer Graphics, 21(8):889–902, 2015.
• Map Schematization with Circular Arcs
T. van Dijk, A. van Goethem, J.-H. Haunert, W. Meulemans, and B. Speckmann. Proceedings of the 8th International Conference on Geographic Information Science (GIScience 2014), LNCS 8728, 1–17, 2014.
• Travel-time Maps: Linear Cartograms with Fixed Vertex Locations
K. Buchin, A. van Goethem, M. Hoffmann, M. van Kreveld, and B. Speckmann. Proceedings of the 8th International Conference on Geographic Information Science (GIScience 2014), LNCS 8728, 18–33, 2014.
• Stenomaps: Shorthand for shapes
A. van Goethem, A. Reimer, B. Speckmann, and J. Wood. IEEE Transactions on Visualization and Computer Graphics, 20(12):2053–2062, 2014.
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2.1 Introduction

2

In this chapter we discuss several preliminaries. In Section 2.2 we first define
different common geometric concepts that are used throughout the thesis. Then in
Section 2.3 we describe several desirable properties of schematizations. Finally,
in section 2.4 we describe different distance measures that are used throughout
this thesis to measure distortion. As a specific instance of this, we introduce the
one-sided weak Fréchet distance in Section 2.5. We show that in the special case
of a polygonal line and a single circular arc the one-sided weak Fréchet distance
is equal to the weak Fréchet distance. We also show that for a polygonal line 𝐿
and two fixed positions 𝑣, 𝑤 we can find the arc ending at 𝑣 and 𝑤 that minimizes
the (one-sided) weak Fréchet distance to 𝐿 using two golden searches.

2.2 Geometric concepts
In this section we formalize some of the geometric concepts that are used throughout this thesis.
Curve. In general curves may be any continuous mapping from a one-dimensional
space to a 𝑛-dimensional space. We focus on piece-wise curves located in the
two-dimensional Euclidean plane (ℝ2 ). A piece-wise curve can be subdivided in
continuous parts such that each part is a geometric primitive (e.g., a line-segment,
circle, or Bézier curve). Closed curves are curves where the start- and end-point
are incident. Closed curves divide the plane into an interior and exterior. Curves
that are not closed are open curves.
Shape and region. A feature of interest can be described by its shape and region.
We define the shape as the outline of the feature. We assume that the shape has
no self-intersections and thus forms a simple closed curve. As our focus is on
cartographic applications we assume shapes have a fixed embedding in the twodimensional plane. Translations and rotations are hence also deformations of
shape. Finally we assume that no vertex of the shape is located on an edge that
is not incident. The region of a feature is the open interior area of its shape.
Subdivision. A subdivision is a planar division of (a part of) the Euclidean plane
into shapes. We do not consider the shapes separately, but instead focus on
the boundaries between shapes. Thus we consider the subdivision as a planar,
embedded graph. A boundary is then defined by a maximal sequence of edges
joined by vertices of degree two. In contrast to shapes, subdivisions may contain
vertices of degree three or higher. The schematization of a subdivision is focussed
on schematization of the boundaries instead of the separate shapes. In Chapter 8
we make an exception and instead regard the subdivision as a collection of (nonoverlapping) closed shapes.
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Figure 2.1: (a) A clockwise circular arc with center 𝑐. The circular segment is drawn in
gray. (b) Cubic Bézier curve (black) with the four control points 𝑃0 , 𝑃1 , 𝑃2 , 𝑃3 .
The point 𝐶(0.3) on the curve is an interpolation of the control points.

Circular Arc. A (circular) arc is a connected part of a circle. An arc is given by
its center 𝑐, startpoint 𝑢 and endpoint 𝑣, and its orientation (clockwise or counterclockwise). The central angle 𝛼 is the angle from segment 𝑐𝑢 to 𝑐𝑣, either the
clockwise or counterclockwise angle depending on the orientation. The circular
segment is the region enclosed by the arc and line segment 𝑢𝑣 (see Figure 2.1(a)).
The sagitta 𝑠 of a circular segment is the height of the circular segment as measured from the connecting chord 𝑢𝑣.
Bézier Curve. A Bézier curve is a parametric plane curve that is defined by a
function on its control points (see Figure 2.1(b)). Let 𝐶 be a Bézier curve with 𝑛
control points and 𝑃𝑖 = (𝑥𝑖 , 𝑦𝑖 ) be the 𝑖-th control point of 𝐶, for 0 ≤ 𝑖 ≤ 𝑛 − 1. The
𝑛−1
Bézier curve 𝐶 is parameterized by the function 𝐶(𝑡) = ∑𝑖=0 𝐵𝑖,𝑛−1 (𝑡) ⋅ 𝑃𝑖 , where
𝑡 ∈ [0, 1] and 𝐵𝑖,𝑛 (𝑡) is the 𝑖-th Bernstein polynomial of degree 𝑛. In this thesis
we focus mainly on cubic Bézier curves, which have four control points. A cubic
Bézier curve 𝐶 is then parameterized by 𝐶(𝑡) = (1 − 𝑡)3 ⋅ 𝑃0 + 3 ⋅ (1 − 𝑡)2 ⋅ 𝑡 ⋅ 𝑃1 +
3 ⋅ (1 − 𝑡) ⋅ 𝑡2 ⋅ 𝑃2 + 𝑡3 ⋅ 𝑃3 . A cubic Bézier curve starts at 𝑃0 (for 𝑡 = 0) and ends at
𝑃3 (for 𝑡 = 1). The remaining two control points determine the shape of the curve.
The tangent of a cubic Bézier curve at 𝑃0 is directed along the vector 𝑃1 − 𝑃0 , and
the tangent at 𝑃3 is directed along the vector 𝑃2 − 𝑃3 .
𝐶′ (𝑡)×𝐶″ (𝑡)

The curvature Κ(𝑡) of a plane curve 𝐶(𝑡) can be shown to be Κ(𝑡) =
.
‖𝐶′ (𝑡)‖3
At an inflection point the curvature changes sign. Hence, the inflection points can
be found by solving Κ(𝑡) = 0. For a cubic Bézier curve 𝐶 ′ (𝑡) × 𝐶 ″ (𝑡) is a quadratic
formula. Consequently, a cubic Bézier curve has at most two inflection points.
A cubic Bézier spline is a series of cubic Bézier curves. Splines can have
varying degrees of parametric continuity. A spline is 𝐶 𝑥 -continuous when the first
𝑥 derivatives are continuous functions. A 𝐶 −1 -continuous spline is discontinuous.
A cubic Bézier spline where for every pair of consecutive curves the last control
point of the first curve is coincident with the first control point of second curve is 𝐶 0 continuous. If the tangents of every two consecutive curves are also (inversely)
aligned, the spline is 𝐶 1 -continuous. Finally, if the tangents also have the same
size, then the spline is 𝐶 2 -continuous.
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2.3 Schematization Properties

2

Vertex-Restricted. Schematization algorithms may either be classified as vertexrestricted or as non-vertex-restricted. For vertex-restricted schematization each
output vertex must also be an input vertex. Thus, the schematization is restricted
to select a subset of the input vertices. Any geometric primitive (circular arc, line
segment, Bézier curve) used to schematize the input must end at vertices of the
input. As the schematization is restricted to the input vertices, it expressiveness
is bounded by the locations of these vertices.
Non-vertex-restricted schematizations may freely introduce new vertices. Consequently the schematizations that can be generated are theoretically a superset
of those of vertex-restricted schematization. Not only may different curves be fit to
the polygon, vertices may also be placed anywhere in the plane. This, however,
is also the problem of non-vertex-restricted schematization. The solution-space
is significantly larger, making it harder to search. Figure 2.2 illustrates how freely
placing new vertices may benefit the ability to capture shapes.

(a)

(b)

(c)

Figure 2.2: (a) A shape with a vertical axis of symmetry. (b) A vertex-restricted solution
with 5 circular arcs cannot maintain the symmetry. (c) A non-vertex-restricted
solution can maintain the axis of symmetry.

Topology Preserving. An algorithm is topology preserving when two conditions
are satisfied. First, the adjacencies between neighboring regions are maintained.
That is, two regions in the schematization are neighboring if and only if they were
neighboring in the input. Second, intersections between curves occur only at the
endpoints of the respective curves. Topology preservation is crucial to shape
schematization: incorrect topology greatly interferes with the legibility and recognizability of a map. In Figure 2.3 a simple example is given.
Area Preserving. Relative sizes, and in some cases absolute sizes, may influence the information portrayed. Hence, when schematizing shapes, we often
prefer not to greatly distort the region sizes. Area preservation is a strict way of
maintaining relative sizes. A result is area equivalent when the size of the area of
each region in the input exactly equals the size of the corresponding region in the
output. An algorithm producing area equivalent results is called area preserving.
Signed Area. Signed area can be used to reason about area preservation (see
Figure 2.4(a)). Assume we are given an open path 𝐶, starting at 𝑢 and ending at
𝑣; in addition, assume there is a path 𝐶 ′ from 𝑣 to 𝑢 such that the concatenation
of 𝐶 and 𝐶 ′ , as well as the concatenation of line segment 𝑢𝑣 and 𝐶 ′ are nonselfintersecting counterclockwise closed paths. Let 𝐴(𝐶) and 𝐴(𝑢𝑣) respectively
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(a)

(b)

(c)

(d)

Figure 2.3: (a) Input shape. (b) Incorrect topology caused by incorrect adjacencies. (c-d)
Incorrect topology caused by an intersection.

denote the area enclosed by these closed paths (respectively, green & gray and
blue & gray in the figure). The signed area of 𝐶 is then 𝐴(𝐶) − 𝐴(𝑢𝑣), that is, it is
the area it adds compared to its straight-line replacement. Any valid 𝐶 ′ results in
the same signed area.
For an arc the absolute value of the signed area equals the size of its circular
1
segment (see Figure 2.4(b)), computed as ⋅𝑟 2 ⋅(𝛼−sin 𝛼) for radius 𝑟 and central
2
angle 𝛼. The signed area is positive for counterclockwise arcs and negative for
clockwise arcs. Two points and a signed area uniquely determine an arc.
Property 2.1. Given two points 𝑢 and 𝑣 and a value 𝐴, there is a unique arc from
𝑢 to 𝑣 with signed area 𝐴.

Proof. If 𝐴 is zero, the solution is trivial (and degenerate): it is the line segment
connecting 𝑢 and 𝑣. If 𝐴 is positive, the arc must be counterclockwise; if 𝐴 is
negative, the arc must be clockwise. These cases are symmetric and thus we
assume without loss of generality that 𝐴 is positive.
𝑢+𝑣
Let 𝑠 =
be the point halfway 𝑢 and 𝑣 and let 𝑡 = (𝑣𝑦 − 𝑢𝑦 , 𝑢𝑥 − 𝑣𝑥 ) be the
2
vector 𝑢𝑣 rotated clockwise by 90 degrees. The bisector of 𝑢 and 𝑣 is given by
𝑠 + 𝜏 ⋅ 𝑡 and defines all possible center points for arcs from 𝑢 to 𝑣. The central
𝑢

𝐶

𝐷

𝐶

𝑣
(a)

𝑢

𝐶

𝑣
(b)

Figure 2.4: (a) The signed area of curve 𝐶 is the sum of the positive green area and the
negative blue area. (b) The signed area of a counterclockwise arc equals the
area of its circular segment.
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angle 𝛼 varies monotonically increasing from 0 at 𝜏 = −∞ to 2 ⋅ 𝜋 at 𝜏 = ∞. If
we know 𝛼, then computing the desired arc is straightforward. However, it is not
straightforward to compute 𝛼 for given 𝑢, 𝑣, and 𝐴. We wish to solve the following
equation for 𝛼:

2

8⋅𝐴
𝛼 − sin 𝛼
=
𝛼 ,
2
𝑑
sin2
2

where 𝑑 = ‖𝑣 − 𝑢‖ is the distance between 𝑢 and 𝑣. Unfortunately, this is algebraically impossible. However, numerical methods can be applied to solve the
equation since the lefthand side is constant and the righthand side is strictly increasing in 𝛼 for 𝛼 ∈ [0, 2𝜋). This implies that the solution is unique. What remains
is to argue that the righthand side indeed strictly increases in 𝛼.
Intuitively, increasing the central angle of an arc without changing its endpoints
increases its signed area. This is because the circular segment of a higher sagitta
is a strict superset of the circular segment of a lower sagitta.
More formally, we argue as follows. Consider two central angles 𝛼1 and 𝛼2 ,
assuming 𝛼1 < 𝛼2 . Let 𝑎1 and 𝑎2 denote the corresponding arcs. Since circles
intersect at most twice, these arcs also intersect at most twice. As they share
endpoints 𝑢 and 𝑣, the arcs cannot intersect anywhere else. What remains to be
argued is that some point on 𝑎1 lies in the circular segment of 𝑎2 . Basic geometry
1
1
shows that the tangent of 𝑎1 (resp. 𝑎2 ) at 𝑢 makes an angle of 𝛼1 (resp. 𝛼2 )
2
2
to the line segment 𝑢𝑣 (see Figure 2.5). Since 𝛼1 < 𝛼2 , these tangents cause 𝑎1
to be inside the circular segment of 𝑎2 near 𝑢. Since no more intersections can
occur (and no arc can cross the line between 𝑢 and 𝑣), we know that 𝑎1 lies fully in
the circular segment of 𝑎2 . Hence, the circular segment of 𝑎1 is contained in the
circular segment of 𝑎2 and therefore, the signed area of 𝑎2 is strictly larger than
the signed area of 𝑎1 . This proves monotonicity.

𝑎
𝑎
𝑢

𝑎
𝑣

𝑢

𝑣
𝛼
𝛼

Figure 2.5: Two circular arcs 𝑎1 and 𝑎2 with central angle 𝛼1 respectively 𝛼2 . The tangent
𝛼
𝛼
at 𝑢 (and 𝑣) makes an angle 1 respectively 2 with the linsegment 𝑢𝑣. As
2
2
𝛼1 < 𝛼2 , the circular arc 𝑎1 is inside the circular segment of 𝑎2 .
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2.4 Distance Measures
Symmetric Difference. For two polygons 𝑃 and 𝑄, the symmetric difference is
defined as the area that is covered by their union but not by their intersection:
|𝑃 ∪ 𝑄| − |𝑃 ∩ 𝑄| (see Figure 2.6(a)). It is a measure of the area mismatch between
two polygons, summing the area of 𝑃 not covered by 𝑄 and the area of 𝑄 not
covered by 𝑃.
As the symmetric difference measures the total sum of all errors along the polygon, it is more sensitive to changes in either polygon than a bottleneck measure
such as the Fréchet distance. Changes to either polygon are likely to alter the
symmetric difference, even when the point of worst fit stays the same. The symmetric difference, however, does not take the shape of a polygon into account and
very different shapes may have a low symmetric difference (see Figure 2.6(b)).

𝑃
𝑄
𝑃∩𝑄

(a)

(b)

Figure 2.6: (a) The symmetric difference of two polygons 𝑃 and 𝑄 is the area covered by
their union minus the area covered by their intersection (red and blue area). (b)
Two polygons with a significantly different shape can still have a low symmetric
difference.

Fréchet Distance. The Fréchet distance is a distance measure that does take
the continuity of the two curves (or polygons) into account. It is based on a continuous matching. For ease of explanation we discuss the Fréchet distance for two
polygonal lines 𝐿 and 𝑀. A similar measure is suitable for polygonal shapes and
can also be applied to circular arcs.
The Fréchet distance is often explained using the metaphor of a man walking a
dog. Let the man walk along 𝐿 and the dog along 𝑀 (see Figure 2.7(a)). Both man
and dog can walk only forward along 𝐿 respectively 𝑀 (or be stationary). It is not
required that both move at the same time. The Fréchet distance is the minimum
length leash such that the man can traverse 𝐿 while the dog traverses 𝑀.
More formally, the Fréchet distance defines a continuous, monotone matching
between 𝐿 and 𝑀 such that the maximum distance between a pair of matching
points is minimized. Let both 𝐿 and 𝑀 be parameterized by a continuous, strictlyincreasing function over the unit interval. Let Ψ be the set of continuous, nondecreasing surjections from the unit interval to the unit interval 𝜓 ∈ Ψ ∶ [0, 1] → [0, 1].
The Fréchet distance is then defined to be: inf𝛼,𝛽∈Ψ max𝑡∈[0,1] ‖𝐿(𝛼(𝑡))−𝑀(𝛽(𝑡))‖.
The Fréchet distance takes into account the topology of the matched curves
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𝐿

2

𝑀

𝐿

𝑀
(a)

(b)

Figure 2.7: (a) The Fréchet distance is often explained with the metaphor of a man and
a dog walking along two fixed trajectories. The Fréchet distance is the length
of the smallest leash allowing both to traverse their trajectory without backtracking. (b) The Fréchet distance is the maximum distance between a pair
of matching points (in red) given the continuous matching that minimizes this
maximum distance. Only a subset of the matchings is shown for illustration
purposes.

and thus fits better with the intuitive concept of similarity. However, the Fréchet
distance is a bottleneck measure and as such is less sensitive to changes of the
input shapes that do not affect the place of worst fit.

2.5 One-Sided Weak Fréchet Distance
2.5.1

Introduction
Good schematization ensures the output maintains a suitable amount of similarity
with the input. The Fréchet distance is a commonly used measure to compare the
similarity of two curves. The use of the Fréchet distance for schematization has
some restrictions though.
Firstly, the Fréchet distance is a measure of similarity between the curves and
takes all details into account. This may be undesirable for schematization where
the goal is to remove inappropriate detail. This is specifically problematic when the
polygonal line contains detail along the axis of overall curvature (see Figure 2.8).
Instead of the regular Fréchet distance we may also consider an alternative

Figure 2.8: Part of the fjord near Årnes, Norway. Details along the overall curvature of the
coast cause a high Fréchet distance which is undesirable for schematization.
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version where we allow the parameterization of the circular arc and/or the polygonal line to be non-monotone. Various results are known regarding the weak
Fréchet distance, which allows both the parameterization of the circular arc and
the polygonal line to be non-monotone. In this section we explore a version of the
Fréchet distance called the one-sided weak Fréchet distance where we allow only
the parameterization of the circular arc to be non-monotone. This prevents small
details along the general curvature from overly affecting the Fréchet distance.
Secondly, when replacing a polygonal line by a circular arc we preferably want
the arc that minimizes the Fréchet distance. We assume the endpoints of the
circular arc are fixed, but the central angle and orientation may still be varied.
Computing the circular arc that minimizes the Fréchet distance is non-trivial. We
investigate the problem for the one-sided weak Fréchet distance and show that
the optimal arc can be approximated arbitrarily close for this measure.
We show how to solve the decision-variant and how to compute the one-sided
weak Fréchet distance in 𝑂(𝑛) time. As a side-result we show that in the case
of a polygonal line and a single circular arc the one-sided weak Fréchet distance
is equal to the weak Fréchet distance. We then show that the arc minimizing the
(one-sided) weak Fréchet distance can be approximated arbitrarily close when
the arc has fixed endpoints but the central angle and orientation may be varied.
Specifically, the (one-sided) weak Fréchet distance, as a function of the central
angle of the arc, is uni-modal for both clockwise and counter-clockwise arcs.
The Free-Space Diagram
We first explore the free-space diagram for a polygonal line 𝐿 with vertices 𝑙1 ..𝑙𝑛
and a circular arc 𝐶. The free-space diagram describes possible matchings between 𝐿 and 𝐶 for a fixed distance 𝜖. Let the horizontal axis correspond to a
uniform, monotone parameterization of 𝐿 and the vertical axis correspond to a
uniform, monotone parameterization of 𝐶. We refer to the free-space diagram
between two consecutive vertices of 𝐿 as a cell of the free-space diagram (see
Figure 2.9). A cell matches a line segment of 𝐿 with the arc 𝐶.
A position in the freespace diagram is Open when the distance between the
corresponding point on the polygonal line and the corresponding point on the circular arc is at most 𝜖. Otherwise the position is Closed. We refer to the point
in the freespace diagram matching 𝑐1 and 𝑙1 as the Start. Similarly, the point
matching 𝑐2 and 𝑙𝑛 is the End.

𝑙
𝐶

𝜖 𝑐

𝑐
𝑙

𝑙
(a)

𝑐

𝑙

𝑙

𝐿

𝑙

𝑐
𝑙

𝑙

𝑙

𝑙

𝑙

𝑙

(b)

Figure 2.9: (a) A polygonal line 𝐿, a circular arc 𝐶, and a fixed value for 𝜖. (b) The freespace
diagram belonging to 𝐿, 𝐶, and 𝜖. The cell of the freespace diagram belonging
to line segment 𝑙3 𝑙4 is indicated in red. Open positions are marked in white,
Closed in gray.
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𝐶

𝑆

𝜖

2
(a)

𝑐

𝑐
𝜖

𝑠
𝑠

(b)

Figure 2.10: (a-b) The OPEN intervals on a horizontal (resp. vertical) line correspond with
the positions on 𝑆 (resp. 𝐶) that are within 𝜖 distance of a point on 𝐶 (resp. 𝑆).
OPEN intervals are drawn in white, CLOSED intervals are drawn in gray. The
width of the line in the freespace cell is exaggerated for illustration purposes.

A path 𝑃 in the freespace diagram is an 𝜖-path when for every point 𝑝 ∈ 𝑃 it
holds that 𝑝 is Open. An 𝜖-path 𝑃 is 𝐿-monotone when it is monotone in the 𝑥-axis
of the freespace diagram. To test if 𝜖 is an upper bound for the one-sided weak
Fréchet distance we need to prove there exists (or does not exist) an 𝐿-monotone,
𝜖-path that connects Start and End.
Geometry of a Cell
We explore a single cell of the free-space diagram and determine the local geometry of the free space in this cell. Similar observations for general curves were
already made by Rote [111]. Let 𝑆 be the line segment matching this cell of the
free-space diagram.
An interval on a line in a freespace cell is a maximal length interval such that
the points in the interval are either all Open or all Closed. For a fixed distance 𝜖,
the Open interval on a horizontal line describes which part of 𝑆 is within 𝜖-distance
of a single point on the circular arc 𝐶. (see Figure 2.10(a)). Similarly, a vertical
line describes which parts of 𝐶 are within 𝜖-distance of a single point on 𝑆. (see
Figure 2.10(b)). We define a guard as a horizontal or vertical line in the freespace
cell that consists of only a single interval. Guards can either be Closed or Open
depending on the type of interval. An 𝜖-subpath is an 𝜖-path that stays within a
single cell of the freespace diagram.
As any line segment intersects a circle at most twice we observe the following.
Observation 2.1. Any horizontal line in a cell contains a series of intervals that
are a non-empty subsequence of {Closed, Open, Closed}.
Corollary 2.1. If the left and right boundary of a cell contain Open intervals and
these intervals overlap vertically then any point in the overlap is a horizontal Open
guard.
Similarly, a circular arc intersects a circle at most twice.
Observation 2.2. Any vertical line in a cell contains a series of at most three
intervals that are a non-empty subsequence of {Open, Closed, Open, Closed}.
Corollary 2.2. A feasible solution with 𝜖 Fréchet distance has at least one and at
most two Open intervals at both the left and right boundary of each cell.

One-Sided Weak Fréchet Distance
2.5.2
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The Decision Variant
For the decision variant we are given a value of 𝜖 and we need to determine if
this is an upper bound for the one-sided weak Fréchet distance. To this end we
first look at a single cell and show we can efficiently detect if there exists an 𝐿monotone, 𝜖-subpath between an Open interval 𝐼𝐿 on the left boundary of the cell
and an Open interval 𝐼𝑅 on the right boundary of the cell.
Lemma 2.1. Let 𝐼𝐿 be an Open interval on the left boundary and 𝐼𝑅 an Open
interval on the right boundary. The intervals 𝐼𝐿 and 𝐼𝑅 are connected by an 𝜖 subpath if and only if there is no horizontal Closed guard separating 𝐼𝐿 and 𝐼𝑅 .

Proof. When 𝐼𝐿 and 𝐼𝑅 vertically overlap there clearly is no horizontal Closed
guard separating 𝐼𝐿 and 𝐼𝑅 . The existence of an 𝜖-subpath in this case is trivial
via Corollary 2.1. For the rest of the proof we assume they do not overlap. As 𝐼𝐿
and 𝐼𝑅 exist, we can pick a point 𝑐𝑠 ∈ 𝐼𝐿 on the circular arc 𝐶 that is 𝜖-close to the
startpoint of the line segment 𝑆 and similarly a point 𝑐𝑒 ∈ 𝐼𝑅 that is 𝜖-close to the
endpoint of 𝑆. Let Ε be the 𝜖-offset of 𝑆. Both 𝑐𝑠 and 𝑐𝑒 lie inside Ε. We look at
the sub-arc 𝐶 ′ between 𝑐𝑠 and 𝑐𝑒 . There are two options. First, 𝐶 ′ lies completely
inside Ε. We can then project 𝐶 ′ onto 𝑆, giving rise to a continuous matching that
stays within 𝜖 distance. Therefore there exists an 𝜖-subpath. This matching is not
necessarily 𝐿-monotone. We address this issue later.
Second, the subarc 𝐶 ′ does not lie completely inside Ε. More specifically, there
is a point 𝑐 ′ on 𝐶 ′ that is not within 𝜖 distance of any point on 𝑆. Hence, there exists
a Closed guard that separates 𝐼𝐿 and 𝐼𝑅 . As any path connecting 𝑐𝑠 and 𝑐𝑒 must
at some point pass through 𝑐 ′ , and 𝑐 ′ is not within 𝜖-distance of 𝑆, there cannot
be an 𝜖-subpath connecting 𝐼𝐿 and 𝐼𝑅 .
Lemma 2.2. Let 𝐼𝐿 be an Open interval on the left boundary and 𝐼𝑅 be an Open
interval on the right boundary. If 𝐼𝐿 and 𝐼𝑅 are connected via an 𝜖 -subpath, then
there is also an 𝐿-monotone 𝜖 -subpath connecting 𝐼𝐿 and 𝐼𝑅 .

Proof. Assume for contradiction that there is no 𝐿-monotone, 𝜖-subpath connecting 𝐼𝐿 and 𝐼𝑅 . As 𝐼𝐿 and 𝐼𝑅 are connected via an 𝜖-subpath, there must be an
𝜖-subpath that is not 𝐿-monotone. Specifically, there is a vertical line 𝑥 in the
freespace cell that this subpath passes three times. As there exists no 𝐿-monotone
𝜖-subpath these visits must vertically be separated by a Closed interval. Consequently, along the vertical line 𝑥 the freespace cell contains at least the intervals
{Open,Closed,Open,Closed,Open} in order (see Figure 2.11(a)). This contradicts Observation 2.2. Thus, there must be an 𝐿-monotone, 𝜖-subpath connecting
𝐼𝐿 and 𝐼𝑅 .
As a consequence from Lemma 2.1 and 2.2 we obtain the following corollary.
Corollary 2.3. An Open interval 𝐼𝐿 on the left boundary and an Open interval 𝐼𝑅
on the right boundary are connected by an 𝐿-monotone, 𝜖 -subpath, if and only if
there is no horizontal Closed guard separating 𝐼𝐿 and 𝐼𝑅 vertically.
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𝐼
𝑥

𝐼

2
𝐼
(a)

𝑥

𝐼
(b)

Figure 2.11: (a) It is impossible that 𝐼𝐿 and 𝐼𝑅 are connected by an 𝜖-subpath, but not by
an 𝐿-monotone 𝜖-subpath. (b) It is impossible that 𝐼𝐿 and 𝐼𝑅 are connected
by an 𝜖-subpath, but not by a 𝐶-monotone 𝜖-subpath.

To decide whether a polygonal line 𝐿 has a one-sided weak Fréchet distance to
a circular arc 𝐶 that is at most 𝜖, we can simply process all line segments in order
and keep track of the intervals having an 𝜖-path connecting them to the Start.
As we can compute all intervals in 𝑂(𝑛) time, and we can make a pass over them
in 𝑂(𝑛) time, the decision variant can be solved in 𝑂(𝑛) time.
Lemma 2.3. Let 𝐼𝐿 be an Open interval on the left boundary and 𝐼𝑅 be an Open
interval on the right boundary where the top of 𝐼𝑅 is higher or equal to the bottom
of 𝐼𝐿 . If 𝐼𝐿 and 𝐼𝑅 are connected by an 𝜖 -subpath, then there is also a 𝐶 -monotone,
𝜖 -subpath connecting 𝐼𝐿 and the lowest point of 𝐼𝑅 that is higher than the lowest
point of 𝐼𝐿 .

Proof. When the intervals overlap, this is trivially true (Corollary 2.1). Hence, we
assume they do not overlap and that 𝐼𝑅 starts later along 𝐶 than 𝐼𝐿 ends. Assume
for contradiction that there is no 𝐶-monotone 𝜖-subpath connecting 𝐼𝐿 and 𝐼𝑅 . As
𝐼𝐿 and 𝐼𝑅 are connected by an 𝜖-subpath, there must be an 𝜖-subpath that is not
𝐶-monotone. Specifically there is then a horizontal line 𝑥 in the freespace that
this path passes at least two times. As there is no 𝐶-monotone 𝜖-subpath, these
visits must be separated horizontally by a Closed interval. Consequently, along
the horizontal line 𝑥 the freespace contains at least the non-degenerate intervals
Open,Closed,Open in order (see Figure 2.11(b)). This is, however, impossible
(Observation 2.1). Hence, our assumption is incorrect. There must be an 𝐶monotone 𝜖-subpath connecting 𝐼𝐿 and (the bottom point of) 𝐼𝑅 .

A combination of Lemma 2.2 and 2.3 shows that we can also decide the complete Fréchet distance in 𝑂(𝑛) time. This is similar to the time described by
Rote [111]. Furthermore, we note as a result from Lemma 2.2 that the one-sided
weak Fréchet distance and the weak Fréchet distance are the same when the
non-monotone side consists of only a single arc.
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2.5.3

The Optimization Variant
The minimal one-sided weak Fréchet distance can also be computed in 𝑂(𝑛) time.
We consider what happens in the freespace diagram when we increase the value
of 𝜖. It is sufficient to consider the intervals on the left and right boundary to this
effect. We process the cells in order along the polyline. Hence, we maintain the
invariant that, for each interval on the left boundary of a cell, we know the minimum
𝜖 value needed for an 𝜖-path to exist from the Start to this interval. Initializing
the invariant in the first cell can be done by computing the distance between the
starting point of the circular arc 𝐶 and the first vertex of the polygonal line 𝐿.
Every boundary in the freespace diagram contains at most two Open intervals.
These intervals grow and shrink continuously as 𝜖 is varied and may overlap for
values of 𝜖 larger than some fixed constant. Let 𝐼𝐿1 and 𝐼𝐿2 be the two Open
intervals on the left boundary. Let 𝐼𝑅1 and 𝐼𝑅2 be the two Open intervals on the
right boundary. When a boundary has only a single Open interval we consider the
second Open interval degenerate and ignore it. We can determine if a boundary
has one or two Open intervals by looking at the geometry (see Figure 2.12). When
a boundary has two intervals then both intervals include one endpoint of 𝐶.
We consider the intervals as functions of 𝜖. An Open interval is alive when it
has a non-zero width. Let the point on 𝐶 where an interval becomes alive be the
spawning point. The first interval is alive for values of 𝜖 larger or equal than the
distance to the closest point on 𝐶. A possible second interval is alive for values of
𝜖 larger of equal than the distance to the furthest endpoint of 𝐶.
Due to the invariant, we know for each interval on the left boundary the minimum value of 𝜖 needed to have an 𝜖-path from the Start to that interval. Without
loss of generality we focus on 𝐼𝑅1 . We aim to find the minimum value of 𝜖 that
admits an 𝜖-path from the Start to 𝐼𝑅1 on the right boundary. There are two options, an 𝜖-path may either reach 𝐼𝑅1 through 𝐼𝐿1 or through 𝐼𝐿2 . Without loss of
generality we focus on the 𝜖-path through 𝐼𝐿1 to 𝐼𝑅1 .

𝑝

𝑝
(a)

(b)

Figure 2.12: (a-b) For a point 𝑝 we can determine if there are one or two intervals for
varying 𝜖 by determining the furthest point on the circular arc. When the
furthest point is an endpoint of the circular arc one interval ensues (blue area),
otherwise two intervals ensue (green area).
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The minimum value of 𝜖 that admits an 𝜖-path from Start through 𝐼𝐿1 to 𝐼𝑅1 can
be computed in 𝑂(1) time given the invariant. It is the maximum of the following
three factors.
1. The minimum value of 𝜖 that admits an 𝜖-path from the start point to 𝐼𝐿1 .

2

2. The minimum value of 𝜖 for which 𝐼𝑅1 is alive.
3. The minimum value of 𝜖 admitting an 𝐿-monotone 𝜖-subpath from 𝐼𝐿1 to 𝐼𝑅1 .
The first factor follows from our invariant. The second factor depends on the
spawning point and can be computed in 𝑂(1) time. The last factor we can compute
as follows. Let 𝑥𝐿1 be the spawning point for 𝐼𝐿1 . Similarly, 𝑥𝑅1 is the spawning
point for 𝐼𝑅 . Let 𝐶 ′ be the sub-arc between 𝑥𝐿1 and 𝑥𝑅1 . There exists an 𝜖-subpath
from 𝐼𝐿1 to 𝐼𝑅1 if and only if there is no horizontal Closed guard separating 𝐼𝐿1 and
𝐼𝑅1 (Lemma 2.1). Let 𝑐 ′ be the point on 𝐶 ′ that is furthest from 𝐿 and 𝑙 ′ the closest
point on 𝐿 to 𝑐 ′ . For values of 𝜖 ≥ ‖𝑐 ′ 𝑙 ′ ‖ no horizontal Closed guard separates
𝐼𝐿1 and 𝐼𝑅1 . By Corollary 2.3 there exists an 𝐿-monotone 𝜖-subpath from 𝐼𝐿1 to 𝐼𝑅1 .
For each interval on the right we compute the values of 𝜖 for both possible
𝜖-paths and take the minimum. To find the one-sided weak Fréchet distance, we
treat all cells of the freespace diagram in order. There are 𝑂(𝑛) cells, each taking
𝑂(1) time, so we can compute the one-sided weak Fréchet distance in 𝑂(𝑛) time.
As stated before the result also holds for the weak Fréchet distance.

2.5.4

The One-Sided Weak Fréchet Distance for a Variable Arc
Let 𝐿 be a polygonal line with 𝑛 segments. Let 𝐶 be a circular arc whose endpoints
are fixed and may possibly coincide with the endpoints of 𝐿 (see Figure 2.13). In
the previous section we have seen that we can compute the (one-sided) weak
Fréchet distance in 𝑂(𝑛) time when given 𝐿 and 𝐶. In this section we assume 𝐿
and the endpoints of 𝐶 are given, but the orientation and central angle of 𝐶 are variable. We aim to find the circular arc that minimizes the one-sided weak Fréchet
distance. We show that the function describing the one-sided weak Fréchet distance between 𝐿 and 𝐶, as a function of 𝛼, is uni-modal for both clockwise- and
counter-clockwise arcs. Therefore, we can approximate both minima using two
golden searches.

𝐶

𝑢

𝑃

𝑣

Figure 2.13: Given the polygonal line 𝐿 we require the circular arc 𝐶, given two fixed endpoints 𝑢 and 𝑣, that minimizes the (one-sided) weak Fréchet distance.
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𝐶
𝐶

𝑞

𝐶

(a)

𝑝

𝑞
𝑝

(b)

Figure 2.14: (a) The circular arcs 𝐶1 and 𝐶3 are separated by the circle defined by 𝐶2 (b)
An arbitrarily small move along 𝐿, and thus 𝐶1 and 𝐶3 implies an arbitrarily
small move along 𝐶2 .

Lemma 2.4. The (one-sided) weak Fréchet distance between a polygonal line 𝐿
and a circular arc 𝐶 , having fixed endpoints and orientation, as a function of the
central angle 𝛼 of 𝐶 is uni-modal for 𝛼 ∈ [0, 𝜋).

Proof. Without loss of generality we prove the lemma for counter-clockwise arcs.
We assume there are two different configurations 𝐶1 and 𝐶3 , with central angles
𝛼1 , 𝛼3 ≥ 0, that both have a one-sided weak Fréchet distance to 𝑃 of at least 𝜖 . We
assume that 𝛼1 < 𝛼3 . Let 𝐶2 be a configuration with central angle 𝛼1 < 𝛼2 < 𝛼3 .
As both 𝐶1 and 𝐶3 have a matching to 𝑃, for any point 𝑝 ∈ 𝑃 we can assign (at
least) one point on 𝐶1 and 𝐶3 and these matchings are continuous. Let these
points be 𝑝1 and 𝑝3 . As both ‖𝑝𝑝1 ‖ ≤ 𝜖 and ‖𝑝𝑝3 ‖ ≤ 𝜖, for every point 𝑝′ on 𝑝1 𝑝3
it must be that ‖𝑝′ 𝑝‖ ≤ 𝜖.
The circular arc 𝐶1 is fully inside the circle defined by 𝐶2 and the circular arc 𝐶3
is fully outside (see Figure 2.14(a)). As 𝐶1 ,𝐶2 , and 𝐶3 all have a positive central
angle, a line segment from a point on 𝐶1 to a point on 𝐶3 must always intersect
𝐶2 . Let 𝑝2 be the intersection of the line segment 𝑝1 𝑝3 with 𝐶2 . As 𝑝2 is on 𝑝1 𝑝3
it is within distance 𝜖 of point 𝑝. Hence, for any point on 𝑃 we can find a point
on 𝐶2 that is within 𝜖 range. All that remains is to show that these pairs form a
continuous matching.
Suppose we make an infinitely small step 𝛿 along 𝐿 to point 𝑞. Assume without
loss of generality that this caused a monotone movement (either forward or backward) of the matching points along 𝐶1 and 𝐶3 . Point 𝑞 has two matching points 𝑞1
and 𝑞3 . We have made an arbitrarily small movement along 𝐿, 𝐶1 and 𝐶3 . Consequently, the feasible interval on 𝐶2 is also arbitrarily small (see Figure 2.14(b)).
Hence, the motion of the intersection point along 𝐶2 must be continuous. There
exists a continuous, possibly non-monotone matching from 𝑃 to 𝐶2 that has distance at most 𝜖. Because we picked an arbitrary arc 𝐶2 between 𝐶1 and 𝐶3 , the
one-sided weak Fréchet distance is at most 𝜖 for all arcs between 𝐶1 and 𝐶3 .
Therefore, the function must be uni-modal for 𝛼 ∈ [0, 𝜋). Consequently, so is the
weak Fréchet distance.
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Part II
Schematization of
Territorial Outlines
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The contents of this chapter have in part previously appeared in [52].
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3.1 Introduction

3

Territorial outlines describe political boundaries in maps. These boundaries are
generally complex geometric features that were formed over centuries. The exact
details of these boundaries, however, may be of no importance when they are not
the main focus of a map. Schematization replaces the outlines with a small series
of geometric primitives (e.g., line-segments, or simple curves). Thus, schematization reduces undue complexity and improves map effectiveness.
An effective schematization should adhere to two quality criteria. First, the
schematization should be topology preserving. Adjacencies between neighboring regions should be maintained and the resulting schematization should have
intersections between curves only at vertices. Second, the schematization should
be a good representation of the input. What constitutes a good representation depends on the application. Quality measures may include the distortion introduced
by the schematization, but may also take into account different design measures.
In this chapter we present a general framework for the curved schematization
of simple polygons and planar subdivisions. The framework requires two components to be specified. First, it requires a method to fit a curve to a chain (one or
more consecutive edges of the input). Second, it requires a quality measure that
expresses the cost of a fitted curve. Using different types of curves and quality
measures different styles of schematization can easily be obtained.
To compute the optimal curved schematization of the input, the framework first
segments the input at a subset of the vertices. Each resulting polygonal chain is
replaced by a single curve. To ensure that the result is topologically correct, curves
are constrained to remain within the Voronoi cells of their respective chain.
The quality of the schematization depends on the chosen segmentation. We
formulate the problem of finding the best segmentation as an optimization problem. Hence we do not need critical points or salient features to be detected beforehand. We can either minimize the maximum cost of a curve while using at
most a fixed number of curves (min-𝜖 problem), or minimize the number of curves
while fixing an upper-bound on the cost of a curve (min-# problem).
Related Work. Similar to the approach used in our framework, Mustafa et al. [91]
use Voronoi cells for topologically safe simplification. They use heuristics to speed
up the process. Our framework yields similar results when we fit straight lines and
use the directed Hausdorff distance as a distance measure. Van der Poorten and
Jones [102] use constrained Delaunay triangulations to find and simplify features
in a topologically safe way.
The approximation of a polygonal curve using Bézier curves has received significant attention. A variety of methods exist that fit a (series of) Bézier curve(s)
to a polygonal line [82, 113, 115]. However, these methods often do not avoid intersections nor is it obvious how to adapt the fitting process to avoid intersections
when fitting multiple curves. Schneider [113] applies a heuristic similar to DouglasPeucker to fit multiple curves, in essence using critical points. Shao and Zhou
[115] also use critical point detection before fitting Bézier curves. Besides Bézier
curves, b-splines have also been applied to approximate polygons [57, 112].
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Organization. In Section 3.2 we introduce our framework for the schematization of simple polygons. Section 3.2.1 discusses curve fitting under topological
requirements. Section 3.2.2 then discusses how to find the optimal segmentation using dynamic programming. To illustrate our framework we give example
implementations with Bézier curves and circular arcs (Section 3.3 and 3.4, respectively). Section 3.5 describes the extension of our framework to subdivisions.
Finally in Section 3.6 we discuss the advantages and draw-backs of our framework and describe possible future work.

3
3.2 The Framework
Our framework generates a curved schematization of an input simple polygon. We
refer to one or more consecutive edges of this polygon as a chain. The polygon
is segmented at its vertices resulting in a number of chains. A curve is fit to each
of these chains. To ensure that the result is topologically correct, the curve fitted
to a chain is constrained to remain within the Voronoi cell [11] of the chain. As a
result, every curve lies closer to its chain than to any other part of the polygon. A
dynamic program ensures that the optimal segmentation is selected.
To use the framework two components need to be specified. The first component is a method to fit a single curve to a chain, that is, to a polygonal line.
There are two requirements on a curve fit. First, the curve must start and end at
the endpoints of the corresponding chain. Second, the curve may not have selfintersections. Any type of curve can be used, for example, circular arcs, Bézier
curves, or even simply straight lines. The second component is a quality measure which expresses the cost of the fitted curve. The quality measure can be
any function that assigns a non-negative cost to the combination of a curve and a
chain. A high cost should indicate a low quality of fit.

Figure 3.1: A simple polygon and its Voronoi cells. The union cell of a chain of three edges
is marked.
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Topologically Safe Fitting
We first compute the edge-based Voronoi diagram of the input polygon. This
diagram associates with every edge of the polygon a cell of the diagram. A variety of algorithms exist to compute the edge-based Voronoi diagram (e.g., Lee
and Drysdale [77]). Every Voronoi cell is a simple polygon without holes (but potentially unbounded and with parabolic parts). The Voronoi cell of a chain is the
‘union’ of the Voronoi cells of its edges (see Figure 3.1). To guarantee topological
correctness, we ensure this union of cells remains a simple polygon without holes.
Consider the chain of white vertices in Figure 3.2(a). The simple union of the
corresponding Voronoi cells contains a hole. Consequently, a non-topologically
safe curve may be fitted. We enforce a boundary to ensure a non-topologically
safe curve is not considered to be inside the union of Voronoi cells. Let 𝐶[𝑖, 𝑗]
denote the chain of the input polygon from vertex 𝑖 to vertex 𝑗. For 𝑖 = 𝑗 this is
the entire polygon. We remove all boundaries between the Voronoi cells induced
by two consecutive edges of 𝐶[𝑖, 𝑗]. From the remaining graph, pertaining to the
remaining Voronoi structure, we iteratively remove all edges that end at a vertex
of degree one, until no such edges exist anymore. This procedure guarantees
that the union of cells remains a simple polygon without holes. Topologically safe
curves are not affected by this change (see Figure 3.2(b)).
To be able to quickly change the parameters of the schematization, we precompute a two-dimensional table 𝑇. Each entry 𝑇[𝑖, 𝑗] in the table contains the
curve fitted to 𝐶[𝑖, 𝑗] and a value that indicates the cost of the fit. For each entry of
𝑇 we compute the associated cell (possibly a union of Voronoi cells) and fit a curve
to the chain. If the curve lies within this cell, we compute the cost of the fit and
store it. If not, we disallow the use of this curve to ensure topological correctness
and set 𝑇[𝑖, 𝑗] = ∞. Note that the curve is not required to pass through the Voronoi
cell of each separate edge of the chain.
Let 𝐹(𝑣) be the time required to fit a curve to a chain with 𝑣 vertices, check
whether the curve lies within the chain’s cell, and compute the cost of the fit. Let
𝑛 denote the number of vertices of the polygon. Since the table has 𝑛2 entries, it
takes 𝑂(𝑛2 𝐹(𝑛)) time to compute the table.

(a)

(b)

Figure 3.2: (a) Dashed curve lies in the cell but violates topology. (b) Suitable cell union
enforces correct topology.
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Optimal Segmentation
To obtain a schematization from the table 𝑇, we select a series of chains 𝐶[𝑖, 𝑗] that
together constitute the complete polygon without overlap, and join the belonging
curved representations. We distinguish two methods to obtain a schematization.
Either we fix the maximum number of curves and minimize the maximal induced
error, or we fix the maximal induced error and minimize the number of curves. We
explain for both methods how to compute the optimal solution.
In our discussion we initially assume that we start at the vertex with index one,
but this restriction is later lifted. The presentation of both methods assumes that
𝑇[𝑖, 𝑗] denotes only the cost of the curve fitted to 𝐶[𝑖, 𝑗] (and does not also contain
the representing curve). For ease of explanation we define 𝑇[𝑗, 𝑛 + 1] = 𝑇[𝑗, 1].
Min-# Problem. For the min-# problem, we minimize the number of curves that
are used, if the cost of each curve is restricted to be at most 𝜖. The minimum number of curves needed can be determined by computing the values of the following
expression for 𝑖 = 1 up to 𝑖 = 𝑛 + 1:
0,
if 𝑖 = 1
𝑂𝑃𝑇[𝑖] = {
min1≤𝑗<𝑖 and 𝑇[𝑗,𝑖]≤𝜖 𝑂𝑃𝑇[𝑗] + 1, if 𝑖 > 1
The computation takes 𝑂(𝑛2 ) time and the end result is 𝑂𝑃𝑇[𝑛 + 1]. A solution
always exists when the curve representing a single line segment has cost zero.
Min-𝜖 Problem. For the min-𝜖 problem, we minimize the maximum cost of the
selected curves, while using at most 𝐾 curves. The minimum achievable cost can
be determined by computing the values of the following expression for 𝑖 = 1 up to
𝑖 = 𝑛 + 1 and for 𝑘 = 1 up to 𝑘 = 𝐾:

𝑂𝑃𝑇[𝑖, 𝑘] =

⎧0,
⎪𝑇[1, 𝑖],

if 𝑖 = 1
if 𝑘 = 1 and 𝑖 > 1

𝑂𝑃𝑇[𝑖, 𝑘 − 1],
⎨
} , if 𝑘 > 1 and 𝑖 > 1
⎪min {
{𝑇[𝑗, 𝑖], 𝑂𝑃𝑇[𝑗, 𝑘 − 1]}
min
max
1≤𝑗<𝑖
⎩

The computation takes 𝑂(𝑛2 𝐾) time and the end result is 𝑂𝑃𝑇[𝑛 + 1, 𝐾]. A
solution is guaranteed to exist if the curve fitting method can fit a curve to a chain
that starts and ends at the same point (i.e. the entire polygon with a given start
vertex). We note that the first case of the expression is only necessary because
of our assumption that 𝑇[𝑖, 𝑖] represents the entire polygon.
Obtaining a Schematization. To compute the best solution, we repeat the above
computations for each vertex as starting vertex. We obtain the actual schematization by keeping track of the choices made during the computation of 𝑂𝑃𝑇. In
the min-𝜖 problem we obtain all results using less than 𝐾 curves as a byproduct
of querying for 𝐾 curves. Hence, running the query for 𝐾 = 𝑛 once, we obtain all
possible schematizations and can store these instead of the table. A query for a
schematization with a different number of curves then becomes a lookup. Similarly, we can handle queries for the min-# problem by computing the maximum
distance used in each of the solutions and then performing a binary search.
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3.3 Cubic Bézier Curves
In this section we instantiate our framework with cubic Bézier curves. We first describe an algorithm to fit a cubic Bézier curve to a chain without fixing the tangents
at the endpoints. We then specify a quality measure for the fitted curve.

3

Fitting Cubic Bézier Curves. Let 𝐶 be a polygonal chain with 𝑚 vertices (𝑣1 ...𝑣𝑚 ).
We fit a cubic Bézier curve 𝐵 to 𝐶, ensuring the endpoints stay the same. Let
points 𝑃0 , 𝑃1 , 𝑃2 , and 𝑃3 be the control points of 𝐵. The curve 𝐵 starts at 𝑣1 and
ends at 𝑣𝑚 , so 𝑃0 = 𝑣1 and 𝑃3 = 𝑣𝑚 . We compute the positions for 𝑃1 and 𝑃2
that minimize the sum of squared distances between the vertices of 𝐶 and their
“matching” points on 𝐵. Chord-length parameterization [1] is used to define an
initial matching between 𝐵 and 𝐶.
Given fixed tangents at both endpoints of 𝐵, and a matching between 𝐵 and 𝐶,
it is known how to algebraically compute the optimal Bézier curve [113]. A similar
method can be used to optimize the tangents at the same time as well.
We first fix initial tangents at both endpoints of 𝐵. The initial tangents are directed towards the furthest vertex on either side of the straight line connecting the
endpoints, similar to [82]. More formally, the straight line 𝑙 connecting the endpoints of 𝐵, and thus also of 𝐶, splits the plane in two half-planes (see Figure 3.3).
Let 𝑝 and 𝑠 be the (possibly non-unique) vertices of 𝐶 furthest from the line 𝑙 in
either half-plane. If one of the half-planes does not contain any vertices then let
𝑝 and 𝑠 refer to the same furthest vertex from 𝑙. Without loss of generality we
assume 𝑝 occurs at or before 𝑠 when we traverse 𝐶 from 𝑣1 to 𝑣𝑚 . We choose the
tangent at 𝑣1 to be directed to 𝑝 and the tangent at 𝑣𝑚 to be directed to 𝑠.
As we have fixed the tangents at both endpoints, we can algebraically compute
the Bézier curve minimizing the least-squares measure. The matching between
𝐵 and 𝐶, however, may not be optimal. To improve the matching (and hence the
fitted curved), we iteratively improve the parameterization using Newton-Raphson
and recompute the optimal Bézier curve.

𝑝

𝑣
𝑣

𝑠
Figure 3.3: We guess the initial tangents based on the extremal points compared to the
line through the first and last vertex of the chain.
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After a set number of iterations we fix the distance between control points 𝑃0
and 𝑃1 , and between 𝑃2 and 𝑃3 . Inverting the formulas from [113] we can now
optimize the tangents for either side algebraically. Once more we use NewtonRaphson approximation to obtain a better parameterization. If desired, the process of subsequently optimizing the distance and tangents can be repeated. In
our experiments, a few iterations were sufficient to obtain a stable solution.
Topological validity of a curve is tested by checking for intersections between
a polygonal approximation of the Voronoi cell and the convex hull of the control
points. This intersection check is conservative and will always detect an intersection if there is one. However, we may obtain a false positive and detect an
intersection that is not there. To obtain a less conservative intersection test the
curve can be subdivided a constant number of times using De Casteljau’s algorithm [36] to obtain a tighter fit around the curve.
Distance Measure. Let 𝐵 be the Bézier curve that has been fitted to the chain
𝐶. The distance between 𝐵 and 𝐶 is defined to be the weighted average of the
squared distance between all corresponding points. As the curve 𝐵 should be
fitted to the complete polygonal chain 𝐶 and not only the vertices, we use a dense
sampling of 𝐶 containing 2𝑚 points. These samples are regularly spaced in the
parameter space of 𝐵. Each sample can be matched with a corresponding point
along 𝐵. We assume the parameterization of 𝐶 is linear between vertices. Formally, our (weighted) distance measure between curve 𝐵 and chain 𝐶 is:
2
2
∑2𝑚
𝑖=0 ‖𝐵(𝑖/2𝑚) − 𝐶(𝑖/2𝑚)‖ ∗ (𝑖 − 𝑚)
2𝑚

𝑙𝑒𝑛𝑔𝑡ℎ(𝐶) ∗ ∑𝑖=0 (𝑖 − 𝑚)2

, where

𝑙𝑒𝑛𝑔𝑡ℎ(𝐶) ∶ Euclidean length of 𝐶;
𝐵(𝑡), 𝐶(𝑡) ∶ position on 𝐵 or 𝐶, as parameterized by 𝑡;
‖𝑢 − 𝑣‖ ∶ Euclidean distance between points 𝑢 and 𝑣.
Our approach fits curves independently to the polygon. Consequently, when
we select the curves forming the final schematization the derivatives of two consecutive curves may not match up. This can create a visually salient feature that is
not present in the input data (see Figure 3.7(a)). To reduce such artifacts we use a
weighted average of the squared distance assigning a high weight to samples near
the endpoints and a low weight to the midsection. This puts more emphasize on
the accuracy of the fitted curve near the endpoints. Thus, two consecutive curves
are more likely to share a common derivative. Features along the midsections
of curves, however, may disappear (see Figure 3.7(b)). We deem the disappearance of features less problematic than the appearance of features that were not
present in the data. The weighted squared distance can still algebraically be optimized using the method described before. Note that the weighted average does
not fully prevent falsely introducing salient features, nor does it necessarily select
the most salient features (e.g., the top of Corsica in Figure 3.7(b)).
To exclude self-intersecting curves we define the distance measure of a selfintersecting curve to be infinity. Self-intersection of a cubic Bézier curve is tested
by examining the control points [119].
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Figure 3.4: Australia with 20, 10, and 5 curves.

Figure 3.5: China with 20, 10, and 4 curves.

Figure 3.6: Vietnam with 20, 10, and 7 curves.
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Circular Arcs

(a)

(b)

Figure 3.7: (a) Regular squared error. (b) Weighted squared error.

Algorithmic Complexity. Fitting a Bézier curve takes 𝑂(𝑛) time for a single iteration. We repeat the process until the solution is stable, which takes 3 to 6
iterations in our experiments. Thus, assuming a constant upper bound on the
number of iterations, the time required to fit a single curve is 𝐹(𝑛) = 𝑂(𝑛).
Results. Figures 3.4, 3.5, and 3.6 show results of using the methods above with
our framework. Each figure depicts schematizations of the same shape with different complexities. Even a small number of curves result in recognizable and
pleasing shapes. Note that the detail in the schematization is not necessarily homogeneously distributed along the representation (see, for example, Figure 3.6).
The algorithm selects detail depending on the local saliency of a feature, which is
the desired behavior.

3.4 Circular Arcs
Inspired by recent work on area-preserving schematization [25] and circular-arc
graph drawing [43], we use our framework for area-preserving circular-arc schematizations. Though unusual in cartography, circular arcs are used in mnemonic
sketches for school use, known as merkbilder and croquis, as well as in chorematic diagrams.
Given a chain 𝐶 that starts at 𝑣1 and ends at 𝑣𝑚 , the circular arc that locally
preserves the area is unique (see Property 2.1). We replace a chain by the unique
area-preserving circular arc. The distance measure we choose to use with our
framework is the continuous Fréchet distance, extended for curves [111]. It takes
𝑂(𝑚 log 𝑚) time to compute this distance between a single arc and a chain of
length 𝑚. Hence, we conclude that 𝐹(𝑛) = 𝑂(𝑛 log 𝑛).
Results. Figures 3.8, 3.9, and 3.10 show results using area-preserving circular
arcs. A very low number of arcs results in a very stylized shape. The results
typically retain some features, but are hard to recognize without context such as
a map title. A few more arcs give a stylized or playful appearance and make the
shape more recognizable. Using only 20 arcs results in a very good approximation
of the input while retaining the playful appearance.
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Figure 3.8: Australia with 20, 7, and 4 arcs.

Figure 3.9: China with 20, 10, and 5 arcs.

Figure 3.10: France with 20, 12, and 5 arcs.

Extension to Subdivisions
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3.5 Extension to Subdivisions
Our framework, as described thus far, takes as input a single simple polygon. A
more general structure is a subdivision. Similar to a polygon, it is defined by vertices and straight-line edges. In a polygon, each vertex has exactly two incident
edges. In contrast, a vertex in a subdivision may have more than two incident
edges. The number of incident edges is called the degree of a vertex. We define a boundary as a maximum sequence of edges such that all its vertices have
degree two, with the possible exception of its endpoints. There are two types of
boundaries, circular and non-circular boundaries. The former corresponds to a
polygon and has only vertices of degree 2. The latter corresponds to a chain and
ends at vertices of degree 3 or higher. For a subdivision representing territorial
outlines a circular boundary corresponds to an island; a non-circular boundary
corresponds to a shoreline or border between two territories.
It is straightforward to extend our framework to support subdivisions. The
Voronoi diagram is computed for the entire subdivision. Curves, however, are
fitted only to chains that are part of a single boundary. The min-# problem requires no change. It can be applied to every boundary in isolation to compute
the global optimal. Note, however, that we need not test all starting vertices for a
non-circular boundary: the starting vertex is required to be an endpoint.
The min-𝜖 problem does require some changes. Boundaries are not independent subproblems as the number of curves allowed is a global requirement. The
number of curves used for one boundary affects the number of curves that may
be used by others. A second dynamic program can resolve this issue. Suppose
that the subdivision consists of 𝐵 boundaries, numbered 1 to 𝐵. Using the min-𝜖
formulation of Section 3.2.2, we can compute the optimal solution for each boundary 𝑏 given a number of curves 𝑘. Let 𝑆[𝑏, 𝑘] denote this solution. We can now
compute the optimal solution for the subdivision using at most 𝐾 curves by solving
the following for 𝑏 = 1 up to 𝑏 = 𝐵 and 𝑘 = 1 up to 𝑘 = 𝐾:
𝑆[𝑏, 𝑘],
if 𝑏 = 1
𝑂𝑃𝑇[𝑏, 𝑘] = {∞,
if 𝑘 < 𝑏
min1≤𝑗≤𝑘−𝑏+1 max{𝑂𝑃𝑇[𝑏 − 1, 𝑘 − 𝑗], 𝑆[𝑏, 𝑗]}, if 𝑘 ≥ 𝑏 > 1
Note that the second case in this equation is actually never needed, provided
𝐾 ≥ 𝐵. We list it for completeness and to indicate that it is never possible to obtain
a schematization with less curves than boundaries. Some results for subdivisions
are illustrated in Figure 3.11.
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Figure 3.11: Part of southeast Asia: Cambodia, Laos, Myanmar, Thailand, Vietnam, and
part of Malaysia. Result with 30 Bézier curves (middle) and with 30 circular
arcs (right).

3.6 Conclusions and Future Work
We presented a framework for topologically safe schematization. Our framework
is fully automated and does not require critical point detection. We illustrated the
framework using cubic Bézier curves and circular arcs. Both cases substantiate
that high-quality results can be obtained using our framework and that the restriction to Voronoi cells (to preserve topology) is not too restrictive. Figure 3.12 shows
the potential of our schematizations for use in diagrams.
Schematizations can adhere to different design principles such as emphasis
through size (e.g., cartograms), cartographic smoothing with parametric curves,
or stylization via angular restriction (e.g., octagonal metro maps). In this work, we
have shown the usefulness of the framework for application in smoothing schematizations using Bézier curves and for stylized schematization using circular arcs.
Both variants convey different visual impressions and have different cartographic
properties: with the same number of segments, the Bézier-curve schematization
is closer to the original shape, whereas the circular-arc solutions more strongly
convey rigorousity, abstraction, and artificiality. This is reinforced by the areapreserving, i.e. conformal nature of the circular-arc approach.
Drawbacks. The described framework has two main drawbacks. The first is that
it does not allow vertices to be moved. That is, the vertices of the schematization
are a subset of the vertices of the input polygon. For schematization, it is often
undesirable to have vertex-restricted results. Being limited to the input vertices
reduces the expressive power. In particular, vertex restriction poses problems
for very low complexities and subdivisions. In the next chapter we will lift this
restriction allowing more freedom, be it at the cost of guaranteed optimality.
The second drawback is that our framework might not find low-complexity results for very intricate shapes. This issue may arise if two or more parts are geo-
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metrically close together, but far apart along the polygon boundary. The Voronoi
cells can be overly restrictive, thus not allowing a low-complexity schematization.
If we relax the Voronoi-cell constraint, however, we can no longer guarantee that
results are topologically correct. This problem does not seem to arise frequently
for our intended shapes, that is, for territorial outlines.
Future Work. Our fully-automated approach comes at a price: the pre-processing
stage of our framework is very time-consuming. Using critical points would speed
up our algorithm significantly. However, it is unclear how to choose critical points
whose inclusion leads to the same high-quality results as our current approach.
Hence other methods to speed up computation need to be explored.
We may also further explore continuity between curves. The current framework ensures only that the curves touch at their endpoints. However, in many
cases, small angles may be undesirable and curves should smoothly continue
from one to the other. In part, this effect was achieved for cubic Bézier curves by
taking a weighted average for the distance measure, though small discontinuities
continue to exist. A method that takes this criterion explicitly into account is likely
more suitable. Especially for subdivisions, continuity is probably unachievable
unless vertices are allowed to move from their original position. We address this
issue in Chapter 6.

Figure 3.12: (Top) Downsized map of Antarctica [87]. (Bottom) Diagrams using results of
our framework.
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The contents of this chapter have in part previously appeared in [53].
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4.1 Introduction

4

In Chapter 3 we proposed a framework for the curved schematization of territorial
outlines. The framework, however, is unable to place vertices at position different from the input positions. In this chapter we present an algorithm for circulararc schematization that can introduce new vertices and as such is a non-vertexrestricted method. Furthermore, it preserves the exact size of each region of the
input and maintains topology. For an input consisting of 𝑛 edges, the algorithm
runs in 𝑂(𝑛2 ) time.
The algorithm iteratively replaces consecutive arcs until the desired complexity is reached. This replacement is based on two operations. The first is vertexrestricted and replaces two consecutive arcs by a single arc. The second operation is non-vertex-restricted and replaces three consecutive arcs by two consecutive arcs. The vertex joining the two arcs may be positioned at a new location.
We prioritize operations according to different schemes to obtain results of
varying degree of “curviness”—preferring arcs with a large or small central angle
(see Figure 4.1). Our method creates visually pleasing results even for low output
complexities and combines well with different rendering styles. We investigate the
effectiveness of our design choices by measuring the geometric accuracy of our
algorithm. Introducing new vertices indeed improves the accuracy of the schematization.
Organization. In Section 4.2 we first present the main algorithm for non-vertexrestricted schematization. We introduce two operations for arc replacement and
show how they can be used to obtain an 𝑂(𝑛2 ) time algorithm. Then in Section 4.3
we discuss various extensions for the algorithm. We show how the schematization
can be steered and how the results can be postprocessed to develop different
visualizations. In Section 4.4 we evaluate the performance of the algorithm in
terms of geometric properties. We close in Section 4.5 by discussing options for
future work.

Figure 4.1: (Top) China with flat 7-arc and 13-arc schematizations on the left and curvy
13-arc and 5-arc schematizations on the right. (Bottom) Australia with flat 7arc and 15-arc schematizations on the left and with curvy 15-arc and 6-arc
schematizations on the right.
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4.2 Schematization Algorithm
We describe an algorithm that schematizes a simple polygon using circular arcs.
The algorithm maintains a closed path 𝑆 = ⟨𝑎1 , … , 𝑎𝑛 ⟩ consisting of circular arcs.
Line segments are considered to be arcs with an infinite radius. The input—a
simple polygon given in counterclockwise order—is therefore also a closed path.
The complexity of 𝑆 is its number of arcs |𝑆| = 𝑛. Every consecutive pair of arcs
𝑎𝑖−1 and 𝑎𝑖 meet at vertex 𝑣𝑖 . Arc 𝑎𝑖 is oriented from 𝑣𝑖 to 𝑣𝑖+1 . We treat the
sequence circularly, e.g. 𝑎𝑛+1 = 𝑎1 and 𝑣𝑛+1 = 𝑣1 .
Our algorithm uses two types of operations to decrease the complexity of a
shape (Section 4.2.1). An operation replaces a sequence of arcs by a shorter
sequence. As such, it makes only local changes. By iteratively applying these
operations we obtain a schematization (Section 4.2.2).
4.2.1

Area-Preserving Operations
We first we describe the two operations used by our algorithm. Each operation is
executed on two or three consecutive arcs. An operation replaces these arcs by
a new sequence using one arc less. The vertices at which the sequence starts
and ends must remain at their original position.
We ensure that the area encompassed by the path 𝑆 remains the same. To
this end, we enforce that each operation is area preserving: the signed area of a
replaced arc sequence is equal to the signed area of the replacement. By extension, this means that any sequence of operations preserves the area as well.
The operations change the curvature of the involved arcs. Thus they can be
used to turn straight-line shapes into curved shapes. No preprocessing is required
to ensure that non-degenerate arcs emerge.
Vertex-Restricted. The vertex-restricted operation replaces two consecutive arcs
by a single arc. The signed area of the initial sequence gives rise to a required
signed area for the result (see Figure 4.2). This uniquely determines the replacement arc (see Property 2.1).

Figure 4.2: The vertex-restricted operation replaces two arcs by their unique areaequivalent arc.

Non-Vertex-Restricted. The non-vertex-restricted operation takes as input three
consecutive arcs 𝑎𝑖−1 , 𝑎𝑖 , and 𝑎𝑖+1 . It replaces these by two arcs 𝑎′ and 𝑎″ such
that 𝑎′ starts at 𝑣𝑖−1 and 𝑎″ ends at 𝑣𝑖+2 . Arcs 𝑎′ and 𝑎″ meet at a (possibly
new) vertex 𝑣 ′ . We have three degrees of freedom when inserting the new arcs.
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First, the position of 𝑣 ′ can be chosen freely, introducing two degrees of freedom.
Second, the signed area of one of the two arcs can be chosen. As the operation
must preserve area, this directly implies a signed area for the other arc.
We aim to introduce as little distortion as possible while replacing the sequence
of arcs. Ideally, we would find the optimal replacement for the three arcs. However, this problem is highly complex and instead we use a heuristic approach. We
heuristically pick a line 𝐿 on which the vertex 𝑣 ′ must be located. The line 𝐿 should
be selected such that the replacement arcs are as close to the input as possible.
We pick line 𝐿 as the line defined by the center of 𝑎𝑖 and a point 𝑝 on 𝑎𝑖 ; if 𝑎𝑖
is a line segment, 𝐿 is the perpendicular at 𝑝. We aim to place 𝐿 such that the
replacement arcs are as close as possible to the replaced arcs. Specifically this
implies that when 𝑎𝑖−1 and 𝑎𝑖 are concentric 𝐿 should pass through 𝑣𝑖+1 as the
replacement should start at 𝑣𝑖−1 and end at 𝑣𝑖+1 . Similarly when 𝑎𝑖 and 𝑎𝑖+1 are
concentric, 𝐿 should pass through 𝑣𝑖 . Intuitively, we would like the point 𝑝 to be
closer to 𝑣𝑖+1 if 𝑎𝑖−1 and 𝑎𝑖 are alike and closer to 𝑣𝑖 if 𝑎𝑖 and 𝑎𝑖+1 are alike.
We measure similarity using the symmetric difference. Let Δ1 be the symmetric
difference between 𝑎𝑖−1 and 𝑎𝑖 , and their area-equivalent arc. Similarly, Δ2 is the
symmetric difference between 𝑎𝑖 and 𝑎𝑖+1 , and their area-equivalent arc. We use
Δ2
for 𝑝 the point that is a fraction of
along the perimeter of 𝑎𝑖 as measured
Δ1 +Δ2
from 𝑣𝑖 (see Figure 4.3). In particular, if Δ1 is zero, then 𝑝 is 𝑣𝑖+1 ; if Δ2 is zero, then
1
𝑝 is 𝑣𝑖 . If both Δ1 and Δ2 are zero, we use a fraction of .
2
Point 𝑝 also defines the signed area of 𝑎′ and 𝑎″ (see Figure 4.4). The signed
area for 𝑎′ is the signed area between 𝑣𝑖−1 and 𝑣 ′ caused by 𝑎𝑖−1 , 𝑎𝑖 up to point 𝑝,
and the segment 𝑝𝑣′ . Similarly, the signed area for arc 𝑎″ is defined by segment
𝑝𝑣′ , 𝑎𝑖 from 𝑝, and 𝑎𝑖+1 . This uniquely defines a solution for any point 𝑣 ′ .
For 𝑣 ′ we use the point on 𝐿 that minimizes the symmetric difference for the
resulting arcs. To this end we assume that the symmetric difference is unimodal
on 𝐿 (i.e., it has a unique minimum) and perform a golden search. The solution
obtained may still contain intersections (i.e., it is not planar ). Non-planar solutions

𝑎

𝑎

𝑎

𝑎

Δ

Δ
(a)

𝑎

(b)

𝑎

𝑎
𝑣

𝑝
𝑣
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Figure 4.3: (a-b) Symmetric difference Δ1 and Δ2 of the area-equivalent arc replacing 𝑎𝑖−1
Δ2
and 𝑎𝑖 , and 𝑎𝑖 and 𝑎𝑖+1 , respectively. (c) Point 𝑝 is located at fraction
Δ1 +Δ2
along the perimeter of 𝑎𝑖 .
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𝑎

𝑎
𝑝

𝑎

𝐿

𝑣
𝑎
𝑎
Figure 4.4: Solution 𝑣 ′ lies on line 𝐿 through 𝑝. The signed area for 𝑎′ is given in gray.
For illustration purposes vertex 𝑣 ′ is placed on a non-optimal position along 𝐿.

must be rejected to maintain the correct topology. When 𝑣𝑖−1 and 𝑣𝑖+2 are on
the same side of solution line 𝐿, this is the best we can do. It is unclear how
to efficiently find a legal solution and in specific cases no legal solution can be
found (see Figure 4.5). However, when 𝑣𝑖−1 and 𝑣𝑖+2 are on opposite sides of the
solution line, we can always transform the solution into a planar solution.
Lemma 4.1. Assume vi−1 and vi+2 lie on different sides of line L. Then there exists
a planar solution with v′ on L.

Proof. As the problem is invariant under rotation and translation, we assume that
𝑣𝑖−1 and 𝑣𝑖+2 lie on the 𝑥-axis and we assume that 𝑣𝑖−1 is right of 𝑣𝑖+2 . Since 𝑣𝑖−1
and 𝑣𝑖+2 lie on different sides solution line 𝐿 cannot be horizontal. Let 𝑎′ be the
first replacement arc and 𝑎″ the second replacement arc.
Moving 𝑣 ′ downward along 𝐿 reduces the area below the segments 𝑣𝑖−1 𝑣′ and
′
𝑣 𝑣𝑖+2 and thus the signed area of the circular segments of both 𝑎′ and 𝑎″ must
increase to compensate. Symmetrically, moving 𝑣 ′ upward causes a decrease
in signed area. In particular, there is a unique point 𝑙1 on 𝐿 where 𝑎′ has signed
area zero (and thus is a straight line). Analogously, there is a unique point 𝑙2 on
𝐿 where 𝑎″ has signed area zero. A solution lower than 𝑙1 on 𝐿 causes a positive
signed area for 𝑎′ (and thus a counterclockwise arc), any solution above causes
a negative signed area (and thus a clockwise arc). Without loss of generality, we
assume that 𝑙2 is higher than 𝑙1 . We consider two cases based on 𝑙1 and 𝑙2 .
Assume that 𝑙1 and 𝑙2 lie on different sides of the 𝑥-axis (Figure 4.6(a)). Consider the solution with 𝑣 ′ on the 𝑥-axis. As 𝑙1 lies below 𝑣 ′ , 𝑎′ is clockwise for this
solution; similarly, 𝑎″ is counterclockwise. Thus, the arcs lie in different half-planes
of the 𝑥-axis and this solution is planar.
For the second case, we assume that 𝑙1 and 𝑙2 lie on the same side of the
𝑥-axis (see Figure 4.6(b)). Without loss of generality, we assume that they lie
above. Consider the solution at 𝑙1 . Here 𝑎′ is a straight line and the 𝑎″ is a

𝐿
𝑣

𝑣

Figure 4.5: When 𝑣𝑖−1 and 𝑣𝑖+2 lie on the same side of 𝐿, no planar solution may exist
within reasonable range.
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𝑣
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𝑙

𝐿

Figure 4.6: A planar solution exists if 𝑣𝑖−1 and 𝑣𝑖+2 lie on different sides of 𝐿. Arcs 𝑎′ and
𝑎″ are a straight line at 𝑙1 and 𝑙2 respectively.

counterclockwise arc. As 𝑙1 lies above the 𝑥-axis, the arcs lie in different halfplanes of the line 𝑣′ 𝑣𝑖+2 and cannot intersect.
By Lemma 4.1, for any non-planar solution with 𝑣𝑖−1 and 𝑣𝑖+2 on opposite sides
of 𝐿 we can determine one or more positions on 𝐿 that give a planar solution. We
select the position 𝑠 on line 𝐿 with minimum distance ‖𝑠 − 𝑣 ′ ‖. We then use
binary search to obtain a planar solution with a smaller symmetric difference in
the interval [𝑣 ′ , 𝑠]. If 𝑠 is in an interval adjacent to the optimal solution 𝑣 ′ , we
obtain the planar solution with the least symmetric difference in the interval [𝑣 ′ , 𝑠].
However, there may be more than one interval on 𝐿 that contains planar solutions.
If 𝑠 is not in an adjacent interval, the final solution is not guaranteed to be optimal.
In our experiments, this occurred only in rather contrived cases.

4

4.2.2

Iterative Schematization
We give an algorithm using the described operations for curved schematization.
Initialization. For all pairs of neighboring arcs we compute the result of the vertexrestricted operation; for each sequence of three arcs we compute the result of the
non-vertex-restricted operation. For each operation we compute the symmetric
difference of the replacement arcs with the original input arcs. We store the area
of symmetric difference with the result of the operation.
Let the number of arcs overlapping the area of symmetric difference be the
blocking number. An operation that maintains the correct topology has blocking
number zero. We call such an operation admissible.
Score. Each operation is scored based on the symmetric difference between
the resulting arcs and the section of the input shape that they represent. We
maintain for each arc in the current shape, the part in the original it represents.
Initially, each line segment represents itself. When performing a vertex-restricted
move, the new arc represents the union of the parts represented by the replaced
arcs. When performing a non-vertex-restricted move, each new arc represents
a fraction of the union of the parts that the old arcs represented. We base this
fraction on the perimeter length of the new arcs. This may cause a single arc
of the input to be split into two sub-arcs that are matched to different arcs in the
schematization.
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Iteration. The algorithm iteratively selects the admissible operation 𝑜 with the
lowest score. Executing an operation may (in)validate other operations. Operations involving an arc that is involved in 𝑜 are discarded. For each other operation,
we reduce the blocking number by the number of arcs involved in 𝑜 that intersect
the area of symmetric difference. Similarly, we increase the blocking number for
each new arc resulting from 𝑜 that intersects the area.
Finally, we construct new operations involving at least one of the newly created
arcs and initialize their blocking numbers. The algorithm proceeds until either no
operation is possible or a target complexity has been reached. Pseudocode is
given by Algorithm 1.
Ideally we would prove that any planar shape has at least one admissible operation. Unfortunately, this is not the case. In theory our algorithm can terminate
at an undesirably high complexity. However, we did not observe this in practice;
territorial outlines are typically quite sparse with well-separated boundaries.
Analysis. Let the complexity of 𝑆 be 𝑛. At any time there are 𝑂(𝑛) feasible
operations, possibly topologically unsafe. An operation reduces the number of
arcs by one, so in total at most 𝑛 − 1 operations are executed. A non-vertexrestricted operation may subdivide at most one of the input arcs. As there are
at most 𝑛 − 1 operations, the input consists of at most 2𝑛 − 1 = 𝑂(𝑛) sub-arcs.
Each arc, and by extension each (sub-)arc of the input, is part in at most two
vertex-restricted operations and three non-vertex-restricted operations.
After executing an operation we need to update the blocking number of the
other operations. There are 𝑂(1) arcs that may affect the blocking numbers. Let
𝒩 be the set of non-vertex-restricted operations and 𝒱 the set of vertex-restricted
operations. Furthermore, let |𝑜| be the number of (sub-)arcs of the input represented by the result of operation 𝑜. The complexity of the area of symmetric
difference for an operation representing 𝑘 edges is 𝑂(𝑘). By a counting argument
the total complexity of all areas is ∑𝑜∈𝒱 𝑂(|𝑜|) + ∑𝑜∈𝒩 𝑂(|𝑜|) = 𝑂(𝑛). As we have
a constant number of arcs, updating all blocking numbers takes 𝑂(𝑛) time.
Finally, in each iteration 𝑂(1) new operations are created in 𝑂(𝑛) time. There
are 𝑂(𝑛) iterations each taking 𝑂(𝑛) time, so the algorithm runs in 𝑂(𝑛2 ) time.
Algorithm 1 Schematize(𝑆, 𝑘)
Require: 𝑆 is a simple polygon
Ensure: 𝑆 has at most 𝑘 arcs or 𝑆 admits no operation
1:
2:
3:
4:
5:
6:
7:
8:
9:

Initialize operations and their blocking numbers
while |𝑆| > 𝑘 and 𝑆 admits an operation do
Find best admissible operation 𝑜
Discard operations involving any arcs part of 𝑜
Decrease blocking numbers of other operations
Execute operation 𝑜
Increase blocking number of other operations
Create operations involving newly created arcs
end while
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4.3 Extensions
4.3.1

4

Algorithm
Weighting. Since our algorithm selects operations based only on their score, we
𝑐
can reweight operations to introduce a preference. We propose the weight 𝛼 ,
where 𝛼 denotes the maximum central angle of the new arcs created by an operation and 𝑐 is a parameter. We multiply the score described in Section 4.2.2 by
this weight. The weight gives a preference based on central angles and yields a
more curvy result (large central angles) or less curvy result (small central angles).
By varying parameter 𝑐, we can aim for a certain style of schematization. For positive 𝑐, results with small central angles are preferred over results with large central
angles. This results in a flat schematization style: arcs are relatively straight and
have low curvature. A negative 𝑐 obtains the exact opposite, resulting in a curvy
style with arcs that are far from straight. For 𝑐 = 0, the weight is always one and
no change occurs, no preference is given and the result could be either style or
even a mix. We refer to this as regular schematization. This weighting scheme
only steers the selection of operations and does not give a guarantee on the resulting shape. In particular, it does not behave monotonically in 𝑐: for example,
𝑐 = 2 does not necessarily yield a result that is less curvy than 𝑐 = 1. However,
in our experiments, we found that the preferred style clearly emerges when using
a 𝑐 of either -1, 0, or 1 (see Figure 4.7); we use only these values.
Input

Flat

Regular

Curvy

Figure 4.7: Three different styles for a 10-arc schematization of Spain.

Alternative Termination. The algorithm stops when the shape has complexity 𝑘
or less (or no admissible operation exists). However, it may not be clear beforehand what the required number of arcs is to obtain a reasonable schematization.
Hence, it may also be desirable to stop based on a measure of shape similarity.
We can compute for each operation the Fréchet distance between the result and
the original edges. If the distance is larger than a given threshold, we disallow the
operation. This ensures that the Fréchet distance between input and result does
not exceed the given threshold: the maintained map between arc and input acts a
“witness” of a homeomorphism, upperbounding the actual Fréchet distance. The
Fréchet distance between one or two circular arcs and a polygonal line with 𝑘
edges can be computed in 𝑂(𝑘 log 𝑘) time [111]. Therefore, using a bound on the
Fréchet distance increases the execution time to 𝑂(𝑛2 log 𝑛) for a input polygon 𝑆
with complexity 𝑛.
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Subdivisions. We described our algorithm for simple polygons. However, it can
also be applied to planar subdivisions (e.g., multiple countries): we allow only
operations that (re)move vertices of degree two. Other vertices are fixed in their
given position, and may be used only as endpoints for an operation. Figures 4.12
and 4.15 showcase the result from applying our algorithm on subdivisions.

4.3.2

Postprocessing
Smoothing. In our algorithm we fit an arc without considering its neighbors. This
may cause very small or large angles between neighboring arcs. Small angles
create shallow dents in the outline, unnecessarily increasing the visual complexity.
Very sharp angles can negatively affect perception of the schematization [7]. To
avoid small angles, we use the following postprocessing.
We inspect each vertex 𝑣 of the result and check whether the angle between
the local tangents of both incident arcs is less than a set threshold value (we use
20 degrees). If this is the case, we move 𝑣 to a new position ensuring that the bend
becomes smooth. Moving 𝑣 should not change the tangents at the other endpoints
of the involved arcs, as it could cause a different bend to lose its smoothness. This
constrains the solution space to a circle 𝐶 [44]. We choose the point on 𝐶 nearest
to 𝑣; this directly determines the incident arcs (see Figure 4.8).

𝐶

𝑣
Figure 4.8: Smoothing vertex 𝑣 (bend exaggerated). Circle 𝐶 contains exactly the positions where the arcs meet smoothly.

This smoothing method is not area-preserving. However, the proposed method
does not heavily distort the area, which may be acceptable depending on the application. Figure 4.9 illustrates the benefit of smoothing; the area distortion is less
than 0.4%.
Rendering. Obtaining a schematization is only a first step in developing a map
or visualization. The presentation of the schematization also plays a key role. We
combine our schematizations with different rendering styles.
In Figure 4.10 we combine the sketchy rendering by Wood et al. [137] with
a flat 12-arc schematization of France. We believe the flat schematization style
matches well with the hand-drawn style provided by the renderer. A manual sketch
usually does not use arcs with a large central angle as these are generally harder
to draw. The implied imprecision of the sketch reinforces the geographic inaccuracy of the schematization. In fact, the degree of “sketchiness” may be used to
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Figure 4.9: Regular 13-arc schematization of France. Smoothing a nearly smooth bend
may reduce visual complexity. Tangents are indicated.

4

convey the severity of the geographic inaccuracy [17, 137]. In Figure 4.11 we rendered a regular 12-arc schematization of Vietnam with a variable stroke thickness.
This also yields a hand-drawn appearance. However, in contrast to the sketchy
style, this style feels more controlled and thus more curviness can be allowed.
Lastly, inspired by Christophe et al. [34], we apply a pop-art style of rendering to a
curvy schematization of Italy (see Figure 4.12). The high curviness of the drawing
is unusual, but this matches the unusual coloring typical in pop art.
Much of the pop-art movement (e.g., Lichtenstein) focused on mimicking the
automated, often cheap and crude, printing process with carefully crafted handdrawn paintings. The “unusual” colors used can be seen as a reflection of the simple, bold, three-color printing processes. One could argue that the highly curved
edges of the Italy example are reflecting and exaggerating that bold simplicity. In
almost complete contrast, the sketchy work (and all non-photorealistic rendering)
is mimicking hand-crafted drawing with an automated process. Here we deliberately avoid the bold exaggerated curves to emphasize that process.
The preliminary results look promising, but a further study of the relation between rendering and schematization styles is necessary. This need not be limited
to curved schematization, but could also include straight-line schematization.

Figure 4.10: Sketchy rendering of a flat 12-arc France using [137].

59

Extensions

4
Figure 4.11: Stroked rendering of a regular 12-arc Vietnam.

Milan
Turin

Venice
Bologna
Genoa
Florence

Rome
Bari
Naples

Italy
Figure 4.12: Pop-art rendering of a curvy Italy.
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Languedoc-Roussillon (France)

4

Figure 4.13: Regular schematizations of Languedoc-Roussillon using 50, 40, 30, 20, 10,
and 8 arcs.
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Figure 4.14: Flat and curvy schematizations of Greece using 25, and 10 arcs.
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Southeast Asia

4

Figure 4.15: Schematizations of South-East Asia using 30 arcs and a flat, regular, and
curvy style.
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4.4 Geometric Evaluation
In the previous section we introduced a new schematization algorithm. Several
results are illustrated in Figure 4.13-4.15. To assess the quality of our algorithm we
measure geometric similarity. As we assume a purely geometric input—without
semantic annotation—this is a good description of the quality of our algorithm.
We consider four aspects. First, we briefly assess two geometric similarity
measures, the Fréchet distance and the symmetric difference. Second, we evaluate how effective our non-vertex-restricted algorithm is at placing new vertices.
Third, we determine the effect of our style parameter. Lastly, we measure the
impact of smoothing on the geometric similarity and the area distortion.
To allow comparison between different results in this section, the Fréchet distance and symmetric difference are stated as a percentage of, respectively, the
diagonal of the minimal bounding box, and of the input area.
Measuring Accuracy. To measure the quality of an operation, we use two geometric scoring functions. The symmetric difference is used as a similarity measure
and the Fréchet distance as an alternative stopping criterion. In Figure 4.16 the
progression of both measures during the schematization process is shown for a
regular schematization of Vietnam. The difference in nature between both distance measures is shown clearly. The Fréchet distance is a bottleneck measure.
Operations alter the Fréchet distance only if they alter or exceed the position of
worst fit along the polygon. In contrast, the symmetric difference measures the
total sum of errors along the polygon. This makes a better differentiation possible between operations, which is reflected in the more consistently rising distance
function. Both the Fréchet distance and the symmetric difference increase nearly
monotonically during the execution: both our operations are relatively effective
and do not introduce large artifacts that are “hidden” by later iterations.
It is important to note that both measures capture only geometric similarity.
Geometric similarity does not always fully capture recognizability. Key recognition
points may be critical for a high-quality schematization, even though their impact
on the geometry is comparatively small. For example, the inclusion of the Thames
estuary (due to its correlation with London) may be important for a schematization
of Great Britain. Different measures that include such non-geometric properties
may improve the quality of the final schematizations.
Introducing New Vertices. The feasible solutions for a non-vertex-restricted algorithm are a superset of those for vertex-restricted algorithms. Consequently,
non-vertex-restricted algorithms should be able to generate better, or at least
equal, quality schematizations. As the solution space is infinite, however, any
non-vertex-restricted algorithm can test only a subset of the possible vertex placements. Non-vertex-restricted operations should be judged on their ability to find
high-quality new vertex positions. Here we evaluate the effectiveness of the nonvertex-restricted operation within our algorithm. The results of our algorithm are
compared with results obtained using only vertex-restricted operations. We assume that, by keeping all other variables equal, the resulting difference in quality
is due to the non-vertex-restricted operation.
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Figure 4.16: Development of the Fréchet distance and symmetric difference for a regular
schematization of Vietnam.

We compare the Fréchet distance and the symmetric difference of solutions
with different complexities (see Table 4.1). For most solutions the Fréchet distance is better for non-vertex-restricted solutions of the same complexity. The
same holds for the symmetric difference but the results are less decisive. At first
glance, the addition of the non-vertex-restricted operation increases the quality of
schematization. Results vary slightly for different complexities due to (un)fortunate replacements by either method.
To get a better understanding of these results, further visual inspection of the
data is required. We highlight some of the most interesting results (see Figure 4.17). The schematization of Antarctica with 10 arcs has contradicting quality
measurements for the Fréchet distance and the symmetric difference. The difference in Fréchet distance is likely caused by the better fit in the south of Antarctica.
Both schematizations have placed emphasis on different parts of the boundary,
but the non-vertex-restricted schematization has an overall better representation
of the shape. The schematization of China using 6 arcs is of interest as both measures favor the non-vertex-restricted solution. Though the vertex-restricted result
more severely distorts the northeastern part, it provides a better fit for the inlets.
Finally, we point the attention to the large difference in scoring measures for the
Florida schematizations. A visual inspection shows that both scoring measures
clearly line up with the visual quality of the schematizations. The introduction of
new vertices allows for a better fit of the input, while still maintaining the strongly
curved look. The other inputs appear to be inline with the scoring functions and
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Table 4.1: The Fréchet distance and symmetric difference of vertex-restricted (VR) and
non-vertex-restricted (NVR) solutions. Results highlighted in bold are shown in
Figure 4.17. For each outline-complexity and distance measure pair the best
result is underlined.

Fréchet distance
(% diag. min. bnd. box)
VR
NVR

Symmetric difference
(% input area)
VR
NVR

(a) Antarctica
Regular

6 arcs
8 arcs
10 arcs

7.3
3.6
3.2

5.5
4.5
2.7

9.7
6.0
5.4

9.0
6.4
5.6

(b) Australia
Flat

6 arcs
8 arcs
10 arcs

6.1
5.9
3.5

4.8
4.3
3.5

12.6
9.1
7.2

9.6
7.7
6.8

(c) Britain
Regular

6 arcs
8 arcs
10 arcs

11.2
11.2
9.5

11.1
7.0
7.0

24.2
19.7
19.0

27.4
22.2
18.8

(d) China
Curvy

6 arcs
8 arcs
10 arcs

6.0
4.9
4.5

4.7
4.3
5.2

15.1
11.1
8.5

12.6
9.9
8.9

(e) Florida
Curvy

6 arcs
8 arcs
10 arcs

13.8
13.8
10.1

9.2
5.7
2.6

31.4
22.7
18.6

21.1
14.8
8.8

generally favor the non-vertex-restricted schematizations.
We conclude that the non-vertex-restricted operation often improves the similarity between the result and the input. The results also show that geometric
similarity is a decent measure of quality, even though it is not precise enough to
function as a ground truth. We opted for the symmetric difference to score the
operations, but any efficiently computable measure could be chosen instead. Improved distance measures, possibly including additional information, may further
improve the results.
The Effect of Style. The presented algorithm allows different styles of curved
schematization to be promoted. The chosen style is strongly correlated with the
use of the non-vertex-restricted operation (see Figure 4.18). The percentage of
operations that introduce new vertices is largely independent of the polygon shape
and remains near constant during the schematization process. This is likely due
to the imbalance in our scoring function for the non-vertex-restricted operation.
By taking the maximum central angle of the two resulting arcs, we enforce a more
strictly conforming style for the flat schematization. Flat schematization requires
that no strongly curved arcs are present in the solution. Curvy schematization, in
contrast, does not require only strongly curved arcs. This imbalance is reflected

4

Vertex-restricted

Input

Non-vertex-restricted
(a)

(b)

(c)

(d)

(e)

Figure 4.17: Results of equal complexity disallowing and allowing non-vertex-restricted operations. New vertices are indicated.
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Figure 4.18: Development of the percentage of non-vertex-restricted operations executed
during a run of the algorithm for different inputs.

in the use of the non-vertex-restricted operation.
Though the curvy style introduces more vertices, they are not all essential.
While some operations capture more complex shapes in a single step (see Figure 4.19(a)), some operations solely result from promoting the more strongly curved
arcs (see Figure 4.19(b)). This, however, is not deemed an artifact as it strictly
matches the goals we set.
The Effect of Smoothing. As a postprocessing step, we smooth the result by
displacing vertices where the angle between the tangents of the incident arcs
is smaller than a given parameter (the smoothing angle). As we increase the
smoothing angle from 0∘ to 180∘ , more vertices are displaced to create a smooth
outline. Figure 4.20 shows the results using different smoothing angles for a regular schematization of Australia. At 20 degrees three vertices are smoothed (two
along the southern and one along the eastern shore) but the overall shape is affected only slightly. When we increase the smoothing angle to 30 degrees a fourth
vertex is smoothed, but the geometric similarity is negatively affected for the west
coast. If all vertices are smoothed, the shape loses most of its characteristic features and bears little resemblance to the territorial outline.
To investigate the effect of smoothing, we considered four outline-complexity

(a)

(b)

Figure 4.19: (a) Non-vertex-restricted operations can capture more complex shapes in one
transition. (b) Promoting strongly curved arcs, may result in small (negligible)
vertex shifts.
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(a) 0∘

(b) 20∘

(c) 30∘

(d) 50∘

(e) 90∘

(f) 130∘

Figure 4.20: Effect of smoothing for a regular 10-arc Australia. As the threshold increases,
the distortion increases. Orange and green casings mark places that will be
or have been smoothed respectively.

pairs: Australia with 10 and 20 arcs, France with 12 arcs and Vietnam with 15
arcs. For each of these pairs we computed a schematization of the given complexity using the three curved styles. For the resulting 12 schematizations, we
increased the smoothing angle from 0 to 180 degrees in increments of one degree. At each step, we measured area distortion (increase or decrease in area),
the symmetric difference, and the Fréchet distance with respect to the territorial
outline (see Figure 4.21). The results for Vietnam in the curvy style could not be
smoothed beyond 124 degrees as smoothing would introduce intersections.
Ideally, the area distortion should be 0%, implying area-equivalent results. Our
smoothing method, however, does not preserve area. We observe that smoothing
shallow bends does not cause a large area distortion on the evaluated results.
As the smoothing angle increases, the area distortion becomes more severe, in
some cases even rising over 20%. Fully smooth schematic outlines, however, are
not desirable as some characteristic features are defined by sharp angles. For
example, the northern tip of Queensland in Australia is best represented using a
sharp bend.
A very small deviation (below 0.5%) may be observed for the unsmoothed
results. This is caused by the imprecision in computer arithmetic and by the need
to use numerical methods to compute replacement arcs. We believe that this is
within a tolerable range for “area-equivalent” results. If desired, the distortion can
be reduced by using more precise arithmetic and numerical methods.
Area distortion does not reflect geometric similarity to the territorial outline.
Therefore, we also measured the symmetric difference and the Fréchet distance.
Both measures indicate a decrease in similarity for smoothing angles over 30
degrees. We opt to use a smoothing angle of 20 degrees, to err on the side of
caution and prevent unwarranted distortion. The area distortion is a lower bound
for the symmetric difference. However, even cases that have a low area distortion
may still exhibit a large symmetric difference (e.g., Vietnam in the curvy style).
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Figure 4.21: The effect of smoothing on area distortion and both distance measures for
the 12 selected schematizations.
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4.5 Conclusions and Future Work

4

We presented a non-vertex-restricted algorithm for curved schematization using
circular arcs. The algorithm preserves area and topology and is able to introduce
new vertices. Using a single parameter the algorithm can be steered to obtain
“flat”, “regular” or “curvy” results. The schematization style can be reinforced by
choosing an appropriate rendering style. We illustrated this by combining three
rendering styles with our schematizations. The results are visually pleasing and
seem to imply that indeed an interaction exists between rendering and schematization style.
We evaluated the geometric accuracy of our algorithm. The analysis indicates
that our operations are relatively effective. The introduction of new vertices improves the geometric accuracy of the resulting schematizations. This further reinforces the belief that our operations are effective. The distance measures were
not consistent in their predictions though and may be further investigated. Finally,
a threshold of 20 degrees for smoothing is suitable to ensure that the polygon size
is not heavily distorted.
Future Work. The quality of schematization may depend on the chosen style.
Flat curved schematization works for most shapes, but the curvy style seems unsuitable more often. For example, a curvy schematization of France (Figure 4.22)
does not capture its shape well. It is unclear how to determine beforehand which
type of schematization is suitable for a given shape; we leave this to future work.
The algorithm described strictly preserves area and only in a post-processing
step allows small deviations in area. Allowing small deviations during the schematization process, however, might result in replacement arcs of a higher quality.
Future work could investigate how to introduce more flexibility during the schematization, possibly resulting in better schematizations. Introducing more freedom
for replacement arcs, however, makes the (optimal) placement of new vertices
even harder.

Figure 4.22: 6-arc France: regular (middle) and curvy style (right). France is unsuitable
for the curvy style produced by our algorithm.

The Concept of
Curved Schematization

The contents of this chapter have in part previously appeared in [53].
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5.1 User Study
5.1.1

Introduction
In the previous chapter we proposed a non-vertex-restricted algorithm for the
curved schematization of territorial outlines. We evaluated various geometric aspects of the algorithm to analyze the geometric efficiency of the algorithm. Here
we investigate the potential of curved schematization as a concept, rather than
as a product. Our user study is based on results of the algorithm of Chapter 4.
To assess both the appeal and the utility of curved schematization, we evaluate
three hypotheses.
1. People prefer the visual appeal of curved schematizations of shapes over
their straight-line equivalents.
2. Curved schematization improves the recognizability of shapes for any given
degree of schematization.
3. Curved schematization creates shapes that are judged to be simpler than
their straight-line equivalents.

5

We explore these hypotheses to support or refute our initial assumption that creating curved rather than straight-line schematizations increases user engagement (visual appeal) and reduces visual clutter (simplicity), while maintaining the
information-carrying capacity (recognizability).
Related Work. A wealth of research exists on perception, rendering, and their
combination. For example, Bar and Neta [7] argue that curved objects are preferred by observers since sharp bends are identified with threat. This observation
would support the need for curved schematizations, though to maintain recognizability some sharp bends may still be necessary. Vessel and Rubin [131] investigate the objectiveness of taste. They conclude that for natural, real-world images, people typically agree on aesthetics; however, on abstract images, individual taste plays a large role. While schematizations are rather abstract depictions,
they stem from a reality and should up to some degree also correspond to this
reality. Hence, we think that there is some consensus possible on what qualifies
as a good schematization. Vande Moere et al. [130] evaluate the effect of visual
style in the context of information visualization. Finally, Burchard et al. [27] discuss fitting a curve given aesthetic requirements in the context of computer-aided
design.
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5.1.2

Generating Schematizations
In our study we compared four styles of schematization.
Curved Images. We generated curved schematizations with our algorithm in the
three styles: curvy (𝑐 = −1), flat (𝑐 = 1), and regular (𝑐 = 0). To all results, we
applied the smoothing step. Due to an implementation error, the figures used
in this study were computed using the sum of central angles in the weighting
scheme, instead of the maximal central angle. This does not affect the figures
for the regular (unweighted) style. The sum of central angles weighting scheme
gives a bias on non-vertex-restricted operations as they have a greater chance to
create (two) strongly curved arcs. Consequently, for the flat and curvy style, the
use of non-vertex-restricted operations is respectively more strongly discouraged
or encouraged. For a flat style mostly vertex-restricted operations are used (see
Section 4.4), thus the effect on these shapes is relatively minor. For the curvy
style, the effect is more pronounced as a large number of non-vertex-restricted
operations is used. Maximum weighting produces results that are smoother and
have less distortion (see Figure 5.1). This may lower the visual complexity, improve aesthetics [7] and aid recognizability. Therefore, the potential of the curvy
style is somewhat “underestimated” in this study.
Straight-Line Images. To minimize influences due to the type of algorithm used,
we chose to use the same algorithm for straight-line schematizations as we used
for the curved schematizations. With straight lines, it is not possible to construct an
area-preserving operation that replaces two straight lines by one. That is, there is
no direct equivalent with straight lines to our vertex-restricted operation with arcs.
The non-vertex-restricted operation, however, does admit a straight-line variant
with a uniquely defined optimal solution. The solution space for the connecting
vertex 𝑣 ′ is a line 𝐿 parallel to the line through 𝑣𝑖−1 and 𝑣𝑖+2 . We determine the
optimal position on 𝐿 using a golden search. The initial search interval [𝑠, 𝑡] is
determined by projecting 𝑣𝑖−1 and 𝑣𝑖+2 onto 𝐿. While the center of this interval
has a score higher than one of the endpoints, this endpoint is shifted along 𝐿 to
increase the size of the search interval by ‖𝑠 − 𝑡‖. This ensures that the search
interval contains a (locally) minimal value. We did not apply the smoothing step
for straight-line results as “smoothing” a vertex would be equivalent to removing
it.

(a)

(b)

Figure 5.1: The difference in result using the maximum-weighting scheme (a) and the sumweighting scheme (b).
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Experimental Protocol
We constructed trials using a range of shapes based on territorial outlines with
varying degrees of schematization and curviness parameterizations. We recruited
unpaid volunteers for an unsupervised online survey, largely through social networks and email lists. The estimated completion time was about 15 minutes per
person. We used a mixed-design varying shape and schematization style in three
tasks. Before the main evaluation tasks, we asked for basic demographic and
background information: age, gender, background (“visual art/design”, “geography/cartography”, “computer science/IT” and “other”) and experience with geographic maps, schematized maps, and schematized representations. Examples
were provided for these types of maps and representations. This also allowed us
to define the term “schematized” before it was used in subsequent tasks. While
asking these questions first may risk introducing some bias, we considered the
benefit of clarifying the terms used in the tasks as outweighing this potential cost.

5

Task 1. The first task involved selecting one of two presented shapes as the one
that was found more aesthetically appealing. Specifically, users were asked to
“Click on the image that you consider aesthetically more appealing. Do not overthink your answers and try to decide within a few seconds.” Each user was given
20 comparisons. The images were generated from 6 different territorial outlines in
four different styles and two complexity levels (6- or 7-arc schematization and 11or 12-arc schematization). This yielded 48 images in total. The pair of images being compared were of the same territorial outline, but with varying combinations of
schematization styles. Thus, there were 288 different pairwise comparisons from
which the sample of 20 was drawn without replacement (144 distinct pairs with
randomized position).
Which figure is the original?

Figure 5.2: For Task 2, users were asked to match a schematic shape to one of four alternatives, only one of which is correct. In this example the third is the correct
answer.
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Task 2. The second task involved matching a schematized shape with one of four
unschematized possible originals. Specifically, users were told “In this section,
we show you a single schematic image. Below this image are four shapes. The
schematic image represents one of these four shapes. Click on the shape that is
represented by the schematic.” The four alternatives were displayed in a random
order and represented different, but equally complex originals. They were constructed to resemble typical but fictitious territorial outlines (see Figure 5.2). We
had 6 sets of original outlines, each set consisting of four similar but different variants. For these 24 outlines, we generated 5-arc, 10-arc, and 15-arc schematizations in each of the four styles. The schematized stimulus outline was drawn from
a random selection without replacement of 288 possibilities (6 “countries” with 4
variants each, 4 styles and 3 complexity levels) but were selected to ensure even
distribution over the complexity levels. Each user was given 18 questions for Task
2. This task counterbalances for oversimplification (e.g. representing everything
with a perfect circle). We chose a high number of outlines to avoid unintentional
bias in the outlines to a particular style.
Task 3. The final task involved identifying which of two possible alternative shapes
are considered as the “simpler”. Specifically, users were asked to “Click on the
image that you consider “simpler”. Do not overthink your answers or count elements. Give your intuitive answer and try to decide within a few seconds.” Random shapes were drawn from a pool of 72 (6 countries, 4 schematization styles,
3 levels of Fréchet distance). The thresholds on the Fréchet distance were 0.015,
0.03 and 0.06 times the diameter of the input, yielding “high”, “medium” and “low”
levels of similarity (to the input) respectively. The same level of similarity and
same basic territorial outline were used in any given pairwise comparison leading
Curvy

Regular

Flat

Straight

Low

Medium

High

Figure 5.3: Sample of shapes (China outline) provided in user test. Columns show curvy,
regular, flat, and straight schematization. Rows show low, medium and high
level of similarity.
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to a possible pool of 216 question combinations (108 distinct pairs with randomized position). Each user was given 20 comparisons that were selected without
replacement. Figure 5.3 illustrates the various styles and levels of similarity. We
chose to use a consistent level of similarity instead of complexity. A single arc may
be considered more complex than a single line segment; however, arcs have a
higher expressive power. Using a consistent complexity risks biasing judgements
towards straight-line schematizations, though these sacrifice similarity (recognizability) to achieve this simplicity.
To support this reasoning, we measured the degrees of freedom (DoF) for
all shapes in Task 3 (see Table 5.1). This gives some indication of the “expressive power” used by the schematization algorithm. When we compare the DoF of
schematizations of the same input and similarity, they appear comparable across
styles (DoF curves / DoF straight-line: mean = 1.038, sd = 0.124). Perceived complexity, however, may differ from geometric complexity, as we intend to measure
via Task 3. Note that this also suggests that the algorithm is not unintentionally
biased toward a particular style.

5

Table 5.1: The degrees of freedom in the resulting schematizations for different styles,
inputs and Fréchet distance bounds.

Fréchet distance

Curvy

Regular

Flat

Straight

Africa

0.06
0.03
0.015

18
33
51

18
27
54

15
30
48

18
34
54

Brazil

0.06
0.03
0.015

27
60
96

27
54
108

24
57
102

22
52
102

China

0.06
0.03
0.015

18
39
87

18
39
93

24
42
87

24
46
82

Italy

0.06
0.03
0.015

24
42
87

27
45
96

27
42
102

24
40
98

Limburg

0.06
0.03
0.015

24
54
84

21
45
75

18
48
78

24
40
96

Switzerland

0.06
0.03
0.015

24
57
102

21
48
102

21
51
105

26
50
114
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Results
In total 322 people attempted the questionnaire; we processed the results from the
303 who completed all questions. The breakdown of respondents by age, gender, background, and experience with various map types is shown in Figure 5.5.
Caution has to be exercised in relating responses to background since there is
some dependency between gender and background as well as age and background (e.g., the majority of male participants are computer scientist). The group
of 68 years and older had only 3 participants and was excluded from analysis.
This provided 6000 responses for Task 1 (visual appeal) and Task 3 (simplicity)
and 5400 responses for Task 2 (recognizability).
Hypothesis 1. We used loglinear Bradley-Terry (LLBT) modeling [62] of the 6000
pairwise aesthetic preference comparisons to produce ranked “worth” scores for
each of the four schematization styles. The worth score allows the consistency
of preference to be assessed in forming an overall ranking of the four classes.
Figure 5.4 shows the ranking of the four styles in terms of aesthetic preference,
broken down by both gender and age. Consistently, the straight schematization
was regarded as the least aesthetically attractive. There was a significant influence of gender on the most preferred style with women preferring the curvy style
over other curved styles and men preferring the slightly less exaggerated regular
and flat styles. This difference may in part also reflect the differing backgrounds
of men and women in the study. We accept Hypothesis 1, but we conclude that,
while there is strong evidence for a preference of curves over straight lines, there
appears no universal agreement over the preferred style of curviness.
Hypothesis 2. We analyzed the success of respondents in matching schematized to non-schematized shapes (Task 2) to investigate recognizability. Answers
with response time over 4 minutes were excluded; this excluded 4 responses.
Figure 5.6 shows accuracy and response time as the complexity and schematization style was varied. A two-way RM-ANOVA was used to analyze the effects
Flat

Straight

Regular

Curvy
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5.1.4

0.3
0.2
0.1
0.0
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Figure 5.4: Style preference by age and gender.
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Figure 5.5: Profiles of the 303 respondents who completed all tasks.
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5 arcs

10 arcs

15 arcs
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Figure 5.6: Accuracy (top) and response time (bottom) for recognizability. For each combination of style and simplification 𝑛 ≈ 450. Error bars indicate 95%-confidence
intervals.

of style, complexity and their interaction. We used the logarithm of the response
times to normalize the distribution.
As expected, as the complexity decreases, the ability to correctly match shapes
decreases (𝐹(1, 5388) = 813.10, 𝑝 < 0.001) and the time taken to make a matching judgement rises (𝐹(1, 5388) = 102.84, 𝑝 < 0.001). Interestingly, there is also
a significant effect of style on accuracy (𝐹(3, 5388) = 4.76, 𝑝 < 0.005), displaying
a higher accuracy for curved schematization. When we look closer at the different
complexity levels, we note a strongly significant effect for complexity levels 10 and
15 (𝐹(3, 1795) = 41.82, 𝑝 < 0.001; 𝐹(3, 1795) = 7.08, 𝑝 < 0.001) and a significant
effect for complexity level 5 (𝐹(3, 1795) = 3.14, 𝑝 < 0.05).
We tentatively accept Hypothesis 2, but remark that the effect is mainly prominent at complexity level 10. This could indicate that, at the right complexity, curved
schematization can significantly improve the recognizability compared to straightline simplification. However, this should also be balanced against the perceived
simplicity (Hypothesis 3).
If we would measure simplicity via degrees of freedom, 10-arc curved schematizations should be compared to 15-arc straight-line schematizations. The effect
is still significant (𝐹(3, 1795) = 5.59, 𝑝 < 0.001) but the difference in means is no
longer prominent.
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Figure 5.7: Simplicity judgement by age.
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Hypothesis 3. In the study there was a strong agreement among respondents
as to what style of schematization appears to be the “simplest”. All age groups
regarded the (strongly curved) curvy schematization as being the least simple and
the straight-line representation to be among the simplest (see Figure 5.7). This
suggests we can reject Hypothesis 3 that curved schematization would be judged
as simpler than its straight-line equivalents.
Interestingly, this is at odds with the measured geometric complexity (via degrees of freedom). The geometric complexity is slightly favored toward the curved
styles, especially when taking into account that these shapes were also smoothed.
This indicates that perceived complexity indeed does not match the DoF. For example, the common use of straight lines in simplified representations may infer a
perception that straight-line representations are simpler, affecting the perceived
complexity. Future work might explore whether self-reported judgements of simplicity match the cognitive load required in interpreting such shapes.
Remarks. This study may underestimate the performance of the curvy style due
to the weighting scheme used (see Section 5.1.2). Although we expect that this
does not overly affect the results, further studies on curved schematization are
desirable. Curved schematization is not yet fully understood and a more extensive
study would be interesting.

5.2 Conclusions and Future Work
We conducted a user study to investigate what level of curviness is preferred in a
schematization. Users were asked to determine preference and visual complexity
of schematizations of different territorial outlines and curviness. We also tested
the recognizability depending on the curviness and the degree of schematization.
The results seem to indicate that the use of curves is preferred in schema-

Conclusions and Future Work
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tizations. Straight-line schematizations were consistently deemed the least aesthetically pleasing. (However, no stylization such as parallelism [107] or octilinearity [25] was used.) There was no concluding proof that a specific type of curviness
was deemed more pleasing. Although curved schematizations were preferred for
their aesthetics, straight-line schematizations were deemed visually less complex.
This suggests a trade-off between visual complexity and aesthetically pleasing results.
The use of curves has a significant effect on the recognizability of schematized shapes. While recognizability was neither helped nor hindered by the use
of curves at low and high complexities, for the mid-level schematizations the use
of curves increased recognizability. We conjecture that within a certain range of
schematization, curves are better at characterizing shape. This would imply that
the use of curves is not only aesthetically pleasing, but increases the informationcarrying capacity of a schematization.
Future Work. We explored the concept of curved schematization and compared
it to straight-line schematization. While this gives an indication of the power of
curved schematization, it would also be interesting to investigate how the tested
algorithm compares to other schematization algorithms (e.g., [25, 35, 52]). Our
user study implies that the use of curves might allow for a higher quality representation and as such promotes the use of curves in future research. However,
not just circular arcs, but also other types of curves (e.g., elliptical arcs, Bézier
curves) could prove interesting.
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Part III
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Networks
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The contents of this chapter have in part previously appeared in [40].
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6.1 Introduction
The schematization algorithms discussed in previous chapters generate highquality curved schematizations. However, they are limited when dealing with vertices of degree three or higher (junctions). So far we have required that junctions remain in place in the resulting schematization. This may be limiting when
schematizing highly connected networks. In this chapter we introduce an algorithm for the curved schematization of networks that is able to shift junctions as
well. We iteratively replace parts of the boundary by circular arcs, possibly spanning across junctions. A good continuation [73] of line features, especially at junctions, helps to strengthen their representation. For example, it may be preferable
for metro lines to continue smoothly at interchanges or for shorelines to span multiple countries (see Figure 6.1).
Related Work. Besides the work on network schematization already discussed
in Chapter 1, we make note of the following related work. Ti and Li [126] discuss the use of automated network distortion to improve the readability of metro
maps in congested areas. Roberts [109] recently showed that manually drawn
metro maps using curves are more efficient and effective than the long-standing
octilinear designs.

6

Organization. In Section 6.2 we present an iterative, topologically correct schematization algorithm using circular arcs. It allows junctions to be shifted, creating
arcs that continue “through” such vertices. We also show how to tailor our algorithm specifically to metro maps. In Section 6.3 we present experimental results
for three different scenarios: territorial outlines, road networks and metro networks. Our approach yields high-quality results for both territorial outlines and
metro maps. It appears less suitable for road networks. A lack of caricature (exaggeration of typical features) interferes with the subconscious link between road
type and shape. We also discuss the effect of the different algorithmic features on
the maximal complexity reduction. In Section 6.4 we reflect on the implications of
our design decisions.

(a)

(b)

Figure 6.1: At points where multiple curves meet, continuity may improve schematization.
(a) Continuity in metro maps. (b) Continuity for shorelines.
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6.2 Algorithm
Similar to the algorithm described in Chapter 4, we iteratively replace two neighboring circular arcs with a single arc while ensuring correct topology. We show
how to shift vertices of degree three and higher, reducing the required number
of arcs and improving the suitability for complex networks. Furthermore, in Section 6.2.3 we introduce some specific improvements geared towards metro maps.

6.2.1

Main Algorithm
Let 𝐼 be the input network consisting. We maintain a network 𝑁; initially, 𝑁 is
a copy of 𝐼 and consists only of straight edges (line segments). To create the
schematization, two edges in 𝑁 are replaced by a single edge (an operation). We
maintain as invariant that 𝑁 is topologically equivalent to the input network 𝐼. An
overview of the algorithm is given in Algorithm 2.
Stroke Partition. The main innovation of our algorithm is its ability to deal with
junctions. We allow the conceptual removal of a junction, joining two incident
edges into a single edge. The junction is then implicitly represented as the intersection of edges. To decide which edges may be joined by such an operation, we
partition the network into strokes. A stroke is a “natural” path through the network,
continuing “relatively smoothly” at junctions. Strokes may correspond to through
roads (e.g., [125]) or to coastlines spanning multiple territories.
To compute a stroke partition, we proceed as follows. We first assign each
edge to a unique stroke. Let 𝐸𝑣 be the set of incoming edges for a vertex 𝑣 of
degree two or higher. For any pair of edges 𝑒, 𝑓 ∈ 𝐸𝑣 we compute the angular
deviation. The angular deviation at 𝑣 equals 𝜋 minus the minimum angle between
𝑒 and 𝑓. We repeatedly combine the strokes of the pair of edges in 𝐸𝑣 with the
lowest angular deviation and remove them from 𝐸𝑣 . The stroke partition can be
computed in 𝑂(𝑑𝑖2 log 𝑑𝑖 ), where 𝑑𝑖 is the maximum vertex-degree in the network.
Algorithm 2 ComputeSchematization(𝑁, 𝑘)
Require: Network 𝑁 and desired complexity 𝑘
Ensure: Topologically equivalent circular-arc schematization of 𝑁
1:
2:
3:
4:
5:
6:
7:
8:
9:

Partition 𝑁 into strokes
Compute all operations 𝑂
while 𝑁 has > 𝑘 edges and 𝑂 contains an admissible operation do
Execute lowest-cost admissible operation
Remove operations involving a replaced edge
Update admissibility of operations
Create new operations involving the introduced edge
end while
return 𝑁
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Operations. We now define a set of operations 𝑂 that can be executed on the
network. An operation removes some vertex 𝑣 at which two consecutive edges of
a single stroke 𝑆 meet. For now, assume that 𝑣 has degree two: no other strokes
pass through 𝑣. Let 𝑢 and 𝑤 be the other endpoints of the two edges in 𝑆 that
are incident to 𝑣. A new edge should be inserted connecting 𝑢 and 𝑤. Thus, an
operation replaces two consecutive edge with a single edge.
We call an operation admissible if it maintains the correct topology. To ensure a
topologically equivalent result, the algorithm performs only admissible operations.
We further discuss admissibility later in this section.
The cost of a replacement indicates the dissimilarity between the replacement
edge and the represented input edges. We quantify this dissimilarity with the
Fréchet distance [111]. For a single edge in 𝑁 representing 𝑛 edges of the input,
this measure can be computed in 𝑂(𝑛 log 𝑛) time [111]. Using this measure to
weigh the operations we maintain a geometric correlation between the resulting
schematization and the geographic input.
The replacement with lowest cost for a given pair of edges may be inadmissible. To allow more flexibility, we add three replacements to the set of operations
𝑂. To this end, we create a discrete set of candidate replacements using arcs of
different radii and add the three replacements with lowest score. We generate
𝜋
these candidate replacements using angles of 𝑖 ⋅ with respect to line 𝑢𝑤 with
𝑘
−𝑘 < 𝑖 < 𝑘 for some parameter 𝑘; we used 𝑘 = 20 in our experiments.

6

Junctions. In the above we assumed that operations remove only vertices of degree two. We now introduce operations for two edges that meet at a junction. The
examples in Figure 6.1, illustrating the advantage of schematizing across junctions, have been generated using our algorithm without and with these additional
operations.
Let 𝑣 be a junction on stroke 𝑆. When replacing the edges in 𝑆 incident to
𝑣, we must ensure that the junction remains. This constrains the replacement
edge. We keep track of these constraints by marking 𝑣 as a virtual vertex on
the replacement edge. Note that 𝑣 is a virtual vertex only for strokes in which
is has been “removed”; for other strokes, it remains a regular vertex. There are
four cases that constrain the possible replacement arc. As 𝑣 is a junction, it is
included in at least two strokes; let 𝑆 ′ denote a second stroke that includes 𝑣.

𝑆
(a)

𝑆

𝑆
𝑣

𝑣

𝑣
𝑣

𝑆
𝑆
(b)

𝑆

(c)

𝑆
(d)

Figure 6.2: Dealing with junctions. Regular vertices are white dots, virtual vertices are
black. Replaced edges are indicated in gray, edges of other strokes are
dashed.
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Refer to Figure 6.2 for a visual representation of the cases described below.

(a) Vertex 𝑣 has degree 3. Hence, 𝑣 is an endpoint of 𝑆 ′ and we extend or
shorten the edge of 𝑆 ′ such that its endpoint lies on the replacement edge.
(b) Vertex 𝑣 has degree 4 and is a regular vertex on 𝑆 ′ . To maintain the degree4 vertex, we constrain the replacement edge to pass through 𝑣: only a
single replacement candidate remains.
(c) Vertex 𝑣 has degree 4 and is a virtual vertex on 𝑆 ′ . We can reposition the
virtual vertex of 𝑆 ′ along its arc. This admits flexibility in the replacement
edge and thus we use the same approach as for a degree-2 vertex.
(d) Vertex 𝑣 has degree 5 or more. As in case (b), we constrain the replacement
edge to pass through 𝑣.
An edge 𝑒 in the network may have any number of virtual vertices along its boundary. These virtual vertices can constrain further replacements involving 𝑒. Let 𝑧
be a virtual vertex on 𝑒. If 𝑧 originates from a replacement of case (a) or (c),
then its incident arc can be extended or 𝑧 can be repositioned. Otherwise, any
operation replacing 𝑒 must maintain the position of 𝑧, thus limiting the possible
replacements. If an operation is limited in this way by two or more virtual vertices,
a replacement is only possible if these vertices are cocircular with the endpoints
of the replacement arc.
Computing Admissibility. An operation is admissible if it maintains the correct
topology. To decide on admissibility, we proceed as follows. Let 𝑒1 and 𝑒2 be
the two replaced edges and let 𝑣 be the vertex at which these edges meet. Let
𝑢 and 𝑤 be the other vertex of 𝑒1 and 𝑒2 respectively. Finally, let 𝑒𝑟 denote the
replacement edge. An involved virtual vertex is a virtual vertex along 𝑒1 or 𝑒2 . The
involved vertices are all involved virtual vertices as well as 𝑢, 𝑣 and 𝑤. A virtually

(a)

(b)

(c)

(d)

(e)

(f)

Figure 6.3: Examples of topology violations of an inadmissible operation. 𝑒𝑟 given in black;
𝑒1 and 𝑒2 in gray. Other edges are dashed; extensions are dotted. (a) Intersection. (b) No extension. (c) Extensions intersect. (d) Vertex in the region
enclosed by 𝑒1 , 𝑒2 , 𝑒𝑟 . (e) Order of incident edges changed. (f) Order of virtual
vertices changed.
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involved edge is an edge that is incident to an involved virtual vertex; this does not
include 𝑒1 and 𝑒2 . The set of uninvolved edges contains all edges that are not 𝑒1
or 𝑒2 or an involved virtual edge. To compute admissibility, we check the following
conditions; if any of these is not satisfied, the operation is not admissible. These
conditions are illustrated in Figure 6.3.
(a) There are no intersections between 𝑒𝑟 and any uninvolved edge.
(b) Each involved virtual edge connects to or can be extended to 𝑒𝑟 .
(c) Extensions of involved virtual edges do not intersect.
(d) There are no vertices in the regions enclosed by 𝑒1 , 𝑒2 and 𝑒𝑟 .
(e) The order of incident edges around each involved vertex is maintained.
(f) The order of virtual vertices along 𝑒𝑟 and along the virtually involved edges
is maintained.
To quickly update admissibility, we maintain for each operation a set of edges
that cause inadmissibility: an operation is admissible if this set is empty.
Cycles to circles. When the start and end vertex of an operation are the same,
the definitions for the operations can become degenerate. We introduce an additional operation for this case. Let 𝑣 be the vertex being removed by the operation
and 𝑢 be the other endpoint of both edges. We define a set 𝐴 of anchor points that
the replacement circle needs to intersect. 𝐴 consists of all junctions along both
edges, possibly including 𝑢 or 𝑣, that cannot be moved. If 𝐴 has three or more
points all points are required to be cocircular, uniquely defining a replacement circle; otherwise no replacement is possible. When 𝐴 has at most two points, we
extend 𝐴 to two elements by adding, as required, 𝑢 and 𝑣 in order. Given the two
points in 𝐴 we regularly sample tangents angles around the connecting chord,
defining a set of possible replacement circles.

6
6.2.2

Analysis
We now analyze the asymptotic execution time of our schematization algorithm.
Let 𝑛 denote the number of vertices in the input and ℎ the number of junctions.
We first determine the time required to compute a single candidate operation. To
compute the cost, we compute the Fréchet distance between a single arc and
a polygonal line of at most 𝑂(𝑛) vertices in 𝑂(𝑛 log 𝑛) time [111]. For admissibility, we test whether the candidate arc intersects any other arc, requiring 𝑂(𝑛)
time. If the arcs being replaced contained virtual vertices, then the connected arcs
might need to be extended and could start to intersect. There are at most 𝑂(ℎ)
of these arcs, which are ordered along the replaced arcs. We need to test only
intersections between arcs that are adjacent in this order which takes 𝑂(ℎ) time.
In addition, for up to four arcs (the first and last on either side of the replacement
pair), we check whether they intersect any other arc, taking 𝑂(𝑛) time. Thus,
computing the cost and admissibility of a single operation takes 𝑂(𝑛 log 𝑛) time.
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At initialization of the algorithm we compute all operations. Since each candidate represents only two edges, we compute the Fréchet distance in 𝑂(1) time
and thus the initialization takes 𝑂(𝑛2 ) time. Performing an operation may change
the geometry or admissibility of other operations. The geometry of at most 𝑂(ℎ)
edges changes. Hence, we compute at most 𝑂(ℎ) new operations in 𝑂(ℎ𝑛 log 𝑛)
total time. Moreover, we remove the old edges from the sets of edges causing inadmissibility and insert the new edges where necessary. This also takes
𝑂(ℎ𝑛 log 𝑛) time. Thus, the complete algorithm runs in 𝑂(𝑛2 ℎ log 𝑛) time.
Solution Tree. A sample of the solutions generated by our algorithm is shown in
Figure 6.4. While the complexity of the map in Figure 6.4(b) is less than half of
the input complexity, the effect of schematization is barely noticeable. The map
in Figure 6.4(f) is highly schematized, but is also geometrically heavily distorted.
The optimal trade-off between geometric accuracy and simplicity for a schematic
map depends on its size, content and purpose.
Since the optimal number of arcs may not be clear a priori, it is desirable to be
able to interactively explore schematizations with different complexity. To this end,
we maintain not only the current schematic network 𝑁, but also some additional
structure that allows us to efficiently recover other intermediate solutions. Two
simple options for this structure are an operation list or an operation tree. Both
approaches use 𝑂(𝑛) space and take 𝑂(𝑛ℎ) time to recover an intermediate solution. We use a tree as the expected runtime is lower for schematizations of low
complexity. Original arcs are stored in leaves and parent nodes contain changes
made by an operation. With every node the current complexity is stored.

6

(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Figure 6.4: Sample of the possible schematizations for a network that represents Belgium,
France, Luxembourg and the Netherlands. (a) Input consisting of 238 arcs.
(b-h) Schematizations with respectively 100, 50, 35, 25, 18, 12, 6 arcs.
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Extensions for Metro Maps
We describe four extensions which are geared towards metro-map construction.
Distributing Stations. A typical metro network consists of a city center that has
many highly-connected stations and a number of lines that go to suburban areas
with more sparsely distributed stations. The map, and consequently the schematization, is constrained by the high density of the city center network. We want to
distribute the stations more evenly across the map, increasing the scale of the center and decreasing the scale of the suburbs. This better distribution of the network
improves readability [83] and frees up space for schematization purposes. Distributing the stations necessarily distorts the geography of the network however.
To maintain a good relationship with the original geography we use minimumdistortion focus maps [38]. Focus maps minimize distortion in the network while
scaling subsections of the network. To this end, a scale factor can be attributed
to each vertex in the network. We set the desired scale factor of a station 𝑣 to be
1 + 𝑐 ⋅ 𝑘𝑣 , where 𝑘𝑣 is the number of stations within a disc of radius 𝑑 around 𝑣,
and 𝑐 and 𝑑 are user-specified constants. Note that this sets all scale factors to
at least one.

6

Stroke Partition Revisited. For metro maps, it is desirable for a single line to
continue smoothly at an interchange, even if the angular deviation is high in the
original geography. Hence, we change the stroke partition to a two-step process.
In the first step, we aggregate adjacent metro connections having the same set
of metro lines into preliminary strokes. If a metro line has multiple branches, we
aggregate based on the smallest angular deviation. In the second step, we aggregate the preliminary strokes using angular deviation as before.
Interchanges. In the final metro map, interchanges are drawn as circles with
some given radius 𝑟. Hence, the lines at the interchange do not have to intersect
in a single unique point: we may admit some leeway depending on 𝑟. In particular,
we maintain for an interchange a smallest enclosing disk of the intersections of
the incident lines. Topological errors within the disk are allowed, since drawing
the disk hides them. We constrain this flexibility by maintaining the order of the
incident lines around the boundary of the disk. Moreover, we bound the maximum
radius of the smallest enclosing disk by 𝑟.
Rendering. To visualize a schematic metro map, we draw the metro lines in
appropriate colors. Where multiple metro lines connect two stations, we draw
parallel metro lines. The use of circular arcs makes this comparatively simple: we
use concentric arcs in such a situation, with slightly varying radius. The ordering
of such parallel connections is a problem in itself (see e.g. [95]), one we do not
consider here. Though algorithms exist, we manually set the order in our results.
Aside from visualizing the metro lines, a metro map should also have vertices for
each station. During rendering, we hence reinsert the degree-2 vertices removed
during schematization by distributing them evenly along the appropriate edge.
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6.3 Results
We consider three different use cases: territorial outlines, road networks, and
metro maps. Our algorithm produces high-quality results for both territorial outlines and metro maps. For road networks, a high complexity reduction can be
obtained but the resulting maps are less suited to their purpose.
Territorial Outlines. Territorial outlines are typically low-density networks and
contain a low number of junctions. Due to the sparseness of the network features
can often be combined even through multiple junctions. This benefits the resulting
schematization. Schematized these feature as a single arc prevents an increase
in the saliency of the belonging junctions. As an example, see the combined
shoreline of France, Belgium and the Netherlands in Figure 6.5.
Figure 6.5(b) shows the result of our algorithm for a map of the European
Union. Note that many of the coastline features have been replaced by single
arcs. For comparison, in Figure 6.5(c) the result of the schematization algorithm
described in Chapter 4 is shown. In this schematization junctions are fixed and no
operations are performed on pairs of edges that meet at such a vertex. As a consequence, the junctions become more visually dominant in the schematized map,
which is likely undesirable. It also prevents the schematization from reaching the
same low complexity, as nearby junctions require small details to be maintained.
In contrast to the method described here, the algorithm from Chapter 4 maintains the exact area of every country. The preservation of exact and relative sizes
of countries is not guaranteed in the method described here (e.g., compare Luxembourg, Denmark and the Netherlands). Furthermore, due to shifts of junctions,
some borders can become illegibly short (e.g., the boundary between Switzerland
and Austria). The result is topologically equivalent, but drawing the geometry with
nonzero-width lines causes very small elements to be obscured. It is, however,
easy to extend the admissibility of operations to include a check for a minimum

(a)

(b)

(c)

Figure 6.5: Schematizing the borders of the European Union, augmented with shorelines.
(a) Geographic map. (b) Schematization with 68 circular arcs. (c) Schematization with 123-arcs resulting from the algorithm in Chapter 4.
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246
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261
1227
213
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335
397

491
526

(a)

(b)

(c)

Figure 6.6: Schematizing the province boundaries in Netherlands. (a) Geographic map.
(b) Schematization consisting of 54 circular arcs. (c) Thematic map of the
population density in the Netherlands using our schematization.

distance between affected boundaries. The output then adheres to these minimal
distances, assuming the input also does.
Figure 6.6 shows a schematization of the provinces of the Netherlands. The
ability to schematize across junctions helps capture both the western coastline and
the typical shape of the north-eastern border. As most borders between provinces
are represented by a only a few arcs, the result gives a very stylized impression.

6

Road Networks. Road networks are typically very densely connected with many
junctions. In contrast to territorial outlines and metro maps, however, the geometry of a road is implicitly correlated to the type of road. A wiggly mountain road
that has been “schematized” to a smooth curve could easily be misinterpreted
as a highway. To maintain this implicit correlation, a form of caricature is often
required when schematizing roads [76]. By exaggerating the features of roads,
the association to their respective road types is maintained. Due to our geometric
approach, our algorithm is unlikely to produce a road map that has a “schematic
appearance” in this sense. Regardless, we investigate road networks to evaluate
the possible complexity reduction in very dense networks.
The road network around Würzburg, Germany, is shown in Figure 6.7(a). Our
algorithm is able to reduce the complexity by roughly 82%, from 2965 to 540 circular arcs (see Figure 6.7(b)). The ability to schematize junctions allows for a
significantly higher complexity reduction. Without the ability to schematize junctions no admissible operations exist anymore at 1566 edges (see Figure 6.7(c)).
The high complexity of the input map in Figure 6.7(a) limits the schematized
look attainable even though complexity is greatly reduced. We also apply our
algorithm on a generalized version of the same road network (see Figure 6.8(a)).
While the schematization is more pronounced in these maps (see Figure 6.8(b)),
local roads in the input map have been schematized into single, smooth arcs.
As a consequence it is impossible to distinguish large through roads from local
roads without additional knowledge. Schematizations using a higher complexity
may give more reasonable results (see Figure 6.8(c)), but they require a lower
complexity reduction limiting the effectiveness of the schematization. While part

(b) “Schematization” with 540 circular arcs

(c) Without operations on junctions: 1566 arcs

Figure 6.7: Schematizing the road network of Würzburg. While less suitable for curved schematization, we use road networks as examples
of highly dense networks.

(a) Geographic map with 2965 edges
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(a)

(b)

(c)

Figure 6.8: Schematizing the road network of Würzburg. (a) Generalized map with 648
edges. (b) Schematization with 35 circular arcs. (c) Schematization with 60
circular arcs.

of this problem may be solved by introducing more context (e.g., color-coding by
road type) it brings into light the need for typification in road simplification.

6

Metro Maps. The networks of metro maps are usually heavily schematized and
have a matching rendering style. As metro maps contain mainly connectivity information, caricature of actual lines is not important. Thus, we do not expect similar
recognition problem as with road networks. We computed our results using the
extensions described in Section 6.2.3.
Our results for Vienna are shown in Figure 6.9(a-c). Distorting the input geometry creates extra space in the center of the map, thus allowing for a better
schematization of the network. The circular arcs create a sense of continuity along
the metro lines, while giving a very stylized appearance. Figure 6.9(d) shows the
same network drawn by the algorithm of Fink et al. [49]. Their use of Bézier curves
leads to a smooth drawing, but has less of a stylized appearance.
In Washington (see Figure 6.10) multiple metro lines connect the same stations. The stroke partition merges connections where the same lines run in parallel and determines continuity of lines at the junctions (interchanges). The result
is a simple and stylized map.

(a)

(b)

(c)

(d)

Figure 6.9: Schematizing the metro network of Vienna. (a) Geographic map. (b) Schematization using 19 circular arcs. (c) Schematization using 13 circular arcs. (d)
Schematization by Fink et al. [49].
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(a) Geographic map

(b) 23 circular arcs

(c) 14 circular arcs

Figure 6.10: Schematizing the metro network of Washington, DC.

6

Figure 6.11: Schematization of the metro network of London with 70 circular arcs.
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As a final example, we show the schematization of the metro map of London
as computed by our algorithm (see Figure 6.11). Despite the networks complexity
the algorithm is able to represent it using only a comparatively low number of
arcs. The complexity of the map does bring some issues to the front. Specifically,
a number of stations are placed very close to one another and overlap when they
are drawn as circles. This inherently reduces the legibility of the map. Future work
may investigate ways of appropriately dealing with distance constraints between
stations and lines.

Complexity Reduction. Our algorithm is composed of different schematization
components, but it is unclear how they affect the minimum complexity that can
be obtained. So far we mainly focused on the ability to schematize across junctions. For metro maps we also introduced automated distortion and the ability to
treat interchanges as discs instead of points. Here we briefly investigate the effects on the minimum complexity. Table 6.1 presents a summary. The additions
are cumulative from left to right: the last three columns also include operations on
junctions; the last two columns also includes distortion. While the lowest complexity schematization is not necessarily the optimal schematization, it nevertheless
gives an indication of the ability of our algorithm to obtain abstract low-complexity
schematizations. Many of the figures in this paper use a few arcs more than the
minimum, since the lowest attainable complexity may cause undesirable deformations (see Figure 6.4(f)).

6

As expected, the ability to schematize across junctions has a large effect on
the complexity. In contrast, both the distortion of the input map and the leeway at
interchanges, appear to have only a minor effect on the minimum complexity (if
any). However, the complexity of the schematization does not capture all aspects.
Distorting the input network, for example, greatly enhances the overall spacing,
avoiding visual clutter and increasing legibility.

Table 6.1: Minimum complexity of schematization achievable with our various additions.
The last two additions are used only for metro maps.

Map

Input

Basic

Junctions

Europe
Netherlands
Würzburg

1669
494
2965

105
54
1566

56
42
540

Vienna
Washington
London

90
99
339

25
22
128

12
12
72

Distortion

Interchanges as disks

12
12
69

11
12
67
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6.4 Discussion
The results in Section 6.3 are satisfactory, but room for improvement remains. In
this section, we discuss the results and design choices of the algorithm.
Our algorithm allows for easy integration of both hard constraints and soft constraints. For hard constraints, the admissibility of operations should be modified
accordingly. To include additional soft constraints, the weighing of operations can
be modified. For example, weights can be modified based on the resulting circular
arc (similar to Chapter 4) or on the location of the operation (similar to the work of
Van Dijk et al. [39]). We must be careful when combining different soft constraints,
to avoid an average solution that is worse that either solution separately.
Our results show that road networks appear unsuitable for purely geometric
schematization. This is in line with previous work, stating that road networks require caricature [76]. That this does not cause similar problems for territorial outlines is likely due to the inherent expectations of such geographic boundaries.
Country and province borders usually are not smooth, low-complexity curves.
Therefore, observing a low number of circular arcs is a strong indication that the
map is schematized. A smooth road is not unusual though and may be associated
with a specific road type. Interestingly, this assumption for territorial outlines is not
always valid: for example, many of the state boundaries in the US are of very low
complexity. This raises the question if a higher level of schematization is needed
to attain the same perceived level of schematization (see Figure 6.12).
Schematization with circular arcs appears effective in metro maps. Metro
maps mainly focus on connectivity and the abstract style of circular arcs fits this
purpose well. Maintaining continuity across junctions helps reinforce the structure
of the network. The preliminary results from this paper should, however, be further validated in future work. Research into the usability of curved metro maps
was recently started [109], but a further study of the effects is required, also for
different map types. For metro maps it would also be interesting to see if the property of continuity at junctions can be exploited further. Strokes might be required
to always continue smoothly at junctions. This would improve legibility at these

(a)

(b)

Figure 6.12: Schematization of the USA with 103 circular arcs. The complexity of geographic shapes may affect the perception of schematization. (a) Geographic
map. (b) Schematization using 103 circular arcs.
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positions, be it at the cost of maintaining more degree-2 vertices. The increase in
complexity may, however, detract from the visual clarity obtained through extensive schematization. Moreover, as an edge may represent multiple metro lines, it
may be infeasible for sufficient lines to continue smoothly at these vertices.
Iteratively selecting the best operation ensures a fast and comparatively simple
algorithm. However, it does not guarantee that the obtained result is optimal.
Also, it may be rather unstable: a minor change in the input may greatly affect
the output. Stability is important for networks that change over time. Ideally, one
would design a stable algorithm that computes an optimal schematic map, e.g.
the map with highest similarity given some maximum complexity. However, it is
likely that such an algorithm has significantly higher computation time.

6.5 Conclusions and Future Work

6

We presented an algorithm for circular-arc schematization of geographic maps.
Our algorithm is able to schematize across junctions (vertices of degree three or
higher). We did preliminary experiments for three different use cases to test the
effectiveness of our algorithm. The results obtained for both territorial outlines and
metro maps are of high quality. For road networks the lack of caricature makes
the result less effective as a schematization. We also evaluated the potential complexity reduction attainable using the different features of our algorithm. From this
evaluation we conclude that the ability to schematize across junctions is the most
significant feature that allows for a high complexity reduction. The experimental
results in Section 6.3 are satisfactory, but room for future work remains.
Our algorithm selects three potential replacement candidates based on the
Fréchet distances of a sampling of possible options. Monotonicity along the input
curve is not important for schematization though. The one-sided-weak Fréchet
distance (see Chapter 2.5) allows directly computation of the optimal replacement
arc. This may improve the quality of the replacements and speed up computation.
We use a stroke partition to decide how edges are combined across junctions.
This use of strokes has both benefits and drawbacks. Advantages of our partitioning method are its efficiency and simplicity. The main drawback is that the criterion
is local and this may negatively impact schematization: local continuity need not
correspond to continuity from a global perspective (see Figure 6.13). Without a
stroke partition we could determine continuation on-the-fly and even switch continuation if this is better suited at different levels of schematization. Future work
could investigate if the set of operations can be extended to include this.

(a)

(b)

(c)

Figure 6.13: Different local and global continuity depending on the strokes detected.
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The contents of this chapter have in part previously appeared in [26].
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7.1 Introduction
Most people depend on maps for navigation. Regular maps, however, do not
ensure that time and distance correlate equally across the map. A village just on
the other side of a mountain range might be hours away, whereas a city miles
away is only five minutes driving. Temporal conditions, such as traffic jams or
roads blocks, can make these effects even more pronounced.
To counteract this, visual cues are used to display (relative) travel times, commonly using colors (see Figure 7.1(a)). Size, however, is a better means to visualize numerical attributes [110]. As an alternative to color, length could also be used
to show travel time on stretches of road. As a visual variable, length has a better
association to quantity than color. “Relative lengths” of stretches are immediately
quantified, whereas “relative colors” do not have a clear interpretation. These
observations have led to the development of linear cartograms [15, 31, 70, 117].
Linear cartograms display travel time by distorting the base map. Two types
of linear cartograms exist: centered and non-centered. The former has a “center” location and only distances to this location correspond to actual travel time.
The latter type attempts to have all pairs of locations at travel-time-proportional
distances, which is generally not possible without error. By distorting the map,
linear cartograms give a more intuitive sense as to what is nearby, in time, on the
map. The distortion of the map, however, can make recognition and usage of the
cartogram harder [75]. Items on the map might be far removed from their position
on the base map, making it hard to find specific items (see Figure 7.1(b), which
was computed with the method described in [18]).
We introduce an alternative model that is well suited to visualize travel times on
road networks. Instead of distorting the base map, we keep the locations fixed and
“distort” only the edges. We do so by using sinusoid curves (see Figure 7.1(c)).
Our approach has the advantage that the base map remains undistorted, while
length can still be used to quantify and visualize travel time. The resulting maps
create a dramatic effect and can also be used in animations, where an increased

7

(a)

(b)

(c)

Figure 7.1: Expected travel times in the Netherlands during morning rush hour. (a) Color
coding. (b) Linear cartogram. (c) Linear cartogram with fixed vertex positions.
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travel time (delay) is shown by an increased amplitude or frequency. Of course the
curves might intersect if not placed carefully. We study the algorithmic problem of
generating crossing-free linear cartograms according to our new model.
Related Work. In addition to the results on linear cartograms [15, 31, 70, 117],
several other papers are also related. Weights of edges (but for very different applications) can also be visualized by the width [8]. When drawing planar graphs
with fat edges, the occupation of space by these edges is the main concern. Drawing edges with curves (e.g., [55]) has received considerable attention. Lately,
more specifically, the use of circular arcs for edges has received attention (e.g., [46]),
in particular the creation of Lombardi drawings [44]. The use of regular sinusoid
curves to indicate relative length was recently introduced by Nielsen et al. [94] for
the visualization of connectivity graphs in genome sequencing. Lastly we note
the topic of map labeling, where a suitable position of each label must be found
among a set of candidate positions (see [135] for a survey). In particular the edge
labeling version studied in [101, 121] is closely related (see Section 7.4).
Organization. Section 7.2 explains the model used to find suitable curves, and
how to fit cubic Bézier splines. Section 7.3 discusses the optimal placement of
curves, but also shows the restrictions of this approach. In Section 7.4 we prove
that under a mild realistic input assumption, a non-overlapping choice of placement of the curves can be computed in 𝑂(𝑛 log 𝑛) time, if such a placement exists.
We also study the problem of maximizing the centered curve positions under the
condition that all curves can be placed, which is NP-hard (Section 7.5). Section 7.6
discusses a heuristic approach to compute a solution maximizing the edges in
centered position. In Section 7.7 we show how our techniques can be applied
to create animations of time-dependent data such as traffic conditions. Finally,
in Section 7.8 we discuss the advantages and disadvantages of the proposed
method and look at possibilities for future work.
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7.2 Preliminaries on Fitting Curves
Problem Setting. We assume a planar graph with a fixed embedding is given,
along with the travel times for all edges. We compute a linear cartogram with the
same topology and embedding, where all edges are drawn as sinusoid curves
whose lengths are proportional to the specified travel times. For each edge 𝑒 we
define a region close to 𝑒 and draw a curve with the specified length inside that
region. To avoid intersections among the curves, we make sure that regions of
different edges do not intersect. We consider three possible placements of the
regions: above the edge, centered, or below the edge (see Figure 7.2). When
centered, the curve occupies a diamond-shaped region where the edge is a diagonal of the diamond. In the other two positions the region occupied by the curve
forms an isosceles triangle where the edge forms the base. To minimize visual
distortion we prefer to place curves in the centered, diamond-shaped position. Reducing the problem solely to the centered positions, however, is overly restrictive,
as shown in Section 7.3.
We call the length of the diagonal of each region that is normal to its edge
𝑒 the width 𝑤𝑒 . The width is directly determined by the length of the edge, the
associated travel time and the desired frequency. The two triangles and diamond
of an edge induce four parts the region could occupy, called zones (see Figure 7.2
(d)). The diamond-shaped region is the center zone of an edge and the triangular
regions are the off-center zones. The vertex of a triangle or diamond that is not
part of the edge is called the apex. Any edge is associated with four apices, one
per triangular region and two for the diamond-shapes region. For convenience
we regard the edges as directed and refer to the triangle to the right of the edge
as the top triangle and the triangle to the left as the bottom triangle. This does not
in any way affect the results.

7

Different Shapes. We represent the distorted edges with 𝐶 2 -continuous cubic
Bézier splines. This type of curve is already commonly present in many maps
(e.g., [112]). Using a 𝐶 2 -continuous spline maintains continuity of the edges. We
fit the Bézier spline inside a region representing the widened edge, more specifically a triangular- or diamond-shaped zone. However, the general approach is not
limited to triangles. Other shapes such as rectangles, ellipsoids, or non-regular
shapes could also be used (see Figure 7.4). Nevertheless, since space around
vertices is limited, tapering shapes, such as triangles, are less likely to intersect

𝑤

𝑤
𝑤

(a)

(b)

(c)

(d)

Figure 7.2: (a)–(c) The regions with width 𝑤𝑒 for edge 𝑒. (d) The zones and apices of 𝑒.
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and hence allow a greater range of feasible solutions. Non-uniform shapes, such
as a rectangle in the center of an edge, are also suitable.
We study the algorithmic aspects of fitting curves using triangular and diamond-shaped zones. Both the algorithm of Section 7.4 and the NP-hardness
proof of Section 7.5 also hold for uniform rectangular zones. Our algorithm does
not work for ellipses, however, in this case there is a trivial 𝑂(𝑛2 ) algorithm.
Curve Length in the Triangle Model. It is possible to fit a 𝐶 2 -continuous sinusoid cubic Bézier spline such that the length of the fitted curve is (nearly) linearly
proportional to the width of the edge. The sinusoid spline starts and ends at the
endpoints of the edge, so the number of oscillations is a multiple of one half. We
let the number of oscillations used depend on the edge length and the specified
travel time. For consistency we either keep the length of all oscillations (the frequency) or the edge width equal across the network.
Each oscillation is represented by two cubic Bézier curves. The control points
of the Bézier curves are evenly distributed along the outer edge of the zone (see
Figure 7.3(a)). As the control points are equally spaced and the tangents of
two consecutive curves are aligned, the connection between consecutive Bézier
curves is 𝐶 2 -continuous. A degenerate case occurs when two curves 𝑐1 and 𝑐2
connect at the apex 𝑝 (see Figure 7.3(b)). To keep the connection 𝐶 2 -continuous,
we select as the connection point the center of the third control point of 𝑐1 and the
second of 𝑐2 (see Figure 7.3(c)).
The exact length of a cubic Bézier curve cannot be computed by a closed
formula, but it can be 𝜖-approximated by regularly sampling the curve. In Figure 7.5(a) and 7.5(b) the relation between the width, respectively area, of a zone
and the length of the fitted Bézier spline is plotted for different edge lengths.

𝑝
𝑐
(a)

(b)

𝑝
𝑐

𝑐

𝑐

(c)

Figure 7.3: (a) A sinusoid curve that is fitted to a diamond-shaped area. (b) The spline is
not 𝐶2 -continuous as the tangents of curve 𝑐1 and 𝑐2 do not line up. (c) The
continuity is restored when point 𝑝 is moved down.
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(a)

(b)

(c)

Figure 7.4: Different edge shapes for the Indian railroad network. Frequencies are exaggerated for display purposes. (a) Triangles. (b)
Rectangles. (c) Ellipsoids.
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7.3 Optimal Assignment of Centered Curves
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To minimize the distortion introduced by lengthening edges, curves should preferably be centered on the edge they represent. Here we explore the effect of placing
all curves in their centered region. We assume that edge length and travel time
(the desired edge length) are given as input variables. This leaves two variables
that can be used to fit curves of the correct length: edge width (amplitude) and
curve frequency. To minimize the number of visual variables we fix either the frequency or the edge width. This directly determines a function relating the required
curve length to the edge width, respectively, frequency.
When fixing the edge width (and thus the amplitude), the length of a curve is
directly related to the number of oscillations on the edge. Using basic geometry
we can compute the maximum edge width that still has a viable, non-overlapping,
solution for the entire network. A solution with a maximum width has a minimum
frequency, which may be preferable to distinguish oscillations (see Figure 7.6(a)).
Any solution with a smaller width can be obtained through scaling.
Instead of fixing the edge width, we can also fix the curve frequency for all
edges. The required length of the curve now directly implies an edge width for all
edges. When the frequency is too low the regions belonging to different edges will
overlap. To prevent overlap, we compute the minimum feasible frequency (see
Figure 7.6(c)). As frequency changes maintain the relative edge widths, we can
apply similar geometry as before.
Highly urbanized areas have a high edge density and are often restricted to
only small section of the map. To make things worse, these critical areas often
combine a high edge density with a high likelihood of delays. This causes the
minimum frequency for the entire map to be highly constrained. We can increase
flexibility by also allowing the curve to be placed in the two outer triangular regions.
This allows solutions with a lower minimum frequency, but changes the problem
into an assignment problem which we discuss in the next section.
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Figure 7.5: (a) Relation between the width of an edge and the length of the fitted spline for
different edge lengths. (b) Relation with the size of the area that is fitted.

(c)

(a)

(d)

(b)

Figure 7.6: Expected travel times on the main highway network in the USA. The dense area in the East of the USA overly restricts the results
in the rest of the map. Placement regions are indicated in the insets. Bottleneck regions are indicated in red. (a) Using equal
edge widths. (b) Using equal frequency.
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7.4 Efficiently Computing Placements of Curves
For each edge we have three candidate regions, a diamond and two triangles, and
we must choose one per edge so that the choices do not intersect. Essentially the
same problem was studied by Poon et al. [101] for rectilinear map labeling. They
showed that the problem of selecting non-overlapping regions can be transformed
to a 2-satisfiability (2-SAT) instance. In a 2-SAT instance a Boolean formula is
given that contains a conjunction of disjunctions, where each disjunction consists
of two Boolean variables or their negation. An example of such a formula would
be (¬𝑎∨𝑏)∧(¬𝑐∨¬𝑏)∧(𝑎∨¬𝑐). Each disjunction consists of at most two variables
or their negation, but variables can be present multiple times in the formula.
For each edge 𝑒𝑖 we use two Boolean variables 𝑥𝑖 and 𝑦𝑖 , where 𝑥𝑖 = True if
(and only if) we use the top triangle and 𝑦𝑖 = True if (and only if) we use the bottom
triangle. Hence, 𝑥𝑖 = 𝑦𝑖 = False means we use the diamond-shaped region (see
Figure 7.8). To enforce the use of one of these three options, we add the clause
(¬𝑥𝑖 ∨ ¬𝑦𝑖 ) to the 2-SAT formula.

¬
¬

¬
¬

¬
¬

¬
¬

Figure 7.7: Assignment of variables to the zones of an edge.

To ensure that we never choose intersecting triangles or diamonds of two different edges, we make corresponding 2-SAT clauses. That is, when, for example,
two regions 𝑥𝑖 and ¬𝑥𝑗 overlap we add the clause (¬𝑥𝑖 ∨ 𝑥𝑗 ). The conjunction of
all 2-SAT clauses gives a 2-SAT formula that is satisfiable if and only if there is a
choice of regions, one per edge, that are non-overlapping.
Satisfiability of 2-SAT formulas can be tested in time linear in their length [2].
The values of the Boolean variables directly relate to a feasible region for each
edge. There can be quadratically many pairs of intersecting regions, so in the
worst case the formula has quadratic length. This leads to a straightforward
quadratic time solution using standard techniques. The runtime can be improved
to 𝑂(𝑛4/3 polylog 𝑛) time using advanced and rather impractical techniques [121]
(see also [46]).

¬

¬

¬

¬

(¬𝑥 ∨ ¬𝑦 ) ∧ (¬𝑥 ∨ ¬𝑦 ) ∧ (¬𝑥 ∨ ¬𝑦 )
Figure 7.8: Two edges with an overlapping zone and the resulting 2SAT-formula.
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Reduced Time Algorithm
Algorithm 3 Compute area arrangement(𝑆, 𝑘)
Require: Planar graph with 𝑛 edges and 4𝑛 matching zones.
Ensure: A non-overlapping selection of zones.
1: Create 2𝜋/𝛽 trapezoidal decompositions based on the edges.
2: Mark all zones that are intersected by an edge.
3: Create the arrangement of the valid zones.
4: Detect all overlaps between zones.
5: Generate the corresponding 2-SAT formula and solve it.

7

We show that 𝑂(𝑛 log 𝑛) time can be achieved under a very mild realistic input assumption: for each edge, the apices of its triangles and diamond have angles at
least 𝛽, for some constant 𝛽 > 0. That is, regions may not be arbitrarily wide compared to their edge length. For the original problem this implies that the travel time
is bound by a constant fraction of the edge length and cannot be arbitrarily large.
The improvement is based on computing an equivalent 2-SAT formula that has
only linear length and that can be constructed in 𝑂(𝑛 log 𝑛) time. More precisely,
the 2-SAT formula has 𝑂(𝑛/𝛽 2 ) clauses and is constructed in 𝑂((𝑛 log 𝑛)/𝛽) time.
An overview is given in Algorithm 3.
We first observe that if any edge 𝑒 intersects a zone of a different edge 𝑒 ′ ,
then that zone cannot be used (see Figure 7.9(a)). Hence to be satisfiable one
or both Boolean variables of 𝑒 ′ are forced to be instantiated such that this zone
is not used. After finding and removing these zones, we build the arrangement
of the remaining zones. We show that the arrangement has complexity 𝑂(𝑛/𝛽 2 ),
implying that there will be at most that many clauses in the Boolean formula.
To determine all zones that intersect some edge, we use a number of fixeddirection ray shooting data structures in the set of edges (edges are disjoint since
our input is planar). A fixed-direction ray shooting structure is simply a trapezoidal
decomposition preprocessed for planar point location; it can be built in 𝑂(𝑛 log 𝑛)
time and supports queries in 𝑂(log 𝑛) time. We choose a set 𝐷 of 𝛿 = 𝑂(1/𝛽)

¬
¬

(a)

(b)

Figure 7.9: (a) Zone 𝑦𝑖 can never be used at it overlaps all zones of the intersecting edge.
Any satisfiable solution uses zone ¬𝑦𝑖 . (b) A vertical trapezoidal decomposition of the edges (fat black) preprocessed for point location allows querying for
the nearest edge above (below) any given point in 𝑂(log 𝑛) time.
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ஹఉ

ஹఉ

ஹఉ

Figure 7.10: Illegal zones either have an edge ending inside them, or have an edge crossing them. Both cases can be detected using one of the ray shooting structures
as the angle at the apex is at least 𝛽.

equal-spaced directions, ensuring that every apex of a triangle or diamond has
a direction in 𝐷 that points to its inside. For each direction in 𝐷 we build a rayshooting structure for that direction.
We perform 𝛿 ray-shooting queries from each endpoint 𝑝 of each edge. Whenever the ray hits some edge 𝑒, we test if any zone of 𝑒 contains 𝑝, and if so, we
remove that zone. Then we perform another 4𝑛 ray-shooting queries, one for
each apex of each edge. The direction of a ray 𝑟 is toward the defining edge 𝑒.
If 𝑟 does not hit 𝑒 as the first edge, then we can remove that zone of 𝑒. Together
all ray-shooting queries identify all zones that cannot be used in a solution (see
Figure 7.10). This step takes 𝑂((𝑛 log 𝑛)/𝛽) time in total.
We build the arrangement of all remaining zones to find intersecting pairs efficiently [61]. Vertices in the arrangement are either from the remaining zones or
intersection points of remaining zones of different edges. The latter give rise to
a clause to be included in the 2-SAT formula. We can show by a packing argument that the arrangement of the remaining zones has complexity 𝑂(𝑛/𝛽 2 ) (see
Section 7.4.2). Hence, we add at most this many clauses to the 2-SAT formula.
Theorem 7.1. Let 𝐸 be a set of 𝑛 disjoint edges in the plane, each with an isosceles triangle to one side, an isosceles triangle to the other side, and a diamond
with the edge as its diagonal. If the apices of the triangles and diamond have an
angle at least 𝛽 > 0, then we can find in 𝑂((𝑛 log 𝑛)/𝛽 + 𝑛/𝛽2 ) time a choice of
a triangle or diamond for each edge in 𝐸 such that choices of different edges do
not intersect.
7.4.2

Packing Argument
We assume that all edges have at least an angle 𝛽 at their apex and that 𝛽 integrally divides 2𝜋. If this is not the case we set 𝛽 to be the largest value smaller than
𝛽 that does. We show that this requirement restricts the total number of overlaps
between remaining zones. Recall that no remaining zone intersects an edge.
Lemma 7.1. Let set 𝑆 be a set of isosceles triangles intersecting an isosceles
triangle 𝑇, where each element 𝑠 ∈ 𝑆 has the same length sides as 𝑇. The total
area that can be covered by the union of all triangles in 𝑆 is bounded by 𝑂(‖𝑒‖2 ),
where ‖𝑒‖ is the length of a side of 𝑇.
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Figure 7.11: The maximum area that can be covered is bounded by 𝑂(‖𝑒‖2 ).

Proof. As all triangles considered are isosceles triangles, we know that if the sides
have length ‖𝑒‖, the length of the base is bounded by 2‖𝑒‖. All points that can be
covered by the intersecting triangles of 𝑇 lie within a rectangle with sides proportional in ‖𝑒‖ (see Figure 7.11). Hence, the maximum area covered by the union
of all intersecting isosceles triangles is bounded by 𝑂(‖𝑒‖2 ).
Lemma 7.2. The number of remaining, larger isosceles triangles intersecting an
isosceles triangle 𝑇 with sides of length 𝑒 is bounded by 𝑂(1/𝛽 2 ).

7

Proof. Define for each intersecting triangle an angle 𝛾 corresponding to the counterclockwise angle between its edge when encountered clockwise and the unit
vector (1, 0). We partition all intersecting triangles by the angle 𝛾 into of a set of
intervals [𝛼, 𝛼 + 𝛽], where 𝛼 ∈ {𝑖 ⋅ 𝛽 : 𝑖 is integral and 0 ≤ 𝑖 ≤ 2𝜋/𝛽 − 1}. We bound
the number of triangles within one interval by 𝑂(1/𝛽). We assume that 𝛽 < 𝜋/3,
for 𝛽 ≥ 𝜋/3 we bound the number of intervals by 𝑂(1) and for each interval the
number of triangles intersecting a side of 𝑇 can be bounded by 𝑂(1) as well.
Within an interval, triangles cannot intersect. All triangles intersecting an edge
have been filtered out in the first step and their relative direction lies within an
interval of width 𝛽. All intersecting triangles are at least as large as 𝑇. We only
look at the top part of the intersecting triangles up to a length 𝑒 along the sides.
The total area covered by the union of all triangles within an interval [𝛼, 𝛼 + 𝛽] is
at most as large as the area covered by all intersecting triangles. By Lemma 7.1
this area is bounded by 𝑂(‖𝑒‖2 ). As no triangles overlap and each triangle has a
size of at least 𝜃(‖𝑒‖2 ⋅ 𝛽), there can be at most 𝑂(1/𝛽) triangles in a partition.
As each partition has 𝑂(1/𝛽) intersecting triangles and there are 𝑂(1/𝛽) partitions, the number of triangles intersecting 𝑇 is bounded by 𝑂(1/𝛽 2 ).
Lemma 7.3. When all areas are valid and have at least an angle 𝛽 at their apex,
the number of overlapping pairs of areas is at most 𝑂(𝑛/𝛽 2 ).

Proof. For each pair of overlapping outer areas, we count the overlap towards the
smaller triangle. By Lemma 7.2 it follows that the number of outer areas pairwise
overlapping is bounded by 𝑂(1/𝛽 2 ) for each outer area. Thus, the total number
of outer areas pairwise overlapping is 𝑂(𝑛/𝛽 2 ). As the number of overlaps for the
outer areas is bounded by 𝑂(𝑛/𝛽 2 ), the same must hold for intersections with the
inner area. The total number of areas overlapping is bounded by 𝑂(𝑛/𝛽 2 ).
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7.5 NP-hardness
The algorithm in Section 7.4 computes a valid choice of regions if one exists. It
does not, however, have any preference for what region is selected on an edge.
Ideally we would maximize the number of regions placed in a centered position,
the diamonds. Unfortunately, maximizing this number is NP-hard. We first prove
that the problem is NP-hard even when all edges have a uniform length. Our
construction, however, requires that some edges have a width to length ratio that
is strictly larger than 1. We then prove that the problem is NP-hard even if all edges
have an arbitrarily small width to length ratio. This, however, requires edges to
have non-uniform lengths. Both versions of the problem are reduced from planar
maximum 2-SAT [56]. We describe the gadgets that we use to encode variables,
clauses, and wires between variables and clauses.
Bounded Length to Width Ratio. Figure 7.12 illustrates the construction of the
first version of the problem. The variable gadget consists of four edges whose
diamonds intersect in a cycle (see Figure 7.12(a)). A variable gadget has two
valid configurations, neither of which uses diamonds (see Figure 7.12(c)). These
configurations encode the True and False states of the variable. The number of
edges in a variable gadget can be increased to allow more wires to connect.
The clause gadget consists of two parallel edges with overlapping diamonds
(see Figure 7.12(b)). The two incoming wires represent the two literals used in
the clause. If a literal in a clause is False (respectively True), we ensure that
the last edge in the wire gadget must choose (respectively need not choose) a
triangle region intersecting the clause gadget. Consequently, the diamond of the
corresponding edge in the clause gadget cannot (respectively can) be selected
(see Figure 7.12(c)). When both literals in a clause are True, still only one of the
diamonds can be selected as they overlap. Hence, if a clause is satisfied, the
clause gadget can select one diamond; otherwise none.
The wire gadget consists of a sequence of edges with overlapping regions.

7
(a)

in in

(b)

𝑏 = True

𝑎 = True

(c)

(𝑎 ∨ 𝑏)

𝑐 = False

(𝑏 ∨ 𝑐)

Figure 7.12: Gadgets for variables and clauses, and solution for the formula (𝑎∨𝑏)∧(𝑏∨𝑐).
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Each diamond of an edge intersects the triangles of the previous and next edge.
A wire gadget has two valid states: either all diamonds are selected or all triangles
pointing from the variable to the clause. We connect each wire to a clause-variable
pair such that the center regions of the wire can only be selected if the corresponding literal is True. For each wire gadget that we use, we introduce a counter-wire
gadget. It has the same length as the wire gadget and solely connects to the opposite assignment of the variable. Thus, the total number of diamonds selected
in a wire gadget and its counter-wire gadget does not depend on the truth assignment. Hence, maximizing the number of diamonds in the complete construction
(see Figure 7.12(c)) corresponds to maximizing the number of satisfied clauses.

in

(a)

(b)

in

(c)

Figure 7.13: Gadgets for second version: (a) zoomed in on part of the variable, (b) variable, (c) clause.
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Arbitrary Length to Width Ratio. In the second case we let edges have an arbitrary length to width ratio, but also different lengths. Our NP-hardness construction
is equal to the first version but uses slightly different gadgets.
The variable gadget is shown in Figure 7.13(b). Edges are placed around a common vertex, such that consecutive diamonds
௪
ଶ
intersect, while the triangles do not cross the
neighboring edges (see Figure 7.13(a)). This
ఊ
௪
is always possible as the angle 𝛾 of a trianଶ
ఈ
gle is smaller than the sum of the angles of
the two involved halves of the neighboring diamonds (2𝛼) (see Figure 7.14). By interspers- Figure 7.14: The angle 𝛽 is less
than twice the angle 𝛼.
ing long edges with short edges in the gadget,
we leave space for connecting wires.
The clause gadget is similar to the clause gadget in the first reduction, but rotated by 90 degrees and slightly shifted in opposite directions (see Figure 7.13(c)).
As the two edges in the clause gadget are shifted, we can always connect the
wires to the clause.
Theorem 7.2. Let 𝐸 be a set of 𝑛 disjoint edges in the plane, each with an isosceles triangle to one side, an isosceles triangle to the other side, and a diamond with
the edge as its diagonal. The problem of choosing a triangle or diamond for each
edge in 𝐸 such that choices of different edges do not intersect and maximizing the
number of diamonds chosen is NP-hard.

Heuristics
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7.6 Heuristics
Exactly computing the optimal setting that maximizes the number of regions in
center position is not feasible in polynomial time. Heuristics try to optimize the
number of centered edges, but give no optimality guarantee. Thus, they are able
to reach polynomial running-times. In this section we present several heuristics
that aim to maximize the number of centered edges.
First, note that if an edge intersects a zone of a different edge, this zone can
never be part of a solution. We remove these zones by setting the corresponding
variables, thus reducing the search space. Edges where the center zone does not
intersect any other zone, can safely be selected and are also set. The same holds
for clusters of edges that have non-overlapping center zones and only overlap the
rest of the instance with their off-center zones.
Second, note that it is never advantageous to set an edge to an off-center
position. Hence, we check only the effects of setting an edge to the center position.
This may force other edges to be set off-center. We test three heuristics that
attempt to minimize the constrains placed on the solution space:
H1 Select the edge that invalidates the fewest regions among other edges.
H2 Select the edge that invalidates the fewest possible center regions.
H3 Select the edge that has the lowest ratio between option 2 and 1.
As selecting an area may have
consequences that reach far across
the network, we cannot test the result of a selection locally. Instead we
use the 2-SAT representation of the
input. The variables that correspond
to the selected area are set and this
information is propagated across the
2-SAT formula. Subsequently simplifying the 2-SAT formula prevents areas from being selected that would
lead to invalid results. Using this approach we can guarantee that we always obtain a valid solution for the
problem, if one exists. Given the realistic input assumptions discussed
in Section 7.4.1, there are at most
𝑂(𝑛) variables and fixing and propa- Figure 7.15: Random grid-based scenario of
size 11 by 11.
gating any can be done in 𝑂(𝑛) time.
Hence, we obtain an algorithm for all
three heuristics that runs in 𝑂(𝑛2 ) time. As the expected input scenarios are relatively small, this running time is reasonably fast. By comparison, all heuristics
solved the test-scenarios within a few seconds, the brute-force approach, however required up to half a day to optimally solve a scenario.

7

H2

H3

Table 7.1: Number of edges in center position for the different heuristics.

H1

128
105
143
118

Optimal

Scenario (number of edges)

128
105
143
118

128
105
143
118

average error

128
105
143
118
cases) -

Los Angeles Highway Network (133)
Netherlands Highway Network (118)
India Railroad Network (148)
USA Main Highways (136)
Percentage of cases solved optimal (50

66% - 1.2
70% - 1.0
77% - 1.2

88% - 1.0
86% - 1.0
93% - 1.3

100% - 0
100% - 0
100% - 0

80% - 1.2
76% - 1.0
86% - 1.0

Random square 11 (120)
Random square 13 (168)
Random square 15 (224)
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Animating Time-Dependent Data

As an informal use case test, we tested our heuristics on three scenarios based
on real-life data. These scenarios are relatively easy to solve due to the inherent
uneven distribution of dense areas. In Los Angeles, for example, nearly 90% of
the center regions do not intersect any other edge. To test the behavior of the
heuristic in more complex situations we also compute solutions for several more
complex, randomly-generated scenarios. Each random scenario consists of a
grid of vertices of size 𝑚 by 𝑚, where all odd columns and rows are connected
by edges (see Figure 7.15). Edges are attributed a random width in the range
(0, 10) and then scaled to the largest size that allows a solution. For comparisons,
we compute the optimum solution using a brute-force approach. We create 50
random scenarios of each type and compute the percentage of scenarios solved
to optimality by the heuristics, as well as the average error when optimality is not
reached, see Table 7.1.
For the real-life scenarios all heuristics are able to solve the problem to optimality, since the uneven distribution of density makes them considerably more
tractable. Yet even for the more complex, artificial scenarios we manage high
accuracy, which is probably caused by the geometry of the problem. The center
position of an edge is likely to least constrain the rest of the problem and complex
constructions that favor other allocations are less likely to occur in practice.

7.7 Animating Time-Dependent Data
When the distorted edge length to be displayed changes over time, for example
due to traffic conditions, an animation of these changes may give more intuitive
information on the underlying processes. Our linear cartograms are very suitable
for animations. Here we describe how to use the heuristics from the previous
section to create animated data. Animated results can be found online1 .
Once more, we first look at the fixed width version and then investigate the
fixed frequency version. For animated data, however, the fixed frequency approach appears to be less suitable. There is an increased computational requirement to maintain legal solutions and if the algorithm is run online, we can not
guarantee a single consistent frequency across the network.
Fixed Width. Given an input graph we can compute either the maximum edgewidth that allows a feasible solution or the maximum edge-width that allows all
edges to be centered (see Section 7.3). As this width is independent of the delay
along the edges, it can be computed beforehand and is maintained throughout
the animation. All future steps solely alter the frequency along edges. We apply a
fluent transition between different states by linearly interpolating the control points
of the curves. Additional oscillations are introduced by adding degenerate curves,
having all control points at either endpoint of the edge, before interpolating (see
Figure 7.16). A disadvantage of fixed edge-widths is that the frequency on some
edges may become too high. In extreme cases, increasing the frequency can
cause problems with visualization.
1 http://www.win.tue.nl/~agoethem/linear_cartograms/,

April, 2016
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15:00

15:15

15:30

15:45

Figure 7.16: By interpolating the control points of the curve we can generate fluent transitions in both frequency and amplitude. A fraction of the LA dataset is shown.
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Fixed Frequency. An alternative to fixed edge-width is using a fixed frequency.
We assume, for now, that in each situation a valid configuration exists. Over time
the data, and thus the width of edges, will change. If the changes are significant
this may cause the current configuration to become invalid. While we can compute
a valid configuration, a large change in configuration will create overly complex
animations. The number of changes in the selected zones should be minimized.
To minimize zone changes we, once more, make use of the heuristics described
in Section 7.6. Instead of the center position, the number of edges that maintain
their “current” position is maximized.
If the width of the edges is significantly increased, no valid configuration may
exist anymore. To obtain a feasible solution the curve frequency must be increased. Increasing the global frequency, however, creates a large overall change.
This risks a visual disconnection between two consecutive states and causes undue attention to be drawn to areas without any significant change. Instead, we
increase the frequency of only the invalidating edges. To maintain visual balance,
all invalidating edges are set at the same frequency, which is the minimal frequency that generates a feasible solution. As a consequence, at any moment
during the animation we display at most two discrete frequencies. A different
approach would be to compute the minimum frequency that satisfies all steps beforehand. However, overly increasing the frequency to suit the most restricting
time step may reduce visual clarity in less constricted time steps and prevents the
algorithm from being run online.

Conclusions and Future Work
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7.8 Conclusions and Future Work
We introduced a new type of linear cartogram where edges are drawn as sinusoid
curves such that their length corresponds to travel time. We assumed that the
regions occupied by these curves are triangular or diamond-shaped, and that the
curves are 𝐶 2 -continuous cubic Bézier splines. However, our approach applies to
other visual styles as well (e.g., a piecewise linear curve zigzagging in the middle
of an edge). The extension to using more than three regions per edge is straightforward, similar to [101]. Interestingly, our improvement under the realistic input
assumption can also be used to speed up the line labeling problem in [121].
The optimization problem of maximizing the number of edges that use the centered region is NP-hard. We introduced several heuristics and showed that they
work efficiently in practice. Finally, we discussed how to create animations based
on time-dependent data. The results give a clear and concise representation of
the data without compromising the integrity of the map.
The benefit of our method over traditional edge coloring lies in the comparison of different paths through the network. As length is additional, in contrast
to color, it is simpler to compare the required time investment of different paths.
This observation, however, hinges on two key aspects. Firstly, the perceived distance between two points in a network should equal the sum of the edge lengths.
Research into the distance-similarity metaphor [48] appears to indicate that in a
network indeed edge length is used as a measure of distance. Secondly, users
should be able to accurately estimate the length of a regular sinusoid curve. When
the frequency is fixed across the network, the edge area, instead of edge width, is
related to the length of an edge. It is unclear if users intuitively compare the size
of the described areas and, therefore, are able to accurately compare the length
of different edges. For a fixed edge width the comparison appears to be more
intuitive as length is linearly related to the number of oscillations on a path. Thus,
our method inherently turns into a symbolization for density on the edges.
For future work we recommend further exploration of the effects of this new
method. To validate the applicability the perceived length of both types of regular
sinusoid curves should be investigated. We note that our method is not restricted
to using the exact length. Overemphasizing or underemphasizing edge length to
compensate for the perceived length can easily be integrated in the method. Furthermore, a more complete and systematically selected dataset should be evaluated to explore the possible interplay effects with different scenarios.
From an algorithmic perspective it would be interesting to see if a polynomialtime approximation algorithm exists that maximizes the number of edges in center
position. The problem, however, appears quite hard as choices can have consequences that propagate far across the network. Another direction for future work
is to determine if there are restrictions under which we can solve the problem optimally. All real-life scenarios were solved near optimal by the introduced heuristics.
If (most) real-life scenarios adhere to stricter input restrictions, the problem might
not be NP-hard for real-life scenarios.
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Part IV
Limits of
Schematization

Stenomaps

Arthur

The contents of this chapter have in part previously appeared in [54].
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8.1 Introduction
Generalization and abstraction are fundamental processes in the construction of
cartographic views of data. They range from basic geometric simplification to
more complex abstractions where features are more radically transformed into
their symbolic representations. In this chapter we explore the limits of schematization. Specifically, we propose a new method to reduce two-dimensional polygonal features to smoothly curved linear features or glyphs. This form of extreme
geometric abstraction we term the stenomap, from the Greek stenos meaning
‘narrow’ and a direct analogy with stenography – the transformation of letter form
into shorthand symbols. The approach is inspired in part by some of the work
of the 20th century cubist and abstract expressionist artists who explored radical
transformations of the depiction of form that were still able to capture some of the
essence.
An area-to-line transformation, though radical, has several benefits over regular abstraction techniques. In Figure 8.1 we show a sequence of transformations
of a polygon increasing in their abstraction. Generalization of polygon boundaries (Figure 8.1(b)) maintains much of the geographic context, but is constrained
by the topological arrangement. Common boundaries between adjacent polygonal features prevent independent abstraction and hence reduce expressiveness.
Transformation to a zero-dimensional point feature (Figure 8.1(e)) frees up graphical space, however, topological relationships and most geographic context is lost
in the process. Transformation to a linear representation offers the opportunity to
free up graphical space while maintaining a sense of the form and arrangement
of the original feature. Area-to-line transformation may be achieved via medial
axis generation (Figure 8.1(c)), but while useful as an intermediate step for shape
characterization it has limited cartographic value and may be confused with genuine linear features such as river or road networks. The more smoothly curved
stenomap glyphs (Figure 8.1(d)) capture something of the form of the polygon
boundary while being independent of adjacent polygon geometry and freeing up
graphical space for other representations.
We describe how stenomaps may be created algorithmically and explore the
potential for such representations to open up the design space for the depiction
of uncertainty, in thematic mapping and interaction with other visual variables.

8

Figure 8.1: Increasing the abstraction of France. From left to right: (a) untransformed polygon, (b) curved schematization, (c) pruned medial axis, (d) stenomap glyph,
(e) dot.
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Organization. We first describe some technical preliminaries (Section 8.2). We
then discuss the global design choices for the glyphs (Section 8.3). In Section 8.4
we propose an efficient algorithm to automatically generate these glyphs from a
polygon through medial axis detection. There are different options that may be
explored for the glyph design itself which we explore in Section 8.5. We explore
several use-cases (Section 8.6) that give an overview of the role that stenomap
abstraction can have in the depiction of geospatial data. Finally, we discuss the
(dis)advantages of the method and describe options for future work (Section 8.7).
Related Work. The medial axis, introduced by Blum [16], is a description of the
shape of a polygonal feature 𝑃. It is the set of center points of all maximal inscribed
circles of 𝑃. The medial axis together with the function describing the radii of the
maximal inscribed circles forms the medial axis transform. While the medial axis
transform is a unique description of the shape of a polygonal feature, unfortunately
it is not stable under small transformations. Minor features may result from small
changes to the boundary, and consequently various pruning algorithms have been
proposed [5, 6, 13, 98, 114, 116, 124]. In computer vision, shock graphs have
recently gained considerable attention. Shock graphs are an extension of the
medial axis and can be used for automated shape recognition (e.g., [81, 128]).
Our approach of space-describing curves is partially tangent to the concept
of space-filling curves. Space-filling curves are regularly structured curves that
fully cover an 𝑛-dimensional space. These curves can be seen as “[mapping] a
one-dimensional space onto a higher-dimensional space.” [134]. Recently, the
use of space-filling curves to display hierarchical or complex datasets has gained
attention (e.g., [3, 123]). In contrast to space-filling curves, our approach focuses
on a curve that covers only part of the area while still sufficiently describing it.

8.2 Technical Preliminaries
Medial Axis. The medial axis was first introduced by Blum [16] and is defined
for a polygon 𝑃 as the closure of the set of points with two or more closest points
located on the boundary of 𝑃. The medial axis is a subset of the edges implied by
the edge-based Voronoi diagram [11]. The medial axis together with the function
describing the radii of the maximal inscribed circles is called the medial axis transform and is a unique description of the shape of 𝑃. Each point on the medial axis is
associated with a maximal inscribed circle of 𝑃 (see Figure 8.2(a)) and the union of
all circles fully covers 𝑃. More specifically, there is a one-to-one correspondence
between the medial axis transform and the polygon being represented. This representation makes it easy to compute offset polygons by changing the radius of all
inscribed circles by a fixed constant 𝑐 (see Figure 8.2(b)). A negative offset (essentially shrinking the polygon) can result in several disconnected components.
Maintaining a minimum circle radius of 𝑟 ≥ 0 prevents such fragmentation.
The medial axis 𝑀 of a simply connected polygon is a tree. A leaf of 𝑀 is a
vertex of degree one and is located on the boundary of the input polygon. An
end-branch 𝑏 is a maximal sequence of edges connected via vertices of degree
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(a)

(b)

𝑃

𝑃

𝑤

𝑤
𝑏

𝑏
𝑣

(c)

𝑣
(d)

Figure 8.2: (a) Four maximally inscribed circles. The center points of all maximally inscribed circles form the medial axis (red). (b) Reducing the radius of all maximally inscribed circles negatively offsets 𝑃. (c) An end-branch 𝑏 with parent
𝑤 and leaf 𝑣. (d) Area contributed by the end-branch 𝑏.

two, where at least one of the two end points is a vertex of degree one (see Figure 8.2(c)). An end-branch has two end points, one of which is a leaf, the other is
a parent (which could simultaneously also be a leaf). An end-branch 𝑏 is pruned
by removing all its constituting edges and degree one and two vertices of 𝑏 from
the medial axis. When we reconstruct the polygon from the pruned medial axis
we obtain a locally smoothed polygon 𝑃′ . The area of an end-branch is the area
of 𝑃 − 𝑃′ (see Figure 8.2(d)).
Visibility Graphs. Given a set of points 𝑆, the visibility graph on 𝑆 is the union
of all edges between any pair of points in 𝑆 that can see each other. We use a
specific instance of the visibility graph where visibility is defined by the polygon 𝑃
and the set 𝑆 consists of all vertices of 𝑃. Two points can see each other if the
straight-line connection between them is fully contained in the closed interior of 𝑃
(see Figure 8.3). We use this visibility graph to compute shortest Euclidean paths
in 𝑃.

8

𝑃

Figure 8.3: The visibility graph (orange dotted) for a simple polygon 𝑃. The shortest path
between two vertices of 𝑃 that is completely internal to 𝑃 consists solely of
edges of the visibility graph.
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8.3 Design Choices
Reducing a polygon to an open curve inevitably reduces its expressiveness. Hence,
if we desire such an abstraction, careful thought should go into the formation of
this line. In this section we discuss the design choices made when developing
stenomaps.
𝐶 1 -continuous
Glyphs are (along single strokes) 𝐶 1 -continuous. The continuity of the curve gives
a hand-drawn appearance stimulating the perceived inexactness of the geometry.
Using smooth swipe-like, near casual representations promotes an attention shift
to the actual data, further emphasizing the imprecision in the geometry.
Complexity
All glyphs should be presented using as few curves as possible. The curves
should sufficiently describe the polygon at hand, but no excess information should
be provided. We target our stenomaps at data not tied to an exact location. As
exact geographic information is unimportant and excess information reduces the
efficiency of the map, glyphs should have the lowest possible complexity. All attention should be focused on the main data presented.
Area and Boundary
Representing a polygon by a linear smooth glyph reduces the expressive power
compared to the original two-dimensional polygon. Whereas a polygon implicitly
describes both the area and the boundary, this is less clear for an open curve. In
the case of elongated polygons both area and boundary representation give overlapping requirements. A curve following the “central axis” suitably describes both.
For compact polygons, however, the requirements contradict (see Figure 8.4). A
partial boundary representation lacks the implied volume of the polygon, whereas
a “central axis” is unable to properly represent the shape of the polygon. We note
that a trade-off exists between representing the boundary and the area. We require that a curve is close to every part of the supported polygon area while also
sufficiently representing the boundary.

8
(a)

(b)

(c)

(d)

Figure 8.4: Representing Spain as a glyph. (a) Polygon and (pruned) medial axis. (b) Border representation. (c) Collapse to medial axis. (d) Trade-off between border
and area.
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8.4 Algorithm
We describe an algorithm to compute a linear, 𝐶 1 -continuous glyph 𝐺 representing
a simple input polygon 𝑃. Depending on the desired design, different types of
glyphs can be generated (see Section 8.5).
Our algorithm consists of four distinct steps. First, we detect feature points that
define the characteristic shape of 𝑃. Second, we compute the region in which the
glyph should be located. Third, we determine the base shape of the glyph by finding a polygonal line (the backbone) that represents the polygon well. The shape
of the backbone determines the shape of the final glyph to a large degree. Hence
we describe two different approaches resulting in radically different backbones. In
the final step we fit a cubic Bézier spline to the backbone. Again, there are several possibilities, resulting in different types of glyphs. If the input is planar, our
algorithm can be run in parallel on all polygons. See Algorithm 4 for a summary.
Algorithm 4 ComputeGlyph(𝑃)
Require: 𝑃 is a simple polygon
Ensure: 𝐺 is a glyph of 𝑃, strictly positioned inside 𝑃
1:
2:

//Feature points (Section 8.4.1)
Create the medial axis 𝑀 of 𝑃
Prune 𝑀 to obtain feature points of 𝑃

3:
4:

//Glyph region (Section 8.4.2)
Trim branches of 𝑀
Simplify 𝑃 based on 𝑀

6:

//Backbone (Section 8.4.3)
Compute all paths between feature points
Find the backbone 𝐵 visiting all feature points

7:

//Create glyph (Section 8.5)
Fit a smooth spline to 𝐵 to obtain glyph 𝐺

5:

8.4.1

8

Feature Points
Let 𝑃 be the input polygon, having 𝑛 vertices. To maintain the characteristic shape
of 𝑃, we first detect the main feature points. We take a geometric point of view
and use the pruned medial axis for feature recognition. Our method is based on
the work by Bai and Latecki [5], who use area as a measure to guide the pruning.
Area is relatively outlier- and noise-insensitive and is also used as a measure in
cartographic simplification [132], making it suitable for our purposes.
The method by Bai and Latecki computes for each end-branch the size of the
area that it contributes to 𝑃. By repeatedly pruning the end-branch that contributes
the least amount of area to 𝑃 the medial axis can be reduced to its main features.
Area loss is computed by comparing the current area to the previous, already
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reduced, incarnation of the polygon. Consequently large subtrees may be pruned
by iteratively removing small sections of the area. To prevent important features
from being pruned prematurely we maintain the total area that has been pruned
in each subtree. We maintain this information in the leaves and parent nodes and
update it in amortized constant time when pruning an end-branch.
Theorem 8.1. We can compute the pruned medial axis in 𝑂(𝑛 log 𝑛) time.

Proof. Let 𝑀 be the medial axis of 𝑃. Both 𝑃 and 𝑀 have 𝑂(𝑛) complexity. Let
𝐶 be the set that contains all non-degenerate line-segments connecting a vertex
from 𝑀 to a closest point on 𝑃. For each (parabolic) edge of 𝑀 there are at most
four segments in 𝐶, so 𝐶 also has size 𝑂(𝑛). No segments in 𝐶 intersect and they
touch only in vertices of 𝑀 or on 𝑃. Every segment in 𝐶 intersects 𝑃 in only one
point. We can compute the overlay 𝒜 of 𝐶, 𝑀 and 𝑃 in 𝑂(𝑛 log 𝑛) time and it has
complexity 𝑂(𝑛). We traverse each edge of 𝒜 at most twice to compute the area
contributed by each of the 𝑂(𝑛) edges of 𝑀. Computing the area takes 𝑂(𝑛) time
in total. Computing 𝒜 and finding the next edges to prune takes 𝑂(𝑛 log 𝑛) time.
Thus, the total time to compute the pruned medial axis is 𝑂(𝑛 log 𝑛).
To visualize a subdivision (e.g., countries in Europe) we typically desire a similar complexity level for all regions in the map. To achieve this we admit only
pruning steps that remove subtrees representing an area smaller than a given
maximum. That is, any single prune action is not allowed to remove a branch
representing a subtree larger than a user-specified percentage of the average
polygon area in the map. The pruning process stops when no more valid prune
action can be taken or when only a single path is left.
As discussed in Section 8.3, elongated polygons and compact polygons require a different level of detail. To facilitate this we introduce an extra factor measuring the compactness of a polygon. Specifically, we use the squared length
of the longest path in the medial axis divided by the area of the polygon as a
size independent description of compactness (see Figure 8.5). This measure is
relatively insensitive to local noise in the boundary of the polygon. Let 𝐴 be the
average polygon area in the map, 𝑃 a polygon with area 𝐴𝑃 and longest medial
axis path 𝐿𝑃 . Furthermore, let ‖𝐿𝑃 ‖ be the sum of the piece-wise length of the
segments of 𝐿𝑃 . The maximal size of a subtree that can be pruned is defined by:
0.25 ∗ 𝛼 ∗ 𝐴 ∗

‖𝐿𝑃 ‖2
,
𝐴𝑃

where 0 ≤ 𝛼 ≤ 1 is a user-defined parameter.

8

Figure 8.5: The ratio between the length of the longest path and surface area is a description of compactness. Both polygons are scaled to the same surface area.
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Glyph Region
Having detected the key feature points, we now turn our attention to the region
within which the glyph will be contained. To make the glyphs clearly distinguishable we require them to be located strictly within the polygon they represent.
Where possible a minimum distance to the boundary of the polygon is guaranteed. To this end we make use of a modified offset operator. A regular offset can
cause the polygon to become disconnected and may collapse entire branches
(see Figure 8.6(a)). Our modified offset operator prevents this from happening.
We first prune all end-branches of the medial axis by a given percentage (we
use 30%) of their length. That is, we measure the length of the end-branch and
starting at the leaf vertex remove all vertices and edges until the summed length
of the removed edges equals a fixed percentage of the original end-branch length.
If needed we shorten a single edge to ensure the end-branch has the right length.
As a second step, we reduce the radii of all inscribed circles by a constant
– similar to a regular offset – unless this forces a radius to drop below a given
threshold. If the radius of an inscribed circle would drop below the threshold we
instead set it to the threshold to prevent a collapse of the polygon. Inscribed circles
with an initial radius smaller than the threshold are simply maintained. The union
of all reduced circles uniquely describes the negatively offset polygon. It can be
computed in a single traversal of the medial axis. If a strictly positive threshold
is used a single connected polygon results, a threshold of zero can result in a
degenerate polygon.
The region 𝑃′ for the glyph is a negatively offset polygon with a strictly positive
minimum radius (Figure 8.6(b)). This ensures the curve can turn without intersecting itself or the boundary. Inside the region 𝑃′ we compute a second offset
polygon 𝑃″ (Figure 8.6(c)) in which the backbone of the glyph is located (see Section 8.4.3). When the backbone is turned into a smooth glyph we require some
additional space for smoothing and hence the backbone needs to lie in a strictly
smaller region than the region of the glyph. Here we do not require a strictly positive minimum radius and, hence, 𝑃″ may be degenerate.

8

ᇲ

(a)

(b)

ᇴ





(c)

Figure 8.6: (a) A regular offset may cause branches to collapse and disconnect the polygon. (b) The offset polygon 𝑃′ defines the space for the glyph. (c) The (possibly
degenerate) polygon 𝑃″ for the backbone.
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8.4.3

Backbone
A backbone is a planar straight-line graph that visits all feature points and suitably
describes the polygon. We consider two types of backbones: simple paths and
trees. Backbones are polygonal representations of the glyphs and are used as
base for the final glyphs (see Section 8.5).
Path-Backbone. Our input is the offset polygon 𝑃″ and the feature points cyclically ordered around 𝑃″ (see Figure 8.7). For the backbone, we require a simple
polygonal path that visits all feature points and stays inside or on the boundary
of 𝑃″ . We first connect any pair of feature points by a path inside 𝑃″ . For two
consecutive feature points this path follows the boundary of 𝑃″ . For all other pairs
we compute the shortest Euclidean path inside 𝑃″ using the visibility graph [11].
The final glyph, and thus the backbone, should represent both area and boundary of the polygon (see Section 8.3). We represent this dual requirement by a
linear trade-off. The boundary score 𝑠𝑏 is the percentage of the boundary of the
original polygon covered by an offset of the backbone. The area-score 𝑠𝑎 is the
maximum minimum distance to the backbone as a percentage of the maximum
minimum distance to the polygon boundary (see Figure 8.8). As an approximation
of the maximum minimum distance we compute it only for points on the medial
axis. The score of the backbone is defined as (1.0−𝛽)∗𝑠𝑏 +𝛽∗𝑠𝑎 , where 0 ≤ 𝛽 ≤ 1
is a user-set parameter.
Given the computed paths between any pair of feature points and the described weighing scheme, we find the optimal, simple path visiting all feature
points. Finding such a path is NP-hard, but as the number of feature points is
very small we can use a brute-force approach.
As the backbone is computed using a scoring function we can introduce additional factors to influence the result. For example, our framework implements
a penalty function to prevent duplicating parts of the path as well as a sea- or
map-border preference. Ensuring the boundary of a map is covered may be preferential when the outline of a subdivision is familiar, but separate polygons are
less recognizable. All the figures presented in this paper were created without the
use of these additional parameters.

𝑓
𝑓

8
𝑓

𝑓
𝑃

Figure 8.7: Consecutive feature points (e.g., 𝑓4 , 𝑓1 ) are connected by a boundary path.
Other pairs (e.g., 𝑓1 , 𝑓3 ) are connected by the shortest Euclidean path inside
𝑃″ .
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(a)

(b)

Figure 8.8: (a) Maximum minimum distance for any point on the medial axis to the backbone. (b) Boundary covered by a subset of the backbone.

Tree-Backbone. Path-based glyphs achieve a high level of abstraction. Sometimes a more complex structure may be desirable that better captures the shape
and the area of the polygon. Hence, we also consider backbones based on trees.
Tree-backbones are computed directly from the offset polygon 𝑃″ . We consider the boundary of 𝑃″ as an undirected graph 𝐺. Define the root of 𝐺 as the
degree-one vertex connected by the longest end-branch. When 𝐺 consists of a
single path the root is the top leftmost vertex of degree one. Let the angular deviation 𝜃𝑒,𝑓 between two consecutive edges 𝑒, 𝑓 be defined as 𝜃𝑒,𝑓 = 𝜋 − ∠(𝑒, 𝑓),
where ∠(𝑒, 𝑓) is the minimum angle between 𝑒 and 𝑓 (see Figure 8.9(a)).
We consider the graph 𝐺 ′ that has a vertex for every edge in 𝐺 and an edge
between two vertices in 𝐺 ′ when the corresponding edges in 𝐺 connect at a vertex (see Figure 8.9(b)). For each edge 𝑒 ∈ 𝐺 ′ , let 𝑒𝑣 be the vertex connecting the
corresponding edges in 𝐺. The weight of 𝑒 is zero when 𝑒𝑣 has degree two, otherwise it is equal to the angular deviation between the two corresponding edges
in 𝐺.
We find a spanning tree in 𝐺 ′ using an adaptation of Prim’s [103] algorithm. We
start at the vertex in 𝐺 ′ corresponding to the edge in 𝐺 adjacent to the root. Sim-

𝐺
𝑣

𝑒
𝜃

8

,

𝐺
𝑓
(a)

(b)

Figure 8.9: (a) The angular deviation 𝜃𝑒,𝑓 between two edges captures how straight the
connection is. (b) A planar graph 𝐺 and the matching graph 𝐺′ representing
the connectivity of the edges. Edges in 𝐺′ that correspond to 𝑣 are indicated
in red.
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ilar to Prim’s algorithm we grow the tree with the edge having the lowest weight.
However, when we select an edge 𝑒 ∈ 𝐺 ′ where 𝑒𝑣 has degree three or higher,
we discard all edges in 𝐺 ′ that correspond to 𝑒𝑣 but do not have the same start
vertex as 𝑒. This explicitly encodes that for each vertex in 𝐺 the angular deviation
is used corresponding to a downward path in the resulting tree.
The resulting graph encodes a spanning tree of the edges in 𝐺. We update 𝐺
and prune the disconnected branches to visually open the cycles. The resulting
tree heuristically minimizes the maximum angular deviation for downward paths;
under the requirement that cycles can only be opened next to vertices of degree
three or higher. This last restriction ensures that the tree has the minimal number
of leafs. This benefits the final glyph as we see in the next section.

8.5 Glyph Types
The backbone is a concise and abstract representation of the input polygon. In the
final step we polish the appearance of the backbone using smooth, 𝐶 1 -continuous
curves. As the essential shape is already determined by the backbone there is
a large degree of artistic freedom in this last step. We describe three possible
glyphs that are implemented within our framework.
Simple. We fit a simple, 𝐶 1 -continuous, cubic Bézier spline to a path-backbone
(see Figure 8.10). The simplicity of the design makes this glyph most suitable
for cartographic applications. To keep the complexity of the final glyph low, we
minimize the number of Bézier curves while staying within a given error-bound
𝜖. There may be many different splines, using the minimum amount of curves,
that stay within the error-bound. Therefore, as a secondary objective function, we
compute the average distance of the vertices of the polygonal line to the curves.
A low average distance implies that the curves more accurately represent the
polygonal line.
We use the dynamic programming technique described in Chapter 3 to compute the optimal set of curves. Let 𝐶 be a curve fitted to a section 𝑆 of the polygonal
line 𝐿 and 𝑑𝑆,𝐶 be the average squared distance from the vertices of 𝑆 to 𝐶. The
cost of fitting 𝐶 to 𝑆 is 𝑐𝑆,𝐶 = 1+𝑑𝑆,𝐶 /(𝑛⋅𝜖 2 ), where 𝑛 is the number of vertices of 𝐿.
As each allowed curve is within a distance 𝜖 from 𝐿, the average squared distance
𝑑𝑆,𝐶 is at most 𝜖 2 . The complete spline consists of at most 𝑛 − 1 curves, thus the
total contribution of the average fit of all curves is strictly less than one. Hence,
the total cost is dominated by the number of curves and only then is the average
fit taken into consideration. The result has the minimum number of Bézier curves
and, given the number of curves, has the best average fit. To prevent (self-)intersections we set the cost to infinity when an intersection occurs.
Locally intersecting. As an alternative to simple, 𝐶 1 -continuous cubic Bézier
splines we let ourselves be inspired by the work of Picasso (“One-Liners”) [100].
We forgo smooth transitions and instead create an appearance of smooth behavior by connecting two consecutive Bézier splines with an additional swirl (see
Figure 8.11).
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Figure 8.10: Simple glyphs. Outlines are supplied for reference.

Figure 8.11: Locally intersecting glyphs.

8

Figure 8.12: Tree-based glyphs.
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We again use a dynamic program to find the optimal set of Bézier curves. As
different curves in the spline are not dependant on each other, we can compute the
optimal set of curves representing the backbone. For any two consecutive curves
with a shared vertex 𝑣, we compute the distance 𝑑𝑣 from 𝑣 to the boundary of
𝑃. We then create an additional cubic Bézier curve (the swirl) whose start- and
end-tangents meet up with the previous and next Bézier curve, respectively. To
ensure that the swirl is fully located inside 𝑃 the second and third control points of
the curve are positioned at a distance 0.75 ∗ 𝑑𝑣 from the first respectively fourth
control point. We again disallow intersecting curves.
In some cases swirls may be undesirable. When curves meet at a too shallow
or too sharp angle a swirl may look unnatural and a 𝐶 1 -continuous connection
would be preferred. Let 𝐶 and 𝐷 be two consecutive curves connected at a vertex
𝑣. Let 𝑡𝐶 and 𝑡𝐷 be the tangents of 𝐶 respectively 𝐷 at 𝑣. Let 𝛼𝐶,𝐷 be the smallest
angle between 𝑡𝐶 and 𝑡𝐷 . We only add a swirl if 𝜋/6 ≤ 𝛼𝐶,𝐷 ≤ 5𝜋/6. Otherwise, we
require 𝐶 and 𝐷 to be 𝐶 1 -continuous. This creates an interdependency between
subproblems and, hence, we cannot claim that the dynamic program computes
the optimal solution. In practice, however, the results are quite satisfactory.
Tree-based. The final glyph is based on tree-backbones. It describes area more
concisely, but is also more complex than glyphs based on path-backbones (see
Figure 8.12).
Our input is a tree-backbone 𝐵. As our input is no longer a linear path we
cannot suffice with a single, simple Bézier spline. Instead we decompose 𝐵 in to
a minimal series of disjoint downward paths.
Let the angular deviation of a path 𝑃 be 𝜃𝑃 = ∑𝑒𝑖 ,𝑒𝑖+1 ∈𝑃 [𝜃𝑒𝑖 ,𝑒𝑖+1 ], where 𝑒𝑖 is the
𝑖-th edge of 𝑃, and 𝜃𝑒𝑖 ,𝑒𝑖+1 is the angular deviation between 𝑒𝑖 and 𝑒𝑖+1 . Let 𝒫 be
the minimum size set of disjoint paths that cover 𝐵, where all paths 𝑃 ∈ 𝒫 are
downward paths and ∑𝑃∈𝒫 𝜃𝑃 is minimized (see Figure 8.13). This set need not
be unique, but a compliant set can easily be found. Starting at the root vertex we
greedily select the downward path that minimizes the angular deviation at each
vertex. Side-branches of this path are handled recursively.
For each path 𝑃 ∈ 𝒫 we fit a cubic Bézier spline. Once again we use the edgebased Voronoi diagram to ensure different splines do not intersect (see Chapter 3).
Different splines might not connect at endpoints. If the fitted splines intersect we
shorten the connecting spline using DeCasteljau’s algorithm [36]. When the fitted
splines are disconnected we extend the connecting spline using a straight line
along the end-tangent. Given that all splines are within 𝜖 distance of the backbone,
only small adaptations need to be made to connect different splines.

𝑟

Figure 8.13: The minimal set of disjoint downward paths from root 𝑟 that cover the tree
and that minimize the sum of the angular deviations.
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8.6 Cartographic Applications
In Section 8.6.1 we first present a formal discussion on the relation of stenomaps
to the existing cartographic design space. Section 8.6.2 to 8.6.4 then explore
three use cases for stenomaps.
8.6.1

8

Stenomaps as Thematic Maps
The wealth of expressive and effective visualizations in thematic cartography has
been subject to numerous efforts of systematization. The most fundamental of
these systematizations is Jacques Bertin’s Semiology of Graphics [14]. Bertin
postulates that the effectiveness of any diagram is based on the degree of structural equivalence that can be reached between data and the visual variables. For
the case of maps the most powerful variables, the two planar dimensions, are
more or less fixed by geographic coordinates. Any information beyond geometry (thematic elevation) must be expressed by encodings using the remaining
visual variables known as retinal variables or color-pattern variables. The retinal variables are shape, orientation, color, texture, value, and size. Each has a
maximum in the structural equivalence of the scale level it can express, further
limited by the geometric primitive (point, line or area, i.e., implantation) it is applied to. The levels of organizations are Association or Disassociation, Selection,
Order and Quantity. The Length of a given variable is different for each implantation. Length denotes the number of possible variations that can be used while
still allowing selective perception. Bertin discusses each retinal variable and its
potential Length thoroughly and with many examples, including special cases and
precise instructions on maximizing differentiation. The effects on expressiveness
when using multiple retinal variable encodings simultaneously were discussed by
[118]. For a discussion of the concept of Disassociation and its effects see [106].
More encyclopedic taxonomies of the actually realized design space were proposed by [51] or [67] for example, which form the baseline of more current works
like [74].
The classic space of possible and realized cartographic visualizations [51, 74]
divides the topological structure into discrete and continuous phenomena, further
subdividing the discrete phenomena into points, lines and areas. Hence, discrete
geographic areas can be expressed only by some form of polygonal subdivision.
Stenomaps break that contention and show that it is possible to represent discrete
areas with cartographic lines. We observe three major changes:
I

Boundary lines vanish.

II

Area fills vanish.

III

Implantation change from area to line for discrete area objects from the
basemap.

These changes reduce the visual complexity of the map by reducing the number of
control points [79] as well as the amount of “ink” used [14]. Furthermore, change
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I has the following immediate effects:
• Actual locations of boundaries become fuzzy, limiting the accuracy of placement and the ability to conduct measurements in the plane.
• Adjacency topology becomes fuzzy.
• Empty bands of expected width 2 ⋅ 𝜖 become available around discrete areas. Due to isthmuses (see Figure 8.6) the theoretical lower bound for
polygon
width is 2 ⋅ widthmin , i.e. twice the minimal discernable width of polygons, = 0.6𝑚𝑚 for black and white and = 0.8𝑚𝑚 for color depictions [60].
Effects of change II are:
• Maximum selective length for each retinal variable, except shape and orientation is reduced by one each. This decreases the degrees of freedom
for choosing retinal variables by four. The reason for this effect can be interpreteted as a function of the drawing space real estates that color, texture,
value and size need to work at full efficiency.
• Maximum selective length for orientation is raised from zero to two, as the
area implantation does not allow selective variation of orientation at all.
• The net change in degrees of freedom for variation of retinal variables for
selective perception is thus minus two.
• Figure-ground separation is amplified over the whole map [14].
As the three implantations are highly selective themselves, change III frees up
the area implantation for some other feature type to be added but lessens the degree of freedom for other phenomena to be depicted with cartographic lines. The
gain of whitespace due to both I and II drastically increases the potential to place
further map elements in a high-contrast environment. This decreases visual interaction by simultaneous contrast and color mixing effects. Color can be chosen
individually for different implantations. The map in Figure 8.14(left) makes use
of that effect to display multiple set memberships while having full access to the
color space for the point symbols and quantitative data. We can conclude that in
cases where the negative consequences of the implantation change 𝐴𝑟𝑒𝑎 → 𝐿𝑖𝑛𝑒
such as fuzzy boundaries and adjacencies are not crucial, stenomaps could be
used just as well as other maps types like choropleth maps. In cases were displaying sharp administrative boundaries is detrimental to the intended message,
stenomaps offer a new cartographic arrangement with improved figure-ground
seperation, lower complexity, an additional layer-slot for area depictions and a
band of white space around the glyphs.
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Figure 8.14: Potato production, monarchies, the Eurozone and the Schengen accords in the European Union, with and without glyphs.
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Use Case: Glyphs as Cartographic Lines
We examine the design possibilities for visual variation of glyphs as cartographic
lines. On a fundamental level, glyphs inherit the basic and combinatorial traits of
the line implantation. As visual shorthand for discrete area objects, we provide
a further exploration of design possibilities. Stenomaps do not assume the existence of a separate base map layer. Succinctly, the usual constraints stemming
from the base map that line features are limited by, do not apply. This allows a
much higher degree of variation in pattern and width of the line features. One
example is to create multi-band representations such as Figure 8.15(a). Here,
multi-set membership and even configurations of set-membership are displayed
by colored repetitions of the basic glyphs. Though there are natural limits, these
are less strict than in regular maps, due to the white space gained by the areaboundary collapse. Special care must be taken not to vary the width of the glyphs
too much, lest the perception as an areal subdivision be dissolved. The same care
must be taken regarding brightness (value) differences. Figure 8.14(left) makes
use of the variation of pattern as well as color. Specifically, the effect of vibration is
used following the parametrization of [14], not unlike a Moiré-pattern, to highlight
the Schengen-participants (signatories to a cross-border migration treaty) who are
also EU-members. Note that the lower contrast pairings do not produce the same
effect. Such use of vibration is generally not advisable for areas and presents
another advantage of stenomaps. The glyphs in this figure give a strong sense of
location, as is best seen when making the comparison with the same map solely
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Figure 8.15: Design choices for stenomaps.
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containing data (see Figure 8.14(right)).
While Figure 8.14(left) makes uses of the space formerly occupied by boundaries by placing point symbols and quantitative information, another possible application is to depict cross-border flows (Figure 8.15(b)). This technique is best
suited for planar flow graphs and can reintroduce topology information that was
made imprecise by the area collapse. The Vienna Method of Pictorial Statistics
(e.g., [92]), later known as Isotype, was most often used over very sparse base
maps or on plain white paper. Stenomaps are a natural environment where Isotype icons can dwell and prosper. They can be applied like regular carto-diagrams
as in Figure 8.14(left) or even be used to replace glyphs through repetition. The
latter technique is limited in cases where the low frequency of icons dissolves the
individual glyph, as is exemplified by the green elements in Figure 8.15(c).
As mentioned, stenomaps abscond from regular base maps and thus have
no or very few labels. Either through aesthetic choice or informational necessity,
the glyphs can be replaced with the toponyms of the collapsed area features, as
shown in Figure 8.15(d). Note that the geometric algorithm itself could also be
used for proper labeling of areas. The parametrization must then be adjusted to
yield curves of low complexity close to the backbone of the polygon.
If used as polygon boundaries, cartographic lines can traditionally be used to
adumbrate specific area fills. These techniques, using hachures for cartographic
“hemlines” or repetition for copper-engraving-style waterlining, can be inverted in
usage to make glyphs more expressive. An inverted hemline, as both an adumbration of the area as well as thematic expression was used in Figure 8.16. The
same effect could be applied by inverted waterlining or hachures, which themselves leave ample amount for further variation. Due to the high contrast environment of stenomaps, these variations are more poignant than in regular maps.

8

Figure 8.16: Energy consumption in the Regions of France 2010. Data source: Electrical
Energy Statistics for France 2010, Réseau de transport d’électricité 2011.
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Use Case: Spatial Uncertainty
As an example of uncertain data we investigate the display of hurricane path predictions (see Figure 8.17). Presenting these kinds of two dimensional spatial probability data is critical in many applications. Besides hurricane data, thought may
be given to flood predictions or dispersion of toxic gas plumes. When presenting
spatial data on these types of phenomena (we focus on hurricane paths) often
only a small part of the information can be presented on the map. We discuss
two problems that make effective display challenging: selective perception and
the illusion of accuracy.
An effective map requires that the data is presented as clearly as possible.
The presented data should be clearly distinguishable from the additional information displayed, such as geography. One of the aspects that ensures selective
perception is implantation. Using different implantations can enhance the presentation of the main data and improve the effectiveness of the map. When displaying
probability information on regular maps, however, both the geography and the two
dimensional probability data are polygons. To allow the information to be clearly
separated we would desire different implantations to be used. Obtaining different
implantations can be achieved by abstracting either of the two data sources. By
reducing the geography instead of the probability information we prevent a radical
reduction of the information presented, but ensure a high selective perception.
A critical problem when displaying probabilistic data is the illusion of accuracy.
Maps inherently give a false sense of accuracy, even when the data provided is
highly inexact. While it would be preferable to present as much of the information as possible, it is important that the data cannot be perceived as exact. To
achieve this often the data source is abstracted, reducing the probability distribu-

8
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Figure 8.17: Hurricane Katrina Prediction. Probability that center of storm will pass within
75 statute miles. Datasource: NOAA Hurricane Center.
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tion of a hurricanes track to the most likely path. Abstracting the data, however,
results in a radical loss of information, reducing the effectiveness of the map. The
stenomap provides an alternative approach. By simplifying the geography instead
of the data, we maintain all information present in the data, but prevent users from
making possibly erroneous precise inferences. The extreme abstraction of glyphs
limits interpretation to generalized regional spatial patterns that reflect the uncertainty in the data. More precise inferences of location are not possible as area
and state borders are not exactly described.
8.6.4

Use Case: Cross-Boundary Phenomena
Many phenomena are collected and aggregated based on administrative subdivisions that are current at the time of collection. When the data are strongly correlated to these subdivisions or when only a local investigation of the data is required, the inclusion of boundaries helps to emphasize the locality of the portrayed
information. Geographical phenomena, however, are often not tied to constructed
political subdivisions and require a broader scope for analysis of the phenomena.
This is most notably the case for continuous data such as statistical surfaces or
data from the realm of geosciences such as climate data. Placing boundaries on
top of these kinds of cross-boundary phenomena has long been recognized as
unhelpful in many cases:
In the smallest scales, one often just uses a strongly generalized hydrographic network along with the coastlines [as a base map].
E. Imhof, 1972
The addition of rivers to the map allows for a sense of location even when boundaries are not present. As shown in Figure 8.18, sparse base maps with just a
strongly generalized line network can be very effective for comparison purposes.
The rivers presented fulfill the task normally covered by the boundaries in a map,

8

Figure 8.18: Example for river line symbols being used as main locational aid. Source:
Grosser Atlas zur Weltgeschichte, 1991.

(a)

(c)

Figure 8.19: Solar potential in Europe for horizontally placed PV-modules. Data source: PVGIS 2012.

(b)
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giving a sense of location that is static across different maps and helps to locate
items within the map. The importance of such additional features is most clearly
presented by Figure 8.19(c). Though the lack of any boundaries ensures that the
continuity of the phenomena is emphasized, locating countries on the inside of
the subdivision (e.g., Hungary) is hard.
While the introduction of river networks is helpful to give a sense of location
on a map, in some cases this information may not be available or desired. Using boundary information instead, however, introduces several problems (see Figure 8.19(a)). Closing off areas reduces the perceived continuity of the phenomena
as polygons inherently give a stronger sense of positioning of the data. This effect
is even further amplified as colors are visually interpreted as more uniform within
each polygon. Stenomaps introduce a new, less intrusive way to give a reference
to location (see Figure 8.19(b)) without implying discrete changes at boundaries.
By removing the need to close off areas, the continuity of the described phenomena is better maintained. The inexactness of glyphs ensures that no exact location
can be matched with the data. Nevertheless, similar to river networks, glyphs instill a sense of location allowing for comparisons between maps.

8.7 Conclusions and Future Work
Evaluation. The use of linear features to represent polygons is an intriguing new
concept that gives rise to stenomaps. We presented an algorithm for the automated construction of stenomaps and discussed a variety of use cases. The
results are convincing and visually pleasing. It is, however, unclear how effective
stenomaps are. To gauge the usability of stenomaps user studies should be performed in future work. A first step could be to test the recognizability. It should be
tested if the proposed glyphs maintain sufficient information for users familiar with
the input. After recognizability, task appropriateness should be tested for the different use cases. This will be harder to measure as the glyphs are dissimilar from
existing techniques, thereby risking a bias towards more familiar methods. However, task-based evaluation, such as estimation of hurricane damage probabilities
over space could provide a useful means of comparison with conventional techniques. Testing the usability of this new method would give a better insight in the
strengths and weaknesses of the method; possibly spurring further development.

8

Methodology. The generation of glyphs can be steered using two different parameters. First, by changing the level of pruning of the medial axis the complexity
of the final glyph can be determined. Second, the computed backbone can be set
to better represent area or boundary. The interplay of these variables allows for a
large range of design options (see Figure 8.20). These options allow map designers more choice over the shape of the glyphs. However, the question arises if it is
possible to define a base setting appropriate for most maps. This is already partially the case as differently shaped polygons within one map are presented using
the same settings. Preliminary experiments, however, show that a standard base
setting across different maps is unlikely as different maps require different levels
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Figure 8.20: A sample of the parameter space defined by the user parameters affecting
complexity and polygon representation.

of detail. Subdivisions with uniquely shaped polygons require less exact detail
than more uniformly shaped subdivisions (e.g., the difference between the states
of the USA and the countries of Europe).
The medial axis as a shape-descriptor is very suitable for the creation of glyphs.
It allows both feature points to be detected and an efficient computation of the
available space. The medial axis is a representation of the polygon space, however, it is not necessarily a fair sample. In parts where the inscribed circles are
large, the medial axis may be far removed from sections of the polygon. Thus,
the medial axis may be a false sample when computing the maximum minimum
distance to the backbone (Section 8.4.3). Misrepresenting the area of the polygon
can result in visual artifacts as sections of the polygon may not be taken into account. The boundary representation that is part of the scoring function counteracts
these effects. Though misrepresentation is unlikely, future work might investigate
if other distance measures can give a better representation of the area.
Glyphs. Glyph representations allow a significant abstraction from the original
input. This level of abstraction is a main feature of the stenomap, but also brings
forth new considerations. The representation of polygons through glyphs is very
useful when information about a subdivision is shown. The extreme level of abstraction, however, implies that glyphs maintain their meaningfulness only while
in context. When less context is present a larger amount of detail should be maintained in the glyphs. Displaying more detail within the glyph, however, reduces the
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advantage of using glyphs. Another consideration introduced by the extreme abstraction of glyphs is their uniqueness. As glyphs are highly abstracted, similarly
shaped polygons may end up with a near similar glyph. While glyphs are distinguishable through their positioning in the subdivision, having uniquely shaped
glyphs may be beneficial in some maps where lookup tasks are important. Similar shapes create a visual connection, which might counteract the data being
presented. For future work it would be interesting to see if unique glyphs can be
guaranteed. Taking similarity into account during the creation of glyphs is likely
undesirable when fast computation is essential, since it introduces dependencies
between subproblems and inhibits parallel computation.
The minimal information maintained in glyphs is still sufficient to give an inexact
description of the input shape. It can be argued that the main strength of glyphs is
bound by their subconscious relation to the original input shapes. There is a danger that when the user has no knowledge about those shapes, glyphs could lose
part of their strength. We would argue, however, that the glyph in itself becomes a
representation of the shape that is sufficient for many tasks where precise geometry of polygonal regions is not central. Glyphs supply sufficient information even
when the input division may not be well known (e.g., Figure 8.16).
Through their simplicity glyphs make an interesting case for user interaction.
Clearly, glyphs can be used as an additional visualization tool. Glyphs reduce the
visual input complexity, which can be beneficial when a high-level overview is required. Their smoothness and simplicity, however, also makes glyphs intriguingly
suitable for swipe interaction. Through swipe gestures item selection or map interaction could be achieved. For this use case, unique glyphs would be required.
Stenomaps are very efficient when exact boundaries of a subdivision are not
needed but a general representation of the shape is helpful. They also offer several unique graphical variations that are applicable to various common use-cases.
But by their intended nature of being a one-dimensional visual shorthand for a
two-dimensional object they are still tied to size differences of the input polygons.
Succinctly, they share the problems of polygons when directly trying to display
quantities by size modification. However, as they are one-dimensional, they conceptually offer the opportunity to address this fundamental limitation of cartography. Thus, future work might explore if it is feasible to ensure that all glyphs have
equal length. As glyphs are independent of each other this could, for example,
allow for distortion-free cartograms. However, it is unclear whether such an approach would be feasible. First, polygons with significantly different sizes might
coexist in a map (e.g., Luxembourg and Russia). Using too small glyphs would be
unsuitable for large polygons, whereas too large glyphs could quickly fill up small
polygons. Second, even given equal length, glyph shape still affects the visual
saliency. Nevertheless, stenomaps might point the way towards a distortion-free
solution of the value-by-area problem.
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9.1 Contributions
The reduction of detail to a scale- or task-appropriate level is one of the most
common tasks in map design. Effective maps present details only as required, focussing the attention on the presented information. The expressiveness of curves
makes them highly suitable to remove unnecessary detail. Indeed, curves are
frequently used in maps to simplify complex shapes. Surprisingly, the automated
schematization of maps has mainly focused on straight-line simplification. In this
thesis we presented several algorithms for the automated curved schematization
of maps.
Territorial Outlines
After the introduction in Part I, in Part II we focused on the schematization of
territorial boundaries. Territorial outlines are relatively sparse and, hence, are
a logical first step for curved schematization. The use of territorial outlines as
thematic backgrounds, underlines the importance of automated schematization
in high-quality map production.
Chapter 3 presented a generic framework for the topologically-safe curved
schematization of territorial outlines. The framework can be instantiated with
any type of curve and quality measure. The use of Voronoi cells ensures that
curves are mutually intersection-free and that topology is maintained. Curves,
however, can be fitted only between vertices of the input, and as such the approach is vertex-restricted. Furthermore, vertices of degree three or higher cannot
be moved and are always maintained in the schematization.
In Chapter 4 one of these restrictions was lifted. We presented an areapreserving algorithm for non-vertex-restricted schematization using circular arcs.
The resulting schematizations are not restricted to arcs ending at vertices of the
input, increasing the expressiveness of the schematization. Using a single parameter different degrees of ‘curviness’ can be promoted. We presented a geometric
evaluation of the resulting schematizations, which indicates that the algorithm is
relatively effective and that the introduction of new vertices indeed improves the
quality of the schematization.
Besides the geometric evaluation, we also assessed the perceived effects of
curved schematization. In Chapter 5 we discussed the results from an online user
survey on the effect of curved schematization. Using the algorithm described in
the previous chapter we generated both curved and straight-line schematizations.
The schematizations were compared on perceived complexity, aesthetics, and
their recognizability. Curved schematizations were deemed aesthetically more
pleasing, but were also considered to be more complex. The use of curves improved the recognizability for schematized shapes of moderately complexity.

9

Networks
Having explored territorial boundaries, in Part III we shifted our attention to the
schematization of networks. Networks, for example metro networks and road networks, are generally more densely connected than territorial outlines. The connectivity of these networks places more constraints on their schematization.
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In Chapter 6 we presented an algorithm for the curved schematization of networks. We lifted the constraint that vertices of degree three or higher must be
maintained in the schematization. Being able to place circular arcs that span
across these vertices greatly reduces the complexity of the resulting schematization. We evaluated the effectiveness in three scenarios: territorial outlines, road
networks, and metro maps. The results are of high-quality for both territorial outlines and metro maps. However, the lack of caricature (exaggeration of typical
features) reduces the effectiveness for road networks.
The schematization of road networks, though in a different context, was explored in Chapter 7. Linear cartograms deform the map to ensure that travel time
corresponds to Euclidean distance on the map. We introduced a new map type
where the edges (roads) are distorted, but the rest of the map is undistorted.
Edges are drawn as sinusoid curves ensuring that edge length corresponds to
travel time. We described an efficient algorithm to compute a non-intersecting
edge placement. We also showed that maximizing the number of curves in centered position is NP-hard and provided heuristics that produce high-quality results.
Limits
In Part IV we explored the limits of schematization. We presented a new type
of geometric abstraction – the stenomap. Stenomaps represent two-dimensional
input shapes by smoothly curving linear glyphs. We described an algorithm to automatically generate glyphs representing both the area and boundary of the input
shapes. These glyphs offer new possibilities in the ‘cartographic design space’
and we discussed their relative merits and shortcomings. Finally, we showcased
the benefit of stenomaps in several use cases, including depicting uncertain model
data and continuous statistical data.

9.2 Outlook
The algorithms discussed in this thesis form a firm basis for the automated curved
schematization of maps. They effectively compute high-quality schematizations
that have a strongly reduced complexity, yet are sufficiently close to the geographic input. There are, however, still many areas in which the development
of curved schematization may be spurred. We highlight three different directions
for the development of curved schematization.
Typification
The requirement to closely follow the input geometry everywhere may be overly restrictive. Typification (see Figure 9.1) purposefully relinquishes this requirement,
and instead focuses on the representation of typical shape-features. A mountainroad with five hairpin turns might be better represented by a curve with three
hairpin turns than by a complex curve that is close to the road everywhere. Furthermore, it might not be beneficial to remove such characteristic features even
when feasible within the allowed error bounds. The schematization of road networks in Chapter 6 clearly brought this issue to light.
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Figure 9.1: Typification simplifies geographic features while maintaining their key characteristics.

The introduction of typification may further improve automated schematization. Maintaining critical shape-features may benefit the recognizability and, consequently, allow a further reduction of the overall complexity. Typification is closely
linked to the problem of segmentation. Given a polygonal shape 𝑃, subdivide 𝑃
into segments having a consistent characteristic form.
Integration
A next logical step in the curved schematization of maps is to integrate different
types of schematization. A simple map already combines many different layers
of information (i.e., territorial outlines, thematic information, key geographic features). The integration and simultaneous schematization of different layers of information introduces further restrictions on schematization.
We have considered topology preservation as one of the main criteria for
schematization. The introduction of several layers of information and their topological relations complicate the schematization. Topological relations may be fixed
or flexible depending on the source material and the level of schematization. The
schematization of one layer of information affects the validity of the representations of other layers of information. Features may shift, be scaled, or deformed
as a consequence of the schematization of other parts. Consequently, ensuring
the result is close to the original input may be a less viable strategy.

9

Primitives
All the algorithms for schematization of territorial outlines that were discussed in
this thesis consider the boundary as a piecewise chain which should be simplified. The different parts of the boundary should maintain the correct topology,
but no further relationship exists. This is not necessarily a reasonable assumption. Reimer and Meulemans [107] already conjectured that parallelism drives
straight-line schematization. Chorematic diagrams such as Figure 1.10(a) show
that we may even strengthen this further. Not only parallelism, but also the good
continuation of shapes may help reduce the perceived complexity.
It would hence be interesting to investigate whether it is possible to decompose
a shape into a set of 𝑘 possibly overlapping primitives (e.g., triangles, rectangles,
circles), such that the union of those primitives form a high-quality schematization of the polygon. This problem has already received attention in various forms
in the fields of computational geometry [72], model generation [69, 139], nonphotorealistic rendering [85], object recognition [10], and robotics [64].
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Several issues and questions arise when considering schematization via a decomposition in primitives. First, it is unclear if the area needs to be covered or if
shapes may simply span the area. Second, an optimal decomposition is likely
unstable for changing complexities, whereas both top-down and bottom-up iterative decompositions may heavily suffer from local choices of the decomposition.
Third, it may be desirable to work with both positive and negative shapes, adding
or subtracting area. It is unclear how these affect the schematization. Finally,
the (undesired) introduction of very small details due to the interaction of different
primitives may cause problems. This completely different take on schematization may result in new insights and further advance the knowledge of automated
schematization.

9

References
[1] J. Ahlberg, E. Nilson, and J. Walsh. The Theory of Splines and Their Applications. Academic Press, 1967.
[2] B. Aspvall, M. Plass, and R. Tarjan. A Linear-Time Algorithm for Testing
the Truth of Certain Quantified Boolean Formulas. Information Processing
Letters, 8(3):121–123, 1979.
[3] D. Auber, C. Huet, A. Lambert, B. Renoust, A. Sallaberry, and A. Saulnier.
GosperMap: Using a Gosper Curve for Laying Out Hierarchical Data. IEEE
Transactions on Visualization and Computer Graphics, 19(11):1820–1832,
2013.
[4] S. Avelar. Convergence Analysis and Quality Criteria for an Iterative
Schematization of Networks. Geoinformatica, 11(4):497–513, 2007.
[5] X. Bai and L. Latecki. Discrete Skeleton Evolution. In Energy Minimization Methods in Computer Vision and Pattern Recognition, pages 362–374.
Springer, 2007.
[6] X. Bai, L. Latecki, and W.-Y. Liu. Skeleton Pruning by Contour Partitioning
with Discrete Curve Evolution. IEEE Transactions on Pattern Analysis and
Machine Intelligence, 29(3):449–462, 2007.
[7] M. Bar and M. Neta. Humans Prefer Curved Visual Objects. Psychological
Science, 17(8):645–648, 2006.
[8] G. Barequet, M. Goodrich, and C. Riley. Drawing Planar Graphs with Large
Vertices and Thick Edges. Journal of Graph Algorithms and Applications,
8(1):3–20, 2004.
[9] T. Barkowsky, L. Latecki, and K.-F. Richter. Schematizing Maps: Simplification of Geographic Shape by Discrete Curve Evolution. In Spatial Cognition
II, LNCS 1849, pages 41–53, 2000.
[10] S. Belongie, J. Malik, and J. Puzicha. Shape Matching and Object Recognition using Shape Contexts. IEEE Transactions on Pattern Analysis and
Machine Intelligence, 24(4):509–522, 2002.
[11] M. de Berg, O. Cheong, M. van Kreveld, and M. Overmars. Computational
geometry: algorithms and applications. Springer, 3rd edition, 2008.
[12] M. de Berg, M. van Kreveld, and S. Schirra. Topologically correct subdivision simplification using the bandwidth criterion. Cartography and Geographic Information Science, 25(4):243–257, 1998.

154

REFERENCES

[13] A. Beristain, M. Graña, and A. Gonzalez. A Pruning Algorithm for Stable Voronoi Skeletons. Journal of Mathematical Imaging and Vision, 42(23):225–237, 2012.
[14] J. Bertin. Graphische Semiologie. Diagramme, Netze, Karten. Gruyter,
1973.
[15] S. Bies and M. van Kreveld. Time-Space Maps from Triangulations. In
Proceedings of the 20th International Symposium on Graph Drawing (GD
2012), LNCS 7704, pages 511–516, 2013.
[16] H. Blum. A Transformation for Extracting New Descriptors of Shape. Models
for the Perception of Speech and Visual Form, 19(5):362–380, 1967.
[17] N. Boukhelifa, A. Bezerianos, T. Isenberg, and J.-D. Fekete. Evaluating Sketchiness as a Visual Variable for the Depiction of Qualitative Uncertainty. IEEE Transactions on Visualization and Computer Graphics,
18(12):2769–2778, 2012.
[18] Q. Bouts, T. Dwyer, J. Dyke, B. Speckmann, S. Goodwin, N. Riche,
S. Carpendale, and A. Liebman. Visual Encoding of Dissimilarity Data via
Topology-Preserving Map Deformation. IEEE Transactions on Visualization
and Computer Graphics, Pre-Print., 2015.
[19] C. Brewer. Designing Better Maps: A Guide for GIS Users. ESRI Press,
2005.
[20] C. Brewer and B. Buttenfield. Mastering map scale: balancing workloads
using display and geometry change in multi-scale mapping. Geoinformatica, 14:221–239, 2010.
[21] R. Brunet. La carte: Mode d’Emploi. Fayard-Reclus, 1987.
[22] R. Brunet. La population du Languedoc-Roussillon en 1990 et la croissance
récente. MappeMonde, 91(1):34–36, 1991.
[23] R. Brunet. La Corse, région d’Europe. Mappemonde, 76(4):1–16, 2004.
[24] H. Bucher and C. Schlömer. Die neue Raumordnungsprognose des BBR.
Raumforschung und Raumordnung, 64(3):206–212, 2006.
[25] K. Buchin, W. Meulemans, and B. Speckmann. A New Method for Subdivision Simplification with Applications to Urban-Area Generalization. In
Proceedings of the 19th ACM SIGSPATIAL International Conference on Advances in Geographic Information Systems (ACM SIGSPATIAL GIS 2011),
pages 261–270, 2011.
[26] K. Buchin, A. van Goethem, M. Hoffmann, M. van Kreveld, and B. Speckmann. Travel-time Maps: Linear Cartograms with Fixed Vertex Locations.
In Proceedings of the 8th International Conference on Geographic Information Science (GIScience 2014), LNCS 8728, pages 18–33. Springer, 2014.

REFERENCES

155

[27] H. Burchard, J. Ayers, W. Frey, and N. Sapidis. Approximation with Aesthetic Constraints. In N. Sapidis, editor, Designing Fair Curves and Surfaces: Shape Quality in Geometric Modeling and Computer-Aided Design.
Society for Industrial and Applied Mathematics, 1994.
[28] D. Burghardt, C. Duchêne, and W. Mackaness, editors. Abstracting Geographic Information in a Data Rich World - Methodologies and Applications
of Map Generalisation. Springer, 2014.
[29] B. Buttenfield and R. McMaster, editors. Map Generalization - Making Rules
for Knowledge Representation. Longman, 1991.
[30] S. Cabello, M. de Berg, and M. van Kreveld. Schematization of Networks.
Computational Geometry: Theory & Applications, 30(3):223–238, 2005.
[31] S. Cabello, E. Demaine, and G. Rote. Planar Embeddings of Graphs with
Specified Edge Lengths. Journal of Graph Algorithms and Applications,
11(1):259–276, 2007.
[32] C. Cheng, C. Duncan, M. Goodrich, and S. Kobourov. Drawing Planar Graphs with Circular Arcs. Discrete & Computational Geometry,
25(3):405–418, 2001.
[33] R. Chernobelskiy, K. Cunningham, M. Goodrich, S. Kobourov, and L. Trott.
Force-directed Lombardi-Style Graph Drawing. In Proceedings of the 19th
International Symposium on Graph Drawing (GD 2011), pages 320–331.
Springer, 2011.
[34] S. Christophe, C. Hoarau, A. Kasbarian, and A. Audusseau. A framework
for Pop Art maps design. In Proceedings of the 7th International Conference
on Geographic Information Science (GIScience 2012), 2012.
[35] S. Cicerone and M. Cermignani. Fast and Simple Approach for Polygon
Schematization. In Proceedings of the 12th International Conference on
Computational Science and Its Applications, LNCS 7333, pages 267–279,
2012.
[36] P. de Casteljau. Outillages méthodes calcul. Technical report, A. Citroën,
1959.
[37] D. Delling, A. Gemsa, M. Nöllenburg, T. Pajor, and I. Rutter. On dregular schematization of embedded paths. Computational Geometry,
47(3):381–406, 2014.
[38] T. van Dijk and J.-H. Haunert. Interactive Focus Maps Using Least-Squares
Optimization. International Journal of Geographical Information Science,
28(10):2052–2075, 2014.
[39] T. van Dijk, A. van Goethem, J.-H. Haunert, W. Meulemans, and B. Speckmann. Accentuating Focus Map via Partial Schematization. In Proceedings of the 21st ACM SIGSPATIAL International Conference on Advances

156

REFERENCES

in Geographic Information Systems (ACM SIGSPATIAL GIS 2013), pages
438–441, 2013.
[40] T. van Dijk, A. van Goethem, J.-H. Haunert, W. Meulemans, and B. Speckmann. Map Schematization with Circular Arcs. In Proceedings of the 8th
International Conference on Geographic Information Science (GIScience
2014), LNCS 8728, pages 1–17. Springer, 2014.
[41] D. Douglas and T. Peucker. Algorithms for the reduction of the number of
points required to represent a digitized line or its caricature. Cartographica,
10(2):112–122, 1973.
[42] R. Drysdale, G. Rote, and A. Sturm. Approximation of an open polygonal
curve with a minimum number of circular arcs and biarcs. Computational
Geometry: Theory and Applications, 41(1-2):31–47, 2008.
[43] C. Duncan, D. Eppstein, M. Goodrich, S. Kobourov, and M. Löffler. Planar
and Poly-arc Lombardi Drawings. In Proceedings of the 19th International
Symposium on Graph Drawing (GD 2011), LNCS 7034, pages 308–319,
2012.
[44] C. Duncan, D. Eppstein, M. Goodrich, S. Kobourov, and M. Nöllenburg.
Lombardi Drawings of Graphs. Journal of Graph Algorithms and Applications, 16(1):37–83, 2012.
[45] T. Dwyer, N. Hurst, and D. Merrick. A fast and simple heuristic for metro
map path simplification. In Advances in Visual Computing, pages 22–30.
Springer, 2008.
[46] A. Efrat, C. Erten, and S. Kobourov. Fixed-Location Circular-Arc Drawing of Planar Graphs. Journal of Graph Algorithms and Applications,
11(1):145–164, 2007.
[47] D. Eppstein, D. Holten, M. Löffler, M. Nöllenburg, B. Speckmann, and
K. Verbeek. Strict Confluent Drawing. Journal of Computational Geometry,
7(1):22–46, 2016.
[48] S. Fabrikant, D. Montello, M. Ruocco, and R. Middleton. The Distance–
Similarity Metaphor in Network-Display Spatializations. Cartography and
Geographic Information Science, 31(4):237–252, 2004.
[49] M. Fink, H. Haverkort, M. Nöllenburg, M. Roberts, J. Schuhmann, and
A. Wolff. Drawing Metro Maps Using Bézier Curves. In Proceedings of the
20th International Symposium on Graph Drawing (GD 2012), LNCS 7704,
pages 463–474, 2013.
[50] B. Finkel and R. Tamassia. Curvilinear graph drawing using the forcedirected method. In Proceedings of the 12th International Symposium on
Graph Drawing (GD 2004), LNCS 3383, pages 448–453, 2004.

REFERENCES

157

[51] U. Freitag.
Kartographische Konzeptionen - Cartographic Conceptions, chapter Die Eigenschaften der kartographiscehn Darstellungsformen,
pages 115–132. Freie Universität Berlin, 1992.
[52] A. van Goethem, W. Meulemans, A. Reimer, H. Haverkort, and B. Speckmann. Topologically Safe Curved Schematization. The Cartographic Journal, 50(3):276–285, 2013.
[53] A. van Goethem, W. Meulemans, B. Speckmann, and J. Wood. Exploring
Curved Schematization of Territorial Outlines. IEEE Transactions on Visualization and Computer Graphics, 21(8):889–902, Aug 2015.
[54] A. van Goethem, A. Reimer, B. Speckmann, and J. Wood. Stenomaps:
Shorthand for Shapes. IEEE Transactions on Visualization and Computer
Graphics, 20(12):2053–2062, 2014.
[55] M. Goodrich and C. Wagner. A Framework for Drawing Planar Graphs with
Curves and Polylines. Journal of Algorithms, 37(2):399–421, 2000.
[56] L. Guibas, J. Hershberger, J. Mitchell, and J. Snoeyink. Approximating Polygons and Subdivisions with Minimum-Link Paths. International Journal of
Computational Geometry & Applications, 3(4):383–415, 1993.
[57] E. Guilbert and H. Lin. Isobathymetric line simplification with conflict
removal based on a B-spline snake model. Marine Geodesy, 30(12):169–195, 2007.
[58] A. Gürtler. Das Zeichnen im erdkundlichen Unterricht. Zweites Heft: Europa. Wunderlich, 1929.
[59] S. Hahmann and D. Burghardt. How much information is geospatially referenced? Networks and cognition. International Journal of Geographical
Information Science, 27(6):1171–1189, 2013.
[60] G. Hake, D. Grünreich, and L. Meng. Kartographie Visualisierung raumzeitlicher Informationen. Walter de Gruyter, Berlin, New York, 2002.
[61] D. Halperin. Arrangements. In Handbook of Discrete and Computational
Geometry, chapter 24. Chapman & Hall/CRC, 2004.
[62] R. Hatzinger and R. Dittrich. prefmod: An R Package for Modeling Preferences Based on Paired Comparisons, Rankings, or Ratings. Journal of
Statistical Software, 48(10):31, 2011.
[63] M. Heimlich and M. Held. Biarc approximation, simplification and smoothing
of polygonal curves by means of Voronoi-based tolerance bands. International Journal of Computational Geometry and Applications, 18(3):221–250,
2008.

158

REFERENCES

[64] K. Huebner, S. Ruthotto, and D. Kragic. Minimum Volume Bounding Box
Decomposition for Shape Approximation in Robot Grasping. In Proceedings
of the IEEE International Conference on Robotics and Automation (IRCA
2008), pages 1628–1633. IEEE, 2008.
[65] P. Hui, M. Pelsmajer, M. Schaefer, and D. Stefankovic. Train Tracks and
Confluent Drawings. Algorithmica, 47(4):465–479, 2007.
[66] H. Imai and M. Iri. Computational-geometric methods for polygonal approximations of a curve. Computer Vision, Graphics & Image Processing,
36(1):31–41, 1986.
[67] E. Imhof. Thematische Kartographie, Lehrbuch der Allgemeinen Geographie, Band X. Walter de Gruyter, 1972.
[68] E. Imhof.
Positioning names on maps.
2(2):128–144, 1975.

American Cartographer,

[69] M. Kada. Scale-Dependent Simplification of 3D Building Models Based
on Cell Decomposition and Primitive Instancing. In Proceedings of the
8th Conference on Spatial Information Theory (COSIT 2007), 4736, pages
222–237. Springer, 2007.
[70] C. Kaiser, F. Walsh, C. Farmer, and A. Pozdnoukhov. User-Centric TimeDistance Representation of Road Networks. In Proceedings of the 6th International Conference on Geographic Information Science (GIScience 2010),
LNCS 6292, pages 85–99, 2010.
[71] J.-H. Kämper, S. Kobourov, and M. Nöllenburg. Circular-arc cartograms.
In Proceedings of the 6th IEEE Pacific Visualization Symposium (PacificVis
2013), pages 1–8, 2013.
[72] M. Keil and J. Snoeyink. On the time bound for convex decomposition of
simple polygons. International Journal of Computational Geometry & Applications, 12(03):181–192, 2002.
[73] K. Koffka. Principles of Gestalt psychology. Routledge, 2013.
[74] M. Kraak and F. Ormeling. Cartography: Visualization of Spatial Data, Second Edition. Addison Wesley Longman, 2003.
[75] P. Langlois and J.-C. Denain. Cartographie en anamorphose. Cybergeo:
European Journal of Geography, 1996.
[76] F. Lecordix, C. Plazanet, and J.-P. Lagrange. PlaGe: a Platform for research
in Generalization. Application to caricature. GeoInformatica, 1(2):161–182,
1996.
[77] D. Lee and R. Drysdale. Generalization of Voronoi diagrams. SIAM Journal
on Computing, 10(1):73–87, 1981.

REFERENCES

159

[78] A. MacEachren. How Maps Work: Representation, Visualization, and Design. Guilford Publishing, 1995.
[79] W. Mackaness and A. Reimer. Generalisation in the Context of Schematised Maps. In Abstracting Geographic Information in a Data Rich World.
Methodologies and Applications of Map Generalisation. Springer, 2014.
[80] W. Mackaness, A. Ruas, and L. Sarjakoski, editors. Generalisation of Geographic Information: Cartographic Modelling and Applications (International
Cartographic Association). Elsevier Science, 1st edition, April 2007.
[81] D. Macrini, S. Dickinson, D. Fleet, and K. Siddiqi. Object categorization using bone graphs. Computer Vision and Image Understanding,
115(8):1187–1206, 2011.
[82] A. Masood and S. Ejaz. An efficient algorithm for robust curve fitting using cubic Bezier curves. In Advanced Intelligent Computing Theories and
Applications, LNCS 6216, pages 255–262, 2010.
[83] D. Merrick and J. Gudmundsson. Increasing the Readability of Graph Drawings with Centrality-Based Scaling. In Proceedings of the 5th Asia Pacific Symposium on Information Visualization (APVIS 2006), pages 67–76,
2006.
[84] D. Merrick and J. Gudmundsson. Path Simplification for Metro Map Layout.
In Proceedings of the 14th International Symposium on Graph Drawing (GD
2006), LNCS 4372, pages 258–269, 2006.
[85] X. Mi, D. DeCarlo, and M. Stone. Abstraction of 2D shapes in terms of parts.
In Proceedings of the 7th International Symposium on Non-Photorealistic
Animation and Rendering (NPAR 2009), pages 15–24, 2009.
[86] T. Milea, O. Schrijvers, K. Buchin, and H. Haverkort. Shortest-Paths Preserving Metro Maps. In Proceedings of the 19th International Symposium
on Graph Drawing (GD 2011), LNCS 7034, pages 445–446. Springer, 2011.
[87] Militärgeographisches Amt (ed.). Antarktis 1:30.000.000. Atlas der militärischen Landeskunde DMG-1982, 1982.
[88] M. Minard. Carte figurative et approximative des Quantités de Vins Français
exportés par mer en 1864. (no place, printer or date).
[89] M. Minard. Carte Figurative des pertes successives en hommes de l’Armée
Française dans la campagne de Russie 1812-1813. 1869.
[90] M. Monmonier. How to Lie with Maps. University of Chicago Press, 1996.
[91] N. Mustafa, E. Koutsofios, S. Krishnan, and S. Venkatasubramanian.
Hardware-assisted view-dependent map simplification. In Proceedings of
the 17th annual Symposium on Computational Geometry (SoCG 2001),
pages 50–59, 2001.

160

REFERENCES

[92] O. Neurath. Gesellschaft und Wirtschaft. Bildstatistisches Elementarwerk.
Bibliographisches Institut Leipzig, 1931.
[93] G. Neyer. Line Simplification with Restricted Orientations. In Proceedings of
the 6th International Workshop on Algorithms and Data Structures (WADS
1999), LNCS 1663, pages 13–24, 1999.
[94] C. Nielsen, S. Jackman, I. Birol, and S. Jones. ABySS-Explorer: Visualizing
Genome Sequence Assemblies. IEEE Transactions on Visualization and
Computer Graphics, 15(6):881–888, 2009.
[95] M. Nöllenburg. An Improved Algorithm for the Metro-Line Crossing Minimization Problem. In Proceedings of the 17th International Symposium on
Graph Drawing (GD 2009), LNCS 5849, pages 381–392, 2010.
[96] M. Nöllenburg. A Survey on Automated Metro Map Layout Methods. In
Schematic Mapping Workshop 2014, 2014.
[97] M. Nöllenburg and A. Wolff. Drawing and Labeling High-Quality Metro Maps
by Mixed-Integer Programming. IEEE Transactions on Visualization and
Computer Graphics, 17(5):626–641, 2011.
[98] R. Ogniewicz and O. Kübler. Hierarchic Voronoi Skeletons. Pattern Recognition, 28(3):343–359, 1995.
[99] W. Park and K. Yu. Hybrid line simplification for cartographic generalization.
Pattern Recognition Letters, 32(9):1267–1273, 2011.
[100] P. Picasso and S. Galassi. Picasso’s One-Liners. Artisan, 1997.
[101] C. Poon, B. Zhu, and F. Chin. A polynomial time solution for labeling a
rectilinear map. Information Processing Letters, 65(4):201–207, 1998.
[102] P. van der Poorten and C. Jones. Characterisation and generalisation of
cartographic lines using Delaunay triangulation. International Journal of
Geographical Information Science, 16(8):773–794, 2002.
[103] R. Prim. Shortest Connection Networks And Some Generalizations. Bell
System Technical Journal, 36(6):1389–1401, 1957.
[104] N. Regnauld and R. McMaster. A Synoptic View of Generalisation Operators. In Generalisation of Geographic Information: Cartographic Modelling
and Applications, pages 37–66. Elsevier, 2007.
[105] A. Reimer. Understanding chorematic diagrams: towards a taxonomy. The
Cartographic Journal, 47(4):330–350, 2010.
[106] A. Reimer. Squaring the Circle? Bivariate Colour Maps and Jacques
Bertin’s Concept of Disassociation. In Proceedings of the 25th International
Cartographic Conference (ICC 2011), pages 3–8, 2011.

REFERENCES

161

[107] A. Reimer and W. Meulemans. Parallelity in Chorematic Territorial Outlines.
In Proceedings of the 14th ICA Workshop on Generalization and Multiple
Representation, 2011.
[108] M. Roberts. Underground Maps Unravelled - Explorations in information
design. Self-published, 2012.
[109] M. Roberts, E. Newton, F. Lagattolla, S. Hughes, and M. Hasler. Objective
versus Subjective Measures of Paris Metro Map Usability: Investigating Traditional Octolinear versus All-Curves Schematics. International Journal of
Human-Computer Studies, 71(3):363–386, 2013.
[110] A. Robinson, J. Morrison, P. Muehrcke, J. Kimerling, and S. Guptill. Elements of Cartography. John Wiley & Sons, 6th edition, 1995.
[111] G. Rote.
Computing the Fréchet distance between piecewise
smooth curves. Computational Geometry: Theory and Applications,
37(3):162–174, 2007.
[112] E. Saux and M. Daniel. Data reduction of polygonal curves using B-splines.
Computer-Aided Design, 31(8):507–515, 1999.
[113] P. Schneider. An algorithm for automatically fitting digitized curves. In
Graphic Gems, pages 612–626. Academic Press Professional, 1990.
[114] D. Shaked and A. Bruckstein. Pruning Medial Axes. Computer Vision and
Image Understanding, 69(2):156–169, 1998.
[115] L. Shao and H. Zhou. Curve fitting with Bezier cubics. Graphical models
and image processing, 58(3):223–232, 1996.
[116] W. Shen, X. Bai, R. Hu, H. Wang, and L. Latecki. Skeleton growing and
pruning with bending potential ratio. Pattern Recognition, 44(2):196–209,
2011.
[117] E. Shimizu and R. Inoue. A new algorithm for distance cartogram construction. International Journal of Geographical Information Science,
23(11):1453–1470, 2009.
[118] E. Spiess. Eigenschaften von Kombinationen graphischer Variablen.
Grundsatzfragen der Kartographie, pages 280–293, 1970.
[119] M. Stone and T. DeRose. A geometric characterization of parametric cubic
curves. ACM Transactions on Graphics, 8(3):147–163, 1989.
[120] J. Stott, P. Rodgers, J. Martinez-Ovando, and S. Walker. Automatic Metro
Map Layout Using Multicriteria Optimization. IEEE Transactions on Visualization and Computer Graphics, 17(1):101–114, 2011.
[121] T. Strijk and M. van Kreveld. Labeling a Rectilinear Map More Esfficiently.
Information Processing Letters, 69(1):25–30, 1999.

162

REFERENCES

[122] J. Svoboda. Spatial representations in the Upper Paleolithic: The cases
from Pavlov and Předmostí., pages 123–126. Centro Camuno di Studi
Preistorichi/UISPP/CISENP, 2007.
[123] S. Tak and A. Cockburn. Enhanced spatial stability with Hilbert and Moore
treemaps. IEEE Transactions on Visualization and Computer Graphics,
19(1):141–148, 2013.
[124] A. Telea and J. van Wijk. An Augmented Fast Marching Method for Computing Skeletons and Centerlines. In Proceedings of the Symposium on Data
Visualisation 2002 (VISSYM ’02), pages 251–259, Aire-la-Ville, Switzerland, Switzerland, 2002. Eurographics Association.
[125] R. Thomson and R. Brooks. Exploiting Perceptual Grouping for Map Analysis, Understanding and Generalization: The Case of Road and River Networks. In Graphics Recognition: Algorithms & Applications, LNCS 2390,
pages 148–157, 2002.
[126] P. Ti and Z. Li. Generation of schematic network maps with automated
detection and enlargement of congested areas. International Journal of
Geographical Information Science, 28(3):521–540, 2014.
[127] F. Töpfer and W. Pillewizer. The principles of selection. The Cartographic
Journal, 3(1):10–16, 1966.
[128] N. Trinh and B. Kimia. Skeleton search: Category-Specific Object Recognition and Segmentation Using a Skeletal Shape Model. International Journal
of Computer Vision, 94(2):215–240, 2011.
[129] P. Utrilla, C. Mazo, M. Sopena, M. Martínez-Bea, and R. Domingo. A palaeolithic map from 13,660 calbp: engraved stone blocks from the late magdalenian in abauntz cave (navarra, spain). Journal of Human Evolution,
57(2):99–111, 2009.
[130] A. Vande Moere, M. Tomitsch, C. Wimmer, B. Christoph, and T. Grechenig.
Evaluating the Effect of Style in Information Visualization. IEEE Transactions on Visualization and Computer Graphics, 18(12):2739–2748, 2012.
[131] E. Vessel and N. Rubin. Beauty and the beholder: Highly individual taste
for abstract, but not real-world images. Journal of Vision, 10(2):1–14, 2010.
[132] M. Visvalingam and J. Whyatt. Line generalisation by repeated elimination
of points. The Cartographic Journal, 30(1):46–51, 1993.
[133] J. Ware, G. Taylor, S. Anand, and N. Thomas. Automated Production of
Schematic Maps for Mobile Applications. Transaction in GIS, 10(1):25–42,
2006.
[134] M. Wattenberg. A Note on Space-Filling Visualizations and Space-Filling
Curves. In Proceedings of the 11th IEEE Symposium on Information Visualization (InfoVis 2005), pages 181–186, 2005.

REFERENCES

163

[135] A. Wolff and T. Strijk. The Map Labeling Bibliography, 2009. http://liinwww.
ira.uka.de/bibliography/Theory/map.labeling.html.
[136] C. Wood. Descriptive and illustrated guide for type placement on small scale
maps. The Cartographic Journal, 37(1):5–18, 2000.
[137] J. Wood, P. Isenberg, T. Isenberg, J. Dykes, N. Boukhelifa, and A. Slingsby.
Sketchy Rendering for Information Visualization. IEEE Transactions on Visualization and Computer Graphics, 18(12):2749–2758, 2012.
[138] H.-Y. Wu, S. Takahashi, C.-C. Lin, and H.-C. Yen. Travel-Route-Centered
Metro Map Layout and Annotation. In Computer Graphics Forum, volume 31, pages 925–934. Wiley Online Library, 2012.
[139] M. Yumer and L. Kara. Co-Abstraction of Shape Collections. ACM Transactions on Graphics, 31(6):166, 2012.

Summary
Algorithms for Curved Schematization
Maps are an indispensable part of our lives. They are information dense and can
quickly place information in a geographic context. Maps are used by many on a
daily basis, helping to make decisions in navigation, spatial planning, and risk and
disaster management. To facilitate efficient decision-making, task-appropriate
maps are as simple as possible. By omitting unneeded detail emphasis is given
to the main message.
Schematization is the process of creating a simplified and compact representation of the original input data. It reduces detail, possibly going beyond the needs
of the target scale or medium. Design-based rules further emphasize the visual
appearance over geographic accuracy. Schematization can structure and simplify
information, reduce the illusion of accuracy, and help create a striking and powerful message. One of the most well-known examples is Beck’s iconic map of the
London underground.
There is an extensive body of work on algorithmic methods for schematization
using straight lines. Traditional cartography, however, commonly makes use of
curves for schematization. Curves have a greater expressive power and, hence,
naturally lend themselves to the reduction of detail. In this thesis we look at possibilities for automated schematization using curves. Automated curved schematization has implications for algorithms, cartography, and visualization.
Territorial outlines
In the first part of this thesis we focus on the schematization of territorial outlines.
We present a generic framework for topology-preserving curved schematization
that can be instantiated with different quality measures and curve types. Using
the edge-based Voronoi diagram we ensure that the schematization maintains
the correct topology. Curves can be fitted only between vertices of the input, and
as such the approach is vertex-restricted.
The ability to introduce new vertices may significantly increase the expressiveness of a schematization. Hence, we present a second approach that is nonvertex-restricted. Iterative detail reduction via local operations allows new vertices
to be introduced removing the restrictions placed by the input vertices. By prioritizing operations according to different schemes we obtain results of varying degree
of ‘curviness’. The method creates visually pleasing results even for very low output complexities and combines well with different rendering styles. We present a
geometric evaluation of the resulting schematizations.
Besides a geometric evaluation, we also evaluate the perceived effects of
curved schematization. We discuss the results from an online user survey comparing the effects of curved versus straight-line schematization. Curved schema-
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tizations were deemed aesthetically more pleasing, but were considered as more
complex. The use of curves also improved the recognizability for schematized
shapes of moderately complexity.
Networks
Having explored territorial boundaries, in the next part we shift our attention to
the schematization of networks. Networks are generally more densely connected
than territorial outlines, restricting the options for schematization.
The third approach we introduce removes the constraint that vertices of degree three or higher are preserved. Our algorithm can introduce circular arcs that
span across these vertices. Consequently it is able to significantly reduce the
complexity even for densely connected networks. We explore the suitability and
effectiveness of this algorithm for three different use cases. The results are of
high-quality for both territorial outlines and metro maps. The lack of caricature,
however, reduces the effectiveness for road networks.
In linear cartograms a metric (e.g., travel-time) is projected onto a network by
proportionally distorting the underlying geographic map. Distances in these maps
do not correspond to geographic distances anymore, but instead correspond to
the metric. The geography of the underlying map, however, may be severely distorted. We introduce an alternative model where the (road) network is distorted,
but the rest of the map remains undistorted. Edges are drawn as sinusoid curves
using edge length as an encoding. Curves may be placed in three possible positions. We describe an efficient algorithm to compute a suitable, non-intersecting
placement of the curved edges. We also show that maximizing the number of
curves in the center position is NP-hard, but that heuristics may produce highquality results.
Limit
In the last part of this thesis we explore the limits of schematization. Traditional
schematization considers shape schematization as a schematization of the boundary of a shape. We present a radically different type of geometric abstraction –
the stenomap. Stenomaps represent two-dimensional input shapes by smoothly
curving linear glyphs. We present an efficient algorithm to automatically generate
these open, 𝐶 1 -continuous splines from a set of input polygons. The glyphs offer
new possibilities in the ‘cartographic design space’ and we discuss their relative
merits and shortcomings. Finally, we describe several use cases including the depiction of uncertain model data; minimal ink thematic mapping; and the depiction
of continuous statistical data.

Samenvatting
Algoritmen voor schematisatie met gebogen lijnen
Kaarten vormen een onmisbaar deel van ons leven. Ze bevatten veel informatie
en kunnen dit snel in een geografische context plaatsen. Kaarten worden door
veel mensen gebruikt op een dagelijkse basis en helpen bij het maken van beslissingen in navigatie, ruimtelijke planning, en ramp management. Om efficient
gebruikt te kunnen worden zijn taak-gerichte kaarten zo simpel mogelijk. Door
onnodige details achterwege te laten wordt de belangrijkste boodschap versterkt.
Schematisatie is het proces gericht op het creëren van een versimpelde en
compacte representatie van de originele data. Het reduceert detail tot een niveau
dat geschikt is voor de bedoelde taak, daarbij mogelijk verder versimpelend dan
strikt nodig is voor de schaal of het medium. Een sterke ontwerp-filosofie geeft een
verdere nadruk aan de visuele weergave boven de geografische accuraatheid.
Schematisatie kan informatie structureren en simplificeren, de illusie van precisie
ontmantelen, en helpen bij het creëren van een opvallende en krachtige boodschap. Een van de meest bekende voorbeelden is Beck’s iconische kaart van de
metro van Londen.
Er is veel kennis beschikbaar omtrent algoritmische methoden voor de schematisatie van kaarten met behulp van rechte lijnstukken. Traditionele cartografie
maakt echter veel gebruik van gebogen lijnen voor schematisatie. Gebogen lijnen
hebben een grotere uitdrukkingskracht en lenen zich daardoor natuurlijk voor de
reductie van detail. In deze thesis onderzoeken we mogelijkheden voor automatische schematisatie met behulp van gebogen lijnen. Automatische schematisatie
heeft implicaties in de gebieden van algoritmiek, cartografie, en visualisatie.
Territoriale contouren
In het eerste deel van deze thesis richten we onze aandacht op de schematisatie
van territoriale contouren. We presenteren een generiek kader voor de schematisatie met gebogen lijnen waarbij topologie gehandhaafd wordt. Het kader
kan geïnstantieerd worden met behulp van diverse kwaliteitsmaten en vormen
van gebogen lijnen. Met behulp van het edge-based Voronoi diagram kunnen
wij ervoor zorgen dat de schematisatie de juiste topologie behoudt. Gebogen
lijnen kunnen alleen tussen hoekpunten van het origineel worden geplaatst, en
zodoende kunnen geen nieuwe hoekpunten worden geïntroduceerd.
De mogelijkheid om nieuwe hoekpunten te introduceren kan de expressiviteit
van de schematisatie zeer ten goede komen. Daarom presenteren we een tweede
aanpak die niet gebonden is aan de hoekpunten van het origineel. Iteratieve
lokale bewerkingen verminderen detail en introduceren mogelijk nieuwe hoekpunten. Door bewerkingen te prioriteren afhankelijk van diverse gewichten verkrijgen
wij resultaten met een variërende hoeveelheid sterk gebogen lijnen. De methode
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creëert goede resultaten zelfs bij een hele lage complexiteit. We presenteren een
geometrische evaluatie van de schematisaties.
Behalve een geometrische evaluatie presenteren we ook de resultaten van
een online gebruikersonderzoek waarin de effecten van schematisatie met rechte
en gebogen lijnen worden vergeleken. Schematisaties met gebogen lijnen werden esthetisch meer gewaardeerd, maar werden ook als meer complex ervaren.
Het gebruik van gebogen lijnen verbeterde de herkenbaarheid van schematisaties
met een gemiddelde complexiteit.
Netwerken
In het volgende deel verschuiven we onze attentie naar de schematisatie van
netwerken. Netwerken zijn in het algemeen sterker onderling verbonden dan territoriale contouren, waardoor de mogelijkheden tot schematisatie beknot worden.
De derde aanpak die wij introduceren verwijdert de beperking dat hoekpunten
van graad drie of hoger bewaard moeten blijven in de schematisatie. Cirkelbogen
kunnen worden geïntroduceerd die door deze punten heenlopen, waardoor de
complexiteit ver kan worden teruggebracht zelfs voor sterk verbonden netwerken.
We onderzoeken de toepasselijkheid en effectiviteit van het algoritme in drie verschillende toepassingen. De resultaten zijn van hoge kwaliteit voor zowel territoriale contouren als voor metro kaarten. Het gebrek aan karikatuur vermindert
echter de effectiviteit voor wegen-netwerken.
In linear cartograms wordt een metriek (bijvoorbeeld reistijd) geprojecteerd op
een netwerk door de onderliggende kaart proportioneel te vervormen. Afstanden
op deze kaarten zijn niet gerelateerd aan geografische afstanden, maar houden
in plaats daarvan verband met de geprojecteerde metriek. De geografie van de
onderliggende kaart kan echter zwaar vervormd zijn. Wij introduceren een alternatief model waarbij het (wegen) netwerk is vervormd, maar de rest van de kaart
intact blijft. Segmenten worden getekend als sinusoïde gebogen lijnen waarbij de
lengte van de lijn gebruikt wordt als codering voor de metriek. De gebogen lijnen
kunnen in drie posities worden geplaatst. We beschrijven een efficient algoritme
om een niet-overlappende plaatsing van de gebogen segmenten te vinden. We
laten zien dat het maximaliseren van het aantal gebogen lijnen in de centrale positie NP-hard is, maar dat heuristieken hoge kwaliteit resultaten kunnen bereiken.
Limiet
In het laatste deel van deze thesis onderzoeken we de limieten van schematisatie.
Traditionele schematisatie beschouwt de schematisatie van vormen als de schematisatie van de grenzen van de vorm. Wij presenteren een radicaal ander type
van geometrische abstractie – de stenomap. Stenomaps representeren tweedimensionale vormen met behulp van symbolen die bestaan uit vloeiende gebogen lijnen. We presenteren een efficient algoritme om deze open, 𝐶 1 -continue
gebogen lijnen automatisch te genereren uit een set van polygonen. De ontwikkelde symbolen leveren nieuwe mogelijkheden in de ‘cartografische ontwerp
ruimte’ en we bespreken de voor en nadelen. Als laatste beschrijven we verschillende toepassingen voor stenomaps waaronder de weergave van onzekere data,
minimal ink thematic mapping, en de weergave van continue statistische data.
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