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Scheduling a Real-World Photolithography Area
With Constraint Programming

Patrick Deenen , Wim Nuijten , and Alp Akcay

Abstract—This paper studies the problem of scheduling
machines in the photolithography area of a semiconductor man-
ufacturing facility. The scheduling problem is characterized as
an unrelated parallel machine scheduling problem with machine
eligibilities, sequence- and machine-dependent setup times, aux-
iliary resources and transfer times for the auxiliary resources.
Each job requires two auxiliary resources: a reticle and a pod.
Reticles are handled in pods and a pod contains multiple reti-
cles. Both reticles and pods are used on multiple machines and
a transfer time is required if transferred from one machine
to another. A novel constraint programming (CP) approach is
proposed and is benchmarked against a mixed-integer program-
ming (MIP) method. The results of the study, consisting of a
real-world case study at a global semiconductor manufacturer,
demonstrate that the CP approach significantly outperforms the
MIP method and produces high-quality solutions for multiple
real-world instances, although optimality cannot be guaranteed.

Index Terms—Semiconductor manufacturing, production
scheduling, photolithography, constraint programming, integer
linear programming, real-world case study.

I. INTRODUCTION

SEMICONDUCTOR wafer fabrication facilities (wafer
fabs) consist of many different work areas that each per-

form a specific operation on the wafers, such as oxidation,
etching, diffusion, deposition, or photolithography (referred
to as lithography hereafter). The wafers travel through these
areas in batches of a maximum of 25 wafers, so-called lots,
and are built layer by layer. This process can take up to several
months until a wafer is completed. The number of layers on a
wafer ranges from 10 layers for the simplest technologies and
40 layers for the most advanced technologies. Lithography is
considered to be the heart of the fab, since each layer requires
at least one visit to the lithography area. Besides, this area
contains the most capital-intensive machines, and it is gener-
ally the bottleneck of a wafer fab [1], [2]. Therefore, effective
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scheduling in the lithography area can increase the performance
of a wafer fab significantly. Achieving increased throughput in
lithography usually translates into improved throughput for the
entire wafer fab. Moreover, effectively managing the scheduling
in the lithography area can greatly enhance the overall on-time
delivery performance of wafers. Since wafers frequently pass
through this area, there are many opportunities to align their
processing with their respective due dates.

In this work, we present a real-world case study of lithogra-
phy scheduling at Nexperia, a global semiconductor manufac-
turer. The encountered scheduling problem is characterized by
the following three challenges: (1) the need for two auxiliary
resources during production: a reticle and a pod. Machines
(also referred to as steppers) are used to expose wafers to
ultraviolet light in a specific geometric pattern. This geomet-
ric pattern is made with a so-called reticle. A specific reticle
is needed for processing each layer type in a lot. The pro-
cessing of a certain layer type of the lot is referred to as a
job. Due to the high development costs of reticles, the reticles
are unique. Many different products with various layer types
are produced simultaneously on parallel machines, so reticles
have to be constantly rearranged between the steppers. Reticles
are handled in pods, where each pod holds multiple reticles.
The reticles in a pod travel together and if a pod is loaded
on a machine, all the reticles in that pod can only be used
by that machine. Only reticles of the same layer type are eli-
gible to be combined into a pod and each layer type has a
fixed number of dedicated pods. Furthermore, a transfer time
should be taken into account if reticles or pods are transferred
from one machine to another. (2) The steppers differ greatly in
characteristics. The processing time of a job is influenced by
parameters like stepping speed, light intensity and total number
of flashes per wafer. Additionally, not every stepper is eligible
to process all jobs. There is also a setup time that depends on
the current and succeeding lot loaded on a machine and the
machine itself. Changing a reticle or pod increases the setup
time. (3) There is interest to optimize both the throughput and
the due date satisfaction, which are two conflicting objectives.

The existent solution approaches for lithography scheduling
with reticle constraints (see Section II for details) fall short
of addressing the characteristics above, which are common
in many real-world wafer fabs. First of all, to the best of
our knowledge, the inherent constraints implied by simulta-
neously considering reticles and pods as auxiliary resources
have not been addressed before. Motivated by the use case at
Nexperia, we take pods into account as additional resources
by decomposing the lithography scheduling problem into two
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sub-decisions: (i) scheduling jobs on machines and (ii) com-
bining reticles into pods and assigning these pods to the
machines. If transfer times are taken into account for both
the reticles and pods in the first decision, operators will be
able to manually perform the second decision by combin-
ing the reticles into pods and loading the pods onto the
machines. Thus, we set the scope of our work to only solv-
ing the first sub-decision by ensuring that a suitable reticle
and pod are available for each job. The resulting problem is
an unrelated parallel machine scheduling problem (see [3])
with sequence- and machine-dependent setup times, machine
eligibility constraints, auxiliary resources and transfer times
for auxiliary resources. Setup times occur between subsequent
jobs on the same machine, and transfer times occur when
an auxiliary resource has to be transferred from one machine
to another.

The presence of both reticles and pods as auxilary resources
leads to many variables and constraints that have to be handled,
where the convergence of mathematical programming can be
slow. In this work, we propose a constraint programming (CP)
based approach as an efficient alternative. The CP paradigm
is based on reasoning about feasibility of the combined set of
constraints coming from both the problem definition and as
part of a partial solution to a problem instance, and is still
efficient if many constraints are involved [4].

A commonly studied optimization criterion for lithography
scheduling in literature is the minimization of the maximum
completion time, also known as makespan or Cmax. However,
in real-world wafer fabs, makespan is rarely relevant. Instead,
practitioners tend to strike a trade-off between throughput and
operational due date satisfaction. Throughput is measured with
a metric commonly used in the semiconductor industry, the
so-called performance efficiency (PE) [5]. Furthermore, in a
dynamic production environment, only a part of the proposed
schedule will be executed, whereafter a new updated sched-
ule is generated. Therefore, the PE needs to be evaluated
over a finite horizon, the so-called scheduling horizon. The
operational due date satisfaction is generally optimized with a
metric involving the tardiness of jobs, for instance, the cumu-
lative squared tardiness over all jobs. In our work, we adopt
a multi-criteria objective function consisting of the PE to rep-
resent the throughput criterion and the cumulative squared
tardiness to represent the operational due date satisfaction cri-
terion. According to the standard notation introduced in [6] for
classifying scheduling problems, the resulting problem can be
denoted by R | dj, aux, Mj | PE + ∑

T2
j .

The contributions of this work can be summarized as fol-
lows. Firstly, we propose a novel CP model to solve the
lithography scheduling problem with the complexity of both
reticles and pods with transfer times. The problem stud-
ied in this work is a triple-resource-constrained scheduling
problem where capacity constraints stem from machines, ret-
icles and pods. The presence of pods makes our problem
new. Secondly, the optimization objective is aligned with the
real-world business trade-off between throughput and due-date
satisfaction instead of using the more commonly studied, but
in the real world rarely relevant, makespan. With the consid-
ered objective, our CP formulation efficiently identifies the

optimal solutions obtained by the mixed-integer programming
formulation. Lastly, the solution is tested on large-scale real-
world problem instances, which are also made publicly avail-
able. Although this case study is at Nexperia, the potential
application of the proposed solution extends to many other
semiconductor manufacturers since the type of steppers which
have the requirement of pods to move reticles is very common.

II. LITERATURE REVIEW

The scheduling of lithography operations has been exten-
sively studied in literature [1]. In particular, there are numer-
ous studies that model the machines in a lithography work
center as unrelated parallel machines. In the scheduling lit-
erature, unrelated parallel machine scheduling problem has
been addressed in the presence of machine- and sequence-
dependent setup times [7], [8], multiple objectives [9], job
splitting [10], dedicated machines [11], and auxiliary resources
[12], [13]. Ðurasević and Jakobović [14] present a recent
survey of the unrelated parallel machine scheduling litera-
ture. In this section, we set the scope of our review to
the work focusing on lithography scheduling with auxiliary
resources (i.e., reticles).

By recognizing that the lithography-area requirements cre-
ated by reticles are ignored in most of the scheduling lit-
erature up until that moment, de Diaz et al. [15] build a
discrete-event simulation model of the lithography area cou-
pled with a network-flow optimization model to optimize the
reticle locations. Cakici and Mason [16] approach lithogra-
phy scheduling as an identical parallel machine scheduling
problem with constraints on reticles as auxiliary resources.
They formulate an integer linear programming with the total
weighted completion time as the objective, but their for-
mulation is not efficient for large size problems (i.e., only
less than 3 machines, 15 jobs and 6 reticles are tested).
Bitar et al. [17] extend the problem to unrelated parallel
machines and sequence-dependent setup times, and propose
an approach which generates solutions using a genetic algo-
rithm combined with simulated annealing as a local search
method. However, it still requires relatively high computational
times for the large instances tested (i.e., 8 machines, 20 reti-
cles, 200 jobs), which are smaller than the real-world instances
addressed in our paper. Yan et al. [18] propose a lithography-
machine scheduling approach by considering resource setups,
reticle expirations and future stacking-layer load balancing.
The lithography scheduling problem with reticle constraints
has also been addressed in a dynamic setting with uncer-
tain lot arrivals. For example, Zhang et al. [19] focus on
photolithography machine scheduling with the objective of
total completion time minimization, and propose an imperi-
alist competitive algorithm combined with a rolling horizon
strategy. Kim et al. [20] adopt a deep reinforcement learn-
ing approach to learn a near-optimal scheduling policy by
incorporating work-in-progress, reticles, and the tardiness of
jobs. Sivasubramanian et al. [21] propose a simulation-based
approach for real-time reticle management problem with the
capability of retrieving information from the real-world system
and improve upon commonly used policies. In our paper, we
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consider a static problem, but with additional complications
such as the presence of pods and auxiliary-resource travel
times.

The resource-constrained parallel machine scheduling
problem has gained attention in recent years. For exam-
ple, Shahvari and Logendran [22] address a bi-objective
batch-processing problem on unrelated parallel machines with
operators having different skill levels and machines as dual
resources. Zhu and Tianyu [23] consider energy consump-
tion of processing at different speeds at different machines
(i.e., unrelated parallel machines) and optimize the total energy
consumption of the system as well as the total weighted
completion time. In a much simpler setting (i.e., two iden-
tical machines and no setups), Chung et al. [24] explicitly
model the mold requirements of jobs and propose a mixed
integer programming formulation along with two heuristic
approaches evaluated with respect to an established lower
bound on makespan. Soares and Carvalho [25] generalize this
problem to a general number of identical parallel machines
with sequence-dependent setup times and propose a genetic
algorithm hybridized with tailored local search procedures.
According to [25], there is a gap in benchmarking within
the resource-constrained parallel machine scheduling litera-
ture, thereby requiring new instances for comparing alternative
solution approaches. The real-world problem instances from
Nexperia that we make publicly available can be used for this
purpose.

The reticle transfers (between machines) have not been
explicitly modeled in any of the studies above. Ham [26] is
the first study that considers the resource-constraint scheduling
problem (referred to as dual-resource constraint, consider-
ing both machines and reticles as resources) restricted by
sequence-dependent setup time and location-dependent reticle
transfer times. Our work complements Ham [26] in several
aspects. First, in addition to machines and reticles as dual
resources, we also consider pods as the third resource. Second,
we consider real-world problem instances with up to 800
jobs, while Ham [26] only considers synthetic instances up
to 200 jobs. Moreover, Ham [26] ignores that the process-
ing time of a job can be different in different machines and
only focuses on the makespan objective. In the context of
scheduling thin-film-transistor liquid crystal display produc-
tion, Hong et al. [27] consider reticle transfer times but do
not consider the machine setup times. Bitar et al. [28] con-
sider parallel machines with auxiliary resources and sequence-
and machine-dependent setup times and take the number
of products completed before the end of a given time
horizon and the number of reticles moves as objectives.
Munoz et al. [29] explicitly model reticle transfers between
machines, but remain to focus on identical parallel machines.
More recently, Chen et al. [30] address a scheduling problem
similar to ours, but only consider the total weighted comple-
tion time as the objective in a limited testbed up to 100 jobs,
15 machines and 90 reticles. Also, Chen et al. [30] note the
relevance of a multi-criteria objective in industry, but leave it
as future work. None of the studies above considers the inher-
ent requirements implied by the use of pods in handling the
reticles.

The use of CP has been increasingly popular for schedul-
ing problems as a strong competitor to mixed-integer pro-
gramming formulations [31], [32]. Ham [26], which we
already mention above, obtains promising results by using CP,
motivating us to also adopt CP in the presence of additional
pod-related constraints. More recently, Gökgür et al. [33]
present CP models for scheduling and tool assignment
in parallel machine environments (with no setups), and
Gedik et al. [34] provide a CP model with job-sequence and
machine-dependent setup times. Yunusoglu and Yildiz [35]
extend the problem with precedence relations, machine eli-
gibility restrictions and release dates. However, makespan is
adopted as the objective in all the papers mentioned above.

III. METHODOLOGY

A. Problem Description

This work considers an unrelated parallel machine
scheduling problem with sequence- and machine-
dependent setup times, eligibility constraints and auxiliary
resources with transfer times, which we refer to as the
Photolithography Scheduling Problem with Reticles and
Pods (PSPRP). An instance of this problem is a tuple
(J, M, R, P, Mj, rj, Pr, ojm, dj, srr̂m, fmm̂), where J denotes the
set of jobs, M the set of machines, R the set of reticles, and
P the set of pods. Each job j ∈ J can only be processed by a
machine in the subset Mj ⊆ M of machines, uses one specific
reticle rj ∈ R and one pod p ∈ Pr (where Pr ⊆ P is the set
of pods dedicated for reticle r) as auxiliary resources, has
a machine-dependent processing time ojm for each m ∈ Mj,
and is to be scheduled by its due time dj. The duration
of the setup time on machine m between two subsequent
jobs depends on the reticles used by the current job and
the immediately succeeding job, r and r̂ respectively, and
is indicated by srr̂m. The transfer time is the time which is
required for a reticle or pod to travel to another machine and
to potentially change the combination of reticles in a pod.
This transfer time depends on the current machine m and
the succeeding machine m̂ on which the auxiliary resource
is used, and is indicated by fmm̂. Furthermore, the following
assumptions are made: (i) jobs are non-preemptive, (ii) all
machines and jobs are available at time zero, (iii) there are
no precedence constraints among jobs and (iv) the setup
time and transfer time prior to the first job in the sequence
is zero.

A solution to an instance of the PSPRP, which we refer
to as a schedule, is a tuple (maj, paj, stj) where maj ∈ Mj

denotes for each job j ∈ J the machine to which j is assigned,
paj ∈ Prj denotes which pod is used by j, and stj denotes the
start time of j. A schedule (maj, paj, stj) furthermore adheres
to the following constraints:

• Jobs must be processed for the machine-dependent pro-
cessing time. etj denotes the end time of job j and is given
for all jobs by:

etj = stj + oj maj ∀ j ∈ J (1)

• Jobs do not overlap on machines and sequence-dependent
setup times between jobs on the same machine must be
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considered. AJm = {j ∈ J | maj = m} denotes the set
of jobs assigned to m. Job njom denotes the next job
after j on machine m and job lom denotes the last job
on machine m.

etj + srjrnjommaj ≤ stnjom ∀ m ∈ M, j ∈ AJm \ {lom} (2)

• Jobs which use the same reticle do not overlap and
transfer times between machines must be considered.
Jr = {j ∈ J | rj = r} denotes the set of jobs using reticle
r. Job njur denotes the next job after j using reticle r and
job lur denotes the last job using reticle r.

etj + fmajmanjur ≤ stnjur ∀ r ∈ R, j ∈ Jr \ {lur} (3)

• Jobs which use the same pod do not overlap and
transfer times between machines must be considered.
AJp = {p ∈ P | paj = p} denotes the set of jobs
assigned to pod p. Job njup denotes the next job after j
using pod p and job lup denotes the last job using pod p.

etj + fmajmanjup ≤ stnjup ∀ p ∈ P, j ∈ AJp \ {lup} (4)

B. Optimization Objectives

The objective is to find a schedule which maximizes
throughput and operational due date satisfaction of all jobs.
To achieve maximum throughput, practitioners in semicon-
ductor manufacturing focus on maximizing overall equipment
efficiency (OEE). The standard metrics to measure OEE are
stated in [5]. A key OEE metric which can be influenced by
scheduling is the performance efficiency. PE is defined as the
fraction of equipment uptime that the equipment is processing
actual units at theoretical efficient rates and is given by:

PE =
∑

j∈J minm∈Mj ojm
∑

m∈M maxj∈AJm etj
(5)

If there are no idle or setup times between jobs and jobs
are scheduled such that the fastest possible processing time for
each job is realized, PE will be equal to 1. Thus, maximizing
PE will strive for schedules where setup and idle times are
minimized and jobs are produced with minimal processing
time.

In practice, a new schedule is built regularly to handle the
dynamic production environment. Practitioners generally use a
time-based re-scheduling policy, for instance, a re-scheduling
event every hour. As a result, only a part of the proposed
schedule is executed. Therefore, the performance efficiency is
only evaluated over the jobs which will be executed and is
maximized by maximizing the following objective:

PEh =
∑

j∈J γj · minm∈Mj ojm

h · |M| (6)

where PEh is the performance efficiency only evaluated over
jobs within the scheduling horizon h, |M| is the number of
machines and γj is the fraction of the job within the scheduling
horizon, which is given by:

γj =
{

1 if etj ≤ h
max(h−stj,0)

etj−stj
if h < etj

(7)

The operational due date satisfaction is maximized by
minimizing the cumulative squared tardiness (ST):

ST =
∑

j∈J

(
max

(
etj − dj, 0

))2 (8)

The squared tardiness is preferred over tardiness to more
heavily penalize outliers in the tardiness.

The overall goal is to both maximize PEh and minimize ST ,
which is combined in the minimization of the multi-objective
function given in (10). To ensure the maximization of PEh and
to avoid negative objective values the term 1 − PEh is chosen
(by definition PEh cannot be greater than 1). The weighting
of the two components in the multi-objective function can
be tuned with α. Operators prefer to give more priority to
either PE or ST depending on the situation in the wafer fab.
For instance, if the lithography area is overloaded and the
work-in-progress (WIP) is high, it is preferred to focus more
on throughput, i.e., maximizing PE by increasing α. In con-
trast, in a situation with low WIP, there is enough capacity
and operators tend to focus more on operational due dates
by decreasing α. Since the number of lots in the lithography
area fluctuates greatly over time, the ability to tune the multi-
objective function is very valuable in practice. To keep both
components of the multi-objective function in the same order
of magnitude, the constant (dnorm)2 is used, where

dnorm =
{

dmin if dmin < 0
β if dmin ≥ 0

(9)

with dmin = minj∈J dj. In our numerical experiments, we have
set β = 1. However, it is recommended that practitioners
adjust β based on the data set to ensure that both components
in the objective function are in the similar order of magnitude.
The multi-objective function is given by

min

(

α · (1 − PEh) + (1 − α) · ST

d2
norm

)

. (10)

C. Mixed Integer Programming Formulation

The MIP formulation introduced in this section builds upon
the formulation introduced in [26] and a similar notation is
used. Multiple extensions are made to the existing formulation
to account for the additional auxiliary resource of the pods,
the machine eligibilities and the squared tardiness objective.
As will be discussed in Section IV, the MIP model is only
used for preliminary experiments and therefore it suffices to
only have the squared tardiness in the objective.

An overview of the notations used for the MIP and CP
formulation is given in Table I. Objective function (11) mini-
mizes the squared tardiness of all jobs. Constraint (12) ensures
that each job is assigned to precisely one machine, con-
straint (13) ensures that each machine processes only one
job at a time, and constraint (14) enforces that the posi-
tions k are filled from the beginning of the sequence on each
machine. Thus, constraints (12)-(14) ensure a correct sequenc-
ing of jobs per machine. Similarly, constraints (15)-(17) and
constraints (18)-(20) ensure a correct sequencing of jobs per
reticle and per pod, respectively. Constraint (21) ensures that
each a machine can start a job not earlier than time zero.
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TABLE I
SUMMARY OF NOTATION FOR THE MIP AND CP FORMULATION

Constraint (22) calculates the end time of job on a machine
and constraint (23) ensures that a job starts after the immedi-
ate preceding job ends. Constraints (24)-(27) synchronize start
and end times of a machine and a job if both resources serve
the same job. Similarly, constraints (28)-(31) synchronize start
and end times of machines and pods. Constraints (32) and (33)
ensure that the transfer time between machines is respected for,
respectively, the reticles and pods. Constraint (34) impose the
sequence- and machine-dependent setup times between subse-
quent jobs on the same machine. Constraint (35) calculates the
end time of each job, and constraints (36) and (37) calculate
the tardiness of each job.

min
∑

j∈J

T2
j (11)

subject to,

∑

m∈Mj,k∈K

Xjmk = 1 ∀ j ∈ J (12)

∑

j∈Jm

Xjmk ≤ 1 ∀ m ∈ M, k ∈ K (13)

∑

j∈Jm

Xj,m,k−1 ≥
∑

j∈Jm

Xjmk ∀ m ∈ M, k ∈ K \ {0} (14)

∑

k∈K

Yjrjk = 1 ∀ j ∈ J (15)

∑

j∈J

Yjrjk ≤ 1 ∀ k ∈ K (16)

∑

j∈J

Yj,rj,k−1 ≥
∑

j∈J

Yjrjk ∀ k ∈ K \ {0} : k > 1 (17)

∑

p∈Prj ,k∈K

Zjpk = 1 ∀ j ∈ J (18)

∑

j∈Jp

Zjpk ≤ 1 ∀ p ∈ P, k ∈ K (19)

∑

j∈Jp

Zj,p,k−1 ≥
∑

j∈Jp

Zjpk ∀ p ∈ P, k ∈ K \ {0} (20)

stmk ≥ 0 ∀ m ∈ Mj, k ∈ K (21)

etmk ≥ stmk + ojm
(
Xjmk − 1

) ∀ j ∈ J, m ∈ Mj, k ∈ K (22)

stmk ≥ etMm,k−1 ∀ j ∈ J, m ∈ Mj, k ∈ K (23)

stmk ≥ strjk̂
+ u

(
Xjmk + Yjrjk̂

− 2
)

∀ j ∈ J, m ∈ Mj,
(

k, k̂
)

∈ K × K (24)

stmk ≤ strjk̂
− u

(
Xjmk + Yjrjk̂

− 2
)

∀ j ∈ J, m ∈ Mj,
(

k, k̂
)

∈ K × K (25)

etmk ≥ etrjk̂
+ u

(
Xjmk + Yjrjk̂

− 2
)

∀ j ∈ J, m ∈ Mj,
(

k, k̂
)

∈ K × K (26)

etmk ≤ etrjk̂
− u

(
Xjmk + Yjrjk̂

− 2
)

∀ j ∈ J, m ∈ Mj,
(

k, k̂
)

∈ K × K (27)

stmk ≥ strjk̂
+ u

(
Xjmk + Zjpk̂ − 2

)

∀ j ∈ J, m ∈ Mj, p ∈ Prj ,
(

k, k̂
)

∈ K × K (28)

stmk ≤ strjk̂
− u

(
Xjmk + Zjpk̂ − 2

)

∀ j ∈ J, m ∈ Mj, p ∈ Prj ,
(

k, k̂
)

∈ K × K (29)

etmk ≥ etrjk̂
+ u

(
Xjmk + Zjpk̂ − 2

)

∀ j ∈ J, m ∈ Mj, p ∈ Prj ,
(

k, k̂
)

∈ K × K (30)

etmk ≤ etrjk̂
− u

(
Xjmk + Zjpk̂ − 2

)

∀ j ∈ J, m ∈ Mj, p ∈ Prj ,
(

k, k̂
)

∈ K × K (31)
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strk ≥ etr,k−1 + fmm̂

−u
(

4 − Xĵm̂k̂ − Xjmǩ − Yĵ,r,k−1 − Yjrk

)

∀ r ∈ R,
(

j, ĵ
)

∈ Jr × Jr, k ∈ K \ {0},
(

k̂, ǩ
)

∈ K × K,
(
m, m̂

) ∈ Mj × Mĵ (32)

stpk ≥ etp,k−1 + fmm̂

−u
(

4 − Xĵm̂k̂ − Xjmǩ − Zĵ,p,k−1 − Zjpk

)

∀ p ∈ P,
(

j, ĵ
)

∈ Jp × Jp, k ∈ K \ {0},
(

k̂, ǩ
)

∈ K × K,
(
m, m̂

) ∈ Mj × Mĵ (33)

stmk ≥ etm,k−1 + srr̂m

−u
(

4 − Xĵ,m,k−1 − Xjmk − Yĵr̂k̂ − Yjrǩ

)

∀ m ∈ M,
(

j, ĵ
)

∈ Jm × Jm, k ∈ K \ {0},
(

k̂, ǩ
)

∈ K × K,
(
r, r̂

) ∈ R × R (34)

etj ≥ etmk + u
(
Xjmk − 1

) ∀ j ∈ J, m ∈ Mj, k ∈ K (35)

Tj ≥ 0 ∀ j ∈ J (36)

Tj ≥ etj − dj ∀ j ∈ J (37)

D. Constraint Programming Formulation

Even though the solution paradigm they use is the same,
Constraint Programming solvers tend to provide, sometimes
slightly, different languages to express a problem. The solver
used in this work is the CP Optimizer in IBM ILOG CPLEX
Optimization Studio [36]. For an elaborate overview of the
CP Optimizer, the reader is referred to [37], [38]. The CP
formulation introduced here builds on the foundation of the
formulation introduced by [26].

1) Decision Variables: One of the powerful modeling prop-
erties of CP Optimizer is the notion of interval variables
and sequence variables, which allow a direct reasoning on
time. An interval variable represents an interval of time dur-
ing which an activity takes place and whose position in time
is to be decided. It contains a start, end, and size variable
together with the constraint start + size = end. As depicted in
Figure 1, these variables have their minimum and maximum
values, where est is the earliest start time, let the latest end
time, the interval variable Itv1 has a constant size, and the
activity modeled by Itv1 needs to be scheduled in the interval
[est, let). An important property of an interval variable is that
it can be optional in which case a decision is to be taken on
whether the interval is present or absent. If an interval vari-
able is present, its start, end, and size variables are considered
in the problem and a decision is needed to assign values to
them. If an interval variable is absent, it and its variables are
not considered anywhere in the problem.

The PSPRP is modeled using two sets of interval variables.
• IJ = {Itvj | j ∈ J} contains an interval variable for

each job j where the size of Itvj is in the domain
[ minm∈Mj ojm, maxm∈Mj ojm].

• OIJMP = {Itvjmp | (j, m, p) ∈ J × Mj × Prj} contains an
optional interval variable for each eligible combination of
a job j, a machine m ∈ Mj, and a pod p ∈ Prj . The size
of Itvjmp is equal to ojm.

Fig. 1. Interval variable.

Fig. 2. An example of the alternative constraint, the start and end of the
interval a are equal to those of the chosen interval b2.

Sequence variables are defined on a set of interval variables.
The value of a sequence variable represents an ordering of the
present interval variables. Three sets of sequence variables are
introduced for machines, reticles and pods:

Seqm = {
Itvjmp | Itvjmp ∈ OIJMP

} ∀ m ∈ M

Seqr = {
Itvjmp | Itvjmp ∈ OIJMP ∧ rj = r

} ∀ r ∈ R

Seqp = {
Itvjmp | Itvjmp ∈ OIJMP

} ∀ p ∈ P

2) Constraints: The constraint alternative(a, {b1, .., bn})
models an exclusive alternative between {b1, .., bn}. If interval
a is present, then exactly one of the intervals {b1, .., bn} is
present and a starts and ends together with the chosen interval
bi. An alternative constraint is visualized in Figure 2, where
interval b2 is chosen. Since there is an interval variable Itvj

for each job, it is ensured that each job is scheduled once. The
CP model furthermore contains the following constraints:

alternative
(
Itvj,

{
Itvjmp | (m, p) ∈ Mj × Prj

}) ∀ j ∈ J

These ensure constraints (1), that each job is scheduled on
one machine using one pod, and that the size of Itvj is equal
to ojm on the chosen machine m.

The noOverlap(p, TD) constraint on a sequence variable p
states that the sequence defines a chain of non-overlapping
intervals, where any interval in the chain is constrained to end
before the start of the next interval in the chain. If a transi-
tion distance matrix TD is specified, it defines the minimal
non-negative distance that must separate consecutive intervals
in the sequence. Two transition distance matrices are defined
to manage the setup times and transfer times. The setup time
matrix is defined as S = {srr̂m | (r, r̂, m) ∈ R × R × M} and
the transfer time matrix as F = {fmm̂ | (m, m̂) ∈ M × M}.
A noOverlap constraint is depicted in Figure 3, where s1 2
is the transition distance between Itv1 and Itv2, and s2 3 is
the transition distance between Itv2 and Itv3. Constraints (2)
are incorporated in the CP model by constraints (38) and
ensure that the minimum setup time is respected between
jobs on a machine. Constraints (3) and (4) are reflected by
constraints (39) and (40) and ensure that a minimum transfer
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Fig. 3. The noOverlap constraint.

time between machines is respected for, respectively, the
reticles and the pods.

noOverlap(Seqm, S) ∀ m ∈ M (38)

noOverlap(Seqr, F) ∀ r ∈ R (39)

noOverlap
(
Seqp, F

) ∀ p ∈ P (40)

3) Objective: The expressions startOf(Itvj) and endOf(Itvj)

represent the start and end time, respectively, of the interval
variable Itvj. Furthermore, the expressions minl(a, b) and
maxl(a, b) take the minimum and maximum value, respec-
tively, of {a, b}. Using these expressions, the non-linearity of
γj (see (7)) is straightforwardly expressed as follows:

γj = minl

(
maxl

(
h − startOf

(
Itvj

)
, 0

)

endOf
(
Itvj

) − startOf
(
Itvj

) , 1

)

(41)

Using γj, PEh is implemented as given in (6). The squared
tardiness given in (8) is implemented in the CP model as
follows:

ST =
∑

j∈J

(
maxl

(
0, endOf

(
Itvj

) − dj
))2 (42)

Having PEh and ST , the final multi-objective function can
be implemented straightforwardly as given in (10).

IV. RESULTS

This section discusses the computational results of the solu-
tion methods based on the MIP and CP formulations. For a
fair comparison, all models are coded in IBM ILOG CPLEX
Optimization Studio version 20.1.0.0 and all experiments are
run on a computer with an Intel Core i5-8600K processor run-
ning at 3.60 GHz and 16 GB of RAM memory. First, some
preliminary experiments are shown to compare the MIP and
CP approach. This comparison is done on a set of small syn-
thetic problem instances, because the MIP model was not able
to find a solution within acceptable time on bigger industry-
size problem instances. After that, ten real-world problem
instances are used to analyze the performance of the CP model
with three different objectives.

A. Small Synthetic Problem Instances

To analyze the scalability of the MIP model opposed to
the CP model, a set of small synthetic problem instances are
made. All problem instances contain 2 machines, 3 reticles,
and processing times of ojm ∈ {5, 10, 20, 100} seconds. All
setup times srr̂m are equal to 10 seconds. The transfer time fmm̂
is 18 seconds if m 	= m̂ and 0 otherwise. The only difference
in the problem instances are the number of jobs, which range
between 3 and 10 jobs, with operational due dates dj in the
range of 0 and 30 seconds. All synthetic problem instances are
made publicly available on https://tinyurl.com/LithoInstances.

The results are shown in Table II, which includes eight
instances ordered by the number of jobs. For each instance,

TABLE II
COMPARISON OF THE MIP AND CP MODEL WITH SMALL SYNTHETIC

PROBLEM INSTANCES

the squared tardiness is considered as the objective, and three
values are reported as computational times for both the MIP
and CP model: the time until the first feasible solution is found
(Feas.), the time until the optimal solution is found (Opt.) and
time until optimality is proven (Proven opt.). Optimality is
proven if the gap between the best found solution (the incum-
bent) and the lower bound is 0%. Obviously, the time that the
optimal solution is found can only be reported retrospectively,
since it is not known to be the optimal solution at the time it
is first found. (-) indicates that no solution was found within
6000 seconds, or the solution was terminated because the com-
puter ran out of memory. The experiments clearly show that
the MIP model has limited scalability and does not find any
feasible solution for the instances with 7 or more jobs. By con-
trast, the CP model scales better for the considered instances,
especially considering the time to find a feasible solution, and
the optimal solution are all below 0.2 seconds. The time it
takes the CP to prove that the found solution is optimal can still
be high for large number of jobs. However, in the real-world
application finding a good quality solution in a reasonable
amount of time is considered to be more important than prov-
ing it to be optimal. Thus, practitioners generally limit the
runtime of the solver and use the best solution found after that
time limit. Since the MIP model is not be able to solve the
bigger real-world problem instances, we continue with only
the CP model for the remainder of this work.

B. Real-World Problem Instances

From the case study at one of the wafer fabs of Nexperia,
ten real-world problem instances are obtained over a period
of one month. The problem instances are made publicly avail-
able at https://tinyurl.com/LithoInstances. The number of jobs,
products, machines, reticles and pods for each instance are
shown in Table III. These instances represent a range of sce-
narios, with instance 1 representing the minimum observed
number of jobs and instance 10 representing the maximum
observed number of jobs. Additionally, by reviewing histori-
cal data from previous months, we found that the number of
jobs never exceeded 900. Each job is from a certain product
type. The product type determines the key characteristics of
the job such as: which reticle rj is needed, which pods Pj can
be used, on which machines Mj the job is eligible and the
processing time of the job pjm on each machine. The trans-
fer time fmm̂ is 300 seconds if m 	= m̂ and 0 otherwise. The
scheduling horizon h is chosen to be 5400 seconds (1.5 hours),
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TABLE III
OVERVIEW OF THE CHARACTERISTICS OF THE

REAL-WORLD PROBLEM INSTANCES

TABLE IV
PERFORMANCE OF THE CP MODEL WITH THREE DIFFERENT

OBJECTIVES: SQUARED TARDINESS, PERFORMANCE EFFICIENCY AND A

COMBINATION OF BOTH. (*) INDICATES THAT THE REPORTED BOUND

WAS NOT FOUND BY THE SOLVER, BUT BY DEFINITION OF THE

PERFORMANCE EFFICIENCY

which is approximately 5% to 10% of the makespan of the
schedules. For the largest problem instance with 823 jobs, the
processing times range between 37 and 1881 seconds, setup
times between 1 and 325 seconds and operational due dates
between −216800 and 1684800 seconds. The due dates are
relative to the start time of the schedule, where a negative due
date is in the past, i.e., the job is already late.

As explained in Section III-B, the scheduling solu-
tion is used to regularly re-schedule real-world production.
Practitioners consider a computational time of a maximum
of 4 minutes to be acceptable. Three different objectives
are analyzed for the CP model: squared tardiness (see (8)),
performance efficiency (see (6)) and the multi-objective func-
tion with α = 0.5 (see (10)). The results are shown in
Table IV. For each problem instance, the objective of the best
solution found (Obj.), the bound and the optimality gap (Opt.
Gap) after 3600 seconds are reported. (*) indicates that the
reported bound is not found by the solver but is obtained man-
ually. To be specific, for the performance efficiency, the solver
was only able to find bounds greater than 1. However, PEh can-
not be greater than 1 by definition. So, we manually use 1 as
a stronger bound. Similarly, the bound for the multi-objective
function is constructed with the separate bounds obtained for
PEh and ST . The constructed bound is reported because it is
stronger than the bound found by the solver.

Several observations can be made from the results. Firstly, the
mean optimality gaps are 1.13%, 3.96% and 2.86% for the ST ,
PEh and multi-objective function, respectively. Furthermore,
the solver has a better performance for the ST objective com-
pared to the PEh objective, which might be expected due to the
more complex nature of the PE objective. This difference in
performance is also clearly seen in the gaps after 60, 120 and
240 seconds. For instance, the mean gap to the best-found solu-
tion at 240s is 0.25% for ST opposed to 2.05% for PE. Another
observation is that an increasing number of jobs obviously slows
down the performance of the solver, which is, again, mainly
noticed in the gaps after 60, 120 and 240 seconds. Finally, the
multi-objective function will be mainly used in practice with a
maximum computational time of 240 seconds. Therefore, the
gaps reported in that case can be considered to be reasonably
good quality solutions in the real world.

V. CONCLUSION

Motivated by a real-world problem in practice, we simul-
taneously consider reticles and pods as auxiliary resources in
an unrelated parallel-machine scheduling problem, including
sequence- and machine-dependent setup times, transfer time of
auxiliary resources, and resource eligibility constraints. The
weighted sum of PE and ST is considered as the objective
to address the trade-off between the business goals of high
throughput and operational due date satisfaction. We propose
a novel CP approach and benchmark it against a MIP formu-
lation. For smaller instances, where MIP is able to obtain the
optimal solution, it is observed that CP clearly outperforms
MIP computationally. The larger real-world instances show
that CP leads to reasonably good quality solutions. It also
appears that the ST objective is easier than the PE objective
for the CP, given that finding a tight bound on the PE objective
remains difficult.

In future work, the proposed solution approach can be
extended to stochastic dynamic production environments,
where the jobs must be dynamically allocated to production
resources. During the dynamic analysis, various parameters
can be tested, such as the scheduling horizon, the rescheduling
interval and the computational time limit, to determine what
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is most effective and user-friendly for practitioners. Besides,
it would be valuable to examine the impact of α on both
components of the multi-objective function in order to illus-
trate how practitioners can effectively balance throughput and
operational due date satisfaction. Another interesting future
direction is to analyze the impact of lithography scheduling
on a wafer fab as a whole. To do this, one could consider
a simulation model which models the complete network of
areas in a wafer fab [39]. Additionally, it would be interesting
to investigate how scheduling in lithography can contribute
to better workload balancing across other areas in the wafer
fab. As mentioned earlier, lithography is considered to be the
heart of a wafer fab and it distributes wafers to all other areas.
Consequently, it has the potential to effectively allocate wafers
to other areas to achieve a better workload balance throughout
the wafer fab.
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