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Abbreviations and symbols
Abbreviations
αh
cl
cp
cs
DWI
DOT
DTI
FA
GPU
HARDI
MD
MRI
PDF
ODF
POI
ROI
SH
VTK

Helix angle
Linear anisotropy
Planar anisotropy
Isotropy
Diffusion weighted imaging
Diffusion orientation transform
Diffusion tensor imaging
Fractional anisotropy
Graphics processing unit
High angular resolution diffusion imaging
Mean diffusivity
Magnetic resonance imaging
Probability density function
Orientation density function
Plane of interest
Region of interest
Spherical harmonic
Visualisation toolkit

Symbols
c
α, β, γ
θ, φ
P
D
r
AB
V, G, H
e1 , e2 , e3
λ1 , λ2 , λ3
Ylm (θ, φ)
Ỹlm (θ, φ)
am
l
ãm
l
âm
l
b̃m
l
ψ(θ, φ)
Φ(r, θ, φ)

Scalar value
Euler angles
Angles for spherical coordinates
Point
Diffusion tensor, or symmetric 3 × 3 matrix
Vector
Vector pointing from point A to point B
Curve
Eigenvectors corresponding to λ1 , λ2 , λ3
Eigenvalues, sorted such that e1 ≥ e2 ≥ e3
SHs in spherical coordinates
Real-valued SHs in spherical coordinates
SH coefficients
SH coefficients for real-valued SHs
SH coefficients for min-max normalized SH
SH coefficients for real-valued spherical harmonics (rotated)
Spherical function in spherical coordinates θ, φ
Volume density function in spherical coordinates r, θ, φ
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C HAPTER 1. I NTRODUCTION

(a) Brain

(b) Heart

Figure 1.1: (a) Top view of a human brain [110]. (b) Cross section of a human heart [108].

For various research and clinical purposes, it is useful to reconstruct the fiber structure
of different biological tissues. For example, brain white matter (see figure 1.1(a)) and
the heart muscle (see figure 1.1(b)) consist of fibrous tissue. However, in order to be
able to reconstruct these fibers in a non-destructive way, conventional imaging methods
do not suffice. The thickness of the fibers are in the order of 2 − 10 µm, and cannot
be detected using conventional scanning methods. The typical resolution of magnetic
resonance imaging (MRI) is in the order of millimeters (e.g., a voxel size of 1 − 2 mm3 ).
MRI-based diffusion weighted imaging (DWI) [90] methods like diffusion tensor
imaging (DTI), and high angular resolution diffusion imaging (HARDI), can measure
diffusion profiles per-voxel. In fibrous structure, diffusion is not free (i.e., it is not the
same in all directions as illustrated in figure 1.2(a)). The fibers hinder the diffusion in
the direction perpendicular to the fiber orientation, see figure 1.2(b). Therefore, it can be
used to indirectly determine the fiber direction(s) in one voxel, and thus the fiber structure
of the data set as a whole. Reconstructed fibers based on DTI data of brain and heart are
shown in figures 1.3 and 1.4.
DWI has various applications, but in this thesis we focus on two of them: visualization of the brain and visualization of the heart. The visualization of the fibrous structure
of the heart was chosen because our collaborators and funding are focussed on understanding of the heart, in particular to get to know more about heart function, myocardial
infarction, heart remodeling, and heart failure. In addition, we worked on the visualization of connections in the brain because this is the most common application for DWI.
These two applications are described in the following sections. In section 1.1, we start

1.1. B RAIN WHITE MATTER STRUCTURE

(a) Free diffusion

5

(b) Anisotropic diffusion

Figure 1.2: Illustration of the diffusion of water molecules. (a) Free diffusion in water with no
obstacles. (b) Diffusion in fibrous tissue. The water molecules diffuse more easily along the fibers
than perpendicular to them.

with the application of DTI and HARDI for analyzing the brain, and in section 1.2, we
show how DTI is used to gain more insight in the fibrous structure of the heart. In section 1.3, we summarize the goals and contributions of our research, and give an overview
of the chapters of this thesis.

1.1

Brain white matter structure

The tissue in a human brain can be roughly divided in gray matter and white matter. The
outer parts of the brain consist mainly of gray matter containing neuron cell bodies and
other cells. The inner part of the brain largely consists of white matter containing myelinated axons that connect the different parts of the brain gray matter. The largest structure
in the brain white matter is the corpus callosum, which connects the two cerebral hemispheres, see figure 1.5. DTI provides a unique view of the fiber structure of the white
brain matter in vivo. One of the most common applications of DTI is the prediction of
fiber orientation, thus determining the trajectories of fiber bundles or neuronal connections between regions in the brain (see figure 1.3). However, due to some assumptions in
the used models, DTI is limited to recover structures with at most one direction. Therefore, it fails in voxels with more complex intravoxel heterogeneity (i.e., fiber crossing,
kissing, divergence, etc.). For these more complex intravoxel fiber structures, the more
advanced HARDI methods can be used.
In research, DTI and HARDI are applied in order to gain understanding of how the
brain works. These methods can be used to gain insight in the connectivity of differ-

6
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Figure 1.3: Fibers reconstructed from DTI data. This figure shows connections in the brain of a
healthy volunteer. The color mapping (x, y, z) −→ (R, G, B) of local fiber orientation is used to
enhance the perception of different fiber bundles and changing orientations within a bundle.

ent parts of the brain. When combined with functional MRI (fMRI), DTI and HARDI
methods can be used to show the paths of the fibers that connect areas of the brain that
are activated simultaneously or sequentially when certain tasks are performed [33, 105].
Other publications, for example, use DTI to relate gender and handedness to properties
such as diffusivity and anisotropy of corpus callosum [106].
DTI is also used to study the development of white matter in newborns, and to detect
injury at an early stage [95]. It has the potential to be used in the eartly diagnosis of various white matter related problems, which is essential for the development of strategies
to treat these problems and limit permanent brain damage. Ongoing studies diagnose
diseases such as multiple sclerosis (MS) [104], Parkinson’s disease, Alzheimer’s disease,
and schizophrenia [55]. For an overview of these studies we refer to review papers by
Kubicki et al. [53] and Sundrgen et al. [88].
Recent efforts focus on applying DTI and HARDI to support the treatment of brain
diseases. After a brain tumor has been detected, DTI and HARDI can be used to determine the fiber structure around the tumor, which are possibly essential to connect
important parts of the brain, and therefore should be taken into account when planning

1.2. F IBROUS STRUCTURE OF THE HEART MUSCLE
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Figure 1.4: Rendering of short fibers originating from one slice of a mouse heart. The pink isosurface rendering of the outside of the heart is used to give context. The helix angle αh (explained
in section 3.6) of the fibers is mapped to hue and used to color the fibers in order to highlight the
gradual change of fiber orientation in the heart wall when going from the inside of the heart to the
outside.

a strategy for removing the tumor [112]. HARDI is researched to locate the motor part
of the subthalamic nucleus for deep brain stimulation to alleviate motor problems of patients suffering from Parkinson’s disease [16, 15]. The applications described here are
not intended to be complete. New applications are appearing continuously, which shows
the potential of acquiring new brain information provided by DWI.

1.2

Fibrous structure of the heart muscle

The heart is a hollow muscle that pumps blood through the body by repeated, rhythmic
contractions. In mammals, it has four chambers: the two upper atria and the two lower
ventricles, shown in figure 1.6. Deoxygenated blood loaded with carbon dioxide enters
the heart in the right atrium. From there, the blood passes into the right ventricle which
pumps it into the lungs in order to unload carbon dioxide and pick up oxygen. The oxygenated blood from the lungs enters the heart in the left atrium. It then passes into the left
ventricle which pumps it into the aorta through the entire body. Because the circulation
through the body has a much longer pathway and higher pressure than the circulation

8
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Figure 1.5: Median sagittal section of human brain (person faces to the left). Corpus callosum is
visible at center, in light gray. Image source: Gray’s Anatomy [31].

through the lungs, the left ventricle has a much thicker wall than the right ventricle, in
humans, about three times as thick, and its cavity is more circular. As a result, the left
ventricle can generate much more pressure than the right and thus is a far more powerful
pump. In this thesis, we focus on the visualization of fibrous structure of the wall of the
left ventricle. The left ventricle was chosen because we have mouse models of myocardial infarction, remodeling, and heart failure [13]. Also, in small animals the other three
heart chambers are more difficult to image because of their small size and the limited
resolution of MRI scanners. Like skeletal muscle, heart tissue has a fibrous structure
which can be reconstructed using DTI and fiber tracking. However, there are differences
with skeletal muscle. As opposed to skeletal muscle, the heart can work continuously
without fatigue. The efficiency of the heart as a pump is the result of the arrangement of
the muscle fibers in the heart wall. This cardiac structure is not fully understood and has
been a topic of research and discussion for at least a few hundred years. Even today it is
a disputed topic [4].
The oxygen needed by the heart muscle to do its work is supplied through blood
coming from the coronary arteries, which originate from the beginning of the aorta. A
restriction of this blood supply is called cardiac ischemia. Acute cardiac ischemia, commonly known as a heart attack or myocardial infarction, can be caused by a blood clot
occluding a coronary artery, depriving the part of the heart that was supplied with oxygenated blood from that artery from fresh blood. As a result, cells in the ischemic area
will die. If a heart attack is survived, a wound healing process takes place. This usually

1.2. F IBROUS STRUCTURE OF THE HEART MUSCLE
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Figure 1.6: Anterior (frontal) view of the opened heart. White arrows indicate normal blood flow.
Original image created by Eric Pierce and licensed under the Creative Commons Attribution ShareAlike 3.0 License.

causes a local thinning of the heart wall and changes in its fibrous structure. In nonischemic regions, the heart wall may thicken to compensate for the loss of functional
muscle fibers in the ischemic region. If these changes cannot compensate for physiological needs of the body, heart failure can occur. Because these changes are not fully
understood, research is being done with the purpose of improving our insight in the fibrous structure of both healthy and ischemic hearts. The long-term goal of this research
is to improve treatment of cardiac infarction and to avoid heart failure that occurs when
the remodeling of the heart after an infarct is not sufficient to compensate for the physiological needs of the body. Also, research of other heart disorders that cause changes in
the fibrous structure of the heart can benefit from our proposed visualizations.
One of the tools that are used to characterize the heart is DTI to image healthy and ischemic mouse hearts. The measured diffusion provides information on the presence and
orientation of fibrous structures in the heart muscle. DTI is an improvement over conventional histological techniques, because it is not destructive and less labor-intensitive [43].
However, like histology, heart DTI cannot be applied in-vivo in mice. Because the movement of a living heart complicates a DTI scan too much, for heart research we make use
of healthy and infarcted mouse and rat hearts which were scanned ex vivo. These scans
were made for research done to improve our understanding of the structure of the heart
and to improve treatment of people recovering from cardiac ischemia.
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1.3

C HAPTER 1. I NTRODUCTION

Aims and outline

The data that we are working with has complex, high-dimensional values per voxel, and
therefore, it is difficult to get insight in this data. For many applications, it is useful to
quantify certain features of the data. However, without a thorough insight in the data, it is
impossible to define which features to quantify and how to do this. Also, not all features
can be quantified and need to be studied in a qualitative way. Because of these difficulties in dealing with the data, visualization is essential to extract important information
from DWI data in order to gain a better understanding of both the brain and heart. The
newly gained information can then be used to improve visualization, processing, and
scanning techniques, to quantify important features of the data, and can lead to better
understanding, diagnosis and treatment.
Because the data is so complex, and it is not always known in advance what to look
for in the data, it is very important to have good tools for exploring the data in an interactive way. In order to achieve this, we propose and implement various new visualization
techniques for DWI data. For the implementation, we make heavy use of the features of
modern graphics processing units (GPUs) in order to assure interactive performance of
accurate visual representations of the data. We focus on creating visualizations that are
intuitive and interactive in the sense that the user can always, in real-time, modify the
parameters of the visualization without the need for preprocessing of the data.
First, we describe the DWI data and their acquisition in chapter 2. Chapter 3 provides an introduction to existing methods to visualize DWI data. When it is needed in the
following chapters, we provide a related work section where we summarize techniques
related to our contributions of that chapter, which are not yet used for DWI visualization,
and give technical details about related methods mentioned in chapter 3. In chapter 4
we present an overview of existing methods for measuring differences between tensors.
This chapter illustrates the complexity of the data that we work with, which shows how
important visualization is in this field. Then, chapter 5 shows how hair rendering techniques are used to improve the rendering of reconstructed fibers in the brain or heart. In
chapter 6 we introduce a new GPU-based ray casting method for interactive rendering of
the fiber structure of the heart without the need to explicitly reconstruct the fibers in a
preprocessing step. A different ray-casting method is used in chapter 7 to render ellipsoid
glyphs to visualize the full tensor per voxel in a DTI data set, and in chapter 8 we extend
this method to visualize spherical harmonics to show the diffusion per voxel as scanned
with HARDI techniques. Finally we conclude this thesis in chapter 9 with a summary,
conclusions, and directions for future work.

2

Data acquisition and modeling

12
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This chapter explains the origin of the data that we are working with. First, in section 2.1, molecular diffusion is introduced. In section 2.2, we describe how to measure
the diffusion using magnetic resonance imaging (MRI). A popular imaging and processing method is diffusion tensor imaging (DTI), which is introduced in section 2.3. The
more general high angular resolution diffusion imaging (HARDI) methods are discussed
in the final section of this chapter.

2.1

Brownian motion

Figure 2.1: Illustration of Brownian motion or free diffusion. This figure shows three possible
paths of a particle moving randomly in isotropic media in 2D. Each of the paths was generated
with a random walk of 256 steps starting in the origin. r0 is located in the origin of the axes, and
for each of the paths, r points from r0 to the end of the path.

Molecular diffusion, also known as Brownian motion, is the random displacement of
any type of molecule inside a fluid (figure 2.1). This arbitrary motion can be described
mathematically using the displacement distribution P (r|r0 , t), which describes the probability that a molecule which is initially located at r0 travels displacement r in time t.
In our notation, displacement r is relative to starting position r0 , so we can leave out
r0 in the notation and write P (r, t). The distribution P is commonly referred to as the
diffusion probability density function (PDF). Knowing the probability of displacement
of the water molecules residing in the tissue allows us to locally (i.e., per voxel) describe
the underlying structure of the tissue.
In general, diffusion processes are defined by Fick’s law of diffusion:
∂
P (r, t) = D∇2 P (r, t),
∂t

(2.1)

where D is the diffusion coefficient (m2 /s), which depends on the molecule type and
medium properties. In a 3D isotropic medium with no obstacles to hinder the diffusion,
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D is a scalar constant and the solution of equation 2.1 is a 3D Gaussian:
 2
−r
1
exp
.
P (r, t) = p
3
4Dt
(4πDt)

(2.2)

This equation properly describes isotropic diffusion, visualized in figure 2.2(c), but it
cannot be used to describe anisotropic diffusion as shown in figures 2.2(a) and 2.2(b).
Therefore, in sections 2.3 and 2.4, we introduce models that deviate from equation 2.2
and show how to use these more advanced models to derive information about the underlying structure of scanned tissue. But first we show how to measure diffusion in MRI.

2.2

Diffusion weighted imaging

Diffusion weighted imaging (DWI) is a recent magnetic resonance (MR) technique that
probes the structure of the underlying tissue by capturing the average diffusion of the
water molecules in the tissue. Exploiting the known phenomenon of Brownian motion of
the water molecules along the fibrous structure, DWI manages to describe the structure
of white matter in the brain, muscle fibers, and other elongated biological tissues.
To measure the diffusion in a certain direction gi , the pulse gradient spin echo (PGSE)
imaging sequence, proposed by Stejskal and Tanner [86] in 1965, is commonly used.
This PGSE method applies gradient pulses in certain gradient directions gi , i ∈ {1, . . . , N }
to obtain diffusion-weighted images Si . Using the assumptions that the signal decay is
exponential and that the diffusion PDF P is Gaussian, Stejskal and Tanner derived the
following relationship between the signal and diffusion:
Si = S0 exp (−bDi ) ,

(2.3)

where S0 is an unweighted image where no diffusion gradient was applied, b is a protocol
parameter that depends on gradient strength and diffusion time t, and Di is the apparent diffusion coefficient (ADC) in given gradient direction gi . Note that the assumption of exponential signal decay is generally only true for lower b-values, for example
b < 2000 s/mm2 . Using the computed Di there are several models for determining the
diffusion PDF P of equation 2.1. We discuss a few of them in the following two sections,
starting with the simplest and most popular one: diffusion tensor imaging.

2.3

Diffusion tensor imaging

In diffusion tensor imaging (DTI) we assume that the diffusion PDF is Gaussian, but
may be anisotropic (as opposed to equation 2.2), i.e., in the single fiber-bundle coherent
structures, the PDF will have an elongated, cigar-like shape as shown in figure 2.2(a).
Anisotropic Gaussian diffusion has 6 degrees of freedom and therefore can be fully described by a second-order positive definite symmetric tensor, called diffusion tensor. We
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(a) linear

(b) planar

(c) isotropic

Figure 2.2: The three main types of Gaussian diffusion in 3D, visualized with ellipsoid glyphs that
have the shape of a (a) cigar, (b) pancake or (c) sphere. These ellipsoids represent iso-probability
surfaces P (r, t) = C, for fixed t and constant C, of the diffusion PDF. All diffusion shapes that
are possible in diffusion tensor imaging (DTI) are interpolations of these three basic shapes.

represent such a diffusion tensor D by a symmetric 3 × 3 matrix. The scalar components
of a tensor D ∈ Sym+
3 are denoted by Dij :


D11 D12 D13
(2.4)
D =  D12 D22 D23  .
D13 D23 D33
Using a tensor representation of the diffusion and the Stejskal-Tanner equation 2.3
we obtain:

Si = S0 exp −bgiT Dgi
(2.5)
where Di = giT Dgi is the ADC in the direction of gi and D is a diffusion tensor. In
order to construct this tensor we need to sample a minimum of six diffusion-weighted
images Si and an unweighted S0 image [7]. Using the diffusion tensor we can represent
the diffusion PDF as


1
−1 T −1
P (r, t) = p
exp
r D r ,
(2.6)
4t
(4πt)3 |D|
where |D| is the determinant of tensor D.
Usually eigenanalysis of the matrix D is performed to compute the eigenvalues λ1 ≥
λ2 ≥ λ3 > 0 and corresponding eigenvectors e1 , e2 , e3 . These are respectively the
diffusion coefficients and their principal diffusion directions. For linear tensors (λ1 
λ2 ≈ λ3 ), as visualized in figure 2.2(a), the main diffusion direction e1 relates to the
direction of the fibers in the underlying fibrous tissue. For planar tensors (λ1 ≈ λ2  λ3 ,
figure 2.2(b)), vector e3 is normal to the plane in which most of the diffusion takes place.
The analysis of the diffusion tensors and their eigensystems is explained in more detail
in chapter 3.

2.4. H IGH ANGULAR RESOLUTION DIFFUSION IMAGING
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High angular resolution diffusion imaging

Figure 2.3: Examples of complex intra-voxel fiber configurations that cannot be resolved using the
Gaussian diffusion model of DTI. From left to right: kissing, crossing, and diverging fibers.

Due to the simplicity and post-processing speed, DTI is the most widespread DWI
technique. However, the potentials and limitations of the DTI are well known and other
processing techniques were introduced that use less restrictive models. One of the biggest
pitfalls of DTI is the assumption of a Gaussian PDF within a voxel as in equation 2.6.
Tuch [92] addresses this problem and shows that two-third of the brain white matter has
more complex intra-voxel structure, which means that only one third of the white matter
can be described properly by the Gaussian diffusion tensor model. In the rest of the
brain matter more complicated structures appear such as kissing, crossing or diverging
fibers. These structures are illustrated in figure 2.3. Since the diffusion tensor model
fails in these cases, more sophisticated techniques were introduced that overcome the
limitations of DTI. Often these techniques use higher b-values than what is typical in
DTI, and therefore equation 2.3 no longer holds and more sophisticated models must be
used to describe the signal.
These more complex DWI methods are grouped together under the name of high
angular resolution diffusion imaging (HARDI). The HARDI methods typically use a
higher number N of gradient directions (typically 60 ≤ N ≤ 200) than DTI and scans
are made using b-values of over 3000 s/mm2 . In particular, they do not assume Gaussion
diffusion for reconstructing the diffusion PDF. However, because for the reconstruction
of a full model-free diffusion PDF, long scanning and processing times are required,
many of the HARDI methods aim at reconstructing a diffusion orientation distribution
function (ODF) instead. These ODFs do not give us a 3D volume PDF, but provide a
function on a sphere that gives the diffusion in any direction.
The data obtained with a HARDI acquisition scheme can be processed in various
ways. The data can be converted to DTI data, or more advanced modeling can be applied, such as QBall [23] and diffusion orientation transform (DOT) [67]. The output of
these methods are functions on a sphere that can be described using spherical harmonics,
which are further described in chapter 8.
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In this chapter, we describe existing methods for the interactive visualization of diffusion weighted imaging (DWI) data that are relevant for this thesis. First, we focus on
diffusion tensor imaging (DTI) visualization. We start by showing in section 3.1, how
scalar values can be derived from diffusion tensors to obtain a scalar volume that can
be visualized using many existing volume visualization methods.: Of course, a lot of
information is lost when we reduce tensors to scalars. In section 3.2 we show how to
visualize the full tensor information using glyphs that visualize the local information per
voxel without losing information. In section 3.3 we show how fiber tracking is used to
derive and visualize a global overview of a DTI data set. After discussing these visualization methods for DTI, in section 3.5, we focus on the visualization of high angular
resolution diffusion imaging (HARDI) data, which is even more complex than DTI data.
Because most of the research in DTI and HARDI visualization focusses on brain data,
the techniques in the above sections are used mainly for brain visualization. Therefore,
in section 3.6, we describe common visualization methods for heart data, and heart DTI
data in particular.

3.1

Scalar measures and color-coded planes

As previously stated in section 2.3, a DTI data set consists of a volume that has a diffusion
tensor D in each voxel. A diffusion tensor can be represented by a symmetric 3×3 matrix


D11 D12 D13
D =  D12 D22 D23  ,
(3.1)
D13 D23 D33
of which the eigenvalues λ1 ≥ λ2 ≥ λ3 > 0 and corresponding eigenvectors e1 , e2 , e3
are the diffusion coefficients and principal diffusion directions.
A way of visualizing information in a DTI data set is by computing a scalar quantity
from each tensor and then showing the resulting scalar volume with standard visualization methods such as planar cross sections and volume rendering. Below we list common
scalar measures that are used in DTI and then we describe how to visualize these data.
The most popular scalar measure in various DTI applications is fractional anisotropy
or F A. As the name of the measure implies, it is a measure for the anisotropy of a tensor,
and can be computed from the eigenvalues of a tensor [8]:
p
(λ1 − λ2 )2 + (λ2 − λ3 )2 + (λ1 − λ3 )2
p
FA =
.
(3.2)
2(λ21 + λ22 + λ23 )
The value of F A would be zero for pure isotropic diffusion (λ1 = λ2 = λ3 , figure 2.2(c))
and 1 for pure linear diffusion (λ1 > λ2 = λ3 = 0, figure 2.2(a)). Figure 3.1(a) shows an
FA map of a slice of a human brain. A disadvantage of F A is that does it not distinguish
between linear and planar tensors, as we will point out more clearly in section 4.4.3.

3.2. G LYPHS
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Westin et al. [107] introduced measures cl , cp and cs to differentiate between linear,
planar and isotropic (spherical) diffusion, which are illustrated in figure 2.2:
cl

=

cp

=

cs

=

λ1 − λ2
,
λ1 + λ2 + λ3
2(λ2 − λ3 )
,
λ1 + λ2 + λ3
3λ3
.
λ1 + λ2 + λ3

(3.3)
(3.4)
(3.5)

Each of the measures cl , cp , cs has values in the range [0..1], and the sum of the measures
is one, cl + cp + cs = 1. Anisotropic diffusion ca , is the sum of cl and cp :
ca = cl + cp =

λ1 + λ2 − 2λ3
= 1 − cs .
λ1 + λ2 + λ3

(3.6)

Other measures, for example mean diffusivity M D,
MD =

tr(D)
λ1 + λ2 + λ3
=
,
3
3

(3.7)

do not classify the shape of the diffusion, but the size or amount of diffusion. Besides
the measures that were mentioned here, many more measures can be defined that operate
on the eigenvalues. For an overview, we refer to section 4.3.1 and Vilanova et al. [98].
Several authors in the DTI literature recognized the benefit of tensor invariants as measures of the diffusion tensor shape that do not require eigen analysis. Kindlmann [48]
used these invariants, like the mean, variance and skewness, which are invariant under
rotation, to measure the shape gradients in tensor fields.
All scalar measures can be visualized by mapping the values to colors as in the
grayscale F A map of figure 3.1(a). There is a lot of research done in visualizing scalar
values. Volume rendering, and all other visualization techniques for scalar data can be
used. The disadvantage of these methods is that much information is lost in the conversion from 6D tensor data to a 1D scalar. Less information is lost if the tensor field
is reduced to the vector field of e1 which defines the main diffusion direction in each
voxel. A common way to visualize this field is by slicing the data and mapping the components of e1 to RGB color space (see figure 3.1(b)). This coloring can be combined
with a weighting, e.g., by F A, in order to show more information. This is shown in figure 3.1(c). However, this visualization is ambiguous (different vectors can have the same
color) and not intuitive.

3.2

Glyphs

To show the full 6D tensor information, glyphs can be used. An intuitive way of representing a diffusion tensor is with an ellipsoid that has its axes aligned with the eigenvectors e1 , e2 , e3 and scaled by the eigenvalues λ1 , λ2 , λ3 . The ellipsoid glyph shapes for
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(a) F A map

(b) RGB coloring

(c) F A-weighted RGB

Figure 3.1: A transversal slice of a DTI scan of the brain of a healthy volunteer. (a) Fractional
anisotropy (F A) map. F A are in the range of [0, 1] and are mapped to grey values. Black corresponds to a value of 0 and white to a value of 1. (b) RGB color coding of the main diffusion
direction. The absolute components of e1 are mapped to RGB channels. In this view, red corresponds to horizontal diffusion, green to vertical diffusion, and blue to diffusion perpendicular to
the plane. (b) RGB color coding weighted with F A. This is accomplished by multiplying each of
the RGB components with F A.

(a) Cuboids

(b) Ellipsoids

(c) Superquadrics

Figure 3.2: Cuboid (a), ellipsoid (b) and superquadric (c) tensor glyphs visualizing the full tensor
information in a part of a transversal slice of the brain of a healthy volunteer. The colors of the
glyphs encode F A, where colors blue, green, yellow, orange, red indicate increasing values in the
range [0..1].

Figure 3.3: HARDI glyphs showing the output of QBall (min-max normalized) in the region of
the centrum semiovale of the human brain. A large variety of glyph shapes can be observed. RGB
coloring was used to show orientations on the glyph surfaces.

3.3. F IBER TRACKING
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the three basic types of diffusion are visualized in figure 2.2. Figure 3.2(b) shows the
result when this method is applied to actual scanned data. For visualizing DTI data with
these glyphs, the surface of each glyph is approximated by polygons. In order to obtain a smooth approximation, a considerable number of polygons is needed. This results
in longer times to generate the polygonal mesh, and slow rendering for huge amounts
of glyphs. An often-used glyph-representation that requires less geometry is cuboids.
As with ellipsoids, the cuboids are rotated and scaled according to the eigenvectors and
eigenvalues. But the basic geometry is much simpler: a box. Another advantage of
cuboids can be that they show the directions of the eigenvectors more clearly than ellipsoids. The result of this method is shown in figure 3.2(a).
As Kindlmann shows [47], both cuboids and ellipsoids can suffer from visual ambiguity. For example, the axes of the cuboids always clearly show the directions of the
eigenvectors, even if they are uncertain or not relevant. Ellipsoid glyphs do not suffer
from this problem, but different ellipsoids can look very similar when they are looked
at from different viewing angles. To solve these problems, Kindlmann presents another
representation, the so-called superquadric tensor glyphs. Figure 3.2(c) shows a region
of a brain visualized with superquadric tensor glyphs. They solve the visual ambiguities,
but they suffer from the same problems with performance as ellipsoids when generating
and rendering polygonal representations of the glyphs.
Usually glyphing approaches show glyphs on a fixed grid in a slice of the volume to
allow detailed inspection of a relatively small part of the volume, but recently Kindlmann
et al. [51] introduced glyph packing for DTI which deviates from this approach to avoid
unwanted emphasis on the regular grid pattern. The presented method makes underlying
continuous features of the tensor field more apparent. Hlawitschka et al. [39] adapt and
optimize this method in order to obtain interactive performance for placing the glyphs.

3.3

Fiber tracking

Tractography or fiber tracking is a method in which the resulting visualization represents
the scanned tissue in an intuitive way. It aims at reconstructing the fibrous structure
that lies at the basis of the anisotropy measured by DTI and showing a global overview
of the scanned data. There are several techniques to perform this reconstruction. The
most common and straightforward method is streamline tracing in the vector field of
e1 (see, for example Vilanova et al. [97]). In this method, particles are released on
seed points in the vector field of e1 . The streamlines are then traced by following the
particles using numerical integration techniques such as first-order Euler and secondorder Runge-Kutta methods. Tracing stops when a user-defined stopping criterium is
met. Common stopping criteria are maximum fiber length, the maximum angle in fiber
direction that may be made from one integration step to the next, and a lower bound
for an anisotropy index (usually F A or cl ). The resulting particle trajectories represent
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(a) CR lines

(b) CR F A lines

(c) CR tubes

(d) All RGB tubes

(e) CC cl tubes

(f) CC RGB tubes

Figure 3.4: Fibers tracked in the brain of a healthy volunteer. (a)–(c) Left corona radiata (CR)
visualized as (a), (b) lines and (c) tubes. In (b), color coding of F A is used where blue-green are
small values and yellow-red large values. F A-weighted RGB coloring of planes as in figure 3.1(c)
is shown in the background. (d) Whole volume fiber tracking cf. Vilanova et al. [97]. The fibers are
visualized as RGB-colored tubes. (e), (f) Corpus callosum visualized with tubes and coloring of
(d) cl or (e) local fiber orientation. Slices on the background are a color coding of mean diffusivity
(equation 3.7).

3.4. VOLUME RENDERING
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the fibers, as visualized in figure 3.4. Weinstein et al. [101] also take a local tensor
classification and the nearby orientation of the current trajectory into account in order to
acquire more stable fiber paths in areas that suffer from partial volume artefacts. Vilanova
et al. [97] extend the tracking of fibers to surface tracking in areas with high planar
diffusion cp .
Streamline tracing is initialized from seed points that specify the starting positions
of the fibers. Several strategies exist for the placement of seed points. These seeding
strategies require a varying degree of input from the user. If the user has to specify a
region of interest (ROI) where seedpoints are placed, it is possible that important features
of a data set are missed. If automatic seeding in the whole volume is used, the resulting
fibers can clutter the image (see figure 3.4(d)). This makes it difficult to get insight in the
data. In order to deal with this, an approach can be taken where users can interactively
place and manipulate ROIs which are used for selecting a subset of fibers from a large
precomputed set of fibers [2, 12].
The fibers that are the output of a fiber tracking algorithm can be visualized in various ways. The simplest way to visualize them is with unshaded lines, as is shown in
figure 3.4(a). Local anisotropy indices can be color-coded on the lines (figures 3.4(b)
and 3.4(e)). However, with unshaded lines it is hard to see their actual shapes and their
mutual coherencies. In order to improve the perception of shape and orientation of the
fibers, the local fiber orientation can be color-coded on the lines by mapping the components of the local direction directly to RGB values (figures 3.4(f) and 3.4(d)). However,
using color coding to improve the perception of the fiber structure prohibits the use of
color to show other properties.
Polygonal tubes can be used to represent fibers, but in order to achieve a good image
quality, traditonally a large number of polygons is required, which results in bad rendering performance. Recent methods that make use of the features of modern graphics
hardware can solve these issues [70]. For dense sets of fibers, polygonal tubes also cause
more occlusion than line-based techniques. Polygonal tubes are shown in figures 3.4(c)–
(f). Extending the polygonal tubes to hyperstreamlines [21] allows for visualization of
the second and third eigenvalues and eigendirections along a streamline. The cross section of a hyperstreamline in each point is an ellipse of which, locally, the axes are aligned
with e2 and e3 and scaled by respectively λ2 , and λ3 . Clustering fibers [64] can help to
reduce clutter and to selectively focus on certain fiber clusters.

3.4

Volume rendering

Direct volume rendering using ray casting is a well-known technique in medical visualization. Generally the input for ray casting methods are scalar volumes. These volumes
are rendered by casting rays through the volume and compositing the colors and opacities
computed for the scalar values on the sampling positions along the rays. The conversion
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from scalar value to color and opacity is done using a 1D or 2D transfer function. Ray
casting can also be used to render isosurfaces in a scalar volume. Isosurfaces, however,
can also be extracted in a preprocessing step (e.g., using the Marching Cubes [57] algorithm) and rendered using polygons. All direct volume rendering and isosurface methods
that work on scalar data can, of course, be applied to any of the scalar measures that can
be extracted from a tensor volume, as explained in section 3.1. Kindlmann and Weinstein introduce a volume rendering method that uses the full tensor information to assign
a color and opacity to the sampling points on a casted ray, using what they call hue-balls
and lit-tensors [50].
Another approach is taken by Wenger et al. [103], who apply fiber tracking to obtain a
dense set of fibers, that is represented as a volumetric data set. This data is then combined
with other (derived) volumes and rendered using a layered volume rendering approach to
obtain a combined visualization of fiber data and scalar data. To improve the rendering of
the fibers, they use an anisotropic lighting model, and halos to enhance the depth effect.

3.5

HARDI visualization

Visualization of HARDI data is a very recent topic, and not many HARDI-specific methods have been developed yet. As with DTI, in section 3.1, on can derive scalar measures
from HARDI data and visualize these using any of the standard methods for visualizing scalar fields. Examples of HARDI scalar measures are general anisotropy, general
fractional anisotropy and fractional multifiber index. For a more extensive overview of
measures for HARDI, we refer to Prčkovska et al. [75]. Because HARDI data contains
even more information than DTI data, the disadvantage of reducing this high-dimensional
data to a simple scalar volume is even bigger. Scalar measures may be used in intermediate steps for processing the data (e.g., for classifying voxels as in Prckovska et al. [75]),
but one does not want to throw away all the information that cannot be derived from the
scalar measures.
Among the available software packages for visualizing and processing HARDI data
are Slicer [1] with the QBall plug-in [100], and a software package by Shattuck et al. [82].
All these packages create glyphs by generating a mesh of points on a sphere, and in- or
extruding these points to obtain a 3D diffusion profile. This approach can be compared to
the DTI glyphing approach of section 3.2, but there are two important differences. First,
in HARDI, one does not assume a Gaussian diffusion PDF, thus the diffusion profile
may have any shape and cannot always be described using ellipsoids as in figures 2.2
and 3.2(b). Second, as a result of this, many more points on the sphere are needed to
ensure the visualization of a broad variety of shapes. This gives rise to heavier memory
usage, longer glyph generation times, and lower rendering performance. Typical results
of HARDI glyphs are shown in figure 3.3.
Several fiber tracking algorithms have been developed to deal with HARDI data.

3.6. H EART VISUALIZATION
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There are deterministic [11, 18] and probabilistic [10, 42, 69] HARDI fiber tracking
methods that both improve on DTI fiber tracking mainly in regions where the DT model
does not describe the local PDF well. However, the results between different algorithms
and different configurations of the same algorithm can vary a lot, and validation is still
an open issue.

3.6

Heart visualization

As previously mentioned in section 1.2, DTI is an effective tool that is used to image
healthy and ischemic mouse hearts. The measured diffusion is used to provide information about the presence and orientation of fibrous structures in the heart muscle. Although
it can currently only be used ex vivo because the movement of a living heart (up to 10
heartbeats per second for a mouse) interferes with the diffusion measurements, DTI is an
improvement over conventional histological techniques because it is not destructive and
less labor-intensitive [43].
The application of DTI to the heart muscle is relatively new [43] and most visualization methods for DTI focus on extracting important structures in the brain, for example
by using tractography as described in section 3.3. The methods that work for brain visualization are not sufficient for the visualization of heart DTI data because the data is
of a different nature. The heart wall consists of a densely packed set of muscle fibers of
which the orientation changes gradually throughout the heart wall. Tractography can be
used to give a global intuition of the structure of fibers in a healthy heart, or show erratic
behavior in diseased hearts. However, tractography can easily result in a visualization
that is too dense and thus suffers from occlusion (see figure 3.6). Therefore, it should
be complemented by an interactive method that shows local and more detailed information. Segmentation is not possible because the fiber orientations in a healthy heart change
gradually and no clear borders can be given between different parts of the heart wall, as
is the case in the brain.
In order to visualize DTI heart data, color maps of 2D heart slices based on various
scalar indices are applied [43]. This approach is illustrated in figure 3.6. In addition
to the scalar measures from section 3.1, an often-used measure for visualization and
quantification of fiber orientations in the heart is the helix angle αh . It represents the
angle between the fiber direction and the plane perpendicular to the long-axis of the
heart, as shown in figure 3.5. The helix angle αh is often used as input of models for heart
simulation, and for quantification of deviations in fiber orientations between healthy and
diseased hearts [13, 14]. Figure 3.7(c) shows αh in one slice of a healthy heart using
color coding. The major disadvantages of using αh for visualization are twofold (as with
RGB color coding): (1) it cannot show the full 3D vector information, and (2) color is
not always an intuitive way of representing orientations.
Zhukov and Barr [114] apply fiber tracking to heart data and propose a color cod-
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Figure 3.5: Schematic representation of the fiber orientations in the left ventricle of the heart with
a depiction of the helix angle αh [14].

ing that distinguishes between muscle fibers in the heart that follow either a clockwise
or a counter-clockwise spiral trajectory. However, using color coding to improve the
perception of the fiber structure prohibits the use of color to show other properties.
In chapter 5, we solve this and show how to use a fiber-tracking based approach for
visualizing the fiber structure in a slice of the heart in an intuitive way. The disadvantage
of this method is that the reconstruction of the fibers in the slice takes time, and therefore the user cannot browse through a data set by interactively choosing the slice which
will be visualized. To solve this issue, in chapter 6, we present a new interactive heart
visualization method that is based on ray casting of fibers on the GPU.
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Figure 3.6: Long fibers tracked in a healthy mouse heart using whole-volume seeding. RGB color
coding of local fiber orientation is used to enhance the perception of fiber orientations.

(a) cl

(b) RGB

(c) αh

Figure 3.7: An axial slice of a healthy mouse hart, scanned ex vivo. The cavity of the left ventricle
is clearly visible in all three images. (a) cl map. The right ventricle cannot be distinguished. (b)
RGB mapping of e1 . The border of the right ventricle is the blue curve in the bottom of the image.
(c) αh mapping of e1 . Blue voxels indicate in-plane fibers, yellow and red out-of-plane fibers. The
right ventricle can be observed as in (b).
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Analysis of distance/similarity measures for
diffusion tensor imaging

This chapter is based on:
T.H.J.M. Peeters, P.R. Rodrigues, A. Vilanova, and B.M. ter Haar Romeny. Visualization and Processing of Tensor Fields: Advances and Perspectives, chapter Analysis of distance/similarity measures for Diffusion Tensor Imaging. In
Springer Verlag series Mathematics and Visualization, Editors: D.H. Laidlaw
and J. Weickert, pages 113–136, 2008.
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In chapter 3, we showed various ways of visualizing diffusion tensor imaging (DTI)
data. For example, fiber tracking which makes it possible to reconstruct connections in
the brain or the fibrous structure of muscle tissue such as the heart. However, in several
applications, e.g., comparison between subjects, it is interesting to segment structures
with a higher level of meaning, e.g., white matter bundles [77, 99, 115] and also to register different DTI data sets [3, 58, 113]. It is often also necessary to derive statistical
properties of diffusion tensors (DTs) to identify differences, e.g., between healthy and
pathology areas [63]. In all these methods it is needed to define the difference between
diffusion tensors, i.e., to compare diffusion tensors. In segmentation and registration,
similarity measures are applied to match DTs in voxels in a certain region, and between
regions of different data sets. In quantitative analysis or DT statistics, distance or similarity measures of DTs in neighboring voxels can be used to classify the amount of
variability in a selected voxel [72] or volume of interest. The results of these applications
are highly dependent on the choice of measure.

Alexander et al. [3] listed several measures and analyzed their results for segmentation. However, since then, various people have introduced new measures for comparing
DTs. These measures are of different nature and it is difficult to predict which measure
will give better, or similar results. Numerous measures exist, and there is a need for an
overview that compares and classifies them in a structured way. This comparison can
help to support researchers in choosing an appropriate measure, and being able to predict
the behavior of the measures for their concrete application.

In this chapter, we provide this analysis and improve the intuition in the behavior of
the measures. The intrinsic characteristics of a measure are analyzed without having a
specific application in mind. This allows an evaluation of the nature of the measure in
itself. It is beyond the scope of this chapter to make an application-oriented analysis,
(e.g., finding the best measure for DTI adult brain registration). However, this chapter
aims to help in making a first selection of the possible measures that could be used for
such applications by looking at the characteristics of the problem and the characteristics
of the measures. We expect that it will also help to identify when a new measure is
necessary, and compare its behaviour with existing ones.

First, we present the notations used in this chapter. In section 4.2, we describe the
properties that will be used for the analysis of the measures. In Section 4.3, we give an
overview of existing measures from literature. In section 4.4, we explain how we evaluate
the properties of the measures and show some simple results to illustrate our methods.
Section 4.5 presents the results of the experiments. Finally, in section 4.6, we summarize
and discuss the results of this chapter.
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Figure 4.1: Ellipsoidal glyphs showing smoothly varying diffusion tensors (DTs). (a) a DT with
planar shape where the size is increased smoothly, i.e., MD increases; (b) a DT with planar shape
is rotated smoothly, until π, first around e1 , then around e2 and finally around e3 ; (c) a DT with
elongated shape is rotated smoothly as in (b); (d) DTs where the shape changes from elongated
(L), to planar (P), to spherical (S) and back to elongated (L).

4.1

Notation

In this chapter we often work with equations that include more than one diffusion tensor.
Therefore, we extend the previously defined notation. Diffusion tensors are denoted
by capital bold letters, for example, D, A, B ∈ Sym+
3 . Eigenvalues of tensor D are
D
D
D
D
D
λ1 ≥ λ2 ≥ λ3 > 0 and the corresponding eigenvectors are eD
1 , e2 and e3 . We will
P3
P3
D
denote the trace ( i=1 Dii ) = ( i=1 λi ) of D with tr(D). The determinant of D will
be denoted by |D|.
With measure we refer to a function m that has two tensors A, B as input, and returns
a non-negative scalar value:
+
+
m : Sym+
3 × Sym3 7→ R0 .

(4.1)

If a measure returns a larger value for more similar A and B, then we call the measure
a similarity measure. If it returns a larger value for less similar A and B, we call it a
distance measure. We will denote similarity measures with s and distance measures with
d.

4.2

Properties

In this section, we present a list of properties that can be evaluated for the different measures. Diffusion tensors can be classified by their size, orientation and shape. We evaluate
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the measures according to their sensitivity to changes in these properties. These changes
are illustrated in figure 4.1. We also include as properties how robust the measures are to
noise, and whether a measure is a metric or not.

4.2.1

Size

We understand as the size of a DT the mean diffusivity M D = tr(D)/3. This is illustrated in figure 4.1(a). We consider a measure to be size-invariant if it is invariant to
isotropic scaling, i.e., if it fulfills:
m(sA, tB) = m(A, B),

(4.2)

where s and t are positive scalar values.

4.2.2

Orientation

A measure m is rotation invariant, if the value of m does not change when the input
tensors are rotated:
m(RT AR, P T BP ) = m(A, B),

(4.3)

where R and P are rotation matrices. The orientation invariance can be divided in two
parts. One is whether the measure is sensitive, in general, to the difference in orientation
between tensors. Orientation changes are illustrated in figures 4.1(b) and 4.1(c).
The other invariance included in the previous is invariance to image rotation. If we
define a DTI image as f : R3 7→ Sym+
3 in most of the cases we want our measure to be
invariant with respect to rigid body transformations of f (i.e., rotation and translation).
In the case of DTI images, the image transformation also has to be applied to the tensor.
From these transformations the rotation is the only one that affects the tensor. Being
invariant to image rotation means that we want to fulfill equation 4.3 when R = P . If the
image f is transformed with other transformations (e.g., non-uniform scaling, skewing),
it is not clear how this should affect the tensor and therefore we do not consider this
further in this chapter.

4.2.3

Shape

The shape of a diffusion tensor can be defined as elongated, planar, spherical (see figure
2.2) or as an interpolation between these types. The shape is given by the ratio between
the different eigenvalues. A graphical representation of interpolation between different
tensor shapes is shown in figure 4.1(d). A measure m is shape-invariant if the value of
m(A, B) does not change when changing the shape (i.e., the ratio between eigenvalues)
of A, B, or both.
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Robustness

Measures are never completely insensitive for noise. However, if small changes in the
input produce small changes in output, then we consider the measures to be robust under
noise. Therefore we can define:
|m(A + E1, B + E2) − m(A, B)| ≤ ε,

(4.4)

where ε is a very small scalar value and the components E{1, 2}ij of noise tensors
E1, E2 ∈ Sym+
3 are also very small values.

4.2.5

Metric

A distance measure d is a semi-metric if, for two tensors A and B, it satisfies the following conditions:
A = B ⇔ d(A, B) = 0,
d(A, B)

=

d(B, A).

(4.5)
(4.6)

Condition 4.5 is important because it allows us to distinguish between equal and nonequal tensors. Condition 4.6 is necessary if we do not want the results to depend on the
order in which we deal with the DTs in a volume. If the measure has to be a metric, it
also has to fulfill:
d(A, B) ≤ d(A, C) + d(C, B).
(4.7)
Condition 4.7 is important in applications where one needs to take the mean or do interpolation between tensors [5, 68].

4.3

Measures

In this section, we present a classification of similarity and distance measures for diffusion tensors (DTs) that have been used in literature. This classification is based on
the nature of the derivation of the measure: measures based on scalar indices; measures
that make use of the angles between eigenvectors; measures based on linear algebra;
measures based on imposing the preservation of positive definiteness of the tensor, i.e.,
Riemannian geometry; measures considering the DTs as a representation of a probability
density function and, finally, measures that combine different measures from the previous
classes.

4.3.1

Scalar indices

+
Given a scalar index g : Sym+
3 7→ R0 , the simplest way to obtain a difference between
two DTs A and B is by using the absolute difference |g(A) − g(B)| of the scalar index

34

C HAPTER 4. A NALYSIS OF DISTANCE / SIMILARITY MEASURES FOR DTI

Name
Mean diffusivity

Abbrev.
MD

=

Fractional anisotropy

FA

=

Relative anisotropy
Linear anisotropy
Planar anisotropy
Isotropy
Volume ratio

RA
cl
cp
cs
VR

=
=
=
=
=

Equation
tr(D)/3
= (λ1 + λ2 + λ3 )/3
√

(λ1 −λ2 )2 +(λ2 −λ3 )2 +(λ1 −λ3 )2

√

√

2(λ21 +λ22 +λ23 )
(λ1 −λ2 )2 +(λ2 −λ3 )2 +(λ1 −λ3 )2
√
2(λ1 +λ2 +λ3 )

(λ1 − λ2 )/(λ1 + λ2 + λ3 )
2(λ2 − λ3 )/(λ1 + λ2 + λ3 )
3λ3 /(λ1 + λ2 + λ3 )
λ1 λ2 λ3 /M D3

Table 4.1: Scalar indices for diffusion tensors [107, 98].

of the two tensors. There exist numerous scalar indices that can be chosen for g. Two
well-known examples are fractional anisotropy (F A) and linear anisotropy (cl ). For a
selection of scalar indices, see table 4.1 and refer to Westin et al. [107] and Vilanova
et al. [98]. These indices reduce the 6D information in a DT to a scalar value. In the
computation of the scalar value, only the rotationally-invariant eigenvalues of the tensors
are used, thus they do not depict the directional variation of the diffusion anisotropy. The
measures created from scalar indices will be denoted by ds, with the short name of the
index as subscript, e.g. dsF A , dsCl , dsM D . Thus
dsF A (A, B) = |F A(A) − F A(B)|.

(4.8)

When using ds, most information is lost. Each DT is represented by one scalar value,
while six scalar values are needed to represent the full DT. Thus, the measures based on
scalar indices can be rather limited.
More scalar indices can be derived from tensors. For example, several authors in DTI
literature recognized the benefit of tensor invariants as measures of the diffusion tensor
shape that do not require diagonalization. Kindlmann [48] used these invariants, like
the mean, variance and skewness, which are invariant to rotation, to measure the shape
gradients in tensor fields. However, using them for constructing a distance measure will
give similar results to ds and will not solve the problem that just one aspect is being
shown. Thus, we do not treat them separately here.

4.3.2

Angular difference

Angular difference dangi , i ∈ {1, 2, 3} of the eigenvectors eD
i is often used as a distance
between tensors. It measures changes in orientation [116]:
B
dangi (A, B) = arccos(eA
i · ei ).

(4.9)

Using dang1 only makes sense for tensors where the diffusion is mainly linear. If the
tensors have a planar shape then dang3 can be used. For tensors with a spherical shape,
any dangi can be considered random and should not be used.
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Linear algebra

A class of measures deals with the diffusion tensor components as vectors elements. A
typical distance measure is the Ln -norm of the componentwise difference of two vectors:
v
u 3 3
uX X
n
dLn (A, B) = t
(Aij − Bij )n .
(4.10)
i=1 j=1

In DTI literature, the L2 -norm, dL2 , is most commonly used for computing a distance
measure (see Batchelor et al. [9]), therefore, we only treat dL2 in this chapter.
p dL2 is the
same as the Frobenius distance [116] which is computed by dF (A, B) = tr((A − B)2 ).
One can also compute the scalar product of two tensors by summing the products of
components of the tensors [3]. The result can be used as a similarity measure ssp :
ssp (A, B) =

3 X
3
X

Aij Bij .

(4.11)

i=1 j=1

Measures ssp and dLn treat the DTs as simple vectors and ignore the matrix or tensor
nature of them. Another class of measures use the fact that we have matrices. Pierpaoli
and Basser [72] propose to use the sum of the squared vector dot products of the eigenvectors weighted by the product of the eigenvalues as a tensor scalar product [44]: stsp
includes the colinearity of the orientation of the tensors weighted by their eigenvalues.
The value is maximized if the tensors are aligned.
stsp (A, B) =

3 X
3
X

B A
B 2
λA
i λj (ei · ej ) .

(4.12)

i=1 j=1

This measure is also called tensor dot product [8]. It is used to construct the lattice index,
which we show in section 4.3.6. Jonasson et al. [44] use the normalized tensor scalar
product sntsp in order to make it invariant to scaling of the tensors:
sntsp (A, B) =

stsp (A, B)
.
tr(A)tr(B)

(4.13)

Instead of applying the abovementioned measures to the tensors directly, they can
also be applied to the deviatoric of the DTs (see e.g. Alexander et al. [3]). The deviatoric
D̃ of tensor D represents the non-isotropic part of D. It expresses just the shape and
orientation of the DT, independent of the size. It can be computed as follows:
1
D̃ = D − tr(D)I,
3

(4.14)

where I is the identity matrix. Note that D̃ is not always a positive definite tensor. This
means that it can have negative eigenvalues, and some of the measures will also give
negative values.

36

4.3.4

C HAPTER 4. A NALYSIS OF DISTANCE / SIMILARITY MEASURES FOR DTI

Riemannian geometry

If we constrain the matrices to positive definite matrices we get another class of measures based on Riemannian geometry. Batchelor et al. [9] introduced a geodesic-based
distance dg that measures the distance between two tensors in the space of positive definite tensors:
1
1
dg (A, B) = N (A− 2 BA− 2 ),
(4.15)
where

v
u 3
uX
2
N (D) = t (log(λD
i )) .

(4.16)

i=1

This measures the distances along geodesics in the manifold of symmetric positive defined matrices. Pennec et al. [68] introduce a similar framework with the same distance
measure, and extend it with methods for filtering and regularization of tensor fields. The
disadvantage of this approach is that its computations are expensive.
Arsigny et al. [5] introduce a new Log-Euclidian framework. It has similar theoretical
properties as the framework by Pennec et al., but with simpler and faster calculations.
They derive the following Log-Euclididan distance measure dLE :
p
dLE (A, B) = tr((log(A) − log(B))2 ).
(4.17)
This measure is equivalent to the dL2 of the logarithm of the matrices. The details of its
computation and derivation can be found in Arsigny et al. [5].

4.3.5

Statistics

A diffusion tensor can be interpreted as the covariance matrix of a Gaussian distribution
describing the local diffusion. Thus, a natural family of dissimilarity measures between
DTs would be the statistical divergence that measures the overlap of probability density
functions. Given a diffusion tensor D, the displacement r of water molecules at time t is
a random variable with the following probability density function (PDF):
P (r|t, D) = p

1
(2π)n |2tD|

T

e−(r

D−1 r)/(4t)

,

where n is the dimensionality of the square matrix D.
Wang and Vemuri [99] proposed to use the square-root of the J-divergence (symmetrized Kullback-Leibler) as a new definition of DT distance dKL :
dKL (A, B) =

1p
tr(A−1 B + B−1 A) − 2n,
2

(4.18)

where the dimensionality n is 3 for DTs.
In probability theory, class separability can be measured by the overlap between the
corresponding PDFs. Therefore, the overlap of PDFs can also be used as a similarity
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measure between tensors. The calculation of the overlap cannot be done analytically and
often approximations are being used. The Chernoff bound [24] gives us the upper bound
of the probability error, P (error), of a Bayesian classifier for two classes, w1 and w2 ,
given their PDFs P (w1 ) and P (w2 ). For normal distributions we have:
P (error) ≤ P β (w1 )P 1−β (w2 )e−kβ ,
where β is a parameter that needs to be optimized to find the Chernoff bound. A special
case is the Bhattacharyya bound where β = 1/2. This bound is never looser than the optimal Chernoff bound and can be directly calculated. For DTs, it becomes the following
similarity measure:


√
− 1 ln 1 |A+B|/ |A||B|
sBhat (A, B) = e 2 2
(4.19)

4.3.6

Composed

As mentioned in section 4.3.1, a scalar measure in itself can give very limited information of the difference between DTs (e.g., F A just gives information about the anisotropy).
Usually, a measure that reflects the changes of a combination of these properties is necessary. Therefore, several authors have tried to combine simple measures to obtain a more
complete measure. Often, the measures that are combined have quite different natures
and therefore ad hoc normalizations and weighting factors are needed.
Pollari et al. [58] introduced shape-dependent similarity measures which are used
depending on the DT shape:
B
sl (A, B) = |eA
1 · e1 | = cos(dang1 (A, B)),
A
B
sp (A, B) = |e3 · e3 | = cos(dang3 (A, B)),
|tr(A)−tr(B)|
,
ss (A, B) = 1 − max(tr(A),tr(B),1)

sT2 (a, b)

=

1−

|g a −g b |
,
max(g a ,g b ,1)

where a and b are the voxels with tensors A and B. g a , g b are the grey-levels in a, b in
the T2 MRI data. Using sl , sp , ss and sT2 , Pollari et al. introduce a DT distance measure
for registration of DTI brain data sets that looks at the overlap between diffusion shapes
and weights this with the most reliable information for that shape:
I(a, b)

B
A B
= ĉA
l ĉl sl (A, B) + ĉp ĉp sp (A, B)+
A B
γ ∗ ĉs ĉs (ss (A, B) + sT2 (a, b)) /2

(4.20)

where γ is 12 in all of their experiments because they want to give less weight to isotropic
2
3
voxels. The anisotropy measures are defined as: ĉl = λ1λ−λ
, ĉp = λ2λ−λ
, ĉs = λλ13 ,
1
1
which is a variation of the measures proposed by Westin [107] listed in table 4.1. Because
we are analyzing measures for DTs only, in section 4.5 we use a modified similarity
measure spnl that disregards the sT2 term of equation 4.20:
spnl (A, B)

B
A B
= ĉA
l ĉl sl (A, B) + ĉp ĉp sp (A, B)+
A B
γ ∗ ĉs ĉs ss (A, B).

(4.21)
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We also use γ = 21 , although a more precise analysis of the robustness of this measure to
the changes of γ would be needed.
Pierpaoli and Basser [72] introduced the lattice index as an intervoxel anisotropy
measure that takes the DTs in neighboring voxels into account. For the computation of
the lattice index they defined a measure sLI that gives a similarity between two tensors:
q
√
stsp (Ã, B̃)
3 stsp (Ã, B̃) 3
p
sLI (A, B) = √ p
+ p
,
8 stsp (A, B) 4 stsp (A, A) stsp (B, B)

(4.22)

with stsp as defined in equation 4.12 and Ã, B̃ as in equation 4.14. Because stsp (Ã, B̃)
can be negative, sLI can give negative or imaginary values which do not fulfill the basic
description of a measure as we defined it. Therefore, we do not use sLI in the further
analysis.

4.4

Methods

For analyzing the properties of the measures, we want to show the behavior of each
measure for the different properties in a global way. So, we show the results of each
measure for sets of pairs of DTs where one property is changed. We change each property
gradually and analyze the behavior of the measures.
In order to do this analysis, we use plots as shown in figure 4.2. The axes of the
plots have smoothly varying DTs and in the plot we show the similarity or difference of
corresponding DTs. In figure 4.2(a) the results of the measure are shown as a grey-scale
image. Figure 4.2(b) shows the same results as a height field, which gives a more clear
impression about the evolution of the measure.
Furthermore, we compared the different measures by means of the root mean square
difference (RMSD) of their normalized results. This allows us to grasp the similarities
between the measures.

4.4.1

Size

Size is simple to evaluate because it can be captured with only one scalar value (mean
diffusivity M D, see table 4.1). Figure 4.2 shows a size comparison plot for dsM D .
From left to right and bottom to top, we increase the size of the tensor by multiplying the
eigenvalues of a base tensor with linearly increasing values. This is illustrated in figure
4.1(a). It can be seen from figure 4.2 that tensors with the same size (on the diagonal of
the plot) have zero distance, and tensors of which the sizes differ have larger distances.
Some measures (e.g., dsF A ) are invariant to scaling. So this plot will not be used for
those measures.
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(a)

(b)

Figure 4.2: Size comparison plot of dsM D for tensors with planar shape. On the axes from left to
right, and from bottom to top, the size of the tensors increase while the shape and orientation are
invariant. See figure 4.1(a). (a) shows a grey-value plot; (b) shows the height field.

4.4.2

Orientation

For orientation, we consider the sensitivity of the measure to rotation of the tensors, i.e.,
rotation around any axis. For tensors with a elongated shape, the measure should be
invariant to rotations around e1 . For tensors a with planar shape, the measure should be
invariant to rotations around e3 . For tensors with a spherical shape, the measure should
be invariant to any rotation. We created plots for multiple types of tensors (representing
linear, planar or spherical diffusion), where on both axes we gradually rotate the tensor
around e1 until π. Then, on the middle part of the horizontal and vertical axes of the
plots, we rotate around e2 until π. Finally, in the top and right of the two axes we rotate
around e3 until π. The tensors on the axes of the plots are illustrated in figures 4.1(b) and
4.1(c). Figure 4.3(a) shows results for dang1 . The tensor used for this image represented
linear diffusion. Thus, for rotation around e1 , the distance does not change. This can be
seen in the image because in the lower-left part, the distances stay zero. When rotating
the tensor around e2 and e3 , it can be seen that the distance between measures gradually
increases for a rotation up to π/2 and then decreases again until it is zero at π.
Furthermore, we tested the rotation invariance of the measures to the situation when
we rotate the volume. We did this by applying the same rotation to every tensor in a
set, and then computing the root mean square difference (RMSD) of these results to the
corresponding ones without rotation.

4.4.3

Shape

We consider that DTs can have elongated, planar or spherical shape or a shape that is
an interpolation of these shapes. In order to study the behavior of the measure under
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(a)

(b)

Figure 4.3: (a) Comparison plot for tensor with elongated shape rotated around e1 , e2 and e3
showing dang1 . See figure 4.1(c); (b) dsF A comparison plot for tensors with shape changing from
elongated (L) to planar (P) to spherical (S) to elongated (L). See figure 4.1(d).

changes in shape, we start with tensors that have elongated shape (λ1  λ2 ' λ3 ),
and then gradually change the shape to respectively planar (λ1 ' λ2  λ3 ), spherical
(λ1 ' λ2 ' λ3 ), and back to elongated. This is illustrated in figure 4.1(d). In order to
make sure that we are only evaluating shape, we do not change the size and orientation
of the tensors in the same plot. Results for dsF A are shown in figure 4.3(b). As can be
seen from the black areas in the plot which are not in the diagonal, tensors with different
shapes can have the same value for F A. This is a known property of F A.

4.4.4

Robustness

From the results of the previous methods, we can deduct whether a measure is sensitive to
small changes in one of the properties. In addition, we introduce a small variation to the
set of tensors in our experiments. To each component of the input tensors (on both axes)
for making the size, shape and orientation plots, we add a uniformly distributed random
value. Then we analyze this robustness by computing the root mean square difference
between the plots with and without the added noise. We consider the measures robust
to noise if its plots do not show sharp changes or discontinuities, and the computed root
mean square differences are relatively small.
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Metric

The conditions that need to be fulfilled for a measure to be a metric can be derived
from its definition. Thus, no experiments are needed in order to evaluate this property.
However, we will summarize whether the properties in equations 4.5–4.7 are fulfilled for
each of the measures.

4.5

Experiments

In this section, we analyze and categorize behavior of the different measures using the
methods described in the previous section. The behavior of the measures is summarized
in table 4.2.

4.5.1

Size

We can observe four different behaviors for the measures with respect to the size difference of the tensors. We list these four behaviors as (1) invariant, (2) add, (3) increasing
and (4) mult in table 4.2. All scalar measures listed in table 4.1, except M D, are invariant to scaling of one or both input tensors with a positive scalar s. dangi , sntsp , and sLI
are also invariant to scaling.
Measures ssp and stsp have behavior as shown in figure 4.4(a). They return bigger
values when the M D is larger. As a consequence, s(A, A) is not constant but depends
on the size of tensor A and there is no upper limit for the value of these measures. We
list this behavior as increasing in table 4.2.
Measures dsM D and dL2 show a behavior as illustrated in figure 4.2. The relation
between the differences in size (M D) and the computed difference behaves as follows
d(sA, sB) = s × d(A, B)

(4.23)

where s is a positive scalar value. Scaling both A and B with a scalar value will change
the outcome of dsM D and dL2 . This behavior is listed as add in table 4.2. The remaining
measures are listed as mult. This means that they behave as shown in figure 4.4(b). The
relation between the output of the measure and the ratio M D(A)/M D(B) of the size
of the two tensors is linear, and scaling both tensors by the same scalar value s does not
affect their distance:
d(sA, sB) = d(A, B).
(4.24)

4.5.2

Orientation

Measure dang1 only works well for tensors with elongated shape. All scalar-index based
measures (ds) are invariant to rotation. All measures except ds and dangi have similar
behavior under rotation, which we list as smooth. For tensors with elongated shape,
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dsF A
dsM D
dang1
dL2
ssp
stsp
sntsp
spnl

Equation
|F A(A) − F A(B)|
|M D(A) − M D(B)|
arccos(eA · eB )
1
1
q
P
P
3
3
n
n
j=1 (Aij − Bij )
i=1
P3 P3
Aij Bij
P3i=1 P3j=1 A B A B 2
i=1
j=1 λi λj (ei ej )
stsp (A,B)
tr(A)tr(B)

− 21

N (A BA )
p
tr((log(A) − log(B))2 )
p
B−1 A) − 2n

− 21

ĉlA ĉlB sl (A, B) + ĉpA ĉpB sp (A, B)
+γ ∗ ĉsA ĉsB ss (A, B)

dg
dLE
dKL
e

|A||B|

1
−1
tr(A
B
+
2
 A+B 
|
|
− 21 ln √ 2

sBhat

4.19

4.15
4.17
4.18

4.13
4.21

4.11
4.12

4.10

Eqn
4.8
4.8
4.9

[24]

[9]
[5]
[99]

[44]
[58]

[3]
[44]

[9]

Cite
[107]
[107]
[116]

mult

mult
mult
mult

invariant
mult

increase
increase

add

Size
invariant
add
invariant

smooth

smooth
smooth
smooth

smooth
smooth

smooth
smooth

smooth

Orientation
invariant
invariant
linear

sensitive

sensitive
sensitive
sensitive

not self-similar (1)
not self-similar (2)

not self-similar (1)
not self-similar (1)

ok

Shape
not good
invariant
linear

sensitive

sensitive
sensitive
sensitive

shape/orientation
shape/orientation

all
all

all

Robustness
shape
size
linear

no

yes
yes
yes

no
no

no
no

yes

Metric
no
no
no

Table 4.2: Overview of properties for similarity and distance measures for diffusion tensors. The ds measures that are not listed have the same
properties as dsF A .
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(a) Linear tensors with measure stsp .

(b) Planar tensors with measure dg .

Figure 4.4: Comparison plots with tensors changing size.

they have the same behavior as dang1 , which is shown in figure 4.3(a). Results for dKL
for tensors with planar shape is shown in figure 4.5. The other measures show similar
behavior. It is similar to that in figure 4.3(a). Except for dangi , all measures are invariant
to rotations if at least one of the two tensors that are being compared has spherical shape,
i.e.:
m(S, A) = m(S, RT AR)
(4.25)
for spherical tensor S, and A ∈ Sym+ (3), and rotation R. For tensors whose shape is
not purely elongated, planar or spherical, the resulting plots are a weighted average of the
plots of the respective tensor types. This is shown in figure 4.6 for dLE . All measures,
except dangi are invariant to rotations of both tensors, thus, for any rotation R:
m(A, B) = m(RT AR, RT BR).

(4.26)

In order to refine the classification of these measures, we compared their results by
computing the root mean square difference (RM SD) between them. Measures dL2 , dg ,
dLE , dKL and dBhat (since sBhat it is not a distance, we inverted the result, dBhat =
1 − sBhat , before the comparison) are similar to each other (RM SD ≈ 0). We can
define another subgroup with the measures ssp , stsp and sntsp . These measures give the
same result, RM SD = 0.

4.5.3

Shape

Of the measures that we analyzed, only dsM D is invariant to shape changes. The behavior for dsF A is shown in figure 4.3(b). We list it as not good in table 4.2 because tensors
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Figure 4.5: Comparison plot of planar tensors rotated around e1 , e2 and e3 for dKL . See figure 4.1(b).

Figure 4.6: Comparison plot for tensors rotated around e1 , e2 and e3 for dLE . The tensors do not
have pure elongated, planar or spherical shape, but eigenvalues λ1 = 1.0, λ2 = 0.5, λ3 = 0.1.

with different shape can have a distance of zero. The other ds measures show similar behavior where tensors that differ can have a distance of zero depending on which
anisotropy measure is used. dangi can give random values depending on the shape of the
diffusion. This measure should only be applied to tensors that represent linear diffusion.
Thus, we list linear in table 4.2. The behavior of dL2 is shown in figure 4.7. The diagonal
is black, and the greatest distance occurs between elongated and spherical tensors. We
consider this behavior as good and therefore we list ok in table 4.2.
Measures ssp , stsp and sntsp all behave similar to what is shown in figure 4.8. These
measures give a high similarity when comparing a tensor with elongated shape to itself.
However, tensors with planar or spherical shapes are less self-similar. Thus, the similarity
between a tensor and itself depends on its shape. Because of this behavior, we cannot
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Figure 4.7: Comparison plot of dL2 for shapes changing from elongated to planar to spherical to
elongated.

Figure 4.8: Comparison plot for changing shapes for stsp .

Figure 4.9: Comparison plot for changing shapes for Spnl .
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Figure 4.10: Comparison plot for shapes changing from elongated (L) to planar (P) to spherical (S)
to elongated (L). The plot shows dKL . λ1 /λ3 = 100 for tensors with “pure” elongated and planar
shape.

convert these similarity measures to distance measures which fulfill metric condition cf.
equation 4.5. We list this in table 4.2 as not self-similar (1).
The behavior under shape changes for spnl is shown in figure 4.9. The values on the
diagonal are brighter than the values next to it because tensors are self-similar. However,
the actual values on the diagonal are not all the same. Thus, for spnl the similarity
between a tensor D and itself also depends on the shape of D. We list this in table 4.2 as
not self-similar (2).
The plots for measures based on Riemannian geometry and statistics (see sections
4.3.4 and 4.3.5) show steep edges in areas where at least one of the eigenvalues is very
small. This is shown for dKL in figure 4.10 where λ1 /λ3 = 100 for tensors with “pure”
elongated and planar shape. This behavior is listed as sensitive in table 4.2. In medical
data, the chance to be exactly on the very steep part is small because the fractions between
eigenvalues are not that large. However, it is always possible that two similar tensors are
on opposite sides of this edge, which will result in a large difference. Also, noise in
medical data can change the fractions of the eigenvalues in such a way that the tensors
come closer to the steep edges, i.e., small variations in the shape results in large variation
in the measures.

4.5.4

Robustness

We repeated the experiments of the previous sections after adding noise as described in
section 4.4.4 to the input tensors. The noise consists of uniformly distributed random
values ε ∈ [−0.01, 0.01], which are added to the components of the tensors. We then
compare the root mean square difference (RMSD) between the output of the normalized
plots with and without noise. The results are shown in table 4.3. The more robust the
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dsF A
dsM D
dang1
dL2
ssp
stsp
sntsp
spnl
dg
dLE
dKL
sBhat

Eqn
4.8
4.8
4.9
4.10
4.11
4.12
4.13
4.21
4.15
4.17
4.18
4.19

shape
0.007
0.316
0.409
0.005
0.009
0.009
0.003
0.008
0.012
0.012
0.013
0.014

orientation
0.372
0.332
0.006
0.013
0.024
0.024
0.024
0.018
0.044
0.042
0.056
0.048

size
0.279
0.002
0.338
0.002
0.002
0.002
0.246
0.237
0.007
0.007
0.007
0.006

Table 4.3: Root mean square difference between the sets of tensors with and without small variations.

measures are to noise, the lower the values in the table.
The shape experiments were done with tensors that have varying eigenvalues but with
constant mean diffusivity, 31 (λ1 + λ2 + λ3 ) = 1. The eigenvalues are changed from elongated shape (λ1 > λ2 = λ3 ) to planar shape (λ1 = λ2 > λ3 ), from planar to spherical
shape (λ1 = λ2 = λ3 ), and back to elongated shape. The orientation experiments were
done with an elongated tensor (λ1 = 1.0, λ2 = λ3 = 0.1) that is rotated. The size experiments use the same elongated tensor which is enlarged by multiplying all components
of the tensor with values from 0 to 60. The noise is added to the tensors after the changes
in shape, orientation and size were done.
In table 4.2, the robustness of the measures is summarized. Some measures prove to
be robust within only one or two of the invariant properties (shape, orientation and size),
i.e., they have one or two relatively low values in table 4.3. We classify them as such.
For example measure dsF A is robust to changes in shape only. If the plots do not have
steep parts, i.e., high discontinuities, thus the values in table 4.3 are small, we consider
the noise robustness of the measures to be good for all.
Measure dL2 proves to be the most robust measure. Measure dang1 only takes the
main diffusion direction into account. If the shape of the tensor is not elongated, this
direction can change randomly when small changes are made to the tensors. Thus, dang1
does not behave well under noise. From the other measures, only the shape plots for dg ,
dLE , dKL , and sBhat show steep edges. These edges appear where the shapes of the
tensors are very elongated or planar. Thus, in these areas the measures are very sensitive
to noise. Figure 4.11 shows this behavior for dKL .
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Figure 4.11: Comparison plot showing the difference between the response of dKL to a set with
and without random noise. RM SD = 0.013

4.5.5

Metric

All measures are symmetric, this can be also seen in the plots, since they are symmetric
by the diagonal.
Similarity measures cannot be metrics, so we have to convert them into distance measures and evaluate whether those distance measures can be metrics. Similarity measures
with increase as size change behavior or not self-similar as shape change behavior have
a similarity s(A, A) that depends on the size or shape of tensor A. Thus they cannot directly be translated into a distance measure that always fulfills equation 4.5. Measures ds,
dangi and sntsp are invariant to one or more of the properties of section 4.2. Thus, there
are many tensors A 6= B for which d(A, B) = 0 which invalidates metric condition 4.5.
It is clear that distance measures dL2 , dg , dLE , dKL fulfill equations 4.5 and 4.6.
They also fulfill the triangle inequality of equation 4.7 if the tensors A and B are infinitesimally close [68, 5, 99]. Therefore they are Riemannian metrics. Because this is
sufficient for those applications that need the distances to be a metric, we list them as
yes for the metric property in table 4.2. sBhat is a similarity measure, so it cannot be
a metric. However, it can be used to construct a metric, as is shown by Comaniciu and
Meer [19].

4.6. D ISCUSSION

4.6
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Discussion

Depending on the application, different distance or similarity measures can be used. Using the previous analysis of properties we can identify from a practical point of view the
differences and similarities between the different measures. It turns out that the behavior
of ssp and stsp is similar, even though ssp deals with the tensor as if it is a vector. The L2
distance dL2 is relatively simple, but shows good behavior. Also, all measures listed in
sections 4.3.4 and 4.3.5 give practically the same results. Except for sBhat , the similarity
measures S cannot easily be converted into metrics. Thus if that is a requirement for
the application (e.g., for calculating geodesics), those measures are ruled out. This also
rules out the ds measures and dangi . Measure dL2 can be a good measure in that case.
When using measures dg , dLE , dKL and sBhat one has to be aware that the measures are
sensitive to small shape changes close to the degenerate cases.
Throughout a full brain, all diffusion properties vary. In order to take all properties
into account when registering brains, no measure should be chosen that is invariant to
any of them. Also, if the weighting for all DTs used in the registration must be the same,
the similarity measures that list increase for size or not self-similar for shape should
not be used because, even for equal DTs, the computed similarities can vary depending
on size and shape. For interpolation of DTs the triangle inequality condition must be
satisfied, therefore only measures that are metrics can be used. Work has been done in
the comparison of the different interpolation methods as in Arsigny et al. [5], Pennec et
al. [68] and Kindlmann et al. [49].
We created an overview of existing distance and similarity measures for matching
diffusion tensors and classified the measures. Such an overview, including recently introduced measures was not previously available. We evaluated the properties of these
measures and summed them up in table 4.2. When researchers want to use a similarity
or distance measure for their concrete application, they can define which properties their
measure should have to and then study the measures that fulfill their requirements. When
new measures are introduced, it will be beneficial to classify them and see for which
properties they differ from already existing measures, and how they differ. So in which
sense they improve existing measures.
This chapter aims to help in making the first selection of these measures. The next
step is to test what measure performs better in a concrete application, e.g., white matter
segmentation. If the goal is to segment the brain using DTs, the choice of measure
depends on which properties are of importance for a given area. For example, segmenting
the thalamic nuclei requires dependency of orientation for the measure used [116], while
white and grey matter can be distinguished using the tensor shape.
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5

Visualization of the fibrous structure of the heart
using hair-rendering techniques

This chapter is based on:
T.H.J.M. Peeters, A. Vilanova, G.J. Strijkers, B.M. ter Haar Romeny. Visualization of the Fibrous Structure of the Heart. In Proceedings of Vision, Modeling,
and Visualization (VMV), pages 309–316, Aachen, Germany, 2006.
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As described in sections 1.2 and 3.6, diffusion tensor imaging (DTI) is used to scan ex
vivo healthy and infarcted mouse hearts in order to obtain a better insight in the structure
of the muscle fibers in those hearts. These insights are used to get a better understanding
of the efficiency of the heart as a pump and how this is affected by cardiac infarction.
The long-term goal of this research is to improve treatment of cardiac infarction and
other heart anomalies.
A typical way to visualize DTI data is by reconstructing fibers using tractography
[98]. Most existing tools for visualizing DTI fibers render them either as unshaded polylines or as polygonal tubes. The use of unshaded lines gives no cues about the shape
of the fibers, as is shown in figures 5.2(a) and 5.3(a). The use of polygonal tubes (figure 5.3(b) requires a large number of polygons in order to achieve high image quality.
This results in poor rendering performance. Also, neither method conveys the coherent
structure of a large number of fibers clearly. For heart visualization this is important because the heart wall is densely packed with a vast number of fibers with a continuously
changing orientation when moving through the tissue.
We apply techniques that are used for the realistic rendering of human hair in order
to improve the visualization of the dense fibrous structures of the heart. The two most
important components of realistic hair rendering are the local lighting model, and the
casting of shadows from hair fibers onto each other. Both techniques are essential for
creating realistically looking images [45]. Without proper line lighting, individual fiber
shapes are not apparent. Without shadowing, the coherent structure of groups of fibers
cannot be easily shown.
In scientific visualization, illuminated lines are also used to acquire a better perception of shape [85, 59]. The lighting model used is similar to that used for hair rendering.
However, it is not combined with shadowing. In this chapter, we show how perception
of both shape and coherency of large numbers of densely packed fibers can be considerably improved by applying line lighting and shadowing. We then apply them to fibers
tracked in DTI data sets of healthy and diseased hearts. We also introduce a new approach to visualizing a slice of DTI heart data. We render short fibers originating from
the selected slice in order to show the fibrous structure above and below the slice. This
can be considered as a hybrid method where fiber tracking is used to create a glyph-like
representation of the local structure. Our technique improves existing tools to analyze
heart data in the sense that the fibrous structure is visualized in a more intuitive way,
and it can be combined with the visualization of additional properties using color coding.
Because we implemented the lighting and shadowing to run directly on the GPU, we
achieve interactive framerates.
In section 5.1, we give a short overview of related visualization methods. In section
5.2, we describe our methods for the visualization of DTI heart data. In section, 5.3 we
apply our method to a series of healthy mouse hearts and mouse hearts with myocardial infarction, and we analyze the results. Finally, in section 5.4, we summarize our
contributions and identify open issues.
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Figure 5.1: Long fibers tracked in a healthy mouse heart using whole-volume seeding. Line lighting
and shadowing were used to render the fibers.

5.1

Related work

Tractography or fiber tracking aims at reconstructing the fibrous structure that causes the
anisotropy measured by DTI. There are several techniques to perform this reconstruction.
We use streamline tracing in the vector field of e1 . It is the same method as described
by Vilanova et al. [97]. Streamline tracing is initialized from seed points that specify the
starting positions of the fibers. Several strategies exist for the placement of seed points.
These seeding strategies require a varying degree of input from the user. If the user
has to specify a region of interest (ROI) where seedpoints are placed, it is possible that
important features of a data set are missed. If automatic seeding in the whole volume is
used, the resulting fibers can clutter the image (see figure 5.1). This makes it difficult to
get insight in the data. User-defined ROIs can also be used to select a subset of fibers
from a large set of precomputed fibers. It has been shown that this can be helpful for the
exploration and interpretation of DTI brain data [2, 12].
The fibers that are the output of a fiber tracking algorithm can be visualized in various
ways. The simplest way to visualize them is with unshaded lines, as is shown in figures
5.2(a) and 5.3(a). Local anisotropy indices such as F A and cl can be color-coded on the
lines. However, with unshaded lines it is hard to see their actual shapes and their mutual
coherencies. In order to improve the perception of shape and orientation of the fibers,
the local fiber orientation can be color-coded on the lines by mapping the components
of the local direction directly to RGB values. Zhukov and Barr [114] propose a color
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coding that distinguishes between muscle fibers in the heart that follow either a clockwise
or a counter-clockwise spiral trajectory. However, using color coding to improve the
perception of the fiber structure excludes the use of color to show other properties.
Polygonal tubes can be used to represent fibers, but in order to achieve a good image
quality, a huge number of polygons is required. This results in bad rendering performance. For dense sets of fibers, polygonal tubes also cause more occlusion than linebased techniques. Polygonal tubes are shown in figure 5.3(b).
In order to visualize DTI heart data, color maps of 2D heart slices based on various
scalar indices (e.g., αh and F A) are applied [43]. This is shown in figures 5.4(a) and
5.4(c). Fiber tracking and glyphing have also been used to visualize DTI heart data
[114, 79]. However, these visualizations tend to use only whole-volume seeding for fiber
tracking in order to reconstruct the heart shape. Using this technique it is hard to say
anything about the structure of fibers inside the heart wall because they are occluded.
The glyphing approaches can only show local information in a limited region of interest.
If glyphs are distributed densely, occlusion becomes a serious problem. Already when
showing the glyphs in a 2D slice, they become ineffective and color coding is necessary
to indicate orientation.
In hair rendering, anisotropic lighting [45, 6] is used for the local shading model. This
gives realistically looking results and conveys the fiber shapes to the viewer in an intuitive
way. Some scientific visualizations use illuminated lines in order to make the shapes of
the individual lines easier to interpret [59]. Stalling et al. [85] describe a method that
uses the normal in the normal plane of the fiber that maximizes the lighting intensity as
an efficient model for anisotropic lighting. Wenger et al. [103] use anisotropic lighting
for volume rendering of vector-field structure and also apply it to DTI. However, the
density of the fibers that can be visualized is limited by the resolution of the 3D texture
that they use for hardware-accelerated volume rendering.
The large number of algorithms for rendering of shadows [111] indicates the importance of shadows for creating realistically looking scenes. For rendering hair and
fur, self-shadowing is essential to make it look realistic [45]. Shadow mapping is an
image-space shadowing technique that is suitable for complex scenes because it does not
depend on the geometric complexity of the scene [109]. However it has some problems,
including aliasing on the edges of cast shadows. Therefore, many extensions to the classical shadow mapping algorithm exist, of which some were especially constructed for the
rendering of complex structures such as hair [56, 46].
We apply techniques used for the realistic rendering of hair in order to create a better visualization of DTI heart data. We apply anisotropic lighting in order to make the
shapes of the fibers better visible. Shadow mapping is applied to make the coherent
structure of nearby fibers apparent. In addition, we track short fibers from seed points in
one slice. This avoids the occlusion and cluttering caused by tracking long fibers with
whole-volume seeding. Compared with glyph-based methods, it shows more context and
suffers less from occlusion because the fibers are only one pixel thick. We also combine
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(b) illuminated lines

Figure 5.2: Fibers tracked in a folded eye nerve of a pig, which was used to create a phantom DTI
data set.

our method with color coding to visualize addtional properties such as F A. Because interaction is essential for the inspection of the heart data, we make use of the capabilities
of the GPU to implement our techniques such that interactive frame-rates are possible.

5.2

Heart-structure visualization

In this section, we show how proper lighting and shadowing can be used to improve the
visual perception of the structure of a DTI data set. We then present a method to visualize slices of DTI heart data that can show the fiber structure and additional properties,
while avoiding cluttering. In section 5.2.1, we describe how existing line lighting theory
is implemented for use with DTI fibers. In section 5.2.2, we explain how the standard
shadow mapping technique is modified in order to give good results for dense line data
sets. Finally, in section 5.2.3 we describe the slice visualization. The lighting and shadowing algorithms are implemented in the OpenGL Shading Language (GLSL), and run
directly on the GPU. This ensures interactive rendering speeds.

5.2.1

Illuminated lines

In the Phong lighting model, the light intensity I at a point on a surface, follows the
equation:
I = ka + kd (l · n) + ks (v · r)n

(5.1)
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The material-specific values of ka , kd , ks are the ambient, diffuse and specular coefficients, and n is the parameter for the specular component or shininess. n is the normal at
the surface point. l points towards the light source, v towards the camera position, and r
is the reflection of l at n. Vectors n, l, v, and r have unit length.
This model cannot be applied to illuminate lines directly, because lines do not have
a single normal n, but a plane of normals perpendicular to the tangent direction t. This
problem can be solved by choosing for n the vector in the normal plane that maximizes
(l · n) and (v · r) in equation 5.1. To avoid explicit calculation of the optimal n, the
following equations can be used [6, 85]:
l·n

=

v·r

=

p

1 − (l · t)2
p
(l · n) 1 − (v · t)2 − (l · t)(v · t)

(5.2)
(5.3)

Using equations 5.2 and 5.3, the calculation of I in equation 5.1 can be implemented
directly as a GLSL shader. The effect of line lighting is shown in figure 5.2.

5.2.2

Shadowing

Shadow mapping [109] is a well-known and well-researched technique. It has two render passes. In the first render pass, it renders the scene with the camera placed at the
light source. The depth-values in light space of the rendered fragments are stored in the
shadow map. In the second render pass, the camera is placed at the actual view position.
For each fragment, the coordinates in view space are converted to coordinates (x, y, z)
in light space. The z-component is then compared to the depth-value zs stored in the
shadow map at position (x, y). If z = zs then the current fragment is visible from the
light source and thus lighted. If z > zs then there is another object closer to the light
source that obscures the current fragment, so it must be shadowed.
This approach has two problems. The first is the limited resolution of the shadow
map combined with the computations to convert coordinates in view space to light space.
One pixel in the shadow map may represent many pixels in the image in view space. This
can cause serious aliasing artefacts. The second problem is self-shadowing of objects.
Because they are the result of two different, limited-precision computations, the depthvalues z and zs will not be exactly the same. Depending on which value is larger, for
each fragment there is a chance that the object casts a shadow onto itself. This problem
is usually solved by subtracting an offset d from zs , such that the computed distance
between z and zs must be at least d for the fragment to be shadowed. This is not a
solution in our application because we have very dense sets of fibers where no reasonable
value can be given for d.
We tackle the aliasing problem by using a high-resolution shadow map. We implemented the shadow-mapping technique using framebuffer objects to render the shadow
map to a texture which is at least twice as large as the resulting on-screen image, in each
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(a) No lighting and no shadowing

(b) Polygonal tubes with Phong lighting

(c) Line lighting and no shadowing

(d) Line lighting and shadowing

Figure 5.3: Short fibers tracked in a slice of a healthy heart data set. In (b) fibers are represented
by polygonal tubes with 6 sides.

dimension. The graphics card that we used for the initial implementation of this technique (Nvidia GeForce 7800 GTX) supports textures of up to 40962 pixels. The use of
these high-resolution textures for shadow maps suffiently reduces the aliasing problem
in our application.
The problem with lines casting shadows onto themselves is solved by using the
shadow map to store an identifier idl that identifies the line segment, instead of depth
values zs . These idl -values are rendered to the shadow map and compared with the fiber
idl s when rendering the scene with the camera placed at the actual view position.
In figure 5.3, the image with shadows makes the coherent structure of the fibers visible. Without shadowing, in figure 5.3(c), it is nearly impossible to determine which
fibers are in front and which are behind. By applying shadowing in figure 5.3(d), fibers
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that are behind other fibers are de-emphasized because they are darker. This makes it
easier for the viewer to determine which fibers are in front, and which are behind. Note
that lighting and shadowing are more effectively communicating the fiber structure when
the user has interactive control over the camera.

5.2.3

Slice visualization

Current practice for visualizing heart slices is to use glyphing, or color coding of anisotropy
indices (figure 5.4(c)) or fiber orientation (figure 5.4(a)). These approaches have some
disadvantages. Color coding can visualize at most a few scalar components in a 2D subset of the data. Glyphing can only show local information in a limited region of interest.
Our approach of rendering fibers with lighting and shadowing makes it possible to
visualize the shape and orientation of fibers, and to show the coherence among densely
structured fibers. The use of anisotropic lighting and shadowing was inspired by the
realistic rendering of human hair. If the rendered hairs are short, viewers will intuitively
interpret the structure of the hair, including the local fiber orientations. We apply this
to slices in heart DTI data by using fiber tracking to reconstruct short fibers that pass
through the current slice of interest. This is done by placing a dense set of evenly-spaced
seeding points in the specified slice. Fibers are then tracked with a small maximum
length. Results for a healthy heart are shown in figures 5.3 and 5.4.
This approach has several advantages. First, our method is more intuitive than color
coding to show the local fiber orientation. Color coding of the fiber orientation will need
a legend that relates the colors to orientations in order to interpret the images. Second,
color coding (e.g., color coding of αh in figure 5.4(a)) cannot show all components of e1
while retaining a unique color for each orientation. Third, our method can be combined
with color coding to show additional information. Since colors are not used for showing
the fiber orientation, anisotropy indices can be encoded using color. This is shown for
F A in figure 5.4(d). Finally, the length of the fibers can be varied. This can be used to
give the user control over the amount of information that is being shown.

5.3

Results

We applied the proposed visualization to a series of healthy and infarcted mouse hearts.
Four data sets were available of healthy hearts. For infarcted hearts we had 5, 4 and 5
data sets measured respectively at 7, 14 and 28 days after infarction. Each heart is only a
few millimeters long and the scanning resolution was 117×117×234 µm3 . Because DTI
acquisition of a mouse heart cannot be done in-vivo, no two different data sets represent
the same actual heart. The infarcted hearts had an ischemic infarction in the left ventricle.
The left ventricle pumps the blood into the aorta through the whole body. Therefore, it is
the strongest of the four heart chambers and it has the thickest wall, which makes it easier
to image. All data was measured for research done to gain insight in the changes in the
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(a) αh slice

(b) αh color-coded fibers

(c) F A slice

(d) F A color-coded fibers

Figure 5.4: (a), (b): Color coding of αh . Blue indicates in-plane fibers, red is out-of-plane. (b), (d):
Lighting and shadowing of lines combined with color coding of helix angle (αh ) and fractional
anisotropy (F A). (c), (d): Color coding of F A. Green indicates small values for F A and red
indicates large values.
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(a) healthy, RGB color coding of tangent

(b) healthy, αh color coding

(c) 7 days, F A color coding

(d) 14 days, cl color coding

(e) 28 days, F A color coding

(f) 28 days, αh color coding

Figure 5.5: Healthy and ischemic hearts 7, 14 and 28 days after infarction. Depending on the
selected orientation, seed points were generated in one of these three slices and used to track short
fibers. In (c) – (e), green indicates small values for cl and F A and red indicates large values.
Yellow indicates intermediate values.
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fibrous structure of the heart wall after an infarct [13]. This analysis may lead to a better
understanding of the remodeling process that takes place after the infarct. Eventually it
can help in developing better treatments for cardiac ischemia.
Current methods for evaluating the structure of the heart employ color coding of the
helix angle in one slice of the data, as is shown in figure 5.4(a). Our method shows more
global information than existing slice visualizations and conveys the fibrous structure in
a more complete and more intuitive way. It is more complete, because with a single
color-coded image it is not possible to visualize all components of the fiber directions. It
is more intuitive because the visualization shows hair-like structures that people are used
to seeing and interpreting.
In figure 5.5(a) we visualize an axial slice of a healthy heart. It clearly shows the big
circular cavity of the left ventricle, and its thick wall. The right ventricle can be seen
on the bottom right. It has a much smaller cavity and a thinner wall. The color coding
that was applied maps the x, y and z values of the local tangent of the fiber to RGB
components. It can be seen that from both the inside and the outside of the wall of the left
ventricle, when moving to the middle of the wall, the fiber orientation gradually changes
from largely out-of-plane to in-plane. In the middle of the heart-wall, the fibers follow
a circular pattern. The latter cannot be visualized using 2D slice coloring of the helix
angle only, as was shown in figure 5.4(a). Using our method, separate illustrations for
in-plane and out-of-plane components of the fiber orientation are no longer necessary.
This is considered a big advantage by the users. They use the visualization to get an
overview of the data in order to select regions of interest that require further analysis.
Also, our methods work well to gain insight in local fiber orientations and are preferred
over glyphing methods.
Figures 5.5(c)–(f) show results for infarcted hearts at 7 and 28 days after infarction.
Figure 5.5(c) shows a heart slice at 7 days after infarction. The infarcted area is on the
left. When compared with figures 5.4 and 5.5(a), it can be seen that the middle of the
heart wall in the infarcted area, which shows a clear circular pattern in healthy hearts, is
thinner. Also, the overall shape of the heart-wall in the infarcted area has become more
irregular. Two different slices of two hearts scanned at 28 days after infarction are shown
in figures 5.5(e) and 5.5(f). Figure 5.5(f) shows a long-axis slice, as opposed to the shortaxis slices of figures 5.5(a) and 5.5(c)–(e). It can be clearly observed in this figure that the
heart wall in the infarcted area, at the bottom of the image, has become much thinner than
the rest of the heart wall. Also, the structure of the fibers in the infarcted area is more
irregular. This can also be seen in figure 5.5(e). In addition, figures 5.5(c) and 5.5(e)
show the local F A using color coding, and figure 5.5(d) shows cl . The red areas appear
mainly in the infarcted regions. This indicates that infarcted tissue is more anisotropic
than tissue in non-infarcted areas. This appears contradictory because the irregularity of
the fibers seems to indicate less structure in those areas. However, it can be explained by
the formation of collagen fibers which strengthen the damaged regions in order to avoid
rupture. DTI measurements of these collagen fibers give higher anisotropy values, while
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#fibers
2744
4143
8354
4055
15105
1493
1660

total #line
segments
50,707
74,578
96,288
103,575
177,198
1,006,774
1,511,642

FPS
no lighting
800
550
375
425
206
25
36

FPS
line lighting
139
97
74
68
40
6.6
4.4

FPS
light+shadow
53
36
29
26
16
2.4
1.7

FPS
tubes
24
17
14
11
6.7
1.1
0.7

fig(s)
5.5(e)
5.5(f)
5.5(c)
5.5(a)
5.4, 5.3
5.2
5.1

Table 5.1: Dataset size and performance in frames per seconds (FPS) for rendering with line lighting and shadow mapping. The data sets are ordered by the number of line segments. Measurements
were made using a 1024 × 768 viewport and a 4096 × 3072 shadow map. Tube rendering results
were included for comparison.

they are less structured. This was confirmed using histology.
The proposed visualization depends a lot on the ability of the user to interact with
the data and to change visualization parameters in real-time. In order to achieve this interactivity, the lighting and shadowing were implemented using shaders that run directly
on the GPU. The rendering performances for several data sets are listed in table 5.1. The
measurements were made on a 3.2 GHz Pentium 4 PC with 1 GB of RAM and a GeForce
7800 GTX 256MB graphics card. Using line lighting and shadowing, the listed data sets
with under 1M line segments show framerates between 15 and 53 FPS. This is enough to
ensure interactive viewing. For comparison, we also list the performance when rendering
the same data sets using polygonal tubes with six sides, as shown in figure 5.3(b). As can
be seen, the proposed methods outperform the tube approach in both speed and quality.

5.4

Discussion

The work in this chapter was inspired by techniques for the rendering of human hair.
With the techniques presented, it is possible to visualize denser sets of fibers, while the
structure of the fibers is more apparent. The lighting of the fibers improves the perception
of shapes. The casting of shadows by the fibers onto each other shows which fibers are in
front and which are behind in an intuitive way. This also shows the coherencies among
fibers. We have shown that the proposed slice visualization is useful for getting insight
in DTI data sets of the heart. It shows the fibrous structure of slices of the heart in an
intuitive way. Furthermore, it allows for visualization of extra properties such as F A
using color coding, in combination with the fiber orientations.
The potential users received the proposed visualization with great enthusiasm, and
use it to communicate their findings with colleagues and laymen. Images generated
using the methods proposed in this chapter are used, for example, in theses (e.g., by
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Hautemann [34] and Froeling [27]) and presentations. However, the most powerful way
of using the proposed visualization, is a live demo of the software, where the fibers
passing through a selected slice of the heart can be studied interactively by looking at
them from a varying viewpoint. Although our methods do not show information that
could not be derived before, it is now possible to show more information at once in an
intuitive and pleasant way, and to easily present qualitative results in an attractive way.
The disadvantage of our method, compared to the basic colored slice visualization,
is the preprocessing needed to generate the fibers. Each time the user selects a cross
section, a dense set of fibers passing through that cross section is computed using fiber
tracking. Thus, if the user wants to change the currently selected cross section, there
is a delay of at least a couple of seconds before the fibers passing through the updated
selection are visible. We show how to solve this issue in the next chapter.

64

6

Interactive fiber structure visualization of the
heart

This chapter is based on:
T.H.J.M. Peeters, A. Vilanova and B.M. ter Haar Romeny. Interactive Fiber
Structure Visualization of the Heart. In Computer Graphics Forum, to appear,
2009.
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(a) Line lighting

(b) Line lighting and shadows

Figure 6.1: Rendering of tracked fibers in an axial slice of a healthy mouse heart which was
scanned ex-vivo. In (a) line lighting is used to show the fibers shapes. In (b) the line lighting is
supplemented with rendering of shadows to enhance the perception of coherent structures among
fibers.

In the previous chapter, we introduced a method for visualizing the fiber structure in a
selected cross section of the heart in an intuitive way by showing short fibers originating
from the cross section. If the lines are placed dense enough, one can see how the fiber
orientations change in a continous way (see figure 6.1(b)). However, for that method,
we use a fiber tracking approach to generate the geometry of the short fibers that are
rendered. The generation of these fibers takes at least a couple of seconds, and thus
the user cannot change the current set of fibers without a delay. Removing this delay
would be a very useful extension of the technique, because the user does not always
know which slice of the data contains the information that he wants to see, and thus it is
useful to interactively change the current selection of fibers. It is also possible that the
user wants to view multiple slices in succession and switch between them.
In order to make up for the lack of context the user has when showing detailed local
information, we propose a new technique that makes it possible for the user to interactively place a plane of interest (POI) that defines the cross section from which the
rendered line segments originate. With this method the user can quickly browse the data
by translating and rotating the POI, and if needed, identify interesting areas where further
analysis is done using e.g. quantification or fiber tracking.
In our proposed method, no time is needed for the generation of geometry that will
be rendered. On the intersection of the POI with the vector field of the main diffusion
direction e1 , the full 3D vectors are rendered as 3D line segments with a local ray casting approach. Existing methods that generate densely placed glyphs or short streamlines
need to recompute the geometry each time the POI is changed. This causes that action
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to be non-interactive. An additional advantage of our method is that the seeding distance
and line length can be changed interactively, without the need to update geometry. To
convey the 3D orientation and structure of the vectors to the user, we apply the same line
lighting and shadow computations as in chapter 5. In order to have interactive performance, both the ray casting and the lighting and shadowing were implemented on the
GPU.
Our contribution is a new method for interactive visualization of the fiber structure
of the heart. We apply local ray casting on the GPU to render line-segment glyphs that
represent fiber orientations without generating geometry. Using this method, the user can
interactively place the plane of interest (POI), which defines the cross section that will
be visualized. We show that our method clearly outperforms geometry-based methods, if
the placement of the POI has to be interactive. We also show that the method is general
enough to show other glyphs than line segments by implementing ellipsoid glyphs.
In section 6.1, we list existing methods for visualizing DTI data and other related
techniques. In section 6.2, we describe the method we propose in a general way. In
section 6.3, we show how to implement the method on the GPU and give implementation
details. Our results are given in section 6.4. Finally, in section 6.5, we summarize our
contributions and identify directions for future research.

6.1

Related work

For showing a more global overview of a DTI data set, several methods for tracking
fibers can be used [98, 62]. In brain DTI data, the reconstructed fibers are used as approximations for bundles of axons that connect different parts of the brain. When DTI
and fiber tracking are applied to heart data, the reconstructed fibers approximate bundles
of muscle fibers and can be used to show the structure of the heart [114]. However, in
our application, where we have densely packed fibers in the heart wall, as we showed
in chapter 5, visual clutter will be a problem. Also, preprocessing of the data is needed
in order to acquire the streamlines that will be rendered. We want to avoid this step and
make the definition of the region-of-interest (ROI) interactive. There are methods where
special data structures are used to select precalculated fibers that go through interactivelydefined ROIs [12, 2] in the brain. However, the goal and approach in those methods is
different from ours. They visualize connectivity in the brain by showing long fiber bundles going through relatively small ROIs, and we show the changes in fiber orientation in
the heart by rendering short line segments in larger ROIs.
Dense and texture-based methods such as LIC [17] and IBFV [96] have been very
successful in visualizing 2D vector fields. Extensions of these 2D techniques have been
made to apply them to cross sections of 3D vector fields [54, 78]. However, these methods often project the 3D vectors on a 2D surface [78]. Thus they lose the third dimension of the vectors or suffer from clutter. In our application projecting the 3D vector
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would easily lead to misinterpretation of the data. True 3D texture-based approaches exist [91, 40, 89] where 3D textures are generated. However, often this texture generation
is not interactive for large data sets (i.e., a volume of 5123 voxels) [35]. Rendering of the
output volume using standard volume rendering techniques can give problems with aliasing, occlusion and the perception of line structures in the volume. There are solutions for
these problems such as oversampling the input texture or blurring the output texture [35],
injecting “opacity noise” [91] and several shading techniques [35, 102]. However, in the
end the visual result heavily depends on the resolutions of the textures that are used so a
balance must be found between texture size and performance. Also, in flow visualization
methods that rely on the rendering of a scalar volume, it is difficult to distinguish the
individual line structures because only volumetric data is available.
There are methods for interactive and high-quality rendering of glyphs using GPU
ray casting [32, 83]. However, those methods focus on geometrically more complex
glyphs such as ellipsoids as opposed to our simple line segments. They render a socalled 2D sprite for each glyph that is shown. The use of a sprite per-glyph would not
be beneficial for the complexity and performance of our rendering. Therefore, we render
only one bounding box that contains all our glyphs. Also, we exploit the fact that our
densely packed glyphs originate from points on a square grid and determine inside the
fragment shader which glyph is visible, while the other approaches use the z-buffer for
this purpose.
The method that we propose was initially inspired by relief mapping [65, 73]. Relief
mapping maps a relief texture to a surface. The relief texture contains a displacement in
the direction orthogonal to the surface in each texel. The surface with the relief texture
can be rendered in real-time by applying ray casting in the fragment shader on the GPU
[73].
Although relief mapping inspired us, we cannot use this approach directly. We cannot convert the dense field of lines that we render into a relief map. Relief maps only
support displacements orthogonal to the surface, while our line segments can have any
orientation. Furthermore, a step-based ray-casting approach would not work for us because we would miss the thin lines that we want to render when taking discrete steps
along the view ray. Thus we propose a new method for interactive visualizations of fiber
orientations of cross sections of DTI data in the following sections.

6.2

Ray casting vectors in a plane

Our goal is to render a dense set of simple glyphs (i.e., line segments) that originate
from a user-specified cross section defined by a plane of interest (POI). The seed points
that are used as the origins for the line segments are implicitly defined by the POI and a
user-specified seed-distance ds .
We do not do any rendering calculations on the CPU. First, the whole vector volume
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Figure 6.2: Illustration of the plane of interest (POI). The figure shows some seed points in the
lower-left of the POI. The seed points cover the whole plane. Vectors s1 and s2 are shown that
are used to iterate over all seed points. They are parallel to vectors OP1 , OP2 which are also
shown. Furthermore, we show camera position V , view direction v, POI normal n and the radius
h/(v · n) of the circle to select the seed points in the range of the view-ray.

is loaded into the GPU memory as a 3D texture. Then, we render a bounding box around
all the line segments originating from the user-defined POI. As a result of this, a fragment
shader is called for each of the pixels that potentially has to show a part of the data to be
visualized. For each pixel, we have the following rendering steps:
1. Determine the view-ray V = V + µv. V is the camera position and v is the
normalized view direction.
2. Select the seed points S on the POI that are in range for V.
3. Compute intersections I of the glyphs originating from S with view-ray V.
4. Render the glyph with intersection I ∈ I closest to the camera position V . This
includes lighting and shadow computations.
We know the camera position V and the intersection of the POI and V, so step 1 is
straightforward. Steps 2–4 are further explained in sections 6.2.1 to 6.2.3. Implementation details are given in section 6.3.

6.2.1

Select seed points in range

The line segments that we will render originate from seed points in the POI. The POI
is defined by three vertices O, P1 and P2 where OP1 is orthogonal to OP2 (see figure
6.2). We do not explicitly generate vertices to be used as seed points, but we use the seed
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distance ds and place the seed points on a square grid on the POI. In order to select the
seed points S that have a line segment that potentially intersects the view-ray V, we need
to know the intersection point P of V and the POI, and the angle between view direction
v and the normal n of the POI. This is illustrated in figure 6.2.
For the computation of point P we use the following equation for the POI:
P : nx x + ny y + nz z + d = 0,

(6.1)

where (nx , ny , ny )T = n and d is the distance from the POI to the point (0, 0, 0) in
world coordinates. In the intersection point P , we have (V + µv) · n + d = 0. From this,
we can compute µ as follows:
n·V +d
µ=−
(6.2)
n·v
If V is parallel to the POI we, have n · v = 0 and µ = ∞. However, as we will show
below, the range of seed points to be taken into account is also ∞ in this case, so no seed
points will be missed.
The length of the glyphs is given by h. So we only need to take those seed points
S into account where the distance d(S, V) between the seed point S and the viewray V
is at most h. We know that for |v · n| = 1, we only need to look at those seed points
that are inside the circle on the POI with origin P and radius h. However, if the viewing
direction is not orthogonal to the plane, we need to look in a larger area. An initial upper
bound for the area of the seed points is a circle with radius h/(v · n). When v · n = 0 the
result is ∞. In the implementation, this is not a problem because we only look at seed
points that are inside the boundaries of the POI and the input tensor field.
We now have initial bounds for which seed points are possible in the range for V.
For each row of seed points, we compute which are the first and last seed point that are
in range for V. Then we only take those seed points and the ones in between them into
account. Details of this algorithm are given in section 6.3.1.

6.2.2

Compute glyph – view-ray intersections

Next, we need to know which glyph is visible in the current pixel. S is the collection
of seed points with d(S, V) ≤ h for all S ∈ S. For each seed point S ∈ S we run the
following algorithm:
• If V does not intersect glyph G(S), then discard the seed point.
• Otherwise, calculate the intersection point I of V and G(S).
We do this for each S ∈ S and keep track of the seed point for which distance ||S − V ||
is the smallest. That is, for which seed point, I = V + µv has the smallest µ ≥ 0. Thus,
we select that glyph and render it with the proper lighting and shadowing.
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Shadowing

If we render the line segments using a color that does not depend on its neighborhood
then it becomes impossible to distinguish different line segments that are very close to
each other (see figure 6.1(a)). We use shadowing to avoid this (see figure 6.1(b)). In
order to determine for each fragment whether it is in direct light or in shadow, we repeat
the algorithms given in sections 6.2.1 and 6.2.2. However, now we use the light-ray L
instead of the view-ray:
L(µ) = L + µl

(6.3)

where L is the light position, and l the light-ray direction. Thus, we replace the view
I−L
direction v by the light direction l = ||I−L||
and E by L. We again compute the glyph
with the smallest distance ||I − L|| from the intersection to the light source. If we acquire
the same line segment as the one that is the closest to V in the current fragment, then it is
directly lighted. Otherwise, there is another line segment inbetween the light source and
the one that we are currently rendering. In that case, it is in shadow.
In the lighting equation, we use lower values for the ambient and diffuse light coefficients for fragments that are in shadow to make the shadowed fragments darker. Also we
set the specular component to zero to avoid specular highlights in shadow.

6.3

Algorithm details

We implemented our method as a mapper in the Visualization ToolKit (VTK) [81] and
integrated it in with our DTI-visualization tool called DTITool that is used by our collaborators to do heart and brain research. Because of this integration, we can combine
our new method with other visualizations such as color-coded planes and fiber tracking,
which is shown in figures 6.4-6.5. The mapper has as input the vector volume, and a
vtkPlaneWidget. The vtkPlaneWidget defines the plane of interest (POI) and can be interactively rotated, translated and scaled by the user. Furthermore, the user can set the
seed distance ds interactively. The shader programs that run on the GPU are written in
OpenGL Shading Language (GLSL).
First, we do eigenalysis to compute the eigenvectors. We then load the major eigenvectors e1 in GPU memory as a 3D RGB float texture. The XYZ-components of the
vectors are stored in the RGB-components of the texture. To avoid interpolation problems, on the GPU, we make use of nearest neighbor interpolation of the vectors.
In section 6.3.1, we give implementation details about how relevant seed points are
selected in the fragment shader. In section 6.3.2, we explain how to do intersection
and lighting for line segments. In order to show that our method is easily adapted to
other glyphs than line segments, we implemented intersection with ellipsoids with fixed
radii, of which we present the results in section 6.4. For the details of the ray-ellipsoid
intersection algorithm, we refer to section 7.3.
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Figure 6.3: Illustration of the seed-point selection. Point P is the intersection of the view-ray
with the POI and ellipsoid C is the intersection of the POI with cylinder C. Line L is defined by
R + µs1 /|s1 |. The small grey circles denote seed-point locations.

6.3.1

Seed-point selection

For the representation of the POI as described in section 6.2.1, we pass the origin O
and two points P1 and P2 with orthogonal vectors OP1 and OP2 (see figure 6.2) as
uniform variables to the shaders. We also compute seeding step vectors s1 , s2 parallel
to respectively OP1 and OP2 with length ds that will be used to go from one seeding
position to the next.
We showed in section 6.2.1 that the seed points with a distance larger than h/(v · n)
to the intersection P of the view ray and the POI do not need to be taken into account. In
the fragment shader, we use this to compute the number of steps in directions s1 , s2 , −s1
and −s2 that need to be taken from the seed point closest to P in order to iterate over all
the seed points by:
s
N umSteps = b h/d
n·v c
N umSteps = ∞

if n · v 6= 0
if n · v = 0

Each seed point S can be written as S = O + is1 + js2 with integer values i and
j. The initial ranges for i and j are given by i ∈ [mini , maxi ] , j ∈ [minj , maxj ] as
determined by the calculation of N umSteps described above, and bounded by the size
of the POI and of the input volume. We iterate over the selected seed points in a nested
loop. To avoid handling points that are out-of-range for the viewray V, in the inner loop,
we compute the range for i to have only seed points with a distance of at most h to V.
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We define C as the cylinder with axis V and radius h (see figure 6.3). Then we iterate
over the seed points that are in range as follows:
float µrange[2]; float irange[2];
for (j = minj ; j ≤ maxj ; j = j + 1)
{
point R = O + j ∗ s2 ;
line L(µ) = R + µs1 /|s1 |;
float d = minimal distance between V and L;
float µd = argument of L(µ) in the point where L is closest to V;
If (d ≤ h)
{
// Compute the values of µ where L intersects C:
vec n = (s1 × v)/|s1 × v|;
vec o = (n × s1 )/|n × s1 |;
float t = (h2 − d2 )/(v · o);
float µrange[2] = {µd − t, µd + t};
If there is only one intersection, then t = 0 and µrange[0] = µrange[1].
irange[0] = max(mini , ceil(µrange[0]));
irange[1] = min(maxi , floor(µrange[1]));
for (i = irange[0]; i ≤ irange[1]; i = i + 1)
{
Handle seed point S = R + i ∗ s1 + j ∗ s2 ;
} // for i
} // if
} // for j
Using this algorithm, texture lookups and distance calculations are only done for the seed
points with a distance of at most h to the view-ray V. Thus, we use the optimal search
area for seed points that can be the origin of glyphs that intersect V.

6.3.2

Intersection and lighting of line segments

Because lines are infinitesimally thin, the chance that a line intersects with the view ray is
infinitesimally small. Therefore, we assign a thickness r to the lines, where r depends on
the distance to V . Because the lines that we render have a length h and are not infinitely
long, we also incorporate h in our algorithm. In order to find the line segment that is
visible in the current fragment, for each seed point S in the set of preselected seed points
S, we run the following algorithm:
• w is the eigenvector at position S of the input volume
• Compute the closest distance d between line W(µ) = S + µw and V. The algorithm is given below.
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• If d > r then the line can be discarded.
• If d ≤ r, but not in a point Q where ||Q − S|| ≤ h, then the line can also be
discarded because it would need a length larger than h to be visible.
• Otherwise, the current line is considered to intersect the view ray.
The closest points of two lines L0 = P0 + sd0 and L1 = P1 + td1 can be calculated as
follows [80]:
u = P0 − P1 ;
a = d0 · d0 ; b = d0 · d1 ; c = d1 · d1 ;
d = d0 · u; e = d1 · u; f = u · u;
g = ac − bb;
// Check for (near) paralellism
if (g < ) { // Small 
s = 0;
// Choose largest denominator to minimize numerical errors
if (b > c) t = d/b;
else t = e/c;
} else {
s = (be − cd)/g;
t = (ae − bd)/g;
}
If the line is not discarded after the computation of the closest point, it is considered
to intersect the current view-ray. By filling out s and t in the equations of L0 , L1 we can
compute the closest points Q0 , Q1 of the two lines, and their distance dq = ||Q1 − Q0 ||.
In our case, if L1 is the line that we want to render, we only take the line into account if
t(d1 · d1 ) ≤ h and if dq ≤ r.
The line that will be visible in the current pixel is the line that has the intersection I
with the view ray that is the closest to the camera position V . Thus, we select that line
and render it with the proper lighting and shadowing. Because lines don’t have a single
surface normal, we cannot directly apply the Phong lighting model [71] for surfaces
to our lines. Instead, we make use of the model for illuminating lines as described in
section 5.2.1. The resulting lighting equations are implemented directly in the fragment
shader. We also update the current fragment depth, which is stored in the z-buffer, such
that our rendered line segments integrate correctly with other objects in the scene.
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Results

We applied the proposed visualization to a series of healthy and infarcted mouse hearts.
Four data sets were available of healthy hearts. For infarcted hearts we had 5, 4 and 5
data sets measured respectively at 7, 14 and 28 days after infarction. Each heart is only a
few millimeters long and the scanning resolution was 117 × 117 × 234 µm3 . Each data
set has 128 × 128 × 64 voxels. We also used 7 healthy rat heart data sets with dimensions
varying from 64 × 64 × 128 to 96 × 96 × 128 voxels.
We visualized the data with our proposed technique and compared it with the method
of chapter 5 that generates geometry. First, we analyze the visual results in section 6.4.1
and then we give performance measurements and a comparison in section 6.4.2.

6.4.1

Visual aspects

Figure 6.4 shows a short-axis cross section of a healthy mouse heart. The visualization
shows how the fiber orientation changes in the heart wall. We applied RGB coloring
of the fiber orientation to the fibers. We also applied it to the textured plane showing a
coronal cross section in the background. The user can enable the plane widget that can be
used to modify the POI by translating and rotating it. The line segments originating from
the POI are immediately visible while interacting with the POI. For 2D images, colored
cross sections may be more clear, but when the user has the possibility to interact with
the scene, our visualization conveys the fiber structure in a more intuitive way.
The results of the proposed method look the same as the method that generates geometry cf. chapter 5. To illustrate this, figure 6.6 shows a cross section using geometry,
as well as a cross section rendered using our new method. The topmost short-axis cross
section (1) uses short line segments that were rendered as geometry. The bottom shortaxis slice (2) shows fiber orientations as colors using αh coloring (as described in section
3.1). The third slice (3) was placed freely using our interactive POI and is close to a longaxis cross section. It was rendered using our proposed method. In order to distinguish
the two methods for rendering line segments, we applied tone shading, to the geometrybased rendering to give it a different color. To obtain the results with tone shading, the
final color If of a pixel is computed by If = I · kwarm + (1 − I) · kcool [30], where I is
computed using the Phong lighting model (see equation 5.1 on page 55), and kwarm and
kcool are warm and cool colors (yellow and blue in this case). The seeding distance and
fiber length was the same for both methods. Note that for none of the methods shadows
cast by other geometry is supported.
Besides a comparison of the two methods, figure 6.6 also shows how our new method
integrates well with geometry. Because for each fragment rendered, the correct depth is
sent to the z-buffer, depth-based visibility is automatically dealt with by the GPU. This
figure shows that it combines well with line segments and with a textured plane that is
transparent where no fibers are present. But it works for any geometry that is rendered in
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Figure 6.4: Our new rendering method showing an axial cross section of a healthy mouse heart.
RGB coloring of fiber orientation was applied to the fibers and to the textured plane showing a
coronal cross section in the background.

Figure 6.5: Our new rendering method using ellipsoids with fixed shape to show the fiber orientations in the cross section of an infarcted heart, which was scanned 28 days after the infarct. We also
tracked fibers from two different seeding areas. The resulting fibers were rendered as thin tubes
and RGB coloring of the fiber orientation was used.
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Figure 6.6: Three cross sections of a healthy mouse heart visualized with three different methods.
(1) Short line segments rendered as geometry. (2) Color-coding of αh shown as a texture on a
plane. (3) Short line segments rendered with our new method.
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method
ray cast lines
geometry lines
ray cast lines
geometry lines
ray cast ellipse
geometry ellipse

data set
mouseheart
mouseheart
mouseheart
mouseheart
infarcted
infarcted

number
of seeds
10K
10K
27K
27K
8K
8K

h
1.0
1.0
1.0
1.0
3.0
3.0

generate
geometry
–
5s
–
14s
–
10s

render
performance
35–50 FPS
28–30 FPS
30–40 FPS
25–28 FPS
20–35 FPS
10–12 FPS

figure
6.4
6.1(b)
6.6
–
6.5
–

Table 6.1: Performance measurements for rendering line segments and ellipsoids in several data
sets with different methods. Rendering was done on a PC with an Intel Pentium 4 3.20 GHz CPU,
3 GB RAM and a GeForce 8800 GTX graphics card with 768 MB of memory. The rendering
viewport was 1024 × 768 pixels. The mouseheart and infarcted data sets both have dimensions of
128 × 128 × 64 voxels. The generated ellipses for method “geometry ellipse” have 64 vertices per
glyph. The value of h is the length of the line segments or the largest radius of the ellipsoids.

the same scene.
Figure 6.5 shows a short-axis slice of an infarcted mouse heart. The fiber orientations
were rendered using ellipsoids with fixed radii (rx , ry , rz ) = (0.8, 0.1, 0.1), and the
long axis rx aligned with the vector at local seed-point positions S. The methods used
to obtain these results are the same as for the other images in this section, only the
line intersection and lighting algorithms were replaced by intersection and lighting of
ellipsoids as we will describe in more detail in section 7.3. This approach shows that
our method is general and the glyph shapes used for visualization can be replaced easily.
In figure 6.5, an exact border for the infarct can not be given, but in the infarcted area
the heart wall is thinner than normal. Also, the fiber orientations are less structured.
We show this by visualizing fibers tracked using streamline tracing in a healthy and an
infarcted area. The difference in how well aligned fiber orientations are locally is also
visible from the ellipsoids that we render. In the infarcted area (lower-right) there is no
apparent structure, while in, e.g., the left of the image the ellipsoids are nicely aligned
and their orientation changes smoothly when going through the heart wall.

6.4.2

Performance

We compared the performance of the proposed method to the performance of a method
where geometry is generated. The results are shown in table 6.1. The measurements were
taken such that the whole rendered scene is visible in the current viewport, and covering
more than half the screen area (similar to what is shown in the figures). If we zoom
in very far such that only a few dozen glyphs fill the viewport, the performance drops
because coverage of screen space by the glyphs increases, but not lower than 10–15 FPS.
When zooming out the performance increases, with an upper limit of about 100 FPS.
Performance doubles if shadows are disabled.
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Although the methods we used for generating and rendering geometry were not optimized, it can be seen that the two different rendering approaches are competitive when
it comes to rendering performance. However, if the user wants to change the POI or
properties of the lines or ellipsoids that are being rendered, then new geometry needs
to be generated which currently takes a waiting time in the order of seconds. With our
proposed ray casting method, this step is not needed so we clearly outperform geometrybased methods there.
The performance of the geometry-based method can be improved, for example by
making use of geometry shaders. However, the seed points will still need to be generated
on the CPU and passed to GPU. Also, for rendering ellipsoids with a high visual quality,
many vertices are needed and thus a geometry-based approach will not outperform our
ray-casting approach.

6.5

Discussion

Our main contribution in this chapter is a new GPU-based ray casting technique for
interactively visualizing cross sections of the heart, which consists of densely-packed
muscle fibers. This cross section can be chosen interactively by the user by moving and
rotating a plane of interest (POI). In the POI, the full 3D fiber orientations are visualized
as short lines or ellipsoids, using proper lighting and shadowing. This enables the user
to quickly inspect a volume of vectors derived from a DTI scan of mouse hearts. For this
application, it is important that the seeding is very dense in order to show the gradual
change in fiber orientation througout the heart wall. It is also important that the user can
interactively place the POI.
The limitations of the proposed method are twofold: (1) only vector data is taken
into account, so no additional information that is present in DTI data is shown, (2) and
the selected region of interest is always a plane. In the next chapter we overcome these
limitations by introducing a different ray casting method that incorporates full tensor
information in the glyphs, which can be positioned freely in the 3D data volume.
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Many DTI visualizations focus on showing a global overview of the brain. Two
common ways of doing this are fiber tracking to reconstruct axon bundles [98], and
segmentation in order to distinguish the different sections of the brain [99]. Both methods
usually need to be initialized with seed points. Besides the seed point positions, the
results depend on the specific method that was chosen and the settings of the parameters
of that method. Also, the original data has been processed. Therefore, it is useful to
combine these methods with a low-level visualization of the raw tensors such as glyphing.
Here, in each voxel, an iconic representation of the tensor is shown that encapsulates the
full tensor information (see section 3.2). This low-level visualization can be used to select
the initial regions for placing seed points, for validating the results, and to complement
the processed information. Fiber tracking and segmentation derive information from the
data and give global information, where glyphs can show the full tensor information in a
smaller area.
Current interactive glyph visualization methods for DTI make use of polygonal approximations of the glyph surfaces. However, with these methods, a compromise must
be made between visual quality and rendering speed. Good visual quality can be accomplished by using software ray casting of the glyphs, but the performance of that approach
is not good enough for the visualization to be interactive.
In this chapter we present a new interactive glyph-rendering method for DTI glyphs
that does not rely on polygonal approximations of the glyph surface. We apply local ray
casting on the GPU to render pixel-perfect representations of the glyphs by computing
the analytical solution of the ray-glyph intersection. In chapter 6, we presented a method
for rendering line-segment glyphs in a planar cross section of a heart. Here, we present
a new method that uses the full tensor information to render ellipsoid glyphs, which can
be positioned anywhere in the volume, thus the seed points are no longer required to
be in one plane with a fixed distance between them. Again, we minimize the required
preprocessing of the data and therefore the seed positions can be interactively chosen by
the user. First, in section 7.2, we explain the basic method and present the approach that
allows for arbitrary placement of the glyphs. On the CPU, we render bounding boxes
around the glyphs and the exact representation of the glyphs is calculated on the GPU.
We make use of deferred shading in order to avoid unnecessary calculations for occluded
glyphs. In section 7.3, we give implementation details. Results are given in section 7.4,
and in section 7.5, we summarize our conclusions.

7.1

Related work

In order to visualize the full tensor in a DTI data set, glyphs can be used. An intuitive
way of representing a diffusion tensor is with an ellipsoid that has its axes aligned with
the eigenvectors e1 , e2 , e3 and scaled by the eigenvalues λ1 , λ2 , λ3 . For rendering these
glyphs, the surface of each glyph is approximated by polygons. Here, a balance must be
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found between visual quality and rendering speed. Using more polygons will improve
the appearance of the glyphs, but slows down the rendering, which can become a problem
especially if very very big amounts of glyphs need to be shown.
Recent advances in capability and performance of GPUs have triggered several publications about the rendering of glyphs where ray casting on the GPU has been applied.
Application areas include mathematics [32] and molecule rendering [83]. We show how
to apply similar methods for rendering DTI glyphs.
For showing a more global overview of a DTI data set, several methods for tracking
fibers in the data can be used [98]. In brain DTI data, the reconstructed fibers are used as
approximations for bundles of axons that connect different parts of the brain. However,
for fiber tracking, a good region must be chosen for placing seed points which are used
as start points for the fibers when initializing the fiber tracking algorithms. Also, after
tracking the fibers, filtering may be needed to remove unwanted fibers in order to avoid
cluttering and occlusion. There are interactive methods for selecting fiber bundles that
pass through a user-selected volume-of-interest using specialized data structures [2, 12].
However, for these methods, the desired parameters for fiber tracking are fixed. GPUbased particle tracing can be applied to track fibers interactively [52], but this approach
is currently not feasible for more complex fiber-tracking algorithms. Kondratieva et al.
[52] implemented interactive fiber tracking on a GPU. They also render glyphs interactively using sprites. However, this approach trades accuracy of the glyphs and interactive
configurability (of, e.g. lighting) for performance.
Although fiber tracking is a very useful technique, it simplifies the original data and
should be supplemented with a good interactive method to visualize the full input tensors.
This is needed for both initializing the algorithms with seed points, and for validation of
the results. In the following sections we present a new method for rendering DTI glyphs
in order to show the full tensors. Our method serves as a complement to methods that
visualize higher-level structures such as fiber bundles and segmentation of brain-sections
using fiber tracking and segmentation.

7.2

Ray casting glyphs

In this section, we describe the fairly simple and new general algorithm for the glyph
rendering. We do not do any rendering calculations on the CPU. First, the whole DTI
volume is loaded into the GPU memory as a 3D texture. Then, for each frame there are
two render passes:
1. Render a bounding box for each glyph, and, for each pixel, compute the intersection of the view ray with the glyph. Store the computed depth-values in a texture
T and skip lighting calculations.
2. Use T to determine the visible glyph per pixel and do lighting calculations.
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This is the basic rendering scheme for deferred shading. However, because we use raycasting to calculate the view-ray–object intersections, and the shapes of our objects are
defined by tensors in a 3D texture, the implementation of the two passes is not standard.
When rendering the glyphs in render pass 1, any set of seed points can be used as input.
This allows for interactive seed placement. Several seeding strategies are demonstrated
in the results in section 7.4. The details of each of the two render passes are given in the
following two sections.

7.2.1

Render to buffer

For the first render pass, we set-up a framebuffer object in order to render to texture
T instead of to the screen. The dimensions of T are the same as the dimensions of
the viewport on the screen. For each glyph position, defined by a set of input seed
points, we render a bounding box around the glyph. Our bounding boxes are simple
axes-aligned cubes of which the length of the edges corresponds with the maximum
diameter of the glyphs that we want to render in any orientation. The advantage of such a
simple bounding box is that no complicated calculations or memory lookups are needed
on the CPU. For each bounding box that we render, we pass the seed point coordinate P
to the shader that is used to render the glyph. As a result, all pixels are processed by a
fragment shader for each glyph that is possibly projected on that pixel. We make use of
the z-buffer of the graphics card to determine which glyph is the closest to the camera in
each pixel. All this is done via the following steps on the GPU:
1. Determine the view-ray V(µ) = V + µv. V is the camera position and v is the
view direction.
2. Look up the eigensystem E(P ) at seed-point position P in the 3D texture.
3. Determine the intersection between V and the current glyph G. The shape and
orientation of G are defined by E(P ). P defines the center of G.
4. If there is no intersection, discard the fragment.
5. If there is an intersection at position I, compute the distance d = ||V − I|| from
the camera to the intersection point.
6. If and only if d is smaller than the previous depth stored in the z-buffer, update the
z-buffer with d and store the positions P and I in the output buffer.
The result of this render pass is that we have a texture T that for each pixel of the
current viewport contains a pair of points (P, I). P is the position of the tensor, and I
contains the coordinates of the intersection in the pixel. T is used in the second render
pass to render the glyphs to the screen.
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Lighting calculations

The input for the second render pass are the output texture T of the first pass, and the 3D
texture containing the tensor information.
For each pixel, we already have the intersection point I and a tensor position P
from T . As a result, this render pass is relatively simple to implement. We only need to
(optionally) map a color to tensor representation E(P ), and compute the lighting. For the
lighting calculations we need the glyph’s normal. The calculation of this normal depends
on the shape of the glyph that we are using. Implementation details for ellipsoidal glyphs
are given in section 7.3. The light and camera direction for the current pixel can be easily
computed by subtracting the light and camera positions from the intersection I. Finally,
we update the depth-value in the z-buffer such that our glyphs integrate well with other
objects in a scene.

7.3

Algorithm details

As with the line-segment rendering of chapter 6, we implemented our methods as a mapper in the Visualization ToolKit (VTK) [81]. The mapper has as input the tensor volume.
Furthermore, the mapper has seed points as input defined by a vtkPointSet. Before loading the tensor volume in GPU memory we do eigenanalysis to compute the eigenvectors
and normalized eigenvalues λni :
λni = P

λi

k=1,2,3

λk

, i ∈ {1, 2, 3}

We load the first and second eigenvectors and normalized eigenvalues as 3D RGBα textures. The XYZ-components of the vectors are stored in the RGB-components of the
texture, and the α-component is the normalized eigenvalue. When we have the first two
eigenvectors, the third eigenvector can be computed in the shader by taking the cross
product e3 = e1 × e2 of the first two. The third normalized eigenvalue is easily computed by λn3 = 1 − λn1 − λn2 . Next, we explain how to compute the intersection and
lighting for the ellipsoid glyphs.
The equation of an axes-aligned ellipsoid centered at point P is:
(y − Py )2
(z − Pz )2
(x − Px )2
+
+
=1
2
2
rx
ry
rz2

(7.1)

where rx,y,z are the radii of the ellipsoid in the x, y and z-directions. In order to compute
the intersection of the view ray V(µ) = V + µv with the ellipsoid, we fill in V + µv for
(x, y, z)T . The resulting equation can be solved using the quadratic formula:
√
−b ± d
µ=
, where d = b2 − 4ac
(7.2)
2a
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where
a

=

X

ri vi2

(7.3)

2ri (Vi − Pi )vi

(7.4)

ri (Vi − Pi )2

(7.5)

i∈{x,y,z}

b =

X
i∈{x,y,z}

c =

X
i∈{x,y,z}

where P is the center of the ellipsoid. The number of solutions depends on the value
of d. For
√ d < 0 there is no intersection. For d ≥ 0, the closest intersection has µ =
(b2 − d)/2a.
The ellipsoids that we want to render are aligned with the eigenvectors of the tensor at
position P . In order to solve V = G(P ), where G(P ) defines the ellipsoid, we transform
the view ray V = V + µv into the local eigenvector coordinate system by multiplying v
and V (relative to P ) with rotation matrix R = (e1 , e2 , e3 )T , which aligns the the x, y and
z-axes with the eigenvectors e1 , e2 , e3 in P . Then we solve equation 7.2. Because e1 ,
e2 , e3 form an orthonormal basis, we can fill in the computed µ directly in the original
equation for V to compute the intersection point in world coordinates.
In order to compute the normal ne of the ellipsoid in the intersection point I, we first
compute the vector pointing from P to I. This would be the proper normal ns if we were
dealing with a simple sphere. However, because we have an ellipsoid, we compute the
derivative of (x2 /rx + y 2 /ry + z 2 /rz − 1) in the local coordinate system:
ne = RT (2M (R ns ))

(7.6)

where M is the diagonal matrix of the inverse ellipsoid radii, thus Mii = 1/ri for i ∈
{x, y, z} and Mij = 0 for i 6= j. RT is the transpose of rotation matrix R. Vector ne
can be used in standard lighting calculations.

7.4

Results

We applied the proposed methods to a variety of data sets. For brain research we have
various scans of healthy volunteers with dimensions of 104 × 104 × 10 up to 231 ×
131 × 172 voxels, and varying scanner resolutions. We visualized the data with our
proposed techniques and compared them with previous methods that generate geometry.
First, we will analyze the visual aspects in section 7.4.1 and then we give performance
measurements in section 7.4.2.
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Visual aspects

Figure 7.1 shows a close-up of ellipsoid glyphs in a brain rendered with geometry. The
visual quality using polygons can be improved over this figure, but then the performance
is decreased. The rendering performance of the glyphs shown in figure 7.1 is already less
than that of our proposed method (see table 7.1). We further elaborate on this in the next
section.
In figure 7.3, we show the glyphs on the vertices of an isosurface of F A in a highresolution DTI scan of a human brain. The coloring of the glyphs is determined by the
orientation of e1 and cl = λn1 − λn2 . The XYZ-components of e1 are directly mapped to
the RGB-components of the color in order to determine the hue of the glyph. The linear
anisotropy cl determines the saturation of the glyph such that glyphs representing more
linear diffusion are more saturated. It can easily be observed from figure 7.3 that, even
when zooming in a lot, no details are lost on the surfaces of the glyphs. This is a big
advantage over polygonal glyphs.
We show some fibers of the corpus callosum of the same brain in figure 7.2. In the
same figure we also show glyphs on the fibers, and a plane intersecting the volume where
RGB color coding of e1 is used as a texture. Glyphs complement the information that is
given by the fibers. The figure also illustrates that, because we make proper use of the
GPU’s z-buffer, our glyphs easily integrate with other objects in the scene.

7.4.2

Performance

We compared the performance of the proposed method to the performance of methods
where geometry is generated. The results are shown in table 7.1. It can be clearly seen
that the ray-casting method outperforms the method where geometry is generated. The
latter method needs to generate geometry, thus the seed point positions cannot be moved
interactively. Also, the rendering performance is a factor 20 lower than the ray-casting
method. This can be partially explained by the larger amount of geometry that is passed
to the GPU (8 times more vertices), and because the geometry must be looked up in
CPU memory. We did not investigate the use of, for example, display lists or vertex
buffers to obtain better performance for static scenes where the rendered geometry does
not change. Probably the geometry-based method can be further optimized to achieve
higher performance using levels of detail, but this will require a higher complexity in the
algorithm.

7.5

Discussion

We proposed new glyph-visualization methods for DTI. With our methods, it is not
needed to generate geometry for the glyphs and the glyphs can be positioned interactively. The method takes a set of seed points as input and renders accurate representa-
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Figure 7.1: Close-up of ellipsoid glyphs rendered using polygons. The glyphs were rendered using
the standard VTK pipeline. 64 vertices were used per glyph.

Figure 7.2: Some fibers of the corpus callosum of a healthy volunteer. Glyphs are rendered on the
positions of the fibers. In the background we show a cross section of the brain with the directions
of e1 shown using RGB color-coding. Note that for the fiber tracking we use linear interpolation
of the tensors while the glyphs show on each seed point the nearest-neighbour tensor.
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(a) overview

(b) details

Figure 7.3: Glyphs rendered on an isosurface of F A = 0.6 in the brain of a healthy volunteer. The
isosurface itself is not shown. Rendering performance is 13-14 FPS with a 1262 × 880 viewport
and does not change depending on the level of zoom. (a) shows a view where most of the 102779
glyphs are in the viewport. (b) zooms in further on a region to show more details of the glyphs.
Note that the glyphs are placed on a surface with fixed F A. Thus, the variation in the shapes of
the glyphs is limited.
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data set
hires brain
lores brain
lores brain
hires brain

dimensions
231 × 131 × 172
128 × 128 × 30
128 × 128 × 30
231 × 131 × 172

method
ray cast
ray cast
geometry
ray cast

number
of glyphs
2,700
11,025
11,025
102,779

render
performance
350–450 FPS
120 FPS
6 FPS
13–14 FPS

figure
7.2
–
7.1
7.3

Table 7.1: Performance measurements for rendering glyphs in several data sets with different methods. Rendering was done on a PC with an Intel Pentium 3.20 GHz CPU, 2 GB RAM and a GeForce
9600 GT graphics card with 512 MB of memory. The rendering viewport was 1262 × 880 pixels.
The time needed to generate geometry for 11025 glyphs of row 3 was 8s.

tions of the tensors at the seeding positions. This method clearly outperforms previous
methods where geometry is generated. Recently, Hlawitschka et al. [37] used GPU ray
casting to render superquadric tensor glyphs [47]. These glyphs pose a bigger challenge
than ellipsoids, because the intersection of a view ray with superquadrics cannot be determined analytically. Even more complex is the rendering of spherical functions, which
are used to represent diffusion profiles in HARDI. In the next chapter, we solve the intersection problem for HARDI glyphs numerically. We also show how to compute the
surface normals which are needed for lighting calculations.

8

Fast and sleek glyph rendering for interactive
HARDI data exploration

This chapter is based on:
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Diffusion tensor imaging (DTI) has been thoroughly explored and its potentials and
limitations are quite known. Due to the crude assumption that a simple 3D Gaussian
probability density function can model the diffusion process, DTI is limited to recover
structures with at most one direction. In areas with more complex intravoxel heterogeneity (i.e., fiber crossing, kissing, divergence etc.), the second order DT approximation
fails.
To overcome this limitation of DTI, more sophisticated models were introduced,
known as high angular resolution diffusion imaging (HARDI), see chapter 2. In HARDI
about sixty to a few hundred diffusion gradients are scanned that together sample a sphere
of given radius [26] in order to reconstruct the true probability density function (PDF).
This PDF measurement is model-free and can recover the diffusion of water molecules
of complex fiber populations. Popular analysis techniques that transform the diffusion
weighted data to certain probability functions are QBall imaging [93], diffusion orientation transform (DOT) [67] and high order tensors (HOT) [66]. The results produced
by the above mentioned techniques are always given in the form of a spherical distribution function (SDF) ψ(θ, φ) that characterizes the local intra-voxel fiber structure. This
function on a sphere can be represented with a Laplace series.
ψ(θ, φ) =

lX
max

l
X

m
am
l Yl (θ, φ) ,

(8.1)

l=0 m=−l

where am
l are spherical harmonic coefficients determined via a spherical harmonic transformation, Ylm represent the spherical harmonics, and lmax is the order of truncation of
the Laplace series.
The most common way of representing HARDI data is by glyphs. Each glyph corresponds to the local PDF on a sphere [67] or orientation distribution function (ODF)
[92] calculated by the above mentioned techniques. The glyphs are given by the surface
G = {(r, θ, φ) |r = ψ(θ, φ), θ ∈ [0, π], φ ∈ [0, 2π]} defined on the spherical domain
and plotted in radial direction.
Recently, one can observe an increase in research activity regarding deterministic and
probabilistic HARDI fiber tracking algorithms [22, 42, 69]. The resulting fiber visualizations give a clear representation of the data while a glyph visualization can be confusing
and cluttered for the end user. However, all fiber tracking techniques exhibit several
disadvantages, such as choice of initialization, sensitivity with respect to the estimated
principal direction, lack of connectivity information between regions of the brain (deterministic), high computational expense (probabilistic), and most importantly the lack of
thorough validation which is needed before fiber tracking can be used in clinical applications. Knowledge about the local information is still quite important for testing and
improving the fiber tracking techniques and, to the best of our knowledge, showing the
local structure by glyph representation is the most common and reliable way of visualizing HARDI data.
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The traditional way of visualizing HARDI glyphs starts by generating a mesh of
points on a sphere, and then deforming it according to equation 8.1. This visualization is
slow and memory consuming, especially if one wants to achieve smooth surfaces. We described the same problem for geometry-based DTI glyphs (see chapter 7), but in HARDI
the problems are even bigger because we need to make sure that subtle details of a large
variety of glyph shapes will not be missed. For very smooth surfaces an icosahedral
tessellation of 16th order is used, which generates 2256 points on a sphere. Thus, the
visualization of a full brain slice and the interactive inspection of the data is practically
impossible with this approach. Using a coarser mesh is an option to gain speed, but then
lots of subtle details on the surface are missed and quite often the angular maxima are
displaced, as is shown in figure 8.1.
There are many HARDI related research questions where fast and reliable glyph visualization is useful. As mentioned, in the development of fiber tracking algorithms, it
is useful to visualize the local information to validate whether the fiber tracks follow the
underlying information. Because the signal-to-noise ratio can be low, smoothing algorithms on the spherical function are of high importance, but these algorithms often have
many parameters to tune. Being able to see the output in a fast manner can benefit the
research in this area.
In this chapter, we present a novel approach for fast detailed and accurate rendering of
of high-dimensional diffusion-weighted data. After giving an overview of related work
on HARDI visualization in section 8.1, we present the mathematical tools for visualizing
spherical functions in section 8.2. In section 8.3 we show how to apply these tools to
implement a GPU-based ray casting method for rendering HARDI glyphs. In section 8.4,
we optimize the rendering performance of the proposed methods, and in section 8.5,
we add more features for better visual perception of the data. Analysis of the visual
aspects and performance measurements follow in section 8.7, and we present a user study
in section 8.7.3. Finally, in section 8.8 we conclude this chapter by summarizing our
contributions.

8.1

Related work

In DTI, glyphs are the basic tool to visualize the local structure. As mentioned in the previous section, the diffusion PDF is approximated by a second-order, symmetric, positivedefinite tensor and therefore tensor glyphs, as described in section 3.2 and chapter 7, are
the most useful tool for representing the full tensor information.
HARDI methods significantly raise the complexity of data processing and visualization. All of the software packages [100, 20, 82] that visualize HARDI data apply the
same concept. To obtain an ODF shape via polygons, they generate a mesh of points on a
sphere and in- or extrude these vertices. This approach renders an interactive scene only
after the geometry is calculated. Furthermore, there is always a trade-off between the vi-
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(a) order 2

(b) order 3

(c) order 4

(d) order 7

Figure 8.1: Traditional way of HARDI glyph visualization. The glyphs’ surface is getting smoother
as the order of tessellation of the icosahedron is increased from order 2 (a) to order 7 (d). Changes
of the maxima can be observed as the glyphs’ surface gets smoother.
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sual quality and rendering speed. The interaction is reported as 10 frames/sec on a single
brain data slice with 225 samples on a sphere that approximates 4th order icosahedral
tessellation. In their work, this limitation in rendering performance is being mentioned
and GPU programming is suggested as a solution. An interesting work by Hlawitschka
et al. [38] addresses the problem of improving the speed and robustness of the fiber
tracking algorithms in HARDI. However, no performance information is given and the
underlying field of high order tensors (HOT) or spherical harmonics (SH) representation
still needs sampling on a predefined grid, which gives rise to the same disadvantages
discussed above.
In the previous chapter, we listed various publications about the rendering of glyphs
using ray casting on the GPU [32, 83, 37]. The dimensionality of HARDI data, and thus
the number of parameters that define the shape of our glyph is much higher than in the
above mentioned methods. This leads to more elaborate computations for the intersection
of the view ray with the glyph and for the normal vector in this intersection. Using the
properties of the spherical harmonics, we show how to solve these problems on the GPU
in order to obtain a fast and accurate visualization of HARDI data that can be used in an
interactive manner.

8.2

Spherical harmonics for HARDI

We begin this section with a very brief introduction to spherical harmonics (SH) and
describe how to compute properties that are needed for the ray-casting algorithm. In
section 8.2.1 we explain why SHs are used and how to obtain real-valued SHs. Then,
in section 8.2.2 we show how to compute an upper radial bound for the linear combination of SHs, which we will use later to generate bounding spheres for the ray-casting
algorithm. Finally, in section 8.2.3 we show how to compute the normals of a spherical
function needed in the surface shading of the glyph.

8.2.1

Spherical harmonics

Spherical harmonics Ylm (θ, φ) (SH) [60] form a complete orthogonal system for arbitrary spherical functions ψ(θ, φ), which is expressed by the Laplace series
ψ(θ, φ) =

∞ X
l
X

m
am
l Yl (θ, φ) .

(8.2)

l=0 m=−l

The SHs are explicitly defined via associated Legendre polynomials Plm .
s
2l + 1 (l − m)! m
Ylm (θ, φ) = ei m φ
P (cos θ) ,
4π (l + m)! l
with θ ∈ [0, π], φ ∈ [0, 2π] and integer indices l ≥ 0 and |m| ≤ l.

(8.3)
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The SHs as defined in equation 8.3 are complex-valued due to the factor ei m φ . Complex arithmetic is not established on GPUs, so that we have to rely on real-valued SHs.
This is accomplished by the linear combinations of SHs Ylm and Yl−m .
 √
 2 Re(Ylm (θ, φ)) if
m
Y 0 (θ, φ)
if
Ỹl (θ, φ) =
 √l
2 Im(Ylm (θ, φ)) if

m<0
m = 0.
m>0

(8.4)

Re(Ylm (θ, φ)) and Im(Ylm (θ, φ)) represent the real and imaginary part of the Ylm (θ, φ).
m
These
√ real-valued SHs Ỹl (θ, φ) are again orthonormal due to the normalization factor 2. The tilde indicates the use of real-valued instead of complex-valued spherical
harmonics.
Employing basis functions of equation 8.4, the computation for pre-processing and
rendering of the HARDI data is significantly simplified. Furthermore, note that HARDI
signals are real-valued and symmetric under inversion. It is therefore sufficient to expand
m
a HARDI signal ψ(θ, φ) by real-valued coefficients ãm
l and SHs Ỹl (θ, φ) with even
l = 0, 2, 4, . . . lmax .
ψ(θ, φ) ≈

lmax
X

l
X

m
ãm
l Ỹl (θ, φ) .

(8.5)

l=0,2,... m=−l

We truncate this Laplace series at a given lmax , since the angular sampling of a HARDI
signal is finite as well, and due to the fact that noise becomes more dominant in higher
frequencies. On the other hand, the higher the order lmax , the higher the angular frequencies that are captured, thus allowing more complicated and better resolved shapes for the
reconstructed function ψ(θ, φ). Hess et al. [36] proved, that order lmax = 4 results in
good SNR performance and least angular error for the reconstruction of the correct orientation distribution function for HARDI data acquired in a clinical setup with b-values
up to 4000s/mm2 .
One can determine the spherical harmonic coefficients ãm
l via any of the existing
state-of-the-art HARDI techniques [23, 67, 66]. With small modifications the same
approach can be applied to techniques like PASMRI [41], since the persistent angular
structure exhibits functions similar to the orientation distribution function (ODF). Once
we have pre-processed data, i.e. volumes of spherical functions calculated by any of the
above mentioned HARDI modeling techniques, we can reconstruct the angular PDFs or
ODFs using equation 8.5.

8.2.2

Bounding sphere

For scaling and ray-casting purposes, it is necessary to have an upper bound for the
maximum radius of the spherical function ψ(θ, φ) represented by Laplace series in equa-
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tion 8.5. From the Cauchy-Schwarz inequality, we know that
!2
X

!
X

≤

gn hn

n

!
X

gn2

n

h2n

, for gn , hn ∈ R .

(8.6)

n

For hn = 1 this amounts to
N
X

!2
≤ (N + 1)

gn

n=0

N
X

gn2 .

(8.7)

n=0

If we apply these inequalities to equation 8.5, we obtain for even l and lmax

ψ(θ, φ)

2

= 

lmax
X

l
X

2
m
ãm
l Ỹl

(8.8)

l=0,2,... m=−l


≤

≤

lmax
+1
2

 X
lmax

lmax
+1
2

 X
lmax

!2

l
X

l=0,2,...

ãm
l

Ỹlm

m=−l

!

l
X

l=0,2,...

l

X

2
(ãm
l )

m=−l

Ỹlm

2

!
.

m=−l

With the SH identity [61]
l

X

Ỹlm

m=−l

2

=

2l + 1
4π

(8.9)

we finally derive
r
|ψ(θ, φ)| ≤

v
u lmax
u X
1
lmax + 1 t
2

l=0,2,...

l
2l + 1 X m 2
(ãl )
4π

!
= rmax .

(8.10)

m=−l

rmax can be used as the radius of a bounding sphere that contains the glyph given by
ψ(θ, φ). This way we have a fairly good upper bound for the glyph size in the 3D volume
of data voxels at hand.

8.2.3

Generating normals

For proper shading it is essential to obtain the normals on the surface of the spherical
functions ψ(θ, φ). This is not a trivial task as these spherical functions consist of arbitrary, linear combinations of SHs. To resolve the problem we take a small detour and
express the spherical function ψ(θ, φ) by a volume density Φ(r, θ, φ) in spherical coordinates.
Φ(r, θ, φ) := r − ψ(θ, φ) .
(8.11)
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Thus, the glyphs surface G constitutes the 0-contour of the volume density Φ(r, θ, φ).
= 0.

Φ(r, θ, φ)

(8.12)

r=ψ(θ,φ)

This detour is feasible, because the gradient vectors of a density field are normal to its
contours. Hence,
⊥G.
(8.13)
∇ Φ(r, θ, φ)
r=ψ(θ,φ)

Furthermore, a gradient is a linear differential operator. So it is possible to pass it through
the linear combination of SHs.
∇ Φ(r, θ, φ) = ∇ r −

lmax X
l
X

m
ãm
l ∇ Ỹl (θ, φ) .

(8.14)

l=0 m=−l

Obviously, we do not want to calculate the gradient field for all r, but only at the 0contour with r = ψ(θ, φ). We therefore take a look at the explicit expressions for the
gradients ∇ r and ∇ Ỹlm (θ, φ) to examine their r-dependence. Note, that the volume
domain of Φ(r, θ, φ) is parameterized by spherical coordinates. The gradient vectors
below, however, are given in a Cartesian tangent space with x, y, and z-components.


cos(φ) sin(θ)

∇ r =  sin(θ) sin(φ)  .

(8.15)

cos(θ)

Apparently, ∇ r is r-independent so that a substitution r = ψ(θ, φ) is not an issue. The
gradient of a SH is given by


cos(θ) cos(φ) ∂θ −csc(θ) sin(φ) ∂φ
1
∇ Ỹlm (θ, φ) = cos(φ) csc(θ) ∂φ +cos(θ) sin(φ) ∂θ  Ỹlm (θ, φ) .
(8.16)
r
− sin(θ) ∂θ

Again, the SHs Ỹlm (θ, φ) and also the vectorial differential operator in equation 8.16
are r-independent. Only a factor 1/r remains, which we can move outside the linear
combination in equation 8.14. Hence, we can write
∇ Φ(r, θ, φ) = ∇ r −

lmax X
l
1 X
m
ãm
l r ∇ Ỹl (θ, φ)
r

(8.17)

l=0 m=−l

and obtain

∇ Φ(r, θ, φ)
r=ψ(θ,φ)



cos(φ) sin(θ)

=  sin(θ) sin(φ)  −

(8.18)

cos(θ)



lmax X
l
cos(θ) cos(φ) ∂θ −csc(θ) sin(φ) ∂φ
X
1
cos(φ) csc(θ) ∂φ +cos(θ) sin(φ) ∂θ  Ỹlm (θ, φ) .
ãm
l
ψ(θ, φ)
l=0 m=−l

− sin(θ) ∂θ

After normalization, the gradients above are unit normals of the glyphs defined by the
spherical function ψ(θ, φ).
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GPU-based ray casting of spherical harmonics

Our goal is to show a set of glyphs to represent the spherical functions ψ(θ, φ) in a set
of seed points that serve as input for our algorithm. The seed points can be defined by
a plane of interest (POI) which the user can translate, rotate and resize using the mouse,
combined with a user-specified seed distance, as in chapter 6. Another way to define seed
points is to use the vertices that are the output of, for example, fiber tracking or isosurface
algorithms. However, our algorithm can accept any set of seed points as input.
When we render the scene, we step through all the seed points in order to deal with
each glyph separately. Per glyph, the calculations are divided between CPU and GPU.
On the CPU, we do the computations that can be done per glyph and on the GPU we run
a ray casting algorithm per pixel. In the following sections we describe these calculations
in more detail.

8.3.1

CPU

On the CPU, we load the pre-computed spherical harmonics coefficients. Before rendering, we manipulate the coefficients according to parameters that the user can set interactively. The user can specify a scaling factor, with which all coefficients ãm
l are multiplied
in order to change the size of the glyphs. Another user-defined parameter, the sharpness
variable, determines a value by which ã00 is divided to reduce the influence of isotropic
component Ỹ00 and, thus, to enhance the anisotropic maxima of the glyphs. Finally, the
user has the option to scale all glyphs independently to have the same ã00 for each glyph,
or to scale all glyphs by the same global maximum of ã00 so that the differences in diffusion magnitude between different voxels becomes apparent.
After manipulating the coefficients, we need to render a geometry that covers the
pixels in the viewport potentially occupied by the projection of the glyph. In order to
achieve this, we compute the maximum radius rmax of the spherical function as given
by equation 8.10, and render a bounding cube that is aligned along the world axis and
positioned with the glyph’s seed point as its center. The edges of the bounding cube have
length 2 rmax . On the GPU we need rmax to compute bounds for the ray casting, so we
pass its value as a vertex attribute. We also pass the 15 coefficients ãm
l as vertex attributes,
since we truncate the Laplace series at order 4 for the reasons given in section 8.2.1.

8.3.2

GPU algorithm overview

In the vertex shader, we only pass the coefficients ãm
l to the fragment shader and compute
the view direction v by subtracting the eye position V from the current vertex positions of
the bounding box. Vector v is automatically interpolated for use in the fragment shader,
where we normalize it.
Figure 8.2 illustrates the ray-casting process that is executed in the fragment shader.
The three basic steps of our method are:
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Figure 8.2: Illustration of our ray-casting algorithm.

1. Compute the intersections of view-ray V with bounding sphere S which has radius
rmax . If there are no intersections, discard the fragment. If there are intersections,
we use them as bounds in the next step.
2. Approximate the intersection point I of V and the surface H defined by spherical
function ψ(θ, φ).
3. Compute the normal of H in I and do lighting calculations to compute the color
of the current fragment. Update the z-buffer using I.
These three steps are discussed in detail in the following sections. For the code and
pseudo-code in these sections, we use the syntax of OpenGL shading language (GLSL).

8.3.3

Intersection of view-ray and sphere

Before computing the intersection of the view ray V with surface H defined by ψ(θ, φ),
we compute the intersections of V with bounding sphere S. There are two reasons for
this:
1. If there is no intersection of V with S, which can be determined very fast, the
fragment can be discarded and we save the computations needed to determine intersection of V with H.
2. We use the intersections of V with S as bounds in the algorithm that determines
the intersection of V with H.
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The intersections Inear , If ar of V with S can be determined analytically by substituting the equation of the ray
V(t) = V + tv
(8.19)
into the equation of a sphere
2
(x − Px )2 + (y − Py )2 + (z − Pz )2 = rmax

(8.20)

where P = (Px , Py , Pz ) is the center of the sphere and rmax the radius. The resulting
equation can be solved using the quadratic formula.
µ=

√
−b ± d
, where d = b2 − 4ac ,
2a

(8.21)

with
a

=

X

vi2 ,

(8.22)

2(Vi − Pi )vi ,

(8.23)

2
(Vi − Pi )2 − rmax
.

(8.24)

i∈{x,y,z}

b =

X
i∈{x,y,z}

c =

X
i∈{x,y,z}

The number of solutions depends on the value of d. For d < 0 there is no
√intersection
2
d)/2a) and
and we discard the
fragment.
For
d
>
0,
we
have
I
=
V((b
−
near
√
2
If ar = V((b + d)/2a). For d = 0, we obtain Inear = If ar .

8.3.4

Intersection of view-ray and spherical function

Figure 8.2 shows a view ray V and how it can intersect a spherical surface S. In order to
find the intersection of V and H, we start with a basic ray casting approach that does a
linear search with discrete steps along V to find the first point on V that is inside H. For
this, we initialize the point Q on V with Inear and vector step to have the same orientation
as v and user-definable length h.
n = 0;
while ((!IsInsideSH(Q)) && (n < MaxN))
{
Q = Q + step;
n++;
}
M axN is computed from the distance between Inear and If ar and step-length h. If we
reach n = M axN before a point inside H is found, then there is no intersection and we
discard the fragment. The boolean function IsInsideSH(vec3 Q) is described below.
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The user can interactively change the value of h to ensure fast rendering and to make
sure that h is not too large for important details to be missed. After the linear search, we
initialize points upper, lower with Q and Q - step, which are on opposite sides of H, and
use a binary search algorithm to refine the position of the intersection:
for (int i=0; i < NumRefineSteps; i++)
{
Q = (lower + upper) / vec3(2.0);
if (IsInsideSH(Q))
upper = Q;
else
lower = Q;
}
Q = (lower + upper) / vec3(2.0);
In order to determine whether a point Q is inside or outside H in IsInsideSH(Q),
we first compute Q in local spherical coordinates for the current spherical function:
normalize(Q
− P ),
q
2
= atan( dx + d2y /dz ),

d =
θ

φ = atan(dy /dx ),
r = length(Q − P ),
where P is the center of the glyph. Now, we compute ψ(θ, φ) as in equation 8.5 to get
the radius of H in that direction. If r > ψ(θ, φ) then p is outside H and if r < ψ(θ, φ)
then it is inside. For computing ψ(θ, φ) we computed the analytical expressions for Ylm
as in equation 8.3 for l up to 4.

8.3.5

Normal computation and lighting

We compute the normals in the intersection points on the ray-casted surface as described
in section 8.2.3. In order to do this, we use equation 8.18 and the analytical expressions
of the spherical harmonics. Using the normal, we use standard lighting according to the
Phong lighting model.
Furthermore, we use the commonly-used color coding in HARDI and DTI that maps
the orientation vector that points from the center of the glyph to the surface, to a color,
where red corresponds to mediolateral, green to anteroposterior, and blue to superoinferior orientation. The results are illustrated in figure 8.9.

8.4

Performance optimizations

In section 8.3, we showed the basic algorithm for ray casting spherical harmonics glyphs.
In this section, we optimize this algorithm. To do this, per glyph, we rewrite the repre-
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Figure 8.3: The glyph of a spherical function ψ at position P is rendered via ray casting. The
view-ray starting at the observer position V intersects the surface of the glyph at position I.

sentation of the spherical harmonics in a cylindrical coordinate system where the main
axis is defined by the line through glyph center P and the observer position V . We start
by defining a new Cartesian coordinate system that has the z-axis aligned with PV in
section 8.4.1. Using this new coordinate system, we have a good basis to rewrite our
equations in cylindrical coordinates. These coordinate transformations have two very
beneficial advantages: they lead to far simpler and thus faster-to-evaluate expressions on
the GPU, (see section 8.4.2), and instead of the bounding sphere of section 8.2.2, we can
define tighter bounds defined by a cylinder (see section 8.4.3).

8.4.1

Realignment

Our ray casting geometry for a glyph is shown in figure 8.3. The spherical function ψ is
given by the Laplace expansion of equation 8.5 with a truncation value lmax , and defines
a smooth surface around the glyph center P . We define a new glyph-observer-based
coordinate system with basis vectors x0 , y0 and z0 located at the glyph center P . Unit
vector z0 (not shown in figure 8.3) is defined by the view-axis PV that runs through
the glyph center P and view position V . Basis vector x0 is orthogonal to z0 and the
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Figure 8.4: A spherical parameterization of glyph ψ that is aligned with the PV-axis.

up-vector vup of the observer. The remaining vector y0 is given by z0 × x0 .

PV
,
kPVk
vup × z0
,
kvup × z0 k

z0

:=

x0

:=

y0

:= z0 × x0 .

(8.25)
(8.26)
(8.27)

Since there is no known analytical solution for the intersection of a line and our spherical
function ψ, we compute the intersection point I of the view-ray V with glyph G via
numerical methods. However, the parameterization of ψ by spherical (world) coordinates
θ and φ, as in section 8.3 is not optimal for this task. The default spherical coordinates
system is usually aligned along the world z-axis and, thus, the coordinate lines of ψ do
not correspond with the glyph-ray geometry (see figure 8.3). Therefore, we rotate the
spherical coordinates that parameterize ψ such that they align with z0 on the PV-axis
(see the coordinate lines on the glyph in figure 8.4). To do so, we perform a rotation
around z, y, and z with the Euler angles α, β, γ such that the world basis x, y, z would
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align with the glyph-observer basis x0 , y0 , z. The respective Euler angles are
z0x
,
z0y

α

:=

arctan

β

:=

arctan p

γ

:=

arctan

(8.28)
z0z

(x0z )2 + (yz0 )2

,

x0z
,
yy0

(8.29)
(8.30)

where z0x denotes the x-component of vector z0 with respect to world coordinates, and
so on. Keep in mind that only the spherical coordinate parameterization of ψ has to be
rotated, not the glyph itself. We achieve this by rotating the glyph with its spherical
coordinates θ and φ along the z-axis by simply substituting the spherical coordinates θ0
and φ0 along the z 0 -axis and then undoing the rotation by rotating the glyph back via its
Laplace expansion coefficients am
l :
!
∞ X
l
X
X
m m0
m0
Dl (−γ, −β, −α) al
Rαβγ [ψ(θ, φ)] =
Ylm (θ, φ) ,
(8.31)
l=0 m=−l

m0

0

m
where Dm
are so-called Wigner matrices. For our real-valued HARDI glyphs, we use
l
m m0

matrices D̃l
which are transformed to the basis of real-valued spherical harmonics
m
Ỹl . Here, we merely use these matrices as a tool and for details on Wigner matrices and
their derivation, we refer to Van Almsick et al. [94].
After the rotations, the glyphs with the rotated parameterization are given by the
expansion
lX
l
max
X
m 0
0
b̃m
(8.32)
ψ(θ0 , φ0 ) =
l Ỹl (θ , φ ) ,
l=0,2,... m=−l

with the rotated, real-valued expansion coefficients b̃m
l given by
b̃m
l =

l
X

m m0

D̃l

0

(α, β, γ) ãm
l .

(8.33)

m0 =−l

The transformation of Laplace expansion coefficients needs to be done for every glyph
once, and needs to be redone whenever the view point V changes. These operations
are done using simple multiplications and sums on the CPU, so there is practically no
overhead to compute the rotated coefficients b̃m
l .

8.4.2

Cylindrical coordinates

The refinements described in this section need to be performed once for every view-ray,
but not for every sampling point on the view-ray. These refinements lead to a mathematical expression Φ that provides an efficient way for sampling the view-ray, which we need
for the numerical determination of the ray-glyph intersection I.
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The realignment of the glyph parameterization is just a first step to simplify the expressions in the Laplace expansion of equation 8.5. In a second step, we replace the
rotated spherical coordinates r0 , θ0 , φ0 of Ỹlm (θ0 , φ0 ) by cylindrical coordinates ρ0 , φ0 , z 0
−→
that are even more suitable for the description of the view-ray V I. The cylindrical coordinates are given by
ρ0 = r0 sin θ0 , φ0 = φ0 , z 0 = r0 cos θ0 .

(8.34)

The inverse transformation from cylindrical back to spherical coordinates is
p
ρ0
r0 =
(8.35)
ρ02 + z 02 , φ0 = φ0 , θ0 = arctan 0 .
z
So far, the definition of a glyph has been in explicit form. ψ(θ0 , φ0 ) gives the radius
0
r of the glyph in the direction defined by θ0 , φ. In cylindrical coordinates, however, r0
is incorporated in the coordinates ρ0 and z 0 and the explicit definition of ψ(θ0 , φ0 ) = r0
becomes an implicit equation for ρ0 and z 0
lmax
X

ψ(ρ0 , φ0 , z 0 ) =

l
X

m 0
0 0
b̃m
l Ỹl (ρ , φ , z ) =

p

ρ02 + z 02 ,

(8.36)

l=0,2,... m=−l

where we have used an operator overload notation ψ(ρ0 , φ0 , z 0 ) and Ỹlm (ρ0 , φ0 , z 0 ) for ψ
and Ỹlm in cylindrical coordinates.
The implicit nature of equation 8.36 is not a disadvantage in the numerical calculations that follows. While stepping along a view-ray from the observer V to the point
of ray-glyph intersection I and beyond, one only has to determine whether one is still
outside or already inside the glyph. This is still possible with the implicit equation 8.36.
As long as the cylindrical coordinates are outsidepof glyph ψ, the glyph-radius, given
by ψ(ρ0 , φ0 , z 0 ), will be smaller than the distance ρ02 + z 02 of the sample point location to the glyph origin P . Vice
pversa, for a sample point inside the glyph, the radius
ψ(ρ0 , φ0 , z 0 ) will be larger than ρ02 + z 02 . Thus for volume density function Φ,
p
Φ(ρ0 , φ0 , z 0 ) := ψ(ρ0 , φ0 , z 0 ) − ρ02 + z 02 ,
(8.37)
we obtain the inequalities
Φ(ρ0 , φ0 , z 0 ) ≥
0

0

0 , for ρ0 and z 0 inside ψ ,

0

0

(8.38)

0

Φ(ρ , φ , z ) < 0 , for ρ and z outside ψ .

(8.39)

A further simplification of expression Φ(ρ0 , φ0 , z 0 ) in the above inequalities depends
on the explicit choice of the Laplace expansion truncation lmax . If we multiply the above
p
lmax
inequalities with
ρ02 + z 02
we obtain for the Laplace expansion of ψ(ρ0 , φ0 , z 0 )
with even l-order, a homogeneous polynomial in ρ0 and z 0 of degree lmax :
p

ρ02 + z 02

lmax

ψ(ρ0 , φ0 , z 0 ) =

lmax
X
n=0

n

0
0
0
ceven
n (φ ) ρ z

lmax −n

.

(8.40)
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where, for lmax = 4, we have
0
ceven
0 (ϕ )

=

0
ceven
1 (ϕ )

=

0
ceven
2 (ϕ )

=

0
ceven
3 (ϕ )

=

0
ceven
4 (ϕ )

=


√
1 
√ b̃00 + 5 b̃02 + 3 b̃04 ,
2 π
r 

√ −1
√
5
3 b̃2 + 3 2 b̃−1
cos(ϕ)
4
4π
√


√
−
3 b̃12 + 3 2 b̃14 sin(ϕ) ,
√ 

√ 2
5
√
3 b̃2 + 9 b̃24 sin(2ϕ)
4 π

√ √ −2
+ 5
3 b̃2 + 9 b̃−2
cos(2ϕ)
4

√
+ 4 b̃00 + 5 b̃02 − 18 b̃04 ,
r

√
1 5  √ 1
9 2 b̃4 − 4 3 b̃12 sin(ϕ)
8 π

√ 
3
+ 3 14 b̃−3
cos(3ϕ)
−
b̃
sin(3ϕ)
4
4
 √

√ −1 
−1
+ 4 3 b̃2 − 9 2 b̃4 cos(ϕ) ,

1  √  4
√ 3 35 b̃4 sin(4ϕ) + b̃−4
4 cos(4ϕ)
16 π

√  √
+ 2 5 2 3 b̃22 − 3 b̃24 sin(2ϕ)

√  √
−2
+ 2 5 2 3 b̃−2
−
3
b̃
cos(2ϕ)
2
4

√
+ 8 b̃00 − 4 5 b̃02 + 9 b̃04 .

(8.41)
(8.42)

(8.43)

(8.44)

(8.45)

Again, we focus on the implementation, and for the derivation for both odd and even
l-order of Laplace expansions, we refer to Van Almsick et al. [94]. So, for lmax = 4 we
0
are left with 5 real-valued coefficients ceven
n (φ ) to specify a symmetric glyph ψ.
To obtain a numerically more stable implementation we use the following substitution.
ρ0

p

:=

p

q

:=

p

ρ02 + z 02
z0
ρ02 + z 02

=

ρ0
= sin θ0 ,
r0

(8.46)

=

z0
= cos θ0 .
r0

(8.47)

With p and q we can write for ψ(ρ0 , φ0 , z 0 )
ψ(ρ0 , φ0 , z 0 ) =

lmax
X
n=0

0
n lmax −n
ceven
n (φ ) p q

(8.48)

108

C HAPTER 8. G LYPH RENDERING FOR INTERACTIVE HARDI DATA EXPLORATION

Before sampling a view-ray, we simply need to substitute the specific φ0 of the view0
ray into the equations for ceven
n (φ ). As a result, when we sample the view-ray via equation 8.48 for position I, in each sample point we only need to multiply values of ceven
,
i
which are precomputed per-ray using relatively simple expressions, with powers of p and
q. Then we can sample the view-ray via equation 8.48 for position I in a rather efficient
manner, compared to evaluating the complicated expressions in θ and φ of equation 8.5
of section 8.2. An additional advantage of this simplified equation, is that now after performing a linear search to find a point inside the glyph, we can apply regula falsi method
instead of the binary search that we used in section 8.3. This method will converge to the
actual position of the intersection I faster.

8.4.3

Outer bound

ρ'max
I
-z'max

P
z'I
glyph

view

ray

z'max view axis

V
z'V

Figure 8.5: The outer bound of a glyph ψ is given by a cylinder along the rotated z 0 -axis which
coincides with the view axis PV. The square polygon that acts as a screen displaying the glyph
is attached at the glyph on the view axis at zg0 . Sampling the view-ray for intersection I is done
within the cylinder bounds.

Even though we showed in the previous section how to optimize the calculations,
traversing along casted rays is still a computationally expensive task, so we try to avoid
it when possible. For this purpose, we determine an outer bound for each glyph. A ray
outside the outer bound will not intersect the glyph surface and can be discarded without
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further computations. If a ray does pass through the outer bound, then the outer bound
provides a convenient bracket for the view-ray sampling of Φ. For these two reasons, it is
important to have an outer bound that is as tight as possible. In section 8.2.2, we provided
an outer bound that is a sphere centered around the glyph center P . Here, using the new
representation in cylindrical coordinates, we consider a cylinder for an outer bound as
shown in figure 8.5. The axis of this cylinder is the rotated z 0 -axis which coincides with
0
the view axis PV. We estimate the cylinder size given by its radius ρ0max and depth zmax
m
0 m
by constructively adding the maximal radii ρmax l and the maximal cylinder depths zmax l
of all real-valued spherical harmonics Ỹlm .
lmax X
l
X

ρ0max =

b̃m
ρmax m
l
l .

(8.49)

b̃m
zmax m
l
l .

(8.50)

l=0 m=−l

lmax X
l
X

0
zmax
=

l=0 m=−l
m
The maximal radii ρmax m
l and cylinder depths zmax l for l ≤ 4 were determined numerically, and given in tables 8.1 and 8.2. For details on how these values were obtained,

ρmax m
l
l=0
2
4

m=0
0.282095
0.315392
0.317357

1

2

3

4

0.297354
0.311653

0.386274
0.334523

0.358249

0.442533

m
= ρmax −m
.
Table 8.1: Maximal cylindrical radii ρmax m
l . ρmax l
l

zmax m
l
l=0
2
4

m=0
0.282095
0.630783
0.846284

1

2

3

4

0.297354
0.459798

0.148677
0.335275

0.232690

0.126660

m
Table 8.2: Maximal cylindrical heights zmax m
= zmax −m
.
l . zmax l
l

we again refer to Van Almsick et al. [94]. The resulting cylinder encompasses the glyph
more tightly than the sphere of section 8.2.2. An additional advantage of this method is,
that our bounding cylinder projected on the view plane is a circle with radius ρ0max , so instead of the bounding box for the glyph that we used before, we can now render a simple
0
covering view-aligned 2D square with edge 2 × ρ0max centered at (Px , Py , Pz − zmax
)T .
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Visual enhancements

In this section, we show how to visualize additional information and how to enhance the
maxima of the spherical functions. For better visual perception of the spherical maxima
of the spherical functions, especially if the spherical function we want to visualize is a
fatty ODF like in QBall [23], min-max normalization is commonly used. We propose
min-max normalization on the SH coefficient such that:
ψnorm (θ, φ) =

lX
max
ψ(θ, φ) − min
=
max − min

l
X

m
âm
l Ỹl (θ, φ),

(8.51)

l=0,2,... m=−l

where min and max are respectively the minimum and maximum values for ψ(θ, φ)),
and
 m
√
(ãl − 2 π min)/(max − min) if l = m = 0
âm
=
(8.52)
l
ãm
if l, m 6= 0
l /(max − min)
The minimum and maximum information per imaging voxel is precalculated from a discrete surface mesh, because there are no known analytical methods for finding maxima
in Laplace series representation of a spherical function.
In DWI, a common standard for encoding directional information is via color mapping. We therefore apply RGB coloring for the glyphs as proposed by Tuch [92], with
red indicating mediolateral, green anteroposterior and blue superior-inferior (figure 8.8).
However, the RGB coloring distracts from the essence of information one wants to convey and diminishes the maxima perception, especially if they are not obvious. We propose color coding that enhances maxima (figure 8.12), where the maxima peaks are color
coded by yellow and the rest of the glyph interpolated between grey and red, depending
on the local distance from glyph center P . The user can interactively change the radius
threshold for the yellow/red coloring. Additionally, one can color code the whole surface
of the glyph using a 1D color transfer function, by various HARDI anisotropy measures
such as general anisotropy and general fractional anisotropy [75, 74], thus giving more
information about the amount and type of anisotropy (figure 8.11). This is very useful for
QBalls, since min-max normalization is the most common way of enhancing the maxima due to their fatty profiles but this might cause considerable distortions of the glyphs
coming from noise or ventricles in the brain. Adding the information about the type of
anisotropy, gives additional value in the interpretation of the glyph information.

8.6

Fused HARDI/DTI visualization

Compared with DTI data, the more complex HARDI data is computationally more expensive and consumes more memory. Therefore, it is beneficial to classify the voxels of
a HARDI volume, and there where the DTI model is sufficient to model the local diffusion, use the DTI model. To accomplish this, we perform classification using HARDI
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Figure 8.6: Schematic diagram of the visualization pipeline
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anisotropy measures as in Prčkovska et al. [75], where an upper and lower threshold
for crossing areas is given for HARDI anisotropy measures, which effectively classifies each voxel in one of three compartments: isotropic/noise, crossing/HARDI and linear/Gaussian (DTI). One of the drawbacks of this kind of classification is that the user has
to guess the “best” threshold interval that gives good contrast between the compartments.
To facilitate this troublesome process we offer an algorithm for semi-automatic threshold
tuning based on positive and negative examples from the data, selected by the user. Of
course, the user can also choose to interactively change the thresholds and immediately
see how this changes the classification. This is accomplished by providing the user with
one fused visualization of both DTI and HARDI data. Figure 8.6 illustrates the pipeline
of this fused visualization.
Initially an input of tensors and SH coefficients that represent different spherical functions need to be computed. This can be done from the same DWI data, since DTI is only
a subset of HARDI measurements. The pink rectangles represent transformations on
the data, and the blue rounded rectangles different data volumes. The small red circles
represent the user interaction (by selection seeding regions for example), and the small
green circles the output of fiber tracking as seed points. The flow of the pipeline is captured by directed arrows, where dashed lines represent optional situations. On the data
classified as Gaussian, a DTI fiber tracking algorithm can be applied and then the data
visualized with simple line rendering, improved by hardware shading as in chapter 5,
or the data can be represented by tensor glyphs as in chapter 7. On the other hand, the
HARDI data can be represented by spherical functions calculated from 4th order spherical harmonics. However, showing only fibers, or only glyph visualization can result in
unreliable visualization, in the first case, or complex and overwhelming visualization, in
the second case. Even though the user can define seeding regions and explore only parts
of the data, the complexity of the information that glyphs deliver, disables the intuition
for global information. Glyphs convey only local information and therefore representing
the data partially by fibers, helps in giving global context. Therefore, in our framework,
the user can view a fused visualization showing both DTI and HARDI data. Depending
on the classification of the voxels, we show in selected regions for each voxel a DTI or
HARDI glyph. Additionally, we can visualize fibers and choose to show the DTI and
HARDI glyphs on the fibers only (see figure 8.7), which can be useful in the evaluation
of both existing and new fiber tracking methods for DTI and HARDI. This visualization
shows uncertainties in the (in some cases) unreliable outcome from the fiber tracking
algorithms.

8.7

Results

In figure 8.10, we show a region-of-interest on a coronal slice of centrum semiovale since
fibers of the corpus callosum (CC), corona radiata (CR), and superior longitudinal fas-
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Figure 8.7: Fiber tracts in the cingulum of a human brain, with DTI and HARDI glyphs (QBalls)
representing the local diffusion.

Figure 8.8: Combined fiber/HARDI-glyph visualization of the centrum semiovale of human brain,
where there is a known crossing between corpus callosum and corona radiata. The DOT glyphs
and fibers are RGB color coded depending on their orientation. Acquisition parameters: b =
2000 s/mm2 , number of gradients = 80.

ciculus (SLF) form a three-fold crossing there. This is a very interesting region, with
known crossings and, therefore, it is very often a target for qualitative analysis of DWI
techniques. We also generate artificial noiseless synthetic data of a 90 ◦ crossing according to Soderman et al. [84] (see figure 8.9), which is used to validate our implementation. The RGB color coding coincides with the orientation of the simulated volume. In
the single fiber areas, we clearly observe the “peanut” shape representation of the ODF,
representing linear diffusion. The areas of crossings are correctly represented as well.
In figure 8.9, we immediately observe the advantage of our GPU based rendering: the
quality of the rendered glyphs is independent of the zooming factor.
DWI acquisition was performed on a healthy volunteer (25-year old female) using a
twice refocused spin-echo echo-planar imaging sequence on a Siemens Allegra 3T scanner (Siemens, Erlangen, Germany). The scanning was done using FOV 208 × 208 mm
and voxel size 2.0 × 2.0 × 2.0 mm. Ten horizontal slices were positioned through the
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number of
glyphs
100
800
9000
36000

geometry
generation render
[s]
[fps]
2
15
9
4
52
<1

ray casting
(spherical)
[fps]
70
22
7
1

ray casting
(cylindrical)
[fps]
260
150
30
8

Table 8.3: Rendering performance of the classical geometry-based glyph-rendering method compared with our two GPU-based ray-casting methods. For the geometry-based rendering, we used
252 vertices per glyph. The step-size for the ray-casting measurements was 0.1 and we use 2
refinement steps.

body of the corpus callosum and centrum semiovale. Data sets were acquired with 106
directions, each at b-values of 1000, 1500, 2000, 3000 s/mm2 .
We visualize the data with our proposed technique and compare it with the previous
methods that generate geometry via polygons. First, we analyze the visual results in
section 8.7.1 and then we give performance measurements in section 8.7.2.

8.7.1

Visual aspects

In figure 8.10(a), we show ODF glyphs rendered with the geometry-based method with
3rd order of tessellation of an icosahedron. The same region-of-interest (ROI) is shown
in figure 8.10(b). The increase of visual quality can immediately be observed, crossings
become visually more clear, and there is an obvious 3D effect that perceptually helps in
the distinction of the CC and CR structures.

8.7.2

Performance

The performance measurements of three glyph rendering methods are listed in table 8.3.
We compare the traditional, geometry-based method with our two ray casting methods.
For the traditional generation of geometry we used a custom VTK filter whose output was
rendered with a standard VTK polydata mapper. The first ray casting method (spherical)
is that of section 8.3 and the second (cylindrical) that of section 8.4. The measurements
for all three methods were performed on a PC with an Intel Pentium 4 3.20 GHz CPU, 2
GB RAM and a GeForce 9600 GT graphics card with 512 MB of memory and a viewport
of 1262 × 880 pixels.
Although we did not optimize the traditional method to efficiently generate and render geometry, the results clearly indicate that our proposed ray casting methods outperform the geometry-based method. Of course, in all three methods the performance
decreases when the number of glyphs increases. But the performance of the geometrybased method decreases drastically when the order of tessellation is increased. This poses

8.7. R ESULTS

115

Figure 8.9: Close-up of our GPU glyphs showing a detail of a synthetic phantom data set of two
crossing fiber bundles under an angle of 90 ◦

(a) Geometry-based

(b) GPU ray casting

Figure 8.10: ODF representations of the DWI data with 106 gradient directions and b =
2000 s/mm2 of a human subject in a region-of-interest (ROI) defined on a coronal slice in the
centrum semiovale. The glyphs are shown for 4th order spherical harmonics, which are min-max
normalized (a): Traditional way of HARDI glyphs rendering with 3rd order icosahedral tessellation so interaction is still possible. (b): Ray casting of the HARDI glyphs on GPU.
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Laura

Auro

Alard

Pim

Ellen

Bram

Pieter

Expert 1
2
2
3
2

Expert 2
3
2
2
1

Expert 3
1
2
1
1

Expert 4
3
2
1
2

Expert 5
2
2
2
1

Expert 6
2
2
2
1

Expert 7
3
2
4
1

Comparison to
existing tools

2

1

2

1

2

1

difficult

Existing tool

Mathematica

VTK based
geometry
visualization

Usability
Learning effort
Usefulness
Interaction

BrainVoyager,
In-house C++
MedINRIA
TrackMark (DTI
software
(DTI only)
only)

MedINRIA, BrainVoyager
Mathematica
(DTI only)

Table 8.4: Quantitative results from the evaluation with 1 as very good and 5 as very bad.

a problem since tessellations of 5th order or higher, which are favorable for sufficiently
good visual results, cannot be rendered in an interactive way. Furthermore, with the
geometry-based method it is very costly to redefine the region-of-interest (ROI). Doing
so requires the time-consuming generation of geometry for the glyphs in the new ROI.
The same applies when changing parameters, such as scaling and sharpening. The geometry needs to be changed and this cannot be done interactively. However, being able
to interact and explore the data in real time is of utmost importance for the researchers in
this field and it can make HARDI techniques more attractive for clinical applications.
Table 8.3 also shows that the refinements in the second ray casting method lead to a
performance boost that consistently triples the frame rate in comparison to the first, more
basic ray casting approach.

8.7.3

Evaluation

We presented our fused HARDI/DTI visualization framework to six experienced researchers in DTI and HARDI and to one neurosurgeon. Making standard user evaluation
for this kind of setup is a very difficult task, due to several issues. One major issue is
that HARDI techniques are yet to be established, and our main target for now are researchers working in different research domains. Performing standard user evaluation
with standard tasks would be difficult in this field, especially since the researchers that
participate in our study have different research targets. Also it is impossible to compare
our framework to existing HARDI visualization tools, since to best of our knowledge
there are none (except a QBall plug-in for Slicer [1]). Most of the researchers in our
user study, develop their own software for processing and viewing HARDI data and use
some existing DTI oriented software packages like: MedInria [25], Brainvoyager QX
[29], DTITool [97], etc. for manipulating DTI data. Despite all above mentioned difficulties, we tried to quantify the feedback from the participants in the user study, in a
more structured way, by asking them to state subjective ratings for different aspects of
the framework, reported in table 8.4. The aspects of consideration were the following:
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Figure 8.11: Combined tensor-ODF glyph visualization of the area around the STN. The ODFs
are color coded by general anisotropy (GA) measure (blue stands for low and yellow for high
values). The internal capsule can be clearly distinguished with the tensor glyphs, and different GA
categories of glyphs observed in the STN.

• Usability - states the possibility and requirements for application of the framework
in their everyday research (e.g., requirements for graphics card, compatibility with
data formats etc.);
• Learning effort - states the amount of time/effort for training, such that the framework can be applied in their research;
• Usefulness - states how useful this framework is for their research;
• Interaction - states how fast/interactive the framework was found to be;
• Comparison to existing tools - states how this framework performs in comparison
to the existing tools for DTI/HARDI visualization.
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The qualitative feedback follows, together with subjective quantitative ratings reported in table 8.4, divided according to the research expertise of the participants in our
study.
Researchers in local modeling and processing of HARDI data (experts 1 and 2):
The work of the first researcher involves development of differential geometric models, measures and fiber tracking methods for tensor valued DTI/HARDI data. Here, it
is highly important to interactively explore the outcome of the fiber tracking techniques
but still have information about the underlying local structure. The work of the second
researcher involves high-order-tensor estimation of the diffusion propagator. Very often
in this kind of modeling of the data, exploration of the reconstructed profiles in synthetic
or real data is of utmost importance. Up to now, the traditional way of rendering the
HARDI data, by generating polygonal meshes forces the researcher to work with very
small data sets and without any kind of interaction. For creating high-resolution images
the rendering is often put to work “over the night” and the results are seen next day, without any ability for further interaction. This is tolerable for generating nice images, but for
exploratory purposes extremely difficult to work with. Another drawback of this setup,
is the inability to select regions of interest, often forcing them to render full brain slices
and make selection only among certain slices of the data. Both of the users found our
framework interactive (scored as 2 and 1 respectively), and intuitive to use with small
learning effort (scored as 2). They found the framework very useful for their current
research topics: interpolation of ODFs, where detailed visualization is necessary for validating the accuracy of the method in the first case, and the limitations of DTI streamline
tracking, demonstrated with combined fiber-glyph visualization similar to figure 8.7, in
the second case. The second researcher was mainly interested in the HARDI glyph visualization from our framework, whereas the first one in the combined fiber-HARDI glyph
visualization. This type of framework with real-time interaction was positively accepted,
with anticipation of increase of productivity if it is applied in their everyday research
(scored as useful with 3 and 2 respectively). The first researcher scored the usability of
the framework as 3 due to the issues with data reading and the general problem of not
having one standardized data format in DW-MRI.
Cognitive neuroscience researcher (expert 3): We demonstrated the capabilities of
our framework to a cognitive neuroscience researcher with technical background. He
accepted the framework with great enthusiasm. In his experience, the current visualization techniques in HARDI research are very poor and limited to geometry based glyph
visualization. This kind of visualization is very slow and limited in interaction, and that
would be a mere obstacle once HARDI is mature enough to be employed into clinical research. To move the HARDI techniques from pure research into application, a thorough
validation must be performed. That would include exploring the outputs from different
methods, and looking at the results interactively. There are a couple of clear advantages
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of the combined visualization: speed and interactivity (scored as 1), observation of nonGaussian departures in real time, by changing the thresholds for classification, and better
visual perception with different color coding. The interaction between cutting planes,
fibers and glyphs is also very important and useful, for comparing the strength of different techniques, and having more reliable information at hand. This is illustrated in
figures 8.6 and 8.8. One very important feature of the framework was the interactive
plane that can be can dragged around in real time by the user to define seed points for the
glyphing methods, while observing different viewpoints of the data. This can be a point
in favor for possibility of usage of the tool in clinical research. Another important aspect
is the intrinsic level of detail that is automatically offered by the ray casting. The user can
zoom out and have a global overview of the data, but also in real time zoom in and see
more details without loss of rendering quality. Sometimes, if the seeding for the glyphs
is too dense, the information offered to the user can be overwhelming, but it is important
that the user can in real time tune the number of the glyphs and control the complexity of
the information stored in the data. This can be very useful when exploring different parts
of the white matter. Therefore the framework was scored as very useful (scored as 1) and
easy to apply in everyday research (scored as 1), with small learning effort (scored as 2).
Application programmer and DTI validation researcher (expert 4): Validation of
the emerging DTI and HARDI techniques is still an open issue. As the ground truth
in human brain is unknown, validation is often done by artificially generating synthetic
data in software, or hardware phantoms as, for instance, proposed by Pullens et al. [76].
Exploring the reconstructed data is very important. Here the expert fancied the ability to
interactively move to different selections of the data, and found the fiber-HARDI glyph
visualization (figure 8.12) very important in order to validate the accuracy of the phantom
construction. The framework was found to be very fast and useful (scored as 2 and 1
respectively). Also with small learning effort (scored as 2), the framework can be applied
in his everyday research (scored as 3). A suggestion was made, for an option to quickly
zoom out to see an overview of the data with context such that one has an idea of the
position of the examined area, and then zoom back again to look at the details.
Researchers in imaging for functional neurosurgery (expert 5 and expert 6): Improved localization of the target for deep brain stimulation for Parkinson’s disease, the
somatomotor part of the subthalamic nucleus (STN), can reduce the cognitive and emotional side-effects of this treatment. HARDI data provides additional information that
can be used to classify the different parts of the STN and to study the local fiber structure
as shown by Brunenberg et al. [15]. For our user evaluation we chose two researchers
working on the imaging and functional analysis of the STN. The most important feature
of our framework for these researchers is the semi-automatic classification of the data by
Gaussian and non-Gaussian profiles and different color coding by measure, that emphasises the type of anisotropy in the non-Gaussian part of the data. By allowing the user to
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Figure 8.12: Hardware phantom built for validation of 65 ◦ of crossing. The areas where QBall
glyphs (min-max normalized) appear, non-Gaussian profiles are expected. The color coding is to
enhance maxima. Acquisition parameters: b = 1000 s/mm2 , number of gradients = 108.

tune the thresholds, the profiles in the area around the STN could be observed in more
detail as depicted in figure 8.11. In ODF representation of the data for the application
of STN, using higher orders of SH are important, as the glyph profiles otherwise appear
to be oblate and is difficult to perform good discrimination of the different areas in the
data. The interactive plane that allows the user to focus on certain regions of interest,
was found to be very intuitive and gave the researchers a simple and interactive way to
explore the data. The researchers made the same suggestion as in the previous paragraph
for improving the context information. Also integration with anatomical data was suggested. In general the framework was found to be useful (scored 2 by both experts) and
very interactive (scored 1 by both experts), and with some small learning effort (scored
2 by both experts) applied in their everyday research.
Neurosurgeon (expert 7): We also performed a user evaluation with a neurosurgeon,
experienced with the DTI data (acquisition and modeling) but without technical preknowledge. He found the visualization very interactive (scored as 1) and with small
learning effort (scored as 2), and usable in his work (scored as 3). However, DTI and
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HARDI need to be thoroughly validated before they are applied in clinical setting. Since
the clinical users are used to and rely on anatomical data, it is essential for clinical usage
of this framework to incorporate visualization of the anatomical data, such that a clinical user can feel more comfortable, and has an intuition for the current position of the
viewport. Therefore, without these features, he found the framework not very useful for
his everyday research (scored as 4). For clinical purposes, it is important that the visualization is simple (preferably fiber visualization), but still for certain pathologies such
as brain infarction or multiple sclerosis, knowing the local properties of the data, which
can be captured with DTI and HARDI glyphs, can be of great help. Other suggestions
were made on the user interface that the surgeon found too complex and non-intuitive
for people without technical background. He strongly recommended only basic options
for data manipulations in the user interface, and several precalculated thresholds that are
proven to work best, set as defaults so that the framework is easier to use.
All of the researchers found the framework significantly better compared to the tools
that they used in their everyday research. However, this comparison should be taken
with care, since most of the tools that were subject of this comparison, do not have
visualization as their main purpose, and most of them are either DTI oriented software
packages or simply employ geometry based HARDI glyphs.

8.8

Discussion

We presented a fast and flexible method for GPU rendering of HARDI glyphs. Showing
the local information of the reconstructed PDF, ODF or any other function that resides on
a sphere - in a fast way - is essential for the development of the HARDI research. At the
moment, to the best of our knowledge, there is no fast and interactive way for HARDI
data exploration and visualization. Being able to interactively explore the quality of the
obtained data, to detect the interesting areas for further inspection in a fast and reliable
way, and to validate the new proposed fiber tracking techniques by supplying the local
information will help to move the HARDI methods to new and better DWI techniques
for depicting the white matter structure of the brain.
In the proposed approach, the user can interact with the data in many ways: browse
through different slices, change the scale of the glyphs in real time, and apply min-max
normalization. We propose different color codings that enhance the orientational information in the HARDI glyphs and increase the contrast between different glyph profiles.
The result is a fast framework, where the user can interactively control all visualization
parameters.
To investigate the advantages of the proposed visualization, a user evaluation in different applications of DTI and HARDI was performed. In general, the users experienced
the visualization as intuitive, fast, detailed, useful and easy to apply in their every-day
research. Different aspects of our framework appeared to be more useful in different ap-
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plications. All of the participants in the user study fancied the visualization capabilities
of our framework, over several existing tools that they use in their research.
We stress that this visualization is aimed at researchers in the area of HARDI and
not physicians, due to the complexity and cluttering of the data. The GPU-accelerated
HARDI glyph visualization will improve the working conditions of the researchers, allowing them smooth and interactive data exploration. The rendering technique is based
on a spherical harmonic approximation of any function on a sphere. Therefore it is not
HARDI-model specific. Any of the existing HARDI techniques that can be expressed by
a SH basis or a high order tensor basis (there is a direct relationship between these two
representations), can be used as a pre-processing step to the work with our algorithm.
However, our approach is currently limited to even order spherical harmonics with a
maximum order of lmax = 4.

9

Conclusions and future work
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In this thesis, we presented various methods for the analysis and visualization of DWI
data. We started with a description of DTI and HARDI methods and their applications
in chapters 1 and 2. In chapter 3 we list current visualization methods for DTI and
HARDI. Then, in chapter 4, we presented an overview of measures that can be used
to compute distances and similarities between diffusion tensors. The goal of such an
overview is to support researchers in segmentation or registration of DTI data in their
choice for an appropriate measure for their application. The chapter presents a first step,
which was not further developed in this thesis, in the development of algorithms that
segment or register DTI data. Still, more measures are popping up that can be added
to the list, and for a deeper understanding of segmentation and registration results, it
would be necessary to study the behavior of the measures under a more realistic model
of noise. Furthermore, it would be useful to compare the measures in a concrete practical
set up and see whether they behave according to our expectations. Besides the mentioned
applications, the measures may also be used for quantitative analysis and the visualization
of differences between tensors. They can, for example, be used to quantify disorder in
hearts, which is especially interesting if one can compare the disorder in diseased (i.e.,
infarcted) and healthy areas of a heart.
We proposed various new methods for the visualization of DWI data. In chapter 5,
we showed how to apply hair rendering methods to DTI fibers to obtain a better, more
intuitive, visualization of heart DTI data. This new visualization supports our collaborators in understanding the data, and in their communication [34, 87] with other experts
and with laymen. We give them the means to capture the fibrous structure of the heart
in intuitive images or interactive use of our software. Besides heart visualization, for
which our methods were originally meant, the proposed visualization can also be applied
to other areas of DTI visualization. It was used with great success to visualize skeletal
muscle [27, 28], see figure 9.1. In chapter 6, we obtain similar results for the rendering
of short fibers in the heart, but with a GPU-based ray casting method that makes the fiber
tracking step redundant. This removes another delay that was present in the visualization
of heart DTI data.
The next step is the visualization of full tensor data using hardware-accelerated ray
casting. In chapter 7, we show how to render large number of ellipsoid glyphs that
represent the DTI data per voxel. As with the heart visualizations, this does not show
new information, but it certainly makes the life of researchers easier by generating visually pleasing results in a very fast, interactive, manner. Besides ellipsoids, other, more
advanced, shapes can be used to visualize DTI data. Hlawitschka et al. [37] used GPUaccelerated superquadric tensor glyphs for this purpose. We take the glyph visualization
another step further by rendering HARDI glyphs on the GPU in chapter 8. We present
a highly optimized numerical ray-glyph intersection algorithm used for ray casting, and
derive expressions to compute the normals of the glyphs. We also introduce a variety of
methods coloring the glyphs and show how to manipulate the spherical harmonics coefficients to enhance features such as the maxima. We developed these methods to support
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Figure 9.1: Fiber tracking results for the volar muscle group of the human forearm next to anatomical illustrations [31] (A) Volar superficial group: 1) pronator teres; 2) flex. carpi radialis; 3)
palmaris longus; 4) flex. carpi ulnaris; 5) flex. digitorum superficialis (B) Volar deep group: 1)
flex. digitorum profundus; 2) flex. pollicis longus; 3) pronator quadratus. Image by Martijn Froeling [27, 28]. The images showing fiber tracking results were generated using the rendering method
proposed in chapter 5 combined with isosurfaces extracted using Marching Cubes [57] to give
context.

researchers in HARDI. From the user evaluation, it is clear that these visualization methods are not ready to be used in a clinical setting yet. The reasons for this are twofold.
First, HARDI methods are not used in clinic yet. Validation is still an open issue that
needs to be resolved. The second reason lies in the visualization itself. Although all the
users in our user study were enthusiastic about the visualization and its interactive behavior, it is still complicated to use it. The visualization is too complex to configure because
there are many parameters that can be tuned to achieve the optimal results, and to do this
for each data set that one wants to inspect would take too much effort. Therefore, better
interaction methods are needed, as well as an automated configuration that takes the tuning of parameters out of the hands of the users. Also, when well-tested and validated fiber
tracking methods become available for HARDI, they will be the preferred visualization
for many users because they can give a clear overview of the fibrous structure. However,
glyphing approaches will still be needed to complement the fiber visualizations in order
to inspect selected regions of interest in more detail, and to validate the fiber tracking
results.
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In future work, the presented HARDI glyphs may be extended to support odd-order
SHs, and SHs with lmax > 4. Furthermore, SH glyphs and other glyphs can be used to
visualize additional information, such as (in)certainty of data in the seed points. Also,
alternative ways to place seed points can help to give better insight in the data (see, for
example, [51, 39]), and glyphs can be more integrated with other visualization methods
such as fiber tracking to show additional information or to provide more intuitive levels
of detail.
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Summary
GPU-based Visualization Techniques for the Interactive Exploration
of Diffusion MRI Data
Diffusion-weighted imaging techniques such as diffusion tensor imaging (DTI) and highangular resolution diffusion imaging (HARDI) are relatively new MRI techniques that
give information about the diffusion of water molecules in tissue. This diffusion gives
information about the structure of underlying tissue and can help in identifying connections in the brain and the structure of the heart-muscle. It is also used to gain new insights
in brain and heart diseases.
Because diffusion data is high-dimensional, the visualization of such datasets is challenging. In this thesis, we present various new methods for the visualization of DTI and
HARDI data. We make use of the features of modern GPUs to generate smooth and
intuitive images that help to make the analysis of the data more effective and efficient.
We show how to intuitively visualize the fiber orientations in a slice of data from ex-vivo
scans of mouse hearts. Then we present methods for rendering glyphs to represent the
tensors from DTI and probability density functions (PDF) and orientation density functions (ODF) from HARDI scans of human brains. These new visualization methods can
help researchers to interactively explore DTI and HARDI data and to verify new and existing filtering methods that smoothen the data or extract higher-order structures such as
fibers to show connectivity in the brain.
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