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Abstract

White-box cryptography is the field of security which makes use of obfuscation to embed

and create complex code such that it would be very difficult for an adversary to reverse

engineer an application and recover the embedded secret. With the rapid advancements in

machine learning and artificial intelligence field, an adversary could make use of those tech-

nologies to parse the binary code of its target and gain knowledge of the inner-workings

of the white-boxed security primitive. The hereby thesis presents a proof-of-concept of

applying machine-learning techniques to create a model of (obfuscated) white-boxed im-

plementations of AES and DES and leverage the model’s capabilities to gain insights on

possible white-box related functions in the binary. The thesis proposes common metrics

derived from white-box cryptographic implementations and uses them to create a dataset

on which the machine learning algorithm will be trained on. Finally, the model gets tested

against different variants of white-box cryptography to validate the proof-of-concept.
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Chapter 1

Introduction

1.1 Background

The provisioning and usage of some services and applications that are now widespread

throughout society requires an increased security context. Such services and application

come from the field of Digital Rights Management (DRM), mobile applications, payment

systems and Internet of Things. White-box cryptography is a technology that, through

means of obfuscation, tries to protect cryptographic assets even when an attacker has ac-

cess to the implementation of the cryptographic algorithm. Therefore, the cryptographic

asset (usually a key) remains secret when the cryptographic algorithm is run in an untrus-

ted environment. White-box cryptography can offer the required level of protection such

that the asset used in the services and applications remains undisclosed for a period of

time. The protection comes from the fact that one has to spend a lot of effort in reverse

engineering the cryptographic algorithm to recover the protected asset.

Applications of white-box cryptography are various, applying to any field that implies

running software that needs to hide an asset in an untrusted environment. For digital

rights management, World Wide Web Consortium (W3C) published a specification called

Encrypted Media Extension defining the communication between web browsers and a con-

tent decryption module (CDM)[14]. A content decryption module is a plugin of the browser

which allows the decryption of protected content. There are a number of implementations

available, the most popular being Apple’s FairPlay which is used in Safari web browser and

Google’s Widevine which is integrated in the latest versions of Google Chrome, Microsoft

Edge and Mozilla Firefox browsers.

Learning white-box 1



1.2. ATTACK MODELS CHAPTER 1. INTRODUCTION

With the introduction of Android 4.4, Google adopted the host-based card emulation

technology in the operating system. The technology is used to perform contactless pay-

ments through means of an emulated card without a secure element. Previously, personal

information and card details were kept inside the secure element - a chip that is tamper-

resistant - and passed through means of NFC. Nowadays with the use of HCE, the personal

information and card information are stored on the cloud or on the user’s device in a soft-

ware secure element. This information is accessible through a system permission. However,

since the information can be stored on the phone, an efficient attacker with elevated per-

missions could recover the asset. In this situation, a white-box attack model has to be

considered.

The evolution of artificial intelligence techniques can enable development of tools and

attacks that were previously hard to think of in the past. Machine learning is a field of AI

that ”learns” to make predictions or take decisions based on information from a training

set. With this capability, a machine learning model can be trained and used to help an

attacker in the job of reverse engineering a system, a common task of the white-box field.

1.2 Attack models

An attack model is a framework used for describing and classifying cryptographic attacks.

Attack models define the extent of knowledge and permissions that an attacker posses have

with regard to a system under attack. Attack models help identifying the assumptions and

limitations of a system in defending against different types of attacks. The attack model

that is relevant for the thesis is the white-box model, but to understand the model, one

has to review the black-box and grey-box attack models.

1.2.1 Black-box attack model

In this model, an adversary has no information about the internals of the system that is

trying to compromise. The attacker can perform observations of the inputs and outputs

of the system to make assumptions about it. The attacker usually views the system from

outside and has limited control over system resources, as a regular user.

2 Learning white-box
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1.2.2 Grey-box attack model

In addition to the black-box model, the adversary in the grey-box model has limited access

assumed in the system that he is trying to compromise. It might have elevated permissions,

but not as many as in the white-box model. The control over environment and system

resources is limited as well. The adversary might leverage non-direct knowledge of the

system such as timing or power consumption to build side-channel attacks.

1.2.3 White-box attack model

An attacker in the white-box model has complete access and permissions over the environ-

ment. It can decompile the binary, observe the execution, produce traces and inject faults

in memory. The attacker in the white-box model includes all capabilities that the attacker

in the grey-box model has.

1.3 Motivation

One of the challenges that an attacker has in recovering the assets protected by the white-

box is to reverse engineer the binary or shared library containing the cryptographic primit-

ive. The cryptographic primitive may represent the cipher that is used, along with an asset

that is embedded in some way in the binary. Such binaries are obfuscated, following the

security-through-obscurity paradigm. Usually, a lot of overhead is added in the application

binary to make the reverse engineering task more difficult for the adversary, relying on the

fact that the binary will be re-obfuscated or the asset will be changed before the adversary

is able to recover it.

We differentiate terminology on the implementations as follows: there are cryptographic

implementations of security primitives, or regular implementations, which use a key that

comes as plaintext input from the user or from the system; there are obfuscated implement-

ations of security primitives which add overhead on top of the program to make the binary

difficult to reverse engineer and thus, it makes difficult to understand the implementation

of the program; there are white-boxed implementations in which by design, the mechanism

of storing the protected asset (the key) is obfuscated (thus, not trivial) and adds com-

plexity into understanding how encryption and decryption is being done. Lastly, there

Learning white-box 3



1.4. OBJECTIVE OF THE THESIS CHAPTER 1. INTRODUCTION

are obfuscated white-box implementations which use obfuscation techniques to hide all the

inner-working mechanisms of the program. Those obfuscations (mentioned in obfuscated

and white-boxed obfuscated implementations) happen at code-level and are independent

of how the cryptographic primitive is implemented (whether it is white-boxed or not).

The thesis tries to tackle the problem of finding white-box related functions, whether they

reside in a regular or obfuscated white-box implementation.

Machine learning is a great technique of taking decisions. A machine learning model

is trained with a training dataset in order to perform predictions on data outside of the

training set. By creating a specialized training dataset, one can train a model to recognize

patterns of obfuscated and white-boxed related functions inside binaries, facilitating the

amount of code that the adversary has to evaluate. The thesis will identify metrics from

which the machine learning algorithm will train and eventually decide whether functions

are related to white-box implementations (regardless of being externally obfuscated or

not). A script which uses the API of a disassembler will iterate over the functions inside

the binary and for each function, the machine learning model will classify it as white-box

related or not.

1.4 Objective of the thesis

The hereby thesis and deliverables aim to facilitate the job of the engineer who intents to

break a white-box implementation by providing a tool in form of a script and a machine

learning model which will greatly decrease the number of functions that need to be manually

analyzed by the attacker. The objectives of the project are, as follows:

• Describe the white-box obfuscation techniques and how the techniques reflect in the

binary analysis of the code.

• Implement a script which will extract the metrics used to train the machine learning

model.

• Implement a machine learning model that predicts which functions from a binary

application are related to white-box cryptography.

Our approach for validating the model consists of testing the model against different

variants of white-box implementations. However, during the validation step of the model,

we did not consider whole applications which integrates a cryptographic white-box module.
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So, we are aware of the fact that against a ”real world” application, the number of false

positives reported by the model may increase. In our tests, all functions that are involved

in cryptographic primitives are considered acceptable false positives.
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Chapter 2

Specifics of white-box

2.1 Introduction

A block cipher is an algorithm used to encrypt blocks of data using a key. The same

key is used for both encryption and decryption. A block cipher stands as the backbone

of a white-box implementation, where the key that is used to encrypt or decrypt data is

the protected asset. To understand the specifics of white-box implementations, we first

need to understand the structure of the block cipher, how a block cipher is transformed

to a white-box implementation and then how the implementation is further obfuscated.

The thesis will focus on the internal working of the Advanced Encryption Standard (AES)

cipher, as is widely used and standardized in 2001 by the United States National Institute

of Standards and Technology in FIPS-197[1]. Its cryptographic primitives have not yet

been broken, although there are some proposed attacks against the cipher, such as brute-

force, side-channel and key-related attacks[13].

In the white-box attack model, the attacker has full access over the environment. The

attacker can inject faults, reverse engineer the firmware and tamper the data in order to

gain insights on the cryptographic implementation of the block cipher. To protect the key,

the block cipher is transformed by engineers into a white-box implementation. There are

several publications presenting approaches for creating a transparent white-boxed imple-

mentation of AES (or other ciphers). However, the cryptographic community is constantly

challenging the published designs, emphasizing the importance of preserving the security

even when implementation details are known. Companies offering white-box protection

often adopt a security through obscurity approach, hoping for a better life span of the
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white-box implementation. Nevertheless, the approach is considered insufficient. To com-

pensate for the lack of an open approach, regular updates are essential in updating the key

and the white-box implementation such that the attacker does not have time to reverse

engineer the application. The updates should roll-out before the previous implementation

is broken.

In next subsections of the Introduction, the thesis will present some basic information

on how the Rijndael block cipher works, information that is needed to understand how the

implementation can be ’white-boxed’. Then, the thesis will shortly present Chow’s pro-

posal of the white-box implementation[4], the paper that started the trend of white-box

implementations. The thesis will continue with an overview of software obfuscators and

obfuscation techniques will be presented, along with how the techniques reflect in binary

code analysis. The reflection in binary code analysis is needed to automate the extraction

of metrics of a binary application.

2.1.1 The Rijndael cipher

At a high-level overview of AES and depending on the key size, the cipher has 10, 12 or 14

rounds and uses 5 distinctive functions. For the ease of algorithm explanation, we assume

a key size of 128 bits, meaning AES will run only 10 rounds of encryption. The blocks are

represented as a 4×4 state matrix of 16 bytes (each element of the matrix contains 1 byte).

The algorithm starts by deriving a key from the cipher key for each round of encryption.

This process is called ”Key scheduling”. After the keys are derived, the first round key

(which in case of AES-128, is the same as the cipher key) is XOR-ed to the state matrix.

The operation is called ”Add Round Key”. Then, there are 9 rounds of encryption that

are being done as follows:

• Substitute Bytes: The value of each byte is substituted with its equivalent value from

a Rijndael S-box. An S-box represents a lookup table used in block ciphers to provide

obscurity between the plaintext and ciphertext. An S-box can be represented as an

256-bytes array containing the respective substituted value for each possible byte.

• Shift Rows: A transformation step in which every byte from the state matrix is

cyclically shifted with different offsets. Having rows indexed as r, 0 ≤ r ≤ 3, every
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CHAPTER 2. SPECIFICS OF WHITE-BOX 2.1. INTRODUCTION

byte in row r is cyclically shifted to the left, r number of times[1]. For row 0, there

is no shift performed. The operation can be applied to any 16-byte block.

• Mix Columns: A transformation step that affects the state matrix on the column

level. The transformation can be represented as a matrix multiplication between

MC (see Figure 2.1) and the state matrix.

• Add Round Key: Operation that XOR’s the current round key to the state matrix.

MC =


02 03 01 01

01 02 03 01

01 01 02 03

03 01 01 02



Figure 2.1: MixColumns multiplication matrix MC

To illustrate the high-level design of the algorithm, the pseudo-code is depicted in

Figure 2.2. The 10-th round of encryption is the same as the other 9, but omits the last

Mix Columns operation. In the proposal of the Rijndael block cipher[5], it is stated that

mixing columns in the last round ”does not improve or reduce the security of the cipher”.
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Algorithm 1: AES Encryption: 16 bytes In, 16 bytes Key, 16 bytes Out

Result: Out holds the ciphertext

Copy(Out, In);

roundKeys = KeyScheduling(Key);

AddRoundKey(roundKeys[0], Out);

for r = 1 → 9 do

SubstituteBytes(Out);

ShiftRows(Out);

MixColumns(Out);

AddRoundKey(roundKeys[r], Out);

end

SubstituteBytes(Out);

ShiftRows(Out);

AddRoundKey(roundKeys[10], Out);

Figure 2.2: Pseudocode of the AES Encryption function

2.1.2 AES key schedule

In order to white-box the AES implementation, the key must be hidden. However, since

AES uses derived keys from the cipher key, all of them must be hidden in the cryptographic

implementation. Assume the key size is 128 bit for the ease of algorithm’s explanation.

Hiding the keys will be discussed thoroughly in the next subsection. To understand how

the keys are hidden into the white-box implementation, we should first understand how we

reach to have 11 keys starting from a single key. The adversary will try to find the round

keys and then start to recover the secret, which is the first round key.

The AES key scheduling algorithm generates the number of keys needed such that each

round of AES encryption has its own round key. For a cipher key length of 128 bits the

algorithm generates 11 keys with same length, of which the first one is identical to the

cipher key. The cipher key K is expanded into an array of words, each word having 4

bytes. Again, for an 128-bit key, K is expanded into 4 words noted [w0, w1, w2, w3], form-

ing the first round key roundKey0.

The second round key is expanded as well into 4 words: roundKey1 = [w4, w5, w6, w7];
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w5, w6 and w7 are computed by XOR-ing the value of the previous word with the word from

the previous round key that has the same position as the current word. The computation

can be seen in Figure 2.3.

Figure 2.3: Computation of the second round key

As for w4, the computation requires transformations on the previous word and addition of

a round constant. The specification[1] describes them as follows:

• RotByte: cyclically permutes a byte in a word. Input (b1, b2, b3, b4) results in output

(b2, b3, b4, b1).

• SubByte: a mapping that applies the Rijndael S-box on the word. Each byte of

the word gets replaced by the equivalent byte in the S-box. Byte b is replaced with

S-box[b].

• Rconi: round constant word composed of [rci, 00, 00, 00], where rci is an element in

extension field GF(28) with value of x(i−1); rci = [01, 02, 04, 08, 10, 20, 40, 80, 1B, 36]

for 1 ≤ i ≤ 10. The round constant is XOR-ed with the output of the composition

between SubByte and RotByte and with the first word of the last round key in order

to generate the first word of the current round key.

Following the notation, round key roundKeyi, with 1 ≤ i ≤ 10 will be expanded as

[w4i, w4i+1, w4i+2, w4i+3]. Generalizing the schema from Figure 2.3, the computation of
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2.1. INTRODUCTION CHAPTER 2. SPECIFICS OF WHITE-BOX

each individual word becomes:

w4i+k =

w4(i−1) ⊕ SubByte(RotByte(w4i−1))⊕Rconi for k = 0

w4i+k−1 ⊕ w4(i−1)+k for 0 < k < 4,
(2.1)

2.1.3 White-boxing the cipher

In 2002, Chow et al.[4] proposed a way of transforming the AES cipher into a white-box

implementation. We will refer to this implementation throughout the thesis as the ’naive’

white-box implementation of the AES cipher, as it does not provide protection against key-

extraction attacks. However, for an adversary who does not have knowledge about white-

box cryptography, the naive implementation successfully obfuscates the key. Since then,

researchers proposed various ways of transforming ciphers in white-box implementations

in several papers, making them harder to break.

In this subsection, we will present the naive method of white-boxing the AES cipher,

based on Chow et al.[4] and James A. Muir’s paper[10], along with the tutorial at [12].

The idea of white-boxing the cipher is to hide the key into lookup tables, thus the imple-

mentation will no longer display the key in plaintext.

Before presenting the implementation, let us keep in mind the AES description from

Figure 2.2. To simplify the implementation, there are several observations that can change

the structure of the algorithm to preserve its equivalence. We want to modify the al-

gorithm in such way that it is making use of the lookup tables as much as possible

instead of calling transformation functions. The first observation is to insert the first

AddRoundKey inside the loop and add another AddRoundKey after the loop is done. Since

SubstituteBytes and ShiftRows transformations are linear, the operations are inter-

changeable. This means that it does not matter in which order the 2 operations are

applied. ShiftRows does not change the contents of the state matrix but the ordering

of bytes, while SubstituteBytes substitutes the bytes with the respective values from

the S-box and does not permute the state. Thus, ShiftRows(SubstituteBytes(State)) =

SubstituteBytes(ShiftRows(State)). Similarly ShiftRows can be applied before AddRoundKey,

with the mention that the round key has to be shifted as well. After applying the trans-

formations, the algorithm becomes as follows:

12 Learning white-box
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Algorithm 2: AES Encryption: 16 bytes In, 16 bytes Key, 16 bytes Out

Result: Out holds the ciphertext

Copy(Out, In);

roundKeys = KeyScheduling(Key);

for r = 1 → 9 do

ShiftRows(Out);

ShiftRows(roundKeys[r − 1]) ; // Shift roundKey[r-1]

AddRoundKey(roundKeys[r − 1], Out) ; // Use round key r-1

SubstituteBytes(Out);

MixColumns(Out);

end

ShiftRows(Out);

ShiftRows(roundKeys[9]) ; // Shift round key 9

AddRoundKey(roundKeys[9], Out) ; // Add 9th round key moved from loop

SubstituteBytes(Out);

AddRoundKey(roundKeys[10], Out);

Figure 2.4: AES encryption after first round of structural modifications

Further, we start combining ShiftRows(roundKeys[i−1]), AddRoundKey and SubstituteBytes

transformations all together by means of a lookup tables[10],[12]. This will generate large

tables, but the round keys will be embedded into the tables, thus conferring obscurity.

Denote roundKeys’[r] = ShiftRows(roundKeys[r]) for 0 ≤ r ≤ 9. Note that ShiftRows

is not applied on the last round key. The structure of the lookup table with embedded

transformation will take shape of a 3-dimensional array, called a T-box. Since there are 10

rounds and 16 bytes of the key that need to be embedded into the tables, the total number

of T-boxes is 160. The T-box is then defined as:

Tboxr
i (x) =

Sbox[x⊕ roundKeys’[r − 1]] for 0 ≤ i ≤ 15 and 1 ≤ r ≤ 9

Sbox[x⊕ roundKeys’[r − 1]]⊕ roundKeys[r] for 0 ≤ i ≤ 15 and r = 10

(2.2)

When r = 10, we need to XOR the un-shifted round key as part of the last round. Hav-

ing the T-boxes defined, we can replace ShiftRows(roundKeys[i − 1]), AddRoundKey and

SubstituteBytes with the newly defined lookup table. For instance, Figure 2.5 shows

how to rewrite the transformations using searches in lookup tables for each of the 16 bytes
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of the state matrix.

Algorithm 3: AES Encryption: 16 bytes In, 16 bytes Out

Result: Out holds the ciphertext

Copy(Out, In);

for r = 1 → 9 do

ShiftRows(Out);

for b = 0 → 15 do

Out[b] = Tbox[r][b][Out [b]] ; // Lookup instead of transformations

end

MixColumns(Out);

end

ShiftRows(Out);

for b = 0 → 15 do

Out [b] = Tbox[10][b][Out [b]] ; // 10th round of encryption

end

Figure 2.5: AES encryption after combining transformations into T-boxes

From here on, the MixColumns operation can be embedded into tables. For rounds 1

to 9 MixColumns is applied on the mapped bytes of the T-boxes . Since the multiplication

of the transformation is MC × State, where State is the 4x4 state matrix, each column

of State will get multiplied with MC. Thus, the transformation can be summarized in

4 multiplications of MC with a column vector, each vector representing a column with 4

bytes from the state matrix, say x0, x1, x2 and x3[10].
02 03 01 01

01 02 03 01

01 01 02 03

03 01 01 02

×


x0

x1

x2

x3

 =


02

01

01

03

x0 ⊕


03

02

01

01

x1 ⊕


01

03

02

01

x2 ⊕


01

01

03

02

x3

The output of the multiplication are 4 vectors that will be XOR-ed between each other to

get a 4-byte word. The 4-byte word will thus be the column vector of the state matrix

after applying MixColumns. If we split MC into 4 different column vectors MC = [MC∗,i]

for all 0 ≤ i < 4, we can pre-compute all the possible values of a byte multiplied by MC∗,i,
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regardless of its position in the state matrix using a the so called Ty tables.

Ty(i, x) = x ·MC∗,i for 0 ≤ i < 4

Then, instead of doing a call to MixColumns, we can calculate the 4-byte word by XOR-

ing the table entry of each byte of the column vector from the state matrix. Now, we can

strip-off the MixColumns call and replace it with table accesses (see Figure A.1).

Another table that can be introduced is the XOR table, which simply computes the

XOR-ed values of all possible nibbles (a nibble is a 4-bit value). Define the Txor table as:

Txor(a, b) = a⊕ b for all 0 ≤ a, b ≤ 15

The Txor table is used to replace a XOR operation with the respective table access. Next,

we introduce the composition of Tboxes with Ty tables. The composition of the two tables

is used to reduce the number of table accesses in an encryption step. From the definition

of both tables and their use in Figure A.1, the state is inserted into the Tbox and then

into the Ty table. The composition of the tables, called Tyboxes is then:

Tybox(r, i, x) = Ty(i, x) ◦ Tboxr
i%4(x), for 1 ≤ r ≤ 9, 0 ≤ i ≤ 15, x is byte

With the replacement of Tboxes and Ty tables with the Tyboxes in the encryption loop,

we finish white-box naive implementation of the cipher. However, the current implement-

ation is unprotected and requires some knowledge on white-box cryptography to recover

the secret key. If an attacker has access to the binary and tries to reverse engineer the

executable, they will find that the encryption process is alike AES. Then, an unprotected

implementation will obviously display the tables in the binary file (see Figure 2.6). If the

table values are recovered, for instance Tyboxes[r][i], it is a matter of time to extract the

rth round key (which for r = 0 is the AES secret key) by applying the inverse function

that generated the table. This will leak the bytes of the key and the attacker can proceed

in recovering the rest of the bytes and finally, to recover the secret key.
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Figure 2.6: Tybox table values which leak the key

Next, the implementation can further be protected by means of internal and external en-

codings, but also through code obfuscation. Next, we will present how the implementation

can be protected through both methods, with the focus on obfuscating the implementation

as it is relevant for the study.

2.2 Obfuscation methods

In the previous chapter we presented how to transform a standard AES implementation

to a white-box implementation, thus hiding the key in several look-up tables. However, an

attacker having access to look-up tables is able to extract the key with barely any effort.

The next sub-sections will present techniques of protecting the white-box implementation

through means of obfuscation, both mathematically by encodings and code-based, through

code obfuscation techniques.

2.2.1 Encodings

In the paper of Chow et al[4], the author proposed a way of obfuscating the look-up tables

through means of internal encodings. These encodings take form of bijections applied on

the look-up tables which add a layer of protection to make the contents of a table difficult

to understand by an attacker. Due to the property of reversibility, bijections will eventually

cancel each other throughout the encryption process. For a table T , choose bijections f

and g to form the obfuscated table T ′ such that:

T ′ = g ◦ T ◦ f−1
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In this way, T ′ maps encoded inputs to encoded outputs and f is an input encoding,

whereas g is an output encoding. When a table is composed with another, bijections are

used to cancel each other. For instance, in case of two tables T ′ and S ′ with S ′ = h◦S ◦g−1

and S ′ feeds into T ′, the composition of the two tables will be[10]:

S ′ ◦ T ′ = h ◦ S ◦��g−1 ◦�g ◦ T ◦ f−1 = h ◦ (S ◦ T ) ◦ f−1

Right now the look-up tables are encoded. In order to hide the input and output of

the white-boxed algorithm, external encodings must be used in a similar manner. External

encodings are bijections applied to the input data, and later on to the outputted data

of the cipher such that the encryption process will not deal with the original input and

output, but rather to the derived input and output after applying the external encodings.

However, the external encodings do not reside in the implementation itself. The model

usually implies a third party that would apply the encoding before inputting the plaintext

to the white-box implementation. In [4], the author proposes a modification of the white-

boxed implementation Ik to I ′k = G◦Ik ◦F−1, where F and G are 128-bit to 128-bit chosen

bijections. Instead of inputting plaintext p, the requester would rather input F (p) to the

white-boxed implementation. Then, the output of the white-boxed implementation would

then be G(c) where c is the resulting ciphertext. Likewise, to get the ciphertext back, the

third-party would apply G−1(G(c)) to remove the encoding and recover the ciphertext.

Another protection measure is the adding of so called mixing bijections in the white-

box implementation, which are inherently added during the MixColumns step. According

to [10], mixing bijections are invertible linear transformations used to achieve diffusion on

top of internal encodings, which achieve confusion.

2.2.2 Code obfuscation

Obfuscation represents the process of transforming source code or machine code to a new,

equivalent version that is hard for humans or machines to understand[16][15]. Obfuscation

achieves security through obscurity, rather than following Kerckhoff’s principle of requir-

ing systems to be designed without secrecy. However, in the real world, both security

through obscurity and Kerckhoff’s principle are used for achieving a better system resili-

ency. Moreover, security through obscurity is recommended by NIST Special Publication
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(SP) 800-160, Volume 2[11].

Code obfuscation is achieved with software obfuscators which take as input one or

multiple source codes, links them together or as a project (depending on the solution) and

outputs the obfuscated source code or executable. There are several code obfuscation tech-

niques used to provide secrecy to the source code or machine code. All source code changes

are eventually compiled and reflected in the machine code. One of the thesis pre-requisites

into finding obfuscated white-box implementations is understanding how different code

obfuscation techniques affects the machine code. However, we are not working directly on

machine code, but rather on disassembled machine code.

In 2020, Xu et al.[16] published a paper describing a taxonomy of code obfuscation

techniques available at the time of writing. The paper divides software obfuscation into

4 categories: code-element layer, software-component layer, inter-component layer and

application layer. The code-element layer involves techniques of increasing confusion (ab-

stracting literals, removing symbols, etc.), increasing the program complexity (mingling

with control flow), data obfuscation and structural modification (i.e: class hierarchy flat-

tening). Each of the aforementioned code-element techniques has several other methods of

obfuscating the elements. The software-component layer techniques that are relevant for

this study are decompilation prevention and code diversification. Decompilation preven-

tion adds great value to white-box as it keeps the attacker away by not allowing him to

gain code snippets in readable formats. At decompilation time, decompilation errors are

deliberately introduced to prevent code generation from the binary format, preventing the

adversary to gain infromation on the inner-working of the implementation[16]. Code diver-

sification adds randomness to the implementation by camouflaging data structures or even

large components. In their study[16], white-box cryptography is regarded as a separate

application layer obfuscation technique. However, by combining white-box cryptography

with other obfuscation techniques, the problem of reverse engineering the binary becomes

harder because of the several layers of obfuscation that the attacker has to consider.

Next, we will focus on the specific features we found in obfuscated white-box imple-

mentations, along with how the obfuscation techniques are reflected in the binary code.

Later on, we will use the features to produce metrics of the binary code. With an ad-

equate number of samples, we believe that it is possible for a machine learning algorithm
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to learn and classify functions found in binaries such that the output of running the classi-

fication algorithm against a binary will be a relatively low set of possible white-box related

functions.

2.3 Practical obfuscation

The study involves the use of a couple of open source obfuscators with different capabilities

to obfuscate an unprotected white-box implementation (i.e. no encodings or obfuscation

in the implementation). The code-base consists of Chow’s et al. naive implementation,

described in section 2.1.3. We experiment with different obfuscation techniques offered by

the open source obfuscators and analyze the results by looking at the disassembled binary

code after applying obfuscation.

2.3.1 Obfuscation solutions

Tigress1

Tigress is an open-source C obfuscator developed by professor Christian Collberg of Uni-

versity of Arizona. The obfuscator is a powerful tool, offering a wide range of defense mech-

anisms against reverse engineering attacks, such as function flattening, splitting, opaque

predicates, data, arithmetic and literals encoding, anti-alias analysis and much more. This

will help create confusion and diffusion against the attacker by creating implementations

that are hard to understand. The techniques used will be presented in the next subsections.

LLVM 13 based obfuscator2

The LLVM 13 based obfuscator obfuscates C/C++ code implementing LLVM passes.

LLVM passes are code transformations and optimizations done by the compiler. It is

said that the passes will generate different assembly code for each compilation[6]. The

idea behind obfuscating with passes is to have a number of transformations that expand

a simple equation into a complex one with an equivalent result. Using randomness, the

compiler would then arbitrarily select the way the initial equation is transformed and pro-

duce a different equivalent and complex output, creating confusion in the disassembled

code. The passes used in the LLVM 13 based obfuscator are a mix of NAND and NOR

1https://tigress.wtf
2https://github.com/Deniskore/llvm
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transformations. NANDs and NORs are universal logical operators that can be used to

recreate any boolean expression as a mix of them. So, NAND and NOR transformations

will modify binary expressions into complex expressions.

2.3.2 Methods adopted

In this subsection we will describe features of the code obfuscators which we used to hide

the white-box implementations. Those methods can be used individually or can be mixed

together to achieve different levels of obfuscation.

Virtualization

Virtualization means executing bytecode through an interpreter rather than executing

bytecode directly in the binary file. The interpreter is structured differently and executes

differently than the code that needs to be executed. The generated interpreter for the spe-

cific input functions holds a virtual program counter, a virtual stack pointer, an array of

the bytecode that needs to be executed and a list of virtualized instruction handlers. While

keeping track of the virtual program counter and virtual stack pointer, the interpreter will

execute the handler instructions specific for the bytecode at the virtual program counter.

Moreover, virtualization will lead to structure flattening. Tigress generates instruction

handlers which act as a dispatcher 3. To demonstrate function virtualization, we obfuscate

a simple C program function which computes the OR of two constant variables.

Figure 2.7: Simple C program which calculates bitwise-or between two constants

After virtualizing the main function with the option to use a switch dispatcher, Tigress

generates the following operations:

3The dispatcher is the part of the program which orchestrates the execution of the code. In this example,
code dispatching is done through switch and case statements

20 Learning white-box



CHAPTER 2. SPECIFICS OF WHITE-BOX 2.3. PRACTICAL OBFUSCATION

Figure 2.8: Tigress virtualized operations of a simple C program

Based on the operations in Figure 2.8, it generates bytecode specific for the input

function:

Figure 2.9: Tigress generated bytecode

Scrolling down in the obfuscated code, the switch dispatcher is made out of case

statements which execute code based on the value of the virtual program counter. In

each case statement, the virtual program counter is updated such that the interpreter

will execute the next bytecode. In Figure 2.10 it is shown the case block which holds the

bitwise-or between the two variables on the stack.

Figure 2.10: Bitwise-or of two stack values

There are several options to configure virtualization of a function. To increase the

complexity, one can choose to diversify the generated instruction set architecture, add

bogus functions or loops, obfuscate the virtual program counter or obfuscate the bytecode
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by encoding the arithmetic behind it. We find the function virtualization an important

step into obfuscating the source code.

Dynamic JIT obfuscation

Dynamic just-in-time obfuscation is a technique of protecting software code at run-time,

rather than at compile-time. The code is protected using a codec which encodes and de-

codes the actual program’s code. As a consequence, the original code will not be visible to

the attacker. However, the disadvantage of this method is the overhead added in compu-

tation time. There are a couple of codecs implemented in Tigress. In this paper we choose

the xtea cipher used to perform encryption and decryption on the function blocks.

Flattening

Function flattening is an obfuscation technique which changes the structure of the code,

making it harder to understand. To perform function flattening, the control-flow graph of

the function is calculated and the basic elements of the control-flow graph are flattened on

the same level. Then, the control of the next executed block is calculated using a dispatch

method.

Figure 2.11: Flattening a function

Opaque predicates

Opaque predicates are expressions of which their value are known by the developers but

require run-time evaluation. In the obfuscation context, opaque predicates have the role of
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adding confusion to the binary application. The obfuscation method can introduce random

and bogus functions or random execution bytes within the binary to create more execution

paths, thus adding redundancy in the binary code and making the binary more resistant to

reverse engineering. For instance, an opaque predicate can branch to some dummy code or

to the real execution path, but since the value of the predicate is known by the developer,

the program will never execute the dummy code but rather the real code. However, the

predicate analysis imposes difficulties when analyzing the binary code.

Data encoding

Encoding data is an important step in obfuscating white-box implementations as tables

needs to be protected. Besides arithmetically encoding data in the tables through internal

and external encodings (see subsection 2.2.1), an obfuscator can add another layer of

obfuscation by applying linear transformations or bitwise operations to already existing

data. To get back the data, an inverse expression that will revert the applied transformation

whenever the variable is referenced.

Arithmetic encoding

Arithmetic expressions arise in code, especially in implementations of ciphers. To make

them obscure, the arithmetic expressions can be expanded using identities. For every

operator in the expression, Tigress will choose a random identity that will be used to

expand the expression.

Function splitting

Function splitting is an obfuscation technique which allows a function to be separated

into multiple, smaller functions. The function split can be functional (i.e. the function is

physically split into multiple code blocks) or ”bogus” (i.e. to reach the initial function, the

binary file will call a top-level function which will eventually reach the intended function-

ality). The splitting might imply reordering, depending on the chosen obfuscator. There

are more splitting modes, but in our experiments we reached the conclusion that those two

modes add enough obscurity to the final binary.

In the next chapter, we will discuss how code obfuscation reflects in the binary code.

Moreover, we analyze how the white-box implementation appears in the binary code, to-
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gether with how software obfuscation changes the implementation. On top of these obser-

vations we will derive metrics which will serve as features in a training dataset (see section

1.4) for a machine learning algorithm. The machine learning algorithm choice and sample

generation will also be discussed.
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Chapter 3

Classification of white-box

In this chapter will be presented the methodology of the thesis, along with motivation

of several choices relevant to the project, such as the metrics used as features and the

machine learning algorithm. We try to create a framework for creating (and extending) a

training dataset which will be fed into the machine learning algorithm. We describe the

sample generation consisting of obfuscated white-box implementations and the process of

gathering metrics from samples into the dataset. As the samples are derived from Chow’s

naive implementation, we proceed with the binary analysis of it. The disassembler tool

used is IDA Pro 8.0 which offers the IDAPython plugin to write scripts which are executed

in the IDA environment.

3.1 Metrics

3.1.1 Naive implementation analysis

The naive implementation is the code base from which most1 of the samples are derived.

After the program is compiled, the C code is compiled into bytecode. The bytecode, or the

program executable is usually what is distributed to the end-user and also represents the

part of program which the attacker has access to. We start by disassembling the compiled

binary. The disassembler correctly identifies 3 functions: ShiftRows, aes128 enc wb final

and the entry point main, which are located in the ".text" segment of the program. We

examine further the aes128 enc wb final function to find some particularities.

First, from a structural point of view, the encryption function has a bigger function

1At the time of writing, 13/03/2023
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size compared to the other functions in the program. It is not particularly relevant for this

example, but there can be situations where the white-box function is bloated with bogus

code to prevent reverse engineering attacks. De-obfuscated, the function holds 26 internal

locations and a frame size of 160 bytes. The frame size takes into account ”the size of

the local variables, the size of the saved registers, the size of the return address and the

number of purged bytes” [8].

From a functional point of view, the white-box function holds 28 jumps and 29 cross

references to data segments. It holds 33 bitwise operations, and an entropy that is close to

the mean value of the text segment entropy (function: 4.7, ".text" segment: 4.8). There

are 3 jumps to an address lower than the jump instruction address inside the function,

which show the presence of loops inside the function.

The data cross references point out to addresses in the ".rodata" segment. By ana-

lyzing the ".rodata" segment, one can notice that inside the segment, the tables used by

the white-box encryption algorithm are defined. We calculated the entropy of the read-

only data segment and it yielded a value of approximately 7.2, denoting that the region

contains lots of information or noise. At a closer look, all 29 data cross references in the

function where towards the ".rodata" high-entropy segment. So, the tables used in the

naive white-boxed AES hold high entropy value.

Figure 3.1: Entropy of the two primary data segments in the naive implementation binary

Knowing that the data references in the white-boxed encryption function point to the

tables which are stored in a high-entropy area, we draw the assumption that white-box

encryption or decryption functions will access high-entropy data.

3.1.2 Obfuscated binary analysis

As seen in the previous sections, software obfuscation is a common technique used in white-

box cryptography. In this subsection, the thesis will emphasize the differences between the

naive white-box implementation and an obfuscated white-box implementation.
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For comparison purposes, the obfuscated white-box implementation will consist of the

naive Chow implementation with a set of software obfuscation techniques applied on the

source code, such as: opaque predicates, encoded arithmetic, anti alias analysis techniques

and function splitting. The obfuscator used to generate the source code is Tigress(see

section 2.3.1).

The obfuscated version is structurally different from the naive implementation from the

view of a disassembler. If in the naive version, tables were referenced directly from the

read-only data segment, the obfuscated binary will reference tables from the block starting

symbol segment (i.e. ".bss" segment). This imposes a challenge, as the tables are not

directly referenced anymore. Instead, the references need to be followed to get to the data

residing in the root of the cross-reference. This leads to another difference, that tables

are now initialized in a function (for each table) rather than being initialized in the global

scope of the program. This leads to a decrease of entropy per function, as the data is less

diverse than the ".rodata" segment of the naive implementation. However, each of the

initializer functions has its entropy greater than the mean entropy of the binary.

By analyzing the functions inside the binary, the table initializer functions stand out

with a huge size compared to the other functions in the binary. Their entropy is ranging

between 4.02 to 5.30 which is higher than the mean entropy of the binary (i.e. 3.76,

of which the ".text" segment accounts for 3 quarters of the binary code and has an

entropy of 4.84). There are two function splits of the encryption function, one of them

being responsible for performing the encryption and the other acting as the caller of the

encryption function. The function split which is performing encryption has a bigger size

and frame size than the rest of the functions (except the table initializers, of course). The

same split holds 80 data cross references, of which 35 are to high entropy zones. The

number of bitwise operations in the function is also considerably higher than the rest. The

number of internal locations also increased from 26 to 36 and there are more jumps in the

program compared to the naive implementation (from 28 to 36). The number of detected

loops seem to be constant. However, the number of loops is also related to the obfuscation

techniques used. For instance, applying virtualization to a function will create more loops,

jumps and internal locations compared to this implementation.

From the analysis of the two binaries, the obfuscation process seems to augment some

metrics of the white-box related functions instead of hiding them. With this information,

the thesis will present a set of features that can be derived from such metrics. The metrics

will later be transformed into a training dataset for a machine learning algorithm. The
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machine learning algorithm will learn how to differentiate between content related to white-

box and normal code.

3.1.3 Deriving features

The thesis will define metrics based on static analysis of the binaries. These metrics will be

used as features in the training set that will be fed in the machine learning algorithm. We

identified a set of metrics which, from experimenting with different obfuscation methods,

can identify whether a function is related to white-box cryptography or not. The metrics

and their motivation are shown in the table below.

Table 3.1: List of metrics used and their motivation

Metric Motivation

Function size
Obfuscation implies changing the binary structure

which can lead to an increase in the function size.

Function frame size

Frame size consists of local variables, saved registers,

return addresses and purged bytes. White-box related

functions may have an increased stack size due to the

loading of tables in the memory.

Internal locations
Obfuscation techniques may imply adding bogus locations

and splitting parts of the code in locations.

Internal jumps

A high number of internal jumps denotes that the function

was engineered such that it is hard to keep track of what

the execution path while reading the disassembled code.

Detected loops
The number of loops inside a function may denote a

modification in the control flow of the function.

Code XRefs
Cross references help track function/variables that are

referenced from other parts of the binary to a function.

Data XRefs

Taking those two metrics in consideration would help the

machine learning algorithm to differentiate between

white-box and non-white-box related functions.

XRefs to high entropy zone
Cross references to high entropy zones inside functions

denote the use of high-entropy data inside the code block.

28 Learning white-box



CHAPTER 3. CLASSIFICATION OF WHITE-BOX 3.2. SAMPLES AND DATASET

Bitwise operations
Encryption / decryption are using bitwise operators to

calculate data specific to cryptography.

Maximum

consecutive movs

mov/movs is used to move data from source to

destination. Consecutive use of those instructions means

that data is being initialized.

Function entropy
A high entropy means more diverse data, such as table

initializations.

Next, the metrics will be calculated for every function in the obfuscated samples. The

thesis will further present the sample generation and the creation of the training dataset

used to train the machine learning algorithm. The machine learning algorithm’s choice

will be motivated in a further section of this chapter.

3.2 Samples and dataset

In this subsection, the thesis will present the generation process of the samples. We generate

multiple samples to increase the amount of entries in the dataset, as well as different

calculate metrics for different obfuscation scenarios. In section 2.3.1 there were presented

two obfuscators with different obfuscation techniques. Those obfuscation techniques will

be applied on Chow’s naive implementation to get different metrics which will train the

machine learning algorithm to differentiate between white-box and non-white-box related

functions.

3.2.1 Sample generation

We start by presenting the obfuscation process of Tigress. First, to obfuscate a source

code with Tigress, the source code must include the tigress.h header found in the

Tigress installation folder. Second, the source code is added an empty init tigress func-

tion which will hold initialization required by the obfuscator to perform transformations.

Third, the command line interface needs to be run with 2 parameters, namely --Seed and

--Environment. If the seed parameter is set to 0, Tigress will use a different seed each

time it runs. In the experiments, the environment used is 64-bit Linux with GCC compiler

4.6.
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The obfuscation using LLVM-13 Obfuscator required building a modified version

of the Clang compiler which embeds NAND/NOR transformations at compile time, as

presented in section 2.3.1. Then, the source code is compiled by adding the "-mllvm

-obfuscate=..." arguments to the Clang executable call. The "-obfuscate" argument

needs to target the functions which the user wants to obfuscate. Table —– shows the

sample variants and their obfuscation methods implied.

Table 3.2: Variants and their obfuscation methods

Sample no. Transformations
0 No obfuscation

1
Opaque predicates, encoded arithmetic,
anti-alias analysis, function splitting

2 NAND/NOR passes
3 Data encoding for tables
4 Virtualize the encryption function

51
Opaque predicates, virtualization of the encryption

function, dynamic just-in-time obfuscation

61
Opaque predicates, merge functions,

virtualize merged function, encoded literals
7 Opaque predicates, data encoding and arithmetic encoding

The selected variants aim to achieve diversity such that when the training set will be fed

into the machine learning algorithm, the algorithm shall know specific features of multiple

obfuscation techniques.

Note here, variant 5 and 6 produced highly obfuscated code which affected the per-

formance of the executable. Variant 5 performed the encryption of 16-bytes plaintext in

approximately 20 seconds, while variant 6 did not finished the encryption in 60 seconds.

So, some obfuscation techniques have a great impact on the performance of the algorithm.

3.2.2 Creating the dataset

To create the dataset, we create a Python script using IDAPython’s API functionality

which extracts the metrics mentioned in table 3.1. However, there are metrics that are

not trivial to extract and require a complex approach, such as internal jumps, number of

detected loops, cross references to high entropy zones and function entropy.

1Virtualization and JIT dynamic obfuscation can add computational overhead which may not be ac-
ceptable in some use cases.
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We create 3 helper data structures which will help in the process of manipulating

data from the binary. The Segment class will hold information of the starting address

of the segment, the end address and some statistics of the segment, such as entropy,

entropy’s variance and entropy’s standard deviance. The latter three of them helped into

understanding through out the creation of the script the kind of data and entropy that

the script needs to handle, as well as it helps calculating the entropy of cross references.

The class contains a function called has addr which returns whether an address belongs to

the segment or not. The XRef class contains information about the cross references found

in the program. It holds attributes such as the reference address, the address to which it

points and the reference type (data or code).

The Function class is instantiated for every function in the binary. The script starts

by searching for functions from the first address of the ".text" segment. It is trivial

to get the function size, frame size and the start and end address of the function

by performing calls to the IDAPython library. Next, the script counts the number of

internal locations and jumps in the function. The internal locations are parameters

of instructions found in the function, starting with the "loc " identifier (specific to IDA.

For instance, other disassemblers may produce different identifiers/labels, such as "LAB ").

While iterating through the program instructions, the script counts as well the number of

jump instructions. Usually, the jump instructions are strings which start with the letter

’j’. However, the script searches whether the string instruction contains one of the jump

instructions mentioned in table A.1. Further, the script counts the number of consecutive

"mov"/"movs" instructions. Repeated move instructions denote the possibility that large

data structures such as tables are getting initialized. The number of internal loops is

addressed by counting how many jumps are being performed inside the function’s body

with the jump address lower than the current address that is being analyzed. Bitwise

operations are also counted throughout the instruction analysis.

The counting of cross references in the program is not difficult, as IDAPython has

exposed functions which return the list of cross-references from or to a memory address in

their API. However, counting the cross references to high entropy areas is challenging. We

count the cross references to high entropy areas in four steps:

• Entropy calculation: first, we generalize the entropy calculation of a data block d.

The script counts the occurrences of every byte in d using Python’s built-in Counter

object. Then, the entropy of d is H(d) = −
∑

unique b∈d pb ∗ log2(px) where probability
of byte b in data block d is: pb =

occurrences(b)
len(d)

. For better entropy accuracy, the script
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splits d into blocks of 256 bytes and creates intervals len(d) − 256 blocks. For each

block, the script removes the first byte and appends another byte from d. The 256-

byte blocks act as a seek in data block d. One can tune the 256-byte block size and

the byte removal/appending to a greater amount of bytes by passing different values

when calling the calc data entropy function.

• XRef discovery : while iterating through program addresses, we check for every ad-

dress whether it holds data references from the current address. The script differen-

tiates between code and data references in the following way: if the cross reference

targets an address inside the ".text" segment, then it is treated as a code reference.

Otherwise, if it targets an address in the ".data" ".rodata" or ".bss" segment, it

is treated as a data reference. During the triage, if the address holds a data reference

label, the cross reference is ”followed” to determine the root of the reference. The

notion of following references will be explained in the next bullet point.

• XRef following : in this state, the script encountered an address which was labeled as

data reference. The objective of reference following is to determine the base address

where the data is located. This is done by looking at addresses that succeed the

address that the cross reference refers to. If we would take the address that it is

pointed to and not the next address, the original cross reference will point to an

address where the variable is defined rather than where is initialized. For instance,

in Figure 3.2 there is a cross reference to the definition of Tyboxes. The variable

holds references to other addresses, but only the addresses succeeding the variable

definition (i.e. 0xb9164, 0xb9168 etc.) will hold a reference to the actual data that

the variable holds. The script will follow the cross reference of the address which

holds only one data reference from that address.

• Calculating reference entropy : the script will iterate through the resolved data ref-

erences of all functions analyzed. Then, if the resolved data reference resides in a

function, the entropy of the data reference will be taken as the entropy of the func-

tion in which resides (i.e. there is a function which initializes the tables). Otherwise,

the reference’s entropy will fallback to the segment’s entropy of which the reference

belongs to.
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Figure 3.2: Cross reference to variable Tybox definition instead of initialization

After the metrics calculation is complete, the script opens a CSV file, writes the header

of the file if needed and for every function analyzed of a binary, it writes a line consisting of

all metrics following the header specification. Running the script multiple times for different

binaries will result in appending all the results into the file. The function classification is

done partially manually and partially automaticly. All functions will default to being not

white-box related. Then, through a manual pass we will modify the class of each of the

functions that are white-box related.

3.2.3 Metrics across samples

This subsection will present the values of the metrics we obtained after running the script

mentioned above. It is intended to emphasize the different metric data between obfuscated,

naive and non-white-box implementations. For the comparison with a non-white-box im-

plementation, we chose the implementation of a simple AES program2 which performs

encryption/decryption.

There are similarities between the naive implementation and the first obfuscated vari-

ant. Structurally, the implementations are similar. In both implementations, there is the

encryption function which holds cross references to high entropy areas (in the obfuscated

variant, the encryption function calls a split of itself holding the cross references). The

obfuscated variant holds initializer functions having a big function size and clearly, be-

cause of the high amounts of consecutive mov instructions, the initializers look suspicious

to holding white-box tables.

Variant 2 holds little amounts of cross references in functions, beside main. The AES

encryption function holds a huge frame size which and thus may be regarded as poten-

tially white-box candidate function. While analyzing the binary, it is interesting to note

that portions of code where not part of a specific function, but rather to locations across

the ".text" segment. It represented an inconvenience and parts of the script had to be

rewritten to take into account code that does not belong to functions. Those parts of the

2AES implementation from https://github.com/m3y54m/aes-in-c
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code contain useful data for classification purposes (high entropy cross references, bitwise

operators etc.). The tables in variant 2 reside in the read only data segment of the binary.

In variant 4, the encryption is broken down into multiple subroutines through means

of virtualization. The encryption function holds a huge frame size, while one of the sub-

routines holds cross references to the white-box tables (i.e. sub 9D52, see table A.5). There

are initializer functions for the white-box tables with a large number of consecutive mov

instructions.

Variant 5 is composed of a lot of functions which represent the virtualization and the

JIT-dynamic obfuscation technique, summing up to more 250 subroutines. Those represent

the backbone of the obfuscation methods. However, some metrics derived from the AES

encryption function and the table initializers functions are extremely large in value (i.e.

the function size of the AES function almost reaches 0.5 MB and it has a frame size of

more than 28.000 bytes). The metrics of the initializer functions are mostly consistent in

their values. Because of virtualization, the tables are used differently into the program.

However, the AES encryption function has 2 references to high entropy areas.

Variant 6 merges the AES encryption function along with the ShiftRows function and

init tigress into one function. However, after the merge of the three, the merged function

is virtualized and split into a couple of subroutines. One of the subroutines holds cross-

references to Tboxes and Txor tables, which count to 3 cross-references to high entropy

zones. Although the size of the merged function is low (as it is split afterwards in smaller

subroutines), its frame size reaches to more than 16 KBs which is an indication of possible

white-box relatedness.

Variant 7 has a similar structure to variants 1 and 3. Variant 7 encodes the data in the

original tables such that an attacker who disassembles the binary and has knowledge on

the implementation would not recover the secret by applying reverse mathematics formulas

to retrieve the secret. Then, the arithmetic is encoded with a polynomial equation to make

computation more difficult to be understood.

3.3 Machine learning

3.3.1 Training the model

The metrics defined above will consist as the input data set for an SVM classification

algorithm. SVMs stand for support vector machines, a supervised machine learning tech-

nique capable of analyzing data for classification. The SVM-algorithm will classify the
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functions in the program as ”white-box related” or ”not white-box related”, potentially

giving recommendations of which of the functions should be inspected first. In this paper

we used the SVM implementation of the sklearn library.

To build a model that is able to classify the data, the machine learning model needs

to fit the training dataset. The dataset is split into two components: the training dataset

and the test dataset. The test dataset is used as the first test to determine statistics of

the model such as the accuracy score or the confusion matrix.

The SVM implementation requires a choice of a kernel. The kernel is used to transform

data into higher-dimensional spaces which will help the SVM find an optimum hyperplane

for separating the classes of the functions (white-box or non-white-box related). Each

kernel has hyperparameters that can be tuned to achieve optimum results. The kernels

that we considered for this classifier are the linear kernel, the radial basis function and the

polynomial function. To tune the hyperparameters, we used GridSearchCV with different

values for hyperparameters. You can see those values in the table below:

Kernel linear rbf poly

Hyperparameters C C, gamma C, degree

Value range [0.1, 1, 10, 100]
[0.1, 1, 10, 100]

’scale’, ’auto’

[0.1, 1, 10, 100]

[2,3,4]

Table 3.3: Possible values for the hyperparameters for each kernel type

We run GridSearchCV for values in Table 3.3 with the option to choose the best estim-

ator based on the accuracy score. After multiple runs, the best hyperparameters consisted

of a linear kernel with C = 0.1.

We proceed using the full dataset as the training dataset. We use the linear kernel

found by GridSearchCV with C = 0.1 to train the classificator. We omit the use of a

scaler (which has the role of scaling feature values according to a scale) in pre-processing

the values of the metrics because not all metrics have the same importance. A scaler

would normalize the feature importance in the classifier and we do not want that. We

also observed in the experiments that scaling data leads to a lower accuracy score. During

fitting, we add a weight of 3 to the xrefs to high entropy area feature (i.e. the values

of all samples of this feature will be multiplied by 3). The custom weight for the feature

is needed in order to tune the result output and degree of sensitivity towards functions

which have cross references to high entropy areas. The cross-validation step is skipped

as the whole dataset was used to train the model. Cross-validation was performed when
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GridSearchCV found the best hyperparameters. After training, the model is exported and

imported in a separate python script which will predict whether functions in a binary are

related to white-box cryptography or not. The python script will be integrated with IDA

Pro such that the script can be executed directly from the application environment.

After the model is trained and validated, we export the classifier such that it can be

loaded and used externally in another script, without training it again. This is useful as

we want to run the script directly in IDA Pro and get insights about white-box implement-

ations. The model exporter tool is called pickle which supports the dumping and loading

the trained classifier.

A problem that might occur during model training is the class imbalance of the dataset.

This means that the dataset consists of skewed class proportions, i.e. there will be more

white-box unrelated functions then white-box related ones. According to an article of

Google on machine learning[7], the degree of imbalance is mild if the minority class is 20-

40% of the dataset, moderate if 1-20% of dataset is part of the minority class and extreme

for less than 1%. The dataset presented in the paper achieved a mild degree of imbalance

of 27.24%.

3.3.2 IDA Pro integration

We want to integrate the model into IDA Pro such that it would be at hand for the user to

classify functions inside a binary. We create a separate script, similar to the one we used

to create the dataset. The analysis of the binary is the same; we iterate through the text

segment of the program and we calculate the metrics of the functions that we find. Then,

we load the model and for each function found, we predict whether it is white-box related

or not. The output consists of a list of functions, their location in code and their predicted

tag. Then, the summary of all white-box related functions is shown.
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Figure 3.3: Output of the classifier against an executable without symbols.
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Chapter 4

Results

The thesis aimed at achieving a classifier that would help a person who performs reverse

engineering to easier find functions related to white-box cryptography in a binary. The

previous sections of the thesis described how white-box cryptography is applied on an

AES implementation, what are the specifics of a white-box implementation and how those

reflect in the binary code. We presented a way of measuring metrics for which we think

they can identify white-box related functions. We measured those metrics across obfuscated

samples which implemented regular cryptographic primitives and white-box cryptography

and created a training dataset. We trained the SVM classifier which differentiates between

functions which are white-box related and not related. The next sections will present how

the classifier performed on different obfuscated white-box implementations, other than the

ones used to train the classifier but also against regular encryption algorithms (AES and

DES) which do not make use of white-box cryptography. Then, we are going to analyze

the limitations of the model and create a discussion about the results presented.

4.1 Evaluation of the model

4.1.1 Setup and samples used

Throughout the tests, we use the script which integrates with IDA Pro to classify the

functions in the implementations. To assess the capabilities of the model, we chose 6 new

implementations of regular and white-boxed implementations of AES and DES.
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Cryptographic algorithm Source (Github repository)

AES m3y54m/aes-in-c

DES mimoo/DES

Whitebox AES

(Chow[4] and Karroumi[9])
ph4r05/Whitebox-crypto-AES

Whitebox AES

(Muir[10])
Gr1zz/WhiteBoxAES

Whitebox DES

(Chow[3])
mimoo/whiteboxDES

Whitebox AES

(Biryukov & Udovenko[2])
Nexus-TYF/BU-White-box-AES

Table 4.1: Different variations of the cryptographic algorithm

We use Tigress and the LLVM-obfuscator presented in the previous sections to create

two obfuscated variants for each cryptographic implementation, except ph4r0s’s imple-

mentation which required a very high effort to obfuscate due to the project being large.

The LLVM obfuscator outputted errors while compiling the white-boxed DES implement-

ation and thus, it was also skipped. With the obfuscated variants, we reach a number of 15

executables to run the classifier against to. We choose the following obfuscation techniques

for the cryptographic implementations.

Obfuscation script 1 Obfuscation script 2

- opaque predicates LLVM pass

- encode arithmetic

- anti-alias analysis

- split function

Table 4.2: Obfuscation settings for variants used in tests

Some of the repositories contain complex code dependencies. Tigress accepts as input

only one file. Therefore, complex projects are unable to be transpiled through Tigress. For

all the implementations except Whitebox-crypto-AES1, we managed to manually combine

1https://github.com/ph4r05/Whitebox-crypto-AES
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the source code into one single file. When compiling the merged source code of the white-

boxed DES implementation, the LLVM obfuscator outputted a ”Segmentation failure”

error and could not produce an executable.

4.1.2 Evaluation of results

We run the IDA-integrated script for each of the variants to gain the classification and

feature values produced by the script. Afterwards in the section, we manually analyze

the predictions to check whether the indications towards the white-box cryptography re-

latedness are true positives or false positives. After running the script, we summarized the

results into the following table.

No. Implementation White-box functions Expected Obfuscated

1 DES 0 0 No

2 DES - Tigress 3 0 Yes

3 DES - LLVM 1 0 Yes

4 AES 0 0 No

5 AES - Tigress 4 0 Yes

6 AES - LLVM 10 0 Yes

7 whiteboxDES 0 ≥ 1 No

8 whiteboxDES - Tigress 6 ≥ 1 Yes

9 WhiteBoxAES 1 ≥ 1 No

10 WhiteBoxAES - Tigress 10 ≥ 1 Yes

11 WhiteBoxAES - LLVM 6 ≥ 1 Yes

12 Whitebox-crypto-AES 12 ≥ 1 No

13 BU-White-box-AES 2 ≥ 1 No

14 BU-White-box-AES -Tigress 5 ≥ 1 Yes

15 BU-White-box-AES LLVM 9 ≥ 1 Yes

Table 4.3: Results after running the classificator in several implementations

The classifier successfully identifies white-box related functions in the white-boxed AES

implementations, regardless whether they are obfuscated or not. The classifier also cor-

rectly distinguished regular AES and DES when the implementations were not obfuscated.

Learning white-box 41



4.1. EVALUATION OF THE MODEL CHAPTER 4. RESULTS

However, the classificator failed to distinguish the white-boxed DES as containing white-

box functions. Also, the classificator incorrectly classified as being white-box related func-

tions inside regular AES and DES obfuscated implementations.

With the results above, we are interested in calculating the confusion matrix of the

classified functions with an emphasis on the true positives, false positives and false negatives

number of classifications. The model should aim for a high number of true positives and

true negatives, while keeping the false positives and false negatives as low as possible.

However, it is important to keep in mind the goal of the model and of the thesis, which

is that the classifier should point out possible functions which are white-box related. In

the given context, the number of false negatives should tend to 0, as those are functions

that are incorrectly classified by the model and not shown at all to the user (thus, they

have a higher chance of being ignored by the user). On the other hand, false positives are

functions which are labeled as white-box related while they actually are not, but those can

be manually evaluated and subsequently rejected by the user of the model.

Next, we study in more detail the results of each classification run to decide whether

the model made the correct decision for the white-box related functions. For run 1 and 4 of

Table 4.3, AES and DES are regular unobfuscated encryption algorithms and the classifier

did not find any white-box related function. This is in line with the expected result.

For the obfuscated regular encryption algorithms (i.e. run 2,3,5 and 6), the model

outputted that there are white-box related functions, even though there is no white-box

cryptography involved. For run 2 (DES obfuscated with Tigress), the functions that are

marked as possible white-box related are the key scheduling function, part of the encryption

function which iterates over the DES rounds and the initialization of the substitution

box. Run 3 (DES obfuscated with LLVM obfuscator) outputted 1 function, namely the

encryption function that iterates over DES rounds, similarly to run 2. On the Tigress-

obfuscated AES algorithm (run 5), the model classified 4 functions as white-box related;

3 of them initialize AES-related data structures (round constant, the substitution box

and the reverse substitution box) and the other function is the standard AES encryption

function. As for the LLVM-obfuscated AES (run 6), the model pointed 10 functions as

being white-box related, all of them being (part of) the AES encryption and decryption

mechanism.

Jumping to the runs where the white-boxed variant of DES was analyzed (run 8 and

9), the model was unable to classify the unobfuscated white-boxed DES implementation

as containing white-box functions. However, the model pointed out 6 functions in the
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obfuscated white-boxed DES implementation, specifically the initialization functions of

tables used in DES.

With regard to the AES white-boxed implementations (runs 9 to 15), the model man-

aged to point out at least 1 white-box related function in every sample. Run 9 held in

its binary both the regular and white-boxed AES implementation and the model pointed

out the correct encryption function (i.e. aes 128 table encrypt). Run 10 consisted of

the same source code which was obfuscated with Tigress and the model pointed out 10

possible white-box related functions, of which 6 of them were actually white-box related.

The 6 white-box functions were the initialization functions of the auxiliary tables, along

with the white-box encryption function. The remaining 4 were related to the regular AES

implementation. Run 11 consisted of the same source code as run 9 and 10, source code

which was obfuscated with LLVM passes. The model pointed out 6 functions, of which 3

of them are true positives The other 3 were false positives.

Run 12 consisted of a complex white-box implementation of AES. The author preferred

to use already implemented mathematical helper functions from the number theory library

NTL2 and several boost3 libraries for various program operations such as handling the

input/output streams, serialization, randomness and program operations. The program

implemented unit tests, a way of externally instantiating the tables in the memory and

the BGE attack against white-box implementations. The program defined more than 8500

functions through the linked libraries and source code, which were analyzed. The model

outputted 12 white-box related functions, of which 11 were false positives. However, the

model correctly identified the function op8xor 128 which is heavily used only in the white-

box encryption function. This provides the user of the script a good starting point in

reverse engineering the program.

The last 3 samples (run 13 to 15) used in testing the model consisted of variations

of a white-box implementation of Biryukov and Udovenko model of AES[2]. For run 13,

the model outputted correctly the white-box encryption function and the white-box mix

columns functions. For model 14 and 15, the model still outputted correctly the white-box

encryption functions and some other false-positive functions that can be associated with

regular AES encryption.

In the end, the model performed fairly well, managing to point out white-box related

functions in all white-box AES implementations, no matter whether they were obfuscated

or not. In obfuscated variants of regular and white-box implementations of the ciphers,

2https://libntl.org/
3https://www.boost.org/

Learning white-box 43

https://libntl.org/
https://www.boost.org/


4.2. LIMITATIONS AND IMPROVEMENTS CHAPTER 4. RESULTS

the model outputted a fair but not unmanageable amount of false-positive functions. The

model failed to recognize the unobfuscated white-boxed DES implementation. The reason

of the failure is probably because the tables held low-entropy data which were undetected by

the model. In the experiments, we noticed that obfuscated code has a higher chance of being

labeled as white-box related, as obfuscation increases the metrics that the model is based

upon. Thus, obfuscated non-white-box implementations held false positives functions.

4.2 Limitations and improvements

Based on the results above, the model is not perfect. During the testing phase, the model

managed to produce a decent and manageable amount of false positives that the user of

the model has to manually check. However, in 8 out of 9 cases the model correctly pointed

out to at least 1 white-box related function, achieving its goal of easing the workload of

the reverse engineer, especially in complex applications such as run 12.

The model was tuned to be less strict when classifying functions as white-box related.

False positives were desired over false negatives. The small dataset was sufficient to identify

different variants of white-box implementations. However, with a more precisely, diversified

dataset and with correct hyperparameter tuning, the model has the potential to identify

white-box related functions. The model proved to be useful even against complex projects

where code was statically linked in the binary, resulting in a high amount of redundant code

copied in the executable. The model correctly classified thousands of functions, outputting

only 11 false positives.

An improvement of the function that is in charge of following cross references is to use

depth-first search with cycle detection to reach the base address of the cross reference. The

algorithm will then avoid cycles and pick the correct base reference. The current function

has a rudimentary cycle detection mechanism, but there are cases where the function might

cycle. There was no situation where the current implementation cycled in the tests.

The limitations of the model in the current form are related to the small dataset the

model was trained on. One source of the false positives were the definition of tables

in the Tigress obfuscated variants. One of the metrics used in determining whether a

function is white-box related or not is the amount of consecutive mov or movx commands.

In obfuscated, regular AES and DES implementations, the amount of these commands is

increased due to tables being initialized using a function.

The source code from which the samples were created is relatively small, containing
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only the cryptographic AES primitive. Most of the unrelated white-box functions were

helper and mock functions created by obfuscators to increase code complexity. This also

holds for the binaries used in tests, which made the interpretation of false positives difficult.

Including metrics derived from real programs would have enhanced the diversity of metric

values and thus, the overall performance of the model.

Through our experiments, we observed that obfuscated code is more likely to be labeled

as white-box related, as obfuscation influences the metrics of the model. More specifically,

functions with an increased size, code and data references are more susceptible of be-

ing white-box related. However, those metrics are substantially increased by obfuscation

techniques and feature weights can be applied to adjust the model.

4.3 Conclusion

The thesis had the objective of coming up with a tool that would ease the workload of an ad-

versary which tries to deal with white-box cryptography and obfuscated code. Throughout

the thesis we explained how a regular AES implementation works, how one can white-box

the AES cipher in order to embed and hide the key in such way that an (unspecialized) ad-

versary would have to perform a great amount of effort to reverse engineer the binary. We

explained how obfuscation can increase the security of an application through obscuring

the inner-workings of it. Then, we presented common obfuscation techniques and open-

source obfuscation tools which allow creation of complex and entangled code compared to

the original source code. Then, we analyzed characteristics of protected and unprotected

AES white-boxed samples in order to determine what can eventually lead to the discrim-

ination of the white-boxed cryptographic primitives. Using open-source obfuscators, we

generated samples to gain diversified code and for each function in a sample, we calculated

metrics that resulted in a training dataset for an SVM machine learning algorithm. The

SVM classifier successfully managed to identify white-box related functions, real functions

that would lead an adversary to faster identify the cryptographic white-boxed primitives

in the binaries that we examined.

In the real world, the time interval between deploying a white-box implementation and

updating the implementation is crucial in order to keep the implementation’s asset secure.

It is similar to playing a game of cat and mouse (the adversary being the cat, of course)

where when the cat catches the mouse, the game is over for the secret that the application

was trying to hide. The power that artificial intelligence and machine learning bring to the
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table in the context of reverse engineering can be scary when those means are correctly

aligned with an adversary’s will. So, security models, processes and certifications must be

kept up-to-date with the emerging technologies to achieve a security baseline.

The thesis hereby managed to achieve a proof-of-concept that machine learning and

security can work together in the context of reverse-engineering. What we learned from it

is that security applications must adapt their measures to keep up with the new methods

and tools that are developed in parallel. Future research of this subject should continue to

increase the robustness of such models and achieve state of the art where machine learning,

AI and security work together to identify security flaws in our implementations.
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A.1. AES WHITE-BOX IMPLEMENTATION APPENDIX A. APPENDIX

Appendix A

Appendix

A.1 AES white-box implementation

Algorithm 4: AES Encryption: 16 bytes In, 16 bytes Out

Result: Out holds the ciphertext

Copy(Out, In);

for r = 1 → 9 do

ShiftRows(Out);

for b = 0 → 15 do

Out [b] = Tbox[r][b][Out [b]] ; // Lookup instead of transformations

end

for c = 0 → 3 do

x0 = Out [c · 4 + 0];

x1 = Out [c · 4 + 1];

x2 = Out [c · 4 + 2];

x3 = Out [c · 4 + 3];

Out [4c . . . 4c+ 3] = Ty[c][x0]⊕ Ty[c][x1]⊕ Ty[c][x2]⊕ Ty[c][x3];

end

end

ShiftRows(Out);

for b = 0 → 15 do

Out[b] = Tbox[10][b][Out [b]] ; // 10th round of encryption

end

Figure A.1: AES encryption after transforming MixColumns in table lookup
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A.2 Repository location

The code described in the thesis can be found at https://github.com/StefanFriptu/

learning-whitebox.

A.3 Chapter 3 appendices

Jump instructions

jmp je jne

jg ja jae

jl jle jb

jbe jz jnz

js jns jc

jnc jo jno

jcxz jecxz jrcxz

Table A.1: Jump instructions in 64-bit Linux

A.3.1 Metrics tables

function name init tigress ShiftRows aes128 enc wb final main
size 11 259 1764 287

frame size 16 40 160 144
internal locations 0 0 26 10

jumps 0 0 28 12
detected loops 0 0 3 2
code xrefs 5 74 546 79
data xrefs 0 0 29 5

xrefs to high entropy area 0 0 29 5
bitwise operations 0 0 33 1

max consecutive movs 1 3 9 6
function entropy 0.0 4.031 4.76 4.931

Table A.2: Metrics for the naive implementation
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function name aes128 final ShiftRows main aes128 split 2 Tyboxes megaInit Tboxes Tboxes init tigress Ty aes128 split 1 Txor

size 252 275 391 3724 368651 36 286731 28683 289 10251 474 1803

frame size 160 40 176 216 16 16 16 16 48 16 64 16

internal locations 0 0 18 36 0 0 0 0 11 0 4 0

jumps 2 0 20 36 0 0 0 0 11 0 4 0

detected loops 0 0 4 3 0 0 0 0 1 0 1 0

code xrefs 76 78 106 1215 73733 15 81925 8197 80 2053 142 517

data xrefs 0 2 8 80 36864 0 40960 4096 13 1024 21 256

xrefs to high entropy area 0 0 0 35 1 0 0 1 0 0 0 1

bitwise operations 1 0 1 112 0 0 0 0 2 0 17 0

max consecutive movs 4 3 9 9 36865 1 40961 4097 17 1025 10 257

function entropy 0.0 4.05 5.093 4.675 5.311 0.0 4.283 4.298 4.779 5.308 4.752 4.026

Table A.3: Metrics for obfuscated variant 1

function name ShiftRows aes128 enc sub 401851 sub 401894 sub 4018A5 sub 4018B4 sub 4018C4 sub 4018E2 sub 4018F4 sub 401902 sub 40192B sub 401931 main

size 73 1713 67 17 15 16 30 18 14 41 6 17 664

frame size 8 187616 0 0 0 0 0 0 0 0 0 0 64

internal locations 0 139 0 0 0 0 0 0 0 0 0 0 1

jumps 0 1 1 1 1 1 1 1 1 1 1 1 1

detected loops 0 0 0 0 0 0 0 0 0 0 0 0 0

code xrefs 24 315 17 5 4 5 7 6 4 10 0 4 230

data xrefs 0 0 0 0 0 0 0 0 0 0 0 0 33

xrefs to high entropy area 0 0 0 0 0 0 0 0 0 0 0 0 33

bitwise operations 0 0 0 3 2 5 3 4 3 5 0 3 33

max consecutive movs 24 154 2 2 1 0 1 1 1 2 0 1 3

function entropy 0.0 4.354 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 0.0 4.605

Table A.4: Metrics for obfuscated variant 2

function name size fr size i locations jumps loops c xrefs d xrefs xrefs high entr bitops movs f entr

ShiftRows 259 40 0 0 0 74 0 0 0 3 4.031

Ty i$nit 10251 16 0 0 0 2053 1024 0 0 1025 5.316

megaInit 36 16 0 0 0 15 0 0 0 1 0.0

aes128 enc wb final 228 11280 1 1 0 47 1 0 4 4 0.0

sub 9BBF 95 0 0 0 0 20 0 0 0 4 0.0

sub 9C1E 95 0 1 1 0 18 0 0 0 3 0.0

sub 9C7D 95 0 1 1 0 18 0 0 0 3 0.0

sub 9CDC 59 0 1 1 0 12 0 0 0 4 0.0

sub 9D17 59 0 1 1 0 12 0 0 0 3 0.0

sub 9D52 171 0 8 8 0 46 3 3 1 3 0.0

sub 9DFD 59 0 1 1 0 12 0 0 0 3 0.0

sub 9E38 58 0 1 1 0 12 0 0 0 8 0.0

sub 9E72 93 0 1 1 0 19 0 0 0 4 0.0

sub 9ECF 96 0 1 1 0 21 0 0 0 4 0.0

sub 9F2F 55 0 1 1 0 11 0 0 0 7 0.0

sub 9F66 58 0 1 1 0 12 0 0 0 8 0.0

sub 9FA0 59 0 1 1 0 12 0 0 0 4 0.0

sub 9FDB 80 0 1 1 0 16 0 0 0 5 0.0

sub A02B 69 0 1 1 0 14 0 0 0 4 0.0

sub A070 266 0 11 11 0 71 0 0 0 5 4.634

sub A17A 92 0 1 1 0 19 0 0 0 4 0.0

sub A1D6 56 0 1 1 0 11 0 0 0 3 0.0

sub A20E 81 0 1 1 0 16 0 0 0 3 0.0

sub A25F 97 0 1 1 0 19 0 0 0 4 0.0

sub A2C0 47 8 1 2 0 10 0 0 0 1 0.0

sub A2EF 96 0 1 1 0 19 0 0 0 4 0.0

sub A34F 97 0 1 1 0 18 0 0 0 3 0.0

sub A3B0 60 0 1 1 0 12 0 0 0 8 0.0

sub A3EC 96 0 1 1 0 21 0 0 0 4 0.0

sub A44C 96 0 1 1 0 19 0 0 0 4 0.0

sub A4AC 82 0 1 1 0 16 0 0 0 5 0.0
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sub A4FE 98 0 1 1 0 21 0 0 0 4 0.0

sub A560 109 0 1 1 0 21 0 0 0 3 0.0

sub A5CD 120 0 3 3 0 26 0 0 1 3 0.0

sub A645 55 0 1 1 0 11 0 0 0 7 0.0

sub A67C 97 0 1 1 0 18 0 0 0 3 0.0

sub A6DD 96 0 1 1 0 18 0 0 0 3 0.0

sub A73D 92 0 1 1 0 19 0 0 1 4 0.0

sub A799 98 0 1 1 0 21 0 0 0 3 0.0

sub A7FB 60 0 1 1 0 12 0 0 0 3 0.0

sub A837 58 0 1 1 0 12 0 0 0 8 0.0

sub A871 80 0 1 1 0 16 0 0 0 5 0.0

sub A8C1 138 0 5 5 0 32 0 0 1 3 0.0

sub A94B 92 0 1 1 0 19 0 0 0 4 0.0

init tigress 11 16 0 0 0 5 0 0 0 1 0.0

Txor i$nit 1803 16 0 0 0 517 256 1 0 257 4.016

main 391 176 9 10 4 106 8 0 1 9 5.081

Tboxes i$nit 28683 16 0 0 0 8197 4096 1 0 4097 4.297

Tboxes i$nit 286731 16 0 0 0 81925 40960 0 0 40961 4.296

Tyboxes i$nit 368651 16 0 0 0 73733 36864 1 0 36865 5.255

Table A.5: Metrics for obfuscated variant 4
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