A fuzzy model of the MSCI EURO index based on content analysis of European central bank statements

Citation for published version (APA):

DOI:
10.1109/FUZZY.2010.5584815

Document status and date:
Published: 01/01/2010

Document Version:
Publisher’s PDF, also known as Version of Record (includes final page, issue and volume numbers)

Please check the document version of this publication:
• A submitted manuscript is the version of the article upon submission and before peer-review. There can be important differences between the submitted version and the official published version of record. People interested in the research are advised to contact the author for the final version of the publication, or visit the DOI to the publisher's website.
• The final author version and the galley proof are versions of the publication after peer review.
• The final published version features the final layout of the paper including the volume, issue and page numbers.

Link to publication

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.

• Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
• You may not further distribute the material or use it for any profit-making activity or commercial gain
• You may freely distribute the URL identifying the publication in the public portal.

If the publication is distributed under the terms of Article 25fa of the Dutch Copyright Act, indicated by the "Taverne" license above, please follow below link for the End User Agreement:
www.tue.nl/taverne

Take down policy
If you believe that this document breaches copyright please contact us at:
openaccess@tue.nl
providing details and we will investigate your claim.
A Fuzzy Model of the MSCI EURO Index Based on Content Analysis of European Central Bank Statements

Viorel Milea, Graduate Student Member, IEEE, Rui J. Almeida, Graduate Student Member, IEEE, Uzay Kaymak, Member, IEEE and Flavius Frasincar

Abstract—In this paper we investigate whether the MSCI EURO index can be predicted based on the content of European Central Bank (ECB) statements. We propose a new model to retrieve information from free text and transform it into a quantitative output. For this purpose, we first identify all adjectives in an ECB statement by using the Stanford Part-of-Speech Tagger and feed these to the General Inquirer (GI) content analysis tool. From GI we obtain a matrix that provides for each document and for each content category the percentage of words in the document that fall under each category. After normalizing the data, we develop a Takagi-Sugeno (TS) fuzzy model using fuzzy c-means clustering. The TS fuzzy system is used to model the levels of the MSCI EURO index. To determine the performance of the model, we focus on the accuracy of predicting upward or downward movement in the index, and obtain, on average, an accuracy of 66%, that corresponds to an improvement of 16% over a random classifier.

I. INTRODUCTION

The Internet provides access to more and more sources of textual information. From this context, an increasing need emerges of being able to deal with these large volumes of untagged content. In an era where information can be directly translated to power, more and more efforts to extract and represent meaning from free textual representations are being undertaken in a variety of contexts. One such context is the economic one, where increased attention is devoted to the automated processing of news messages with the goal of predicting stock prices. The difficult task of extracting economic meaning from free text in the form of news messages can focus on different aspects, such as, for example, the extraction of sentiment or annotation of events. Additionally, the focus could consist of word categories and the frequencies of words across these categories. For the latter purpose, content-analysis tools such as the General Inquirer (GI) [1] are available.

In this paper, we use the monthly statements of the European Central Bank (ECB) [2] for the prediction of movements of the MSCI EURO index [12]. For this purpose, we employ a fuzzy model defined on a subset of the different content categories supported by GI and train the model for predicting whether, on the month of the ECB statement, the index will move up or down relative to the previous month.

The motivation for this study is two-fold. Our main contribution is to show how information can be retrieved from free text and transformed into some quantitative output. Secondly, we aim at designing a more general approach that will enable prediction of financial variables, such as market prices, based on the content of textual information, such as financial news. Devising such approaches can prove very useful in assisting financial traders with the investment decisions they have to make.

Each month, the ECB publishes a statement for the public, titled ‘Introductory Statement with Q&A’ [2]. In this statement the levels of key interest rates under the control of the ECB are mentioned, as well as an overview of different aspects of the economy. This overview encompasses the economic and monetary analysis, as well as the fiscal policies and structural reforms. This statement has been published each month, at various dates, since June 9th, 1998. Rather than only focussing on aspects from the past, the ECB statements provide projections into the future of the expected states of the different indicators discussed in the statements. For this reason, it is realistic to assume that such statements have an impact on the expectation formation of the different participants in the economy, such as the financial traders.

The MSCI EURO index has been brought to life in 1998, and has since provided a good overview of the European equity markets. Initially intended as basis for derivative contracts, the index can also be employed as an indicator of the European economies it represents. The index covers a set of 38 industry groups, such as Energy, Finance and Consumer Goods. Based on liquidity, a large number of European companies are incorporated in the index, such as, among the largest, Glaxo Wellcome and Royal Dutch Petroleum Co. In our research, the index is employed as a barometer for the European economy and as a benchmark for the fuzzy model we employ for assessing the impact of ECB statements on the economy.

The General Inquirer is a content analysis tool based on the Laswell Value Dictionary [3], [4] and Harvard-IV Dictionary [5], [6]. It provides over 300 word categories, among which the categories Positive, Negative, Weak, and Strong. A word may find itself indexed under one or more categories. Based on where the individual words in a document are indexed, General Inquirer is able to generate, amongst others, a document fingerprint consisting, for each content category, of the percentage of words in the document that fall under that category.

The research described in this paper is aimed at employing document fingerprints generated with GI for individual ECB statements for the prediction of future movement directions.
in the MSCI EURO index. For this purpose, we employ a Takagi-Sugeno fuzzy model [7] that takes as input the percentage of words that fall under each of the selected GI content categories. The output of this model is a predicted level of the MSCI EURO index, which we transform into an upward or downward movement, thus making the current problem a classification one.

The paper is organized as follows. In Section II we provide an overview of work related to our current endeavor. In Section III we provide an overview of the data used for the current purpose and in Section IV we introduce the proposed model. In Section V we describe the experiments performed and present the results of these experiments. Finally, we conclude in Section VI and provide some directions for further research.

II. CONTENT AND SENTIMENT ANALYSIS

The first attempt at content analysis in an economic context is presented in [8]. Here, the authors investigate the relationship between focus on wealth and wealth-related words in the speeches of the German Emperor and the state of the economy over the period 1870-1914. They find a strong relationship between the focus on wealth and the state of the German economy. More recent research, such as [9], relies on the GI dictionary for explaining market prices and trading volumes. The author finds that a relationship exists between a daily Wall Street Journal column, ‘Abreast of the Market’, and the market prices and trading volumes of that day for the stocks discussed in the column. In [14] the authors develop a method for the automated extraction of basis expressions that indicate economic trends. They are able to classify positive and negative expressions which hold predictive power over economic trends, without the help of a dictionary.

Other research has focussed on the extraction of sentiment from free text in an economic context. In [10] the authors focus on eight dimensions of sentiment: Joy, Sadness, Trust, Disgust, Fear, Anger, Surprise and Anticipation, and are able to provide visualizations of how these eight sentiments evolve over time on some concept, e.g., Iraq, based on news messages. The results are validated against ratings of human reviewers of the news messages, and the method performs satisfactorily in visualizing the evolution of these sentiments over time regarding the studied concepts.

Staying in the realm of sentiment mining, we signal an approach in [11] related to the extraction of term subjectivity and orientation from text. The approach starts with two training sets consisting of Positive and Negative words, respectively. It extends these two sets with WordNet synonyms and antonyms of the words found in the sets. Next, a binary classifier is generated by a supervised learner that is able to categorize vectorized representations of terms and classify them as Positive or Negative. Extraction of fuzzy sentiment is done in [13], where the authors are able to assign a fuzzy membership of Positive or Negative to a set of words using the Sentiment Tag Extraction Program (STEP).

The approach we present in this paper differs from the above approaches in that it relies on selected content categories from GI, and employs a fuzzy model for the prediction of movements in the MSCI EURO index. Rather than focussing on sentiment, we select a total of thirteen categories from GI and employ the percentages of words that fall under those categories as document fingerprints for the individual ECB statements. By using a fuzzy model, we are able to investigate how each category impacts the index, and draw economic conclusions from here. This is different from the approach that stands closest to the research outlined in this paper, namely [9], as it does not aggregate all content categories into one single indicator, thus losing the ability to question the impact of the different content categories on the explanandum.

III. DATA PROCESSING

In this section we provide an overview of the data we employ for our goal and the model we design. In the first part, an overview of the used data is provided. The second part focusses on steps that are needed to prepare the data from which fuzzy model can be developed.

In our approach, we require data from two different sources. On the one hand, we employ ECB statements available from the ECB press website [2]. Additionally, we employ the MSCI EURO index, available from the Thomson One Banker website [15]. As the index is available starting from 31 December 1998, we select both the statements and the index values for the period 1 January 1999 to 31 December 2009.

An ECB statement as employed for our current purpose consists of different parts. The first part deals with the key ECB interest rates and their levels for the coming months. The following four parts deal with the economic and monetary analysis, as well as the fiscal policies and structural reforms. These first five parts are considered relevant for the question at hand. Finally, approximately the second half of an ECB statement consists of questions and answers from the press directed towards the president of the ECB. For the current scope, we consider the Q&A part of an ECB statement relevant only indirectly, and only focus on the part describing the current and expected future state of the economy.

The relevant parts of the ECB statements for the selected period are extracted by using an HTML wrapper from the ECB press website. Upon successful extraction, each statement is annotated for parts of speech using the Stanford POS Tagger [16], [17]. Based on the part of speech annotation, we extract only the adjectives from the text. It should be noted that all ECB statements, at least in the part we consider relevant for the current purpose, follow a similar structure. For this reason, we believe that the adjectives in the text could provide a good discrimination among the different statements.

Upon creating, for each ECB statement from the relevant period, the set of all adjectives contained in the text, the data are fed to the General Inquirer web service. Based on this
input, GI is able to generate a document fingerprint consisting
of the percentages of words from the document that fall under
each category supported by GI. GI currently supports over
300 content categories, but for our current purpose we only
focus on 13 of them, namely [1]:

- **Positiv**, consisting of 1045 positive words,
- **Negativ**, made up of 1160 negative words,
- **Strong**, consisting of 1902 words implying strength,
- **Weak**, containing 755 words implying weakness,
- **Ovrst**, consisting of 696 words indicating overstatement,
- **Undrst**, containing 319 referring to understatement,
- **Goal**, consisting of 53 words referring to end-states
towards which muscular or mental striving is directed,
- **Try**, containing 70 words indicating activities taken to
reach a goal,
- **Means**, made up of 244 words denoting what is utilized
in attaining goals,
- **Persist**, consisting of 81 words indicating endurance,
- **Complet**, consisting of 81 words indicating the achieve-
ment of goals,
- **Fail**, which consists of 137 words that indicate that goals
have not been achieved.

By feeding the adjectives from each relevant ECB state-
ment to GI, we obtain a matrix of percentages that indicate
for each document, for each content category, the percentage
of words in that document that fall under that category.
Upon generating this matrix, we normalize using min-max
normalization across each content category. This resumes to
applying Equation 1 individually to each datapoint, for each
variable in the dataset (note that the **min** and **max** operations
are applied over all values of each variable).

\[ x_i = \frac{x_i - \min(x)}{\max(x) - \min(x)}, \quad (1) \]

where \( x_i \) is the \( i \)-th datapoint for variable \( x \).

Finally, we obtain the data on the MSCI EURO index from
Thomson One Banker (T1B). We extract monthly, end-of-
month data for the period January 1st 1999 until December
31st 2009. An overview of the all the data processing steps
is provided in Figure 1.

IV. FUZZY MODEL

In this section we outline the basics of the adopted fuzzy
model for the prediction of the MSCI EURO index based on the
content of ECB statements.

Several techniques can be used in fuzzy identification. One
possibility is to use identification by product-space clustering
to approximate a nonlinear problem by decomposing it into
several [19], [20] subproblems. The information regarding
the distribution of data can be captured by the fuzzy clusters,
which can be used to identify relations between various
variables regarding the modeled system.

Takagi and Sugeno (TS) [7] fuzzy models are suitable for
identification of nonlinear systems and regression models. In
this work, we address the prediction of the MSCI EURO
index as a regression model. A TS model with affine linear
consequents can be interpreted in terms of changes of the
model parameters with respect to the antecedent variables as
well as in terms of local linear models of the system. An
affine TS model has the following structure:

\[ R^k : \text{If } x = A^k \text{ then } y^k = (a^k)^T x + b^k, \quad (2) \]

where \( R^k \) is the \( k \)-th rule in the model rule base, \( x = [x_1, \ldots, x_N]^T \) is the antecedent variable and \( A^k = A_{1k}, \ldots, A_{nk} \) are the fuzzy sets corresponding to the
antecedent variables.

The rule consequent \( y^k \) is an affine combination of \( a^k \), a parameter vector, and \( b^k \), a scalar offset.

The consequents of the affine TS model are hyperplanes in
the product space of the inputs and the output.

To form the fuzzy system model from the data set with \( N \)
data samples, given by the regressor \( X = [x_1, x_2, \ldots, x_N]^T \)
and the regressand \( Y = [y_1, y_2, \ldots, y_N]^T \) where each data
sample has a dimension of \( n \) \((N >> n)\), the structure is first
determined and afterwards the parameters of the structure are
identified. The number of rules characterizes the structure
of a fuzzy system. In this study the number of rules is
the same as the number of clusters. Fuzzy clustering in the
Cartesian product-space \( X \times Y \) is applied to partition
the training data into \( K \) clusters. The partitions correspond
to the characteristic regions where the systems behavior is
approximated by local linear models in the multidimensional
space.

In this work, we use the fuzzy c-means (FCM) [18]
algorithm. As result of the clustering process, we obtain a
fuzzy partition matrix \( U = [u_i^k] \). The fuzzy sets in the
antecedent of the rules are identified by means of the matrix
\( U \) that have dimensions \([N \times K]\). One dimensional fuzzy
sets \( A_{jk}^k \) are obtained from the multidimensional fuzzy sets
by projections onto the space of the input variables \( x_i \). This
is expressed by the point-wise projection operator of the form

\[ \mu_{A_{jk}^k}(x_i) = \text{proj}_j (\mu_i^k), \quad (3) \]

after which the pointwise projections are approximated by
Gaussian membership functions.

When computing the degree of fulfillment \( \beta_k(x) \) of the \( k \)-
th rule, the original cluster in the antecedent product space

\[ ... \]
is reconstructed by applying the intersection operator in the cartesian product space of the antecedent variables:

$$\beta_k(x) = \mu_{A^1_k}(x_1) \land \mu_{A^2_k}(x_2) \land \ldots \land \mu_{A^p_k}(x_p).$$  (4)

Other $l$-norms, such as the product, can be used instead of the minimum operator. The consequent parameters for each rule are obtained by means of linear least square estimation, which concludes the identification of the classification system. After the generation of the fuzzy system, rule base simplification and model reduction could be used [21], but we did not consider this step in our current study.

The focus of the current research is the prediction upwards of downwards movements in the MSCI EURO index. This movement is specified in the output data in the following way. With the exception of the first observation from the dataset, all output values are set to 1 if the predicted value for the index in period $t+1$ is higher than or equal to the predicted value of the index in period $t$, and to 0 if the predicted value of the index is lower in period $t+1$ compared to the same value in period $t$. The same procedure is applied to the actual values of the index.

V. EXPERIMENTS AND RESULTS

This section provides an overview of the experiments and the results we obtained by running our analysis on the collected dataset. The first part of the section describes the experimental setup, while the second part focusses on the obtained results.

For training of the model we employ 70% of the data, and leave the remaining 30% for testing purposes. For the training dataset, we generate a random permutation of indexes of data points covering 70% of the complete dataset. In this way, every run of the system will be using different, randomly selected data. We do this in order to test the accuracy of the system regardless of economic cycles, as training the system on the first 70% of the data cannot account for the effect. If the choice would have been made to chronologically divide the dataset into two parts, from which the 70% training part would represent the first 70% of the data, we would face the risk of implicitly using the trend in the index as input, which we consider undesirable, as we only want to select the different content categories as determinants for movements in the index. Additionally, due to the evolution of the index, by choosing a chronological division of the data, it can be argued that the training set would not contain enough variation as illustrated in Figure 2.

Based on the randomized data, we run 100 experiments, and for each experiment the data are randomly drawn again from the dataset. For all 100 experiments, we maintain 70% of the dataset for training and 30% of the dataset for testing. Although different types of fuzzy systems have been tested, the best results have been obtained with a Takagi-Sugeno fuzzy system based on fuzzy c-means clustering [18]. Several initial numbers of clusters have been attempted for the algorithm, but the best results were obtained when 3 clusters have been employed. Before presenting the results, a few more comments on the data are in place.

The training of the system is done on the actual values of the index. Thus, the fuzzy model is initially used to predict the actual level of the MSCI EURO index in the month of the statement that is used as input. However, the focus of the current research, as well as the method of measuring the accuracy of the system, are both based on the prediction of upwards of downwards movements in the index. Thus, rather than focussing on the actual levels of the MSCI EURO index, we aim at predicting whether the index will move up or down in the month of the respective statement. The accuracy of the fuzzy system is measured as the percentage of times that the system is able to correctly predict whether the index will move up or down. The formula for accuracy is presented in Equation 5, where $M^+$ stands for the number of datapoints correctly predicted as upward movement, $M^-$ stands for the number of datapoints correctly predicted as downward movement, and $D$ stands for the total number of datapoints.

$$ACC = (M^+/D + M^-/D) \times 100\%$$  (5)

In Table I we present an overview of the results of 100 experiments on the data described in the previous paragraphs. For the 100 runs, for both the training set as well as the testing set, we provide an overview of the minimum, maximum, mean accuracy obtained and the standard deviation hereof.

<table>
<thead>
<tr>
<th>TABLE I</th>
<th>RESULTS OF 100 EXPERIMENTS.</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Min (%)</td>
</tr>
<tr>
<td>Training</td>
<td>58.82</td>
</tr>
<tr>
<td>Testing</td>
<td>44.44</td>
</tr>
</tbody>
</table>

On the training set, the average accuracy ranges between 58.82% and 77.65%, while reaching a mean of 69.18% with a standard deviation of 4.01. The small standard deviation indicates consistent results, while the average accuracy shows
that in about 2/3 cases, the system is able to correctly identify an increase or decrease in the MSCI EURO index. The average accuracy goes down over the 100 experiments for the test set, but only slightly to 63.03%, indicating that no overfitting occurs. However, the standard deviation nearly doubles to 7.88, and that can also be observed in the much wider range between the minimum and the maximum accuracy. Having a minimum accuracy as low as 44.44% on the test data might indicate that periods are present in the test data, such as when the movement of the index is solely determined by a crisis period.

In Table II we present the average confusion matrix for 100 fuzzy inference systems that we generate. The results are obtained by averaging 100 confusion matrices, the ones obtained for each of the 100 fuzzy inference systems. The numbers are expressed as percentages. The rows indicate the true movement direction of the index, upward or downward change, while the columns indicate the true change in the index value. Thus the first cell indicates the true positives.

<table>
<thead>
<tr>
<th>Rule</th>
<th>True Up</th>
<th>True Down</th>
</tr>
</thead>
<tbody>
<tr>
<td>a1</td>
<td>-6.37</td>
<td>-0.12</td>
</tr>
<tr>
<td>a2</td>
<td>-0.64</td>
<td>0.02</td>
</tr>
<tr>
<td>a3</td>
<td>1.80</td>
<td>0.84</td>
</tr>
<tr>
<td>a4</td>
<td>-0.22</td>
<td>0.25</td>
</tr>
<tr>
<td>a5</td>
<td>-1.17</td>
<td>-2.02</td>
</tr>
<tr>
<td>a6</td>
<td>-5.23</td>
<td>-4.09</td>
</tr>
<tr>
<td>a7</td>
<td>5.21</td>
<td>0.32</td>
</tr>
<tr>
<td>a8</td>
<td>-3.77</td>
<td>-3.06</td>
</tr>
<tr>
<td>a9</td>
<td>0.71</td>
<td>-3.02</td>
</tr>
<tr>
<td>a10</td>
<td>-1.93</td>
<td>-1.49</td>
</tr>
<tr>
<td>a11</td>
<td>-1.34</td>
<td>-9.08</td>
</tr>
<tr>
<td>a12</td>
<td>3.40</td>
<td>-0.12</td>
</tr>
<tr>
<td>a13</td>
<td>11.29</td>
<td>7.50</td>
</tr>
<tr>
<td>b</td>
<td>0.59</td>
<td>4.65</td>
</tr>
</tbody>
</table>

An overview of the membership functions for all 13 inputs is provided in Figure 4. An inspection of the different membership functions for the selected inputs shows that the variable Try does not hold any predictive power in discriminating between upward and downward movements in the index. Additionally, it can be stated that the variables Need, Means, Persist and Fail only hold very small predictive power for the goal pursued in the current paper.

As it can be noticed from Table II, a slight bias can be observed between true positives and true negatives. The system seems to be able to better predict upward movement rather than downward movement. In terms of misclassifications, the same can be stated about the false positives and the false negatives. In Table II we also show the standard deviation for all mean values between parentheses.

In Figure 3 we provide an overview of the fuzzy inference system output surface for selected pairs of inputs. The values of the MSCI EURO index in this figure have been obtained by min-max normalization as described in Section III, and therefore the values for the index range between 0 and 1. From this figure, one can notice the high non-linearity of the relations, such as for example in the case of Positiv vs. Negativ selected inputs pair. The presence of nonlinear relations supports our choice for a fuzzy inference system to model the relationship between the content of ECB statements and the MSCI EURO index. It can also be observed that small parts of the results are sometimes counterintuitive, as in the case of the Positiv - Negativ plot. For example, one could observe that there is a positive correlation between Negativ and the MSCI EURO index for very small values of the Negativ variable. We consider this a spurious effect, and a direct result of the limited amount of data that is available for training, as well as testing, the model. For higher values of the Negativ variable, the relation is as expected: higher values of this variable result in lower values for the index.

An overview of the rule consequents for one of the generated FIS is provided in Table III. It should be noted that the output function takes the form $f(x) = a^T x + b$. For each input $n$, we present the parameter $a_n$ and the overall parameter $b$.

<table>
<thead>
<tr>
<th>Rule</th>
<th>Rule 1</th>
<th>Rule 2</th>
<th>Rule 3</th>
</tr>
</thead>
<tbody>
<tr>
<td>a1</td>
<td>-6.37</td>
<td>-2.46</td>
<td>0.89</td>
</tr>
<tr>
<td>a2</td>
<td>-0.64</td>
<td>0.68</td>
<td>0.02</td>
</tr>
<tr>
<td>a3</td>
<td>1.80</td>
<td>0.84</td>
<td>-0.67</td>
</tr>
<tr>
<td>a4</td>
<td>-0.22</td>
<td>-4.52</td>
<td>0.25</td>
</tr>
<tr>
<td>a5</td>
<td>-1.17</td>
<td>-2.02</td>
<td>-0.79</td>
</tr>
<tr>
<td>a6</td>
<td>-5.23</td>
<td>-4.09</td>
<td>1.47</td>
</tr>
<tr>
<td>a7</td>
<td>5.21</td>
<td>0.32</td>
<td>-0.87</td>
</tr>
<tr>
<td>a8</td>
<td>-3.77</td>
<td>-3.06</td>
<td>0.67</td>
</tr>
<tr>
<td>a9</td>
<td>0.71</td>
<td>-3.02</td>
<td>0.06</td>
</tr>
<tr>
<td>a10</td>
<td>-1.93</td>
<td>-1.49</td>
<td>-0.46</td>
</tr>
<tr>
<td>a11</td>
<td>-1.34</td>
<td>-9.08</td>
<td>0.75</td>
</tr>
<tr>
<td>a12</td>
<td>3.40</td>
<td>-0.12</td>
<td>-0.46</td>
</tr>
<tr>
<td>a13</td>
<td>11.29</td>
<td>7.50</td>
<td>-2.92</td>
</tr>
<tr>
<td>b</td>
<td>0.59</td>
<td>4.65</td>
<td>0.20</td>
</tr>
</tbody>
</table>

An overview of the membership functions for all 13 inputs is provided in Figure 4. An inspection of the different membership functions for the selected inputs shows that the variable Try does not hold any predictive power in discriminating between upward and downward movements in the index. Additionally, it can be stated that the variables Need, Means, Persist and Fail only hold very small predictive power for the goal pursued in the current paper.

VI. CONCLUSIONS

In this paper we investigate whether the MSCI EURO index can be predicted based on the content of ECB statements. For this purpose, we first identify all adjectives in an ECB statement by using the Stanford POS Tagger and feed this to the GI content analysis tool. From GI we obtain a matrix that, for each document, for each content category, provides the percentage of words in the document that fall under each category. After normalizing the data, we use it to develop a Takagi-Sugeno fuzzy system by using fuzzy c-means clustering. The fuzzy system models the levels of the MSCI EURO index. To determine the performance of the model, we focus on the accuracy of predicting upward or downward movement in the index, and obtain, on average, an accuracy of 66% on the test set, which corresponds to an improvement of 16% over a random classifier. Here, since the classes (increase or decrease) are uniformly distributed, we consider that a random classification will be correct about 50% of the time, and we set the accuracy of a random classifier to this percentage. This accuracy is used as benchmark for our method, and thus measures how much our method improves over a random classifier. Our findings thus indicate that there is sufficient information in the ECB statements, which can be extracted for the prediction of the MSCI EURO index.

Our results lay a solid base for further investigation. One direction would be to focus the efforts on improving the performance of the classifier. This could be achieved by extending the model with additional input variables, such
as variables denoting the sentiment contained in the ECB statements. More attention can be given to the selection of the GI content categories, which have been currently selected by hand based on the intuition of the authors. A more in-depth analysis of these variables could bring to light new content categories, or aggregation of content categories into single variables, that could further improve the accuracy of the model. Finally, the focus could be directed to extending the set of selected words from ECB statements beyond adjectives, and include other parts-of-speech, such as, for example, adverbs.

Further research could also focus on predicting the actual levels of the the MSCI EURO index, rather than only upward or downward movements. Additionally, attention could be given to different economic indicators other than the MSCI EURO index, such as the level of interest rates, GDP, or other Europe-wide index. Focus could also move outside Europe, thus focussing on press releases of the Bank of England or the Federal Reserve, with the belonging UK or US economic indicators.

Finally, the approach can be extended in such a way that makes it applicable on various other sources of information. In this context, we envision systems that are able to extract information from economic news messages in general and aggregate this information in ways that make it easier for traders to assess the impact that a news message, or a group of news messages, could have on the assets of interest.

REFERENCES

[14] H. Sakai, H. Sakai and S. Masuyama, Automatic extraction of basis
expressions that indicate economic trends, Advances in Knowledge Discovery and Data Mining, pp. 977-984, 2008.


