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Summary
This thesis presents techniques for modeling and control of X-ray image processing tasks,
aiming at the fluent execution of a multitude of diagnostic and interventional X-ray
imaging applications on a multi-core computing platform. A general trend in medical
imaging systems is the execution of image processing on general-purpose programmable
platforms, instead of specific dedicated hardware solutions. This even holds for the
newest functionality such as image analysis, which performs computations in a more
stochastic manner, rather than stream-based processing. This variable nature in computation load complicates the mapping of such functions into systems, either when they
are used stand alone or in combination with stream-based processing. Moreover, interventional X-ray imaging is subject to severe latency constraints so that the mapping of
the above functionality becomes even more critical. These considerations form the fundament of the research in this thesis.
The first contribution of this thesis is the modeling and optimization of the processing performance of stream-based medical imaging tasks, in particular image quality enhancement for interventional X-ray. We have defined rules for specifying and dividing
image processing tasks for parallel processing, to optimize the related memory communication. Similarly, for the computing architecture, we have specified the detailed timing
requirements for data storage and communication, incorporating memory-access times.
Our modeling has yielded a good understanding of the actual execution and its critical
factors, with a deviation of about 10%, as compared to measurements. The model has
eventually led to an approach for task splitting resulting in a sharper system optimization with respect to essential parameters, such as latency. The experiment has shown a
high relevance for the system optimization of current practical X-ray systems. Initially,
the industrial product was fully loaded, both in terms of memory and computation, and
the latency was strongly time varying and could not be predicted. Our modeling offers
a controlled latency and the resulting alternative execution architecture has provided a
way for cost reduction or adding attractive functionality to the same system, which currently is executed on an additional separate platform.
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Summary
The second contribution of this thesis is the modeling and prediction of the resource
usage of feature-based medical imaging tasks, where the computational complexity is
data dependent which causes the resource demand to fluctuate with the image content. We have focused in particular on applications for advanced diagnosis based on
image analysis and motion-compensated subtraction imaging. We demonstrate that the
computation time for tasks with purely random resource usage can be successfully predicted with zero-order Markov chains. Furthermore, first-order Markov chains are used
if temporal correlation between the computation time statistics exists for only short periods of time. For structural correlations between image frames, scenario-based methods are added to the obtained prediction model, extracted from the flow graph of tasks.
Alternatively, when the computational complexity depends on other (spatial) factors,
the prediction model is based on spatial (look-ahead) prediction. Experimental results
have shown that it is possible to predict the computation time of feature-based (datadependent) medical imaging applications, even if the flow graph dynamically switches
between groups of tasks. We have found an average accuracy for two application scenarios between 95 – 97%, with sporadic excursions of the prediction error up to 20 - 30%.
The prediction has a small overhead in comparison to the actual resource usage (typically
in the order of 1–2%). Additional to the prediction models, we introduce task splitting
for data-dependent tasks, to facilitate faster execution or more dynamic resource management at runtime.
The third contribution of this thesis is the design of a control system for the fluent execution of a set of applications on a multi-core platform, sharing constrained resources,
where some of the applications have a fluctuating resource demand and others have strict
latency requirements. As a possible solution, we have implemented options for scalability
in applications for three application scenarios, in the form of task scaling, task skipping
and task delaying. A Quality-of-Service (QoS) control system then maintains constant
throughput and latency by dynamically switching between application quality modes. A
Global QoS manager maintains the overall resource usage of the system and Local QoS
managers are responsible for resource estimation and quality control of each individual
application. Global QoS is based on a modified version of the Lagrangian relaxation algorithm that searches for suitable combinations of quality levels for a set of concurrent
running applications. The research has been validated by executing three applications in
parallel, from which two are critical in latency. The complete concept has resulted in an
active control of QoS, where low-latency applications are executed concurrently with image analysis and post-processing tasks, without interrupting the throughput and maintaining the latency demands of the dominant applications. The proposed quality-control
mechanism runs fast enough to be executed in real-time, because it uses a heuristic for
large sets of applications and a full-search algorithm for smaller sets of applications. The
work has resulted in a highly interesting spin-off, featuring a combination of both types
of signal processing executed on a single computing device with nearly the same quality,
as compared to two separated computers with those tasks. It is evident that this solution
is important for the industry to reduce system costs, even for existing systems.
ii

Samenvatting
Dit proefschrift beschrijft technieken om modellen te maken van X-ray beeldverwerkingalgoritmen, met als doel het rekengedrag te kunnen simuleren, optimaliseren en
controleren. Deze technieken zijn gericht op een soepele berekening van een veelvoud
aan diagnostische en interventie Röntgenangiografie toepassingen op een multi-core
computersysteem. Een algemene trend in de medische beeldverwerking is de verwerking van beelden op een generiek programmeerbaar PC platform, in plaats van gebruik
te maken van specifiek ontworpen chips. Dit geldt zelfs voor de nieuwste functionaliteit zoals beeldanalyse, waarbij de berekeningen met een variabele complexiteit worden
uitgevoerd. Dit type contrasteert met standaard filtertechnieken. Dit variabele gedrag
in complexiteit compliceert de afbeelding van dergelijke functies in medische beeldverwerkingsystemen. Bovendien moet interventie gebaseerde Röntgenangiografie beeldverwerking binnen stringente vertragingseisen worden uitgevoerd. Deze overwegingen
vormen het fundament voor het onderzoek in dit proefschrift.
De eerste bijdrage van dit proefschrift betreft het modelleren en optimaliseren van
de rekenprestaties van stroomgebaseerde medische beeldverwerking, die wordt gebruikt
voor het verbeteren van de beeldkwaliteit van interventie gebaseerde Röntgenangiografie.
Het onderzoek definieert regels om beeldverwerkingstaken te specificeren en te verdelen
voor parallelle verwerking, teneinde de geheugencommunicatie te optimaliseren. Ook
voor de berekeningswijze waarop de medische toepassing wordt uitgevoerd zijn de tijdseisen voor geheugen en communicatie gedetailleerd in kaart gebracht. Onze modellen
hebben geleid tot een goed begrip van de actuele berekeningswijze en de onderliggende
kritische aspecten van de uitvoering, met een afwijking van slechts 10%, vergeleken met
de werkelijke gemeten waarden. Het model heeft uiteindelijk geleid in een benadering
voor taaksplitsing, dat resulteert in een verbeterd berekeningsresultaat met betrekking
tot de essentiële parameters zoals de vertraging. De modelevaluatie is waardevol voor
de systeemoptimalisatie voor reeds bestaande praktische medische systeemimplementaties. In de oorspronkelijke situatie was het systeem volledig belast, zowel in termen
van het geheugen als rekenkracht, en de vertraging varieerde sterk en kon niet worden
voorspeld. De voorgestelde modellering geeft echter een gecontroleerde vertraging en
de resulterende alternatieve berekeningswijze kan met lagere kosten of extra functionaiii
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liteit worden uitgevoerd op hetzelfde systeem, terwijl anders een extra rekenplatform
hiervoor nodig is.
De tweede bijdrage van dit proefschrift is het modelleren en voorspellen van het
gebruik van rekenkracht voor medische beeldanalyse taken, waar de berekeningscomplexiteit van de algoritmen data-afhankelijk is en fluctueert met de beeldinhoud. Het onderzoek concentreert zich in het bijzonder op toepassingen voor geavanceerde diagnose
op basis van beeldanalyse en een toepassing voor automatische bewegingscompensatie
bij subtractie angiografie. Het onderzoeksresultaat is dat de rekentijd voor taken die stochastisch gebruik maken van de rekenkracht succesvol kunnen worden voorspeld met
nulde-orde Markovketens. Eerste-orde Markovketens worden gebruikt als er temporele
correlatie bestaat tussen de statistieken van de rekentijd voor slechts korte tijdsintervallen. Indien structurele verbanden bestaan tussen de berekeningen van opeenvolgende
beelden, worden scenariogebaseerde methoden toegevoegd aan het verkregen predictiemodel, die zijn geëxtraheerd uit het stelsel van taken. Een alternatief bestaat wanneer de
berekeningscomplexiteit van taken louter afhankelijk blijkt te zijn van alternatieve factoren. Hierbij is de predictie gebaseerd op een spatiële predictie met beperkt vooruit
kijkende strategie. Experimentele resultaten laten zien dat het mogelijk is om de berekeningstijd van medische beeldanalyse (data-afhankelijk) succesvol te voorspellen, zelfs
wanneer het stelsel van taken dynamisch schakelt tussen verschillende groepen van rekentaken. Daarbij is een gemiddelde nauwkeurigheid gevonden bij twee toepassingsscenarios tussen 95 en 97%, met sporadische afwijkingen van 20 – 30% in de predictiefout.
De predictie heeft slechts een geringe extra complexiteit in vergelijking met het werkelijke gebruik van het computersysteem (typisch in de orde van 1 – 2 %). Behalve het
predictie model, introduceert de studie ook de mogelijkheid voor het splitsen van taken
met data-afhankelijkheid, om een snellere berekeningsuitvoering of een meer dynamisch
gebruik van de rekenkracht te faciliteren.
De derde bijdrage van dit proefschrift is het ontwerp van een meet- en regelsysteem
voor het tegelijkertijd uitvoeren van een set van toepassingen op een multi-core computerplatform, waarbij de rekenkracht worden gedeeld en waar enkele van de toepassingen
een fluctuerend gebruik van rekenkracht hebben en anderen strikte eisen hebben voor
de vertraging. Schaalbaarheid in de toepassing van drie scenario’s is onderzocht als een
mogelijke oplossing voor implementatie. De schaalbaarheid manifesteert zich als het
schalen van taken, het overslaan van taken en het uitstellen van taken. Een kwaliteitscontrole mechanisme zorgt voor een constante doorvoersnelheid en vertraging door het
dynamisch schakelen tussen verschillende kwaliteitsniveaus van de verschillende medische toepassingen. Een globale kwaliteitsbewakingsunit in het systeem controleert het
totale gebruik van rekenkracht en de kwaliteitsinstellingen op het computersysteem. Locale kwaliteitsunits zijn verantwoordelijk voor het schatten van de rekenkracht en kwaliteitsinstelling van elke individuele toepassing. Het onderzoek is gevalideerd door experimenten met drie medische toepassingen die parallel worden uitgevoerd, waarbij twee
kritisch zijn voor de optredende vertraging. Het complete concept heeft geresulteerd
iv

in een actieve controle van rekenkracht en beeldkwaliteit, waar tijdkritische toepassingen voor interventie Röntgenangiografie tegelijkertijd kunnen worden uitgevoerd met
diagnostische rekentaken voor beeldanalyse, zonder onderbreking van de doorvoer en
het daarbij handhaven van de vertraging van de belangrijkste toepassingen. Het voorgestelde kwaliteitscontrole mechanisme is snel genoeg om in real-time te worden uitgevoerd, omdat het gebruik maakt van heuristische beslissingsregels voor het instellingen
van grote sets van toepassingen en voor een volledig zoekalgoritme voor kleinere sets
van toepassingen. Het werk heeft geresulteerd in een praktische toepassing, waarbij een
combinatie van twee typen signaalbewerking op een enkel computersysteem met vrijwel
dezelfde kwaliteit worden gerealiseerd, waarbij in het verleden twee gescheiden computersystemen voor deze taken moesten worden gebruikt. Het is evident dat deze oplossing
belangrijk is voor kostenbesparing in de industrie, zelfs voor bestaande systemen.
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1
Introduction and motivation

Ex nihilo nihil fit
Nothing comes from nothing
Lucretius, c.99 BC – c.55 BC

This thesis presents the design of an image processing architecture, with the aim to execute a multitude of diagnostic and interventional X-ray imaging tasks in parallel on a
multi-core computing platform, with guarantees on image latency, throughput and quality. A general trend in medical imaging systems is the execution of image processing on
general-purpose programmable platforms, instead of specific dedicated hardware solutions.
This even holds for the newest functionality such as image analysis which performs computations in a more stochastic manner, rather than stream-based processing. This chapter details this problem statement for X-ray angiography, motivates the thesis background,
summarizes the individual chapters, and it presents the publication history.

1.1 Medical X-ray imaging
Despite the development of new imaging techniques based on alternative physical phenomena, such as magnetic resonance, ultrasonic waves, the Doppler effect and nuclear
radiation, X-ray-based image acquisition is still a large part of daily practice in medicine.
Immediately after the discovery of the “new light” by Röntgen [1] in 1895, the possible
applications of X-ray imaging were investigated intensively.
An X-ray image is created by radiating the desired part of the human body and capturing the remaining radiation at the opposite side of the body part in an X-ray detector.
The image is formed by the differences in intensity of the captured radiation signal. Although most of the basics of both the diagnostic and therapeutic use of X-ray images have
been worked out for quite some time, research on improved acquisition and reduction
of potential risks for humans continued steadily for the past decades. Continuously improvements have occurred in a broad range, from X-ray tubes, rapid film changers, image
intensifiers up to the introduction of television cameras into fluoroscopy and computers
1
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(a)

(b)

(c)

(d)

(e)

Figure 1.1 — (a,b) A narrowed coronary artery of the heart. (c) A stent is inserted through
a balloon catheterization. (d) The balloon is inflated, expanding the stent and widening
the artery. (e) The stent holds the artery open.
in digital radiography and computerized tomography. All improvements have resulted
in further increasing the diagnostic and interventional potential of X-ray imaging.

1.2 Applications based on interventional X-ray angiography
The clinical use of X-ray imaging for angiography procedures has undergone a paradigm
shift from diagnoses to interventions. This shift has been triggered by improvements
in the diagnostic capabilities of noninvasive imaging, such as Computed Tomography
(CT), Magnetic Resonance (MR) and ultrasound in almost all regions of the body. Furthermore, an ongoing trend is the replacement of open forms of surgery by minimally
invasive interventions in angiography and cardiology. Dotter can be credited for pioneering the field of X-ray interventional imaging [2]. He was the first to describe flowdirected balloon catheterization. To meet the needs of increasingly complex forms of
minimally invasive interventions, the design criteria for corresponding X-ray systems
have accordingly changed.
Many treatments that previously would have needed open surgery can currently be
carried out using endoscopes, catheters and needles. Such minimally invasive surgery
has a higher preference due to the negative side effects of conventional surgery protocols, including the risk of trauma, infection and patient recovery time. However, in this
way of working, challenges appear at the horizon. During open surgery, physicians can
directly observe their operations within the human body. For minimally invasive interventions, physicians have to rely on other information sources to observe their actions.
The systems consist of X-ray image capturing that form “the eyes” of the physician. The
Image Quality (IQ) of these X-ray systems is a critical factor in the success of a minimally
invasive intervention.
With minimally invasive interventions, cardiologists diagnose and treat a coronary
artery disease, using a catheter inserted into the groin and threaded through the arterial
vessel tree to reach the heart [3] (see Figure 1.1). Also radiologists use these systems to
2
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Figure 1.2 — Conceptual data-flow diagram for medical imaging.
diagnose and treat vascular stenosis, thromboses and aneurysms, by inserting catheters
in the veins [4]. Treatment may be in the form of a balloon angioplasty (compressing
the plaque against the wall of the vessel), stenting (inserting a small wire tube) or rotablation (“drilling” through the vascular plaque). An injected contrast medium, which is
opaque to X-rays, reveals the structure of the vessel lumen through which the catheter
passes and pinpoints narrowed arteries or blockages that need treatment. Because the
contrast medium blocks X-ray radiation, a large contrast is created between the vessel
and its surroundings. This gives a good visualization of the vessel in the X-ray image.
Figure 1.1 (a) shows an example of an X-ray angiography image.

1.3

X-ray image processing trends and developments

A conceptual medical imaging data-flow diagram is shown in Figure 1.2. Image acquisition is responsible for obtaining the raw images from the X-ray detector. In the interest
of enhancing image quality, one can optimize the relationship between image noise, resolution and contrast by using dedicated image processing algorithms. The algorithms
need to be adapted for correspondence with the particular imaging applications. Subsequently, a display output block presents the images for human use. The illustrated
conceptual data flow holds for many medical imaging modalities, including X-ray angiography [5]. Systems for X-ray interventions change over time because of both clinical
trends and technical developments. The interested reader is referred to [6, 7] for comprehensive surveys.
A: Low-dose interventional X-ray imaging
In X-ray angiography applications, the guidance of a catheter in the blood vessel is
performed with a fluoroscopy run, where an extremely low X-ray radiation dose is used
to generate and show images in real-time with low latency on the viewing monitor. With
an exposure run, higher-dose images are acquired. These images are used for diagnostic
3
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purposes during the intervention and are stored for later reference. An important challenge in interventional X-ray imaging is to deliver the best possible IQ with the lowest
possible X-ray radiation dose. By simply lowering the X-ray radiation dose, the images
will be significantly deteriorated by noise. Therefore, to deliver a lower possible X-ray
radiation dose and simultaneously preserve the image quality, advanced de-noising and
contrast enhancement techniques are used to maintain an acceptable Signal-to-Noise
Ratio (SNR). Additionally, spatial resolution and temporal resolution will increase with
a constant pace to even further enhance the visual image quality. In the near future, the
spatial resolution will increase from 2 to 4 Megapixels and beyond. Temporal resolution
will grow from 30 to 60 Hz and higher rates in selected cases.
Image functions that analyze the image content will be used to increase the workflow
in diagnostic and interventional procedures. Also, the image quality can benefit from it,
as the enhancement functions can be made adaptive to the content. Since information
gained from images acquired from different medical image modalities usually have a
complementary nature, proper analysis and integration of useful data obtained from the
separate images is highly desirable. The system needs to support standard interfacing
protocols to allow other imaging modalities be connected easily. At present, image analysis processing has typically no real-time nature. However, it is likely that some of the
functions will be transferred to the real-time interventional imaging domain, so that they
can be used complementary to live X-ray interventional procedures.
B: Diagnostic imaging in multiple dimensions
A three-dimensional (3D) reconstruction can be made by acquiring 100–600 X-ray
exposure images, while rotating the detector around the patient. A 3D volume is used
to provide diagnostic insight in more complex anatomic structures and is comparable
with the three-dimensional stack of images generated by Computed Tomography (CT)
imaging. The capabilities of 3D reconstruction have introduced new opportunities for
interventions and diagnosis. For 3D rotational angiography and soft-tissue (CT-like)
imaging, the complexity of algorithms is significantly higher due to the extra (third) dimensionality. Examples include the usage of the previously-mentioned functions in the
3D domain to enhance the image quality. Another trend is the overlay of pre-computed
3D volumes with the 2D real-time image stream to create a better orientation for the
clinician. Viewing (as post-processing) 3D images of a different modality (e.g. Magnetic Resonance Imaging) with X-ray viewing controls is already introduced in products. Real-time registration and fusion of image streams (e.g. X-ray and Ultrasound) is
expected in the near future.
Summarizing the above aspects, important trends are foreseen within X-ray angiography that have direct consequences on the design of future systems.
• Higher resolution images – The trend towards larger and higher quality screens result in a higher spatial resolution of images, which imposes a quadratic increase
4
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Figure 1.3 — (a) Diagnostic usage and (b) interventional usage of X-ray imaging.
of computational complexity for the processing of such images. Furthermore, the
temporal resolution is also increasing in selected cases, mainly in pediatric procedures which are sensitive to motion blur, imposing a linear increase of computational complexity.
• Multi-dimensional imaging – 3D imaging for diagnostic purposes is already daily
practice and is expected to merge with interventional imaging. Each additional
dimension gives a linear increase in computational complexity for the accompanying image processing chain. Examples include the usage of the previously mentioned functions in the 3D domain to enhance the image quality. Another trend
is the overlay of pre-computed 3D volumes with the 2D real-time image stream to
create a better orientation for the clinician.
• Multi-modality imaging – The integration of images from different modalities within X-ray angiography requires an optimization of the image chain for each modality, due to signal specific characteristics and signal sensitivities. Also, registration
of images from different modalities is expected, and requires advanced registration
and matching algorithms, which will also force an increase of the computational
requirements.
• Advanced diagnosis and workflow enhancement – Computers can help in the diagnosis of diseases by the automatic interpretation of images. Feature extraction and
image content analysis functions help with improved aid in diagnosis and advisory
decision making.
Previously, X-ray imaging systems were mainly used for diagnosis. The interventional
usage of 2D X-ray angiography has changed the workflow drastically, and real-time requirements are now imposed on the image processing architecture for eye-hand coordination of the physician (see Figure 1.3). A clear trend is the further integration of diagnostic features within X-ray interventions, to support earlier feedback in the clinical
workflow. The consequence of this trend is that interventional processing and diagnostic
5
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processing is combined in one system design and executed simultaneously. Furthermore,
the amount of diagnostic processing will gradually evolve in the future to become more
powerful.
C: Architectural and functional requirements
The previous discussion on trends and developments leads to a number of architectural and functional requirements, concerning the development of new image processing
architectures for interventional X-ray systems.
1. Diagnostic versus interventional imaging – Given the shift of diagnostic X-ray imaging towards interventional X-ray imaging, the requirements on the imaging chain
are changing accordingly. This implies that image processing functions such as
image enhancement, which were designed for off-line processing, now should be
integrated in the real-time processing chain. This means that the nature of processing tasks is changing and for each task, a specific requirement in the form of
latency, throughput and quality may be imposed.
2. Flexible functionality – Based on the trend for more diverse signal modalities and
increased diagnostic capabilities, the imaging chain is constantly being refined
and upgraded. At the functional level, this involves the rerouting of processing
tasks, the balancing of feature-based (data-dependent) image processing, providing combinations of two-dimensional and three-dimensional imaging techniques
and deploying various image content analysis functions.
3. Extensible functionality – Furthermore, the architecture should be extensible, such
that new processing or analysis functions can be added easily to the existing set
of applications. These new applications should then be included such that the
architectural framework remains the same and not all individual applications need
to be redesigned. On the other hand, the new functions should be prepared for
integration into the architecture framework.
4. Flexible architecture – Given the previous aspect of a continuously changing image processing chain, the architecture should be flexible in the sense that it is easy
to change, reorder or add image processing functions while preserving priority
requirements on latency, throughput or quality for individual functions. Examples include support for multiple parallel data streams and support for multidimensional signal processing.
5. Scalable architecture – Another important requirement is scalability of the architecture, in the sense that it is easy to add additional processing power if needed, as
new clinical applications evolve. Such applications typically require a continuously
increasing pixel resolution and frame speed. On the other hand, downscaling is
also important, making it possible to easily develop an economy (low-cost) system
with limited resolution or bit depth, using the same basic components.
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6. Robustness and reliability – These requirements are typical for professional system
design and it goes beyond saying that these aspects need to be incorporated in new
techniques and technology proposals to be developed. We consider this as implicit
or non-functional requirements which are a consequence of the application area.
Such requirements are not explicitly discussed in the thesis, but solutions should
satisfy these aspects at least to an acceptable level.
The above-mentioned architectural and functional requirements imply an image processing architecture that needs to be flexible, scalable and extensible to cope with future
innovations in both the real-time and non-real-time imaging domain. In the next section, developments in processing architectures are briefly outlined. Afterwards, we depict the system aspects and research scope of this thesis.

1.4

Important aspects of image processing architectures

Similar to the developments in image processing algorithms, also computing architectures have been subject to continuous changes, but are now gradually converging towards parallel multi-core processor architectures, where depending on cost and application constraints, some of the processors are dedicated and others are generically programmable. At first glance, the image processing tasks are well suited for parallel processing, given the possibilities for distributing the tasks and the amounts of data that
are involved in this type of processing. However, an elegant mapping on a computing
architecture and the optimal distribution of tasks is a complex matter.
With respect to platforms, the trend towards multi-core processor systems is fueled
by the desire to further improve the computing power while maintaining energy efficiency. These architectures are characterized by a set of parallel processing cores on a
chip centered around a communication infrastructure, which is connected to a large offchip memory. Chip connections and power consumption for drivers hamper the use of
large-width buses, so that memory bandwidth cannot grow with the same pace as computation power. Unfortunately, the mapping of complicated image processing tasks is
difficult on such a parallel multi-core platform, because compilers for automated mapping do not exist or perform poorly. The system designer has no other alternative than
to analyze the applications with respect to their computing requirements and behavior
and divide the processing tasks over the multi-core system accordingly.
Combining this with the requirements from the previous section, it leads to the vision that the requirements of individual functions are to a certain level known by the
system designer and there are ways to control the quality or performance of such functions. Moreover, if such control on individual functions is enabled, there needs to be a
control about the performance of the overall set of applications that are executed simultaneously. This creates a demand for techniques to facilitate the design and control of
multiple applications executed on a multi-core processor architecture.
In the next section, we describe a set of system aspects that are of key importance for
the scope of this thesis and which will continuously reappear in the discussion. These
7
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aspects have been organized in three categories, starting with the trends in imaging applications, platforms and the trend towards integration of functionality, as depicted in
Figure 1.4.

1.5 System aspects and research scope
● Modeling of applications – Following the trends as portrayed in Section 1.3, to support
high-end imaging applications at reasonable cost, we require that the image processing
applications make efficient use of the available resources on a platform. For performance
control of the applications, the tasks are modeled and the required intrinsic complexity
is known.
● Analysis of dynamic applications – medical imaging applications tend to be less streaming oriented and increasingly perform analysis of the data and specific features contained
within the data for further processing steps. The nature of analysis applications is more
dynamic in its behavior with respect to both computing and memory usage, as compared to streaming and regular image processing. Concluding the above, there is a need
for modeling of the dynamic applications and concepts for integrating them in an overall
system.
● Architectural Mapping – Professional medical imaging platforms are build with offthe-shelf homogeneous processor cores, as they offer high-performance computing and
programming flexibility at a reasonable system cost. We investigate the mapping of a
multitude of advanced medical imaging applications onto a multi-core processor platform. Starting with the analysis of the execution platform and each application individually, an efficient mapping for a single application can be achieved. Knowing in advance
that some of the applications will have dynamic resource requirements, we are after using the computing power when it comes available, even if it is available only for a limited
time interval.
● Cost-efficient solutions – Cost constraints are sometimes imposed on the system, as
processor cores are typically adopted in cluster form. Hence, it may be very interesting
to fit the total processing inside a predefined number of clusters. This can be used to
create scalability in platform costs, both upwards and downwards. If the amount of applications and their load is too high to fit within a predefined system, there is no other
way than to control the resource usage of applications. A resource-management system
is therefore required to control the resource assignment to individual applications and
their corresponding quality.
● Resource management and Quality-of-Service (QoS) – We try to optimize the quality of
individual applications, under the condition that a certain set of applications can still be
executed concurrently and the overall system performance is optimal for the end user.
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Chapter 2
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Figure 1.4 — Research scope of this thesis, following the trends in applications, architectures
and cost-efficiency.
This requires scalable applications to support QoS when using various sources at different priority and quality. Moreover, the system should have means to control the overall
set of applications running in parallel, leading to the concept of resource management.
The previously discussed system aspects and scoping remarks result in Figure 1.4,
which depicts the order of aspects and their discussion in the individual chapters. The
figure also reflects the research scope of this thesis. Chapter 4 presents the first contribution on modeling of individual stream-based processing functions for interventional
X-ray imaging with low latency. Chapter 5 concentrates on prediction of dynamic applications, in which the resource usage fluctuates with the image content. Consequently,
application decisions are being made, depending on the image data. In both chapters,
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a mapping of such functions on a multi-core platform is performed and the models are
validated. Chapter 6 then presents the combination of both types of applications, where
a resource and QoS management system is introduced to control multiple applications
running on a multi-core platform. Summarizing, the objective of this thesis is to answer
the following three main Research Questions (RQ):
Interventional X-ray imaging with low latency
RQ1a: Can we accurately model medical imaging tasks of interventional X-ray angiography, with the aim to achieve low-latency throughput processing?
RQ1b: Can we reuse the solutions of RQ1a in a broader and generic scope of applications?
Performance prediction of X-ray image analysis
RQ2a: Can we accurately model the characteristics of data-dependent image analysis
tasks, with the aim to predict the performance?
RQ2b: Can we modify the applications in such a way that more parallelism in the mapping is achieved, so that low-latency throughput processing can be enabled as well?
Concurrent applications and the corresponding resource management
RQ3a: Can we efficiently execute a set of medical imaging applications concurrently,
sharing a multi-core processor platform, while aiming at e.g. real-time performance or
to meet boundary costs?
RQ3b: When the imaging applications desire a sudden change in functionality or an
increase in complexity, can we reconfigure the mapping of the applications into another
efficient solution?

1.6 Major contributions
The major contributions of the thesis can be classified into three categories: (a) Modeling
and validation of latency-constrained interventional X-ray image processing on multicore processors, (b) prediction models for date-dependent image analysis tasks and (c) a
control system for the handling of multiple medical imaging applications executed concurrently.
The first contribution of this thesis is the performance modeling of interventional
X-ray image processing tasks and its validation on a multi-core platform. For the mapping, we have defined rules for specifying and dividing image processing tasks for parallel processing, and have optimized the related memory communication. Similarly, for
the computing architecture, we have specified the detailed timing requirements for data
storage and communication, incorporating memory-access times. We have evaluated
the quality of the performance models by executing a full-fledged medical imaging application on a multi-core platform. The purpose of the modeling is the evaluation and
quality optimization of the application mapping in terms of essential parameters such as
throughput and latency, rather than claiming a very accurate performance prediction.
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The second contribution is the modeling and prediction of the computational complexity of data-dependent image analysis tasks as used in image analysis. For this purpose, we have developed prediction models to estimate the computation time statistics,
with the aim to gain more insight in the dynamics and runtime complexity. We demonstrate that tasks for which the resource usage is purely random or correlated for only
short periods of time can be predicted with Markov chains. For structural correlations
between image frames, scenario-based methods are added to the obtained prediction
model, which are extracted from the flow graph of tasks. Alternatively, when the resource
usage depends on external (spatial) factors, the model is based on spatial (look-ahead)
prediction. We have found an average prediction accuracy for two medical applications
of 95%, with sporadic excursions of the prediction error up to 20–30%.
The third contribution is the design of a control system that can handle multiple concurrently executing applications, ranging from diagnostic towards interventional X-ray
imaging, mapped and controlled on a general-purpose multi-core architecture. The control system simultaneously guarantees low latency for interventional X-ray image processing, and high quality for diagnostic X-ray image processing. This work has resulted
in a highly interesting industrial spin-off, featuring a combination of both types of signal
processing executed on a low-cost platform with nearly the same quality and functionality as a high-end platform. This result indicates that these techniques can be employed
for different classes of systems, with different cost-performance points.

1.7

Thesis outline and scientific background of the chapters

This thesis presents the design of an image processing architecture, with the aim to concurrently execute a multitude of diagnostic and interventional X-ray imaging tasks on
a multi-core computing platform, with quality-of-service guarantees on image latency,
throughput and quality. A complicated feature of modern image processing is that the
algorithms increasingly depend on the data content, so that the computing behavior
becomes more stochastic, rather than stream-based. This trend also occurs in medical imaging, where diagnostic usage of the images requires more analysis tasks.
The trend of more dynamic image processing and the new analysis functions in X-ray
imaging, combined with the desire for more programmable and flexible future systems
form the starting point of the research in this thesis. The research results are described
along three contributions, as described in the previous section, and are sequentially addressed in Chapters 4 to 6. Besides these core chapters, the thesis structure consists
of introductory and conclusions chapters and two chapters for introducing the medical
imaging application scenarios and the platform technology description. The application scenarios are described in a separate chapter as they are several times reused in the
Chapters 4 to 6 for experimental validation. The remainder of this section summarizes
each individual chapter and indicates the relation between the thesis chapters and our
scientific contributions.
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Chapter 2. This chapter introduces the reader to the X-ray imaging applications used
throughout this thesis. Three representative application scenarios are described: image
quality enhancement of X-ray angiography, advanced diagnosis with image analysis and
motion-compensation subtraction angiography. The first application scenario is based
on regular stream-based processing, where the second and third application scenarios
are employing both stream-based and feature-based (data-dependent) processing.
Chapter 3. This chapter presents a state-of-the art overview of developments in processing platforms and software infrastructures for real-time image processing. We restrict ourselves here to general-purpose computing architectures and solutions, as the
general trend in professional medical applications is shifting from custom hardwarebased solutions towards PC-based solutions. The chapter outlines various general-purpose processor architectures and the associated programming models for parallel processing. The selection of a processor architecture and programming model forms the
basis for the succeeding chapters. The chapter concludes with a section on the applicability of the currently available software solutions to our problem statement. Part of this
chapter has been published at the SPIE Medical Imaging 2007 conference [8].
Chapter 4. This chapter focuses on the modeling and optimization of the performance of stream-based medical image processing tasks, in particular the first application scenario on image quality enhancement for X-ray interventions. The chapter starts
with the architecture modeling of a general-purpose multi-core platform, in the form of
computation, memory and communication bandwidth budgets. Then, the application
requirements are found by detailed analysis of the computing demands of the individual
processing functions. An execution architecture design focuses on the efficient mapping
of the application onto the multiple processing cores via task splitting. Afterwards, a performance optimization is carried out to reduce the communication bandwidth between
the different tasks of the application, to lower the latency and preserve fluent application
control when the system is heavily loaded. We conclude that performance modeling of
those medical applications is possible and achieves a reasonable to high accuracy. Our
models have resulted in the analysis of a future application which could be mapped on
the same platform, with high efficiency. The achievements were initially published at the
SPIE Electronic Imaging 2008 [9] and SPIE Medical Imaging 2008 [10] conferences. Experiments with future HD resolution images have been published in the MULTIPROG
workshop of the HiPEAC conference 2009 [11].
Chapter 5. We present the modeling of feature-based medical image processing tasks
for the second and third application scenarios on advanced diagnosis with image analysis
and motion-compensated subtraction imaging. The chapter commences with the need
for performance analysis and prediction of data-dependent image analysis tasks. Due
to dynamics in the computational complexity of tasks, a design-time modeling, as presented in the previous chapter, is not adequate for these kinds of applications. Starting
with an overview of related work on performance prediction, we describe our modeling concept and implementation details for the two application scenarios, together with
experimental results. Since we aim at the execution of both applications in real-time
without the need for redesigning the algorithm, we reuse the strategy for task splitting
12
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as given in Chapter 4. The main result of this chapter is that a modeling of the computing behavior is enabled with Markov modeling of short-term statistics, scenario extraction of long-term statistics and spatial models for other processing types. Validation of
this work has shown that a high accuracy can be obtained, in the order of 95–97%. The
method for performance prediction of computations for image analysis was published
at the IEEE ICASSP 2009 conference [12]. An extended version covering also the bandwidth between tasks was published at the IEEE IPDPS 2009 conference [13]. Moreover,
the model for computations and bandwidth, including experiments on resource management and control has been accepted for publication in a special issue of the Journal
of Real-time Image Processing [14]. Performance prediction for the application scenario
on motion-compensated DSA was presented at the IEEE ISBI 2010 conference [15].
Chapter 6. In this chapter, we investigate the third research question on execution of
multiple applications in parallel on a multi-core platform, based on the results from the
previous two chapters. The efficient execution of multiple applications in parallel, where
some of the applications have a variable resource demand on the platform, requires applications that are scalable in quality, latency and/or throughput. We have implemented
scalability in applications for the three application scenarios in the form of task scaling,
task skipping and task delaying. The second challenge is to select the correct mode of
operation at runtime, so that the total quality experience for the end user is maximized,
under the constraints of the platform and the requirements of the currently running applications. This is obtained with the integration of resource management and Quality-ofService (QoS). The second part of this chapter addresses Rate-Distortion (RD) scalable
applications and QoS control and associated experiments. The first result is that it is possible to execute an advanced scenario of multiple concurrent applications with varying
resource demands, while controlling the overall operation and safeguarding latency of
the interventional X-ray processing. Second, we show that we can use this technology
for saving platform costs, by scaling the quality, latency or throughput of background
applications. Task scalability for the application scenario on advanced diagnosis with
image analysis was published at the IEEE/ACM ESTIMedia 2009 workshop [16], and a
first version of resource management and QoS control was published at the IEEE ICIP
2009 conference [17]. Resource management and QoS control optimization of applications based on Rate-Distortion (RD) theory is under construction for submission to the
IEEE Circuits and Systems for Video Technology journal.
Chapter 7. The thesis is concluded with the statement that modeling of the application scenarios on interventional and diagnostic imaging is realized such that both types
of applications can be combined into one system. Quality-of-Service is a useful aid to
enable a smooth control of computing requirements and quality while enabling indispensable functions. This enables to execute sets of applications on a cost-constrained
platform.
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Diagnostic and interventional X-ray imaging:
application scenarios

Per varios usus artem experientia fecit
Through different exercises practice
has brought skill
Marcus Manilius fl. c.1 AD

This chapter presents three image processing application scenarios for both diagnostic as interventional X-ray, ranging from real-time processing with latency constraints to
off-line processing. The combination of both types of processing involves a broad set of functions, ranging from filtering to image analysis. We explain for each application the most
important functions and fundamental signal processing operations. The discussed application scenarios are used in later chapters of this thesis for case studies on platform mapping,
modeling and control.

2.1

Introduction

The clinical use of X-ray imaging for angiography procedures is undergoing a gradual
paradigm shift from diagnosis to intervention. The interventional usage of X-ray angiography has changed the workflow drastically, and real-time requirements are now
imposed on the image processing applications for eye-hand coordination and direct
feedback of the current interventional procedure to the physician. A clear trend is the
further integration of diagnostic features within X-ray interventions, to support earlier
feedback in the clinical workflow and possibly provide guidance to the intervention. The
consequence of this trend is that interventional processing and diagnostic processing is
combined in one system design and executed simultaneously. Furthermore, the amount
of diagnostic processing will gradually evolve to more powerful processing in the future. We have incorporated these aspects in the application scenarios described in this
chapter. The global application is that the physician is performing an interventional procedure and uses low-latency X-ray processing to obtain live feedback about his actions.
In parallel with this, additional diagnostic features are offered to the physician.
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Figure 2.1 — Clinical setting for interventional X-ray and diagnostic viewing applications,
in combination with an illustration of the transfer and processing of images from X-rays
to the viewing applications.
To this end, this chapter presents three application scenarios, consisting of state-ofthe-art applications for increased image quality within interventional X-ray procedures
and workflow enhancement with diagnostic imaging. With this combination, a mixture
of processing techniques will be addressed, ranging from filtering tasks for image quality enhancement up to image analysis techniques for workflow enhancement. Also, it
consists of a mixture of applications for diagnostic and interventional X-ray procedures,
ranging from real-time processing with latency constraints to off-line processing. Image functions that analyze the image content are currently used to increase the workflow
in diagnostic procedures. At present, diagnostic processing has typically no real-time
performance characteristics. However, a clear trend is the further integration of diag16

2.1. Introduction
nostic features within X-ray interventions, so that they can be used complementary to
live interventional procedures. This leads to further requirements on the diagnostic application, such as finding stents for blood vessel treatment. Additionally, it also leads to
further requirements on the processing speed of the analysis, since the diagnostic processing should fit within the interventional latency constraints. Let us discuss each of
the three application scenarios in more detail.
• Quality enhancement of X-ray images – Figure 2.1 represents the clinical setting
of typical X-ray interventional procedures such as catheterization or balloon angioplasty. In such cases, interventional X-ray fluoroscopy is used as an imaging
technique to monitor and provide visual guidance for the diagnostic examination
or therapeutical intervention. The resulting moving images are viewed immediately during the intervention on a monitor, while the clinical procedure is carried
out. Hence, patient and medical staff is exposed to radiation during prolonged periods of time. To minimize such exposures, very low X-ray dose rates are used for
the imaging process, which unfortunately result in considerable degradations of
image quality through X-ray quantum noise1 . For the simultaneous delivery of low
X-ray radiation dose while preserving the image quality, advanced de-noising and
contrast enhancement techniques are used to maintain an acceptable Signal-toNoise Ratio (SNR). Because of the involved eye-hand coordination, this advanced
image processing should be carried out in real-time with sufficiently low latency.
Summarizing, the first application scenario is based on real-time advanced image
enhancement and noise-reduction filters for enhancement of low-dose interventional X-ray imaging.
• Advanced diagnosis with image analysis – Image functions that actively analyze the
image content increase the workflow in diagnostic and interventional procedures.
Image analysis forms an essential step for these practical workflow-enhancement
applications such as automatic diagnosis of the vessels (e.g. stenosis or malformations), or extracting the positions of the catheters and electrodes during the
intervention (e.g. for electrophysiology navigation). In contrast with the above
scenario on image quality enhancement with low dose, the bottom of Figure 2.1
represents the same type of processing for balloon angioplasty, after which a wire
mesh tube (stent) can be placed to keep the artery open. For this procedure, the
correct deployment of a stent in the coronary arteries is important for ensuring the
efficacy of drug-eluting stents. This leads to an additional branch of image analysis processing, where stents are detected and enhanced. Summarizing, the second
application scenario involves image analysis for improving the visualization of intracoronary stents in X-ray angiography, in combination with the real-time image
enhancement of the previous scenario.
• Artifact reduction of subtraction angiography – In clinical practice, Digital Subtraction Angiography (DSA) is a powerful interventional technique for the visu1
Quantum noise originates inherently from low-dose X-ray beams, where only a limited amount of X-ray
quanta per pixel are available for image acquisition.
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alization of blood vessels in the human body. A sequence of interventional Xray images is acquired during the passage of a bolus of injected contrast material
through the vessels of interest. This involves the same type of processing as in the
first scenario on quality enhancement. By subtracting an image acquired prior
to arrival of the contrast medium (the mask image), background structures in the
contrast images are largely removed. However, due to patient motion, DSA images
often show motion artifacts that may hamper proper diagnosis. In order to reduce
these motion artifacts, the misalignment of the successive images in the sequence
needs to be determined and corrected. We employ a registration method for the
automatic reduction of motion artifacts for DSA images. This DSA requires that
both streams are simultaneously processed and there throughput should be also
synchronized, as both streams have real-time constraints. Summarizing, the third
application scenario involves the first scenario on enhancement of non-subtracted
X-ray images and additional motion-compensation DSA processing on a second
stream, both in real-time. In Figure 2.1, the scenario is illustrated on the two interventional viewing monitors.
The clinical procedures described in the above three application scenarios are daily practice on interventional X-ray systems. From a systems perspective, with the view of an
architect, the above application scenarios can be easily extended to higher dimensional
cases or multi-modality imaging, with the accompanying increase in complexity. This is
valid because the characteristics of the algorithms are largely similar, for example image
enhancement techniques such as de-noising for each of the modalities, will be needed.
Even image analysis in 3D can be considered as a more advanced form of 2D analysis
algorithms.
In the next three sections, each application scenario is described in detail. We explain the most important functions and fundamental signal processing operations (signal primitives). In Section 2.5, a first estimate of the computational complexity is explained, based on typical image resolutions and frame rates. Section 2.6 presents conclusions. The discussed application scenarios are used in later chapters of this thesis for
case studies on platform mapping, modeling and control.

2.2

Quality enhancement of X-ray images

For the simultaneous delivery of low X-ray radiation dose while preserving an acceptable image quality, advanced de-noising and contrast enhancement algorithms are used
to maintain an acceptable Signal-to-Noise Ratio (SNR). Generally, noise-reduction techniques can be categorized into two major classes: spatial filtering and temporal filtering.
Whereas spatial filters process frames separately and utilize intraframe techniques to improve the image quality, temporal filters employ interframe techniques. Besides noise reduction, the visual perception of edges and small features can be improved by raising the
amplitude of high spatial frequency components in the image, e.g. by a two-dimensional
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high-pass filter. To overcome the difficulties with the selection of an appropriate filterkernel diameter, multi-scale approaches are now commonly used.
Visualization is generally improved by amplifying the contrast of subtle image features, and at the same time attenuating the strong components without the risk of omitting information. This is performed irrespective of the feature size, hence multi-scale
processing is applied. It is the basic paradigm of multi-scale contrast equalization, commercially known as Musica, Unique and DiamondView2 . Let us start now with the construction techniques for multi-scale processing, featuring decomposition and composition stages.
A: Multi-scale processing
Two types of multi-scale processing methods have been used in this context, the
Laplacian Pyramid [18] and wavelet methods [19]. Although the wavelet transform has
some properties that seem to make it a good candidate for multi-scale image enhancement (orthogonality of corresponding high- and low-pass, direction sensitivity, good
sensitivity for small structures), there is a problem arising from the fact that in the backtransform, the high-pass has to be filtered with a wavelet once more before adding it to
the corresponding low-pass, thus producing visible ringing artifacts if the corresponding
high-pass was previously enhanced. In contrast with this technique, the Laplacian Pyramid seems to be a more suitable decomposition method for multi-scale enhancement,
since it is free from such artifacts and results in a very balanced visual image perception. Therefore, we restrict ourselves to the Laplacian Pyramid. The interested reader is
referred to [20] for an extensive comparison between both methods. Figure 2.2 schematically shows the multi-scale representation.
The levels of the pyramid H are obtained iteratively for N levels, also called multiscale decomposition. For an arbitrary layer l with 0 < l ≤ N, the following recursive
downsampling holds:
+M l

H l (i, j) = ∑

+M l

∑ w(m, n)H l−1 (2i + m, 2 j + n),

(2.1)

m=−M l n=−M l

where w(m, n) is the filter kernel with weighting factors that is convolved with the input
image. For reasons of computational efficiency, the filter kernel M should be small and
separable. We use a binomial 4×4-kernel. Multi-scale synthesis at the receiver side can
be achieved by expanding H l (i, j) for k times3 , leading to
+M l

H l ,k (i, j) = 4 ⋅ ∑

+M l

∑ w(m, n)H l ,k−1 (

m=−M l n=−M l

i−m j−n
,
).
2
2

(2.2)

2

These systems are commercially available from Agfa, Philips and Siemens, respectively.
We employ separate indices for downsampling and synthesis, similar as in the original paper by Burt and
Adelson [21]
3
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Figure 2.2 — Multi-scale representation of an example image, showing the sequence of
Gaussian images (H N ) and Laplacian images (B N ).
In each filtering step, the previous low-pass image is smoothed by the kernel and subsampled by a factor of two to provide the next low-pass image. At the synthesis stage, only
terms for which (i −m)/2 and ( j−n)/2 are integers contribute to the sum. Formula (2.2)
doubles the size of the image with each iteration. The sequence of low-pass images is
termed a Gaussian Pyramid, while the sequence of the subtracted (band pass) images is
called a Laplacian Pyramid (see Figure 2.2).
The multi-scale representation is very suited for implementing conventional filters
such as edge enhancement or low-frequency attenuation. Next, we present spatial filtering, temporal filtering and contrast enhancement, which are based on the above multiscale principles.
B: Spatial filtering
Structure-adaptive spatial filters automatically adjust the filter transfer function according to the occurring structure in the input data. The filters have been proposed
in this category to suppress noise while enhancing the image structure [22]. Structureadaptive filtering methods have found their way to medical imaging applications, including X-ray imaging. All major medical imaging equipment manufacturers have investigated the applicability of structure-adaptive spatial filters for image quality enhancement
in their products [23, 24, 25].
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Figure 2.3 — Multi-scale adaptive spatiotemporal filtering at 3+1 scales and contrast enhancement at 5+1 scales.

(c)
(b)

(a)

(e)
(d)

Figure 2.4 — Direction estimation with (a) the input X-ray image, (b) full orientation, (d)
no orientation and (c,e) generated filter kernels.

For the application scenario on image quality enhancement, we adopt the structureadaptive filter by Yang [22], consisting of the following two main steps: direction estimation and spatial filtering.
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1. Direction estimation – In local regions, a discrimination between the signal and
noise is made and the structure orientation is locally detected. An orientation
vector n p is found, based on the second moment of the equivalent power spectrum
E of an image region,
E(n p ) = nTp Rn p ,
(2.3)
where R is the second moment matrix or structure tensor, defined as
Ri j =

∂f
∂f
1
)(
) dx 1 dx 2 .
∫ ∫ (
4π 2
Ω ∂x i
∂x j

(2.4)

The direction of n p is calculated directly from the original data f (x, y) and its
∂f
∂f
partial derivatives, ∂x i and ∂x j , with x 1 and x 2 , respectively. Parameter Ω denotes
the local image neighborhood of x = (i, j), and (i, j) ∈ {1, 2}.

The solution to Equation (2.3) is a matrix eigenvalue problem. It is solved by finding n p , i.e. the vector that is parallel to the eigenvector corresponding to the smallest eigenvalue of the second moment matrix R. The smallest eigenvalue λ min corresponds to the smallest value that function E(n p ) can attain, and the eigenvector
that corresponds to λ min determines the estimated direction.
In the presence of an edge, the filter adapts to the orientation along the edge direction (Figure 2.4). Similarly, max(E(n p )) = λ max where λ max is the maximum
eigenvalue of R. This suggests the use of the following equation as a measure of
directional dependency (anisotropy):
g(x) = {

λ max − λ min 2
} .
λ max + λ min

(2.5)

For a pattern that has a strict orientation, λ max >> λ min , thus g ≈ 1, whereas for an
isotropic pattern λ max ≈ λ min and g ≈ 0.
A directional filter kernel is generated to preserve the local edges while removing
noise (anisotropic filtering). The filter kernel has an anisotropic nature, following:
k(x0 , x) = ρ(x − x0 )e

−{

((x−x 0 )⋅n)2
σ 12 (x 0 )

+

((x−x0 )⋅n  )2
σ 22 (x 0 )

}

,

(2.6)

where ρ(x) is a positive and rotationally symmetric cutoff function, n and n are
mutually normal unit direction vectors, and n is parallel with the principal axis.
The shape of the kernel is controlled through two non-negative functions σ12 (x)
and σ22 (x). The reader is referred to [22] for further details.
2. Spatial filtering – A new image I is computed, by applying, at each point x 0 , the
kernel k(x0 , x) to the original image f (x) = f (i, j) so that:
f s (x0 ) =

22

1
∫ ... ∫ k(x0 , x) f (x)dx,
µ(x0 )
Ω

(2.7)
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(a)

(b)

Figure 2.5 — Example X-ray image, processed (a) without and (b) with spatial filtering.
where

µ(x0 ) = ∫ ... ∫ k(x0 , x)dx,

(2.8)

is the normalization factor. The filtering is implemented as a discrete-time 2D
convolution in the pixel domain. See Figure 2.5 for an example image, with and
without spatial filtering.
C: Temporal filtering
To avoid the blurring effects occurring with regular temporal filters, motion estimation and compensation techniques are now commonly used. Such methods apply
temporal recursive filtering along the estimated motion trajectories. Most of the motionestimation algorithms are based on block matching, where each reference block in the
current image is matched to a set of candidate blocks in the previous image. The motion
search can be accelerated by exploiting the multi-scale processing for hierarchical block
matching. For our application scenario, we adopt the hierarchical motion-compensated
temporal noise-reduction filter from [26]. The original algorithm [27] consists of the
following two main steps: motion estimation and temporal filtering.
1. Motion estimation – For an initial estimation of the motion vectors, plain block
matching is applied at the coarsest level of the pyramid. The coarsest level of the
current image frame f and the previous frame ( f − 1) of the same pyramid is required as input. The coarsest level (as all other levels) of the current pyramid is
partitioned into fixed rectangular blocks of size b = (K × L). For each of these
blocks, the motion vector of the block center is estimated by finding the closest
block of pixels in the previous pyramid according to the Mean Square Difference
matching criterion MSD, defined by:
MSD(v i , v j ) =

1 K−1 L−1
2
∑ ∑ [S f (m, n) − S f −1 (m + v i , n + v j )]
KL m=0 n=0

(2.9)
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Figure 2.6 — Hierarchical motion estimation at 3+1 scales, estimating the motion between
the previous and the current image frame from coarse to fine pyramid resolution levels
(For simplicity, the pyramid levels are plotted with constant sized images and variable
pixel size).
In this measure, the smallest MSD(v i , v j ) within the search area, −x ≤ v i ≤ x and
−y ≤ v j ≤ y represent the best match. For the smallest MSD(v i , v j ) within the
search area, the corresponding components (v i , v j ) represent the components of
the estimated motion vector field. The above equation shows only relative coordinates. It can be applied at any layer in the pyramid and then the coordinates are
offset with the block index referring to a block-based position in the (i, j) coordinate system. The vector field is propagated to the subsequent level of the pyramid, where it is refined by a local search around the initial vector (see Figure 2.6).
The refinement procedure continues until the highest resolution level of the pyramid is reached. Since the hierarchical search algorithm solely provides the motion
vectors of the block centers, the remaining values are afterwards calculated by a
bilinear interpolation.
2. Temporal filtering – The input of this step is the motion-compensated reconstruction of the images at each layer l of the pyramid. At each level, a recursive temporal filter is applied. The current pixel is averaged over the appropriate, motion24
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compensated pixel of the previous frame r f −1 by means of temporal recursive filtering. For this purpose, the current input frame s f and the previously filtered
frame r f −1 are required in addition to the motion vector field and the user-defined
integration factor α f , where the temporal filtering is specified by
r f = s f + α f ⋅ (r f −1 − s f ).

(2.10)

This filter operates only on single pixels, but smoothes in the time domain direction (frame index).
D: Contrast Enhancement
Contrast enhancement is achieved by modifying the coefficients of the image pyramid at multiple scales. Small coefficients representing subtle details are amplified to
improve their visibility. The strong density variations are represented by large-valued
coefficients, which can be reduced without the risk of information loss. Contrast enhancement extracts the signal sub-range spanned by the subject out of the full X-ray
detector dynamic range. The extracted range is considered to contain all relevant image
data and is mapped into the viewing range, as presented at the output. This is called
signal normalization. Image quality is strongly affected by the proper operation of the
sub-range extraction algorithms. Contrast resolution will suffer if the extracted range is
too large.
We follow the method from [18], which consists of the following three steps.
1. The pixel values taken from pyramidal scales are nonlinearly amplified following
y(x) = a

x p
∣x∣ .
∣x∣

(2.11)

For simplicity, we have used an input value x and output value y. The pixel values
x are normalized to the range [−1, 1]. The factor a is needed for rescaling the
resulting image to the original dynamic range. The exponent p controls the slope
of the amplification curve.
2. Edge enhancement is implemented by multiplying the pixel values of the pyramidal scales with a scale-dependent factor a el :
a ek = {

f e (1−l)/N 1
1

,
,

0 ≤ l ≤ N1
l > N1

(2.12)

in which f e is the parameter that controls the degree of edge enhancement at the
finest scale, i.e. at which the scale index l is zero, and N 1 + 1 is the number of
involved pyramidal scale layers.
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(a)

(b)

Figure 2.7 — Example X-ray image (a) before and (b) after contrast enhancement processing.

3. For mapping the diagnostic subrange into the viewing range, the pixel values of
the large-scale layers are multiplied by a scale-dependent factor a rl , defined by:
a rl = {

1
f r (N−l−N 2 −1)/N 2

,
,

l < N − N2
N − N 2 ≤ l ≤ N.

(2.13)

In this case, N 2 + 1 of a total of N + 1 scales are involved. Figure 2.7 shows the result
on an example image.
After applying spatial filtering, temporal filtering and contrast enhancement to the pyramidal layers of an X-ray image, the image is synthesized following Equation (2.2). In Section 2.5, we present typical frame rates and resolutions for this application scenario. The
next section continues with the application scenario on advanced diagnosis with image
analysis.

2.3

Advanced diagnosis with image analysis

Coronary angioplasty is a catheter-based, image-guided interventional X-ray procedure,
performed by an interventional cardiologist in order to open up a blocked coronary
artery and restore blood flow to the heart muscle. Following balloon angioplasty, a wire
mesh tube (stent) is regularly placed to keep the artery open. The correct deployment
of a stent in the coronary arteries is important for ensuring the efficacy of drug-eluting
stents. Image analysis and motion-compensation techniques can improve the diagnostic visualization and measurement of intracoronary stents in X-ray angiography, thereby
facilitating the optimal and complete stent deployment. This potentially eliminates the
need for additional procedures, such as intravascular ultrasound. We explore a medicalimaging application to enhance moving stents under X-ray fluoroscopy imaging, after a
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(a)

(b)

Figure 2.8 — (a) Coronary angiogram of a stented bifurcation, and (b) the enhanced view
of the stent after image analysis and motion compensation.
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Figure 2.9 — Flowchart for image analysis with five unique detection, selection and registration tasks and four switch statements.

live interventional angioplasty procedure4 (Figure 2.8). To localize and enhance stents
and catheters in X-ray angiography images, the application consists of several steps, as
depicted in Figure 2.9. The presented flow graph is based on a cascading of stages which
are individually described in [28, 29, 30, 31, 32, 33]. The algorithms are described in [34]
and [35] and consist of the following five steps.
1. Marker detection – The stent markers are detected by means of a second-order
derivative filter, based on the eigenvalues of the Hessian matrix [36] at a given pixel
4

The application is commercially available as StentBoost, Stent Viz or IC Stent.
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position. Matrix H(x) describes the local second-order structure in the original
gray-valued image L at position x = (x, y), with
H(x) = (

L xx (x)
L yx (x)

L x y (x)
),
L y y (x)

(2.14)

where subscripts denote derivatives to the corresponding spatial variables.
Derivatives are computed by convolution of image L with the derivative of a Gaussian kernel G(x, σ ) of width σ , specified by
Li j = L ∗

∂2
G(x, σ ),
∂i ∂ j

(2.15)

where i, j ∈ {x, y} and the Gaussian kernel G(x, σ ) is defined as
G(x, σ ) =

2
1 − ∥x∥
e 2σ 2 .
2
2πσ

(2.16)

The eigenvalues of H(x) are denoted by λ 1 and λ 2 .
The output is a feature image, containing the product of the eigenvalues of the
Hessian matrix H(x) at each pixel. The possible marker centers are associated
with a local minimum in the product of the eigenvalues of H(x).
The grouping of connected pixels to the same marker is performed with a connected components labeling algorithm [37]. Connected components labeling scans
an image and groups its pixels into components based on pixel connectivity, i.e.
all pixels in a connected component share similar pixel intensity values and are
in some way connected to each other. Once all groups of pixels have been determined, each pixel is labeled according to the component it was assigned to.
2. Marker selection – The selection of markers is based on prior knowledge and specific selection criteria, such as the distances between successive markers, strength
of the best couple, the similarity between the markers of a couple, marker location
on a continuous track (the guide-wire), and motion analysis. All above-described
criteria are combined, using a fuzzy logic technique for deriving a composite measure. The higher the composite measure, the higher the probability of the presence
of a marker couple.
3. Guide-wire detection – First, a rough estimate of the displacement to the successive
image is obtained using a template-matching procedure on an initial third-order
B-spline parameterization between candidate marker couples. Second, the position of the guide wire is determined by fitting the spline to the Hessian image H.
This stage consists of a cubic-spline energy-minimization problem under internal
and external constraints, which is known in literature as active contour models or
snakes [38]. The interested reader is referred to [35] for a more detailed description
of the algorithm.
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4. Registration – This is done by applying an affine transformation to the marker couples and the detected guide wire in the image, following a curve-based registration
technique as described in [39].
5. Enhancement / zoom – The technique is based on direction estimation and ridge
enhancement, which is derived from the method for spatial filtering of [40]. Temporal integration averages all the images L to produce an enhanced image I enh . Finally, with image interpolation, the image is zoomed for display, see Figure 2.8 (b).
The above application helps with the correct deployment of a stent in the coronary
arteries. After acquiring a series of live X-ray images, the application is executed as postprocessing, after which the physician investigates the correct placement of intracoronary
stents in the analyzed and enhanced X-ray images. Although the requirement in terms
of image latency and constant throughput are more relaxed as compared to the previous application, still a fast application response is required to obtain feedback about
the executed interventional procedure in the examination room. The next application
scenario is stricter in its throughput requirements, where a low-latency response is required, due to the interventional nature of the application. We describe a scenario on
motion-compensated subtraction angiography, in which motion artifacts due to patient
movements are removed by template matching and subtraction with a predefined mask
image.

2.4

Motion-compensated DSA

Digital Subtraction Angiography (DSA) is a powerful interventional technique for the
visualization of blood vessels in the human body [41] (see Figure 2.10). However, due to
patient motion, DSA images often show motion artifacts that may hamper proper diagnosis. In order to reduce these motion artifacts, the misalignment of the successive images in the sequence needs to be determined and corrected. This alignment operation is
often referred to as image registration. In clinical practice, this is partially accomplished
by pixel-shifting, a rather cumbersome manual technique, which allows for correction
of translational motion only. Therefore, many semi- and fully automatic registration
techniques have been developed over the past decades [42].
In general, the registration of successive images in a Digital Subtraction Angiography (DSA) sequence involves two operations: (1) computation of the correspondences
between successive pixels, and (2) applying the corrections based on these correspondences. Since it is too expensive to compute the correspondences explicitly for every
pixel, only a reduced set of so-called control points is considered. In this approach, the
control points are selected in regions containing strong object edges, resulting in an irregular grid. The local displacements at the control points are computed with template
matching, using windows in the mask image of about 50×50 pixels, where the optimally
corresponding window in the live image is searched using a hill-climbing optimization
algorithm.
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Figure 2.10 — Digital subtraction angiography, featuring (a) X-ray image before injection
of contrast fluid (mask image), (b) X-ray image after injection of contrast fluid (live
image) and (c) subtracted image.
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Figure 2.11 — Flowchart for motion-compensated DSA with a clear separation between
a preparation phase for control point selection and a live phase for registration and
compensation of the mask and live X-ray images.
The algorithm for motion-compensated DSA consists of six steps [43]. Given an
image sequence with N images of size M × M pixels, the registration of the mask image,
I(x, y; 0), with respect to the contrast images (Figure 2.10), I(x, y; n), for integer n ∈
[1, N − 1], is accomplished by carrying out the following six steps (Figure 2.11).
1. Edge detection – The gradient magnitude ∥ ∇L ∥ is computed at scale σ , using a
downscaled version of the mask image I(x, y; 0) of the image sequence. Potential
artifact regions are extracted by means of a threshold at level Θ e .
2. Control-point selection – Control points are extracted from the exposure region
RE , by applying a threshold to the gradient magnitude ∥ ∇L ∥ of the mask image
I(x, y; 0).
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(a)

(b)

Figure 2.12 — (a) Example DSA image without motion estimation and (b) with motion
compensation. Motion artifacts are shown as white pixels in the left image.
3. Delaunay triangulation – Given the set of control points, P ∈ p i , a triangular mesh
is constructed, D(P), by using the incremental Delaunay triangulation algorithm
proposed by Watson [44].
4. Template matching – For every image I(x, y; n), n ∈ [1, N − 1], in the sequence,
the displacements d(p i ; n) of the selected control points are computed, p i ∈ P, by
maximizing the energy of the histogram-of-differences similarity measure M, in
a K × L neighborhood of these points, by using hill-climbing optimization.
5. Warping – The mask image is warped by deforming every triangle △ i jk in the
mesh D(P), by using the displacements d(p i ; n), d(p j ; n), and d(p k ; n) of the
constituent control points p i , p j , and p k . For the remaining pixels, p ≠ p i , p j , p k ,
linear interpolation is applied based on bilinear interpolation of grey values.
6. Subtraction – The motion-corrected subtraction image is computed, corresponding to the contrast image I(x, y; n), for n ∈ [1, N − 1], by subtraction with the
motion-corrected mask image I(x; y; 0) (see Figure 2.12(b)).
This application scenario is more advanced as the second application with the enhancement on stent visibility, since the subtraction can only be performed if both streams
are processed simultaneously. As one of the input streams is becoming available in
real-time, the other input stream should be processed with the same throughput. This
is different from the second application scenario, where the analysis was performed
without real-time constraints. Summarizing, the third application scenario involves the
first scenario on enhancement of non-subtracted X-ray images and additional motioncompensation DSA processing on a second stream, both in real-time.
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In the next section, we will describe the clinical usage of each of the three application
scenarios in more detail, including typical image resolutions, frame speeds and computational complexity for the system design.

2.5

Parameter settings for hospital application

In the previous section, we have described three application scenarios for diagnostic and
interventional X-ray imaging. In this section, we discuss the clinical usage of each application in a hospital, together with specifications of typical image resolutions, frame rates
and complexity.
● Cardiac Applications – In this case, the physician starts the interventional procedure
in the examination room with the navigation of a catheter inserted in the artery or vein
from the groin towards the heart. At this time, the physician requires direct feedback on
the screen when navigating with the catheter though the intersections of vessels. The acquired X-ray images have typically a low X-ray radiation dose, as they are not meant for
diagnostic purposes. The application scenario on quality enhancement of X-ray images
is executed in real-time to keep the doses low, while maintaining an acceptable signal-tonoise ratio. After reaching the heart, an exposure image series is captured for diagnosis
and an angioplasty procedure can be carried out pumping up a balloon inside the vessel, to open up arteries or veins that are narrowed by calcification. Frequently, a stent
is placed to keep the artery open and here the second application scenario is employed
for advanced diagnosis of the deployed stent. The image analysis application to enhance
the stent contrast is performed on the acquired exposure images. Although the result
needs to be computed sufficiently fast, the application has no strict real-time requirements because live navigation is not required at this moment. After the procedure has
been carried out, the physician in the control room will review the X-ray images and
decide on further treatment of the patient.
● Vascular Applications – Similar to cardiac applications, a vascular application towards
the legs, stomach or brain, starts with the navigation of a catheter towards the region of
interest. Again, X-ray image enhancement is applied to the fluoroscopy images for correct and fast navigation towards the region of interest. When the catheter has reached
its destination, the injection of contrast medium is performed and a series of exposure
X-ray images is acquired simultaneously for diagnosis of the vessel tree. In many cases,
these exposure images are also subtracted from the first image without contrast medium,
which creates a so-called subtracted angiography or DSA image stream. The third application scenario helps with enhancing the diagnostic quality of these DSA images by removing annoying motion artifacts in the images due to patient movement. As the images
are acquired in the examination room, direct feedback is required and the application
scenario on motion-compensated DSA has the same strict requirements on latency and
throughput, as compared to the first application. However, the frame rate of acquiring
32

2.5. Parameter settings for hospital application
Table 2.1 — Typical image resolutions, frame rates and computational complexity of
application scenarios of current generation X-ray systems. Note that 10242 means
1, 024 × 1, 024 pixels (next generation in italic).

Clinical
procedure

Application
scenario

C/V Fluoro
C/V Exposure

Resolution
(pixels)

Frame
rate
(Hz)

Max.
latency
(ms)

Comp.
complexity5
(µproc.)

Image enhancement

10242

30 (60)

150

4 (8)

Image enhancement

2

30 (60)

150

4 (8)

20482

15 (30)

150

8 (16)
1–4 (1–8)

1024

Cardiac Exp.

Image analysis

10242

15 (30)

n.a.

Vascular Exp.

Motion-comp. DSA

10242

15

150

4–8

(20482 )

(15)

150

(8–16)

exposure X-ray images is often lower than with fluoroscopy. The requirements on image
latency remain the same.
Table 2.1 shows typical frame rates, image resolutions and coarsely estimated computational complexities of the above-described application scenarios. The table illustrates
the requirements for designing an image processing architecture, capable of executing a
mixture of applications and processing scenarios, featuring both live imaging and postprocessing. Let us now discuss Table 2.1 in more detail.
• Cardiac and Vascular Fluoroscopy – A fluoroscopy interventional procedure typically operates on a 1,024×1,024 image resolution at a maximum frame rate of 30
Hz. The latency of the processed X-ray image is restricted to a maximum of 150
ms from X-ray generation to display. The factual latency that can be used for the
image processing subsystem is a factor of 3 to 4 lower, as a significant amount of
time is consumed by X-ray generation, data transport and display processing. The
computational complexity of image processing for quality enhancement of X-ray
images is coarsely estimated at 4 microprocessor cores, when executed in isolation.
It is expected in the future that the temporal resolution will increase in selected
cases, mainly in pediatric procedures which are sensitive to motion blur, imposing
a linear increase of computational complexity.
• Cardiac Exposure – The trend towards larger and higher quality screens lead to
higher spatial resolution of the diagnostic exposure images, which imposes a quadratic increase of computational complexity for the processing of such images.
5

For ease of comparison between current and future generation systems and applications, expected innovations in computer devices are not taken into account. The reference core is assumed to be a x86 generalpurpose processor running at 2.0 GHz.
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Advanced diagnosis with image analysis now operates at a 1,024×1,024 image resolution with a maximum frame rate of 15 Hz. Due to a direct dependency of the
computational complexity of image analysis on the actual image content, the complexity varies between images and is estimated at a value between 1 and 4 microprocessor cores. The latency of processing the enhanced result is not specified in
strict terms as for live interventional procedures, although fast processing is desired. It is again expected in the future that the temporal resolution will increase
in specific cases.
• Vascular Exposure – This type of exposure typically has lower frame rates than cardiac procedures due to the lower dynamic behavior of the image content. Motioncompensated DSA is a technique for which the computational complexity depends
on the number of motion artifacts it has to compensate for. As DSA is a live interventional procedure, the total image latency is specified again at a maximum of
150 ms. Depending on the image content, between 4 and 8 microprocessor cores
are required. When doubling the image resolution, the computational complexity increases only linearly, as the image processing is not on a per pixel basis, but
operates on image features.
Summarizing the above, the three application scenarios differ all in their required or
supported image resolutions, frame rates and computational complexity, due to the different clinical usage in the hospital. Applications that operate on the live interventional
images have strict real-time requirements on latency and throughput. Applications for
diagnosis and post-processing have less constrained requirements. With the introduction of applications that analyze the image content to enhance certain features in the
image, the computational complexity can vary with the availability of that content in the
image.

2.6 Conclusions
This chapter has presented three scenarios, consisting of state-of-the-art applications for
increased image quality within interventional X-ray procedures and workflow enhancement for diagnostic imaging. The set of applications is carefully chosen to address the
two major trends that influence the design of next-generation X-ray imaging systems.
• Integration of enhancement and diagnostic processing - A clear trend is the further
integration of diagnostic features within X-ray interventions, to support earlier
feedback in the clinical workflow. The consequence of this trend is that interventional and diagnostic processing is combined in one system design and executed
simultaneously. The scenarios therefore depict both applications for diagnostic
and interventional X-ray procedures, ranging from real-time processing with latency constraints to off-line processing.
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• Shift from stream-based to content-based processing – Another trend is the gradual
shift from stream-based processing towards image functions that dynamically analyze the image content to increase the workflow in diagnostic procedures. Our
application scenarios consist of both type of processing, e.g. filtering tasks and image analysis. It can be expected that mixture forms of both characteristics will also
appear in various ratios. As an example of mutual dependency, specific forms of
content-based processing are integrated into the interventional X-ray procedures,
so that the quality enhancement of images can also benefit from it.
From the requirement analysis of the selected application scenarios, it can already
be concluded that implementation of the complete image processing functionality in a
medical system cannot be achieved on a single general-purpose microprocessor. A solution with several microprocessor cores in parallel will be required to satisfy the desired
application performance requirements. The mapping of complicated image processing
tasks is difficult on such a parallel multi-core platform, because compilers to automate
the mapping do not exist or perform poorly. The system designer has no other alternative
than to manually analyze the applications with respect to their computing requirements
and behavior and divide the processing tasks over the multi-core system accordingly.
This leads to the vision of addressing the programming of such a multi-core system in
an efficient way to control the quality and performance of the applications. Moreover, if
such control on individual functions is enabled, then a control at a higher level is needed
to influence the performance of the overall set of applications executed simultaneously.
This leads to a demand for techniques to facilitate the design and control of medical
applications on multi-core processor architectures. At a higher level, we want the parallel
application of multiple X-ray processing tasks to support all of the discussed scenarios
in a flexible way. For the previously mentioned reasons, we have added an introductory
chapter (Chapter 3), where we present a survey of multi-core processor architectures,
together with an overview of programming models. This discussion about applications
and the upcoming discussion about platforms form the starting point of our research.
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Qui non est hodie cras minus aptus erit
He who is not prepared today will be
less so tomorrow
Ovid, c.43 BC - c.17 AD

The objective of this chapter is twofold. First, we look into multi-core computer technology developments and parallel programming models to select possible technical solutions for
image processing architectures. Second, this chapter serves as a partial literature overview
and discusses shortcomings in that literature for the mapping and control of interventional
X-ray imaging applications executed on a multi-core target platform. At the end of the
chapter, we present conditions from the industrial application of this technology for our
medical application scenarios so that the platform choice is motivated.

3.1

Introduction

Historically, custom and dedicated hardware designs have been used for several years
in the field of X-ray imaging. A disadvantage is the lack of desired flexibility and the
limited reuse of the design for future products. Also, a high investment is needed to
construct this kind of dedicated hardware designs. For low-volume markets, such an investment cannot always be justified. Given the growth of PC technology, there is a trend
in using more general-purpose processors. In this chapter, we review programmable microprocessor architectures based on PC technology and existing programming models
and tools for exploiting parallelism.
State-of-the-art interventional X-ray imaging systems should enable the simultaneous execution of a plurality of imaging functions, based on both streaming enhancement
processing and feature-based data-dependent processing, as presented in the previous
chapter. According to Chapter 1, the trend of executing an increasing amount of applications on the same platform leads to a continuous growth of architectural complexity
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for mapping those applications and the execution of them. To maintain a short time-tomarket for such systems, reuse of design effort is therefore essential. This requires that
the development environment has a reasonable degree of flexibility to facilitate reuse and
fast product development.
Besides time-to-market, there is another important driver for more flexible systems.
At this moment in time, we are facing an era in which the software design costs significantly affect the total cost of the final product, particularly in the professional market
segment with its relatively small production volume. Consequently, the imaging applications need to be reusable to be able to increase the market range of the platform, i.e.
the system should be flexible enough to be applied in a larger range of products or even
product families. This leads to the desire of scalability in the platform design. On one
hand, adding flexibility to achieve reuse in more market segments, potentially increases
system costs, and therefore needs to be considered carefully. On the other hand, the development cost can be shared for a larger product range which decreases the overal cost
per system. For this type of professional applications produced in smaller volumes as
consumer systems, the added cost for flexibility is outweighed by the reuse and flexibility in product optimization for the customer.
As multi-core processor platforms become the de-facto standard platform for generalpurpose PCs, signal processing algorithm and software developers face two new and difficult challenges which are discussed below.
• Parallelism rather than sequential measures of work (e.g., instruction count), becomes the critical factor for performance. Coarse-grain parallelism must be exploited to extract meaningful performance gains by efficiently spreading work over
processing cores. The design of a software infrastructure on such a system which
fully utilizes all processors, and also offers sufficient flexibility to meet all the above
requirements, is therefore challenging. The amount of parallelism is an important
design parameter to tradeoff flexibility, computational performance, and system
costs.
• Continuous complexity growth of signal processing functions is a second challenge
for platform design. This ranges from more complex algorithmic methods to different usage scenarios. This trend will force developers to produce more sophisticated software implementations. Applications are less static and thus less predictable in behavior, requiring runtime systems that continuously adapt to the
changing performance demands of the application. Harnessing and managing this
complexity without the aid of software development tools will quickly become a
skill that only experts can handle. Thus, a challenging research topic is to embrace
software development tools to manage this complexity and develop effective applications for multi-core systems.
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Figure 3.1 — Growth in processor and memory performance since 1980, indicating the
growing gap between computations and memory bandwidth and latency [45].
In the next section, we present two forms of multi-core processing. One form is
based on the memory aspects and another on special co-processors. Subsequently, in
Section 3.3 parallel programming models and tools are discussed where forms of controlling the behavior and the type of computing are addressed. Section 3.4 is discussing
the suitability of the presented technology for the medical application domain and deals
with constraints that are imposed for this field.

3.2

Multi-core computer technology developments

Because of the growth in power dissipation, and the difficulty of parallelism on a single
processor core, the major chip vendors declared in 2004 that the road to higher performance would be via multiple processors per chip rather than via faster processors (see
Figure 3.1). This has created a solid foothold for two forms of parallelism: Thread-Level
Parallelism (TLP) and Data-Level Parallelism (DLP). TLP and DLP are explicitly parallel,
requiring the programmer to write parallel code to gain performance. In the following
two paragraphs, we outline the current state-of-the-art and trends in multi-core computer technology.
A: Shared-memory and distributed-memory processing
In a multi-core processor design, the multiple cores typically share other resources,
such as a second- or third-level caches, or memory and I/O buses. Currently, there
are two classes of general-purpose multi-core processors, which are different in terms
of the number of processors involved, memory organization and interconnect strategy.
The first group is called Symmetric MultiProcessing (SMP). For multi-core designs with
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Figure 3.2 — (a) Uniform (Shared) Memory Architecture (UMA) and (b) Non-Uniform
Memory Architecture (NUMA).

small processor counts, it is possible for the processors to share a single centralized memory. With large on-chip caches, the memory demands of a small number of processors
can be satisfied by a single memory. Shared-memory designs can typically be scaled up
to a few dozen processors, as sharing a centralized memory becomes less attractive for a
high number of processors.
Because there is a single main memory that has a symmetric relationship to all processors, these multiprocessors are most often called symmetric (shared-memory) multiprocessors (SMPs). This architecture style is sometimes called Uniform Memory Access
(UMA), referring to the fact that all processors have a uniform latency for memory access, even if the memory is organized into multiple banks. Figure 3.2 (a) portrays an
example of such an SMP.
The second class consists of multi-core processors with physically distributed memory. To support larger processor counts, memory is distributed among the processors
rather than being centralized. Otherwise, the memory system would not be able to support the bandwidth demands of a larger number of processors without incurring excessively high access latency. Because the main memory is distributed across the processors,
it has a non-uniform access time from each of the processors. The architecture style is
therefore called Non-Uniform Memory Access (NUMA). Figure 3.2 (b) shows an example of this type of multi-core processor. With the increasing amount of processor cores
that are integrated on a single dye, the memory bandwidth requirements increase accordingly, which leads to the increased use of NUMA architectures.
B: Vector instructions and specialized co-processors
About 40 years ago, Flynn [46] proposed a simple model of categorizing all computers that is still valid today. He considered the parallelism in the instruction and data
streams and came to four dominant classes of which two are discussed below.
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1. Multiple Instruction streams, Multiple Data streams (MIMD) is used to characterize general-purpose multi-core processing. Here, each thread fetches its own
instructions and operates on its own data. This type of processing can handle heterogeneous processing, as individual tasks can be assigned to a different thread.
2. Alternatively, Single Instruction Multiple Data (SIMD) can be used complementary to the MIMD model for partially off-loading of the data-intensive processing
tasks. The SIMD model exploits data-level parallelism by applying the same operations to multiple items of data in parallel. For applications that contain significant
data-level parallelism, the SIMD approach can be very efficient for repetitive and
local operations.
The most common instantiation of the concept of SIMD in today’s general-purpose
processors, is based on packed data processing extensions, also known as SIMD vector
registers1 . Packed data processing is a basic form of SIMD. In general, it is a useful tool
for speeding up low, intermediate, and matrixvector operations on modern processors.
Thus, SIMD is an architectural solution for enhancing data-level parallelism (DLP).
SIMD processors are now making a serious comeback with special-purpose multicore architectures that use many SIMD cores targeted towards data-dominated applications2 . As the importance of graphics performance is growing, especially for the gaming
market, nowadays specialized Graphics Processors Units (GPUs) are used complementary to general-purpose processors for achieving the high performance needed to create realistic three-dimensional, real-time virtual environments. Whereas the original
GPUs were static function accelerators, current generations incorporate more flexibility
through increasing amounts of programmability with SIMD programmable units which
are useful for customizing the rendering of 3D computer graphics. GPUs can also be
used for accelerating computations with inherent DLP. Due to their floating-point calculation capabilities and the increased levels of programmability, many researchers have
been looking for exploiting GPUs for other applications, an area of research referred
to as General-Purpose processing on Graphics Processing Units (GPGPU). A survey
paper [49] presents several examples of the application of GPUs for computationallyintensive functions.
High-performance computing applications will increasingly rely on co-processors,
since the performance differences can be substantial. Theoretical peak performance for
a high-end CPU is in the order of 50–60 Giga Floating Point Operations Per Second
(GFLOPS), where current generations of GPUs can achieve a twenty times higher number. However, various architectural views indicate several concerns. The key disadvantage for both the SIMD instructions and co-processors is that each algorithm first has
1

Examples of such extensions are MMX and SSE processing from Intel and AMD, or AltiVec processing
on PowerPCs from IBM.
2
Intel Larrabee [47] and IBM Cell [48] processors.
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to be transformed to fit the architecture to exploit the full processing capabilities. Furthermore, the data to be processed have to be streamed into the co-processor, and this
requires a more complex software design. As special-purpose architectures are subject
to continuous design changes, a general approach for programming such architectures
is not readily available, which hampers the reuse of functions. Several authors in the
literature have reported on tremendous improvements using GPUs for image processing tasks, as opposed to CPU implementations [50, 51], whereas others show opposite
results [52, 53]. However, the impact mostly holds for parallelizing relatively simple
functions based on streaming local filtering operations. Accelerating pipelines where
multiple image processing tasks are executed in parallel is still in its infancy. In the next
section, we will discuss programming models for parallel processing of image processing
tasks on multi-core processor platforms.

3.3 Parallel programming models and tools
The trend towards more processor cores on a chip requires means for programming such
devices. Moreover, if tasks become rather complex and require two or more processor
cores, partitioning and efficient implementation of the tasks is far from trivial. In principle, there are two basic concepts to partition and parallelize applications over a multiprocessor or multi-core environment, namely functional partitioning and data partitioning [54]. With functional partitioning, a task is decomposed into a set of independent subtasks, which can be executed in parallel on the architecture. Data partitioning
implies the division of an image into partitions of sub-images (stripes, blocks or lines),
where each sub-image is a task, which can be divided across processors. Figure 3.3 conceptually visualizes the differences between the two approaches. Let us summarize the
main system aspects of both partitioning methods.
• Communication behavior – For functional application partitioning, communication between individual tasks on different processors is required. On the other
hand, data partitioning will give communication overhead for data dependencies between the partitions. For data partitioning, task-to-task communication
remains local on the core if sufficient cache size is available. Thus, data partitioning inherently results in locality of data, i.e. featuring optimal cache-memory
performance.
• Load Balancing – Given sufficient data partitions in comparison to the amount of
processors in the system, the number of data partitions should generally be larger
than the number of processors, so that the scheduler can provide a processor with
a new data partition when it is finished with the current one. For functional partitioning, a certain task can cause a system bottleneck due to an imbalanced load
on the processor. Dynamic scheduling of tasks over the various processors can to
some extent resolve this issue. However, this strongly depends on the granularity
of the decomposition into tasks.
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Figure 3.3 — Two ways of application partitioning, (a) functional partitioning and (b)
data partitioning.
• Scalability – Data partitioning provides scalability of the system without rewriting
the software. For functional partitioning, a difference in throughput requirements
would affect the overall partitioning of the application, which results in laborious
rewriting of the software.
Functional partitioning fits naturally to hardware implementations because this model
matches well to streams of data, flowing through a set of functional units, each performing an individual processing task. Functional partitioning has the drawback that it imposes overhead between communicating tasks. To reduce this overhead, the memory
hierarchy should be fully exploited by splitting the data into smaller tasks for each processor. This approach of programming fits nicely with the concept of data partitioning.
Consequently, the data packets to be loaded should be sufficiently small to locally store
all intermediate results in the cache memory of the processor.
After describing the concepts of functional and data parallel processing, we have to
search for an approach to develop parallel applications on the target multi-core platform.
A basic approach is using the threading support of the underlying operating system3 . Because all the threads can access each other’s data, the threading libraries provide sophisticated synchronization and locking mechanisms. The correct use of these mechanisms
has proven to be challenging for even the most experienced parallel programmers [55].
A better way to map a set of algorithms onto a multi-core platform is using a parallel programming model, which describes and controls the concurrency, communication, and synchronization of the parallel components within the application. Parallel
3

Examples are POSIX or Windows Threads.
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Figure 3.4 — Parallel programming models for a simple DSP application. (a) Original
application, (b) language extensions with annotations, (c) API-based approach, and
(d) MoC-based approach.
programming models and development tools have evolved alongside multi-core architectures. Such models are typically provided in the following ways.
1. Existing programming languages are extended, rather than introducing entirely
new parallel programming languages.
2. An Application Programming Interface (API) is added as a super-structure within
an existing programming language.
3. Model-of-Computation (MoC)-based approaches simplify the application behavior and revealing only the top-level structure of the behavior, thereby abstracting
from low-level details.
Simple examples of each category are shown in Figure 3.4, based on the work of [56].
At the top of the figure, a diagram for four computing tasks is shown. In Figure 3.4 (b),
the difference in computing tasks is implemented with a special programming extension
to execute Task C hundred times in parallel. Figure 3.4 (c) portrays the call of the same
application, via an API layer, creating a compute kernel for parallelizing the execution of
Task C. Figure 3.4 (d) shows a model-based graph of the computation, rather than the
actual execution. The model reflects the structure of the real application and indicates
the potential parallelism of Task C, with the dotted block.
With language extensions for parallel programming, application developers have
many freedoms in tailoring an application to a platform. This can result in highly efficient implementations when the developer has the required knowledge, experience,
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and time to optimize the program code. In contrast with this, the API and MoC-based
approaches integrate concepts of platform-based design [57] and model-driven development [58]. By raising the level of abstraction and automation, developers can concentrate
on relevant aspects of their work without being immediately immersed in implementation details. While this results in an increased productivity, the quality of the implementation relies on the supporting tools, but developers sacrifice some control over the final
implementation.
Let us now discuss a few examples for each model category. Rather than providing a
comprehensive list of all available programming models up to this point, we discuss the
most popular and broadly supported techniques within the image and video processing
community.
• OpenMP [59] is a well-known example of a language extension with annotations:
the high-level compiler directives explicitly specify the potential parallel regions.
Many signal processing applications that process the same type of operations on
multiple data samples can be accelerated by OpenMP, since the focus of OpenMP
is particularly on exploiting loop-level parallelism. Other language extensions are
Unified Parallel C (UPC), a parallel extension of the C language [60] and Cilk++,
based on the Cilk language [61].
• The Message Passing Interface (MPI) [62] is a standard specification for parallel
programming, based on the message-passing API where each processor has private memory and communicates with other processors via message passing.
• OpenCL is a task-based programming standard that supports heterogeneous multicore platforms. It is based on a set of APIs for data-parallel processing [63]. Similar
API-based approaches are Ct, TBB [64], and CUDA [65].
• Besides low-level APIs, the Hierarchical-Tiled-Array (HTA) [66] is a high-level
primitive data type, where an array consists of a regular two-dimensional structure of tiles in a hierarchal fashion that can be accelerated by using multi-cores.
The parallel computations and the associated communication operations can be
expressed as array operations, so that the low-level behavior can be hidden in code.
• StreamIt [67] is a MoC-type approach, based on the synchronous dataflow (SDF)
model, proposed by Lee [68], that is specifically designed for stream programming. The StreamIt language has some extensions to the SDF model such as the
split-join mechanism that may express data parallelism. Another SDF-based approach is StreamWare [69], whichs aims at employing general-purpose processors.
As this survey is by no means complete and inclusive, it shows that there is already a large
diversity in programming models applicable to parallelizing image and video processing
tasks and mapping those tasks on multi-core processor platforms. A brief comparison
between the three categories can be found in Table 3.1.
For the language-extension approach, the programmer should have a detailed understanding of the target platform and needs to deal with the low-level details of the implementation. Hence, considerable time is often spent for creating a functionally correct
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Table 3.1 — A comparison of three categories of parallel programming models.

Programming interface
Application scope
Parallelism
Potential for race
conditions, deadlocks
Task scheduling
Task-granularity design
Performance analysis
(besides measurements)

Language ext.

APIs

MoCs

Platform specific
Any
Implicit
High

Platform indep.
Many
Explicit
Middle

Platform indep.
Few
Explicit
Low

Manual
Manual
Simulation

Library-assisted
Manual
Simulation

Automated
Interactive
Simulation
Analytical

implementation. Compared to language extensions, in the API-based approach, the program code is ideally platform independent and can be easily ported to another platform,
provided that the API supports this. The main obstacle of this approach is the requirement that the programmer has to discover the parallel regions, distribute the code and
data to the processors, and restructure the code using the APIs. The key is that all these
tasks have to be performed manually.
Task-based API models represent the finest grain of parallelism. Such model exploit
the flexibility of general threading for an increased ease of scheduling. In the framework
of these models, the programmer divides the application into small independent tasks,
which are queued into the generic task system. The underlying task scheduler then performs the scheduling, satisfies task dependencies and maximizes the throughput. Since
imaging and video processing tasks are often inter-dependent, scalability to a high number of cores can be difficult. Memory locality is an important aspect and when poorly
organized, it can hamper the performance, as the task scheduler has no knowledge about
the mutual dependencies and the involved memory footprint of the processing tasks.
MoC-based approaches such as Synchronous Data-Flow (SDF) models, reveal the
potential parallelism of the application explicitly by actors, so that parallelization of the
application is nothing but mapping the actors to the processing elements. Contrary to the
other two approaches, a task is completely modular because it reads and writes data from
and to (local) ports that conceptually can be connected to any other task. Thus, exploring different application topologies does not require the modification of the source code
of tasks, but only a redefinition of the interconnection network. However, the approach
requires programmers to follow some strict rules. Although there are approaches to apply a MoC to general-purpose multi-core architectures with multi-level cache memories,
most of the models deal with FIFO-based communications to create a running execution model that can execute with minimum buffering and without deadlocks.
The separation between the classes of parallel programming models is often not well
defined, as elements of more than one approach are combined in the software design
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flow. For instance, one possibility is to combine the advantages of the three approaches
by employing an API- or MoC-based design flow to create a “baseline” implementation
and manually optimize it by fine-tuning critical components and removing bottlenecks.

3.4

Evaluation of platforms and tools for medical imaging

In order to come to a preferred choice for the platform, it is essential to reflect and consider the application domain of professional medical imaging. This domain has evolved
as a mature market segment with its own boundary conditions that will be addressed
now.
Interventional X-ray systems are high-end medical imaging devices, that are sold
world wide to hospitals for which strict regulations apply. The maturity of the market
and the competition requires that the systems are constructed with acceptable system
costs and particular rules for market introduction. To elaborate further on these rules,
it is important to mention here that products need to be certified by an independent
committee of experts. This also holds for the involved video and imaging applications,
as they influence decision making by the physician. For example, the software systems
associated with the X-ray equipment are tested at the module level and validation needs
to be performed up to the highest level.
Given the trend for advanced imaging, system manufacturers increasingly offer additional software packages to the hospitals for enhanced workflow and diagnosis. For
example, a 3D visualization of a certain body part can be added to the existing imaging
chain for enhanced working experience. This requires more flexibility and modularity of
the system design so that such enhancement functions can be integrated easily without
seriously influencing the conventional workflow. For the executing platform, this means
both that an increased flexibility and scalability is required.
The conclusion of the above aspects is that a multi-core processor platform with optional accelerator cards possibly has the highest potential for current and upcoming image processing applications. However, the key of using such a platform is in the programming of the functionality executed on the platform. For ideal scalability and flexibility, the cores should have preferably a general-purpose nature, so that they can be programmed with high-level languages. Despite the higher system costs for the hardware,
this solution has a growing popularity as the value of the executed software is factors
higher than the costs of the platform. Moreover, the amount of platforms is relatively
small, so that the development costs for dedicated designs cannot be justified and the
development time for such designs is considerably larger.
Summarizing, the choice for a general-purpose multi-core platform is based on the
following aspects.
• Short development time of professional applications
• Flexibility in planning and configuring software applications
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• Acceptable system cost due to the use of off-the-shelf computing platforms
• Scalability by various multi-core platforms and scalability to different system configurations
Based on the choice of the platform, we now consider the mapping of sets of medical
imaging applications and address the involved parallelism in execution, programming
models and tools for mapping and execution.
Parallel programming models and tools. Such models and tools can help the mapping
of a set of applications onto a multi-core platform. While vendor-specific tools promise
better opportunities for optimization, generic software development environments are
still needed on top of vendor-specific tools to attain portability and maintenance of the
software. Ideally, the model describes and controls the concurrency, communication,
and synchronization of the parallel tasks within an application. We have discussed the
most popular and best supported programming models within imaging and video processing. For professional medical imaging, at present mature tools do not exist for both
the design and mapping of the algorithm onto an execution platform at design time and
the runtime control of multiple applications in parallel.
Task-based mapping. We have adopted an approach where the application algorithms
are left untouched as far as possible. For the mapping and parallelism, the application
is therefore considered at the task level, because this is supported by the literature and
it offers sufficient flexibility for the mapping. For exploring flexibility in the mapping,
we deploy a task scheduling approach from literature [64][69][70] on top of a generalpurpose operating system. Furthermore, since the applications are advanced, and tools
are virtually absent, we opt for analyzing the applications with respect to critical performance parameters such as latency and computational complexity. This analysis is shaped
into a model for computation and execution so that the mapping and planning of applications is supported. These models can both be used at design time and runtime.

3.5

Conclusions

In this chapter, we have presented an overview of multi-core processor architectures and
accompanying software tools and models for effectively programming the processors.
General-purpose processor platforms are becoming the de-facto standard platform in
professional application fields, because of their flexibility and scalability and they offer
a short development time. Due to the growth in product and application complexity
and the absence of dedicated accelerator cores, the mapping of complete applications
requires an increased level of parallelism.
The following important findings and conclusions are taken as an approach for the
research in this thesis.
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• With respect to the hardware platform, we opt for the shared-memory multi-core
architecture, where the cores are all identical (homogeneous). This solution has
acceptable costs and it is scalable up to a dozen of processor cores. This implicitly
indicates that special processors like GPUs will be omitted for most of the cases
and is only considered for finalizing processing functions at the end of the image
processing chain. Although a full heterogeneous approach with both CPUs and
GPUs is potentially interesting, the solution can only be realized if the existing
image processing algorithms are redesigned4 . Since we experiment with a broad
set of medical imaging applications, this would involve a significant effort. Furthermore, each of the algorithms needs to be revalidated when the output is not
binary compatible with the original solution. This is a time-consuming process,
which can only be performed by Image Quality (IQ) experts and specialized authorities. As this is not desired, we adopt an approach where key algorithms have
been analyzed and reorganized over the computing cores. This choice considerably simplifies the programming model and parallelization of tasks. The processor
architecture is basically an MIMD system, which gives the largest flexibility in executing various applications of different nature at the same time.
• We have adopted an approach where the application algorithms are left untouched
as far as possible. For the mapping and parallelism, the application is therefore
considered at the task level. We deploy a task scheduling approach on top of a
general-purpose operating system and analyze the applications with respect to
critical performance parameters such as latency and computational complexity.
This analysis is shaped into a model for computation and execution so that the
mapping and planning of applications is supported. These models can both be
used at design time and runtime.
• Parallelism of applications is achieved exploiting two forms of parallelism: threadlevel parallelism and data-level parallelism, including support for mixed forms
of functional and data partitioning. The use of data-level parallelism is readily
understood by the fact that image-based processing is the fundament of many
medical applications. The size of an image and the intensity of the amount of
computations is large enough to be divided over several processor cores. Each
processor core is executing one thread.
• Applications are described with models to simulate and optimize the mapping
on the multi-core processor. These models involve performance and memory requirements for each individual task, and a specification of the memory execution
architecture using the same type of parameters.
Next to the decisions and conclusions about the platform and programming aspects,
the mapping process of a set of applications can be structured into a design flow. The purpose of this design flow is mainly to illustrate the solution direction and to contribute
4

This restriction is further supported by the lack of bandwidth between CPU and GPU processors so that
GPUs are difficult to apply in the middle of an advanced processing application. Furthermore, this joint use
also clearly increases the latency which is an important performance parameter in this thesis.
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Figure 3.5 — Flowchart of designing imaging applications for a single application perspective.
to the reproducibility of the solution and reuse for other cases. An initial form of such a
design flow is visualized in Figure 3.5, which consists of three steps.
The starting point is that an application designer has developed a “baseline” implementation of the algorithm, which has been optimized for efficient computing on a single processor core. The result is an application specification that can be executed on
a single processor core with a known performance. Subsequently, in an iterative approach based on Algorithm-Architecture Matching (AAM), image processing applications are split into tasks and distributed over the processor cores. Performance estimates
are created of the application under the conditions of actual computation, memory and
communication parameters defined by the platform. The result is an efficient mapping
for a single application on a general-purpose multi-core processor platform. The mapping onto a hybrid platform with accelerators is indicated as an optional extension to the
flowchart, where the outer branch is executed to iteratively optimize the partitioning of
tasks across different types of platforms (e.g. CPUs and GPUs). Figure 3.5 refers to the
design of single fixed applications as will be pursued in Chapter 4.
There is a extended case of the previous situation which deals with mapping a set
of applications on to the same platform rather than executing a single application. In
such a case, a certain platform is chosen and its configuration is predetermined, typically constrained by the system costs. In this case, it is interesting to execute this set of
applications with the highest possible quality. A complicating factor is that one or more
of the applications have variable computing requirements and are sometimes data de50
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Figure 3.6 — Flowchart of designing imaging applications for a multiple applications perspective.
pendent. This case will be further explained in Chapter 5 and Chapter 6. The execution
of a set of applications and optimizing the resulting quality is supported by a Quality-ofService unit. The analysis of such a complicated case can be used for the design time and
runtime mapping of the applications. In this approach, the performance of the application is modeled and those models are used for performance prediction. The application
is split at the task level in various ways to support scaling of the quality. This process
of designing and mapping such a multi-application scenario is visualized in Figure 3.6,
which adds additional steps to Figure 3.5 to create scalable and predictable applications.
The above conclusions validate a clear direction for the next chapters of this thesis. Since the platform and a set of typical applications is chosen, the next step is to
develop performance models of those applications to facilitate efficient mapping. This is
addressed in Chapter 4 for the first application scenario on stream-based processing. In
Chapter 5, we extend this with the modeling and prediction of two different applications
where the resource usage is data dependent and fluctuates with the image content. Since
stream-based and feature-based processing is combined in more complex use-case scenarios, the mapping of such a case is studied in the first part of Chapter 6. This chapter
then continues with the runtime control of three applications in parallel while sharing
platform resources.
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image processing

The important thing in science is not so
much to obtain new facts as to discover
new ways of thinking about them
Sir William Bragg, 1890 – 1971

This chapter concentrates on estimating and optimizing the performance of streambased medical imaging tasks. Application and architectural timing models are used for
identifying architectural bottlenecks and find ways for optimization of the platform execution efficiency, particularly for low-latency streaming. The obtained rules are used for
optimizing the mapping and the memory communication on multi-core platforms. We
evaluate the quality of the performance models by executing the actual application on a
multi-core platform and comparing the actual execution with our performance estimates.

4.1

Introduction

In Chapter 2, we have derived three representative application scenarios for interventional X-ray imaging, from a set of functional requirements for high-end medical X-ray
systems. The applications cover different types of processing, ranging from stream-based
processing such as filtering towards object-based processing that is highly dependent on
the local contents of the image and has a much more stochastic nature. For each of the
three scenarios, we have extracted the most important technical requirements on image quality, latency and throughput and translated these requirements to native signal
processing and performance requirements in terms of computations per pixel, memory
locality and communication bandwidth.
At present, the feasibility of technical requirements for these scenarios can only be
validated when the desired hardware platform is selected, and the imaging application
is available in software for the chosen platform.
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Besides the above performance requirements, in many applications and cases, cost
constraints are also imposed on the system. This is already regular practice for consumer
devices but also in the professional domain, there is an emerging trend to increase the
efficiency of the applied platform. Given the trend for high-efficiency platforms with
multi-core processing, the mapping of high-performance image processing tasks can
only smoothly and reliably be performed when each of those tasks are captured in a
model that estimates the required computing power, memory locality, capacity and communication bandwidth. This directly refers to the first two research questions posed in
Chapter 1, aiming at estimating the performance and providing an automated strategy
for optimizing the application with respect to resources and latency.
This chapter concentrates on estimating the performance of stream-based medical
imaging tasks, while the next chapters deal with the other type of processing. It is our
aim to use the performance estimates for identifying architectural bottlenecks and find
ways for optimization of the platform efficiency. Preferably, the applied techniques for
performance estimation and architectural optimization have a generic nature and maybe
potentially interesting for other application areas. At this point, it is relevant to look into
literature and discuss concepts and ideas for the above questions. In the literature, different approaches for performance estimation and optimization exists, ranging from pure
architecture-based approaches, memory-system optimizations, techniques within highperformance computing up to optimizations that are application-specific. We highlight
from each category a few important contributions.
• Multi-threaded and multi-task execution – [71, 72, 73] aim at parallelizing chains
of video-processing tasks on multiprocessor systems. Farin [71] describes a parallel function-level partitioning of tasks, where other approaches [74, 72, 73] deal
with parallel data-level partitioning. The key property of this approach is to handle
each task in the same generic way. This improves the parallelism of the application, but the algorithms within the task are not modified for parallelism, nor is the
knowledge of the architecture considered for improving the throughput.
• Memory-system modeling and optimization – In literature, there are already several
approaches to model and optimize the memory system of multiprocessor designs.
The book by Catthoor et al. [75] is an excellent starting point for more information
on memory-system related optimizations and presents the IMEC Data Transfer
and Storage Exploration (DTSE) framework. In more detail, the authors in [76]
and [77] describe optimization methods for better cache behavior, where in [78] a
specific caching technique is presented to increase the performance of streaming
video data. The authors in [79] and [80] propose a probabilistic cache modeling
approach. The key aspect here is to match the use of the memory system to the
computing behavior of the application1 .
1
After this research was completed, several authors have proposed probabilistic cache modeling approaches for general-purpose multi-core processors, which confirms the chosen direction of our approach.
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Figure 4.1 — Structure of Chapter 4.
• Task-specific optimizations – An extensive list of papers deal with the optimization
and parallelization of a single imaging or video-processing application in software,
aiming at a real-time performance. To name a few, in [81], parallelization strategies
are described for H.264 decoding. Similar approaches can be found for the Hough
Transform [82], AdaBoost [83], and motion-compensated filtering [26]. As these
papers describe methods to optimize performance by modeling a single task in
isolation, these papers do not address the mapping of multiple tasks in parallel on
a multi-core system.
• High-performance computing – In the literature, several high-performance computing techniques are reported for performance prediction of parallel applications [84, 85, 86]. Most of them are based on block-parallel or dataflow-like approaches. However, as dataflow modeling is well known for its modeling strengths,
it rarely provides insights for improving the application performance.
In this chapter, we will define rules for specifying processing tasks and multiplying
and dividing them for parallel processing. Similarly, for the architecture, we assume a
basic model for generic computation of the image processing tasks, without any specific assumptions on the execution platform. The tasks involve both high-performance
computing and memory capacity and usage, again without any assumptions about the
amount of memory and its architecture. The upcoming sections in this chapter will elaborate on these aspects and specify models for the application and for the architecture.
Afterwards, we specify rules for the execution architecture [87], with the aim to provide
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low-latency streaming. These rules for the execution architecture are related to mapping
applications on multi-core systems and to optimize memory communication.
More specifically, we consider one representative application with streaming characteristics and estimate the involved computing requirements and memory usage. Then we
will evaluate the quality of those performance models by executing the actual application
on a multi-core platform and comparing the actual execution with our performance estimates. This comparison and evaluation will reveal ways for optimization of the memory
usage and communication bandwidth. Hence, the algorithm of the application is not
modified, only the dataflow between the external memory and the computing cores.
This chapter is further organized as follows (see Figure 4.1). Section 4.2 introduces
the architecture and application performance modeling. Section 4.3 presents the execution architecture design, including mapping and partitioning of the application. In
Section 4.4, experimental results are shown, combined with the validation of the estimation models. The last section presents conclusions.

4.2

Architecture and application performance modeling

In this section, we will specify models for both the application and the architecture, with
the aim to provide accurate performance estimations, already at the early design phase.
The performance-estimation approach is based on the Y-chart methodology [88, 89] and
the Architecture Algorithm Modeling (AAM) approach [90, 91].
As illustrated in Figure 4.2, the Y-chart methodology distinguishes a clear separation
between the application model, the platform architecture model and an explicit mapping
stage, i.e. the execution architecture. In more detail, the modeling and execution architecture design are described as follows.
• Architecture model – The model is defined with the application domain in mind.
It defines architecture resources and captures the performance constraints. The
model correctly expresses the technical behavior of the platform, with timing characteristics, resource availability in terms of computation, memory and communication bandwidth.
• Application model – The model describes the functional behavior of the application
in an architecture-independent manner. It is used to study the target application
and obtain estimations of its performance needs, for example, to identify the most
expensive computation tasks. The model correctly expresses the functional behavior, but is independent from key parameters of architecture constraints, such
as timing characteristics, resource utilization, or bandwidth limitations.
• Execution architecture – This involves the explicit mapping of the application model
onto the architecture model, after which the system performance can be evaluated
quantitatively. When both models are combined, the execution architecture allows
56

4.2. Architecture and application performance modeling

Application
Application

Architecture
Model

Application
Models
Application
Models
Models
Models

Mapping
&
Execution

Performance
Analysis

Performance
Numbers

Figure 4.2 — Y-chart approach for performance modeling, where the top three blocks are
involved with performance estimations, and the two bottom blocks are used for further
performance optimization (described in Section 4.3).
us to compute the performance of the application under the actual platform constraints2 .
Performance estimation for Shared-Memory Processor (SMP) architectures was described earlier in the literature [92] for data mining. Our approach covers two views on
the mapping problem, as depicted in Figure 4.2. First, we carefully model the critical
stages of the communication and memory architecture of a multi-core platform, so that
possible bottlenecks are known in detail. Second, application-specific knowledge is covered by developing performance-estimation functions of the applied signal processing
tasks. In the next subsections, we describe our methods for performance estimation in
more detail, starting with the creation of architecture and application models.

4.2.1 Architecture timing specification
A: Generic timing model creation
In this section, we describe the creation of a generic model for multi-core architectures, constructed from general-purpose computing blocks. We start with the collection
2
Strictly speaking, in this definition, our execution architecture is still basically a model, as it is derived
from two other models. However, because this model has to satisfy realistic constraints, it is good approximation of the real execution architecture. Therefore, we will use the term execution architecture further throughout this thesis.
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of the critical performance and timing parameters by micro-benchmarking the three
principal parts of the architecture:
• Central Processor Unit (CPU),
• cache memory and external memory,
• communication infrastructure and I/O.
Central Processor Unit – As has been described in Chapter 3, we start from a generalpurpose core that can always execute standard DSP operations. We also assume that it
is possible to have several computing engines available within the computing platform,
which we call a multi-core platform. Given this architectural outline, the parameters
ClockFrequency and BusWidth are derived from the hardware specifications for each processor core. In this model, the growing increase of computing capacity can be solved by
either an increase of the clock frequency or using several processors for the same task,
or a combination of both measures.
Cache memory and external memory – We start from the assumption that each CPU
has a cache memory that can handle regular task executions. Large data sets are kept
in an external memory. Due to the increasing gap between computation capacity and
the access latency of the external memory, many real-world applications face a memory
bottleneck [45]. The use of large, multilevel caches can substantially reduce the memorybandwidth demands and increase performance, so this needs to be carefully modeled in
performance-estimation functions. In order to analyze caching in more detail, Hristea [93] classified three categories for cache performance.
1. Isolated cache-misses represents the best-case performance in the sense that the
processor only stalls on the cache miss detection and on the fetch of a critical word
from memory. This assumes that the corresponding cache fill is hidden by the execution of other processor instructions. The latency penalty of a cache miss occurs
only when the following aspects occur simultaneously: (1) data is sequentially read
from memory, (2) memory transfers of subsequent cache lines can continue in the
background and (3) the amount of computations on the previously fetched data is
sufficiently large. We refer to this combination as restart latency (t E x t MemRestar t ).
2. Back-to-back cache-miss latency denotes the worst-case performance
(t E x t MemBackToBack ), in the sense that the cost of the entire cache fill and any interference between subsequent misses is paid by the processor. The penalty occurs
when a cache line is not resident in the cache and the data request depends upon
the value from the previous request. A back-to-back cache miss does not include
the contention on the memory bus due to other processors.
3. Pi pel inedBandw idth performance is the maximum effective memory bandwidth.
It is limited by one of two factors. First, the rate-limiting resource within the
cache/memory system servicing the miss (cache, processor, bus interface or memory). Second, the latency of a memory fetch and the maximum number of outstanding requests that a processor can have pending to the memory system. In
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either case, when pipelined operation is possible, throughput (i.e. bandwidth) becomes more important than latency itself, therefore we use the term “pipelined
bandwidth” instead of “pipelined latency”.
Communication infrastructure and I/O – When multiple processors are allowed to
maintain local copies of shared-memory locations, a cache-coherence protocol is required to ensure that the processors have consistent views of the memory contents. Every
time a processor has a cache miss, a coherency protocol broadcasts requests and receives
all the responses prior to obtaining the necessary data. The cache-coherency traffic is
proportional to the square of the number of processors. Directory-based protocols scale
much better, at the expense of a higher latency. There is a compromise between broadcast coherency and directory-based coherency, which has become recently popular in
the form of using the snoop filter. Instead of tracking the entire physical address space, it
just tracks all the caches in the system. We model the latency penalty of cache-coherence
traffic by t C acheCohere nc e and the penalty of snoop filtering by t SnoopF i l ter .
Multiple concurrently running applications inevitably induce contention when executed on shared-memory multiprocessors. Contention occurs if several processes simultaneously try to access a shared hardware resource. It can occur at a shared processor
bus, memory, or I/O devices. Stochastic models of interference among processors in
multiprocessor systems can be found in [94]. To simplify the experiments, we model
the possible bus and memory contention as a single parameter with three values: (A)
low, (B) medium and (C) high contention. This simplification is justified by the fact that
the detailed architecture is not known and that a high contention leads ultimately to a
collapse of the system throughput in any case. Our intention is to measure this critical
behavior in a simple way.
B: Timing model specification
We start with a detailed analysis of our instantiated architecture, with the aim to derive a generic timing model for multi-core systems. Subsequently, we parameterize the
generic timing model for a dual-socket, quad-core, symmetric shared-memory multiprocessor (SMP) architecture with a two-level cache, denoted as Level-1 (L1) and Level-2
(L2). In Figure 4.3, the instantiated architecture is depicted. It consists of a dual-socket
quad-core CPU system, where each pair of CPU cores is connected to a shared L2 cache.
In total, the system consists of 8 processors, 8 L1 caches and 4 L2 caches. Via a memory hub, four memory channels are connected to the system. The I/O hub connects
network and graphics devices. Furthermore, the architecture contains a snoop filter to
avoid most of the expensive cache-coherence traffic on the system buses. The cache parameters such as capacity, line size, access and throughput latency, are derived from the
hardware specifications. The architecture contains a four-channel memory bus, with two
DDR-2 memory devices per channel.
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Figure 4.3 — (a) Generic platform architecture model and (b) instantiated architecture
for performance analysis.

The definition of the average memory access time for a two-level cache is adopted
from [45], and given by
TAv gMemAcc = t L1C acheHi t + R L1Miss × t L1C ache Miss .

(4.1)

Similarly, as in [45], an L1 cache miss is defined by
t L1C ache Miss = t C PU Bus + t L2C acheHi t + R L2Miss × t L2C ache Miss .

(4.2)

We have elaborated this model further and derived a number of specific rules for the
platform as shown in Figure 4.3 (b). The penalty for an L2 cache miss to external memory
can be stated more precisely as:
t L2C ache Miss = max(t C acheCoherence , t SnoopF i l ter )
+ t E x t MemRestar t + t S ystemBus .

(4.3)

The snoop filter keeps track of most of the caches in the system. Alternatively, when the
cache information is not available in the snoop filter, the cache-coherence protocol is
used.
In case of functional task splitting (see Figure 3.3(a)), the required data may be modified in the cache of another processor and the t C ache2C ach eL2 time is accounted instead
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of t L2C ache Miss [95]. For L2 cache-line transfers, this leads to the following equation:
t C ache2C acheL2 =t L2C acheHi t + max(t C acheCoherence , t SnoopF i l ter )
+ 1.5 × t S ystemBus + t L2C ache Miss .

(4.4)

The factor 1.5 results from the fact that half of the cache-line transfer is realized in
parallel form on the two system buses, because one socket is reading, while the other is
writing, and vice versa. If the requested data is modified, it has to be written first back
to external memory, adding an extra t L2C ache Miss delay to the overall latency.
Latency due to cache coherence is defined as
t C acheCohere nc e = t AddressBus + 3 × t SnoopRe pl y + t S ystemBus .

(4.5)

The factor 3 is explained by the fact that each of the three remaining L2 caches replies
to a coherence message of the active L2 cache (see Figure 4.3 (b)).
External memory-restart latency (t E x t MemRestar t ) represents the best-case performance in the sense that the processor only stalls on the cache-miss detection and on
the fetch of a critical word from memory. The latency penalty will be accounted if the
processor can effectively fetch the subsequent cache-line misses due to a regular or sequential memory-access pattern. Back-to-back latency (t E x t MemBackToBack ) forms the
worst-case performance in the sense that it costs an entire cache fill and any interference between subsequent misses is paid by the processor. The latency penalty will be
accounted if the processor cannot effectively predict the subsequent cache-line misses,
due to an irregular memory-access pattern. Memory-restart latency and back-to-back
latency are expressed by
t E x t MemRestar t = t DR AMRestar t + t MemBu f f er ,

(4.6)

t E x t MemBackToBack = t DR AMBackToB ack + t MemBu f f er ,

(4.7)

where t MemBu f f er is the latency of the Advanced Memory Buffer (AMB) on the fullybuffered DIMMs [96]. Latency on the system bus is defined as
t S ystemBus = t AddressBus + t D ataBus ,

(4.8)

where the first latency contribution originates from sending the address for the data request and the second contribution is the actual transfer of returning the data over the
bus. The system bus consists of both address and data buses.
Pipelined-bandwidth performance is the maximum effective memory bandwidth. In
practice, as already mentioned, it is limited by one of two factors: (1) the rate-limiting
resource within the memory system, (2) the pipelined latency of a memory fetch. A
pipelined memory fetch is only possible if the processor can determine the succeeding
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cache miss and if there is no dependency between subsequent cache misses, hence
t Pi pel ined =

t E x t MemRestar t
MaxOutstandingRequests
+ max(t C acheCohere nc e , t SnoopF i l ter ) + t S ystemBus ,

(4.9)

and the pipelined bandwidth becomes
B Pi pel ined =

64
t Pi pel ined

(Bytes/s).

(4.10)

The factor 64 is determined by the cache-line length, which is 64 Bytes.
The contributing timing parameters in the previous equations are derived for the
dual-socket architecture, as presented in Figure 4.3 (b). In Table 4.1, we list the contributing and derived parameters using the equations, from specifications and microbenchmarking at several levels in the architecture, following approaches publicly available from literature [92, 93, 97, 95, 98, 99]. Following the experiments we performed
with a target system, low and medium contention is masked by the platform. For high
contention levels, a relatively large penalty is added (see Table 4.1).
To detail further on Figure 4.3 (b), the system consists of 8 processors of 2.33 Gcycles/s, 8 L1 caches of 32 kB and 4 L2 caches of 4 MB. The architecture contains a snoop
filter (8 MB) to avoid most of the expensive cache-coherence traffic on the system buses.
The system is equipped with 4 GB of fully-buffered DIMM memory. For more details
about the instantiated architecture, we refer to literature [100]. As the platform modeling is not restricted to architectures based on shared-memory multiprocessors (SMP), in
principle, also Non-Uniform Memory-Access (NUMA) multiprocessors, or even Graphics Processor Units (GPUs) can be modeled in a similar way. However, the careful modeling of the critical parts of the architecture and micro-benchmarking has to be repeated.
The mapping of a target application model onto different architecture models obviously
leads to different design considerations, as each platform has its own constraints.
The above equations form the platform-architecture model for performance estimation. For the modeling, the formulas expressed in Equations (4.3) and (4.4) are the most
important because they fully model the timing of the inter-processor communication.
Concerning performance optimization, the average memory access time described with
the formulas above, can be optimized given four metrics: cache hit time, cache miss rate,
cache miss penalty and cache bandwidth.
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Table 4.1 — Architecture model parameters, extracted from device specifications and
micro-benchmark experiments (Parameter levels (A, B, C) correspond to values under
(low, medium, high) contention).
Component

Parameter

Central Processing Unit.

Clock Frequency
Bus Width
Bandwidth
t C PU Bu s
Clock Frequency
Capacity
Bandwidth
t L1C ache Hi t
Clock Frequency
Capacity
Bandwidth
t L2C ache Hi t 3
t L2C ache M i ss
t L2C ache M i ss
t L2C ache M i ss
Clock Frequency
Capacity
t Snoo pF i l te r
Clock Frequency
Address Bus Width
Data Bus Width
B P i pe l i ne d
B P i pe l i ne d
B P i pe l i ne d
t Ad dre ssBu s
t DataBu s
t Snoo pRe pl y
t C ache2C ache L2
t C ache2C ache L2
t C ache2C ache L2
Clock Frequency
Max. Read Bandwidth
Max. Write Bandwidth
Max. Outstanding Reqs.
t Me mBu f f e r
t Me mBu f f e r
t Me mBu f f e r
t DR AM Re start
t DR AM BackToBack

Level-1 Cache

Level-2 Cache

Snoop Filter

System Bus

Memory Hub

Value

Unity

2.33
32
72
2
2.33
32
48
1
2.33
4,096
29
2
A: 40
B: 70
C: 160
667
8,192
4
333
4
8
A: 3.96
B: 3.42
C: 2.21
0.5
2
1
A: 80
B: 110
C: 200
667
20.8
10.4
4
A: 3.2
B: 12.8
C: 51.1
3
12

GHz
B
GB/s
clock tick(s)
GHz
kB
GB/s
clock tick(s)
GHz
kB
GB/s
clock tick(s)
clock tick(s)
clock tick(s)
clock tick(s)
MHz
kB
clock tick(s)
MHz
Bytes
Bytes
GB/s
GB/s
GB/s
clock tick(s)
clock tick(s)
clock tick(s)
clock tick(s)
clock tick(s)
clock tick(s)
MHz
GB/s
GB/s
request(s)
ns
ns
ns
ns
ns

3
The value represents the Level-2 cache throughput time. The access latency is 14 clock ticks. Given a
sequential access pattern, it is assumed that prefetching is able to effectively hide this access latency.
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The common vendors of computer equipment have applied several methods for hardware optimization [45] of those parameters by
• reducing the hit time with a small cache, way prediction, and trace caches;
• increasing bandwidth with pipelined, non-blocking and multi-banked caches;
• reducing the miss penalty sending critical words first and merging of buffers;
• reducing the miss penalty and miss rate via hardware prefetching.
As the above techniques require changes or additions in hardware, they are not within
the scope of this thesis. Our strategy is to use standardized platforms based on multicore processors, which are widely available. Therefore, we are primarily interested in
possible ways of improvement of the application itself and the (software) mapping on
the standard hardware platform. In the next sections, we first describe the model for
the application and thereafter present the execution architecture design, in which we
elaborate more on optimizing the performance of streaming tasks.

4.2.2 Application requirements and specifications
Similar to the approach in the previous section, we will now define rules for specifying
processing tasks and multiplying or dividing them for parallel processing. For application modeling, all processing functions are analyzed with respect to their memory,
computation and communication primitives. This analysis starts from a reference implementation in software, used in the Allura Xper system4 .
The first application scenario from Chapter 2 consists of advanced image enhancement and noise-reduction filters for the enhancement of low-dose interventional X-ray
images. All tasks in the pipeline take advantage of a multi-resolution pyramid. The decomposition of the grayscale image into frequency sub-bands, or detail layers, enables
the precise control of the frequency content of the output image (e.g. edge enhancement,
latitude reduction, noise reduction) by different processing of each detail layer. For spatial noise reduction, at every scale and in local regions, a discrimination between the
signal and noise is made and the structure orientation is detected. A directional filter
kernel is generated to preserve the local edges while removing noise (anisotropic filtering). For temporal filtering, a recursive filter is used. Contrast enhancement is based on
Look-Up Tables (LUTs). Most of the filtering tasks make effective use of Single Instruction Multiple Data (SIMD) instructions and are restricted to fixed-point calculations to
increase the amount of instructions per cycle.
The amount of computations is derived directly from micro-benchmarking the reference software implementation in isolation, expressed in instructions and computational
cycles per pixel. A currently available state-of-the-art x86 processor architecture is used
from a regular chip vendor [100]. We use a single processor core on the platform, with a
4
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Figure 4.4 — Flowgraph of processing functions for image quality enhancement.
data set size small enough to fit the local cache memory of the chosen processor, in order to avoid biased results. It is assumed that stall cycles do not occur because sufficient
bandwidth resources are available and a sufficient caching hierarchy is provided including prefetching, to hide the latency of the memory-access operations. These assumptions
result in estimates under ideal situations, without considering the possible penalty of a
full deployed system with multiple applications running in parallel.
Two other metrics that are important for application modeling are the local memory usage and the communication bandwidth to the external memory. These metrics can
often be exchanged, depending on whether processing data is stored locally, or in an external memory. Because memory bandwidth is generally the bottleneck in image and
video processing systems, it is assumed that multi-level cache memories are used. The
local memory requirements are derived analytically from the algorithm specifications,
starting without any specific assumptions for the execution platform. Measurements on
the target system alone would result in biased results due to ignorance of the amount
of required storage for each task. Values are expressed in terms of memory locality or
neighborhood, memory input and memory output. Memory locality is derived from the
algorithm specifications. For concentrating on significant memory requirements, only
input/output operations on arrays are taken into account. The tasks that operate on a
small subset or single pixel data are negligible in terms of memory consumption. Memory bandwidth is missing in the model, as it directly depends on the application partitioning and the memory design on the platform. It can be derived when matching the
application model to the architecture model.
Given the above rules for specifying the application model, we will now discuss each
functional block for the application scenario on image quality enhancement, which is
depicted in Figure 4.4 in more detail.
• Multi-scale decomposition – Multi-scale decomposition involves six iterations until
a residual image of a 64 times lower resolution is obtained. The decomposition
requires 5 instructions per pixel (5 cycles). The image pyramid requires a 5 × 5
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Table 4.2 — Computation, instruction, memory and input/output requirements for image
quality optimization tasks (indicated values refer to the cost per pixel).

Multi-scale Decomp.
Direction Est.
Spatial Filter
Motion Est.
Temporal Filter
Contrast Enhancement
Multi-scale Recomp.

•

•

•

•
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Comp.
Cycles
(C C )

Instr.
Count
(I C )

Memory
Locality
(M L )

Memory
Input
(M I )

Memory
Output
(M O )

5
60
50
25
10
10
5

5
120
100
50
10
10
5

(5 × 5) × 2 N
(10 × 10) × 2 N
(5 × 5) × 2 N
(16 × 16)×2
0
2N
(5 × 5) × 2 N

1
2 × (4/3)
2 × (4/3)
4/3
2 × (4/3)
2 × (4/3)
2 × (4/3)

3 × (4/3)
2 × (4/3)
4/3
n.a.
4/3
4/3
1

pixel neighborhood in each sub-band for the Gaussian filter kernel. The required
memory locality for a 6-level pyramid is therefore 5×5 pixels which scales with a
factor two, both horizontally and vertically for each level. This results in a 320×320
pixel neighborhood around the current pixel at the lowest decomposition level.
The required memory storage is the current pixel as input, and three times the
number of pyramid levels for sub-band image H N , the Laplacian image B N and
the Gaussian image G N as output.
Direction estimation – This task uses 120 instructions per pixel, and due to effective
SIMD instructions, this is equivalent to 60 compute cycles. A sliding window of
5×5 pixels requires a memory locality of 10×10 pixels around the current pixel.
As this task operates on three bands in the image pyramid, in total (10×10)×23 =
80×80 pixels are required. Memory storage requirements are the current H N and
the Laplacian B N at the input, and two buffers containing results of the same size
at the output.
Spatial filter – The filter requires 100 instructions per pixel, equivalent to 50 compute cycles. The filter requires a memory locality of 5×5 pixels around the current
pixel. For three bands in the image pyramid, this requires (5×5)×23 = 40×40 pixels. The required memory storage is the current H N and the Laplacian B N at the
input, and one buffer with results of the same size at the output.
Motion estimation – Block matching requires 50 instructions per pixel, equivalent
to 25 compute cycles. A sliding window of 8×8 pixels requires a memory locality of
16×16 pixels around the current pixel. For three bands in the image pyramid, this
requires (16×16)×23 = 128×128 pixels. As the output covers motion vectors only,
requiring negligible storage requirements, memory storage is limited to the input
image and the image data of three subsequent pyramid levels.
Temporal filter – For temporal filtering, 10 instructions are required, equivalent to
the same amount of compute cycles. As the filter does not require memory locality,
memory storage is restricted to the current pixel and the pixel in the previous
image frame for temporal integration.
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• Contrast enhancement – This task uses 10 instructions per pixel, equivalent to the
same amount of compute cycles. As this task operates on 6 levels of the image
pyramid, the memory locality is 26 = 64 pixels around the current pixel. Memory
storage requirements are the current pixel at image level N, image H N and two
LUT buffers at the input and one image buffer with results at the output.
• Multi-scale synthesis – Finally, the output image is created after the image pyramid
is reversed by applying the inverse multi-scale transform for 6 levels. This synthesis step requires the same instructions, memory locality and memory usage as
multi-scale decomposition, except for the created Gaussian pyramid image levels
G N , as they are only required for motion estimation.
Summarizing, the requirements for each processing task can be found in Table 4.2.
For a detailed task description, the reader is referred to Chapter 2. From Table 4.2, the
following conclusions can be drawn.
• All types of signal processing appear. Regular processing, such as noise-reduction
filters, but also irregular, like motion estimation for temporal filtering and LookUp-Table (LUT) processing.
• There are fundamental operations needed for more than one task. An example is
the Gaussian/Laplacian image pyramid, which is used for both spatio-temporal
noise reduction and contrast enhancement.
• Pixel-based processing is generally “expensive” in terms of computations, because
of the high sampling rates and resolutions for high-end medical imaging signals.
• The memory and computing requirements per task are independent of each other.
This enables task-specific optimizations of the data-block granularity in the application.
The results of Table 4.2 will be used later to compute the actual requirements of the
application on the platform. Furthermore, in Chapter 6, the above discussion is used to
scale the quality of particular applications given the outcomes derived here.
In the next section, we specify rules for the execution architecture, with the aim to
provide low-latency streaming without major interruptions. These rules for the execution architecture are related to mapping applications on multi-core systems and to optimize memory communication.

4.3

Execution architecture design

In this section, we will use the previously obtained specifications and application requirements to provide accurate performance estimations of the application on the platform
architecture.
Design of the execution architecture maps the application specification onto software
threads, while ensuring the behavior of the architecture timing model. Apart from performance estimation, in this section, we also present rules for performance optimizations
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of the execution architecture, with the aim to minimize the latency of the image processing application. The optimization involves minimizing the possible delays for communication and scheduling on the platform. Our method is based on the data-dependent
storage organization of [78], but more generic in the sense that data is not reorganized on
disk to facilitate a detailed mapping. Instead, we propose an optimization strategy where
the data is partitioned and distributed over the cache memory without the need for specific data storage formats. By combining this with application-dependent partitioning,
a more advanced approach for efficient mapping of the application can be achieved.
We evaluate and compare a mapping instance of the application onto a multi-core
platform with the aim to provide low latency. Therefore, we basically investigate one
mapping and optimize that with respect to latency. Performance and resource budgets
are used to guide the performance estimations.
We restrict ourselves in this chapter to the optimization of the mapping and partitioning and the resource management. Scheduling and synchronization will be discarded here, as the processing tasks all have a stream-based (static) processing nature,
leading to a fixed schedule. In the next chapter, we will come back on the impact of
scheduling and synchronization with a more advanced case involving feature-based (datadependent) image analysis tasks.
Prior to starting with the actual mapping and partitioning on the target platform,
some prerequisites have to be satisfied for the application specifications. For the given
spatial and temporal image resolutions, the computation, memory and bandwidth requirements have to be translated into a total application budget.

4.3.1 Prerequisites
Let us start with the calculation of requirements for computation, memory and bandwidth, following the application as described in Section 4.2.2.

A: Application requirements
• The application consists of 7 tasks of which 2 refer to the construction of the multiresolution image pyramid (see Figure 4.4). The computational requirements for
the application on a per pixel basis are defined by the sum of all values in the
column for C C in Table 4.2, which amounts to 165 cycles/pixel. This is enlarged
with a factor of 1.33, due to multi-scale processing, leading to 220 cycles/pixel.
• The required memory storage per pixel when counting only write actions (Table 4.2) is defined by the sum of all values in the column for M O , which amounts
to 11.66 × N pi x el s × B p (Bytes), where N pi x el s denotes the amount of pixels and B p
the amount of Bytes per pixel.
68

4.3. Execution architecture design
Table 4.3 — Computational requirements for two cases of X-ray image enhancement.

Computations
Memory storage
Memory bandwidth

Case A
(1,024×1,024; 30 Hz)

Case B
(2,048×2,048; 15 Hz)

6.92 Gcycles/s
23.33 MB
1.6 GB/s

13.84 Gcycles/s
93.33 MB
3.2 GB/s

• Similarly, the required communication bandwidth budget per pixel counting all
input-output memory transfers (Table 4.2) is specified by the sum of all values in
the column for M I and M O , which amounts to 27.33 ×N pi x el s × B p (Bytes).
For the selected application scenario of Chapter 2, we have chosen two cases with
representative spatial and temporal image resolutions. Case A is based on the currently
deployed resolution and frame rates and Case B describes a similar case for the near
future. Details of each case and the obtained results in computational cycles, memory
storage and bandwidth are shown in Table 4.3.
B: Platform resources
The available resources of the instantiated platform in Figure 4.5 are expressed in
terms of resource budgets. We restrict ourselves to the same computing parameters as
in the previous table.
The architecture consists of eight processor cores, running at 2.33 Gcycles/s. Each
core is connected to a private Level-1 cache of 32 kB and each two processor cores share
a Level-2 cache of 4 MB. Two bus channels connect each four processor cores to an external memory of 4 GB. More details can be found in Figure 4.5. When comparing the
resource requirements for the two cases with the available resource budgets from the
architecture, it can be readily seen that for both cases, the stated resource requirements
do not fit the budget of a single processor core, neither in terms of computation, nor
in terms of memory. Therefore, the budget has to be divided across multiple cores to
achieve the required computation performance.
C: Model for latency and bandwidth
The key of the experiments and performance evaluation in this chapter is to estimate
and control the latency of the application. Therefore, we have selected from the discussions on the architecture timing model and the application specifications in Section 4.2.1
and Section 4.2.2, rules that represent the latency and bandwidth involved with performing computing tasks on the platform. The following five equations have been adopted
and/or reworked from those sections to provide an estimation model for latency and
bandwidth on the platform.
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L3 / SNOOP FILTER
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36 – 147 clock tick(s)

4 x 1 GB

Figure 4.5 — (a) Generic architecture model and (b) instantiated architecture with performance and timing budgets.
Given the application requirements for multi-scale processing, a data locality of at
least up to 320 image lines is required at the input of a filter kernel. As a result, when the
chosen task granularity is too high, intermediate storage that is produced inside a filter
kernel can be swapped out the L2 cache. We therefore opt for a model where all storage
requirements should fit the capacity of the L2-cache to ensure fluent execution. As the
computational complexity and the involved latency per pixel is factors higher than the
latency of an L1-cache miss, the L1 miss-rate is not modeled explicitly as the amount of
cycles involved is relatively small.
Generally, latency is computed by
Computation latency =

(Computation requirements × Data-slice Size)
.
Clock Frequency

(4.11)

Computation latency is defined as the required amount of computations per pixel from
all tasks multiplied by the size of a partitioned data slice (in pixels), and divided by the
available resources, expressed by the clock frequency of the processor. Data partitioning
facilitates here in parallel processing. The memory I/O latency involved with the data
partitioning is defined as
Memory I/O latency =(Input+Output Data-slice Size)/32
× (t L2C ache Miss ∣∣t C ache2C ache L2 ).

(4.12)

Memory latency is the size of the input data slice (in pixels) from the first task in the
pipeline plus the size of the output data slice (in pixels) from the last task in the pipeline,
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divided by the cache-line factor (64 Bytes / 2 Bytes per pixel), and multiplied by the time
involved with a cache miss to external memory. In case of functional task splitting, the
required data may be modified in the cache of another processor and the t C ache2C acheL2
time is accounted instead of t L2C ache Miss .
Cache-miss latency =(Input+Inter+Output Data-slice Size − L2Cache Cap.)/32
(4.13)
× t L2C ache Miss .
Cache-miss latency for a particular task is derived from the accumulated memory requirements minus the capacity of the L2 cache, based on the input, inter and output
data-slice size of one task (in pixels). The concluding terms are the same as in the Memory I/O latency.
Memory I/O bandwidth = ∑ ((Input+Output Data-slice Size)/32 × Frame rate).
∀Sl i ces

(4.14)
The net memory bandwidth for all tasks is defined by the transfer of all data slices from
the input to the output of the pipeline, divided by the cache-line factor and multiplied by
the frame rate. The previous definition of latency is defined for one task on one processor
core, whereas this equation applies to the bandwidth of all tasks on all processor cores.
Cache-miss bandwidth = 2 × ∑ (((Input+Inter+Output Block Size)/32
∀Sl i ces

(4.15)

− L2Cache Cap.) × Frame rate).
The additional memory bandwidth for a particular task due to cache misses is twice the
required input, intermediate and output block slice size (in pixels) divided by the cacheline factor, minus the size of the L2-cache and multiplied by the frame rate.
The combination of the above set of equations forms the actual latency and bandwidth estimation model for the application under consideration. The next section elaborates further on using this model by addressing the details of the data partitioning for
our application scenario and executes the model on the platform.

4.3.2 Mapping and partitioning onto multiple cores
Mapping and partitioning of the application specification on the architecture timing
model starts with inspecting the required computation, memory and bandwidth budgets for the application and comparing these numbers with the available resource budgets
from the instantiated architecture. For Case A, at least a partitioning over 4 processor
cores is required to fit the resource budget to the computational requirements. Similarly,
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Figure 4.6 — Straightforward partitioning for (a) Case A, (1, 024 × 1, 024), and (b) Case
B (2, 048 × 2, 048).
for Case B, a partitioning over at least 7 processors is required. Apart from the partitioning of the required computation budget, the system performance is directly affected by
the required memory communication. To minimize the communication between relatively slow external memory and the inherent fast processor cores, the memory hierarchy
should be exploited by implementing the application for optimal data locality, such that
the required data set of the complete pipeline fits within the cache memory of the processor.
A: Mapping of Case A on 4 cores
A straightforward data partitioning for Case A over 4 processor cores involves a dataslice granularity of 256 lines of 1,024 pixels (Figure 4.6(a)). Let us have a closer look at
the memory-storage requirements of a single task, for example, the multi-scale decomposition task within Case A. For an image pyramid of 6 levels, the memory locality can
be computed from Table 4.2, column M L , resulting in a 320 × 320 pixel memory neighborhood around the current pixel, which corresponds to 160 image lines overlap. As the
image is divided into four tasks, two tasks require an overlap at both sides of the data
slice, and two tasks require an overlap only at the top or bottom of the data slice. The required pixel neighborhood at the borders of the partitions is therefore 240 lines of 1,024
pixels (average). The data-block storage requirement at the input (column M I ) will be
(256 + 240) = 496 lines of 1,024 pixels. The output memory requirements are extracted
from the same table, column M O . This results in a data slice of 4 × (256 + 240) = 1,984
lines of 1,024 pixels. In total, 2,480 lines of 1,024 pixels are required, which are equiva72
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lent to 2,480 × 2 = 4,960 kB. As 2 processor cores are connected to a shared L2 cache,
the total storage requirement is 4,960 × 2 = 9,920 kB. Since the L2 cache size is 4,096
kB, two instantiations of the multi-scale decomposition for Case A requires more than
two times the shared L2 cache capacity. Each task of the application can be analyzed in a
similar way as done previously, leading to individual memory requirements. The result
of this analysis is shown in Table 4.4.
B: Mapping of Case B on 8 cores
Similarly, for Case B, a partitioning across 8 processor cores5 involves 256 lines of
2,048 pixels (Figure 4.6 (b)). As the image is divided into 8 tasks, 6 tasks require an
overlap at both sides of the data slice, and 2 tasks require an overlap only at the top or
bottom of the data slice. The required pixel neighborhood at the borders is therefore
280 lines of 2,048 pixels (average). Following the same rules as applied for Case A for
columns M I , M L and M O of Table 4.2, the amount of memory storage for each task
can be calculated. For the multi-scale decomposition tasks, in total, 2,680 lines of 2,048
pixels memory are required, which is equivalent to 2,680 × 4 = 10,720 kB. As 2 cores are
connected to a shared L2 cache, the total storage requirement is 10,720 × 2 = 21,440 kB.
For Case B, two instantiations of multi-scale decomposition already lead to more
than five times the shared L2 cache capacity. For each task of the application under study,
the memory-storage requirements are computed, see Table 4.5, for an overview.
As can be seen from Table 4.4 and Table 4.5, the illustrated example for the multiscale decomposition task is not the only task for which the straightforward mapping fails
in embedding the full memory state in a local cache near the processor. For almost all
tasks of both cases, the memory requirements will exceed the available cache resources,
causing the imaging tasks to communicate via the relatively slower external memory6 .
The performance of the application can therefore be hampered by the latency penalty of
retrieving data from external memory due to the limited cache capacity. Also, the performance can become unpredictable due to contention on the shared communication
bus infrastructure.
The results from a straightforward mapping show that the memory usage exceeds
the 4 MB L2-cache size significantly, so that a large part needs to be fetched and stored
from and to background memory, caused by the memory locality required for multiscale processing. This is a dissatisfying solution, which leads to an alternative approach.
In the next subsection, we are going to split processing tasks into smaller ones, requiring intrinsically less memory which enables a more smooth mapping with less memory
traffic between the actual processing cores and the memory subsystem.
5

Eight cores is a commonly used number for platforms, although also seven cores can be used here.
Apart from the cache capacity, cache conflict misses [45] can also lead to a deterioration of the overall
performance. However, in our case, this phenomenon represents only a very small fraction of the overall
number of cache misses, because the dataflow is well known in advance and streaming oriented.
6
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508
863
781
415
699
699
1, 354

2, 032
863
390
0
350
350
262

Output
(kpix)
164
41
20
33
0
0
164

Overlap
(kpix)
2, 540
1, 726
1, 171
415
1, 049
1, 049
1, 617

Total per
slice (kpix)
4, 960
3, 371
2, 288
811
2, 048
2, 528
3, 157

Total per
slice (kB)
9, 920
6, 741
4, 576
1, 621
4, 096
5, 056
6, 315

Total per
cache (kB)

Multi-scale Decomp.
Direction Est.
Spatial Filter
Motion Est.
Temporal Filter
Contrast Enhancement
Multi-scale Recomp.

1,098
1,780
1,589
852
1,398
1,398
2,927

Input
(kpix)
4,391
1,780
795
0
699
699
524

Output
(kpix)
328
82
41
66
0
0
328

Overlap
(kpix)

5,489
3,561
2,384
852
2,097
2,097
3,452

Total per
slice (kpix)

10,720
6,955
4,656
1,664
4,096
4,576
6,741

Total per
slice (kB)

21,440
13,909
9,312
3,328
8,192
9,152
13,483

Total per
cache (kB)

Table 4.5 — Memory requirements for the application scenario on image quality enhancement, Case B (2, 048 × 2, 048 pixels) with a
straightforward partitioning on 8 processor cores (see Figure 4.6 (b)).

Multi-scale Decomp.
Direction Est.
Spatial Filter
Motion Est.
Temporal Filter
Contrast Enhancement
Multi-scale Recomp.

Input
(kpix)

Table 4.4 — Memory requirements for the application scenario on image quality enhancement, Case A (1, 024 × 1, 024 pixels) with a
straightforward partitioning on 4 processor cores (see Figure 4.6(a)).
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4.3.3

Performance optimization for multi-core systems

In this section, we propose a communication design, optimized for shared-memory
multi-core systems. Compared to the straightforward approach in the previous section,
the new approach is more application-specific, but can in its ideal form keep all required
memory storage from a processing task inside the local cache of the processor. The approach in a generic way combines functional partitioning and data partitioning7 . This
alternative approach involves three additional steps, on top of the straightforward mapping from the previous section. In total, we define four steps.
1. Cache-aware data splitting – In contrast to previous approach in splitting per core,
here, the number of shared L2 caches is used as the data splitting factor. In this way,
the required amount of memory (associated with the filtering overlap in the decomposition) can be reduced as the input slice is shared between processor cores,
connected to the same L2 cache.
2. Intra-task data splitting – For each algorithmic task, we split the image into smaller
slices locally. As a guideline, we consider the minimum memory requirement of
each task to support uninterrupted execution. The input and output data-slice
granularity remains unchanged, so no additional communication is introduced.
3. Inter-task data splitting – We further divide the globally partitioned image slice
into smaller slices. The optimal splitting of the image into slices is obtained when
a full locality of data is achieved with the least amount of splitting steps. This is to
avoid unnecessary communication-time overhead.
4. Verify locality of data against cache size – The memory consumption resulting from
the previous step, is accumulated from different tasks and compared to the available cache size. If there is an overflow, the previous step is repeated until the accumulated task-memory consumption fits in the cache, or the slice reached the
minimum required size for correct operation.
In Figure 4.7, we present for each step the splitting of the input image through the
pipeline of tasks. Figure 4.7 (a) illustrates straightforward data splitting, where Figure 4.7 (b,c,d) show the first three steps of our above approach. The above steps are
depicted as an algorithm flow in Figure 4.8 to clarify the steps and the decision making. This concept can be extended further. For example, the concept of data splitting for
matching the application with the platform properties can be generalized to task splitting
as well.
In this way, the functional computation is split over various processors to obtain a
more smooth computation. A more detailed discussion about these approaches has been
presented in the previous chapter. We have extended our algorithmic flow in Figure 4.8
for the general case that features both data and functional splitting. This involves mainly
7

Data partitioning can also be called data splitting, since we divide data sets over processor cores. In the
next chapter, computing tasks are divided over the cores leading to task splitting. Therefore, we prefer here the
term splitting to maintain an analogy with the next chapter.
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the functional task splitting in the additional loop at the top-right part of the diagram.
However, in this chapter, the processing is stream-oriented only, so that it is clear that
data splitting is preferred over splitting of functions, given the straightforward nature of
the processing.
For our application scenario on image quality enhancement for Case A, the following
steps are found, using Figure 4.8(a–d).
(a) This is the straightforward mapping case from the previous section, where each
task is split into slices and a slice is assigned to an individual processor core. This
is not further discussed here as this was used earlier.
(b) The image data are globally split into four slices, sharing the data of two tasks per
L2 cache, and an additional storage of extra required filter neighborhood is only
needed for image parts that are not resident in the same L2 cache (cache-aware
mapping, see Figure 4.9 (b)). As an example, we follow the multi-scale decomposition task and compare it to the straightforward approach, as illustrated earlier8 .
For an image pyramid of 6 levels, column M L in Table 4.2 shows that a 320 ×
320 pixel neighborhood is required around the current pixel, corresponding to an
overlap of 160 image lines. As the image is divided in only two shared data slices
per L2 cache, each slice requires an overlap only at the top or bottom of the data
slice. The required pixel neighborhood is therefore 160 lines of 1,024 pixels.
The data-block granularity that has to be stored for each two slices at the input is
(256 + 256 + 160) = 672 lines of 1,024 pixels. At the output, the size of the slice is 4
× (256 + 256) = 2,048 lines of 1,024 pixels (Table 4.2, column M O ). In total, 2,720
lines of 1,024 pixels are required, which is 2,720 × 1,024 pixels × 2 Bytes/pixels =
5,440 kB.
When we compare the new cache-aware mapping to the straightforward mapping without cache-awareness, the memory requirements for two instantiations of
multi-scale decomposition for Case A have decreased from 9,920 kB to 5,440 kB.
This still exceeds the capacity of 4,096 kB of the shared L2 cache. As the required
computation budget is lower than the available resource budget on the platform,
there is no need for additional functional task splitting.
(c) With respect to intra-task data splitting, the following is possible. We divide the
original data slices into two sub-slices of 128 lines of 1,024 pixels (see Figure 4.9 (c)).
As processing proceeds downwards, the data can grow to 320 lines of overlap. On
the average, the required overlap is 240 lines.
The intra-task memory-storage requirement for two task sub-slices amounts to
(128 + 128 + 240) = 496 lines of 1,024 pixels, where the remaining output memorystorage requirement is 4 × (256 + 256) = 2,048 lines of 1,024 pixels.
8
The term slice is chosen here, since it mostly covers the full width of the image with a varying amount of
lines which is similar to the data slices in MPEG video streaming.
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Figure 4.7 — Illustrating (a) straightforward data splitting and (b–d) our iterative
memory-communication design, based on a combination of intra-task and inter-task
data splitting (splitting factors are examples).
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Figure 4.8 — Flow chart illustrating the iterative memory-communication design, based
on a combination of intra-task and inter-task data splitting.
In total, 2,544 lines of 1,024 pixels are required, which are equivalent to 2,544 ×
1,024 × 2 Bytes/pixel = 5,088 kB. This is still too large for the shared L2 cache.
(d) Inter-task data splitting can lower the storage requirements between pipelined
functional tasks even further by decreasing the buffer sizes between different tasks.
Applying inter-task data splitting for the multi-scale decomposition task of Case
A results in 8 slices of 128 lines, which decreases the output memory-storage re78
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Figure 4.9 — (a) Straightforward mapping, and (b–d) three iterations of our new
inter/intra-task splitting for the multi-scale decomp. task of Case A.
quirement to 4 × (128 + 128) = 1,024 lines of 1,024 pixels. As the intra-task memory
storage remains the same here, in total, 1,024 + 496 = 1,520 lines of 1,024 pixels are
required, which is equivalent to 1,520 × 1,024 × 2 = 3,040 kB (Figure 4.9 (d)). As a
result, a full data locality is obtained.
Prior to executing the next task in the pipeline, the intermediate and input cache
storage of the previous task are flushed, thereby creating the required space in the
local L2-cache for the next task in the pipeline of tasks.
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A similar analysis can be performed for Case B, where at the start, the image is globally
split in four data slices divided over 8 processors, connected to 4 shared L2 caches. The
following paragraphs refer to the subfigures of Figure 4.10(a–e).
(a) This is the straightforward mapping case from the previous section, where each
task is split into slices and a slice is assigned to an individual processor core. This
is not further discussed here.
(b) As the image is divided into four data slices, two slices require an overlap at both
sides, and two slices require an overlap only at the top or bottom. The required
pixel neighborhood at the borders of the slices is therefore 6/4 × 160 = 240 lines
of 2,048 pixels (average).
With straightforward mapping, the data-slice granularity that has to be stored at
the input for the multi-scale decomposition task is (256 + 256 + 240) = 752 lines
of 2,048 pixels. At the output, a data slice of 4 × (256 + 256) = 2,048 lines of 2,048
pixels is generated (Table 4.2, column M O ). In total, 2,800 lines of 2,048 pixels are
required, which are equivalent to 2,800 lines × 2,048 × 2 Bytes/pixel = 11,200 kB.
(Figure 4.10 (b)).
As the required computation budget is lower than the available resource budget
on the platform, there is no need for additional functional task splitting.
(c) With respect to intra-task data splitting, the following is possible. The granularity
can be decreased locally to 16 sub-slices of 128 image lines of 1,024 pixels per slice,
plus 160 lines of overlap to comply with the required overlapping pixels for the
image pyramid. Each slice is then 128 × 1,184 pixels large. (Figure 4.10 (c)).
For 14 from the 16 sub-slices, an overlap is required at both sides, where two subslices require an overlap only at the top or bottom. The required pixel neighborhood at the borders is therefore 14/8 times 160 lines of 1,184 pixels = 280 lines of
1,184 pixels (average).
The intra-task memory-storage requirement for two slices is (128 + 128 + 280) =
536 lines of 1,184 pixels, where the remaining output memory-storage requirement
is 4 × (256 + 256) = 2,048 lines of 2,048 pixels. In total, 1,240 kB + 8,192 kB = 9,432
kB is required, for two slices per L2 cache. This is too large to fit to the shared L2
cache.
(d,e) On top of the previous splitting, we apply two iterations of inter-task data splitting
to lower the storage requirements even further. We restrict ourselves here to the
analysis of the last iteration. It results in 2 sets of 16 sub-slices, where each slice
is 128 × 1,024 lines wide. This leads to a decrease for the output memory-storage
requirement to 4 × (128 + 128) = 1,024 lines of 1,024 pixels. Hereafter, in total,
1,024 lines of 1,024 pixels are required plus 536 lines of 1,184 pixels, which in total is
equivalent to 3,288 kB. As a result, a full data locality is obtained (Figure 4.10(d,e)).
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Figure 4.10 — (a) Straightforward mapping, and (b–e) four iterations of our new
inter/intra-task splitting for the multi-scale decomp. task of Case B.
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iterations of our new inter/intra-task data splitting for Case A.
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Figure 4.12 — (a) Memory requirements for straightforward mapping, and (b–e) four
iterations of our new inter/intra-task data splitting for Case B.
In Figure 4.11 and Figure 4.12, the memory requirements are shown for all tasks in
the flow graph for image quality enhancement, using straightforward mapping and our
newly proposed intra/inter-task data splitting. The bar indicated with ‘a’ refers to the
straightforward mapping (see Section 4.3.2). The bars indicated with ‘b’ through ‘e’ refer
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to the succeeding iterations of the flow chart of Figure 4.8. For Case B, more iterations
are required than for Case A, as the full locality of data is obtained at a later stage in the
performance design. More detailed results can be found in Table 4.6 and Table 4.7.
The results for Case A in Figure 4.11 show the general trend that the memory requirements for each task are decreased with the amount of iterations in the flow chart. The difference between the bar indicated with ‘a’ (straightforward mapping) and the other ones
show similar difference characteristics except for the multi-scale decomposition task,
where bar ‘b’ already reduces with 50 %. This is explained by the large filter neighborhood that is copied twice per cache memory. The memory requirements for the motionestimation task are relatively low, as this is the only function that is independent of the
multi-scale decomposition. This can be seen from Table 4.2, where the memory locality has no spatial component and thus not depend on the power of N. For Case B in
Figure 4.12, similar conclusions hold.
In the next section, we will verify the performance estimation and optimization models on the target platform architecture and present experimental results comparing the
modeling approach with the actual measured results.
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Table 4.7 — Memory requirements for the first application scenario, Case B (2, 048 × 2, 048 pixels), applying the new inter/intra-task
data splitting. After four steps in the flowchart of Figure 4.8, a full data locality is obtained.
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Table 4.6 — Memory requirements for the first application scenario, Case A (1, 024 × 1, 024 pixels) applying the new inter/intra-task
data splitting. After three steps in the flowchart of Figure 4.8, a full data locality is obtained.
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verification of results with a real software implementation.

4.4

Experiments and results

In this section, we show the results of combining the effects of intra-task and inter-task
splitting and minimization of the memory consumption. We implement each task for
optimal data locality and compare the results to a straightforward mapping, where each
task uses its own private memory storage and a single task granularity is defined globally.
A: Conditions for the experiments and assumptions
The setup of the complete experiment is illustrated in Figure 4.13. First, pilot experiments are performed to gather the requirements for the application scenario on image
quality enhancement (Chapter 2), as described in more detail in Section 4.2.2. The computation requirements for each task are gathered by measuring the instruction count on
a single processor core on the platform, with a data set size small enough to fit the local
cache memory of the chosen processor. Subsequently, memory requirements are derived analytically from the algorithm specifications, where only input/output operations
on arrays are taken into account. Second, we analytically evaluate different mapping and
task instantiations of the complete application on multiple cores, following the method
described in Section 4.3. The developed models for bandwidth an latency are then used
to estimate the memory bandwidth and latency of the complete processing, following
the equations from Section 4.3.1. Third, the obtained modeling results are verified with
actual values measured on a real platform, executing the same application.
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B: Results and explanation
The obtained results are shown in Table 4.8 and Table 4.9 for Case A and Case B,
respectively. The positions in the third column of Memory I/O bandwidth, indicated
with “n.a.” cannot be computed, as these values are inside the processing chain and do
not refer to memory I/O bandwidth. Similar reasoning holds for the fourth and the fifth
column, where source data and delivery to a sink do not have cache misses or additional
bandwidth. Let us now further discuss the useful values.
Case A is the first case explored, where 1K×1K images are mapped onto a multicore platform using 4 cores in parallel. The processing starts with a noise-reduction task
and in two branches contrast enhancement is applied, using multi-scale processing and
subsequent further quality improvement measures. We have compared our proposed
communication design to a straightforward mapping, where the image is split in slices
of 1,024×256 pixels at all stages of the processing. In our experiments, we have two important system aspects to be discussed, (1) memory bandwidth and (2) latency, where
latency is divided in two factors, computation latency and memory latency.
1. Memory bandwidth modeling and measurement for Case A – Simulation results
from Table 4.8 show a memory bandwidth for our communication design of 315 MB/s,
as all intermediate communication bandwidth is arranged locally via the L2 caches. Actual bandwidth measurements on the target system result in 350 MB/s (average), which
is a deviation of only 10% as compared to the simulated values. The difference between
simulations and actually measured values can be explained by the fact that the model
concentrates on operations with arrays only and the model does not incorporate all detailed memory actions for individual variables and parameters.
With a straightforward mapping for Case A, simulations indicate the addition of
1,421.3 MB/s of additional cache-miss bandwidth, giving a total bandwidth of 1,736.3
MB/s. Bandwidth measurements on the target system result in 1,900 MB/s (average),
which is a deviation of only 9% as compared to the simulated values.
2. Latency modeling and measurement for Case A – The computation latency of the
complete image processing application for Case A is estimated as 25.4 ms. However, besides computation latency, also memory latency needs to be accounted. The memory latency is estimated as 0.9 ms, which results in a total simulated latency of 26.3 ms. Latency
measurements on the target system result in 24 ms. Compared to the simulations, the
measurements show a deviation of only 9%. With a straightforward mapping approach,
we expect that between 7.0 and 26.4 milliseconds latency is added due to cache-miss latency where the processor is waiting for memory. This value varies with the actual bus
and memory contention (see Section 4.2.1).
In contrast to the measurements on memory bandwidth, the experiments do not reveal a latency penalty for the additional cache-misses. The memory architecture with
advanced prefetching techniques, implemented by the chip manufacturer apparently
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handles the memory traffic sufficiently well, so that the measured memory latency is
hidden in the pipeline of computing tasks. To further analyze the behavior under heavy
memory-usage conditions, the system is artificially loaded with background tasks, introducing medium-to-large contention on the bus and memory architecture. In the experiments, the difference between modeling and actually measured values now becomes
surprisingly close. The results show that the measured latency can increase to 50 ms
with high contention on the bus and memory architecture in cases where the number of
outstanding memory requests is saturating.
In this situations, a deviation of only 5% from the simulated values is measured. We
conclude that for a straightforward mapping, the memory bandwidth can be calculated
both from the model and via measurements on the platform, where the memory latency
is only visible when the computing platform is fully loaded.
3. Memory bandwidth modeling and measurement for Case B – This case has been
explored in a similar way, with 2K×2K images mapped onto a multi-core platform using 8 cores in parallel. This solution has also been compared to a straightforward mapping, where the image is split into slices of 2,048×256 pixels at all stages of the processing. Simulations in Table 4.9 show a memory bandwidth for our communication design
of 705 MB/s, as all intermediate communication is arranged locally via the local cache
memory. Bandwidth measurements on the target system result in 800 MB/s (average),
which gives a deviation of 13%, as compared to the real measured values. With a straightforward mapping, simulations indicate the addition of 5,486.3 MB/s of additional bandwidth, giving a total bandwidth of 6,191.3 MB/s. In practice, the instantiated platform
architecture is unable to cope with these high bandwidth requirements, so the system
completely stalls.
4. Latency modeling and measurement for Case B – The computation latency for
Case B is estimated as 50.2 ms and the memory latency is estimated at 1.9 ms. In total the simulated latency is 52.1 ms. Latency measurements on the target system result
in 48 ms. Compared to the simulations, the measurements show a deviation of only 8%.
As already stated for memory bandwidth, with a straightforward mapping, the system
completely stalls and no comparable measurements can be performed. This means that
the straightforward approach will not execute at all.
C: Discussion
While looking at the results, the reader may argue the usefulness of distinguishing
an inter-task and an intra-task data splitting strategy. Instead, one may think that it
can be beneficial to only apply a single global task granularity. The reason not to do
so, can be clarified with an example. For the implementation of Case B, the memory
requirement of the direction-estimation task is 68 kpixels for the intra-task granularity
and 262 kpixels for the inter-task granularity. This relatively large inter-task slice results
in a low communication overhead between separate tasks.
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The alternative would be that the inter-task granularity would also be based on 68 kpixels which seems attractive at first glance, but would lead to more communication overhead between tasks and a much higher number of tasks for distribution over the computing cores. This communication overhead would lead to scheduling overhead which
adds up to the total pipeline latency.
A general approach for balancing inter and intra-task granularity can be based on
the following recipe. First, we divide the image into slices of which the size corresponds
with the reciprocal of the number of last level processor caches. Second, the nature of
the algorithmic task puts a lower bound on the amount of memory that supports the
task execution. Therefore, we define the intra-task granularity as a multiple of this lower
bound so that fluent local execution is enabled. The chosen granularity should then fit
with the amount of cores and the available cache memory. Preferably, overhead should
be low again, so that processors are filled with the largest possible slices.
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Table 4.9 — Performance estimates for the first application scenario, Case B.
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Table 4.8 — Performance estimates for the first application scenario, Case A.
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4.5

Summary and conclusions

In this chapter, we have defined rules for specifying and dividing image processing tasks
for parallel processing. The modeling and experiments in this chapter can be outlined
in the following four steps.
• The complete experiment in this chapter is based on the development of a detailed
timing model for memory communication on a general-purpose multi-core platform. The modeling equations are based on textbook examples and are extended
with timing rules for specific details of the instantiated architecture for the performance analysis in this chapter. The extensions are related to details about cache
misses, cache-to-cache communication and cache coherence. In the model, we
have incorporated only L2-cache behavior and omitted L1-cache issues. This is
based on the verified application knowledge that computational complexity is by
far dominant to the bandwidth when the mapping is properly organized. When
doing so, we found a factor of 25 difference between latency for computation and
bandwidth latency. This confirms that our simplified model was applicable to the
considered application scenario.
• The application computing model involves detailed numbers for the required computation cycles for streaming medical processing tasks, where we have measured
the required amount of computations on a small data set. The memory involved
with those tasks is derived analytically from the actual application, together with
the amount of input and output storage requirements. This analysis been performed for all application tasks.
• Based on the above timing model and requirements analysis for tasks, we have
derived latency and bandwidth equations that estimate the required latency and
bandwidth for the adopted platform and the streaming nature of the application.
Results show that a straightforward data splitting overloads the L2 cache capacity
of the platform, leading to additional memory bandwidth usage. When executed
in parallel with other tasks, the memory bus will occasionally have contentions
which is causing temporal increase of the latency. The result over time is that the
latency is jittering.
• We propose an iterative memory-communication optimization based on a combination of intra- and inter-task data splitting. The resulting procedure performs
a cache-aware data split, depending on the requirements of the individual tasks
with the aim to match the slice size to the available cache size. For example, this
means that the multi-resolution decomposition of the medical images should be
divided in such a way that the data slices are a rational fraction of the cache size.
The full streaming application was implemented on a real platform and its performance was evaluated. The application optimization has been worked out for two
instantiations, with clearly different computing and throughput requirements. The
results of those experiments and evaluations are summarized in the following two
paragraphs.
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The memory bandwidth has been compared with two different mappings, a straightforward approach and a new mapping based on elegant intra- and inter-task splitting.
The latency of the application for Case A, given our proposed communication design is
26.3 ms. Actual latency measurements on the target system result in 24 ms. Compared
to the modeling results, a deviation of 9% is reached. With a straightforward approach,
in the model, between 7.0 and 26.4 milliseconds are added due to cache-miss latency
where the processor is waiting for memory. With a straightforward mapping, and under
full bandwidth load, the measurements reveal a fluctuating latency of up to 50 ms due to
high contention on the bus and memory architecture.
At the start of our research, this application scenario was modeled with a latency parameter of 50 ms with a strongly fluctuating nature of 15–20 ms. After our modeling and
improved mapping, the latency is only based on the actual computations and involves
24 ms with a 2–3 ms fluctuation. This enables a much better planning of the system
load and opportunities for additional computing tasks, if resources are still available.
For the second instantiation, Case B is based on 2K×2K image processing, memorybandwidth simulations deviate 13% from the real measured values. The total latency of
the image processing application with our proposed communication design is 52.1 ms,
where 48 ms is measured, resulting in a deviation of 8%. This result of our mapping
just allows execution, where the original approach with a straightforward mapping, the
system completely stalls. This means that the straightforward approach will not execute at all. Hence, our final conclusion is that the proposed modeling has resulted in a
controllable latency of the full application execution, which allows after optimization, to
execute additional functionality (Case B: 2K imaging) without overloading the platform.
In this chapter, the first two research questions posed in Chapter 1 are addressed and
we have developed approaches and models for controlling and estimating essential system parameters in the execution. Furthermore, this control and estimation techniques
enable a sharper system optimization with respect to those essential parameters, such
as latency. However, the method for constructing the application requirements is time
consuming. The same holds for developing the memory communication model. Nevertheless, the experiment is highly valuable, since the system optimization is associated
with a considerable system cost and the resulting alternative execution architectures have
provided ways for cost reduction or adding attractive functionality to the same system,
which currently is executed on an additional separate platform. This potential gain in
reduction or adding functionality will be further elaborated in Chapter 6.
The proposed techniques have proven to be valuable for signal processing tasks with a
streaming nature, such as filtering and noise reduction. However, if processing becomes
more irregular and model based, such as in image analysis and segmentation, the proposed data partitioning algorithm has to become more adaptive and flexible to preserve
the efficiency gain. In the next chapter, we will elaborate on the modeling of computation
and memory resource usage for dynamic applications, in which we describe application
scenarios for image analysis and motion-artifact correction of subtraction angiography.
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Prediction is very difficult, especially
about the future
Niels Bohr, 1885 – 1962

This chapter addresses a new and strongly upcoming class of dynamic imaging applications, based on image and content analysis. Such applications are characterized by stochastic computing behavior and memory usage. By accurately modeling the resource usage for
this kind of applications, resource allocation on the platform can be based on the actually
required resources instead of following a worst-case approach. It is shown that with linear
models and statistical techniques, a rather good accuracy (94–97%) for predicting the resource usage can be obtained. This paves the way for managing the application in much
more detail, which will later in this thesis be used for advanced quality control.

5.1

Introduction and motivation

In Chapter 4, we have concentrated on estimating and optimizing the performance of
stream-based medical imaging tasks on multi-core architectures, following the first application scenario on image quality enhancement. The proposed techniques apply to
conventional stream-based signal processing tasks, such as filtering and noise reduction.
Given the emerging trend for dynamic imaging applications, as described earlier in
Chapter 1, image processing becomes more irregular and model based and this development can also be noticed in medical image analysis and segmentation. The computational complexity of such applications is often data dependent and memory usage is more
irregular in comparison to streaming applications. Usage of this kind of tasks within Xray interventional imaging procedures is hampered by the fact that a low latency cannot
be guaranteed and the latency fluctuates continuously. The static partitioning algorithm,
as proposed in Chapter 4, is not a solution for this problem, as the computational complexity of tasks is varying during execution.

93

5. Performance prediction of X-ray image analysis
Let us illustrate this difference in computing behavior between stream-based tasks
and feature-based (data-dependent) image analysis tasks with two examples. Algorithm 1
shows the pseudocode for an example stream-based task, known as a median filter kernel. The task is characterized by a repetitive nature of operations on window Wi , j of
image I i , j . The amount of computations therefore scales linearly with the size of the
image window. In contrast to this, Algorithm 2 shows the pseudocode for an example feature-based task, known as active-contour model or snakes [38]. The task has an
irregular memory-access pattern based on minimizing an energy function E j of an arbitrary number of feature points within an image window around each feature point.
The required amount of iterations is based on the input image, and the iterations stop if
the energy function E j reaches a minimum, which varies with the image content. The
example clarifies that static analysis of the tasks, as proposed in Chapter 4, will lead to
suboptimal results for image analysis tasks, as the computational complexity is variable.
Algorithm 1 Stream-based filter kernel (median filter).
E i = (Wi / 2)
E j = (Wj / 2)
for j = E j to j < (I j − Wj ) do
for i = E i to i < (I i − Wi ) do
for f j = 0 to Wj do
for f i = 0 to Wi do
Array[ f i ][ f j ] = I[i + f i - E i ][j + f j - E j ]
Sort(Array)
O[i][j] = Array[Wi / 2][Wj /2]
end for
end for
end for
end for
The aim of this chapter is twofold. To gain more insight in the data dependency and
runtime complexity of feature-based image analysis tasks, we first present an approach
for modeling the dynamic task characteristics given two representative application scenarios, with the aim to accurately predict the application performance at runtime.
Afterwards, as the applications featuring image analysis tasks are currently too slow
to be executed in real-time, we present modifications to the algorithm flow graph to
enable the usage in a low-latency X-ray interventional setting. We do not aim at the
redesign of the internal algorithms, but instead, we enhance the execution architecture
with runtime mapping of tasks. This mapping involves basically that parallel execution
of the algorithm is made adaptive to the execution requirements. In this chapter, we develop the model to control the parallelism in the application. For the case where multiple
applications are executed in parallel and sharing resources, also quality-of-service control comes into play. This part is not discussed here, but handled in Chapter 6.
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Algorithm 2 Content-analysis (active-contour model).
while (steps < threshold) do
for (v i = 0 to v i <= max points ) do
E min = BIG
for (j = 0 to j <= maxw indow ) do
E j = α i E int, j + β i E ex t, j + γ i E image, j
if E j < E min then
E j = E min
j min = j
end if
end for
if j min ! = v i then
v i = j min
steps++
end if
end for
end while

This chapter is further organized as follows. Section 5.2 starts with an overview
of state-of-the art performance prediction methods. Section 5.3 describes the application requirements specification for the two remaining application scenarios from Chapter 2, following the architecture and performance design approach, as introduced in Section 4.2. Subsequently, in Section 5.4, we present our method for performance prediction
employing statistical techniques, including experiments and results for the application
scenario on image analysis. Section 5.5 presents a technique for performance prediction
employing motion estimation, including experiments and results for the application scenario on digital subtraction angiography. Next, in Section 5.6, we present modifications
to the algorithm flow graphs to enhance the parallelism in the fluctuating execution.
Section 5.7 presents conclusions.

5.2

Performance prediction: preliminaries and related work

Prior to presenting an approach that can be used for performance prediction of the two
application scenarios containing feature-based (data-dependent) image analysis tasks
from Chapter 2, we first classify different performance techniques to propose a modeling technique. Performance prediction is a challenging problem as the input data sets
may cause variability in computational complexity. Generally, a parallel application is
characterized as being a collection of tasks and their interrelations, described by Synchronous Data Flow (SDF) graphs [68]. On these graphs, the processing is executed in
the form of jobs and tasks which can have a processing or memory-oriented nature. The
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SDF graph is well studied for mapping DSP applications onto multiprocessor architectures. With SDF and the buffering between tasks, well-defined structures can be built
without complex dependencies between tasks. This improves the predictability of the
performance analysis [101][102]. SDF can model general DSP applications having static
characteristics, whereas the application scenarios we investigate in this chapter are dynamic and data-dependent in behavior, which restricts the use of SDF. The key of SDF
is to create a running execution model that can execute with minimum buffering and
without deadlocks. However, our problem in this chapter is not dealing with buffered
communication optimization but with controlling the unpredictability in the required
computation of certain image processing tasks while satisfying a latency constraint.
We therefore consider analytical methods and statistical techniques for the modeling and prediction of the execution time. Since our problem is computation constrained,
rather than memory / communication oriented, we pursue a solution that does not make
any assumptions about the memory communication model and concentrates on the
computations only. Simulations are used to provide insight about the execution order
and modeling accuracy during the execution. Let us now discuss these three aspects
in more detail and argue about the applicability of performance prediction for featurebased (data-dependent) image analysis tasks.
● Analytical Methods – Queueing Networks describe the execution of a platform by
servers and jobs. Jobs are first inserted into queues and waiting until the server can
handle their requests. A job is characterized with an arrival rate, a queue by an average
number of jobs in the queue, and a server with the mean service time. The platform can
then be described and analyzed as an M/M/1 queueing problem [103]. As this modeling
applies to general-purpose computing, modeling an arbitrary combination of streambased and image analysis tasks with high accuracy is hardly possible. Thiele [85] has
described an analysis method based on real-time calculus. However, it is not applicable
to data-dependent processing tasks. Gautama [86] has presented an analytical approach
for parallel applications having stochastic execution times of workloads. The solution is
not able to characterize any long-term dependencies on the input data.
● Statistical techniques – These techniques are data-driven approaches based on input
data characteristics. Popular techniques are Graph theory [104], linear models [105][106],
stochastic models [102][107], Markov-chain analysis, [108][109] and Neural networks
[110] [111]. The advantage of such models is the abstraction from irrelevant issues at different stages of the design, and very fast estimation of the execution behavior. This type
of modeling is particularly attractive for processing with data dependencies or dynamics within the processing tasks itself, leading to considerable variations in execution time
and behavior. Statistical techniques are then used to describe these variations in a model.
● Simulations – This is one of the mostly employed techniques and it is based on the
construction of a simulation model that is typically executed on a host computer sys96
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tem [112]. It is used when the analytical methods do not allow the use of previous methods, because of the complexity of the exploration space. The results are highly dependent
on a proper selection of the input data. Prior work [113][114][115][116] has modeled the
execution of multimedia streaming tasks in linear timing equations, where possible data
dependencies are handled by including important coding parameters into the model.
Gheorghita [117] has described a scenario-based prediction paradigm. It is based on the
observation that dynamic behavior is typically composed of a limited number of subbehaviors, called scenarios.
Considering the above classification, the problem of performance prediction for image analysis applications can only be partially solved by Queueing Theory approaches.
It will give a model that is not accurate enough for the behavior prediction of dynamic
tasks, leading to unpredictable statistics. We have to adopt an alternative method, as the
above approach will fail in case of dependencies and dynamic behavior in processing.
Earlier work on performance modeling of multimedia MPEG-4 applications [118]
[119], has resulted in a concept of extracting parameters from the MPEG header at the
decoding stage. In our case, algorithm parameters cannot be easily extracted from the
image stream, and therefore a different approach is required for performance prediction.
As a consequence, the techniques for modeling the computing behavior will be chosen
in a different direction. Statistical techniques describing the stochastic nature of the execution seems more elegant, since the data dependencies need not to be known in detail
in order to construct a feasible model. Simulation and modeling play an important role
for model construction and tuning to sufficient accuracy. In our case, we can distinguish
tasks that are fully independent of the input data and also tasks of which the complexity
is highly dependent on the input. Furthermore, in some cases, tasks exist for which the
algorithm switches between scenarios, leading to a highly varying computation behavior.
In the next section, we describe our two representative application scenarios for
X-ray interventional imaging featuring feature-based (data-dependent) image analysis
tasks in more detail. Subsequently, we develop concepts for performance prediction of
the computational resource usage for these applications, which address each of the previous aspects individually. Section 5.4 describes the second application scenario, where
Section 5.5 concentrates on the third application scenario.

5.3

Application requirements and specifications

To prepare a concept and experimentation, we have selected two application scenarios
that are based on two types of processing: stream-based and feature-based tasks. Both
cases on image analysis and motion compensation have a much more dynamic nature
in computing and memory usage than the first application scenario based on streaming
processing tasks (see Figure 5.1). For latency-critical applications such as X-ray interventional imaging, large deviations in the computational complexity can hamper performance on current systems, or require a more expensive platform for the near future.
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Figure 5.1 — Computation time for the application scenario on image analysis, showing a
large difference between the worst-case and average-case execution times.

Cost-efficient implementations of dynamic image analysis applications can be hard to
achieve without the over-provisioning of resources or ungraceful degradation in overload situations. The resulting system implementation is therefore a suboptimal solution.
In Section 4.2, we have defined rules for specifying processing tasks and ways for
multiplying or dividing them for parallel processing. Following these rules, the amount
of computations is derived directly from micro-benchmarking, expressed in instructions
and computational cycles on a per pixel basis. This analysis starts from a reference implementation in software, used in the Allura Xper system1 .
The local memory usage is derived analytically from the algorithm specifications, starting without any specific assumptions for the execution platform. Values are expressed in
terms of memory locality or neighborhood, memory input and memory output. For concentrating on significant memory requirements, only input/output operations on arrays
are taken into account.

5.3.1 Advanced diagnosis with image analysis
In Chapter 4, we have investigated the first application scenario, containing stream-based
image processing tasks. In this chapter, we will concentrate on the two remaining application scenarios, consisting amongst others of image analysis for advanced diagnosis of
X-ray angiography procedures.
The second application scenario explores a medical image analysis application to detect and enhance moving stents under X-ray fluoroscopy imaging during a live inter1
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Such systems are commercially available from Philips Healthcare, Best, the Netherlands.
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ventional angioplasty procedure. The presented application scenario consists of several
steps, as depicted in Figure 5.2.
The application can be described by several dynamic tasks, where the computational
complexity of the task can vary with the input sequence, combined with conditional
switch statements. After placement of a stent, the candidate balloon markers are detected in the image using an automatic marker-detection algorithm. Ridge detection
and filtering is applied to the input images such that all other structures are removed, except candidate balloon markers. Subsequently, selection of the markers associated with
the same stent is done by selecting punctual dark zones contrasting with a bright background. Based on a-priori known distances between the balloon markers, the two best
markers are selected from a set of candidates. The guide wire is detected by a ridge filter
in guide-wire detection. Subsequently, temporal registration aligns respective markers
in selected image frames based on a motion criterion, where a temporal difference is performed between two succeeding images of the sequence. A Region-Of-Interest (ROI) is
estimated in the original image, where the markers have been detected previously. If the
two selected markers are situated on a track corresponding to a ridge joining them (the
guide wire), then an indication occurs that the results obtained by automatic marker extraction are found stable. Enhancement of the stent is performed by temporal integration
of the registered image frames according to the balloon markers. The output is presented
by zooming in on the ROI containing the stent. More details about the application can
be found in Chapter 2.
Given the rules from Section 4.2.2 for specifying application models, we will now discuss each functional block for the application scenario in more detail. Figure 5.2 portrays
the image analysis tasks which are now discussed individually, following Table 5.1.
• Marker detection – This task requires a content-dependent amount of instructions
per pixel (I C ), varying between 75 and 250 instructions, and equivalent to the range
of 50–175 compute cycles (C C ). The processing is performed with floating-point
values. Calculation of the Hessian matrix requires a memory locality (M L ) of 4×4
pixels. Memory output (M O ) storage requirements are five times the input image
(M I ).
• Marker-selection – This task also requires a content-dependent amount of instructions per pixel (I C ), varying between 2 and 20 instructions, and equivalent to the
same amount of compute cycles (C C ). The task requires the five input buffers from
the previous task as input (M I ). The result will be values representing marker pairs,
where the memory usage at the output is negligible (M O ).
• Guide-wire detection – Between 75 and 85 instructions are required per pixel (I C ),
and equivalent to 45 to 55 compute cycles (C C ). It requires a memory locality (M L )
of 4×4 for the Hessian matrix. Memory storage requirements are negligible as the
input and output operates on a sorted list of B-spline control points instead of pixel
values.
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Figure 5.2 — Flow graph of processing tasks for image analysis.
Table 5.1 — Computation, memory and input/output requirements for advanced diagnosis
with image analysis (indicated values are numbers per pixel).

Marker detection
Marker selection
Guide-wire detect.
Registration
Enhance & Zoom

Comp.
Cycles
(C C )

Instr.
Count
(I C )

Memory
Locality
(M L )

Memory
Input
(M I )

Memory
Output
(M O )

50 − 175
2 − 20
45 − 55
50
80

75 − 250
2 − 20
75 − 85
50
120

(4 × 4)
n.a.
(4 × 4)
n.a.
ROI

N
5N
n.a.
n.a.
N

5N
n.a.
n.a.
n.a.
5N

• Registration – The computation requirements are 50 instructions per pixel (I C ) and
an equivalent amount of computation cycles (C C ). There is no memory locality
required and the memory usage is negligible.
• Enhance and zoom – The filter requires 120 instructions per pixel (I C ), equivalent
to 80 compute cycles (C C ). A memory locality (M L ) of the size of the ROI is
required around the current pixel. Memory storage requirements are the image
at the input (M I ), and five times the image at the output (M O ).
Compared to the application model, as described in Chapter 4, the described application is dynamic in three major aspects (Figure 5.2): (1) At the start, a ROI of a variable,
data-dependent size is chosen for further analysis, and (2) at every stage, a switch function selects a specific flow graph, depending on the previous stage(s). Moreover (3), as
some of the tasks require a variable complexity intrinsically, which leads to a resource
usage that is highly content-dependent, as visualized in Figure 5.1.
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In the next subsection, we describe the application model for the third application
scenario on motion-compensated subtraction imaging of Figure 5.3 in more detail.

5.3.2 Motion-compensated subtraction imaging
The third application scenario involves image registration for Digital Subtraction
Angiography (DSA). The details on the principles of DSA can be found in Chapter 2.
Motion-compensated DSA consists of two phases. First, in the initialization phase, the
triangular mesh of control points of the selected mask image is generated. Second, for
each subsequent image frame, template-matching based image registration is performed
between the live image and the mask image. In Figure 5.3, both phases are shown. For
completeness, we discuss all tasks individually for both phases, following Table 5.2.
• Edge detection – This task uses 300 instructions per pixel, equivalent to 200 compute cycles. Compared to directional estimation in the previous case study, the
amount of cycles is twice as large, as the processing is performed with floatingpoint values. Gaussian blurring requires a memory locality of 5×5 pixels, edge detection requires the same. Besides the input image, memory storage requirements
are the downscaled processed output.
• Control-point selection – This task uses 10 instructions per pixel, and an equal
amount of compute cycles. Each stage in the selection requires 8×8 pixels around
the current pixel. Memory storage requirements are the edge-enhanced image at
the input, and since the results are control points, no output storage requirements
are required.
• Delaunay triangulation – The triangulation task requires 150 instructions per pixel,
equivalent to 100 compute cycles. It requires a memory locality of 256×256 pixels
around the current pixel, as the maximum distance between control points is 128
pixels. Memory storage requirements are negligible because the input and output
operates on a sorted list of control points instead of pixel values.
• Template matching – This task operates on each image frame and the computation requirements vary between 1000k and 2000k instructions per control point.
This variance depends on the amount of motion between the mask and live image frames. The computation requirement is equivalent to the range of 500k to
1000k compute cycles per control point. A sliding window of 51×51 pixels requires
a memory locality of 100×100 pixels around the current pixel. Since the outputs
are motion vectors only, requiring negligible storage requirements, memory storage is limited to the input image.
• Warping – An amount of 30 instructions are required for this task, equivalent to 15
compute cycles. It requires a memory locality of 256×256 pixels around the current
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Table 5.2 — Computation, memory and input/output requirements for motioncompensated DSA (values for all tasks are per pixel, except for template matching, values per control point).

Edge detection
Ctrl point select
Delaunay
Template match.
Warping
Subtract&Zoom

Comp.
Cycles
(C C )

Instr.
Count
(I C )

Memory
Locality
(M L )

Memory
Input
(M I )

Memory
Output
(M O )

200
10
100
500k – 1000k
15
5

300
10
150
1000k – 2000k
30
10

(5 × 5)
(8 × 8)
(256 × 256)
(100 × 100)
(128 × 128)
n.a.

N
N/4
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N
N/4
2N/4

N/4
n.a.
n.a.
n.a.
N/4
N

pixel and the maximum distance between control points is 128 pixels. Memory
storage is restricted to the input image and the warped mask image.
• Subtraction & Zoom – This task uses 10 instructions per pixel, equivalent to 5 compute cycles. Memory locality is negligible and the storage requirements are the
current pixel of the mask and live image, and a single buffer with results.
The tasks belonging to the generation of the triangular mesh of control points (Tasks
1, 2, 3), and the final image warping and subtraction task (Task 5, 6) are identified as
static, having a static complexity. Performance can be estimated with a constant value.
With respect to dynamic tasks, registration of the mask image (Task 4) with the live image
depends heavily on the motion error of the mask image with the processed live image
data, as can be seen in Figure 5.4. As this task is based on template matching, the actual
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Figure 5.4 — Computation time for the application scenario on motion-compensated DSA
showing large differences between WCET and ACET.

computational complexity varies with the number of control points and the required
amount of iterations for each matching procedure. The amount of iterations for template
matching is heavily correlated with the motion between the mask image and the live
images. Global object motion will have a higher impact on the complexity than local
object motion, as the motion error and the number of matching iterations will be also
higher.
Comparing the above two applications featuring feature-based analysis tasks with the
stream-based image-enhancement application from the previous chapter, it is clear that
functions like image analysis and motion compensation, have a more dynamic nature
in computing. The memory usage requirements are still relatively static, but the access
patterns are more irregular as compared to sequential access patterns in stream-based
tasks. Static analysis of the tasks, as proposed in Chapter 4, will therefore lead to rather
inaccurate results.
The reader should notice that the functions as presented in this section are typical
video and image processing functions that can be found in various other well-known
application areas, such as multimedia video processing, video coding and TV processing
and related professional areas like video surveillance. There is ample literature to prove
this statement and it is known by experts in these fields. Also in the mentioned areas,
processing tasks become more diverse, and video and image analysis tasks are gradually
entering the arena. Apart from the differences in the details, the investigated modeling
in this chapter has a broader value than medical imaging2 .
2

As an example, we mention here the MPEG-4 processing standard, where object-oriented coding is one
of the profiles that relies on finding objects in the scene and then coding those objects independently. Such a
case is rather similar to the application scenario on advanced diagnosis from Section 5.3.1.
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Probably, for more complex systems, multiple classes of functions will appear where
each class will require an appropriate model for performance prediction. The amount of
models will be determined by their individual accuracies. The application diversity that
we discuss here is still limited so that it is difficult to already preliminary define such
model classes in advance. In this chapter, it will be shown that a limited set of models
will be sufficient to describe the performance behavior of the considered applications.
In the next sections, we present an approach to model the dynamic characteristics of
tasks, to accurately predict the application performance. The aim is to enable runtime
mapping of tasks on the multi-core platform, to increase the parallelism and lowering
the latency variations.

5.4

Image analysis: prediction employing statistical techniques

The second application scenario from Chapter 2 describes a medical imaging function
to enhance moving wire mesh tubes (stents) under X-ray fluoroscopy imaging during an
interventional angiography procedure [120]. In this application, static modeling of resources is complicated because depending on the image content and intermediate results,
the function may switch to a different group of tasks, with the following characteristics.
• Dynamic decision making in the flow graph is based on the image content.
• The flow graph may switch to a different group of tasks, based on outcomes of the
analysis tasks.
• Tasks cannot be easily switched off, as this will lead to an unacceptable processing
result.
Therefore, the resource-usage model should be based on stochastic properties and
must be able to handle abrupt changes in behavior and statistics. The modeling is reported here for predicting computations only, as the involved dynamics in memory and
communication bandwidth usage are less significant (see Table 5.1). In this case, the
static modeling of memory, as explained in the previous chapter, is sufficient to derive
the memory and bandwidth requirements.

5.4.1 Modeling concept
We reuse the design procedure from Chapter 4, and confine ourselves to the application
modeling only. For the detailed steps, see Figure 5.5. An essential difference with Chapter 4 is that here the model will be based on performing a prediction of the computation
time, whereas in the previous chapter, the computations were fixed, so that a stationary
model could be defined. Here, the requirements are fluctuating, and we estimate that at
least that a part of these fluctuations can be predicted.
We model the application as an iterative “for” loop, taking I iterations to produce I
data tokens of an image frame. The reader should think here in terms of image lines and
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Figure 5.5 — Subset of Figure 4.2, for application modeling only.

image frames that are processed by the application and then released for a next processing step. The body of the “for” loop is described by tasks and the dependencies between
them. We denote the set of tasks as V = {v j } with j ∈ N. An application can be described as a function in a programming language like C/C++, representing an atomic
unit of computation that can be assigned to a processing core. We assume that the computational complexity of a task v j can be expressed as a linear timing function C j . We
propose to model the computation time for task v j at scenario k of image frame i giving
computation time C j,k (i), specified by
C j,k (i) = M j,k (C j,k (i − 1)) + E(i),

(5.1)

with M j,k denotes the prediction of the computation time for task v j at scenario k, which
clearly depends on the timing results from the previous image frame. Parameter E(i)
is the error between the prediction and the actually measured values. Note that both
the values of the individual timing functions and the task scenarios may change in each
iteration of the “for” loop.
Let us now continue to develop the conceptual model for the computational complexity for the above-defined class of tasks. The prediction model should be able to follow
the dynamics in the computational complexity over time with sufficient accuracy. The
application execution is characterized using model descriptions of the resource usage,
with the main focus on computations. For each task in the flow graph, we create a prediction model, based on a study of the algorithm and simulation experiments. As many
tasks in the flow graph can have fluctuating characteristics, it is essential to capture these
fluctuations and if possible model them, so that we can use the model for performance
prediction. The fluctuations may be based on deterministic and non-deterministic features, which we will incorporate in our modeling technique.
It is a common approach to capture fluctuating behavior by using a state-space diagram to model the dynamic transitions in the processing. However, a fully deterministic
state-space, covering all the dynamics with sufficient accuracy, will have two problems.
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Figure 5.6 — Decoupling (a) long-term from (b) short-term statistics with representative
measurements of the autocorrelation function.
First, for obtaining sufficient accuracy, it is typically required to add more algorithm
characteristics to the model, which will lead to an exponentially growing state space, resulting in memory and/or computation problems. Second, with varying image statistics
and tasks, even if the developed model would be feasible with a high number of states,
the variation of the statistics for transitions would be large, such that the prediction accuracy would be inherently unreliable. This is simply the result of significant short-term
fluctuations in the computational complexity. Therefore, we have decided to base our
model on this fluctuating behavior explicitly, such that it can dynamically handle abrupt
changes in behavior and statistics.
We have considered several options for the modeling the fluctuating computational
complexity of the application. As a first solution, we investigated literature on video traffic modeling [121]. An approach resulting from the literature is the creation of a Markovchain model, since the estimation of the model parameters is straightforward and various
analysis techniques are available. In general, a first-order Markov chain depends only on
the current state and the previous state, but not on the time already spent in the current
state. The applicability of first-order Markov chains for application modeling is verified
by the required exponentially decaying Auto Correlation Function (ACF) of the analyzed
processing-time sequence of the tasks for a given image sequence. If long-term correlation properties exist in the time sequence, first-order Markov-chain modeling leads
to inaccurate performance estimates. Similar to Markov-chain models, autoregressive
models suffer from this difficulty. For more complex application models, the estimation
of the model parameters is often more difficult than in the Markov-chain case. To deal
with long-term correlated image frames, higher-order Markov chains can be used, but
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the state space will grow exponentially, which causes the same difficulties as for the full
deterministic state-space diagram, discussed earlier. Instead, we have opted for developing more models, hence to introduce adaptivity.
To illustrate our solution direction, we have measured the computational complexity of the marker-detection task in Figure 5.2. The result of this dynamic behavior is
shown in Figure 5.6 (left). The complete application scenario involves several of such
fluctuating tasks and various branching situations. We have investigated the applicability of Markov-chain modeling for performance prediction by analyzing the computation
time statistics. As the ACF shows long-term correlation properties (Figure 5.6 (right)),
Markov-chain models solely will not lead to accurate prediction models. This is due to
the possible significant portion of fluctuating behavior in the processing.
As this may happen, this led to the concept where long-term statistics are decoupled from the short-term stochastic behavior, (Figure 5.6 (middle)). Hence, we consider
structural trend-based changes independently from the local short-term variations in
computing requirements. Short-term fluctuations can be caused by cache misses, or the
overhead imposed by task switching and control. We simply model the associated performance requirements as a noise-like stochastic signal. Structural or long-term fluctuations
are caused by the dependency of the computational complexity of the tasks on the image
content itself over a longer time period. By analyzing the correlation for the decoupled
signal statistics, Markov-chain modeling is applicable to the short-term stochastic behavior. The analysis of the correlation (Figure 5.6 (right)) motivates the splitting of the computational statistics in categories and employing different models for those categories.
This analysis has been carried out for several typical functions and the proposed concept for discriminating structural and short-term fluctuations in computing was a good
concept to work with. Discrimination between the short-term and long-term statistics
can be made by various types of filters, such as Finite Impulse Response (FIR) or Infinite
Impulse Response (IIR) filters.

5.4.2 Prediction model for short- and long-term statistics
Let us now further analyze the meaning of Figure 5.6, and concentrate first on the shortterm statistics (Figure 5.6 (middle, bottom)). Given the separation of correlation behavior, the short-term fluctuations are modeled with k th -order Markov chains. A Markov
chain is a process that consists of a finite number of states and transitions between those
states. The transitions are modeled with measured probabilities p rs , where p rs is the
probability of moving from state r to state s. The state sequence represents a sequence of
values, where the probability of the actual state depends only on the previous state and
the transition probability going from that state to the actual state. The state sequence
forms a stochastic variable. A simple example is the non-returning random walk, where
the walkers are not allowed to go back to the location just previously visited. The controlling factor in a Markov chain is the transition probability, which denotes a conditional
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probability for the system to go to a particular new state, given the current state of the
system. All transition probabilities can be collected into a transition probability matrix
Prs , describing all possible transitions in the Markov chain.
We have validated the applicability of the Markov-chain modeling by analyzing the
autocorrelation function ACF of the time requirements for individual tasks. For the
marker-detection and guide-wire detection tasks, the ACF function of the short-term
statistics has an exponential decay, so that Markov-chain analysis is feasible. For the
marker-selection task, no correlation exists between the time statistics of subsequent
image frames, resulting in a behavior that is even more noisy than the computation time
of Figure 5.6(b, bottom), and the ACF is a delta function. For this reason, we use a
histogram model without any memory, so that the current state is fully independent
from any past states. This model fits into the Markov context, however, if we allow for a
more general definition of kth-order Markov chains. The probability becomes
P(X i = x i ∣X i−1 = x i−1 , .., X 0 = x 0 ) =
P(X i = x i ∣X i−1 = x i−1 , .., X i−k = x i−k ),

(5.2)

where X i denotes the state of the Markov chain at time i and x i stands for the instantiated state value at time i with memory order k. Using this definition, the histogram
model consists of a zero-order Markov chain. For the interested reader, in Appendix A.1,
Markov-chain modeling is described in more detail.
The state-space description of an application can be generated by analyzing the computation time C over a long time period. The number of states evolves from analyzing
the computation behavior function and quantizing this function into categories becoming Markov states, based on the number of samples in that category. More specifically,
the number of states S is C max /σC , where C max denotes the largest measured value for
computation time and σC its standard deviation [122]. We have experimentally evolved
to a model with approximately 2S states to obtain sufficient accuracy. The quantization
range is adaptively chosen such that each range contains on the average the same amount
of samples.
The entries of the transition probability matrix Prs are now estimated by
S

Prs ≅ n rs /(∑ n ru ),

(5.3)

u=1

where n rs denotes the number of transitions from computation range r to range s. The
short-term behavior is now predicted by allowing a random variable to be modified according to the specified Markov source, based on the actually measured value of the
computation time for the previous image frame.
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Besides the modeling of short-term behavior, long-term behavior prediction (Figure 5.6 (middle, top)) is based on filter theory, as mentioned earlier. We have adopted
a moving average filter for this purpose, more specifically, the Exponentially Weighted
Moving Average (EWMA) filter. The starting state is the preceding range where the computational complexity parameter is used as an input to the filter. The output of the filter
then produces the prediction of the computation time for the upcoming image frame.
As this Infinite Impulse Response (IIR) filter weights recent inputs more than previous
long-term samples, it adapts more quickly to the input signal compared to FIR filters.
The EWMA filter is defined by:
y i = (1 − α)y i−1 + αx i .

(5.4)

We have now covered the principles for performance prediction for the tasks where
the computational complexity depends on the image content. The required computation
time for the current image frame n can be predicted using a combination of performance
prediction for fluctuating tasks and constant values for static tasks. In the next subsection, we present experimental results.

5.4.3 Experimental results
When looking at the tasks for the application scenario on image analysis, the registration, enhancement and zooming functions are independent of the image content or size
of the images. The computation time can therefore be modeled with a constant value.
There are four data-dependent switch statements in the flow graph. The current state is
based on information from previously processed image frames and is described with a
state table. Each switch can signal tasks to process for example only on a region of interest of the image frame or even skip processing. The marker detection, marker selection
and guide-wire detection have a computational complexity that is highly dependent on
and correlated with the image content.
The computation time is modeled with the presented approach from Section 5.4.2,
using long-term and short-term statistics and their corresponding modeling techniques.
Supplementary to these techniques, we have found that the computation behavior of the
marker-detection task is dependent on a linear function, representing the size of the analyzed part in the image (the ROI size). An additional element is the handling of the
switch statements in the flow graph. To come to a realistic modeling result, the state result of the possible switch in the algorithm was used as pre-knowledge for choosing the
correct scenario in prediction.
Data-dependent switch statements in the flow graph can cause the total computational complexity to change rather abruptly. For example, the first switch in the flow
graph can select the marker-detection task to operate only on a Region-Of-Interest (ROI)
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5.4. Image analysis: prediction employing statistical techniques
instead of the full image frame. Other switch statements trigger or cancel tasks to be
executed. The switches are controlled with information extracted from the previously
processed image frames, and stored in a state table. Prior to starting the processing of a
new image frame, the state table is extracted from the application. By exploiting this information, the prediction of the computation time becomes adaptive to dynamic changes
in the flow graph. This part corresponds to the scenario-based switching in [114]. Let us
now discuss the prediction models describing the application as depicted in Figure 5.7.
A: Marker detection
In Figure 5.7 (a), the concept for performance prediction of the marker-detection
task is shown. It consists of the following steps.
1. Switch – Based on a combination of the computation-time statistics for the previous image frame (n-1) and the switch statement for ROI processing for the current
image frame n, a selection is made for the top or bottom branch of the flow graph.
2. Subtract ROI size – Processing-time statistics for different ROI sizes show that the
marker-detection task is linearly dependent on the size of the ROI. To analyze
load fluctuations caused by dependencies on the image content itself, at the top
branch, we have subtracted a linear growth function from the obtained statistics.
This function is specified by
y i = 0.067 × ROISize + 20.6.

(5.5)

3. EWMA filter – For filtering the short-term from the long-term statistics, a EWMA
filter with α = 0.4 is used.
4. Add ROI size – For the long-term (low-pass) signal, the linear ROI function is
added.
5. Markov chain – For the short-term (high-pass) signal, the computation time for
frame n is predicted using a first-order Markov chain.
6. Weighting – The predicted short-term signal is weighted with previous prediction
values to eliminate peaks when switching between processing scenarios.
7. Add predicted signal – The predicted signal is added to the long-term statistics
(upper branch) of the performance model.
8. Constant – Finally, a constant value is added for an additional component that
only depends on the ROI size.
9. Bottom branch - In the bottom branch, the same steps are followed, except for ROI
processing, as full-frame processing is performed. A EWMA filter with α = 0.1 is
used. The fluctuations are in the same order as the high-frequency signal in the top
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branch. We have included both statistics to the Markov state-generation process,
and use a single Markov chain for prediction in both branches.
B: Marker selection
In Figure 5.7 (b), the concept for performance prediction of the marker-selection task
is depicted. It consists of the following steps.
1. Switch – Based on a combination of the switch statement for best marker pair and
ROI processing for the current image frame n, a selection is made between three
branches of the flow graph.
2. Top branch – If the best marker pair is already found in a previous image frame,
the processing is skipped and no prediction needs to be done.
3. Histogram – When the best marker pair is not found and ROI processing is enabled, a histogram model is used in the middle branch to predict the signal for the
current image frame n.
4. Subtract ROI size – Processing-time statistics for different ROI sizes show that the
marker-selection task is linearly dependent on the size of the ROI. We have subtracted a linear growth function from the obtained statistics. This function is specified by
y i = 0.03 × ROISize − 524.08.
(5.6)
5. Add constant – In the bottom branch, the prediction is given as a constant value,
as it fluctuates less significantly than with ROI processing.
C: Guide-wire detection
Figure 5.7 (c) portrays the concept for performance prediction of the guide-wire detection task. It consists of two branches where in the top branch, almost the same steps
are executed for prediction of the computation time as for marker detection, except for
the subtraction and addition with the linear functions for ROI processing. In the bottom
branch, processing is skipped and no prediction needs to be performed.
Figure 5.8 shows the combined prediction results for the full image analysis flow
graph of Figure 5.2. Computation time statistics are obtained by profiling each task on
a single processor core in isolation3 . For training the stochastic models, we have used
a data set of 37 image sequences covering 1,921 image frames in total. In the training
set, different scenarios exist to which the algorithm tasks are adaptive. To validate the
prediction model for the full flow graph for image analysis, we have applied a set of 10
other test sequences. Results show an average prediction accuracy of 97% with sporadic
excursions of the prediction error up to 20-30%.
3
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Figure 5.8 — Visual representation of the obtained prediction model and the real execution
for 10 test sequences of the full flow graph of Figure 5.2 (The prediction is plotted 10 ms
lower for improved visibility).

Let us now discuss the training of the Markov prediction models in more detail. The
state-space description of the Markov chain is generated by analyzing the computation
time of the image analysis application for the available training set. The number of states
evolves from analyzing the computation behavior function and quantizing this function
into categories becoming Markov states, based on the number of samples in that category.
We have experimentally evolved to a model with 10 states to obtain sufficient accuracy.
The quantization process to determine the state transitions is adaptively chosen such that
each state contains on the average the same amount of samples. The transitions between
states have a probability covering a range of approximately 1 – 50 %.
Prior to Markov chain prediction, all parameters giving a deterministic contribution
that are a-priori known in this process are subtracted from the computation statistics.
These known contributions are involved in the long-term statistics. The Markov chain
now predicts the short-term behavior by allowing a random variable to be modified according to the specified Markov source, based on the actually measured value of the
computation time for the previous image frame n-1.
In Figure 5.9, the Markov chain is given for the marker-detection task, following
the transition matrix of Table 5.3. The histogram model for the marker-selection task
is shown in Table 5.4. The model does not depend on the previous state representing
the computation time. The values simply depend on the choices that are being made in
the processing. Similar to the first case, a Markov chain is generated from the transition
matrix for the guide-wire extraction task of Table 5.5.
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For an accurate profile of the computations, the prediction is calculated before the
actual task execution for the current image frame n. The model calculation required only
1 - 2% overhead on the total task execution time. This is small enough to be acceptable
for runtime prediction. In the next section, we will further elaborate on the application
scenario on subtraction angiography, where in comparison to the presented approach,
template matching is involved. This requires a different strategy for prediction, as the
task behavior is independent from the processing of the previous image frames.

Current state

Table 5.3 — Markov-chain transition matrix for the marker-detection task.

s0
s1
s2
s3
s4
s5
s6
s7
s8
s9

Next state
s4
s5
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s1

s2

s3

0.51
0.21
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0.04
0.03
0.03
0.02
0.02
0.03
0.01
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0.03
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0.16
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0.15
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0.02
0.08
0.10
0.14
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0.08
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0.12

0.01
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Table 5.4 — State histogram (zero-order Markov) for the marker-selection task.
s0

s1

s2

s3

s4

s5

s6

s7

s8

s9

0.10

0.08

0.11

0.10

0.14
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0.08
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Current state

Table 5.5 — Markov-chain transition matrix for the guide-wire detection task.
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Figure 5.9 — First-order Markov chain for the marker-detection task, dotted lines are showing the state transitions from state S0 to
S0, S1, ... , S9.
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5.5

Motion-compensated DSA: prediction employing motion
estimation

In the previous section, we have described a prediction model for computations of featurebased analysis tasks. In this section, we describe a second application scenario for motioncompensated DSA [43] (see Section 5.3.2). Compared to the previous section, both the
flow graph and the characteristics of the analysis tasks are different, requiring an alternative modeling approach. This application is explicitly chosen to cover another class of
data-dependent applications. Some of the key differences are briefly discussed below.
First, the application in this section basically consist of only one dynamic task, and
the application can therefore not switch between scenarios described by groups of tasks.
Second, with respect to splitting of long-term and short-term statistics, long-term (structural) correlation between succeeding image frames does exist, but is not exploited in
the application, as it caused noticeable artifacts in clinical trials, and can therefore not
be used as a measure for the task complexity. Third, in the involved application, the computational complexity of the template-matching task is correlated with both the window
size of the motion area in the current image frame (spatial correlation) and the movement between the current image frame and a separate image frame, called the mask
image (pattern matching). Markov-chain modeling is not sufficient for predicting the
computational complexity, as in its original form, it can only be successfully applied to
fluctuating signals with correlation over time periods, which is not the case here with
template matching.
Given the above differences, we search for an alternative approach, which is not based
on modeling the statistics between the current and the previous image frame, but predicts the fluctuating task execution spatially prior to the actual task execution, based on
“motion” estimation between the current image frame and the mask image4 .

5.5.1 Modeling concept
We model the application again as an iterative “for” loop, taking I iterations to produce
I data tokens of an image frame. See Section 5.4.1 for more details. We assume that the
computational complexity of a task v j can be expressed as a linear timing function C j .
We propose to model the computation time for task v j of image frame i giving computation time C j (i), specified by
C j (i) = M j (v j (i)) + E(v j (i)),

(5.7)

with M j denoting the prediction of the computation time for task v j and E(v j (i)) the
error between the predicted and the actually measured values. Since the prediction op4
The term motion estimation is on one hand correct, since the shifts between the two image frames are
caused by small local motions of the patient. On the other hand, the term is incorrect, as the two image frames
are only compared for finding corresponding patterns, but there is no fixed time difference between the two
frames. This is why we used quotes with the term motion.
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erates on the same image frame as the actual application, the prediction model becomes
now a look-ahead prediction for the upcoming tasks on the same image. Since the prediction cannot be based on temporal statistics, the prediction is based on a simplified
version of the actual computation tasks.
For the analysis of static processing, the tasks belonging to the preparation phase,
and the final image warping and subtraction task in the live phase are identified as static,
having a static computation time. The model can be defined with a constant value.
With respect to the dynamic tasks, registration of the mask image with the live image
depends heavily on the motion error of the mask image with the processed live image
data. As this task is based on template matching, the actual computation time varies with
the number of control points and the required amount of iterations for each matching
procedure. The amount of iterations for template matching is heavily correlated with the
motion between the mask image and the live images. Global object motion will have a
higher impact on the complexity than local object motion, as the motion error and the
number of matching iterations will be higher accordingly.
As the prediction model M j should be as accurate as possible, we require a quantitative metric for the amount of used resources, predicting the computation cost of processing the live image frame with respect to the mask image. Parameters of the algorithm
can help us in establishing this predictive metric. In the following, we present the predictive algorithm in more detail and propose two metrics for the prediction of the dynamic
parts. Spatial prediction is based on estimating the motion of the current image frame
prior to the actual task execution. This motion estimation is actually a simplified form
of the template matching function that is actually carried out.
Let us now discuss the creation of the performance prediction model. For estimating
the complexity of image registration, motion estimation seems to be a logical candidate.
This assumption is valid because it is known in advance that the actual live image is only
locally shifted and slightly deformed compared to the mask image. This is highly similar
to motion estimation where two succeeding frames contain nearly the same data, but the
differences are mainly caused by the local motion of individual objects.
We have considered several options for motion estimation. First, we have tried to
calculate the intensities of the pixel differences between the mask image and the live image. But with this approach, we are unable to discriminate between global differences
(object motion) and local differences (injection of contrast medium). Therefore, as a
second approach, we have downscaled the image to 8 × 8 pixels using an image pyramid
of seven levels. We call the resulting downscaled image an image stamp. Intensity differences between the image stamp of the mask and live image are made insensitive for
local injection of contrast medium and possible noise. The difference images correlate to
object motions only. As the number of control points are not equally distributed across
the image, we multiply each pixel in the image stamp with a special weight factor α(i),
reflecting the amount of control points involved with the image stamp.
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Figure 5.10 — Two image stamps and the corresponding visualization of computation
time for motion estimation (HEHD ). (a) Image stamp of sub-sampled motion pattern
(static image), (b) Image stamp of sub-sampled motion pattern (moving image), (c,d)
corresponding visualization of computation time (without and with motion).
Factor α(i) is formally defined by:
α(i) = 10 ×

Ni
,
N max

(5.8)

where i represents the current pixel value, N i represents the number of control points
in pixel i, and N max the maximum amount of control points in one pixel of the image
stamp. The resulting weighted pixel values are called g. Figure 5.10 shows that the image
stamps have a strong spatial correlation with the actual computation time for template
matching, with and without motion.
The similarity measure M used for template matching is a very important metric in
obtaining a good registration result. Many measures have been proposed for the registration of X-ray angiography images, see [42] for an overview. In our case study, template
matching is performed based on the Energy of the Histogram (H) of Differences (EHD),
which is specified by:
+G

M EHD (d) = ∑ H2 (g),
g=−G
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with d being the displacement in a window (2G+1),(2G+1) for the weighted pixel values
g. Parameter H denotes the histogram of pixel values g.
For predicting the computational complexity of template matching, we correlate the
obtained image stamp to the actually measured computational complexity of template
matching for a set of training sequences. We apply the Histogram of Absolute Differences
(HAD) metric for this task, defined (similarly) by:
+G

M HAD (d) = ∑ ∣H∣(g),

(5.10)

g=−G

where the histogram covers all amplitude values for all pixel values g of the image stamp
of size G/2, divided into intervals, where each interval is represented by a counting bin
(similar to quantization of a probability density function). For prediction, the displacement d is set to zero, as we are interested in motion estimation, rather than motion compensation. The HAD is found to be an effective metric to correlate the actual computation time to the prediction model using motion estimation. Compared to the EHD
metric, the HAD is only slightly less accurate, but computationally more efficient [123].
Histogram HHAD consists of 20 bins with a variance σ = 100. The first and last bins
represent small and large motion errors, respectively.
Let us now discuss the matching of the image stamps to the actual computational
complexity based on the HAD metric. Template-matching-based image registration requires a more or less constant amount of iterations c m for image frames with a small
amount of motion or no motion. In the case of medium-to-large object motion, the
amount of iterations increases drastically, introducing a local peak in the required computational complexity. As medium and large object motion errors are located in the last
bins of histogram HHAD , they are directly correlated with the peaks in computational
complexity for template matching. We use this knowledge in our performance prediction model. This direct relation indicated by the correspondence between the upper and
lower figures in Figure 5.10, is implemented with the following two steps:
Correspondence algorithm
(1) The algorithm C p maps the amount of items in a bin from histogram HHAD to a
prediction for the computational complexity average of a single control point, which is
described by:
⎧
c = c m /N total
⎪
⎪
⎪ p0
C p = ⎨ c pi = c p0 (1 + i/10)
⎪
⎪
⎪
⎩ c p6

, (0 <= H(19) < 2),
, (2i <= H(19) < 2(i + 1)), (i = 1, 2, .., 5).
, elsewhere.

(5.11)

where N total is the total amount of control points, and 1 ≤ i ≤ 5. Constant c m is determined from the first frame of a particular X-ray sequence.
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Figure 5.11 — Concept for performance prediction of template-matching based motion
compensation.

(2) The computational complexity for the entire difference image C total is defined as the
average control point contribution C p times the total amount of control points N total .
Prediction algorithm
The previous correspondence between motion errors and peaks in computational
complexity is embedded in a complete sequence of actions to come to a prediction of the
computation time. It consists of preprocessing steps involving downscaling, weighting
and histogram computation. After the correspondence algorithm steps, there is also
a post-processing stage based on comparing the model with the measured values and
updating the prediction coefficients. The complete algorithm is as follows and is further
visualized in Figure 5.11.
1. Preprocessing step 1: Create image stamps at a downscaled resolution of 8 × 8 pixels
for the live image frame n, and the reference image (mask).
2. Preprocessing step 2: Subtract the two image stamps from each other and weight
the subtracted image pixels with the control points distribution α(i).
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Figure 5.12 — Experimental results, showing the prediction vs. actual computation time
of motion-compensated DSA.
3. Preprocessing step 3: Compute the histogram of absolute differences (HHAD ) and
translate this into similarity measure M HAD .
4. Correspondence step 1: Map the items of the histogram bins of M HAD to a prediction for the computational complexity average of an arbitrary control point C p in
the current image n.
5. Correspondence step 2: The computational complexity for the entire difference image C total is modeled with C P × N total (the total number of control points in the
image).
6. Post-processing step: Compare the predicted computation time with the measured
computation time and update the prediction model coefficients C pi accordingly.
The described algorithm can be generalized for signal processing tasks with similar
characteristics and computing behavior. This aspect and a generic decision three will be
elaborated at the end of this chapter.

5.5.2 Experimental results
Computation time statistics are obtained by profiling the application on a single processor core in isolation5 . In Figure 5.12, we show the experimental results applying the
presented prediction model. Using a data set with 15 image sequences of in total 400 image frames, the proposed performance prediction model shows an average accuracy of
95%, with a standard deviation of 6%. Similar as in our previous application scenario
5

A shared-memory, quad-core processor system with 2.33 GHz clock frequency and 4 GB RAM.
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on image analysis, the prediction model calculation requires only 1 - 2% overhead of the
total task execution time, as it operates on a very small scale. This is small enough to be
acceptable for runtime prediction.
Up to this point, the prediction models cover the computational complexity of the
feature-based (data-dependent) task execution. In the next section, we will discuss ways
for parallelizing both application scenarios executed on a multi-core processor platform.
Instead of the aim for a redesign of the signal processing algorithms, we search for ways
to increase the parallelism at the task level. This enables the reuse of certified software
and limits the development cost. See Section 3.5 for a more detailed discussion.

5.6 Task splitting for enhanced parallelism
For low-latency, X-ray interventional imaging applications, timing results from the previous sections show that both applications featuring image analysis tasks are currently
too slow to be executed in real-time. Current systems require an image size of 1,024 ×
1,024 pixels at a minimum frame rate of 15 Hz. A comparison between the computational
requirements for the application scenario on image-quality optimization (Section 4.3.1),
and the computational requirements for the scenarios on image analysis and motioncompensated DSA show that there is a large difference of up to an order of a magnitude
in complexity. Since we aim at the execution of both applications in real-time without
the need for redesigning the algorithm, we apply similar strategies as posed in Chapter 3
for parallelization at the task level. As mentioned in Chapter 3, task parallelism can be
obtained with task data splitting or task function splitting at different levels of granularity.
In [124], an analysis technique for identifying task-level parallelism in applications
is presented. The author presents a set of concurrency measures that help a designer in
making a trade-off between function splitting, data splitting and communication granularity optimization (the author uses the term partitioning instead of splitting). Along
with those concurrency measures, Moore [67] and Pastrnak [125] both described a strategy to extract the parallelism of an application and how to find the right combination of
function and data-level task parallelism, which we briefly discuss here.
First, the application is profiled to identify tasks with a large execution time. These
tasks are identified as the computational bottlenecks. Second, bottlenecks can be resolved by function splitting into computationally less intensive subtasks. This step introduces additional task parallelism. Third, the strategy continues with identifying candidate tasks for the extraction of data parallelism. The requirements for memory-communication bandwidth are used. Finding the right trade-off between the amounts of time
spent on the communication and the time spent on executing tasks is important to keep
the processors busy with calculations for most of the time. Fourth, the optimal communication granularity is determined by matching the application tasks onto the candidate
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Figure 5.13 — Flow graph of processing tasks for image analysis, with task splitting for
marker-detection.
platform architecture while designing for optimal locality of data. After these steps, all
potential sources of task-level parallelism are considered. Small tasks that have a low
computational resource requirement may be combined into larger macro tasks to obtain
a more balanced workload for the processing cores of the platform.
Summarizing, the strategy involves the following steps:
1.
2.
3.
4.

Identification of computational bottlenecks;
Splitting of critical tasks, based on these bottlenecks;
Exploration of data splitting for individual tasks;
Optimization of communication granularity between tasks and merging of low
complexity tasks.

In the next subsections, we describe task splitting to obtain enhanced parallelism of
both dynamic applications featuring image analysis tasks.

5.6.1 Experiments on diagnosis with image analysis
Considering the flow graph for image analysis, we concentrate on the two tasks in the
flow graph that account in total for up to 67% of the total resource load, namely the
marker-detection task and the enhancement and zooming task.
Marker detection is characterized as a task with a stream-based nature, having both
high memory and high computational cost. We employ the strategy for data splitting of
stream-based tasks. In Figure 5.13, the flow graph is shown for the application scenario
incorporating data splitting for the marker-detection task. The task is split in either two
or four subtasks, where each task processes a slice of half, or fourth, of the total image
size. During the experiments, we have found that the data splitting cannot be applied
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Figure 5.14 — Experimental results, showing the prediction vs. actual computation time
of image analysis with data and functional task splitting.
to all situations. In the case that the task operates on a relatively small ROI instead of
the full image frame, much more overhead is accounted for data splitting, due to the
small grain sizes. The computational complexity is worsened compared to the original
situation without task splitting. In such a case, data splitting is disabled. Merging of
tasks, as proposed by [67][125] is not possible because of the conditions in the subsequent
processing steps. Here we deviate from regular stream-based processing. Therefore, we
follow an approach to split the task in subtasks, depending on the image content and the
chosen scenario in the flow graph of tasks.
The second task that we analyze for parallelization is the enhancement and zooming
task at the end of the pipeline. This task is not easily split in separate image slices, as
the required memory locality for processing is the ROI around the marker pairs. We
therefore apply function task splitting, where the first part of the pipeline is executed
in parallel with the last part of the pipeline, separated by an image delay before the enhancement and zooming task. In Figure 5.13, the complete flow graph is shown, with the
additional delay task for function splitting of the enhancement and zooming tasks from
the remainder of the pipeline.
In Figure 5.14, experimental results are shown for both the function splitting of the
enhancement and zooming task, and the data splitting of the marker-detection task. In
the case where both tasks are parallelized, the computation time is decreased to a value
between 60 – 70 ms, which makes it possible to process the image analysis application
at a frame rate of 15 Hz, where 2 – 4 processor cores are used in parallel.
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Figure 5.15 — Partial flow graph of motion-compensated DSA, focusing on the template
matching task, (a) task splitting in subsets of control points, and (b) parallel execution
of template matching.

Using the results from this section, the feature-based image analysis tasks are now
executed fast enough for live interventional X-ray imaging. This was initially not possible, due to the high and varying image latencies and the absence of good parallelization
strategies for these kinds of algorithms. Based on the results from the previous section,
the prediction of the computation time is used to adaptively split the tasks into subtasks,
which are then processed on separate processor cores.
If faster execution is required, the guide-wire detection task is another candidate
for further parallelization. This step was not further worked out in this thesis, but we
summarize the required steps for function task splitting. The guide-wire detection task
is built around the active-contour model algorithm [38] where cubic spline points are
placed according to an energy minimization and optimization strategy. As the processing for each spline point is independent of the other spline points, the guide-wire detection task can be split into subtasks where each subtask processes several spline points
of the active-contour model. In this way, a parallelization is achieved for the maximum
number of available processor cores or available spline points in the task.
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Figure 5.16 — Experimental results for template matching, showing almost linear scalability and computation-time reduction, with task splitting and parallelization in subtasks.

5.6.2 Experiments with motion-compensated DSA
We consider a similar approach as in the previous subsection. Only one task in the flow
graph accounts for 75% of the resource load, which is the template-matching task. Template matching computes the motion vectors for each control point in the image. Data
splitting will not help us in parallelizing the application, as this is an iterative task, operating on control points instead of image data. Since the control points are independently
chosen, splitting the template-matching task into several subtasks is an attractive alternative to increase the performance, using function task splitting. Figure 5.15 (a) shows
function task splitting, where the processing of control points is split into subsets. Each
subset is processed in parallel on a processor core (Figure 5.15 (b)).
Figure 5.16 portrays experimental results for the parallelized template-matching task.
The results show an almost linear scalability and computation-time reduction resulting from the task splitting. This is due to the nature of the task processing, which is
fully computation oriented, without communication between tasks. When also memory and communication would be involved, the scalability in parallelism would be less
pronounced.
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5.7

Conclusions and discussion

In this chapter, we have studied the analysis and prediction of the computational complexity of feature-based (data-dependent) image analysis tasks for two practical cases:
(a) advanced diagnosis with image analysis, and (b) motion-compensated DSA. For this
purpose, we have developed prediction models to estimate the computation time statistics to gain more insight in the data dependency and runtime complexity of the featurebased analysis tasks.
For the application scenario on advanced diagnosis with image analysis, the timing
model to predict the dynamic behavior is build on the temporal statistics of the computation time, in particular Exponentially Weighted Moving-Average filters (EWMA),
combined with scenario-based Markov chains. Experimental results show that it is possible to successfully predict the computation time, even if the flow graph dynamically
switches between groups of tasks. Results show an average prediction accuracy of 97%
for computations, with sporadic excursions of the prediction error up to 20–30%.
For the application scenario on motion-compensated DSA, the model to predict the
computation time is based on estimating the motion of the current image frame prior to
the actual task execution. This motion estimation is actually a degenerated form of the
template-matching function of the DSA algorithm. Since this estimation operates on the
same image frame as the actual template matching, the prediction model is factually a
look-ahead prediction. Results show an average prediction accuracy of 95% with a standard deviation of only 6%.
For interventional X-ray imaging applications, our experiments in performance modeling have shown that both applications featuring image analysis tasks are currently too
slow to be executed in real-time with sufficiently low latency. Therefore, we have extracted the required performance from the multi-core platform by applying a strategy for
splitting tasks in parallel subtasks, based on a combination of both data and functional
task splitting and which is adaptive to the obtained prediction results. The prediction
algorithm is fast and accurate enough to be used at runtime for increasing parallelism
based on task splitting. With the integration of the prediction results, the algorithm is
even adaptive to a switch between different scenarios. The results show that it is possible to parallelize a content-dependent processing task, without the need to redesign the
intrinsic algorithms of that processing task.
With the obtained experience for the two application scenarios, we can outline a
decision tree for the creation of task-specific prediction models, of which the resource
usage fluctuates with the available image content (see Figure 5.17). Starting with a performance analysis of the feature-based (data-dependent) image analysis task(s), a selection
is made between different modeling concepts, or combinations of concepts, based on the
obtained resource-usage characteristics.
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For tasks with purely random resource usage, zero-order Markov chains can be trained for prediction. First-order Markov chains are used if temporal correlation between the
computation time statistics exists for only short periods of time. For structural correlations between image frames, scenario-based methods have to be added to the obtained
prediction model. Scenario models can be extracted from the flow graph of tasks (as
used in this thesis), or if this information is not readily available, using high-level system
profiling [117]. Alternatively, when the resource usage depends on external (spatial) factors only, the model cannot be based on temporal statistics, but instead, should be based
on spatial (look-ahead) prediction. Then, a prediction algorithm has to be chosen that
correlates with the actual task execution. Summarizing Figure 5.17, a well-defined and
application-specific choice between scenario models, temporal and or spatial statistical
models can achieve accurate prediction results for a wide class of applications where the
resource usage has a fluctuating nature.
For example, we refer here to [126], where MPEG-2 decoding is studied to model the
required complexity of the decoder. The decoder complexity fluctuates with the structure
of the Group Of Pictures (GOP) and the scene contents. The scene contents portrays the
long-term behavior, whereas the frame-based structuring of the GOPs gives a short-term
fluctuation of the decoding complexity. If this case would be mapped to the decision tree
of Figure 5.17, the second and third branch would be followed to develop a task-specific
prediction model of the computational performance.
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For all the above concepts in general, the prediction should have a small overhead
in comparison to the actual resource usage (typical in the order of 1–2%), to avoid a significant influence on the actual task execution, when the models are used for runtime
prediction of the resource usage. In this way, an application manager can be initiated to
enable faster execution with runtime parallelization. In a broader sense, the application
manager can be extended to cover also resource management and the corresponding
Quality-of-Service (QoS) control of tasks. In the next chapter, we introduce this new
concept of QoS control, employing the prediction models of this chapter in combination
with the models from Chapter 4 for the predictable mapping and execution of multiple
image processing applications in parallel. The applications feature both stream-based
(static) tasks as feature-based (data-dependent) analysis tasks on a single platform with
multi-core processors.
Finally, it seems interesting to compare the dynamics of the two application scenarios discussed in this chapter to similar published applications, although the numbers
are sometimes not available or not suited for a fair comparison. Generic examples can
be found in the domain of computer vision algorithms [127]. Within medical imaging, registration and object recognition tasks with similar dynamics are studied for quite
some time [123], although these algorithmic tasks are still not readily available in applications with real-time constraints. It is expected that with the continuous increase of
computational power, future applications will arise in the real-time imaging and video
domain [128]. In other applications, for example within surveillance, object-tracking
applications have similar dynamics and can be found for example in [129]. Given the
similar behavior and the dynamics as we have studied in this chapter, an introduction of
those algorithms in a real-time system is feasible, by either taking an over-dimensioned
platform for the specific application, or by a more cost-efficient platform, but now with
the usage of the presented prediction models from this chapter, where the application
should be made tuneable towards average-case resource requirements. This tuning involves the design of scalable algorithms within the application.
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6
Resource and runtime management using
concurrent applications

Make everything as simple as possible,
but not simpler
Albert Einstein, 1879 – 1955

Whereas in the previous chapters, we designed techniques for different classes of applications, this chapter concentrates on investigating a real system case, where a joint set
of applications is executed on a single platform. Additionally, the platform is constrained
with respect to its resources. For this purpose, we will propose a novel control system for
combining the concurrent execution of streaming image processing and image analysis applications. The control system aims at avoiding resource overload and ensuring throughput
and latency of performance-critical applications, by means of accurate performance prediction. The research has been validated by executing three applications in parallel, from
which two are critical in latency. A runtime manager maintains constant throughput and
latency by dynamically switching between quality modes in the applications.

6.1 Introduction
In the previous chapters, we have analyzed applications for interventional and diagnostic
X-ray image processing. Concurrent execution of applications enables that the processing of two different views can be merged in one medical system. For example, this holds
for bi-plane X-ray systems where two streams are recorded in parallel, frontal and lateral.
Another possibility is the usage of interventional tools for workflow enhancement in the
examination room, concurrent with the low-latency imaging chain. A third example is
working in parallel from two rooms, e.g. acquiring interventional X-ray images (in the
examination room) and reviewing and analyzing X-ray images from the picture archive
for diagnostics (in the control room).
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Figure 6.1 — Two solutions for concurrent application execution. (a) Straightforward
hardware approach with an extended platform using separate computing kernels for
each additional concurrently executed application. (b) Selective software approach with
multiple concurrent applications sharing the computing resources under a given performance and quality constraint.
The current practice within professional medical imaging devices is such that for
each image processing application that has to be executed concurrently in the examination room and/or the control room, a separate computing device is added to the system. The platform costs grow linearly with the amount of applications that are executed
concurrently on the complete platform. This approach is graphically illustrated in Figure 6.1 (a).
As the number of processor cores within a single computing device is expected to
grow continuously, this will enable an alternative approach of mapping multiple concurrently executed image processing applications on a single computing device. If such
an approach would be feasible, the overall system cost does not grow anymore with the
number of concurrently executing applications, and the reliability is increased as fewer
computing devices are needed for the same concurrent application functionality. This
approach is graphically illustrated in Figure 6.1 (b).
The difference between the two approaches in terms of platform costs can be indicated with the following inequality.
C 0 < C 1b ≤ C 2b ≪ C 1a ≪ C 2a .

(6.1)

However, the integration of increased functionality in an overall system application
has also challenges. A considerable difficulty is the mapping of multiple applications
onto a multi-core platform, since there are virtually no tools available for this at the application and task-processing level. Furthermore, the nature of individual applications
can be very different in terms of performance requirements, requiring a performance
and quality control at runtime rather than at design time.
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In Chapter 3, we discussed amongst others parallel programming models and tools
for developing efficient software implementations for a single image or video processing application. The previous chapters presented approaches for the modeling and parallelization of three different medical imaging applications in isolation, ranging from
stream-based processing towards processing that is highly dependent on the local contents of the image.
This chapter aims at a system exploration combining the three applications from the
previous chapters into a joint execution on a single platform. The applications are sharing the resources when executed concurrently on the platform. We briefly outline the
requirements and system aspects.
• Resource management – Due to changing input data and having multiple simultaneously executing applications with variable computing characteristics, there is a
need for a runtime decision-making and arbitration for the resources: a resource
manager.
• Prioritization – Some tasks, like interventional X-ray image processing have a
higher priority than regular processing functions. Hence, the programming model
and tooling should support prioritization mechanisms for the scheduling of application tasks.
• Predictors – Performance predictors, such as discussed in Chapter 5, are a useful
tool for guiding the execution of essential application tasks, thereby enabling the
above resource manager at runtime.
• Scalable applications – The sum of all concurrent application requirements can exceed the capabilities of the platform. If the applications are organized in a qualityscalable fashion, then the quality can be optimized for a predefined level of resource usage.
• Quality control – We intend to reduce the resource usage involved for particular tasks without the complete abortion of their execution, and therefore opt for a
graceful degradation of quality. The key is whether medical image processing tasks
can be controlled in such a way that this is enabled while ensuring flawless operation for the medical applications considered. Unfortunately, this overall control
task cannot be carried out by a conventional operating system, because it lacks the
knowledge about the desired overall system usage and its corresponding quality,
and the quality for the individual applications.
The conclusion of this discussion is to implement a special control system that is can
optimize the overall application scenario, while ensuring medical safety for critical applications. This involves a special Quality-of-Service (QoS) control, specific for our medical
application scenarios. The resource management framework is shown in Figure 6.3 and
must be able to configure interventional and diagnostic image processing applications
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Figure 6.2 — Clinical setting for interventional X-ray and diagnostic viewing applications,
illustrating the three viewing monitors for the two scenarios on concurrent applications
and parallel user operation on the same system.

for two practical cases: (1) a quality-controlled combination of desired applications on
a resource-constrained platform, or (2) adding functionality on a computing platform
while exploiting the full available computing power of that platform.
The content of this chapter is as follows, the next section starts with presenting two
scenarios for concurrent application execution. Next, we discuss options for application
scalability for each of the three interventional and diagnostic X-ray image processing
applications. Section 6.4 continues with the details of our control system, together with a
model for runtime resource management. Furthermore, the subsequent sections present
experiments and results about the possibilities to ensure low latency for interventional
X-ray applications and high quality for diagnostic purposes. The last section presents a
summary and conclusions.

6.2 Scenarios with concurrent running applications
In this section, we present two sets of concurrently running applications. We define a set
of concurrently running applications as a sapplication. The first sapplication is executing
the image processing applications solely within the examination room, where a second
sapplication executes the processing in both the control room and the examination room.
Both types are based on a combination of the applications as introduced in Chapter 2.
• Two concurrent live applications in the examination room – The main application is
Digital Subtraction Angiography (DSA), where motion-compensation techniques
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reduce the artifacts in subtraction angiography due to patient movement. The first
monitor (Monitor 1) shows the non-subtracted live images, which are processed
with an image enhancement and noise-reduction chain. In parallel, Monitor 2
shows the view on the motion-subtracted images (see Figure 6.2).
• Parallelism by both processing in the examination and control room – In this sapplication, two users are operating with the X-ray system at the same time. One
user is in the examination room, and the other in the control room. In the examination room, the application scenario for DSA and non-subtracted enhancement
processing still holds, where in the control room, a stored image series is retrieved
and reprocessed for analysis of the correct placement of stents in a previously executed interventional treatment.
The hardware platform (as presented in Chapter 4) is a dual-processor quad-core system, with in total 8 processor cores, each of them running at a clock frequency of 2.3 GHz.
Enhancement of non-subtracted X-ray angiography images is studied in Chapter 4. Depending on the chosen spatial and temporal resolutions, the application scenario requires between 2 and 8 cores for a fluent application execution.
The application scenario on motion-compensated DSA is studied in Chapter 5. Modeling of this application has shown that the computation time shows heavy fluctuations,
based on the degree of motion of the image content with an external mask image. Between 4 and 8 processor cores are required for fluent operation of the application. Besides
the two concurrent pipelines in the examination room, a second user in the control room
is able to perform reviewing and analysis tasks on pre-acquired images. This requires an
additional request of 1–4 processor cores on the platform.
From the above discussion, we conclude that the selected platform architecture does
not fit to the worst-case requirements of the three applications, running concurrently at
maximum frame rates and resolutions. A straightforward solution would be the selection
of a more powerful hardware platform and divide the applications across multiple multicore systems, as is visualized in Figure 6.1 (a)1 .
Opposite to these approaches, we follow a more selective approach. We assume that
due to price-performance constraints, not the most powerful hardware can be chosen.
Furthermore, from a reliability point of view, a division of the sapplication across multiple systems increases the change of system failure and is therefore also not an attractive solution. For this reason, we opt for a solution that a sapplication shares resources
on a resource-constrained system. A possible implementation would be to change the
software infrastructure in such a way that resource management and quality control is
enabled. This is visualized in Figure 6.3.
The two applications that are processed concurrently in the examination room can be
prioritized from a physician’s perspective, giving higher priority to the non-subtracted
1

This is the current practice of many today’s systems.
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Figure 6.3 — Framework for resource management and Quality-of-Service control of concurrent running applications, when sharing the platform resources.

view on Monitor 1, while decreasing the resolution and artifact correction performance
outside a window of interest on Monitor 2 (or vice versa). Furthermore, diagnostic reviewing and image analysis applications in the control room can scale their performance,
thereby mainly using resources during the idle time of foreground applications in the examination room. To pave the way for a control system that manages a sapplication, it is
essential that for individual applications, the throughput, latency or image quality can
be scaled. In the next section, we will discuss task scalability of applications to tradeoff
latency against quality.

6.3 Application task scalability
In order to make the sapplication suitable for quality of service control, we introduce a
form of scalability into the existing application scenarios. Scalability can be realized in
various ways. In the signal processing area, well-known forms of scalability are quality
scalability [130] [131] [132] [133], complexity scalability [134][135] and data-representation
scalability, such as used in image coding [136] or with coding of video objects [137]. This
list is not complete and probably in related fields of expertise alternative forms of scalability exist.
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From the above approaches, the most attractive approach for solving our problem
statement is using task complexity scalability. This form of scalability is defined as scaling the application in such a way that it can be computed with a gradually varying computational effort. At the same time, for the allowed choices of efforts, the application
functionality is realized as good as possible, within the boundaries of the specified computation. This concept of fine granular complexity scalability has been used in various
ways for MPEG coding and TV processing2 . In [138], the key functions of an MPEG
encoder have been redesigned in such a way that the quality of the encoding function
grows with the amount of computations involved. The authors of [139] have used this
concept to design a scalable compression algorithm for DTV receivers such that the cost
of the receiver grows with the complexity of the decoder.
Although both approaches are potentially interesting, the solutions can only be realized if the existing image processing algorithms are redesigned to support this finegranular scalability in complexity. Since we experiment with a broad set of medical
imaging applications, this limitation would involve a significant effort. Instead, we have
adopted a modified approach where key algorithms have been analyzed and reorganized
in such a way that computing tasks can be selectively disabled, enabled, split or delayed.
This leads to a coarse-granular complexity scalability which offers a sufficiently large set
of operation points (hence sufficient scalability), each having its own requirements and
computational effort.
This form of scalability is much easier to implement and requires only knowledge of
the algorithm at the task level. The authors in [140], propose a concept called “PriorityProcessing”, where the application starts processing tasks at the most important image
parts, followed by lower priority parts. Based on the importance of the task processing
to the overall processing in terms of latency or quality, we distinguish between essential
tasks and non-essential tasks. Essential tasks are tasks that cannot be skipped and are
an indispensable part of the functionality. Non-essential tasks are tasks that only improve the quality of the performance, or prevent artifacts, but can be selectively skipped
without sacrificing essential functionality. The result of the above discussion is that the
essential nature of the software specification is kept in its original form and there is no
need for recertification of existing algorithms. Evidently, the use of Quality-of-Service
should be allowed.
An application is divided into communicating tasks. For each application and related quality level, we provide a detailed task graph. For introducing quality control at
the task level, it is important to identify scalability options for each task. In the sequel of
this section, we experiment with the splitting, scaling, skipping and delaying of tasks for
the three application scenarios as used in this thesis.
2
In the more recent H.264 video standard, also known as MPEG-4 AVC, fine granular scalability is employed for the mobile communication profile with increased error robustness.
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A: Task splitting and scaling for essential latency-critical tasks
Splitting of tasks is required to parallelize the application across multiple processor
cores and to keep the latency of the application within certain limits. The interested
reader is referred to Section 4.3 and Section 5.6 for more details about task splitting of
essential tasks.
Depending on the application priority, a certain quality loss can be acceptable, when
the image quality enhancement of the non-subtracted images is not the main application of interest. The tasks of the pipeline can be pushed to a lower quality level with
the aim to save some of the assigned resources for another application, like the processing of motion-compensated subtraction images. The term essential is meant here that
the processing tasks cannot be skipped, as that would result in a severe degradation of
quality.
Figure 6.4 illustrates task scaling, implemented for our application scenario on image quality enhancement. The complete pipeline of tasks is scaled, applying image downand upscaling before and after the input and output channels. The image scaling function is integrated in the image quality enhancement block for functional reuse. We have
experimented with four types of filters, namely Nearest-Neighbor (NN), bilinear, cubic
and Lanczos interpolation. In Appendix A.2, each filter is described in more detail. The
scaling factor of the filter is controlled by the quality control block in the flow graph,
where for each of the four filters, different results are obtained with respect to the degree
of quality degradation and the amount of complexity for the scaling itself. The results of
this experiment are visualized in Figure 6.5 and Figure 6.6, where for each of the four
filters, the computation time of the total application scenario is plotted, versus the Peak
Signal-to-Noise Ratio (PSNR) and Mean-Squared-Error (MSE).
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Figure 6.5 — Computation time of the image processing pipeline (Section 2.2) versus image quality (PSNR) implementing task scaling of quality enhancement tasks with four
different filters (Computation time is measured based on 4 subtasks in parallel).
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Figure 6.6 — Computation time of the image processing pipeline (Section 2.2) versus image quality (MSE) implementing task scaling of quality enhancement tasks with four
different filters (Computation time is measured based on 4 subtasks in parallel).
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Figure 6.7 — Concept for task splitting and scaling scalability options for the application
scenario on image quality enhancement.
The values are computed against a reference image at full quality (without the down- and
upscaling). The noise is specified as the difference between the reference image at full
resolution with appropriate filtering and the scaled and alternatively filtered image. Figure 6.5 shows that the original application without additional tasks for downscaling and
interpolation has a computation time of 20 ms. The scaling is implemented such that
more advanced filters give a higher quality (higher PSNR, less noise), at the cost of more
computational latency. The usage of task scaling as a solution to reduce the complexity
is restricted to the operating points in the graph below 20 ms. Otherwise, for the same
amount of required resources, a lower quality is delivered.
The complete concept is visualized in Figure 6.7. At the top left, the computation time
for the original form is shown, where 82 ms is accounted for task processing on a single
processor core. Task splitting scalability is shown in the middle of the figure, where the
complete flow graph of tasks is split into maximum 8 subtasks. Each subtask is executed
on a separate processor core, thereby reducing the computation time to 12 ms. Task
scaling scalability is shown on the bottom of the figure, where depending on the results
from Figure 6.6, the computation time can be reduced with additional 50%, as compared
to the previous stage. Summarizing, the combination of task splitting and scaling creates
a sufficiently high dynamic range in latency and quality, where depending on the amount
of assigned resources and processor cores, a good choice can be made between image
quality and computation time latency. In the next paragraph, we discuss task-skipping
scalability.
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Figure 6.8 — Implementing task skipping for template matching. Task processing is restricted to certain regions of interest (black). Quality control receives a region of interest
from the predictor task, which can vary per image.
B: Task skipping for non-essential latency-critical tasks
We have implemented task skipping to illustrate task-level scalability of tasks that
are non-essential for the basic result of the application. We concentrate now on the application scenario of motion-compensated DSA. Three classes of images exist for which
skipping tasks can lower the resource requirements of the application.
• Images without motion artifacts – In the case of zero or small motion between
the live image and the mask image, the motion error will be inherently small.
Therefore, the calculation of motion vectors for template matching can be entirely
skipped without degrading the quality of the result.
• Images with motion artifacts in certain areas – A second situation occurs when the
object motion is restricted to a certain part of the image. In this case, the calculation of motion vectors outside this motion region can also be skipped, without
degrading the quality of the resulting subtraction angiography image.
• Images with motion artifacts across the whole image – A third situation occurs
when in the whole image, motion artifacts occur. Here, skipping of tasks result
in a reduction of quality. We follow an approach to make the skipping of template matching tasks adaptive to the amount of motion involved, weighting it to
a quality control function. In this way, the motion artifacts are reduced only in
a selectable area of interest, or can automatically be tuned to a certain resource
budget. In this way, either a high output quality can be sustained, or on the other
side, a low computational complexity can be obtained. As the motion between the
live image and background mask can be accurately predicted at runtime with the
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complexity prediction from the previous chapter, quality control can be done in
advance, which leads to an actively controlled application.
Figure 6.8 illustrates the task-skipping scalability for template matching, implemented
for our application scenario on motion-compensated DSA. The performance prediction
task sends information about the computational complexity of the image to be processed
to a quality-scaler task, which can then selectively enable the template matching tasks for
selected regions in the image. Figure 6.9 shows the results of implementing task-skipping
scalability for three classes of image frames, for a single image sequence. Note that the
worst-case resource requirements can be even higher than the results in the figure, as
there are image sequences where apart from motion in the complete image, also the motion error is relatively large, causing the template-matching algorithm to require more
iterations. Task skipping for images without motion artifacts can reduce the computation time without affecting the resulting output quality. For the other two image classes,
skipping tasks can affect the quality of the motion compensation. However, almost half
of the computation time can be reduced without decreasing the quality. Image quality is
quantified in terms of Mean Squared Error (MSE), compared to the mask image, for 25
discrete quality steps, with an increasing number of tasks enabled, based on the metric
from Chapter 5.
For graceful degradation of quality in situations when the available system resources
are scarce, one can decide to skip the processing of tasks in regions without severe motion artifacts. Skipping tasks increases the computational efficiency. However, the MSE
between the mask and live image frame will increase accordingly. Experiments show that
for image frames with motion artifacts in the whole image, there are fewer tasks that can
be skipped than for the other two classes of images (see the difference in slopes of Figure 6.9). Figure 6.9 applies a so-called reduced-reference metric [141], as the full quality
reference image is not available at the time of evaluating the quality. To compare the
quality of the reduced-reference metric with a measure between the result without task
skipping and the actual result, we calculate the full-reference metric image in Figure 6.10,
but this result is only relevant from an academic viewpoint. In the real-time pipeline, the
full-reference image is not available. This image can be generated afterwards by calculating in subsequent phases the image-quality degradation of the motion-artifact reduced
image where tasks are skipped selectively, as compared to the image with full processing
enabled.
The complete concept is visualized in Figure 6.11. At the top left the computation
time for the original form is shown, where between 250 and 450 ms is accounted for task
processing on a single processor core. Task splitting scalability is shown in the middle of
the figure, where the template-matching task is split into 64 subtasks. We show the results
for processing 64 subtasks on 2–8 cores, where the computation time of the application
is reduced with maximum 85% to 40–65 ms. It should be noticed that the scaling is not
linear, as the template matching task is accounting for 95% of the computation time.
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Figure 6.11 — Concept for task splitting and skipping scalability options for the application
scenario on motion-compensated DSA.

The remaining 5% does not scale with task splitting, as it is a constant factor. Task skipping scalability is shown at the bottom of the figure, where depending on the results from
Figure 6.9, the computation time can be reduced between 40 and 100%, as compared to
the previous stage, when accepting a certain quality loss.
C: Task splitting and delaying for essential post-processing tasks
As task skipping can sometimes be too coarse in terms of impact on the result, one
can follow also a more selective approach, where the task may be split into subtasks or
even delayed, if the latency of the application is less critical to the end user. Besides this,
it also solves another problem: skipping of essential tasks is not acceptable within e.g.
image analysis tasks, since it would violate the desired functionality or quality such that
the end result would not be useful anymore.
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We have already implemented task splitting and delaying for our application scenario
on advanced diagnosis with image analysis in Section 5.6, to increase the parallelism
of the application with the aim to enable fast (near real-time) processing. Summarizing, task splitting is enabled for the marker-detection task. This task operates in two
modes, on a Region Of Interest (ROI) or on the complete image frame (FULL). When
FULL processing is enabled, the task can be selectively split in two or four subtasks. In
ROI processing mode, the tasks are not split as the processing time is significantly lower.
Task delaying is implemented for the enhancement and zooming task at the end of the
pipeline. These tasks can be selectively delayed to the next image frame, such that a
higher degree of parallelism is achieved.
The concept is visualized in Figure 6.12. The figure shows at the top-left corner the
computation time for the original form, where between 85 and 135 ms is accounted for
task processing on a single processor core. Task splitting scalability is shown in the middle of the figure, where the marker-detection task is split in two or four subtasks and
processed where each subtask maps onto a separate processor core, when full processing
is enabled. In the case that an ROI is detected, task processing is based on the ROI and
processed on a single processor core. The computation time dynamics of the application
are reduced such that the computation time is stable at 85 ms when processing is divided
in four subtasks for the FULL marker detection. Task delaying scalability is shown at the
bottom of the figure, where the computation time can be reduced to a minimum of 65
ms, when the enhancement and zooming task is processed on a separate processor core,
delaying the task for an image frame. Alternatively, based on the thread scheduler of the
operating system, threads can be prioritized such that they are delayed when a higher
priority thread is ready for execution. In this way, delaying of tasks is achieved implicitly, without altering the flow graph of tasks at all. Swapping threads in and out of the
processor can be costly for tasks with a high memory usage, so it should be considered
carefully.
D: Flowcharts and algorithmic descriptions
The previous three paragraphs have introduced approaches for task splitting, skipping, scaling and delaying and discriminating between essential and non-essential tasks.
We have summarized the three approaches for complexity scalability of applications into
three flowcharts and algorithms, one for each application scenario. In Figure 6.13 (a),
the flowchart for the application scenario on image quality enhancement is shown, with
task splitting to enable increased parallelism for lower latency and task scaling to enable
complexity scalability. The flowchart is formally described in Algorithm 3. The algorithm starts with splitting the tasks of the application into sets of subtasks, according to
the amount of processor cores available on the platform architecture.
Subsequently, the tasks are mapped to the processor cores, assigned to the application and a check is performed if the required resources fit within the available resources
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Figure 6.12 — Concept for task splitting and delaying scalability options for the application
scenario on advanced diagnosis with image analysis.
for the application. If this is the case, a set of subtasks is executed on the platform. If the
required resources do not fit within the available resources, tasks are selectively scaled
and a set of scaled tasks is executed on the platform. If not all sets of subtasks are finished
processing, the algorithm performs a check if the mapping is still optimal and the next
set of tasks is executed. Otherwise, the mapping of tasks to processors is reevaluated,
after which the next set of subtasks will be executed.
Figure 6.13 (b) shows the flowchart for the application scenario on motion-compensated DSA. The flowchart is formally described in Algorithm 4. The algorithm is similar
as Algorithm 3, except for the fixed splitting of tasks in 64 subtasks and task skipping
instead of task scaling if the required resources do not fit within the available resources.
The flowchart in Figure 6.13 (c) depicts the application scenario on advanced diagnosis
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with image analysis. The flowchart is formally described in Algorithm 5. The algorithm
starts with a check if the application is concurrently executed with other applications
on the platform. If this is the case, the tasks are mapped and executed on low-priority
threads and assigned to processor cores in the idle time of the other concurrently executing applications. Alternatively, if the ROI has been detected in the previous image, the
tasks are split in four subtasks and each subtask is mapped onto an available processor
core. If the application needs to be optimized for high throughput instead of low latency,
the pipeline of tasks is selectively split in such a way that the zooming and enhancement
tasks are scheduled for executing concurrently with the tasks for the next image.
In the next section, we will present the design of a resource management and control
system to execute applications concurrently. In Section 6.5, we present experiments and
results using the flowcharts and algorithms of this section for two sapplications.

6.4

Resource management and application control

Executing a sapplication on a multi-core processor platform requires matching the needs
of every application with the available platform resources. Resource management and
application control are required when a sapplication has to compete for platform resources. The control of a sapplication has to be done at runtime due to changing conditions with respect to e.g. user application requirements, or applications based on tasks
with fluctuating resource-usage characteristics, that can vary with the available image
content.
A: Hierarchical Quality-of-Service management
Quality-of-Service (QoS) management of sapplications has been already a subject of
research for a number of years, in e.g. the video processing domain for MPEG-4, 3D
graphics, wavelet coding, picture-in-picture video, etc. [142][143][144][145]. Up to this
point, this work has focused on scaling the application and an elegant distribution of
computing tasks on single processor systems. We concentrate on the part that is usually
missing in this type of research. In this section, we discuss multiple applications and
tasks running concurrently (sapplications) on a multi-core platform, with constraints
on latency, throughput or quality. We focus particularly on the application part of the
overall resource management.
In order to allow the mapping of a set of individual applications which are also used
concurrently to offer a broad functionality, we adopt the hierarchical QoS architecture
from [146][147], where a Local QoS manager controls an individual application while a
Global QoS manager controls the complete set of active applications and optimizes the
system behavior. This concept is visualized in the top half of Figure 6.14. In our situation,
the Global QoS manager maps to the resource manager of Figure 6.3, which controls the
overall resource consumption of the platform.
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6.4. Resource management and application control
Algorithm 3 Image quality enhancement.
1: procedure: SplittingScaling()
2: SPLIT(maxCores)
3: while not(Al l TasksFinished) do
4:
if (Id l eCores > 0) then
5:
MAP(CoresToApps)
6:
end if
7:
while (R req > R av ai l abl e ) do
8:
SCALE(tasks)
9:
end while
10:
EXECU TE(taskSet)
11: end while
Algorithm 4 Motion-compensated DSA.
1: procedure: SplittingSkipping()
2: SPLIT(64)
3: while not(Al l TasksFinished) do
4:
if (Id l eCores > 0) then
5:
MAP(CoresToApps)
6:
end if
7:
while (R req > R av ai l abl e ) do
8:
SKIP(tasks)
9:
end while
10:
EXECU TE(taskSet)
11: end while
Algorithm 5 Advanced diagnosis with image analysis.
1: procedure: SplittingDelaying()
2: if (concurrentApps) then
3:
DELAYA (l owPriorit y)
4: else
5:
if (ROIFound) then
6:
SPLIT(4)
7:
end if
8:
if (O ptimizeT hroughput) then
9:
DELAYB (Z −1 (EnhZoom))
10:
end if
11: end if
12: EXECU TE()
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The Local QoS manager is based on resource-usage modeling and prediction of computing tasks, combined with options for task scalability on an individual application basis.
We have defined quality parameters for each application, based on visual quality, latency
or throughput, versus the required computing resources. In the sequel of this chapter,
the term “quality” in the discussion on system performance control should be interpreted
broadly, hence, not only image quality but also other performance-critical parameters,
like the mentioned latency and throughput. In Figure 6.14, an overview is shown illustrating the hierarchical QoS architecture.
Let us specify the QoS control problem in a more formal way. We describe the resource requirements of the application instance i at all defined quality settings (vector
q i ) per resource J by
R i ,J (q i ) = f J (q i ).
(6.2)

The resource type is J ∈ {C, L, B}, where C denotes the computation requirements
per task, L the local memory requirements per task, and B the required communication
bandwidth. The optimization problem for our Global QoS management can be formulated as maximizing the sum of all quality settings of the running sapplication, where the
quality of an individual application is specified with a benefit function β, so that
N

max ∑ β i (q i (c)),

(6.3)

i=1

with chosen quality q i (c) and minimum quality qmin,i (c), subject to
N

N

M

i=1

i=1

j=1

∑ R min,i ,J (q i (c min )) ≤ ∑ R i ,J (q i (c)) < ∑ PJ ( j),

(6.4)

with J ∈ {C, L, B}.
In the above equation, β i (q i (c)) denotes the benefit as the contribution of application instance i to the user benefit, at selected quality level c, giving the quality q i (c).
Parameter N denotes the number of applications and M indicates the number of processing cores. Parameter PJ is the total amount of a particular resource type J. The above
inequality in Equation( 6.4) states that the resources used by all applications cannot exceed the sum of the platform resources and the minimum quality setting for specific
applications leads to a minimum resource usage of the set of applications which acts as a
lower bound on the used resources. Given the professional nature of medical imaging applications, we know that certain applications have to satisfy a minimum quality q i (c min )
in order to be accepted in a clinical setting. For this reason, the quality functions cannot be arbitrarily controlled, but will be lower bounded. This leads to a minimum usage
of resources for those applications. Hence, R min,i ,J is the minimum resource usage to
be reserved by the platform in the optimization algorithm to enable task processing for
application i.
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Although having specified the problem statement formally, at this point, we will not
concentrate on finding an algorithm for the exact optimization, because such an algorithm would require exploring a large design space. This is due to the fact that the above
definition of the problem can be transformed to the 0-1 Knapsack Problem.
B: Multiple-choice Knapsack Problems
The classic 0-1 Knapsack Problem (KP) can be explained as a puzzle [148]: a hitchhiker needs to fill his knapsack with various objects. Each object has a weight and provides a particular value. The knapsack itself can be filled up to a maximum weight. How
should the hitchhiker fill his knapsack in order to maximize value while staying within
the maximum weight boundary? In more general terms: how to maximize the value
when picking a number of value items for a resource-constrained knapsack?
The applications considered in this thesis have in its original form multiple operating points. Then, additionally, each application is stretched over various dimensions
of computing (calculation, communication and memory). Besides this, the execution
platforms consists of multiple processing cores, each with its own upper bound of available computing resources, in the same dimensions of calculations, communication and
memory. The problem of choosing a single multi-dimensional operating point for every active application in order to optimize the usage of multi-core processor resources
(computation, memory and bandwidth), is therefore a Multi-dimensional Multi-choice
Knapsack Problem (MMKP).
As it is possible to exactly solve the problem using branch-and-bound algorithms,
the worst-case running time of these algorithms is exponential in both the number of
dimensions and the number of operating points on each dimension. Full-search algorithms grow quadratically in complexity with those number of operating points and dimensions. An alternative approach is to relax a number of constraints, solve the relaxed
problem exactly, and use the resulting solution to the relaxed problem to construct a
heuristic solution for the original problem.
For this reason, we have investigated several heuristic implementations to provide
a near-optimal solution. The authors in [149], [150] and [151] start with filtering the set
of multi-dimensional application instantiations using Pareto algebra at design time. As
some of our applications under study include dynamic resource usage patterns, the application instantiations are not available at design time, which preclude the usage of Pareto
optimizations at design time. Applying Pareto algebra at runtime possibly results in a
slow selection process, which is also not desired. To solve the quality selection problem, resource clustering is applied. The dimensionality in resources on the platform can
be reduced into a single resource, representing the price of the resource combination,
as originally proposed in [152]. Alternatively, Pastrnak et al.[153] propose to reduce the
multi-dimensional resource needs of multiple tasks into a single resource by a process
denoted as task clustering. Akbar et al. [152] proposes to construct a convex hull of each
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point set for each application separately to reduce the set of operating points. Consequently, all points of all sets in the derived search space are sorted according to the value
over the single-resource ratio.
Our applications of interest are bounded in computation, due to (1) the largely available communication bandwidth and cache-memory resources on the platform, and (2)
the optimizations proposed in earlier chapters of this thesis. As a result, we reduce the
QoS problem to an optimization of computation resources only, which simplifies the
above problem statement from an MMKP into an MCKP. We are aware that in future
platforms or future applications, this simplification of the original problem may change,
which requires a more sophisticated solution, as presented for the MMKP problems
in [150] or [153].
To solve the MCKP, we have to select an operating point for every application while
maximizing the global computational load function on the platform. An approach that
has become popular for image and video coding is Lagrangian relaxation for bit-allocation
problems [154]. The bit-allocation problem can be formulated as follows.
We are given a set of m input signals s 1 ....s i such that each input signal s i has a set of
n i possible reproductions. Quantizer q i j produces the jth reproduction of source s i with
distortion d i j and rate r i j . If we use quantizer q i j on s i , we set indicator variable x j =1 and
otherwise x i j =0. Given a rate budget R, the goal is to minimize the overall distortion D.
A fast solution can be obtained applying Lagrangian relaxation. However, only operating points on the convex hull of the rate-distortion function are taken into account, and
the solution is therefore suboptimal as there exists no point in the convex hull that meets
the required budget. As our applications also satisfy a rate-distortion type of quality versus resource-usage behavior, these methods seem to be feasible for our problem statement (see Figure 6.5 and Figure 6.9). Based on this observation, we select Lagrangian
relaxation as a possible solution to our QoS optimization problem, as originally proposed
by Moser in [155]. We aim at finding the best possible set of operating points for multiple
applications operating concurrently, under a limited amount of computational resources
to be divided across the executed applications.
C: Practical problems within the medical imaging domain
Given the three medical imaging application scenarios, there are still some practical
problems that have to be addressed prior to applying the previously discussed techniques
in the next section.
• A common metric of quality does not exist – The applications described in Section 6.3 are made quality scalable using the MSE and PSNR metrics. However, the
quantity in which the quality metric is measured differs between applications. For
the application scenario on image quality enhancement, the metric is stable over
time. For motion-compensated DSA, the metric can vary for each image, as the
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quality is directly related to the motion artifacts that occur in the image.
• Resource usage and quality may not be directly measurable – This holds especially
for applications where the resource usage and resulting quality of the application
is dependent on the input image. Performance prediction can help in the retrieval
of resource usage and the corresponding quality figures. However, the exact value
is unknown till the image is processed by the application. Therefore, we require
accurate performance predictors that not only represent the application resource
budget, but also the expected gain in a quality-scalable fashion.
• Application quality optimization must be prioritized – The concurrent usage of
multiple professional medical imaging applications onto a resource-constrained
platform is only allowed if there is a prioritization between foreground and background applications. Applications with real-time constraints have a higher priority than applications that are executed for reviewing and post-processing.
From the above three points, the following conclusions can be drawn. Related to the
definition of a common metric (the first aspect), we state that tuning of application performance based on quality metrics needs to be guided by image-quality experts, as the
quality metric does not always represent the perceived quality by the end user. Therefore, in our upcoming experiments, the quality of the applications was offered to imageprocessing experts for quality assessment. The second aspect is related to the prediction
of computations and quality. To enable flawless operation for newly added functions to
the system, predictors need to be initially calibrated with a representative data set. As
this requires some time to measure the accuracy, the platform should consider a certain
safety margin such that resources are saved for situations where the prediction model
deviates from the actually measured results afterwards. With respect to the quality optimization for a joint set of applications (third aspect), we aim at assigning the highest
quality to the most important computation task as defined by their medical relevance.
We employ Lagrangian optimization for such a multi-constraint optimization problem.
In our case studies, we have extended Lagrangian optimization with local constraints on
the minimum required quality, and maximum acceptable latency for each application.
The result of this discussion is that the resource budget is divided unequally across applications, in such a way that high-priority applications are given more resources (and
thus quality) than low-priority applications.
In the next section, we will present the approach using performance analysis and
predictors to obtain resource and quality curves for applications. We then present our
proposed modified Lagrangian optimization method to obtain a computation-quality
optimization in more detail.

6.5

Experiments and results

In this section, we will present experiments and results applying the concepts from the
previous sections to solve the problem of finding the best instantiation of a sapplication under a given resource constraint. In our case, the constrained resource is based
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Figure 6.14 — Layered architecture with local and global QoS control to execute multiple
concurrent applications on a multi-core processor platform.
on computations only, due to the fact that all our applications are primarily bounded in
computation. Memory usage and communication bandwidth are an order of a magnitude less demanding than the processor architecture intrinsically has available in terms
of resources (see Section 4.5).
We report on experimenting with the presented heuristic optimization algorithm
based on Lagrangian relaxation, in order to set a quality assignment employing taskskipping and splitting scalability to optimize latency and throughput for professional
medical imaging applications. Our target platform is a general-purpose multi-core processor system, as described in more detail in Section 4.2. We deploy a task scheduling
approach based on ideas from literature [64][69][70] on top of a general-purpose operating system. This platform architecture setup is visualized in Figure 6.14.
The approach creates one thread per processor core and one task queue per last-level
(L2) cache memory. Applications are specified as a flow graph, where the input and output buffers of tasks are kept locally in the cache memory of the processor. When an input
image is received, the input relations of the first task are satisfied and the task is sent to
one of the task queues of the scheduling framework. Cooperative task scheduling is preferred for applications such as video and image processing, where throughput is more
important than fast application control. At compile time, splitting of tasks into subtasks
is organized in such a way that all processor cores are active and the load on the system
is balanced. The top of Figure 6.14 was discussed in the previous section, Paragraph A.
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Tasks cannot move between processor cores, since we did not implement task stealing concepts. Tasks that are scheduled to a task queue for a particular processor core can
therefore not move to another task queue. In this way, task data blocks remain local in
one of the two L2 caches, which avoid cache misses due to tasks that are moving from
one core to the other. In Appendix A.4, a more detailed description is found about the
task scheduling approach.
A: Experiment 1: two concurrent live applications
The first experiment is based on a sapplication where two concurrent live applications are active in the examination room. The resource management framework, conceptually visualized in Figure 6.3, executes a non-subtracted imaging chain concurrently
with a second motion-compensated subtraction imaging chain, using 8 processor cores
in parallel. Both applications are executed at a resolution of 1,024×1,024 pixels with a
frame rate of 15 Hz and have a strict low-latency requirement (≤60 ms), as they are used
for X-ray interventions. The application of interest is the motion-compensated subtraction imaging application on Monitor 2. The image quality of Monitor 2 has a higher
priority than the image quality on Monitor 1.
For prioritization of applications, the algorithm for solving the resource optimization problem is extended with a local constraint for each application. This is visualized
by the positioning of a vertical line in Figure 6.15. As a result, the resource budget is divided unequally across applications, in case of a potential overload in the total requested
resource usage. Latency-critical applications are expected to deliver their result in the
fastest possible way. For our experiments, this means that both applications are executed concurrently on 4 dedicated processor cores. When the image enhancement application on Monitor 1 finishes task processing, the complete set of 8 cores is occupied
by motion-compensated DSA to finish task processing on Monitor 2 as fast as possible.
This behavior can be found in the flowchart of Figure 6.13 (b) and Stage 4 in Algorithm 4.
In Figure 6.16, results are shown for 300 consecutive image frames from a test sequence.
The figure shows that when the motion-compensated subtracted imaging chain on
Monitor 2 predicts a required increase in required computation time, due to an occurrence of motion in the images, the non-subtracted viewing application on Monitor 1 is
scaled down in performance and thus latency, accordingly. In Figure 6.17, the results
of the Lagrangian relaxation algorithm are shown. QoS curve 1 in the figure shows the
interpolation when all four filters are active. As this results in a very coarse curve, where
the first point on the curve is at 14 ms, we discard the nearest-neighbor interpolation filter from the result. This results in QoS curve 2, where at a slightly higher computational
cost, additional points are found between 14 and 20 ms.
Exploiting the scalability of the non-subtracted imaging application alone is not enough
to execute both applications flawlessly under all circumstances. Therefore, we refer to
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Figure 6.15 — Applying a local constraint to the resource-usage for the image-frame classes
of Figure 6.9. Results are for template matching on a single processor core.
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Figure 6.16 — Results of executing two concurrent live applications, implementing quality
control for image enhancement on Monitor 1.
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Figure 6.17 — Result of applying Lagrangian relaxation to Figure 6.6. Curve 1 interpolates
between all points, Curve 2 discards nearest-neighbor.

Figure 6.16, where it can be seen that local maxima occur around image frame 100–125.
Consequently, the latency of motion-compensated DSA exceeds the 60 ms, which is defined as the maximum at 15 Hz. Another issue is the significant image quality decrease
on Monitor 1 in some situations (not shown in the figure), which is not acceptable for
professional medical imaging systems.
B: Experiment 2: two concurrent live applications with QoS control
We investigate an alternative for the same sapplication where two concurrent live
applications are active in the examination room, but now with QoS control for both concurrent applications. We have applied constraints to the curves of Figure 6.17, such that
the quality cannot drop below a given minimum. As the scalability of non-subtracted
enhancement processing alone is not sufficient to cope with the resource requirements
of the other application, we have investigated the scaling of both applications.
Results in Figure 6.18 show that restricting the processing tasks to the Regions Of
Interest (ROI) where the complexity prediction algorithm expects motion, the latency
of DSA can be reduced with 10 to 15 ms when processing both applications concurrently.
Quality scalability is obtained by processing only the ROI areas of the image where the
predictor indicates motion and selectively skips tasks elsewhere. This behavior can be
found in the flowchart of Figure 6.13 (b) and Stage 8 in Algorithm 4.
The selection process is based on a prioritization of tasks based on the degree of motion, as discussed in detail in Section 6.3. A high image quality can be sustained for both
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applications, and the latency is between 20 and 50 ms in all situations. In fact, theoretically, we still have latency budget left for other applications to fill the gaps of unused
computation resources on the platform.
C: Experiment 3: Two concurrent live applications in the examination room and one
in the control room
A third experiment is based on the sapplication from Section 6.2 where two concurrent live applications are active in the examination room and a third application
is executed in the control room. We aim for the highest quality setting for the nonsubtracted imaging chain on Monitor 1. Motion-compensated DSA on Monitor 2 is both
constrained in latency and quality degradation. Let us discuss both constraints in more
detail.
• Maximum latency – The throughput of both applications in the examination room
has to be maintained at a frame rate of 15 Hz. We apply a performance constraint
on motion-compensated DSA, such that the application consumes a maximum of
40 ms latency, to ensure that sufficient resources are left available for image quality enhancement on Monitor 1 and the control room application on Monitor 3.
In Figure 6.20, the Lagrangian interpolation is shown for different image-frame
classes of the template-matching task. The 40-ms latency constraint at the application level corresponds to a 160 ms computation time constraint on a single
processor core, for the template-matching task of Figure 6.20. This is explained as
follows: besides the template-matching task, 10 ms computation time is accounted
for warping and subtraction tasks. As a result, only 30 ms latency can be reserved
for template matching. The first 20 ms latency of template matching is processed
on 4 processor cores in parallel, corresponding to 20×4 = 80 ms computation time.
After those 20 ms, the application on Monitor 1 finishes task processing and the
remaining 10 ms latency of Monitor 2 can be computed on 8 processor cores in
parallel, which corresponds to 10×8 = 80 ms computation time. As a result, a
maximum of 160 ms computation time can be reserved for template matching.
The constraint is shown in Figure 6.20, as a vertical line at 160 ms.
• Minimum quality – The quality degradation is specified to be at maximum 10 percent in comparison to full processing, but can vary for each image-frame class due
to data-dependent behavior. This is illustrated in Figure 6.20, where we specify a
horizontal line for each category. Note that the figure is only a snapshot of image
frames from the test image sequence. Outlier image frames which contain broad
motion are observed with a computation time above 400 ms. This would mean
that all curves in Figure 6.20 shift to the right. Quality scalability is obtained by
processing only the ROI areas of the image where the predictor indicates motion
and selectively skips tasks elsewhere, as discussed in detail in Section 6.3.
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Figure 6.18 — Results of executing two concurrent applications in the examination room,
where latency of DSA is reduced on Monitor 2 by ROI processing.
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Figure 6.19 — Results of executing three concurrent applications of which one in a different
room, implementing quality control for motion-compensated DSA on Monitor 2. The
latency is reduced to a maximum of 40 ms by scaling the DSA application when a peak
in the required computation time is predicted.
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Figure 6.20 — Applying the modified Lagrangian relaxation algorithm to the image-frame
classes of Figure 6.9. Results are for template matching on a single processor core.
The post-processing of images in the control room is selectively enabled in the idle
time between two subsequent images of the live applications executed concurrently in
the examination room. Task delaying of image analysis is implemented using thread prioritization, where the control-room application is constrained between a frame rate of
1 Hz and 4 Hz. This behavior can be found in the flowchart of Figure 6.13 (c) and Stage 3
in Algorithm 5.
The search algorithm starts with an initial solution that includes the lowest value
points, as motivated by [150]. Lagrangian interpolation is applied to the curve, which
leads to the selection of an operating point on the curve between the horizontal and
vertical line in Figure 6.20. Theoretically, the applied constraints can result in a situation where no valid set of operating points are found. In this case, the constraint on the
computation time can be relaxed by reducing the frame rate of the post-processing application for a short period of time. Due to inaccuracies of the predicted latency to the
actual latency of the motion-compensated DSA application, in some situations, the actual available computation time on the platform for the control room application is less
than has been predicted. We therefore reserve a 5-ms latency margin for fallback and
safety reasons.
In Figure 6.19, the results are shown for 300 consecutive image frames. The latency
on the y-axis is shown for both applications, processing on 4–8 cores in parallel. In the
figure, the results for the control-room application are omitted as they do not offer new
insights, and only complicate the reading of the figure.
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6.6 Discussion of results
The previous section has presented experiments of the two proposed sapplications of
which three medical imaging applications are executed concurrently on a multi-core
processor platform. Lagrangian relaxation suggests that all applications have a common
equal priority, when solving the budget allocation problem. In our case, applications
are prioritized according to users interest and constraints on minimum quality and/of
maximum latency, which are filled in by application experts. The algorithm for solving
the resource optimization problem is extended with a local constraint for each application. These constraints are visualized by the positioning of a horizontal and/or vertical
line in Figure 6.17 and 6.20 and implemented by imposing upper bounds on latency and
distortion. When the optimization algorithm hits a constraint for a particular application, the optimization algorithm still continues the budget optimization process for the
other applications. This modification to the original algorithm has the advantage that
each application still guarantees a basic quality setting for a given scenario, which can be
maintained under all circumstances.
Generating computation-versus-quality curves and applying Lagrangian relaxation
to those curves solves the QoS optimization problem. Additionally, the applied techniques are an effective way to reduce the complexity of application tuning for image
quality experts or system designers. These experts will put constraints on each application locally, where at a global level, the control system manages the overall resources on
the platform, while preserving the minimum required quality and/or latency of applications. At a local application scale, constraints are given to the amount of resources that
can be consumed or the scaling of quality or latency that is acceptable. This information
is given as a recipe to the resource manager, which tries to optimize the quality of the
individual applications under the global resource constraint. We have demonstrated this
framework for a sapplication containing three concurrent applications, where the complexity of some of the applications varies with the image content. The control system
is able to switch between application instances at real-time, where we have measured a
negligible switching overhead of maximum 1–2% of the application execution time.
In our case, the problem size is reduced to only a few dozen operating points. As a
result, a simple full-search algorithm will be as fast as the proposed Lagrangian heuristic.
This leads to the observation that a full-search algorithm is applicable to optimization
problems up to a few dozen operating points, and Lagrangian relaxation is the preferred
method for more complex resource-usage optimization problems, although we did not
verify this for a large number of operating points (see Figure 6.21). However, this case is
supported by the broad use of this concept in image coding, e.g. in JPEG-2000. Switching very often between application instances can cause noticeable flickering in the image
quality as observed by the end user. To decrease these annoying artifacts, the switching
between application instances should be minimized, at the drawback of having sometimes a suboptimal resource usage on the platform. Further experiments should reveal
an upper bound on the amount of accepted visual changes in the image stream.
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Figure 6.21 — Algorithm selection: Lagrangian relaxation versus a full-search.

6.7 Summary and conclusions
In this chapter, we have concentrated on the problem of efficiently executing a set of medical imaging applications concurrently (a sapplication), sharing a multi-core processor
platform, while aiming at e.g. real-time performance or to meet boundary costs. We have
presented a hierarchical QoS management system to actively control a sapplication executed on a resource-constrained multi-core processor system, with the aim to preserve a
low latency for interventional processing and a high quality for diagnostic processing. The
QoS control is split into two layers: a global resource manager, which controls the overall resource usage of the system and local application controllers for the quality of each
individual application. Local application control is based on resource-usage modeling
and prediction of computing tasks, combined with options for task scalability on an individual application basis. The global resource manager is based on a modified version
of the Lagrangian relaxation algorithm that searches for suitable combinations of quality
levels for a sapplication. The algorithm is modified in such a way that it can preserve a
minimum quality and/or maximum latency value for each individual application.
The system is reconfigured when the application considerably changes in performance requirements, or additional functionality is needed, so that some existing applications need to be scaled down in performance. This has an impact on two aspects. First, to
create more budget for extra functionality or a performance increase, the non-essential
tasks may be skipped and essential tasks can be distributed over the cores. Second, when
new functionality has to be added, the increased combination of tasks needs to be optimized with respect to the individual task budgets, while the user expects an overall
system behavior with high quality. To create the desired scalability in applications, we
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have used task skipping, splitting, scaling and delaying as a concept. This limited set of
task organizations allows an application to be quickly made scalable without having to
redesign the algorithms. Task skipping is only possible for non-essential tasks, whereas
task splitting applies to essential tasks.
The complete framework has been validated for a quality-controlled combination
of desired medical applications on a complexity-bounded situation where an increase
of application functionality is required. We have found that applying the results from
Chapter 5, prediction of resource usage can lead to significant quality improvement of
the complete system, when resources are selectively distributed over the available applications. The control system makes it possible to integrate a post-processing application within the idle time of two latency-constrained applications, all executed concurrently on the same multi-core platform. The proposed quality-control mechanism is fast
enough to be executed in real-time, because it uses Lagrangian relaxation as a heuristic
instead of a full-search algorithm. In this way, the complexity of the control system does
not exponentially grow with the number of application operating points. The algorithm
is modified to preserve a minimum quality and maximum latency value for each individual application. In our case, this modification has resulted in a significant reduction
of the number of suitable operation points. This leads to the observation that when the
number of operating points is clearly limited, a simple full-search algorithm is equally
applicable to solve the optimization problem. Lagrangian relaxation is still the preferred
method for more complex resource-usage optimization problems.
It is interesting to know that the proposed solution has a high industrial relevance
because it can facilitate in reducing system costs for applications that are already released
on the market. The work has resulted in a solution featuring a combination of both interventional and diagnostic signal processing, which are executed on a single computing
device with nearly the same quality, as compared to two separated computers with those
tasks in the original setting.
When looking back to the results, it can be discussed that some of the concepts have
been borrowed from the literature in the past decade. Task splitting and scaling can be
seen as a simple form of the “divide and conquer” design pattern. The hierarchical QoS
control system is presented in earlier work for embedded multimedia, but that control
system is based on straightforward heuristics, instead of the more general Lagrangian
relaxation algorithm presented in this chapter. Lagrangian optimization methods have
their origin in literature on resource allocation problems. Later, the same method has
been successfully applied for rate-distortion optimization for bit-allocation problems
and QoS control [155][152]. The Lagrangian relaxation problem can be used to optimize
resource-usage allocation for relatively large problem sizes. We extended the method for
QoS control on multi-core processor platforms with constraints on minimum acceptable quality or maximum image latency for our cases studies on medical imaging. This
has resulted in a significant reduction of the problem size, when only a limited amount
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of applications are executed concurrently. As a result, a full-search algorithm is equally
applicable when searching within a limited set of operating points.
The presented concepts can be reused for other applications, where constraints on
the maximum acceptable quality decrease, or computation time increase, are important.
As an example, consider a video surveillance system, where image enhancement and
behavior recognition are processed in parallel. The recognition algorithm is processed
at a lower priority, but must signal an alarm within a limited amount of time after its
occurrence.
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Conclusions and prospects

Finis unius diei est principium alterius
The end of one day is the beginning of another
2. Bulst 305

This thesis has presented an image processing architecture, aiming at the concurrent
execution of a multitude of diagnostic and interventional X-ray imaging tasks on a multicore computing platform. The first section recapitalizes the most important conclusions of
the individual chapters, covering the presented techniques for the modeling, prediction and
control of image processing performance of interventional X-ray systems. We discuss the
research questions as stated in the beginning of this thesis and review our essential major
findings. Finally, we present the most important trends and derive a global template for
future system design.

7.1

Recapitalization of the individual chapters

Chapter 1 presents the clear trend to execute advanced medical image processing on
general-purpose programmable platforms. The focus in this thesis is on image processing for X-ray systems, which, in a mature market, are subject to cost and time-to-market
constraints. The integration of diagnostic features within X-ray interventional imaging
require that interventional processing and diagnostic processing is combined in one system design and executed simultaneously so that the architecture should be more flexible
than in the past.
Chapter 2 starts with three different application scenarios, covering both diagnostic and
interventional X-ray imaging, ranging from real-time stream-based processing with latency constraints up to feature-based processing and data-dependent image analysis. The
set of applications is carefully chosen to address two major application trends that influence the design of next-generation X-ray imaging systems. First, the integration of
enhancement and diagnostic processing will lead to a continuously growing complexity
of signal processing algorithms. Second, the gradual shift from stream-based to content165

7. Conclusions and prospects
and feature-based processing results in less static predictable behavior of processing tasks.
This requires that the image processing system should adapt to the changing performance demands of the application. Given the cost constraints from Chapter 1, this creates the demand for a cost-efficient, powerful system design because of the advanced
analysis processing. Furthermore, it should be more flexible due to varying and datadependent behavior.
Chapter 3 presents a concise but relevant overview of multi-core computer technology
developments and parallel programming models, with the emphasis on the executed applications and their quality. As discussed in Chapter 2, we opt for a flexible platform,
based on shared-memory multi-core processors, where the cores are all identical (homogeneous) and programmable. This solution has become acceptable in costs and it is
scalable up to a dozen of processor cores. The homogeneity of the architecture and the
general-purpose nature of the cores is highly attractive for reuse of software processing. Especially in the medical domain, reuse of certified software is indispensable and
limits the development cost. The processor architecture is basically an MIMD system,
which gives the largest flexibility in executing various applications of different nature at
the same time. Given the choice for a multi-core system, and the growing set of executed applications, modeling of dominant processing tasks and applications is required
to support performance analysis for an efficient mapping. Such a mapping enables more
parallelism in the execution of algorithms and concurrent applications, but requires the
control of quality and performance of the image processing applications to prevent system failure and to handle irregular situations.
Chapter 4 starts with defining rules for specifying and dividing image processing tasks
for parallel processing. Applications are described with models to simulate and optimize
the mapping on multi-core processors. These models involve performance and memory
requirements for each individual task, and a specification of the platform architecture
using a budget for that same type of resources. This enables the matching of algorithms
to the available architecture. Subsequently, we have specified rules for the execution architecture design, with the aim to provide low-latency streaming without interruptions.
With respect to experiments, we have evaluated the quality of the performance models
by executing a full-fledged interventional X-ray imaging application based on six individual (stream-based) image processing algorithms. The purpose of the modeling in this
case study is to optimize the performance of the applications such that the latency is controlled and minimized. Initially, the computing system was fully loaded, both in memory
and computation, and the latency was strongly time varying and could not be predicted.
Our modeling yields a good understanding of the actual execution, with a deviation of
about 10%, as compared to measurements. The model has eventually resulted in an approach for task splitting, leading to several performance optimization possibilities. A
major achievement is the optimization of the 2K×2K image processing chain, enabling
15-Hz processing within the predefined latency bound, without overloading the platform
resources.
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Figure 7.1 — Structure of the core part of the thesis with a clear distinction in building
blocks for the individual chapters.

Chapter 5 studies the analysis and prediction of the computational complexity of featurebased image analysis tasks, for applications where the computation time is data dependent and fluctuates with the image content. For the application scenario on advanced
diagnosis with image analysis, we have shown that tasks with purely random resource
usage can be modeled and predicted with zero-order Markov chains. First-order Markov
chains are used for tasks where temporal correlation between the computation time
statistics exists for only short periods of time. For tasks with structural correlations
between image frames, scenario-based methods are added to the obtained prediction
model. Scenario models are extracted from the flow graph of tasks. Alternatively, in the
second application on motion-compensated DSA, the resource usage depends on external (spatial) factors only, and the model is based on spatial (look-ahead) prediction. The
prediction algorithm correlates with the actual task execution. Experimental results for
two different X-ray imaging applications show an average prediction accuracy of 95–97%
with a standard deviation of only 6% and sporadic excursions of the prediction error up
to 20–30%. The prediction has a small overhead in comparison to the actual resource
usage (typical in the order of 1–2%), to avoid a significant influence on the actual task
execution, when the models are used for runtime prediction of the resource usage. Additional to the prediction models, we introduce task splitting for data-dependent tasks,
to facilitate faster execution or more dynamic resource management at runtime.
Chapter 6 concentrates on the problem of efficiently executing a number of medical
imaging applications concurrently, sharing a multi-core processor platform, while aiming at e.g. real-time performance or to meet constrained system costs. We have reused a
concept of hierarchical Quality-of-Service (QoS) control, for simultaneously guarantee167
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ing low latency for interventional X-ray image processing, and high quality for diagnostic X-ray image processing. For the hierarchical QoS control and the considered set of
application scenarios, sudden changes may appear both in functionality and complexity.
The search for the best overall performance of the platform and the resulting quality and
reconfigurability of the executed applications poses a complex optimization problem.
Therefore, we have implemented the hierarchical QoS control, using a global resource
manager to control the overall resource usage on the platform and quality targets if the
complete application scenario, based on a modified version of Lagrangian relaxation. It
searches for suitable combinations of control points for applications that can be mapped
on the available resources. In addition to the global control, we control each application
locally, using skipping, splitting, scaling and delaying of tasks. This concept allows every application to become scalable in a quick way without re-implementing existing and
certified algorithms. Task skipping is only possible with the non-essential tasks, whereas
task splitting and scaling applies to essential (latency-critical) tasks.
The complete architecture is visualized in Figure 7.1, which also contains the contributions from the preceding chapters. The complete concept has resulted in an active
control of QoS, where low-latency applications are executed concurrently with image
analysis and post-processing tasks, without interrupting the latency and throughput of
the dominant applications. The proposed quality-control mechanism runs fast enough
to be executed in real-time, because it uses a heuristic for large sets of applications and a
full-search algorithm for smaller sets of applications. The work has resulted in a highly
interesting industrial spin-off, featuring a combination of both types of signal processing
executed on a single computing device with nearly the same quality, as compared to two
separated computers with those tasks.

7.2

Discussion on research questions and contributions

Research question 1
With respect to the first research question on enabling low-latency interventional X-ray
imaging through modeling, the following conclusions are discussed. The results in Chapter 4 have shown that a process can be defined involving modeling of essential computing
tasks that leads to a positive modeling outcome, achieving a low-latency throughput. The
contribution to this research question is twofold. First, we have shown that mapping a set
of stream-based professional medical imaging applications is possible using the modeling technique with equations describing the memory and computing behavior. Second,
we have developed a model for a quad-core general-purpose processor system including the memory caching and have shown that this model is suitable for performance
analysis with respect to latency. However, the chosen method for building the model is
time consuming: several months are required to model several mature medical imaging algorithms and the essential resource usage on the platform. Despite this effort, the
experiment was highly valuable, since the system optimization is performed without actually building the complete system. The presented approach distinguishes itself from
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approaches in the literature, as it deals with the most important system aspects simultaneously: application modeling, parallelization, performance estimation and optimization, instead of a highly detailed investigation on only one aspect.
When addressing the generic reuse of the proposed solution, we conclude that the
modeling of the architecture may become even more important than the modeling of
the applications. Streaming applications, described with dataflow graphs, can be modeled and optimized in the same way as proposed. However, the performance estimates
will depend directly on the accuracy of the architecture model. At the time of writing
this thesis, the next generation multi-core processor architecture was introduced which,
apart from minor differences in the computing cores, has a completely new memory architecture. To optimize application execution for this new architecture, the model for
the architecture has to be upgraded with an accurate modeling of the memory and cache
architecture, combined with new rules for the execution architecture. A first attempt to
model the performance of that new architecture was recently published [156].
Research question 2
Considering the accurate performance modeling of feature-based (data-dependent) image
analysis tasks, we have shown in Chapter 5 that such tasks can be modeled successfully
such that the resource usage of image analysis tasks can be predicted and controlled
reasonably accurately. The approach is based on employing a combination of different
statistical models, based on varying spatial and temporal statistics. We have outlined a
decision tree for the creation of task-specific prediction models. For tasks with semirandom resource usage, Markov chains are used. For structural correlations between
image frames, a scenario-based method is added, obtained from the task graph, or if
this information is not readily available, a designer can employ high-level system profiling [117]. Alternatively, when the resource usage depends on external (spatial) factors
only, the model is based on spatial (look-ahead) prediction. With respect to reusability,
the type of signal processing involved in the applied medical scenarios also appears in
various other fields such as multimedia and surveillance. It is the authors opinion that
an accurate prediction result can also be achieved for a broad set of non-medical applications with fluctuating resource usage.
The question on achieving low latency throughput for such combined applications by
increased parallelism cannot always be solved. To enhance parallelism in complex analysis processing, we have applied a combination of both data and functional task splitting,
adaptive to the obtained prediction results. The results show that it is possible to parallelize a content-dependent processing task, without the need to redesign the intrinsic
algorithms. Real-time processing is now feasible designing for average-case latency requirements instead of a worst-case approach. Unfortunately, this approach is not always
possible, due to tasks that cannot be split sufficiently well, as they are dependent on each
other. In this way, the throughput is improved, but the latency of the complete application is hardly reduced or sometimes even increased.
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Research question 3
With respect to the third research question on the design of a control system that can handle multiple parallel applications, ranging from diagnostic towards interventional X-ray
imaging, mapped and controlled on a general-purpose multi-core architecture, we have
discussed and contributed with the following elements. First, we have proposed a hierarchical QoS control system that can combine the concurrent execution of interventional
X-ray processing and diagnostic X-ray processing. For the optimal resource usage setting
in this hierarchical QoS, we have introduced a modified version of the Lagrangian interpolation algorithm, where we ensure a basic quality achievement for a given application
scenario. Second, we have used the prediction of task complexities and the corresponding task splitting at a local application level so that the Local QoS controller can tune the
resource usage with parallel mapping. Third, scalability is increased with task manipulation based on task scaling, skipping and delaying. This enables more detailed options for
the Local QoS control for enhanced scalability and matching with the available resources.
The requirement for reconfigurability of the solutions, when imaging applications require a sudden change in functionality or complexity is validated in the following way.
We have built a demonstrator platform on which three applications are executed concurrently. Our control system, based on hierarchical QoS in combination with resource
estimation and prediction, is able to switch between application instances in real-time,
where we have measured only a negligible switching overhead of maximum 1–2% of the
application execution time. For our professional medical applications, minimum quality
has to be delivered to the physician. We have translated this as performance constraints
within the Lagrangian optimization procedure. These constraints may result in a significant reduction of the amount of operating points, which leads to the observation that a
simple full-search algorithm may be equally applicable for runtime reconfiguration up to
a few dozen operating points. This concept can be generalized for a broad set of medical
applications: Lagrangian optimization is the general case for systems with many operating points, whereas full-search is an option for constrained cases with a limited set of
operating points. In this way, the overhead is always kept within boundaries.

7.3

Open issues

Despite the successful applications of our work as described in the previous sections, we
identify in this section several interesting aspects that need further investigation.
● Heterogeneous processing architectures – This thesis is primarily based on employing
homogeneous multi-core processors. However, for advanced powerful processing algorithms, accelerator cards such as Graphic Processor Units (GPUs) or Field Programmable
Gate Arrays (FPGAs), are used for speed enhancements. It remains to be seen whether
this trend will also influence medical imaging, as it is attractive and cost-efficient to reuse
certified algorithms. If there is a decent compilation framework available, architectural
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solutions can be developed to seamlessly integrate accelerator cards in the existing processing architecture. It is our opinion that this is feasible within the performance estimation framework, as already proposed in the conclusions of Chapter 3. However, a
heterogeneous system will increase the overall complexity of the system design, when
compared to a homogeneous design. The increased complexity of the system design can
only be justified if (1) the accelerator cards significantly reduce the overall costs of the
architecture, e.g. by requiring only half of the homogeneous multi-core processors, or
(2) if additional, highly valuable functionality can be offered that is impossible to implement with a homogeneous design.
● Multi-modality and multi-dimensional imaging applications – As already explained at
the beginning of this thesis, image resolutions and dimensionality are expected to grow
continuously and we expect imaging algorithms based on multiple imaging modalities
and dimensions in a single application. Furthermore, these applications are expected to
be integrated in the real-time imaging pipeline. The intrinsic signal processing required
for different imaging modalities or multi-dimensional images is based on the same concepts as discussed in this thesis. As a result, the applied processing solutions can be
reused.
● Memory-bandwidth usage – The introduction of advanced diagnosis and workflow enhancement techniques in the examination room, based on computer-aided detection
and image analysis, creates the demand for further investigation of modeling techniques
to predict the random behavior of fluctuating tasks. The memory-bandwidth usage in
the investigated set of applications in this thesis appears to be rather static, but this aspect may change in the future. There are applications where memory bandwidth is more
crucial than computations, such as in object tracking. Moreover, the memory usage can
be variable over time. A possible solution is to model the memory communication in a
similar way as with computing. Given a strongly varying memory behavior, the model
should be based on specific properties of the algorithm and the key properties of the
memory usage behavior. Then, this behavior should be mapped on the timing model for
memory communication, as described in detail in Chapter 4.

7.4

Future system design

At the end of this thesis, it is interesting to look into future developments and trends of
which the results can affect the design of upcoming processing architectures for medical
imaging applications.
Historically, image processing algorithms are packaged into and executed on the processing architecture of medical imaging modalities or workstations, since the central
Picture Archiving and Communication System (PACS), is not able to offer the required
computational power for these algorithms and network links are slow. Each imaging
modality is connected to a dedicated workplace where the acquired images are reviewed.
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Figure 7.2 — Current practice in hospital IT: isolated workstations and imaging modalities
with dedicated processing architectures.
Prior to storing the images in the PACS, they are processed, analyzed and filtered by the
technician on a workstation in the control room. This process cannot be altered after
sending the images to the PACS. This approach has led to a network of isolated workstations in the hospital, causing several drawbacks (see Figure 7.2).
• The workplace where the imaging modality or workstation is installed becomes a
bottleneck in the daily workflow.
• Image data may become inconsistent between different medical imaging modalities and workstations.
• The image data send to the PACS cannot be altered or analyzed again, which leads
to duplicate image stores on the imaging device of a particular modality, and images may have to be communicated over the network multiple times.
• There is no direct coupling of the imaging system with the patient administration.
This network of isolated workstations, each with its own capabilities and limitations, is expected to be replaced by a model where a large PACS is coupled to a highperformance computing architecture. In this model, the immense processing requirements of advanced image processing applications are made available to every unit in the
hospital, or even brought to the home via a virtual private network, where thin-clients
enable deployment and easy access to the advanced technology. The PACS can be integrated with the patient administration system as one consistent central data storage. Due
to the increasing availability of relatively inexpensive computing resources, the concepts
for sharing platform resources, as introduced in this thesis, can be extended to resource
sharing and optimization between applications of different modalities and workstations.
This concept is shown in Figure 7.3 and enables fast (local and remote) 2D, 3D, and 4D
viewing, post-processing, and image analysis from multiple modalities on any client PC
at arbitrary positions and times in the network.
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Figure 7.3 — Future vision in hospital IT: integration of PACS with a cross-modality
processing architecture, enabling local, remote and mobile access to images and image
processing applications.
In a broader scope, when the investments for high-end medical imaging devices cannot be justified by every hospital in the country, hospitals and academia may start collaborations to share its capabilities of medical imaging devices on a service-oriented basis. This can result in a situation that smaller hospitals request image processing services
from a PACS in a larger hospital, integrated with an image processing platform. The processing of images from this repository can be managed and controlled with the concepts
as presented in this thesis, where depending on the application, low-latency streaming
or high-throughput batch processing can be accomplished. The latency-critical processing from several laboratories are managed by a fast dedicated network to the repository,
and processed at high priority. Post-processing applications such as quantitative medical
analysis are processed during night hours when the medical imaging systems are out of
service, or processed at low priority during daytime.
The model of single investigators doing research in a hospital on their own (relatively
small) image and patient data sets is then expected to be gradually replaced by groups
of multi- and interdisciplinary data analysis teams, having access to a large shared data
repository. Nevertheless, several hurdles need to be taken before the above scenarios
would become a reality. Technical challenges are for example the efficient and accessible
data management of medical patient records, data safety and integrity, the processing
interfaces between the PACS server and the thin-clients. Image processing algorithms
that are currently packaged into the processing architecture of a medical imaging device have to be executed on the PACS system. In this concept, research engineers are
responsible for the platform architecture and imaging algorithms of the central storage
and processing service, in close cooperation with the medical physicians. Therefore, the
engineers will have to consider the embedding of their specialism in the overall process
of information usage within the hospital. This consideration will be guided by highly
specialized information officers and interdisciplinary medical know-how teams.
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A.1

Markov chains

Formally, a Markov chain concerns about a sequence of random variables, which correspond to the states of a certain system, in such a way that the state at one time epoch
depends only on the one in the previous time epoch. An nth-order Markov chain is a
random process with the property that the current state depends on n previous states
only. It is a Markov model, named for Andrey Markov, for a particular type of Markov
process in which the process can only be in a finite or countable number of states. Markov
chains are useful as tools for statistical modeling in almost all fields of modern applied
mathematics.
Let us now consider a stochastic process
X (n) , n = 0, 1, 2, ...

(A.1)

that takes on a finite or countable set M. For simplicity of discussion we assume M, the
state space to be {0, 1, 2, ...}.
An element in M is called a state of the process. Suppose there is a fixed probability Pi j
independent of time such that
P(X (n+1) = i∣X (n) = j, X (n−1) = i n−1 , ..., X (0) = i 0 ) = Pi j , n > 0,

(A.2)

where i, j, i 0 , i 1 , ..., i n−1 ∈ M. Then this is called a Markov chain process of the first order.
One can interpret the above probability as follows: the conditional distribution of any
future state X (n+1) given the past states X (0) , X (1) , ..., X (n−1), and present state X (n) , is
independent of the past states and depends on the present state only. The probability
Pi j represents the probability that the process will make a transition to state i given that
currently the process is state j.
Clearly one has:
Pi j ≥ 0,

∞

∑ Pi j = 1,
i=0
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j = 0, 1, ...

(A.3)

A. Appendix

The matrix containing Pi j , the transition probabilities is called the one-step transition
probability matrix of the process.
⎛ P00
P = ⎜ P10
⎝ ⋮

P01
P11
⋮

⋯ ⎞
⋯ ⎟
⋯ ⎠

(A.4)

Given an observed data sequence {X (n) }, the transition frequency F jk in the sequence
can be found by counting the number of transitions from state j to state k in one step.
Then one can construct the one-step transition matrix for the sequence {X (n) } as follows:
⎛ F11 ⋯ ⋯ F1m ⎞
⋯ ⋯ F2m ⎟
⎜ F
⎟
(A.5)
F = ⎜ 21
⎜ ⋮
⋮
⋮
⋮ ⎟
⎝ Fm1 ⋯ ⋯ Fmm ⎠
From F, one can get the estimates for P jk as follows:
⎛ P11
⎜ P
P = ⎜ 21
⎜ ⋮
⎝ Pm1
⎧
⎪
⎪
⎪
⎪
⎪
⎪
P jk = ⎨
⎪
⎪
⎪
⎪
⎪
⎪
⎩

where

⋯ ⋯
⋯ ⋯
⋮
⋮
⋯ ⋯

F jk
m

∑ F jk
j=1

P1m
P2m
⋮
Pmm

⎞
⎟
⎟
⎟
⎠

if ∑ F jk > 0

(A.6)

m

j=1

0 if ∑ F jk = 0
m

(A.7)

j=1

As an example, consider a sequence X (n) of three states (m = 3) given by
{0, 0, 1, 1, 0, 2, 1, 0, 1, 2, 0, 1, 2, 0, 1, 2, 0, 1, 0, 1}. The transition frequency matrix is given
by:
⎛ 1 3
F=⎜ 6 1
⎝ 1 3

3 ⎞
1 ⎟
0 ⎠

and the one-step transition matrix can be estimated as follows:
⎛
F=⎜
⎜
⎝
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In Figure A.1, the Markov chain of the above example is shown.
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0.429

0

0.25
0.125

S0

S2
0.75

Figure A.1 — Example first-order Markov chain.

A.2

Interpolation algorithms

Image scaling operations perform a geometric transform of the input image using an
interpolation algorithm to resample the image to the desired output scale. In this thesis,
the following interpolation algorithms are used:
• Nearest neighbor interpolation
• Linear interpolation
• Cubic interpolation
• Lanczos window function interpolation
In the subsequent paragraphs, we use the following notations:
(x D , y D ), the pixel coordinates in the destination image;
(x S , y S ), the coordinates of a source image point, mapped exactly to (x D , y D );
S(x, y), the pixel value (intensity) in the source image;
D(x, y), the pixel value (intensity) in the destination image.
Nearest neighbor interpolation
The pixel value in the destination image is set to the value of the source image pixel closest
to the point
(x S , y S ) ∶ D(x D , y D ) = S(round(x S ), round(y S )).

(A.8)

Linear interpolation
Linear interpolation uses source image intensities at the four pixels (x S0 , y S0 ), (x S1 , y S0 ),
(x S0 , y S1 ), (x S1 , y S1 ) that are closest to (x S , y S ) in the source image:
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x S0 = int(x S )
x S1 = x S0 + 1,
.
y S0 = int(y S ),
y S1 = y S0 + 1

(A.9)

First, the intensity values are interpolated along the x-axis to produce two intermediate
results I 0 and I 1 :
I 0 = S(x S , y S0 ) =
I 1 = S(x S , y S1 ) =

S(x S0 , y S0 ) × (x S1 − x S )+
S(x S1 , y S0 ) × (x S − x S0 )

S(x S0 , y S1 ) × (x S1 − x S )+
S(x S1 , y S1 ) × (x S − x S0 ).

(A.10)
(A.11)

Second, the intensity D(x D , y D ) is computed by interpolating the intermediate values I 0
and I 1 along the y-axis:
D(x D , y D ) = I 0 × (y S1 − y S ) + I 1 × (y S − y S0 ).

(A.12)

Cubic interpolation
Cubic interpolation uses the source image intensities at (4×4) pixels in the neighborhood
of the point (x S , y S ) in the source image, following
int(x S ) − 1,
x Si = x S(i−1) + i,
int(y S ) − 1,
y Si = {
y Si = y S(i−1) ) + i,

x Si = {

i = 0,
0 < i ≤ 3.
i = 0,
0 < i ≤ 3.

(A.13)

First, for each y Si the algorithm determines four cubic polynomials F k (x), according to:

such that

F k (x) = a k x 3 + b k x 2 + c k x + d k ,

0≤k≤3

(A.14)

F k (x Si ) = S(x Si , y Sk ),

0≤k≤3

(A.15)

0 ≤ i ≤ 3,

Second, the algorithm determines a cubic polynomial F y (y) such that
F y (y Si ) = F k (x S ),

0 ≤ i ≤ 3,

0≤k≤3

Third, the intensity D(x D , y D ) is set to the value F y (y S ).
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Lanczos window function interpolation
Based on the 3-lobed Lanczos window function, the interpolation algorithm uses source
image intensities at (6×6) pixels in the neighborhood of the point (x S , y S ) in the source
image, following
int(x S ) − 2,
i = 0,
x Si = {
x Si = x S(i−1) + i,
0 < i ≤ 5.
(A.17)
int(y S ) − 2,
i = 0,
y Si = {
y Si = y S(i−1) + i,
0 < i ≤ 5.
First, the intensity values are interpolated along the x-axis to produce six intermediate
results I 0 , I 1 , ...I 5
5

I k = ∑ a i × s(x Si , y Sk ),
i=0

0≤k≤5

(A.18)

Second, the intensity D(x D , y D ) is computed by interpolating the intermediate values I k
along the y-axis:
5

D(X D , YD ) = ∑ b k × I k .

(A.19)

k=0

The coefficients a i and b k are defined as
a i = L(x S − x Si ),
b k = L(y S − y Sk ),

0 ≤ i ≤ 5.
0 ≤ k ≤ 5.

(A.20)

where L(x) is the Lanczos windowed sinc function, defined as
L(x) = sinc(x) × Lanczos3(x)
⎧
⎪
⎪
⎪ sin(πx) × sin((πx)/3)
,
0 ≤ ∣x∣ < 3
(πx)/3
= ⎨ πx
3 ≥ ∣x∣
⎪
0,
⎪
⎪
⎩

A.3

(A.21)

Resource optimization using Lagrangian relaxation

The key to making good decisions in optimization problems is to trade off the resource
budget that is allocated for a particular signal processing task, with the quality loss of
the other concurrent tasks which have a (slightly) lower resource-budget allocation. It
makes no sense to strive hard to process one task at a higher quality if the degradation it
produces to the other tasks is much more significant than the obtained gain in processing these tasks with fewer resources. In other words, we want to distribute the available
resources in such a way to get the least possible quality loss overall.
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Figure A.2 — Resource vs. quality loss (distortion) curves for (a) spatial filtering and (b)
temporal filtering tasks.
Resource optimization problems can be described in terms of Lagrangian multipliers.
It can also be described by the Principle of Equal Slopes, which states that the parameters should be selected so that the rate of change for a particular quality degradation
with respect to the resource usage is the same for all concurrent tasks in the system.
Let us now consider two independent processing tasks, e.g. a spatial filter and a temporal
filter. After processing images at various quality settings using an arbitrary task scaling
technique, you tend to get curves like those in Figure A.2.
Suppose that we assign B1 resources to the spatial filter and B2 resources to the temporal
filter At B1 the slope of quality loss of the spatial filter with respect to the resource usage
is much higher than the slope at B2, which measures the rate of change of quality loss
of the temporal filter with respect to resource usage. It is easy to see that this is not the
most efficient allocation of resources. As an explanation, increase B1 by a small amount
to B1+λ and decrease B2 to B2-λ. The total quality loss has reduced even though the
total resource usage has not changed, due to the disproportionately greater drop in the
quality loss of the spatial filter.
We conclude that that for a fixed total resource budget, the quality loss or distortion is
minimized by selecting resource usages for both tasks at which the Resource-Distortion
(R-D) curves have the same slope. Likewise, the problem can be reversed and for a fixed
level of quality, the total resource usage can be minimized by finding points with the
same slope.
Point sets on different R-D curves with the same slope can be found by intercepting the
tangent to the resource-distortion curve at the point (R0,D0) to the D-axis is the value
D0+λR0 where -λ is the slope at the point (R0,D0). Furthermore, it is the smallest value
of D+λR for all values of (R,D) that lie on the curve. So in selecting, for example, task
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R

Figure A.3 — Minimization of the Lagrangian cost function for the spatial filter task.
scaling of a given image filter, one has to minimize the value D(S)+λR(S) over all task
scalers (S), where D(S) is the error produced by scaling with S and R(S) is the resource
usage implied. In Figure A.3, the R-D curve is shown for the spatial filtering task.
In order to maximize the usage within an overall resource budget, one needs to iterate over values of the Lagrangian parameter λ in order to find the one that gives the right
resource usage. In practice, this optimization can be done even at runtime, by modeling the overall resource distortion curve of the processing task. Global resource usage
is controlled effectively by a Lagrangian parameter, where for each task that needs to be
executed concurrently on the system, the resulting quality in execution can be optimized
by a local R-D curve.

A.4

Task scheduling approach

We have used a task scheduling approach that assigns work to processor cores considering processor/cache configurations. Based on ideas from [64][69][70], the scheduling
approach uses the stream programming model, which provides a framework for writing
programs in a sequential-style, while greatly simplifying the task of data parallelization
based on the splitting and merging of tasks. The scheduling approach supports multiple
concurrent running applications where Quality-of-Service management adapts the task
scheduler to possible workload variations.
Image processing applications are described by flow graphs, consisting of tasks and resources. Tasks are responsible for manipulating data, where resources are responsible for
I/O (see Figure 4.4). To fully utilize all processor cores in the system, each task splits
its work into one or more independent subtasks. Subtasks are executed in parallel by
the scheduler. The set of tasks is then transformed into a dependency graph of independent subtasks. This graph is required to determine the order in which all subtasks can
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Figure A.4 — Layered architecture with QoS control and task scheduling to execute multiple concurrent applications on a multi-core processor platform.
be executed. The scheduler usually generates the dependency graph only once, and then
iteratively executes the tasks for each image of each application to be processed. The
splitting of tasks into subtasks is organized in such a way that all processor cores are active and the load on the system is balanced.
A task sequence is a circular sequence of tasks of one particular application instance. The
scheduler is responsible for scheduling task sequences on the processor cores efficiently,
for one or more applications concurrently. In Figure A.4, the complete architecture is
shown, including the task scheduling approach. The top three layers have been described
in more detail in Chapter 6.
Our target platform is a general-purpose multi-core processor system, as described in
more detail in Section 4.2. The task scheduling approach uses thread and I/O handling
of an available general-purpose operating system. The scheduling approach creates one
thread per processor core and one task queue per last-level (L2) cache memory. Applications are specified as a directed flow graph, where the input and output buffers of tasks
are kept locally in the cache memory of the processor. When an input image is received,
the input relations of the first task of the dependency graph are satisfied and the task
is sent to one of the task queues of the scheduler. This form of scheduling is known as
cooperative task scheduling, and is preferred for applications such as video and image
processing, where throughput is more important than fast and interactive application
control.
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Tasks cannot move between processor cores as we did not implement task stealing concepts. Tasks that are scheduled to a task queue for a particular processor core can therefore not move to another task queue. In this way, task data blocks remain local in one of
the two L2 caches, which avoid cache misses due to tasks that are moving from one core
to the other. The scheduler is instructed by the Local QoS managers which task sequence
of an application to execute for the next image. The overhead of switching between task
sequences is low, as the granularity is not at the task level, but at the image level of a
complete task sequence.
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