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Preliminaries

Notation
The notation is mostly standard. Less common notational conventions are listed
below.

Notational Conventions
• Let R+ denote non-negative real numbers.
• The symbol 1n denotes the column vector with all elements equal to 1.
• For a number a ∈ R, a ∈ N is the largest integer such that a ≤ a and
a ∈ N the smallest integer such that a ≥ a.
• An approximation to a variable y is denoted by ŷ
• The i-th row of a matrix S is denoted by Si , the j-column by Sj and the
i, j-th element by Sij . The i-th element of a column vector r is denoted
ri .
• The column vector constructed from all elements of a set S is given by
col(S).
• A multi-element indexation of the vector r, given by (ri )i∈S , is denoted
as rS , where S is an index set. The submatrix (Mij )i∈I,j∈J is denoted by
MIJ .
• The indices a(b) or a(b) denote b diﬀerent instances or variants of the vector
a.
• Let diag(S) construct a block diagonal matrix from a set of scalars or
matrices.
• The sign function, denoted sgn : Rn → {−1, 0, +1}n assigns the vector of
signs to a vector a ∈ Rn according to

 −1 if ai < 0
0
if ai = 0 .
(sgn(a))i =

1
if ai > 0

• The Dirac delta function, denoted δ : R → R is a pulse of inﬁnite magnitude at t = 0:

∞ if t = 0
δ(t) =
.
0
if t 6= 0

2

A pulse of unit magnitude is denoted by

1 if t = 0
1(t) =
.
0 if t =
6 0
• P
A multivariate real polynomial a is an expression of the form a(x) =
i
i
0≤|i|≤m ai x where i is a multi-index i = (i1 , .., in ), x is an abbreviation
of the monomial
xi11 xi22 · ·xinn , |i| denotes the length of the index i deﬁned
Pn
as |i| = k=1 ik and ai ∈ R. The constant m is called the combined order
of a. For the multivariate polynomial a(x), a(x) ≥ 0 denotes that the
polynomial a(x) ≥ 0 for x ∈ Rn .

Relational operators
• The elementwise or Schur product of two vectors a, b is denoted by a ◦ b
and elementwise division is denoted similarly as scalar division by ab .

Linear Algebra
• The dimension of a vector is denoted as dim(·) and rank of a matrix
as rank(·). The range of a matrix is denoted by R(·), the nullspace by
N (·). The dimension of the nullspace or defect is given by def (·). The
determinant of a rectangular matrix is denoted by det(·). The orthogonal
complement of a row or column space A is denoted as A⊥ .
• Both the generalized inverse of a matrix P , as well as a speciﬁc form of
this inverse, the Moore-Penrose inverse, are written as P † .

Set Theory
• Sets are denoted by calligraphic letters, and the cardinality of a set is
denoted by |·|.
• A partitioning of a set S is denoted by π(S)
S = {S1 , .., Sn }Twhereby n is
the degree of partitioning and it holds that i Si = S and i Si = ∅.

• The closure of a set S is denoted by cl(S).

• The interior of a set S is denoted by int(S).
• The boundary of a set S is denoted by bd(S). bd(S):=cl(S) \ int(S).

Chemistry
• The concentration or partial pressure of a gas-phase chemical species A is
denoted by [A]. For a surface bound species A, [A] denotes the fractional
surface coverage.

3

• A uni-directional reaction that converts species A to species B with reaction constant k is denoted by:
k

(1)

A −→ B

• A bi-directional reaction that converts species A to species B and vice
versa, with reaction constants k+ and k− respectively, is denoted by:
k+

A −⇀
↽− B

(2)

k−

Definitions
Definition. (Inner Product) An inner product on a vector space X , denoted
by h·, ·i, is a mapping of X × X → R such that
(3)

hx + y, zi = hx, zi + hy, zi

(4)

hαx, yi = αhx, yi

(5)

hx, yi = hy, xi

(6)
(7)
2

hx, xi ≥ 0
hx, xi = 0 ⇔ x = 0
Definition. (Norm) A norm on X is defined by:
p
kxk = hx, xi

(8)
2

In the context of this thesis the inner product for vectors, matrices and
signals is deﬁned more speciﬁcally as:
hx, yi = x⊤ y

⊤

for x ∈ Rn , y ∈ Rn

n×m

(9)
n×m

hx, yi = tr(A B) for A ∈ R
,B ∈ R
Z
hf (x), g(x)iX =
f (x)g(x)dx for f, g : X → R

(10)
(11)

X

When X 6= Rn for some n the inner product on X is explicitly stated as
h·, ·iX . For ﬁnite dimensional spaces the norms considered are Hölder p-norms.
Definition. (Hölder p-norm) The Hölder p-norm of a vector x ∈ Rn is defined
by:
kxkp = (|x1 |p + .. + |xn |p )1/p
(12)
2
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Overview

In many branches of engineering models of physical processes are used in the
design phase to evaluate designs before the implementation phase. This type
of evaluation allows for lower costs and a more ﬂexible process as simulations
can replace tests using prototypes in the initial phase of the design process.
Depending on the complexity of the dynamics of a physical process, a detailed
model of this process can itself be complex. The complexity of this model can
be detrimental to its usefulness, both during the design process and for online
implementation for monitoring and control applications. Therefore simpliﬁed
models are often used to replace or complement detailed models. However, while
detailed models and the parameters used in these models can often be derived
using ﬁrst principles (i.e. using physical laws and constants), the derivation of
simpliﬁed models generally requires human insight into the process dynamics.
In, addition, the parameters used in simpliﬁed models often have to be calibrated
using experiments. Since reliance on insight is not suﬃcient when confronted
with complex processes and identiﬁcation experiments prove to be expensive, we
shall investigate whether simpliﬁed models and their parameters can be derived
systematically from detailed models by using automated methods.
In this thesis we investigate the reduction of the model complexity, and its
use in the design process. The investigation is based on a speciﬁc application
area: the Lean NOx Trap (LNT) automotive catalytic converter. It is used
for exhaust gas aftertreatment of lean-burn vehicle engines, in particular for
the removal of harmful nitrogen oxide type (NOx ) species from this exhaust
gas. The automotive catalyst is operated cyclically by modifying the chemical
composition of the exhaust gas. Active control of the operating point of the
engine is required to accomplish this. Models of the LNT catalyst can play a
role both in the design process as well as for control purposes. While detailed
models are used in the design process and for detailed studies of the chemistry
involved, simpliﬁed models can be used online in the Engine Control Unit (ECU)
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to monitor and optimize the performance of the catalyst. We determine to which
extent model reduction methods can provide a link between these detailed and
simpliﬁed models, and if this link can be used to systematically derive and
update the simpliﬁed models that are required for online applications.

1.2
1.2.1

Lean NOx Trap (LNT) Technology
Lean-Burn Engine Emissions

Standard gasoline engines are operated in such a way that the combustion mixture contains air and fuel in the exact relative proportions required for the combustion reaction (stoichiometric mixture, around 14.7 grams of air per gram of
fuel). In contrast, a lean-burn engine is characterized by the use of excess oxygen compared the amount required for stoichiometric combustion. These types
of engines achieve a higher eﬃciency compared to standard gasoline engines by
avoiding the air friction losses that occur during throttling and by using higher
compression ratios in the cilinders. This results in a higher fuel eﬃciency and a
lower output of CO2 greenhouse emissions. Modern diesel engines operate using
a lean-burn mixture, as well as stratiﬁed Gasoline Direct Injection (GDI) engines. Environmental and eﬃciency concerns will be a driver towards increased
use of lean-burn engines in the future.
A major disadvantage of this type of engine is the increased emission of nitrogen oxide species. This category of species, has NO, NO2 and N2 O is its
main representants. Nitrogen monoxide and nitrogen dioxide are together often
denoted as NOx , although the term NOx can also be taken to refer to all nitrogen oxides. Both the increased temperatures in the combustion chamber as
well as excess oxygen used during the lean-burn process promote the formation
of nitrogen oxides. All NOx species are classiﬁed as toxic pollutants. They
are directly toxic to both the environment and humans (Environmental Protection Agency, 1998; World Health Origanisation, 2003). NO2 , in particular, is
toxic by inhalation, impairs lung function, and increases the risk of respiratory
symptoms. Other nitrogen oxides d can act as precursors to NO2 and are toxic
in their own right. Nitrogen oxides act as a precursor to other toxic pollutants,
such as nitric acid, which causes acid rain. They are strong greenhouse gasses.
For these reasons, they are subject to environmental regulations for motor vehicles. The main standards for vehicle emissions are the European Standards
(EURO 1-6) (Internet Source, 2007c), the federal American standards drawn
up by the Environmental Protection Agency (Tier I,II) (Internet Source, 2007f)
and the separate Californian standards (LEV) (Internet Source, 2007a). Newly industrialized countries such as China and India implement the European
Standards.
To allow emissions from lean-burn engines to meet these regulations, methods are needed to reduce the amount of emitted nitrogen oxides, while not
signiﬁcantly increasing fuel consumption and the emissions of other types of
pollutants.
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Exhaust Gas Aftertreatment for Lean-Burn Engines

Since lean burn engines operate using with a high Air-to-Fuel ratio, they produce relatively high concentrations of NOx and their exhaust gas scarcely contains
CO and HC. Standard 3-way automotive catalysts are inadequate to eﬃciently
remove NOx species from the exhaust gas. These catalysts rely on the conversion of NOx species to the inert nitrogen by the catalytically promoted reaction
between NOx and reductants, in the form of Carbon Monoxide (CO) and hydrocarbon (HC) species, in the exhaust mixture. However, lean-burn mixtures
contain only low concentrations of CO and HC, which predominantly react with
oxygen species in the mixture. Therefore, the conversion via this reaction path
is insuﬃcient to remove the relatively high concentrations of NOx from the
exhaust gas.
Therefore other types of catalytic converters are needed to reduce these types of emissions. One of these is the Lean NOx Trap (LNT) or NOx absorber
catalytic converter. Using alkali metals as active catalytic material, this type
of catalyst can store an amount of NOx on its catalytic surface. The LNT is
operated cyclically, by switching the engine from lean-burn operation to operation whereby an excess amount of fuel is available (< around 14.7 grams of air
per gram of fuel), referred to as rich operation. During lean operation NOx is
stored on the catalytic surface. When the engine is switched to rich operation
the NOx stored on the surface reacts with the reductants in the exhaust gas
and is converted to nitrogen, thereby regenerating the surface. The eﬃciency
of the NOx conversion reaction is high during rich conditions due to the higher
concentrations of reductants. Therefore, the use of this type of catalyst increases the overall eﬃciency of the NOx conversion reaction. Removal eﬃciencies of
NOx in excess of 90 % are reported.
As of 2008 LNT technology is in the process of being introduced into the
market. It is primarily employed to reduce the emissions of diesel engines. Only
a few manufacturers have equipped cars with LNT catalysts. Nonetheless, LNT
catalysts are seen as an important option to meet environmental regulations for
diesel engine vehicles, such as the Tier II Bin 5 standards introduced (Internet
Source, 2007f) in the growing US market for diesel vehicles. LNT technology is
also part of the Bleutec platform, a cooperation between Audi, Daimler Chrysler
and Volkswagen, to establish norms and introduce technologies for clean diesel
vehicles. Cars currently on the market are the Toyota Avensis and the Mercedes
E-320 Bluetec. Volkswagen has plans to equip Tiguan and Jetta models scheduled for 2009 with LNT catalysts (Internet Source, 2007e). Major disadvantages
of N Ox trap catalysts are both the high cost, a result of the noble metal used in
the washcoat material, as well as the limited durability. The durability is limited by sulphur poisoning of the catalytic surface as well as by thermal sintering
of catalytic particles on the surface.
Typically LNT catalyst are part of a total system of diesel engine aftertreatment. These systems remove the three well-known emmittants, CO, HC and
NOx together with particulate matter (PM) and ammonia (NH3 ). They combine two or more elements of the following in varying conﬁgurations:
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• Lean NOx Trap (LNT) catalyst
• Diesel Particulate Filter (DPF)
• Selective Catalytic Reduction (SCR) catalyst
• Diesel Oxidation Catalyst (DOC)
Marketing terms used for these systems include 4-way emission control diesel
(Internet Source, 2007b) and Selective Continuously Regenerating Technology
(CRT). Generally, these systems claim removal eﬃciencies above 90% for all
emittants.
Selective Catalytic Reduction (SCR) catalysts are competing with LNT catalysts in the sense they they can also be used to remove NOx from exhaust
gas. They use zeolite as active material to reduce NOx using reductants such
as urea or hydrogen. Since they require an external source of urea or hydrogen, introducing problems of storage and logistics, SCR catalysts are targeted
towards larger vehicles, while LNT catalysts are seen to be more suited towards
smaller vehicles.
A Recent development in LNT catalysts is the use of additional layers of
catalyst material, for example the HC-NOx trap catalyst developed by Nissan
which also traps hydrocarbons (Internet Source, 2007d) or the concept used
by Honda wherein a second layer is used to trap ammonia. More experimental
technologies for emission reduction of lean-burn engines include plasma reactors
to improve oxidation reactions and the use of fuel processors to supply hydrogen
for NOx conversion.

1.2.3

Models of LNT catalysts

Components of the automotive catalysts are the monolith reactor with a series
of channels, the washcoat material and the catalyst. The channels are coated
with a thin layer of washcoat material. The washcoat material is impregnated
with the catalyst, often noble metal, and in case of the LNT catalyst, also
alkali or alkaline earth materials. The washcoat is used to coat the channels,
thereby dispersing the catalyst material over the channel surface. The dispersed
catalyst particles are in contact with the exhaust gas that ﬂows through the
channels. By using a suﬃciently high number of channels, a large catalytic
surface area to reactor volume ratio is obtained. This facilitates interaction
between the catalyst particles and the exhaust gas. A schematic of the an
automotive catalyst at diﬀerent levels of detail is given in Figure 1.1.
Catalytic converters have provided a rich and challenging application area
for modeling studies. This is both because of the relevancy of, in particular the
three-way catalytic converter, and because of the richness of the dynamics that
are involved. The interaction between thermal eﬀects, kinetics and the dynamics
of ﬂuid ﬂow contribute to this richness. From a modeling point of view, LNT
catalytic converters are very similar to three-way catalytic converters.
As is typical in modeling studies, the level of detail with which the catalytic
converter is modeled can vary (Inderwildi, 2005). Modeling at high levels of
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Figure 1.1: Details of catalytic converter
detail leads to complex models that aim to represent the physics very accurately.
At lower detail levels, less complex models aim to represent only the dominant
behavior of the catalytic converter or only the behavior that is of relevance
to study particular aspects of the converter. We broadly categorize models of
catalytic converters with respect to detail level as follows:
• CFD Models
The most detailed form of modeling is Computational Fluid Dynamics
(CFD) multi-physics modeling of the monolith. In this approach the gas
ﬂow is modeled using ﬂuid dynamics in combination with thermal models
and kinetic models for homogeneous and surface kinetics. As is customary in CFD models, the spatial domain is discretized using a grid into
cells of ﬁnite volume. In these type of models, 3-D spatial modeling, complex geometries and the desire to model physical phenomena that diﬀer in
spatial resolution often require the use of a large number of cells. Additionally, the use of kinetic models means that often both very rapid and
slow physical phenomena are involved. A very ﬁne temporal resolution is
required to model these phenomena. Because of the ﬁne spatial and tem-
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poral resolutions involved, these type of models are very demanding with
respect to computational resources. A software package that is dedicated
to modeling of monolith reactors with detailed surface kinetics is Detchem
(Deutschmann et al., 2007).
Modeling of the entire monolith is used in particular to study inﬂow patterns at the entrance of the monolith and the temperature distribution
over the monolith (Shuai and Wang, 2004). Both aﬀect in particular the
light-oﬀ behavior of the catalytic converter. When the thermal dynamics
of the converter are of particular interest, the kinetic part of the model is
often signiﬁcantly simpliﬁed.
To study a single channel in detail, an option is to used 2-D models that
model this channel based on it its concentration distributions in the axial
and radial directions. These models combine ﬂuid dynamics and kinetics
(Zerkle et al., 2000). The phenomena that are studied using these types
of models are the inﬂow patterns just after the channel entrance, their
interaction with the channel boundary and the eﬀects of diﬀerent types of
channel and washcoat geometry (Hayes et al., 2004).
• One dimensional channel models
For many purposes the ﬂuid dynamics that are part of the 2-D channels
models can be simpliﬁed. Except for the area close to the entrance of
the channel, the ﬂow is laminar throughout the channel. Moreover, the
channel geometry and the velocity of the gas ﬂow are such that plug
ﬂow can be assumed in many cases, resulting in a Plug Flow Reactor
(PFR) type model. In the radial direction, mass and heat transfer are
often simpliﬁed using a boundary layer approximation. By employing the
latter assumption only the concentration and heat proﬁles in the axial
direction are modeled, and the resulting model is referred to as a 1-D
channel model. Because the spatial dynamics are simpliﬁed, these models
contain a limited number of grid cells, typically in the order of 10-100.
This makes it possible to study detailed surface kinetics using only limited
computational resources, thus enabling relatively fast simulation.
• Control-Oriented Models
Although one dimensional channel models are also used, most controloriented models are lumped-parameter or 0-D models. The catalytic converter is treated as a Continuously Stirred Tank Reactor (CSTR). Often
the rates of the kinetic reactions are modiﬁed to compensate for the fact
that the spatial information is lost. Other assumptions to derive such models include simpliﬁcation of the surface kinetics and a restriction of the
operating range to that which is encountered during normal operation of
the vehicle. This type of model, which typically has in the order of 2-8
dynamic states, can be used online for estimation and control.
This thesis only considers the last two categories, in particular methods to
derive control-oriented models from one dimensional channel models.
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Model Reduction
Complexity of Dynamic Models

An important concept in describing model reduction is the complexity of a dynamic model. A dynamic model can be used to describe the time evolution of a
physical process in response to a series of external inputs. Since physical processes are inherently continuous, they can be formulated as a system of diﬀerential
equations for a set of independent variables, or states, together with input and
output mappings. These mappings and diﬀerential equations implicitly specify
the behavior of the outputs in time for given inputs in time.
The concept of complexity of a dynamic model can be considered both from
a human and from a computational viewpoint. In the former case, the concept
of complexity is subjective. While in many cases modelers and engineers agree of
the relative complexity of one model compared to another, we can only broadly
state how certain properties of a dynamic model inﬂuence its complexity from
a human point af view. We list some factors that characterize a model as being
complex:
• Many diﬀerential equations, states or in- and outputs.
• Lack of structure in the diﬀerential equations.
• Algebraically complex terms in the diﬀerential equation.
• Diﬃculty to determine how the diﬀerential equations relate to the underlying physics of the process.
• Feature-rich responses of the model outputs in time.
• Lack of discernible patterns in the output data.
• Nonlinearity.
• Nonstationarity.
Ultimately, complexity from a human viewpoint is inﬂuenced by these factors
to a varying degree and cannot be quantiﬁed exactly. However, it is useful to
keep this viewpoint in mind since the purpose of many modeling endeavors is
to gain insight into a physical process. The degree to which this is possible is
linked to the complexity as seen from a human point of view.
Many of the factors listed above are also important from a computational
viewpoint. The fundamental notion of complexity is given by Andrey Nikolaevich Kolmogorov, and this notion serves as the foundation for computational
complexity theory (Du and Ko, 2000). The Kolmogorov complexity is deﬁned
as the computational resources needed to specify an object in a fixed description
language. Computational complexity determines the amount of computational
resources required to execute a certain algorithm. Although dynamic models
can be used in a variety of diﬀerent algorithms, we will assume that the complexity of a dynamic model is linked to the algorithm used to obtain the output
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behavior for given inputs. In this case the notion of complexity as applied to
dynamic models translates as: the computational resources needed to obtain
and describe the output behavior for given inputs.
For some models, the diﬀerential equations can be solved algebraically to
yield an algebraic description of the response. In many practical cases, however,
numerical methods are required to obtain an approximate representation of the
output behavior of the model for given inputs. Since numerical methods applied
using ﬁnite computational resources inherently have a ﬁnite degree of accuracy,
it can be argued that the complexity of all of these models is inﬁnite. To
compare these types of dynamic models a more practical deﬁnition is required.
An obvious choice is to consider the amount of computational resources required
to obtain a response of a certain accuracy. Using this deﬁnition, complexity of
a dynamic model is directly tied to accuracy.
The most widely used deﬁnition of complexity is that of the simulation time
of a model on a given computational platform. For a speciﬁed time interval
and given inputs this is the computation time required to obtain the output
response with a certain degree of accuracy. Unfortunately, even this notion is
diﬃcult to quantify and has to be measured by performing the simulation over
a ﬁnite time interval for a certain input proﬁle. In general, the computation
time is dependent not only on the diﬀerential equations themselves, but also on
the selected numerical method, its tolerances, the type of computing platform
and the chosen input proﬁle.

1.3.2

Concept

Gaining understanding from models, or for that matter, using models for tasks
such as prediction, optimization and control is hampered by their complexity.
Depending on the way in which a model is constructed, it may contain features
that are not relevant to its purpose. Furthermore, it might be the case that
various features of a model inﬂuence or determine the response of the model
at diﬀerent operating points. If these features are included in the model at
all times, they add to the computational complexity of model evaluations and
may obscure its essential parts. Model reduction methods determine which
parts of the model are essential and to which degree of accuracy these have
to be represented. The parts that are less essential are then removed from the
original model. The result is an approximate model that has been systematically
derived from the original model. The approximate model is less complex but
forms a suﬃciently accurate representation of the model dynamics in the relevant
operating range.
Conceptually, model reduction can be split into two stages: an analysis stage
and a reduction stage. In practice however, a third stage is added in which the
reduced model is validated by comparing it to the original model.
• (1) Analysis: Systematically determine which parts of the model are less
relevant, using a norm or criterion.
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• (2) Reduction: Remove these parts of the model while leaving a computationally eﬃcient and suﬃciently accurate representation of the essential
parts of the model.
• (3) Validation: Determine the accuracy of the reduced model.
The analysis stage can be based on the model itself, but can also include
information on the way the model is used such as input data. The goal is
to identify the redundant parts of the model. A norm or criterion is used to
quantify, to which extent a part of the model has to contribute to the behavior of
the entire model to be considered essential. At this point the trade-oﬀ between
accuracy and complexity, which is also a fundamental trade-oﬀ in any modeling
endeavor, comes into play: models of lower complexity are able to approximate
the original model or reality less well. To be able to make this tradeoﬀ, a
quantiﬁcation of both the accuracy and complexity is required.
After the redundant parts of the model have been identiﬁed, they must be
removed in such a way that we retain an elegant and computationally eﬃcient
description of the essential part. In some cases this is trivial, for example when
removing a single reaction from a kinetic model (see Chapter 4), but in other
cases the reduction stage can be non-trivial. In particular, whereas the essential and redundant parts of the model together might be captured in a simple
mathematical formulation, the description of either part separately may require
a description that is in itself complex. This defeats the purpose of the model
reduction exercise.
A validation stage serves to verify if the reduced model fulﬁlls the accuracy
requirements. This step is required as the criterion used in the analysis stage
only gives an indication of the relevancy of diﬀerent parts of the model or does
not necessarily reﬂect all relevant aspects of the model reduction. Validation
can be performed using the information applied in the analysis stage, or else
new information can be added in the form of additional input data. In the validation stage the responses of the original and reduced models can be compared
using visual inspection or a user-deﬁned norm. Alternatively, both models can
be applied in an optimization or control scenario to compare the closed-loop
performance of the reduced model to that of the original.

1.3.3

Redundancy in models of physical systems

The use of model reduction approaches indicates that the original models of
physical systems are often too complex for their purpose. The question presents
itself why these complex models are constructed in the ﬁrst place.
Many of the complex models are obtained using a ﬁrst-principles, or ’whitebox’ approach to modeling. In this type of approach, the model dynamics are
derived directly from physical laws and use physical constants and material
properties as parameters. Physical constants are known to a high degree of
accuracy and material properties can be obtained from libraries. An important
advantage of this type of approach is that it is exactly known how to construct
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the relations in the model and that all the physical information required to build
the model is available. Therefore, modeling a system based on ﬁrst-principles
can be the most straightforward approach as existing knowledge can employed
and a modeling procedure is available. Yet the main challenge when deriving
a model based on ﬁrst-principles is to determine to which degree of accuracy
the physical process is modeled, since the physical process is always complex
beyond our modeling capability.
A further advantage is the fact that the resulting model is insightful. Often
one of the reasons constructing a model is to gain insight in the underlying
physical process by comparing this process with the model. If diﬀerent physical
phenomena are analyzed on the basis of diﬀerent parts of the model, the analysis
can be conducted with less eﬀort if the model itself is based directly on physical
principles.
Another advantage is that ﬁrst-principle modeling can be used to model
to high degrees of detail or over wide operating ranges. This is useful if the
model is to be used for multiple purposes or that at the time when the model is
constructed, the manner in which the model will be used is not yet clear. In the
former case, diﬀerent levels of detail and diﬀerent operating ranges are required
for various purposes, for example analysis, design optimization or control. In
the latter case the required level of detail is not known or cannot be quantiﬁed.
In both these cases, the prudent option is to err of the side of caution and use
a high level of detail or a wide operating range, which can be provided through
ﬁrst-principle modeling.
A ﬁnal advantage is its adaptability. If a model is based on ﬁrst-principles,
changes in the underlying physical process, such as changes in geometry or
physical parameters, can be incorporated in the model in a straightforward
manner.
Notwithstanding these advantages, models are often constructed using techniques that rely more on identiﬁcation from experimental data than on ﬁrst
principles. These techniques are referred to as ’black-box’ modeling techniques.
In many cases the costs of the experiments required for identiﬁcation are outweighed by the fact that the modeling process can be automated to a certain
extent by using standard identiﬁcation methods. Additionally, this type of approach typically leads to models of lower complexity. Another argument in favor
of this approach is that experiments are often a requirement for ﬁrst-principles
modeling approaches when models based on ﬁrst-principles have to be validated.
In some cases, we can try to combine the advantages of both the ’white-box’
and the ’black-box’ type of approaches. This can be accomplished by modeling
part of the model using ﬁrst principles and the other part of the model using a
’black-box’ approach. This is referred to as a ’grey-box’ approach. The modeler
decides which parts of the model are assigned to which approach.
In conclusion, redundancy in models of physical systems is often a consequence of the use of a ﬁrst-principles approach to modeling. Already during the
modeling process, the trade-oﬀ between complexity and accuracy is the main
consideration. In that sense model reduction can be thought of as a re-evaluation
of this trade-oﬀ after the model has been determined.
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Qualitative Properties of Reduced Models

A leitmotif of this Thesis are the qualitative properties of reduced order models.
Physical systems often have qualitative features that characterize their responses. These are typically a consequence of elementary laws of nature or physical
constraints. When designing models of physical systems, these laws and constraints are often used in an implicit or explicit manner. As a consequence, they
are often incorporated in the resulting models.
We consider the following important qualitative features of physical models:
• Stability
Stability is an important property of models of physical systems. It is
typically the ﬁrst property that is checked when analyzing the model or the
ﬁrst requirement imposed when designing a model. It limits the outputs
in the absence of input excitation.
• Conservation laws
Mass, energy and impulse conservation are the cornerstones for ﬁrstprinciple models. These are typically used in a explicit manner to construct models by using conservation laws to formulate relations between
parameters in the model. Constraints can also be included in a model in
a more implicit manner. For example, when a kinetic model is formulated
the stoichiometric relations involved in each separate modeled reaction will
ensure that mass conservation is obtained for the kinetic model composed
of a series of these reactions.
• Invariant sets
For many physical models, the states are restricted to an invariant set.
The requirement that concentrations are positive is an example of this. If
the states are not in this invariant set, they are said to be non-physical.
This has consequences for the model dynamics, and may for instance compromise stability.
• Passivity
This is a property related to the laws of thermodynamics and encountered in models which do not have an internal source of energy. Passivity
indicates that only a portion of the energy supplied to the model can be
used for work which aﬀects the model output.
• Symmetry relations
The states of physical models can adhere to symmetry relations. In many
cases, these are spatial symmetry relations. When the model is based on
a discretization of a physical space, these spatial symmetry relations will
be present in the state space of the model. Spatial symmetry relations
include for example rotation, translation, reﬂexion and scaling.
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• Structure
The structure of the model is given by the interconnection pattern of
its states. Structure in models is often a consequence of discretization
of a physical space, inclusion of higher order temporal derivatives or the
interconnection of multiple systems.
Note that it is by no means necessary to require models of physical systems
to have these properties. Since modeling is always an approximation of reality,
other types of models can be formulated that do not have these properties but
do approximate the behavior of the system under study to a satisfactory degree
of accuracy.
On the other hand, it may also be desirable to retain these properties when
deriving a reduced model from a detailed model that contains one or more
of these qualitative features. Sometimes the reasons for this requirement are
straightforward. For example, consider the passivity property when reducing
models of electrical networks. Passivity can be a requirement for the reduced
model, as this means that the reduced model can be directly implemented as
a passive network of resistors and capacitors. This physical realization argument can also be applied to reduction methods that preserve the structure of
second-order systems. A further reason can be that the incorporation of these
properties in reduced models can make these models more insightful to users,
as the physical laws and constraints themselves are fundamental tools for users
to gain insight into physical processes. In other cases however, the reason for
retaining these properties might be an implicit desire for accuracy of the reduced model over a larger operating range. The rationale behind this is that
the responses of the reduced models that retain these qualitative features are
restricted in the same manner as those of the original models and therefore
the accuracy of the reduced model will be better in situations for which the
accuracy has not been evaluated directly. Accuracy requirements as described
in the previous section are local, and therefore these qualitative requirements
can complement the local requirements to obtain a more robust accuracy over
a larger and possibly uncertain operating range. Constraining the reduction
process by only allowing for assumptions that retain qualitative properties can
improve the inter- and extrapolation properties of these assumptions.

1.4
1.4.1

Related work
Overview

Model reduction of dynamic systems as a ﬁeld of research is closely related
to modeling itself, identiﬁcation of models, as well as to techniques used in
numerical simulation of dynamical models. It has been used in almost any
application area for which models of reasonable complexity are needed. A traditional application area is CFD (Holmes et al., 1996) with uses in, for example
aerospace engineering (Willcox, 2000) and modeling of glass-furnaces (Huisman
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and Weiland, 2004). This also includes application area’s where CFD is combined with chemistry, such as atmospheric chemistry (Whitehouse et al., 2004)
and combustion chemistry (Lu and Law, 2005; Maas and Pope, 1992). Other
traditional application area’s are structural modeling and electronic circuit design (Phillips, 2000; Wichmann, 2004). Development of techniques for model
reduction has been driven by demands imposed by these application ﬁelds and
the properties of the models used in these ﬁelds. As the techniques used for
model reduction gained acceptance, they were also applied to other ﬁelds such
as systems biology (Gerdtzen et al., 2004), chemical engineering and automotive
engineering (Nilsson and Rantzer, 2006).
Model reduction methods all exploit redundancy of the model in some form.
A broad characterization of these methods can therefore be obtained by determining which type of redundancy is exploited and how this redundancy is removed
from the model. However, it should be noted that diﬀerent reduction methods
can exploit the same form of redundancy and only diﬀer in how the redundancy
is quantiﬁed. Furthermore, depending on the model, a certain reduction method
can be considered as a variant of a more general technique. We shall provide a
global classiﬁcation of techniques ﬁrst and subsequently categorize the various
approaches in a way that is consistent with the categorization as it has evolved
in literature.
First, in the majority of complex models large regions of the state space
remain unexplored during the use of the model, or when explored do not contribute to input-output behavior of the model. Many model reduction methods
try to ﬁnd a new representation of the states of the model. These representations restrict the states of the model to the degrees of freedom that are actually
explored and that are relevant to the behavior of the model outputs. In many
cases projection methods are used for this purpose. A projection operator can
be used to map each point in the state space of the original model to a point in
the state space of the reduced model. In turn, each point in the state space of
the reduced model is mapped to a point in that part of in the state space of the
original model that is accessible and observable. Combining these mappings,
it can be seen that points in those parts of state space that are accessible and
observable are left invariant. Other points are mapped to a point in the part of
the state space that is accessible and observable. The state space of the reduced
order model contains less points. Typically its dimension is also lower. Because
the dimension of the independent variable space of dynamic model is referred
to as the model order, these type of methods are called model order reduction
methods. The redundancy that is removed from the model is the part of the
original state space that is not accessed or does not provide aﬀect the outputs
when accessed.
The second type of model reduction methods does not modify the state space
but simpliﬁes the model dynamics. These dynamics are speciﬁed as a mapping
from the state space to the temporal derivatives of this space. The complexity of
this map can be reduced by approximating it. An example of this is that when
the model dynamics are given as a polynomial function of a certain degree, the
approximated model dynamics might be given by a polynomial function of a
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lower degree. Another example is the deletion of symbolic terms in the function that determines the model dynamics (Wichmann, 2004). Such reduction
methods will be referred to as model simpliﬁcation.
Model order reduction and model simpliﬁcation can be, and often are used
in combination. Keeping the above categorization in mind, we will now present
an overview of the main approaches to model reduction as they appear in literature. This overview emphasizes methods that can be used to reduce kinetic
mechanisms. For more extensive surveys on model reduction we refer to books
on this subject, (Anthoulas, 2005) and (Kirby, 2001), edited proceedings, (Benner et al., 2005), a survey paper on model reduction (Marquardt, 2001) and a
survey paper with a focus on techniques used to reduce kinetic models (Okino
and Mavrovouniotis, 1998).

1.4.2

Linear Projection methods

The most successful model order reduction methods are linear projection methods, whereby both the projection and reconstruction operators are linear matrices. When these methods are applied to linear models, the result is again a
linear model of a lower order. Application to nonlinear-models is also possible
using Galerkin or Pertrov-Galerkin projection (Anthoulas, 2005).
Various methods are used to determine the projection and reconstruction
matrices.
The best known is the Balanced Truncation method (Moore, 1981). Here, the
states of the model are classiﬁed based on the extent to which they contribute
to the energy transfer from the model inputs to the outputs. Then, using a
coordinate change, the directions in the state space are transformed in such
a way that each direction which contributes to a certain degree to the energy
transfer from input to output can be represented as a state. These states are
ranked according to the degree to which they contribute to the energy transfer.
By removing the state that contributes only to a small extent, the part of the
state space that is crucial with respect to the energy transfer is retained in the
reduced model. For this method, a bound exists for the approximation error as
the energy diﬀerence in the input-output relations between the nominal and the
reduced model is bounded. Furthermore, qualitative properties of the nominal
model, such as stability and passivity, are retained in the reduced order model.
The type of redundancy that is exploited in this method is the part of the
state space that is diﬃcult to access or, when accessed, does not contribute
to the model outputs. Balanced Truncation methods are in principle limited
to medium-scale systems since they use operations of which the computational
complexity scales with the third power of the system dimension. For an overview
of diﬀerent variants of Balanced Truncation, see (Gugercin and Antoulas, 2004).
Another method to determine the part of the state space that is relevant, is to
simulate the model and observe which part of the state space is accessed during
this simulation. Proper Orthogonal Decomposition (POD) type methods are
based this principle (Holmes et al., 1996). Choosing a set of input trajectories
that are representative for the use of the model, the model is simulated and the
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state vectors at diﬀerent time instances, referred to as snapshots, are collected.
The part of the state space that is accessed during the simulation is characterized
using this collection snapshots. The reduced model is obtained by limiting
the space of the original model to this charactization. The main advantage of
this method is that the manner in which the model is used is explicitly taken
into account in the reduction procedure by considering representative input
trajectories. Therefore, the degree of reduction will typically be greater than
for methods which do not consider limitations in the use of the model. The
downside is that when the model is used in a manner that is not reﬂected in
the input trajectories used during the reduction procedure, the reduced model
can be inaccurate. For this reason, the determination of the input trajectories
is a crucial part of this procedure. Unlike the BT method, there is no bound
on the error of the approximation error of the model obtained using POD. For
estimations of the approximation error of the POD method see (Homescu et al.,
2003). The POD method can be applied to large-scale systems, although the
computational requirements for the collection and processing of states at many
sampling instant can pose a problem. More recent developments related to
POD type methods are balancing using POD (Willcox and Peraire, 2002) and
approaches whereby the projection is obtained using optimization procedures
(Youseﬁ and Lohmann, 2004; K. Willcox and Bader, 2005).
For large-scale linear models without explicit use of simulation data, we can
project onto the dominant directions of the Krylov subspace associated with
the moments of the model (Heres, 2005). For these methods, which are suitable
for very large scale models, there is no bound on the approximation error. To
overcome this disadvantage, hybrid methods have been proposed that combine
the error bound oﬀered by balanced truncation and the ability to handle largescale systems oﬀered by Krylov methods. The SVD-Krylov method (Gugercin
and Antoulas, 2006) is an example of this, as well as Poor Man’s TBR (Phillips
and Silveira, 2004). We refer to (Bechtold et al., 2007) for a catergorization of
these methods.

1.4.3

Singular perturbation methods

Many models of physical systems contain both fast and slow dynamics. Consider for example a chemical reaction network that includes a fast and a slow
reaction. The fast reaction will be exhausted quickly as it rapidly consumes all
its reactants, while the slow reaction will progress more slowly. The concentrations of the species associated with the fast reaction will change rapidly over a
short period of time while those of the slow reaction will change gradually over
a longer period of time. Singular perturbation methods can be used to approximate models by neglecting dynamics that are not on the time-scale of interest.
Typically the time-scale of interest coincides with that of the slow dynamics,
and the fast dynamics are assumed to be at steady-state or are neglected. This
constitutes a model order reduction method, whereby the part of the variable
space that is considered redundant is the part that is accessed only during a
brief period of time.
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The mathematical foundations for Singular Perturbation type approximations are given in (Kokotovic, 1986). An essential step in the application of the
singular perturbation method is the application of a coordinate transformation
in such a way that the model is transformed into singular perturbed form. In
this form dynamics on the fast and slow time-scales are assigned to separate
sets of states. A particular choice of transformation assigns dynamics on separate time-scales to states that are ranked according to the time-scale. This is
referred to as modal form in system theory. The model can then be projected
in such a way that only the variables associated with the slow dynamics are retained. This is referred to as modal truncation. In practice, the use of singular
perturbation methods bears some similarity to Balanced Truncation, since for
many systems the modes that are associated with fast dynamics also contribute
little to the energy transfer.
For kinetic models there are many methods that rely in some form on the
separation of time-scales and the introduction of singular perturbation type
approximations. The reason is that these systems act on a wide range of timescales due to the large diﬀerence in the reaction constants. The best known
of these are the Quasi-Steady-State (QSS) (Segel and Slemrod, 1989) and Partial Equilibrium (PE) (Goddard, 1990) assumptions. The former assumes the
evolution of certain species to be very rapid, i.e. the fast time scales in the
models are directly linked to the individual species concentrations. In the latter
it is assumed that the species evolution for a certain reaction pair is so rapid
that this reaction pair eﬀectively forces a relation between the concentrations
of its reactants and its products. The advantage of these approaches is that
they deﬁne approximate relations in terms of the original species and reactions
and therefore require no coordinate transformations. They have a clear physical
interpretation. On the other hand, the use of these relations can yield erroneous
results as the fast and slow parts of the system can not be separated as easily.
To better separate the fast and slow time scales in the kinetic model a more
rigorous mathematical approach is required. The Intrinsic Lower Dimensional
Manifold (ILDM) (Maas and Pope, 1992) projects the model on a low dimensional manifold, that is assumed to be invariant on the slow timescale as convergence to this manifold is assumed to be very rapid. The parameterization and
of the ILDM and storage of information on the ILDM are the main diﬃculties
associated with this method. Generally the ILDM is parameterized in terms of
a chosen number of slow-reacting species together with variables that determine
the reaction progress. Storage schemes based on orthogonal polynomials and
neural networks have been suggested Bongers (2005). The storage and retrieval
scheme referred to as In-Situ Adaptive Tabulation (ISAT) method (Pope, 1997)
only stores information on the part of the manifold that is actually accessed
using simulation.
Another approach which relies on time scale separation is the Computerized
Singular Perturbation (CSP) method (Lam, 1993). The principle of CSP is to
seek a basis that separates the fast and the slow parts of the system and subsequently update this basis during simulation. Numerical integration schemes
have been proposed, based on CSP, which accelerate the simulation of kinetic
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models. There is a computational cost associated with the procedure that is
used to update the basis vectors. In (Najm et al., 2005) the basis vectors are
obtained using a storage and retrieval scheme instead, which bears similarity to
the ISAT.

1.4.4

Sensitivity analysis

Sensitivity analysis is a widely practised technique to asses the inﬂuence of
parameters on model behavior. It is an essential part of many model-based
procedures. For example, uncertainty analysis of models is typically performed
by using sensitivity measures to determine how the uncertainties of parameters
translate to uncertainties in the model responses. In parameter estimation and
optimization applications these sensitivity measures provide directions for the
adaptation of parameters. For the purpose of model reduction, sensitivity measures are a way to determine which parts of the model are important for the
model response. If the model response is insensitive to changes in certain states
or parameters of the model, this is an indication that these states of parameters
of the model are of less importance. Although the principle of sensitivity analysis is straightforward, a variety of methods have been reported. These comprise
both diﬀerent criteria to quantify the sensitivity as well as methods to relate
the sensitivity to parts of the model. Models of kinetic networks are a common
application area for sensitivity analysis. For kinetic networks the individual
reactions and chemical species are often the parts of the model for which the
importance needs to be assessed.
An initial distinction should be made between local and global sensitivity
analysis. Global sensitivity analysis searches over a wide range of the parameter
space, while local methods determine sensitivities of a model close to nominal
parameter values and operating points or trajectories. For complex models,
global methods are computationally intensive and local methods are preferred.
A further distinction can be made in the diﬀerent criteria used to quantify the
sensitivity of reactions or concentrations. For kinetic networks, an often used
criterion is the normalized ﬁrst-order sensitivity of the net species production rate towards a certain reaction constant. This rate sensitivity criterion is
instantaneous in the sense that it requires a single point in time for analysis.
Assessment of the importance of a parameter over a simulation interval requires
integration of the sensitivities or the use of perturbed trajectories. As opposed to rate sensitivity, this type of sensitivity depends on a time-interval and is
not instantaneous. Although the ﬁrst-order sensitivity is the most widely used
method, additional information can be gathered from higher order methods, in
particular on the eﬀects of the actual removal of reactions or species on the
species concentrations. A closely related technique, known as ﬂux analysis, uses
a criterion based on the contributions of reactions and species to total ﬂuxes of
species or elements in the system.
The use of local sensitivities for removal of reactions and species is not a
trivial procedure. Local insensitivity of the model response towards a speciﬁc
reaction rate might indicate that removal of the reaction is possible, but it does
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not guarantee that the error in the dynamical response of the model is small if
the reaction is removed. Therefore processing of the sensitivity measures might
give more insight in the kinetic mechanism, and make a better assessment of
which reactions are necessary. For this purpose, (Vadja et al., 1985) applied
Principal Component Analysis (PCA) to the sensitivity matrix. The resulting
eigenvalues and vectors are used to characterize the mechanism. This technique
can be applied both to the rate sensitivities and the integrated sensitivities. In
recent work (Lu and Law, 2005), the network is considered as a graph. Graph
analysis is used to complement ﬂux analysis criteria when selecting a reduced
set of species and reactions.
Notwithstanding more reﬁned analysis of local sensitivities, the problem
remains that sensitivity methods only serve as an indication for removal of
species and reactions. Integer programming can be used as a tool to ﬁnd the
optimal reaction and species set in a systematic manner, whereby the global
error is used as an objective function to evaluate combinations of reactions and
species. This transforms the problem into one of combinatorial nature, for which
the complexity can grow rapidly (Bhattacharjee, 2003). Both local and global
sensitivity analysis can be combined in a two stage approach whereby local sensitivity analysis is used to select an initial reduced reaction set, and in a second
stage this initial selection is ﬁne-tuned using programming.

1.4.5

Lumping

Kinetic lumping is a method to group chemical species together into a smaller
number of so-called pseudo-species. The kinetics for the pseudo-species are
then derived from those of the original kinetic mechanism. Lumping can be
considered as a projection method suitable for kinetic networks, but in principle
can serve for other types of models as well. Proposed by (Wei and Kuo, 1969),
it was further developed by Li and Rabitz (Li and Rabitz, 1990, 1991b,a), ﬁrst
for bimolecular reaction systems (Li, 1984), and then for generalized reaction
systems in both linear and nonlinear form. Kinetic lumping schemes can be
classiﬁed as exact (Li and Rabitz, 1989) (Toth et al., 1997; Li et al., 1994a)
or approximative, depending on whether the model with the lumped species
can be used to exactly capture the dynamics of the original model or to merely
approximate them. In the ﬁrst case no information is lost in projecting the
species onto lumped species, and in spite of the fact that the order of the model is
reduced, this is not an actual form of model reduction. Approximative lumping
schemes, on the other hand, are a form of model reduction because the dynamics
of the original model are approximated by the reduced model. Therefore such
schemes often permit a much larger reduction in model order than exact lumping
schemes. In practice they have been more valuable than exact lumping schemes.

1.4.6

Automated Kinetic Reduction Methods

Automatic kinetic reduction methods use one or more techniques described in
the previous sections to reduce kinetic mechanisms in an automated manner.
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Most often sensitivity analysis, lumping or singular perturbation methods are
combined or sequentially applied to reduce kinetic models. The user sets a
number of tuning parameters, such as sensitivity thresholds at which reactions
and species are considered to be unimportant, time scales and particular species
of interest, and the reduced mechanism is derived based on these choices.
The review paper (Okino and Mavrovouniotis, 1998) gives a good overview
of the techniques described in the previous section and the manner in which
they can be combined. We list some integral schemes for automated kinetic
reduction:
• APLA (Djouad and Sportisse, 2001): Based on approximative lumping.
• KINALC (Turányi, 1997): Based on sensitivity analysis and principal component analysis of the sensitivity matrix. Implemented as preprocessor to
CHEMKIN.
• CARM (Chen, 1997): Generates skeletal mechanism and applies QSS assumptions.
• Massias et al. (1999) presents a scheme based on CSP and indentifying
QSS species.
• Brad et al. (2006) combines sensitivity analysis with ILDM methods that
use orthogonal polynomials to parameterize the slow manifold.
• Huang et al. (2005) uses sensitivity analysis together with a lumping method.
This list is by no means complete as literature on this subject is extensive.

1.4.7

Multi-modeling

In multi-modeling techniques multiple reduced models are used to represent
a single detailed model over its full operating range (Rewienski, 1998). This
approach is motivated by the fact that, in complex models, diﬀerent parts of the
model can be important at diﬀerent operating points. If a single reduced model
is used for the full operating range of such a model, the reductions obtained
might be insuﬃcient as the reduced model must contain all the parts of the
original model that can become important at a certain stage. If multiple reduced
models are used, each reduced model contains only the parts of the original
model that are important for a subset of the full operating range. In particular,
if the subset of the operating range is small, a linear approximation of the
nonlinear model can be used. Reduction methods for linear models can then
be applied to each of these linear models. In this way, a nonlinear model is
replaced by a set of linear reduced models. For a ﬁxed trajectory this set can
be represented by a linear time varying (LTV) reduced model. The reduced
models in the set are switched or interpolated to obtain the response for the full
operating range.
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Reduced models can generated after a completed simulation of a model trajectory. Alternatively, they can be generated ’on the ﬂy’ during simulation. For
kinetic models, the use of multiple models with diﬀerent sets of species, reaction
sets or model orders is referred to as adaptive chemistry. In (Tupper, 2000), for
example, diﬀerent sets of reactions are used for diﬀerent time periods. The CSP
method is also adaptive in the sense that the dimension of the model changes
depending on the operating point.

1.5
1.5.1

Problem Statement
Problem Statement

This thesis aims at ﬁnding methods to systematically reduce the complexity of
the LNT 1-D channel model with detailed kinetics to a level comparable with
control-oriented models while retaining the behavior that is relevant to online
estimation and control. As indicated in section 1.3.1, exact quantiﬁcation of the
complexity of a dynamic model is not trivial. We will say that a reduced LNT
model has the complexity of a control-oriented model if:
• It has fewer than 10 dynamic states.
• Is implementable online in an ECU for purposes of online estimation and
control.
In section 1.3.1 it was also indicated that, in practice, accuracy is linked to
complexity. The reduced LNT model is considered to be suﬃciently accurate if:
• It qualitatively captures the main phenomena related to NOx storage and
reduction over the practical operating range of the LNT.
• It predicts the outlet NOx concentration to a suﬃcient degree of accuracy.
The reduction of reactive ﬂow models containing kinetic mechanisms is diﬃcult due to the nonlinearity and the fact that diﬀerent time-scales are involved.
To the best of our knowledge, formal model reduction approaches have not been
applied to LNT models and the only application to Three-Way Catalyst (TWC)
models can be found in (Sandberg and Rantzer, 2004). Due to the switch between lean and rich operation, however, the dynamics of LNT diﬀer from those
of TWC models in the sense that there are larger ﬂuctuations in concentrations
of the various chemical species over time.

1.5.2

Research Directions

Accurate predictions of N Ox trap dynamics over a wide range of operating
conditions require complex models based on detailed chemistry. In automotive
engineering however simple models are often used, for which parameters are
obtained from vehicle tests. Under practical circumstances the performance of
these models is often quite satisfactory. Therefore the ﬁrst question that arises
is:
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• What are the underlying assumptions that allow simpler models to be
used in automotive applications?
Answering this question requires an analysis of both the detailed and the
simpliﬁed models, and can provide insight in applicability of model reduction.
Both detailed models and simpliﬁed models are described in literature.
Since vehicle tests are required to tune the parameters of the simpliﬁed models, our main goal is to derive these models from the detailed model instead.
This derivation can be accomplished using model reduction methods. The applicability of model reduction to models, in particular nonlinear models, largely
depends however on the type of model and the amount of reduction required.
For the N Ox trap catalyst model we therefore ask the following question:
• Can a link be established between detailed single-channel models and
control-oriented models of the N Ox trap catalyst through model reduction methods? Can this link be used to systematically generate reduced
models for diﬀerent operating conditions and trap speciﬁcations?
Many model reduction approaches have been proposed in literature. We
have selected a number of promising techniques to apply to the LNT model,
and pose the question:
• To which extent are existing model reduction techniques suitable for application to the LNT model? How can we combine these techniques?
Evaluation of the reduced models obtained is not trivial. As the LNT is
non-linear and model reduction techniques are predominantly based on local
assumptions, reduced models are strictly only valid for the operating conditions
under which they have been derived. It is interesting to see how well the reduced
models extrapolate beyond these conditions:
• Do diﬀerent types of data-based model reduction techniques allow for extrapolation of the reduced model beyond the domain within which this
model has been derived?
Finally, the purpose of model reduction is to obtain a model that can be used
to accomplish a goal. In the case of the LNT the goal is the optimization of
LNT operation. Therefore we are interested in how model reduction approaches
are of use in accomplishing this goal:
• Can reduced models be used to optimize trap performance?

1.6

Thesis Outline

In Chapter 2 we discuss the levels of detail used in modeling catalytic converters and the resulting models. In particular the 1-D channel model with detailed
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chemistry as well as the various, less complex, models used in practice for automotive applications are compared. We give an overview of the automotive
applications of the models.
Chapter 3 gives an overview of various projection methods that can be used
for model reduction. The suitability of methods to the problem of reducing
the LNT model is discussed. To cope with travelling wave phenomena, an
adaptation of the POD method is presented.
From a model reduction perspective, the detailed chemical reaction network
is a crucial part of the catalytic converter model. Chapter 4 deals with model
reduction techniques for chemical reaction networks. We propose an automated
reduction method that incorporates lumping and sensitivity analysis.
Chapter 5 deals with the application of the reduced models to the optimization problem.

2
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Overview

In the automotive industry vehicle tests are used to obtain accurate LNT models
of low complexity suitable for online use. Based on these tests the parameters of
empirical models are tuned. The empirical or control-oriented models, which are
of low order and in general nonlinear, are obtained based on our understanding
of the process dynamics. They are parameterized by a set of lumped parameters,
some of which do not have a direct physical signiﬁcance. A series of vehicle or
engine test-bench experiments is run for a particular catalyst. The lumped
parameters are tuned or ﬁtted such that the response of the empirical model
matches these experiments.
In contrast, single channel models are used to study the kinetics in a channel in more detail and over a wider operating range. These models are medium
order and are parameterized by physical constants and kinetic constants, generally determined from laboratory experiments. Due to their complexity, single
channel models cannot be employed online.
In this Chapter we ﬁrst compare single channel models and the empirical
models. The main assumptions that permit the construction of the empirical
models are discussed. Secondly, we present the results of a parametric identiﬁcation procedure for an empirical model from vehicle test data. The vehicle
test data itself is described in Appendix A.

2.2
2.2.1

Introduction
LNT Catalytic Converters

In addition to the noble metals used in TWC catalytic converters, LNT catalytic
converters contain barium as the active catalyst material. Barium provides the
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Species
CO
HC
H2
NOx
O2
CO2
H2 O
N2
SOx

Lean Mixture (λ > 2)
<1000ppm
<1000ppm
<500ppm
200-500ppm
15 vol%
5-7 vol%
5-7 vol %
70-75 vol %
Depends on fuel

Rich Mixture (0.9 < λ < 1)
2-4 vol %
1-2 vol %
0.5-1.5 vol %
200-500ppm
0 - 1.5 vol %
10-15 vol%
10-15 vol %
70-75 vol %
Depends on fuel

Tabel 2.1: Ranges of concentration or approximate concentrations for lean and
rich mixtures of diesel exhaust. Source: Vehicle test data, see Appendix A, water
concentration estimated from stoichiometric ratio with CO2 of approximately
1:1. H2 , not often measured, has been assumed to be around 1/3 of the CO
concentration.

LNT catalyst with its deﬁning characteristic: the ability to store NOx species on
its surface. Like in TWC catalytic converters, metals such as ceria and rhodium
are also used. Platinum and rhodium facilitate oxidation, reduction and reforming reactions. Ceria, generally used in LNT catalysts, improves storage and
reduction performance and increases sulphur tolerance (Theis, 2003a). γ-Al2 O3
is often used as a support material.
Lean NOx Trap catalytic converters are used to improve conversion of NOx
for lean burn engines. These types of engine use an excess amount of oxygen
for combustion. Their exhaust gas is called lean, meaning that it contains a
higher than stoichiometric ratio of oxygen to reductants. The converse is a rich
mixture, which contains larger amounts of reductants and fewer oxidizing species. Since LNT catalytic converters are predominantly employed for exhaust
gas aftertreatment of diesel engines, this type of application will be assumed
throughout this Chapter. In Table 2.1, we list representative compositions of
lean and rich mixtures for diesel engines, in terms of species and pseudo-species
(i.e. groups of similar species, where HC denotes hydrocarbon species and NOx
denotes the noxious species NO, NO2 and N2 O). Note that only an indication
of the concentration ranges are given and that actual concentrations depend on
the engine, the operating point and the fuel used. The leanness or richness of
a mixture is often expressed using the normalized Air-to-Fuel ratio λ (Brettschneider, 1979). For stoichiometric mixtures λ = 1, for rich mixtures λ < 1
and for lean mixtures λ > 1. The exhaust gas of diesel engines generally has
λ > 2.
There are not enough reductants in the exhaust gas under lean conditions
to facilitate the reduction of NOx to N2 , which is the traditional reaction path
in TWC catalysts. Therefore an LNT catalyst stores the NOx species instead.
Upon switching to rich conditions, the higher concentrations of HC, CO and
H2 promote the eﬃcient conversion of stored NOx to N2 . This regenerates the
trap.
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Main LNT Kinetics

The main reaction paths that characterize the functionality of the LNT are the
oxidation of NO species, the storage of NOx and oxygen species, oxidation of
reductants and, in particular, reduction of NOx by these reductants. These
paths are shown in Table 2.2. Only the NOx storage path is unique to the LNT,
the other pathways are also part of TWC catalysts.
Reaction Path

Description

Catalyst

N O + 0.5O2 −→
←− N O2

NO oxidation

Pt

NOx storage

Ba,Ce

Oxygen storage

Ce

2N O + O2 + Ba(CO2 )2 −→
←− Ba(N O2 )2 + 2CO2
2N O2 + Ba(CO2 )2

−→ Ba(N O2 )2 + 2CO2
←−

0.5O2 + Ce2 O3 −→
←− 2CeO2
N O + CO −→ N2 + CO2
(2x +

y
)N O
2

+ Cx Hy −→ (x +

y
y
)N2 + xCO2 + H2 O
4
2

NO reduction

Pt,Ce,Rh

N O + H2 −→ 0.5N2 + H2 O
0.5O2 + CO −→ CO2
(x +

y
)O2
4

+ Cx Hy −→ xCO2 +

y
H2 O
2

Oxidation

Pt,Ce,Rh

Water-Gas-shift

Pt,Ce

0.5O2 + H2 −→ H2 O
H2 O + CO −→
←− H2 + CO2

Tabel 2.2: Main global reaction paths in LNT catalytic converters
For a more detailed review of LNT catalysts and the kinetics involved in
their operation we refer to the comprehensive survey paper on LNT catalysts
by (Epling et al., 2004). For an overview of surface kinetics in general we
refer to the introductory part of Chapter 4. The focus in the ﬁrst part of this
Chapter is on the main factors that inﬂuence its characteristic dynamics and its
performance, rather than on detailed treatment of the kinetics involved in the
LNT. These characteristic dynamics are of relevance to control-oriented models.

2.2.3

Dynamics of LNT Catalytic Converters

The operation of the LNT catalyst is characterized by periodical switching between lean and rich operation. During lean operation, NOx is stored in the
catalyst. During rich operation the catalyst is purged or regenerated whereby
the stored NOx desorbs and partially reacts with the reductants.
The main functionality of the LNT catalyst is the storage and subsequent
conversion of NOx species. When the inlet exhaust ﬂow is lean the NOx species
that enter the catalyst are stored on the Barium sites. As these sites ﬁll up,
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the storage rate decreases, and eventually not all the NOx that ﬂows into the
catalyst can be stored. The NOx that is not stored leaves the catalyst at the
outlet. The instant at which the NOx outlet concentration starts to increase is
referred to as NOx breakthrough. Eventually all sites are ﬁlled and the outlet
concentration becomes equal to the inlet concentration. The time proﬁle of the
outlet concentration for a constant inlet concentration is known as the NOx
breakthrough proﬁle. As the primary kinetic pathway for NOx storage is in the
form of NO2 , the storage rate of NOx is aﬀected by the ratio of NO to NO2
as well as by the oxidation capacity of the LNT. The period when the exhaust
conditions are lean is referred to as the lean period. Its duration is in the order
of minutes.
When the inﬂow is switched to rich conditions, the NOx that was adsorbed
on the Barium sites, is released under the inﬂuence of the reducing conditions.
The released NOx partially reacts with the reductants, in particular H2 and CO,
but to a lesser extent also with hydrocarbon species in the exhaust stream, and
is converted to N2 . The released NOx that does not react with the reductant
leaves the trap at the outlet. This is referred to as a NOx desorption peak
(see (Theis, 2003b) for a discussion on factors that inﬂuence this desorption
peak). If the reactions involving the reductants are not rapid enough or there
are not enough oxidizing species available, excess reductants break through at
the outlet of the LNT. This is the case when a signiﬁcant part of the stored NOx
has been consumed, and it is a sign that the LNT has to be switched back to lean
operation. The NOx release and reduction rates are aﬀected by the temperature
and by the type of reductants in the reducing mixtures. In decreasing order of
reactivity the components in the mixture are H2 , CO, reactive HC species and
heavy HC species. The rich period lasts in the order of seconds.
Both the release and reduction reactions and the reaction of reductants with
oxygen are exothermic. If the temperature of the trap is suﬃciently high (>200
℃), the reduction reactions become rapid. Therefore the temperature of the trap
can rapidly increase during the rich period, especially locally. After switching
to rich operation, the temperature ﬁrst increases at the entrance of the catalyst
channels, since NOx is released ﬁrst and reduced at this point. During the rich
purge, the front of the heat release moves through the catalyst, as the NOx is
purged along the channel. If there is a signiﬁcant concentration of oxygen in the
inﬂow stream, this oxygen will react with the reductants near the entrance of the
channel, raising the temperature there during the rich period. Due to the heat
transfer provided by the gas ﬂow, the point of highest temperature, or hotspot,
may in fact be located further into the channel as heat is transported from
the entrance to the rear of the catalyst. During the lean period, the reaction
processes are far less exotherm. The main exothermic processes are the oxidation
of any remaining reductants in the exhaust stream and the oxidation of NO to
NO2 .
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Modeling of LNT Catalytic Converters
Single Channel models

Single channel LNT models (Olsson et al., 2005; Yamauchi et al., 2005; Laurent
et al., 2003; Schmeißer et al., 2007; Scholz, 2007; Sharma et al., 2005) describe
the kinetics and ﬂuxes in a single channel of the LNT. These models are used to
study the kinetics of the LNT and are designed to be valid over the full operating
range of the LNT. In general, they are derived from laboratory experiments
using inﬂow mixtures that contain a limited number of chemical species. In
most cases these species are selected such that a mixture is obtained that is
considered to be representative for real diesel exhaust gas.
All single channel models include the main kinetic pathways for NOx storage,
in the form of an oxidation step of NO to NO2 and the formation of Ba(NOx )
complexes on the surface. In (Yamauchi et al., 2005) detailed surface kinetics
are also included, which are taken from TWC models, while in (Scholz, 2007)
only absorbtion of oxygen and ethene on platinum is considered. In (Sharma
et al., 2005), the thermal dynamics are highlighted.
In (Olsson et al., 2005) a mechanism was included that explains both the
fast and the slow uptake of NOx during the storage period. A shrinking core
model was used to show that the slow uptake is increasingly limited by diﬀusion
in the pores of the Barium clusters as the catalyst is ﬁlled. In eﬀect, there is
a percentage of the Barium sites which has a signiﬁcantly lower storage rate.
These are referred to as (semi-)bulk Barium sites. This has become accepted
knowledge and has been included in similar mechanisms by (Schmeißer et al.,
2007) and (Scholz, 2007). In addition to the concentration proﬁle along the axial
direction of the channel, both models also describe the concentration proﬁles in
the pores of the Barium clusters. In (Schmeißer et al., 2007) it was stipulated
that the displacement of NOx by CO2 is the reason that the reduction of these
types of sites is rapid. This displacement ’breaks’ the shell of Ba-NO2 complexes
created during the storage phase as Ba-CO2 complexes have a smaller speciﬁc
volume.
A step was taken in (Scholz, 2007) to model more realistic exhaust mixtures
by including H2 O and CO2 in the inﬂow mixture and assessing their eﬀects on
catalyst performance.
We review the general form of dynamic relations for the single model proposed in (Scholz, 2007) as a representative model for the class of single channel
models. This is a model for a packed-bed reactor, unlike the control-oriented
models which model monolith reactors. The main diﬀerence between packed
bed reactor models and monolith models is the diﬀerence in heat- and mass
transfer from the gas ﬂow to the channel wall. Apart from this diﬀerence, the
models for the diﬀerent reactor types share many similarities. For this reason,
we will directly use this packed-bed reactor model for a comparison with the
control-oriented models of monolith reactors.
The model is speciﬁed by a Partial Diﬀerential Equation (PDE) on X : [0, L],
a 1-D domain with variable z ∈ X, obtained by variation in the axial direction
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of the channel, and D : [0, R], a 1-D domain with variable ξ ∈ D, obtained by
variation in the radius of barium clusters. Here ξ = 0 denotes the center of a
barium cluster and ξ = R the surface. The model equations are given as:
For ξ = R, 0 < z ≤ L:
ǫb

∂y
Fv ∂y
∂y
=−
− Def f ABa
+ Ls Ss rs (y, θP t , θBa , T )
∂t
Av ∂z
∂ξ

∂θBa
= SθBa rs (y, θBa , T )
∂t
∂θP t
= SθP t rs (y, θP t , T )
∂t

(2.1a)
(2.1b)
(2.1c)

For 0 < ξ < R, 0 ≤ z ≤ L:


1 ∂
∂y
∂y
= 2
Def f
+ Lc Sc rc (y, θBa , T )
ǫcluster
∂t
ξ ∂ξ
∂ξ
LBa,c ∂θBa
= SθBa rc (y, θBa , T )
f
∂t

(2.1d)
(2.1e)

For ξ = 0, 0 ≤ z ≤ L:
∂y
=0
∂ξ
LBa,c ∂θBa
= SθBa rc (y, θBa , T )
f
∂t

(2.1f)
(2.1g)

For ξ = R, z = 0:
y=u
∂θBa
= SθBa rs (y, θBa , T )
∂t
∂θP t
= SθP t rs (y, θP t , T )
∂t

(2.1h)
(2.1i)
(2.1j)

Here y : T × X × D → Rns denotes the species concentrations of ns species
nBa
(NO,NO2 ,O2 ,H2 ,C2 H4 ,CO,N2 ,H2 O,CO2 ) in molm−3
gas , θBa : T × X × D → R
nP t
the barium fraction surface coverages and θP t : T × X → R
the platinum
fractional surface coverages. The chemical source terms can be decomposed as


 rP t (y, θP t , θBa , T )
(2.2a)
Ls Ss rs (y, θP t , θBa , T ) := LP t SP t LBa SBa
rBa (y, θP t , θBa , T )
Lc Sc rc (y, θBa , T ) := LBa SBa rBa (y, 0, θBa , T )

(2.2b)

with rP t : Rns × RnP t × RnBa × R → Rnr,P t the reaction rate function for the
reactions associated with the platinum surface and rBa : Rns × RnP t × RnBa ×
R → Rnr,Ba the reactions associated with barium surface. All matrices S are
stoichiometric matrices. For an overview of the complete set of reactions used
in this model we refer to (Scholz et al., 2008).
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Symbol
ǫb
ǫcluster
Ar
Def f
ABa
LP t
LBa
LBa,c
f
R
L

Parameters
Meaning
Bed porosity
Porosity of the barium clusters
Reactor surface area
Eﬀective gas diﬀusion coeﬃcient
Speciﬁc barium surface
Speciﬁc number of active surface platinum sites
Speciﬁc number of active surface barium sites
Speciﬁc number of active semibulk barium sites
Volume fraction of barium pores within the reactor
Radius of the barium clusters
Length of the channel
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Units
m3gas m−3
Ba
m3gas m−3
reactor
m2reactor
−1
m3gas m−1
Ba s
m2Ba m−3
reactor
molP t m−3
reactor
molBa m−3
reactor
molBa m−3
reactor
m3Ba m−3
reactor
mreactor
mBa

Tabel 2.3: Parameters for the 1-D channel model proposed in (Scholz, 2007),
reaction constants and activation energies not included
The inputs are the inﬂow concentrations u(t) ∈ Rns in molm−3
gas , the volumetric inﬂow rate Fv in m3gas s−1 and the temperature T in Kelvin. The parameters
of the model are given in Table 2.3. All allow a clear physical interpretation.
As this model has been derived under temperature-controlled conditions, it does
not include temperature dynamics although the reaction rates depend on the
inﬂow temperature.
The 1-D channel model includes a radial dimension at each axial position,
which means that it has a 2 dimensional domain. However, it is not a 2-D model
in the strict geometric sense as the concentrations are only spatially connected
in the axial direction at the surface of the barium clusters. The number of
states depends on the discretization of the PDE. For 10 species, there are 30
discretization points in the axial direction and 30 discretization points in the
cluster radial direction and the number of states is close to 104 .

2.3.2

Control-Oriented Models

Control-Oriented models are characterized either by simpliﬁed kinetics (Larsson
et al., 1999) only or by simpliﬁed kinetics and loss of spatial information, e.g.
(Wang et al., 1999), (Ketﬁ-Cherif et al., 2000) and (Kim et al., 2003). In (Sunohara, 2005) the main dynamics of the LNT are ﬁtted directly using polynomial
functions instead of using simpliﬁed kinetics. All such models describe the NOx
storage and reduction dynamics. Some also describe the dynamics of oxygen
storage, typically using TWC oxygen storage models. In (van Nieuwstadt and
Yanakiev, 2004) the dynamics for sulphur poisoning are also added to the model.
Detailed thermal dynamics of the monolith are not included.
As is common in automotive engineering, some parameters of the controloriented models take the form of nonlinear maps which are accessed by interpolation algorithms. The states of the control-oriented models typically include
the trap NOx ﬁll rate, the amount of oxygen stored in the trap, and the trap
temperature.
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Control-oriented models can be implemented in an EMS for monitoring and
control purposes. In control algorithms these models are used to determine purge times and purge Air-to-Fuel ratios (Kim et al., 2004). Next to these LNT
models, the selection, placement and dynamic characteristics of (Heated) Exhaust Gas Oxygen ((H)EGO) sensors, Universal Exhaust Gas Oxygen (UEGO)
sensors, which measure λ, and NOx sensors are of major importance in the
design of control schemes for LNT catalytic converters (Sun et al., 2004). To
compensate for uncertainty in inﬂow composition and trap performance, which
is inﬂuenced by (thermal) ageing and sulphur poisoning, these schemes are often
adaptive, e.g. (Nakagawa et al., 2004), (Sun et al., 2004), (Wang et al., 2000)
and (Sunohara, 2005). (Wang et al., 2000) is of particular interest as he considers the loss of identiﬁability and persistence of excitation. Adaptive schemes
require a downstream sensor to validate model predictions and drive adaptation. Using dynamic programming, the control-oriented models can also be used
oﬀ-line for global optimization of the purge proﬁle for a pre-deﬁned drive cycle
(Kang and Kolmanovsky, 2000) or for a stochastic driving proﬁle (Kolmanovsky
et al., 2002).
Although similar models are obtained in many cases, only (Ketﬁ-Cherif
et al., 2000) explicitly discusses the simpliﬁcation steps that are used to derive a control-oriented model. The spatial information is discarded by simply
applying collocation of all compartments into a single compartment yielding a
CSTR model. First order collocation is used, meaning that reaction rates are
not modiﬁed by this procedure. Using a singular perturbation type assumption,
the evolution of the gas-phase species is assumed to be inﬁnitely fast, i.e. they
are considered to be quasi-static. This is a common assumption in chemical
engineering whenever mass is distributed over gaseous and liquid phases. In
this case, both the gas-phase NOx and reductant concentrations are assumed
to be quasi-static. The ﬁnal step is to assume that storage reactions are only
active in the lean phase and reduction reactions in the rich phase, leading to a
hybrid or switched model. In (Larsson et al., 1999), NOx conversion also was
neglected in the model with the justiﬁcation that the model was to be used only
to predict and manage the ﬁll rate of the trap.
As a representative model for the class of control-oriented models we review
here the dynamic relations for the 0-D model proposed in (Kim et al., 2003). For
reference, the original notation from the referenced paper is largely maintained.
The NOx and oxygen storage are each determined using a dynamic equation
which relates the inﬂow NOx and oxygen to changes in the ﬁll rate of the trap.
In this equation, eﬃciency functions are used to determine which fraction of the
inﬂowing NOx or oxygen is stored. The dynamics for the trap ﬁll rate, and the
amount of oxygen stored in the trap are given by:
xN Ox
ṁin
ṁr
ẋN Ox = −
ĊLN T + ηs
−
CLN T
CLN T
CLN T
 0.21
α
ρ
(x
)M
AF
(1
− λ1in )
COXY L L OSC
ẋOSC =
1
0.21
COXY αR ρR (xOSC )M AF (1 − λin )

(2.3a)
for
for

λin > 1
λin ≤ 1

(2.3b)
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From this, the NOx outﬂow is directly follows as:
ṁout = (1 − ηs )ṁin + (1 − ηc )ṁr

(2.4)

And the required functional relations for the storage capacity and the storage,
release and reduction eﬃciency functions are given by:
T −Tm
CLN T (T ) := Cm e( Ts )

eαxN Ox − e−α(M AF,T )
1 − e−α(M AF,T )
ṁr
1 − eβ xN Ox
=
(1 − xOSC )f (λin , M AF, T )
CLN T (T )
1 − eβ
eγxN Ox − eγ
f (λin , M AF, T )
ηc (xN Ox , λin , M AF, T ) =
1 − eγ
ηs (xN Ox , M AF, T ) :=

(2.5a)
(2.5b)
(2.5c)
(2.5d)

The function α is taken to depend on mass ﬂow M AF and the temperature T
in the following manner:
α(M AF, T ) := αM AF (M AF )αT (T )

(2.6)

For an explanation of these symbols we refer to Table 2.4 and for a detailed
motivation to (Kim et al., 2003). The model describes both the NOx and oxygen
storage process, each using a single state. The capacity of the trap is taken to
be dependent on the temperature. The NOx storage and reduction rates are
modeled using the eﬃciency functions ηs and ηc and the rate function kr .
When we examen these equations and parameters, we can draw a few conclusions. First, the control-oriented models include only few states, in this case
two. Next, the dynamics of the models are diﬀer depending on whether the
inﬂow is lean or rich. This diﬀerence is implemented by switching between differential equations in the model based on the inﬂow λ. In this case, the relation
for the dynamics of the oxygen storage is switched, and the function f for the
NOx dynamics can also describe switching behavior. Some of the parameters
allow a direct physical interpretation, while the ﬁtted function relations as given
by 2.4 and the oxygen storage and release parameters in this same Table, do
not. The functions that determine the storage and release include a number
exponential terms. We discuss the relation between these exponential terms in
the next section. This particular model does not include dynamics for the trap
temperature.

2.3.3

Comparison

In the previous two Sections we have given representative examples of both single
channel and control-oriented models and have discussed their characteristics. In
this section we discuss the qualitative relation between both types of models and
the simpliﬁcations that underlie the control-oriented models. We will do this by
comparing these examples.
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States
Symbol
xN Ox
xOSC
Symbol
ηs
ηc
ṁr
CLN T
COSC
Cm
Tm
Tc
β
γ
αL
αR
Symbol
ṁin
M AF
λin
T
Symbol
ρL
ρR
f
αM AF
αT

Meaning
Trap NOx ﬁll rate
Trap Oxygen ﬁll rate
Parameters
Meaning
NOx storage eﬃciency
NOx conversion eﬃciency
NOx released from the trap
Trap Capacity
Oxygen storage capacity
Maximal trap capacity
Temperature at which the capacity is maximal
Parameter controlling the temperature operating window
NOx release function parameter
NOx conversion function parameter
Oxygen storage parameter
Oxygen release parameter
Inputs
Meaning
NOx mass inﬂow
Mass airﬂow
Inﬂow A/F ratio
Inﬂow temperature
Fitted Functions / Tables
Meaning
Oxygen storage function
Oxygen release function
NOx release function
Flow rate dependent storage relation
Temperature dependent storage relation

Units
Units
mol s−1
mol
mol
mol
℃
Units
mol s−1
m3 s−1
℃
Units
-

Tabel 2.4: States, parameters, inputs and ﬁtted functions or tables for the
control-oriented model proposed in (Kim et al., 2003)
The single channel models describe the concentration proﬁles of a number
of chemical species over the axial domain of the channel. In many controloriented models, the axial distribution of the gaseous species is not included. In
the reviewed control-oriented model, an exponential term is used to model the
storage eﬃciency. We will compare this term with the term that is obtained
when the 1-D PDE that describes the axial distribution of NOx during the
storage period, is solved using the following two simplifying assumptions:
Assumption 2.3.1. The storage reaction is assumed to be first-order in the
NOx concentration and the free site fraction.
2
In the reviewed single channel model the rates are actually second order in the
NOx concentration and the free sites fraction. This choice however, is based on
the stoichiometry of the reaction and the assumption that mass action kinetics
hold for this reaction. As this is a global instead of an elementary reaction it
can be argued that the choice of reaction orders is somewhat arbitrary.
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Assumption 2.3.2. Gas-phase holdup of NOx is assumed to be negligible. 2
The accuracy of this assumption depends on the ratio between the gas-phase
holdup of NOx and the barium holdup. For the studied packed-bed reactor this
ratio in the reviewed single-channel model is equal to:
ǫb
mgas
=
≈ 0.005
mBa
LBa

(2.7)

which justiﬁes the assumption. Based on the ﬁrst assumption, the following set
of PDE’s, which describe the storage process, is obtained:
∂y
∂y
= Fv
− kLBa y(1 − θ) with
∂t
∂x
∂θ
= ky(1 − θ)
∂t

y(t, 0) = u(t)

(2.8a)
(2.8b)

with y : X × R+ → R the NOx concentration, u : R+ → R, θ : X × R+ → R the
stored NOx surface coverage and k the reaction constant of the storage reaction.
Fv and LP t are as in the reviewed detailed single channel model. Based on the
second assumption, the temporal derivative of the ﬁrst equation is neglected.
The quasi steady-state solution for the ﬁrst equation is now given by:
y(x, t) = e−

kLBa
F

(x−

Rx
0

θ(x,t)dx)

u(t)

(2.9)

This solution is inserted in the second equation, yielding
Rx
kLBa
∂θ
= k(1 − θ)e− F (x− 0 θdx) u(t)
∂t

(2.10)

Both sides are integrated over the axial domain
Z

0

L

∂θ
dx =
∂t

Z

0

L

k(1 − θ)e−

kLBa
F

(x−

=

Rx
0

θ(x,t)dx)

u(t)dx

RL
kLBa
F
(1 − e− F (L− 0 θ(x,t)dx) )u(t)
LBa

For the ﬁll rate xN Ox of the trap and the trap capacity it holds that
Z
1 L
xN Ox =
θdx
L 0
CLN T = LBa L

(2.11)

(2.12a)
(2.12b)

Therefore (2.11) can be rewritten as:
ẋN Ox =

1
CLN T

(1 − e−

kCLN T
F

(1−xN Ox )

)F u(t)

(2.13)

This derived relation can be compared with the storage relation of the controloriented model. The storage eﬃciency function of the control-oriented model
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Figure 2.1: Eﬃciency function obtained from the control-oriented model ηs1 ,
see (2.15)

(2.5b) and the storage eﬃciency function derived from the PDE with ﬁrst-order
reaction (2.13) are written as ηs1 and ηs2 respectively:
ηs1 =

eαxN Ox − e−α
1 − e−α

ηs2 = (1 − e−

kCLN T
F

(1−xN Ox )

)

(2.14)

These storage eﬃciencies can be related as:
ηs1 =

1
ηs
1 − eα 2

for

α=−

kCLN T
F

(2.15)

If α is large, ηs1 ≈ ηs2 . The eﬃciency function of the control-oriented model
is normalized such that for an empty trap all NOx is stored. For the derived
eﬃciency function this is not necessarily the case when α is not large, which is
closer to the physical reality. Figures 2.1 and 2.2 compare both functions for
diﬀerent values of α.
The derivation of the eﬃciency function from the PDE indicates that α is a
particular function of the reaction rate, the capacity and the ﬂow rate. In the
control-oriented model, the eﬃciency parameter for NOx storage α depends in
a more general manner on the temperature and the ﬂow rate.
The above illustrates the manner in which spatial concentration and coverage
proﬁles as a part of the detailed single channel models can be simpliﬁed into
eﬃciencies used in control-oriented models. The eﬃciency function used in
the review control-oriented model can be thought of as a normalization of the
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Figure 2.2: Eﬃciency function obtained from the solution of the PDE ηs2 , see
(2.15)

eﬃciency function obtained from the solution of the PDE, in the sense that this
function is normalized at 1 when the trap is completely empty (i.e. xN Ox = 0).
The Gaussian relation used for the temperature dependence of the surface capacity in the control-oriented model is related to the kinetics involved in
the NOx process. In the single channel models, the reaction from NO to NO2
is modeled, as well as the storage and release reaction of the NOx . At low
temperatures the oxidation reaction proceeds slowly and since the storage path
primarily proceeds through NO2 , this has the eﬀect of decreasing the observed
capacity of the catalyst. At high temperatures, the thermodynamic equilibrium of the ﬁrst reaction shifts to NO, again decreasing the observed capacity.
In addition the nitrates on the surface become thermally unstable, which also lowers the observed capacity. In eﬀect, the kinetics of the storage process
dictate that there is an optimal temperature at which the capacity is largest
and the capacity drops oﬀ both at lower and higher temperatures. This eﬀect
of temperature on the capacity is approximated in the control-oriented model
using a Gaussian relation centered on the optimal temperature. This Gaussian
relation is an empirical choice which captures only the main characteristic of
the temperature dependence.
The oxygen storage is modeled in the control-oriented model using a single
state, together with functional relations for the uptake and desorption of oxygen
in the trap, see (Brandt et al., 2000). In detailed single channel models, oxygen
storage is modeled using absorption and desorption reactions for platinum and
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for ceria, if ceria is included in the model. The model reviewed in Section 2.3.1
models a ceria-free catalyst so oxygen storage is only included on platinum.
If the storage of oxygen on platinum and ceria is assumed to be a ﬁrst-order
reaction, a derivation analogous to the one performed for NOx can be performed
for oxygen storage. From this derivation, the storage eﬃciency αL would again
depend in a particular manner on the mass ﬂow rate and the storage capacity. It
is worth noting that the model proposed in (Brandt et al., 2000) does not include
a dependence of the storage eﬃciency on the mass ﬂow rate. In the controloriented model, the amount of oxygen stored also features in the desorption
rate of NOx . This relation can be understood from the dynamics of the detailed
channel model. Stored NOx is only released in an environment that is rich
or near-stoichiometric. During the reduction period, there is a reduction front
which passes through the channel in the axial direction, see e.g. (Scholz, 2007).
If the stored oxygen is distributed evenly in the axial direction, the fraction
of stored oxygen corresponds to the position of this front relative to the axial
length of the channel. Because NOx can only desorb at axial positions before
this front, the rate of desorption is proportional to the fraction of stored oxygen.
NOx release and reduction are modeled in the control-oriented model using
rates that depend on eﬃciency functions. Among other parameters, the release
and reduction rates are functions of the air-to-fuel ratio, which is linked to the
reductant concentration. In contrast with the detailed single channel models,
diﬀerent types of reductants are not explicitly modeled. If the rates are taken
to be only dependent on the air-to-fuel ratio, it is assumed implicitly that the
ratios of the diﬀerent reductants at a single air-to-fuel ratio are ﬁxed.
The switched dynamics of the control-oriented model follow from the kinetics
of the single channel model. In the lean and rich regimes, diﬀerent sets of
reactants rapidly become depleted. Diﬀerent sets of reactions are active in both
regimes, and consequently the dynamics are also diﬀerent.
In the single channel model, the slow uptake of NOx within the barium
clusters is modeled using a 1-D diﬀusion-reaction equation that describes the
evolution of the concentration in the radial direction in the Barium clusters. As
this process is relatively slow, with a time constant in the order of hours instead
of minutes, its eﬀect for short storage and reduction cycles is likely to be limited.
The use of the initial rate assumption is likely to be justiﬁed in these situations,
which means that the slow uptake for constant NOx inﬂow concentration during
the storage period is constant. There is no parameter in the control-oriented
models in literature that can explicitly be linked to this process.

2.3.4

Summary

The preceding comparison shows how the detailed single channel models can be
partially linked to the model structure for the control-oriented models. Nonetheless, derivation of functions or tables for storage and release eﬃciencies for
use in the control-oriented models from the reaction kinetics of the detailed single channel model is not trivial. While the storage eﬃciency could obtained by
applying two straightforward assumptions to the equations of the single channel
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model, the empirical functions used in the control-oriented model can not be
derived in this manner. In practice, these empirical relations and parameters
using in these relations are identiﬁed from data. The subject of the section that
follows this identiﬁcation process. In the ﬁnal part of the Chapter we will return
to the comparison between the model types and discuss the implications of this
comparison for the model reduction methods described in this thesis.

2.4
2.4.1

Parameter Fitting
Fitting a control-oriented model

To ﬁt a control-oriented model, experimental data is required. The experimental
data used in this Chapter is a set of vehicle tests conducted by PSA PeugeotCitroën. A description of these vehicle tests along with an analysis of the results
is given in Appendix A. For the identiﬁcation procedure we have used all NOx
inﬂow and outﬂow data as well as the temperature measurements at all engine
operating points.
To ﬁt a control-oriented model using vehicle test data, we must ﬁrst choose a
model structure. The chosen model structure was partly based on the controloriented model used in the comparison (Kim et al., 2003). The exponential
relation used in the storage eﬃciency is directly taken from (Kim et al., 2003).
An additional parameter has been included to account for thermal desorption
at high temperatures. Since a ceria-free catalyst has been used in the vehicle
tests, we have not included the oxygen storage dynamics from (Brandt et al.,
2000). A further parameter has been introduced to incorporate the fact that
part of the NOx is stored by the slow storage process. The release and reduction
rate functions are signiﬁcantly simpliﬁed compared to (Kim et al., 2003) as we
did not expect to be able to ﬁt complex release and reduction relations based
on the available test data. In contrast to (Kim et al., 2003), we have included
a thermal dynamic model to capture the eﬀects of a temperature front moving
through the reactor during the reduction period. The reason for including a
thermal dynamic model is that the reduction period in the vehicle tests lasts
rather long (5-60sec) compared to that practical operating conditions (1-5sec).
Therefore the temperatures can rise signiﬁcantly during the reduction period in
the vehicle test data, and inﬂuence the subsequent storage cycle. The chosen
model structure is outlined in the following section.
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2.4.2

Model Structure

Storage dynamics
The NOx inﬂow concentration is multiplied by the storage eﬃciency to determine the increase in NOx stored on the surface:
x
ṁin
ĊLN T + ηs
CLN T
CLN T
eαx − e−α
ηs = (1 − β)µ(T )
1 − e−α
ẋ = −

(2.16a)
(2.16b)

x
ĊLN T is included because of the temperature deThe diﬀerential term − CLN
T
pendency, and therefore time dependency, of CLN T . In this model, only the
NOx stored by the fast storage process is included in the trap ﬁll rate x. The
parameter β is included to account for the fact that a certain constant amount
of NOx is stored by the slow storage process instead. The function µ is included
to explain the observed eﬀect of increased outlet NOx concentration when a
temperature front reaches the outlet of the reactor. We will give the relation
for µ in section 2.4.4. The NOx outﬂow concentration is the inﬂow concentration minus the amount stored by the slow storage process and the fast storage
process:
ṁout = (1 − ηs )ṁin
(2.17)

The parameter α and the capacity CLN T are both assumed to be temperature
dependent. The parameter β is assumed to be independent of temperature.
Reduction dynamics

The reduction phase has been modeled using a NO desorption reaction, which
represents the ﬁrst reduction step of the stored NOx to NO, and a NO reduction
reaction that represents the second reduction step. The kinetics of these modeled
reactions determine the overall speed of the reduction process as well as the
amount of NO emitted from the catalyst. The ﬁrst step was assumed to be
independent of the reductant concentration, and is modeled as a ﬁrst order
reaction solely depending on the catalyst ﬁll rate. In eﬀect this is a desorption
reaction, which is initiated at λ < 1 . The second step does not depend on the
reductant concentration either, since reductants are assumed to be available in
excess.
x
ẋ = −
ĊLN T − krel x
(2.18a)
CLN T
ṁout = (1 − kr )krel xCLN T
(2.18b)
with krel and kr the temperature dependent release and reduction rate constants. These rate constants can be modeled either by an Arrhenius equation or
by polynomial interpolation of measured values at diﬀerent temperatures. Polynomial or piecewise linear interpolation of the kinetic constant for the general
reduction rate could be useful, since a single Arrhenius rate equation cannot
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Figure 2.3: Temperatures at diﬀerent points in the monolith during regeneration
incorporate the fact that the reduction rates of the diﬀerent types of reductants (HC, CO, H2 ) have diﬀerent temperature dependencies or the fact that
mass transfer limitations are involved. For simplicity we have chosen to use an
Arrhenius rate relation.
Energy dynamics
A number of the parameters in the model above are dependent on the temperature. We have observed that the use of the inﬂow temperature for the conducted
vehicle tests, as in (Kim et al., 2003), is not suﬃcient to explain the test data.
Therefore a simpliﬁed thermal model is proposed that approximates the temperature dynamics on the monolith. The monolith temperature is then used to
determine the temperature dependent parameters in the storage and reduction
model.
As a basis for the modeling procedure we ﬁrst review the observed temperature dynamics of the monolith. During the reduction period the inﬂow
temperature rises by about 150-300 ℃, but the temperatures in the monolith
and after the monolith can reach upto 800 ℃, as a result of the exothermic
reactions occurring during the reduction period. There is a delay between the
peaks in inﬂow and outﬂow temperatures which varies from 5-15 seconds, depending on the operating point. This delay is likely caused by a reaction and
temperature front traveling in the axial direction of the monolith.
Modeling the temperature proﬁle along the axis of the catalyst can be com-
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plex. It requires the solution of a PDE coupled to the composition proﬁles
along the axis. For the control-oriented model this PDE has been approximated
using two states. A higher number of states would have approximated the delay
between the inﬂow and outﬂow temperature dynamics to a higher degrees of
accuracy. Nonetheless, the use of a large number of states for the temperature
dynamics was not deemed to be justiﬁed as from vehicle test data analysis as
the main eﬀect of the temperature model on the NOx dynamics is a limited
increase in the NOx outﬂow at the beginning of a storage cycle due to the temperature front reaching the outlet of the trap. Since it was expected that this
eﬀect would be limited for the shorter (< 10 seconds) regeneration times that
are used in practice the use of two states was deemed suﬃcient. As an alternative to a high number of states the inclusion of a pure delay in the model could
be considered. If an additional catalyst would be included downstream of the
LNT, which would be aﬀected by outﬂow temperatures of the LNT, this choice
would have to be reconsidered.
The ﬁrst state represents the uniform temperature in the ﬁrst part of the
monolith, while the second state represents the temperature in the second part
of the monolith. The exact position on the monolith axis of the division between
the two parts is considered to be unknown. The heat exchange in the radial
direction of the monolith between each monolith part and the ﬂow is modeled
using a heat transfer coeﬃcient. This is also the case for the heat exchange in
the axial direction between the two parts of the monolith.
The temperature inside the catalyst depends on the amount of heat exchanged with the exhaust gas ﬂow as well as on the heat released by exothermic
catalytic reactions. The release of heat by exothermic reactions in the catalyst
is modeled as taking place in the ﬁrst part of the catalyst. The motivation
for this assumption is that it has been observed that the main exothermic reactions, which are the reactions of the reductants with oxygen and with NOx
during the rich period, predominantly take place in the ﬁrst brick. The temperature increase resulting from this heat generation is added to the temperature
of the ﬁrst part of the monolith. It is further assumed that an amount of heat
is transferred from the ﬂow to the ﬁrst part of the monolith which is linearly
dependent on the diﬀerence between inﬂow temperature and the temperature
of the ﬁrst part of the monolith. The temperature of the ﬂow is assumed to be
equal to that of the ﬁrst part of the monolith upon entering the second part,
and equal to the temperature of the second part when leaving the monolith.
These assumptions lead to the following two state model for the temperature
dynamics in the monolith:
kT1 (Tin − T1 ) + ∆H
Cp1
kT (T1 − T2 )
Ṫ2 = 2
Cp2
Ṫ1 =

(2.19a)
(2.19b)

where Tin is the inﬂow temperature, T1 , T2 are the temperatures of the parts of
the monolith, kT1 , kT2 in W/℃ are heat transfer coeﬃcients, Cp1 , Cp2 in J/℃ are
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Figure 2.4: Concept for the simpliﬁed modeling approach for the energy dynamics

heat capacities of the two parts and ∆H in W is the heat released by exothermic
reactions. The heat transfer coeﬃcients are chosen to be parameters which will
be estimated directly. In a more detailed model, these would depend on the mass
ﬂow rate, the channel geometry and the geometry of the bricks. A schematic
diagram of the modeling approach is shown in Figure 2.4. The heat release from
exothermic reactions during the storage period is modeled diﬀerently during
storage and reduction periods. It was observed that during the storage period,
the outlet temperature was higher than the inﬂow temperature. To include this
eﬀect in the model, the heat released during the storage period is modeled as a
single constant heat release parameter that is independent of temperature:
∆H = ∆Hs

for λ > 1

(2.20)

During reduction two separate reactions are considered to be the main source of
heat release. The ﬁrst is the reaction whereby NO, which has desorbed from the
catalyst, is reduced to N2 . The second is a general reaction whereby reductants
are oxidized. This reaction depends on the amount of reductants and oxygen
available. The amount of oxygen available during the rich period is assumed
to be constant and consequently the heat released from the oxidation reaction
has been modeled as being dependent only on the reductant concentration. The
heat released during reduction is consequently:
∆H = ∆Hr kr xCLN T + ∆Hox kox

for λ ≤ 1

(2.21)

The equation adds the constant model parameter δHr and the temperature
dependent parameter δHox kox , which is a product of the reaction constant and
the associated enthalpy change.
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Overview of the model
The model described in the previous paragraphs contains 12 parameters in total.
A number of parameters are considered to be temperature dependent while the
rest is considered constant. An overview of the model is given by the following
equations:
For λ > 1:
ṁin
1
ĊLN T + ηs
CLN T
CLN T
eαx − e−α
ηs = (1 − β)µ(T )
ṁout = (1 − ηs )ṁin
1 − e−α
kT (Tin − T1 ) + ∆Hs
Ṫ1 = 1
Cp1
kT (T1 − T2 )
Ṫ2 = 2
Cp2
ẋ = −

For λ ≤ 1:

1
ĊLN T − krel x
CLN T
= (1 − kr )krel xCLN T

ẋ = −
ṁout

kT (Tin − T1 ) + ∆Hr kr xCLN T + ∆Hox kox
Ṫ1 = 1
Cp1
kT2 (T1 − T2 )
Ṫ2 =
Cp2

(2.22a)
(2.22b)
(2.22c)
(2.22d)

(2.23a)
(2.23b)
(2.23c)
(2.23d)

The parameters are listed in Table 2.5.
No dependencies of parameters on inﬂow species concentrations or inﬂow
rate have been introduced. This can be considered to be an omission as the
dependence of the storage eﬃciency parameter α on the mass ﬂow rate has been
discussed in section 2.3.3. Other parameters that could be taken to depend on
the inﬂow rate are krel , kr , kT1 , τ2 , ∆Hs , ∆Hox kox .

2.4.3

Parameter Identification

For parameter estimation, the NOx inﬂow and outﬂow data (at measurement
points BB and AP, see Appendix A, Figure A.1) as well as inﬂow and outﬂow
temperature measurements (at measurement points TH01, TH02, see Appendix
A, Figure A.1) were used to identify energy dynamics. The tests at all engine
operating points were used (i.e. Tests 1-28, see Appendix A, Table A.5). The
ﬁtted parameters are the parameters in Table 2.5. The original data, which had
a sampling time of 0.2 seconds, was resampled at a 1 second sampling time.
Parametric identiﬁcation was performed using the Mean Square Error (MSE)
norm using a Sequential Quadratic Programming (SQP) algorithm. As this is
a non-convex identiﬁcation problem, various starting values were tried to arrive
at the optimum solution.
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Parameters used for storage dynamics
Symbol
Reference
CLN T
Trap capacity
α
Trapping possibility / storage eﬃciency
parameter
µ
Parameter for thermal desorbtion of NOx
β
Fraction of NOx stored in the slow storage
process
Parameters used for reduction dynamics
Symbol
Reference
krel
Speed of release of NOx from the catalyst
surface
kr
Speed or reduction of released NO
Parameters used for the thermal dynamics
Symbol
Reference
kT 1
Radial heat conduction constant for the
ﬁrst part of the monolith
Cp1
Heat capacity of the ﬁrst part of the monolith
τ2 = kT2 /Cp2
Combined axial and radial heat conduction
constant divided by heat capacity of the
second part of the monolith
∆Hs
Heat release due to oxidation reactions during the lean phase
∆Hr
Enthalpy change for the reduction reaction
for NO during the rich phase
∆Hox kox
Heat release due to oxidation reactions during the rich phase

Temperature Dependent
Yes
Yes
Yes
No

Temperature Dependent
Yes
Yes
Temperature Dependent
No
No
No

No
No
Yes

Tabel 2.5: Storage phase parameters and functions

2.4.4

Identification procedure

The identiﬁcation of the model parameters was performed in steps. First, parameters related to the storage and reduction processes were identiﬁed for each
separate λ-step test, using the time interval containing only the storage and
reduction cycles. The diﬀerence in NOx outﬂow concentration between the model and the vehicle test data was used as an error criterion. During these tests
some temperature dependent parameters (trap capacity, trapping possibility parameter) were identiﬁed as though they were independent of temperature, so a
diﬀerent set of parameters was obtained for each step test. The temperature
dependent relation µ and the temperature dependent exponential terms of the
release and reduction reactions were included. In the case of the empty trap
eﬃciency this function was based on observation of the data and in case of the
reaction rates an Arrhenius functions with predetermined activation energies
were used:
krel (T ) := krel e−

Ea,rel
RT

Ea,r
− RT

kr (T ) := kr e

(2.24a)
(2.24b)
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Global reaction
NO desorbtion Ea,rel
NO reduction Ea,r

Symbol
60
80

Value
kJ/(mol*K)
kJ/(mol*K)

Unit

Tabel 2.6: Activation energies for the desorption and reduction reactions
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Figure 2.5: Parameter temperature proﬁles for the empty trap eﬃciency and
the release and reduction reaction constants

These activation energies are given in Table 2.6. Only the pre-exponential constant was estimated. Figure 2.5b shows the release and reduction rates for
chosen pre-exponential constants. The function µ was chosen as a ﬁxed function of temperature, which below 300℃ is equal to 1 and above 300℃ decays
linearly, see Figure 2.5a.
Subsequently parameters related to the energy dynamics were identiﬁed for
each separate test run. In this case the diﬀerence between model temperature
T2 and the temperature measurement in the middle of the second brick was used
as an error criterion. Again, a diﬀerent set of parameters was obtained for each
λ-step test.
Having identiﬁed a set of parameters for each separate vehicle test, the parameters that were assumed to be temperature dependent were compared. For
parameters relating to the storage phase, such as the trap capacity, the temperature at the end of the storage phase was used to associate the parameters to a
temperature. This comparison was used to determine if these parameters were
temperature dependent. Where there existed an apparent relation, it was approximated by means of polynomial interpolation. The temperature dependent
model containing a single set of parameters was veriﬁed using the λ-step test at
all temperatures.
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Figure 2.6: Identiﬁcation of a storage and reduction cycle at 70km/h, 210 ℃

2.4.5

Identification of storage and reduction parameters

At the beginning of the ﬁrst storage cycle the catalyst was assumed to be empty. Suitable starting values for the storage and reduction parameters were found
after some experimentation. In later steps of the identiﬁcation procedure identiﬁed parameters from previous λ-step tests were used as starting values.
Figure 2.6 shows the results of identiﬁcation at low temperature (70km/h,
210 ℃) and Figure 2.7 shows the results at high temperature (120km/h, 450
℃). The models produce a reasonably accurate prediction but some diﬀerences
remain.
In the case of the model responses, at both low and high temperatures the
diﬀerence between model NOx input and output at the end of the storage phase
becomes constant as no more NOx is stored and only a part of the NOx is
converted. The test data response, on the other hand, indicates that NOx is
still being stored towards the end of the storage cycle, although at a slow rate.
During the reduction period the model predicts how much NOx desorbs from
the surface and is not converted, leading to an NOx breakthrough peak. The
peak size is not always correctly predicted by the model, which is apparent from
the multiple peaks at high temperatures (120km/h, 450 ℃). Model predictions
might be improved in this regard when temperature dependent reduction rate
parameters are used.
Data and model output can be compared toe get a better assessment of the
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Figure 2.7: Identiﬁcation of a storage and reduction cycle at 120km/h, 450 ℃

accuracy of the prediction during the reduction period. Figure 2.8 shows the
reduction response in more detail at diﬀerent operating points. The response
can be approximated reasonably well for certain test sequences, for example at
70km/h, λ=0.95, 210 ℃ (Figure 2.8a). At 70km/h, λ=0.88, 210 ℃, (Figure
2.8c) a double peak can be observed for the vehicle test data which cannot be
captured in the model response. This step test was one that was done at the
end of the entire test cycle and shows a markedly diﬀerent response to the test
at 70km/h conducted at the beginning. The model was not able to capture
this eﬀect. At 100km/h, 320 ℃ (Figure 2.8c) the model ﬁts the data quite well,
apart from a small second peak about 10 seconds after the start of the reduction
period. Finally, Figure 2.8d shows the ﬁt at 100km/h using model parameters
that were estimated at 70km/h. Here the model response is incorrect because
temperature dependence of parameters is not yet taken into account.

2.4.6

Identification of energy dynamics parameters

The parametric model uses two states to model the monolith temperature. There are 6 parameters associated with these states. These parameters are ﬁrst
estimated independent from the parameter set related to the storage and reduction kinetics. The previously identiﬁed storage and reduction parameters were
used in the model during this identiﬁcation.
Figure 2.9a shows the identiﬁed temperature proﬁle associated with a stor-
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(a) Reduction period at 70km/h, 210 ℃

(b) Reduction period at 70km/h, 210 ℃
for a test conducted at the end of the test
schedule

(c) Reduction period at 100km/h, 320 ℃

(d) Reduction period at 100km/h for parameters estimated at 70km/h

Figure 2.8: Fitting of the reduction period at diﬀerent operating points.
age/reduction cycle at 70km/h. During the reduction period the inﬂow temperature rises to almost 400 ℃, but the reference monolith temperature reaches
almost 700 ℃, as a result of exothermic reactions on the monolith surface during
the 40 second rich period. At the higher speed of 120km/h, the lean temperature is already at 460 ℃ and the temperature rises to almost 700 ℃ during the
10 second rich period, see Figure 2.9b. From the responses it can be observed
that reference monolith temperature peaks occur after the switch back to lean
inﬂow.

2.4.7

Temperature dependence of parameters

After identifying a separate set of parameters for each vehicle test, the parameters which are assumed to be temperature dependent, can be related to the
operating temperature at which each test was performed. The temperature ope-
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(a) Fitted temperature proﬁle at 70 km/h

(b) Fitted temperature proﬁle at 120 km/h

Figure 2.9: Fitting of the temperature proﬁle at multiple operating points

rating point is deﬁned as the monolith temperature at the end of the lean phase
of the ﬁrst cycle. After establishing a relation, the temperature predicted by
the model can be used to determine these temperature dependent parameters,
allowing the model to be valid over the entire temperature range.
Figure 2.10a shows the relation between the estimated trap capacity and
the temperature operating point. The data has been interpolated using a 4th
order polynomial, relating the capacity to the temperature operating point. In
contrast to the model by (Kim et al., 2003) the relation is not gaussian. The
estimated maximum capacity is at 270 ℃. Although there is some variation of
capacity for diﬀerent tests at similar temperatures, especially at 270 ℃, the data
indicates a clear relation between temperature and trap capacity. The polynomial interpolation derived here has been used for the temperature dependent
modeling of the trap capacity. Figure 2.10b shows the relation between the
temperature and the reduction speed, if the activation energy is not included
in the model. The polynomial ﬁt indicates that the choice of an exponential
function, such as the Arhhenius rate function, is justiﬁed.
Finally, the the polynomial relations for the temperature dependent parameters were put into the model and used to predict the NOx response at all
operating points. Figures 2.11 and 2.12 compare the test data with the response of the global model at two diﬀerent operating points. The storage dynamics
at both operating points are captured accurately. The model predicts a signiﬁcantly larger NOx reduction peak at 70 km/h, while at 120km/h the ﬁt is
reasonably accurate.
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Figure 2.10: Polynomial ﬁts of temperature dependent parameters
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Figure 2.11: Fitted temperature proﬁles for the global model at 70 km/h

2.5

Discussion

In this Chapter we have compared a detailed single channel model with a control oriented model from literature with the goal of determining if the controloriented model could be derived mathematically from the single channel model.
We have tried to establish a mathematical link between these models using a
re-modeling approach. In this type of approach a series of assumptions, which
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Figure 2.12: Fitted temperature proﬁles for the global model at 120 km/h
allow a physical interpretation, were made to try to derive the dynamic equations of the control-oriented model from those of the detailed single channel
model. The comparison shows that while intuitively diﬀerent parts of the detailed single channel model can be connected to parts of the control-oriented
model, establishing a mathematical link is not possible for all parts. One reason
is that the studied control-oriented model includes functional relationships that
are empirical, such as the functions used in the release and reduction eﬃciencies.
Nonetheless, the exponential term in storage eﬃciency can be linked to the spatial concentration proﬁle in the detailed single channel model, if a normalization
term is introduced.
In general, the reasons why establishing a link between two models using
re-modeling would not be possible can be summarized as follows:
• Both types of models separately represent either diﬀerent physical systems
or the same physical system with diﬀerent parameters.
• Both models describe physical reality with a signiﬁcantly diﬀerent degree
of accuracy.
• The required simplifying assumptions cannot be interpreted physically and
are mathematically complex.
The ﬁrst and second reasons could be veriﬁed by comparing the responses for
both types of models. It can be argued that the comparison made in this Chapter
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between the two models cannot be made as they represent LNT catalysts with
diﬀerent parameters. Although the speciﬁcations of the LNT that is modeled
by the single model (Scholz, 2007) are known, those of the LNT that has been
used to construct the control-oriented model (Kim et al., 2003) have not be
obtained. Furthermore, one model is of a packed-bed reactor and one of a
monolith. Therefore the ﬁrst reason might be an explanation why a complete
derivation using remodeling is not possible.
The second reason should not be of inﬂuence if both models accurately describe NOx storage and breakthrough. During the comparison, however, it was
observed that the control-oriented model did not include the dynamics for the
slow storage process. Although the inﬂuence of this process might be limited in
practical operating conditions, the omission of this process could indicate that
the control-oriented model describes the NOx storage less accurately.
The third reason might explain why empirical relations are using the controloriented model. The relation between the release and reduction eﬃciency and
the temperature dependence of the trap capacity on the one hand and the
kinetics of the single channel model on the other, might be mathematically
complex. It might be for this reason that empirical relations are employed in
the studied control-oriented model. If establishing such a link using re-modeling
is not possible, model reduction methods could be used to establish this link.
In the last part of this Chapter, the conventional approach to obtain a
control-oriented model is taken instead. The parameters of a empirical controloriented model a identiﬁed from vehicle test data. The testing procedure is
involved and requires test runs at a series of vehicle operating points. The
identiﬁcation procedure is split into two steps. First parameters are identiﬁed
independent of temperature at each operating point. Next, a empirical relation
in the form of a polynomial ﬁt is used to introduce temperature dependency.
This procedure is not straightforward as the model is non-linear and includes
switching behavior. This means that the parameter identiﬁcation problem is
non-convex and experimentation is required to ﬁnd a suitable initial set of parameters. The results show that while the storage period can be ﬁtted reasonably
accurately, ﬁnding a set of parameters that correctly predict the shape of the
NOx desorption peak at all operating points was not possible.

2.6

Motivation for the model reduction approach

The comparison between the single channel model and the control-oriented model in this Chapter assumes that a structure for the control-oriented model has
been determined. The approach to obtain both the structure and the parameters of control-oriented models investigated in this thesis is ﬁrst-principles
modeling combined with model reduction. This approach can potentially be
used not only to establish a mathematical link between the parameters of both
model types, but also to determine the structure of the control-oriented model from the ﬁrst-principles model together with from information about the
relevant operating range and the desired accuracy. Apart from the option to
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systematically derive the structure of a control-oriented model, this Chapter
provides further motivation for this type of approach in the sense that:
• Control-oriented models with a limited complexity, which fullﬁll the requirements stated in the problem statement of this thesis, see section 1.5.1,
are avaliable from literature. Therefore it should be possible, in theory, to
derive this type of model from a detailed single-channel model.
• Using a re-modeling procedure parts of this control-oriented model can be
related to the detailed single channel model. A model reduction approach
could improve on this if relations for the other, currently emprical, parts
could be found.
If the detailed single channel model is chosen as a starting point for the model reduction procedure, we have to consider which model reduction approach applies
to this type of model. The single channel model reviewed contains dynamics for
the axial and for the radial concentration proﬁles. The fact that the PDE’s that
represent the dynamics for these proﬁles have to be discretized at a suﬃcient
number of points leads to a large model order for the single channel model. The
model reduction approaches must represent the essential inlet-to-outlet response
of these concentration proﬁles in a more compact fashion. Another factor that
makes the detailed single channel model complex is the use of detailed kinetic
models. To obtain a control-oriented model, these kinetic models should also
be simpliﬁed. The reviewed control-oriented models eﬀectively use single reaction steps for NOx storage, release and reduction. For the dynamic response of
the model, especially as used during automotive applications, the processes on
the surface of the washcoat, as opposed to the slower storage processes within
the barium clusters, appear to be crucial. For these reasons, we have chosen
to evaluate the suitability of model reduction approaches to reduce the LNT
model based on their ability to reduce the dynamics of the axial concentration
proﬁle. In essence, these are given by a set of 1-D convection-reaction PDE’s,
which describe reactive flow in a single channel together with surface coverages.
A generalized form of this set of PDE’s is:
ǫ

∂y
∂y
=F
+ LSr(y, θ, T )
∂t
∂z

∂θBa
= Sθ rs (y, θ, T )
∂t

(2.25a)
(2.25b)

The speciﬁc form of this PDE in the single channel model is listed as (2.1a).
This PDE will be considered in the rest of this thesis as a test-case for model
reduction methods. In Chapter 3 we consider the reduction of the spatial proﬁle
while Chapter 4 focuses on the simpliﬁcation of the kinetic model.
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This chapter is based on the paper (Nauta, Weiland, and Backx, 2008)

3.1

Overview

The focus of this Chapter is the exploration of model reduction techniques
that can be used to reduce the complexity of the 1-D single-channel Plug-FlowReaction type model of the catalytic converter. In this model chemical species
concentrations of diﬀerent species are dependent both on time and on the single
spatial coordinate along the catalyst axis. The dynamics of the model are given
by convective mass transport as well as chemical kinetics. For these types of
models, the concentrations at diﬀerent spatial coordinates often exhibit some
form of correlation or pattern that are suitable for reduction. We shall discuss
model reduction methods that can be used for this purpose, and we evaluate
their suitability. We discuss issues such as scaling and retaining qualitative
properties which aﬀect the practical implementation of these methods. Finally,
as the dynamics of the 1-D single-channel model typically exhibit translational
symmetry, we present a method to take advantage of this fact.

3.2

Introduction

As shown in the previous chapter, while a number of simplifying assumptions are
used as a basis for the 1-D single-channel model, this model is still signiﬁcantly
more complex than the control-oriented models. When axial diﬀusion and heat
generation and heat transport are neglected and the mass ﬂow rate is assumed
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to be constant, this model is given by the following PDE:
∂y
∂t
y(0, x)

= Sr(y) + v ◦
= yinit

(3.1b)

y(t, 0)

= u(t)

(3.1c)

∂y
∂x

(3.1a)

where the concentrations y(t, x) : R+ × X → Rns evolve with time t ∈ R, on the
spatial domain X ⊂ R. Let ◦ denote the element-wise product, v(t) ∈ Rn+s is a
time-invariant vector of which the elements are equal to the ﬂow rate for gas or
liquid species and zero for adsorbed species. The kinetic source term is given
through the reaction rate vector r : Rns → Rnr and the stoichiometric matrix
S ∈ Zns ×nr that speciﬁes the amount of each species produced or consumed in
each reaction. For a more detailed explanation of both terms, and kinetic models
in general, see Chapter 4, section 4.2.1. The boundary conditions are the initial
species concentrations in the reactor and the vector of inﬂow concentrations
u(t) ∈ Rn+s . First-order backward discretization of the spatial domain using the
method of lines, yields a compartmental model:
y˙i
y(0)

= Si ri (yi ) + v ◦ (yi−1 − yi ),
= yinit

y0 (t)

= u(t)

1≤i≤n

(3.2a)
(3.2b)
(3.2c)

where yi (t) ∈ Rns , i = 1, .., n a discrete spatial index in the axial direction
and n is the number of compartments. The reaction mechanism is equal in
each cell, i.e. Si := S, ri := r for all i = 1, .., n. When all concentrations
in each compartment are stacked into a single concentration vector and the
concentrations of interest at the reactor outlet are deﬁned as z, the resulting
model is given by
ẏs
z
ys (0)

= Ays + Bu + Ss rs (y) = f (y, u)
= Cyn

(3.3a)
(3.3b)

= yinit

(3.3c)

where ys = col(y1 , .., yn ) is in this case a stacked concentration vector, z ∈ Rno
gives the reactor outﬂows, A is a linear matrix containing the conductive mass
transport terms for each compartment, B is the inﬂow matrix and, in simpliﬁed
notation, (Ss := diag({Si }i=1,..,n ), rs := col({ri }i=1,..,n )) is a stacked form of
mechanisms at each spatial position. Throughout this Chapter we will mostly
refer to the stacked forms ys , Ss , rs using the shorthand y, S, r.
To obtain the desired accuracy and achieve numerical stability the number
of discretization points in the axial direction must be large for reactive ﬂows
dominated by convection. The dimensionless Peclet number (vL/D, with L the
length of channel and D the diﬀusion coeﬃcient) can be used to determine to
which degree the ﬂow is dominated by diﬀusion. For catalytic converter models
such as the LNT model, Chatterjee (2001) lists a range of the Peclet number
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from 50-2500 for representative inﬂow conditions. A grid Peclet number, deﬁned
as ((vL)/(nD)) of O(1) is generally an indication for numerical stability. For a
common application of 1-D PFR reactive ﬂow modeling, automotive catalytic
converters, obtaining a grid Peclet number of O(1) can require in the range of
30-100 axial grid points. For medium-sized kinetic mechanisms of around 15-30
species, such as are often used for surface chemistry in catalytic converters, this
yields models of O(103 ) states. The use of kinetic models that are numerically
stiﬀ can require further increases in the grid resolution. Simpliﬁcation of these
mechanisms both with respect to the number of species and reactions is desirable
for simulation, optimization and control purposes. In this chapter we explore
methods to simplify this type of model.
A feature of many distributed models is that model states, in this case concentrations of single chemical species, are highly correlated at diﬀerent spatial
positions. Furthermore, the fact that the diﬀerent types of species can fulﬁll
similar types of roles in a kinetic network and the fact that fast equilibrating
reactions cause ratios between species to quickly converge to those of the equilibrium, mean that the concentrations of diﬀerent types of species are also correlated. In general, this correlation can be exploited for model reduction using
projection-based reduction methods. These relate the state-space of the original
model to a lower dimensional space, and the dynamics of the original model are
restricted to this lower dimensional space. The correlations between the concentrations are assumed to be ﬁxed and therefore the species concentrations can
be reconstructed from the state of the model in the lower dimensional subspace.
In this Chapter we shall give a description of diﬀerent types of projection-based
methods. If these methods are used for the reduction of chemical reactor models as (3.3a), scaling and the nonlinearity introduced by the reaction term are
important concerns, as well as qualitative aspects of the reduced models. Furthermore, for nonlinear models such as (3.3a), the use of a lower order reduced
model obtained through a projection method does not automatically result in a
reduction in computational complexity. To accomplish this the projected model
dynamics must be simpliﬁed.
The main focus is on the reduction of the spatial proﬁles in the reactor,
whereas in Chapter 4 the simpliﬁcation of a complex reaction term Sr(y) is
treated. Therefore it is assumed throughout this Chapter that the number of
diﬀerent chemical species, which is equivalent to the dimension of yi , is limited,
and that the term r(yi ) at each spatial position represents only a small number
of chemical reactions. Because models that involve reaction terms are often
numerically stiﬀ, a continuous time approach is used.

3.3

Problem formulation

The goal of a model reduction procedure is to obtain a model of lower complexity
that approximates the behavior of the original model (3.3a) in a user-deﬁned
sense. Let the reduced model that has to approximate the behavior of (3.3a)
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be deﬁned as:
ẋ = fˆ(x, u)

(3.4)

ẑ

(3.5)

= ĥ(x)

where x ∈ Rnl is the state vector of the reduced model and ẑ denotes the output
concentrations produced by the reduced model. For model order reduction
methods it is the case that nl < nns . For model simpliﬁcation we require that
C(fˆ) < C(f ). Here C(·) denotes a measure for the computational time and
resources required to evaluate a mathematical expression f .
For the reduced model to be considered a good approximation of the original model, ẑ must accurately approximate the original outputs z for the input
conditions for which the model is used. For linear models we can introduce the
concept of a gain, so that norms quantify the diﬀerences in gain between the
original and the reduced order model. By quantifying accuracy in this manner
the norm is independent of the model inputs. This does not straightforwardly
extend to non-linear models. For these types of models the measuring accuracy
means in practice that we choose a time interval ti < t < tf , a set of representative input trajectories u(t), initial conditions yti and it entails comparing
simulations of both the original and the reduced model. For the same input
proﬁle and initial conditions diﬀerent output trajectories z(t) and ẑ(t) are obtained. A measure for the accuracy of the reduced order model is now obtained
by quantifying this diﬀerence. If the diﬀerence over the full trajectory is relevant
an integral norm can be used:
 
 p1
 R tf
p
for p < ∞
kz(t)
−
ẑ(t)k
dt
q
ti
kz − ẑkp , q =
(3.6)
 sup
kz(t)
−
ẑ(t)k
for
p
=
∞
q
ti ≤t≤tf

In most cases the inﬁnity norm, p = ∞, or the 2-norm, p = 2, is used for this
purpose.

3.4
3.4.1

Projection-based methods
Linear Projection

Model order reduction methods are based on projection of the dependent variable space of the model. This space represents the degrees of freedom that
are contained in the model. The model dynamics act upon this space, enforcing
the model behavior. As a consequence of this behavior, not all parts of this
space might be accessible. Furthermore, the way in which the model is used
may result in a further restriction on the space that is accessed. One way of
reducing the complexity of the model is therefore to restrict the modeled behavior to those parts of the space that are accessed. To this end, a relation can
be deﬁned that relates the original space to an accessible subspace or manifold.
This relation is then applied to the description of the model behavior, leading
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to a representation of the model behavior on the parts of the space that are, in
eﬀect, accessed. The way in which these relations are chosen, and therefore how
the subspace is determined, is what deﬁnes the type of reduction method.
For notational simplicity we generalize the right-hand side of (3.3a) to a
nonlinear function f to obtain the following nonlinear Ordinary Diﬀerential
Equation (ODE):
ẏ

= f (y, u)

(3.7a)

z

= h(y)

(3.7b)

If dim(y) = n, then y(t) ∈ Rn . This can be made explicit as both the domain
of the vector y as well as the domain on which the relation for the evolution of
y is deﬁned:
y(t) ∈ Rn ,

hẏ − f (y, u), ψi = 0 for all ψ ∈ Rn

(3.8)

Since the assumption is that not all parts of the space are easily or frequently
accessed or that parts of the space that are accessed are less relevant to the
model outputs, both domains can be restricted to cover only the part of the
space that is eﬀectively accessed.
ŷ(t) ∈ P1 ⊂ Rn ,

hŷ˙ − f (ŷ, u), ψi = 0 for all ψ(t) ∈ P2 ⊂ Rn

(3.9)

with P1 , P2 linear subspaces of Rn . The above indicates how linear subspaces
can be used to restrict the range of y and to relax the diﬀerential equation for
the system dynamics to a weak form that is only valid on a linear subspace.
This restriction to subspaces is a form of model order reduction and can be
used to obtain a reduced model of lower order. Deﬁne a pair of linear mappings
(Ψ : Rn → Rm , Φ : Rm → Rn ) together with the relations
x = Ψ(y),

ŷ = Φ(x)

(3.10)

Let (Ψ, Φ) be deﬁned as:
Ψ(y) := col(hy, ψ (1) i, .., hy, ψ (m) i) with span({ψ (i) }i=1,..m ) = P2
m
X
Φ(x) :=
xi φ(i) with span({φ(i) }i=1,..m ) = P1

(3.11a)
(3.11b)

i=1

The solution restricted to the subspaces, given in (3.9), can now be written as:
Ψ(

dΦ(x)
− f (Φ(x), u)) = 0
dt

(3.12)

This is not yet an ODE of the form (3.4). For this, we require one further
condition:
Ψ(Φ(x)) = x for all x ∈ Rm
(3.13)

This is equivalent to requiring that P2 is the dual space of P1 , i.e. P2 =P1∗ .
If this last condition is satisﬁed the pair of transformations (Ψ, Φ) deﬁne a
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projection and are referred to as a projection pair. Using this last condition
and the linearity of (Ψ, Φ) we can derive the dynamic equation (3.4) for the
reduced order model from that of the full order model:
dΦ(x)
Ψ(
− f (Φ(x), u)) = ẋ − Ψ(f (Φ(x), u)) = 0
(3.14)
dt

3.4.2

Nonlinear Mappings

As we will be using a projection-type method that uses nonlinear relations,
the concept of projection to separate important and unimportant parts of the
model will be treated using nonlinear relations. Because most model reduction
methods are based on linear projection, we shall return to the linear case in
later sections of this Chapter.
A pair of nonlinear relations can be used to derive a reduced order model of
the form (3.4) that represents the evolution of y subject to (3.9). This pair is
deﬁned by continuously diﬀerentiable mappings (Ψ : P → M, Φ : M → C) with
P, C ⊆ Rn , M ⊆ Rm and m < n:
x = Ψ(y),

ŷ = Φ(x)

(3.15)

We require that Ψ is surjective and Φ is bijective. For this function pair (Ψ, Φ),
we require that points on the reduced space are left invariant:
Ψ(Φ(x))
Φ(Ψ(y))

= x for all x ∈ M
= y for all y ∈ C

(3.16a)
(3.16b)

These conditions are illustrated in Figure 3.1. If the continuously diﬀerentiable
transformations (Ψ, Φ) satisfy these conditions they are referred to as a projection pair. If the original domain P is equal to the space Rn , results concerning the
existence of the generalized inverse Φ depending on the map Ψ can be found
in (Cristea, 1981). A necessary condition is that Ψ must be non-degenerate,
meaning that the local dimension of the manifold CRn = Ψ(Rn ) is constant.
The operator Θ : P → C with M ⊂ Rn is given by
Θ(y) = Φ(Ψ(y))

(3.17)

From (3.16a) and (3.17) it can be seen that for Θ it holds that
Θ(Θ(y)) = Θ(y)

(3.18)

The application of (Ψ, Φ) to diﬀerential equations is not exactly trivial when Ψ
is nonlinear. Similarly to the linear case, we can ﬁrst replace y by its approximation ŷ = Φ(x) in the diﬀerential equation (3.7a):
dΦ
dΦ(x)
=
(x)ẋ = f (Φ(x), u)
(3.19)
dt
dx
We now have to let the solution be satisﬁed in the reduced space M. Since Ψ
is nonlinear, the inner-product cannot be employed as in 3.9. In fact, diﬀerent
(one could argue arbitrary) options are can be used to apply Ψ to arrive at a
diﬀerential equation in the low dimensional space:
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− Ψ(f (Φ(x), u)) = 0

2. Ψ( dΦ(x)
dt ) − Ψ(f (Φ(x), u)) = 0
3. Ψ( dΦ(x)
dt − f (Φ(x), u)) = 0

The ﬁrst case is equivalent to:

ẋ = Ψ(f (Φ(x), u))

(3.20)

This case yields the reduced model of the form (3.4):
ẋ = Ψ(f (Φ(x), u))
z = h(Φ(x))

(3.21a)
(3.21b)

The second case and third case result in less elegant descriptions of the reduced
order model.

Figure 3.1: Model reduction using a nonlinear projective map.

3.5
3.5.1

Model Order Reduction
Model Order Reduction using Nonlinear Mappings

After treating the concept of projection and its relation to the reduction of
models, the next step is to consider how projection is used to separate the
important and the less important parts of the model. After separation, the
reduced model is obtained by simpliﬁcation of the less important part of the
model. While separation and simpliﬁcation can be considered as a form of the
general projection approach described above, the use of simpliﬁcation for the
less important part of the model in the derivation of the reduced model warrants
attention as an intermediate step in the reduction procedure.
To separate the important and less important parts of the model, two projection pairs (Ψ1 : P → M1 , Φ1 : M1 → C1 ) and (Ψ2 : P → M2 , Φ2 : M2 → C2 )
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with C1 , C2 , M1 , M2 ⊆ Rn , are deﬁned. The associated state transformations
are given by:
x1 = Ψ1 (y),

ŷ1 = Φ1 (x1 )

(3.22a)

x2 = Ψ2 (y),

ŷ2 = Φ2 (x2 )

(3.22b)

where the reduced state x1 ∈ Rm , x2 ∈ Rk and ŷ1 , ŷ2 ∈ Rm . The ﬁrst mapping
(3.22a) represents the relation between the full model and the important part
of the model. The second pair (3.22b) deﬁnes an additional mapping which
represents the relation between the full model and the part of the model that
is considered less important. These mappings are deﬁned to be complementary
in the sense that there exists a bijective mapping Υ : M1 × M2 → P such that
y can be reconstructed based on x1 , x2 :
(3.23)

y = Υ(Θ1 (y), Θ2 (y))

The original model is now split in a part of which the dynamics are considered to
be important, associated with the evolution of x1 , and a part that is considered
to be of less importance, associated with the evolution of x2 .
x˙1 =
x˙2 =

Ψ1 (f (Υ(Φ1 (x1 ), Φ2 (x2 )), u) =
Ψ2 (f (Υ(Φ1 (x1 ), Φ2 (x2 )), u)) =

f1 (x1 , x2 , u)
f2 (x1 , x2 , u)

(3.24a)
(3.24b)

z=

h(Υ(Φ1 (x1 ), Φ2 (x2 ))) =

h(x1 , x2 , u)

(3.24c)

Note that the evolution of the output z corresponds to that of the original model
due to deﬁnition (3.23), and therefore no reduction has taken place at this stage.

Figure 3.2: Model reduction using a nolinear projective map.
Since the evolution of x2 is of less importance, the equation that governs
this evolution can be simpliﬁed. This can be done in a number of ways. From
the transformed model (3.24) a reduced model can be generated by:
1. Simplifying f2 using function approximation methods, deletion of terms,
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etc. The obtained reduced model is:
x̂˙ 1 = f1 (x̂1 , x̂2 , u)
x̂˙ 2 = fˆ2 (x̂1 , x̂2 , u)
ẑ = h(x̂1 , x̂2 , u)

(3.25a)
(3.25b)
(3.25c)

2. Setting the diﬀerential term for x2 to zero. The obtained reduced model
is:
x̂˙ 1 = f1 (x̂1 , x̂2 , u)

(3.26a)

0 = f2 (x̂1 , x̂2 , u)
ẑ = h(x̂1 , x̂2 , u)

(3.26b)
(3.26c)

The ﬁrst option is referred to as model simpliﬁcation. In general, the order
of the model does not change when this approach is used. A special case is
obtained, however, when f2 := 0. For this case x2 remains constant, and the
reduced model can be simpliﬁed further as:
x̂˙ 1 = f1 (x̂1 , x̂2 (0), u)

(3.27a)

ẑ = h(x̂1 , x̂2 (0), u)

(3.27b)

Often, it is then assumed that x̂2 (0) = 0 or constant. This is referred to as
truncation, as the state of the model is just truncated. Would the initial state
not be assumed to be zero or constant, the dynamics of the reduced model would
depend on the initial condition. The second option assumes the dynamics for
x2 to be inﬁnitely fast. This method is referred to as singular perturbation or
residualization. The residualized model is in general a Diﬀerential-AlgebraicEquation (DAE) model. It is clear from the formulation that residualization
leaves the steady-state behavior of a model invariant, which is an attractive
property for the reduction of chemical process models. The residualized model
can be reformulated as an ODE if x2 can be made explicit in terms of x1 . In
this case it is equivalent to
x˙1 = fˆ1 (x1 , g(x1 , u), u)

(3.28a)

ẑ = ĥ(x1 , g(x1 , u), u)

(3.28b)

As a generalization, it is also possible to perform either residualization or truncation for each element of x2 separately. Summarizing, the application of a projection method consists of the following steps:
1. Find a transformation of the state-space such that the important and less
important parts of the models are separated.
2. Introduce an approximation to the equations that govern the evolution of
the less important parts of the model.
After formulating this general approach, we can now consider the more particular cases of linear projection methods applied to linear and nonlinear models.
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3.5.2

Model Order Reduction using Linear Projection

For linear projection, (Ψ1 , Φ1 ), (Ψ2 , Φ2 ) are linear matrices (T1 , T1† ), (T2 , T2† )
such that:
x1 = T1 y,

ŷ1 = T1† x1

(3.29a)

x2 = T2 y,

T2† x2

(3.29b)

ŷ2 =

where T1† , T2† denotes the generalized inverse of the matrices T1 , T2 respectively.
As (T1 , T1† ), (T2 , T2† ) are projection pairs
T1

 
 T1†
T2
=I
T2†

=⇒



T1†
T2†



= T −1

with

T := T1

T2



(3.30)

and thereby the generalized inverses T1† , T2† are deﬁned uniquely for given T .
The relations (3.16a) and (3.17) are given for the linear pair (T1 , T1† ) as
T1 T1† = I,

Θ := T1† T1

(3.31)

where Θ ∈ Rn×n is the projection matrix. If the projection is applied to a
nonlinear model, the projected equations are given by

=

fˆ1 (x1 , x2 , u)
fˆ2 (x1 , x2 , u)

(3.32b)

=

ĥ(x1 , x2 , u)

(3.32c)

x˙1 =

T1 f (T1† x1 , T2† x2 , u) =

x˙2 =

T2 f (T1† x1 , T2† x2 , u)
h(T1† x1 , T2† x2 )

z=

(3.32a)

and the approximation procedure is similar to the case of nonlinear projection
relations. In the majority of cases where linear projection matrices are applied
the model itself is also linear. Application of the projection relations to a linear
state-space model (A, B, C, D) renders a linear model where the important and
less important parts are associated with x1 and x2 :
 
  

T1 AT1† T1 AT2† T1 B
A11 A12 B1
ẋ1

†
†
ẋ2  = 
(3.33a)
 T2 AT1 T2 AT2 T2 B  =  A21 A22 B2 
†
†
z
C
C
D
1
2
CT1
CT2
D

Assuming f2 := 0, for linear systems the diﬀerent reduction approaches lead to:
1. Truncation



 
A11
x̂˙ 1
=
C1
ẑ

2. Residualization
  
A11 − A12 A−1
x̂˙ 1
22 A21
=
ẑ
C1 − C2 A−1
22 A21

B1
D



x̂1
u



B1 − A12 A−1
22 B2
D − C2 A−1
22 B2

(3.34)

 
x̂1
u

(3.35)

3.6. Model Reduction Methods for Linear Systems

67

For residualization invertibility of A22 is assumed. In Heuberger (1991), a
gradual transition between these two cases was considered using a parameter
0 ≤ α ≤ ∞. The reduced linear model parameterized by α is:
 
  
A11 − αA12 A−1
B1
x̂1
x̂˙ 1
22 A21
(3.36)
=
u
C1
D
ẑ
Note that, again, the parameter α can be a vector so that the tradeoﬀ between
truncation and residualization can be made for each state separately. Finally,
note that the link between the full and reduced model, as discussed in Chapter
1, is determined here by the projection operator pairs and that changes in the
original model can be translated, through these projection operators, to changes
in the reduced model.

3.6
3.6.1

Model Reduction Methods for Linear Systems
Overview

The question that arises now is how to ﬁnd the projection relations that enable a
separation of the model into two parts such that the dynamics of one part are less
relevant. This requires analysis that indicates which part of the free parameter
space is relevant to the input-output behavior of the model. Modal Analysis,
Balanced Truncation and Proper Orthogonal Decomposition (POD) are widely
used methods that are applied for this analysis stage. These linear analysis
methods are described in the context of linear state-space models. Their use in
the reduction of nonlinear models is treated at a later stage in this chapter.

3.6.2

Modal Analysis

Modal analysis characterizes the parts of the state-space that are accessed only
during a short period of time. These parts are associated with the fast ’modes’
in the system, which decay rapidly after excitation. As physical systems are
often excited by low-frequency inputs, these rapidly decaying modes contribute
little to the output. The analysis is based on the eigenvalues of the system
matrix A. For the right-eigenvalues of the matrix A, collected in the diagonal
matrix Λ and their associated eigenvectors, collected in the matrix V , it holds
that
AV = V Λ ↔ A = V ΛV −1
(3.37)
The eigenvalues in the matrix Λ can be split into the small negative eigenvalues
with the positive eigenvalues on the one hand and the large negative eigenvalues
on the other. These last eigenvalues can be associated with the rapidly decaying
modes that constitute the less important part of the state-space. Application
of this decomposition to the dynamic system (A, B, C, D) by setting T = V −1
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and T −1 = V renders the following decomposed system, assuming the matrix Λ
can be decomposed into Jordan matrices Λ1 ,Λ2 :
  

T1 B
Λ1
0
x˙1
x˙2  =  0
Λ 2 T2 B 
(3.38)
†
z
CT1 CT2†
D
The truncated and residualized systems are similar, apart from the direct feedthrough term.
Truncation Residualization
  

Λ 1 T1 B
x˙1
=
z
CT1†
D

  
Λ1
x˙1
=
z
C1 T1†

T1 B
D − T2 Λ−1
2 B



Since modal analysis in standard form is only based on the A matrix, this
method does not take the mappings from input to state and from state to
output into account. Methods to remedy this are discussed in (Varga, 1995).

3.6.3

Balanced Truncation

Balanced Truncation (BT) is an order reduction method that attempts to obtain an accurate input-output approximation of the original model using the
reduced order model. This is accomplished by scaling the states of the model
in such a way that their importance in the input-output behavior is reﬂected.
Subsequently the states that are of least importance to the input-output behavior are removed using truncation residualization. In terms of identifying the
important region in the free variable space, the criteria used in balancing are
such that the important part is the part that takes a small amount of input
energy to access and delivers a large amount of output energy when accessed.
In this Section we give a brief summary of this method. For a more detailed
overview we refer to (Anthoulas, 2005), Chapters 4 and 7.
The amount of input energy required to reach a speciﬁc state and the amount
of energy obtained at the output if the system is relaxing from a speciﬁc state
can be given in terms of the controllability gramian Wc and the observability
gramian Wo :
Z ∞
⊤
x0 Wo x0 =
kyk2 dt for x(0) = x0 , u(t) = 0
(3.39a)
0

−1
x⊤
0 Wc x0

=

min

u,x(−∞)=0,x(0)=x0

Z

0

−∞

kuk2 dt

These gramians are a function of the system matrices:
Z ∞
Z ∞
⊤
⊤
Wc =
eAt BB ⊤ eA t dt
Wo =
eA t C ⊤ CeAt dt
0

(3.39b)

(3.40)

0

and can be calculated by solving the following Lyapunov equations:
AWc + Wc A⊤ + BB ⊤ = 0

A⊤ Wo + Wo A + C ⊤ C = 0

(3.41)
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A balancing transformation can now be used to scale each direction in the statespace according to its observability or reachability. To this end, a projection pair
(T ,T −1 ) is introduced that transforms the states such that the controllability
and observability matrices are diagonal and equal. The eﬀect of a balancing
similarity transformation on the gramian matrices is given by:
T Wc T ⊤ = T −⊤ Wo T −1 = Σ T Wc Wo T −1 = Σ2

(3.42)

The elements on the diagonal of Σ are the square roots of the Hankel singular
values. These indicate the importance of a state with respect to the combined
input-to-state and state-to-output energy transfer. Using this transformation
and a truncation or residualization step, as explained in Section 3.5.2 the states
associated with the smallest singular values can be removed. For this transformation the resulting reduced model is both stable (if the original system was
stable) and the error is bounded in the H∞ norm. The numerical robust method that is used in practice to obtain the projection pair (T ,T −1 ) from the
Cholesky factors of the observability and controllability gramian is proposed in
(Laub et al., 1987).

3.6.4

Proper Orthogonal Decomposition

Proper Orthogonal Decomposition (POD) is a popular reduction method because of its ability to produce signiﬁcant reductions in model complexity by
exploiting correlations between model states that occur for restricted sets of simulation trajectories. This method is data-based, which means that the model
is ﬁrst simulated using a set of realistic input trajectories to obtain this set of
simulation trajectories. As in other data-based reduction methods, it is of major importance that these simulation trajectories reﬂect the intended use of the
model. To improve robustness of the POD model in piratical situations when
the inputs are aﬀected by noise, an option is is to impose a noise signal on the
inputs during the generation of the simulation trajectories.
A reduced basis for the model is constructed that contains only the degrees
of freedom that are explored during the simulation. Similar to other projection
methods, the model equations are then projected onto this reduced basis. For
the basis determined using POD, this results in a reduced model that approximates the original model accurately for the input trajectories for which it has
been derived. This contrasts with the non-data based projection methods discussed earlier, which determine a reduced basis using only the model equations
and signal norms.
In this section ﬁrst the concept of the POD method is presented for a distributed system speciﬁed through a (series of) PDE(’s). For a PDE the state
of the model is a distribution of the concentration over spatial coordinates, in
contrast to a ﬁnite dimensional vector. For practical implementation of a PDE
model both spatial and temporal discretization is required. After discretization
the state is a ﬁnite dimensional vector. The discretized formulation is given
in the second part of this section. Note that the use of the POD method is
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by no means restricted to distributed systems. If the system description is given by an ODE/DAE with a ﬁnite number of states, spatial discretization is
not required. For a detailed treatment of the POD method for general Hilbert
spaces and inner product deﬁnitions we refer to (Astrid, 2004). In this Section
we ﬁrst consider the more general approach of using a non-orthogonal basis for
projection, as this will be of use in the ﬁnal part of this Chapter. The POD
method is treated as a special case of this approach.
Consider again the original model given by (3.7), repeated here for convenience,
ẏ
z

(3.43a)
(3.43b)

= f (y, u)
= h(y)

but now with a state y(t) ∈ Y, where Y is a Hilbert space of functions deﬁned
over a domain X, i.e. Y : L2 (X). Similar to the general projection approach
for linear spaces introduced in Section 3.4.1, a linear subspace P1 ⊂ Y restricts
the evolution of the signal y and the weak solution is required to hold on the
subspace P2 ⊂ Y.
y(t) ∈ P1 ,

hẏ − f (y, u), ψi = 0

for all ψ(t) ∈ P2

(3.44)

The POD approach uses a Galerkin projection to arrive at the reduced order
system. First, the more general Petrov-Galerkin projection for systems of type
(3.43) will be formulated. Suppose that {φ(i) }i∈Z+ is a complete basis of Y.
Let {ψ (i) }i∈Z+ be a basis for the corresponding dual space Y ∗ and let h·, ·i :
Y × Y ∗ → R denote the evaluation of a dual pair of elements y ∈ Y, y ∗ ∈ Y ∗ .
Hence, for every y ∈ Y we have
X
y=
ai φ(i) where ai = hy, ψ (i) i
(3.45)
i∈Z+

In particular hφ(i) , ψ (j) i = δij , ∀i, j ∈ Z+ . Given a pair of dual bases {φ(i) },
{ψ (i) } we consider the m-th order approximation
ŷm =

m
X

ai φ(i)

(3.46)

i=1

for any y ∈ Y. In particular, for y satisfying (3.73) we get
ŷm (t) =

m
X

ai (t)φ(i) (x)

(3.47)

i=1

where the coeﬃcients ai are obtained from a Petrov-Galerkin projection of (3.73)
in the sense that
m
X
ȧj (t) = hf (
ai (t)φ(i) (x), u), ψ (j) i
(3.48)
i=1

3.6. Model Reduction Methods for Linear Systems

71

where j = 1, . . . , m. Using the deﬁnitions Φ := [φ(1) , .., φ(m) ], Ψ := [ψ (1) , .., ψ (m) ]
and letting ◦ be deﬁned such that Φ ◦ a refers to (3.47) and Ψ ◦ f refers (3.48),
the reduced order model can be written in more compact notation:
ȧ(t)
ŷm (t)

= Ψ ◦ f (Φ ◦ a, u) = fˆ(a, u)
= Φ◦a

(3.49a)
(3.49b)

The POD method uses sampled solution trajectories of ﬁnite dimension Ys ⊂
Y of the original system to determine an orthogonal basis (i.e. ψ (i) = φ(i) ) that
leads to an accurate approximation of (3.73) by (3.49) for these trajectories.
Suppose that p observations {y (1) , . . . , y (p) } with y (i) ∈ Y are available. These
are often referred to as snapshots of the signal. We call an orthonormal basis
{φ(i) } a POD basis of Y (with respect to this data) if the error
γ=

p
X
i=1

(i)
|y (i) − ŷm
|

(3.50)

is minimal for any truncation level m. We consider a ﬁnite number of time
observations
y (t1 ) , . . . , y (tp )
(3.51)
as data. It can be shown, e.g. (Holmes et al., 1996), that the POD basis is
derived from the solutions of the eigenvalue problem
Rφ(i) = λi φ(i)

(3.52)

where R : Y → Y is obtained from autocorrelation of the observations
hζ1 , Rζ2 i =

p
p X
X
hζ1 , y (ti ) ihζ2 , y (tj ) i

(3.53)

j=1 i=1

Each φ(i) ∈ Y is referred to
Ppas a POD mode. The approximation error γ, c.f.
(3.50), is bounded by γ = i=m+1 λi .
In practice, for any Galerkin-type projection method, ﬁrst solutions are obtained for a high-order but ﬁnite dimensional system. This system is obtained
by discretizing Y into a ﬁnite (but huge) dimensional vector space Yb ⊂ Y using
for example the method of lines at n spatial points. In this case the operators
(Ψ : Rn → Rm , Φ : Rm → Rn ) become matrices, the inner product is the Euclidian product and ◦ is now matrix multiplication. For the orthonormal basis
used in the POD method it holds that Ψ = Φ⊤ .
For the ﬁnite dimensional system, observations y (ti ) with i = 1, .., p are
collected in a snapshot matrix Tsnap ∈ Rn×p


y(x1 , t1 ) y(x1 , t2 ) ... y(x1 , tp )
 y(x2 , t1 ) y(x2 , t2 ) ... y(x2 , tp ) 

(3.54)
Tsnap = 
 ...
...
...
... 
y(xn , t1 ) y(xn , t2 ) ... y(xn , tp )
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So the eigenvalue problem (3.52) becomes
1
⊤
( Tsnap Tsnap
)φ(i) = λi φ(i)
p

(3.55)

If the system is multidimensional over its domain, i.e. Y : Ln2 (X) the approach outlined above can still be employed. We can either consider each element
yi (x, t) with i = 1, .., n separately, in which case the procedure outlined above is
applied to each yi (x, t) separately. Alternatively, we can also consider a multidimensional projection. In this case the snapshot matrices for each element are
stacked vertically,


col(y1 (x1 , t1 ), .., y1 (xn , t1 )) .. col(y1 (x1 , tp ), .., y1 (xn , tp ))
 col(y2 (x1 , t1 ), .., y2 (xn , t1 )) .. col(y2 (x1 , tp ), .., y2 (xn , tp )) 

Tsnap = 


..
..
..
col(yn (x1 , t1 ), .., yn (xn , t1 )) .. col(yn (x1 , tp ), .., yn (xn , tp ))
(3.56)
and then multidimensional basis-functions φ(i) , ψ (i) ∈ Ln2 (X) are generated.
As a stopping criterion for determining the number of basis-functions required for an accurate representation of the snapshot matrix, the correlation level
can be used. The n-th level correlation is deﬁned as:
Pn
λi
P (n) = Ppi=1
(3.57)
λ
i=1 i

This is the fraction of energy that is captured by the POD basis {ψi }i=1,..,n .
The stopping criterion becomes
nB = (n | P (n) ≥ PT )

(3.58)

where PT is the fraction of energy captured. The value for PT depends on
the desired tradeoﬀ between accuracy and computational complexity, and is
generally chosen in excess of 99% . Note that this is only a measure for the
accuracy with which the snapshot matrix is represented, and not a bound on
the accuracy of the reduced model itself.

3.6.5

Comparison of Linear Model Reduction Methods

This concludes our overview of the main linear projection methods that are used
for the reduction of medium-sized models. All three methods have an eigenvalue decomposition at their center. Modal Truncation and Balanced Truncation
both preserve stability. The relation between POD-type methods and Balanced
Truncation centers around the fact that in data-based methods such as POD,
we seek an approximation of either the controllability gramian only or both the
controllability and observability gramians from the simulation data. In (Lall
et al., 1999) the controllability gramian and observability gramians are generated by choosing the input signals or the initial states respectively, as a speciﬁc
series of impulses and then simulating the system using these input signals.
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Similarly, in the classic POD method, the autocorrelation of the state observations approaches the controllability gramian for a white-noise input signal of
inﬁnite length (van den Berg, 2005). The observability gramian can be generated by simulating the adjoint system and applying the classic POD method to
the adjoint states (Anthoulas, 2005). The adjoint system of a linear state-space
system is given by:
λ̇

= A⊤ λ + C ⊤ u

(3.59a)

y

= B⊤λ

(3.59b)

with the adjoint state λ ∈ Rn . The

λ(x1 , t1 )
 λ(x2 , t1 )
adj
Tsnap = 
 ...
λ(xn , t1 )

associated snapshot matrix is given by:

λ(x1 , t2 ) ... λ(x1 , tp )
λ(x2 , t2 ) ... λ(x2 , tp ) 

(3.60)
...
...
... 
λ(xn , t2 ) ... λ(xn , tp )

Using a similar rationale as in (van den Berg, 2005), this adjoint system can be
excited with a white noise input signal so that the autocorrelation of the state
observations approaches the observability gramian.
We refer to these gramians obtained from simulation as empirical gramians
(Lall et al., 1999), denoted by Ŵc , Ŵo . Similarly to the gramians obtained from
Riccatti equations, they can be used to balance and reduce the model. If both
the empirical controllability and observability gramians are used to balance the
system we shall call this Balanced POD (BT-POD). In typical use of the (BT)POD method, very particular input signals of ﬁnite length are chosen, and the
gramians obtained using these methods are distinct from the gramians obtained
from the Ricatti equations in Balanced Truncation.
Remark 3.6.1. It is interesting to note that when the input signal is white-noise,
which intuitively represents the case where no information is available about
the context in which the model is used, the adjoint states are still correlated.
Consider a white noise input trajectory applied to the system to generate a
simulation trajectory. The output trajectories for this simulation trajectory
are used with the adjoint system to generate a simulation trajectory for the
adjoint state. If the state simulation trajectory and the adjoint state simulation
trajectory are used to generate empirical gramians which are then used in a
balancing procedure, the resulting projection is not equivalent to the balanced
truncation. While the controllability gramian is approximated by its empirical
counterpart from this procedure, the empirical observability gramian is diﬀerent
from its nominal counterpart as the output trajectories are not white noise
signals.
2

3.6.6

Application to nonlinear systems

In the preceding section, we have presented a short overview of linear projection methods for medium-sized systems. The application of linear projection
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methods is not limited to linear systems. Using Galerkin projection, nonlinear
equations can also be projected onto dominant linear subspaces. As both POD
and Balanced Truncation will be applied to the 1-D channel model with nonlinear kinetics, we will discuss how (empirical) gramians will be obtained for
nonlinear systems.
The result of the POD method depends on the manner in which the snapshots are collected. The state snapshot matrix is collected from simulations of
the nonlinear system. As with nonlinear identiﬁcation, care has to be taken that
the system is excited in its relevant nonlinear range. Similarly to the linear case,
the adjoint states can also be used for reduction. The adjoint model (3.59) now
becomes a Linear Time Varying (LTV) model that is obtained from linearization
of the original nonlinear model around simulation trajectories. For an implementation of the procedure used to calculate these adjoints, see (Hindmarsh
et al., 2005).
Balanced Truncation (BT) relies on a linear model to determine the observability and controllability gramians for the Ricatti equations. This concept
can be translated to nonlinear models by solving the Hamilton-Jacobi-Bellman
equations for the nonlinear system to yield the observability and controllability
functions (Scherpen, 1994). This approach, however, is only practical for loworder systems. Alternatively, an approximation of the gramians of the nonlinear
system can be obtained from a series of simulation responses for a suitable choice of impulse inputs (Lall et al., 1999). These empirical gramians can then be
used in a balancing procedure. In (van den Berg, 2005) it was shown that this
approach is equivalent to averaging the gramians obtained from linearizations
of the nonlinear model around a trajectory:
Ŵc =

N
X
1
Ŵi,c
γ
i=1 i

Ŵo =

N
X
1
Ŵi,o
γ
i=1 i

(3.61)

In this Chapter we apply both classic POD and POD with Balancing using the
correlation matrix of the adjoint states (BT-POD) to the 1-D channel model.
This approach is compared with Balanced Truncation using averaged gramians
obtained from linearized models along the simulation trajectory. Summarizing,
we can say that the diﬀerence between BT-POD and BT is the manner in which
the empirical gramians of the nonlinear system are determined.

3.7
3.7.1

Projection Methods applied to the 1-D channel model
Scaling for nonlinear systems

In many models of physical systems the states, inputs and outputs represent
physical quantities that have diﬀerent units and diﬀerent orders of magnitude.
These physical units and magnitudes in general will not reﬂect the importance
of a model state or output. Consider, for example, a chemical model that
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contains variables that represent pressures (ranging from 0.9 ∗ 105 − 1.1 ∗ 105
Pa), temperatures (ranging from 200−700 ℃) and concentrations (ranging from
0 − 1mol/m3 ). Typically a diﬀerence of 1 Pa in pressure is less signiﬁcant to
the user of the model than a diﬀerence of 1mol/dm3 in concentration. For
numerical simulation and analysis of the model, mathematical distance norms
that quantify diﬀerences are used, for example to measure the similarity of the
original and reduced model based on the model outputs. If these norms are
straightforwardly used to compare diﬀerences in variables of diﬀerent units and
magnitudes, the signiﬁcance of each variable will not be reﬂected correctly in
the norm. To let these norms reﬂect the true importance of the inputs and
outputs and states of a system, scaling or normalization of diﬀerent variables is
required.
In practice there are a number of diﬀerent methods used in practice to scale
variables in a dynamic system. The most common scaling method is to scale
the variables relative to their full range. This full range can be determined by
the maximum and minimum values encountered during simulation or from prior
knowledge about the physical system. It is also common to scale variables based
on their covariance, average value or maximum allowable deviation.
One method related to scaling has already been encountered: balancing
scales the states of a model to reﬂect their importance with respect to the
norm of the model that measures energy transfer from inputs to outputs. If the
outputs themselves are scaled to reﬂect the importance of each output relative to
the other outputs prior to balancing, both the magnitudes of states and outputs
will reﬂect their relevance to the behavior of the model.
For non-linear models, unfortunately it might not be suﬃcient to use a single
linear transformation to capture the importance of states at all points in the
operating range. In the case of a non-linear model the importance of states
to the model behavior changes depending on the operating point. Thus the
importance of states at diﬀerent points in a trajectory cannot be reﬂected using
a ﬁxed scale.
This fact is of particular relevance when dealing with chemical reaction networks and alternating input conditions, such as used during LNT operation. In
chemical reaction systems concentrations of diﬀerent species can range over many orders of magnitude. When irreversible reactions with large kinetic constants
are present in the mechanism, these reactions consume reactants until the point
at which one of the reactants is close to depletion. A limited supply of this reactant produced by other reactions or from an external source causes the reactant
to be present in small concentrations. When the conditions are changed another
reactant might become a limiting factor for the reaction and the reactant that
was almost depleted earlier might be present in large quantities. Small changes
in the concentration of the limiting reactant have a large inﬂuence on the output
of the product, indicating a large importance of the concentration of this reactant to the output of the system. Equally small changes in the concentration of
the reactant that is in excess are of little consequence. In kinetic models with
alternating input conditions, the importance of each reactant tends to change
drastically.
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3.7.2

Positivity

An important consideration when reducing models of nonlinear kinetic mechanisms is the preservation of positivity of the species concentrations. First, we
may not want a reduced model that produces negative and therefore nonphysical concentrations, even if they approximate the concentrations of the original
model to a suﬃcient degree of accuracy. Second, and of more importance, is the
fact that the occurrence of negative concentrations during simulation can cause
the concentration trajectories to diverge signiﬁcantly from trajectories where
the concentrations remain positive. The following is a standard example of this
phenomenon:
Example 3.7.1. Consider the following two kinetic models which describe the
evolution of a single species consumed by a reaction:
ẏ = −ky

ẏ = −ky

(3.62a)
2

(3.62b)

Assume that an error ǫ is made at time instant t0 , whether caused by numerical
integration or approximation by model reduction such that
ŷ(t0 ) = y(t0 ) − ǫ,

with

y(t0 ) > 0, ŷ(t0 ) < 0

(3.63)

For the first kinetic model, this is of little consequence as, starting from both
ŷ(t0 ) and y(t0 ) the model will converge to y = 0. But for the second kinetic
model the small error ǫ at t0 causes the trajectory to diverge towards −∞.
Stability is compromised by the small error ǫ.
2
To avoid this problem during numerical integration, various approaches can
be used. First, unconditionally positive integration methods adapt the time
steps to avoid negativity (Bruggeman et al., 2006). For traditional methods,
the method order has to be restricted to one. Alternatively negative values can
be clipped to zero prior to the calculation of the ODE function f . Finally, the
dynamics can be adapted such that the occurrence of negative values does not
immediately prevent calculation of f or lead to an unstable ODE. The following
are examples for reactions of diﬀerent orders in y:
ky 2 → ky|y|
p
√
√
k y →k y+δ− δ

(3.64a)
(3.64b)

for small δ.
The same phenomenon can occur when using model reduction approaches.
In this case, the error ǫ stems from using a reduced order model. Therefore, it
cannot be solved by adapting the numerical integration algorithm. It was found
that clipping of the values Φ(x) in the reduced model (3.21) prior to application
of the system dynamics function f can prevent divergence in some cases. This
approach will be applied throughout in the next Section. In Section 3.8.2 and
Chapter 4 we will expand on preservation of positivity.

3.7. Projection Methods applied to the 1-D channel model

3.7.3

77

Example: Application to a 1-D channel model

The suitability of POD and Balanced Truncation to the 1-D channel model with
kinetics will be evaluated based on a simple, though nonlinear, test-case. The
goal is to determine whether linear projection methods can be used to generate
fast and accurate reduced-order models.
Consider a plug ﬂow reactor model with two reactants A, B, one product, C
and a single irreversible reaction.
r

A + B −→ C,

(3.65)

r := k[A][B]

where [·] denotes concentration or partial pressure. The output of the model is
the outlet concentration of the product C. The model is deﬁned over the length
L of a channel, X = [0, L]. The state vector of the model is y := ([A], [B], [C])⊤ .
The dynamics are given by the following set of PDE’s and boundary conditions:
∂y1
∂t
∂y2
∂t
∂y3
∂t
y1 (t, 0)

∂y1
− ky1 y2
∂x
∂y2
= v
− ky1 y2
∂x
∂y3
= v
+ ky1 y2
∂x
= u1 (t)
= v

y2 (t, 0)
y3 (t, 0)

= u2 (t)
= u3 (t)

y1 (0, x)
y2 (0, x)
y3 (0, x)

= 0
= 0
= 0

z(t)

= y3 (t, L)

The the axial domain X is discretized using the method of lines at n = 20 points.
This yields a 60-th order ODE model of the form (3.3a). This model is solved
on the temporal interval T = [0, 8] using the variable-order stiﬀ solver CVODES
(Hindmarsh et al., 2005). The model parameters and the integration tolerances
that are used are:
v := 5.848,

k := 100, L := 1,

tola := 10−6 ,

tolr := 10−3

First a reference trajectory is generated. The inﬂows used to determine this
reference trajectory are alternating pulses for u1 , u2 :

0.5



0.01
u1 :=
0.5



0.01

for
for
for
for

0≤t<2
2≤t<4
4≤t<6
6≤t≤8


0.01



0.5
u2 :=
0.01



0.5

for
for
for
for

0≤t<2
2≤t<4
u := 0
4≤t<6 3
6≤t≤8
(3.66)
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Using these inputs, a simulation trajectory is generated for the time interval
0 ≤ t ≤ 8. The model states for this simulation trajectory are collected in
a multidimensional snapshot matrix, as described by (3.56), Tsnap ∈ R60×nt .
The adjoint states λ1 , λ2 , λ3 are also collected in a multidimensional snapshot
adj
matrix Tsnap
∈ R60×nt . As the time samples generated by the stiﬀ solver are not
equidistant, they are weighted such that they approach the integral over time as
the sample resolution approaches inﬁnity (Kunisch and Volkwein, 2002). From
these snapshot matrices both the POD models are generated.
For a series of diﬀerent model orders (5-30) the POD model is compared
to the original model for the nominal simulation trajectory (Figure 3.3). For
a overview of the approximation error, the simulation time and the number
of integration steps for diﬀerent model orders, see Table 3.1. With respect to
the simulation time, we note that as the model order is limited, overhead that
results from a Matlab implementation can increase the simulation time. The indicated simulation time for diﬀerent model orders serves only as a crude relative
comparison. For the POD models, the simulation time increases with respect to
the nominal model due to the overhead from the vector-matrix multiplications
for the projection operation. For low model orders, the number of integration
steps decreases. The POD models are reasonably accurate up to order 20, below
which accuracy decreases signiﬁcantly.
Type
Original
POD
POD
POD
POD
POD

Order
60
30
25
20
15
10

Energy (%)
100
99.9998
99.998
99.990
99.942
99.525

MSE(y) (∗10−3 )
0.96
2.55
7.04
16.60
54.42

Sim. Time (s)
0.32
0.69
0.64
0.52
0.48
0.43

Nr. Steps
500
538
527
451
476
430

Tabel 3.1: Accuracy, simulation time and the number of simulation steps for
POD approximations of diﬀerent orders
In Section 3.7.2 the possible occurrence of negative concentrations was discussed. Figure 3.4 shows the eﬀect of clipping. For lower order POD models,
the diﬀerence is noticeable at low concentrations.
Both the states and the adjoint states for the simulation trajectory are required to apply the BT-POD method. For the nominal input proﬁle, the adjoint
states are shown in Figure 3.5. They are calculated with respect to the outlet
concentration of the product y3 . Note that the adjoint states of the components
y1 , y2 are non-zero only when the other component is non-zero, since only then
they lead to an increase in the observed product y3 at the outlet. The adjoint
of y3 is constant over all points in the spatio-temporal range where a modiﬁed
concentration of y3 will reach the outlet.
In Figure 3.6 we contrast the empirical gramians calculated from the state
autocorrelation matrices for the state and adjoint state trajectories with the
averaged gramians from linearized models along the simulation trajectory. For
this purpose, the states y1 , y2 , y3 at all points in the reactor have been col-
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Figure 3.3: POD approximation of the original models for diﬀerent basis orders
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Figure 3.5: Snapshot matrices of the models states y and the adjoint states λ
lected in the column vector col({y1,i }i=1,..,20 , {y2,i }i=1,..,20 , {y3,i }i=1,..,20 ). The
gramians from the state autocorrelation matrices diﬀer signiﬁcantly from those
obtained from linearized models, in particular the observability gramians. The
states at the reactor entrance are the most controllable while at the reactor
outlet the states are the most observable. Both types of observability and controllability gramians are diagonally dominant, in particular the ones obtained
from linearizations. A major diﬀerence in the controllability gramian is the lack
of controllability for y3 that is evident from the state autocorrelation matrices.
The reason for this is that the input u3 is not excited in the simulation trajectory
from which the snapshot matrix has been constructed.
To determine how well POD and BT models extrapolate beyond the reference
simulation trajectory that has been used to derive them, we compare both
POD and BT with respect to their accuracy both for simulation trajectories
that are either fairly similar to the reference simulation trajectory or diﬀer
signiﬁcantly from this original trajectory. These trajectories are obtained by
choosing diﬀerent input proﬁles. The reference trajectory is labeled TO , the
trajectory that is fairly similar to the reference trajectory T1 and the signiﬁcantly
diﬀerent trajectory T2 . The input proﬁles used to generate these trajectories
are listed in Table 3.2. For T1 the same alternating inﬂow concentration levels
are used as for the generation of the original simulation trajectory, only with
added lowpass noise. For T2 the inﬂows are chosen to be constant around 0.25
and then lowpass noise is added. We compare standard POD with BT. The
simulation results of the original model, the reduced order models generated
using POD and the reduced order models generated using BT, are compared
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Trajectory
Reference
Similar
Diﬀerent

Symbol
TO
T1
T2

Inputs
Equation (3.66)
Equation (3.66)
u1 (t), u2 (t) = 0.25, u3 (t) = 0

Noise
No
Lowpass
Lowpass

Input time plot
–
Figure 3.7a
Figure 3.7b

Tabel 3.2: Generated simulation trajectories and input proﬁles used.
in Figure 3.8. In Table 3.3 these results are also compared numerically using
the MSE. Note that it is not meaningful to compare the errors for the diﬀerent
trajectories with each other. The results show that while POD is more accurate
for T1 , the BT models are more accurate for T2 . This is only natural, as POD is
likely to better approximate trajectories that are close to the ones which have
been used to construct the snapshot matrices. It focusses on a subset of the
operating range. The BT method is more robust, even though it uses gramians
generated from models linearized at points in the same subset of the operating
range.
To illustrate the eﬀects of using the adjoint states for reduction in a BT-POD
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Figure 3.7: Constant and alternating inﬂow trajectories for u1 , u2 with added
noise
Type
Original
POD
POD
POD
POD
BT
BT
BT
BT

Order
60
30
25
20
15
30
25
20
15

Alternating inﬂow pattern
MSE(y) (∗10−3 )
7.11
9.49
15.77
30.05
20.53
42.35
96.61
335.0

Constant inﬂow pattern
MSE(y) (∗10−3 )
178.0
221.9
232.4
269.4
3.16
5.07
11.47
36.80

Tabel 3.3: Comparison between the approximation errors of POD and BT approaches for alternating inﬂow patterns with added noise.
approach we ﬁrst consider a modiﬁed, linear, version of the original model. The
reaction rate is modiﬁed as follows:
r := ky1 y2 ,

k := 100

→

r := ky1 ,

k := 1

(3.67)

In this (non-physical) situation, the reaction rate only depends on y1 , making
the model linear. Figure 3.9 shows the responses for the original trajectory
of both the original model and the model generated using BT-POD and BT
together with the singular value spectrum of both. No clipping is used as the
linear model permits negative concentrations of reactant y2 . The state and
adjoint state trajectories used to derive the BT-POD model are shown in Figure
3.10. Table 3.4 compares the accuracy of both approaches, both with respect
to the full state as well as the product outlet z. If the accuracy of the model
is determined based on the product outlet, the BT-POD is more accurate at
both orders, and permits a suﬃciently accurate approximation at a model order
of 5. At this order, signiﬁcant computational savings are also obtained, with a
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Figure 3.8: Comparison between POD and Balanced Truncation. In both cases
the analysis stage is based on an alternating inﬂow pattern without noise. In the
top two ﬁgures an alternating inﬂow pattern with noise is used for veriﬁcation.
In the bottom two ﬁgures a constant inﬂow pattern with added noise is used.
computational speedup factor of around 2 and probably more as this comparison
includes all overhead of the implementation which is likely to be equal for both
models.
Type
Original
POD
POD
BT-POD
BT-POD

Order
60
15
5
15
5

MSE(z) (∗10−3 )
5.29
91.49
9.60
122.78

MSE(y) (∗10−3 )
0.37
11.21
0.06
1.08

Sim. Time (s)
0.53
0.45
0.55
0.43
0.26

Nr. Steps
359
470
294
345
203

Tabel 3.4: Comparison between the approximation errors of POD and BT-POD
for the linear case.
After comparing BT-POD and POD for the linear case, we revert to the
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Figure 3.9: Comparison of BT-POD with standard POD for the linear case.
nonlinear case and compare both approaches again. Two diﬀerent values for the
reaction constants are chosen:
r := ky1 y2

with

k := 1 or k := 100

(3.68)

Figure 3.11 and Table 3.5 give the results. The BT-POD approach, as can be
expected, gives a better approximation of the product outlet at the cost of the
state vector. At a value of k = 100, however, one of the problems ensuing
from the application of BT-POD to nonlinear systems of this type manifests
itself. Because the unobservable directions in the state space are not included
in the projection, large errors occur in these directions in the state space. These
errors enter the nonlinear system dynamics function f and lead to instability
and divergence of the reduced model. As the POD approach approximates the
states themselves, this approximation is more accurate, and instability is less
likely. As indicated earlier, for this type of model and the alternating inputs,
the instability is a consequence of the occurrence of negative concentrations.
For a reaction constant of k = 1, this problem is less likely to manifest itself in
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Figure 3.10: Snapshot matrices of the models states y and the adjoint states λ
for the linear model
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Figure 3.11: Reponses for the BT-POD approach for k = 100 and k = 1.
both approaches, as the linear ﬂow dynamics dominate the model response to a
larger extent. The stability of these linear ﬂow dynamics is not aﬀected by the
occurrence of negative concentrations.
Finally, to give an idea of the implications for models with more complex
and stiﬀer kinetics, the rate is modiﬁed to be second order in y2 and the reaction
constant to k = 1000:
r := ky1 y22

with

k := 1000

(3.69)
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k = 1, MSE(∗10−3 )
MSE(z)
MSE(y)
0.006
0.22
0.014
0.31
0.037
0.72
0.23
3.58
1.39
12.46
5.44
58.05
0.006
0.24
0.006
0.53
0.012
1.20
0.069
5.64
0.61
22.37
3.76
97.6

Models
Type
Order
Original
60
POD
30
POD
25
POD
20
POD
15
POD
10
POD
5
BT-POD
30
BT-POD
25
BT-POD
20
BT-POD
15
BT-POD
10
BT-POD
5

k = 100, MSE(∗10−3 )
MSE(z)
MSE(y)
0.15
1.22
0.36
3.61
0.93
11.09
1.95
25.04
4.82
66.45
17.81
263.35
0.01
2.14
0.07
5.66
0.16
19.74
N/A
N/A
N/A
N/A
N/A
N/A

Tabel 3.5: Accuracy, simulation time and the number of simulation steps for
BT-POD approximations of diﬀerent order for k = 1 and k = 100
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Figure 3.12: POD Approximation of a reactor with a reaction that is second
order in one of the reactants. Comparison of the response with and without
clipping
In Figure 3.12 the POD approach is applied to this model. The Figures indicate
the greater inﬂuence of instability eﬀects resulting from the occurrence of negative concentrations. The situation with and without clipping diﬀers greatly,
and divergence of lower order POD models is immediate for the case without
clipping.

3.7.4

Summary

In this Section we have applied both BT, POD and BT-POD to a 1-D channel model with a single reaction. First we have shown the importance of the
approximation of the close-to-depleted reactant concentrations, by indicating
how the model responses diﬀer signiﬁcantly when clipping is applied to negative
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concentrations. It was shown that if the reaction constant is limited, the 60th
order model can be reduced by POD and BT methods to orders of around 1520 without signiﬁcant loss of accuracy. However, the reduction of computation
time is limited or negative. Analysis of the (empirical) gramians shows that
they are diagonally dominant, which limits the potential for signiﬁcant order
reduction. We return to this phenomenon, which is associated with traveling
concentration fronts, in the ﬁnal part of the present Chapter.
Compared to POD, the BT-POD method is able to approximate the product output more accurately, at the cost of the accuracy of the entire state.
While this could potentially lower the order of the reduced model to around
5-15, while still approximating the output accurately, the fact that the entire
state is approximated less accurately increases the problems due to negative
concentrations. If the kinetics are stiﬀ or more complex, the problems encountered with negative concentrations are likely to prevent any signiﬁcant, and
more importantly, reliable reduction of the spatial proﬁles using a single linear
projection.

3.8

Qualitative properties of the reduced model

3.8.1

Introduction

In view of the issues encountered in reducing the 1-D channel model with a
single reaction, we now turn our attention to the qualitative aspects of reduced
models, as discussed in Section 1.3.4. In particular, we consider the preservation
of positivity and symmetry relations. First, we list the eﬀect of projection
methods on the preservation of the diﬀerent qualitative properties:
• Stability
For linear models, stability is preserved by Modal Truncation and Balanced Truncation. In POD reduction methods stability is not automatically
preserved. The preservation of stability for POD type methods can be enforced by adjusting the projection to satisfy a quadratic Lyapunov function
(Prajna, 2003).
• Conservation laws
Mass conservation for kinetic models is a linear constraint. This means
that a linear transformation can be employed to ﬁnd a minimal realization
of lower order than the original model. If model reduction methods are
then applied to this minimal realization, mass conservation is preserved.
The states of this minimal realization are known in chemical engineering
as the reaction progress variables. We refer to Vora and Daoutidis (2001)
for the transformation to a minimal realization as a stage in the reduction
process of chemical reaction networks. In Chapter 4 we will also consider
this preservation of mass conservation in more detail for kinetic models.
• Invariant sets
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In the preceding Section we have investigated the eﬀect of violation of
positivity of concentrations by the reduced order model. It was found
that stability is compromised and the trajectories of the reduced order
model can diverge. Both for linear models and for nonlinear models all
linear projection methods do not preserve invariants. In the next Section
and in Chapter 4 we will consider the preservation of positivity.
• Structure
The projection matrices generated by all linear projection methods encountered in this Chapter are not sparse. Therefore any sparsity resulting
from the interconnection structure is destroyed by the projection operation and the reduced order model will not be sparse. A projection method
that preserves structure is treated in Chapter 4.
• Symmetry relations
The (empirical) gramians of the 1-D single channel model have been found
to be diagonally dominant. In the ﬁnal part of this Chapter we will see
that this is related to translation symmetry.
In the remainder of this Chapter and the next Chapter we will consider
preservation of positivity and symmetry relations for the 1-D channel model
with kinetics.

3.8.2

Positivity

In this Section, we will give an indication of what is required to preserve positivity in the reduced model of the 1-D channel model for linear projections. In
Chapter 4 we shall consider preservation of positivity in more detail for nonlinear projections.
Positive systems are a class of systems for which the outputs, states and/or
inputs are positive variables. These systems are encountered whenever a model
of a physical system includes physical quantities that are by nature positive. For
a general nonlinear system of the form (3.7), there are two deﬁnitions of positivity. The strongest deﬁnition, internal positivity, requires that both states and
outputs of the nonlinear system remain positive for positive initial conditions
and positive inputs:
Definition 3.8.1. A system of the form
ẏ

= f (y, u)

(3.70a)

z

= h(y)

(3.70b)

is called internally positive when for u(t) ∈ R+ and y(0) ∈ R+ it holds that
y(t), z(t) ∈ R+ for all t > 0.
2
A suﬃcient condition for internal positivity is the following:
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Lemma 3.8.2. A system of the form (3.70) is internally positive if h : R+ →
R+ and, in addition
fi (y, u) ≥ 0 for all y ∈ R+ , {i |

yi = 0}

(3.71)

where fI and yI index the elements of the function f and the vector y using
the index set I.
2
Proof: The fact that y(t) ∈ R+ for all t > 0 can be veriﬁed using Lemma
C.1.1 from Appendix C. If y(t) ∈ R+ for all t > 0 and h : R+ → R+ then
z(t) ∈ R+ for all t > 0.
For linear state-space systems described by (A, B, C, D), requirements for internal positivity are that the matrices B, C ∈ R+ and that the matrix A is a
Metzler matrix, see (Farina and Rinaldi, 2000).
A weaker deﬁnition is that of external positivity, which only requires the
outputs to remain positive:
Definition 3.8.3. A system of the form (3.70) is called externally positive when
for u(t) ∈ R+ and y(0) ∈ R+ it holds that z(t) ∈ R+ for all t > 0.
2
For linear systems, requirements for external positivity can be given in terms of
the coeﬃcients of the characteristic polynomials of the system transfer function,
see (Farina and Rinaldi, 2000).
The reduced order model obtained by applying a linear projection method
to a nonlinear model and truncating the less important part of the model, is
given by:
ẋ = T f (T † x, u)

(3.72a)

= h(T † x)

(3.72b)

ẑ

Preservation of internal positivity for such a system means that z(0) ∈ R+ for
x(0) ∈ R+ and that x(t), z(t) ∈ R+ for u(t) ∈ R+ and t > 0. The ﬁrst requirement, together with h : R+ → R+ , immediately translates to the condition
that T † ∈ R+ . For functions f that represent mass action kinetics together with
convection, (Farkas, 1998) uses Lemma 3.8.2 to verify that choosing T ∈ R+ in
addition to T † ∈ R+ ensures that (3.72a) is internally positive. This paper also
states the properties of T ∈ R+ for which T † ∈ R+ . These conditions resulting
in lumping-type projections, which will be discussed in Chapter 4. Conditions
under which (3.72a) is externally positive for a nonlinear system or, more speciﬁcally a model based on a convection-reaction equation, have not been found.
To generate positive outlet concentrations using a reduced reaction-convection
model, the requirement of external positivity is suﬃcient in theory. If stability is
an issue, however, Chapter 4 will indicate that internal positivity of the reactionconvection model is required. The lumping approach considered in Chapter 4
follows in this case from the conditions on (T, T † stated in (Farkas, 1998).
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3.8.3

Symmetry

Medium and large-order dynamic systems are often inferred from discretization
of spatially distributed physical phenomena. Such physical phenomena might
exhibit various forms of spatial symmetry. This can be a static symmetry such
as reﬂexive symmetry, or symmetrical invariance relations associated with the
dynamic evolution of the system. For the latter, common forms are rotational
symmetry, and symmetries related to translation and scaling. Symmetrical invariances associated with translation can be observed in traveling waves or shock
fronts for example, and have been studied extensively. Examples can be found
in many diﬀerent areas, among which geological and atmospherical modeling,
chemical models of distillation columns or ﬁxed-bed reactors.
A common diﬃculty when ﬁnding discretization schemes for systems with
traveling waves or shock fronts is that a ﬁne spatial resolution is required in areas
of high spatial activity. These areas move along with the wave. Therefore,
either a high spatial resolution is used over the full spatial grid or adaptive
mesh techniques are employed. The ﬁrst option results in models of a high
order, while the second requires adaptation algorithms for the mesh. These
require tuning and introduce other diﬃculties into the problem. An alternative
to spatial discretization is a re-parametrization using a static wave proﬁle. An
appropriate re-parametrization of wave phenomena transforms the original PDE
in a number of ODE’s that describe the position of the wave front or of a level
set. This position can be combined with a static wave proﬁle to determine the
state at each spatial point. This is referred to as the method of characteristics.
If in addition, the wave changes its shape during its evolution, a more complex
parametrization is required.
Here the POD method is used to ﬁnd appropriate parametrization based on
simulation data of the high-order system. The advantage of this approach is
that simulation data can be used to ﬁnd a parametrization that is suited to the
response of the system. In its standard form, the POD method uses simulation
data of the system in the form of a collection of snapshots of the system state
at each time instant in order to build an empirical covariance matrix. From this
covariance matrix the empirical eigenmodes of the system are identiﬁed. The
model equations are then projected on these eigenmodes to obtain the reduced
system. However, this method performs poorly for simulation data that contain
traveling waves or fronts. To remedy this, the simulation data is ﬁrst aligned by
applying spatial translation to the state at each time instance. This puts the
data into the frame of reference of the traveling wave. The aligned simulation
data is subsequently used to ﬁnd the dominant modes of the wave proﬁle.
Translation of data as a preprocessing step to POD was introduced by (Kirby and Armbruster, 1992) using a template ﬁtting procedure. It was applied
to periodic systems in (Glavaski et al., 1998; Shah and Sorensen, 2005). The
template ﬁtting procedure is used to deal here with non-periodic systems, which
requires the use of extrapolation techniques. Furthermore, the wave proﬁle is
not considered to be known a-priori. The projection and reconstruction relations
are chosen such that resulting projection is bi-orthogonal. With modiﬁcations
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the proposed approach can also be used to treat other types of continuous symmetries.
After introducing translational symmetry relations, the standard POD method is applied to these types of systems in order to motivate the approach
whereby the basis-functions are translated in the spatial domain. The main
part of the paper is devoted to the alignment of non-periodic data on a bounded
domain as a pre-processing step to POD. The approach followed is illustrated
with an example based on a ﬁxed-bed reactor.

3.9
3.9.1

Translational Symmetry
Systems with translational symmetry

For systems whose behavior includes traveling waves or shock fronts, the dynamics conform either exactly or approximately to a translation symmetry relation between temporal and spatial coordinates. To formulate this relation, we
consider one dimensional phenomena. Consider signals that act on an inﬁnite
one-dimensional spatial domain X = R.
Definition 3.9.1. (Translational Symmetry) Let Y be a Hilbert space of functions defined on an infinite one-dimensional spatial domain X := R. Given a
class of input signals U with u : R+ → Rnu and a Lipschitz continuous function
f : Y × U → Y. Consider the system
∂y
(t) = f (y(t), u(t)),
∂t

(3.73)

where y(t) ∈ Y and u(t) ∈ Rnu with the initial condition y(0, x) = y0 (x). We
write y(t, x) for the evaluation of y at time t and location x ∈ X for a chosen
input signal u ∈ U. We say that the system (3.73) admits a translational
symmetry if there exists a continuously differentiable function wu : R+ → X,
such that
y(t, x) = y(0, x − wu (t)) = y0 (x − wu (t))
(3.74)
for all x ∈ X, t ∈ R+ and u ∈ U. We call wu , which depends on the input signal
u, the wave displacement function.
2
We denote the corresponding inner product and norm in Y by h·, ·i and k·k,
respectively. Among two elements p, g ∈ Y correlation is deﬁned as:
corr(p, q) := hp, qi/(kpkkqk)

(3.75)

First, the relation between the translational symmetry condition and the system
dynamics function will be explored. The initial condition y(0, x) = y0 (x) forces
wu (0) = 0

(3.76)
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Inserting the symmetry relation (3.74) into the left hand side of (3.73) shows
that the system dynamics function f must be of the form:
f (y(t, x), u(t)) =

∂y
∂wu
∂y
(t, x) = −
(t)) (t, x),
∂t
∂t
∂x

(3.77)

for the symmetry relation to hold. The symmetry relation (3.74) indicates that
the solution y of the PDE can be found from the initial condition y0 and a
function wu . Formal derivation of this solution, and recovery of the symmetry
relation, starting from the original PDE with system dynamics function (3.77) is
possible using a coordinate transformation in what is referred to as the method of
characteristics (see for example Evans (1998)). Introducing a parameterization
of x as a function of t,
x = ζ(t, x′ )
(3.78)
, the derivative of y as a function of x with respect to t can be written as:
∂y(t, ζ(t, x′ ))
∂y
∂ζ
∂y
=
(t, ζ(t, x′ )) (t, x′ ) +
(t, ζ(t, x′ ))
∂t
∂x
∂t
∂t

(3.79)

As f is of the form (3.77) the original PDE (3.73) can be inserted into the
parameterized relation (3.74) leading to the following set of equations:
∂y(t, ζ(t, x′ ))
∂ ȳ
(t, x′ ) :=
=0
∂t
∂t
∂ζ
∂wu
(t, x) =
(t)
∂t
∂t

(3.80a)
(3.80b)

The ODE equation (3.80b) is known as the characteristic equation. This equation shows that the derivative of ζ does not depend on x. It can be solved
together with the initial conditions wu (0) = 0 and ȳ(0, x′ ) = y(0, x) to ﬁnd:
ζ(t, x′ ) = x′ + wu (t)

(3.81)

As the ODE system is causal the solution y(t, x) only depends on the input signal
u in the time interval [0, t]. Therefore wu (t) only depends on the input signal u
in the same time interval. Furthermore, as wu is continuously diﬀerentiable for
all input signals u ∈ U, it can be deﬁned as the solution to the following ODE:
wu := w

with

∂w
(t) = g(w(t), u(t)), w(0) = 0
∂t

(3.82)

where we call g the wave speed function. The solution of the parameterized
relation (3.80a) is
y(t, x) = y(t, ζ(t, x′ )) = ȳ(t, x′ ) = y0 (x′ ) = y0 (x − w(t))

(3.83)

and determining this solution for a given input u only requires the solution of the
ODE (3.82). Hence, if (3.73) has translational symmetry (3.74) the ﬁrst-order
system (3.82) can exactly describe the solution y of (3.73). In many cases the
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symmetry relation (3.74) only holds approximately, as waves and fronts change
their shapes while traveling. For us, this means that shifted time solutions are
highly correlated. This is quantiﬁed by
corr(y(t, x), y(t + δ, x − w(t + δ))) > 1 − ǫ

(3.84)

for some δ and 0 < ǫ << 1. The reduction to a one-dimensional system for
the case when the exact relation (3.74) holds, indicates that the potential for
approximation by reduced order models for systems where (3.84) holds is large.

3.9.2

Application of POD to systems with translational
symmetry

In Section 3.6.4 the POD method was discussed for inﬁnite dimensional systems.
When this POD method is applied to systems with translational symmetry, the
result is a harmonic decomposition Kirby and Armbruster (1992). In this case,
the number of modes required to approximate y is generally large. To illustrate
this, the POD method as outlined above is applied to a example system for
which the response is a traveling unit pulse.
Example 3.9.2. Consider a system of the form (3.73) for which the solution
for a given input u exhibits the following response:
y(x, t) = 1(x − t)

(3.85)

where 1(·) : Y → Y is a function that is defined as

1 for x = 0
1(x) =
0 for x 6= 0
If the vector y is sampled at n uniform temporal (ti = 0, .., n) and spatial
(xi = 0, .., n) intervals, the snapshot matrix is simply:
Tsnap = In

(3.86)

The eigenspectrum of the identity matrix is flat. Therefore the POD method
will perform poorly as a large reduced model order m is required to attain a
desired accuracy (γ = n − m).
2
This poor performance is not limited to the example system but occurs whenever dynamics which conform to translational symmetry are dominant in the
model response. To improve the performance, adaptation of the POD method
is required.

3.9.3

Projection for systems with translational symmetry

To improve the performance of projection-methods for systems with translational symmetry an alternative parameterization of the state vector was proposed by (Kirby and Armbruster, 1992). For all i ∈ Z+ , let ai : R+ → R and
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(i)

wi : R+ → R be functions of time. Deﬁne φwi (t, x) := φ(i) (x − wi ) and let y be
parameterized by the functions {φ(i) } and the coeﬃcients ai , wi as
X
ai (t)φ(i)
(3.87)
y(t, x) =
wi (t, x)
i∈Z+

Inserting this parameterization into the original system equation (3.73)
(i)

X

i∈Z+

ȧi (t)φ(i)
wi (t, x) − ẇi (t)ai (t)

X
∂φwi
ai (t)φ(i)
(t, x) = f (
wi (t, x), u)
∂x

(3.88)

i∈Z+

is obtained. Now let m ∈ Z+ be a ﬁnite integer. We introduce the following
assumption:
Assumption 3.9.3. Let the functions φ(i) and ai , wi for i = 1, .., m be such
that the functions in the set
(i)

{φ(i)
wi (t, x), −

∂φwi
(t, x)ai (t)}i∈1,...,m
∂x

are linearly independent.

(3.89)
2

If this assumption holds, the functions in (3.89) form a basis for a subspace V(t) ⊂ Y. The associated dual basis is given for the space V ∗ (t) by
{ψ (i) (t)}i∈1,..,2m . Projecting (3.88) onto the dual space V ∗ (t), the time derivatives of the coeﬃcients and phases can be obtained from
ȧj (t)
ẇj (t)

m
X
(j)
= hf (
ai (t)φ(i)
(t)i
wi (t, x), u), ψ
i=1
m
X

= hf (

(j+m)
ai (t)φ(i)
(t)i
wi (t, x), u), ψ

(3.90)
(3.91)

i=1

for j = 1, .., m. Deﬁning
(m)
Φw (t) := [φ(1)
w1 (t), .., φwm (t)]
a := col({ai }i∈1,..,m )

Ψw := [ψ (1) (t), .., ψ (m) (t)]
w := col({wi }i∈1,..,m )

the reduced model is now given by
 
ȧ
= Ψw ◦ f (Φw ◦ a, u) = fˆ(a, w, u)
ẇ

(3.92)

If only a single phase is present (i.e. wi = w ∈ R, ∀i ∈ Z+ ), this can be
simpliﬁed signiﬁcantly for unbounded domains or periodic functions by putting
the system (3.73) into the frame of reference of the traveling wave and using
orthogonal projection (Glavaski et al., 1998).
We now consider the case of the bounded spatial domain X = Xb : x ∈
[xbmin , xbmax ] with the associated Hilbert space Yb . Deﬁne the domain Xw :
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w
x ∈ [xw
min , xmax ] with the Hilbert space Yw such that it encompasses Xb , i.e.
Xb ⊂ Xw . Let the functions {φ(i) } form a basis for Yw and let the functions
(i)
{φb,w (t)} be deﬁned as
(i)

φb,wi (x, t) := φ(i) (x − wi ) for all {x, wi |x ∈ Xb , x − wi ∈ Xw }

(3.93)

(i)

For {φb,w (t)} to be deﬁned on its entire domain Xb the following assumption is
required:
Assumption 3.9.4. We assume that for a certain time interval t0 ≤ t ≤ t1 it
holds that:
w
xw
min ≤ x − wi (t) ≤ xmax

for all x ∈ Xb , i = 1, .., m

(3.94)

For the phases wi this means that:
b
w
xbmax − xw
max ≤ wi (t) ≤ xmin − xmin

for all i = 1, .., m

(3.95)
2

(i)

Based on this assumption, the function φb,w (x) is now deﬁned everywhere on
its domain Xb . Using the inner product on Yb , we can now directly apply the
method proposed in this Section on the bounded domain Xb for the time period
t0 ≤ t ≤ t1 .

3.9.4

Snapshot alignment

Assume that a single phase or wave is present. To identify the dominant modes
of the wave proﬁle from data, this data is ﬁrst put into a frame of reference which
negates the displacement from the single phase, so that the coherent structures
of the wave can be identiﬁed. For a set of samples {y (1) , . . . , y (p) } this amounts
to ﬁnding a set of oﬀsets {w(1) , . . . , w(p−1) } with w(i) ∈ R for all i = 1, .., p − 1.
Setting w(p) := 0, the aligned samples can then be reconstructed by
(i)
(x) = y (i) (x − w(i) ) for all i = 1, .., p
yw

(3.96)

Centering, (Glavaski et al., 1998), and template ﬁtting, (Kirby and Armbruster,
1992), are two methods to accomplish this, with and without prior knowledge
of the dominant waveform. In the template ﬁtting approach a wave template
y0 is translated to match each sample.
ŵ(i) = arg maxhy0 (x − w), y (i) (x)i for all i = 1, .., p
w

(3.97)

In practice the simulation data y (i) is obtained for a bounded domain. Assume
ﬁrst that the data is obtained on the domain Xw ., i.e. y (i) ∈ Yw . The correlation
over the domain Xb for the functions p, q ∈ Yw deﬁned on an encompassing
domain is denoted as:
corr(p, q)Yb :=

hp, qiYb
(kpkYb kqkYb )

(3.98)
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We propose an approach similar to template ﬁtting, with the template being
determined from data. Denote the diﬀerence between two sample oﬀsets as:
w(i,j) := w(i) − w(j)

(3.99)

First the inter-sample wave displacement is estimated on the bounded domain
as
ŵc(i,j) := arg max corr(y (i) (x − w), y (j) (x))Yb
w

for all (i, j = 1, .., p|i 6= j)

(3.100)

The estimates can be collected in the distance matrix Ŵc .


(1,2)
(1,3)
(1,p)
0
ŵc
ŵc
..
ŵc
 (2,1)
(2,3)
(2,p) 
ŵ
0
ŵc
..
ŵc 
Ŵc =  c

 ..
..
..
..
.. 
(p,1)
(p,2)
(p,p−1)
ŵc
ŵc
..
ŵc
0

(3.101)

Using (3.99) it can be seen that for any triple i, j, k with j > k > i the following
holds:
w(i,j) = w(i,k) + w(k,j)
(3.102)

To determine a consistent set of estimates ŵ(i) , i = 1, .., p − 1 from the inter(i,j)
sample wave displacement estimates ŵc , (i, j = 1, .., p|i 6= j) we require
(3.102) to hold for the inter-sample wave displacement estimates:
ŵ(i,j) = ŵ(i,k) + ŵ(k,j)

(3.103)

This constraint imposes a linear relation between ŵ(i) , i = 1, .., p and ŵ(i,j) ,
(i, j = 1, .., p − 1|i 6= j) given by:
A col(ŵ(1) , .., ŵ(p) ) = col({ŵ(i,j) }(i,j=1,..,p|i6=j) )

(3.104)

Now we can estimate ŵ(i) , i = 1, .., p − 1 from the inter-sample displacements
(i,j)
(i,j)
estimates ŵc
by minimizing the diﬀerence between the ŵ(i,j) and ŵc :
minŵ(i) kcol({ŵ(i,j) }(i,j=1,..,p−1|i6=j) ) − col({ŵc(i,j) }(i,j=1,..,p−1|i6=j) )k2 (3.105)
Substituting (3.104) in the above equation and using w(p) = 0, this can be
seen to be a problem of solving over-determined linear equation system in the
least-square sense:
minŵ(i) kA col(ŵ(1) , .., ŵ(p−1) , 0) − col({ŵc(i,j) }(i,j=1,..,p−1|i6=j) )k2

(3.106)

(i)

Using this set of oﬀsets, the series of translated snapshots ŷw (x) is determined
as:
(i)
ŷw
(x) = y (i) (x − ŵ(i) ) for all i = 1, .., p
(3.107)

To be able to use the approach in the previous Section we need to generate a
w
set of basis-functions on Xw : x ∈ [xw
min , .., xmax ]. Since the data is obtained on
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Xb and then translated, extrapolation is required. Furthermore, as simulation
data is sampled at a ﬁnite number of spatial points, interpolation is also required
to obtain translated samples y (i) (x − w) for w that is not a multiple of the grid
resolution. Both these procedures will be formulated for the domain sampled at
ﬁnite resolution. Let Xb and its bounded encompassing domain Xw be sampled
at a ﬁnite number of equidistant points x1 , .., xqmax with resolution δ. Using
1 ≤ q1 ≤ q2 ≤ qmax with q1 , q2 , qmax ∈ X the samples are indexed as follows:
∈ Xb , Xw
∈ Xw

xq1 +1 , .., xq2
x1 , .., xq1 , xq2 +1 , .., xqmax
(i)

On the domain Xb the sampled snapshot yb is given by
(i)

yb : (y (i) (x( q1 + 1)), .., y (i) (xq2 ))

for all i = 1, .., p

(i)

To translate yb over w(i) that is not an exact multiple of δ both interpolation
as well as extrapolation is required. The discretized sample which is translated
(i)
(i)
over w will be denoted by yb,w . First we will explain how yb,w for w that is not
(i)

an exact multiple of δ is obtained from yb,w for w that is an exact multiple of δ
(i)

(interpolation) and then we will explain how yb,w for w that is an exact multiple
(i)

of δ is obtained from yb , i = 1, .., p.
• Interpolation
If w is not an exact multiple of the resolution, linear interpolation is used:
(i)

(i)
(i)
ys,w
= (w − w)ys,w
+ (w − w)ys,w

where w, w ∈ R represent w rounded down, respectively rounded up to
the nearest multiple of δ.
• Extrapolation
(i)

(i)

The translation yb,w of a snapshot yb for w that is an exact multiple
of δ is formed on the grid for Xb in the following manner. Consider the
following two sets of extrapolated samples:
(i)

:

(y (i) (x1 ), .., y (i) (xq1 −(w/δ−1) ))

(i)

:

(y (i) (xq2 −(w/δ−1) ), .., y (i) (xqmax ))

ŷL

ŷR

(i)

The translated snapshot yb,w is obtained by padding the original snapshot
(i)

(i)

y (i) on the left and right with ŷL and ŷR respectively. For displacements
w that are exact multiples of the resolution, the translated snapshot is
given by
(i)
(i) (i) (i)
yb,w : (ŷL , yb , ŷR )
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(i)

(i)

To obtain ŷL , ŷR by extrapolation from y (i) , a number of methods can be
used. The simplest approach is to use zero-padding. Alternatively, the samples
(i) (i)
of ŷL , ŷR are obtained by replicating the nearest sample in Xb . Thirdly, if
the waveform is approximatively constant over time, the missing samples of the
waveform at one time instant can be inferred from the samples of the waveform
at other time instants. Since is it assumed that changes in the waveform are
continuous, the missing samples for a waveform are padded with the samples
from the snapshot with the smallest time oﬀset which includes the desired samples. The translation procedure that uses this type of padding for the ﬁnite
domain and a ﬁnite number of samples is illustrated graphically in Figure 3.13.
A ﬁnal extrapolation method is to determine missing samples by assuming that
the translated snapshot matrix is of low rank, and using an iterative method to
update the missing samples such that the resulting snapshot matrix converges
to a matrix of chosen (low) rank. First, the missing samples are initialized using
another extrapolation method. Next, a Singular Value Decomposition (SVD)
is calculated, and a low order approximation to the snapshot matrix is formed,
using a small number of singular values and vectors. The values of the missing
samples in the original snapshot matrix are padded from this low order approximation. In the next iteration, the singular value decomposition is applied to this
updated snapshot matrix. This approach has been used to deal with missing
data (Troyanskaya, 2001). However, this requires the determination of an SVD
at each iteration. In addition poor convergence was observed.
1.

t

2.

t

x

x
3.

4.

t

t

x

x

Common samples of the wave pattern

Samples of the wave pattern unique to
a subset of snapshots

Samples that extend bejond avaliable
data in the snapshot matrix

Copying of sample values

Figure 3.13: Alignment of snapshots with ﬁnite resolution over a ﬁnite domain
A further issue with the ﬁnite resolution is that maximization of the correla-
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tion between a pair of snapshots (3.100) has to be implemented in the discrete
domain. This maximization procedure can be carried out in two stages. First
(i,j)
(i,j)
the pair of oﬀsets ŵ1 , ŵ2 which are multiples of δ for which the correlation
is highest are determined by calculating the correlation over all possible oﬀsets
w = δ, 2δ, .., nδ. To obtain a sub-sample resolution for the estimated oﬀset ŵ(i,j) ,
(i,j)
(i,j)
the derivatives of the correlation function are calculated at ŵ1 , ŵ2 . This
information is used to ﬁt a cubic spline function of which the extremal value is
used to determine ŵ(i,j) .
Since the domain is bounded, waves or shock fronts may enter and leave the
domain at certain time instances. If this occurs during the time period when
the snapshots are sampled, only a subset of the snapshots might exhibit high
correlation for spatial shifted solutions. The following criteria provide a practical
method to decide whether for each pair of snapshots y (i) , y (j) the dynamics are
dominated by wave phenomena:
• Suﬃcient correlation exists for an optimal choice of w :
max corr(y (i) (x), y (i) (x − w(i) ))Yb > 1 − δ1
w

(3.108)

• Suﬃcient diﬀerentiation in the correlation exists:
min corr(y (i) (x), y (i) (x − w(i) ))Yb < δ2
w

(3.109)

• There is a single maximum:
max corr(y (i) (x), y (i) (x − w(i) ))Yb < 1 − δ4
w∈S

with

S : (w | w < wmax − δ3 ∧ w > wmax + δ3 )

(3.110)

where δ1 , .., δ4 are tuning parameters. If there is not suﬃcient diﬀerentiation
in the correlation when varying w or the correlation is not suﬃciently high
for an optimal choice of w, the advantage of including basis-functions that are
translated by w is negligible and standard POD is the preferred method.
For complex models, knowledge of which part of the snapshot is relevant to
a certain symmetry is important. The aforementioned criteria for the spatial
correlation can be helpful for this decision. Nevertheless, a-priori knowledge
of how states in the model are spatially related remains necessary to identify
translational symmetry in practice.

3.9.5

Example

The proposed approach is illustrated using an example based on a 1-D single
channel model with a single absorbtion reaction.
k

A −→ A∗

(3.111)

Projection Methods

100

With {y1 , y2 } = {[A], A∗} and u = [A]in , the PDE for this example is given on
the domain Xb := [0, 1] by:
∂y1
∂y1
=F
− ky1 max(0, 1 − y2 )
∂t
∂x
∂y2
ǫ2
= ky1 max(0, 1 − y2 )
∂t
with BC y1 (0, x) = 0, y2 (0, x) = 0,
ǫ1

y1 (t, 0) = u

The max(·, 0) is used to prevent instability and divergence when approximation
errors are incurred. The reaction rate is dependent on the spatial position. This
situation might occur if the temperature is non-uniform throughout the reactor.
The dependence of the reaction rate on the spatial position is given by:
(3.112)

k(x) = k0 (1 + vx)

For v > 0 the rate is increasing and for v < 0 rate is decreasing along the reactor
axis. Initially, the following values are chosen for the model parameters:
ǫ1 = 0.01,

ǫ2 = 1,

F = 1,

k0 = 50,

The inﬂow is given by:

0
u=
1
1 − 0.5 min(2, 1.9
(t − 1))

if
if

v = −0.95

0<t<1
t≥1

(3.113)

The spatial domain is discretized using the method of lines with a ﬁrst-order
backward discretization scheme into 100 intervals to yield a ODE model of
order 200. This model is simulated for the time interval t ∈ [0, 4] and snapshots
of y1 , y2 are collected on a uniform time grid ts : [0, 0.1, .., 4]. The snapshot
matrices for y1 , y2 are shown in Figure 3.14. From these snapshot matrices
the snapshots that show suﬃcient correlation in time are selected. For y1 the
snapshot matrix that contains only these selected samples is shown in Figure
3.15. From the snapshots it can be observed that as the reaction constant
decreases along the reactor axis, the shape of the reaction front becomes more
gradual.
Using the alignment procedure the snapshots that show suﬃcient correlation
are aligned. The resulting aligned snapshot matrices for four diﬀerent padding
methods are shown in Figure 3.16. It is clear that for this type of data zeropadding and, to a lesser extent, identical padding distorts the wave shape. This
is reﬂected by the singular value spectra for the matrices obtained using these
padding methods, shown in Figure 3.17 (a) and Figure 3.17 (b). The ratios
between the ﬁrst and subsequent singular values are limited, in particular for
zero-padding. If other samples are used for padding this ratio improves as shown
in Figure 3.17 (c). The ratio can be further improved by iteratively adapting
the padded samples based on a low rank SVD approximation, employing for
example the method proposed in (Brand, 2006). For this iterative procedure
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(b) Original snapshot matrix for y2

Figure 3.14: Snapshot matrices for y1 and y2
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Figure 3.15: Snapshot matrix for y1 containing the samples that show suﬃcient
correlation
the snapshot matrix is shown in Figure 3.16 (d). The singular value spectrum,
see Figure 3.17 (d), does indeed show an improvement between the ﬁrst and
subsequent singular values compared to padding from other samples.
From the aligned snapshot matrix, for which the padding is done based on
other time samples, a POD basis is determined. A separate basis has been
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Figure 3.16: Original and aligned snapshot matrices for diﬀerent padding methods
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Figure 3.17: Comparison between singular value spectra of the aligned snapshot
matrices for diﬀerent padding methods.
determined for each component y1 , y2 . The ﬁrst basis-functions for the aligned
snapshot matrix are shown in 3.18. For y2 , the ﬁrst basisfunction captures the
wave shape and the second is used to change the slope of the wave. For y1 the
basis-functions also reﬂect the eﬀect of the padding.
For both the standard POD approach and the approach using the moving
basis functions, simulations for the time interval t ∈ [1.15, 1.9], in which the
front travels through the reactor, are shown in Figure 3.19. The error for the
standard POD approach is more oscillatory, while the error for the approach
using the moving basis functions manifests itself as an oﬀset in amplitude and
phase of the wave. A more extensive comparison between both approaches
is given in Table 8. As can be expected, the approach using moving basis
functions permits lower model orders with errors comparable to POD. If a high
accuracy is required, this advantage diminishes. This is due to the fact that
errors which are incurred during the alignment procedure and the projection
onto the moving basis functions become signiﬁcant relative to the error that
results from truncating the POD basis. These alignment and projection errors
can be characterized as:
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Figure 3.18: basis-functions obtained from the aligned snapshot matrix for y1
and y2 .
Accuracy
0.95
0.99
0.999

POD
Modes
MSE
16
2.0311
26
0.4694
34
0.0775

Translated
Modes
6 (4 + 2)
7 (5 + 2)
16 (13 + 3)

POD
MSE
0.5257
0.3300
0.1783

Tabel 3.6: Comparison of standard and translated POD method.
• Linear interpolation errors incurred when translating over non-integer intervals.
• The error due to the fact that the padded samples are obtained using an
extrapolation of observed samples.
The diminishing advantage at higher accuracies is also related to the fact that
for higher accuracies an increasing fraction of the basis-functions capture the
changing shape of the wave. The extent to which this is possible in terms of the
number of basis-functions required is the same as for standard POD. Therefore,
at higher accuracies, the number of basisfunction required by the moving wave
POD approach tends to that of the standard POD approach.

3.10

Discussion

In this Chapter, we have given an overview on the use of projection methods
for model reduction. Linear projection methods have been applied to reduce
the order of a 1-D channel model. While the correlation between concentrations
at diﬀerent positions in the reactor suggests an approach whereby projections
are used to remove redundancy, linear projection methods that use a single
projection for the entire operating range have been found to be inadequate.
POD and BT methods do not preserve positive invariance of the concentrations of the 1-D channel model. For the chosen example of the 1-D channel mo-
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(b) Comparison of the original model and the projected model with translating basisfunctions.

Figure 3.19: Comparisons of the standard POD approximation (POD) to the
projected model with translating basis-functions (Wave POD).
del with a single bimolecular reaction, the occurrence of negative concentrations
compromises stability of the reduced order model. The associated implications
for stability in practice disqualify POD and BT methods for reliable reduction of these types of models. This example illustrates the problems that occur
when these techniques would be applied straightforwardly to a model with more
complex and stiﬀ kinetics, such as the LNT model.
This fundamental problem comes on top of a well-known issue with model
reduction for nonlinear systems: the fact that the computational complexity
often increases or does not decrease signiﬁcantly, as the projected model often
loses the sparsity that is present in the original model. Only for very low model
orders (< 10 − 15), signiﬁcant reductions in computation time are observed
for the 1-D model. Such orders are attainable using BT-POD, subject to the
requirement that only the product outﬂow is approximated well enough. This
method has the disadvantage however, that it does not approximate the entire
state-space of the model suﬃciently well. This leads to an increase in stability
problems due to the occurrence of negative concentrations.
In the simple 1-D channel example the empirical and averaged gramians
were found to be diagonally dominant. This is detrimental to the degree of
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reduction that can be obtained using BT-POD and BT methods. The diagonal
dominance is a consequence of the fact that the dynamics of the reactor are
characterized by translating concentration fronts or waves. The use of translating basis-functions in a POD approach allows a signiﬁcant reduction in the
number of modes required to approximate systems of which the responses are
characterized by traveling waves or shock fronts. When multiple waves are present simultaneously or when the spatial domain is bounded, a time-dependent
dual basis is used to project onto the state of the reduced model. This dual
basis requires updating during simulation.
The alignment of snapshot data is required as a pre-processing step to eigenmode decomposition. On the ﬁnite domain both interpolation and extrapolation
are required to perform this alignment. The extrapolation method used has a
large eﬀect on the basis-functions obtained. Several choices are possible for extrapolation. The optimal choice depends in general on the application and on
the available a-priori knowledge. When the wave shape remains relatively constant in time, in many cases the most practical choice is to extrapolate spatial
samples of a snapshot based on snapshots at earlier or later time instances. The
example shows that in particular for lower accuracy requirements a relatively low
number of modes are needed for the approach with translating basis-functions
as opposed to standard POD. As accuracy requirements increase, this relative
diﬀerence diminishes.
The proposed approach leads to low-order parameterizations of nonlinear
models that could be used for optimization or controller design. A major disadvantage of using projection of the nonlinear dynamics directly to obtain a
reduced order model, is the requirement to update the dual basis during simulation. Identiﬁcation methods to obtain a model that describes the response of
the mode coeﬃcients and phases to changes in the inputs could be a possible
alternative.
If the nonlinear model is used over a larger operating range, we expect that
multiple linear projections are required to attain a suitable accuracy over this
range. Switching between or aggregation over these linear projections requires
the use of techniques that are impractical. In particular, stiﬀ chemical models
that are employed in diﬀerent chemical regimes might require a large number
of projections to ensure smooth transitions over the operating range. Thus,
we expect that for the LNT model the use of a single linear projection will be
insuﬃcient.
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This chapter is partially based on the papers (Nauta, 2006; Nauta, Weiland, and
Backx, 2007a)

4.1

Overview

This Chapter is about the simpliﬁcation of the kinetic mechanisms that describe
the chemistry on the active surface of a catalytic converter. Depending on the
method used to derive these mechanisms and the chosen degree of detail, the
number of reactions and species used to describe the kinetics can be as many
as 25 chemical species and 100 reactions (Chatterjee, 2001). The use of detailed descriptions for surface kinetics in catalytic converter models signiﬁcantly
increases the complexity of these models. Simpliﬁcation of these kinetic mechanisms is therefore a part of the overall approach to simplify the catalytic
converter model.
There are two types of approaches to reduce the complexity of kinetic mechanisms. The ﬁrst is the removal of individual reactions and species. This a
straightforward method of simpliﬁcation. The second approach exploits diﬀerences in the orders of magnitude of reaction rates and makes the time evolution
of parts of the kinetic model very rapid. Rapid reactions, typically those with
large reaction constants, equilibrate their reactants and products very quickly
to a steady-state. If the concentrations of these reactants or products are also
aﬀected by slower reactions, inﬂows and outﬂows the steady-state of the rapid
reactions will slowly shift. This shift is dictated by slower reactions and the
inﬂow and outﬂows. The slowly shifting steady-state is referred to as a quasisteady-state. Normally it is only these slow dynamics that are of interest, and
not the dynamics associated with the rapid approach to the steady-state of the
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rapid reactions. This means that the complexity can be further reduced by separating the fast dynamics from the slow dynamics and then consider the fast
dynamics to be in quasi-steady-state.
Approximate lumping is a model reduction method that is based on exploiting these time-scale diﬀerences. The main contribution of the present Chapter
is related to this method, which can be considered to be a special form of nonlinear projection. A method to retain invariants of the kinetic model in the
lumping procedure is presented. We also evaluate a method to ﬁnd analytical
solutions for larger reaction networks using decomposition of these networks.
This Chapter ﬁrst contains an introductory section that introduces kinetic
models and their properties, Section 4.2.1. At the end of this section we formulate the problem, the reduction of kinetic models, that will be considered
in the rest of this Chapter. In Section 4.3, the types of assumptions that are
commonly used to simplify kinetic networks are presented. Approximate lumping is the method that will be used in this Chapter to reduce kinetic models.
This method is outlined in Section 4.3. Using this method requires solving a
system of nonlinear equations or approximating the solution to this system. In
Section 4.5 we ﬁrst discuss existence and uniqueness of the solution. Section
4.7 presents an example in the form of a CO oxidation model, to illustrate the
implementation of the approximate lumping method in an automated method
to obtain reduced order models. In many cases, analytic solutions to the system
of nonlinear equation can not be found. Therefore, in Section 4.8, a method is
outlined to approximate these solutions, while ensuring that concentrations in
the reduction kinetic model stay positive. If larger kinetic networks are considered integrally, neither analytic solutions nor approximation is practical. In
Section 4.9, we consider decomposition of these networks into smaller networks.
Finally, in Section 4.10 the whole approach to obtained reduced order kinetic
models is evaluated critically.

4.2
4.2.1

Introduction
Kinetic models of heterogenous chemistry

This section introduces the description of a heterogeneous kinetic model as a
dynamical system. In this thesis heterogeneous chemistry will be modeled using
mean-field type models. The assumptions on which this modeling approach is
based are that there are a ﬁxed number of catalytic sites and that the coverages of species over a speciﬁc surface area are uniform. For an more detailed
introduction to mean-ﬁelds models see Appendix B or (Chorkendorﬀ, 2003).
The following Ordinary Diﬀerential Equation (ODE) describes the kinetics
for a general (homogeneous) kinetic mechanism
ẏ = Sr(y)

(4.1)

where a vector of species concentrations and fractional surface coverages
y(t) ∈ Rn+s evolves with time t ∈ R according to reactions r : Rns → Rnr and
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S ∈ Zns ×nr is the stoichiometric matrix that speciﬁes the amount of each species produced or consumed in each reaction. This matrix can be constructed by
balancing the chemical elements and the total electrical charge contained in the
reactants with that of products of each reaction. Each row of the stoichiometric
matrix contains information on the number of molecules of a certain species a
reaction produces or consumes. Each column indicates which species are consumed (indicated by negative integer numbers) and which species are produced
(indicated by positive integer numbers). In general, the columns in the stoichiometric matrix are scaled together with the elements of r such that all terms in
S are integers. For a general mechanism that describes heterogeneous kinetics,
the fraction of sites of type ’∗’ that is free is given by:
X
θ∗ = 1 −
yi
(4.2)
i∈F

where F represents the set of all species that are adsorbed on the site of type
"∗".
Example 4.2.1. For the bimolecular reaction, B.1, the vector of species concentrations, the reaction rate vector and the stoichiometric matrix are:
 
−1

S := −1 , r := k1 y1 y2
1
y := {A, B, C}

Similarly, for the kinetic mechanism that describes Langmuir-Hinshelwood kinetics, as given in Appendix B, section B.3, they are given by:
 +

k1 y1 θ


−
 k1 y3 
−1 1
0
0
0
0
0
0
 +

0

 k2 y2 θ 
0
−1
1
0
0
0
0


 − 
 1 −1 0


0 −1 1
0
0
 , r :=  k+2 y4 
S := 
0

k y3 y4 
0
1
−1
−1
1
0
0


 3−

 k y5 θ 
0
0
0
0
1 −1 −1 1 
 3+

 k y5 
0
0
0
0
0
0
1 −1
4
k4− y6
y := {[A], [B], [A∗], [B∗], [AB∗], [AB]},

θ = (1 − y3 − y4 − y5 )

2

In the ODE representation of the kinetic mechanism, as given by (4.1),
relation (4.2) for θ∗ is inserted into the reaction rate function. Alternatively (4.2)
can be included as a separate equation, yielding an index-1 DAE representation
of the surface mechanism.
ẏ = Sr(y, θ∗ )
X
θ∗ = 1 −
yi
i∈F

(4.3a)
(4.3b)
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Diﬀerentiation of the algebraic relation for θ∗ and substitution of the derivatives
ẏi from the other equations again yields an ODE of the form (4.1) with an extra
condition on the initial value of θ∗ :
 
X
ẏ
yi (0)
(4.4)
=
Sr(y,
θ
)
with
θ
(0)
=
1
−
∗
∗
θ˙∗
i∈F

As the heterogeneous kinetic mechanism can be formulated in the form of a
homogeneous kinetic mechanism with the extra psuedo-species θ∗ with accompanying initial condition, the theory developed in this Chapter for homogeneous
kinetic mechanisms also applies to heterogeneous kinetic mechanisms. From a
theoretical point of view, the only diﬀerence arises if exponential terms accounting for surface attraction or repulsion (see Appendix B, (B.7)) are introduced.
Where relevant, the implications of this diﬀerence will be stated.
When the kinetic mechanism is connected to the outer world by means of
inﬂows and outﬂows of chemical species an open system is obtained. For open
systems with a ﬁnite surface area and volume with a controlled inﬂow the dynamics are given by:
ẏ = Sr(y) + v ◦ (u − y) = f (y, u, v),

(4.5)

ns
where v(t) : Rns
+ is a vector of input ﬂow rates, u(t) : R+ is a vector of input
concentrations for each species and ◦ is used to denote the Schur, or elementwise product, i.e. a ◦ b = col(a1 b1 , .., an bn ). Here we assume that the number of
possible inﬂowing species is equal to the number of species in the mechanism,
dim(u) = dim(y). When, in the case of heterogeneous chemistry, the i-th element of y represents a fractional surface coverage instead of a concentration,
there is no ﬂow associated with this species. In this case vi = 0.

Figure 4.1: Open kinetic system with a ﬁnite volume and associated surface

4.2.2

Properties of kinetic networks

As models of kinetic networks represent a physical system, fundamental properties of this physical system should be incorporated into the model. The following
are fundamental physical properties of a kinetic network:
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• For any kinetic mechanism the reaction rate is by deﬁnition positive for
positive species concentrations and becomes zero when the concentration
of one or more reactants involved in the reaction becomes zero.
• When the kinetic mechanism describes heterogeneous surface chemistry,
the rate is zero for all absorbtion reactions when the number of free sites
on the surface is zero.
• Masses of all elements are left invariant under the evolution of concentrations dictated by the reactions occurring in the kinetic network.
• Initial concentrations of chemical species in a kinetic network are nonnegative and inﬂow rates and and concentrations are non-negative.
The last property is satisﬁed as we have required that u > 0, v > 0. The ﬁrst
three physical properties can be imposed on the model as speciﬁed in (4.1)
through conditions on (S, r). First some deﬁnitions are introduced that relate
to the interconnection pattern of S:
Definition 4.2.2. (Index Set of reactants of a reaction) The index set for the
reactant species of a reaction rj in a mechanism (S, r) is given by
Ir−j := {i | Sij < 0}

(4.6)
2

Definition 4.2.3. (Index Set of products of a reaction) The index set for the
product species of a reaction rj in a mechanism (S, r) is given by
Ir+j := {i | Sij > 0}

(4.7)
2

Definition 4.2.4. (Index set of species involved in a reaction) The index set
for the species involved in a reaction rj of a mechanism (S, r) is given by
Ir+−
:= Ir−j ∪ Ir+j
j

(4.8)
2

The ﬁrst and second physical property are now formalized using conditions
on the reaction rate function r:
Definition 4.2.5. (Reaction rate function) The function r : Rns → Rnr , as
part of a mechanism (S, r) with species concentrations y ∈ Rns , is called a
reaction rate function if
rj (y) ≥ 0 if

(4.9)

y>0
ns

rj (y) = 0 for all y ∈ R

: yi = 0, i ∈

Ir−j

(4.10)

with Ir−j the index set of reactants for that reaction. When the kinetic network
involves heterogeneous chemistry an additional requirement has to be satisfied.

112

Simplification of kinetic models for surface chemistry

Let F : {1, .., ns } be the set of indices of y that represent species absorbed on
a catalytic surface. The fact that no species can absorb on a fully occupied
surface is reflected by the additional condition on the rate of r:
X
yi = 1, Sij > 0
(4.11)
rj (y) = 0 if y ∈ Rns :
i∈F
2
In addition to the conditions (4.9), (4.10), (4.11) imposed on r, a kinetic
network also has the property of mass-invariance. This means that the total
mass of elements and invariant subspecies is not changed under evolution of
the reaction. By construction the stoichiometric matrix S has a non-trivial left
kernel that is a subspace of system invariants. These are the system invariants
that are preserved under dynamic evolution of the system. They always include
the chemical elements and / or invariant (sub)species, the number of which is
denoted by ne . Additionally, when the number of independent reaction paths
is smaller than the number of species minus the number of chemical elements /
invariant (sub)species, ni linear combinations of species are also preserved. The
dimension of the invariant subspace is denoted as nc with nc = ne + ni . The
linear invariants are contained in the matrix L:
Definition 4.2.6. (Matrix of system invariants) Given a vector of species concentrations y ∈ Rns , a matrix of system invariants L ∈ Rnc ×ns is defined as
 
Le
with Le ∈ Rn+e ×ns , Li ∈ Rni ×ns
(4.12)
L :=
Li
with the additional conditions on Le that
1. ne > 0
2. For all j

there exists

i such that

(Le )ij > 0

2

The ﬁrst condition is a consequence of the fact that there is always at least
one element or invariant subspecies involved in a kinetic mechanism. The second condition implies that each species is composed of at least one element or
invariant subspecies. A deﬁnition that characterizes a stoichiometric matrix is
now given by:
Definition 4.2.7. (Stoichiometric matrix) A stoichiometric matrix S ∈ Zns ×nr
for a kinetic mechanism is a matrix for which holds that
There exists

L such that

with L a matrix of system invariants.

LS = 0

(4.13)
2

Remark 4.2.8. Note that this Deﬁnition applies to a stoichiometric matrix of
a kinetic mechanism where all the reactants and products are part of the mechanism. It is possible to deﬁne S in such a manner that in and outﬂows of
an open kinetic mechanism (4.5) are included as artificial reactions (Feinberg,
1979). This type of notation has not be employed in this Chapter.
2
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Properties of S are treated in more detail in (Feinberg, 1979; Famili and
Palsson, 2003) along with their physical interpretation. The fact that r is a
reaction rate function and the fact that S is a stoichiometric matrix characterize
the diﬀerential equation (4.1) with the pair (S, r) as a model of a kinetic network.
For an open kinetic network, mass of elements and invariant subspecies and
linear combinations of species is preserved by the chemical reactions and therefore only aﬀected by the in- and outﬂows of the system. By pre-multiplying
the diﬀerential equation for the open system, (4.5), with the matrix of system
invariants and using the property (4.13), the mass balance relation for the open
system is obtained:
Lẏ = Lv ◦ (u − y)
(4.14)

or, in integral form:

Ly(t) − y(0) =

Z

t

Lv(τ ) ◦ (u(tau) − y(tau))dτ

0

(4.15)

For the case of a open system with no surface-bound species and equal ﬂow
rates for all species, v = 1n , this can be simpliﬁed to:
 
 
 
 
e˙1
e
e1
Le
= v ◦ (Lu − 1 ) with
:=
y
(4.16)
e˙2
e2
e2
Li
where e1 (t) ∈ Rne , e2 ∈ Rni represent the element masses or concentrations
of invariant (sub)species and the values of linear combinations of species, res⊤
e⊤
pectively. The vector e := e⊤
collects both these kinetic invariants.
1
2

4.2.3

Positive Invariance

A consequence of the properties deﬁned in the previous section is that the
set of physically feasible states is bounded and Positive Invariant (PI). To be
more precise, let positive invariance for a non-autonomous system be deﬁned as
follows:
Definition 4.2.9. For a state evolution law of the form
ż = f (z, u)

(4.17)

where z(t) ∈ Rn and u(t) ∈ Su ⊆ Rn , with Su ⊆ Rnu , the set S ⊆ Rn is positive
invariant (PI) if z(0) ∈ S implies z(t) ∈ S for all t ≥ 0.
2
Note that positive invariance depends both on the state evolution law as well
as on the chosen set Su . Depending on the properties of (S, r), PI sets always
exist:
Proposition 4.2.10. Let c ∈ Rns be defined by
(
1 if j ∈ F
cj =
0 if j ∈
/F

2
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and let x(0) = Ly(0). Then
1. (4.9),(4.10) and u(t), v(t) ∈ R+ imply that P1 := {y | y ≥ 0} is positive
invariant for (4.1),(4.5).
2. (4.9),(4.10),(4.11) and u(t), v(t) ∈ R+ imply that P2 := {y | y ≥ 0, c⊤ y ≤
1} is positive invariant for (4.1),(4.5).
3. (4.13) implies that P3 := {y | Ly = x(0)} is positive invariant for (4.1).
Proof: The proof is standard and given Appendix C.
Remark 4.2.11. For mass action kinetics, kinetic systems can be seen to be
positive invariant for P1 immediately as the system dynamics can be written in
the form
ẏi = f (y) = fi (y) − gi (y)yi , i = 1, .., ns with
(4.18)
with f : R+ → R+ ,g : R+ → R+ . For yi the derivative becomes positive when
yi = 0.
2
The sets P1 , P2 are polyhedrons. P1 is unbounded, P2 is unbounded if some
species are in the gas phase; it is bounded if all species are surface species. P3
is an aﬃne space. Let the set P be used as a shorthand that refers to either P1
or P2 , depending on whether the mechanism is homogeneous or heterogeneous.
If the positivity and mass invariance properties are combined, the resulting
positive invariant set is the intersection of P3 with P. For each composition
x and x(0) = x the corresponding set Px is referred to as a stoichiometric
compatibility class (Feinberg, 1979).
Definition 4.2.12. (Stoichiometric compatibility class) A stoichiometric compatibility class Px of the mechanism (S, r) is defined as
Px := {y ∈ P | Ly = x} with

x∈Q

(4.19)

with P a positive invariant set for (S, r), L a matrix of system invariants and
Q := LP.
2
Proposition 4.2.13. For finite x, Px is a polytope.

2

Proof: The fact that Px is bounded follows from its deﬁnition and, as
stated in Deﬁnition 4.2.6, the matrix L having a nonzero positive element in
each column. The bounds for each element of y are given by
y ∈ Px

⇒

0 ≤ yj ≤

min

xi

i=1,..,ne lij

for all j = 1, .., ns

(4.20)

with lij a positive element of L. Due to the fact that Q = LP each element xi
with i = 1, .., ne is positive. As it is also ﬁnite, the upper bound is positive and
ﬁnite for all yj .
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Problem Definition

The goal of ﬁnding simpliﬁed models of the kinetic mechanisms can be deﬁned
as follows: given an open kinetic surface mechanism, as described by (4.5), ﬁnd
a reduced model of the form
ẋ = Ŝ r̂(x) + fˆu (x, u) = fˆ(x, u)

(4.21a)

ŷ

(4.21b)

= h(x),

such that ŷ approximates y and nl = dim(x) < ns = dim(y) and/or C(fˆ) <
C(f ). Here C(·) denotes a measure for the computational complexity of a mathematical expression.
In addition, if physically relevant concentrations and fractional surface coverages y(t) for the open kinetic mechanism (4.5) belong to a positive invariant
set P ⊆ Rns , it is important to preserve P when deriving a reduced model. By
this we mean that there exists a set R ⊆ P such that
ŷ(t) ∈ R for all t ≥ 0

(4.22)

where ŷ satisﬁes the reduced order model equations (4.21a), (4.21b) for any
x(0) ∈ M (P) with M : P → Rnl . In particular, ŷ(t) ∈ P for all t ≥ 0. In this
case we say that (P, R) is positive invariant for (4.21a), (4.21b), or that positive
invariance of P in (4.5) is preserved in the reduced order system (4.21).
Furthermore, as the concentrations in the original kinetic mechanism conform to the mass balance relation, it is desirable to require that concentrations
in the reduced model also conform to this relation. For simplicity, this requirement is stated for the case when v(t) = 1ns . For this case, the balance relation
of the invariant elements or (sub)species and for the linear combinations of species that are invariant under kinetic evolution in the following two relations:

e1 (t)
e2 (t)

= Le ŷ(t) for all t > 0
= Li ŷ(t) for all t > 0

(4.23a)
(4.23b)

with the time evolution of e1 , e2 given by (4.16). When the ﬁrst relation holds
we will say that mass balance is preserved in the reduced order system (4.21).
The second relation is referred to as preservation of the other stoichiometric
invariants.
When f is considered to be a general nonlinear function, the ﬁrst part of the
problem deﬁnition is very similar to the problem deﬁnition in Chapter 3. However, the reduction methods developed in this Chapter guarantee preservation
of the positive invariance set and the mass balance relation of the original model, by exploiting the properties of S and r. Furthermore, the interconnection
structure imposed by (S, r) is taken into consideration.
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4.3
4.3.1

Simplification of kinetic models for surface chemistry

Analysis Methods
Types of approximations for kinetic networks

The types of approximations commonly used for kinetic networks fall into the
categories of symbolic simpliﬁcation of the original dynamics function f and
those related to projections. Removal of reactions and species is a straightforward and physically insightful approach to simplify f . The removal of reactions
corresponds to setting elements rj from the vector r to zero:
rj := 0

(4.24)

The removal of species corresponds to setting elements yi of the vector y to zero
or to a non-zero constant value:
yi := 0 or yi := c

(4.25)

Removal of the j-th reaction or the dynamics of the i-th species makes it possible to remove the corresponding columns Sj from S or the rows Si from S
respectively.
Remark 4.3.1. The removal of a reaction does not invalidate the mass balance,
as it holds that reactions themselves do not aﬀect the mass balance:
LS = 0

⇒

LSj = 0

(4.26)

Species removal does aﬀect the mass balance unless, as is generally done, the
reactions that inﬂuence the concentration of this species are also removed. Furthermore the in- and outﬂow rates for the species have to be zero.
2
For surface kinetic mechanisms, the relation for the free surface site fraction
can also be simpliﬁed (Chorkendorﬀ, 2003). This is accomplished by removing
components yi from this relation. If all components yi , with the exception
of a single strongly adsorbing species, are removed, this is referred to as the
Most Abundant Reaction Intermediate (MARI) approximation, and if all terms
yi are removed, i.e. θ∗ ≈ 1, this is referred to as the Nearly Empty Surface
approximation. Neither type of approximation aﬀects the mass balance.
Since any term in the expression Sr(y) can in principle be deleted in order
to simplify f , the options proposed above are only a subset of the possible
approximations. The reason for considering only simpliﬁcations of these types
is that they all have a clear physical interpretation.
In addition to the removal of individual reactions, species and approximations to surface coverages, time-scale based approximations are frequently employed to simplify kinetic mechanisms. In many cases the rate constants of
reactions vary over many orders of magnitude. The presence of reactions with
large rate constants will cause part of the kinetic mechanism to equilibrate very
rapidly. Starting from given initial species concentrations, the time evolution of
the concentrations species can be characterized by a rapid transient, after which
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the slower reactions determine the dynamics. During this latter part of the time
evolution, the trajectories of the concentrations remain close to a manifold that
is perpendicular to the fast dynamics, referred to as the slow inertial manifold
(Maas and Pope, 1992). This is also the case for systems with external inﬂows
or outﬂows as long as the inﬂow concentrations vary slowly and ﬂow rates are
limited. This behavior can be exploited if we consider the fast dynamics to be
inﬁnitely fast. In this way trajectories of the concentrations lie on the inertial
manifold. The dynamics of the kinetic model can then be described in coordinates that parameterize the slow manifold, instead of the original coordinates.
This is accomplished by introducing algebraic relations that capture or approximate the manifold. Unfortunately, capturing the manifold exactly in algebraic
relations quickly leads to very complex relations for nontrivial systems. In practice, the coordinates that parameterize the slow manifold are often chosen to
be a select number (typically 2-5) of species from the mechanism. The parameterization is then given by a relation between these species and the other,
"fast", species. This relation is often ﬁtted using approximation functions such
as multi-variate polynomials, neural networks, etc.
In contrast, in this Chapter, the manifold is characterized using a more
structured approach. It is determined from a series of algebraic relations that:
• involve a limited number of species concentrations, and
• are physically insightful.
For kinetic mechanisms the Quasi-Steady-State (QSS or QSSA) and the Partial
Equilibrium (PE) relations are often employed. A QSS relation is obtained by
considering the evolution of the i-th species to be inﬁnitely fast such that
0 = Si· r(y)

(4.27)

Note that this relation diﬀers from the one obtained by setting the diﬀerential
part of a single row of the open system (4.5) to zero. The reason for this is that
the inﬂow and outﬂow of an open system often vary slowly compared to the
kinetic part. Therefore the algebraic relation only includes the kinetic part.
A PE relation is obtained by equilibrating the rates of a pair (i, j) of forward
and reverse reactions
0 = ri (y) − rj (y) with

{(i, j) | S·i = −S·j }

(4.28)

Both types of relations only involve a limited number of species as each
reaction typically only has a limited number of reactants and products, and each
species only has a limited number of reactions of which it is either a reactant
or product (i.e. the matrix S is sparse). This physical insight comes from the
fact that both types of approximations are commonly used by chemists during
the modeling process. Quasi Steady-State species are often radical or otherwise
highly reactive species. Reactions for which partial equilibrium holds are often,
but not always, the reactions which have large reaction constants.
The following example, taken from (Chorkendorﬀ, 2003), illustrates the use
of PE relations in simplifying the Langmuir-Hinshelwood mechanism:
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Example 4.3.2. (see (Chorkendorff, 2003)) For the Langmuir-Hinshelwood mechanism, see Appendix B, section B.3, the dynamics are given by:
ẏ1 = −k1+ y1 θ + k1− y3
ẏ2 =

ẏ3 =
ẏ4 =
ẏ4 =
ẏ5 =

(4.29a)

−k2+ y2 θ + k2− y4
k1+ y1 θ − k1− y3 − k3+ y3 y4
k2+ y2 θ − k2− y4 − k3+ y3 y4
k3+ y3 y4 − k3− y5 θ − k4+ y5
k4+ y5 − k4− y6

(4.29b)
+
+
+

k3− y5 θ
k3− y5 θ
k4− y6

(4.29c)
(4.29d)
(4.29e)
(4.29f)

A common application of PE relations is to equilibrate the absorbtion and
desorption reactions:
0 = k1+ y1 θ − k1− y3
0=

0=

k2+ y2 θ
k4− y6 θ

−

−

k2− y4
k4+ y5

(4.30a)
(4.30b)
(4.30c)

Inserting the algebraic relation for the free surface site fraction
θ = 1 − y3 − y4 − y5

(4.31)

into the PE relations (4.30a)-(4.30c), solving for y3 , y4 , y5 and inserting the
solution into the rate expression for r3 , yields a simplified mechanism with a
single reaction rate and only the gas-phase species as species
r+

3
A + B −→ AB

r−

3
AB −→ A + B

r3+ =

k3+ K1 K2 y1 y2
(1 + K1 y1 + K2 y2 + K4−1 y6 )2

(4.32a)

r3− =

k3− K4−1 y6
(1 + K1 y1 + K2 y2 + K4−1 y6 )2

(4.32b)

where K1 = k1+ /k1− , K2 = k2+ /k2− , K4 = k4+ /k4− are equilibrium constants.

2

In this example the original mechanism with the ﬁve species and eight reactions has been reduced to a mechanism with three species two reactions. A single
step r3 in the reaction mechanism has been retained. Equilibrating all reactions
in the mechanism with the exception of a single step is a very common method
to simplify kinetic mechanisms and is referred to as the Rate Determining Step
(RDS) method.
Using this simpliﬁed mechanism to consider the limiting cases for high concentrations of A or B is instructive to understand the essence of LangmuirHinshelwood kinetics: for low concentrations of A and B the reaction r3+ is ﬁrst
order in A and B respectively. As the concentration of a reactant increases,
the reaction rate can become inversely proportional to the concentration of this
reactant.
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In more complex cases a series of approximations needs to be combined with
the original kinetic mechanism to arrive at a reduced mechanism. The main
part of this Chapter deals with methods to obtain a reduced model of the form
(4.21) starting from the original kinetic mechanism and a series of candidate
QSS and PE relations. First, however, we have to consider which species and
reactions can be removed and for which species and reaction pairs QSS and
PE relations can be employed so that the dynamics of the original model are
accurately approximated. As in the previous Chapter this determination is
data-based.

4.3.2

Criteria for approximations in kinetic networks

In the analysis stage, the eﬀect of the removal of species and reactions or the
application of PE and QSS assumptions on the approximation error is quantiﬁed. For a general nonlinear problem, exact quantiﬁcation of the error for a
given set of assumptions would require evaluation of the error through simulation of the reduced model for each possible combination of assumptions. This
simulation approach to evaluate the error is used in conjunction with integer
programming to switch assumptions on and oﬀ, in for example (Petzold and
Zhu, 1999). To avoid this computationally expensive procedure, a suboptimal
approach is taken whereby the eﬀect of the inclusion of a certain assumption
on the approximation error of the reduced model is estimated using a criterion function. For each assumption this criterion is determined separately. The
decision whether to use a particular assumption is thus based on the criterion
function. We ignore the fact that the combined eﬀect of including multiple assumptions on the approximation error is generally diﬀerent from the cumulative
eﬀect of these assumptions. The criterion function is applied to a representative
set of simulation data generated by the original mechanism.
Let y0 be a solution, generated over the time interval [t0 , t1 ] and satisfying
(0)
the original model equations (4.5) for a chosen initial state y0 (t0 ) := y0 and
(1)
(p)
(1)
(p)
input trajectory u := u0 . The sampled data {y0 , . . . , y0 }, {u0 , . . . , u0 }
generated from this solution is given by:
(k)

y0

(k)

:= y(tk ), u0 := u(tk ) for

k = 1, .., p

(4.33)

Given a set of na candidate assumptions of the types discussed in the previous
paragraph, a criterion function Υ quantiﬁes the expected approximation error.
For a certain candidate assumption in this set, the decision whether to include
this assumption in the set of assumptions Sr used to derive the reduced model is
made based on comparison of the criterion function to a user-deﬁned threshold
δ:
Sr := {i | Υ(i, Ys , Us ) < δ}
(4.34)

Diﬀerent types of assumptions (QSS, PE, species removal, reaction removal)
require in general diﬀerent types of criterion functions. A wide array of criteria
have been used to determine which assumptions are valid. In automated reduction schemes, e.g. (Okino and Mavrovouniotis, 1998), typically multiple criteria
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are combined to obtain more reliable results. In Appendix D the main types of
criteria are be discussed, and we give a detailed list of criteria obtained from
literature. Throughout the remainder of this Chapter it will be assumed that
valid candidate QSS and PE assumptions have been obtained by using a combination of these criteria. Together with the original model, these assumptions
will be used to derive the reduced model.

4.4
4.4.1

Approximate Lumping
Principle

Whereas obtaining a reduced model by removing species and reactions from the
original mechanism is straightforward, the application of QSS and PE relations
is more involved. The technique that will be used for this purpose is approximate lumping upon time-scales. Lumping methods (Wei and Kuo, 1969; Li and
Rabitz, 1989) are a form of projection. They deﬁne a relation between a reduced
model (4.21) and the original model (4.5), by relating the species of the original
model y to a smaller number of pseudo-species x. This lumping is given by the
projection pair (M, M̄ ) where M ∈ Rnl ×ns is a linear map and M̄ : Rnl → Rns
is a nonlinear expansion. The lumping and expansion relations
x = M y,

ŷ = M̄ (x)

(4.35)

are introduced, where x ∈ Rnl with nl < ns is a vector of pseudo-species. As
(M, M̄ ) deﬁnes a projection it holds that
x = M M̄ (x).

(4.36)

With (4.35), the reduced model of the form (4.5) is given by:
ẋ = Ŝ r̂(x) + M v ◦ (u − M̄ (x))
= M Sr(M̄ (x)) + M v ◦ (u − M̄ (x))
ŷ

= M̄ (x).

(4.37a)
(4.37b)
(4.37c)

The goal is to ﬁnd the pair (M, M̄ ) such that (4.21) is a good approximation for
(4.5) in the sense that ky − ŷk is small. This can be seen to be a speciﬁc solution
for the general problem of reducing the complexity of kinetic mechanisms, as
given in Section 4.2.4.

4.4.2

Approximate Lumping using QSS/PE relations

To deﬁne a suitable pair (M, M̄ ), the domain of y, P, can be restricted using
steady-state and partial equilibrium relations.
Definition 4.4.1. The i-th steady-state (SS) relation for the original kinetic
mechanism (4.5) is
Ui := {y ∈ P | Si r(y) = 0}.
(4.38)
2
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Definition 4.4.2. The (j, k)-th partial equilibrium (PE) relation for reactions
rj ,rk for the original kinetic mechanism (4.5) is
Vj,k := {y ∈ P | rj (y) − rk (y) = 0}.

(4.39)

In general it is understood that (j, k) are chosen such that only forward reactions
are equilibrated with their reverse counterpart, i.e. S,j = −S,k .
2
Candidate indices i and (j, k) are obtained from the criteria discussed in the
previous section. Given these sets of candidate indices i and (j, k), denoted by
respectively SCSS and SCP E , a configuration is given by the pair (SSS , SP E )
with
(SSS ⊆ SCSS , SP E ⊆ SCP E ), |SSS | + |SP E | = neq ,
(4.40)

where neq is the number of equilibria. The conﬁguration speciﬁes a manifold C
given by:
\
\
Ui
C :=
V(j,k) ⊂ Rns .
(4.41)
i∈SSS

(j,k)∈SP E

As both (4.38) and (4.39) are linear in the elements of r(y), the manifold C ⊆ P
admits a representation of the form
C := {y ∈ P | P r(y) = 0}

(4.42)

with a matrix P that is determined by the sets SSS and SP E . Each row in P
corresponds each to a steady-state relation, in which case Pi = Si for the i-th
row of P , or to a partial equilibrium relation, in which case Pi has two nonzeros elements, at positions j and k that correspond to the reactions in partial
equilibrium. The number of rows in P depends on the number of steady-state
and partial equilibrium relations in the conﬁguration. Now, suppose a lumping
matrix M is given. We will deﬁne M̄ as an expansion compatible with the
conﬁguration (SSS , SP E ) if the following condition is satisﬁed:
y ∈ C, x = M y

⇒

y = M̄ (x).

(4.43)

If such an expansion M̄ exists for the given conﬁguration C, it can be obtained
from the implicit relation g : Rnl × Rns → Rns :


x − My
g(x, y) :=
= 0 ⇔ y = M̄ (x).
(4.44)
P r(y)
The number of lumped species nl is chosen such that (4.44) is a well-deﬁned
system of ns equations to be solved for ns unknown, i.e.
nl = ns − neq .

(4.45)

The existence of M̄ depends on the selection of (SSS , SP E ) as well as on the
selection of M . These selections are the subject of Section 4.5.
In Example 4.3.2 the RDS method is employed to simplify the LangmuirHinshelwood mechanism using PE assumptions. The next example illustrates
the use of approximate lumping for the same mechanism and the same PE
relations.
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Example 4.4.3. Approximate lumping is applied to the Langmuir-Hinshelwood
mechanism from Example 4.3.2, using PE relations to equilibrate the absorbtion
and desorption reactions.
The vector containing the species concentrations and fractional surface coverages and the set of assumptions are given by
y := ([A], [B], [A∗], [B∗], [AB∗], [AB])⊤ ,
The matrix M lumps each gas-phase species
terpart:

1 0 1 0
M := 0 1 0 1
0 0 0 0

SP E = {(1, 2), (3, 4), (7, 8)}
together with its adsorbed coun
0 0
0 0
1 1

Solving the lumping problem (4.44) yields the expansion relation

⊤
K4−1 θ∗ x3
x1
x2
x3
K2 θ∗ x2
K1 θ∗ x1
M̄ (x) := 1+K
,
,
,
,
,
1+K2 θ∗
1+K1 θ∗
1+K2 θ∗
1 θ∗
1+K −1 θ
1+K −1 θ
4

∗

4

∗

where θ∗ is given implicitly by the algebraic relation
θ∗ := 1 −

K2 θ ∗
K4−1 θ∗
K1 θ ∗
x1 −
x2 −
x3
1 + K1 θ ∗
1 + K2 θ ∗
1 + K4−1 θ∗

For the reduced mechanism the matrices (Ŝ, r̂) are obtained from (4.37b) as


!
−1 1
k3+ K1 K2 θ∗2
x
x
1
2
2 θ∗ )
Ŝ = M S = −1 1  r̂ = r3,4 (M̄ (x)) = (1+K1 θ−∗ )(1+K
K4 θ ∗
k3 1+K
x3
θ
1 −1
4 ∗

Note that this solution differs from the one derived using the RDS method in
Example 4.3.2. In fact, the application of one further simplification




1 0 0 0 0 0
M̂ y − x
g(x, y) → ĝ(y) :=
with M̂ = 0 1 0 0 0 0
P r(y)
0 0 1 0 0 0
(4.46)
prior to solving (4.44) to find M̄ makes the solution of Example 4.4.3 equal
to that of Example 4.3.2. If this simplification is not used, explicit solution of
(4.4.3) leads to a complex expression for θ∗ .
2

4.4.3

Lumping and Mass Conservation

A constraint for the reduced model is the preservation of mass balances. If an
approximate lumping method is used, we can determine for which choices of
(M, M̄ ) this is the case. For simplicity the case when v := 1n is considered.
Proposition 4.4.4. Given an open kinetic mechanism defined through (S, r).
Let a lumping matrix M ∈ Rnc ×ns be chosen such that
R(L⊤ ) ⊆ R(M ⊤ )

(4.47)

4.4. Approximate Lumping

123

Let M̄ be an expansion relation for M . ŷ is given by the time evolution of the
lumped system, (4.21). Then there exists a nonsingular T ∈ Rnc ×nc such that
x(0) = M y(0)

⇒

e(t) = T Lŷ(t) for all t ≥ 0

where e(t) adheres to a conservation relation of the form

ė = v ◦ (Lu − e )

(4.48)

(4.49)
2

Proof: This is proved by inserting the chosen lumping matrix M into the
relation for the lumped system (4.21) and using the fact that LS = 0. This
yields
 

  
Lu − x1
ẋ1
0
+
.
(4.50)
=
M2 u − x2
M2 Sr(M̄ (x))
ẋ2
The diﬀerential relation for x1 is equal to that for e (4.16) and as

  
e(0)
L
y(0)
=
x2 (0)
M2

(4.51)

we have that
x1 (t) = e(t),
Using M M̄ (x) = I,

(4.52)

t ≥ 0.



e(t)
Lŷ(t) = LM̄ (
) = e(t),
x2 (t)

t≥0

(4.53)

it is shown that the kinetic invariants are preserved for this choice of M .
Example 4.4.5. Consider the following open kinetic mechanism with three
species and two reversible reactions:



 k1+ y1
   
−1 1
0
0  − 
u1
y1
k
y
1 2  + (u  − y )
ẏ =  1 −1 −1 1  
(4.54)
2
2
+
k2 y2 
0
0
1 −1
u3
y3
−
k2 y3

A single QSS assumption, SSS = {2}, is used,
saying that y2 is in quasi-steady
state. For this mechanism L = 1 1 1 . Let
M :=



L
M2



=



1
−1

1 1
1 1



.

Then the reduced system (4.37b) is
  
 

0
ẋ1
u1 + u2 + u3 − x1

=
+
2 −2 r1,2 (M̄ (x))
ẋ2
−u1 + u2 + u3 − x2

(4.55)

(4.56)
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k1+ (x1 −x2 )+k2− (x1 +x2 )
k1+ (x2 −x1 )+(k1+ +k2− )(x1 +x2 )
2
and M̄ = x1 −x
. Now, pro−
+
−
−
+
−
2
2(k1 +k2 +k2 )
2(k1 +k2 +k2 )
ving mass conservation:
LM̄ (x1 , x2 ) = x1 = e
(4.57)
In contrast, the pair (M, M̄ ) with


1 0 0
M :=
0 0 1
leads to:
  
ẋ1
−1 1 0
=
ẋ2
0 0 1


M̄ = x1

k1+ x1 +k2− x2
k1− +k2+

x2






0
u1 + u3 − x1
r(M̄ (x)) + v ◦
−1
−u1 + u3 − x2

(4.58)

(4.59)

In this case, mass is not conserved:
LM̄ (x1 , x2 ) = y1 +

k1+ y1 + k2− y3
+ y2
k1− + k2+

(4.60)

The second choice of M corresponds to the ’classical’ application of the QSS
assumption.
2

4.4.4

Lumping and Positive Invariance

As indicated in the problem deﬁnition, preservation of positive invariance in
the reduced model is of importance. Therefore, the eﬀect of the approximate
lumping method on positive invariance of (P, R) has to be determined. As the
mapping induced by M is linear, any compact set P ⊆ Rns is mapped to a
compact set Q = M P ⊆ Rnl . Assuming for the sake of simplicity that P is
bounded and suppose that P = conv(EP ) is the convex hull of a ﬁnite number
of points EP ⊆ Rns , then the set
Q = M P = conv(M EP )

(4.61)

is also the convex hull of a ﬁnite number of points M EP . Now suﬃcient conditions on M̄ can be formulated for which (P, R) is positive invariant for (4.21a),
(4.21b):
Proposition 4.4.6. Suppose that P is a positive invariant set for (4.5). Given
a matrix M ∈ Rnl ×ns , let Q := M P and let M̄ : Rnl → Rns satisfy
M̄ Q ∈ R ⊆ P

(4.62)

sgn(Sr(M̄ (M y))) = sgn(Sr(y))

(4.63)

and
y ∈ bd(P)

⇒

where bd(·) denotes the boundary of a compact set. Set R := M̄ Q. Then
1. Q is positive invariant for (4.37b).
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2

Proof: The set P is a positive invariant set for the original system (4.5).
The proof of positive invariance, given in Appendix C, is only based on the sign
structure of r(y) for y ∈ bd(P). Therefore condition (4.63) leads to positive
invariance of P for
ŷ˙ = Sr(M̄ (M ŷ)) + v ◦ (u − M̄ (M ŷ)).

(4.64)

This is equivalent to stating that R ⊆ P. Deﬁne x := M ŷ. Then ŷ(t) ∈ R ⇒
x(t) ∈ Q with x(t) := M ŷ(t). Diﬀerentiating x(t) := M ŷ(t) and inserting (4.64)
yields (4.37b):
ẋ = M Sr(M̄ (x)) + M v ◦ (u − M̄ (x))
(4.65)

Therefore Q is positive invariant under evolution according to (4.37b) for any
solution x with initial condition x0 ∈ M P. As the mapping from P to Q is
surjective, this holds for any x0 ∈ Q, proving forward invariance of Q.
Positive invariance of (P, R) for (4.37b)-(4.37c) follows from the positive
invariance of Q for (4.37b) as from (4.62) x(t) ∈ Q ⇒ ŷ(t) ∈ R.

4.5
4.5.1

On the existence of the inverse relation
Problem Definition

As the lumping relation is linear, the domain P of y, is mapped to the domain
Q = M P. Each x for which an expansion relation is sought, belongs to this
domain, i.e. x ∈ Q. The problem of ﬁnding an explicit solution for the implicit
expansion relation in (4.44) is now deﬁned as follows:
Definition 4.5.1. (Expansion Problem) Given an implicit expansion relation
as per (4.44). A set of explicit solutions that satisfies this relation for given
x ∈ Q can be obtained from the set valued mapping Mx : Q 7→ C that adds the
elements y ∈ C to each x ∈ Q:
Mx

:

x

7→

{y ∈ P | g(x, y) = 0}

(4.66)

The expansion problem is to characterize this mapping for a particular expansion
relation (4.44).
2
If such mapping adds a single point in C to each point in Q, it is a functional
relationship. In this case the function M̄ := M is said to exist. We will also
consider this to be the case if it adds a ﬁnite number of points in C to each point
in Q. By suitable selection of a single point from this ﬁnite number, we will
also obtain a proper function M̄ from the multi-valued functional relationship
M. When M is empty for some choices of x, or when it returns inﬁnitely many
points for some choice of x, M̄ does not exist. We are interested in those cases
where M̄ does exist. Of particular interest are statements on the existence of
M̄ for arbitrary values of the reaction constants k > 0 of a particular network.
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The requirement that M̄ exists has implications for the selection of M and
(SSS , SP E ). The starting point for choosing a combination of M and (SSS ,
SP E ) that does not preclude existence of M̄ is to ensure that linear dependency
in the equation system is avoided. For the case when r is linear in y, conditions
for the existence of M̄ can be readily veriﬁed, and directly result in requirements
for M and (SSS , SP E ). Next, the nonlinear case is considered, and necessary
conditions for the existence of M̄ are given. However, these conditions are
not easily veriﬁed for kinetic networks with arbitrary values of the reaction
constants. Therefore, in the last part of the analysis, M is selected such that the
resulting problem is equivalent to that of ﬁnding chemical equilibria of a part
of the kinetic network. This permits the application of a number of existing
theoretical results which pertain to the problem of ﬁnding chemical equilibria,
to the problem of existence and uniqueness of M̄ .

4.5.2

Linear Case

To illustrate the eﬀect of the choice of M on the existence of M̄ , we ﬁrst consider
the case where r is a linear function of y, i.e. r(y) := Ry with R ∈ Rnr ×ns .
In the linear case, the existence of M̄ is readily veriﬁed. If the dimensional
requirement (4.45) is satisﬁed, y is multiplied by a square matrix relation to
obtain g(x, y).


 
M
I
g(x, y) :=
y−
x.
(4.67)
PR
0

If the matrix that premultiplies y is full rank, the solution to the expansion
problem can simply be deﬁned using the inverse of this matrix. The expansion
relation becomes:

−1   \
M
x
Mx : x 7→
P
(4.68)
PR
0
As it holds that {y | g(x, y) = 0, x ∈ Q} ∈ C and C ⊆ P. Therefore the
−⊤
⊤
x 0 and P is
image of Mx given by the intersection between M P R
non-empty for all x ∈ Q. For the domain Q the map Mx is given by
Mx

:

x

7→ M̄ (x)

(4.69)

−1  
x
0

(4.70)

with the function M̄ (x) deﬁned as
M̄ (x) :=



M
PR

The requirement of invertibility of g leads to the following conditions on P ,R,M :
1. P R needs to have full row rank, i.e. rank(P R) = neq
2. M needs to have full row rank, i.e. rank(M ) = nl
3. The rows of P R and M need to be independent, i.e. R(P R)⊥ = R(M )
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To satisfy the ﬁrst condition, P itself has to have full row rank. Furthermore,
it is required that rank(R) ≥ neq . The properties of P directly depend on the
choice of (SSS , SP E ).
Example 4.5.2. A simple example of this is given by the following mechanism
y1

k+

k+

k+

k1

k2

k3

1
2
3
−→
y2 −→
y3 −→
y4
←−
←−
←−
−
−
−

for which the matrix P R implements (SSS , SP E ) := ({y2 }, {r1 , r2 })

 +
k1
−k1−
0 0
P R :=  0
−k2+
k2− 0
+
−
+
k1 −k1 − k2 k2− 0

(4.71)

(4.72)

The rows of P R are linearly dependent and therefore the inverse of (4.67) does
not exist for any choice of M with row dimension nl = 1.
2
The second requirement, that M has to have full row rank, can be satisﬁed
simply by choosing M such that this is the case. The last condition, independence of the rows of M and P R, is illustrated using the following example:
Example 4.5.3. Consider a kinetic model where four species are lumped into
three pseudo-species using a single linear PE relation. Satisfying the dimensional
requirement (4.45), the matrix M is chosen as


1 1 0 0
M := 0 0 1 0
(4.73)
0 0 0 1

The PE assumption is applied to r1 which converts y3 to y4 and vice versa, i.e.
SP E := {r1 }, yielding the equation k1+ y3 − k1− y4 = 0. The implicit expansion
relation becomes

  
y1 + y2
x1

 x2 
y
3
− =0
(4.74)
g(x, y) := 

 x3 
y4
+
−
0
k1 y3 − k1 y4

Note that the rows of P and M are not independent. For arbitrary x, there is
no solution to this equation system, unless the last equation is trivially satisfied.
k+
The last 3 equations involve only 2 unknowns. With K1 := k1− , the mapping
1
M is given by

Q \ {x1 , x2 , K1 x2 }x1,x2∈R 7→ ∅
M:
(4.75)
{x1 , x2 , K1 x2 }x1,x2∈R
7→ {x1 − λ, x1 + λ, x2 , x3 }λ∈R

For this mapping, M̄ does not exist.
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If, on the other hand, M is chosen such that y3 and y4 are lumped together
instead of y1 and y2 , the inverse function exists and is given by

  


x1
y1
x1
 x2 
 x2 

y2
 x3 
  
g(x, y) := 
(4.76)
 y3 + y4  − x3  = 0 ⇔ M̄ (x) :=  1+K

1
2
+
−
K1 x3
0
k1 y3 − k1 y4
1+K1

To satisfy all three requirements, a possible procedure is to choose a set
(SSS , SP E ) for which P R is full rank and then choosing the rows of M such
that they span the left null space of P . Choosing the set (SSS , SP E ) from a set
of candidate assumptions (SCSS , SCP E )
1. Construct the matrix PC , of which each row corresponds to a candidate
assumption, from (SCSS , SCP E ).

2. Form the product PC R.
3. Select neq independent rows from PC R to form P R.
4. Choose M such that R(M ) = R(P R)⊥ .

The third step represents a combinatorial problem. However, for sparse matrices
extensive decomposition is possible.
We conclude that, for the linear case, existence of the inverse relation can
be guaranteed using the procedure as described above. This procedure involves
a combinatorial method to select (SSS , SP E ).

4.5.3

General Case

The measures above ensure that the equation system is not ill-deﬁned for linear
R. More detailed characterization of the solutions y of (4.66) for the nonlinear
case requires analysis of the function of g : Q × P → Rns at diﬀerent points on
its domain. For mass action kinetics, g takes the form of a polynomial map. For
kinetics that use exponential functions as part of the rate function to include
attraction or repulsion between surface species (see (B.7)) or for more general
empirical rates, the map is non-polynomial.
As a starting point, consider a generalization, when g is taken as g : Rnl ×
ns
R → Rns and y ∈ Rns . The properties of the function g itself can be analyzed
to determine if an inverse relation M̄ : Rnl → Rns exists for this domain. Let
∂g
denote the Jacobian of g with respect to y and let its Hessian
Jy (y) := ∂y
2

gk
for all
H(y) be a tensor constructed from the elements Hkij (x, y) := ∂y∂ i ∂y
j
k, i, j = 1, .., ns Note that due to the particular form of g both the Jacobian and
the Hessian depend only on y. Multiple cases can be distinguished:

1. det(Jy (y)) 6= 0 for all y ∈ Rns (regular)
2. det(Jy (y)) = 0 for y ∈ S ⊂ Rns , det(Hk (y)) 6= 0 for all y ∈ S (nondegenerate)
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3. det(Jy (y)) = 0 for y ∈ S ⊂ Rns , det(Hk (y)) = 0 for any y ∈ S (degenerate)
where det(·) denotes the determinant. For each of these cases the following can
be said about the existence of M̄ :
1. In case the function g is regular, the inverse function theorem, see e.g.
(Rudin, 1976), implies the existence of a local inverse function for all y
(for a polynomial map the Jacobian conjecture implies the existence of
a global inverse that is also a polynomial map; so far this conjecture is
unproven however (van den Essen, 1995)).
2. In the non-degenerate case there can exist a multivalued (algebraic) function that expresses the multiple roots of g(x, y) = 0 in terms of x.
3. If one or more of the solution points are degenerate, there are an inﬁnite
number of solutions, and therefore the inverse function certainly does not
exist.
If a certain point in the domain can be found to be degenerate by checking
the Jacobian and Hessian, existence of the inverse relation can be precluded.
However, checking for non-degeneracy at all y is diﬃcult, in particular for nonpolynomial maps. For polynomial maps, Gröbner bases methods (Becker and
Weispfenning, 1993) can be used to decide on invertibility. As a practical approach, to arrive at an M̄ that is a functional relationship, a rational solution
branch produced using these methods, can be chosen. The conditions on the
parameters k for which the particular solution branch exists are also obtained
from these methods.
If the original restrictions are re-imposed on the domain, i.e. g : Q×P → Rns
checking for degeneracy is still a valid approach to preclude existence of M̄ . The
analysis is however involved, since J and H have to be checked at points that
are solutions of the equation system and boundaries of the domain have to be
taken into account as well.
For polynomial g, the domain restrictions can be used to discard solution
branches obtained from Gröbner bases methods. This can be done by verifying
that for x ∈ Q a particular solution belongs to P.
As general analysis of a solution is diﬃcult, we now turn to deriving necessary
conditions for the nonlinear case that preclude existence of M̄ and are more
readily veriﬁed. Firstly, linear analysis can be used. The full row rank conditions
on P , M and the orthogonality condition between the rows of M and P extend
straightforwardly to the nonlinear case. This follows immediately from the
formulation of the Jacobian and Hessian
(


0
for k ≤ nl
M
.
(4.77)
J(y) :=
Hkij (y) =
∂r
∂2r
P ∂y (y)
Pk ∂yi ∂yj (y) for k > nl
The solution is degenerate at all solution points if the linear conditions either
P or M does not have full row rank. The method to select rows such that
the product P R is full rank, as discussed in the previous section, can also be
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employed here to fulﬁll a necessary condition. For this purpose, R is replaced
∂r
by the matrix ∂y
and a row-reduction algorithm is used that applies to symbolic
∂r
matrices. The symbolic rank of ∂y
should be larger than neq . If g is polynomial,
these checks can be made prior to attempting a solution using Gröbner bases
methods.
In short, the analysis of the general nonlinear case is not trivial. In fact only
conditions that preclude existence of a solution have been stated. Veriﬁcation
of rank conditions of the Jacobian and Hessian would have to be performed at a
range of solution points or over the entire domain in case of the generalization to
g : Rnl × Rns → Rns . Neither is practical in most cases. Veriﬁcation that g does
not exhibit linear dependency is the only practical option for the general case.
For polynomial systems, the case is more simple as Gröbner bases methods can
be used to directly verify the existence of M̄ .

4.5.4

Equivalence to the Chemical Equilibrium Problem

For a function g : P → Q × Rneq that represents a lumping relation for a
kinetic network the analysis for general nonlinear functions can be made more
speciﬁc. We will derive conditions on M , (SSS , SP E ) and the kinetic network
for which the lumping problem is equivalent to that of ﬁnding a set of chemical
equilibrium points in a given stoichiometric compatibility class for a subnetwork
of this kinetic network. This permits the application of existing theory developed
to analyse the existence and uniqueness of these chemical equilibria to this
subnetwork to determine existence and uniqueness of M̄ . This theory uses only
the network topology and is valid for arbitrary values of the reaction constants
k > 0.
Definition 4.5.4. (Chemical Equilibrium Points) The set of chemical equilibrium points for a particular stoichiometric compatibility class Px is defined
as:
Yxeq := {y ∈ Px | Sr(y) = 0}
(4.78)
2
Definition 4.5.5. (Problem of ﬁnding Chemical Equilibrium Points) The problem of finding the chemical equilibrium points for a particular stoichiometric
compatibility class is defined as the characterization of Yxeq for a given x, i.e. to
characterize the mapping
Meq
x

:x

7→

Yxeq .

(4.79)
2

For a particular choice of the lumping matrix M and by using only QSS
relations, the problem of ﬁnding an inverse lumping relation is equivalent to the
problem of ﬁnding the chemical equilibrium points:
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Proposition 4.5.6. Given a kinetic mechanism defined through (S, r) and a
choice of only QSS relations SSS . Let a lumping matrix M ∈ Rnc ×ns be chosen
such that
R(M ⊤ ) = R(L⊤ )
(4.80)
with L the matrix of system invariants as per Definition 4.2.6. Suppose SSS =
SI where |I| = ns − nc and I an index set. Let P := SI , and assume that
rank(P ) = |I|. Then the expansion problem (Definition 4.5.1) and the problem
of finding chemical equilibrium points (Definition 4.5.5) are equivalent up to a
non-singular linear transformation x 7→ T x. That is:
Mx = Meq
Tx

(4.81)
2

Proof: By deﬁnition LS = 0 and L has full row rank. As R(M ⊤ ) =
R(L ), there exists non-singular T such that M = T L and therefore it holds
that M S = T LS = 0. As T is nonsingular, M has full row rank. The use of an
elementary matrix property (e.g. (Bernstein, 2005))
⊤

rank(S) = ns − dim(M ) = ns − nc

(4.82)

indicates that nc equations in the equilibrium relation are linearly dependent
and therefore
Sr(y) ⇔ SI r(y) = 0.
(4.83)

Combining Deﬁnition 4.2.12 for the stoichiometric compatibility class with Deﬁnition 4.5.4 for the chemical equilibrium points in this stoichiometric compatibility class and applying the transformation x 7→ T −1 x, the image of the mapping
Meq
x is equal to that of M as given in (4.66).
Furthermore, for the same choice of M as in Proposition 4.5.6 and certain
combinations of (SSS , SP E ) the inverse lumping problem can be interpreted as
a problem of ﬁnding the chemical equilibrium points for a mechanism which is
obtained from the original mechanism by removing a certain number of reaction
pathways.
Proposition 4.5.7. (Equivalence of the PE/QSS expansion problem to a problem of ﬁnding chemical equilibrium points for a mechanism with a reduced
reaction set) Given a kinetic mechanism defined through (S, r) and a choice
of QSS and PE relations (SSS , SP E ). Let M be chosen as in Proposition
(4.5.6). Let J be a set that indexes the columns columns of S, and define the
partitioning {J1 , J2 , J3 } = π(J ). Furthermore, let there exist a partitioning
{I1 , I2 } = π(I) of an independent row set SI of S. If the following conditions
hold,
1. J1 = {i | ∃k : (i, k) ∈ SP E },
2. rank(SI1 J1 ) = |SP E | and |I1 | = |SP E |,
3. SI1 J2 = 0 and SI2 J2 has full row rank,
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then for the original kinetic mechanism specified through the pair (S, r), there
exists a mechanism with a subset of the reactions of the original mechanism,
specified through the pair (SJ12 , rJ12 ) with J12 = J1 ∪ J2 , such that the expansion problem (Definition 4.5.1) and the problem of finding chemical equilibrium
points (Definition 4.5.5) for this mechanism are equivalent up to a non-singular
linear transformation x 7→ T x:
Mx = Meq
Tx

for

(SJ12 , rJ12 )

(4.84)
2

Proof: Rewrite the condition for chemical equilibrium so that reactions
in opposite directions, i.e. the pairs (j, k) with S,j = −S,k are grouped and
the associated net rate is denoted as r+− := (rj (y) − rk (y)). The following are
equivalent:
(4.85)
SI r(y) = 0 ⇔ SI+− r+− (y) = 0

with SI+− the modiﬁed stoichiometric matrix. For unidirectional reactions
ri+− := rj . Using a row partitioning {I1 , I2 } = π({1, .., neq }) and a column
+−
partitioning {J1 , J2 , J3 } = π({1, .., n+−
can be partitioned
r }) the matrix SI
as
 +−

SI1 J1 SI+−
SI+−
1 J2
1 J3
SI+− :=
(4.86)
SI+−
SI+−
SI+−
2 J3
2 J2
2 J1

= 0, and
is full rank and SI+−
From the imposed conditions we have that SI+−
1 J2
1 J1
accordingly the condition for chemical equilibrium for the original mechanism
can be rewritten as:
!
+−(−1)
I
0
SI1 J1 SI+−
1 J3
r+− (y) = 0
(4.87)
+−
S
0 SI+−
I2 J3
2 J2
If the reaction pairs associated with the columns J3 are removed from the
mechanism, the relation for chemical equilibrium becomes


 +− 
rJ1 (y)
I
0
+−
+−
:=
=
0
with
S
.
(4.88)
SIJ
+−
IJ12
12
0 SI+−
(y)
rJ
2 J2
2
+−
, which formulates the chemical equilibrium for the mechanism
This matrix SIJ
12
(SJ12 , rJ12 ), is the same matrix as the matrix PJ12 that would be obtained by
imposing the QSS and PE relations (SSS , SP E ) on the mechanism (SJ12 , rJ12 ),
i.e.:
SIJ12 = PJ12
(4.89)

At this point the rationale from the Proof of Proposition 4.5.6 can be used for
the mechanism (SJ12 , rJ12 ) to arrive at the equivalence between the inverse
lumping problem for this (restricted) choice of (SSS , SP E ) and the problem of
chemical equilibrium.
Note that, because of the conditions stated in Proposition 4.5.7, not all
choices of (SSS , SP E ) permit interpretation of the inverse lumping problem as
a chemical equilibrium problem for a mechanism with a reduced reaction set.
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In most cases of approximate lumping there are not enough valid QSS and
PE assumptions to retain only species and subspaces as the lumped variables
x that are invariant subject to the mechanism kinetics. For these cases the
choice of M := T L is not possible as the required row dimension of M is larger
than the number of rows in L. A particular choice of M will be proposed
along with conditions on (S, r) for which the lumping problem for the original
mechanism can be related to the problem of ﬁnding chemical equilibria for a
mechanism with a subset of the species and reactions of the original mechanism.
This method of choosing M is referred to as constrained lumping (Li et al.,
1994b), since a number of pseudo-species are restricted to be the original species
involved in the conﬁguration. The other pseudo-species are lumps of the original
species. To retain mass conservation in the reduced model, these lumps are
chosen according to the composition of the original species in terms of chemical
elements or invariant subspecies. For this choice the pseudo-species retain a
physical interpretation.
Definition 4.5.8. (Constrained lumping matrix) Consider a kinetic mechanism specified by the pair (S, r). Let {(y1 , y2 )} = π(y) be a partitioning of y
with {I1 , I2 } = π({1, .., ns }) the corresponding index set. Let K be such that
|K| is maximal and LKI1 has full row rank, with L the matrix of system invariants of the original mechanism. The lumping matrix m is called a constrained
lumping matrix if it is of the form:


LKI1
0
M := T
.
(4.90)
0
I|I2 |
with T a non-singular matrix.

2

Example 4.5.9. (Constrained lumping matrix) Consider the chemical reaction
between the ns = 4 species {N O2 , N O2 ∗, N O, N O3 ∗}, where ∗ is used to denote
a species adsorbed on a catalyst surface:
N O2 + N O2 ∗ ↔ N O + N O3 ∗
Select yI1 = {N O2 , N O, N O2 ∗}, yI2 = {N O3 ∗} to obtain the
trained matrix:





[N O2 ]
[N ]
1 1 1
 [N O] 
 with M = 2 1 2
 [O]  = M 
 [N O2 ∗ 
[N O3 ∗]
0 0 0
[N O3 ∗]

following cons-


0
0 .
1

The lumped species {[N ], [O], [N O3 ∗]} have a clear interpretation in terms of
the original species, although the elemental concentrations [N ], [O] of the involved species must not be confused with the total [N ], [O] concentrations in the
model.
2
Proposition 4.5.10. (Submatrix of a matrix of system invariants) Given a
matrix of system invariants L and index set of its columns I. Let K be a
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maximum selection of independent rows of LI , i.e.:
K := arg

max

|S| subject to

S⊆{1,..,nc }

rank(LSI ) = |S|

(4.91)

There is always a selection K such that the matrix LKI1 is also a matrix of
system invariants.
2
⊤
L⊤
Proof: Deﬁnition 4.2.6 states that L = L⊤
. The selection K can
e
i
always be made such that LKI contains a maximum set of independent rows of
Le . The matrix Le contains at least one positive element in each column. This
is also the case for submatrices constructed from selections of its columns. From
this submatrix, a maximum selection of independent rows also has a positive
element in each of its columns, as it is not possible for two rows to be dependent
while having an unequal zero pattern. Therefore LKI can be selected to contain
a set of rows from Le,(I) such that each column of Le,(I) has a positive element.
These are the requirements for LKI to be a matrix of system invariants.
Remark 4.5.11. If M is a constrained lumping matrix for a kinetic mechanism
with matrix of system invariants L, it follows from the deﬁnition of M and the
non-singularity of T that
R(L⊤ ) ⊆ R(M ⊤ ).
(4.92)
2
Definition 4.5.12. (Species and reactions involved in a conﬁguration) Given
a kinetic mechanism defined through (S, r) and a configuration of QSS and PE
relations (SSS , SP E ). Let Let the reactions involved in a configuration, denoted
by the index set J(SS,P E) , and the species involved in a configuration, denoted
by the index set I(SS,P E) , be defined as:
• Reactions involved in a configuration:
J(SS,P E) := {i | ∃k : (i, j) ∈ SP E } ∪ {j | Sij 6= 0 with

i ∈ SSS } (4.93)

• Species involved in a configuration:
I(SS,P E) := Ir+−
J

(SS,P E)

(4.94)
2

Proposition 4.5.13. (Partial Lumping) Given a kinetic mechanism defined
through (S, r) and a configuration of only QSS relations (SSS , SP E := ∅). We
introduce partitions for the species and reaction sets such that the species and
reactions that are involved in the configuration (SSS , SP E := ∅) are separated
from those that are not involved:
{I1 , I2 } = π({1, .., ns }) with
{J1 , J2 } = π({1, .., nr }) with

I1 := I(SS,P E)
J1 := J(SS,P E)

(4.95a)
(4.95b)
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Let M be a constrained lumping matrix that is defined with respect to the
partition {I1 , I2 }. Partition x and y according to
 

 
x1
LKI1
0
y1
x = My ⇔
=T
(4.96)
x2
0
I|I2 |
y2
We require that
|I1 | − |K1 | = |SSS |

(4.97)

If this condition holds then the expansion problem (Definition 4.5.1) is solved
by solving the problem of finding chemical equilibrium points (Definition 4.5.5)
for a subnetwork (SI1 J1 , rJ1 ) and using an identity mapping, i.e.:
 
y1
M(x1 ,x2 ) = {y | y =
, y1 ∈ Yxeq′ , y2 = x′2 }
(4.98)
1
y2
with x′1 , x′2 given by:



x′1
x′2



=T

−1



x1
x2



(4.99)
2

Proof: We need to prove that the ﬁrst part of the expansion map given
in (4.98), is a problem of ﬁnding chemical equilibrium points for a subnetwork
(SI1 J1 , rJ1 ), i.e. maps to the set chemical equilibria Yxeq′ of (SI1 J1 , rJ1 ) in the
1
stoichiometric compatibility class Px′1 . It needs to be veriﬁed that (SI1 J1 , rJ1 )
speciﬁes a kinetic network for the set of species yI1 , i.e. that SI1 J1 is a proper
stoichiometric matrix and rJ1 a proper reaction rate function for this subset of
species yI1 .
To prove that SI1 J1 is a proper stoichiometric matrix, it suﬃces to show
that there exist K such that LKI1 is a matrix of system invariants for SI1 J1 .
Existence of a matrix of system invariants for the original mechanism is the
starting point for the following implications:

 

LI1
L
SJ1 = 0
⇒
LS = 0 ⇒
SI1 J1 = 0
(4.100)
L̄I1
L̄
SI2 J1 =0
⊤
)) and where the condition
with L̄ matrix such that R(L̄⊤ ) = (N (L⊤ ) ∩ N (SJ
1
used for the second implication, SI2 J1 = 0, follows from the fact that the
partitionings (4.95) are created based on involvement of species and reactions
in a conﬁguration, as per Deﬁnition 4.5.12. Then, by Proposition 4.5.10, a
⊤
matrix of system invariants LK1 I1 can be formed from LI1 L̄I1 . Thus,

LKI1 SI1 J1 = 0

(4.101)

proving that SI⊤1 J1 is a proper stoichiometric matrix in the sense of Deﬁnition
4.2.7.
Next, we consider the reaction rate vector. First note that the reaction rate
vector rJ1 (y) taken for all species in the mechanism conforms to the conditions
required for a reaction rate vector as given by Deﬁnition 4.2.5 as it is simply
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a vector constructed from a subset of the elements of the original reaction rate
vector. Next, we have the following implications:
rJ1 (y) > 0 if

rJ1 (y1 , x′2 ) if

⇒

y>0

x′2 =y2 ≥0

y1 > 0

(4.102)

: yi = 0, i ∈ Ir−j

(4.103)

and, as Ir−J1 ⊆ I1 ,
rj∈J (y) = 0 for all y ∈ Rns : yi = 0, i ∈ Ir−j
rj∈J (y1 , x′2 )

⇒

|I1 |

= 0 for all y1 ∈ R

As the premises of (4.102), (4.103) are true if rJ1 (y) is a reaction rate vector for y
in the sense of Deﬁnition 4.2.5, their consequences are true. These consequences
are precisely the conditions for which rJ1 (y1 , x2 ) is a reaction rate vector for
the species y1 .
Finally, the crucial dimensioning requirement of this Proposition, given by
(4.97), ensures that
SSSS rJ1 (y1 , x′2 ) = 0

⇔

SI1 J rJ (y1 , x′2 ) = 0

(4.104)

The chemical equilibrium problem for the subnetwork can now be deﬁned as
Yxeq′ :=
1

{y ∈ Px′1 | SI1 J rJ (y1 , x′2 ) = 0}

(4.105)

Note that, in addition to x′1 which deﬁnes the stoichiometric compatibility class,
this problem is parameterized by x′2 .
Corollary 4.5.14. (Lumping for multiple subnetworks) Proposition (4.5.13)
can straightforwardly be extended to apply to multiple subnetworks, if the çonfiguration of only QSS assumptions (SSS , SP E := ∅) can be partitioned, such
that the involved sets of species and reactions are disjunct, i.e.:

 {S1 , .., Sn } = πS(SS,P E) (S(SS,P E) )
There exist πS(SS,P E) , πI , πJ s.t.
{ISS 1 , .., ISS n } = πI ({1, .., ns })

{JSS 1 , .., JSS n } = πJ ({1, .., nr })

In this case,

R(diag({LK1 I1 , .., LKn−1 In−1 })⊤ ) = N (diag({SI1 J1 , .., SIn−1 Jn−1 })⊤ ).
(4.106)
The dimensioning constraint becomes:
n−1
X
1

|Ii | −

n−1
X
1

|Ki | = |SSS |

(4.107)

If this holds, then the expansion relation can be decomposed into a series of
chemical equilibrium problems for disconnected subnetworks:
 
y1
M(x1 ,..,xn ) = {y | y =  ...  , y1 ∈ Yxeq′ , .., , yn−1 ∈ Yxeq′ , yn = x′n } (4.108)
1
n−1
yn
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with (SIi Ji , rJi )i=1,..,n−1 all proper kinetic subnetworks and
 ′
 
x1
x1
 ..  = T −1  ..  .
xn
x′n
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(4.109)
2

In practical terms Proposition 4.5.13 states that the set of assumptions and
the structure of the kinetic network must be such that a part of the network can
be found which is, in its entirety, in chemical equilibrium. If the set of assumptions only includes PE assumptions, this part can always be found, as long as the
columns of the stoichiometric matrix of the PE reaction pairs are independent.
If only QSS assumptions are involved, it is only possible to ﬁnd disconnected
subnetworks that are in equilibrium in their entirety. For combinations of QSS
and PE assumptions, a general remark is that PE assumptions have to be applied for species where the parts of the network that are in equilibrium interface
with the parts that remain unlumped.
Example 4.5.15. Proposition 4.5.13 is illustrated using the following kinetic
network, which represents a chain reaction with a surface interaction term affecting k1− :
 +

k1 y1

  
−
γy4 
−1 1
0
0
0
0 
y˙1
k1 y+2 e 
y˙2   1 −1 −1 1


0
0
  k2− y2 
 =

y˙3   0
0
1 −1 −1 1  
y
k
 2 3 
0
0
0
0
1 −1  k3+ y3 
y˙4
k3− y4

Case 1
First, a QSS assumption is applied to y2 , i.e. SSS := {2}. The matrix
product P R is given by k1+ −k1− eγy4 −k2+ k2− . The set of species that
are either products
 or reactants of the involved reactions is I1 = {1, 2, 3}. As
L = 1 1 1 1 the constrained lumping matrix M becomes


 
LKI1
0
1 1 1 0
M :=
=
.
(4.110)
0
In2
0 0 0 1
For this selection, condition (4.97) from Proposition 4.5.13 does not hold:
|I1 | − |K| = 3 − 1 6= |ISS | = 1

(4.111)

For this choice of M the lumping problem includes only three equations to
determine four unknowns. Therefore the lumping problem can not be considered
as a chemical equilibrium problem for a subnetwork. Notwithstanding this fact,
we can attempt to obtain a well-defined system of equations by adding an extra
row to M that is independent from the other rows of M and from P R:


1 1 1 0
(4.112)
M := 0 0 0 1
0 −1 1 0
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The resulting lumping problem is well-defined and can be solved to yield M̄ :


2∗k1+ (x1 −x3 )+k2− x3
x1 − x3 − 2k+ +e
γx2 k − +k + −k −
1
1
2
2 



k1+ (x1 −x3 )+k2− x3


+
−
+
−
γx
2k1 +e 2 k1 +k2 −k2
M̄ (x) = 

+
−


k1 (x1 −x3 )+k2 x3
 x3 + 2k+ +eγx2 k− +k+ −k− 
1

1

x2

2

2

As R(L⊤ ) ⊆ R(M ⊤ ), the mass balance can be verified, i.e.:

(4.113)

LM̄ (M y) = y1 + y2 + y3 + y4 = e

However for this choice of M , positive invariance is not preserved for all values
of k > 0. The projection is given by:


2k+ (y −2y )+k2− (−y2 +y3 )
y1 − 2y2 − 12k+1+eγy24 k− +k
+
−
−k
1
1
2
2




k1+ y1 +2k1+ y2 −k2− (y3 −y2 )


+
−
+
−
γy
2k1 +e 4 k1 +k2 −k2
ŷ = M̄ (M y) = 


k1+ y1 +2k1+ y2 +k2− (y3 −y2 ) 
 y3 − y2 + 2k+ +eγy4 k− +k+ −k− 
1

y4

1

2

2

It can be verified that there exists y ∈ P, k > 0 such that ŷ ∈
/ 0.
Case 2
Now, a QSS assumption and a PE assumption are applied simultaneously:
(SSS , SP E ) := ({2}, {1})

Using Proposition 4.5.7, this can be seen to be equivalent to (SSS , SP E ) :=
({1, 2}, ∅). Similarly to the first case, the set of species that are either products
or reactants of the involved reactions is I1 = {1, 2, 3}, and M is again given by

 

LKI1
0
1 1 1 0
M :=
=
(4.114)
0
I|I2 |
0 0 0 1
However, in contrast to the first case condition, (4.97) from Proposition 4.5.13
does hold,
|I1 | − |K| = 3 − 1 = |ISS | = 2
(4.115)
and the lumping problem is well-defined. Solving the lumping problem is equivalent to finding the chemical equilibrium points for a subnetwork comprising
the species {y1 , y2 , y3 } and the reactions {r1 , r2 }. The solution M̄ is now given
by





M̄ (x) = 



k1− k2− x1 eγx2
− − γx2
k1 k2 e
+k1+ (k2+ +k2− )
k1+ k2− x1
k1− k2− eγx2 +k1+ (k2+ +k2− )
k1+ k2+ x1
k1− k2− eγx2 +k1+ (k2+ +k2− )

x2
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This solution does not only preserve mass invariance as (4.113) also holds
for this case but also preserves positive invariance as:
 − −
γy4 
k1 k2 (y1 +y2 +y3 )e
+

− −

+

−

4 +k (k +k )
1
2
2 
 k1 k2+eγy
 k1 k2− (y1 +y2 +y3 ) 
 k− k− eγy4 +k+ (k+ +k− ) 
ŷ = M̄ (M y) =  1 2+ +
1
2
2  ∈ P
 k1 k2 (y1 +y2 +y3 ) 
 k− k− eγy4 +k+ (k+ +k− ) 
1

2

y4

1

2

if

y∈P

2

and Q = R2+ is positive invariant for the projected system:
!
  

k1+ k2+ k3+ x1
ẋ1
−1 1
k1− k2− eγx2 +k1+ (k2+ +k2− )
=
.
ẋ2
1 −1
k − x2
3

In both cases the solution of the inverse lumping problem for the first three species is parameterized by the concentration of the fourth species, as a consequence
of the exponential term that influences r2 .
2
Propositions 4.5.6, 4.5.7 and 4.5.13 state conditions under which the expansion problem, as per Deﬁnition 4.5.1 can be reformulated as a problem of ﬁnding
the chemical equilibrium points in a stoichiometric compatibility class, as per
Deﬁnition 4.5.5. These conditions are based on the structure of the network
and can be veriﬁed by checking dimensions, ranks and the zero pattern of the
S matrix. Therefore they can readily be veriﬁed for given (SSS , SP E ) and a
kinetic network (S, r).

4.5.5

Existing results for the Chemical Equilibrium Problem

In the previous section, Example 4.5.15 already serves as an indication that
equivalence to the problem of ﬁnding chemical equilibrium points can aﬀect
positive invariance of the solution to the expansion problem. In this section,
we will brieﬂy summarize two results related to existence and uniqueness of the
chemical equilibrium points in a stoichiometric compatibility class. These results
are valid irrespective of the exact values of the positive reaction constants. The
main result on uniqueness pertains to mass action kinetics, although extensions
to other types of rate functions are proved for certain kinetic network topologies.
The existence of an equilibrium point for a continuous diﬀerential equation
that admits a compact and convex positive invariant set can be proven by applying Brouwer’s Fixed Point theorem (Brouwer, 1911) to the diﬀerential equation.
The following theorem is restated from (Basener et al., 2006)
Theorem 4.5.16. Consider a continuous dynamical system in Rn
ż = f (z)

(4.116)

with f : Rn → Rn . If there exists a positive invariant
set P that is topologically
P
equivalent to the unit ball B n := {z ∈ Rn | n zi2 ≤ 1}, then there exists an
equilibrium point.
2
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Proof: The proof is based on applying Brouwer’s Fixed Point theorem to
the function that maps the concentration at t > 0 to the concentration at t + τ ,
τ > 0. See (Basener et al., 2006).
As the stoichiometric compatibility class Px is a polytope and therefore topologically equivalent to the unit ball, this theorem can directly be applied to prove
existence of an equilibrium point in each stoichiometric compatibility class. Note that this set can also include points at which one of the concentrations of one
of the species is zero, i.e. yi = 0.
For M̄ to exist we also require that Mx maps each x to a ﬁnite number of
points. For certain topologies of kinetic networks results pertaining to uniqueness of the chemical equilibrium can be used. Uniqueness is a suﬃcient condition
for the existence of M̄ . For a certain class of kinetic networks, equipped with
mass-action kinetics, uniqueness of positive equilibria was proven by the Deﬁciency Zero Theorem (Horn, 1972; Horn and Jackson, 1972). This deficiency of
a kinetic network, which can be determined by analyzing the matrix S, is an
integer number. A further property that is required to apply this theorem is
weak reversibility, a property that can also be inferred from the matrix S. The
Deﬁciency Zero Theorem states that for a network that has deﬁciency equal to
zero, and is in addition weakly reversible, there is a single equilibrium point for
each stoichiometric compatibility class. An extension of this theorem to kinetic
networks of Deﬁciency One is given in (Feinberg, 1979), in which an additional
system of linear equations has to be solved to determine uniqueness of the equilibrium. For further details we refer to the tutorial papers (Feinberg, 1979) and
(Guberman, 2003) on subjects related to equilibria of kinetic networks.
In (de Leenheer and Angeli, 2005) the assumption of mass-action kinetics in
the Deﬁciency Zero Theorem is relaxed. The Deﬁciency Zero Theorem is proven
to be valid for rate functions, as per Deﬁnition 4.2.5, of which additionally each
element (i.e. individual reaction rate) only depends on its reactants and is
monotone in those reactants. An additional assumption on the structure of the
reaction network is required.

4.6

Selection of a Lumping Matrix

Using some elements of the analysis in the preceding sections, we summarize
the method for the selection of (SSS , SP E ) and M that will be employed in the
remainder of this Chapter:
∂r
1. Select (SSS , SP E ) such that the resulting matrix P ∂y
has full symbolic
rank. See section 4.5.3.

2. If both mass conservation and positive invariance are required verify that
a combination (SSS , SP E ) also conforms to Propositions 4.5.7 and 4.5.13,
and choose M as a constrained lumping matrix as per Deﬁnition 4.5.8.
3. If a symbolic solution is desired, attempt to solve the inverse lumping
problem using Gröbner basis method. Prior to this, apply Gaussian elimi-
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nation to the constrained lumping matrix M so that the resulting system
of equations that determines M̄ has a less complex solution.

4. If multiple solutions branches are found, select the solution branches for
which M Q ∈ P. Additionally, if simulation data is available, select the
solution branch which is the most consistent with this data.

This method, with the exception of the veriﬁcation part discussed in the
second step, has been implemented in the computer algebra language Mathematica. For the second step, preserving mass conservation is chosen by default.

4.7

Example : CO oxidation over platina

An integral part of both three-way automotive catalysts as well as LNT catalysts
is oxidation of CO over Pt/γ − Al2 O3 . A detailed kinetic mechanism for CO
oxidation has been taken from (Nibbelke, 1998). The values of the reaction
rate constants have been modiﬁed for illustrative purposes. This mechanism
is in essence a combination of Langmuir-Hinshelwood and Eley-Rideal kinetics.
Both CO and O2 competitively adsorb on the surface and the surface complexes
CO∗ and O∗ react together. This path was modiﬁed from (Nibbelke, 1998) by
adding a step such that it proceeds via an intermediary surface species OCO∗.
There is also an alternative reaction path wherein CO directly reacts from the
gas phase.
The mechanism is given by:
k+

1
CO + ∗ −→
←− CO∗

(4.117a)

k1−
k+

2
2O∗
O2 + 2∗ −→
←−
−

(4.117b)

k2

k+

3
CO ∗ +O∗ −→
←− OCO ∗ +2

(4.117c)

k3−
k+

4
OCO∗
CO + O∗ −→
←−
−

(4.117d)

k4

k5

OCO∗ −→ CO2 + ∗

(4.117e)
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−1 1
0
0

 1 −1
S := 
0
0

0
0
0
0

0
0
0
0
0
0
−1 1
0
0
2 −2

0
0 −1
0
0
0
−1 1
0
0
0
0
1 −1 1
−1 1 −1


1
0
0
1

0
0
,
0
0

−1 −1
1
0

y := (CO, CO2 , CO∗, O2 , OCO∗, O∗)⊤ ,


k1+ y1 θ
 k1− y3 
 + 2
k2 y4 θ 
 − 
 k y6 

 +2

r := 
k3−y3 y6 
 k y5 θ 

 +3
 k y1 y6 
 4− 
 k y5 
4
k5 y5


θ = (1 − y3 − y5 − y6 )

The initial concentrations, reaction constants and inﬂow parameters are chosen
as:
⊤
y(0) := 0.2 0.2 0.1 0.5 0.4 0.1
⊤
k := 10 10 5 4.1 10 10 10 10 10
⊤
v := u1 − y1 u2 − y2 0 u3 − y3 0 0
⊤
u := 1 + 0.7Sin[t] u2 = 0 u3 = 1 + 0.7Cos[2t]

Depending on the operating conditions, diﬀerent approximations can be made
using sensitivity analysis. Figure 4.2 shows the kinetic relation graphs Gkin for
diﬀerent approximated models that are obtained from sensitivity analysis. Both
reactions have been removed, and MARI type assumptions for surface coverage
have been introduced. Each graph Gkin represents the algebraic dependencies
between the diﬀerential equations which govern the concentration evolution of
the species in the mechanism. See Appendix E, Deﬁnition E.2.1 for the exact
deﬁnition of Gkin . These graphs show that as various approximations are made
from sensitivity analysis, the interconnection structure of algebraic dependencies
between the species changes. If the species for which QSS and PE assumptions
are used are not interconnected, the sets of algebraic equations that need to
be solved to determine M̄ can be decomposed in multiple small systems of
equations. Only for these small systems of equations, symbolic solutions of
reasonable complexity can be obtained.
To illustrate the method of selection of an optimal set of approximations, it
is assumed that all possible QSSA and PE approximations are justiﬁed. Mass
balance invariance is required for all QSSA assumptions, therefore lumping is
used. For each model in Figure 4.2 (a)-(d) the minimum size of the largest
equation system size and the number of associated conﬁgurations are shown in
Table 4.1. Based on the desired tradeoﬀ between model order and minimum
size of the largest equation system size, as well as on the larger operating range
of model Figure 4.2 (b), the 3rd order approximation for model Figure 4.2 (b)
is selected.
For the model in Figure 4.2 (b) and a desired model order of 3, 18 conﬁgurations are possible with a maximum equation system size of 4. These are shown
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Figure 4.2: Kinetic relation graphs for diﬀerent model approximations derived
using sensitivity analysis. (a): original model, (b): k4− ≈ 0, k5 ≈ 0, OCO∗ ≈ 0
for adsorption reactions, (c): same as (b) and additionally CO∗ ≈ 0 for O
adsorption, (d): same as (b) and additionally O∗ ≈ 0 for CO adsorption. In the
ﬁgure p denotes ∗.
Reduced Order
5
4
3
2

(a)
2 (8)
4 (69)
5 (92)
6 (58)

Models
(b)
(c)
2 (8)
2 (8)
2 (12)
2 (12)
4 (18)
4 (18)
6 (10)
6 (10)

(d)
2 (8)
2 (12)
4 (18)
6 (10)

Tabel 4.1: Minimum size n of the largest equation system and number of conﬁgurations of that size m, formatted as n(m).

schematically in Figure 4.3 in the form of mass relation graphs (see Appendix
E, Deﬁnition E.2.2). At this stage the mathematical properties of the lumpings
can be analyzed and an attempt can be made to ﬁnd a symbolic solution.
To obtain a symbolic solution the surface coverage constraint was written as
an algebraic symbolic equation. All lumpings in the conﬁgurations can now be
solved explicitly. The relative complexity (compared to the original model in
Figure 4.2(b)) in terms of elementary operations of the symbolic solutions for
selected conﬁgurations is shown in Figure 4.4 for each conﬁguration. A common
subexpression elimination algorithm (Sofroniou, 2004) has been used to reduce
the number of operations for each conﬁguration.
Simulation is performed for alternating lean and rich conditions using the
stated inputs. The CO2 response is shown in Figure 4.5.
Considering both computational complexity and the accuracy of the response of the CO2 concentration, conﬁgurations 3, 8 and 11 are retained as candidate
models. Table 4.2 gives an overview of the candidate models and their perfor-

144

Simplification of kinetic models for surface chemistry

Figure 4.3: Mass relation graphs for approximation and lumping conﬁgurations
for a 3th order model that result in minimum size 4 of the largest equation
system. QSSA species are shown in black, PE equilibriums are shown as a
black line.

Figure 4.4: Simulation for alternating rich/lean conditions. Normal line is the
original model, dotted lines are for the reduced models.
Figure 4.5: Complexity of the dynamics function in terms of the number of
elementary operations is required after common subexpression elimination for
each conﬁguration. The number of operations for the original model is (+ : 19,
:̂ 1, * : 31)

4.8. Approximation of the expansion relation

Mod
Orig
3
8
11

SP E
R1,R2

+
19
21
52
16

SP E
1,4,5
3,5,6
4,5

ˆ
1
4
6
4

*
31
51
69
50
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MSE (∗10−3 )
2.71
0.45
6.37

Order
6
3+1AE
3+1AE
3+1AE

Tabel 4.2: Performance of candidate models. AE denotes algebraic equation.

mance in terms of accuracy and elementary operations. Model 3 has reasonable
accuracy and a relatively low number of operations while model 8 has the highest
accuracy at the cost of a signiﬁcant increase in computational complexity.

4.8
4.8.1

Approximation of the expansion relation
Fitting using Sum-Of-Squares Polynomials

For systems of limited complexity, an explicit solution M̄ can be obtained by
explicitly solving the algebraic system of equations that consists of the lumping
relation and the algebraic relations between the species y imposed by the QSS
or PE approximations. However, this is not possible for systems of larger complexity (more than a few species) or when complex rate laws are involved. For
these systems the relation M̄ has to be approximated. Given a linear lumping
matrix M , we aim to ﬁnd an approximant M̂ of M̄ . To maintain the invariant
set of the original model, the conditions (4.62) and (4.63), which were derived
in the previous paragraph, have to be satisﬁed by M̂ . In practice, the accuracy
criterion for the approximation can be based on a set of samples (x[k], y[k]) of
(x(t), y(t)). The samples can be obtained by numerically solving the algebraic
equations that deﬁne the chemical equilibrium for a selection of points or a grid
of points. Alternatively, simulations of the model can be used directly to generate a set of points (x[k], y[k]) that capture the relation between the lumped
states and the original states for a simulation trajectory.
The mapping M̂ : Rnl ⇒ Rnl can be represented by a vector of multivariate
polynomials of degree np . Let G denote the set of mappings for which the conditions for invariance (4.62) and (4.63) hold. Then M̂ (x) = col(M̂1 (x), .., M̂ns (x))
where
X
pi xi
(4.118)
M̂j (x) :=
0≤|i|≤m

is a multivariate polynomial on Rnl that satisﬁes

M̂j (x) ∈ G, j = 1, .., ns

(4.119)

M̂ will optimally approximate M̄ by minimizing
N
X

(yj [k] − M̂j (p, x[k]))2

k=1

(4.120)
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To simplify notation, the approximation of a single element of M̄ will be described, although the constraints imposed on M̂ might be such that the approximation of the diﬀerent elements of M̄ is a combined problem. M̂j (x)
can be written as p⊤ F (x) with a vector p ∈ Rw of coeﬃcients and a vector
F (x) : Rnl → Rw of monomials. To enforce the constraints that imply that
M̂j ∈ G, Sum-Of-Squares (SOS) polynomials can be used as part of a constrained ﬁtting procedure (Magnani, 2005). This is a relaxation of the original
problem. The polynomial p⊤ F (x) is SOS if there exists a decomposition
p⊤ F (x) = g ⊤ (x)V (p)g(x)

with

V (p)  0

(4.121)

with p the coeﬃcients of the polynomial and g(x) a vector of monomials. For
(4.119) it is not required that M̂ (x) is Positive Semi-Deﬁnite (PSD) on x ∈ Rn ,
but merely that M̂ (p, x) is PSD for x ∈ Q. This is a conditional constraint of
the form:
p⊤ F (x) ≥ 0 if h(x) ≥ 0
(4.122)

where h(x) is deﬁned such that h(x) > 0 if x ∈ Q. This restriction of the positivity constraint to a sub-domain can be introduced using a relaxation technique
know as the S-procedure (Parillo, 2000). As Q is a polytope, functions hi (x)
can be deﬁned for each boundary of Q and added using the S-procedure. Let
Si (ps,i , x) polynomial for the i-th boundary. We obtain
X
SOS : p⊤ F (x) −
hi (x)p⊤
(4.123)
i,s Si (x)
i

SOS

: p⊤
i,s Si (x) (∀i)

(4.124)

The equality constraints at the edges of the domain, which are a consequence
of the elements required to be zero in (4.63), can be written in the form of
p⊤ F (x) = a(x) if

b(x) = 0

(4.125)

where a, b are polynomial functions of x of an order lower than or equal to
p⊤ F (x). This can be reformulated as a system of linear constraints in the
parameters:
Ap = B
(4.126)
The quadratic objective function of (4.120) can be formulated as an Linear
Matrix Inequality (LMI) constraint and a linear objective. The polynomial
p⊤ F (x)) evaluated at the points x[i] is given by
p⊤ Fs (x[1], .., x[N ])⊤

(4.127)

where Fs (x[1], .., x[N ]) ∈ Rnm ×N is the Vandermonde matrix containing the
monomials evaluated at the sample points. As N >> nm the singular value
decomposition Fs = U ΣV can be truncated as Fs = U1 Σ1 V and, using the
Schur complement, the objective can be formulated as a (nm + 1) × (nm + 1)
LMI constraint:


γ
p⊤ V Σ1 − y ⊤ U1
0
(4.128)
Σ1 V ⊤ p − U1⊤ y
I
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where the objective γ is the mean-square error. Combining the objective function, the equality and the SOS-constraints, the approximation problem is given
by:
min γ subject to (4.123), (4.124), (4.126), (4.128)
(4.129)
p

The SOS ﬁtting problem was formulated using Yalmip (Löfberg, 2004) and
solved using Sedumi (Sturm, 1999).

4.8.2

Reducing Computational Cost

The dimension and the number of optimization variables required to solve
(4.129) is dependent on the dimension of x, the chosen order of the polynomial, the number of edges in the polyhedron that deﬁnes Q, and the number
of elements of M̂i (x) that are coupled through a constraint. Assuming a single
order is chosen for the S-polynomials and another for the approximating polynomials which is the same for each ﬁtted element M̂i (y), the number of parameters
in the LMI optimization problem is given by
N=

ne
X
(np + nl )!
i=1

np !nl !

+

(ns + nl )!
nv nb
ns !nl !

(4.130)

where ne is the number of ﬁts coupled by linear constraints, np and ns are
the chosen orders of the polynomials as deﬁned in the previous section, nl is
the dimension of Q, nv is the number of vertices that deﬁne Q and nb is the
number of inequality constraints for each ﬁt. The dimension of the Semi-Deﬁnite
Program (SDP) grows with the number of parameters and, depending on the
type of solver used, the problem can scale in the order of N 3 . It will be clear
that this approach can quickly become impractical.
To reduce computational cost two approaches can be considered. The ﬁrst
is to consider an iterative approach whereby the problem is solved subject to
only the equality constraints, which is a Quadratic Program (QP) problem, and
the solution is checked for the conditions required by Proposition (4.4.6). The
conditions that are violated are included in the next iteration. The worst-case
complexity of this approach is clearly larger, but in practice it maybe the case
that only a subset of the constraints need to be included to obtain a feasible
solution.
The second option is to drop condition (4.62) and only require M̂ (x) to satisfy condition (4.63). The eﬀect is that the invariance of the set Q is preserved,
but the ŷ can leave the set P. This can be an acceptable solution if the lumping is done for the whole network or the stability of other parts of the kinetic
network that interact with the lumped part of the network does not depend on
the requirement that ŷ ∈ P. The advantage of this approach is that the SOS
constraints (4.123), (4.124) are now required to hold on δ(Q). The equality constraint that represents δ(Q) can now be incorporated into the SOS condition
(Parillo, 2005), reducing the size of the associated SDP.
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4.8.3

Example

To illustrate the proposed approach we will consider an example from the ﬁeld
of heterogeneous catalysis where an explicit algebraic solution is not practical.
Consider the oxidation of nitrogen-oxide to nitrogen-dioxide over a platinum
surface (Harmsen, 2001), which can be represented using an Eley-Rideal type
mechanism with dissociative absorbtion of oxygen:
k+

1
O2 + 2∗ −→
←− 2O∗

(4.131a)

k1−

k+

2
N O + O∗ −→
N O2 ∗
←−
−

(4.131b)

k2

k+

3
N O2 ∗ −→
←− N O2 + ∗

(4.131c)

k3−

The parameters are modiﬁed for illustrative purposes.

−1
2

S := 
0
0
0

1
0
0
−2 −1 1
0 −1 1
0
1 −1
0
0
0



0
0
0
0

0
0
,
−1 1 
1 −1

y := ([O2 ], [O∗], [N O], [N O2 ], [N O2 ∗])⊤ ,


k1+ y1 θ2
 k1− y2 
 +

 k y2 y3 
2

r :=  − 

 k2+ y4 
 k y4 
3
k3− y5 θ


θ = (1 − y2 − y5 )

The case of an open kinetic mechanism of the form (4.5) is considered, with
the modiﬁcation that a vector a is multiplied element-wise with the diﬀerential
term in (4.5) to account for diﬀerences in mass holdup between the surface and
the gas-phase. N O, N O2 and O2 are all elements of the in- and outﬂow. The
initial concentrations, reaction constants and inﬂow parameters are chosen as:
k

:=

v

:=

u

:=

a :=

⊤
103 103
⊤
90.9 90.9 0 90.9 0


0
for 0 < t < 20
0.5 for
0
for
0.5 for 20 < t < 40
⊤
0.6218 0.6218 0 0.6218 0
102

105

102

105

0 < t < 20
20 < t < 40

0 0

⊤
0

All species are considered to be in equilibrium, i.e. SSS := {1, 2, 3, 4, 5}. The
species are lumped in accordance with their elemental composition:


0 0 1 1 1
M =L=
2 1 1 2 2
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Parameter
Grid Points
Polynomial Order (m)
S-Polynomial Order (ms )
LMI Variables

Unconstrained
1900
6
-
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Constrained
1900
6
5
127-133

Tabel 4.3: Parameters for the ﬁtting problem
so that the vector x = col([N ], [O]) = M y represents the elemental concentrations. The invariant set for the reduced model Q is speciﬁed by:
Q

:

(x | x ≥ 0, x2 ≥ x1 )

(4.132)

In this example each element of M̄i is ﬁtted separately. Using Newton’s method
a numerical approximation for M̄ is obtained for an equidistant grid of (x1 ∈
[0, x1,max ], x2 ∈ [x1 , x2,max ]) ⊆ Q with (x1,max , x2,max ) based on maximum
values encountered during simulation of the original mechanism as a set of points
(x[1..N ], y[1..N ]). The parameters for the ﬁtting problem are given in Table
4.3. For the species O2 and N O the resulting ﬁt is shown in Figure 4.6 along
with the simulation trajectory. From these plots of the ﬁts it can be seen that
the simulation trajectory accesses parts of Q for which the unconstrained ﬁt
is below zero. Moreover there are negative regions accessed that are close to
the boundaries of Q. The results for the original mechanism, the unconstrained
ﬁt and the constrained ﬁt are shown for N O2 ∗ in Figure 4.7 and for the other
components in Figure 4.8. The reduced model produced using the unconstrained
ﬁt shows large errors and non-physical states for [N O], [N O2 ], N O2 ∗ in the ﬁrst
20 seconds while the reduced model produced from the constrained ﬁt agrees well
with the original model apart from an error in the O∗ fractional coverage and an
error after 40 seconds, in particular for N O2 and N O2 ∗. For this example the
error for the unconstrained model remains bounded, but in general, it is possible
that the reduced model exhibits unstable dynamics for ŷ ∈
/ P and that the error
becomes unbounded. But, even as the error remains bounded in both cases,
for this example it is clear that retaining the forward invariant set produces a
reduced model that is a better ﬁt to the original model. The accuracy of the
constrained ﬁt versus the unconstrained ﬁt depends on the model, the trajectory
and order of the ﬁtting polynomial but it can be expected that higher accuracy
of constrained ﬁtting is better, in general, for cases where the trajectories are
close to the boundaries of the invariant set.

4.9
4.9.1

Decomposition of the lumping problem
Decomposition

In general solving the implicit relation g explicitly for y can be prohibitive or
lead to an expansion M̄ that is a complex expression in x. This in turn leads to a
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Figure 4.6: O2 concentration (top row) and NO concentration (bottom row)
as a function of N and O elemental concentrations using unconstrained ﬁtting
(left) and constrained ﬁtting (right). For the unconstrained ﬁt, the dark shaded
area’s are below zero. The chosen simulation trajectory is shown as a line.
complex expression for the system dynamics function of the reduced mechanism.
If, alternatively, approximation methods are used to approximate the relation
M̄ , the dimension of the approximation problem in terms of the independent
variables is an important consideration. In both cases it might be beneﬁcial to
make a selection for the conﬁguration (SSS , SP E ) such that either the explicit
solution for M̄ is an expression of limited complexity, or that the approximation
to M̄ can be formulated as a low-dimensional approximation problem.
To quantify this goal, as well as that of the traditional trade-oﬀs involved in
model reduction between accuracy and order reduction, an objective function
m(·) is introduced. This function is then applied to the reduced model. The objective function is treated in more detail in Section 4.9.3. Because, as indicated
earlier, M is chosen such that it depends uniquely on (SSS , SP E ), the reduced
model is dependent on the chosen conﬁguration (SSS , SP E ). The problem of
selecting a conﬁguration based on these criteria can be stated as
max

SSS ⊆Sc,SS ,SP E ⊆Sc,P E

m(fˆ).

(4.133)

The considered approach for selecting a conﬁguration is based on decomposing the equation system in parts that can be solved sequentially or independently. The motivating factor is that complexity of the explicit solutions of a
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Figure 4.7: NO2* fractional coverage (– : original model, −· : unconstrained
ﬁt, ·· : constrained ﬁt)
series of smaller algebraic equation systems is in general lower than that of a
single large system. Furthermore, approximations of lower-dimensional relations
are in general less complex that those of higher dimensional ones. Numerical
iterative approaches also beneﬁt from a conﬁguration that permits a sequential
solution strategy.
To introduce a decomposed form of (4.44), the conﬁguration (SSS , SP E ), the
states y and lumped states x are partitioned into b blocks. Let S be a shorthand
for the pair (SSS , SP E ), such a partitioning is formulated as
x = {xJ1 , .., xJb , xJN L } with {I1 , .., Ib , IN L } = πI (I),

y = {yJ1 , .., yIb , yIN L } with {J1 , .., Jb , JN L } = πJ (J ),
S = {SK1 , .., SKb } with {K1 , .., Kb } = πK (K),
with J , I, K the index sets of x, y, S and πJ , πI , πK partitions. The degree
of partitioning for πK is b, while the degree of partitioning for πI , πJ is b +
1. Furthermore, let MKi denote a constrained lumping matrix as given by
Deﬁnition 4.5.8 for the dimensions ns = |Ii |, neq = |Ki |, nl = |Ji |. We now
distinguish the following two cases:
1. The partitionings πK , πI , πJ can be chosen such that the sets of involved
species indexed by I(SS,P E)i , of each subset of equilibrium assumptions
(SS, P E)i := SKi are disjunct, and the dimensioning constrained given
in Corollary 4.5.14 holds. If this is possible, then, according to Corollary
4.5.14, each of the b expansion problems is equivalent to a problem of
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Figure 4.8: Comparison between constrained and unconstrained ﬁt for selected
species concentations (vol%) or fractional coverages (-). (– : original model, −·
: constrained ﬁt, ·· : constrained ﬁt)
ﬁnding chemical equilibrium points for a disjunct subnetwork. The choice
of I for this case is thus:
Ii := I(SS,P E)i

for all i = 1, .., ns

(4.134)

with I(SS,P E)i the involved species, as given by Deﬁnition 4.5.12, in each
SKi .
2. The alternative is that for a given partitioning πK the sets of involved species are not disjunct or that the dimensioning constraint given in Corollary
4.5.14 does not hold. In this case the rationale discussed in Section 4.6,
Step 2, can be followed. This means that we must select, for each subset of
equilibrium assumptions, a subset of the involved species Ĩi ⊆ I(SS,P E)i
for which the dimensioning constraint holds and such that the Ĩi with
i = 1, .., b does form a disjunct partition. This subset generally includes
the reactants of the reactions involved in the assumptions Then:
Ii := Ĩi

for all i = 1, .., ns

(4.135)
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A reason for the reactants of the involved reactions to be chosen in the set
Ĩi is that these reactants have non-zero entries in their corresponding rows
∂r
of the matrix S ∂y
. If this is the case linear dependencies in the implicit
lumping relation are often avoided.
In case 1) and 2), the expansion problem can be written as a series of systems
of implicit relations of the form (4.44) which, if solvable, can each be used to
ﬁnd the expansion relation for the set of species Ii :

  
MKi yIi
xJi
gKi (xJi , y) :=
−
= 0 ⇔ yIi = M̄i (xJi , yI\Ii ). (4.136)
PKi r(y)
0
Note that the expansion relation for the species yIi generally depends on the
species yI\Ii . The expansion relation for all species y can be written as:

 

xJN L
yIN L
 yI1  M̄K1 (xJ1 , yI\J )
1 
 

 yI2  = M̄K2 (xJ2 , yI\J )
(4.137)
2 
 


 ...  
...
M̄Kb (xJb , yI\Jb )
yIb

As the structure of the stoichiometric matrix is in general sparse, the equilibrium relations that are part of each gKi each (4.136) depend on a subset of
the elements of r(y). Since single reaction rates ri (y) in general also depend
on a small number of concentrations, the number of elements yj on which an
assumption depends, might be restricted. This means that, for a suitable choice
of partition the system is likely to be decomposable, according to the following
deﬁnition.
Definition 4.9.1. (Decomposable system) The configuration (SSS , SP E ) is decomposable if for a suitable choice of πK the system of equations g(x, y) = 0
admits a solution of the form:
 

xJN L
yIN L
 yI1  

M̄K1 (xJ1 , yIN L )

 

 yI2  =  M̄K2 (xJ2 , yIN L , yI1 ) 

 

 ...  

...
yIb
M̄Kb (xJb , yIN L , .., yIb−1 )


(4.138)
2

In this case each i-th block in gKi can be solved for yIi to obtain the expression
for M̄Ki where the reconstructed species yIj with j < i enter into the next
equation system as parameters. To see how the partition for a decomposable
system is determined from the dependency of the equilibrium relations on the
species, we introduce the concept of a lumping group:
Definition 4.9.2. (Lumping group) When the equation system is in decomposable form (4.138), the pair of individual equilibrium relations S1 , S2 for which
holds that
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• S1 , S2 share one or more involved species, and
• the equilibrium relations in S1 depend on the species yI2 involved in S2
and vice versa,
are part of the same partition SKi . This partition will be referred to as a
partition into lumping groups.
2
The second requirement follows directly from the decomposable form in (4.138).
The dependency structure of individual equilibrium relations is the basis for
the approach that is taken for the selection of the sets SSS , SP E . The ﬁrst
requirement follows from the fact that if the sets of selected species for each
subset of equilibria relations are to be distinct, equilibria relations that share
involved species must necessarily be in the same subset.
The relation between the extent to which a system of equilibrium relations
is decomposable and its solvability is also discussed in (Lu and Law, 2006) and
(Farkas, 1998).

4.9.2

Structure of kinetic networks

In the previous paragraph the dependency structure of individual equilibrium
relations and groups of equilibrium relations was considered. Depending on this
structure the conﬁguration SSS , SP E may or may not admit a decomposable
form. As the computational complexity is part of the objective function (4.133)
it is useful to check if and how the system of equations can be decomposed
for a given choice of SSS , SP E . This can be accomplished by analysis of the
dependencies between individual equilibrium relations. We will use a graph
representation for these dependencies. Some elementary concepts from graph
theory (directed graphs, cycles and connectivity) are outlined in Appendix E.
The dependencies between the individual equilibrium relations can be represented in an interaction graph GI .

Definition 4.9.3. (Interaction graph for equilibrium relations) The interaction
graph GI for the sets of candidate equilibrium relations (SCSS , SCP E ) is a graph
in which each equilibrium relation is represented by a vertex v ∈ VI and (v, w) ∈
E if for the equilibrium relations S1 , S2 represented by v, w it holds that
1. S1 , S2 share one or more involved species.
2. The equilibrium relations in S2 depend on the species YS1 involved in S1 .2

From the deﬁntion of a cycle in a graph, (see Appendix E, Deﬁnition E.1.1), Deﬁnition 4.9.3 and the decomposition of a conﬁguration the following statements
follow:
• By comparing Deﬁnition 4.9.3 for the interaction graph with Deﬁnition
4.9.2 of a lumping group and using the deﬁnition of strong connectivity it
can be seen that if two equilibrium relations belong to the same lumping
group, the vertices that represent these relations are strongly connected.
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• The interaction graph of a conﬁguration (SSS , SP E ) selected from the sets
of candidate equilibrium relations (SCSS , SCP E ) corresponds to a vertexinduced subgraph GI′ of GI .

• If a conﬁguration (SSS , SP E ) is represented by the graph GI then a partitioning πK of (SSS , SP E ) can be represented by the graph GI′ that is
derived by applying vertex-contractions with Vc = SKi for all i = 1, .., b
to the graph GI .
• The graph Gi′ that is obtained by vertex-contraction from a partitioning
πK that results in a decomposable system, is a-cyclic.

Based on these statements, the problem of ﬁnding a conﬁguration that admits a
partition such that the equation system is decomposable in b lumping groups is
equivalent to that of ﬁnding a vertex-induced subgraph and a partition of this
subgraph into its b sets of strongly connected components.

4.9.3

Objective function

To motivate the method that is used to ﬁnd the conﬁguration that maximizes
the objective function, the function itself is discussed and some properties of
this function are derived. The objective function m(·), applied to the reduced
model referred to as m(fˆ), reﬂects the user requirements for the model reduction
procedure in terms of order reduction, accuracy and reduced model complexity.
The objective function will be considered to be of the form
m(·) := λo o(·) − λe e(·) − λc c(·),

(4.139)

where the functions o(·), e(·), c(·) quantify respectively order reduction, approximation error and computational complexity of a reduced model and λo , λe , λc
are positive weighing factors. Although there are diﬀerent measures to quantify
the approximation error and computational complexity, we propose to use the
following measures:
• Order Reduction The order reduction obtained from a lumping (M ,M̄ ) is
simply the diﬀerence in dimension between f and fˆ.
o(fˆ) = dim(f ) − dim(fˆ).

(4.140)

• Approximation error For a given lumping pair (M ,M̄ ) the approximation
error is evaluated statically for a given set of k samples of the vector y,
YS = y[1], .., y[k], using the Mean Square Error (MSE) norm:
s
1 X
e(M, M̄ ) =
(yi − M̄ (M yi ))2
(4.141)
k
yi ∈YS

If a more realistic measure is required at the cost of computation time,
the original and reduced models can also be simulated for speciﬁc initial conditions and the L2 norm of the diﬀerence between the simulated
trajectories can be taken.
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• Computational complexity As complexity of an algebraic expression is
a concept that is open to a wide range of interpretations, a practical
deﬁnition is needed to quantify complexity. The measure chosen here
is the number of arithmetic operations that is required to evaluate an
optimized representation of the expression. An optimized representation
is obtained by applying expression simpliﬁcation rules and performing
common subexpression elimination. It is assumed that calculation of fˆ
requires the expansion of y and the complexity measure is directly applied
to M̄ :
c(M̄ ) = C(M̄ )
(4.142)
where C assigns the computational complexity to an optimized representation of a functional relation.
The properties of this objective function are of importance to the heuristics
employed to ﬁnd a conﬁguration that optimizes m(fˆ). Therefore, the eﬀects
of increasing or decreasing the number of equilibria that are part of a lumping
on each of these measures will be discussed. As a conﬁguration in terms of the
selected equilibrium relations directly determines fˆ, the objective function will
be applied directly to the conﬁguration set S, or m(S) = m(fˆS ).
As the row dimension of M is equal to ns − neq , it is clear that the reduction
in model order increases with the number of equilibrium relations used in a
lumping.
o(S1 ) > o(S2 ) if S2 ⊂ S1
(4.143)
For the same reason the order reduction obtained for the combination of multiple
distinct sets of equilibrium relations is simply the sum of the order reduction of
these sets.
X
o(Si ) for {S1 , .., Sn } = π(S)
(4.144)
o(S) =
i=1,..,n

Intuitively, the approximation error is expected to increase with the number
of equilibrium relations used in a lumping. It can be the case, however, that
two equilibrium relations that are included in a single lumping group in the
network together have a better accuracy that when one of the two is included
in the lumping group. The reason for this is that as both are part of the list of
candidate equilibrium relations and therefore are related to the dynamics on the
fast time-scale in the model, the algebraic approximation to these fast dynamics
might be more accurate by including both. Therefore, it is not assumed that the
accuracy decreases with the number of approximations included in a lumping
group. However, the following assumption regarding the accuracy is used:
Assumption 4.9.4. Consider the partition {S1 , .., Sn } = π(S). If the lumping
groups induced by S1 , .., Sn are not strongly connected, then it is assumed that
e(S) ≈

X
i

e(Si ).

(4.145)
2
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In general, this assumption is true if the lumping groups are disconnected and
will hold well if the lumping groups contain species that are in diﬀerent parts
of the kinetic network. The errors introduced by the approximations are often
localized in the kinetic network. An algorithm that uses this last property to
quantify the eﬀects of removing single reactions is given in (Pepiot and Pitsch,
2005). For lumping groups that are closely related this assumption might hold
less well.
Next, consider the measure for the computational complexity as deﬁned
earlier. Due to the fact that a sequential solution is possible, the computational
complexity of a conﬁguration with multiple lumping groups that are not strongly
connected is the sum of the computational complexities of each of the lumping
groups. The following property for the function c(·) is obtained when S1 , .., Sn
are not strongly connected:
c(S) =

X

c(Si ) for

{S1 , .., Sn } = π(S)

i=1,..,n

(4.146)

The dependence of the computational complexity on the number of approximations in the lumping diﬀers, based on the method used to obtain M̄ . When M̄
is obtained by explicitly solving the lumping relations (4.44), the computational
complexity of M̄ grows with the number of approximations in the lumping.
c(S1 ) > c(S2 )

if

S2 ⊂ S1

(4.147)

Combining properties (4.144),(4.146) and assumption (4.145), the objective
function also has the addition property when S1 , .., Sn are not strongly connected:
X
m(Si ) for {S1 , .., Sn } = π(S)
(4.148)
m(S) ≈
i=1,..,n

Finally, for the case when M̄ is obtained by explicitly solving the lumping
relations (4.44), one further assumption is made. In practice, nonlinear equation
systems for lumpings that contain more than a few equilibrium relations can not
be solved explicitly such that explicit expressions of reasonable complexity are
obtained. In this case the increase in c(·) as given by (4.147) will be larger than
the increase in o(·) and c(·) will dominate m(·). This leads to the following
assumption:
Assumption 4.9.5. If the set S represents a single lumping group of which
the equilibrium relations are strongly connected and M̄ is obtained by explicitly
solving the lumping problem, then it is assumed:
|arg max m(S)| ≤ nmax
S

(4.149)

with nmax a chosen positive integer that denotes the maximum number of equilibrium relations in a lumping.
2
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On the other hand, when approximations are used, the complexity is tied strongly to the number of the variables that parameterize the solution, being the
number of lumped pseudo-species and the number of other original species on
which the lumping is dependent. This number can be low for large lumping
groups, and therefore in this case (4.149) is not valid.
The properties of the function m(·) suggest two diﬀerent approaches to ﬁnd
a sub-optimal solution S that makes use of the structure of the kinetic network.
Both depend on creating a partitioning into lumping groups that are weakly
connected or disconnected with respect to each other. If elements are added or
removed to S, due to (4.148), the objective function only has to be evaluated
for the lumping groups that are aﬀected. When the lumpings are solved explicitly, assumption (4.149) suggests a graph-growing type algorithm whereby
equilibrium relations are added to a lumping group until the explicit solution is
too complex. Where solutions are approximated, we take a graph-partitioning
approach. Only the graph-growing type algorithm will be discussed.

4.9.4

Proposed algorithm

Consider the case when lumpings are solved explicitly. The optimum solution
is expected to consist of multiple lumping groups of limited size. The proposed
method to maximise m(S) for this situation is based on graph-growing. First the
interaction graph GI for the candidate equilibrium relations is split in its strongly
connected subgraphs denoted GI,1 , .., GI,n . These subgraphs can be considered
separately, and therefore a single strongly connected subgraph GI,k is considered
as a starting point for the algorithm. Starting from a single equilibrium V =
vs which maximises m(vs ), at each iteration a set of vertices that is strongly
connected to the candidate set of vertices Vc is added to that set. The set Vc
forms a strongly connected vertex-induced subgraph of G ′ of G that represents
a single lumping group. The function to add strongly connected vertices is a
modiﬁed form of Breadth First Search (BFS) algorithm (Cormen et al., 2001)
and uses a principle similar to the algorithm to ﬁnd k-length cycles described
in (Liu, 2006). The cycles with small k are considered ﬁrst. After each addition
the function m(·) for the candidate lumping group is evaluated. If this function
is better than the worst of a set of existing candidate lumping groups or a given
threshold, the group is added to the list of candidate groups. If the function is
worse than a certain threshold, the candidate group is discarded and the group
of vertices that was added is also discarded as an option for future addition. If
no further vertices can be added, the vertices in the best candidate group are
added to the conﬁguration SSS,P E and are removed from the list of vertices VG
of the interaction graph. This algorithm is outlined as Algorithm 1.
At this point the next single equilibrium maximizing m(·) is chosen from GI
and again strongly connected vertices are added. The algorithm veriﬁes that
the added vertices are not also strongly connected to the vertices that have been
added to SSS,P E at an earlier stage. The process is repeated until no further
vertices that are not strongly connected to existing candidate groups or exceed
the given threshold are available in G. As this algorithm maximizes m(·) for
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a single lumping group and then proceeds to the next lumping group, this is
a greedy-type approach where a limited number of locally optimal choices are
retained. The ﬁnal vertex-induced subgraph of GI that is obtained from SSS,P E
is a-cyclic and each vertex represents a lumping group.
Algorithm 1 Iteratively add vertices to form a set of strongly-connected candidate lumping groups
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:

selection(G : (V, E), nmax , cmax , mt ) : Vf
vs ← arg maxv∈V m(v)
R ← ∅, Q ← ∅
for all k = 1 to nmax do
S ← AddStronglyConnectedV ertices(G, vs , k)
S ← S \ {Si | Rj ⊂ Si } for all j
for all Vc ∈ Q do
if m(Vc,i ) > mt then
Q ← AddCandidateGroup(Vc,i , Q, cmax )
else
R ← R ∪ Vc,i
end if
end for
end for
Vmax ← arg maxV∈Q m(Q)
return Vmax

Vmax : Lumping Group that maximizes m(·), cmax : Number of candidate lumping
groups, mt : Objective function threshold, vs : Starting vertex, Q : Set of candidate
lumping groups, R : Set of rejected lumping groups, S : Set of lists of strongly
connected vertices

4.9.5

Example

As an example we consider a kinetic mechanism that describes N O oxidation
and reduction, N2 O formation, and CO2 oxidation on a catalytic surface with a
platinum catalyst. The reaction constants have been chosen for illustration purposes. Multiple time-scales have been introduced including reaction constants
of diﬀerent orders of magnitude. The mechanism contains 14 species and 21
reactions, and there are 7 candidate partial equilibrium relations from which a
selection S is made.
We consider four diﬀerent choices for the merit function shown in Table 4.4,
together with the results for the found conﬁgurations. From this table it can
be seen that the MSE of the reduced model depends on the weight assigned
to model accuracy in the objective function and that the lowest order model is
obtained when the objective function depends chieﬂy on the model order. In this
case the computational complexity of the reduced model becomes very large as
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Figure 4.9: Graph of the kinetic mechanism considered in the example. Vertices
represent species, directed arrows (v,w) are reactions from reactant v to product
w.
solutions to higher-order algebraic equation systems are required. The dynamic
response of the reduced models for the N O2 concentration is shown in Fig. 4.11.
In the case of Table 4.4, Selection 4, the reduced model did not simulate using
the chosen integration tolerances due to the combination of numerically negative
concentrations and algebraic root expressions in fˆ.
Tabel 4.4: Resulting conﬁgurations and reduced model properties
Sel.
1
2
3
4

4.10

λo
1
1
1
1

Tuning Parameters
λe
λc
0
9
0
0.01
15
0.01
1 ∗ 10−5 1 ∗ 10−5

Results
EQ Rel.
e(·)
{2,4,5}
1.567
{2,3,4,6}
0.877
{1,4}
0.047
{1,2,4,5,7} 1.678

c(·)
3.75
21.45
4.1
352.8

Discussion

In this Chapter an approach to approximate lumping using QSS and PE relations was presented. The ﬁrst step in such an approach involves identifying
for which species and reactions QSS and PE assumptions can be applied. This
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Figure 4.10: Illustration of the algorithm for adding vertices to lumping groups.
Each picture shows the interaction graph GI for a single iteration of the algorithm, proceeding row-wise from top left to bottom right. Light grey dots
are the lumping groups, dark grey dots represent the individual equilibrium assumptions added at each iteration. At the end an a-cyclical graph is obtained,
which is a contraction of the original graph.
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Figure 4.11: Dynamic response of the original model (black), and the reduced
models from Selection 1 (light grey, dashed), Selection 2 (dark grey, dashed),
Selection 3 (black, dashed)

step is crucial. It is standard in the sense that there are a large number of
methods available, see Appendix D. As in most automated schemes for simpliﬁcation of kinetic mechanisms, we use an approach based on criteria that
give local estimates for the eﬀect of introducing QSS and PE assumptions on
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the approximation error. These criteria do not account for the combined effect of introducing multiple QSS and PE assumptions on the approximation
error. Because the error estimates are not reliable, any scheme that employs
these measures is not ’automated’ in the strict sense. The typical procedure is
that a number assumptions are selected based on a user deﬁned threshold for
the criteria, and that the user critically reviews this selection and modiﬁes it
if necessary. This can involve both insight into the underlying chemistry and
qualitative analysis of simulation trajectories.
A signiﬁcant part of this Chapter concerns the method by which a reduced
kinetic model is derived. The derivation of a reduced kinetic mechanism using
QSS and PE relations is framed as a lumping problem. This lumping problem
involves ﬁnding an expansion relation that determines how the concentrations
of the lumped species are expanded to concentrations of the original species
for which the QSS and PE assumptions are satisﬁed. Finding this expansion
relation presents problems on diﬀerent levels.
On a theoretical level questions of existence and uniqueness arise. The determination of these properties generally leads to problems that are intractable.
The only easily veriﬁable conditions are those which preclude ill-posedness and
linear dependency of the equation system that is solved to ﬁnd the expansion
relations. Nonetheless for kinetic networks with a speciﬁc structure and particular sets of QSS and PE relations more can be said. We have determined
under which conditions the problem of ﬁnding an expansion relation is equivalent to that of ﬁnding chemical equilibrium points for subnetworks of the
original kinetic network. By relying on existing work concerning the existence
and uniqueness of these chemical equilibrium points, certain conditions can be
given for which existence and uniqueness can be guaranteed, irrespective of the
values of reaction constants.
On a more practical level, ﬁnding a compact expression for the expansion
relation is a major concern. Analytical solutions can only be found, in general,
if the equation systems involved in ﬁnding the expansion relations are of limited
complexity. This is the major disadvantage of most mixed symbolic/numerical
approaches. Options to mitigate this problem include removal of reaction terms
that are part of the equation system and decomposition of large equation systems into smaller ones by restricting the set of QSS and PE assumptions from
the set of candidate QSS and PE assumptions. The former approach is taken in
(Lu and Law, 2006), where the observation is made that removal of nonlinear
reaction terms involving products of QSS species is likely to have a minor inﬂuence on the solution. The latter approach, where essentially reduction potential
is traded for analytic solvability was discussed in the ﬁnal part of this chapter.
This selection is based on a trade-oﬀ between properties of the reduced order
kinetic model. As this is a combinatorial problem, a sub-optimal strategy has
been proposed. The proposed algorithm is based on a greedy-type approach and
exploits the structure of the kinetic network and the properties of the objective function. Tuning parameters that are part of the objective function permit
trade-oﬀs between order reduction, reduced model accuracy and computational
complexity. The advantages of this approach are that it can be applied to lar-
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ger kinetic networks, is fully automated and allows the user to trade-oﬀ natural
goals of any model reduction procedure. The main disadvantages are that a
suboptimal strategy is followed with respect to each consecutive, strongly connected group. Secondly, although only two trade-oﬀs are involved, the discrete
nature of the results means that experimentation is required when tuning the
algorithm. Finally, an important criterion for the reduction of kinetic models
should be the numerical stiﬀness of the reduced model. Including stiﬀness as
part of the objective function would destroy properties of this function that are
currently exploited in the algorithm.
If ﬁnding an analytical solution turns out to be prohibitive, numerical approximation is required. We have discussed an approach whereby SOS polynomials are used to preserve positive invariance of the original model. The
problem associated with approximation using SOS polynomials is that computational complexity of the LMI problems involved in this approach grows quickly
with the number of independent variables and the order of the approximation
polynomials. Therefore, in practice, this is only a feasible approach for a limited number of independent variables. To facilitate the use for the reduction of
larger kinetic networks, a decomposition approach similar to that used to ﬁnd
analytic solutions can be envisioned. Instead of using the analytic solvability
as a criterion, we can use the number of independent variables. In this case,
the decomposition problem becomes similar to the well-known problem of graph
partitioning. This problem has non-polynomial (NP) complexity, but a number
of suboptimal techniques are known.
Finally, numerical approximation and symbolic approaches can be combined.
The kinetic network is decomposed into diﬀerent parts and either numerical
approximation using SOS polynomial or algebraically solution is applied to each
part. Parts that consist of many species but for which the concentrations of these
species depend on few variables can be approximated numerically. Parts that
consist of a limited number of species can be solved algebraically.
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This chapter is based on the paper (Nauta, Weiland, and Backx, 2007b)

5.1

Overview

After discussing the treatment of model reduction for distributed systems in
Chapter 3 and the simpliﬁcation of kinetic mechanisms in Chapter 4, the subject
of this Chapter is the simpliﬁcation of a model that involves both a spatial
proﬁle and kinetics. Due to the problems associated with projection methods
for nonlinear distributed systems coupled with kinetics, discussed in Chapter 3,
we have not applied projection approaches to the 1-D channel model. Instead,
removal of reactions and species and the use of QSS and PE type approximations
will be used to simplify the model. The criteria used to asses the eﬀect of the
removal of reactions and species and the introduction of QSS and PE relations
on the approximation error, discussed in Chapter 4, have been extended to
apply to spatially distributed systems. Based on these criteria, diﬀerent reduced
mechanisms can be applied at each point in the reactor. In this manner a
reduced model with diﬀerent reduced mechanisms at diﬀerent points in the
reactor is generated from the original model in which a single mechanism applies
to the entire reactor. The model is subsequently used as part of a dynamic
optimization problem. The reduction of the model and the optimization are
performed in closed loop.

5.2
5.2.1

Introduction
Motivation

To operate eﬃciently, a LNT catalytic converter requires periodic purging or
regeneration. The purge itself is disadvantageous to the fuel eﬃciency of the
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engine since it has to switch brieﬂy to near stoichiometric or slightly rich operation. This leads to increased fuel consumption and more importantly, to
increased emission of hydrocarbon (HC) species. It is necessary however, since
the LNT catalytic converter has a ﬁnite capacity to store N Ox species. Failure
to purge will result in high emissions of these species as the N Ox absorbtion
eﬃciency of the LNT decreases as it gets ﬁlled. In short, there is a trade-oﬀ
associated with the purge operation, with costs in fuel eﬃciency and HC emissions balanced against N Ox emissions. A purge method and schedule must be
selected such that an optimum point is found. The selection of this purge method and schedule can be formulated as a dynamic optimization problem. In a
dynamic optimization problem, the goal is to choose input trajectories in such
a way that trajectories of the outputs, as given by a dynamic model, minimize
a chosen cost function. In general a ﬁnite time period is considered. In many
cases this problem is subject to constraints on inputs and outputs.
For the problem of determining the purge schedule of an LNT catalyst, the
input trajectories are inﬂow composition trajectories, which are directly tied
to the purge schedule and method applied in the engine. The dynamic model
is the 1-D model of the LNT catalytic converter. The cost criterion should
capture the eﬀects of the emitted pollutants as well as the fuel penalty that is
incurred during the purge. Problem constraints may include the legal maximum
of pollutant emissions per kilometer.
Dynamic optimization algorithms can be used to ﬁnd solutions to the above
problem. In essence these algorithms attempt to minimize the cost function
in an iterative manner: ﬁrst an initial input trajectory is chosen, the dynamic
model is evaluated for this input trajectory and ﬁnally the cost function is
determined. Next, a modiﬁcation is made to the input trajectory so that the
value of the applied cost function decreases. This process is repeated until the
decrease of the cost function is no longer substantial. At this point the input
trajectory is returned as the optimum solution.
Both the cost function and the LNT catalyst model are non-linear. The
resulting problem is non-convex, which means that it is not guaranteed that the
optimum solution will be found by the optimization routine. In many case a
local optimum solution will be found for which the value of the cost function is
larger than for the global optimum. Furthermore its solution generally requires
a great deal of computation time. This is largely a consequence of the fact that
solving the optimization problem requires repeated evaluation of the dynamic
equations that specify the LNT catalyst model.
The ﬁrst issue, non-convexity, should be approached both by a suitable initial
choice of input trajectories and a practical parameterization of all possible input
trajectories. Any prior knowledge about the properties of the solution can be
helpful to make this choice. A well-chosen initial point is one that is close to the
optimum solution. Therefore the optimization algorithm is likely to converge
to this solution with fewer iterations and is less likely to converge to a local
optimum with a higher value of the cost function. The eﬀect of a practical
parameterization of the input trajectory is that the search space is restricted.
When the search space is restricted but the optimum solution still lies within
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this search space, the odds of converging to this optimum solution are again
increased and the number of iterations tends to decrease.
This Chapter considers the second issue, the computational costs associated with repeated evaluation of the LNT model. A possible approach to this
problem is the application of model reduction methods to the dynamic model.
For practical reasons, we have opted to simplify this problem by considering the
simpler case of a 1-D channel model with a limited kinetic mechanism instead
of the full LNT model.

5.2.2

Optimization using reduced order models

Algorithms that are used for dynamic optimization can be categorized (Biegler
et al., 2003) as:
• Single shooting or sequential. In this type of algorithm the trajectory over
the full time interval is treated in its entirety. The model is simulated
using an ODE/DAE solver of a speciﬁc input trajectory and the cost
function and the gradient of the cost function towards changes in this input
trajectory is calculated. This gradient is used in a Nonlinear Programming
(NLP) solver to modify the input trajectory such that the cost function
decreases. In the next iteration the model is re-evaluated using the new
input trajectory. This process is repeated until the convergence threshold
of the NLP solver is reached.
• Multiple shooting. In multiple shooting approaches, the full time interval
is split into a series of subintervals. These are optimized separately using
the approach described above. Continuity of the solution is enforced using
a series of algebraic constraints.
• Simultaneous approaches. These methods rely on full discretization of
the model states, inputs and time intervals. This leads to a large set
of algebraic equations. The solution of this set leads to the optimum
trajectory.
As the LNT problem and the simpler case of the 1-D channel model are both
characterized by relatively few control inputs and a substantial number of states,
single shooting approaches are the most suitable option.
As already apparent in Chapters 3 and 4, most model reduction methods for
nonlinear models are data-based. The model is reduced based on the evaluation
of the importance of diﬀerent parts of the model for a representative set of input
data. When the model is to be used for dynamic optimization, this has both
an advantage and a disadvantage. The advantage is that for each iteration, in
dynamic optimization, evaluation of the model is required for an input trajectory
that typically only diﬀers marginally from the input trajectory used during
the previous iteration. This permits the use of the same reduced model over
many iterations as the applied reduction generally will remain valid if the input
trajectories are slightly modiﬁed. The major disadvantage is that the series of
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input trajectories, including the ﬁnal, optimum, input trajectory are not known
at the start of the optimization procedure. Therefore these cannot be used apriori in a data-based model reduction procedure. For this reason we have opted
to modify the reduced model during the optimization depending on the input
trajectories that present themselves as the optimization algorithm progresses.
This is known as closed-loop model reduction.
We have decided not to employ linear problem methods as a result of the
knowledge gained in Chapter 3 and 4 on model reduction of 1-D channel models
coupled with kinetic mechanisms. Instead, the removal of reactions and species
and the introduction of QSS and PE type approximations have been used to
simplify the kinetic mechanism in the reactor. As it was observed that chemical
activity can diﬀer greatly depending on the spatial position in the reactor, this
fact was taken into consideration for the choice of the model reduction approach.
The reduction criteria listed in Chapter 3 were modiﬁed to permit the generation
of reduced mechanisms at diﬀerent spatial positions in the reactor. The use
of diﬀerent mechanisms at diﬀerent spatial points is also applied to reduced
modeling of ﬂame-fronts in (D.A. Schwer, 2003).
The same 1-D model for the reactor as in Chapter 3 was used. Similarly to
Chapter 3, as the reactor is assumed to have a high (grid) Peclet number, diﬀusion is compared to convective transport (plug ﬂow assumption). Considering
only convective transport and constant pressure, the concentration proﬁles in
the axial direction can be described using the following PDE:
ẏ
y(0, x)
y(t, 0)

(5.1)

= Sr(y) + v ◦ yx

(5.2)
(5.3)

= yinit
= u(t)

where ◦ denotes the element-wise product, yx is the partial derivative of the
species concentrations in the axial direction and v ∈ Rns is a time-invariant
vector of which the elements are equal to the ﬂow rate for gas or liquid species
and zero for adsorbed species. For the exact deﬁnition of the kinetic mechanism
(S, r) we refer to Chapter 4. The boundary conditions are the initial states
of the reactor and the vector of inﬂow concentrations u(t). Again similarly to
Chapter 3, the model is discretized using a ﬁrst order backward diﬀerentiation
method:
y˙i
y(0)
y0 (t)

= Sr(yi ) + v ◦ (yi−1 − yi ),
= yinit
= u(t)

1≤i≤n

(5.4)
(5.5)
(5.6)

where yi ∈ Rns , i is a discrete spatial index in the axial direction and n is
the number of compartments. By y we shall refer to the stacked vector form
⊤
y1 ... yn .
As indicated, when diﬀerent parts of the kinetic mechanism are active in
diﬀerent parts of the reactor, using a single reduced mechanism throughout the
reactor does not in principle lead to an optimum reduced representation. A set of
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multiple reduced mechanisms can be generated instead, which are then applied
at diﬀerent positions in the reactor. The reduced mechanisms are generated
both by removing reactions as well as by introducting QSS and PE relations
applying a lumping method. The removal of a diﬀerent number of reactions at
each position in the reactor leads to a series of m ≤ n reduced mechanisms,
denoted by (Ŝj , r̂j ) with j = 1, .., m. The species lumping is accomplished using
a series of lumping pairs (Mj , M̄j ), j = 1, .., m with m ≤ n, each of which is
applied at diﬀerent points in the reactor. If a certain reduced mechanism or
lumping pair is used at position i in the reactor, we will denote that mechanism
by (Ŝi , r̂i ) and the associated lumping pair by (Mi , M̄i ). See Chapter 4 for a
description of these lumping pairs. This results in the following compartmental
model:
ẋi = Mi Ŝj r̂j (M̄i (xi )) + Ti,i−1 (xi−1 ) − Ti (xi ),

ŷn = M̄n (xn )

1≤i≤n

(5.7a)
(5.7b)

where xi (t) ∈ Rns,i , Ti,i−1 (xi−1 ) : Rns,i−1 → Rns,i and Ti (xi ) : Rns,i → Rns,i
are transformation functions given by

Mi v ◦ M̄i−1 (xi−1 ) for i > 1
Ti,i−1 (xi−1 ) :=
(5.8a)
Mi v ◦ u(t)
for i = 1
Ti (xi )

:= Mi v ◦ M̄i (xi )

(5.8b)

The dimension of xi varies at each spatial position, depending on (Mi , M̄
Pin). The
order of the model decreases from ns n for the original model (5.4) to i=1 ns,i
for the reduced model (5.7).
In (Dixon-Lewis, 1975) the term composite ﬂux was introduced to denote the
ﬂux of lumped species and the observation was made that an eﬀective convective
ﬂow rate is obtained for lumped species xi that are partially in adsorbed form.
The coupling of reduced kinetic models using time-scale based lumping with
mass transport requires the separation in time-scales between the QSS/PE approximations and the transport term to be suﬃciently large. Therefore the
time-scale of the transport term is typically used as a relative measure to decide
what are considered ’fast eigenvalues’ in time-scale based lumping methods. In
(Goddard, 1990) the error of the QSS coupled with a convective and diﬀusive term was considered. As expected, the accuracy depends on the steepness
of spatial gradients that occur in the reactor. Steeper spatial gradients cause
the transport term to act on the fast time-scales, and thereby to distort the
equilibrium approximations. This is an important caveat, in particular when
dealing with high Peclet numbers and ﬁxed-bed reactors. Both are linked to the
occurrence of steep spatial gradients in the reactor.
The cost function that was used is an integral cost function. This type of cost
function penalizes the total amount of a set of species produced at the output
over the speciﬁed time interval. This choice is consistent with the case of the
LNT catalyst since the incurred costs involved in operating the LNT catalyst
are the cumulative emissions of N Ox , HC, CO and other harmful pollutants
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over time. For a chosen time period [t0 , .., t1 ] the function g : Rns → R, which
depends on the outlet concentrations, is integrated and added to a terminal cost
function gt : Rns → R. For the purpose of this Chapter we have chosen to use
the concept of a merit function instead of a cost function. If minimization is
replaced by maximization this does not change the underlying problem. The
merit function is given by Jy :
Z t1
Jy (yn ) :=
g(yn )dt + gt (yn (t1 ))
(5.9)
t0

The sensitivity criterion was modiﬁed to reﬂect the inﬂuence of reactions and
species concentrations on this merit function.

5.2.3

Problem Formulation

The problem considered in this Chapter is how to solve a dynamic optimization problem using reduced order models. The nominal dynamic optimization
problem which is based on the original model is given as:
(5.10a)

uopt := arg max J(u)
u

with
J(u) := Jy (yn ) =

Z

t1

(5.10b)

g(yn )dt + gt (yn (t1 ))

t0

subject to
y˙i
y(0)

= Sr(yi ) + v ◦ (yi−1 − yi ),
= yinit

y0 (t)
Au

= u(t)
= b

1≤i≤n

(5.10c)
(5.10d)
(5.10e)
(5.10f)

where J is the outlet integral cost criterion, g is a merit function and u(t) is a
piecewise constant function with levels [ut1 , .., utnt ]. We want to ﬁnd a set of
lumping pairs (Mi , M̄i ) and a set of reduced mechanisms (Ŝi , r̂i ) such that the
solution of the reduced problem
ˆ
ûopt := arg max J(u)
u

with
ˆ
J(u)
:= Jy (ŷn ) =

Z

t1

g(ŷn )dt + gt (ŷn (t1 ))

(5.11a)

(5.11b)

t0

subject to
ẋi
ŷn

= Mi Ŝj r̂j (M̄i (xi )) + Ti,i−1 (xi−1 ) − Ti (xi ),
= M̄n (xn )

x(0) = diag({Mi }i=1,..,n )yinit
x0 (t) = M1 u(t)
Au = b

1 ≤ i ≤ n (5.11c)
(5.11d)
(5.11e)
(5.11f)
(5.11g)
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is close to that of the nominal problem in a user-deﬁned sense. As the solution
of a dynamic optimization problem is found using an iterative method, we can
choose to replace the original model by the reduced model for selected iterations.
We can choose from multiple criteria to assess the accuracy of the solution of the
problem for the reduced model compared to the solution of the same problem
using the nominal model. A discussion on this last subject can be found in
(van den Berg, 2005). The two most obvious criteria are the diﬀerences between
the optimum solutions of (5.10) and (5.11)
kuopt − ûopt k

(5.12)

or the diﬀerences in merit function between those solutions:
J(uopt ) − J(ûopt )

(5.13)

It is generally expected that J(uopt ) > J(ûopt ), although this is not certain.

5.3

Criteria for mechanism reduction in spatially
distributed systems

The criteria for the generation of the set of reduced models can be modiﬁed to
account for the fact that the reduced mechanisms are used in the PFR. The
assumption is made that the species concentrations at the outlet are of interest.
The commonly-used scaled sensitivity, as given in Appendix D, (D.11), can be
modiﬁed to give the sensitivity of the outlet species concentration with respect
to the normalized reaction rates at spatial position i:
(p, q, i) :=
Υsens
r

kq,i ∂yp,n (t1 )
yp,n (t1 ) ∂kq,i

(5.14)

where yp,n is the concentration of the p-th species at the reactor outlet and kq,i
is the reaction constant of the q-th reaction at spatial position i. For a single
mechanism the ﬂux criterion given in Appendix D, (D.12), which can be used
to determine the importance of a reaction is given by:
Ir (i, j) =

|Sij |rj (yr )
|Si |r(yr )

(5.15)

For a spatially distributed system this ﬂux criterion can be normalized using
diﬀerent methods. First, it can be extended straightforwardly, with each position in the reactor considered separately. The absolute contribution of transport
ﬂux at each position in the reactor is added to the absolute production and
consumption of all reactions:
R t1
S
r (y (t))dt
pq
t0 q i
(5.16)
Υrate
(p, q, i) =
R t1
R t1
r
|Sp | t0 r(yi (t))dt + t0 v ◦ (yi−1 (t) + yi (t))dt
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If the entire reactor is considered, the contribution in the ﬂux for a certain species of a single reaction at each point in the reactor can be normalized with respect to the total ﬂux of all reactions involving that species in the entire reactor.
To retain a comparison with the threshold value for the spatially homogeneous
mechanism, it is multiplied by the number of compartments n:
R t1
S
r (y (t))dt
pq
t0 q i
(5.17)
Υrate
(p, q, i) = n Pn
R t1
r
k=1 |Sp | t0 r(yk (t))dt

These criteria can be used to get an assessment of the importance of the q-th
reaction at position i for the outlet concentrations over a time interval. Here
the normalization (5.17) will be used. Based on the user speciﬁed threshold a
set of reduced mechanisms can be generated that may diﬀer depending on i, by
applying (5.18) at every spatial position. Removal of the q-th reaction at the
i-th spatial position is possible if:
(max Υsens
(p, q, i) < τ1 ) ∧ (max Υrate
(p, q, i) < τ2 )
r
r
p

p

(5.18)

Note that in general the number of diﬀerent reduced mechanisms will be signiﬁcantly smaller than the number of axial discretizations n since the same reductions will apply to a number of, typically adjacent, compartments. Therefore the
reduction algorithm will, in eﬀect, identify a number of regions in the reactor.
Because the reduced mechanisms in each region are interpretable as chemical
reaction networks, the reduced model provides insight in the operation of the reactor. For reactive ﬂux problems with a large number of compartments it might
be necessary to apply mechanism reduction analysis at a number of selected
cells and extrapolate the reductions to nearby compartments.
The decision whether to include QSS or PE approximations is made based
on the eigenvalue related criteria as discussed in Appendix D, section D.4.

5.4

Dynamic Optimization using Reduced Models

The model can be analyzed and, if possible, reduced after a certain chosen
number of iterations. To accomplish this the optimization problem is augmented with the sensitivities of the reaction constants. The outlet criterion (5.14)
is modiﬁed to reﬂect the inﬂuence of reaction constants on the integral cost
criterion, which is now considered to be a function of both the input proﬁle and
the reaction constants:
Υsens
(q, i) :=
r

kq,i ∂J(u, k)
J(u, k) ∂kq,i

(5.19)

Using the adjoint formulation (Hindmarsh et al., 2005) for the parameter and
input sensitivities, the total parameter and input sensitivity is given by integrating the adjoint equations backwards in time with quadrature integration for
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the input and parameter sensitivities:
λ̇ = −
ṡu
ṡk

∂f ⊤
∂g ⊤
λ+
∂y
∂y

∂f ⊤
λ+
∂u
∂f ⊤
λ+
= −
∂k

= −

∂g ⊤
∂u
∂g ⊤
∂k

su (tf ) = 0, sk (tf ) = 0, λ(tf ) = 0

(5.20)
(5.21)
(5.22)
(5.23)

where f is the right-hand size of (5.4), λ(t) ∈ Rns n is the adjoint state, k :=
⊤
k1,1 , ..., knr ,1 ... k1,n , ..., knr ,n
is the stacked vector of reaction constants
for all reactions at all points in the reactor, su (t) is a vector with the timedependent input sensitivities and sk (t) is a vector with the time-dependent
reaction constant sensitivities. The input sensitivities of the cost criterion required for the optimization and the reaction constant sensitivities used for model
reduction are given in stacked vector form, at all points in the reactor, by:
∂J(u, k)
∂u
k ∂J(u, k)
J(u, k) ∂k

= su (t0 )
k
sk (t0 )
J(u, k)

=

(5.24)
(5.25)

Determination of the ﬂux criterion (5.17) requires the integration of the reaction
ﬂuxes,
ẇ
w(t0 )
Z

= r(y)

(5.26)

=

0

(5.27)

= w(t1 )

(5.28)

t1

r(y(t))dt

t0

where w are the integrated ﬂuxes at all points in the reactor in stacked vector
form. The additional complexity required for mechanism reduction is thus determined by (5.22), (5.26) and, in case time-scale approximation is required, by
the Jacobian eigenvalue analysis at a chosen set of points. Both (5.22), (5.26)
scale linearly with the number of considered reactions, but the additional cost
can be signiﬁcant. To reduce the total overhead in the optimization problem,
the analysis and reduction could be performed once for a certain number of
function iterations.

5.5

Example

To illustrate the mechanism reduction of a spatially distributed system for optimization, a PFR reactor with both a surface and gas-phase kinetics is considered. Surface kinetics are considered in terms of their eﬀect on the reaction
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rate and not in terms of holdups. The reason for this is that surface holdups
typically introduce moving reaction fronts in the PFR, which would require
spatial adaptation of the regions with diﬀerent reduced dynamics. The nominal
mechanism is given by the following reactions:
k+

A+B

1
−→
←−
−

AB

k1

k+

AB + C

2
−→
←−

ABC

k2−

The reactants are A, B, C, the product the species AB, and ABC is an unwanted by-product. The rate for the forward surface reaction r1+ is given using
the Langmuir-Hinshelwood isotherm, whereby the surface concentration of A is
considered to be negligible, while the rates of r1− , r2+ , r2− are based on standard
mass-action kinetics:
k1+ [A][B]
(1 + K[B])2

r1

=

r2

= k1− [AB]

r3
r4

= k2+ [AB][C]
= k2− [ABC]

where [] denotes concentrations in mol/m3 . The reaction and equilibrium
constants are chosen as (k1 = 6.1 ∗ 105 s−2 , K = 335, k2 = 20.1s−1 , k3 =
1.6 ∗ 106 s−2 , k4 = 2.0 ∗ 104 s−1 ). The inﬂow rate v is given relative to the
reactor volume by its space velocity 22s−1 . A spatial discretization of n = 10
is chosen. Therefore there are 40 reaction terms in the original model. The
goal is maximization of total outﬂow of the product AB over the time interval
0 < t < 4 second. Four sub-intervals u1 ..u4 of 1 second each with piecewise constant inputs are considered. For the last input interval the input concentrations
are ﬁxed, for the ﬁrst three intervals the inﬂow concentration of A during each
interval is optimized. The cost criterion is:
Z 4
[AB]|i=n dt
(5.29)
argmax[u1 ..u3 ] J(u) =
0

The ﬁxed inﬂow concentrations are [B] = 0.4, [AB] = 1 ∗ 10−3 , [ABC] = 1 ∗
10−3 , [C] = 0.03 for all intervals, and the inﬂow concentration of A for the
last interval is [A]u4 = 0.16. The concentrations of A in each interval are
constrained, 10−6 < [A]u1 < 0.166, 10−6 < [A]u2 < 1, 0 < [A]u3 < 0.166, and
the total inﬂow of A is also constrained, [A]u1 + [A]u2 + [A]u3 < 0.5. As an
initial point [A]u1 = 0.166, [A]u2 = 0.2, [A]u3 = 1.66 is chosen.
When the optimization is performed with reduced models a separate reduced
model is generated for each time interval. In this manner, the switch between
reduced models occurs at the same time as the switch in the system inputs.
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This allows the adaptive time-stepping procedure in the ODE solver to capture the transient eﬀect in the model states as a consequence of simultaneously
occurring changes in inﬂows and reaction constants by increasing the number
of steps after the discontinuity. Both the ﬂux and sensitivity criteria are multiplied by the inverse of length of each time sub-interval relative to the length
of the optimization time interval. The forward and adjoint dynamic problems
are solved using the CVODES solver (Hindmarsh et al., 2005) with analytic
Jacobians using an implicit method for the temporal domain. The Matlab SQP
solver, fmincon, is used for optimization.
The optimized inﬂows and outﬂows for the reactants A, B, AB are shown
in Figure 5.1. The concentration A in interval 2 has been raised at the cost of
intervals 1 and 3. This has the eﬀect of improving the total yield of AB as r1
becomes faster as the inhibiting concentration of reactant B is lowered. When
A
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Figure 5.1: (left): Inlet and outlet concentration of reactant A for both the
original input proﬁle and the optimized input proﬁle. (right): Inlet and outlet
concentration of the AB product and the reactant B for the original input proﬁle
and the optimized input proﬁle
the reaction r1 is not inhibited by B, it can proceed at a signiﬁcantly faster rate
than if B is in excess. In this case it is possible that, for large k1 , r1 will be
exhausted in the second part of the reactor. When B is in excess however, the
reaction proceeds over the full length of the reactor. In the left part of Figure
5.2 the diﬀerence between the two situations is shown. The right part shows a
comparison of the nominal and a reduced model for the spatial proﬁle of the byproduct ABC. In the reduced model, reactions that have a small relative ﬂux
contribution and have therefore been removed in the latter part of the reactor,
are re-included at the outlet of the reactor due to the outlet sensitivity criterion.
The match between the outlet concentration of the full model and that of the
reduced model will be closer than when only the ﬂux contribution had been
considered.
Next reduction is applied at each interval based on the initial trajectory.
The thresholds for reaction removal are chosen as τ1 = 0.05 for the sensitivity
and τ2 = 0.1 for the ﬂux contribution. The SQP solver uses a combination
of gradient determination at major iteration and line searches. The reduced
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Figure 5.2: (left): Eﬀect of diﬀerent inﬂow concentrations of reactant A on the
axial concentration proﬁle of B. For a low inﬂow of A (Interval 2) reaction
r1 is slow due to the inhibition by B but with higher concentrations of A the
conversions to AB occurs in the ﬁrst part of the reactor (Interval 3). The
reactions at positions 7-10 can be removed during Interval 2 (obtained with k1 =
4.34 ∗ 106 ). (right): Reduced and full model comparison for axial concentration
proﬁle of species ABC. The reactions r3 and r4 are removed at positions 7-9
(obtained with k1 = 4.34 ∗ 106 ).
model is updated by simulation of the original model for each chosen number
of major iterations. The line searches are all done using the reduced model.
If the reduced model is updated at each major iteration, all gradient searches
are done using the original model. When the update is less frequent, some
gradient searches are also performed using the reduced model. The evolution of
the criterion is shown in the left part of Figure 5.3. This ﬁgure compares the
situations where the reduced models are generated both at each major iteration
and where they are generated once for every two major iterations. In the ﬁrst
case the evolution of the cost function corresponds closely to the evolution of
the nominal optimization problem cost. The reduced model is used here in
eﬀect only for line searches. For the situation in which the reduced model
is updated every two major iterations, the reduced optimization takes more
function evaluations (20 versus 9) to reach the convergence tolerance. The
increased number of function evaluations is most likely due to less accurate
gradient determinations. Therefore an option would be to change the sensitivity
criterion used for reduction to measure the sensitivity of the gradient of the cost
criterion relative to the inputs as a function of the reaction constants:
Υrate
(q, i) :=
r

( ∂J
kq,i
∂u (u, k))
∂J
( ∂u (u, k)) ∂kq,i

(5.30)

The evolution of the average number of reactions and species over all time
intervals for the case whereby the model is updated at each major iteration
is shown in the right part of Figure 5.3. Because the spatial diﬀerentiation in
chemical activity in the reactor is not very large for the chosen parameter values
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Figure 5.3: (left): Evolution of the objective function per function evaluation
for the reduced model updates at every iteration (top) or each two iterations
(bottom). The gradient search points (marked by ◦) for the reduced model
optimization are indicated, as well as the points at which the reduced model
is updated (marked by ) by performing and evaluation of the nominal model
together with evaluation of the sensitivity and ﬂux criteria. (right): Number of
integration steps required for each function evaluation during optimization.
the reduction is limited. Maximum 25% of the reactions and maximum around
16% of the species are removed. The eﬀect of this removal on the number
of integration steps required for the simulation of the reduced model during
each function evaluation is indicated in Figure 5.4. For the major iterations
the original model is used, which means that in that case the number of steps
required is equal to that of the optimization using the original model. For this
example the use of the reduced model results in a signiﬁcant reduction in the
number of integration steps. The reduction method additionally grants insight
in the active parts of the chemical mechanism at diﬀerent points in the reactor.
Figure 5.5 shows a diagram generated from the reduced model that indicates
multiple regions in the reactor. In each region a kinetic relation graph, see
Appendix E, is drawn that indicates which reactions are active and which QSS
and PE approximations are possible. Figure 5.6 shows a comparison of the
sparsity patterns of the Jacobians of the original and reduced order model. It
will be clear that the system remains sparse, since each compartment is reduced
separately. The introduction of QSS and PE assumptions increases the symbolic
complexity of most terms in the model.

5.6

Discussion

A method has been implemented that allows computer-assisted reduction of
models containing reactive ﬂows for the purpose of dynamic optimization. It
is based on traditional chemical mechanism reduction criteria, being sensitivity, time-scale and ﬂux analysis, that are modiﬁed to accommodate a spatially
distributed model. Both the original and the reduced model are non-linear.
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Figure 5.4: Number of integration steps required for each function evaluation
during optimization.

In contrast to most studies, a spatially diﬀerentiated reduced model is obtained
that reﬂects the chemical activity at diﬀerent points in the reactor. Furthermore,
the optimization criterion is taken into account during the reduction procedure.
The reduced model has the advantage that it oﬀers insight into the chemistry
in diﬀerent spatial regions in the reactor and retains the sparse structure of the
original model. The inputs required from the user are the simulation trajectories and the thresholds for the reduction criteria. This approach allows dynamic
optimization using the reduced nonlinear model, although modiﬁcation of the
update procedure for the reduced model during the optimization is still needed.
It would also be beneﬁcial to tailor the sensitivity criterion for the reduction to
the gradient of the optimization merit function, but this would require determining the combined, higher-order, derivative to the reaction constants and the
inputs.
Prerequisites for using this method are that the chemical activity of the
reactor does show suﬃcient spatial diﬀerentiation and that PE and QSS assumptions are justiﬁed by suﬃcient decoupling of the time-scales in the model.
To use the lumping approach where small groups of equilibria are explicitly
solved, a limited amount of interdependency between the species is required.
In practice the major disadvantages of this approach are that in general only
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Figure 5.5: Schematic diagram of the reduced kinetic mechanisms in each set
of compartments in the reactor. The application of the reduction algorithm
leads to diﬀerent mechanisms in each of three zones of the reactor. Grey nodes
and edges indicate species and reactions for which respectively the QSS and PE
approximation would be valid as indicated by Jacobian analysis. These types
of diagram can aid in understanding the functioning of the reactor.

Figure 5.6: Comparison of the sparsity patterns of the Jacobians of original and
reduced models. The shading of each element indicates its symbolic complexity,
deﬁned as a weighted sum of the number of additions and multiplications required to evaluate the element, with darker shading indicating a higher symbolic
complexity.
a limited amount of order reduction is possible and that the criteria used in
principle provide only local error bounds. Extra overhead is introduced in the
data-analysis step required for the determination of the criteria. The amount of
overhead scales linearly in the number of parameters, due to the use of adjoint
sensitivity integration.
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Contributions of this thesis

6.3
6.4

General Conclusions
Outlook

Overview

The main focus of this thesis has been the reduction of the complexity of models
of 1-D PFR reactors with complex chemistry. This choice was motivated by the
case study of a LNT catalyst model. LNT catalyst models have proven to be
a challenging choice for complexity reduction. This is due to the nonlinearity
of convection-reaction Partial Diﬀerential Equations (PDE’s) which are used
to model this catalyst and the fact that during operation of the catalyst the
inlet exhaust ﬂow alternates between lean and rich conditions. This alternating
pattern of the inputs force state trajectories in which highly nonlinear dynamics
are excited on a broad range of timescales. The transition regime from lean to
rich is characterized by concentration fronts travelling through the reactor, as a
result of the fast reactions with species present on the catalyst surface and the
high ratio of convective to diﬀusive transport. At any point in time during the
transition regime, both lean and rich conditions exist in diﬀerent parts of the
reactor. Transition between lean and rich conditions leads to large diﬀerences in
the orders of magnitude of concentrations of oxidizing and reducing species. In
view of these dynamic characteristics it was found that existing model reduction
methods are ill suited to reduce the complexity of the LNT catalyst models.
Therefore we also tried to modify existing reduction methods in order to mitigate
the disadvantages and to enhance the performance.
A simple convection-reaction PDE with a single reaction was used to evaluate the suitability of projection methods to the more complex PDE’s used in
the LNT model. It was found that the degree of complexity reduction achieved
by projection of the model, both based on Proper Orthogonal Decomposition
(POD) as well as on Balanced Truncation (BT), was insuﬃcient to obtain models
that are of comparable complexity to control-oriented models. The dynamics of
the states of the convection-reaction PDE’s are ill-suited to a straightforward
application of POD and BT. This manifests itself in small reductions in model
orders and high probabilities of divergence of the reduced model. A well-known
fact is that the application of a non-sparse projection destroys the sparsity of
the model equations. As the model is nonlinear, the computational complexity
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of the projected model does not decrease unless there are signiﬁcant reductions
in the number of integration steps or the number of iterations required to solve
the system of nonlinear equations at each integration step. A modiﬁcation of
the POD approach to include traveling basis-functions improves the accuracy of
a reduced order model but requires online adaptation of the basis-functions. We
have also investigated automatic simpliﬁcation of kinetic mechanisms, and have
proposed a scheme to accomplish this. As it was found that a loss of positive
invariance of species concentrations lead to a loss of stability of the reduced
order model, particular attention was paid to the preservation of positive invariance, both for symbolic simpliﬁcation methods as well as for numeric ones.
An important aspect that inﬂuences the complexity of the reduction procedure
and that of the reduced kinetic model is the extent to which the assumptions
introduced for the simpliﬁcation of kinetic networks can be decomposed. An
algorithm is proposed to select these assumptions based on the extent to which
they can be decomposed. Finally, model reduction of kinetic mechanisms was
used to simplify convection-reaction PDE’s during an optimization procedure.
The conclusion arrived at in each Chapter are discussed in more detail.

6.2

Contributions of this thesis

The main contributions of this thesis are:
• A study of modeling approaches in catalytic converter modeling and a
comparison of models found in literature. Attention is given to the simplifying assumptions that relate models of diﬀerent levels of detail to each
other.
• An assessment of the applicability of existing, projection based, model reduction techniques to the 1-D channel model. This model can be characterized as a reactive ﬂow model. Because various forms of reactive ﬂow
models are encountered in chemical engineering, this assessment has a
broader application than just the LNT 1-D channel model. We discuss
issues that arise when projecting spatially distributed models containing
kinetic networks.
• A projection method that can be used to reduce the order of models that
involve traveling concentration fronts (Kirby and Armbruster, 1992) has
been extended to apply to bounded domains. Just as with the POD
method, simulation data is used to identify the dominant modes of the
model, but unlike the POD method a preprocessing step is applied to this
data. The resulting projection is bi-orthogonal.
• A method to reduce chemical mechanisms in an automated fashion. This
method is founded on lumping methods, sensitivity analysis and singular perturbation analysis. Simulation data of the original mechanism are
used to select valid assumptions. Projection of individual reactions and
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chemical species on timescales is combined with analysis of the network
topology. Sets of candidate reduced models are generated and from these
sets a reduced reaction network model is selected.
• A technique to reduce the complexity of a 1-D reactor model during an
optimization procedure. The so-called adjoint problem is used to asses the
importance of reactions and species during the optimization procedure at
diﬀerent points in the reactor. Reactions and species are removed from the
model at points in the reactor where their presence is of limited relevance
to the optimization problem.

6.2.1

Simplified models and Identification

Before starting the investigation of LNT model reduction as a mathematical
problem, it is instructive to make an inventory of the types of models that are
used to represent LNT catalyst behavior. We analyzed an example of a detailed
single channel model and an example of a control-oriented model. These models
can be qualitatively compared to see which types of assumptions underlie the
validity of the control-oriented model. It was only partly possible to establish a
mathematical link between these models using a re-modeling approach, as the
control-oriented model contained empirical relations for the trap capacity and
reduction eﬃciency.
As an alternative to the systematic model reduction approaches considered
later on in Chapters 3 and 4, ﬁrst vehicle tests were used to identify a simpliﬁed
model. The structure of the simpliﬁed model was largely based on controloriented models found in literature. Due to the limited time of the transition
from the lean to the rich regime and vice versa, most simpliﬁed models are switched models that include simpliﬁed sub-models for the lean and rich conditions
separately. The switch between these sub-models is based on the Air-To-Fuel
ratio of the inputs. In general, simpliﬁed models contain two states which represent both the amount of NOx and the amount of oxygen stored on the trap.
The distribution of stored NOx over the catalyst axis is only taken into account
implicitly in relation to the NOx storage rate. During reduction, Arrhenius relations are used to represent the combined eﬃciency of major reductants as a
function of temperature. It is assumed that the heat is released near the catalyst entrance, and the heat diﬀusion in the axial direction is approximated as a
ﬁrst-order heat transfer eﬀect from the ﬁrst part of the catalyst to the second
part. The parameters of this switched model structure, containing three states,
were ﬁtted to vehicle test data. The experiments at each operating condition
could be predicted to a satisfactory degree of accuracy using separate sets of parameters, but applying a common set of parameters for the full operating range
proved to be more diﬃcult. This was in part due to the fact that the inﬂow
rates, temperatures and inﬂow concentrations at diﬀerent operating points were
not modiﬁed individually, which complicates the identiﬁcation procedure.
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6.2.2

Projection methods

The distributed character of the 1-D channel model contributes to a large extent
to the model order of detailed models. Large spatial concentration gradients can
exist in the reactor due to the large ratio of convective to diﬀusive transport
and rapid reactions with the ﬁxed bed. To model these to a suﬃcient degree of
accuracy, a ﬁne grid was required along the axial direction. In order to take advantage of the correlations that often exist between concentrations at diﬀerent
spatial locations for model order reduction, the use of linear projection methods
was investigated. Diﬀerent criteria can be applied to derive a linear projection,
among which modal truncation, balanced truncation and proper orthogonal decomposition. To take nonlinear dynamics into account, modal truncation and
balanced truncation are typically applied at diﬀerent operating points, and the
resulting criteria for the importance of states are subsequently combined. The
POD method, also referred to as empirical balancing, takes nonlinear dynamics
implicitly into account, when representative trajectories that cover the nonlinear range are used to determine a POD basis. POD was deemed to be the
most suitable to approach the problem at hand in order to exploit the expected
correlations in the inputs for reference trajectories.
The main problem with applying linear projection methods directly to 1-D
PFR reactors with nonlinear kinetics and switched inputs is that the projection
causes relatively large errors for species at low concentrations. These errors
can in turn cause large errors in fast reactions which depend on these quasisteady-state species that are close to depletion. Moreover, these errors can cause
concentrations to go negative and thereby to become non-physical. These nonphysical concentrations in turn cause unphysical rates, leading to instability of
the reduced-order model and divergence of the reduced-order model trajectory.
The fundamental problem is that both POD and Balanced Truncation methods
provide no guaranteed error bounds when applied to a nonlinear model.
Apart from divergence issues, the advantage of model order reduction in
terms of reducing the computational complexity is problem speciﬁc. Factors that
inﬂuence this trade-oﬀ are the model-orders of the nominal and reduced-order
projected models, the reduction in stiﬀness that is provided through projection
and the extent to which the reduced-order model dynamics function permits
symbolic simpliﬁcation. For the problem at hand, the ratio in model orders
was poor, due to the existence of travelling concentration fronts. This has
also been observed in a recent publication on the application of POD to tubular
reactors (Bizon et al., 2008). Furthermore, for kinetics of signiﬁcant complexity,
the extent to which symbolic terms in the dynamics function of the projected
model could be combined was deemed to be minimal. Due to the severeness of
the problems associated with the accuracy of the projected model, no attempt
was made to evaluate the use of Missing-Point Estimation (MPE) (Astrid, 2004)
to further reduce the computational cost of evaluations of the projected model.
The use of a single projection relation for the LNT catalyst model over
the full operating range is not deemed to be a viable or practical method to
obtain a simpliﬁed model. The use of switched or interpolated reduced models
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with diﬀerent projections used for diﬀerent domains was not considered. We
expect, however, that since concentration fronts take a signiﬁcant amount of
time to travel through the reactor and dynamics before and after the front
change markedly, many reduced models will have to be used in an interpolation
or switching scheme.
Since traveling concentration fronts are a major reason why the ratio in
model orders is poor for a ﬁxed error threshold, an attempt was made to use
traveling basis functions. The data preprocessing step was extended to the case
of bounded domains, and diﬀerent options for data extrapolation were considered to accomplish this. Both extension of the projection methods to bounded
domains and the use of basis functions with diﬀerent displacement functions lead
to a loss of orthogonality of the basis functions. A dual basis was therefore used
for the reconstruction of the projected model states. It was shown, by means
of an simpliﬁed example, that lower model orders were possible for comparable
state trajectory errors. Disadvantages of this method are the computational
costs of the data alignment step and the online computational costs required
to interpolate for non-integer displacements and computing updates to the dual
basis. The entrance and exit of the wave from the domain was not considered.
Furthermore, problems can be expected in the data alignment method if the
data contains multiple waves moving at diﬀerent speeds.

6.2.3

Reduction of kinetic models

First-principles modeling of reaction kinetics, strictly speaking, translates to
modeling kinetic mechanisms as a series of elementary reaction steps. In principle, this permits the description of the kinetics of each elementary step using
mass-action rate laws and Arrhenius-type reaction constants. In many practical
cases however, the detail level for modeling of the kinetics of catalytic converters is dictated by what is veriﬁable through experimental validation. For the
TWC converter, this level of detail ranges from over 60 individual reaction steps
(Chatterjee, 2001) to the three global conversion reactions from which it derives
its name. For the LNT catalyst, modeling of elementary steps on the platina
surface and the associated partial surface coverages turn out to be less essential
for describing global NOx storage and reduction dynamics. The LNT catalyst
model studied in Chapter 2 Scholz (2007) includes a limited number of global
reactions. The kinetic mechanism that is included as a part of this model was
not used as a case study for mechanism reduction. Instead, the more general
problem of reducing heterogeneous kinetic mechanisms was considered.
The techniques that have been considered are the removal of individual reactions and species and the use of equilibrium assumptions, in particular the QSS
and PE assumptions. The ﬁrst question is how to decide which assumptions
render reduced models that can accurately approximate the original model, i.e.
the analysis stage of the model reduction problem. A number of criteria can be
used for this purpose, among which sensitivity, relative ﬂux contribution and
eigenvalue-based criteria. In essence, the problem of choosing a set of assumptions is an integer programming problem with a nonlinear cost function. The
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types of criteria proposed in literature are based on heuristics, but in practice often render satisfactory results. We have chosen to use existing criteria to
determine a set of candidate assumptions.
For chemical reaction networks, the focus in this thesis is predominantly
on the second step of the model reduction approach: the application of these
candidate assumptions to the original model such that a reduced model with
desirable properties is obtained. Methods were sought that automate this step.
Sets of equilibrium assumptions were used to ﬁnd nonlinear lumping relations, a
class of projection methods that relate the species in the original kinetic network
to pseudo-species in the reduced network.
To incorporate equilibrium assumptions into lumping relations, both symbolic methods and a data-based approximation approach have been considered. A
central concept is the algebraic interconnection structure of the original model.
For medium and large-sized networks, sparsity in this structure can be exploited
for decomposition, which allows lumping methods to be applied separately to
smaller subnetworks. The advantage is that symbolic solutions can be found or
that the curse of dimensionality is avoided for data approximation problems. It
was found that the main distinction between the surface chemistry reduction
problem and other chemical network reduction problems encountered in combustion science and system biology, is that many of the reaction steps in surface
chemistry are linked by means of the relative surface coverage. This limits the
amount of decomposition.

6.2.4

Optimization

Apart from their function in the derivation of simpliﬁed models for use in online
control or monitoring applications, detailed models can also be used directly for
oﬀ-line optimization or control design. With this type of application in mind,
we investigated the use of model-reduction in closed-loop optimization of 1-D
convection-reaction PDE’s. In view of the disadvantages associated with linear
projection methods, as discussed in Chapter 3, these methods were not used.
Instead, the complexity of the catalyst model was reduced by removing species
and reactions from the mechanism at diﬀerent points in the reactor based on
a combination of ﬂux analysis criteria and the sensitivity of the optimization
criterion to these reactions and species concentrations. The ﬂux and ﬁrst-order
sensitivity criteria complement each other in practice, and can be used together
as a generally reliable indication of the importance of species and reactions in
kinetic models.
For the simple case that was considered, the main conclusions are:
• Since fast reactions rapidly become exhausted, the associated reactions
and species can often be neglected in the latter part of the catalytic converter model. n many distributed models that combine ﬂows with stiﬀ
kinetics, there exist generally a potential for this type of reduction.
• For optimization using reduced-order models requires the reduced model
must provide an accurate indication of the gradient of the optimization
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criterion with respect to the optimization parameters instead of the value
of the optimization criterion.
• The tolerance used during model-reduction must be matched with the
tolerance used for the optimization problem in the same way as the integration step tolerance is matched with the optimization tolerance of a
dynamic optimization problem.
• In order to prevent divergence, simulation of the full-order model can be
used at major iterations.

6.3

General Conclusions

As has been shown in this thesis, direct application of existing unstructured
projection-based model reduction methods for linear systems is not a viable approach to obtain simpliﬁed models from the detailed LNT catalyst model. We
have indicated why such approaches fail and have suggested modiﬁcations to
existing methods to mitigate the problems that occur. Although these modiﬁcations were inspired by the LNT catalyst case, most of the issues encountered
are of interest for more general cases of kinetic networks and reactive ﬂow problems.
Fundamental problems with the use of linear projection methods to reduce
the LNT model and similar models remain. For strongly nonlinear systems,
prevention of divergence of the trajectories of the reduced model from those
of the original model can impose high accuracy requirements on projection or
approximation errors. Retaining many modes in the reduced model is required
for unstructured projection methods. Such high accuracy requirements cause
computational costs of the projection itself and sparsity loss as a consequence of projection in general to quickly outweigh the beneﬁts of a lower model
order, unless large reductions in the number of required integration steps can
be obtained through a reduction in numerical stiﬀness. And even when a set
of reference trajectories for a strongly nonlinear system is approximated accurately, deviation from these trajectories may quickly lead to divergence and a
signiﬁcant degradation in accuracy. The case of negative concentrations treated
in this thesis is only one of a number of speciﬁc manifestations of this problem.
The proposed use of traveling basis-functions decreases the number of modes
required to attain a speciﬁc level of accuracy, but requires computation of a
dual basis at each time-step, decreases robustness and leads to problems when
waves enter or leave the bounded domain. The kinetic mechanisms in the LNT
model can be simpliﬁed to a certain degree using lumping methods as described in Chapter 4. For the mechanisms included in the detailed single-channel
LNT models, as described in Chapter 2, the degree of reduction will likely be
limited as these mechanisms are constructed using global reactions, most of
which are essential steps in the main catalytic reaction paths of NOx storage
and reduction.
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For the case of LNT catalysts therefore, the preferred method at present
remains grey-box modeling, optionally combined with parameter identiﬁcation.
These parameters can be identiﬁed from the response of a ﬁrst-principle model,
if available. This despite the diﬃculties of parameter identiﬁcation and the costs
involved, if vehicle tests are required.
Techniques that have not been investigated are model switching or interpolation, techniques related to invariant manifolds and adaptive grid methods.
Furthermore, the use lumping methods to lumps species at diﬀerent spatial
position together has not been considered.

6.4

Outlook

Model reduction is a ﬁeld of active research. A number of general lines of
research that seem promising or necessary in the light of the current work, are
already pursued. Such research as well as more speciﬁc additions to the work
described in this thesis could include the following:
• Combining linear projection for concentration proﬁles with nonlinear lumping for reaction network simpliﬁcation to reduce LNT models
In this thesis linear projection methods have been used to project the concentrations over a 1-D domain, and traveling basis functions have been
used to reduce the number of modes required to project concentration
fronts . Lumping has been used to reduce the complexity of kinetic models. Finally, in Chapter 5, various reduced mechanisms were generated
at diﬀerent points in the reactor. A step that has not been taken is combining these approaches to reduce the LNT models. In particular, diﬀerent
reduced mechanisms can be used at positions in the reactor before and
after the concentration front, while at the location of the front a detailed
mechanism could be employed. This can be realized by using the phase
information in the traveling modes to determine at which position in the
reactor a certain type of reduced mechanism can be employed. In this
fashion, complex kinetics are only evaluated at the front position during
a transition between lean and rich. Furthermore, the order of the model
during a transition can be reduced substantially by using traveling basis
functions to project the concentration distribution of each chemical species. This could be a possible approach in an attempt to reduce the LNT
catalyst model. The problem of retaining positivity and stability of concentrations for linear projections has not been solved however, and could
be an obstacle for this approach. On the other hand, this problem could
be mitigated by ﬁrst reducing kinetic mechanisms, thereby eliminating
QSSA species with close-to-zero concentrations.
• The use of (physical) norms to bound approximation errors of reduced
models
The fundamental problem with the model reduction approaches used in
this thesis is the lack of a bound on the approximation error. The response
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of the reduced order model can, and does, in many cases, diverge from the
response of the original model. The error and divergence is also trajectory
dependent. This makes the method inherently non-robust and complicates
validation of the reduced order model. For a reliable model reduction
procedure, it is imperative to ﬁnd a way to bound the error. This amounts
to ﬁnding functions that prove convergence of the reduced order model
to the original model. For the class of systems under consideration, i.e.
convection-reaction systems, these might come in the form of energy and
chemical potential functions.
• Preservation of qualitative properties of the original model
Qualitative properties include stability, nonnegativity, passivity and symmetry relations. Retaining positive invariance, and in a more general
sense, retaining invariant sets, can be a useful property of a projection.
Speciﬁcally, a useful tool could be a variant of the balanced truncation
method which retains invariant sets.
• Structured model reduction
Retaining the (interconnection) structure of a complex system in a reduced
model is beneﬁcial both in terms of computational complexity and in terms
of the insight into the reduced model. The lumping approach used in this
thesis is a structured projection method. Perhaps the PE relations used
for kinetic mechanisms could be generalized for other types of models.
• Trade-oﬀ between equilibrium relations and removal of species and reactions
Removal of species and reactions has been used as a ﬁrst step, prior to
inserting equilibrium assumptions using lumping relations. It might be
more beneﬁcial however to consider both types of assumptions together.
For example, it could be that a single reaction in a two way reaction
path has been eliminated before considering this reaction to be in partial
equilibrium. Therefore it is of interest to investigate whether these two
types of assumptions can be considered together.
• Extensions to projection methods with traveling basis-functions
When multiple traveling waveforms are present in a domain or when a
waveform enters or leaves a bounded domain, the operator that projects
to the reduced space can become singular. In that case the order of the reduced model changes. The same situation occurs when a waveform leaves
the bounded domain. These cases require state-dependent discrete switching between reduced models of diﬀerent orders. A waveform entering
the domain could be detected based on the residual. If multiple waves
traveling at diﬀerent speeds are part of the data, the data alignment procedure could be modiﬁed to detect the support of each wave characteristic
and use this information to decompose the data set into two sets of aligned
waves. The reduced model should then include multiple phases as states.
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• Combining decomposition with numerical approximation
In Chapter 4 a method was introduced to select simplifying assumptions, such that the problem of using these assumptions to symbolically
simplify parts of the model, can be decomposed. If numerical approximation is used instead of symbolic methods, the main factor that aﬀects the
complexity of the reduction procedure and the reduced model is not the
number of interdependent equilibrium relations, but the number of parameters that aﬀect the numerical approximation problem. This is referred
to as the curse of dimensionality. Graph partitioning algorithms can help
to select a subset of the original set of candidate assumptions, such that
the number of independent variables required for each separate numerical
approximation problem is low.

A
Vehicle Tests

A.1 Experimental
A.2 Results

A.3 Vehicle Test Data

In this Appendix we describe the procedure that is used in industry to
obtain control-oriented models of LNT catalysts. This procedure consists of
conducting test bench experiments followed by parametric identiﬁcation of a
control-oriented model. In this section we ﬁrst interpret the results of vehicle
test conducted by PSA Peugeot-Citroën personnel at the testing site of La Garenne, France. The tests were performed in order to characterize the NOx trap
dynamics under realistic operating conditions.

A.1

Experimental

A vehicle test bench setup was used to measure the dynamics of a prepared
NOx trap catalyst. The vehicle was run at various operating conditions, and
measurements of gas compositions and temperatures at diﬀerent positions in
the exhaust line were obtained. Two identical bricks of LNT monolith were
prepared. The dimensions of these bricks as well as the speciﬁcations for the
washcoat material for both bricks are listed in Tables A.2 and A.3 at the end
of this Appendix. Both monoliths were put in one metal housing with 4 cm in
between. Before the tests the catalyst was aged by submitting it to an O2 ﬂow
at 600 ℃ during 4 hours.
The experiments were performed on a vehicle test bench used for development and for regular testing of vehicle emissions. The vehicle was ﬁxed with its
front wheels on a roller bench. The resistance of the roller bench could be varied. This setup allowed running the vehicle at a conﬁgurable speed and torque.
Drive cycle tests were performed using a driver who runs the vehicle through the
reference trajectory of the cycle. Tests at invariant speeds could be performed
by ﬁxing the gas pedal and applying a constant torque using the roller bench.
For the tests a vehicle with a 2.2L diesel engine was used. The prepared NOx
trap was ﬁtted to the exhaust line of the vehicle.
During the test a number of component concentrations in the exhaust gas
were monitored before the NOx trap, between the ﬁrst and second catalyst brick
and after the trap. In addition temperatures were measured at a number of
points in the exhaust line. The location of the sampling points for the gas
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Figure A.1: Location of measurement points in the exhaust line
composition measurements and the temperature measurements are indicated in
a schematic of the exhaust line in Figure A.1.
The measurements schedule consists of rich/lean cycling at ﬁxed engine operating conditions. This was accomplished by running the engine at a ﬁxed speed
and torque while cycling the lambda value of the combustion mixture using EMS
control. The operating points were chosen in such a way that a range of exhaust
gas temperatures, compositions and space velocities was obtained. Speeds were
chosen to be at 70 km/h, 100km/h and 120km/h. Each engine speed setpoint
corresponded to a speciﬁc exhaust gas ﬂow rate. The amount of torque was
chosen in such a way that for each speed two diﬀerent exhaust gas temperatures
were obtained. The diﬀerence between these two temperatures was around 50
℃ at all speeds. At 70 km/h Exhaust Gas Recirculation (EGR) was switched oﬀ
to increase the outﬂow NOx concentration and thereby limit the time required
for the trap to ﬁll.
Before each cycling test preconditioning cycles were used to initialize the
trap. These consisted of 5 cycles, each consisting of a 20 second lean period
followed by a 10 second rich period. The aim of running these cycles was to
obtain a uniform state of the catalyst surface of the trap at the beginning of
each test-run.
At each operating point the main cycling test was repeated with 2 - 3 regeneration time periods that ranged from 5 to 60 seconds depending on the
operating point. During normal operation regeneration times of around 1-10
seconds are used. The longer regeneration time periods in the test were chosen
so that the trap would be fully emptied during the rich period. In addition two
diﬀerent λ-values were used during regeneration: 0.88 and 0.95. Combining λvalues and regeneration times, 4-6 tests are performed at each operating point.
For operating points at 70km/h the main cycle consisted of a lean period of
which the length was chosen in such a way that the trap was ﬁlled to saturation, and a rich regeneration period of which the length and richness was varied
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Velocity
70 km/h
100 km/h
120 km/h

Temp (℃)
210
320
410

TX
Mass ﬂow (g/s)
31.0
35.8
47.9

Temp (℃)
260
370
450

TY
Mass ﬂow (g/s)
31.7
37.0
50.3

Tabel A.1: Operating points in terms of inﬂow temperature during lean phase
and space velocity
as previously described. Only one lean/rich cycle was performed in each case,
due to time constraints.
At faster speeds (100 and 120 km/h) this cycle was repeated multiple times
in sequence. In this sequence, only during the ﬁrst cycle the trap was ﬁlled until the NOx outlet concentration increase became negligible, indicating that the
trap was ﬁlled to capacity. During subsequently cycles the trap was only ﬁlled to
70% capacity before switching to regeneration. At higher speeds/temperatures
the regeneration times were also shortened (20-40s at 100km/h and 5-20s at
120km/h) because regeneration was assumed to be faster. An overview in tabular form of the measurement schedule for λ-cycling tests as described above
is given in Appendix A, Table A.5.
As discussed before, the operating points were chosen by selecting a speciﬁc
speed of the vehicle and then selecting two diﬀerent exhaust gas temperature
points 50 ℃ apart by applying a speciﬁc torque using the roller bench. For each
operating point, Table A.1 gives an overview of the approximate exhaust gas
temperatures and space velocities that were obtained at the catalyst entrance
at the end of the lean phase.

A.2

Results

In this section we show characteristic responses at diﬀerent operating points
along with an interpretation. Secondly we determine the storage capacity and
reduction eﬃciency of the NOx an compare these at at diﬀerent operating points.

A.2.1

λ-cycling test response

A typical response of NOx concentrations during a test run is shown in Figure
A.2, along with the accompanying λ signal. The concentration measurement
referred to as NOx IN was obtained at the entrance of the catalyst, the measurement referred to as NOx MIDDLE was obtained in between the two bricks
and the measurement referred to as NOx OUT was obtained at the output of
the catalyst.
During the ﬁrst 150 seconds the preconditioning was conducted, consisting
of 5 lean/rich cycles. After this the trap was ﬁlled to saturation during the main
storage period, from about 150 seconds to 1350. Switching to rich conditions was
done at the moment the NOx output concentration did not increase anymore,
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Figure A.2: Figure NOx response (top) and lambda signal (bottom) during the
test run
indicating saturation. During the rich phase, of which the duration was varied
as described in the measurement schedule, the trap was regenerated. Further
storage and regeneration cycles can be included, in the Figure A.2 from 1350
seconds onwards, whereby the trap is not completely saturated due to time
constraints.

A.2.2

NOx storage

The storage process can be observed by comparing the inlet NOx signal with
the outlet NOx signal during the lean phase. Initially all NOx is stored and
there is no NOx released at the outlet. As the storage becomes saturated more
NOx is emitted at the outlet. This breakthrough proﬁle is shown in Figure A.3.
The inlet signal, outlet signal and the signal between the two catalyst bricks
is shown. A comparison of the signals shows that the diﬀerence between the
inlet signal and the outlet of the ﬁrst brick is large, while the diﬀerence between
the outlet of the ﬁrst brick and the outlet of the second brick is smaller. This
indicates that storage predominantly occurs in the ﬁrst brick.
The storage characteristics at diﬀerent operating points can be compared.
This comparison can be used to assess how inlet temperature, inﬂow concentrations and mass ﬂow rate inﬂuence the storage process. Figure A.4 shows the
storage process at 70, 100 and 120km/h. At higher speeds more NOx is stored
in the second brick, as evidenced by the larger diﬀerence between the outlet of
the ﬁrst brick and the outlet of the second brick.
There seems to remain a diﬀerence between the inlet and the outlet signal
even after the trap appears saturated. This diﬀerence is about equal for the ﬁrst
and second brick. This indicates a slow storage process in the barium clusters
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Figure A.3: NOx storage characteristic at 70km/h, 210 ℃

Conc.(ppm)

70kmh, Tx, 0.88, 20
NOX IN
NOX middle
NOX OUT

200
100

Conc.(ppm)

0
100

200

300

400

500
600
100kmh, Tx, 0.88, 20

700

800

900

1000
NOX IN
NOX middle
NOX OUT

300
200
100
0

Conc.(ppm)

200

400

600

800
1000
120kmh, Tx, 0.88, 10C

1200

1400
NOX IN
NOX middle
NOX OUT

200
100
0
200

400

600

800
Time (seconds)

1000

1200

1400

Figure A.4: Comparison of the storage characteristic at diﬀerent vehicle speeds
((70km/h, 210 ℃), (100km/h, 320 ℃), (120km/h, 410 ℃)
as proposed in (Olsson et al., 2005).

A.2.3

NO/NO2 conversion

The NOx storage mechanism reported in literature is mainly based on conversion from NO to NO2 on the noble metal sites of the catalyst and subsequent
storage of NO2 on barium sites. It is therefore useful to investigate the NO/NO2
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Figure A.5: NO and NOx input and output signals for the ﬁrst brick
conversion mechanism at diﬀerent operating points. Because there are only NO
sensors placed at the catalyst inlet and the outlet of the ﬁrst brick, only conversion at the ﬁrst brick can be analyzed. Figure A.5 shows the NO and NOx inlet
and outlet signals. The NO2 signal is the diﬀerence between the NOx and the
NO signal. From ﬁgure A.5 it can be seen that at low vehicle speeds practically
all NOx is emitted as NO. At higher vehicle speeds, e.g. 100 and 120 km/h, the
ratio of NO2 to NO is larger. Assuming that at the end of the lean phase neither
NO nor NO2 is being stored, this ratio might indicate a better conversion of NO
to NO2 at higher temperatures.

A.2.4

NOx reduction

The reduction of NOx occurs during the rich phase using CO and HC as the
main reductants. During this reduction process the NOx that was stored on the
catalyst surface during the lean phase can be reduced partially and be emitted as
NO or be reduced fully and be emitted as N2 . This process can be investigated
by examining the input/output responses of both the NO/NOx species as well
as those of the reductants involved (CO/HC).
Figure A.6 shows the input and output responses at 70km/h, 210 ℃ and
λ=0.95 for NOx as well as for the reductants HC and CO. Immediately after the
switch to rich conditions (t = 1070 sec) there is a NOx breakthrough peak, after
which the NOx outlet concentration gradually decreases. The ﬁrst breakthrough
peak of NO occurs mainly in the ﬁrst brick, but this is followed by a lower, wider
peak caused by release of an amount of NO from the second brick (between 1075
and 1090 sec). This NOx peak is entirely due to the release of NO, as shown in
Figure A.7).
Almost all CO is converted during the rich period, with the instantaneous
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Figure A.6: NOx, CO and HC inputs and outputs during the rich phase at
70km/h, 210 ℃

conversion always over 97%. For HC, the conversion increases during the rich
period. At the beginning of the rich period an instantaneous conversion of only
around 60% is achieved, while at the end the conversion rate is above 96%.
By comparing NOx , CO and HC characteristics at diﬀerent speeds the inﬂuence of temperature, input concentrations and mass ﬂow rate can be assessed.
For example, Figure A.8 shows that at the operating point of 120km/h, 410 ℃
the reduction of stored NOx occurs faster and that the CO outﬂow concentration
gradually increases during the rich period.
If a higher fuel to air ratio is applied during the rich period (λ=0.88), the
output reductant concentration is much higher during the rich period as not all
reductants are being consumed. This is illustrated in Figure A.9 by comparing
CO responses between λ=0.88 (top graph) and λ=0.95 rich periods (bottom
graph). Moreover, in the case of λ=0.88 hardly any CO is consumed in the
second brick as there is no oxygen left in the exhaust ﬂow that enters the second
brick.
To investigate the reduction properties at low temperatures, the tests at
70km/h, 210 ℃ can be used. Figure A.10 shows the storage and reduction
cycles of two tests that are conducted at 70km/h, 210 ℃. The reduction period
of the ﬁrst test and the preconditioning cycles preceding the second test are
shown in Figure A.11. The tests only diﬀer in the rich phase time length. The
ﬁrst test (Figure A.10, top) has a 20 second rich phase. From the NOx response
during this phase (from 1000 seconds to 1020 seconds) it can be seen that the
NOx reduction is too slow to regenerate the trap, as the NOx output signal is
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Figure A.7: NO and NOx inputs and outputs during the rich phase at 70km/h,
210 ℃
still high at the end of the reduction period. This indicates that the purging
of the trap is incomplete. This possibly has consequences for the second test
(Figure A.10, bottom), which was conducted directly after the ﬁrst test. In
this test it can be seen that during the preconditioning cycles large amounts
of NOx are emitted, even during the last cycle of the preconditioning cycles.
The observed poor purging and reduction performance at low temperatures
can cause a preceding test to inﬂuence the next test as the purging of the
trap is incomplete, even when taking the preconditioning cycles of the next
test into account. As rhodium is known for its reduction performance at low
temperatures, the poor reduction performance might be related to the lack of
rhodium sites in this catalyst.

A.2.5

Energy dynamics

The exhaust gas that enters the catalyst varies in temperature depending on
the engine operating point. In addition, mainly during the rich phase, heat is
generated from the reduction/oxidation reactions. This leads to temperature
ﬂuctuations of both the gas and the catalyst surface that, in turn, inﬂuence
the reaction kinetics and equilibria. The temperature proﬁle for cyclic storage
and reduction operation at 100km/h is shown, along with the NOx response, in
Figure A.12. Temperature measurements at the catalyst inlet, inside the ﬁrst
brick and inside the second brick are shown. Inlet temperatures reach 570 ℃
but energy released from reduction reactions cause the temperature inside the
bricks to reach almost 700 ℃. The mutual interaction between temperature and
reaction kinetics and the heat capacity of the brick are factors that determine
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Figure A.8: NOx, CO and HC inputs and outputs during the rich phase at
120km/h, 410 ℃
the temperature responses inside the bricks. The temperature response during
the rich phase is shown in more detail in Figure A.13, which includes also the
responses from the measurement points between the bricks and at the catalyst
outlet. The outlet temperature is much lower than the temperature at other
measurement points, possibly indicating heat loss to the environment or radial
mixing of the ﬂows at the outlet. The peak temperature between the bricks
drops oﬀ signiﬁcantly from the temperature in the ﬁrst brick, and is about
equal to the temperature in the second brick. There is a time lag of about 15
seconds between the occurrence of the peaks in the ﬁrst and second brick.
The temperature aﬀect the storage eﬃciency of the trap. This eﬀect can
clearly be observed in Figure A.14. At the beginning of the storage phase
there is temporarily a decrease in the storage eﬃciency in each brick, which
corresponds in time to the temperature peak in the same brick.

A.2.6

Quantitative Analysis

In addition to visual inspection of the data, we can make quantitative comparisons of key indicators at diﬀerent operating points. This has been done for
trap capacity, NO2 /NO ratios and peak temperatures during the rich phase.
This quantiﬁcation has been done in terms of 4 parameters that were deemed
to inﬂuence storage during the lean phase.
For each experiment the operating point parameters have been determined
at the end of the lean phase. The main parameters which have been used to
diﬀerentiate between operating points in the lean phase are :
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Figure A.9: Comparison between CO responses at lambda=0.88 (top) and lambda=0.95 (bottom)
• Inﬂow temperature
• Volumetric ﬂow rate
• Inﬂow NOx concentration
• Inﬂow λ-value
These are shown per experiment in Figure A.15. The experiments are grouped
per operating point. In general with rising speeds and loads, higher temperatures and ﬂow rates are produced, while the richness of the exhaust mixture
also increases. But the NOx inﬂow for experiments at 100km/h is lower than
for 70km/h. This is caused by the fact that the Exhaust Gas Recirculation
(EGR) in the engine was deliberately switched on at 100km/h and 120km/h
while it was switched oﬀ at 70km/h (Note that this switch-oﬀ at 70km/h does
not correspond to realistic operating conditions). At 100km/h a load increase to
obtain a higher exhaust temperature does not lead to signiﬁcantly higher NOx
inﬂows as it does at other vehicle speeds.
The trap capacity is deﬁned as the amount of NOx stored on the catalyst
surface during the lean period. This has been calculated by taking the diﬀerence
between input and output volumetric NOx concentrations and multiplying it by
the volumetric ﬂow rate, yielding the mass of inﬂowing NOx minus the mass of
outﬂowing NOx . As temporal data alignment between diﬀerent measurement
types is not quite accurate, small errors can occur.
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Figure A.10: Storage and reduction cycles at low temperature (70km/h, 210 ℃)

To be able to compare the capacities at diﬀerent operating points we need
a deﬁnition of trap capacity. The following procedure was used for this deﬁnition: ﬁrst the shortest lean period time was chosen over operating points.
Subsequently the storage was deﬁned at all operating points as the integration
of the diﬀerence between in- and output from the start of the lean period to
the shortest lean period time. This is illustrated in Figure A.16, left diagram.
For operating points at which the lean period duration lasted longer there is a
amount of NOx stored that is not included in this deﬁnition. As previously indicated, the reason for this is that we assume this volume of NOx is stored using a
slow storage mechanism. Including the full lean period at each operating point
would skew the comparison more or less of this volume of NOx contributes to the
trap capacity, depending on the duration of the lean period. On the other hand,
it can be argued that using ﬁxed time periods to determine trap capacity does
not take account the fact that mass ﬂow rates diﬀer at various operating points.
During a ﬁxed time period, the amount of NOx which enters the trap therefore
diﬀers, which can also skew trap capacity. Finally, if one were to assume this
conversion/slow storage phenomenon as being constant during the whole lean
period it can also be argued that only the diﬀerence between the ﬁnal level of
the NOx output at the end of the lean period and the current output during
the aforementioned part of the lean period is considered for the deﬁnition of
storage capacity (Figure A.16, right diagram). In conclusion, any deﬁnition of
the trap capacity will always be skewed by inﬂow concentration and volumetric
ﬂow rate unless the storage period last long enough to completely saturate the
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Figure A.11: Reduction period of a test at low temperature (70km/h, 210 ℃),
top, and the preconditioning cycles preceding the next test (also 70km/h, 210
℃), bottom
trap. This is not the case for the available test data. We have chosen to use a
ﬁxed time period to compare the trap capacity at diﬀerent operating points.
The calculated trap capacities are shown in Figure A.17. Again, the experiments are grouped per operating point. Ideally each group should have equal
capacities since the experiments in each group diﬀer in parameters that inﬂuence only the rich phase. The lowest capacity is measured at 70km/h, 210 ℃.
Comparison with 70km/h, 260 ℃ shows that at 210 ℃ the temperature is too
low for eﬀective storage. Within the group of test runs at 70km/h, 210 ℃, each
experiment diﬀers in capacity. These diﬀerences seem to be caused by the fact
that the trap is not completely emptied during the preconditioning cycles. This
incomplete purging at lower temperatures has been discussed in section A.2.4.
At the start of the storage phase that is used to calculate the capacity the trap
is not empty, resulting in a drop in measured capacity during this phase. The
presumption that the trap is not empty is supported by the fact that if the preceding test run has a longer regeneration period the measured capacity during
the storage phase of the next run is larger.
At higher speeds the capacity is around 0.1 mol of NOx for all experiments. There is no clear diﬀerence in capacity at diﬀerent operating points.
At 120km/h, there are variations in calculated capacity between individual test
runs at the same operating point. At 100km/h the variations between individual
experiments at the same operating point are small.
From the amount of moles of NOx stored in the trap, and the speciﬁcation
of the catalyst, the percentage of barium-oxide used for storage of NOx can be
calculated. At 70km/h, 260 ℃ the storage is largest and around 0.14 moles of
NOx are stored. In this case the barium utilization ratio for the entire catalyst
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Figure A.12: Temperature proﬁle (bottom) and NOx response (top) for cyclic
operation of the NOx trap at 100km/h,320 ℃

is around 5.5 %.
The amount of storage can be determined for each brick separately. From
the visual inspection of the data it was already clear that the most NOx is
stored in the ﬁrst brick. Quantitative analysis conﬁrms this. Figure A.18 shows
the storage capacity of the second brick relative to the total storage capacity
of the catalyst. At the lowest temperature, the capacity of the second brick is
well below that of the ﬁrst brick, as only around 15% of the total NOx stored is
stored in the second brick. As indicated in the discussion of total NOx capacity,
this might be due to the incomplete purging of the trap in the previous test
cycle. This is conﬁrmed by the amount of NOx which desorbs from the second
brick during the preconditioning cycles preceding this test, as shown in Figure
A.11.
For experiments at 100km/h 320 ℃ and 370 ℃ and at 120km/h, 410 ℃ the
fraction of storage in the second brick remains about constant at 35%, which
means that the capacity in the ﬁrst brick is still almost twice as large as the
capacity of the second brick. At 120km/h, 450 ℃ the fraction rises to almost
45% percent, coming close to an equal storage capacity of the ﬁrst and second
brick.
At the operating point where the total capacity is maximum, 70km/h 260
℃, the barium utilization ratio is around 3.5% for the second brick and around
7% for the ﬁrst brick.
The ratio of NO2 /NO ratios were determined at the end of the lean phase. At
this point it was assumed that no further NO2 or NO was stored on the surface
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Figure A.13: Temperature response during the rich phase at 100km/h, 320 ℃
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Figure A.14: Temperature response and NOx storage during the rich phase and
the start of the subsequent storage phase at 100km/h, 320 ℃
and that output NO2 /NO ratios changed as a result of conversion from NO to
NO2 . The input ratio, Figure A.19, left graph, decreases at higher speeds/loads.
The output NO2 /NO ratio is highest at 100km/h, 370 ℃. From literature
it is known that NO to NO2 conversion is limited at lower temperatures by
reaction kinetics and at higher temperature by thermodynamics. At 70km/h
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(a) temperatures in ℃

(b) volumetric ﬂow rates in m3 /s

(c) NOx concentrations in ppm

(d) λ (-)

Figure A.15: Main operating point parameters measured at the end of the lean
phase : inﬂow temperature (top left), volumetric ﬂow rate (top right), NOx
inﬂow concentration (bottom left) and λ-value (bottom right)

Figure A.16: Alternative deﬁnitions of stored NOx volume used to compare
storage at diﬀerent operating points. Left diagram : assuming the full diﬀerence
between input and output before t=t(x) to be stored, right diagram : assuming
part of this volume is not stored
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Figure A.17: Calculated trap capacity for each experiment
the kinetics severely limit conversion and output ratios are lower than input
ratios, which also indicates that the slow storage process during the lean phase
is selective towards NO2 . The lower ratios at the highest temperatures are in
agreement with the thermodynamic equilibrium which shifts to NO.
A quantitative analysis of peak temperature during the rich phase was done, using the temperature measurement inside the ﬁrst brick. The results are
plotted in Figure A.20. As expected, the peak temperatures increase as the regeneration periods are longer. At 120km/h the regeneration periods were very
short, which explains why peak temperatures are lower at this speed. The peak
temperatures are also higher when λ = 0.95 compared to λ = 0.88 during regeneration. At 100km/h, 370 ℃ the third test sequence (20sec regeneration, λ =
0.95) is higher than would be expected from the peak temperature characteristics at other operating points, possibly as a result of the slightly higher catalyst
temperature during the preceding lean phase.

A.2.7

Summary

We have analyzed a number of phenomena related to the storage and reduction
processes. The main conclusions drawn from the qualitative analysis are:
• There seems to remain a diﬀerence between the inlet and the outlet signal
even after the trap appears saturated. This diﬀerence is about equal for
the ﬁrst and second brick.
• A factor in the storage process is the NO/NO2 conversion. This conversion
is very low at 70km/h and signiﬁcantly higher at 100 and 120km/h.
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Figure A.18: NOx storage capacity of the second brick as a percentage of the
total storage capacity (both bricks)

Figure A.19: NO2/NO ratios at the end of the lean period for each test sequence.
Input (left) and output (right) ratios
• An observation in relation to the distribution of stored NOx over both
bricks is that most of the storage seems to occur in the ﬁrst brick of
the two brick setup. By visually comparing storage characteristics at
diﬀerent operating points it can be observed that at higher vehicle speeds
the relative amount of storage in the second brick does increase but there
remains a large discrepancy between the storage in the ﬁrst and in the
second brick. This could be due to the fact that a storage front moves
through the reactor and slow storage occurs only at positions before the
front. During a storage period the area before the front is found mainly
in the ﬁrst brick.
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Figure A.20: Peak temperatures in ℃ during the rich phase at diﬀerent operating points
• Regarding NOx reduction a number of observations can be made. First,
most NOx is released as NO. Second, the dynamics of NOx emission during
the rich phase are diﬀerent for diﬀerent operating points. At lower vehicle
speeds more NO emission can be observed after the ﬁrst NO breakthrough
peak. At λ = 0.95 the NO emission is less, possibly as a consequence of
the inhibition eﬀect of the reductants on the NO reduction.
• Temperature in both bricks rises in the rich phase to 600 - 800 ℃ and
exceeds the temperature in the lean phase by about 400 ℃. Temperature
dynamics are slower than composition dynamics. There is a lag of 10-15
seconds between temperature peaks in the ﬁrst and second bricks. The
temperature at the outﬂow is markedly lower that the inﬂow temperature
and the temperature in the bricks, possibly as a consequence of radial
mixing in the ﬂow, sensor position or heat lost to the environment.
Quantitative analysis of the following indicators has been done:
• Storage capacity
• NO/NO2 conversion
• Peak temperatures
Each indicator has been compared at diﬀerent operating points. These operating points themselves were characterized in terms of four parameters: exhaust
gas temperature, volumetric ﬂow rate, λ-value and NOx inﬂow concentration.
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Parameter
Length
Diameter
Volume
Channel wall thickness
Cell surface density
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Speciﬁcation
15.24 cm
11.84 cm
1.68 l
6 mil (0.1524 mm)
400 cpsi (61.5 cells/cm3)

Tabel A.2: Monolith speciﬁcations
At higher vehicle speeds exhaust gas temperature and volumetric ﬂow rate increase, while the λ-value decreases. The NOx inﬂow concentration increases
from 100km/h to 120km/h but is lower at 100km/h than at 70km/h due to the
fact that the EGR is deliberately engaged from 100km/h onwards.
• A deﬁnition of the amount of moles NOx stored has been used to compare
the trap capacity at the diﬀerent operating points. Since the storage
period was not long enough to observe complete saturation of the trap,
the deﬁnition of the trap capacity was based on the fraction of inﬂow
stored during a predeﬁned time period. This deﬁnition might be skewed
by volumetric ﬂow rates and inﬂow concentrations. The capacity was
highly inﬂuenced by temperature at 70km/h. At 100km/h storage was
not inﬂuenced by temperature and slightly lower than at 70km/h, 260
℃. At 120km/h the capacity was about the same as at 100km/h and
there was more variation between individual test sequences, which were
identical regarding the storage conditions. An analysis has been made of
inﬂow parameters, which inﬂuence the capacity. A complicating factor
for this analysis is that the changes in diﬀerent inﬂow parameters occur
simultaneously when changing the operating point.
• NO2 /NO ratios show a pattern that is consistent with literature: at low
temperatures the kinetics limit conversion, while at high temperatures
conversion is limited by the thermodynamic NO/NO2 equilibrium. At
medium temperatures conversion is highest.
• Peak temperatures attained during the rich phase have also been compared
for the various operating points. The main conclusion emerging from this
comparison is that at λ=0.95 peak temperatures are higher, which might
indicate an inhibition eﬀect at λ=0.88 of the reductants on the catalytic
reduction reactions. Hence, choosing λ=0.88 leads to ineﬃcient reduction.
These tests can be used to determine the parameters of a control-oriented
model, which is the topic of Section 2.4.
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Vehicle Test Data
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Parameter
Washcoat loading
Washcoat type
Platinum weight percentage
Barium oxide weight percentage

Speciﬁcation
200 g/l
Pt on Ba/Al2 O3
3%
30%

Tabel A.3: Washcoat speciﬁcations
Component Measured
NOx ppm
NO ppm
O2 vol%
CO2 vol%
THC ppm
CO vol%
CH4 ppm

EMS_NOX1
•

BB
•
•
•
•
•
•
•

AV
•
•
•
•
•
•
•

AP
•

EMS_NOX2
•

•
•
•
•
•

Tabel A.4: Component composition measurements
Vehicle Test
NR
Speed
1
70 km/h
2
70 km/h
3
70km/h
4
70km/h
5
70km/h
6
70km/h
7
70km/h
8
70km/h
9
70km/h
10
70km/h
11
70km/h
12
70km/h
13
100 km/h,
14
100 km/h, C
15
100 km/h, C
16
100 km/h, C
17
100 km/h, C
18
100 km/h, C
19
100 km/h, C
20
100 km/h, C
21
120 km/h, C
22
120 km/h, C
23
120 km/h, C
24
120 km/h, C
25
120 km/h, C
26
120 km/h, C
27
120 km/h, C
28
120 km/h, C

*
*
*
*
*
*
*
*
*
*
*
*
*
*
*

Temperature
TX
TY
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•

Regeneration λ
λ = 88
λ = 95
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•

5s

Regeneration Time
10s
20s
40s
60s
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•
•

•
•
•
•

Tabel A.5: Measurement schedule for the λ-cycling tests. Test runs which
consisted of multiple lean/rich cycles are indicated with a C
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B.3 Langmuir-Hinshelwood
and Eley-Rideal kinetics

Overview

Accurate modeling of the chemistry that occurs at the active surface of the
catalytic converter is essential if a useful model is to be obtained. As an introduction to this Chapter on simpliﬁcation of kinetic mechanisms, the modeling
method for these kinetic mechanisms will be outlined together with its basic
assumptions. A good reference for this modeling method and heterogeneous
kinetics in general is (Chorkendorﬀ, 2003).
Modeling of the surface chemistry of the catalytic converter requires a description of the interaction between the noble-metal catalyst contained in the
washcoat on the one hand and the gas-phase species in the exhaust on the other.
This interaction, on which the operation of a heterogeneous catalyst is based,
can be described as a series of reaction steps. The ﬁrst step is an adsorption step, whereby a reactant gas-phase species forms a complex with atoms of
catalytic material on the surface. This creates a favorable electrochemical conﬁguration, which lowers the activation energy required for subsequent reaction
steps with other gas-phase or adsorbed species. After a single reaction step or
a series of steps on the catalyst surface, the product species desorb from the
catalytic surface.

B.2

Modeling Principles

Various levels of detail can be used to model the kinetics of the interaction.
At the atomic level, the electrochemical conﬁgurations of the catalyst/species
complexes involved in the absorbtion and surface reactions are analyzed. The
electrochemical conﬁguration can be used to determine the kinetics of adsorption
and surface reactions, depending on the conﬁguration of the atoms of the noblemetal material itself and the adsorbed species.
At a moderate level of detail, the interaction is averaged over larger spatial
scales. At this level, gas-phase concentrations, fractional surface coverages and
temperatures are used to specify the state of a gas volume and accompanying
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(a) Homogeneous surface coverage

(b) Heterogeneous surface coverage

(c) Mean ﬁeld surface coverage

(d) Local inhomogeneities

Figure B.1: Assumption of surface coverage homogeneity using in the mean ﬁeld
approach.
catalytic surface area. The area of the catalyst surface is considered to be homogeneous and concentrations are considered to be uniform over these larger
spatial scales. When this spatial resolution is several orders of magnitude above
the molecular scale (µm - cm), then the models are referred to as mean-ﬁeld
type models. Due to the homogeneity assumptions, at this lower resolution level
details such as local inhomogeneities in surface coverages (e.g. so called islands
created by small-scale explosive eﬀects on the catalytic surface) are lost. The
reactive properties of the catalyst surface are averaged over this surface area.
The reactivity of this surface is modeled through a ﬁxed number of uniformly
distributed catalytic sites per amount of surface area, which have uniform properties with respect to reactivity. At each site, a single molecule can adsorb and
thereby occupy the site. Reactions can occur at each site between an adsorbed
species and gas-phase species or between two adsorbed species on neighboring
sites.
For elementary reactions, i.e. reactions that occur as a single reaction step,
the rate laws for the absorbtion, desorption and surface reactions are generally
modeled according to the laws of mass-action kinetics. These laws deﬁne the
rate at which molecules of diﬀerent species react, as the chance that these molecules collide multiplied by the probability that a reaction occurs upon collision.
The chance or rate of collision is given by collision theory, which states that
the chance of collision of two molecules of diﬀerent species is proportional to
the product of the concentrations of each type of molecule. The probability
that molecules react upon collision depends on the amount of energy required
for the reaction, which comes from the kinetic energy of the reacting molecules.
The variation in this kinetic energy as a function of temperature is described
using the Maxwell-Boltzman distribution. Together with the energy threshold
required for reaction, this distribution leads to the well-known Arrhenius equation for the reaction rate as a function of temperature. Consider a bimolecular

B.2. Modeling Principles

213

reaction which converts species A and B into product species C:
r

(B.1)

A + B −→ C

where r is the reaction rate. For mass-action kinetics this rate is given by:
Ea

r = k[A][B],

k = Af e RT

(B.2)

where [·] denotes concentration or partial pressure, k is the rate constant, r
the reaction rate, Af is referred to as the pre-exponential constant or frequency
factor, Ea the activation energy, R the universal gas constant and T the temperature in degrees Kelvin. For non-elementary step reactions the rate does not
conform to this template. Such a rate is said to be empirical. A speciﬁc class of
these types of rate function is that of generalized mass-action kinetics, whereby
the concentrations of the reactants are raising to a power:
r = k[A]ca [B]cb

(B.3)

The coeﬃcients ca , cb determine the power to which each concentration is raised.
A common approach to model heterogeneous kinetic networks is to combine
mean ﬁeld models with mass-action kinetics. For such models, the kinetics for
adsorption, desorption and surface reaction rates are given by the following
formulas
r+

1
A + ∗ −→ A∗

r1−

A∗ −→ A + ∗
r2

A ∗ +B∗ −→ AB ∗ +∗

r1+ = k1+ [A]θ∗

(B.4a)

r1− = k1− [A∗]

(B.4b)

r2 = k2 [A∗][B∗]

(B.4c)

where θ∗ represents the fraction of sites that are not occupied by a species. As
[A∗], [B∗] represent fractions of sites that are occupied by respectively A and
B, the fraction of free sites θ∗ is given by
θ∗ = 1 − [A∗] − [B∗]

(B.5)

Sometimes the rate laws for absorbtion and desorption reactions which are derived from mass action kinetics are modiﬁed to account for attractive or repulsive
forces between species on the surface. This is done by adding an exponential
term to the rate constant that captures the eﬀect of these forces on the absorbtion or desorption rates. For an absorbtion reaction
r

A + ∗ −→ A∗

(B.6)

the resulting rate is for instance expressed as
Ea

k = Ae RT e−ζ[A∗]
where ζ is a positive coeﬃcient.

(B.7)
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Figure B.2: Langmuir Hinshelwood and Eley-Rideal type kinetics.

B.3

Langmuir-Hinshelwood and Eley-Rideal kinetics

The kinetics of two elementary sequences of steps that both constitute a heterogeneous catalytic reaction between two gas phase species with mass action
kinetics are known as Langmuir-Hinshelwood and Eley-Rideal type-kinetics (see
Figure B.2). For Langmuir-Hinshelwood kinetics both reactants each adsorb on
a separate site on the surface and the reaction proceeds between the adsorbed
species. The product subsequently desorbs from the surface. In contrast, for a
mechanism described by Eley-Rideal type-kinetics only one of the reactants adsorbs on the surface. The other reactant directly reacts from the gas phase with
the adsorbed species. The product again desorbs from the surface. This type of
mechanism only requires a single site for the reaction to proceed. Characteristic for the kinetics for both types of mechanisms is that the rate is essentially
limited by the number of sites, at high concentrations of A and B. For the
Langmuir-Hinshelwood model, the reaction requires both reactants to adsorb
on the same type of site before the reaction. This is referred to as competitive
absorbtion.
• Langmuir-Hinshelwood type kinetics
r+

1
A + ∗ −→
A∗
←−
−

(B.8a)

r1

r+

2
B + ∗ −→
←− B∗

(B.8b)

r2−
r+

3
A ∗ +B∗ −→
AB∗
←−
−

(B.8c)

r3

r+

4
AB∗ −→
←− AB + ∗

r4−

(B.8d)

B.3. Langmuir-Hinshelwood and Eley-Rideal kinetics
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• Eley-Rideal type kinetics
r+

1
A + ∗ −→
A∗
←−
−

(B.9a)

r1

r+

2
A ∗ +B −→
←− AB∗

(B.9b)

r2−
r+

3
AB∗ −→
AB + ∗
←−
−

(B.9c)

r3

These two mechanisms can be considered as basic building blocks for more
complicated kinetic mechanisms that involve the catalytic surface. A complex
kinetic model may include diﬀerent types of gas phase reactant species, an
array of intermediate species on the catalytic surface and diﬀerent types of gas
phase product species. The reactant species may adsorb on the surface, where
they react, ﬁrst forming intermediary surface species and ultimately a series of
product species. These again desorb from the surface. The model can contain
diﬀerent types of sites to represent multiple types of noble metal or alkali catalyst
particles (e.g. Platinum, Rhodium, Ceria, Barium, Potassium, etc.).
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C
Proofs and Derivations

C.1 Positive Invariance of
Kinetic Models

C.1

Positive Invariance of Kinetic Models

The proof of the positive invariance of the diﬀerent sets, as stated in Proposition
4.2.10, is based on the following Lemma, which determines if a set is PI:
Lemma C.1.1. Let P ⊆ Rns be a closed set with non trivial interior, let the
closure cl(P) be given by the equation h(y) = 0, the interior by h(y) < 0 and
the exterior by h(y) > 0. The outward pointing vector normal to the surface
h(y) = 0 is defined as n(y). If
h(y) = 0

⇒

hn(y), f (y)i ≤ 0

then P is a PI set for the evolution of y(t) dictated by ẏ = f (y).

(C.1)
2

Proof: See Sacks (1990).
We can now prove kinetic invariance for kinetic models, as given by Proposition 4.2.10:
Proof: Proof (Positive invariance of P1 ):
The boundaries of the set Rn+s are the hyperplanes yi = 0 for i = 1, .., ns . Lemma
C.1.1 can be applied separately to each hyperplane. For the i-th hyperplane
h(y) = yi and therefore nj (y) = −1 for j = i and nj = 0 for j 6= i. Condition
(C.1) for forward invariance of each hyperplane boundary becomes:
fi (y) ≥ 0

(C.2)

S+ := {j | sgn(Sij ) = 1}

(C.3)

yi = 0

⇒

Now consider the i-th row Si of S and let

S− := {j | sgn(Sij ) = −1}
Then
fi (y) =

X

j∈S+

|Sij |rj (y) −

X

j∈S−

|Sij |rj (y) + vi (ui − yi )

(C.4)
(C.5)
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and 4.9 implies that for j ∈ S+ rj (y) ≥ 0 whenever y ≥ 0, and 4.10 implies that
for j ∈ S− rj (y) = 0 whenever yi = 0. But then
X
|Sij |rj (y) + vi ui ≥ 0
(C.6)
yi = 0 ⇒ fi (y) =
j∈S+

which is (C.2).
2
Proof (Positive invariance of P2 ):
Consider in addition to the hyperplanes yi = 0 the hyperplane c⊤ y = 1. For
this boundary the vector n is given as nj (y) = 1 for j ∈ F and nj (y) = 0 for
j∈
/ F. Condition (C.1) for this case becomes:
X
X
yi = 1 ⇒
fi (y) ≤ 0
(C.7)
i∈F

i∈F

Next, (4.11) implies that, for all j ∈ S+ , rj (y) = 0 whenever
then, by (C.5), and the fact that vi = 0 for i ∈ F:
X
X
|Sij |rj (y) ≤ 0
yi = 1 ⇒ fi (y) = −
i∈F

P

yi = 1. But

i∈F

(C.8)

j∈S−

which implies (C.7).
2
Proof (Positive invariance of P3 ):
The additional condition on P3 in (4.2.10) follows directly from the fact that
LS=0 and the initial condition m0 = Ly(0).

D
Criteria for the simplification of kinetic
networks

D.1 Overview
D.2 Sensitivity Criteria
D.3 Rate-based Criteria

D.1

D.4 Eigenvalue-based Criteria
D.5 Overview of criteria
proposed in literature

Overview

This Appendix gives an overview of the diﬀerent criteria used to reduce kinetic
networks. These can be classiﬁed in three main categories: sensitivity criteria, rate-based criteria and eigenvalue criteria. Sensitivity criteria determine
the inﬂuence of reactions and species over a time interval. Rate-based criteria
determine the contribution of species and reactions to conversion between species at each separate time instance. Eigenvalue-based criteria can be used to
separate the fast and the slow parts of the kinetic network. Each category is
discussed. At the end of this Appendix we give an overview of criteria used in
literature and how these criteria can be adapted for distributed system.

D.2

Sensitivity Criteria

Model sensitivity to parameters, inputs or states is an important concept in
the analysis of models and can be used for uncertainty analysis, identiﬁcation
and optimization. When performing model reduction, the sensitivity of the
model outputs to certain parameters and states in the model can be used to
determine whether these parameters and states represent a relevant part of the
model. Parameters and states to which the model behavior is insensitive can be
considered redundant and can therefore be removed from the model.
In the case of models of kinetic networks, the parameters are the individual
reaction rate constants and the states are the species concentrations. A low
sensitivity to changes in a certain species concentration can indicate that the
concentration of the species can be considered to be constant or that a QSS
assumption can be applied to that species. A low sensitivity to changes in
certain reaction rate can indicate that the reaction can be removed from the
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kinetic model or that a PE assumption can be applied to an associated pair of
reactions.
Sensitivity analysis methods can be split into two categories: local and global
methods. Local methods determine the eﬀect of a small change in parameter
or state from its nominal value on the model behavior while global models
explicitly consider the eﬀect of larger steps. Local analysis can be done using
analytic gradient information and is in general computationally less involved,
while global methods require the simulation of perturbed trajectories to assess
the eﬀect of larger changes in the parameters.
The most straightforward local method to analyse the importance of species
and reactions is to use the ﬁrst-order sensitivity. We consider a ﬁnite time
interval [t0 , t1 ]. Consider the open kinetic mechanism (4.5), where the rates
constants in the mechanism are parameterized by a time dependent rate constant
vector function k : [t0 , t1 ] → Rnr :
ẏ = Sr(y, k) + v ◦ (u − y) = f (y, u, v, k)

(D.1)

Let kref denote the original values of the rate constants. The reference solution
(0)
for (D.1) over [t0 , t1 ] for k(t) := kref , u := u0 , y(t0 ) := y0 is denoted by the
function y0 : [t0 , t1 ] → Rns and a solution for an particular choice of k, u, y(t0 )
is denoted as y(t, k(t), u(t), y0 ). For the rate constant function the following two
options are considered:
k (1) (t, δk ) := kref + δk
k

(2)

(D.2a)

(t, δk ) := kref + δk 1(t − t0 )

(D.2b)

with δk ∈ Rnr a vector of changes in reaction constants and where the unit
pulse is deﬁned as:

1 if t = 0
1(t) =
0 if t 6= 0

The solution of (D.1) for both choices of rate constant function, i.e. k(t) :=
k (1) (t, δk ) or k(t) := k (2) (t, δk ) are denoted by:
(0)

y (1) (t, δk ) := y(t, k (1) (t, δk ), u0 , y0 )

(D.3a)

(0)
(t, δk ), u0 , y0 )

(D.3b)

y

(2)

(t, δk ) := y(t, k

(2)

The error of these solutions with respect to the reference solution can be determined using a signal norm, for example the 2-norm, applied to the diﬀerence
between both solutions or by measuring the diﬀerence between both solutions
at the ﬁnal time instant t1 . The four resulting error criteria are:
(1)
e(a)
(t, δk ) − y0 (t)k
r (δk ) := ky

e(b)
r (δk )
e(c)
r (δk )

e(d)
r (δk )

:= ky

(2)

:= ky

(2)

(D.4a)

(t, δk ) − y0 (t)k

(D.4b)

(t2 , δk ) − y0 (t2 )k

(D.4d)

:= ky (1) (t1 , δk ) − y0 (t1 )k

(D.4c)
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The importance of the reaction rj in the kinetic mechanism can now be assessed using these error functions. The following criteria measure the error for a
perturbation in the rate constant of the j-th reaction:
Υ(a)
r (j) :=

∂e(a)
(0)
∂δk,j

(D.5a)

Υ(b)
r (j) :=

∂e(b)
(0)
∂δk,j

(D.5b)

Υ(c)
r (j) :=

∂e(c)
(0)
∂δk,j

(D.5c)

Υ(d)
r (j) :=

∂e(d)
(0)
∂δk,j

(D.5d)

where δk,j denotes the j-th element of δk . If the eﬀect of the error function of a
perturbation in the rate of the j-th reaction is large, this reaction is considered
to be important. The importance of species is determined using the sensitivity
of the solution to a change in initial species concentrations. Let the solution of
parameterized by its initial condition be denoted as:
(0)

y (1) (t, δy ) := y(t, kref , u0 , y0 + δy )

(D.6)

The error functions for a change in initial condition are given by:
(1)
e(a)
(t, δy ) − y0 (t)k
s (δy ) := ky

e(b)
s (δy )

:= ky

(1)

(t1 , δy ) − y0 (t1 )k

(D.7a)
(D.7b)

δy ∈ Rns a vector of changes in initial species concentrations. The resulting
criteria are
Υ(a)
s (i) :=

∂e(a)
(0)
∂δs,i

(D.8a)

Υ(b)
s (i) :=

∂e(b)
(0)
∂δs,i

(D.8b)

where δs,i denotes the i-th element of δk . If the reaction or species importance
criteria are small this can be an indication that rj can be be neglected.
In many cases the relative deviation of a species concentration is more insightful than the absolute deviation. Using the relative deviation permits comparison of species concentrations of diﬀerent orders of magnitude. To measure
the relative error for each species separately, both the reaction and the species error functions can be measured relative to the signal norm of each species
concentration or the value the species concentration at t = t1 :
e(δ) :=

y (1) (t, δ) − y0 (t)
y0 (t)

(D.9a)

e(δ) :=

y (1) (t1 , δ) − y0 (t)
y0 (t1 )

(D.9b)
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where the division is element-wise. These error remain ﬁnite as it holds that
y > 0.
One further modiﬁcation is required to determine the importance of reactions
with diﬀerent nominal reaction constants. As neglecting a reaction amounts to
changing its reaction constant from its nominal value to zero, the magnitude
of this change must be reﬂected in the criterion to be able to compare the
importance of diﬀerent reactions. To accomplish this, the ﬁrst-order sensitivity
can be multiplied by the nominal value of the reaction constant. To take both
these considerations into account, a scaled sensitivity criterion can be used (see
e.g. (Vadja et al., 1985)). For example, the scaled form of Υr in (D.5) is given
by
Υ(scaled)
(j) := kref,j Υr (j)
(D.10)
r
To determine the importance of reactions, the most commonly used criterion is
(D.5c), wherein the rate is modiﬁed over the entire time period and the relative
species concentration diﬀerence for the i-th species is measured at t1 . In compact
notation this criterion is often written as:
Υ(scaled)
(i, j) :=
r

kj ∂yi (t1 )
∂ln(yi (t1 ))
=
yi (t1 ) ∂kj
∂ln(kj )

(D.11)

All these criteria can be calculated using forward or adjoint integration of sensitivities along the reference trajectory. If increased accuracy is required, second
order sensitivities can also be included in the criterion.
Remark D.2.1. The species sensitivity criteria are similar to the concept of observability in systems theory. In contrast, criteria related to controllability are
not often encountered in literature on the simpliﬁcation of chemical reaction
networks.
2

D.3

Rate-based Criteria

A criterion such as the linear ﬁrst-order sensitivity only provides an indication
of the eﬀect on the approximation error for the removal of a species or reaction.
Therefore in addition to the linear ﬁrst-order sensitivity, so called rate-sensitivity
or instantaneous sensitivity criteria are used. These are not deﬁned for a chosen
time interval but for a single time instant, denoted yr . Again, this point can
(i)
be chosen from the samples of the reference trajectories, i.e. yr := y0 ∈ Ys .
The relative contribution of the j-th reaction or the j-th species to the total
production and consumption of the i-th species is given by
|Sij |rj (yr )
|Si |r(yr )
|Si |r(yr,j )
Is (i, j) =
|Si |r(yr )

Ir (i, j) =

(D.12)
(D.13)
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where the vector yr,j contains zero elements at all positions apart from the j-th
position:

(yr )n if n = j
(yr,j )n =
0
if n 6= j

If this relative contribution of a certain species or reaction is low for all other
species, it is an indication that this species or reaction can be removed without
incurring signiﬁcant errors in the concentrations of the other species. Criteria
to assess whether to include a reaction or species can thus be obtained by
maximizing the relative contribution over all species.
Υr (j) = max Ir (i, j)

(D.14)

Υs (i) = max Is (i, j)

(D.15)

i

i

This time-scale analysis can also be performed at a series of sampling points for
the reference trajectory by maximizing or averaging the criteria over a series of
sampling points.

D.4

Eigenvalue-based Criteria

Eigenvalue analysis can be employed to assess whether a QSS type approximation is valid for a certain species, or whether a PE type approximation is valid
for a certain reaction pair. At a reference point yr chosen from the samples of
(i)
the reference trajectory, i.e. yr = y0 , a ﬁrst-order local approximation of the
system dynamics of the closed kinetic system is given by
ẏ = S

∂r(y)
∂y

y = J(yr )y

(D.16)

y=yr

with J : Rns → Rns ×ns the Jacobian matrix. Using an eigenvalue decomposition
of the Jacobian
J(yr )y = V (yr )Σ(yr )V −1 (yr )
(D.17)
, with V orthonormal and Σ = diag({λi }1≤i≤ns ) diagonal, and the coordinate
transformation z = V −1 (y)y the system can be transformed into modal form
ż = Σ(zr )z

(D.18)

Each eigenmode can now be categorized depending on its eigenvalue. The eigenmodes of the system are split into 4 distinct catogories. The ﬁrst category
contains the unstable eigenmodes λ > 0, and these are referred to as the explosive modes. The second category contains the rapidly-decaying eigenmodes
0 > λ > −ǫ1 , referred to as the fast modes. The dynamics that occur on the
time-scale that is of interest are grouped as slow modes, −ǫ1 > λ > −ǫ2 and the
ﬁnal category is reserved for the exhausted modes −ǫ2 > λ. For a treatment of
cases with oscillatory modes, we refer to (Lu et al., 2001).
Σ := {Σexp , Σs , Σf , Σexh }

(D.19)
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The ﬁnal step is to determine a degree of association of a species or reaction
pair with a mode or a category of modes. The reasoning is that species that are
primarily associated with fast modes are good candidates for the QSS assumption. Similarly, reaction pairs which are associated with fast modes are good
candidate pairs for the PE assumption.
First a participation index is used to determine to which extent a reaction
or species participates in a mode (Lam, 1993; Lu et al., 2001):
Pr (m, j) =
Ps (m, i) =

−1
|Vm
(yr )Sj |rj (yr )
−1
|Vm
(yr )S|r(yr )
−1
|Vm
(yr )S|r(yr,i )
−1
|Vm (yr )S|r(yr )

(D.20a)
(D.20b)

Next, the criterion for a QSS or PE approximation can be chosen to be the
’average’ time constant of a species or reaction, calculated by weighing the
participation indices over the non-explosive modes:
1
λ
Pr (m, j)
m
m=1
1
Υs (i) = Pns
m=1 λm Ps (m, i)

Υr (j) = Pns

(D.21a)
(D.21b)

Using a chosen time constant as a threshold, these criteria can be used to determine for which species to employ QSS and PE assumptions. Alternatively, the
participation indices of all reactions and species for the fast or the slow modes
can serve as a criterion function. This time-scale analysis can also be performed at a series of sampling points for the reference trajectory by maximizing
or averaging over the criteria at each sampling point.

D.5

Overview of criteria proposed in literature

Finally, we give a (non-exhaustive) overview of reference sources for the criteria
described in the previous sections or variants thereof. These references can serve
to expand upon the overview given in the previous sections or to ascertain the
merit of a particular criterion for the application described in the particular
reference.

D.5. Overview of criteria proposed in literature

Reference
First-order sensitivity towards reaction constant
changes. Chen (1997)
Production and consumption contribution for the
rate of progress of a reaction. Chen (1997)
Rate sensitivity analysis, instantaneous measure.
Equal to the contribution of a reaction to the net
reaction rate. Turányi and Bérces (1987)
Eigenvalue decomposition of the rate sensitivity
analysis. Retain reactions occurring in the eigenvalues of large eigenvectors. Turányi and Bérces
(1987)
Relative elemental ﬂux for element A from one species to another. Here NA,i denotes the total moles
of A involved in reaction i, and nA,k the amount
of moles involved in the k-th reactant or product.
Androulakis and Grenda (2004)
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Criterion
∂ln(y)
∂ln(k)
max(S,0)ri (y) min(S,0)ri (y)
,
max(S,0)r(y) max(S,0)r(y)
∂ln(Sr(y))
∂ln(k)

eig(

∂ln(Sr(y)) T ∂ln(Sr(y))
)
∂ln(k)
∂ln(k)

t=t
R 1 i=n
Pr

n
nA,m
ri (y) A,k
NA,i
t=t0 i=1
k=n
R 1 i=n
n
nA,m
P s m=n
P s t=t
Pr
ri (y) A,k
NA,i
k=1 m=1 t=t0 i=1

Tabel D.1: Criteria for the removal of reactions from a mechanism.
Reference
First-order sensitivity towards reaction constant
changes. Chen (1997)
Production and consumption contribution for the
rate of progress of a reaction. Chen (1997)
Participation index of a reaction in a mode. Lu
et al. (2001)

Criterion
∂ln(y)
∂ln(k)
max(S,0)ri (y) min(S,0)ri (y)
,
max(S,0)r(y) max(S,0)r(y)
|V −1 (yr )Sj |rj (yr )
|V −1 (yr )S|r(yr )

Tabel D.2: Criteria for Partial Equilibrium (PE) approximation of reactions in
a mechanism.
Reference
Contribution of the reactions involving the i-th
species to the total ﬂux. Lu and Law (2005)

Criterion
max(S,0)r(yi )
max(S,0)r(y)

Tabel D.3: Criteria for the removal of species from a mechanism
Reference
Net reaction rate relative to the maximal production or consumption rate of a species. Chen (1997)
Net reaction rate relative to the sum of production
and consumption rate of a species. Duchêne and
Rouchon (1995)
Species concentration multiplied by the net reaction rate relative to the maximal production or
consumption rate of a species. Chen (1997)
Participation index of a species in a mode. Lu
et al. (2001)
Radical pointer for the participation of a species
in a mode. Lam (1993)

Criterion
|max(Si ,0)r(y)−min(Si ,0)r(y)|
max(|max(Si ,0)r(y)|,|min(Si ,0)r(y)|)
|max(Si ,0)r(y)−min(Si ,0)r(y)|
|max(Si ,0)r(y)|+|min(Si ,0)r(y)|
|max(S ,0)r(y)−min(Si ,0)r(y)|
i ,0)r(y)|,|min(Si ,0)r(y)|)

i
yi max(|max(S

|V −1 (yr )S|r(yr,i )
|V −1 (yr )S|r(yr )

diag(Vi −1 (yr )Vi (yr ))

Tabel D.4: Criteria for Quasi-Steady-State (QSS) approximation of species in a
mechanism
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E
Graph theory

E.1 Basic Concepts

E.1

E.2 Graph Representation of
kinetic networks

Basic Concepts

The deﬁnitions related to graph theory listed below can be found in most
standard works on this subject, e.g. Cormen et al. (2001), Pemmaraju and
Skiena (2001).
A directed graph G is a pair of vertices (V, E) where V ⊂ N and E ⊂ V × V.
A single vertex in the graph denoted as v ∈ V and an edge e ∈ E assumes the
form of an ordered pair e = (v1 , v2 ) where e is said to be an edge from v1 to v2 .
A directed path is a ﬁnite sequence of edges, e1 , e2 , .., en with n ∈ N with the
property that for each edge in the path ek = (vk , wk ) it holds that wk = vk+1
for all k = 1, 2, .., n − 1. In this case v1 is the origin of the path and wn−1 is
the destination, and we say that the directed path connects v1 with wn−1 . The
length of the path is the number of traversed edges. The member vertices of
the path are the vertices that appear either as vk or wk as part of an edge in
the path.
Definition E.1.1. (Cycles) A cycle is a directed path for which v1 = wn A
cycle of length k is referred to as a k-cycle. A graph G is called a-cyclic if it
contains no cycles.
2
Definition E.1.2. (Connectivity) Consider the following statements that apply to the pair of vertices v ′ , v ′′ :
a. There is a directed path that connects v ′ to v ′′
b. There is a directed path that connects v ′′ to v ′
Two vertices v ′ , v ′′ are said to be disconnected if neither a. nor b. holds. They
are said to be weakly connected if either a. or b. hold but not both, and
they are said to be strongly connected if both a. and b. hold. A partition
V1 , .., VN = πSC (V) such that the vertices in Vi are strongly connected is said
to partition the graph into its strongly connected components.
2

Graph theory
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It follows from the deﬁnition of a cycle and the conditions for strong connectivity
that any pair of vertices v ′ , v ′′ that are strongly connected are members of a
cycle.
Definition E.1.3. (Vertex-induced subgraph) A graph G ′ : (V ′ , E ′ ) is a vertexinduced subgraph of G : (V, E) if V ′ ⊆ V, E ′ ⊆ E and
(v, w) ∈ E,

v, w ∈ V ′ ⇔ (v, w) ∈ E ′ .

(E.1)
2

Definition E.1.4. (Vertex contraction) A graph G ′ : (V ′ , E ′ ) is a contraction
of G : (V, E) using the contraction set Vc ⊆ V if V ′ = (V \ Vc ) ∪ vc and
e : (v, w) ∈ V with v ∈ Vc
e : (v, w) ∈ V with w ∈ Vc

⇔
⇔

e : (v, w) ∈ V with v, w ∈
/ Vc

E.2

⇔

e′ : (vc , w) ∈ E ′ ,
e′ : (v, vc ) ∈ E ′ ,

e′ : (v, w) ∈ E ′ .

2

Graph Representation of kinetic networks

Definition E.2.1. (Kinetic interaction graph) Given a kinetic mechanism (S, r).
In the kinetic interaction graph Gkin each species is represented by a vertex
v ∈ VI . The edges are determined based on the zero-pattern of the system
Jacobian:
∂r
(v, w) ∈ E if Jwv 6= 0 with J = S
(E.2)
∂y
2
Definition E.2.2. (Mass interaction graph) Given a kinetic mechanism (S, r).
In the kinetic interaction graph Gm each species is represented by a vertex v ∈
VI . The edges are determined based on the zero-pattern of the stoichiometric
matrix S. Let J represent the set of reactions of which the v-th species is a
reactant. Then edges connect the species v to the products of these reactions:
(v, w) ∈ E

if

w ∈ Ir+J

(E.3)

In essence, an edge (v, w) exists if there is a direct reaction path such that mass
can be transferred from v to w.
2
Another common representation of kinetic networks is in the form of a hypergraph where each reaction is represented by a single edge which connects 2
or more vertices. This representation is not employed in this thesis.
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Samenvatting
Model Reductie van een Lean NOx Trap Katalysator
Model
De wens om het brandstofverbruik en de emissie van koolstofdioxide van
auto’s terug te dringen heeft geleid tot een toename in het gebruik van auto’s
met zogenaamde lean-burn motoren, zoals diesel en lean-burn benzine motoren. Dit type motoren gebruik een overmaat aan zuurstof in vergelijking tot
de hoeveelheid die nodig is voor stoichiometrische verbranding (een zogenaamd
’arm’ brandstofmengsel, vergelijk met een ’rijk’ brandstofmengsel waarbij een
overmaat aan brandstof wordt gebruikt in vergelijking met de hoeveelheid zuurstof). Een belangrijk nadeel van dit type motoren is de verhoudingsgewijs hoge
uitstoot van stifstofoxiden. Deze gassen zijn giftig bij inademing en schadelijk
voor het milieu. Om deze redenen is de uitstoot van stifstofoxiden gereguleerd
door milieuwetgeving. De strictheid van deze regelgeving neemt toe, en deze
toename dwingt de automotive industrie tot innovatie teneinde de emissie van
stifstofoxide door new typen auto’s en motoren te verminderen. Nabehandeling van uitlaatgas door middel van autokatalysatoren is een belangrijke manier
om dit doel te bereiken. Maar vanwege de samenstelling van het uitlaatgas
van lean-burn motoren levert het gebruik van standaard driewegkatalysatoren
onvoldoende verminderning van de emissie van stifstofoxiden op.
Een type katalysator dat beter geschikt is voor vermindering van de emissie
van stifstofoxides van lean-burn motoren is de Lean NOx Trap (LNT) katalysator. In dit type katalysator wordt niet alleen platinum gebruikt als katalysestof
maar ook barium. Het gebruik van barium geeft de LNT-katalysator het vermogen tijdelijk een hoeveelheid stifstofoxiden op te slaan op het actieve katalystische oppervlak. Het werkingsprincipe van LNT-katalysatoren is gebaseerd op
het opslaan van stifstofoxiden gedurende de tijd dat de motor bedreven wordt
met een arm brandstofmengsel, om vervolgens de motor gedurende korte tijd
te bedrijven met een rijk brandstofmengsel, zodat de uitlaatgassamenstelling
gunstig is voor het omzetten van de opgeslagen stikstofoxiden. Dit laatste regenereert de LNT katalysator. Deze periodisch geschakelde manier van bedrijf
vereist actieve regeling van de motor om te bepalen hoe en wanneer deze van
arm naar rijk bedrijf geschakeld wordt. Model-gebasseerde ontwerpmethoden
kunnen gebruikt worden om op een systematische manier toestandsschatting
en regelingsalgorithmen voor het bedrijf van de LNT te ontwikkelen. Deze
ontwerpmethoden vereisen het gebruik van een dynamisch model van de LNTkatalysator met een beperkte complexiteit, welke de voor toestandsschatting
en regeling relevante dynamica van de LNT-katalysator beschrijft. Dit model
wordt een regelings-georienteerd LNT model genoemd.
Dit model kan langs twee wegen verkregen worden. De eerste manier is om
proefondervindelijk de structuur van het model te bepalen uit het geobserveer-
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de dynamische gedrag van de katalysator en om vervolgens de parameters van
het model te schatten aan de hand van autoproefbank-tests. Deze aanpak heeft
twee nadelen: zij vereist inzicht in de dynamica van de LNT om de juiste modelstructuur te bepalen, en de autoproefbank-tests zijn kostbaar en tijdrovend.
Een alternatieve aanpak is mogelijk als we de beschikking hebben over een
LNT-model gebaseerd op fysische kennis waarbij, fysische wetmatigheden, fysische constanten en de reactie-constanten van elementaire reactiestappen het
gedrag van het LNT-model bepalen. Dit type model wordt een fysisch model
genoemd, en kan verkregen worden door het combineren van bestaande fysische
kennis met laboratoriumproeven die ontworpen zijn om de kinetiek van de relevante elementaire reactiestappen te bepalen. De alternatieve aanpak voor het
verkregen van een regelings-georienteerd LNT model berust nu op het systematisch aﬂeiden van een dit model uitgaande van het fysische model met gebruik
van modelreductiemethoden. Deze methoden bepalen welke delen van het fysische model relevant zijn voor het schatten van de toestand en voor de regeling
en reduceren vervolgens het fysische model zodat alleen deze delen behouden
blijven. Dit levert een regelings-georienteerd model op.
Dit proefschrift heeft als onderwerp de reductie van de complexiteit van
LNT-modelen met behulp van modelreductiemethoden. Eerst is de relatie tussen het fysische model en bestaande regelings-georienteerde modellen onderzocht. De essentiele simpliﬁcatiestappen die beide modeltypen verbinden, zijn
de simpliﬁcatie van de kinetiek en het comprimeren van informatie over de concentratieproﬁelen in de axiale richting van de katalysator tot een beperkt aantal
toestandvariabelen. Een verbinding tussen beide modeltypen kan tot stand gebracht worden door een aanpak van ’her-modelering’ waarbij aannames die een
fysische interpretatie hebben, gebruikt worden om op een wiskundige manier
het regelings-georienteerde model af te leiden van het fysische model. Maar het
bestaande regelings-georienteerde model bevat ook relaties die empirisch zijn.
Deze kunnen niet direct door middel van ’her-modelering’ aan het fysische model
gerelateerd worden.
De compressie van spatiele concentratieproﬁelen in de axiale richting van
de katalysator is aangepakt met behulp van bestaande modelreductiemethoden,
die bekend staan als projectiemethoden. Er is gebruik gemaakt van twee typen
projectiemethoden. De ’Balanced Truncation’ methode gebruikt een energienorm om the energetische overdracht van modelingangen naar modeltoestanden
en van modeltoestanden naar modeluitgangen te kwantiﬁceren. De toestanden die geassocieerd zijn met een beperkte overdracht vanaf de ingangen of
naar de uitgangen worden vervolgens uit het model verwijderd. De ’Proper
Orthogonal Decomposition’ (POD) methode maakt gebruik van correlaties tussen modeltoestanden die optreden wanneer het model gesimuleerd wordt om
de toestandsruimte van het model te herdeﬁniëren zodat alleen de toestanden
die beperkt gecorreleerd zijn, behouden worden. Er is vastgesteld dat beide
methoden slecht presteren wanneer ze toegepast worden op modellen zoals het
LNT-model. De reden voor deze slechte prestatie is het feit dat de dynamica
van het LNT-model wordt gekarakteriseerd door zijn niet-lineariteit, door het
optreden van lopende-golf-fenomenen en door grote veranderingen in de tijd in
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ordes van grootte van concentraties van chemische stoﬀen.
Een bijdrage van dit proefschrift is de adaptatie van POD-algoritmen om
hun prestatie voor modellen zoals het LNT-katalysatormodel waarin lopendegolf gedrag optreedt, te verbeteren. Dit is bereikt door het toevoegen van faseinformatie aan de basis-functies gebruikt in de POD methode. Data-correlatie
methoden en extrapolatie worden gebruikt om informatie over de dominante
eigenschappen van de golf te verkrijgen uit simulatiedata. Deze informatie wordt
vervolgens gebruikt om de basis-functies te construeren.
Vervolgens is de simpliﬁcatie van het kinetische model aangepakt. Er bestaan een groot aantal verschillende methoden voor het simpliﬁceren van complexe kinetische modellen. In dit proefschrift worden lumping methoden bestudeerd, en speciﬁek een aanpak waarbij Quasi-Steady-State (QSS) en Partial
Equilibrium (PE) aannames worden gebruikt om chemische stoﬀen te lumpen.
Het eﬀect van lumpen op de wet van behoud van massa en op de positieve invariantie van het kinetische model wordt behandeld. Een vereiste voor het aﬂeiden
van gereduceerde modellen met behulp van lumpingmethoden is het vinden van
een expansie-relatie. We bepalen onder welke condities er een expansie-relatie
bestaat. In dit proefschrift zetten we twee stappen op weg naar de practische
implementatie van lumpingmethoden. Ten eerste is een methode ontwikkeld
om de positieve invariantie van concentraties van chemische stoﬀen in het gereduceerde model te behouden, wanneer de expansierelatie benaderd wordt met
behulp van polynomen. Deze methode is gebaseerd op bestaande resultaten
met betrekking tot functie-approximatie met behulp van Sum-Of-Squares polynomen. Vervolgens wordt een greedy-type algoritme voorgesteld om QSS en
PE aannames te selecteren zodat een expansierelatie kan worden verkregen als
de symbolische oplossing van een stelsel algebraïsche vergelijkingen.
Een van de applicaties van LNT modellen is het doelgericht optimaliseren
van het bedrijf van LNT-katalysatoren. Omwille van deze applicatie is de toepassing van modelreductiemethoden tijdens een doelgerichte optimalisatieprocedure bestudeerd. De technieken die gebruikt worden voor de simpliﬁcatie van
kinetische mechanismen zijn uitgebreid naar spatieel gedistribueerde modellen
en toegepast op een test-case model dat lijkt op LNT-modellen. Een uitkomst
is dat toepassing van modelreductiemethoden gedurende optimalisatie mogelijk
is, alhoewel het zorgvuldig afstellen van modelreducte nauwkeurigheid versus
optimalisatie nauwkeurigheid vereist.
Dit proefschrift illustreert de problemen die optreden bij het direct toepassen
van bestaande modelreductiemethoden op LNT-modellen. Het essentiele deel
van LNT-modellen zijn de convectie-diﬀusievergelijkingen die benodigd zijn om
the veranderingen in the concentraties van chemische stoﬀen langs de as van
de katalysator te voorspellen. Een aantal stappen zijn gezet om deze modelreductiemethoden beter toepasbaar te maken voor de reductie van convectiediﬀusievergelijkingen. Nochtans blijven er een aantal fundamentele problemen
over zoals foutcontrole, en daaraan gelieerd, het behoud van stabiliteit en positieve invariantie van concentraties.
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Summary
Model Reduction of a Lean NOx Trap Catalyst Model
The desire to increase fuel eﬃciency and reduce carbon dioxide emissions of
vehicles has led to an increased use of vehicles equipped with lean-burn engines,
such as diesel and lean-burn gasoline engines. This type of engine uses excess
oxygen when compared to the amount required to stoichiometrically combust
fuel. A serious disadvantage of this type of engine, however, is the increased
emission levels of nitrogen oxides. These airborne pollutants are toxic for humans when inhaled and are harmful to the environment. They are therefore
subject to increasingly strict environmental regulations, which motivate the automotive industry to innovate in order to decrease the nitrogen oxide emission
levels of new engines and vehicle designs. An important method to accomplish
this is the after-treatment of exhaust gas with the help of catalytic converters.
Owing to the composition of the exhaust gas of lean-burn engines, however, the
reduction of nitrogen oxide emission obtained with standard three-way catalysts
(TWC) is nevertheless insuﬃcient.
One type of catalytic converter that might be used to reduce nitrogen oxide
emissions of vehicles with lean-burn engines below the regulated maximum is
the Lean NOx Trap (LNT). In addition to the platinum used in TWC’s, LNT
catalytic converters use barium as active catalytic material. This gives the
LNT the ability to store a certain amount of nitrogen oxides on its catalytic
surface. The operating principle of a LNT catalyst is the temporary storage
of the nitrogen oxides emitted during a time period of lean operation and a
brief switchover of the engine to rich operation which produces exhaust gas
containing excess reductants the reduce the stored nitrogen oxides to nitrogen,
thereby regenerating the trap. This periodic operation requires active control
of the engine to determine how and at which time instant to switch to rich
operation. Model-based design methods can be used to derive estimation and
control algorithms for LNT in a systematic manner. These methods require a
dynamic model of the LNT of limited complexity, which describes the dynamics
of the LNT that are essential to estimation and control and which is referred to
as a control-oriented LNT model.
Such a model can be obtained by two routes. The ﬁrst route is to empirically
determine the structure of the control-oriented LNT model from the observed
behavior and tune the parameters of the model using vehicle test data. This
approach has two disadvantages: it requires knowledge of the LNT dynamics to
determine the right model structure and the vehicle tests required to tune the
parameters are expensive and time-consuming.
There is an alternative route provided we have a LNT model at our disposal based on physical laws, physical constants and the reaction constants of
the elementary reaction steps which determine the kinetics of the chemicals
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reactions in the LNT. This type of model is referred to as a ﬁrst-principles model. Such a model can be obtained by combining existing physical knowledge
with laboratory tests designed to determine the kinetics of elementary reaction steps. This alternative route means systematically deriving control-oriented
models from the ﬁrst-principle model using model reduction methods. These
methods determine which parts of the ﬁrst-principle model are relevant for estimation and control and help to arrive at a control-oriented model by reducing
the ﬁrst-principle model in such a way that it retains only these parts.
This thesis examines the reduction of the complexity of LNT models using
model reduction methods. First, the relation between detailed ﬁrst-principle
models and existing control-oriented models is explored. The essential simpliﬁcation steps that link both model types are 1) the simpliﬁcation of the kinetics
and 2) the compression of the information on the axial spatial concentration
proﬁles for gas-phase species and species on the catalyst surface into a limited
number of states. A link can be established between parts of both models using
a re-modeling approach in which assumptions with a physical interpretation are
used to mathematically derive the control-oriented model from the ﬁrst-principle
model. The existing control-oriented model also contains relations that are empirical, however, and these cannot directly be related to the ﬁrst-principle model
using a re-modeling approach.
The compression of the axial spatial concentration proﬁles was approached
using existing model reduction methods known as projection methods. Two
types of projection methods were used. The Balanced Truncation method uses
an energy norm to quantify the energy transfer from model inputs to model
states and from model states to model outputs. States which are associated
with limited energy transfer from the input to the output are then truncated,
removing them from the model. The Proper Orthogonal Decomposition (POD)
method exploits correlations between the states of a dynamic model that occur
if the model is simulated to redeﬁne the state-space so that only states with
limited correlation are retained in the model. It was found, however, that these
methods perform poorly for models that are similar to the LNT model. The
reason for this poor performance is that the dynamics of the LNT model are
characterized by nonlinearity of the kinetics, the occurrence of traveling wave
phenomena and large changes in time in the magnitude of species concentrations.
One contribution of this thesis is the adaptation of POD algorithms to improve their performance for systems which exhibit wave phenomena on a bounded
domain, such as the LNT catalyst model. This was accomplished by including phase information in the basis-functions used in the POD method. Datacorrelation methods and extrapolation were used to gather information on the
dominant features of the traveling wave from simulation data. This information
was then used to construct the basis-functions.
Next, we have considered simpliﬁcation of the kinetic part of the LNT model. A large number of diﬀerent schemes exist to accomplish simpliﬁcation of
complex kinetic models. In this thesis lumping methods are examined, in particular an approach whereby Quasi-Steady-State (QSS) and Partial Equilibrium
(PE) assumptions are used to lump species. The eﬀect of lumping on mass

conservation and on the positive invariance of kinetic models is discussed. A
requirement for the derivation of reduced order models using lumping methods
the deﬁnition of an expansion relation. We determine under which conditions
such a relation exists. Furthermore, in this thesis we take two steps towards a
practical implementation of lumping methods. First, a method is developed to
retain positive invariance of species concentrations in lumped models, when the
expansion relation is approximated using polynomials. This method is based on
existing results of function approximation using Sum-of-Squares polynomials.
Next, a greedy-type algorithm is proposed to select QSS and PE relations so
that the expansion relation can be obtained as the symbolic solution to a set of
algebraic equations.
A possible application of LNT models is the goal-oriented optimization of
LNT operation. The application of model reduction as a part of goal-oriented
optimization procedure is investigated. The techniques used for simpliﬁcation of
kinetic mechanisms are extended to spatially distributed models and applied to
a test-case model similar to LNT models. It was found that application of model
reduction methods during optimization is possible although it requires careful
tuning of the model reduction accuracy versus the accuracy of the optimization
algorithm.
This thesis ﬁnally illustrates the diﬃculties with a straightforward application of existing model reduction methods to LNT models. The essential part
of LNT models are convection-reaction equations required to model changes in
species concentrations along the catalyst axis. A number of steps have been
taken towards making these methods more suitable in practice for reduction
of convection-reaction equations. However, a number of fundamental theoretical problems remain, such as error control, and closely related to this, the
preservation of stability and positive invariance of concentrations.
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